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Summary

Remote Photoplethysmography in Infrared

Sleep loss and sleep disorders are one of the most common yet frequently
overlooked and readily treatable problems in the modern society, affecting 10
percent of the worldwide population. An estimated 90− 95 percent remains un-
diagnosed because people are unaware of the symptoms or think that nothing
can be done for them. Left untreated, sleep disorders can lead to serious adverse
health problems including hypertension, atrial fibrillation and stroke. After in-
somnia, sleep apnea (SA) is the most common sleep disorder, characterized by
disturbed breathing patterns during sleep. The current gold-standard used for
the diagnosis of SA is polysomnography (PSG), which requires many sensors at-
tached to body to monitor parameters relevant for clinical decision making. This
procedure is expensive, inconvenient and does not reflect a normal night’s sleep,
affecting its diagnostic value. A reliable contactless alternative would not only
improve patient comfort, it could also make sleep monitoring applicable outside
the clinic.

Existing methods for contactless SA monitoring include the integration of sen-
sors in mattresses and sheets, radar, and depth cameras. Although promising,
these techniques are often limited to provide a surrogate measurement for only a
single PSG sensor, whereas for reliable diagnosis multiple parameters should be
monitored. Photoplethysmography (PPG), an element of the PSG registration, is
a non-invasive and convenient technique, which is nowadays widely applied for
hemodynamic sensing, e.g. to monitor cardiovascular and respiratory systems.
By emitting light through tissue, PPG can measure variations in tissue blood vol-
ume due to variations in optical absorption and scattering properties. Instead
of having the light source and detector in contact with the skin, in remote PPG
(rPPG) both are placed distant from the skin, enabling contactless monitoring of
blood volume variations. Because of the different source-detector geometry, the
pulsatile part of the PPG signal measured with a camera is much smaller when
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compared to that of a contact probe because of the greatly reduced interaction of
light with (pulsatile) blood. As a result the signal is easily disturbed by artifacts
such as motion and noise.

In this thesis we investigated if rPPG can be used as a reliable, contactless
alternative for some of the key parameters monitored during PSG. We focussed
on physiological parameters which are relevant for the diagnosis of SA: pulse
rate, respiration and peripheral arterial oxygen saturation (SpO2), and use near-
infrared (NIR) illumination to not disturb sleep. The first part of the thesis fo-
cusses on algorithm and system developments to extract the mentioned physio-
logical parameters. Chapter 2 describes a framework for robust extraction of the
cardiac pulse signal, which uses a pulse extraction algorithm applicable in NIR
to combine signals extracted from different skin sites into a single pulse signal.
Different setups which enable multi-spectral acquisition in NIR are investigated.
Results show that the pulse rate can be reliably determined during challenging
scenarios involving head movements, and also from preterm infants monitored
in a neonatal intensive care unit (NICU). Chapter 3 describes a method to ex-
tract the respiratory component from the PPG waveform. Similar to how the
pulse signal is extracted, it linearly combines the PPG signals captured at differ-
ent wavelengths to separate the signal carrying physiological information from
disturbances. The method shows good performance for different guided breath-
ing scenarios, as well as during spontaneous breathing. Chapter 4 describes a
method for the estimation of SpO2 which does not require the common, and
easily-corrupted extraction of features from dual-wavelength PPG signals. In-
stead we propose to extract the cardiac pulse signal with signatures correspond-
ing to different SpO2 levels, and determine the saturation level based on signal
quality. This has the benefit that distortions present in the waveforms can be
suppressed enabling motion-tolerant estimation of SpO2, as demonstrated by ex-
perimental results.

Subsequently, we focus on the application to sleep in the second part of the-
sis. As the previously used solutions to detect and track the skin are not suitable
for the sleep scenario, e.g. because of (partial) occlusion and different sleep po-
sitions, we developed an end-to-end system for continuous monitoring of pulse
and SpO2 during sleep (Chapter 5). This system combines the benefits of rPPG-
based features to find static “living pixels" with those of a tracker that can bridge
relatively short intervals where the subject moves. The system is successfully
validated on healthy subjects simulating realistic sleep scenarios. To validate the
system on patients, we installed a replica of the setup in a specialized sleep cen-
tre and recorded eight patients with a high suspicion of relevant obstructive SA
during a nocturnal observational study with full PSG. The results of this study
are discussed in Chapter 6 and are encouraging: the camera can detect pulse and
respiratory rate within 2 beats/breaths-per-minute (BPM) accuracy 92% and 91%
of the time, respectively. Estimated blood oxygen values are within 4 percentage-
points of the finger-oximeter 89% of the time. Remaining challenges are (head)
movements and limited skin visibility, both affecting the region-of-interest selec-
tion.
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In the third part of the thesis we focus on risks and possible future applica-
tions of camera-based oximetry. In Chapter 7 we investigate which factors could
affect the SpO2 reading, which could lead to the masking of dangerous condi-
tions, e.g. CO poisoning. We develop models to detect and quantify elevated
levels of dyshemoglobins, demonstrated by a proof-of-concept study on heavy
smokers. In Chapter 8 we investigate if venous oxygen saturation levels can be
estimated continuously using rPPG to provide additional information about oxy-
gen about consumption besides delivery, important for e.g. early detection of
(septic) shock.

In summary, this thesis deals with camera-based PPG in NIR, tailored to the
application of sleep monitoring. With an increasing awareness that sleep is a fun-
damental element in balanced living, we foresee that unobtrusive technologies
to monitor sleep will reach wide-spread use in the next few years. Using a cam-
era enables contactless monitoring of physiological parameters relevant for the
detection of sleep apnea. Further clinical studies are required to verify the accu-
racy of the developed methods and its usefulness for the classification of apnea.
Further research should focus on solutions for scenarios with reduced skin visi-
bility. Once tackled, we believe camera-based sleep monitoring to be applicable
not only for patients in a sleep clinic, but also for home monitoring.





Nomenclature

Abbreviation Description
AASM American Academy of Sleep Medicine
ABP Arterial Blood Pressure
ANOVA Analysis of Variance
BCG Ballistocardiography
BPM Beats per Minute / Breaths per Minute
BSS Blind Source Separation
CCD Charge-Coupled Device
CFA Color Filter Array
COHb Carboxyhemoglobin
CPAP Continuous Positive Airway Pressure
CSA Central Sleep Apnea
CVP Central Venous Pressure
ECG Electrocardiography
EEG Electroencephalography
EMG Electromyography
EOG Electrooculography
FPS Frames per Second
Hb Hemoglobin
HbO2 Oxyhemoglobin
HR Heart Rate
HRV Heart Rate Variability
ICA Independent Component Analysis
IVC Inferior Vena Cava
IR Infrared
LED Light Emitting Diode
MetHb Methemoglobin
MSA Mixed Sleep Apnea
N1/N2/N3 N(on-)REM 1/2/3
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NICU Neonatal Intensive Care Unit
(N)IR (Near-)Infrared
ODI Oxygen Desaturation Index
OSA(S) Obstructive Sleep Apnea (Syndrome)
PCA Principal Component Analysis
PG Polygraphy
PLMD Periodic Limb Movement Disorder
PP Percentage Points
PPG Photoplethysmography
PR Pulse Rate
PRV Pulse Rate Variability
PSG Polysomnography
PTT Pulse Transit Time
PVP Peripheral Venous Pressure
REM Rapid Eye Movement
RGB Red Green Blue
RIAV Respiratory Induced Amplitude Variation
RIFV Respiratory Induced Frequency Variation
RIIV Respiratory Induced Intensity Variation
RIP Respiratory Inductance Plethysmography
ROI Region-of-Interest
rPPG Remote Photoplethysmography
RR Respiratory Rate
RSA Respiratory Sinus Arrhythmia
SA Sleep Apnea
SaO2 Arterial Blood Oxygen Saturation
SNR Signal-to-Noise Ratio
SpO2 Peripheral Arterial Blood Oxygen Saturation
SVC Superior Vena Cava
SvO2 Venous Blood Oxygen Saturation
TIB Time in Bed
TST Total Sleep Time
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Chapter 1

Introduction



2 Chapter 1. Introduction

1.1 Sleep

Sleep plays a vital role in good health and well-being throughout human life for
reasons including regulating metabolism, memory consolidation and cardiovas-
cular health. It is estimated that 150 million people are suffering from sleep-
related problems across the developing world [140]. In the US, it is reported that
an estimated 50 to 70 million Americans chronically suffer from a sleep or circa-
dian disorder [111]. Sleep medicine has only recently been recognized as a spe-
cialty of medicine. Its development is based on an increasing amount of knowl-
edge concerning the physiology of sleep, circadian biology and the pathophys-
iology of sleep disorders. Centers focused on the evaluation and management
of sleep disorders have developed only within the past quarter-century. Several
reasons underlie the increasing interest in sleep, which can be grouped into four
categories [44].

First, sleep problems are associated with accidents and human errors. By 2020,
the number of people killed in motor-vehicle crashes is expected to double to
2.3 million worldwide, of which approximately 230− 345 thousand will be due
to sleepiness or fatigue [116]. Similarly, disturbed sleep has been shown to dou-
ble the risk of fatal accidents at work over a 20-year period [8].

Secondly, sleep problems are common. Population studies show that sleep
deprivation and disorders affect many more people worldwide than previously
thought. Insomnia is the most common sleep disorder, with ‘some insomnia
problems over the past year’ reported by 30% of adults, and chronic insomnia
by 10% [25]. Prevalence of obstructive sleep apnea (OSA), characterized by respi-
ratory difficulties during sleep, is also high with estimates of 9− 21% in women
and 24− 31% in men [86, 174].

Thirdly, sleep problems are likely to increase. The rapid advent of the 24/7
society involving round-the-clock activities and increasing night-time use of TV,
internet and mobile phones means adequate uninterrupted sleep may become
increasingly compromised. Some data suggest a decline in sleep duration of up
to 18 minutes per night over the past 30 years [81, 127]. Complaints of sleep-
ing problems have increased substantially over the same period, with short sleep
(<6 h/night) in full-time workers becoming more prevalent [127, 79]. As more
shift work is required to service 24/7 societies, the proportion of workers ex-
posed to circadian rhythm disorders and their effects on health and performance
is likely to rise. Similarly, as the proportion of elderly people and the prevalence
of obesity in populations across the world increases, sleep disorders, more com-
mon in both groups, will rise in lower as well as high-income countries [86, 135].

Fourthly, there is increasing awareness of the association between sleep prob-
lems and health. Immediate effects at the individual level relate to well-being,
performance, daytime sleepiness and fatigue. Longer term evidence has accu-
mulated of associations between sleep deprivation and sleep disorders and nu-
merous health outcomes including premature mortality, cardiovascular disease,
hypertension, inflammation, obesity, diabetes and impaired glucose tolerance,
and psychiatric disorders, such as anxiety and depression.



1.2. Sleep monitoring 3

Failure to recognize sleep problems not only precludes diagnosis and treat-
ment—it also precludes the possibility of preventing their grave public health
consequences. Unfortunately, most sleep disorders, estimated 95% [113], go
undiagnosed and untreated, simply because people do not realize they have a
problem or are unaware their problems can be reduced. From adults with clini-
cally significant sleep-disordered breathing, about 80 to 90% remain undiagnosed
[175].

1.2 Sleep monitoring

Polysomnography (PSG) is the current gold standard in sleep medicine used for
the diagnosis of sleep disorders. After referral from a general practitioner or hos-
pital, people with disturbed sleep are asked to visit a specialized sleep clinic for
an observational study. To register the physiological parameters that are needed
for the diagnostic process, a large number of, generally wired, sensors are at-
tached to various body parts of the patient. These sensors measure, among oth-
ers, heart rate (electrocardiography, ECG), brain activity (electroencephalogra-
phy, EEG), air flow, muscle activity (electromyography, EMG), respiratory effort
(respiratory belts) and oxygen saturation (photoplethysmography, PPG). During
the night a sleep technologist monitors the patient to ensure a correct data collec-
tion. The PSG data is analyzed after the data collection and scored by a trained
sleep technologist on sleep staging and events required for clinical diagnosis by
the somnologist. An overview of the various sensors is provided by Fig. 1.1 and
Table 1.1.

This procedure is costly and therefore restricted to people with serious com-
plaints affecting daytime functioning only. Furthermore, the requirement of a
nocturnal observational study outside the home environment, together with the
large collection of (wired) sensors which limits mobility, does not reflect the nor-
mal sleep environment. This could negatively affect the diagnostic value of PSG.

Pulse-oximeter

Thoracic belt

EEG
EOG

Airflow
EMG

Microphone

ECG

Body position

Leg EMG

Abdominal belt

Figure 1.1: Sensors used during polysomnography (left), which are connected to a head box (right)
via wires during a sleep study.
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Table 1.1: Overview of sensors used during full polysomnography (PSG).

Measurement Method Sensor-type Location
Brain activity Electroencephalography

(EEG)
Electrodes Scalp

Eye movement Electrooculography
(EOG)

Electrodes Above and below the eye
or to the left and right of
the eye

Airflow Capnography • Thermistor
• Pressure trans-

ducer

Nose/Mouth

Heart activity Electrocardiography
(ECG)

Electrodes Chest

Respiratory ef-
fort

Respiratory inductance
plethysmography (RIP)

Piezoelectric Chest and abdomen

Blood oxygen
saturation

Photoplethysmography
(PPG)

Optical Finger

Muscle tension Electromyography
(EMG)

Electrodes • Chin
• Legs

Body position Accelerometry Accelerometer Chest
Snoring Acoustic Microphone Neck

1.2.1 Unobtrusive sleep monitoring

To reduce the impact to patients and make sleep monitoring available to a wider
audience, unobtrusive alternatives for sleep analysis and diagnostics have been
investigated over the years. Proposed solutions include the use of watches [118],
depth cameras [177], radars [70], thermal cameras [105], infrared cameras [95, 54]
and mattresses [137]. Recently there has been an emerge in the number of smart-
phone apps and wearables to monitor sleep quality. The apps use accelerometer
data to monitor movements during sleep from which a sleep quality score is de-
rived. However, a review of the existing app landscape revealed that no existing
available app is based on strong scientific evidence, with the exception of those
that implement a simple validated questionnaire [19]. Moreover the apps are
likely to give highly variable results based on the phone type, the type of patient,
where the phone is located relative to the user, and the varying environment in
which they are used.

The techniques mentioned above mainly focus on the detection of motion for:
1) monitoring of rest/activity cycles (actigraphy), or 2) monitoring of respiration.
The clinical diagnostic value compared to a full PSG have not been demonstrated
yet. We focus on unobtrusive, contactless methods for the detection of sleep ap-
nea using various relevant remotely-sensed physiological parameters extracted
from the same sensor modality. Our rationale is that a more accurate and cost-
effective diagnostic system for sleep apnea monitoring can be achieved with this
approach. We will now give an overview of sleep apnea, the current diagnostic
procedure, and earlier proposed non-conventional methods for diagnosis.
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Sleep apnea

Figure 1.2: A 60-second PSG recording from a patient with OSA [115]. EEG, EOG, and EMG are used
to determine sleep stage or wake. During sleep, there is upper airway collapse demonstrated by no
airflow despite ongoing respiratory efforts (measured by movement of the thorax and abdomen). As
a result, oxygen saturation falls. Eventually, there is an arousal from sleep that activates the upper
airway muscles, opens the airway, and restores the flow of air.

Sleep apnea (SA) is the second most common sleep disorder after insomnia
and is characterized by pauses in breathing or periods of shallow breathing dur-
ing sleep. There are three types of SA: obstructive sleep apnea (OSA), central
sleep apnea (CSA) and mixed sleep apnea (MSA). OSA is a chronic breathing dis-
order that occurs when the throat muscles relax at night, causing the tongue and
other soft tissues to partially or fully collapse and impede the airway. This blocks
the healthy flow of oxygen to the brain, which prompts the body to wake up
and correct the breathing problem. The partial collapse of the airway can cause
snoring [119], while the complete blockage of the airway leads to cessation of
breathing for as long as a minute. An example of a PSG recording from a patient
with OSA is visualized in Fig. 1.2. People diagnosed with obstructive sleep ap-
nea syndrome (OSAS) usually receive nasal continuous positive airway pressure
(CPAP) treatment. CPAP devices produce steady pressure that does not change
during the respiratory cycle. It is the first-line noninvasive treatment for OSAS,
and can almost completely suppress obstructive respiratory events. Other treat-
ment options include the use of oral appliances, and a recommendation to reduce
weight and alcohol intake.

The term CSA encompasses a heterogeneous group of sleep-related breathing
disorders in which respiratory effort is diminished or absent in an intermittent or
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Table 1.2: Overview of non-conventional methods for sleep apnea diagnosis.

Category Sub-types Advantages Disadvantages
Portable
PG and
PSG

• Variable
combina-
tions of PSG
channels

• Similar to institutional PSG
in terms of measured vari-
ables

• Generally accurate

• Multiple-channeled and
therefore higher risk of
electrode detachment and
test failure

• Difficult to apply by pa-
tients independently

Mattress
and
sheet-like
technolo-
gies

• Capacitative
sensing
elements

• Pressure
sensing
elements

• Microphone
sensing
elements

• Suitable for institutional
use, where hospitalized
patients can be monitored
for extended periods

• Subtle and seamless
• Generally accurate with

variable reported accura-
cies

• The size and cost might
limit widespread portable
out-of-centre monitoring of
these systems

Remote
sensing

• Digital cam-
era and vi-
sion based

• Radar and
microwave
based

• Totally non-contact and
non-obtrusive

• Still in early experimental
stages and no clinical re-
sults yet

• Vision-based setups are
susceptible to movement
artifacts and obscurity of
the patient by cover sheets

• Radar-based setups require
strict alignment with pa-
tient’s body

Acoustic
tech-
niques

• Ambient mi-
crophones

• Tracheal mi-
crophones

• Microphones
fixed in front
of the nose
and mouth

• Single channel and easy to
apply

• High diagnostic accuracy
• Has the potential to pro-

vide extra information,
such as the site of upper
airway narrowing

• Many are snore-
dependent, which limits
generalization

• Might be susceptible to sur-
rounding acoustic noise

cyclical fashion during sleep, resulting in repetitive periods of insufficient ven-
tilation and compromised gas exchange. In most cases, CSA is associated with
OSA syndromes or is caused by an underlying medical condition, recent ascent
to high altitude, or narcotic use. There are several available treatment options ac-
cording to CSA severity. Currently, adaptive servo-ventilation is considered best
for CSA patients. As the name suggests, MSA is a combination of OSA and CSA.
It is a condition wherein a person initially manifests the symptoms of CSA and
after about 10 seconds shows signs of OSA. MSA is generally treated the same as
obstructive sleep apnea.

To indicate the severity of sleep apnea the Apnea-Hypopnea Index (AHI) is
typically used. It is represented by the number of apnea and hypopnea events
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per hour of sleep. The apneas must last for at least 10 seconds and be asso-
ciated with a decrease in blood oxygenation. Based on the AHI, the severity
of OSA is classified as follows: none/minimal (AHI< 5), mild (5 ≥AHI> 15),
moderate (15 ≥AHI> 30), and severe (AHI≥ 30). AHIs are calculated using
apnea/hypopnea scoring criteria of the American Academy of Sleep Medicine
(AASM) on a full polysomnogram [21]. For scoring on apnea/hypopnea not all
PSG sensors are required. Furthermore, some of the measurements could also
done in a different, indirect, and/or less obtrusive way. Therefore various alter-
natives have been proposed for the full PSG. An overview of non-conventional
methods for sleep apnea diagnosis is listed in Table 1.2, including its advantages
and disadvantages.

1.3 Remote photoplethysmography

Photoplethysmography (PPG) is a non-invasive optical technique used for the
detection of variations in blood volume in the microvascular bed of tissue. The
cardiac cycle consists of two periods: one during which the heart muscle relaxes
and refills with blood, called diastole, followed by a period of robust contraction
and pumping of blood, dubbed systole. After emptying, the heart immediately
relaxes and expands to receive another influx of blood returning from the lungs
and other systems of the body—before again contracting to pump blood to the
lungs and those systems. Via a network of branches, the blood from the main
artery, the aorta, reaches the large arteries, the smaller arteries, arterioles, and fi-
nally the tiny capillaries. After the delivery of oxygen to the tissue and organs, the
blood is transported back to the right side of the heart via a network of venules
and veins.

Because of the difference in light absorption between blood and tissue, the
variations in blood volume during the cardiac cycle can be detected optically, as
has first been described by Hertzman [59] in the 1930s. The conventional geome-
try consists of a light source and a photo-detector either placed on the same side
or at the opposite side of the skin. The first geometry is referred to as reflectance
mode, the latter is referred to as transmittance mode. Although transmission-
mode PPG is preferred because of its stronger signal due to more interaction
with pulsatile blood, its usage is limited to relatively thin skin sites, e.g. fin-
gers and earlobes. Reflectance mode PPG can essentially be used at any skin
site, whereby the strength of the pulsatile component will largely depend on the
density of the vascular beds. Therefore, skin sites with a relatively high vascular
density are typically used for the measurement, e.g. finger, palm, ear and fore-
head. The signal obtained during PPG is denoted as photoplethysmogram and
is a rich source of hemodynamic information, among others, containing compo-
nents related to cardiac and respiratory functioning [10]. Because of its simplicity
and low-cost, PPG rapidly gained popularity and is nowadays an integral part of
patient monitoring schemes in most hospitals. Compared to ECG, the gold stan-
dard for monitoring of cardiac activity, PPG has the advantages that it does not
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Figure 1.3: Illustration of the light-skin interaction with remote PPG.

require the attachment of sticky electrodes, sensor placement is relatively flexible
and multiple vital signs can be derived from the same measurement, e.g. pulse
rate, respiration, blood oxygen saturation and blood pressure. Furthermore it can
be used to assess autonomic function and to detect peripheral vascular disease
[10]. In spite of the wide application, there are several drawbacks which in some
level limit the usefulness and evolution of the conventional PPG sensor. These
drawbacks include: 1) it is a spot measurement and therefore the blood perfusion
information, which offers added value for appraising the cardiovascular system
is lacking, 2) the requirement of skin contact for accurate measurements is obvi-
ously not suitable in situations of skin damage (burn/ulcer/trauma) or where the
skin is very fragile (neonates), and 3) the sensors are generally wired, which con-
strains the free movements during the measurement and to some extent causes
inconvenience in the situation of long-term monitoring.

Instead of having the source and detector in direct contact with the skin sur-
face, in remote PPG (rPPG1) both the light source and detector (camera) are
placed distant from the skin2. Besides contactless, a camera has the advantage
that essentially every skin pixel can be considered an individual PPG sensor,
whereas in contact-mode the detected one-dimensional signal originates from a
point measurement. This spatial redundancy of the camera allows monitoring
of local perfusion and could be exploited to improve robustness. The different
source-detector geometry however also has a negative effect on the strength of
the pulse signal compared to contact-mode since less of the reflected light inter-
acted with pulsatile blood, resulting in a smaller pulsatile fraction of the total re-
flected light. An illustration of the light-tissue interaction is visualized in Fig. 1.3.

1 Not to be confused with reflective PPG.
2 In the literature different name conventions are used, including “PPG Imaging", “Camera(-based)

PPG", “Non-contact PPG", “Video PPG" and “Distance PPG", all indicating the same technique.
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The skin is made of multiple layers of cells and tissues, which are held to under-
lying structures by connective tissue. The skin can be represented by three main
layers: 1) epidermis, 2) dermis and 3) hypodermis, each with an unique structure
and function. The epidermis is the thin top layer of the skin and does not contain
blood vessels. It is made of several specialized types of cells. Almost 90% of the
epidermis is made of cells known as keratinocytes. Keratinocytes develop from
stem cells at the base of the epidermis and begin to produce and store the protein
keratin, which makes the keratinocytes very tough, scaly and water-resistant. At
about 8% of epidermal cells, melanocytes form the second most numerous cell
type in the epidermis. Melanocytes produce the pigment melanin to protect the
skin from ultraviolet radiation and sunburn. The dermis is located beneath the
epidermis and is the thickest of the three layers of the skin, making up approx-
imately 90% of the thickness of the skin. The main functions of the dermis are
to regulate temperature, to supply the epidermis with nutrient-saturated blood
and for sensation. Much of the body’s water supply is stored within the dermis.
It contains nerves, the blood supply, fibroblasts, as well as sweat glands, which
open out onto the surface of the skin, and in some regions, hair. The innermost
layer of our skin is the hypodermis, which is what connects the skin to the bone
and muscle beneath it. The hypodermis is made up of subcutaneous tissue that
insulates the body and controls its temperature.

For rPPG we are interested in the interaction of light with the skin. A light
source emits electromagnetic radiation. Once the light reaches the skin, part of
it is absorbed, part is reflected or scattered, and part is further transmitted. The
scattering process takes place when the photon particles change the direction of
propagation. This process is visualized in Fig. 1.3. The scattering effect makes
the light spread out and limits the depth of light penetration. The amount of
scattering is inversely proportional to the wavelength of the light [58]. The light
reflected from the skin and captured by the camera consists of two components:
specular and diffuse reflection. The specular component is light which is directly
reflected from the skin surface and hence does not contain pulsatile information.
The diffuse reflected light interacted with tissue and blood and hence does con-
tain pulsatile information. Both components are proportional to the incident light
intensity.

Using a camera with a silicon image sensor, rPPG can be performed for
all wavelengths within the sensitivity of the sensor, covering both visible and
near-infrared wavelengths. The strength, i.e. the DC-normalized amplitude, of the
pulse signal for different wavelengths is mainly determined by two factors: 1) the
absorption of the main chromophore in blood, hemoglobin, and 2) the light pen-
etration depth. From the hemoglobin absorption spectrum displayed in Fig. 1.5,
for visible light, 400− 700 nm, one would expect the green and blue color chan-
nel of an RGB camera to have the strongest signal, and red the lowest. The signal
strength of the blue color channel is however lower than the green channel be-
cause of its shallow penetration depth due to scattering and the strong absorption
by melanin, resulting in less interaction with (pulsatile) blood. The wavelength-
dependent tissue penetration depth is visualized in Fig. 1.4.
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Figure 1.4: Depth of light penetration into the skin, at various wavelengths [128].

Figure 1.5: (Left) Absorption coefficient spectra of endogenous tissue chromophores [18]: oxy-
haemoglobin (HbO2, red line, 150gl-1), deoxyhaemoglobin (Hb, blue line, 150gl-1), water (black line,
80% by volume in tissue), lipid A (brown line, 20% by volume in tissue), lipid B (pink line), melanin
(black dashed line), collagen (green line) and elastin (yellow line). (Right) Spectral sensitivity of the
two types of photoreceptors in the human retina, rods and cones.

For sleep monitoring, to not disturb sleep, visible light is not suitable as
illumination. Near-infrared illumination within the sensitivity of the camera,
700− 1000 nm, allows monitoring in near darkness, since the human eye is al-
most insensitive to light within this wavelength range. There are two types of
photoreceptors in the human retina, rods and cones. Rods are responsible for vi-
sion at low light levels (scotopic vision). They do not mediate color vision, and
have a low spatial acuity. Cones are active at higher light levels (photopic vision),
are capable of color vision and are responsible for high spatial acuity. The spectral
sensitivity of both photoreceptors are visualized in Fig. 1.5. Besides nearly invis-
ible to the human eye, near-infrared illumination has the advantage that it can
reach the deeper, highly pulsatile, layers of the skin where the arteriols and arter-
ies reside. The downside is however that the absorption of hemoglobin is much
lower in NIR compared to visible light, resulting in a very weak and therefore
easily corrupted signal.
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1.4 Problem statement and objectives

In this section we first state the challenges that will be addressed by this thesis.
Then we introduce the objectives of this thesis.

1.4.1 Problem Statement

The current methodology for monitoring sleep is not ideal from an practical, pa-
tient and economical point of view. In this thesis we investigate the feasibility of
using a camera for the remote monitoring of sleep-relevant physiological param-
eters, which can be used for sleep monitoring and diagnostics.

Other than earlier work on unobtrusive sleep monitoring, we focus on physi-
ological parameters which can be measured or derived from the minute temporal
color variations of the skin, rPPG. The distorted breathing during sleep apnea af-
fects multiple vital signs, both directly, e.g. respiration, and indirectly, e.g. heart
rate. Although a camera cannot completely replace a full PSG, e.g. it cannot mea-
sure electrical activity of the brain, rPPG has the potential to monitor important
parameters for the diagnosis of sleep apnea. We envision a setup as visualized
in Fig. 1.6, where both the NIR illumination and cameras are placed above the
patient’s head. The patient lies on a bed and is allowed to move freely during
the nocturnal observational study. There are no restrictions on sleep position.
From the automatically detected skin, the sleep-relevant vital signs are robustly
extracted and compared with the simultaneously obtained PSG data.

The depicted use-case requires both system and algorithmic developments.
We see several challenges which need to be addressed for robust measurements.
First, the remotely PPG signal is very weak; in visible light but even more so in
NIR. As a consequence the signal is easily corrupted. Disturbances include sen-
sor noise, specular reflection, and motion and illumination artifacts. In order to
robustly extract the physiological information from the detected signals in the
presence of these disturbances, camera and illumination setups need to be inves-
tigated and combined with algorithmic developments.

Secondly, in order to apply the developed vital sign algorithms for our in-
dented use-case on patients in a sleep setting, the region-of-interest (ROI), skin,
needs to be automatically detected. Because of the unpredictable appearance of
the ROI and environment, e.g. sleep position, partial occlusion, bed sheets and
sensors, the shape and color-based features which are typically used for face de-
tection are expected to not provide the desired performance. Furthermore, the
lack of representative training data for our use-case prevents the application of
deep learning techniques. Therefore algorithmic developments are required to
automatically and accurately detect the ROI from the video frames.

Thirdly, each of the vital signs we intent to measure has it own requirements,
risks and limitations. It is therefore important to identify these. Especially the
vital signs which require multi-wavelength measurements, e.g. oxygen satura-
tion, require knowledge about the origin of the signal, which factors influence the
measurements and the validity of the assumptions made. Based on this knowl-
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Figure 1.6: The envisioned setup comprises the illumination and cameras to be placed above the
patient’s face at a sufficient distance to not interfere with the patient’s movements [2].

edge justified algorithms can be developed and new research directions can be
explored.

Generally, this thesis aims at providing a contractless monitoring scheme for
sleep patients in dark conditions. The target application is sleep apnea, where the
camera-based surrogate measurements could provide sufficient diagnostic value
when compared to the full PSG.

1.4.2 Objectives

According to our identified challenges, we can divide our problem into three
parts as visualized in Fig. 1.7. Part I focusses on algorithm developments
and setup considerations for vital signs extraction in NIR. Part II focusses on
automatic ROI detection which can be used to apply the methods developed in
Part I in a sleep setting. Part III focusses on the identification of risks and op-
portunities for camera-based pulse-oximetry. The objectives of the three parts are:

Objectives Part I The first objective is to design methods/algorithms for the
robust extraction and estimation of sleep-relevant physiological parameters
and signals in NIR. The physiological parameters/signals include pulse, res-
piration and blood oxygen saturation (SpO2), which are especially relevant
for the detection of sleep apnea. To enable robust extraction of physiological
information from noisy signals, algorithmic developments can be divided into
two categories. The first category deals with exploiting the fact that disturbances
affect the signal differently compared to intensity variations induced by blood
volume variations. The result is a “core" algorithm which can be applied on
one-dimensional signals captured at different wavelengths, similar to a contact
probe. The second category deals with exploiting the spatial redundancy of the
camera to further improve robustness by combining the signals extracted from
different skin-sites.

The second objective is to explore different hardware setups for multi-
wavelength acquisition in NIR. In visible light RGB cameras capture the three
primary colors with a color filter array (CFA) placed in front of a gray level
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Part I: Vital signs extraction in NIR Part II: Camera-based monitoring during sleep

Part III: Risks and opportunities camera-based monitoring

Chapter 9: Conclusions and future work

Chapter 2: Pulse extraction

Chapter 3: Respiration extraction

Chapter 4: Blood oxygen saturation estimation

Chapter 5: Automatic ROI detection

Chapter 6: Validation on OSA patients

Chapter 7: Risks and opportunities camera-based pulse-oximetry

Chapter 8: Simultaneous venous and arterial oxygen saturation estimation 

Figure 1.7: Schematic layout of this thesis.

image sensor. Luckily, these colors are also suitable for rPPG mainly because of
the strong absorption of green and the relative large differences in pulse strength
between the three color channels which enable good separation of signal and
disturbances. In NIR both aspects are much less present and furthermore
consumer-level cameras with a CFA are not available. Therefore different
camera, filter and illumination options have to be investigated to enable robust
monitoring.

The third objective in Part I is to validate the developed algorithms not only
on healthy subjects recorded in a lab setting, but also on patients recorded in
a clinical environment. We therefore recorded pre-term infants in a neonatal
intensive care unit (NICU).
Objectives Part II The first objective is to automatically detect the ROI from the
video frames to extract the physiological signals and parameters during sleep.
The typical image-based methods to detect skin are not suitable for our use-case
because of the absence of a unique skin color outside the visible range and
the unpredictable appearance of the ROI. As skin-pixels contain physiological
information, i.e. blood volume variations, in contrast to non-skin pixels, the
presence of the pulse signal can be exploited for ROI detection. We use the
knowledge obtained in Part I to develop a method for automatic ‘living-skin’
detection. The second objective in this part is to validate the system on patients
with OSA complaints who are recorded in a specialized sleep centre during a
nocturnal observational study. The camera-setup runs in parallel with full PSG
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and can hence be used for validation.
Objectives Part III The first objective is to identify factors which can lead to
erroneous oxygen saturation readings. After identification of these factors and
to minimize its effect on the measurement, recommendations on wavelength
selection can be made based on opto-physiological modelling. Furthermore, the
modelling results can also be used to design algorithms to detect and classify
some of the confounding factors. The second objective is to explore the feasibility
of simultaneous estimation of arterial and local venous oxygen saturation with a
camera. As arterial oxygenation levels only provide information about oxygen
delivery and not about oxygen consumption, potentially dangerous conditions
remain undetected, e.g. (septic) shock. Venous oxygen saturation reflects the
blood oxygenation level after delivery to tissue and organs and therefore, when
combined with arterial oxygenation, could be used for early detection of these
hazardous conditions. To monitor both oxygen levels contactlessly, we aim to
estimate local venous oxygenation levels using respiratory-induced modulations
of venous blood.

1.5 Thesis outline

This section presents an outline of the chapters in this thesis and briefly discusses
the contributions of each chapter, including the underlying scientific publications
for each chapter. Figure 1.7 shows a schematic layout of this thesis. The thesis
can be split into three parts: (I) algorithm developments for vital signs extraction
in NIR (Chapters 2,3,4), (II) developments for automatic monitoring during
sleep validated on OSA patients (Chapters 5,6), and (III) potential risks and
opportunities for camera-based pulse-oximetry (Chapters 7,8). The vital sign
algorithms described in Part I are the foundation for the application to sleep
monitoring in Part II. The remainder of this section summarizes the individual
chapters, including a reference to the corresponding publications.

Chapter 2 presents a framework for robust extraction of the cardiac pulse signal
in NIR. The framework uses motion-compensation to both track the full face and
the pixels within the face region. The pulse signals are extracted from the various
skin locations and combined into a single pulse signal. Different camera and
illumination setups have been investigated to improve robustness. The system is
validated on healthy subjects with different skin types, which perform various
challenging motion scenarios. Furthermore, the system is validated on preterm
infants who are recorded in a NICU. The contributions of this chapter have been
published in [J1,C1].

Chapter 3 presents a method for robustness extraction of the respiratory intensity
component present in the remotely-sensed PPG waveform. It linearly combines
the signals from a multi-wavelength acquisition system and scales the amplitude
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of the respiratory signal with respect to the pulse signal. The system is validated
on a dataset where relevant breathing scenarios have been simulated both in
visible light and NIR. Furthermore recordings of neonates in a NICU have been
used for validation. The contributions of this chapter have been published in [J2].

Chapter 4 introduces a method for camera-based oxygen saturation estima-
tion. The conventional measurement principle where parameters are directly
extracted from multi-wavelength waveforms is easily corrupted with the noisy
and polluted PPG signals captured by cameras. Therefore an indirect method is
proposed, which is more resistent to these artifacts, e.g. motion and noise. The
contributions of this chapter have been published in [J3].

Chapter 5 presents an end-to-end system for camera-based monitoring of pulse
and oxygen saturation during sleep. The earlier proposed front-end for the
detection and tracking of the ROI is not applicable to a sleep setting due to
the unpredictable appearance of the ROI (e.g. partial occlusion, sleep position)
and the absence of color difference between the skin and background (e.g.
pillow/sheets with skin-similar color). A system is proposed which combines
the benefits of rPPG-based features to find static “living pixels" with those of a
tracker that can bridge relatively short intervals where the subject moves. The
system has been validated on healthy subjects with simulated sleep scenarios.
The contributions of this chapter have been published in [C3].

Chapter 6 presents the results of the system proposed in Chapter 5 on patients
recorded in a specialized sleep centre. The patients have been selected based
on a high suspicion of relevant OSA with associated expected variations in
the monitored physiological parameters. The camera-based measurements are
compared with the reference PSG system. The contributions of this chapter have
been published in [J5].

Chapter 7 presents factors which could lead to erroneous oxygen saturation
readings, masking potentially dangerous conditions. Particularly the effects
of elevated levels of dyshemoglobins, i.e. hemoglobin derivatives which
have temporarily or permanently lost the capability of reversibly binding
oxygen at physiological oxygen tension, have been studied. The developed
opto-physiological models are used for optimal wavelength selection, and for
the development of a method for the detection and quantification of dyshe-
moglobins. The contributions of this chapter have been published in [J4].

Chapter 8 presents a method for simultaneous estimation of local venous and
arterial oxygen saturation. The oxygenation level of venous blood is estimated
based on the respiratory-induced component of the PPG signals, where the
motion artifacts with respiration-similar frequency are suppressed prior to the
measurement. The contributions of this chapter have been published in [C2].
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Chapter 9 summarizes the most important findings and results of this thesis,
together with a discussion on future work.



Part I

Vital signs extraction in NIR





Chapter 2

Robust pulse extraction

Abstract

Current state-of-the-art remote PPG (rPPG) algorithms are capable of extracting
a clean pulse-signal in ambient light conditions using a regular color camera,
even when subjects move significantly. In this study, we investigate the feasi-
bility of rPPG in the (near)-infrared spectrum, which broadens the scope of ap-
plications for rPPG. Two camera setups are investigated, one setup consisting of
three monochrome cameras with different optical filters, and one setup consist-
ing of a single RGB camera with a visible light blocking filter. Simulation results
predict the monochrome setup to be more motion robust, but this simulation ne-
glects parallax. To verify this, a challenging benchmark dataset consisting of 30
videos is created with various motion scenarios and skin-tones. The pulse signal
is extracted with an earlier proposed framework, which exploits the spatial re-
dundancy of the camera by combining pulse signals extracted from different skin
sites. Experiments show that both camera setups are capable of accurate pulse-
extraction in all motion scenarios, with an average SNR of +6.45 and +7.26 dB
respectively. The single camera setup proves to be superior in scenarios involv-
ing scaling, likely due to parallax of the multi-camera setup. To further improve
motion robustness of the RGB camera, dedicated LED-illumination with two dis-
tinct wavelengths is proposed and verified. A validation study in a Neonatal
Intensive Care Unit showed good results during the typical wriggling, turning
and respiratory movements of neonates.

This chapter is based on
M. van Gastel, S. Stuijk, and G. de Haan. Motion robust remote-PPG in infrared.
IEEE Transactions on Biomedical Engineering, 62(5):1425–1433, 2015
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M. van Gastel, B. Balmaekers, S. B. Oetomo, and W. Verkruysse. Near-continuous
non-contact cardiac pulse monitoring in a neonatal intensive care unit in near
darkness. In Optical Diagnostics and Sensing XVIII: Toward Point-of-Care Diagnos-
tics, volume 10501, page 1050114. International Society for Optics and Photonics,
2018
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2.1 Introduction

Photoplethysmography (PPG) is a low-cost optical technique for detecting arte-
rial pulsations non-invasively using a light source and detector in contact with
the skin surface. Over the last decade, it has been shown that blood volume vari-
ations can also be measured at a distance, leading to remote PPG (rPPG). This
is highly attractive for cases where direct contact with the skin has to be pre-
vented (e.g. neonates, subjects with skin-damage) or unobtrusiveness is desired
(e.g. surveillance, fitness). Humphreys et al. [62] was able to successfully ex-
tract the PPG signal with a monochrome CMOS camera placed at 40 cm from
the finger, and a LED with a wavelength of 800 nm as illumination. Verkruysse
et al. [156] proved the feasibility of rPPG under ambient light conditions using
a regular color camera. They observed that the green color channel features the
strongest plethysmographic signal, corresponding to an absorption peak of oxy-
hemoglobin.

More recently, rPPG methods using multiple wavelengths have been pro-
posed [61, 121, 85]. The motivation is to improve the robustness to subject motion,
which is the main concern with (r)PPG. With a single wavelength, no distinction
between pulse-induced intensity variations and variations caused by motion ex-
ist. Multiple channels with different mixtures of the pulse-induced intensity vari-
ations allows to distinguish between both. Hülsbusch separated the noise and
the PPG signal into two independent signals built as a linear combination of the
DC-normalized red and green color channel [60]. The energy in the pulse-signal
was minimized as an optimization criterion. Poh et al. [121] and Lewandowska
et al. [85] proposed to construct the pulse-signal as a linear combination of all
three normalized color channels. To find this linear combination, they employed
blind-source-separation (BSS) techniques, ICA and PCA respectively. Since it is
a priori unknown which of the components comprises the pulse-signal, the pe-
riodic nature of the pulse-signal is used for component selection in both meth-
ods. However, this heuristic selection criterion fails when strong periodic subject
movements are present, e.g. in a fitness setting.

De Haan et al. [36] eliminated the component selection criterion by construct-
ing a linear combination of the color channels orthogonal to the main distortions:
intensity-variation and specular reflection, assuming a standardized normalized
skin-color. This chrominance-based method outperforms the BSS methods for
videos recorded in a gym with subjects exercising with vigorous motion.

Instead of making assumptions about the distortions and skin-tone or the pe-
riodicity of the pulse-signal, De Haan et al. [37] proposed to use the unique sig-
nature of the blood volume pulse to extract the pulse-signal. This ‘signature’
is derived from physiology and optics, and used to create a method, the “PBV-
method", to extract the pulse-signal. Essentially, the PBV-method suppresses all
variations not aligned with the signature of the blood volume pulse. Experimen-
tal results show a large improvement in motion robustness compared to earlier
methods, and we therefore recognize the PBV-method as the current state-of-the-
art method for motion robust remote pulse-extraction.
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Camera-based non-contact estimation of pulse rate on NICU patients using a
standard video camera was first reported in 2004 [147]. Aarts et al. [4, 5] used
a combination of the red and green color channels to extract the pulse signal
and demonstrated that in 13 out of 19 infants it was possible to successfully de-
rive heart rate estimates 90% of the time, but found that a reliable signal could
not be obtained in cases with low ambient light conditions and subject motion.
Later, ICA has been applied to improve the pulse extraction by removing noise
[129, 180]. Klaessens et al. [78] proposed a setup consisting of an RGB and ther-
mal camera to monitor pulse rate and respiratory rate, respectively, where the
pulse rate was detected by using the algorithm of Wu et al. [172]. Continuous
rPPG monitoring of newborns has been investigated by Villarroel et al. [158] and
Mestha et al. [99]. Although accurate for small body movements, the proposed
algorithms are not robust against irregular motion and they additionally require
visible light conditions. This latter aspect has a negative impact on the develop-
ment of the circadian rhythm of newborns [101].

In this chapter, we aim at further extending the application range of the
PBV-method by investigation the feasibility of motion-robust rPPG in the near-
infrared (NIR) part of the light spectrum, enabling us to extract the pulse-signal in
full darkness. This is not trivial since the relative PPG amplitude is significantly
reduced in NIR compared to visible light. Because also the spectral response of
the camera has decreased in NIR, safety regulations regarding the maximum ra-
diation levels of the illuminant have to be observed to not cause any risk to the
subject, e.g. eye damage. First, the optimal wavelengths for motion-robust rPPG
in NIR are investigated, using three monochrome cameras with different opti-
cal filters. Predictions for the blood volume pulse vector are made, which are
consequently verified by large scale experiments. Next, the feasibility of using a
single camera in NIR is investigated, by replacing the IR blocking filter of a reg-
ular RGB camera with a visible light blocking filter. To further improve motion
robustness, spectrally optimized LED-illumination is proposed and experimen-
tally verified. In Section 2.2.4 the framework of the pulse-extraction algorithm is
presented. The proposed methods are evaluated on 1) a challenging dataset con-
sisting of 30 videos of subjects with different skin-tones which perform various
motion scenarios, and 2) a dataset consisting of videos recorded in a NICU, as
described in Section 2.2.5. The results are presented in Section 2.3, with a discus-
sion on the results in Section 2.4. Finally, in Section 2.5, our main conclusions are
drawn.

2.2 Materials and Methods

To investigate the feasibility of robust rPPG in IR, current state-of-the-art algo-
rithms in visible light are employed, which are adapted for operating in IR. A
modified version of the framework of Wang et al. [164] with multiple parallel
rPPG sensors, is combined with the PBV pulse-extraction method of De Haan et
al. [37]. The next section provides a more detailed description of the PBV-method
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to clarify the design considerations and simulations in the subsequent sections.

2.2.1 PBV method

De Haan et al. showed that the minute optical absorbtion changes caused by
blood volume variations in the skin occur along a very specific vector in a nor-
malized RGB-space [37]. This unique blood volume ‘signature’ enables robust
rPPG pulse-extraction that minimizes the contribution to the pulse-signal of color
variations with other signatures. Compared to the motion robust chrominance-
based pulse-extraction method by De Haan et al. [36], no assumptions about
the distortion signals have to be made. Instead, the known ratios of the rela-
tive PPG amplitudes in the normalized color channels, ~Pbv, are employed to dis-
criminate between the pulse-signal and distortions. The relative PPG amplitudes
in the normalized color channels are defined as: σ(~C(i)n), where i ∈ {R, G, B}
and σ denotes the standard deviation. The color channels are normalized by:
~C(i)n = 1

µ(~C(i))
~C(i) − 1, where µ corresponds to the (temporal) mean value. More

details about why the pulse vector is known, are provided in the continuation of
this section.

We assume that the pulse-signal ~S can be constructed as a linear combination
of the three normalized color channels:

~S = ~WCN, (2.1)

where ~W, dimensions 1 x 3, is the weighting matrix with ~W~WT = 1, and CN has
dimensions 3 x N, where N indicates the number of samples in the time-window.
Since the ratios of the relative PPG amplitudes in the color channels of the camera
are known, the aim is to find the weights, ~W, that construct the pulse-signal ~S, for
which the correlation with the normalized color channels equals ~Pbv:

~SCT
N = k~Pbv ⇔ ~WPBVCNCT

N = k~Pbv, (2.2)

and therefore the weights ~WPBV can be calculated using:

~WPBV = k~PbvQ−1 with Q = CNCT
N, (2.3)

where scalar k is chosen to assure that ~WPBV has unit length. To employ the PBV-
method and extract the pulse-signal, the ratios of the relative PPG amplitudes of
the normalized channels compiled in the normalized blood volume pulse vector
~Pbv have to be known.

Let us summarize the prediction of the pulse vector from physiology and op-
tics following [37]. The relative PPG amplitude as function of the wavelength λ,
σ(PPG(λ))/µ(PPG(λ)), has been modeled by Hülsbusch [60]. Corral [35] mea-
sured the absolute PPG spectrum, σ(PPG(λ)), using a tungsten-halogen lamp as
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Figure 2.1: a) The modeled relative PPG spectrum by Hülsbusch [60] and the derived absolute PPG
spectrum, b) The measured absolute PPG spectrum of Corral [35] and the derived relative PPG spec-
trum. All spectra have been scaled to 1 for their peak locations.

illumination, which emits radiation in the visible and NIR section of the light
spectrum. The relative PPG (RPPG) can be related to the absolute PPG by:

PPG(λ) = ρs(λ)Ih(λ)RPPG(λ), (2.4)

since the light-source and the skin determine the baseline component of the abso-
lute PPG spectrum. Here ρs(λ) and Ih(λ) represent the skin reflectance spectrum
and the emission spectrum of the tungsten-halogen illumination, respectively.
The PPG spectra of Hülsbusch and Corral are displayed in Fig. 2.1, the skin re-
flectance spectra and the light spectra in Fig. 2.2. The ratios of the relative PPG
amplitudes in the three channels of a camera, described by the blood volume
pulse vector ~Pbv, can be predicted by:

~Pbv =



∫ 1000
λ=400 HC1(λ)

I(λ)
Ih(λ)

PPG(λ)dλ∫ 1000
λ=400 HC1(λ)

I(λ)
Ih(λ)

ρs(λ)dλ∫ 1000
λ=400 HC2(λ)

I(λ)
Ih(λ)

PPG(λ)dλ∫ 1000
λ=400 HC2(λ)

I(λ)
Ih(λ)

ρs(λ)dλ∫ 1000
λ=400 HC3(λ)

I(λ)
Ih(λ)

PPG(λ)dλ∫ 1000
λ=400 HC3(λ)

I(λ)
Ih(λ)

ρs(λ)dλ


. (2.5)

Here HC1,C2,C3 are the responses of the three channels respectively and I(λ) is the
spectrum of the illuminant.

Kanzawa et al. [72] measured the skin reflectance of 50 subjects in the visible
and NIR section of the light spectrum. The subjects in [72] have different skin-
melanin concentrations and their skin-color is classified into three categories;
“bright”, “mongoloid” and “dark”, which we have interpreted as skin-types II,
III and V, according to Fitzpatrick’s scale [46], and we shall use this interpretation
in the continuation of this chapter.

Since motion affects all color channels equally under uniform white illumi-
nation in the DC-normalized space, the normalized vector describing the motion
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Figure 2.2: a) Skin reflectance spectra of three skin-categories measured by Kanzawa [72], b) Trans-
mittance spectra of a tungsten halogen lamp and the incandescent light bulbs in the experimental
setup.

induced color variations is: [0.58, 0.58, 0.58], further referred to as ‘motion vec-
tor’ 1. For motion robustness, the inner-product between this motion vector and
the pulse vector ~Pbv should be small to be able to discriminate between signals
in the direction of the pulse vector and signals which have a different orienta-
tion. Predictions of the pulse vector in visible light with an RGB camera per-
formed by De Haan [37], showed that the PPG amplitude spectrum of Hülsbusch
provides more accurate predictions compared to Corral’s spectrum. The simu-
lated pulse vector using Hülsbusch’s deviated only 4◦ from the measurements,
while simulations using Corral’s curve were 7◦ off. We repeat the predictions in
NIR with both spectra for the two camera setups, which are later compared to
the measured pulse vectors to verify which spectrum provides the most accurate
predictions. This PPG spectrum is subsequently employed for the simulations of
the dedicated LED-illumination described in Section 2.2.3. In order to compare
the predicted results with the measured pulse vectors, a large dataset comprising
recordings of 40 participants with skin-pigmentation concentration levels rang-
ing from 45 to 600 (on a scale of values from 0− 999), is created. The participants
are asked to sit still with their head fixed by a head-rest to prevent motion affect-
ing our measurements. Informed consent is obtained for each participant prior
to the recordings. After recording, a rectangular bounding-box is manually an-
notated and tracked by the CSK algorithm of Henriques et al. [56]. The spatial
means of all pixels within the ROI are calculated for every frame. By concatenat-
ing these values, traces for every camera channel in the setup are constructed. To
acquire ~Pbv, the ratios of the relative PPG amplitudes in the channels have to be
measured. First, the traces of the camera channels are mean-centered normalized
within a time-window by:

~C(i)n =
1

µ(~C(i))
~C(i) − 1, for i = 1,2,3, (2.6)

where the vectors have length 64 and µ(~C(i)) corresponds to the (temporal) mean

1 Not to be confused with a vector describing displacement.
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of the vector. Next, the normalized channel traces are band-pass filtered, [0.6-3]
Hz, to eliminate noise outside the heart rate frequency band. A pulse-signal is
constructed by performing PCA on the filtered channel traces, where potential
involuntary motion and noise present in the traces are separated from the pulse-
signal. By using an overlap-add procedure with a Hanning window on the time-
windowed traces of 64 samples, traces for the entire recording time of 120 seconds
are constructed. Finally, ~Pbv is obtained after normalization of the inner-products
between the constructed pulse-signal and the three channels.

2.2.2 Monochrome Cameras

By employing appropriate optical filters, desired light wavelengths can be ex-
posed to the sensor of a monochrome camera where other wavelengths are
blocked. Since the goal is to attain motion robustness, filters have to be selected
such that the inner-product between ~Pbv and the motion vector is minimal. This
criterion is analogous to maximizing the angle between both vectors, with a max-
imum of 90◦ corresponding to an inner-product of zero. To determine which filter
combination provides the best motion robustness, simulations with all possible
filter combinations are performed, assuming a pass-band of 50 nm for all three
filters. The simulation results show that an angle of more than 23◦ between ~Pbv
and the motion vector can be achieved when a combination of filters with center
wavelengths of 670, 750 and 830 nm is employed. Limited by the available optical
filters in the laboratory, our best approximation lead us to use filters with center
wavelengths of 675, 800 and 842 nm, as illustrated in Fig. 2.3.

400 500 600 700 800 900 1000
Wavelength (nm)

0

0.2

0.4

0.6

0.8

1

R
el

at
iv

e 
re

sp
on

se

Spectral sensitivity
Filter 675nm
Filter 800nm
Filter 842nm

Figure 2.3: Spectral response of the monochrome CCD camera, type Marlin F046B, with the filter
characteristics of the three applied optical filters of Semrock Inc.

As described in the previous section, the blood volume pulse vector ~Pbv can
be predicted by Equation (2.5), where HC(1,2,3)(λ) is here corresponding to the
product of the spectral response of the camera and the response of the applied
optical filter. In Table 2.1, the predicted pulse vectors for the monochrome cam-
eras are displayed together with the angles between the pulse and motion vectors,
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assuming incandescent illumination.

Table 2.1: Pulse vector simulations for the setup with the three monochrome cameras.

Hülsbusch Corral
Skin-type PBV675 PBV800 PBV842 Angle (degrees) PBV675 PBV800 PBV842 Angle (degrees)
II 0.57 0.69 0.44 10.1 0.30 0.55 0.78 20.2
III 0.57 0.69 0.44 10.1 0.31 0.55 0.78 19.3
V 0.57 0.69 0.44 10.2 0.33 0.55 0.77 17.8
Average 0.57 0.69 0.44 10.1 0.31 0.55 0.78 19.1
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Figure 2.4: Pulse vector estimation for the three monochrome cameras in NIR.

An overview of the measured pulse vectors for the setup with the
monochrome cameras is displayed in Fig. 2.4. The results show that pulse vec-
tors are quite stable over the entire range of skin pigmentation levels. This was
also to be expected, because the skin reflectance spectrum is largely uniform in
the NIR section of the light spectrum [72]. The average pulse vector for the three
monochrome cameras with optical filters of 675, 800 and 842 nm respectively, is:

~Pbv =
[
0.29, 0.61, 0.74

]
, (2.7)

which has an angle of 19.0◦ with respect to the motion vector. It can be seen that
Corral’s PPG spectrum provides a more accurate prediction of the blood volume
pulse vector compared to Hülsbusch’s PPG spectrum. Pulse vector simulations
using Corral’s curve are 4◦ off, while simulations using Hülsbusch’s curve are
24◦ off when compared to the measured pulse vector (2.7). This large discrep-
ancy may be caused by Hülsbusch focussing primarily on visible wavelengths
by modelling the PPG spectrum, while Corral et al. actually measured the PPG
amplitude for wavelengths up-to 980 nm. In his modelling, Hülsbusch assumed
only capillary blood in the upper skin layers to be pulsatile. In NIR where the
light can penetrate the deeper skin layers where the arteriols reside, this assump-
tion leads to inaccurate results.
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2.2.3 RGB Camera

An RGB camera samples the visible light spectrum (400-700 nm), using a Bayer
pattern to achieve color selectivity [17]. Wavelengths longer than 700 nm are
blocked by an IR-blocking filter. As explored by De Haan et al. [37], the blood
volume pulse vector for an RGB camera has an angle of approximately 19◦ with
respect to the motion vector in visible light. Since the sensor of an RGB camera
is sensitive for wavelengths in IR, typically up-to 1000 nm, rPPG with a color
camera seems possible also in NIR. The most obvious possibility to apply it in
IR, is to replace the Bayer color field array (CFA) for a CFA which samples the
light spectrum for wavelengths in NIR, 700− 1000 nm. However, this operation
is rather expensive and difficult to realise.
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Figure 2.5: Measured spectral response of the Marlin F046C CCD color camera and the filter response
of the visible light blocking filter attached to the camera.

We considered it more interesting to just use a regular RGB camera with a visi-
ble light blocking filter replacing the IR blocking filter. Although not clearly spec-
ified in most camera specifications, the color channels of an RGB camera have
responses for NIR wavelengths. However, it is ambiguous how auspicious the
blood volume vector for this configuration is in terms of motion robustness. To
predict the performance of an RGB camera in IR, the spectral response of the
RGB camera in the wavelength range from 400 to 900 nm is measured using the
Lambda 800 photospectrometer from PerkinElmer®, with a spectral resolution
of 10 nm. The spectral response of the Marlin F046C CCD camera of Allied Vi-
sion Technologies GmbH is visualized in Fig. 2.5. As described in Section 2.2.1,
the blood volume pulse vector ~Pbv can be predicted by Equation (2.5), where
HC(1,2,3)(λ) is here corresponding to the product of the spectral response of the
camera color channel and the response of the applied visible light blocking filter.
In Table 2.2, the predicted pulse vectors for the RGB camera are displayed.

An overview of the measured pulse vectors for the RGB camera is displayed
in Fig. 2.6. Similar to the results with the monochrome cameras, the pulse vector
is quite stable over the entire range of skin-pigmentation levels.
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Table 2.2: Pulse vector simulations for the setup with the RGB camera.

Hülsbusch Corral
Skin-type PBVR PBVG PBVB Angle (degrees) PBVR PBVG PBVB Angle (degrees)
II 0.62 0.50 0.61 5.2 0.38 0.67 0.63 12.8
III 0.62 0.50 0.61 5.2 0.40 0.67 0.63 12.1
V 0.62 0.50 0.61 5.3 0.41 0.66 0.63 11.0
Average 0.62 0.50 0.61 5.2 0.40 0.67 0.63 11.9
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Figure 2.6: Pulse vector estimation for the RGB camera in NIR.

The average pulse vector for the RGB camera is:

~Pbv =
[
0.39, 0.70, 0.60

]
, (2.8)

which has an angle of 12.7◦ with respect to the motion vector. Similar to the
monochrome cameras setup, Corral’s curve provides the most accurate simu-
lation results. For the RGB camera, predictions using Corral’s curve are 2◦ off,
where predictions using Hülsbusch’s curve are 17◦ off.

Hardware Improvements

Since the pulse vector is influenced by the light spectrum, it may be possible to
improve motion robustness by selecting a specific light spectrum. This can be
achieved by employing dedicated LEDs, whose emission spectra are more ban-
dlimited compared to incandescent light bulbs. To verify which combination of
LEDs yields the best motion robustness, simulations are performed for all wave-
lengths passed by the visible light blocking filter. The results of simulations for
the RGB camera are visualized in Fig. 2.7. Here, the center wavelengths are on
the horizontal axis, and the power ratio between the LEDs are on the vertical axis.
For the simulations, the absolute PPG spectrum of Corral et al. is employed. The
emission spectra of the LEDs are modeled by a Gaussian distribution function.
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Figure 2.7: Simulations of the RGB camera using dedicated LEDs. By selecting LEDs with center
wavelengths of 660 and 940 nm, an angle of more than 18 degrees with respect to the motion vector
can be achieved, an improvement of more than 5 degrees compared to incandescent light.

Simulation results show that the angle between the pulse and the motion vec-
tor can be increased from 12.7◦ (obtained with incandescent light) to more than
18◦. As can be observed from the simulations, a combination of LEDs with center
wavelengths of 660 and 940 nm results in this favorable pulse vector. To verify
that the simulated pulse vector is corresponding with the actual pulse vector, a
LED illumination unit with the optimal wavelength combination is constructed,
which is described in Section 2.2.5. For fair comparison, the ~Pbv prediction is re-
peated with the actual emission spectra of the LEDs in the illumination unit, in-
stead of the model used to determine the optimal wavelength combination. The
predicted pulse vector has an angle of 18◦, close to the measured pulse vector,
which has an angle of more than 17◦. As the optimal LED combination requires
a 660 nm LED, the illumination is still visible for the human eye. In order to
demonstrate the capability of the RGB camera in full darkness, λ>700 nm, the
660 nm LED is replaced by a LED with a center wavelength of 760 nm. Again,
predictions for the pulse vector with the actual emission spectra of the LEDs are
performed, which show an angle of more than 13◦ with respect to the motion
vector, similar to incandescent light. The predicted pulse vector is validated by
the measured pulse vector obtained from recordings, which shows a deviation of
less than 1◦. These results confirm the idea that by selecting specific light spectra
with LEDs, enhanced motion robustness for an RGB camera can be achieved and
a considerable angle is achievable even in full darkness.

2.2.4 System Framework

Let us now introduce the system framework, visualized in Fig. 2.8. The frame-
work is a modified version of the framework proposed by Wang et al. [164]. In
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Figure 2.8: System framework for motion robust pulse-extraction in NIR. Image registration is only
required for the multi-camera setup.

this chapter, we will address the differences between our framework and the
framework proposed by [164].

Image Registration

When multiple cameras are employed to capture the scene, image registration
is required to align the frames of the cameras. In order to register the three
monochrome channels, a 2D affine transformation involving translation, rotation,
scaling and shearing is employed. The transformation matrix, M, is determined
based on the first 100 frames of the recording and applied to the entire duration
of the recording. This transformation can be written as:

p′ = Mp⇔

x′

y′

1

 =

a b tx
c d ty
0 0 1

x
y
1

 , (2.9)

where
[

x
y

]
are the original pixels locations, and

[
x′

y′

]
are the pixel locations after

the 2D affine transformation. The elements (tx, ty) in the transformation matrix
indicate translation, and (a, b, c, d) indicate the product of rotation, scaling and
shearing operations.

Skin Classification

Skin classification is performed with an one-class SVM classifier. Instead of using
the intensity normalized RGB and YCrCb as feature descriptors as proposed by
Wang et al. [164], the plain pixel values of the three channels are adopted as
feature description since they yield better results in NIR.

Pulse Extraction

After skin classification, pulse-extraction is performed for each of the multiple
signals using the PBV-method of De Haan et al. [37]. This method requires a blood
volume pulse vector, ~Pbv, which is obtained from the large scale experiments as
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described earlier. Wang et al. [164] employed the chrominance-based method [36]
instead of the PBV method for their experiments in visible light conditions. For
the lab experiments we filtered the signals with a 6th-order Butterworth band-
pass filter with cut-off frequencies of 0.7 and 4 Hz. For the NICU, the signals are
bandpass filtered with cut-off frequencies of 1.2 and 4 Hz. This allows to detect
pulse rates in the range 72 - 240 beats per minute (BPM), typical for neonates.
Using the same filter for adults and neonates would result in erroneous detection
of respiration instead of pulse in the NICU because of the much higher breathing
rates of neonates.

2.2.5 Experiments

In this section the performed experiments are described, both in the lab and in
the NICU, together with a description of the adopted evaluation metrics and
details about the implementation of the algorithm.

Experimental Setup

Lab setup
A schematic representation of the experimental setup is visualized in Fig. 2.9.
Participants were asked to sit on a chair, looking into the cameras in front of them,
which are placed at a distance of 2.5 meters from the head. The four cameras,
three monochrome and one RGB, recorded the scene simultaneously and their
data was transmitted over a FireWire connection to an acquisition PC with Lab-
View, where the uncompressed video-data was stored. The three monochrome
cameras in the setup were the Marlin F046B and the color camera was the Marlin
F046C, all of Allied Vision Technologies GmbH. All cameras had 25 mm lenses,
a frame rate of 15 fps, a resolution of 640× 480 pixels and 8 bits depth. Before
recording, the cameras were focussed and manually aligned. For reference, a
Philips IntelliVue X2 patient monitor with pulse oximetry finger probe was at-
tached to the subject, where the reference pulse-signal was transmitted to the
connected acquisition PC.

Two light units consisting of incandescent light bulbs with diffusers were
placed at both sides of the chair at a distance of 1 meter. For the experiments
with dedicated LEDs, the units were placed at a distance of 60 cm. A diffuser
was placed at a distance of 2 cm from the LEDs to attain a homogeneous light
spectrum. We verified with a radiometer (type: LT1700 of International Light
Technologies) that even at maximum intensity the LED units remain a factor of
20 below the irradiance safety limit in NIR.
NICU setup
In an earlier study [5] researchers from our institute used ambient illumination
(daylight and ceiling mounted artificial light) while the cameras were placed on
a tripod next to the incubator. The main shortcomings of this setup were specular
reflectance due to poor camera angle with respect to the incubator walls and low
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Figure 2.9: Schematic overview of the experimental setup. The subjects are seated on an adjustable
chair. Four cameras, three monochrome and one color, capture the scene simultaneously and transmit
their data to the acquisition PC over FireWire, where video-data is stored uncompressed. For the
experiments with incandescent light, illumination units are placed at a distance of 1 meter, where for
the experiments with LED illumination the illumination units are placed at a distance of 60 cm. A
reference pulse-signal is acquired by the pulse oximetry finger probe, which is connected to a patient
monitor.

ambient illumination levels. Moreover, shadows cast by persons walking by the
incubators would often disrupt the signals. Each of these shortcomings was ad-
dressed in the current setup. Three cameras (Manta, AVT, Stadtroda, Germany)
were fixed horizontally to the frame of the incubator and viewed the patient via
a 45 degree mirror placed on top of the incubator. The cameras have a resolution
of 968× 728 pixels, 8-bits depth and operate at a frame rate of 15 frames per sec-
ond. Custom made illumination units with LED arrays at wavelengths 660 nm,
760 nm and 810 nm were placed on the flat diagonal sides of the incubator (Gi-
raffe, GE Healthcare, Diegem, Belgium). Normal incubator covers were placed
over the camera, mirror and illumination units to minimize impact of ambient
illumination. The monochrome cameras, equipped with spectral bandpass filters
selected to match the three LED wavelengths were aligned such that recorded im-
ages of the patient were recorded at each of the three wavelengths. A spacer was
used to keep the cover about 8 cm above the incubator plexiglass guaranteeing a
clear line of sight between the cameras and the 45 degree mirror. Heart rate ref-
erence signals from ECG and pulse-oximeter (Masimo Corporation, Irvine CA)
were recorded synchronously via direct access to the IntelliVue (Philips MX800,
Böblingen, Germany) monitor. The illumination level of all LEDs combined is
about 0.2 mW/cm2 at the skin level of a patient. This is about 50 times lower than
the maximum irradiance set by ANSI/AAMI/IEC 60601-2-21:2009, the standard
for irradiance levels in incubators for near-infrared wavelengths. In addition, we
also ensured that the visible light levels never exceeded those of the levels set by
the hospital illumination policy for developmental care. This policy controls light
levels inside the incubator by either letting the side slips hang down the sides of
the incubator for near darkness (approx. 2 Lux), or placing them on top for more
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light (approx. 8 Lux). The Lux levels are measured with a light meter (Sekonic,
L-785DR). Our protocol did not interfere with the illumination policy; depend-
ing on the age of the patient and the time of the day the covers were adjusted as
normal.

Dataset

Benchmark dataset
To the best of our knowledge, no dataset of rPPG recordings in NIR with ground
truth data is available. Therefore, we created our own benchmark dataset with
incandescent illumination to compare both camera setups. Incandescent light
was employed to prevent that potential inhomogeneities in the light spectrum
influence the results. The 6 participants in the videos ranged in age between 22
and 30 years. The study was approved by the Internal Committee Biomedical
Experiments of Philips Research, and the informed consent was obtained
from each subject. The melanin content of the skin was measured with a skin
pigmentation analyzer (model: Mexameter® MX 18 MDD of Khazaka electronic
GmbH), with the measurement-probe located at the backside of the fore-arm.
The melanin indices are loosely linked to three skin-types (II,III,V), according
to the Fitzpatrick scale [46]. A reference sensor was attached to a finger of
the participant and connected to the acquisition PC. To evaluate the motion
robustness of the algorithm, five different motion scenarios are performed by the
subjects: stationary, translation, rotation, scaling and mixed. For the stationary
scenario, the head of the subject was fixed in a head rest and he/she was asked
to remain stationary during the recording. The translation motion scenario
consisted of repetitive horizontal and vertical head translations, where repetitive
horizontal and vertical head rotations were performed for the rotation motion
scenario. The scaling motion scenario consisted of repetitive head movements
to and from the cameras, where in the mixed motion scenario all previously
described motions were executed randomly. The length of each recording is
120 seconds, where the recording started 1 minute after the participant entered
the setup to ensure a stable heart rate.

NICU dataset
Infants were studied at the NICU of the Maxima Medical Center (MMC) in
Veldhoven, The Netherlands. Institutional Review Board approval (MMC and
Philips Research, ICBE2013-41-3797) and informed parental consent were ob-
tained prior to measurements. Inclusion criteria were: stable NICU patients of
all ethnicities/skin colors. Exclusion criteria were: neonates suffering from in-
tracranial haemorrhage, active sepsis, receiving phototherapy or the use of a ra-
diant warmer. Seven neonates were enrolled; the weights and gestational ages
are shown in Table 2.3.
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Table 2.3: Statistics of recorded infants in the NICU, where the fourth and fifth column contain the
mean values and the standard deviations.

ID Gestational age (weeks) Birth weight (grams) Avg. postnatal age (days) Avg. weight (grams)
1 26 685 30 ± 3 1170 ± 140
2 30 1340 11 ± 1 1373 ± 3
3 26 890 31 ± 3 1348 ± 23
4 26 775 28 ± 2 1233 ± 58
5 27 650 30 ± 2 1173 ± 69
6 30 1675 14 ± 6 1795 ± 210
7 29 1190 16 ± 4 1395 ± 90

Evaluation Metrics

This study adopts the performance metrics used in [36], SNR and PERC. The SNR
metric is defined as:

SNR = 10 log10

(
∑240

f=40(Ut( f )S f ( f ))2

∑240
f=40(1−Ut( f )S f ( f ))2

)
, (2.10)

where f is the frequency in beats per minute (BPM), S f = F (S) and (Ut( f ) is a
binary template window centered around the pulse rate peak and its harmonics
with a predefined margin. PERC is the percentage of time that the frequency peak
corresponds to pulse-rate. Additionally, the correspondence between the pulse-
rate extracted from the rPPG pulse-signal and the pulse-rate extracted from the
reference sensor is evaluated. The discrepancy is expressed in the mean-absolute-
error (MAE) and the root-mean-squared-error metrics (RMSE):

MAE =
1
N

N

∑
i=1
|PR(i)− PRre f (i)|, (2.11)

RMSE =

√√√√ 1
N

N

∑
i=1

(PR(i)− PRre f (i))2, (2.12)

where PR and PRre f are obtained by using a peak-detector in the frequency do-
main using a sliding Fourier window. All four metrics use a window of 150 sam-
ples (10 s) to allow for a varying pulse-rate. Furthermore, correlation and Bland-
Altman plots are included to show the agreements of the instantaneous pulse-
rate between the rPPG and reference PPG-sensor. Finally, Analysis of Variance
(ANOVA) is applied on SNRa (average SNR) values to analyse the significance
of difference between methods under certain categories (i.e. camera setups and
skin-types).

Implementation

The proposed algorithm is implemented in Java using the OpenCV 2.4.8 library
and executed on a laptop with a Intel Core i5 2.60 Ghz processor and 8 GB RAM.
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In the first frame of the video sequence, a rectangular ROI indicating the face
is initialized manually. For fair comparison, all system parameters are identical
for the evaluation of the entire dataset. The values of the evaluation metrics are
calculated offline using Matlab.

2.3 Results

We will now discuss the results from the lab experiments and the NICU record-
ings separately.

2.3.1 Lab experiments

The results of the two camera setups gained on the benchmark video sequences
are summarised in Table 2.4. The correlation and Bland-Altman plots of both
setups are displayed in Fig. 2.10. Plots of the performed one-way ANOVA are
visualized in Fig. 2.11. As observed by Wang et al. [164] and confirmed by the
results of this dataset, gender is not the key factor which needs to be investigated
in the dataset, since the differences between male and female from the same skin-
type are rather small. Therefore, the results are averaged over both genders.

Table 2.4: Results for both camera setups gained on benchmark video sequences (averaged over
genders).

Monochrome Cameras RGB Camera
Video SNRa (dB) PERC (%) MAE (BPM) RMSE (BPM) SNRa (dB) PERC (%) MAE (BPM) RMSE (BPM)
Skin-type II Stationary 11.8 100 0.22 0.68 9.38 100 0.26 0.69
Skin-type II Translation 6.77 94.0 1.00 2.05 9.17 93.9 0.71 1.72
Skin-type II Rotation 3.89 78.1 1.71 2.82 4.31 75.7 2.22 3.86
Skin-type II Scaling 3.48 73.7 3.22 5.00 4.79 81.6 1.82 3.24
Skin-type II Mixed 2.27 63.1 3.08 4.52 2.25 67.7 2.66 4.13
Skin-type III Stationary 10.4 99.3 0.52 1.43 9.72 99.3 0.53 1.18
Skin-type III Translation 6.46 86.6 1.83 2.53 7.87 89.4 1.23 1.83
Skin-type III Rotation 5.29 87.3 1.68 2.58 7.96 92.3 1.62 2.43
Skin-type III Scaling 5.03 84.9 1.33 2.52 6.87 88.0 1.24 2.23
Skin-type III Mixed 5.81 84.6 2.05 2.73 5.97 82.4 1.62 2.77
Skin-type V Stationary 11.4 100 0.19 0.52 11.1 100 0.21 0.53
Skin-type V Translation 8.03 96.8 0.47 1.02 9.01 95.4 0.32 0.73
Skin-type V Rotation 8.07 97.5 0.36 0.89 7.90 94.1 0.67 1.28
Skin-type V Scaling 3.60 73.8 2.68 4.90 6.48 83.8 1.24 2.28
Skin-type V Mixed 4.37 78.7 2.63 4.25 6.20 88.6 1.64 3.02
Average 6.45 86.6 1.53 2.56 7.26 88.8 1.20 2.13

Stationary scenario

The results show that both camera setups perform similar in scenarios without
subject motion. Although a slightly higher SNRa is achieved by the monochrome
cameras, 11.2 dB versus 10.1 dB for the RGB camera, the differences between the
extracted pulse rates and corresponding metrics are negligible. The correct pulse
rate is extracted for almost 99.8 percent of the duration of the recordings.
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Figure 2.10: Correlation and Bland-Altman plots for the setup with the monochrome cameras (top)
and RGB camera (bottom). Here r indicates the Pearson correlation, SSE the sum of squared errors, y
the linear fit and SD the standard deviation.
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Figure 2.11: Statistical comparison using ANOVA. The plots display the median (red bar), standard
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Motion scenarios

In videos with head motions, both camera setups perform worse compared to the
scenario without head motion. However, even for the most challenging mixed
motion scenario, worst-case, PERC is still 63%, with an SNRa of 2.3 dB. In general,
the RGB camera performs better in motion scenarios, where the difference is most
prominent in scenarios involving scaling. Overall, no significant difference, p-
value = 0.32 (> 0.05), in performance is observed between both camera setups.

Differences between skin-types

For both camera setups, no significant difference, p-value = 0.17 (> 0.05), in per-
formance is observed between the three skin-types.

2.3.2 NICU

We present the results from the dataset of NICU recordings in separate para-
graphs. The first paragraph describes the performance of the system when using
two instead of the common three wavelengths for robust pulse extraction. In the
second paragraph, the performance of the algorithm using different anatomical
locations is presented. The last paragraph describes the results of the contactless
system during a cardiac arrythmia. Figure 2.12 shows examples from different
motion scenarios and anatomical locations.

Multiple Wavelengths in NIR

During the lab experiments, three wavelengths in the infrared spectrum were se-
lected for optimal motion robustness, similar to earlier work in visible light where
the main distortions are specular reflectance and motion. In the NICU, space is
rather limited and a setup with fewer cameras and less illumination is preferred
while further the registration becomes simpler. However, by reducing the num-
ber of wavelengths one also loses dimensionality to suppress disturbances which
are not aligned with the signature of the blood volume signal. To investigate this
effect, we compare the performance of the algorithm when using only two out of
three wavelengths with the performance when using all three wavelengths. Re-
sults of this comparison are displayed in Table 2.5 and are obtained from 10 video
sequences of 3 subjects, with a total duration of 34 minutes. The difference in
performance when using either two or three wavelengths is not significant, p-
value=0.38 (>0.05).

Table 2.5: Comparison results between two and three wavelengths.

No. wavelengths SNRa (dB) PERC (%) MAE (BPM) RMSE (BPM)
II 6.52 87.4 1.46 2.37
III 6.86 89.1 1.32 2.13
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Figure 2.12: Results for different motion scenarios and selected skin regions. A) limited motion,
within 10 cm, where the visualized trace is corresponding to the frames on the second row. B) vigor-
ous motion events (arm swinging) with occlusion of the selected skin region. During these events, the
tracker is unable to track the selected skin region, but is able to recover afterwards without interven-
tion. C) face selected as ROI. D) upper torso selected as ROI, with a squirming event in the middle of
the recording.

Anatomical Locations

The facial region is typically selected as ROI for remote (cardiac) pulse extraction
because of its high pulsatile amplitude [156, 83] and general visibility. During
continuous monitoring of infants it may occur that the face is not visible to the
camera(s), e.g. during wriggling and squirming. When this occurs, other un-
covered body sections are commonly still visible to the camera(s). To investigate
the feasibility of robust pulse extraction at these body sections, we extracted the
pulse signal from two different anatomical locations: face and upper torso, as vi-
sualized in Fig. 2.12. The results of this comparison are summarized in Table 2.6.
Correlation and Bland-Altman analysis are visualized in Fig. 2.13. The results are
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obtained from 36 video sequences of 7 different subjects, with a total duration of
134 minutes. Based on the results of Section 2.3.2, pulse extraction is performed
with two wavelengths. The differences between both anatomical locations are
not significant, p-value=0.23 (>0.05).

Table 2.6: Comparison results between face and upper torso as ROI.

ROI location SNRa (dB) PERC (%) MAE (BPM) RMSE (BPM)
Face 6.46 87.1 1.49 2.43
Upper torso 5.69 84.6 2.13 3.24
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Figure 2.13: Correlation and Bland−Altman plots for face ROI (blue triangles) and upper torso ROI
(red circles) for each video sequence. The Pearson correlation coefficient r is 0.993 for the face and
0.990 for the upper torso ROI.

Cardiac Arrhythmia

Arrhythmias in fetuses and newborns are relatively common, occurring in up
to 90% of newborns and in 1% to 3% of pregnancies [77]. Most bradycardias
of newborns are transient and benign. Intermittent bradycardia associated with
apnoea is particularly common in prematurity. To detect bradycardic events, the
proposed system should be able to detect these sudden changes in pulse rate. An
example of a bradycardic event present in one of the analyzed video sequences is
shown in Fig. 2.14. Starting from 150 seconds, the pulse rate suddenly decreases
from approximately 155 BPM to 85 BPM, as can be observed from the reference
ECG (red). During this event, the algorithm is capable to detect the rapid change
in pulse rate (blue).
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Figure 2.14: Remote pulse extraction result in the presence of a cardiac arrhythmia (bradycardia). The
algorithm is capable to detect the rapid decrease in pulse rate.

2.4 Discussion

2.4.1 Lab experiments

Both camera setups show the feasibility of rPPG in NIR, regardless of the reduced
PPG amplitude compared to visible light. Despite the more advantageous angle
between the pulse vector and the motion vector in the monochrome cameras
setup, the RGB camera shows comparable performances for challenging motion
scenarios. For recordings containing scaling movements, the RGB camera even
slightly outperforms the monochrome cameras, although the difference is not
significant (p-value = 0.22 (> 0.05) ). This can be explained by the effects of
parallax in the monochrome cameras setup. Here, the cameras are registered by
an affine transformation which is determined based on the first 100 frames of
the recording. When head motions to and from the cameras are performed, the
transformation becomes inaccurate and the performance drops.

Based on measurements on 40 subjects, the pulse vector showed to be quite
stable over the entire range of skin-pigmentation levels. This was to be expected
because of the fairly uniform skin reflectance spectrum in NIR. The skin-tone
invariance of the algorithm is confirmed by ANOVA on the SNRa values from
both setups.

Performed simulations and experiments show that the angle between the
pulse and motion vector can be increased when LEDs with different wave-
lengths are applied instead of incandescent light. However, without a correct
diffuser, different skin locations are exposed to different illumination spectra.
Consequently, also different relative PPG amplitudes may occur in the three
color channels of the RGB camera. Since the PBV pulse-extraction method
assumes the same ratio of relative PPG amplitudes in the color channels over the
entire skin area, the performance of the algorithm is expected to reduce when
inhomogeneities are introduced.



42 Chapter 2. Robust pulse extraction

2.4.2 NICU study

The system demonstrates the feasibility of non-contact cardiac monitoring of
neonates in NIR. Accurate results were not only obtained for scenarios without
motion, but also for common movements of neonates such as wriggling, turn-
ing and respiratory induced motion. The cardiac pulse signal was detected in all
analyzed video sequences and was strong enough to accurately determine pulse
rate.

The results of comparison between two and three wavelengths in NIR show
that the correct pulse rate can still be extracted for 87% of the time when using
two wavelengths. Current state-of-the-art rPPG algorithms require three wave-
lengths, which are typically captured with an RGB camera under visible light
conditions. For robust rPPG in NIR, multiple monochrome cameras with differ-
ent optical filters are typically used to sample the light spectrum. Since space in
the NICU is limited, a setup with fewer cameras and less illumination is prefer-
able, while fewer cameras also reduce registration effort. The results show that
two cameras are sufficient for motion scenarios of NICU patients, without sacri-
ficing much in accuracy.

Current camera-based cardiac monitoring algorithms mainly focus on the face
as a ROI for pulse extraction. The movements of newborns are unpredictable and
occlusion of the face is frequent. This motivates the exploration to other skin ar-
eas that could be used as a substitute for the face. When the face is not visible to
the camera(s), skin areas of the upper torso such as the chest and back are usually
still visible. Evaluation on different anatomical locations of NICU patients shows
that the face is not the only usable ROI for accurate pulse extraction. Although
the PPG amplitude at skin areas of the upper torso is smaller compared to the
face, the pulse rate was detected correctly for 85% of the time, with a MAE of
2.1 BPM.

The analyzed video sequences of NICU patients consist of regular movements
without restrictions to the infants. A current limitation of the framework is that
the ROI is not accurately tracked during occlusion caused by body movements,
e.g. vigorous arm movements. In the course of one of the analyzed video se-
quences, a newborn laying on his/her back was waving vigorously with his/her
arms, as visualized in Fig. 2.12B. Although the pulse signal was recovered after
this event, the system was not able to extract the pulse signal during the event
for both anatomical locations. For future research, an automatic skin detection al-
gorithm in NIR which replaces the current tracking of the ROI could resolve this
problem. Another solution would be to select multiple ROIs, where an occluded
ROI can be replaced with a ROI which does not suffer from occlusion.

2.5 Conclusion

This chapter shows the feasibility of motion robust (cardiac) pulse detection in
NIR. Current state-of-the-art methods developed for rPPG in visible light, are
adopted for use in NIR. Simulations verified by large scale experiments, show



2.5. Conclusion 43

that a setup consisting of three monochrome cameras with different optical fil-
ters is favorable in terms of motion robustness compared to a single RGB camera
setup, where the IR-blocking filter is replaced by a visible light blocking filter.
Experimental results on 30 challenging benchmark video sequences with incan-
descent light show that both setups are capable of accurate pulse-extraction and
their performance is comparable for all skin-types. In general, the RGB cam-
era provides slightly better results, a MAE of 1.20 BPM compared to a MAE of
1.53 BPM for the monochrome cameras, where the difference is most prominent
in the scaling motion scenario, likely induced by the effects of parallax. Since a
single-optics setup is preferable, simulations with dedicated LEDs are performed
to further improve motion robustness of the RGB camera, leading to a nearly
similar pulse vector in terms of motion robustness compared to the monochrome
cameras setup. When full darkness is desired, the dedicated NIR illumination
should result in similar motion-robustness compared to incandescent light. The
results from the NICU study show that when using two instead of the common
three wavelengths, the pulse rate could still be obtained within 6 BPM for 87% of
the time. The upper torso proved to be a good alternative as ROI when the face is
not visible to the camera with a MAE of 2.1 BPM compared to a MAE of 1.5 BPM
for the face region. The system is robust against wriggling, turning and respira-
tory motion, although rapid movements involving occlusion of the selected ROI
are still challenging.





Chapter 3

Robust respiration detection

Abstract

Continuous monitoring of respiration is essential for early detection of critical ill-
ness. Current methods require sensors attached to the body and/or are not robust
to subject motion. Alternative camera-based solutions have been presented us-
ing motion vectors and remote photoplethysmography. In this work, we present
a non-contact camera-based method to detect respiration, which can operate in
both visible and dark lighting conditions by detecting the respiratory-induced
colour differences of the skin. We make use of the close similarity between skin
colour variations caused by the beating of the heart and those caused by respi-
ration, leading to a much improved signal quality compared to single-channel
approaches. Essentially, we propose to find the linear combination of colour
channels which suppresses the distortions best in a frequency band including
pulse rate, and subsequently we use this same linear combination to extract the
respiratory signal in a lower frequency band. Evaluation results obtained from
recordings on healthy subjects who perform challenging scenarios, including mo-
tion, show that respiration can be accurately detected over the entire range of res-
piratory frequencies, with a correlation coefficient of 0.96 in visible light and 0.98
in infrared, compared to 0.86 with the best-performing non-contact benchmark
algorithm. Furthermore, evaluation on a set of videos recorded in a Neonatal
Intensive Care Unit shows that this technique looks promising as a future alter-
native to current contact-sensors showing a correlation coefficient of 0.87.

This chapter is based on
M. van Gastel, S. Stuijk, and G. de Haan. Robust respiration detection from re-
mote photoplethysmography. Biomedical Optics Express, 7(12):4941–4957, 2016



46 Chapter 3. Robust respiration detection

3.1 Introduction

Monitoring of respiration is important in clinical care since it provides valuable
information of a person’s health status. An abnormal respiratory rate (RR) is a
sensitive early indicator of critical illness that often accompanies, and may pre-
cede, changes in other vital signs such as heart rate, blood pressure, or reduction
in peripheral arterial oxygen saturation (SpO2) [133]. For example, events of ap-
nea can lead to permanent brain damage and even death. Continuous monitoring
of respiration has the potential to detect and prevent such events from occurring.

The common methods to monitor respiration are contact-based and conse-
quently require one or more sensors attached to the body, e.g. electrodes or a belt
[9]. Recently, Charlton et al. [29] assessed the performance of 314 algorithms for
the estimation of RR from ECG and PPG waveforms under ideal operation condi-
tions. They showed that most time-domain techniques perform better compared
to frequency-domain techniques. Their superior performance may be explained
by the fact that the respiratory signal is not required to be quasi-stationary, un-
like frequency-domain techniques. The PPG waveform contains three respiratory
features [75]. From the three PPG respiratory features, the respiratory induced in-
tensity variations, i.e. baseline modulation, provides the highest accuracy, and a
combination, fusion, of all three features in general performed better compared
to the features solely. It should however be noted that Charlton et al. used single-
channel contact PPG signals, and furthermore, they benchmarked the algorithms
under ideal operation conditions. Albeit their ability to measure respiration, most
of these methods are cumbersome and can therefore cause stress and discomfort
to the patient. Non-contact methods to monitor respiration address these issues.

In this chapter, we introduce a non-contact-based respiration monitoring sys-
tem. Alternative non-contact methods have been proposed in different ranges
of the electro-magnetic spectrum [42, 51, 7], e.g. radar-based or using thermal
cameras. These methods however require expensive equipment, which limit
their applicability. Additionally, non-contact methods have been documented
using low-cost cameras based on motion or remote PPG (rPPG). Motion-based
methods [16, 55, 180] detect the respiratory induced movements of the chest
and/or abdomen. The challenge with these methods is to differentiate between
respiratory-induced movements and other movements which are not related to
respiration. Furthermore, to clearly register the minute respiratory-induced chest
movements, the range of viewpoints of the camera is somewhat limited. rPPG-
based methods extract respiration from respiratory features present in the blood
volume pulse signal [75, 156, 121, 141, 24]. A number of approaches have been
proposed to extract these features from the PPG waveform, including wavelet de-
composition [84], complex demodulation [32] and auto-regression [47]. The need
for fairly long time windows and assumptions on the regularity of the RR limit
the applicability of these methods in real life conditions. Furthermore, all afore-
mentioned contact and non-contact methods for RR measurement that use the
PPG signal rely on single-channel PPG waveforms. Single-channel PPG wave-
forms do not allow to eliminate in-band distortions, such as sensor noise and
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motion artifacts. This is especially problematic for non-contact based solutions
since these distortions are typically present in the rPPG waveforms which have a
lower signal-to-noise ratio (SNR) compared to contact PPG waveforms. In [138],
it has been shown that robust pulse rate detection is feasible when using a multi-
channel camera. This solution exploits the different characteristics of cardiac-
related blood volume variations and distortions, e.g. specular reflectance and
motion. Inspired by this result, our proposed method also uses a multi-channel
camera.

In this chapter, we present a novel motion-robust non-contact, camera-based
method to extract the respiratory signal near-continuously in both visible and
dark (infrared) lighting conditions by exploiting the respiratory-induced skin
colour variations present in the different channels of the camera. Furthermore,
we exploit the spatial redundancy of the camera to obtain a good quality rPPG
signal. From this rPPG waveform we extract the respiratory-induced baseline
modulation to obtain the respiratory rate. Compared to earlier methods, the
length of time windows are significantly reduced and no assumptions on the pe-
riodicity of the respiratory signal are made, which makes it possible to detect
irregular breathing patterns and even (central) apneustic events. Furthermore,
the proposed method is robust to subject movements not related to respiration.

3.2 Materials and Methods

In this section, we will first summarize the earlier work on rPPG and underlying
elementary physiology and optics, which are the foundation for our proposed
method. Hereafter, we present the processing framework, the protocol and setup
used for the creation of our dataset, and finally description of the benchmark
algorithm and evaluation metrics.

3.2.1 Background

The beating of the heart causes pressure variations in the arteries as the heart
pumps blood against the resistance of the vascular bed. Since the arteries are
elastic, their diameter changes in sync with the pressure variations. These di-
ameter changes occur even in the smaller vessels of the skin, where the blood
volume variations cause a changing absorption of the light. Photoplethysmog-
raphy (PPG) uses this principle for the optical measurement of blood volume
variations by capturing the reflected or transmitted light from/through the il-
luminated skin, resulting in a PPG waveform. Respiration modulates this PPG
waveform in three ways [75], which is visualized in Fig. 3.1:

• Respiratory induced frequency variation (RIFV) - A periodic change in
pulse rate that is caused by an autonomic nervous system response. The
heart rate synchronizes with the respiratory cycle (RSA).

• Respiratory induced intensity variation (RIIV) - A change in the baseline
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        PPG 
        RIFV 
        RIIV 
        RIAV 

Figure 3.1: Respiration modulates the PPG signal in three ways; 1) RIFV is a synchronization of heart
rate with respiratory rate, 2) RIIV is a change in the baseline signal due to intrathoracic pressure
variation, and 3) RIAV is a change in pulse strength caused by a decrease in cardiac output.

signal that is caused by a variation of perfusion due to intra-thoracic pres-
sure variations.

• Respiratory induced amplitude variation (RIAV) - A change in pulse
strength that is caused by a decrease in cardiac output due to reduced ven-
tricular filling during inspiration.

Respiration, much like the contraction of the heart, also causes blood-pressure
variations, as the varying pressure in the chest-abdominal area affects the pres-
sure in the large blood vessels. Where the pulse causes volume variations mainly
in the arteries, the respiration also affects the pressure, and consequently the vol-
ume in the veins. Arteries and veins have different mechanical properties. Under
low pressure, veins are 10-20 times more compliant than arteries [26]. Vessel com-
pliance (C) is defined as the ability of a blood vessel to distend and increase in
volume (∆V) with increasing transmural pressure (∆P):

C =
∆V
∆P

. (3.1)

Transmural pressure is the difference in pressure between two sides of a ves-
sel wall (∆P = Pinside − Poutside). With small changes in pressure, the circulating
blood inside the veins experiences large volume changes compared to the arteries
because of the difference in compliance.

The effects of pressure changes and venous return caused by breathing have
been studied, but contradicting observations have been found. This is probably
due to the high complexity of the underlying principle which is not fully under-
stood yet. The volume of the thoracic cavity increases during inspiration, and
therefore intra-thoracic pressure decreases, causing an increase in long volume
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forcing air into the lungs. For venous return to the heart, two large veins are
present which deliver deoxygenated blood to the right atrium of the heart. The in-
ferior vena cava (IVC) returns blood from all body regions below the diaphragm,
whereas the superior vena cava (SVC) transports the venous blood from the up-
per part of the body to the heart. The increase in intra-abdominal and/or intra-
thoracic pressure, depending on the type of breathing, during inspiration causes
a partial collapse of the venae cavae. This partial collapse either leads to an in-
crease or a decrease in venous return, depending on the pressure gradient. Al-
though it is relevant to understand the underlying principles, without knowing
whether the venous return increases or decreases during inspiration, useful anal-
ysis can still be performed since we are interested in differences of the observed
amplitude rather than the sign of these changes.

Current motion-tolerant rPPG methods for pulse extraction require a multi-
spectral camera, e.g. RGB, which captures blood volume variations at different
wavelengths [121, 36, 37]. The pulsatile amplitude of the PPG waveform as func-
tion of wavelength is simulated by Hülsbusch, who explained that the relative
PPG-amplitude is determined by the contrast between the blood and the blood-
free tissue [61]. The absolute PPG-amplitude as function of wavelength was mea-
sured by Corral et al. using a spectrometer [35] and a white, halogen, illumina-
tion. This absolute PPG spectrum PPG(w), displayed in Fig. 3.2(a), is related
to the relative PPG-curve, RPPG(w), via the emission spectrum of the halogen
illumination, I(w), and the skin-reflection spectrum, ρs(w):

PPG(w) = ρs(w)I(w)RPPG(w) (3.2)
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Figure 3.2: a) The measured absolute PPG spectrum of Corral [35] and the derived relative PPG
spectrum, scaled to 1 for their peak locations. b) The absorption spectrum of oxyhemoglobin (HbO2)
and hemoglobin (Hb) [122]. Since venous blood has a different ratio of HbO2 and Hb compared to
arterial blood and these chromophores have different absorption spectra, also the venous and arterial
blood have a different absorption spectrum.

These curves are simulated/measured for arterial blood with normal blood
oxygenation levels. However, because of its lower oxygenation level and hereby
different ratio of oxygenated and deoxygenated hemoglobin, venous blood has
a slightly different absorption spectrum compared to arterial blood. From Fig.
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3.2(b) it can be observed that because of the different ratio of Hb and HbO2 and
the difference spectra of both chromophores, venous blood has a different ab-
sorption spectrum compared to arterial blood. In visible light, 400-700 nm, this
difference is mainly in red, 600 ≤ λ ≤ 700 nm. As can be observed from the
same figure, in near-infrared (NIR), λ > 700 nm, the absorption spectra of Hb
and HbO2 also differ, resulting in different absorption spectra for venous and ar-
terial blood, with the exception of the “isosbestic" point around 805 nm. It has
been shown in [37] that the main PPG-contribution in the red colour channel of a
video camera comes from the wavelength interval between 500 and 600 nm.

An important consequence of the above reasoning is that the linear combina-
tion of the normalized colour channels that provides the pulse signal with the
best signal-to-noise ratio (SNR), is approximately the same linear combination
that would also provide the respiratory signal with the best SNR. In the follow-
ing section, we shall elaborate this method to obtain a robust respiratory signal
from an rPPG-camera.

3.2.2 Processing Framework

An overview of our proposed processing framework is visualized in Fig. 3.3. In
the next sections we will provide a detailed description of each processing step.

Multi‐
wavelength

Input 

1. Tracking 2. Processing 3. Scaling

Respiratory 
Signal

Weights

Calculation

Weights

Selection

1

2

N

1

2

N Gain	
∑

∑

Pulse rate (PR)

Figure 3.3: Overview of the proposed framework for robust respiration detection from remote PPG.
1) The manually initialized bounding-box indicating the face is tracked over time and divided into
equally-sized subregions. 2) The weights for each (sub)region are calculated. From this collection of
weights, the best are selected based on the SNR values of the pulse signals. 3) The extracted respira-
tory signal is scaled based on the ratio of respiratory and pulse energies.

Tracking

The first stage of the framework is the tracking stage, where the movements of
the selected Region-of-Interest (ROI), indicated with the bounding box, are being
tracked. For this task, the feature-based Kanade-Lucas-Tomasi (KLT) tracker is
employed [144] because of its accuracy, simplicity and limited assumptions made
about the underlying image. Feature points (indicated with white crosses) are
calculated using the minimum eigenvalue algorithm [136]. The geometric trans-
formation of the feature points between two consecutive frames is calculated and
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applied to the bounding box. This bounding box is subsequently down-sampled
into equally-sized subregions. For each frame, the spatial average of both the
pixels within the ROI and each subregion are calculated, which enables to dis-
card distorted, unreliable, subregions as will be discussed later. The temporally
normalized pixel differences between two adjacent frames for (sub)region i are
defined as:

C̄t→t+1
i = C̄t+1

i − C̄t
i =

R̄t→t+1
i

Ḡt→t+1
i

B̄t→t+1
i

 =


Rt+1

i (x+dx,y+dy)−Rt
i (x,y)

Rt+1
i (x+dx,y+dy)+Rt

i (x,y)
Gt+1

i (x+dx,y+dy)−Gt
i (x,y)

Gt+1
i (x+dx,y+dy)+Gt

i (x,y)
Bt+1

i (x+dx,y+dy)−Bt
i (x,y)

Bt+1
i (x+dx,y+dy)+Bt

i (x,y)

 , (3.3)

where ~d = (dx, dy) is the spatial displacement between t and t+ 1. These motion-
compensated, normalized pixel differences are concatenated into a collection of
traces, Cn,i, each corresponding to a (sub)region, and subsequently integrated
over the window-length l, which is the input for our method:

Ct→t+l
n,i =

R̄t→t+l
i

Ḡt→t+l
i

B̄t→t+l
i

 =



l−1
∑

i=0
R̄t+i→t+i+1

i

l−1
∑

i=0
Ḡt+i→t+i+1

i

l−1
∑

i=0
B̄t+i→t+i+1

i


. (3.4)

In our system we selected the face as the ROI for both physiological and practical
reasons. The practical reason to use the face is that it is one of the few human
body parts which is typically not covered by clothes and therefore skin is directly
exposed to the camera to measure blood volume variations. One physiological
reason to use the face is that blood volume variations are well-measurable from
this anatomic location. In their study, Tur et al. [146] revealed a collection of
regions (finger, palm, face, ear) for which cutaneous perfusion is much higher
than all other locations. Another physiological reason is that the RIIVs are well-
present in photoplethysmographic signals from the face because the distance to
the heart is small compared to the locations at the extremities which are typically
also not covered, e.g. the hand. Nilsson [107] measured the respiratory energies
in the PPG signals from multiple sensors attached to body parts including hand
and forehead, and found that the respiratory energy on the forehead is approx-
imately a factor of six larger compared to that on the finger. For the tracking of
the face we decided to manually initialize the ROI and not to use a face detector,
e.g. the commonly used Viola-Jones detector, since these are typically trained for
full view frontal upright faces, whereas our dataset also contains faces which do
not meet this criterion.
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Processing

After obtaining the motion-compensated, normalized pixel differences, we aim
to find the optimal linear combination to construct the cardiac pulse signal, and
hereafter, the respiratory signal. The processing stage consists of two operations:
1) weights calculation, and 2) weights selection.

1) WEIGHTS CALCULATION

The cardiac pulse signal ~S can be written as a linear combination of the temporally
normalized colour channels Cn:

~S = ~WCn, (3.5)

where the weights ~W can be determined by blind source separation techniques
(BSS) [121, 85]. However, a heuristic selection criterion, e.g. based on the
periodicity of the pulse-signal, is required to select the component corresponding
to pulse or respiration. Two current state-of-the-art rPPG algorithms which do
not require this selection criterion are ‘CHROM’ [36] and ‘PBV’ [37]. We will
evaluate both methods to calculate the weights. Essentially, the weights are
calculated for the filtered traces of normalized pixel differences which include
the range of pulsatile frequencies. The pulse rate of a healthy adult is in the range
40-240 BPM and breathing rates are typically in the range 10-40 breaths/min.
More details on the selection of these filter parameters for adults and how these
have been selected for neonates can be found in Section 3.2.7. In the continuation
of the method description we will use the filter parameters for adults.

A filter with a pass-band of 40-240 BPM is designed and applied to the
normalized pixel differences, leading to Cfp. The weights are calculated and
applied to Cfp, leading to a first signal, ~S1, which contains the cardiac pulse
signal: ~S1 = ~WCfp. Subsequently, these weights are applied to differently filtered
pixel differences, Cfr, which include only respiratory frequencies. The resulting
signal, ~S2, contains the respiratory signal: ~S2 = ~WCfr. We will now briefly
discuss the two methods used to calculate the weights.

CHROM method
The chrominance-based method (CHROM) uses colour difference signals, ~Xs

and ~Ys, in which the specular reflection component is eliminated, assuming a
standardized skin-colour vector in RGB-space, [0.77, 0.51, 0.38], enabling white-
balancing of the camera. Its weights result as:

~WCHRO =
1√

6α2 − 20α + 20
[2− α, 2α− 4, α]. (3.6)

with

α = σ(~Xs)

σ(~Ys)
, with ~Xs = [+0.77,−0.51, 0]Cn and ~Ys = [+0.77,+0.51,−0.77]Cn

(3.7)
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and where the operator σ corresponds to the standard deviation. For applications
in NIR, the assumption of the standardized skin-colour vector does not hold and
has to be modified, resulting in different parameters for ~Xs and ~Ys. The color
of the light is not very important, and the spectrum also does not have to be
continuous, e.g. fluorescent lamps are allowed. For more details on the CHROM
algorithm, we refer to [36].

PBV method
Compared to CHROM, the PBV method does not make assumptions on the dis-
tortions or skin-colour, but suppresses all variations not aligned with the signa-
ture of the blood volume pulse, i.e. the normalized ratio of pulse amplitudes in
the different colour channels, compiled in ~Pbv. Its weights are determined as:

~WPBV = k~PbvQ−1, with Q = CnCT
n , (3.8)

where Q is the covariance matrix and k the gain.

Based on earlier work in visible light [37] and NIR [148], the values for ~Pbv

are selected as: ~PRGB
bv = [0.33, 0.78, 0.53] and ~P675,800,840

bv = [0.29, 0.74, 0.61]. The
parameters of ~Pbv are, among others, dependent on the camera sensitivity and
the illumination conditions. If the experimental conditions change compared to
our experimental settings, re-calibration is required, particularly when narrow-
spectrum light-sources are applied. However, small variations in setup, e.g.
using a camera with different sensitivity specifications, will not have a large
impact on the performance. For more details on the determination of ~Pbv we
refer to [37].

2) WEIGHTS SELECTION

From the collection of weights from each (sub)region, the ‘best’ weights need
to be selected, which are subsequently applied to the normalized differences of
the entire ROI, which include only respiratory frequencies, Cfr. This is achieved
by selecting the weights which provide the pulse signal with the highest SNR.
These weights suppress distortions best and are consequently best capable for
the extraction of the respiratory signal to suppress distortions in this frequency
band. In order to calculate the SNR of each sub(region), the correct pulse rate is
required. Since not all signals will have a clear energy peak in its spectrum, a
robust estimation of pulse rate is required, which will be employed for the calcu-
lation of SNR values of all (sub)regions. From the collection of pulse traces, an
average pulse trace is constructed by calculating the α-trimmed mean, where α is
set to 0.7 based on experimental evaluation. Principal component analysis (PCA)
is performed on the periodic pulse traces to obtain the eigenvectors, which are
ranked in terms of variance. The eigenvector (among the top 5 eigenvectors) that
has the best correlation with the mean pulse trace is selected to be the pulse signal
after correcting the arbitrary sign of the eigenvector as:
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Pt→t+l
selected =

〈 Pt→t+l
eigen , Pt→t+l

mean 〉

|〈 Pt→t+l
eigen , Pt→t+l

mean 〉|
× Pt→t+l

eigen , (3.9)

where Pt→t+l
eigen and Pt→t+l

mean indicate the eigenvector and mean pulse trace respec-
tively, <,> corresponds to the inner product (correlation) between two vectors,
and |.| denotes the absolute value operator. Pulse rate is subsequently deter-
mined by selecting the peak in the spectrum of the selected eigenvector. The SNR
is defined as:

SNR = 10 log10

(
∑240

f=40(Ut( f )S f ( f ))2

∑240
f=40(1−Ut( f )S f ( f ))2

)
, (3.10)

where f is the frequency in beats per minute (BPM), S f = F (S) and (Ut( f ) is a
binary template window centered around the pulse rate peak and its harmonics
with a predefined margin.

Scaling

In eliminate the influence of the momentary strength of the PPG-signal on the
amplitude of the respiratory signal, a gain factor, k, is computed by the ratio be-
tween the energies in the respiratory frequency band, e.g. 10-40 breaths/min, and
the energy of the pulse signal. It is fair to assume that when the pulse amplitude
doubles, also the respiratory amplitude doubles. Hence, by using the relative am-
plitude of respiratory energy versus pulse energy, one gets rid of the variations
in pulsatility over time:

k =
∑40

f=10 S( f )

∑
PR+margin
f=PR−margin S( f )

, with S f = F (S), (3.11)

where pulse rate (PR) is determined by a peak-detector in the frequency domain
and the margin value is determined based on the length of the Fourier window.
After scaling, the partially overlapping time-intervals are glued together with an
overlap-add procedure similar to [36], by using Hanning windowing on individ-
ual intervals.

3.2.3 Experimental Setup

For the recording of video sequences in visible light and infrared, two separate
experimental setups were used. In both setups, participants in the experiments
were asked to follow a particular breathing pattern visualized on a screen in front
of the participant.

The video sequences in visible light were recorded with a global shutter RGB
CCD camera (type USB UI-2230SE-C of IDS) and stored in an uncompressed
data format, at a frame rate of 20 frames-per-second (fps), with a resolution of
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768× 576 pixels and with 8 bits depth. Recordings were made in a room with
stable light conditions. Participants wore a finger sensor (pulse-oximeter), which
data was synchronized with the video frames. To include both the face and chest-
region, the camera was placed at a distance of 1 meter. An illustration of the ex-
perimental setup is visualized in Fig. 3.4.

The experimental setup used for recordings in infrared is similar to the setup
in an earlier study [148]. Three monochrome cameras (type F046B of Allied Vi-
sion) with 25 mm lenses captured at a frame rate of 15 fps, with a resolution of
640× 480 pixels and with 8 bits depth. Optical filters of 675, 800 and 840 nm were
mounted to the cameras. The data was transferred to an acquisition PC over
FireWire, where it was stored uncompressed. An illumination unit consisting of
incandescent light bulbs was placed in front of the participant.

Laptop 

1m 

Illumination 

Camera 

Figure 3.4: Overview of the experimental setup used for the creation of the dataset.

3.2.4 Dataset

The performance of our proposed method is evaluated on two different datasets:
A) guided breathing of healthy adults in a laboratory setting, and B) spontaneous
breathing of neonates in an intensive care environment. The study was approved
by the Internal Committee Biomedical Experiments of Philips Research, and the
informed consent has been obtained for each adult subject. In addition, the med-
ical ethical research committee at Maxima Medical Center (MMC) approved the
neonatal study and informed parental consents were obtained prior to data acqui-
sition. Guided breathing scenarios enable to simulate challenging scenarios over
the entire range of breathing rates, which may not be present during spontaneous
breathing. In real life, during spontaneous breathing, both RR and respiratory ef-
fort are varying continuously. To evaluate the performance for these scenarios, a
dataset consisting of videos recorded in a Neonatal Intensive Care Unit (NICU)
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was created.

Guided Breathing

For the guided breathing scenario’s, recordings were made of three (in visible
light), and one (in infrared), healthy, Caucasian adult males, which were in sitting
position. The duration of each recording is 120 or 150 seconds, depending on the
scenario. The participants were asked to follow the breathing patterns displayed
on a screen in front of them and to keep their head steady for all non-motion
scenarios. Except for the shallow breathing scenario, participants were asked to
breath with normal air volumes. The benchmark dataset consists of 32 record-
ings with a total duration of 60 minutes and contains 1092 breaths in total. An
overview of the breathing patterns is provided in Fig. 3.5.

(A) (B) (C)  

(D) (E) (F) 

Figure 3.5: Overview of breathing patterns for the guided breathing scenarios in both visible light
and infrared.

• (A,B,C) Constant respiratory rate 120 seconds recordings of 12 (‘slow’), 20
(‘normal’) and 35 (‘fast’) breaths/min.

• (D) Linearly increasing respiratory rate 120 seconds recording, with a RR
starting from 10 breaths/min, which linearly increases to 40 breaths/min.

• (E) Rapidly changing respiratory rate 120 seconds recording, a constant RR
of 15, with 3 events where the RR shortly increases to 35 breaths/min for 10
seconds.

• (B) Central apneustic event 150 seconds recording, a constant RR of 20,
where the participant is asked to hold breath after 60 seconds for as long a
possible, after which the breathing pattern is followed again.

• (B) Motion 150 seconds recording at a constant RR of 20, with head move-
ments uncorrelated with respiration after 30 seconds. Subjects were asked
to move their head quasi-periodically with frequencies non-equal to the
constant breathing frequency to assure that the extracted respiratory sig-
nal is not induced by motion. The type of motion is translational, where we
instructed the subjects to move their head within the sight of the camera,
resulting in average ROI displacements of approximately 200 pixels.
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• (F) Shallow breathing 120 seconds recording with shallow breathing at a
constant rate of 20 breaths/min.

Spontaneous breathing

Non-contact respiration monitoring is particularly important and interesting for
neonatal monitoring, because of the sensitive skin of newborns. Therefore, a
dataset containing 20 videos (in different scenes) from 2 neonates in supine
position was built for evaluation and demonstration with a total number of
588 breaths. The videos were recorded in the NICU of Máxima Medical Cen-
ter (MMC, Eindhoven, The Netherlands) under visible light conditions, where
the neonates were recorded from 4 different camera views: (1) zoomed top-view
of head and a part of the chest, (2) wide range top-view, (3) zoomed side-view of
head and a part of the chest, and (4) wide range side-view. The medical ethical
research committee at MMC approved the study and informed parental consents
were obtained prior to data acquisition. 1

3.2.5 Benchmark Algorithm

To benchmark our proposed method, we compare the output with the state-of-
the-art using the method of Karlen et al. [75] as our benchmark algorithm. This
method is the best-performing PPG-based respiration detection algorithm from
the 314 respiratory algorithms evaluated by Charlton et al. [29]. Karlen et al. use
a smart fusion of all three respiratory modulations. Since our method only uses
the baseline modulation of the PPG signal, we compare the performance of our
method with two versions of the benchmark algorithm: 1) the complete frame-
work including all three features (BMF), and 2) with only the RIIV as feature
(BMI). Because the algorithm can only be applied on a single waveform, we se-
lected the wavelength with the highest SNR; the green colour channel in visible
light and 840 nm in infrared.

3.2.6 Evaluation

To assess the performance of the proposed method, the instantaneous respiratory
rates are calculated. Here a peak detection algorithm is applied on the interpo-
lated respiratory signal and compared with the ground truth: the breathing pat-
tern for guided breathing scenarios, and the ECG-derived respiratory signal for
the NICU recordings. We preferred the guided breathing pattern over a possible
respiration belt, as the latter suffers too much from the subject motion to be a re-
liable reference. The Pearson correlation coefficient r, slope of linear fit B, mean
absolute error (MAE), root-mean-square-error (RMSE) and standard deviation
(σ) are calculated. Furthermore, correlation plots are included and Bland-Altman

1 The medical ethical research committee at Máxima Medical Center has reviewed the research pro-
posal and considered that the rules laid down in the Medical Research involving Human Subjects
Act (also known by its Dutch abbreviation WMO), do not apply to this research proposal
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analysis is performed to test for magnitude bias in respiratory rate differences.
Here, the 95% limits of agreement were determined by [-1.96σ,+1.96σ].

3.2.7 Parameter settings

To determine the filter parameters for bandpass filters of our method, the typical
ranges in breathing and pulse rate for neonates and adults have to be taken into
account. Both the respiratory and pulse rate are approximately a factor of three
higher for neonates compared to adults [139]. The normal resting breathing rate
of adults is in the range 12-20 breaths/min, whereas for neonates normal rates
are in the range 30-60 breaths/min. Breathing rates lower than 10 breaths/min.
may occur for adults under extreme resting conditions, however, other additional
rhythms, i.e. Traube-Hering-Mayer (THM) rhythms and vasomotion, interfere
with the respiratory signal. THM rhythms, which are caused by the sympathetic
control of the tones of the vascular tree, have a fixed rate of about 6 min-1; whereas
vasomotion rhythms, which are slow rhythmic changes in the diameter of the
small blood vessels of the microcirculatory bed, have a frequency of 4-9 min-1

[89]. The normal pulse rate of adults is in the range 60-100 BPM, whereas for
neonates it is in the range 120-160 BPM. These values are for healthy subject under
normal, resting conditions. To verify the performance of our method for realistic
scenarios where rates are outside these ranges, we chose our filter parameters for
Cfp+fr as 40-240 and 100-240 BPM for adults and neonates, respectively. For Cfr,
we set the filter parameters to 10-40 BPM for adults and 25-100 BPM for neonates.
The number of subregions is set to 30 for all evaluated recordings and the length
of the time-windows is set to 8 seconds with 80% overlap. Both parameters are
set heuristically.

3.3 Results

3.3.1 Guided breathing

An overview of the results for the different guided breathing scenarios is visual-
ized in Fig. 3.6 for both CHROM and PBV. The evaluation results for each sce-
nario, both in visible light and infrared, are summarized in Table 3.1, together
with the results of the benchmarking algorithm and the overall results. Correla-
tion plots and Bland-Altman analysis are displayed in Fig. 3.7.

3.3.2 Spontaneous breathing

The evaluation results of the neonatal dataset are displayed in Table 3.2. Figure
3.8 provides a visual comparison between both proposed rPPG methods and the
reference signal derived from ECG. Correlation plots and Bland-Altman analysis
are displayed in Fig. 3.9.
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(a) Constant RR: 20 breaths/min. (b) Linearly increasing RR: 10-40 breaths/min.

(c) Rapidly changing RR, 15-35 breaths/min. (d) Holding breath, 20 breaths/min.

(e) With head motion, 20 breaths/min. (f) Shallow breathing, 20 breaths/min.

Figure 3.6: Results from the different breathing scenarios in visible light conditions for both proposed
methods. The spectrograms are calculated with a window-size of 8 seconds.
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Figure 3.7: Correlation and Bland-Altman plots for guided breathing: (a-b) in visible light, (c-d) in
infrared. The black lines in the correlation plots indicate the linear relationship y=x.
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Table 3.1: Results from the guided breathing scenarios in both visible and infrared lighting conditions.

Visible light Infrared
Breathing scenario Method MAE RMSE σ MAE RMSE σ

Constant 12 BPM

CHROM 1.63 3.27 3.20 1.86 3.07 2.78
PBV 1.93 3.61 3.42 1.38 2.89 2.81
BMI 2.11 3.95 3.62 2.25 3.93 3.77
BMF 2.49 4.17 3.98 2.93 4.36 4.10

Constant 20 BPM

CHROM 1.15 1.61 1.61 1.45 1.96 1.98
PBV 1.34 1.95 1.94 0.93 1.22 1.23
BMI 1.94 2.60 2.49 1.73 2.40 2.16
BMF 2.35 3.06 2.93 2.11 2.87 2.71

Constant 35 BPM

CHROM 1.33 2.29 2.27 1.88 3.40 3.32
PBV 1.49 2.41 2.41 1.16 1.98 1.95
BMI 2.45 3.90 3.63 2.18 2.43 2.10
BMF 2.91 3.27 3.05 2.74 3.62 3.48

Linearly increasing 10-40 BPM

CHROM 1.19 1.54 1.43 2.33 3.85 3.85
PBV 1.62 1.93 1.58 1.73 1.06 0.97
BMI 2.79 3.82 3.53 2.95 4.03 3.86
BMF 3.13 4.28 4.01 3.48 4.80 4.51

3 events 15/35 BPM

CHROM 1.55 2.45 2.43 1.30 1.73 1.75
PBV 1.68 2.58 2.52 1.06 1.38 1.39
BMI 2.84 4.17 3.80 2.59 3.73 3.46
BMF 3.23 4.61 4.35 3.29 4.83 4.58

Motion 20 BPM

CHROM 2.10 3.79 3.59 4.19 7.37 7.30
PBV 2.27 4.01 3.72 2.06 3.52 3.44
BMI 7.31 9.04 8.45 7.09 8.14 7.30
BMF 9.09 11.4 10.7 8.91 11.1 10.4

Shallow breathing 20 BPM

CHROM 3.22 5.82 5.71l 3.50 6.41 6.42
PBV 3.63 6.49 6.30 2.73 4.29 4.20
BMI 6.13 8.97 8.46 6.09 9.14 8.50
BMF 8.06 10.5 10.1 8.27 10.8 10.3

Visible light Infrared
Breathing scenario Method r B MAE RMSE σ r B MAE RMSE σ

Overall

CHROM 0.962 0.971 1.74 2.67 2.61 0.936 0.961 2.27 3.96 3.88
PBV 0.957 0.973 1.99 2.92 2.85 0.983 0.985 1.55 2.57 2.49
BMI 0.875 0.904 3.65 5.21 4.85 0.880 0.914 3.55 4.83 4.46
BMF 0.862 0.897 4.47 5.90 5.59 0.859 0.893 4.53 6.05 5.73

3.4 Discussion

3.4.1 Guided breathing

• Constant breathing rate: At low respiratory rates, the breathing pattern,
and consequently the respiratory signal, is typically not sinusoidal, which
is an implicit assumption of our algorithm. This may lead to selecting of lo-
cal peaks and consequently erroneous instantaneous breathing rates. How-
ever, these low rates can still be clearly observed in the frequency spectra
obtained on longer time-windows, as can be observed from Fig. 3.6(b). For
normal breathing rates, high breath-to-breath accuracy is achieved, as can
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Figure 3.8: Both proposed rPPG-based methods show large agreement with the reference ECG-
derived respiratory signal. The snapshots on the right illustrate the four different viewpoint and
distances included in the NICU dataset.

Table 3.2: Results from spontaneous breathing scenarios recorded in a NICU under visible light con-
ditions.

Camera distance Method r B MAE RMSE σ

Close-view

CHROM 0.886 0.898 4.67 9.24 9.13
PBV 0.871 0.868 5.31 9.53 9.49
BMI 0.819 0.831 7.36 11.5 11.2
BMF 0.783 0.808 9.09 14.7 14.3

Wide-view

CHROM 0.869 0.890 4.76 9.49 9.29
PBV 0.855 0.861 5.46 9.72 9.77
BMI 0.814 0.827 7.43 11.7 11.3
BMF 0.776 0.813 9.17 14.8 14.4

Overall

CHROM 0.872 0.892 4.72 9.35 9.22
PBV 0.862 0.864 5.39 9.66 9.67
BMI 0.817 0.829 7.40 11.6 11.3
BMF 0.780 0.811 9.13 14.8 14.4

be observed from Fig. 3.7. At high breathing rates a modest reduction in
breath-to-breath accuracy is observed. This can be explained by the de-
creased amplitude of RIIVs at increased breathing rates [68].

• Responsiveness: A large benefit of RIIV-based methods compared to RIFV-
based methods is that short time-windows can be used to extract the res-
piratory signal, allowing to track rapid changes in breathing rate near-
continuously without the requirement to make any assumptions on the pe-
riodicity of the respiratory signal. Figures 3.6(b) and 3.6(c) demonstrate this
responsiveness of our method.
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Figure 3.9: Correlation and Bland-Altman plots for spontaneous breathing. The black lines in the
correlation plots indicate the linear relationship y=x.

• Apnea: During central apnea, when breathing movements disappear, the
intra-thoracic pressure variations that drive the circulatory variation syn-
chronously with respiration are gone. Although the rhythmic RIIV signal
disappears, there are fluctuations that can interfere with registration of res-
piration. Irregular fluctuations of low amplitude can be observed in the
peripheral venous pressure and RIIV signals during apnea as can be ob-
served in Fig. 3.6(d) [106]. During obstructive apnea, when the airway is
partly obstructed, an increase in the force of respiratory movements takes
place and RIIV is more prominent. This confirms the hypothesis that, simi-
lar to motion-based methods, respiratory effort is detected with RIIV-based
methods, and not the actual airflow or related modulations.

• Motion: Movement of the head causes intensity variations within the
tracked ROI, which are typically stronger than the RIIVs. Most earlier pro-
posed methods including the benchmark do not aim to suppress these dis-
tortions, but instead detect these to exclude them from the measurement.
As can be observed from Fig. 3.6(e), when applying the weights on the
normalized colour differences in the respiratory frequency band, it is possi-
ble to eliminate non-respiratory related intensity variations and accurately
extract the respiratory signal.

• Shallow breathing: Shallow breathing causes reduced intra-
thoracic/abdominal pressure variations compared to normal breathing,
and consequently also reduced RIIVs. As a consequence, it can be observed
from Fig. 3.6(f) that the breath-to-breath accuracy is decreased compared to
Fig. 3.6(a). However, the constant breathing rate of 20 min-1 is still clearly
detectable in the spectrogram and our method still clearly outperforms the
benchmark.
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3.4.2 Spontaneous breathing

Comparison in performance between the two camera distances shows that dis-
tance has no large influence. Only a modest decrease in performance is observed
for increased distance, 0.09 BPM, which is likely caused by the reduced number of
pixels per subregion, leading to a lower SNR. Compared to the guided breathing
scenarios, the performance is somewhat worse. This was expected for a number
of reasons: 1) RIIVs are reduced in supine position compared to sitting position
[87], 2) the variability in both breathing rate and amplitude are much higher, and
3) the ground-truth used for evaluation is derived from ECG which suffers from
motion-artifacts itself, as can be observed from Fig. 3.8. Consequently, not all
peaks can be accurately identified. It should also be mentioned that we evalu-
ate our algorithm based on individual breath-intervals without post-processing,
whereas many other algorithm, e.g. the RRoxi algorithm of Addison et al. [6],
use long time-windows and may additionally average over previous estimates to
arrive at a breathing rate. This may yield a smaller error, but rapid changes in
breathing rate cannot be tracked and the potentially dangerous events of apnea
may not be detected.

Overall, we consider the results promising for a future transition to remote
monitoring of respiration. However, all results for guided breathing are obtained
on young, healthy subjects. Since the neonatal study is limited, extensive val-
idation on subjects suffering possible health issues is needed to proof clinical
validity of our method. A potential improvement can be identified in a hy-
brid system, where our rPPG-based method is combined with a motion-based
method. This may eliminate the major limitations of the individual approaches;
the requirement of visible skin for our method, and the requirement of visible
chest/abdomen for motion-based methods.

3.5 Conclusion

We have demonstrated that respiration can be detected with a camera in both
visible and dark lighting conditions by using the close similarity between pulse
and respiration induced colour variations of the skin. The proposed method has
been thoroughly evaluated using 52 challenging videos containing both seated
adults performing guided breathing, and neonates in a supine position breathing
spontaneously. For guided breathing, all typical respiratory rates in the range of
10-40 breaths/min can be detected, even when the changes in rate are rapid and
transient. Furthermore, respiration can be detected during head movements and
also potentially dangerous breath-holding events, e.g. during central apnea, can
be clearly identified. Overall, the mean absolute error for guided breathing sce-
narios is 1.74 BPM and 2.27 BPM in visible light and infrared, respectively, com-
pared to 3.55 BPM and 3.65 BPM for the best-performing benchmark algorithm.
For spontaneous breathing, the breathing rate can be detected with an error of
4.72 BPM compared to 7.40 BPM for the benchmark. This result demonstrates an
important step towards a non-contact alternative for the commonly used contact
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sensor(s), which may lead to trauma of the fragile skin of neonates. Our pro-
posed method showed a large improvement to earlier PPG-based methods for
respiration monitoring.



Chapter 4

Camera-based pulse-oximetry

Abstract

Finger-oximeters are ubiquitously used for patient monitoring in hospitals
worldwide. Recently, remote measurement of peripheral arterial blood oxygena-
tion (SpO2) with a camera has been demonstrated. Both contact and remote
measurements, however, require the subject to remain static for accurate SpO2
values. This is due to the use of the common ratio-of-ratios measurement prin-
ciple that measures the relative pulsatility at different wavelengths. Since the
amplitudes are small, they are easily corrupted by motion-induced variations.
We introduce a new principle that allows accurate remote measurements even
during significant subject motion. We demonstrate the main advantage of the
principle, i.e. that the optimal signature remains the same even when the SNR of
the PPG signal drops significantly due to motion or limited measurement area.
The evaluation uses recordings with breath-holding events, which induce hy-
poxemia in healthy moving subjects. The events lead to clinically relevant SpO2
levels in the range 80-100%. The new principle is shown to greatly outperform
current remote ratio-of-ratios based methods. The mean-absolute SpO2-error
(MAE) is about 2 percentage-points during head movements, where the bench-
mark method shows a MAE of 24 percentage-points.

This chapter is based on
M. Van Gastel, S. Stuijk, and G. De Haan. New principle for measuring arterial
blood oxygenation, enabling motion-robust remote monitoring. Scientific Reports,
6:38609, 2016



66 Chapter 4. Camera-based pulse-oximetry

4.1 Introduction

Arterial blood oxygen saturation (SaO2) is defined as the fraction of oxygen-
saturated hemoglobin relative to total hemoglobin in the arterial blood and as
such may indicate a patient’s oxygenation status. This vital parameter is used in
clinical practice for early detection of hypoxemia and is e.g. monitored during
anesthesia. Nowadays, pulse oximetry is the method of choice in clinical prac-
tice and ubiquitously applied in hospitals to estimate SaO2 optically from the
cardiac-induced absorption variations of the skin (SpO2). Although this ex-vivo
measurement is much more comfortable for the patient compared to the earlier
used in-vitro methods, the sensor does require contact to the skin, which may
lead to skin irritation and discomfort. For the very sensitive preterm infants, the
risk of not monitoring is sometimes preferred over the certain trauma caused by
contact sensors [40]. This is a serious problem, for which remote monitoring, us-
ing cameras, has been recently attempted. However, the current techniques are
extremely sensitive to subject movements, which limits their application to im-
mobilized patients. This article introduces a new principle that is significantly
less affected by noise, which makes it the first method that can measure SpO2
remotely during significant subject motion. In the remainder of this introduction
we shall discuss related work, and introduce the essence of our new proposal.

Before the emerge of camera-based monitoring methods, early measurement
techniques relied on analysis of arterial blood collected anaerobically from an in-
dwelling arterial catheter or arterial puncture. These techniques do not provide
immediate or continuous data. Pulse oximetry, introduced in the early 1980s by
Aoyagi et al. [11], is a technique for simultaneously assessment of pulse rate
and oxygen saturation levels, and has rapidly gained popularity because of its
low-cost, simplicity and practicality. It allows a non-invasive and continuous
measurement of arterial blood oxygen saturation, SpO2. Pulse oximetry is based
on the technique of photoplethysmography (PPG), which measures variations in
blood volume optically. Applications of PPG include monitoring of pulse and
respiratory rate, blood pressure and cardiac output [10]. Typically, light-emitting
diodes (LEDs) with two distinct wavelengths are attached to the skin and are al-
ternately energized. The light transmitted through or reflected from the skin is
captured by a photo-detector, resulting in two PPG waveforms. Based on the dif-
ferent light absorption spectra for oxygenated and deoxygenated haemoglobin,
a relationship can be established between the pulsatile signal strength in the two
wavelength channels and the SpO2-level.

To provide a solution for subjects with an extremely sensitive skin, e.g.
preterm infants [39], the possibility of camera-based PPG measurement has
been considered. This technique is referred to as remote PPG (rPPG). Most
rPPG research focused on robust extraction of the cardiac pulse signal to mea-
sure pulse rate or derived features, e.g. pulse rate variability (PRV). However,
camera-based SpO2 measurement has also been attempted in the last few years
[169, 62, 108, 130, 73, 74, 80, 142, 53, 12, 92]. Besides the advantage that a cam-
era does not require direct skin contact, it has the potential to be more robust
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by exploiting the spatial redundancy of the camera sensor, which is not possible
with the single-spot measurement of a contact sensor. However, the lower SNR
of the reflected light renders rPPG methods more susceptible to noise as com-
pared to PPG methods. Furthermore, the calibration of camera-based SpO2 is
not trivial because of the fundamental difference between the geometries of the
conventional contact source-detector and the contact-less illumination-detection;
whereas the former geometry collects light that has travelled through relatively
deep vasculature [93], the latter predominantly collects light that has travelled
through much shallower tissue depths over much smaller distances [41]. Cur-
rently, it is not known whether the PPG signal measured in the camera geom-
etry stems mostly from the deeper arterioles or also (partly) from the shallow
capillaries. In fact, there is some controversy on whether the PPG signal stems
directly from blood volume changes at all [45, 71, 103]. Kamshilin et al. [71] chal-
lenged the widely believed presumption that the pulsatile variations of the light
absorption are mainly caused by arterial blood-volume pulsations and presented
a new interpretation of remote PPG to explain their experimental observations
of strongly pulsatile counter-phase PPG waveforms, which were detected as lo-
cal hotspots in the amplitude and phase maps at the wrist. They proposed a new
model of light interaction with biological tissue in-vivo in which pulse oscillations
of arterial transmural pressure mechanically deform the connective-tissue com-
ponents of the dermis resulting in periodical changes of both the light absorption
and scattering coefficient, which suggests that it is an indirect measurement of
arterial pressure variations. Moço et al. [103] showed however that for the ex-
planation of the strongly pulsatile counter-phase PPG waveforms a new physi-
ological model is not required. They performed experiments in skin covered by
opaque ink to prove that these effects find explanation in the motion pattern of
the skin; ballistocardiography (BCG). A thorough understanding about the ori-
gin of the remotely measured PPG waveform is important for pulse oximetry to
ensure that the cardiac-synchronous intensity variations can solely be related to
arterial blood volume variations and not to other physiological factors. In their
recent study, Verkruysse et al. [157] showed that the fundamental difference in
geometries of contact and non-contact methods does not harm the calibratibility
of camera-based SpO2; a calibration curve determined for a population of 24 in-
dividuals was validated on 40 individuals with various skin-tones. The camera-
based accuracy was found to be about ±3%, which is comparable to that of con-
ventional transmissive probes, and therefore proves its feasibility.

The potential to measure SpO2 with a camera was first mentioned by Wieringa
et al. [169], who investigated different wavelengths for rPPG, but did not show re-
sults on oxygen saturation due to poor SNR of the PPG waveforms. Humphreys
et al. [62] were the first to estimate oxygen saturation with a single camera us-
ing dual-wavelength near-infrared illumination, where the PPG waveforms are
obtained in transmissive mode. In [108], attempts have been made to relate RGB
signals to relative blood oxygen concentrations by performing Monte Carlo sim-
ulations of light transport. Scully et al. [130] showed the feasibility of using the
RGB camera of a mobile phone to measure oxygen saturation, although it requires
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the finger to be placed on the lens, similar to [92] where a setup consisting of two
RGB cameras is proposed with dual wavelength illumination, and [82] who claim
to be able to measure oxygen saturation with a smartphone camera without cali-
bration and independent of the hardware and skin characteristics. The desire for
non-contact camera-based methods was first addressed by Kong et al. [80], who
attached narrow-band optical filters to the cameras. They demonstrated the fea-
sibility to estimate SpO2 remotely with two monochrome cameras under ambient
light conditions, which has been further elaborated on by Tarassenko et al. [142]
by using the red and blue color channels of a single RGB camera. Another single
camera approach has been presented by Shao et al. [134], but instead of using
ambient light illumination, a trigger-controlled dual wavelength LED-array was
proposed to measure the PPG signal at different wavelengths with a monochro-
matic camera. Recently, efforts have been made to minimize the effects of noise
artifacts, which have a large influence on the accuracy of the described methods.
Bal et al. [12] proposed using a skin detector to only select skin pixels from the de-
tected face region, whereas Guazzi et al. [53] exploited the spatial redundancy of
the camera by pruning distorted regions based on signal quality and phase infor-
mation. All aforementioned methods are based on the principles of conventional
pulse oximetry, which determine the blood oxygenation levels from parameters
directly extracted from the PPG waveforms measured at two wavelengths. In
other words, the current methods measure relative pulsatility at different wave-
lengths. This makes them susceptible to noise and hence their robustness is lim-
ited. The accuracy is further influenced by the sensitivity of rPPG methods to
motion. None of the aforementioned methods has addressed this challenge lim-
iting their use for clinical practise.

We introduce a new principle that allows accurate measurement even dur-
ing significant subject motion. It is based on a recent technique [37] exploiting
an a priori signature of relative pulsatile amplitudes at different wavelengths
to extract the best quality pulse-signal from noisy data. Basically, we invert the
principle of robust pulse-extraction by searching for the signature that produces
the best pulse quality. This optimal signature then can be mapped to an SpO2-
reading. The large asset of our method compared to all current methods is that it
does not require clean PPG signals for accurate measurement, instead it utilizes
the fact that noise and motion artifacts affect the overall quality of the pulse sig-
nal, but not the optimal wavelength combination which minimizes distortions.
This optimal combination is shown to remain stable, even when the signals are
very noisy; results remain accurate with noise levels that can be 3 orders of mag-
nitude stronger than what the ratio-of-ratios method, used in conventional pulse
oximetry, allows. Additionally, the spatial redundancy of the camera is exploited
to further reduce the influence of artifacts on the measurement by using multi-
site measurements. This improvement is shown to be exclusively applicable to
the new principle, since the increased noise in the smaller sub-regions prohibit
current ratio-of-ratio methods to profit from such multi-site measurements.
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4.2 Methods

Conventional pulse oximetry estimates blood oxygen saturation levels by extract-
ing features from multiple PPG waveforms measured at different wavelengths.
The earlier proposed contact-less camera-based methods are based on a similar
principle, e.g. [53], and will therefore be used as benchmark for our method. This
section is organized as follows: 1) we will first concisely derive the principles of
conventional pulse oximetry and present the adaptations made for our bench-
mark algorithm to improve robustness to noise and motion artifacts, 2) explain
the robust pulse extraction method, and 3) present how we exploit this method
to measure SpO2 robustly.

4.2.1 Ratio-of-ratios method

Arterial blood oxygen saturation is defined as the ratio of oxyhaemoglobin
(HbO2) to total haemoglobin; the iron-containing protein which serves as the
oxygen-carrier in blood:

SpO2 =
[HbO2]

[Hb] + [HbO2]
× 100% =

CHbO2

CHb + CHbO2

× 100%, (4.1)

where CHbO2 , CHb are the concentrations of oxyhaemoglobin and deoxy-
haemoglobin, respectively. The theory of conventional pulse oximetry has been
described in several publications [11, 96, 173] and is referred to as the “ratio-of-
ratios" method. Let us now derive this method which is used as benchmark and
will later be used to explain our method. Pulse oximetry measures SpO2 non-
invasively and continuously by applying spectroscopic techniques and the Beer-
Lambert law, which describes the transmission of light through a material as a
function of incident light intensity (I0), extinction coefficient (ε(λ)), path length
of the light (l), and concentration of the substance (C):

I = I0e−ε(λ)Cl . (4.2)

Figure 4.1 shows the electromagnetic radiation extinction spectra for oxy-
genated and deoxygenated haemoglobin in the visible and near-infrared regions
of the light spectrum. As can be observed, deoxygenated haemoglobin absorbs
more red light in contrast to oxygenated haemoglobin, which absorbs more in-
frared light, for λ > 800 nm. By comparing the optical extinction at these
two regions of the light spectrum, a pulse oximeter can distinguish between
the two haemoglobin species. Typical wavelengths of pulse oximeters are 660
and 940 nm, and are selected based on locations in the spectra where relatively
large extinction coefficient differences between the two haemoglobin species are
present. When the light is emitted through a peripheral site, there are many tis-
sues with different path lengths, concentrations and extinction coefficients con-
tributing to the light attenuation. The Beer-Lambert law, Equation 4.2, can be split
into three components: attenuation due to arterial Hb, attenuation due to arterial
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Figure 4.1: Left: Optical extinction spectra of oxygenated haemoglobin (HbO2) and deoxygenated
haemoglobin (Hb) [122]. Right: The relative PPG amplitude spectra for 60% and 100% SpO2.

HbO2, and attenuation due to other tissues. Their contributions to the overall
light extinction are assumed to be additive:

Iv = I0e−εtissueCtissue ltissue−[εHbCHb+εHbO2
CHbO2

]lb , (4.3)

where lb is the path length through the arterial blood, and ltissue is the path length
through other tissues. This equation applies between pulses of arterial blood, i.e.,
at the valley of the PPG waveform (Iv).

Pulse oximetry uses the pulsatile nature of arterial blood to isolate the Hb and
HbO2 terms. When an arterial blood pulse enters the peripheral site, the arteries
dilate and the path length through the arterial blood changes slightly (∆l). For the
light attenuation at the peak of the arterial pulse (Ip), a second light absorption
equation can be set up:

Ip = I0e−εtissueCtissue ltissue−[εHbCHb+εHbO2
CHbO2

](lb+∆l). (4.4)

The Hb and HbO2 terms can now by isolated by dividing Equation 4.4 by Equa-
tion 4.3:

ln(Ip/Iv) = [εHbCHb + εHbO2 CHbO2 ]∆l, (4.5)

whereby the effects of other tissues and the power of the incident light are can-
celled out. This expression depends on the path length difference ∆l, which is
unknown. A new equation can be established by changing the incident wave-
length. By examining Equation 4.5 for two different wavelengths, λ1 and λ2, and
taking the ratio, its dependence on ∆l can be eliminated assuming an equal path
length through the arterial blood for both wavelengths:
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R =
ln(Ip/Iv)λ1

ln(Ip/Iv)λ2

=
[εHb(λ1)CHb + εHbO2(λ1)CHbO2 ]∆l
[εHb(λ2)CHb + εHbO2(λ2)CHbO2 ]∆l

. (4.6)

By using Equation 4.1, Equation 4.6 can be expressed as:

R =
εHb(λ1) + [εHbO2(λ1)− εHb(λ1)]SpO2

εHb(λ2) + [εHbO2(λ2)− εHb(λ2)]SpO2
. (4.7)

In this form the ratio R is not a function of the optical path length and can be
derived from the arterial oxygen saturation instead of the concentration of the
haemoglobins in the blood. Finally, Equation 4.7 can be rewritten in a form where
SpO2 is a function of the ratio R:

SpO2 =
εHb(λ1)− εHb(λ2)R

εHb(λ1)− εHbO2(λ1) + [εHbO2(λ2)− εHb(λ2)]R
, (4.8)

where the values ε at a specific wavelength can be read from Fig. 4.1. In practice,
however, the values of R are often mapped to SpO2 values using empirical cali-
bration since manufacturing tolerances in the illumination cause the oxygenation
value to vary, and additionally Beer-Lambert law does not take into account the
wavelength-dependent effect of scattering:

SpO2 = α + βR, with R =
ln(Ip/Iv)λ1

ln(Ip/Iv)λ2

≈
ACλ1 /DCλ1

ACλ2 /DCλ2

, (4.9)

where the calibration coefficients α and β are determined by regression or se-
lected from a look-up table based on calibration curves, and AC/DC indicate
the pulsatile and non-pulsatile components of the PPG waveform, respectively.
This approximation of R derived from the original formulation 4.6 holds, since
the differences between peak and trough values in the signals are typically very
small. Essentially, ratios-of-ratios measures relative pulsatility at two different
wavelengths and maps the ratio of both to an SpO2 value.

Despite the straightforward relation between R and SpO2, there is no unam-
biguous method for the estimation of the AC and DC components of the PPG
waveforms. Typically, the AC component is determined by calculating the peak-
to-valley amplitudes of the PPG waveform, indicating the intensity difference
between systolic and diastolic phase of the cardiac cycle, whereas the DC compo-
nent is typically determined as the average of these peak and valley values. This
approach performs satisfactorily when the PPG waveforms are not distorted by
noise and motion artifacts. However, the signal-to-noise ratio (SNR) of camera-
based PPG signals is much lower compared to those obtained by contact PPG.
Therefore, we seek to minimize the distortions which pollute the measurement
similar to the proposed camera-based methods described in the introduction Sec-
tion, and use this method as benchmark algorithm for our analysis. First, the
blind source separation technique Independent Component Analysis (ICA) is
performed on the temporally-normalized traces of all three color channels. Sim-
ilar to [121], the component with the largest energy peak in the heart rate band
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of the frequency spectrum is selected as pulse signal, ~̂S, and the corresponding
energy peak as pulse rate:

~̂S = argmax
1≤j≤c

max
f∈[ f1, f2]

F (~Sj)�F (~Sj)
∗, P̂(t) = argmax

f∈[ f1, f2]

F (~̂S)�F (~̂S)∗, (4.10)

where c indicates the number of independent components, F is the Fourier trans-
form, and f1, f2 are the minimum and maximum plausible pulse rates respec-
tively, typically set at [0.8,4] Hz for adults. The estimated pulse rate, P̂, is used
for the design of the narrow-band adaptive bandpass filter, which eliminates all
frequencies not associated with the cardiac pulse signal. The AC components are
consequently estimated by calculating the median of the time-domain detected
peak-valleys values of the filtered signals within the time-window, whereas the
DC components are estimated by taking the median of the low-pass filtered sig-
nals, with a cut-off frequency of 0.05 Hz. From the original three wavelengths,
the two wavelengths with the largest contrast, e.g. the wavelengths which have
the largest absorbance differences between Hb and HbO2, are typically selected
for the calculation of SpO2. The calibration coefficients α and β are determined
by performing linear regression on all static sequences from all subjects, and are
therefore not patient specific. We applied the same calibrations coefficients on all
sequences and subjects based on the findings of the recent calibration study of
Verkruysse et al.[157]. For the multi-site measurements, the RR method uses fea-
tures similar to the ones presented in the Framework section to prune distorted
sub-regions. However, instead of calculating an average pulse-signal from the
non-pruned sub-regions, the AC and DC components are determined by calcu-
lating the mean of the AC and DC components from the non-pruned sub-regions.

4.2.2 PBV method

Current research in the field of remote PPG mainly focusses on extracting the car-
diac pulse signal in the presence of motion and noise artifacts. Recently, de Haan
et al. [37] presented a method, the “PBV-method", which uses the unique ‘signa-
ture’ of the blood volume pulse signal. An interesting property of this method is
that it utilizes the different relative pulsatile amplitudes in the color channels to
differentiate between intensity variations induced by blood volume changes and
variations which are not related to these. Since SpO2 affects the pulsatile ampli-
tudes of the color channels, this can be exploited to measure blood oxygenation
values as will be shown later. We will first summarize the PBV method, and con-
sequently explain how this method can be adapted to measure SpO2 in the next
Section.

De Haan et al. showed that the minute optical absorption changes caused by
blood volume variations in the skin occur along a very specific vector in a nor-
malized RGB-space. This unique blood volume ‘signature’ enables robust rPPG
pulse extraction that minimizes the contribution to the pulse-signal of color vari-
ations with other signatures. Compared to the motion robust chrominance-based
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pulse-extraction method by de Haan et al. [36], no assumptions about the distor-
tion signals have to be made. Instead, the known relative pulsatile amplitudes
~Pbv in the mean-centered normalized color channels are employed to discrimi-
nate between the pulse-signal and distortions.

We assume that the pulse-signal ~S can be constructed as a linear combination
of the three normalized color channels:

~S = ~WCN, (4.11)

where ~W, dimensions 1 x 3, is the weighting matrix with ~W~WT = 1, and CN has
dimensions 3 x N, where N indicates the number of samples in the time-window.

Since the relative pulsatile amplitudes in the color channels of the camera are
known based on physiology and optics, the aim is to find the weights, ~W, that
construct the pulse-signal ~S, for which the correlation with the normalized color
channels equals ~Pbv:

~SCT
N = k~Pbv ⇔ ~WPBVCNCT

N = k~Pbv, (4.12)

and therefore the weights ~WPBV can be calculated using:

~WPBV = k~PbvQ−1 with Q = CNCT
N, (4.13)

where scalar k is chosen to ensure that ~WPBV is normalized in `2-norm sense. To
employ the PBV-method and extract the cardiac pulse-signal, the relative pul-
satile amplitudes of the channels, compiled in the normalized blood volume
pulse vector ~Pbv, have to be known.

Let us summarize the prediction of the pulse vector from physiology and op-
tics following [37]. The relative, AC/DC, PPG amplitude as function of the wave-
length λ has been modeled by Hülsbusch [61]. Corral [35] measured the absolute, i.e.
AC, PPG spectrum using a tungsten-halogen lamp as illumination, which emits
radiation in both the visible and NIR section of the light spectrum. The relative
PPG can be related to the absolute PPG by:

PPG(λ) = ρs(λ)Ih(λ)RPPG(λ), (4.14)

since the light-source and the skin determine the baseline component of the abso-
lute PPG spectrum. Here ρs(λ) and Ih(λ) represent the skin reflectance spectrum
and the emission spectrum of the tungsten-halogen illumination, respectively.
The relative pulsatile amplitudes in the three channels of a camera, described by
the blood volume pulse vector ~Pbv, is given by:
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Figure 4.2: Illustration of the ability of the PBV method to suppress non-cardiac related distortions
present in the PPG signals. (Left) artifact-polluted PPG signals with corresponding spectra where the
distortions are dominant in energy compared to the pulse signal. (Right) the resulting pulse signal
and corresponding spectrum after applying PBV. The black dash-dotted lines indicate the pulse rate.

~Pbv =



∫ 1000
λ=400 HC1(λ)

I(λ)
Ih(λ)

PPG(λ)dλ∫ 1000
λ=400 HC1(λ)

I(λ)
Ih(λ)

ρs(λ)dλ∫ 1000
λ=400 HC2(λ)

I(λ)
Ih(λ)

PPG(λ)dλ∫ 1000
λ=400 HC2(λ)

I(λ)
Ih(λ)

ρs(λ)dλ∫ 1000
λ=400 HC3(λ)

I(λ)
Ih(λ)

PPG(λ)dλ∫ 1000
λ=400 HC3(λ)

I(λ)
Ih(λ)

ρs(λ)dλ


. (4.15)

Here HC1,C2,C3 are the responses of the three channels, respectively, and I(λ) is
the spectrum of the illuminant. De Haan et al. demonstrated the robustness of the
method for fitness applications in visible light with a regular RGB camera, which
we later extended for applications in infrared [148]. An example to illustrate the
ability of the PBV method to suppress distortions present in the PPG signals is
displayed in Fig.4.2.

4.2.3 Adaptive PBV method

Up to now, we considered ~Pbv to be static. However, as can be observed from
Equation 4.15, ~Pbv is partly determined by the PPG amplitude spectrum. Dif-
ferent blood oxygen values reflect different mixtures of the absorption spectra
of HbO2 and Hb, leading to different PPG amplitude spectra. The PPG spec-
tra for 60 and 100 percent SpO2 are visualized in Fig. 4.1. As can be observed
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Figure 4.3: Illustrative example to demonstrate the principle of the adaptive PBV method. Synthetic
data with added noise (npulse= 2 · 10−3, nnoise= 1 · 10−2) is generated to simulate a slow, linear, de-
saturation event with oxygenation levels in the range 60− 100% and a constant pulse rate of 70 BPM.
Within this range, nine PBV vectors are uniformly sampled (1=100%, 9=60%). It can be observed from
the spectrograms and the PBV indices (red), that the PBV vector corresponding with the pulse signal
with the highest SNR, can be mapped to the correct oxygenation level. The PBV indices (red) indicate
the PBV vector with the highest SNR for each time-window of 8 seconds.

from this figure, the PPG amplitude increases for λ < 800 nm in the near-infrared
part of the light spectrum when SpO2 decreases, whereas the opposite holds for
λ > 800 nm. Consequently, the values of the ‘signature’ ~Pbv vector change for
different blood oxygenation levels. Our method exploits this observation by ap-
plying a collection of ~Pbv vectors, each corresponding to a specific SpO2 value.
The values of ~Pbv can be determined by Equation 4.15, where the PPG amplitude
spectrum, PPG(λ), is the only SpO2-dependent term. Since the PPG spectrum is
partly determined by a linear mixture of the spectra of oxygenated and deoxy-
genated haemoglobin, the collection of examined ~Pbv vectors can be expressed
as:

~Pe
bv = ~Ps

bv + α~Pu
bv, (4.16)

where ~Pe
bv is the examined vector, ~Ps

bv is the static vector corresponding with
100 percent SpO2, α indicates the gain factor and ~Pu

bv the update vector, which de-
scribes the ratio of amplitude changes for decreasing SpO2 in the different chan-
nels. As can be observed from Equation 4.15, the values of Equation 4.16 depend
on the selected wavelengths and the optical characteristics of the camera, where
the PPG amplitude spectrum can be linearly interpolated within a clinically rele-
vant range of blood oxygenation levels, as visualized in Fig. 4.1. As elaborated in
the previous paragraph, the PBV method calculates the weights ~WPBV for which
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the correlation between ~S and CN equals the blood volume pulse ‘signature’ ~Pbv.
When the relative pulsatile amplitudes of the color channels do not match ~Pbv,
the method will mix in noise to ensure that the correlation between the pulse sig-
nal ~S and the normalized color channels CN equals ~Pbv as has been mentioned
in [37]. Consequently, the quality of the resulting pulse signal reduces when ~Pbv
deviates from the correct vector. Since we can calculate ~Pbv for different blood
oxygenation levels, the vector which provides the pulse signal with the highest
SNR describes the data best, and can consequently be related back to an SpO2
value. An illustrative example of this principle on synthetic data is displayed in
Fig. 4.3.

Essentially, this proposed method inverts the process of measuring SpO2 com-
pared to the conventional ratio-of-ratios principle; whereas the ratio-of-ratios
principle estimates SpO2 from features of the PPG waveforms of the individual
wavelengths, our proposed method examines a collection of ‘signatures’ of oxy-
genation levels, and determines SpO2 from the signature which describes data
best, based on the quality of the pulse signals. This has the advantage that arti-
facts present in the PPG waveforms, such as motion and noise, can be eliminated,
which is the main cause of erroneousness measurements in conventional pulse-
oximetry. Moreover, we are much less dependent on the overall quality of pulse
signal because the optimal signature remains stable, even when the pulse signal
itself is very noisy. However, a requirement for the method is a correct deter-
mination of the pulse-frequency, which is necessary to identify the differences in
pulse quality for different ~Pbv vectors. In the next section we will describe how
this “adaptive PBV method" (APBV) is incorporated in the general framework,
which additionally exploited the spatial redundancy of the camera, i.e. multi-site
measurements robustly combined in a single value, to further improve robust-
ness.

4.2.4 Framework

The proposed framework is visualized in Fig. 4.4 and can be divided into four
operations: 1) RoI tracking, 2) pulse extraction, 3) feature calculation , and 4) PBV
selection. We will now discuss each operation separately.

• ROI Tracking: The Region of Interest (RoI) comprising skin area is manually
initialized in the first frame and tracked over time using the CSK algorithm
of Henriques et al. [56], similar to our earlier study [148]. To exploit the
spatial redundancy of the camera sensor, the rectangular RoI is divided into
M equally sized sub-regions for which the spatial average is calculated. By
concatenating these values over time for each sub-region and wavelength,
traces are constructed, which are consequently used to extract the pulse
signals in the next processing step.

• Pulse extraction: The traces of the spatial averages are mean-centered nor-
malized Ĉi = Ci/µ(Ci) − 1 within a time-window of length L (default
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Figure 4.4: The four operations in the proposed framework: 1) the selected ROI (forehead) is tracked
over time and divided into rectangular sub-regions for which the spatial average is calculated, 2) the
pulse signal is calculated for a collection of PBV vectors each reflecting a oxygen saturation level, 3)
spatiotemporal features are calculated from the pulse signals to prune distorted regions, and 4) the
PBV vector is selected from the pulse signals of the non-pruned regions.

L = 150, 10 seconds) to remove the DC component, and are stored in a ma-
trix C with dimension M× L× 3. From these normalized traces, pulse sig-
nals are calculated for all NP examined ~Pbv vectors and all M sub-regions,
and are stored in the matrix S of dimension M× L.

• Feature Calculation: Within the selected RoI, not all sub-regions have simi-
lar pulse quality, e.g. they contain non-skin pixels or suffer from local mo-
tion distortions. To minimize the effects of these sub-regions in the next,
crucial SpO2 estimation step, a quality measure for each sub-region is cal-
culated to prune distorted regions. This quality measure, Q, consists of two
spatiotemporal features: 1) cross-spectral signal-to-noise ratio (SNR), and
2) spectral peak correspondence:

1) Cross-spectral signal-to-noise ratio (SNR): The spectrum of a clean pulse
signal consists of peak at the pulse frequency and multiple smaller peaks at
the locations of the harmonics. A common metric to express the quality of a
signal is the signal-to-noise ratio (SNR), which expresses the ratio between
the spectral energy of the fundamental frequency and other components
present in the spectrum. Our SNR metric is similar to the one proposed by
[36], and can be expressed as:

SNRp
ij =

∑
f2
f= f1

Fij( f )U( f )

∑
f2
f= f1

(1− Fij( f )U( f ))
, with Fij = |F (~Sp

i )| � |F (~Sp
j )|, (4.17)

where U is a binary template centered around the pulse peak location and
its harmonics, � indicates element-wise multiplication, i, j are sub-region
indices, and 1 ≤ p ≤ NP. The peak location is determined by selecting
the peak of the histogram where the histogram is taken over the location
of the peak frequency in each of the NP ×M pulse signals. Different from
[36], not only the SNRs of each individual sub-region are calculated, but
also the SNRs of all sub-region combinations are calculated, closely related
to spectral coherence. These cross-spectral SNR values express the spec-
tral correlation of the sub-regions, and are consequently normalized in the



78 Chapter 4. Camera-based pulse-oximetry

range [0,1]: SNR = SNR
max
p∈NP

max
i,j∈M

(SNRp
ij)

.

2) Spectral peak correspondence: The pulse rate is expected to be similar
for all sub-regions within the selected RoI, resulting a similar frequency
peaks. Regions with a distorted pulse signal are likely to have a frequency
peak different from the pulse frequency. This deviation can be expressed by
calculating the spectral peak differences of all sub-region combinations:

Cp
ij = |Li − Lj|, with Lp

i = argmax
f∈[ f1, f2]

|F (~Sp
i )| and Lp

j = argmax
f∈[ f1, f2]

|F (~Sp
j )|,

(4.18)
where f1, f2 are similar compared to the SNR calculations. The scores Cp

ij

are again normalized in the range [0,1]: C = 1− C
max
p∈NP

max
i,j∈M

(Cp
ij)

.

The final quality measure Q is defined as the element-wise multiplication
of the normalized SNR and peak correspondence scores: Q = SNR�C. A
visualization of the features is displayed in Fig. 4.5 for different scenarios,
with NP = 9 and M = 30.

Figure 4.5: Visualization of the features and quality measure for different scenarios with nine PBV
vectors uniformly sampled in the range 60-100 SpO2, where PBV 1 corresponds to 100% and PBV 9
to 60% SpO2. This quality measure calculated for each sub-region is used to prune sub-regions with
low SNR, which could corrupt the SpO2 measurements.

• PBV Selection: By adding the row-elements of Q, a quality measure for
each sub-region is obtained, ~Qs, which is used to prune possibly distorted

regions: ~Qs
i =

NP
∑

p=1
(

M
∑

j=1
(Q)i,j)

M·NP
. Sub-regions with a quality measure smaller than
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kµ( ~Qs) are pruned (default k = 1). After pruning the distorted sub-regions,
a single pulse signal is calculated for each pulse vector p by taking the mean
of the pulse traces from the remaining sub-regions. From the NP pulse sig-
nals, the pulse signal with the highest SNR is selected and its corresponding
~Pbv can be related back to an SpO2 value, as explained in the description of
the APBV method.

Finally, the estimated SpO2 values are low-pass filtered using a five-point
moving average filter.

4.2.5 Study

The study has been approved by the Philips Institutional Review Board (Internal
Committee on Biomedical Experiments) before experimentation. All experiments
were carried out in accordance with the ethical standards laid down in the 1964
Declaration of Helsinki. Informed consent was obtained for each test subject.
The experimental setup of all recordings consisted of three identical monochrome
cameras, type Manta of Allied Vision Technologies GmbH, which captured the
scene simultaneously at a frame rate of 15 FPS, with a resolution of 968× 728 pix-
els and with 8 bits depth. The cameras have 25 mm lenses with different optical
filters mounted to them, each capturing a specific part of the light spectrum. For
our benchmark dataset optical filters with a center-wavelengths of 760, 800 and
840 nm were used. The reasoning for this wavelength selection is twofold: 1) the
clinical desire to measure SpO2 in full darkness, e.g. during sleep in a hospital
setting, and 2) the wavelengths are spectrally sufficiently spaced to provide con-
trast necessary for robustness, while remaining within the spectral sensitivity of
the camera sensor. The corresponding pulse vectors for this wavelength combi-
nation are: ~Ps

bv = [0.43, 0.57, 0.70] and ~Pu
bv = [1, 0,−0.4]. More details about these

vectors and how they can be used to measure SpO2 can be found in the Methods
section. Since the three monochrome cameras have slightly different viewpoints
because of their physical spacing, the frames are aligned using an affine transfor-
mation to ensure that the pixel locations are coinciding for the different channels.
For reference, a finger pulse-oximeter has been attached to the index finger of the
subject. This data is synchronized with the camera frames.

4.3 Results

The experimental results can be categorized into two sections. The first section
consists of quantitative noise sensitivity results. A 4 minutes recording without
subject motion containing a rapid desaturation event has been selected, where
multiplicative random noise with different noise levels has been added to the
recording to verify the robustness of the method, both with and without exploit-
ing multi-site measurements. The second section presents the results from a self-
created dataset of healthy subjects with various skin-tones, who perform head
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movements to verify motion robustness.
The performance of the algorithms is evaluated with three different metrics:

1) Mean Absolute Error (MAE), 2) Root Mean Squared Error (RMSE) and 3) stan-
dard deviation (STD):

MAE =
∑N

j=1 |SpOest
2 (j)− SpOre f

2 (j)|
N

RMSE =

√
∑N

j=1(SpOest
2 (j)− SpOre f

2 (j))2

N
,

where N indicates the number of evaluated samples. Additionally, correlation
and Bland-Altman analysis have been performed. Our method, entitled adaptive
PBV (APBV), is benchmarked against a ratio-of-ratios-based (RR) algorithm,
in line with the earlier proposed camera-based methods. This benchmark
algorithm is extensively described in the Methods section, and is calculated with
the 760 and 840 nm PPG waveforms. The SpO2 values have been estimated on
time-windows with a duration of 10 seconds, with a step-size of 1 second.

Noise sensitivity analysis

As indicated in the introduction, motion and noise artifacts have a large influence
on the performance of conventional pulse-oximeters. Earlier proposed camera-
based methods suffer from the same limitation. To verify the sensitivity of our
method to these artifacts, a recording with a duration of 4 minutes has been se-
lected which includes breath-holding after 1 minute to induce a hypoxemic event,
resulting in a dip in oxygen saturation of more than 10 percentage-points (PP).
The recording was made under incandescent lighting conditions, providing ho-
mogeneous illumination of the skin area. Incandescent light was used because
of its continuous emission spectrum for both visible and infrared wavelengths.
However, we only use invisible portions of the emitted spectrum, and conse-
quently the light source can be replaced with nearly invisible LEDs. By evalu-
ating the performance of our method for different noise levels, the accuracy of
our method can be measured and compared with the benchmark algorithm. The
noise-adding process is defined as:

Ĉi(~x, t) = Ci(~x, t)(1 + η), (4.19)

where Ĉi(~x, t) identifies the value of the pixel at location ~x and time t for
wavelength i, and η indicates the zero-mean random Gaussian noise term added
to the spatial average of each sub-region at time t. The resulting multiplicative
noise is similar to the distortions caused by intensity variations, typically seen
during motion. An advantage of using a camera compared to a contact probe is
that it allows multi-site measurements.

Regions with a distorted signal within the selected Region of Interest (RoI)
which pollute the measurement can be pruned when exploiting this spatial
redundancy. To individually assess the gain in performance of our principle and
the contribution of using multi-site measurements, we first perform the analysis
on the single-site measurement of the entire RoI, which is subsequently repeated
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Figure 4.6: Results of the noise sensitivity analysis on a recording without motion including a hy-
poxemic event. We compare the performance of our method, both with two and three wavelengths,
with the benchmark RR method for different noise levels. The top row contains the results using a
single-site measurement, the bottom row that of using multi-site measurements.
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Figure 4.7: Noise sensitivity results after adding multiplicative Gaussian distributed random noise to
a stationary sequence with a breath-holding event, whose start is indicated with the dotted line. It
can be observed that the proposed method is much less sensitive to noise compared to the standard
ratio-of-ratios (RR) method, and three wavelengths yield better robustness compared to two.

using multi-site measurements, where the RoI is divided into equally-sized
sub-regions. The details how we exploit the spatial redundancy are described in
the Methods section. Figure 4.6 contains the statistical results of the analysis.

The results show that the APBV method profits from multi-site mea-
surements, in contrast to the RR method, which even shows a decrease in
performance. This can be explained by the reduced SNR of the sub-regions
compared to the SNR of the entire ROI. Our method is not much affected by
noise in the individual PPG waveforms since the algorithm searches for the
signature that provides the best SNR, even though it may be quite low. However,
the performance of the RR method is highly affected by the signal quality.
Averaging over more skin pixels improves signal quality and hence improves
the accuracy of the RR method.

Our method requires at least two wavelengths. However, when using
two instead of three wavelengths as used in the original formulation [37], one
loses dimensionality to suppress distortions, which will negatively impact
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Method S/M λ MAE RMSE STD
APBV S 2 4.73 5.67 3.74
APBV S 3 2.57 2.83 1.90
APBV M 2 4.44 5.38 3.57
APBV M 3 1.20 1.52 0.83
RR S 2 10.9 12.8 3.96
RR M 2 13.6 15.3 4.87
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Figure 4.8: Results on a 9 minutes motion sequence including two hypoxemic events (indicated with
dotted lines). We compare the performance of our method, both with two and three wavelengths (λ),
with the benchmark RR method. Furthermore, we investigate the gain in performance when using
multi-site measurements (M-S) compared to a single-site measurement (S-S).

the performance of our method. To verify this hypothesis, we compared the
performance of our method for both two and three wavelengths, where the
two wavelengths are similar to the ones selected for the RR method. The
results show that the RR-based benchmark algorithm is able to accurately
estimate SpO2 for noise levels up to 0.006 when using a single-site measurement,
whereas the APBV method is capable to estimate SpO2 for noise levels higher
than 1, which indicates the large improvement in robustness of our method.
The clinically acceptable accuracy criterion is specified in the International
Standard for pulse-oximeter manufacture ISO 80601-2-61-2011, which requires
an accuracy of ≤4% error in the range 70 − 100% SpO2 [65]. Comparing the
results obtained with two and three wavelengths, confirms our hypothesis that
robustness decreases when reducing the number of wavelengths. Figure 4.7
provides a visual comparison for different noise levels when using multi-site
measurements for the APBV method and an average-site measurement for the
benchmark RR method, as these combinations provide the best results. These
results are obtained from a simulation of an ideal case, where motion causes
intensity-variations only. We expect the performance-drop to be more severe in
the real-life case where the noise may have a different character. To verify this
hypothesis, we repeated the previous analysis on a motion sequence. The results
of this analysis are presented in Fig. 4.8 and the protocol used is described in
Fig. 4.9. Real-life artifacts, like remaining parallax, tracking errors, specular
reflection, may additionally lead to more harmful color-distortions. The results
indeed show that the differences between the different evaluated variants have
increased, especially those between two and three wavelengths. Based on these
results, we decided to create our dataset with three wavelengths.

Breath-holding events with motion
The results from the noise analysis show that our proposed method outperforms
the benchmark algorithm in terms of robustness to multiplicative, random noise.
Additionally, we found from analysis on a motion sequence that our method prof-
its from multi-site measurements. To verify if this also holds on a broader pop-
ulation, we created a dataset where subjects were asked to perform continuous
quasi-periodic head movements, similar to the protocol of the previous Section.
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Figure 4.9: Overview of the protocol for the dataset of motion robust oxygen saturation measure-
ments.

A total number of 14 recordings were made of 4 healthy, non-smoking subjects
with different skin-types in the range II-V of the Fitzpatrick scale [46]. We had
to exclude 2 recordings from the dataset because one suffered from frame drops
during acquisition and for one other our motion-tracker could not deal with the
vigorous motion. An overview of the 9 minutes protocol is visualized in Fig. 4.9.
The subjects were asked to have their face focussed towards the cameras in front
of them. During the first four minutes of the recording, the subjects were asked
to keep their head stationary and hold their breath as long as possible starting
one minute after the beginning of the test. Between the fifth and eighth minute,
a second breath-holding event was timed similar to the first event, however the
subjects were now asked to move their head for four minutes with a combination
of translation and rotation movements. The last minute of the 9 minutes protocol
was stationary again with normal breathing. The duration of the entire dataset is
108 minutes with SpO2 values ranging between 80.2 and 100%.

In Fig. 4.10, the results of all four subjects, indicated I-IV, are displayed visu-
ally. Based on the noise sensitivity results, the APBV method is evaluated using
multi-site measurements, whereas the RR method uses single-site measurements.
It can be observed that both the benchmark RR method and our APBV method are
capable of estimating SpO2 during the static part of the sequence, when there is
no head motion. During the head movements in the second part of the sequence,
the RR method completely fails, whereas the APBV method is still able to esti-
mate SpO2, although accuracy decreased compared to the static part. The statis-
tical results are presented in Table 4.1. To quantify the difficulty of the sequences,
both the pulse amplitude and the average noise amplitude are calculated for each
subject, which are defined as the ratio of the pulsatile AC component and the sta-
tionary DC component. Here the AC component is determined by calculating
the standard deviation of the concatenated spatial mean values of the 800 nm
wavelength after filtering out the pulse frequency and its harmonics, and the DC
component is determined by the first component of the Fourier transform. Be-
sides amplitudes, also the range of pulse rates and motion frequencies present in
the dataset are added for each subject.

During the static part of the sequences, the estimated SpO2 of our APBV
method is within the clinically acceptable accuracy of≤ 4% for 96.6% of the time,
compared to 87.9% for the benchmark RR method. The inaccuracies in the static
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Figure 4.10: Performance results of the four (I-IV) subjects present in our dataset, where the dot-
ted lines indicate the beginning of the breath-holding events. It can be observed that the RR-based
method achieves satisfactory results in the first static part of the recordings, but completely fails in the
presence of motion artifacts. The proposed APBV method is capable to estimate SpO2 during motion,
although a decrease in accuracy can be identified compared to the static part.
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Figure 4.11: Correlation plots (left) and Bland-Altman analysis (right) of our method compared to
the benchmark method, which are split in static and motion sequences. The red and blue lines in the
correlation plots indicate the linear fit.
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Table 4.1: Statistical results on our benchmark dataset, whereby the sequences are split in a static and
motion part. For each subject the average pulse and noise (motion) amplitudes are included, together
with the range of frequencies of both expressed in beats/movements min-1.

Static Motion
APBV RR APBV RR

Subject Apulse fpulse Anoise fnoise MAE RMSE STD MAE RMSE STD MAE RMSE STD MAE RMSE STD

I 2.60·10−3 [51,88] 2.16·10−2 [12,131] 1.75 2.14 1.55 2.60 2.99 1.84 2.09 2.77 2.47 16.7 18.8 9.50
II 1.11·10−3 [49,74] 2.83·10−2 [9,98] 0.72 1.19 1.05 3.72 4.28 3.12 1.66 2.12 1.66 30.2 32.4 14.1
III 2.19·10−3 [64,87] 1.81·10−2 [15,107] 0.96 1.16 1.16 1.19 1.56 1.43 1.44 1.85 1.42 21.9 25.5 13.3
IV 2.27·10−3 [54,109] 3.43·10−2 [17,114] 1.40 1.73 1.19 2.54 2.83 1.61 2.91 3.60 2.41 27.8 30.5 12.7

parts are mainly caused by physiological response differences between head and
finger location, which will be further discussed in the next Section. In the chal-
lenging motion part of the sequences, the APBV method is clinically accurate
according to the ISO standard[65] for 86.1% of the time, in contrast to the bench-
mark method which is clinically accurate for only 13.1% of the time. Correlation
plots and Bland-Altman analysis are displayed in Fig. 4.11, whereby the 95%
limits of agreements are set at 2σ. We split our analysis into two parts: static and
motion, to distinguish between the performance of the methods for both scenar-
ios.

• Static: The average MAE of the APBV method is 0.90 PP versus 2.51 PP for
the RR method. The slope of the linear fit B is 0.93 for the APBV method
with a Pearson correlation coefficient r of 0.94, compared to B = 0.91 and
r = 0.92 for the RR method. Both methods have a small positive bias: 0.14
and 0.46, respectively.

• Motion: The average MAE of the APBV method is 2.03 PP versus 24.2 PP
for the RR method. The slope of the linear fit B is 0.82 for the APBV method
with a Pearson correlation coefficient r of 0.83, compared to B = −0.76 and
r = −0.78 for the RR method. The APBV has a small negative bias, -1.13,
whereas the RR method has a large negative bias, -21.4.

Overall, the average MAE on the complete dataset is 2.03 PP for the APBV
method, compared to 24.2 PP for the benchmark method. This difference is
mainly caused by the sensitivity to motion artifacts of the benchmark algorithm,
and emphasizes the improvement of our proposed method to cope with these
distortions.

4.4 Discussion

The reference blood oxygenation values for our dataset are obtained with a pulse-
oximeter attached to the index finger of the left hand. It is well known that finger-
oximetry readings lag the patient’s physiologic state; signal averaging of 4 to
20 seconds is typical of most monitors [162]. A delay because of sensor anatomic
location and abnormal cardiac performance compound the lag relative to cen-
tral SaO2. Forehead and ear probes are closer to the heart and therefore respond
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more quickly than distal extremity probes; an average delay of 15 seconds be-
tween ear and finger has been measured [90]. The response difference compared
to central SaO2 is also compounded by hypoxemia and slower peripheral circu-
lation such as low cardiac output states. As such, forehead reflectance probes
are often preferred in critically ill patients. All of these response delays become
clinically more important during rapid desaturation, such as those present in our
dataset. Since we estimate SpO2 from the facial skin, an ear probe would be the
optimal solution to minimize the response time without occluding skin pixels.
However, since the subjects perform head movements, this probe location suffers
from motion artifacts resulting in erroneous measurements. A finger can be easily
isolated from these head movements and was therefore selected as best alterna-
tive location. This measurement location as reference imposes two assumptions:
1) a fixed response delay between head and finger, and 2) a similar response at
both measurement sites, which holds in steady-state but not during hypoxemia,
e.g. during breath-holding events [132]. Therefore the comparison of saturation
values between our method and the reference may not be accurate during these
events, although a dip in the SpO2-curve is expected to occur at some, not too
distant, point in time.

As can be observed from Fig. 4.1, when SpO2 decreases, the pulse ampli-
tude at 760 nm increases whereas the amplitude at 840 nm decreases. Since the
amplitude at 800 nm does not change as it is close to the isosbestic point of (oxy-
)haemoglobin, the differences in amplitude decrease between the three channels.
A consequence is that motion robustness of the PBV method decreases at lower
blood oxygenation values. Assuming uniform, homogeneous illumination of
the skin, motion will result in intensity variations which are equal in all three
channels. Similar to the definition of ~Pbv, these variations can be characterized
with the ‘motion’ vector [0.58,0.58,0.58]. Since the pulse ‘signature’ ~Pbv at normal
blood saturation levels is different from this motion signature, the PBV method
is able to suppress these motion distortions. However, when the pulse and mo-
tion signatures are becoming more similar, as it occurs during de-saturation, it
gets more difficult to discriminate between them, resulting in a pulse signal with
lower SNR. The selection of wavelengths has a large influence on the robustness
of the method. Motion robustness can be improved by maximizing the angle
between the pulse and motion vector, as has been investigated in our previous
study [148]. Our wavelength selection is mainly motivated by the clinical de-
sire to measure SpO2 in full darkness. However, when full darkness is not a
strict criterion, it is preferred to increase the spectral spacing between the wave-
lengths to increase contrast. To illustrate this point, we added a fourth wave-
length with a center-wavelength of 675 nm to the experimental setup. To verify
the gain in performance, another recording with the described 9 minutes pro-
tocol was made, where we compared the performance for two combinations of
wavelengths: [675,800,840] nm and [760,800,840] nm. The results are displayed
in Fig. 4.12, and confirm the improved robustness of our method with the 675 nm
wavelength. Because also the RR method profits from an increased contrast, the
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comparative results of this method are added to the figure. Similarly, some gain
can be expected choosing the longest wavelength even longer. There is a limi-
tation here, in that the camera-sensitivity drops rapidly for longer wavelengths,
while also water-absorption may start to play a role.
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Figure 4.12: Visualization of the comparative results for the wavelength combinations
[675,800,840] nm and [760,800,840] nm on a sequence with motion. The dotted lines indicate the
beginning of the breath-holding events.

Table 4.2: Statistical results of the performance comparison for the wavelength combinations
[675,800,840] nm and [760,800,840] nm on a sequence with motion.

[675,800,840] nm [760,800,840] nm
APBV RR APBV RR

Scenario MAE RMSE STD MAE RMSE STD MAE RMSE STD MAE RMSE STD
Static 1.17 1.33 0.91 1.62 1.87 1.78 1.21 1.47 1.33 1.69 2.26 2.22
Motion 1.40 1.64 1.44 14.82 15.85 5.61 1.98 2.42 2.33 22.6 24.4 9.15
Average 1.28 1.49 1.17 8.22 8.86 3.69 1.59 1.94 1.83 12.2 13.3 5.69

Statistical results are presented in Table 4.2. As expected the performance
does not change considerably during the static part of the recording; an average
error of 1.17 versus 1.21 PP. In the challenging, motion part of the sequence
however, a noticeable gain in accuracy can be recognized; an average error of
1.40 compared to 1.98 PP when using 675 nm. Since the motion distortions
are difficult to quantify in sequences where subjects are asked to move their
head continuously, we performed a noise sensitivity analysis similar to the one
described in the Results section. The results of this analysis are presented in
Fig. 4.13, and confirm our previous results that clinically acceptable accuracy
can be achieved at higher noise levels when the shortest wavelengths is moved
towards visible red. Please note that this change of wavelength improves motion
robustness at normal oxygen saturation levels, but is not a solution to the
reduced robustness at low saturation levels since the angle between the pulse
and motion vector still decreases for decreasing SpO2 levels.

A common problem in pulse-oximetry is the decreased accuracy for individ-
uals with a dark skin, especially the overestimation of SpO2 during de-saturation
[22]. Because of the higher melanin content of their skin, more light is absorbed,
resulting in reflected light with a lower pulsatile amplitude compared to skin
with a lower pigmentation level. Skin reflectance is rather uniform in the infrared
part of the light spectrum, as measured by [72]. Consequently, whereas both
the AC and DC components decrease for increasing melanin content, the ratio
of both remains stable, resulting in a stable signature-vector ~Pbv over the entire
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Figure 4.13: Comparative results of the noise sensitivity analysis for the wavelength combinations
[675,800,840] and [760,800,840] nm.

range of skin pigmentation levels, as verified in our large scale study [148].
As a result, the calibration coefficients, i.e. the values of the static and update
signature-vectors of our method, are expected to be independent of the skin
pigmentation level. Our dataset contains one subject, subject II, with Fitzpatrick
skin-type V to challenge this hypothesis. The result of this sequence is visualized
in Fig. 4.10. It can be observed that there is indeed no decrease in accuracy
visible for our method, especially during the two de-saturation events, whereas
the ratio-of-ratios based method overestimates SpO2 in the static part of the
sequence, which is likely caused by the reduced SNR of the PPG waveforms. It
should however be noted that in contrast to our previous large scale study with
40 subjects, this ‘proof of concept’ dataset only includes one dark-skinned subject
with SpO2 values in a rather narrow range.

The values of the PBV signature-vector for an arbitrary wavelength com-
bination can be calculated by Equation 4.15. In our method, we assumed the
PPG amplitude spectrum to be the only time-varying factor in this expression.
However, it may occur that the illumination spectrum I(λ) varies over time,
e.g. due to ambient light interference, or the simulated light spectrum deviates
from the actual light spectrum. From Equation 4.15, it can be observed that
this will affect the values of the PBV vector, and jeopardizes the accuracy and
calibratibility of our method, but also all existing methods will suffer from
this problem. However, in most clinical environments illumination is strictly
controlled, and chromaticity changes of the light source are not likely to occur.
Moreover, the problem can be prevented with narrow-bandwidth optical filters.
This makes results virtually independent of the illumination spectrum.

Our method focusses on application in near-infrared. However, our method
could also be applied in visible light, in the wavelength range 400-700 nm. As
can be observed from Fig. 4.1, it are mainly the red wavelengths which are
affected by changes in SpO2, whereas the shorter wavelengths only vary slightly.
The PBV method has originally been developed for applications in visible
light using an RGB camera. By only adjusting the values of the PBV vectors,
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one could apply our method in visible light to arrive at a more motion-robust
version of Guazzi et al.[53]. A critical remark should however be made about the
choice for the blue and red color channels of their RR-based method. Because
of the shallow penetration depth of blue, it suffers much more from specular
reflections compared to the other two color channels. Since SpO2 is determined
by measuring relative pulsatilities of arterial blood at different wavelengths, it is
likely that the reported measurements are corrupted by these artifacts and hence
jeopardizes the calibratibility of the method.

A potential risk for measurements in visible light is the temperature de-
pendency, which makes calibration much more difficult. Since green and
particularly blue wavelengths have much shallower skin penetration depths
compared to red and near-infrared, the reflected light is mostly determined by
blood-absorption in the capillaries close to the surface, and much less by the
blood-volume variations in the arterioles. Since capillaries are closer to the skin
surface, environmental temperature will have a large influence on these, but
much less on the arterioles, which are located in the deeper layers of the skin
and will therefore have a temperature close or equal to the body temperature.
It has been observed that the relative PPG-amplitude is positively correlated
with skin-temperature [97]. At low ambient temperatures, the viscosity of
blood increases, which together with sympathetic-mediated vasoconstriction
will decrease blood flow in the cooled skin-region. This risk of environment
temperature dependence may however not be an issue, because of the strictly
controlled environmental temperature in most clinical settings.

In summary, our work builds on the calibratibility proof of camera-based
SpO2 measurement in near-infrared, and uses the same signal acquisition as in
[157]. Our new principle for SpO2-estimation, however, radically changes the
signal processing to arrive at a significant motion robustness for the contact-less
scenario. We first proof our new measurement principle to be an improvement
over RR on noisy data. Next, we show the unique characteristic of the new
principle that it can operate on noisy data, enabling us to add multi-site mea-
surements on small regions which are problematic for RR due to lower SNR, and
combined it with a relatively simple motion-tracker to show that this results in
a much increased performance. We would like to emphasize that the obtained
results will depend on the quality of the tracker, and the parameter choice of
the multi-site measurement. We did not attempt to fully optimize these system
aspects, and also cannot claim clinical validity of our proposal. The method has
been validated on sequences with motion frequencies both inside and outside
the heart rate frequency band. We recognize, however, that it is possible to
imagine a scenario, e.g. if continuous periodic head movements with a constant
frequency similar to the pulse rate would occur, in which our method will likely
be inaccurate. This should be expected, since to determine oxygenation levels
we estimate an SNR which will be incorrect if the distortion frequency and the
pulse-frequency coincide. Although such scenario might occur, e.g. in a fitness
setting where exercise causes periodic motion, we expect it to be unlikely in a
clinical setting. Since an SpO2 measurement seems less relevant for fitness, we
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did not include this scenario in our dataset.

4.5 Conclusion

Finger-oximeters are ubiquitously used for patient monitoring in hospitals
worldwide. Recently, remote measurement of arterial blood oxygenation (SpO2)
with a camera has been demonstrated. Both contact and remote measurements,
however, require the subject to remain static for accurate SpO2 values. This is due
to the use of the common ratio-of-ratios measurement principle that measures the
relative pulsatility at different wavelengths. Since the amplitudes are small, they
are easily corrupted by motion-induced variations. We introduce a new principle
that allows accurate remote measurements even during significant subject mo-
tion. We demonstrate the main advantage of the principle, i.e. that the optimal
signature remains the same even when the SNR of the PPG signal drops signifi-
cantly due to motion or limited measurement area. The evaluation uses record-
ings with breath-holding events, which induce hypoxemia in healthy moving
subjects. The events lead to clinically relevant SpO2 levels in the range 80− 100%.
The new principle is shown to greatly outperform current remote ratio-of-ratios
based methods. The mean-absolute SpO2-error (MAE) is about 2 percentage-
points during head movements, where the benchmark method shows a MAE of
24 percentage-points.
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Chapter 5

Camera-based pulse-oximetry during
simulated sleep

Abstract

Current routines for the monitoring of sleep require many sensors attached to
the patient during a nocturnal observational study, limiting mobility and causing
stress and discomfort. Cameras have shown promise in the remote monitoring
of pulse rate, respiration and oxygen saturation, which potentially allows a re-
duction in the number of sensors. Applying these techniques in a sleep setting
is challenging, as it is unknown upfront which portion of the skin will be visi-
ble, there is no unique skin-color outside the visible range, and the pulsatility is
low in infrared. We present a fully-automatic living tissue detection method to
enable continuous monitoring of pulse rate and oxygen saturation during sleep.
The system is validated on a dataset where various typical sleep scenarios have
been simulated. Results show the proposed method to outperform the current
state-of-the-art, especially for the estimation of oxygen saturation.

This chapter is based on
T. Vogels, M. van Gastel, W. Wang, and G. de Haan. Fully-automatic camera-
based pulse-oximetry during sleep. In The IEEE Conference on Computer Vision and
Pattern Recognition (CVPR) Workshops, pages 1462–1470. IEEE, 2018
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Figure 5.1: Overview of our approach: from the input frames physiological features are calculated to
create a weight map for automatic living pixels detection. The video-frames weighted with this map
are used for the extraction of the cardiac pulse signal and estimation of oxygen saturation levels.

5.1 Introduction

A third of US adults report that they often sleep less than the recommended daily
sleep time [117]. Insufficient sleep on a regular basis is linked with many chronic
diseases and conditions such as diabetes, heart disease, obesity, and depression.
There are over 100 different types of sleep disorders like e.g. difficulty falling
asleep, staying asleep, or excessive day-time sleepiness. It is therefore critical
to receive the correct diagnosis and work with a qualified physician to develop
a treatment plan. Unfortunately, most sleep disorders, estimated 95% [113], go
undiagnosed and untreated, simply because people do not realize they have a
problem or are unaware their problems can be reduced.

Polysomnography (PSG) is the current gold-standard for the diagnosis of
sleep disorders. This multi-parametric diagnostic tool requires a large collection
of sensors attached to the skin of the patient to monitor sleep. After a noctur-
nal observational study a trained clinician annotates and scores the PSG data for
events related to sleep disorders. Although informative to the clinician, PSG has
several drawbacks. The sensors attached to the subject not only are cumbersome,
but also often wired limiting the mobility of the patient. This causes stress, dis-
comfort and adds to the sleep problem affecting the diagnostic value.

Various physiological parameters monitored during a standard PSG could po-
tentially also be monitored remotely with a camera. Especially the vital signs
extracted from the optical detection of blood-induced skin color variations, re-
mote photoplethysmography (rPPG), have recently been shown feasible in near-
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infrared (NIR) on healthy patients in a lab setting [148, 150, 149, 154]. In one of the
most common sleep disorders, apnea, the patient frequently stops breathing dur-
ing so-called apnea-events, which tends to be visible in a lowering of the heart
rate. Involuntary reflexes cause the person to startle awake at the end of such
apnea-event causing a quick rise of the heart rate and blood-pressure. Besides
these variations in heart (pulse) rate, the deprivation of oxygen also causes a de-
saturation of the arterial oxygenation to levels often lower than 80% [145]. It is
therefore important to monitor both parameters accurately and continuously for
the monitoring of sleep disorders in order to diagnose this important sub-type.

In this chapter we present a framework which: 1) can detect living tissue
from NIR recordings fully-automatically (i.e. without manual interaction) dur-
ing sleep, 2) can monitor the sleep-relevant parameters pulse rate and oxygen
saturation (SpO2) simultaneously, and 3) combines living tissue detection with
conventional tracking allowing a fast recovery after substantial patient move-
ment, e.g. after a change in sleep position. Our method relies on physiological
features only for the detection of living tissue because of the absence of discrim-
inative color or facial appearance features in NIR in combination with the sleep
setting, where it is unknown upfront which portion of the skin will be visible.

The remainder of the chapter is organized as follows: in Section II the re-
lated work in skin detection for physiological measurements is discussed. Details
about the proposed method are presented in Section III and the experimental re-
sults in Section IV. Finally we draw our conclusions and give our recommenda-
tions in Section V.

5.2 Related work

Most existing works in subject detection exploit appearance features of human
skin to discriminate between subject and background in a supervised training
mechanism. Sometimes these features are not unique, like color, or trained
classifiers may fail with samples not presented in the training data, like non-
frontal faces for the Viola-Jones face-detector [159]. Still they are useful in niche-
application areas. Main problem for our application is that most solutions are
limited to the visible spectrum [159, 69, 27]. Although [27] seems most promising
it would require a large annotated dataset for our field of use, with still a high
chance of failure because of missing color features in NIR.

A unique discriminative feature of skin pixels is the presence of cardiac-
synchronous color variations induced by blood volume variations, which we re-
fer to as ‘living-skin’, which was first exploited by Jeanne et al. [66]. Elaborating
on this idea, most methods in living-skin detection [66, 49, 83, 155, 91, 23, 165, 167]
use a common scheme consisting of three steps: (1) segmenting the video into
spatio-temporal regions to extract locally independent rPPG-signals; (2) exploit-
ing intrinsic properties of the pulse signal to differentiate pulse and noise from
extracted rPPG signals; and (3) labeling the regions containing pulse as skin. In
this scheme, the core function is step (2) that separates pulse and noise, which is
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Figure 5.2: rPPG-based living tissue detection processing pipeline for pulse extraction and SpO2 esti-
mation in NIR.

also the key component to distinguish different methods in literature. Gibert et
al. [49] used a pre-defined threshold to select the regions with high spectrum en-
ergy within the pulse rate band as skin, which is further used in [91]. Meanwhile,
Lempe et al. [83] employed a relative pulse amplitude mapping approach to find
the Region of Interest (ROI), which is closely related to PPG-imaging. However,
it relies on the facial landmark detection, and thus cannot work fully-automatic
as it is restricted to human face-like objects. The methods in [49, 83, 91] have lim-
ited accuracy since their pulse/noise classification is only based on a single value
(e.g. spectrum amplitude), as shown by the comparison in [165]. Van Luijtelaar
et al. [155] constructed a joint multi-dimensional feature space using different
properties of pulse and skin, and applied a clustering method to find skin. A
similarity-based living-skin detection method “Voxel-Pulse-Spectral" (VPS) has
been proposed by Wang et al. [165] to detect the regions sharing pulse similarities
(e.g. frequency and phase) as one human being, which shows superior perfor-
mance in dealing with practical challenges. Later they proposed a supervised
method [167] for living tissue detection. These methods however again includes
color features as Wang et al. worked in the visible spectrum.

Although good results have been reported in visible light for pulse extraction,
the performance in NIR is not up to par and furthermore the adequacy of the pro-
posed methods for SpO2 estimation has not been demonstrated yet. In NIR the
much lower contrast between skin and background hampers the creation of rel-
evant spatio-temporal regions to extract locally independent rPPG-signals (step
(1)). Furthermore, the much lower pulse strength in NIR renders it more difficult
to differentiate between pulse (skin) and noise (background), step (3).

5.3 Method description

For our sleep monitoring application the three most important criteria for ROI
detection are: 1) the invariance to sleep position, 2) the invariance to the environ-
ment (e.g. the color of the pillow and sheets), and 3) the exclusion of non-skin
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pixels within the ROI. This third criterion is very important for the SpO2 estima-
tion as will be explained later on in this section. Movements for a longer period
of time are unlikely to occur for our scenario. We therefore make our design de-
cisions for the processing pipeline to primarily fulfil the three main criteria. The
proposed processing pipeline is visualized in Fig. 5.2, divided into five groups. In
this section we will describe the various processing processing steps sequentially.

5.3.1 Pre-processing

Gaussian smoothing
After acquisition, smoothing with a 2-D Gaussian kernel is performed on the in-
put frames with 968× 728 pixels resolution. This reduces the effect of sharp edges
in the images, e.g. the boundaries between skin/non-skin. The effect of the Gaus-
sian smoothing is shown in Fig. 5.2. The standard deviation of the Gaussian
kernel, σ, is empirically determined to be σ = 5 for the evaluation of the dataset,
based on its effect on the pulse extraction and consecutively the resulting ROI-
mask.

Temporal rigid blocks
For the segmentation and consequently initialization and tracking of candidate
regions, many state-of-the-art methods [165, 167] in visible light rely on the avail-
able color information, which is absent in NIR, leading to non-discriminative
spatio-temporal clusters. Therefore, a rigid block scheme as originally used by
Gibert et al. [49] is used to overcome this inability as this approach uses neither
temporal nor spatial information available in the frames for the definition of the
subregions.

Each frame of 968 × 728 pixels is downsampled into blocks (subregions) of
fixed size using a box-shaped kernel. Each subregion represents the value of
29× 29 pixels, yielding a total of 850 subregions. This downsampling factor is
chosen as a trade-off between accuracy of the overall subject-detection and run-
time considerations. Additionally, the subjects in the intended use-case are of a
relatively fixed size and distance such that the chosen granularity is considered
sufficient. By employing a spatial averaging technique the camera quantization
error and sensor noise are reduced. The values of the downsampled image are
concatenated for each frame and color channel, resulting in a data cube with di-
mension 34× 25× 3× N, where N is the number of frames. For the pulse ex-
traction from the data in the cube we use a temporal sliding window of 10 sec-
onds (150 frames) with 8 seconds overlap. Due to the rigidness of the grid, it
becomes evident what influence sharp edges may have on the computation of
the mean. Especially edges that appear both in– and out of a subregion (e.g. due
to movements) over the course of the temporal window can significantly affect
the temporal signal. For our sleep monitoring application movements are how-
ever limited, and the main challenge is to accurately detect the living tissue with
the unpredictable appearance of the skin. Furthermore, we will present a hybrid
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approach later on which allows tracking of the detected living tissue to improve
motion robustness.

5.3.2 Pulse extraction

For robust pulse extraction in NIR we use the PBV method [37], as the other
two state-of-art methods CHROM [36] and POS [166] are based on assumed
knowledge of the main distortion directions in visible light, which requires non-
obvious adaptation for NIR-wavelengths, e.g. there is no standardized skin-color
in NIR. A possible drawback of the PBV approach is the dependency of the pre-
determined pulse signature ~Pbv on the pulse quality. The optimal ~Pbv varies ac-
cording to camera specifications and light conditions. For the intended setup
(sleep scenarios) both these influences are controlled and therefore the pulse sig-
nature can be accurately determined. This method of pulse extraction is per-
formed on each of the available subregions resulting in 850 signals of which, de-
pending on the subject size in the frame, a portion contain a pulse signal.

5.3.3 Similarity mapping

After extracting the pulse-signals Si,j, where i, j indicates the row and column in-
dex of the specific subregion, the next step is to effectively exploit the pulse-signal
as feature to distinguish living and non-living tissue. It is previously noted by
Wang et al. [165] that skin regions belonging to the subject share pulse-similarities
with each other in terms of phase and frequency, whereas the ones extracted from
non-living tissue are uncorrelated. Spectral analysis of the created signals there-
fore revolves around finding the similarities between the available pulse signals
to identify living-tissue by computing a similarity matrix. The high computa-
tional load of the similarity matrix is reduced by employing two pre-processing
steps using the intrinsic signal characteristics. We will first summarize the calcu-
lation of the similarity matrix and hereafter describe the proposed pruning steps.

Similarity matrix
A reduced and modified version of a similarity matrix as originally developed by
Wang et al. [165] is used to identify similarities between the pulse signals of the
subregions using four similarity features:

1. Spectrum peak amplitude:

F = max
f∈[40,240]

(F (~SL
ij) ◦F (~SL

i′ j′)
∗), (5.1)

where f is the frequency in beats-per-minute (BPM), ◦ denotes the element-
wise product, ∗ is the conjugation and F (·) represents the Fourier trans-
form.
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Figure 5.3: (left) Eigenvalues after decomposition of the similarity matrix, (middle) projection of the
first eigenvector similarity matrix, and (right) weight map of intrinsic signals.

2. Spectrum phase:
P = max(F−1(NCC)), (5.2)

with

NCC =
F (~SL

ij) ◦F (~SL
i′ j′)
∗

||F (~SL
ij) ◦F (~SL

i′ j′)
∗||2

, (5.3)

where || · ||2 is the L2-norm; F−1(·) denotes the inverse Fourier transform.

3. Spectrum entropy:

E =

240
∑

f=40
NCC( f )log(NCC( f ))

log(240− 40)
(5.4)

4. Inner product:

I =<
~SL

ij

||~SL
ij||2

,
~SL

i′ j′

||~SL
i′ j′ ||2

>, (5.5)

where <,> denotes the inner product operation.

These four measurements are normalized to the range [0, 1] and fused together
with a Gaussian kernel as:

Σ = 1− exp
(
− (F ◦ P ◦ E ◦ I)2

2σ2
F,P,E,I

)
, (5.6)

where σF,P,E,I represents the entry-wise standard deviation between four matri-
ces. The similarity matrix Σ contains the mutually connected subregions. In order
to find the subregions belonging to the subject, a matrix decomposition technique
is used to factorize Σ into multiple eigenvectors and eigenvalues by using the sin-
gular value decomposition:

Σ = UΛVT . (5.7)

The result is a set of eigenvectors U and eigenvalues Λ; each eigenvector in-
dicating the correlation between subregions whereas the eigenvalues indicate the
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strength of this correlation. By inspecting the values of the sorted eigenvalues as
displayed in Fig. 5.3, the number of subjects can be identified; for the intended
scenario this mostly is one, indicated by the large drop after the first eigenvalue.
This results in the first eigenvector U describing the correlation within Si,j be-
tween the subregions.

While this similarity approach works well for estimation of living-tissue, its
runtime leaves to be desired due to the calculation of the many similarity fea-
tures as described earlier; the runtime scales exponentially with the number of
subregions. Especially for our scenario where only a small subset of the subre-
gions contains skin, there are many redundant calculations. In order to reduce
the runtime for the creation of the similarity matrix, a preprocessing step was de-
vised which already prunes many non-relevant subregions prior to the similarity
matrix calculation.

Pruning
The similarity matrix describes the correlation between signals, while the pruning
is only based on the intrinsic properties of the pulse signals. By strictly focusing
on the intrinsic signal properties, computations remain within bounds while still
being able to prune many non-skin pixels to reduce the number of calculations for
the similarity matrix. The pruning consists of two steps: 1) a pulse rate estimate
is made based on intrinsic signal properties, and 2) outliers are pruned and signal
quality is rated on signal-to-noise ratio (SNR).

1. Pulse rate estimation (intrinsic) Si,j is evaluated in order to estimate the
pulse rate of the subject based on the combination of two different methods:
1) Principal Component Analysis (PCA) of Si,j, and 2) the average pulse
rate of the signals with the highest signal quality, where the selection of the
principal component is guided by the previous pulse rate estimates.

2. Outlier pruning The estimated pulse rate (P̂R) serves as the basis for the
pruning stage. Subregions should have a frequency peak at or close to P̂R (a
small margin of 6 BPM is accepted to adjust for small inaccuracies) in order
to qualify as a candidate for the similarity matrix, all other subregions are
removed. Additionally, the signals Si,j get weighted based on the SNR of
the accepted subregions; resulting in an SNR-based weight-map as shown
in Fig. 5.3. The unpruned, weighted, pulse-signals serve as the input to the
similarity matrix as described in the previous paragraph.

Binary mask
The similarity map provides a weight-map which indicates the strength of cor-
relation between subregions. This weight-map is used for estimating the final
pulse- and SpO2-signal of the available living tissue later on, but for now a bi-
nary mask is created from this mapping using an automated threshold which
maximizes intra-class variability [114] to provide a proper indication of the living
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and non-living tissue within the frame. A simple threshold and morphological
closing method is used for this:

simmapi,j = binarize(Ui,j)

simmapi,j = simmapi,j ⊕ B

simmapi,j = simmapi,j 	 B,

where Ui,j indicates the re-mapped first eigenvector of the similarity matrix and
B a 2x2 square structure element.

5.3.4 ROI selection

As mentioned before, motion robustness is limited when using rigid blocks,
whereas the commonly used detectors/trackers cannot cope with the unpre-
dictable appearance of the skin during sleep. We therefore developed a novel
hybrid method combining the rPPG-based subject detection with a tracker in
which the tracker’s ROI is updated when a valid region has been found. Vice
versa, when the rPPG-based subject detection temporarily fails, e.g. due to move-
ment, the tracker takes over for extracting the pulse signal until a proper region
has been recaptured by the rPPG-based method. Firstly the tracker is briefly de-
scribed, which is followed by the description of the method used to define a con-
fidence metric for the ROI estimated by the similarity matrix.

Tracker
A relatively simple tracker is employed based on Kernelized Correlation Filters
(KCF) [57]. This tracker provides a reasonable trade-off between accuracy and
runtime. The tracker is initialized for each reliable ROI detected by the rPPG-
based method. Note that tracker is only used for the extraction of the pulse signal
during and just after the motion event and not for the estimation of the SpO2-
levels since SpO2 measurements are highly susceptible to tracking inaccuracies
and inclusion of non-skin pixels due to the rectangular bounding box.

Confidence metric
Similar to the pulse rate estimation used during the pruning step of the similarity
matrix, a combination of several metrics is used to define a confidence metric for
the selection of either the tracker or the rPPG-based estimated region. The quality
of the estimated region is determined by three metrics, all related to the binary
mask created from the mapping provided by the similarity matrix: 1) the SNR of
the signal from the remaining ROIs in the binary mask, 2) the size of the largest
cluster in the binary mask, and 3) the sparsity of binary mask.

1. Should the detected region be inaccurate, chances are that ROIs with lower
SNR are selected. An empirically determined selected threshold-SNR value
is selected to indicate the quality of the signals in the binary mask. The
signals are weighted according to the binary mask simmapi,j and similarity
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mask Ui,j. The SNR of the mean of its non-zero entries is calculated and
compared to the threshold-value (default: 4 dB).

2. Living tissue is usually spatially clustered. The largest cluster should be of
reasonable size relative to the total number of subregions (Nsubregions) and
should still be accepted when a part of the face is occluded due to body
rotations and/or sheets (default: 0.0075 · Nsubregions).

3. The sparsity of the binary mask is related to the previous metric in the sense
that for one subject a good rPPG-mask usually only contains one significant
cluster and not multiple smaller, more wide-spread clusters. The total num-
ber of ROIs present in the binary mask is compared to the largest available
cluster and used to decline the rPPG-based ROI when these two quantities
deviate too much (default: 0.75).

If all three criteria are satisfied the rPPG-based ROI is used for pulse extraction
and SpO2 estimation, otherwise the tracker’s ROI is used.

5.3.5 Vital signs extraction

Pulse extraction
The presence of periodic pulse signal of the skin pixels is already extensively used
to determine the presence of living-tissue in frame. A final step is made to extract
the subject’s pulse signal by combining the pulse signals from the subregions of
the binary mask. This is achieved by using the previously calculated SNR-map
to weight the pulse signals within the binary mask. When the tracker is used,
the pulse signal is simply the signal extracted from the ROI of the tracker. As
mentioned in the subregion creation, a pulse signal segment is obtained every
2 seconds based on a moving window of 10 seconds. This pulse signal segment
is overlap-added to its previous iterations to obtain the final pulse signal.

SpO2 estimation
Compared to pulse-extraction, the requirements for the ROI are significantly
more strict for SpO2-estimation due to its high susceptibility towards data pol-
lution. Any inclusion of non-skin affects the relative (DC-normalized) ampli-
tudes and hence the measurement. Therefore, the estimation method differs from
pulse-extraction on the following aspects:

• Only the binary mask simmapi.j and weight map Ui,j, created by the rPPG-
based pipeline using the pulsatile information serve as bases for the SpO2
estimation.

• The Gaussian smoothing is skipped as an initial step where background in-
herently gets mixed in with the PPG signal. Therefore the signals extracted
from the downsampled, unsmoothed, frames are fed to the APBV method
[149] for SpO2 estimation.
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The reported SpO2 estimates in the results section are “raw", meaning that these
are not post-processed, e.g. filtered or any type of outlier-rejection.

5.4 Experiments

5.4.1 Experimental setup

Figure 5.4: The three cameras in the experimental setup with different optical filters are connected to
an acquisition notebook, where the video is stored synchronously with the reference data.

The experimental setup consisted of three identical monochrome cameras,
type Manta of Allied Vision Technologies GmbH, which captured the frames syn-
chronously at 15 fps with a resolution of 968× 728 pixels and with 8-bits depth.
Each camera was equipped with a 14 mm lens and an optical filter to capture
a specific part of the light spectrum. For our benchmark dataset filters with
center-wavelengths of 760, 800 and 890 nm were used. The reasoning for this
wavelength selection is twofold: 1) the clinical desire to measure the vital signs
in darkness (i.e. sleep scenarios) and 2) the wavelengths are sufficiently spaced
to provide enough amplitude and SpO2 contrast between the different channels
while remaining within the spectral sensitivity of the camera sensor. The three
cameras were placed perpendicular to the subject and are located above the pil-
low. The distance between the subject and cameras was 1.7 m and was selected
such that the cameras cover the typical width of a bed, as displayed in Fig. 5.4.
The frames were registered by an affine transformation. As reference, a pulse-
oximeter (Philips M1191B) was attached to the right index finger and connected
to a Philips MP50 patient monitor, which data was stored synchronously with the
video data. Two light units with incandescent light bulbs placed at both sides of
the subject’s head at a distance of 1.6m weres used to provide diffuse, homoge-
neous illumination. Broadband light sources were used as they cover the selected
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wavelengths and sources limited to NIR which satisfy our requirements on ho-
mogeneity were not available at the time of the recordings.

5.4.2 Dataset

To simulate realistic sleep scenarios we asked five healthy volunteers to adopt
different supine sleep positions. The three main sleep positions are side, back
and stomach, where side is by far the most common [64]. Since sleeping on the
stomach leads to occlusion of all skin pixels, it was not included in the protocol.
Each sleep position was maintained for 2 minutes before changing to the next
position. Besides the different sleep positions we asked the subjects to perform
out-of-frame movements, from supine position on the back to upright position, to
simulate a bed-exit event and verify the capability of the methods to re-capture
the ROI. Institutional Review Board approval and informed consent were ob-
tained prior to measurements.

5.4.3 Benchmark methods

We compare the performance of our proposed “Hybrid" and “rPPG-only" meth-
ods with four benchmark methods: 1) the “Voxel-Pulse-Spectral" (VPS) method of
Wang et al. [165], 2) the PPG-based method of Gibert et al. [49], 3) the Viola-Jones
face detector [159], and 4) a tracker [57] where the rectangular ROI is manually
initialized at the first frame.

5.4.4 Evaluation metrics

The performance of the different methods is evaluated for each evaluation win-
dow of 150 samples (10s) with the following metrics for the cardiac pulse signal
and oxygen saturation:

Pulse

• Signal-to-noise ratio (SNR)⇒

SNR = 10 log10

(
∑240

f=40(U( f )S f ( f ))2

∑240
f=40(1−U( f )S f ( f ))2

)
, where S f is the frequency spectrum

of the pulse signal, S, f the frequency in BPM and U is a binary template
mask with ones around the fundamental frequency and harmonics, and ze-
ros elsewhere.

• Mean absolute error (MAE)⇒
MAE = ∑N

i=1 |PRcam(i)−PRre f (i)|
N , where PRcam, PRre f indicate the estimated

pulse rate extracted from the camera and reference PPG signal, respectively.

• Root-mean-square error (RMSE)⇒

RMSE =

√
(PRcam(i)−PRre f (i))2

N
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• Coverage (C): the percentage of the total recording time where a ROI could
be detected.

SpO2

• MAE: see earlier description for pulse, where for SpO2 the pulse rates are
replaced with oxygenation levels.

• MedAE: the median of the absolute error to reduce the effect of outliers, e.g.
during the change in sleep position.

• PERC: the clinically acceptable accuracy criterion is specified in the Interna-
tional Standard for pulse-oximeter manufacture ISO 80601-2-61-2011 [65],
which requires an accuracy of ≤ 4% within the saturation range 70− 100%.
PERC expresses the percentage where the measurement satisfies this crite-
rion.

5.5 Results and Discussion

An overview of the performance of our method is displayed in Fig. 5.5, whereas
a comparison with the benchmark methods is displayed in Fig. 5.6. We will now
discuss the pulse, SpO2 and runtime results separately.

Pulse The results of the pulse extraction are summarized in Table 5.1. For the
sleep positions scenario it can be observed that although our proposed methods
provide the best results, also most of the benchmark methods are reasonably ca-
pable of extracting the pulse signal. The Viola-Jones method fails during sleeping
on the side leading to a coverage of only 38%, which was expected because the
detector is mostly trained with images of frontal faces. From Fig. 5.6 the con-
tribution of the tracker can be recognized during the changes in sleep position;
whereas the “rPPG-only" method is temporarily unable to extract the pulse sig-
nal, the “hybrid" method is capable to extract the signal during the turning event.
For the performance evaluation of the “out-of-frame" scenario we discarded the
moments where the subject was absent. An example of the detected ROIs with
our proposed method is visualized in Fig. 5.7.

SpO2 The results of the SpO2 estimations are summarized in Table 5.2. It can
be observed that our method outperforms all benchmark methods for both sce-
narios, especially after a change in position. This likely results from the much
cleaner ROIs, i.e. ROIs which only contain skin pixels. For SpO2 any inclusion
of non-skin pixels within the ROI has a direct effect on the measurement because
of the DC-normalization. This effect is best demonstrated by the results of the
“tracker" method, visualized in Fig. 5.6; during the first sleeping pose where the
tracker is accurately initialized the correspondence between the SpO2 estimates
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Table 5.1: Pulse extraction results for the evaluated methods.

Sleep positions Out-of-frame
Method SNR (dB) MAE (BPM) RMSE (BPM) C (%) SNR (dB) MAE (BPM) RMSE (BPM)
Hybrid 5.74 1.85 3.28 100 6.13 1.85 2.75

rPPG-only 5.58 2.81 5.23 100 6.47 2.22 3.24
VPS [165] 4.24 3.33 5.75 100 4.14 2.02 3.14
Gibert [49] 4.40 3.32 5.51 100 3.52 2.86 5.31

Viola-Jones [159] 2.14 7.87 11.4 38.4 1.89 6.55 15.9
Tracker [57] 3.18 3.90 7.37 100 1.52 19.4 31.9

(1) (2)

(4)

(3)

(5)

(1) (2) (3) (4) (5)

Figure 5.7: The detected ROI (indicated with white) and corresponding spectrogram of the pulse
signal during a scenario with out-of-frame movements.

and the reference is very good, after a change in position the method renders in-
accurate due to inclusion of non-skin pixels. When comparing the performance
of the rPPG-based methods VPS [165] and Gibert [49], it becomes evident that
the absence of relevant color features in NIR leads to non-discriminative spatio-
temporal regions.

Table 5.2: Results of the estimated SpO2 values for the evaluated methods.

Sleep positions Out-of-frame
Method MAE (PP) MedAE (PP) PERC (%) MAE (PP) MedAE (PP) PERC (%)

rPPG-only 4.11 1.67 79.3 2.55 1.60 87.2
VPS [165] 6.73 4.82 39.3 5.09 4.07 44.8
Gibert [49] 5.29 3.62 56 5.75 4.42 47.1

Viola-Jones [159] 10.1 9.43 9.78 7.71 6.66 28.7
Tracker [57] 5.06 3.37 60.9 5.28 3.24 58.6

Runtime We evaluated the runtime of our proposed method(s) and the bench-
mark methods using a notebook with an Intel Core 2.70GHz i5-6400 CPU, 8GB
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RAM and an NVIDIA GeForce GTX 970 GPU. The results are displayed in Table
5.3.

Table 5.3: Runtime overview of the evaluated methods.

Evaluation Task Similarity matrix (pruned) Similarity matrix (full) VPS (K=20) [165] Gibert [49] Viola-Jones [159] Tracker [57]
Per frame Pre-processing 0.07s 0.07s 0.07s - 0.49s -
Per frame Detector/Tracker 0.11s 0.11s - 0.44s - 0.11s

Per interval (Parallel) pulse extraction 0.65s 0.65s 0.65s 0.01s 0.02s 0.01s
Per interval PR estimation 0.08s - - - - -
Per interval Pruning 0.04s - - - - -
Per interval Similarity matrix 2.0s 40s - - 0.02s -

Total 8.17s 46.17s 2.75s 13.5s 14.74s 3.31s

5.6 Conclusion

In this chapter, we presented a framework for fully-automatic remote pulse rate
and SpO2 estimation during simulated sleep. The limited color contrast in NIR
and the unpredictable appearance of the available skin-portion during sleep neg-
atively impacts the performance of current state-of-the-art methods. We pre-
sented a method which combines the benefits of rPPG-based features to find static
“living pixels" with those of a tracker that can bridge relatively short intervals
where the subject moves. The framework has been successfully validated on a
dataset were realistic sleep conditions have been simulated by healthy subjects in
a lab setting. Especially for the critical estimation of SpO2 our proposed method
outperforms the benchmark methods because of the much cleaner ROI. The next
step is to validate the system in a clinical setting on patients with sleep disorders
and expected associated SpO2 variations. This validation study is presented in
the next chapter.



Chapter 6

Camera-based polygraphy in obstructive
sleep apnea patients

Abstract

Professional sleep diagnosis is currently enabled by the multi-parametric tool
polysomnography. Although generally reliable, it also limits the patient’s mobil-
ity and the procedure does not reflect a normal night’s sleep. Unobtrusive tech-
niques for the detection of sleep apnea are therefore an active research area. Re-
mote photoplethysmography is a technique which enables contactless detection
of blood volume variations. Promising results have been reported for the moni-
toring of the sleep-relevant physiological parameters pulse rate, respiration and
blood oxygen saturation in near-infrared. In this study we validate a contactless
monitoring system on eight patients with a high likelihood of relevant obstruc-
tive sleep apnea, which are enrolled for a sleep study at a specialized sleep center.
The dataset includes 46.5 hours of video recordings, full polysomnography and
meta data. The camera can detect pulse and respiratory rate within 2 BPM accu-
racy 92% and 91% of the time, respectively. Estimated blood oxygen values are
within 4 percentage-points of the finger-oximeter 89% of the time.

This chapter is based on
M. Van Gastel, S. Overeem, H. Van Dijk, M. Van Gilst, S. Stuijk, and G. De Haan.
Camera-based polygraphy in patients with obstructive sleep apnea using remote
photoplethysmography. to be submitted, 2018
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6.1 Introduction

Sleep apnea is one of the most common sleep disorders affecting an estimated
9-21% of women and 24-31% of men [86, 174] worldwide. Polysomnography
(PSG) is the current gold-standard used for the diagnosis of apnea. A collection
of sensors is used to capture the physiological information required for a reliable
diagnosis, e.g. respiration and oxygen saturation. The requirement of attaching
many wired sensors to the body has many drawbacks, e.g. it limits the patient’s
mobility during the night and it requires the patient to come to a specialized
sleep clinic or hospital to attach the sensors. Both factors result in that the obser-
vational study does not reflect a normal night’s sleep, and hence could affect the
diagnostic value of PSG. This motivated the research on unobtrusive and remote
methods for apnea detection, such as watches [118], depth cameras [177], radars
[70], thermal cameras [95] and mattresses [137]. Although not a replacement for
all sensors of a full PSG, the surrogate measurements of the proposed methods
show promise, e.g. for pre-screening of sleep apnea. However, the methods are
often a replacement for only a single PSG sensor, whereas for a reliable diagnosis
one would like to measure multiple physiological parameters which are affected
by apnea. Furthermore, the size and costs of some of these methods could ham-
per wide-spread adoption.

Photoplethysmography is a rich source of hemodynamic information and has
the potential of replacing multiple PSG sensors, e.g. for the measurement of
heart/pulse rate, respiration and blood oxygen saturation. Remote photoplethys-
mography (rPPG) enables simultaneous contactless monitoring of all these pa-
rameters with a single sensor modality [148, 150, 149], without the need of at-
taching probes to the patient’s body. The application of this technique during
sleep is challenging as the skin visible to the camera is often limited and further-
more unpredictable in appearance, e.g. due to occlusion and sleep position. To
overcome this problem we developed a system based on rPPG features and val-
idated it on healthy subjects which simulate realistic sleep scenarios [160]. The
aim of this technical validation study is to evaluate if the typically contact-based
measured parameters pulse rate, respiratory rate and peripheral arterial blood
oxygen saturation (SpO2) can be accurately measured remotely with a camera
on obstructive sleep apnea (OSA) patients who undergo an overnight PSG at a
specialized sleep center. We repeated the lab experiments in the sleep center and
compare the remotely sensed physiological signals with the PSG sensory data.

6.2 Materials and Methods

6.2.1 Processing

To extract the physiological information from the video data we use the process-
ing pipeline previously developed for sleep applications, validated on healthy
volunteers [160]. The pipeline can be divided into five steps as visualized in
Fig. 6.1: 1) pre-processing, 2) parallel pulse-extraction, 3) similarity mapping, 4)
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(1) 
Pre-processing

Pulse

(2) 
Parallel Pulse 

Extraction
Video Frames

(3) 
Similarity Mapping

(4) 
ROI Selection

(5) 
Vital Signs     
Extraction

Respiration

SpO2

Figure 6.1: Processing framework for the vital signs extraction from the video data.

region-of-interest selection, and 5) vital signs extraction. For more details on the
framework we refer to Chapter 5. The passbands of the 6th-order Butterworth
bandpass filters are in the range 35− 240 BPM for pulse and oxygen saturation,
and 8− 35 BPM for respiration. For the SpO2 estimation we used the static pulse
vector [0.39,0.54,0.73] and the update vector [1,-0.05,-0.36], similar to our earlier
experiments.

6.2.2 Experimental Setup

PSG head box

Video acquisition

PSG acquisition

 

PSG sensors

Cameras

Figure 6.2: Illustration of the camera setup installed in the bedroom. Three identical cameras with
different optical filters capture the scene simultaneously with the full PSG. A signal generated by
the video system is transmitted to the PSG head box to synchronize the data streams from the two
independent acquisition systems.

The setup comprised illumination, cameras and acquisition equipment, as vi-
sualized in Fig. 6.2. The cameras were three identical monochrome cameras, type
Manta G283B of Allied Vision GmbH, and were equipped with three different
optical filters to obtain spectral selectivity in NIR. The three bandpass filters from
Semrock, Inc. had Center-Wavelenghts (CWLs) of 760 nm, 800 nm and 889 nm,
with Guaranteed-Minimum-Bandwidths (GMBWs) of 12 nm, 12 nm and 42 nm,
respectively. All cameras were equipped with 12.5− 75 mm manual zoom-lenses,
type M6Z1212-3S of Computar, where the zoom-factor was selected such that the
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Figure 6.3: Optical characteristics of the camera system: (black) camera sensitivity, (blue) responses
of the 760/800/889 nm filters, and (red) illumination.

cameras captured the full width of the bed to not make assumptions on the sleep
position. The cameras captured at a stable frame rate of 15 fps, with a resolu-
tion of 728× 968 and with 8-bits depth. Frame alignment of the three cameras
was performed off-line using an affine transformation. Illumination was pro-
vided with incandescent light bulbs with a visible light blocking coating (Exo
Terra Night Heat Lamp), which provided a broad emission spectrum in NIR cov-
ering the transmittances of all three optical filters, as can be observed from Fig.
6.3. The bulbs were installed in two lamp holders, type LHD-B628FS of Falcon
Eyes, placed at both sides of the cameras. Cameras and illumination were at-
tached to a tube placed above the patient’s head and connected to the ceiling.
The cameras were externally triggered via a National Instruments NI6251 DAQ.
An acquisition notebook was used to control the DAQ via a USB interface and
to store the video data via an ethernet interface. The DC power supply for the
illumination could be controlled remotely via the same notebook. To keep file
sizes manageable as the data is stored uncompressed, the video data was stored
in segments with a maximum duration of 5 min.

Table 6.1: Overview of the PSG sensors used for validation.

PSG sensor Measurement Sampling rate (Hz)
Thermistor Airflow 128
Pressure transducer Airflow 128
Chest band Respiratory effort 128
Abdominal band Respiratory effort 128
ECG electrodes Heart activity 512

Pulse-oximeter Photoplethysmogram 128
SpO2 32
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Figure 6.4: Protocol used to synchronize the PSG and video data.

6.2.3 Synchronization

The PSG data and video data are captured by two independent acquisition sys-
tems, as visualized in Fig. 6.2. In order to synchronize the video data with the
PSG data, a video synchronization signal was transmitted from the video acqui-
sition system to the PSG device (Grael 4K, Compumedics). The protocol of the
signal is visualized in Fig. 6.4. For each time-interval tsync (default: 10 s), a 32-bits
word with the number of captured frames was encoded in an analogue signal
and transmitted to an input channel of the PSG device via an XLink interface,
where it was sampled at 64 Hz in parallel with the other PSG sensors. After the
video registration, the synchronization signal was decoded and used to link the
video segments with the PSG data.

6.2.4 Dataset

In this study eight subjects (5 males) with sleep complaints have been enrolled.
These subjects have been scheduled to undergo a nocturnal observational study
with full PSG at sleep center Kempenhaeghe (Heeze, The Netherlands) and have
been selected based on a high suspicion of relevant OSA. Exclusion criteria in-
clude other expected sleep pathologies and severe co-morbidities (e.g. neurolog-
ical, cardiovascular and psychiatric disorders). The subjects are in the age range
45− 69 years (average: 58.6± 8.9), have BMIs in the range 25.5− 31.6 (average:
28.0± 1.88) and are all Caucasian. The study has been approved by the Philips
Institutional Review Board (Internal Committee on Biomedical Experiments) and
the Kempenhaeghe Review Board before experimentation. Informed consent was
obtained from each patient prior to the measurement. Information about the
sleep registrations are visualized in Fig. 6.5 and Table 6.2, where the Non-REM
sleep stages are abbreviated with N. An operator in an adjacent monitoring room
initiated the recordings and controlled the illumination to not interfere with the
sleep registration. Recordings were interrupted when the operator suspected that
the video registration affected sleep and/or when the patient left the bed. Besides
the full PSG registrations, body/head positions and hypnograms are available for
each 30 s epoch. The dataset contains valid video recordings with a total duration
of 46.5 hours. Reasons for invalid recordings include the absence of illumination
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and corrupted files. The duration of the video data per sleep stage and position
is displayed in Fig. 6.6.
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Figure 6.5: Hypnograms (left) and body positions (right) of the eight recorded patients.

Table 6.2: Sleep stage characteristics of the dataset. D denotes the duration in minutes and P denotes
the percentages for Time in Bed (TIB) and Total Sleep Time (TST), respectively.

P1 P2 P3 P4
Sleep stage D (min) P (TIB) P (TST) D (min) P (TIB) P (TST) D (min) P (TIB) P (TST) D (min) P (TIB) P (TST)
N1 81.0 15.7 30.7 48.0 9.2 11.0 30.0 6.0 6.7 67.5 13.7 15.6
N2 148.5 28.9 56.3 232.5 44.4 53.4 223.5 44.9 49.6 176.0 35.6 40.6
N3 0.0 0.0 0.0 82.5 15.7 18.9 129.0 25.9 28.6 97.0 19.6 22.4
N 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0
REM 34.5 6.7 13.1 72.5 13.8 16.6 68.5 13.8 15.2 92.5 18.7 21.4
Awake 250.5 48.7 88.5 16.9 46.5 9.3 61.5 12.4

P5 P6 P7 P8
Sleep stage D (min) P (TIB) P (TST) D (min) P (TIB) P (TST) D (min) P (TIB) P (TST) D (min) P (TIB) P (TST)
N1 69.5 13.5 19.4 61.0 11.7 12.7 70.5 15.5 23.3 53.5 11.0 12.1
N2 223.0 43.3 62.3 213.0 41.0 44.5 103.5 22.8 34.2 202.0 41.5 45.8
N3 25.0 4.8 7.0 115.0 22.1 24.0 60.0 13.2 19.8 121.5 24.9 27.6
N 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0
REM 40.5 7.9 11.3 90.0 17.3 18.8 69.0 15.2 22.8 64.0 13.1 14.5
Awake 157.5 30.6 41.0 7.9 151.0 33.0 46.0 9.4

N1 N2 N3 REM Awake Right Back Left Front Upright
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Figure 6.6: Video data per sleep stage (left) and sleep position (right) in the dataset.
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Figure 6.7: Size of the Region-of-Interest (ROI) as fraction of the total frame size.

6.3 Results

This section presents the results obtained on the dataset. Each monitored phys-
iological parameter is discussed separately. The sizes of the region-of-interests
(ROIs) of all patients for the different sleep positions are displayed in Fig. 6.7,
where the sleep positions ‘upright’ and ‘front’ were omitted as these are not
present in the dataset. In this section we present the overall results of all patients.
The individual results per patient for each monitored physiological parameter
are presented in Appendix A.

6.3.1 Pulse rate

The results for the cardiac pulse signal are summarized in Table 6.3. The results
per patient grouped by sleep stage and sleep position are displayed in Fig. A.1.
We computed the evaluation metrics with analysis windows of 5 s, 10 s and 20 s,
and used the signal from the ECG electrodes for validation. To compare the per-
formance of the camera with its PSG counterpart, we also calculated the evalua-
tion metrics for the finger-PPG sensor. The pulse rates are determined by trans-
forming the pulse signals to the frequency domain and selecting the peak-energy
locations. The heart-rates from the ECG signal are determined by using a peak-
detector in the time-domain for the localisation of the R-peaks. In line with the
work of De Haan and Jeanne [36], the rPPG-signal is quantitatively measured by
the signal-to-noise ratio (SNR). Besides SNR, we calculated the mean-absolute-
error (MAE), root-mean-squared-error (RMSE) and bias (B) for evaluation. The
percentage of time (PERC) where the measurement is accurate within the range
[1,10] BPM for an analysis window of 10 s is visualized in Fig. 6.8. Figure 6.9
displays the duration distributions of unreliable segments for different accuracy
criteria, where the integer values indicate the error in BPM. Examples of the ex-
tracted pulse signal for different scenarios are visualized in Fig. 6.10. The first
example includes a change in sleep position from the back to the left side. From
the spectrograms it can be observed that the pulse signal can be reliably and ac-
curately extracted before and after the change in position. During the position
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Table 6.3: Results of the camera-derived pulse signal for different lengths of the analysis window.

Sleep stage SNR (dB) MAE (BPM) RMSE (BPM) B (BPM)
5s 10s 20s 5s 10s 20s 5s 10s 20s 5s 10s 20s

N1 4.85 6.92 8.01 2.49 1.34 0.971 6.30 3.59 2.37 -0.0526 -0.197 -0.282
N2 5.24 7.51 8.81 1.98 1.12 0.887 4.74 3.00 2.45 -0.317 -0.269 -0.386
N3 5.30 7.81 9.30 1.54 0.714 0.426 3.39 1.71 1.06 -0.285 -0.120 -0.0431
REM 4.93 7.08 8.26 2.47 1.58 0.974 6.14 4.37 2.55 -0.243 -0.340 -0.229
Awake 3.33 4.78 5.50 6.31 4.27 3.41 13.4 8.45 6.18 0.758 -0.242 -0.874
Sleep position
Right 4.93 7.08 8.26 2.65 1.73 1.29 6.21 4.27 3.03 -0.327 -0.305 -0.339
Back 4.20 5.96 6.76 3.48 2.05 1.70 9.08 4.83 3.63 0.376 -0.0704 -0.236
Left 4.80 6.95 8.14 2.54 1.47 1.00 6.02 3.84 2.62 0.110 -0.104 -0.158
Overall 4.69 6.74 7.85 2.92 1.78 1.33 6.95 4.27 3.01 0.0127 -0.197 -0.303
Finger-PPG 6.54 9.27 10.2 1.87 1.32 0.86 3.84 2.70 1.31 -0.173 0.094 -0.105

change the system temporarily is not capable to extract the pulse signal, but is
able to quickly recover. Also the finger-PPG measurement is corrupted during the
change in position. The second example shows the performance during an apneic
event where the heart is stressed, which increases blood pressure and heart rate.
The third example is a segment with body movements. It can be observed that
the camera pulse signal is much noisier, although cleaner than the finger-PPG
sensor.
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Figure 6.8: The percentage of time (PERC) where the measurement error is within the range
[1,10] BPM, grouped per sleep stage and position. The first two figures show the results for the
camera pulse signal, the third and last that of the finger-PPG signal. All use the ECG-derived heart
rate as reference.
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Figure 6.9: The duration distributions of unreliable segments for different accuracy criteria, where
the integer values indicates the error in beats per minute (BPM). The inset is a zoomed version of the
lower part of the graph.
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Figure 6.10: Examples of the pulse signals for the scenarios: (left) a change in sleep position, (middle)
apneic events, and (right) movements. All examples are segments of 5 minutes and computed with
analysis windows of 20 s.

6.3.2 Respiration

The respiration results are summarized in Table 6.4. We compared the camera-
based respiration signal with a reference breathing rate derived from the respira-
tory PSG data, PSG MedResp:

• PSG RIP = PSG Thorax + PSG Abdomen

• PSG MedResp = median(PSG RIP,PSG Flow,PSG Thermistor).

First, the signals from the two respiration bands attached to the thorax and ab-
domen are combined, which reflect respiratory effort. The sum is taken to be
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Table 6.4: Results of the camera-derived respiratory signal for different lengths of the analysis win-
dow.

Sleep stage MAE (BPM) RMSE (BPM) B (BPM)
5s 10s 20s 5s 10s 20s 5s 10s 20s

N1 3.25 2.36 1.77 4.46 3.64 2.69 0.558 1.11 0.424
N2 3.08 1.80 1.26 4.19 2.90 1.95 0.109 0.579 0.107
N3 2.93 1.35 0.900 3.94 2.19 1.34 0.0524 0.278 0.0313
REM 3.39 2.55 1.97 4.64 3.80 2.88 0.721 0.960 0.306
Awake 3.50 3.01 2.65 4.79 4.40 3.82 0.854 1.40 0.865
Sleep position
Right 3.21 2.06 1.51 4.36 3.21 2.28 0.448 0.786 0.213
Back 3.25 2.73 2.23 4.46 4.04 3.27 0.517 1.21 0.497
Left 3.17 2.03 1.54 4.34 3.15 2.29 0.217 0.725 0.243
Overall 3.22 2.24 1.73 4.39 3.43 2.57 0.427 0.887 0.332

independent of breathing type and/or to be more robust to sensor displacement
during the night. The reference used for validation (PSG MedResp) is the median
of the respiratory rates from the respiration bands and the other two PSG respi-
ratory sensors, flow and thermistor. We calculated the median to create a reliable
reference, which is less affected by artifacts and/or sensor displacements. Simi-
lar to pulse, we calculated the metrics MAE, RMSE and B for the different sleep
stages and sleep positions. The results are summarized in Table 6.4, whereas Fig.
A.2 presents the results of all patients. We also compared the performance of the
camera with these of the individual respiratory PSG sensors. The results of this
comparison for a 10 s window length are displayed in Fig. 6.11. Additionally,
the durations of unreliable segments for different accuracy criteria are displayed
in Fig. 6.12. Figure 6.13 displays examples of the respiratory signal for differ-
ent scenarios. The first example shows a scenario where the subject is stable and
breathing at a quasi-constant rate. The second example shows a scenario with
large variations in breathing rate in the range [12-25] breaths/min. The last ex-
ample is a scenario where there is significant body motion during the second part
of the segment.
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Figure 6.11: The percentage of time (PERC) where the measurement error is within the range
[1,10] BPM, grouped per sleep stage and position. All measurements use the median of the breathing
rates from the PSG respiratory sensors as reference.
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Figure 6.12: The duration distributions of unreliable segments for different accuracy criteria, where
the integer values indicates the error in breaths per minute (BPM). The inset is a zoomed version of
the lower part of the graph.
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Figure 6.13: Examples of the respiration signals for the scenarios: (left) stable, (middle) variations in
breathing rate, and (right) movements. All examples are segments of 5 minutes and computed with
analysis windows of 20 s.

6.3.3 Oxygen saturation

Table 6.5: Blood oxygen saturation characteristics of the dataset. The ODI values are calculated by
the PSG software.

Patient Lowest SpO2 (%) Average SpO2 (%) ODI≤ 3% in TST ODI≤ 4% in TST
1 87 92 27.5 13.6
2 90 95 2.6 1.1
3 88 96 10.6 8.0
4 58 97 2.6 1.0
5 91 96 3.2 1.5
6 86 95 38.0 23.7
7 86 98 5.5 3.2
8 83 92 13.5 10.6

The dataset contains blood oxygen saturation values in the range 83− 99%,
as the measurement corresponding with the lowest saturation value of patient 4
is likely corrupted as all neighboring values are close to the average saturation
value. An overview of the oxygenation values is provided by Table 6.5, where
ODI≤ 3% and ODI≤ 4% represent the Oxygen Desaturation Index (ODI), de-
fined as the number of times per hour of sleep that the blood’s oxygen level drop
by a certain percentage from the baseline. For evaluation metrics, we calculated
the mean-absolute-error (MAE), root-mean-squared-error (RMSE), bias (B) and
the percentage (PERC) where the measurements are within the clinically accept-
able accuracy criterion specified in the International Standard for pulse-oximeter
manufacture ISO 80601-2-61-2011 [65]. This criterion requires an accuracy of≤4%
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Table 6.6: Results of the camera-derived blood oxygen saturation estimates.

Sleep stage MAE (pp) RMSE (pp) B (pp) PERC (%)
N1 2.62 3.36 -0.506 91.5
N2 2.42 2.94 -0.816 95.2
N3 3.12 4.12 -0.017 94.4
REM 2.40 3.35 -0.331 91.2
Awake 5.51 7.71 1.80 76.7
Sleep position
Right 2.28 2.98 -0.168 92.7
Back 3.44 4.78 -0.103 85.2
Left 2.66 3.78 0.165 89.0
Overall 3.00 4.07 -0.00510 89.4
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Figure 6.14: (Left) The percentage of time (PERC) where the measurement error is within the range
[1,10] pp, grouped per sleep stage and position. (Right) The duration distributions of unreliable
segments for different accuracy criteria.

error in the oxygen saturation range 70− 100%, i.e. for all values in the dataset,
when compared to values obtained by blood gas analysis. We did not use filter-
ing or any other type of post-processing. As the camera estimates oxygenation
levels from the face, whereas the finger-oximeter is placed much more distal from
the heart, and as the finger probes have their own internal delay, an empirically
selected delay of 8 s was added to the camera estimates. The results are listed in
Table 6.6, whereby Fig. A.3 presents the results of all patients. The durations of
the unreliable measurements for different accuracy criteria are presented in Fig.
6.14. Examples of oxygen saturation values obtained for different scenarios are
displayed in Fig. 6.15. The first column contains examples of stable oxygenation
values with a different baseline value. The second column contains two examples
of consecutive desaturations within the 5 minutes segments, typical for apneic
events. The last column contains examples of estimated saturation values during
body movements: changes in sleep position (E) and severe movements (F).
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Figure 6.15: Examples of oxygen saturation values for the scenarios: (A+B) stable with different base-
line values from P2 and P3, (C+D) repetitive desaturations during apneic events from P1 and P6,
(E) changes in sleep positions from P5, and (F) severe body movements from P6. All examples are
segments of 5 minutes.

Dynamic performance

The evaluation results so far give a good impression about the coverage and
how sleep position and sleep stage affects the performance. Because of the large
dataset, the performance during apneic events is masked. We therefore com-
puted all ODIs in the range 3− 10% for both the camera and the finger-oximeter,
and evaluated a range of filter lengths. The ODIs reported in Table 6.5 are cal-
culated by the PSG device and do therefore not allow a direct comparison with
the camera ODIs. According to the AASM guidelines, an ODI event is scored
during a “≤ x% oxygen desaturation from a pre-event baseline", where x is typi-
cally 3 and/or 4. The definition of the pre-event baseline is however not specified
in the guidelines. We used a 30 s moving median filter as a reasonable trade-off
between the tracking of baseline trends and the immunity to apnea-induced base-
line variations, i.e. desaturations. The calculated ODI values of the entire dataset
are displayed in Fig. 6.16, the results per patient are displayed in Fig. A.4.
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Figure 6.16: The calculated ODIs in the range 3-10% for the camera and finger-oximeter. The perfor-
mance has been evaluated with a moving median filter with lengths up to 30s.

6.4 Discussion

When comparing the pulse results for the different sleep stages, it can be ob-
served that the deeper sleep stages provide the best results. Body movements
could be an explanation for this, as the movement characteristics differ between
sleep stages as has been studied by Wilde-Frenz et al. [170]. There is a strong
relationship between rate of body movements and sleep stages, with the rate de-
creasing along the following sequence of stages: Wake > N1 > REM > N2 > N3.
Body position does not have a large impact on the performance, although both
sleeping positions on the side provide better results than the back. This is en-
couraging as the areas of the face which have the strongest signal, forehead and
cheeks, are largely occluded for the camera during side sleep. The size of the ROI
does not seem to be an explantation for this observation, as can be seen from Fig.
6.7. Apart from patient 2, the ROI of all patients laying on the back is on average
larger than for the other positions. To investigate the influence of the ROI size on
the performance, we analysed the quality of the pulse signal as function of the
ROI size. In Fig. 6.17 we plotted the signal-to-noise (SNR) and mean-absolute-
error (MAE) as function of the ROI size, expressed as the fraction of the total
frame size, and added the sample size per ROI size. It can be observed that the
performance is almost invariant for a ROI size in the range 0.015− 0.1. For larger
ROI sizes, the sample size becomes very small, which affects the interpretability
of the results. For ROI sizes < 0.015 the performance rapidly decreases, indicat-
ing the lower bound.

For the analyses of the respiration results, we compared the performance of
the camera with the individual respiratory PSG sensors. The results show that,
similar to pulse, the best performance is achieved for the deeper sleep stages.
The sleep position has an effect on the performance, where the both side posi-
tions show better performance compared to the back. Although the exact cause
is unclear, this discrepancy has likely to be explained by the position-dependent
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Figure 6.17: Analysis on the effects of the ROI size on the performance of the camera-derived sig-
nals. The ROI size is expressed as the fraction of the total frame size. Sample size is the number of
processing windows.
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Figure 6.18: The histograms of the variance in oxygen saturation for the different sleep position indi-
cate the occurrence of apneic events to be predominantly in supine position.

occurrence of apneic events, since it cannot be related to the ROI size, which is
largest for the sleep position on the back. The supine sleep posture produces a
detrimental effect on breathing function as has been studied by Oksenberg et al.
[112]. This body position worsens the breathing function of the majority of OSA
patients and its associated body movements could therefore be an explanation
for the observation. The discrepancy between supine and lateral is also larger for
respiration compared to pulse, as can be observed from Fig. 6.8 and Fig. 6.11. To
gain further evidence for the hypothesis that body movements associated with
apneic events explain the lower performance, we computed the histograms of
the variances in oxygen saturation for the three sleep positions, visualized in Fig.
6.18. Larger variations in oxygen saturation indicate apneic events. As can be ob-
served from the figure, apneic events predominantly occur in the supine (back)
sleep position, with an average variation of [0.32 1.04 0.37] for the right, back and
left sleep position, respectively. The sleep stage and position dependency cannot
be observed for the respiratory PSG sensors. Only during wake all sensors show
a degradation in performance, which is likely caused by motion artifacts com-
bined with a small sample size.

The main focus of this study is to verify if the camera-derived physiolog-
ical signals are reliable surrogate measurements for a subset of the PSG sen-
sors. The results show that although the physiological information extracted
from the related PSG sensors is more accurate, the camera-derived parameters
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Figure 6.19: Comparison of the camera-derived pulse signal with the synchronized PPG and ECG
PSG data for: (A) a scenario where the finger-probe is more affected by artifacts compared to the cam-
era, (B) an event with severe motion where both camera and PSG PPG measurements are corrupted,
and (C) a scenario with a weak, irregular pulse signal and limited skin visibility.

correlate fairly well with its references. Also, there are conditions where the
PSG sensors provide inaccurate measurements, e.g. due to sensor misplace-
ment/displacement or movements. We observed that there are situations where
the camera provides more reliable measurements when compared to its PSG
counterpart(s) and vice versa. Movements disorders during sleep often affect
the limbs, e.g. the periodic limb movement disorder (PLMD) characterized by
twitching, flexing, and jerking movements of the legs and arms during non-REM
sleep. Since the camera predominantly captures the face due to sheet covering, it
is much less susceptible for these movements when compared to sensors attached
to extremities, e.g. the finger-probe. An example of such a scenario is given by the
third column of Fig. 6.10. A comparison of the camera-derived pulse signal and
the PPG and ECG sensory data from the PSG for a similar scenario is displayed
in Fig. 6.19A.

The sleep and position dependency for oxygen saturation show a similar
trend as compared to pulse and respiration, again likely caused by body move-
ments, either because of apneic events or restlessness. The validation of the esti-
mated oxygen saturation levels is performed with the finger-oximeter PSG sen-
sor. Both because of its anatomical location and the unavailability of un-post-
processed data, this is not an ideal reference. Forehead and ear probes are closer
to the heart and therefore respond more quickly than distal extremity probes;
an average delay of 15 seconds between ear and finger has been measured [90].
The response difference compared to central SaO2 is also compounded by hy-
poxemia and slower peripheral circulation such as low cardiac output states. As
such, forehead reflectance probes are often preferred in critically ill patients. All
of these response delays become clinically more important during rapid desatu-
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ration, such as those present in our dataset.
To verify the feasibility of the video system for the diagnosis of OSA, we cal-

culated the ODI values for the camera the PSG finger probe. When comparing the
ODI values for both sensors as visualized in Fig. 6.16 and Fig. A.4, it can be ob-
served that the camera-derived ODI values are consistently higher. Especially for
the ODIs associated with large desaturations, increasing the filter lengths leads
to a better correlation between camera and finger probe. For the ODIs associated
with smaller desaturations, the typically used 3 and 4%, correlation improves but
only for the longest evaluated filter lengths. This can be explained by the in-
herently noisier estimate of the camera, where random fluctuations around the
baseline value are classified as desaturation event.

Limited skin visibility is a factor which leads to a decreased performance as
can be observed from our analysis in Fig. 6.17, and exemplified e.g. by patient 8
in Fig. 6.19C. When little skin is visible due to occlusion, e.g. sensors covering the
skin, head position and/or sheets/pillow, possibly combined with a weak pulse
signal, the grouping of regions with skin-pixels to create the ROI is difficult. A
possible solution would be to install cameras at multiple viewpoints for better
coverage. This comes however with increased costs and practical difficulties, e.g.
space limitations and illumination. For monitoring of respiration the limited skin
visibility could be overcome by extracting different respiratory-affected features
from the camera data, e.g. by adding motion-based respiration detection [16].
However, the damping of the torso movements by the sheets would likely affect
the performance. Furthermore it requires a larger viewing angle, whereas we
limited our viewing angle to the head end only.

6.5 Conclusion

We presented the results of a camera-based solution for the monitoring of pa-
rameters which are relevant for the diagnosis of sleep apnea. The physiological
parameters pulse rate, respiration and blood oxygen saturation have been con-
tinuously monitored during the nocturnal sleep registration at a specialized sleep
institute using remote photoplethysmography. Data of eight patients enrolled for
a full PSG have been recorded resulting in a dataset consisting of video data with
a total duration of 46.5 hours. Results are analyzed grouped by sleep stage and
sleep position. The camera can detect pulse and respiratory rate within 2 BPM
accuracy 92% and 91% of the time, respectively. Estimated blood oxygen satu-
ration are within 4 percentage-points of the finger-oximeter 89% of the time. We
consider these results encouraging and demonstrate the potential of using rPPG
in NIR for sleep monitoring. Remaining challenges are head movements and lim-
ited skin visibility, both affecting the ROI selection. In order to use the system for
the screening and diagnosis of sleep apnea, improvements on the setup and/or
front-end are required to make it more tolerant to movements associated with
apneic events.
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Chapter 7

Validated risks and opportunities for remote
pulse-oximetry

Abstract

Camera-based pulse-oximetry has recently shown to be feasible, even when the
signal is corrupted by noise and motion artifacts. Earlier work showed that us-
ing three instead of the common two wavelengths improves robustness of the
measurement, however without a thorough investigation on the optimal wave-
length selection. We therefore performed a search to identify these wavelengths
to further improve the robustness of the measurement. Besides motion, it is em-
pirically known that there are several other factors that influence the measure-
ment leading to falsely-low or falsely-high SpO2 readings. These factors include
the presence of dyshemoglobins or other species. In this chapter, we use a the-
oretical skin-model to study how these factors influence the measurement, and
how a proper wavelength selection can reduce the impact on the measurement.
Additionally, we show that adding a third wavelength does not only improve
robustness, but can also be exploited to create a reliability index for the measure-
ment. Finally, we show that the presence of dyshemoglobins in arterial blood
can not only be detected but also quantified. We illustrate this by comparing
the estimated COHb levels of a small group of smokers and non-smokers, which
typically have different CO levels.

This chapter is based on
M. Van Gastel, S. Stuijk, and G. De Haan. Camera-based pulse-oximetry-
validated risks and opportunities from theoretical analysis. Biomedical Optics Ex-
press, 9(1):102–119, 2018
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7.1 Introduction

Blood transports oxygen from the lungs to the various tissue cells of the human
body. Hemoglobin (Hb) is the oxygen-binding protein contained in red blood
cells (erythrocytes). In a healthy human the arterial hemoglobin is nearly satu-
rated with oxygen (100% HbO2, 0%Hb). In the past, arterial blood oxygenation
was determined by analysing blood samples drawn from the arteries. Since
its introduction in the early 1970s [11], pulse-oximetry has rapidly gained
popularity as a non-invasive alternative for measurement of blood oxygenation
levels. Essentially, pulse-oximetry optically monitors arterial oxygenation, using
absorption differences between Hb and HbO2. To differentiate between the
readings of the invasive method involving blood gas analysis and the non-
invasive optical method, oxygen saturation readings using the latter method are
denoted with SpO2, whereas the invasive measurements are denoted with SaO2.
Because of their low-lost, simplicity and non-invasiveness, pulse-oximeters
have been quickly adopted, and are nowadays ubiquitously applied in clinical
practise. More recently, contactless camera-based pulse-oximetry has shown
promise of completely unobtrusive patient monitoring [157], which justified
efforts to design a robust measurement principle [149]. Although the optical
measurements generally correspond well with an invasive measurement, some
realistic conditions can cause spurious readings. Particularly, dyshemoglobins
with different absorption spectra shown in Fig. 7.1, but also motion artifacts,
and various physiological and pathological conditions can cause problems
with optical measurements. When a hemoglobin molecule lost the capacity of
reversibly binding oxygen under physiological conditions, either permanently or
temporarily, it is denoted as a dyshemoglobin. The two most common variants of
dyshemoglobin are carboxyhemoglobin (COHb) and methemoglobin (MetHb).
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Figure 7.1: Optical absorbance spectra of oxyhemoglobin (HbO2), reduced hemoglobin (Hb), car-
boxyhemoglobin (COHb) and methemoglobin (MetHb) [100].



7.2. Materials and Methods 131

In this study, we investigate how these conditions affect the reading based on
our developed opto-physiological models, the result of which we compare with
empirical data from the literature. Next, we show how wavelength selection for
camera-based pulse-oximetry can improve robustness and reduce the impact of
some of the mentioned conditions on the SpO2 measurement. We identify opti-
mal wavelengths for these conditions together with their gains. Finally, we show
that additional wavelength-channels enable the detection of unreliable readings,
and the quantification of dyshemoglobin levels. An illustrative study for the
quantification of a common dyshemoglobin in smokers, COHb, is included for a
3-wavelength camera.

7.2 Materials and Methods

In this section, we will first introduce the various sources of error in optical
SpO2-measurements. Next, in order to be able to quantify the effects of dyshe-
moglobin on the SpO2 reading, we will introduce the calibration models required
to relate the optical measurement to SpO2 values, both for the common ‘ratio-of-
ratios’ method [11] and for the recently introduced motion-robust ‘indirect’ APBV
method [149]. These models assume the absence of other absorbers in pulsating
arterial blood besides Hb and HbO2. Thereafter we shall extend the calibration
models to include the dyshemoglobins COHb and MetHb. The resulting models
are Eq. (7.20), (7.22) and (7.23), which are a function of both oxygen saturation
and dyshemoglobin concentration. Sections 7.2.2 and 7.2.3, present the deriva-
tion of the models and their verification using measured effects reported in the
literature.

7.2.1 Sources of error

Because of the different absorption spectra and the inability of dual-wavelength
pulse-oximeters to differentiate between more than two species, the presence of
dyshemoglobins in arterial blood can cause spurious SpO2 readings. For carboxy-
hemoglobin there is a linear decline in HbO2 saturation reported as COHb satu-
ration increases. This decline is not detected by pulse-oximetry, which therefore
overestimates HbO2 saturation in patients with increased COHb levels [15, 13].
Similarly, the significant effects of elevated levels of MetHb on the SpO2 reading
have been reported [14, 13]. For high concentrations, methemoglobin causes the
SpO2 reading to become approximately 85%, independent of the true oxygena-
tion level.

Motion because of excessive movements for normal oxygenation levels could
cause a falsely-low SpO2 reading because of the corrupted measurements of the
features extracted from the PPG waveforms [33]. Attempts have been made to
isolate the cardiac pulse signal from other components present in the waveforms,
e.g. by employing adaptive filters [67, 124]. Blood saturation during motion
remains however challenging because of the many confounding factors during
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movements: venous pulsations, sensor-tissue motion and sensor deformation.
Recently we showed that for the contactless camera-based approach the pulse
signal can be isolated by exploiting the fact that motion affects the waveforms
differently compared to the cardiac-induced blood volume variations [149], en-
abling motion-tolerant SpO2 monitoring. Ballistocardiographic (BCG) motion is
a special case of motion distortions, which in contrary to the excessive move-
ments has a cardiac-similar frequency. Consequently, also applying advanced
frequency-based methods to isolate the pulse signal would lead to a corrupted
measurement because of this mixture of motion and blood volume variations.
The presence of BCG artifacts is dependent on the measurement site and how se-
vere this effect is for both the contact-based and contactless measurement is not
well-studied yet.

Besides the causes mentioned above, there are more factors which could ren-
der the SpO2 reading inaccurate [28]. For many factors however it is debatable
if they significantly affect the reading since contradictory results have been re-
ported in literature. An example of such factor is sepsis or septic shock. A study
performed by Secker and Spiers [131], where they compared 80 paired SpO2 and
SaO2 readings in patients with septic shock, reported statistical significant un-
derestimation of SaO2 by 1.4%, a level which is however unlikely to be clinically
important. By contrast, a study performed by Wilson [171] on 88 patients with
severe sepsis and septic shock, showed that SpO2 significantly overestimates SaO2
by nearly 5% in those with hypoxemia. Other causes mentioned in literature in-
clude physiological conditions such as severe hyperbilirubinemia, amenia and
sulfhemoglobinemia, but also others factors such as poor probe positioning or
nail polish. In the remainder of this chapter we will focus on the presence of mo-
tion artifacts and dyshemoglobins as the main causes of corrupted camera-based
SpO2 measurements.

The origin of the PPG signal is subject to debate recently for visible wave-
lengths [71, 161]. Experiments using green resulted in observations which con-
tradicted the commonly accepted volumetric model. Although we will focus on
wavelengths in red and near-infrared (NIR) with a much deeper skin penetra-
tion depth compared to blue and green, the interaction with capillary blood with
a lower oxygenation level compared to arterial blood could potentially have an
impact on our modelling. Based on validated Monte-Carlo simulations using a
6-layer skin model [126, 125], it was concluded that the PPG amplitudes for 660
and 890 nm could be solely explained by displacement of non-blood tissue of the
cutaneous plexus layer by the added arterial blood. A recent study on the feasi-
bility of camera-based pulse-oximetry [157] showed that clinically accurate SpO2
measurements using 675 nm and 842 nm are feasible. Under normoxic condi-
tions, a decrease in ambient temperature from 23 to 7 degrees Celsius resulted in
a calibration error of only 0.1%. We therefore expect the effects of light interaction
with pulsatile capillary blood with a lower oxygenation level to be negligible for
red and NIR wavelengths.
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7.2.2 Calibration model

To relate optical measurements of blood volume variations to oxygenation levels,
the light-tissue interaction has to be well-understood. The attenuation of light
traveling through a uniform medium containing an absorbing substance can be
described by Beer-Lambert’s law:

I = I0e−A = I0e−ε(λ)cl , (7.1)

where I0 is the intensity of the incident light, I is the light reflected from the skin
and A denotes absorbance. The incident light decreases exponentially depen-
dent on the wavelength-dependent extinction coefficient ε(λ), concentration of
the absorbing medium c and the optical path length l. The skin can be modeled
as a collection of N layers with different absorbing properties:

I = I0e
−

N
∑

i=1
εi(λ)ci li

. (7.2)

The N absorbers can be merged and expressed as a quasi-static DC component
and a time-varying, periodic AC component:

I = I0e−[εDCcDC lDC+εACcAC lAC ]. (7.3)

Here the DC component comprises, among others, the absorbance of melanin,
tissue and venous blood. During the cardiac cycle the blood volume concentra-
tion in the arteries varies synchronous with the heart rate. At systole the blood
volume in the arteries is maximum, whereas at the end of diastole the blood vol-
ume is at its minimum. Because of the difference in absorbing properties between
blood and tissue, this variation in blood concentration leads to a variation in re-
flected light captured by a photodiode or camera. By the definition of arterial
blood oxygenation:

SaO2 =
cHbO2

cHb + cHbO2

× 100%, (7.4)

one would like to isolate and extract the term cAC from Eq. (7.3), since this term
consists of the mixture Hb and HbO2 concentrations. The expression is however
dependent on other unknown parameters, which makes the problem ill-posed.
Therefore some manipulations and assumptions have to be made. When filling
in Eq. (7.3) for the systolic and diastolic phase of the cardiac cycle and taking the
ratio of these expressions, one obtains:

Is
Id
= Imin

Imax
= I0e−εDCcDClDC−εACcAC(lAC+∆l)

I0e−εDCcDClDC−εACcAClAC
= I0e

−εDCcDClDC−[εHbcHb+εHbO2
cHbO2

](la+∆l)

I0e
−εDCcDClDC−[εHbcHb+εHbO2

cHbO2
]la ,

(7.5)
where la is the basal diameter of arterial vessel before pulsation and la + ∆l is the
maximum variation of arterial diameter during pulsation. The square of arterial
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diameter is proportional to the blood concentration. When taking the natural
logarithm of Eq. (7.5), the cardiac-synchronous change in absorbance (∆A) can
be expressed as:

ln(
Is

Id
) = [εHbcHb + εHbO2 cHbO2 ]∆l = ∆A ≈ AC

DC
, (7.6)

In this expression the emitted light intensity and all quasi-static DC components
have been eliminated. The approximation with the AC over DC ratio holds since
the pulsatile AC part of the PPG waveform is typically very small compared to
the static DC part. We will perform the subsequent manipulations for the con-
ventional ratio-of-ratios and APBV approaches separately to arrive at expressions
applicable for SpO2 measurements.

Ratio-of-ratios

When measuring the change in unscattered absorbance (Eq. (7.6)) at two distinct
wavelengths, λ1 and λ2, and taking the ratio of both expressions, one obtains:

R =
∆A(λ1)

∆A(λ2)
=

Asystole(λ1)− Adiastole(λ1)

Asystole(λ2)− Adiastole(λ2)
=

[εHb(λ1)cHb + εHbO2(λ1)cHbO2 ]∆l1
[εHb(λ2)cHb + εHbO2(λ2)cHbO2 ]∆l2

.

(7.7)
Here the ‘ratio-of-ratios’ R is still dependent on the unknown path length varia-
tions ∆l. With the assumption that ∆l1 ≈ ∆l2, this unknown parameter is elimi-
nated. When substituting the definition of SaO2, Eq. (7.4), into Eq. (7.7), R can be
expressed as:

R =
εHb(λ1) + SaO2[εHbO2(λ1)− εHb(λ1)]

εHb(λ2) + SaO2[εHbO2(λ2)− εHb(λ2)]
=

ln( Is
Id
)λ1

ln( Is
Id
)λ2

≈
( AC

DC )λ1

( AC
DC )λ2

. (7.8)

When we for the moment assume SaO2 and SpO2 to be identical, SpO2 can be
expressed as a function of the ratio-of-ratios R, SpO2 = α(R), and therefore ap-
plicable for optical blood oxygenation measurements:

SpO2 =
εHb(λ1)− εHb(λ2)R

εHb(λ1)− εHbO2(λ1) + [εHbO2(λ2)− εHb(λ2)]R
× 100%. (7.9)

We are aware that in the optical model we make some assumptions which may
not entirely reflect reality, e.g. we assume that the skin is homogeneous, scatter-
ing of light is not present and the examined wavelengths are sampling the same
depth. All these factors could impact the accuracy of the measurement. For these
reasons, pulse-oximeters are usually calibrated empirically and not based on an
optical model.
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APBV

Instead of extracting features from the PPG waveforms, APBV determines SpO2
indirectly based on the signal quality of the pulse signals extracted with SpO2
‘signatures’ [149]. This procedure can mathematically be described as:

SpO2 = arg max
SpO2∈SpO2

SNR
( ~WPBV︷ ︸︸ ︷

k ~Pbv(SpO2)[CnCT
n ]
−1 Cn

)
, (7.10)

where Cn contains the DC-normalized color variations and scalar k is chosen such
that ~WPBV has unit length. The calculation of the weights for extraction of the
pulse signal, ~WPBV , is formulated as a least squares problem using the SpO2-
dependent pulse prior ~Pbv. The SpO2 signatures compiled in ~Pbv can be derived
from physiology and optics. Assuming identical cameras the PPG amplitudes of
N cameras can be determined by [149]:

~Pbv =

∥∥∥∥∥∥∥∥∥


( AC

DC )
1

( AC
DC )

2

...
( AC

DC )
N


∥∥∥∥∥∥∥∥∥ =

∥∥∥∥∥∥∥∥∥∥∥∥∥



∫
λ I(λ)F1(λ)C(λ)PPG(λ)dλ∫

λ I(λ)F1(λ)C(λ)ρs(λ)dλ∫
λ I(λ)F2(λ)C(λ)PPG(λ)dλ∫

λ I(λ)F2(λ)C(λ)ρs(λ)dλ

...∫
λ I(λ)FN(λ)C(λ)PPG(λ)dλ∫

λ I(λ)FN(λ)C(λ)ρs(λ)dλ



∥∥∥∥∥∥∥∥∥∥∥∥∥
. (7.11)

Here the PPG amplitude spectrum, PPG(λ), can be approximated by a linear
mixture of the light absorption spectra from the two most common variants of
the main chromophore in arterial blood, hemoglobin; oxygenated (HbO2) and
reduced (Hb):

PPG(λ) ≈ εHb(λ)cHb + εHbO2(λ)cHbO2 = (1− SaO2)εHb(λ) + SaO2εHbO2(λ)

= εHb(λ) + SaO2[εHbO2(λ)− εHb(λ)],
(7.12)

where we assume that the optical path length differences are negligible for
600 < λ < 1000 nm and SaO2 ∈ [0, 1]. We recognize that the wavelength-
dependent effect of scattering could render this assumption invalid. The light
spectrum, filter responses, camera sensitivity and skin reflectance are denoted
with I(λ), Fi(λ), C(λ), and ρs(λ), in Eq. (7.11) respectively. By extracting the
pulse signal for a collection of SpO2 signatures over a range of oxygenation lev-
els and measuring the signal quality of each signal, the pulse signal with the
highest SNR value corresponds to the signature which describes the data best
and therefore reflects the SpO2 value. When using two wavelengths the ratio-
of-ratios parameter R and the ratio of APBV parameter ~Pbv coincide. The wave-
length selection of our previous publication [149] was based on three criteria: 1)
the desire to measure oxygen saturation in darkness (λ > 700 nm) for clinical
applications, 2) have a reasonable SpO2 contrast, and 3) wavelengths within the
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spectral sensitivity of the camera. Our decision to use three instead of the com-
mon two wavelengths used in pulse-oximetry was motivated by the improved
robustness of the SpO2 measurement by a factor of two. This can be explained
by how motion affects the PPG waveforms when measured with a camera. Since
motion-induced intensity variations are equal for all wavelengths, suppression
of these artifacts is only possible for the APBV method if the pulse signature ~Pbv
is not equal to this motion signature, which can be described as a vector with
equal weights. The SpO2 calibration model for the wavelengths used in [149]
are visualized in Fig. 7.2. As can be observed from this figure, there does exist a
motion-similar pulse signature when using two wavelengths, whereas there does
not exist such a signature when adding a ‘redundant’ third wavelength enabling
distinction between motion artifacts and the pulse signal for all oxygenation lev-
els. Additionally, three wavelengths allow to suppress up to two independent
(linear) noise sources, whereas two wavelengths can only eliminate one.
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Figure 7.2: Using three instead of two wavelengths for APBV improves robustness since motion af-
fects all wavelengths equally. In contrast to the three wavelength calibration model (right), there does
exist a motion-similar pulse signature when using two wavelengths, making it unable to distinguish
between the pulse signal and motion.

7.2.3 Dyshemoglobins

The calibration models presented in the previous paragraph assume that Hb and
HbO2 are the only two absorbers in pulsatile arterial blood. To investigate how
the addition of more absorbers influences calibration, we will extend the cali-
bration models. After the introduction of the extended calibration model we
will compare our results with the effects of dyshemoglobins reported in liter-
ature. First, we describe two definitions of arterial blood oxygenation, which
are often misinterpreted in literature, leading to wrong conclusions. Functional
hemoglobin saturation, SaO f unctional

2 , is defined as the ratio between HbO2 and
the sum of Hb and HbO2:



7.2. Materials and Methods 137

SaO f unctional
2 =

cHbO2

cHb + cHbO2

. (7.13)

The above definition of hemoglobin saturation is referred to as functional
hemoglobin saturation because it ignores the two hemoglobin species which do
not contribute to functional oxygen transport: carboxyhemoglobin and methe-
moglobin. When both dyshemoglobin species are taken into account, it is referred
to as fractional hemoglobin saturation:

SaO f ractional
2 =

cHbO2

cHb + cHbO2 + cDysHb
=

cHbO2

cHb + cHbO2 + cCOHb + cMetHb
. (7.14)

Let us now introduce variable χi, which is defined as the relative concentration of
chromophore i in pulsatile arterial blood:

χi =
Ci

N
∑

i=1
Ci

. (7.15)

Here the total number of absorbing species is denoted by N. In the next sections
we will show how both calibration models can be extended with this definition
to investigate the effects of dyshemoglobins on the measurement.

Ratio-of-ratios

By adding the dyshemoglobins and using the relative concentrations χ, Eq. (7.7)
can be expressed as:

R =
∆A(λ1)

∆A(λ2)
=

χHbεHb(λ1) + χHbO2 εHbO2(λ1) + χDysHbεDysHb(λ1)

χHbεHb(λ2) + χHbO2 εHbO2(λ2) + χDysHbεDysHb(λ2)
, (7.16)

where similar to Eq. (7.7) the differences in ∆ls are expected to be negligible and
these terms may therefore be dropped. When substituting this new expression of
R into Eq. (7.9) and after re-arranging, one obtains:

SpO2 =

χHbO2
+χHb

=0︷ ︸︸ ︷(
εHb(λ1)εHb(λ2)− εHb(λ2)εHb(λ1)

εHb(λ1)εHbO2(λ2)− εHb(λ2)εHbO2(λ1)

)
+χDysHb

α︷ ︸︸ ︷(
εHb(λ1)εDysHb(λ2)− εHb(λ2)εDysHb(λ1)

εHb(λ1)εHbO2(λ2)− εHb(λ2)εHbO2(λ1)

)

χHbO2
+χHb

(
εHbO2(λ2)εHb(λ1)− εHbO2(λ1)εHb(λ2)

εHb(λ1)εHbO2(λ2)− εHb(λ2)εHbO2(λ1)

)
︸ ︷︷ ︸

=1

+χDysHb

(
εDysHb(λ2)[εHb(λ1)− εHbO2(λ1)]− εDysHb(λ1)(εHb(λ2)− εHbO2(λ2))

εHb(λ1)εHbO2(λ2)− εHb(λ2)εHbO2(λ1)

)
︸ ︷︷ ︸

β

× 100%,

(7.17)
which can be expressed in the form:

SpO2 =
χHbO2 + αχDysHb

χHbO2 + χHb + βχDysHb
× 100%. (7.18)
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The next step is to embed the definitions of fractional and functional SaO2 into
Eq. (7.18). These two SaO2 definitions can be expressed in terms of the relative
concentrations χ:

SaO f ractional
2 = 1− χHb − χDysHb

SaO f unctional
2 =

1− χHb − χDysHb

1− χDysHb
.

(7.19)

By substitution these expressions into Eq. (7.18), SpO2 can be expressed as:

SpO2 =
SaO f ractional

2 + αχDysHb

1 + (β− 1)χDysHb
× 100%

SpO2 =
SaO f unctional

2 (1− χDysHb) + αχDysHb

1 + (β− 1)χDysHb
× 100%.

(7.20)

With these expressions we can investigate how the presence of dyshemoglobins
in arterial blood influences the SpO2 reading. Reported empirical results are ob-
tained from pulse-oximeters with the common 660 and 940 nm wavelength pair.
To relate our theoretical model with the experimental observations, we evaluated
Eq. (7.20) with these wavelengths. The results for different concentrations of the
dyshemoglobins COHb and MetHb are visualized in Fig. 7.3.
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Figure 7.3: Simulations on how the ratio-of-ratios based SpO2 readings are affected for different con-
centrations of the dyshemoglobins (a) carboxyhemoglobin and (b) methemoglobin. The two wave-
lengths used are 660 and 940 nm, which are commonly used in pulse-oximeters.

From our simulation results visualized in Fig. 7.3 it can be observed that they
agree with the experimental observations for both COHb and MetHb: for el-
evated levels of CO, SpO2 is overestimated approximately proportional to the
CO concentrations, whereas for elevated MetHb levels the SpO2 reading becomes
around 80% irrespectively of the true blood oxygenation level. Fig. 7.1 shows that
at 660 nm, MetHb looks much like (reduced) Hb. However, more importantly, at
940 nm the extinction or absorbance of MetHb is markedly greater than that of
either Hb or HbO2. As a result, MetHb will contribute greatly to the perceived
absorption of both these species, and will increase both the numerator and the
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denominator of the ratio of relative absorbances the oximeter calculates, driving
this ratio towards 1, corresponding to an oxygenation level of around 80%. The
absorption of COHb at 660 nm is comparable to HbO2, whereas at 940 nm the
absorption is negligible. Therefore COHb “looks like” HbO2 at 660 nm and has
essentially no effect on the 940 nm infrared wavelength, leading to an overesti-
mation of true oxygenation.

APBV

Similar to the ratio-of-ratios based method, the calibration model of the APBV
method can also be extended in order to investigate the effects of dyshemoglobins
on the SpO2 reading. The presence of dyshemoglobins only affects the PPG term
in Eq. (7.11), which with the introduction of relative concentrations can be ex-
pressed as:

PPG(λ) ≈ χHbεHb(λ) + χHbO2 εHbO2(λ) + χDysHbεDysHb(λ). (7.21)

The pulse vector ~Pbv can now be expressed as function of fractional SaO2 and
dyshemoglobin concentration χDysHb:

~Pbv(SaO f ractional
2 , χDysHb) =

∥∥∥∥∥∥∥∥∥∥∥∥∥∥



∫
λ I(λ)F1(λ)C(λ)[SaO f ractional

2 (εHbO2
−εHb)+χDysHb(εDysHb−εHb)+εHb ]dλ∫

λ I(λ)F1(λ)C(λ)ρs(λ)dλ∫
λ I(λ)F2(λ)C(λ)[SaO f ractional

2 (εHbO2
−εHb)+χDysHb(εDysHb−εHb)+εHb ]dλ∫

λ I(λ)F2(λ)C(λ)ρs(λ)dλ

...∫
λ I(λ)FN(λ)C(λ)[SaO f ractional

2 (εHbO2
−εHb)+χDysHb(εDysHb−εHb)+εHb ]dλ∫

λ I(λ)FN(λ)C(λ)ρs(λ)dλ



∥∥∥∥∥∥∥∥∥∥∥∥∥∥
,

(7.22)
and similar for functional SaO2:

~Pbv(SaO f unctional
2 , χDysHb) =

∥∥∥∥∥∥∥∥∥∥∥∥∥∥



∫
λ I(λ)F1(λ)C(λ)[SaO f unctional

2 (εHbO2
+εHb(χDysHb−1))+χDysHb(εDysHb−εHb)+εHb ]dλ∫

λ I(λ)F1(λ)C(λ)ρs(λ)dλ∫
λ I(λ)F2(λ)C(λ)[SaO f unctional

2 (εHbO2
+εHb(χDysHb−1))+χDysHb(εDysHb−εHb)+εHb ]dλ∫

λ I(λ)F2(λ)C(λ)ρs(λ)dλ

...∫
λ I(λ)FN(λ)C(λ)[SaO f unctional

2 (εHbO2
+εHb(χDysHb−1))+χDysHb(εDysHb−εHb)+εHb ]dλ∫

λ I(λ)FN(λ)C(λ)ρs(λ)dλ



∥∥∥∥∥∥∥∥∥∥∥∥∥∥
.

(7.23)
As mentioned earlier the calibration of RR and APBV for a two wavelength sys-
tem is identical, the SpO2 determination procedure is however different. Instead
of linking a ratio of amplitudes to an oxygenation level (1-D to 1-D mapping),
with APBV a sweep over possible SpO2 values is performed where the SpO2-
dependent pulse vector which provides the pulse signal with the highest SNR is
selected (N-D to 1-D mapping). Although dependent on the type of distortion,
in general the vector which has the minimum distance in L2-sense between the
data and the examined pulse vector will be selected. When blood oxygenation
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levels within the range 0− 100% with a sampling resolution of 0.1% are evalu-
ated, the error of the SpO2 reading for different CO levels is visualized in Fig.
7.4a. The resulting errors for different levels of methemoglobin are visualized in
Fig. 7.4b. When comparing the results from RR and APBV, it can be observed
that the dyshemoglobins have a similar effect on both methods. However, since
APBV typically only examines oxygenation levels within the range 0− 100%, the
resulting error can be biased, e.g. for CO, where values can be outside this range.
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Figure 7.4: Simulations on how the APBV-based SpO2 readings are affected for different concentra-
tions of the dyshemoglobins (a) carboxyhemoglobin and (b) methemoglobin. The two wavelengths
used are 660 and 940 nm, which are commonly used in pulse-oximeters.

7.2.4 Wavelength selection

In the previous paragraphs we introduced the SpO2 calibration models for
both RR and APBV, and extended these to investigate how the presence of
hemoglobins affects the measurement for the common 660 and 940 nm wave-
length pair used in pulse-oximeters. In this paragraph, we investigate how
we can select the best wavelengths for three-wavelength camera-based pulse-
oximetry for different optimization criteria.

Motion and SpO2 contrast

To suppress motion artifacts in the PPG waveforms we profit from the fact that
motion-induced intensity variations have a different mixture compared to the
cardiac-induced intensity variations. The cardiac-induced mixture is compiled
in the pulse vector ~Pbv and is a function of SaO2, whereas the motion is equally
present in all wavelengths and can therefore be represented as the ‘motion’ vector
[1, . . . , 1]T with shorthand notation ~1. The larger the discrepancy between both
vectors, the better distortions can be suppressed enabling reliable measurements.
Motion robustness can therefore be assessed by computing the angle between ~Pbv
and~1:

∠Motion =

(
∑

SaO2∈SaO2

acos
( ~Pbv(SaO2) ·~1
| ~Pbv(SaO2)| · |~1|

))
/S0, (7.24)
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where S0 denotes the number of evaluated oxygenation levels. We showed earlier
that when adding a ‘redundant’ third wavelength this angle is never equal to
zero, enabling distinction between the pulse signal and motion over the entire
range of oxygenation levels.

Besides the criterion of motion robustness, another important criterion is the
SpO2 contrast; the change in pulse amplitudes as function of oxygenation level.
A large contrast allows to detect small variations in oxygenation levels and is
therefore desirable. To assess the contrast, we compute the angle between the
pulse vector at 0% and at 100% oxygenation:

∠SpOcontrast
2 = acos

( ~Pbv(SaO2 = 0%) · ~Pbv(SaO2 = 100%)

| ~Pbv(SaO2 = 0%)| · | ~Pbv(SaO2 = 100%)|

)
. (7.25)

The results on the optimal wavelength selection for both criteria are presented in
Sec. 7.3.1.

Dyshemoglobins

As shown in the previous paragraphs the presence of dyshemoglobins in arte-
rial blood can have a large impact on the SpO2 reading, leading to either false
alarms or undetected clinically hazardous situations. Although its effects can-
not be completely eliminated, it can be greatly reduced by a proper selection of
wavelengths since not all wavelengths are equally affected. To determine the
wavelength selection, we assess the effect of both dyshemoglobins on the reading
by calculating the discrepancy between SaO2 and SpO2 values using our devel-
oped opto-physiological models. The results of this analysis are presented in Sec.
7.3.1.

Combined

In the previous paragraphs we elaborated on how to determine the optimal wave-
lengths for different criteria. In practise one has to select the wavelengths based
on a weighted combination of the criteria. We therefore create an objective func-
tion including these criteria, each with an individual (positive) weighting con-
stant:

{λ∗1 , λ∗2 , λ∗3} = arg max
λ1,λ2,λ3∈λ|λ1<λ2<λ3

αFSpOcontrast
2 + βFmotion + γFDysHb + δF ~Pbv

contrast
.

(7.26)
The values of the weighting constants can be set arbitrarily, depending on the
requirements. The values of the individual objective functions are normalized
in the range [0,1]. To prevent a cluttering of wavelengths, we included a fourth

objective function, F ~Pbv
contrast

, which describes the variation between the elements
in the vector to ensure a spread of the wavelengths. The results of the full-search
optimization are presented in Sec. 7.3.1.
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7.2.5 Detection of presence dyshemoglobins

As mentioned before, a dual-wavelength system cannot discriminate between
more than two species. Although we used a three-wavelength system [149] be-
fore to improve robustness, we calibrated the system for the presence of Hb and
HbO2 only. The presence of dyshemoglobins would therefore lead to falsely-low
or falsely-high SpO2 readings. However, using three instead of two wavelengths
does allow to design a reliability indicator for the SpO2 measurement based
on the various wavelength-pairs which are differently affected by the dyshe-
moglobins. We therefore create an index, ζ, which is equal to zero when there
are no dyshemoglobins present in the blood and gives higher values when the
measurement is likely inaccurate due to the presence of dyshemoglobins. Based
on our calibration model, Eq. (7.11), we determine the amplitudes as function
of oxygenation level for the three possible wavelength-pairs and the combined
three-wavelengths:

~P1
bv(SaO2) =

∥∥∥∥∥∥
( AC

DC )λ1

( AC
DC )λ2

( AC
DC )λ3

∥∥∥∥∥∥ ,

~P2
bv(SaO2) =

∥∥∥∥[( AC
DC )λ1

( AC
DC )λ2

]∥∥∥∥ ,

~P3
bv(SaO2) =

∥∥∥∥[( AC
DC )λ1

( AC
DC )λ3

]∥∥∥∥ ,

~P4
bv(SaO2) =

∥∥∥∥[( AC
DC )λ2

( AC
DC )λ3

]∥∥∥∥ ,

and use these to extract the four cardiac pulse signals ~S:

~Si = ~WiCi
n = k ~Pi

bv(SaO2)[Ci
nCiT

n ]−1Ci
n for i=1,2,3,4. (7.27)

By selecting the pulse signals with the highest SNR, four individual SpO2 esti-
mates are obtained:

Si
max = arg max

1≤j≤N
F (~Si)�F (~Si)∗ for i=1,2,3,4 (7.28)

These SpO2 estimates will be equal for nominal dyshemoglobin concentrations,
but will differ when these concentrations are elevated. We therefore propose to
create a reliability index, ζ, which is defined as the standard deviation of the four
estimates:

ζ = σ(S1
max, S2

max, S3
max, S4

max). (7.29)

The value of ζ is therefore proportional to the uncertainty of the SpO2 measure-
ment, which is very important for the clinical interpretation of the reading. It
can be observed that the idea of using wavelength-pairs is not restricted to three
wavelengths, but can be further extended to an arbitrary N > 3.
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7.2.6 Measurement of dyshemoglobins

The calibration model used to design the reliability index ζ is similar to the one
presented in our previous publication [149]. We showed earlier that by extending
this model we can also predict how the presence of dyshemoglobins affects the
wavelengths. We will now demonstrate that based on this extended calibration
model we can not only detect, but also quantify the presence of dyshemoglobins
in arterial blood. Instead of performing a sweep over oxygenation levels only, we
now perform a search over both oxygenation levels and dyshemoglobin concen-
trations:

~P1
bv(SaO2, χDysHb) =

∥∥∥∥∥∥
( AC

DC )λ1

( AC
DC )λ2

( AC
DC )λ3

∥∥∥∥∥∥ ,

~P2
bv(SaO2, χDysHb) =

∥∥∥∥[( AC
DC )λ1

( AC
DC )λ2

]∥∥∥∥ ,

~P3
bv(SaO2, χDysHb) =

∥∥∥∥[( AC
DC )λ1

( AC
DC )λ3

]∥∥∥∥ ,

~P4
bv(SaO2, χDysHb) =

∥∥∥∥[( AC
DC )λ2

( AC
DC )λ3

]∥∥∥∥ ,

~Si = ~WiCi
n = k ~Pi

bv(SaO2, χDysHb)[C
i
nCiT

n ]−1Ci
n for i=1,2,3,4 (7.30)

Si
max = arg max

1≤j≤N
F (~Si)�F (~Si)∗ for i=1,2,3,4 (7.31)

(SpO2, χ̂DysHb) = arg minSaO2∈SaO2 ,χDysHb∈χDysHb
eσ(S1

max ,S2
max ,S3

max ,S4
max)

µ

(
SNR(~S1),SNR(~S2),SNR(~S3),SNR(~S4)

) ,

(7.32)
where µ denotes the sample mean operator. In addition to the SNR-based se-
lection criterion used for SpO2, we also include the distribution of the optima in
the selection criterion since the optima for the wavelength combinations coincide
when the examined parameter setting matches the data. An illustration of the
principle based on synthetic PPG data is visualized in Fig. 7.5. Here the oxy-
genation level is set at 95% and the dyshemoglobin concentration is set at 5%. By
performing a sweep over both oxygenation levels and dyshemoglobin concentra-
tions, SpO2 and χdys can be determined simultaneously based on the distribution
of the optima and SNR values.
The idea of using various wavelength-pairs to allow simultaneous SpO2 and
dyshemoglobin concentration measurements is not restricted to the ‘inverted’
APBV method, but could also be applied to the conventional RR approach.
To verify the performance of both methods we used our calibration model to
generate PPG signals with a CO level of 10% and added multiplicative Gaussian
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Figure 7.5: Illustration of the simultaneous SpO2 and dyshemoglobin concentration measurement
principle based on synthetic PPG data, with the oxygenation level set at 95% and the dyshemoglobin
concentration set at 5%.

noise with different amplitudes to the PPG waveforms. The results of this
analysis are presented in Sec. 7.3.2.

Illustrative study
To verify the performance on real PPG data extracted from video recordings, we
additionally created a dataset including heavy smokers because of their high sus-
picion of elevated CO levels. A necessary consensus, given the variability level
of COHb due to environmental CO, suggests an absolute upper limit of normal
COHb of 3% for non-smokers and 10% for heavy smokers [94]. The setup for
creating this dataset is similar to the one used for our earlier publication [149],
presented in Chapter 4. The study has been approved by the Internal Commit-
tee Biomedical Experiments of Philips Research and informed consent has been
obtained from each subject. We asked all subjects to sit on a chair with their face
focussed towards the cameras and remain static for the duration of 5 minutes.
As reference we used a conventional SpO2 finger probe connected to a Philips
IntelliVue X2 patient monitor. Blood gas concentrations could unfortunately not
be measured because of the unavailability of a blood gas analyzer or similar. We
would therefore like to classify our results as illustration of the method. However,
because of the non-smoking versus heavy smokers group, a clear distinction in
estimated CO levels should be observable. The results of the study are presented
in Sec. 7.3.2.
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7.3 Results

7.3.1 Wavelength selection

To identify the optimal wavelengths for the optimization criteria discussed in Sec.
7.2.4, we perform a full-search within the wavelength-range 600− 950 nm for a
three-wavelength system where λ1 < λ2 < λ3. Wavelengths > 950 nm are not
included because of water absorption, whereby skin hydration levels start to play
a role in the SpO2 calibration.

Motion and SpO2 contrast

The results of the wavelength search for both criteria are visualized in Fig. 7.6,
where λ2 = λ1+λ3

2 and the sampling resolution is 2 nm. It can be observed that
for motion robustness it is desirable to select the shortest wavelength, λ1, close to
600 nm. The selection of the longest wavelength, λ3, is less critical; from 800 nm
onwards only small variations in motion robustness can be observed for all λ1.
For SpO2 contrast the wavelengths typically used in pulse-oximeters, 660 and
940 nm, provide the best results. Because of the oxygenation-dependent pulse
vector ~Pbv, motion robustness is also a function of SpO2. To investigate this ef-
fect, instead of averaging over all oxygenation levels as we did before, we per-
formed the search for oxygenation levels of 80, 90 and 100%. The results are visu-
alized in Fig. 7.7. It can be observed that for the wavelengths which provide the
largest SpO2 contrast, motion robustness reduces for decreasing oxygenation lev-
els, which was to be expected based on the absorption spectra of Hb and HbO2.

Figure 7.6: The results of the wavelengths search for (left) SpO2 contrast, and (right) motion robust-
ness. The displayed values represent the angle (in degrees) between the pulse vector at 0% and 100%
SpO2 (left), and the angle between the pulse and motion vector (right).
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Figure 7.7: Motion robustness is a function of the blood oxygenation level. We therefore investigated
the robustness for 80, 90 and 100% SpO2. It can be observed that within this range motion robustness
reduces for decreasing oxygenation levels.

Dyshemoglobins

The results of these simulations are visualized in Fig. 7.8a and Fig. 7.8b, respec-
tively. For COHb, the effect on the SpO2 reading can be vastly reduced when
selecting the shortest wavelength λ1 to be larger than 700 nm. This result was to
be expected since the absorption of COHb is strictly decreasing in the range 600-
1000 nm. For MetHb, it is preferred to select all wavelengths within the range
700 < λ < 800 nm, although the effect on the measurement cannot be reduced as
much as for COHb.

(a) Carboxyhemoglobin (b) Methemoglobin

Figure 7.8: Normalized error for COHb (a) and MetHb (b) when SpO2 is calibrated for functional
SaO2 (left) and fractional SaO2 (right). The error is calculated for a three wavelengths system with the
middle wavelength linearly interpolated between the first and third wavelength.

Combined

In Fig. 7.9 we visualize the results when all weights are set equally and λ2 =
λ1+λ3

2 . The results for the full-search optimization are displayed in Tab. 7.1. For
visualization we also performed the search with λ2 = λ1+λ3

2 and with a sam-
pling resolution of 2 nm. The results of this search are visualized in Fig. 7.9.
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Although there are differences in optima between both dyshemoglobins, in gen-
eral the highest scores are obtained for wavelengths which are widespread within
the evaluated spectrum. When adding the constraint of invisibility to the human
eye, the shortest wavelength shifts to 700 nm for both dyshemoglobins.

(a) Carboxyhemoglobin (b) Methemoglobin

Figure 7.9: Results of the combined objective function with equal weights and λ2 = λ1+λ3
2 .

Table 7.1: Results from the full-search for a combination of objective functions. Allowing only invis-
ible NIR wavelengths shifts the shortest wavelength to 700 nm. The corresponding objective value
reduction is denoted with ∆.

SaO f unctional
2 SaO f ractional

2
[600-950] nm [700-950] nm ∆(%) [600-950] nm [700-950] nm ∆(%)

Dyshemoglobin λ1 λ2 λ3 λ1 λ2 λ3 λ1 λ2 λ3 λ1 λ2 λ3

COHb 655 805 950 700 805 950 -21.7 655 805 950 700 805 950 -20.5
MetHb 650 805 950 700 805 950 -31.1 650 805 950 700 805 950 -35.6

7.3.2 Measurement of dyshemoglobins

The results obtained on synthetic PPG data are displayed in Table 7.2. We
compared the performance of the original APBV method [149] (APBV3λ) with
the proposed extended APBV method (APBVDysHb) and the RR-based method
(RRDysHb) to simultaneously estimate SpO2 and dyshemoglobin levels. For this
experiment, the CO level is set at 10% and the noise levels are expressed relative
to the PPG amplitude. The errors and biases are indicated with E and B, respec-
tively. The results show that for low noise levels, the performance of RRDysHb

is comparable to that of APBVDysHb. However, as expected, when noise levels
are high RRDysHb renders inaccurate whereas APBVDysHb still provides reliable
measurements because of its ability to suppress distortions. As shown already
mentioned in the previous section and verified by this experiment, APBV3λ over-
estimates SpO2 approximately equal to the CO concentration.

So far, we illustrated the working principle of the proposed method based on
synthetic PPG data. The results of the illustrative study are displayed in Table
7.3. It can be observed that there is a significant (p < 0.05) difference between
the estimated CO levels of the smokers (S) compared to the non-smokers (N-S),
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Table 7.2: Results of the extended RR and APBV methods to simultaneously measure SpO2 and the
dyshemoglobin concentration. The results are obtained on synthetic PPG data with a CO level of 10%.

APBV3λ APBVDysHb RRDysHb

Noise level ESpO2 BSpO2 ESpO2 BSpO2 EχDysHb BχDysHb ESpO2 BSpO2 EχDysHb BχDysHb

0 9.15 9.15 3.62e-1 1.97e-1 7.21e-1 -2.45e-1 5.10e-1 3.40e-2 9.46e-1 -3.40e-2
1e-3 9.12 9.12 4.49e-1 -2.31e-1 8.10e-1 3.88e-1 2.59e-1 -5.44e-2 5.71e-1 1.91e-1
1e-2 9.17 9.14 2.52e-1 -7.48e-2 4.22e-1 1.77e-1 6.26e-1 1.36e-2 9.46e-1 4.76e-2
1e-1 9.27 9.27 2.18e-1 1.09e-1 5.71 -3.40e-1 3.74 -2.36 7.56 5.53
1e0 9.33 9.33 8.37e-1 5.10e-1 1.44 -5.58e-1 16.6 -7.014 14.9 14.4
1e1 9.37 9.37 2.59 8.16e-1 4.31 -7.35e-1 26.8 -6.93 15.0 15.0

Table 7.3: Results obtained on the smokers (S) versus non-smokers (N-S) dataset.

[660-800-840] nm [760-800-840] nm
APBV3λ APBVDysHb RRDysHb APBV3λ APBVDysHb RRDysHb

Subject N-S/S SpO2
ref SpO2 SpO2 χCOHb SpO2 χCOHb SpO2 SpO2 χCOHb SpO2 χCOHb

I N-S 98.1 98.6 98.3 1.26 97.8 1.59 97.8 97.2 1.33 97.4 1.12
II 95.6 96.1 95.2 0.87 94.2 2.87 95.9 95.4 0.67 95.2 0.89
III S 102 103 95.2 8.46 99.3 0.97 102 95.4 8.22 94.1 8.97
IV 98.5 99.4 95.8 3.95 97.8 1.39 98.9 95.7 4.08 95.2 4.32

which is most noticeable for subject III. The average pulse-oximeter reading for
this subject is 102%, with outliers up to more than 103%, which agrees with the
overestimation of SpO2 in the presence of elevated CO. It can also be observed
that the results of APBV for both wavelength combinations is consistent, whereas
RR shows large variations in results, which are likely caused by the low pulsatile
amplitude of the 660 nm waveform. It should be noted that this section contains
an illustrative example, and actual clinical validation is beyond the scope of this
work.

7.4 Discussion

The results obtained on smokers showed that elevated CO levels can be detected.
During the analysis we assumed COHb to be the only dyshemoglobin present
in arterial blood. We are aware that this assumption may not be valid in clin-
ical practice, where other confounding factors may influence the measurement
as well, among others the ones mentioned in this chapter. We would also like
to emphasize that all results are obtained on healthy patients with normal oxy-
genation levels. To claim clinical validity of the method an extensive dataset with
large variations in both oxygenation levels and dyshemoglobin concentrations
has to be created. This requires ground-truth measurement involving arterial
blood samples.

The calibration models are based on the Beer-Lambert law and neglects the
effects of scattering. Additionally, further assumptions have been made, e.g. that
the skin is homogeneous and that the path length differences ∆l for the vari-
ous wavelengths are expected to be equal. This last assumption holds when the
wavelengths are closely spaced in the range of evaluated wavelengths, but ren-
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Figure 7.10: Comparison between the calibration curves of fetal and adult hemoglobin (left) and the
corresponding error (right).

ders invalid when the wavelengths are widespread, introducing inaccuracies to
the calibration. For the selected wavelengths used in this study we observed that
the calibration model is fairly accurate, likely because of the close spacing of the
wavelengths. We could however only verify the accuracy of the model for phys-
iological conditions within a rather narrow range.

The main focus of our study was to identify when a SpO2 measurement is
unreliable or corrupted due to elevated dyshemoglobin concentrations, and the
illustrative quantification of it can be considered a ‘bycatch’. The field of CO-
oximetry specifically focusses on the quantification of these blood gases. To im-
prove sensitivity of the quantification, a different selection of wavelengths com-
pared to ours for COHb measurements is recommended since the absorption
in NIR is rather low compared to the absorption for wavelengths in the range
500 < λ < 600 nm. Because of our desire to measure physiological parameters
in (near)-darkness and the absence of a proper ground-truth, we identify the op-
timal wavelength selection for CO-oximetry out-of-scope for this study.

Besides the error sources listed in Sec. 7.2.1, fetal hemoglobin (HbF) is often
identified to give inaccurate readings. Fetal Hb is the main oxygen transport pro-
tein in the human fetus during the last seven months of development in the uterus
and persists in the newborn until roughly 6 months old. Functionally, HbF differs
most from adult Hb (HbA) in that it is able to bind oxygen with greater affinity
than the adult form, giving the developing fetus better access to oxygen from
the mother’s bloodstream. This greater affinity to oxygen shifts the curve to the
left. In newborns, HbF is nearly completely replaced by HbA by approximately
6 months postnatally, except in a few thalassemia cases in which there may be a
delay in cessation of HbF production until 3− 5 years of age. Zijlstra et al. mea-
sured the absorption spectra of both fetal and adult hemoglobin [181]. Based on
these spectra we calculated the calibration curves and computed the differences
between both as most pulse-oximeters are calibrated for adults only. The results
of the comparison are visualized in Fig. 7.10 for the range 60− 100% SpO2. The
worst-case error is approximately 2%, which is well-within the ISO requirement
(ISO 80601-2-61, 2011, section 201.12.1.101.2.2) of an error < 4%. This confirms
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the earlier results obtained on actual neonatal data that showed that there is no
clinically significant effect on pulse oximetry [123]. The misconception that HbF
does have an influence on the SpO2 reading is likely caused by the effect it has on
CO-oximeter readings, where HbF may be misread as COHb thereby spuriously
lowering the reading [34].

7.5 Conclusion

We have identified possible confounding factors in camera-based pulse-oximetry
and showed how a proper wavelength selection based on developed opto-
physiological models could reduce the impact of some of these factors on the
measurement. This investigation leads to wavelength recommendations for indi-
vidual criteria together with a combined optimization criterion. Based on our ear-
lier presented method for robust SpO2 measurements using ‘priors’ of oxygena-
tion levels, we proposed to create wavelength-pairs from the three-wavelength
system, allowing the formulation of a reliability index of the measurement, which
is important for the clinical interpretation. Finally, we showed that by perform-
ing a search over both oxygenation levels and dyshemoglobin concentrations,
dyshemoglobins can not only be detected but also quantified. We think this study
presents important design considerations to the relatively novel field of camera-
based pulse-oximetry. Furthermore, based on preliminary results, we showed
that the extension to camera-based pulse CO-oximetry seems feasible.



Chapter 8

Simultaneous arterial and venous oxygen
saturation estimation

Abstract

Optical monitoring of arterial blood oxygenation, SpO2, using cameras has re-
cently been shown feasible by measuring the relative amplitudes of the remotely
sensed PPG waveforms captured at different wavelengths. SvO2 measures the
venous blood oxygenation, which together with SpO2 provides an indication of
tissue oxygen consumption. In contrast to SpO2 it usually still requires a blood
sample from a pulmonary artery catheter. In this work we present a method
which suggests simultaneous estimation of SpO2 and SvO2 with a camera. Con-
trary to earlier work, our method does not require external cuffs leading to better
usability and improved comfort. Since the arterial blood varies synchronously
with the heart rate, all frequencies outside the heart rate band are typically fil-
tered out for SpO2 measurements. For SvO2 estimation, we include intensity
variations in the respiratory frequency range since respiration modulates venous
blood due to intrathoracic pressure variations in the chest and abdomen. Con-
sequently, under static conditions, the two dominant components in the PPG
signals are respiration and pulse. By measuring the amplitude ratios of these
components, it seems possible to monitor both SpO2 and SvO2 continuously. We
asked healthy subjects to follow an auditory breathing pattern while recording
the face and hand. Results show a difference in estimated SpO2 and SvO2 val-
ues in the range 5-30 percent for both anatomical locations, which is normal for
healthy people. This continuous, non-contact, method shows promise to alert the
clinician to a change in patient condition sooner than SpO2 alone.

This chapter is based on
M. van Gastel, H. Liang, S. Stuijk, and G. de Haan. Simultaneous estimation
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of arterial and venous oxygen saturation using a camera. In Optical Diagnostics
and Sensing XVIII: Toward Point-of-Care Diagnostics, volume 10501, page 105010W.
International Society for Optics and Photonics, 2018
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8.1 Introduction

After reported successes showing camera-based pulse rate and derived features
such as pulse rate variability (PRV), respiration and PPG imaging (PPGI), the
optical measurement of peripheral arterial blood oxygenation, SpO2, is rapidly
gaining interest from the research community and industry [3] because of its clin-
ical importance for the evaluation of proper respiratory function. SpO2 can be
determined from multi-wavelength PPG signals based on the absorption differ-
ences between oxyhemoglobin (HbO2) and (reduced) hemoglobin (Hb). Since
the absorption spectrum of the blood indicates the oxygenation level, while only
the arterial blood pulsates at the pulse rate frequency, the arterial oxygenation
level can be estimated by comparing the relative pulsatile amplitudes at differ-
ent wavelengths. After some initial attempts [169, 63, 80, 142], the feasibility
of calibrateable camera-based SpO2 has first been demonstrated by Verkruysse
et al. [157] using hypoxic conditions. Compared to conventional contact-mode
PPG, the amplitude of the remotely sensed PPG signal is much smaller and con-
sequently more vulnerable to noise and motion artifacts. Because of this we pro-
posed an indirect method which enables robust SpO2 estimation on noisy and
motion-corrupted PPG waveforms [149].

In contrast to SpO2, monitoring of mixed venous blood oxygenation, SvO2,
usually still requires a blood sample from a pulmonary artery catheter with its
associated risks. This is because peripheral venous saturations cannot replace or
infer SvO2 and the cardiac-periodic blood volume variations used to isolate the
absorbance of arterial blood from other absorbers is absent for venous blood. It
is therefore unclear which portion of the reflected light originates from venous
blood. The assessment of SvO2 in the skin or muscle can provide information
on the adequacy of local blood flow [109], whereas SpO2 only gives information
about the incoming supply of oxygen. Low values of skin blood flow can indicate
the occurrence of shock or cardiac failure, in which blood flow is diverted from
the peripheral circulation toward more vital organs. Venous blood concentra-
tions can be changed by applying external pressure and occluding the draining
veins, by changing tissue level relative to the heart. Venous walls are signifi-
cantly thinner and less elastic than arterial walls. In particular, the veins are up to
10-20 times more compliant compared to arteries under low pressure [26]. With
relatively small changes in pressure, the circulating blood inside the much more
compliant veins experiences large volume changes compared to the arteries [168].
Hence, this compliance difference can be exploited to artificially induce modula-
tions at respiratory frequency and low pressure in the venous system, without
disturbing arterial blood flow [52], which can be measured using PPG. Zhang et
al. [179] and Khan et al. [76] proposed a non-invasive SvO2 measurement method
where a cyclic pressure stimulus is applied to the finger by means of a strain
gauge. Using the common ratio-of-ratios approach, they reported optical SvO2
measurements in the range 71 − 86%, whereas the gold-standard SvO2 values
based on venous blood gas measurements were in a similar range, 74− 88%.

Instead of applying a cyclic pressure stimulus and estimate the venous oxy-
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genation based on the stimuli-synchronous intensity variations, another pro-
posed measurement methodology is to apply a static pressure to a limb to prevent
venous outflow, often referred to as venous occlusion. Apart from contact-based
approaches based on this principle [176], a camera-based SvO2 imaging approach
has been proposed by Li et al. [88]. Their method requires an external cuff at-
tached to the upperarm, which applies a pressure to prevent venous return from
the arm back to the heart. The venous oxygenation level is determined based
on the baseline intensity variation during venous occlusion resulting in SvO2 es-
timates consistent with those reported in literature. Although by applying an
external pressure it is possible to isolate the absorption of the venous blood from
other absorbers, it does not allow continuous measurement and the required dis-
turbance to the local physiology could lead to complications such as venous sta-
sis and thrombosis. It is therefore not used in daily practise. Furthermore, the
amount of pressure required, high enough to modulate or block venous blood
and low enough to not affect arterial blood, is not easily determined.

Internal pressure sources are the lungs inducing the respiratory-synchronous
baseline modulation of the PPG signal. By extracting this modulation from the
PPG waveform respiratory rate and volume data can be derived as has been
shown with a finger-oximeter [68] and with a camera [150]. Based on the as-
sumption that the change in tissue blood volume which gives rise to respiratory-
induced changes in the PPG waveform arises from transmitted reduction in ve-
nous pressure due to negative intrathoracic pressures, Franceschini et al. devel-
oped a measurement methodology denoted as “spiroximetry" [48]. Based on
measurements on the oscillatory component at the respiratory frequency, good
agreement was found between optical SvO2 estimates and SvO2 on blood sam-
ples on pigs with an average difference of 1%. They also studied the difference
between SvO2 estimates based on respiration and venous occlusion and found an
average deviation of 0.8% with maximum discrepancies of -4.2 and 5.8%, which
indicates that respiration can serve as a replacement for the external cuff to mod-
ulate venous blood. Based on the same principle, venous saturation estimates
have later been obtained from oesophageal [163] and peripheral [143] PPG sig-
nals. In the remainder of this chapter we will use the notation SxvO2 for the
optical estimation of SvO2 to avoid confusion and possible wrong interpretation
of the results.

In the present exploratory study we investigate the feasibility of using a cam-
era for continuous and simultaneous estimation of arterial and local venous oxy-
gen saturation without applying an external pressure stimulus. Instead we use
respiration as an internal pressure source to modulate venous blood periodically
from which venous oxygenation levels can be derived from multiple skin-sites
simultaneously. A simultaneous estimation of arterial and venous oxygen satu-
ration potentially allows continuous estimation of local oxygen consumption and
early detection of septic shock. In Section 8.2, we provide details of the study de-
sign, experimental setup and data processing. Section 8.3 presents the results,
which are discussed in Section 8.4. Finally, our conclusions are presented in Sec-
tion 8.5.
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(b) Spectrograms from the facial ROIs.

Figure 8.1: Using the facial landmarks, five ROIs are created from locations with high pulsatile am-
plitudes (a), from which pulse-signals are extracted (b).

8.2 Materials and Methods

8.2.1 Study Design

In this exploratory study we enrolled three healthy subjects, 2 males and 1 fe-
male, with an age in the range 26 − 31 years. The subjects were recorded in
supine position and were asked to follow an auditory breathing pattern with a
fixed frequency of 12 breaths/min for the duration of 3 minutes for easy identi-
fication of the respiratory frequencies. Institutional Review Board approval and
informed consent were obtained prior to measurements. A multi-spectral cam-
era, type Fluxdata FD-1665-MS3 with 15 fps sampling frequency, 782× 582 pix-
els resolution and a 50 mm lens was used for the data collection. The center
wavelengths of the three channels were 760, 800 and 890 nm, with 25 nm, 25 nm
and 50 nm bandwidth, respectively. A lamp holder with 9 identical incandescent
light bulbs was placed above the subject’s face at a distance of 1.5 meter to pro-
vide diffuse homogeneous illumination. Incandescent light was chosen because
it provides a continuous spectrum and covers all wavelengths of the camera. A
reference finger-probe was connected to a Philips IntelliVue MP50, which logged
the red and infrared plethysmograms together with the derived pulse rates and
oxygenation levels. The camera and IntelliVue MP50 were connected to an acqui-
sition notebook where the camera and reference data was stored synchronously
and uncompressed.

8.2.2 Image and Signal Processing

From the video frames we would like to estimate SpO2 and SxvO2 values from
different anatomical locations with high pulsatile amplitudes on both the face
and hand [156, 83]; mouth, forehead, cheeks, full face and palm. For the face,
facial landmarks are detected from the full-frame image, which are subsequently
used to generate ROIs using polygonization. The pixels within the ROIs are aver-
aged for the three color channels to overcome sensor and quantization noise. The
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procedure is visualized in Fig. 8.1. For the hand, the palm is manually selected at
initialization.

A cardiac pulse signal can be expressed as a linear combination of DC-
normalized color channels contaminated with noise:

S̃ = ~WCn + η, (8.1)

where ~W denotes the weights and Cn is a matrix containing the DC-normalized
color signals. To find the weights for ~W, various methods have been proposed,
which can roughly be classified into 1) BSS-based methods using heuristics to se-
lect the pulse signal from the other signals [121, 85], 2) methods which exploit the
known characteristics of the typical distortions [36, 166], and 3) methods using
prior knowledge about the relative pulse amplitudes [37]. Since the prior of the
later approach is SpO2-dependent the method can be extended to enable robust
SpO2 measurements, denoted as APBV [149]:

SpO2 = arg max
SpO2∈SpO2

SNR
( ~WPBV︷ ︸︸ ︷

k ~Pbv(SpO2)[CnCT
n ]
−1 Cn

)
, (8.2)

where ~Pbv(SpO2) denotes the pulse vector and k is a scalar to scale the weights
to unit length. Instead of extracting features from the individual PPG waveforms,
a single pulse signal is created as a linear combination of the PPG waveforms us-
ing the SpO2-dependent pulse ‘signature’ prior. The benefit of this approach is
the ability to suppress distortions enabling robust pulse rate detection whilst the
optimum corresponding to the SpO2 value remains stable. Essentially, by search-
ing for the pulse vector that provides the best pulse signal in terms of SNR, the
oxygenation level can be determined. A consequence of the SNR-based selection
criterion is that cardiac-similar frequencies, e.g. ballistocardiography (BCG), in-
fluence the measurement. Similarly, we expect respiratory motions to affect our
estimate of the SxvO2 measurement. Under uniform, homogeneous illumination
we know that these motions cause intensity variations equal in all color channels,
which can be expressed by the mixing vector 1. We therefore propose to apply
a projection on a plane orthogonal to this distortion on the DC-normalized sig-
nals to eliminate motion artifacts before oxygenation levels are estimated. This
projection should therefore satisfy:

P ·~1 = 0. (8.3)

This projection should consequently also be applied to the SpO2 calibration
model, ~Pbv(SpO2), used for pulse extraction:

SpO2 = arg max
SpO2∈SpO2

SNR
( ~WPBV︷ ︸︸ ︷

kP ~Pbv(SpO2)[CpnCpT
n ]
−1 Cpn

)
, (8.4)



8.2. Materials and Methods 157

where Cpn = PCn. A consequence of the projection is that the pulse amplitudes
are lower compared to the amplitudes before projection and noise is boosted.
Dependent on the projection the two projected signals could also be in anti-phase
for certain oxygenation levels. This is problematic for the conventional ratio-of-
ratios method but it has a much less detrimental effect on the performance of
APBV. Since we have the freedom to use any projection on the plane orthogonal
to 1, we determined our projection based on two criteria; 1) pulse amplitude and
2) SpO2 contrast, indicated with Fp and Fc, respectively:

Fp(Θ) =

(
∑

SpO2∈SpO2

|R(θ)P ~Pbv(SpO2)|
)

Fc(Θ) =

(
∂

∂S
Pp,1

bv

Pp,2
bv

)
, with

[
Pp,1

bv
Pp,2

bv

]
= R(θ)P ~Pbv(SpO2) ∀ SpO2 ∈ SpO2,

(8.5)

where is the sample mean operator and ∂
∂S the derivative with respect to oxy-

genation levels. Since APBV can only cope with linear relations such as pulse
and motion, and not with uncorrelated noise, e.g. sensor noise, we would like to
have signals with reasonable pulse amplitude after projection. Furthermore, we
would like to have a reasonable SpO2 contrast, which we specify as the change
in absorption as function of oxygenation levels. A large contrast allows to detect
small changes in oxygen saturation. In order to find the optimal projection, we
rotate an initial projection on the plane orthogonal to 1 and evaluate the values
of our criteria, as visualized in Fig. 8.2.
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Figure 8.2: A) values of two optimization criteria for rotations on the plane orthogonal to intensity
variations, B) value of the combined, equally weighted optimization features where the dashed line
indicates the optimum, C) the calibration curve for the optimal projection.

When giving equal weights to both optimization criteria and evaluating oxy-
genation levels in the expected range 60− 100%, the optimal projection is found
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Figure 8.3: A) DC-normalized signals from the 3 channels, B) corresponding spectra with peaks at
both breathing and pulse rate, C) spectrogram of the 890 nm channel from the full recording, D) signal
after projection to eliminate motion artifacts, E) corresponding spectrum after amplitude tuning, F)
spectrogram from the full recording.

to be P =

[
−1.0465 0.9459 0.1006
−0.8452 −1.1472 1.9924

]
. An illustration of this projection ap-

plied on data obtained on the forehead is visualized in Fig. 8.3. The projection
is applied to two differently band-pass filtered versions of the DC-normalized
signals; 1) filtered for respiration, and 2) filtered for pulse. Respiratory frequen-
cies lower than 10 breaths/min. are eliminated since these interfere with Traube-
Hering-Mayer (THM) waves, whereas higher frequencies interfere with pulse.
An overview of the processing framework is visualized in Fig. 8.4. Estimates of
arterial and venous saturation levels are finally obtained using our earlier intro-
duced and modified APBV method, Eq. 8.4. We used time-windows of 20 sec-
onds, a step-size of 1 second and a 10th-order Butterworth filter for band-pass
filtering. Each time-window was used to calculate arterial and venous oxygen
saturation estimates.

8.3 Results

The arterial blood oxygenation and the local venous blood oxygenation results
are displayed in Fig. 8.5a and Fig. 8.5b, respectively. The finger-oximeter allows
performance evaluation for SpO2, whereas due to the unavailability of the gold-
standard blood gas analysis, the estimated SvO2 values can only be compared to
values reported in literature and checked for consistency for the different ROIs.
As can be observed from Fig. 8.5a, the medians of all locations are in large agree-
ment for the SpO2 estimates and in agreement with the contact-based reference.
Evaluation metrics calculated by comparing the remote estimates with the finger-



8.3. Results 159

FLD  Create ROIs   
Pulse 

Projection  

BP [10-40] 
bpm  

BP [40-240] 
bpm  

SxvO2 
calculation   

SpO2 
calculation 

SxvO2 

Frame 

SpO2 

Figure 8.4: Processing pipeline for simultaneous SxvO2 and SpO2 estimation. For each frame Facial
Landmark Detection (FLD) is performed from which temporally-consistent ROIs covering different
parts of the face can be created. Pulse signals are extracted from each ROI and after DC-normalization
projected on a plane orthogonal to 1 to eliminate motion artifacts which potentially corrupt the mea-
surement. Hereafter the 2 projected signals are band-pass (BP) filtered with two different filters; 1)
a BP filter which includes respiratory frequencies, 2) a BP filter which includes pulse frequencies.
Finally the SxvO2 and SpO2 values are obtained with the indirect APBV method [149].

oximeter are displayed in Table 8.1. Although differences are small, the mouth
and cheek areas have a larger error when compared to the other evaluated skin
locations, which is likely caused by the smaller number of pixels within the ROI
affecting the pulse quality. The SvO2 estimates are fairly equal for the facial ROIs,
although they show larger deviations compared to the SpO2 estimates. The es-
timated venous saturation on the palm is higher compared to the facial regions,
which is especially noticeable for subject III. The camera-based measurements are
within the physiological range of venous saturations and consistent with those
reported in literature.

Table 8.1: Results SpO2 estimates from different skin sites when compared with the reference fin-
ger pulse-oximeter. Evaluation metrics are the Mean Absolute Error (MAE), Bias (B) and standard
deviation (σ)

S1 S2 S3
ROI MAE B σ MAE B σ MAE B σ

I - Mouth 0.776 0.361 0.878 0.760 -0.0817 0.946 0.956 -0.225 1.13
II - Forehead 0.473 -0.0185 0.601 0.419 -0.0804 0.515 0.570 -0.507 0.451
III - Right cheek 0.848 0.264 0.993 0.758 -0.295 0.934 0.784 -0.0209 0.978
IV - Left cheek 0.647 -0.058 0.805 0.722 0.273 0.879 0.659 -0.102 0.818
V - Full face 0.439 0.0960 0.551 0.463 -0.251 0.543 0.478 -0.348 0.490
VI - Hand 0.632 0.435 0.656 0.609 -0.335 0.645 0.500 -0.0408 0.619



160 Chapter 8. Simultaneous arterial and venous oxygen saturation estimation

94

95

96

97

98

99

100

101

102

S
pO

2
(%

)

S1 S2 S3
I II III IV V VI Ref I II III IV V VI Ref I II III IV V VI Ref

(a) Arterial oxygen saturation

70

75

80

85

90

S
xv

O
2(%

)

S1 S2 S3
I II III IV V VI I II III IV V VI I II III IV V VI

(b) Venous oxygen saturation

Figure 8.5: Estimated SpO2 and SvO2 values measured at the six ROIs (I=mouth, II=forehead,
III=right cheek, IV=left cheek, V=full face, VI=palm) for the three subjects (S).

8.4 Discussion

The measurement principle assumes the respiratory modulations present in the
PPG signals to originate from venous blood only. Earlier studies showed this as-
sumption to hold when comparing the optical SvO2 estimates with measurement
obtained on venous blood samples [48]. However, it has also been reported that
macrocirculation is not the sole determinant of respiratory induced variations in
the reflection mode photoplethysmographic signal [106]. Nilsson et al. studied
the coherence between the respiratory induced intensity variations (RIIVs) of the
PPG signal and respiratory synchronous pressure variations in central venous
pressure (CVP), peripheral venous pressure (PVP) and arterial blood pressure
(ABP) during positive pressure ventilation on 12 patients under anaesthesia and
on 12 patients with spontaneous breathing. The phase relation between RIIV
and respiratory induced variation in macrocirculation changed with ventilatory
mode, but not in a uniform way, indicating the influence of mechanisms other
than macrocirculation involved in generating the RIIV signal and therefore influ-
encing the outcome of the SxvO2 measurement. It has been argued that sympa-
thetically mediated vasoconstriction from respiratory-synchronous discharge of
the autonomic nervous system also plays a role, which can affect the PPG wave-
form independently of the changes resulting from the mechanical effects of the
respiratory cycle. Nitzan et al. [110] studied the PPG waveform obtained from a
finger probe placed distal to an artery occluded by a blood pressure cuff inflated
above systolic pressure to exclude the possibility that the change in waveform
was transmitted intravascularly from mechanical changes in the thoracic cavity.
A variation in the baseline of the PPG waveform was evident during a deep in-
spiratory gasp but not during normal respiration, suggesting a coupling of the
respiratory system to the autonomic nervous system.

In our study we asked healthy subjects to follow an auditory breathing pat-
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tern. In their study, Belhaj et al. [20] observed a large difference in estimated
SvO2 values between spontaneously-breathing volunteers and mechanically ven-
tilated anaesthetised patients when compared with co-oximetry samples of ve-
nous blood from the dorsum of the hand. This suggests that cutaneous arteriove-
nous shunt induced by anaesthesia may especially limit the use of this technique
in anaesthetised patients. It has also been reported that during mechanical venti-
lation the amplitude of the RIIVs are inversely proportional to CVP [38]. Besides
the differences between natural breathing and ventilation, the presence and de-
gree of respiratory-synchronous baseline modulation in the PPG signals extracted
from the upper part of the body will also be affected by the type of breathing and
air volume [106].

Although a completely non-contact measurement principle is advantageous
in terms of patient comfort compared to methods which require external stimuli,
a disadvantage of PPG-based approaches is the requirement of the detectability
of the cardiac-similar and respiratory-similar modulations. This somehow lim-
its the application to skin sites with high arteriolar/venoular density and conse-
quently a relatively strong pulse/respiratory signal, e.g. the face and palm. The
venous occlusion methods enable generation of high-resolution SxvO2 maps as
has been demonstrated by Li et al. [88]. Because the cuff was applied for up to 30
seconds on both the wrist and just above the elbow, larger variations in venous
blood volume can be realized compared to periodic stimuli, resulting in larger
intensity variations. This approach may therefore be favourable for SxvO2 imag-
ing applications, especially for skin sites with relatively low arteriolar/venoular
density.

This exploratory study showed that our measurements lead to oxygenation
estimates that are in the expected range of SvO2. This warrants follow up studies
using a reference measurement of SvO2 to check that these values are actually
meaningful. It is especially important to verify if the temporal and spatial vari-
ations in estimated SxvO2 are consistent with the reference or that these are at-
tributable to other factors, contradicting our current assumption that RIIVs origi-
nate solely from variations in venous blood. A successful validation warrants an
investigation on the feasibility of SxvO2 estimation during spontaneous instead
of guided breathing, which introduces the additional challenge identifying which
frequency components are related to breathing required for the SNR calculation
of the APBV method. By combining the local venous saturation estimates from
multiple skin-sites, it may be possible to generate a surrogate for the true mixed
venous saturation.

8.5 Conclusion

In this study regional venous oxygenation was estimated by utilising the respira-
tory modulations present in the PPG signals without the need to apply external
pressure stimuli. This was combined with our earlier proposed SpO2 method en-
abling simultaneous and continuous estimation of arterial and venous blood oxy-
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genation. To eliminate motion artifacts with cardiac-similar and/or respiration-
similar frequency we proposed to eliminate these prior to the oxygen saturation
estimation. The results of the exploratory study on healthy subjects show simi-
lar and spatially-consistent SpO2 estimates for the evaluated skin sites, whereas
the estimated SxvO2 values are consistent with those reported in literature. The
results are encouraging and show the promise of the non-contact measurement
principle, although validation on a larger population and with the invasive gold-
standard is required to quantify the accuracy of the SxvO2 estimation.



Chapter 9

Conclusions and future research directions
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This chapter provides a general discussion on the thesis and suggests future di-
rections for research. The three parts of the thesis are discussed separately. Part I
concerns system and algorithm developments for the extraction/estimation of
the sleep-relevant vital signs pulse rate, respiration and oxygen saturation in
near-infrared. Part II presents a framework for automatic and continuous vital
signs monitoring together with results of a validation study on patients recorded
in a sleep clinic. Part III concerns the identification of risks for camera-based
pulse-oximetry, wavelength recommendations and exploits opportunities arising
from the developed opto-physiological models.

Contactless health monitoring is an emerging field of research for scenar-
ios where wired sensors and/or direct skin contact are undesirable. Sleep
monitoring is such a scenario as the current gold-standard diagnostic tool,
polysomnography, requires many sensors attached to various locations of the
body, which is uncomfortable, does not reflect a normal night’s sleep and
could therefore also effect the diagnostic value. Sleep apnea is one of the most
common disorders characterized by events of disturbed breathing during the
night. Apart from respiration, also heart rate and oxygen saturation are affected
during an apneic event. Remote photoplethysmography (rPPG) is a relatively
new technique used for the optical and contactless detection of blood volume
variations in the microvascular bed of tissue. The working principle is similar to
that of conventional (contact) PPG, with the difference that both the light source
and detector are placed distant to the skin resulting in a much weaker signal.
To not disturb sleep, near-infrared (NIR) illumination is desirable as the human
eye is almost insensitive to these wavelengths. As the PPG waveform is a rich
source of hemodynamic information, it can be used for the simultaneous and
continuous detection/estimation of the sleep-relevant parameters pulse rate,
respiration and oxygen saturation. The challenge lies in extracting/estimating
these parameters reliably from the noisy and distorted signals captured by the
camera(s).

9.1 Part I: Vital signs extraction in NIR

For the extraction of the cardiac pulse signal, Chapter 2 describes a frame-
work that combines multi-site measurements with a robust pulse extraction
algorithm which can be applied in NIR. As opposed to visible light there are
no consumer-grade cameras available in NIR for multi-spectral acquisition,
required for the algorithms to separate the distortions from the PPG signal by
a linear transformation. To acquire PPG waveforms at different wavelengths
in NIR, two camera setups have been studied: 1) a multi-camera setup with
different optical filters mounted to the cameras, and 2) an RGB camera where the
IR-blocking has been replaced with a visible light blocking filter. Results show
both setups to be capable to extract the cardiac pulse signal in the presence of
severe artifacts induced by the various challenging motion scenarios. The single
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camera setup proves to be superior in scenarios involving scaling, likely due
to parallax of the multi-camera setup. Simulations validated by experiments
show that the robustness of the single camera setup can be further improved
by using dedicated LED illumination with specific wavelengths, leading to
larger differences in pulse amplitude among the camera channels, essential for
the separation of the signal and distortions. Besides on healthy volunteers, the
framework has also been evaluated on preterm infants recorded in a Neonatal
Intensive Care Unit (NICU). The upper torso proved to be a good alternative
as ROI when the face is not visible to the camera. The system is robust against
wriggling, turning and respiratory motion, although rapid movements involving
occlusion of the selected ROI are still challenging.

In Chapter 3 a method has been proposed to extract the respiratory modu-
lation from the PPG signal, more specifically the baseline modulation which is
induced by intra-thoracic pressure variations during in- and exhalation. Similar
to pulse, a linear combination of the color channels is used to improve robust-
ness, whereby the pulse energy is used to scale the respiratory signal. Evaluation
results obtained from recordings on healthy subjects who perform challenging
scenarios, including motion, show that respiration can be accurately detected
over the entire range of respiratory frequencies. Furthermore, evaluation on a
set of videos recorded in a NICU shows that this technique looks promising as a
future alternative to current contact-sensors.

The common ‘ratio-of-ratios’ measurement principle used to estimate blood
oxygen saturation levels from PPG waveforms requires the subject to remain
static for accurate readings, as it measures the relative pulsatility at different
wavelengths. Since the amplitudes are small, they are easily corrupted by
motion-induced variations. In Chapter 4 we present an indirect measurement
principle which enables measurements from noisy and distorted waveforms.
It uses the fact that the values of the pulse ‘signature’, which comprises the
relative amplitudes of the different wavelengths and is used for the robust
extraction of the pulse signal, are SpO2-dependent. By extracting the cardiac
pulse signal for different SpO2 signatures and selecting the pulse signal with the
best quality, the SpO2 value can be determined. The new principle is shown to
greatly outperform current remote ratio-of-ratios based methods in the presence
of motion artifacts.

Most of the experiments in Part I have been performed with incandescent
light because of its broad spectrum, where filters mounted to cameras are used
to obtain spectral selectivity in NIR. Both the camera and illumination system
can be improved from a practical, economical and user point of view. While
appropriate for lab experiments, the emitted visible light by the incandescent
light bulbs is undesirable in a sleep setting. Because to our knowledge there is
no light-emitter available on the market yet which covers all wavelengths in the
desired 750− 900 nm range and not outside, a custom-made multi-wavelength
LED-based illumination system would be a solution. There are however high
demands on the stability and homogeneity of the light sources for such systems.
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Illumination inhomogeneities would cause spatial color variations instead of in-
tensity variations, which combined with uncorrelated, wavelength-dependent
distortions caused by the instability of the light source negatively impacts the
performance of the vital sign algorithms. Besides improvements on the illumina-
tion system, also the camera system can be improved for the same reasons. Ide-
ally, one would like a single camera solution with a NIR color filter array (CFA).
This would eliminate the effects of parallax, reduce the number of cameras and
provide good sensitivity for all wavelengths, while the different wavelengths are
acquired at the same time-interval. Despite active developments in the field, an
affordable system with such a CFA is not on the market yet. The evaluated ‘ma-
nipulated’ RGB camera could be a solution, although the sensitivity of an RGB
camera in NIR is unpredictable and applicability will therefore be very camera-
dependent. Other possible single camera solutions include the use of 1) time-
sequential acquisition, 2) modulated light, or 3) a tunable filter mounted in front
of the camera. The latter is the most flexible solution as it allows to freely change
the (number of) wavelengths and the width of the filters for each application.

All developed algorithms assume the PPG signal and distortions acquired at
different wavelengths to be linearly separable. In conditions of poor peripheral
perfusion such as hypotension, hypothermia, and vasoconstriction, where the
signal is very weak, this assumption may not hold. Averaging skin pixels over a
larger area is the typical procedure to improve SNR. In a sleep setting where the
available skin area is often very small this may not be a possible solution. Besides
using a more sensitive camera with low noise levels, using lasers with focussed
beams instead of the current wide field diffuse illumination could improve the
relative amplitude of the PPG signal. Compared to the homogenous illumination
of the skin with current wide field illumination, a laser will create a local ‘hotspot’
with a rapidly decaying intensity around this spot. This allows to extract the sig-
nal from regions around the spot where the light predominantly interacted with
pulsatile blood from the deeper layers, and not from the more shallow, bloodless
layers. This solution however also has some disadvantages including safety con-
cerns because of the laser, e.g. the laser could lead to permanent eye damage,
and also accurate detection and tracking of the laser spot is not trivial, potentially
limiting the robustness of the signal extraction.

9.2 Part II: Camera-based monitoring during sleep

Directly applying the techniques developed in Part I on patients monitored in
a sleep setting is not possible as the ROI required for the vital signs extraction
cannot always be automatically detected and consequently tracked. In Part I we
either used manual initialization or used classifiers which assumed the subject
to be in upright position. Both solutions are not suitable for continuous sleep
monitoring where different sleep positions and partial occlusions are common.
In Chapter 5 we therefore propose a framework which combines the benefits of
rPPG-based features to find static “living pixels" with those of a tracker that can
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bridge relatively short intervals where the subject moves. The framework has
been successfully validated on a dataset were realistic sleeping conditions have
been simulated by healthy subjects. Especially for the critical estimation of SpO2
the proposed method outperforms the benchmark methods because of the much
cleaner ROI.

The framework of Chapter 5 is adopted for the validation study of Chapter 6.
A replica of the lab setup, i.e. same cameras and filters, has been used to monitor
eight patients with a high suspicion of relevant OSA undergoing an overnight
sleep study. The physiological signals from the video data are compared with
the reference PSG data. The camera can detect pulse rate1 and respiratory rate
with an accuracy of 1.78 and 2.24 BPM, respectively. Estimated blood oxygen
values are within 4 percentage-points of the finger-oximeter 89% of the time.
Results are encouraging and demonstrate the potential of using rPPG in NIR for
sleep monitoring. Remaining challenges are head movements and limited skin
visibility, both affecting the ROI selection.

The often limited skin area and sometimes even completely occluded skin
during sleep hampers accurate functioning of our developed rPPG-based tech-
niques. Other contactless techniques could partially overtake monitoring during
these scenarios. Speckle vibrometry is a technique in which a laser illuminates
a spot on an object, e.g. the chest of a human. Images recorded with a camera
and a defocussed lens show a speckle pattern which is extremely sensitive for
minute vibrations of the object. This could be particularly interesting for sleep
monitoring since it can measure a cardio-ballistic signal from the chest or back,
even when it is covered by several layers of textile. Its temporal features are quite
‘sharp’ [50], somewhere in between that of an ECG signal and the more sinu-
soidal plethysmographic waveforms. Besides serving as a temporary substitute
for rPPG-based pulse rate estimation, speckle vibrometry could also be combined
with rPPG for pulse transit time (PTT) calculations. PTT reflects aortic stiffness
and has been identified as surrogate for non-invasive blood pressure monitoring
[104]. In sleep it may be used as a measure for inspiratory effort in OSA pa-
tients [120]. Typically PPG-PTT is calculated between locations with a relatively
large distance, e.g. ear and toe [30], because the PPG waveforms can often be
well-measured from these locations and the wave travel time through central ar-
teries would be determined. In a sleep setting, typically only the face is visible
to the camera and is hence the only location available for PTT calculation. We
found that rPPG-based estimation of PTT by calculating the phase shift between
different locations of the face is threatened by skin variability [102]. Because of
the larger phase shifts between the measurement locations and the peaked mor-
phology of the waveform obtained with speckle vibrometry, a combination of
both techniques could be a suitable option for PTT calculation. A recent study
has demonstrated that on the wrist and chest covered with textile PTT can be

1 Please note that throughout the thesis different methods have been used to determine the pulse rate
from the cardiac pulse signal, both instantaneous, derived from inter-beat-interval, and average,
from a time-window with a certain length.
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measured with quite high precision in compliant subjects [50]. Whether this also
holds true for sleep patients is an open question.

Our respiration signal extracted from the PPG waveforms reflects respiratory
effort. Discrimination between effort and nasal airflow would enable classifica-
tion of the type of sleep apnea, i.e. obstructive or central, leading to better di-
agnostics. Airflow can be detected with thermographic systems. Application of
thermal cameras was limited for a long time by its size, weight and cost. Only
very recently the costs of thermal cameras are rapidly decreasing and satisfac-
tory results are reported even with a low-cost mobile thermal imager of less than
200 dollar [31]. The nostril-region may not always be visible with a single imager,
e.g. during side sleeping. Because of its low cost, a multiple camera solution with
low-cost thermal imagers at different viewing angles would be a realistic option
to improve coverage. The thermal camera could also be used for skin detection
and hence be integrated in the proposed framework, e.g. in the segmentation
step. The most common scenario for the sleep study where the current frame-
work provides inaccurate results due to an invalid ROI is when there is severe
body/head motion. During our experiments presented in Part I we manually se-
lected our ROI, which is subsequently tracked in order to extract the vital signs
during movements. For continuous and fully-automatic monitoring during sleep
this approach is not suitable. Based on the study with simulated sleep scenarios
presented in Chapter 5, we concluded that color-based segmentation for the three
NIR wavelengths does not result in relevant clusters, i.e. clusters which separate
skin from background. This motivated the choice to use rigid block segmentation
as input, at the cost of tracking capabilities. Apneic events are often accompanied
by body movements. In order to use the system for diagnosis where continu-
ous monitoring is required, the contactless monitoring system should be able to
detect and track the ROI during these apneic events in order to extract the physi-
ological information. If not, a motion event could be erroneously classified as an
apneic event, leading to incorrect diagnosis. When using a thermal camera par-
allax would occur and the severity of that may require validation experiments.

In this thesis we focus on the extraction of physiological parameters which
are relevant for the detection of sleep apnea. The extracted camera-based pulse
signal could also be used for sleep staging, as has been shown by using heart rate
variability (HRV) features linked to stable (NREM) and instable (REM) cerebral
waves during sleep [98]. This could potentially replace the labour-intensive vi-
sual scoring of the PSG data resulting in the hypnogram. In this thesis we mainly
focussed on average pulse rate, i.e. derived from a time-window with a certain
length, and therefore beat-to-beat reliability required for pulse rate variability
(PRV) analysis has to be proven. Besides extraction physiological signals and de-
rived parameters, also movements during sleep can be detected from the same
recordings. Monitoring the movements of the human during sleep can poten-
tially give a good estimation of aspects of the bodily as well as the mental state
of a human. When such data are combined, either with the knowledge of a sleep
pathologist or with a special automated diagnosis system, they could prove use-
ful towards the diagnosis of various types of sleep disorders such as parasomnias,
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insomnia, and dyspnea. Furthermore, such data could also be useful towards di-
agnosis of various medical conditions, and towards quantitative evaluation of
the effects of drug therapy that is administered to a patient who is suffering from
poor sleep quality, an important indication of which is the duration and patterns
of various sleep stages.

9.3 Part III: Risks and opportunities camera-based monitoring

Although the measurement principle of optical oxygen saturation estimation is
relatively simple, there are many factors which could corrupt the measurement
leading to undetected dangerous physiological conditions, e.g. CO poisoning.
In Chapter 7 we used a theoretical skin-model to study how these factors
influence the measurement, and how a proper wavelength selection can reduce
the impact on the measurement. Additionally, we showed that adding a third
wavelength does not only improve robustness, but can also be exploited to create
a reliability index for the measurement. We also showed that the presence of
dyshemoglobins in arterial blood can not only be detected but also quantified.
We illustrated this by comparing the estimated COHb levels of a small group of
smokers and non-smokers, which typically have different CO levels.

Optical estimation of arterial blood saturation levels (SpO2) is possible by
using the cardiac-synchronous component of the PPG signal. In Chapter 8,
we proposed to use the respiratory component for venous oxygen saturation
estimation (SxvO2). This allows to also assess oxygen consumption instead of
only oxygen delivery, important for early detection of shock. The results of
the exploratory study on healthy subjects show similar and spatially-consistent
SpO2 estimates for the evaluated skin sites, whereas the estimated SxvO2 values
are consistent with those reported in literature.

For the experiments reported in Chapter 7 we were limited by: 1) the num-
ber of cameras which could capture the scene simultaneously, and 2) the available
optical filters. Both problems could have been tackled when a hyperspectral cam-
era in NIR would be available. Therefore different hyperspectral cameras have
been evaluated, e.g. the 25-band IMEC camera [1] with channels in the range
600− 975 nm, but after extensive experiments the sensitivity was found not suf-
ficient for rPPG. Although the developments are still in its infancy, based on the
recent developments a hyperspectral, affordable camera, which is applicable for
rPPG seems realistic in the nearby future. We expect that adding more wave-
lengths would lead to better results as there are more measurement points to fit
the data and therefore less susceptible to outliers.

A limitation of our study is that for some of the experiments a reliable ground-
truth was absent. A pulse-oximeter with dual-wavelength illumination implicitly
assumes only two chromophores to be present in arterial blood and is hence bi-
ased in the presence of elevated levels of dyshemoglobins. The relatively recently
introduced “pulse CO-Oximeter" (Masimo Rainbow SET®Radical-7 Pulse CO-
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Oximeter, Masimo Corp., Irvine, CA) promises non-invasive and instantaneous
measurement of carboxyhemoglobin (COHb) and methemoglobin (MetHb) per-
centage levels using a finger probe. The accuracy of the device is however debat-
able [43, 178], which leaves blood gas analysis on invasive blood samples the only
reliable ground-truth to date. Drawing arterial blood samples is a process with
risks and potential complications, which should only be performed by trained
clinicians. It is therefore considered out-of-scope for our study, but feasible with
a follow-up study on patients measured in a hospital.

Venous oxygenation saturation levels are either measured by analyzing a
blood sample drawn from 1) the tip of a pulmonary artery catheter (mixed ve-
nous oxygen saturation, SvO2), or 2) internal jugular or subclavian catheters
(central venous oxygen saturation, ScvO2). Because the use of pulmonary artery
catheters has declined dramatically, the latter measurement, although a surro-
gate for SvO2, is often used and interpreted in the same manner. There is no
reliable ground-truth for local venous oxygen saturation levels. Experimental ap-
proaches described in the literature for measuring SvO2 optically with artificially
induced local changes in the volume of venous blood or using breathing rhythms
use cooximetry on venous blood samples for validation, or compare their values
with these reported in literature. Although the risks of venous blood sampling
are much lower than these associated with arterial blood sampling, approval for
collecting invasive measurements was not possible. Furthermore, the anatomical
locations from which saturation are estimated, e.g. the face, are not well-suited
to collect blood samples. To validate the method, recordings on patients with an
inserted central venous catheter should be made, e.g. critically ill, to obtain con-
tinuous ScvO2 readings. Compared to healthy subjects, critically ill patients also
may suffer from impaired oxygen delivery and consumption, and are therefore a
interesting and relevant population to study.
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Figure A.1: Overview of the cardiac pulse signal results grouped per sleep and position. Performance
is assessed by the signal-to-noise ratio (SNR), mean-absolute-error (MAE), root-mean-squared-error
(RMSE) and bias (B).
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Figure A.2: Overview of the respiratory signal results grouped per sleep and position. Performance
is assessed by the mean-absolute-error (MAE), root-mean-squared-error (RMSE) and bias (B).
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A.3 Blood oxygen saturation
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Figure A.3: Overview of the blood oxygen saturation results grouped per sleep and position. Perfor-
mance is assessed by the mean-absolute-error (MAE), root-mean-squared-error (RMSE), bias (B) and
the percentage (PERC) where the estimated saturation values are within 4PP with the finger-oximeter.
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Figure A.4: The calculated ODIs of all patients in the range 3-10% for the camera and finger-oximeter.
The performance has been evaluated with a moving median filter with lengths up to 30 s.
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