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Introduction
Without light, there would be no sight. An object is visible to human beings
only if the light emitted or reflected from this object reaches our eyes. Consequently, many basic daily activities such as walking and reading are not longer
easy for us. Due to the importance of light, being illuminated is almost a must
in the modern society.
However, using light from natural sources such as the sun and the moon
has many limitations such as time, climate and location. As a result, artificial
light sources have been used as a compliment for a long time. In Figure
1.1, several typical artificial light sources are listed such as flame based light
sources, incandescent light bulbs and light-emitting diodes (LEDs).

(a) An oil lamp.

(b) An incandescent light
bulb.

(c) A LED lamp.

Figure 1.1 Several examples of artificially light sources.
As can be seen in Figure 1.1, in the past hundreds of years, there is a
great progress in artificial light sources such as smaller size, higher energy
efficiency, longer life time, better lighting quality and more controllability.
However, at the same time, we also require more and more from light. Instead
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of only being illuminated, we need a well illuminated environment to make
us feel comfortable, productive and safe. Moreover, from the environmental
perspective, we want to utilize the free and green day light as much as possible
and use artificial light sources no more than necessary.
To satisfy these requirements, usually a single luminaire is not enough and
multiple luminaires need to be well coordinated. Consequently, other modules
such as control modules, sensors and user interfaces are needed, which all
together form a lighting system. In this thesis, we mainly focus on the LED
lighting system but most of the ideas can be applied to other types of artificial
lighting systems as well.

1.1

Intelligence in a Lighting System

Living in an era of artificial intelligence, many things are much smarter than
they were a few decades ago. For example, modern intelligent vehicles are
capable to help drivers with alerting other cars or dangers, keeping lanes,
showing blind spots and even trying to drive autonomously [5, 33, 9]. Yet relatively speaking, for lighting systems, the artificial intelligence is less involved,
which gives us a lot of space for improvement.

1.1.1

Personalized Illuminance Levels

Although the structure of the visual system is the same for everyone, there
are still many subtle differences among individuals. For example, different
individuals have different sensitivities to light due to the fact that the number
and the distribution of different types of photoreceptors in the retina vary
from people to people [79]. Moreover, different individuals may have different
refractive errors such as myopia, hyperopia, astigmatism, and presbyopia.
This is because of the different types of the mismatches between the optical
power and the distance between the lens and the retina.
All such individual differences will result in the fact that different individuals have different preferences and requirements for light. For a lighting
system that only serves a small number of users, experienced light designers are capable to manually adjust the lighting system to satisfy every user.
However, for lighting systems in modern commercial buildings which have
to offer light for hundreds, even thousands of users, it is impractical to adjust
the lighting system manually. As a compromise, these individual differences
are usually ignored. Almost all users in the office are treated equally and
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approximately get the same amount of light according to some standards or
recommendations.
Ideally, an intelligent lighting system should be able to automatically personalize the lighting environment for all users. Every user is illuminated to
the illuminance level that he/she prefers most. The first step to achieve the
automatic lighting control is to formulate the lighting control problem as a
mathematical problem, which requires a quantitative user satisfaction model
for light.
Transferring subjective feelings of human beings to quantitative measures
is always not a easy task. Many issues have to be well considered. For example,
in [75], as the first trial, a piece-wise linear model was proposed. As can be
seen in Figure 1.2a, the user satisfaction decreases linearly as the light level
deviates from the preferred one. Then as an improvement, a log-normal user
satisfaction model is introduced in [95], which is illustrated in Figure 1.2b.

0.4
0.2
0.0

0.4
0.2

0

200

400

600
Illuminance (lx)

800

1000

1200

0.0

0

200

400

600
Illuminance (lx)

800

1000

1200

(a) The linear user satisfaction model. (b) The log-normal user satisfaction
model.

Figure 1.2 Two quantitative user satisfaction models where the preferred
illuminance level is 500 lx.
Compared with the piece-wise linear model, the log-normal one has following advantages
• It is smooth around the preferred light level, which is more consistent
with our daily experience;
• It follows the Fechner’s law [77], which points out that the subjective sensation of a human being is proportional to the logarithm of the stimulus
intensity;
• The range of the log-normal model is [0, 1] for all positive illuminance
levels, which allows us to naturally interpret the user satisfaction as the
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acceptance probability. The piece-wise linear model, however, will give
negative satisfaction scores for high illuminance levels.

1.1.2

Comfortable Illuminance Patterns

To comfort users, only personalizing illuminance levels is far from enough.
As an extreme example illustrated in Figure 1.3, users will not be satisfied
if the illuminance level of the task area is personalized but the surrounding
area is completely dark. In such a situation, users may feel less safe because
they cannot notice any potential danger around them and they will fill more
pressure as if they are actors on the stage who are spotted by others [19, 79].
On the contrary, if the surrounding area is too bright, users are easily to be
distracted [19].

Figure 1.3 As an extreme case of the dark surrounding area, the spot light on a
theater is not an ideal case for office work. Photo source: pixabay.com
According to [79], besides the amount of light in task area and surrounding
area, following issues (including but not limited to) also need to be taken into
consideration when rendering a comfortable illuminance pattern in an office
environment
• Spatial Uniformity: Besides the amount of light, the uniformity is another major indicator of the light quality. Non-uniform illuminance
distribution will cause transient adaptation problems and therefore may
affect user comfort and visual performance [19]. To measure the uniformity of an illuminance distribution, usually the minimum-to-maximum
and minimum-to-average ratio are used [79, 11, 86].
• Visible Flicker: Most people can see lights flashing on and off up to the
frequency of 50 Hz, especially in the range between 10 Hz and 25 Hz [14].
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Sometimes it may also cause healthy issues such as nausea, dizziness,
migraines, unconsciousness, and even photosensitive epileptic seizures
[102]. A common solution to avoid visible glare is to select appropriate
light sources whose oscillation frequency is high enough such that the
flicker is no longer visible.
• Discomfort Glare: When there exists an object whose luminance is much
higher than its neighborhood in the visual field of users, discomfort glare
will be visible [11]. Commonly seen sources for glare are luminaires and
windows. One of frequently used measure for discomfort glare is the
Unified Glare Rating (UGR).
• Shadows: When light comes from a certain direction and intercepted by
one or more opaque objects, shadows are cast. For some tasks such paper
work, shadows are quite annoying. The negative effect of shadows can
be overcome either by providing local lighting in the shadowed area or
increasing the proportion of inter-reflected light [11, 79].
Similar as the user preference model, to automate the light optimization
process, it is also necessary to have corresponding mathematical models for
those aspects. While some of these are relatively easier to be quantified and
included in the automation process, some are quite hard to be formulated into
a mathematical model. As a very first trial towards a comprehensive user
satisfaction model, in this thesis, we will include some of the relatively easy
ones and leave the rest for further research.

1.1.3

Compromises among Multiple Users

In most practical cases, there are multiple users sitting next to each other in
a single office. Since they have different preferences and perform different
tasks, potentially there will be conflicts among illuminance patterns make
them comfortable. For example, suppose a user who likes bright working
environment sits close to another user prefers dark working environment
such that one’s task area is the other’s surrounding area. In such a case,
their different lighting preferences will have a negative influence on their
productivities.
An intelligent lighting system should be capable to handle this situation
by making a compromise among the preferences of different users. Given the
satisfaction model of every user in a group, the compromised illuminance
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pattern can be achieved by maximizing the overall satisfaction of this group of
users.
Here an interesting topic is what would be a good definition of the overall
satisfaction of multiple users? Both taking the multiplication and summation
of the individual satisfaction of all users sound plausible. However, actually
they are quite different. If we interpret the user satisfaction as the acceptance
probability, then maximizing the multiplication is equivalent to maximizing
the overall acceptance probability while maximizing the summation is equivalent to maximizing the expected satisfied users. For instance, if the preference
of one user is quite different from the others (much more than one user), maximizing the summation will ignore the need of this user while maximizing the
production will make a compromise so that no user is extremely dissatisfied.

1.1.4

The trade-off between User Satisfaction and Energy Consumption

Since an illuminated environment is rendered by the lighting system and perceived by the users, the requirements of both parties should be considered. On
one hand, from the perspective of lighting systems, one of the most important
points is that it should be energy efficient. This is not only because building
owners want to reduce the energy cost but also because we want to make the
lighting system green and environmental friendly. According to [4, 72], lighting consumes 19% of global energy and is responsible for 6% of greenhouse
emissions worldwide.
On the other hand, for users, they would like to work under a properly illuminated environment. It is reported that a well illuminated office can increase
both the comfort and the productivity of users in the office [10, 49]. On the
contrary, it is very hard for employees who works under low quality lighting
conditions such as glares, flickers, poor contrast with computer screens, and
over brightness to concentrate on their work. Moreover, low quality lighting
conditions may result in health problems including migraine and eyestrain
[10].
Indeed, there are some approaches to reduce the energy consumption of an
office lighting system without sacrifice the lighting quality. For example, by
replacing conventional incandescents by more energy efficient lamps such as
compact fluorescent lamps and LED lamps, almost half of the energy cost will
be saved [73]. As illustrated by the horizontal arrow in Figure 1.4, we can reach
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User Satisfaction

the Pareto optimal front between user satisfaction and energy consumption by
increasing the luminaire energy efficiency without reducing user satisfaction.

Energy Consumption

Figure 1.4 The Pareto optimal front from between user satisfaction and energy
consumption. The horizontal arrow and the vertical arrow represent two
typical ways of improving a lighting system, reducing energy consumption
and increasing user satisfaction, respectively.
After reaching the Pareto optimal front, we have to make a trade-off between those two aspects. Generally speaking, when the energy consumption
budget is low, the marginal effect of increasing energy budget is quite good. On
the contrary, when the user satisfaction is already high, then keep increasing
the energy budget may not increase the user satisfaction too much. Manually
making this trade-off might be hard, but with the quantitative user satisfaction
model, as shown in (1.1), given the relative importance weight γ (0 ≤ γ ≤ 1) of
these two aspects, the trade-off can naturally be embedded into the automated
light optimization process
min

1.1.5

−γ User Satisfaction + (1 − γ) Energy Consumption.

(1.1)

Utilizing Presence Information

As mentioned above, electrical lighting systems consumes a huge amount
of energy every year. It is reported that 75% of the electric light is used for
residential and commercial buildings, which results in almost 1.9 × 109 tons of
CO2 emissions [73]. As a result, energy efficiency is a very important indicator
of a lighting system.
Usually there are three major approaches to increase the energy efficiency
of a lighting system [25, 76, 73]. Besides using more energy efficient luminaires and controlling the luminaires more effectively, the third approach is
to equip the lighting system different sensors such as motion sensors and
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occupancy sensors so that the light can be turned on and off automatically and
appropriately.
In office lighting, the idea of only turning on the light when an office
is occupied has been popular for a long time. In modern lighting systems,
there are usually one or multiple occupancy sensors which are responsible
for detecting the occupancy status of the office. However, the sensors are not
always reliable and sometimes are even misleading. For instance, non-moving
users are often ignored by ultrasonic sensors and microwave sensors. Thus the
lighting system has to face a dilemma that it either takes the risk to turn off the
light when there are non-moving users in the office, which is very annoying,
or to keep the light on when the office is empty, which wastes energy.
As a compromise, instead of either switching the light on or turning the
light off, the system could dim the light according to the detected occupancy
probability. Intuitively speaking, the higher the presence probability is, the
brighter the office will be. When it is too dark, users in the office will intervene
the light system to illuminate themselves. With the quantitative user satisfaction model, we can optimize dimming strategy to minimize the expected
energy consumption given the detected presence probability.

1.2

Lighting Optimization in an Office Environment

As mentioned above, with the quantitative user satisfaction model, many
issues in office lighting can be formulated as optimization problems. For a
single LED, the emitted radiation pattern can be described by a generalized
Lambertian model [67, 101]. As can be seen in Figure 1.5, when the illuminated
plane is perpendicular to the LED orientation, the illuminance pattern looks
like a cone. The center gets the highest light intensity and the light gradually
fades as the projected horizontal distances increases.
Since light is additive, when multiple LED lamps are turned on, the output
illuminance pattern is the sum of the illuminance pattern produced by all
the luminaires. By optimizing the dimming levels of the LEDs [75, 94, 95],
we can optimize the output illuminance pattern of the lighting system. Both
enhancing user satisfaction and reducing energy consumption are jointly taken
into consideration.
To optimize the light distribution, the first step is to divide the surface
to be illuminated into several tiles. Every tile is small enough such that the
illuminance level inside the tile can be seen as a constant. Then following
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Figure 1.5 A typical illuminance pattern of a LED lamp.
steps are determined by the target of the optimization. For example, if the
target is to render a desired illuminance pattern, then the problem can be
primarily seen as solving a system of linear equations where the unknowns
are dimming levels of all LEDs in the lighting system and the equations are
tile-wise equalities between the desired illuminance pattern and the rendered
illuminance pattern.
In most practical cases, to acquire an acceptable resolution, the number of
tiles are much larger than the number of LEDs in the lighting system. Consequently, usually the equation system is overdetermined and the exact solutions
do not exist. By left multiplying the pseudo inverse of the coefficient matrix,
the minimum mean squared error solution can be acquired [58]. Considering
the physical constraint that the dimming levels should be between 0 and 1,
simply multiplying the pseudo inverse matrix doesn’t solve the problem. Following the same idea but as a more advanced solution, convex optimization
can be applied to solve the problem [12, 95, 98].
Since the energy consumption of a LED lamp roughly has a linear relationship with its dimming level [38], the energy consumption of a lighting system
can be formulated as the sum of the dimming levels of all LEDs in the system.
Consequently, the problem of minimizing energy consumption can also be
solved by convex optimization.
However, when the user satisfaction is taken into consideration, the objective function is no longer guaranteed to be convex. As a result, more advanced
optimization approaches are required. Since in an office, usually there are
tens, even hundreds of lamps, optimizing dimming levels of those lamps is
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equivalent to optimizing a non-convex function in a high dimensional space,
which is generally hard due to the curse of dimensionality [26].
In this thesis, simulated annealing, a probabilistic optimization approach
is applied to solve this problem. As can be seen from its name, this method
is inspired from the annealing process in metallurgy, which is a technique
to control the temperature of a material such that the size of the material is
increased and the defects are reduced [1].
When used in mathematical optimization, there is also a parameter called
temperature, which is similar to the temperature and the thermodynamic free
energy in the metallurgy annealing process. When the temperature is high, the
optimizer is more likely to get rid of local optima and vice versa. In most cases,
the temperature gradually decreases as the optimization process progresses.
As illustrated in Figure 1.6, consider a global minimization problem with
objective function f and starting position A. At first, it is not too difficult to
find a local minimum B. Then since the temperature is still high, the optimizer
successfully gets rid of the local minimum B via C, D, E, and finally reaches F ,
which is a better solution compared with B. After reaching F , the temperature
is too low for the optimizer to climb out of the valley. So the optimizer will
report F as the “global minimum” of the target function even though the real
global minimum may not in this region. As can be seen from the example,
since the temperature is a controllable variable, simulated annealing is a good
solution for situations where finding a “good enough” solution in a fixed
amount of time is more important than finding the exact global optimum with
no time limitation.

D
C

f(x)

E
A

B

F

x

Figure 1.6 An illustrative example of apply simulated annealing to a global
minimization problem.
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Learning User Preferences

Due to the individual differences mentioned above, a user satisfaction model
have to contain several personalized parameters to well describe the user
behavior. However, those parameters are usually unknown before the optimization and those parameters can be acquired from nowhere but the users
themselves.
One of the most commonly seen approaches of acquiring such information
from users is using questionnaires. Unfortunately, for an office lighting system,
using the questionnaires may not be the ideal solution. On one hand, most
users only have limited knowledge about lighting terminology, thus they
cannot express those parameters consciously and accurately, especially for
those parameters that are not intuitionally straightforward. On the other hand,
it is too troublesome and not realistic to let every user fill a questionnaire
before using the lighting system. Moreover, there is no guarantee that users
will always give consistent and accurate answers for those lighting related
questions [34–37]
Thus in office lighting, an ideal solution to learn user preferences should at
least satisfy following three requirements
1. The way of interacting with users should be simple so that users don’t
need extra learning cost;
2. The number of interactions should be minimized since every interaction
will potentially annoy the user;
3. The learner should be capable to deal with inconsistent user feedback.
Preference learning is a relatively new subfield in the field of machine
learning to solve this type of problems. The main goal of the preference
learning is to learn a preference model from previously observed preference
information [65, 32].
The basic idea of preference learning is to use a function to map every light
setting to a real number. This function is usually referred as the preference
function or the latent function [32, 29, 99]. Consequently, finding user preferences can be seen as optimizing his/her latent function, which is relatively
well studied in mathematics and machine learning.
To avoid annoying the user too much, rather than asking all questions at
once, a smart choice is to ask for feedback sequentially. By applying the Bayes’
rule, we can select questions based previously asked questions and received
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answers. As demonstrated in Figure 1.7, the lighting system interacts with the
user iteratively. In every iteration, the lighting system illuminates the user to
a certain level and the user gives the corresponding feedback to the lighting
system. Then the systems updates its knowledge about the user and offers the
next illuminance level. In this way, the lighting system gradually learns the
preferred illuminance level of the user.

Illu. Lvl.

Feedback

System

User
Figure 1.7 The Bayesian learning framework to learn the preferred illuminance
level of a user.
In the iterative approach, instead of complicated answers, the user only
need to give very simple feedback to the system. It can either be binary such as
“I like / don’t like current light level.” or be directional such as “I think current
light level is too bright / satisfactory / too dark.” With a properly designed
user interface, this is very straightforward so that users can easily give the
correct feedback. To further simplify the interaction process, we can assume
that the positive user feedback are given unconsciously. In other words, if the
lighting system does not receive a feedback from the user, then it can infer that
the current illuminance level is satisfactory.
Within the Bayesian optimization framework, there are two options that
need to be carefully selected. The first one is given the user feedback, how to
update the knowledge about the latent function and the second one is that
considering every observation is very expensive, how to select the observation
location in every iteration.
The Gaussian Process is a frequently used technique in Bayesian optimization to update the belief of a latent function [78, 87, 54, 28]. As a natural
extension of the multivariate Gaussian distribution, a Gaussian process consists of a mean function and a covariance function, which is also known as
the kernel function. By using the Bayes’ theorem, as described in (1.2), the
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posterior distribution of the latent function f can be conveniently derived from
the prior distribution and the observation data D.
p(f |D) =

p(f )p(D|f )
p(D)

(1.2)

In the Bayesian optimization framework, a function called acquisition
function is applied to select the observation location in every iteration. The
optimizer always selects the location by maximizing the acquisition function.
Generally speaking, the acquisition function is constructed from the posterior
distribution of the latent function which describes the potential of a location of
being the optimum. If a location has a high potential of being the optimum,
then at least one of the following two is true
1. The optimizer has evaluated the location or its neighborhood before and
got good feedback, so the location has a high predicted value. This type
of observation is also known as exploitation.
2. The optimizer is still uncertain about the location because the location
and its neighborhood haven’t been observed before or have got inconsistent feedback. This type of observation is also known as exploration.
As a simple example, suppose the observation is noiseless and the latent
function that we are going to maximize is the Forrester function
f (x) = −(3x − 1)2 sin(12x − 4),
which has a global maximum, a local maximum and a zero-gradient inflection
point and is frequently used as a test function for many optimization methods
[66].
In Figure 1.8, the dashed line is the unknown latent function and the dark
blue dots are the observations. The solid line and the shaded area represent
the posterior mean and variance, respectively. The acquisition function is
illustrated by the dotted orange line.
As can be seen from Figure 1.8, after two random selected initial observations at x = 0.3 and x = 0.6, the optimizer has less uncertainty around them
and decides to observe at x = 0.85 at the next iteration. Then after getting the
observation, the optimizer updates its estimation about the latent function and
calculates the next observing location. This optimizer will keep iterating until
one or more of the preset terminating conditions are satisfied.
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Figure 1.8 The stepwise illustration of the Bayesian optimization process. The
dashed line is the latent function and the dark blue dots are the observations.
The solid line and the shaded area represent the posterior mean and variance,
respectively. The acquisition function is illustrated by the dotted orange line.
The acquisition function used in this example is the upper confidence bound
[88, 89]
The choice of acquisition function is mainly determined by the scenario.
For example, when the observed value of the latent function is a real value corrupted by Gaussian noise, various acquisition functions have been discussed
in literature, such as probability of improvement [51], expected improvement [64],
upper confidence bound [88, 89] and mutual information [22].
When the observation is binary where the probability of being positive
is determined by the latent function, the problem becomes more difficult because the non-Gaussian likelihood will make some integrals in the Gaussian
process intractable. Currently available acquisition functions for binary observations are binary expected improvement proposed by [90] and expected entropy
introduced by [99].

1.3.1

Bayesian Optimization for Unimodal Functions with Directional User Feedback

The method discussed above is quite generic because it does not have many
assumptions on the latent function. Yet for a lighting system, it is reasonable
to assume the latent function is unimodal. If a user indicates the system that
600 lx is too bright, then with a large probability that any illuminance level
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will also be too bright for him or her. With this assumption, it is much easier
for the optimizer to find the global maximum of the latent function.
Moreover, in the lighting scenario, users can easily give directional feedback
such as “too bright” and “too dark” to the system. Compared with the binary
feedback, obviously the directional feedback contains more information. As
shown in Figure 1.9, given a certain amount of light, similar as the binary
feedback, we assume a user will give feedback to the lighting system in a
probabilistic way. When the illuminance is low, the user is tend to rate it as
insufficient and when the illuminance is high, the user is more likely to give a
“too bright“ feedback. For most users, the probability of giving insufficient and
excessive feedback is monotonously decreasing and increasing with respect to
the illuminance, respectively. The probability of feeling an illuminance level is
satisfactory is unimodal.
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Figure 1.9 The probabilities of a user gives the three types of feedback for
different illuminance levels. The horizontal axis is the illuminance level and pI ,
pS , pE stand for the probability of feeling the illuminance level as insufficient,
satisfactory, and excessive, respectively.
To fully utilizing this property, still within the Bayesian learning framework,
but instead of the Gaussian process and the acquisition function, the Bayesian
control rule is applied to update the knowledge about the latent function and
to decide where to observe in the next iteration. The Bayesian control rule is a
natural extension of the Bayes’ rule by making a distinction between passive
learners and active learners [74].
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A passive learner can only observe the world, which can be well described
by the Bayes’ Rule while an active learner can not only observe the world but
also have the ability to intervene in the world. The reason why we need the
distinction is because there is a causal relationship between the manipulations
and the observations of an active learner. In the previous binary feedback case,
the Gaussian process is a passive learner because it can only passively receive
the observation selected by the acquisition function and cannot select the next
observe location by itself.
A classical example of the casual relationship given by [74] is a malfunctioned barometer. If the barometer works properly, then we will expect good
weather when the mercury column in the barometer rises and expect rain
when it drops. To capture this relationship, the conventional Bayes’ rule can
be used. However, if the barometer no longer works properly and the mercury
column always stay at a high level, then it cannot predict the weather anymore.
For someone who does not know this information, the Bayes’ rule cannot
explain his observation and the Bayesian control rule needs to be applied.

1.4

Scientific Contributions

This work includes following novel contributions:
– A probabilistic user satisfaction model for lighting, which takes multiple
factors in a lighting environment into consideration. (Chapter 2).
– A dimming control algorithm for a dimmable LED lighting system,
which allows the lighting system automatically to tune the trade-off
between enhancing the user satisfaction and decreasing the energy consumption (Chapter 2).
– A dimming strategy utilizing presence information for a dimmable office
lighting system equipped with occupancy sensors (Chapter 3).
– A Bayesian learning framework which is capable to learn the preferred
illuminance level of a user using binary feedback (Chapter 4) and directional feedback (Chapter 5).

1.5 Thesis Outline
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Thesis Outline

The remainder of this thesis is organized as follows. In Chapter 2, firstly a
mathematical formulation of a dimmable LED office lighting system is provided. Then we mathematically interpret several contemporary psychological
and biological research results on light perception. Based on these results, a
novel probabilistic model which quantitatively describes the user satisfaction
for a certain illuminance distribution is proposed. A heuristic dimming control
algorithm is then used to optimize the dimming levels of all luminaires in the
lighting system. Both enhancing user satisfaction and reducing energy are
taken into consideration.
In Chapter 3, we consider a dimmable office lighting system equipped
with occupancy sensors. Instead of the estimated binary occupancy status of
the office, we propose the occupancy sensors pass the estimated occupancy
probability to the lighting system. Then by combining the user satisfaction
model proposed in Chapter 2 and the estimated occupancy probability, we
derive an optimal dimming strategy for the lighting system to minimize the
expected energy consumption.
Since different individuals have different light preferences, the user satisfaction model contains several personalized parameters. However, those
parameters are usually unknown before optimization. Thus in Chapter 4 and
Chapter 5, we propose a Bayesian learning framework to learn the preferred
illuminance level of a user by iteratively interacting with the user.
In Chapter 4, we only make very basic and practical assumptions about the
latent function such as continuity and smoothness. Moreover, we assume the
user feedback is binary. Users can either accept or reject the current illuminance
level. In Chapter 5, considering the characteristic of light, single modality is
added as another assumption of the latent function. The user feedback is
assumed to be directional. The system will receive directional feedback such
as “too dark” or “too bright” from the user if the user is not satisfied with the
current illuminance level.
In Chapter 6, we will first compare the performance of the two learning
methods and then simulate the performance of cascading the learning module
and the optimization module to see how these interactive learning methods
behave in an office lighting system. In short, in this thesis, we start with a
broad discussion about dimming control in office lighting systems and then
gradually dive into methods to learn user preferences to make lighting system
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more intelligent. Of course, there are still a lot of open questions in this field
which are worthwhile to be discussed in future research.
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Intelligent Dimming Control in an
Office Lighting System
2.1

Introduction

In the past few decades, the issue of global warming got more and more attention and lighting should be partly responsible for it. According to [4, 72],
lighting consumes 19% of global energy and results in 6% of greenhouse emissions worldwide. Consequently, being energy efficient becomes an essential
requirement for modern lighting systems.
For most of the commercial office lighting systems owners, however, improving the quality of light is even more important because the quality of
lighting could affect moods, comfort, and productivity of the users. It is reported that in the United States, a huge amount of potential productivity can
be gained from direct improvements of the indoor environment [30, 85]. On
the contrary, when the lighting environment is inappropriate, users will feel
uncomfortable and are likely to under-perform [3].
As mentioned in Chapter 1, different users have different requirements
and preferences for light. For a lighting system that only serves a small
number of users, experienced light designers are capable to manually adjust
the lighting system to satisfy every user. However, for lighting systems in
modern commercial buildings which have to serve thousands of users, it is
impractical to adjust the lighting system manually. As a compromise, these
individual differences are usually ignored. Almost all users in the office
are treated equally and approximately illuminated to the same light level
according to some standards or recommendations.
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To automate this process, in this chapter, we will formulate the lighting
control problem as a multi-objective optimization problem which takes both
minimizing energy consumption and maximizing the user satisfaction into
consideration. The biggest challenge here is that we need a quantitative model
of user satisfaction for light. Currently most researches about human light
perception are mainly from psychological or biological perspective, which
can hardly be directly used to formulate the optimization problem. Thus a
mathematical interpretation of these results is needed.
The rest of this chapter is organized as follows. First a dimmable LED lighting system is mathematically formulated in Section 2.2. Then as a simple start,
in Section 2.3, an optimization algorithm which minimizes energy consumption following certain recommendations and regulations is discussed. Then a
probabilistic user satisfaction model which is based on several contemporary
psychological and biological studies about human light perception is introduced in Section 2.4. In Section 2.5, a dimming control algorithm is presented
to tune the trade-off between enhancing user satisfaction and reducing energy
consumption. At last the simulated results are presented in Section 2.6 and
conclusions are drawn in Section 2.7.

2.2

A Mathematical Formulation of a Lighting System

LED lamps are widely used in modern lighting systems. Compared with
traditional light sources such as incandescent lamps and fluorescent lamps,
LEDs show a superior performance in many aspects such as higher energy
efficiency, smaller size, faster on/off switching, longer lifetime, and better
dimmability.
Thus in this chapter we consider a dimmable LED lighting system which
contains NL ceiling-mounted dimmable LEDs. The dimming levels of these
LEDs are hereinafter referred to as the dimming vector of the lighting system
and denoted as w = [w1 , w2 , . . . , wNL ]T , where wi is the dimming level of the
ith LED (0 ≤ wi ≤ 1, i = 1, 2, . . . , NL )1 . For the ith LED, wi = 0 means that
the ith LED is turned off while wi = 1 indicates that the LED emits light at its
maximum power.
1

If not specified, in this paper vectors and matrices are in bold lower cases and bold upper
cases, respectively.
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We are mostly interested in the illuminance distribution on the task plane
of the office. In an office environment, the task plane usually refers to a
horizontal plane with height 0.76 meter [10, 79]. For quantitative analysis, the
task plane is divided into NT tiles. The tiles should be small enough such
that the illuminance level inside each tile can be seen as a constant. Then the
illuminance distribution over the task plane yielded by the lighting system
can be denoted as x = [x1 , x2 , . . . , xNT ]T , where xi represents the illuminance
level of tile i.
Usually the task plane of an office is divided into three types of areas,
i.e., the task area, the surrounding area, and the other area. As suggested
by its name, the task area is the place where users perform their tasks which
is usually an area of about 1 m2 in front of the user. The surrounding area
is the area adjacent to task area with a certain width which is usually taken
as 0.5 m. Two binary indicating vectors, δT = [δT1 , δT2 , . . . , δTNT ]T and δS =
[δS1 , δS2 , . . . , δSNT ]T are used to indicate the property of a tile. For example, if
tile j belongs to the task area of a user, then δTj = 1; otherwise δTj = 0. Note
that different users may have different indicator vectors. In other words, it
is possible that a tile is part of the task area of a user and also belongs to the
surrounding of another user.
Due to health and safety reasons, for every tile, there is a minimum illuminance requirement denoted as r = [r1 , r2 , . . . , rNT ]T . For example, in the
current British recommendation [45], for a typical office, the minimum illuminance requirement for the task area, the surrounding area, and the other
area are 500 lx, 300 lx, and 60 lx (at least one fifth of the requirement for the
surrounding area [10, 79]), respectively.
Assuming the dimmable LED lighting system is the only light source in
the office, since light is additive, we have
x = Iw,
where




I=



I1,1
I2,1
..
.

I1,2
I2,2
..
.

...
...
..
.

(2.1)

I1,NL
I2,NL
..
.








INT ,1 INT ,2 . . . INT ,NL
is called illuminance transfer matrix; Ii,j is the illuminance of the tile i when
LED j is fully turned on and the other LEDs are turned off.
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As can be seen from its definition, the illuminance transfer matrix is determined by both the office layout and the lighting system setup, which is
required to be known before lighting optimization. There are many ways to
acquire the illuminance transfer matrix such as simulating by lighting design
software and measuring practical environment.
If the office is equipped with calibrated sensors that are able to measure
the amount of daylight, we can add a term in equation (2.1) to represent
the daylight distribution in the office. This will not influence the following
optimization process because the daylight distribution is independent with
the dimming vector w. The only consequence is the optimum dimming vector
have to be recalculated every a few minutes to adjust the daylight change.

2.3

The First Objective: Minimize energy consumption

As mentioned above, reducing energy consumption is one of the most widely
used objectives of a lighting system. Since the energy consumption of a
LED lamp roughly has a linear relationship with its dimming level [38], the
energy consumption of a lighting system can be formulated as a function of its
dimming vector
pT w + E0
,
(2.2)
E(w) = T
p 1 + E0
where p = [p1 , p2 , . . . , pNL ]T is the undimmed power consumption of all the
LEDs in the lighting system; E0 is the standby energy consumed by the lighting
system, which is independent of w. To fit further optimization, the energy
consumption is normalized in (2.2).
Then to minimize the energy consumption, the dimming vector is optimized by solving
arg min E(w)
w

subject to 0 ≼ w ≼ 1,

(2.3)

Iw ≽ r,

where ≼ and ≽ represent the componentwise inequality. The first constraint is
a physical requirement that the dimming level of every LED should be between
0 and 1. The second constraint is used to satisfy the minimum illuminance
requirement.
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As can be seen from (2.3), since the objective function and the constraints
are all linear, minimizing energy consumption is a simple linear regression
problem. Thus it has been widely used as the objective function in previous
dimming optimization solutions [16, 94]. Moreover, the solution of (2.3) for a
distributed LED lighting system has been discussed [15, 59].

2.4

A Probabilistic User Satisfaction Model

Fundamentally speaking, the ultimate goal of a lighting system is to satisfy
the needs of users, such as visibility; task performance; mood and atmosphere;
visual comfort; aesthetic judgment; health, safety, and well-being; and social
communication[79]. However, since the user satisfaction is very subjective
and can be influenced by many factors such as the task and the mood of the
user, it is difficult to be quantified in a deterministic way.
In this section, we will introduce a probabilistic user satisfaction model
which uses the acceptance probability to describe the user satisfaction Q(x) of
an illuminance distribution x
Q(x) =

NU
Y

Pi (x),

(2.4)

i=1

where NU is the number of occupants in the office; Pi (x) is the probability
that user i accepts x. Thus Q(x) is the probability that all users accept x
simultaneously.
Note that in (2.4), a multiplicative model is used, which means that the optimization algorithm will try to avoid extremely dissatisfying any of the users.
In practice, if a user is extremely dissatisfied, he/she will keep intervening the
system until his/her needs are satisfied. Thus actually to maximize Q(x) is
equivalent to minimize the probability that the lighting system is intervened.
Alternatively, an additive model is used in [75] which optimizes the expected
number of users satisfied by x. These two different optimization objectives will
result in different optimized light distributions. For instance, if the preference
of one of the NU (NU ≫ 1) users is quite different from the preferences of the
others, the objective of optimizing the expected number of satisfied users will
ignore the need of this user while the objective of optimizing the acceptance
probability will make a compromise so that no user is extremely dissatisfied.
In order to model Pi (x), we first define a term called satisfier. A satisfier is
one feature of an illuminance pattern that influences the acceptance probability.
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Then Pi (x) is determined by the weighted product of the appropriateness of
all the satisfiers, i.e.,
NS
Y
τ
Pi (x) =
Sji,j (x, ui ),
(2.5)
j=1

where NS is the number of satisfiers included in the model; Sj (·) is the jth
satisfier; τi,j ≥ 0 indicates the relative importance of the jth satisfier for user i;
ui is a vector that characterizes user i, which contains the personal preference
of this user. In following subsections, every satisfier is introduced in a general
way. If no confusion arises, the subscript of all user-related parameters are
omitted, which simplifies the notation a lot.
There are many features that can be chosen as satisfiers, such as the illuminance of task area, the absence of glare, the spectrum of the light source,
and the visual beauty of the light distribution. Some of these can be easily
quantified while others cannot. As the first attempt, in this chapter, we choose
three satisfiers that are relatively easy to be quantified, namely the average
illuminance of the task area, the relative illuminance distribution in the surrounding area, and the uniformity inside the task area. Other satisfiers will be
included in further research.

2.4.1

The Average Illuminance of the Task Area

The average illuminance of the task area is the most important and the most
well studied satisfier of the three. To increase user satisfaction, it is necessary
to offer users appropriate illuminance levels over their task areas according to
their preferences. However, as summarized in [68, 92, 93], the preferred light
levels vary widely among individuals, which depends on many factors such as
gender, age, and culture. Thus offering users the same amount of illuminance
is not a good choice.
In [75], the user satisfaction was modeled as a two-piece linear function
of the task area illuminance level. As can be seen in Figure 2.1, every user is
modeled to have a preferred light level, which will result in the maximum
user satisfaction. As the light level deviates from the preferred one, the user
satisfaction decreases linearly. The advantage of this linear model is that it
can be integrated into (2.3) without breaking the linearity of the optimization
problem.
However, there are still some drawbacks in the piece-wise linear model.
First of all, it is not smooth around the preferred light level, which is not
consistent with our daily experience. Moreover, it is against the Fechner’s
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law [77], which points out that the subjective sensation of a human being is
proportional to the logarithm of the stimulus intensity.
As illustrate in Figure 2.1, in [94], a log-normal shaped function is proposed
an improvement to describe the appropriateness as a function of the average
illuminance of the task area. Over a practical range of illuminance, for a user
u, the appropriateness of the average task area illuminance can be modeled as


(ln xT − ln ξ)2
S1 (x, u) = exp −
,
2σ 2

(2.6)

where ξ and σ are the preferred illuminance and the tolerance of the user,
respectively; xT is the average task area illuminance of the user, which can be
derived as
x T δT
xT = T .
(2.7)
1 δT

= 500 lx, = 0.4
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Figure 2.1 The comparison between the two-piece linear user satisfaction
model and the log-normal user satisfaction model. The preferred illuminance
is taken as 500 lx for both models.

2.4.2

The Relative Illuminance Distribution in the Surrounding Area

In an office environment, it is energy efficient to make the illuminance of the
surrounding area lower than the illuminance of the task area. Moreover, a

Intelligent Dimming Control in an Office Lighting System

26

high light level immediately outside the task area is distracting and irritating
[10]. However, excessive illuminance differences between task area and its
surroundings may lead to visual stress and eye strain [8]. In the current British
recommendation, it is also recommended that the minimum requirement for
surrounding area illuminance is 60% to 80% of the minimum requirement of
the task area [19].
As a result, we model the second satisfier as a function of the minimum to
maximum ratio between the the average illuminance of the surrounding area
(xS ) and the average illuminance of the task area (xT ). Similar as xT , xS can be
calculated as
xT δS
xS = T .
(2.8)
1 δS
In [10, 81], the acceptance frequency was measured with different ratios
in a windowless room. The experimental results are shown in Figure 2.2.
According to these results, a linear model is used to describe the relationship
between the acceptance frequency and the ratio
S2 (x, u) = ρ

min(xS , xT )
.
max(xS , xT )

(2.9)
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Figure 2.2 The acceptance frequency as a function of the minimum to maximum
ratio of xS and xT .
It is worthwhile to note that mostly xS is smaller than xT because we want
to reduce energy consumption as well. However, in very rare situations xS
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might be larger than xT . For example, if there is a big difference between the
preferences of two closely located users, xS probably will be larger than xT
since in this case there is an overlap between one’s task area and the other’s
task area. We will further discuss this situation in Section 2.6.

2.4.3

The Uniformity inside the Task Area

Even if the average illuminance of task area is appropriate, large illuminance
variations inside the task area should be avoided because it is uncomfortable.
There are two commonly used methods to quantify the illuminance uniformity
inside task area. In the current north America standard, the uniformity is
quantified by the minimum-to-average illuminance ratio (θa ), and that ratio
should not be less than 0.7 for common office work [79]. In some of other
literature, the uniformity is quantified by minimum-to-maximum illuminance
ratio (θm ) [86]. Since we cannot find any publicly available experimental data
where the uniformity is measured as θa , we model the third satisfier as a
function of θm .
According to the experimental data of [86], which is shown in Figure 2.3,
S3 (x, u) is modeled as
S3 (x, u) = 1 − exp(κθm ).

(2.10)

Note that neither in Figure 2.2 nor Figure 2.3, we have any the experimental
data for extremely discomforting light distributions. However, due to the
property of the multiplicative model, this will not affect the optimized light
distribution significantly.

2.4.4

The Minimum Illuminance Level Requirement

For non-task related reasons, such as health considerations and safety (both
perceived safety and real safety), complete darkness needs to be avoided in any
part of the environment. Yet only a low illuminance level is adequate for these
purposes. Typically the needed illuminance is one-fifth of the illuminance of
the surrounding area.
For a typical office, usually 60 to 100 lx is adequate [79]. This amount
of illuminance yields safety, is energy efficient, and does not require visual
adaptation when entering and leaving the task area [79]. If not specified, the
minimum illuminance requirement of all tiles are 60 lx in this chapter.
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Figure 2.3 The percentage of users rate the illuminance uniformity of task area
(measured as θm ) as acceptable [86].

2.4.5

The Toy Example I

According to the user satisfaction model introduced above, here a toy example
is given to show how the illuminance distribution affects user satisfaction.
Suppose an office has been ideally uniformly illuminated to x lx, i.e. ∀i, xi = x.
For simplicity, we assume ∀i, j, τi,j = 1, then according to (2.4), the optimum
illuminance x∗ can be calculated as
x∗ = arg max Q(x)
x

= arg max
x

NU
Y

S1 (x, ui )

i=1

(2.11)

,N
!
NU
U
X
ln ξi X
1
= exp
.
2
2
σ
σ
i
i
i=1
i=1
As can be seen from (2.11), the optimum illuminance level is a weighted logarithmical average of the preferred illuminance level of every user. The more
tolerable a user is, the less his/her preference influences the compromised
illuminance level, which is consistent with our intuition.
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We compare this with the two-piece linear model shown in Figure 2.1,
where
S1 (x, ui ) = max (min (kDi (x − ξi ) + 1, −kBi (x − ξi ) + 1) , 0) ,

(2.12)

where kDi and kBi are both positive constants that describe the tolerance of
user i for dark and bright, respectively.
For NU = 2 (we assume ξ1 ≤ ξ2 ), the optimum illuminance given by the
liner model x∗l can be expressed as
x∗l = max (min (xl , xH ) , xL ) ,
where

1
1
xl = (ξ1 + ξ2 ) +
2
2



1
1
−
kB1
kD2

(2.13)

,

xL = max(ξ1 , ξ2 − 1/kD2 ) and xH = min(ξ2 , ξ1 + 1/kB1 ). From (2.13) we can see
that x∗l is very sensitive to kB1 and kD2 . Since they are both very small positive
numbers, mostly the second term, the difference between their reciprocals, is
dominant, which will lead to x∗l = ξ1 or x∗l = ξ2 .
In Figure 2.4, we illustrate a toy example with NU = 2, ξ1 = 300 lx, ξ2 = 800
lx, σ1 = 0.8, σ2 = 0.1, kD1 = 1/400, kD2 = 1/500, kB1 = 1/1150, kB2 = 1/850.
The thin dashed lines are the two-piece linear model of S1 while the thin solid
lines are the log-normal model of S1 . The thick curves are the product of
corresponding S1 (x, u1 ) and S1 (x, u2 ). The optimum locate at x∗ = 717 lx and
x∗l = 800 lx under the log-normal model and linear model, respectively. It is
can be seen that in this particular example, x∗l = ξ2 .

2.4.6

Acquiring the User Preference

As discussed above, in the user satisfaction model Q(·), a user u is specified
by seven parameters, i.e., the preferred illuminance ξ, the tolerance σ, the two
uniformity sensitivity parameters ρ and κ, and the relative importance for the
three satisfiers. Furthermore, as the number of satisfiers included in the model
increases, the number of user specific parameters also increases.
Before optimizing the dimming vector w, all the parameters need to be
acquired by the lighting system. For the lighting system, there are two main
approaches to get those parameters, either by inquiring the user directly or by
learning from the user adaptively.
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Figure 2.4 The toy example for the case of two users. The thin dashed lines are
the two-piece linear model of S1 while the thin solid lines are the log-normal
model of S1 . The thick curves are the product of corresponding S1 (x, u1 ) and
S1 (x, u2 ).
However, except the preferred illuminance level, the other parameters are
not easy to be self-evaluated by the user. Thus, the lighting system has to
learn or estimate those user-related parameters. For example, a naive way
to estimate the preferred light level and the tolerance of a user is to let the
user choose his/her preferred light level multiple times and use the mean and
variance as estimations of ξ and σ 2 , respectively.
Moreover, if no information or only partial information about a user is
known, we can build the model conditioned on the known information. For
instance, if only some categorical information is known such as the gender
and the age of the user, the average parameters of users belong to the same
category can be used. In the worst situation, if nothing is known about a user,
we can use the average parameters of all users to build the user satisfaction
model. The more we know about the user, the more accurate the model will
be.
Fortunately, several advanced machine learning techniques have been
developed to learn the latent preference parameters of users [13, 27, 29, 32, 71].
We will further discuss this in Chapter 4 and Chapter 5.

2.5 The Dimming Vector Optimization

2.5

31

The Dimming Vector Optimization

In the previous sections, we describe a mathematical model of a dimmable
LED lighting system and introduce a quantitative model of the user satisfaction. In this section, the dimming vector is optimized such that the output
illuminance distribution both energy efficient and comfortable. However, the
two objectives, reducing energy consumption and increasing user satisfaction,
usually cannot be achieved at the same time. Thus we need to make a trade-off
between those two objectives.
As shown in (2.14), a parameter γ (0 ≤ γ ≤ 1) is used to tune the relative
importance of these two objectives. The optimum dimming vector w∗ can be
acquired by solving
w∗ = arg min γE(w) − (1 − γ)Q(Iw)
w

subject to 0 ≼ w ≼ 1,

(2.14)

Iw ≽ r.

Unfortunately, considering the number of LEDs in the lighting system and
the objective function in (2.14), optimizing the dimming vector is equivalent to
finding a global optimum of a non-convex function with constrains in a high
dimensional space. It is usually very hard, or even impossible to find a closed
expression of w∗ .
To solve this constrained non-convex optimization problem, we use a
heuristic iterative optimization method called simulated annealing, which
is inspired from the annealing process in metallurgy [1, 44]. The simulated
annealing method is widely used in multimodal optimization problems and
has a satisfactory convergence property.
Generally speaking, the simulated annealing method treats each dimming
vector as a state. Starting from a certain state, it finds the optimum of the
objective function iteratively. Every iteration consists of two steps:
1. Generate a new state from the neighborhood of the current state;
2. Determine whether to accept new generated state:
(a) If accept: move the system to the new state;
(b) If not: ignore the new state and stay at the previous state.
There are various criteria to decide the acceptance of the new state. In most
cases, if the new state has a larger objective function value, we will accept this
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state, otherwise we will accept the new state with a certain probability. The
acceptance probability is both determined by a global time-varying parameter
called the temperature and the objective function value difference between
the two states. Either higher temperature or smaller difference will lead to
larger acceptance probability. The searching is stopped when the predefined
maximum number of iterations is reached or the optimum value stops evolving
for a certain number of iterations.
In this section, we propose an algorithm to optimize the dimming vector
based on adaptive simulated annealing. Compared with the canonical simulated annealing, the adaptive simulated annealing is relatively less sensitive
to predefined parameters because the parameters are automatically adjusted
as the algorithm progresses [44]. The pseudo-code of the dimming vector
optimization algorithm is shown in Algorithm 1.
Algorithm 1 The Dimming Vector Optimization Algorithm
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:

Initialization
while Not Stop do
for v = 1 to NV do
for i = 1 to NL do
w′ ⇐ GenerateDimmingV ector(w, i)
∆f ⇐ f (w′ ) − f (w)
With probability CalAccP rob(∆f, T ):
w ⇐ w′
end for
U pdateStepLength()
end for
T ⇐ cT T
end while
Output w∗

In Algorithm 1, f (w) = γE(w) − (1 − γ)Q(Iw) is the objective function of
(2.14); T is the temperature; cT is a positive constant less than 1 which used
to tune the cooling process. In Line 7, the Metropolis Criterion [50] is used to
determine the acceptance probability
p(w′ is accepted|∆f, T ) =


1,

if ∆f < 0;

e−∆f /T , otherwise.

(2.15)

From (2.15), we know that our algorithm always moves downhill if it finds
a way to do so, irrespective of the temperature. On the other hand, when
the objective function value of the new state is larger than that of the current

2.5 The Dimming Vector Optimization

33

state, it is still possible to accept the new state but the acceptance probability
decreases as the temperature decreases. Yet with the same temperature, the
larger the difference is, the less the acceptance probability will be.
Starting from the current state w, there are many ways to generate a neighborhood state w′ and we adopt an efficient method proposed by [44]. The
central idea of this method is to maintain a one-to-one rate between accepted
moves and rejected moves because it is effective from an optimization perspective [23]. Too many accepted moves means w′ is always close to w and
it will take a long time for the algorithm to converge. On the other hand, too
many rejected moves means w′ is always too far away from w, thus possible
optimum might be jumped over. Both of the two cases are somewhat wasting
computational effort.
As illustrated in (2.16), w′ is generated by adding a small perturbation to
ith dimension of w
w′ = w + yei ,
(2.16)
where ei = [0, 0, . . . , 1, 0, . . . , 0]T is the unit vector of the ith dimension and
y ∈ [−1, 1] is a random variable which determines the amplitude of the perturbation.
In (2.16), we could see that the distance between w and w′ is determined
by y. When |y| is smaller, w′ is closer to w and consequently in most cases
has a larger acceptance probability. Thus to achieve the one-to-one acceptance
rate, first for every dimension, we define a term called step length. Then y is
generated by

y = sgn(z − 0.5)v (1 + 1/v)|2z−1| − 1 ,

(2.17)

where v is the step length of the corresponding dimension and z is a random
variable which is uniformly distributed between 0 and 1.
As illustrated in Figure 2.5, small step length v tends to generate a y close
to zero while when v is large, y is approximately uniformly distributed within
[−1, 1]. Then in every dimension, we record the number of acceptances Nv
with current step length v and try to maintain the acceptance ratio Nv /NV
around 0.5. In Line 10, the step length v of every dimension is updated by

vN ew





min(c+ vOld , v+ ), if Nv /NV > 0.6;
= max(c− vOld , v− ), if Nv /NV < 0.4;



vOld ,
otherwise,

(2.18)
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where c+ > 1 and 0 < c− < 1 are two constants used to tune the step length; v+
and v− are the maximum and minimum step length which are used to avoid
explosion.
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Figure 2.5 The probability density functions of y with different step lengths v.

2.6

Simulation Results

In this section, as an example, the dimming control algorithm is applied to a
virtual office showed in Figure 2.6. This is because the essence of the problem
can be intuitively illustrated better when NU is small. The way of modeling the
lighting system and optimizing the dimming vector, nevertheless, is generic
so that it can be applied to an office with more users. Moreover, for a large
building that contains multiple offices, we could optimize the light distribution
for every office independently.
The two users locate in the office are chosen from the six virtual users listed
in Table 2.1. Moreover, we let ρ = 0.96, κ = 3.9, τ·,1 = 1, τ·,2 = 0.125 and
τ·,3 = 0.1 for all virtual users. Here the values for ρ and κ are regressed results
of Figure 2.2 and Figure 2.3, which represent the behavior of average users.
The technical parameters of the lighting system used in the simulation
are illustrated in Table 2.2. Note that the following results have to be interpreted with caution because these results are determined by many practical

Vertical Distance (m)
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(a) Top view of the office.

(b) Perspective view of the office.

Figure 2.6 A plan and perspective view of a virtual office which accommodates
two users. The length, width and the vertical distance from the ceiling to the
task plane are 7, 3 and 2.24 meters, respectively. In the plan view the task
areas and the surrounding areas are indicated by the solid shaded rectangle
and the dashed rectangle, respectively. The circles and crossings represent the
positions of LEDs and tile centers, respectively The stars indicate the positions
of the two users.
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factors such as layout of the office, the parameters and the arrangement of the
luminaires.
Table 2.1 The preferences and the tolerances of the six virtual users. The low
tolerance means σ 2 = 0.01 while the high tolerance means σ 2 = 0.25.
User
Preference (lx)
Tolerance

A
300
Low

B
300
High

C
1000
Low

D
1000
High

E
600
Low

F
700
Low

Table 2.2 The technical parameters of the lighting system. Most of the LED
parameters are based on the Philips LED Spot family.
The undimmed power of each LED
The semi-angle of the light beam at half power of each
LED
The luminous flux of each LED
The power consumption of non-luminaire

2.6.1

6W
12.3◦
300 lm
5W

The Toy Example II

Initially we start with a simple example, the dimming control algorithm is
applied to the office which accommodates User C and F. In this simulation,
γ = 0.5, which means increasing user satisfaction is given the equal priority as
reducing energy consumption. The LED grid size is 0.4 meter and the distance
between the two users is 3 meters.
As can be seen from Figure 2.7, the task areas are illuminated brighter than
the non-task area. The numerical results are shown in Table 2.3. From this
example, we can see that the dimming optimization algorithm is able to offer
users a well illuminated environment. The average task area illuminance of
the two users are very close to their preferences.
Table 2.3 Numerical simulation results of the simple example.
Satisfier
The average illuminance of the task area
The relative illuminance distribution in the surrounding area
The uniformity inside the task area

User C
996 lx
0.67

User F
700 lx
0.88

0.74

0.75
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Figure 2.7 The optimized output illuminance distribution (in lx) of the LED
lighting system. The position of the two users are (2m, 1.5m) and (5m, 1.5m),
respectively.

2.6.2

The Optimum Distance between Two Users and the Optimum LED Grid Size

To find the optimum distance between two adjacent users, we consider four
different pairs of users, which are listed in Table 2.4. For each pair, we plot the
minimum value of the objective function as a function of the distance between
the two users (Figure 2.8). Note that for all the pairs, the sum of preferred
illuminance are the same. Thus, the amount of energy needed to satisfy both
users are approximately equal.
Table 2.4 Four virtual user combinations.
Pair
User A + C
User A + D
User B + D
User E + F

Preference difference
Large
Large
Large
Small

Tolerances
Low + Low
Low + High
High + High
Low + Low

From Figure 2.8, we can see that when the distance between the two users
is more than two meters, there is no significant difference among the four pairs.
This is also consistent with our daily experience that in most open offices, the
distance between adjacent users is two meters.
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Figure 2.8 The minimum value of the objective function as a function of the
distance between adjacent users for different user combinations. The LED grid
size is 40 centimeters. The trade-off parameter γ is taken as 0.5.
The reason is two-fold. First, a distance of two meters offers the lighting
system enough flexibility to satisfy all kinds of user combinations. Actually as
the distance between the two users increases, the overlapping area gradually
diminishes. This trend is summarized in Table 2.5.
Table 2.5 Overlaps of various distances between adjacent users.
Distance (meter)
Overlap between task areas
Overlap between task area and surrounding
area
Overlap between surrounding areas

1.5
Yes
Yes

2
No
Yes

2.5
No
No

3
No
No

Yes

Yes

Yes

No

The other reason is that with the two meters distance, the energy is more
effectively used. To illuminate the task area of one user, part of the surrounding
area of the other user is illuminated at the same time. Since in this simulation,
the average illuminance of task area is much more important than the other two
satisfiers, this is a smart way to save energy without hurting user satisfaction.
Actually this is also the reason why all the four tails are slightly tilted up
(especially for the pair User E and F).
Another result that can be seen from Figure 2.8 is that if practically possible,
it is better to arrange users with similar preferences next to each other. This
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makes it relatively easier for the lighting system to satisfy the users and
save energy. This also confirms the intuition that if the preference difference
between two adjacent users is large, probably they cannot be satisfied at the
same time.
Now we fix the distance between two users as two meters and start changing the LED grid size. Generally speaking, the smaller the LED grid size, the
more freedom the system has. However, as shown in Figure 2.9, if the two
users are difficult to satisfy at the same time, the LED grid size cannot be too
large. Otherwise at least one of the users cannot be satisfied. Considering the
installation cost, 40 to 50 centimeters is a good choice for the LED grid size of
an office.
0.15

User A + C
User A + D
User B + D
User E + F

(w) (1

) (Iw)

0.20
0.25
0.30
0.35
0.40
0.45

0.3

0.4

LED Grid Size (m)

0.5

0.6

Figure 2.9 The minimum value of the objective function as a function of the
LED grid size for different pairs of users. The distance between the two users
is two meters. The trade-off parameter γ is taken as 0.5.
Note that the results illustrated in Figure 2.8 and Figure 2.9 are only used
to show the behavior of the dimming control algorithm. In practice, many
other aspects have to be taken into consideration in determining the LED grid
size and the distances between users.
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2.6.3

The Trade-off between User Satisfaction and Energy Consumption

To explore the relationship between user satisfaction and energy consumption,
we want to acquire the maximum achievable user satisfaction given the energy consumption. Then the original optimization problem (2.14) is slightly
modified into
w∗ = arg max Q(Iw)
w

subject to 0 ≼ w ≼ 1,

(2.19)

E(w) ≤ EL ,
Iw ≽ r,

where EL is the given energy consumption.
1.0

Maximum user satisfaction

0.8
0.6
0.4
User A + C
User A + D
User B + D
User E + F

0.2
0.0
0.1

0.2

0.3
0.4
Energy limitation

0.5

0.6

Figure 2.10 The trade-off between user satisfaction and energy consumption.
The distance between the two users and the LED grid size are 2 meters and 0.5
meter, respectively.
Figure 2.10 illustrates the results of (2.19) for the four pairs of users. For
all the four pairs, increasing the given energy consumption always improves
the achievable user satisfaction. When EL is below 0.25, increasing the given
energy consumption could efficiently enhances the achievable user satisfaction.
Yet above EL ≈ 0.25, further increasing the allowed energy consumption
cannot improve much satisfaction.
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Considering the difference among the four pairs, we could see that above
the saturation point (around 0.25), the lighting system could offer almost
perfect light distribution for User E and F while for User A and C, the maximum achievable user satisfaction is relatively low because the large preference
difference and the low tolerances.
Note that there is a very interesting result that when the given energy
consumption is far below saturation, EL = 0.15 for instance, the maximum
achievable user satisfaction of User E and F is less than that of User A (B) and
D. This is because in this simulation, the distance between the two users is set
to be 2 meters, which will result in an overlap between one’s task area and the
other’s surrounding area. In this particular case, the illuminance of the task
area of User D contributes a lot in illuminating the surrounding area of the
other user, which is efficient when the energy limitation is tight.
Further, as can be seen in Figure 2.10, the saturation point is around EL ≈
0.25. This means that on average, the power needed is much lower than
installed. In the other words, for this particular office, the undimmed power
of each LED should be halved or even less.
From those simulation results we can see that in principle, the quantitative
framework can be used in light design. However, when applying it to real
lighting systems, many recommendations and regulations have to be taken
into consideration.

2.7

Conclusions

This chapter refines a mathematical model of a dimmable LED lighting system
that consists of a central controller and several dimmable LEDs. The central
controller is able to control the dimming levels of all LEDs. The target of the
lighting system is to offer an appropriate illuminance distribution which not
only saves energy but also attempts to satisfy the users.
Based on several papers on human perception and experience of light, we
propose a generic mathematical framework that is capable of quantitatively
evaluating user satisfaction for an illuminance distribution. In this framework,
three satisfiers are included, namely the average illuminance of the task area,
the relative illuminance distribution in the surrounding area, and the uniformity inside the task area. Each of the three satisfiers is expressed as a feature
that can influence the probability of accepting the illuminance distribution.
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Compared with a previously proposed two-piece linear user satisfaction
model, our framework has a better compatibility and extensibility. More
satisfiers could be included to make the framework more practical and realistic.
Based on this framework, a heuristic algorithm is presented to optimize the
dimming vector so that a balance between enhancing user satisfaction and
decreasing energy consumption can be achieved.
The results show that using the optimization algorithm, the lighting system
is able to offer every user an illuminance that is close to that preferred by
the user. It is shown, based on our model and the chosen parameters, that
two meters is a reasonable distance between two adjacent users and 40 to
50 centimeters is an appropriate choice for the LED grid size for an office.
Moreover, if practically possible, it is beneficial to arrange users with similar
preferences next to each other.

Chapter

3

Smart Office Lighting Control Using
Occupancy Sensors
3.1

Introduction

As mentioned in Chapter 2, electrical lighting systems consumes a huge
amount of energy every year. Particularly, 75% of the electric light is used for
residential and commercial buildings, which results in almost 1.9 × 109 tons of
CO2 emissions [73]. As a result, energy efficiency is a very important indicator
of a lighting system.
Usually there are three major approaches to increase the energy efficiency
of a lighting system [25, 76, 73]. The first approach is to use energy efficient
luminaires such as CFLs and LEDs. The second approach is to control the
luminaires effectively, which is close to what we have discussed in Chapter
2. The third approach is to add intelligence in the lighting system such as to
equip the lighting system with motion sensors and occupancy sensors so that
the light can be turned on and off automatically and appropriately.
In this chapter, we mainly focus on discussing the third approach. In office
lighting, the idea of only turning on the light when the office is occupied has
been popular for a long time. In modern lighting systems, there are usually
one or multiple occupancy sensors in every office which are responsible for
detecting the occupancy status of the office.
In Figure 3.1, we show several types of commonly seen occupancy sensors
in office lighting systems such as passive infrared sensors, ultrasonic sensors,
and microwave sensors. The passive infrared sensors can detect infrared
radiation radiated by human body within the observation field. The ultrasonic
sensors and the microwave sensors are both based on the Doppler effect. They

44

Smart Office Lighting Control Using Occupancy Sensors

send high frequency sound waves and microwaves and check the reflected
patterns. If the reflected pattern is changing continuously, then the office is
regarded as occupied[52, 47].

(a) A passive infrared sen- (b) A ultrasonic sensor.
sor.

(c) A microwave sensor.

Figure 3.1 Several commonly seen occupancy sensors in office lighting systems.
However, the sensors are not always reliable. For instance, non-moving
users are often ignored by ultrasonic sensors and microwave sensors. Thus the
lighting system has to face a dilemma that it either takes the risk to turn off the
light when there are non-moving users in the office, which is very annoying,
or to keep the light on when the office is empty, which wastes energy.
As a compromise, a simple and straightforward idea used by many primary
presence-based lighting systems is to switch on the light immediately after
presence is detected and turn off the light if no presence is detected during a
certain time period [47]. Usually the period is set to fifteen to twenty minutes,
which is used to reduce the false negative rate, i.e., the probability that an
occupied office is regarded as empty. But this method has another problem
that the sensor only passes the binary occupancy status to the lighting system.
A lot of information is lost in this process. For example, a presence status with
99% confidence and a presence status with 51% confidence will lead to the
same control strategy, which is obviously sub-optimal.
As an improvement, instead of using only a binary status, sensors can
also share the estimated occupancy probability of the office with the lighting
system. According to the estimated occupancy probability, the lighting system
decides whether to turn on the light or not. One possible solution is to set
a probability threshold, above which the light will be turned on and below
which the light will be switched off [47].
However, the fundamental problem is still there. An estimated occupancy
probability just above the threshold and an estimated occupancy probability
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close to one would still be the same for the lighting system. The information
brought by the estimated occupancy probability is not fully utilized.
In this chapter, we propose an idea to further exploit the information
contained in the estimated occupancy probability. Instead of either switching
the light on or turning the light off, the system dims the light in the office
according to the received occupancy probability. According to this (time
varying) occupancy probability, the system optimizes the illuminance level in
the office so that the energy consumption is reduced.
Intuitively speaking, the higher the presence probability is, the brighter
the office will be. Yet it is possible that an occupied office might be only
illuminated to a low illuminance level due to improper sensor installations or
inappropriate dimming strategies. In this case, the user(s) in the office will
intervene the light system to illuminate himself. The aim of this chapter is to
find the optimal dimming strategy given the detected presence probability.

3.2

Problem Formulation

We consider an office lighting system equipped with a switch and several
occupancy sensors which pass the occupancy probability p to the decision
module of the lighting system. Then according to the sensed occupancy
probability p, the system illuminates the office to a certain illuminance level x.
If the user feels x as insufficient, he/she will fully turn on the light to illuminate
the office to a default light level x0 . The target is to design an optimal lighting
control strategy such that the expected energy consumption of the lighting
system after being intervened is minimized.
When the office is empty, the lighting system will not be intervened so the
illuminance level of the office will still be x. When the office is occupied, we
assume that with probability q(x) the user in that office will feel insufficient
and turn on the light to illuminate the office to the standard illuminance level
x0 lx; with probability 1 − q(x) the user will accept the illuminance level x.
For an office with presence probability p which is firstly illuminated to x,
the expected illuminance level after the possible intervention is
E(x) = x0 pq(x) + x(1 − pq(x)).
Then the expected energy consumption of the lighting system is
C(x) = αE(x) + E0 ,

(3.1)
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where α and E0 are the energy efficiency and the standby power of the lighting
system, respectively.
In (3.1), we assume that for a specific lighting system, the energy efficiency
and the standby power are both independent with the illuminance level x.
Then the optimum illuminance level can be derived by
x∗ = arg min C(x) = arg min E(x).
x

3.3

x

(3.2)

A Quantitative User Behavior Model

In practice, q(x) is determined by the group behavior of target users in the
office. For example, in 1979, Hunt measured the probability of people turning
on the light for different minimum illuminance on the working plane [43].
However, Hunt’s experiment only observed whether users turn on the light
after they just enter the office. Considering the fact that different groups of
users have different needs and preferences, we want to parameterize Hunt’s
results. As discussed in Chapter 2, here we still choose a parameterized
log-normal function to quantitatively describe this behavior

1 − exp − 1 (ln x − ln x )2  , if 0 ≤ x ≤ x ;
0
0
σ2
q(x) =
0,
if x > x0 .

(3.3)

In (3.3), σ 2 is a non-negative parameter describes the tendency of targeted
users to turn on the light which is determined by the contexts, conditions,
users, etc. The default illuminance level x0 is selected as 500 lx according to
several standards and other recommendations [20, 79]. Note that choosing
a different x0 has no fundamental change in the optimization because the
expected illuminance level E(x) can be rewritten as


x
E(x) = x0 pq(x) + (1 − pq(x))
x0

(3.4)

and q(x) is also only determined by the ratio between x and x0 . This means in
(3.2), what we optimize is the ratio between x and x0 .
In Figure 3.2, we plot q(x) with different σ 2 and a fixed x0 = 500 lx. It can
be seen that the larger σ 2 is, the more likely the targeted users accept relatively
low light levels. Considering that the experiment was conducted in the late
1970s, most of Hunt’s data are less than 300 lx, which may be rather low for
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Figure 3.2 The probability of users turning on the light plotted against the minimum illuminance on the working plane. The circles are Hunt’s experimental
results [43]. The curves are the log-normal functions with different σ 2 and x0 =
500 lx.
common office tasks today. Actually as the energy efficiency of luminaires
increases, the recommended illuminance level for office work also increases in
the past few decades [60].

3.4

The Optimal Dimming Strategy

As can be seen from (3.1), E(x) consists of two parts. The first term E1 (x) =
x0 pq(x) is the expected illuminance level when the office is occupied and
the user needs more light so the light is turned fully on. The second term
E2 (x) = x(1 − pq(x)) is the expected illuminance when the pre-assigned light
level x is not changed. It is either because the office is not occupied or the user
is satisfied with the pre-assigned light level x.
As illustrated in Figure 3.3, E1 (x) is q(x) multiplied by a constant x0 p, which
is monotonously decreasing. Larger x is favored from this perspective. On
the other hand, however, as indicated by E2 (x), larger x potentially consumes
more unnecessary energy, especially when the presence probability is low or
the tolerance is high. In fact, we are taking advantage of the user tolerance to
save energy because many research results indicate that for a typical office,

x)

0

x)

700
600
500
400
300

p = 0. 2
p = 0. 5
p = 0. 7
p=1

200
100
0

0

100

200

300

400

500

Preset Illuminance (lx)

600

700

800

σ2 = 1

800

(a) σ 2 = 0.25.

σ 2 = 0. 5

800
700
700
600
600
500
500
400
400
300
300
200

p = 0. 2
p = 0. 5
p = 0. 7
p=1
600

700

700

600

700

200
100
1000

800

p = 0. 2
p = 0. 5
p = 0. 7
p=1
600

600

p = 0. 2
p = 0. 5
pp==00..27
pp==01. 5
p = 0. 7
700
p = 1 800

800

0

0

100

200

0

100

200

300

400

500

Preset Illuminance (lx)
300
400
500
Preset Illuminance (lx)

800

2

5
(b) σ 2σ==0.5.

800
700
600
500
400
300

p = 0. 2
p = 0. 5
p = 0. 7
p=1

200
100
0

0

100

200

300

400

500

Preset Illuminance (lx)

600

700

800

Expected Illu. after being Intervened (lx)

σ 2 = 0. 25

800

Expected Illu. after being Intervened (lx)

Expected
Illu. after
beingbeing
Intervened
(lx) (lx)
Expected
Illu. after
Intervened

Expected Illu. after being Intervened (lx)

500 lx is usually more than adequate, and many users accept lower light levels
[10, 69, 43, 18].
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Figure 3.3 Two terms of the expected illuminance after possible intervention
(lx) as a function of x with different σ 2 and p. The solid curves are E1 (x) while
the dashed curves are E2 (x).
From Figure 3.3, we can see that the optimal strategy is a trade-off between
E1 (x) and E2 (x). High illuminance levels are favored by E1 (x) and E2 (x)
prefers low illuminance levels. In Figure 3.4, we plot the optimum illuminance
level as a function of the presence probability p for different σ 2 .
It is clearly shown that for every σ 2 , there is an optimal threshold. If the
detected presence probability p is less than this threshold, the light will be
turned off. Otherwise the optimal illuminance level x∗ increases as p increases.
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The more tolerant the targeted users are, the lower the threshold will be. This
is because for darkness-intolerant (small σ 2 ) users, it is meaningless to preset a
low illuminance level because with a large probability they will turn on the
light fully on anyhow.

Optimum Preset Illuminance (lx)
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400
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σ2 = 1
σ2 = 5

300
200
100
0
0.0
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Presence Probability

0.8

1.0

Figure 3.4 The optimal dimming strategy for different σ 2 .
For example, in Hunt’s experiment, the participants are quite tolerant to
darkness; q(x) with σ 2 = 5 fits their behavior quite well. For this group of
users, according to Figure 3.4, the threshold is 0.24. In other words, when
the presence probability of the office is less than 0.24, the light will be turned
off. Otherwise the pre-assigned illuminance level increases as the detected
presence probability increases but it will not exceed 160 lx. This is reasonable
because according to Figure 3.2, when offered 160 lx, the probability that this
group of users will turn on the light is less than 0.2.

3.5

Comparison with the Hard Decision Making
Strategy

In this section, we compare the performance of the optimal strategy described
above and the commonly seen hard decision making strategy mentioned in
the introduction section. In the hard decision making strategy, there is a predefined threshold p0 . When the detected presence probability p exceeds p0 , the
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light is fully turned on and otherwise the light will be turned off. However, if
the light is turned off but the office is actually occupied, we assume the light
will soon be manually turned on by the user.
As a result, if the hard decision making strategy is applied to a lighting
system, the expected illuminance level is a function of the detected presence
probability p

x , if p ≥ p ;
0
0
EH (p) =
(3.5)
x0 p, if p < p0 .
Now we could see that both the optimal strategy and the hard decision
making strategy have its own threshold. When the detected presence probability is smaller than the threshold, the light is turned off otherwise the office
will be illuminated to a certain illuminance level.
However, there are two major differences between the two strategies. The
first one is that when the detected presence probability exceeds the threshold,
the hard decision making strategy will turn the light fully on but the optimal
strategy will gradually increase the light level as the presence probability
increases. The second one is that the threshold of the hard decision making strategy is a pre-determined constant while the threshold of the optimal
strategy is derived by the group behavior of the users.
In Figure 3.5, we compare the performances of the optimal strategy and
the hard decision making strategy. First it can be seen that the dashed lines are
always above the solid line, which means compared with the hard decision
making strategy, the optimal strategy always saves energy. Moreover, the
more tolerant the users, the more energy can be saved.
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Figure 3.5 Performance comparison between the optimal strategy and the hard
decision making strategy for different σ 2 and p0 . The solid line with circle
marker indicates the performance of the optimal strategy. The dashed lines
indicate the performance of the hard decision making strategy with different
p0 .
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3.6

Optimal Dimming Strategy with Daylight Harvesting

Daylight harvesting is a popular idea in recent electric lighting systems because
by properly utilizing the free and green sunlight, the energy consumption of a
lighting system can be reduced tremendously [53, 55, 80]. Usually a daylight
harvesting module includes one or multiple photo sensors and is capable to
estimate the amount of daylight in the office [53, 57].
The design of the photo sensors and the daylight estimation algorithm are
beyond the scope of this thesis. Here we only want to discuss how to integrate
daylight harvesting into the optimal dimming strategy. We assume that the
daylight estimation works perfectly and the amount of daylight in the office is
xD lx. Then if the amount of artificial light offered by the lighting system is
x, the probability that the users need more light and turn the light fully on is
q(x + xD ).
Correspondingly, the expected illuminance E(x) emitted by the lighting
system becomes
E(x) = x0 pq(x + xD ) + x(1 − pq(x + xD )).

(3.6)

Then following a similar optimization procedure, we can optimize the preset amount of artificial light given the presence probability p and the amount
of daylight xD , which is shown in Figure 3.6. By comparing it with Figure
3.4, we could see that due to the nonlinearity of q(x), when daylight harvesting is taken into consideration, the optimum amount of the preset artificial
illuminance is not a simple shift of that shown in Figure 3.4. However, it still
shows a similar behavior. Moreover, we could see that for those users who
are quite tolerant to dark (σ 2 = 5 , participants of Hunt’s experiment), it is
not necessary to turn on the light at all when the amount of daylight is 300 lx,
which is enough for them.
When the amount of daylight is not 300 lx, the optimum curves need to be
recalculated following the same procedure. Actually for a practical lighting system, we can calculate the optimum curves for several representative amounts
of daylight in advance and adjust the amount of artificial light according to
the real time measurement.
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Figure 3.6 The optimum amount of preset artificial illuminance for different σ 2
as a function of the presence probability p when the amount of daylight xD is
300 lx.

3.7

Conclusion

In this chapter, we propose a novel lighting control strategy for an office with
occupancy sensors. According to the presence probability estimated by the
occupancy sensors, the lighting system will illuminate the office to a certain
illuminance level which is usually less than the recommended illuminance
level. Users in the office may turn the light fully on if the light is insufficient for
them. To reduce the energy consumed by the lighting system, we calculate the
optimum preset illuminance given characteristics of the users and the presence
probability.
From the results we could see that when the presence probability is low, it
is wise to completely turn off the light. When the presence probability exceeds
a certain threshold which is determined by the characteristics of the users, the
optimum illuminance level gradually increases as the presence probability
increases.
Then we compare our strategy with the commonly seen hard decision
making strategy. It can be seen that under this model, our strategy always
reduces the energy consumption. When daylight is taken into account, the
optimum amount of complementary artificial light has a similar behavior.

Chapter

4

Learning the Preferred Illuminance
Level via Binary Feedback
4.1

Introduction

In Chapter 2, we have discussed that there are many factors that can influence
the user satisfaction towards an illuminance distribution and we have proposed a quantitative model for every factor. Considering the fact that different
individuals have different preferences and requirements for light, the user
satisfaction model includes many individual dependent parameters. Given
the personalized parameters, we can optimize the illuminance distribution for
every user in the office.
However, those parameters are usually unknown to the system. Most users
even do not know their parameters themselves since those implicit parameters
are very technical. It is also not realistic to force every user to have a thorough
test before using the lighting system. As a result, we need to find a way to
learn those parameters. As a first attempt, in this chapter and next chapter, we
will focus on learning the most important parameter of a user, the preferred
average task area illuminance [10].
As mentioned in Chapter 2, the acceptance probability of a certain illuminance level is determined by a latent function in the user’s mind. The higher
the function value is, the higher acceptance probability will be. In Eq. (2.6), we
use a log-normal function to describe this behavior. To keep a broader use of
the learning methods, in this chapter, we only make very basic and practical
assumptions about the latent function such as continuity and smoothness. In
next chapter, single modality is added as another assumption of the latent
function.
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Now the problem of learning the preferred illuminance level can be seen
as an optimization problem, i.e., to find the maximum of the latent function.
Since the latent function is unknown, we cannot use the derivative information
to locate the maximum. All we can do is to offer the user several illuminance
levels and use the responses of the user to estimate the preferred illuminance
level of the user.
According to the type of user feedback, we can correspondingly design the
learning algorithm for the lighting system. In this chapter, we assume the user
feedback is binary. The user can either accept or reject the current illuminance
level. In the next chapter, the user feedback is assumed to be directional. When
the user is not satisfied with current illuminance level, the lighting system
could also receive directional information from the user such as “too bright”
and “too dark”. In both of the scenarios, we assume that the acceptance is
implicit while the rejection is explicit such as pushing a button and turning a
knob.
The challenge of this problem is twofold. Firstly, whether an illuminance
level will be accepted is a probabilistic event. It is not guaranteed that the
same user will always have the same response for the same illuminance level.
Secondly, it will be definitely annoying if a lighting system offers too many
inappropriate illuminance levels to the user. This means it is not feasible to
display every illuminance level multiple times and use the average behavior
of the user responses to locate the illuminance level that the user prefers most.
In this chapter, the latent function will be seen as a black box function and
we use a method called the Bayesian optimization to find its maximum. The
Bayesian optimization is a sequential optimization method which utilizes the
Bayesian technique to find the optimum of a function.
In the Bayesian optimization framework, we first set a prior of the unknown
latent function and then combine it with the observations to form a posterior
distribution of the latent function over the function space [13]. The more a
function agrees with the observations, the higher posterior probability it is
assigned.
In Bayesian optimization, a commonly used non-parametric and versatile
prior is the Gaussian process (GP), which allows us to encode our assumption
about the objective function into the optimization. Moreover, since the objective function is expensive to observe, every observation location should be
carefully selected. Thus a so-called acquisition function, which is constructed
from the posterior distribution of the objective function, is used to determine
the location of every new observation. Generally speaking, the acquisition
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function describes the potential of a location of being the optimum, which
might be because of the high predicted value, the large uncertainty, or both of
them [42].
Similar to other sequential decision making problems such as multi-armed
bandits problems and Markov decision processes, when designing the acquisition function, we also need to consider the trade-off between exploitation
and exploration. Usually in a decision making problem, exploitation means
selecting an action with the highest payoff given previous information while
exploration means sacrificing the short-term payoff to collect more information
and expecting higher payoff in the future. In this particular case, the lighting
system could select an exploiting illuminance level which has a large chance
to be accepted based on previous knowledge, an exploring illuminance level
which collects more information about the user, or a mixture of both.
The rest of this chapter is organized as follows. First more detailed information about the binary user feedback, Bayesian optimization, Gaussian
processes, and acquisition functions are discussed in Section 4.2. Then an
innovative entropy based acquisition function is introduced in Section 4.3.
At last the simulated results are presented in Section 4.4 and conclusions are
drawn in Section 4.5.

4.2

Problem Statement and Background Information

4.2.1

The Bayesian Optimization Framework

Let f : X → R be the latent function of a user, where X = {x1 , x2 , . . . , xN } is a
finite set of illuminance levels that the lighting system can offer to the user.
Our target is to find x∗ , the location of the maximum of f
x∗ = arg max f (x).
x∈X

(4.1)

In this chapter, we will find x∗ using Bayesian optimization, which is a
widely used approach to find the extrema of functions that are difficult or expensive to evaluate. Unlike many other commonly seen optimization methods,
the derivatives and the convexity information of the objective function are not
necessary for Bayesian optimization. This property is perfect for our problem
because those kinds of information of the latent function are not available.
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As its name suggests, the core idea of Bayesian optimization comes from the
famous Bayes theorem. Given the observations D, the posterior distribution
of the objective function f is
p(f |D) =

p(D|f )p(f )
,
p(D)

(4.2)

where p(D|f ) is the likelihood and p(f ) is the prior distribution of the objective
function.
Then the posterior distribution of the optimum x∗ can be achieved by
marginalizing f over the posterior distribution p(f |D)
p(x∗ |D) =

Z
F

p(x∗ |f )p(f |D)df,

(4.3)

where F is the entire function space.
For this particular problem, the observation data D includes both illuminance levels that have previously been displayed to the user x = [xa1 , xa2 , . . . , xaT ]T
and the corresponding user responses y = [y1 , y2 , . . . , yT ]T . Here 1 ≤ at ≤ N is
the index of the illuminance level offered to the user in the tth iteration and
yt ∈ {+1, −1} is the corresponding user response.
As discussed above, the acceptance probability is determined by the function value. Thus we need a logistic-like function to squash the latent function
from (−∞, +∞) to [0, 1]. Theoretically any monotonous increasing function
with domain (−∞, +∞) and range [0, 1] can be used as the squash function. In
this chapter, the cumulative density function of the standard normal distribution Φ(·) is selected as the squash function. When an illuminance level x ∈ X
is offered to the user, the probability that it is accepted by the user is Φ(f (x)).
In other words, p(yt = +1|xat ) = Φ(f (xat )).
Before applying Bayesian optimization, there are usually two choices need
to be made. Firstly one need to select an appropriate prior distribution p(f )
which incorporates the prior knowledge about the objective function such
as convexity, non-negativity, and smoothness. When no prior information
is available, following the principle of maximum entropy, a commonly seen
choice is to choose a uninformative prior distribution [21].
Besides the prior distribution, a Bayesian optimizer also needs an acquisition function which is constructed from the posterior distribution p(f |D).
Usually the acquisition function is defined on the same domain as f and is
used to determine the location of the next observation.
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Based the discussion above, a generic Bayesian optimization framework
is summarized in Figure 4.1 and the corresponding pseudo code in shown
in Algorithm 2. In the tth iteration, we first select an observation index at
by maximizing the acquisition function. Then f (xat ) is evaluated and yt is
observed. Using xat and yt , the posterior distribution of f and the acquisition
function are updated.

User
at

at+1

f

f (xat )

yt

Acquisition Function

Figure 4.1 A generic framework of Bayesian optimization using stochastic
binary observations.

Algorithm 2 A generic Bayesian optimization algorithm
1: for t = 1, 2, . . . do
Select an observation location xat which maximizes the acquisition func2:
tion
3:
Query f at xat and observe yt
4:
Update the posterior distribution of f and the acquisition function
5:
Output the location of the predicted optimum
6: end for
Due to its high flexibility and superior performance, the Bayesian optimization is widely used in many areas [87] such as tuning parameters for
Markov Monte Carlo algorithms [56], optimizing hyper-parameters for various machine learning algorithms [6, 7] and finding the maximum of a black
box function [90, 13, 88, 41].

4.2.2

Bayesian Optimization with Gaussian Process Priors

The Gaussian Process is a popular and powerful choice as the prior distribution
for a Bayesian optimizer. A Gaussian process can be seen as a generalized
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multivariate Gaussian distribution. Following [78], a formal definition of the
Gaussian process is
Definition 1. A Gaussian process is a collection of random variables, any finite
number of which have a joint Gaussian distribution.
Similar to the multivariate Gaussian distribution, a Gaussian process
f (x) ∼ GP(m, k) is completely characterized by its mean function
m(x) = E[f (x)]
and covariance function
k(x, x′ ) = E[(f (x) − m(x))(f (x′ ) − m(x′ ))].
In this particular case, the random variables are the values of the latent
function f at all x ∈ X. Further, since we do not make any assumption on f ,
before seeing any data, the mean function is usually set to be the zero function
m(x) ≡ 0. The popular squared exponential function is used as the covariance
function

1
k(x, x′ ) = ω 2 exp − 2 (x − x′ )T (x − x′ ) ,
(4.4)
2θ
where ω and θ are two hyper-parameters of the covariance function.
When using the squared exponential kernel function, two close points are
expected to have a large influence on each other while two distant points will
hardly influence each other. In Figure 4.2, we plot several squared exponential
functions with different hyper-parameters and several functions sampled from
the Gaussian process GP(0, k). It is clearly seen that large θ favors smooth
functions while small θ prefers fast fluctuating functions.
Since we are only interested in the values of f at the possible observation locations, for this problem, f can be fully represented by a vector
f = [f1 , f2 , . . . , fN ]T , where fi is a short notation for f (xi ), i = 1, 2, . . . , N . In
other words, as long as two functions have exactly the same values at all
possible observation location, they are identical to the optimizer. As a result,
instead of inferring the posterior distribution of the latent function p(f |D),
we will infer the posterior distribution of the representative vector p(f |D).
Consequently, (4.3) becomes
p(x∗ |D) =

Z

p(x∗ |f )p(f |D)df .

(4.5)
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Figure 4.2 The squared exponential function with different hyper-parameters;
ω is set to 1 and from top to bottom, θ is set to 0.05, 0.2, and 0.7, respectively.
Given p(f |D), the integral would be relatively simple to acquire since
p(x∗ |f ) = δ(xarg maxi fi ),
where δ(·) is the Kronecker delta function. In following text, we mainly focus
on discussing how to inferring the posterior p(f |D). In the Gaussian process
framework, given the observation data D = {x, y}, updating the posterior is
conceptually divided into two steps.
First the posterior distribution of the latent function values at all previously
observed locations fD is inferred as
p(fD |D) = p(fD |x, y) =

p(y|fD )p(fD |x)
.
p(y|x)

(4.6)

Then the posterior distribution of the latent function values at all possible
observed locations f is updated by marginalizing over fD
p(f |D) =

Z
FD

p(f |fD )p(fD |D)dfD .

(4.7)

Unfortunately, due to the non-Gaussian likelihood p(y|fD ), the integral
in (4.7) is analytically intractable. To solve this integral, we can either use
Monte Carlo sampling or analytical approximation methods such as the Laplace
approximation or expectation propagation. In this chapter, we will use expectation
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propagation to approximate this integral because it is fast and accurate [62,
78, 84]. A complete introduction and comparison between different popular
approximation methods can be found in [70].
As a simple example, suppose the latent function f is a quadratic function f (x) = −x2 + 1 and there are nine possible observation locations X =
{−2, −1.5, −1, −0.5, 0, 0.5, 1, 1.5, 2}. As illustrated in Figure 4.3, we have observed f at x = 0, x = 0.5, and x = 1.5 once and at x = 1 twice. Thus in this case
x = [0, 0.5, 1, 1, 1.5]T , y = [+1, +1, +1, −1, −1]T , and fD = [f (0), f (0.5), f (1), f (1.5)]T .
Then following (4.7), the posterior distribution p(f |D) is approximated by expectation propagation. The posterior mean µ(x|D) and the 95% confidence
interval are plotted in Figure 4.3.
Since we have no observation at negative x, it is clearly seen that the
95% confidence interval of positive x is narrower than that of negative x.
Roughly speaking, for a certain location, the more observations we have,
the less uncertainty there will be. In this case, given the five observations,
the uncertainty of f around x = 1 is much less than that around x = −2.
Consequently, since the five observations cannot offer too much information
about f around x = −2, the posterior mean function is very close to the prior
mean function, which is the zero function.
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Figure 4.3 A simple example of using observation data to infer the posterior
distribution of f . The dashed curve is the quadratic latent function f (x) =
−x2 + 1. The triangles are the possible observation locations X. The green
circles and the red crossings represent the positive and negative user responses,
respectively. The solid curve is the posterior mean function µ(x|D) and the
shaded area is the 95% confidence interval of the latent function f .
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Acquisition Functions for Bayesian Optimization

In the problem of finding the maximum of f , every observation of f is very
expensive and we hope to find x∗ with only a few number of observations. As
a result, an acquisition function α(x) is used to help the Bayesian optimizer
to determine where to observe. Give the observation data D, the acquisition
function α(x|D) is constructed from the posterior distribution p(f |D) and in
every iteration, we observe f at x which maximize α(x|D). As expected, the
choice of the acquisition function can dramatically influences the performance
of the Bayesian optimizer.
Due to its high importance, the acquisition function is usually selected
according to the properties of the problem. There is no acquisition function
suitable for all optimization problems. For example, we should select different
acquisition functions for problems with different likelihoods.
In following text, we will discuss some commonly used acquisition functions for Gaussian likelihoods and binary likelihoods. Compared with acquisition functions for binary likelihoods, acquisition functions for Gaussian
likelihoods are relatively well studied. Thus at first, we will introduce several
acquisition functions for Bayesian optimizers with Gaussian likelihoods. Then
the only known acquisition function for binary likelihoods is discussed.
Bayesian Optimizers with Gaussian Likelihoods
Since additive white Gaussian noises are commonly seen in practical scenarios,
previous researches about designing acquisition functions mainly focus on
Gaussian likelihoods, i.e., the observed value yϵ is the function value f (x) plus
the zero mean Gaussian noise ϵ ∼ N(0, σϵ2 )
yϵ = f (x) + ϵ.
In other words, p(yϵ |x) ∼ N(yϵ ; f (x), σϵ2 ).
As a straightforward choice, the probability of improvement is the first proposed acquisition function [51]. First the largest observed value of all previous
noisy observations yϵ is denoted as yϵ+ . Then with respect to yϵ+ , the probability
of having an improvement at any possible observing location x ∈ X is
αP I (x|D) = p(yϵ ≥

yϵ+ |D, x)


=Φ

µ(x|D) − yϵ+
σ(x|D)


.

(4.8)
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In Figure 4.4, we present an example of how to use the probability of
improvement to help a Bayesian optimizer with Gaussian likelihoods selecting
observation locations. Similar as the previous example, the latent function is
taken as a quadratic function f (x) = −x2 + 1. In this case, we have three noisy
observation of f at x = −1, x = 0.5, and x = 1.5. The maximum observed
values yϵ+ = 1 is found at x = 0.5.
Then for every x ∈ X, we can calculate the probability that the output yϵ
is larger than or equal to yϵ+ . For example, the dark-shaded area above yϵ+ is
the probability of improvement at x = −0.5 given previous observations D.
The acquisition function indicates that we can hardly get any improvement
at x = 1.5. As a result, f is going to be observed at x = 0.5 again in the next
iteration.
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Figure 4.4 An example of using the probability of improvement as the acquisition function. The maximum observation yϵ+ is represented by a plus and other
observations are represented by dots. The dashed curve is the probability of
improvement at every possible observation locations x ∈ X. The solid curve is
the posterior mean function µ(x|D) and the shaded area is the 95% confidence
interval of the latent function f .
However, the probability of improvement is a pure exploitation acquisition
function. It only focuses on the probability of improvement and ignores the
magnitude of improvement. As a result, it favors to select an observation location that has a large probability of being infinitesimally larger than yϵ+ instead
of locations that may offer large improvement but with smaller probability
[13].
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As an improvement, another acquisition function called expected improvement is proposed to take the magnitude of possible improvement into account
[64]. The acquisition function expected improvement is defined as the expectation of the magnitude of possible improvement max{0, yϵ − yϵ+ }

αEI (x|D) = E max{0, yϵ − yϵ+ }|D, x

(µ(x|D) − y + )Φ(z) + σ(x|D)φ(z) if σ(x|D) > 0;
ϵ
=
0
if σ(x|D) = 0,
where
z=

(4.9)

µ(x|D) − yϵ+
σ(x|D)

and φ(·) is the probability density function of the standard normal distribution.
Another popular acquisition function is called upper confidence bound [88,
89], which is defined as
αU CB (x|D) = µ(x|D) + ζσ(x|D),

(4.10)

where ζ > 0 is a hyper-parameter to tune the exploration-exploitation tradeoff. Generally speaking, a large ζ is set. As more and more observations are
available, ζ gradually becomes smaller and the optimizer becomes more and
more exploiting.
From an information theoretic perspective, since the optimum x∗ ∈ X, if
H(X∗ |D) is reduced to 0, then x∗ is uniquely determined by the condition D.
Following this straightforward idea, the acquisition function predictive entropy
is proposed in [41], which is defined as
αP E (x|D) = H(X∗ |D) − Ep(yϵ |D,x) H(X∗ |D ∪ (x, yϵ )),

(4.11)

which can be roughly interpreted as the mutual information between X∗ and
(x, yϵ ).
Bayesian Optimizers with Bernoulli likelihoods
Compared with Gaussian likelihoods, acquisition functions for Bayesian optimizers with Bernoulli likelihoods are relatively rarely studied. One possible
reason could be that with the Bernoulli likelihoods p(y|x) ∼ Bern(Φ(f (x))),
(4.7) is not analytical tractable.
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To our best knowledge, the binary expected improvement proposed by [90]
is the only acquisition function that tackles the optimization problem with
Bernoulli observations. It generalizes the acquisition function expected improvement αEI so that it can deal with binary observations.
When the observations are binary, it is no longer appropriate to define the
magnitude of possible improvement as max{0, y − y + } because every observation y is either +1 or -1. As an alternative, y + is defined as the largest probability
of getting a positive feedback over all possible observation locations
y + = max p(y = +1|D, x).
x∈X

Correspondingly, the magnitude of possible improvement at x is defined
as max{0, y − y + }, where y is the probability of getting a positive feedback at x
y = p(y = +1|D, x)
Z +∞
=
p(y = +1|z)p(z|D, x)dz
−∞
Z +∞
=
Φ(f (x))p(z|D, x)dz,

(4.12)

−∞

where z = f (x) is the value of the latent function at x.
Then the expected improvement can be calculated as
Z
αBEI (x|D) =

1

(y − y + )p(y|D, x)dy

y+
+∞

Z
=

Φ−1 (y + )

(4.13)

+

(Φ(z) − y )p(z|D, x)dz.

Unfortunately, (4.13) does not have a closed form and thus needs to be numerically calculated.
Given the same five observations as the ones shown in Figure 4.3, the
expected improvement at each x ∈ X is plotted in Figure 4.5. It is clearly seen
that due to the two negative responses at x = 1 and x = 1.5, the acquisition
function tends to believe that the optimum x∗ is smaller than 1.

4.3

Acquisition Function Expected Entropy

Similar as the acquisition function expected improvement, the binary expected
improvement is also a purely exploitation oriented acquisition function. It
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Figure 4.5 An example of using the expected improvement as the acquisition
function for a Bayesian optimizer with binary observations. The green circles
and the red crossings represent the positive and negative user responses,
respectively. The solid curve is the posterior mean function µ(x|D) and the
shaded area is the 95% confidence interval of the latent function f . The
dashed curve is the acquisition function binary expected improvement at
every possible observation locations x ∈ X.
always chooses the location with the largest expected improvement according
to the current belief of f to observe. Locations with relatively smaller expected
improvement and larger uncertainty tend to be ignored. As a result, the
optimizer has to take the risk of being stuck at local optima.
As discussed above, given previous observations D, f has a posterior
distribution p(f |D). Since every f ′ drawn from the posterior distribution has
its own maximum, we can define a discrete random variable X∗ on X to
indicate the location of the maximum of f .
Again, from an information theoretic perspective, if the posterior entropy of
H(X∗ |D) is reduced to zero, then x∗ is known. As can be seen from (4.14), the
posterior entropy H(X∗ |D) is the difference between H(X∗ ) and the mutual
information between X∗ and the observations D
H(X∗ |D) = H(X∗ ) − I(X∗ ; D).

(4.14)

Since H(X∗ ) is independent of D, to increase the efficiency of the Bayesian
optimizer, a natural idea is to select D such that the mutual information
I(X∗ ; D) is maximized. A straightforward idea is to select the optimum obser-
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vation sequence D∗ by maximizing the mutual information
D∗ = arg max I(X∗ ; D).
D

Unfortunately, in practice, D∗ is not available because we have no know any
information about f . Consequently, we cannot solve this maximization problem to find D∗ . As a compromise, using the chain rule for mutual information,
we have
I(X∗ ; D)
=
=
=

T
X
t=1
T
X
t=1
T
X
t=1

I(X∗ ; xat , Yt |D1:t−1 )

I(X∗ ; xat |D1:t−1 ) + I(X∗ ; Yt |D1:t−1 , xat )

(4.15)

I(X∗ ; Yt |D1:t−1 , xat ),

where D1:t−1 = {(xa1 , y1 ), (xa2 , y2 ), . . . , (xat−1 , yt−1 )} are the observations from
iteration 1 to iteration t − 1. The last equality is because the tth observation
location is fully determined by the previous t − 1 observations.
Then every observation location is greedily selected by maximizing the
mutual information I(X∗ ; Y |D1:t , x). Given the previous t observations, the
t + 1th observing location xat+1 is selected as
xat+1 = arg max I(X∗ ; Y |D1:t , x)
x

= arg max H(X∗ |D1:t ) − EY H(X∗ |D1:t ∪ (x, y)))
x

(4.16)

= arg min EY H(X∗ |D1:t ∪ (x, y))).
x

Admittedly, it is not guaranteed that selecting observation locations xa1 , xa2 , . . .
using (4.16) will maximize the mutual information I(X∗ ; D). However, this is
the best thing we can do without knowing f .
From (4.16), it can be seen that maximizing the mutual information is equivalent to minimizing the expected entropy, which can be used as an acquisition
function for the Bayesian optimizer
αEE (x|D) := − EY H(X∗ |D ∪ (x, y)))
X
=−
p(y|D, x)H(X∗ |D ∪ (x, y))),
y∈{+1,−1}

(4.17)
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where p(y|D, x) can be inferred by (4.12) and
H(X∗ |D ∪ (x, y))) =

N
X
j=1

p(x∗ = xj |D ∪ (x, y)) log p(x∗ = xj |D ∪ (x, y)).

Note that the minus sign in (4.17) is only to keep consistency with Line 2 in
Algorithm 2.
To calculate p(x∗ = xj |D ∪ (x, y)), we have
p(x∗ = xj |D ∪ (x, y)))
Z
Y
= p(f |D ∪ (x, y)))
Hs (fj − fi ) df

(4.18)

1≤i≤N
i̸=j

where Hs (·) is the Heaviside’s step function. Unfortunately, the integral in
(4.18) is analytically intractable and will be approximate by the expectation
propagation approach.

4.3.1

Approximating the Expected Entropy with Expectation
Propagation

The expectation propagation approach proposed by [61] is a frequently used
technique to approximate an integral in the form of
Z
J=

p0 (x)

Y

τi (x)dx,

(4.19)

i

where x ∈ Rn is a vector with length n; p0 (x) = N(x; m0 , V0 ) is the probability
density function of a multivariate normal distribution with a mean vector m0
and a covariance matrix V0 ; τi (x) are some “simple” non-Gaussian functions
such as the step function, the probit function and the logistic function.
The core idea of the expectation approximation is to approximate every τi
by a (unnormalized) Gaussian function
τ̃i (x) = si N(x; mi , Vi ).

(4.20)

Then the original integral J is approximated by
J˜ =

Z
p0 (x)

Y
i

τ̃i (x)dx.

(4.21)
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Since the product of multiple (unnormalized) Gaussian functions is still a
˜
unnormalized Gaussian function, it is relatively easier to calculate J.
To ensure J˜ is close to J, for every τ̃i , the amplitude si , the mean vector mi ,
and the covariance matrix Vi are selected such that the Kullback-Leibler (KL)
divergence between p(x) and q(x) is minimized, where p(x) is the original
term to be integrated
Y
p(x) = p0 (x)
τi (x)
(4.22)
i

and q(x) is its approximation
q(x) = p0 (x)

Y

τ̃i (x).

(4.23)

i

When τi can be written in the form of τi (cT x), where c = [c1 , c2 , . . . , cN ]T is
a known vector that has the same length as x, we say that τi has the rank one
property. With this property, τ̃i also has a simpler form


(cTi x − mi )2
,
τ̃i (c x) = si N(c x; mi , vi ) = si exp −
2vi
T

T

(4.24)

which is a one-dimensional function. Consequently, it is much easier to minimize the KL divergence between p(x) and q(x).
As discussed above, we use the expectation propagation to approximate
this integral in (4.18) because the term to be integrated is exactly a multiplication of a multivariate Gaussian probability density function and several step
functions. Moreover, those step functions all have the rank one property
Hs (fj − fi ) = Hs (cTi f ),
√
where ci = (1j − 1i )/ 2 and 1i = [0, 0, . . . , 1, . . . , 0]T is the unit vector in ith
dimension of RN .
To approximate the integral in (4.18), we first rewrite it as
Z
J=

p0 (f )

Y

τi (cTi f )df ,

i

where
p0 (f ) = p(f |D ∪ (x, y))) = N(f ; m0 , V0 )
and
τi (cTi f ) = Hs (fj − fi ),

(4.25)
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√
where ci = (1j − 1i )/ 2.
Now the last problem needs to be solved is to select si , mi , and Vi for every
τ̃i . Unfortunately, it is intractable to minimize the KL divergence between p(f )
and q(f ) directly. As a compromise, the expectation propagation algorithm
updates every τ̃ sequentially. For each τ̃i , the update conceptually consists of
two steps. First a cavity distribution q \i is constructed by leaving τ̃i out
q \i (f ) =

Y
q(f )
= Z \i N(f ; m\i , V\i ) ∝ p0 (f )
τ̃k (f ),
τ̃i (f )
k̸=i

where

(4.26)

!−1
V\i =

V0−1 +

X

vk−1 ck cTk

,

(4.27)

k̸=i

and
m\i = V\i

V0−1 m0 +

X mk
vk

k̸=i

!
ck

.

(4.28)

Then τ̃i is updated by minimizing the KL-divergence between q \i (f )τi (f )
and q \i (f )τ̃i (f ). It is shown that when τ̃ is Gaussian, minimizing the KL divergence is equivalent to match the zeroth, first, and second moments [24].
Following [63], si , mi , and vi are updated as
mi = cTi m\i +

αi
,
βi

(4.29)

vi = βi−1 − cTi V\i ci ,
and
si = Zi

q

1+

cTi V\i ci vi−1


exp

where
Zi = Φ

αi = φ
and

cT m\i
pi
cTi V\i ci
!

cT m\i
pi
cTi V\i ci

(4.30)
αi2
2βi


,

(4.31)

!
,

(4.32)

1
p
,
Zi cTi m\i ci

(4.33)



cTi m\i
βi = αi αi + T \i
.
ci V ci

(4.34)
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Finally when all τ̃ are converged, the approximated q(f ) can be calculated
as
V−1 = V0−1 +

X

vi−1 ci cTi ,

(4.35)

i

!
m = V V0−1 m0 +

X

vi−1 mi ci

,

(4.36)

i

and
s=

|V|1/2

|V0 |1/2

exp

1
2

mT V−1 m − mT0 V0−1 m0 −

X m2
i

i

vi

!!
Y

si .

(4.37)

i

The pseudo code of the expectation propagation algorithm discussed
above is described in Algorithm 3, which derives an approximation q(f ) =
Q
sN(f ; m, V) of the original term to be integrated N(f ; m0 , V0 ) i τi (f ).
Algorithm 3 The expectation
propagation algorithm to find a Gaussian apQ
proximation for p0 (f ) i τi (f ).
1: Initialize (si , mi , vi ) for every τ̃i
2: while J˜ is not converge do
3:
for i = 1, 2, . . . , n do
Calculate the mean m\i and the variance V\i of the cavity distribution
4:
q \i (f ) using (4.28) and (4.27), respectively.
5:
Update si , mi , and vi using (4.31), (4.29), and (4.30), respectively.
6:
end for
7:
Update s, m, and V using (4.37), (4.36), and (4.35), respectively.
8:
Calculate J˜
9: end while
To show the performance of the expectation propagation approximation,
two examples are illustrated in Figure 4.6. The two integrals to be approximated are
Z
J1 = N(x; 1, 3)Hs (x)dx
and
Z
J2 =

" # "
#!
0
2 1
N x;
,
Hs (x1 )Hs (x2 )Hs (x1 − x2 )dx.
1
1 3

From these two examples, we could clearly see the difference between the
original function to be integrated and its expectation propagation approximation. Although up to now, there is no proof that the expectation propagation
approximation will converge to the global minimum of the KL divergence, the
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(a) A 1-D example.
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(b) A 2-D example.

Figure 4.6 Two examples of the expectation propagation approximation. The
original function to be integrated is plotted in solid lines while the approximation is plotted in dashed lines.
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expectation propagation approximation method is widely used due to its fast
speed and good performance.

4.4
4.4.1

Simulation Results
Experimental Setup

In this section, we compare the performance of using the expected entropy and
the binary expected improvement as the acquisition function of a Bayesian
optimizer which is used to find the maximum of various test functions with binary observations. The test functions include a quadratic function, a Forrester
function [31] and an Ackley function [66]. Moreover, the Bayesian optimizer is
also applied to finding the optimum of the satisfaction function proposed in
Chapter 2, where Φ(f (x)) is a log-normal function.
As can be seen from Figure 4.7, those test functions have different characteristics. The quadratic function is a simple concave function. The Forrester
function has a global maximum, a local maximum and a zero-gradient inflection point. The Ackley function has many local maxima, which makes it very
challenging for an optimizer to find the global maximum.
Admittedly, it is very unlikely that in the context of lighting, the latent
function of a user will be as complex as the Ackley function. However, we still
want to test the performance of the Bayesian optimizer on such a challenging
function so that it can be applied to learning the optimum of a latent function
in scenarios beyond lighting.
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(b) The Forrester function f (x) = −(3x − 1)2 sin(12x − 4).
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(c) The Ackley function f (x) = 20 exp(−0.1|x|) + exp(cos(8πx)) − 21.
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(d) The log-normal satisfaction function Φ(f (x)) = exp(−(ln(x) − ln(500))2 /0.18).

Figure 4.7 The three test functions and their input domains. The possible observation locations X are indicated by black triangles. For all the test functions,
X = {x1 , x2 , . . . , xN } are uniformly distributed in the input domain.

4.4.2

Performance Evaluation Criteria

In this section, we will introduce a probably approximately correct (PAC)
style criteria which will be used to evaluate the performance of an acquisition
function. In the PAC framework, the performance of a optimizer is judged by
the probability of finding an approximately optimal candidate which is close
to but does not have to be the real optimum[91, 82, 83].
Particularly in our problem, compared with finding a x′∗ which is close to
x∗ but p(y = +1|x′∗ ) ≪ p(y = +1|x∗ ), we would rather like to find a x′∗ such
that p(y = +1|x′∗ ) is close to p(y = +1|x∗ ). As a result, the performance of the
acquisition functions is evaluated by the probability that x′∗ is approximately
correct, which is defined as the probability of
Φ (f (x′∗ ))
≥ 1 − ϵ,
Φ (f (x∗ ))

(4.38)

where ϵ is a predefined non-negative constant that is not larger than 1. In
following text, we say x′∗ is ϵ-correct if it is approximately correct with respect
to a certain ϵ.
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Numerical Simulation Results

In Figure 4.8, the average numerical results of fifty simulations are plotted,
where
x(t)
∗ = arg max p(y = +1|D1:t , x)
x∈X

is the estimated optimum after t observations.
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(a) The quadratic function, θ = 0.5, ω = 1.
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(b) The Forrester function, θ = 0.2, ω = 5. The solid lines and the dotted lines
are overlapped because when ϵ = 0.1 and ϵ = 0.2 the approximately correct
probabilities are the same.
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(c) The Ackley function, θ = 0.1, ω = 4.
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(d) The log-normal satisfaction function, θ = 200, ω = 10.
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Figure 4.8 The probability that x∗ is approximately correct using different
acquisition functions, which is an average results of 50 simulations. The solid
lines and dotted lines represent ϵ = 0.1 and ϵ = 0.2, respectively.
From Figure 4.8, it can be seen that all curves gradually step up as t increases, which means as more and more observations are available, the probability of finding a ϵ-correct x′∗ also becomes larger and larger.
Generally speaking, as an acquisition function, the expected entropy performs better than the binary expected improvement does. When sufficient
observations are available (10 to 15 observations in these four cases), the proba(t)
bility that x∗ is ϵ-correct using the expected entropy as the acquisition function
is higher than using the binary expected improvement.
When the test function is the simple quadratic function, both acquisition
functions behave quite well. It is almost guaranteed that using the expected
entropy as the acquisition function will find a 0.1-correct x′∗ after 30 observations while the probability to find a 0.1-correct x′∗ slightly decreases if the
binary expected improvement is used as the acquisition function.
When the test function is the Forrester function, the global maximum
locates at a sharper peak. As a result, the 0.1-correct set, {0.7, 0.75, 0.8}, is
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also the 0.2-correct set. As illustrated in Figure 4.8b, if we use the binary
expected improvement as the acquisition function of the Bayesian optimizer
and constrain the number of observations to 50, the probability to find a 0.1correct x′∗ is around 70% while by using the expected entropy as the acquisition
function, the probability remarkably increases to 95%. Actually this is because
the binary expected improvement is always exploiting. In this particular case,
it is very easy to be stuck in the local maximum and the inflection point.
For an optimizer, to find the maximum of the Ackley function is very
challenging since it has infinite number of narrow peaks. The optimizer
is easily trapped by local optima. In this simulation, even if we limit the
searching range to [−0.5, 0.5], there are still four local maxima besides the
global maximum. With 50 observations, the probability to find a 0.1-correct
x′∗ using the binary expected improvement and the expected entropy as the
acquisition function are around 0.67 and 0.77, respectively. However, both of
them are almost ensured to find a 0.2-correct x′∗ .
Note that due to the randomness existed in observations, for complex
function such as the Forrester function and the Ackley function, to ensure
a high probability (larger than 0.7) of finding a 0.1-correct x′∗ , the needed
number of observations are usually more than N , the length of x. However, if
the requirement of x′∗ is decreased to 0.2-correct, to ensure the same probability,
only 15 to 18 observations are needed in this case.
Particularly for a lighting system, as illustrated in Figure 4.8d, when the
squashed test function is a log-normal function and the expected entropy is
used as the acquisition function, after 10 iterations, the probability that the
system finds a 0.2-correct x′∗ is larger than 0.95. Moreover, after 10 iterations,
the system almost guarantees that it can find a 0.1-correct x′∗ .
This means that if we assumes that a user will give a feedback within
ten minutes, then the user preference can be learned in one or two hours.
Considering the fact that user preference are usually stable in a relative long
time period such as weeks or months, this learning time is short enough.
Further, in real life, when the offered illuminance level is far away from the
preferred one, the negative feedback will be given immediately, which makes
the learning time even shorter.

4.4.4

The Trade-off between Exploration and Exploitation

Similar as the classical acquisition function expected improvement, the binary
expected improvement is also a purely exploitation oriented acquisition func-
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tion. It always chooses the location with the largest expected improvement
according to the current belief of f to observe.
The exploitation behavior of the binary expected improvement can be seen
from Figure 4.8. Compared with the expected entropy, it is more likely to find
an approximate correct x′∗ when t is small. For instance, in Figure 4.8a, when
t < 15, the binary expected improvement behaves better than the expected
entropy does.
Nevertheless, in that case, the average probability of finding an approximate correct x′∗ stops increasing after the first 15 observations if the binary
expected improvement is used as the acquisition function, which means the
Bayesian optimizer is stuck. On the contrary, when the expected entropy is
used as the acquisition function, after the first few exploring observations, the
average probability of finding an approximate correct x′∗ steadily increases as
t increases.
More specifically, as illustrated in Figure 4.9a, when not trapped by local
maxima, the behavior of the binary expected improvement is exactly what we
want. The variance around x∗ is much less than other locations, which means
that relatively speaking, the optimizer mainly focuses on learning around
x∗ and try to avoid meaningless exploration by ignoring locations where it
believes cannot be x∗ .
However, an optimizer cannot always get rid of local maxima. As illustrated in Figure 4.9b, the optimizer is stuck in the inflection point of the
Forrester function. It is so shortsighted that many locations are ignored before
they are fully explored. A possible solution might be to use an extra parameter
to tune the trade-off between exploration and exploitation, like what [54] did
for the expected improvement.
For Bayesian optimizers with the acquisition function expected entropy,
the trade-off is implicitly made because in every iteration, the observation
location is selected by maximizing the mutual information I(X∗ ; Y |D, x). This
will naturally avoid the occurrence of large variances.
In other words, it is purely exploiting in minimizing the expected entropy
but it automatically makes the trade-off between exploration and exploitation
in finding x∗ . As illustrated in Figure 4.10a and 4.10b, it is clear that the
variances of x around x∗ is less than other locations, but the difference is not
much.
Actually by comparing the observation locations in Figure 4.9 and Figure
4.10, we could see that when the binary expected improvement is used as the
acquisition function, the observation locations are more concentrated while
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Figure 4.9 The posterior distribution of two test functions (blue dashed lines
with triangles) using the binary expected improvement as the acquisition
function. The blue solid lines indicate the posterior mean functions and the
shaded areas represent the 95% confidence interval. The green bar and the
hatched red bar illustrate the number of positive and negative responses,
respectively.
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Figure 4.10 The posterior distribution of two test functions (blue dashed lines
with triangles) using the expected entropy as the acquisition function. The
blue solid lines indicate the posterior mean functions and the shaded areas
represent the 95% confidence interval. The green bar and the hatched red bar
illustrate the number of positive and negative responses, respectively.
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the observation locations are more spread out when the expected entropy is
used as the acquisition function.

4.5

Conclusion

In this chapter, we focus on the problem of finding the maximum of a latent
function f using Bayesian optimization. The latent function is generally nonconvex and expensive to observe. Moreover, when the latent function is
inquired at a certain location x, the output is a Bernoulli variable with success
probability Φ(f (x)).
Since the latent function is expensive to observe, a novel acquisition function, expected entropy, is proposed to select observation location for the
Bayesian optimizer. It greedily maximizes the mutual information between
every observation and the distribution of the maximum. As a result, the tradeoff between exploration and exploitation in finding the maximum is implicitly
made.
Empirical results show that for various test functions, compared with the
binary expected improvement, using the expected entropy as the acquisition
function will increase the performance of a Bayesian optimizer. Given the
same number of observation chances, mostly it has a larger probability to find
an approximately correct result.
In the context of light, when a Bayesian optimizer with binary expected
improvement acquisition function is applied to a lighting system, it is capable
to learn the preferred illuminance level of a user within one or two hours.
Since the preference of a user is usually stable in a relatively long period, this
learning time is worthwhile. After the learning stage, the lighting system
could offer a personalized illuminance level for the user.

Chapter

5

Learning the Preferred Illuminance
Level via Directional Feedback
5.1

Introduction

In Chapter 4, we have discussed how to learn the preferred illuminance level
of a user when we only make very basic assumptions about the latent function
such as continuity and smoothness. However, in the context of lighting, the
latent functions of most users are unimodal, which will bring us a lot of
convenience in learning their preferences. As a result, in this chapter, single
modality is added as another assumption of the latent function.
To fully utilize this property, the way of interacting with the user is changed
correspondingly. When the user is satisfied, similar to the previous chapter,
implicit feedback is given by not intervening in the system. When the user is
not satisfied with current illuminance level, instead of a simple rejection, the
user is expected to give an explicit directional feedback such as “too bright”
and “too dark”.
For example, many commercial lighting systems are controlled by dimmers.
When the user feels current illuminance level too bright or too dark, he/she
will turn the dimmer to decrease or increase the illuminance level correspondingly. Similar to the previous chapter, each user feedback is modeled as a
probabilistic event, which means that it is possible that the user may have
different feelings for the same illuminance level. Actually, this is especially
true when the illuminance level is neither too bright nor too dark.
In this chapter, same as Chapter 4, we want to learn the preferred illuminance level of a user using the Bayesian optimization framework. However,
the concerns of designing the learning process in these two chapters are differ-
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ent. In Chapter 4, we want to learn the preferred illuminance level with the
minimum number of iterations while in this chapter, our target is to learn the
preferred illuminance level with the minimum annoyance to the user. In next
section, we will discuss this difference in more detail.
We assume that there are two buttons (or other user interfaces) for the user
to give feedback. If the user is satisfied with current illuminance level, he/she
does not have to do anything. Otherwise if the user feels it is insufficient or
excessive, he/she will press the corresponding button to give feedback to the
system.
An example interaction process between a lighting system and a user is
shown in Table 5.1. As the interaction progresses, the system knows more and
more about the user. The system could infer that if a user regards 400 lx as
insufficient, then with a large probability any illuminance level below 400 lx is
also insufficient for that user. Thus after a few iterations, the system learns that
the user appreciates 600 lx while the user feedback for 500 lx is not consistent,
which means that 500 lx presumably is the boundary between the satisfactory
region and the insufficient region for this user.
Table 5.1 An example interaction between a lighting system and a user. The
user feedback “I”, “S”, and “E” stand for “Insufficient”, “Satisfactory”, and
“Excessive”, respectively.
No. of Interaction
Illuminance (lx)
User Feedback

1
400
I

2
900
E

3
500
S

4
500
I

5
600
S

...
...
...

The rest of this chapter is organized as follows. Firstly the problem is mathematically formulated in Section 5.2. Then Section 5.3 proposes an algorithm
based on Bayesian control rule and Thompson sampling to learn the preferred
illuminance level of the user. The experimental results are presented and
discussed in Section 5.4. The conclusions are drawn in Section 5.5.

5.2
5.2.1

Problem Formulation
Model of the User Behavior

As described above, after perceiving a certain amount of light x, the user
will give their feedback y to the lighting system. The probability that the
feedback is insufficient, satisfactory, and excessive are p(Y = I|x), p(Y = S|x),
and p(Y = E|x), respectively. For notation simplicity, the three conditional
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probabilities are denoted as pI (x), pS (x), and pE (x), respectively. Obviously,
∀x, pI (x) + pS (x) + pE (x) = 1.
In this paper, we assume that those three latent psycho-perceptual functions
are continuous and differentiable. In the context of light, pI (x) and pE (x) are
supposed to be non-increasing and non-decreasing, respectively while pS (x) is
assumed to be unimodal. An example of pI (x), pS (x), and pE (x) inspired by
[10] is illustrated in Figure 5.1.
1.0
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0.6

0.4

0.2

0.0

pI (x)
pS (x)
pE (x)
0

200

400

600

x (lx)

800

1000

1200

Figure 5.1 An example of the latent functions pI (x), pS (x), and pE (x).
Similar to the previous chapter, the system has N presetted illuminance
levels X = {x1 , x2 , . . . , xN }. We are aiming to find the preferred illuminance
level x∗ ∈ X of a user which maximizes his/her latent function pS (x)
x∗ = arg max pS (x).
x∈X

5.2.2

A Commonly Seen User Interface: Dimmer

As mentioned above, a commonly seen user interface of a lighting system
is the dimmer. Different users have different ways to use the dimmer but
basically there are mainly two approaches. One approach can be modeled as a
sequential search. Starting from a very low illuminance, the user gradually
increases the illuminance level until satisfied.
The other approach can be modeled as a binary search. The user has
two bounds in mind. The lower bound indicates the maximum illuminance
level which has been regarded as insufficient. The higher bound indicates the
minimum illuminance level which has been regarded as excessive. Usually the
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lower bound and the higher bound are initialized as zero and the maximum
illuminance level the system can emit, respectively.
As the start, the user sets the current illuminance level to the average of
the two bounds. If it is regarded as insufficient, the user will first update the
lower bound to the current illuminance level and then tune the dimmer to set
the illuminance level to the middle between the current illuminance level and
the higher bound; if it is regarded as excessive, the user will first update the
higher bound to the current illuminance level and then tune the dimmer to set
the illuminance level to the middle between the current illuminance level and
the lower bound.
When the user clearly knows his/her preference, these two approaches
work. However, in real life, this is not always the case. Both approaches have
the same drawback that it cannot deal with the inconsistency in user behaviors.
For example, in the binary search process, once the user gives the incorrect
response, the preferred illuminance level is no longer bounded by the lower
and higher bound.

5.2.3

The Bayesian Learning Framework

To solve this problem, a Bayesian learning framework is used. As shown in
Figure 5.2, the structure is very similar to the structure of Figure 4.1. In every
iteration, based on previously offered illuminance levels and corresponding
feedback, the system determines which illuminance level x should be presented to the user. In this chapter, considering the property of light, we assume
the latent function of the user is unimodal and the user is expected to give
directional feedback to the system.

System

xat+1

Feedback yt

Light Lv. xat

User
Figure 5.2 The framework of a Bayesian preference learning system.
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Moreover, as mentioned in the introduction section, although both in
Chapter 4 and in this chapter, we want to learn the preferred illuminance
level of a user, the concerns of the learning process are different. In Chapter
4, by using the acquisition function, we can learn the preferred illuminance
level with the minimum number of iterations with the user. Every iteration
is expected to bring the maximum amount information about the user to
the system. In some iterations, the system will offer the user some extreme
uncomfortable illuminance levels, which is very annoying.
In this chapter, our target is slightly different. We want to find a strategy
to decide which illuminance level should be presented to the user in every
iteration such that in a long run, the interruption to the user is minimized.
Here the interruption to the user is measured by the normalized expected
number of negative feedback
!
T
X
1
NT = E
(I(yt = I) + I(yt = E))
T
t=1
T
1X
=
(1 − pS (xat ))
T t=1

(5.1)

T
1X
=1−
pS (xat ),
T t=1

where T is the number of iterations, at is the index of the illuminance level
offered at iteration t, yt ∈ {I, S, E} is its corresponding user feedback, and I(·)
is the indicator function

1, if x is true;
I(x) =
0, if x is false.
However, there is a problem to use NT to measure the optimality of a
strategy. From (5.1), it is easy to see that
T
1X
NT = 1 −
pS (xat ) ≥ 1 − pS (x∗ ),
T t=1

which makes it difficult to judge the performance of a learning strategy by NT
without knowing the value of pS (x∗ ). For example, if a user randomly gives
feedback for all illuminance levels, the system cannot achieve an NT less than
2/3. However, in most practical cases, NT = 2/3 indicates a bad performance
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because the user has to manually intervene the system in two thirds of the
iterations.
Note that minimizing NT is equivalent to minimizing the average regret
T
1X
RT =
rt ,
T t=1

(5.2)

where rt = pS (x∗ ) − pS (xat ) is called the instantaneous regret at iteration t.
In intuition, rt can be interpreted as the price of learning x∗ in iteration t
and RT is the average price of learning x∗ in all T iterations. If x∗ is known
beforehand, in any iteration t, the expected number of positive feedback is
pS (x∗ ). However, in practice, since x∗ is unknown, the expected number of
positive feedback is only pS (xat ), which is not larger than pS (x∗ ). Since RT
is lower bounded by 0, the performance of a learning process can be clearly
evaluated by RT . A smaller RT indicates a better learning strategy.

5.2.4

The N-armed Bandit Problem

If we do not consider the dependency among the illuminance levels, the
problem of learning the preferred illuminance level can be formulated as an
N-armed bandit problem. In the conventional N-armed bandit problem, we
consider a slot machine with N arms. At every time step t = 1, 2, . . ., we have
to decide which arm to play. When an arm is pulled down, a random reward
is yielded from a probability distribution affiliated to this arm. The rewards
received from repeated playing the same arm are i.i.d. distributed. After play
an arm, the reward is observed immediately. The target is to maximize the
total expected rewards after play T arms.
In our problem, every illuminance level can be seen as an arm of a slot
machine. When illuminance level xi is presented to the user, the probabilistic
reward follows a Bernoulli distribution with a certain success probability.
The target of the problem is to find an optimal policy to determine which
illuminance level should be selected in every iteration such that total expected
rewards pS (xa1 ) + pS (xa2 ) + . . . is maximized. It is easy to see that maximizing
the total expected rewards is equivalent to minimizing average regret RT
described in (5.2).
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The Bayesian Control Rule

The Bayesian control rule extends the famous Bayes’ Rule by making a distinction between passive learners and active learners [74]. A passive learner can
only observe the world, which can be well described by the Bayes’ Rule. An
active learner can not only observe the world but also have the ability to intervene in the world. There is a causal relationship between the manipulations
and the observations of an active learner.
As an example of the Bayesian control rule [74], we want to predict the
weather condition W according to a barometer B. If the height of the mercury column rises, a good weather is expected and otherwise a bad weather
is expected. As a result, a simple Bayesian model is used to capture this
relationship
p(W )p(B|W )
,
p(W |B) =
p(B)
where p(W ) is the prior probability of the weather condition, p(B|W ) is the
likelihood of the barometer change given the weather condition, and p(B) is a
normalization constant.
Using this model, we can predict the probability of a good weather if we
see the mercury column rises
p(W = good|B = high)
=

p(B = high|W = good)p(W = good)
,
p(B = high)

(5.3)

where
p(B = high)
= p(B = high|W = good)p(W = good)
+ p(B = high|W = bad)p(W = bad).
Now suppose we are able to control the mercury level of the barometer so
that it always locates as a high position. Apparently, the Bayesian model is no
longer valid because the barometer is intervened and the joint distribution of
the intervened barometer B̂ and the weather condition W becomes
p(B̂, W ) = δ(B̂ = high)p(W ),
where δ(·) is the Kronecker delta function.
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As a result, we have
p(B̂ = high|W = good) = 1
and
p(B̂ = high|W = bad) = 1.
Then the posterior distribution of the weather condition is
p(W = good|B̂ = high)
=

1 · p(W = good)
1 · p(W = good) + 1 · p(W = bad)

(5.4)

= p(W = good).

As expected, we can no longer get any information about weather from
the barometer because our intervention on the barometer is against the philosophy of the Bayes’ rule, which only models updating belief after passive
observations rather than active actions [74].
Now go back to our problem, since the lighting system is capable to select
every illuminance level, it is an active learner instead of a passive learner. Thus
the Bayesian control rule should be applied to update the belief given previous
offered illuminance levels and corresponding user responses.
After t iterations, we want to derive the optimal strategy p(at+1 |b
a1:t , y1:t ) to
determine at+1 which will minimize the number of negative user feedback in
a rather than a in the condition because as
a long run. Note that here we use b
long as an illuminance level is selected and presented to the user, it is treated
as an intervention.
First the strategy p(at+1 |b
a1:t , y1:t ) is expanded as
p(at+1 |b
a1:t , y1:t ) =

Z

p(at+1 |u, b
a1:t , y1:t )p(u|b
a1:t , y1:t )du,

(5.5)

where b
a1:t = [b
a1 , b
a2 , . . . , b
at ]T , y1:t = [y1 , y2 , . . . , yT ]T , and u = [pS (x1 ), pS (x2 ), . . . , pS (xN )]T .
For simplicity of notation, we denote pS (xn ) as un . Then u = [u1 , u2 , . . . , uN ]T
is a vector contains the probabilities to satisfy the user for all illuminance levels
x ∈ X.
As can be seen in (5.5), there are two terms in the integral. The first term
p(at+1 |u, b
a1:t , y1:t ) is easy to derive because if u is known to the lighting system,
then clearly the optimal strategy should be to always offer the preferred
illuminance level x∗ to the user, which is independent with previous offered
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indexes b
a1:t and feedback y1:t
p(at+1 |u, b
a1:t , y1:t ) = p(at+1 |u) = δ(At+1 = arg max un ).

(5.6)

1≤n≤N

The second term p(u|b
a1:t , y1:t ) is more complex to be derived because this
is the essential procedure of belief update. First following the property of
conditional probability,
p(u|b
a1:t , y1:t )
p(u)p(b
a1:t , y1:t |u)
p(b
a1:t , y1:t )
p(u)p(b
a1:t , y1:t |u)
= R
,
p(u′ )p(b
a1:t , y1:t |u′ )du′
=

(5.7)

where p(u) is the prior probability of u.
Then the likelihood term in (5.7) can be factorized as
p(b
a1:t , y1:t |u) = p(b
a1 |u)p(y1 |u, b
a1 ) · · · p(b
at |u, b
a1:t−1 , y1:t−1 )p(yt |u, b
a1:t , y1:t−1 ).
(5.8)
In this factorization, there are two types of probabilities, p(b
ai |u, b
a1:i−1 , y1:i−1 )
and p(yi |u, b
a1:i , y1:i−1 ), i = 1, 2, . . . , t. Due to the intervention mechanism
described in (5.6), we have
p(b
ai |u, b
a1:i−1 , y1:i−1 ) = p(b
ai |u) = 1.

(5.9)

Regarding to the second type of probability p(yi |u, b
a1:i , y1:i−1 ), since the
user feedback yi causally depends on the conditions, it is safe to remove the
hats in the conditions [74]. Thus we have
p(yi |u, b
a1:i , y1:i−1 ) = p(yi |u, a1:i , y1:i−1 ) = p(yi |u, ai ).

(5.10)

By plugging (5.9) and (5.10) into (5.8), we get
p(b
a1:t , y1:t |u) =

t
Y
i=1

p(yi |u, b
ai ).

(5.11)
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Consequently, (5.5) becomes

=
=
=
=

p(at+1 |b
a1:t , y1:t )
Z
p(at+1 |u, b
a1:t , y1:t )p(u|b
a1:t , y1:t )du
Z
p(u)p(b
a1:t , y1:t |u)
p(at+1 |u, b
a1:t , y1:t ) R
du
′
p(u )p(b
a1:t , y1:t |u′ )du′
Q
Z
p(u) ti=1 p(yi |u, b
ai )p(b
ai |u)
du
p(at+1 |u) R
Qt
′
′
p(u ) i=1 p(yi |u , b
ai )p(b
ai |u′ )du′
Q
Z
p(u) ti=1 p(yi |u, b
ai )
δ(At+1 = arg max un ) R
du
Qt
′
′
p(u ) i=1 p(yi |u , b
ai )du′
1≤n≤N

(5.12)

The last step to derive p(at+1 |b
a1:t , y1:t ) is to select an appropriate prior
distribution p(u). In this case, every time the system presenting an illuminance
level x to the user is a Bernoulli trial with success probability pS (x). For
algebraic convenience, we place the conjugate prior of the Bernoulli likelihood,
a Beta prior over every un . As a result, the prior of u is a product of N Beta
distributions
N
Y
p(u) =
B(un ; αn , βn ).
(5.13)
n=1

where αn and βn are parameters describing the general appropriateness of
illuminance level xn . We will discuss these two parameters further in the next
section.
With the conjugate Beta prior, it is very easy to update the posterior distribution because it ensures that the prior distribution and the posterior distribution
belong to the same family. If the lighting system has presented the illuminance
level xn to the user several times and has received sn positive feedback (satisfactory) and fn negative feedback (insufficient and excessive), the posterior
belief of xn is B(un ; αn + sn , βn + fn ).
Consequently, the posterior distribution of u is
p(u|b
a, y) =

N
Y

B(un ; αn + sn , βn + fn ).

(5.14)

n=1

Finally by combining (5.12), (5.13), and (5.14), we have
p(at+1 |b
a1:t , y1:t ) =

Z
δ(At+1 = arg max un )
1≤n≤N

N
Y
n=1

B(un ; αn + sn , βn + fn )du. (5.15)
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Learning Algorithm

Since the exact value of p(at+1 |b
a1:t , y1:t ) is very hard to evaluate, in this chapter,
we use Thompson sampling to select illuminance levels in every iteration.
Thompson sampling is one of the oldest heuristic methods to address sequential decision making problems [74]. The Thompson Sampling algorithm has
been empirically shown to be close to the optimal in many problems [2, 17].
It has been proven that for the N-armed stochastic bandit problem, expected
regret of Thompson Sampling algorithm is upper bounded by


E(RT ) ≤ O 

N
X
n=1
n̸=a∗

2



1 

 ln T  ,
∆2n

where ∆n = ua∗ − un [2].
The basic idea of Thompson sampling is very straightforward. First for
every n = 1, 2, . . . , N , we draw a sample from its posterior distribution
u′n ∼ B(un ; αn + sn , βn + fn ).

(5.16)

which means we have drawn a sample u′ = [u′1 , u′2 , . . . , u′N ]T from the posterior
distribution p(u|b
a, y). Then based on u′ , the optimal illuminance level xa′∗ ,
where
a′∗ = arg max u′n
1≤n≤N

is selected and presented to the user.

5.3.1

Parameters of the Prior

As can be seen in (5.16), since a Beta prior B(un ; αn , βn ) is assigned to illuminance level xn , αn and βn play a role in the decision process, especially in
the first a few iterations. According to the principle of maximum entropy
[39, 40, 46], we can set all αn and all βn to 1 because B(1, 1) is equivalent to the
uniform distribution. This means before receiving the first feedback, every
illuminance level is treated equally likely to be the preferred illuminance level
of the user.
However, in the context of light, we know that the preferred illuminance
levels of most people range from 300 lx to 500 lx [68, 92]. Thus a more effective

98

Learning the Preferred Illuminance Level via Directional Feedback

idea is to tune αn and βn to assign illuminance levels between 300 lx to 500 lx
a relatively higher initial satisfying probability.
For example, since the mean of B(α, β) is α/(α + β), for all n, we can set
αn = 1 and then choose βn such that


(xn − µ)2
αn
= λ exp −
,
αn + βn
2σ 2

(5.17)

where λ is a scaling constant, µ and σ 2 are the mean and variance of the
preferred illuminance levels of the target users, respectively. Usually the
magnitude of the selected σ 2 is determined by the confidence about the prior
knowledge of target users’ preference. The higher the confidence we have, the
smaller the variance and the larger λ we choose.

5.3.2

Updating the Belief

Moreover, unlike the conventional N-armed bandit problem, the satisfactory
probabilities of the illuminance levels are not independent because there is a
natural ordering relationship among the illuminance levels. For example, if
400 lx is regarded as insufficient, then it is very likely that any illuminance
level below 400 lx will also be regarded as insufficient.
To take this ordering information into consideration, we propose a update
rule for s1:N and f1:N . The basic idea is that if the user feels xat as insufficient
(or excessive), then s1:N and f1:N are updated as if we have presented all
illuminance levels xn ≤ xat (or xn ≥ xat ) to the user once and got the same
feedback. Both the conventional update rule and the update rule considering
the ordering information are illustrated in Table 5.2.
Table 5.2 Two update rules for s1:N and f1:N .
Feedback of xat
Insufficient
Satisfactory
Excessive

Conventional
Add 1 to fat
Add 1 to sat
Add 1 to fat

Considering Ordering Info.
Add 1 to fn for all xn ≤ xat
Add 1 to sat
Add 1 to fn for all xn ≥ xat

Based on discussions above, the learning algorithm is described in Algorithm 4.
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Algorithm 4 The Learning Algorithm based on Thompson Sampling
1:
2:
3:
4:
5:
6:
7:
8:
9:

For n = 1, 2, . . . , N , set sn = 0, fn = 0 and select appropriate αn , βn
for t = 1, 2, . . . do
for n = 1, 2, . . . , N do
Sample un (t) ∼ B(un ; αn + sn , βn + fn )
end for
Select at = arg maxn un (t)
Receive corresponding feedback yt
Update s1:N and f1:N according to Table 5.2
end for

5.4

Simulation Results

In this section, we test the performance of Algorithm 4 by applying it to a
virtual lighting system to learn the preference of a virtual user. We admit
that there are limitations in testing the performance with a virtual user. For
instance, in reality, there may exist other factors that will influence the user
behavior. However, testing with a virtual user is an effective way to evaluate
the performance of our algorithm before applying to a real lighting system.
In this simulation, the latent functions are the ones shown in Figure 5.1,
where


1
(x − xmin )2
pI (x) = exp −
,
(5.18)
η
σI2


(x − xmax )2
1
,
(5.19)
pE (x) = exp −
η
σE2





(x − xmin )2
(x − xmax )2
η=
max
exp −
+ exp −
,
(5.20)
x∈[xmin , xmax ]
σI2
σE2
and
pS (x) = 1 − pI (x) − pE (x).

(5.21)

Here we select xmin = 0 lx, xmax = 1200 lx, σI = 300 lx, and σE = 250
lx. From Figure 5.1, it is easy to check with these selected parameters, pI (x)
is monotonously decreasing, pE (x) is monotonously increasing, and pS (x)
is unimodal. The N = 25 available illuminance are uniformly distributed
between xmin and xmax .
Moreover, to see how the prior p(u) influences Algorithm 4, three different types of priors are applied. As can be seen in Figure 5.3, the preferred
illuminance level of this user is 650 lx. As described in Section 5.3.1, we first
apply the uniform prior by setting all αn and βn to 1. Thus all illuminance
levels x ∈ X are treated equally before interacting with the user. Then follow-

100

Learning the Preferred Illuminance Level via Directional Feedback

ing (5.17), a Gaussian prior with appropriately selected parameters λ = 0.8,
µ = 400 lx, and σ = 300 lx. Further, an extremely inappropriate Gaussian prior
with λ = 0.8, µ = 900 lx, and σ = 100 lx is also applied to the algorithm.
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Figure 5.3 Three different types of priors.
To test the performance of Algorithm 4, we run it for 1,000 times with
different priors and update rules listed in Table 5.2. The results are compared
with the binary search approach, which mimics the behavior of using a dimmer.
The averaged results are plotted in Figure 5.4 where the average regret RT is
plotted as a function of T .
As illustrated in Figure 5.4, all the curves decrease as T increases, which
means the system indeed learns the user preference. First we can see that the
choice of the prior dramatically influences the starting point. The average
regret of the binary search approach drops very fast in the first a couple of
iteration but then it reaches a plateau and cannot be improved further. This is
because it cannot deal with inconsistent feedback.
With the properly selected Gaussian prior, the learning algorithm starts
with the smallest average regret while the uniform prior will lead to the
largest starting average regret. From this perspective, even the inappropriately
selected Gaussian prior is better than the uniform prior.
However, it is usually costly if the Gaussian prior is selected improperly
because if the Gaussian prior is not properly selected, it will mislead and
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Figure 5.4 The average performances of the binary search approach and Algorithm 4 with different priors and update rules based on 1,000 simulations. In
the legend, “U” stands for the uniform prior, “AG” stands for the appropriately
selected Gaussian prior, “IG” stands for the extremely inappropriately selected
Gaussian prior, “C” stands for the conventional update rule, “O” stands for
the update rule considering ordering information, and “DB” stands for the
binary search approach, which mimics the behavior of using a dimmer.
confuse the learner. Consequently, it will result in a slowly decreasing RT . The
more inappropriate the prior is, the longer it will take to correct the learner.
In this particular case, preferred illuminance level of this user is 640 lx.
To show this behavior, we intentionally select an extremely inappropriate
Gaussian prior which has a very high mean µ = 900 lx and a very small
variance σ = 100 lx. It is clearly seen that compared with the uniform prior, the
starting advantage brought by this prior is eroded after around 15 iterations
and 70 iterations when the ordering information is taken into consideration
and ignored in the updating process, respectively.
Thus when we choose the parameters of the Gaussian prior, we have to
make a trade-off between the learning speed and the risk, which is determined
by our confidence about target group of users. If we are very certain about the
target user behavior, it is better to choose a corresponding mean and a small
variance. Otherwise it is better to select a moderate mean and a relatively large
variance. Actually the uniform prior can be seen as a Gaussian prior with
infinitely large variance.
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From the shown example we can see that it is not necessary to select a prior
whose peak µ is very close to x∗ . With a reasonable µ, the lighting system can
gradually learn the preferred illuminance level x∗ . However, unless we are
very certain about behaviors about the target users, it is better not to select a
prior with a small σ 2 which might be over-confident. Once the peak µ is not
selected perfectly, it is very hard for the learner to get rid of the local optimum.
Besides the choice of prior, how to update the belief of the learner will
also influence the learning speed a lot. Generally speaking, when the prior is
properly chosen, taking the ordering information into account always brings
us some benefits. However, with an inappropriately selected prior, it will also
accelerate the process of sticking in local optimum.
To have a better understanding of how different update rules work, for the
three types of priors, we plot the snapshots of the belief vector u after different
number of iterations in Figure 5.5, Figure 5.6, and Figure 5.7. From those three
figures we could see that when the ordering information is taken into account,
the belief vector converges faster. However, as a side effect, if the prior is not
well chosen, the learner is easier to be stuck in the local optimum.
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Figure 5.5 Snapshots of u at T = 0, T = 30, and T = 60 when a uniform prior
and different update rules, ignoring (first row) and considering (second row)
the ordering information, are applied.

5.5

Conclusions

In this chapter, we discuss a Bayesian learning algorithm which is able to learn
the illumination preference of a user by iteratively interacting with the user.
In every iteration, based on the results of previous interactions, the system
offers a certain amount of light to the user and the user gives his/her feedback
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Figure 5.6 Snapshots of u at T = 0, T = 30, and T = 60 when an appropriate
Gaussian prior and different update rules, ignoring (first row) and considering
(second row) the ordering information, are applied.
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Figure 5.7 Snapshots of u at T = 0, T = 100, and T = 200 when an inappropriate Gaussian prior and different update rules, ignoring (first row) and
considering (second row) the ordering information, are applied.
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to the system, insufficient, satisfactory, or excessive. With this information,
the system updates its knowledge about this user. In this way, the system
gradually learns what the user wants.
Compared with simply using a dimmer, which reaches a plateau with a
high average regret, by fully utilizing previous information, a lower average
regret can be achieved. Especially when more insights of light are taken into
consideration, the average regret is only one half to three fourths less than
the memoryless binary searching strategy. This means the users can be more
concentrated on their work and don’t have to care about the light.
Moreover, when selecting the parameters of the prior for the targeted users,
we need to make a trade-off between the learning speed and the risk. If the
prior is not well chosen, it will mislead and confuse the lighting system. The
more inappropriate the prior is, the longer it will take to correct the learner.
As a result, if we are not sure about the behavior about the targeted users, it is
better to use a uniform prior.

Chapter

6

Interactive Learning in a Dimmable
LED Office Lighting System
6.1

Introduction

In Chapter 2, based on several contemporary psychological and biological
studies, we have built a model which quantitatively describes how an illuminated office environment influences the user satisfaction. In this model, a user
is profiled by several parameters such as the preferred illuminance level, the
tolerance, and the sensitivity to uniformity.
However, those parameters are usually unknown before optimization. For
most users, they even do not know those parameters of their own because
those parameters are too technical. Thus it is necessary to develop a method
for the lighting system to learn those parameters. In Chapter 4 and Chapter 5,
taking the most influential parameter as an example, we proposed two ways
to learn the preferred illuminance level of a user by simply interacting with
the user.
In this chapter, we will first compare the performance of the two learning
methods and then simulate the cascade of the learning module and the optimization module to see the performance of these interactive learning methods
in an office lighting system.

6.2

Comparison of the Two Learning Methods

At first, we will apply the two learning methods discussed in Chapter 4 and
Chapter 5 to two virtual users. As described in Chapter 5, when a certain
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amount of illuminance x is presented to a user, the probability that the user
regards it as “insufficient”, “satisfactory”, and “excessive” are pI (x), pS (x),
and pE (x), respectively. For the learner using binary user feedback, which
is discussed in Chapter 4, both “insufficient” and “excessive” are treated as
negative feedback.
For simplicity, we assume the behaviors of the two users can be described
by (5.18), (5.19), and (5.21). As illustrated in Figure 6.1a, the behavior of User
A is exactly the same as the user behavior in Chapter 5. Compared with User
A, User B prefers a lower illuminance level and is more tolerant to dark.
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(a) The behavior of User A, σI = 300 (b) The behavior of User B, σI = 150 lx,
lx, σE = 250 lx, x∗ = 650 lx.
σE = 400 lx, x∗ = 400 lx.

Figure 6.1 The behaviors of the two virtual users.
Moreover, as mentioned in the previous two chapters, although both of
the learners are designed to learn the preferred illuminance level x∗ of a user,
the concerns of the two learners are different. The learner using directional
user feedback, which is introduced in Chapter 5, aims at minimizing the
annoyance to the user while the learner using binary user feedback wants
to learn x∗ with the minimum number of iterations. It only considers the
amount of information brought by each observation and regardless whether it
is uncomfortable for the user.
Consequently, it is necessary to set a stop criteria for the learner using
binary user feedback. When the stop criteria is met, the lighting system stops
exploring and keeps presenting the learned x∗ to the user. In this chapter, we
let the learner using binary user feedback stop exploring if x∗ stays unchanged
in the past TS iterations.
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The Average Performance

The lighting system has N = 25 available illuminance levels which are uniformly distributed between xmin = 0 lx and xmax = 1200 lx. For both learners,
we run the simulation 50 times and in every simulation, there are T = 30
iterations. We choose the uniform prior for the learner using directional user
feedback. When updating the belief vector, the ordering information is taking
into consideration.
Same as what we did in Figure 4.8d, we select θ = 200, ω = 10 as the
hyperparameters for the learner using binary user feedback and the expected
entropy is used as the acquisition function. Since in each simulation, we
simulate T = 30 iterations, it is reasonable to set TS = 3. The simulation results
are illustrated in Figure 6.2.
From Figure 6.2a, we could see that both learners behave quite well in
learning the preference of User A. Since in this case both learners are equipped
with a uniform prior and the preferred illuminance x∗ = 650 lx is quite close
to the mean of the uniform prior, the average illuminance level offered to the
user xat is always not far from the preferred illuminance level x∗ = 650 lx.
The standard deviation, which is more persuasive, decreases from more
than 300 lx to around 100 lx, which means that after learning for a few iterations, the presented illuminance levels xat become more and more concentrated
around the preferred illuminance level x∗ . Generally speaking, compared with
learner using binary user feedback, the learner using directional user feedback
has slightly smaller standard deviations.
In the case of User B, since the preferred illuminance x∗ = 400 lx is no longer
close to the mean of the uniform prior, the two learner behave differently. After
fluctuating in the first a few iterations, the one using binary user feedback
stays a bit higher than x∗ . The average illuminance level offered by the learner
using directional feedback is steadily decreasing and stops at an illuminance
level slightly lower than x∗ . However, considering the fact that for User B,
pS (350) = 0.8316, pS (400) = 0.8379, and pS (450) = 0.8185, the latter learner is
better but both of them behave good enough.
To illustrate the learning process more clearly, we will equip use the learner
using directional feedback with an appropriate Gaussian prior which is the
same as what we used in Chapter 5. As can be seen from Figure 6.3a, since
we select a Gaussian prior with µ = 400 lx, the average xat starts at 400 lx and
then gradually moves to x∗ = 650 lx. Moreover, since µ is actually equivalent
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Figure 6.2 The results of 50 simulations for both learners. The blue solid line
and the red dashed line are the average illuminance levels that the learners
presented to the users. Every error bar represents one standard deviation.
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to the preference of User B, the average xat does not change much and the
standard deviation is very small.
Compared with the learner using binary feedback and the learner using
directional feedback with a uniform prior, using an appropriate Gaussian prior
will lead to smaller standard deviations. This means that with this setup, the
lighting system has a more consistent performance.

6.2.2

The Trade-off between Learning Speed and Regrets

As discussed above, those two learners are designed with different concerns.
The learner proposed in Chapter 4 wants to minimize the learning time while
the learner discussed in Chapter 5 tries to minimize the annoyance.
Same as above simulation, for the learner uses binary user feedback, we
assume the learning stage is stopped when the estimated x∗ stays the same for
TS iterations. For the other learner, we select the smallest t that satisfies
max xat:T − min xat:T ≤ Tϵ

(6.1)

as the stopping time of the learning stage, where Tϵ is a pre-defined constant.
In other words, after iteration t, the difference between the maximum and the
minimum of the presented illuminance levels will not exceed Tϵ .
In Chapter 5, we have discussed that the user annoyance can be described
by the regret. Thus in the following simulation, we will still use the average
regret RT to measure how much the learner annoys the user.
As illustrated in Figure 6.4, we compare the learning time and the user
annoyance of the learner using binary user feedback, the learner using directional user feedback with a uniform prior, and the learner using directional
user feedback with an appropriate Gaussian prior.
Generally speaking, both learners behave as we expected. Compared with
using directional user feedback, using binary feedback will lead to a shorter
learning time but a larger user annoyance. For a practical lighting system, it is
better to use the directional user feedback because as long as the user is not
annoyed, spending a few more iterations on learning is not a problem. This is
especially true in this case since the learner using directional feedback does
not have an explicit stop sign of the learning stage.
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Figure 6.3 The results of 50 simulations for both learners. For the learner
using directional feedback, we use a Gaussian prior with λ = 0.8, µ = 400
lx, and σ = 300. The blue solid line and the red dashed line are the average
illuminance levels that the learners presented to the users. Every error bar
represents one standard deviation.
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Figure 6.4 The learning time and the user annoyance of the three learners,
TS = 3 and Tϵ = 150 lx. In the legend, “BF” represents the learner using binary
user feedback, “DF” represents the learner using directional user feedback,
“U” stands for the uniform prior, “AG” stands for the appropriately selected
Gaussian prior. Every learner is simulated 50 times and every marker in the
figure represents the result of a single simulation.
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6.3

Cascade of the Learning Module and the Optimization Module

In this section, we will simulate the performance of the cascade of the learning
module and the optimization module. As shown in Figure 6.5, in iteration t,
the learning module passes the index of the illuminance level which is going to
be presented to the user at to the optimization module. Then according to the
desired illuminance level xat , the optimization module outputs an optimized
illuminance distribution xt to the user. At last the user will give feedback yt
for the illuminance distribution xt to the lighting system.
Learning
Module

at

Optimizing
Module

yt

xt

yt+1
User

Figure 6.5 The cascade of the learning module and the optimization module
We consider an office which accommodates a single user. As shown in
Figure 6.6, the office is three meters long and three meters wide. The vertical
distance from the ceiling to the task plane 2.24 meters. Following the result of
Chapter 2, we set the LED grid size to 50 centimeters. The technical parameters
of the LEDs are the same as the LED parameters in Chapter 2, which are listed
in Table 2.2.
In the optimization stage of iteration t, the optimization module solves an
optimization problem which is similar to but simpler than the one discussed
in Chapter 2
arg min
γE(w) − (1 − γ)Qt (Iw)
w

subject to 0 ≼ w ≼ 1,

(6.2)

Iw ≽ r.

Since in this thesis, we only discuss how to learn the preferred illuminance
level of a user, when optimizing the illuminance distribution in the office, only
the average illuminance of the task area is taken into consideration. Thus in
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(a) The top view of the office.

(b) The perspective of the office.

Figure 6.6 The top and perspective view of a virtual office which accommodates
a single user.
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(6.2), we have


(ln xTt − ln xat )2
Qt (x) = P1 (x) = exp −
.
2σ 2

(6.3)

In iteration t, the lighting system aims to optimize the illuminance distribution such that the average illuminance of the task area is close to the output
of the learning module xat . In this simulation, we will use a pre-defined user
tolerance σ 2 = 0.3 because we haven’t discussed how to learn the tolerance of
a user, which will be studied in future research. The trade-off parameter γ is
set to 0.3, which means that for the optimization module, satisfying the user is
more important than reducing the energy consumption.
Following (6.2) and (6.3), the optimized illuminance distributions in several
iterations of one simulation are shown in Figure 6.7. In the learning module,
we select the algorithm discussed in Chapter 5 with a uniform prior. The
desired illuminance levels xat and the output average illuminance of the task
area xTt of these iterations are listed in Table 6.1. From Figure 6.7 and Table 6.7,
it is clearly seen that the optimization module works very well. The output
average illuminance of the task area is very close to but smaller than the
desired illuminance level because reducing energy consumption also plays a
role in the objective function.
Table 6.1 The illuminance level to be achieved xat and the output average
illuminance of the task area xTt

6.4

No. of Interaction

The illuminance level
to be achieved

1
5
10
15
20
30

1,000 lx
550 lx
300 lx
400 lx
700 lx
650 lx

The output average illuminance of the task
area
979 lx
546 lx
308 lx
395 lx
678 lx
614 lx

Conclusion

In this chapter, we first compare the performance of the two learning methods
introduced in Chapter 4 and Chapter 5. The results show that for a typical
user, the learner using binary user feedback and the learner using directional

6.4 Conclusion

Iter. 1, Ave. Task Illu. 979 lx
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Iter. 5, Ave. Task Illu. 546 lx

Iter. 10, Ave. Task Illu. 308 lx

1,000 lx

800 lx

600 lx

Iter. 15, Ave. Task Illu. 395 lx

Iter. 20, Ave. Task Illu. 678 lx

Iter. 30, Ave. Task Illu. 614 lx
400 lx

200 lx

0 lx

Figure 6.7 The optimized illuminance distributions for the office shown in
Figure 6.6 in different iterations.
user feedback with a uniform prior have similar performances. When the
learner using directional user feedback is equipped with an appropriate Gaussian prior, the variance of xat will be much smaller, which means the learner
behaves more consistently.
Then we simulate the performance of the cascade of the learning module
and the optimization module which have been discussed in previous chapters.
The cascaded simulation is applied to a virtual office which accommodates a
single user. Since we have only discussed how to learn the preferred illuminance level of a user, only the first satisfier with a pre-defined user tolerance
is taken into account in the optimization module. The results show that the
average task area illuminance level of the optimized illuminance distribution
xTt is very close to but usually smaller than the illuminance that the learning
module wants to present to the user xat .
Admittedly, there are still many limitations for the lighting system that
we have discussed so far. For example, since the learning module is only
capable to learn the preferred illuminance level of a user, only the task area
illuminance is taken into consideration when optimizing the illuminance
distribution. Moreover, the user will also be annoyed when the illuminance
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distribution changes from xt to xt+1 . Thus it is necessary to add this term in
the objective function of the optimization module. We will leave these issues
for further research.

Chapter

7

Conclusion and Future Work
7.1

Conclusion

Due to the fast development of lighting technology in the past few decades,
the requirement for an office lighting system becomes higher and higher.
Instead of only illuminating the office and allowing the users to carry out their
work, reducing energy consumption and increasing user satisfaction are two
of the major concerns of an office lighting system today. In this thesis, we
mainly focused on designing an intelligent office lighting system which aims
at reducing energy consumption without sacrificing or even improving the
user satisfaction.
Particularly, in Chapter 2, first based on several contemporary biological
and psychological researches, we proposed a probabilistic user satisfaction
model. Since the term user satisfaction is quite subjective, we used the acceptance probability to quantitatively describe the appropriateness of an illuminance distribution. In this model, we first defined a term called satisfier,
which is one feature of an illuminance distribution that influences the acceptance probability. By jointly considering the importance and the quantifying
difficulty, we included three satisfiers in the model, namely the average illuminance of the task area, the relative illuminance distribution in the surrounding
area, and the uniformity inside the task area.
In this model, a user is profiled by several parameters such as the preferred
illuminance level, the tolerance, and sensitivity to uniformity. Then given these
user dependent parameters and user positions, the system could optimize the
illuminance distribution in the office. Simulation results show that in most
cases, the lighting system offers every user in the office an illuminance level
which is slightly less than the preferred illuminance level. In this way, the

118

Conclusion and Future Work

user satisfaction is close to the maximum and the energy consumption is also
reduced.
To further improve the lighting system performance, we found that for the
example office, the optimum distance between two users is two meters and
the optimum LED grid size is 40 to 50 centimeters. Moreover, if practically
possible, it is beneficial to arrange users with similar preferences next to each
other.
In Chapter 3, we considered an office equipped with occupancy sensors.
Instead of only the binary occupancy status, we let sensors share the estimated
occupancy probability of the office with the lighting system. Then given the
presence probability, using the probabilistic model, we derived an optimal
dimming strategy for the office such that the expected energy consumption of
the lighting system is minimized.
Since different individuals have different light preferences, the user satisfaction model contains several personalized parameters. However, those
parameters are usually unknown before optimization. Thus in the second part
of this dissertation, taking the most important parameter as an example, we
proposed a Bayesian learning framework to learn the preferred illuminance
level of a user by iteratively interacting with the user. The way of interaction
should be easy enough for the user because most users can not understand
the physical meaning of those parameters. Following the probabilistic user
satisfaction model, we formulated the problem of learning the preferred illuminance level of a user as an optimization problem, i.e., finding the maximum
of the latent function of the user.
In Chapter 4, we only made very basic and practical assumptions about
the latent function such as continuity and smoothness. The user feedback is assumed to be binary. When the lighting system offers the user a certain amount
of light, the user can either accept or reject it. In this case, the well known
Gaussian process is used as the prior for the Bayesian learning framework.
We also compared the performance of two acquisition functions, binary
expected improvement and expected entropy for various test functions. Empirical results showed that compared with the binary expected improvement,
using the expected entropy as the acquisition function will increase the performance of a Bayesian optimizer because it is more robust to local optima.
In Chapter 5, the user feedback is assumed to be directional. When the
user is not satisfied with current illuminance level, the lighting system will
receive directional information from the user such as “too bright” and “too
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dark”. Moreover, in the context of light, we assumed the latent function of a
user is unimodal, which is reasonable.
In this chapter, we used the Bayesian control rule and the Thompson
sampling to find the maximum of the latent function. Simulation results
showed that when selecting the prior, we need to make a trade-off between the
learning speed and the risk. An appropriate Gaussian prior will accelerate the
learning process but it is very hard and to correct an inappropriate Gaussian
prior. Thus if we are not sure about the behavior about the targeted users, it is
better to use a uniform prior.
In Chapter 6, we compared the performance of the two learning methods
introduced in Chapter 4 and Chapter 5. Simulation results show that for a practical lighting system, it is better to use the directional user feedback because
it minimizes the user annoyance. Moreover, according to the confidence for
the user behavior, we can select an appropriate prior to accelerate the learning
process.
In this chapter, we also simulated the performance of the cascade of the
learning module and the optimization module which have been discussed
in Chapter 2, Chapter 4, and Chapter 5. Simulation results showed that the
optimization module could precisely present the user the desired illuminance
level of the learning module.

7.2

Future Work

In this thesis, we have mainly discussed two topics in an intelligent office
lighting system, i.e., lighting optimization and preference learning. We acknowledge that there still remains many challenging topics in designing and
deploying intelligent lighting systems. In this section, we will sketch several potential ideas and research topics, which might be useful for future
researchers.
In Chapter 2, we introduced a probabilistic user satisfaction model. Due to
lack of experimental data, only three satisfiers were included in that model. In
the future, other factors which will influence user satisfaction such as glare,
flicker, and color temperature may be taken into account. As a side effect, when
the complexity of the user satisfaction model increases, the corresponding
optimization problem will be more difficult to solve. Dealing with the trade-off
between the model accuracy and the difficulty in solving the optimization
problem is another potential research topic.
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Moreover, in this model, a user is profiled by several parameters. In
Chapter 4, and Chapter 5, we only discussed how to learn the most important
parameter, the preferred illuminance. Then a consequential research topic
would be how to learn the rest of the parameters. Further, how to coordinate
the potential conflict in learning different problems is another problem which
is worthwhile to be studied.
In Chapter 6, we have shown that the optimization module could precisely
presented the user the desired illuminance level of the learning module. However, in practice, frequently changing the illuminance distribution might also
be uncomfortable for the user. It would be nice to take this factor into consideration in formulating optimization problem such that the user can hardly feel
the change of the illuminance distribution.
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Summary

Intelligence in an Office Lighting System
In this dissertation, we discuss the application of modern artificial intelligence
techniques in an office lighting system which consists of a large number of
dimmable LED lamps and has to satisfy the needs of a large number of users.
Mainly following four topics are elaborated
1. How to optimize the lighting system such that the energy consumption
is reduced and the satisfaction of users is increased;
2. Given a certain illuminated environment, how to quantitatively describe
the satisfaction of users;
3. Other possible applications of the user satisfaction model;
4. How to learn the individual dependent parameters in the user satisfaction model.
Since light is additive, the relationship between the dimming vector of the
lighting system and the rendered illuminance pattern can be well described by
a linear model. Then to reduce the complexity, the task plane of the office is
divided into several tiles which are small enough such that the illuminance
level inside each tile can be seen as a constant. In this way, current lighting regulations and recommendations can be conveniently formulated as constraints
of an optimization problem.
If the optimization objective is only minimizing the energy consumption,
then the convex optimization approach can be applied. If increasing user
satisfaction is also part of the optimization objective, since the user satisfaction model potentially could be non-convex, more advanced optimization
techniques are needed. To solve this problem, we introduce a probabilistic
optimization approach based on simulated annealing.
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Moreover, to include user satisfaction in the automated lighting optimization, a quantitative user satisfaction model is necessary. Given a certain illuminated environment, the user satisfaction is a very subjective term and is
determined by many aspects such as the illuminance distribution, spatial uniformity, visible flicker, discomfort glare and shadows. While some of these are
relatively easier to be quantified and included in the automation process, some
are quite hard to be formulated into a mathematical model. Moreover, the user
satisfaction is not guaranteed to be consistent. Given the same illuminated
environment, the satisfaction of the same user may be different from time to
time.
In this thesis, we introduce a probabilistic user satisfaction model which
includes three of these aspects that are relatively easier to be quantitatively
described, namely the average illuminance of the task area, the relative illuminance distribution in the surrounding area, and the uniformity inside the
task area. For the most important and the most well studied satisfier, the average illuminance of the task area, we propose a quantitative model based on
several contemporary psychological and biological studies about human light
perception. It shows several advantages compared with current benchmark, a
piece-wise linear model.
The overall satisfaction of multiple users is modeled as the multiplication
of the satisfaction of all individual users. Since the user satisfaction can be
interpreted as the acceptance probability, maximizing the multiplication is
equivalent to maximizing the probability that all users accept the illuminance
distribution. As a result, when the preference of one user is quite different
from the other users, the system will still try to make a compromise rather
than to ignore the need of this user.
Simulation results show that the lighting system is able to offer every user
an illuminance that is close to that preferred by the user. For a practical office,
two meters is a reasonable distance between two adjacent users. Moreover, if
practically possible, it is beneficial to arrange users with similar preferences
next to each other.
The probabilistic user satisfaction model can be used together with occupancy sensors to further save energy. Given the presence probability observed
by the occupancy sensors, the lighting system will illuminate the office to a
“just enough” illuminance level which both takes the personal preference and
the presence probability into consideration. Compared with commonly seen
hard decision making strategy, it is capable to reduce the energy consumption.
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Since different users have different preferences and requirements for light,
the user satisfaction model contains several personal parameters which need to
be known before the optimization. However, this is not always the case. Most
users even do not know their parameters themselves since those parameters
are very abstract and technical. Thus in the second half of this thesis, we
discuss several ways to learn those parameters using the Bayesian learning
framework.
Fundamentally speaking, learning a personal preference parameter can
be seen as finding the maximum of the latent function in the user’s mind. In
Chapter 4, we only make very basic and practical assumptions about the latent
function such as continuity and smoothness. The user feedback is assumed to
be binary, i.e. the user can either accept or reject the current illuminance level.
In Chapter 5, single modality is added as another assumption of the latent
function and the user feedback is assumed to be directional. When the user
is not satisfied with current illuminance level, the lighting system could also
receive directional information from the user such as “too bright” and “too
dark”.
Simulation results show that for a typical user, the learner using binary user
feedback and the learner using directional user feedback with a uniform prior
have similar performances. Compared with using directional user feedback,
using binary feedback will lead to a shorter learning time but a larger user
annoyance. For a practical lighting system, it is better to use the directional
user feedback because as long as the user is not annoyed, spending a few more
iterations on learning is not a problem.
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