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Preface

My journey in computational mechanics started at the Eindhoven University of
Technology in 2012, when I had to choose a topic for my bachelor’s thesis. I
was attracted to the colorful simulation results of various problems in continuum
mechanics on the website of the, nowadays called, Energy Technology and Fluid
Dynamics group. I decided to apply for a bachelor’s thesis project, which I soon
started under the supervision of Clemens Verhoosel, Harald van Brummelen and
Gertjan van Zwieten. Now, seven great years later, I am gladly still a member of
the same group, and this dissertation combines the results of the past four years
of PhD research.

Following the pleasant first contact with computational mechanics during my
bachelor’s thesis, I decided to pursue the topic further with a master’s degree
program in both Mechanical Engineering and Applied Mathematics. While writ-
ing my master’s thesis, I received a personal grant to do a PhD from the NWO
under the Fluid & Solid Mechanics program. Still very much enjoying the subject
I was working on, I started a PhD on the conditioning of immersed finite element
methods in 2015, directly upon obtaining my master’s degree.

After the first year of my PhD, the scope of my research expanded at the EC-
COMAS conference in the summer of 2016. At this conference I met Christoph
Lehrenfeld from the University of Göttingen and André Massing from the Uni-
versity of Ume̊a, and we started a collaboration to investigate the accuracy of
Nitsche’s method for immersed finite element methods. This collaboration re-
sulted in a publication, which constitutes a chapter in this dissertation. At the
same conference, I also got acquainted with the Chair for Computation in Engi-
neering of Ernst Rank and Stefan Kollmannsberger at the Technical University of
Munich, which I visited later that year. While visiting the group in Munich, and
John Jomo in particular, we initiated another collaboration to investigate the
conditioning and preconditioning with the specific type of function space they
work with. This also resulted in a paper on which a chapter in this dissertation
is based. Working on multiple fronts was a challenging but rewarding experience,
and I also very much enjoyed the variation in the work.
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In the summer of 2017, John Jomo visited me in Eindhoven and his research
stay expedited our collaborative work. Furthermore, together with Jeroen Groen
from the Technical University of Denmark, the three of us applied for and ac-
quired funding from EuroTech Universities Alliance to organize an advanced
course on Immersed Methods. The organization of the advanced course was
a pleasant experience and resulted in a successful event.

From December 2017 until March 2018 I visited the Computational Mechanics
and Geometry Laboratory of John Evans at the University of Colorado Boulder.
Together with Christian Messe, Joseph Benzaken, Kurt Maute, and of course
John Evans, we developed a multigrid solver for immersed finite element methods.
A paper based on the results of this collaboration is submitted, and included as
a chapter in this dissertation.

With three international conferences, the wrapping up of loose ends, the doc-
umentation of results, and the writing of the dissertation that you are about to
read, 2018 was an intensive, but also productive year. One of the most pleasant
aspects of this year was the visit of Stein Stoter from the University of Min-
nesota/University of Hannover, who visited me in the summer to investigate
variational multiscale stabilization for immersed finite elements. The results of
this collaboration are not included in this dissertation however.

In conclusion, the four years of my PhD were a great experience. Although
my contract as a PhD student will soon end, my journey in computational me-
chanics is far from over.

Enjoy reading.

Frits de Prenter
1-1-2019
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Chapter 1

Introduction

Over the last decades, numerical simulation techniques have become essential
tools in scientific research and engineering design. The increase in computational
power and the development of efficient algorithms and simulation techniques has
enabled increasingly complex, multi-scale and multi-physics computations. Such
computations improve the understanding and prediction of physical phenomena
and natural processes. Numerical computations are, therefore, often considered
as the third pillar of science, alongside the traditional pillars of theory and exper-
imentation. Computational methods are also vital tools in engineering to asses
design properties, since they are generally faster and cheaper than building and
testing prototypes. Furthermore, simulations often provide valuable information
that cannot be obtained in experiments. Numerical computations have therefore
become standard practice in the design process of almost every industry.

This dissertation considers the development of a novel computational tech-
nique for the simulation of solid and fluid mechanics on geometrically complex
domains. In both solid and fluid mechanics, the physical behavior of an object
is generally modeled by partial differential equations. These equations, together
with the geometry of the simulated object and conditions specified on the bound-
aries, form a mathematical problem. This problem can generally not be solved
analytically, specifically for objects with complex geometries. Therefore, compu-
tational methods are employed to numerically approximate the solution. These
methods discretize the mathematical problem, commonly by partitioning the ge-
ometry of the simulated object. This reduces the mathematical problem to a
finite dimensional system of equations, which can be solved computationally.
This dissertation considers the immersed (isogeometric) finite element method,
which is a state of the art computational methodology for problems of solid and
fluid mechanics with complex geometries. The solving of the system of equations
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6 Chapter 1: Introduction

is particularly challenging in immersed finite element methods, and the devel-
opment of effective and efficient solution strategies for such systems is the main
focus of this dissertation.

This introduction starts with an introduction of the finite element method
and isogeometric analysis. Next, the concept of immersed methods is considered,
and the challenges of these methods are reviewed. Finally, the objective and
outline of the dissertation are presented.

1.1 The isogeometric finite element method
The finite element method (FEM) is one of the most prominent numerical sim-
ulation techniques in continuum mechanics. FEM has successfully been applied
in numerous applications, in both solid and fluid mechanics [1–3]. The develop-
ment of FEM is strongly associated with the famous mathematicians Ritz (1878–
1909) and Galerkin (1871–1945) in the early twentieth century, and later Courant
(1888–1972). The term ‘finite element method’ was first coined by Clough in
1960 [4], after which the development of the method expedited due to an in-
creased interest following the rapid increase in computational power.

In FEM, the domain on which a partial differential equation (PDE) is posed is
divided into a finite number of elements, hence the name finite element method.
This process is generally referred to as discretizing or meshing. On these elements,
basis functions can be defined. The general concept of FEM is to approximate
the solution of a PDE, subject to specified boundary conditions, by a linear
combination of basis functions. The set of all possible linear combinations of
basis functions, i.e., the span of the basis functions, forms a finite dimensional
function space referred to as the approximation space. Following the Galerkin
framework, the finite element solution is determined from the approximation
space by solving the weak form of the problem. Since the approximation space
is finite dimensional, the weak form of the problem can be reduced to a system
of equations that can be solved numerically. The general concept of FEM is
illustrated in Figures 1.1a and 1.1c.

A contemporary development in the finite element method is isogeometric
analysis (IGA), which was introduced by Hughes and co-workers in 2005 [5]. In
IGA, standard FEM basis functions are replaced by spline-based functions, see
Figure 1.1e, that are standard in computer aided design (CAD). The traditional
generation of a FEM discretization of a CAD design is often a laborious procedure,
which requires e.g., geometry clean-up operations and potentially even manual
intervention, and generally accounts for the majority of the total computational
effort. IGA avoids the meshing procedure by directly employing the non-uniform
rational B-splines (NURBS), which describe the CAD geometry, for the analysis.
The reader is directed to [6] for a detailed reference on IGA.
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(a) (b)

(c) (d)

(e) (f)

Figure 1.1: Illustration of the concept of mesh-fitting and immersed FEM. Figure
(a) is an example of a mesh-fitting discretization. Figure (b) contains an immersed
discretization of the same physical domain (gray) extended with the fictitious domain
(yellow). Figure (c) portrays linear (first-order) basis functions defined on elements
and demonstrates how an arbitrary (red) function can be approximated by a linear
combination of basis functions. Figure (d) shows how basis functions defined on the
background grid can be restricted to the physical domain and discarded on the fictitious
domain and demonstrates how a linear combination of these functions can approximate
an arbitrary function on the physical domain. Figures (e) and (f) are similar to Figures
(c) and (d) but with isogeometric basis functions (quadratic B-splines).
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(a) Lagrange basis functions (b) B-splines

Figure 1.2: Standard C0-continuous quadratic Lagrange basis functions and smooth
isogeometric quadratic B-splines.

Ever since its introduction, IGA has been a vivid and rapidly expanding
field of scientific research. IGA has been successful in many applications, such
as solid and structural mechanics [7, 8], fluid mechanics [9, 10], fluid-structure
interaction [11–13], shell analysis [14, 15], shape optimization [16, 17], electro-
magnetics [18], diffuse-interface methods [19,20], and many more. IGA possesses
several advantages over traditional FEM, such as exact and smooth geometry rep-
resentation, non-negative basis functions, and variation diminishing properties.
A particularly noteworthy property of IGA is that it results in a smaller number
of degrees of freedom, in contrast to comparable discretizations with conventional
C0-continuous higher-order FEM basis functions of the same polynomial order.
Depending on the boundary conditions, the number of degrees of freedom in one
dimension with conventional higher-order FEM basis functions is approximately
the number of elements multiplied by the degree, while for IGA this is only the
sum of the number of elements and the degree. This greatly reduces the number
of degrees of freedom, see Figure 1.2, specifically with tensor product function
spaces in multiple dimensions.

1.2 Immersed finite element methods
The generation of mesh-fitting finite element discretizations for complex geome-
tries is a challenging and computationally demanding task, specifically in three
dimensions. When a CAD object is trimmed, i.e., when part of an object is re-
moved or cut away, the underlying NURBS functions describing the geometry of
the original, untrimmed object no longer fit the final geometry, see Figure 1.3a.
Immersed methods, also known as unfitted or embedded-domain methods, nat-
urally incorporate the concept of trimming CAD objects in IGA, e.g., [21–29].
Another field of application where immersed FEM is beneficial is fluid-structure
interaction with large displacements, since in these applications commonly ap-
plied moving-mesh approaches frequently require remeshing [30]. Furthermore,
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(a)

(b) (c)

(d) (e)

Figure 1.3: Examples of applications of immersed FEM. In (a) the famous space ship
from star Star Wars, the Death Star, is depicted. This examplifies a trimmed CAD
object, as to generate this object one starts with a sphere and then trims away the
exclusion. The figure on the right illustrates in two dimensions that the underlying
NURBS functions of the sphere do not fit the geometry of the final object. Figure (b)
depicts the resulting stress in a domain at an intermediate step of a level set based
topology optimization procedure. Figure (c) shows the stress in an aluminum die cast
gearbox housing. The geometry is implicitly defined from CT data of a product to
investigate stress concentrations around pores caused by e.g., entrapped gas bubbles
during production. Figure (d) depicts the stress in a specimen of trabecular bone
rendered from CT data under compression. Figure (e) presents the velocity of a flow
around a complex object with the shape of a popcorn flake defined by a level set function.
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it is generally far from trivial to generate a fitted FEM mesh or analysis-suitable
NURBS geometry for topologies that are implicitly defined by a level set func-
tion, such as in image-based or scan-based analysis and in level set based topol-
ogy optimization, see Figures 1.3b–1.3e. Also here, immersed methods provide a
compelling alternative.

The concept of immersed methods is to extend a complex physical domain
on which a PDE is posed into a larger domain of simple shape, through a non-
physical extension referred to as the fictitious domain. This results in the em-
bedding domain, which is the union of the physical and the ficitious domain. It
is trivial to discretize the embedding domain due to its simple shape, and this
discretization is referred to as the background grid, see Figure 1.1b. Since the
embedding domain encapsulates the physical domain, basis functions defined on
the background grid can be restricted to the physical domain. Hence, it is pos-
sible to define basis functions on the background grid, but only evaluate these
on the physical domain and discard the part that is supported on the fictitious
domain. Therefore, the background grid can also be employed as an approxi-
mation space for the physical domain, see Figures 1.1d and 1.1f. In this way,
an approximation space is obtained without generating a boundary conforming
mesh or analysis-suitable geometry. This precludes laborious meshing procedures
for mesh-fitting FEM on complex geometries, and enables IGA on trimmed CAD
objects and implicitly defined geometries.

Since the pioneering work of Peskin in 1972 [31] on immersed finite difference
techniques for heart valve flow problems, the development of immersed tech-
niques has steadily progressed. The first contribution that can be regarded of as
cutting elements in FEM are the enrichment functions in the partition of unity
method [32, 33], generally referred to as the generalized or extended finite el-
ement method (GFEM [34, 35] or XFEM [36, 37]). These methods enrich the
FEM approximation space with kinks and discontinuities in order to compute
the stress fields around material interfaces and cracks in solid mechanics [38].
The concept of cutting elements is applied as an unfitted meshing technique
in [39], which can be considered as the first instance of an immersed finite ele-
ment method. In [40] the term finite cell method (FCM) was coined, which has
become a prevalent term in computational mechanics. Methods referred to as
FCM generally combine an advanced integration scheme for the quadrature of
cut elements with a penalty or Nitsche-type method for the imposition of bound-
ary conditions [41–43]. The finite cell method has been demonstrated to be very
effective with isogeometric basis functions [22–24, 44, 45], a combination that is
often referred to as immersogeometric analysis [46, 47]. Another well known im-
mersed finite element technique is CutFEM [48]. Methods referred to as CutFEM
generally employ a form of the ghost penalty, to enhance the numerical stability
of the method [49,50]. Besides these prominent immersed FEM techniques, other
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notable examples are the Cartesian grid finite element method (CGFEM) [51,52]
weighted extended B-splines (WEB-splines) [53, 54] and immersed B-splines (i-
splines) [55]. Immersed finite element methods have successfully been applied in a
broad range of fields, such as solid mechanics, e.g., [22–24,41,44,56–59]; shell anal-
ysis, e.g., [21–23, 25, 27, 28, 60]; interface problems, e.g., [61–65]; fluid mechanics,
e.g., [66–75]; fluid-structure interaction, e.g., [76–84], in particular fluid-structure
interaction for biomedical applications, e.g., [45–47, 85]; scan-based analysis of
both man-made and biological materials, e.g., [86–94]; shape and topology opti-
mization, e.g., [51, 95–100]; and many more.

1.3 Challenges in immersed finite elements
Immersed finite element techniques fit well within the Galerkin framework applied
in mesh-fitting finite elements. Therefore, they have the potential to inherit the
same, generally appraised properties. Successful application of immersed FEM,
however, requires careful consideration of several aspects that can be considered
trivial in mesh-fitting FEM:

Cut element integration
Since the basis functions in immersed finite element methods are defined over a
background grid that does not coincide with the boundaries of the physical do-
main, the geometry of the domain must be incorporated through the integration
of the cut elements. Since cut elements are in general of complex shape, this re-
quires tailored integration procedures. A myriad of integration techniques for cut
elements have been developed, the most prominent of which can be categorized
as follows:

• Octree and quadtree integration procedures integrate cut elements by recur-
sively subdividing the background element. Subcells are adaptively selected
based on their intersection with the physical domain, and quadrature rules
are applied separately on each integration subcell. Octree strategies are
generally appraised for their simplicity and robustness with respect to cut
element geometric complexity and have therefore been widely adopted in
the immersed finite element community, e.g., [41–43, 101]. The robustness
of this technique, however, comes at the price of a relatively large number
of integration points, in particular when used in its native form [102].

• By reparameterization of cut elements, curved boundaries can be integrated
with higher-order accuracy. This can be done by projecting a reference ele-
ment onto the curved boundary of the cut element to obtain the quadrature
points in the physical domain [52, 103]. Combining this technique with a
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subdivision strategy for complex cut-element-geometries can help reduce
the complexity of the boundary segment [102,104–108].

• Tailored cut element quadrature rules can be computed by techniques such
as the moment fitting technique [102, 109, 110]. The pivotal idea behind
such techniques is that one can compute quadrature rules for polynomials
of a certain order with an optimized number of integration points. The
resulting distribution of integration points and weights can therefore be
regarded as the Gauss point equivalent for cut elements. The computa-
tion of such optimized points is considered as a preprocessing procedure
and relies on an auxiliary method to evaluate the integrals over the cut
elements. Optimized quadrature rules are particularly attractive when a
simulation requires numerous evaluations of the same integral (e.g., in non-
linear and/or time-dependent problems) or when data must be stored at
the integration points (e.g., history variables in non-linear solid mechanics
problems).

Boundary condition imposition
The imposition of boundary conditions is another aspect that requires special
consideration as the boundary of the physical domain does not coincide with
the background grid. Given that a parameterized boundary representation for
integration over the boundary exists, Neumann, or natural, boundary conditions
are typically weakly imposed in mesh-fitting FEM and can be imposed in the same
manner in immersed FEM. The imposition of Dirichlet, or essential, boundary
conditions is not as straightforward, however. Because of the disparity between
the background grid and the physical domain, basis functions defined on the
background grid are not generally interpolatory on the boundary of the physical
domain. This prohibits the traditional strong imposition of Dirichlet conditions,
that is generally employed in mesh-fitting FEM. As a result, boundary conditions
in immersed FEM are commonly imposed weakly. Different techniques for the
imposition of Dirichlet boundary conditions on immersed boundaries exist, the
most prominent of which are listed below:

• The penalty method is generally considered as the most straightforward
technique to impose Dirichlet conditions on immersed boundaries, and has
been applied in the pioneering work on the finite cell method [41]. The
penalty method supplements the weak form of mesh-fitting FEM with a
penalty term that penalizes differences between the obtained solution and
the prescribed Dirichlet conditions. This yields an inconsistent formulation,
because boundary terms that drop out in the derivation of the weak form
for mesh-fitting FEM do not drop out for immersed FEM. With relatively
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large penalty parameters, this inconsistency is rather small however [111],
and the penalty method has demonstrated to be an effective technique
for complex geometries, e.g., [91]. One of the main challenges with the
penalty method is the choice of the penalty parameter. A too small value
does not adequately enforce the prescribed boundary conditions and yields
inconsistent behavior. A value too large can lead to large, nonphysical
gradients on cut elements [112–114], and can also further deteriorate the
conditioning of the linear system, e.g., [115].

• Nitsche’s method [116] is a widely used technique for the weak imposition of
boundary conditions in immersed finite element methods. Nitsche’s method
can be considered as the consistent equivalent of the penalty method, as
the boundary terms that drop out in the derivation of the weak form for
mesh-fitting FEM are retained in the formulation. A symmetric weak for-
mulation is recovered by amending additional consistent boundary terms.
Through appropriate scaling of the parameter associated with the stabiliza-
tion term, a stable formulation is obtained, e.g., [117]. An elegant aspect
of Nitsche’s method is that the stabilization parameters can be computed
per element [118], avoiding potential difficulties in the selection of a single
global stabilization parameter, e.g., [23]. The value of the stabilization pa-
rameter should be inversely proportional to the thickness of the element,
and can become arbitrarily large with small cut elements [114]. This prob-
lem can be remedied by the introduction of additional stabilization terms
such as the ghost penalty [49, 50] and the constraining of basis functions
with small support in the physical domain [29, 53–55, 78, 119–124]. Also a
nonsymmetric formulation of Nitsche’s method can be applied, which does
not require stabilization [125–127].

• Lagrange multiplier type techniques can be used to enforce Dirichlet con-
ditions on immersed boundaries by supplementing the weak formulation
with additional constraint terms, e.g., [117, 128]. These additional terms
are associated with an auxiliary field variable, referred to as the Lagrange
multiplier field, defined over the immersed boundary. After discretization of
the problem, a saddle point problem is obtained, which implies that the dis-
cretization of the Lagrange multiplier field needs to be selected in such a way
that a stable system is obtained. While an advantage of Lagrange multiplier
techniques over Nitsche’s method and the penalty method is that these do
not require the selection of a penalty parameter, the downsides are that ad-
ditional degrees of freedom are introduced through the Lagrange multiplier
field, and that an appropriate discretization of the Lagrange multiplier field
is generally non-trivial. Examples of Lagrange multiplier type techniques
for immersed FEM are presented in [80,129–132].



14 Chapter 1: Introduction

• Redefining the basis functions in the vicinity of immersed boundaries is
an alternative class of methods to impose Dirichlet conditions. These tech-
niques modify and rescale the basis functions, such that these become inter-
polatory on the immersed boundaries. This enables the traditional strong
imposition of boundary conditions, as is standard in mesh-fitting finite ele-
ment methods. Prominent examples of methods based on this concept are
WEB-splines [53,54] and, more recently, i-splines [55].

System conditioning
Immersed finite element techniques are prone to severe conditioning problems
when the background grid contains elements with a very small intersection with
the physical domain. Basis functions that are only supported on such small cut
elements have an arbitrarily small stiffness, and therefore yield small eigenvalues
in the stiffness matrix resulting in an ill-conditioned system. These conditioning
problems impede the application iterative solution procedures, e.g., [133], which
are generally efficient for large systems of equations. Therefore many authors
have resorted to the use of direct solvers, e.g., [22–24,41,42,44,91]. The compu-
tational cost of direct solvers scales poorly with the size of the system, however.
This makes direct solvers unsuitable for large scale computations. Consequently,
the ill-conditioning of the stiffness matrix is one of the main bottlenecks in im-
mersed FEM1. Various methods to resolve these ill-conditioning problems have
been proposed, the most prominent of which are:

• A fictitious domain stiffness increases the stiffness of basis functions with a
small support in the physical domain, and thereby bounds the small eigen-
values caused by these basis functions from below. A proper choice of the
fictitious stiffness requires that the stiffness is large enough to avoid severe
ill-conditioning problems and small enough to not cause detrimental incon-
sistency of the formulation. A thorough investigation into the fictitious
domain stiffness is presented in [134]. The use of a ficitious domain method
is customary in FCM [41–43].

• The constraining of basis functions with a small support in the physical
domain to adjacent basis functions with a larger support can also ameliorate
the small eigenvalues caused by small cut elements, e.g., [29, 53–55, 78,
119–124]. With properly selected constraints, the solution on the small
cut element is a smooth extension of the solution on a larger, adjacent
element, such that higher-order accuracy is not affected. Functions with an

1To phrase the recent review article by Schillinger and Ruess [42]: “...the development of
suitable preconditioning techniques that open the door for efficient iterative solution methods
in the finite cell method seems very desirable...”.
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extremely small stiffness can also simply be discarded without affecting the
accuracy, as demonstrated in [135].

• The ghost penalty weakly couples basis functions on small cut elements to
the neighboring elements, thereby repairing the conditioning problems in
a similar manner as the previously listed approach. The weak coupling
is achieved through penalties on the jump of (higher-order) derivatives on
element boundaries [48,50] or through volumetric penalization of differences
between the solution on a cut element and extrapolations or projections of
the solution on neighboring elements [49, 136]. The ghost penalty is the
most prominent technique to improve the conditioning in immersed finite
element methods, and is customary in CutFEM [48]. One of the challenges
of the ghost penalty is the proper choice of the penalty parameter, which
is discussed in [137].

• Dedicated preconditioning techniques can effectively negate the small eigen-
values caused by small cut elements, and thereby improve the iterative
solver performance. For GFEM and XFEM various such techniques have
been developed, such as: a preconditioner based on local Cholesky decom-
positions [138], a FETI-type preconditioner tailored to XFEM [139], an
algebraic multigrid preconditioner that is based on the Schur complement
of the enriched basis functions [140], and a domain decomposition precon-
ditioner based on additive Schwarz [141, 142]. Lately, also dedicated pre-
conditioners have been developed for immersed FEM. In [143] it is demon-
strated that systems with linear bases can effectively be treated by a di-
agonal preconditioner in combination with the constraining of very small
basis functions. Under certain restrictions to the cut-element-geometry, it
is derived in [144] that a scalable preconditioner for linear bases is obtained
by combining a Jacobi preconditioner for basis functions on cut elements
with a standard multigrid preconditioner for the remainder. In [145], a
Balancing Domain Decomposition by Constraints (BDDC) preconditioner
is developed that is tailored to immersed FEM by choosing appropriate
weighting coefficients for cut basis functions. It is demonstrated that this
results in effective preconditioning for linear basis functions. Also notewor-
thy are multigrid approaches for similar conditioning problems in unfitted
discontinuous Galerkin (UDG) and CutFEM with ghost penalty stabiliza-
tion [146], unfitted interface problems [147], and an algebraic multigrid
(AMG) preconditioner for immersed systems treated by an aggregation pro-
cedure [148]. This dissertation presents preconditioners that are dedicated
to higher-order and isogeometric immersed FEM.
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1.4 Objective and outline

The overarching objective of the research presented in this dissertation is the
development of efficient solution strategies for large systems of equations de-
rived from immersed finite element methods. As previously mentioned, the ill-
conditioning of the stiffness matrix is an urgent problem and is one of the main
bottlenecks in the further evolvement of immersed FEM. It is intended to develop
techniques that are effective in both solid and fluid mechanics, and that can be
applied to different types of discretizations, in particular isogeometric analysis.
To this end, the cut-element-induced conditioning problems in immersed finite
elements are first carefully investigated, in order to acquire a profound under-
standing of the underlying mechanism causing these problems. Based on that
understanding, a dedicated preconditioning technique is developed that amelio-
rates the specific conditioning problems of cut elements. The final aim is to
incorporate this technique in an existing preconditioning framework for large
systems, thereby enabling efficient solution procedures for large scale immersed
finite element systems.

Chapter 2 of this dissertation presents a mathematical analysis of the condi-
tioning problems in immersed FEM and derives a scaling relation between the
condition number and the smallest cut element. This scaling relation is verified
numerically and gives a clear insight into the root of the specific conditioning
problems of cut elements. This chapter also presents a simple preconditioning
algorithm that resolves the conditioning problems for symmetric and elliptic prob-
lems in solid mechanics, discretized with smooth, isogeometric basis functions.

In Chapter 3 a dedicated preconditioning technique is developed that ame-
liorates the specific cut element related conditioning problems. This technique
is independent of the PDE, and is demonstrated to be effective in both solid
and fluid mechanics. Furthermore, in this chapter it is numerically verified that
the properties of the preconditioned systems are in close correspondence with
well-established properties of mesh-fitting FEM, and in particular show the same
behavior with respect to the number of elements.

Chapter 4 extends the preconditioning technique to multi-level hp-refined ba-
sis functions. This type of basis functions is often considered in the finite cell
method1. In this chapter it is also demonstrated that the preconditioning tech-
nique can be parallelized with nearly optimal speed-up rates and can solve large
systems that cannot be solved by a direct solver.

1This type of basis functions is standard in the in-house software of the Chair for Computa-
tion in Engineering at the Technical University of Munich – which is an active research group in
immersed finite element methods and is where the finite cell method was originally developed.
The preconditioning technique was developed in collaboration with this research group and has
been incorporated in their software.
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Chapter 5 incorporates the preconditioning technique in a multigrid frame-
work, which yields iterative solutions that are both robust to cut elements and
independent of the number of elements. This chapter also proposes a modifica-
tion to the preconditioning technique that enables the application to truncated
hierarchical B-splines, which is a widely applied local refinement technique for
IGA1.

Chapter 6 considers the weak imposition of boundary conditions in unfitted
methods2. This chapter investigates the mathematical basis of Nitsche’s method
in immersed FEM, and points out a potential accuracy problem when cut ele-
ments are not shape regular. Critical cut-element-configurations that potentially
yield these problems are discussed, and an overview of possible resolutions is
presented.

In Section 7, conclusions are drawn and recommendations for future research
are discussed.

1The majority of the work in this chapter has been carried out at the Computational
Mechanics and Geometry Laboratory at the University of Colorado Boulder. The modification
was required to apply the preconditioning technique to the topology optimization problems
they work on, which use truncated hierarchical B-splines.

2This is a side aspect of the main topic of this dissertation, which has been studied in
collaboration with Christoph Lehrenfeld from the University of Göttingen and André Massing
from the University of Ume̊a





Chapter 2

Conditioning of immersed
finite element methods

This chapter investigates the conditioning problems that immersed finite el-
ement methods are prone to, by assessing the (isogeometric) finite cell method
(FCM). A rigorous scaling relation between the condition number of FCM sys-
tem matrices and the smallest volume fraction – the smallest relative intersection
between an element and the physical domain – is established and numerically ver-
ified. It is demonstrated that ill-conditioning stems either from basis functions
being small on elements with small volume fractions, or from basis functions be-
ing nearly linearly dependent on such elements. Based on these two sources of
ill-conditioning, an algebraic preconditioning technique is developed for symmet-
ric positive definite problems. A numerical investigation into the effectivity of the
preconditioner in reducing condition numbers and in improving the convergence
speed and accuracy of iterative solvers is presented. It is demonstrated that the
preconditioned iterative solver enables mesh convergence studies of the finite cell
method.

This chapter is reproduced from [115]: F. de Prenter, C.V. Verhoosel, G.J. van Zwieten,
and E.H. van Brummelen. Condition number analysis and preconditioning of the finite cell
method. Computer Methods in Applied Mechanics and Engineering, 2017.
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2.1 Introduction
The Isogeometric Finite Cell Method (IFCM, e.g., [22, 42, 44]) combines Isogeo-
metric Analysis (IGA, [5, 6]) with the Finite Cell Method (FCM, [40, 41]). This
combination enables application of IGA to trimmed, coupled and overlapping
domains in Computer Aided Design (CAD) [21, 23, 24], topologically complex
structures such as porous materials, composites and scanned data [87, 89], and
problems with moving boundaries such as Fluid Structure Interactions [46,47,77],
without laborious (re-)meshing procedures.

While FCM was initially introduced as a p-FEM method [40], it is nowadays
commonly used in combination with IGA. The main advantage of FCM over
standard finite element methods is that the mesh does not need to match the
boundaries of the physical domain. Instead, the physical domain is immersed in
a topologically and geometrically simpler encapsulating mesh, on which a myriad
of approximation spaces – including Non-Uniform Rational B-splines (NURBS)
– can be formed. In (I)FCM, the complexity of the physical domain is captured
by an advanced integration procedure for the cells that intersect the domain
boundary. Dirichlet boundary conditions on the immersed boundaries are weakly
imposed using Nitsche’s method [116].

When the encapsulating mesh contains cells that only intersect the physical
domain on a small fraction of their volume, FCM has been found to be prone to
conditioning problems. These conditioning problems impede solving the resulting
system of equations. Due to this ill-conditioning, in various contributions use
was made of direct solvers, e.g., [22–24, 41, 42, 44]. The required memory and
number of floating point operations for direct solvers scales different with the
system size than for iterative solvers, making direct solvers unsuitable for large
problems [133]. To phrase the recent review article by Schillinger and Ruess
[42]: “. . . the development of suitable preconditioning techniques that open the
door for efficient iterative solution methods in the finite cell method seems very
desirable . . .”. As a matter of fact, various conditioning strategies have already
been proposed. The most prominent of these are:

• Fictitious domain stiffness: In order to increase the contribution of ba-
sis functions of which only a small fraction of their support intersects the
physical domain, many authors have used a virtual stiffness, e.g., [42]. This
implies that volumetric operators are not only integrated over the physical
domain but also – multiplied by a small parameter – over the fictitious
domain. See [134] for a mathematical analysis of this approach.

• Basis function manipulation: The adverse effect of basis functions with
small supports within the physical domain can be ameliorated by elimi-
nating them from the system. This can either be done by constraining
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them to geometrically nearby functions [78, 119] (as is also done in Web-
splines [53,54]) or by simply excluding them from the approximation space,
e.g., [55, 89,118].

• Ghost penalty: The contribution of basis function with small supports
within the physical domain can also be increased by adding an extra term
to the variational formulation. An example of such a modification of the
formulation is the addition of the Ghost penalty [48,49,66].

• Basis function scaling: Diagonal scaling of the system matrix has been
demonstrated to resolve conditioning problems in specific cases in the con-
text of linear basis functions and the extended finite element method (XFEM)
[144], and in the context of weak coupling strategies in nonconforming finite
element methods for diffusion-reaction problems [149].

Although these methods (and combinations thereof) can be effective in improv-
ing the conditioning of finite cell systems, they generally manipulate the weak
formulation and/or approximation space, which inevitably affects the solution
and may compromise stability properties of the employed approximation spaces.
The exception to this is the basis function scaling approach applied in the con-
text of XFEM, which, in fact, can be interpreted as a diagonal preconditioning
technique. It is the primary objective of this work to extend this approach to be
effective in the context of the (I)FCM, yielding a fully automated and robust al-
gebraic preconditioning technique (i.e., a preconditioner constructed exclusively
with information from the system matrix).

In this work, we perform a detailed analysis of the conditioning problems
associated with (I)FCM. An important novel contribution of this work is the
derivation of an explicit scaling relation between the condition number and the
smallest cell volume fraction for the discretization of elliptic second order partial
differential equations using polynomial bases on uniform meshes. This relation
reveals a strong dependence of the condition number on the order of the employed
discretization, which corroborates the need to develop a strategy to improve the
conditioning of (I)FCM. Motivated by the aforementioned relation, in this work
an algebraic preconditioning technique called SIPIC (Symmetric Incomplete Per-
muted Inverse Cholesky) is developed, based on basis function scaling in combi-
nation with local orthonormalization on cells with very small volume fractions.
This local orthonormalization approach is similar to the manipulation of basis
functions in the Stable Generalized Finite Element Method [150]. We present
the algorithm for the construction of an algebraic preconditioner, which gener-
ally preserves the sparsity pattern of the system or yields negligible fill-in. The
construction of this preconditioner does not add any significant computational
cost. The analysis and application in this work mainly focus on (I)FCM. We
expect the SIPIC preconditioning technique to be applicable to a much broader
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range of numerical methods however, as the indicated sources of ill-conditioning
in (I)FCM can also occur in other immersed, fictitious domain or enriched finite
element methods such as XFEM and weak coupling strategies, e.g., [38, 65,149].

Section 2.2 of this paper presents the variational formulation of the finite cell
method. In Section 2.3, the explicit relation between the condition number and
the smallest cell volume fraction for uniform meshes is derived and numerically
verified. The construction of the algebraic preconditioner is described in Sec-
tion 2.4. In Section 2.5, the numerical implementation is demonstrated and the
effect of the proposed preconditioner is shown for numerical examples. A novel
contribution in this section is the weak imposition of Dirichlet boundary condi-
tions in either only the normal or only the tangential direction. Furthermore, it
is demonstrated that preconditioning enables detailed mesh convergence analysis
of FCM. Conclusions are finally drawn in Section 2.6.

2.2 The finite cell method
Consider an elliptic second order partial differential equation over an open bounded
Lipschitz domain Ω ⊂ Rd (d ∈ {2, 3}), supplemented with Dirichlet and Neumann
conditions on complementary parts of the boundary ∂Ω:

−div(D∇u) = f in Ω,
n · D∇u = gN on ΓN ,
u = gD on ΓD.

(2.1)

In this expression, n denotes the outward pointing normal vector and D is a
bounded, self-adjoint and elliptic linear operator, i.e.,:

ε‖ξ‖2e ≤ ξ �Dξ ≤ CD‖ξ‖2e and ζ �Dξ = ξ �Dζ ∀ξ, ζ, (2.2)

for some 0 < ε ≤ CD, with ‖ · ‖e denoting the Euclidean norm and � denoting
a general contraction1. For the Dirichlet (ΓD) and Neumann (ΓN ) boundaries it
holds that ΓD 6= ∅, ΓD∩ΓN = ∅ and ΓN ∪ ΓD = Γ = ∂Ω. Equation (2.1) can e.g.,
represent Poisson’s problem with a scalar field u and D equal to identity. When
u in (2.1) is vector valued, the equation can e.g., be interpreted as a problem of
linear elasticity.

Classical Galerkin methods for solving problems as (2.1) (such as the Finite
Element Method (FEM), e.g., [1, 2]) employ boundary fitted meshes on which
essential boundary conditions can be imposed in a strong manner – i.e., encoded

1By general contraction we indicate a contraction over all tensor dimensions, i.e., a multi-
plication of scalar values, an inner product between vectors, a double inner product for second
order tensors, etc.
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Figure 2.1: A geometrically complex domain Ω that is encapsulated by the geometri-
cally simple, rectilinear domain Ω ∪ Ωfict.

into the approximation space. The Finite Cell Method (FCM) is an unfitted
Galerkin method, and uses a geometrically simple mesh that encapsulates Ω
such as a rectilinear discretization of Ω ∪ Ωfict as shown in Figure 2.1. The
variational problem equivalent to (2.1) considered in the finite cell method is of
the form [116]: {

find uh ∈ Vh(Ω) such that:
a(vh, uh) = b(vh) ∀vh ∈ Vh(Ω) (2.3)

with:

a(vh, uh) = a1(vh, uh) + a2(vh, uh) + a3(vh, uh), (2.4a)

b(vh) =
∫

Ω
vh � fdV +

∫
ΓN

vh � gNdS (2.4b)

+
∫

ΓD
−gDn�D∇vh + βvh � gDdS, (2.4c)

and:

a1(vh, uh) =
∫

Ω
∇vh �D∇uhdV, (2.5a)

a2(vh, uh) =
∫

ΓD
− (vhn�D∇uh + uhn�D∇vh) dS, (2.5b)

a3(vh, uh) =
∫

ΓD
βvh � uhdS. (2.5c)

In these formulations Vh(Ω) ⊂ H1(Ω) denotes the finite dimensional approxima-
tion space and β > 0 is a mesh-dependent (or Vh(Ω)-dependent) parameter.
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The parameter β can be chosen globally or locally – i.e., one global constant
β or a separate constant βi for every cell Ki that is intersected by ΓD. With the
local approach, it must hold on every cell that βi > Ci with [118]:

Ci = max
vh∈Vh(Ki)

‖n · D∇vh‖2L2(ΓD
i

)

a1
i (vh, vh) , (2.6)

for a(·, ·) to be coercive. In (2.6) Vh(Ki) denotes the restriction of the approxi-
mation space Vh(Ω) to Ki, ΓDi = Ki ∩ ΓD is the part of the Dirichlet boundary
ΓD contained in cell Ki (Figure 2.1), and

a1
i (vh, uh) =

∫
Ktr
i

∇vh �D∇uhdV. (2.7)

A robust and well-conditioned method to compute Ci is described in Section 2.2.1.
In this work, βi = 2Ci is applied for all examples and test cases. This choice is
essentially arbitrary and does not affect the strategy to construct a precondi-
tioner. A standard discrete trace inequality (e.g., [151]) conveys that with the
local approach, the lower bound for βi on cell Ki is of the order of magnitude of
1/h̃i, with h̃i the typical length scale of Ktr

i = Ki ∩ Ω (Figure 2.1). The global
approach is presented in [118], and is identical to the local approach when the
whole domain is treated as one cell. With the global approach, the lower bound
for β is of the same order of magnitude as maxi βi. Consequently, one cell that
is intersected by ΓD such that its Ktr

i is small, will cause a large value of β on
the entire boundary ΓD. As a result, global stabilization negatively affects the
conditioning of FCM (Appendix 2.A). Moreover, it can degenerate FCM to a
penalty method [23, 24]. Local stabilization – as employed herein – is not prone
to these deficiencies.

Coercivity of the finite cell bilinear form a(·, ·), equation (2.4a), can be estab-
lished by assuring the coercivity of the element-wise restrictions ai(·, ·). Coerciv-
ity of ai(·, ·) follows from:

ai(vh, vh) ≥a1
i (vh, vh)− |a2

i (vh, vh)|+ a3
i (vh, vh)

≥a1
i (vh, vh)− 2‖n · D∇vh‖L2(ΓD

i
)‖vh‖L2(ΓD

i
) + a3

i (vh, vh)
≥a1

i (vh, vh)− εi‖n · D∇vh‖2L2(ΓD
i

) − ε−1
i ‖vh‖2L2(ΓD

i
) + a3

i (vh, vh)

≥a1
i (vh, vh)− Ciεia1

i (vh, vh)− ε−1
i ‖vh‖2L2(ΓD

i
) + a3

i (vh, vh)

= (1− Ciεi) a1
i (vh, vh) +

∫
ΓD
i

(βi − ε−1
i )vh � vhdS ≥ δi‖vh‖2H1(Ktr

i
),

(2.8)
for some δi > 0. In the second line in (2.8), the Cauchy-Schwarz inequality
is applied. Line three follows from Young’s inequality, while equation (2.6) is
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substituted in the fourth line. The last inequality is based on the fact that there
exists a constant εi such that Ci < ε−1

i < βi and applies a specific form of the
Poincaré inequality (e.g., Lemma B.63 in [3]). Global coercivity, a(vh, vh) ≥
δ‖vh‖2H1(Ω) for some δ > 0, follows by summation over all ai. Because a(·, ·) is
coercive on finite dimensional function spaces with respect to the H1(Ω)-norm,
it defines the equivalent norm:

‖vh‖2a = a(vh, vh), (2.9)

referred to as the finite cell norm (or FCM norm).

2.2.1 Computation of local stabilization constants
The values of Ci can be computed numerically. Because Vh(Ki) is finite dimen-
sional, (2.6) can be cast in matrix form as:

Ci = max
x

xTBix
xTVix

, (2.10)

with:

Bi =
∫

ΓD
i

(
n · D∇Φi

)
�
(
n · D∇ΦT

i

)
dS and Vi = a1

i (Φi,ΦT
i ), (2.11)

where Φi denotes the vector of all basis functions that are supported on Ki. The
optimality condition associated with (2.10) implies:(

Bi −
xTBix
xTVix

Vi

)
x = 0, (2.12)

because the matrices Bi and Vi are both symmetric. The solution to (2.6) there-
fore coincides with the largest eigenvalue of the generalized eigenvalue problem:

Bix = λVix, (2.13)

which enables computation of Ci = λmax. The numerical solution of this problem
requires careful consideration of the following two aspects:

• The matrix Vi, equation (2.11), is singular since it is based solely on the
gradients of the shape functions in Φi. This singularity is not a fundamental
problem for the computation of Ci in accordance with (2.6), by virtue of
the fact that ker(Vi) ⊂ ker(Bi). However, the kernel of Vi can negatively
affect the robustness with which the largest eigenvalue can be computed.
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• After removal of the kernel of Vi, its conditioning can remain poor on
cells with small volume fractions due to quasi linear dependence of basis
functions (see Section 2.4.1).

The conditioning of Vi can be improved using the SIPIC preconditioner (Sec-
tion 2.4), but for these problems a more direct solution exists. Since the eigen-
value problem is local to the cells, the numerical difficulties related to these con-
ditioning aspects can be circumvented by applying a local change of basis. For
scalar problems, quasi linear dependencies are avoided by employing the basis of
monomials:

φρ =
d∏
j=1

(xj − x̂j)ρj , (2.14)

with d the number of dimensions, p the discretization order, multi-index ρ =
(ρ1, . . . , ρd) for 0 ≤ ρj ≤ p and x̂ the center of mass of the trimmed cell. With
this basis, diagonal scaling suffices for the robust computation of Ci. Centering
the monomials at the center of mass of the trimmed cell minimizes the quasi linear
dependence problem (Section 2.4), because higher-order terms occur in separate
functions. Therefore their contribution is not diminished by lower-order terms,
that are larger in magnitude on small volume fractions of a cell. Furthermore,
the kernel of Vi only consists of the function φ0, such that removing the kernel
is straightforward. For vector valued problems, one can use the functions φρ,k =
ekφρ, with ek the unit vector in the kth direction. Besides removing rigid body
translations, also rigid body rotations in the kernel of Vi can be systematically
removed from the monomial basis.

2.3 Condition number analysis
The condition number of an invertible matrix A is defined as:

κ2(A) = ‖A‖2‖A−1‖2 ≥ 1, (2.15)

with ‖ · ‖2 the (induced) Euclidean norm:

‖A‖2 = max
x

‖Ax‖2
‖x‖2

. (2.16)

When solving a linear system of the form Ax = b, the condition number κ2(A)
is of major importance. Well-conditioned systems (condition numbers close to
1) have a smaller propagation of errors in A or b, converge faster when solved
iteratively, and have a smaller uncertainty when the error is estimated using the
residual. For example, when A is symmetric positive definite – such as system
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matrices originating from most FCM approximations – the Conjugate Gradient
method has a convergence bound that depends on the condition number as:

‖x− xi‖A ≤ 2
(√

κ2(A)− 1√
κ2(A) + 1

)i
‖x− x0‖A, (2.17)

where xi is the approximation after i iterations and ‖ · ‖A denotes the energy
norm ‖x‖2A = xTAx [133]. Hence, the guaranteed reduction in the error per
iteration is much larger for κ2(A) ∼ 1 than for κ2(A) � 1. The estimate of
‖x − xi‖A in terms of the residual ‖b − Axi‖2 also depends on the condition
number:

‖b−Axi‖22
‖A‖2

≤ ‖x− xi‖2A ≤ κ2(A)‖b−Axi‖22
‖A‖2

. (2.18)

Equation (2.18) conveys that, in the case of ill-conditioning, reduction of the
residual to a value below a specified tolerance does not guarantee convergence by
the same amount of the (unknown) error in the solution (e.g., the error in the
energy norm).

Because the bilinear operator in (2.4) is symmetric and coercive, system ma-
trices originating from this FCM formulation are Symmetric Positive Definite
(SPD). In Section 2.3.1 we derive an equivalent definition of the norm for SPD
matrices, which enables the application to FCM system matrices in Section 2.3.2.
In Section 2.3.3 we verify the obtained theoretical estimate of the condition num-
ber with an example.

2.3.1 Equivalent norms for SPD matrices
Because symmetric matrices have orthogonal eigenvectors, definition (2.16) im-
plies:

‖A‖2 = |λ|max and ‖A−1‖2 = 1
|λ|min

, (2.19)

in which |λ|max and |λ|min denote the absolute maximal and minimal eigenvalues
of A, respectively. Furthermore, for symmetric matrices the largest and smallest
eigenvalues correspond to the maximal and minimal Rayleigh quotients:

λmax = max
y

yTAy
yTy and λmin = min

y

yTAy
yTy . (2.20)

If A is positive definite as well (i.e., A is SPD), all eigenvalues are positive such
that λmax = |λ|max and λmin = |λ|min. Combination of (2.19) and (2.20) yields:

‖A‖2 = max
y

yTAy
yTy and ‖A−1‖2 = max

y

yTy
yTAy , (2.21)



28 Chapter 2: Conditioning of immersed finite element methods

which shows that the norm and inverse norm of SPD matrices are determined by
the maximal and minimal quotient of the energy norm and the Euclidean norm
of a vector.

2.3.2 Condition numbers in FCM
To apply (2.21) to system matrices originating from FCM formulations similar
to (2.4), we consider a function vh = ΦTy ∈ Vh(Ω) for some unique y ∈ Rn, with
Φ denoting the vector containing all basis functions. The FCM system matrix is
defined as:

A = a(Φ,ΦT), (2.22)

and the following is noted:

‖y‖2A = yTAy = a(yTΦ,ΦTy) = a(vh, vh) = ‖vh‖2a, (2.23)

showing that the FCM norm of a function vh is equal to the energy norm of the
corresponding vector y with system matrix A. Therefore the ‖ · ‖2 norm of A
and its inverse according to (2.21) can be interpreted as the quotient of the FCM
norm of a function and the Euclidean norm of the corresponding vector:

‖A‖2 = max
vh,y

‖vh‖2a
‖y‖22

, ‖A−1‖2 = max
vh,y

‖y‖22
‖vh‖2a

. (2.24)

When a function vh exists for which the FCM norm ‖vh‖a is very small in relation
to the corresponding norm ‖y‖2 of the coefficients vector, ill-conditioning can
occur on account of the norm ‖A−1‖2 being very large. This is a situation
typically encountered in FCM. Since in FCM the relative position of the mesh to
the physical domain Ω is arbitrary, the volume of a trimmed cell Ktr

i = Ki ∩ Ω
(Figure 2.1) can be arbitrarily small. When a function is only supported on Ktr

i ,
its support1 – and as a result also its FCM norm – can therefore be arbitrarily
small as well. The vector that corresponds to this function does not depend on
the volume of Ktr

i , however. As a result, the inverse norm ‖A−1‖2 in (2.24) can
become arbitrarily large. In contrast, the norm ‖A‖2 in itself is not sensitive to
the relative position of the mesh. Consequently, FCM can yield arbitrarily large
condition numbers, in case the mesh is positioned such that a, or multiple, small
trimmed cells occur.

To provide a quantitative estimate of the condition number, we restrict our-
selves to situations where:

1In the remainder of this manuscript, the term support refers to the support in the physical
domain.
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• The number of dimensions d, is larger than one.

• A local stabilization parameter βi, is used, as described in Section 2.2.

• A piecewise polynomial basis is applied (e.g., B-splines, Lagrange, or spec-
tral bases).

• A uniform mesh with mesh size h is used.

The restriction to uniform meshes is made to simplify the derivation, but is not
necessary for the final estimate. The volume fraction ηi is defined as the fraction
of cell Ki that intersects physical domain Ω:

ηi = |Ki ∩ Ω|
|Ki|

= |K
tr
i |
|Ki|

= |K
tr
i |
hd

. (2.25)

The index of the smallest volume fraction is denoted by:

ı = arg min
i

ηi, (2.26)

such that the smallest volume fraction is η = ηı. Furthermore, we make three
assumptions on the shape of the trimmed cells:

1. ∂Kı∩Ω, the intersection between the (untrimmed) boundary of the cell with
the smallest volume fraction and the physical domain Ω, contains parts of
at most one of two opposing cell faces. For example, if Kı = (0, 1)d, then:{

x ∈ Ktr
ı |xj = 0

}
6= ∅ ⇒

{
x ∈ Ktr

ı |xj = 1
}

= ∅, (2.27)

for all indices j ≤ d.

2. There exists a positive constant CR such that for every cell Ki, the radius
Ri of the smallest ball enclosing Ktr

i is bounded by:

Ri ≤ CR|Ktr
i |

1
d . (2.28)

It follows from (2.25) that Ri ≤ CRhη
1
d
i .

3. There exists a positive constant CΓ such that for every cell Ki that is
trimmed by Γ, the surface measure of Γi = Γ ∩Ki (Figure 2.1) is bounded
by:

|Γi| ≤ CΓ|Ktr
i |

d−1
d = CΓh

d−1η
d−1
d

i . (2.29)



30 Chapter 2: Conditioning of immersed finite element methods

The first assumption implies that there exists a function in the approximation
space that is only supported on Kı. For η small enough, this first assumption
is automatically satisfied if assumption 2 or 3 holds. The second assumption
guarantees shape regularity of trimmed cells, e.g., [39, 77]. This assumption un-
derlies the FCM method, and serves to keep the penalty parameter bounded.
This excludes pathological cases, such as trimmed cells with highly distorted as-
pect ratios. The third assumption bounds the size of the intersection between Γ
and a cell by the size of the trimmed cell. Under assumptions 2 and 3 and using
the bound on D from (2.2), it can be shown that ∃Cβ > 0 such that the local
stabilization parameter satisfies:

βi ≤ CβCD|Ktr
i |−1/d = CβCDh

−1η
−1/d
i , (2.30)

see e.g., [151]. The restrictions and assumptions mentioned above, are only re-
quired to prove an estimate of the condition number of the FCM system matrix.
The strategy to construct a preconditioner (proposed in Section 2.4) does not
depend on these restrictions and assumptions.

From the literature (e.g., [152]) we know that the condition number of system
matrices originating from classical FEM approximations of second order elliptic
differential equations with quasi-uniform meshes, scales with h−2. The norm and
largest eigenvalue of such matrices scale with hd−2 and the corresponding eigen-
vector represents the function with the highest frequency that can be represented
on the mesh. The smallest eigenvalue of such a matrices scales with hd and the
corresponding eigenvector represents the function with the lowest frequency. Note
that this function approximates the analytical lowest eigenmode of the operator,
which is independent of the mesh size h. However, the norm of the corresponding
coefficient vector does depend on h by virtue of the fact that the dimension of the
approximation space is altered under mesh refinement. Because a1(·, ·) coincides
with the standard FEM bilinear form, the lower bound of the norm ‖A‖2 scales
with at least hd−2. Under assumptions 2 and 3, it can be verified that for a local
stabilization parameter (see Appendix 2.A for details)1:

|a2(vh, vh)|
yTy ≤ Chd−2 and a3(vh, vh)

yTy ≤ Chd−2. (2.31)

Therefore the steepest lower bound for the largest eigenvalue of A indeed scales
with:

‖A‖2 ≥ cahd−2, (2.32)

1In the remainder of this manuscript, the variables c and C, without subscript or superscript,
denote general positive constants that may attain different values in different statements or
equations.
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for some ca > 0. We emphasize that (2.31) only holds for locally stabilized sys-
tems. A derivation of (2.31) and an elaboration of the effect of global stabilization
is given in Appendix 2.A.

To estimate ‖A−1‖ using (2.24), we need to evaluate the smallest eigenvalue.
As mentioned before, for matrices originating from classical FEM formulations,
the eigenvector that corresponds to the smallest eigenvalue represents the function
with the lowest frequency. This is generally not the case for matrices originating
from FCM formulations. In most FCM cases, the smallest eigenvalue corresponds
to a function which is only supported on a cell with a very small volume fraction.
Under assumption 1, there exists a function vh with a corresponding coefficient
vector of order one, ‖y‖2 ∼ 1, that is only supported on Ktr

ı :

vh|Ktr
ı

= ξ

d∏
j=1

(
xj − x̂j

h

)p
, (2.33)

In (2.33), p is the order of the discretization and j is the index of the dimension.
In case vh is vector valued ξ is some vector with Euclidean norm ‖ξ‖e = 1,
if vh is a scalar then ξ = 1. Furthermore x̂ ∈ ∂Kı ∩ BRı(Ktr

ı ) – i.e., x̂ lies
in the intersection between the (untrimmed) boundary of Kı and the smallest
ball enclosing Ktr

ı . For example, if there is a vertex in ∂Kı ∩ BRı(Ktr
ı ) (under

assumption 1 there can be at most one), then x̂ coincides with this vertex. Under
assumption 2, we can show that for the function vh according to (2.33), it holds
that:

‖vh‖L∞(Ktr
ı ) ≤

(
2Rı√
dh

)pd
≤
(

2CR√
d

)pd
ηp, (2.34)

and:

‖∇vh‖L∞(Ktr
ı ) ≤

p
√
d

h

(
2Rı√
dh

)pd−1
≤ p
√
d

(
2CR√
d

)pd−1
ηp−1/d

h
, (2.35)

where ‖·‖L∞ denotes the supremum of the Euclidean norm. Recalling assumption
3 and the upper bound for βı given in (2.30), the following bounds hold:
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a1(vh, vh) =
∫
Ktr
ı

∇vh �D∇vhdV ≤ |Ktr
ı |CD‖∇vh‖2L∞(Ktr

ı ) (2.36a)

≤ CDp2d

(
2CR√
d

)2pd−2
hd−2η2p+1−2/d,

a2(vh, vh) ≤
∫

ΓDı
2‖vh‖eCD‖∇vh‖edS (2.36b)

≤ 2|ΓDı |‖vh‖L∞(Ktr
ı )CD‖∇vh‖L∞(Ktr

ı )

≤ 2CΓCDp
√
d

(
2CR√
d

)2pd−1
hd−2η2p+1−2/d,

a3(vh, vh) =
∫

ΓDı
βıvh � vhdS ≤ |ΓDı |βı‖vh‖2L∞(Ktr

ı ) (2.36c)

≤ CΓCβCD

(
2CR√
d

)2pd
hd−2η2p+1−2/d,

which enables us to give an upper bound for the complete FCM norm of the
function specified in (2.33):

‖vh‖2a ≤ Cahd−2η2p+1−2/d, (2.37)

with Ca according to:

Ca = CDp
2d

(
2CR√
d

)2pd−2
+ 2CΓCDp

√
d

(
2CR√
d

)2pd−1
+ CΓCβCD

(
2CR√
d

)2pd
.

(2.38)
Because ‖y‖2 ∼ 1 for the function specified in (2.33), there exists a constant
ca−1 ∼ 1/Ca such that:

‖A−1‖ ≥ ca−1
η−(2p+1−2/d)

hd−2 . (2.39)

Combining (2.32) and (2.39), we obtain the following lower bound for the FCM
condition number:

κ2(A) ≥ caca−1η−(2p+1−2/d). (2.40)

The condition number of matrices originating from FCM formulations is therefore
bounded from below by a constant scaling with η−(2p+1−2/d). The dependence
of the scaling rate on the order of the approximation space conveys that the
combination of FCM with higher-order methods, such as p-FEM and IGA, makes
it particularly susceptible to conditioning problems.
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2.3.3 Numerical test case
To verify the scaling relation (2.40), we consider the finite cell discretization of
Poisson’s problem with Dirichlet conditions on the entire boundary:{

−∆u = f in Ω,
u = gD on ∂Ω,

(2.41)

such that:

a(vh, uh) =
∫

Ω
∇vh ·∇uhdV +

∫
ΓD
− (vhn · ∇uh + uhn · ∇vh)+βvhuhdS. (2.42)

Note that the data f and gD in (2.41) do not appear in the system matrix and
hence are not required for the computation of the condition number. The results
presented in this section pertain to finite cell systems with a local stabilization
parameter βi = 2Ci (see Section 2.2). Results for global stabilization – although
not presented here – demonstrate the validity of scaling relation (2.80) in Ap-
pendix 2.A.

The domain Ω is the unit square (L = 1) with a centered circular exclusion
of radius R, i.e., Ω = {x ∈ (− 1

2 ,
1
2 )2 : |x|e > R}. We partition the embedding

domain (Ω∪Ωfict) with a Cartesian mesh with mesh size h = 1
32 , with the center of

the exclusion positioned at a vertex of the mesh. This is illustrated in Figure 2.2,
where the cells in white do not intersect the physical domain and hence do not
contribute to the system matrix. Note that for graphical clarity the figure is not
to scale. The radius R is taken equal to R =

√
1/8−

√
ηR/2h ≈ 1

4
√

2, such
that a volume fraction of approximately ηR = 5 · 10−3 occurs at the boundary
of the circular exclusion. We consider uniform bivariate B-spline bases [5] of
order p ∈ {1, 2, 3, 4} and Lagrange bases of order p ∈ {1, 2}. The bisection-
based tessellation scheme proposed in [89] with a maximal refinement depth of
two is employed to accurately approximate the geometry of the domain. The
number of Gauss points is selected such that exact integration of all operators is
achieved over the tessellated domain. Figure 2.2 shows the interior (blue circles)
and boundary (red squares) integration points for the linear bases.

To construct scenarios with different volume fractions, the domain is gradually
rotated about the origin while the background mesh remains unmodified. Starting
from a domain in which the outer boundaries are aligned with the mesh, it is
rotated in 100 steps over an angle of 45◦. Because elements with a volume
fraction of ηi ≈ ηR = 5 · 10−3 occur at the boundary of the circular exclusion
regardless of the angle over which the domain is rotated, the minimal volume
fraction η is bounded from above by approximately ηR.

A power algorithm is employed to compute the smallest and largest eigen-
values of the system matrix, and thereby the condition number for every con-
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Figure 2.2: Schematic representation of a unit square domain with circular exclusion.
Cells that intersect the physical domain are depicted in yellow. Volumetric (Gauss)
integration points are indicated in blue and boundary integration points in red.

figuration. The power algorithm is terminated when the Rayleigh quotient of
two subsequent vectors has a relative difference of less than 10−6. The inverse
power method used to compute the smallest eigenvalue, relies on the inversion
of the ill-conditioned finite cell system matrix. The preconditioner developed
in this manuscript is used to reliably execute this inverse power iteration. As
we will elaborate in the next section, the underlying mechanism leading to ill-
conditioning is generally different for B-spline bases and Lagrange bases. As a
result of this difference, the condition numbers for B-spline discretizations can
be computed accurately over the full range of data shown in Figure 2.3, while
machine precision hinders the computation of condition numbers for Lagrange
bases of third and fourth order. As explained at the end of Section 2.4.2, La-
grange bases with p ∈ {3, 4} frequently yield matrices that are singular up to the
machine precision, and are therefore not considered in this example.

Figure 2.3 shows the resulting condition numbers plotted against the volume
fractions. The upper bound of the volume fraction ηR = 5 ·10−3 is observed from
these plots. The predicted scaling rates of the condition number according to
(2.40) are depicted in black. Evidently, the numerical results for all considered
basis functions closely resemble these scaling rates. Also in agreement with the
above derivations is the observation that the condition numbers obtained for
Lagrange bases are very similar to those obtained for B-splines of equal order.
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(a) B-splines (b) Lagrange

Figure 2.3: Condition number vs. the smallest volume fraction for the unit square
with circular exclusion. In (a) B-splines of order p ∈ {1, 2, 3, 4}, and in (b) Lagrange
polynomials of order p ∈ {1, 2}.

2.4 Algebraic preconditioning for FCM
Motivated by the condition number analysis presented above, in this section we
develop an FCM preconditioner. The fundamental observation on which our
developments are based, is that ill-conditioning of finite cell systems is caused by
the occurrence of small eigenvalues in the system matrix A due to small trimmed
cell volume fractions (see (2.39)). Recall that from equations (2.19) and (2.24),
it follows that the smallest eigenvalue for finite cell systems can be expressed as:

λmin = 1
‖A−1‖2

= min
y

‖y‖2A
‖y‖22

= min
vh,y

‖vh‖2a
‖y‖22

, (2.43)

where the function vh ∈ Vh(Ω) corresponds to a vector y ∈ Rn by the relation
vh = ΦTy, with Φ denoting the vector containing all functions in the basis of
Vh(Ω). Hence, ill-conditioning occurs when the basis allows functions vh and cor-
responding vectors y for which ‖vh‖a � ‖y‖2. To improve the conditioning, we
construct an alternative basis, Φ = SΦ, which precludes these large differences
between the norm of functions and the norm of the coefficient vectors. For non-
singular preconditioning matrices S, both Φ and its preconditioned counterpart
Φ span the same approximation space Vh(Ω).

For every function vh ∈ Vh(Ω), there are unique coefficient vectors y and
y such that vh = ΦTy = ΦT y = ΦTSTy, from which it follows that y =
STy. The preconditioned solution x, is obtained by solving the symmetrically
preconditioned linear system A x = b, where the preconditioned system matrix
A and right hand side vector b are given by:
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A = a(Φ,ΦT) = a(SΦ,ΦTST) = Sa(Φ,ΦT)ST = SAST,

b = b(Φ) = b(SΦ) = Sb(Φ) = Sb.
(2.44)

In these expressions, A and b are the system matrix and right hand side vector
corresponding to the original basis Φ. Given an original system Ax = b and
preconditioning matrix S, the resulting symmetrically preconditioned system is:

SASTx = Sb,
x = STx.

(2.45)

In the remainder of this section, we will discuss the development of an effec-
tive FCM preconditioner. In Section 2.4.1, we first identify two sources for the
occurrence of small eigenvalues. Each source of ill-conditioning can be remedied
by a modification of the basis through a preconditioning matrix, which can be
constructed algebraically (based solely on the original system matrix). Because
this preconditioner is not interwoven with the rest of the method, it is robust and
straightforward to automate and implement. Since this preconditioner does not
manipulate the weak form problem or approximation space, the obtained solu-
tion is unaffected, and stability properties of the employed approximation space
(e.g., the inf-sup condition for mixed methods) are maintained. In Section 2.4.2
the implementation of the preconditioner is discussed. Finally, we demonstrate
the effectivity of the SIPIC preconditioner by means of numerical simulations in
Section 2.4.3 and by a comparison to commonly used preconditioning techniques
in Section 2.4.4.

2.4.1 Small eigenvalues: sources and remedies
Diagonal scaling

A small eigenvalue can be caused by the occurrence of a (trimmed) basis function
φ, with a small FCM norm relative to other (possibly untrimmed) basis functions.
This can be inferred from equation (2.43) by considering the standard unit vector
y (‖y‖2 = 1) corresponding to vh = φ. This situation is typical for B-spline basis
functions whose support contains only a single trimmed cell with a small volume
fraction, since all the derivatives up to order p−1 of such basis functions vanish on
the (original) boundaries of that cell. We illustrate this situation in Figure 2.4a,
where the basis function with a small norm (depicted in red) is similar to the
function specified in (2.33).

To remedy this source of small eigenvalues, all basis functions φ are normal-
ized with respect to the norm ‖φ‖a, which yields the modified basis functions
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(a) Original (b) Scaled

Figure 2.4: Second order B-spline basis functions over the domain Ω = (0, 2 1
4 ) created

using the knot vector [0, 0, 0, 1, 2, 3, 3, 3]: (a) before scaling, and (b) after scaling. Note
that the value and derivative of the rescaled function still vanish at x = 2, and that
hence the continuity of the basis is unaffected.

φ∗ = φ/‖φ‖a. This diagonal scaling operation can be cast into the form of a
preconditioning matrix D whose diagonal corresponds to the reciprocal of the
square root of the main diagonal of system matrix A:

D =


1√
A11

. . .
1√
Ann

 =


1

‖φ1‖a
. . .

1
‖φn‖a

 . (2.46)

In Figure 2.4b, we illustrate the effect of this diagonal scaling operation for the
basis Φ in Figure 2.4a, where the preconditioned basis follows from Φ∗ = DΦ.
This operation does not preserve the partition of unity of the basis, but as the
space itself is unaltered and remains polynomially complete, this does not affect
the solution. This also follows from the fact that the preconditioning matrix D is
nonsingular. We note that diagonal preconditioning has also been demonstrated
to be effective in ameliorating similar ill-conditioning problems encountered in
XFEM and weak coupling strategies [144,149].

Local orthonormalization

Even if basis functions are properly scaled, small eigenvalues can occur when the
global linear independence property of two (or more) basis functions is compro-
mised by a trimming operation. This results in the near linear dependence of rows
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and columns of A associated with the trimmed cell basis functions and, accord-
ingly, results in ill-conditioning of A. For example, consider two (scaled) basis
functions, φ∗α and φ∗β , that are very similar with respect to the finite cell norm, i.e.,
‖φ∗α − φ∗β‖a � 1 (or ‖φ∗α + φ∗β‖a � 1), where use is made of ‖φ∗α‖a = ‖φ∗β‖a = 1.
The difference (or sum) of these functions corresponds to a coefficient vector y
with ‖y‖2 =

√
2. From equation (2.43) it then follows that the minimal eigen-

value is bounded from above by 1
2‖φ∗α − φ∗β‖2a � 1 (or 1

2‖φ∗α + φ∗β‖2a � 1). We
refer to this source of ill-conditioning as quasi linear dependence of the trimmed
basis.

In Figure 2.5, we illustrate the problem of quasi linear dependence for a one
dimensional discretization of Poisson’s problem with second order Lagrange basis
functions. We consider the rightmost cell, Ktr

i = (x̂, x̂ + h̃) = (0, 1
16 ), of a

discretization with mesh size h = 1 which is trimmed by a natural boundary
(i.e., no boundary terms). For functions that are only supported on this cell, the
bilinear form is therefore simply a(vh, uh) =

∫
Ω ∂xvh∂xuhdV . While the support

of basis function φ1 extends beyond the trimmed element, the basis functions φ2
and φ3:

φ2 = 4
(
x− x̂
h

)
− 4

(
x− x̂
h

)2
,

φ3 = −
(
x− x̂
h

)
+ 2

(
x− x̂
h

)2
,

(2.47)

are only supported on this cell. On the untrimmed cell, these basis functions are
evidently linearly independent. Hence, for h̃ = h such that η = 1, the a-angle
between φ2 and φ3 is:

| cos(θa)| = |a(φ2, φ3)|
‖φ2‖a‖φ3‖a

=
√

4/7, (2.48)

which is (in absolute sense) significantly smaller than unity. However, when
η = h̃/h� 1, the a-angle is:

| cos(θa)| = | − 1 + 3η − 8
3η

2|√
1− 6η + 44

3 η
2 − 16η3 + 64

9 η
4
≈ 1− 1

6η
2, (2.49)

which reveals a quasi linear dependence. Similar observations can be made when
considering linear combinations of these functions. In the limit of η going to
zero, the local coordinate (x− x̂)/h� 1, which reduces both φ2 and φ3 to linears
on Ktr

i . Figure 2.5c shows the scaled basis functions for η = 1
16 , which can be

formulated as:
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(a) Original on untrimmed cell (b) Original on trimmed cell

(c) Scaled on trimmed cell (d) Orthonormalized on trimmed cell

Figure 2.5: Second order Lagrange basis functions over the right-most cell of the
discretization with h = 1 of a trimmed one-dimensional domain. The volume fraction
of this cell is equal to η = 1

16 .
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φ∗2 = φ2
‖φ2‖a

≈
√
h

η

(
x− x̂
h

)
−
√
h

η

(
x− x̂
h

)2
,

φ∗3 = φ3
‖φ3‖a

≈ −
√
h

η

(
x− x̂
h

)
+ 2

√
h

η

(
x− x̂
h

)2
,

(2.50)

where it is used that ‖φ2‖a ≈ 4
√
η/h and ‖φ3‖a ≈

√
η/h if η � 1. When these

functions are added, the linear term cancels and a function of the form (2.33)
results:

φ∗2 + φ∗3 ≈
√
h

η

(
x− x̂
h

)2
, (2.51)

for which it can be shown that ‖φ∗2 + φ∗3‖a ≈ 4
3η

2 � 1. Hence, the scaled basis
functions φ∗2 and φ∗3 are quasi linearly dependent for small volume fractions η. In
this case, diagonal scaling is not effective in the sense that the upper bound of the
minimal eigenvalue (2.43), and thereby the condition number, remains dependent
on the volume fraction η, leading to ill-conditioning for small volume fractions.
It is noted, however, that the scaling rate is improved with respect to that of the
original system (see (2.40) and Section 2.4.3).

To remedy ill-conditioning due to quasi linear dependence, we propose to or-
thonormalize the quasi linearly dependent functions by the Gram-Schmidt pro-
cedure (see [153] for details). To illustrate how this Gram-Schmidt procedure
can be used to construct a preconditioner, we again consider two quasi linearly
dependent scaled functions, φ∗α and φ∗β . To improve conditioning, the function
φ∗β is made orthogonal to φ∗α with respect to the finite cell inner product:

φ⊥β = φ∗β −
(φ∗β , φ∗α)a
‖φ∗α‖2a

φ∗α = φ∗β − (φ∗β , φ∗α)aφ∗α. (2.52)

In terms of the scaled basis Φ∗, the orthogonalization procedure can be expressed
as a matrix-vector operation:

Φ⊥ = GΦ∗ = GDΦ, (2.53)

where G equals the identity matrix except for the entry:

Gβα = −(φ∗β , φ∗α)a = −[DADT]βα = − Aβα√
AββAαα

. (2.54)

Since the norm of the basis functions is not preserved by the orthogonalization
operation (2.53), in order to avoid improperly scaled basis functions leading to
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ill-conditioning, the orthogonalization procedure is followed by another normal-
ization operation:

Φ = D⊥GΦ∗ = D⊥GDΦ, (2.55)
where D⊥ is the scaling matrix corresponding to A⊥ = GA∗GT = GDADTGT.
The result of this orthonormalization procedure is the preconditioning matrix
S = D⊥GD, which is algebraic by virtue of the fact that the three matrices D⊥,
G and D can all be constructed on the basis of the original system matrix A. We
note that similar procedures have been applied in the context of SGFEM in order
to orthonormalize the additional functions to the existing FEM approximation
space [150].

With higher-order methods or in more than one dimension, it can occur that
more than two functions are quasi linearly dependent, which requires multiple or-
thonormalization steps in the Gram-Schmidt procedure. The above concept can
be applied without fundamental modifications in such cases, which is discussed
in Section 2.4.2. In the absence of boundary contributions to the system ma-
trix, quasi linear dependence predominantly occurs between functions with the
same support in the physical domain. The orthonormalization procedure outlined
above does not change the support of basis functions in that case, and preserves
the sparsity pattern of the system matrix. In the case of Dirichlet boundaries, it
can incidentally occur that a cell is trimmed in such a way that the penalty term
dominates the bilinear form for all functions supported on that cell, including
functions that are also supported on other cells in the physical domain. In these
cases, the Gram-Schmidt procedure may increase the support of basis functions,
causing additional fill-in in the preconditioned system matrix. In our algorithm
we limit this fill-in by appropriately ordering the quasi linearly dependent ba-
sis functions (see Section 2.4.2). The effect of fill-in is studied numerically in
Section 2.4.3.

To identify quasi linear dependencies, the a-angle is used as a measure for
the linear dependence between two basis functions and an orthonormalization
threshold γ is introduced. Two functions with indices α and β are identified as
being quasi linearly dependent if:

| cos(θa(φα, φβ))| = |a(φα, φβ)|
‖φα‖a‖φβ‖a

= |a(φ∗α, φ∗β)| = |[DADT]αβ | > γ. (2.56)

Therefore all quasi linear dependencies are identified by searching the off-diagonal
terms of the scaled matrix DADT for entries larger (in absolute sense) than γ. A
more detailed description of the identification of quasi linear dependencies is given
in Section 2.4.2. A value of γ = 0.9 has been found adequate for all our simula-
tions. Larger values may omit some quasi linear dependencies, resulting in a less
effective preconditioner. Smaller values can tag functions with different supports
as being quasi linearly dependent, causing additional fill-in in the preconditioned
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system, as discussed in the previous paragraph and numerically studied in Sec-
tion 2.4.3. The observed robustness and effectivity of γ = 0.9 does not necessarily
extend to other (non-polynomial) bases or applications (such as XFEM or other
immersed techniques) suffering from similar conditioning problems. Hence, care-
ful selection of γ is required when applying the SIPIC preconditioner in these
situations.

Remark 2.1. To characterize the preconditioner S developed herein, it is first
noted that the inverse of the system matrix is approximated by:

SAST ≈ I or STS ≈ A−1. (2.57)

These identities would be exact if the Gram-Schmidt procedure would be applied
to all basis functions. The developed preconditioner is incomplete in the sense
that only quasi linearly dependent basis functions are orthonormalized. By con-
struction, there exists a permutation matrix P which reorders the rows of S in
such a way that a lower triangular matrix is obtained: L = PSPT. Substitution
in (2.57) yields:

LTL ≈ PA−1PT = [PAPT]−1 = C−TC−1, (2.58)

where use has been made of the property PTP = I of permutation matrices
and C corresponds to the Cholesky decomposition of the permuted matrix, i.e.,
CCT = PAPT. Equation (2.58) conveys that the lower triangular matrix L ap-
proximates the inverse Cholesky decomposition of the permuted matrix, L ≈ C−1,
and that the preconditioner can be written as S = PTLP ≈ PTC−1P. Hence
this preconditioner can be interpreted as the conjugate permutation of an incom-
plete inverse Cholesky decomposition of a permutation of the system matrix. Note
that this permutation is done to reduce fill-in as described in the last paragraph
of Section 2.4.1. Since we apply S symmetrically (see equation (2.44)) we refer
to this technique as Symmetric Incomplete Permuted Inverse Cholesky (SIPIC)
preconditioning.

2.4.2 Preconditioner-construction algorithm
Algorithm 2.1 outlines the construction of the SIPIC preconditioner S. Since this
preconditioner is algebraic, it is constructed solely based on the information con-
tained in the system matrix A. As the SIPIC preconditioner is incomplete in the
sense that only functions that are quasi linearly dependent are orthonormalized,
an orthonormalization threshold parameter γ ∈ [0, 1] is to be provided as input
to the algorithm.
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Algorithm 2.1: SIPIC(A, γ)

1 # initialize
2 S = scale(A) # diagonal scaling
3 I = J = identify(SAST, γ) # initial dependencies

4 # main loop
5 while J 6= ∅ do
6 Σ = group(I, A) # group and order dependencies
7 for σ ∈ Σ do
8 S[σ, σ] = orthonormalize(A[σ, σ])
9 end

10 J = identify(SAST, γ)
11 I = I ∪ J # append current dependencies
12 end

13 return S

The algorithm is initialized with the construction of the scaling matrix D and
the sets I and J that respectively identify the current and total quasi linear
dependencies. Subsequently, the linear dependencies are grouped in Σ, and for
every sorted local group of indices σ ∈ Σ the Gram-Schmidt orthonormalization
procedure is applied. Finally, a check is performed to test if any new quasi linear
dependencies have emerged after this orthonormalization procedure. If this is
the case, these are added to the total set of quasi linear dependencies and the
orthonormalization loop is restarted. Otherwise the construction of the SIPIC
preconditioner is finished. In our simulations, we have observed convergence of
this orthonormalization procedure in at most two iterations, resulting in negligible
computational cost for the construction of the SIPIC preconditioner.

The subroutines in Algorithm 2.1 perform the following operations:
• scale(A) returns the diagonal matrix D according to equation (2.46).

• identify(SAST, γ) locates quasi linear dependencies in the scaled system
SAST (i.e., the diagonal entries are equal to one). As mentioned in Sec-
tion 2.4.1, a measure for the linear dependence of two basis functions with
indices α and β is derived from the Cauchy-Schwarz inequality:

|(φα, φβ)a|
‖φα‖a‖φβ‖a

≤ 1, (2.59)

where equality to one indicates linear dependence. Two basis functions
are identified as being quasi linearly dependent if the absolute value of the
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corresponding off-diagonal term in the scaled system matrix exceeds the
orthogonalization threshold: ∣∣∣[SAST]αβ

∣∣∣ > γ, (2.60)

which – exploiting the symmetry of the system matrix – results in the set
of index pairs of quasi linearly dependent basis functions:

I =
{

(α, β) | α > β,
∣∣∣[SAST]αβ

∣∣∣ > γ
}
. (2.61)

• group(I,A) returns a set (Σ) of non-intersecting sets (σ ∈ Σ) in which
intersecting sets in I are replaced by their union. That is, an element
σ ∈ Σ is a tuple containing the indices of all basis functions that are quasi
linear dependent to each other. This tuple is ordered from the index whose
corresponding row in the system matrix has the least nonzero entries to
the index with the largest number of nonzero row entries in A, in order to
reduce fill-in as described in the last paragraph of Section 2.4.1.

• orthonormalize(Aσ) applies the Gram-Schmidt orthonormalization to
the functions indexed by σ, such that Sσ becomes the inverse Cholesky
decomposition of Aσ and SσAσST

σ becomes the identity matrix. This sub-
routine is outlined in Algorithm 2.2.

Algorithm 2.2: orthonormalize(Aσ)

1 n = size(Aσ) # number of functions in σ
2 Sσ = scale(Aσ) # diagonal scaling

3 # Gram-Schmidt orthonormalization
4 for i ∈ {1, ..., n} do
5 for j ∈ {1, ..., i− 1} do
6 # orthogonalize function i to function j < i

7 Sσ[i, :] -=
(
SσAσST

σ

)
[i, j] Sσ[j, :]

8 end
9 Sσ[i, :] = Sσ[i,:]√

(SσAσST
σ )[i,i]

# rescale

10 end

11 return Sσ
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Instabilities in the construction algorithm can occur when – due to the pres-
ence of cells with extremely small volume fractions – some basis functions become
linearly dependent in the sense that the absolute off-diagonal entries (2.60) are
equal to one up to machine precision. When this occurs, [SAST]αα = 0 for some
index α after orthogonalization, and rescaling will result in a division by zero.
To stabilize the algorithm, a check is performed to test if [SAST]αα > ε before
rescaling. If this is not the case, the function is eliminated by simply deleting
the row α from the preconditioning matrix. The preconditioner S is then no
longer square, but SAST remains square and SPD and is merely reduced in size.
This operation does not influence the quality of the obtained solution, because
the remaining basis functions span the same approximation space up to machine
precision. A value of ε = 102 · eps (with eps the machine precision) was found
to be adequate for all simulations considered in this manuscript.

To give an illustration of these instabilities we consider the following 2 × 2
matrix as an example of a matrix that is singular up to the machine precision:

A =
[

1 1− δ2

1− δ2 1

]
, (2.62)

with some parameter δ � 1 and condition number κ2 = 2/δ2 − 1 � 1. The
SIPIC preconditioner for A can be computed analytically as:

S =
[

1 0
δ2−1
δ
√

2−δ2
1

δ
√

2−δ2

]
. (2.63)

The computation of this matrix by the SIPIC construction algorithm will be
impeded by machine precision errors when δ2 ∼ eps. From (2.62), it is directly
observed that in this case the rows of matrix A become linearly dependent up to
machine precision. In the preconditioner construction algorithm, this results in
the division by zero in the renormalization step after application of the Gram-
Schmidt procedure. For this particular case, the Gram-Schmidt matrix equals:

G =
[

1 0
δ2 − 1 1

]
, (2.64)

which results in the orthogonalized matrix A⊥ = GAGT (since D = diag(A) =
I). Normalization of this matrix results in the division by the square root of the
diagonal:

A⊥22 =
[
δ2 − 1 1

] [ 1 1− δ2

1− δ2 1

] [
δ2 − 1

1

]
= 12 − (1− δ2)2,

(2.65)

which numerically becomes equal to zero when A⊥22 = δ2 ∼ eps.
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(a) B-splines (b) Lagrange

Figure 2.6: Original, scaled and SIPIC-preconditioned condition number vs. the small-
est volume fraction for the unit square with circular exclusion with second order bases.

2.4.3 Numerical test case continued

To test the effectivity of the SIPIC preconditioner, we again consider Poisson’s
problem on the rotating unit square with circular exclusion as introduced in
Section 2.3.3. Besides the original and the SIPIC-preconditioned condition num-
bers, also the condition number after diagonal scaling is computed for second
order (p = 2) B-spline and Lagrange bases. An orthonormalization threshold of
γ = 0.9 is applied.

The results of all simulations are presented in Figure 2.6. It is observed that
the SIPIC preconditioner drastically improves the condition number for all cases
and yields condition numbers independent of the volume fraction (in the sense
that there is no scaling relation). In the case of B-splines, diagonal scaling is
observed to be effective for most configurations. This is explained by the fact
that quasi linear dependencies in B-spline bases are uncommon, since on most of
the trimmed cells there is only a single B-spline basis function whose support is
restricted to that trimmed cell (see Section 2.4.1). This is in contrast to Lagrange
bases, for which quasi linear dependencies are combinatorially more frequent (see
Section 2.4.1). As derived for the one-dimensional example in Section 2.4.1, the
condition number of the Lagrange discretizations after scaling still scales with
η, but with a slope that is gentler than that of the original condition number.
The difference in slope is explained by the fact that all Lagrange basis functions
have non-zero first order derivatives on the boundary of their untrimmed sup-
port. The basis functions that are only supported on the cell with the smallest
volume fraction therefore have a norm of order ‖φ‖2a ∼ η3−2/d = η2. Diagonal
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(a) Condition number (b) Relative additional fill-in

Figure 2.7: Condition number and relative matrix fill-in vs. the smallest volume frac-
tion for the unit square with circular exclusion with cubic B-splines.

scaling consequently increases the magnitude of these functions and the function
corresponding to the smallest eigenvalue by a factor η−1, which explains the ob-
served slope difference of η2. When a global stabilization parameter is applied,
the preconditioner also drastically reduces the condition number. It is observed
that – although not presented here – the preconditioned condition number still
scales with η−1/d however, which is exactly the difference in slope between the
original condition numbers of locally (see (2.40)) and globally (see (2.80)) stabi-
lized systems. The origin of this effect and methods to resolve this are beyond
the scope of this work.

Figure 2.7b presents the system matrix fill-in caused by large boundary con-
tributions (see Section 2.4.1) for two orthonormalization thresholds: γ1 = 0.9
and γ2 = 0.93. Since no fill-in was observed for second order B-spline bases, we
present results for cubic B-splines. The corresponding dependence of the con-
dition number on the smallest volume fraction is shown in Figure 2.7a. The
additional relative fill-in is defined here as the number of additional nonzero en-
tries in the preconditioned system matrix (SAST) divided by the total number of
nonzero entries in the unpreconditioned matrix. For γ1 = 0.9, it is observed that
fill-in remains limited to approximately 1.5%, and that it does not scale with the
smallest volume fraction η. The fill-in can be reduced further at the expense of
performing fewer orthonormalization operations by increasing the orthogonaliza-
tion threshold (see Section 2.4.1). This is indeed observed from the results for
γ2 = 0.93, where fill-in remains limited to approximately 0.5%. Although fewer
orthonormalization operations are performed, it is observed that the effectivity
of SIPIC preconditioning remains unaffected.
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The necessity to increase the threshold is debatable for two reasons:

• The fill-in is small and locally contained. An investigation of the functions
whose support increases because of the preconditioner conveys that these
are all functions for which the bilinear operator is governed by the penalty
term on a small cell. Therefore, the effect is confined to functions that
are originally supported on that small cell, and cannot spread through the
system.

• The fill-in is expected to be a two-dimensional artifact. Under the assump-
tion of mesh regularity, it can be shown that the penalty parameter βi on
a cell is of the order βi ∼ η

−1/d
i h−1. Subject to the same assumption, the

measure of the boundary of the trimmed cell is of order |Γi| ∼ (η1/d
i h)d−1,

such that the total penalty term is of order βi|Γi| ∼ (η1/d
i h)d−2. In two

dimensions therefore βi|Γi| ∼ 1, such that a small trimmed cell (with a
limited volumetric contribution) can still have a large penalty contribution.
In three or more dimensions, however, small cells with small volumetric
contributions will have small penalty contributions as well. As a result,
it is unlikely that the penalty term on a cell with a small volume fraction
dominates the bilinear form for functions that are also supported on other
cells in more than two dimensions.

A detailed study of the sensitivity of the SIPIC preconditioning technique to the
orthonormalization threshold is a topic of further study.

2.4.4 Comparison to alternative preconditioning techniques
To assess the performance of the SIPIC preconditioner for the finite cell method
we have compared it with a selection of commonly used preconditioning tech-
niques, viz. Jacobi preconditioning, incomplete Cholesky preconditioning, and
LU-preconditioning. Note that the considered symmetrically-applied Jacobi pre-
conditioner is equivalent to diagonal scaling, which is an intrinsic part of the
SIPIC preconditioner (see Section 2.4.1). Our performance comparison on one
hand focuses on the effectivity of the preconditioner, which we assess on the ba-
sis of the improvement of the condition number of the system (which is again
computed using a power algorithm). On the other hand we assess the computa-
tional burden of the considered preconditioners based on the relative fill-in of the
preconditioning matrix (or matrices in the case of LU). The relative fill-in of the
preconditioning matrix is defined here as the number of off-diagonal entries in the
preconditioner divided by the total number of nonzero entries in the system ma-
trix. Note that this definition of the relative fill-in of the preconditioning matrix
differs from the definition used for the relative additional fill-in in Figure 2.7b.
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For the SIPIC preconditioner a direct relation exists between the computational
costs in terms of floating point operations and this fill-in definition, in the sense
that the number of floating point operations needed in addition to setting up the
Jacobi preconditioner scales with the fill-in. In practice this implies that – pro-
vided that the fill-in remains small – the computational overhead of the SIPIC
preconditioner is comparable to that of a Jacobi preconditioner, which can be
considered the most favorable from the viewpoint of computational complexity.

For our comparison we again consider the test case introduced in Section 2.3.3,
for which the application of SIPIC was considered in Section 2.4.3. The results
of this comparison are presented in the Figures 2.8 and 2.9. All presented re-
sults are based on the Matlab (2011b) implementation of the commonly used
preconditioners. More specifically, we consider:

• An incomplete Cholesky (ichol) approximation with the same sparsity pat-
tern as the system matrix (type=’nofill’) and without additional row and
column manipulation (michol=’off’). Moreover, the diagonal of the sys-
tem matrix that is fed to the algorithm is multiplied with the maximum
of the row sum of the absolute values of the off-diagonal terms divided by the
diagonal term to ensure diagonal dominance (diagcomp=max(sum(abs(A),2)
./diag(A))-2). Without this optional argument, the incomplete Cholesky
preconditioner fails due to the fact that the system matrix is only very
slightly positive definite;

• A Modified incomplete Cholesky (ichol with the option michol=’on’) ap-
proximation, similar to the aforementioned incomplete Cholesky precon-
ditioner, but with the diagonal of the Cholesky factorization manipulated
such that the row and column sum of the preconditioner are equal to the
row and column sum of the system matrix;

• An incomplete LU (ilu) preconditioner with the same sparsity pattern
as the system matrix (type=’nofill’) and without additional row and
column manipulation (milu=’off’). Note that since this preconditioner is
not symmetric, the power algorithm used to compute the condition number
is applied to the matrix

(
L−1AU−1)T (L−1AU−1), the condition number

of which is equal to the square of that of the LU-preconditioned system
matrix;

• A row/column-modified incomplete LU (ilu with the option milu=’row’ or
milu=’column’). This is similar to a standard incomplete LU-preconditioner,
but with the diagonal of U manipulated such that the row/column sum of
the preconditioner is equal to the row/column sum of the system matrix.
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(a) B-splines (b) Lagrange

Figure 2.8: Condition numbers vs. the smallest volume fraction for the unit square
with circular exclusion with second order bases.

(a) B-splines (b) Lagrange

Figure 2.9: Relative fill-in vs. the smallest volume fraction for the unit square with
circular exclusion with second order bases.
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It is noted that the employed Matlab preconditioner implementations also provide
the possibility for setting a threshold drop tolerance. This setting is, however,
not practical, since to avoid breakdown of the algorithm due to ill-conditioning
of the system matrix, the threshold drop tolerance has to be set so low that
the resulting system loses its sparsity. This problem could be ameliorated by
restoring the diagonal dominance of the system matrix as discussed above for the
incomplete Cholesky preconditioner. However, this approach is not effective, as
it will neglect small off-diagonal elements, which are essential for improving the
system conditioning since these (in combination with diagonal elements of the
same magnitude) cause quasi linear dependencies. From the condition numbers
presented in Figure 2.8, it is observed that incomplete LU-hardly improves the
condition number and that incomplete Cholesky performs better than Jacobi, but
does not manage to resolve the quasi linear dependencies in all cases. Overall it
is observed that SIPIC is the most effective preconditioner in all considered cases,
where it should be noted that (modified) incomplete Cholesky preconditioning is
also very competitive in terms of its effectivity for a significant number of test
cases. The relative fill-in results are presented in Figure 2.9. By construction,
the relative fill-in of the incomplete LU-factorizations is approximately one (this
is the sum of the lower and upper diagonal matrices) and the relative fill-in of
the incomplete Cholesky preconditioners is approximately a half. The SIPIC
preconditioner is observed to be considerably sparser, with a relative fill-in of at
most a few percent.

In summary, it is observed that the SIPIC preconditioner is considerably more
effective in terms of improving the condition number than Jacobi and incomplete
LU-preconditioning. While incomplete Cholesky preconditioning can compete
with SIPIC in terms of effectivity, these preconditioners lead to considerably
larger fill-in ratios. An additional advantage of SIPIC compared to the other
preconditioners is that it is an approximation of the inverse of the system matrix
instead of an approximation of the system matrix itself. As a result, with SIPIC
preconditioning, the preconditioned system can be computed explicitly and has
a minimal additional fill-in, such that it does not induce extra cost to an itera-
tive step in the solver. In contrast, the other preconditioning techniques, besides
Jacobi, approximate the system matrix itself with lower and upper diagonal ma-
trices. Accordingly, these preconditioning techniques require the solution of a
lower diagonal and an upper diagonal system in every iterative step.

2.5 Numerical examples
The numerical simulations presented in the previous sections have demonstrated
the effectivity of the SIPIC preconditioning technique for Poisson’s problem as a
model problem. To demonstrate that the condition number estimate and precon-
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ditioning solution are applicable to the broader class of symmetric and coercive
unfitted Galerkin formulations, the test cases in this section involve problems of
linear elasticity. While the simulations in Sections 2.3.3, 2.4.3 and 2.4.4 had a
strong focus on studying the condition number, in this section we will demon-
strate that SIPIC preconditioning also enables robust finite cell analyses using
iterative solvers.

Since the considered finite cell systems are symmetric positive definite, a Con-
jugate Gradient (CG) solver is used. As discussed in Section 2.3, preconditioning
of the finite cell system results in faster convergence of the solver (see (2.17)).
Moreover, for well-conditioned systems the residual provides an adequate mea-
sure for the error in the energy norm (see (2.18)). As a result, for the same
CG tolerance, the energy norm error of a well-conditioned system is generally
expected to be smaller than that of an ill-conditioned system. These two benefi-
cial effects of preconditioning enable the computation of high-accuracy finite cell
approximations.

For the simulations presented in this section, the solver performance and ac-
curacy aspects of finite cell preconditioning are discussed in the context of mesh
convergence studies. Section 2.5.1 considers the elastic analysis of a square with
a circular exclusion. Since condition numbers can be computed for this two-
dimensional test case, it is also used to demonstrate that the results presented
in the previous sections extend to linear elasticity. Furthermore, this section
contains a further comparison of the SIPIC preconditioner to the other precon-
ditioners introduced in Section 2.4.4, regarding both the effect on the condition
number and the solver performance. Section 2.5.2 studies the performance of
SIPIC preconditioning for a three-dimensional linear elasticity problem.

2.5.1 Square with a circular exclusion

We consider the linear elastic analysis of a uniaxially-loaded infinite domain with
a circular exclusion with radius R = 3/(2π) (Figure 2.10a). Under plane strain
conditions, the displacement field u = (ux, uy) corresponding to a unit horizontal
traction loading is given by:

ux = x

µ

(
(2µ+ λ)r2 + (µ− λ)R2

4(µ+ λ)r2 +
3
4R

4 + x2R2

r4 − x2R4

r6

)
, (2.66a)

uy = y

µ

(−λr2 + (µ+ 3λ)R2

4(µ+ λ)r2 −
3
4R

4 + y2R2

r4 + y2R4

r6

)
, (2.66b)
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(a) Analytical solution (b) Mesh orientation

Figure 2.10: A square with a circular exclusion is rotated over 45◦ with respect to a
Cartesian mesh. The Neumann and Dirichlet data on ΓN and ΓD, respectively, match
the exact solution of the infinite domain problem.

with r =
√
x2 + y2 and Lamé parameters λ = µ = 1. This exact solution is

reproduced on a truncated domain by considering the strong formulation:
−div(σ(u)) = 0 in Ω,
σ(u) · n = gN on ΓN ,
u = gD on ΓD,

(2.67)

with boundary data gD and gN set in accordance with the analytical solution of
the infinite domain problem (2.66). The Cauchy stress is related to the displace-
ment field by Hooke’s Law, σ(u) = λdiv(u)I + 2µ∇su, with ∇s the symmetric
gradient operator.

In view of symmetry, only a square of length L = 1 is considered (Fig-
ure 2.10a). This square is rotated over an angle of 45◦ with respect to the
Cartesian mesh with size h in which it is immersed (Figure 2.10b). Quadratic
B-spline spaces are constructed over a sequence of ten uniformly refined meshes,
starting with cells of size h = 1. The number of elements that intersect the do-
main ranges from 4 on the coarsest mesh to 216 672 on the finest mesh. Similar to
the test case in Section 2.3 and 2.4, the exact geometry of the domain is again ap-
proximated by a bisection-based tessellation scheme on which exact integration is
performed (see [89] for details). To preserve the geometry parametrization pro-
vided by the bisection-based tessellation scheme, the maximal recursion depth
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is reduced with each mesh refinement. On the finest mesh (nine refinements)
trimmed cells are directly triangulated for integration purposes. Note that exact
geometric representation of the domain would yield homogeneous Neumann data:
gN = 0. However, since the employed tessellation is only an approximation of
the exact geometry, a (small) traction is applied along the circular boundary in
accordance with (2.66) and the approximate geometry.

In contrast to the weak form introduced in Section 2.2, the weak form for
(2.67) contains two separate stabilization parameters following [23]:

a(vh, uh) =
∫

Ω
∇svh : σ(uh)dV

+
∫

ΓD
−
(
vh · σ(uh) · n+ uh · σ(vh) · n

)
dS

+
∫

ΓD

(
βλvh · (n⊗ n) · uh + βµvh · uh

)
dS, (2.68a)

b(vh) =
∫

ΓN
vh · gNdS +

∫
ΓD
−gD · σ(vh) · ndS

+
∫

ΓD

(
βλvh · (n⊗ n) · gD + βµvh · gD

)
dS, (2.68b)

with separate local stabilization parameters βλ = 2λCλ > λCλ and βµ = 4µCµ >
2µCµ for Cλ and Cµ according to:

Cλi = max
vh∈Vh(Ki)

∫
ΓD
i

div(vh)2dS∫
Ktr
i

div(vh)2dV ,

Cµi = max
vh∈Vh(Ki)

∫
ΓD
i
‖∇svh · n‖2edS∫

Ktr
i
‖∇svh‖2edV

.

(2.69)

Figure 2.11 shows the original and SIPIC-preconditioned condition numbers
versus the smallest volume fraction (Figure 2.11a) and the mesh size (Figure 2.11b).
The scaling relation (2.40) for the original system is clearly observed from Fig-
ure 2.11a, despite the fact that the mesh size h is varied. One can observe that the
SIPIC-preconditioned condition number is essentially independent of the minimal
volume fraction. Both observations are in agreement with the numerical results
in Section 2.4.3. Figure 2.11b shows the same data versus the mesh size h. The
observed relation between the original condition number and the mesh size can
be conceived of as an induced effect, due to a correlation between the mesh size h
and smallest volume fraction η, viz. in general smaller minimum volume fractions
can be expected when the number of trimmed cells is increased (by h-refinement).
An important observation from Figure 2.11b is that SIPIC preconditioning re-
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(a) vs. the smallest volume fraction (b) vs. the mesh size

Figure 2.11: Original and SIPIC-preconditioned condition numbers for the square
with a circular exclusion with second order B-spline bases.

sults in a scaling relation κ2(SAST) ∝ h−2, which resembles that of standard
finite elements [152].

The performance of the SIPIC preconditioner is studied further in Figure 2.12.
Figure 2.12a displays the convergence of the CG solver for the finest mesh (438 756
degrees of freedom) with and without SIPIC preconditioning. The original condi-
tion number κ2(A) ≈ 1027, whereas the SIPIC-preconditioned condition number
equals κ2(SAST) ≈ 105. Both the residual (‖b − Axi‖2, solid lines) and the
error in the energy norm (‖x−xi‖A, dashed lines) are shown. As expected from
equation (2.17), it is indeed observed that the SIPIC-preconditioned system con-
verges significantly faster than the original system. For a CG solver tolerance
of 10−6, the preconditioned system requires approximately 50 times fewer itera-
tions. Furthermore, following equation (2.18), it is observed that the correlation
between the residual and the energy norm error is stronger in the preconditioned
system. For the same tolerance, the energy norm error in the original system is
substantially larger than the energy norm error in the preconditioned system.

An important effect of the stricter correlation between the residual and the
energy norm error for preconditioned systems is visible in Figure 2.12b. In this
figure, we study the mesh convergence by plotting the strain energy of the er-
ror, E(u − uh) = 1

2∇s(u − uh) : σ(u − uh), against the mesh size for various
CG solver tolerances (ranging from 3 × 10−11 to 745 × 10−11). The CG solver
terminates when either the relative residual (‖b −Axi‖2/‖b‖2) or the absolute
residual (‖b − Axi‖2) reaches the specified tolerance, or when the number of
CG iterations exceeds 100 000. One can observe that for the original system,
the error due to not solving the linear system with sufficient accuracy becomes
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(a) CG iterations (b) Mesh convergence

Figure 2.12: Original and SIPIC-preconditioned finite cell results for the square with
a circular exclusion with second order B-spline bases: (a) Convergence of the residual
and energy norm error vs. the CG iterations on the finest mesh; (b) Convergence of the
strain energy error under mesh refinement for various CG solver tolerances.

dominant when the mesh is refined. For these ill-conditioned systems, the pre-
cision with which the linear system can be solved hinders mesh convergence of
the strain energy error under mesh refinement. Improving the accuracy of the
original system’s solution by lowering the CG tolerance is not a practical solution
to this problem, since the number of iterations required to reach convergence of
the CG solver (and thereby the computational effort) increases dramatically. For
the the finest mesh with the smallest considered tolerance, a converged result
was not obtained within 100 000 CG iterations (indicated by the dashed line in
Figure 2.12b). The SIPIC preconditioner improves the quality of the solution
measured in the strain energy of the error, and asymptotic convergence under
mesh refinement is observed even for relatively large CG solver tolerances. The
observed rate of mesh convergence of the strain energy error of h4 resembles the
optimal rate for standard finite elements of order p = 2.

Figure 2.13 compares the effectivity of the SIPIC preconditioner to the al-
ternative preconditioners discussed in Section 2.4.4. The condition number with
incomplete LU remains strongly dependent on the volume fraction. The incom-
plete Cholesky and Jacobi preconditioning perform considerably better and yield
virtually identical results. For all considered cases SIPIC yields the lowest condi-
tion number. On some of the considered meshes Jacobi and incomplete Cholesky
preconditioning give similar results, by virtue of the fact that the condition num-
ber on these meshes is only weakly affected by quasi linear dependencies.
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(a) vs. the smallest volume fraction (b) vs. the mesh size

Figure 2.13: Original and preconditioned condition numbers for various precondition-
ers for the square with a circular exclusion with second order B-spline bases.

(a) Relative off-diagonal elements (b) Required number of iterations

Figure 2.14: Required number of iterations and fill-in of various preconditioners
against the mesh size for the square with circular exclusion with second order bases.
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Figure 2.14 shows the relative number of off-diagonal elements in the precon-
ditioner (a) and the required number of iterations to obtain a solution with an
energy norm error smaller than 10−7 (b). Again, we define the relative fill-in
as the number of off-diagonal entries in the preconditioner divided by the total
number of nonzero entries in the system matrix. Similar to the results in Sec-
tion 2.4.4 the relative fill-in of the incomplete LU factorizations (for both factors
together) is approximately one and the relative fill-in of the incomplete Cholesky
factorizations is approximately a half. The SIPIC preconditioner is considerably
sparser and the relative number of off-diagonal elements is observed to be approx-
imately proportional to h. This can be explained by the fact that quasi linear
dependencies can only occur among trimmed functions, and the relative number
of functions whose support is intersected by the boundary scales with h. Jacobi
preconditioning is not displayed in this figure, as it does not have any off-diagonal
elements.

Figure 2.14b conveys that all considered preconditioning techniques effectively
improve the convergence behavior, in the sense that the required number of iter-
ations to reduce the energy norm error below 10−7 is significantly smaller than
for the unpreconditioned system. Again the results for the incomplete Cholesky
factorizations and the Jacobi preconditioner are virtually identical. The SIPIC
preconditioner converges slightly faster, as is expected from the condition num-
bers in Figure 2.13. It should be noted that, even with the same number of re-
quired iterations, Jacobi preconditioning and SIPIC are computationally cheaper
than incomplete Cholesky. This is because the latter is less sparse and approxi-
mates the system matrix itself, while Jacobi and SIPIC are sparser and directly
approximate the inverse (see Section 2.4.4). Note that incomplete LU precondi-
tioning does not give a symmetric positive definite system and, accordingly, the
conjugate gradient method cannot be applied.

2.5.2 Quarter solid torus

We consider the linear elastic analysis of a quarter of a three-dimensional solid
torus (Figure 2.15). The radius of the torus, measured from its axis of revolution
(z-axis) to the center of its circular cross-sectional area, is equal to R = 2. The
radius of the cross-section is equal to r = 1

2
√

2. On the bottom boundary (ΓDn ,
y = 0) only the normal (y-)component of the displacement is constrained. On the
left boundary (ΓDt , x = 0) the downward (y-)displacement is prescribed, while
the displacement in the z-direction is constrained. This boundary can move freely
in the normal (x-)direction.
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(a) (b)

Figure 2.15: Problem setup for a quarter of a solid torus with radius of revolution R
and cross-sectional radius r. The flat ends of the quarter torus coincide with the mesh.
The stress magnitude is defined as the Euclidean norm of the Cauchy stress tensor, and
the displacements in (b) are scaled.

The strong formulation is given by:
−div(σ) = 0 in Ω,
u · n = 0 and Pσ · n = 0 on ΓDn ,
Pu = PgD and n · σ · n = 0 on ΓDt ,
σ · n = 0 on ∂Ω \ (ΓDn ∪ ΓDt ),

(2.70)

with projection operator P, Pξ = ξ−(n⊗n)·ξ, and Dirichlet data gD = (0, 0,−1).
Note that this condition is only applied on the tangential (left) boundary ΓDt , as
on the normal (bottom) boundary ΓDn homogeneous Dirichlet conditions are ap-
plied. The Cauchy stress tensor is related to the displacement field by Hooke’s law
with Lamé parameters λ = µ = 1. Note that this problem is underconstrained
as it permits for a rigid body translation in the x-direction and an infinitesimal
rigid body rotation around the y-axis. Herein, these rigid body modes are au-
tomatically accounted for by the employed CG solver. Also, the analysis only
considers the strain energy, which is independent of the rigid body modes.

The solid torus is immersed in a Cartesian mesh with size h that is aligned with
the coordinate system in Figure 2.15a. Quadratic B-spline spaces are considered
over a sequence of six uniformly refined meshes, starting with a mesh of size
h = 1. Again the domain is approximated and integration is performed according
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to a tessellation scheme [89]. The recursion depth for the tessellation scheme is
equal to five on the coarsest mesh, and is decreased upon mesh refinement to
preserve the geometry parametrization. The number of elements that intersect
the computational domain ranges from 16 on the coarsest mesh to 168 928 on the
finest mesh.

The operators for the finite dimensional weak formulation (2.3) corresponding
to problem (2.70) – with the Dirichlet boundary conditions imposed by Nitsche’s
method – are given by:

a(vh, uh) =
∫

Ω
∇svh : σ(uh)dV

+
∫

ΓDn
−
(
vh · (n⊗ n) · σ(uh) · n+ uh · (n⊗ n) · σ(vh) · n

)
dS

+
∫

ΓDn
(βλ + βµn)vh · (n⊗ n) · uhdS

+
∫

ΓDt
−
(
vh · Pσ(uh) · n+ uh · Pσ(vh) · n

)
dS

+
∫

ΓDt
βµt vh · PuhdS, (2.71a)

b(vh) =
∫

ΓDt
−gD · Pσ(vh) · ndS

+
∫

ΓDt
βµt vh · PgDdS. (2.71b)

The local stabilization parameters are taken as βλ = 2λCλ > λCλ, βµn = 4µCµn >
2µCµn , and βµt = 4µCµt > 2µCµt . Provided that each trimmed cell intersects with
at most one type of Dirichlet boundary, the constants Cλ, Cµn , and Cµt satisfy:

Cλi = max
vh∈Vh(Ki)

∫
ΓD
i

div(vh)2dS∫
Ktr
i

div(vh)2dV ,

Cµn,i = max
vh∈Vh(Ki)

∫
ΓD
i

(n · ∇svh · n)2dS∫
Ktr
i
‖∇svh‖2edV

,

Cµt,i = max
vh∈Vh(Ki)

∫
ΓD
i
‖P∇svh · n‖2edS∫
Ktr
i
‖∇svh‖2edV

.

(2.72)

The weak imposition of Dirichlet constraints in normal or tangential direction by
means of the above operators has, to the best of our knowledge, not been reported
in literature. Since the Dirichlet boundaries are aligned with the Cartesian mesh,
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(a) Nitsche BCs (b) Strong BCs

Figure 2.16: Convergence of the residual and energy norm error vs. the solver itera-
tions for the original and SIPIC-preconditioned finite cell systems of the quarter solid
torus problem with second order B-spline bases and a mesh size of h = 0.03125 (592 680
degrees of freedom). Boundary conditions are (a) imposed using Nitsche’s method, and
(b) strongly imposed through the approximation space.

the Dirichlet constraints can also be imposed strongly by using open knot vectors
in the parametric directions corresponding to the x- and y-axes. This enables us
to compare weak imposition of boundary conditions using Nitsche’s method to
(traditional) strong enforcement of boundary conditions.

On the finest mesh, the number of degrees of freedom is equal to 592 680,
which makes the computation of condition numbers impractical. Therefore, we
will focus on the performance of the preconditioned iterative solver and the effect
of SIPIC preconditioning on the mesh convergence behavior. Figure 2.16 displays
the CG solver convergence on the finest mesh, for both impositions of boundary
conditions. One can observe that the convergence of the CG method is very sim-
ilar for the formulations with weakly and strongly imposed boundary conditions,
for both the original and the SIPIC-preconditioned system. However, a signifi-
cant difference between the convergence behavior of CG for the original and the
preconditioned system is observed. SIPIC preconditioning reduces the number of
CG iterations to reach a residual of 10−7 by more than a factor of 100 relative to
the original system. Moreover, SIPIC preconditioning improves the correlation
between the residual (‖b−Axi‖2) and the energy norm error (‖x−xi‖A). The ef-
fect of the stricter correlation between the residual and the energy norm error for
preconditioned systems is visible in Figure 2.17, which studies mesh convergence
of the error in the strain energy using a solver tolerance of 9.5 ·10−7. The error in
the strain energy is defined as the absolute difference in strain energy compared to



62 Chapter 2: Conditioning of immersed finite element methods

Figure 2.17: Convergence of the strain energy under mesh refinement for the original
and SIPIC-preconditioned finite cell results for the quarter solid torus problem with
second order B-spline bases. A CG solver tolerance of 9.5 · 10−7 is used.

an overkill solution that is computed on the finest mesh with cubic B-splines (i.e.,
|E(uoverkill) − E(uh)| with E(u) = 1

2∇su : σ(u)). Figure 2.17 clearly illustrates
that ill-conditioning of the original system impedes asymptotic mesh convergence
and hinders the computation of high-accuracy solutions. Using SIPIC precondi-
tioning, optimal asymptotic mesh convergence behavior is observed. The rates
of mesh convergence for both weakly and strongly imposed Dirichlet boundary
conditions closely resemble the optimal rate of h4 for standard finite elements,
despite the fact that the mesh convergence rate can be affected by e.g., the mesh
dependent bilinear forms considered herein, or by a lack of accuracy in the overkill
solution.

2.6 Concluding remarks

In this work, we have rigorously established a scaling relation for the condition
number of second order elliptic finite cell systems. This scaling relation reveals
that the condition number is inversely proportional to the smallest trimmed cell
volume fraction, a result which confirms observations reported in the literature.
Since this inverse proportionality scales with the power of 2p, with p the order
of the considered basis functions, ill-conditioning problems become particularly
apparent when higher-order methods (e.g., IGA or p-FEM) are considered. The
obtained scaling relation is valid for locally stabilized systems, independent of the
type of boundary conditions. For globally stabilized systems, an even stronger
dependence of the condition number on the volume fraction is observed.
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We have developed the SIPIC preconditioning technique (Symmetric Incom-
plete Permuted Inverse Cholesky), which effectively improves the conditioning of
finite cell systems. This improved conditioning has been observed directly in con-
dition number computations and indirectly in the iterative solver performance.
On one hand, the preconditioner applies diagonal scaling to the applied basis to
avoid ill-conditioning due to small (in the finite cell norm) basis functions. On
the other hand, ill-conditioning due to quasi linearly dependent basis functions
is mitigated by the application of local Gram-Schmidt orthonormalization. The
preconditioner is constructed at negligible computational cost and is solely based
on information from the finite cell system matrix, which makes it algebraic. By
virtue of this algebraic nature, it is straightforward to implement as it is non-
intrusive in the rest of the numerical code. Applying the preconditioner does
not yield significant fill-in to the finite cell system matrix. For locally stabilized
systems, we found that the condition number of the SIPIC-preconditioned sys-
tem matrix is independent of the smallest trimmed cell volume fraction, which is
essential to enable robust solutions of finite cell systems. Although it is observed
that for globally stabilized formulations a slight dependence of the condition num-
ber on the smallest volume fraction remains, the preconditioning technique also
dramatically improves the conditioning of such systems.

The performance of the SIPIC preconditioner has been assessed in a compar-
ison to a selection of commonly used preconditioners. We note that in particular
incomplete Cholesky preconditioning is observed to be competitive with SIPIC
for a large number of test cases, provided that diagonal dominance of the ma-
trix fed to the construction algorithm is ensured by increasing the values on its
main diagonal. However, we observe that the robustness of SIPIC is unmatched
by incomplete Cholesky preconditioning (and all other considered precondition-
ers), in the sense that in a significant number of test cases the condition number
improvement of the other preconditioners is sub-optimal compared to SIPIC.
This sub-optimality is explained by the fact that incomplete Cholesky fails to
detect quasi linear dependencies in some cases, and Jacobi preconditioning ig-
nores quasi linear dependencies altogether. Moreover, SIPIC is observed to have
a significantly lower relative matrix fill-in compared to incomplete Cholesky and
incomplete LU preconditioning. Evidently, the observed robustness in condition
number improvement and minimal fill-in of the SIPIC preconditioner stem from
the fact that it is completely tailored to immersed systems, this in contrast to
the other preconditioners considered in the comparison.

Herein we have restricted ourselves to finite cell systems. However, the sources
of ill-conditioning indicate that similar condition number scaling relations hold
for other immersed methods, enriched finite element methods such as XFEM and
weak coupling strategies, e.g., [38,65,149]. We expect the SIPIC preconditioning
technique to also be effective for such problems. In this study, we considered
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piecewise polynomial bases, but the SIPIC preconditioning technique may also
be effective with other types of bases. A particular point of attention for the
application of SIPIC to different methods or approximation spaces is the selection
of an appropriate orthonormalization threshold.

The current work has been restricted to symmetric positive definite systems,
such that the bilinear form is an inner product with induced norm. Evidently, this
covers a large variety of problems in computational mechanics. However, prob-
lems such as convection-dominated flows and mixed problems such as (Navier-
)Stokes flows and incompressible elasticity are not within the range of applicabil-
ity of this work. Generalization of the developments in this manuscript to such
problems is a topic of further study.

2.A Upper bounds of the boundary operators
Under the assumptions in Section 2.3, we can bound a2(·, ·) and a3(·, ·) from
above. For the polynomial basis in Section 2.3.2, we additionally assume that
∃CV (∼ 1), independent of mesh size h, such that for every basis function φ in
basis Φ it holds that:

‖φ‖L∞ ≤ CV and ‖∇φ‖L∞ ≤
CV
h
. (2.73)

On cell Ki we can then bound a2
i (·, ·) and a3

i (·, ·):

a2
i (φ, φ) ≤

∫
ΓD
i

2‖φ‖eCD‖∇φ‖edS ≤ 2|ΓDi |‖φ‖L∞CD‖∇φ‖L∞ (2.74a)

≤ 2CΓCDC
2
Vh

d−2η
d−1
d

i ,

a3
i (φ, φ) =

∫
ΓD
i

βiφ
2dS ≤ |ΓDi |βi‖φ‖2L∞ ≤ CΓCβCDC

2
Vh

d−2η
d−2
d

i . (2.74b)

For d ≥ 2, the inequalities in (2.74) can be aggregated as:

a2
i (φ, φ) + a3

i (φ, φ) ≤ Ca23
i
hd−2η

d−2
d

i ≤ Ca23
i
hd−2, (2.75)

with Ca23
i

= (2 + Cβ)CΓCDC2
V . A similar derivation conveys that for the cross

term between two different basis functions φα and φβ :

a2
i (φα, φβ) + a3

i (φα, φβ) ≤ Ca23
i
hd−2. (2.76)

The number of functions that is supported on a cell is (p + 1)d for all piecewise
polynomial spaces and the number of cells that support a function is is at most
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(p + 1)d for B-splines and 2d for most other bases. This bounds the sum of all
terms per function by Ca23hd−2, with Cspline

a23 = (p + 1)2dCa23
i

for B-splines and
by Cother

a23 = (p+ 1)d2dCa23
i

for most other bases. As a result:

‖
[
a2(Φ,ΦT) + a3(Φ,ΦT)

]
y‖2 ≤ Ca23hd−2‖y‖2, (2.77)

such that:
max
vh,y

a2(vh, vh) + a3(vh, vh)
yTy ≤ Ca23hd−2. (2.78)

The bounds in (2.31) follow directly from (2.78). Inequality (2.78) also follows
directly from Hölders inequality. Because the sum of all terms per function is
bounded by Ca23hd−2, this value also bounds the ‖ · ‖∞ norm and the ‖ · ‖1 norm
(due to symmetry) of matrix

[
a2(Φ,ΦT) + a3(Φ,ΦT)

]
. By Hölders inequality

this implies ‖
[
a2(Φ,ΦT) + a3(Φ,ΦT)

]
‖2 ≤ Ca23hd−2.

When a global stabilization parameter is applied (2.74b) no longer holds,
because the bound for β does not depend on ηi but on η. Because β is proportional
to h−1η−1/d, we can bound it from below by β > cβh

−1η−1/d for some 0 < cβ .
For a coefficient vector x with the coefficients of basis functions supported on
ΓD set to 1 and all other coefficients set to 0, we have uh|ΓD = 1 such that
a3(uh, uh) = β|ΓD| > cβh

−1η−1/d|ΓD| and ‖x‖22 < Clift|ΓD|h1−d for some 0 <
Clift. With this, we can form the following bound:

max
vh,y

a3(vh, vh)
yTy ≥ a3(uh, uh)

xTx >
cβ
Clift

hd−2η−1/d (2.79)

Therefore, the condition number of globally stabilized systems is estimated by:

κ2(A) ≥ cη−(2p+1−1/d), (2.80)

which is different from (2.40) and explains the different slope that is observed
when global stabilization is applied in Section 2.3.3 and 2.4.3.





Chapter 3

Preconditioning immersed
finite element methods

The previous chapter has demonstrated the cause of the conditioning problems
that immersed finite element methods generally suffer from, when cut elements
intersect the physical domain only on a small fraction of their volume. This
chapter presents a dedicated additive Schwarz preconditioner that targets the
underlying mechanism causing the ill-conditioning of these methods. This pre-
conditioner is applicable to problems that are not symmetric positive definite and
to mixed problems. A motivation for the construction of the additive Schwarz
preconditioner is provided, and a detailed numerical investigation into the effec-
tiveness of the preconditioner is presented for a range of mesh sizes, isogeometric
discretization orders, and partial differential equations.

This chapter is reproduced from [154]: F. de Prenter, C.V. Verhoosel, and E.H. van Brum-
melen. Preconditioning immersed isogeometric finite element methods with application to flow
problems. Computer Methods in Applied Mechanics and Engineering, 2019.

67
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3.1 Introduction

Immersed or unfitted finite element methods have been demonstrated to have
great potential for problems that are posed on domains for which traditional
mesh-fitting techniques encounter problems, such as prohibitively large meshing
costs or the necessity for manual intervention. In recent years, immersed methods
– such as the finite cell method [40], CutFEM [48] and immersogeometric anal-
ysis [46] – have been a valuable companion to isogeometric analysis [5] as they
enable computations on volumetric domains based on the availability of merely
a CAD surface representation [22, 44] or voxelized geometries [42]. Additionally,
immersed techniques can be considered as a natural way to incorporate CAD
trimming curves in the design-through-analysis cycle [23–25,27]. Flow problems
on immersed grids have been studied for decades, see e.g., the pioneering work
in [31, 155] and the more recent review article [156]. Contemporary work on
immersed flow problems involves numerous applications, such as: flows around
complex (CAD) objects [69,72,76]; fluid-structure interaction with large deforma-
tions [66, 67, 71, 77, 81–83]; multiphase flows [70]; topology optimization [99] and
flow problems on scanned domains such as, e.g., imbibition into porous media or
biomechanical applications [45–47].

A disadvantage of immersed finite element methods is that they can re-
sult in severely ill-conditioned matrices when the system contains elements that
only intersect the physical domain on a small fraction of their volume, see e.g.,
[23, 42, 49, 50, 55, 66, 78, 115, 137, 144]. Ill-conditioning caused by small volume
fractions is not exclusive to immersed finite element methods, and also occurs in
the generalized or extended finite element method (GFEM/XFEM) [32–37] and
in the immersed finite volume method [157].

Multiple techniques exist to resolve the conditioning problems of immersed
finite element methods. A fictitious domain stiffness was already applied at
the introduction of the finite cell method in [40]. In recent years, the most
prominent resolutions to the conditioning problems are the application of ghost
penalties and element aggregation techniques. The ghost penalty weakly cou-
ples the problematic trimmed basis functions to basis functions on neighboring
elements through penalties on the jump of (higher-order) derivatives on element
boundaries [48,50] or through volumetric penalization of differences between the
solution on a cut element and extrapolations or projections of the solution on
neighboring elements [49, 136]. The application of ghost penalties is customary
in methods referred to as CutFEM. Aggregation type techniques work in a sim-
ilar manner, but strongly couple the basis functions on a cut element to basis
functions on a particular larger element with a sufficiently large intersection with
the physical domain [53–55,78,119,120,122–124]. With respect to the condition-
ing problems in GFEM and XFEM, a notable technique is the Stabilized GFEM
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(SGFEM) [150,158], which modifies the enrichment functions such that these are
approximately orthogonal to the standard finite element basis functions. This
concept of precluding the conditioning problems in GFEM and XFEM through
the construction of the enrichment functions is adopted in e.g., [159–161].

In this manuscript, we resolve the ill-conditioning problem of immersed fi-
nite element methods by preconditioning of the linear system of equations. This
approach has the advantage that it is less intrusive in comparison to the above-
mentioned approaches, by virtue of the fact that only the linear algebra aspect of
the code is affected. Although the research on preconditioning of immersed iso-
geometric finite element methods is limited (discussed below), there exists a rich
literature on preconditioning for related techniques. Preconditioning techniques
for mesh-fitting isogeometric analysis have been studied using a variety of ap-
proaches, such as: domain decomposition approaches [162,163]; additive Schwarz
preconditioning [164,165]; multigrid and multilevel preconditioning [166–168] and
fast diagonalization [169]. The most notable preconditioning approaches for the
conditioning problems of similar origin in GFEM and XFEM are: local Cholesky
decompositions [138]; a tailored FETI-type preconditioner [139]; an algebraic
multigrid preconditioner based on the Schur complement [140]; and an additive
Schwarz-type domain decomposition preconditioner [141, 142]. The latter pre-
conditioning technique is conceptually similar to the approach considered in this
work. However, direct application of the additive Schwarz preconditioner for
XFEM to immersed finite elements is impractical, since the number of connected
problematic basis functions in immersed finite elements is generally substantially
larger than in the XFEM setting. An effective additive Schwarz-type precondi-
tioner therefore requires customization to immersed finite element methods.

Dedicated preconditioners have been developed for immersed finite element
methods applied to problems resulting in Symmetric Positive Definite (SPD)
matrices. In [144] it is demonstrated that a diagonal scaling of trimmed ba-
sis functions in combination with an algebraic multigrid preconditioner is ef-
fective for linear finite element methods. A Balancing Domain Decomposition
by Constraints Preconditioner (BDDC) customized to trimmed basis functions
is proposed in [145], which also results in effective preconditioning for linear
finite element bases. In [115] we have developed a preconditioner for SPD sys-
tems based on a combination of diagonal scaling with local orthonormalization
of specific problematic basis functions, and have demonstrated its effectiveness
for immersed isogeometric finite element methods.

In this work we explore additive Schwarz preconditioning [170–172] for im-
mersed finite element methods. Recent insights into the underlying mechanisms
causing ill-conditioning of immersed finite element methods [115] convey that
additive Schwarz preconditioning is suitable par excellence for resolving these
problems. We herein demonstrate that preconditioning based on collections of
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basis functions supported over trimmed elements, and supplemented with Jacobi
preconditioning of the basis functions that are not trimmed, provides an effec-
tive general strategy for immersed finite element methods. This tailored additive
Schwarz preconditioner can also be applied to classes of matrices that are not
SPD. Additionally, we demonstrate applicability of the preconditioner to mixed
variational forms through preconditioning based on the Schur complement. The
preconditioning technique is applicable to higher-order bases with reduced reg-
ularity, which enables effective preconditioning of mixed finite element families
such as Taylor-Hood [173]. These developments broaden the range of applications
and, most notably, open the doors to applications in flow problems. To the best
of our knowledge, it is the first preconditioner demonstrated to be effective for
immersed (higher-order) finite element discretizations of (Navier-)Stokes systems.

The remainder of this manuscript is structured as follows. In Section 3.2.1
the abstract problem formulation is presented along with a brief review of the
conditioning analysis for immersed finite element methods in [115]. The tailored
additive Schwarz preconditioner is described in Section 3.3, where we also sub-
stantiate the effectiveness of the preconditioner based on the additive Schwarz
lemma and estimate the computational cost. In Section 3.4 we demonstrate the
effect on both the system condition number and on the solver performance for a
range of partial differential equations. Conclusions are drawn in Section 3.5.

3.2 Formulations and conditioning analysis
3.2.1 Problem formulation
We consider single-field and mixed partial differential equations posed on a do-
main Ω ⊂ Rd (d ∈ {2, 3}), which we refer to as the physical domain. The bound-
ary Γ = ∂Ω is partitioned in the complementary parts ΓD and ΓN for the impo-
sition of Dirichlet and Neumann boundary conditions, respectively. The physical
domain is encapsulated by the geometrically simple embedding domain E on
which the tensor product mesh T hE is defined, see Figure 3.1. We define the mesh
of elements intersecting the physical domain as:

T h =
{
Ki ∈ T hE : Ki ∩ Ω 6= ∅

}
⊂ T hE , (3.1)

which consists of all elements Ki that intersect the physical domain, and the cut
mesh as:

T hC =
{
Ki ∈ T h : Ki ∩ ∂Ω 6= ∅

}
⊂ T h ⊂ T hE , (3.2)

which consists of all the trimmed elements. The intersection of an element in T hC
with the physical domain is denoted by Ktr

i = Ki ∩ Ω and the intersection of an
element with the physical boundary is denoted by Bi = Ki ∩ Γ. In this work we
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Γ

E

Ω h

h

Ki

Ktr
i

Bi

Figure 3.1: A geometrically complex domain Ω that is encapsulated in a rectilinear
embedding domain E . Trimmed elements Ktr

i ∈ T hC are indicated in yellow, whereas
untrimmed elements Ki ∈ T h \ T hC are indicated in gray.

only consider uniform grids, but the presented method is not restricted to this as
demonstrated in [174].

On the encapsulating mesh T hE we define the multivariate isogeometric B-
spline basis N p

α(T hE ), which is a tensor product of univariate B-spline bases of
degree p and regularity α [5,6]. Note that, in principle, both p and α can be dif-
ferent per spatial direction and can even vary locally. For simplicity we restrict
ourselves to the same global p and α for every spatial direction. The restriction
of N p

α(T hE ) to basis functions supported on elements in T h is denoted by the
basis N p

α(T h) = {φi}ni=1. The span of basis N p
α(T h) forms the finite dimensional

function space Vh(Ω) of dimension n which we employ to approximate the so-
lution to the single-field problems. The solution to two-field mixed problems is
approximated in Vh(Ω)×Qh(Ω), which comprises separate bases for the function
spaces Vh(Ω) and Qh(Ω). These spaces are generally naturally equipped with in-
ner products, corresponding to the problem under consideration. In the examples
in Section 3.4 we have Vh(Ω) ⊂ H1(Ω) and Qh(Ω) ⊂ L2(Ω).

The weak form of the single-field problems we consider herein is written as:

{
Find uh ∈ Vh(Ω) such that:

a(vh, uh) = b(vh) ∀vh ∈ Vh(Ω), (3.3)
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and that of the two-field mixed problems1 as:
Find (uh, ph) ∈ Vh(Ω)×Qh(Ω) such that:

auu(vh, uh) + aup(vh, ph) = bu(vh) ∀vh ∈ Vh(Ω),
aup(uh, qh) = bp(qh) ∀qh ∈ Qh(Ω),

(3.4)

where a(·, ·) and b(·) are bounded bilinear and linear forms. Note that the Dirich-
let boundary conditions are not considered in the construction of the approxi-
mation space Vh(Ω), but are imposed weakly in the variational form. Differ-
ent techniques for this exist, of which Nitsche’s method [116, 118], the penalty
method [111], the nonsymmetric Nitsche method [125–127], and Lagrange multi-
pliers and related methods [117,130] are the most prevalent. In this contribution
we restrict ourselves to the symmetric Nitsche’s method and the penalty method.
We consider weak problems with higher-order discretizations that are not neces-
sarily Symmetric Positive Definite (SPD) and that are therefore outside the scope
of other dedicated preconditioners for immersed finite element methods such as
in [115,144,145].

In the sequel we will frequently refer to properties of the matrices associated
with the weak forms (3.3) and (3.4). Using the basis N p

α(T h) the weak form (3.3)
reduces to the linear system:

Ax = b, (3.5)
where Aij = a(φi, φj) and bi = b(φi) with φi and φj denoting the ith and jth basis
function, and where x contains the basis function coefficients in accordance with
the discrete solution uh =

∑n
i=1 φixi. Similarly, the mixed form (3.4) reduces to

the linear system: [
Auu Aup

AT
up 0

]
︸ ︷︷ ︸

A

(
xu
xp

)
︸ ︷︷ ︸

x

=
(

bu
bp

)
︸ ︷︷ ︸

b

, (3.6)

where Auu,ij = auu(φi, φj), Aup,ik = aup(φi, ψk), bu,i = bu(φi) and bp,k = bp(ψk)
with φi and φj again denoting the ith and jth velocity basis function and ψk
denoting the kth pressure basis function. The basis function coefficient vectors
for the velocity and pressure solutions are denoted by xu and xp, respectively.

3.2.2 Conditioning of immersed finite element methods
Immersed finite element methods are known to yield severely ill-conditioned sys-
tems, see e.g., [23,42,144]. In [115] we have shown that these conditioning prob-
lems are caused by basis functions that are only supported on small cut elements.

1In the remainder of this chapter we denote the different physical fields by u and p, in
reference to the velocity and pressure fields generally considered in mixed flow problems. The
presented results are, however, applicable to a general class of mixed problems.
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Furthermore, it has been established and numerically verified that a scaling re-
lation exists between the condition number and the smallest volume fraction η,
which is defined as the smallest relative intersection of an element in T h with the
physical domain:

η = min
Ki∈T hC

|Ki ∩ Ω|
|Ki|

= min
Ki∈T hC

|Ktr
i |
|Ki|

. (3.7)

For Symmetric Positive Definite (SPD) matrices derived from immersed formu-
lations of second-order symmetric and elliptic problems, the Euclidean condition
number without preconditioning scales with

κ (A) = ‖A‖2‖A−1‖2 = λmax
λmin

∝ η−(2p+1−2/d), (3.8)

where λmax and λmin denote the largest and smallest eigenvalue, p denotes the
order of the discretization and d denotes the number of spatial dimensions. This
relation is derived for SPD matrices, but similar arguments convey that the con-
ditioning of matrices that are not SPD suffer from similar problems. Specifically
in three-dimensional problems, volume fractions of η = 10−6 or smaller are no
exception, such that even linear discretizations result in extremely large condition
numbers.

The mechanism by which basis functions on small cut elements lead to ill-
conditioning can be observed directly from equation (3.8) (see [115] for details).
For an SPD system, the smallest eigenvalue appearing in (3.8) can be expressed
by the Rayleigh quotient:

λmin = min
y

yTAy
yTy =

(
min

y

‖vh‖a
‖y‖2

)2
. (3.9)

The argument of the minimum is the eigenvector corresponding to the small-
est eigenvalue, vh denotes the function corresponding to coefficient vector y and
‖vh‖2a = a (vh, vh) denotes the energy norm induced by the weak formulation. The
eigenvalue λmin, hence, becomes very small when the function norm becomes very
small compared to the norm of the coefficient vector, i.e., ‖vh‖a � ‖y‖2. In [115]
it is shown that this critical mode, vh, is related to trimmed basis functions
that are only supported on the cut element with the smallest volume fraction.
These basis functions cause ill-condition in two ways: i) a single trimmed basis
function can have a small norm because its support over the physical domain
is very small; ii) trimmed basis functions can become almost linearly dependent
on small cut elements, which implies that a vector y can be constructed such
that ‖vh‖a � ‖y‖2. For linear bases and for higher-order bases with maximum
regularity, such almost linear dependencies between trimmed basis functions can
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occur on specifically-shaped trimmed elements. For higher-order bases with re-
duced regularity, almost linear dependencies generally occur on elements with
small volume fractions of arbitrary shape.

Ill-conditioning caused by basis functions with a small norm can be effec-
tively remedied by diagonal scaling or Jacobi preconditioning, which scales the
basis functions such that these all have the same norm. Almost linear dependen-
cies of trimmed basis functions are not resolved by diagonal scaling, and require
a preconditioning strategy that accounts for the interdependence of basis func-
tions. The ineffectiveness of Jacobi preconditioning for ill-conditioning caused by
almost linear dependencies is for example observed in the results for quadratic
Lagrange bases in [115, Figure 6]. In the remainder of this manuscript a pre-
conditioner is proposed that effectively remedies both above-mentioned causes of
ill-conditioning.

Remark 3.1. Since the conditioning problems of immersed finite element meth-
ods originate from small eigenvalues caused by cut elements with small volume
fractions, the quotient between the absolute largest and smallest eigenvalue is a
good indicator of the cut element conditioning problem1. To demonstrate the ro-
bustness of the preconditioner to cut elements in Section 3.4, we therefore do not
only consider the convergence of iterative solvers but also report this quotient. The
observed correspondence between the condition numbers and the iterative-solver
convergence stipulates that the ill-conditioning caused by small cut elements in-
deed determines solver performance, which is in agreement with theoretical results,
see e.g., [133].

3.3 Tailored additive Schwarz preconditioning for
immersed finite element methods

In this section we propose a tailored additive Schwarz preconditioner for the
immersed finite element setting introduced in Section 3.2.1. In Section 3.3.1 we
discuss the formal definition of additive Schwarz preconditioners [170–172], along
with the specific selection of the index blocks. In Section 3.3.2 we analyze the
effectiveness of this selection for the specific conditioning problems of immersed
finite element methods. In Section 3.3.3 we finally discuss the computational
complexity of the iterative solution procedure.

1For symmetric matrices the quotient between the absolute largest and smallest eigenvalue
is equal to the condition number and for nonsymmetric matrices this quotient bounds the
condition number from below.
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3.3.1 Additive Schwarz block selection
Additive Schwarz preconditioning of a matrix A ∈ Rn×n relies on the selection
of a set of N ≥ 1 blocks of indices (subsets) corresponding to basis functions. We
denote the index blocks as {Ki}Ni=1 and the cardinality of each block as ni = #Ki.
Given the index blocks, a preconditioner for the matrix A is constructed as:

M−1 =
N∑
i=1

Pi

(
PT
i APi︸ ︷︷ ︸

Ai

)−1PT
i , (3.10)

where the prolongation operator Pi ∈ Rn×ni consists of the unit vectors corre-
sponding to the indices in block Ki, i.e., Pi = [eKi(1), ..., eKi(ni)], and where the
restriction operator PT

i is defined as the transpose of the prolongation operator.
If the index blocks are sufficiently small, the block matrices Ai = PT

i APi can
be inverted to form A−1

i . It is implicitly assumed that the block matrices are in-
vertible, which is the case for all our examples in Section 3.4 as these derive from
coercive bilinear forms. Each of the inverted block matrices A−1

i is transferred to
an n× n matrix using the prolongation and restriction matrices, i.e., PiA−1

i PT
i ,

resulting in a sparse matrix with only n2
i nonzero entries at the cross indices

of block Ki. These sparse matrices are summed to form the additive Schwarz
preconditioner M−1 in accordance with equation (3.10).

An additive Schwarz preconditioner that is tailored to the conditioning prob-
lems of scalar, single-field immersed finite element methods can be constructed by
exploiting geometrical knowledge about the connectivity of basis functions based
on intersecting supports on an element. For element Ki the index block Ki is
devised, consisting of the indices of the basis functions supported on element Ki.
Since the ill-conditioning problem of immersed finite element methods originates
from the cut elements, for reasons of efficiency we only device blocks for the cut
elements in T hC . This leaves out untrimmed basis functions, i.e., basis functions
that are not supported on any of the cut elements. These basis functions are not
prone to almost linear dependencies, however, such that for these basis functions
a simple diagonal scaling suffices. This can be conceived of as devising a separate
1× 1 block for each basis function that is not trimmed.

This procedure for single-field problems can be applied directly to vector-
valued problems such as linear elasticity. However, the structure of such problems
can be leveraged to reduce the computational effort involved in the construction
of the preconditioner. Since basis functions for different geometrical directions
are inherently linearly independent (see Remark 3.3), these cannot become al-
most linearly dependent by the mechanism described in Section 3.2.2. Hence, the
interdependence of such basis functions does not need to be taken into consider-
ation in the construction of the preconditioner. This implies that it is possible to
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select separate index blocks for different geometrical directions. A preconditioner
can then be constructed by direct application of the single-field additive Schwarz
preconditioner proposed above to each of the geometrical directions.

For mixed problems such as (Navier-)Stokes the basis functions describing the
different physical fields can also not become almost linearly dependent. In gen-
eral, basis functions of different physical fields can therefore be treated separately
to reduce the computational effort involved in the construction of the precondi-
tioner. However, direct application of (3.10) to App is often impossible, as for
most formulations this pressure block cannot be inverted. To circumvent this
problem, we therefore construct the above described tailored additive Schwarz
preconditioner for the pressure field based on an approximation of the Schur com-
plement AupA−1

uuAT
up, see e.g., [175]. As pressure functions in (Navier-)Stokes are

applied as L2-functions, approximating the Schur complement by the mass (or
L2-projection) matrix is sufficient to scale and resolve the almost linear depen-
dencies in the pressure space. Let us note, however, that different approaches can
be adopted for preconditioning immersed mixed problems, based on alternative
approximations of the Schur complement, see e.g., [176]. We have also consid-
ered approximations of the Schur complement of the form AupM−1(Auu)AT

up,
with M−1(Auu) the additive Schwarz preconditioner of Auu. Another option
pertains to the use of preconditioners based on Vanka-type smoothers [177]. We
have obtained similar results with these alternative preconditioning strategies.
In Section 3.4 we restrict our investigation of mixed problems to the tailored
additive Schwarz preconditioner for the pressure field based on the mass matrix
as approximate Schur complement.

Remark 3.2. While the additive Schwarz preconditioner discussed above is con-
ceptually different from the SIPIC preconditioner in [115], these preconditioners
are related. In both preconditioners, blocks are selected which contain basis func-
tions that can become almost linearly dependent. The tailored additive Schwarz
preconditioner described herein selects overlapping blocks by exploiting geometri-
cal knowledge, whereas the SIPIC algorithm algebraically selects disjoint blocks
of indices that can become almost linearly dependent to each other. The sym-
metrically applied SIPIC preconditioner then orthonormalizes the basis functions
in a block by a Gram-Schmidt procedure. When applied as a left preconditioner,
SIPIC becomes a block Jacobi matrix, which is basically an additive Schwarz pre-
conditioner with disjoint blocks. The tailored additive Schwarz preconditioner
developed herein differs in the way the additive Schwarz blocks are selected. We
have found that the overlapping blocks based on geometrical knowledge are more
robust and more efficient for high-order bases with reduced regularity, such as
Lagrange bases and Taylor-Hood bases [173]. This is because for such bases the
algebraic selection of disjoint blocks as in SIPIC does not necessarily detect all
the potential almost linear dependencies. Moreover, it can also result in very
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large blocks, leading to a large computational cost. The geometrical selection of
overlapping blocks as used in the additive Schwarz preconditioner in this work
does not suffer from this.

3.3.2 Effectiveness of the preconditioner

Equation (3.10) conveys that the preconditioner M−1 is a summation of block-
wise inverses of A, from which it is natural to interpret M−1 as a sparse ap-
proximation of A−1. We consider the additive Schwarz lemma to describe why
the preconditioner M−1 using the block selection as discussed in Section 3.3.1
effectively resolves the specific cut-element related ill-conditioning discussed in
Section 3.2.2. This lemma states that for a Symmetric Positive Definite (SPD)
matrix A, the following holds [178,179] (see [170,171] for this specific form):

yTMy = min
y=

N∑
j=1

Pjy
j

N∑
i=1

yT
i
Aiyi = min

y=
N∑
j=1

Pjy
j

N∑
i=1

(
Piyi

)T
A
(
Piyi

)
∀y ∈ Rn.

(3.11)
This equation conveys that the M-inner product of an arbitrary vector y ∈ Rn is
equal to the minimum of the sum of the Ai-inner products of the block vectors
y
i
∈ Rni over all sets of block vectors that sum to y. A set of block vectors whose

prolongations accumulate into y exists for all vectors y ∈ Rn if and only if every
index is in at least one of the index blocks Ki. When the blocks overlap, which
is the case here since basis functions are generally supported on more than one
cut element, multiple sets of block vectors that sum to y exist.

To relate equation (3.11) to the cut-element related ill-conditioning problem,
we consider a function vh that is a linear combination of almost linearly dependent
basis functions. Section 3.2.2 conveys that the coefficient vector y corresponding
to vh can yield a very small Rayleigh quotient with matrix A. For the basis
functions that construct vh to be almost linearly dependent, these basis func-
tions must intersect on a small cut element. Hence, these basis functions are by
construction together in one index block, Ki. Consequently, the coefficient vector
y corresponding to vh can be written as the prolongation of a single block vector,
i.e., y = Piyi. From equation (3.11) it follows that the Rayleigh quotient of y
with M is bounded from above by the Rayleigh quotient with A, and hence is
also very small. From this it is concluded that M captures the problematically
small eigenmodes that are specific to matrices derived from immersed finite el-
ement methods, which makes M−1 an effective preconditioner to resolve these
problems.
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We note that the shape of the boundary or the geometry of a cut element is not
considered in the preconditioning scheme. In Section 3.2.2 it is mentioned that
certain cut elements contain certain basis functions that are prone to almost linear
dependencies, while for many cut basis functions Jacobi preconditioning suffices.
This can be observed in the numerical results in Section 3.4, which show that the
performance of a Jacobi preconditioner is non-robust and highly dependent on the
test case. The implementation of an algorithm to determine from the geometry
whether basis functions are prone to almost linear dependencies is, however,
invasive and requires geometrical information that is not generally accessible in
numerical codes. Therefore a block is assigned to every element in T hC as described
in Section 3.3.1.

The proposed preconditioner does not depend on the applied boundary condi-
tions. Since the specific conditioning problems of immersed finite element meth-
ods originate from basis functions that become almost linearly dependent, the
type of boundary condition in general plays a minor role. This is confirmed by
the results of the numerical simulations in Section 3.4. An exception to this is
the case in which boundary conditions lead to a coupling of basis functions in
different spatial directions, see Remark 3.3. Such exceptional cases can also be
preconditioned effectively by gathering the problematic basis functions in differ-
ent spatial dimensions in one index block.

Equation (3.11) is in principle restricted to SPD matrices, but additive Schwarz
preconditioners, for which equation (3.10) forms the basis, have been investi-
gated extensively for nonsymmetric and indefinite systems [170, 171, 180–187]
and have successfully been applied to mesh-conforming Navier-Stokes systems,
see e.g., [188]. In Section 3.4 we present results for both SPD and non-SPD ma-
trices. The considered non-SPD matrices still derive from coercive formulations,
as is the case for many partial differential equations such as problems involving
convection and bilinear forms resulting from the nonsymmetric Nitsche formula-
tion, see e.g., [125, 127, 189]. The non-SPD matrices in Section 3.4 can therefore
be considered as sums of both SPD and non-SPD contributions, with the rela-
tive strength of the SPD character of the resulting matrices depending on fac-
tors as the mesh-size, the Péclet or Reynolds number and potentially Streamline
Upwind/Petrov-Galerkin (SUPG) or Variational MultiScale (VMS) stabilization
terms [9, 190–192]. We have observed the additive Schwarz preconditioner to be
effective for all the examples presented in Section 3.4, but a dedicated study for
the effect of the relative strength of the SPD-character of the matrix is considered
beyond the scope of the current work.

Remark 3.3. While the proposed preconditioner is robust with respect to the
most commonly applied boundary conditions, modifications to the block selections
can be required in the case that boundary conditions introduce almost linear depen-
dencies between basis functions in different spatial directions. Examples of such
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boundary conditions are non-penetration boundary conditions, prescribed normal
displacements or boundary conditions on nearly incompressible materials. The
reason that these boundary conditions can introduce almost linear dependencies
is that the bilinear forms related to such boundary conditions associate a much
larger penalty or energy to velocities or displacements normal to the boundary
than to velocities or displacements tangential to the boundary. Basis functions
describe a velocity or displacement in an elementary geometrical direction that is
generally not aligned with or perpendicular to the normal of the boundary. There-
fore, basis functions in different elementary geometrical directions both contain
a high-energy normal component and a low-energy tangential component. With
very large Nitsche penalties on small cut elements, the tangential component is
completely dominated by the normal component. These basis functions in differ-
ent elementary geometrical directions can then become almost linearly dependent
to each other, which directly violates the selection procedure in Section 3.3.1.
This can be resolved by adding the functions in different geometrical directions to
the same additive Schwarz block, but for conciseness this is not presented in the
results in Section 3.4.

Remark 3.4. Since small cut elements yield correspondingly small eigenvalues,
it is possible that the system contains eigenvalues that are, in absolute sense,
smaller than machine precision. When this occurs, round-off errors can play a
significant role, such that inverses of the block matrices can be inaccurate. This
generally impedes the convergence of a Conjugate Gradient solver as observed
in [174]. In GMRES, round-off errors can cause failures in the orthogonalization
of the vectors that span the Krylov space (see Section 3.4, Figure 3.21). Since
these problematic eigenmodes with eigenvalues below machine precision do not
significantly affect the accuracy of the solution, we dispose of these eigenmodes
by removing specific basis functions using Algorithm 3.1. For the single-field
problems and the velocity matrices in (Navier-)Stokes in Section 3.4 a relative
threshold of 10−14 was found to yield stable results. The preconditioner of the
pressure space required a stricter threshold, which we attribute to discrepancies
between the round-off errors in the system matrix and the pressure mass matrix
by which the Schur complement is approximated. Therefore the threshold for the
pressure space was set three orders of magnitude larger than the threshold for
the velocity space to 10−11. This is still approximately two orders of magnitude
smaller than the tolerance of the GMRES solver that was set to 2−30 ≈ 10−9,
such that this does not significantly affect the accuracy of the solution. Note that
this procedure is conceptually similar to the basis function removal in [135], but
differs in the threshold value and in the fact that Algorithm 3.1 still removes
a basis function when basis functions that are all larger than the threshold can
form a linear combination that is smaller than the threshold. For this reason
Algorithm 3.1 is also applicable to bases with reduced continuity.
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Algorithm 3.1: eliminate(A, {Ki}Ni=1, relativeThreshold)
1 # set absolute reference threshold
2 referenceValue = relativeThreshold*max(diagonal(A))
3 # initialize empty set of eliminated functions
4 eliminatedFuncs = set()

5 # loop over blocks
6 for Kj ∈ {Ki}Ni=1 do
7 stable = False # block initially assumed unstable
8 # eliminate functions until block is stable
9 while not stable do

10 Aj = A[Kj ,Kj] # block-matrix
11 eigVals, eigVecs = eig(Aj) # eigenvalues
12 smallestValue = min(abs(eigVals)) # smallest eigenvalue
13 if smallestValue < referenceValue then
14 # block-matrix unstable: eliminate most unstable function
15 # local index of smallest eigenvalue
16 smallestMode = argMin(abs(eigVals))
17 # local eigenvector
18 eigVec = eigVecs(smallestMode)
19 # local index of dominant basis function
20 localFunc = argMax(abs(eigVec))
21 # global index of dominant basis function
22 globalFunc = Kj(localFunc)
23 # add most unstable function to eliminated functions
24 eliminatedFuncs.append(globalFunc)
25 # remove most unstable function from block
26 Kj .delete(globalFunc)
27 else
28 # block-matrix stable: exit while-loop
29 stable = True
30 end
31 end
32 end

33 return eliminatedFuncs
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3.3.3 Computational cost
The computational cost of setting up the additive Schwarz preconditioner consists
of two components, viz. the floating point operations involved in inverting the
block matrices and the memory required for storing the preconditioner. The
number of block matrices depends on the number of cut elements and the number
of solution variables. The number of block matrices can therefore vary from
negligible, in case most elements are not cut, to linear with the number of degrees
of freedom (DOFs), in case the majority of the elements is cut. The block matrices
have a small size of (p+1)d, with p the order of the discretization and d the number
of dimensions. Consequently, computing these inverses is inexpensive and, in our
experience, negligible compared to the computational cost of quadrature on the
cut elements. Furthermore, this operation is highly parallelizable. The memory
required to store the preconditioner is also approximately linear with the number
of cut elements, and can vary from negligible to linear with the number of DOFs.
In case all elements are cut, the preconditioner of a solution variable contains
a nonzero entry at a cross index when the two corresponding basis functions
intersect. This implies that the preconditioner of a solution variable has the same
sparsity structure as the system matrix. Since the preconditioner does not contain
cross terms between separate solution variables (d nonzero blocks instead of d2

for the system matrix), the memory required to precondition a vector problem
such as linear elasticity is approximately 1

d of the memory required to store the
system matrix, in case all elements are cut.

A preconditioned Conjugate Gradient solver multiplies a vector with both the
system matrix and the preconditioner at every iteration. Because the number of
nonzero entries in the preconditioner is smaller than the number of nonzero en-
tries in the system matrix, the cost of these two multiplications is linear with
the number of DOFs, i.e., O(n). From the results in Section 3.4 it follows that
the required number of iterations is inversely proportional to the mesh size, i.e.,
O(h−1) = O(n 1

d ), which is in correspondence with the literature, e.g., [133].
The total computational cost of solving the linear system with a Conjugate Gra-
dient solver is therefore of order O(n) · O(n 1

d ) = O(n1+ 1
d ) (or, equivalently,

O(h−(d+1))). The observed CPU times for solving the linear systems of the
three-dimensional elasticity problem in Section 3.4 verify this scaling relation.

The computational cost of the GMRES solver that is applied for the non-SPD
matrices scales slightly differently with the number of DOFs. The convergence
analysis of GMRES is less straightforward, see e.g., [133], but also for GMRES
we observe in Section 3.4 that the required number of iterations is approximately
inversely proportional to the mesh size, i.e., O(n 1

d ). For GMRES the cost of
an iteration also scales with the number of DOFs, however, the total cost of
GMRES is approximately quadratic with the number of iterations through the
orthonormalization of the vectors that span the Krylov space, i.e., O(n 2

d ). The
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total cost of solving a system by GMRES therefore is of order O(n1+ 2
d ) (or,

equivalently, O(h−(d+2))). This scaling relation is verified by consideration of
the CPU time for solving the linear systems of the three-dimensional Stokes
problem in Section 3.4. Because GMRES explicitly stores the Krylov space,
its memory requirements must be taken into consideration. With the observed
numbers of iterations, the required memory scales with the number of DOFs as
O(n1+ 1

d ). Note that, although not considered in this work, restarted GMRES can
potentially reduce the scaling rates of both the computation time and memory.

Considering the resemblance with mesh-fitting methods in terms of the num-
ber of iterations, we anticipate that the required number of iterations can po-
tentially be made independent of the number of DOFs by incorporation of the
developed preconditioner in a multigrid framework, e.g., [133, 193, 194]. This
would bring down the total cost of both solvers to O(n).

3.4 Numerical examples
In this section we study the effectiveness and performance of the tailored ad-
ditive Schwarz preconditioner based on several representative two- and three-
dimensional numerical test cases. To assess the versatility of the additive Schwarz
preconditioner in the context of immersed finite element methods we compare it
to a standard Jacobi preconditioner. This comparison specifically demonstrates
the conditioning effect of immersed discretizations, because these preconditioners
are the same on untrimmed elements and only differ in the treatment of cut ele-
ments. In Section 3.4.1 we consider an elasticity problem, which results in a SPD
system that is solved using a Conjugate Gradient solver. An SUPG-stabilized
convection-dominated convection-diffusion problem with a nonsymmetric but co-
ercive weak form is then considered in Section 3.4.2, where use is made of a
GMRES solver. Section 3.4.3 is concerned with a Stokes flow problem, which
results in a symmetric indefinite mixed system, which is preconditioned using
the approximate Schur complement and solved using GMRES. Finally, in Sec-
tion 3.4.4 a Navier-Stokes flow problem yielding a nonsymmetric and indefinite
mixed matrix is studied. Also this problem is preconditioned using the approxi-
mate Schur complement and solved using GMRES.

All two-dimensional problems are posed on the domain illustrated in Fig-
ure 3.2. Numerical integration is based on the procedure introduced in [89] with
an integration depth of 3, which is illustrated schematically in Figure 3.2. The
size of the square bounding box of the physical domain is L = 1. The radii of the
circular corner exclusions are taken as Rne = 1

3 , Rnw = 1
5 , Rsw = 1

π , and Rse = 1
4 .

The radius of the interior circular exclusion positioned at xin = (− 1
20 ,

1
20 ) is given

by Rin = 1
5 . We rotate the grid over a total angle of θ = 45◦ in 20 steps. The

stepwise rotations of the grid yield different discretizations with different cut
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Figure 3.2: Schematic representation of the physical domain immersed in a back-
ground grid, which is rotated with respect to the physical domain over an angle θ.
Numerical integration is performed using the integration procedure outlined in [89]. In
this integration procedure elements intersecting the boundary of the physical domain
are recursively bisectioned, until a maximum bisectioning depth is achieved. At this
lowest level a triangulation algorithm is applied. For each of the integration subcells
standard Gauss quadrature rules are employed for the evaluation of interior integrals
(gray squares). The edges of the lowest level integration subcells that approximate the
boundary of the physical domain are used to construct the quadrature points for the
evaluation of boundary integrals (white circles).

elements of the same problem with the same mesh size. This enables an investi-
gation of the robustness of both the tailored additive Schwarz and the diagonal
Jacobi preconditioner. The advantage of the two-dimensional problems is that
the largest and smallest eigenvalues and the iterative solutions of all the systems
can be computed at an acceptable computational cost. Following the analysis
and results in [115, page 316], the specific conditioning problems of immersed
finite element methods are not affected by the size of the problem, which makes
this investigation representative for more complex problems. The applicability
of the preconditioner to computationally challenging three-dimensional problems
is demonstrated for an elasticity problem on a trabecular bone specimen and for
Stokes and Navier-Stokes flow problems around an object with the shape of a
popcorn flake.
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Detailed numerical investigations into the effect of the grid size and the dis-
cretization order are performed by considering grid sizes of h = 1

16 , h = 1
32 , and

h = 1
64 and discretization orders of p = 1, p = 2, and p = 3. The presented test

cases cover aspects such as the effect of different boundary conditions, the shape
of the boundary, or the geometry of the cut elements, but isolated investigations
into these effects will not be presented.

3.4.1 Linear elasticity problems
We consider the linear elasticity problem ignoring inertia effects and body forces: div (σ) = 0 in Ω,

u = gD on ΓD,
σn = gN = 0 on ΓN ,

(3.12)

with Cauchy stress tensor σ = σ(u) = λdiv (u) I + 2µ∇su, dimensionless Lamé
parameters λ = µ = 1, and ∇s denoting the symmetric gradient operator. Fig-
ure 3.3 shows the partitioning of the boundary into ΓD and ΓN , the boundary
conditions, and the solution with a grid of h = 1

32 at an angle of 22.5◦ using
quadratic B-splines.

The variational form of the problem with boundary conditions imposed by
Nitsche’s method [116] is:

Find uh ∈ Vh(Ω) such that for all vh ∈ Vh(Ω):

∫
Ω∇svh : σ(uh) dV +

∫
ΓD −vh · σ(uh)n− uh · σ(vh)ndS

+
∫

ΓD λβ
λ(vh · n)(uh · n) + 2µβµvh · uh dS

=
∫

ΓD −gD · σ(vh)ndS

+
∫

ΓD λβ
λ(vh · n)(gD · n) + 2µβµvh · gD dS.

(3.13)

This formulation with separate penalization for the Lamé parameters was pro-
posed in [23] and yields an SPD matrix. The separate element-wise stabilization
constants are defined as1:

βλ
∣∣
Ki

= 2 max
vh∈Vh(Ki)

‖div(vh)‖2
L2(BD

i
)

‖div(vh)‖2
L2(Ktr

i
)
, (3.14)

and:

βµ|Ki = 2 max
vh∈Vh(Ki)

‖ (∇svh)n‖2
L2(BD

i
)

‖∇svh‖2L2(Ktr
i

)
, (3.15)

1See Figure 3.1 for the definition of Ki, Ktr
i , and BDi .
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(a) Displacement magnitude (b) Frobenius norm of stress tensor

Figure 3.3: Boundary conditions and solution of the 2D elasticity problem in (3.12).
The Dirichlet boundary ΓD is indicated by the thick black lines in (a). Figure (a) shows
the deformed and (b) the undeformed geometry. Note that the deformed mesh is only
plotted inside the physical domain since there is no solution for the deformation in the
fictitious domain.

and can be computed by solving a local generalized eigenvalue problem following
the approach in [118]. To improve the conditioning of this generalized eigenvalue
problem we perform a local change of basis, as described in [115, Appendix A].
For shape-regular trimmed elements it holds that βλ,µKi ∼ |BDi |/|Ktr

i | ∼ 1/h̃Ki
with h̃Ki the typical length scale of the trimmed element Ktr

i [195].
Figure 3.4 displays the condition number1 and the CG convergence in terms of

the residual and error for the additive Schwarz-preconditioned, Jacobi-preconditioned
and unpreconditioned systems for h = 1

32 and quadratic B-splines. The systems
comprise approximately 1 850 degrees of freedom. Figure 3.4a shows that the
systems without any preconditioning are severely ill-conditioned. The diagonally
scaled matrices are conditioned significantly better than the unpreconditioned
systems. For certain rotation angles the systems with Jacobi preconditioning are
well-conditioned, while for other angles the eigenvalue ratios are still large. This
effect is explained in Section 3.2.2, since on cut elements of certain geometries Ja-
cobi preconditioning suffices as these are not prone to almost linear dependencies,
while on other cut elements the almost linear dependencies render Jacobi precon-
ditioning inadequate. This non-robust behavior is typical for small systems, as for
large systems it is unlikely that none of the cut elements is prone to almost linear
dependencies. Figures 3.4b and 3.4c show the convergence of a Conjugate Gradi-
ent solver that is terminated when either the residual is reduced by 2−30 ≈ 10−9 or

1Using a power algorithm, the condition number can be computed at an acceptable com-
putational cost for all two-dimensional systems considered in this section.
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(a) Eigenvalue ratios (b) Residual

(c) Error in the energy norm

Figure 3.4: Comparison of the additive Schwarz preconditioned, Jacobi preconditioned
and unpreconditioned system with grids of h = 1

32 using quadratic B-spline bases for
the 2D elasticity problem for all rotation angles.

when the number of iterations reaches 104. Figure 3.4b shows the convergence of
the relative residual, ‖b−Axi‖2/‖b‖2, and Figure 3.4c presents the convergence
of the relative error in the energy norm,

(
(x− xi)TA(x− xi)/xTAx

)1/2, with x
the solution obtained with a direct solver. It is visible that the systems without
preconditioning hardly converge. The convergence of the Jacobi preconditioned
systems is erratic, similar to the eigenvalue ratios. It is important to note that
for all these systems the residual is ultimately reduced by 2−30, while for certain
rotations the reduction of the error in the energy norm is much less. The systems
that are preconditioned by the additive Schwarz preconditioner all converge in
approximately 200 iterations and converge robustly in both the residual and the
energy norm.
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(a) Eigenvalue ratios (b) Residual

(c) Error in the energy norm

Figure 3.5: Investigation of the performance of the additive Schwarz preconditioner
on grids of h = 1

16 , h = 1
32 , and h = 1

64 using quadratic B-spline bases for the 2D
elasticity problem.

The effect of the grid size on the performance of the additive Schwarz precon-
ditioner is investigated by comparing results for quadratic B-spline bases with
grid sizes of h = 1

16 , h = 1
32 , and h = 1

64 in Figure 3.5. The systems contain
approximately 600, 1 850 and 6 300 degrees of freedom for the different grid sizes.
Figure 3.5a demonstrates that the eigenvalue ratios are virtually independent of
the cut elements and are approximately proportional to h−2. This h-dependence
is consistent with the literature for mesh-fitting discretizations, see e.g., [152,196].
The consistent convergence of the Conjugate Gradient solver for the different ro-
tations in Figures 3.5b and 3.5c shows that for all grid sizes the preconditioner
is robust. The number of iterations is approximately inversely proportional to
the mesh size, which is also in accordance with the literature for mesh-fitting
discretizations, see e.g., [133].
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(a) Eigenvalue ratios (b) Residual

(c) Error in the energy norm

Figure 3.6: Investigation of the performance of the additive Schwarz preconditioner
on a grid of h = 1

32 with optimal regularity B-spline bases of orders p = 1, p = 2, and
p = 3 for the 2D elasticity problem.

In Figure 3.6 we investigate the effect of the discretization order by com-
paring linear, quadratic and cubic B-splines with optimal regularity on a grid
with h = 1

32 . The systems with the different discretization orders have a size of
approximately 1 650, 1 850 and 2 050 degrees of freedom. One can observe that
the eigenvalue ratios and the convergence are not affected by the rotations for
different discretization orders and that the iteration counts correspond to the
eigenvalue ratios, see e.g., [133]. It is remarkable that the eigenvalue ratios and
the convergence are slightly better for higher orders, which is not consistent with
the literature on mesh-fitting isogeometric discretizations, see e.g., [196]. The
observed dependence on the discretization order is small, however, and the inves-
tigated orders are lower than in [196]. Furthermore, it should be noted that for
higher orders the additive Schwarz blocks are larger because more basis functions
are supported on an element, which possibly affects the eigenfunctions. In con-
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clusion, we observe that the tailored additive Schwarz preconditioner is robust
for different discretization orders.

To demonstrate the effectiveness of the preconditioner on a three-dimensional
problem, we consider the µCT-scan of the trabecular bone specimen presented
in [89]. The geometry is shown in Figure 3.7, which also depicts the embedding
domain of (0 mm, 1.28 mm)3. The Young’s modulus is taken as E = 10 GPa and
the Poisson’s ratio is ν = 0.3. The top boundary is constrained with a homoge-
neous Dirichlet condition, and at the bottom boundary a uniform displacement
of 0.0128 mm in the vertical direction is applied, resulting in an average com-
pression of 1%. To avoid the computational cost involved in determining the
element-wise stabilization parameters, the Dirichlet conditions are applied by
the penalty method instead of Nitsche’s method. The weak formulation in (3.13)
then reduces to:



Find uh ∈ Vh(Ω) such that for all vh ∈ Vh(Ω):

∫
Ω∇svh : σ(uh) dV +

∫
ΓD λβ

λ(vh · n)(uh · n) + 2µβµvh · uh dS

=
∫

ΓD λβ
λ(vh · n)(gD · n) + 2µβµvh · gD dS.

(3.16)

The penalty parameters are set to βλ = βµ = 10
h . The integration depth for the

quadrature is set to 2 for the grids up to 64× 64× 64 elements and to 0 for the
finest grid of 128× 128× 128 elements, in order to reduce the computation time.
The solution depicted in Figure 3.7 is computed on a grid of 64×64×64 elements
with a quadratic B-spline basis.

Figure 3.8a reports the convergence of the relative residual in a Conjugate
Gradient solver for different grid sizes. The number of iterations increases from
144 for the coarsest grid of 4 × 4 × 4 elements to 9 360 for the finest grid of
128× 128× 128 elements. The number of supported basis functions varies from
639 to 1 054 491. The observed behavior is similar to that of the two-dimensional
problems in Figure 3.5b. The number of iterations increases with a factor slightly
larger than 2 between the three finest grids. We expect this to be caused by the
system changing from a regime where nearly all elements are cut and receive the
additive Schwarz treatment to a regime where the majority of the basis functions
is only diagonally scaled. Figure 3.8b depicts the CPU times to solve the system
on a single core. The scaling of the CPU time derived in Section 3.3.3 is indicated
by the dashed line, which conveys that the theoretical rate of O(h−(d+1)) =
O(h−4) is closely followed.
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(a) Displacement magnitude [mm] (b) Frobenius norm of stress tensor [MPa]

Figure 3.7: Domain and solution of the elasticity problem on the three-dimensional
trabecular bone geometry with a grid of 64× 64× 64 elements.

(a) Convergence (b) CPU time [s]

Figure 3.8: Convergence of the relative preconditioned residual with the Conjugate
Gradient solver and CPU times for the three-dimensional elasticity problem with dif-
ferent grid sizes.
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Figure 3.9: Boundary conditions and solution of the convection-diffusion problem in
(3.17). The Dirichlet boundary ΓD is indicated by the thick black lines and the arrow
indicates the direction of the convective velocity w. Note that the convection causes
slight oscillations in the solution, which we ignore as we focus on the conditioning and
iterative solution of the linear system.

3.4.2 Convection-diffusion problems

We consider the convection-dominated convection-diffusion problem:

 div (wu− ε∇u) = 0 in Ω,
u = gD on ΓD,

ε∂nu− 1
2min (0, w · n)u = gN = 0 on ΓN ,

(3.17)

with scalar solution variable u, dimensionless convective velocity w = (1, 1),
dimensionless diffusion coefficient 0 < ε = 10−6 � 1 such that |w| � ε, and
∂n = n · ∇ denoting the co-normal derivative. A directional do-nothing term is
included in the Neumann condition to ensure the problem is well posed in case of
inflow through the Neumann boundary ΓN [197–199]. The boundary conditions
and the solution using a quadratic B-spline basis with grid size h = 1

32 at an
angle θ = 22.5◦ are presented in Figure 3.9.

We employ a weak form in which the convective terms are formulated skew-
symmetrically as in [199,200] and stabilized by Streamline Upwind/Petrov-Galerkin
(SUPG) terms [190]. Boundary conditions are enforced by Nitsche’s method with
an additional penalty scaling with the inflow velocity as proposed in [201]. The
weak form reads:
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Find uh ∈ Vh(Ω) such that for all vh ∈ Vh(Ω):

∫
Ω

1
2vhw · ∇uh − 1

2uhw · ∇vh + ε∇vh · ∇uh + τw · ∇vhdiv (wuh − ε∇uh) dV

+
∫
∂Ω

1
2max (0, w · n) vhuh dS + ε

∫
ΓD −vh∂nuh − uh∂nvh + βvhuh dS

=
∫

ΓD − 1
2min (0, w · n) vhgD dS + ε

∫
ΓD −gD∂nvh + βvhg

D dS.
(3.18)

For this scalar problem the element-wise stabilization parameter is defined as:

β|Ki = 2 max
vh∈Vh(Ki)

‖∂nvh‖2L2(BD
i

)

‖∇vh‖2L2(Ktr
i

)
, (3.19)

which can again be computed by the approach described in [118]. Different choices
for the SUPG parameter τ are motivated in [202]. In all our examples we use
τ = h∗/ (2|w|) with h∗ the maximal element length in the direction of velocity
w. For uniform tensor product grids this implies τ = h/ (2 maxi (|w · ei|)), with
ei the unit vector in the direction of a grid line. We therefore have:

τ = h

2
√

2 sin
( 1

4π + θ
) . (3.20)

Our computations based on τ according to (3.20) as a global parameter did not
indicate a need to consider a typical length scale h̃∗

Ktr
i

of a trimmed element. We
did not perform an in depth investigation of this aspect however, and cannot
assert that this observation holds generally.

The performance of the additive Schwarz preconditioner is compared to a
Jacobi preconditioner in Figure 3.10. We again consider the linear systems for
all grid angles θ with a grid size h = 1

32 using quadratic B-splines, yielding
approximately 900 degrees of freedom. Figure 3.10a shows the ratios between the
largest and smallest eigenvalues, plotted against the smallest volume fractions
η. It is noted that the eigenvalue ratios with Jacobi preconditioning are very
similar to those of the elasticity problem in Figure 3.4a, which indicates that
the conditioning problems are the result of how elements are cut and that the
considered partial differential equation and boundary conditions play a minor
role. Figure 3.10b plots the convergence of the relative preconditioned residual in
a GMRES solver that is terminated at a reduction of 2−30. The preconditioned
residual is a value that is naturally computed in a GMRES solver. The figure
demonstrates that the additive Schwarz preconditioner is robust with respect to
the rotation angle with iteration counts ranging between 90 and 130. We expect
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(a) Eigenvalue ratios (b) Residual

Figure 3.10: Comparison of the additive Schwarz and Jacobi preconditioner with grids
of h = 1

32 using quadratic B-spline bases for the 2D convection-diffusion problem.

(a) Grid size (b) Discretization order

Figure 3.11: Investigation of the effect of the grid size and discretization order on
the performance of the additive Schwarz preconditioner for the convection-diffusion
problem. Figure (a) displays the convergence with grids of h = 1

16 , h = 1
32 , and h = 1

64
using quadratic B-spline bases. Figure (b) displays the convergence on a grid of h = 1

32
using optimal regularity B-spline bases of orders p = 1, p = 2, and p = 3.
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that the minor variation in the number of iterations between approximately 90
and 130 for the preconditioned solver is caused by variation in the (mis)alignment
between the convective velocity and the grid lines and consequently the variation
in the value of stabilization parameter τ . The Jacobi preconditioner is not robust
to how elements are cut, and for certain rotations the iteration count increases
to more than 400.

Figure 3.11 investigates the effect of the grid size and discretization order on
the performance of the preconditioner. Figure 3.11a conveys that the behavior
of the GMRES solver is robust for all grid sizes, and that the observed num-
bers of iterations show a similar dependence on the grid size as the Conjugate
Gradient solver for the elasticity problem. The systems corresponding to dif-
ferent grid sizes comprise approximately 300, 900 and 3 200 degrees of freedom.
Figure 3.11b shows that additive Schwarz preconditioned GMRES is robust to
the different discretization orders. Again the convergence demonstrates a minor
dependence on the order, where for this problem the convergence of the lower
orders is faster than for the higher orders. The discretization orders p = 1, 2, 3
carry approximately 800, 900, and 1 000 degrees of freedom, respectively.

3.4.3 Incompressible Stokes flow problems

We consider the incompressible Stokes flow problem in dimensionless form:


div (2∇su− pI) = 0 in Ω,

div (u) = 0 in Ω,
u = gD on ΓD,

(2∇su− pI)n = gN on ΓN ,

(3.21)

on the domain in Figure 3.12. In this formulation u and p denote the velocity
and the pressure, respectively. The leftmost boundary of the domain is the inflow
boundary where we impose a Neumann condition with a uniform normal traction.
The rightmost boundary is the outflow boundary and is traction free. On all other
boundaries homogeneous Dirichlet, i.e., no-slip, boundary conditions are imposed.
The boundary conditions and the solution with a quadratic Taylor-Hood basis
on a grid of h = 1

32 at an angle of 22.5◦ are shown in Figure 3.12.
The symmetric variational form with boundary conditions imposed by Nitsche’s

method is:
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(a) Velocity magnitude (b) Pressure

Figure 3.12: Boundary conditions and solution to the 2D Stokes flow problem. The
leftmost inflow boundary contains a uniform normal traction Neumann condition, the
rightmost outflow boundary contains a traction free Neumann condition, the other
boundaries contain no-slip Dirichlet conditions indicated by the thick black lines in (a).



Find (uh, ph) ∈ Vh(Ω)×Qh(Ω) such that for all (vh, qh) ∈ Vh(Ω)×Qh(Ω):

∫
Ω 2∇svh : ∇suh dV +

∫
ΓD −2vh · (∇suh)n− 2uh · (∇svh)n+ 2βvh · uh dS

+
∫

Ω−phdiv (vh)− qhdiv (uh) dV +
∫

ΓD phvh · n+ qhuh · ndS

=
∫

ΓN vh · gN dS +
∫

ΓD −2gD · (∇svh)n+ 2βvh · gD + qhg
D · n dS.

(3.22)
The element-wise stabilization constant β in this formulation is equal to βµ in
(3.15). In order to obtain an inf-sup stable formulation, a proper choice for the
pair of spaces Vh(Ω) and Qh(Ω) is needed. An analysis of the inf-sup stability and
performance of different pairs of function spaces and formulations for immersed
finite element methods can be found in [73, 94]. We apply a Taylor-Hood pair
that comprises a N p

p−2(T h) B-spline basis for Vh and a N p−1
p−2 (T h) B-spline basis

for Qh, with p denoting the order of the discretization.
The performance of the additive Schwarz preconditioner and the Jacobi pre-

conditioner is reported in Figure 3.13. The preconditioners for the velocity are
based on the velocity matrix and the preconditioners for the pressure are based on
the pressure mass matrix, which serves as an approximate Schur complement as
discussed in Section 3.3.1. For all grid angles θ the linear systems are computed
for a quadratic, p = 2, basis on a grid with h = 1

32 , resulting in approximately
7 100 degrees of freedom. The eigenvalue ratios of the symmetric systems in Fig-
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(a) Eigenvalue ratios (b) Residual convergence

Figure 3.13: Comparison of the effectiveness of the additive Schwarz and Jacobi
preconditioner for the 2D Stokes problem with grids of h = 1

32 and a discretization
order of p = 2.

ure 3.13a are similar to the eigenvalue ratios of the elasticity problem and the
convection-diffusion problem. This demonstrates that the effectiveness of Jacobi
preconditioning depends on how the elements are cut, while the additive Schwarz
preconditioner is uniformly effective for all configurations. Figure 3.13b shows
the convergence of the preconditioned residual with a GMRES solver, that is
terminated at a residual of 2−30 or when the number of iterations exceeds 2500.
One can observe that the additive Schwarz preconditioner is robust and behaves
uniformly for all configurations. Jacobi-preconditioned GMRES generally con-
verges slower than additive Schwarz-preconditioned GMRES. For approximately
half of the considered angles, Jacobi-preconditioned GMRES does not achieve
convergence within the prescribed maximum number of iterations. Let us note
that by virtue of the symmetry of the Stokes problem, we could have sufficed
with MINRES instead of GMRES. However, we have opted for the use of the
generally applicable GMRES to retain uniformity in the presentation.

The effect of the grid size and the order of the discretization is investigated
in Figure 3.14. The convergence of the preconditioned residual with the GMRES
solver in Figure 3.14a demonstrates that the additive Schwarz preconditioner is
uniformly effective for the different grid sizes. The observed numbers of itera-
tions are approximately inversely proportional to the mesh size, which was also
observed for the elasticity problem and the convection-diffusion problem. The
systems with the different grid sizes have approximately 2 100, 7 100 and 25 700
degrees of freedom. Figure 3.14b shows that the preconditioner is effective for
both p = 2 and p = 3, where the cubic space requires slightly more iterations than
the quadratic space. The systems have approximately 7 100 and 7 600 degrees of
freedom for the different systems.
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(a) Grid size (b) Discretization order

Figure 3.14: Convergence of the preconditioned residual of the 2D Stokes problem.
Figure (a) displays different grid sizes with p = 2. Figure (b) displays discretization
order p = 2 and p = 3 with a grid of h = 1

32 .

Next, we consider the properties of the additive Schwarz preconditioning
scheme for a three-dimensional Stokes flow around the popcorn flake introduced
in [203] reduced in size by a factor 2. The domain consists of the bi-unit
cube, with the popcorn flake excluded at the center. At the left boundary,
x1 = −1, we prescribe a parabolic inflow velocity normal to the boundary
with dimensionless maximum velocity 1, i.e., we impose the Dirichlet condition
gD = ((1 − x2

2)(1 − x2
3), 0, 0). The right boundary, x1 = 1, is a homogeneous

Neumann outflow boundary. On all other boundaries no-slip Dirichlet conditions
are imposed. To reduce the computational cost we apply a penalty method in-
stead of Nitsche’s method, such that we do not have to compute the element-wise
stabilization parameters. We therefore set β = 10

h and remove the viscous terms
on the Dirichlet boundary from the variational formulation:

Find (uh, ph) ∈ Vh(Ω)×Qh(Ω) such that for all (vh, qh) ∈ Vh(Ω)×Qh(Ω):

∫
Ω 2∇svh : ∇suh − phdiv (vh)− qhdiv (uh) dV

+
∫

ΓD 2βvh · uh + phvh · n+ qhuh · ndS

=
∫

ΓN vh · gN dS +
∫

ΓD 2βvh · gD + qhg
D · ndS.

(3.23)
Similar to the three-dimensional elasticity problem, the integration depth is set
to 2. The domain and the solution on a 32 × 32 × 32 grid with a quadratic
Taylor-Hood basis are displayed in Figure 3.15.
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(a) Velocity magnitude (b) Pressure

Figure 3.15: Domain and solution of the three-dimensional Stokes flow around the
popcorn flake with a grid of 32× 32× 32 elements and a quadratic Taylor-Hood basis.

(a) Convergence (b) CPU time [s]

Figure 3.16: Convergence of the relative preconditioned residual with GMRES (a)
and CPU times (b) for the three-dimensional Stokes problem with different grid sizes.
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The convergence of a GMRES solver with the dedicated additive Schwarz
preconditioner for different grid sizes with quadratic Taylor-Hood bases is shown
in Figure 3.16a. The systems contain 2 312, 15 468, 112 216, and 848 012 degrees of
freedom, respectively. The convergence plots are similar to those for the different
grid sizes for the two-dimensional problems in Figure 3.14a. The increase in the
number of iterations between the 8×8×8 and the 16×16×16 grid is slightly less
than the expected factor 2, which we attribute to pre-asymptotic behavior. The
CPU time for the GMRES solver on a single core is reported in Figure 3.16b.
The dashed line depicts the scaling rate that is estimated in Section 3.3.3, which
is observed to be in excellent agreement.

3.4.4 Steady incompressible Navier-Stokes flow problems
To solve the steady Navier-Stokes equations we first consider the Oseen problem:

div (w ⊗ u− 2ν∇su+ pI) = 0 in Ω,
div (u) = 0 in Ω,
u = gD on ΓD,

(2ν∇su− pI)n− 1
2min (0, w · n)u = gN on ΓN ,

(3.24)

with divergence free convection velocity w. Note the directional do-nothing term
in the Neumann boundary condition to ensure well-posedness in case of backflow
through ΓN [197–199], cf. the convection-diffusion problem in Section 3.4.2. The
nonlinear steady Navier-Stokes equations are obtained by replacing the convec-
tion velocity w with u. We solve this system by means of a standard Picard
iteration procedure, in which the Oseen problem is successively solved with at
the ith iteration the convection velocity set to w = ui−1. The initial convection
velocity is set to w = 0, such that in the first iteration the Stokes problem is
solved. The applied stopping criterion is:√√√√‖ui − ui−1‖2H1(Ω) + ‖pi − pi−1‖2L2(Ω)

‖ui + ui−1‖2H1(Ω) + ‖pi + pi−1‖2L2(Ω)
≤ tol = 10−4.

The dimensionless kinematic viscosity is set to ν = 10−4. We use the solution to
the Stokes problem in (3.21) as a Dirichlet inflow boundary condition at the left-
most boundary, and apply the same boundary conditions as the Stokes problem
for the other boundaries. The full set of boundary conditions and the solution are
shown in Figure 3.17, with a quadratic Taylor-Hood basis on a grid with h = 1

32
at an angle of 22.5◦. The resulting Reynolds number is approximately 25.

The considered weak form for the Oseen equations is based on the skew
symmetric convection formulation [199, 200] with additional penalization on the
Dirichlet boundaries with the inflow velocity as in [201]:
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(a) Velocity magnitude (b) Pressure

Figure 3.17: Boundary conditions and solution of the 2D Navier-Stokes problem with
ν = 10−4 (Re ≈ 25). The thick lines in Figure (a) indicate the Dirichlet boundary, with
the solution to the Stokes problem as the inflow condition at the leftmost boundary and
no-slip conditions at all other Dirichlet boundaries.



Find (uh, ph) ∈ Vh(Ω)×Qh(Ω) such that for all (vh, qh) ∈ Vh(Ω)×Qh(Ω):

∫
Ω 2ν∇svh : ∇suh dV

+
∫

ΓD −2νvh · (∇suh)n− 2νuh · (∇svh)n+ 2βνvh · uh dS

+
∫

Ω
1
2vh · (∇uh)w − 1

2uh · (∇vh)w dV +
∫
∂Ω

1
2max (0, w · n) vh · uh dS

+
∫

Ω−phdiv (vh)− qhdiv (uh) dV +
∫

ΓD phvh · n+ qhuh · ndS

=
∫

ΓD −2νgD · (∇svh)n+ 2βνvh · gD − 1
2min (0, w · n) vh · gD

+qhgD · n dS +
∫

ΓN vh · gN dS
(3.25)

Similar formulations can be found in [45, 46, 67, 69–72, 76, 77, 83, 99, 204, 205].
The variational forms in most of these references contain Variational MultiScale
(VMS) stabilization terms to enhance stability for large convective velocities [9,
191,192]. The two-dimensional and three-dimensional examples presented in this
manuscript with both a Reynolds number of approximately 25 did not require
this stabilization. Furthermore, these stabilization terms have originally been
developed for linear bases and have in the context of immersed finite element
methods only been used with such linear bases [69, 72, 76], with a stabilization
parameter that is decreased in the vicinity of the trimmed elements [45, 46, 83]
or in combination with additional stabilization techniques such as ghost penalty
terms on trimmed elements [67,70,71,81,99].



3.4 Numerical examples 101

(a) Eigenvalue ratios (b) Residual convergence

Figure 3.18: Comparison of the additive Schwarz preconditioner and Jacobi precondi-
tioner for the 2D Navier-Stokes problem with grids of h = 1

32 and a discretization order
of p = 2.

The system matrix and consequently the conditioning depend on the convec-
tive velocity w. Because the convective velocity changes in the Picard iterations,
so does the system matrix and, hence, its condition number. To keep our report
of the results concise, we only present the eigenvalue ratios and the convergence
of the GMRES solver with the converged convective velocity. We have observed
that the convective velocity does not significantly affect the conditioning. Similar
to the Stokes problem, the pressure space is preconditioned using the pressure
mass matrix as an approximate Schur complement.

The additive Schwarz preconditioner is compared to a Jacobi preconditioner
for quadratic bases with a grid size of h = 1

32 in Figure 3.18. All the systems
contain approximately 7 100 degrees of freedom. One can observe that the results
are very similar to those of the Stokes problem in Figure 3.13. The convergence
of the GMRES solver for the different angles is less uniform for Navier-Stokes
than for Stokes. We conjecture that these non-uniformities are caused by the
(mis)alignment of the background grid lines with the convection velocity, similar
to the convection-diffusion problem.

In Figure 3.19 the effect of the grid size and the discretization order on the
additive Schwarz preconditioner is reported. Figure 3.19a contains the conver-
gence of the GMRES solver for the preconditioned residual on grids with h = 1

16 ,
h = 1

32 , and h = 1
64 , resulting in systems of approximately 2 100, 7 100 and 25 700

degrees of freedom, respectively. The results are again very similar to those of
the Stokes problem, with a larger spread in the iteration counts, which we again
attribute to the (mis)alignment between the convection velocity and the grid
lines. Figure 3.19b investigates the effect of the discretization order on a grid
with h = 1

32 . The systems for p = 2 and p = 3 contain approximately 7 100 and
7 600 degrees of freedom, respectively. These results are similar to those of the
Stokes problem, with again slightly more spreading in the iteration counts.
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(a) Grid size (b) Discretization order

Figure 3.19: Convergence of the preconditioned residual at the last Picard iteration
of the 2D Navier-Stokes problem. Figure (a) displays different grid sizes with p = 2.
Figure (b) displays discretization orders p = 2 and p = 3 with a grid of h = 1

32 .

To elucidate the properties of the additive Schwarz preconditioner for a 3D
Navier-Stokes problem, we consider the same three-dimensional popcorn flake
problem as for the Stokes problem. We again replace Nitsche’s method in the
weak form by the penalty method, in the same way as for the three-dimensional
Stokes problem. We set the dimensionless kinematic viscosity to ν = 1

35 . With
the maximum inflow velocity of 1 and the diameter of the popcorn flake of ap-
proximately 0.71, this results in a Reynolds number of approximately 25. The
solution is shown in Figure 3.20.

The convergence of a GMRES solver with the additive Schwarz precondi-
tioner for different grid sizes with quadratic Taylor-Hood bases is shown in Fig-
ure 3.21. The systems again contain 2 312, 15 468, 112 216, and 848 012 degrees
of freedom, respectively. The behavior is similar to that of the three-dimensional
Stokes problem in Figure 3.16a and the two-dimensional Navier-Stokes problems
in Figure 3.19a. It is observed that on the finest grid the solution converges to
approximately 1.1 · 10−9 and does not achieve the full tolerance of 2−30. This is
the result of round-off errors that cause a failure in the orthogonalization of the
vectors that span the Krylov space in GMRES, as described in Remark 3.4. We
have resolved this by applying a restart after 2 000 iterations in the GMRES algo-
rithm (illustrated in the figure by the dashed line). Alternatively, this issue can
be resolved by weakening the threshold at which basis functions are eliminated
(not reported in the figure).
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(a) Velocity magnitude (b) Pressure

Figure 3.20: Solution to the three-dimensional Navier-Stokes flow around the popcorn
flake with a grid of 32× 32× 32 elements and a quadratic Taylor-Hood basis.

Figure 3.21: Convergence of the relative preconditioned residual of the GMRES solver
for the three-dimensional Stokes problem on different grid sizes.
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3.5 Concluding remarks
Motivated by the unavailability of versatile preconditioning techniques for im-
mersed finite element problems, an additive Schwarz-type preconditioner is pro-
posed that opens the door to higher-order immersed discretizations of a general
class of flow problems. The proposed preconditioner derives its effectiveness
from a tailored selection of the additive Schwarz blocks, which in essence com-
bines diagonal scaling of untrimmed basis functions with element-wise inverses for
trimmed basis functions. The performance of the preconditioner is demonstrated
for a broad class of problems in both two and three dimensions, which convey
that the cut-element related ill-conditioning problem is adequately resolved. In
contrast to Jacobi preconditioning, the proposed preconditioner is robust with
respect to the size and shape of cut elements and to the order and smoothness
of the discretization.

Theoretical cost estimates for the considered preconditioned iterative solvers
convey that, both in terms of floating point operations and in terms of memory
usage, the proposed technique scales favorably compared to a direct solver. These
estimates have been confirmed in our three-dimensional numerical simulations,
which can be solved efficiently using the proposed preconditioner. The structure
of vector-valued and mixed problems is leveraged in the additive Schwarz block
selection to enhance the efficiency of the preconditioning technique. Application
of the proposed technique to singular blocks in mixed systems (such as the pres-
sure block in (Navier-)Stokes problems) is possible through an approximation of
the Schur complement.

The exhibited behavior of the preconditioned systems is in close correspon-
dence with characteristic behavior of mesh-fitting methods. This observation
is evident, as untrimmed basis functions are treated straightforwardly by a Ja-
cobi preconditioner. Consequently, the convergence of iterative solvers is still
affected by aspects such as the discretization order and the mesh size in the
usual manner as it does for mesh-fitting approaches. Especially the dependence
of the convergence of the iterative solvers on the mesh size is apparent. It is
therefore worthwhile to investigate the combination of the dedicated treatment
of cut elements with existing preconditioning techniques, specifically multigrid
techniques, to develop a method that is robust to a combination of the above
mentioned effects.



Chapter 4

Preconditioning multi-level
hp-finite cell systems

The finite cell method is a well-established immersed finite element tech-
nique, that combines advanced quadrature schemes with a penalty or Nitsche-
type method for the imposition of boundary conditions. Implementations of the
finite cell method often involve multi-level hp-adaptive discretization schemes.
These flexible discretization schemes enable local increases of the spatial resolu-
tion and local elevations of the polynomial order in crucial regions of the compu-
tational domain. The multi-level hp-finite cell method can therefore adequately
capture local solution characteristics, without drastically increasing the compu-
tational cost. Similar to other immersed finite element techniques, this method
generally suffers from severe conditioning problems. This chapter therefore de-
scribes what modifications to the additive Schwarz preconditioning technique –
that was developed in the previous chapter – are required to make it suitable for
matrices derived from multi-level hp-finite cell formulations. Furthermore, it is
demonstrated that the resulting preconditioner enables efficient iterative solution
methods for large-scale systems with multi-million degrees of freedom.

This chapter is reproduced from [174]: J. Jomo, F. de Prenter, M. Elhaddad, D. D’Angella,
C.V. Verhoosel, S. Kollmannsberger, J.S. Kirschke, V. Nübel, E.H. van Brummelen, and E.
Rank. Robust and parallel scalable iterative solutions for large-scale finite cell analyses. Finite
Elements in Analysis and Design, 2019. This paper has been included in the dissertations of
the first two authors with the approval of all co-authors and the (co-)promotors. The co-authors
and (co-)promotors of the first two authors confirm that the contributions of both John Jomo
and Frits de Prenter were essential in this joint publication. The fundamental concepts in the
paper have been developed in close collaboration between the first two authors. The specific
contributions of Frits de Prenter pertained to the theoretical modification and stabilization of
the preconditioner, while John Jomo specifically contributed his expertise in the properties of
the hp-adaptive basis functions and in the implementation and parallelization.
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4.1 Introduction

Immersed finite element methods, most prominently the finite cell method [40–43,
69,90] and CutFEM [48,50, 129], are useful techniques for performing numerical
computations on domains with complex geometries. Generating boundary fitted
meshes for these problems can be an error-prone, laborious and computationally
expensive operation. The general concept of immersed finite element methods is
not to directly mesh the complex geometry on which the problem is posed, but
to instead enclose it in a larger, embedding domain of simple shape that can be
trivially discretized. An approximation space is then defined on this structured
mesh and restricted to the complex geometry of the problem domain.

The finite cell method (FCM) combines the embedded mesh concept with
high-order finite elements to compute accurate results with a flexible discretiza-
tion scheme. The efficiency of immersed methods can be further improved by
using them in conjunction with hp-refined discretizations. The multi-level hp-
finite cell method [206,207] has shown to be effective in capturing local solution
characteristics, such as steep gradients or stress concentrations induced by (fine)
geometrical features, e.g., [91, 208, 209]. An unavoidable aspect of applying this
method to large-scale real-life applications is the necessity of solving large lin-
ear systems. Iterative solvers are the preferred method for solving such systems,
because their computational cost scales better with the system size and due to
their low memory requirement and ability to be easily parallelized in comparison
to direct solvers. Convergence of iterative solvers, however, strongly depends
on the conditioning of the system, e.g., [133]. Without tailored preconditioning,
FCM systems generally show severe ill-conditioning, which practically prohibits
the application of iterative solvers [115]. As a result, finite cell computations
have been mainly restricted to the use of direct solvers [22–24,41,42,44].

Several techniques have been developed to improve the conditioning of im-
mersed finite elements and allow the application of iterative solution techniques
in immersed FE simulations. A common technique is to assume a soft material
in the embedding (fictitious) domain. This fictitious domain stiffness performs
a volumetric stabilization through the evaluation of integrals in both the prob-
lem and embedding domain. An extensive analysis of this method can be found
in [134]. For FCM problems in the context of isogeometric analysis, it is shown
in [89, 135] that problematic basis functions with small support inside the do-
main of computation can simply be removed from the system. Ghost penalty
stabilization [49] is another option which weakly couples the degrees of freedom
(DOFs) in cut elements to their neighboring elements. This gives better con-
trol of the solution on cut elements and improves the conditioning. Application
of ghost penalty is customary in methods referred to as CutFEM [48, 50]. In-
stead of weakly coupling DOFs in cut elements to neighboring elements, these
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can also be constrained strongly as originally introduced in [53, 54] and applied
in e.g., [55, 78,119,120,122,124].

In addition to these stabilization methods, multiple preconditioning tech-
niques have been proposed for immersed finite element methods and for similar
problems in the extended finite element method (XFEM) [36,37]. In XFEM, these
preconditioners generally split the matrix in i) non-problematic DOFs, which can
be treated by standard preconditioning techniques, and ii) problematic DOFs
that are treated separately by local Cholesky decompositions [138], a tailored
FETI-type method [139], a Schur complement based algebraic multigrid precon-
ditioner [140] or a Schwarz-type domain decomposition preconditioner [141,142].
The last two references are conceptually similar to the approach applied in this
work, but differ in the choice of subdomains as the problematic DOFs in the finite
cell method, i.e., all DOFs on the boundary, are generally large connected sets.
For immersed finite element methods it is proposed in [144] to diagonally scale the
problematic DOFs and treat the non-problematic DOFs by an algebraic multigrid
procedure, which is demonstrated to be effective for linear basis functions and
restrictions on the manner in which elements can be cut. In [145] the scaling in a
Balancing Domain Decomposition by Constraints preconditioner (BDDC) is cus-
tomized for cut basis functions, which is shown to result in an effective method
for linear bases. A preconditioner that combines a diagonal scaling with a local
orthonormalization of the problematic DOFs is developed in [115]. In [154] it is
shown that this orthonormalization is very similar to additive Schwarz precon-
ditioning, e.g., [172], of the cut elements. The preconditioner developed in [154]
is demonstrated to be effective for immersed finite element methods with high-
order basis functions, but has so far only been tested on uniform tensor product
meshes without local refinements.

In this contribution, we further develop the preconditioning technique pre-
sented in [154] through modifications that are essential to allow robust applica-
tion of iterative solvers for finite cell discretizations involving local hp-refinements.
The robustness of the preconditioner is improved by stabilizing the local inverses
in case the smallest eigenvalues approach machine precision. Furthermore, the
efficiency and scalability of the preconditioner setup is investigated and optimized
by i) focusing on problematic areas, and ii) the use of shared memory and dis-
tributed memory parallelization. The developed technique is demonstrated to be
able to efficiently solve large FCM systems involving multi-level hp-refinement
with good parallel scalability using a preconditioned conjugate gradient (PCG)
solver [133]. The presented examples show the potential of using FCM in large-
scale real-life and industrial applications.

Section 4.2 introduces the finite cell method and multi-level hp-refinement.
Section 4.3 recapitulates the conditioning of the finite cell method and the prin-
cipal concepts of additive Schwarz preconditioning, which is followed by the mod-
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ifications required for preconditioning multi-level hp-refined discretizations. Sec-
tion 4.4 presents the details of the parallel implementation and Section 4.5 in-
vestigates and demonstrates the effectiveness of the preconditioner with a PCG
solver in several numerical examples.

4.2 Discretization techniques

In this section we introduce the discretization methods that form the basis of the
proposed techniques, namely the finite cell method in Section 4.2.1 and multi-
level hp-refinement in Section 4.2.2.

4.2.1 The finite cell method

The finite cell method (FCM) is an immersed high-order method suitable for
numerical analysis on domains of complex shape [40, 41]. The two underlying
numerical techniques in FCM are a fictitious domain approach and finite ele-
ments with high-order shape functions. Different shape functions such as the
integrated Legendre polynomials (p-FEM) [41,209], Lagrange polynomials based
on Gauss-Lobatto nodal distributions (SEM) [59, 210] or spline-based functions
(IGA) [46, 62] can be used resulting in different FCM variants. FCM extends
the original problem domain referred to as the physical domain, Ω, with a sur-
rounding fictitious domain, Ωfict, forming a computational domain E = Ω ∪ Ωfict
with a simple structure that can be trivially meshed (Figure 4.1). An indicator
function α is used to distinguish between points in the physical and fictitious
domain. The parameter α assumes the value α = 1 for points lying in Ω and
0 ≤ α � 1 for points in Ωfict, and is generally chosen as a small finite constant
0 < α � 1 instead of α = 0 to ensure numerical stability. It is noted that
the use of a finite indicator function in the fictitious domain can be interpreted
as a fictitious domain stiffness, and introduces a modeling error in the method.
This modeling error can be bounded, however, and in [134] it is derived that
the finite cell formulation retains optimal convergence properties and is therefore
asymptotically consistent. Since the basis is generally not interpolatory on the
physical domain boundary, Dirichlet conditions are weakly imposed using e.g.,
Nitsche’s method [116,118] or the penalty method [111]. In [115,154] it is shown
that additive Schwarz based preconditioners for FCM systems work well when
the boundary conditions are applied using Nitsche’s method. In this article only
penalty boundary conditions are considered, but a similar approach is applicable
to Nitsche’s method if coercivity is guaranteed.
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(a) Physical domain (b) Fictitious extension (c) Structured grid

Figure 4.1: A schematic representation of the finite cell method [209].

The weak form in FCM for a linear elasticity problem is:∫
E

α ε(vh) : C : ε(uh) dV +
∫

ΓD

β vh · uh dS

=
∫
E

α vh · f dV +
∫

ΓN

vh · gN dS +
∫

ΓD

β vh · gD dS,
(4.1)

in which uh is the unknown displacement field, vh an arbitrary test function, ε the
infinitesimal strain tensor, C the fourth-order elasticity tensor, and β the penalty
parameter. The vectors f , gN , and gD represent the volumetric forces, surface
traction and Dirichlet data, respectively. FCM has a large application field due to
its ability to produce flexible, non-conforming discretizations while maintaining
the accuracy and computational efficiency of high-order finite elements. For more
details regarding FCM the reader is referred [40,41] or the review articles [42,43]
that show various applications and recent developments.

4.2.2 Multi-level hp-discretizations
For problems with non-smooth solutions, a high quality finite element approxi-
mation can be obtained with a comparably small number of unknowns by the use
of hp-refinement schemes. These schemes combine a local increase of the spatial
resolution (h-refinement) and an elevation of the element polynomial order (p-
refinement) in crucial regions of the computational domain. Often hp-refinement
schemes perform spatial refinement by the replacement of large elements hav-
ing a large approximation error with a set of smaller elements, e.g., [211–213].
Instead of replacing large coarse elements, multi-level hp-refinement [206] per-
forms hp-refinement by means of high-order hierarchical overlay meshes. Coarse
elements are superposed with a hierarchy of overlay elements in order to better
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Active node

Inactive node due to
linear independence

Inactive node due
to compatibility

Active edge

Inactive edge due to
linear independence

Inactive edge due to
compatibility

Active face

Inactive face due to
linear independence

Inactive face due to
compatibility

k = 0

k = 1

k = 2

(a) One-dimensional (b) Two-dimensional (c) Three-dimensional

Figure 4.2: Illustration of the multi-level hp-refinement scheme with two refinement
levels, k = 2, in different spatial dimensions. The deactivation of specific topological
components following a simple rule set ensures compatibility and linear independence
of the basis functions [207].

capture solution characteristics in regions of interest. The overall solution is de-
termined by summing the solution on the coarse base mesh with the solutions
on the overlay meshes. This change of paradigm from a replacement-driven to a
superposition-driven spatial refinement significantly reduces the complexity asso-
ciated with the implementation of hp-refinement schemes. The direct relation of
degrees of freedom to topological components (nodes, edges, faces and volumes)
in high-order finite elements allows a straightforward enforcement of both the
compatibility of the discretization and linear independence of the basis functions
in the multi-level hp-refinement setting, see [91,206–208] for applications.

Figure 4.2 illustrates the superposition principle in multi-level hp-refinement.
The scheme is not restricted to 1-irregular meshes which enforce a 2:1 balance
constraint such that the maximum difference in the refinement level for adja-
cent elements does not exceed 1, thus ensuring at most one hanging node for a
given edge or face. Arbitrary levels of hanging nodes are treated automatically
through the use of homogeneous Dirichlet boundary conditions at the bound-
ary of the overlay meshes. This deactivates specific topological components and
enforces C0-continuity over the complete refinement hierarchy. C∞-continuity is
maintained in unrefined base elements and overlay elements on the highest refine-
ment level. Such elements are collectively referred to as active or leaf elements.
Numerical integration is performed on these elements.
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4.3 Preconditioning
As mentioned in Section 4.1, iterative solution methods are preferred to direct
solvers for large systems due to their lower memory requirements and suitability
for parallel computing. It is well known that the convergence speed of iterative
methods generally depends on the conditioning of the system, e.g., [133]. The
conditioning of FCM systems is generally rather poor, as remarked in e.g., [22–24,
42,44] and detailed in [115], which impedes solving large FCM systems. In [154]
an additive Schwarz scheme is proposed that is efficient for FCM systems on
uniform grids, but that does not account for the local refinements in multi-level
hp-discretizations. Section 4.3.1 revisits the conditioning problems associated
with the finite cell method and discusses how additive Schwarz preconditioners
can alleviate these problems. Section 4.3.2 presents the required modifications
to the additive Schwarz scheme that allow efficient preconditioning of immersed
multi-level hp-discretizations.

4.3.1 Conditioning and additive Schwarz preconditioning
This manuscript focuses on problems in linear elasticity, for which FCM yields a
symmetric positive definite (SPD) system of the form:

Ax = b, (4.2)

with system matrix A, solution vector x and right hand side vector b. The
condition number κ (A) of SPD systems is defined as:

κ (A) =
∥∥A∥∥∥∥A−1∥∥ = λmax

λmin
=

max‖y‖=1 yTAy
min‖z‖=1 zTAz , (4.3)

with λmax and λmin denoting the largest and smallest eigenvalues and y and z
(eigen)vectors maximizing and minimizing the Rayleigh quotient with A. From
[115] we know that FCM systems are generally ill-conditioned because of the
occurrence of elements with a very small intersection with the physical domain.
Basis functions on such elements can be arbitrarily small in magnitude and/or
basis functions that are sufficiently linearly independent on the full element can
become almost linearly dependent when the element is cut. The latter is caused
firstly by higher order contributions of basis functions, that can become arbi-
trarily small compared to linear (or lower order) contributions, and secondly by
dependencies on a (e.g., horizontal or vertical) parametric dimension, that can
become arbitrarily small compared to other parametric dimensions. This reduces
a higher order or multivariate function to an almost linear or univariate function.
When this occurs for multiple functions, these functions can become almost lin-
early dependent. The magnitude of a function in the approximation space that is
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only supported on a small cut element – which strongly depends on the volume
of the intersection between the element and the physical domain – can therefore
be arbitrarily small compared to the magnitude of the vector that represents the
function in the isomorphic vector space – which is independent of this volume.
Because of that, FCM systems generally have min‖z‖=1 zTAz � 1, such that
κ (A) � 1. When the smallest cut element is assumed to be shape regular and
for α = 0, it is shown in [115] that the condition number of second order FCM
systems can be estimated by:

κ (A) ∝ Cη−(2p+1−2/d), (4.4)

with p the polynomial order of the discretization, d the number of dimensions
and η the relative volume of the intersection between the smallest cut element
and the physical domain:

η = min
Ki∈T h

|Ki ∩ Ω|
|Ki|

, (4.5)

with T h the set of elements, |Ki ∩ Ω| the volume of the intersection between
element Ki and the physical domain and |Ki| the full volume of element Ki.
Since the volume of the intersection can become arbitrarily small, the condition
number in FCM can be arbitrarily large.

Remark 4.1. It is emphasized that the ill-conditioning of FCM is not only due
to basis functions becoming very small. This can easily be resolved by Jacobi
or Gauss-Seidel preconditioning. Notwithstanding that Jacobi and Gauss-Seidel
preconditioners improve the conditioning, they do not repair conditioning prob-
lems related to almost linearly dependent basis functions on small cut elements.
Therefore these simple preconditioners do not result in robust preconditioning for
the finite cell method, as is shown in [115] and demonstrated in Section 4.5.2.

Additive Schwarz preconditioning

Ill-conditioning in FCM can be effectively resolved by the use of additive Schwarz
preconditioners [154]. A rich literature exists on these preconditioners in a general
setting, e.g., [170,171], and specifically for finite element methods, e.g., [172,214].
The general idea of additive Schwarz preconditioners is to select N blocks of
indices, that correspond to basis functions. A sparse approximation of inverse
A−1 can then be constructed by restricting matrix A to these blocks, inverting
the resulting sub-matrices, and summing these inverses:

M−1 =
N∑
i=1

Pi

(
PT
i APi

)−1︸ ︷︷ ︸
A−1
i

PT
i . (4.6)
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In this formulation i denotes the number of the index block. A basis function
φk can be in multiple (i.e., overlapping) blocks, but each basis function must
be in at least one block for M−1 to be nonsingular. Premultiplying matrix A
with the (non-square) matrix PT

i restricts A to the row indices in block i, and
postmultiplying matrix A with the matrix Pi restricts A to the column indices
in block i. The inverse of sub-matrix Ai is placed at the indices of block i by
pre- and postmultiplying with Pi and PT

i , respectively.
Properly choosing the blocks is essential for the effectiveness of additive

Schwarz preconditioning, because different blocks yield varying preconditioners
with different properties. For example one can assign the blocks such that ev-
ery function is in a single, separate block. This results in the standard Jacobi
preconditioner which is not robust when elements are cut, as demonstrated in
Section 4.5.2. On the other extreme one can theoretically assign only one block
containing all functions such that M−1 = A−1. Such a preconditioner is opti-
mal in terms of spectral properties, but is prohibitively expensive as it involves
inverting the full system. For FCM, it is useful to assign blocks based on the
additive Schwarz lemma [170,171,178,179]:

yTMy = min
y=

N∑
i=1

Piy
i

N∑
i=1

yT
i
Aiyi. (4.7)

In this formulation y
i

denotes a vector whose length corresponds to the size of
block i. Piyi is a prolongated vector whose length corresponds to the size of the
full system and with only nonzero entries at the indices of block i. When each
index is in at least one block, for every vector y there exists a set {y

i
} such that

y =
∑N
i=1 Piyi. With overlapping blocks, different sets {y

i
} with this property

exist. The lemma states that the inner product of a vector y with M is equal to
the minimum of the sum of inner products over all sets {y

i
} that sum up to y.

Next, recall that ill-conditioning in FCM is caused by small or almost linearly
dependent basis functions on small cut elements. The additive Schwarz lemma
establishes that a vector y that has a small inner product with A, will also
have a small inner product with M provided that functions that are almost
linearly dependent are aggregated in one block. This clustering can be achieved by
assigning one block for every element, consisting of all basis functions supported
on that element, since basis functions generally need intersecting supports in order
to be almost linearly dependent. When the blocks are set up in this manner, it so
follows from the additive Schwarz lemma that M inherits the small eigenvalues
of A caused by small cut elements. The preconditioner can therefore effectively
treat the fundamental cause of ill-conditioning of the finite cell method, which
has already been demonstrated for uniform discretizations in [154].
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4.3.2 Preconditioning multi-level hp-refined FCM
It is not straightforward to apply this principle to multi-level hp-refined grids.
To begin with, the notion of an element is less trivial, because of the different
levels of elements. Considering the requirement that functions that are almost
linearly dependent need to be in the same block, it is sufficient to only set blocks
for the active or leaf elements, i.e., elements that do not have overlay elements
on a finer level. This still does not yield optimal results however. Therefore the
following three modifications are made to the preconditioning technique.

Selecting suitable blocks

Uniform grids, as used in [154], and multi-level hp-grids, as applied here, have
two fundamental differences with regard to choosing additive Schwarz blocks in
an element-wise manner based on the functions supported on a leaf element.
First, on uniform grids the number of basis functions supported on an element
is constant, i.e., (p + 1)d for scalar problems with p denoting the polynomial
order and d the number of dimensions1. For multi-level hp-grids the total num-
ber of basis functions supported on a leaf element is, in general, not bounded.
This is attributed to the superposed linear hat functions that are present on ev-
ery refinement level. This superposition results in multiply-defined linear basis
functions within a leaf element as shown in Figure 4.2. Directly applying the
strategy from [154] to leaf elements in multi-level hp-grids therefore yields large
blocks that are computationally expensive in the setup, storage and application
of the preconditioner. Second, on uniform grids the number of elements that a
basis function is supported on is bounded, i.e., ≤ 2d for C0-finite elements. With
multi-level hp-discretizations, it is possible that a (coarse) linear basis function
is supported on a large number of (fine) leaf elements, see Figure 4.2. Consider
the case that a basis function φk is in m different blocks with m � 1. The unit
vector ek corresponding to φk has a Rayleigh quotient Akk with A. Next we
construct a set {y

i
} with the value 1/m for all vector entries corresponding to

φk and the value 0 for all other entries. Clearly
∑N
i=1 Piyi = ek and from (4.7)

it follows that the Rayleigh quotient of ek with M is bounded from above by
Akk/m. This shows that a basis function that is in many different blocks yields
a small eigenvalue in M, relative to A, and consequently a large eigenvalue in
M−1. This reduces the efficiency of the preconditioner, which is demonstrated
in Sections 4.5.1 and 4.5.3.

In order to obtain a robust and efficient additive Schwarz preconditioner for
the multi-level hp-finite cell method, the blocks have to be carefully selected to
ensure that i) the number of blocks a given basis function belongs to is bounded,

1For the full tensor product space, e.g, [215].
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Figure 4.3: Block selection for multi-level hp-grids with the full and truncated block
of element K3.

and that ii) the size of each block is small. As already noted in [154] it is sufficient
but not necessary to devise a block for every element with all basis functions sup-
ported on it. In fact it is enough to overcome the conditioning problems of FCM,
due to small eigenvalues on small cut elements, if the blocks contain the basis
functions that can potentially become almost linearly dependent. This obviously
reduces the size of the blocks, and thereby repairs the large computational cost
of setting up, storing and applying the preconditioner. Furthermore, the large
linear basis functions that are supported on many leaf elements, and cause the
second aforementioned efficiency problem, are not the basis functions that suffer
from almost linear dependencies. Therefore, truncating the blocks to only the ba-
sis functions that can become almost linearly dependent when the element is cut
resolves both mentioned issues related to the preconditioning of the multi-level
hp-finite cell method.

To describe the truncation, we first consider a one-dimensional multi-level
hp-grid with elements of polynomial order p = 3. Figure 4.3a illustrates that
more than p + 1 basis functions can be supported on a leaf element due to
multiply-defined linear basis functions. As mentioned previously, these large sets
of supported basis functions need to be truncated in order to result in efficient
element-wise additive Schwarz blocks. To achieve this, it is first noted that al-
though more then p + 1 basis functions can be supported on a single element,
each element only has p+ 1 unique polynomial degrees of freedom. Since eigen-
values with problematically small eigenmodes are only supported on a small cut
element, efficient preconditioning only requires the additive Schwarz block of an
element to span these p + 1 polynomial degrees of freedom. This set of p + 1
functions must be made up of the p − 1 higher order basis functions accompa-
nied by two linear basis functions. These linear basis functions depend on the
position and refinement depth of a leaf element as illustrated in Figure 4.3a. In
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the grid shown, two different cases are distinguished: i) the element simply has
two linear functions on the highest level e.g., K1 and K5; and ii) the element has
one linear function on the highest level and the second linear function is selected
by traversing down the element hierarchy and taking the linear function that
is linearly independent of the first selected linear function. This can be from a
refinement level immediately below the highest level, as is the case for K3 and
K4, or from an even lower level in the element hierarchy, as is the case for K2.
Figures 4.3b and 4.3c show block 3 on element K3 before and after truncation,
respectively. Note that when the domain in Figure 4.3a is cut either from the
left or the right on any of the elements, the truncated additive Schwarz block
described here always spans all possible functions that are only supported on the
cut element and form the problematic eigenmodes for the conditioning of FCM.
The truncation in multiple dimensions is achieved by the tensor product of the
procedure in one dimension, yielding blocks of (p+1)d basis functions. Moreover,
this choice of blocks not only reduces the size of each block, but also ensures that
the number of blocks a single basis function belongs to is at most 2d. For clarity
it is indicated in all numerical examples whether the full or truncated blocks are
applied.

Remark 4.2. Multi-level hp-bases are well-conditioned for boundary fitted meshes,
due to the orthogonality properties of the superposed linear basis functions and the
integrated Legendre basis functions [207]. In an immersed setting these properties
diminish, and when no fictitious stiffness is applied (i.e., α = 0) even full lin-
ear dependencies of the linear basis functions can occur in specific cut scenarios.
This generates a nullspace resulting in a singular matrix A, and therefore re-
stricts direct solvers to strictly α > 0. Iterative solution methods based on Krylov
subspaces neglect these nullspaces. The PCG solver that is applied here minimizes
the energy in the range R(A), e.g., [133,216]. Even when A is singular, the right
hand side b lies in the range R(A), see (4.1). Therefore (preconditioned) iterative
solvers are robust to setting α = 0.

Optimizing the number of blocks

The bulk of the computational effort in the construction of the preconditioner
consists of inverting the sub-matrices in (4.6) and storing the inverses, and is
proportional to the number of blocks. When a block is devised for every element
in the mesh, this leads to a large computational cost. Repairing the specific ill-
conditioning effects of FCM does not require a block for every element, as can be
explained by the additive Schwarz lemma in Section 4.3.1 and is demonstrated
in [154] by only devising blocks for cut elements. In this work we explore whether
the computational cost can be further reduced by only devising blocks for cut
elements Ki whose volume fraction ηKi :
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ηKi = |Ki ∩ Ω|
|Ki|

, (4.8)

is smaller than a threshold η̄. Note that this generally results in basis functions in
the physical domain that are not contained in any of the blocks, for which Jacobi
preconditioning is applied. In this case, the Jacobi preconditioning can techni-
cally be interpreted as devising a separate block for every such function. Choosing
a smaller value of η̄ reduces the number of blocks, which yields a more sparse pre-
conditioner and thereby reduces the computational cost. However, smaller values
of η̄ allow smaller untreated elements, and with that large condition numbers in
accordance with (4.4). This reduces the effectiveness of the preconditioner and
increases the required number of iterations in an iterative solver. The effect of η̄
on the memory usage, number of iterations, and computation time is investigated
in Section 4.5.2.

Stabilization using pseudo inverses

The construction of the preconditioner in (4.6) requires the inversion of sub-
matrices. All these sub-matrices should theoretically be symmetric positive defi-
nite, because of the coercive and symmetric weak form in (4.1). Since cut elements
can be arbitrarily small, these sub-matrices can contain arbitrarily small eigenval-
ues, however. When the difference between the largest and smallest eigenmode in
a sub-matrix is of the order of the machine precision or smaller, a small eigenvalue
that should theoretically be positive can become negative because of rounding
errors due to finite precision. Inverting a sub-matrix that contains a negative
eigenvalue with an arbitrarily small magnitude yields an inverse with an arbi-
trary large negative eigenmode. As will be studied numerically in more detail in
Section 4.5.2, conjugate gradient solvers may diverge when such a mode becomes
a dominant part of the error. This problem can be remedied by replacing the
inverse of Ai with a pseudo inverse. Because of the symmetric positive definite
nature of Ai we can write:

Ai =
ni∑
k=1

λkyk ⊗ y
k

, A−1
i =

ni∑
k=1

1
λk

y
k
⊗ y

k
, (4.9)

with ni the dimension of Ai and λk and y
k

the k-th eigenvalue and eigenvector
of Ai, respectively. The pseudo inverse that replaces A−1

i and stabilizes the
preconditioning technique is defined as:

A−1
i,+ =

ni∑
k=1

λ−1
k,+y

k
⊗ y

k
, (4.10)
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with:

λ−1
k,+ =

{
λ−1
k for λk > λtres,

0 for λk ≤ λtres,
(4.11)

and λtres = εmaxk(λk) with ε here selected as = 10−13 such that the smallest
eigenvalue that is inverted is sufficiently larger than machine precision. Although
the proposed algorithm requires an eigenvalue decomposition, see (4.10), which
is more computationally intensive than the computation of a standard inverse,
this routine is not a bottleneck and the setup can be easily accelerated through
parallelization as elaborated in Section 4.4. If not stated otherwise, the stabilized
preconditioner is applied in the numerical examples section.

Remark 4.3. It should be noted that the stabilized preconditioner with pseudo in-
verses generally contains a nullspace. Therefore iterative solvers based on Krylov
subspaces such as the conjugate gradient method theoretically do not fully converge
to the exact solution, unless b is in the range R(A), e.g., [133, 216]. However,
even if these modes are a part of the solution, this effect is very small in practice
because the eigenvalues of the disregarded modes are at least a factor ε smaller
than the largest eigenvalues in the system. To quantify this effect: i) the rela-
tive residual can still converge to at least ε (which is set to be smaller than the
tolerance of the solver), ii) the relative energy error as defined in Section 4.5
still converges to at least

√
ε, and iii) the relative preconditioned residual can

theoretically still fully converge to 0.

4.4 Implementation and parallelization
In this section we present the implementational details of the proposed precondi-
tioning algorithm in Section 4.4.1 and modifications of the algorithm for shared
and distributed memory parallelism in Sections 4.4.2 and 4.4.3 respectively.

4.4.1 Algorithm
The preconditioner construction is summarized in Algorithm 4.1. The volume
fraction ηKi of an element is used as a criterion to decide whether a block is
devised for the basis functions supported on it. Note that the algorithm does
not explicitly devise a separate block of one basis function for the basis functions
that are not present in any of the truncated blocks – as the diagonal scaling of
these basis functions can be interpreted theoretically, Section 4.3 – but that a
separate diagonal scaling step is done for these basis functions in lines 10 to 16.
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Algorithm 4.1: computePreconditioner(A, {ηKi}, η̄)
1 # loop over elements
2 for Ki ∈ T h do

3 # check if ηKi small enough
4 if ηKi < η̄ then
5 Ai = PT

i APi # restrict to indices in block i
6 A−1

i,+ = pseudoInverse(Ai) # compute pseudo inverse
7 M−1 = M−1 + PiA−1

i,+PT
i # prolongate and sum

8 end

9 end

10 n = size(A) # matrix size for loop over functions
11 for j ∈ {1, ..., n} do

12 # check if function not in any block
13 if M−1

jj == 0 then
14 M−1

jj = 1/Ajj # diagonal scaling
15 end

16 end

17 return M−1

A major advantage of the proposed preconditioning technique is its suitability
for parallel computing, as operations for each block can be performed indepen-
dently with minimal synchronization. This can be done using both shared and
distributed memory parallelism, as described in the following sections.

4.4.2 Shared memory parallelism
Different shared memory paradigms can be used to accelerate the computation of
M−1 on shared memory systems. We opt for the use of OpenMP pragmas [217] to
speed up the construction by parallelizing the loop over the basis function blocks
shown in lines 3 to 7 of Algorithm 4.1. A short study showing the OpenMP
scalability of the computation of M−1 will be discussed in Section 4.5.2.

4.4.3 Distributed memory parallelism
Distributed memory systems are essential for overcoming the time and memory
bottlenecks related to the computation of large engineering problems [218]. In
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such computations, the mesh T h is divided over a set of processes that com-
municate with one another at well-defined synchronization points via message
passing libraries such as the Message Passage Interface (MPI) [219]. The local-
ity of the developed preconditioner allows it to be easily used in a distributed
memory setting. Each MPI-process is identified by a unique id denoted by rank,
and assigned a portion T hrank of the mesh, with T hrank ⊂ T h. The mesh T hrank con-
sists of elements only residing on the process rank and so called ghost elements
which are copies of (boundary) elements owned by the neighboring processes of
process rank, see Figure 4.4. We adopt a hybrid approach combining MPI and
OpenMP, where each MPI-process can use OpenMP threads to speed up local
computations on every T hrank .

Although iterative solvers are easier to parallelize than direct solvers, e.g.,
[133, 220], they face the challenge of robustness w.r.t. the number of processes
used [218]. A typical caveat of parallel preconditioned iterative solvers is an
increase in the number of iterations needed for convergence when the number of
processes utilized in a simulation increases. Because of the sensitivity of additive
Schwarz preconditioning for the finite cell method caused by the inversion of
small cut element contributions, we apply two layers of ghost elements to ensure
that the exact theoretical preconditioner is obtained regardless of the number
of processes or the topology of the partitions {T hrank}. This has the additional
advantage that the number of iterations needed for convergence is independent of
the number of processes used and thus favors good parallel scalability. It should
be noted that the evaluation of the ghost element layers does not significantly
increase the setup time of the linear system, since the number of ghost elements
on a process is much smaller than the number of active elements. Moreover, since
the bulk of the execution time is spent in solving the linear system, the iterative
solver’s scalability largely governs the overall scalability of the simulation.

Figure 4.4 depicts the partitioning of a mesh between two MPI-processes. The
red and blue elements represent active elements on T h0 and T h1 owned by process
0 and process 1 respectively. The hatched elements constitute the first layer of
ghost elements. This layer allows a process to compute the full contributions in
A associated with DOFs it owns, without communicating with other processes.
This is illustrated in Figure 4.4b where process 0 can independently compute
all entries in A associated with DOF 11 by integrating all the elements around
this node. Likewise, the second layer of ghost elements ensures that the exact
theoretical preconditioner M−1 can be constructed without communication. The
importance of this second ghost-element layer can be explained using Figure 4.4b.
Since DOF 11 shares a support with DOFs 9, 10 and 12, process 0 requires the
complete entries in A associated with these DOFs to ensure that all entries in
M−1 related to DOF 11 are computed independent of the partitioning as per
equation (4.6). This guarantees that the convergence of an iterative solution
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(a) Computational mesh T

(b) Active elements in T0

(c) Active elements in T1

ghost elements for

the setup of A

ghost elements for

the setup of M−1

DOF 11DOF 10
DOF 9 DOF 12

Figure 4.4: Partitioning of the mesh in parallel computations.

method is independent of the number of processes and the element distribution.
The above explanation considers uniform meshes, but can trivially be extended
to locally refined grids. The parallel performance of a preconditioned parallel
conjugate gradient solver using the described approach will be investigated in
the numerical examples section.

4.5 Numerical examples
This section demonstrates the suitability of the proposed preconditioner for fi-
nite cell analysis of real-life problems. The numerical examples are specifically
chosen to highlight various aspects presented in the previous sections. Focus
is placed on image-based geometries, an application field where the finite cell
method is particularly advantageous in circumventing laborious mesh generation
procedures. The first example addresses the extension of the additive Schwarz
preconditioning technique to FCM problems involving multi-level hp-refinement
by studying a simple example of a cube with a spherical cavity subjected to
uniaxial loading. The second example, from the field of biomechanics, consid-
ers the loading of a lumbar vertebral body and studies the effect of the pseudo
inverse and the volume fraction threshold η̄ on the computational cost of a pre-
conditioned Conjugate Gradient solver (PCG). Finally, the last example brings
together FCM, multi-level hp-refinement, additive Schwarz preconditioning and
parallel computing in the image-based analysis of a die cast gearbox housing.
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The convergence of the PCG solver applied in this section is assessed by
monitoring the development of the relative preconditioned residual

‖M−1ri‖
‖M−1b‖ = ‖M

−1b−M−1Axi‖
‖M−1b‖ , (4.12)

and when possible the relative error in the energy norm

ei = ‖x− xi‖A
‖x‖A

=

√
(x− xi)T A (x− xi)√

xTAx
, (4.13)

with a reference solution x obtained from the parallel direct solver Intel R©

Pardiso, contained in the Intel Math Kernel Library [221]. The subscript i
in equations (4.12) and (4.13) denotes quantities in the ith conjugate gradient
iteration. In [154] the effectiveness of the preconditioning technique is assessed
by focusing on the condition number of the system. We do not adopt this ap-
proach here but rather focus of the residual and energy convergence since the
cost of computing condition numbers for the large systems under investigation is
prohibitive.

4.5.1 Compression of a cube with a spherical exclusion
The following example illustrates the importance of selecting suitable blocks
for additive Schwarz preconditioning in FCM simulations with multi-level hp-
refinement as described in Section 4.3.2. To this end, a simple example comprised
of a cube with a spherical cavity under compressive loading is considered. Al-
though this setup yields a relatively small system, with a small number of DOFs
(< 17 000), it serves as a good starting point to illustrate the effectiveness of the
preconditioning technique developed in this manuscript, as it already shows the
conditioning problems associated with FCM and multi-level hp-refinement.

Problem setup

A cube of unit length with a spherical cavity of radius r = 0.01 is subjected to
a homogeneous pressure load P as shown in Figure 4.5. The cube has a Young’s
modulus of 70 GPa and Poisson’s ratio ν = 0.34. Homogeneous Dirichlet bound-
ary conditions in the normal direction are applied using a penalty parameter
β = 1010. The base mesh consists of 8× 8× 8 elements and is refined toward the
surface of the exclusion with a refinement depth k ∈ {0, 1, 2, 3, 4}. The tensor
product space [215] is applied in this example and a polynomial order p = 3 is
used, resulting in the numbers of unknowns for the different refinement depths
given in Table 4.1. Numerical integration is performed using octree partitioning
with a tree-depth of 3 relative to the local element size, see e.g., [56] for details.
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r
a

P

Figure 4.5: Cube with a spherical cavity under compressive loading.

k 0 1 2 3 4
DOFs 13 851 14 541 15 231 15 921 16 611

Table 4.1: Number of degrees of freedom for different refinement depths k.

Convergence behavior

The convergence of the PCG solver preconditioned with the full and the truncated
blocks is shown in Figure 4.6. The results show that the convergence of the
residual closely follows the convergence of the energy. This is generally not the
case for ill-conditioned systems such as unpreconditioned FCM, e.g., [115] or
Figure 4.8a, and indicates that both preconditioners are robust w.r.t. small cut
cells. Figures 4.6a and 4.6c, however, show the effect of local refinements on the
convergence speed of the solver when no truncation is used in the construction
of M−1. This indicates that the preconditioner with full blocks is sensitive to
the refinement depth – i.e., a small increase in the number of unknowns, by
approximately a factor of 1.2, leads to a significant increase in the number of
iterations needed to reach convergence, which increases by a factor of around 3.6.
The intensity of this effect is significantly reduced when the preconditioner with
truncated blocks is used as demonstrated in Figures 4.6b and 4.6d. The truncated
preconditioner is therefore not only computationally less expensive than the full
preconditioner (due to the smaller block sizes), but also yields better conditioning.
Similar results are obtained using a more complex geometry in the third example
(Section 4.5.3).
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Figure 4.6: Convergence behavior of the PCG solver with full and truncated blocks
for multi-level hp-refinement. Note that the convergence of the residual is not monotone
as the PCG solver minimizes the energy and the residual is only loosely bound to this,
e.g., [133].
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4.5.2 Image-based simulation of a lumbar vertebra
The applicability of the preconditioner in biomechanical simulations is highlighted
in the following image-based simulation of a lumbar vertebra subjected to com-
pressive loading, with the computational setup following [91]. Elastostatic com-
putations are performed with the described setup, utilizing a PCG solver for the
solution of the linear system of equations with either no preconditioner, diagonal
scaling, or the presented additive Schwarz preconditioner. Various aspects of the
iterative solver’s convergence behavior are monitored during the simulation for
different solver and preconditioner configurations. This example does not con-
sider local mesh refinement. However, the resulting relatively simple problem on
a complex geometry is a good test case to examine the stability of the precondi-
tioning technique and the effectiveness of different threshold volume fractions η̄.
Note that truncation of the blocks is not applicable on the uniform mesh without
local refinements.

Problem setup

The geometry of the lumbar vertebra is obtained via a high-resolution micro-
CT scan of the specimen with a voxel size of 80 × 80 × 80 µm3. A subsequent
segmentation of the scan using ITK-SNAP [222] yields a model of the vertebral
body without the surrounding soft tissue, see Figure 4.7. It is noted that the
segmentation only considers the outer boundary of the vertebra and no distinction
is made between cortical and trabecular bone.

A non-boundary conforming discretization is generated using the finite cell
method with 103 voxels contained in each element resulting in 170 982 elements.
Elements completely outside the physical domain are removed in a preprocessing
step yielding 75 821 active elements. A polynomial order of p = 3 is chosen and
the trunk space [215] is applied, resulting in approximately 1.7 million degrees of
freedom. Material properties within each element are defined on a voxel-level by
applying a threshold on a voxel’s CT-number. The CT-number is a measure of the
x-ray absorption coefficient that can be related to the density and consequently
the stiffness of the material in a voxel. Material identified as inside the bone
structure is assigned a Young’s modulus Ebone = 12 GPa and Poisson’s ratio
ν = 0.3, corresponding to values commonly used in literature [223]. Fictitious
material, on the other hand, is assigned the material properties Efict = 10−11 GPa
and ν = 0.3 in order to avoid peak stresses in cut elements [91]. The surface of
the entire vertebral body is recovered using a marching cubes algorithm [224] and
thereafter trimmed to provide a triangulation for the superior end-plate, where a
uniformly distributed vertical load of 800N is applied, and the inferior end-plate,
which is weakly clamped using the penalty method with β = 106. In this example
numerical integration is performed by partitioning each element into a fine grid
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material vertebral bone
Young’s modulus [GPa] 12

Poisson’s ratio 0.3
l × w × h [mm] 47.3× 55.3× 34.1

(a) Geometry and material properties

(b) Computational mesh

(c) Cut-through showing the porous bone
structure and CT-number

Figure 4.7: Setup of the lumbar vertebra example.

of integration sub-cells, whereby each sub-cell contains a predefined number of
CT scan voxels. Standard Gauss quadrature is then applied on every sub-cell.
Further details on this integration scheme can be found in [91,225].

Convergence behavior and stability of M−1

Figure 4.8 shows the values of the relative preconditioned residual and the en-
ergy error plotted against the number of PCG iterations performed. The solver
is terminated when either a cut-off tolerance in the relative preconditioned resid-
ual of 10−10 or the maximum number of iterations (300 000) is reached. One
can observe that the unpreconditioned system, denoted by the curves labeled
A, suffers from ill-conditioning characterized by the slow residual convergence
rates and high energy norm errors even after a significant number of iterations.
The diagonally preconditioned system, D−1A, shows an improved convergence
behavior but also fails to reach the desired cut-off tolerance within the specified
maximum number of iterations. The curves M−1

∗ A and M−1A depict the sys-
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Figure 4.8: Convergence of the relative residual and the energy norm errors for dif-
ferent preconditioners in the lumbar vertebra example. The curves A,D−1A,M−1

∗ A
and M−1A represent no preconditioning, Jacobi preconditioning, unstabilized additive
Schwarz preconditioning and stabilized additive Schwarz preconditioning, respectively.
The matrix K in Figure a is used to denote the corresponding preconditioner, i.e., the
preconditioned residuals are shown.

tems preconditioned with the preconditioning scheme developed here using the
full inverse (M−1

∗ ) and stabilized pseudo inverse (M−1) respectively, with cut-off
tolerance ε = 10−13. The importance of filtering out eigenvalues smaller than
the machine precision in the local inverses A−1

i,+, as described in Section 4.3.2,
is clearly visible from these curves in Figures 4.8a and 4.8b. Both M−1

∗ A and
M−1A exhibit the same convergence until the eigenvectors of M−1A with neg-
ative eigenvalues become the dominant part of the error. It is apparent that the
relative energy norm error stagnates and the relative residual diverges in the case
of M−1

∗ A. These problematic eigenvalues are discarded by M−1A, resulting in
convergence up to the desired tolerance as indicated in the figures. It should be
noted that potential loss of accuracy due to the discarding of extremely small
eigenmodes is not observed in this example.

It is customary in FCM to preprocess the system and discard all functions
that completely lie outside of the physical domain. By stabilizing with the pseudo
inverse and setting the fictitious stiffness α = 0, this preprocessing step is theoret-
ically not required since the pseudo inverse will ignore these functions. Discarding
these functions in a preprocessing step still reduces the computational cost, how-
ever. It is noted that with α large enough the system does not contain eigenvalues
of the order of the machine precision, and the pseudo inverse is equivalent to the
full inverse.
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Optimization: Preconditioning only severely cut cells

In [154] it is mentioned that the number of blocks used in the setup of the pre-
conditioner can be reduced by considering only elements below a certain volume
fraction. This idea is followed in Section 4.3.2 where it is proposed to only in-
vert blocks of basis functions for elements with a volume fraction smaller than a
threshold value η̄ ∈ [0.0, 1.0]. Basis functions that are not present in any of these
elements are instead diagonally scaled, to reduce the computational cost.

In this section we study the effect of the threshold value η̄ on the performance
of the preconditioner for the lumbar vertebra model described above. To this
end, the linear system is solved by a PCG solver for different values of η̄. A value
η̄ = 1.0 corresponds to the preconditioner with a block for every element while
η̄ = 0.0 results in a Jacobi preconditioner. It is again stipulated that in this
computation the mesh does not contain local refinements, such that the blocks
are not truncated.

Figure 4.9 depicts the influence of η̄ on the convergence of the PCG solver, the
solution time and memory requirements of setting up the preconditioner. Fig-
ures 4.9a and 4.9b confirm that the effectiveness of the preconditioner is main-
tained as long as problematic basis functions are taken into account when con-
structing M−1. This holds for η̄ ∈ [0.4, 1.0], while values of η̄ < 0.4 allow smaller
untreated elements and thus reduce the effectiveness of M−1. Reducing the value
of η̄ leads to a sparser preconditioner which requires less storage space as shown in
Figure 4.9c, where the size of the preconditioner scales linearly with the number
of additive Schwarz blocks. The increased sparsity of M−1 for values of η̄ < 1.0
leads to a reduction in the computational cost of a single PCG iteration, since the
matrix-vector multiplication involving M−1 and r takes less time. This leads to
an overall faster execution time as shown in Figure 4.9d, where the number of it-
erations needed until convergence is plotted alongside the corresponding solution
time for different values of η̄. The solver converges in less time for 0.6 ≤ η̄ < 1.0,
with the solver converging 1.6 times faster for η̄ = 0.7 than for η̄ = 1.0. This
study shows that values of η̄ ∈ [0.6, 0.7] yield an effective preconditioner which
is sparser and consequently faster than the complete preconditioner for η̄ = 1.0
with a block for every element.

To enable comparison of all presented examples, in the remainder of this
manuscripts the non-optimized choice of η̄ = 1.0 will be considered.

Computational cost of setting up M−1

Section 4.4.2 explains how the construction of M−1 can be accelerated by the
use of shared memory parallelism. This is illustrated in a short study that shows
the OpenMP speed up achieved for a variable number of threads involved in
the setup of the preconditioner. Three different preconditioners with different
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Figure 4.9: Study of the effect of η̄ on the performance and computational cost of the
preconditioner. In these results additive Schwarz blocks are only devised for elements
with ηKi ≤ η̄.

numbers of blocks, and consequently different computational costs, are analyzed.
The results of this study are shown in Figure 4.10. Although good parallel scal-
ability is achieved for the different number of blocks, the parallel efficiency de-
creases gradually with an increase of the number of threads. This is attributed
to the synchronization needed when assembling the entries of A−1

i,+ into M−1

as in equation (4.6). This effect can be improved by the use of graph coloring
algorithms [226].
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Figure 4.10: Setup of M−1 – OpenMP scalability for different numbers of blocks.

4.5.3 Loading of a die cast gearbox housing
Finally we consider an industrial example to portray the suitability of the precon-
ditioner for the solution of large-scale embedded problems involving multi-level
hp-refinement. The example focuses on the loading of an aluminum gearbox hous-
ing produced by die casting, a manufacturing process by which molten metal is
forced under high pressure into a mold cavity producing a net-shape structure
upon solidification of the molten metal. Die casting is widely used for the produc-
tion of small- to medium-sized non-ferrous metal parts due to its high production
rates, the quality and dimensional consistency of the produced parts and its de-
sign freedom, that allows the production of parts with high geometric complex-
ity [227]. The extensive use of die cast parts is, however, limited by defects such
as shrinkage cavities and entrapped gas bubbles that lead to increased porosity
in the parts. Pores negatively affect the mechanical properties of die cast parts
and are the preferred sites for fatigue-crack initiation.

Several studies have been conducted on the influence of pore size, position
and orientation on the stress state, crack growth and fatigue behavior of alu-
minum die cast parts [228–230]. Finite element analysis of die cast parts can
help quantify the stress concentration in the vicinity of pores through the use of
image-based computations [231]. The limitations of boundary conforming meth-
ods in capturing the complex pore morphology can be overcome by the use of the
finite cell method as investigated in [92,93,232].

In this section, we revisit the die cast example considered in [232]. The first
major modification in contrast to the original example is the use of a precon-
ditioned iterative solver for solving the linear system of equations instead of a
direct solver. This modification allows, due to the smaller memory requirement,
for computations with a higher resolution of the die cast part. Moreover, dis-
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tributed memory parallelism is exploited to accelerate the performance of the
preconditioned iterative solver. The second major modification is the use of
multi-level hp-refinement to achieve a higher spatial resolution around the pores
in the specimen leading to a better resolution of the complex stress state in these
regions.

Problem setup

The geometry of the gearbox housing is obtained from a CT scan with a voxel
size of 198.7× 198.7× 198.7 µm3, see Figure 4.11a. A non-boundary conforming
mesh is generated with 103 voxels grouped to form a single finite cell. Elements
completely inside the fictitious domain are eliminated, yielding a total of 34 230
active elements in the base mesh before refinement. The classification of the
material properties is done by applying a threshold on the intensity values (CT-
number) of the CT scan. The threshold is chosen such that the metal material
and cavities or internal pores (which are part of the fictitious domain) can be
distinguished, as illustrated in Figures 4.11b and 4.11c. Metal material is assigned
a Young’s modulus Emetal = 70 GPa and Poisson’s ratio ν = 0.3 while fictitious
material is assigned the values Efict = 10−11 GPa and ν = 0.3. Figure 4.12a
depicts the computational mesh of the gearbox housing. The discretization is
refined towards the surfaces of the interior pores with a refinement depth k ∈
{0, 1, 2, 3}. We apply a polynomial order p = 4 and the trunk space, resulting
in the number of DOFs listed in Table 4.2. A fine grid of integration sub-cells is
used for numerical integration as in the previous example. Homogeneous Dirichlet
boundary conditions are applied on the dark green surfaces, while a prescribed
displacement gD of 0.1 cm is applied on the red cylindrical surfaces as depicted
in Figure 4.12b. All boundary conditions are enforced weakly using the penalty
method with the penalty parameter β = 106.

k 0 1 2 3
DOFs 1 662 666 1 670 478 1 683 792 1 716 102

Table 4.2: Number of degrees of freedom for different refinement depths k.

Influence of the pores on the stress distribution

Before studying the convergence behavior of the iterative solver for different re-
finement depths k, we highlight the necessity of local refinements in resolving
stress states in the vicinity of small geometric features with an economical number
of DOFs. To this end, the three pores indicated in Figure 4.11b are considered.
Figure 4.13 shows a smoothed representation of the pore geometries obtained
by segmenting the pores gearbox scan using ITK-SNAP [222] and exporting the
resulting triangulated surfaces.
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material aluminum alloy
EN AC-46000

Young’s modulus [GPa] 70
Poisson’s ratio 0.29
l × w × h [mm] 175× 101× 80

(a) Geometry and material properties

(b) Cut-plane C of the housing depicting
pores in the specimen
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Figure 4.11: Setup of the gearbox housing example.



4.5 Numerical examples 133

(a) Computational mesh (b) Boundary conditions

Figure 4.12: Mesh and boundary conditions of the gearbox housing example. All
displacements on the dark green surfaces are fixed while a prescribed displacement gD
of 0.1 cm is applied to the red surfaces.

(a) Frontal view of the considered pores (b) Aerial view of the considered pores

Figure 4.13: Geometry of the three pores (left to right) shown in Figure 4.11b.
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(a) Displacement magnitude (b) Von Mises stress distribution

Figure 4.14: Displacement and von Mises stress fields of the gearbox housing.

Different values of the refinement depth k yield comparable results of the
overall displacement and stress fields in the gearbox housing with an exemplary
result given in Figure 4.14. Differences arise, however, in the stress fields in
the vicinity of the pores as shown in Figures 4.15-4.16. Without local mesh re-
finement, the chosen mesh is unable to accurately capture the expected stress
concentration around the pore boundary, as shown in Figure 4.16a. The use of a
globally h-refined mesh would help capture stress concentration around the pores,
but is not a viable option since the number of DOFs would increase drastically.
Moreover, performing h-refinement would not significantly affect the stress dis-
tribution away from the pores, since this state is already adequately represented
by the coarse mesh as shown in Figure 4.15. The stated arguments motivate
the use of hp-refinement to capture local solution stress distributions in a com-
putationally efficient manner. The results of the Von Mises stress available in
Figure 4.16b and Figure 4.15 show that the location of the peak stress shifts to
the boundary of the pores upon application of multi-level hp-refinement, which is
physically realistic behavior. Note that this linear elastic example only portrays
the importance of refinement in resolving small geometric features and is not an
extensive analysis of the stress state around the pores. Such a detailed analysis
would require more advanced models e.g., elasto-plastic behavior.



4.5 Numerical examples 135

2 4 6 8 10 12 140

50

100

150

200

250

300

distance [cm]

Vo
n

M
ise

s
st

re
ss

[M
Pa

]

k = 0
k = 4

Figure 4.15: Comparison of the von Mises stress in the vicinity of the pores along the
cut-line A-B shown in Figure 4.11b with different refinement depths.

k = 0

(a) Distribution of the von Mises stress in cut-plane C for k = 0

k = 4

(b) Distribution of the von Mises stress in cut-plane C for k = 4

Figure 4.16: Influence of the refinement depth on the stress distribution around pores
in cut-plane C.
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Convergence behavior

An analogous study to that in Section 4.5.1 is carried out to analyze the influ-
ence of multi-level hp-refinement on the convergence of the PCG solver. We re-
fine the computational mesh towards the internal pores with a refinement depth
k ∈ {0, 1, 2, 3}. The development of the relative preconditioned residual and
energy error is monitored in computations involving the full and truncated pre-
conditioners introduced in Section 4.3.2. Figure 4.17 portrays the convergence
behavior of the full and truncated preconditioner for different levels of multi-level
hp-refinement of the gearbox housing mesh. The results show similar convergence
behavior as in the numerical example considered in Section 4.5.1. When the full
preconditioner is used, the number of iterations drastically increases with the
refinement depth. The truncated preconditioner performs better than the full
preconditioner since it only takes into account basis functions that can poten-
tially become almost linearly dependent. Table 4.3 shows the maximum number
of blocks a basis function belongs to for the preconditioners with full and trun-
cated blocks.

k 0 1 2 3
full blocks 8 64 274 810

truncated blocks 8 8 8 8

Table 4.3: Maximum number of full and truncated additive Schwarz blocks for different
refinement depths k in the gearbox housing example. The maximum number of blocks
is is bounded and equals 2d = 8 for the truncated preconditioner, but is not bounded
for the full preconditioner.

Analysis of the parallel scalability

Section 4.4.3 describes the use of the preconditioner in a hybrid (distributed and
shared memory) parallel setting. The study at hand aims to show the perfor-
mance of a parallel PCG solver in large-scale finite cell computations. We use
the parallel PCG solvers available in Trilinos [233] in conjunction with the
presented preconditioner. Two different discretizations of the gearbox housing
are considered. The first discretization is the mesh described in Section 4.5.3
consisting of 34 230 elements and approximately 1.7 million degrees of freedom.
The second mesh is a finer discretization of the gearbox that consists of 83 757
elements formed by grouping 73 voxels to form a single finite cell. A polynomial
order of p = 4 is chosen here as well, resulting in approximately 3.98 million
DOFs. Boundary conditions are applied for both discretizations as illustrated in
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(b) Residual convergence truncated blocks
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Figure 4.17: Comparison of the convergence behavior of the full and truncated pre-
conditioners for multi-level hp-refined discretizations of the gearbox housing.
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Figure 4.18: Parallel scalability of the PCG solver for two different problem sizes.

Figure 4.12b with a penalty value β = 106 . The numerical computations are per-
formed on the CoolMAC cluster at the Technical University of Munich equipped
with four AMD Bulldozer Opteron 6274 CPUs and 256 GB memory per node.
These hybrid computations are carried out by varying the number of nodes from
1 to 16 for the coarser discretization and from 2 to 16 for the fine discretization.
Each node is made up of 64 processing units (cores) i.e., one MPI-process × 64
OpenMP threads.

Figure 4.18 shows the execution time of the PCG solver plotted against the
number of processing units used in the hybrid computations for both discretiza-
tions of the gearbox housing. The preconditioned solver shows excellent parallel
scalability for both discretizations up to 256 cores where superlinear speed up is
achieved due to cache effects when moving to more cores. This trend can be main-
tained as long as the computational work in every PCG iteration – the matrix
vector multiplications – is significantly larger than the communication overhead.
This is shown by the loss of efficiency in the computations involving 1.7 million
degrees of freedom and more than 256 cores. The fine discretization provides
adequate computational work and maintains a parallel efficiency of 115% up to
1024 processing units.
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4.6 Conclusion
The presented work describes a preconditioning technique that enables itera-
tive solutions of large finite cell method (FCM) computations with multi-level
hp-refined discretizations. An additive Schwarz preconditioning technique based
on overlapping element-wise blocks is developed and tailored to the hierarchical
structure of the hp-discretization scheme. Furthermore, a robust preconditioner
is obtained through the use of a pseudo inverse and the efficiency of the precondi-
tioner improved by utilizing parallelism. The results show that the preconditioner
is robust to local refinements and to how elements are cut. It is verified that the
computational cost of setting up and applying the preconditioner scales well with
the number of processors in a parallel setting. Therefore the preconditioning
technique increases tolerable sizes of FCM systems, which extends the scope of
problems that can be solved with FCM to real-life applications.

The current work is restricted to problems which yield symmetric positive
definite matrices. Notwithstanding that this covers a large range of engineering
problems, this does not include multivariate problems with indefinite matrices or
problems involving convection with nonsymmetric matrices. Applying or modify-
ing the preconditioner for such applications, as done for simple meshes in [154], is
therefore an important topic of future research. Furthermore, the current setup is
tailored for the multi-level hp-refinement scheme introduced in [206]. A relevant
topic for further research is the development and testing of similar techniques for
different refinement schemes.

Finally, the preconditioner does not resolve the conditioning effects that can
be expected from increasing the number of elements, e.g., [152]. Be it that the
preconditioner is robust to cut elements and thereby extends the numbers of
DOFs that FCM systems can currently be solved with, we do not expect it to
be efficient for exascale systems. In order to further extend the range of solvable
systems, it is an interesting topic for future research to apply the preconditioner
together with a multi-grid or domain-decomposition approach.





Chapter 5

Multigrid methods for
immersed finite elements
and isogeometric analysis

The previous chapters have identified the source of the ill-conditioning prob-
lems of immersed finite element systems and have demonstrated that these can
effectively be resolved by additive Schwarz preconditioners. Furthermore, it is
observed that the spectral properties of immersed systems treated with additive
Schwarz are very similar to those of mesh-fitting systems, in particular regard-
ing the mesh-size dependence. This chapter further investigates the spectral
properties of immersed systems treated with Schwarz-type preconditioners, in
order to establish the suitability of these as smoothers in a multigrid method.
Based on this investigation a geometric multigrid preconditioner for immersed
finite element methods is developed, which provides mesh-independent and cut-
element-independent convergence rates. This preconditioning technique is appli-
cable to higher-order discretizations, and enables solving large-scale higher-order
immersed systems in parallel, at a computational cost that scales linearly with
the number of degrees of freedom. The performance of the preconditioner is
demonstrated for conventional Lagrange basis functions and for isogeometric dis-
cretizations with both uniform B-splines and locally refined approximations based
on truncated hierarchical B-splines.

This chapter is reproduced from [234]: F. de Prenter, C.V. Verhoosel, E.H. van Brummelen,
J.A. Evans, C. Messe, J. Benzaken, and K. Maute. Scalable multigrid methods for immersed
finite element methods and immersed isogeometric analysis. preprint, 2019.
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5.1 Introduction
Immersed methods are useful tools to avoid laborious and computationally ex-
pensive procedures for the generation of body-fitted finite element discretizations
or analysis-suitable NURBS geometries in isogeometric analysis, specifically for
problems on complex, moving, or implicitly defined geometries. Immersed finite
element techniques, such as the finite cell method [40–42], CutFEM [48,50], and
immersogeometric analysis [46, 47], have been successfully applied to a broad
range of problems. Noteworthy applications include isogeometric analysis on
trimmed CAD objects, e.g., [21–24, 29, 44], fluid-structure interaction with large
displacements, e.g., [45, 76, 77, 79–81, 83, 84], scan based analysis [87, 89, 91–94]
and topology optimization, e.g., [51, 95–100].

An essential aspect of finite element methods and isogeometric analysis is the
computation of the solution to a system of equations. This is specifically challeng-
ing for systems derived from immersed methods, since such methods generally
yield severely ill-conditioned system matrices [115]. For this reason, many re-
searchers resort to direct solvers, e.g., [22–24,41,42,44,91], the efficiency of which
is not affected by the conditioning of the system matrix. Nevertheless, the com-
putational cost of direct solvers, both in terms of memory and floating point
operations, scales poorly with the size of the system. With iterative solvers, the
scaling between the computational cost and the size of the system is generally
better, making these more suitable for large systems of equations [235]. However,
the efficiency and reliability of iterative solution methods depends on the condi-
tioning of the system. Without dedicated treatments, the severe ill-conditioning
of linear systems derived from immersed finite element methods generally fore-
stalls convergence of iterative solution procedures. Multiple resolutions for these
conditioning problems have been proposed, the most prominent of which are
the ghost penalty, e.g., [48–50], constraining, extending, or aggregation of basis
functions, e.g., [29,53,54,78,119–124], and preconditioning, which is discussed in
detail below.

Several dedicated preconditioners have been developed for immersed finite
element methods. It is demonstrated in [143] that a diagonal preconditioner in
combination with the constraining of very small basis functions results in an ef-
fective treatment for systems with linear bases. With certain restrictions to the
cut-element-geometry, [144] derives that a scalable preconditioner for linear bases
is obtained by combining diagonal scaling of basis functions on cut elements with
standard multigrid techniques for the remaining basis functions. In [145] the scal-
ing of a BDDC (Balancing Domain Decomposition by Constraints) is tailored to
cut elements, and this is demonstrated to be effective with linear basis functions.
An algebraic preconditioning technique is presented in [115], which results in an
effective treatment for smooth function spaces. References [154] and [174] estab-
lish that additive Schwarz preconditioners can effectively resolve the conditioning
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problems of immersed finite element methods with higher-order discretizations,
for both isogeometric and hp-finite element function spaces and for both symmet-
ric positive definite (SPD) and non-SPD problems. Furthermore, the numerical
investigation in [154] conveys that the conditioning of immersed systems treated
by an additive Schwarz preconditioner is very similar to that of mesh-fitting
systems. In particular, the condition number of an additive Schwarz precondi-
tioned immersed system exhibits the same mesh-size dependence as mesh-fitting
approaches [133, 152], which opens the doors to the application of established
concepts of multigrid preconditioning. It should be mentioned that similar con-
ditioning problems as in immersed methods occur in XFEM and GFEM. Dedi-
cated preconditioners have been developed for these problems as well, a survey
of which can be found in [154].

Multigrid methods effectively resolve the mesh-size dependence of the con-
ditioning of linear systems and its effect on the convergence of iterative so-
lution methods. In particular, the use of overlapping Schwarz smoothers can
lead to multigrid methods with provably mesh-independent convergence rates
[170, 236, 237]. There exists a rich literature on multigrid techniques, and in-
terested readers are directed to the reference works [193, 194, 238, 239]. Multi-
grid methods have not been studied extensively in the context of immersed
finite element methods, but detailed studies regarding closely related aspects
are available. In isogeometric analysis, multigrid is an established concept, e.g.,
[166–168, 240–244]. In regard of the present manuscript [164, 165, 245, 246] are
particularly noteworthy, as these all employ smoothers that are based on Schwarz-
type techniques. Another interesting contribution is [247], which presents a
multigrid technique for locally refined function spaces with truncated hierarchical
B-splines, that are also employed in this manuscript. Further noteworthy refer-
ences are multigrid preconditioners for XFEM [140, 141], unfitted discontinuous
Galerkin (UDG) and CutFEM with ghost penalty stabilization [146], unfitted
interface problems [147], and an algebraic multigrid (AMG) preconditioner that
is applied to immersed systems which have been treated by an aggregation pro-
cedure [148].

The main objective of this contribution is to develop a geometric multigrid
preconditioning technique that is applicable to higher-order immersed finite ele-
ment methods with conventional, isogeometric, and locally refined basis functions.
This preconditioner enables iterative solution methods with a convergence rate
that is unaffected by either the cut elements or the grid size. The intrinsic de-
pendence on mesh regularity in geometric multigrid approaches is non-restrictive
for immersed finite element methods, as these methods generally employ struc-
tured grids. Based on the observations regarding the mesh-size dependence of
the additive Schwarz preconditioner developed in [154], this contribution further
investigates the spectral properties of immersed systems treated with Schwarz-
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type preconditioners, in order to establish the suitability of these as smoothers in
a multigrid method. This results in a preconditioning technique with the desired
properties, the performance of which is demonstrated on a range of test cases
with multi-million degrees of freedom. This numerical investigation includes the
application to locally refined bases with truncated hierarchical B-splines, and
involves a detailed study of aspects that are specific for immersed finite elements.

This contribution only considers SPD problems. Multigrid methods are an
established concept in fluid mechanics as well [194], however, and similar Schwarz-
type methods have successfully been applied to flow problems with both immersed
finite element methods [154] and mesh-fitting multigrid solvers [245], i.e., Vanka-
smoothers [177]. Therefore, it is anticipated that the presented preconditioning
technique extends matatis mutandis to non-SPD and mixed formulations.

In Section 5.2 of this contribution the employed immersed finite element
method is presented, including the quadrature on cut elements and the applied
discretization spaces. Section 5.3 investigates spectral properties of immersed
finite element methods and presents the developed geometric multigrid precon-
ditioner. In Section 5.4 this preconditioning technique is assessed on a range of
test cases, and conclusions are drawn in Section 5.5.

5.2 Immersed finite element formulation
We consider problems on a two-dimensional or three-dimensional domain Ω ⊂ Rd
(d ∈ {2, 3}), that is referred to as the physical domain. The physical domain is
encapsulated by a fictitious extension, to obtain an embedding domain of simple
shape, as illustrated in Figure 5.1. Because of its simple shape, it is trivial to gen-
erate a structured, e.g., tensor product, mesh for the embedding domain. These
structured meshes render immersed finite elements ideally suitable for geometric
multigrid approaches. The set of elements that intersects the physical domain is
referred to as the background grid, and can serve as a substructure to construct
different types of basis functions. We denote this mesh by Th, where h refers to
the grid size, and the basis functions that are supported on the physical domain
span the approximation space Vh. A non-trivial aspect of immersed finite element
methods is the integration over cut elements. Herein we employ the procedure
as outlined in [89], which is illustrated in Figure 5.1.

The numerical examples in this contribution consider problems in linear elas-
ticity:  div (σ) + f = 0 in Ω,

u = gD on ΓD,
σn = gN on ΓN ,

(5.1)

with Cauchy stress tensor σ = σ(u) = λdiv (u) I+2µ∇su, Lamé parameters λ and
µ,∇s denoting the symmetric gradient operator, n the exterior unit normal vector
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Figure 5.1: The physical domain Ω defined by the level set function ψ(x, y) = 0.5 +
0.1sin(5θ) − r(x, y) that is inspired by [103], with θ = arctan2(y, x) and r(x, y)2 =
x2 + y2. The physical domain is encapsulated by the embedding domain (−1, 1)2 on
which the grid with grid size h = 1

8 is posed. Quadrature is performed by the integration
procedure that is outlined in [89]. This procedure recursively bisects cut elements, until
a maximum integration depth is reached. The bisected elements are then triangulated,
to obtain integration subcells. Standard Gaussian integration points are applied on
these subcells to evaluate volumetric integrals (gray squares). Boundary integrals are
computed by Gaussian quadrature on the approximate boundary, formed by the edges
of the integration subcells (white circles).
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and ΓD ∪ ΓN = ∂Ω complementary parts of the boundary on which Dirichlet
and Neumann conditions are prescribed. The formulations in this section are
restricted to pure Dirichlet or Neumann boundary conditions, but can easily be
modified to mixed boundary conditions with a prescribed normal displacement
and tangential traction or Robin-type conditions. We consider approximations
of (5.1) based on a symmetric and coercive variational form:{

Find uh ∈ Vh such that for all vh ∈ Vh:
ah (vh, uh) = bh (vh) ,

(5.2)

with the bilinear and linear operators defined as:

ah (vh, uh) =
∫

Ω
∇svh : σ(uh) dV

+
∫

ΓD
λβλh(vh · n)(uh · n) + 2µβµhvh · uh dS,

bh (vh) =
∫

Ω
vh · f dV +

∫
ΓN

vh · gN dS

+
∫

ΓD
λβλh(vh · n)(gD · n) + 2µβµhvh · gD dS.

(5.3)

The weak formulation in (5.2) and (5.3) imposes the Dirichlet conditions by the
penalty method with parameters βλh and βµh that are chosen inversely proportional
to the grid size. The analysis of the conditioning of immersed finite elements in
[115] conveys that cut-element-specific conditioning problems are not essentially
affected by the type of weak enforcement of the boundary conditions, provided
that with a Nitsche-type enforcement of Dirichlet conditions [116] coercivity of the
variational form is retained [118]. Therefore all computations in this contribution
apply the penalty method, which bypasses the computation of local stabilization
parameters. It should be noted that, due to the penalty parameters, the operators
ah (·, ·) and bh (·) are mesh-size dependent. This is relevant in regard of multigrid
techniques, in which the same problem is considered on different meshes. The
coarse problems in this contribution inherit the weak formulation from the finest
grid, without modification of the penalty parameters, see Remark 5.1 for details.

An advantageous property of immersed methods is that different approxima-
tion spaces can relatively easily be employed, by virtue of the regularity of the un-
derlying mesh. We herein consider uniform discretizations with both traditional
Lagrange basis functions and B-splines [248], and locally refined discretizations
with truncated hierarchical B-splines (THB-splines) [249]. The construction of
THB-splines is illustrated in Figure 5.2. THB-splines are posed on a hierarchy
of meshes, each of which has a certain number of active B-splines. The trun-
cated basis is then obtained by truncating active B-splines with respect to the
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(a) Non-truncated (b) Truncated

m = 0

m = 1

m = 2

Figure 5.2: Illustration of an open, hierarchically refined, quadratic B-spline basis.
The local refinement level is denoted by m ≤M , with M the number of local refinement
levels. Active elements Km

i of level m ∈ {0, 1, 2} are indicated in gray, blue, and red,
respectively. The set of all active elements of level m is denoted by T mh , and the
union of these sets forms the hierarchically refined mesh Th = ∪m=M

m=0 T mh . Refined
elements, i.e., that have active elements at a finer level underneath, are shown blank
and inactive elements, i.e., that have an active element at a coarser level above, are
hatched. Figure (a) shows the active standard (non-truncated) hierarchical B-spline
basis functions. A basis function of level m is active under the condition that: i) it
is supported on at least one active element of level m, and ii) it is not supported on
inactive elements of level m, i.e., the entire support is of local refinement level ≥ m.
Figure (b) shows the truncated basis, which is obtained by truncating the basis functions
with respect to active basis functions of finer levels.

active B-splines on the finer grids in which they are nested. We refer the reader
to [249, 250] for details regarding the construction of THB-splines. Truncating
the basis functions reduces the computational cost, because the truncated basis
functions have smaller supports than the standard (non-truncated) hierarchical
basis functions. This results in a sparser system matrix. In the context of the
multigrid preconditioner developed herein, THB-splines have a particularly im-
portant advantage concerning the computational cost. As will be elaborated in
Section 5.3.4, the block selection for the Schwarz-type smoother in the devel-
oped preconditioner yields smaller blocks with THB-splines than it would with
a non-truncated basis, and results in a nearly diagonal treatment of untrimmed
basis functions. Furthermore, it is demonstrated in [247] that mesh-fitting sys-
tems with truncated bases are generally better conditioned than systems with
non-truncated bases, and that multigrid methods with a diagonal smoother are
effective for systems with THB-splines.
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5.3 Multigrid for immersed finite elements
This section presents the developed geometric multigrid preconditioner for im-
mersed finite element methods. Section 5.3.1 discusses the conditioning effects
of both cut elements and the mesh size of the background grid. In Section 5.3.2
the employed preconditioning algorithm is introduced. Section 5.3.3 considers
the prolongation and restriction operators, specifically in the context of locally
refined grids, and effective smoothers for immersed methods are discussed in
Section 5.3.4.

5.3.1 Conditioning aspects of immersed FEM
Introducing the basis {φi}ni=1 for the approximation space Vh, the variational
formulation in (5.2) leads to the linear system:

Ax = b, (5.4)

with symmetric positive definite (SPD) matrix A, with Aij = ah (φi, φj), solution
vector x, such that uh =

∑n
i=1 xiφi, and right hand side vector b, with bi =

bh (φi). Immersed finite element methods generally lead to systems of equations
that are fundamentally difficult to solve. Without dedicated treatment of the cut-
element-specific ill-conditioning of systems derived from immersed finite element
methods, in general the convergence of iterative solvers is severely retarded [115,
154,174]. An important indicator of the feasibility of iterative solution procedures
for a linear system as in (5.4) is the condition number, κ (A). For the symmetric
positive definite (SPD) systems considered in this contribution, the condition
number is equal to the quotient of the largest to the smallest eigenvalue. It
should be noted that the convergence of iterative solution methods is not merely
dependent on the condition number, but rather depends on the entire spectrum
of the system matrix, i.e., on the distribution of the complete set of eigenvalues.
Systems with well-clustered spectra generally lead to faster convergence than
systems with eigenvalues that are spread out. For a detailed discussion about
the aspects affecting the performance of iterative solvers, the reader is directed
to [133,251].

To elucidate the general characteristics of spectra emanating from immersed
finite element methods, Figure 5.3 displays the spectrum of an immersed approx-
imation of the Laplace operator on the star-shaped domain from Figure 5.1, as
well as 4 characteristic eigenmodes. The immersed approximation space is com-
posed of quadratic Lagrange basis functions on a mesh with h = 1

8 . Dirichlet
boundary conditions are imposed by means of a penalty method with parameter
2
h . Because symmetric positive definite (SPD) systems only posses real and pos-
itive eigenvalues, their spectra can be conveniently represented by plotting the
eigenvalues λi ∈ R+ vs. their index i ∈ N, as in Figure 5.3a.
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(a) Eigenvalue spectrum

(b) Smallest mode (c) Largest mode

(d) Smooth mode (e) Oscillatory mode

Figure 5.3: Typical spectrum and characteristic eigenmodes of an immersed system
that is preconditioned with Jacobi.
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Figure 5.3b displays a very small eigenmode that is only supported on a small
cut element, which is exemplary for eigenmodes that are common in immersed fi-
nite element methods. As described in detail in [115], basis functions on small cut
elements can become almost linearly dependent, which yields very small eigen-
values and is not repaired by Jacobi preconditioning. It can be observed that
this eigenmode is very similar to the largest eigenmode of the system, plotted in
Figure 5.3c, as both eigenmodes consist of essentially the same basis functions.
However, while the almost linearly dependent basis functions are subtracted from
each other such that these cancel out in Figure 5.3b, the opposite happens in Fig-
ure 5.3c. Note that with the quadratic Lagrange basis, there are 4 almost linearly
dependent basis functions that are only supported on the small cut elements, such
that the largest eigenvalue is bounded from below by approximately 4. Based on
an analysis of the typical small eigenmodes in immersed finite element methods,
an estimate of the condition number of SPD systems for second-order PDEs is
derived in [115]:

κ (A) = O
(
η−(2p+1−2/d)

)
, (5.5)

with p the polynomial degree of the approximation space, d the number of di-
mensions and η the smallest volume fraction, defined as the smallest relative
intersection of an element with the physical domain:

η = min
Ki∈Th|Ki∩Ω 6=∅

|Ki ∩ Ω|
|Ki|

. (5.6)

Since cut elements can be arbitrarily small, systems derived from immersed finite
element formulations can be arbitrarily ill-conditioned. As a result, iterative
solvers are generally ineffective in case that no dedicated treatment for the cut-
element-induced conditioning problem is applied, see e.g., the introduction in
Section 5.1.

Figures 5.3d and 5.3e portray characteristic eigenfunctions that are not exclu-
sive to immersed finite element methods. The smooth eigenmode in Figure 5.3d is
very similar to the usual smallest eigenmode in mesh-fitting finite elements, and is
in close correspondence with the smallest analytical eigenmode of the considered
PDE. Figure 5.3e plots the oscillatory eigenfunction with the highest frequency
that can be captured by the grid. This eigenmode is similar to the usual largest
eigenmode in mesh-fitting systems. The ratio between the largest and smallest
eigenvalue in mesh-fitting systems, and with that the condition number, is there-
fore mesh-size dependent. It can be shown that for second-order PDEs it holds
that [152]:

κ (A) = O
(
h−2) . (5.7)

This deteriorates the conditioning for very fine meshes, which also retards the
convergence of iterative solvers. In particular, smooth eigenmodes as in Fig-
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ure 5.3d – which yield small eigenvalues of O(h2) with Jacobi preconditioning –
converge slowly. For fixed point iteration methods a convergence rate of 1−O(h2)
can be derived [239], and also plain Krylov subspace methods generally require
O
(
h−1) iterations [133].
Multigrid methods are often applied to resolve the mesh-dependence of the

condition number according to (5.7) and the corresponding slow convergence, and
provide a conditioning and convergence rate that is independent of the mesh size.
Due to the smoothness of small eigenmodes in mesh-fitting systems, these modes
can be effectively approximated on a coarser grid. The concept of multigrid meth-
ods is to combine iterations on a fine grid – by which the oscillatory modes with
large eigenvalues as in Figure 5.3e converge quickly – with coarse grid correc-
tions in which the approximation of the solution is amended by the solution on a
coarser grid. These coarse grid corrections enhance the convergence of the smooth
eigenmodes as in Figure 5.3d, such that a convergence behavior is obtained that
is independent of the grid size. The reader is directed to [193, 194, 238, 239] for
reference works on multigrid techniques. In [154] an additive Schwarz precon-
ditioner is presented that is tailored to immersed finite element methods, and
resolves the conditioning problems related to cut elements. Furthermore, it is
observed that the systems treated with this preconditioner behave similarly with
respect to the grid size as mesh-fitting systems, both in terms of the condition
number and in terms of the number of iterations with Krylov subspace methods.
This results in a computational cost for solving immersed systems that – while
scaling better with the size of the system than direct solvers – is suboptimal,
in the sense that it is not yet linear with the number of degrees of freedom. In
the following sections we therefore incorporate aspects of this preconditioner in a
multigrid framework, to obtain a solution method that is robust to cut elements
and independent of the size of the system.

5.3.2 Multigrid V-cycle algorithm
We present the geometric multigrid method in the context of the correction
scheme (CS), but the analyses, algorithms and results extend mutatis mutan-
dis to the full approximation scheme (FAS). We consider an algebraic system of
the form (5.4). Let x′ denote an approximation to the solution of (5.4) and let r
denote the corresponding residual according to:

r = b−Ax′. (5.8)

To obtain the solution to (5.4), the approximation x′ must be corrected as x′+ x̄
with:

x̄ = A−1r. (5.9)
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(b) Level `−1 with h = 1
4

h

−1

1

−1 1

(c) Level `−2 with h = 1
2

Figure 5.4: A hierarchy of nested discretizations.

Multigrid methods are based on the notion that if A derives from an elliptic
operator, then the inverse A−1 in (5.9) can be efficiently approximated by a
combination of fixed point iterations and a coarse grid correction. The fixed
point iterations efficiently reduce the oscillatory components of the error, and
are therefore commonly referred to as smoothing [239]. The coarse grid correc-
tion again involves the (approximate) inverse of a matrix, analogous to (5.9),
but corresponding to a coarser grid. This inverse can likewise be approximated
by smoothing operations and a coarse grid correction on an even coarser grid,
see Figure 5.4. In multigrid methods, the smoothing operations and coarse grid
correction are therefore applied recursively, until a grid is reached that is suffi-
ciently coarse to enable direct inversion at a negligible computational expense.
Our analyses are based on the notion that one entire multigrid cycle generates an
approximation to the inverse of matrix A. The result of the cycle is the vector
x̃, that approximates the vector x̄ in (5.9).

In this contribution we consider the multigrid V-cycle as outlined in Algo-
rithm 5.1. The input parameters of this algorithm are the number of (remaining)
recursive multigrid levels `, see Figure 5.4, and the residual of the linear system
r` at the current level. It is emphasized that the number of multigrid levels
follows a different convention than the number of hierarchical refinement levels.
The coarsest multigrid level in the V-cycle is ` = 1, while the coarsest hierar-
chical refinement level is m = 0, see Figure 5.2. The output of the algorithm is
the approximate solution x̃` to A−1

` r`. The algorithm first initializes the vector
x̃` in line 2, and then in line 4 conducts a pre-smoothing step1, i.e., fixed point
iteration, with γ > 0 denoting a relaxation parameter for stability and M−1

` an
approximate factorization or inverse of A`, e.g., Jacobi or Gauss-Seidel. Subse-

1Note that in this contribution we only apply a single pre-smoothing and post-smoothing
operation in each cycle, and do not consider the possibility of multiple smoothing operations.
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quently, smooth components of the error – which were not effectively reduced
by the aforementioned smoothing operation – are treated by applying a coarse
grid correction with coarser level ` − 1 in lines 7 to 9. The recursive nature of
multigrid is implemented in Algorithm 5.1, by applying the V-cycle also to obtain
an approximate solution to the coarse grid correction problem. The direct solver
in line 14 is only applied at the coarsest level ` = 1. Note that the residual in
the input of the algorithm should be interpreted as in (5.8) only on the finest
level, and is a restriction of a finer residual in the recursive applications of the
algorithm in line 8. To enforce symmetry of the linear operator induced by the
algorithm, the post-smoothing operation in line 12 is performed with the adjoint
of M−1

` . This is relevant for Gauss-Seidel-type smoothers, and is realized by
a reverse sweep. The approximation of the solution is returned in line 16. The
coarse grid correction is treated in more detail in Section 5.3.3, and the smoothing
operations are discussed in detail in Section 5.3.4.

Algorithm 5.1: V-cycle(`, r`)

1 if ` > 1 then

2 x̃` = 0 # initialize approximation of A−1
` r`

3 # pre-smooth
4 x̃` = x̃` + γM−1

` r` # smooth
5 r` = r` −A`x̃` # update residual
6 # coarse grid correction
7 r`−1 = R`r` # restrict current residual to coarser grid
8 x̃`−1 = V-cycle(`− 1, r`−1) # compute coarse grid correction
9 x̃` = x̃` + RT

` x̃`−1 # prolongate coarse grid correction
10 r` = r` −A`RT

` x̃`−1 # update residual
11 # post-smooth
12 x̃` = x̃` + γM−T

` r` # smooth

13 else if ` == 1 then

14 x̃` = A−1
` r` # direct solve at coarsest level

15 end

16 return x̃`

The multigrid V-cycle in Algorithm 5.1 can itself be applied as a solver, by
iteratively performing the cycle to reduce the residual in every step, i.e., the
approximation x′ is simply updated by directly adding x̃. This is generally true
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for multigrid cycles, e.g., also the W-cycle or FMG-cycle [239]. We consider the
V-cycle, as this simple setup is already suitable to demonstrate the effectivity of
the multigrid concept in immersed FEM. Additionally, when the pre-smoothing
and post-smoothing operations are chosen such that these are adjoint, the V-cycle
algorithm yields a symmetric positive definite (SPD) linear operator. This has
the advantage that, instead of direct application of the V-cycle as a solver, it can
also be employed as a preconditioner in a conjugate gradient (CG) algorithm.
In the results presented in Section 5.4, this multigrid-preconditioned CG-solver
is applied. The advantage of Krylov subspace solvers compared to multigrid
as a standalone solver is that the convergence of Krylov methods is not purely
governed by the smallest eigenmode in the system. Therefore, these are more
robust to artifacts in the spectrum resulting from e.g., geometrical complexities
such as the artificial coupling that is observed in Section 5.4.1 [252].

5.3.3 Restriction, prolongation and coarse grid correction
The restriction and prolongation operations to communicate between different
grid sizes, such as those in Figure 5.4, are essential aspects of the coarse grid
correction in lines 7 to 10 of Algorithm 5.1. Under the usual assumption that
the grid size is doubled in the mesh coarsening, the grid lines of the coarser level
` − 1 in Figure 5.4b coincide with grid lines at the finer level ` in Figure 5.4a.
Therefore, the level `−1 space is nested in the level ` space and the basis functions
on level ` − 1 can be represented identically by linear combinations of the basis
functions on level `. Denoting by Φ` and Φ`−1 vectors of basis functions on level
` and level `− 1, respectively, there exists a matrix of coefficients R` such that:

Φ`−1 = R`Φ`. (5.10)
The matrix R` defines the restriction operator. This restriction operator is em-
ployed in line 7 to restrict the residual at level ` to the level `−1 coarse mesh. In
line 8 of Algorithm 5.1, the solution to the level ` − 1 problem is approximated
by recursive application of the V-cycle algorithm, except at the coarsest level
` = 1 where a direct solution is carried out. The (approximate) solution to the
level ` − 1 problem constitutes the coarse grid correction, which is prolongated
and added to x̃` at level ` in line 9. Let us note, that by the nesting of the
approximation spaces at the different levels, the prolongation from level `− 1 to
level ` corresponds to injection. By virtue of relation (5.10) between the basis
functions, we have the identities:

x̃T
`−1Φ`−1 = x̃T

`−1 (R`Φ`) =
(
RT
` x̃`−1

)T Φ` (5.11)
In terms of the coefficients, the prolongation thus corresponds to the adjoint of
the restriction operator. In line 10 the level ` residual is updated after the coarse
grid correction.
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Remark 5.1. The coarse grid correction in Algorithm 5.1 is performed purely
algebraically. Therefore, the coarse problem inherits the weak formulation from
the fine problem, without adapting the mesh-dependent parameters in the opera-
tors in (5.3). In essence, the finer level basis functions are replaced by the coarser
level basis functions, such that the system matrix and residual at the coarser level
can simply be obtained as A`−1 = R`A`RT

` and r`−1 = R`r`. An alternative
approach is to adapt the operators in weak form (5.2) to the coarser grid, as in
e.g., [253, 254]. The implementation of the algebraic approach in Algorithm 5.1
is considerably simpler, however, and has been observed to adequately resolve the
smooth eigenmodes in all considered cases. It should be noted that the extension
of this simple algebraic coarsening approach to other grid-size dependencies is not
verified in this contribution. Examples of other grid-size dependencies in the weak
formulation are the stabilization parameter in Nitsche’s method, see [116,118] and
for spectral effects specifically [255], and the ghost penalty, see [49, 50].

We have so far restricted ourselves to uniform meshes. For hierarchically
refined meshes, as illustrated in Figure 5.5a, the coarsening procedure in the
multigrid method requires reconsideration. To enable an adequate approximation
of functions that are smooth with respect to the local mesh width on level `, we
apply a type of hierarchical derefinement to obtain a nested coarse space on
level ` − 1. In practice, the mesh on level ` − 1 is the coarsest mesh for which
the mesh of level ` can be obtained by a single level of hierarchical refinements,
i.e., one uniform subdivision of a certain set of elements. The construction of
such non-uniform coarser spaces is summarized in Algorithm 5.2, and illustrated
in Figure 5.5. The algorithm denotes components of the mesh at level ` by:
Km
i ∈ T mh ⊂ Th. As introduced in Figure 5.2, Km

i denotes an active element
at local refinement level m with index i. The set of all active elements of local
refinement level m is denoted by T mh = {Km

i }, and Th = ∪m=M
m=0 T mh denotes the

full mesh, with M denoting the number of local refinement levels. Elements of
the coarser mesh at level `− 1 are denoted as kmi ∈ T m2h ⊂ T2h. The subscript 2h
for the coarse mesh is to be conceived of as a symbolic notation. Note that the
elements in T m+1

2h are of the same size as the elements in T mh . In line 1 of the
algorithm, the coarser mesh is initialized as a uniform mesh with only unrefined
elements of local refinement level m = 0, i.e., T2h = T 0

2h. Line 3 initiates a loop
over the refinement levels 0 ≤ m ≤ M − 1. Within this loop, the algorithm
loops over all the elements kmi ∈ T m2h , that are currently m times refined. If
kmi intersects an element of Th that is refined more than m times, element kmi is
refined in lines 7 to 9. Note that line 7 abuses notation to simplify the expression,
and that the refining of element kmi implies removing kmi from T m2h and adding the
refinements to T m+1

2h . Note that this hierarchical derefinement procedure differs
from the approach in [247], which employs an existing hierarchy of refined grids
for the coarse grid corrections.
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(a) Level ` (b) Level `− 1

(c) Level `− 2

: T 0

: T 1

: T 2

: T 3

Figure 5.5: Hierarchy of nested, non-uniform meshes with M = 3 levels of local refine-
ments. The different local refinement levels are indicated by the colors illustrated at the
right bottom. Note that the gray elements in (a) are of the same size as blue elements
in (b) and the red elements in (c), and that the green elements of the highest local re-
finement level have different sizes on the different grids. The grids in Figures 5.5a–5.5c
contain, respectively, 100, 34, and 13 elements and the unrefined elements have a size
of, respectively, 1

4 , 1
2 and 1 times the length of the domain. The coarser grid of level

` − 1 in Figure 5.5b is obtained by applying Algorithm 5.2 to the finer grid of level `
in Figure 5.5a. Note that elements of level m in Figure 5.5b only intersect elements of
level m or lower in Figure 5.5a. Recursively applying the algorithm to the grid of level
` − 1 results in the coarsest grid of level ` − 2 in Figure 5.5c. Note that this coarsest
mesh does not contain active unrefined gray elements of refinement level m = 0.
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Algorithm 5.2: Coarsen(Th)

1 initialize T2h # initialize coarse mesh T2h = T 0
2h with uniform

unrefined elements
2 # loop over local refinement levels
3 for m ∈ {0, ...,M − 1} do

4 # loop over coarse mesh elements of level m
5 for kmi ∈ T m2h do

6 # check if kmi intersects elements of fine mesh Th of local
refinement level > m

7 if
(
∪m̃=M
m̃=m+1T m̃h

)
∩ kmi 6= ∅ then

8 refine kmi
9 end

10 end

11 end

12 return T2h

5.3.4 Smoothers for immersed finite element methods
In lines 4 and 12 of Algorithm 5.1, smoothing operations, i.e., fixed point it-
erations, are performed to resolve the components of the error that cannot be
adequately captured by the coarse grid. Effective application of the multigrid al-
gorithm requires that the eigenvalues of γM−1A that correspond to non-smooth
eigenfunctions are close to 1. Note that in the formulations from here on, the
subscripts indicating the level in the multigrid solver are omitted to simplify the
notation. All these formulations are independent of the level `, however. Stability
of fixed point iterations requires:

0 ≤ λmin
(
γM−1A

)
≤ λmax

(
γM−1A

)
≤ 2, (5.12)

with λmin(·) and λmax(·) denoting the smallest and largest eigenvalues, such that
the spectral radius of the fixed point iteration is bounded:

ρ
(
I− γM−1A

)
< 1, (5.13)

with I denoting the identity matrix with the same size as system matrix A. In
the case that λmax

(
γM−1A

)
> 2, the error component in the direction of the

eigenvector corresponding to the largest eigenvalue will increase with smoothing,
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which may result in divergence. For this reason, smoothers such as Jacobi and
additive Schwarz require a sufficiently small relaxation parameter γ. Smoothers
such as Gauss-Seidel and multiplicative Schwarz are unconditionally stable and
do not require relaxation, see e.g., [133, Theorem 4.10 & 14.9]. As already men-
tioned in the description of Algorithm 5.1 in Section 5.3.2, it should be noted that
symmetry of the linear operator that is induced by the V-cycle insists that the
post-smoothing operation is the adjoint of the pre-smoothing operation. Further-
more, it should be mentioned that the computational efficiency can potentially
be improved by performing multiple smoothing operations in each cycle. Such
enhancements are, however, not considered in this contribution.

Jacobi iterations are not suitable as a smoother for immersed finite elements,
which is illustrated by the example in Figure 5.3. The smallest eigenmode in
Figure 5.3b with a very small eigenvalue is barely affected by the smoothing,
and cannot be captured on a coarser grid. Furthermore, the relatively large
eigenmodes caused by almost linear dependencies as in Figure 5.3c impose a
small relaxation parameter, which further impairs the conditioning. The following
subsections examine the suitability of a Gauss-Seidel smoother and Schwarz-type
smoothers based on the preconditioner for immersed finite elements developed
in [154].

Gauss-Seidel

A typical spectrum and characteristic eigenmodes with standard Gauss-Seidel
preconditioning are shown in Figure 5.6. Similar to Figure 5.3 for Jacobi pre-
conditioning, these figures correspond to the Laplace operator on the geometry
in Figure 5.1 with quadratic Lagrange basis functions and boundary conditions
imposed by the penalty method. To reduce the computational cost, the Gauss-
Seidel routine is implemented with a graph coloring algorithm1 [256]. A double
fixed point iteration with adjoint Gauss-Seidel operations is applied, to obtain a
symmetric preconditioner:(

I−M−TA
) (

I−M−1A
)
yλi = (1− λi) yλi , (5.14)

with
(
I−M−1A

)
corresponding to the initial Gauss-Seidel sweep,

(
I−M−TA

)
corresponding to the reverse sweep, and yλi denoting the eigenvector correspond-
ing to the ith eigenvalue λi. Hence, Figure 5.6 presents the eigenmodes of the

1This algorithm divides the basis functions in sets, or colors, such that the supports of basis
functions with the same color do not intersect. The union over the sets of all colors constitutes
the full approximation space. Note that, for Lagrange basis functions on uniform grids, this
requires (p+1)d different colors. As basis functions of the same color do not intersect, updating
the approximation of the solution, x̃, at an index corresponding to a certain color, does not
affect the residual, r, at the other indices corresponding to that color. This enables a Gauss-
Seidel routine that sweeps over all indices of a certain color at once, instead of sequentially
updating each index of the approximation of the solution and updating residual accordingly.
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(a) Eigenvalue spectrum (b) Very small mode

(c) Smooth mode (d) Element of largest eigenspace

Figure 5.6: Typical spectrum and characteristic eigenmodes of an immersed system
that is preconditioned by a double fixed point iteration with Gauss-Seidel.

system
(
M−1 + M−T −M−TAM−1)A. As will follow in (5.15), this is actually

very similar to the V-cycle, except for the omission of the coarse grid correc-
tion. In Figure 5.6b a very small eigenvalue is plotted, which is similar to the
smallest eigenmode with Jacobi preconditioning in Figure 5.3b. Note that the
eigenvalues of these eigenfunctions differ by a factor of (approximately) 2, which
is an expected consequence of the double iteration with Gauss-Seidel versus the
single iteration with Jacobi. In Figure 5.6c it is shown that also the spectrum
with Gauss-Seidel preconditioning contains an eigenmode that is in close corre-
spondence with the smallest analytical eigenmode of the PDE, and is similar to
the usual smallest eigenmode with mesh-fitting techniques. Since the colors are
selected such that basis functions of the same color do not intersect, the unit
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(a) Eigenvalue spectrum (b) Smallest mode

Figure 5.7: Spectrum and a characteristic very small eigenmode of an immersed system
that is preconditioned by a two-level V-cycle with Gauss-Seidel as smoother.

vectors corresponding to basis functions with the last color of the graph color-
ing algorithm yield an eigenspace with an eigenvalue of exactly 1. This can be
observed in the spectrum in Figure 5.6a and is illustrated in Figure 5.6d.

Gauss-Seidel is not suitable as a smoother for immersed finite element meth-
ods, despite the unconditional stability by which – in contrast to Jacobi – it
does not require more relaxation in an immersed setting than in a mesh-fitting
setting. The problem that renders Gauss-Seidel ineffective for immersed finite
element methods is the small eigenmode plotted in Figure 5.6b. Similar to Ja-
cobi, the eigenvalue of this mode is too small to be adequately treated by the
smoothing operations, and it is also not resolved by the coarse grid correction.
This is shown in Figure 5.7, which displays the spectrum of the same problem
preconditioned by the V-cycle in Algorithm 5.1 with ` = 2 levels and a single
Gauss-Seidel sweep as smoother. This eigenvalue problem can be formulated as:(

I−M−T
` A`

) (
I−RT

` A−1
`−1R`A`

) (
I−M−1

` A`

)
yλi = (1− λi) yλi , (5.15)

or as:
V-cycle

(
` = 2, r` = Ayλi

)
= λiyλi . (5.16)

While a comparison of the spectra in Figures 5.6a and 5.7a, i.e., without and with
the coarse grid correction, reveals that several small eigenmodes are resolved by
the coarse grid correction, Figures 5.6b and 5.7b demonstrate that both spectra
contain approximately the same small eigenmode. The eigenvalues of this mode
are barely affected by the coarse grid correction, with eigenvalue 3.20 · 10−6 for
the double fixed point iteration and eigenvalue 3.78 · 10−6 for the full V-cycle.
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Additive Schwarz

The spectra and eigenfunctions with Jacobi and Gauss-Seidel in Figures 5.3 and
5.6 clearly demonstrate that these are not robust to cut elements. This is con-
sistent with the analysis of the conditioning problems in [115], which points out
that diagonal preconditioners do not adequately mitigate the almost linear de-
pendencies that occur in immersed finite element methods. In [154] it is derived
that almost linearly dependent basis functions can be effectively treated collec-
tively, when these are inverted in a block manner by a Schwarz-type method.
Based on the additive Schwarz lemma, [154] shows that additive Schwarz pre-
conditioning is actually a very natural approach to resolve the small eigenmodes
caused by almost linear dependencies. Furthermore, it is demonstrated that in
terms of the condition number and the number of iterations in an iterative solu-
tion method, immersed methods with additive Schwarz preconditioning behave
similar to mesh-fitting techniques. This section therefore examines the spectrum
of immersed methods with additive Schwarz preconditioning, to establish the
suitability as a smoother in a multigrid method.

In additive Schwarz preconditioning, a set of N index blocks is selected, which
correspond to sets of basis functions. For each index block j ≤ N , the system
matrix A ∈ Rn×n is restricted to the indices in the block, denoted by Aj ∈
Rnj×nj . The block matrices are then inverted and prolongated to a matrix of
size n × n. The additive Schwarz preconditioner is obtained by summing these
matrices:

M−1 =
N∑
j=1

Pj

(
PT
j APj

)−1︸ ︷︷ ︸
A−1
j

PT
j , (5.17)

with Pj ∈ Rn×nj a matrix that prolongates a block vector y
j
∈ Rnj to a vector

Pjyj = y ∈ Rn – with nonzero entries only at the indices in block j – and the
transpose of Pj a restriction operator that restricts a vector z ∈ Rn to a block
vector PT

j z = zj ∈ Rnj – containing only the indices in block j.
An essential aspect of additive Schwarz preconditioners is the choice of the

index blocks. It is pointed out in [154] that almost linearly dependent basis func-
tions are required to be in an index block together. Furthermore, it is demon-
strated that devising a block for each cut element with all basis functions sup-
ported on it is an effective strategy to satisfy this requirement for uniform grids.
As demonstrated in [174], however, it is not trivial to generalize this concept to
locally refined meshes. Therefore this contribution applies an alternative strategy
to select the Schwarz blocks based on so-called encapsulating supports, which is
inspired by the Schwarz-type smoother developed for divergence-conforming dis-
cretizations in [245]. Accordingly, for every basis function a block is devised,
containing all the basis functions whose support completely lies inside the sup-



162 Chapter 5: Multigrid methods

port of the basis function associated to the block, see Figure 5.8. Note that in
this contribution the support of a basis function refers to the support within the
physical domain. The block that is associated to function φj is defined as:

{φk : suppΩ (φk) ⊆ suppΩ (φj) } , (5.18)

with suppΩ(φk) denoting the support of basis function φk within physical domain
Ω. For vector-valued problems, separate blocks are devised for basis functions
describing different vectorial components of the solution, similar to the blocks
in [154]. By construction, each block therefore contains the basis function asso-
ciated to it, and for untrimmed (truncated hierarchical) B-splines this approach
yields an approximately diagonal preconditioner. Let us note here the importance
of the truncation of the basis functions in the locally refined approximations. As
non-truncated hierarchical bases yield a very large number of basis functions with
overlapping supports, this correspondingly results in very large blocks in the ad-
ditive Schwarz preconditioner, which leads to significant computational costs.
Trimmed basis functions on small cut elements – which can be almost linearly
dependent – are also assigned to blocks associated to other functions. This sat-
isfies the requirement formulated in [154] that almost linearly dependent basis
functions need to be in a block together, and therefore resolves the small eigen-
modes that are characteristic for immersed finite element methods. This strategy
to select the Schwarz blocks is directly applicable to both B-splines on uniform
grids and to truncated hierarchical B-splines on non-uniform grids, in contrast
to the element-wise strategy in [154]. It is, however, not natural to directly ap-
ply this strategy to Lagrange basis functions, as these are not all supported on
the same number of elements. For the Lagrange bases, blocks are therefore only
devised for the nodal basis functions1. This implies that with Lagrange bases a
block is devised for every cluster of 2d elements. Note that this yields approx-
imately the same number of blocks for uniform Lagrange bases as for uniform
B-spline bases, but, in contrast, does not reduce to a purely diagonal treatment
of untrimmed basis functions for Lagrange bases. It should be mentioned that
the block selection described here is not the only possible and effective method
to select blocks for immersed finite elements, and interested readers are directed
to [164, 165, 246] for a study of suitable block selections in isogeometric analy-
sis and to the reference works [170, 171] for considerations regarding the block
selections with traditional finite element bases.

1In this contribution different Lagrange basis functions are indicated as nodal, edge, face
and volume functions. With d denoting the number of dimensions: nodal functions attain the
value 1 at a vertex of the grid and span 2d elements, edge functions attain the value 1 on
an edge and span 2d−1 elements, face functions attain the value 1 on a face and span 2d−2

elements, and volume or element internal functions attain the value 1 inside an element and
span 1 element. Note that face functions are not considered in the two-dimensional example.
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(a) Function associated to the block

(b) Other functions assigned to the block

Figure 5.8: Greville abscissae and supports of quadratic B-splines assigned to a block.
Figure (a) displays the support within the physical domain of the function associated
to the block in orange. Figure (b) displays the supports of the other functions assigned
to the block in purple. The fictitious support of the functions is not considered, but is
hatched to increase the clarity of the figures. Note that the supports of the functions
in (b) completely lie inside the support of the function in (a).
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Efficiency and stability of additive Schwarz as a smoother requires adequate
selection of the relaxation parameter γ. For the smoothing operations to effi-
ciently reduce the error components in the directions of modes with eigenfunc-
tions that can not be adequately captured on coarser grids, it is required that
the relaxed eigenvalues γλi

(
M−1A

)
corresponding to such eigenmodes are close

to 1. The requirement with regard to stability is formulated in (5.12), and states
that λmin

(
M−1A

)
≥ 0 and that γλmax

(
M−1A

)
≤ 2. The positivity of the

eigenmodes follows from the symmetric positive definiteness of both M−1 and
A. Since the eigenvalues of M−1A coincide with the eigenvalues of M− 1

2 AM− 1
2 ,

the eigenmodes can be bounded from above by:

λmax
(
M−1A

)
= max

y

yTM− 1
2 AM− 1

2 y
yTy = max

z

zTAz
zTMz (5.19a)

= max
z

zTAz
min∑N

j=1
Pjz

j
=z

∑N
j=1 zT

j PT
j APjzj

(5.19b)

= max
{z
j
}N
j=1

(∑N
j=1 PT

j zT
j

)
A
(∑N

j=1 Pjzj
)

∑N
j=1 zT

j PT
j APjzj

(5.19c)

≤ max
Ki

max
{zj}

NKi
j=1

(∑NKi
j=1 PT

j zT
j

)
AKi

(∑NKi
j=1 Pjzj

)
∑NKi
j=1 zT

j PT
j AKiPjzj

(5.19d)

≤ max
Ki

max
{z
j
}
NKi
j=1

NKi
∑NKi
j=1 zT

j PT
j AKiPjzj∑NKi

j=1 zT
j PT

j AKiPjzj
= max

Ki
NKi , (5.19e)

with AKi ∈ Rn×n the part of system matrix A that results from the inte-
gration over element Ki, and NKi denoting the number of blocks containing
basis functions that are supported on this element. Note that in (5.19b) the
additive Schwarz lemma is applied, see e.g., [170, 171]. In (5.19d) the maxi-
mal quotient with system matrix A is replaced by the maximum over the quo-
tients with the element contributions AKi , and in (5.19e) the Cauchy-Schwarz
inequality is applied. For Lagrange basis functions this bound is observed to
be considerably sharp, as volume basis functions are contained in NKi blocks
and form eigenfunctions similar to the one in Figure 5.9d. These functions are
not captured in the coarse grid correction, such that efficient smoothing requires
γ = N−1

Ki
= 4−1 for a two-dimensional Lagrange basis. This relaxation parameter

yields γλmax
(
M−1A

)
≤ 1 < 2, such that also the stability condition is satisfied.

Figure 5.9 presents the spectrum and characteristic eigenmodes of the Laplace
operator on the geometry in Figure 5.1 with a quadratic Lagrange basis that is
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(a) Eigenvalue spectrum (b) Smooth mode (smallest)

(c) Nodal mode (d) Volume mode (largest)

Figure 5.9: Typical spectrum and characteristic eigenmodes of an immersed system
that is preconditioned by a double fixed point iteration with additive Schwarz.

preconditioned by a double fixed point iteration with additive Schwarz and the
relaxation parameter γ = 1

4 . The double fixed point iteration is applied such
that later on these results can easily be related to the results with the V-cycle
with additive Schwarz smoothing in Figure 5.10. Figure 5.9b shows that the
smallest eigenvalue in the system with additive Schwarz does not correspond to
an eigenfunction on a small cut element. Instead, the smallest eigenmode is
similar to the usual smallest eigenmode with mesh-fitting methods, which can be
considered as the smoothest possible mode satisfying the boundary conditions.
Figure 5.9c plots an example of an eigenfunction that almost entirely consists
of nodal basis functions. The spectrum contains multiple of such modes, and
these are important because these are the smallest eigenmodes that cannot be
adequately captured by the coarse grid correction. Therefore, these nodal modes
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(a) Eigenvalue spectrum (b) Nodal mode

Figure 5.10: Spectrum and eigenmode of an immersed system that is preconditioned
by a two-level V-cycle with additive Schwarz as smoother.

form the bottleneck for the condition number of immersed systems preconditioned
by the V-cycle with additive Schwarz smoothing, as will follow in Figure 5.10. In
fact, the eigenvalue of such modes can be clarified. Since nodal basis functions
are in only 1 index block, a fixed point iteration reduces the contribution of such
functions by approximately a factor 1− γ = 3

4 . The double fixed point iteration
therefore results in an eigenvalue of approximately 1 − (1 − γ)2 = 7

16 ≈ 0.438.
The largest eigenmodes in the spectrum have an eigenvalue of approximately 1,
and correspond to eigenfunctions consisting almost entirely out of basis functions
that are only supported on 1 element and therefore are contained in 4 index
blocks. On the interior this only involves volume basis functions, resulting in
the volume mode in Figure 5.9d. By virtue of the eigenvalue of approximately 1,
error components in the direction of the eigenvectors of these modes are effectively
eliminated by the additive Schwarz smoother.

Based on the smallest eigenmodes in the spectrum with additive Schwarz, this
technique is suitable as a smoother in a multigrid method. The results of this
smoother in a two-level V-cycle are presented in Figure 5.10. It can be observed
from the spectra in Figures 5.9a and 5.10a – i.e., respectively without the coarse
grid correction and with the coarse grid correction – that the smooth eigenmodes
are effectively resolved, such that a method is obtained that is robust to both cut
elements and the grid size. It is noteworthy that the smallest eigenvalues with
the multigrid method correspond to nodal modes, see Figure 5.10b. The limited
effectiveness of the multigrid procedure for these modes derives from the fact
that these modes are relatively insensitive to the smoothing operations, see Fig-



5.3 Multigrid for immersed finite elements 167

(a) 32× 32 elements (b) 64× 64 elements

Figure 5.11: Spectra of immersed systems that are preconditioned by a double fixed
point iteration with additive Schwarz (single-grid) and by a two-level V-cycle with
additive Schwarz as smoother (multigrid).

ure 5.9c, and that these modes cannot be adequately captured on a coarser grid.
With multigrid as a standalone solver, these modes would yield a convergence
rate between 0.5 and 0.6. This rate can be improved by applying the multigrid
cycle as a preconditioner in a Krylov subspace solver.

Figure 5.11 presents the spectra of the same problem with finer grids, pre-
conditioned by a double fixed point iteration with additive Schwarz and precon-
ditioned by the full V-cycle with additive Schwarz smoothing. Comparing these,
and also the spectra with a grid of 16 × 16 elements in Figures 5.9a and 5.10a,
conveys that systems without the coarse grid correction closely follow the grid-
size dependence of the conditioning formulated in (5.7), and that with the full
V-cycle a conditioning is obtained that is independent of the grid size, with for
this problem eigenvalues 0.4 < λmin < 0.5 and λmax = 1.

While smoothing with additive Schwarz results in a conditioning that is inde-
pendent of the grid size, the method is affected by the small relaxation param-
eter. This will be even more severe in three dimensions and for B-spline bases,
which are supported on more elements and therefore require smaller and degree-
dependent relaxation parameters, i.e., for B-splines NKi = (p + 1)d with p the
spline degree and d the number of dimensions. Therefore, the next section con-
siders multiplicative Schwarz as a smoother, which is unconditionally stable [133]
and thereby circumvents the small relaxation parameter required for stability.
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Multiplicative Schwarz

Multiplicative Schwarz can be considered as the block equivalent of Gauss-Seidel.
While with additive Schwarz all the locally inverted block matrices are applied to
the same residual – similar to the diagonal elements in Jacobi – with multiplicative
Schwarz the residual is updated after each block – similar to the update of the
residual after each diagonal element in Gauss-Seidel. Multiplicative Schwarz can
be formulated by initializing the zero vector ỹ0 = 0, defining the initial residual
r̃0 = r, and looping over the blocks j ≤ N :

δỹj = PjA−1
j PT

j r̃j−1,

ỹj = ỹj−1 + δỹj ,
r̃j = r̃j−1 −Aδỹj .

(5.20)

The linear operator of multiplicative Schwarz is then defined as M−1r = ỹN .
Similar to Gauss-Seidel, multiplicative Schwarz does not require stabilization
[133], which is the most important motivation to examine multiplicative Schwarz
as a smoother in multigrid methods for immersed finite elements.

The linear operator induced by a fixed point iteration with multiplicative
Schwarz is not symmetric. Therefore, it is important that in the post-smoothing
the direction in the loop over the index blocks is reversed, to restore symmetry
of the linear operator induced by the V-cycle. As can be observed in (5.20),
the application of multiplicative Schwarz requires updating the residual at every
step, which is computationally expensive and impedes parallelization. Therefore,
similar to standard Gauss-Seidel, the index blocks are ordered by a graph coloring
algorithm [256]. To this end, the blocks are divided in C colors indicated by
c ≤ C. The basis functions in a block of a certain color do not intersect functions
in a different block with the same color. Therefore, blocks of the same color are
not affected by each other’s update of the residual. As a result, the residual only
needs to be updated after executing all blocks of a certain color. This reduces the
computational cost and enables parallelization of the routine. The multiplicative
Schwarz procedure with graph coloring can be formulated by initializing the zero
vector z̃0 = 0, defining the initial residual again as r̃0 = r and looping over the
colors c ≤ C:

δz̃c =
∑
j∈Jc

PjA−1
j PT

j r̃c−1,

ỹc = ỹc−1 + δỹc,
r̃c = r̃c−1 −Aδỹc,

(5.21)

with Jc denoting the set of blocks with color c. The linear operator of multi-
plicative Schwarz with graph coloring is defined as M−1r = z̃C . The required
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(a) 32× 32 elements (b) 64× 64 elements

Figure 5.12: Spectra of immersed systems that are preconditioned by a double fixed
point iteration with multiplicative Schwarz (single-grid) and by a two-level V-cycle with
multiplicative Schwarz as smoother (multigrid).

minimal number of colors can be deduced by considering the overlap between
the supports of basis functions. Because the supports of identically-colored basis
functions are not allowed to intersect, for scalar problems and uniform grids the
required number of blocks equals the number of elements on which basis func-
tions are supported. For Lagrange bases, uniform B-spline bases and truncated
hierarchical B-spline bases, the employed number of colors therefore amounts to
2d, (p + 1)d, and M(p + 1)d, respectively. For hierarchical bases the number
of colors required for a uniform grid is multiplied by the number of hierarchical
levels and for vector-valued problems the number of colors is multiplied by the
number of components of the vector.

Figure 5.12 presents typical spectra of immersed systems, preconditioned by a
symmetric double fixed point iteration with multiplicative Schwarz and precon-
ditioned by a two-level V-cycle with multiplicative Schwarz smoothing. These
results again pertain to the Laplace operator on the domain in Figure 5.1 with
quadratic Lagrange basis functions. The single-grid results without the coarse
grid correction show a largest eigenmode of 1 and a mesh-dependent smallest
eigenmode of order O(h2), such that the condition number follows the relation
for mesh-fitting systems in (5.7). Similar to the results with additive Schwarz
in Figure 5.11, the results with the two-level V-cycle show a spectrum that is
robust to both cut elements and the mesh size of the background grid. The con-
ditioning with multiplicative Schwarz is much better and even nearly optimal,
however, because it is not compromised by the small relaxation parameter that
was required for the stability of additive Schwarz. Therefore, we conclude that
multiplicative Schwarz is the most suitable smoothing procedure for multigrid
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methods for immersed systems. In view of its superior smoothing properties
over additive Schwarz, in the numerical examples in Section 5.4 we restrict our
considerations to multiplicative Schwarz.

Remark 5.2. The resulting preconditioning techniques for Lagrange bases and
B-splines have much in common, but also small differences are to be noted. As
mentioned previously, Lagrange bases require a considerably smaller number of
colors in the implementation. Also, the solver for the Lagrange bases requires
approximately 2.5 times fewer iterations, as can be observed in the results in Sec-
tion 5.4. While both bases require approximately the same number of Schwarz
blocks on the same grid, an advantage of the B-splines is that untrimmed basis
functions result in a diagonal treatment, while untrimmed Lagrange basis func-
tions still result in blocks with size (2p−1)d. Also the considerably smaller number
of degrees of freedom with B-splines is an aspect to consider. The methods for
both bases, however, can be further optimized in regard of the computational effi-
ciency. Therefore, we would like to emphasize that this contribution is intended
to demonstrate the feasibility of multigrid methods for immersed finite elements
and immersed isogeometric analysis, and not as a qualitative comparison between
the different bases. Furthermore, while the computation time is linear with the
number of degrees of freedom for both bases, the computation time is highly de-
pendent on the implementation. For that reason, the computation time to solve
the systems in Section 5.4 is not presented.

Remark 5.3. Similar to the Schwarz-type methods for immersed finite elements
presented in [154] and [174], it is possible that block matrices contain eigenvalues
of the order of the machine precision. Directly inverting such block matrices is
unstable, as due to round-off errors these inverses can be inaccurate and can even
contain negative eigenvalues for positive definite systems. As described in detail
in [154, Remark 3.3], in case a block matrix contains an eigenvalue that is a factor
1016 smaller than the largest diagonal entry of the matrix, the basis function that
is dominant in the corresponding eigenvector is removed from the block. Because
this only pertains to basis functions with extremely small contributions, this does
not affect the convergence of the iterative solver or the accuracy of the solution.

Remark 5.4. In principle, the ill-conditioning effects of small cut elements only
need to be resolved on the finest grid, as the coarser levels are only required to
resolve smooth components of the error. Diagonal smoothers therefore suffice
on the coarser levels, and Schwarz-type smoothing is only required on the finest
level. Applying Schwarz-type smoothing on all levels, however, retains the natural
recursive character of the multigrid algorithm. For conciseness, we have therefore
opted not to include results with diagonal smoothing on the coarser levels in the
numerical results in Section 5.4.
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5.4 Numerical examples
In this section we assess the developed geometric multigrid preconditioning tech-
nique for immersed finite element methods on a range of numerical examples. In
all these examples, the pre-smoothing and post-smoothing operations consist of
a single multiplicative Schwarz sweep as described in Section 5.3.4. First, Sec-
tion 5.4.1 considers three-dimensional elasticity problems on uniform grids with
both B-splines and Lagrange basis functions. The goal of these simulations is
to demonstrate the performance of the preconditioner on increasingly complex
geometries. An aspect that is not covered in this section is the treatment of
local mesh refinements. Therefore the preconditioner is applied to a level set
based topology optimization problem with truncated hierarchical B-splines in
Section 5.4.2. All simulations are performed with quadratic discretizations. This
is sufficient to demonstrate the difference between Lagrange basis functions and
B-splines, and quadratic function spaces already result in severely ill-conditioned
systems in case a dedicated treatment is not applied. The assembly of quadratic
systems is considerably less expensive than systems of third degree or higher,
however, enabling finer grids to be assessed.

5.4.1 Linear elasticity problems

This section assesses the developed preconditioning technique in a conjugate gra-
dient solver and discusses the obtained results. All problems are discretized
with both quadratic Lagrange basis functions and quadratic B-splines on uni-
form grids. We first consider the deformation of a tooth-shaped domain subject
to a distributed boundary traction. Next, an apple-shaped geometry containing
two geometrically singular points is presented, which is deformed by a gravita-
tional load. The third example considers a complex geometry of a µCT-scanned
trabecular bone specimen, that is compressed by a prescribed displacement at the
boundary. In this third example an effect regarding the number of levels in the
preconditioner is observed. This effect is further investigated in the specifically
designed test case in the last example, which is posed on a geometry in the shape
of a triple helix.

Tooth-shaped geometry subject to a distributed boundary traction

This first example considers a dimensionless problem posed on an immersed ge-
ometry with the shape of a tooth, see Figure 5.13. The embedding domain is the
cube (−2, 2)3, and the tooth-shaped geometry is obtained by trimming with the
level set function:
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ψ1(x, y, z) = 16
(

1−
6∑
i=0

e−ρi(x,y,z)
)
− x4 − y4 − z4, (5.22)

with:
ρ0(x, y, z) = x2 + y2 + (z − 2)2,

ρ1(x, y, z) = (x− 2)2 + (y − 2)2 +
(
z+2

2
)2
,

ρ2(x, y, z) = (x− 2)2 + (y + 2)2 +
(
z+2

2
)2
,

ρ3(x, y, z) = (x+ 2)2 + (y + 2)2 +
(
z+2

2
)2
,

ρ4(x, y, z) = (x+ 2)2 + (y − 2)2 +
(
z+2

2
)2
,

ρ5(x, y, z) = x2 +
(
y
2
)2 +

(
z+2

2
)2
,

ρ6(x, y, z) =
(
x
2
)2 + y2 +

(
z+2

2
)2
.

In this level set ρ0(x, y, z) creates the dent in the surface of the tooth, ρ1(x, y, z),
ρ2(x, y, z), ρ3(x, y, z), and ρ4(x, y, z) create the dents in the sides of the tooth
and the roots are obtained by ρ5(x, y, z) and ρ6(x, y, z). The tips of the roots
below z = −1 are trimmed by a second trimming operation with the level set
function:

ψ2(x, y, z) = z + 1. (5.23)

This creates four surfaces on which homogeneous Dirichlet conditions are applied.
On the rest of the boundary a normal traction is applied with the magnitude:

gN (x, y, z) = −ne− 1
4 ((x−2)2+(y−2)2+(z−2)2), (5.24)

which concentrates around the corner of the tooth. The Lamé parameters are set
to λ = µ = 103, and the Dirichlet conditions are enforced by the penalty method
with penalty parameters βλh = βµh = 2

h . The resulting displacements and stresses
are shown in Figure 5.13.

To demonstrate the robustness of the preconditioning technique to the number
of elements, we discretize the embedding domain with grids of 203, 403, and 803

elements. This results in, respectively, 129 ·103, 874 ·103, and 6.43 ·106 degrees of
freedom (DOFs) with quadratic Lagrange basis functions and 21.6 ·103, 129 ·103,
and 878 · 103 DOFs with quadratic B-splines. The integration depth as defined
in Section 5.2 is set to 2 for the grid with 203 elements, 1 for the grid with 403

elements, and 0 for the grid with 803 elements. This implies that the grid with
203 elements is first partitioned by 2 consecutive bisectioning operations before
it is triangulated, the grid with 403 elements is first partitioned by 1 bisectioning
operation before it is triangulated, and cut elements in the grid with 803 elements
are directly triangulated. Note that this results in identical integrated geometries
for all grid sizes. The multigrid preconditioner is applied with 2 and 3 levels as
defined in Section 5.3 for the grid with 203 elements, 2, 3 and 4 levels for the grid
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(a) Displacement magnitude (b) Frobenius norm of the stress tensor

Figure 5.13: Displacements and stresses of the tooth-shaped geometry. The displayed
results are computed on a discretization with 803 elements and quadratic B-spline basis
functions.

with 403 elements, and 2, 3, 4 and 5 levels for the grid with 803 elements. These
numbers of levels are chosen such that for all grid sizes, the largest number of
levels results in a direct solution in the preconditioner for a system derived from
a discretization with 43 elements.

The convergence of the multigrid-preconditioned conjugate gradient solver is
plotted in Figure 5.14. The results demonstrate a convergence behavior that is
virtually independent of the number of elements. Also, the number of iterations
is nearly independent of the number of levels in the preconditioner. This can be
attributed to the simple compact shape of the geometry, which is resolved well
even on the coarsest grid of 43 elements, such that with all numbers of levels the
coarse grid corrections provide an effective approximation of the smooth eigen-
modes. Finally, it can be observed that the systems with B-splines require more
iterations than the systems with Lagrange basis functions. In this regard it should
be noted, however, that for untrimmed basis functions the algorithm to select the
Schwarz blocks yields a diagonal smoother for B-splines and a block smoother
for Lagrange basis functions, cf. the discussion on the computational cost of La-
grange and B-spline spaces in Remark 5.2 that also considers the difference in
the number of colors and the number of DOFs.
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(a) Lagrange basis with 203 elements (b) B-splines with 203 elements

(c) Lagrange basis with 403 elements (d) B-splines with 403 elements

(e) Lagrange basis with 803 elements (f) B-splines with 803 elements

Figure 5.14: Convergence plots of the problems on the tooth-shaped geometry.
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(a) Displacement magnitude (b) Frobenius norm of the stress tensor

Figure 5.15: Displacements and stresses in the geometry with the shape of an apple.
The results are obtained with a B-spline basis on a grid of 803 elements.

Apple-shaped geometry subject to a gravitational load

This second example is designed to establish the suitability of the preconditioner
for non-convex geometries with sharp reentrant corners where stress singularities
are to be expected, such that the effectivity of multigrid methods is not generally
evident [257]. A dimensionless problem is posed on the geometry with the shape
of an apple, see Figure 5.15. The embedding domain is again the cube (−2, 2)3,
and the shape of the apple is derived through a trimming operation with the level
set function:

ψ1(x, y, z) = 1−
( z

1.7

)2
−
(

r(x, y)
1 + z/17 − 0.7

)2
, (5.25)

with r(x, y)2 = x2 + y2. A second level set function models a bite being taken
out of the apple:

ψ2(x, y, z) = (x− 2)2 + y2 + z2 − 1. (5.26)

Homogeneous Dirichlet conditions are imposed on the surface of the bite, and a
volumetric load f = (0, 0,−1) is applied to model gravity acting on the apple. The
Lamé parameters are again set to λ = µ = 103 and the Dirichlet conditions are
again enforced by the penalty method with parameters βλh = βµh = 2

h . Figure 5.15
displays the resulting displacements and stresses.
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(a) Lagrange (b) B-splines

Figure 5.16: Convergence of the problem on the apple-shaped geometry with a grid
of 803 elements.

The problem is discretized with quadratic Lagrange basis functions and quadratic
B-splines on a background grid with 803 elements. This yields 4.87 · 106 DOFs
supported in the physical domain with the Lagrange basis and 667 · 103 DOFs
with the B-splines. The integration depth on the cut elements is set to 0, imply-
ing that the the cut elements are directly triangulated and not first partitioned
with a bisectioning operation. The convergence of the multigrid-preconditioned
conjugate gradient solver with 2, 3, 4, and 5 levels for both bases is shown in
Figure 5.16. The obtained numbers of iterations do not show an effect of the
cusps in the geometry, and are similar to those for the tooth-shaped geometry.
Also, the convergence is again virtually independent of the number of levels in
the multigrid cycle.

Trabecular bone specimen loaded in compression

This third three-dimensional test case considers the challenging geometry of
a µCT-scanned trabecular bone specimen. This geometry was first presented
in [89], and is displayed in Figure 5.17, together with the embedding domain of
dimension (0 mm, 1.28 mm)3. A linear elastic material model is employed with
Young’s modulus E = 10 GPa and Poisson’s ratio ν = 0.3. The specimen is
compressed with an average uniaxial compressive strain of 1%, by imposing a ho-
mogeneous Dirichlet condition at the top boundary, and at the bottom boundary
prescribing a normal displacement of 0.0128 mm while constraining the tangen-
tial displacement. These boundary conditions are weakly enforced by the penalty
method with penalty parameters βλh = βµh = 2

h .
We consider different grids on the embedding domain with 323, 643, and

1283 elements. The linear systems derived from these grids contain, respectively,
182 · 103, 1.03 · 106, and 6.65 · 106 DOFs with the quadratic Lagrange bases
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(a) Displacement magnitude [mm] (b) Frobenius norm of the stress tensor
[MPa]

Figure 5.17: Solution of the elasticity problem on the three-dimensional trabecular
bone geometry.

and 39.9 · 103, 189 · 103, and 1.05 · 106 DOFs with the quadratic B-splines. The
integration depth is set to 2 for the grid with 323 elements, 1 for the grid with 643

elements, and 0 for the grid with 1283 elements. The multigrid cycle by which
the systems are preconditioned applies 2 and 3 levels for the discretizations with
323 elements, 2, 3 and 4 levels for the discretizations with 643 elements, and 2, 3,
4 and 5 levels for the discretizations with 1283 elements. With these numbers of
levels, the preconditioner with the largest number of levels applies a direct solver
to a system derived from 83 elements for all three grid sizes, similar to the first
example.

The convergence of the systems with the different numbers of levels in the pre-
conditioner is shown in Figure 5.18. It can be observed that the convergence of
the systems with 323 elements and 2 levels, 643 elements with 2 and 3 levels, and
1283 elements with 2, 3, and 4 levels is very similar to that in the previous exam-
ples. For this test case, slightly more iterations are required. This is conjecturally
connected with the complicated multiscale geometry, by which smaller geomet-
ric features are less adequately represented on coarse meshes. The convergence
with the largest number of levels in the preconditioner, i.e., the preconditioners
in which a direct solver is applied to a system with 83 elements, is significantly
slower. This is caused by underresolution and corresponding nonphysical behav-
ior in the systems with 83 elements, which was also observed in [89]. Both with
the Lagrange and the B-spline bases, these coarse systems contain basis functions
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(a) Lagrange basis with 323 elements (b) B-splines with 323 elements

(c) Lagrange basis with 643 elements (d) B-splines with 643 elements

(e) Lagrange basis with 1283 elements (f) B-splines with 1283 elements

Figure 5.18: Convergence plots of the test case on the trabecular bone specimen.



5.4 Numerical examples 179

(a) Displacement magnitude [mm] (b) Frobenius norm of the stress tensor
[MPa]

Figure 5.19: Displacement and stress of the smallest eigenmode of the three-level
preconditioned system with quadratic B-splines, formed on a grid of 323 elements. The
eigenmode shows an artificial stress state caused by a nonphysical coupling between
disconnected parts of the geometry and the resulting deformation.

with a disjoint support in the physical domain, i.e., basis functions that cover
the gap between disconnected parts of the geometry as e.g., in the circle in Fig-
ure 5.17a. Physically, disconnected parts of the geometry should be able to move
freely with respect to each other. When a basis function is supported on both
parts, however, these disconnected parts are artificially coupled in the numerical
model. This results in very different stiffness properties between the systems
with a mesh of 83 elements and systems with meshes of 163 elements and finer.
Therefore, the coarse grid corrections with 83 elements do not approximate the
smooth eigenmodes of the finer meshes adequately, which retards the convergence
of the multigrid-preconditioned iterative solver. A similar effect can be observed
in nearly incompressible elasticity, where the convergence deteriorates when the
coarse grids experience volumetric locking, as in e.g., [258]. To illustrate the
artificial coupling, the eigenfunction with the smallest eigenvalue in the three-
level preconditioned system with B-splines on a grid of 323 elements is shown in
Figure 5.19. This function was obtained by 100 iterations in a power algorithm,
and it is clearly observable that this smallest preconditioned eigenmode contains
peaks in the displacement and stress fields at points where basis functions of
the coarse grid are supported on disconnected parts of the geometry. Such an
artificial-coupling mode does not occur if the system is preconditioned with two
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levels, i.e., with a direct solver applied to the system with 163 elements. While
the artificial-coupling effect only moderately increases the number of iterations
in this test case, and the iterative solver still converges in an acceptable number
of iterations, it can not be ruled out that it can potentially hinder the conver-
gence in other test cases more severely. Therefore, this effect is investigated in
more detail in the next test case, which presents a geometry that is specifically
designed to study this effect.

Triple helix loaded in compression

This final three-dimensional example is specifically designed to investigate the
effect observed in the trabecular bone specimen, by which disconnected parts of
the domain are artificially coupled on coarse grids. We consider a dimensionless
problem on the geometry in Figure 5.20, which consists of a triple helix that
is connected by a half ring at the top and bottom boundary. The embedding
domain again consists of the cube (−2, 2)3. The helixes are obtained by rotations
of the level set function:

ψ1(x, y, z) = r2
inner − (r(x, y)−Router)2 −

(
z − 2arctan2(y, x)

π

)2
, (5.27)

with rinner = 0.25, Router = 1.5, and r(x, y)2 = x2 + y2. For the half ring at the
top and bottom boundary the level set function:

ψ±2 (x, y, z) = r2
inner − (r −Router)2 − (z ± 2)2

, (5.28)

is applied. The Lamé parameters are again set to λ = µ = 103. At the top bound-
ary homogeneous Dirichlet conditions are imposed, and at the bottom boundary
a normal displacement of 0.04 prescribed, resulting in an average compression of
1%. It should be noted that, as opposed to the bottom boundary condition on the
trabecular bone specimen, the tangential displacement at the bottom boundary
is not constrained. The boundary conditions are again weakly imposed by the
penalty method with parameters βλh = βµh = 2

h . The solution with B-splines on
a grid with 1283 elements is shown in Figure 5.20.

The embedding domain is discretized with 1283 elements, yielding 6.96 · 106

and 1.11 · 106 DOFs in the quadratic Lagrange and B-spline bases, respectively.
The integration depth is set to 0, and the preconditioner applies 2, 3, 4, and
5 levels in the V-cycle. The convergence plots are shown in Figure 5.21. It is
clearly observable that the convergence is severely retarded with 5 levels in the
preconditioner. This could be anticipated, because the separation of the helixes
is approximately equal to the mesh size on the coarsest level of 83 elements.
Hence, artificial coupling between the helixes will occur on the coarsest mesh,
reducing the effectiveness of the coarse grid correction. To further illustrate this
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(a) Displacement magnitude (b) Frobenius norm of the stress tensor

Figure 5.20: Solution of the elasticity problem on the triple-helix-geometry with B-
spline basis functions on a grid of 1283 elements.

effect, Figure 5.22 displays the smallest eigenmode in a system with B-splines on
322 elements that is preconditioned with 3 levels in the V-cycle, which behaves
similarly as it also contains 83 elements at the coarsest level. This mode is the
equivalent of the smallest mode with the trabecular bone geometry in Figure 5.19,
as both these smallest eigenmodes clearly demonstrate the aforementioned artifi-
cial coupling effect. The preconditioner with 4 levels – for which approximately 2
elements of the coarsest level fit between separate helixes – also converges signifi-
cantly slower. For the quadratic B-splines that span 3 elements this can obviously
be attributed to the artificial coupling effect. For the Lagrange basis functions
that only span 2 elements, it should be noted that basis functions covering the
gap between a helix and a half ring can still artificially increase the stiffness of
the connection between these. In the systems preconditioned by a V-cycle with
2 and 3 levels, the coarsest level contains 643 and 323 elements, respectively,
such that the nonphysical coupling effect is not observed and the convergence is
similar to that of the previous examples. We expect that the observed deterio-
ration of the convergence behavior can be mitigated by a dedicated coarsening
algorithm, which prevents disjoint supports in coarse basis functions by applying
local refinements or XFEM-type enrichments on the coarse grid. In this regard
the work presented in [140] is noteworthy, since it considers an algebraic multi-
grid approach in which a similar form of artificial coupling through a crack on
the coarse level is precluded.
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(a) Lagrange (b) B-splines

Figure 5.21: Convergence of the triple helix geometry with 1283 elements.

(a) Displacement magnitude (b) Frobenius norm of the stress tensor

Figure 5.22: Smallest eigenmode of a system with quadratic B-splines on a grid of 323

elements that is preconditioned by a V-cycle with 3 levels. The stress clearly indicates
the artificial coupling that was also observed in the test case on the trabecular bone
geometry. Furthermore, it is visible that the mismatch between the stiffness properties
of the coarsest and the finer grids yields a smooth eigenmode that is not captured by
the coarse grid correction.
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Figure 5.23: Design space of 3 × 1 and boundary conditions of the topology opti-
mization problem. The vertical displacement is constrained at the right bottom, and a
vertical load is applied at the left top. The horizontal displacement is constrained at
the left boundary, which imposes a symmetry condition, such that the problem setup
resembles a simply supported beam.

5.4.2 Level set topology optimization with THB-splines
In this example we apply the multigrid preconditioning technique to a dimen-
sionless level set based topology optimization problem, which is inspired by the
classical MBB beam [259]. This test case demonstrates the robustness to evolving
geometries, and it establishes the suitability to locally refined grids with truncated
hierarchical B-splines. Because this involves a large number of computations on
an evolving geometry, this numerical experiment is performed in two dimensions
to reduce the computational cost. The design space and boundary conditions of
the optimization problem are shown in Figure 5.23, and samples of the grids and
geometries during the procedure are presented in Figure 5.24. The objective of
the design problem is to minimize the strain energy of the structure, subject to
a volume constraint that restricts the volume to 30% of the design domain. The
level set function is discretized by linear basis functions which are smoothed by
a linear filter [260]. To mitigate the dependence of the optimization results on
the initial level set function, a hole seeding method is used that considers the
co-evolution of a density field [261]. The parameters of the discretized level set
and density fields are treated as optimization variables and are updated in the
optimization process by the globally convergent method of moving asymptotes
(GCMMA) [262]. This test case is intended to establish that elasticity problems
on these geometries and grids can be robustly solved in an iterative manner by
means of the developed multigrid preconditioner. This opens the doors to level
set based topology optimization problems beyond the reach of direct solvers.

On the locally refined grids supplied by the topology optimization procedure,
quadratic truncated hierarchical B-splines are constructed, which are trimmed
with the provided level set functions. In steps 0 to 49 of the routine, a uniform
grid of 60 × 20 elements is applied. In steps 50 to 124, grids with a single
level of hierarchical refinements are used, see Figure 5.24. The refinement region
is determined based on the design at iterations 49 (i.e., the final design on the
uniform grid), 74, and 99. In steps 125 to 149, a grid with two levels of hierarchical
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(a) Step 0

(b) Step 30

(c) Step 45

(d) Step 70

(e) Step 120

(f) Step 150

Frobenius norm of the stress tensor

Figure 5.24: Samples of grids, geometries and solutions during the optimization.
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(a) Number of DOFs (b) Number of CG iterations

Figure 5.25: Number of DOFs and required number of CG iterations to reduce the
residual by 10−10 during the different steps of the topology optimization procedure.

refinements is employed. This two-level refinement is based on the final design
with a single level of refinements in step 124. The two-level locally refined mesh
is updated in step 150 based on the design in the previous step. After this mesh
update, the topology optimization algorithm reaches convergence and terminates.
The final design is displayed in Figure 5.24f.

For each level set and each mesh occurring in the topology-optimization proce-
dure, we consider a linear elasticity problem with Lamé parameters λ = µ = 103.
The Dirichlet conditions are weakly imposed by the penalty method, using the
penalty parameters βλh = βµh = 4 2

h , with h = 1
20 denoting the unrefined element

size and the factor 4 to cover for the local refinements. The vertical support is
applied over the width of one unrefined element, and the load at the left top is
applied over the same width and has a magnitude of 20. We apply the conjugate
gradient solver, preconditioned by the multigrid cycle with the tailored multi-
plicative Schwarz smoother. Three levels are applied in the preconditioner, such
that the direct solver is applied to a coarsest grid of 15×5 elements, with a similar
pattern of 0, 1, or 2 levels of local refinements as supplied by the optimization
procedure for that step.

Figure 5.25 plots the number of DOFs and the number of CG iterations during
the procedure. The number of DOFs clearly shows a sharp increase after 50 and
125 iterations, when the number of local refinement levels is increased. The num-
ber of iterations in Figure 5.25b demonstrates that the preconditioning technique
is robust to cut elements, and is not sensitive to changes in the geometry and
topology. It can be observed that the number of iterations moderately increases
from steps 25 and 50 and between steps 50 and 125, as the complexity of the
evolving physical domain increases. Furthermore, the number of iterations is re-
duced when more levels of local refinements are applied. These effects are similar
to those observed in the three-dimensional test cases; since the extra levels of
local refinements are also applied to the coarser grids, the coarse grid correction
terms resolve the smooth eigenmodes of the finest grid more accurately, which
clarifies the reduction in the number of iterations.
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5.5 Conclusion

This contribution develops a geometric multigrid preconditioner that enables it-
erative solutions for higher-order immersed finite element methods at a compu-
tational cost that is linear with the number of degrees of freedom. This precon-
ditioning technique is robust to the cut elements in immersed methods, and is
applicable to traditional, isogeometric, and locally refined discretizations. This
is an improvement with respect to state-of-the-art preconditioning techniques for
immersed finite element methods and immersed isogeometric analysis, as these
are either restricted to linear discretizations [143–145] or provide convergence
rates that are dependent on the grid size [115,154,174].

A spectral analysis of immersed finite element methods reveals a spectrum
that consists of a combination of i) generic modes that can also be observed in
mesh-fitting methods and ii) modes that are characteristic to immersed finite
elements and are only supported on small cut elements. Furthermore, immersed
systems that are treated by a Schwarz-type preconditioner – with blocks selected
such that the linear dependencies on small cut elements are resolved – possess es-
sentially identical spectral properties as mesh-fitting methods. This confirms the
observations with additive Schwarz preconditioners in [154], and opens the door
to the application of the established and highly efficient framework of multigrid
techniques in immersed formulations.

The presented examples convey that the developed multigrid preconditioner
results in a number of iterations that is i) independent of the mesh size, ii) only
very slightly affected by the number of levels in the multigrid cycle, and iii) only
marginally affected by the geometry of the problem. These observations indicate
that, while the examples in this contribution already contain multi-million de-
grees of freedom, the preconditioned iterative solution method enables large-scale
computations with immersed finite element methods. While the presented results
were obtained with a sequential implementation, further upscaling of the number
of degrees of freedom requires an efficient parallel implementation, for which the
procedure is suitable.

The numerical results are obtained with a baseline multigrid algorithm and
relatively straightforward selection of the Schwarz blocks. While the scaling of
the computational cost is already optimal with respect to the system size, the
framework of multigrid preconditioners with Schwarz-type smoothers allows for
adjustments that can enhance the efficiency even further. First of all, as observed
in [164,165,246], the efficiency of Schwarz-type smoothers in isogeometric meth-
ods is sensitive to the size and the overlap in the selection of the blocks, and
different block selections have not been investigated in this contribution. Sec-
ond, smoothing with multiplicative Schwarz is computationally more expensive
than smoothing with additive Schwarz. While multiplicative Schwarz generally
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results in superior spectral properties and fewer iterations, a detailed compari-
son between these in the context of the overall computational cost has not been
performed. Finally, the V-cycle with a single pre-smoothing and post-smoothing
operation is the simplest symmetric multigrid cycle, and it is anticipated that
improvements of the cycle design are possible.

Another recommendation pertains to the robustness with respect to the ge-
ometrical complexity. Different grid sizes can yield very different stiffness prop-
erties when coarse grid basis functions cover the gap between disconnected parts
of the geometry. This reduces the effectivity of the multigrid method. Therefore,
the robustness can be enhanced by a dedicated coarsening algorithm that iden-
tifies coarse grid basis functions with disjoint supports and resolves this with a
local refinement or an XFEM-type enrichment.

This contribution only considers symmetric positive definite problems. Based
on the investigation of the conditioning problems for different partial differential
equations in [154], this is representative for the specific cut-element-related condi-
tioning problems in immersed finite element methods and immersed isogeometric
analysis. While symmetric positive definite problems cover a large variety of
problems in computational mechanics, the developed preconditioning technique
is not immediately applicable to nonsymmetric and mixed formulations in, in
particular, flow problems. However, multigrid methods are commonly applied in
mesh-fitting flow problems, see e.g., [194], and have been observed to be effective
with very similar Schwarz (or Vanka [177]) blocks in [245]. Furthermore, it is
demonstrated in [154] that Schwarz-type methods can effectively resolve the cut-
element-specific conditioning problems in immersed flow problems. Therefore, it
is anticipated that the developed multigrid preconditioner extends mutatis mu-
tandis to problems that are not symmetric positive definite.





Chapter 6

Note on the parameter in
Nitsche’s method

Nitsche’s method is a popular approach to implement Dirichlet-type boundary
conditions in situations where a strong imposition is either inconvenient or simply
not feasible. The method is widely applied in the context of unfitted finite element
methods. Of the classical (symmetric) Nitsche method it is well-known that the
stabilization parameter in the method has to be chosen sufficiently large to obtain
unique solvability of discrete systems. In this short note we discuss an often
used strategy to set the stabilization parameter and describe a possible problem
that can arise from this. We show that in specific situations error bounds can
deteriorate and give examples of computations where Nitsche’s method yields
large and even diverging discretization errors.

This chapter is reproduced from [114]: F. de Prenter, C. Lehrenfeld, and A. Massing.
A note on the stability parameter in Nitsche’s method for unfitted boundary value problems.
Computers and Mathematics with Applications, 2018.
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6.1 Introduction

We consider the discretization of an unfitted Poisson problem. The problem
domain is described separately from the encapsulating mesh, on which a finite
element basis is defined. We consider the restriction of this finite element space
with respect to the problem domain. Such an approach is used in many methods
which are similar in virtue, e.g., the fictitious domain method [263], the cut finite
element method (CutFEM) [48, 50, 66, 264], the finite cell method (FCM) [22–
24, 40–42, 44], immersogeometric analysis [46, 69, 90], the unfitted discontinuous
Galerkin method (UDG) [265,266], the extended finite element method (XFEM)
[36,38,39,267–269], and several others. To impose essential boundary conditions,
many of these methods apply some version of the classical Nitsche’s method [116].

This method requires stabilization to preserve the coercivity of the bilinear op-
erator. Without additional stabilization of cut elements with e.g., ghost penalty
terms [49, 50] – which is customary for methods referred to as CutFEM – the
corresponding stabilization parameter depends on the shape and size of the cut
elements, i.e., it depends on the position of the geometry relative to the compu-
tational mesh. A typical choice which is sufficient to provide unique solvability
of discrete problems, is to choose the stabilization parameter as an elementwise
constant and proportional to the ratio between the surface measure of the in-
tersection between an element and the boundary, and the volume measure of
the intersection of the same element and the domain. As this ratio can become
arbitrarily large, the stabilization parameter is not generally bounded.

In the mathematical literature, e.g., [48, 50], unfitted Nitsche formulations
are generally supplemented by the aforementioned additional stabilization, to
bound the stabilization parameter in order to prove properties of the method.
However, it is our opinion that the importance of this has not been sufficiently
addressed in the literature. Moreover, the method has frequently (and success-
fully) been applied without additional stabilization in the engineering literature,
see e.g., [23, 24, 42]. With this note, we detailedly treat the possible problem
that can occur when no additional measures are taken to bound the stabilization
parameter, and aim to provide a disclaimer for directly applying the classical
form of Nitsche’s method to immersed problems. To this end, we discuss and an-
alyze the method and demonstrate that it can lead to large discretization errors
when the geometry intersects the computational domain such that large values of
the stabilization parameter are required. We also investigate different situations
where degenerated geometry configurations yield satisfactory and unsatisfactory
results and provide a possible interpretation. Furthermore, we review alternative
formulations and possible modifications and stabilizations of the method.

Section 6.2 of this note introduces a model problem, followed by the Nitsche
method under consideration in Section 6.3. In Section 6.4 we carry out a simple
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error analysis of the method in a norm which is natural to the formulation. This
analysis reveals the possible large discretization errors for unfortunate cut con-
figurations. In Section 6.5 we give examples of bad cut configurations and show
how these can lead to large and even degenerating discretization errors. Finally,
we list alternative approaches to impose boundary conditions and variants of the
classical Nitsche’s method to circumvent this possible problem in Section 6.6.

6.2 The model problem
As a model for more general elliptic boundary value problems, we consider the
Poisson problem with inhomogeneous Dirichlet boundary data posed on an open
and bounded domain Ω ⊂ Rd with Lipschitz boundary ∂Ω:

−∆u = f in Ω, (6.1a)
u = g on ∂Ω. (6.1b)

We assume that the properties of the domain Ω imply that a shift theorem of the
form:

‖u‖H2(Ω) . ‖f‖L2(Ω) + ‖g‖
H

1
2 (∂Ω)

, (6.2)

holds whenever f ∈ L2(Ω) and g ∈ H 1
2 (∂Ω), e.g., when ∂Ω is smooth or Ω ⊂ R2

is a convex domain with piecewise C2-continuous boundary [270]. In this note .
is used to denote an inequality with a constant that is independent of the mesh.
This problem has the standard well-posed weak formulation: Find u ∈ H1

g (Ω),
such that: ∫

Ω
∇u · ∇v dV =

∫
Ω
fv dV ∀v ∈ H1

0 (Ω). (6.3)

In this formulation H1
0 (Ω) and H1

g (Ω) are the standard Sobolev spaces with
corresponding homogeneous and inhomogeneous boundary data. For simplicity,
we assume that Dirichlet boundary conditions are posed on the whole boundary of
Ω. However, the results presented in this work extend to the case where Dirichlet
boundary data are only prescribed on a part of the boundary as demonstrated
in Section 6.5.

6.3 Nitsche-based unfitted finite elements
We consider a (triangular or rectilinear) shape regular discretization T hE of the
embedding domain E that encapsulates the physical domain Ω. To each element
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T

TE

Figure 6.1: Example of a physical domain Ω with embedding domain mesh T hE and
active mesh T h.

Ki ∈ T hE we associate the local mesh size hKi = diam(Ki) and define the global
mesh size by h = maxKi∈TE hKi . We define the active mesh T h by:

T h = {Ki ∈ T hE : Ki ∩ Ω 6= ∅}, (6.4)

and set Ω̃ =
⋃
Ki∈T h Ki, denoting the union of all elements from the active mesh.

The set of geometric entities is illustrated in Figure 6.1. On the active mesh T h
we define the finite dimensional function space:

Vh = {v ∈ C0(Ω̃) : v|Ki ∈ Pk(Ki), Ki ∈ T h}, (6.5)

consisting of continuous piecewise polynomials of order k. A simple prototype
formulation for a Nitsche-based unfitted finite element method is to find uh ∈ Vh,
such that:

ah(vh, uh) = bh(vh) ∀vh ∈ Vh, (6.6)
where:

ah(vh, uh) =
∫

Ω
∇vh · ∇uhdV +

∫
∂Ω

(−∂nuh)vhdS (6.7)

+
∫
∂Ω

(−∂nvh)uhdS +
∫
∂Ω
βKivhuhdS, (6.8)

bh(vh) =
∫

Ω
vhfdV +

∫
∂Ω

(−∂nvh + βKivh)gdS. (6.9)
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Here, ∂n denotes the partial derivative in the normal direction of the boundary
of Ω and βKi denotes an element-wise stabilization parameter. The choice of
the stabilization parameter is crucial. As the review of the error analysis in Sec-
tion 6.4 reveals, the local stabilization parameter βKi has to be chosen sufficiently
large in order to guarantee the discrete coercivity of the bilinear form ah(·, ·). A
common strategy (see e.g., [23, 24,42]) is to solve the eigenvalue problem:

Find (uλ, λKi) ∈ Vh|0Ki × R, such that:∫
∂Ω∩Ki

(∂nvh)(∂nuλ) dS = λKi

∫
Ω∩Ki

∇vh · ∇uλ dV ∀vh ∈ Vh|0Ki ,
(6.10)

on each element Ki which has a non-empty intersection with ∂Ω, see for instance
[118]. Here, Vh|0Ki is the space of functions in Vh|Ki that are orthogonal to
constants in L2(Ki). Let NKi = dim(Vh|Ki), then (6.10) is an eigenvalue problem
with NKi − 1 dimensions and only non-negative eigenvalues. Motivated by the
forthcoming stability analysis, a suitable choice of the stabilization parameter is
to set:

βKi = 2 max{λKi} = 2 max
uh∈Vh|0Ki

∫
∂Ω∩Ki(∂nuh)2 dS∫
Ω∩Ki |∇uh|2 dV > 0. (6.11)

Remark 6.1. With the techniques described in [195], it can be shown that βKi
scales with |Ki ∩ ∂Ω|d−1/|Ki ∩ Ω|d. Thus, for a Nitsche-based formulation on a
fitted and shape-regular mesh βKi ∼ |Ki ∩ ∂Ω|d−1/|Ki ∩ Ω|d ∼ h−1. In contrast,
in an unfitted method, the ratio |Ki ∩ ∂Ω|d−1/|Ki ∩ Ω|d depends not only on
the cut element size but also highly on the cut configuration (see Figure 6.2). In
particular, a sliver cut can lead to arbitrarily large values of βKi on relatively large
parts of the boundary, depending on the thickness of the sliver. In Section 6.5 it
is demonstrated how cut elements of approximately this shape can result in poor
discretization errors.

Remark 6.2. To generate and solve the discrete linear system associated with
problem (6.6) several issues have to be resolved, i.e., sufficiently accurate numer-
ical integration on Ki ∩ Ω and Ki ∩ ∂Ω has to be provided, e.g., [101, 103–107,
109, 225, 271–273], and a particular tuning of the linear algebra solver might be
necessary, e.g., [115,144]. All of these aspects are important, but in this work we
focus only on the choice of βKi and its effect on the numerical solution, assuming
that numerical integration can be performed sufficiently accurately and applying
a direct solver to solve the linear systems exactly.



194 Chapter 6: Note on the parameter in Nitsche’s method

ε

|Ki ∩ Ω|
|Ki|

ε→0−→ 0

|Ki ∩ ∂Ω|
|∂Ki|

ε→0−→ 0

(a)

ε

|Ki ∩ Ω|
|Ki|

ε→0−→ 0

|Ki ∩ ∂Ω|
|∂Ki|

ε→0−→ c > 0

(b)

Figure 6.2: Different cut configurations. In Figure (a) the part of the boundary in
the element vanishes for vanishing volume, while for the sliver case in Figure (b) the
measure of the boundary part stays bounded from below as the volume goes to zero.

6.4 A simple error analysis
In this section we perform an error analysis for the variational form in (6.6).
We first define a mesh-dependent norm in which a best approximation property
holds in Section 6.4.1. In Section 6.4.2 we discuss the approximability in the
mesh-dependent norm and the consequences for the discretization error in the
H1(Ω)-norm.

6.4.1 Approximation in the mesh-dependent energy norm
With the choice of the stabilization parameter as in (6.11), the stability analysis
is natural in the following mesh-dependent norm which we will refer to as the
energy norm:

|||v|||2 := ‖∇v‖2Ω + ‖β−
1
2

Ki
∂nv‖2∂Ω + ‖β

1
2
Ki
v‖2∂Ω, v ∈ Vh ⊕H2(Ω). (6.12)

We note that the use of this norm in the error analysis is essentially dictated
by Nitsche’s method and not by the model problem. We obtain coercivity and
continuity in the following two lemmas.

Lemma 6.1 (Coercivity). There holds:

ah(u, u) ≥ 1
5 |||u|||

2 for all u ∈ Vh. (6.13)

Proof. Exploiting the eigenvalue characterization in the definition of βKi we ob-
tain for arbitrary γ > 0:
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ah(u, u) ≥‖∇u‖2Ω + ‖β
1
2
Ki
u‖2∂Ω − 2

∫
∂Ω

∣∣∣β− 1
2

Ki
∂nu

∣∣∣ ∣∣∣β 1
2
Ki
u
∣∣∣ dS

≥‖∇u‖2Ω + (1− γ)‖β
1
2
Ki
u‖2∂Ω −

1
γ
‖β−

1
2

Ki
∂nu‖2∂Ω

≥(1− γ)‖∇u‖2Ω + (1− γ)‖β
1
2
Ki
u‖2∂Ω + (2γ − 1

γ
)‖β−

1
2

Ki
∂nu‖2∂Ω

≥c|||u|||2,

(6.14)

with c = 1 − γ∗ for γ∗ > 0 such that 1 − γ∗ = 2γ∗ − 1
γ∗ , which has only the

positive solution γ∗ = 1+
√

13
6 so that c > 1

5 .

Lemma 6.2 (Continuity). There holds:

ah(u, v) ≤ 2|||u||||||v||| for all u, v ∈ Vh ⊕H2(Ω). (6.15)

Proof. With Cauchy-Schwarz we directly obtain:

ah(u, v) ≤‖∇u‖Ω‖∇v‖Ω + ‖β−
1
2

Ki
∂nu‖∂Ω‖β

1
2
Ki
v‖∂Ω

+ ‖β−
1
2

Ki
∂nv‖∂Ω‖β

1
2
Ki
u‖∂Ω + ‖β

1
2
Ki
u‖∂Ω‖β

1
2
Ki
v‖∂Ω

≤‖∇u‖Ω‖∇v‖Ω
+
(
‖β−

1
2

Ki
∂nu‖∂Ω + ‖β

1
2
Ki
u‖∂Ω

)(
‖β−

1
2

Ki
∂nv‖∂Ω + ‖β

1
2
Ki
v‖∂Ω

)
≤
(
‖∇u‖2Ω +

(
‖β−

1
2

Ki
∂nu‖∂Ω + ‖β

1
2
Ki
u‖∂Ω

)2) 1
2

×
(
‖∇v‖2Ω +

(
‖β−

1
2

Ki
∂nv‖∂Ω + ‖β

1
2
Ki
v‖∂Ω

)2) 1
2

≤
(
‖∇u‖2Ω + 2‖β−

1
2

Ki
∂nu‖2∂Ω + 2‖β

1
2
Ki
u‖2∂Ω

) 1
2

×
(
‖∇v‖2Ω + 2‖β−

1
2

Ki
∂nv‖2∂Ω + 2‖β

1
2
Ki
v‖2∂Ω

) 1
2
.

(6.16)

Applying these lemmas and exploiting that the Nitsche formulation is consis-
tent in the sense of Galerkin orthogonality, we obtain Céa’s Lemma [274]:

Lemma 6.3 (Céa’s Lemma). Let u ∈ H2(Ω) be the solution to (6.1) and uh ∈ Vh
be the solution to (6.6). Then there holds:

|||u− uh||| ≤ 11 inf
vh∈Vh

|||u− vh|||. (6.17)
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Proof. For an arbitrary vh ∈ Vh there holds |||u − uh||| ≤ |||u − vh||| + |||vh − uh|||
and:

|||vh − uh|||2 ≤ 5ah(vh − uh, vh − uh)
= 5ah(vh − uh, vh − u)
≤ 10|||vh − uh||||||vh − u|||,

(6.18)

such that the claim directly follows.

We note that in the proof we could not use coercivity for u−uh, but only for
discrete functions. To this end we applied the triangle inequality and were able
to apply the coercivity estimate on the discrete function vh−uh, which was then
combined with Galerkin orthogonality and continuity in the usual way.

This version of Céa’s lemma suggests that Nitsche’s method provides a robust
and quasi-optimal method. The best approximation is, however, only provided in
the mesh-dependent norm |||·|||. In the next paragraph we discuss the discretization
error of the best approximation in this norm.

6.4.2 Approximability in the mesh-dependent energy norm
We consider the approximability of the solution u with the finite element space
Vh in the energy norm, i.e., infvh∈Vh |||u− vh|||, which is the r.h.s. in (6.17). The
aim of this paragraph is to show that the approximability in the discrete energy
norm is not robust with respect to the position of the domain boundary. To this
end, we split the energy norm, cf. (6.12), into two parts with one part that is
robust and one part which is not robust:

inf
vh∈Vh

|||u− vh|||2≥ inf
vh∈Vh

{
‖∇(u− vh)‖2Ω + ‖β−

1
2

Ki
∂n(u− vh)‖2∂Ω

}
+ inf
vh∈Vh

‖β
1
2
Ki

(u− vh)‖2∂Ω.
(6.19)

We assume that the solution u is smooth, u ∈ Hk+1(Ω), with k ≥ 1 denoting the
order of the discretization. In the sequel we use the notation & for an inequality
with a constant that is independent of the cut configuration. For the first part
of the r.h.s. in (6.19) we take the idea from [39] to show that the solution can be
optimally approximated in Vh with respect to these parts of the norm independent
of the cut position. Afterwards, we show that the remaining part is the crucial
problem which results in the missing robustness.

Thanks to the standard extension theorem for Sobolev functions, cf. [275],
there exists for u ∈ Hk+1(Ω) an extension ũ ∈ Hk+1(Rd) such that ũ|Ω = u and
‖ũ‖Hk+1(Rd) . ‖u‖Hk+1(Ω). Considering Vh on the fitted mesh of Ω̃, we can now
use a standard interpolation operator πh satisfying:

‖∇(ũ− πhũ)‖Ω̃ . hk‖ũ‖
Hk+1(Ω̃) (6.20)
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to see that:

inf
vh∈Vh

‖∇(u− vh)‖Ω . ‖∇(u− πhũ)‖Ω . ‖∇(ũ− πhũ)‖Ω̃
. hk‖ũ‖

Hk+1(Ω̃) . hk‖u‖Hk+1(Ω).
(6.21)

This estimate is robust in the position of the boundary, thanks to the stability
of the Sobolev extension. Further, due to β−1

Ki
. hKi and a trace inequality:

‖β−
1
2

Ki
∂nv‖∂Ω∩Ki . ‖v‖H1(Ω∩Ki) + hKi‖v‖H2(Ω∩Ki) ∀v ∈ H2(Ω ∩Ki). (6.22)

Applying this to u − vh gives similar results (independent of the position of the
boundary), and thus:

‖β−
1
2

Ki
∂n(u− vh)‖∂Ω . hk‖u‖Hk+1(Ω). (6.23)

We now consider the second term in (6.19) which is the crucial problem for
the approximation of u in the energy norm:

‖β
1
2
Ki

(u− vh) ‖2∂Ω =
∑

Ki∈T h
βKi‖u− vh‖2Ki∩∂Ω. (6.24)

Let hΩ∩Ki := diam(Ω ∩Ki) and h∂Ω∩Ki := diam(∂Ω ∩Ki) be the characteristic
lengths of the cut elements and their parts on the boundary. Furthermore, let
ṽh be the best approximation of u in Vh in the energy norm. We have that
‖u− ṽh‖2Ki∩∂Ω is typically not zero and scales with h

2k+2+(d−1)
∂Ω∩Ki , d− 1 denoting

the dimension of the boundary. In the good case, if the cut element Ki ∩ Ω is
shape regular, there holds h∂Ω∩Ki ∼ hΩ∩Ki ∼ β−1

Ki
such that we would have

βKi‖u − ṽh‖2Ki∩∂Ω . h
2k+1+(d−1)
∂Ω∩Ki . h2k+d

Ki
, which is a robust bound for the

element contribution of Ki to the approximation error. The absolute error in the
gradient, i.e., the error contribution per unit of volume, cannot be bounded on
such elements however, which is also observed in the example in Section 6.5.6.
In the bad case, if the cut element is not shape regular, such as for a sliver cut
element in Figure 6.2, it can however occur that βKi � h−1

∂Ω∩Ki , such that the
contribution to the approximation error in the energy norm of a single element
βKi‖u− ṽh‖2Ki∩∂Ω is not bounded for unfitted discretizations.

We conclude that the last term in (6.19) is unbounded and thus the same holds
for the left hand side. Therefore the discretization error in the mesh-dependent
energy norm, regardless of the best approximation property, cannot be bounded
from above. This missing robustness is essentially due to the possible existence of
unfortunate cut configurations such as sliver cuts. Such cut elements introduce
values of the penalization parameter, βKi , that are not bounded in terms of the
reciprocal of the length of the boundary intersecting element Ki, h∂Ω∩Ki .
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The energy norm is very natural with respect to the (symmetric) Nitsche
formulation. Nevertheless, one is typically not interested in this norm but rather
in the H1(Ω)-norm of the error. To obtain a priori estimates for the error in the
H1(Ω)-norm we use a Poincaré-type inequality and combine it with the result in
Céa’s lemma:

‖u− uh‖H1(Ω) . |||u− uh||| . inf
vh∈Vh

|||u− vh|||. (6.25)

While the approximability in the energy norm is not robust with respect to the
boundary position, these inequalities are independent of the boundary position1.
Therefore we cannot give an optimal error estimate for the H1(Ω)-norm a priori.

Besides showing that the traditional method to show optimality does not hold
for Nitsche’s method, we can also give an intuitive derivation of why Nitsche’s
method can yield bad approximations in theH1(Ω)-norm. To do this, we compare
the energy and Sobolev norms. At first sight these norms are not even equivalent,
as ‖β−

1
2

Ki
∂nv‖∂Ω is not bounded by the H1(Ω)-norm. This holds for all (even

nonsymmetric or fitted) Nitsche-type formulations however, and is not related to
the problem of unbounded stabilization parameters we are targeting here. When
we restrict ourselves to the space Wh = Vh ⊕ 〈u〉, both norms are equivalent:

c‖vh‖H1(Ω) ≤ |||vh||| ≤ C‖vh‖H1(Ω) ∀vh ∈Wh. (6.26)

To investigate the strength of this equivalence, we examine the constants c and
C in (6.26). The first constant 0 < δ1 < c < 1 is bounded from below and above
independent of u or the cut configuration. The upper bound of c follows from:

c = min
vh∈Wh

|||vh|||
‖vh‖H1(Ω)

. min
vh∈Vh|⊥∂Ω

|||vh|||
‖vh‖H1(Ω)

= min
vh∈Vh|⊥∂Ω

|vh|H1

‖vh‖H1(Ω)
< 1, (6.27)

with Vh|⊥∂Ω the restriction of Vh to functions that do not intersect the boundary:

Vh|⊥∂Ω = {vh ∈ Vh : vh = ∂nvh = 0 on ∂Ω} . (6.28)

The second constant in (6.26), C, does depend on the cut configuration:

C = max
vh∈Wh

|||vh|||
‖vh‖H1(Ω)

≥ max
vh∈Vh

|||vh|||
‖vh‖H1(Ω)

. (6.29)

Due to the finite dimensionality of Wh we have C <∞, but, in contrast to c, C
clearly depends on βKi and therefore on the cut configuration. The inequality

1By e.g., Lemma B.63 in [3] we have |||u|||2 ≥ ‖∇u‖2Ω + ‖β
1
2
Ki
u‖2∂Ω ≥ ‖∇u‖

2
Ω + β̃‖u‖2∂Ω ≥

δ2‖v‖2
H1(Ω), with β̃ ∼ 1/h the lower bound for βKi .
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in (6.29) disregards the possibility that ‖β−
1
2

Ki
∂nvh‖∂Ω � ‖vh‖H1(Ω) for vh ∈ Wh

due to possibly large normal derivatives of solution u, i.e., the general limitation
for Nitsche-type methods we mentioned before. However, also when this is not
the case, C will be large for large values of βKi . Therefore, depending on the cut
configuration, the equivalence between the energy norm and the H1(Ω)-norm can
degenerate, such that the projections in the different norms can deviate from each
other. With the solution to Nitsche’s method closely resembling the projection in
the energy norm, this may deviate substantially from an optimal approximation
in H1(Ω).

Remark 6.3. Using c and C we can also extend (6.25):

‖uh − vh‖H1(Ω) ≤
1
c
|||uh − vh||| ≤ 101

c
|||u− vh|||

≤ 10C
c
‖u− vh‖H1(Ω) ∀vh ∈ Vh,

(6.30)

such that:
‖u− uh‖H1(Ω) ≤

(
10C
c

+ 1
)

inf
vh∈Vh

‖u− vh‖H1(Ω). (6.31)

This seems like a satisfying result, but note that C/c� 1 when βKi � 1.

6.5 Numerical examples
In this section we will present some examples of situations where the previously
discussed discretization leads to large values for the stabilization parameter. The
aim of this section is to illustrate the problem described in Section 6.4 and to
show that it is not just a problem in the a priori analysis, but really yields large
discretization errors in practice.

The numerical integration on elements that only partially intersect the domain
is performed using the bisection-based tessellation scheme proposed in [89]. This
leads to an exact representation of the domain for the examples with straight
boundaries in Sections 6.5.1–6.5.3 and 6.5.6, and a reasonably good geometric
approximation for the examples with curved boundaries in Sections 6.5.4 and
6.5.5. To ensure that the results of the examples with curved boundaries are not
affected by geometrical errors, we adapt the boundary conditions to the approxi-
mated geometry. On the approximated geometry we apply Gauss quadrature such
that functions of order 2k + 1 are integrated exactly. This achieves an adequate
integration of the non-polynomial force terms and the boundary conditions.
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Figure 6.3: Square example with a triangular grid.

6.5.1 Square on a triangular and quadrilateral mesh
The first example considers the simplest discretization with sliver cuts as de-
scribed in Section 6.3. This is the squared domain Ω = (−1 − ε, 1 + ε)2 with
0 < ε � 1 on a structured grid that aligns with Ω for ε = 0. The domain and
the grid are shown in Figures 6.3a and 6.4a, in which it is clearly visible that the
cut elements become of arbitrarily large aspect ratios for ε→ 0.

Triangular grid

We use a triangular mesh of isosceles right triangles with legs of length h =
1/K with K = 16 and continuous piecewise linear basis functions. We ap-
ply an element local stabilization parameter by the procedure described in Sec-
tion 6.3. We set up the problem such that the analytical solution equals u =
sin(πx) + sin(πy) and impose Dirichlet conditions through the previously dis-
cussed Nitsche’s method on all boundaries.

The resulting discretization errors in the mesh-dependent energy norm, the
H1(Ω)-norm and the L2(Ω)-norm are given in Figure 6.3b. From the results it
is clearly visible that for ε → 0 the discretization error degenerates in both the
energy norm as well as in the H1(Ω)-norm.

Quadrilateral grid

We repeat the first example on a quadrilateral grid with the same nodal positions
as the triangular grid, i.e., the mesh size h = 1/K with K = 16, see Figure 6.4a.
Piecewise bilinear elements are used, which leads to the same number of degrees
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Figure 6.4: Square example with a quadrilateral grid.

of freedom (DOFs). The results are shown in Figure 6.4b, from which we can
observe the same tendencies for the convergence ε→ 0.

We observe that the impact of a small ε is less severe on the quadrilateral
grid compared to the triangular grid. The error is several orders of magnitude
smaller and the diverging effect only starts at a smaller value of ε. This difference
is explained in the next paragraph, which is not a rigorous proof, but gives
an intuitive illustration of the nature of the difference. It further serves as a
motivation for the design of examples in Sections 6.5.2 and 6.5.3.

Discussion of the difference between triangular and quadrilateral grids

In Section 6.4.1 we have seen that the numerical solution closely approximates
the energy norm projection of the analytical solution on the finite dimensional
function space. For large values of βKi , the contribution of normal derivatives to
the energy norm diminishes and we can consider the energy norm to be a weighted
combination of an L2(∂Ω)-norm on the boundary and an H1

0 (Ω)-seminorm in the
interior. For increasing βKi ∝ ε−1, the balance between these weighted norms
is lost, and the energy norm projection basically consists of an L2(∂Ω)-norm
projection for all DOFs supported on the boundary and an H1

0 (Ω)-seminorm
projection in the interior for the remaining DOFs. Hence, in the limit of ε → 0,
the numerical solution uh satisfies:

uh|∂Ω
ε→0−→ u∗h := argmin

vh∈Vh|∂Ω

‖β
1
2
Ki

(vh − g)‖2L2(∂Ω). (6.32)

Hence M := dim(Vh|∂Ω) DOFs are fixed independently of the remaining part
of the variational formulation. Note that M = 16K + 7 for the triangular grid
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(a) Triangular grid (b) Quadrilateral grid

Figure 6.5: Sketch of DOFs of Vh (squares) and DOFs of Vh|∂Ω (dots).

(corresponding to the number of dots minus one in Figure 6.5a) and that M =
8K + 8 for the quadrilateral grid (corresponding directly to the number of dots
in Figure 6.5b). Besides constraining the boundary values, the L2(∂Ω)-norm
projection on the boundary can also affect the normal derivatives or even the
complete numerical solution in the cut elements, however. Let N denote the
number of basis functions with support on ∂Ω (squares in Figure 6.5), then we
have N = 16K + 8 for both meshes. Note that N is also equal to the number of
basis functions supported on cut elements. For the triangular grid we have M =
N − 1, which implies that in the limit of ε→ 0 only one DOF in all cut elements
together is not constrained by the boundary condition. For the quadrilateral mesh
we have M = 1/2N+4, such that only approximately half of the DOFs supported
on the boundary are constrained by the boundary condition. Along the straight
parts of the boundary, the normal derivatives can therefore be set by the H1

0 (Ω)-
seminorm projection in the interior independent of the boundary condition. Only
in the corners the normal derivatives are constrained by the boundary condition.
As the problematic area with the quadrilateral grid is much smaller compared to
the case with the triangular mesh, the impact of large stabilization parameters
is – although asymptotically the same – less severe.

From Figures 6.3b and 6.4b it is clear that small values of ε do not only yield
bad approximations, but actually cause diverging discretization errors. To ex-
plain this effect, we note that the boundary data g has magnitudes ∼ 1 while the
basis functions that are only supported on cut elements have values of magnitude
∼ ε on the boundary. The L2(∂Ω)-norm projection of the boundary condition
therefore constrains the coefficients of these basis functions to a value of magni-
tude ∼ ε−1. This results in gradients in the cut elements that scale with ε−1.
This can occur in shape regular elements as well (see Section 6.5.6), but in that
case it does not affect the global error estimate (Section 6.4.2). These large gra-
dients introduce an O(ε− 1

2 ) error in the H1(Ω)-norm, i.e., the sum of the volumes
of the cut elements has a magnitude of ∼ ε, while the error in the square of the
gradient has a value of magnitude ∼ ε−2. We notice that in this example the
L2(Ω)-norm error seems to be unaffected by the sliver cuts.
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Figure 6.6: Discretization errors on the square with mixed boundary conditions.

6.5.2 Square with mixed boundary conditions
In the second example we reuse the quadrilateral mesh and try to remove the
problematic corner regions. To this end, we pose Neumann conditions on the left
and right boundaries, ΓN = {|x| = 1 + ε}, and Dirichlet conditions on the lower
and upper boundaries, ΓD = {|y| = 1 + ε}. Our hypothesis is that this will yield
good approximation results in the H1(Ω)-norm for the quadrilateral grid, because
in that case an L2(ΓD)-norm projection on the Dirichlet boundary will constrain
M = 4K+6 DOFs while the number of basis functions supported on the Dirichlet
boundary equals N = 2M . On all elements, including the corner elements, there
is exactly one constraint for every two degrees of freedom. This makes it possible
to approximate the boundary values without affecting the normal derivatives.

The results are visible in Figure 6.6 and indeed show that in this situation
the error in the H1(Ω)-norm is robust with respect to ε, even though the error
in the mesh-dependent energy norm still scales with ε−

1
2 . This is because even

the optimal approximation of the boundary conditions has an error, such that
the energy norm error increases for increasing βKi . Furthermore, we notice that
the errors in the energy norm are reduced by approximately a factor

√
2, which

is accounted for by the reduction of the size of the Dirichlet boundary.

6.5.3 Tilted square with mixed boundary conditions
In this example we demonstrate that the results of the previous example in Fig-
ure 6.6, while being useful for academic purposes, do not represent a general
case for straight boundaries and tensor product grids. The previous example
yields robust approximation errors because the Dirichlet boundaries are parallel
to a grid line, such that N = 2M , i.e., the number of DOFs constrained by the
L2(ΓD)-norm projection is exactly right. This is not generally the case for im-
mersed methods, however. In this third example we consider a similar but kinked
domain with straight boundaries ΓN = {|x − εy| = 1} and ΓD = {|y − εx| = 1}
which is visible in Figure 6.7. The (quadrilateral) grid and the analytical solution
are unchanged.
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Figure 6.7: Mesh and domain Ω for the tilted square with mixed boundary conditions.
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Figure 6.8: Discretization errors of the tilted square with mixed boundary conditions.
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In this configuration we have M = 8K + 6 constraints in the L2(ΓD)-norm
projection on the Dirichlet boundary and N = 8K + 10 basis functions that are
supported on the Dirichlet boundary. Even though there is a kernel of dimension
4 in the projection of the boundary conditions on the nodes that are supported
on the Dirichlet boundary, basis functions with values of magnitude ∼ ε on the
boundary will be constrained to nodal values of magnitude ∼ ε−1. The results
in Figure 6.8 indeed show a similar behavior as in the first example.

6.5.4 A rounded square (‖ · ‖8 norm unit ball)
The previous examples consisted of domains with piecewise straight boundaries.
Because unfitted methods are generally used for complex domains, this example
involves a curved boundary that creates sliver-like cuts which can occur in realistic
applications. The boundary of the domain is defined by the function x8 + y8 =
(1+ε)8 and Dirichlet conditions are imposed on the complete boundary. A sketch
of the domain is visible in Figure 6.9a.
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Figure 6.9: Example with the rounded square.

The results are visible in Figure 6.9b. From the results we note that for this
example, not even the error in the L2(Ω)-norm is robust with respect to the cut
configuration. Furthermore, a peculiar effect is observed as the errors do not
simply increase for decreasing ε, but peak at certain values. This occurs because
a smaller value of ε does not simply imply thinner cut elements for this test case.
The zones of the domain that constitute the thin (or sliver) cut elements – the
parts of the domain for which |x| > 1 or |y| > 1 – do not only get thinner but
also get shorter for decreasing ε. The intersections between the domain boundary
and the grid lines x = ±1 and y = ±1 form the boundaries of these zones, and
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move towards the points x = ±1, y = 0 and x = 0, y = ±1 for ε → 0. As a
result, the cut elements become thinner for decreasing ε until these intersections
shift through a vertex, removing the thinnest cut element from the system. At
this point the error decreases, after which it again increases until the intersection
shifts through the next vertex. Counting the number of DOFs in the system
confirms that the errors peak at values of ε where the intersection between the
boundary and the grid lines x = ±1 and y = ±1 shift through a vertex, because
at these values also the number of DOFs is reduced, which is indicated by the
vertical gray dash dotted lines in the figure.

6.5.5 Extensions to higher-order functions, three dimen-
sional problems, and grid refinements

In this section we want to give a qualitative assessment of the previously discussed
effects for higher-order finite element bases, three dimensional problems, and grid
refinements.

Higher-order basis functions

The same effects as in Section 6.5.4 occur for higher-order basis functions. To
investigate this, the linear basis on the rounded square geometry of Section 6.5.4
is replaced by a second order C0-continuous basis. Note that this also requires
a larger stabilization parameter as the space Vh|0Ki in (6.11) is larger for higher-
order bases. The results are visible in Figure 6.10, which omits ε < 10−9 because
of conditioning problems. The results again show that also the error in the L2(Ω)-
norm is not robust with respect to the cut configuration. Also oscillations in the
error are again visible.

Three-dimensional domains

In three dimensions we also observe similar effects. In Figure 6.11 the results of
a three-dimensional setting are visible. The domain is defined as x8 + y8 + z8 <
(1 + ε)8, Dirichlet conditions are imposed on the complete boundary and the
approximated solution equals u = sin(πx) + sin(πy) + sin(πz). For this three-
dimensional computation we have used a first order trilinear basis on a grid with
size h = 1/8 instead of h = 1/16 to save computation time.
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Figure 6.10: Discretization errors of the rounded square with a quadratic C0-
continuous basis.
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Figure 6.11: Discretization errors of the three-dimensional example.
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Figure 6.12: Discretization errors of the rounded square for a linear discretization with
h = 1/16 (black) and h = 1/32 (red). The gray vertical dash dotted lines indicate where
the boundary shifts through a vertex of both grids and the red dash dotted vertical lines
indicate where the boundary shifts through a vertex of the grid with h = 1/32 only.

Grid refinement

When the grid is uniformly refined, the existing slivers become relatively less
thin, and therefore the solution is approximated better. Refining the grid can
also introduce new slivers however, such that simply refining the grid is not a
solution to this problem. This is visible when we uniformly refine the grid on
the rounded square geometry to a grid size h = 1/32 (i.e., K = 32). From the
results in Figure 6.12 it is observed that where the grid with h = 1/16 contains
slivers, the grid with h = 1/32 yields better approximation results. However, the
results also show that in between the values of ε that cause slivers for the grid
with h = 1/16, there is every time an extra value of ε causing a sliver for the grid
with h = 1/32.
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Figure 6.13: Triangular domain with shape regular small cut elements.

6.5.6 Maximum norm gradient errors
In Section 6.5.1 it is explained how very small elements can result in large errors
in the gradient. This also happens for shape regular elements, where it does not
deteriorate the element contribution to the H1(Ω)-norm however, as explained
in Section 6.4.2. In immersed elasticity problems a similar effect has been ob-
served by peak stresses on small elements [112, 113]. To investigate this effect,
we construct the isosceles right triangular domain visible in Figure 6.13a with
boundaries {x = −1}, {y = −1} and {x + y = ε}. We again employ piecewise
bilinear basis functions on the quadrilateral grid with grid size h = 1/16. This
yields cut elements shaped like isosceles right triangles with legs of length ε, that
are small but shape regular. We impose Dirichlet conditions on all boundaries by
Nitsche’s method with an element local stabilization parameter and set up the
problem such that the analytical solution again equals u = sin(πx) + sin(πy).

Figure 6.14 zooms in on (−h/20, h/20)2 and plots |∇(u − uh)| for different
values of ε to investigate the gradients on a small cut element. It is visible that
the error in the gradient (in the boundary region) increases for decreasing ε.
In Figure 6.13b we see that the global energy norm error, H1(Ω)-norm error
and L2(Ω)-norm error are virtually unaffected by these peak gradients, however.
Furthermore, the results show that the L∞(Ω)-norm of |∇(u−uh)| scales inversely
with ε, which is explained by the gradient of uh scaling with ε−1 as described in
Section 6.5.1. The maximum norm is approximated by maximum value over 10
Gauss points in every direction on the tessellated domain. Also the L2(∂Ω)-norm
error of the normal derivative increases for decreasing ε. The rate of ε−1/2 can
be explained by the length of the boundary of the small elements scaling with ε,
while the error in the square of the normal derivatives scales with ε−2.
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(a) ε = 1/16 · 10−1.3 (b) ε = 1/16 · 10−1.7

(c) ε = 1/16 · 10−2.1

Figure 6.14: Gradients of the error on a small cut element.

6.5.7 Summary of observations

In the previous examples we observed that sliver-like cut configurations (on
Dirichlet boundaries) can cause severe problems in the discretization. The dis-
cretization error measured in the H1(Ω)-norm and the mesh-dependent energy
norm cannot be bounded independently of ε, the parameter that controls the
aspect ratios in the sliver cut elements. While the L2(Ω)-norm error seems to be
robust for the simple cases, it is not for the more complex examples.

We tried to give an interpretation of the origins that trigger the large errors
for small ε, and were able to characterize a difference in the relative number of
DOFs involved in the projection of the Dirichlet conditions by the (penalty-type)
stabilization terms. As a result, in the first example the effect is more severe
for the triangular discretization than for the quadrilateral discretization. On
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specific domains, the instabilities due to the sliver cases are not triggered at all,
as demonstrated with the square with the mixed boundary conditions. This is
similar to penalty methods for boundary fitting discretizations, where exactly the
right number of DOFs is involved in the penalty, such that very large penalties
can be applied [111]. However, small deviations immediately display the missing
robustness with respect to ε and lead to large errors, cf. the example with the
kinked square. We have obtained similar results for a more complicated domain
with curved boundaries, for quadratic basis functions, for a refined grid, and in
three dimensions, such that the results do not only apply to piecewise (bi-)linear
discretizations and two-dimensional problems on simple domains. Finally, we
have shown in Section 6.5.5 that very small cut elements that are shape regular
do not deteriorate the error in the global energy norm, H1(Ω)-norm, or L2(Ω)-
norm, but do cause large errors locally.

6.6 Conclusion and resolutions
From Section 6.4 and 6.5 it is evident that the stabilization parameter needs to be
bounded in order to guarantee optimal approximation properties. In fact, sev-
eral modifications of Nitsche’s method that preclude the previously discussed
problems already exist in the literature. We divide these into three groups.
First, we discuss alternatives to the symmetric Nitsche formulation. Second,
there exist approaches to preclude degrees of freedom that have very small sup-
ports in the problem domain, such that the required stabilization parameter is
bounded. Third, we discuss a stabilization mechanism called the ghost penalty,
which achieves a similar effect by weakly coupling degrees of freedom with small
supports to degrees of freedom with larger supports by a penalty term.

Alternative formulations

The most obvious alternative for the symmetric Nitsche formulation is the non-
symmetric Nitsche formulation, e.g., [125–127], which however is not adjoint con-
sistent. Other methods to weakly impose Dirichlet conditions are the penalty
method and the use of Lagrange multipliers and related methods, e.g., [117,
128, 130, 132]. Another approach with unfitted grids is to manipulate the func-
tion space such that it allows for the strong imposition of boundary conditions,
i.e., [53–55].

Precluding basis functions with small supports

When the system does not contain functions with very small supports in the prob-
lem domain, it follows from (6.11) that the required stabilization parameter is
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reduced. This is an additional advantage of methods that eliminate functions with
very small supports from the system, which were initially introduced in order to
improve the conditioning of the system matrix. The simplest way to achieve this
is by simply excluding these basis functions from the basis, e.g., [55,89,118,276],
which however may decrease the accuracy. In [53,54,78,119,120], functions with
small supports in the problem domain are constrained to geometrically nearby
functions, which decreases the required stabilization parameter without com-
promising the accuracy. Another approach that precludes basis functions from
having a very small stiffness (having the same effect as precluding functions with
a very small support) is using a fictitious domain stiffness, e.g., [42], which is
thoroughly analyzed in [134].

Ghost penalty

The ghost penalty, see [49,50], is a consistent penalty term that can be added to
the bilinear form and which is customary in methods referred to as CutFEM, see
e.g., [48]. The ghost penalty introduces a penalty in the vicinity of the bound-
ary that weakly enforces polynomials of neighboring elements to coincide. This
is done by adding terms that penalize jumps in the normal derivatives along
element interfaces or local projection type penalties [277]. This weakly enforces
higher-order continuity along element interfaces near the boundary, and therefore
relates functions with small support in the boundary region to interior functions.
Similar to strongly enforcing this higher-order continuity by constraining basis
functions with small supports to geometrically nearby functions, this effectively
controls and bounds the stabilization parameter. Besides bounding the stabi-
lization parameter, penalizing the jumps in the normal derivatives gives control
over the gradients in cut elements and therefore impedes gradients of magnitude
∼ ε−1, which we observed in the cut elements.

Remark 6.4. Inspired by the observations in the experiments, we also suggest
a quick fix that is simple to implement. To alleviate the problem of unbounded
stabilization parameters, we modify Nitsche’s method to a hybrid Nitsche-penalty
method. First, we manually set an upper bound for the stabilization parameter
Cβ > 0. We then use Nitsche’s method on the elements where the required sta-
bilization parameter (computed as in (6.11)) is smaller than this upper bound
and use a penalty method (i.e., no flux terms) with penalty parameter Cβ on the
elements where Nitsche’s method would require a larger value than this manually
set upper bound. Bounding the penalty parameter is easily motivated from an
accuracy point of view, when considering the results and analysis previously pre-
sented in this manuscript. It is noted that a pure penalty method is not consistent
with the initial problem (6.10). This inconsistency can be argued to be acceptable
however, considering that this generally only occurs on very small parts of the
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Figure 6.15: Discretization errors of the modification of Nitsche’s method for Example
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domain and that on these parts of the boundary the flux terms are negligibly small
compared to the penalty terms.

This hybrid Nitsche-penalty method yields good approximations in the H1(Ω)-
norm for the test case on the rounded square, with Cβ = 16 · 103. The results are
visible in Figure 6.15 and show that the quality of the approximation is virtually
independent of ε. This suggests that this could be a simple and straightforward
fix for this problem. We consider this a preliminary result however, as this adap-
tation of the method has not undergone rigorous testing. Also setting the value
of Cβ needs a more thorough analysis and could require different values for dif-
ferent mesh sizes, higher-order discretizations and other problems than Poisson’s
problem.





Chapter 7

Conclusions and
recommendations

It is well-documented in the literature that immersed finite element methods
yield strongly ill-conditioned systems of equations, which impedes the effective
application of iterative solution procedures. This formed the starting point of
the work presented in this dissertation, which has the overarching objective to
develop efficient iterative solution strategies for immersed FEM.

The first step in the process of developing this solution strategy was a math-
ematical analysis of the conditioning problems of immersed FEM, which has un-
veiled the underlying mechanism that causes these problems. Based on this un-
derstanding of the source of the problem, a dedicated Schwarz-type preconditioner
has been developed, which can be tailored to different types of basis functions.
This preconditioning strategy has been applied stand-alone, and in conjunction
with a multigrid method. The latter provides an efficient and scalable solution
strategy for large scale immersed finite element systems. This chapter describes
the most important conclusions that can be drawn from this dissertation.

7.1 Conclusions
One of the most important insights of this dissertation is the profound under-
standing of the underlying mechanism by which the small eigenmodes that cause
the conditioning problems of immersed FEM are formed. This understanding
establishes the groundwork for the preconditioner developed in this dissertation,
and provides an accurate estimate of the condition number based on the rela-
tive volume of the smallest cut element. Furthermore, it gives a fundamental
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explanation for the effectiveness of other methods to resolve cut-element-specific
conditioning problems, such as the constraining of small basis functions and the
application of the ghost penalty technique. The mechanism forming the small
eigenmodes is also independent of the considered partial differential equation.
This reveals that the conditioning problems for different types of PDEs – in both
solid and fluid mechanics – have the same origin and can be resolved by the same
type of technique.

The understanding of the source of the cut-element-specific conditioning prob-
lems also clarifies the relation between these problems and the type of basis
functions under consideration. With higher-order basis functions, such as isogeo-
metric B-splines and hp-adaptive discretizations, even smaller eigenmodes can be
formed than in the case of linear basis functions. Without dedicated treatment,
this further deteriorates the conditioning. Moreover, with high-regularity basis
functions, a small eigenmode can commonly be well approximated by a single
basis function. This results in an eigenvector that approximates a unit vector.
With low-regularity basis functions this is not the case, and the eigenvectors cor-
responding to the small eigenvalues are generally more complex. This clarifies
why a Jacobi preconditioner, that is generally ineffective with Lagrange basis
functions, resolves the conditioning problems on most cut elements with smooth
spline basis functions. Based on this realization, a preconditioning technique
for smooth basis functions has been developed that enhances a Jacobi precon-
ditioner with a dedicated treatment of algebraically determined sub-matrices on
which Jacobi fails to repair the ill-conditioning. This technique implicitly forms
an additive Schwarz preconditioner, which has been the inspiration to employ
the Schwarz preconditioning framework for immersed FEM.

Relating the source of the conditioning problems to the additive Schwarz
lemma reveals that Schwarz-type preconditioners are a very natural approach to
repair the cut-element-specific conditioning problems. The Schwarz precondition-
ing framework reduces the problem of ill-conditioning to a problem of selecting
suitable blocks of basis function indices. To resolve the ill-conditioning, it is
required that a block is devised for all sets of indices that can together yield a
small eigenvalue. In the selection of these blocks, therefore, a balance needs to be
found between the computational efficiency, i.e., the cost induced by the number
and size of the blocks, and the robustness, i.e., ensuring that a block is devised
for all problematic sets of indices. A straightforward selection of one block per
cut element containing all the indices supported on it has been demonstrated to
already result in an effective and efficient preconditioner for uniform grids. Also,
tailored selection procedures have been developed for locally refined grids with
multi-level hp-basis functions and truncated hierarchical B-splines.

The developed Schwarz preconditioning framework has been demonstrated to
resolve the conditioning problems for different PDEs in both solid and fluid me-
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chanics, including mixed formulations. Furthermore, it has been established that
it is very suitable for parallelization, and an excellent scalability of the compu-
tational cost has been established numerically for hp-basis functions. Moreover,
well-known properties of mesh-fitting systems can also be attributed to immersed
systems with Schwarz preconditioners. Consequentially, the developed precondi-
tioning technique is very suitable to be incorporated in the established framework
of multigrid-preconditioned iterative solvers. This results in a solver for immersed
finite element systems that is robust to cut elements and has a computational
cost that scales linearly with the number of degrees of freedom. Therefore this
solver does not have the same restriction on the size of the systems as direct
solvers have, and is suitable for large scale computations.

Based on the above-mentioned achievements, it can be concluded that the
conditioning problems of immersed FEM are now well-understood and can be
effectively resolved. Systems with multi-million degrees of freedom can be solved
in a straightforward manner, putting immersed finite element methods at par
with mesh-fitting approaches in terms of the complexity of the solution process.

With respect to the other challenges in immersed finite element methods, this
dissertation contributes to the imposition of boundary conditions by exposing a
potential problem on cut elements that are not shape-regular when no special
care is taken. For specific applications, the accurate imposition of boundary
conditions is still a challenging aspect. However, many tools for the imposition of
boundary conditions have been developed, and in most applications it is currently
not a bottleneck. In fact, aided by the work presented in this dissertation, the
bottleneck in immersed finite element methods has shifted from the solving of the
system of equations to the quadrature on cut elements, the computational cost
of which was the limiting factor for the size of the multi-million systems solved
in this dissertation.

7.2 Recommendations
The understanding gained by the mathematical analysis of the source of the
conditioning problems has proven its value in several manners, and has provided
the footing for several interesting methods and concepts. One of these concepts
which has not been explored in this dissertation, but is recommended for further
investigation, is a ghost penalty method that does not weakly couple the basis
functions on a cut element to all neighboring elements, but only weakly couples
these to a certain nearby element. This can potentially reduce the effects of
the artificially induced coercivity and higher-order stiffness, while – following
the analysis of the conditioning problems – still maintaining control over the
conditioning and the stabilization parameter in Nitsche’s method. Additionally,
this can be anticipated to reduce the sensitivity to the ghost penalty parameter.
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With respect to the developments established on the profound understanding of
the conditioning problems, a mathematical investigation of the spectral properties
of the Schwarz-preconditioned immersed systems would also contribute valuable
insights. While the additive Schwarz lemma provides an intuitive guideline for the
selection of the blocks, a rigorous mathematical analysis will result in a sharper
formulation of the requirements for the blocks of indices.

An improved understanding of the requirements for the index blocks would be
useful in the further optimization of the algorithms to select these blocks. While
the developed algorithms for the different types of basis functions have been
demonstrated to result in effective preconditioners, these block selections are not
necessarily optimal. Therefore, it is possible that blocks with different sizes and
different arrangements of indices enhance the computational efficiency. Also, it
could be beneficial to employ geometrical information into the block selection,
instead of basing this selection exclusively on the connectivity of basis functions
with intersecting or encapsulating supports. Additionally, block-selection tech-
niques have only been developed for uniform grids and locally refined grids with
hp-adaptive basis functions and truncated hierarchical B-splines. The application
of the developed preconditioning technique to other types of basis functions may
require the development of tailored block selection methods.

The incorporation of the Schwarz-type smoothers in a multigrid framework
has been demonstrated to result in a very efficient preconditioner. It is therefore
recommended to further develop multigrid techniques for immersed finite element
methods. In this dissertation, multigrid preconditioning has only been applied
to elasticity problems with uniform grids and truncated hierarchical B-splines.
However, supported by preliminary results, it is expected that similar results can
be obtained with different PDEs and different types of basis functions. Another
recommendation with respect to the multigrid framework is the development of a
dedicated coarsening scheme for immersed FEM, which precludes the occurrence
of basis functions with disjoint supports on the coarser levels. This should further
improve the behavior of the multigrid-preconditioned iterative solver.

The conditioning analysis in this work has only been performed for single-
field problems. It is straightforward to mathematically derive that the same
problem will occur in mixed formulations, and it has been demonstrated that a
Schur-complement-based preconditioner can resolve these problems. While ad-
verse effects through the interaction between the solution spaces were not ob-
served for the considered test cases, that does not rule out such adverse effects
for different discretizations and geometries. A detailed mathematical investiga-
tion into the specific conditioning aspects of immersed mixed formulations would
therefore provide valuable insights. This is specifically so when incorporating
the developed Schwarz preconditioning technique in a multigrid framework for
mixed formulations. While the preconditioners for mixed problems presented
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in this dissertation were based on an approximate Schur complement, multigrid
methods for mixed formulations often apply Vanka-type smoothers. Preliminary
results – which have not been included in this dissertation – demonstrate that
these can effectively be incorporated in a multigrid preconditioner to obtain cut-
element-independent and mesh-size-independent convergence rates for immersed
flow problems. However, the consolidation of these results and a detailed in-
vestigation into the (spectral) behavior of Vanka-type smoothers and multigrid
preconditioners for immersed mixed formulations is a topic for future research.

Besides the conditioning-specific recommendations listed above, further pro-
gression of immersed finite element methods requires developments on several
auxiliary aspects. In particular, the quadrature on cut elements is a bottleneck
in many applications, and the development of efficient quadrature techniques
is essential to advance immersed FEM beyond the current state of the art. In
this regard it is not only important to innovate in terms of new and more effi-
cient quadrature techniques, but also to establish the suitability of the myriad
of available techniques for different applications. This also applies to the ongo-
ing developments with respect to methods to resolve the other main challenging
aspects of immersed FEM, viz. the imposition of boundary conditions and the
conditioning. Additionally, there are several open questions in immersed FEM
that still warrant further investigation, such as stable explicit time integration
of transient problems; optimal selection of penalty and stability parameters for
the imposition of boundary conditions, specifically with local refinements; and
the development of structure preserving, i.e., point wise divergence free, formula-
tions. While these opportunities for further development remain open, the field
of immersed finite elements has significantly progressed in the recent years. Most
importantly, it has become competitive with mesh-fitting techniques in many
applications, avoid of the severe complications inherent to mesh generation in
fitting approaches.
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[19] H. Gómez, V.M. Calo, Y. Bazilevs, and T.J.R. Hughes. Isogeometric anal-
ysis of the Cahn-Hilliard phase-field model. Computer Methods in Applied
Mechanics and Engineering, 197(49):4333–4352, 2008.

[20] M.J. Borden, C.V. Verhoosel, M.A. Scott, T.J.R. Hughes, and C.M. Landis.
A phase-field description of dynamic brittle fracture. Computer Methods
in Applied Mechanics and Engineering, 217–220:77–95, 2012.



223
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[24] M. Ruess, D. Schillinger, A.I. Özcan, and E. Rank. Weak coupling for
isogeometric analysis of non-matching and trimmed multi-patch geometries.
Computer Methods in Applied Mechanics and Engineering, 269:46–71, 2014.

[25] Y. Guo and M. Ruess. Weak Dirichlet boundary conditions for trimmed
thin isogeometric shells. Computers and Mathematics with Applications,
70(7):1425–1440, 2015.

[26] G. Beer, B. Marussig, and J. Zechner. A simple approach to the numerical
simulation with trimmed CAD surfaces. Computer Methods in Applied
Mechanics and Engineering, 285:776–790, 2015.

[27] Y. Guo, M. Ruess, and D. Schillinger. A parameter-free variational coupling
approach for trimmed isogeometric thin shells. Computational Mechanics,
59(4):693–715, 2017.

[28] A.M. Bauer, M. Breitenberger, B. Philipp, R. Wüchner, and K.-U. Blet-
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[51] E. Nadal, J.J. Ródenas, J. Albelda, M. Tur, J.E. Tarancón, and F.J. Fuen-
mayor. Efficient Finite Element Methodology Based on Cartesian Grids:
Application to Structural Shape Optimization. Abstract and Applied Anal-
ysis, 2013.

[52] O. Marco, R. Sevilla, Y. Zhang, J.J. Ródenas, and M. Tur. Exact 3D
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work on hierarchical b-spline grids for fluid–flexible structure interaction



229

with solid–solid contact. Computer Methods in Applied Mechanics and En-
gineering, 335:472–489, 2018.

[85] D. Kamensky, M.-C. Hsu, Y. Yu, J.A. Evans, M.S. Sacks, and T.J.R.
Hughes. Immersogeometric cardiovascular fluid–structure interaction anal-
ysis with divergence-conforming B-splines. Computer Methods in Applied
Mechanics and Engineering, 314:408–472, 2017.

[86] Z. Yang, S. Kollmannsberger, A. Düster, M. Ruess, E. Grande Garcia,
R. Burgkart, and E. Rank. Non-standard bone simulation: interactive
numerical analysis by computational steering. Computing and Visualization
in Science, 14(5):207–216, 2011.

[87] M. Ruess, D. Tal, N. Trabelsi, Z. Yosibash, and E. Rank. The finite cell
method for bone simulations: verification and validation. Biomechanics
and Modeling in Mechanobiology, 11(3):425–437, 2012.
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[210] S. Duczek, M. Joulaian, A. Düster, and U. Gabbert. Numerical analysis
of Lamb waves using the finite and spectral cell methods. International
Journal for Numerical Methods in Engineering, 99(1):26–53, 2014.

[211] P. Šoĺın, K. Segeth, and I. Doležel. Higher-Order Finite Element Methods.
Chapman & Hall/CRC, 2003.

[212] W. Rachowicz, D. Pardo, and L. Demkowicz. Fully automatic hp-adaptivity
in three dimensions. Computer Methods in Applied Mechanics and Engi-
neering, 195(37):4816–4842, 2006.

[213] L. Demkowicz. Computing with hp-ADAPTIVE FINITE ELEMENTS Vol-
ume 1: One and Two Dimensional Elliptic and Maxwell Problems. Chap-
man & Hall/CRC, 2006.

[214] R.M. Ferencz and T.J.R. Hughes. Solutions in Nonlinear Solid Mechanics.
Elsevier, 1998.
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Summary

Over the past decades, numerical simulation techniques have become essential
tools in scientific research and engineering design. In particular the finite element
method plays an important role in present-day engineering, and has proven its
effectiveness in both solid and fluid mechanics. In recent years, attention has
been devoted to research on isogeometric analysis. In isogeometric analysis, the
low-regularity functions that are traditionally used in the finite element method
are replaced by smooth, high-order, spline functions. Isogeometric finite element
methods yield more accurate results with the same number of degrees of freedom,
and have demonstrated superior stability properties over traditional finite element
methods in many applications.

A necessary aspect of isogeometric finite element methods is the generation
of an analysis suitable geometry. This is generally a laborious procedure, that
often constitutes the bulk of the computational cost and frequently requires man-
ual intervention. Immersed finite element methods overcome this difficulty, by
immersing the domain of interest in an embedding domain of simple shape that
is trivial to mesh. The discretization of the embedding domain is then restricted
to the domain of interest to compute a numerical solution. The geometrical
complexity is therefore not captured by the discretization, but by the integra-
tion procedure. This enables the efficient application of isogeometric analysis to
complex geometries, such as trimmed CAD-objects and scan-based structures.

A drawback of immersed isogeometric finite element methods is the condition-
ing of the resulting linear system. Small cut elements yield severely ill-conditioned
systems that, without dedicated treatment, prohibit iterative solutions. For this
reason, many researchers resort to direct solvers. These, however, restrict the size
of the systems that can be considered. The main objective of this dissertation
is to acquire a profound understanding of the effects of small cut elements and
to develop a preconditioner that resolves the conditioning problems and enables
iterative solution procedures for large scale problems.

In this work, it is established that on small cut elements the linear inde-
pendence of basis functions is deteriorated. This yields small eigenvalues in the
resulting linear system and, consequently, ill-conditioning. A rigorous mathemat-
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ical analysis of these small eigenvalues has resulted in a linear scaling relation
between the relative volume of the smallest cut element and the condition num-
ber, which is verified in detail by numerical results. Since cut elements can be
arbitrarily small, the derived scaling relation unveils that the condition number
is in principle unbounded.

Based on the understanding of the conditioning problems, a tailored precon-
ditioner that efficiently resolves the conditioning problems in both solid and fluid
mechanics has been developed. This tailored preconditioner locally targets the
small eigenvalues on cut elements, and combines this with a computationally in-
expensive treatment of basis functions that are not cut by the boundary. It is
demonstrated that this is effective for standard function spaces with Lagrange
basis functions, isogeometric function spaces with B-splines, and locally refined
function spaces with hp-bases and truncated hierarchical B-spline bases. The
behavior of the preconditioned systems closely corresponds to standard, mesh-
fitting, finite element methods. This includes the system conditioning and the
number of iterations required for iterative solutions.

The efficiency of the preconditioned iterative solver is further improved by
a multigrid technique. Similar to standard finite element methods, the smallest
eigenmodes of the preconditioned system correspond to smooth functions that
are well captured by a coarse grid correction. Implementing the dedicated pre-
conditioner as a smoother in a multigrid cycle therefore results in a number of
iterations that is independent of the mesh size and a computational cost that is
linear with the number of degrees of freedom. In collaboration with the Chair
for Computation in Engineering of the Technical University of Munich, the de-
veloped preconditioning strategy is demonstrated to yield high-fidelity results for
large scale parallel computing simulations.

In conclusion, this work provides a profound understanding of the conditioning
problems in immersed finite element methods and proposes a preconditioning
technique that rigorously resolves these.


