Algorithms for river network analysis
Citation for published version (APA):
Sonke, W. M. (2019). Algorithms for river network analysis. [Phd Thesis 1 (Research TU/e / Graduation TU/e),
Mathematics and Computer Science]. Technische Universiteit Eindhoven. https://doi.org/10.6100/1e77faabe7c1-4708-8d76-27668962f328

DOI:
10.6100/1e77faab-e7c1-4708-8d76-27668962f328
Document status and date:
Published: 29/08/2019
Document Version:
Publisher’s PDF, also known as Version of Record (includes final page, issue and volume numbers)
Please check the document version of this publication:
• A submitted manuscript is the version of the article upon submission and before peer-review. There can be
important differences between the submitted version and the official published version of record. People
interested in the research are advised to contact the author for the final version of the publication, or visit the
DOI to the publisher's website.
• The final author version and the galley proof are versions of the publication after peer review.
• The final published version features the final layout of the paper including the volume, issue and page
numbers.
Link to publication

General rights
Copyright and moral rights for the publications made accessible in the public portal are retained by the authors and/or other copyright owners
and it is a condition of accessing publications that users recognise and abide by the legal requirements associated with these rights.
• Users may download and print one copy of any publication from the public portal for the purpose of private study or research.
• You may not further distribute the material or use it for any profit-making activity or commercial gain
• You may freely distribute the URL identifying the publication in the public portal.
If the publication is distributed under the terms of Article 25fa of the Dutch Copyright Act, indicated by the “Taverne” license above, please
follow below link for the End User Agreement:
www.tue.nl/taverne

Take down policy
If you believe that this document breaches copyright please contact us at:
openaccess@tue.nl
providing details and we will investigate your claim.

Download date: 08. Jan. 2023

Algorithms for
River Network Analysis

PROEFSCHRIFT

ter verkrijging van de graad van doctor aan de
Technische Universiteit Eindhoven, op gezag van de
rector magnificus prof.dr.ir. F.P.T. Baaijens, voor een
commissie aangewezen door het College voor
Promoties, in het openbaar te verdedigen
op donderdag 29 augustus 2019 om 11:00 uur

door

Willem Michael Sonke

geboren te Sittard

Dit proefschrift is goedgekeurd door de promotoren en de samenstelling van de
promotiecommissie is als volgt:

voorzitter:

prof.dr.ir. B. Koren

promotor:

prof.dr. B. Speckmann

copromotor:

dr. K.A.B. Verbeek

leden:

dr. G.H.L. Fletcher
prof.dr. A.C. Telea (Universiteit Utrecht)
Univ.-Prof. Dr. M. Kerber (TU Graz)
prof.dr. M.G. Kleinhans (Universiteit Utrecht)

Het onderzoek of ontwerp dat in dit proefschrift wordt beschreven is uitgevoerd in
overeenstemming met de TU/e Gedragscode Wetenschapsbeoefening.

The work in this thesis is supported by the Netherlands’ Organization for Scientific
Research (NWO) under project no. 639.023.208.

The work in the thesis has been carried out under the auspices of the research school
IPA (Institute for Programming Research and Algorithmics).

A catalogue record is available from the Eindhoven University of Technology Library.
ISBN: 978-90-386-4828-6.
Printed by Ipskamp Printing, Enschede.
This thesis has been typeset using PDFLaTeX with the fonts Linux Biolinum and
Linux Libertine. The figures in this thesis were prepared using Ipe and Blender. The
Ipe source of many figures can be obtained at https://wimiso.nl/thesis.
© 2019 by Willem Michael Sonke. All rights reserved. Reproduction in whole or in
part is prohibited without the written consent of the copyright owner.

iv

Flä ke flä, ley säfmi.
(Whether successful or not, the attempt has value.)
– Paul Frommer

v

vi

Acknowledgments
My PhD project started in mid-2015 when, during my Master’s project, Bettina
suddenly offered me a PhD position, on a project having to do with the analysis of
complex moving objects, like rivers. I had not considered the idea of doing a PhD,
and I was slightly taken aback, but I got used to the idea quickly and accepted. I
can say that was an great decision now that, four years later, my thesis is finished
and this phase of my life is coming to an end. The only thing left is that I’ll need
to survive the defense. And of course I still need to write these acknowledgments.
This is not easy, because where to start? There are so many people I am thankful to
for making those four years a success.
Without my two promotors Bettina and Kevin this thesis would never have turned
out the way it did. Bettina I already knew a bit longer. As a first-year student I
already took her Data Structures course, and later, in my Master’s, she supervised
my Honors project. During my PhD she not only provided excellent support about
my research itself, but was also very willing to provide wisdom regarding other
areas of life. Thanks so much for the encouragement and inspiration. As for Kevin
(whom I’ll call Kevin V. from now on to avoid name conflicts): I noticed early on in
my project that he is very good at breaking problems down into pieces, and seeing
which steps are needed to work his way towards a solution. Thank you for blowing
my mind several times. Both of you I would like to thank for our weekly meetings,
in which we discussed my research (and other topics) at length.
Of course, many thanks go to Alex, George, Maarten, and Michael for taking the
time to read and evaluate my thesis. I am looking forward to seeing you on August 29. For teaching us about river terminology, providing us with data, and running experiments with our implementation, I want to thank all our co-authors from
geomorphology, and especially Maarten, Matt, and Wout. I traveled to Utrecht Uni-

vii

versity several times to meet them, and last summer I spent a week in Utrecht with
Maarten and Wout to collaborate more closely on our implementation, which was
really interesting.
Throughout the four years I spent on obtaining my PhD, I worked with almost
everyone from our research group, Applied Geometric Algorithms. We always had
a friendly and productive working environment. I have especially fond memories
of our yearly workshops, where everyone generated an impressive number of ideas
during daytime, and we spent the evenings playing various kinds of interesting
games (which I would mostly be bad at, but would still be fun). Thank you to
Bettina, Kevin V., Wouter, Irina, Arthur, Marcel, Ignaz, Quirijn, Thom, Jules, Max S.,
Bram, Riet, and Agnes. Thanks also to our friendly neighbors of the Algorithms
group: Aleks, Ali, Astrid, Bart, Dániel, Herman, Huib, Kevin B., Mark, Martijn,
Max K., Mehran, Sándor, and Sudeshna for the interesting and sometimes weird
conversations over lunch.
Doing a PhD involves a lot of traveling to conferences and workshops, which I
hesitantly accepted and slowly got used to. Thanks to everyone who helped with
making travel preparations or whom I met while traveling. Over the years I got to
know so many nice people in the computational geometry community that I never
need to stand around awkwardly at receptions anymore.
Throughout my PhD I shared an office with Arthur, Bram, Jules, Quirijn, and Tim.
We always had a very nice working atmosphere, and a lot of fun. Most of the time, we
were even moderately productive! Special thanks go to Tim for the research we did
together. Thanks also to our ‘fake office mates’ Thom and Max S. Thom in particular
I would like to thank for the interesting conversations and our ‘hackathons’ during
which we worked on the website of the Applied Geometric Algorithms group, or on
random semi-related projects. I not only learnt much about PHP, but I also had a lot
of fun and it was a nice distraction from the (sometimes hectic) research work.
And finally, even as a busy PhD student, there are other things in life than academia.
Therefore to conclude, I would like to thank everyone outside of the university,
who helped distract me from research from time to time. Firstly, my friends in our
Na’vi learning group: ma tstunwia ayhapxìtu lì’fyaolo’ä leNa’vi, aynga fìtìkangkemvikrrka srung si oeru nìtxan fa fwa fpeykìl oeti txeleteri alahe. Irayo nìtxan ma
frapo! And finally my family: jullie komen als laatste aan bod, maar zeker niet
als onbelangrijkste. Papa, mama, Marjolein, Evert en alle anderen uit mijn familie:
enorm bedankt voor alles.
Eindhoven, July 2019

viii

Contents

i

1

2

3

Introduction
1.1 Preliminaries . . . . . . . . . . . . . . . . . . . . .
1.1.1 Smooth and discrete terrains . . . . . . .
1.1.2 Smooth Morse–Smale complexes . . . . .
1.1.3 Piecewise linear Morse–Smale complexes
1.1.4 Discrete Morse theory . . . . . . . . . . .
1.1.5 Contour and split trees . . . . . . . . . . .
1.1.6 Persistence . . . . . . . . . . . . . . . . .
1.1.7 Kinetic data structures . . . . . . . . . . .
1.2 Contributions . . . . . . . . . . . . . . . . . . . .

.
.
.
.
.
.
.
.
.

1
5
6
7
10
14
16
17
18
20

.
.
.
.
.
.
.

25
27
30
32
37
41
42
43

Kinetic volume-based persistence
3.1 Preliminaries . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
3.1.1 Pruning . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

45
47
48

Representative networks for river systems
2.1 Definitions and problem statement . . .
2.2 Computing lowest paths . . . . . . . . .
2.3 Striation . . . . . . . . . . . . . . . . . .
2.4 Sand function . . . . . . . . . . . . . . .
2.5 Representative network . . . . . . . . . .
2.6 Illustration . . . . . . . . . . . . . . . . .
2.7 Discussion and conclusion . . . . . . . .

ix

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.

3.2

3.3

3.4

3.5

4

5

6

3.1.2 Kinetic 1D split trees . . . . . . . . . . . . . .
A KDS for maintaining an area-persistent 1D terrain
3.2.1 Area certificates . . . . . . . . . . . . . . . . .
3.2.2 Detecting area events . . . . . . . . . . . . . .
3.2.3 Higher-degree motion . . . . . . . . . . . . .
3.2.4 Event handling . . . . . . . . . . . . . . . . .
3.2.5 Analysis . . . . . . . . . . . . . . . . . . . . .
Disregarding pruned events . . . . . . . . . . . . . .
3.3.1 Data structure . . . . . . . . . . . . . . . . . .
3.3.2 Certificates and events . . . . . . . . . . . . .
3.3.3 Analysis . . . . . . . . . . . . . . . . . . . . .
A KDS for discrete Morse–Smale complexes . . . . .
3.4.1 Data structure . . . . . . . . . . . . . . . . . .
3.4.2 Event handling . . . . . . . . . . . . . . . . .
3.4.3 Analysis . . . . . . . . . . . . . . . . . . . . .
Conclusion . . . . . . . . . . . . . . . . . . . . . . . .

Implementation and experiments
4.1 Implementation . . . . . . . . . . . . . . .
4.2 Comparing braided rivers and estuaries . .
4.3 Volume-persistence . . . . . . . . . . . . .
4.4 Effects of dredging in the Western Scheldt
4.5 Conclusion . . . . . . . . . . . . . . . . . .

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

49
52
53
54
59
60
62
63
64
64
67
67
68
69
69
70

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

71
72
75
80
82
84

Volume-based similarity of linear features on terrains
5.1 Base surfaces . . . . . . . . . . . . . . . . . . . . . . . .
5.1.1 Planes . . . . . . . . . . . . . . . . . . . . . . .
5.1.2 General surfaces . . . . . . . . . . . . . . . . .
5.2 Computing volumes . . . . . . . . . . . . . . . . . . . .
5.3 Experiments . . . . . . . . . . . . . . . . . . . . . . . .
5.4 Discussion and conclusion . . . . . . . . . . . . . . . .

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

85
88
89
90
94
96
106

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

Optimal algorithms for compact linear layouts
109
6.1 Related work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 112
6.2 Folding algorithm . . . . . . . . . . . . . . . . . . . . . . . . . . . . 115

x

6.3

6.4

7

6.2.1 Packing blocks . . .
6.2.2 Connectors . . . . .
6.2.3 Crossing connectors
6.2.4 Aspect ratio . . . . .
Experimental results . . . . .
6.3.1 Process trees . . . .
6.3.2 Timeline . . . . . . .
Discussion and conclusion .

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

117
120
122
123
124
127
133
133

Concluding remarks and future work
135
7.1 Main results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 135
7.2 Future work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 136

Bibliography

139

Summary

147

Samenvatting

149

Curriculum vitae

153

xi

i

i
Chapter 1

Introduction
Rivers are one of the main factors influencing the shape of the terrain around us.
In mountainous areas, valleys are nearly always shaped by flowing water, causing
erosion and slowly transporting solid material downstream. Besides terrains, rivers
also shape culture. They are a source of drinking water, can form a natural defense
against invading enemies, and allow for easy transport of goods, thereby enabling
trade. Historically, large cities have often formed in the vicinity of rivers. However,
rivers can also cause natural disasters, by shifting their course and thereby flooding
parts of the terrain. This can destroy property and cause loss of life. Many rivers
exhibit complex behavior, making such disasters hard to predict. Finally, humanity
has developed means to influence rivers. Levees and dams can be built to prevent
flooding and generate electricity. Dredging sediment from the riverbed allows larger
ships to navigate the river. All those measures can have unintended side-effects,
though, which need to be properly understood in order to prevent them.
For all these reasons, it is important to understand how rivers evolve over time and
shape the terrain in the process. Therefore, the study of rivers has been one of
the focal points of geomorphology, the study of the shape of natural terrains and
the processes creating them. In the past, analyses of rivers were mostly carried
out by hand. However, in the last decades, advances in remote sensing technology
on one hand, and in computation power on the other hand, have made it possible
to gather and analyze ever larger terrain datasets. For this reason a significant
amount of research has been carried out, both in geomorphology and in theoretical
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1

Figure 1.1

Orthoimagery of the Crossbank reach of the Waimakariri River, a
braided gravel river in New Zealand. Thanks to Murray Hicks from
NIWA Christchurch, NZ.

computer science, with the aim of developing algorithms for the analysis of terrain
data. Because terrain data is inherently geometric, particularly relevant here is the
field of computational geometry, the study of algorithms dealing with geometric
objects.
To develop algorithms for terrain analysis, the first step is to formulate precisely
what the desired output of such an algorithm is. Consider, for example, the problem
of computing river networks, which is one of the main topics of this thesis. A river
network is a graph that represents where water flows in a river. The edges of a river
network represent the channels, and the vertices represent places where these channels split or merge. As an example, consider the river system shown in Figure 1.1. A
possible river network of this river is shown in Figure 1.2; this network was drawn
manually by tracing channels of water in the orthoimagery. To automate the process
of constructing river networks, we need to model the concept of a river network in
terms of the available input data (for instance orthoimagery or a heightmap of the
terrain). Adopting a good model is of great importance for obtaining high-quality
results that reflect the river network as it exists in reality.
In this thesis, we propose models for river networks, and the corresponding algorithms to compute them. We also discuss approaches for analyzing and visualizing
river networks. In the following paragraphs, we first discuss how to model river
networks from a geomorphological point of view. Then, in Section 1.1, we describe
the necessary background from computational geometry and topology. Finally, in
Section 1.2, we explain the contributions of this thesis in detail.
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Figure 1.2

Example of a manually-drawn river network for the Waimakariri.

Modeling river networks A river network can be extracted from orthoimagery,
or from a digital elevation model (DEM) of the terrain. In the first approach, we
use orthoimagery obtained by an aerial survey (see Figure 1.1). In this imagery we
identify where water flows by means of some classification scheme that distinguishes
between water and land. In the second approach, we instead use the shape of the
terrain to infer where water accumulates.
It may seem more natural to use an imagery-based approach, because it identifies
water directly, instead of indirectly via the shape of the terrain. However, this approach has various drawbacks. Firstly, networks based on imagery do not contain
any information on submerged structures. Secondly, the water level in a river can be
highly variable, meaning that the submerged part of the terrain grows and shrinks
heavily over time. It is therefore useful to define networks in such a way that they
are independent of the current water level. For these reasons, in this thesis we focus
on the DEM-based approach.
In computational geometry, algorithms for computing networks from DEMs are wellstudied. One such problem is the computation of drainage networks, also referred to
as flows [2, 7, 12, 84]. Drainage networks generally consist of a steepest-descent edge
for each vertex in the terrain, and can be used for flow accumulation: computing
how much water ends up on each point on the terrain if rain falls on the entire
terrain uniformly. Rivers will form in places where much water accumulates, so by
thresholding, drainage networks can be used to obtain river networks.
Most models for water flow in terrains, including drainage networks, generally assume that water follows the direction of steepest descent. In many cases this is a
reasonable assumption, because due to gravity, a drop of water placed at a point
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bifurcation

confluence

bar

downstream
channel
Figure 1.3

Schematized drawing of a braided river.

of the terrain will indeed move towards the direction of steepest descent at that
point. However, in practice a river channel usually does not follow steepest descent
precisely. Firstly, the inertia of flowing water can result in deviations from the true
steepest descent direction. Secondly, even ignoring inertia, water can fill up local
minima in the riverbed, so the river can flow over such a local minimum. This causes
the riverbed to ascend instead of descend. This issue has been recognized before
by Arge et al. [7], who propose filling up the local minima as a preprocessing step,
before constructing the drainage network. The preprocessing ensures that water can
essentially keep flowing downhill, and discards the information about the terrain in
filled-up areas. In contrast, in this thesis we explicitly model river channels in such
a way that water can flow up- as well as downhill.

Bifurcating rivers If a river always follows steepest descent, it can never split,
because a point in a terrain can have only a single direction of steepest descent. Yet
in practice such splits, called bifurcations, happen frequently in various types of river
systems. In this thesis, we focus on two types of river systems that bifurcate often:
braided rivers and estuaries. A braided river [41, 44] is a type of river that contains a
large number of islands, called bars, ranging in length from about one water depth to
ten times the overall river width. Those bars separate different channels of the same
river over their length, after which the channels confluence [63] (see Figure 1.3). A
well-known example of a braided river is the Waimakariri near Christchurch, New
Zealand, which was already shown in Figure 1.1.
Estuaries are, informally speaking, places where a river flows into the sea, such that
fresh water from the river and saline sea water mix. Many estuaries exhibit similar
properties to braided rivers, but on a larger scale. The water level in estuaries is
highly variable because of the influence from the tidal cycle. An example of an
estuary is the Western Scheldt in The Netherlands.

4
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Preliminaries

Because braided rivers and estuaries bifurcate often, for those river systems, drainage
networks are not a suitable model. In Chapter 2 of this thesis, we hence introduce
an algorithm to compute such river networks based on topological characteristics
of the riverbed. This algorithm uses a DEM of the riverbed as input, and constructs
the network from a set of low paths through the DEM which can partially overlap.
This ensures that bifurcations and confluences can be represented. The idea of the
model is that volume of bars is a good indicator of how important a bar is. This is
meaningful from a geomorphological point of view because the more volume a bar
has, the more time it takes for that bar to be removed by erosion [48]. Therefore we
select paths that have enough volume of sediment between them.
In a braided river, the amount of sediment transported in a channel depends on the
flow velocity. Therefore, changes in the depth of a channel are self-amplifying: if
a channel becomes less deep, then the flow speed decreases, in turn causing more
sediment to be deposited. Such changes again affect the development of channels
and bars downstream [9, 14, 68, 69]. This makes braided river systems very dynamic:
within a year, the river network may be entirely different.
Assume that we are given DEMs covering an entire year: one DEM for each month.
We could compute river networks for each month separately. However, to investigate
how the river evolves, it would be useful to be able to track features (channels and
bars) through time, as they appear, move through the river, or disappear. This is
challenging with the model proposed in Chapter 2, because this model is complex,
and minor changes in the DEM can completely change the network. In Chapter 3,
we hence introduce a simpler model for river networks, which is more stable over
time, and therefore better suited for tracking features. This model is still based on
the topology of the riverbed, but it considers only those topological features of the
DEM that correspond to bars of sufficient volume.

▶ 1.1

Preliminaries

This thesis proposes a set of methods to construct, analyze and visualize river networks, based on a DEM of the riverbed. Therefore, we start our discussion by an
overview of the topological and algorithmic techniques available to study terrains.
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(a) Part of a smooth terrain (with contour
lines).

Figure 1.4

▶ 1.1.1

(b) A discrete terrain.

Examples of smooth and discrete terrains.

Smooth and discrete terrains

Terrains in the real world can be seen as continuous, smooth surfaces. Therefore
maybe the most natural way to model a terrain mathematically is by equipping a
2-dimensional manifold 𝕄 with a smooth (infinitely differentiable) height function ℎ
(see Figure 1.4a). We assume that 𝕄 can be embedded in ℝ2 , so we can view the
terrain as a surface in ℝ3 which does not overlap itself. In other words, for each
coordinate (𝑥, 𝑦), the terrain attains only a single height value.
Smooth terrains are natural and relatively easy to handle theoretically. In particular,
the gradient of ℎ immediately provides a direction of steepest descent. However,
in practice we can measure and store the height of a terrain only on discrete locations. In this thesis we therefore model a terrain as a triangular irregular network, or
more formally, a triangulation 𝑇 of a topological disk 𝑀 embedded in ℝ2 . Besides a
position (𝑥𝑣 , 𝑦𝑣 ), each vertex 𝑣 of 𝑇 has a height value ℎ𝑣 .
The height function ℎ ∶ 𝑀 → ℝ of the terrain is obtained by linearly interpolating
those vertex height values over each triangle of 𝑇 (see Figure 1.4b). Similarly to
smooth terrains, we can view 𝑇 as a simplicial 2-complex embedded in ℝ3 , or as a
piecewise linear function ℎ ∶ ℝ2 → ℝ.
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𝑧𝑦
𝑥
(a)

Figure 1.5

▶ 1.1.2

(b)

(c)

Critical points in a smooth terrain: (a) minimum: ℎ(𝑥, 𝑦) = 𝑥 2 + 𝑦 2 , (b)
saddle: ℎ(𝑥, 𝑦) = 𝑥 2 − 𝑦 2 , (c) maximum: ℎ(𝑥, 𝑦) = −𝑥 2 − 𝑦 2 .

Smooth Morse–Smale complexes

In this section we give a brief and informal overview of the theory behind Morse–
Smale complexes when applied to smooth functions. For a more complete overview,
we refer to the work by Milnor [59]. Here we mostly follow the definitions by
Edelsbrunner et al. [33].
Let 𝕄 be an 𝑛-dimensional compact manifold without boundary, equipped with a
smooth (infinitely differentiable) height function ℎ. A point 𝑝 on 𝕄 is critical with
respect to ℎ if all partial derivatives vanish at 𝑝. Otherwise, 𝑝 is called regular. A
critical point 𝑝 is called degenerate if the Hessian matrix
2

⎛ 𝜕 ℎ2
⎜ 𝜕𝑥1
𝐻 = ⎜ ⋮
⎜ 𝜕2ℎ
⎝ 𝜕𝑥𝑛 𝑥1

…
⋱
…

𝜕2ℎ
𝜕𝑥1 𝑥𝑛 ⎞

⎟
⋮ ⎟
𝜕2ℎ ⎟
𝜕𝑥𝑛2 ⎠

is singular at 𝑝. One of the corner stones of Morse theory, the so-called Morse
Lemma [59], states that around a non-degenerate critical point 𝑝, ℎ can be approximated arbitrarily close by a function of the form
𝑐 ± 𝑥12 ± 𝑥22 ± … ± 𝑥𝑛2 ,
in a suitable coordinate system centered on 𝑝, where 𝑐 = ℎ(𝑝) is a constant. The
number of minuses in this expression depends on the critical point in question, and
is called the index of that critical point. In the remainder, we assume that all critical
points of ℎ are non-degenerate, that is, ℎ is a Morse function.
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In this thesis we model a terrain as a height function on a two-dimensional surface,
so we assume from now on that 𝕄 is two-dimensional. In that case, the index of
a critical point can be either 0, 1, or 2, and such critical points are called minima,
saddles, and maxima, respectively (see Figure 1.5). See Figure 1.6a for an example of
a terrain with its critical points.
Now consider a regular point 𝑥 on 𝕄. Starting at 𝑥, we can follow the gradient
of ℎ, that is, we follow the direction of steepest ascent. Similarly, we can follow
the negative gradient. The curve we obtain in this fashion is called the integral line
through 𝑥. Integral lines are open at both ends, because they are delimited by critical
points, where the gradient vanishes. We say that an integral line starts at the critical
point at its lower endpoint, and ends at the critical point at its upper endpoint (see
Figure 1.6b). Together, the integral lines cover all of the terrain (note that a critical
point 𝑝 is covered by an degenerate integral line consisting only of 𝑝).
Integral lines offer information about the structure of the terrain. For instance, for
a critical point 𝑚, the part of the terrain covered by integral lines starting at 𝑚 is
called the ascending manifold (or unstable manifold) of 𝑚. If 𝑚 is a minimum, the
ascending manifold of 𝑚 forms the ‘valley’ around 𝑚 in the terrain. Similarly, the
descending manifold (or stable manifold) of a critical point 𝑚′ is the part of the terrain
covered by integral lines ending at 𝑚′ . If 𝑚′ is a maximum, then this forms the ‘hill’
around 𝑚′ (see Figure 1.6c–d).
The ascending and descending manifolds of a saddle are 1-dimensional. Generally,
the ascending and descending manifolds of some saddle 𝑠 intersect within a single point, namely in 𝑠 itself (they intersect transversally). In degenerate cases, the
ascending manifold of some saddle 𝑠1 and the descending manifold of some saddle 𝑠2 may intersect in an entire integral line (see Figure 1.7). If such degeneracies
do not happen, in other words, if all ascending and descending manifolds intersect
transversally, we call ℎ a Morse–Smale function.
Assuming ℎ is a Morse–Smale function, the Morse–Smale complex (or MS-complex
for short) is obtained by partitioning the terrain into parts in which the integral
lines are delimited by the same start and end points (see Figure 1.6e). In other words,
we take the intersection of the ascending and descending manifolds of all critical
points of ℎ. This results in 0D cells (the critical points themselves), 1D cells (called
MS-edges) and 2D cells (called simply MS-cells). The MS-edges are delimited by a
minimum and a saddle (descending MS-edges) or a saddle and a maximum (ascending
MS-edges). Furthermore, it can be shown [33] that every MS-cell has four critical
points on its boundary: in order, a minimum, a saddle, a maximum, and a saddle.
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(a) Critical points.

(b) Examples of integral lines.

𝑚′

𝑚

(d) The descending manifold around 𝑚′ .

(c) The ascending manifold around 𝑚.

(e) The Morse–Smale complex.

Figure 1.6

Constructing the Morse–Smale complex for the terrain in Figure 1.4a.
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𝑠2

𝑠1

(a) Examples of integral lines.

Figure 1.7

(b) The ascending and descending manifolds of saddles.

A terrain with a non-Morse–Smale height function. Note that the
ascending manifold of 𝑠1 intersects the descending manifold of 𝑠2 nontransversally: they overlap on the integral line connecting 𝑠1 and 𝑠2 .

In this thesis, we mainly focus on the descending Morse–Smale complex, that is, the
complex obtained by removing the maxima and their adjacent MS-edges from the
Morse–Smale complex. It can alternatively be characterized as the complex containing all descending manifolds. The descending Morse–Smale complex is relevant for
our purposes because it contains MS-edges for the valleys in the terrain, but not for
the ridges, and indeed, the valleys are important in river networks.

▶ 1.1.3

Piecewise linear Morse–Smale complexes

We now shift our attention to discrete terrains. When trying to compute the Morse–
Smale complex on such a terrain, we cannot use Morse theory, as outlined in the
previous section, because the height function is not differentiable. Therefore, critical
points and integral lines are not well-defined. Two possible ways around this problem have been proposed in the literature. On one hand, we can take the viewpoint
that a piecewise linear terrain can be approximated by a smooth terrain, and use
the same definitions as before on that smooth terrain, while making sure that the
resulting degeneracies are handled properly. This is the method proposed by Edelsbrunner et al. [33], which we describe in this section. On the other hand, we can
abolish the smooth gradient entirely and build a new theory, analogous to Morse
theory, that takes a more combinatorial approach. We discuss this theory, called
discrete Morse theory, in Section 1.1.4.
We first define the critical points in the terrain, which are located at terrain vertices.
Instead of using the gradient, we now consider the neighborhood of a point to classify
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𝑣

𝑣

𝑣

>

>
<
Figure 1.8

The star (left), the link (center) and the upper link (right) of a vertex 𝑣
in a triangulation. (In the rightmost figure, the dashed lines indicate
the level set at the height of 𝑣.)

it. More formally, for each vertex 𝑣 in 𝑇 , its star is the subcomplex of 𝑇 consisting of
all cells that contain 𝑣, and its link is the subcomplex of 𝑇 consisting of the closure
of the star of 𝑣, minus the star of 𝑣 itself. Furthermore, the upper (lower) link of 𝑣 is
the subcomplex of the link of 𝑣, that consists of only the simplices that are entirely
above (below) 𝑣 itself (see Figure 1.8).
Using the upper link we classify the vertices in the terrain. See Figure 1.9a for an
example (in this figure we assume that all vertices on the boundary of the terrain
are connected to a global maximum 𝑣∞ ). Vertices whose upper link consists of
one (non-empty) connected component, which is not the complete link, are called
regular. Non-regular vertices are called critical: vertices whose upper link is empty
are maxima, vertices whose upper link is equal to the link are minima, and the other
critical vertices are called saddles. Saddles hence have a upper link that consists of
more than one connected component; we refer to those components as sides of the
saddle. If a saddle has more than two sides, we call it a monkey saddle.
To emulate the integral lines in the smooth case, we use steepest-ascent and steepestdescent paths. We restrict those paths to lie on the edges of 𝑇 , so they cannot cross
the interior of a triangle, even if that would result in a steeper path. So, we first
determine for each vertex which of its incident edges is ascending (descending) the
steepest (see Figure 1.9b–c). To obtain the piecewise linear Morse–Smale complex,
we trace steepest-ascent and steepest-descent paths from each saddle, one for each
side of the saddle (see Figure 1.9d). This again emulates the smooth setting, where
the ascending and descending manifolds of each saddle delineate MS-cells.
The situation is more complicated than in the smooth case, however: we need to
take into account that some of the properties of integral lines (in the smooth case) do
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(a) Critical vertices.

(b) Steepest ascent directions.

(c) Steepest descent directions.

(d) The piecewise linear MS-complex.

Figure 1.9

Constructing the piecewise linear Morse–Smale complex for the terrain in Figure 1.4b.
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not carry over to steepest paths (in the piecewise linear case). In particular, integral
lines cover all of the terrain, and do not overlap or cross each other. This is not true
for steepest paths. It is common for steepest paths, originating from distinct points,
to share edges (this is in fact visible in Figure 1.9d). If two MS-edges share edges
of 𝑇 , it requires some care to maintain the correct combinatorial structure of the
MS-complex. A larger concern is that steepest-ascent paths can intersect steepestdescent paths (see for example Figure 3 in Yu et al. [84]). In other words, reversing a
steepest-ascent path does not necessarily result in a steepest-descent path. Because
of this, MS-cells would overlap, which breaks the combinatorial structure.

To alleviate both issues, Edelsbrunner et al. propose tracing the steepest paths one
by one, but stop tracing as soon as the path reaches another steepest path that was
already traced before. This creates a so-called junction of the existing path with the
new one. After tracing all steepest paths we need to eliminate each junction, by
extending the paths ending at the junction towards a critical point. This extension
is done by duplicating the (part of the) existing path from the junction to the critical point. There are several cases that need to be handled carefully; we refer to
Edelsbrunner et al. [33] for details.

The complex resulting from this procedure is called a quasi Morse–Smale complex.
It already has the structure of a Morse–Smale complex: all MS-edges end at critical
points of the terrain, and each MS-cell is bounded by four MS-edges, having a minimum, a saddle, a maximum, and a saddle on its boundary. However, the MS-edges
are not necessarily steepest paths, because they might have been created by appending a steepest-ascent path to a (reversed) steepest-descent path, or vice versa. To
transform the quasi Morse–Smale complex into the actual Morse–Smale complex,
Edelsbrunner et al. propose an algorithm that iteratively executes local transformations, called handle slides. This algorithm is, however, hard to understand and
analyze.

As mentioned in Section 1.1.2, we are interested in the descending Morse–Smale
complex. That is, we trace only the steepest-descent edges from saddles. Since
steepest-descent edges cannot intersect with each other, the quasi Morse–Smale
complex already contains steepest-descent paths. Therefore, the quasi Morse–Smale
complex is sufficient in this setting, and we do not need to apply handle slides. We
call this complex, containing only the steepest-descent edges, the piecewise linear
descending Morse–Smale complex.
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▶ 1.1.4

Discrete Morse theory

In this section we describe another way to compute Morse–Smale complexes for
discrete terrains, namely using discrete Morse theory, as proposed by Forman [37].
In this theory it is possible to prove many of the main results from Morse theory in
a discrete, combinatorial setting.
Based on discrete Morse theory, several ways to define and compute a discrete
Morse–Smale complex have been proposed. In this thesis, we use the method proposed by Shivashankar et al. [72]. We refrain from explaining discrete Morse theory
and the method by Shivashankar et al. in their general form. In particular, while discrete Morse theory and Morse–Smale complexes can be defined for any dimension,
we restrict ourselves to explaining their application to two-dimensional triangulations. For more general background on discrete Morse theory, we refer interested
readers to Forman’s extensive introduction [37].
The discrete equivalent of a Morse function is, unsurprisingly, called a discrete Morse
function. Such a function maps each cell (vertex, edge or face) in the terrain to
a real number, subject to certain restrictions which imply that, generally, higherdimension cells get higher function values. Because discrete Morse theory is fully
combinatoric, the exact values the cells are mapped to are not important: only the
order of those values matters. Therefore, instead of those values, we can represent a
discrete Morse function by a pairing of cells, that we call the gradient pairing. In this
pairing, cells of dimension 𝑖 are paired with cells of dimension (𝑖 + 1), so there are
two types of gradient pairs: those between vertices and edges, and those between
edges and faces.
To get a discrete Morse function, we need to extend our height function (which
is defined for vertices only) with values for the edges and faces. The method by
Shivashankar et al. results in the following gradient pairing:
• A vertex 𝑣1 is paired with the edge {𝑣1 , 𝑣2 } towards its lowest neighbor 𝑣2 .
(However, 𝑣2 needs to be lower than 𝑣1 . Therefore, if 𝑣1 does not have any
lower neighbors, 𝑣1 is not paired with any edge.)
• An edge {𝑣1 , 𝑣2 } is paired with one of its adjacent faces {𝑣1 , 𝑣2 , 𝑣3 } and
{𝑣1 , 𝑣2 , 𝑣3′ }, namely the face {𝑣1 , 𝑣2 , 𝑣low } where 𝑣low is the lowest vertex
among 𝑣3 and 𝑣3′ . (However, 𝑣low needs to be lower than both 𝑣1 and 𝑣2 .
Therefore, if neither one of 𝑣3 and 𝑣3′ is lower than both 𝑣1 and 𝑣2 , then
{𝑣1 , 𝑣2 } is not paired with any face.)
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(a) Gradient pairing.

(b) Critical cells.

𝑚′
𝑚

(d) The descending manifold around 𝑚′ .

(c) The ascending manifold around 𝑚.

(e) The discrete MS-complex.

Figure 1.10

Constructing the discrete Morse–Smale complex for the terrain in
Figure 1.4b.
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The gradient pairs can be visualized by drawing an arrow from the lower-dimensional
to the higher-dimensional cell in each pair (see Figure 1.10a). The gradient pairs have
a similar role to the gradient in the smooth case. A cell that is not paired with anything is called a critical cell; the index of the critical cell is simply its dimension.
In other words, critical vertices, edges and faces are minima, saddles and maxima,
respectively (see Figure 1.10b). Note that the critical cells are placed similarly to the
critical points in the smooth case, although some additional critical cells are present,
which are caused by the discrete terrain not allowing the true steepest descent direction.
As the equivalent of integral lines, we use gradient paths. A gradient path is a
sequence of cells
[𝛼1 , 𝛽1 , 𝛼2 , 𝛽2 , … , 𝛼𝑘 , 𝛽𝑘 , 𝛼𝑘+1 ]
in which 𝛼1 , … , 𝛼𝑘+1 are cells of dimension 𝑑 and 𝛽1 , … , 𝛽𝑘 are cells of dimension
(𝑑 + 1), with the following requirements:
• for each 𝑖, 𝛼𝑖 is paired with 𝛽𝑖 , and
• for each 𝑖, 𝛼𝑖 and 𝛼𝑖+1 are facets of 𝛽𝑖 .
The ascending manifold of a minimum 𝑚 is the union of all vertex–edge gradient
paths (with 𝑑 = 0) that start at 𝑚 (see Figure 1.10c). Similarly, the descending manifold
of a maximum 𝑚′ is the union of all edge–face gradient paths (with 𝑑 = 1) that end
at 𝑚′ (see Figure 1.10d). Like in the smooth case, the discrete Morse–Smale complex
is formed by intersecting the ascending and descending manifolds (see Figure 1.10e).

▶ 1.1.5

Contour and split trees

A Morse–Smale complex contains a large amount of information about the topological features in the terrain: not only about the critical points, but also about how those
points are related to each other by steepest-ascent and steepest-descent paths. An
alternative representation of the topological features, which does not track steepest
paths, is called the contour tree. Contour trees were first introduced by Van Kreveld et al. [52] in the context of finding seed sets for contour line tracing. Intuitively
a contour tree tracks the connected components of the level sets of the terrain. Carr
et al. [23] proposed a faster method to compute contour trees. They first construct
the so-called join and split trees, which are then merged to form the contour tree.
In this thesis we focus on split trees, which are defined formally as follows. The
superlevel set of 𝑇 at height ℎ is the set of points in 𝑇 with height at least ℎ. Such
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Figure 1.11 A simple terrain and its split tree, with critical vertices marked.

a superlevel set may consist of several connected components; each of those components is called a split component [23]. For ℎ = −∞, the superlevel set spans the
entire terrain. If we continuously increase ℎ, at certain moments topological changes
happen to the superlevel set: a split component splits into two, or a split component
disappears. The split tree of 𝑇 represents those changes: a component splitting is
represented by an internal vertex, and a component disappearing is represented by
a leaf (see Figure 1.11). We identify critical points in 𝑇 (minima, maxima, or saddles)
with the corresponding split tree vertices.

▶ 1.1.6

Persistence

A common problem when working with Morse–Smale complexes and split trees is
that they can become very large. For instance, if the input terrain contains noise, then
it will have many spurious critical points, which by definition are all represented in
the Morse–Smale complex and the split tree of the terrain. This obscures the features
we are interested in. To avoid this, we want to remove irrelevant features (such as
noise in the input) while retaining all important ones (for example, bars in the river
that we are analyzing). To this end we need a model that defines which features are
relevant, and which ones are not.
One such model is called persistence. The framework of persistence was proposed by
Edelsbrunner et al. [34] and is now widely used in computational topology. While
persistence originally was defined in a generic way in the context of homology
(see [33, 34] for more details), for this thesis a simpler definition in terms of the
split tree suffices. Consider again how the superlevel set at height ℎ changes if we
continually increase ℎ. When a component splits into two, we call this a birth event:
a new component is born. Similarly, when a component disappears, we call this a
death event. Hence, in the split tree, birth events correspond to internal vertices,
while death events correspond to leaves.
We now track which birth events belong to which death events, so that we can
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Figure 1.12 Persistence pairs (blue) in a split tree.

determine how long a component lived. This coupling of birth events to death
events is done by processing all birth events in decreasing height order. During
this procedure the birth event gets coupled to the lowest death event in its subtree
that had not been coupled yet. The resulting pairs are called persistence pairs (see
Figure 1.12 for an example). The persistence value of a critical point in the terrain is
the lifespan of its component, that is, if critical points 𝑎 and 𝑏 are coupled, then their
persistence value is |ℎ(𝑎) − ℎ(𝑏)|. Note that the highest death event in the terrain is
not coupled to any birth event; we assign persistence ∞ to this critical point.

▶ 1.1.7

Kinetic data structures

A kinetic data structure (KDS) is a data structure that maintains a geometric object
while the input data changes. Kinetic data structures were introduced by Basch and
Guibas [11]. A classic example of a KDS is used for maintaining the convex hull of a
set of continuously moving points in the plane (see Figure 1.13). One way to achieve
this would be to run a convex hull algorithm, say, every second. However, we do not
know how often the convex hull really changes. So on one hand, we may be running
the algorithm over and over again unnecessarily, producing the same output every
time. On the other hand, if we do not run the algorithm often enough, then we
may miss changes entirely. Therefore, a better way to approach this problem is to
compute when the next structural change to the convex hull happens, and then,
update the data structure appropriately. The KDS framework formalizes this idea.
In KDS terminology, we call the trajectory that a point traverses its flight plan. Since
the analysis of a KDS depends a lot on how complex these flight plans are, we
generally assume that each flight plan is a certain type of function. For example,
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(a)

Figure 1.13

(b)

(c)

Maintaining the convex hull of a set of linearly moving points. Between (a) and (b) the convex hull does not structurally change, while
two changes happen between (b) and (c).

they could be linear functions (that is, points move with constant speed), quadratic
functions, or bounded-degree polynomials. The class of functions used as flight
plans is called the motion model.
To maintain the geometric structure, a KDS stores a set of certificates, which are
properties that together prove that the KDS is still in a correct state. In other words,
as long as the certificates hold, the structure does not need to be updated at all. The
KDS is able to compute for each certificate the time at which it will fail, and puts all
of those failure times in a priority queue. It can then easily query for the certificate
that will fail first. Then we ‘jump forward’ to that moment in time, and update the
geometric object and the certificates appropriately. A certificate failure is also called
an event.
Usually a KDS has several types of certificates, which correspond to different types
of events. Not all of these events may change the geometric object that we are
maintaining: some of them might be needed only to update the internal state of the
KDS. Events that update the geometric object are called external events; others are
called internal events.

Performance criteria A kinetic data structure is generally analyzed with respect
to four performance criteria.
• The compactness of a KDS is the maximum number of certificates that it contains at any time.
• The responsiveness of a KDS is the worst-case running time needed to handle
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• The locality of a KDS is the maximum number of certificates that a single input
element is involved in. If a KDS is local (that is, the number of certificates per
input element is low), that means that if an input element changes its flight
plan, we need to update only a few certificates.
• The efficiency of a KDS is a measure of how many events are external in the
worst case. More precisely, it is the ratio 𝑎(𝑛)/𝑒(𝑛), where 𝑎(𝑛) is the total
maximum number of events for any input of size 𝑛, and similarly 𝑒(𝑛) is the
maximum number of external events. An efficient KDS (that is, the ratio
𝑎(𝑛)/𝑒(𝑛) is low) is likely to spend less time on processing internal events.

▶ 1.2

Contributions

As argued above, modeling river systems where channels can bifurcate is considerably more complex than modeling standard drainage networks, where water flows
only downhill and channels do not bifurcate. In this thesis we study those river systems from the perspective of computational geometry and topology. We propose two
algorithms to construct river networks, and apply them to the analysis of real-world
rivers. We also take the first step towards a KDS that maintains a river network
over time, while the riverbed moves, by providing a KDS for the one-dimensional
version of this problem. Our algorithms measure the volume of parts of the terrain
to determine which parts are significant. As a generalization of this idea, we investigate volume-based distance measures between two paths in a terrain. Finally, we
consider linear layouts, which can be used to visualize river networks. We provide
an algorithm to make linear layouts better readable by folding them.
Below we give a more detailed overview of the contributions in this thesis.

Representative networks for river systems
In Chapter 2, we present an algorithm for computing a river network from a DEM,
which is applicable to river systems that bifurcate often, such as braided rivers and estuaries. In this model, river networks consist of lowest source-to-sink paths through
the DEM that are separated by enough sediment, say with volume at least 𝛿. Informally speaking, a lowest path is a path that minimizes the distance spent at high
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elevations. We show that these lowest paths lie on the piecewise linear Morse–Smale
complex of the DEM, which allows us to generate lowest paths efficiently. To measure how much sediment is located between two paths, we introduce the concept of
a sand function, which measures the volume of sediment above a descending surface
from one path to the other. Unfortunately, for all reasonable sand functions, the
problem of computing a maximum network of non-crossing paths for which the
sand function measures volume at least 𝛿-different from each other (as measured by
that sand function) is strongly NP-hard, by reduction from 3-Partition.
To make the algorithm feasible, we first construct a set of candidate paths, called
a striation. The paths in the striation do not cross each other, so the striation can
be seen as an ordering of bars from one river bank to the other. We construct
the striation by a heuristic that repeatedly takes the lowest paths to the highestpersistence maximum; this attempts to create candidate paths that follow the shape
of the river. By construction the striation paths are lowest paths, as required, but
they are likely not 𝛿-different from each other. Therefore, we select a subset of the
striation paths to form the network, each selected path being 𝛿-different from the
other selected paths. The entire procedure runs in polynomial time.
This chapter is based on joint work with Maarten Kleinhans, Marc van Kreveld,
Tim Ophelders, Bettina Speckmann, and Kevin Verbeek [49] which appeared in
the proceedings of the 33rd International Symposium on Computational Geometry
(SoCG 2017).

Kinetic volume-based persistence
In Chapter 3, we study volume-persistence, a variant of persistence that is based on
the volume underneath the terrain (instead of the usual vertex heights). Volumepersistence can be used to generate river networks, not by selecting source-to-sink
paths from a striation, like in Chapter 2, but by iteratively finding low-persistence
critical points in the MS-complex and removing them. This effectively merges MScells, until each MS-cell represents one bar. After the simplification process, we
return the entire simplified MS-complex as the river network. An advantage of this
approach is that it is more robust against minor changes in the DEM.
We present a kinetic data structure that maintains volume-persistence in a onedimensional terrain. More precisely, it maintains the parts of the split tree of a terrain
that would be simplified away (‘pruned’) by volume-persistence. A major challenge
is to detect those combinatorial events when a pruned part of the terrain attains
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a certain threshold volume. Already for 1D terrains we show that the complexity
of the associated certificates is strongly influenced by the motion model, since the
salient volumes can be determined by linearly many vertices. Therefore, we limit
ourselves to 1D terrains with linear movement as the motion model. Our KDS is
compact, responsive, local and efficient.
In this KDS, the pruned parts of the terrain can have high complexity and may cause
many irrelevant (internal) events. To remedy this, we present an extension to the
KDS that does not explicitly maintain the split tree of the pruned parts of the terrain
and generally processes fewer events.
As a first step towards extending the KDS to two-dimensional terrains, we also
describe a compact, responsive, local and efficient kinetic data structure for discrete
Morse–Smale complexes. This KDS is based on two link–cut trees, that maintain
the vertex–edge and the edge–face gradient pairs.
This chapter is based on joint work with Tim Ophelders, Bettina Speckmann, and
Kevin Verbeek. The KDS for 1D terrains (Sections 3.1–3.2) has been presented at the
European Workshop on Computational Geometry (EuroCG 2019) [62]. The KDS for
discrete Morse–Smale complexes (Section 3.4) has been presented at the Computational Geometry Young Researchers Forum (CG:YRF 2018) [61].

Implementation and experiments
In Chapter 4, we describe an implementation of the algorithm proposed in Chapter 2. We used the implementation to generate river networks for various simulated
and real-world DEMs, and analyzed these networks to compare the distributions of
channel depths in braided rivers and estuaries.
We also implemented an alternative algorithm based on volume-persistence, which is
more stable over time. We collaborated with a group of geomorphologists, who used
our implementation to investigate the effects of dredging on the Western Scheldt
estuary in the Netherlands, showing that the dredging strategy used influences the
depth of channels in the system. These results show that the algorithms are applicable in practice.
This chapter is partially based on two papers. The first paper, which reports on the
channel depth experiments (Section 4.2), is joint work with Matthew Hiatt, Elisabeth
Addink, Wout van Dijk, Marc van Kreveld, Tim Ophelders, Kevin Verbeek, Joyce
Vlaming, Bettina Speckmann, and Maarten Kleinhans [40]. The second paper, which
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reports on the Western Scheldt experiments (Section 4.4), is joint work with Wout
van Dijk, Jasper Leuven, Jana Cox, Jelmer Cleveringa, Marcel Taal, Matthew Hiatt,
Kevin Verbeek, Bettina Speckmann, and Maarten Kleinhans [29].

Volume-based similarity of linear features on terrains
In Chapter 5, we explore the possibilities of volume-based similarity measures for
linear features (paths) on a terrain. This is inspired by the sand function defined
in Chapter 2, which is a volume-based similarity measure itself. Our measures construct suitable base surfaces between the linear features, which can slice through
the input terrain and also hover above. The similarity between two linear features is
then captured by the volume of ‘earth’ above the base surface and below the terrain,
or by the volume of ‘air’ below the base surface and above the terrain. We suggest
three ways of choosing a suitable base plane and three ways of choosing a suitable
base surface. These choices give rise to different measured volumes and will be
useful in different applications. We experimentally compare the choices on various
artificial and real terrains.
This chapter is based on joint work with Marc van Kreveld, Tim Ophelders, Bettina
Speckmann, and Kevin Verbeek. Parts of it have been published in the proceedings
of the 26th ACM International Conference on Advances in Geographic Information
Systems (SIGSPATIAL 2018) [75].

Optimal algorithms for compact linear layouts
In Chapter 6, we focus on a method to visualize networks with an natural order. For
example, river networks are ordered from source to sink, and networks representing
processes are ordered by time. When visualizing a network with a natural order,
it is essential to clearly show that order. An easily accessible way to preserve the
order is to use a linear layout: the network is drawn in a typical left-to-right fashion,
according to its natural order.
A drawback of linear layouts is that the resulting drawings usually have (very) large
aspect ratios. This prevents users from obtaining a good overview of the whole
network. We present a novel and versatile algorithm to optimally fold a linear layout of a network such that it can be drawn effectively in a specified aspect ratio,
while still clearly communicating the linearity of the layout. Our algorithm allows
vertices to be drawn as rectangles of specified sizes. For reasonably-sized drawings
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the folded layout can be computed interactively. We demonstrate our algorithm
on networks that represent process trees, a type of process model. Our algorithm
arguably produces much more readable layouts than existing methods.
This chapter is based on joint work with Kevin Verbeek, Wouter Meulemans, Eric
Verbeek, and Bettina Speckmann. It has appeared in the proceedings of the 11th
IEEE Pacific Visualization Symposium (PacificVis 2018) [76].

Other results
Besides the work included in this thesis, the author also worked on the schematization of shapes such that they can be drawn on a grid [16], and on the algorithmic
complexity of puzzles in the game The Witness [51].
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Chapter 2

Representative Networks
for River Systems
In this chapter we describe an algorithm to compute river networks for braided rivers
and estuaries. As mentioned in the introduction, in geomorphology often steepestdescent-based methods are used to form a network representation of the river. However, steepest-descent-based methods cannot model bifurcations and therefore do
not properly represent braided rivers and estuaries.
In a river that does not split or merge, the so-called thalweg is often used as a basic
representation of the river. The thalweg is defined as the deepest part of a continuous
channel. Locally, the thalweg follows steepest descent, although it can get stuck in
local minima. We are striving for a similar representation for braided rivers, that
locally follows the direction of steepest descent, but does allow for splits and merges.
We model these ‘locally steepest-descent paths’ by so-called lowest paths. We define
lowest paths intuitively as paths that do not go higher than they need to go to
connect its endpoints. Such a lowest path represents a single channel in the river.
We show in this chapter that lowest paths lie on the piecewise linear descending
Morse–Smale complex (see Section 1.1.3), and therefore, we can efficiently compute
them. However, a river network should not necessarily contain all possible channels.
Topologically speaking any tiny local maximum in the riverbed creates two channels,
which in practice creates a multitude of channels that clutter the resulting network.
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We would hence like to include only ‘important’ channels, which are representative
of the other channels. To this end we select a set of channels which are sufficiently
different from each other.
We model how different two channels are with a function (the sand function) that
relates to the volume of sediment the river has to move before the two channels become one. This is meaningful because more volume needs more time to be removed
by erosion [48]. A bar of very small volume separating two channels requires insignificant time to be removed, so the channels are not significantly different. But
a large bar with a large volume may require multiple floods to be shaved off or cut
through by a new channel, meaning that the two channels separated by this bar are
significantly different.
Our objective in this chapter is therefore to compute a representative network of
channels that is optimal in some sense. We require that
1. each channel is (mostly) on the descending quasi Morse–Smale complex (that
is, the channel is locally lowest);
2. any two channels are sufficiently different (specified by a parameter 𝛿 and the
sand function);
3. the representative network contains as many paths as possible (the network
is maximum).
Unfortunately, the exact formulation of this problem is NP-hard. We deal with this
by computing a striation: a sequence of non-crossing paths from one bank of the
river to the other. We provide three different heuristics to compute a striation, each
with various strengths and weaknesses. We then limit the representative network
to select channels only from the striation (see Figure 2.1 for an overview of the
procedure).
To determine which paths will be included in the network, we compute the sand
function between every pair of channels. For this we compute a monotone isotopy
between any two channels, to ensure that only sand between the channels is measured, and without multiplicity. We require this isotopy to be consistent with the
striation. We then present three different models to compute the sand function along
a single matching path of the isotopy, which is then integrated over the entire isotopy
to compute the sand function between two channels. The isotopy that minimizes the
sand function is chosen. We show that the resulting sand function can be computed
efficiently between any two channels of the striation. Finally, we can use a simple
greedy algorithm to select the paths that will form the representative network.
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𝛿 low

DEM

striation
𝛿 high

set of paths
Figure 2.1

network

Schematic overview of the algorithm proposed in this chapter. First
the striation is computed from the DEM (left). Consequently a set of
sufficiently different paths is found (center; here depicted for three
values of 𝛿), which form the final network (right).

Organization Section 2.1 gives the definitions and the problem statement. In
Section 2.2, we present the proof that lowest paths lie mostly on the MS-complex,
and show how to use this to compute lowest paths efficiently. In Section 2.3 we
prove NP-hardness of computing a representative network, and introduce three
ways of computing a striation. Section 2.4 gives three ways of defining the sand
function, and algorithms to compute it. Finally, Section 2.5 completes the description
of the algorithm by describing the greedy algorithm that selects striation paths to
construct the representative network. In Section 2.6 we illustrate the algorithm by
applying it to data from a numerical model and to data collected from the real-world
Waimakariri River, and showing the resulting networks. Finally, we discuss the
results in Section 2.7.

▶ 2.1

Definitions and problem statement

Let 𝑇 be a triangular irregular network (see Section 1.1.1), that is, a triangulation
of a topological disk 𝑀 in the plane, with a height function ℎ ∶ 𝑀 → ℝ that is
interpolated linearly within the edges and triangles of 𝑇 . We designate two vertices
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+
𝜋𝜕𝑀

2
𝜏

𝜎
𝑀
−
𝜋𝜕𝑀

Figure 2.2

The disk 𝑀 and three paths of  without proper crossings, including
+ and 𝜋 − and a backtracking path.
the two paths 𝜋𝜕𝑀
𝜕𝑀

𝜎 and 𝜏 on the boundary of 𝑇 as the source and sink. The source and sink are assumed
to be vertices for simplicity, but our approach can be extended to the case where 𝜎
and 𝜏 are connected components on the boundary of 𝑇 . We refer to (𝑇 , ℎ, 𝜎 , 𝜏 ) as
a river, and we refer to the volume {(𝑥, 𝑦, 𝑧) ∣ (𝑥, 𝑦) ∈ 𝑀, 𝑧 ≤ ℎ(𝑥, 𝑦)} as sand. We
define the amount of sand above a point (𝑥, 𝑦, 𝑧) as max(0, ℎ(𝑥, 𝑦) − 𝑧).
+ and 𝜋 − (respectively clockwise and counterclockwise) be the two paths
Let 𝜋𝜕𝑀
𝜕𝑀
from 𝜎 to 𝜏 along the boundary of 𝑀. We call a path 𝜋 from 𝜎 to 𝜏 semi-simple if
it has no proper self-intersections (but it may coincide with itself: see the red path
in Figure 2.2). The parts of 𝜋 that are coinciding are symbolically separated. Let 
be the set of semi-simple paths from 𝜎 to 𝜏 along edges of 𝑇 . For two semi-simple
paths 𝜋0 and 𝜋1 in  that do not properly cross, let 𝐷(𝜋0 , 𝜋1 ) be the region bounded
by and including 𝜋0 and 𝜋1 . So two semi-simple paths 𝜋0 and 𝜋1 from 𝜎 to 𝜏 have no
+ , 𝜋 ) ⊆ 𝐷(𝜋 + , 𝜋 ) or 𝐷(𝜋 + , 𝜋 ) ⊆ 𝐷(𝜋 + , 𝜋 ).
proper crossings if and only if 𝐷(𝜋𝜕𝑀
0
𝜕𝑀 1
𝜕𝑀 1
𝜕𝑀 0

A homotopy 𝜂 ∶ [0, 1]2 → 𝑀 from 𝜋0 to 𝜋1 is a continuous map, such that
• 𝜂(𝑝, 0) = 𝜋0 (𝛼𝜂 (𝑝)),
• 𝜂(𝑝, 1) = 𝜋1 (𝛽𝜂 (𝑝)),
• 𝜂(0, 𝑡) = 𝜎 , and
• 𝜂(1, 𝑡) = 𝜏 .
Here the reparameterizations 𝛼𝜂 and 𝛽𝜂 ∶ [0, 1] → [0, 1] are continuous nondecreasing surjections aligning 𝜋0 and 𝜋1 . We refer to (𝛼𝜂 , 𝛽𝜂 ) as the matching between 𝜋0 and 𝜋1 given by 𝜂.
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We can equip a homotopy 𝜂 with a height function 𝜁 ∶ [0, 1]2 → ℝ and define the
𝜁
𝜁
𝜁
surface Σ𝜂 [0, 1]2 → ℝ3 as Σ𝜂 (𝑝, 𝑡) = (𝜂(𝑝, 𝑡), 𝜁 (𝑝, 𝑡)). Define the volume above Σ𝜂 as
𝜁

the total volume of sand above the points of Σ𝜂 (counted with multiplicity) given by
𝜁

vol (Σ𝜂 ) =

∬

[0,1]×[0,1]

{
} ‖ 𝜕𝜂 𝜕𝜂 ‖
max 0, ℎ(𝜂(𝑝, 𝑡)) − 𝜁 (𝑝, 𝑡) ‖‖
× ‖‖ d𝑝 d𝑡.
‖ 𝜕𝑝 𝜕𝑡 ‖

Generally, we will choose 𝜁 in such a way that it does not surpass the height of
𝜂(𝑝, 0) or 𝜂(𝑝, 1), so as to measure at least the volume of sand ‘above’ an extremal
path (𝜋0 or 𝜋1 ).
We measure the similarity between two paths using a sand function 𝑑 ∶  ×  → ℝ,
and we say a path 𝜋0 is 𝛿-dissimilar to 𝜋1 if and only if 𝑑(𝜋0 , 𝜋1 ) ≥ 𝛿. The function 𝑑
will generally not be a metric, since it is generally not symmetric, does not satisfy
the triangle inequality, and 𝑑(𝜋0 , 𝜋1 ) can be 0 for distinct paths 𝜋0 and 𝜋1 . Intuitively,
we define 𝑑(𝜋0 , 𝜋1 ) in such a way that measures the volume of sand that lies between
𝜋0 and 𝜋1 . Since the height of both paths may vary along the length of the river, it is
𝜁
unclear how to define this volume in a natural way. We define 𝑑(𝜋0 , 𝜋1 ) = vol (Σ𝜂 ), so
the sand measured by 𝑑 depends largely on the homotopy 𝜂 and the corresponding
height function 𝜁 . We discuss how to choose 𝜂 between 𝜋0 and 𝜋1 in Section 2.4.
Our goal is to compute a network whose paths represent channels in a river. Essentially, such paths minimize the distance spent at high elevations. We define the
cost of a path as its lexicographic height [66]. For a path 𝜋 ∶ [0, 1] → 𝑀, define
𝜋ℎ ∶ [0, 1] → 𝑀 × ℝ to be the path (𝜋(𝑝), ℎ(𝜋(𝑝))) over the terrain, and let 𝜌(𝜋, 𝑧)
be the length of the path 𝜋ℎ that has height at least 𝑧. We say a path 𝜋0 is lower
than 𝜋1 if and only if there exists a 𝑧 ∗ ∈ ℝ, such that for all 𝑧 ≥ 𝑧 ∗ , 𝜌(𝜋0 , 𝑧) = 𝜌(𝜋1 , 𝑧)
and for all 𝜖 > 0, there is some 𝑧 ′ ∈ (𝑧 ∗ − 𝜖, 𝑧 ∗ ) with 𝜌(𝜋0 , 𝑧 ′ ) < 𝜌(𝜋1 , 𝑧 ′ ). A path is
lowest if no lower paths exist. Lemma 2.2.2 shows that lowest paths locally follow
steepest descent, as desired. Instead of stopping in local minima, lowest paths can
proceed by taking a steepest descent from a saddle point in reverse (note that in a
triangulation, this is not necessarily a steepest ascent path from the minimum).
Call a subset Π ⊆  of paths a 𝛿-network if no pair of paths in Π has proper crossings,
and 𝑑(𝜋0 , 𝜋1 ) ≥ 𝛿 whenever 𝜋1 is lower than 𝜋0 . Intuitively, a representative 𝛿network is one that contains as many lowest paths as possible. More precisely, if Π
and Π′ are 𝛿-networks, then Π′ is better than Π if there exists some 𝑘 ≤ min{|Π| +
1, |Π′ |}, such that for each 𝑖 < 𝑘, the 𝑖-th lowest path of Π and that of Π′ are equally
low, and either |Π| < 𝑘, or the 𝑘-th lowest path of Π′ is lower than that of Π. A
𝛿-network is representative if no better 𝛿-networks exist.
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Assumptions and problem statement We assume that all vertices have a different height and any two edges incident to the same vertex have different slope.
The latter assumption ensures that steepest descent and steepest ascent over edges
is unique from every vertex. We artificially connect all vertices of the boundary of
the terrain to an extra vertex 𝑣∞ that is higher than all vertices on the boundary.
All local minima on the boundary will stay local minima, whereas all local maxima
on the boundary become regular. We do not need a geometric embedding for this
modification.
Given such a modified terrain, a source 𝜎 , a sink 𝜏 , and a difference parameter 𝛿, we
study the problem of computing a representative 𝛿-network over the edges of the
triangulation for various choices of the sand function 𝑑.

▶ 2.2

Computing lowest paths

In this section we show how lowest paths between two given points can be computed efficiently. We first show that lowest paths lie mostly on the piecewise linear
descending MS-complex of the terrain (see Section 1.1.3). In the remainder of this
chapter, we will refer to this simply as the MS-complex.
For a vertex 𝑣 in 𝑇 , the edge star 𝑆(𝑣) of 𝑣 is the set of edges adjacent to 𝑣. The lower
edge star 𝑆 ↓ (𝑣) is the subset of 𝑆(𝑣) containing the edges whose other endpoints are
in the lower link of 𝑣, that is, the edges adjacent to 𝑣 that are descending. Symmetrically, we define the upper edge star 𝑆 ↑ (𝑣) = 𝑆(𝑣) ⧵ 𝑆 ↓ (𝑣) (recall that by assumption
we have no horizontal edges). The lower edge star can naturally be subdivided into
wedges of consecutive edges in 𝑆 ↓ (𝑣), separated by edges in 𝑆 ↑ (𝑣). Wedges therefore
correspond to components of the lower link.
2.2.1 Lemma. Let 𝜋 be the lowest path between two vertices 𝑢 and 𝑣 in 𝑇 . Then the highest
point of 𝜋 is at 𝑢, 𝑣, or a saddle point.
Proof. Assume that the highest point 𝑤 of 𝜋 is not 𝑢 or 𝑣, that is, it is an internal
vertex of 𝜋. Then both incident edges of 𝑤 in 𝜋 must be in 𝑆 ↓ (𝑤). If 𝑤 is not a
saddle point, then both incident edges are in the same wedge. We can thus reroute 𝜋
around 𝑤 along a sequence of neighbors of 𝑤, resulting in a lower path 𝜋 ′ (see
Figure 2.3). Therefore, 𝑤 must be a saddle point.
□
2.2.2 Lemma. Let 𝑢 and 𝑣 be two adjacent vertices on a lowest path 𝜋 with ℎ(𝑢) > ℎ(𝑣).
Then the edge (𝑢, 𝑣) must be the edge of steepest descent among the edges in the wedge
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𝑤

𝑤
𝜋′

𝜋
Figure 2.3

Computing lowest paths

If 𝑤 is a regular point, we can reroute 𝜋 around 𝑤 to make the path
lower. (The isoline through 𝑤 is drawn as a dotted line.)

of 𝑆 ↓ (𝑢) that contains (𝑢, 𝑣).
Proof. Let 𝑒 ∗ be the edge of steepest descent among the edges in the wedge of 𝑆 ↓ (𝑢)
that contains (𝑢, 𝑣). For the sake of contradiction, assume that 𝑒 ∗ ≠ (𝑢, 𝑣). We can
then reroute 𝜋 by following 𝑒 ∗ from 𝑢 and then reaching 𝑣 through a sequence of
neighbors of 𝑢. Let 𝜋 ′ be the resulting path. Then, choosing 𝑧 ∗ = ℎ(𝑢), 𝜋 ′ is lower
than 𝜋 by definition. Contradiction.
□
2.2.3 Lemma. Let 𝜋 be the lowest path between two vertices 𝑢 and 𝑣 in 𝑇 , where both 𝑢
and 𝑣 lie on MS-edges. Then all vertices of 𝜋 lie on MS-edges.
Proof. We prove the lemma by induction on the number of edges of 𝜋. If 𝑢 = 𝑣,
then the lemma is trivially true. Otherwise, let 𝑤 be the highest vertex of 𝜋. By
Lemma 2.2.1 we get that 𝑤 = 𝑢, 𝑤 = 𝑣, or 𝑤 is an internal saddle point. Since
all saddle points lie on MS-edges, we can split the path at 𝑤 in the last case. The
result is then true by induction on the path from 𝑢 to 𝑤 and the path from 𝑤 to 𝑣.
Otherwise, assume without loss of generality that 𝑤 = 𝑢. Then, by Lemma 2.2.2, the
incident edge 𝑒 ∗ of 𝑢 in 𝜋 is the steepest descent edge in its wedge in 𝑆 ↓ (𝑢). Because
by definition MS-edges are steepest-descent paths, 𝑒 ∗ must lie on an MS-edge. The
result now follows by induction on the remainder of 𝜋.
□
2.2.4 Lemma. Let 𝜋 be the lowest path between two regular vertices 𝑢 and 𝑣 in 𝑇 , and let 𝑢 ′
and 𝑣 ′ be the first vertices on an MS-edge encountered by following the steepest descent
path from 𝑢 and 𝑣, respectively. Then 𝜋 is the concatenation of the steepest descent
path from 𝑢 to 𝑢 ′ , the lowest path from 𝑢 ′ to 𝑣 ′ , and the steepest descent path from 𝑣
to 𝑣 ′ in reverse.
Proof. We prove that the first part of 𝜋 consists of the steepest descent path from 𝑢
to 𝑢 ′ . The rest then follows by symmetry. Each vertex of 𝜋 from 𝑢 to 𝑢 ′ (excluding
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𝑢 ′ ) is a regular point or a maximum, and thus the lower edge stars consist of exactly
one wedge. The result now directly follows from Lemma 2.2.2.
□

2

We can compute lowest paths efficiently using the MS-complex. Specifically, we
construct a lowest path tree from the source vertex 𝜎 , which contains the lowest
paths from 𝜎 to all other vertices. We start the construction with a disconnected
set of vertices consisting of 𝜎 and all minima. We then consider all saddle points in
increasing order of height. For every such saddle 𝑣, we add 𝑣 itself and the MS-edges
to adjacent minima in the MS-complex. However, we never introduce cycles, so if
two (or more) minima are already in the same connected component, then we add
only the lowest MS-edge in that component. After this procedure, all critical points,
and all vertices on the MS-edges that we added, are present in the lowest path tree.
As the last step, we still need to add all other vertices. To do this, for all of these
vertices, we add the steepest descent edge. This results in the correct lowest path
tree by Lemmas 2.2.3 and 2.2.4. The method runs in 𝑂(𝑛 + 𝑚 log 𝑚) time, where 𝑚
is the number of critical vertices, because we need to sort the saddle points.

▶ 2.3

Striation

Before we specify the sand function needed to construct a 𝛿-network, we consider
the complexity of computing a representative 𝛿-network for any sand function. In
fact, for some sand functions, computing a representative 𝛿-network is trivial. Consider for example the sand function 𝑑(𝜋1 , 𝜋2 ) = 0 for any paths 𝜋1 and 𝜋2 : for
this sand function, the lowest path on its own forms a representative 𝛿-network.
However, for sand functions that are useful in practice, computing a representative 𝛿-network is NP-hard. We show this by defining a natural property of sand
functions, called well-behavedness, which all our sand functions have and which is
enough to prove NP-hardness.
For any distinct, non-crossing paths 𝜋1 , 𝜋2 ∈ , let 𝑉 + (𝜋1 , 𝜋2 ) be the volume of sand
in 𝐷(𝜋1 , 𝜋2 ) above the height of the lowest point in 𝐷(𝜋1 , 𝜋2 ), and let 𝑉 − (𝜋1 , 𝜋2 ) be
the volume of sand in 𝐷(𝜋1 , 𝜋2 ) above the height of the highest point on 𝜋1 and 𝜋2 .
We say that a sand function 𝑑 is well-behaved iff for any such 𝜋1 and 𝜋2 , we have
that
𝑉 − (𝜋1 , 𝜋2 ) ≤ 𝑑(𝜋1 , 𝜋2 ) ≤ 𝑉 + (𝜋1 , 𝜋2 ).
This definition is motivated by the idea that a sand function 𝑑(𝜋1 , 𝜋2 ) should measure
the volume of sand that would need to be eroded for water to flow freely from 𝜋1
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𝜏
𝜎
Figure 2.4

Example of the NP-hardness reduction from 3-Partition to 𝛿Network-Path-Count: terrain constructed from the 3-Partition instance {16, 12, 18, … , 13}.

to 𝜋2 . Hence, it should measure at least the volume of sand that is higher than any
point on 𝜋1 and 𝜋2 , because at least that sand blocks the water flow. On the other
hand, sand that is lower than the lowest point in 𝐷(𝜋1 , 𝜋2 ) can never block water
flowing from 𝜋1 to 𝜋2 .
All sand functions that we use in this paper are well-behaved. We now show, by
reduction from the strongly NP-hard 3-Partition problem, that for well-behaved
sand functions 𝑑 it is NP-hard to find a representative 𝛿-network. To simplify the
reduction, we consider a special case of the representative 𝛿-network problem, called
𝛿-Network-Path-Count. By showing that 𝛿-Network-Path-Count is NP-hard,
it follows that computing a representative 𝛿-network in general is also NP-hard.
2.3.1 Definition (3-Partition).
Input: A multiset 𝑆 of 3𝑘 positive integers with sum 𝑘𝐵, all strictly between 𝐵/4 and
𝐵/2.
Output: Does there exist a partition of 𝑆 into 𝑘 sets 𝑆1 , … , 𝑆𝑘 of size 3, all having
sum 𝐵?
2.3.2 Definition (𝜹-Network-Path-Count).
Input: A river (𝑇 , ℎ, 𝜎 , 𝜏 ), a threshold 𝛿 ∈ ℝ, and an 𝑛 ∈ ℕ.
Output: Does the river admit a 𝛿-network consisting of 𝑛 height-0 paths?
2.3.3 Theorem. 𝛿-Network-Path-Count is NP-hard.
Proof. By reduction from 3-Partition. Let 𝑆 = {𝑤1 , 𝑤2 , … , 𝑤3𝑘 } be an instance of
3-Partition. Construct a 𝛿-Network-Path-Count instance as follows. The river
consists of 3𝑘 pyramids, as shown in Figure 2.4. All vertices have height 0, except
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for the peaks 𝑝1 , … , 𝑝3𝑘 of the pyramids, whose height is chosen such that their
pyramids have volume 𝑤1 , … , 𝑤3𝑘 , respectively. Finally choose 𝑛 = 𝑘 + 1 and 𝛿 = 𝐵.

2

Let Π′ be a solution for the 𝛿-Network-Path-Count instance. This 𝛿-network Π′
contains 𝑘 + 1 height-0 paths, which by definition do not have proper crossings.
+ to 𝜋 − , say Π = [𝜋 , … , 𝜋
Therefore we can order the paths from 𝜋𝜕𝑀
𝑖
1
𝑘+1 ].
𝜕𝑀
Consider two subsequent paths 𝜋𝑖 and 𝜋𝑖+1 (see for example the red and blue paths
in Figure 2.4). Because they are height-0 paths, they surround the pyramids in the
terrain; let Δ𝑖 be the set of pyramids between the two paths and let 𝑉𝑖 be their total
volume. By well-behavedness of 𝑑 we have 𝑑(𝜋𝑖 , 𝜋𝑖+1 ) = 𝑉 − (𝜋𝑖 , 𝜋𝑖+1 ) = 𝑉 + (𝜋𝑖 , 𝜋𝑖+1 ) =
𝑉𝑖 . By construction all pyramids have volume strictly lower than 𝐵/2, so if there
were fewer than three pyramids in Δ𝑖 , their total volume 𝑉𝑖 = 𝑑(𝜋𝑖 , 𝜋𝑖+1 ) would be
smaller than 𝐵 = 𝛿, contradicting the definition of a 𝛿-network. Because there are
3𝑘 pyramids in total and each Δ𝑖 must contain at least three pyramids, we know that
each Δ𝑖 must contain exactly three pyramids. Therefore, the partition of pyramids
into Δ𝑖 induces a 3-partition for 𝑆.
Conversely, for any yes-instance of the 3-Partition problem, we can choose a se+ and 𝜋 − that partitions the
quence of paths [𝜋1 , … , 𝜋𝑘+1 ] of height 0 between 𝜋𝜕𝑀
𝜕𝑀
pyramids into sets Δ𝑖 with volumes 𝑉𝑖 = 𝐵, to obtain a 𝛿-network with 𝑘 + 1 height-0
paths.
□
To make the problem tractable, we put a restriction on the paths that can be used in
a representative 𝛿-network. It is not sufficient to restrict the paths to be monotone,
since the NP-hardness reduction still works for monotone paths. As a stronger re− and 𝜋 + .
striction we can specify a monotone isotopy1 𝜂 between the boundaries 𝜋𝜕𝑀
𝜕𝑀
We require every path in a 𝛿-network to be a level curve of 𝜂. This ensures that the
candidate paths cannot cross each other or themselves. The resulting 𝛿-network
then strongly depends on the choice of 𝜂. Naturally we want to choose 𝜂 in such
a way that many low paths are included as candidates. To that end we use the
MS-complex.
Instead of completely specifying 𝜂, we specify only a discrete subset thereof consisting of suitable candidate paths. We define a striation  as an ordered set of
− and 𝜋 = 𝜋 + . Every
non-crossing paths  = {𝜋0 , … , 𝜋𝑟 } from 𝜎 to 𝜏 with 𝜋0 = 𝜋𝜕𝑀
𝑟
𝜕𝑀
path in a striation is composed of MS-edges and between every two consecutive
paths 𝜋𝑖 and 𝜋𝑖+1 in a striation there can be at most one MS-cell and possibly several
1 An isotopy is a homotopy whose intermediate curves have no self-intersections. An isotopy 𝜂 is
monotone if for 𝑡 ≤ 𝑡 ′ , 𝜂(⋅, 𝑡) and 𝜂(⋅, 𝑡 ′ ) have no proper crossings and 𝜂(⋅, 𝑡) ⊆ 𝐷(𝜂(⋅, 0), 𝜂(⋅, 𝑡 ′ )).
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𝜋

𝜋𝑖

𝑢1

𝜋𝑖+1

𝑢1

𝑞
𝑢2
𝑣

Figure 2.5

𝑢1

𝑞
𝑢2

Striation

𝜋cw
𝑞
𝑢2

𝜋ccw

Computing the striation paths around the MS-complex cell 𝑐 of a maximum 𝑞; the cell 𝑐 is shown darker and triangulated.

one-dimensional features. The one-dimensional features arise from overlapping MSedges or from the way the striation is computed. Note that every striation can be
− and 𝜋 + .
completed to a monotone isotopy between 𝜋𝜕𝑀
𝜕𝑀
Computing a striation The hardness result of the previous section also directly
implies that computing a striation that includes a representative 𝛿-network is NPhard. Therefore we consider several heuristics. For every heuristic we require that
the lowest path between source and sink is in the striation. This is possible, since
by Lemma 2.2.3, the lowest path is composed of MS-edges.
Two of our three heuristics for computing the striation use the persistence of local
maxima (see Section 1.1.6). It can be computed in linear time from the contour tree,
which can be computed in 𝑂(𝑛 + 𝑚 log 𝑚) time [23, 27] when there are 𝑚 critical
points. All local maxima except for 𝑣∞ will be paired and have their persistence
defined.
Iterated lowest path. As a first step we compute the lowest path 𝜋 from source
− ) and
to sink. We then subdivide 𝑇 along 𝜋 into two parts: 𝐷1 = 𝐷(𝜋, 𝜋𝜕𝑀
+
𝐷2 = 𝐷(𝜋𝜕𝑀 , 𝜋). Next, we recursively apply the algorithm in 𝐷1 and 𝐷2 . The
obtained striations 1 and 2 can then be concatenated to obtain the final
− and 𝜋 + to the striation.
striation  = {1 , 𝜋, 2 }. Finally we can add 𝜋𝜕𝑀
𝜕𝑀
The recursion stops when 𝑇 contains at most one MS-cell.
−
We have to be careful when computing 𝜋, since 𝜋 must be distinct from 𝜋𝜕𝑀
+
and 𝜋𝜕𝑀 . More precisely, 𝜋 must have an MS-cell on both sides. Since 𝜋 is
also a path in 𝐷1 and 𝐷2 , we must often compute the second or third lowest
path. We can do so by computing the lowest paths through all edges that are
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𝜋𝜕𝑀

+
𝜋𝜕𝑀
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𝑢1
𝑞
𝜎
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𝜋𝑖

𝐷2
𝜏

→ 𝜎

𝜏
𝜋𝑖
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𝐷1

−
𝜋𝜕𝑀

Figure 2.6

−
𝜋𝜕𝑀

Splitting the triangulation by the striation paths around an MScomplex cell.

not in the lowest path tree. The lowest path that is not one of the boundary
paths can then easily be obtained.
Highest persistence first. The first path 𝜋 is obtained by computing the lowest
path from source to sink that passes through the maximum 𝑞 with the highest
persistence (excluding 𝑣∞ ). Since 𝜋 actually consists of two lowest paths (from
source to 𝑞, and from 𝑞 to sink), 𝜋 has the form of a path 𝜋 ′ with a special
vertex 𝑣 from which there is a path to 𝑞 and back to 𝑣 (Lemma 2.2.4). We now
subdivide 𝑇 as follows. Let 𝑐 be the MS-cell containing 𝑞, and let 𝑢1 and 𝑢2
be the first and last vertices of 𝜋 that are on the boundary of 𝑐, respectively
(see Figure 2.5). Furthermore, let 𝜋cw and 𝜋ccw be the paths between 𝑢1 and 𝑢2
along the boundary of 𝑐 in clockwise and counterclockwise direction, respectively. We can now obtain the path 𝜋𝑖 as the concatenation of the subpath of 𝜋
from 𝜎 to 𝑢1 , the path 𝜋ccw , and the subpath of 𝜋 from 𝑢2 to 𝜏 . Similarly, we
can obtain 𝜋𝑖+1 by replacing 𝜋ccw by 𝜋cw in 𝜋𝑖 . If 𝑢1 = 𝑢2 , then either 𝜋𝑖 or
𝜋𝑖+1 may backtrack from 𝑢1 . In that case we can replace the respective path
with 𝜋 ′ .
The paths 𝜋𝑖 and 𝜋𝑖+1 subdivide 𝑇 into three parts (see Figure 2.6): 𝐷1 =
− ), 𝐷 = 𝐷(𝜋 , 𝜋 ), and 𝐷 = 𝐷(𝜋 + , 𝜋 ). Since 𝐷 contains only
𝐷(𝜋𝑖 , 𝜋𝜕𝑀
2
𝑖+1 𝑖
3
2
𝜕𝑀 𝑖+1
one MS-cell, we recurse only in 𝐷1 and 𝐷3 to obtain 1 and 3 . The final
striation then consists of  = 1 ∪ {𝜋𝑖 , 𝜋𝑖+1 } ∪ 3 . During recursive calls we do
not recompute the persistence of maxima, but use the persistence computed
initially.
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Hybrid. We first compute the lowest path 𝜋 from source to sink. Next we pick
the maximum 𝑞 with the highest persistence among all maxima for which 𝜋
contains an MS-edge on the boundary of the corresponding MS-cell. We then
proceed in the same way as the highest persistence first heuristic, using the
lowest path through 𝑞.
It is easy to verify that all heuristics produce a striation and that this striation includes the lowest path from source to sink (none of the chosen paths can cross
the lowest path). The complexity of the striation – the summed complexities of its
paths – is 𝑂(𝑛𝑚) in all cases, where 𝑚 is the number of local maxima. The first
heuristic may seem the most natural. However, lowest paths computed in recursive
steps will often stay close to the original lowest path and differ only in bars with
low persistence. It may make more sense to deviate first in the bar with highest
persistence, as this may lead directly to a path that is 𝛿-dissimilar to the lowest path.
This is what the second heuristic is designed for. However, the lowest path through
the maximum with highest persistence might require a long backtracking path to
reach this maximum. This will force many paths to go around possibly the wrong
side of a bar. Note that, in a sense, this problem is dual to the problem of the first
heuristic. The final heuristic, a hybrid of the first two, tries to alleviate this problem
by requiring the chosen maximum to be close to the lowest path.

▶ 2.4

Sand function

Before we can compute a representative 𝛿-network from a striation, we need to
define the sand function and show how to compute it for two paths. In the remainder
of this section, let  = {𝜋1 , … , 𝜋𝑟 } be a striation, and assume we want to determine
the sand function value 𝑑(𝜋𝑖 , 𝜋𝑗 ) from 𝜋𝑖 to 𝜋𝑗 . To compute 𝑑(𝜋𝑖 , 𝜋𝑗 ) we first need
to specify a monotone isotopy 𝜂 between 𝜋𝑖 and 𝜋𝑗 that covers 𝐷(𝜋𝑖 , 𝜋𝑗 ), and then
we construct a height function 𝜁 , as described in Section 2.1. For consistency, we
require 𝜂 to be monotone with respect to the striation. More precisely, we define
a monotone isotopy 𝜂 to be striation monotone if for every path 𝜋𝑘 in the striation
between 𝜋𝑖 and 𝜋𝑗 there exists a level curve of 𝜂 that matches 𝜋𝑘 . In this case,
because 𝜂 is a monotone isotopy, other level curves cannot cross 𝜋𝑘 . In other words,
a striation monotone isotopy sweeps over the Morse–Smale faces one by one, in the
order given by the striation. Similarly, we define a path 𝑓 ∶ [0, 1] → 𝑀 starting
on 𝜋𝑖 and ending on 𝜋𝑗 to be striation monotone if for every 𝑘 (𝑖 ≤ 𝑘 ≤ 𝑗) there exists
a 𝑡𝑘 such that 𝑓 (𝑡) ∈ 𝐷(𝜋𝑖 , 𝜋𝑘 ) for all 𝑡 ≤ 𝑡𝑘 and 𝑓 (𝑡) ∈ 𝐷(𝜋𝑘 , 𝜋𝑗 ) for all 𝑡 ≥ 𝑡𝑘 . Note
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𝜁 (𝑝, 𝑡)

2

ℎ(𝜂(𝑝, 𝑡))
𝑡
(a)

Figure 2.7

(b)

(c)

The area of sand (shaded) above curve 𝜁 (𝑝, ⋅) (dashed), where 𝜁 is
minimizing in the (a) water level model, (b) water flow model, (c)
symmetric flow model.

that every matching curve of a striation monotone isotopy 𝜂 is striation monotone.
We define the function 𝜁 along a matching curve 𝜂(𝑝, 𝑡) of the isotopy (for some
fixed 𝑝) between 𝜋𝑖 and 𝜋𝑗 . We consider three different models (see Figure 2.7).
Water level model. This sand function measures the volume of sand above ℎ(𝜂(𝑝, 0)).
Intuitively, the sand function measures the minimum amount of sand that
needs to be removed such that 𝜋𝑖 and 𝜋𝑗 merge if the water level is at the
height of 𝜋𝑖 . Formally, we set
𝜁 (𝑝, 𝑡) = ℎ(𝜂(𝑝, 0)).

Water flow model. This sand function measures the amount of sand that needs to
be removed such that the function ℎ(𝜂(𝑝, ⋅)) becomes non-increasing. Formally,
we set
𝜁 (𝑝, 𝑡) = min ℎ(𝜂(𝑝, 𝑡 ′ )).
𝑡 ′ ≤𝑡

Symmetric flow model. This sand function measures the amount of sand that
needs to be removed such that ℎ(𝜂(𝑝, ⋅)) is unimodal. We set
𝜁 (𝑝, 𝑡) = max

{

}
min ℎ(𝜂(𝑝, 𝑡 ′ )) , min ℎ(𝜂(𝑝, 𝑡 ′ )) .
𝑡 ′ ≤𝑡

𝑡 ′ ≥𝑡

Note that the sand functions in the water level model and the water flow model are
not symmetric, whereas the sand function in the symmetric flow model is symmetric.
In general we do not assume that the sand function is symmetric.
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In general we define the sand function from 𝜋𝑖 to 𝜋𝑗 to be the one with the smallest
value among all possible striation monotone isotopies:
𝜁

𝑑(𝜋𝑖 , 𝜋𝑗 ) = inf vol (Σ𝜂 ),
𝜂

where 𝜁 is defined by the model as described above. Hence in order to compute the
sand function between paths 𝜋𝑖 and 𝜋𝑗 , we need to find the isotopy 𝜂 that minimizes
the sand function. Below we describe how to do this for the water flow model, but
it is straightforward to extend this approach to the other models.
Following the definition of the water flow model, we say that 𝜋𝑖 is similar to 𝜋𝑗 if
there exists a striation monotone isotopy 𝜂 such that all matching curves are nonincreasing in ℎ. Note that if 𝜋𝑖 is similar to 𝜋𝑗 , then 𝑑(𝜋𝑖 , 𝜋𝑗 ) = 0. To be able to argue
the correctness of our computation, we introduce a different but related definition.
We say that 𝜋𝑖 is pseudo-similar to 𝜋𝑗 if, for every point 𝑞 in 𝐷(𝜋𝑖 , 𝜋𝑗 ), there exists
a point 𝑝 ∈ 𝜋𝑖 and a striation monotone path 𝜋 from 𝑝 to 𝑞 such that 𝜋 is nonincreasing in ℎ. It is clear that similarity implies pseudo-similarity: given an isotopy,
we simply use (parts of) matching curves as connectors. The other direction is not
true, because it may not be possible to extend the set of connectors to a full isotopy.
However, the following lemma states that pseudo-similarity is still enough to ensure
that 𝑑(𝜋𝑖 , 𝜋𝑗 ) = 0.
2.4.1 Lemma. If 𝜋𝑖 is pseudo-similar to 𝜋𝑗 , then 𝑑(𝜋𝑖 , 𝜋𝑗 ) = 0.
Proof. For every point 𝑞 ∈ 𝐷(𝜋𝑖 , 𝜋𝑗 ), let 𝜋(𝑞) be the corresponding path that is
striation monotone and non-increasing. We can adapt all paths 𝜋(𝑞) such that they
are non-crossing and remain striation monotone. The goal is to extend all paths
𝜋(𝑞) to 𝜋𝑗 in order to obtain a striation monotone isotopy 𝜂. We can easily extend
each path 𝜋(𝑞) until it gets stuck in a minimum, in a way that keeps the paths noncrossing and striation monotone. We can now obtain 𝜂 by constructing a striation
monotone path from each minimum to 𝜋𝑗 . Such paths must always exist: none of
the paths 𝜋(𝑞) can separate a minimum from 𝜋𝑗 , and none of those paths can force
the path from a minimum to 𝜋𝑗 to violate striation monotonicity without violating
it itself. Finally, we need to ensure that each path from a minimum to 𝜋𝑗 is nonincreasing. We can achieve this by removing sand near those paths until the lowest
height in 𝐷(𝜋𝑗 , 𝜋𝑖 ) is reached. Since the paths are one-dimensional features, we can
make the amount of sand removed arbitrarily small.
□
Computing the sand function We now show how to compute 𝑑(𝜋𝑖 , 𝜋𝑗 ) efficiently in the water flow model. The algorithm can operate directly on the MS-
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complex. First consider two consecutive paths 𝜋𝑖 and 𝜋𝑖+1 in the striation. Let
𝐵(𝜋𝑖 , 𝜋𝑖+1 ) and 𝑇 (𝜋𝑖 , 𝜋𝑖+1 ) be the sets of critical points that are bounding the MScell 𝑐𝑖 between 𝜋𝑖 and 𝜋𝑖+1 and are on 𝜋𝑖 and 𝜋𝑖+1 , respectively. Now let ℎ∗ be the
maximum height among all points in 𝐵(𝜋𝑖 , 𝜋𝑖+1 ) and assign ℎ∗ to 𝑐𝑖 . We claim that the
volume of sand in 𝑐𝑖 above ℎ∗ equals 𝑑(𝜋𝑖 , 𝜋𝑖+1 ). For non-consecutive paths 𝜋𝑖 and 𝜋𝑗 ,
we need to propagate the heights. After assigning ℎ∗ to 𝑐𝑖 , we also lower the height
of all points in 𝑇 (𝜋𝑖 , 𝜋𝑖+1 ) to ℎ∗ (points with lower height than ℎ∗ keep their height).
We continue the propagation until we reach 𝜋𝑗 . In case there is a one-dimensional
feature between two consecutive paths, then we also need to propagate the height
over this one-dimensional feature separately from propagating over MS-cells. However, note that one-dimensional features do not add any volume to the sand function.
This process assigns certain height values ℎ∗𝑘 to each of the MS-cells 𝑐𝑘 between 𝜋𝑖
∗
∗
and 𝜋𝑗 , and 𝑑(𝜋𝑖 , 𝜋𝑗 ) = ∑𝑗−1
𝑘=𝑖 vol (𝑐𝑘 , ℎ𝑘 ), where vol (𝑐𝑘 , ℎ𝑘 ) is the volume of sand in 𝑐𝑘
∗
above ℎ𝑘 .
2.4.2 Lemma. If 𝐷(𝜋𝑖 , 𝜋𝑗 ) is altered by lowering every MS-cell 𝑐𝑘 in 𝐷(𝜋𝑖 , 𝜋𝑗 ) to ℎ∗𝑘 , then 𝜋𝑖
is pseudo-similar to 𝜋𝑗 .
Proof. Let 𝑞 be any point in 𝐷(𝜋𝑖 , 𝜋𝑗 ). We construct a non-increasing path from 𝜋𝑖 to 𝑞
by induction on the position of 𝑞 among the striation. Let 𝑘 be the smallest integer
such that 𝑞 ∈ 𝐷(𝜋𝑖 , 𝜋𝑘 ). If 𝑘 = 𝑖, then the statement trivially follows. Otherwise,
construct a path 𝜋(𝑞) by following the direction of steepest ascent within the MScell 𝑐𝑘−1 until we reach height ℎ∗𝑘−1 . This is always possible, as we can only get
stuck in a maximum which must have height ℎ∗𝑘−1 . Since every MS-cell has only
one maximum, we can now, by construction, reach a critical point on 𝜋𝑘−1 whilst
staying at height ℎ∗𝑘−1 . The path can then be finished by induction. Since this path
is non-decreasing, its reverse must be non-increasing.
□
∗
2.4.3 Lemma. For any two paths 𝜋𝑖 and 𝜋𝑗 in the striation 𝑑(𝜋𝑖 , 𝜋𝑗 ) ≥ ∑𝑗−1
𝑘=𝑖 vol (𝑐𝑘 , ℎ𝑘 ).

Proof. For the sake of contradiction, assume that we can make 𝜋𝑖 similar to 𝜋𝑗 by
∗
removing less than ∑𝑗−1
𝑘=𝑖 vol (𝑐𝑘 , ℎ𝑘 ) volume of sand from 𝐷(𝜋𝑖 , 𝜋𝑗 ). By Lemma 2.4.1
we can then also make 𝜋𝑖 pseudo-similar to 𝜋𝑗 by removing the same volume of sand.
Now there must be some point 𝑞 in some MS-cell 𝑐𝑘 (if 𝑞 is on an MS-edge, then
let 𝑘 be as small as possible) that has height higher than ℎ∗𝑘 in the altered 𝐷(𝜋𝑖 , 𝜋𝑗 ).
We now show by induction on 𝑘 that there is no striation monotone non-decreasing
path from 𝑞 to 𝜋𝑖 , refuting that 𝜋𝑖 is pseudo-similar to 𝜋𝑗 . If 𝑘 = 𝑖, then any nondecreasing path from 𝑞 to 𝜋𝑖 must end at some point 𝑞 ′ on the boundary of 𝑐𝑖 . But
since the height of 𝑞 ′ can be at most the maximum height of all points in 𝐵(𝜋𝑖 , 𝜋𝑖+1 ),
which is ℎ∗𝑖 , this is not possible. If 𝑘 > 𝑖, then any non-decreasing path from 𝑞 to 𝜋𝑖
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must hit 𝜋𝑘 at some point 𝑞 ′ at a height above ℎ∗𝑘 . If 𝑞 ′ ∈ 𝜋𝑖 , then there must exist
a point among 𝐵(𝜋𝑘 , 𝜋𝑘+1 ) that is on 𝜋𝑖 and has height above ℎ∗𝑘 . However, this is
not possible by construction. Otherwise, 𝑞 ′ lies on some MS-cell 𝑐𝑙 with 𝑙 < 𝑘. By
construction ℎ∗𝑙 ≤ ℎ∗𝑘 and thus 𝑞 ′ has height higher than ℎ∗𝑙 . The result now follows
by induction.
□
∗
Lemmas 2.4.2 and 2.4.3 prove that we can compute 𝑑(𝜋𝑖 , 𝜋𝑗 ) as ∑𝑗−1
𝑘=𝑖 vol (𝑐𝑘 , ℎ𝑘 ). To
∗
compute the values ℎ𝑘 we simply need to propagate the height values on the MScomplex by following the striation. To compute vol (𝑐𝑘 , 𝑥) efficiently for some height
𝑥, we can preprocess each MS-cell. Note that vol (𝑐𝑘 , 𝑥) is a monotone function of
𝑂(𝑛𝑘 ) complexity, where 𝑛𝑘 is the number of vertices in 𝑐𝑘 . After computing this
function in 𝑂(𝑛𝑘 log 𝑛𝑘 ) time using a plane sweep, we can query vol (𝑐𝑘 , 𝑥) for any
height 𝑥 in 𝑂(log 𝑛𝑘 ) time. The total preprocessing time is 𝑂(𝑛 log 𝑛), after which the
sand function from any 𝜋𝑖 to any 𝜋𝑗 can be determined in 𝑂(|𝑖 − 𝑗| log 𝑛) = 𝑂(𝑚 log 𝑛)
time.

To compute the sand functions for other models, we only need slight modifications.
For the water level model we need the following modification: when we propagate
a height ℎ∗𝑘 to all points in 𝑇 (𝜋𝑖 , 𝜋𝑖+1 ), we also update heights lower than ℎ∗𝑘 to ℎ∗𝑘 .
The symmetric flow model requires the propagation in both directions, that is from
𝜋𝑖 to 𝜋𝑗 and from 𝜋𝑗 to 𝜋𝑖 . The height assigned to an MS-cell is then the maximum
height assigned by any direction of the propagation. The correctness proofs are very
similar to those of the water flow model.

▶ 2.5

Representative network

We obtain our representative network by sorting the 𝑂(𝑚) paths of our striation
 = {𝜋0 , … , 𝜋𝑟 } based on lexicographic height. Each path 𝜋𝑖 contains 𝑂(𝑛) edges.
We preprocess each path in 𝑂(𝑛 log 𝑛) time to compute its height profile function
[66]. After this, we can compare the lexicographic heights of two striation paths
in 𝑂(𝑛) time. Hence, sorting the paths by lexicographic height takes 𝑂(𝑚𝑛 log 𝑛 +
𝑚𝑛 log 𝑚) = 𝑂(𝑚𝑛 log 𝑛) time. By our non-degeneracy assumptions, all paths have
different lexicographic height. Assume  is the sorted set of paths.
To compute the representative network, we initialize the representative network
as an empty set  of paths. We iterate over the paths in  in order of increasing lexicographic height, and we add a path 𝜋 to  if each path 𝜋 ′ already in 
has 𝑑(𝜋, 𝜋 ′ ) ≥ 𝛿. This can be tested in 𝑂(𝑚 log 𝑛) time by testing only the two paths
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Figure 2.8

A numerically modeled river, the Morse–Smale complex overlaid (note
the large number of critical points; minima are blue and saddles are
green), and two representative 𝛿-networks for two different values
of 𝛿.

of  in between which 𝜋 would be inserted. Overall, this yields an 𝑂(𝑚𝑛 log 𝑛) running time given the striation. By construction we obtain a representative 𝛿-network,
that is, no better 𝛿-network exists.

▶ 2.6

Illustration

To illustrate the algorithm, we show the generated networks for two datasets: a
numerically modeled river and a real-world braided river. We are using the highest
persistence first heuristic for the striation, and the sand function in the water flow
model. The numerically modeled river was created by a state-of-the-art model suite
that is used in the civil engineering and fluvial and coastal morphology disciplines
worldwide, indicating its usefulness and quality [69]. The real-world case is an iconic
braided gravel river in New Zealand called Waimakariri, one of the largest in the
world of this type, that was the first with spatial cover of the bed through remote
sensing techniques [41].
Figure 2.8 shows our results for the numerically modeled river, for two values of 𝛿.
The representative network is capturing most channels of the river. Channels that
are added in the denser network (with lower 𝛿) cross big bars and are in most cases
located in small tie-channels that formed at water levels when water was spilling
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Figure 2.9

Discussion and conclusion

Representative network for the Waimakariri River (same area as shown
in Figure 1.1).

over the bar. These are essential in the natural braiding dynamics in that these can
be the locations where bars split during floods. Furthermore, the sparser network
(with higher 𝛿) also avoids deep short channels which are connected on one or no
end. Some of these formed as filling lows between two merging bars rather than
active channels, and the fact that they only partake in the dense network when
connected at small tie-channels is evidence that the network method represents the
river channel network in these important aspects.
Figure 2.9 shows a representative network for the Waimakariri. This complex topography has many large remnant channels that became inactive while smaller
channels may be growing. The network captures some smaller channels and leaves
out the unconnected remnant channels. The network sometimes loops to flow upstream, meaning that such channels should either not be connected or that minor
tie-channels were missed, which can now for the first time be investigated through
comparison of networks with different values of 𝛿.

▶ 2.7

Discussion and conclusion

The representative 𝛿-networks computed using our approach already look very
promising. Other striations and other sand functions can also be considered, and
may give better results in certain scenarios.
In particular, our striation heuristic may give counter-intuitive results when the
terrain 𝑇 includes the banks of the river. To illustrate this, consider the two high
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Figure 2.10 Mountains splitting the river.

mountains on both sides of the river banks in Figure 2.10. It can occur that such
mountains are the most persistent maxima, and cause the majority of the river to
go over the banks, instead of between the mountains. For this reason, we may want
to base the significance of maxima also on their distance to the main channel of the
river. Our hybrid heuristic already tries to address this issue, but a more refined
approach may be needed.
In the future we also want to consider time-varying data on rivers, both as a tool
to improve the results by eliminating features that do not persist over time, and as
a way to analyze how the river structure evolves over time. However, to perform
such an analysis efficiently, we may need to simplify our model. In the next chapter,
we introduce such a simplified model. Then, in Chapter 4 we present experimental
results, in collaboration with a group of geomorphologists, which demonstrate the
usefulness of both models in practice.
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Chapter 3

Kinetic Volume-Based
Persistence
In the previous chapter, we introduced the idea of using the volume between channels as a measure of how different they are, and used this as a way to select paths
to include in a river network. While this method models the geomorphological
situation well, it also has some disadvantages.
An important disadvantage manifests itself if we are given DEMs of a river for –
say – every month, and want to track the evolution of the river network over time.
One could do this by running the algorithm from the previous chapter on each of
the DEMs individually, obtaining a network for each of them. However, even if the
DEM does not change much between two consecutive months, the corresponding
networks could differ significantly. Namely, if the persistence values of two maxima
swap, their MS-cells are added to the striation in a different order, potentially causing
the entire striation to be different. Similarly, if at some point a path is selected that
was not selected before, that may prohibit other paths from being selected, enabling
yet other paths to be selected, and so on. (Figure 3.1 schematically depicts a rather
extreme example of this). It follows that a small change in the DEM, even only a
single terrain vertex changing its height, could influence the entire network. This
instability makes it difficult to track significant changes in the river, or to maintain
the network in a kinetic data structure.
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(a)

Figure 3.1

𝛿 +𝜖
𝛿/2
𝛿/2
𝛿/2
𝛿/2
⋮

𝛿 −𝜖
𝛿/2
𝛿/2
𝛿/2
𝛿/2
⋮

(b)

(c)

(a) Schematic drawing of the paths in a striation. (b)–(c) The volumes
measured by the sand function between pairs of paths are indicated.
Because the volume of one MS-cell changes from 𝛿 + 𝜖 to 𝛿 − 𝜖, the
entire network changes.

In this chapter we propose a simplified model which uses a so-called volume-simplified terrain. Specifically, we prune parts of the terrain which can be eliminated
by removing only a small amount of volume. This pruning results in critical points
being removed, and hence in MS-cells being merged in the MS-complex. The idea is
that the complete MS-complex on the volume-simplified terrain is significant, and
forms the river network. Note that this method, as opposed to the method from
Chapter 2, decides only locally which channels are included in the network. Hence,
a small change in the DEM can still influence channels around it, but it cannot
influence parts of the network that are further away.
Pruning the terrain based on the volume of the removed features resembles terrain
simplification based on persistence (see Section 1.1.6). Besides the usual persistence,
based on the vertical distance between points, other persistence measures have been
studied as well. For example, Carr et al. [24] describe a method to simplify contour
trees using so-called local geometric measures, such as (in 2D terrains) the line length
of the contour, the area enclosed by the contour, or the volume of the enclosed region.
This last type of persistence is exactly the one we use in this paper and we therefore
refer to this type of simplification as volume-persistence.
Our goal is now to maintain a volume-persistent terrain over time, which is closely
related to maintaining its topological structure over time, as represented, for example, by its contour tree, its split tree, or its Morse–Smale complex. Agarwal et al. [3]
show how to maintain a 2D contour tree kinetically. In the same paper they also
argue that they can maintain height persistence over time. However, maintaining
volume-persistence is much more challenging. To kinetically maintain a volume-
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persistent terrain we have to detect those combinatorial events when a pruned part
of the terrain attains a certain threshold value. The complexity of the associated
certificates can be high, since the salient volumes can be determined by linearly
many vertices. Furthermore, the volume above a particular contour in the terrain
is not continuous: when two contours merge the associated volumes are summed,
whereas the associated height is simply the maximum of the two heights. Hence
the volume-based pruning can be ‘stuck’ at a critical point for an extended amount
of time (see Figure 3.3: pruning just below the saddle point requires a much higher
volume-threshold than pruning exactly at the saddle point). Since all of these issues
already manifest themselves for one-dimensional terrains, we restrict ourselves to
this setting.

Results and organization In this chapter we show how to kinetically maintain a
volume-persistent (area-persistent) terrain in one dimension. In Section 3.1 we give a
more formal definition of volume-persistence, and we explain a KDS for maintaining
1D split trees, which is essentially a simplification of the work by Agarwal et al. [3].
In Section 3.2 we then present our KDS to maintain area-persistent split trees. Our
main contribution here is the handling of the area certificates that detect when part
of the terrain can be pruned. In Section 3.2.3 we argue that computing these area
certificates for non-linear motion is very expensive. However, if the motion is linear
we show how to exploit certain structural properties of the area certificates to handle
them in logarithmic time. The pruned parts of the terrain can have high complexity
and may cause many irrelevant (internal) events. Hence, we show in Section 3.3
how to adapt our KDS such that it does not explicitly maintain the split trees of
the pruned parts of the terrain. The adapted KDS generally processes fewer events.
Finally, in Section 3.4 we take a first step to extending this KDS to two-dimensional
volume-persistence, by presenting a KDS for (non-simplified) discrete Morse–Smale
complexes in 2D.

▶ 3.1

Preliminaries

Our input is a triangular irregular network 𝑇 (see Section 1.1.1) in which, as usual,
each vertex 𝑣 has a height value ℎ𝑣 and the height function ℎ is interpolated linearly
within triangles. Let 𝑆 be the split tree of 𝑇 (see Section 1.1.5). We consider the
split tree to be rooted at the vertex at ℎ = −∞, in other words, every edge is directed
upwards (for each split tree edge (𝑢, 𝑣), we have ℎ𝑢 ≤ ℎ𝑣 ). Let 𝑒 = (𝑢, 𝑣) be a split tree
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(a)

(b)

Figure 3.2

A terrain and its split tree. (a) Original. (b) After applying two pruning
operations.

edge. Then the parent edge of 𝑒, denoted 𝑝(𝑒), is the incoming edge of 𝑢. Similarly
the child edges of 𝑒 are the outgoing edges of 𝑣. The subtree rooted at 𝑒, denoted
𝑠𝑢𝑏(𝑒), is the subtree rooted at 𝑣, plus the edge 𝑒 itself.

▶ 3.1.1

Pruning

To prune the terrain we cut off a single split component at a particular height ℎ (see
Figure 3.2b). We can equivalently view this operation as pruning the split tree: we
identify some point on an edge of the split tree, and remove the entire subtree above
it. If we prune at the height of a saddle point 𝑣, then we need to specify which of
the sides of 𝑣 we want to prune away (equivalently: which of the outgoing edges
of 𝑣 we want to prune). More formally a pruning operation is defined by a pair (𝑒, ℎ)
consisting of a split tree edge 𝑒 = (𝑣1 , 𝑣2 ) and a height ℎ between ℎ(𝑣1 ) and ℎ(𝑣2 ).
As an example, assume that 𝑣 has one incoming edge (𝑢, 𝑣) and two outgoing edges
(𝑣, 𝑤1 ) and (𝑣, 𝑤2 ). Then pruning with edge (𝑣, 𝑤1 ) at height ℎ(𝑣) cuts off one of the
sides of 𝑣, pruning with edge (𝑣, 𝑤2 ) at the same height cuts off the other side, and
finally pruning with the edge (𝑢, 𝑣), again at the same height, cuts off both sides of 𝑣
(see Figure 3.3).
We define (𝑒, ℎ) as the volume of terrain that is cut off if we prune edge 𝑒 at height
ℎ. If we stay on some split tree edge 𝑒 and decrease ℎ (that is, we move downwards
over 𝑒), then (𝑒, ℎ) increases continuously. However, at an internal vertex of the
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Figure 3.3 Pruning the terrain from Figure 3.2 at the height of saddle point 𝑣.

split tree, the value of  jumps. Hence, some values for  are not attainable, no
matter where we prune. Let 𝑉 ∈ ℝ be some (fixed) positive volume threshold.
We define the volume-persistent terrain for this threshold 𝑉 as the terrain left after
pruning all edges 𝑒 of the split tree at height ℎ, whenever (𝑒, ℎ) ≤ 𝑉 . In the resulting
terrain, all pieces that are cut off have volume at most 𝑉 .

▶ 3.1.2

Kinetic 1D split trees

We now focus on one-dimensional terrains. In other words, ℎ is now a piecewise
linear one-dimensional function. In this setting, the only critical points appearing
in 𝑇 are minima and maxima. Since all minima in 𝑇 split the superlevel set, they
appear as internal vertices in the split tree, while the maxima in 𝑇 appear as leaves.
Each internal vertex has two outgoing edges, namely one left-going and one rightgoing edge. In the one-dimensional setting, instead of cut-off volumes, we deal with
areas. We therefore call our approach area-persistence. Let (𝑒, ℎ) be the area that
is removed if we execute a pruning operation on (𝑒, ℎ), and let 𝐴 ∈ ℝ be the area
threshold (see Figure 3.4 for a one-dimensional terrain, its split tree, and its areasimplification).
We now consider a time-varying one-dimensional terrain 𝑇 . We assume that each
vertex 𝑣 remains at a fixed 𝑥-coordinate 𝑥𝑣 and that its height changes over time
according to some motion function ℎ𝑣 (𝑡). The height of the terrain is again interpolated linearly, which now results in a height function ℎ ∶ 𝑇 × ℝ≥0 → ℝ, where
the second parameter represents time. So, ℎ(𝑥, 𝑡) is the height at position 𝑥 and at
time 𝑡.
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(a)

(b)

Figure 3.4

Area-simplifying a 1D terrain: (a) before, and (b) after.

We want to maintain the split tree of 𝑇 with the help of a kinetic data structure
(KDS). Agarwal et al. [3] describe a KDS for maintaining the contour tree of a 2D terrain. Although their KDS is conceptually simple, the technical details are somewhat
intricate. Below we describe a simplified version which we can use to maintain a 1D
split tree. In Section 3.2 we show how to extend this KDS to handle area-persistence.

Link–cut trees The KDS for contour trees relies heavily on link–cut trees [73].
A link–cut tree stores a dynamic forest of rooted trees over a set of 𝑛 vertices. It
supports the following operations in 𝑂(log 𝑛) time:
Link: link two trees together by adding a given edge;
Cut: cut anexisting tree into two by removing a given edge;
Root: given any vertex 𝑣, find the root of the tree that 𝑣 is in;
Make-Root: given any vertex 𝑣, make 𝑣 the root of its tree;
Expose: given a vertex 𝑣, construct a balanced binary search tree containing all
vertices on the path from the root to 𝑣, using the positions of the vertices on
the path as keys.

Data structure We maintain the split tree 𝑆, which stores the critical vertices
of 𝑇 , as a link–cut tree. For each critical vertex in 𝑇 we store a pointer to the
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corresponding vertex in 𝑆 and vice versa. For any non-critical vertex 𝑣 we need to
be able to efficiently find the corresponding edge 𝑒 in 𝑆. Here we exploit the fact
that we are in one dimension and simplify the structure in comparison to Agarwal et
al. [3]. Specifically, we can maintain a segment tree 𝐵 on the vertices of 𝑇 augmented
with the number of critical vertices in a segment. To find the edge 𝑒 in the split tree 𝑆
for a particular vertex 𝑣 we search for the two neighboring critical vertices 𝑐1 and 𝑐2
using the segment tree 𝐵. The edge 𝑒 must lie on the path in 𝑆 between 𝑐1 and 𝑐2 .
Hence we can find 𝑒 by performing an Expose operation on the higher vertex of 𝑐1
and 𝑐2 and searching for 𝑒 in the resulting binary search tree, all in 𝑂(log 𝑛) time.

Events We distinguish the following types of events (see Figure 3.5 for an overview):
Shift event: a critical point moves to a neighboring vertex. Update the pointer of
the corresponding vertex in 𝑆 to the new critical vertex in 𝑇 , and update 𝐵
accordingly.
Birth event: a maximum / minimum pair (𝑣1 , 𝑣2 ) appears. We subdivide the edge 𝑒
of 𝑆 that contains 𝑣1 and 𝑣2 at 𝑣2 and add a new edge (𝑣2 , 𝑣1 ). Finally we
update 𝐵.
Death event: a minimum / maximum pair disappears. We delete the two critical
points from the split tree (and, again, update 𝐵).
Interchange event: the two endpoints of an edge 𝑒 = (𝑣2 , 𝑣1 ) in 𝑆 swap their height
order. In our 1D setting we can simply restructure the corresponding edges
(see Figure 3.5).

Analysis We analyze the above KDS with respect to the four classic performance
criteria (see Section 1.1.6):
Compactness: Our KDS contains one certificate per edge of 𝑇 to detect shift, birth,
and death events. It also contains one certificate per edge of 𝑆 to detect interchange events, for a total of 𝑂(𝑛) certificates.
Responsiveness: when handling an event, we use a constant number of link–cut
tree operations, which take 𝑂(log 𝑛) time. For birth events, we find the split
tree edge that we need to subdivide in 𝑂(log 𝑛) time. Hence, each event is
handled in 𝑂(log 𝑛) time.
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Types of events that occur in the KDS for 1D split trees.

Locality: each vertex is involved in two edge certificates in 𝑇 and in at most three
edge certificates in 𝑆, so in total each vertex is involved in a constant number
of certificates.
Efficiency: each event we handle changes the split tree; in other words, all events
are external.

▶ 3.2

A KDS for maintaining an area-persistent 1D
terrain

In this section we describe a KDS that maintains an area-simplified split tree. More
precisely our KDS maintains for each edge in the split tree whether it is pruned in
the area-persistent terrain. We use the KDS for 1D split trees from Section 3.1.2 as
a starting point and explain in Section 3.2.1 how to add area certificates to detect
so-called area events when a pruning boundary moves from one split tree edge to
the other. In Section 3.2.2 we explain how to compute the failure times of area
certificates under the assumption that the terrain moves linearly. In Section 3.2.3
we show that our area function can have a linear number of extrema already under
quadratic motion. Section 3.2.4 explains how to handle all events and Section 3.2.5
concludes with an analysis of our KDS.
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(a)

Figure 3.6

▶ 3.2.1

(b)

Two split trees after area-simplification, annotated with area certificates on the edges: (a) the split tree from Figure 3.4b, and (b) a split
tree for a more complicated terrain. ( and denote upper and lower
area certificates, respectively.)

Area certificates

We want to maintain which parts of the split tree are pruned in the area-persistent
terrain, that is, which parts of 𝑆 have (𝑒, ℎ) < 𝐴 for some area threshold 𝐴. It is
too expensive to maintain a certificate for all areas (𝑒, ℎ), but we can maintain
a certificate for each edge 𝑒 = (𝑢, 𝑣) in 𝑆, certifying whether this edge is pruned
completely. That is, for each edge, we maintain if (𝑒, ℎ𝑢 ) is smaller or larger than 𝐴.
To simplify notation, we define 𝑒 ∶= (𝑒, ℎ𝑢 ), so 𝑒 is the area that is removed
when we prune away the subtree rooted at 𝑒 from 𝑆. If 𝑒 > 𝐴 at some time 𝑡, we
say that 𝑒 is significant at that time, otherwise we say that 𝑒 is insignificant. We
call a certificate of the form 𝑒 > 𝐴 an upper area certificate for edge 𝑒, it certifies
that 𝑒 is significant. Similarly, a certificate of the form 𝑒 < 𝐴 is called a lower area
certificate and certifies that 𝑒 is insignificant (see Figure 3.6a for an example).
If an edge 𝑒 is insignificant, then all edges in the subtree rooted at 𝑒 are insignificant;
similarly, if 𝑒 is significant, then all ancestor edges of 𝑒 are significant. Therefore we
do not need to store area certificates for all edges in 𝑆: we need to store a lower area
certificate for 𝑒 only if 𝑝(𝑒) is significant, and an upper area certificate for 𝑒 only if
all children of 𝑒 are insignificant (see Figure 3.6b, only stored area certificates are
shown). In other words, we store only a “boundary of significance” through 𝑆. On
every path through 𝑆 from the root to a leaf, at most two area certificates are stored:
one upper certificate and one lower certificate.
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3

Detecting area events

Recall that we now assume linear motion, so ℎ𝑣 (𝑡) = 𝑎𝑣 𝑡 + 𝑏𝑣 . We write 𝑒 (𝑡) for the
area cut off by pruning edge 𝑒 at time 𝑡 and need to answer the following question:
Given a split tree edge 𝑒 = (𝑢, 𝑣) at time 𝑡0 , what is the next time 𝑡event at which
𝑒 (𝑡event ) = 𝐴?
Additional data structures To efficiently compute the failure time of area certificates, we use some additional data structures that are based on the flight plans of the
vertices and that need to be updated only when a flight plan changes. Specifically,
we want to efficiently compute areas between arbitrary vertices on the terrain at
any time. That is, given two vertices 𝑣 and 𝑤 and some time 𝑡, we want to be able
to compute ∫𝑥𝑥𝑣𝑤 ℎ(𝑥, 𝑡) d𝑥 in 𝑂(log 𝑛) time. If 𝑒 = (𝑝, 𝑞) is a terrain edge, then
𝑥𝑞

∫

𝑥𝑝

ℎ(𝑥, 𝑡) d𝑥 = 12 (𝑥𝑞 − 𝑥𝑝 )(𝑎𝑝 𝑡 + 𝑏𝑝 + 𝑎𝑞 𝑡 + 𝑏𝑞 )
= 12 (𝑥𝑞 − 𝑥𝑝 )(𝑎𝑝 + 𝑎𝑞 ) 𝑡 + 12 (𝑥𝑞 − 𝑥𝑝 )(𝑏𝑝 + 𝑏𝑞 ) .
⏟⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏟⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏟
⏟⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏟⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏟
=∶ 𝑎𝑒

=∶ 𝑏𝑒

Then for arbitrary terrain vertices 𝑣 and 𝑤,
𝑥𝑞

𝑥𝑤

∫

𝑥𝑣

ℎ(𝑥, 𝑡) d𝑥 =

∑ ∫

𝑒=(𝑝,𝑞) 𝑥𝑝

ℎ(𝑥, 𝑡) d𝑥 = ( ∑ 𝑎𝑒 )𝑡 + ∑ 𝑏𝑒 ,
𝑒
𝑒

where the summations range over all terrain edges between 𝑣 and 𝑤. To evaluate
∑𝑒 𝑎𝑒 and ∑𝑒 𝑏𝑒 efficiently, we precompute 𝑎𝑒 and 𝑏𝑒 for each terrain edge 𝑒 and
store them in balanced binary trees 𝑇𝑎 and 𝑇𝑏 augmented with sums of subtrees
using 𝑂(𝑛) preprocessing time. We then support 𝑂(log 𝑛) time queries for the sum
of 𝑎𝑒 or 𝑏𝑒 values for all edges 𝑒 between two query vertices 𝑣 and 𝑤, so we can
compute ∫𝑥𝑥𝑣𝑤 ℎ(𝑥, 𝑡) in 𝑂(log 𝑛) time for any 𝑣, 𝑤 and 𝑡.
Secondly, we need to be able to find the next shift, birth or death event within a
certain interval. Such an event happens when a terrain edge becomes horizontal,
which is once per edge for a total of Θ(𝑛) such events. In the preprocessing phase, we
insert those events in a 1D range tree 𝐸. As the key we use the 𝑥-coordinate of the
leftmost vertex of the terrain edge; as the value we use the event time. Whenever an
event is handled, we delete it from 𝐸. We can now query for a range of edges when
the next shift, birth or death will occur, using a range minimum query in 𝑂(log 𝑛)
time.
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𝑣
𝑝
𝑢

𝑣
𝑞

ℎ(𝑡)

𝑢

𝑤

𝑥ray (𝑡event )
(a)

Figure 3.7

(b)

Computing the area 𝑒 (𝑡event ) (shaded in blue).

Finally, for each vertex of the split tree, we maintain pointers to its successor and
predecessor. When handling events, these pointers can easily be maintained in 𝑂(1)
time.

Failure time computation We assume without loss of generality that 𝑒 = (𝑢, 𝑣)
is a right-going edge in 𝑆, that is, 𝑣 is to the right of (and above) 𝑢. Let 𝑥ray (𝑡) be the
𝑥-coordinate of the first point on the terrain to the right of 𝑢 where ℎ(𝑥, 𝑡) = ℎ𝑢 (𝑡).
That is, 𝑥ray (𝑡) is the point where a horizontal ray from 𝑢 to the right stabs the terrain
at time 𝑡.
We first assume that we know the edge 𝑒event = (𝑝, 𝑞) that 𝑥ray (𝑡event ) lies on, that
is, the first edge intersected by the ray at the time that the area certificate fails (see
Figure 3.7a). In this case, we can compute the exact failure time 𝑡event as follows. The
value of 𝑒 (𝑡) is the sum of the areas induced by the terrain edges between 𝑢 and 𝑝,
which are fully above the ray, and the area of the triangle between the ray and (𝑝, 𝑞).
The area of the terrain edges between 𝑢 and 𝑝 is equal to the area of a rectangle
with constant width 𝑤 and a linearly changing height ℎ(𝑡), say, ℎ(𝑡) = ℎ1 𝑡 + ℎ0 (see
Figure 3.7b); we can compute ℎ1 and ℎ0 using trees 𝑇𝑎 and 𝑇𝑏 . This implies that
(𝑥𝑞 − 𝑥𝑝 )(𝑎𝑝 𝑡 + 𝑏𝑝 )2
𝑒 (𝑡) = (ℎ1 𝑡 + ℎ0 )𝑤 +
.
⏟⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏟⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏟
2 ((𝑎𝑝 𝑡 + 𝑏𝑝 ) − (𝑎𝑞 𝑡 + 𝑏𝑞 ))
rectangle
⏟⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏟⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏟
triangle below stabbed edge

So 𝑒 (𝑡event ) = 𝐴 is a quadratic equation which has a closed-form solution, and can
therefore be solved exactly. In other words, if we are given the stabbed edge (𝑝, 𝑞)
at time 𝑡event , then we can compute 𝑡event in 𝑂(log 𝑛) time. The remainder of this
section explains how we determine the stabbed edge (𝑝, 𝑞) without knowing 𝑡event .
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𝑣
𝑣
𝑢

𝑢

3

𝑚′
Figure 3.8

𝑚

𝑚′

𝜋

𝑚

Finding the lower endpoint 𝑚 of the stabbed chain (red) by traversing
the split tree.

Stabbed chains In the following we consider monotone chains of the terrain. We
call the chain that contains 𝑥ray (𝑡0 ) the stabbed chain of edge 𝑒 = (𝑢, 𝑣) and describe
an algorithm Stabbed-Chain that finds its minimum 𝑚 (see Figure 3.8).
3.2.1 Lemma. Let 𝑒 = (𝑢, 𝑣) be a right-going edge in 𝑆, and let (𝑚, 𝑚′ ) be the last left-going
edge on the path 𝜋 from the root to 𝑢. Then 𝑚 is the lower endpoint of the stabbed
chain of 𝑒.
Proof. Suppose that 𝑒 stabs a chain 𝑐 whose lower endpoint is 𝑙. Then 𝑢 lies in the
left subtree of 𝑙, so 𝑙 lies on 𝜋. If 𝑙 precedes 𝑚 on 𝜋, then 𝑚 lies between 𝑢 and 𝑙,
both vertically and horizontally, and 𝑒 would not stab 𝑐 – instead it would stab a
chain that has 𝑚 as its lower endpoint. So 𝑙 = 𝑚.
□
Since path 𝜋 may have linear length we cannot simply traverse it to search for vertex 𝑚. Instead we use Expose on vertex 𝑢 which results in a binary search tree
containing all vertices on 𝜋. Within this tree, we need to find the rightmost vertex 𝑚′ whose incoming edge is left-going, and return the parent 𝑚 of 𝑚′ . Hence
we augment the link–cut tree: we store for each edge whether it is a left-going or a
right-going edge. This results in a 𝑂(log 𝑛) running time for Stabbed-Chain.

Finding 𝒆event We now describe an algorithm Stabbed-Edge to find the edge
𝑒event . At current time 𝑡0 we first use Stabbed-Chain to find vertex 𝑚. The predecessor of 𝑚 in the split tree is the maximum 𝑀 of the stabbed chain. We binary
search within the stabbed chain for the edge that 𝑥ray (𝑡0 ) lies on and then find the
exact value for 𝑥ray (𝑡0 ).
We now consider the point 𝑠 on the terrain at 𝑥-coordinate 𝑥ray (𝑡0 ) and distinguish
three cases based on how 𝑠 moves over time. In the simplest case, 𝑠 moves at the
same speed as 𝑢 and hence 𝑥ray is constant, so we simply return the edge 𝑥ray (𝑡0 )
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𝑀

𝑥ray (𝑡1 )
𝑠

𝑢
𝑥ray (𝑡0 )

𝑚

Figure 3.9

If 𝑠 moves upwards, then 𝑥ray is strictly increasing. Terrain at 𝑡0 in
black; terrain at later times in gray. The red arrows indicate how the
vertices move relative to 𝑢.

is on. Otherwise, 𝑠 may be moving either upwards or downwards relative to 𝑢. If 𝑠
moves upwards, 𝑥ray is strictly increasing over time; if 𝑠 moves downwards, 𝑥ray is
strictly decreasing. In the following we assume that 𝑥ray is strictly increasing (see
Figure 3.9); the other case is symmetric.
We then use the range tree 𝐸 to find the time 𝑡1 at which the next shift, birth or
death event occurs involving vertices between 𝑢 and 𝑚. Since no such events occur between 𝑡0 and 𝑡1 , 𝑥ray (𝑡1 ) lies in the same chain as 𝑥ray (𝑡0 ). Therefore we can
compute 𝑥ray (𝑡1 ) in the same way we computed 𝑥ray (𝑡0 ). Given some 𝑥 in the range
[𝑥ray (𝑡0 ), 𝑥ray (𝑡1 )], we can find the time 𝑡ray (𝑥) at which the point at 𝑥 hits the ray.
Being the inverse of 𝑥ray , the function 𝑡ray is also strictly increasing (see Figure 3.10).
We search for 𝑒event in the interval [𝑥ray (𝑡0 ), 𝑥ray (𝑡1 )]. That is, we search for the
point 𝑥 such that ′𝑒 (𝑥) = 𝐴, where ′𝑒 (𝑥) ∶= 𝑒 (𝑡ray (𝑥)).
3.2.2 Lemma. The function ′𝑒 (𝑥) is unimodal within the range [𝑥ray (𝑡0 ), 𝑥ray (𝑡1 )]: there
exists an 𝑥fixed such that ′𝑒 (𝑥) is strictly decreasing for 𝑥 ∈ [𝑥ray (𝑡0 ), 𝑥fixed ) and strictly
increasing for 𝑥 ∈ (𝑥fixed , 𝑥ray (𝑡1 )].
Proof. We study the derivative d′𝑒 /d𝑥 by considering the following extension of
′𝑒 (𝑥) with an additional parameter:
′𝑒 (𝑥, 𝑡) = ∫

𝑢

𝑥

′
′
(ℎ(𝑥 , 𝑡) − ℎ𝑢 (𝑡)) d𝑥 .

′𝑒 (𝑥, 𝑡)

represents the area cut off by a horizontal ray to the right starting from
vertex 𝑢, until 𝑥-coordinate 𝑥. By definition, now ′𝑒 (𝑥) = ′𝑒 (𝑥, 𝑡ray (𝑥)). We set
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𝑡
𝑡1

𝜕′𝑒
𝜕𝑡

𝜕′𝑒
𝜕𝑡

<0

>0

𝑡ray

3
𝑡0
𝑥ray (𝑡0 )

𝑥fixed

𝑥ray (𝑡1 ) 𝑥

Figure 3.10 Sketch of the function 𝑡ray drawn in the (𝑥, 𝑡)-plane.

𝑡 = 𝑡ray (𝑥) and compute
d′𝑒 𝜕′𝑒 d𝑡 𝜕′𝑒 𝜕′𝑒 d𝑡
=
+
=
.
d𝑥
𝜕𝑡 d𝑥
𝜕𝑥
𝜕𝑡 d𝑥
The last equality follows because 𝜕′𝑒 /𝜕𝑥 = 0, as for 𝑥 = 𝑥ray (𝑡) by definition ℎ(𝑥, 𝑡) =
ℎ𝑢 (𝑡). Because 𝑡ray is increasing, d𝑡/d𝑥 > 0, so d′𝑒 /d𝑥 has the same sign as 𝜕′𝑒 /𝜕𝑡.
Let 𝑥fixed be the 𝑥-coordinate within [𝑥ray (𝑡0 ), 𝑥ray (𝑡1 )] such that ′𝑒 (𝑥fixed , 𝑡) is constant in 𝑡, if such a coordinate exists. Note that at most one such 𝑥fixed exists. Namely,
all points on the terrain within [𝑥ray (𝑡0 ), 𝑥ray (𝑡1 )] are moving upwards relative to 𝑢,
so to the right of 𝑥fixed , the area is always growing over time, that is, 𝜕′𝑒 /𝜕𝑡 > 0.
Similarly, within [𝑥ray (𝑡0 ), 𝑥fixed ), 𝜕′𝑒 /𝜕𝑡 < 0. If no 𝑥fixed exists, then 𝜕′𝑒 /𝜕𝑡 > 0
or 𝜕𝑒 /𝜕𝑡 < 0 throughout [𝑥ray (𝑡0 ), 𝑥ray (𝑡1 )]. It follows that ′𝑒 (𝑥) is unimodal, as
claimed.
□
We can hence partition the interval [𝑥ray (𝑡0 ), 𝑥ray (𝑡1 )] into two pieces [𝑥ray (𝑡0 ), 𝑥fixed )
and (𝑥fixed , 𝑥ray (𝑡1 )] over which ′𝑒 (𝑥) is monotone. We can therefore binary search
for the value of 𝑥 with ′𝑒 (𝑥) = 𝐴. First we find 𝑥fixed by binary searching within the
range [𝑥ray (𝑡0 ), 𝑥ray (𝑡1 )]. This uses the fact that for 𝑥fixed , 𝜕′𝑒 /𝜕𝑡 = 0. The tree 𝑇𝑎
allows us to compute 𝜕′𝑒 /𝜕𝑡 efficiently, which allows us to binary search for the
terrain edge that contains 𝑥fixed in 𝑂(log 𝑛) time.
Then, we compute ′𝑒 (𝑥ray (𝑡0 )) and ′𝑒 (𝑥ray (𝑡1 )) to determine whether 𝑒event lies
within [𝑥ray (𝑡0 ), 𝑥fixed ) or (𝑥fixed , 𝑥ray (𝑡1 )], and we binary search in that range to find
𝑒event . The binary search takes 𝑂(log 𝑛) steps. In each step, by using the binary
search trees 𝑇𝑎 and 𝑇𝑏 , we can compute ′𝑒 (𝑥) in constant time. Therefore, the
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Figure 3.11

𝑠5 . .
.
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𝑄
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𝑠3

Schematic drawing of the construction in Lemma 3.2.3 in which one
quadratically moving vertex leads to (𝑢,𝑣) (𝑡) having Θ(𝑛) extrema.

entire procedure to compute the failure time of an area certificate takes 𝑂(log 𝑛)
time.

▶ 3.2.3

Higher-degree motion

In the previous section, we showed that it is possible to compute the failure time
of an area certificate in 𝑂(log 𝑛) time, assuming that the vertices move linearly. We
also proved that ′𝑒 (𝑥) is unimodal in this setting (Lemma 3.2.2). In the following
lemma we show that this is not the case if we drop the assumption of linear motion,
in fact, not even if we allow only one single vertex to have quadratic motion.
3.2.3 Lemma. There is a terrain in which one vertex moves quadratically and the others
move linearly, and in which (for some split tree edge 𝑒) the function ′𝑒 (𝑥) has Θ(𝑛)
extrema.
Proof. We construct such a terrain as follows. First, consider the terrain 𝑇 shown
in Figure 3.11a. It consists of five vertices. On the left, there are two vertices 𝑢 (at
height 0) and 𝑣 (at some infinitesimal height 𝜖). Between 𝑢 and 𝑣 we place one
vertex 𝑞 which moves upwards quadratically, and to the right of 𝑣, there are two
vertices 𝑠1 and 𝑠2 forming a slope, which moves downwards linearly in its entirety.
Let 𝑄(𝑡) be the area underneath the edges (𝑢, 𝑞) and (𝑞, 𝑣), and let 𝑆(𝑡) be the area
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underneath the edges (𝑣, 𝑠1 ) and (𝑠1 , 𝑠2 ) (see again Figure 3.11a). Now 𝑒 (𝑡) = 𝑄(𝑡) +
𝑆(𝑡). Because both the base and the height of triangle 𝑆 depend linearly on ℎ𝑠 (𝑡),
and therefore change linearly over time, 𝑆(𝑡) is a quadratic non-increasing function.
On the other hand 𝑄(𝑡) is linear in ℎ𝑞 (𝑡), so we can choose ℎ𝑞 (𝑡) to be a quadratic
non-decreasing function such that 𝑒 (𝑡) = 𝑄(𝑡) + 𝑆(𝑡) is constant over time, say,
𝑄(𝑡) + 𝑆(𝑡) = 𝑐.
Now consider the terrain 𝑇 ′ in Figure 3.11b. It is the same as 𝑇 , except that we
replaced the terrain edge (𝑠1 , 𝑠2 ) by a sequence of Θ(𝑛) vertices 𝑠1 , 𝑠2 , …, which are
placed alternatingly slightly above and below the original edge, such that they “wobble” around it. Like 𝑠1 and 𝑠2 in 𝑇 , vertices 𝑠1 , 𝑠2 , … move downwards linearly at the
same speed. We denote the area underneath edges (𝑣, 𝑠1 ), (𝑠1 , 𝑠2 ), … by 𝑆 ′ (𝑡). Now
Δ(𝑡) ∶= 𝑆 ′ (𝑡) − 𝑆(𝑡) has Θ(𝑛) extrema, so in the new terrain, 𝑒 (𝑡) = 𝑄(𝑡) + 𝑆 ′ (𝑡) =
𝑄(𝑡) + 𝑆(𝑡) + Δ(𝑡) = 𝑐 + Δ(𝑡) also has Θ(𝑛) extrema. Because 𝑡ray is monotone,
′𝑒 (𝑥) = 𝑒 (𝑡ray (𝑥)) has Θ(𝑛) extrema as well.
□

▶ 3.2.4

Event handling

We now explain how we handle area events, and how we modify the handling of
split-tree events compared to the KDS from Section 3.1.2.

Area events There are two complementary types of area events (see Figure 3.12):
firstly, 𝑒 < 𝐴 may fail (a grow event), and secondly, 𝑒 > 𝐴 may fail (a shrink
event).
Grow event: 𝑒 < 𝐴 fails. We first insert a new certificate 𝑒 > 𝐴. Then, if 𝑝(𝑒)
had an upper certificate, we remove it (case 1); if it had no upper certificate, we
do nothing (case 2). Finally, for all child edges 𝑐 of 𝑒, we add a lower certificate
𝑐 < 𝐴.
Shrink event: 𝑒 > 𝐴 fails. We first insert a new certificate 𝑒 < 𝐴. Then, if
𝑝(𝑒) has only insignificant child edges (case 1), we add a certificate 𝑝(𝑒) > 𝐴;
otherwise we do nothing (case 2). Finally, for all child edges 𝑐 of 𝑒, we remove
their 𝑐 < 𝐴 certificates.
Split-tree events We handle split-tree events the same as before (see Section 3.1.2).
However, some additional actions are required to ensure that the area certificates
are properly updated.
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Figure 3.12 Handling area events.

𝑣
Case 1a

birth

𝑣
𝑣1

𝑒

𝑣2

death
𝑣
Case 1b

birth

𝑣
𝑣1

𝑒

𝑣2

death
𝑣
Case 2

birth

𝑣
𝑣1

𝑒

𝑣2

death
𝑣
Case 3

birth
𝑒

𝑣
𝑣1

𝑣2

death
Figure 3.13

Handling birth and death events.
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Shift event: If vertex 𝑣 had an area certificate, we invalidate that certificate (that
is, we recompute its failure time and re-insert it into the queue). Similarly, we
invalidate any area certificate that has one of the chains adjacent to 𝑣 as its
stabbed chain.

3

Birth event: We check the split tree edge 𝑒 = (𝑢, 𝑣) that we subdivide. We distinguish three cases (see Figure 3.13).
1. If 𝑒 is significant and has an upper certificate, then we insert a lower
certificate for (𝑣2 , 𝑣1 ) (at the time of a birth event, 𝑣1 and 𝑣2 have the
same height, so (𝑣2 ,𝑣1 ) = 0). We then check whether (𝑣2 , 𝑣) is significant (using Stabbed-Chain and binary search to find 𝑥ray (𝑣2 )). If (𝑣2 , 𝑣)
is insignificant (case 1a), we insert a lower area certificate and remove
the lower area certificates on the child edges of (𝑣2 , 𝑣). If (𝑣2 , 𝑣) is significant (case 1b) we insert an upper area certificate and remove the upper
certificate from 𝑒.
2. If 𝑒 is significant and does not have an upper certificate, then at least
one of the other edges in the subtree rooted at 𝑒 has an upper certificate.
Hence we do not need to add an upper certificate for (𝑣2 , 𝑣), so it suffices
to insert a lower certificate for (𝑣2 , 𝑣1 ).
3. If 𝑒 is insignificant (and either carries a lower certificate or not), we do
nothing.
Death event: They are handled symmetrically to birth events (see again Figure 3.13).
Interchange event: To handle an interchange event involving the two vertices
𝑣1 and 𝑣2 , we invalidate any area certificates that involve either (at most a
constant number).

▶ 3.2.5

Analysis

We analyze the above KDS with respect to the four classic performance criteria:
Compactness: in addition to the certificates from Section 3.1.2, we add at most
one more area certificate for each edge in the split tree, for a total of 𝑂(𝑛)
certificates.
Responsiveness: when handling an event, we need to (re-)insert at most a constant
number of area certificates into the queue. We can compute the failure time
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for each area certificate in 𝑂(log 𝑛) time (see Section 3.2.2) and hence handle
events in a total of 𝑂(log 𝑛) time.
Locality: in addition to the certificates from Section 3.1.2, we add area certificates.
A vertex is involved in the area certificate of a split tree edge 𝑒 = (𝑢, 𝑣) if it
lies between 𝑢 and the minimum of the stabbed chain (vertex 𝑚 in Figure 3.8).
A chain can be stabbed by only one upper area certificate, since any rays
stabbing the same chain need to originate from vertices on the same root-toleaf path in the split tree (this follows from Lemma 3.2.1); as we store upper
area certificates for an edge only if all its children are insignificant, this path
can contain only one upper area certificate. Therefore, each vertex in the
interior of the chain is involved in at most one upper area certificate and by
similar reasoning, at most one lower area certificate. A minimum is part of
two chains (one on each side) and hence involved in at most two upper and
two lower area certificates. So any terrain vertex is involved in at most four
and hence 𝑂(1) area certificates at a time.
Efficiency: each event changes the split tree or it changes the significance of at least
one split tree edge. We consider the significance of split tree edges to be part
of the maintained structure, and therefore events that change the significance
of edges count as external events. So all events are still external, and therefore
the efficiency is 𝑂(1).
If a terrain vertex updates its flight plan, we need to not only invalidate the 𝑂(1)
certificates that vertex is involved in, but we also need to update the pre-computed
data structures. We can update the search trees 𝑇𝑎 and 𝑇𝑏 , and the 1D range tree 𝐸,
in 𝑂(log 𝑛) time.

▶ 3.3

Disregarding pruned events

The KDS from Section 3.2 maintains the split tree of the entire terrain. However,
generally we are interested only in the parts of the terrain that are not pruned and
hence split tree events in the pruned parts of the terrain are irrelevant. Therefore,
maintaining the complete split tree is not efficient. In particular, a linearly moving
𝑛-vertex terrain can incur Θ(𝑛2 ) split-tree events (see Figure 3.14). If this terrain
has only small area, and hence is completely pruned throughout the motion, processing all these events is unnecessary. In this section, we modify our KDS to avoid
maintaining the split tree of pruned terrain parts.
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Figure 3.14

▶ 3.3.1

An 𝑛-vertex terrain which incurs Θ(𝑛2 ) split-tree events. (Split tree
in blue.)

Data structure

We adapt the KDS from Section 3.2 as follows (see Figure 3.15). Let 𝑣 be an internal
vertex in 𝑆. We say that 𝑣 is pruned iff both its outgoing edges are insignificant, and
we call 𝑣 a pruned root and the subtree rooted at 𝑣 a pruned subtree iff it is pruned
and the parent of 𝑣 is not. Instead of the complete split tree, we now maintain the
pruned split tree, which is identical to the split tree except that each pruned subtree
is replaced by one vertex.
Our KDS stores lower area certificates on all insignificant edges whose parent edge
is significant, so in particular on the outgoing edges of pruned roots, which are not in
the pruned split tree. However, as long as the pruned root of a pruned subtree stays
the same, any lower area certificates on its outgoing edges stay valid. Therefore,
we have to detect when the pruned root changes. To do this we store a kinetic
tournament for each pruned subtree, representing the vertices in that pruned subtree.
Each such tournament contains the vertices within the pruned subtree, ordered by
𝑥-coordinate, and maintains the overall minimum of the vertex heights, that is, the
pruned root. We use a variant of ordinary kinetic tournaments [11] that stores the
tournament tree as a red–black tree. This way we can insert and delete vertices, and
split and join tournaments (see Section 4.2 in [78]) in 𝑂(log 𝑛) time.

▶ 3.3.2

Certificates and events

We now need to check for each event whether we need to update the pruned split
tree or one of the kinetic tournaments. Furthermore, we need to handle the new
event type, called a root-change event, that occurs whenever the pruned root in a
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(a)

Figure 3.15

Disregarding pruned events

(b)

Schematic view of our KDS. (a) The KDS from Section 3.2. (b) The
new KDS, which maintains per pruned subtree (dotted rectangle) a
kinetic tournament containing its vertices, maintaining the overall
minimum (shown in red) of those minima.

grow
Case 1

𝑢

𝑒

𝑢

𝑒

𝑢

𝑒

shrink
grow
Case 2

𝑢

𝑒
shrink

Figure 3.16

A grow event can split a pruned subtree into two, while a shrink event
can merge two pruned subtrees.
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pruned subtree changes. Below we explain in detail how we handle the events of
each type.

3

Area events
Grow event: We follow the case distinction from Section 3.2.4. In case 1, vertex 𝑢
was a pruned root, but because 𝑒 now becomes significant, its pruned subtree
gets split into two, with the two children of 𝑢 as the pruned roots (see Figure 3.16). So we split the tournament of 𝑢’s pruned subtree into two. In case 2,
the pruned subtrees do not change.
Shrink event: Similarly to grow events, in case 1 we need to join the two pruned
subtrees rooted at 𝑣’s children together, with 𝑢 as the pruned root.

Split-tree events
Shift event: Assume the critical point shifts from vertex 𝑣1 to 𝑣2 . If 𝑣1 is not pruned
and a minimum, then it is present in the pruned split tree, so we handle the
split-tree event as in Section 3.2.4. If 𝑣1 is pruned, then we remove 𝑣1 from its
tournament, and insert 𝑣2 into it.
Birth event: We follow the case distinction from Section 3.2.4. In case 1a, vertex 𝑣
used to be a pruned root, but after the event, 𝑣2 becomes the pruned root.
Therefore, we insert 𝑣2 into the tournament that 𝑣 was in. In case 1b, 𝑣
stays a pruned root, but now 𝑣1 becomes a new pruned root, so we create a
tournament for it. In case 2, similarly, we make a new tournament for 𝑣1 . In
case 3, the new vertex 𝑣2 is part of the existing pruned subtree that 𝑣 is in, so
we add 𝑣2 to that subtree.
Death event: Again, death events are handled symmetrically to birth events.
Interchange event: We handle interchange events the same as in Section 3.2.4. We
never create interchange certificates for edges of pruned subtrees.

Root-change events
Root-change event: We remove the lower area certificates associated with the old
pruned root, and insert lower area certificates for the new pruned root.
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▶ 3.3.3

A KDS for discrete Morse–Smale complexes

Analysis

We analyze the modified KDS with respect to the four classic performance criteria:
Compactness: since an 𝑛-vertex kinetic tournament uses 𝑂(𝑛) certificates, our KDS
still has 𝑂(𝑛) certificates.
Responsiveness: since all of the operations on a kinetic tournament with 𝑛 nodes
take 𝑂(log 𝑛) time, event handling still takes 𝑂(log 𝑛) time in total.
Locality: in the worst case, all vertices are pruned away, in which case they are all
in a single tournament. In an 𝑛-vertex tournament, the maximum is involved
in 𝑂(log 𝑛) certificates. Therefore, our KDS has locality 𝑂(log 𝑛).
Efficiency: A kinetic tournament has efficiency 𝑂(log 𝑛), so the efficiency of the
entire KDS is also 𝑂(log 𝑛).
We compare the KDS from Section 3.2, which maintains the entire split tree, to the
KDS presented in this section, which disregards pruned terrain parts. While compactness and responsiveness are equal for the two KDSs, locality and efficiency are
actually both worse (𝑂(log 𝑛) instead of 𝑂(1)) in the KDS that disregards pruned parts.
However, with regards to efficiency, we note that in the analysis in Section 3.2.5, we
consider all split tree events to be external, while in this section, we consider all
events within pruned terrain parts to be internal. Therefore, even though the efficiency is worse, the total number of events is generally smaller. If the construction
in Figure 3.14 is pruned off completely throughout the motion, the KDS maintaining
the entire split tree processes 𝑂(𝑛2 ) events, while the KDS that disregards pruned
parts processes only 𝑂(𝑛 log 𝑛) events in total.

▶ 3.4

A KDS for discrete Morse–Smale complexes

We showed how to maintain area-persistence for a one-dimensional terrain. To
make this result more usable in practice, we would like to extend this result to a KDS
that maintains volume-persistence in two-dimensional terrains. In this section we
present a KDS that maintains the discrete MS-complex of a (non-simplified) terrain,
which is likely to be helpful in the development of a KDS for volume-persistence.
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(a) Gradient pairing.

Figure 3.17

▶ 3.4.1

(b) 𝑇↓ (blue) and 𝑇↑ (red).

The two link–cut trees in the KDS for MS-complexes, for the terrain
in Figure 1.10.

Data structure

Let 𝑇 be a triangular irregular network. We aim to construct a KDS to maintain
the minima, saddles and maxima of 𝑇 , and the ascending and descending manifolds
as the vertices continuously change their height. We assume that at no point in
time, three vertices have the same height. Like our KDS for area-persistence, this
data structure is inspired by the KDS for contour trees proposed by Agarwal et
al. (see Section 3.1.2). Recall that the ascending and descending manifolds of a
discrete MS-complex are obtained by traversing gradient pairs starting from critical
cells (see Section 1.1.4). To maintain these ascending and descending manifolds, we
therefore use two link–cut trees, 𝑇↓ and 𝑇↑ (see Figure 3.17b). 𝑇↓ represents the
vertex–edge gradient pairs. Specifically, 𝑇↓ contains a vertex for each vertex in 𝑇 ,
and it contains the edge {𝑣1 , 𝑣2 } for each vertex–edge gradient pair (𝑣1 , {𝑣1 , 𝑣2 }).
Now each tree in 𝑇↓ corresponds to an ascending manifold, because each edge in 𝑇↓
perfectly corresponds to one gradient pair being traversed during the construction
of the ascending manifolds. We ensure that the minimum of the ascending manifold
is the root of the tree.
Similarly 𝑇↑ represents the edge–face gradient pairs. Specifically, 𝑇↑ contains a vertex for each face in 𝑇 , plus one vertex 𝑣∞ representing the outer face. 𝑇↑ contains the
edge ({𝑣1 , 𝑣2 , 𝑣3 }, {𝑣1 , 𝑣2 , 𝑣3′ }) for each edge–face gradient pair ({𝑣1 , 𝑣2 }, {𝑣1 , 𝑣2 , 𝑣3 }).
Here, {𝑣1 , 𝑣2 , 𝑣3′ } is the other triangle incident to {𝑣1 , 𝑣2 }. If {𝑣1 , 𝑣2 } lies on the
boundary of 𝑇 , then add an edge to the vertex 𝑣∞ instead. As this mirrors the traver-
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sal of edge–face gradient pairs, each tree in 𝑇↑ represents a descending manifold;
we ensure that its maximum is the root of the tree.

▶ 3.4.2

Event handling

We first show how to maintain the set of vertex–edge gradient pairs; that is, 𝑇↓ .
Changes in the vertex–edge gradient pairs happen because the lowest neighbor of a
vertex changes. Specifically, when the lowest neighbor of vertex 𝑣 changes, 𝑣 needs
to be paired with its incident edge that is now lowest. To track this information,
we store a tournament tree for each vertex 𝑣, to maintain its lowest neighbor. This
tournament tree contains 𝑣’s neighboring vertices and 𝑣 itself. This leads to three
types of events: the lowest neighbor can move from one neighbor 𝑣1 to another
neighbor 𝑣2 (in which case we update 𝑇↓ by deleting {𝑣, 𝑣1 } and inserting {𝑣, 𝑣2 }),
the lowest neighbor can move from a neighbor 𝑣1 to 𝑣 itself (in which case we
delete {𝑣, 𝑣1 } from 𝑇↓ ), or the lowest neighbor can move from 𝑣 to a neighbor 𝑣1 (in
which case we insert {𝑣, 𝑣1 } into 𝑇↓ ). Several such events can happen at the same
time, in which case we handle them one by one. To avoid adding cycles to 𝑇↓ , we
first execute all edge deletions, and then all insertions.
Similarly we maintain 𝑇↑ , by maintaining for each edge {𝑣1 , 𝑣2 } which of 𝑣1 , 𝑣2 , 𝑣3
and 𝑣3′ is the lowest. After an event has been handled, we can locally determine
which vertices, edges and faces in the neighborhood are minima, saddles and maxima, respectively, and mark them as such.

▶ 3.4.3

Analysis

Because an event influences only the neighborhood of a single vertex or face, per
event only a constant number of link / cut operations need to be carried out. Assuming the maximum vertex degree in 𝑇 is bounded by a constant, events can be
processed in 𝑂(log 𝑛) time each. Hence, if there are 𝑘 changes to the MS-complex,
our KDS can process those in 𝑂(𝑘 log 𝑛) time in total. We analyze the KDS using the
four quality criteria. In the following, we assume that the maximum vertex degree
in 𝑇 is bounded by a constant.
Compactness: The KDS uses a constant number of certificates per vertex and edge,
so it contains 𝑂(𝑛) certificates in total.
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Responsiveness: Handling an event and computing the failure time of the new
certificate takes constant time. However, inserting the new failure time into
the event queue takes 𝑂(log 𝑛) time.
Locality: As mentioned before, we use 𝑂(1) certificates per vertex / edge.

3

Efficiency: The efficiency of our KDS fully depends on the efficiency of the kinetic tournaments used. Assuming linear vertex motion, a kinetic tournament
has efficiency 𝑂(log 𝑛). Our kinetic tournaments have constant size, however
(again assuming that the maximum vertex degree in 𝑇 is bounded by a constant). Therefore the efficiency of the entire KDS is 𝑂(1).

▶ 3.5

Conclusion

We presented a KDS that maintains the split tree of an area-persistent one-dimensional
terrain. The challenging part is to handle the area certificates which detect when a
pruned part of the terrain attains a certain threshold value. We showed that even in
one dimension the complexity of these certificates is forbiddingly large, unless the
terrain moves with linear motion. Furthermore, area or volume pose a structural
problem, because combined areas or volumes need to be summed, whereas one uses
the maximum for combining heights (in standard persistence). However, if the 1D
terrain does move linearly, then we showed how to exploit structural properties
of the area certificates to handle them in logarithmic time. We also described how
to generally reduce the number of events by not explicitly maintaining the split
tree in the pruned parts of the terrain. Finally, we presented a KDS for computing
the discrete MS-complex for two-dimensional terrains, which is a first step towards
building a KDS for volume-persistence in two-dimensional terrains.

70

Chapter 4

Implementation and
Experiments
In the previous chapters, we described two algorithms to generate river networks.
Specifically, in Chapter 2, we described such an algorithm that is based on computing
a striation, while in Chapter 3 we introduced the concept of volume-persistence,
which can be used to generate river networks as well. To make our work accessible
to practitioners from geomorphology, we implemented both algorithms.
To assess the usefulness of our algorithms in practice, we collaborated with a group
of geomorphologists, who used our implementation in their geomorphological experiments. In this chapter we report on two such experiments. The first experiment determines the difference in channel depths between braided rivers and estuaries, and
the second experiment investigates the results of dredging in the Western Scheldt
estuary. We refrain from providing all geomorphological background for the experiments, since it is out of scope for this thesis. We instead focus on describing how our
algorithms were used to analyze the experimental results, thereby demonstrating
how our algorithms can be used in practice.

Organization In Section 4.1 we describe our implementation of the striationbased method proposed in Chapter 2. Afterwards, in Section 4.2, we report on the
first experiment, which investigates differences in channel depths between braided
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Figure 4.1

Screenshot of our implementation, showing the Western Scheldt
dataset.

rivers and estuaries. In Section 4.3 we describe the algorithm we use to compute river
networks by means of volume-persistence. Finally, in Section 4.4 we report on the
second experiment, which uses the volume-persistence-based method to investigate
the effects of dredging in the Western Scheldt.

▶ 4.1

Implementation

When implementing our algorithms, we aimed to make the resulting tool usable
for geomorphologists wanting to analyze their datasets. To support this, we implemented two separate interfaces. On one hand, to enable the user to inspect the input
DEM and the output of the algorithm, we implemented a graphical user interface
(GUI). The GUI shows a zoomable map of the river to the user, with the computed
network overlaid (see Figure 4.1). It allows the user to select an algorithm, set the
volume threshold 𝛿, and select other parameters. It can also visualize the intermediate steps of the algorithm, by displaying the MS-complex and the striation. On
the other hand, we added a command-line interface, so that geomorphologists are
able to integrate the tool into their existing analysis pipelines. This way, a series of
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input DEM
(text or image file)
boundary

triangulation

MS-complex

(DCEL)

(DCEL)

striation-based method
striation

set of paths
(or)

network

volume-persistence-based method
simplified MS-complex
Figure 4.2

Schematic overview of the steps of the algorithm implemented. The
implementation of the volume-persistence-based method is described
in Section 4.3.

analyses can be performed without human intervention.
The algorithm as described in Chapter 2 consists of several steps. In the remainder
of this section, we describe these steps one by one. A schematic overview of the
entire process is shown in Figure 4.2.

Input and preprocessing We chose to restrict the input DEMs to rectangular
grids, instead of arbitrary TINs. If necessary, a TIN can be resampled to a grid before
running our implementation. We allow two input formats for these grids. Firstly, we
defined a simple text-based format that contains the height measurements in rowmajor order. Secondly, the implementation is able to read image files in which each
pixel encodes a height value: pure black is read as the lowest possible value, pure
white is read as the highest possible value, and other values are scaled linearly. The
image-based format enables easy experimentation, because it allows for drawing
artificial DEMs in an image editor to run the algorithm on. After a DEM has been
read, the program converts it into a triangular grid by adding diagonals to each grid
cell.
Our input formats always cover a rectangular region of the terrain. This is frequently
undesirable because we generally want the river network to cover the riverbed only.
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→
𝑒
Figure 4.3

Splitting a monkey saddle (with steepest-descent edge 𝑒) into two regular saddles.

4
To this end the program allows the user to specify the boundary of the area to analyze.
Parts of the boundary are designated as the source and the sink. In Figure 4.1,
the boundary is indicated in black, with the source and sink marked in blue and
brown (at the left and right ends of the river, respectively). As a preprocessing step,
the program extracts the part of the DEM lying within the specified boundaries by
performing a depth-first search. It then converts this part of the triangulation to a
doubly-connected edge list (DCEL) 𝑇 [13, Chapter 2]. We connect all source vertices
to a single source vertex 𝜎 at height −∞, and similarly the sink vertices are connected
to a single sink vertex 𝜏 . Then, we connect all vertices on the boundary, including
the source and sink vertices, to a vertex 𝑣∞ at height ∞.

MS-complex The next step is to compute the piecewise linear descending Morse–
Smale complex. We start by splitting monkey saddles in 𝑇 , because this avoids
degeneracies. By construction all vertices in our grid have degree at most 6 (except
for 𝑣∞ and the source and sink vertices – but they cannot be saddles). Therefore,
saddles have at most three wedges, and we need to split each monkey saddle at most
once to obtain regular saddles. There are three ways to perform such a split (see
also Figure 3 in Edelsbrunner et al. [33]). We pick the one that keeps both copies of
the saddle connected to the steepest-descent neighbor (see Figure 4.3). This way, a
steepest-descent path passing through the monkey saddle does not change because
of the saddle split.
We continue by constructing the MS-complex. The MS-complex is stored as a
DCEL 𝑀. Each vertex in 𝑀 corresponds to a critical point in 𝑇 , to which it stores
a pointer. Similarly, each half-edge in 𝑀 stores an ordered list of pointers to halfedges from 𝑇 , forming the path of the corresponding MS-edge. Finally, a face in 𝑀
corresponds to an MS-cell and stores a pointer to its maximum (a vertex in 𝑇 ) and a
list of pointers to faces in 𝑇 that it contains.
The construction proceeds as follows. We first identify all minima and saddles in 𝑇 ,
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adding them to 𝑀 as vertices. From each minimum 𝑚, we search for saddles that
have a steepest-descent path to 𝑚. This is done by performing a depth-first search,
following steepest-descent paths in reverse. Every time we encounter a saddle 𝑠,
we add the corresponding MS-edge to 𝑀 as two half-edges: one for (𝑚, 𝑠) and one
for (𝑠, 𝑚). During our search we encounter the saddles around 𝑚 in order, which
allows us to set the next and previous pointers on all half-edges around 𝑚. After
this procedure, we set the next and previous pointers on the half-edges around all
saddles 𝑠 by iterating over all wedges in order. 𝑀 now contains all vertices and edges,
but no faces yet. We add the faces one by one, by iteratively finding an MS-edge
that does not have an incident face yet. When we find a face 𝑓 , we add it to 𝑀 and
perform a depth-first search to collect the faces in 𝑇 that 𝑓 contains.
Striation and network To follow the algorithm from Chapter 2, we compute
the striation as explained in Section 2.3. We implemented two heuristics: highest
persistence first and hybrid. For both, we first compute the persistence of each MScell. Then we maintain a queue of terrain pieces, in which we initially insert only the
entire terrain. We take a piece from the queue and (unless it consists of only a single
MS-cell) split it around its highest-persistence MS-cell (see Figure 2.6), inserting the
resulting two pieces back into the queue. Some bookkeeping is required to maintain
for each piece what its source and sink are, and to maintain the ordering of pieces
from one bank to the other. The output of this procedure is a list of striation paths
and MS-cells between them.
Then, as explained in Section 2.5, we sort these paths on their lexicographic height,
and add them one by one to the representative network  if their distance to existing
paths is at least 𝛿. Finally, we do some postprocessing to convert , which is a set
of source-to-sink paths, to a graph 𝐺. We first mark all MS-edges in 𝑀 that are
used by any of the paths in . Then we construct 𝐺 by performing a search on the
marked MS-edges, starting from 𝜎 . Every time we encounter a vertex with more than
two marked incident MS-edges, we insert a vertex into 𝐺; those vertices are then
connected according to the marked MS-edges. This results in the desired graph 𝐺,
which we display in the GUI (see Figure 4.2) or output to a file.

▶ 4.2

Comparing braided rivers and estuaries

In this section, we describe an experiment to investigate how channel network structure varies between braided rivers and estuaries, and to analyze the extent to which
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scale influences the internal organization of these channel networks. This experiment uses the implementation described in Section 4.1. The experimental evaluation was led by Matthew Hiatt (Department of Oceanography and Coastal Sciences,
Louisiana State University) and Maarten Kleinhans (Faculty of Geosciences, Utrecht
University).

4

Datasets We analyze four datasets: two braided rivers and two estuaries. For
both braided rivers and estuaries, we use one real-world DEM and one DEM obtained by running a numerical simulation. Firstly, we use run 3 of the simulated
braided river model created by Schuurman et al. [69]. This dataset consists of a
series of 662 DEMs for subsequent timesteps. We use timestep 180, which is equivalent to about 12 months of morphological development, because this timestep marks
the beginning of a relatively stable period in the network. Secondly, we use the
Waimakariri DEM created by Hicks et al. [41]. We note that these are the same
datasets already used as examples in Section 2.6, although there we used a different
timestep for the braided river model.
For the estuaries, we use a DEM resulting from a morphodynamic model of estuary
development created by Braat et al. [19] for a study on the influence of mud supply
on the shape of an estuary. Finally, we use a DEM of the Western Scheldt estuary
in The Netherlands, which was used by Van Dijk et al. [30] for predicting shoal
collapses.

Methodology To compare the networks generated for different 𝛿 thresholds, we
overlay 𝑘 networks generated for a range of 𝑘 different 𝛿 values 𝛿1 > 𝛿2 > … > 𝛿𝑘 .
This results in a single combined network in which each edge is annotated with the
highest 𝛿 value for which that edge is still present (see Figure 4.4). These 𝛿 values
form a measure of the scale or importance of the channel. Since the four datasets
vary considerably in size, the 𝛿𝑖 values used for each dataset are different. We select
the 𝛿𝑖 values such that for 𝛿1 only the lowest path is included in the network, and
for 𝑖 ≥ 2, 𝛿𝑖 = 𝛿𝑖−1 /10 (see Table 4.1).
For every run of the algorithm, the striation is identical, because the computation
of the striation is independent of the value of 𝛿. As a consequence, the source-tosink paths included in all 𝑘 networks do not cross, because they are all taken from
the same striation. However, because the algorithm used for selecting the paths is
greedy (see Section 2.5), there is no guarantee that the network for threshold 𝛿𝑖 is a
subset of the network for threshold 𝛿𝑖−1 , although in practice this is usually the case.
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𝛿 low

combined
network

DEM
𝛿 high

networks
Figure 4.4

We generate a combined network by first generating networks for a
range of thresholds 𝛿1 > … > 𝛿𝑘 (as in Figure 2.1) and then overlaying those. In the combined network each edge is annotated with the
highest 𝛿𝑖 value where it is present (shown here with coloring).

If not, it may happen that two source-to-sink paths in the combined network have
only a tiny volume of sediment between them, smaller than any of the 𝛿𝑖 values.
To be able to study the differences between channel depths between the datasets, for
each dataset and 𝛿𝑖 value we construct a frequency distribution of the height values
appearing at that 𝛿𝑖 value. More precisely, let 𝛿 ∈ {𝛿1 , … , 𝛿𝑘 }. We consider the
height values for all the points on channels which are annotated with value 𝛿. We
then classify those height values into bins and count them, resulting in a histogram
that shows the frequencies of each height value. The height values used have been
corrected for mean slope.

Results The generated combined networks are shown in Figure 4.5, and the depth
distributions are shown in Figure 4.6. In the Waimakariri, the distributions are wellsorted by 𝛿 scale: elevations associated with small 𝛿 values are generally higher than
those associated with larger 𝛿 values (see Figure 4.6a). This transition from higher to
lower elevations as 𝛿 increases is fairly gradual, which results in a fairly symmetrical,
unimodal distribution shape. Additionally, in the Waimakariri, the total length of
channels increases as the 𝛿 value decreases; this is also clearly visible in Figure 4.5a.
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Figure 4.5

Extracted networks for three of the datasets.
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Figure 4.6

Comparison among the depth distributions across sand function scales
for each dataset. The elevation values have been corrected for mean
slope, if necessary.
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Table 4.1

Threshold values used for each dataset.

dataset
Braided river model
Waimakariri
Estuary model
Western Scheldt

4

𝜹 range
(m3 )
3.98 × 102
1.09 × 102
1.20 × 102
1.20 × 102

– 3.98 × 109
– 1.09 × 107
– 1.20 × 108
– 1.20 × 109

grid resolution
(m × m)
200 × 80
8×8
50 × 50
100 × 100

This causes the distributions for higher 𝛿 values to have higher frequencies overall.
For the braided river model, similar behavior is visible: as 𝛿 increases, the elevations
generally decrease (see Figure 4.6b). However, the overall frequencies do not grow
larger for smaller 𝛿 values.
The channel network elevation distributions for the Western Scheldt and the estuary
model display different behavior. For the Western Scheldt, the channel network
elevation distribution follows a similar pattern of low elevation for higher 𝛿 values.
There is a stark increase in frequency at the largest 𝛿 scales around an elevation
of 𝑧 = −20 m (see Figure 4.6c), which is likely due to channel bed maintenance
through dredging activities in the estuary. The frequency of elevations are fairly
uniform across smaller 𝛿 scales. In the estuary model, the elevation distribution
for the highest 𝛿 value is bimodal, which is unique among the cases studied (see
Figure 4.6d).

▶ 4.3

Volume-persistence

In this section, we explain our implementation of the volume-persistence-based algorithm. A large part of the implementation is shared with the implementation for the
striation-based method described in Section 4.5 (see again Figure 4.2). Namely, we
process the input DEM and compute the MS-complex in the same way. Then, to obtain the river network, we simplify the MS-complex by means of volume-persistence.
To know which parts of the MS-complex can be simplified away, we do not need to
compute the pruned terrain explicitly. Instead, we determine directly which saddle
points are pruned, as explained in Section 3.3.1. To do this, we process all saddles
in the MS-complex in descending height order. For each saddle 𝑠, we find the MScells on both sides and compute their volumes 𝑉1 and 𝑉2 above the height of 𝑠 (see
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Volume-persistence

𝑉2
𝑠

Figure 4.7

Measuring the volumes 𝑉1 and 𝑉2 above the height of 𝑠.

Figure 4.7). Since we are working with a descending MS-complex, and we removed
monkey saddles beforehand, each saddle has degree 2. If both volumes are larger
than the given threshold 𝛿, then 𝑠 is not pruned, so we keep 𝑠. If at least one of the
two volumes is smaller than 𝛿, then 𝑠 is pruned, so we remove 𝑠 and merge the two
incident MS-cells.

Combined network As described in Section 4.2, it is useful to merge a series of
networks with distinct 𝛿 values together. That way we obtain a combined network
in which each MS-edge is annotated with a 𝛿 value, indicating its significance (see
again Figure 4.4). To achieve this for the striation-based method, we need to compute
networks for a discrete set of 𝛿 values and overlay them afterwards. This is necessary
because there is no guarantee that a network for a higher 𝛿 contains a subset of the
edges of the network for a lower 𝛿. Volume-persistence, on the other hand, does
have this property: if we increase 𝛿, we will still merge all MS-cells that we merged
before. Therefore we can generate the combined network directly. This has the
added advantage that we compute exact 𝛿 values, removing the inaccuracy caused
by picking 𝛿 from a set of discrete values.
The computation proceeds as follows. We start by making a copy of the MS-complex,
on which we perform the same simplification procedure as before. However, we now
take 𝛿 = ∞. Therefore, we remove all saddles, so after the simplification we are left
with only the lowest path. Now consider a saddle 𝑠, and assume all saddles higher
than 𝑠 have already been removed from the MS-complex. Let 𝑉 be the minimum
of the volumes of the two MS-cells incident to 𝑠. If we would have computed the
volume-simplified MS-complex with 𝛿 ≥ 𝑉 , then 𝑠 would be considered pruned,
while if 𝛿 < 𝑉 , 𝑠 would not be pruned. In other words, the MS-edges incident to 𝑠
are present in the volume-simplified MS-complex if and only if 𝛿 < 𝑉 . Therefore, in
the original MS-complex, we annotate these incident MS-edges with 𝑀. After we
have processed all saddles, these annotations form the combined network.
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4

Figure 4.8 Map of the Western Scheldt; bed elevation from 2014 shown.

▶ 4.4

Effects of dredging in the Western Scheldt

In this section we report on experiments performed on the Western Scheldt estuary
in The Netherlands (see Figure 4.8). The experimental evaluation was led by Wout
van Dijk and Maarten Kleinhans (Faculty of Geosciences, Utrecht University).
The Western Scheldt is a busy shipping fairway providing access to the port of
Antwerp. Therefore continuous dredging of its main channel is needed to maintain
a minimum depth: sediment is removed from the shipping channel and dumped at
some other place in the estuary. The location where the sediment is dumped influences the development of the channels and shoals, and different dumping strategies
have been devised over the years. In this section we use the volume-persistencebased algorithm to compute river networks for historical bathymetry data. In those
river networks, we can identify the main channel and side channels, and determine
if the average depth of those channels increases or decreases over time. This can
help evaluate which dumping strategies are most successful.
The bathymetry data used in this experiment, the so-called ‘vaklodingen’, have been
acquired for the period 1955–2015 by Rijkswaterstaat, the agency responsible for
water management in The Netherlands. The dataset consists of single beam measurements at 100–200 m transects, combined with GPS Real-Time Kinematic (RTK)
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Effects of dredging in the Western Scheldt
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Median bed elevation for the main, side and connecting channels in
the Western Scheldt.

measurements for the drier parts of the tidal flats [82]. The estimated vertical accuracy of the dataset is determined at 50 cm (2𝜎 ), regardless of whether the data has
been measured by single beam or with RTK [82, 83].

Methodology We used the algorithm based on volume-persistence to compute
river networks for each timestep. Our aim is to compute the median channel depth
for main, side and connecting channels in the river network. We designate channels
as main, side and connecting channels mainly based on the network topology:
• the overall lowest path is designated as the main channel;
• a channel is designated as a side channel if it connects a point on the main
channel to another point on the main channel, or if it connects a side channel
to a side channel;
• otherwise a channel is designated as a connecting channel (that is, if it connects the main channel to a side channel, or if it connects any channel to a
connecting channel).

Results In Figure 4.9, we show the computed median channel depths. The main
channel clearly became deeper over time because of dredging, as expected, especially
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following main deepening events (in the 1970s, 1997-98 and 2010-11, to tidal-free
water depth of 9.5 m, 11.6 m and 14.5 m [77], respectively). The volume for disposal
of dredged sediment in the side channels was reduced when it appeared that this
tended to close them off [47, 77]. Despite this change in strategy, disposal of dredged
sediment in the side channels led to siltation and shallowing of these channels since
the 1980s [65]. This is visible in Figure 4.9: the median bed elevation of the side
channels has been increasing. The conversion to a more flexible disposal strategy,
where 20 % of the dredged sediment was disposed on the seaward tip of the intertidal
shoals, resulted in stabilisation of the channel depth of the side channels. However,
this caused the smaller-scale connecting channels to silt up, jeopardizing the multichannel system [65].

▶ 4.5

Conclusion

In this chapter we discussed an implementation of the algorithms discussed in Chapters 2 and 3. We also reported on the results of two geomorphological experiments
in which our implementation was used. These experiments show that the generated
river networks can indeed be used successfully in the analysis of real-world rivers.
Because the implementation offers little guidance to users with regards to selecting
the right algorithm and parameters, using the tool effectively still requires knowledge of the algorithms implemented. Also, the current implementation generates the
network only; it does not offer any capabilities to analyze the network (this needs
to be accomplished by exporting the network, and using some other tool to analyze
it). As future work we want to improve the user-friendliness of the tool, such that it
can be used independently by geomorphologists to analyze their datasets.
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Chapter 5

Volume-Based Similarity of
Linear Features on Terrains
In the previous chapters, we have proposed two methods for constructing river
networks. These algorithms measure the volume of parts of the terrain to determine
which channels to include in the network. In other words, given two paths, we
determine how similar they are based on the volume of sediment in between the
paths. If the volume between the paths is smaller than a threshold, then we consider
the paths similar, and we do not allow them to be in the network together. If on the
other hand the volume is large, we consider those paths dissimilar, and allow both
of them in the network.
The problem of computing the similarity between paths, representing linear features
on a terrain, is an important part of many analysis methods for geographic data. In
fact, linear features appear not only as river channels, but also, for example, as
the boundary of ground cover regions, separating different types of vegetation or
delineating glaciers. Linear features can change over time: glaciers expand or retract,
certain kinds of vegetation cover larger areas, while other kinds are being decimated,
and as we have seen before, rivers change their course. Hence, similarity of linear
features can be used in trend analysis.
When computing the similarity between the boundaries of a glacier in two different
years, it is important to also consider the context in which the change occurred: both
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the terrain itself and the geomorphological processes that caused or are caused by
this change. Similarly, in mountainous terrain the region in which a certain species
of moss occurs is influenced both by the terrain itself, but also by wind exposure or
changing temperatures. The third (terrain) dimension may also represent something
else than elevation, for example water temperature. When fish or whales migrate
they may choose different routes through the ocean, possibly preferring colder or
warmer waters. In this case the (dis)similarity between two routes is influenced both
by the amount and the temperature of the water in between.

5

In most cases, the similarity between two linear features is determined by ‘whatever
lies in between the two features’. If the two features are simply two paths in the
plane, without any further context, then a classic geometric distance measure such as
Hausdorff, Dynamic Time Warping, or Fréchet can be appropriate. The area between
the two linear features can also be meaningful. However, in a 3-dimensional setting,
where the context of the two features to be compared is given by a terrain, we need
to be able to take this context into account.
In this chapter we hence generalize the concept of volume-based methods, as proposed for river channels in the previous chapters, to distance measures between
arbitrary linear features on terrains. Specifically, our measures construct suitable
base surfaces between the two linear features to be compared. These base surfaces
can slice through the input terrain and also hover above, to model the costs of geomorphological processes such as erosion and fill. The similarity between two linear
features is then captured by the ‘earth’ above the base surface and possibly also by
the ‘air’ trapped below (see Figure 5.1). It is useful to have a collection of different
similarity measures available, so that the most appropriate one can be used depending on the application. This chapter extends this collection with new volume-based
measures for 3-dimensional situations.

Results and organization We assume that our input consists of a triangular irregular network 𝑇 with two paths 𝜋1 and 𝜋2 , describing two linear features on the
terrain. For ease of explanation, we furthermore assume that 𝜋1 and 𝜋2 share their
start and end points but are otherwise disjoint. Our methods can in fact easily be
applied to intersecting paths as well, by considering all parts between intersections
separately and summing the resulting volumes. Furthermore, if 𝜋1 and 𝜋2 do not
share their start (end) points, we can draw a path 𝜋start (𝜋end ) connecting the start
(end) points of 𝜋1 and 𝜋2 , in order to delineate the part of 𝑇 that is between 𝜋1 and 𝜋2 .
We explore the possibilities of volume-based distance measures between 𝜋1 and 𝜋2
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𝜋1
𝑠

𝑡

𝜋2

(a)

Figure 5.1

(b)

(c)

A base surface defining the distance between two paths 𝜋1 and 𝜋2 on
a terrain. (a) Terrain with paths; (b) the base surface; (c) earth above
in brown and air below in blue.

with respect to 𝑇 . Earth and air are usually not equivalent, so we aim to study both
symmetric and asymmetric measures. Specifically, in Section 5.1.1 we first consider
the most basic of surfaces, namely planes, and argue how to place them optimally.
We describe three such planes: the horizontal plane that fits the paths 𝜋1 and 𝜋2
best, the general plane that fits 𝜋1 and 𝜋2 best, and the plane that minimizes the total
(vertical) area between the plane and 𝜋1 and 𝜋2 .
In Section 5.1.2 we consider more general base surfaces which do contain 𝜋1 and 𝜋2
(which usually cannot be the case with planes). We consider the minimal area surface
between 𝜋1 and 𝜋2 , as well as two other types of surfaces, which are inspired by
the sand functions introduced in Chapter 2, specifically the water flow and the
symmetric flow model. These surfaces are therefore motivated by erosion caused
by water flow on terrains, and by definition do not trap air below them. Note that
the input surface 𝑇 itself is also a possible base surface: the only surface for which
𝜋1 and 𝜋2 are considered identical (since there is no earth above and no air below 𝑇
with respect to 𝑇 ). The input surface is hence a poor choice of base surface.
In Section 5.2 we describe how to compute the volumes of earth and air between
the input surface 𝑇 and our base surfaces. In Section 5.3 we investigate the different
plane and surface choices experimentally, using several real-world elevation datasets
as well as meaningful synthetic data. Since there is no ground truth for our volumebased distance measures, we observe the results for the different choices and discuss
their characteristics. Based on these characteristics, a measure can be chosen for a
specific application.
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Related work Similarity measures for shapes have been considered in a variety
of contexts. Popular geometric measures include the Hausdorff distance, the Fréchet
distance, the area-of-symmetric difference, the Wasserstein distance (Earth Mover’s
Distance), and the turn function distance [4, 5, 6, 8, 67, 74]. Shape similarity measures
have also been well-studied in the context of multimedia search and retrieval, see
for example, the overview given by Veltkamp [80].

5

Also in GIS shape similarity measures have been used, for example, in cartographic
generalization. Here a city outline or river shape will be displayed with less detail
on a smaller-scale map, while still capturing the overall shape well. One needs to
measure the similarity between the original shape and the generalized shape to determine how well the generalization still resembles the original [58, 71]. Furthermore,
similarity measures are used for trajectory similarity [79], landscape ecology [35],
(urban) property analysis [43], spatio-temporal processes [57], and retrieval in spatial
databases [60]. There has also been some recent interest in semantic similarity [45,
70], focusing more on cognitive than on geometric aspects of similarity.
As described above, our volume-based measures are modeled to take the 3-dimensional context of the input paths into account by measuring volume in between the
two paths. The use of context in geographic similarity measures was studied for
trajectories in [20]. Several other computational methods that include context are
based on the Fréchet distance [21, 22, 31].

▶ 5.1

Base surfaces

In this section we provide definitions for the six base surfaces. Like the input terrain,
we can represent a base surface as a function  ∶ ℝ2 → ℝ. Given such a function,
the volume of earth above the base surface is
{
}
𝑑earth (𝜋1 , 𝜋2 ) = ∫ max 0, ℎ(𝑥, 𝑦) − (𝑥, 𝑦) d𝑥 d𝑦,
(5.1)
𝐷

where 𝐷 is the part of the terrain enclosed by 𝜋1 and 𝜋2 . Alternatively, we can
measure the volume of air below the base surface by inverting the terrain and the
base surface:
{
}
𝑑air (𝜋1 , 𝜋2 ) = ∫ max 0, (𝑥, 𝑦) − ℎ(𝑥, 𝑦) d𝑥 d𝑦.
(5.2)
𝐷

We study two types of base surfaces: planes (Section 5.1.1) and general surfaces
(Section 5.1.2). We take planes that are close to the paths, as we want to measure
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volume with respect to the paths. If two paths surround a hill, we wish to measure
the volume of the hill above the height of the paths; the height or volume of the hill
should not influence the choice of the plane, just the amount we measure. Planes
are the simplest type of base surface, but as planes cannot always capture the 3D
shape of the paths well, we also consider general (non-planar) surfaces that always
contain the paths.

▶ 5.1.1

Planes

A natural way of defining a base surface is to take a plane that is as close as possible
to the paths 𝜋1 and 𝜋2 . The simplest way to define such a plane is to use a horizontal
plane 𝑧 = 𝐻avg at the average height 𝐻avg of 𝜋1 ∪ 𝜋2 . We call the resulting plane the
horizontal average plane (HAP).
The HAP is horizontal by definition, while 𝜋1 and 𝜋2 may be sloped, so the HAP may
not stay close to the paths. Therefore we also consider arbitrary planes 𝑧 = 𝑎𝑥 +𝑏𝑦 +𝑐.
A suitable plane that is close to the paths is a regression plane using least-squares
regression. That is, we choose 𝑎, 𝑏 and 𝑐 such that the sum of squared errors
(𝑧𝑝 − 𝑎𝑥𝑝 − 𝑏𝑦𝑝 − 𝑐)2 d𝑝

∫

𝑝∈𝜋1 ∪𝜋2

is minimized. We call the resulting plane a regression plane (RP). The parameters 𝑎,
𝑏 and 𝑐 defining the plane can be computed using standard methods from statistics.
We note that the HAP, being a horizontal plane at an average height, is the horizontal
plane given by 𝑧 = 𝑐 that minimizes the sum of squared errors
∫

(𝑧𝑝 − 𝑐)2 d𝑝.

𝑝∈𝜋1 ∪𝜋2

In other words, the HAP is a version of the regression plane that is restricted to be
horizontal.
Both the HAP and the RP are (generally) partly above and partly below the terrain.
Therefore we can choose to measure only earth or include air as well. If we measure
only earth, it is clear that a higher horizontal plane will measure a smaller volume
of earth. Similarly, when measuring only air, the air volume increases. In some
applications one might want to treat earth and air as equals and use a choice for a
plane that is symmetric. Since we choose the plane based on the paths, we can use
a base plane that has as much air above it as earth below it at the paths. This means
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(a)

5

Figure 5.2

(b)

(c)

(a) A flat terrain, (b) a hill, and (c) a sloped hill with longitudinal
paths.

that we are choosing a horizontal plane based on the (vertical) area of earth and air
at the vertical cross-section induced by 𝜋1 and 𝜋2 . This setting is especially natural
if the volume we will eventually measure is the sum of earth and air volumes with
respect to the base surface. Therefore, as a third plane choice, we pick the horizontal
plane given by 𝑧 = 𝑐 that minimizes the sum of absolute differences:
∫

| 𝑧𝑝 − 𝑐 | d𝑝.

𝑝∈𝜋1 ∪𝜋2

We call this plane the minimizing horizontal plane (MHP). Assuming a TIN as the
terrain model, we can find the cut-off height 𝑐 of a MHP by sweeping a plane from
top to bottom while maintaining area of earth above (initially zero) and air below
𝜋1 ∪𝜋2 . These areas change with a quadratic function in 𝑧, which needs to be updated
at every vertex. We search for the plane where the increase of earth is the same as
the decrease of air, because here the minimality is realized. The approach is the same
as classification on a TIN in [53].

▶ 5.1.2

General surfaces

When 𝜋1 and 𝜋2 lie roughly in a plane, some plane base surfaces appear to have
the desired behavior on simple examples, see Figure 5.2a–c. They are also easy to
understand and simple to implement. However, when the paths clearly deviate from
any plane, then the planes may not perform well. See Figure 5.3a, where the paths 𝜋1
and 𝜋2 have the same profile and so does the terrain in between, but all base planes
will measure volumes of earth and/or air (Figure 5.3b). If there is a ‘natural morph’
from 𝜋1 to 𝜋2 which happens to follow the surface of 𝑇 , as in Figure 5.3c, then we
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(a)

Figure 5.3

(b)

Base surfaces

(c)

(a) A valley with transverse paths. (b) The terrain cut by a horizontal
base plane. Any base plane that stays close to the input paths will cut
off earth or air. (c) A natural morph between the two paths.

prefer not to measure any volume. We hence consider more general base surfaces,
which contain the paths 𝜋1 and 𝜋2 .
There are many ways to define a surface between the paths 𝜋1 and 𝜋2 . For example,
we could use a minimal surface or a surface obtained from a constrained Delaunay
triangulation between 𝜋1 and 𝜋2 [26, 36]. Unfortunately, the constrained Delaunay
triangulation gives a base surface that is not robust: a minor change in the location
of one vertex of 𝜋1 can cause an edge flip and therefore a vastly different base surface,
causing a dramatic change in measured volume.
However, a minimal area surface (MAS) between the paths 𝜋1 and 𝜋2 is a natural
choice. When the paths lie in a plane, the minimal area surface is that plane, and
hence for the terrains in Figure 5.2a–c, the results are the same as for RP. For terrains
such as the one in Figure 5.3a we will measure some positive volume of earth and
air.
The last two base surfaces that we consider are inspired by the sand functions introduced in Section 2.4, in particular, the water flow model and the symmetric flow
model (see Figure 2.7b–c). Because in this setting we do not have a striation, we
simplify the definition, not requiring striation monotonicity. For the water flow
model, we are interested in the minimum amount of earth that must be removed for
a stream to move from course 𝜋1 to course 𝜋2 . Like mentioned in Section 2.4, the
resulting distance measure is not symmetric, because it is ‘easier’ for a path (stream)
higher up to change its flow to a lower path than vice versa.
We can view the change from path 𝜋1 to path 𝜋2 as a morph. Imagine the projections
𝜋1′ and 𝜋2′ of 𝜋1 and 𝜋2 onto the (𝑥, 𝑦)-plane and let 𝐷 denote the part of the terrain
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between 𝜋1′ and 𝜋2′ . Recall from Section 2.3 that a monotone isotopy from 𝜋1′ to 𝜋2′
is a morph that transforms 𝜋1′ to 𝜋2′ , for which all intermediate paths are simple
and where no part of 𝐷 is covered more than once (see Figure 5.4a). It is a smooth
transition that can only move forward from 𝜋1′ towards 𝜋2′ and must stay inside 𝐷.
There are many such monotone isotopies. In 3D, the morph from 𝜋1 to 𝜋2 also
includes an elevation for every point on every intermediate path of the morph. Since
the morph is smooth and forward only, it defines a function over 𝐷. If we choose
the elevations such that this function is continuous over 𝐷, its image is a surface
which can be used as a base surface.
Each individual path in a morph can be seen as a mapping from the interval [0, 1]
to the path from 𝑠 to 𝑡. For all paths in the morph and any parameter 𝜏 ∈ [0, 1] we
then get a smooth sequence of locations by tracing the points at parameter 𝜏 over
all intermediate paths of the isotopy (see Figure 5.4b). These traces are curves that
are transverse to the intermediate curves; they are referred to as matching curves.
They connect one location on 𝜋1 to one location on 𝜋2 with a smooth curve.
To let (the stream) 𝜋1 change its course to 𝜋2 , all matching curves should be monotonically decreasing in elevation. Therefore, we want the base surface to be a surface
on or below 𝑇 , for which a corresponding monotone isotopy exists whose matching
curves are monotonically decreasing. Among these, we pick the one that measures
the smallest earth volume. We call the resulting surface the water flow surface (WFS).
To understand the WFS and how it differs from the RP, even if the paths 𝜋1 and 𝜋2
lie in a plane, consider the example in Figure 5.5a. Here the RP distance is the
volume of the entire bump since it is above the RP (see Figure 5.5b), whereas the
WFS distance from the upper to the lower path is the volume of the bump above
the saddle point (see Figure 5.5c). Similarly, if the terrain between 𝜋1 and 𝜋2 would
contain unevennesses but no local maxima, then the WFS distance would be 0 and
the RP distance would be some measurable value. The WFS distance will also be 0
for the example in Figure 5.3a, but for the example in Figure 5.6 it gives the volume
between 𝑇 and a horizontal plane through 𝑠 and 𝑡 on one side of the valley (restricted
to the domain 𝐷).
Another way of understanding the WFS distance is that it is the volume of all points
on or under 𝑇 for which any path over the terrain towards 𝜋1 must descend at some
point. Using this observation we can efficiently compute the WFS on a TIN-based
terrain. We do this by computing, for each vertex 𝑣 ∈ 𝑇 , the highest path towards 𝜋1 .
This is defined as the path with the highest minimum-height point among all paths
from 𝑣 to 𝜋1 . That is, it descends only when it must. To efficiently compute all highest
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(a)

Figure 5.4

(b)

(a) A monotone isotopy in 𝐷 illustrated by intermediate paths of the
morph between 𝜋1′ and 𝜋2′ . (b) Two matching curves of this isotopy.
The matching curve at parameter 0 is simply 𝑠 ′ and the matching curve
at parameter 1 is 𝑡 ′ , the projections of 𝑠 and 𝑡.

(a)

Figure 5.5

Base surfaces

(b)

(c)

(a) A sloped hill with transverse paths. (b) After removing parts by
the RP. (c) After removing parts by the WFS. Only the part above the
saddle point has been removed.

Figure 5.6

A valley with longitudinal paths.
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paths, we construct a highest path tree that contains all highest paths towards 𝜋1 .
Because highest paths are equivalent to lowest paths on the vertically mirrored
terrain, the highest path tree can be computed similarly to the lowest path tree (see
Section 2.2).

5

The WFS is asymmetric: swapping 𝜋1 and 𝜋2 results in a different base surface. The
last base surface we consider is the symmetric version of the WFS, and hence we
refer to it as the symmetric flow surface (SFS). It is the volume of all points on or
below 𝑇 for which any path over the terrain to 𝜋1 ∪ 𝜋2 must descend. Since we have
a wider choice of destinations for these paths, we will never measure more volume
with the SFS distance than with the WFS distance. The SFS measures a volume of 0
in Figure 5.6, unlike the other base surfaces we described.

▶ 5.2

Computing volumes

In this section, we describe how we compute 𝑑earth (𝜋1 , 𝜋2 ) and 𝑑air (𝜋1 , 𝜋2 ), given a
certain base surface. Recall that our input consists of a two-dimensional surface 𝑇
and two paths 𝜋1 and 𝜋2 . We assume here that 𝑇 is represented as a triangular
irregular network (TIN). That is, the terrain consists of vertices and edges forming
triangles, where every vertex 𝑣 has a position and a height, and within each triangle
the heights are interpolated linearly. We furthermore assume that the paths 𝜋1 and 𝜋2
are represented as sequences of vertices of 𝑇 , joined by edges. As mentioned before,
𝜋1 and 𝜋2 do not share vertices, except for their start and end points. In fact, our
methods apply to other terrain models as well, such as DEMs and spline surfaces.
However in practice measuring the earth and air volumes for other terrain models
requires slightly different computations.
To compute 𝑑earth (𝜋1 , 𝜋2 ) and 𝑑air (𝜋1 , 𝜋2 ), we compute the integrals in Equations 5.1
and 5.2. To simplify this computation, we assume that the base surface  is also
represented by a TIN, for which the projection onto the (𝑥, 𝑦)-plane coincides with
that of 𝑇 . In other words,  has the same vertices as 𝑇 , but the heights of these
vertices may differ from those in 𝑇 . Naturally, the plane base surfaces (from Section 5.1.1) can be represented exactly in this manner. This is not the case for the
general surfaces (from Section 5.1.2), but we handle those separately below. Now
to compute the integrals, we split up the domain 𝐷 into triangles corresponding to
the projections of the triangles in 𝑇 onto the (𝑥, 𝑦)-plane. For each such triangular
domain, the function ℎ(𝑥, 𝑦) − (𝑥, 𝑦) is linear by the definition of a TIN, and this
function is completely determined by the values of ℎ(𝑥, 𝑦) − (𝑥, 𝑦) at the vertices
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Figure 5.7

Computing the volume below the triangle and above the zero plane
(blue) in Case 4.

of the triangle. Let ℎ1 ≤ ℎ2 ≤ ℎ3 be the corresponding values at the vertices of the
triangle. We will simply refer to these values as height.
To compute the integral for a single triangular domain, we need only two basic
building blocks, namely the volume of a prism and the volume of a pyramid:
𝑉prism = 𝐴ℎ

and

𝑉pyramid = 𝐴ℎ/3,

where 𝐴 is the area of the base of the prism/pyramid and ℎ is the height of the
prism/pyramid. We now consider several cases. First of all, we assume that ℎ3 > 0
(otherwise the integral is 0) and that ℎ1 ≤ 0 (otherwise we can simply add a prism
with height ℎ1 to the volume). The following cases remain:
Case 1 (𝒉𝟏 < 𝒉𝟐 < 𝒉𝟑 ): In this case we cut up the triangle into two triangles by cutting it at height ℎ2 . Note that for the two resulting triangles, two vertices share
the same height; we can use Case 2, 3 or 4 to compute their corresponding
volumes separately.
Case 2 (𝟎 = 𝒉𝟏 = 𝒉𝟐 < 𝒉𝟑 ): The remaining volume is a pyramid.
Case 3 (𝒉𝟏 = 𝒉𝟐 < 𝟎 < 𝒉𝟑 ): Cut the triangle at height 0. We end up in Case 2.
Case 4 (𝒉𝟏 < 𝟎 < 𝒉𝟐 = 𝒉𝟑 ): In this case we can add a pyramid on top of the triangle
to form a prism. We then compute the volume of the prism with height ℎ4 and
subtract the volume of the pyramid, except for the part of the pyramid that is
below height 0 (see Figure 5.7). The volume of the tip of this pyramid can be
computed as in Case 3.

WFS and SFS The WFS and the SFS cannot be represented as a TIN on the same
vertices as 𝑇 . We can however still use a similar approach to compute the integral
in Equation 5.1 for the WFS or the SFS. Instead of representing the WFS or SFS as a
TIN, we represent them implicitly. For a single triangle of 𝑇 , the volume of 𝑇 that is
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above the WFS or SFS is simply the volume of 𝑇 above a certain fixed height. This
volume can easily be computed as described above.

5

MAS A minimal area surface is typically not a piecewise linear function, and thus
it cannot be represented as a TIN. Instead of using a true minimal area surface, we
use a discrete approximation of it, which is sufficient for our purpose. This discrete
approximation can be represented as a TIN and is computed as follows. As an initial
guess, we construct a surface based on a weighted average of the points on 𝜋1 and 𝜋2 .
More precisely, to each vertex 𝑣 of  we assign height
ℎ(𝑣) =

∑𝑝∈𝜋1 ∪𝜋2 ℎ(𝑝)/||𝑝 − 𝑣||2
.
∑𝑝∈𝜋1 ∪𝜋2 1/||𝑝 − 𝑣||2

We then use gradient descent to minimize the total area of , until a (local) minimum
is reached. While this method converges quite slowly, our choice of initial surface
is often already quite close to a MAS, and our approach is efficient enough to use in
practice. Although there exist several more efficient (and more complex) methods
to compute or approximate a MAS (see, for example, [64]), we are only interested in
obtaining (an approximation of) a MAS, not in the fastest way to compute one.

▶ 5.3

Experiments

We implemented our methods and experimented with several terrain datasets. Specifically, we used two extracts from the world-wide SRTM elevation dataset: one of the
area around Mont Blanc on the border of France and Italy, and one of Grampians National Park, Australia. Both extracts were taken from the void-filled SRTM datasets
produced by CIAT [46]. In both datasets we manually drew three input paths 𝜋1 , 𝜋2 ,
and 𝜋3 that are of interest. In the Mont Blanc dataset we drew two paths 𝜋1 and 𝜋3
through valleys, and one path 𝜋2 that goes higher along the mountain (but not over
the peak, see Figure 5.8a). In the Grampians dataset we drew two paths 𝜋1 and 𝜋3
along mountain ridges, and one path 𝜋2 in the valley between (see Figure 5.8b). We
also constructed a small set of synthetic datasets that clearly illustrate the features
of our distance measures.
The computed distance measures are shown in Tables 5.1, 5.2, and 5.3. Since our
distance measures are volume-based, in Tables 5.1 and 5.2 we express all distances
in 109 m3 .
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(a) Mont Blanc.

Figure 5.8

(b) Grampians.

Datasets and paths used for the experiments.

Mont Blanc dataset In Table 5.1 we show the results for the Mont Blanc dataset.
The first column shows the distance measure between 𝜋1 and 𝜋3 , the second column
the distance measure between 𝜋1 and 𝜋2 , and the third column the distance measure
between 𝜋2 and 𝜋3 . The rows in the table show the result for the various base
surfaces. Because the WFS is asymmetric, it is represented by two rows in the
table: WFS (→) measures 𝑑(𝜋1 , 𝜋3 ), 𝑑(𝜋1 , 𝜋2 ), and 𝑑(𝜋2 , 𝜋3 ), while WFS (←) measures
𝑑(𝜋3 , 𝜋1 ), 𝑑(𝜋2 , 𝜋1 ), and 𝑑(𝜋3 , 𝜋2 ). For each combination of base surface and pair of
paths we show: (1) a grayscale figure showing the height of the base surface, (2)
a color figure showing the amount of earth (brown) or air (blue) measured with
respect to the base surface, and (3) the corresponding volumes measured for earth
( ) and air ( ), if applicable.
Since both paths 𝜋1 and 𝜋3 are in valleys, we expect the distance measure to capture
a lot of earth and not much air. All of HAP, RP, MHP, and MAS seem to capture this
well, although the horizontal planes measure more air than intuitively desirable. The
WFS measures much less of the earth (especially in one direction), and the same holds
naturally for the SFS. However, these distance measures still appear to capture the
most important parts of the mountain (at least the WFS (→) does). These measures
are expected to measure less, as they are more conservative and more closely follow
the input terrain.
If we consider the distance measures between 𝜋1 and 𝜋2 , then we expect it to measure
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Table 5.1 Mont Blanc, similarity between
HAP

RP

MHP

5

(𝜋1 , 𝜋3 )

314.10
24.77

297.87
8.32

305.13
26.85

(𝜋1 , 𝜋2 )

25.77
33.72

29.60
16.39

27.73
31.21

(𝜋2 , 𝜋3 )

160.60
9.07

158.58
6.23

169.97
7.47
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(𝜋1 , 𝜋3 ), (𝜋1 , 𝜋2 ), and (𝜋2 , 𝜋3 ): earth (
MAS

) and air (

Experiments

).
SFS

WFS (→)

WFS (←)

310.59
0.90

117.92

17.32

17.29

9.07
10.94

15.34

0.64

0.60

143.35
0.64

22.36

16.69

16.69
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Table 5.2 Grampians, similarity between
HAP

RP

MHP

5

(𝜋1 , 𝜋3 )

6.78
167.63

6.05
168.24

4.97
191.45

(𝜋1 , 𝜋2 )

7.15
47.24

6.65
38.56

26.33
4.43

(𝜋2 , 𝜋3 )

9.75
40.16

4.56
45.96

21.57
7.61
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(𝜋1 , 𝜋3 ), (𝜋1 , 𝜋2 ), and (𝜋2 , 𝜋3 ): earth (
MAS

) and air (

Experiments

).
SFS

WFS (→)

WFS (←)

0.66
173.19

23.55

23.84

3.26

0.65
48.35

1.89

21.59

1.87

1.10
33.49

21.40

1.39

1.37
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less earth, and relatively more air. This indeed appears to be the case for all base
surfaces that also measure air. Also for WFS and SFS we clearly appear to measure
less earth. There is an interesting difference to notice here between RP and MAS:
because RP is restricted to be a plane, it seems to miss the higher parts of 𝜋2 , thus
measuring much more earth than the MAS distance measure. So, as expected, for
input paths which are relatively planar (like 𝜋1 and 𝜋3 ) RP and MAS work similarly
well, but when the paths deviate far from a plane (like 𝜋1 and 𝜋2 ) the MAS captures
features that the RP misses.

5

Finally, since the peak is contained between 𝜋2 and 𝜋3 , we expect the distance measure to measure more earth (relative to projected area) than between 𝜋1 and 𝜋2 .
Again, HAP, RP, MHP, and MAS clearly capture this. The same holds for WFS (←)
and SFS. As WFS (→) essentially just measures how much volume needs to be removed to travel monotonically from 𝜋1 to 𝜋2 (capturing the part of the mountain
left from 𝜋2 ) and from 𝜋2 to 𝜋3 (capturing only the peak to the right of 𝜋2 ), it is not
surprising that these values are similar.
It is further interesting that the distance measure of WFS (→) between 𝜋1 and 𝜋2 (capturing the part of the mountain left from 𝜋2 ) and the distance measure of WFS (←)
between 𝜋2 and 𝜋3 (capturing the part of the mountain right from 𝜋2 ) are roughly
the same. We would expect the latter to be higher, since that part contains the peak
of the mountain. This discrepancy can be explained by the fact that the path 𝜋3 is
higher than the path 𝜋1 . Finally note that the amount of earth measured between 𝜋1
and 𝜋3 is generally higher than the the sum of earth measured between 𝜋1 and 𝜋2
and between 𝜋2 and 𝜋3 . This is desired behavior, as the paths 𝜋1 and 𝜋3 are both in
different valleys and thus very different. It also directly implies that these distance
measures do not satisfy the triangle inequality.

Grampians dataset In Table 5.2 we show the results for the Grampians dataset, in
the same structure as for the Mont Blanc dataset. The Grampians dataset is in some
sense the inverse of the Mont Blanc dataset, in that the paths enclose a valley instead
of a mountain. Therefore, while in the Mont Blanc dataset a large earth volume was
measured between 𝜋1 and 𝜋3 , we now expect to measure a lot of air and only a
small volume of earth. This indeed appears to be the case for the measures based
on HAP, RP, MHP, MAS. Especially MAS is good in not capturing any unnecessary
earth near the paths 𝜋1 and 𝜋3 . However, none of these measures capture the small
hills inside the valley. These hills are captured by the WFS measures, but they also
measure some extra volume near the paths 𝜋1 and 𝜋3 . The SFS measure only picks
up the volume of the hills inside the valley. This demonstrates that the WFS and SFS
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are natural in the sense that they measure parts of the terrain between the paths
that ‘stick out’. Hence, they are well-suited if we are, for example, studying erosion
processes, in which such features generally are eroded away.
Since the path 𝜋2 goes through the valley, we expect the distance measure between
𝜋1 and 𝜋2 to capture much less air than between 𝜋1 and 𝜋3 . This is indeed the case for
HAP, RP, MHP, and MAS. However, the MHP measure seems to capture very little
air and more earth than expected. This is due to the fact that the MHP computes
the median height of the paths. Since more than half of 𝜋1 ∪ 𝜋2 lies in the valley,
the base surface for MHP also lies in the valley, thus measuring a large amount of
earth. Further, as before, the HAP, RP, MHP, and MAS measures do not capture the
hills inside the valley. This volume is captured by WFS (→). WFS (←) also captures
it, but it measures a significant amount of extra volume near 𝜋1 . Finally, SFS again
nicely captures the volume of the small hills in the valley.
For the distance measures between 𝜋2 and 𝜋3 we expect similar results as between 𝜋1
and 𝜋2 , and indeed HAP, RP, MHP, and MAS appear to produce similar values. We
also clearly see the asymmetry of the WFS measure, where WFS (→) and WFS (←)
have switched roles compared to the measures between 𝜋1 and 𝜋2 . The SFS measure
again nicely captures the volume of the small hills in the valley.
Like in the Mont Blanc dataset, we see that the amount of air measured between
𝜋1 and 𝜋3 is more than the sum of the amounts of air measured between 𝜋1 and 𝜋2
and between 𝜋2 and 𝜋3 . Again, this is desired behavior. This dataset also illustrates
the usefulness of the WFS and SFS measures. In particular, from the SFS measure
we can see that the volume of the hills in the valley to the left of 𝜋2 is more than to
the right of 𝜋2 , which is almost impossible to see from the HAP, RP, MHP, and MAS
measures.

Synthetic datasets In Table 5.3 we show the results for the synthetic datasets.
The synthetic datasets consists of (1) a hill, (2) a slope, (3) a set of small hills on a
slope, and (4) a valley where the two paths start in the valley, go up different sides
of the valley, and then end up down in the valley again.
For the first dataset with the hill, all measures clearly capture the volume of the
hill. The measures capture small amounts of air, but these amounts are clearly
insignificant.
For the slope dataset there are clear differences. Depending on what behavior is desired, different measures should be chosen here. If these paths should be considered
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Table 5.3 Synthetic data, similarity between
HAP

RP

MHP

5
hill

29.91
0.08

29.91
0.08

slope

15.63
15.63

0
0

15.63
15.63

slope with hills

11.08
9.56

3.80
2.29

12.67
8.28

valley

5.59
46.85

5.59
46.85

0
82.52

104

30.10
0.05

5.3

𝜋1 and 𝜋2 : earth (
MAS

) and air (
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).

WFS (↓)

WFS (↑)

28.54

SFS

29.67
0.00

28.54

0.36
0.39

15.63

3.56
1.75

1.29

11.82

1.05

0.06
37.05

29.66

29.66

0

0
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to be different, then one should simply measure the area/projected area between the
paths, or use the HAP or MHP measures. Because the HAP and MHP measures use
horizontal planes as base surface, they cannot capture the slope and must measure
significant amounts of both earth and air volume. The WFS measure is useful for a
situation where going up implies more distance than going down. However, given
our motivation of contextual volume-based distance measures, these paths should
have distance zero, and this is indeed measured by RP, MAS1 , and SFS.

5

The third synthetic dataset also contains a slope, so the HAP and MHP measures give
similar results as for the second synthetic dataset. Also, WFS again demonstrates
its inherent asymmetry. The remaining measures, RP, MAS, and SFS, all capture the
small hills on the slope. SFS is generally more conservative in measuring the earth
volume.
The fourth synthetic dataset shows some interesting differences between the distance measures. The HAP, RP, MHP, and MAS measures all capture the air in the
valley between the high parts of the paths. The HAP and RP measures also capture
some earth volume near the high parts of the paths. The WFS measures capture
how much ‘effort’ it costs to go from one path to the other, where only moving up
requires effort. The effort here is measured as the amount of earth that needs to be
removed to eliminate this effort. Finally, SFS measures the amount of effort needed
for the two paths to come together.

▶ 5.4

Discussion and conclusion

We introduced volume-based distance measures for paths representing linear features on a terrain. Our distance measures rely on a base surface defined by the paths,
for which we suggested six options. To decide on the appropriate distance measure,
firstly one needs to choose between measuring earth above the base surface, air
below the base surface, or both. The choice depends on the application: for instance,
if it is desirable that a pit in the terrain between the paths is given the same weight
as a hill of the same volume, then measuring both earth and air is appropriate.
We consider the minimal area surface to be a good default choice as a base surface,
because it is ‘as planar as possible’ given the shapes of the paths. If it is known that
1 The values of MAS are actually not zero. This is a consequence of approximating a minimal area
surface; the real minimal area surface should follow the slope perfectly, and result in a distance measure
of zero.
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the paths lie (almost) in a plane, then it would be advisable to use one of the planar
base surfaces, since they are simpler to handle than the minimal area surface. In the
(unlikely) case the paths lie exactly in a plane, the regression plane and the minimal
area surface are identical. The water flow surfaces (WFS and SFS) are based on the
way that volume is measured by the sand functions in Chapter 2, which makes them
especially useful when used to model or measure erosion.
Our volume-based distance measures expand the range of options available for analyses that require distance measures, and we expect that our experiments help practitioners to select the most suitable measure for their application.
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Chapter 6

Optimal Algorithms for
Compact Linear Layouts
In this chapter, we focus our attention on the visualization of networks with an
inherent order on their vertices. For example, river networks have such a natural
order, namely the source-to-sink order. When drawing a visualization of a network,
deviating from this order would be confusing for the viewer. Hence, we should
generally maintain the source-to-sink order of the vertices when visualizing a river
network.
Another example are so-called process networks. Here the natural order stems from
time-stamped sequences of events and processes: public transport systems tracking
passenger check-in and check-out, banks checking online transactions (see Figure 6.1
for an abstracted view of such a log), or hospitals recording the paths of patients
through their system, to name a few. Here, the time aspect of data logs imposes the
natural order on the logged data: it is natural to draw steps in a process in the order
that they occur.
A simple but effective way to draw such networks with a natural order is to draw all
the vertices on a (horizontal or vertical) line, in the given order. The edges can then
be drawn as curves between the vertices. We call such a drawing a linear layout.
Linear layouts work well as a visual paradigm whenever there is a concept of a
(partial or total) order on the input.
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Figure 6.1

Optimally folding a linear layout: process tree [1] computed from the
2012 Business Process Intelligence Challenge [17].
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Though linear layouts are a natural way of visualizing ordered data, restricting the
layout to be left-to-right (or top-to-bottom) to communicate the order comes with
some immediate drawbacks. Most significantly, the aspect ratio of linear layouts
deteriorates quickly as the input grows. This makes linear layouts practically unusable for larger datasets, as visualization must often be constrained to some graphical
display of bounded aspect ratio. That is, either the linear layout must be made small
enough to fit the display – making the visualization unreadable – or shown only
partially – therefore failing to provide an overview of the overall data. Though many
visualization techniques are easily adapted to be compact and to match a target aspect ratio, the resulting visualizations typically do not show the order within the
data anymore.
In this chapter we attempt to address this issue: we present a novel and versatile
algorithm to optimally fold a linear layout such that it can be drawn effectively in a
specified aspect ratio, while still clearly communicating the linearity of the layout
(see Figure 6.1).

Exact problem statement In the following we abstract away from any particular
type of data and focus on the linear layout of graphs which have a (given, fixed) order
defined on their vertices. Specifically, our input consists of a graph 𝐺 = (𝑉 , 𝐸) with
a total order on the vertices 𝑉 . We are also given the desired aspect ratio 𝜌, or
equivalently the width 𝑊𝑑 and height 𝐻𝑑 , of the drawing. Our goal is now to draw
𝐺 as clearly as possible, in a way that communicates the total order of the vertices
effectively, while minimizing the unused (empty) space in the drawing.
In a classic graph drawing setting vertices are points in the plane and edges are
drawn arbitrarily close to each other as (thin) lines. In any practical scenario, however, vertices carry associated data, often visualized as labels, and lines need to be
spaced well for readability. We capture both constraints by associating a block 𝐵𝑖
of a specified width and height with each vertex 𝑣𝑖 . This block represents the area
needed to draw the vertex 𝑣𝑖 , which may represent the size of the corresponding
label, or even a (recursive) drawing of a subgraph represented by 𝑣𝑖 . 𝐵𝑖 also reserves
the necessary space to draw the edges surrounding 𝑣𝑖 clearly.
Results and organization We first review related work in Section 6.1. Section 6.2
then presents the main technical contribution of this chapter. Specifically, we describe an algorithm which optimally ‘folds’ a given input graph (with a specified
order and vertex blocks) for a desired target aspect ratio. That is, for a given width
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we show how to minimize the necessary height of the drawing. Binary search then
leads us to the optimal drawing for a given aspect ratio. The main ingredient of our
approach is an algorithm which computes an optimal partition of the input graph
and its associated blocks over the various folds, without changing the order. That
is, we are solving a packing problem (packing blocks onto rows) while respecting a
given order of the blocks. By using blocks to represent the space needed to draw a
vertex (and nearby edges), we can handle a wide variety of drawing styles, including
labels or other information on vertices, recursive drawings inside vertices, and even
extra information on edges in a clear and organized manner. Last but not least, our
algorithm works at interactive speed for reasonably sized layouts.

6

In Section 6.3 we illustrate the use of our method with two examples. Our first example comes from the area of business process analysis, and more specifically, from
process mining. Process mining analyzes event logs, trying to reconstruct the underlying (business) process that created the events. There are various representations
for the resulting process models, which all have a comparatively clear notion of
order, up to events that are performed in parallel. Such parallel events can readily be
captured by our block structure, allowing us to visualize the linear structure of complex event logs in an effective way. Our second example is a timeline of historical
events. This example demonstrates the versatility of our approach.

▶ 6.1

Related work

Timelines and other linear layouts which order data according to time are a frequent
component of visualizations and visual analytics systems. However, to the best
of our knowledge, no attempt has been made so far to optimally compact such
visualization for a desired target aspect ratio, while keeping the order as the focus
of the visualization. We are hence restricting ourselves to more closely related work
which (1) explores linear layouts from a graph drawing perspective, and (2) discusses
packing blocks (rectangles) optimally from an algorithmic point of view.

Linear layouts A linear layout of a graph 𝐺 is an ordering on its vertices. A linear
layout can be visualized by drawing all vertices on a line, in the given order, and
drawing the edges as arcs on one side of the line (see Figure 6.2a). A pair of edges in
such a drawing can be either crossing or non-crossing. A book embedding is a linear
layout of which the edges are partitioned into a number of sets (called pages) of noncrossing edges (see Figure 6.2b). The intuition is that we can draw the vertices on
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Example of a graph with (a) a linear layout, and (b) a possible book
embedding with three pages, indicated by edge colors.

the spine of a book, in the given order, and draw every subset of edges on a separate
page. For any graph the minimum number of pages needed for a book embedding
(over all possible linear layouts) is called the book thickness. Determining the book
thickness of a graph is NP-hard, and the problem stays NP-hard even if we are given
a fixed linear layout [39]. For a more complete overview of linear layouts, we refer to
the survey by Dujmović and Wood [32]. A related problem is that of minimizing the
number of crossings of a drawing of a graph 𝐺. It has been known for a long time
that this problem is NP-hard [38]. Just like book thickness, this problem remains
NP-hard if a fixed linear layout is given [56].

Packing rectangles Packing rectangles has been an active area of research in
both algorithms and operations research. In general, given some bounding shape
and a list of objects, the objective of a packing problem is to fit the objects into the
bounding shape while minimizing some objective function. For our purposes two
types of packing problems are particularly relevant: (two-dimensional) bin packing
and strip packing. In both problems, the objects to be packed are rectangles with a
given width and height. In bin packing, the bounding shape consists of an unlimited
number of rectangles of a fixed size called bins, and the objective is to minimize the
number of bins used (see Figure 6.3a). In strip packing, the bounding shape is an
infinitely-tall strip of a given width (a strip), and the objective is to minimize the
height of the strip used (see Figure 6.3b).
For both bin and strip packing, many NP-hardness results are known, making finding the optimal solution infeasible in practice for large inputs. In particular, onedimensional bin packing is already NP-hard (see for example [50]), which implies
that both two-dimensional bin packing and strip packing are NP-hard as well [55].
In order to reduce the complexity, approximation algorithms have been studied. One
approach is to limit the allowable packings to those that consist of layers of blocks
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(d) The level-based strip packing returned
by next-fit.

Illustration of various packing problems.
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called levels (see Figure 6.3c). This corresponds to our setting, as we aim to divide
the blocks into rows. Several level-based algorithms for strip packing have been
proposed [10, 28] as approximation algorithms for the general strip packing problem.
More recently, the level strip packing problem has been studied in its own right [15].
However, even if we allow level-based layouts only, it is still NP-hard to minimize
the height used, again by reduction from one-dimensional bin packing [15].
A major difference between the packing problems studied in literature and our setting is that packing problems allow reordering the blocks, while we want to display
the blocks in order. This significantly reduces the complexity of the problem. Some
algorithms for strip packing have been studied that do preserve the order of blocks,
in the context of on-line algorithms. A natural algorithm is next-fit, that greedily
places as many blocks as possible onto a row, before moving to a next row (see
Figure 6.3d). While the approximation factor of this algorithm is unbounded in the
worst case [28], the algorithm was found to perform reasonably well in the average
case by Hofri [42]. However, to the best of our knowledge the order-preserving level
strip packing problem has not been studied in the off-line setting. In Section 6.2.1,
we propose an off-line exact algorithm for this problem.

▶ 6.2

Folding algorithm

Recall that our input consists of a graph 𝐺 = (𝑉 , 𝐸) with a total order on the vertices
𝑉 . Furthermore, we are also given the desired aspect ratio 𝜌, or equivalently the
width 𝑊 and height 𝐻 of the final drawing. Naturally, the goal is to draw 𝐺 as large
as possible, minimizing the amount of empty space in the drawing.
Our strategy to draw 𝐺 with some specified aspect ratio is to fold a linear layout
into multiple rows, where the vertices are ordered alternatingly from left to right
and from right to left. In other words, we assign the vertices to different rows, such
that all vertices in the same row are consecutive in the given order. We call this
assignment a folding of 𝐺. Since the vertices of 𝐺 are ordered, we can distinguish
between two types of edges. Spine edges are the edges between two consecutive
vertices in the order, and can hence be drawn along the folded path, or spine, itself.
Connectors are the edges that are not spine edges, and thus these edges must be
drawn next to the spine. We typically assume that the input graph 𝐺 is directed and
that all spine edges are directed in the same way along the spine, but our method
does not rely on this restriction.
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𝑤𝑖
ℎ𝑇𝑖
ℎ𝐵𝑖

Figure 6.4

6

The width (𝑤𝑖 ), top-height (ℎ𝑇𝑖 ) and bottom-height (ℎ𝐵𝑖 ) of a block,
spine dotted.

As mentioned above, we are actually solving the following problem: given a maximum width 𝑊 , minimize the height 𝐻 of the resulting drawing. In Section 6.2.4 we
explain how we can use a solution to this slightly different problem to compute a
drawing with a desired aspect ratio.
In a classic graph drawing setting, where vertices are drawn as points in the plane,
and edges as curves, minimizing the height for a given width is not very difficult.
However, in practice, vertices are typically not drawn as points (they need some
area, especially with labels), and edges should not be drawn too close to each other
for the sake of readability. To incorporate these restrictions, we specify a block 𝐵𝑖
for every vertex 𝑣𝑖 ∈ 𝑉 . The block 𝐵𝑖 represents the area needed to draw the vertex
𝑣𝑖 , which may represent the size of the corresponding label, or perhaps even a (recursive) drawing of a subgraph represented by 𝑣𝑖 . More importantly though, it can
also incorporate the space needed to draw the surrounding edges. If there are many
connectors that need to be drawn between two rows of the folding, then our drawing needs to create enough room between the rows to draw the connectors nicely.
We ensure that there is sufficient room by making the blocks of the corresponding
vertices high enough. Note that in this case the height of a block depends on the
chosen folding, but our algorithm can handle this case correctly.
Our input hence also includes an ordered set of blocks 𝐵 = {𝐵1 , … , 𝐵𝑛 } corresponding
to the vertices of 𝐺. To enable the full versatility of our drawing approach, we specify
a block 𝐵𝑖 by its width 𝑤𝑖 , its top-height ℎ𝑇𝑖 , and its bottom-height ℎ𝐵𝑖 (see Figure 6.4).
We separate top-height and bottom-height so that blocks do not need to be centered
vertically on the spine. This allows us to reserve different amounts of space above
and below a vertex to draw connectors. Our goal is now to compute a folding for
the blocks 𝐵𝑖 such that all blocks are disjoint and the total height is minimized. In
other words, we want to pack rectangles into different rows obeying a given order.
This packing problem is the core of our algorithm and is described in Section 6.2.1.
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row 1
row 2

row 1

row 2
Figure 6.5

Packing blocks: Top: rows can overlap vertically as long as the blocks
do not overlap. Bottom: rows cannot overlap vertically.

Note that packing the blocks is completely independent from the connectors. In
Section 6.2.2 we show how to draw connectors and how to adapt the block sizes to
create space for the connectors.

▶ 6.2.1

Packing blocks

We first consider the problem in its full generality. That is, we can place the blocks
anywhere we want along the spine as long as the order is correct, and the width
of the drawing is at most 𝑊 (see the top part of Figure 6.5). In this version of the
problem it can be beneficial to leave extra space between two consecutive blocks
along the spine to avoid two high blocks sharing the same 𝑥-coordinate.
In this scenario there are two main problems. First, since blocks of consecutive rows
can ‘interlock’, any connectors between these two rows may need to zigzag to avoid
crossings, leading to very complex drawings. Second, the following theorem shows
that minimizing the height in this version of the problem is NP-hard, by a reduction
from 3-Sat. This holds even if we assume that all blocks are vertically centered (that
is, their top- and bottom-heights are the same) and the assignment of blocks to rows
is given.
6.2.1 Theorem. In the setting where rows are allowed to overlap in their 𝑦-coordinates, the
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𝑥1
⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞

𝑥2
⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞

𝑥3
⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞

𝑥4
⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞
}
𝐶1
}
𝐶2

𝐻
}

𝐶3

6

𝑊
Figure 6.6

The instance constructed in the proof of Theorem 6.2.1 for the 3-Sat
formula (𝑥1 ∨ 𝑥2 ∨ ¬𝑥4 ) ∧ (¬𝑥2 ∨ ¬𝑥3 ∨ 𝑥4 ) ∧ (¬𝑥1 ∨ ¬𝑥3 ∨ 𝑥4 ).
⏟⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏟⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏟ ⏟⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏟⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏟ ⏟⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏟⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏟
𝐶1

𝐶2

𝐶3

problem of minimizing the drawing height is NP-hard.
Proof. By reduction from 3-Sat (see Figure 6.6). We create a grid of blocks in which
a column represents a variable and a pair of rows represents a clause. Between the
variable columns, we put columns containing ‘spacer blocks’ that are slightly less
tall than the blocks in the variable columns. We set 𝐻 and 𝑊 such that spacer blocks
need to be stacked on top of each other and that variable blocks on consecutive rows
need to be next to each other. Necessarily, the variable blocks on even rows are
on top of each other and the variable blocks on odd rows as well, forming ‘zigzag’
configurations. A zigzag that begins on the left (on the top row of each clause) is
interpreted as true, and one that begins on the right is interpreted as false.
We represent each literal in a clause by a tiny block in the corresponding variable
column. We place this tiny block (top row for positive and bottom row for negative
literals) such that it requires additional horizontal space on a row if and only if the
literal is false. Hence, to ensure that in every clause at least one literal is satisfied,
we set the width 𝑊 such that the rows just fit with two extra tiny blocks, but not
with three.
□
We restrict the problem by requiring that different rows do not overlap in their
𝑦-coordinates (see the bottom part of Figure 6.5). This restriction ensures that connectors can be drawn straight between two rows. Additionally, there is no need to
reserve extra space between two consecutive blocks on the same row, as the height
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𝐻

𝐻

Figure 6.7

Folding algorithm

Two foldings of four blocks with maximum width 𝑊 . Left: A greedy
approach. Right: The optimal folding.

of a row is simply determined by the maximum (top or bottom) height of the blocks
in a single row. In this setting, we now try to minimize the height of the folding.
The most basic approach places as many blocks as possible on a row until we are
forced to move to the next; this is the next-fit algorithm (see Section 6.1). However,
such a greedy approach does not minimize the height: it can be helpful to leave a
row half-empty to get two tall blocks onto the same line (see Figure 6.7).
Instead we use dynamic programming to compute the optimal folding of the blocks.
To that end, we first precompute the height 𝐻 [𝑖, 𝑗] (1 ≤ 𝑖 ≤ 𝑗 ≤ 𝑛) of a row that
contains the blocks 𝐵𝑖 , … , 𝐵𝑗 . Since we separate the top-height and the bottom-height
of a block, we define 𝐻 [𝑖, 𝑗] = 𝐻 𝑇 [𝑖, 𝑗] + 𝐻 𝐵 [𝑖, 𝑗], where 𝐻 𝑇 [𝑖, 𝑗] and 𝐻 𝐵 [𝑖, 𝑗] are the
top-height and bottom-height of a row consisting of blocks 𝐵𝑖 , … , 𝐵𝑗 , respectively.
If the total width of the blocks 𝐵𝑖 , … , 𝐵𝑗 is larger than 𝑊 , then we set 𝐻 𝑇 [𝑖, 𝑗] and
𝐻 𝐵 [𝑖, 𝑗] to ∞. We thus get the following for 𝐻 𝑇 [𝑖, 𝑗] (and something similar for
𝐻 𝐵 [𝑖, 𝑗]):
{
max 𝑖≤𝑘≤𝑗 ℎ𝑇𝑘 if ∑𝑗𝑘=𝑖 𝑤𝑘 ≤ 𝑊 ;
𝑇
𝐻 [𝑖, 𝑗] =
∞
otherwise.
It is easy to see that all entries of 𝐻 [𝑖, 𝑗] can be computed in 𝑂(𝑛2 ) time. Next, let 𝑇 [𝑖]
(0 ≤ 𝑖 ≤ 𝑛) describe the minimum height of a folding involving the blocks 𝐵1 , … , 𝐵𝑖 .
We then need to choose how many blocks we will place on the last row. This results
in the following recurrence for 𝑇 [𝑖]:
{
𝑇 [𝑖] =

0

if 𝑖 = 0;

min 0≤𝑘<𝑖 {𝑇 [𝑘] + 𝐻 [𝑘 + 1, 𝑖]} otherwise.

The minimum height is then given by 𝑇 [𝑛]. As a result, the minimum height and
the corresponding folding can be computed in 𝑂(𝑛2 ) time.
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Figure 6.8

Connectors are not folded along with the blocks; instead they are
routed along the right side of the drawing. (Blocks without incident
connectors are omitted.)

6
▶ 6.2.2

Connectors

Spine edges can easily be drawn by adding a sufficient margin to the width of blocks
and using the resulting space between blocks to draw the edges. However, connectors need to be drawn between rows, and thus we need to ensure that there is enough
space to draw every connector. We assume that all connectors have a width 𝑤conn
that determines the empty space that needs to be around it. As already mentioned
earlier, we can reserve this space by changing the height of the blocks in the dynamic
programming formulation. In particular, we need to change the values of 𝐻 𝑇 [𝑖, 𝑗]
and 𝐻 𝐵 [𝑖, 𝑗], and we need to reserve enough space on the side of the drawing to
route connectors that span multiple rows.
We first assume that the connectors are properly nested. That is, if 𝑒𝑖𝑗 (𝑖 < 𝑗) is a
connector between 𝐵𝑖 and 𝐵𝑗 , and 𝑒𝑘𝑙 (𝑘 < 𝑙) is another connector between 𝐵𝑘 and
𝐵𝑙 where 𝑖 ≤ 𝑘, then 𝑗 ≤ 𝑘 or 𝑙 ≤ 𝑗. This directly implies that the connectors can be
drawn without crossings on one side of the spine. If the connectors are not properly
nested, crossings may be needed; we will discuss how to handle such crossings in
Section 6.2.3.
Without loss of generality we assume that all connectors are routed along the right
side of the drawing. This means that on left-to-right rows, incoming and outgoing
connectors go along the top of the row, while on right-to-left rows, they go along
the bottom (see Figure 6.8). Therefore, the height of a row can differ depending
on whether it is drawn left-to-right or right-to-left. To accommodate for this we
split 𝐻 [𝑖, 𝑗] into two different tables: 𝐻→ [𝑖, 𝑗] and 𝐻← [𝑖, 𝑗]. We now show how to
compute 𝐻→ [𝑖, 𝑗] in the presence of connectors. The table 𝐻← [𝑖, 𝑗] can be computed
in a similar way.
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To compute the value of 𝐻→ [𝑖, 𝑗] for some 𝑖 ≤ 𝑗, we consider all connectors that
start or end at a block 𝐵𝑘 with 𝑖 ≤ 𝑘 ≤ 𝑗. For each such connector 𝑒𝑘𝑙 between 𝐵𝑘
and 𝐵𝑙 we determine the set of blocks above which 𝑒𝑘𝑙 must be drawn. There are
two cases. If 𝑒𝑘𝑙 starts and ends in the same row (𝑖 ≤ 𝑙 ≤ 𝑗), 𝑒𝑘𝑙 is drawn above the
blocks 𝐵𝑘 , 𝐵𝑘+1 , … , 𝐵𝑙 . If 𝑒𝑘𝑙 spans more than one row (𝑙 > 𝑗 or 𝑙 < 𝑖), it is drawn
above 𝐵𝑘 , 𝐵𝑘+1 , … , 𝐵𝑗 . Now, for every block 𝐵𝑘 , we add 𝑟𝑘 𝑤conn to ℎ𝑇𝑘 to represent
the space needed by connectors above 𝐵𝑘 , where 𝑟𝑘 is the number of connectors
that need to be drawn above 𝐵𝑘 . We can then easily compute 𝐻→ [𝑖, 𝑗] by taking the
maximum of ℎ𝑇𝑘 over all 𝑖 ≤ 𝑘 ≤ 𝑗.
To compute 𝑟𝑘 efficiently for every block, note that 𝑟𝑘 is simply the number of
connector intervals that contain 𝑘. Since the intervals are nested, we can build a
tree (or forest in general) on the intervals where an interval 𝐼1 is a descendant of
an interval 𝐼2 if and only if 𝐼1 is contained in 𝐼2 . The leaves of this tree are formed
by the individual blocks. The value 𝑟𝑘 is then simply the depth of 𝐵𝑘 in this tree,
which can easily be computed for all blocks in 𝑂(𝑚) time, where 𝑚 is the number of
connectors. Therefore, we can compute a single entry of 𝐻→ [𝑖, 𝑗] in 𝑂(𝑚 + |𝑗 − 𝑖 + 1|)
time.
Finally, to draw the connectors that span multiple rows, we need to reserve space
on the right side of the drawing. Unfortunately we cannot incorporate this into
the dynamic programming algorithm. Instead we compute the nesting depth of
the connectors, that is, the size of the largest set of connectors where, for every
two connectors, one is always properly contained in the other. This is the largest
number of connectors that we may need to draw next to each other on the right
side of the drawing in the worst case. Note that the nesting depth is independent
from the folding and can hence be precomputed. We then subtract 𝑤conn times the
nesting depth from 𝑊 before we compute the optimal folding. Note that, based on
the folding, we may not need all of this additional space on the right side of the
drawing. In that case we push the connectors as far to the right as possible to create
some visual separation.
We note that, due to our versatile setup, we can also show additional information
on connectors. In fact, we can add an additional block or even sequences of blocks
on a single connector by using our algorithm recursively (see Figure 6.9). We can
incorporate blocks on connectors by changing the width 𝑤conn of a connector. As a
result, connectors can have different widths; our algorithm can easily be adapted to
this scenario.
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Figure 6.9

6

▶ 6.2.3

Drawing blocks on connectors.

Crossing connectors

We now consider the case where the connectors are not properly nested. Here we
may have connectors that cross each other, which we clearly want to avoid as much
as possible. Unfortunately, even though we already know the order of the vertices
along the spine, minimizing the number of crossings in this situation is still known
to be NP-hard (see Section 6.1). We therefore employ the following heuristic to minimize the number of crossings. First, we compute the largest subset of connectors
that is properly nested and extract them. We then repeat this process on the remaining set of connectors until no connectors are left. This results in a collection of sets
𝐸1 , … 𝐸𝑘 , where each 𝐸𝑖 is a set of properly nested connectors. We then reserve space
for each set of connectors separately as is described in Section 6.2.2. Finally, we also
draw the sets of connectors separately, ignoring any crossings among the different
sets.
To find the largest subset of properly-nested connectors, we use the following dynamic programming formulation. We first order the connectors such that 𝑒𝑖𝑗 < 𝑒𝑘𝑙
if 𝑖 < 𝑘, or if 𝑖 = 𝑘 and 𝑗 > 𝑙. Let 𝑐1 , … , 𝑐𝑚 be the resulting ordered set of connectors.
Furthermore, let 𝑓 (𝑖) be the index of the first connector in the order that has 𝐵𝑖 as
a starting block. Now we define 𝑇 [𝑖, 𝑗] (1 ≤ 𝑖 ≤ 𝑚 + 1, 0 ≤ 𝑗 ≤ 𝑛) as the size of the
largest subset of connectors among 𝑐𝑖 , … , 𝑐𝑚 that are properly-nested and all end at
a block before or at 𝐵𝑗 . Now, for every connector in order, we simply need to choose
whether we want to include the connector in our set or not. We obtain the following
recurrence (here we assume that 𝑐𝑖 = 𝑒𝑘𝑙 ):
⎧
⎪
0
⎪
⎪
𝑇 [𝑖, 𝑗] = ⎨𝑇 [𝑖 + 1, 𝑗]
⎪
⎪
⎪
⎩max{𝑇 [𝑖 + 1, 𝑙] + 𝑇 [𝑓 (𝑙), 𝑗] + 1, 𝑇 [𝑖 + 1, 𝑗]}
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if 𝑖 = 𝑚 + 1;
if 𝑙 > 𝑗;
otherwise.
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𝐻
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Figure 6.10

Folding algorithm

𝑊opt

𝑊

The height of a drawing is a descending function of its width.

The size of the largest subset of properly-nested connectors is then given by 𝑇 [1, 𝑛].
This set can be computed in 𝑂(𝑚𝑛) time, where 𝑛 is the number of blocks and 𝑚 is
the number of connectors.
Finally note that we can draw a set of properly-nested connectors either on the right
side or on the left side of the spine, where two sets of connectors cannot cross if
they are drawn on different sides of the spine. On the other hand, if two sets of
connectors are drawn on the same side of the spine, then we know exactly how
many crossings this will create. We therefore may want to minimize the number of
crossings by optimally choosing the sides on which to draw every set of connectors.
Unfortunately, this problem then reduces to Max-Cut, which is NP-hard. Instead,
we can simply choose a side randomly for each set of connectors, which is known
to be a good approximation of the optimal solution. To further improve upon the
solution, we can iteratively move a set of connectors from one side to another if that
reduces the number of crossings, until no such moves are possible anymore.

▶ 6.2.4

Aspect ratio

So far we have presented an algorithm that, given a maximum width 𝑊 , can compute
the minimum height 𝐻 (𝑊 ) of a folding of the graph. Our ultimate goal is to find a
folding that has a particular aspect ratio 𝜌. Therefore, we need to find a width 𝑊
such that 𝑊 /𝐻 (𝑊 ) = 𝜌. Since 𝐻 (𝑊 ) is the minimal height given a maximum width
𝑊 , 𝐻 (𝑊 ) is non-increasing as we increase 𝑊 (see Figure 6.10). Therefore we can
use a binary search to find the width 𝑊 for which 𝑊 /𝐻 (𝑊 ) = 𝜌. As the initial lower
bound for 𝑊 we take the maximum width of all blocks, because the drawing can
never be narrower than that; as the upper bound we use the sum of the widths of
all blocks.
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Since the function 𝐻 (𝑊 ) is not continuous, we may not be able to obtain the exact
correct aspect ratio, but the binary search will at least find the width 𝑊 at which our
folding algorithm jumps over the aspect ratio 𝜌. The resulting drawing then may
have some unused height, but the drawing is as close to the correct aspect ratio as
possible. More precisely, the binary search maximizes the size of the vertices (labels)
in the resulting drawing. That is, if we are given a drawing area of size 𝑊𝑑 × 𝐻𝑑
(with aspect ratio 𝜌, so 𝑊𝑑 /𝐻𝑑 = 𝜌), and we scale our drawing by a factor 𝛼 to fit
the drawing area (that is, 𝛼 ⋅ 𝑊 ≤ 𝑊𝑑 and 𝛼 ⋅ 𝐻 ≤ 𝐻𝑑 ), the binary search results in
a drawing that maximizes 𝛼.

6

▶ 6.3

Experimental results

In this section we illustrate the practical use of our method with examples from
the area of business process analysis, and more specifically, from process mining.
Process mining analyzes sequences of events which are collected in event logs. Each
event needs to be identified by (at least) a time stamp, an event name, and a case
identifier, which identifies distinct event sequences in a log. For example, a case
identifier may be the patient being treated in a hospital, the application number for
decisions at municipalities, or the user performing the actions in a corporate system.
Process mining analyzes event logs, trying to reconstruct the underlying (business)
process that created the events.
Our running example is the event log from the 2017 Business Process Intelligence
Challenge [18]. This log file records the process of handling loan applications, and
corresponding offers, in a financial institution. It consists of a total of 31,509 cases
(identifiers) and 1,202,267 events. There are three types of events: application state
changes (A), offer state changes (O), and work flow events (W). We focused on the
work flow events and removed events of type A and O. The filtered log file contains
31,509 cases and 768,823 events; in the following ‘log (file)’ means the filtered log.
Figure 6.11 shows the log file as visualized by Celonis [25], a popular commercial
process mining tool. Celonis supports only top-to-bottom linear layouts. The graph
which Celonis shows is extracted from the log file using their own proprietary process mining algorithm. Celonis has two simple sliders to control this algorithm: the
activities slider, which we set to 98.5%, and the connections slider, which we left
on the default setting, which results in 83.2% of the connections being shown. The
numbers on each edge indicate the frequency of the corresponding connection in
the log file.
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2017 BPI Challenge: visualization by Celonis [25].
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Figure 6.12

2017 BPI Challenge: our algorithm applied to the ‘Celonis graph’
from Figure 6.11.
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We then (manually) extracted the graph from Celonis and redrew it using our algorithm (see Figure 6.12). A comparison of the two drawings shows that our algorithm
uses the available space more effectively and hence makes it easier for the user to
read the labels and follow the main thread of the process. In Celonis the start and
end vertices are marked with special symbols. The start vertex is at the top of the
drawing, but the end vertex not at the bottom and caught inside a loop. Our method
clearly places the corresponding vertices at the beginning and end of the spine, thus
more clearly communicating the linearity of the process. Finally, we can still control
the aspect ratio of the drawing due to our folding algorithm, while the drawing in
Celonis is necessarily high and narrow.

▶ 6.3.1

Process trees

Celonis (and other commercial tools) represent processes fairly directly. However,
there are various other representations for process models, many of which have
a comparatively clear notion of order, up to events that are performed in parallel.
Such parallel events can readily be captured by our versatile block structure, allowing
us to visualize the linear structure of complex event logs in an effective way. We
illustrate this fact using process trees [1], a particular type of process model, which
has a recursive structure.
Below we first define process trees. Then we show how to pre-process a process tree
to match nodes in the tree to blocks. We also explain our visual encoding of blocks
to reflect the corresponding process tree node types. Last but not least we describe
how to assign heights to blocks and showcase our final drawing (see Figure 6.17).

Definition Let 𝐴 be the set of actions that can be executed by a process. Process
trees are rooted trees (see Figure 6.13 for an example), where the semantics of each
node are as follows [1]:
Empty (𝝉) The empty process.
Action Executing an action 𝑎 ∈ 𝐴.
Sequence (→) Executing the subtrees 𝑇1 , … , 𝑇𝑘 in order.
Loop ( ) Executing the first subtree 𝑇1 repeatedly, with executing one of 𝑇2 , … , 𝑇𝑘
between every two executions of 𝑇1 .
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Action 4a

Action 2a
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Figure 6.13

Figure 6.14

×

→
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Action 9

∧
Action 8

𝜏

×
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Redo action 1

𝜏

Redo action 3a

Redo action 2

Redo action 3c

Redo action 3b

Action 6

Action 5

Example of a process tree.

The output of ProM [81] for the process tree in Figure 6.13.

Choice (×) Executing one of the subtrees 𝑇1 , … , 𝑇𝑘 .
Parallel (∧) Executing the subtrees 𝑇1 , … , 𝑇𝑘 in parallel (the actions are interleaved).
One can construct process trees from log files using the inductive miner by Leemans
et al. [54]. The inductive miner, along with many other mining algorithms, has been
implemented in the open-source process mining toolkit ProM [81]. This toolkit also
visualizes process trees, using a (mostly) linear layout of a graph that represents
the process tree (see Figure 6.14). This visualization suffers from the aspect ratio
problems mentioned earlier. Furthermore, it is difficult to see at a glance how the
edges are directed.
We could now simply redraw the graph in Figure 6.14 using our folding algorithm
to increase its readability. Instead, we use the versatility of our algorithm and the
block structure to draw a significantly more compact and clear representation of the
process tree. To that end, we first convert the process tree into a sequence of blocks.
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(𝑎)

𝑎1

𝑎1
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𝑎
×( (𝑎), 𝜏 )

∧(𝑎1 , 𝑎2 ) ×(∧(𝑎1 , 𝑎2 ), 𝜏 )

Block types: (first row) action, sequence, and loop block; (second row)
choice and parallel block. Optional variants with dashed outlines.

Preprocessing For every node 𝑣 in the process tree we construct a block 𝐵(𝑣).
Since the structure of a process tree is recursive, the blocks representing nodes in
the process tree are recursive as well. Figure 6.15 shows the visual encoding of the
node types.
One special case is the subtree ×(𝑇1 , 𝜏 ), which occurs very often in process trees
generated by the inductive miner. This subtree represents the process that either
performs 𝑇1 , or it does not do anything (𝜏 ). In other words, 𝑇1 is executed optionally.
To show this more clearly, we do not generate a choice block containing 𝜏 and 𝐵(𝑇1 );
instead, we generate an optional version of 𝐵(𝑇1 ). Optional blocks are encoded by
adding a dashed outline (see Figure 6.15).
The block for the entire process is now given by 𝐵(𝑟), where 𝑟 is the root of the
process tree. However, now our entire process is represented by only one block,
which would mean that the folding algorithm is not able to fold anything. To enable
the power of our algorithm, we partially need to flatten the tree. We can naturally
flatten sequence nodes into a linear sequence of blocks. We can also flatten a loop
node by adding connectors (as backedges) between the last and first block in the
first subtree. Note that here we need the flexibility to draw blocks on connectors,
which we can handle by allocating more space for a connector (see Section 6.2.2).
We do not flatten the remaining types of nodes (choice and parallel), but we draw

129

6

Optimal algorithms for compact linear layouts

Action 2a
Action 1
Action 2b

6

Action 3

Action 4a

Action 4b

Action 4c
Action 2a
Action 1

Action 3
Action 2b

Action 6

Action 5

Action 4a

Redo action 2
Redo action 1
Action 6

Action 5

Redo action 2
Action 7

Action 4c

Action 4b

Action 8

Redo action 1

Redo action 3a

Action 9

Redo action 3b

Redo action 3c
Redo action 3a

Redo action 3b

Action 7

Action 8

Action 9

Redo action 3c

(a) Aspect ratio 1/2.

Figure 6.16

(b) Aspect ratio 1.

Example process tree (Figure 6.13): output of our algorithm for two
aspect ratios.
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the subtrees recursively (see Algorithm 1). We again consider a subtree ×(𝑇1 , 𝜏 ) as a
special case and flatten it as well. We then add the dashed block after running the
folding algorithm. This way we can easily draw this block as a rectilinear polygon,
potentially spanning multiple rows of the folding.
Algorithm 1: Tree-To-Blocks(𝑢)
1
if 𝑢 is a sequence node →(𝑣1 , … , 𝑣𝑘 ):
2
for 𝑖 = 1, … , 𝑘: Tree-To-Blocks(𝑣𝑖 )
3
else if 𝑢 is a loop node (𝑣1 , … , 𝑣𝑘 ):
4
Tree-To-Blocks(𝑣1 )
5
first, last ← first and last block added in the previous call
6
for 𝑖 = 2, … , 𝑘:
7
add connector from last to first with block 𝐵(𝑣𝑖 )
8
else if 𝑀 is an action, choice or parallel node:
9
add block 𝐵(𝑢)
Drawing blocks To apply the folding algorithm to our list of blocks, we need
to compute the size (width, top-height, and bottom-height) for each block. This
computation depends on the block type. The width and height of an action block are
determined by measuring the size of its label and adding a margin to it. For the other
block types, we recursively layout their children and put them together to obtain
a layout for the entire block. For example, a choice block is drawn by stacking its
children on top of each other, so the width of a choice block is the maximum width
of its children, and its height is the sum of the heights of its children, plus some
margin. After we know the sizes of the blocks, we add a margin to every (top-level)
block in the list. This margin keeps blocks separated, so that we can draw spine
edges between the blocks. Two resulting drawings with different aspect ratios are
shown in Figure 6.16. It is apparent that our drawings are not only more flexible with
regard to aspect ratio, but also more readable than the standard drawing produced
by ProM.

The 2017 BPI Challenge We now return to the 2017 BPI Challenge log. We used
the inductive miner as implemented in ProM, with noise threshold 0.5, to construct
a process tree. We then preprocessed the process tree as described in the proceeding
paragraphs. Figure 6.17 shows the result. Our drawing communicates the linear
flow of the process well, and the blocks clearly indicate the features of the process.
Furthermore, our drawing gives an organized and legible overview of the process at
a glance.
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2017 BPI Challenge: output of our algorithm drawing the process
tree extracted with the inductive miner in ProM, aspect ratio 1.5.
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▶ 6.3.2

Timeline of Roman emperors from Augustus to Diocletian, drawn
using our algorithm with aspect ratio 1.5.

Timeline

Our second example is a timeline of the Roman emperors from Augustus to Diocletian (see Figure 6.18), as listed in the List of Roman emperors on Wikipedia.1 The
shade of gold encodes the length of each emperor’s reign; we used dotted rectangles
to group emperors whose reign overlapped for a significant period of time. Connectors indicate groups of related emperors. Without folding, this drawing would have
aspect ratio approximately 20.

▶ 6.4

Discussion and conclusion

We presented a new algorithm that can optimally fold linear layouts. Regardless
of the aspect ratio of the drawing area, our algorithm makes efficient use of space,
1 https://en.wikipedia.org/wiki/List_of_Roman_emperors,
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which increases the label sizes and generally improves the legibility of the drawing.
By using blocks to represent the space needed by vertices, our algorithm is also very
versatile and produces drawings that are clear and organized.

6

Due to the versatility of our algorithm, we can even support (recursive) drawings
inside blocks. However, we are not able to do so optimally yet. Our algorithm
requires that the sizes of the blocks are known beforehand. If a block contains
another drawing, this drawing can be folded in different ways, resulting in different
dimensions (aspect ratios) for the block. A wider block may reduce the height of the
row the block is on, but it can also cause fewer blocks to fit on a row. To minimize
the height of the drawing, we could try all possible aspect ratios of the block, but
this is not efficient, especially if multiple blocks contain (recursive) drawings. We
do not know how to minimize the height of the drawing efficiently under these
circumstances. We leave this as an open problem.
Finally, we have shown that our algorithm works particularly well for visualizing
processes, and process trees in particular. However, there is some information about
the processes that we are currently not visualizing, like frequencies (how often do
events happen?) or deviations (which things happen in the log that violate the
structure of the process tree?). Although our algorithm has the versatility to show
additional information on connectors, it is not directly clear what the best encoding
of this information would be. This is outside of the scope of this thesis, but we
believe that this is interesting future work in the context of visualizing processes or
process trees.
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Chapter 7

Concluding Remarks
and Future Work
In this thesis, we studied methods for constructing and analyzing river networks.
Firstly, we proposed two algorithms to construct river networks: the first one based
on lowest paths in a striation, and the second one based on volume-persistence.
We implemented those algorithms and described how they were used for geomorphological analyses. We also proposed volume-based distance measures between
linear features on terrains, and an algorithm that computes optimal foldings of linear
layouts to make drawings of networks better readable.
We summarize our results in Section 7.1. Afterwards, to conclude the thesis, we
provide suggestions for future work in Section 7.2.

▶ 7.1

Main results

We presented an algorithm for computing river networks that is suited for river
systems that bifurcate, like braided rivers and estuaries. In this setting, we model
river networks as a set of non-crossing source-to-sink paths through the riverbed,
which pairwise have a large enough volume of sand between them (as measured by a
sand function). We showed that the problem of computing a maximum river network
is strongly NP-hard. Therefore, we first use a heuristic to compute a striation: a set
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of non-crossing candidate paths. Then we restrict the river network to paths in the
striation, which allows us to compute the river network in polynomial time.
As a second model for river networks, we proposed volume-persistence. Instead of
measuring volumes between entire source-to-sink paths, volume-persistence measures the volumes of single bars (MS-cells) to determine which bars are large enough
(so they can stay in the network) and which bars still need to be merged into other
bars. This model leads to river networks that are more stable over time. As a
first step towards a kinetic data structure (KDS) for volume-persistent terrains, we
presented a compact, responsive, local and efficient KDS for maintaining volumepersistence for one-dimensional terrains. We also presented a KDS for maintaining
(two-dimensional) MS-complexes. Both these data stuctures are likely to be of use
for developing a KDS for volume-persistence.

7

As a generalization of the sand function, which measures volumes of parts of the terrain, we explored volume-based similarity measures for linear features on a terrain.
We described six ways to define base surfaces above (below) which earth (air) can be
measured. Of these methods, the minimal area surface seems to be the most widely
applicable, but it is also the most expensive to compute. Finally, we showed how
to fold linear layouts, which can be used for visualizing networks. We presented a
simple algorithm, based on dynamic programming, to fold a linear layout into rows,
such that it fits within a drawing area of a given aspect ratio. We demonstrated the
effectivity of our approach by drawing process graphs and timelines.

▶ 7.2

Future work

Although we answered many questions related to river networks, much future work
remains. We mention a few promising areas to explore.

Tracking rivers through time An obvious open question is if it is possible to
efficiently maintain volume-persistence for two-dimensional terrains in a KDS. This
thesis already presented several building blocks of such a data structure: firstly,
a (static) algorithm to compute volume-persistent terrains in 2D, secondly, a KDS
to maintain 2D Morse–Smale complexes, and finally, a KDS to maintain volumepersistence in 1D. Nevertheless, it seems that the combination of those, that is, an
efficient kinetic data structure that maintains volume-persistence in 2D, is still out
of reach. A reason for this is that there is currently no efficient way to maintain the
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required volume certificates in two dimensions. It would be possible to maintain
volume certificates by recomputing the their failure times every time a vertex enters
or leaves the pruned region, but this results in a very large number of events.
A kinetic data structure that maintains high-quality river networks would enable
many interesting types of analyses. For example, we could investigate how fast bars
move on average, or how often a bar splits into two. If we can track features over
time, then we can also take the past and future into account when deciding whether,
at some time, a bar is significant. That is, we want to take persistence over time into
account, showing bars only if they persist for a significant amount of time. Consider,
for example, a bar that at time 𝑡 has only small volume, so volume-persistence would
not include it. If we track this bar and notice that at some time after 𝑡 it became much
larger, then it may be helpful to already include it in the network for time 𝑡. That
way we could investigate the origin of the bar. If however, the bar just disappears
quickly after time 𝑡, we do not want it in the network.

Analysis and validation For analyzing networks, geomorphologists often use
rather crude measures, like the number of vertices and edges, or depth distributions.
To enable a more detailed analysis, we could augment the generated network with
additional data about the terrain. For example, we could compute the steepness or
width of each channel.
Another issue is the validation of river networks. As mentioned in the introduction,
adopting a good model is crucial for obtaining results that represent the real world.
In this thesis, we took the viewpoint that we want to generate river networks in
which bars have a certain volume. While the resulting river networks certainly
look ‘reasonable’, and our collaboration with geomorphologists shows that they are
suitable to be used in analyses, it would be desirable to determine the quality of river
networks in a more objective way. For this, new quality measures would need to be
developed.
In practice, not only the depth of rivers can be measured, but also other parameters, like flow velocity, water temperature, or salinity. Especially for numerically
simulated rivers, a wealth of additional parameters are often available, which our
methods so far ignore. We could use such additional data to augment the network
after we computed it. Alternatively, we could use those measures instead of the
DEM as an input for our algorithms. For example, one could imagine using the flow
velocity as an input. In that case, we could consider low-velocity areas as ‘high’ and
high-velocity areas as ‘low’, hence obtaining a DEM, on which running our algo-
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rithm will result in a network with paths traversing areas with high flow velocity. It
remains to be seen, though, how well this models the physical reality.
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Algorithms for River Network Analysis
Braided rivers and estuaries are examples of river networks: systems consisting of intertwined channels and bars (islands), that can behave in complex and unpredictable
ways. The study of river networks is important because they play a crucial part
in many environments – for example, accurately predicting when an island will be
flooded can help saving lives and property. River networks form one of the key
research interests in geomorphology, but so far their analysis has been carried out
mostly by hand (computer-assisted). Existing research in the algorithms community generally assumes that water always follows a path of steepest descent, which
prevents river channels from splitting. However, channels in river networks do
frequently split and hence this fundamental assumption does not hold in general.
In this thesis, we initiate the algorithmic study of river networks by employing the
so-called Morse–Smale complex on a digital elevation model of the riverbed. This
complex contains information about the topological features of the riverbed, and in
particular about where bars are. We extend this complex with a certain ordering
of bars from one riverbank to the other. This allows us to compute a graph that
models a representative channel network, consisting of lowest paths. To ensure that
channels in this network are sufficiently different, we define a sand function that
represents the volume of sediment separating them. We show that in general the
problem of computing a maximum network of non-crossing channels which are 𝛿different from each other (as measured by the sand function) is NP-hard. However,
using our ordering of bars between the river banks, we can compute a maximum
𝛿-different network that respects this order in polynomial time.
River networks can evolve quickly, and it is useful to be able to track channels and
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bars, that is, to determine how they change over time as the terrain moves. As a
first step towards this goal, we study volume-persistence, a variant of persistence
which is based on the volume underneath the terrain (instead of the usual vertex
heights). Specifically, we want to kinetically maintain a volume-simplified timevarying terrain. A major challenge is to detect those combinatorial events when a
pruned part of the terrain attains a certain threshold volume. Already for 1D terrains
we show that the complexity of the associated certificates is strongly influenced by
the motion model, since the salient volumes can be determined by linearly many
vertices. Furthermore, the pruned parts of the terrain can have high complexity and
may cause many irrelevant (internal) events. We present a kinetic data structure
(KDS) that maintains the split tree of a volume-persistent time-varying 1D terrain,
as well as an extension, that does not explicitly maintain the split tree of the pruned
parts of the terrain and generally processes fewer events.
As a generalization of the sand function described above, we explore the possibilities
of volume-based distance measures for linear features on a terrain. Our measures
construct suitable base surfaces between the linear features, which can slice through
the input terrain and also hover above. The similarity between two linear features is
then captured by the volume of ‘earth’ above the base surface and below the terrain,
and possibly also by the volume of ‘air’ below the base surface and above the terrain.
We suggest three ways of choosing a suitable base plane and three ways of choosing
a suitable base surface. These choices give rise to different measured volumes and
will be useful in different applications. We experimentally compare the choices on
various artificial and real terrains.
Lastly, we concern ourselves with the visualization of networks that have a particular
order defined on their vertices. This includes river networks, but is also more widely
applicable to any sort of networks whose elements have a defined order. A simple
and natural way to draw such a network is a linear layout: all vertices are placed on a
line and edges are drawn as arcs between the vertices. A drawback of linear layouts
are the usually (very) large aspect ratios of the resulting drawings, which prevent
users from obtaining a good overview of the whole graph. We present a novel and
versatile algorithm to optimally fold a linear layout of a graph such that it can be
drawn effectively in a specified aspect ratio, while still clearly communicating the
linearity of the layout. Our algorithm allows vertices to be drawn as rectangles of
specified sizes. For reasonably-sized drawings the folded layout can be computed
interactively. We demonstrate our algorithm on graphs that represent process trees,
a type of process model. Our algorithm arguably produces much more readable
layouts than existing methods.

148

Samenvatting
Algoritmen voor de analyse van riviernetwerken
Vlechtende rivieren en estuaria zijn voorbeelden van riviernetwerken: systemen van
vervlochten kanalen en daartussenin platen (eilanden), die zich op een ingewikkelde
en onvoorspelbare manier gedragen. Het bestuderen van riviernetwerken is belangrijk omdat ze een cruciaal onderdeel zijn van vele omgevingen – bijvoorbeeld, een
nauwkeurige voorspelling wanneer een eiland onder water zal komen te staan, kan
helpen om schade aan eigendommen te voorkomen of zelfs levens te redden. Riviernetwerken vormen daarom een van de belangrijkste onderzoeksgebieden binnen de
geomorfologie, maar tot dusver worden ze voornamelijk met de hand geanalyseerd
(met hulp van de computer). De bestaande onderzoeksresultaten uit de algoritmiek
gaan er meestal van uit dat water altijd stroomt in de richting waarin de helling naar
beneden het steilst is. Dit impliceert dat kanalen nooit in tweeën kunnen splitsen.
In de praktijk splitsen kanalen in riviernetwerken juist vaak, en daarom geldt deze
fundamentele aanname niet.
In dit proefschrift maken we een begin met de algoritmische studie naar riviernetwerken door gebruik te maken van het zogenaamde Morse–Smale-complex van een
hoogtemodel van de rivierbedding. Dit complex bevat informatie over de topologische eigenschappen van de bedding, en in het bijzonder informatie over waar platen
zich bevinden. We voegen aan het complex een specifieke volgorde van platen toe,
van de ene oever naar de andere. Dit stelt ons in staat om een graaf te berekenen,
bestaande uit laagste paden, die een representatief netwerk van kanalen modelleert.
Om ervoor te zorgen dat kanalen in dit netwerk verschillend genoeg zijn, definiëren
we een zandfunctie die berekent hoeveel sediment tussen kanalen ligt. We tonen
aan dat het algemene probleem om een zo groot mogelijk netwerk van elkaar niet
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snijdende kanalen te vinden, die allemaal 𝛿-verschillend zijn (zoals gemeten door
de zandfunctie), NP-moeilijk is. Met behulp van de volgorde van platen tussen de
rivieroevers zijn we echter in staat om in polynomiale tijd een zo groot mogelijk
𝛿-verschillend netwerk te berekenen dat deze volgorde respecteert.
Riviernetwerken kunnen snelle ontwikkelingen doormaken, en het is nuttig om te
kunnen bepalen hoe kanalen en eilanden veranderen terwijl het terrein beweegt.
Als eerste stap in deze richting bestuderen we volume-persistentie, een variant van
persistentie die is gebaseerd op het volume onder het terrein (in plaats van op de
hoogte van punten in het terrein, zoals gebruikelijk is). Meer specifiek willen we
een volume-vereenvoudigd terrein bijhouden terwijl het terrein door de tijd heen
verandert. Een uitdaging daarbij is dat we de combinatorische gebeurtenissen moeten detecteren die plaatsvinden wanneer een afgesneden deel van het terrein een
vastgesteld drempelvolume bereikt. We laten zien dat zelfs voor 1D-terreinen de
complexiteit van de bijbehorende certificaten al sterk afhangt van het gebruikte bewegingsmodel, omdat de volumes worden bepaald door een lineaire hoeveelheid
punten. Verder kunnen de afgesneden gedeelten van het terrein hoge complexiteit
hebben en daardoor een grote hoeveelheid irrelevante (interne) gebeurtenissen opleveren. We stellen een kinetische datastructuur (KDS) voor die de split-tree van
een volume-vereenvoudigd 1D-terrein bijhoudt terwijl dat terrein door de tijd heen
verandert. Daarnaast beschrijven we een uitbreiding die de split-tree van de afgesneden terreingedeelten niet expliciet bijhoudt, en daardoor in het algemeen minder
gebeurtenissen hoeft af te handelen.
Als generalisatie van de hierboven beschreven zandfunctie, onderzoeken we de eigenschappen van volume-gebaseerde afstandsmaten voor lineaire features (‘paden’)
op een terrein. Onze afstandsmaten construeren geschikte basisoppervlakken tussen
de lineaire features, die door het terrein kunnen snijden of boven het terrein zweven.
De gelijkheid tussen de twee lineaire features wordt dan gegeven door het volume
van ‘aarde’ boven het basisoppervlak en onder het terrein, en wellicht ook door het
volume van ‘lucht’ onder het basisoppervlak en boven het terrein. We introduceren
drie planaire basisoppervlakken en drie niet noodzakelijk planaire basisoppervlakken. Deze zes keuzes leveren verschillende gemeten volumes op, en zijn daarom
nuttig bij verschillende toepassingen. We vergelijken de keuzes experimenteel voor
verschillende kunstmatige en echte terreinen.
Ten slotte houden we ons bezig met de visualisatie van netwerken waarvan de punten een bepaalde vastgestelde volgorde hebben. Dit is bijvoorbeeld bruikbaar voor
riviernetwerken, maar is ook breder toepasbaar voor alle netwerken waarvan de
elementen een volgorde hebben. Een eenvoudige en natuurlijke manier om zo’n
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netwerk te tekenen is een lineaire layout: alle knopen worden op een lijn geplaatst,
en kanten worden weergeven als krommen tussen de knopen. Een nadeel van lineaire layouts is dat ze normaal gesproken een grote aspectratio hebben, wat ervoor
zorgt dat gebruikers geen goed overzicht van de hele graaf kunnen krijgen. We introduceren een nieuw en flexibel algoritme dat een lineaire layout op een optimale
manier vouwt, zodat hij effectief in een gegeven aspectratio getekend kan worden.
Met ons algoritme kunnen knopen worden weergeven als rechthoeken van gegeven
groottes. Voor netwerken van redelijke grootte kan de manier van vouwen op interactieve snelheid berekend worden. We laten de toepasbaarheid van ons algoritme
zien op grafen die representaties zijn van procesbomen, een soort procesmodel. Ons
algoritme genereert duidelijk beter leesbare tekeningen dan bestaande methoden.
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