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“I could tell you my adventures—beginning from this
morning,” said Alice a little timidly: “but it’s no use going
back to yesterday, because I was a different person then.”
Lewis Carroll, Alice’s Adventures in Wonderland
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Chapter 1

Introduction
Philosophy is arguably at the roots of modern science. Starting in ancient
Greece as a structured way of advancing knowledge by debate, it quickly
branched out to cover a wide range of topics. Kant (1785) wrote: “Ancient
Greek philosophy was divided into three sciences: physics, ethics, and logic.”
Aristotle, according to Grant (2007), also distinguished different disciplines:
natural philosophy, pure mathematics, and the exact or natural sciences somewhere in between them. Ancient Greek philosophy is not only at the root
of exact sciences. Roman and medieval time education focused on teaching
the seven liberal arts as skills: grammar, rhetoric, logic; arithmetic, geometry,
astronomy, and music. Renaissance humanism in fifteenth century Europe led
to these subjects being regarded as worthy of study themselves. Studying the
liberal arts themselves involves studying literature, ancient and modern languages, history, and philosophy, amongst others. These academic disciplines
are collectively known as the Humanities.
Humanities scholars generally need to read large amounts of text while
doing research. This is not necessarily modern work by a fellow Humanities
scholar, but can just as well be classic literature in a different language or
even different script than their mother tongue. It is challenging and time
consuming to navigate long texts while mentally organizing the communicated
ideas, especially when the texts are written by different authors, in different
languages or even different scripts, and at different times. Additionally, it is
hard to obtain relevant resources to study; acquiring a copy of a translation in
the right language and script of a centuries-old manuscript may be challenging.
1

Since the advent of computers with enough storage space and computing
power to enable efficient metadata and even full text search, digital tools have
been used to aid Humanities research. Humanities disciplines employing such
tools are grouped under the term Digital Humanities, or e-Humanities.
In this dissertation, we will investigate some of the problems that researchers in the e-Humanities may encounter. We will in particular consider
the issue of trust: how can we ensure that researchers have confidence in
results obtained with the aid of digital tools? We present algorithms and
visualizations for e-Humanities whose goal it is to support trustworthy data
exploration. After introducing the research fields relevant to this dissertation
below, we consider specific problems in the following chapters.
Organization. The rest of this chapter is organized as follows. We first introduce the C AT V IS project, a collaboration of researchers that targets the
Digital Humanities with their work, in Section 1.1. This dissertation mostly
contains work conducted within C AT V IS. Researchers from several different
disciplines take part in the C AT V IS collaboration, and we introduce these
disciplines after introducing the project. We first introduce visualization in
Section 1.2, where we go over the visualization of geospatially referenced data
first in Section 1.2.1. Not all data is geospatially referenced. Sometimes it is,
but other attributes are more important. When data has many attributes and
we want to use them all in a visualization, different challenges arise that we
discuss in Section 1.2.2. When the goal of the visualization is to identify sets
and the way they interact, different approaches are useful that we introduce
in Section 1.2.3. Having briefly introduced relevant subfields of visualization
research, we discuss relevant parts of algorithms research in Section 1.3. One
of the goals of C AT V IS is to bring provable guarantees –that are common in
the field of algorithms research– to visualization and the disciplines served by
visualization; we focus in particular on Digital Humanities. For this reason we
discuss the concepts of trust and verifiability in Section 1.4. Finally, we list the
contributions contained in this dissertation in Section 1.5.

1.1

The C AT V IS Project
The Visual Analytics for the World’s Library Data project, soon after its kickoff
informally nicknamed C AT V IS, is a collaboration between applied geometric
algorithms and visualization researchers from TU Eindhoven, data scientists
working at OCLC, and philosophers who have a strong interest in the method2

ological foundations of visualization research. This dissertation bundles many
of the results obtained within the context of the C AT V IS project.
OCLC is a global library cooperative that supports members and the overall community with research, community programs, and technology. They
own WorldCat [1], a union catalog containing the collections of about 72 000
libraries, and manage the data powering it. One of their goals is sharing
knowledge, and unlocking the data they manage to support librarians and
researchers in the librarian community and beyond.
One group of potential power users of this data is formed by the philosophers who take part in C AT V IS. A significant fraction of their research interests
concerns history of philosophy and the history of ideas, meaning the spread
of a notion throughout time and research fields (Betti et al. 2019).
At a high level, the driving idea of the project is that the algorithms and
visualization researchers from TU Eindhoven can help OCLC unlock the data
for, amongst others, the philosophers. More precisely, we aim to develop a
cutting-edge visual analytics toolkit which brings the power of visualization to
library data providers and the full range of its users, with particular attention
to researchers in the Humanities.

1.2

Information Visualization & Visual Analytics
The most straightforward application of digital tools in literature research is
“search”. Both metadata and full text can be made searchable. Being able to
filter metadata is useful for identifying interesting resources, and searching
full text enables scholars to quickly seek interesting parts of long texts, or even
entire corpora. A key component of the usefulness of a search tool however is
the way in which the search results are presented.
By far the most common technique used to communicate search results is to
display them in a list. The list is usually sorted by some measure of relevance
to the search query; sometimes users of the search tool can change how the list
is sorted. Such lists are however difficult to navigate, do not facilitate getting a
general overview, and it can be time-consuming to find a specific item (Börner
2001; Shneiderman et al. 2000). A visual representation of the search results
can be an effective solution for the aforementioned issues with lists.
Continuing the example of searching literary metadata, graphical representations are known to provide quick access to bibliographic data, to reduce
search time, to facilitate the browsing and identification of relevant metadata,
3

to provide a quick overview of the coverage of libraries, and to aid in document exploration and sense making (Börner and Chen 2002a; b; Koch et al.
2011; Oelke et al. 2014; Stasko et al. 2008).
The fields of information visualization and visual analytics within computer science develop computer-aided visual representations of data which
help cognition and allow users to extract meaning from large and heterogeneous data sets (Card et al. 1999; Fekete et al. 2008). Having these visual
representations helps users to perform their tasks more effectively (Munzner
2014), and gain insights (van Wijk 2006). These visual representations are
usually interactive, and amplify cognition by functioning as so-called external
cognition aids: artifacts external to the mind that support the performance
of cognitive tasks (Card et al. 1999, page 1–2). The usefulness of cognitive
artifacts becomes clear when we compare the time it takes us to multiply a pair
of two-digit numbers mentally (without the use of the Trachtenberg system or
similar) to the time it takes us when we are allowed to use pen and paper.
A key aspect of visualization is the use of interactive displays that allow
the user to explore the data, rather than simply providing a static image.
Key challenges in visualization are to design meaningful visual displays of
massive data, and to define interaction mechanisms for data exploration, while
remaining within the limits of process models for discovery as known from
cognitive psychology. The types of data that are visualized are very diverse:
one-dimensional sequential data; data with many attributes (multivariate
data); data organized as trees or networks and combinations thereof, and
anything in between; Shneiderman (2003) provides a good overview. Many
techniques have been proposed to visualize such abstract data; Heer et al.
(2010) provide a recent comprehensive overview.
Visualizations aid in the performance of complex cognitive tasks such
as discovery and decision making. In many real-world data analysis tasks
however, the amount of data is overwhelming and a pure visualization-based
approach no longer suffices. It is better to integrate the inference capabilities
and background knowledge of humans with the storage and processing capabilities of modern computing hardware to tackle these data analysis tasks
and turn information overload into an opportunity (D. A. Keim et al. 2010).
Visual analytics is the research area investigating how analytical reasoning
can be supported by interactive visual interfaces (Thomas and Cook 2005).
It aids complex cognitive tasks by combining visualization with automatic
data analysis, so that “humans and machines cooperate using their respective
distinct capabilities for the most effective results” (D. Keim et al. 2008).
4

Figure 1.1

1.2.1

Topographic map of the region around Eindhoven. [2]

Visualizing Geospatially Referenced Information
Maps. A good example of effective visual representations are (geographic)
maps. Maps represent large amounts of data in an easily accessible form (Tufte
2001); they take advantage of our well-developed capabilities for processing
visual information. Pupils generally familiarize themselves very early on in
their education with maps, and people prefer visualizations they are familiar
with (Saket et al. 2018). It is therefore not surprising that maps are commonly
used. A conjecture says that 80% of information is geospatially referenced,
although that claim is hard to confirm (Hahmann and Burghardt 2013).
Maps are not only omnipresent, they are also flexible and versatile. We
can map populated areas, roads, railways and other man-made features (Figure 1.1), sea currents, the position of stars in the sky, and many more phenomena. Maps go back to ancient times. Designing maps well is a discipline in and
of itself called cartography. Maps are a highly effective tool to communicate a
lot of information. This information need not be topographical features; a map
may focus on information other than geographical accuracy. Consider chloropleth maps as an example, which visualize the value of a statistical variable per
region using color or shading (Figure 1.2a). Chloropleth maps are frequently
used to display population density and income per capita (Slocum et al. 2009).
They are an example of a thematic map.
5

(a) A chloropleth map of German
(b) Proportional symbol map of part of
(city-)states showing the 2016 nominal
the world showing medal totals by
gross regional product (GRP) per capita.
country since 1983 for the IAAF
Darker regions have a higher GRP. [3]
World Championships. [4]

Figure 1.2

Examples of thematic maps.

Thematic Maps. Whereas a general map will show a variety of geospatial
data (shorelines, political boundaries, roads, elevation, et cetera), a thematic
map merely uses a couple of minimal features (coastlines, borders, cities) as
reference points for the data (or theme) of the map (Thrower 2008). Cartography concerns itself not only with the design of maps, but also with the way
maps can be enhanced to transform them into thematic maps.
Instead of manipulating the color of regions, thematic maps can expand the
base map with symbols drawn on top of the topographical features. Examples
of this kind of thematic map are dot distribution maps, flow maps (Verbeek et al.
2011), necklace maps (Speckmann and Verbeek 2010), and proportional symbol
maps (Figure 1.2b). The last technique employs symbols of different sizes to
represent data associated with areas or locations on the map. Proportional
symbol maps are commonly used to represent data that cannot be expressed as
a proportion and are included in the visualization library of industry standard
tools such as ArcGIS (2019).
The area of each symbol is scaled to represent the value of that data point.
This scale may be superlinear, to align with the way human vision registers
6

Figure 1.3

GlottoVis (Hammarström et al. 2018) employs a proportional
symbol map with pie charts as glyphs in combined (sum) mode. [5]

differences in areas (Li et al. 2010). A variant of this approach buckets the
data values into categories, and uses the mean value of each category as the
scale for all symbols in that category (Stevens et al. 2012). Proportional symbol
maps can easily be designed to have symbols represent more than one data
point. The most common example is to use pie charts as symbols, where the
symbol is divided into wedges sized proportionally to represent subcategories
(Figure 1.3 and ibidem). When symbols are more complex than basic geometric
shapes, we refer to them as glyphs.
Fullness and Overlap. Independently of the way symbols are scaled given
the value of the data point they represent, we can also globally scale all
symbols on a map. The scaling will affect the total area of the map that is
covered by symbols. This coverage is generally referred to as the fullness of the
map (Slocum et al. 2009, p. 315). Making the map too empty makes it hard to
identify spatial patterns, whereas making the map too full leads to clutter and
makes it challenging to find and judge individual symbols. Choosing a global
scale for proportional symbol maps is a major challenge. Slocum, McMaster,
et al. (ibidem) discuss how “good” maps are expected to exhibit some overlap
of symbols. Other than that guideline, the global scale of proportional symbol
maps is usually chosen in a trial-and-error process, where fullness of the map
is judged intuitively by the cartographer.
When symbols overlap, it becomes harder to judge their sizes (Groop and
Cole 1978). This effect can be alleviated by using semi-transparent symbols,
but users (slightly) prefer opaque symbols because they contrast better with the
7

(a) Initial position of overlapping glyphs.

Figure 1.4

(b) We can omit overlapping glyphs.

Different ways of avoiding glyph overlap. Glyphs –commonly

underlying map (Griffin 1990). When the symbols are opaque, their stacking
order becomes important: a large symbol may fully obscure a smaller symbol
when drawn over it. Finding a good stacking order has received some attention
in the algorithms community (Cabello et al. 2010; Nivasch et al. 2014).
Arguably, when we make the symbols more complicated, it becomes more
important that they are easily legible. Consider having pie charts as glyphs
(Figure 1.3). Partial overlap of glyphs may not hinder judging their size, but
a small slice of a pie chart can easily be obscured. We aim to convey all
information clearly and succinctly. Overlap of glyphs must thus be avoided.
Glyph Aggregation. It may be possible to scale all glyphs such that they do
not overlap, if all locations are unique. This however quickly leads to having
a non-satisfying fullness of the map, with tiny glyphs for all locations. Indeed
we would like to scale all glyphs such that they are large enough to be readable,
but not so large that they cover large portions of the map. Three approaches
avoid that glyphs overlap each other while maintaining a satisfying fullness.
(i) Omit glyphs to remove overlap (Figure 1.4b). This approach is followed
in cartography when labeling maps, where, for example, a country label
replaces the labels of cities on small-scale maps. In the visualization
community it is studied in the context of dynamic maps: maps that can
be zoomed and panned interactively (Been et al. 2006).
(ii) Distort the position of glyphs to remove overlap (Figure 1.4c). It is
however unclear to what extent it is possible to preserve structure while
8

(c) We can move overlapping glyphs.

(d) We can aggregate overlapping glyphs.

opaque– are semi-transparent for clarity of presentation here.

moving glyphs. This technique is usually applied as a lens, where one
part of the map is shown in greater detail than the rest (Ward 2008).
(iii) Aggregate overlapping glyphs into glyphs representing multiple data
points until no overlap remains (Figure 1.4d; Aisch 2014; Scheepens et al.
2014; Ward 2008). This technique is commonly referred to as clustering.
Clustering sometimes takes political borders (cities, states, countries) or
natural borders (shorelines, continents) into account. That is, glyphs located in
a certain region cannot be aggregated with glyphs located in another region. In
this dissertation (Chapters 3–5), we focus on aggregation based purely on the
location and size of glyphs, and refer to this technique as geometric clustering.
We do not take political borders into account because historical applications
–which are numerous in Digital Humanities, our target discipline– often span a
period of time during which those change. It is ambiguous how to incorporate
changing borders into any aggregation strategy. We avoid this ambiguity.
We focus our attention on geometric clustering, and computing such a
clustering in an automated fashion. It is possible to aggregate glyphs based on
some kind of grid (Behnisch et al. 2013; Elastic 2019; Lins et al. 2013). Defining
the grid (position, grid cell size) to obtain good, consistent results however
is nontrivial and may be dependent on the data set being visualized. Other
approaches, using the geometry more directly, exist (Aisch 2014; Scheepens
et al. 2014). We introduce two new such clustering techniques in Chapters 4
and 5 in this dissertation that focus on performance in theory and in practice.
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1.2.2

Dimensionality Reduction
When each data point in a data set has many attributes, and a large number of
them are relevant, different challenges need to be overcome. These challenges
ask for different visualization techniques to be employed as well. We discuss
the visualization of data with many attributes in this section, using search and
displaying search results as a running example application.
(High-)Dimensional Data. Data sets that are made searchable normally contain multivariate data (Shneiderman 2003); users search for one (or more)
attributes of the data, and are interested in one (or more) other attributes of
records in the set of search results. For example, a user searching a library
catalogue may be interested in finding the titles of works by a specific author.
We can think of the records in the data set as points P in a high-dimensional
space where every attribute is mapped to a dimension. In order to support
search, we need to be able to tell how related two points in this space are. This
can be done by requiring the space to be a metric space (Bryant 1985). In short,
this means that we require a metric to be defined on the data set. A metric is a
function d : P × P → R+ defining the distance between any two points of the
data set, which must satisfy the following four properties ∀ p, q, r ∈ P:
1. The distance from a point to itself must be zero: d( p, p) = 0.
2. Any other distance must be positive: d( p, q) > 0 if p 6= q.
3. Distance is symmetric: d( p, q) = d(q, p).
4. Triangle inequality: the distance from p to q via r can never be less than
the distance from p to q directly. Formally d( p, r ) + d(r, q) ≥ d( p, q).
Search now amounts to finding the nearest neighbors of a given query point.
An attribute such as year of publication can easily be used as a dimension,
because e.g. the absolute difference of two real numbers is a metric. Transforming attributes such as a title, a list of authors or even an abstract into
dimensions is not straightforward, but possible (Koopman et al. forthcoming;
Mikolov et al. 2013). Simpler approaches based on term co-occurrence, first
introduced by Harris (1954), also exist. Modern implementations building
upon these methods, such as word2vec (Mikolov et al. 2013) and doc2vec (Le
and Mikolov 2014), are used commonly in information retrieval and machine
learning. We will not discuss these methods in detail, but do apply some of
them in the experimental evaluation described in Chapter 6.
Reducing the Number of Dimensions. A practical problem with the visualization of data sets admitting data points with a high number of attributes is
10

the curse of dimensionality (Bellman 1957). For our search problem this means
that having a high number of dimensions may lead to all records in our data
set appearing dissimilar (separated by a relatively large distance) from one
another. When all records are different from one another, there are no groups
of similar records—or they are harder to identify. This poses a challenge for
search applications, where groups of similar records can be used to provide
users with relevant search results, or to prune lists of search results and widen
the scope of the search query (e.g. Google’s [6] grouping of search results).
Another issue is that of performance. A distance function needs to take all
dimensions into account to ensure it is a proper metric. Evaluating the distance
function thus becomes more expensive with a higher number of dimensions.
For low-dimensional data –under the assumption that data points are not on a
lower-dimensional hyperplane– the distance in one dimension is a reasonable
lower bound for the actual distance. Clearly, it is much more efficient to
calculate that lower bound, which can be used to effectively prune away data
points that are certainly not nearest neighbors. In higher dimensions however,
this lower bound is less tight and no longer effective as a means of optimizing
nearest neighbor search (Marimont and Shapiro 1979).
For the aforementioned reasons, many approaches have been developed
that aim to reduce the number of dimensions of a data set while minimizing
distortion to the distance function. Cunningham and Ghahramani (2015)
survey linear methods, including PCA and MDS, which are among the earliest
developed dimensionality reduction techniques. More recently, many nonparametric techniques have been developed, such as t-SNE (van der Maaten
and Hinton 2008) and Isomap (Tenenbaum et al. 2000).
It is not always possible to reduce the number of dimensions of a data set
without distorting the distance function: an extreme example is a situation
where n points all have the same pairwise distance, i.e. the points of a regular
(n − 1)-simplex (see Figure 1.5). Embedding this data set without distorting
the distance function requires n − 1 dimensions. Dimensionality reduction
techniques generally perform best on data sets with certain characteristics; e.g.
Isomap (ibidem) is useful when the points lie on a convex manifold.
Dimensionality reduction enables efficient searches and more reliable identification of similar records. Evaluating the differences between different
dimensionality reduction techniques is commonly done by running all techniques on the same data set, then displaying the results visually side by side
and have humans evaluate them. Lewis et al. (2012) conclude that although
experts are able to consistently judge the quality of embeddings, novices gen11

(a) A 2-simplex.

Figure 1.5

(b) A 3-simplex.

(c) A 4-simplex.

Extreme examples of data sets that need a minimum number of
dimensions to be represented truthfully are regular simplices. All
edges in the figure should have the same length, but the regular
3- and 4-simplices cannot be represented truthfully on paper.

erally disagree with one another. They encourage the use of a statistic like
trustworthiness (Venna and Kaski 2006) to judge the quality of an embedding.
Trustworthiness is defined for every point as the ratio of the number of k
nearest neighbors that appears in the set of k nearest neighbors in the mapped
(lower-dimensional) space.
Focusing on Local Neighborhood. When displaying search results, usually
only the top x results are of interest for users. This of course assumes that
the results are sorted by relevance, and that the notion of relevance matches
the expectations of the user. It is easy to indicate relevance to the query
term by sorting the results, but not straightforward how to indicate similarity
among search results relative to each other. In Chapter 6 we discuss a visual
encoding and matching dimensionality reduction technique that is geared
towards the display of local neighborhoods of records and query terms. This is
directly applicable to displaying search results, and we discuss an application
to bibliographic metadata search.

1.2.3

Set Visualization
We have discussed two approaches for visually exploring data. One focuses
on the geospatial references of records (Section 1.2.1). The other can be used
when some kind of similarity can be defined between records, and is relevant
for users (Section 1.2.2). We now consider a third angle.
Many queries users have can be formulated in terms of set theory (Cantor
1895). A set is a collection of elements; each element in a set is unique. Different
12

(a) Proximity: the human vision
will likely see columns of
dots here, instead of rows.

Figure 1.6

(b) Similarity:
human vision
sees columns.

(c) Common region:
human vision
sees four groups.

Illustrations of three Gestalt laws.

sets can of course contain the same element, meaning they overlap. Elements
appearing in two sets form the intersection of those sets, whereas elements
appearing in either set form the union of those sets. As an example, Humanities scholars might be interested in the set of works by Austrian physicist
and philosopher Ernst Mach, and the set of philosophical works concerning
thermal concepts. They can investigate the intersection of those two sets and
find for example his book Principles of the Theory of Heat (1986). It is natural
to wonder how visualization can support this kind of exploration. The field of
set visualization investigates this question. Alsallakh et al. (2016) give a good
overview of different set visualization techniques.
A common theme for visualizing sets is the use of Gestalt theory (Palmer
1999; Smith 1988), or more precisely the principles of grouping from Gestalt
theory. These principles tell us when objects or shapes are perceived as groups
by the human vision. Examples are (illustrated in Figure 1.6): proximity,
humans group objects that are close to each other; similarity, humans group
objects that look similar (e.g. same color, same shape); and common region,
humans group objects located within the same closed region.
These principles however break down fairly quickly
when used to visualize a big number of sets, or sets with
complex overlaps. Consider that for 3 sets A, B and C, we
not only have the intersections A ∩ B, A ∩ C and B ∩ C, but
also A ∩ B ∩ C. We hence have (at most) 7 regions in total.
In general, for n sets we have 2n − 1 regions. It is clear that

A
B
C
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no matter what visual encoding is chosen, the human vision will already for
small n decide that the entire visualization is one big group instead of seeing
the groups we actually want to show.
One law that can alleviate this issue to some extent is Tufte’s principle of
ink minimization, also known as maximizing the data-ink ratio (Tufte 2001).
The core of this idea is that a visualization must minimize the use of ink for
visual elements that do not convey information. Examples are grid lines in
charts and unnecessary background colors. Maximizing the data-ink ratio
may reduce visual clutter and improve clarity of the visualization.
In Chapter 7, we investigate the application of set visualization to a setting
where every element has a fixed location. This is suitable for example when
we wish to visualize sets of library holdings on a map, where the sets could
be formed by works satisfying certain properties (e.g. authored by x), and
holdings being an element of a set when that library holds the work.
Graphs and Hypergraphs. Chapter 7 models sets using the concept of hypergraphs. The idea is exactly the same, but elements are called vertices and
sets are called hyperedges. This model is used quite often in set visualization,
because it makes it easier to apply ideas from graph theory. Graphy theory is
a large subfield of mathematics, with many applications in computer science.
Bondy and Murty (2008) provide an extensive introduction. Before we define
hypergraphs, it is good to first define regular graphs. A graph is a pair (V, E)
of a set of vertices V and a set of edges E. Every edge is a pair of two vertices.
Graphs are commonly visualized by drawing a small disc for every vertex,
and connecting discs by (straight) lines to represent edges. Figure 1.5a can in
fact be read as a graph with three vertices and three edges as well.
Graphs are a powerful modeling tool. One example application is in route
planning; a road network may be modeled as a graph, where every intersection
and dead end is a vertex, and roads connecting them are edges. Route planning
can now be modeled as finding a shortest path from one vertex to another.
Hypergraphs are a generalization of graphs. A hypergraph is a pair (V, S)
of a set of vertices V and a set of hyperedges S. The key difference with regular
graphs is that every hyperedge s ∈ S is not a pair, but a nonempty set of
vertices. A hyperedge thus does not necessarily span two vertices, but can
span any positive number of vertices. The parallel with set systems as defined
above may now be obvious: we can map elements one-to-one to vertices, and
every collection of elements in the system becomes a hyperedge.
14

1.3

Algorithms
Algorithms research is a field within computer science that focuses on the design
and formal analysis of efficient algorithms. An algorithm is an unambiguous
specification of steps that need to be taken to solve a class of problems. This
can be described as the transformation of an input into an output (Cormen
et al. 2009). There are different models of computation (Fernández 2009) for
how small every individual step can be, making different assumptions on how
powerful the (theoretical) computer is that executes the algorithm. Defining
formally what an algorithm is enables the mathematical analysis of algorithms.
Both correctness and performance can be analyzed.
A proof of correctness for an algorithm is a mathematical proof, i.e. a
series of logical implications, that shows that the algorithm will correctly
transform any given input satisfying the input assumptions of the algorithm
into an output that adheres to the output specification of the algorithm. An
algorithm that sorts sequences of integers, for example, needs a proof of
correctness validating that any sequence of integers is transformed into a
sequence containing the same integers, but in sorted order. Algorithms often
are structured in similar ways, and commonly used proving techniques can be
employed to show these structures correct in similar ways as well. A recursive
algorithm, for example, is an algorithm that as one of its steps will invoke itself.
Proving recursive algorithms correct often uses (strong) induction (Cormen
et al. 2009). Proofs argue correctness of the steps an algorithm takes not
by considering a specific implementation of an algorithm, but a high level
description of it that abstracts away implementation details. Algorithms are
often expressed in pseudo code, which is well-suited for this purpose.
Different characteristics of an algorithm are important to assess its performance. One is the number of steps that needs to be executed to transform
a given input: the running time of the algorithm. Another important attribute is memory consumption: the number of bits of information that an
algorithm needs to store while performing its transformation. These traits
of algorithms are almost never analyzed exactly, but nearly always asymptotically; instead of showing that an algorithm processing an input of size
n executes e.g. 42n2 − 3n + 12 steps, we show that the algorithm executes
O(n2 ) steps. This big O notation (Bachmann 1894; Landau 1909; others) can
intuitively be read as stating that the function describing the running time of
the algorithm in terms of its input size grows no faster than, in this case, n2 .
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The computational geometry subfield concentrates on (algorithms for) problems that are best formulated using geometric concepts such as points, lines
and curves (de Berg et al. 2008). Many of the problems discussed in this thesis
are geometric in nature. Maps and symbols on maps are good examples, as
well as the glyph aggregation problem mentioned in Section 1.2.1 (page 8).
Next to that, basic geometric operations such as finding the intersection of two
line segments often form the cornerstones of other algorithms. Examples of
those can be found in Chapter 7, in particular in the heuristic implementations.

1.4

Trust and Verifiability
It is only possible to see the errors of our ways when we take a step back and
reflect upon our actions. It is easier to trust someone who verifies their results
and contemplates the way they were obtained.
Trust in Algorithms. When we would ask an algorithms researcher if they
are sure their algorithm will produce the correct result, they might confidently
point us to their correctness proof and tell us to see for ourselves.
Three aspects are important to note here:
(i) The researcher is confident their algorithm works correctly.
(ii) We can test if the algorithm correctly transforms our specific inputs by
(manually) executing it on those inputs and inspecting the output.
(iii) We can examine the correctness proof to verify the algorithm works.
The hidden reason behind (i) is that the researcher knows they built their proof
upon a logical system of axioms and theorems derived from those axioms
through centuries of research. Every single derivation can be verified if the
reader wishes to do so, tying back to (iii). Additionally we can execute each
step of the algorithm manually to test its execution against an input of our
choice. We can even implement the algorithm on a computer and have the
computer execute the steps for us. It is however challenging to ensure our
code exactly implements the theoretical algorithm. As Knuth (1977) wrote:
“Beware of bugs in the above code; I have only proved it correct, not tried it.”
Trust in Humanities. Both the Humanities and the Digital Humanities include a reflective component in their research. Digital Humanities are concerned with the validity of the use of digital tools. In Humanities, for example
the philosophy of science field deals with questions such as: what is the
purpose of science; how reliable are scientific theories; and the demarcation
16

problem of how can we distinguish between science and non-science?
Although there is no system of derivations from axioms, there is a scientific
debate documented by countless papers throughout the centuries. This documented debate gives a Humanities researcher grounds to trust a statement
they make is correct—or at least makes them aware of the existing counterarguments to their statement.
Trust in Visualization. The commonly accepted way of verifying the effectiveness of a visualization is by means of a user study. Researchers prepare
tasks and invite (expert) users to accomplish these tasks using their visualization, or visual analytics system. Often the users are asked to complete similar
tasks using a different interface as well, to compare with. This different interface can be a basic visualization, or a system designed and published earlier.
The performance of the users is then analyzed statistically, and generally the
users are asked about their experience as well, to give context to the statistical
analysis. A recent overview of user study methods is given by Tory (2014).
A key difference between this type of evaluation and the reflection done
in algorithms and Humanities research is that it is harder to verify. Given
the right background, one can verify the mathematical correctness proofs of
algorithms or read the published debate in Humanities and verify the validity
of claims. Verifying a user study is not straightforward. We place trust in the
researchers and assume that the numbers resulting from their user study are
correct; we can verify their statistics. But we cannot completely verify the
outcomes of the user study: even if we were to conduct a similar user study,
we may obtain different results because of a different background of users,
different testing environment, even a different mood of users. Researchers
generally push to describe as many parameters of the user study and their
users as possible, but in the end it is impossible to capture everything.
Even if we trust the evaluations being performed, then it is still hard for
users to generally trust visualizations. By design, visualizations need to compress and summarize data, highlighting certain aspects and underemphasizing
others. This is both the power of visualization, and its Achilles heel: users can
generally not verify whether the visualization emphasizes the right parts of
the data, or they put overly much trust in the visualization and do not verify
the outcome even if they could.
We discuss the above challenges in more detail in Chapter 2.
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1.5

Contributions of This Dissertation
In this dissertation we consider visualization challenges motivated by use
cases from Digital Humanities, and algorithmic challenges motivated by these
visualization challenges. The following is a more detailed overview of the
contributions of this dissertation.
A Philosophical Perspective on Visualization for Digital Humanities. We
first describe challenges that arose within the C AT V IS project in Chapter 2,
and the need for securing trust in visualizations. We argue the necessity of
visualizations providing provable guarantees on their faithfulness and discuss
transparency and accessibility in visualization research. This chapter is based
on joint work with Hein van den Berg, Arianna Betti, Rob Koopman, Bettina
Speckmann, Kevin Verbeek, Titia van der Werf, Shenghui Wang and Michel
Westenberg (van den Berg et al. 2018).
GlamMap: Geovisualization for Digital Humanities. Having established
our position, we then introduce GlamMap (Betti et al. 2014) in Chapter 3. We
discuss its design, use cases and scalability (Betti et al. 2016; Castermans et al.
2016). Because GlamMap has seen continued revisions since its inception,
this chapter includes parts of a number of published works. Aside from the
aforementioned papers, work that went into developing GlottoVis (Castermans et al. 2017) as well as unpublished work with Bettina Speckmann, Kevin
Verbeek and Michel Westenberg all contributed to this chapter.
Agglomerative Clustering of Growing Squares. After the introduction of
GlamMap, we further explore the scalability of GlamMap and the hierarchical clustering problem posed by it. We present an asymptotically efficient
algorithm for agglomeratively clustering growing squares in Chapter 4. More
precisely, we present the clustering algorithm backing the prototype GlamMap
implementation, which has a quadratic running time, and improve upon
it to obtain an O(n α(n) log5 n) running time. This chapter builds on joint
work with Bettina Speckmann, Frank Staals and Kevin Verbeek (Castermans,
Speckmann, Staals, et al. 2018), as well as continued efforts with them.
A Practical Algorithm for Spatial Agglomerative Clustering. Implementing
the presented clustering algorithm would be challenging and not lead to improved running times on input sizes one would encounter in practice. We
present an efficient practical algorithm –and implementation of it– to solve
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the hierarchical clustering problem in Chapter 5, and evaluate it experimentally. This chapter is based on joint work with Bettina Speckmann and Kevin
Verbeek (Castermans et al. 2019).
SolarView: Low Distortion Radial Embeddings with a Focus. Motivated
by the display of search results from a high-dimensional semantic space, we
present a visual encoding for those search results, along with an algorithm
for the automated construction of such visual encodings in Chapter 6. Additionally we evaluate the faithfulness of the visual encoding. This chapter is
based on joint work with Kevin Verbeek, Bettina Speckmann, Michel Westenberg, Rob Koopman, Shenghui Wang, Hein van den Berg and Arianna
Betti (Castermans, Verbeek, et al. 2018).
Spatially Informative Set Visualization. We investigate set visualization of
items with fixed locations. We show that ink minimization (Tufte 2001) in
this setting is NP-hard, and experimentally evaluate the performance and
effectiveness of a number of heuristic approaches for both ink and crossing
minimization (Chapter 7). This chapter is based on joint work with Mereke
van Garderen, Wouter Meulemans, Martin Nöllenburg and Xiaoru Yuan (Castermans, van Garderen, et al. 2018), as well as continued efforts with them.

1.5.1

Other Results
Aside from the contributions discussed before, the author of this dissertation
also coauthored work on competitively searching a line arrangement for a
given line (Bouts et al. 2018) and a visualization supporting the exploration
of text-based corpora in general and the corpus of the Bohemian philosopher
Bernard Bolzano in particular (van Wierst et al. 2018).
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“I don’t know, and I would rather not guess,” said Frodo.
J.R.R. Tolkien, The Fellowship of the Ring

Chapter 2

A Philosophical Perspective
on Visualization
for Digital Humanities
In this chapter, we describe methodological and philosophical challenges that
we have encountered within our interdisciplinary research project C AT V IS
(see Section 1.1). Within C AT V IS, we have had frequent discussions on philosophical and methodological aspects of visualization research. This chapter
provides an insight into these discussions.
In each of the following three sections we consider a set of challenges
that we were confronted with, and that we also take to be generalizable to
Digital Humanities projects similar to ours. In Section 2.1 we discuss the
need for proper evaluation, and offer a proposal for sound benchmarking of
computational tools via ground truths within (digital) Humanities research.
In Section 2.2 we argue for the necessity to provide provable guarantees on
the faithfulness of the visual representation of data. Finally, in Section 2.3, we
comment on the dual requirements of transparency and accessibility of the
computational tools employed in Digital Humanities projects.
The challenges just mentioned are related to three issues in Digital Humanities projects as described by Rieder and Röhle (2012), namely (i ) the lure
of objectivity, (ii ) the power of visual evidence, and (iii ) black-boxing. We
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take Rieder and Röhle’s discussion of each of these issues into account in the
following sections. Here we wish to note that, in our view, our three sets
of challenges are in fact three aspects of one single epistemic need: that of
methodologically securing (an increase in) trust.
The concept of trust has recently been subject to intense philosophical
reflection and has also been applied to contexts that deal with information
and communication technologies (dealing with the concept of e-trust (Taddeo
and Floridi 2011)). Trust is usually defined as a relation between people. Thus,
interpersonal trust is taken to be the dominant paradigm of trust (McLeod
2015). Trust is defined as “an attitude that we have towards people whom
we hope will be trustworthy, where trustworthiness is a property, not an attitude” (ibidem). A condition for trustworthiness is that the trustworthy person
“is competent and committed to do what s/he is trusted to do” (ibidem). We
believe that this condition can also be applied to visualizations. We claim
that the following are together necessary conditions for methodological trustworthiness within Digital Humanities projects: increase in methodological
soundness afforded by reliable evaluations based on ground truths that Humanities scholars themselves create (Section 2.1); representational accuracy
provided by clear and robust algorithms (Section 2.2), and transparency and
accessibility of the tools (Section 2.3).
Related Work. Prior discussions of Digital Humanities projects exist that
partly touch upon the problems we discuss. These discussions typically provide a fresh perspective on the value of visualization for the Digital Humanities.
Hinrichs and Forlini (2017) claim that visualization should not be seen merely
as a means to an end, but constitutes a research process in its own right. They
claim that visualizations provide new perspectives on data and new modes
of knowledge production. Abdul-Rahman et al. (2013) similarly stress that
visualizations provide new modes of knowledge production. In an insightful
article on poetry visualization, they show visualizations that “help literary
scholars to make observations more effectively, to stimulate different interpretations, and to visually evaluate interpretations” (ibidem). Jänicke (2016)
claims that visualizations typically provide a new perspective on cultural
heritage data, whereas Jänicke et al. (2017) claim that a visualization should
be able to “(1) confirm existing hypotheses, (2) refine Humanities scholars’
research questions, (3) offer new ways of answering research questions, (4)
negotiate quantitative and qualitative interpretation of the underlying text
corpus, and (5) trigger new research questions”. Finally, Coles (2016) argues
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that the Digital Humanities must incorporate Humanities-based values and
methods, whereas Hinrichs et al. (2017) discuss several case studies of Digital Humanities projects where visualizations were used as tools to enrich
Humanities scholars research practices, or as tools for answering research
questions. They emphasize that research styles and thinking can change due
to the collaboration between computer scientists and Humanities scholars.
We agree with the authors just mentioned that visualizations provide new
modes of knowledge production. Thus, we do not deny that visualizations,
for example, enhance existing research practices, provide new perspectives
on data, refine research questions, and provide new research questions. These
are all beneficial aspects of visualizations. In this chapter we argue, however,
that in order to secure trust in visualizations, visualizations must be able
to represent research evidence in a reliable way – first of all by (aiding in)
replicating known hypotheses or interpretations (including negative ones).
This does not mean that visualizations, or computational tools in general, are
only beneficial if they show the expected. Visualizations are beneficial in the
many ways described by the authors cited above. However, our concern in this
chapter is trust. If visualizations cannot be trusted, that is, if they cannot be
reliably used as (faithfully representing) evidence, they can only be beneficial
by accident.

2.1

Benchmarking and Ground Truths
Rieder and Röhle note that Humanities scholars might become interested in
computers under the belief that computers can help attain results with a higher
epistemological status, that is, objective and unbiased results, of the kind
produced in the mathematical and natural sciences (“the lure of objectivity”).
Rieder and Röhle argue that this belief is fallacious: “questions of bias and
subjectivity, which the computer was thought to do away with, enter anew
on a less tangible plane – via specific modes of formalisation, the choice of
algorithmic procedures, and means of presenting results” (Rieder and Röhle
2012, p. 73). We generally agree on this last caveat, but we unpack and address
the worry along a somewhat different route. There are at least two ways to talk
about “more objective” results. We think that computational procedures can
be said to yield “more objective” results if certain conditions are met, namely
when all parties involved in the research are clear on what is exactly computed,
in the presence of a robust assessment of error, of transparent and accessible
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algorithmic procedures, and of sound evaluation methods: in short, when the
three sets of challenges we address are met in an adequate way.
As to the other sense of “more objective”, namely the sense in which one
might attempt to make the very object of Humanities research free from bias
and subjectivity, however, we see no way to attain objectivity. The very result
of this kind of research is interpretation, a reading of the output data according
to a certain perspective. The only way to deal appropriately with bias and subjectivity in this sense, we say, is to make the perspective in question – namely
the one behind the interpretation – as explicit as possible. In our opinion, the
need to make interpretive bias and subjectivity explicit is connected to the
issue of providing ground truths in the Humanities, in the way we explain
next.
A frequently recurring issue within our C AT V IS project is the lack of ground
truths in the (Digital) Humanities that can be used to benchmark or evaluate
data processing output and its visualization. This lack is unfortunate, because
only if we can properly evaluate the reliability of the tools employed can we
properly trust those very tools. In one of our projects, we aimed to provide
a proper visual representation of the output of the A RIADNE tool developed
by OCLC Research (Koopman et al. 2017; 2015). A RIADNE embeds natural
language terms, bibliographic entities and records in a multi-dimensional
semantic space in which their distances (representing similarities) could be
computed. Within this space, A RIADNE identifies, for a given focus entity, a set
of meaningful closest neighbors. We developed the tool S OLARV IEW (Castermans, Verbeek, et al. 2018) which enables users to visually explore this space.
To evaluate S OLARV IEW, we decided to let expert users evaluate the visualization of a philosophy dataset of (terms standing for) entities extracted
from over 1.7 million bibliographic records of articles from about 300 philosophy journals. The evaluation was conducted by the senior philosophers in
our team, who have intimate knowledge of philosophy as a discipline. The
evaluators did not have access to any ground truth or golden standards for the
dataset in question, however, nor was a specific research question formulated
to guide the exploration. The philosophers did not know the data well enough,
nor, given the size, could they in fact know it well enough from traditional
research (they would be in the – highly unrealistic – latter situation if they had
studied at least a representative part of 1.7 million articles). This resulted in
problems. The philosophers did not and could not know whether abnormal
configurations in the visualization were due to a bug or due to an issue with
the data – that is, benchmarking S OLARV IEW was impossible.
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In particular, it was impossible to distinguish whether (i ) there was a bug in
the A RIADNE tool code, or (ii ) A RIADNE operated on incomplete, dishomonogeneous, or corrupted data, or (iii ) the results of A RIADNE were trustworthy
but the visualization was not for any number of reasons. For example, when
searching for philosophical topics, very often the same author, Dale Jacquette
(1953-2015), would appear as a neighboring entity. Dale Jacquette was a prolific contemporary author on many different philosophical topics. However,
one of our philosophers thought it was strange that the visualization of A RI ADNE would display Jacquette’s name so often. She thought the result was
probably due to a bug or any of the reasons quoted above having to do with
the working of A RIADNE. One of our other philosophers tried to make sense
of the result and thought that maybe the results did faithfully represent the
data. In the end, we could not decide whether the result made sense or not.
The lack of ground truths in the (Digital) Humanities is a known problem.
In text-based Humanities, scholars often deal with conflicting interpretations
of a text, a circumstance that makes it difficult to settle on ground truths.
For instance, philosophers, especially historians of philosophy, often write
long papers on one particular passage of a philosophical work or on one
philosophical concept employed in the work of an author. These papers
engage with multiple conflicting interpretations of a passage or concept and
deal with multiple shades of meaning, making the creation of ground truths
for particular interpretations of passages or concepts a non-trivial task. The
problem transfers immediately to the Digital Humanities, for the very notion
of ground truth requires a manually curated reliable standard against which to
measure the results of a computational procedure: if there are no such suitable
ground truths in the Humanities, how can we ensure reliability of Digital
Humanities tools?
We think that the problem can be obviated by requiring that the Humanities
scholars performing evaluations are always asked to do an initial evaluation
of the tools on data (i ) they know well, and (ii ) for which they themselves
are able to create ground truths. For philosophy in particular, ground truths
need to be created that concern particular philosophical interpretations of a
concept or position. How can we do this? We claim that (conceptual) models
(more precisely their concrete realizations in texts), as defined by Betti and
van den Berg (2014), 2016, can function as ground truths, as long as they
receive previous preliminary testing in traditional research. Betti and van den
Berg’s models are abstract constructs set up within the Humanities, that model
concepts as relational complexes with stable elements, representing conceptual
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continuities, and variable elements, representing conceptual discontinuities.
Differences between two concepts are then e.g. modeled as (dis)similarities
between the (stable and variable) elements of two different models Betti et al.
(2019). An example of a model in our sense is the Classical Model of Science,
which codifies an influential traditional ideal of science accepted by many past
philosophers. According to this model, a science is a system S satisfying the
following conditions:
(1) All propositions and all concepts (or terms) of S concern a specific set of
objects or are about a certain domain of being(s).
(2a) S contains so-called fundamental concepts (or terms).
(2b) All other concepts (or terms) occurring in S are composed of (or are
definable from) these fundamental concepts (or terms).
(3a) There are in S a number of so-called fundamental propositions.
(3b) All other propositions of S follow from or are grounded in or provable /
demonstrable from these fundamental propositions.
(4) All propositions of S are true.
(5) All propositions of S are universal and necessary in a sense.
(6) All propositions of S are known to be true. A non-fundamental proposition is known to be true through its proof in S.
(7) All concepts or terms of S are adequately known. A non-fundamental
concept is adequately known through its composition (or definition) (de
Jong and Betti 2010).
Models such as the Classical Model of Science can be used to guide traditional
qualitative close reading and conceptual analysis, but can also be fruitfully
used for investigations that focus mainly on quantitative large-scale pattern
finding (Betti et al. 2019; Sangiacomo 2019). Models can also be implemented
computationally as ontologies that can guide the computational exploration
of texts (Betti and van den Berg 2016; Betti et al. 2019; van Wierst et al. 2016).
By setting up the Classical Model of Science, we have reduced thousands
of complex and conceptually dense pages of texts to a manageable and informative model. We have gathered detailed information from traditional
research on the fact that certain texts or philosophers accept the concept of
axiomatic science fixed by the Classical Model of Science: we know the extent
of that acceptance, and the subtle variations in which it presents itself. This
information – the model itself and the way it is embodied (or not embodied) in
texts across time – can thus be taken as a ground truth for the benchmarking
of Natural Language Processing (NLP) tools and visualizations. The idea
is that the computational tools should point towards an interpretation of a
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philosophical text that conforms (or does not conform) to our interpretative
model of such a text (Betti and van den Berg 2016; Betti et al. 2019). If the
computational methods match the outcome (or model) we expect, we know
that they are reliable in aiding Digital Humanities enterprises.
It may be objected that models in our sense are problematic because they
incorporate scholars’ interpretative biases. However, what is distinctive of
models in this sense is that they make biases fully explicit and revisable (Betti
and van den Berg 2014). In our opinion, this is the best and only way to
counter interpretative biases in text-based Humanities. The fact that models
make interpretative assumptions fully explicit and revisable distinguishes our
approach from much traditional work, which tends to use implicit interpretative assumptions. The advantage of using models is thus that philosophers
and other text-based Humanities researchers have a clear, concise and transparent articulation of a self-made interpretative framework that they can use
to properly evaluate computational methods in the Digital Humanities. Such
proper evaluations further the trustworthiness of the scientific results obtained
by computational methods, and the reliability of these methods themselves.
The method for evaluation sketched above involving ground truths in the
sense explained implies that we first apply computational tools and methods
to rather small, human-sized corpora that the domain experts are intimately
familiar with, and in order to reply to research questions the Humanities
scholars know the answer to. Once we have tested our computational tools on
small corpora that are well-known by the experts, on research questions with
known answers, and have thus established that the tools are reliable, we can
apply our computational tools to larger corpora that domain experts are less
familiar with, and to unanswered research questions.
A downside to this approach is that it works only for cases in which topdown interpretative knowledge from the field is available. If such knowledge
is unavailable, or if we want to test computational tools without a presupposed
layer of interpretation in the form of a model, we should always start by
either (i ) acquiring top-down interpretative knowledge, or else (ii ) limiting
the research to tools that give provable guarantees (Section 2.2), and are
transparent and accessible (Section 2.3). Cases like (ii ) might for instance
be cases in which an NLP step on a large-size corpus is necessary, or any case
of big data manipulation.
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2.2

Provable Guarantees
Why should provable guarantees matter to users of visualizations? We think
that guarantees are a necessary condition for users to trust visualizations.
Rieder and Röhle note that in general visualization has a schizophrenic nature:
images are taken to provide powerful argumentative evidence despite presenting condensed or reduced information. For example, many visualizations
have to reduce informational dimensions. These reductions introduce a focus
that “renders certain interpretations and explanations more plausible than
others” (Rieder and Röhle 2012, p. 74), which should make us cautious to
unreflectively assign too much evidential weight to visualizations. Visualizations must hence prove themselves worthy of trust, and visualizations are
trustworthy (competent and committed to what they are trusted to do) if they
provide a faithful representation of the data. Now, if a visualization provides
provable guarantees on the faithfulness of the visual representation, then the
user has a reason for trusting the visualization. Hence, provable guarantees
are important for users, even if users are typically not aware of this fact.
In the context of computer science research there are many types of provable guarantees. Typically computer science researchers are interested in
guarantees on the running time of an algorithm or on the quality of the output.
More specifically, computer scientists are likely to care about the optimality of
the solution, that is, how optimal is the encoding of the data in a specific computed visualization with respect to the chosen design space. However, these
are not the type of provable guarantees users would typically worry about
and neither do they need to. The biggest, and in some sense only, concern of
the users is that what they see in the visualization accurately reflects the data.
For a visualization to support evidence-based Humanities research, the degree
to which a visualization reflects the underlying data needs to be quantifiable.
Therefore, the visualization needs to be equipped with provable guarantees
on the faithfulness of the visual representation.
Digital Humanities research often involves high dimensional data sets.
Visual representations are only useful if they reduce these high-dimensional
data spaces to a more comprehensible abstraction. Any meaningful abstraction
will, by design, make it impossible to faithfully represent all data and the
resulting visualization will give only a distorted view. The same limitations
apply in general to all types of complex (and not necessarily high-dimensional)
data. However, these inherent limitations are not a reason per se to abandon all
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attempts at faithful visualization representations with guarantees. Specifically,
in the context of evidence-based Humanities research, it is necessary to identify
as large a subset as possible of the salient information to represent faithfully.
This calls for more research in abstraction techniques which provide partial
provable guarantees. At the same time, it is of paramount importance to
clearly communicate to the users which part of the visualization can be trusted
and how much. Visual encodings should offer users visual cues that allow
them to become aware of distortions in the visual encoding of data. Such
visual cues (see Brehmer, Sedlmair, et al. 2014; Castermans, Verbeek, et al. 2018;
Chuang et al. 2012; Stahnke et al. 2016) thus provide users with a reason to
properly assign evidential weight to a visualization and hence, ultimately,
trust the visualization.
The philosophers in our team have in the past used visualizations that did
not provide provable guarantees. In a paper on applying computational tools
to the works of the philosopher and mathematician Bernard Bolzano (17811848), van Wierst et al. (2016) used a Gephi visualization (see Figure 2.1) of the
similarity between paragraphs of Bolzano’s main work, the Wissenschaftslehre.
The visualization shows a cluster of paragraphs that are about the concept of
analyticity, which was the focus of the investigation. The philosophers knew
the data well and expected the paragraphs about analyticity to be related to
each other (since they are similar). However, the visualization indicates that
these paragraphs are not only similar to each other but at the same time very
different from the remaining paragraphs. This is doubtful, since the analyticity
paragraphs are in fact very similar to other paragraphs. There can be multiple
causes for this discrepancy between knowledge and representation. Either the
distance metric did not capture similarity between paragraphs as expected, or
the visualization did not represent the salient distances faithfully. In the absence of provable guarantees on the visualization, it is impossible to determine
the underlying cause of the discrepancy. As a result, the visualization as a
whole cannot be trusted, effectively negating any positive effect of using these
computational tools as reliable methodological devices in the philosopher’s
research. Note that the visualization can still be said to benefit the paper, as it
stresses visually a known fact (that certain paragraphs are saliently similar):
the point is however that it does so by accident. As a faithful representation
of evidence for phenomena in the data, the visualization is a form of cherry
picking, e.g. (fallacious) confirmation bias: the reader is supposed to take as
significant one particular aspect that confirms previous knowledge (the similarity between a group of paragraphs), and ignore other aspects contradicting
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Figure 2.1

A Gephi visualization of paragraph similarity in Bolzano’s
Wissenschaftslehre. Top left: a close-up of the top right, focusing
on the analyticity paragraphs.

that knowledge (the dissimilarity between that group of paragraphs and all
other paragraphs).

2.3

Accessibility and Transparency
Accessibility and transparency of computational tools are necessary conditions
for methodological trustworthiness. On the topic of accessibility Rieder and
Röhle (2012, p. 76) say “possibilities for critique and scrutiny are related
to technological skill: even if specifications and source code are accessible,
who can actually make sense of them?”. This lack of true accessibility is a
common problem in our work, especially if the tools and methods developed
for Humanities researchers are developed by computational experts. The
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computational experts have the algorithmic and mathematical skills to develop
– and hence also to understand – the algorithms that are applied to Humanities
data. However, sometimes the Humanities experts lack the background and
do not have the necessary technological skills to fully understand these same
algorithms.
The only solution we see to this problem is to let Humanities experts work
closely together with the computational experts. Humanities scholars should
become as literate as possible when it comes to understanding computational
tools, while conversely computational experts should try to understand the
domain problems with which Humanities scholars are concerned; ideally,
all tools should be co-developed in full. This means that the computational
experts must be able to clearly explain how certain technologies work. They
should also have a deep awareness of the Humanities data to which these
technologies are applied. However, it also means that Humanities scholars
must become technologically literate. They should study the (mathematical)
methods that are applied and ideally should also develop an understanding
of programming. Only in this way can Humanities scholars develop a deep
understanding of the methods that are employed in their research.
To further the technological literacy of the Humanities scholars, the philosophers in our team sometimes try to write the technical and methodological
sections of Digital Humanities publications. This ensures that they fully understand the methods employed. Furthermore, this practice also helps to
explain technologies to a Humanities audience that is not familiar with the
computational tools used.
Rieder and Röhle note that tools and methods used in the Digital Humanities are often not transparent. Here transparency is defined as “our ability
to understand the method, to see how it works, which assumptions it is built
on, to reproduce it, and to criticize it” (ibidem, p. 75). They state further that
“some of the approaches computer science provides us with are positively experimental, in the sense that the results they produce cannot be easily mapped
back to the algorithms and the data they process” (ibidem, p. 76). For example,
machine learning often produces outputs that are unanticipated and that are
very difficult for the user to reconnect to the inputs (ibidem).
This lack of transparency is intrinsically difficult to overcome. In our
project we have found two different approaches to be helpful. First of all,
we test our tools on small data sets which our expert users know very well.
This allows users to accurately evaluate how the output of a tool relates to the
input provided to the tool. If this relation is clear and the visual representation
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is deemed to be faithful to the data, then we have more reason to trust the
tool when it is applied to bigger datasets which the users know less well.
A second, less common, approach is the use of synthetic data. Synthetic
data can be constructed in a variety of ways and provides reliable ground
truths against which the faithfulness of a given visual representation can
be evaluated. It is important that such synthetic data is not biased towards
certain representations and that it allows the user to examine all aspects of
a visual encoding equally well. As such this calls for further research in
the construction of suitable synthetic data sets for visualization in Digital
Humanities. At the current time qualitative evaluations based on synthetic
data are not fully accepted in the visualization community. We argue that
experiments with well-designed synthetic data are an important tool to make
the inner workings of algorithms more transparent and to ultimately increase
trust in visualizations.

2.4

Conclusion
In this chapter, we have described a number of methodological and philosophical challenges that arose within our interdisciplinary Digital Humanities
project C AT V IS. The three challenges we have described concern the need for
proper evaluation of computational tools on the basis of ground truths, the
need to provide provable guarantees that the data are faithfully represented
by visualizations, and the need for transparency and accessibility of the computational tools employed in Digital Humanities projects. These challenges
must be met if users are to trust visualizations.

32

“Exactly,” said Dumbledore, beaming once more. [. . .] “It is our choices,
Harry, that show what we truly are, far more than our abilities.”
J.K. Rowling, Harry Potter and the Chamber of Secrets

Chapter 3

GlamMap: Geovisualization
for Digital Humanities
We introduce GlamMap in this chapter, which forms the motivation for our
work in Chapters 4 and 5. GlamMap is a visualization tool for georeferenced
data sets in the Humanities field. While visualization has become common
practice in many sciences, researchers in Humanities have limited access to
specialized tools relevant to their research questions. Also, end users in this
domain, more generally referred to as Galleries, Libraries, Archives, and
Museums (GLAM), are still mainly working with text-based interfaces to
access and maintain their collections. Betti et al. (2014) introduced GlamMap;
in this chapter we discuss the design and use cases of GlamMap. An improved
database structure and more scalable visualization algorithm (Betti et al. 2016)
enable use cases on the Trove dataset [7].
In Chapter 4 we discuss the clustering algorithm that was used in both
GlamMap implementations –the core idea did not change– in more detail.

3.1

Introduction
Betti et al. (2014) showed that visualizing GLAM data in its geographic context
has many benefits to the Digital Humanities community. We then improved
GlamMap to be more scalable (Betti et al. 2016), so that it can work with very
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large databases, as demonstrated by the use case in Section 3.4.3 involving
Trove, which holds about 60 million bibliographic records. We provide several
other use cases, which demonstrates the versatility of our approach.
Contributions. The author of this dissertation has worked on GlamMap since
2015. The initial visual design and original clustering algorithm already existed at this point. This dissertation contributes an elaborate description of
the design decisions behind GlamMap; additional use cases for GlamMap,
and improvements to the scalability of GlamMap. Those improvements are
practical in nature (frontend rendering, data handling), but also theoretical:
we contribute faster clustering algorithms in Chapters 4 and 5.
This chapter broadly introduces GlamMap, including the parts that were
already described by Betti et al. (2014), for completeness and ease of reading.

3.1.1

Related Work
The ability to efficiently analyze and explore a large number of documents in
a digital library is an important objective in many domains. Standard textual
interfaces are not sufficient for this purpose and suitable visual interfaces are
needed (Börner 2001; Börner and Chen 2002b). As a result, many visualization
tools have been developed to visualize digital libraries, in many different
ways. Most of these approaches rely on a hierarchy in the metadata, such as
the Dewey Decimal classification or other schemes. Some tools produce plots
on meaningful axes to visualize the data (Marks et al. 2005; Shneiderman et al.
2000). Compact visualization of hierarchies can also be attained by treemaps,
which are confined to a predefined rectangular region (Clarkson et al. 2009).
Furthermore, some systems use relations between documents to visualize the
data as a network of entities (Stasko et al. 2007).
Another area that has received much attention is topic visualization over
large document collections (see e.g. Collins, Viégas, et al. (2009), Cui et al. (2011),
and Oelke et al. (2014) for recent overviews). Visual topic analysis systems
help users to explore and understand topic evolutions. Sets of independent
topics can be visualized by tag clouds (Collins, Viégas, et al. 2009), but this
technique is less suitable for tracking evolution of multiple, dependent topics.
Cui et al. (2011) have proposed a river-flow-based visual metaphor to handle
the latter case. The Bohemian Bookshelf (Thudt et al. 2012) is a system that
is aimed at discovery in digital book collections. The system was designed
for use in public information displays, so an open question is whether the
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approach is usable in a scientific context, and also whether it scales to very
large document collections that go beyond the size of a small, local library.
The types of visualizations used by these tools often depend strongly on the
target domain. Koch et al. (2011) present a system for searching and analyzing
patents, which focuses on query refinement. Brehmer, Ingram, et al. (2014)
present an application aimed at investigative journalists, which focuses on
exploratory content-based analysis of large document collections.
In some domains, as is the case for our target domain, geographic metadata
plays an important role and users must be able to specify geographical scope.
Map-based visualizations can be very powerful tools to understand large
amounts of georeferenced data. However, very few map-based visualizations
exist for bibliographic data. GeoVIBE (Cai 2002) is a tool that uses a mapbased visualization to show geographical information linked to a collection
of documents. However, the functionalities of GeoVIBE are not scalable and
do not match the needs of our users. Recently, library data providers like
DPLA [8], OCLC (WorldCat [1]), and Europeana [9] have started to develop
map-based interfaces to access their collections. Although early prototypes
of these interfaces have already proven to be very useful to users, in terms of
visualization techniques they are very limited.
In GlamMap we show items at their respective locations. Since every
document is represented by a symbol, our problem resembles that of dynamic
map labeling (Been et al. 2006). However, instead of omitting items that cannot
be shown due to overlap, we aggregate nearby items into disjoint glyphs (Ward
2008). Similar techniques have been used before (e.g. Scheepens et al. (2014)
provide a good overview), and related approaches have also been applied to
network exploration (see e.g. Vehlow et al. 2013). The aggregation changes
as users zoom in or out. To aid the preservation of the user’s mental map
in GlamMap, we provide a preview of the change in clustering at the next
zoom level if the user mouses over a glyph. This technique resembles that of
semantic lenses (Hurter et al. 2011) or related techniques (Hadlak et al. 2011).
Note however that the sole purpose of this preview technique is to aid mental
map preservation during zooming, not to show new information.

3.2

Problem Analysis
The input of our application consists of a set of records describing data from
the Humanities domain. Typically, such data sets consists of bibliographical
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records, collections of artifacts, or other, more generic, multivariate data. In
this chapter, we focus on data that is georeferenced. To give an idea how such
data sets are organized, we describe the FRBR (Functional Requirements for
Bibliographic Records (IFLA 1998)) standard. It organizes the data hierarchically using the following four levels, which we illustrate using an example:
works, expressions, manifestations and items.
A copy (item) of a particular paperback edition (manifestation) of Fagle’s
translation (expression) of the Odyssey (work) by Homer can be categorized
neatly in this hierarchy. The fifteenth century manuscript of the Odyssey
written by the scribe Ioannes Rhosos is an example of another expression of
the same work. The target users mainly consist of two groups: (1) GLAM
data providers, in particular librarians and library data providers, and (2)
researchers in the Humanities. We first describe the main objectives of these
two groups with respect to the requirements for the application.
Librarians and Library Data Providers. An important task for librarians is
collection assessment. We can distinguish between internal and external collection assessment. For internal collection assessment, a librarian may want to
figure out if a particular topic is duly covered in his/her library. To reduce
costs, the library cooperates with other libraries in the neighborhood, so that
this library itself does not need all relevant works for a particular topic, as long
as neighboring libraries can fill the gap. The librarian would therefore like to
quickly determine how well a topic is covered in the neighboring libraries.
For external collection assessment, consider a library user who wants to
find a particular work, possibly with certain special characteristics. This is
typically the kind of query a library data provider aims to support. Naturally,
it is relevant to the user if this work is available at one of the nearby libraries,
or to find the closest library that holds this work. Furthermore, the user should
be able to quickly see if this work satisfies the required special characteristics.
Researchers. Researchers in the Humanities would like to explore the evergrowing quantity of data nowadays available to make interesting discoveries.
For example, researchers interested in the history of a certain field may want
to study the dissemination of scientific knowledge within that field (see e.g.
van den Berg et al. 2014). Unfortunately, in the way that this data is commonly
available (e.g. WorldCat [1]), it is impossible to explore substantial amounts of
book records easily and quickly for research purposes. Thus, researchers in
the Humanities require tools that aid them in the first phase of their research,
i.e. hypotheses forming (literature search, corpus building and initial content
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exploration). A visual representation of the data with interactive exploration
may help the researcher to discover patterns in the data that can lead to new
hypotheses. Additionally, the application can further assist the researcher in
verifying these hypotheses.

3.2.1

Tasks
The high-level objectives described above can be decomposed into a number
of generic tasks. These are described in the main objectives of librarians and
researchers of bibliographic data (but generalize to other scenarios).
T1—Selecting a Relevant Subset. The user must be able to filter the dataset
so that only relevant parts of the data are shown. Librarians may be interested
in a particular topic. Researchers may want to investigate a certain subset of
authors, or consider a particular time period. The application must support
several ways of filtering the data based on the types of metadata.
T2—Investigating Individual Items. It must be possible to not only find, but
also access all metadata related to a single item in the dataset. That is, all data
in the dataset must be accessible down to the details. The same must hold if
the user wants to browse individual manifestations, expressions, and works.
Additionally, it must be possible to, for example, find all items of a particular
work, following the FRBR hierarchy.
T3—Browsing All Items in a Geographic Region. The user must be able to
browse all items that are available at a particular location, and in a particular
geographic region. Note that the location can mean a variety of things depending on the data (where it is physically located, where it is published, etc.),
allowing for different types of research. For example, one user might want to
browse all works at a particular library, and another user might want to find
all music scores published in (former) Bohemia (see Betti et al. 2014).
T4—Analyzing the Distribution of Metadata. Given a data attribute, the user
should be able to get a quick overview of how this variable is distributed over
the different items in the dataset. For example, if we consider the publication
years of books, the user should be able to quickly see in which period most
books were published at a particular location. Additionally it should be
possible to analyze the spatial or temporal distribution of a data attribute. For
example, it may be of interest to analyze where (and how many) books have
been published in Latin and how this changes over time.
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Tasks T1, T2, and T3 are useful to both groups of users. T4 mostly concerns
researchers, and could prove to be crucial for discovering interesting patterns.

3.2.2

Constraints
In order to facilitate task T2, the visualization cannot omit parts of the data as
a means to simplify the presentation. Every item in the data (unless filtered
out) must be represented in the visualization in some way. This does not mean
that every item must be represented by a separate symbol. We can aggregate
items, as long as it is possible to retrieve a single item through interaction.
Additionally, our application must be able to support datasets of varying
sizes, ranging from very small datasets with only 10–20 records to very large
datasets with tens or even hundreds of millions of records (like Trove [7] and
WorldCat [1]). To support task T2 for very small datasets, our visualization
must clearly show symbols that contain only a single record. On the other
hand, for very large datasets, the visualization must scale to hundreds of
millions of records (or more). To effectively support tasks T3 and T4 for large
datasets, we need to ensure that any basic type of interaction like panning
and zooming works at interactive speeds, regardless of the size of the dataset.
This poses a restriction on the application in the sense that no time-consuming
algorithms can be executed to perform these basic interactions. As a result,
any type of data aggregation we intend to use while zooming must be very
efficient. Additionally, the aggregation must be consistent so that the mental
map of the user is preserved while interacting with the visualization. This is
crucial for the effective support of tasks T3 and T4.

3.2.3

Aesthetic Criteria
We provide a map-based visualization of the data. All records that reference
the same location on the map are aggregated into a single symbol. To facilitate
task T2, every symbol shown on the map must be large enough to be readable
and to interact with. As a result, showing all symbols separately may cause
many overlaps and visual clutter. We require that symbols do not overlap, and
therefore prevent this by further aggregation of symbols (see Glyph Aggregation in Section 1.2.1). This helps support task T4, since an aggregated symbol
must represent the distribution of relevant metadata of all records it contains.
Allowing overlap would prohibit the effective analysis of these distributions.
The symbols must be visually separable from the underlying map, which
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means that the symbol and map colors must not
interact, and that there should be a large enough
contrast break between the symbol and the map.

3.3

Approach
In this section we discuss the visual design choices
we made for GlamMap, and how user tasks are
supported. GlamMap has seen multiple development iterations with slightly different implementations of the choices we discuss, but all iterations
have in common that task T1 is supported for the
most part by a commonly seen search interface,
featuring a textbox in which a user can input a
search query. Figure 3.1 shows an example.

3.3.1

Map Layers and Tiles
GlamMap relies on existing technology for map
visualization, such as ArcGIS and Leaflet, and visualizes the data in a layer that is superimposed
on the map. These map visualization systems
make use of tile sets that are available at different
levels of detail (from street level with many labels
to grey scale maps with only country borders),
and which are provided at integer zoom levels. It
is important to select an appropriate tile set for
the data at hand. For example, for the visualization of a historic collection of music scores, a map
from the same time period is appropriate (Betti
et al. 2014, Figure 7). A tile set reflecting today’s
political borders would not show the distribution
of items over the different empires very well.

3.3.2

Figure 3.1 The search interface (top) and presentaGlyph Design
tion of search results (botThe data items are encoded visually as glyphs, tom) in the prototype by
which show the geospatial distribution of the data Betti et al. (2014).
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(a) A glyph showing one square for each of
twentyfour items in its interior. One item
(square) is colored blue and the others purple.

Figure 3.2

(b) A glyph with its items
categorized sequentially
into five categories.

Close-ups of glyphs.

and other attributes. Depending on the data, a
glyph encodes a single data item or a group of
items. Grouping of items can occur because they map to the same location, or
because the corresponding glyphs would overlap in screen space. The latter
situation is discussed in Section 3.3.3.
The shape of a glyph must be simple to easily understand the density
of items on the map. A square or circle best enable this. Proportional symbol maps usually use a circle because they are compact and visually stable
(cause little eye wandering, Dent et al. (2008, p. 175)) and are preferred by
users (Slocum et al. 2004). Squares are perceived negatively by users as “ugly”
and “angular” (ibidem). Users can however estimate the area of squares better
than the area of circles. For this reason we choose a middle ground and use
rounded rectangles to encode our data. For very large datasets, we need to
compromise for performance reasons, and then we use regular squares.
The glyph interior consists of a heat map, in which each square corresponds to an item. The color represents an item attribute for either categorical
or numerical attributes. If the number of items is small, the individual squares
become visible (see Figure 3.2a). All squares with the same color are adjoined,
and items are sorted by category so it is easy to see the distribution of items
over categories. This design can be scaled to large numbers of items, as it
allows to compare the relative contributions of each of the categories: see Figure 3.2b for a glyph representing many items distributed over five categories.
The glyph is semi-transparent so that map details are not completely obscured.
The glyphs have a border, which purpose is to produce a high contrast
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along the edge to visually separate the glyph from the map. Additionally, the
border may be used to encode additional information. An example of this is
the compression level discussed in Section 3.4.3.

3.3.3

Hierarchical Clustering
As mentioned earlier, we need to aggregate glyphs at different locations in
order to achieve readable glyphs that do not overlap. For a particular zoom
level, this can be seen as a clustering of the glyphs, where two glyphs should
be in the same cluster if they would otherwise overlap. This clustering must
be both consistent and efficient. If the user pans, then the clustering should
not change. Furthermore, if two glyphs are in the same cluster at a particular
zoom level, then they should also be in the same cluster at lower zoom levels.
To enforce this, we globally compute a hierarchical clustering for all glyphs on
all zoom levels in a bottom-up (agglomerative) fashion. That is, we start on a
large scale (zoomed in) map where all glyphs are disjoint. We then gradually
zoom out and merge glyphs as they overlap, until only a single glyph remains.
From this agglomerative clustering hierarchy we can efficiently obtain the
clustering at a particular zoom level and render it, which helps in keeping
GlamMap responsive when users pan and zoom.

3.3.4

Scalability
Scalability concerns both visual scalabillity and computational scalability. We
ensure visual scalability by (i ) giving the items a minimum size, so they never
become too small; and (ii ) clustering items so that the viewport is never too
full. If large clusters become too large on the other hand, we use compression.
For large datasets, such as Trove, linearly scaling the size of the glyphs
according to the number of items they contain is not viable. Glyphs that
represent many items would simply become too large and cover most of the
map. To deal with this issue, we introduce compression levels for the glyphs.
The compression level of a glyph is determined by the number of items it
represents. A glyph representing more than 500 000 items could be scaled
by a factor 2/3, for example. The compression level is encoded in the glyph
by adding additional border layers. This gives the impression that the glyph
interior is pushed inwards, and therefore is shown smaller than it actually is.
Figure 3.3 shows glyphs of all three levels defined for the Trove dataset: the
glyphs corresponding to London and Washington are drawn at compression
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Figure 3.3

GlamMap shows the ±60 million records of the Trove dataset [7].

level 2, several glyphs are drawn at compression level 1 in the US, Australia,
and Europe, and most glyphs are drawn at their actual, uncompressed size.
Computational scalability is important too for large data sets. Rendering
the clustering has to be done in an efficient manner because the user frequently
invalidates the drawing by panning and zooming. We implemented several
optimizations to ensure that the visualization responds at interactive rates
even for very large data sets. We achieve this amongst others by precomputing
groupings and categorizations at the database level, which allows for efficient
access to the data. The drawbacks are that the database then requires more
storage space, and that adding new data to the database requires to rerun
costly preprocessing step. However, these drawbacks are clearly outweighed
by the benefits of faster access and improved responsiveness.

3.4

Use Cases
The utility of geovisualization for librarians and historians of logic has been
demonstrated by Betti et al. (2014). In this section, we repeat two use cases
from their paper. We also describe a novel use case, which demonstrates that
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Figure 3.4

Library holdings in Australia of books with the subject
“(Republic) Plato”. Colors indicate different works. Reproduced
with permission from Betti et al. (2014, Figure 4).

GlamMap scales to huge datasets containing millions of items.

3.4.1

Use for Librarians
GlamMap aids librarians in management tasks such as collection assessment.
Consider the following use case (from ibidem). Following the success of The
Matrix, public demand is growing for information on the philosophical influences on the movie, in particular about Plato’s dialogue The Republic. Ingrid,
the manager of a consortium of libraries located in New South Wales, wants to
make sure that the subject area “(Republic) Plato” (excluding Plato’s dialogue
itself) is duly covered in all areas served by her consortium. Because of recent
budget cuts, Ingrid can buy material only if the “(Republic) Plato” subject area
is not already covered in bordering states of Australia. Ingrid’s team needs to
know quickly, cheaply, and effectively what can be found where and in what
amount. GlamMap provides this information at a glance, see Figure 3.4.

3.4.2

Use for Historians of Logic
GlamMap has visualized 7 100 bibliographic records from books in logic published in Europe between 1700 en 1940 (ibidem, Figure 1). This dataset was
obtained from Risse’s Bibliographia logica (1965). This visualization provides
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(a) Textbooks in the Risse dataset.
Reproduced with permission from
Betti et al. (2014, Figure 9).

Figure 3.5

(b) A timeline shows the amount of items
per year, works as a color legend, and
allows the user to specify a range filter.

Two important aspects of GlamMap are the map and timeline.

historians of logic with a quick overview of which books on logic were published when and where. By inspecting the visualization, the historians learned
that famous works on logic, such as, for example, Bernard Bolzano’s Wissenschaftslehre, were published relatively few times (according to Risse, the
Wissenschaftslehre was published 3 times from 1700 to 1940). By contrast,
textbooks on logic written by the little known English theologian Isaac Watts,
who is little studied by historians of logic, were quite often published in the
eighteenth and nineteenth century (according to Risse, 39 books by Watts were
published between 1725 and 1875). This result suggests that, as is the case in
the twenty-first century, important ideas in eighteenth- and nineteenth-century
logic were often communicated through popular and simplified textbooks
(see Figure 3.5a). Such a result is of great importance for historians of logic. It
shows them which resources to study in order to understand the communication and dissemination of ideas (Betti et al. 2014).

3.4.3

Use for Identification of Historical Texts
Visualization of large bibliographic databases is very helpful for historians to
identify both known and unknown texts. The larger the database, the better;
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ideally, historians want to have access to all bibliographic data of writings
published in a certain period. GlamMap can work with very large databases,
such as Trove [7], which contains about 60 million bibliographic records (see
Figure 3.3). This allows historians to gain a quick overview of geographic
distribution of works, total number of publications in certain historical periods
(see Figure 3.5b), and insight into publications (in original language and
translations) by a specific author, for example, to identify novel research data.

3.5

Conclusion
We introduced GlamMap in this chapter, a visualization tool for large, multivariate georeferenced Humanities data sets. It visualizes the data as glyphs on
a zoomable geographic map, and performs clustering and data aggregation
at each zoom level to avoid clutter and to prevent overlap of symbols. The
use cases demonstrate that GlamMap allows domain experts to explore the
ever-growing quantity of data, and to discover interesting patterns and form
new hypotheses inspiring further research.
We have demonstrated GlamMap at various workshops and venues involving Humanities researchers and users of GLAM data. Researchers judge the
tool to be attractive, because it is considered more flexible, insightful, beautiful,
and faster –both more responsive and more efficient to answer some queries
with– than other available approaches. Librarians see use for GlamMap in
portals provided by aggregators and consortia such as OCLC and Europeana,
who can contribute to spreading awareness among users as to the existence of
more advanced data visualization.
Although GlamMap is able to visualize large data sets interactively, there
are still some limitations and aspects that need further improvement. Scalability is a concern, both visually and algorithmically. The clustering approach
implemented in the prototype presented by Betti et al. (2014) is efficient, but
not fast enough to deal with huge data sets at interactive rates. Betti et al. (2016)
optimized the implementation, but the core idea of the algorithm remained
the same. As filtering can remove items from or add items to the current view,
performance needs to be improved. This is a challenging algorithmic problem
which we will address in Chapters 4 and 5.
Future Work. It would be interesting to extend GlamMap to handle more
complex geographic relations. In particular, we like to consider items that
relate to multiple locations or even items that move. For example, consider
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a painting that is moved between several museums. New visualization techniques will be required to facilitate the discovery of interesting patterns in such
rich datasets that may be of great interest to researchers in the Humanities.
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I don’t know how it happened.
It all took place so quick,
but all I can do is hand it to you,
and your latest trick.
Dire Straits, Your Latest Trick

Chapter 4

Agglomerative Clustering
of Growing Squares
We discussed agglomerative clustering and introduced GlamMap in Chapter 3
as an example application that employs clustering to aggregate glyphs on
a proportional symbol map. We saw that, even though GlamMap is able
to interactively visualize large data sets, there is still a need for improved
algorithmic scalability to support dynamic filtering.

In this chapter we describe a straightforward O n2 log n time algorithm to
compute an agglomerative hierarchical clustering of growing squares, which
may serve
 as a baseline for comparisons. We then describe the core ideas of
the O n2 time approach by Betti et al. (2014) and Betti et al. (2016). The main

focus of this chapter however is a new O n α(n) log5 n time algorithm (where
α(n) is the extremely slow-growing inverse Ackermann function—it is at most
five for any practical value of n), which to the best of our knowledge is the first
subquadratic time algorithm solving the agglomerative clustering problem.
Our algorithm is built on a fully dynamic and kinetic data structure that is
able to maintain a set of n disjoint growing squares. Our data structure
uses

O n log n log log n space, supports queries in worst case O log2 n time, and

updates in O log5 n amortized time.

The O n log n log log n space requirement of our data structure follows
from an analysis of kinetic certificates in our data structure that maintain an
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efficient representation of all dominance relations between two point sets (or
within a point set). We believe this result to be of independent interest.

4.1

Introduction
The agglomerative clustering problem we study is, as we discussed in Section 3.3.3, motivated by GlamMap. That application is however certainly not
alone. We discussed in Section 1.2.1 how similar visualizations employing
interactive glyphs in geovisualization are used in a variety of application areas.
Using GlamMap as a running example, the core idea of all such visualizations
is as follows. Consider a data set, where, for simplicity, we assume that every
record is a book. Each book contains at least the following properties: author,
title, publisher, year of publication, and location (city) of publisher. The data
set is visualized as a proportional symbol map—we introduced those in Section 1.2.1, on page 6. Each book is symbolized by a square, color-coded by
publication year, and placed on a map according to the location of its publisher.
Overlapping squares (many books are published in Leipzig, for example) are
recursively aggregated –as per the discussion in Section 1.2.1, see Figure 1.4d–
into a larger glyph until all glyphs are disjoint (see Figure 4.1). As the user
zooms out, the glyphs “grow” relative to the map to remain legible. Consequently, glyphs start to overlap and need to be merged into larger glyphs to
keep the map clear and uncluttered. The agglomerative clustering problem
asks us to compute a clustering of the squares for each zoom level such that
no overlap among the squares remains.
It is straightforward to compute the resulting agglomerative clustering
whenever a data set is loaded and to serve it to the user as needed by the
current zoom level. However, GlamMap allows the user to filter by author,
title, year of publication, or other applicable meta data. It is impossible to
pre-compute the clustering for any conceivable combination of filter values.
To allow the user to browse at interactive speeds, we hence need an efficient
agglomerative clustering algorithm for growing squares.
We formalize the agglomerative clustering problem posed by GlamMap,
and in this chapter focus only on square shaped glyphs. This allows us to
leverage geometric properties of squares and to obtain an O n α(n) log5 n
time algorithm solving the problem.
Formal Problem Statement. Let P be a set of points in R2 (the locations of
publishers from our example). Each point p ∈ P has a positive weight pw
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Figure 4.1

Zooming out in GlamMap will merge overlapping squares. This
figure shows a sequence of three steps zooming out from the
surroundings of the German city Leipzig.
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The timeline of squares that grow and merge as they touch.

(number of books published there). Given a “time” parameter t, we interpret
the points in P as squares. More specifically, let  p (t) be the square centered at
p with width tpw . For ease of exposition we assume all x and y coordinates to
be unique. With some abuse of notation we may refer to P as a set of squares
rather than the set of center points of squares. Observe that initially, i.e. at
t = 0, all squares in P are disjoint. As t increases, the squares in P grow, and
hence they may start to intersect. When two squares  p (t) and q (t) intersect
at time t, we remove both p and q and replace them by a new point z, which is
located at the weighted average of p and q and has the sum of their weights as
its weight. More formally, z = ω p + (1 − ω )q, with ω = pw /( pw + qw ), and
has weight zw = pw + qw (see Figure 4.2).
Related Work. Funke et al. (2016) introduced so-called “ball tournaments”,
a related, but simpler, problem, which is motivated by map labeling. Their
input is a set of balls in Rd with an associated set of priorities. The balls
grow linearly and whenever two balls touch, the ball with the lower priority
is eliminated. The goal is to compute the elimination sequence efficiently.
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Bahrdt et al. (2017) and Funke and Storandt (2017) improved upon the initial
results and presented bounds which depend on the ratio ∆ of the largest to
the smallest radius. Specifically, Funke and Storandt (ibidem) show how to
d −1
compute an elimination sequence for n balls in
 O n log ∆(log +∆ ) time in
arbitrary dimensions and in O Cn polylog n time for d = 2, where C denotes
the number of different radii. In our setting eliminations are not sufficient,
since merged glyphs need to be re-inserted. Furthermore, as opposed to typical
map labeling problems where labels come in a fixed range of sizes, the sizes of
our glyphs can vary by a factor of 10.000 or more (Amsterdam with its many
well-established publishers vs. Kaldenkirchen with one obscure one).
Ahn et al. (2019) recently and independently developed the first subquadratic algorithms to compute elimination orders for ball tournaments.
Their results apply to balls and boxes in two or higher dimensions. Specifically, for squares
in two dimensions they can compute an elimination order

in O n log4 n time. Their results critically depend on the fact that they know
the elimination priorities at the start of their algorithm and that they only have
to handle deletions. Hence they do not have to run an explicit simulation of
the growth process and can achieve their results by the clever use of advanced
data structures. In contrast, we are handling the fully dynamic setting with
both insertions and deletions, and without a specified set of priorities.
Our clustering problem combines dynamic and kinetic aspects: squares
grow, which is a restricted form of movement, and squares are both inserted
and deleted. There are comparatively few papers which tackle dynamic kinetic problems. Alexandron et al. (2007) present a dynamic and kinetic data
structure for maintaining the convex hull of points (or analogously, the lower
envelope of lines) moving
in R2 . Their data

 structure processes (in expectation)
O n2 β s+2 (n) log n events in O log2 n time each. Here, β s (n) = λs (n)/n,
and λs (n) is the maximum length of a Davenport-Schinzel sequence on n
symbols of order s. Agarwal et al. (2008) present dynamic and kinetic data
structures for maintaining the closest pair and all nearest neighbors. The ex
pected number of events processed is again roughly
O n2 β s+2 (n) polylog n ,

each of which can be handled in O polylog n expected time. Some of our
ideas and constructions are similar in flavor to the structures they presented.
Results. We present a fully dynamic data structure that can maintain a set P
of disjoint growing squares. At any time, it supports inserting a new square
that is disjoint from the squares in P, or removing an existing square from P.
Our data structure produces an intersection event at every time t when two
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squares  p and q , with p, q ∈ P, start to intersect (i.e. at any time before t,
all squares in P remain disjoint). We then have to delete some of the squares,
to make sure that the squares in P are again disjoint. Our data structure
can

handle a sequence of m ≥ n updates in a total of O m α(n) log5 n time.

Organization. As a baseline comparison for our O n α(n) log5 n time algorithm and the
 data structure supporting it,we first describe a straightforward
O n2 log n time algorithm and the O n2 time approach followed by Betti
et al. (2014) and Betti et al. (2016) in Section 4.2. We then make a number of observations and introduce notation in Section 4.3 that form a cornerstone of our
data structure, which we describe in Section 4.4. The initial analysis of space
usage we give in that section can be tightened, which we do in Section 4.5.

4.2

Baseline Algorithms
A first observation we can make on the agglomerative clustering problem
is that every time an intersection event occurs, at least two squares need to
be deleted and only one is inserted
again. Thus, at most n − 1 intersection

events can occur. A trivial O n3 time solution would simply test all possible
intersections between pairs of squares, execute the one that occurs first and
repeat until only a single square remains. We of course want to improve on
that solution, and in this section describe two algorithms that do so. The
first is a naive O n2 log n time algorithm that does improve on the trivial
solution, but still leaves lots of room for improvement. The second is the (so
far unpublished) approach of Betti et al. (2014) and Betti et al. (2016).

4.2.1

Naive Algorithm
We can improve the trivial solution as follows. Let t pq denote the time at which
squares  p and q start intersecting. We first compute t pq for every pair of
squares in P and add the intersection events to a priority queue Q. While
there are at least two squares, we extract the event with the lowest time value
t pq from Q. If  p or q is no longer active (since it has already intersected
another square), we discard the event. Otherwise we make  p and q inactive
and add the new merged square m . We also compute the intersection events
between m and all other active squares, and add these events to Q.
We can initialize Q in O n2 time, given that we can compute t pq for any
pair of squares in O 1 time. While handling an intersection event we add
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at most n events to Q, which can be done in O n log n time. There can be at
most n − 1 intersection events in total, so at most O n2 events are added to Q
throughout the
 algorithm. Thus we can empty Q –and compute the clustering–
in O n2 log n time.

4.2.2

GlamMap Algorithm
The approach followed in GlamMap takes discrete steps. It starts with maximum zoom level (zoomed in), and resolves all overlaps before continuing
to the next zoom level. Thus, at a particular zoom level, we are likely to
have multiple overlaps among squares. Although we could simply put every
connected set of squares into one cluster, this would be wasteful: merging two
squares may actually remove certain overlaps. Therefore, at every zoom level,
we merge overlapping squares incrementally. We first merge the two squares
with the largest area of overlap (as done by Scheepens et al. 2014) and repeat
this procedure until all squares are disjoint. These squares are then used to
compute the clustering for the next (lower) zoom level.
Algorithm. For every point p ∈ P we compute its nearest neighbor NN( p)
in P using the Chebyshev distance, also known as the L∞ metric. This ensures
that the square shape of our glyphs corresponds to the shape of a metric
circle around p. A metric circle in a metric space consists of a set of points
equidistant to a fixed point with respect to the corresponding metric. After
computing the nearest neighbor of every point, we construct metric circles C
where c p ∈ C is centered at p and its radius is the distance between p and
NN( p) (see Figure 4.3). Note that, before  p reaches the size of c p ,  p or
NN( p) must have merged with another square, since  p and NN( p) must
merge before that happens. Thus, to compute the next pair of squares that
merge, it is sufficient to look at pairs ( p, q) for which c p ∩ cq 6= ∅. We can now
use a geometric packing argument to show that there can be at most O(n) of
such pairs. In particular, every metric circle c p ∈ C can intersect with at most
O(1) metric circles in C that are at least as large as c p .

Initially computing all nearest neighbors takes O n2 time. Similarly,

computing the pairs of metric circles that intersect also takes O n2 time.
Whenever two squares merge, the nearest neighbors and the pairs of intersecting metric circles must be recomputed, but only with respect
 to the merged
square. Hence, this information can easily be updated in O n time per
 merge.
Since there are at most n − 1 merges, the total running time is O n2 .
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NN( p)
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Figure 4.3

4.3

A location p, its nearest neighbor NN( p), and the corresponding
metric circle c p . The other metric circles are shown in gray.

Geometric Properties

Before we describe the data structure that supports our O n α(n) log5 n time
algorithm in Section 4.4, we first sketch our approach and make a number of
crucial observations on the geometry of the growing squares. These observations will be of tremendous help in the design of our data structure.
Our Approach. In order to efficiently keep track of which squares in our set P
are about to intersect, we combine the following two ideas.
The first is that we can focus on specific kinds of intersections. In particular,
if we can, for a given square q , track which square  p will intersect the right
side of q first, then we can analogously track similar intersection events for
the left, top and bottom sides of q . Moreover, we only need to explicitly
consider two sides of q , say the top and right sides: if, e.g., the left side of q
intersects some square r , then symmetrically the right side of r intersects
q and thus we already track that event. We describe our data structure, built
on two-layered range trees (de Berg et al. 2008), for intersections with the right
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side of q , and then combine two copies to make sure that all squares in P
remain disjoint. We formalize this in Section 4.3.
The second idea is that, instead of having each square q independently
track which  p will intersect it first, we can intelligently group squares that
track (roughly) the same subset of P. This saves on space used by our data
structure, in the form of certificates. It also reduces the running time of
handling a sequence of updates, simply because fewer certicates fail or need
to be updated. We concretize this in Section 4.4.
While our data structure is conceptually simple, the exact implementation
is somewhat intricate, and the details are numerous.
Our initial analysis shows

that our data structure maintains O log2 n certificates for every secondary

node in our range trees, so O n log3 n in total, and supports dynamic updates

in O log5 n amortized time. This allows us to simulate the process of growing
the squares in P –and
thus solve the agglomerative
glyph clustering problem–
5 
3 
in O n α(n) log n time using O n log n space. In Section 4.5 we analyze
the relation between canonical subsets in dominance queries. We show that
for two range trees T R and T B in Rd , the number of pairs of nodes r ∈ T R
and b ∈ T B for which r occurs in the canonical subset of a dominance
query

defined by b and vice versa is only O n(log n log log n)d−1 , where n is the
total size of T R and T B . This implies that the number of linking certificates
that our data structure maintains,
as well as the total space used, is actually

only O n log n log log n . Since the linking certificates provide an efficient
representation of all dominance relations between two point sets (or within a
point set), we believe that this result is of independent interest as well.
In the preliminary version of this work, we partitioned space in a different way (Castermans,
Speckmann, Staals, et al. 2018). This gave us an

O n α(n) log7 n time algorithm that used O n(log n log log n)2 space. The
improvements we made, which we describe in this chapter, lead to a reduction
of two log factors in the running time, and a log n log log n factor of space
usage.
E(q)
Our approach, as described above, will be to focus
on specific types of intersections. In particular, for any
given square q we are interested in tracking intersections with the right side of q . We observe that the first
square  p that is to intersect the right side of q will
have (i ) its left side touch q first, and (ii ) its center p in
a cone east of q, the center of q . We refer to all squares
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L(q)

q

rq

having their center in this cone as E(q). Let us introduce some notation and
formally capture these two observations.
We are interested, for all points q ∈ P, in a cone east of them, which is
the set of points {( x, y) ∈ R2 | x − x (q) ≥ |y − y(q)|}. North, south and west
cones can be defined analogously. Let `q denote the midpoint of the left edge
of a square q , and let rq denote the midpoint of the right edge of q . Similarly,
let the midpoints of the top and bottom edges of q be denoted by ↑q and ↓q ,
respectively. Furthermore, let E(q) denote the subset of points of P lying in
the cone east of q, and let L(q) = {` p | p ∈ E(q)} denote the set of midpoints
of left edges of the squares of those points.
We remark that points p ∈ P can simultaneously lie in, e.g., the east and
south cones induced by any q ∈ P. This means that the top left corner of  p
will first intersect with the bottom right corner of q . In such cases it is not
necessary to track the square in both copies of our data structure. An arbitrary
choice to break this degeneracy can be made. The same holds for the other
pairs of neighboring cones.
Observation 4.1 Let p ∈ E(q) be a point east of point q. The squares q (t) and
 p (t) intersect at time t if and only if x (rq (t)) ≥ x (` p (t)) at time t.
Proof. Clearly, when x (rq (t)) < x (` p (t)), then since the rightmost point of
q is left of the leftmost point of  p , the squares do not intersect. For the
other direction, observe that because p is in the cone east of q, it holds that
x ( p) − x (q) ≥ |y( p) − y(q)|. Since x (rq (t)) ≥ x (` p (t)), it holds that x (rq (t)) −
x (` p (t)) + x ( p) − x (q) ≥ x ( p) − x (q) ≥ |y( p) − y(q)|. Because q and  p are
squares, either y(↓q (t)) ≤ y(↑ p (t)) or y(↑q (t)) ≥ y(↓ p (t)). In either case,
both the horizontal and vertical intervals of q and  p overlap, and hence
they intersect.
Following the above observations, we observe another important detail:
Observation 4.2 Let t∗ be the first time at which a square  p of a point p ∈ E(q)
intersects q . We then have that x (rq (t∗ )) = x (` p (t∗ )), and ` p (t∗ ) is the point with
minimum x-coordinate among the points in L(q) at time t∗ .
Proof. It is easy to see that x (rq (t∗ )) = x (` p (t∗ )). To see that ` p (t∗ ) has minimum x-coordinate, we assume it is not for a contradiction. Let r be the point
that does have minimum x-coordinate, thus x (`r (t∗ )) < x (` p (t∗ )). Since
x (rq (t∗ )) = x (` p (t∗ )), we get x (`r (t∗ )) < x (rq (t∗ )). But r is east of q, so
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x (r ) > x (q) and thus, following a same type of argument as for Observation 4.1, q and r intersect. Because all squares grow linearly, there must be
some t0 < t∗ when x (rq (t0 )) = x (`r (t0 )), and q first intersected r . But then
t∗ is not the first time at which a square east of q intersects q . Contradiction,
thus ` p (t∗ ) has minimum x-coordinate in L(q) at time t∗ .

4.4

A Kinetic Data Structure for Growing Squares
In this section we present a data structure that can detect the first intersection
among a dynamic set of disjoint growing squares. In particular, we describe a
data structure that can detect intersections between all pairs of squares  p , q
in P such that p ∈ E(q). We then use two copies of this data structure, one for
east/west and one for north/south intersections, to detect the first intersection
among all pairs of squares.
We describe the data structure itself in Section 4.4.1, and we briefly describe
how to query it in Section 4.4.2. We deal with updates –inserting a new square
into P or deleting an existing square from P– in Section 4.4.3. In Section 4.4.4
we analyze the total number of events that we have to process, and the time
required to do so, when we simulate growing the squares.

4.4.1

The Data Structure
Our data structure consists of two trees T L and T R , both with two layers, and
a set of certificates linking nodes in T L to nodes in T R . These trees essentially
form two 2D range trees on the centers of the squares in P, using rotated
axes (see Section 4.3), so that we can easily query the tree for E(q), for any
q ∈ P. The second layer of T L will double as a kinetic tournament tracking the
left midpoints of squares. Similarly, T R will track the right midpoints of the
squares.
The Layered Trees. The tree T L is a 2D-range tree storing the center points
in P: in the rotated plane suggested in Section 4.3, the first layer indexes the
first coordinate x 0 , while the second layer indexes the second coordinate y0 .
Each layer is implemented by a weight-balanced binary search tree (BB[α] tree,
Nievergelt and Reingold 1973), and each node µ corresponds to a canonical
subset Pµ of points stored in the leaves of the subtree rooted at µ. Let Lµ denote
the set of left midpoints of squares corresponding to the set Pµ .
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We consider the associated structure XuL of some primary node u ∈ T L
as a kinetic tournament on the x-coordinates of the points Lu (Agarwal et al.
2008). More specifically, every node v ∈ XuL stores the midpoint ` p in Lv
with minimum x-coordinate, and will maintain certificates that guarantee
this (ibidem).
The tree T R has the same structure as T L , but the associated structure
R
Xu , for some primary node u, –which again doubles as a kinetic tournament–
maintains not the minimum, but the maximum x-coordinate of the points in
Ru . Analogous to Lu , Ru is the set of right midpoints of the squares (with
center points) in Pu . Hence, every secondary node v ∈ XuR stores the midpoint
rq in Rv with maximum x-coordinate.
Linking the Trees. Kinetic data structures maintain certicates that guarantee
that some property holds at least until some point in the (nearby) future.
Maintaining a kinetic data structure revolves for a large part around updating
certificates as they reach that point in time. We want to maintain the property
that all squares in P are disjoint, and thus we next describe how to add linking
certificates between the kinetic tournament nodes in the trees T L and T R that
guarantee that the squares are disjoint. More specifically, a secondary node
v ∈ T L represents a set Pv ⊆ P of squares (the canonical subset of node v).
We describe how we add certificates that guarantee that any q , with q ∈ Pv ,
is disjoint from all  p , with p ∈ E(q). These points q are represented by
secondary nodes w ∈ T R , so we can discuss linking nodes instead of squares.

Consider a point q. There are O log2 n nodes in the secondary tree of
T L whose canonical subsets together represent exactly E(q). These nodes, in
their secondary function as kinetic tournament nodes, represent
the points in

L(q). So, in total q is interested in a set Q L (q) of O log2 n kinetic tournament
nodes. It now follows from Observation 4.2 that if we were to add certificates
certifying that rq is left of the point stored at the nodes in Q L (q), we can detect
when q intersects with a square of a point in E(q). However, as there may be
many points q interested in a particular kinetic tournament node v (an example
is given in Figure 4.4), we cannot afford to maintain all of these certificates.
The main idea is to represent all of these points q by a number of canonical
subsets of nodes in T R , and add certificates to only these nodes.
Consider a point p. Symmetric to the above construction, the secondary tree
of T R has O log2 n kinetic tournament nodes that together exactly represent
the (right sides of squares growing from) points q west of p, for which p ∈ E(q).
Let Q R ( p) denote this set of tournament nodes.
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Figure 4.4

The red points, on two convex chains, are all interested in the
same set Q L (q). In general a linear number of points may be
interested in a given kinetic tournament node.

Next, we extend the definitions of Q L and Q R to kinetic tournament nodes.
To this end, we first associate each kinetic tournament node with a (query)
point in R2 . Consider a kinetic tournament node v in a tournament XuL ,
associated with node u in the primary T L . We denote
of
 the coordinates

a point p in the rotated coordinate system using x 0 p and y0 p . Let,
 in
coordinates of the rotated system, mv = (mina∈ Pu x 0 a , minb∈ Pv y0 b ) be
the point associated with v (note that we take the minimum over different
sets Pu and Pv for the different coordinates), and define Q R (v) = Q R (mv ).
Symmetrically, for a node w in a tournament
XuR , with u ∈ T R , we define

w
0
0
L
m = (maxa∈ Pu x a , maxb∈ Pv y b ) and Q (w) = Q L (mw ) (see Figure 4.5).
We now add a linking certificate between every pair of secondary nodes
v ∈ T L and w ∈ T R for which (i) v is a node in the canonical subset of w, that
is v ∈ Q L (w), and (ii) w is a node in the canonical subset of v, w ∈ Q R (v). Such
a certificate will guarantee that the midpoint rq currently stored at w lies left
of the point ` p stored at v.

Lemma 4.3 Every kinetic tournament node is involved in O log2 n linking cer
tificates, and thus every point p is associated with at most O log4 n certificates.
Proof. We start with the first part of the lemma statement.
Every secondary

node v ∈ T L can be associated with at most O log2 n linking certificates: one
with each node in Q R (v). Analogously,
every secondary node w ∈ T R can be
2 
associated with at most O log n linking certificates, with nodes in Q L (w).

Every point p occurs in the canonical subset of at most O log2 n kinetic
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The points mw and mv are defined by a pair of secondary nodes
w ∈ TuR0 , and v ∈ TuL . If v ∈ Q L (mw ) and w ∈ Q(mv ), then we
add a linking certificate between the rightmost midpoint rq ,
q ∈ Pw , and the leftmost midpoint ` p , p ∈ Pv , certifying that the
squares in Pw are disjoint from those in Pv .

tournament
nodes in the second layers of both T L and T R : p is stored in

O log n leaves of the kinetic
 tournaments, and in each such a tournament it
can participate
in
O
log
n
certificates (at most two tournament certificates

in O log n nodes). As we argued above, each such a node itself occurs in at

most O log2 n certificates.
What remains to argue is that we can still detect the first upcoming intersection.
Lemma 4.4 Consider two sets of elements, say blue elements B and red elements
R, stored in the leaves of two binary search trees T B and T R , respectively, and let
p ∈ B and q ∈ R, with q < p, be leaves in trees T B and T R , respectively. There is a
pair of nodes b ∈ T B and r ∈ T R , such that (i ) p ∈ Pb and b ∈ C ( T B , [ x 0 , ∞)), and
(ii ) q ∈ Pr and r ∈ C ( T R , (−∞, x ]), where x 0 = max Pr , x = min Pb , and C ( T S , I )
denotes the minimal set of nodes in T S whose canonical subsets together represent
exactly the elements of S ∩ I.
Proof. Let b be the first node on the path from the root of T B to p such that the
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The nodes b and r in the trees T B and T R .

canonical subset Pb of b is contained in the interval [q, ∞), but the canonical
subset of the parent of b is not. We define b to be the root of T B if no such
node exists. We define r to be the first node on the path from the root of
T R to q for which Pr is contained in (−∞, x ] but the canonical subset of the
parent is not. We again define r as the root of T R if no such node exists. See
Figure 4.6. Clearly, we now directly have that r is one of the nodes whose
canonical subsets form R ∩ (−∞, x ], and that q ∈ Pr (as r lies on the search
path to q). It is also easy to see that p ∈ Pb , as b lies on the search path to p.
All that remains is to show that b is one of the canonical subsets that together
form B ∩ [ x 0 , ∞). This follows from the fact that q ≤ x 0 < x ≤ p –and thus Pb
is indeed a subset of [ x 0 , ∞)– and the fact that the subset of the parent v of b
contains an element smaller than q, and can thus not be a subset of [ x 0 , ∞).

Lemma 4.5 Let  p and q , with p ∈ E(q), be the first pair of squares to intersect,
at a time t∗. There is a pair of nodes v, w with a linking certificate that fails at time t∗.
Proof. Consider the leaves representing p and q in T L and T R , respectively.
Applying Lemma 4.4, we get that there is a pair of nodes u ∈ T L and u0 ∈ T R
that, among other properties, have p ∈ Pu and q ∈ Pu0 . Hence, we can apply
Lemma 4.4 again on the associated trees of u and u0 , giving us nodes v ∈ XuL
and w ∈ XuR0 with p ∈ Pv and q ∈ Pw . In addition, these two applications
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of Lemma 4.4 give us two points ( x, y) and ( x 0 , y0 ) –with coordinates in the
rotated system– such that:
• Pu occurs as a canonical subset representing P ∩ ([ x 0 , ∞) × R), and
• Pv occurs as a canonical subset representing Pu ∩ (R × [y0 , ∞)),
and such that
• Pu0 occurs as a canonical subset representing P ∩ ((−∞, x ] × R), and
• Pw occurs as a canonical subset representing Pu0 ∩ (R × (−∞, y]).
We combine these first two facts and observe that mw = ( x 0 , y0 ). This gives
us that Pv occurs as a canonical subset representing P ∩ ([ x 0 , ∞) × [y0 , ∞)) =
E(( x 0 , y0 )), and hence v ∈ Q L (mw ) = Q L (w). Analogously, combining the
latter two facts and mv = ( x, y) gives us w ∈ Q R (v). Therefore, v and w have
a linking certificate. This linking certificate involves the leftmost left edge
midpoint ` a for some point a ∈ Pv and the rightmost right edge midpoint rb
for some point b ∈ Pw . Since p ∈ Pv and q ∈ Pw , we have that rq ≤ rb and
` a ≤ ` p , and thus we detect their intersection at time t∗.
From Lemma 4.5 it follows that we can now detect the first intersection between a pair of squares  p and q , with p ∈ E(q), so any east/west intersection. We define an analogous data structure for north/south intersections.
Space Usage.
Our trees T L and T R are range trees in R2 , and they thus use

O n log n space. However, it is easy to see that this
 is dominated by the space
required to store the certificates. For all O n log n kinetic tournament nodes

we store at most O log2 n certificates (Lemma 4.3), and thus the total space

used by our data structure is O n log3 n . In Section 4.5 we will show that the
number of certificates we maintain, and thus that the space our data structure
uses, is actually only O n log n log log n .

4.4.2

Answering Queries
The basic query that our data structure supports is testing if a query square
q currently intersects with a square  p in P, with p ∈ E(q). To this end,

we simply select the O log2 n kinetic tournament nodes from T L whose
canonical subsets together represent E(q). For each such a node v we check
if the x-coordinate of the left midpoint ` p stored at that node (which has
minimum x-coordinate among Lv ) is smaller than the x-coordinate of rq . If so,
the squares intersect. The correctness of our query algorithm directly follows
from Observation 4.1. The total time required for a query is equivalent to the
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query time of a 2D range tree, which is O log2 n . We can similarly test if a
given query point q is contained in a square  p , with p ∈ E(q).
To check for intersections with squares  p west of q, we can use T R in a
way symmetrical to the above procedure. Our full data structure will contain
trees analogous to T L and T R that can be used to check if there is a square
 p ∈ P, with p either north or south of q, that intersects q . Again, a similar
query for containment of a query point q in a square  p is also supported.
In summary, we can at any point in time test
if a given query square
2 
q currently intersects any  p in P, in O log n time. We can in the same
running time test if a query point q is currently contained in any  p in P.

4.4.3

Inserting or Deleting a Square
At an insertion or deletion of a square  p we proceed in three steps. First,
we update the individual trees T L and T R , making sure that they once again
represent 2D range trees of all center points in P, and that the secondary data
structures are, by themselves, correct kinetic tournaments. For each kinetic
tournament node in T L affected by the update, we then query T R to find a
new set of linking certificates; we update T R analogously. Finally, we update
the global event queue that stores all certificates.

Lemma 4.6 Inserting a square into T L or deleting a square from T L takes O log2 n
amortized time.
standard procedure for updating the two-level
Proof. We use the following
2 
BB[α] trees T L in O log n amortized time. An update (insertion or deletion)

in a secondary data structure can easily be handled in O log n time. When
we insert into or delete an element x in a BB[α] tree that has associated data
structures, we add or remove the leaf that contains x, rebalance the tree by
rotations, and finally add or remove x from the associated data structures.
When we do a left rotation around an edge (µ, ν) we have to build a new associated data structure for node µ from scratch. See Figure 4.7. Right rotations
are handled analogously. It is well known
 that if building the associated data
structure at node µ takes O | Pµ | logc | Pµ | time, for some c ≥ 0, then the costs
of all rebalancing operations
in a sequence of m insertions and deletions takes

a total of O m logc+1 n time, where n is the maximum size of the tree at any
time (Mehlhorn 1984). We can build a new kinetic tournament XuL for node u
(using the associated data structures at its children) in linear time. Note that
this cost excludes updating the global event queue. It then follows that the
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cost of our rebalancing operations is at most O m log n . This is dominated

by the total number of nodes created and deleted, O m log2 n , during these

operations. Hence, we can insert or delete a point (square) in T L in O log2 n
amortized time.

Analogous to Lemma 4.6 we can update T R in O log2 n amortized time.
Next, we update the linking certificates. We say that a kinetic tournament
node v in T L is affected by an update if (i) the update added or removed a leaf
node in the subtree rooted at v, (ii) node v was involved in a tree rotation, or
(iii) v occurs in a newly built associated tree XuL (for some node u). Let XiL
denote the set of nodes affected by update i. Analogously, we define the set of
nodes XiR of T R affected by the update. For each node v ∈ XiL , we query T R

to find the set of O log2 n nodes whose canonical subsets represent Q R (v).
For each node w in this set, we test if we have to add a linking certificate
between v and w. As we show
next, this takes constant time for each node
2 
L
w, and thus O ∑i |Xi | log n time in total, for all nodes v. We update the
linking certificates for all nodes in XiR analogously.
We have to add a link between a node w ∈ Q R (v) and v if and only if
we also have v ∈ Q L (w). We test this as follows. Let u be the node whose
associated tree XuL contains v. We have that, using the notation introduced
in Lemma 4.4 and coordinates in the rotated system, v ∈ Q L (w) if and only
w
L
if u ∈ C ( T L , [mw
x , ∞ )), and v ∈ C ( Xu , [ my , ∞ )). We can test each of these
conditions in constant time:
Observation 4.7 Let q be a query point in R1 , let v be a node in a binary search
tree T, and let x p = min Pp of the parent p of v in T, or x p = −∞ if no such node
µ

ν
µ

ν
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Figure 4.7
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After a left rotation around an edge (µ, ν), the associated data
structure Tµ of node µ (pink) has to be rebuilt from scratch as its
canonical subset has changed. For node ν we can simply use the
old associated data of node µ. No other nodes are affected.
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exists. We have that v ∈ C ( T, [q, ∞)) if and only if q ≤ min Pv and q > x p .
Proof. We start with the if direction. Since q > x p , it holds that Pp 6⊂ [q, ∞)
and hence, p 6∈ C ( T, [q, ∞)). However q ≤ min Pv and so Pv ⊂ [q, ∞). Clearly
v ∈ C ( T, [q, ∞)).
For the other direction, observe that v ∈ C ( T, [q, ∞)) implies that Pv ⊂
[q, ∞) and so, q ≤ min Pv . It also implies that p 6∈ C ( T, [q, ∞)), hence, Pp \ Pv 6⊂
[q, ∞). It therefore must hold that q > x p .
Finally, we delete all certificates involving no longer existing nodes from
our global event
 queue, and replace them by all newly created certificates. This
takes O log n time per certificate. We charge the cost of deleting a certificate

to when it gets created. Since every node v affected creates at most O log2 n
new certificates, all that remains is to bound the total number of affected nodes.
We can show this using basically the same argument as we used to bound the
update time. This leads to the following result.
Lemma 4.8
Inserting a disjoint square into P, or deleting a square from P takes

O log5 n amortized time.

Proof. An update visits at most O log2 n nodes itself (i.e. leaf nodes and
nodes on the search path). All other affected nodes occur as newly built trees
due to rebalancing operations. As in Lemma 4.6, the total number
 of nodes
created due to rotations in a sequence of m updates is O m log2 n . It follows

that the total number of affected nodes in such a sequence is O m log2 n .

Therefore, we create O m log4 n linking certificates in total, and we can com
pute them in O m log4 n time. Updating the event global queue therefore

takes O m log5 n time.

4.4.4

Running the Simulation
All that remains is to analyze the number of events processed. We show
that in a sequence
 of m operations, our data structure processes at most
O m α(n) log2 n events. This leads to the following result.
Theorem 4.9 We can maintain a set P of n disjoint growing squares in a fully dynamic data structure such that we can detect the first time that a square q intersects
with a square  p , with p ∈ E(q). Our data structure uses O n log n log log n


space, supports updates in O log5 n amortized time, and queries in O log2 n time.
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For a sequence of m operations, the structure processes a total of O m α(n) log2 n

events in a total of O m α(n) log5 n time.



Proof. We argued the bounds on the query and the update times before. We
argue the space bounds in Section 4.5. All that remains is to bound the number
of events processed, and the time to do so.
We start by the observation that each failure of a linking certificate produces
an intersection, and thus a subsequent update. It follows that, since we process
m updates by definition, the number of such events is at most m.
To bound the number of events created by the tournament trees we extend
the argument of Agarwal et al. (2008). For any kinetic tournament node v
in T L , the minimum x-coordinate corresponds to a lower envelope of line
segments inthe t, x-space. This envelope has complexity O | Pv∗ | α(| Pv∗ |) =
O | Pv∗ | α(n) , where Pv∗ is the multiset of points that ever occur in Pv , i.e. that
are stored in a leaf of the subtree rooted at v at some time t. Hence, the

number of tournament events involving node v is also at most O | Pv∗ | α(n) .
It then follows that the total number of events is proportional to the size of
these sets Pv∗ , over all v in our tree.
As in Lemma 4.6, every update directly
2 
contributes one point to O log n nodes. The remaining contribution is due

to rebalancing operations, and this cost is again bounded by O m log2 n .

Thus, the total number of events processed is O m α(n) log2 n .

At every event, we have to update the O log2 n linking certificates of v.
Because all events incur not only an E XTRACT M IN operation (which takes
constant time in some priority queue implementations), but also an insertion

into or deletion from the priority queue, every event incurs a O log n time

cost. We can thus update the linking certicates in O log3 n time (including
the time to update the global event queue). Thus, the total
time for processing
5 
L
all kinetic tournament events in T is O m α(n) log n . The analysis for the
tournament nodes in T R is analogous.
To simulate the process of growing the squares in P, we now maintain two
copies of the data structure from Theorem 4.9: one for east/west intersections
and one for north/south intersections. We thus obtain the following result.
Theorem 4.10 We can maintain a set P of n disjoint growing squares in a fully
dynamic data structure such that we can detect the first time
 that two squares
in P intersect. Our data structure uses O n log n log log n space, supports up

dates in O log5 n amortized time, and queries in O log2 n time. For a se65


quence of m operations, the structure processes O m α(n) log2 n events in a total of

O m α(n) log5 n time.
And so we can solve the agglomerative glyph clustering problem as follows.
we can compute an agglomerative
Theorem 4.11 Given a set of n square glyphs,

5 
clustering of the squares in O n α(n) log n time using O n log n log log n space.

4.5

Efficient Representation of Dominance Relations
Our cones for each cardinal direction around a square q (defined in Section 4.3) closely resemble dominance relations: essentially they are a dominance relation in a rotated plane. The linking certificates of our data structure,
which are built on these cones, actually comprise an efficient representation
of all dominance relations between two point sets. We therefore think that
this representation, and in particular the tighter analysis in this section, is of
independent interest.
Let R and B be two point sets in Rd with | R| = n and | B| = m, and let
R
T and T B be range trees built on R and B, respectively. We assume that
each layer of T R and T B consists of a BB[α]-tree, although similar analyses can
be performed for other types of balanced binary search trees. By definition,
every node u on the lowest layer of T R or T B has an associated d-dimensional
range Qu (the hyper-box, not the subset of points). For a node u ∈ T R , we
consider the subset of points in B that dominate all points in Qu , which can

be comprised of O logd m canonical subsets of B, represented by nodes in
T B . Similarly, for a node v ∈ T B , we consider the subset of points in R that are

dominated by all points in Qv , which can be comprised of O logd n canonical
subsets of R, represented by nodes in T R . We now link a node u ∈ T R and a
node v ∈ T B if and only if v represents such a canonical subset for u and vice
versa. By repeatedly applying Lemma 4.4 for each dimension, it can easily be
shown that these links represent all dominance relations between R and B.

As a d-dimensional range tree consists of O n logd−1 n nodes, a trivial

bound on the number of links is O m log2d−1 n (assuming n ≥ m). Below we

show that the number of links can be bounded by O n(log n log log n)d−1 .
We first consider the case for d = 1.
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4.5.1

Analyzing the Number of Links in 1D
Let R and B be point sets in R with | R| = n, | B| = m, and n ≥ m. Now, every
associated range of a node u in T R or T B is an interval Iu . We can extend the
interval to infinity in one direction; to the left for u ∈ T R , and to the right for
u ∈ T B . For analysis purposes we construct another range tree T on R ∪ B,
where T is not a BB[α]-tree, but instead a perfectly balanced tree with height
dlog(n + m)e. For convenience we assume that the associated intervals of T
are slightly expanded so that all points in R ∪ B are always interior to the
associated intervals. We associate a node u in T R or T B with a node v in T if
the endpoint of Iu is contained in the associated interval Iv of v.
Observation 4.12
level of T.

Every node of T R or T B is associated with at most one node per

For two intervals Iu = (−∞, a] and Iv = [b, ∞), corresponding to a node
u ∈ T R and a node v ∈ T B , let [ a, b] be the spanning interval of u and v. We
now want to charge spanning intervals of links to nodes of T. We charge a
spanning interval Iuv = [ a, b] to a node w of T if and only if [ a, b] is a subset of
Iw , and [ a, b] is cut by the splitting coordinate of w. Clearly, every spanning
interval can be charged to exactly one node of T.
Now, for a node u of T, let h R (u) be the height of the highest node of
T R associated with u, and let h B (u) be the height of the highest node of T B
associated with u.
Lemma 4.13 The totalnumber of spanning intervals that we charge to a node u
of T is O h R (u) · h B (u) .
Proof. Let x be the splitting coordinate of u and let r ∈ T R and b ∈ T B
form a spanning interval that is charged to u. We claim that, using the
notation introduced in Lemma 4.4, r ∈ C ( T R , (−∞, x ]) (and symmetrically,
b ∈ C ( T B , [ x, ∞))). Let Ib = [ x 0 , ∞) be the associated interval of b, where
x 0 > x. By definition, r ∈ C ( T R , (−∞, x 0 ]). If r ∈
/ C ( T R , (−∞, x ]), then the
0
right endpoint of Ir must lie between x and x . But then the spanning interval
of r and b would not be charged to u. As a result, we can only charge spanning
R
B
intervals between h R (u) nodes
 of T and h B (u) nodes of T , of which there
are at most O h R (u) · h B (u) .
Using Lemma 4.13, we count the total number of charged spanning intervals and hence, links between T R and T B . We refer to this number as
67


numLinks ( T R , T B ). This is simply ∑u∈T O h R (u) · h B (u) ≤ ∑u∈T O h R (u)2 +

h B (u)2 . We can split the sum and assume w.l.o.g. that numLinks ( T R , T B ) ≤

2 ∑u∈T O h R (u)2 . Rewriting the sum based on heights in T R gives
height( T R )

∑

numLinks ( T R , T B ) ≤


n T (h R ) · O h2R ,

hR = 0

where n T (h R ) is the number of nodes of T that have a node of height h R
associated with it.
To bound n T (h) we use Observation 4.12 and the fact that T R is a BB[α] tree.
Let c = 1−1 α , then we get that height( T R ) ≤ logc (n) from properties of
BB [α] trees. Therefore, the number of nodes in T R that have height h is at

most O cnh .
Lemma 4.14

nT (h) = O

(n+m)h 
.
ch


Proof. As argued, there are at most O n/ch nodes in T R of height h. Consider

cutting the tree T at level log(n/ch ). This results in a top tree of size O n/ch ,

and O n/ch bottom trees. Clearly, the top tree contributes at most its size
to n T (h). All bottom trees have height at most
dlog(n + m)e − log(n/ch ) =

h
O log(c ) + log(1 + m/n) = O h + m/n . Every node in T R of height h
can, in the worst case, be associated with one distinct node per level in the
bottom trees by Observation
4.12. Hence,

 the bottom trees contribute at most
O n(h + m/n)/ch = O (nh + m)/ch = O (n + m)h/ch to n T (h).
Using this bound on n T (h) in the sum we previously obtained gives:
height( T R )
R

B

numLinks ( T , T ) ≤

∑

O

h R =0

≤ O n+m



(n + m)h3R 
chR
∞

∑

h =0

Where indeed, ∑∞
h =0

h3
ch


h3
= O n+m .
h
c


= O 1 because c > 1. Thus, we conclude:

R
Theorem 4.15 The number of links between two 1-dimensional range
 trees T
B
and T containing n and m points, respectively, is bounded by O n + m .
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Figure 4.8

4.5.2

Two layered trees with two layers, and the links between them
(sketched in black). We are interested in bounding the number of
such links.

Extending to Higher Dimensions
We now extend the bound to d dimensions. The idea is very simple. We first
determine the links for the top-layer of the range trees. This results in links
between associated range trees of d − 1 dimensions (see Figure 4.8). We then
determine the links within the linked associated trees, which number can be
bounded by induction on d.
Theorem 4.16 The number of links between two d-dimensional range trees T R
and T B with n and m (n ≥ m) points, respectively, is O n(log n log log n)d−1 .
Proof. We show by induction on d that the number of links is bounded by


the minimum of O n(log n log log n)d−1 and O m log2d−1 n . The second
bound is simply the trivial bound given at the start of Section 4.5. The base
case for d = 1 is provided by Theorem 4.15. Now consider the case for
d > 1. We first determine the links for the top-layer of T R and T B . Now
consider the links between an associated tree Tu in T R containing k points
and other associated trees T0 , . . . , Tr that contain at most k points. Since Tu
can be linked with only one associated tree per level, and because both range
trees use BB[α] trees, the number of points m0 , . . . , mr in T0 , . . . , Tr satisfy
mi ≤ k/ci (0 ≤ i ≤ r) where c = 1−1 α . By induction, the number of links

between Tu and Ti is bounded by the minimum of O k (log n log log n)d−2


and O mi log2d−3 n . Now let i∗ = logc (logd−1 n) = O log log n . Then, for


i ≥ i∗ , we get that O mi log2d−3 n = O k logd−2 n . Since the sizes of the
associated trees decrease geometrically, the total number of links between Tu

and Ti for i ≥ i∗ is bounded by O k logd−2 n . The links with the remaining

trees can be bounded by O k logd−2 n(log log n)d−1 . Finally note that the
top-layer of each range tree has O log n levels, and that each level contains n
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points in total. Thus, we obtain O n logd−1 n(log log n)d−1 links in total. The
remaining links for which the associated tree in T B is larger than in T R can be
bounded in the same way.
It follows from Theorem 4.16 that our
 data structure from Section 4.4
actually maintains only O n log n log log n certificates. That number is significantly lower than our initial analysis showed:
at the end of Section 4.4.1 we
3 
analyzed the space usage to be O n log n . The number of certicates, even
under the tighter analysis, however still slightly dominates the space
usage

of the 2D range trees and kinetic tournaments,
which
is
O
n
log
n
.
Our
data

structure thus uses only O n log n log log n space.

4.6

Conclusion and Future Work
We presented an efficient fully dynamic data structure for maintaining a set of
disjoint growing squares. This leads to an efficient algorithm for agglomerative
glyph clustering. The main future challenge is to improve the analysis of the
running time. Our analysis from Section 4.5 shows that at any time, we
need only few linking certificates. However, we would like to bound the
total number of linking certificates used throughout the entire sequence of
operations. An interesting question is if we can extend our argument to this
case. This may also lead to a more efficient algorithm for maintaining the
linking certificates during updates.
The algorithm we describe uses specific geometric properties of squares—
the shape we assume all glyphs to have. It can be modified in a straightforward
way to support rectangular glyphs where all glyphs have the same aspect ratio,
but further generalization is nontrivial. The algorithms described in Section 4.2
do support more general shapes: the naive algorithm only requires that we
are able to compute the intersection time of a pair of glyphs in constant time,
whereas the GlamMap algorithm supports clustering glyphs of any shape that
is realizable as a metric circle. It is interesting future work to investigate if
some of our ideas generalize to other glyph shapes, or generally if we can
cluster other shapes in subquadratic time as well.
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“Yes,” declaimed Deep Thought, “I said I’d have to think about
it, didn’t I? And it occurs to me that running a program like
this is bound to create an enormous amount of popular
publicity for the whole area of philosophy in general.”
Douglas Adams, The Hitchhiker’s Guide to the Galaxy

Chapter 5

A Practical Algorithm for
Spatial Agglomerative
Clustering
We discussed, in the context of GlamMap, three algorithms in Chapter 4 that
2
automatically aggregate glyphs. One is straightforward and takes O
 n log n
2
time; the algorithm used in the GlamMap prototypes runs in O n time; and

the algorithm Chapter 4 focuses on runs in O n α(n) log5 n time.
We have achieved significant improvements in the asymptotic running time
of our algorithms. These improvements however do not naturally translate
into faster implementations in practice. One factor is that n α(n) log5 n is only
actually less than n2 for roughly n ≥ 106 , while input sizes generally are
smaller than that in practice. Another factor is the hidden constants in the
O -notation, and finally the complexity of efficiently implementing the data
structures used in support of these algorithms.
In this chapter we present an algorithm for the automatic aggregation
of glyphs that can be implemented efficiently in practice. Various practical
improvements further boost the performance of our implementation. One
particularly interesting improvement concerns handling a degenerate situation which manifests itself in real-world data sets; glyphs being orders of
magnitude larger than their neighbors cause performance problems, which
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we specifically address. We implement our algorithm and the improvements
we devise for it, as well as the straightforward algorithm, and experimentally
evaluate and compare their performance.

5.1

Introduction
Before we describe how we design an efficient practical algorithm for spatial
agglomerative clustering, we motivate the need for such an algorithm more
thoroughly. First, as we mentioned in Section 4.1, (e-Humanities) tools such
as GlamMap (introduced in Chapter 3), GeoTemCo (Jänicke et al. 2013) and
GlottoVis [5] (Castermans et al. 2017; Hammarström et al. 2018) cannot compute
the hierarchical clustering of a data set once and then cache it for further use.
The reason is simple: dynamic data filtering.
GlamMap, for example, is an interactive tool which allows users to search
and filter. They can view the books, e.g., by a particular set of authors, or they
can view all books published during a particular time interval, on a particular topic, or in a particular language. Hence the agglomerative hierarchical
clustering of the glyphs cannot be computed and stored ahead of time, but
needs to be computed on the fly as a response to a user query. The use cases
in Chapter 3 further motivate the necessity of interactive search and filter
capabilities, even on data sets as large as WorldCat [1] or Trove [7], which list
hundreds of thousands of different locations.
This requirement is a crucial difference to other geovisualization applications such as map labeling, where the data to be aggregated does not generally
change. Since users are waiting to see the answer to their query (which might
contain tens or hundreds of thousands of locations) displayed on the map, the
clustering algorithm needs to be very efficient so as to avoid frustration.
Another motivation is the number of locations in the data sets that we want
to visualize—and thus cluster efficiently. The fact that WorldCat and Trove
contain tens to hundreds of thousands of locations, potentially even in filtered
subsets of the data, requires us to design an efficient algorithm that does not
pose high hurdles for being implemented in practice.
GlottoVis follows the same general design as GlamMap, but it uses circular
glyphs to encode language status and documentation for all languages of the
world (see Figure 1.3 on page 7). In general one can envision a variety of
related tools that use different glyph shapes as appropriate for the data the
tool handles. However, any suitable glyph is of low complexity, as to not
72

overload the visual space and leave room for other visual variables (Munzner
2014). Furthermore, the rate at which glyphs grow as the user zooms out of
the map (the so-called perceptual scaling) depends on the glyph type and the
density of the data (Dent et al. 2008). Our algorithm needs to be flexible and
support all of the mentioned parameters.
Problem Description. Our input is a set of low complexity, disjoint weighted
glyphs with geographic locations as well as a growing function (modeling
zooming in the above applications). As the glyphs grow according to the
growing function, we merge glyphs as soon as they overlap. Our goal is to
compute the resulting hierarchical clustering efficiently in practice.
Results and Organization. In Section 5.3 we introduce some notation and
define the problem and its variants in detail. In Section 5.4 we present our new
quadtree-based algorithm. We also argue that large glyphs may negatively
affect the running time of our algorithm. Therefore, in Section 5.5 we present
an augmentation to the algorithm that can efficiently handle large glyphs. In
Section 5.6 we present the results of extensive experiments that show that our
algorithm is efficient in practice for tens to hundreds of thousands of glyphs.
We finish with some final thoughts and potential future work in Section 5.7.

5.2

Related Work
Agglomerative clustering is one of the fundamental building blocks of data
analysis and there are a multitude of methods and data structures devoted
to it (see, for example, Han et al. 2011). Most commonly, such clustering
is performed on point data. In our setting, however, we are clustering low
complexity glyphs which grow according to a (cartographic) scaling function.
As such, our work is most closely related to map labeling for interactive maps.
Funke et al. (2016) introduced so called “ball tournaments”, which in recent
years have been studied as an abstraction of such map labeling questions. Here
the input is a set of balls in Rd together with a set of priorities and a linear
growing function. Whenever two growing balls touch, the ball with the lower
priority is eliminated. Bahrdt et al. (2017) show howto compute an elimination
sequence for n balls in expected O ∆d n(log n + ∆d ) time, where ∆ denotes the
ratio of the largest to the smallest radius. Funke and Storandt (2017) follow up
on this work and compute an elimination sequence inO(n log ∆(log n + ∆d−1 ))
time in arbitrary dimensions and in O Cn polylog n time for d = 2, where C
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denotes the number of different radii. Quite recently Ahn et al. (2019) showed
how to compute elimination orders for ball tournaments in subquadratic time,
for balls and boxes in two or higher dimensions. All of these results only
handle deletions. As explained in Chapter 4, deletions are not sufficient in our
setting, we also need to insert the new merged glyphs.
We showed in Section 4.2.1 that a straightforward algorithm for spatial
agglomerative clustering in the fully
dynamic setting, with both insertions

2
and deletions, runs in O n log n time. We improved this theoretical upper

bound in Chapter 4 to O n α(n) log5 n time, where α(n) is the extremely
slow growing inverse Ackermann function. Although this new algorithm is
asymptotically much faster than the naive algorithm, from a practical point of
view, it does not perform better for n ≤ 106 .
The agglomerative clustering problem we consider in this chapter combines both dynamic (insertion and deletion) and kinetic (growing functions)
aspects. Our new practical algorithm relies on quadtrees to speed up spatial computations. There are comparatively few papers which handle both
dynamic and kinetic aspects simultaneously. In particular, there are several
results on kinetic kd-trees, quadtrees, and range spaces (see, e.g., Abam et
al. 2009; de Berg et al. 2012; De Carufel et al. 2016), and also on dynamic
quadtrees (van der Hoog et al. 2018). We are not aware of dynamic and kinetic
data structures for spatial partitioning problems. However, Alexandron et al.
(2007) describe a dynamic and kinetic data structure for maintaining the convex hull of points and Agarwal et al. (2008) describe dynamic and kinetic data
structures for maintaining the closest pair and all nearest neighbors.

5.3

Preliminaries
The algorithm we describe in Section 5.4 makes extensive use of a quadtree.
This data structure, developed by Finkel and Bentley (1974), is among the
first developed in the area of computational geometry and has been improved
and used in countless works. We briefly introduce it here for the sake of
completeness.
A quadtree is a tree data structure T used to store points p1 , . . . , pn in R2
(in three dimensions the corresponding data structure is called an octree).
Quadtrees are typically used to efficiently compute proximity queries. Every
node u in T represents a square cell σ (u) in R2 . In particular, the root of T
represents a square cell in R2 containing all the input points. Whenever a cell
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σ (u) contains more points than a given threshold Λ, it is split into its four
square quadrants, which correspond to the four children nodes of u. Finally,
the points are stored in the leaf nodes of T , where each leaf can contain at
most Λ points.
Quadtrees can efficiently report all points that lie in a query rectangle:
starting at the root of T we check how the query rectangle overlaps with the
cell of a node. If there is no overlap, then we report nothing. If the cell is
contained in the query rectangle, then we report all points stored in the subtree
of the node. Otherwise we recursively check all the children of the node. In a
leaf node we can simply check all stored points individually.
From a theoretical point of view, quadtrees have nowadays been superseded by more advanced data structures, as quadtrees may perform poorly in
the worst case. In particular, a quadtree may have unbounded depth when
two points are very close together. This can be resolved by using compressed
quadtrees (Aluru 2018), which ensure that the depth of the quadtree is bounded
by O n . A further improvement are skip quadtrees (Eppstein et al. 2005), which
allow logarithmic queries. Although standard quadtrees may perform poorly
in the worst case, they have shown to be efficient in practical applications (Flajolet et al. 1993; Iyengar et al. 1988), and therefore are perfectly suitable for our
specific application, even without any of the theoretical improvements.
In our algorithm we are not storing points, but we are storing glyphs in the
quadtree (see Figure 5.1). This is also a common use of quadtrees. We store
a glyph in every leaf node u for which σ (u) overlaps with the glyph. Every
leaf cell can then be overlapped by at most Λ glyphs. We denote this set of
glyphs for a leaf node u ∈ T as G (u). Furthermore, we need to be able to
trace through neighboring leaf cells. We define the set of neighbors Ndir (u)
(dir ∈ { N, E, S, W }) of a leaf node u as all nodes v ∈ T for which σ (v) borders
σ (u) in direction dir.
Detailed Problem Statement. Our input is a set of n glyphs { g1 , . . . , gn }. Each
glyph gi is centered at a point pi ∈ R2 and has a weight wi ∈ R>0 . These
weights directly represent the data we want to visualize. We further define ρi
as the growing rate of a glyph gi , which depends solely on the weight wi . We
simulate growing the glyphs with a time parameter t, where at t = 0 a glyph
gi covers only its center pi . The shape of a glyph is a closed ball in a particular
normed space. More specifically, Br ( p) = { x ∈ R2 | k x − pk ≤ r } is the closed
ball of radius r centered at p, where k · k is the used norm. We typically use
either the Euclidean norm for circular glyphs or the Chebyshev (`∞ ) norm
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Figure 5.1

A quadtree containing square glyphs.

gi
pj

pj
0

pi

Figure 5.2

gj

pi

p

g0

A merge between gi and g j results in g0 .

for square glyphs. The radius of a glyph gi at time t is simply given by the
function ρi t. In this chapter we sometimes use gi (t) to refer to the glyph’s
geometric representation at time t. For technical reasons we restrict the glyph
shapes to use monotone norms1 . A norm k · k on a fixed coordinate system is
monotone if for any two points p = ( x, y) and p0 = ( x 0 , y0 ) with | x | ≤ | x 0 | and
|y| ≤ |y0 | we get that k pk ≤ k p0 k. Note that all ` p -norms are monotone.
The goal is to compute the clustering that arises from growing the glyphs
by increasing time t and merging two glyphs once they intersect. Now assume
that gi and g j intersect at a time tij . We then remove gi and g j and insert a new
glyph g0 with center p0 = (wi pi + w j p j )/(wi + w j ) and weight w0 = wi + w j
(see Figure 5.2). This new glyph g0 may directly intersect with one or multiple
glyphs. We iteratively merge these overlapping glyphs with g0 , as these merges
would have occurred before tij , until there is no longer an overlap at the current
time tij . We repeat this process until all glyphs have been merged into a single
glyph, at which point we have also computed a clustering tree.
1 If
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the norm is not monotone, only minor changes are needed to make our algorithm work.

Variants. We consider several variants of the problem, varying both the shape
of the glyph and the computation of the growing rate. As already described
above, the shape of a glyph can be any ball defined by some monotone norm
k · k. In this chapter we will only consider circular glyphs and square glyphs.
We further consider three growing functions: (linear) ρi = wi , (area) ρi =
√
wi , and (logarithmic) ρi = log(wi ). Note that in the linear growing function
the data is represented by the size (radius) of a glyph, and in the area growing
function the data is represented by the area of the glyph. In the logarithmic
growing function there is no such clear visual correspondence.
For glyphs that become very large compared to other glyphs, we can
also utilize compression levels for glyphs. If the weight exceeds a particular
threshold (of which there can be several), then we multiply the weight by
some predefined constant before using it to compute ρi . The compression
level is visually indicated by drawing the glyph with a thicker border2 . In
this chapter we only consider the linear and logarithmic growing functions
without compression levels, and the area growing function with compression
levels (as this matches the setup in GlamMap).

5.4

Main Algorithm
The leading cause of inefficiency of the naive algorithm discussed in Section 4.2.1 is that it considers merge events between all pairs of glyphs. A key
part of our strategy is thus to compute merge events only for pairs that may
potentially merge during the execution of the algorithm. Intuitively we should
consider merge events between a glyph gi and another glyph g j for which pi
is close to p j (perhaps one of its closest neighbors). However, the time of a
merge event not only depends on the distance between two glyphs, but also
on the growing rate of the two glyphs. Hence, two glyphs that are not that
close to each other may actually be the first two glyphs to merge.
Therefore our approach is to consider distances between the glyph shapes
instead of the centers, and to maintain close neighbors kinetically as the glyphs
grow. Since at every merge event we delete two glyphs and insert a new one,
our data structure needs to be both kinetic and dynamic. Indeed, the first
subquadratic algorithm for this problem, presented in Chapter 4, also utilizes
2 Technically,

we should incorporate this border in the glyph shape, and add a small constant
to the radius of the glyph. We can easily do so in our algorithm, but for the sake of simplicity of
presentation we ignore this minor technicality. Our implementation [10] supports borders.
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a kinetic and dynamic data structure. However, instead of the complex data
structure from Chapter 4 that has good asymptotic worst-case behavior, we
use a data structure that performs well in practice: a kinetic dynamic quadtree.

5.4.1

Kinetic Dynamic Quadtree
In this section we describe a quadtree that contains disjoint growing glyphs
(using time parameter t) and that supports the following operations:
• Find the first time that two glyphs will start to overlap (kinetic).
• Delete a glyph from the quadtree (dynamic).
• Insert a glyph into the quadtree (dynamic).
To make this data structure work correctly, we simulate growing the glyphs
(increasing time t) and maintain for every cell in the quadtree which glyphs
are overlapping it. During the simulation we split a quadtree node if it is
overlapped by more than Λ glyphs. On the other hand, if a parent node u is
overlapped by at most Λ/2 glyphs, then we delete the children of u and make
u a leaf node. In our implementation we use Λ = 10.
We first describe the kinetic events we handle to maintain the above invariants and to compute the next time two glyphs start to overlap. Afterwards
we describe how we can delete and insert glyphs into this quadtree. Finally
we describe how to split or merge quadtree cells and update events accordingly. By keeping track of all processed merge events we directly obtain the
clustering tree that is the solution to our problem.
Kinetic Events. In our data structure we only deal with two types of events:
out-of-cell events and merge events. Merge events occur when two glyphs start
to overlap. Out-of-cell events occur when a glyph boundary leaves a quadtree
cell, or more accurately, when the glyph starts intersecting the boundary of
the cell. All events are stored in a single priority queue Q and are handled in
increasing order in time.
Initially every glyph gi consists of a single point and is stored in a single
quadtree node u. We compute merge events between gi and all other glyphs
in G (u) and add those events to Q. Furthermore, we add 4 out-of-cell events
to Q, one for each side of σ (u).
Processing a merge event between two glyphs gi and g j is straightforward:
we delete gi and g j and insert a new glyph g0 as is described in Section 5.3.
The deletion and insertion operations are explained below.
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Now assume we need to process an out-of-cell event of a glyph gi intersecting the top (northern) side of a quadtree cell σ (u) (other directions are
analogous). We then consider all neighboring leaf nodes in N N (u) and check
which cells are intersected by gi at the time of the out-of-cell event. For each
leaf node v ∈ N N (u) for which σ (v) is intersected by gi , we first add gi to G (v).
If gi was already in G (v), we are done with v. Otherwise, we first check if
| G (v)| > Λ, in which case we split v. Next we compute merge events between
gi and all other glyphs in G (v) and add those to Q. Finally we compute 3
out-of-cell events for gi and v, one for each direction except the direction from
which gi entered v.
Finally note that, for every event, we first need to check if the event is still
valid. An event can become invalid if an involved glyph has already been
deleted or when a quadtree node has been split in the case of an out-of-cell
event. If an event is invalid, we simply discard it.
Dynamic Operations. Before we delete or insert a glyph g, we first determine
all quadtree leaf cells overlapped by g. This can easily be computed recursively,
starting from the root of T : for a quadtree node u, if σ (u) is disjoint from g,
then we return nothing. If σ (u) is contained in g, then we report all leaf nodes
that are descendants of u. Otherwise, we recursively check all children of u, or
return u if it is a leaf. Let A be the resulting set of leaf nodes.
To delete a glyph g, we simply remove g from G (u) for all nodes u ∈ A.
We then check the parent of u and merge it if necessary. Note that we can
check this efficiently during the computation of the set A.
Inserting a glyph g is more involved, as it may directly violate the disjointness of glyphs. We therefore first compute merge events between g and
S
all glyphs in u∈ A G (u), and determine the first event among these. If this
event occurs before the current time, then we immediately merge g with this
glyph as well. We repeat this process until g is disjoint from all glyphs in
the quadtree. Next we add g to G (u) for all u ∈ A. Note that at that point
we already computed all merge events with respect to glyphs in G (u), so we
simply add all of those events to Q. Next we determine if u must be split, and
do so if necessary. Finally, we add out-of-cell events for g and every node
u ∈ A for which g partially overlaps σ (u). All such out-of-cell events that
occur before the current time can safely be discarded.
Quadtree Operations. For both split and merge operations on a quadtree
node u, we need to take care to update the neighbor set of not only (the
children of) u but also the neighbor set of the neighbors of (the children of) u.
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When we merge a node u with children v1 , . . . , v4 , we first construct G (u) =
G (vk ). We then compute merge events for every pair gi , g j ∈ G (u) that
was not present in any G (vk ) for some k, and add those events to Q. Finally
we add new out-of-cell events for all glyphs in G (u), as long as these events
happen after the current time t.
When we split a node u into children v1 , . . . , v4 , we check for every glyph
in G (u) which children it overlaps and add the glyph to the corresponding
glyph sets. Note that we do not need to compute new merge events. However,
we do have to compute new out-of-cell events for all children of u and add
those events to Q if they occur after the current time t.
S4

k =1

Correctness. To argue the correctness of this algorithm, we simply need to
show that we detect every merge event as it happens. This is clearly the case
if we correctly maintain G (u) for every leaf node u ∈ T , and if we compute
new merge events whenever we add a glyph to G (u). The latter can easily be
verified directly. For the former, it is straightforward to verify that the insert,
delete, node split, and node merge operations correctly maintain G (u). We
just need to prove that G (u) is correctly maintained kinetically, that is, the
out-of-cell events work correctly.
Lemma 5.1 If a glyph g starts overlapping a cell σ(u) at some time t, then there
exists an out-of-cell event in Q at time t such that g will be added to G (u), provided
that the norm defining the glyph shape is monotone.
Proof. We prove this statement by induction on σ (u) ordered by the time t
at which g starts overlapping the cell. The base case consists of the cell that
contains the center p of g, which does not require an out-of-cell event. Now
assume that every cell that g started overlapping before t has spawned outof-cell events for its sides. Assume w.l.o.g. that the center of σ (u) is in the

σ(u)
q

σ(v)

σ(v)

σ(u)
q

p
Figure 5.3
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p
Two cases of Lemma 5.1.

upper-right quadrant with respect to p. If the (x-coordinate of the) left side
of σ (u) is left of p, then let q be the projection of p on the bottom of σ (u) (see
Figure 5.3 left). Furthermore, let σ (v) be the other leaf cell that contains q on
its boundary. By the induction hypothesis, σ (v) has spawned an out-of-cell
event for its top side. Since the norm is monotone, q minimizes kq − pk among
all points on the horizontal line through the top side of σ (v). Thus, when
processing this out-of-cell event, we must detect g intersecting σ (u).
We can use an analogous argument if the bottom side of σ (u) is below p. If
neither of these cases hold, then let q be the bottom-left corner of σ (u), which
is the point that minimizes kq − pk as the norm is monotone (see Figure 5.3
right). Now there must be a cell σ (v), either to the top-left or bottom-right of
q, that contains no point to the bottom-left of q. Assume w.l.o.g. that σ (v) is to
the top-left of q. By the induction hypothesis σ (v) has spawned an out-of-cell
event for its right side. Since the norm is monotone, q minimizes kq − pk
among all points on the right side of σ(v). Thus, when processing this outof-cell event, we must detect an intersection between g and σ (u). Finally, in
the special case that overlap with σ (v) also occurs at time t, then the same
out-of-cell event that adds g to G (v) will also add g to G (u).

5.4.2

Running Time Analysis
In this section we perform a rough analysis of the running time of our algorithm. It is not hard to see that, in the worst case (asymptotically), our
algorithm may be as slow as the naive algorithm. However, we are interested
in the performance of our algorithm on inputs that could arise in practice.
The main goal of this section is to identify patterns in the input that could
potentially slow down our algorithm. We can then come up with strategies
to efficiently handle such patterns. In this analysis we look at the complexity
of the quadtree, the number of events in our kinetic data structure, and the
number and complexity of the dynamic operations on our data structure.
Quadtree. In general a quadtree may have unbounded complexity, but this
rarely happens in practice. By using
 a compressed quadtree instead, the
complexity can be bounded by O n , where n is the number of points in the
quadtree. However, we are not simply storing points in the quadtree; we are
storing glyphs of a particular shape. Nonetheless, since our glyphs are disjoint,
have low complexity, and have low density (de Berg 2000), a compressed
quadtree will still have linear complexity. Since we expect the difference
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between the complexity of a standard quadtree and a compressed quadtree to
be low in practice, we expect our quadtree to have linear complexity as well.
Furthermore note that a quadtree node u can be merged or split only when
the set G (u) changes. Thus we can charge such events to insertions, deletions,
or out-of-cell events, which we analyze below.
Events. We now consider the number of kinetic events in our algorithm,
starting with the out-of-cell events. Note that every executed out-of-cell event
adds at least one new glyph to a leaf in the quadtree. As argued above, the
total number of (leaf) cell-glyph incidences is expected to be linear. Thus, if
we ignore glyph deletions, there can be at most a linear number of out-of-cell
events. The additional number of out-of-cell events depends on the number of
cells overlapped by deleted or inserted glyphs. We analyze this further below.
Finally note that the number of discarded out-of-cell events is also bounded,
since we add at most four out-of-cell events to the event queue every time we
add a glyph to a leaf cell in the quadtree.
The number of executed merge events is easily bounded by n − 1, as after
that only one glyph remains. It is therefore more interesting to consider the
number of discarded
merge events. In every leaf cell of T we can generate at

most O Λ2 merge events. Note that a merge event can only be invalidated
when one of the two involved glyphs is deleted (that is, merged with another
glyph). For every leaf cell overlapped by the deleted glyph, we can invalidate
at most Λ − 1 merge events. Thus, the number of discarded merge events
again depends on the number of cells overlapped by deleted glyphs, which is
analyzed further below.
Insertions and Deletions. The insertions and deletions of glyphs are very
controlled in our algorithm: they occur only during merge events. We need to
handle at most 2n − 2 deletions and n − 1 insertions. Furthermore, the deletions and insertions during a single merge event are typically geometrically
close. The time complexity of a single insertion or deletion of a glyph depends
on both the depth of the quadtree and the number of quadtree cells the glyph
overlaps with. Whereas we expect the depth of the quadtree to be quite small
in practice (at least on average), there can be large glyphs that overlap many
cells. To ensure a good running time in practice, we need to make sure that we
do not delete or insert too many large glyphs.
Large Glyphs. Consider a glyph that overlaps many quadtree cells. This
glyph must be much larger than the surrounding glyphs, and, since the glyphs
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Figure 5.4

A large glyph that is overlapping many cells.

must be disjoint, there must be many small glyphs for every such large glyph
(see Figure 5.4). In other words, there can only be few large glyphs at any point
in time during the execution of the algorithm. One may incorrectly conclude
that, on average, merge events will often occur between two small glyphs, and
thus insertions and deletions will not be very costly on average. Unfortunately,
due to the nature of our problem and the insertions and deletions it causes,
merge events may often involve a large glyph. Indeed, there will not be many
merge events between two large glyphs, as that eliminates one of the few large
glyphs, but there can be many merge events between a large and a small glyph.
Since large glyphs grow faster than small glyphs, they are more likely to be
involved in a merge event. Furthermore, when a large glyph merges with a
small glyph, the result is another large glyph. This problem especially occurs
when the growing function causes larger glyphs to grow much faster than
smaller glyphs, like with the linear growing function.
We conclude that the main problem for the running time of our algorithm
are merge events with large glyphs. This does not only result in costly deletion
and insertion operations, but it also generates many new merge events and
possibly also many new out-of-cell events. In Section 5.5 we describe a new
strategy to deal with large glyphs in case they slow us down heavily.

5.4.3

Further Improvement
Next to the main problem of large glyphs, our algorithm also may generate
many events, especially invalidated events that need to be discarded. Although we expect the number of events to be roughly linear, as discussed in
Section 5.4.2, the hidden constant might be quite large. This may result in a
large priority queue Q and many relatively costly priority queue operations.
To avoid this problem, we limit the number of events we store in Q. In
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particular, we store only one merge event per glyph. When creating merge
events between a glyph gi and glyphs in a cell G (u), we compute all events,
but only insert the first one, say with g j , into Q. The rest is stored in a small
priority queue with gi . We also remember that gi is tracking g j . When g j merges
with another glyph, then all glyphs tracking g j can add another merge event to
Q. This approach keeps the number of (invalid) events in Q low, and we can
more easily eliminate duplicate events in the small priority queue of a glyph.
We use a similar improvement for out-of-cell events: only the first one to
occur for a particular glyph gi is actually added to Q. The others are again
stored in a separate small queue with gi , and the next one is added to Q only
when the first one has been handled.

5.5

Dealing with Large Glyphs
As described in Section 5.4.2, our algorithm may be slow if there are many
merges with large glyphs. In this section we describe a strategy on how to deal
with such large glyphs. Note that for large glyphs the quadtree is not very
effective in reducing the number of computations involving this glyph. Our
general strategy is therefore to extract the large glyph from the quadtree and
handle it completely separately. Although we could then simply fall back on
the naive algorithm, we can actually do better. Note that when a large glyph g
merges with a much smaller glyph, the center and growing rate of the merged
glyph is very similar to that of g. Although the times of all merge events with
the large glyph will change, they will change only slightly, and it may not
be necessary to recompute all merge events in order to find the next merge
event for the large glyph. We will try to exploit this property of large glyphs
to develop an efficient approach to handle them.
We first describe this approach for a single large glyph, before we explain
how to deal with multiple large glyphs and how to find them. To keep it
simple, we consider only the linear growing function (ρi = wi ). For other
growing functions we can do something similar, but then this approach is less
effective, and the problem of large glyphs is also less prevalent.

5.5.1

Single Large Glyph
Let g1 be the large glyph and let g2 , . . . , gn be the other (small) glyphs. For the
large glyph we maintain a priority queue Q1 with a special accumulator value
84

α1 , which will be explained later. Let ti (2 ≤ i ≤ n) be the time at which g1
and gi merge. We fill Q1 with values τi (2 ≤ i ≤ n) where initially τi = ti , and
we set α1 = 1. The idea is that Q1 contains lower bounds on the times of the
merge events. In particular, we keep the invariant that ti ≥ α1 τi . This allows
us to compute the next merge event with g1 and process it efficiently.
Computing the Next Event. Since Q1 does not contain the actual merge times
ti , but instead contains lower bounds to ti , we use the following procedure to
compute the next merge event. Let τi be the minimum value in Q1 . (If gi has
been deleted, discard it.) We first compute ti and check if ti = α1 τi . If that is
the case, then ti = α1 τi ≤ α1 τj ≤ t j for all j 6= i. Thus, the next merge event
will be with gi and we are done. If ti > α1 τi , then we compute a new value
τi0 = ti /α1 and add that to Q1 again. Note that ti ≥ α1 τi0 , so the invariant is
maintained. We then pop the next value from Q1 and continue the process
until the next merge event has been found.
Processing a Merge Event. Assume that the next merge event is between g1
and gi at time ti . We will replace g1 with a new large glyph g10 . Since gi is
much smaller than g1 (ρi  ρ1 ), we expect that the position and size of g10 is
very similar to that of g1 . Nonetheless, the new merge times t0j will be different
from t j and the lower bounds in Q1 may no longer be correct. To fix the lower
bounds efficiently, we simply change the value of α1 . To correct the lower
ρ −ρ
bounds we change α1 to α10 = ρ1 +ρi α1 .
1

i

Lemma 5.2 If the merge event between g1 and g j will take place at time t j , then the
merge event between g10 (the result of merging g1 and gi ) and g j will take place at
ρ −ρ
time t0j ≥ ρ1 +ρi t j , where ρ1 and ρi are the growing rates of g1 and gi , respectively.
1

i

Proof. Let p be the center of g1 and let p0 be the center of g10 (see the figure).
We first argue that k p0 − pk = ρi ti ,
gi
where the norm corresponds to the
pi
shape of the glyphs. By definigj
tion of a merged glyph we get that
ρ p+ρ p
g1
p0 = 1ρ +ρi i . This implies that
pj
1
i
p0 p
ρ p+ρi pi −(ρ1 +ρi ) p
ρi ( pi − p )
p0 − p = 1
=
.
ρ1 + ρ i
ρ1 + ρ i
Since g1 and gi intersect at ti , we get that k pi − pk = (ρ1 + ρi )ti . Thus we can
ρ k p − pk
conclude that k p0 − pk = i ρ +i ρ = ρi ti .
1
i
Now consider another glyph g j . By the triangle inequality we get that
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k p j − p0 k ≥ k p j − pk − k p0 − pk = k p j − pk − ρi ti . Furthermore we know
that k p j − pk = (ρ1 + ρ j )t j and that t j ≥ ti . Thus we get that the new merge
time is t0j =

k p j − p0 k
ρ1 + ρ i + ρ j

≥

k p j − pk−ρi ti
ρ1 + ρ i + ρ j

=

( ρ1 + ρ j ) t j − ρ i t i
ρ1 + ρ i + ρ j

≥

( ρ1 + ρ j − ρ i ) t j
ρ1 + ρ i + ρ j

≥

ρ1 − ρ i
ρ1 + ρ i t j .

Now consider a new merge time t0j after merging g1 with gi . Using
ρ −ρ

ρ −ρ

Lemma 5.2 we get that t0j ≥ ρ1 +ρi t j ≥ ρ1 +ρi α1 τj = α10 τj , and hence the in1
1
i
i
variant is maintained by replacing α1 with α10 .

5.5.2

Multiple Large Glyphs
If we have multiple large glyphs, then we simply maintain several priority
queues Qk with associated values αk , one per large glyph. Note that we expect
to have only a small number of large glyphs. Whenever a small glyph merges
with a large glyph, we simply process the event as described above for that
particular large glyph (the priority queues of other large glyphs can remain
unchanged). Merges between large glyphs are handled separately; since there
should be only few large glyphs, we can simply apply the naive algorithm
to them. Then, whenever two large glyphs merge, we simply build a new
priority queue Qk for the new large merged glyph from scratch. If two small
glyphs merge into a new glyph g0 , then we must add merge events between
g0 and each of the large glyphs to their respective priority queues Qk . Note
that we need to divide the time of the merge event by αk to correctly add it to
a priority queue Qk .
Finally we need to determine when a glyph should be considered large.
For this we use a simple rule. Let c be a large constant which can be tuned to
get the desired running time. We say that a glyph gi is large if its growing rate
ρi is at least c times the average growing rate of a glyph. We can check this
initially for all glyphs, and after a merge event for the new merged glyph. To
keep it simple, we decide that once a glyph becomes large, it will remain large.
In our experiments we simply use c = 100, although one can obtain better
results by choosing c carefully.

5.6

Experiments
In this section we present the results of our experiments on the performance of
our algorithm for various synthetic and real-world datasets. Before we discuss
the results, we first describe our experimental setup and the problem variants,
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algorithms, and datasets we use in our experiment. All the code, datasets, and
the complete results of the experiments can be found on GitHub [10].
Experimental Setup. We implemented all algorithms in Java and use the
ECJ compiler bundled with Eclipse 4.7.3a to execute the code on the OpenJDK 10.0.1 JVM. We use several data structures from the standard Java Class
Library (ArrayList, PriorityQueue, ArrayDeque, . . . ). The quadtree implementation is custom. For our evaluation, we use a HP ZBook 15 laptop with
four Intel Core i7-4700MQ CPUs at 2.4GHz and 7.7 GiB of RAM. Experiments
were run with a heap size of 3 GiB (-Xmx3072M) for the NAIVE algorithm,
and the system default of ± 2 GiB (-Xmx1978M) for other algorithms. The system runs Debian Buster/Sid on GNU/Linux kernel 4.16.0-2-amd64. For all
experimental results, a timeout of five minutes is enforced.
Problem Variants. As already mentioned in Section 5.3, we consider 6 different problem variants. For the glyph shapes we choose either circles ( )
or squares () (using the Euclidean or Chebyshev norm). For the growing
function we choose either linear (LIN), area (AREA) (with compression and
borders), or logarithmic (LOG).
Algorithms. As a baseline, we also perform experiments using the naive
algorithm (NAIVE). Next to that, we use three variants of our quadtree-based
algorithm: the basic algorithm as described in Section 5.4.1 (QUAD), that
algorithm including the improvement in Section 5.4.3 (QUAD+), and finally
QUAD+ with the large glyph approach of Section 5.5 (QUAD+BIG). We test
the large glyph approach only for the linear growing function.
We do not compare to the algorithm by Bahrdt et al. (2017), since their
problem is different. Whereas they only delete glyphs, we also need to be
able to insert new glyphs. We do not compare our practical algorithm to the
algorithm from Chapter 4 either, which does handle insertions, for two reasons:
(1) this algorithm only handles square glyphs, and (2) it is designed in such a
way that the best-case running
time is similar to the worst-case running time.

Since the O n α(n) log5 n running time is simply infeasible for the number of
glyphs we consider, we decided that there is no point in implementing it.
Datasets. In our experiments we run the algorithms on four types of datasets,
where two are synthetic and two are real-world datasets. In particular we
consider the following datasets:
Uniform (synthetic). This dataset contains n glyphs for which the centers are
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sampled uniformly from a square area, and where the weights are also
sampled uniformly from the integer range [1, 10].
LargeGlyph (synthetic). This dataset contains one glyph at the origin with a
very high weight, and n − 1 glyphs for which the centers are sampled
uniformly from an annulus (using norm corresponding to glyph shape)
around the origin. The latter glyphs all have unit weight. This dataset is
designed to test the approach for large glyphs.
Trove (real-world). A collection of about 60 million bibliographic records
published at nearly 8000 different locations. The center of a glyph corresponds to the location of a publisher, and the weight of a glyph corresponds to the number of records published at the corresponding location.
Glottolog (real-world). A collection of bibliographic data on the world’s languages. The centers of the slightly over 7000 glyphs/languages correspond to representative geographic locations of the language. Most
glyphs simply have unit weight, but some languages share a location.
Next to the different types of datasets, we also want to consider datasets of
different size. Since both real-world datasets have about 8000 glyphs, this is
the smallest size of datasets we consider. We also want to consider datasets
with more glyphs, to see how our algorithm scales. More precisely, we also
construct datasets with up to 200k glyphs. Although this is easy for the
synthetic datasets, we cannot just make the real-world datasets larger.
To increase the number of glyphs of the real-world datasets we use the
following approach. For every glyph g with center p and weight w in the
original dataset, we first compute the distance d to its nearest neighbor. Then
we replace g by k glyphs, where k is chosen to result in the desired total number
of glyphs. The centers of these k glyphs are sampled uniformly from the disc
around p with radius d. We also sample the weights of the glyphs uniformly
and rescale them to ensure they sum up to w.
The resulting datasets are actually synthetic datasets. However, we believe
that this approach mostly preserves the density of the glyph centers and
the distribution of the glyph weights. We therefore think that the resulting
datasets, although synthetic, are good representatives for real-world datasets.

5.6.1

Results
We first investigate how the different problem variants influence the running
time of our algorithm. For this we run the QUAD+ algorithm for each problem
variant on each dataset with 100k glyphs, except for the special LargeGlyph
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dataset. The results are shown in Figure 5.5a. From these results it is immediately apparent that our algorithm is fairly agnostic to the shape of the glyph.
Also the algorithm seems slowest on the dataset that is the least uniform
(Trove). Furthermore the algorithm is consistently slowest when using the
linear growing function. This is as expected, since this growing function is
most likely to trigger the large glyph problem.
Next we compare the different versions of our algorithm and also compare
them to the naive algorithm. We restrict the problem variant to use square
glyphs and the linear growing function, as this variant seems to be the most
challenging. This time we restrict ourselves to the smallest dataset of each
type. The results are shown in Figure 5.5b. We quickly discovered that the
naive algorithm cannot even run on datasets with 10k glyphs, since it runs
out of memory. The naive algorithm was just able to run on the Trove and
Glottolog datasets, but it appears to be about 50 times slower than QUAD+
already on these small datasets. Furthermore we can see that QUAD+ is a
significant improvement over the basic QUAD algorithm. The special strategy
for large glyphs also seems to provide a small speedup compared to QUAD+.
Strangely though, no speedup is observed for the Uniform dataset for both
QUAD+ and QUAD+BIG.
Finally we investigate the scalability of our algorithm. Again we restrict the
problem variant to use square glyphs and the linear growing function. We first
test our algorithms on the Glottolog dataset with increasing number of glyphs.
The results are shown in Figure 5.5c. We can see that there is little difference
between the different variants of the algorithm for this dataset. However, all
variants of the algorithm perform well and seem to scale near-linearly. We
conclude that the large glyph problem does not arise in this dataset. To see
the effect that the large glyph problem has, we also test the scalability of our
algorithm on the LargeGlyph dataset with increasing number of glyphs. The
results are shown in Figure 5.5d. We can see that QUAD already struggles
heavily with 20k glyphs, and that QUAD+ already times out for 100k glyphs.
Here the special strategy for large glyphs really seems to pay off, and for that
reason it can solve this difficult dataset in under 20 seconds, even for 200k
glyphs. Although an extreme situation like this may not occur in a real-world
dataset, it does show that our algorithm is even able to efficiently handle
datasets where the large glyph problem is present.
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(d) Our algorithms for the LIN  problem on the (extended) LargeGlyph dataset.

all algorithms in different settings.
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5.7

Conclusion
We presented a new quadtree-based algorithm for a variety of spatial agglomerative clustering problems. Although the worst-case behavior of the
algorithm is as bad as that of a straightforward algorithm (as described in Section 4.2.1), we have shown via experiments that it performs well on real-world
and synthetic datasets in practice, and it can compute the clustering in seconds
for tens to hundreds of thousands of glyphs on a standard laptop, where the
largest datasets can be computed in about half a minute.
In this chapter we have mostly ignored multithreading. With modern
processors often having several cores, it can be of interest to see how multithreading can be used to further improve the running time of the algorithm.
We leave the design of an efficient multithreaded algorithm for the spatial
agglomerative clustering problem as future work.
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Je zit op rozen, al gaat er soms iets onbenulligs mis.
Met tussenpozen zie je in hoe mooi het leven is.
Marco Borsato, Je zit op rozen

Chapter 6

SolarView: Low Distortion
Radial Embeddings
with a Focus
Motivated by the use cases discussed in Section 1.2.2, we turn our attention
to high-dimensional data in this chapter. Given entities, or points in a highdimensional space with additional attributes, we propose a novel type of low
distortion radial embedding which focuses on one specific entity and its closest
neighbors. We present an interactive exploration tool S OLARV IEW which
implements our novel embedding and several state-of-the-art dimensionality
reduction techniques, which we adapted to our setting in various ways.

6.1

Introduction
A major challenge in information visualization is the accurate visualization
of multivariate data. Many techniques have been developed over the years
for different types of data from various fields. Sometimes it is possible to
leverage specific properties of the data, such as having numerical values,
to create parallel coordinates (Inselberg and Dimsdale 1991) and scatterplot
matrices (Ward 1994). Multiple linked views are also often employed (Beecham
et al. 2016), as are small multiples (Becker et al. 1996; Bertin 2011; van den Elzen
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and van Wijk 2013; Tufte 2001). We discussed in Section 1.2.2 that when the
data points have coordinates, every entity in the data set can be represented by
a point in a (high-dimensional) space. One can then consider the distances in
that space to see which points are close to each other—which can be interpreted
as those points representing similar entities. We however saw in Section 1.2.2
that there are various problems with high-dimensional data, and that therefore
techniques are often employed to reduce the dimensionality of a data set—
most often to 2D—in such a way that distances between points are preserved
as well as possible. Human vision is geared towards two or three dimensions.
Distance is a very strong visual cue (Munzner 2014) and can in this setting be
used effectively to communicate the similarity of entities.
It is generally impossible to reduce the dimension while maintaining all
distances between data points. The distortion is the ratio between distances
in the original space and distances in the lower dimensional space (we give
a formal definition in Section 6.4). The fact that there is always (significant)
distortion is often ignored in visualization techniques that use dimensionality
reduction. This means that users, when they have developed trust in visualizations that do not indicate distortion, may draw incorrect conclusions from
these visualizations (Brehmer, Sedlmair, et al. 2014; Chuang et al. 2012; Stahnke
et al. 2016).

6.1.1

Our Contribution
We present a new technique for dimensionality reduction into two dimensions.
Our input consists of a set of data points (entities) in a high-dimensional metric
space, one of which is a focus entity. We describe a novel low distortion radial
embedding which preserves near-exact distances to the focus entity and aims
to minimize distortion between the neighbor entities. None of the standard
dimensionality reduction techniques employed in information visualization
are designed to control specific distances in the embedding.
Neighbor entities who have a similar distance to the focus entity pose a
challenge for each embedding algorithm; they are restricted to lie essentially
on the same circle around the focus entity and their interactions have a strong
influence on the distortion of the embedding. Our algorithm handles such
entities explicitly by grouping all neighbor entities by their distance to the
focus entity into a user-defined set of buckets. Each bucket is represented by a
circle around the focus entity, where the radius of the circle corresponds to the
center of the bucket distance range. We first compute a low-distortion metric
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embedding of the entities in each bucket onto the corresponding circle. We
then rotate the circles and iteratively improve the entity positions to minimize
inter-bucket distortion. At the end of this process we have found the angular
position for each entity. We now have two options: (i ) move each entity on
the line through the focus within the distance range of its bucket onto the
exact position realizing its distance to the focus, or (ii ) snap entities to their
bucket circles. The second option incurs a small distortion but we believe
that it improves the overall clarity of the visualization. Our interactive tool
SolarView leverages interactivity to offer a clear indication of the distortion of
this dimensionality reduction.
Organization. We begin by surveying related work in Section 6.2. To place
our technical contribution into context, we briefly analyze in Section 6.3 the
requirements for the interactive exploration of high-dimensional data sets
using focus entities. Here we discuss under which circumstances focus entities
might be used and when a radial embedding might be desirable. In Section 6.4
we then explain our radial embedding algorithm. Section 6.5 describes a prototype implementation, S OLARV IEW, that can be used to explore bibliographical
records from OCLC’s WorldCat [1] data set. We also discus visualization
details, such as smooth transitions to other focus entities.
In Section 6.6 we experimentally evaluate our embedding and compare
it to state-of-the-art dimensionality reduction and embedding techniques.
We adapted these to our setting in various ways, and incorporated them in
SolarView. We test both with synthetic data, which has a known optimal
embedding into two dimensions, and with data from OCLC’s WorldCat [1]
data set. The results show that our embedding competes well with these
techniques and achieves low distortion in practice. We close in Section 6.7
with a discussion of our results and directions for possible future work.

6.2

Related Work
Employing dimensionality reduction techniques (Etemadpour et al. 2015; van
der Maaten et al. 2009; Stahnke et al. 2016) is a common approach to deal with
many similarities at once. Typically, the results of dimensionality reduction are
visualized as 2D scatterplots, in which the distances between points merely
approximate the real distances. Controlled user studies have shown that users
find it difficult to understand the placement of the points and how accurately
the real distances have been preserved (Brehmer, Sedlmair, et al. 2014), and that
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there is a dependency between task and projection performance (Etemadpour
et al. 2015). Users must also develop trust in the projection and representation to use the visualization confidently (Chuang et al. 2012). Stahnke et al.
(2016) propose a number of interaction techniques to aid users in interpreting
the arrangements and errors of dimensionality reduction techniques. Their
approach relies on a scatterplot type of display, which is enhanced by error
halos and mouse over on a point to show the projection errors in relation to
other points. The distributions of variable values for the original dimensions
are shown in a sidebar, which does not scale well and also requires that these
dimensions themselves are meaningful. Liu et al. (2017) present a system
to visually explore semantic relations in word embeddings in the context
of natural language processing. They use dimension reduction to map the
high-dimensional semantic space to two dimensions, and provide per-word
distortion metrics and a view to display words and their direct neighbors in
the high-dimensional space to convey the inherent uncertainty introduced by
dimension reduction.
Our approach of visualizing a focus entity and its closest neighbors is
related to the visual exploration of query results. The Sparkler system (Havre
et al. 2001) displays a rank score (similarity between a query and entities in
a collection) in a radial visualization. The query term is in the center and
the entities in the result are shown as dots arranged along a line where their
distance to the center reflects similarity. Entities with an identical similarity
score are positioned at the same distance to the center, and, to avoid overlap,
they are spread along an arc. While this approach conveys the similarity of
entities to a query term well, it is not suitable for our purpose, as we aim to
show the similarities between all entities in the result.
A related approach for displaying distances between a focus and its close
neighbors is the buddy plot from Alexander and Gleicher (2016). In a buddy
plot, the focus is displayed to the left of a line segment, and its neighbors are
displayed as discs on that line. These discs can encode some other variable
using color, for example. As stated above, we want to show the similarity
between all neighbors as well. For that a radial embedding is better suited,
since the additional dimension allows for lower distortion. Moreover, our
algorithm avoids overlap between entities.
PaperVis (Chou and Yang 2011) also visualizes closest neighbors: a selected paper is shown at the center of a number of concentric discs. These
discs contain papers related to the selected one. Papers are binned into ten
categories, and every disc represents a bin. Visually, this approach closely
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resembles SolarView. However, the positioning algorithm for nodes in the
output is completely different. As stated above, our technique preserves exact
distances to the focus entity and attempts to minimize global distortion. PaperVis however, employs two positioning algorithms that both only partially
attempt to minimize distortion. The first algorithm sorts papers within a bin
and then places the papers spread out evenly across the ring, with a random
starting angle. The second algorithm sorts all papers across all rings and then
lays out the papers spread out evenly. This will result in potentially high
distortion. PaperVis also allows papers to be on more than one ring within
a bin, while SolarView does not; SolarView can bin entities to rings to create
more visual structure in the output, while the binning by PaperVis stems from
their characterization of distance between papers.
In theoretical research, dimensionality reduction techniques are often studied in the context of metric embeddings: mappings between metric spaces that
aim to preserve distances. Of particular interest to our research is the work
on metric embeddings into low-dimensional spaces. Computing embeddings
with minimum distortion is NP-hard, even when embedding into a line or
circle (Giannopoulos et al. 2010). Even worse, in general the minimum distortion of an embedding into a line cannot be approximated within a factor
polynomial in the number of elements (Bǎdoiu, Chuzhoy, et al. 2005). Better
approximation algorithms have been developed only for special input metrics,
such as unweighted graphs or weighted tree metrics (Bǎdoiu, Chuzhoy, et al.
2005; Bǎdoiu, Dhamdhere, et al. 2005). Fomin et al. (2011) give an exact algorithm for metric embeddings into the line that runs in 5n+o(n) time. However,
as they mention, this algorithm cannot easily be extended to embeddings onto
a circle, and it is clearly not practical for n ≥ 15. Finally, Dhamdhere et al.
(2006) present a polynomial-time constant-factor approximation algorithm to
minimize the average distortion of metric embeddings into the line. However,
their definition of average distortion does not match ours (see Section 6.4) and
is not as useful in practice.
We have a focus entity to which distances should not, or barely, be distorted,
while all other distances should be distorted as little as possible. We propose
to approach this by constructing a radial embedding of the entities. Radial
layouts have been used successfully to visualize many kinds of data, such
as hierarchical structures, relationships among entities, ranking of search
results, and periodic data; Draper et al. (2009) give a comprehensive overview.
Commonly, one circle is used in graph visualization and several concentric
ones for trees. For the former case, much research effort has been put into
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arranging the nodes such that edge crossings and/or the sum of the edge
lengths are minimized (Gansner and Koren 2007; Koren and Harel 2002).
While the node arrangement problem for minimizing the total edge length
bears similarity to our proposed approach, our setting is different in that we
have weighted edges (in essentially a fully connected weighted graph) and
that we lay out the nodes on several concentric circles to reflect distances with
respect to a focus entity.

6.3

Problem Analysis and Scope
SolarView addresses the following general problem: We are given a number
of entities in a high-dimensional metric space, one of which is marked as the
focus entity. We wish to display these entities in the two-dimensional plane
such that the distances in the plane resemble the original distances with as
little distortion as possible.
Focus Entity. Because it is generally impossible to avoid distortion, the distances in the output will most likely render a distorted view of the actual
distances in the input. To offer users structure and provide a trustworthy
core for the visualization, we eliminate distortion amongst pairs of entities
involving the focus entity.
Examples of situations wherein a focus entity occurs are displaying search
results (the focus being the query), detail-on-demand views where the local
neighborhood of a selected entity is visualized, and navigation, where the
current page has the focus and ancestors, recently visited and/or closely
related pages may be in the neighborhood of that focus. We discuss concrete
examples in Section 6.5.
Small Neighborhood. We aim to make it easy to understand the local neighborhood of a selected entity, the focus. The idea is that we show the entities
closest (most similar) to the focus, assuming that those are the most relevant
to the user. Choosing this neighborhood to be not too large helps us achieve
overall lower distortion and with that a better understanding of similarities.
We hence assume that the number of entities in the input is small. We discuss
the limits of this assumption in greater detail in Section 6.7.
Tasks. Using the typology of Brehmer and Munzner (2013), we can define the
abstract tasks we want to support.
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(1) SolarView produces, given a matrix representing high-dimensional distances between entities in a metric space, positions in 2D where entities
must be plotted. Those positions are derived from the input using the
dimensionality reduction algorithm described in Section 6.4.
(2) Users can discover I browse I compare entities, inspecting the distances
between them. They can do so as SolarView encodes entities as points in
the plane, allowing them to filter all entities to only the close neighbors
of the focus, and select a neighbor to become the new focus, navigating
to an updated view.
(3) Users can browse entities with a similar distance to the focus and then
compare distances between these entities independent of the focus entity.
These tasks apply to any data set consisting of entities for which distances or
similarities are defined. Examples include semantic similarity of documents,
travel time between geographic locations, and similarity of species of animals,
given an appropriate similarity measure. Section 6.5 discusses concrete tasks
on a philosophy dataset.
Note that because of our focus on the local neighborhood of a focus entity,
we do not directly support explore type tasks. Thus, SolarView targets use
cases where a focus entity is found by some other means (see the examples
above). In particular, SolarView could be used as one view in a linked view
context.
Efficiency and Consistency. We want to support seamless navigation between different focus entities at interactive speeds. If the new focus entity is
a neighbor of the previous focus entity, then the visualization should transition in an intuitive way, to maintain the mental map of the user (Heer and
Robertson 2007).
Transparently Communicating Distortion. Whenever it is not possible to
embed distances without distortion, the user must be able to easily inspect
the distances to judge distortion accurately. The user must be able to reliably
identify (dis-)similarities which are implied by position but in fact not correct.
However, indicating all pairwise distances simultaneously for even a small set
of entities will result in visual clutter and must hence be avoided.
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6.4

Computing Radial Embeddings
The overall goal of our visualization is to display similar entities close together
and less similar entities further away from each other. More specifically, if
E denotes the set of entities, then we want to compute a map f : E → R2 ,
such that | f (e1 ) − f (e2 )| corresponds to the similarity between the entities
e1 , e2 ∈ E as much as possible. This is a dimensionality reduction problem,
and standard dimensionality reduction techniques like principal component
analysis or multidimensional scaling could be applied. However, in our setting,
we have a special focus entity, and the distances to the focus entity should
barely be distorted. Standard dimensionality reduction techniques give little
to no control over which distances are distorted and they tend to distort many
distances. Hence we cannot apply any such techniques directly and propose
a novel type of low distortion radial embedding instead. We compare its
performance to standard techniques (with postprocessing) in Section 6.6.
To analyze the quality of our technique, we use a quality measure from the
area of metric embeddings. Metric embeddings are maps between two metric
spaces, where the goal is to preserve distances as much as possible. More
formally, a metric space is a pair ( X, d), where X is the set of elements and
d : X × X → R defines the distance between every two elements of X. A
metric embedding between two metric spaces ( X, d1 ) and (Y, d2 ) is a map
f : X → Y. The (multiplicative) distortion δ f ( x1 , x2 ) of a metric embedding f for
a pair of elements x1 , x2 ∈ X is defined as follows:


d1 ( x1 , x2 )
d2 ( f ( x1 ), f ( x2 ))
δ f ( x1 , x2 ) = max
,
d2 ( f ( x1 ), f ( x2 ))
d1 ( x1 , x2 )



Note that the distortion of a single pair of elements is at least 1. We require the
embedding to be non-contracting, that is, d1 ( x1 , x2 ) ≤ d2 ( f ( x1 ), f ( x2 )) for all
x1 , x2 ∈ X. With that restriction, the distortion can be simplified as follows:
δ f ( x1 , x2 ) =

d2 ( f ( x1 ), f ( x2 ))
d1 ( x1 , x2 )

(6.1)

The most common quality measure for a metric embedding used in theoretical
analysis is the maximum distortion: δmax ( f ) = maxx1 ,x2 ∈X δ f ( x1 , x2 ). However, the maximum distortion is a bottleneck metric. As such, from a practical
perspective, the average distortion is a more suitable quality measure as it
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more closely captures visual perception:
δavg ( f ) =

2
n ( n − 1)

∑

δ f ( x1 , x2 )

x1 ,x2 ∈ X ∧ x1 6= x2

Note that minimizing the average distortion is equivalent to minimizing the
total distortion. We will use the average distortion of a metric embedding to
analyze our technique.
Clearly, metric embeddings are strongly related to dimensionality reduction. We use a function d : E × E → R to denote the distances between entities
(the opposite of similarities). The function d may not necessarily be a metric,
but we can easily transform it into a metric, if so desired. Our approach will
work in either case.
Bucketing. We sketched in Section 6.1.1 how our algorithm groups neighbor
entities into k buckets—corresponding to k concentric circles centered on the
focus—by their distance to the focus, and processes entities in the same bucket
together.
From an algorithmic point of view there is a trade-off between having too
many rings and too few rings. In the first case, entities which essentially have
the same distance to the focus are not handled together, leading to possible
conflicts. In the latter case, entities are handled together which do not in fact
have a similar distance to the focus, so treating them as laying on the same
circle is not accurate.
First and foremost, these buckets are an algorithmic tool to achieve an
average low distortion at interactive speeds. However, the buckets and their
circles can also be used to visually structure the output (see Section 6.5.1).
Algorithm. Our input is a set E of n entities and one special focus entity
e∗ , as well as a distance function d and a small constant number k, which
denotes the number of concentric circles. Our embedding algorithm has
several steps. Recall that neighbor entities that have a similar distance to
the focus entity are restricted to lie essentially on the same circle around the
focus entity. Their interactions have a strong influence on the distortion of
the embedding. Our algorithm is hence handling them explicitly by first
partitioning E into k groups E1 , . . . , Ek according to their distance to e∗ . For
each of these groups we separately compute a metric embedding onto a
circle. To do so, we use a traveling salesman tour heuristic (see Section 6.4.1).
These embeddings on circles are computed independently and the intra-circle
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Figure 6.1

The output of our algorithm (TSP E) for k = 5.

distortion is independent of the rotation of the circles. In the second step
we hence aim to minimize the inter-circle distortion without changing the
intra-circle distortions by rotationally aligning the circles. Finally, we apply
local optimizations to the complete entity placement to further reduce the
global distortion (see Section 6.4.2). Figure 6.1 shows an example, all distances
to the focus entity are correct.
Algorithm R ADIAL E MBED(E , d)
1. Partition E into groups E1 , . . . , Ek
2. for i = 1 to k
3.
Embed Ei onto circle (see Section 6.4.1)
4.
Rotationally align circle for Ei (see Section 6.4.2)
5. Optimize entity placement (see Section 6.4.2)

6.4.1

Metric Embeddings onto a Circle
An important part of our algorithm is a metric embedding with small average
distortion of a set of entities onto a circle. Minimizing the distortion of metric
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embeddings is notoriously hard. In fact, minimizing the maximum distortion
of metric embeddings onto a circle is NP-hard (Giannopoulos et al. 2010). We
can hence expect that minimizing the average distortion is also NP-hard, since
minimization problems involving averages tend to be harder than optimization problems involving maxima. Hence it is highly unlikely that a polynomial
time algorithm for our embedding problem exists.
Intuitively speaking, our goal is to place similar entities close together and
to make a tour through all entities. It can be expected that the tour through all
entities, as implied by a metric embedding on a circle, is short. Conversely, a
short tour should put similar entities close together, for otherwise it cannot be
short. Finding the shortest tour is a well-known problem called the Traveling
Salesman Problem (TSP).
TSP is a famous NP-hard problem which can be solved optimally and
efficiently for input sizes of more than a thousand points. This is the case since
the classic Integer Linear Program (ILP) formulation for TSP is amenable to
so-called branch-and-bound optimization. Unfortunately similar optimization
techniques do not seem to perform efficiently enough to compute optimal
metric embeddings on a circle, not even for small inputs of roughly 40 entities.
We are hence turning towards a heuristic approach, which does use an efficient
solution to TSP: we compute a traveling salesman tour of minimum length for
the set of entities and use the resulting order of the entities to place them on
the circle. We refer to this approach as the TSP heuristic.
The problem we tackle using the TSP heuristic bears significant similarities to that of seriation. Seriation is known under various names, including
structuring of matrices, data reorganization, clustering of data arrays and
rearrangement clustering (Climer and Zhang 2004). Here rows (or columns) of
a matrix are reordered in such a way that the similarity between neighboring
rows is maximized. Equivalently, the distance between neighboring rows is
minimized. The first and last row have only one neighbor however, while in
our situation every entity has precisely two neighbors or is the only entity on
a circle (the two neighbors can be the same entity). Various techniques are
known for finding (a good approximation of) an optimal permutation of the
rows. An overview is given by Wu et al. (2008). Ankerst et al. (1998) used a TSP
tour to order dimensions in parallel coordinate plots and other visualization
methods. Climer and Zhang (2004) propose a technique closely related to our
approach. They also use the TSP, but use dummy rows to, amongst others,
avoid the problem of the first and last row having only one neighbor. In
contrast, TSP is directly applicable in our situation.
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The TSP is formally defined as follows: given a set of n cities and distances
dij between cities, compute the shortest tour visiting all cities and returning to
the first city. To compute the traveling salesman tour efficiently, we use the
following formulation as an ILP, which is mathematical folklore—its first use
can be traced back to 1954 (Dantzig et al.):
minimize

∑ xij dij
i,j

subject to

∑ xij = 2,

i ∈ {1, ..., n}

∑

S ⊂ {1, ..., n}, S 6= ∅

j

xij ≤ |S| − 1,

(6.2)

i,j∈S

xij ∈ {0, 1},

i, j ∈ {1, ..., n}

This ILP formulation can be used to solve the TSP using a standard (Integer) Linear Programming solver, such as CPLEX [11]. Although seemingly
complicated, implementing the above formulation with the help of such a
solver is straightforward. Note that Equation 6.2 (which ensures that only one
and not several smaller tours are returned) contains an exponential number
of constraints. To achieve interactive running times we add these constraints
lazily. That is, the ILP is solved without these constraints, and then we check
which of them are violated by the solution (this can be computed efficiently).
We repeatedly add these constraints and resolve until a proper solution is
found. In practice this algorithm works very fast and can solve instances with
approximately 40 entities at interactive speed (instances with up to 80 entities
still solve within a second). See Section 6.6 for exact running times.
The TSP heuristic is intuitively very well suited to our embedding problem. Hence the question arises if it is in fact a constant factor approximation.
Unfortunately this is not the case, see Figure 6.3. Here the optimal metric
embedding has a significantly lower distortion than the embedding obtained
by the TSP heuristic (in fact, the ratio between distortions cannot be bounded
by a constant as n tends to infinity). Therefore we cannot make any theoretical
claims about the efficacy of the TSP heuristic.

6.4.2

Optimizing Entity Placement
After we place all entities on the circles using the TSP heuristic, we need to
combine the circles. For the individual circles rotation does not matter, but in
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( a) the polar distance D (e1 , e2 ) between e1 and e2 . (b) the circular
arc between the neighbors of e indicated in blue, and the
forbidden regions indicated in red. (c) the set of circular arcs
representing the positions where e may be placed.

e1

e2

e2

Figure 6.3

(a)

e2
e1

e2

e1

e1

(b)

(c)

Embedding a set of points (b) in 2-dimensional Euclidean space
onto a circle. The mapping is indicated using colors, the circle
using black edges. ( a) The TSP heuristic with high average
distortion; entity pair (e1 , e2 ) is close in Euclidean space, but far
apart on the circle. (c) The optimal embedding; entity pairs that
are close in Euclidean space remain close.

combination it does. Since we optimize entity placement later, we do not need
to be too exact. Therefore, we use the following simple approach. The circles
are added from the inside out. The first circle can have any rotation. For the
next circle we try 20 different rotations (and the mirrored versions) at regular
angles and choose the rotation that minimizes the average distortion among
the entities on the already placed circles. We repeat until all circles are placed.
The final step improves the placement of the entities to minimize the distortion between all of them. Since the TSP heuristic already computed a good
order for the entities on each circle, we will maintain that order. To optimize
the placement of the entities, we use the following iterative approach. For
each entity we find the position (whilst maintaining the order) that minimizes
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the total distortion assuming that all other entities remain at the same position.
We compute a new position for every entity, and repeat this process until the
total distortion does not decrease significantly anymore. This approach is
similar to the Gauss-Seidel method for solving a linear system of equations.
Our experiments show that it converges quickly to a locally optimal solution.
We need to define how we measure the distance between two entities
e1 , e2 ∈ E in the radial embedding f . We could simply use the Euclidean
distance | f (e1 ) − f (e2 )|, but that does not clearly incorporate the important
role of the different circles. Instead we use a distance measure that separates
the radial distance and the angular distance. If e1 has polar coordinates (r1 , φ1 )
with respect to the focus entity e∗ and e2 has polar coordinates (r2 , φ2 ) where
r1 ≤ r2 , then we define the polar distance between f (e1 ) and f (e2 ) in the radial
embedding as D (e1 , e2 ) = (r2 − r1 ) + r1 |φ1 − φ2 |. Intuitively, this is the length
of the path that moves radially from the outer to the inner circle, and then
along the inner circle to the other entity (see Figure 6.2 left).
To use this iterative approach, we first ensure that the embedding is noncontracting, for otherwise the distortion function is non-linear and hence
more difficult to optimize. If needed, we do so by scaling the circles until the
embedding is non-contracting. In fact, we scale up a little more (specifically,
by a factor 1.5) to give the entities room to optimize their placement.
Now consider a single entity e that should be placed optimally. Since the
order of the nodes must remain the same, the optimal placement must be
within the circular arc defined by its neighbors (indicated in blue in Figure 6.2
middle). Furthermore, since the embedding must be non-contracting, e may
not lie too close to another node. In particular, due to the polar distance D,
this defines a circular arc (if not empty) for every other node e0 6= e that acts
as a forbidden region for e (indicated in red in Figure 6.2 middle). Since the
complement of a circular arc is also a circular arc, the set of valid positions
for e is the intersection of a set of circular arcs. In general, this intersection
can consist of several (at most O(n)) disjoint circular arcs (indicated in blue in
Figure 6.2 right). Since the distortion function as given in Equation 6.1 is linear
(and thus also the total or average distortion), the position with minimum
distortion must lie on the boundary of the intersection of circular arcs. Since
this set consists of only O(n) positions, we can simply try all of them in O(n2 )
time and return the position with the lowest distortion. We can improve on
this by sweeping through the positions in circular order and keeping track of
the distortion function, which computes the optimal position of e in O(n log n)
time.
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We summarize the procedure in pseudocode below. The limit on the
number of loop iterations can be tuned so that the optimization process can be
pruned in interactive settings. In our experiments however, the optimization
loop would usually only execute ten to twenty times.
Algorithm O PTIMIZE P LACEMENT(E , d)
1. do
2.
distortion = ∑ei ,e j ∈E ,ei 6=e j δ f (ei , e j )
3.
for i = 1 to k
for each ring. . .
4.
for each e ∈ Ei
for each node on the ring. . .
5.
calculate intervals as illustrated in Figure 6.2
6.
for each interval endpoint
7.
place e at endpoint, record distortion
8.
place e at position that minimizes distortion
9.
newDistortion = ∑ei ,e j ∈E ,ei 6=e j δ f (ei , e j )
10. while

6.5

distortion
newDistortion

> 1 and #loop iterations < 1000

A Prototype of SolarView
We now describe a prototype implementation of SolarView that can be used to
explore bibliographical records from OCLC’s WorldCat [1] data set. A bibliographic record consists of several entities such as title, abstract, keywords,
authors, journal, year of publication, and subjects. The context of such bibliographic entities in terms of their relation to other entities enables users to
search through a meaningful semantic space. For example, a researcher might
search for the term kant, and will obtain the philosopher Immanuel Kant and
closely related keywords (e.g., transcendental and critique), but also the author
Hegel (who was influenced by Kant, but who had substantially different ideas)
as search results. The task of the researcher is to identify that the semantic
distance between the keywords and Kant is different from the semantic distance between Hegel and Kant. Another example is a search for a keyword in
combination with a filtering for authors to obtain prominent scholars working
on that topic. Similar tasks exist in interpreting the semantic space in natural
language processing, in which users wish to explore relationships in word
embeddings (Liu et al. 2017).
Our prototype uses A RIADNE (Koopman et al. 2017; 2015), a tool developed
at OCLC Research, to search in WorldCat. A RIADNE computes distances
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Figure 6.4

SolarView: entities snapped to bucket circles. Users can click on
any entity to focus it, or use the search bar.

(representing similarities) between bibliographic entities in a 600-dimensional
semantic space. Within this space A RIADNE identifies a set of meaningful
closest neighbors for a given focus entity.
SolarView is developed as a web application, and the prototype is available
as an online demo [12]. The server side component of SolarView is responsible
for computing the radial embedding, while the client side component of
SolarView fetches data from A RIADNE and visualizes the resulting radial
embedding. The client side component provides a simple search bar that can
be used to search for entities, with additional controls for changing certain
search parameters. The search term is passed on to A RIADNE, which returns a
matrix of entities and their pairwise distances. This distance matrix is passed to
the server side component where a radial embedding is computed. Finally, this
embedding is then visualized on the client side as a vector graphic (Figure 6.4)
using D3.js.

6.5.1

Design Decisions
As explained in Section 6.3, we do not visualize the complete data set, but
only display entities in the local neighborhood of the focus entity. By design,
A RIADNE returns only the most meaningful neighbors, which is typically a
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Figure 6.5

SolarView supports a user defined number of bucket rings:
output of our algorithm (TSP R, Section 6.4) for k = 11.

set of less than 50 entities. Given this number, we chose to bucket the search
results on 5 rings. Users can keep only four to five objects in their visual shortterm memory (Alvarez and Cavanagh 2004). Thus, even when displaying
only a few dozen entities, it is still challenging to compare many distances at a
glance. The entities snap to the bucket circles by default to alleviate this issue.
This “rounding” introduces only a small distortion (see Section 6.6) but we
believe that these choices allow a good trade off between accurate distances
and clarity of presentation. The validity of these assumptions will have to be
tested through user studies in future work. The number of rings can be set by
the user, see Figure 6.5, and the snapping to rings is optional. Furthermore,
our algorithm supports any choice of rings; SolarView uses equidistant rings.
Encoding Entities. A RIADNE assigns a label and a type to every bibliographic
entity. The label is a human-readable identifier of the entity. A RIADNE
knows the following types:
words or phrases;
subjects;
authors;
publishers;
citations;
clusters, and external items (e.g. journals /
articles). Entities are represented as discs with an icon from the Font Awesome
icon set as indicated, the online demo has a corresponding legend (see Fig109

ure 6.4). The colors group similar types of entities to provide visual consistency.
Labels can be placed to the top, right, bottom or left of the corresponding disc.
We place the labels one by one, avoiding overlap as much as possible.
Distance Stars. We use so-called distance stars to give clear visual cues to
the user to judge distortion. A distance star encodes the distances from one
entity to its closest neighbors in the high-dimensional input space by both line
thickness and color lightness (dark-thick means close and thin-light means far).
Double encoding distances makes them easy to read (Ware 2012). Distance
stars are shown when a user mouses over an entity (see Figure 6.6). We stack
the lines in a distance star from thinnest to thickest to minimize occlusion and
we apply edge casings to separate lines visually.
Distance stars indirectly represent the distortion between two entities as
the discrepancy between the distance indicated by a distance star and the
perceived distance between the two corresponding discs. Alternatively, we
could directly encode the distortion instead of the distance (as to clearly
indicate which pairs of entities are distorted), but we believe that distortion
is a confusing concept to users. Distortion involves two distances, only one
of which is actually visible, as well as the ratio between these two distances.
Such ratios are difficult to interpret. We conducted a small informal study
with two expert users working in philosophy which showed that (i ) distortion
indeed proved to be confusing, and (ii ) the distance stars were considered to
be a helpful tool. We let the users search for authors and topics that they were
knowledgeable about, and then asked if they could interpret the resulting
embedding and the distance stars. They used the distance stars to confirm that
entities that were close together in the visualization were indeed semantically
related. Furthermore, the distance stars proved to be helpful in obtaining a
grouping of subfields or authors and similarities between them.

6.5.2

Navigation
A click on an entity will trigger a search for that entity, making it the new focus
entity. The visualization should transition in an intuitive way, to maintain
the mental map of the user (Heer and Robertson 2007). We use the following
animation to transition to the new view. First, entities that are not in the new
embedding are faded out. Then, entities that are in both the old and new
embeddings orbit around the focus entity towards their new positions. This is
done by linearly interpolating the polar coordinates of the entities. All entities
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Figure 6.6

Distance stars indicate distortion and are shown when a user
mouses over an entity. Thick (and dark) edges indicate that
entities should be close together.

move at the same rotational speed to make it easier to track them. When
all entities have moved to the new positions, the new entities are faded in.
To reduce visual clutter, we fade out the entity labels before we animate the
positions. When the new entities are faded in, all labels reappear.

6.6

Experimental Evaluation
We experimentally evaluate our embedding algorithm and compare it to stateof-the-art dimensionality reduction and embedding techniques. None of these
techniques are designed to control specific distances in the embedding; we
hence adapt them to our setting in various ways. In Section 6.6.1 we describe
the methods we tested against and our modifications in detail. In Section 6.6.2
we report the results of all methods applied to synthetic data which has a
known optimal embedding in two dimensions. In Section 6.6.3 we compare
all methods on real-world data from OCLC’s WorldCat data set. Distortion for
all methods is measured using the polar distance defined in Section 6.4.
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6.6.1

Methods
Below we describe the various methods we used in the evaluation. We denote
each method or adaptation by an acronym that encodes the base dimensionality reduction technique and how it was adapted to produce the correct distance
to the focus entity. We consider the following base dimensionality reduction
techniques:
t-SNE. The t-SNE technique (van der Maaten and Hinton 2008) uses probability distributions to map entities in high dimensions to points in 2D. The
distances in the resulting space are deformed, in the sense that clusters
of points are emphasized. Distances between points in the same cluster
are relatively small, while distances between clusters are relatively large.
We used an existing implementation in Java [13].
MDS. Multidimensional scaling (MDS) is technically the definition of an
optimization problem. However, the term MDS is often used in practice
to refer to algorithms solving this problem, and thus is not uniquely
defined. In this evaluation we use classical MDS (Torgerson 1958), also
known as Torgerson Scaling. This technique essentially uses principal
component analysis (PCA) as a subroutine. MDS takes a matrix with
dissimilarity values and produces a coordinate matrix that minimizes a
strain function. In particular, we use MDSJ [14].
FDL. Force-directed layout algorithms work by simulating a physical system with springs, that iteratively moves entities until tension is minimized (Eades 1984). We have implemented our own versions of these
algorithms.
TSP. This is our new embedding algorithm (see Section 6.4).
First of all, each of the above methods is used directly as is. However, except
for TSP, the distances to the focus entity will not be correct. We therefore also
evaluate a number of adaptations. In particular we employ several different
variants of FDL. To avoid confusion, we denote the standard (unconstrained)
FDL as UFDL. We also evaluate variants that, after each iteration of the FDL
algorithm, (1) constrain entities to the rings (CRFDL), and (2) move entities
radially to the correct distance to the focus entity (CEFDL). Furthermore, we
also evaluate a hybrid method. Whereas FDL is initialized with points at
random positions, we also use variants that use the output of TSP as initialization for FDL. In that case we prepend “TSP” to the acronym. We should note
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that, when used as initialization for FDL, we do not perform the rotational
alignment or optimize the entity placement (that is, we skip line 4 and 5 in the
Algorithm R ADIAL E MBED in Section 6.4).
Finally, we perform one of three types of postprocessing steps to correct
the distances to the focus entity. The bold letter is appended to the acronym of
the method.
Unconstrained. No postprocessing.
Exact. Entities are moved radially towards or away from the focus, to eliminate distortion with respect to it.
Ring. Entities are moved radially towards or away from the focus, to snap to
the ring they are closest to.
Our algorithm from Section 6.4 is labeled TSP R, for example.
Some combinations of methods and postprocessing are not included in our
experiments. For example, because TSP uses the rings, TSP U would give the
exact same result as TSP R and is therefore left out. CRFDL E is inferior to
CEFDL E and therefore left out as well.

6.6.2

Synthetic Data
We tested all methods on a small synthetic two-dimensional data set where
points are positioned in groups on concentric circles (see Figure 6.7 top left).
This data set has a known optimal embedding into two dimensions, namely
the input data set itself. It hence allows us to test how well the different
methods preserve the structure in the input. Ideally, the points should be
placed approximately on their input coordinates. Figure 6.7 gives a visual
impression of the performance of all methods. The distances between the
circles in the data set are greater than the distances between the circles in
SolarView, causing TSP R to slightly rotate the circles relative to each other,
since it is attempting to preserve the original input distances.
We can see that most methods represent the synthetic data set well, although slight variations exists between methods. The outlier is t-SNE, but that
is to be expected since it does not focus on truthfully representing distances,
but rather on emphasizing clusters.
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TSP R (right) properly represents point locations from a 2D
synthetic data set (left), where groups of points are on concentric
circles with different radii than those in SolarView. All methods
are given for comparison in the table (bottom).

6.6.3

Real-world Data
We now compare all methods on real-world data from OCLC’s WorldCat [1]
data set (see Section 6.5). Our dataset contains about 150,000 authors, 200,000
key words, and 15,000 subjects extracted from 1.7 million articles in philosophy. We consider placement for a single focus entity at a time, and compare
the distortion introduced by each of the methods. Inspired by the use case
described in Section 6.5, we include the results of having kant as a focus entity.
Additionally we consider satisfies, tree, and theorem.
The resulting distortions are shown in Figure 6.8. Because some of the
techniques are non-deterministic, we run them repeatedly and consider the
95% confidence interval of the average distortion of all runs. We separately
consider the overall average distortion, and the average distortion with respect
to the focus entity only. Figure 6.9 gives a visual overview of the results of
all methods on the terms theorem, and kant. Figure 6.10 shows the same
information for satisfies and tree. Observations: (i ) t-SNE clearly clusters
entities; (ii ) FDL variants tend to use only part of the available space; (iii )
different embeddings can obtain similar average distortion (see Figure 6.8),
which is why we advocate tools—such as distance stars (Section 6.5.1)—that
allow users to inspect distortion. We also measured the runtimes of the
different methods for computing the embedding with satisfies as focus entity.
The results are shown in Figure 6.11.
Discussion. We first consider the results pertaining to distortion in Figure 6.8
and make a number of observations. First of all, the (best) average distortions
differ for the different focus entities. For example, TSP R performs very well
with satisfies as the focus, but with tree, CEFDL E and TSPCEFDL E have lower
total distortion. Distance matrices may thus be easier / harder to embed in 2D.
Second, as expected, the total distortion is usually lowest when the distances to the focus entity are not constrained. Constraining the distances to
the focus entity increases the total distortion, but this effect is limited. Constraining the entities to rings adds some distortion in the distances to the focus
entity, but this distortion is generally much smaller than in the unconstrained
methods. Overall it seems that the limited increase in total distortion is a
reasonable price to pay for distances to the focus entity that can be trusted.
Tradeoffs. If the goal is to put the entities on rings, as is the case in our
application, then our embedding algorithm TSP appears to be the best choice,
resulting in the least distortion in general. Indeed, TSP R is among the top in
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Example embeddings for the two focus entities theorem and kant.
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Example embeddings for the two focus entities satisfies and tree.
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Figure 6.8, only outperformed with focus tree. However, if we want to enforce
exact distances to the focus entity, then CEFDL appears to be the best choice
overall. MDS seems to perform well in certain cases, but very poorly in other
cases, making it not a reliable choice when embedding with a focus. Finally,
t-SNE—and t-SNE R in particular—seems to perform poorly overall, but this
is to be expected. Whereas the other dimensionality reduction techniques
attempt to approximate the distances in the input distance matrix, t-SNE tries
to detect and preserve clusters in the mapping to 2D. As t-SNE is not designed
to minimize the distortion of the mapping, it is in some sense not fair to directly
compare it to the other techniques.
Runtimes. Considering the runtimes of the methods, MDS is clearly the
fastest and t-SNE the slowest algorithm for the number of entities that we
consider (Figure 6.11, leftmost six bars). FDL performs well, and the initialization with TSP does not noticeably affect its running time (Figure 6.11, eleven
bars in the center). Contrary to what one might expect, the computation of
traveling salesman tours is not the bottleneck of the TSP algorithm; instead,
the bottleneck is the rotational alignment of circles and the optimization of the
entity placement (Figure 6.11, rightmost two bars). This is also why TSPUFDL
is faster than TSP, as TSPUFDL does not include the last two steps of the TSP
algorithm.
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Evaluation Summary. Overall, we conclude that none of the t-SNE variants
perform well. MDS is fast and produces visually pleasing results (Figure 6.9).
MDS and CEFDL are good choices when exact distances to the focus are
required. All FDL variants do not fully utilize the available space on the rings.
TSP R is the best choice when entities are constrained to the bucket rings.

6.7

Conclusion
We have proposed a novel low distortion radial embedding for visualization
of points in high-dimensional space, which we have demonstrated using
bibliographic entity similarities. Our approach places a focus entity at the
center of the visualization and uses a traveling salesman tour to embed its
neighbors guided by concentric circles surrounding the focus entity. Our
embedding preserves exact distances to the focus entity (except when entities
are snapped to bucket circles) and minimizes distortion of distances between
the other entities. Our experimental validation has shown that our heuristic is
effective in minimizing distortion, not only between nodes on the same ring,
but also between rings. Our technique competes well with state-of-the-art
dimensionality reduction techniques and achieves low distortion in practice.
It performs particularly well when the visualization (the embedding) uses the
rings of our solar system.
There are several possible technical improvements, especially with respect
to scalability. We currently display approximately 40 entities at a time. As
discussed in Section 6.3, this is a feature; we want to focus on a small neighborhood. A substantially larger neighborhood would require a completely
different encoding of the neighbor entities. The current direct encoding in our
prototype, with icons and text labels, will not allow an uncluttered display of
hundreds of entities (see Figure 6.12). In addition, visualizing more entities
would also require an even more efficient algorithmic solution to our metric
embedding problem to maintain interactive speeds. Depending on the available hardware and distribution of entities over rings, up to 400 entities can be
embedded efficiently, but performance quickly degrades beyond that point.
Alternatively, approximations to TSP could be considered, as many seriation
techniques do (Wu et al. 2008). Finally, our TSP heuristic works very well
(Section 6.6), but of course an efficient optimal algorithm to minimize overall
distortion (if it exists) would be of significant theoretical and practical interest.
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Figure 6.12

SolarView’s visual encoding does not scale well for large
neighborhoods. In the figure, around 100 entities are displayed.
It is clear that little structure can be seen.
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There’s nothing wrong with having a tree as a friend.
Bob Ross, The Joy of Painting

Chapter 7

Spatially Informative
Set Visualization
We discussed in Section 1.2.3 the power of set visualization, and how set
systems can be modeled as hypergraphs by mapping elements to vertices and
sets to hyperedges. Many queries users have can be formulated in terms of
set theory: especially the interaction between sets is of interest to users. For
example, the intersection of the set of Japanese fusion restaurants and the set
of restaurants with a Michelin star. In this chapter we discuss hypergraphs
as a model for set systems, and we consider a setting wherein vertices have
fixed locations in the plane. As we mentioned in Section 1.2.3, such a scenario
appears when, e.g., we wish to visualize sets of library holdings on a map, for
sets such as: works authored by x, works published by y, and works written
in language z. Again especially the interactions between different sets –library
holdings they do (not) have in common– promise to be interesting starting
points for e-Humanities research.
Hypergraphs form the basis of many set visualization techniques; in particular, supports of hypergraphs are. As such, we want to find “good” supports
of hypergraphs. A graph G is a support of a hypergraph H if every hyperedge
induces a connected subgraph in G. Supports are used for certain types of
hypergraph visualizations (Alper et al. 2011; Dinkla et al. 2012; Meulemans et al.
2013). In short, drawing the support of a hypergraph is essentially equivalent
to drawing the set system that the hypergraph models. There is a one-to-one
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mapping from a support to a drawing, which is slightly different depending
on the set visualization technique in use. We are interested in finding plane
straight-line supports with minimum total edge length on the input point
set V, to support plane straight-line drawings of set systems.
We first study the theoretical aspects of finding short plane supports: we
show amongst others that length minimization is NP-hard, and give a sufficient condition for the existence of plane supports. The focus of this chapter
however lies on the development and evaluation of heuristic algorithms for
finding short plane supports. We also consider tradeoffs in relaxing, e.g., the
planarity requirement, and the effect that it has on the computation time of
our algorithms and the total edge length of obtained supports.

7.1

Introduction
We first further formalize the notion of hypergraphs. A hypergraph H = (V, S)
is a generalization of a graph, in which each hyperedge in S is a nonempty
subset of the vertex set V, that is, S ⊆ P (V ) \ ∅. Furthermore, we assume
here that every element v ∈ V is contained in at least one hyperedge s ∈ S.
We discussed in Section 1.2.3 how hypergraphs can model set systems: every
element in the set system becomes a vertex in the hypergraph, and every set
becomes a hyperedge. Set systems in turn are one of three angles we discussed
in Section 1.2 for visually exploring data. A recent survey by Alsallakh et al.
(2016) further details how drawing hypergraphs relates to set visualization.
Various methods have been developed to visualize set systems for elements
fixed in (geo)spatial positions, such as Bubble Sets (Collins, Penn, et al. 2009),
LineSets (Alper et al. 2011), Kelp Diagrams (Dinkla et al. 2012) and KelpFusion (Meulemans et al. 2013). These methods make different trade-offs between,
e.g., Gestalt theory (Palmer 1999; Smith 1988) and Tufte’s principle of ink minimization (Tufte 2001) to visually convey the set structures; user studies have
been performed to analyze the effectiveness of such trade-offs (Meulemans
et al. 2013). Gestalt theory provides a number of laws for how the human
vision processes visual information, e.g., visual elements with the same color
and shape are seen as belonging to the same group. Ink minimization relates
to only adding visual elements to convey more information, or possibly even
leaving away (parts of) visual elements to convey more information. We
discuss Gestalt theory and ink minimization in more detail in Section 1.2.3.
An important concept underpinning many types of set visualization is a
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(a) A hypergraph H with
one red and one blue
hyperedge, as shown.

(b) The shortest plane
support of H.

(c) A Kelp-style rendering
of the plane support.

(d) The shortest plane
support tree of H.

(e) The shortest nonplane
support tree of H.

(f) The shortest nonplane
support of H.

Figure 7.1

A set system, modeled as a hypergraph, and the four different
support variants that we consider in this chapter.

hypergraph support (Johnson and Pollak 1987): a support of a hypergraph
H = (V, S) is a graph G = (V, E) on the same vertex set V, such that every
hyperedge s ∈ S induces a connected subgraph in G. In other words, for
every hyperedge s, the restriction of G to only edges that connect vertices in
s is connected and spans all vertices in s. Figures 7.1a and 7.1b illustrate a
hypergraph with a support. Hypergraph supports correspond to a prominent
visualization style for geospatial sets, namely that of connecting all elements
of a set using colored links, such as seen in LineSets (Alper et al. 2011) or Kelpstyle diagrams (Dinkla et al. 2012; Meulemans et al. 2013, see also Figure 7.1c).
Thus, finding an embedded support that satisfies certain criteria readily
translates into a good rendering of the spatial set system. A “good” support
should avoid edge crossings, a standard quality criterion in the graph-drawing
literature (Purchase 2002). Figures 7.1b, 7.1c and 7.1d illustrate such plane supports, compared to the nonplanar supports of Figures 7.1e and 7.1f. Moreover,
as per Tufte’s principle of ink minimization (Tufte 2001), a support should have
small total edge length. Of course, one may argue that edges of the support
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that are used by multiple hyperedges do not significantly reduce the “ink” as
compared to different edges for each hyperedge, and thus multiplicity should
be considered. However, we observe that such edges show co-occurrences of
elements and thus have a potential added value in the drawing.
The shortest support need not be a tree, but to further build on this idea of
co-occurrences, one may want to restrict the support to be acyclic—a support
tree (see e.g. Figures 7.1d and 7.1e compared to 7.1b and 7.1f). We will in
this chapter refer to supports that are not restricted to be acyclic simply as
supports, and explicitly call them support trees when they are restricted to be
acyclic. The result of such a restriction is that the common intersection of any
number of sets is a connected subgraph in the support. In other words, the
intersection is visually shown as one component, rather than scattered across
multiple pieces. Refer to Figure 7.1 for a good example.
In many applications, the vertices have some associated (geo)spatial location, thereby prescribing their positions in the drawing of the support. We
focus on this case where vertices have fixed positions in the plane and study
supports that are embedded using straight-line edges. Figure 7.2 shows an example on real-world data of restaurants, similar to those used by Meulemans
et al. (2013), illustrating the results of various algorithms we introduce.
Contributions. The contributions of this chapter are two-fold: on the one
hand we fill some gaps in theoretical knowledge about computing plane
supports and support trees; on the other hand, we perform computational
experiments to gain more insight into the trade-offs on edge length and visual
complexity in relaxing certain requirements, such as planarity. Our focus is on
the latter, with a focus on the application for support-based set visualization
methods as described above.
In Section 7.2 we explore computational aspects of the problem and introduce our algorithms. We observe that plane support trees always exist if
at least one vertex is contained in all hyperedges, but show that length minimization is NP-hard. Moreover, the natural approach to extend a Euclidean
minimum spanning tree does not even yield a constant-factor approximation.
In Section 7.3 we present three algorithms. The first is a heuristic improvement upon a known approximation algorithm. It is based on iteratively
computing minimum spanning trees for a hyperedge, where the weights are
initially Euclidean but are later modified to promote using edges already in
use by spanning trees of other sets. The second algorithm we present is a
heuristic algorithm based on local search. The third is an exact algorithm via
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an integer linear program (ILP). Both the local-search method and the ILP can
be configured such that they compute a plane or acyclic support (or both).
In Section 7.4 we describe the results of two computational experiments.
The first experiment compares the performance of the two heuristic algorithms
in terms of quality and speed. Whereas the local search achieves better quality,
the approximation algorithm is faster. The second experiment compares
how well these algorithms perform compared to the optimum, computed
via the ILP, and investigates the cost in terms of edge length incurred by
requiring planarity or acyclicity. The effect of planarity and acyclicity seems
to be predictably influenced by the number of hyperedges and the number of
incident hyperedges per vertex, but not by the number of vertices. Moreover,
the experiment shows that local search often achieves an optimal result.
Related Work. Regarding supports for elements with fixed locations, some
results are already known. The results of Bereg et al. (2011) imply that existence
of a plane support tree for two disjoint hyperedges can be tested in polynomial
time; this implies the same result for a plane support. This problem has also
been studied in a setting with additional Steiner points (Bereg et al. 2015; Efrat
et al. 2015). Van Goethem et al. (2017) enforce a stricter planarity than that
of planar supports and investigate the resulting properties for elements on a
regular grid, where only neighboring elements can be connected. However,
solution length is of no concern in their results.
Without the planarity requirement, existence and length minimization of
a (nonplane) support tree for fixed elements can be solved in polynomial
time (Klemz et al. 2014; Korach and Stern 2003). Hurtado et al. (2018) show that
edge length minimization of a support for hypergraphs with two hyperedges
is solvable in polynomial time. However, for hypergraphs with three or more
hyperedges this problem is NP-hard (Akitaya et al. 2016). We show that edge
length minimization is in fact NP-hard for hypergraphs with two hyperedges
if we do require the support to be planar.
Planar supports without fixed elements have also received attention. Johnson and Pollak (1987) originally showed that deciding whether a planar support exists is NP-hard; various restrictions have since been proven to be NPhard (Buchin et al. 2011). Contrasting these reductions, our hardness result
(Theorem 7.4) requires only two hyperedges, but uses length minimization.
Buchin, van Kreveld, et al. (ibidem) show that testing for a planar support tree
with bounded maximum degree is solvable in polynomial time; testing for
a planar support tree such that the induced subgraph of each hyperedge is
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L OCAL S EARCH PT

L OCAL S EARCH P

L OCAL S EARCH T

L OCAL S EARCH U

Figure 7.2 Kelp-style renderings of a set system of Toronto restaurants, with
the supports computed by various algorithms presented in this chapter. The
letters P and/or T indicate the variant: plane and/or a tree. L OCAL S EARCH P
is the same as O PT P. MSTI TERATION and L OCAL S EARCH U solve the same
(unconstrained) problem, but the former support is approximately 9.5% longer.
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Hamiltonian can also be done in polynomial time (Brandes et al. 2012).
Various set-visualization methods (Alper et al. 2011; Dinkla et al. 2012;
Meulemans et al. 2013) implicitly also compute supports, typically considering
a combination of criteria such as length, detour (ratio of path length in the
support versus path length in the hypergraph), number of crossings, shape and
bends. The latter two criteria are important in applications that use (smoothed)
polylines to represent (hyper)edges, where the shape of the line (e.g., straight
lines, circular, orthogonal) and number of bends in each line influence the
visual complexity of the overall visualization.

7.2

Existence, Bounds and Complexity
We first consider the theoretical side of computing plane supports and support
trees in this section, before we treat (heuristic) algorithms in Section 7.3.

7.2.1

Existence
We give a sufficient (not necessary) condition for the existence of a plane support tree. Bereg et al. (2011) provide a necessary condition for two hyperedges
(|S| = 2). Finding a necessary condition for |S| > 2 remains an open problem.
Lemma 7.1 Consider a hypergraph H = (V, S) with no three vertices in V on a
T
line, such that VA = s∈S s 6= ∅. Then H has a plane support tree that contains the
Euclidean minimum spanning tree on VA as a subtree.
Proof. We first compute the Euclidean minimum spanning tree (EMST) T on
VA and then connect each vertex in V \ VA by a new edge to a closest vertex in
VA , see Figure 7.3. We argue that the resulting graph is a plane support tree.
Obviously the EMST is a plane tree. An edge that connects a vertex v ∈ V \ VA
to its closest vertex u ∈ VA cannot cross an edge wz of T, as we know from the

Figure 7.3

Example of a plane support tree constructed according to
Lemma 7.1. The EMST on VA is drawn with thick black edges.
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basic properties of the EMST that the circle whose diameter is defined by the
edge wz contains no other vertex of VA for every edge wz of T. Therefore u
would have larger Euclidean distance to v than w or z, which is a contradiction.
Further observe that no two new edges can cross, as such a crossing implies
that at least one of the crossing edges would not connect to the closest vertex
in VA . Finally, since there are no three collinear vertices, no added edge will
contain a vertex and thus, no two added edges can overlap either. As we are
attaching only leaves to a tree, the resulting graph remains a plane tree.
If VA is empty, one can immediately construct instances that enforce a crossing in any straight line support, e.g., an X-configuration
of two disjoint hyperedges as illustrated here.

7.2.2

Approximation
In a support tree, the subgraph induced by VA must be a connected subtree to
satisfy the support property for all hyperedges. Next we consider using the
idea of Lemma 7.1 to start with an Euclidean minimum spanning tree (EMST)
of VA and extend it to a support tree. Though this leads to an approximation
ρ
algorithm –with an approximation ratio of 2 + 1, where ρ is the Steiner ratio–
for two hyperedges if we allow intersections (Hurtado et al. 2018), we show
below that the planarity requirement can cause the resulting support length to
exceed any constant factor of the length of the shortest plane support tree.
Lemma 7.2 There is a family of n-vertex hypergraphs H = (V, {r, b}) with VA =
r ∩ b 6= ∅ such that any plane support of H that includes an EMST of VA is a factor
Θ(|V |) longer than the shortest plane support tree.
Proof. The hypergraph family is illustrated in Figure 7.4. The set VA =
{u, v, w} consists of three vertices whose EMST T has length ` + 1 and is
indicated by the heavier, two-colored edges in Figure 7.4. The remaining
vertices in V \ VA are indicated in red and blue (indicating membership of r
and b) and placed inside a disk of radius ε left of the midpoint of edge uv. The
vertices form two mirrored convex chains and alternate in color.
Since edge uv of T splits the vertices in V \ VA and by their placement on
convex chains, the shortest extension of T into a plane support tree is to connect
every vertex to u (Figure 7.4a). This yields a total length of the support tree of
Θ(n) · `. If, however, VA is connected by a slightly longer tree, the remaining
vertices in V \ VA can be joined by two comb-shaped structures as shown in
Figure 7.4b. The resulting plane support tree has length of Θ(1) · `.
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Figure 7.4

An n-point instance with approximation ratio Θ(n) if using an
EMST on VA . All edges are straight-line segments; curvature is
used to emphasize the effect of the convex chain.

Removing vertex w from the construction in Figure 7.4, we can similarly
show that a plane support tree, which now necessarily includes the edge uv,
is a factor Θ(n) longer than the shortest nonplane support tree.
Corollary 7.3 There is a family of n-vertex hypergraphs H = (V, {r, b}) with
VA = r ∩ b 6= ∅ such that any plane support tree of H is a factor Θ(n) longer than
the shortest nonplane support tree.

7.2.3

Computational Complexity
Unfortunately, the problem of finding the shortest plane support and several
restricted variants are NP-hard, as captured in the theorem below.
Theorem 7.4 Let H = (V, S) be a hypergraph with vertices V having fixed locations in R2 . Let L > 0. It is NP-hard to decide whether H admits a plane support
with length at most L, even if S = {r, b}, r ⊆ b, and the support is required to be a
tree.
Proof. Observe that the general case readily follows from the mentioned special
cases of two hyperedges with one fully contained in the other. Hence, we
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show the reduction for the case with r ⊆ b. We use a reduction from planar
monotone 3-SAT (Lichtenstein 1982). Here, we are given a 3-CNF formula φ
with n variables v1 , . . . , vn and m clauses c1 , . . . , cm such that every clause has
either three positive literals or three negative literals. Moreover, we are given
an embedding of φ as a graph, with rectangular vertices for variables on a
horizontal line, and clauses as rectangles above or below the line (depending
on whether the clause is positive or negative). Vertical edges connect clauses
to the variables of their literals.
We must construct a spatial hypergraph H = H (φ) = (V, {r, b}) such that
r ⊆ b. In the remainder of the proof, we assign vertices to either r (red) or b
(blue), understanding that every red vertex in r is also a blue vertex in b. Refer
to Figure 7.5 for an illustration of the construction.
First, we place 3(n + 1) red vertices using coordinates (3i · (m + 1), y) for
integers i ∈ [0, n] and integers y ∈ [−1, 1]. Furthermore, we place n · (3m + 2)
blue vertices using coordinates (3i (m + 1) + j, 0) for integers i ∈ [0, n − 1] and
j ∈ [1, 3m + 2].
We now place additional blue vertices for each clause c a . We assume that
this clause has positive literals for variable vi , v j , and vk ; the construction
for clauses with negative literals is symmetric, using negative y-coordinates
instead. First, we place 3a + 1 blue vertices from (3(i − 1)(m + 1) + 3p, 2) to
(3(i − 1)(m + 1) + 3p, 2 + 3a) at unit distance, to represent the incidence from
c a to variable vi , using the given embedding to determine that c a is the pth
clause incident from above to vi . Analogously, we place the blue vertices for v j
and vk . Now, we place further blue vertices at unit distance with y-coordinate
2 + 3a from the leftmost to the rightmost top vertex we just placed.
One clause requires at most 3(3m + 1) vertices for the variable incidence
and less than 3n · (m + 1) for the horizontal line connecting these. We can
now readily measure the length of the minimum spanning tree on the blue
vertices of one clause. We use L a to denote this length; note that L a is an
integer at most 3(3m + 1) + 3n · (m + 1). The value of L that we select is
2(n + 1) + 3n · (m + 1) + n(3m + 2) + 2m + ∑ a∈[1,m] L a .
This finalizes the construction. It is of polynomial size since we placed
3(n + 1) red vertices and n · (3m − 2) blue vertices for the variables and at
most m · (3(3m + 1) + 3n · (m + 1)) for the clauses: this is O(nm2 ) vertices.
Moreover, we claim that our constructed hypergraph admits a plane support
tree of length at most L, if and only if φ is satisfiable.
Assume we have a plane support tree of length at most L. First, we observe
that all points in r must be connected: the minimal way of doing so connects
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(b)
(a)

(a) Representation of variable v1 (set to true).

Figure 7.5

(b) Representation of the first clause.

Formula φ = (v2 ∨ v3 ∨ v4 ) ∧ (v1 ∨ v3 ∨ v4 ) ∧ (v1 ∨ v2 ∨ v4 ) is
represented as a hypergraph by our construction as shown.
Vertices in r and b are red, vertices in b are blue. A plane support
tree with length at most L is indicated in black lines.

the three vertices with the same x-coordinate and uses one horizontal segment
to connect one triplet to the next. This has exactly length 2(n + 1) + 3n · (m + 1),
corresponding to the first two terms defining L. The minimal way of connecting the blue points inside the variables to the red tree takes length n(3m + 2)
in total: this is the third term defining L. Finally, to connect the clause vertices,
we need length at least L a per clause, the last term of L. We note that any
solution must use these constructions on the blue vertices, since all vertices
are at unit distance; other blue vertices are at distance at least 2. However, the
support tree is connected: thus it must still have connections from each gadget
to either a red vertex or a blue vertex of a variable. The budget we have for
this is 2m in total. Since each clause needs a connection of length at least 2, all
clauses use exactly length 2. The only vertices within distance 2 of a clause
are the three blue vertices of the variables with y-coordinate zero (one of each
literal of the clause). Thus, each clause must have exactly one length-2 edge
to one of these variable vertices. Since the support tree is plane, this cannot
cross the horizontal links used to connect the red vertices. We can now readily
obtain a satisfying assignment for φ from a plane support tree with length at
most L, by looking at which of the two horizontal edges is used to connect the
red vertices: if the one at the top is used, that variable is set to false; otherwise,
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it is set to true.
To prove the converse, assume that we have a satisfying assignment. Using
the same reasoning as above, we construct a plane support tree of length L
by picking the connecting horizontal edges for the red vertices according
to the satisfying assignment: this readily implies that we can connect each
clause using a length-2 connection for one of its satisfied literals that does
not intersect the horizontal edges for the red vertices of the corresponding
variable.

7.3

Algorithms
We now turn to describe three algorithms for finding supports with minimum
total edge length. We have established in Section 7.2.3 that doing so is NPhard, and in Section 7.2.2 that approximating the optimal solution is not
straightforward—although we do not exclude the existence of a constant
factor approximation algorithm for supports, only for support trees.
The first algorithm we present is an approximation algorithm, the second
uses a local-search heuristic and the third is an optimal solution via Integer
Linear Programming. Our algorithms will be flexible and support the inclusion/exclusion of requirements such as planarity or acyclicity of the support.
This will become important in Section 7.4, where we experimentally evaluate
the impact of various requirements.

7.3.1

Iterative Minimum Spanning Trees
Here we focus on computing short supports without requiring planarity. As
described by Hurtado et al. (2018), EMSTs can be used to find an approximation
of the shortest support. In particular, let H = (V, S) be a hypergraph with n
vertices and k hyperedges; by computing an EMST for each hyperedge and
taking their union, we get a support that is a k-approximation3 of the shortest
support. This algorithm runs in O(kn log n) time.
Suppose that we compute the EMSTs T1 , . . . , Tk in that order, for the k
hyperedges in S. The final support is the union of these trees: its length is
not increased by using an edge in Ti that is already present in some Tj (j < i).
Hence, we can consider any pair of vertices that is adjacent in T1 ∪ . . . ∪ Ti−1 to
3 One can actually do slightly better, by computing spanning trees on the intersection of two
hyperedges, yielding roughly a (0.8k )-approximation (Hurtado et al. 2018) for nonplanar supports.
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have distance zero, when computing Ti . This heuristically reduces the length
of the resulting support (though the approximation ratio remains the same).
However, the order in which hyperedges are considered now matters for the
result. To alleviate this issue, we iteratively recompute the minimum spanning
trees. We will discuss later in this section how and why that strategy helps.
Algorithm. We define a computation sequence σ of a hypergraph H = (V, S) as
a sequence of hyperedges that contains each hyperedge in S at least once. Each
item s in the sequence σ represents the computation of the MST on the vertices
of s, such that edges have weight 0 if they are part of the current support and
a weight equal to the Euclidean distance between their vertices otherwise. We
use Ts to denote the current MST for hyperedge s ∈ S; the support G is always
the union over all Ts . As we compute a spanning tree for each hyperedge, G is
a support for H when the algorithm terminates.
Efficiency. Implementing G with adjacency lists, we use O(nk ) storage as
each of the k trees has O(n) edges. To compute Ts , we use Lemma 7.5 below
to conclude that there are O(nk) candidate edges, ensuring that Prim’s MST
algorithm runs in O(nk + n log n) time. To see that we can determine the
weight without overhead, consider all vertices to be indexed with numbers
from 1 to n. When adding a vertex u to the current tree in Prim’s algorithm,
we first process the neighbors of u in G (having a weight 0) and mark that
these have been processed in an array using the above mentioned vertex
index. Only then do we process all other vertices (having weight equal to the
Euclidean distance) that are not marked and are not in the current tree. The
total algorithm thus takes O(|σ |(nk + n log n)) time and Θ(nk ) space.
In the following, we mention finding the Euclidean MST of a point set,
while in general the Euclidean MST is not unique. It being unique assumes
either unique distances between all pairs of vertices, or a deterministic way of
choosing which edge goes in the MST when multiple have the same minimum
weight. The latter can easily be implemented in practice and is as such a
reasonable assumption to make.
Lemma 7.5 Let P be a point set and F ⊆ P × P. Consider the MST T on P, based
on edge weights 0 for edges in F and the Euclidean distance otherwise. Then T is a
subset of the union of F and the Euclidean MST on P.
Proof. Let T 0 denote the Euclidean MST on P. Assume that MST T has some
edge e that is neither in F nor in T 0 . Since T is a tree, removing e from it
partitions the tree into two connected components. By definition, T 0 contains
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an edge e0 that connects the two components and by assumption e0 6= e. Since
T 0 is the Euclidean MST, we know that ke0 k < kek, where k · k denotes the
Euclidean length. Since e is not in F, the weight it contributes to T is kek and
thus we can find a shorter spanning tree T ∗ , by replacing e with e0 in T. This
contradicts that T is the MST, thus proving the lemma.
Properties (k = 2). The main question that arises is how long a computation
sequence σ must be such that the result stabilizes, that is, any sequence that
extends σ gives a support that has the same total length. We use Gσ to denote
the support resulting from computation sequence σ. With Lemma 7.7, we
prove that for k = 2, we need to recompute only one hyperedge: sequence
σ = hr, b, r i or σ = hb, r, bi is sufficient to obtain a stable result. We can
compute both sequences and use the result with smallest total edge length. In
order to prove the lemma, we use the following observation.
Observation 7.6 For any number of hyperedges, a computation sequence featuring
two consecutive occurrences of the same hyperedge achieves the same result as the
computation sequence in which these consecutive occurrences have been replaced by a
single occurrence.
Lemma 7.7 Let H = (V, {r, b}) be a hypergraph. All computation sequences
σ0 with |σ0 | ≥ 4 have a shorter computation sequence σ with |σ | = 3 such that
Gσ = Gσ0 .
Proof. By Observation 7.6 we may assume σ0 to be an alternating sequence of
r’s and b’s, so σ0 starts either with hr, b, r, b, . . .i or with hb, r, b, r, . . .i. Without
loss of generality we consider σ0 to start with hr, b, r, b, . . .i. We show that the
subsequence σ consisting of the first three hyperedges of σ0 achieves the same
support as σ0 . Consider all edges (vi , v j ) ∈ V × V. There are four cases:
• If both vi and v j are in both r and b, let the edge be in a set P of purple
edges.
• Else, if vi and v j are both in r, let the edge be in a set R of red edges.
• Else, if vi and v j are both in b, let the edge be in a set B of blue edges.
• Else, the edge will never be a part of a support as the vertices do not
share a color.
Let the support constructed after step i of σ be called Gi , so that we have G1 ,
G2 and G3 . We show that P( G2 ) = P( G3 ), where P( G ) denotes taking the
subset of edges of G that are in P.
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P( G3 ) ⊆ P( G2 ). Let e p ∈ P( G3 ). For a contradiction, assume e p 6∈ P( G2 ).
Edges in P are never removed from the support once they are added,
since they have weight 0. This implies that also e p 6∈ P( G1 ). As G1 is the
Euclidean MST of r, by the cut property of MSTs there is another edge
e ∈ R ∪ P shorter than e p in the cut induced by e p that must be a part of
the MST instead.4 When constructing G3 , again e will be chosen over e p ,
and thus e p 6∈ P( G3 ). Contradiction.
P( G2 ) ⊆ P( G3 ). Let e p ∈ P( G2 ). We already established that edges in P are
never removed from the support once they are added, hence e p ∈ P( G3 ).
Next, we show that G4 = G3 , i.e., Gσ0 = Gσ .
G3 ⊆ G4 . Take an edge e ∈ G3 . For a contradiction, assume e 6∈ G4 . As edges
in P are not removed and edges in R remain untouched, e ∈ B. As
e 6∈ G4 and the fourth step calculates MST(b), the cut property tells us
that some other edge e0 ∈ B ∪ P is shorter and in MST(b) instead. But
then e0 would have been added in G2 and hence e 6∈ G3 . Contradiction.
G4 ⊆ G3 . Take an edge e ∈ G4 . For a contradiction, assume e 6∈ G3 . This
means e 6∈ R, as such edges cannot be added when computing MST(b).
Edges in P are never removed, thus e 6∈ G2 . The second step of σ
computed MST(b), hence by the cut property there must be another
edge e0 , shorter than e, part of MST(b) instead. Indeed, this implies
e 6∈ MST(b). However, as G4 is computing an MST for b and we assumed
e ∈ G4 , e ∈ MST(b). Contradiction.
As we have now shown that Gσ0 = Gσ , the lemma follows.

7.3.2

Local Search
The algorithm described in Section 7.3.1 appears to perform well in practice, as
shown in Section 7.4. However, it cannot guarantee that the resulting support
is plane or acyclic. Moreover, one may wonder whether other commonly
employed heuristic approaches outperform it even in the unrestricted case it
solves. We therefore implement a local-search algorithm, specifically a hillclimbing heuristic, for comparison in the nonplanar case, but also to allow for
computing supports that are plane or acyclic (or both).
4 This

requires the same assumption of unique distances or determinism as Lemma 7.5.
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Algorithm. This approach assumes that in the given hypergraph H = (V, S),
at least one vertex v ∈ V occurs in all hyperedges s ∈ S such that Lemma 7.1
T
applies; let VA = s∈S s 6= ∅. We need to initialize our hill climbing approach
with a valid (plane), easy-to-find albeit possibly suboptimal solution. Following Lemma 7.1, we obtain this by first calculating an EMST of all vertices in
VA , and subsequently connecting all vertices v 6∈ VA to the nearest v0 ∈ VA .
Afterwards, we iteratively execute rounds until no further improvement
is gained. Each round consists of checking for each edge in the support if it
can be removed, and if the hyperedges using it can be reconnected by (one
or more) other edges that have a shorter total length than the removed edge
without causing intersections. This check is nontrivial and done in a bruteforce manner, improved by caching and pruning. At the end of each round, the
edge replacement that reduces the total edge length most is actually executed.
More rounds are evaluated until no single edge replacement reduces the total
edge length.
As the initial state is a plane support tree, we can also readily enforce
acyclicity, or relax the constraints to allow intersections.

7.3.3

Integer Linear Program
Theorem 7.4 implies that several variants of computing the shortest plane
support are NP-hard. Here we sketch how to obtain an integer linear program
(ILP) for a hypergraph H = (V, S), allowing us to leverage effective ILP
solvers, which can provide exact solutions, albeit not in polynomial time.
We introduce variables eu,v ∈ {0, 1}, indicating whether edge uv is selected
for the support or not. This allows us to represent a graph with fixed vertices.
Because the vertex locations are fixed, we can precompute edge lengths du,v as
well as which pairs of edges intersect. This gives the following basic ILP:
minimize
subject to

∑u,v∈V du,v · eu,v
eu,v + ew,x ≤ 1

for all u, v, w, x ∈ V if uv and wx intersect.

What remains is to ensure that the graph is also a support: we need
additional constraints that imply that each hyperedge in S induces a connected
subgraph. To this end, we construct a flow tree for each hyperedge s. We
pick an arbitrary sink for the hyperedge, σs ∈ s, that may receive flow, and
let the remaining vertices in s generate one unit of flow that needs to reach
σs using only edges of s. To formalize this, we introduce variables f s,u,v ∈
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{0, 1, . . . , |s| − 1} for each s ∈ S and u, v ∈ s with u 6= v. We now need the
following constraints: (a) the incoming flow at σs is exactly |s| − 1; (b) the
outgoing flow at σs is zero; (c) except for σs , each vertex in s sends out one unit
of flow more than it receives; (d) flow can be sent only over selected edges.
(a)
(b)
(c)
(d)

∑u∈s\{σs } f s,u,σs = |s| − 1
f s,σs ,v = 0
∑v∈s\{u} ( f s,u,v − f s,v,u ) = 1
f s,u,v ≤ eu,v · (|s| − 1)

for all s ∈ S
for all s ∈ S, v ∈ s \ {σs }
for all s ∈ S, u ∈ s \ {σs }
for all s ∈ S, u, v ∈ s with u 6= v

In the analysis below, let n = |V | denote the number of vertices and k = |S|
the number of hyperedges. The basic program already has O(n2 ) variables
and O(n4 ) constraints: each potential edge – a pair of vertices with a common
set – results in a variable and every pair of such edges that intersect cause
a constraint. The flow trees to ensure connectivity add, for each edge-set
combination, another variable to capture the flow of that set through that edge.
They also add a constraint for each variable, to limit the flow through the edge
(constraint (d)). More constraints are added ((a)–(c)), but their number is far
fewer than one per edge-set combination. In total we obtain O(kn2 ) variables
and O(n4 + kn2 ) constraints. The flow trees are essential for a correct answer,
but we may expect that short supports often avoid many of the potential
intersections automatically. Therefore, we implement the intersections as lazy
constraints, being added to the ILP only if a solution is found that violates the
constraint.
The analysis above implicitly assumes that each set spans O(n) vertices.
For hypergraphs with relatively few hyperedges, this may be a reasonable assumption. But we may use a more fine-grained analysis to get better bounds on
the complexity. Specifically, since we only add potential edges if the endpoints
have a common set, we have O(|s|2 ) potential edges in one set and the same
number of variables for the flow tree. Thus, the number of variables becomes
O(∑s∈S |s|2 ) and the number of constraints O((∑s∈S √
| s |2 )2 + ∑ s ∈ S | s |2 ) =
2
2
O((∑s∈S |s| ) ). For example, if each set spans only O( n) vertices, we find
that we have O(kn) variables and O((kn)2 ) constraints.
Variants. The described ILP results in the shortest plane support for H. It can
easily be modified to admit nonplanar support by omitted the intersection
constraints completely. Similarly, the ILP can be extended to penalize or admit
a limited number of intersections, by introducing an indicator variable for
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each intersecting pair. However, this increases the number of variables from
quadratic to quartic.
For each of these variants, we can also enforce the support to be a tree (or
forest). To do so, we enforce that the number of selected edges is exactly n − c,
where c is the number of connected components of the graph of potential
edges. Since the flow trees enforce that each such connected component is
connected in the computed support, this if in fact sufficient. Note that if there
is a vertex that is contained in all sets, then c is always equal to one.

7.4

Experiments
As discussed above, there are various ways of defining and computing good
supports. In this section we discuss several computational experiments that
were performed to gain insight into the trade-offs between the different methods and properties. In particular, we use two different setups. In the first
experiment, we exclude exact but slow algorithms to extensively compare the
heuristic algorithms. In the second experiment, we include exact algorithms to
answer questions about the effect of requiring planarity or support trees, and
to investigate how well heuristic algorithms approximate the optimal solution,
albeit on smaller data sets. We provide selected plots of the experimental data
in this section; the detailed plots of all experiments are found on pages 152 to
154.
Algorithms. We shall study four algorithms under various conditions in these
experiments. In particular, we use MSTA PPROXIMATION to refer to the simple
approximation algorithm of computing a minimum spanning tree for each
hyperedge and then taking their union (Hurtado et al. 2018). We refer to our
heuristic improvement as MSTI TERATION (Section 7.3.1). Finally, we use
L OCAL S EARCH to indicate our local search algorithm (Section 7.3.2) and O PT
to denote an exact algorithm for computing optimal solutions. The latter two
allow four different conditions, by requiring a plane support, a support tree,
both (i.e., a plane support tree) or neither (unrestricted). We append P, T, PT
and U to denote these conditions.
Data Generation. We generate a random hypergraph H = (V, S) via to the
procedure below. We use n = |V | and k = |S| to denote the desired number of
vertices and hyperedges respectively. Moreover, it also allows specifying one
of four degree-distribution schemes: EVEN, MID, LOW or HIGH.
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1. Initialize an array D [1 . . . k ] such that ∑ik=1 D [i ] = n, in which D [i ] indicates that we wish to generate D [i ] vertices of degree i. To this end, we
define four schemes, where we always restrict the degrees to be between
1 and k.
All degrees occur equally frequently. If n mod k 6= 0, then degrees one through n mod k occur once more than the others.

EVEN

MID

We generate n random degrees using a normal distribution. We
draw a random value g from N (0.5, 2/9) and map this to degree
1 + bkgc. The distribution of degrees is expected to look like a
Gaussian curve with its peak on k/2.

LOW

Similar to the MID scheme, we draw a random value g from
N (0, 2/5) and map this to degree 1 + bk| g|c. The distribution of
degrees is expected to look like a Gaussian curve with its peak on 1.
Similar to the MID scheme, we draw a random value g from
N (0, 2/5) and map this to degree k − bk| g|c. The distribution of
degrees is expected to look like a Gaussian curve with its peak on k.

HIGH

2. If D [k] = 0, decrease the maximal degree i for which D [i ] > 0 by one
and set D [k ] to one.
3. While ∑ik=1 i · D [i ] < 2k, decrease the minimal degree i for which D [i ] > 0
by one and increase D [i + 1] by one.
4. While ∑ D [i ] > 0, let i be a degree such that D [i ] > 0, chosen uniformly
at random. Generate a vertex v with a uniformly random position in
a square of width 100 and add it to V. Pick i hyperedges uniformly at
random from those hyperedges that have less than two vertices; if there
are no such hyperedges left, pick from all hyperedges instead. Decrease
D [i ] by one.
To explain the four steps in this process, we treat them in reverse order.
4. We generate all desired n vertices and assign them to hyperedges. We
first pick from those hyperedges that have less than two vertices, to
ensure that each hyperedge contains at least two vertices. This ensures
that all hyperedges have influence on the support. We pick a random
degree, to avoid biasing small hyperedges towards low degree or high
degree vertices.
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3. We ensure that the sum over all degrees (over all nodes) is at least 2k.
We need this lower bound on the sum of degrees, to ensure that we are
able to pick at least two vertices for every hyperedge.
2. We ensure that there is at least one vertex that occurs in all hyperedges;
this step is optional but necessary to ensure that our local search algorithm can be initialized. It guarantees that a planar solution exists, see
Section 7.3.2. In our experiments, this step is always performed.
1. We decide on the distribution over the degrees. That is, how many
vertices shall we have of degree i? This can be done according to various
schemes. The four schemes used in this chapter are described above.

7.4.1

Experiment 1: Comparison of Heuristics
Here we focus on answering the following three questions: (1) how much does
the spanning tree iteration help to reduce the length of the support, compared
to computing the minimum spanning trees in isolation; (2) which heuristic algorithm performs best in terms of support length; (3) which heuristic
algorithm performs best in terms of computation time?
Setup. For each combination of n ∈ {20, 40, 60, 80, 100}, k ∈ {2, 3, 4, 5, 6, 7}
and d ∈ { EVEN, MID, LOW, HIGH }, we generate 1000 random hypergraphs
with n vertices and k hyperedges according to degree distribution scheme
d. For each hypergraph, we run six algorithms: MSTA PPROXIMATION and
MSTI TERATION as well as L OCAL S EARCH U/T/P/PT. This experiment was
run on one machine, sequentially in a single thread to also allow for comparison of runtime performance. The machine was an HP ZBook with an Intel
Core i7-6700HQ CPU, 24 GB RAM and running Windows 8.1.
Results. We first consider question (1) and compare MSTA PPROXIMATION
and MSTI TERATION. Since MSTI TERATION can only improve upon MSTA P PROXIMATION , we express this as a ratio between 0 and 1. In Figure 7.6 we
show the results for n = 20, 60, 100 (Figure 7.11 on page 152 provides the chart
for all cases). Interestingly, the median gain remains roughly equal as we increase the number of vertices, though the variance becomes lower. Increasing
the number of hyperedges gradually increases the relative gain of MSTI TERA TION. We also observe a dependency on the degree distribution. In particular,
MID and EVEN systematically benefit more from iteration than LOW and HIGH.
We explain this by observing that in the extreme cases MSTA PPROXIMATION
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is optimal: if all vertices have degree 1, then the optimal support is simply the
union of all (disjoint) minimum spanning trees; if all vertices have degree k,
then the optimal support is also simply the minimum spanning tree on the
vertices. Difficulties arise when having many vertices that are part of multiple
but not all hyperedges. This corresponds to the MID and EVEN schemes.
Let us now turn towards question (2), and consider the resulting support
length of the L OCAL S EARCH algorithm as well. We omit MSTA PPROXIMA TION from these comparisons, since MSTI TERATION always performs at least
as well. In Figure 7.7 we show the results for n = 40 and 100 (Figure 7.12
on page 153 provides the chart for all cases). As one may expect, the length
increases gradually with more hyperedges, as the support must use more
edges to ensure that each hyperedge induces a connected subgraph. Moreover,
we see that L OCAL S EARCH U consistently outperforms MSTI TERATION. To be
exact, this is the case in 98.5% of all trials; the average ratio of L OCAL S EARCH
U to MSTI TERATION (including those trials in which MSTI TERATION performs better) is 0.877, that is, the support length is over 12% shorter on average.
The effect of degree distribution also stands out. In LOW and MID, requiring
planarity or a support tree has a large effect on the support length, whereas this
is not the case in EVEN and HIGH. To explain this, observe that the minimum
spanning tree on vertices that are in many or all hyperedges is planar and
likely a part of the computed solution; in the EVEN and HIGH cases, there are
comparatively many such vertices which can then serve as places to connect
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the other vertices in the support. In the LOW and MID cases, there are only few
such vertices and thus the shortest connections that can be used to connect
these to such a “backbone” structure are likely to intersect other connections.
Though the number of vertices has little effect on MSTI TERATION and L O CAL S EARCH U, this does exacerbate the above problem: more vertices leads
to a larger increase in support length when we enforce planarity or a support
tree.
Finally, we briefly consider question (3) and compare the computation
times of the various algorithms (see Figure 7.8, or Figure 7.13 on page 154).
We see that the number of hyperedges impacts the computation only slightly,
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whereas the number of vertices has a much stronger effect. MSTI TERATION
clearly outperforms the L OCAL S EARCH variants, running on average 95.11%
faster than L OCAL S EARCH U over all trials (98.73% faster on trials with n =
100). Another clear pattern is that requiring planarity with L OCAL S EARCH
increases the running time significantly (272.64% slower over all trials, 354.06%
on trials with n = 100); the number of steps to arrive at a local minimum is not
sufficiently reduced to compensate for the time spent on checking intersections.
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Experiment 2: Approximation of Optimality
Here we focus on answering two questions: (1) how is the support length
affected by additionally requiring that the support is a tree and/or is planar;
(2) how well do the heuristic algorithms approximate the optimal solution?
Setup. We generate 1000 random hypergraphs with n vertices and k hyperedges, according to degree distribution scheme d, for each combination of
n ∈ {10, 15, 20}, k ∈ {2, 3} and d ∈ { LOW, MID }. For each hypergraph, we
run the L OCAL S EARCH U/T/P/PT and compute5 an optimal solution O PT
U/T/P/PT. To obtain a large enough number of trials, these experiments
were run on different machines simultaneously and in concurrent threads. As
such, we refrain from analyzing algorithm speed in this experiment.
Results. Let us first compare the optimal solutions according to the four
different restrictions. In Figure 7.9 we show the results. For two hyperedges,
we see that there is little to no effect of requiring support trees, but a small
worst-case effect for requiring plane supports for the LOW case—the median
increases only slightly. For three hyperedges, we see that the effects become
slightly larger. Most noticeable is that enforcing support trees now has a slight
effect, even for only a few vertices. In terms of plane supports, we see a similar
pattern as before, that is, that of an increase particularly in the LOW case, but
also some in the MID case. Note that the effects for n = 20 are potentially
5 For n ∈ {10, 15}, this is a simple branch and bound algorithm; for n = 20 we use the ILP
solution, solved with IBM ILOG CPLEX 12.6.3 [11].
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underestimated.
Let us now turn towards how well L OCAL S EARCH performs with respect
to the optimal solution. Our results indicate that in a majority of the cases,
our heuristic actually achieves optimal results (see Figure 7.10). For n = 10,
15 we see a clear decrease of this percentage for plane supports and trees;
we attribute the apparent increase at n = 20 to the failed trials. To further
see how well L OCAL S EARCH performs if it fails to achieve optimal results,
we look at the ratio between the support length it achieves and the optimal
support length. In all cases, we observe a ratio of less than 1.61. The 90-, 95-,
and 99-percentile of this ratio was worst for L OCAL S EARCH PT, being 1.05,
1.09, and 1.19, respectively. Again, we have to keep in mind that the data for
n = 20 likely exclude some of the more difficult cases and thus the trend in
the increasing ratio might extend further for a larger number of vertices.

7.5

Discussion and Limitations
Failed Trials. For the experiments described in Section 7.4.2, not all trials
could be completed. CPLEX [11] was allocated 24GB of RAM and 64GB of file
storage. Nonetheless, the CPLEX computation would run out of memory and
therefore not finish successfully for some cases with n = 20. We have therefore
ran 1730 trials for each of the four conditions (k × d) with four settings for
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Table 7.1

k

d

2

LOW
MID

3

LOW
MID

all

Number of failed trials for n = 20 per condition. Ratio indicates
the average length of L OCAL S EARCH on failed trials, divided by
the average length of L OCAL S EARCH on successful trials.
O PT U
# ratio
2
7
0
18

1.11
1.10

27

O PT T
#
ratio

O PT P
# ratio

1.26
1.26
1.20
1.18

2
7
0
20

1.12
1.10

1.13

7
3
61
169

1.09

240

1.24

29

O PT PT
#
ratio

#

all
ratio

1.11

15
5
264
361

1.23
1.22
1.26
1.23

26
22
325
568

1.22
1.15
1.25
1.20

1.07

645

1.33

941

1.29

O PT; 941 runs out of these 27, 680 runs failed (approximately 3.4%). This
is shown in Table 7.1. We filtered out erroneous trials, leaving 1138 trials,
1000 of which were used for the analysis of the results to match the cases for
n = 10, 15. This may bias the results towards only including the “easier” cases
on which CPLEX was successful; this should be taken into consideration when
interpreting the results. To localize and quantify this bias, we counted which
conditions failed and, for each condition, measured the average length of the
L OCAL S EARCH results in the successful and failed trials (see Table 7.1). We
note that the tree and plane tree cases are impacted most. We also see that the
ratio is mostly well above one, suggesting that indeed the more difficult cases
have now been excluded from the analysis.
Implications for Set Visualization. Our work is motivated from visualizing
set systems with fixed vertex locations. As mentioned earlier, supports are
implicitly used in various techniques to structure such visualizations (Alper
et al. 2011; Dinkla et al. 2012; Meulemans et al. 2013). These methods often
treat the various sets as independent, either completely or by fixing their order
and computing the support for each set only after computing (and thereby
fixing) the prior sets. Our theoretical results further support such approaches,
as the computational problem where even only two sets influence each other is
NP-hard when minimizing the length of the support while avoiding crossings
(by Theorem 7.4).
We also considered an approximation algorithm and a simple local-search
method to compute high-quality supports (see Figure 7.2 for some results on
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real data, using a set-visualization rendering). The experiments show that
these methods are indeed effective. Especially the local-search approach can
handle a variety of constraints, while often giving near-optimal solutions. As
such, this type of algorithm seems suitable for computing good supports. At
the same time, we should acknowledge that good supports often make a tradeoff between various criteria beyond length and planarity. Edges of the support
need not be line segments, but may indeed be routed to avoid ambiguity
when a segment would be too close to a vertex that is not in the set. When
we ignore crossings, such routings can be precomputed and considered in,
e.g., our local-search method. But the problem becomes more complex when
we also consider intersections, as routes of different length may be needed
depending on which other edges are part of the support. Yet, if the data set is
not too dense, the deviations necessary to reroute can be small. This allows
our methods to be used to compute a good basic support, of which the edge
geometry can be modified in a postprocessing step to satisfy other criteria.

7.6

Conclusion
Motivated by finding structures to visualize set systems, we studied the problem of computing good supports for hypergraphs. Specifically, we focussed on
length minimization combined with planarity or acyclicity requirements. We
showed that this problem is NP-hard even for two hyperedges with one containing the other. The acyclic case requires that the elements that are contained
in all sets form a connected subgraph of the eventual support. We showed
that the existence of such elements guarantees that a plane support exists.
However, we also showed that extending the Euclidean minimum spanning
tree on those elements cannot lead to an O(n)-approximation algorithm on a
hypergraph with n vertices.
Motivated by the NP-hardness of computing shortest plane supports, we
conducted a computational experiment to investigate the quality of supports
that can be computed via heuristic algorithms. To this end we introduced
two heuristic algorithms and evaluated these with respect to each other and
to exact solutions computed via an integer linear program. Our experiments
showed that the heuristic L OCAL S EARCH often achieves the optimal solution, and otherwise computes a support that is less than 20% longer than the
optimal solution in 99% of the cases. Moreover, our experiments showed
that L OCAL S EARCH performs better than MSTI TERATION, which in turn is a
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k-approximation for k hyperedges. But recall that MSTI TERATION does not
support computing planar or acyclic supports. We can also guarantee that
L OCAL S EARCH (without restrictions) is a k-approximation by initializing it
using either MSTA PPROXIMATION or MSTI TERATION. However, it is not
clear whether this change will generally improve the result of L OCAL S EARCH.
There is a trade-off between speed and support length, where MSTI TERATION
is better for the former and L OCAL S EARCH for the latter. We also observed
that the increase in support length caused by additional requirements, depends both on the number of sets and the number of set memberships per
element, but this behavior seems predictable and not to depend on the number
of elements.
Future Work. We observed in the introduction that support edges that are
used by multiple hyperedges, even though they do not significantly reduce
“ink”, do show co-occurrences of elements and thus have a potential added
value in the drawing. It would be interesting to establish the validity of this
reasoning in a user study and better quantify the data-ink ratio.
From the theoretical side, several questions remain open. For example, can
we efficiently decide whether a plane support tree exists? We currently know
how to answer this only for two hyperedges (using Lemma 7.1 and Bereg
et al. 2011). In terms of length minimization of a plane support, the question
of whether the problem can be efficiently solved for two disjoint hyperedges
remains open.6 Recently, Kindermann et al. (2018) studied this problem of
disjoint hyperedges in the case of many small hyperedges, as opposed to few
large hyperedges. Finally, we may also investigate how many iterations we
need for MSTI TERATION with more than two hyperedges to guarantee that
the computation stabilizes?
Our experiments indicate that our local search algorithm does not always
perform optimally, especially when requiring plane supports. It is, however,
based on simple hill climbing. Can we employ better search techniques such
as simulated annealing to efficiently find better solutions?
Finally, we chose to generate random hypergraphs for our experiments, as
to not depend on particular properties of (geospatial) configurations that may
be inherent to some real-world data sets. While this reduces the explanatory
power with respect to real-world data sets, it provides us with more insight
into the structural problem, unbiased by unknown or hidden structures of
6 In a preliminary version of this work (Castermans, van Garderen, et al. 2018), we claimed that
this was NP-complete. However, a flaw was found in the construction.
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real-world data. We leave it to future work to further dive into real-world data
sets, to see if similar trends and patterns emerge or more difficult structures
arise and to evaluate in a user study the impact of the different heuristics on
readability. One example of a structure we foresee to pose challenges, is when
the vertices are located on a road network: American cities for example often
exhibit grid-like road networks. This causes collinearity issues, and makes it
challenging to obtain clear supports using only straight line edges.
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Figure 7.11
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Ratio of the support length computed by MSTI TERATION as a
fraction of MSTA PPROXIMATION. A lower value indicates a
higher gain of the iteration method.

Total edge length ratio: MST iterations / MST approximation
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Quoth the Raven, “Nevermore.”
Thus quoth the Raven. “Nevermore.”
The Alan Parsons Project, The Raven

Chapter 8

Conclusion
This dissertation bundles many results from the interdisciplinary C AT V IS
project, which we introduced in Section 1.1: it is a collaboration between applied geometric algorithms and visualization researchers from TU Eindhoven,
data scientists working at OCLC, and philosophers who have a strong interest in the methodological foundations of visualization research. We will in
this chapter briefly summarize the results we obtained and presented in this
dissertation, as well as look ahead and discuss possible future work.

8.1

Summary of Results
We considered both algorithmic and visualization challenges motivated by
e-Humanities research, where most of the algorithmic challenges are in turn
motivated by the visualization challenges we worked on. We introduced
GlamMap as a motivation for the work we did on developing two algorithms
that solve the agglomerative clustering problem: one, presented in Chapter 4,
is asymptotically much more efficient than the previous state-of-the-art solutions. The second, although not as fast asymptotically, can be implemented
more easily and performs well in practice. We have demonstrated so in Chapter 5. We developed, following our position as presented in Chapter 2, a
novel visual encoding and accompanying embedding technique for highdimensional data in Chapter 6. Moreover, we experimentally compared our
embedding technique to modified versions of state-of-the-art embedding tech155

niques. Finally, we took on challenges faced in set visualization in Chapter 7,
where we explored the consequences of and tradeoffs between constraints on
supports for hypergraphs. We contributed hardness results, (heuristic) algorithms for support edge length minimization, and an extensive experimental
evaluation of those algorithms and tradeoffs.
We have taken steps in the direction of gaining trust in visualizations for
Digital Humanities, but have not arrived there yet. We elaborate on possible
future work in that area in Section 8.2. We contribute algorithms –for various
problems– that we have proven to be correct in Chapters 4, 5, 6 and 7. Moreover, the visualization presented in Chapter 6 includes a visual indication of
the underlying data (distance stars), allowing users to verify how truthful the
representation is. Of course, there is a gap between theory and practice. An
implementation of a correct algorithm may be faulty and produce incorrect
results. We observe in practice that users (and creators!) of visualizations
not only assume that the underlying approach works correctly, but also that
the implementation is flawless and that the visual representation is veracious
and free of deception. However, if users find anything in the visualization
they know to be false, they may lose trust in all of the aforementioned parts.
We have contributed approaches that we prove to be correct, and have communicated the importance of provably correct approaches at various Digital
Humanities and visualization venues. We have presented measures allowing
users to verify the veracity of visual representations, and advocate further
research into such measures.
Aside from the above results, we have also learned a lot from working
in an interdisciplinary collaboration such as C AT V IS. We have overcome
many challenges that are posed by working together with researchers in other
domains, and summarize the most important lessons learned in Chapter 2.
There are however challenges we have not been able to address adequately
in the time that has been available to us so far, and some interesting research
areas remain largely unexplored.

8.2

Looking Ahead
We aim to concisely enumerate in this section the topics we deem most important to explore further, guided by our experiences from collaborating within
the C AT V IS project.
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Trust in Visualizations. The three challenges we have described in Chapter 2 concern the need for proper evaluation of computational tools on the
basis of ground truths, the need to provide provable guarantees that the data
are faithfully represented by visualizations, and the need for transparency
and accessibility of the computational tools employed in Digital Humanities
projects. These challenges must be met if users are to trust visualizations. In
order to provide provable guarantees that data is faithfully visualized, we
require the identification of a large subset of salient information which must be
represented faithfully. This requires more research into abstraction techniques
which provide provable guarantees. To further transparency for visualization
in the Digital Humanities we have argued that we must evaluate visualizations on the basis of synthetic data, even if the use of synthetic data is not yet
fully accepted in the visualization community. This proposal calls for further
research in the construction of suitable synthetic data sets for visualizations.
User Studies. We would like to perform user studies on two systems. The
first is a new version of GlamMap, powered by the algorithm described in
Chapter 5. The second is S OLARV IEW. As we discussed in Section 1.4, there is a
number of delicate issues around conducting a user study: trust in the way the
data is produced; reproducibility of the results; and it may prove challenging
to capture all involved parameters (background of the users, distractions, et
cetera). Still, it is one of the most powerful tools currently available to assess
the effectiveness of visualizations, and additionally it is a widely accepted
tool to do so. In the case of GlamMap, we want to test the potential benefit
of clutter-free proportional symbol maps and compare those to, e.g., a basic
list interface. For S OLARV IEW, we want to invite e-Humanities scholars to
determine (i ) if the visual encoding is clear and intuitive enough for a more
general audience, and (ii ) if S OLARV IEW does in fact provide an easy overview
of (potentially unfamiliar) research fields. It would additionally be interesting
to test the application of S OLARV IEW in a different domain.
Interdisciplinary Communication. Over the course of the C AT V IS collaboration, we have repeatedly experienced misunderstandings caused by different
use of language in different domains. An example of this situation is the
word facet, which has a very specific meaning in information retrieval that is
different from the general meaning of the word.
Additionally, it proved to be challenging to make assumed knowledge
explicit. Specifically it may happen that after a period of time, two researchers
a and b from different domains find out that they understood a problem –or
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solution– differently, because either a assumed prior knowledge that b lacks, or
a and b both assumed they had the required prior knowledge, but find out that
their respective knowledge is different. A general example of this situation is
one wherein a computer scientist a designs an algorithm to solve a problem,
and a researcher b from another domain uses the algorithm. Researcher b may
interpret any result coming out of the algorithm as undeniably true, because
“the computer says so.” It is sometimes critical for a to be able to observe b
using the algorithm, and explain odd results caused by, e.g., the model of the
problem underlying the algorithm.
Finally, we have encountered once or twice a situation wherein domain
experts used visualizations that were under development, and found results
they were not expecting. They were perfectly capable of finding explanations
for these unexpected results. However, it turned out that the implementation
or data powering the visualization contained an error. The domain experts
thus put too much trust in the visualization. This is not their fault, but emphasizes the Achilles heel of visualizations we identified in Section 1.4, that
paradoxically is simultaneously their power: visualizations are designed to
emphasize certain aspects of the data, and de-emphasize other aspects. Users
can however generally not check if the visualization emphasizes the right aspects of the data. We see research potential in exploring options for amending
and complementing visualizations in such a way that users can verify them.
We also see great potential in interdisciplinary projects. They invite reflection in all domains involved, broaden the horizon of all participating
researchers and may lead to novel solutions for old problems, when one
domain complements another. This type of mingling should be encouraged.
A potentially very interesting area of research is the organization of interdisciplinary research projects. This arguably is meta research, which is hard to
categorize, but nevertheless extremely valuable. Documenting and formalizing processes for exchanging knowledge between experts in different domains,
and producing new knowledge together, may prove to be indispensable to
further this type of projects.
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The best books, he perceived, are those
that tell you what you know already.
George Orwell, 1984
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Summaries
We summarize the contents of this dissertation and highlight the results contained in it. Additionally we provide a Dutch translation of this summary.

Algorithms for Visualization in Digital Humanities
This dissertation encompasses the most important results of the interdisciplinary research project C AT V IS, which is a collaborative effort between
computer scientists, specifically researchers working on applied geometric
algorithms and visualization; data scientists working at OCLC, a company
that hosts WorldCat, the world’s largest database with information on library
collections; and philosophers with a strong interest in the methodological
foundations of computational approaches and visualization research. The
goal of C AT V IS is to provide visual tools and methods that allow librarians to
manage and understand hundreds of millions of bibliographic records, and to
develop visual tools and methods that aid philosophers in their research.
We describe a number of methodological and philosophical challenges that
arose within C AT V IS. The challenges we describe concern aspects of one single
epistemic need: that of methodologically securing (an increase in) trust in
visualizations. We discuss the lack of ground truths in the (Digital) Humanities
and argue that trust in visualizations requires that we evaluate visualizations
on the basis of ground truths that Humanities scholars themselves create. We
further argue that trust in visualizations requires that a visualization provides
provable guarantees on the faithfulness of the visual representation and that
we must clearly communicate to the users which part of the visualization can
be trusted and how much. We also discuss transparency and accessibility in
visualization research and provide measures for securing them.
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After that we present GlamMap, a visualization tool for large, multi-variate
georeferenced Humanities data sets. It visualizes the data as glyphs on a
zoomable geographic map, and performs clustering and data aggregation at
each zoom level to avoid clutter and to prevent overlap of symbols. GlamMap
was developed for the Galleries, Libraries, Archives, and Museums (GLAM)
domain in cooperation with researchers in philosophy and linguistics.
GlamMap poses an interesting theoretical problem that can be formalized
as follows. Consider a set of disjoint square glyphs on an interactive map.
When the user zooms out, the glyphs grow relative to the map, possibly with
different speeds. When two glyphs intersect, we wish to replace them by
a new glyph that captures the information of the intersecting glyphs. We
present a fully dynamic kinetic data structure that maintains a set of n disjoint
growing squares. Our data structure uses O n log n log log n space, supports


queries in worst case O log2 n time, and updates in O log5 n amortized time.

This leads to an O n α(n) log5 n time algorithm to solve the agglomerative

clustering problem, a significant improvement over the original O n2 time
GlamMap algorithm.
Although our algorithm is asymptotically much faster than previous approaches, from a practical point of view, it does not perform better for n ≤ 106 .
We present a new agglomerative clustering algorithm which works efficiently
in practice. Our algorithm relies on the use of quadtrees to speed up spatial
computations. Interestingly, even in non-pathological data sets we can encounter large glyphs that intersect many quadtree cells and that are involved
in many clustering events. We therefore devise a special strategy to handle
such large glyphs. We test our algorithm on several synthetic and real-world
data sets and show that it performs well in practice.
We contribute a novel type of low distortion radial embedding which
focuses on one specific entity and its closest neighbors. Our embedding preserves near-exact distances to the focus entity and aims to minimize distortion
between the other entities. We present an interactive exploration tool S O LARV IEW , which places the focus entity at the center of a solar system and
embeds its neighbors guided by concentric circles. S OLARV IEW provides
an implementation of our novel embedding and several state-of-the-art dimensionality reduction and embedding techniques, which we adapted to our
setting in various ways. We experimentally evaluate our embedding and
compare it to these state-of-the-art techniques. The results show that our
embedding competes with these techniques and achieves low distortion in
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practice. Our method performs particularly well when the visualization, and
hence the embedding, adheres to the solar system design principle of our
application. Nonetheless –as with all dimensionality reduction techniques–
the distortion may be high. We leverage interaction techniques to give clear
visual cues that allow users to accurately judge distortion.
Motivated by set visualization, we study plane supports of hypergraphs,
where the vertices have fixed locations in the plane, and the supports have
straight-line edges. Following principles well-established in the visualization
community, we investigate finding plane supports with minimum total edge
length. After showing that this is NP-hard, we provide a sufficient condition
for the existence of plane supports. Our main contribution however lies in
providing a number of heuristic algorithms for finding plane supports with
low total edge length: short plane supports. We implement these algorithms,
and experimentally compare different settings to evaluate the effects of, e.g.,
dropping the planarity requirement, or requiring that the support is a tree.

Algoritmen voor Visualisaties ten behoeve van
Digitale Geesteswetenschappen
Dit proefschrift bevat de belangrijkste onderzoeksresultaten die zijn voortgekomen uit het interdisciplinaire onderzoeksproject C AT V IS. Dit project bestaat
uit een samenwerkingsverband tussen drie groepen. De eerste groep wordt
gevormd door informatici, in het bijzonder onderzoekers op de gebieden van
toegepaste geometrische algoritmen en visualisatie. De tweede groep bestaat
uit dataspecialisten werkzaam bij OCLC: het bedrijf dat WorldCat beheert,
’s werelds grootste databank van bibliografische metadata. Tenslotte neemt een
groep filosofen deel aan C AT V IS, die interesse heeft in zowel de methodologische grondslag van rekenkundige toepassingen als in visualisatieonderzoek.
Het doel van C AT V IS is de ontwikkeling van (visuele) applicaties die enerzijds
bibliothecarissen –in het bijzonder informatiespecialisten– moeten ondersteunen bij het beheren en begrijpen van gegevens over honderden miljoenen
werken, en anderzijds filosofen moeten ondersteunen bij hun onderzoek.
We beschrijven een aantal methodologische en filosofische uitdagingen
waar we binnen C AT V IS tegenaan liepen. Al deze uitdagingen betreffen
eenzelfde epistemische behoefte: het verkrijgen van (een vergroot) vertrouwen
in visualisaties. We bediscussiëren het gemis van standaarddata in de (digitale)
geesteswetenschappen, en beargumenteren dat het verkrijgen van vertrouwen
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in visualisaties vereist dat het evalueren van visualisaties gebeurt op basis
van standaarddata die door geesteswetenschappers zelf wordt geproduceerd.
We beargumenteren verder dat visualisaties bewijsbare garanties dienen te
geven over hoe getrouw zij de data representeren alvorens zij vertrouwd
kunnen worden. Gebruikers moeten duidelijk kunnen zien welke delen van
de visualisatie vertrouwd kunnen worden en in welke mate. We bespreken ook
transparantie in en toegankelijkheid van visualisatieonderzoek, en mogelijke
maatregelen die genomen kunnen worden om beide te verkrijgen.
Hierna presenteren we GlamMap, een visualisatie-applicatie voor grote,
multivariate, aan geografische coördinaten gerelateerde gegevensverzamelingen uit de geesteswetenschappen. GlamMap toont de data middels symbolen
op een zoombare geografische kaart, waarbij de symbolen gegroepeerd en
de data geaggregeerd worden op elk zoomniveau om overlap van symbolen
te vermijden, en zo de visualisatie inzichtelijker te maken. Gebruikers van
GlamMap komen uit het domein van galerieën, bibliotheken (libraries), archieven, en musea, samen afgekort tot GLAM. De applicatie is ontwikkeld in
samenwerking met onderzoekers uit de filosofie en taalkunde.
Het efficiënt groeperen van symbolen in GlamMap is interessant vanuit
een theoretisch perspectief: het probleem kan als volgt worden geformaliseerd.
Beschouw een verzameling vierkante symbolen die onderling niet overlappen, op een zoombare kaart. De symbolen groeien ten opzichte van de kaart
wanneer een gebruiker inzoomt, mogelijk in verschillende mate. Wanneer
twee symbolen elkaar daarbij overlappen, vervangen we ze door een nieuw
symbool dat de informatie van beide symbolen representeert. We presenteren
een volledig dynamisch-kinetische datastructuur die een verzameling van n
groeiende, niet-overlappende
 vierkanten kan bijhouden. Onze datastructuur
gebruikt O n log n log log n opslagruimte, ondersteunt het uitvoeren van


zoekopdrachten in O log2 n tijd, en het maken van wijzigingen in O log5 n
geamortiseerde looptijd.
 Gebruikmakend van deze datastructuur verkrijgen
we een O n α(n) log5 n tijd algoritme voor het agglomeratief groeperen van
symbolen.Dit is een significante verbetering ten opzichte van het oorspronkelijke O n2 tijd algoritme in GlamMap.
Ondanks deze asymptotische verbetering is ons algoritme in de praktijk
nog niet sneller in het geval n ≤ 106 . We presenteren daarom een nieuw algoritme voor agglomeratieve groepering, dat goed presteert in de praktijk. Ons
algoritme maakt gebruik van quadtrees om ruimtelijke berekeningen sneller uit
te kunnen voeren. Interessant is dat ook in niet-synthetische data zich vaak
een situatie voordoet waarbij een groot symbool veel quadtree-cellen snijdt
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en daardoor betrokken is bij relatief veel voorvallen waarbij het mogelijk een
ander symbool overlapt. We bedenken een speciale strategie om efficiënt
met zulke grote symbolen om te gaan. We testen ons algoritme op enkele
synthetische dataverzamelingen, alsook op dataverzamelingen uit de praktijk,
en tonen experimenteel aan dat ons algoritme efficiënt werkt in de praktijk.
We dragen een nieuw soort radiale inbedding aan met weinig vervorming,
welke zich focust op een enkele entiteit en haar naaste buren. Onze inbedding
vervormt afstanden tot de focus entiteit minimaal, en streeft ernaar om vervorming van afstanden tussen andere entiteiten zo veel mogelijk te beperken. We
presenteren de interactieve onderzoeksapplicatie S OLARV IEW, die de focus
entiteit in het centrum van een zonnestelsel plaatst en bij het inbedden van
haar naaste buren concentrische cirkels als leidraad gebruikt. S OLARV IEW
implementeert onze nieuwe inbeddingstechniek, alsmede enkele welbekende
technieken voor dimensiereductie en inbedding, die we op verscheidene manieren hebben aangepast aan onze toepassing. We evalueren onze inbedding
experimenteel, en vergelijken hem met de welbekende technieken. Uit de
resultaten blijkt dat onze inbedding kan wedijveren met de bekende technieken, en een kleine vervorming bewerkstelligt in de praktijk. Onze techniek
presteert bijzonder goed wanneer de visualisatie, en dus de inbedding, dient
te voldoen aan de ontwerpprincipes van het zonnestelsel in onze toepassing.
Desondanks –zoals met alle technieken voor dimensiereductie– kan de vervorming groot zijn. We maken gebruik van interactie om gebruikers duidelijke
hints te geven die hen helpen de mate van vervorming in te schatten.
Geïnspireerd door het vele werk rondom de visualisatie van verzamelingen bestuderen we niet-kruisende raamwerken van hypergrafen, waarvan de
locatie van de knopen vastligt en waarvan de kanten rechte lijnen zijn. Gehoor
gevend aan welbekende principes uit de visualisatiegemeenschap, onderzoeken we het vinden van niet-kruisende raamwerken met een minimale totale
kantlengte. We tonen aan dat dit NP-moeilijk is, en verschaffen een voldoende
voorwaarde waar hypergrafen aan kunnen voldoen om het bestaan van een
niet-kruisend raamwerk te garanderen. Onze belangrijkste bijdrage is echter
het presenteren van een aantal heuristische algoritmen voor het vinden van
niet-kruisende raamwerken met een kleine totale kantlengte. We implementeren deze algoritmen en vergelijken experimenteel de effecten die verscheidene
parameters hebben op de looptijd en totale kantlengte, zoals het toestaan van
kruisingen of het vereisen dat het raamwerk een boomstructuur heeft.
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