An isotopic invariant for planar drawings of connected planar graphs
Hidders, A.J.H.

Published: 01/01/1995

Citation for published version (APA):
An Isotopic Invariant for Planar Drawings of
Connected Planar Graphs

by

J. Hidders

Computing Science Report 95/04
Eindhoven, March 1995
An Isotopic Invariant for Planar Drawings of Connected Planar Graphs

J. Hinders

Abstract

In this report we will present a data structure called PLA-structure for representing the topological information of a database containing points, lines and areas in a plane. This data structure gives for every point in the database the circular alternating list of incident lines and adjacent areas that one sees as one proceeds clockwise around the point. It will be shown in this report that if we add an indication of which area is the "outside" of the drawing in the plane, the datastructure is a complete isotopic invariant. This means that the data structure contains exactly all the isotopic information of the data. The data structure is therefore interesting as an efficient data structure for spatial data that is mainly queried on its topological aspects.
1 Introduction

The last few years has shown the rise of a new area in database research viz. spatial databases [Par95]. Spatial databases offer next to the conventional database services also the possibilities of storing spatial data and manipulating it with geometric and topological operations. Areas that rely upon these types of databases include CAD-CAM, VLSI, robotics, historical databases, geographical information systems, architectural sciences, visual perception and autonomous navigation, tracking, environmental protection and medical imaging. Typically, the spatial information in these areas is limited to a two-dimensional plane, a sphere or a three-dimensional space. It is one of the main tasks of a spatial database to provide efficient data structures for this kind of information.

Whether a data structure is efficient or not is dependent upon the type of queries and updates that is going to be performed. It is, for instance, not necessary for all queries to know the exact coordinates or the exact shape of the queried spatial objects. For instance, the query “Give all cities in Germany on the west bank of the Rhine north of Bonn” only requires knowledge of what regions objects are contained in and how they are ordered in longitude and latitude. The query “Is there an airport within 100 miles of my house?” only needs knowledge of distances between objects. The data structure we will be discussing here is meant for queries that use only the topological properties of the objects. These are properties such as adjacency, connectivity and containment, that remain invariant under topological deformation. Examples of such queries are “What states of the US are bordering on Ohio?” and “Is there a highway connecting Tampa with Miami?”. Such queries can be computed more efficiently if the data base stores the topological relationships between the objects explicitly.

A common representation of point-line-area spatial databases is by a data structure listing for each point its incident lines and its adjacent areas, arranged in the order in which they appear as one proceeds clockwise around the point. We call this data structure an observation-structure. Essentially this structure underlies the TIGRIS system [Her87], as well as the topological layer of the ARC/INFO system [Mor89], and the original design of the cartography system of the Census Bureau of the United States [Cor79]. We intend to show in this report that this data structure with a slight extension captures exactly all topological information of a point-line-area database, i.e., two datastructure are equivalent iff the spatial databases they describe are topologically equivalent.
2 Spatial Databases and Observation Structures

In this section, we define what we consider a spatial database for the discussion in this report and how it is described by an observation structure.

**Definition 1** A spatial database consists of a finite set of named points, a finite set of named lines and a finite set of named areas. Each point name is assigned to a distinct point in the plane. Each line name is assigned to a distinct non-selfintersecting continuous curve in the plane that starts and ends in a named point and does not contain any other named points except these. Each area name is assigned to a distinct area formed by the named lines.

A spatial database corresponds with the drawing of an undirected multigraph with nodes, edges and regions enclosed by edges uniquely labeled, and no intersecting edges. Note that lines are allowed to start and end in the same point, i.e., the database may contain loops. An example of a spatial database is given in Figure 1. Here we see a database with 6 points, 10 edges and 6 areas. Note that line names are Roman captals, point names are Roman characters and area names are Greek characters.

![Figure 1: An example of a spatial database](image)

3
Definition 2 An observation of a point in a spatial database is a circular alternating list of area names and line names corresponding respectively to the areas and lines that an observer, placed in the named point, sees when he makes one clockwise full turn and scans the environment of the point.

This last definition is rather informal but it is shown in [KPV95] that it is a well-defined notion. This is based upon the following observation. If we draw a circle of diameter $d$ around the point then we can make a circular alternating list of area names and line names corresponding to areas and lines that we meet when we follow the circle clockwise. It can be proved that if we make $d$ small enough all circles with a smaller diameter will have the same circular list of area names and line names. It is this unique circular list that is defined as the observation of that point.

An example of an observation is that of point $f$ in Figure 1 whose alternating list is $(aD\delta E\gamma F\alpha G)$. We are now ready to define the data structure that has to contain all the topological information of a spatial database.

Definition 3 A PLA-structure of a spatial database $D$ is defined as a tuple $(P, L, A, a^\infty, \text{Obs})$ where $P$ is the set of point names of $D$, $L$ is the set of line names of $D$, $A$ is the set of area names of $D$, $a^\infty$ is the name of the unbounded area of $D$, and $\text{Obs}$ is a function that maps every point name in $P$ to the observation of the point with that name in $D$.

It has been shown in [KPV95] that there is an efficient algorithm for deciding whether an arbitrary PLA-structure actually represents a possible spatial database.

3 The Invariance of PLA-Structures

In this section we will prove that PLA-structures contain exactly all the topological information of a spatial database. In order to define this more formally we need the notion of “topological equivalence”. An example of two topological equivalent spatial databases is given in Figure 2. Intuitively, two spatial databases are topologically equivalent if one can be obtained from the other by a continuous deformation. In other words, there is a “continuous motion picture” in the plane by which one is transformed into the other. The mathematical formalization of such “a motion picture” is given by the notion of isotopy. An isotopy $h$ is a continuous series $(h_t \mid 0 \leq t \leq 1)$ of homeomorphisms of the plane.
Definition 4 Two spatial databases $D_1$ and $D_2$ are called topologically equivalent if there exists an isotopy $h$ such that $h_0(D_1) = D_1$ and $h_1(D_1) = D_2$, with the understanding that $h$ respects the names of points, lines and areas.

A data structure contains exactly all topological information of a spatial database if two data structures are equal iff they represent two topologically equivalent databases. It is the central theorem of this report that this holds for PLA-structures.

Theorem 1 Two PLA-structures of two spatial databases are equal iff the two spatial databases are topologically equivalent.

It can now be explained why PLA-structures contain an indication of the unbounded region next to the observations of all the points in the database. In Figure 3 we see two spatial databases with the same observations for all the points but who are not isotopically equivalent.

The proof of Theorem 1 is done in several stages. We will begin with the if-part.

Lemma 2 The PLA-structures of two topologically equivalent databases are equal.

Proof: It is trivial to see that the names of points, lines and areas remain the same since every isotopy defining equivalency respects them by definition. It also holds that the isotopy lets bounded areas remain bounded.
Therefore the (unique) unbounded area also remains unbounded. Finally, the observation of every point is not changed by the topology because a circle with center point \( p \), that is located inside a topological deformation of a (possibly other) circle that was used to obtain an observation from \( p \), gives rise to an identical observation as the original circle.

The proof for the only-if-part of the theorem is given first only for "connected" spatial databases. A spatial database is connected if the graph defined by its points and lines is connected.

**Lemma 3** If two connected spatial databases have the same PLA-structure then they are isotopically equivalent.

**Proof:** Every connected spatial database can be built using the following three steps: (1) adding a point to an empty database, (2) adding a point and a line connecting it to an already existing point, and (3) adding a line between two already existing points. Note that the third step causes an area to be split into two areas. The result of these steps is always again a connected spatial database. We will prove that if the same step is performed upon two topologically equivalent spatial databases with the same PLA-structure then the results will also be topologically equivalent provided that their new PLA-structures are the same. From this it follows with induction upon the number of steps that if we construct two connected spatial databases with the same PLA-structure using the same list of steps, we will end up with two topologically equivalent spatial databases. Since any two connected spatial databases with the same PLA-structure can be constructed using the same list of steps it follows that they are topologically equivalent.

In the following of the proof we will use \( D_1 \) and \( D_2 \) for the two topologically equivalent spatial databases and \( h \) for the isotopy that makes them
equivalent. Furthermore, we use \((P, L, A, \alpha^\infty, Obj)\) for the PLA-structure of \(D_1\) and \(D_2\). The databases after the step are called \(D'_1\) and \(D'_2\) and their common PLA-structure is \((P', L', A', \beta^\infty, Obj')\).

**Adding a point to an empty database** It is trivial to see that two spatial databases with one point and the same PLA-structure are topologically equivalent.

**Adding a point and a line connecting it to an old point** In both \(D_1\) and \(D_2\) the new point and line are placed in the same region. The isotopy \(h\) maps this region of \(D_1\) containing the new line, to the region with the same name in \(D_2\). Therefore we can obtain an isotopy between \(D'_1\) and \(D'_2\) by extending \(h\) with a transformation changing only points in this region such that the new line and new point are moved from their position in \(h(D_1)\) to their position in \(D'_2\).

**Adding a line between two points** If the new line lies in a bounded region then we can use the same technique as before; the old isotopy will keep this line in the same region and \(h\) can be extended to move the line to its place in \(D'_2\). If, however, the new line lies in the \(\alpha^\infty\) it is slightly more complicated. The new line will split \(\alpha^\infty\) in a bounded area \(\gamma\) and an unbounded area \(\beta^\infty\). If we look at the observations of the two points involved we see that if one point sees \(\beta^\infty\) left from the new line then the other point will see it at the right and vice versa. Which of the two is the case is determined by the PLA-structure of \(D'_1\) and \(D'_2\). So, \(h(D_1)\) is identical to \(D'_2\) except for the new line splitting \(\alpha^\infty\) in \(\gamma\) and \(\beta^\infty\). Since the points that this line is connected to, see in both spatial databases \(\gamma\) at the same side of the line, the topology \(h\) can be extended with a transformation changing only points in \(\alpha^\infty\) that moves the new line to its position in \(D'_2\).

The lemma for connected spatial databases can be easily generalized for all spatial databases.

**Lemma 4** If two spatial databases have the same PLA-structure then they are isotopically equivalent.

**Proof:** Every spatial database can be regarded as a set of connected spatial databases with recursively sets of spatial databases nested in their bounded
regions. Two spatial databases with the same PLA-structure will always have the same nesting depth. We can prove by induction upon the depth of nesting that the theorem holds. The case where there is no nesting follows directly from Lemma 3. If we have a spatial database with depth of nesting $n + 1$ then we first omit the nested spatial databases and then construct an isotopy by Lemma 3 between the remaining connected spatial databases. This isotopy leaves the nested spatial databases in the "right" area. Therefore we only need to extend the isotopy for every area with nested spatial databases with a transformation that moves only the points in this region, to move these nested spatial databases to their right place and form within this region. That this is possible follows from the induction hypothesis and the fact that the nesting depth of these nested spatial databases is less than or equal to $n$.

It is now simple to see how the proof of Theorem 1 follows from Lemma 2 and Lemma 4. This concludes the proof of the central theorem of this report.

4 Conclusions

We have shown that the PLA-structure is a data structures that captures exactly all the topological information of a spatial database containing points, lines and areas in a plane. This identifies it is an important candidate for an efficient data structure for spatial data that is mainly queried on its topological content. It also shows that it might serve as an appropriate conceptual model for users that are mainly interested in topological properties of their spatial data. These users can then be sure that their conceptual model contains all the topological aspects of their data.

Acknowledgements: I would like to thank Jan Van den Bussche and Bart Kuijpers for making me think about the issues discussed in this report, and Jan Paredaens for encouraging me to write it.

References


In this series appeared:

93/01 R. van Geldrop
93/02 T. Verhoeff
93/03 T. Verhoeff
93/04 E.H.L. Aarts, J.H.M. Korst, P.J. Zwietering
93/05 J.C.M. Baeten, C. Verhoef
93/06 J.P. Veltkamp
93/07 P.D. Moerland
93/08 J. Verhoosel
93/09 K.M. van Hee
93/10 K.M. van Hee
93/11 K.M. van Hee
93/12 K.M. van Hee
93/13 K.M. van Hee
93/14 J.C.M. Baeten, J.A. Bergstra
93/15 J.C.M. Baeten, J.A. Bergstra, R.N. Bol
93/16 H. Schepers, J. Hooman
93/17 D. Alstein, P. van der Stok
93/18 C. Verhoef
93/19 G-J. Houben
93/20 F.S. de Boer
93/21 M. Codish

Deriving the Aho-Corasick algorithms: a case study into the synergy of programming methods, p. 36.

A continuous version of the Prisoner's Dilemma, p. 17

Quicksort for linked lists, p. 8.

Deterministic and randomized local search, p. 78.

A congruence theorem for structured operational semantics with predicates, p. 18.

On the unavoidability of metastable behaviour, p. 29

Exercises in Multiprogramming, p. 97

A Formal Deterministic Scheduling Model for Hard Real-Time Executions in DEDOS, p. 32.


Systems Engineering: a Formal Approach Part II: Frameworks, p. 44.


A Trace-Based Compositional Proof Theory for Fault Tolerant Distributed Systems, p. 27

Hard Real-Time Reliable Multicast in the DEDOS system, p. 19.

A congruence theorem for structured operational semantics with predicates and negative premises, p. 22.

The Design of an Online Help Facility for ExSpect, p. 21.


Freeness Analysis for Logic Programs - And Correct-
A Typechecker for Bijective Pure Type Systems, p. 28.
Relational Algebra and Equational Proofs, p. 23.
Pure Type Systems with Definitions, p. 38.
Multi-dimensional Petri nets, p. 25.
Finding all minimal separators of a graph, p. 11.
A Semantics for a fine \(\lambda\)-calculus with de Bruijn indices, p. 49.
GOLD, a Graph Oriented Language for Databases, p. 42.
On Vertex Ranking for Permutation and Other Graphs, p. 11.
Derivation of delay insensitive and speed independent CMOS circuits, using directed commands and production rule sets, p. 40.
ILLIAS, a sequential language for parallel matrix computations, p. 20.
Real Time Process Algebra with Infinitesimals, p. 39.
Abstract Reduction and Topology, p. 28.
Non Interleaving Process Algebra, p. 17.
Design and Analysis of Dynamic Leader Election Protocols in Broadcast Networks, p. 73.
A general conservative extension theorem in process algebra, p. 17.
Job Shop Scheduling by Constraint Satisfaction, p. 22.
A Hierarchical Membership Protocol for Synchronous
D. Alstein

93/41 A. Bijlsma
Temporal operators viewed as predicate transformers, p. 11.

93/42 P.M.P. Rambags
Automatic Verification of Regular Protocols in P/T Nets, p. 23.

93/43 B.W. Watson
A taxonomy of finite automata construction algorithms, p. 87.

93/44 B.W. Watson
A taxonomy of finite automata minimization algorithms, p. 23.

93/45 E.J. Luit
J.M.M. Martin
A precise clock synchronization protocol, p.

93/46 T. Kloks
D. Kratsch
J. Spinrad

93/47 W. v.d. Aalst
P. De Bra
G.J. Houben
Y. Komatzky

93/48 R. Gerth
Verifying Sequentially Consistent Memory using Interface Refinement, p. 20.

94/01 P. America
M. van der Kammen
R.P. Nederpelt
O.S. van Roosmalen
H.C.M. de Swart
The object-oriented paradigm, p. 28.

94/02 F. Kamareddine
R.P. Nederpelt
Canonical typing and II-conversion, p. 51.

94/03 L.B. Hartman
K.M. van Hee

94/04 J.C.M. Baeten
J.A. Bergstra
Graph Isomorphism Models for Non Interleaving Process Algebra, p. 18.

94/05 P. Zhou
J. Hoorman

94/06 T. Basten
T. Kunz
J. Black
M. Coffin
D. Taylor
Time and the Order of Abstract Events in Distributed Computations, p. 29.

94/07 K.R. Apt
R. Bol

94/08 O.S. van Roosmalen
A Hierarchical Diagrammatic Representation of Class Structure, p. 22.

94/09 J.C.M. Baeten
J.A. Bergstra
Process Algebra with Partial Choice, p. 16.
94/10 T. Verhoeven The testing Paradigm Applied to Network Structure, p. 31.

C. Huizing
C. Petersohn

D. Kratsch
H. Müller

94/13 R. Seljé A New Method for Integrity Constraint checking in Deductive Databases, p. 34.

94/14 W. Peremans Ups and Downs of Type Theory, p. 9.

E.H.L. Aarts
J.K. Lenstra

94/16 R.C. Backhouse Mathematical Induction Made Calculational, p. 36.
H. Doombos

94/17 S. Mauw An Algebraic Semantics of Basic Message Sequence Charts, p. 9.
M.A. Reniers

94/18 F. Karnareddine Refining Reduction in the Lambda Calculus, p. 15.
R. Nederpelt

94/19 B.W. Watson The performance of single-keyword and multiple-keyword pattern matching algorithms, p. 46.

94/20 R. Bloo Beyond β-Reduction in Church's λ-, p. 22.
F. Karnareddine
R. Nederpelt


94/22 B.W. Watson The design and implementation of the FIRE engine: A C++ toolkit for Finite automata and regular Expressions.

94/23 S. Mauw and M.A. Reniers An algebraic semantics of Message Sequence Charts, p. 43.

O. Grumberg
R. Gerth

94/25 T. Kloks K₁,₃-free and W₄-free graphs, p. 10.


M. Verhoeven

94/29 J. Hooman Correctness of Real Time Systems by Construction, p. 22.
94/30 J.C.M. Baeten  
J.A. Bergstra  
Gh. Ştefănescu  
Process Algebra with Feedback, p. 22.

94/31 B.W. Watson  
R.E. Watson  
A Boyer-Moore type algorithm for regular expression pattern matching, p. 22.

94/32 J.J. Vereijcken  

94/33 T. Laan  
A formalization of the Ramified Type Theory, p. 40.

94/34 R. Bloo  
F. Kamareddine  
R. Nederpelt  
The Barendregt Cube with Definitions and Generalised Reduction, p. 37.

94/35 J.C.M. Baeten  
S. Mauw  
Delayed choice: an operator for joining Message Sequence Charts, p. 15.

94/36 F. Kamareddine  
R. Nederpelt  
Canonical typing and II-conversion in the Barendregt Cube, p. 19.

94/37 T. Basten  
R. Bol  
M. Voorhoeve  
Simulating and Analyzing Railway Interlockings in ExSpect, p. 30.

94/38 A. Bijlsma  
C.S. Scholten  
Point-free substitution, p. 10.

94/39 A. Blokhuis  
T. Kloks  
On the equivalence covering number of splitgraphs, p. 4.

94/40 D. Alstein  
Distributed Consensus and Hard Real-Time Systems, p. 34.

94/41 T. Kloks  
D. Krasch  
Computing a perfect edge without vertex elimination ordering of a chordal bipartite graph, p. 6.

94/42 J. Engelfriet  
J.J. Vereijcken  
Concatenation of Graphs, p. 7.

94/43 R.C. Backhouse  
M. Bijsterveld  
Category Theory as Coherently Constructive Lattice Theory: An Illustration, p. 35.

94/44 E. Brinksma  
R. Gerth S. Graf  
J. Davies  
W. Janssen  
B. Jonsson  
S. Katz  
G. Lowe  
M. Poel  
A. Pnueli  
C. Rump  
J. Zwiers  
Verifying Sequentially Consistent Memory, p. 160.

94/45 G.J. Houben  
Tutorial voor de ExSpect-bibliotheek voor “Administratieve Logistiek”, p. 43.

94/46 R. Bloo  
F. Kamareddine  
R. Nederpelt  
The λ-cube with classes of terms modulo conversion, p. 16.

94/47 R. Bloo  
F. Kamareddine  
R. Nederpelt  
On II-conversion in Type Theory, p. 12.
94/48 Mathematics of Program Construction Group

94/49 J.C.M. Baeten
J.A. Bergstra

94/50 H. Geuvers

94/51 T. Kloks
D. Kratsch
H. Muller

94/52 W. Penczek
R. Kuiper

94/53 R. Gerth
R. Kuiper
D. Peled
W. Penczek

95/01 J.J. Lukkien

95/02 M. Bezem
R. Bol
J.F. Groote

95/03 J.C.M. Baeten
C. Verhoef

Fixed-Point Calculus, p. 11.

Process Algebra with Propositional Signals, p. 25.

A short and flexible proof of Strong Normalization for the Calculus of Constructions, p. 27.

Listing simplicial vertices and recognizing diamond-free graphs, p. 4.

Traces and Logic, p. 81

A Partial Order Approach to Branching Time Logic Model Checking, p. 20.

The Construction of a Small Communication Library, p. 16.

Formalizing Process Algebraic Verifications in the Calculus of Constructions, p. 49.

Concrete process algebra, p. 134.