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Chapter 1
Introduction
Modern electronic systems offer highly complex and diverse functionality, while operating in demanding environments that impose many non-functional requirements, especially
in terms of performance. Designing these systems is a correspondingly challenging activity. When it comes to their performance, a designer is forced to consider many trade-offs
between conflicting demands. An increase in performance for one criterion is often accompanied by a decrease in performance for another criterion. Hence it is necessary to
investigate not just one, but an entire range of possible designs for the same application.
Given the fact that for many commercial applications time to market is crucial, this investigation is best done in the early stages of the design process and in an efficient and
reliable manner. This thesis presents an approach to the design and performance analysis
of high-level systems that facilitates such an early design space exploration.
In this thesis we limit the scope of our research to stream processing systems. On
the one hand these systems have the advantage of possessing a relative simple and wellunderstood semantics and they are therefore amenable to theoretical considerations. On
the other hand these systems are of relevance. They include digital signal processing
applications, that are prominently present in current and future consumer products such
as HDTVs, set-top boxes, mobile phones, and game consoles, or in health-care equipment
like CAT-scanners and MRI-equipment.

1.1

Design styles

In order to make effective use of the ever increasing availability of computing resources
offered by semiconductor technology, design productivity has to grow. For instance, for
an application area like portable consumer products, where products have a short life cycle and time to market is critical for success, increase in design effort is expected to be
marginal. This means that to keep up with the advances in semiconductor technology, design productivity has to increase at a similar pace. The International Technology Roadmap
for Semiconductors (ITRS) [1, 2] estimates that for the portable consumer products market
this requires a ten-fold productivity increase over the next ten years. Although in other
markets the demand for increased productivity is less critical, the ITRS nevertheless identifies design productivity as one of the major design technology challenges. Increasing the
level of abstraction [32], of which high-level performance and timing verification is one, is
seen as part of a solution to achieve this goal. Another part is the reuse of components.
1

2

CHAPTER 1. INTRODUCTION

Platform-based design [73] is a design approach that contains both these ingredients.

1.1.1

Platform-based design

The essence of platform-based design is captured by a so-called Y-chart and is illustrated in
Figure 1.1. In general, several of these designs steps are required to transform a high-level
system description into a physical realization. Since their introduction by Gajski and Kuhn
[30], Y-charts have been used extensively for modeling the design process. Depending on
the context, the nature of the entities represented along the three axes of the Y-chart vary
[25, 30, 47], but always a design flow is indicated in which the entities on one axis are
mapped onto the entities of another axis to obtain a design, i.e., a system architecture,
represented on the third axis. Also there is always at least one feedback arrow present,
indicating the iterative nature of the design process.
APPLICATION

DOMAIN

SPECIFICATION

PLATFORM

map

SYSTEM
ARCHITECTURE

analyze

SYSTEM
PERFORMANCE

explore

evaluate

feasible
optimal

Figure 1.1: Y-chart for platform-based design.
Producing an implementation or physical realization for an application usually involves
several of these mappings at decreasing levels of abstraction. In the case of platform-based
design the left branch of the Y-chart describes the application. This description includes
both the application’s functionality and non-functional requirements, such as performance
related constraints on timing and power dissipation or aspects like dependability, maintainability, security, etc. The right branch contains the platform, i.e., a domain specific library
of predefined building blocks from which the application has to be built. Each building
block in this library is equipped with a collection of models that capture its functionality
and non-functional properties.
The complexity of the mapping process may vary substantially. To begin with it requires
decomposing the functionality of the application into building block functionalities. In case
there exists an algebraic formalism to express functionality, a technique particularly suited
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for this activity is factorization. In factorization, a particular building block from the
library is selected, and the functionality of the application is “divided” by the functionality
of the selected building block, resulting in a rest functionality. By repetition of this step
until the rest functionality becomes equal to the functionality of yet another building
block from the library, a functionally correct mapping is produced in a top-down manner.
Examples of such algebraic formalisms have been given for the design of delay-insensitive
systems by Verhoeff [88] and in a more general context by Hoare and He[40].
A different kind of mapping arises, when the platform is not merely a library of building
blocks, but also incorporates domain specific design knowledge in the form of an architectural template. Examples of architectural platforms are described in [21, 62]. Mapping an
application onto an architectural platform then consists of properly instantiating the template. This involves the three major activities of high-level synthesis: allocation, binding
and scheduling (see e.g. [29]). Allocation is the activity of determining the number and
nature of the platform components from which the system is to be built. Binding is the
activity of assigning the application’s tasks to the selected platform components. Note that
in the presence of generic components several tasks may be bound to the same component.
Examples of generic components are ALUs, filters whose taps can be dynamically changed
at run time, or entire processors. Scheduling is the activity that determines the order in
which tasks are performed by the various system components. Part of this order is induced
by functional dependencies between tasks, another part is a consequence of choices made
in allocation and binding. It is also possible to do scheduling first. In that case, scheduling
imposes constraints on allocation and binding. Since choices made for either one of these
synthesis activities have consequences for the other ones, mapping, in general, requires the
solution of complex decision and optimization problems.
Mapping onto an architectural platform instead of mapping onto just a library of building blocks represents a shift in the design process from functional to non-functional requirements. Decomposition of functionality, i.e., breaking down the application into tasks, is
assumed to be fairly straightforward and to require little design effort. Instead more design
effort is spent on realizing the desired performance. As a consequence, functional correctness is usually verified a posteriori. In contrast to correctness by design, as obtained by
factorization, a posteriori verification only requires that we can compute the functionality of a composite from the functionality of its parts. This is easier than factorization of
functionality, just like multiplication of numbers is easier than decomposing a number into
prime factors.
To keep the discussion simple and to prepare for what follows, we have used a slightly
unusual version of the Y-chart in which all synthesis tasks have been collected in a single
mapping step. A more common view on platform-based design places some of these tasks
at the upper branches of the Y-chart. Moreover, it is customary to show only design
activities. Software architecture tasks such as selection or design of algorithms based on
the application specification, which we have referred to as functional decomposition, are
located at one of the upper branch of the Y-chart. Composing the hardware architecture
from the platform ingredients, which we have referred to as allocation, is located at the
other upper branch. As a result, the mapping step consists of binding and scheduling which
can be seen as the principle activities of mapping a software architecture onto a hardware
architecture. Moreover, upon rejection of a design there are now three candidates for
modifications: the software architecture, the hardware architecture and the mapping.
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Assuming that functional correctness is guaranteed by the mapping, the next step in
the design process is to analyze the performance of the system. This may range from
simply providing a set of numbers quantifying the systems behavior, to exhibiting detailed scenario’s in which extreme behavior occurs. In most cases performance analysis
is simulation-based and therefore unable to provide performance guarantees. After the
system’s performance is quantified, it is evaluated, resulting in a binary outcome. Either
the system is accepted, meaning that at the current level of abstraction we have obtained
a feasible design that meets all its performance requirements, or it is rejected. When the
obtained system architecture is feasible, it is subjected to a next design step in which it
is mapped onto building blocks of a lower-level platform, and so on, until a description is
obtained from which the system can be manufactured. When the system architecture is
rejected, however, another mapping at the current level has to be explored. Because mapping is usually a black-box procedure, however, iterating the design can be problematic.
Even in cases where performance analysis has provided specific clues into the nature of the
system’s poor performance, it may be difficult to control the mapping activity such that
a better system results (see e.g. Sharp [76]). In the worst-case, design iteration becomes
a process of trial-and-error adjustment of mapping parameters. Design iteration can also
occur, when an architecture is feasible, but the designer wants to explore the design space
in search for an optimal design. A more detailed discussion of design space explanation is
given in Section 1.4.

1.1.2

Direct mapping

Direct mapping [20, 75], also known as isomorphic hardware mapping [53], is an approach
to system design that avoids the poor controllability of the mapping activity by reducing
this step to a simple expansion activity. It implies that not only functional decomposition but also allocation, binding and scheduling are done by the designer. This requires
programming activity from the designer beyond the mere determination of the system’s
structure through functional decomposition. It presumes a programming language that
is resource aware, i.e., provides primitives that allows the designer (programmer) to indicate the number and nature of the computational and storage resources required by the
application, and that allow the designer to express both static and dynamic scheduling.
Static scheduling requires sequencing primitives in the language, and dynamic scheduling
requires primitives to indicate the required hardware for arbitration and mutual-exclusive
access to shared resources during run-time. Direct mapping then states that the system
architecture is obtained from the program through syntax-directed translation, i.e., each
program construct is expanded into a set of architectural building blocks using a fixed
scheme. Thus direct mapping gives rise to a design flow as illustrated in Figure 1.2.
Note that with direct mapping the performance analysis itself is still done with regard
to the system architecture. The transparency of the syntax-directed translation, however,
makes it possible for a designer to reason about performance aspects of a system at the
level of the program text. Furthermore, although program constructs are translated into
fixed configurations of architectural building blocks, the building blocks themselves are
hidden from the designer. Even if the designer is aware of their existence, it is impossible
for him to access them directly in the application program. An example of the direct
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Figure 1.2: Direct-mapping design flow.
mapping approach is given by van Berkel in [6]. He introduces handshake circuits as an
intermediate system architecture in the synthesis process of asynchronous VLSI-circuits.
These circuits are designed as VLSI-programs expressed in the Tangram language [7] and
mapped onto handshake circuits via syntax directed translation.

1.2

Models of computation

Mapping functionality of an application correctly onto platform building blocks requires
a well-defined semantics for the entities of the application domain in question, like the
computation tasks and the communication mechanisms. For stream processing systems
many computational models have been proposed and used as a foundation of software
environments for the development of these systems. An extensive survey of such models
can be found in [81]. In this section we review a number of these models.
A simple model of computation used to specify stream processing applications is the
Kahn Process Network (KPN) [43]. The nodes of a KPN are processes that execute
continuous functions that map a tuple of input streams onto a tuple of output streams. The
connections of a KPN are FIFO-channels of unbounded storage capacity. As a consequence,
processes that want to write to a channel are never blocked. Only processes that want to
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read from an empty channel become blocked. Under prefix ordering the stream domain is
a complete partial order and the streams computed by a KPN are given by the least fixedpoint of a set of stream equations derived from the connectivity pattern of the network.
An example of its use in the context of platform-based design is given in [21].
From an operational point of view the network computes — or more aptly approximates
because streams are infinite objects — its least fixed-point by repeatedly selecting a process
that is not blocked and executing it for some amount of time, or until it becomes blocked.
When the selection mechanism is fair and the functions are continuous indeed the least fixed
point is computed. When more than one processing resource is available, several processes
can be executed simultaneously, but the same fixed point will be computed. KPNs are an
extremely simple model for stream processing systems, but they have a major drawback.
Since they assume channels of unbounded capacity, they have no obvious direct physical
realization. Although in practice the computations of most KPNs can be scheduled such
that finite storage capacity suffices, the question whether any particular KPN allows such
an implementation is in general undecidable.
A model of computation that does not suffer from the problem sketched above is the
Synchronous DataFlow (SDF) model introduced by Lee and Messerschmitt[53]. The SDFmodel is a member of a larger class of models collectively called Dataflow Process Networks
[54]. Other members of this class are cyclo-static dataflow [10], boolean dataflow [13],
parametric dataflow [9]. In the SDF-model processes are called actors. Actors communicate
via unidirectional point-to-point channels, and are capable of executing an infinite sequence
of firings. Upon each firing an actor consumes a fixed number of data items, called tokens,
from each of its input ports and produces a fixed number of data items at each of its output
ports. The number of tokens consumed or produced at a port in a single firing is called the
port’s firing rate. Firing is data-driven: whenever all input channels contain a sufficient
number of tokens, as specified by the firing rates of the corresponding input ports, an actor
will fire. The latter assumes that each actor runs on its own processor. If this is not the
case enabled actors must wait until processing resources become available and a scheduling
policy is needed to determine which actor is next to fire.
The computation performed by an actor during each firing is given by a set of functions
that specify the data produced in the output tokens in terms of the data carried by the
input tokens. The number of tokens consumed or produced is, however, independent of
the data. This constraint solves a number of problems. Because firing is data-driven,
the SDF-model a priori still requires unbounded channels. However, in contrast to the
situation for KPNs, a simple test establishes whether a bounded storage implementation
is possible. This test involves a set of so-called balance equations relating the firing rates
of the various actors. A solution of the balance equations consists of a finite number for
each actor. Firing each actor that number of times returns the system to its original
state, i.e., leaves the number of tokens contained in each channel invariant. The existence
of a solution to the balance equations, however, does not guarantee that there exists a
firing sequence with the proper number of firings for each actor. If such a firing sequence
does not exist, then any finite storage implementation will deadlock. From any given firing
sequence, on the other hand, it is easy to determine the maximum token load and therefore
the required storage capacity for each channel. Because distinct firing sequences also have
different execution times, selecting a firing sequence involves a trade-off between storage
and time. SDF-models use a mixed notation. The network of actors and the data streams
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that flow between them is given using a graphical notation, whereas the computation of the
individual actors is expressed using a high-level programming language like C. Hierarchy is
supported, because a node may represent an entire sub-network instead of a simple actor.
Yet another model of computation is Communicating Sequential Processes introduced
by Hoare [38, 39]. In this model sequential processes communicate via unidirectional channels using synchronous message passing. Hence CSP-channels have no storage capacity.
Instead the sequential processes explicitly manage storage and retrieval of data. Pure CSP
offers little facility for data structuring and manipulation. Nevertheless, many CSP-based
programming languages exist. Some of these languages, like Occam [61], are primarily
intended to program MIMD-machines. Other languages, like Handel-C [15] or Haste [22],
the successor of the Tangram language mentioned at the end of Section 1.1.2, are specifically targeted at programming hardware systems. These languages offer the data-types and
control-flow structures one typically expects from a high-level sequential programming language, but in addition use CSP-like constructs to express parallelism and communication,
i.e., they use CSP as their coordination language [31]. This combination of a high-level
programming language to express sequential computations and CSP to express parallelism
and communication results in languages with well-defined semantics in which complicated
computations can be specified in a modular and hierarchical fashion. Moreover, these
languages provide the resource-awareness required for direct mapping.

1.3

Performance analysis

Any operational system takes time, occupies space, and consumes energy to perform its
application. In the context of this thesis we consider performance analysis as the activity
that determines the usage of these resources in a quantitative manner.
Performance analysis can be done either a posteriori or a priori. A posteriori performance analysis measures the performance of the system in operation. Its purpose is to
verify that the system meets the performance requirements as specified in the application
description. A priori performance analysis determines the performance of the system at
various stages during its design. Unlike a posteriori performance analysis it can be done
for several reasons. The first one is to predict the performance of the system under design
in order to prevent further design and fabrication cost for a system that ultimately will not
meet its performance requirements. In addition, however, a priori performance analysis
can be used to guide the actual design process by comparing design alternatives. The
latter is especially important when the performance requirements leave room for trade-offs
between various performance aspects.
For the purpose of prediction, accurate performance metrics are required. Often these
accurate values are obtained through extensive simulations which require detailed performance models and which can only be done from a certain abstraction level downwards.
For a clocked design, for instance, clock cycle accurate simulation becomes possible at the
micro-architectural level. If also an accurate estimate of the duration of the clock period
is required, additional mappings that synthesize the design to layout level, such as logic
synthesis, clock distribution, and placement and routing, have to be performed.
Accurate performance metrics are, of course, suitable for making design comparisons
as well, but they are not a necessity. For the purpose comparison it is sufficient that the
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metrics used during design are truthful , i.e., the outcome of the comparison they produce
must be the same as the one that would be obtained when measuring the performance of
the resulting systems. Note that low-level optimizations may spoil the existence of truthful
metrics. Therefore the application of truthful metrics requires a synthesis process that is
transparent with respect to performance. The syntax-directed translation of the direct
mapping approach provides such transparency.
For sequential algorithms performed on a single processor the classical approach to
performance analysis is to determine an algorithm’s time complexity as a function of the
problem size. Although the performance metric is called time complexity, in reality the
dominant operation that can be executed in constant time is identified, and the number
of these operations necessary to solve a problem of given size is counted. Already with
this simple approach care has to be taken to identify the proper operations. Even for a
computation in which the arithmetic/logic operations dominate data storage and retrieval
operations, the difference in constants may be such that for all practical problem sizes the
time-complexity is effectively determined by memory operations.
For parallel computations performed by a system of communicating processes running
on a parallel machine or implemented as an integrated circuit, similar considerations hold
for computation costs versus communication costs. Moreover, when looking at circuit implementations other cost and performance criteria enter the picture. One of these is the
space-complexity, or area-complexity in case the application is realized in the form of a
VLSI-circuit. Although space-time trade-offs can and have been made for sequential algorithm designs as well, they are more commonly associated with parallel computations.
With the current abundance of mobile equipment capable of performing computationally
intensive applications, another metric has become of utmost importance, namely power
consumption. Taking power into account further complicates the trade-offs to be made.
Performing dominant operations in parallel can be exploited both to reduce power consumption, while keeping the computation time constant, and to reduce computation time,
while increasing power consumption. In either case the area increases due to parallelism.
Performance analysis of stream processing systems not only considers additional performance criteria like area and power, it also requires other performance metrics for timecomplexity analysis. Typically, stream processing systems repeatedly perform the same
computation while consuming inputs from their input streams and producing output on
their output stream. In general, several of those computations are in progress simultaneously. Hence the time-complexity of stream processing systems is measured in terms of
throughput and latency rather than by the time required for a single computation.
Stream processing systems not only require a greater variety of performance metrics,
also the constants suppressed by classical performance analysis are relevant for most of
these metrics. A difference in area, or power consumption, of a factor 2 has a huge impact on
the economical value of a VLSI-circuit. This means that even metrics used for comparison
must provide sufficient resolution to make such distinctions. Hence, there is a limit to the
amount of accuracy that can be sacrificed in defining truthful metrics.
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Design space exploration

Iteration of a design step as indicated by the loop in the Y-charts of Figures 1.1 and 1.2
occurs not only in case the mapping process produces an infeasible design, but also in
search of (near) optimal designs. When performed at system level such a search is usually
referred to as an early design space exploration. According to Gries [35], every effective
design space exploration, irrespective of its application domain, contains the following two
ingredients:
1. Evaluation of individual points in the design space.
2. Generation of points of the design space.
In the scope of this thesis we restrict evaluation to performance evaluation only. So important design aspects, like reliability, testability, and maintainability, are not considered.
With this restriction the purpose of evaluation in the context of design space exploration is
the selection of a set of designs with the least cost meeting all performance criteria. Since
both cost and performance are made up of many components, this means that we have to
solve a multi-objective optimization problem. Hence, we must identify the Pareto-optimal
points [65] in the design space, i.e., those points for which there are no other design points
that are better with respect to one objective and at least as good with respect to all other
objectives. This collection of points is called the Pareto-front, since these points lie on the
boundary between the feasible and infeasible points in design space.
Generation of points in the design space involves both navigation and coverage. Navigation involves characterizing designs according to a number of coordinates and a rule to
pass from one set of coordinates (design point) to the next. Repeated application of the
rule defines a walk through the design space. For the purpose of design space navigation
a distinction is made between solution space and problem space. The dimensions of the
solution space are given by the primary objectives, i.e., the resources like time, storage
and power whose usage has to be optimized. The size of the solution space grows exponentially with the number of these dimensions. For each point in solution space, it has to
be determined whether a feasible design exists. The dimensions of the problem space consist of properties that are not immediate design objectives. They consists of architectural
choices, like number and instance of processing elements, connection patterns, and buffer
sizes, but also of scheduling policies and communication protocols. For monolithic designs
obtained as a particular instance of a generic architecture, navigating the problem space
would amount to enumerating all feasible combinations of configuration parameters. This,
however, is a simple case that does not cover the architectural variation that is usually
present. For designs consisting of a number of components, there are many interconnection patterns that produce feasible designs. Hence, due to its combinatorial nature, the
problem space is often far too large to explore in its entirety. Moreover, even when the size
of the problem space is such that a full exploration is possible, it may be far from obvious
how to specify a rule that leads to a walk that covers the entire problem space.
System-level design space exploration contributes to design productivity through early
elimination of infeasible or sub-optimal designs. However, the computational effort spent
on design space exploration itself is also a factor which determines that same design productivity. In accordance with the two aspects of design space exploration, the computational
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effort can be seen to consist of two parts. First, there is the computational cost of evaluating an individual point. Depending on the type of performance analysis this cost ranges
from high, for accurate simulation-based performance metrics, to low, for inaccurate but
truthful metrics obtained by analytic means. Second, there is the computational cost associated with navigation of the design space. This cost is proportional both to the number
of designs covered and to the cost of going from one point to the next. Ideally, all Paretooptimal points should be covered and none of the others. In practice, this goal is almost
never achievable, but analytical methods may help pruning the design space. The cost of
going from one design point to the next can be kept low by considering only small local
modifications.

1.5

Approach and motivation

In the previous sections we have discussed the design and performance analysis of stream
processing systems in an abstract manner. In particular, we have identified a number
of fundamental issues that must be addressed, such as the choice of a particular design
style, the purpose and kind of performance analysis, the computational model for stream
processing, and the choice of metrics. In this section we describe and motivate the approach
taken in this thesis.
From the perspective of design productivity both platform-based design and direct
mapping suffer from disadvantages. Platform-based design contains a mapping step that is
opaque and therefore difficult to control, which in turn may lead to a large number of design
iterations. With direct mapping this is unlikely to occur, but there the designer carries
the burden of programming the major high-level synthesis decisions explicitly. Moreover,
absence of a platform makes reuse more difficult.
In this thesis we explore a strategy that combines both approaches to obtain the best
of both worlds. We reduce the programming effort of the direct mapping approach by
insisting that systems are built from a predefined set of building blocks relevant to the
application domain, using only a limited number of composition methods. Furthermore,
we take advantage of the transparency of the syntax-directed translation scheme to define
performance metrics directly on the programs that describe the systems instead of on the
architectures that result from the mapping step. Thus we obtain the design style indicated
in Figure 1.3, in which the mapping step of platform-based design is replaced by a simple
composition step, and in which the performance of the resulting programs is evaluated
without requiring further synthesis.
In our combined approach performance analysis is done at a higher level of abstraction.
Thereby, it realizes one of the objectives that have been identified by the ITRS as potential
contributors to higher design productivity. Great care must be exercised, however, to really
achieve that goal. By raising the level of abstraction on which a system’s performance is
analyzed, performance analysis inevitably becomes less accurate. This has consequences
for the evaluation step in which architectures are selected for further synthesis on the next
design level. From the perspective of design productivity, the ideal selection mechanism
is the one for which all accepted architectures will ultimately lead to systems that meet
their requirements, and none of the rejected architectures would have led to a system that
outperforms any of the accepted ones. The first criterion is an absolute criterion that
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Figure 1.3: Combination of platform-based design and direct mapping.
requires accurate performance prediction, but the second criterion is a relative criterion
that requires truthful performance comparison. When accurate metrics are required, there
is no other alternative than to synthesize the design down to a level at which the desired
accuracy can be obtained. So when absolute performance numbers are required, there is
nothing to be gained.
In this thesis we therefore concentrate on relative performance and develop performance
analysis techniques that aim at design comparison based on truthful metrics, which by
virtue of the transparency of direct mapping can be obtained. With regard to the usage of
truthful performance metrics one caveat has to be made. On the one hand, they indeed save
design time, because they allow elimination of designs at a high-level of abstraction, thereby
saving the time needed to complete the synthesis of those designs. On the other hand,
because they are inaccurate, they may delay detection of infeasible designs until late in the
synthesis process, thereby wasting design time. As long as the number of rightly discarded
designs vastly outnumbers the number of falsely accepted designs, however, truthful metrics
will effectively increase design productivity. Nevertheless, the above consideration implies
that there is a limit to the inaccuracy of truthful metrics that can be tolerated.
Besides the purpose of performance analysis – prediction or comparison – there is also
the question which kind of performance analysis – analytic or by simulation – provides the
best support for that purpose. Whereas simulation seems most suited to obtain accurate
predictions, comparison based analysis is likely to benefit more from an analytical approach.
Often a whole family of similar applications needs to be designed, where the members of the
family only differ with respect to some parameter, such as the amount of storage capacity
provided by a buffer, the size of the blocks in a block sorter, or the order of a filter. In such
situations one would like to know if, and if so for which parameter value, there exists a
cross-over point between different architectures. Because simulation is always performed on
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a particular design instance, determination of cross-over points requires simulating many
design architecture instances. On the other hand, this type of performance analysis can
be done efficiently by analytical methods. In general, analytical methods are suitable for
early design decisions, in particular those that are related to deterministic behavior (see
[35]). Furthermore, by analytic techniques it is possible to establish relationships between
various performance metrics. Such relationships reduce the number of degrees of freedom
in the solution space, and therefore reduce the complexity of the design space exploration.
For these reasons, this thesis adopts an analytic approach to performance analysis.
Obviously, also the application domain of the systems to be designed has implications
for the type of performance analysis required. Stream processing systems rely on an environment to provide their inputs and to consume their outputs. So, in general, a stream
processing system must be designed to accommodate a range of timing behaviors from
the environment. Given a choice between systems with otherwise equal costs, clearly the
one that can operate in the largest set of environments should be preferred. But even
when costs are not equal, it may be the case that the system with greater flexibility is
to be preferred. This thesis acknowledges this fact by the introduction of a novel metric,
called elasticity, that captures the system’s ability to cope with a range of environmental
behaviors. Furthermore, this thesis uses schedules to describe the combined behavior of
the system and its environment. Performance metrics that measure temporal properties
of a system can only be determined provided the executed schedule is known. If we want
to know the elasticity, or the range of values of any temporal metric for that matter, we
need to know the entire set of schedules. To support the performance analysis of temporal
metrics by analytic means this thesis defines schedules as syntactic objects. A calculus is
provided to compute the schedules of a system in a compositional manner from a set of
so-called canonical schedules that are provided as attributes of each building block of the
platform.
In this thesis all system descriptions are given in the form of simplified Haste-programs
[22]. Although we do not follow the Haste-syntax precisely, any programmer familiar with
that language shall have no trouble whatsoever translating our programs into proper Hasteprograms. With Haste all system behavior is expressible at a high level of abstraction.
For instance, using Haste, a designer only specifies the order in which computation and
communication actions have to be executed; he does not need to specify their timing
nor does he have to deal with synchronization techniques and issues like PLLs, clock
division, and clock domain synchronization. Because Haste is a CSP-oriented language,
synchronization is obtained through communication. Nevertheless, both a synchronous
(clocked) system and an asynchronous system can be synthesized from the same Hasteprogram. As important as its high level of abstraction, however, is the fact that Haste
has been carefully designed to give the programmer maximal control over performance. It
does so by a “what you program is what you get” approach, which is supported by means
of a transparent compilation process. The latter makes Haste pre-eminently suitable for
our purpose, because it facilitates the definition of truthful performance metrics. Finally,
using the parallel composition operator of Haste, systems can be described in a modular and
hierarchical manner. In this thesis we exploit this feature by letting the platform consist
of Haste modules and defining the mapping process as finding compositions of module
instances that achieve the application’s functionality. This simple form of mapping makes
it possible to compute the performance of a system in a compositional manner by induction
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over the structure of the system as given by the parallel composition operator.
In view of the combined approach proposed above we impose one important restriction
on the stream processing systems to be designed and analyzed, namely we shall consider
only data-independent systems. These are systems whose communication behavior does
not depend on the data they consume or produce. Since Haste-program, in general, allow
the definition of data-dependent systems, this restriction is enforced by admitting only
data-independent building blocks and admitting only composition methods that preserve
data-independence. Data-independence makes it possible to schedule the actions of system
based on its program text only. In particular, it enables us to deal with schedules as
syntactics objects that are constructed in accordance with the structure of the system.
An important issue in system design, both in software and in hardware, is the trade-off
between speed and storage. In systems that perform sequential computations additional
storage is used to avoid computing the same quantity more than once. In systems that
perform parallel computations, as most hardware systems do, another trade-off is often
encountered. Storage components, in particular buffers, are inserted to prevent processing
elements from becoming blocked on communication, resulting in a reduction of the overall computation time. Both are examples of classical design techniques, in which storage
resources are added to boost the performance of designs that are already computationally
functional. It was realized long ago [74], however, that starting at the opposite end of
the spectrum is also possible. Because the number of transistors per silicon chip is vast,
completely different designs have become possible, i.e., designs that are best characterized
as huge collections of storage components interspersed with processing components specifically designed for some local computation. Irrespective whether a design is obtained by
“speeding up” its processing elements or by “smartening” its storage components, it is
important to understand the effects of the chosen mix of storage and processing elements
to the overall performance of the system. Because the performance analysis of a system
becomes harder as its functionality increases, the latter approach, however, is more suited
to the goals of this thesis. Therefore, this thesis introduces three classes of systems of increasing computational complexity. Each class requires its own analysis techniques which
are illustrated by means of a design space exploration for a representative family of systems from the computational class in question. In these design space explorations special
attention is paid to elasticity because this metric is strongly influenced by the functional
complexity of the system. In general, increased functionality implies more synchronization,
which in turn reduces the system’s ability to cope with fluctuations in timing behavior of
its environment.

1.6

Thesis outline

Since this thesis is about the design and performance analysis of stream processing systems,
we start with a formal introduction of the computations performed by these systems. These
so called stream computations are introduced in Chapter 2. Moreover, since all systems
discussed in this thesis exhibit periodic behavior, this chapter also provides two calculi to
reason about periodic stream transformers. These calculi are domain independent and are
used to specify the routing of data through a system. They are not concerned with the
manipulation of the data contained in these streams.
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Each parallel system presented in this thesis is specified by a program text. In Chapter 3 the program texts of a small set of basic building blocks is given and some composition methods are presented by which larger parallel systems can be constructed from
these building blocks. In addition to its textual representation each parallel system has
a graphical representation in the form of a system diagram that is used to highlight its
structure. Although we have chosen a particular set of basic building blocks, the programming language is rich enough to allow the definition of many more. Such user-defined
building blocks have to satisfy certain constraints, in order that the theoretical framework
for performance analysis developed in this thesis remains applicable. Hence this chapter
also provides guidelines for defining additional building blocks. Chapter 4 deals with the
behavioral properties of systems and Chapter 5 introduces schedules as a means to capture
timing properties of systems. Chapter 6 finally introduces the performance metrics that
are used to compare systems. It establishes the relationships that hold between the various
metrics and provides upper and lower bounds.
The last three chapters of this thesis contain applications of the theory developed in
the chapters before. In particular, we focus on the elasticity of systems. As explained in
the last paragraph of the previous section this is done in increasing order of computational
complexity. The systems that from a computational point of view are the simplest are those
that contain only storage cells. Chapter 7 analyses a particular class of these systems,
viz. FIFO buffers. In particular, a taxonomy of maximally elastic buffers is presented.
Chapter 8 analyses the performance of systems whose computational power is somewhat
larger, i.e., systems that realize so-called block computations, of which we discuss the
block sorters in detail. Apart from storage cells block sorters also contain comparators,
which are building blocks that pairwise compare and, depending on the outcome of the
comparison, swap the data items of two streams. Chapter 9, finally, considers so-called
window computations. Many DSP-applications belong to this class. As a typical example
FIR-filters are treated in detail. We conclude this thesis with a chapter that summarizes
its contributions and discusses topics for future research.

Chapter 2
Stream Computations
To specify and reason about the computations of stream processing systems, called stream
computations henceforth, requires assertions that both identify data items within streams
and state functional relationships between the values of the identified items. In this chapter
we introduce stream transformers as a formalism to express both.
The functional relationships between data values that need to be expressed are predominantly determined by the application domain. We deal with them in a standard,
generic way, namely by lifting operators from the data domain to the domain of stream
transformers. Section 2.5 discusses three forms of lifting.
Identification of data items within streams, on the other hand, is domain independent.
In this chapter we present two equational calculi that contain stream transformers specifically dedicated to this purpose. These calculi are targeted at stream processing systems
that exhibit periodic behavior.
The first calculus is presented in Sections 2.2 and 2.3, and is called the periodic drop
and take (PDT) calculus. PDT-calculus allows us to reason about periodically sampled
substreams. It is shown that this calculus is complete in the sense that every stream transformer that periodically samples a stream can be represented by a sequence of operators of
the calculus, and that for any two such operator sequences representing the same periodic
stream sampler equality can be shown. The second calculus is presented in Section 2.4
and deals with a particular aspect of many digital signal processing applications. Often
these applications do not care whether a stream starts with some noise, as long as the data
becomes meaningful after a while. This implies that we require a calculus which can deal
with streams that start with a number of irrelevant data values followed by a periodically
sampled substream. To achieve this, we extend the PDT-calculus with additional shift
operators. Thus we obtain a new calculus which is again complete, and which we call the
PDTS-calculus.

2.1

Stream transformers

For most aspects of the computations studied in this thesis the precise nature of the data
manipulated is irrelevant, usually because the computation is polymorphic. For example,
buffers can store any type of data, i.e., they perform the polymorphic identity function.
Sorting networks only require the existence of a linear order on the data domain, and for
signal processing applications we do not care whether these signals are bits, integers, real
15
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values, or data packages (items) with a complicated internal structure. This is not to
say that these aspects are irrelevant in practical applications. In this thesis, however, we
are interested in the influence of the architectural aspects of a design on the performance
characteristics of a system.
In later chapters we distinguish between data items, the packages, and their content,
the data values proper. There a data package is considered to be a unit of communication
that we can follow on its route through a system, and by doing so some performance
characteristics of that system can be determined. Computation by the processing elements
amounts to replacing values contained in these packages in accordance with the stream
transformations required. In this chapter we do not make this distinction, however, and
refer to values only.
Let D stand for an arbitrary domain of data values. Then a stream A is a unilateral
infinite sequence of data values, i.e., a function from the natural numbers to the domain
of data values. A(i) denotes the data value with rank i in stream A. The domain of all
streams with values from D is denoted by DN .
Although an actual stream processing system consumes and produces the data items
on its individual input and output streams one at a time, it is desirable to abstract from
individual stream items as much as possible and to describe the computation performed
by such a system in terms of the stream transformations it performs. The domain of these
stream transformers is given by DN −→ DN .
Since stream transformers are functions on the domain of streams DN , we can compose
them using standard function composition, denoted by “◦”. Being plain function composition, the composition of stream transformers is associative. Following common algebraic
practice we denote composition by juxtaposition and omit parentheses. So in the sequel we
write PQR instead of ((P ◦ Q) ◦ R). Moreover, since streams are denoted in sans serif font
and stream transformers in calligraphic font, we also omit parentheses when applying a
stream transformer to a stream. So henceforth we write PA instead of P(A). Combination
of these conventions imply that PQRA = P(Q(R(A))).
As a first example of a stream transformer, let I be the identity stream transformer,
i.e., for all streams A we have IA = A. As a first example of an equational rule we present
the unit rule which states that I is both the left and the right unit of stream transformer
composition.
Rule 2.1.1 (Unit rule) For any stream transformer P we have
IP = P = PI

(2.1)

2
Hence the domain of stream transformers equipped with functional composition and the
identity transformer is a monoid. In accordance with this algebraic view, we henceforth
refer to I as the unit operator.

2.2

Periodic stream samplers

For any stream A ∈ DN we specify an infinite substream B of A by enumerating, in increasing order, the ranks of the elements of A that belong to B. For any such enumeration
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f : N −→ N, substream B is then given by the relation B(i) = A(f (i)). In the sequel we
are interested in periodically sampled substreams B, i.e., substreams that are obtained by
partitioning stream A into blocks of size p — block i being given by A[p·i .. p·(i+1)) —
and selecting from each block s ≤ p elements, using the same selection pattern for each
block. Since the selection process repeats with period p, enumerations with this property
are called periodic block maps.
Definition 2.2.1 (Periodic block map) An increasing function f : N −→ N is a periodic block map, when there exists a natural number s ≥ 1 such that for 0 ≤ i and 0 ≤ t < s
f (si+t) = (f (s)−f (0))i + f (t)
f (t) < f (s)−f (0)

(2.2)
(2.3)

Number s is called a block size of f , and f (s)−f (0) is called the block period of f associated
with block size s. 2
It is easily seen that Equation 2.2 specifies a periodic selection mechanism with period
p = f (s)−f (0). The need for Equation 2.3 is explained by the following example. Consider
functions f and g given by




j=0
j=0
6i+3,
6i+1,
g(3i+j) = 6i+4,
f (3i+j) = 6i+2,
j=1
j=1




6i+6,
j=2
6i+4,
j=2
As can be seen from Figure 2.1 function f is a periodic block map with block size 3 and
block period 6. Although g(i) = f (i)+2, function g is not a periodic block map. It satisfies
Equation 2.2, but does not satisfy Equation 2.3 because the last value of the first block of
its domain is mapped to the first value of the second block of its range, and so on.
0 1 2 3 4 5 6 7 8 9 10 11 12 13

...

...

...

...

f
0 1 2 3 4 5

...

g
0 1 2 3 4 5 6 7 8 9 10 11 12 13

Figure 2.1: Function f is a periodic block map, but function g is not.
Equations 2.2 and 2.3 do not uniquely determine s. In fact each periodic block map
has infinitely many block sizes, which are all multiples of a single smallest block size.
Property 2.2.1 Let f be a periodic block map with block sizes s1 and s2 . Then also
s = gcd(s1 , s2 ) is a block size of f . 2
From this property it follows that all block sizes of a periodic block map are multiples of
a smallest block size. The next property states that every multiple of that smallest block
size is also a valid block size.
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Property 2.2.2 Let f be a periodic block map with block size s and let n be a positive
natural number. Then ns is also a block size of f . Moreover the block period of f associated
with block size ns is n times the block period of f associated with s. 2
Note that the latter property also implies that all block periods of a block periodic map
are multiples of a single value. Hence we define
Definition 2.2.2 (Period of a periodic block map) The period of a periodic block
map f is its smallest block period, i.e., the block period that is associated with the smallest
block size of f . 2
Our interest in periodic block maps is not intrinsic, but stems from the fact that they
can be used to define a particular type of stream transformers, viz. the periodic stream
samplers.
Definition 2.2.3 (Periodic stream sampler) A stream transformer P : DN −→ DN
is a periodic stream sampler, when there exists a periodic block map f such that for all
streams A ∈ DN
(PA)(i) = A(f (i)),

for 0 ≤ i

(2.4)

Any substream of A that can be obtained as the result of the application of a periodic stream
sampler P to A is called a periodically sampled substream of A. 2
Note that in this definition periodicity refers to the way in which a stream is sampled and
not to the data items in that stream, which do not need to exhibit a periodic pattern.
Next we observe that each periodic stream sampler has a unique defining periodic block
map.
Property 2.2.3 Let P be a periodic stream sampler, and let f and g be periodic block
maps that both satisfy Equation 2.4. Then f = g.
Proof. Choose for A the stream with property A(i) = i. Then f (i) = A(f (i)) = (PA)(i) =
A(g(i)) = g(i), for all 0 ≤ i. 2
This one-to-one correspondence between periodic block maps and periodic stream samplers allows us to uniquely define the period of a periodic stream sampler.
Definition 2.2.4 (Period of a periodic stream sampler) The period of a periodic
stream sampler is defined as the period of its unique periodic block map. 2
Since the identity function idN on the natural numbers is a periodic block map with
period 1, it follows that the unit operator I is a periodic stream sampler because it is the
periodic stream sampler that corresponds to idN .
Intuitively it should be clear that the composite of two periodic stream samplers is
again a periodic stream sampler, but using the definition given above a formal proof is
cumbersome. It is, however, an immediate consequence of the calculus developed in the
next section. Here we take for granted that the domain of periodic stream transformers is
closed under composition, and therefore find that the domain of periodic stream samplers
is a submonoid of the domain of stream samplers.
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PDT-calculus

In this section we present the periodic drop take calculus (PDT-calculus). It is a sound
and complete equational calculus for periodic stream samplers. The calculus consists of
two families of operators – the family of drop operators, and the family of take operators –
and a few equational rules that can be used to represent and, respectively, to manipulate
periodically sampled substreams. The drop operators are fundamental in the sense that
they form a minimal set of generators for the monoid of periodic stream samplers. The take
operators are for computational convenience only. They facilitate compact representations
and short calculations.
A stream can be periodically sampled by partitioning that stream in blocks of equal
length and dropping a data item of a fixed prescribed rank from every block. The operators
that perform these actions are called drop operators.
Definition 2.3.1 (Drop operator) For 1 ≤ l and 0 ≤ k ≤ l we define the stream
k
: DN −→ DN by
transformer Dl+1
(
A((l+1)i+j),
0≤j<k
k
(Dl+1
A)(li+j) =
A((l+1)i+j+1), k ≤ j < l
Superscript k is called the rank of the operator and subscript l+1 its period. 2
k
From this definition it follows that operator Dl+1
is indeed a periodic stream sampler whose
unique periodic block map has period l+1.
Note that operator D10 is not defined because dropping from each block of length 1 its
single data item results in the empty stream, which is not an infinite stream.
In [59] the following property has been proven.

Property 2.3.1 Every periodic stream sampler can be written as a, possibly empty, sequence of drop operators.1 By convention the empty sequence of drop operators is denoted
by I. 2
In the sequel we show that the converse of Property 2.3.1 also holds, viz. that every
sequence of unit and drop operators is also a periodic stream sampler. We do so by showing
that any such operator sequence can be rewritten to a unique canonical form. Since in
particular the catenation of the drop operator sequence representations of any pair of
periodic stream samplers can be rewritten to canonical form, it immediately follows that
the composition of two periodic stream samplers is again a periodic stream sampler.
Transforming an arbitrary sequence of drop operators to canonical form can be done in
three stages. In each stage of the transformation a rule of the PDT-calculus is required that
establishes a characteristic property of the canonical form. The first characteristic property
of a canonical form is concerned with the periods of the operators in the sequence.
Definition 2.3.2 (Period-consecutive operator sequence) A sequence of m ≥ 1
drop operators Dlk11 · · · Dlkmm is period-consecutive, when there exists a natural number n ≥ 1
such that li = n+i, for 1 ≤ i ≤ m. 2
1

In this property and in the remainder of this chapter operator sequences are assumed to be of finite
length.
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An arbitrary drop operator sequence can be made period-consecutive by a technique called
drop expansion. Consider the substream obtained by dropping the data item with rank
k from every block of length l+1. Obviously the same substream is obtained, when we
drop m data items with ranks k, (l+1) + k, . . . , (m−1)(l+1) + k from every block of length
m(l+1) in the following manner. First we drop from every block of length m(l+1) the item
at location (m−1)(l+1)+k. From each resulting block of length m(l+1)−1 we subsequently
drop the item at location (m−2)(l+1)+k. Repeating this procedure another m−2 times
we obtain the required substream. Hence we have the following rule
Y
(j−1)(l+1)+k
k
=
Dml+j
Dl+1
(2.5)
1≤j≤m

for 1 ≤ l, m, and for 0 ≤ k ≤ l. The operator sequence on the right-hand side of this
equation is called the m-fold expansion of the operator on the left-hand side. Vice-versa
the left-hand side is called the m-fold contraction of the right-hand side. Using Equation 2.5
p
k
Dq+1
can be transformed into a period-consecutive sequence.
any pair of drop operators Dl+1
p
k
Taking the x-fold expansion of Dl+1 and the y-fold expansion of Dq+1
yields the equality
Y (i−1)(l+1)+k Y (j−1)(q+1)+p
p
k
Dl+1
Dq+1
=
Dxl+i
Dqy+j
1≤i≤x

1≤j≤y

When we choose x and y such that x(l+1) = qy, the right-hand side of this equality becomes
a period-consecutive sequence. The obvious choice is (x, y) = (q, l+1), but pairs of smaller
values may exist, resulting in a shorter sequence. Transforming an arbitrary sequence
of drop operators of length n+1 ≥ 3 to period-consecutive form is done by recursion.
After transforming the prefix of length n of the sequence to period-consecutive form, we
are again left with a pair. The first component of this pair is the period-consecutive
transform of the prefix, and the second component of the pair is the last drop operator of
the original sequence. On this pair we would like to apply the same technique as before,
i.e., expanding both components in such a way that the last period of the expansion of the
first component is one less than the first period of the expansion of the second component.
Therefore, we need a generalization of Equation 2.5 that can expand the prefix-transform,
i.e., an arbitrary period-consecutive sequence of drop operators.
Rule 2.3.1 (Drop expansion/contraction rule) Let 1 ≤ l, m, n, and let 0 ≤ ki < l+i
for 0 ≤ i ≤ n. Then
Y
Y Y jl+jn+k
ki
Dl+i
=
Dml+jn+ii
1≤i≤n

0≤j<m 1≤i≤n

The right-hand side of this rule is called the m-fold expansion of the left-hand side. Viceversa the left-hand side is called the m-fold contraction of the right-hand side. 2
Indeed taking n = 1 in this rule yields Equation 2.5, so it is a proper generalization.
Moreover, both the contraction and the expansion are period-consecutive. So the recursive
procedure sketched above shows that
Property 2.3.2 Using drop expansion every sequence of drop operators can be rewritten
to a period-consecutive sequence of drop operators. 2
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The second characteristic property of a canonical form is concerned with the ranks of
the drop operators.
Definition 2.3.3 (Rank-increasing operator sequence) A sequence of m ≥ 1 drop
operators Dlk11 · · · Dlkmm is rank-increasing, when ki < kj , for all 1 ≤ i < j ≤ m. 2
Note that if a drop operator sequence is rank-increasing, this property is preserved by both
drop expansion and drop contraction. Hence Rule 2.3.1 cannot be used to make a drop
operator sequence rank-increasing. So we need at least one additional rule for this purpose.
This rule is the drop exchange rule.
Rule 2.3.2 (Drop exchange rule) For 1 ≤ l, and for 0 ≤ k ≤ h ≤ l, we have
h+1
k
k
h
Dl+2
= Dl+1
Dl+1
Dl+2

(2.6)

2
Note that on the right hand side of Equation 2.6 the ranks form an increasing sequence.
Moreover, the sequence of periods is identical to the one on the left hand side. Therefore,
every period-consecutive drop operator sequence can be transformed into one that is also
rank-increasing by repeated application of the drop exchange rule, i.e., by performing the
well-known insertion-sort algorithm on the sequence of ranks.
Property 2.3.3 Any period-consecutive sequence of drop operators can be transformed
into another period-consecutive sequence that is also rank-increasing using the drop exchange rule. 2
Just as a block periodic map has infinitely many block periods that are all multiples
of its period, so a periodic stream sampler has infinitely many period-consecutive, rankincreasing drop operator sequence representations that are all expansions of a shortest one.
For instance, D20 = D30 D42 = D40 D52 D64 = · · · .
The third characteristic property of a canonical form singles out this shortest sequence.
Definition 2.3.4 (Primitive operator sequence)A period-consecutive sequence of drop
operators is primitive, when it is not the m-fold expansion of another drop operator sequence, for some m ≥ 2. 2
Drop operator sequences that possess all three characteristic properties are unique and are
called canonical forms.
Definition 2.3.5 (Canonical form operator sequence) A non-empty finite sequence
of drop and unit operators is a canonical form, either when it is the sequence consisting
of the single unit operator, or when it is a period-consecutive, rank-increasing, primitive
sequence of drop operators. 2
Since drop contraction can neither destroy the fact that a sequence is rank-increasing nor
the fact that a sequence is period-consecutive, we find
Property 2.3.4 Any period-consecutive, rank-increasing sequence can be transformed into
a canonical form using drop contraction. 2
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Combining properties 2.3.2, 2.3.3, and 2.3.4 we obtain the result we are after.

Theorem 2.3.1 Every non-empty finite sequence of drop and unit operators can be rewritten to canonical form using the unit rule, the drop expansion/contraction rule and the drop
exchange rule. 2
Note that the period of a periodic stream sampler other than the identity is given by the
period of the rightmost drop operator of its canonical form.
As an illustration of the calculus developed sofar, consider the following computation
that derives the canonical form of the drop operator sequence D20 D43 D31 .
D20 D43 D31
=
{ 3-fold drop expansion of D20 and 2-fold drop expansion of D43 }
D40 D52 D64 D73 D87 D31
=
{ 4-fold drop expansion of D31 }
4
7
10
D40 D52 D64 D73 D87 D91 D10
D11
D12
{ drop exchange: D64 D73 }
=
4
7
10
D40 D52 D63 D75 D87 D91 D10
D11
D12
=
{ 4× drop exchange: D52 · · · D91 }
4
7
10
D40 D51 D63 D74 D86 D98 D10
D11
D12
4
=
{ 3× drop exchange: D74 · · · D10
}
9
7
10
D40 D51 D63 D74 D85 D97 D10
D11
D12
7
=
{ 2× drop exchange: D97 · · · D11
}
8
10 10
D40 D51 D63 D74 D85 D97 D10
D11
D12
10 10
=
{ drop exchange: D11 D12 }
8
10 11
D40 D51 D63 D74 D85 D97 D10
D11
D12
The first two steps of this derivation transform the sequence into a period-consecutive
one. The second step is interesting in that it only expands the last drop operator, thereby
keeping the sequence relatively short. The remaining part of the derivation involves only applications of the drop-exchange rule, thus transforming the sequence into a rank-increasing
one. Each step involves a varying number of drop exchanges that eliminate the left-most
occurrence of a drop operator that is “out-of-rank”. Note that the sequence resulting after
all drop exchanges have been performed is also primitive, so we do not need a final drop
contraction step. If on the other hand we would have created a longer sequence in the drop
expansion phase, say x times as long, we would have ended up with the x-fold expansion of
the canonical form. Apart from an additional drop contraction step at the end, we would
have needed many more drop exchange steps in between.
The calculus developed thus far has several disadvantages. Periodic samplers that take
only a single element from a large block are represented by lengthy drop operator sequences.
Also rewriting a drop operator sequence to canonical form can be a tedious enterprise. To
alleviate this situation, we introduce a second family of periodic samplers to our calculus.
These periodic samplers are the take operators.
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Definition 2.3.6 (Take operator) For l ≥ 1 and 0 ≤ k ≤ l we define the stream transk
former Tl+1
: DN −→ DN by
k
(Tl+1
A)(i) = A((l+1)i+k)

(2.7)

Superscript k is called the rank of the operator and subscript l+1 its period. 2
k
takes, from every block of size l+1, the element with rank k . Therefore, it
Operator Tl+1
is indeed a periodic stream sampler whose corresponding periodic block map has period
l+1.
Note that Equation 2.7 is also well-defined for l = 0, in which case it will simplify to
0
(T1 A)(i) = A(i). Hence we already know operator T10 as I.
Obviously, every take operator can be replaced by a sequence of drop operators. Instead
of taking one value out of every l+1 values, one drops the other l values. In other words
k
k
the periodic block map of Tl+1
is the complement of the periodic block map of Dl+1
, i.e.,
the ranges of these two maps bipartition the natural numbers. Hence the following rule
that allows us to eliminate (or introduce) take operators is named the complement rule.

Rule 2.3.3 (Complement rule) For l ≥ 1 and 0 ≤ k ≤ l
Q
j

Dj+1
,


Q1≤j≤l
j−1 Q
j
k
Tl+1
=
Dj+1
1≤j≤k
k<j≤l Dj+1 ,



j−1
Q
1≤j≤l Dj+1 ,

we have
k=0
0<k<l

(2.8)

k=l

2
Note that all drop operator sequences on the right hand side of Equation 2.8 are canonical forms. This rule also provides us with a new canonical form theorem.
Theorem 2.3.2 Every non-empty finite sequence of drop, take, and unit operators can be
rewritten to canonical form using the unit rule, the complement rule, the drop expansion /
contraction rule, and the drop exchange rule. 2
From this theorem it follows that the PDT-calculus consisting of the operators and
rules introduced thus far is complete, because the equivalence of any pair of periodic
stream samplers can be shown by transforming them to their unique canonical forms and
checking whether these are identical.
So far we have given a minimum set of rules necessary to transform an arbitrary sequence of take and drop operators to canonical form. As with most calculi, this calculus
can be made more effective, in the sense that there exist shorter proofs, by the introduction
of additional rules. We present two such rules that we have found particularly useful in
this respect.
The first rule is concerned with the elimination/introduction of a drop operator in the
context of a take operator. Using the complement rule and the drop exchange rule it is
easy to show that the following rule is valid.
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Rule 2.3.4 (Drop elimination/introduction rule) For l ≥ 1 and 0 ≤ h ≤ l we have
(
h
Tl+2
, 0≤h<k
h
k
Tl+1
Dl+2
=
(2.9)
h+1
Tl+2 , k ≤ h ≤ l
2
The second rule is concerned with the composition of a pair of take operators. The result of
such a composition is again a take operator, whose period is the product of the periods of
the two operators, and whose rank is a linear combination of the ranks of the two operators,
as is easily shown2 by application of Definition 2.3.6.
Rule 2.3.5 (Take composition rule) For all l, q ≥ 1 and for all 0 ≤ k ≤ l and 0 ≤
p ≤ q we have
(q+1)k+p

p
k
Tl+1
Tq+1
= T(l+1)(q+1)

(2.10)

2

2.4

PDTS-calculus

In this section we extend the PDT-calculus with two operators that in addition to periodic
sampling allow us to shift streams. Stream transformers that perform a combination of
sampling and shifting operations will be called shifted periodic stream samplers. Rules
will be given that capture the interaction of the new operators with the drop and take
operators and the interaction amongst themselves. The resulting calculus will be called
PDTS-calculus. It is a sound and complete calculus for shifted periodic stream samplers.
Down-shifting a stream amounts to stripping the initial data values from the stream.
So stream B is a down-shifted version of stream A, when it satisfies the element-wise
specification
B(i) = A(i+nd ),

0≤i

(2.11)

with nd a non-negative integral value. Up-shifting a stream amounts to prefixing that
stream with a number of irrelevant data values. A typical element-wise specification that
expresses that B is the result of up-shifting A looks like
B(i+nu ) = A(i),

0≤i

(2.12)

with nu a non-negative integral value. Note this specification purposely leaves unmentioned
what the initial nu values of B should be. These values are considered noise and we say
that (the process that produces) stream B has start-up noise of size nu . The combination
of up-shifting, down-shifting and periodic sampling gives rise to the notion of a shifted
periodic stream sampler.
2

In contrast to showing this by application of the complement rule and rewriting the resulting drop
operator sequences to canonical form, which is quite cumbersome.
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Definition 2.4.1 (Shifted periodic stream sampler)A stream transformer P : DN −→
DN is a shifted periodic stream sampler, when there exist natural numbers m and n, and a
periodic block map f such that for all streams A ∈ DN
(PA)(i+m) = A(f (i+n)),

for 0 ≤ i

(2.13)

2
We begin the extension of PDT-calculus to PDTS-calculus with the definition of the
shift operators. The down operator is given by
Definition 2.4.2 (Down operator) The stream transformer D : DN −→ DN is defined
by
(DA)(i) = A(i+1)
2
This operator allows us to replace Equation 2.11, which refers to the individual stream
elements, by equation B = Dnd A, which is formulated in terms of stream transformers.
The up operator is given by
Definition 2.4.3 (Up operator) The stream transformer U : DN −→ DN is defined by
(
♦,
for i = 0
(UA)(i) =
A(i−1), for i > 0
In this definition ♦ is a fixed element of D of unknown identity. This element is called
“don’t care”. 2
This definition is somewhat unfortunate because it forces us to single out a specific
element of D to play the role of “don’t care”. As a consequence, specification B = U nu A
not only ensures Equation 2.12, but also insists that the first ns elements of B are equal,
something we do neither care about nor desire. In particular, computation in the data
domain D should not rely on the “equality of don’t-care elements”. This can be enforced
by treating all operators on D as if they are ♦-strict, and by avoiding comparisons in which
a don’t-care value occurs entirely.
We continue our presentation of the PDTS-calculus with an investigation of the interaction of the shift operators with the drop and take operators defined in the previous
sections. Since the take operators are defined in terms of drop operators, it is sufficient to
consider only the latter. The following rule allows us to bring shift operators to the front
of a sequence consisting of drop operators.
Rule 2.4.1 (Shift-to-front rule) For 0 ≤ k < l we have the down-to-front rules
0
l
D = Dl+1
Dl+1
k+1
k
D = DDl+1
Dl+1

(2.14)
(2.15)

0
l
Dl+1
U = Dl+1
k+1
k
U = UDl+1
Dl+1

(2.16)
(2.17)

and the up-to-front rules

Together they constitute the shift-to-front rules. 2
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The next rule states the interaction between the two shift operators.
Rule 2.4.2 (Shift cancelation rule)
DU = I
2
Note that shift cancelation is not symmetric. A down-shift cancels an up-shift, but not
the other way around because UD = I would imply that A(0) = (IA)(0) = (UDA)(0) =
(U(DA))(0) = ♦ for any stream A.
Now consider an operator sequence consisting of unit, shift, and drop operators. Using
the up-to-front rules and shift cancelation it is possible to rewrite this sequence such that it
consists of two parts: a prefix that consists entirely of up operators, and a suffix that does
not contain any up operator at all. Operator sequences thus shaped are called up-prefix
forms.
Definition 2.4.4 (Up-prefix form operator sequence) A sequence of unit, shift, and
drop operators is an up-prefix form, when every up operator in the sequence is only preceded
by up operators. 2
Given an up-prefix form it is possible to bring all down operators to the front of its “non-up”
suffix using the down-to-front rules. The resulting operator sequence is called a shift-prefix
form.
Definition 2.4.5 (Shift-prefix form operator sequence) A sequence of unit, shift,
and drop operators is a shift-prefix form, when it is up-prefix form and every down-operator
in the sequence is only preceded by shift operators. 2
Given a shift-prefix form of shape U m Dn P, where P consists entirely of unit and drop
operators, we obtain a canonical PDTS-form by rewriting its suffix P to canonical PDTform.
Definition 2.4.6 (Canonical PDTS-form operator sequence)A non-empty sequence
of unit, drop, take, and shift operators is a canonical PDTS-form, when it is the sequence
consisting of a single unit operator or it is a non-empty sequence of drop, take and shift
operators that is a shift-prefix form whose “non-shift” suffix is a canonical PDT-form. 2
Let Q be a canonical PDTS-form. Then there exist natural numbers m and n, and a
canonical PDT-form P such that Q = U m Dn P. Let f be the unique periodic block map
that corresponds to P. Then a simple calculation shows that for any stream A
(QA)(i+m) = A(f (i+n))
Hence there is a 1-1 correspondence between canonical PDTS-forms and shifted periodic
stream samplers.
Theorem 2.4.1 Every non-empty finite sequence of up, drop, take, and unit operators
can be rewritten to canonical form using the unit rule, the up-to-front rule, the complement
rule, drop expansion, drop contraction, and drop exchange.
Proof. First eliminate all take operators from the sequence using the complement rule.
Next use the procedure described above to transform the resulting sequence to a canonical
PDTS-form. 2
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Thus we have shown that PDTS-calculus is a sound and complete calculus for the domain
of shifted periodic stream samplers.
We conclude this section with some additional rules that come in handy for calculating
with shift operators. To begin with the shift-to-front rules can be extended with a set of
rules that involve take operators instead of drop operators.
Rule 2.4.3 (Shift-to-front rule continued) For 0 ≤ k < l we have
l
0
Tl+1
D = DTl+1
k+1
k
D = Tl+1
Tl+1

0
l
Tl+1
U = UTl+1
k+1
k
Tl+1
U = Tl+1

2
These rules can be proved by suitable application of the complement rule, the shift-to-front
rules for drop operators and the drop exchange rule. Note that in every shift-to-front rule
the drop (take) operators on the left-hand side and the right-hand side have different rank.
By (l+1)-fold application of a shift-to-front rule we obtain rules in which the ranks of the
drop operators stay the same.
Rule 2.4.4 (Drop-shift exchange rule) For 0 ≤ k ≤ l we have
k
k
Dl+1
U l+1 = U l Dl+1
k
k
Dl+1
Dl+1 = Dl Dl+1

2
Likewise we can derive a corresponding rule involving take operators.
Rule 2.4.5 (Take-shift exchange rule) For 0 ≤ k ≤ l we have
k
k
Tl+1
U l+1 = UTl+1
k
k
Tl+1
Dl+1 = DTl+1

2
Repeated application of the up exchange rules yields a well-known rule in digital signal
processing, which is used for distributing delays in multi-rate synchronous systems [87]. In
particular it is used to rearrange decimator components.
Rule 2.4.6 (Noble identities) For 0 ≤ k ≤ l and 0 ≤ m we have
k
k
U (l+1)m = U l m Dl+1
Dl+1
k
k
U (l+1)m = U m Tl+1
Tl+1

2
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2.5

Lifted stream transformers

Although limited in scope the calculi developed in the previous two sections are almost
sufficient for the purpose of this thesis, which is to specify the functionality of the basic
components from which the systems studied in this thesis are composed, and to compute
the functionality of these systems from the functionality of their composing parts. In this
section we briefly and informally sketch the ingredients that are still missing.
First of all the stream transformers described thus far are only sufficient to describe the
functionality of stream processing systems with a single input stream and a single output
stream. So how do we deal with systems with multiple input streams and/or multiple
output streams? For multiple output streams the answer is simple. For each output stream
we use a separate stream transformer. Using tuples we may write hF1 , F2 iA = hF1 A, F2 Ai.
This leaves us with the situation of an output stream whose values depend on values
originating from several input streams. In general this situation requires multi-argument
stream transformers. In this thesis we restrict ourselves to the multi-argument stream
transformers that can be constructed from multi-argument functions on the data domain
D. This approach also provides us with stream transformers that can manipulate the
data values contained within the streams, something neither the PDT-calculus nor the
PDTS-calculus provides.
So let f : Dn −→ D be a function that is ♦-strict in each of its arguments, i.e., the
result of the function will have value ♦ if one or more of its arguments have value ♦. Then
this function will be used in three ways to obtain stream transformers
n

1. f : (DN ) −→ DN is given by
(f (A1 , . . . , An ))(i) = f (A1 (i), . . . , An (i))
n

2. f : (DN −→ DN ) −→ (DN −→ DN ) is given by
(f (F1 , . . . , Fn ))A = f (F1 A, . . . , Fn A)
n

n

3. f : (DN −→ DN ) −→ ((DN ) −→ DN ) is given by
(f (F1 , . . . , Fn ))hA1 , . . . , An i = f (F1 A1 , . . . , Fn An )
Construction f is usually called the point-wise lifting of f from domain D to domain DN .
It only requires function f to produce a novel n-ary stream transformer. Constructions f
and f are higher order functions that with the help of f construct a novel unary, respectively
n-ary, stream transformer from an n-tuple of already existing stream transformers. In the
sequel we will refer to all three constructions methods as lifting. Because their signatures
differ, this will not lead to ambiguity in practice.
Note that this approach also gives us for each equational rule involving multi-argument
functions on D similar equational rules between the corresponding lifted multi-argument
stream transformers.
As an example of the various forms of lifting we here discuss the case of a data domain D
equipped with binary operators addition and multiplication, satisfying the usual properties.
Besides an illustration of lifting, this also introduces the notation used in Chapter 9, where
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we study FIR-filters. So, assume that (D, +, ∗) is a field, and consider the specification
B(0) = ♦
B(i+1) = A(i+1) + h ∗ A(i)
with arbitrary h ∈ D. This is the specification of a first-order linear filter with input
stream A and output stream B. By various ways of lifting, all references to individual
stream elements can be eliminated from this specification.
Assuming that addition and multiplication on D are ♦-strict, we can write B(0) = A(0)+
h ∗ ♦. Hence B(i) = A(i) + D(i), where D(i) = h ∗ C(i) and C(0) = ♦ and C(i+1) = A(i).
Hence C = UA. Lifting left-multiplication by h on D to stream transformer h ∗, we get
D = h∗ C = (h∗)(UA) = ((h∗)U)A. Finally, lifting addition on D to a binary operator +
on the domain of streams DN , we get B = A + ((h∗)U) A. Lifting the addition operator
once more to a binary operator + on the domain of stream transformers DN −→ DN and
noting that A = IA, we obtain B = (I + h∗U )A. Of course, in practice we simply write
B = (I + h ∗ U) A, where it is implicitly understood that – and which – lifted versions of
the mentioned operators are used.
In this approach all stream transformers are combined into a single one that is subsequently applied to the stream A. As an alternative, we could have a pair of stream
transformers hI, h∗i that applies to a pair of streams hA, UAi, whereafter the components
of the resulting pair of streams must be added. This view can be expressed using the third
form of lifting. Then we write B = (+(I, h∗))hA, UAi. Switching to vector calculus we can
even eliminate the addition operator using inner product, and write B = hI, h∗ihA, UAiT .
By lifting, as mentioned, we also obtain calculus rules for stream transformers corresponding to rules that hold for the original operator on D. For instance, since multiplication on D is commutative, we have h ∗ = ∗ h, where ∗ h is the lifted version of
right multiplication by h. For the same reason we have (g∗h) ∗ = (h∗g) ∗, and therefore
(g ∗)(h ∗) = (h ∗)(g ∗), because multiplication is also associative. Moreover, assuming once
again that multiplication is ♦-strict, we also have the rule U ∗ h = h ∗ U. From this rule
we infer that also B = (I + U ∗ h) A or B = hI, UihA, h ∗ AiT .

2.6

Discussion

There is a long tradition in the usage of streams and stream transformers to specify or
describe the computations of parallel systems such as digital signal processing systems,
dataflow systems, reactive systems, etc. In addition, streams are also used to describe
the i/o-behavior and state histories of sequential computations. An excellent overview
of stream processing, its history, its applications and the various languages, models, and
programming styles used, is given in a survey by Stephens [81].
An early and influential description of process networks in terms of stream transformers
is given by Kahn [43]. In these so-called Kahn Process Networks both the individual
processing elements and the entire system are (modeled as) stream transformers. Since,
in general, the connection pattern is cyclic, the stream transformer that corresponds to
the system is obtained as the least fixed point of a set of equations between the stream
transformers of the individual processing elements. These equations capture the connection
pattern of the network.
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KPNs provide an abstract view on stream processing systems which is very useful to
specify and reason about the computation that should be realized. On the other hand,
KPNs contain no information on how their computation should be realized, and therefore
do not lend themselves for performance analysis. In a later paper [44], Kahn and MacQueen
suggest an implementation in terms of co-routines, but also this paper does not address
performance issues in a quantitative manner.
Because stream transformers are functions that map infinite objects to infinite objects,
any mechanism that implements a stream transformer has to do so in an infinite number of
steps in each of which only finite chunks of streams are consumed and produced. For these
steps resources are needed both in terms of processing and in terms of storage. Allocation
and scheduling of these resources is part of the mapping process indicated in the Y-chart
(see Figure 1.1). A typical example are the storage resources required by the channels. In
the KPN-model it is assumed that channels are FIFOs with unbounded capacity. Although
for many applications channels with bounded capacity suffice, it has been shown [13] that
in general this question is undecidable.
For the purpose of performance analysis we consider stream transformers to be too
abstract. Instead, we use process descriptions that are resource aware in this thesis. These
descriptions are introduced in the next chapter. Thus the role of stream transformers is
reduced to a meta-language used to express the functionality of stream processing systems. In terms of the Y-chart presented in Figure 1.1 we see them as part of application
specification.
To reason about stream transformers we have developed two equational calculi (see
e.g. [27] for an introduction to this topic), viz. PDT-calculus and PDTS-calculus. PDTcalculus has been introduced in [59]; its extension to the PDTS-calculus is new.
There are three objectives for introducing calculi: derivation, verification, and analysis.
Using calculi to derive systems from their specification gives us correctness by design. In
this thesis small examples of this usage are found in Chapter 9. Calculating the stream
computation performed by a system from the specifications of its parts and verifying a
posteriori that the system specification is met, however, is more in line with platform-based
design. And so PDT- and PDTS-calculus are mostly used for a posteriori verification in
this thesis. In Chapter 3 periodic stream transformers are used to specify the functionality
of building blocks, and in Chapters 7 and 8 the calculi are used to verify the functional
correctness of systems whose derivation we do not consider an issue. Analysis is similar
to verification, but refers to a situation in which the required functionality is not known.
In general, analysis involves solving sets of equations in which the unknown quantities are
stream transformers. In [59] we have shown how to solve sets of equations using PDTcalculus for acyclic SISO-systems built from split, merge, and one-place buffer components,
components that will be introduced in the next chapter. Even in this restricted case,
analysis is not trivial, because periodic stream transformers form a monoid and not a
group, i.e., they lack an inverse.
The calculi introduced in this chapter share there ability for equational reasoning about
infinite data types with functional languages in general. Indeed the lifting techniques described in Section 2.5 that allow reasoning about the data values incorporated in the
streams are common practice in functional programming. For example, simple lift construction f corresponds to the map operator from the theory of lists for n = 1 (see [11])
and to the zip operator for n = 2 (see [78]). It is therefore not a surprise that others have
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deemed these properties so important that they have advocated the usage of functional
languages as hardware description languages. An early example is µFP, by Sheeran [77],
and a more recent one SAFL, by Sharp [76].
We conclude this discussion with some minor technical issues related to the Up operator.
This operator closely resembles the classical Z-operator used in digital signal processing.
Digital signal processing, however, is concerned with bilateral infinite streams, i.e. the
domain of streams is given by DZ , whereas we consider unilateral infinite streams given
by DN . This has the advantage that the classical Z-operator does not require a don’t-care
element, but otherwise its definition is equal to that of the Up operator. The introduction
of the don’t-care can be avoided, if desired, by following the approach taken by DelgadoKloos in [23]. Instead of a single Up operator, he introduces a whole family {Ud | d ∈ D}
of operators, that are similar to U, the only difference being that (Ud A)(0) = d. We prefer
the single operator approach, however, since it allows the implementation of variables by
registers with arbitrary initial values.
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Chapter 3
System Descriptions
Stream processing systems are networks of processes that compute in parallel, and communicate streams of data via point-to-point unidirectional channels. In the previous chapter
we have introduced stream transformers to specify the stream computations performed by
these systems. In this chapter we introduce a program notation to describe the behavior
of their individual processes and the way in which they are composed into systems.
On the one hand this notation must allow high-level system descriptions that concentrate on relevant system behavior by abstraction from implementation detail. On the
other hand this notation must be sufficiently resource aware to make system comparison
possible. This means that enough detail about timing information and resource usage
should be present to define truthful performance metrics. Moreover, this notation must
support modular, hierarchical system descriptions. Finally, the notation must be domain
independent, so that it can deal with platforms from any application domain.
Even though behavioral hardware description languages, like Verilog [80] or VHDL [3],
meet most of the requirements specified above to some extent, we do not consider them
suitable for our purpose. Because these languages can deal with a design at various levels
of abstraction, they have a very rich syntax. Moreover, even at the level of behavioral
description, which is the highest level of abstraction offered, there is too much detail
to be considered. Typically, state machines that regulate the flow of control have to
be programmed, and clock signals are explicitly modeled. Furthermore, the behavior of
systems described with these languages is often difficult to grasp because their semantics
are given in terms of a discrete-event simulator. Indeed these languages were initially
developed for accurate performance prediction through simulation.
CSP-oriented languages like Tangram [6] and its successor Haste [22] provide better
alternatives. By virtue of a transparent expansion of programs into system architectures
called handshake circuits, they allow a designer to reason about system performance on
the basis of program texts, whilst benefitting from the strong and simple abstraction and
structuring mechanisms offered by CSP.
For the theoretical setting of this thesis, however, even these languages are too verbose.
Therefore, we present in this chapter a notation that can be considered a stripped version of
Haste. What is left allows us to define crucial system aspects, like structure, functionality,
behavior, and resource usage, in a concise manner. As we show in subsequent chapters,
it also allows us to define truthful performance metrics in a compositional manner, thus
establishing comparison-based performance analysis.
33
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The first two sections of this chapter introduce the program notation by the definition
of a small set of basic components and a general composition operator for building systems
from basic components in a hierarchical manner. In addition to these programs, which
by themselves completely define a system, we present a graphical notation in the form of
block diagrams that provide a better insight in the system structure. Moreover, for each
system we specify its stream computation, using the stream transformers defined in the
previous chapter.
The next two section are dedicated to guidelines that help ensure truthful performance
comparison. One section introduces special forms of system composition that constrain
the structural complexity of a system, and the other section provides design criteria for
individual building blocks. We conclude this chapter with some comments regarding the
chosen set of basic components.

3.1

Basic components

In this section we define a small set of basic building blocks. Although most systems
considered in this thesis can be composed from instances of these building blocks, this set
is by no means complete. Occasionally we shall deal with an application that forces us to
define a new basic component. This should not be taken as repairing an oversight, but
rather as an intrinsic feature of the approach we advocate. Part of the game of designing
parallel systems for a certain application area should be the identification of the proper
set of basic building blocks. In this section we merely have collected a number of building
blocks that we expect to appear in almost any application area.
Apart from introducing the basic components proper, this section and the ones that follow
also introduce the programming notation in which systems are described. This is done in
an informal way. Rather than stating the grammar that defines the language, language
constructs are introduced and explained hand in hand with the various basic components
and composition methods. Besides the program texts, a graphical representation of each
basic component is given in the form of a diagram. These diagrams are handy for quick
appreciation of a system’s architecture, and when properly annotated can also be used as
a first indication of the system’s performance. Nevertheless it should be understood that
it are the program texts that fully define components and systems built from them.

3.1.1

One-place buffer

The simplest component is a one-place buffer. It consumes a stream A of input values
and produces a stream B of output values such that B = A. Figure 3.1 shows both a
diagram and a program for this component. The diagram shows component Buf , its input

A

a

B

b

B

B=I A

Buf =
proc (in a, out b)·
|[ var x |i (a?x; b!x)∗ ]|

Figure 3.1: A one-place buffer.
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stream A, and its output stream B. The program text resembles a procedure declaration
such as one might encounter in any high-level programming language and serves to define
the buffer process. It consists of a heading and a body. The heading specifies that the
component is named Buf and that it has an input port a along which it receives the
stream of input values A from its environment and an output port b along which its sends
the stream of output values B to its environment. The body consists of a declaration part
and a command. The declaration part declares a single variable x in which the buffer can
store values. Hence it is a one-place buffer. The command defines the communication
behavior, i.e., the order of the communication events in which the component is involved.
It expresses that component Buf performs an infinite repetition, denoted by the Kleene
star ‘∗ ’, of an input action a?x followed by, denoted by the sequential composition operator
‘;’, an output action b!x.

3.1.2

Unit-delay operator

The unit-delay operator is a basic component similar to the one-place buffer in the sense
that it copies the values of its input stream to its output stream. Unlike the one-place
buffer, the unit-delay starts with the output of an arbitrary, unknown value. So the output
stream B equals the input stream A prefixed by an arbitrary value, i.e., B(0) = ♦ and
B(i+1) = A(i), or in terms of stream transformers B = UA. Figure 3.2 contains a diagram
and the program text of this component.

A

a

D

b

B

B=U A

Delay =
proc (in a, out b)·
|[ var x |i (b!x; a?x)∗ ]|

Figure 3.2: Unit-delay operator.
Note that the program text contains no initialization of variable x. It is assumed that
upon declaration each variable is initialized with an arbitrary value. Different instances of
the component may have different initial values. Also note that the name unit-delay refers
to the functionality of the component and as such has nothing to do with the timing of its
events.

3.1.3

Split components

A split component is a component that divides the data items in its input stream between
its two output streams, while preserving the order of the data items that are directed to
the same output stream. In particular, for 1 ≤ l and 0 ≤ k ≤ l, component Split kl+1 is a
component with input stream A and output streams C and D that satisfies the i/o-relations
k
k
C = Tl+1
A and D = Dl+1
A. See Figure 3.3 for a diagram and the program text of this
component. Note the usage of a black dot in the diagram to indicate the port that produces
the k-th item from every block of l+1 items.
Remark: The program text of the split component is well-defined even in case l equals 0, in
which case also k equals 0. When l = 0 then the command reduces to (a?x; c!x)∗ , in which
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A
a
c

k
Sl+1

C

d

k
C = Tl+1
A
k
D = Dl+1
A

D

Split kl+1 =
proc (in a, out c, d)·
|[ var x
|i ( (a?x; d!x)k
; (a?x; c!x)
; (a?x; d!x)l−k
)∗
]|

Figure 3.3: Split components.
we recognize the behavior of a one-place buffer. Therefore we define that Split 01 (a, c, d) =
Buf (a, c). This is consistent with the fact that T10 = I, whereas D10 is undefined.
2

3.1.4

Merge components

A merge component is a component that combines the data items from its two input
streams into a single output stream, while preserving the order of the data items that
originate from the same input stream. In particular, for 1 ≤ l and 0 ≤ k ≤ l, component
Merge kl+1 is a component with input streams E and F, and output stream B that satisfies
k
k
the i/o-relations E = Tl+1
B and F = Dl+1
B. Figure 3.4 shows a diagram and the program
text of this component. Connecting a merge component to a corresponding (same k and l

E
e

F

f

k
Ml+1

b

B

k
E = Tl+1
B
k
F = Dl+1
B

Merge kl+1 =
proc (in e, f, out b)·
|[ var x
|i ( (f ?x; b!x)k
; (e?x; b!x)
; (f ?x; b!x)l−k
)∗
]|

Figure 3.4: Merge components.
values) split component in such a way that the black dots match will of course yield the
original stream again.

3.1.5

Fork

A fork is a component that produces a copy of its input stream on both its output streams
C and D. Figure 3.5 shows a diagram and the program text of this component. The
command of the fork contains a new operator, the concurrency operator denoted by “,”.
It indicates that the communication actions that serve as its operands may be executed
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A
a
c

F

C=I A

C

D=I A

d

Fork =
proc (in a, out c, d)·
|[ var x
|i (a?x; c!x, d!x)∗
]|

D
Figure 3.5: A fork component.
in any order, and therefore also concurrently. It is assumed that the concurrency operator
binds more tightly than the sequencing operator. Hence a?x; c!x, d!x means a?x; (c!x, d!x)
and not (a?x; c!x), d!x.
Furthermore, assuming concurrent-read exclusive-write variables, it follows that variables can neither be shared between concurrent input actions, nor between concurrent
input and output actions. So neither c?x, d?x nor c?x, d!x is a valid concurrent statement,
but c!x, d!x is, as the fork illustrates.

3.1.6

Dyadic operators

For any dyadic operator ⊗ defined on the data domain D we define a corresponding dyadic
operator component that produces an output stream B that is the result of the point-wise
application of the operator ⊗ to the data items in its input streams E and F, i.e., B = E⊗F.
Figure 3.6 shows a diagram and the program text of a dyadic operator. In the diagram

E
e

F

f

x
b

B=E⊗F

Dyadic ⊗ =
proc (in e, f, out b)·
|[ var x, y
|i (e?x, f ?y; b!(x⊗y))∗
]|

B
Figure 3.6: A dyadic operator.
the stream whose values occur at the left-hand side of the operator symbol is marked with
a black dot. When the operator is symmetric the black dot is absent. Examples of dyadic
operators are addition, multiplication, minimum, maximum, etc.

3.1.7

Comparator

For the purpose of comparison we assume that the data domain D is a linearly ordered set
with minimum element −∞, and maximum element +∞. A comparator is a component
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with two input streams A and C and two output streams B and D. It point-wise compares
the values of both input streams and outputs the minima on output stream B = A ↓ C and
the maxima along output stream D = A ↑ C. Here and elsewhere in this document the
down-arrow ‘↓’ denotes a minimum operator , either in its monadic form as the minimum
over a set or in its dyadic form as the minimum of two data items. The minimum over the
empty set is defined as +∞. Likewise, the up-arrow ‘↑’ denotes a maximum operator , and
the maximum over the empty set is defined by −∞. Figure 3.7 contains a diagram and
the program text of a comparator. Note that the output port that produces the stream
holding the maxima is marked with a black dot.

C

A
a

c
B=A↓C

C
b

B

d

D

D=A↑C

Cmp =
proc (in a, c, out b, d)·
|[ var x, y
|i (a?x, c?y
; b!(x ↓ y), d!(x ↑ y)
)∗
]|

Figure 3.7: A comparator.

As indicated, it is desirable to keep the number of basic components to a minimum. In
line with this desire we have avoided basic components that do not add to the functional
expressiveness. As a consequence, there is only one basic component that starts with
an output action, viz. the unit-delay operator. From a functional point of view this is
sufficient, because any other basic component can be made to start with an output action
by connecting a unit-delay component to the appropriate output port. From a performance
perspective, however, a better system may be obtained, if we would allow more basic
components that start with an output. In Chapter 9 we will encounter an example of a
system where a performance gain can be obtained through the introduction of a delayed
fork component, i.e., a component that first produces an arbitrary value on one of its
outputs whereafter it behaves like a fork.
Apart from components whose absence from the set of basic components merely induces
a performance penalty, we have also left out a component whose absence restricts the
functionality of the systems we can make. In particular there is no basic component that
at any point in its computation allows a choice of possible actions. This precludes the
construction of systems whose communication behavior is data-dependent or systems that
require arbitration. Such components are not introduced because their absence facilitates
the performance analysis of a system considerably.
The above program texts are actually component type definitions. From such a definition a particular component instance is obtained by specifying a component type name
and a list of actual port names, just like a procedure call is an instantiation of a procedure
definition. So Buf (a, b) and Buf (c, d) are two distinct one-place buffer components.
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X
Buf
Delay
Split kl+1
Fork
Merge kl+1
Dyadic ⊗
Cmp

Pinp (X) Pout (X)
P(X)
{a}
{b}
{a, b}
{a}
{b}
{a, b}
{a}
{c, d}
{a, c, d}
{a}
{c, d}
{a, c, d}
{e, f }
{b}
{b, e, f }
{e, f }
{b}
{b, e, f }
{a, c}
{b, d} {a, b, c, d}

Table 3.1: Port sets of the basic components.

3.2

Systems

In this section we describe how to build systems from basic components. For this purpose
we introduce a single language construct whose generic form is given by
proc (in , out ) · |[ chan

|i X1 ( , ) k . . . k Xn ( , ) ]|

This construct captures three aspects relevant to system composition, namely subsystem
enumeration, connectivity, and (re)naming. Its usage is explained by means of examples.
As a first example, consider a system composed of two unconnected buffers.
BufBuf =
proc (in a1, a2, out b1, b2)·
|[Buf (a1, b1) k Buf (a2, b2)]|
Just like the program text of a basic component, the program text of this system — and
any other system for that matter — consists of a heading, defining the name of the system
and the names of its external ports, and of a command. The command consists of an
enumeration of subcomponents aggregated using the composition operator ‘k’. In this case
the enumeration consists of two instantiations of a one-place buffer component, in each of
which every formal component port name is replaced by a port name of the system of the
appropriate type (in or out ).
Given a system consisting of one or more subcomponents (basic components or entire
subsystems) we express connectivity by channels, i.e., point-to-point connections from
the output port of one subcomponent to the input port of another, possibly the same,
subcomponent. For instance, connecting the two one-place buffers of system BufBuf in
series is denoted by
SerBuf2 =
proc (in a, out b)·
|[ chan c |i BufBuf (a, c, c, b)]|
Components that share a channel must perform the corresponding actions on their connected ports in synchrony. This means that we adopt a CSP-like [38, 39] form of synchronous or blocking communication. Hence, by connecting input port a with output port
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b, the pair of communications a?x and b!(y+z) realizes the assignment x := y+z in a
distributed manner.
Since it is quite cumbersome to first create systems of unconnected components and
then add the channels one-by-one, both mechanisms have been combined in the general
form of composition that allows the creation of systems with an arbitrary finite number of
subcomponents interconnected by an arbitrary finite number of channels. As an example,
consider the serial composition of three one-place buffers.
SerBuf3 =
proc (in a, out b)·
|[ chan c, d |i Buf (a, c) k Buf (c, d) k Buf (d, b)]|
Note that in its most limited form, namely listing only one subcomponent and no
channels, the language construct merely provides renaming, both of the system name and
of the port names. The constructing is mostly used in this capacity to define the base
system of a family of recursively defined systems. Furthermore, note that the command of
a system does not contain a variable declaration part.
To ensure the creation of valid systems a number of restrictions are imposed on system
composition. First, every port of a subcomponent must be instantiated either by a system
port or by a channel. System port names must occur only once, and channel names must
occur exactly twice, once at the position of an input port and once at the position of an
output port. Second, both the system port names and the channel names must be fresh,
i.e., distinct from channel names that occur in subcomponents. Although it is not required
that channels run between distinct subcomponents, channels between ports of the same
subcomponent should be used with care because of the risk of introducing deadlock. For
instance, connecting ports from the same basic component will always result in deadlock.
Although, formally, the composition operator ‘k’ can only occur in commands, we often
use the short-hand notation X k Y , to denote system composition. We do so in particular,
when we are neither interested in the identity of the ports nor in the identity of the channels
of the systems involved. Nevertheless, there should be no misunderstanding what these
port and channel sets are. For systems that consist of a single basic component the port
sets are given by Table 3.1 and the channel set is empty. For composite systems we define
Definition 3.2.1 (Port set, channel set) For systems X and Y we define the port sets
of the composition X k Y by
Pinp (X k Y ) = (Pinp (X) \ Pout (Y )) ∪ (Pinp (Y ) \ Pout (X))
Pout (X k Y ) = (Pout (X) \ Pinp (Y )) ∪ (Pout (Y ) \ Pinp (X))
P(X k Y ) = (P(X) \ P(Y )) ∪ (P(Y ) \ P(X))
and the channel set
C(X k Y ) = (P(X) ∩ P(Y )) ∪ C(X) ∪ C(Y )
where it is assumed that C(X) ∩ (P(Y ) ∪ C(Y )) = ∅ = (P(X) ∪ C(X)) ∩ C(Y ). 2
There are several dependencies between the various ports sets and the channel set, e.g.,
P(X k Y ) = Pinp (X k Y ) ∪ Pout (X k Y )
P(X k Y ) ∪ C(X k Y ) = P(X) ∪ P(Y ) ∪ C(X) ∪ C(Y )
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Moreover, there are many situations, in which we need not distinguish between the ports
and the channels of a system. Hence we introduce the notion of a location to indicate
either a port or a channel of the system.
Definition 3.2.2 (Location set) For system X the set L(X) of locations of X is defined
by
L(X) = P(X) ∪ C(X)
2
Occasionally, we are not interested in the identity of the ports of a system, but do need
to know how many input respectively output ports there are. The port-type of a system
gives us this information.
Definition 3.2.3 (Port-type) A system X is of port-type (k, l) when it has k input ports
and l output ports. A system of port-type (1, 1) is called a SISO (single-input single-output)
system. Likewise, for k, l ≥ 2, a system of port-type (k, l) is called a MIMO (multiple-input
multiple-output) system. 2
The notion of composition defined in this section is general enough to describe any
system we are interested in. When designing a system of prescribed functionality and
performance, it is, however, good practice to strive for one that has in some sense minimal
structural complexity. One way of doing this is to restrict not only the types of basic
components that may be used, but to restrict also the usage of composition to specific
configurations. In the next section we introduce a number of these restricted composition
methods.

3.3

Basic composition methods

In this section we introduce some restricted variants of general composition that will be used
so frequently that they merit a special name. In passing, we introduce some abbreviations
for notational convenience, such as array constructs and composition quantifiers.
We have already encountered two basic composition methods in the examples of the
previous section. The first one, used in the definition of system BufBuf , is called parallel
composition and is defined by
Definition 3.3.1 (Parallel composition) Let X be a system of port-type (k, l) and Y
be a system of port-type (m, n). Then the parallel composition PAR (X, Y ) is a system
of port-type (k+m, l+n) defined by
PAR (X, Y ) =
proc (in a[0 .. k+m), out b[0 .. l+n))·
|[X(a[0 .. k), b[0 .. l)) k Y (a[k .. k+m), b[l .. l+n))]|
2
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Note the usage of array notation for instantiating the ports of the individual subcomponents. For a parallel composition the port and channel sets are given by
Pinp (PAR (X, Y )) = Pinp (X) ∪ Pinp (Y ),
Pout (PAR (X, Y )) = Pout (X) ∪ Pout (Y ),

P(PAR (X, Y )) = P(X) ∪ P(Y )
C(PAR (X, Y )) = C(X) ∪ C(Y )

The second one, used in the definition of SerBuf3 , is called serial composition and is defined
by
Definition 3.3.2 (Serial composition) Let X be a system of port-type (k, l) and Y be
a system of port-type (l, m). Then the serial composition SER (X, Y ) of X and Y is a
system of port-type (k, m) defined by
SER (X, Y ) =
proc (in a[0 .. k), out b[0 .. m))·
|[ chan c[0 .. l) |i X(a, c) k Y (c, b)]|
2
In general there are n! ways to connect a set of n output ports to a set of n input ports.
All of these different connection patterns can be considered to form a serial composition
of X and Y . The serial composition SER (X, Y ) as defined above, however, singles out a
specific permutation. The other ones can be obtained by renaming; for instance renaming
the input ports of system Y . Note that in this case the array construct has also been used
in the declaration of the channels. So we allow the array construct as a concise notation
for locations in general.
For a serial composition the port and channel sets are given by
Pinp (SER (X, Y )) = Pinp (X),
Pout (SER (X, Y )) = Pout (Y ),

P(SER (X, Y )) = Pinp (X) ∪ Pout (Y )
C(SER (X, Y )) = Pout (X) ∪ C(X) ∪ C(Y )

Note that in this context the terms parallel and serial refer to the structure of the system.
When we look at the actions performed by a system, as we shall do in the next chapter,
every system is a parallel system because components are allowed to perform their actions
simultaneously, as long as every component adheres to the ordering of actions as specified
by its program text and as long as every pair of components obeys the synchronization
enforced by the channels connecting them.
The next two composition methods involve specific ways of using split and merge components to compose SISO-systems.
Definition 3.3.3 (Wagging composition) For SISO-systems X and Y and integer values k and l such that 0 ≤ k ≤ l and 1 ≤ l we define the wagging composition WAGkl+1 (X, Y )
by

k
A a Sl+1

c

X

d

Y

e
k
f Ml+1

b

B

WAGkl+1 (X, Y ) =
proc (in a, out b)·
|[ chan c, d, e, f
|i Split kl+1 (a, c, d)
k X(c, e) k Y (d, f )
k Merge kl+1 (e, f, b)
]|
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2
Note that the result of a wagging composition is again a SISO-system. Also note that a
wagging composition can be expressed using serial and parallel composition
WAGkl+1 (X, Y ) = SER (Split kl+1 , SER (PAR (X, Y ), Merge kl+1 ))
Wagging composition, as defined above, forces us to insert two non-empty systems, i.e.
systems consisting of at least one basic component, between the split component and
the merge component. Because the direct connection of a split component to a merge
component can also be seen as a form of wagging composition, we define for 1 ≤ l and
0 ≤ k ≤ l system Wag kl+1 by
Wag kl+1 = SER (Split kl+1 , Merge kl+1 )
Wagging composition is an important technique to manipulate various performance
aspects of a system. It can serve to reduce latency, and power consumption, and since the
subsystems X and Y run at lower throughput than their wagging composite, it is also a
prime construction method for systems whose fundamental operations require more time
than the time that elapses between successive inputs.
The last composition method is a generalization of wagging composition. It requires
serial-to-parallel and parallel-to-serial converters, special components built from split and
merge components respectively. So we first define these components. Their definition also
allows us to introduce some more notational conventions.
For n ≥ 1 the serial-to-parallel converter S2P n of order n is a component that divides
its single input stream A into n output streams Ck , for 0 ≤ k < n, such that Ck = Tnk A.
k
n
Since by convention T10 = I, and by the drop-elimination rule Tn+1
= Tnk Dn+1
, it follows
that the serial-to-parallel converters can be defined by the recurrence relation
S2P 1 =
proc (in a, out c[0 .. 1))·
|[Buf (a, c[0])]|

S2P n+1 =
proc (in a, out c[0 .. n+1))·
|[ chan d
|i Split nn+1 (a, c[n], d)
k S2P n (d, c[0 .. n))
]|

Figure 3.8 contains a diagram of a fourth-order serial-to-parallel converter. Note that
this recursive definition violates the requirement that channel names must be fresh, since
channel d is used again-and-again. Nevertheless, we prefer this notation over the more
pompous declaration chan d[n .. n+1) declaring an array consisting of a single channel,
which would provide us with a fresh name d[n] 1 .
For n ≥ 1 the parallel-to-serial converter P2S n of order n is a component that combines
its n output streams Ek , for 0 ≤ k < n into a single input stream B, such that Tnk B = Ek .
1

Frankly this does not solve a thing, because we are now left with the question what an array name
is. The only decent way out is to consider the system definitions as proper type definitions and add a
subsystem declaration part to the body, that provides each subsystem with a name. Global channel names
then consist of the system’s name, followed by a local channel name, a construction that can be recursively
applied until a unique channel name is obtained.
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Figure 3.8: A fourth-order serial-to-parallel converter.
The parallel-to-serial converters are defined by the recurrence relation
P2S 1 =
proc (in e[0 .. 1), out b)·
|[Buf (e[0], b)]|

P2S n+1 =
proc (in e[0 .. n+1), out b)·
|[ chan f
|i P2S n (e[1 .. n+1), f )
k Merge 0n+1 (e[0], f, b)
]|

Figure 3.9 contains a diagram of a fourth-order parallel-to-serial converter.
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Figure 3.9: A fourth-order parallel-to-serial converter.
In the above recursive definitions we see that the base case is the known basic component
Buf with one of its ports renamed. Sometimes (see Chapter 7 for examples) even renaming
is unnecessary. In such cases we simply write Sys = Buf , instead of Sys = proc(ina, outb)·
|[Buf (a, b)]|.
When we introduce a composition quantifier ki∈I , where I is a finite set that determines
the range of quantification, some recursively defined systems can also be defined iteratively.
Using this operator the converters can also be defined by
S2P n+1 =
proc (in a, out c[0 .. n+1))·
|[ chan d[0 .. n)
|i Split nn+1 (a, c[n], d[n−1])
k k0<i<n Split ii+1 (d[i], c[i], d[i−1])
k Buf (d[0], c[0])
]|

P2S n+1 =
proc (in e[0 .. n+1), out b)·
|[ chan f [0 .. n)
|i Buf (e[n], f [n−1])
k k0<i<n Merge 0i+1 (e[i], f [i], f [i−1])
k Merge 0n+1 (e[0], f [0], b)
]|

Now that we have the converter components available we can define our last composition
method, which is a generalization of wagging composition.
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Definition 3.3.4 (Multi-wagging composition) For 0 ≤ l, let {Xi | 0 ≤ i ≤ l} be a
family of SISO-systems. Then the multi-wagging composition M Wl+1 (X0 , . . . , Xl ) of these
systems is given by

A a

S2Pl+1
c[l]

M Wl+1 (X0 , . . . , Xl ) =
proc (in a, out b)·
|[ chan c[0 .. l+1), e[0 .. l+1)
|i S2P l+1 (a, c)
k k0≤i≤l Xi (c[i], e[i])
k P2S l+1 (e, b)
]|

c[0]

Xl

X0

e[l]

e[0]

P2Sl+1

b

B

2
Given the functional specification of the converters it is straightforward to derive the
functionality of a multi-wagging composition. Let X = M Wl+1 (X0 , . . . , Xl ) and let, for
0 ≤ k ≤ l, each subsystem Xk satisfy the functional specification Bk = Fk Ak . Then X
k
k
satisfies Tl+1
B = Fk Tl+1
A. Although multi-wagging is a generalization of wagging in the
sense that wagging divides a stream into two streams whereas multi-wagging divides a
stream into one or more streams, M W2 (X, Y ) differs both from WAG02 (X, Y ) and from
WAG12 (X, Y ). The reason for the difference is that each of the converters that split and
combine the stream contains an additional one-place buffer. In this case, however, we do
have
M W2 (X, Y ) = WAG12 (SER (Buf , X), SER (Y, Buf ))

(3.1)

In general, multi-wagging cannot be defined in terms of wagging. In particular
M Wl+1 (X0 , . . . , Xl ) 6= WAGll+1 (Xl , M Wl (X0 , . . . , Xl−1 ))
We conclude this section with the definition of the family of systems {Mwag l | 1 ≤ l}.
Each system of this family is the serial composition of a serial-to-parallel converter and a
parallel-to-serial converter, i.e.,
Mwag l = SER (S2P l , P2S l )

3.4

(3.2)

Design criteria for basic components

In the previous two sections we have presented a small set of basic components and a
few composition methods that are useful for the construction of parallel systems in a
wide variety of application domains. Besides these general components and methods most
application domains require additional building blocks and composition methods to provide
domain specific functionality and to optimize performance.
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Once a set of basic components and corresponding composition methods for an application domain have been decided upon, designing an application from the domain is reduced
to the construction of a system with the desired functionality and performance using only
components and methods from that set. From this perspective, the purpose of a set of
basic components with corresponding composition methods is to define an application domain and facilitate a performance guided design space exploration within that domain. To
meet the latter objective basic components have to be chosen carefully. A major concern
is that, in spite of their name, basic components can be arbitrarily complex because they
are defined by program texts. With respect to functionality this is fine, but for performance analysis this is problematic. Ultimately, the stream processing systems defined by
such program texts are implemented by integrated circuits in some process technology,
or as machine code for some general-purpose processor. By analyzing the performance of
abstract program texts instead of concrete implementations we avoid many of the details
present at the implementation level. But in doing so we lose the capability of accurately
predicting the values of the chosen performance metrics in their true units. Although this
is a pity, we have already indicated in the introduction of this thesis that we are willing
to accept this loss of accuracy as long as the outcome of a comparison between designs is
truthful. So the question is:
What constraints have to be imposed on the program texts of basic
components in order to guarantee truthful comparison of designs?
The short answer is that the program text of a basic component has to be so simple that
it does not hide low-level costs. All basic components presented sofar have a number of
properties that make them fulfill this criterion. These properties are listed below and can
be seen as stating general criteria that should be met when defining basic components for
any application domain.
1. Fan-in and fan-out must be bounded by a small constant number.
Since we use point-to-point connections between components, all fan takes place
within the basic components. Fan-out occurs when the same variable is read in
several distinct output statements. Every split, fork or comparator component has
fan-out 2. All other basic components have fan-out 1, i.e., have no fan-out. When
the output statements that read the same variable can be executed concurrently, the
low-level cost involved is either in circuit area or in circuit speed or in both. When
implemented directly by branching wires, fan-out increases the capacitive load of
transistors that drive these wires and thereby reduces their switching speeds. Either
one accepts this reduction in speed or one has to increases the area of the transistor
to maintain its switching speed. The theory of logical effort described in [83] can
be used to optimize this area-time trade-off, but whatever the outcome the costs
induced by fan-out have to be paid somehow. When the output statements that read
from the same variable must be executed sequentially, the costs of fan-out are largely
in circuit area because of the multiplexing involved. In the same way fan-in, i.e.,
writing to the same variable from distinct input statements gives rise to multiplexing
at a low-level. All merge components have fan-in 2; all other basic components have
no fan-in.
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2. The flow of control specified by the communication behavior in the command of a
basic component must be implementable with a finite state machine using a small
number of states.
Ideally this number should be so small that the hardware spent on control circuitry is
negligible compared to the hardware required for data storage and transport. Especially split and merge components are susceptible to this criterion. Since components
Split l+1 and Merge l+1 require l+1 states, these components should therefore only be
allowed for small values of l. Fortunately, this is sufficient for a lot of applications.
For example, in Chapter 7 it is shown that the overwhelming majority of optimally
elastic buffers can be made using only Split 2 and Merge 2 components. Another way
to meet the criterion is to observe that in certain contexts these components can
be replaced by ones that have a fixed number of states. For example, the serial-toparallel converter S2P n+1 contains n split components with numbers of states ranging
from 2 to n+1. A single counter that counts up to n+1 is, however, sufficient for
the entire converter. This single counter can be implemented using a one-hot scheme
where the splitters pass each other a token to indicate when they should output to
the environment of the converter instead of to a neighboring splitter. So instead
of a family of splitters, each of which counts to determine on which stream it must
output, we use a single splitter component that relies on a communication from its
environment for this information.

A
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Split =
proc (in a, e, out c, d, f )·
|[ var s, x
|i a?x, s := f alse
; ( if ¬s then d!x, f !f alse; a?x, e?s
[] s then c!x, f !true; a?x, s := f alse
fi
)∗
]|

Component Split uses Boolean variable s to determine whether it holds the token.
It forwards data received along port a to port c when it holds the token, and to port
d when it does not hold the token. It receives the token along port e and sends the
token along port f . If it receives the token once every l communications, then it
sends the token once every l+1 communications. Using this type of split component
the serial-to-parallel converters are given by the recurrence relation
S2P 1 =
proc (in a, out c[0 .. 1), f )·
|[ var x
|i (a?x; c[0]!x, f !true)∗
]|

S2P n+1 =
proc (in a, out c[0 .. n+1), f )·
|[ chan d, e
|i Split (a, e, c[n], d, f )
k S2P n (d, c[0 .. n), e)
]|

Note that it is no longer trivial to ascertain that S2P n meets its functional specification because the communication behavior of the above split-component is datadependent. In general, it is hard to analyze the performance of systems containing
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data-dependent split components. If, however, the usage of these splitters is restricted to serial-to-parallel converters, which in turn can only occur in a design
by application of multi-wagging composition, we obtain enough encapsulation to be
sure to enjoy the data-independence of serial-to-parallel converters when reasoning
about our systems, without having to worry about faulty performance predictions.
Of course, a similar construction exists for parallel-to-serial converters by using merge
components that rely on their environment for their input stream selection. Henceforth, we shall therefore accept arbitrary split and merge components in the context
of a converter. A similar kind of encapsulation can be found in [53] where it is argued that a restricted usage of the asynchronous switch and select components can
be allowed in SDF-graphs.
3. Program texts must not contain assignments.
On the one hand this criterion facilitates performance analysis because it reduces the
number of distinct statements for which performance metrics have to be defined. On
the other hand this criterion does not reduce the expressiveness of the computational
model because communications are nothing but distributed assignments. Hence assignments of the form x := E, where x does not occur in E, are easily replaced by a
pair of communication statements of the form a?x and a!E, where the two communication statements belong to different components. Auto-assignments like x := E(x),
on the other hand, require a pair of communication sequences of length 2 each:
a!x; b?x and a?y; b!E(y). The latter makes explicit that auto-assignments require
master-slave flip-flops for their implementation. A master-slave flip-flop consists of
a pair of latches. In an auto-assignment, the old value of x needed to determine the
value of the right-hand side E(x) is read from the slave latch, and the new value of
x is written to the master latch. Before the master-slave flip-flop can engage in a
new assignment, the value held by the master must be copied to the slave. Variables
that do not occur in auto-assignments, on the other hand, can be implemented with
a simple latch. So abolishing assignments makes the additional costs involved in
auto-assignments, namely an extra latch and an extra data transfer, explicit.
4. The number of operator evaluations per output expression must be bounded by a
small number.
Since in the absence of assignments all computation takes place in the output expressions that determine the data values that are communicated, counting of communications can give us an indication of the required computation time, provided
the variation in the computational complexity of the individual expressions is not too
large. Of course, the actual way in which this must be done is more elaborate than
simple counting because communications can be executed concurrently, and because
synchronization due to communication may force a component to become idle for
some time. Chapters 5 and 6 give the details of this procedure. Here we take a closer
look at the assumption on which this approach is based. The time it takes to perform
an output depends both on the number and the nature of the operations that occur
in the expression that must be evaluated to determine the value that is output. Since
the nature of the operations is dictated by the application, and therefore cannot be
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altered2 , we are left with the number of operations per expression. If we can limit
this number to one, then allocating communications to time slots and counting the
number of time slots required for a computation provides a reasonable basis for a
truthful comparison of execution times.
5. The program text must not contain choice operators.
We can distinguish two kinds of choices: choice on data, and choice on communication. Both should be avoided. An example of a command containing choice on
data would be: (a?x; if prime(x) then b!x else c!x fi )∗ . In general, systems that
contain components that offer a choice on communication require arbitration when
this choice can be resolved in more than one way. Arbitration involves resolution
of a meta-stable system state, and therefore there is, in theory, no upper-bound on
the time it takes an arbitration circuit to select an alternative, although in practice
it is not hard to give bounds within which the overwhelming majority of choices is
resolved [16]. Of course, there is always the option to implement choice without arbitration, but this leaves the designer with the burden to prove that for every choice
offered there is precisely one alternative that can actually be executed at run-time.
But even then the time required to execute a choice will be proportional to the number of alternatives offered. Therefore, we altogether avoid basic components that
involve choice on communication in this thesis.

3.5

Discussion

In this chapter we have defined two key ingredients of the design flow from Figure 1.3. We
have specified a set of basic building blocks that, for the scope of this thesis, will serve
as a domain platform and we have given an interpretation to the “compose” activity. To
facilitate the development of truthful performance metrics in later chapters we have kept
both the set of basic components and the composition methods minimal. It is important to
notice, however, that the “rules of the game” matter more than the specific instantiation
we have chosen.
As an example, observe that by postponing the first input action of a one-place buffer
a unit-delay component is obtained. In a similar manner “delayed” versions of other basic
components can be created that start with an output action, instead of an input action.
For components that have two output ports, like the fork and comparator, there is also the
possibility to let such a component start with a single output action. As we demonstrate
in Chapter 9, usage of such components can lead to designs with improved performance.
Furthermore, since these components are in compliance with the criteria of the previous
section we obtain another valid “game” by adding these components to our set of basic
building blocks.
As another example that the rules of the game matter more than the particular game we
play, observe that the building blocks we have introduced are best suited for applications
with fine-grained parallelism. The functionality provided by the building blocks is on
2

This is not entirely true because we can sometimes replace complicated operations, for instance multiplication, by a series of more primitive ones, such as addition. This technique is known as strength
reduction.
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the level of operations and not on the level of algorithms. Typically expansion of these
building blocks into handshake circuits, the target architecture for Haste programs, yields
a circuit of 5 to 10 handshake components. In [6] a handshake circuit for the one-place
buffer consisting of 5 hand-shake components is given. Split and merge components are
somewhat more complex and require approximately 10 handshake components. There is,
however, nothing that prevents us from extending the set of building blocks with arbitrary
systems designed from these components or single components that are equivalent to such
combinations. For instance, for the FIR-filters discussed in Chapter 9 the basic building
blocks can comprise entire filter stages. Although these building blocks are still simple
in the sense that they meet the criteria given above, they are considerably more complex
than the basic components we have defined in this chapter. Indeed it requires four basic
components to build a single filter stage. The combination of these four into a single new
building block both reduces the number of variables and improves the performance. More
examples of systems where the design of the basic components has been part of the design
of the entire system can be found in [45, 46, 60, 72].

Chapter 4
System Behavior
In the previous chapter we have introduced programs to describe stream processing systems. We have seen how these programs describe a system’s topology, and we have introduced system diagrams for better visualization of these topologies. Besides the structure
of a system, a program also specifies its behavior. It is with system behavior that this
chapter is concerned.
Behavior is about the order in which a process must execute a program’s actions.
Semicolons in a program text prescribe order between actions. Comma’s in a program text
indicate impartiality; they allow a process freedom to execute the actions in any order, or
even simultaneously. Well-designed programs only order actions to serve specific purposes
such as enforcing causality, storage management, or adherence to communication protocols.
In this thesis we restrict our attention to systems where the number and order of the
actions that are executed is independent of the data values that are communicated. These
systems are called data-independent systems. It has been shown (see Zwaan [93]) that
for these systems phenomena like deadlock and divergence, also known as livelock, can
be studied by ignoring the values that are communicated. This can be seen as a qualitative form of performance analysis. In contrast, we develop techniques for quantitative
performance analysis of data-independent systems.
In this chapter we introduce dependence and anti-dependence graphs to capture how
systems manage their storage resources. Construction of these graphs follows the structure
of the system. Since these graphs capture only part of the order specified by the program
text, they provide a more abstract view of system behavior than the program texts from
which they are derived.
In Chapter 2 we have characterized a stream processing system as a system that sends
and receives data packages and that performs a computation by changing the values contained in these packages according to some stream transformer. The dependence graph
of a system provides us with a means to associate a (virtual) weight with these packages.
This leads to a refined model of the behavior of a stream processing system, in which a
system not only changes data values contained in the packages, but also modifies the package weights. Informally, the weight of an input package indicates the number of output
packages whose data values depend on the data value it contains. Similarly, the weight of
an output package indicates the number of input packages on whose values its own data
value depends.
Dependence graphs are used to define three classes of systems. Besides being char51
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acterized by the type of the dependence graphs of their systems, each of these classes
corresponds to a particular kind of stream computation. The performance analysis of
these three classes is the topic of this thesis.

4.1

Events

A program text specifies the events in which a system is involved. In general two types
of events can be distinguished: communication events and computation events. However,
since we have designed our basic components in such a way that every computation takes
place as part of an output event, viz. during the evaluation of the expressions that determine
the output values, we only need to consider communication events.
Definition 4.1.1 (Event) For system X we define the set of events E(X) of X by
E(X) = L(X) × N
So each event is a pair (a, i), denoted as a#i, consisting of a name, indicating the location
where the event occurs, and a so-called occurrence number, indicating the number of preceding events at that location. Frequently, we will only be interested in events that occur
at particular locations in the system. Therefore, we define the subset EA (X) of events that
take place at locations A ⊆ L(X) by
EA (X) = A × N
Some subsets of events occur so frequently that they merit a special name and notation.
Events that occur at a channel are called internal events, and events that occur at a port
are called external events. The external events are subdivided in input events and output
events. The corresponding notations are
Eint (X) = C(X) × N,
Eext (X) = P(X) × N,

Einp (X) = Pinp (X) × N
Eout (X) = Pout (X) × N

2
Because the locations of a composite system X k Y are given by L(X) ∪ L(Y ), it follows
that the events of a composite system are given by
E(X k Y ) = E(X) ∪ E(Y )
Note that this equation expresses that communication is indeed synchronous. Although
for any location a ∈ Pout (X) ∩ Pinp (Y ) the execution of the i-th output action a! in X
and the execution of the i-th input action a? in Y each give rise to an event a#i in their
respective components when considered in isolation, they give rise to a single event a#i in
the composite system X k Y .
There is an obvious relationship between the events of a system and the streams of
values that flow through that system. If A is the stream that passes at location a, then
A(i) is the value that is communicated at event a#i.
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In the previous chapter we have stipulated that basic components should not contain
choice on data. Now that we have introduced the notion of an event, we can make this
requirement and its consequences more explicit. Observe that for basic components that
do not contain choice on data the order in which they execute their events is independent
of the data values that are communicated. Obviously, the same holds for entire systems
composed of such basic components, and therefore these system are called systems with
data-independent communication behavior, or simply data-independent systems.
Definition 4.1.2 (Data-independent system) A system is data-independent, when at
any moment in time the state of the system is completely determined by the number of the
events, both internal and external, that have been executed by the system, and the order in
which they have been executed. 2
Data-independent systems have certain features that simplify their performance analysis. Because their state does not depend on the values of their variables, their flow of
control is regulated by a finite state machine, and therefore they can engage in periodic
behavior. Note that this is not the same as stating that they will exhibit periodic behavior.
For instance, assume that a system periodically enters a state in which it can perform two
input events in arbitrary order, then it depends on the environment whether the order in
which these events are executed also exhibits a periodic pattern. To determine the performance of a data-independent system it is sufficient to know its periodic behaviors. This
property will be exploited in Chapter 5, where we schedule the events of a system, and
in Chapter 6, where we show that every possible value of a performance metric can be
obtained by a suitable chosen periodic schedule.
Furthermore, data-independent systems perform oblivious computations. For each output value produced the set of events that contribute to the computation of that value is
completely determined and finite. Moreover, since there are only finitely many different
states the number of distinct computations is finite as well. In this chapter these properties will be exploited to define the notion of a dependence graph and in the subsequent
classification of systems.

4.2

Dependence graphs

The program text of a system not only specifies the events that a system performs, but
also the storage resources — variables and their types — that a system requires and how
these resources are used. For instance, input statement a?x specifies both the acceptance
of a data item along port a and the subsequent storage of that item in variable x. Here
and in the rest of this thesis we ignore the data type.
So we could say that this input statement claims (a previously vacant) storage location
x. However, since most variables are reused in many input events, this implies that storage
locations are released as well, but these releases are left implicit by the program text.
Apparently, reusing a variable x with value v in a new input event means that there is no
future output event whose output value depends on v. One view is that a storage location
x is released as soon as the last output event whose output value depends on v has taken
place. By definition this event precedes the event at which the variable is reused. The
notion of a last event assumes, however, that output events are linearly ordered, which
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D(Buf ) = { (a#i, b#i) | 0 ≤ i }
D(Delay) = { (a#i, b#(i+1)) | 0 ≤ i }
D(Split kl+1 ) = { (a#((l+1)q+r), d#(lq+r)) | 0 ≤ q ∧ 0 ≤ r < k }
∪ { (a#((l+1)q+k), c#q) | 0 ≤ q }
∪ { (a#((l+1)q+r+1), d#(lq+r)) | 0 ≤ q ∧ k ≤ r < l }
D(Merge kl+1 ) = { (f #(lq+r), b#((l+1)q+r)) | 0 ≤ q ∧ 0 ≤ r < k }
∪ { (e#q, b#((l+1)q+k)) | 0 ≤ q }
∪ { (f #(lq+r), b#((l+1)q+r+1)) | 0 ≤ q ∧ k ≤ r < l }
D(Fork ) = { (a#i, b#i) | 0 ≤ i } ∪ { (a#i, c#i) | 0 ≤ i }
D(Dyadic ⊗ ) = { (a#i, c#i) | 0 ≤ i } ∪ { (b#i, c#i) | 0 ≤ i }
D(Cmp) = { (a#i, c#i) | 0 ≤ i } ∪ { (a#i, d#i) | 0 ≤ i }
∪ { (b#i, c#i) | 0 ≤ i } ∪ { (b#i, d#i) | 0 ≤ i }
Table 4.1: Basic component dependence relations.
they are not. Therefore, instead of viewing the release of a storage location as an atomic
event that takes place at the last output event before reuse, we view the release of a storage
location as a distributed activity that is accomplished by a set of output events that all
must occur.
From the discussion above it follows that there exists a relationship between the events
of a system that is based on the repeated claims and subsequent releases of its storage
locations. For system X this relation will be called the dependence relation of X, and
it will be denoted by D(X). A pair of events (e, f ) belongs to D(X) when event f is
involved in the release of the variable claimed in event e. For a basic component the
dependence relation is derived directly from its program text, and for a composite system
the dependence relation is derived from the dependence relations of its components.
Definition 4.2.1 (Dependence relation) For data-independent system X we define the
dependence relation D(X) ⊆ E(X) × E(X) by
1. If X is a basic component, then D(X) is given by Table 4.1.
2. If X = Y k Z for some systems Y and Z, then D(X) is given by
D(X) = D(Y ) ∪ D(Z)
Furthermore, we define the transitive closure D+S
(X) and the reflexive transitive
closure
S
D∗ (X) of D(X) in the usual way, i.e., D+ (X) = 1≤n Dn (X) and D∗ (X) = 0≤n Dn (X),
where Dn+1 (X) = D(X) ◦ Dn (X) with “ ◦” denoting standard relation composition, and
D0 (X) the identity relation on E(X). 2
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Note that input events only occur in the domain of the dependence relation, whereas
output events only occur in the range of the dependence relation. Internal events occur
in both domain and range of the dependence relation. This is consistent with the fact
that channel communications realize distributed assignments: the value computed by one
component is stored at a location of another component. Note that it is not required
that every event occurs in either the domain or the range of the dependence relation. For
instance, event b#0 does not occur in D(Delay).
For systems with data dependent communication, it is impossible to indicate dependencies. Even when it is known that every output event depends on precisely one input event,
it is in general impossible to tell what the occurrence number of that input event is. As
an example consider a component that splits an input stream A into two output streams:
one output stream, say B, containing the even values, and another one containing the odd
values. Because the first even value of A can occur at any position, or even be absent when
A contains odd values only, it is not known on which input event b#0 depends, unless the
values of the input stream are known.
Some of the performance metrics we are interested in are only concerned with the
external events of a system. Therefore, we introduce a relation that deals with dependencies
between external events.
Definition 4.2.2 (External dependence relation) For data-independent system X
with dependence relation D(X) we define the external dependence relation Dext (X) by
Dext (X) = D+ (X) ∩ (Einp (X) × Eout (X))
2
It is convenient to represent the combination of the events of a system and their dependencies as a graph. Such graphs are called dependence graphs.
Definition 4.2.3 (Dependence graph) For data-independent system X we define the
dependence graph G(X) as the directed graph whose vertices are the events of X and whose
edges are given by the dependence relation of X, i.e., G(X) = (E(X), D(X)). 2
Since both E(X k Y ) = E(X) ∪ E(Y ) and D(X k Y ) = D(X) ∪ D(Y ), the dependence graph
of a composite system X k Y is simply the union of the dependence graphs of its composing
parts, i.e.,
G(X k Y ) = G(X) ∪ G(Y )
In Section 4.5 we introduce a classification of systems based on properties of their dependence graphs. The following examples illustrate some of the properties we are interested
in.
Example 4.2.1 In this example three simple systems are considered. In all cases the
dependence graph consists of an infinite number of connected components, each of which
consists of a single finite path. For each system these paths can be classified in two
categories, and a generic path from each category is shown. Although their dependence
graphs are similar, the systems have quite dissimilar behavior.
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1. System Wag 2 is a two-place buffer whose storage locations are connected via two
channels that take turns in passing a value from the first to the second storage
location. It can be viewed as the wagging composition of two empty systems, even
though such a composition is formally not defined.
Wag 2 =
proc (in a, out b)·
|[ chan c, d
|i Split 02 (a, c, d)
k Merge 02 (c, d, b)
]|

a

S20

c

d

a # 2i

c#i

b # 2i

a # (2i+1)

d #i

b # (2i+1)

M20 b

2. System Rwag 2 differs from system Wag 2 in that the channels that run between the
split and merge component are now connected in the reverse order, as can be seen
from the position of the marked input port of the merge in the system diagram.
Hence the system is expected to swap every pair of data items, and the dependence
graph indeed suggests that this is the case.
Rwag 2 =
proc (in a, out b)·
|[ chan c, d
|i Split 02 (a, c, d)
k Merge 02 (d, c, b)
]|

a

a # 2i

c

S20

a # (2i+1)

d

c#i
d #i

b # (2i+1)
b # 2i

M20 b

In practice, however, the system deadlocks immediately after it has consumed its
first input. Since this deadlock is not spotted by the dependence graph, it follows
that a dependence graph captures only part of a system’s behavior, and therefore
dependence graphs are not suited as denotational system models. In particular,
dependence graphs cannot show liveness properties of a system.
3. When system Rwag 2 is in its deadlock state, then its split component is blocked on
output. Hence this deadlock is resolved, when we replace channel c by a buffer of
finite capacity. A single one-place buffer is sufficient, resulting in system Rev 2 .
Rev 2 =
proc (in a, out b)·
|[ chan c, d, e
|i Split 02 (a, c, e)
k Buf (c, d)
k Merge 02 (e, d, b)
]|

a

S20
e

c

B

a # 2i

d #i

d

M20 b

c#i

a # (2i+1)

e#i

b # (2i+1)
b # 2i

2
Example 4.2.2 The systems considered in this example are similar to the ones in the
previous example in that they are composed from the same set of basic components. They
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differ, however, in the way their components are connected. Instead of being connected
in a serial fashion these are now connected in a cyclic fashion. This does not necessarily
mean that the dependence graph becomes cyclic. Instead of a cycle an infinite path can
arise. It is also possible that all paths stay finite.
1. System CycleOnce is again a two-place buffer, albeit one that performs poorly. Before
a data item is output, it is recycled once though every storage location. This induces
performance penalties in both throughput, latency and energy, as we shall see in later
chapters.
CycleOnce =
proc (in a, out b)·
|[ chan c, d
|i Merge 02 (a, d, c)
k Split 02 (c, d, b)
]|

a

M20

a #i

c

c # 2i
d #i

d

S20

b

c # (2i+1)

b #i

2. In system PassFirst the other output of the split component is used in the feedback
loop. This results in a system that passes the first item of the input stream to
the output stream, whereafter it deadlocks just like its counterpart in the previous
example.
PassFirst =
proc (in a, out b)·
|[ chan c, d
|i Merge 02 (a, d, c)
k Split 02 (c, b, d)
]|

a

M20

a #i

c

c # 2i

b #i

c # (2i+1)

d

S20

b

d #i

Although the dependence graph still contains a finite path from every input event to
its corresponding output event, the possibility of deadlock is hinted at, because half
of the connected components of the dependence graph are cycles. On the other hand,
when the dependence graph of a system only contains cycles that consist entirely of
internal events, it may also be the case that only part of the system locks and that
this fact is not observable by the system’s environment.
3. When system PassFirst is in its deadlock state both its components are blocked on
input. Hence this deadlock can only be resolved if one of the channels is replaced by
a component that starts by producing a don’t-care value. The only component at our
disposal that can do so is the unit-delay. When channel d is chosen for replacement
the input stream is interlaced with don’t-care values, while being passed from the
merge component to the split component.
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Interlace =
proc (in a, out b)·
|[ chan c, d, e
|i Merge 02 (a, e, c)
k Delay(d, e)
k Split 02 (c, b, d)
]|

a

a #i

c # 2i

b #i

e#0

c#1

d #0

e#1

c#3

d #1

c

M20
e

D

d

S20

b

Notice that in comparison with system PassFirst all cycles in the dependence graph
have disappeared. A single infinite path containing only internal events has taken
their place.
2
Example 4.2.3 The systems in this example are similar to some of the systems presented
in the previous examples. The role of the split component has, however, been taken over
by the fork, and the role of the merge component by a binary operator. Rather arbitrarily
the addition operator has been chosen in this example, but any other operator would have
produced the same dependence graphs. The consequence of allowing components whose
program texts contain the concurrency operator is that the connected components of the
dependence graph are no longer restricted to paths and cycles.
1. System Double transfers every item from the input stream to the output stream,
doubling its value in the process.
Double =
proc (in a, out b)·
|[ chan c, d
|i Fork (a, c, d)
k Add (c, d, b)
]|

a

F

c

c#i
a #i

d

+

b

b #i
d #i

Note that the connected components of the dependence graph are no longer paths;
instead every connected component consists of two independent paths from a single
input event to a single output event.
2. System BlockPrefixsum is obtained from system Double by interchanging the fork and
adder component. As a result the connection pattern becomes cyclic. Being naı̈ve we
expect to have created a system in which each output value is the
P sum of all previously
received input values, i.e., a system with i/o-relation B(i) = 0≤j≤i A(j). In reality,
however, we have created a system that deadlocks, because both components are
immediately blocked on input.
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BlockPrefixsum =
proc (in a, out b)·
|[ chan c, d
|i Add (a, d, c)
k Fork (c, b, d)
]|
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a

d #i

c

+

a #i

d

F

c#i

b

b #i

In this case, however, the dependence graph unambiguously indicates the deadlock,
because every path from an input event to an output event contains an internal event
that lies on a cycle.
3. From system Interlace in previous example we have learned that a deadlock like the
one contained in BlockPrefixsum can be resolved by the insertion of a unit-delay
component in the d-channel. By repairing
P the system in this way, we obtain system
Prefixsum with i/o-relation B(i) = ♦ + 0≤j≤i A(j). Note that it is not difficult to
construct a system with output stream B(i) = ♦ (see system Source in Figure 4.4),
so we can easily get rid of the additional don’t-care term by subtracting the output of
system Source from the output of system Prefixsum. Since this is, however, irrelevant
for the current example, we refrain from doing so. System Prefixsum is a special –
unfortunately numerically unstable – case of a first-order infinite impuls respons
filter.
e#0

Prefixsum =
proc (in a, out b)·
|[ chan c, d, e
|i Add (a, e, c)
k Delay(d, e)
k Fork (c, b, d)
]|

a #0

a

c

+

b #0

d #0

e

D

c#0

e#1

d

F

b

a #1

c#1

b #1

d #1

Note that the dependence graph no longer contains cycles. Instead it is a single
connected component that consists of an infinite path of internal events with infinitely
many incoming edges originating from the input events and infinitely many outgoing
edges directing towards the output events.
2
These examples show that already a small set of basic components gives rise to systems
with a wide variety of dependence graphs. Besides the finite paths indicative of dependence
relations between output and input events, established by a finite chain of intermediate
internal events, as one would expect for system that compute their output in a periodic
manner, we also encounter cycles and infinite paths. Sometimes the latter two features
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are an indication that there is something wrong with the system which is not notable by
computing the stream transformers associated with the system. In particular, cycles are
suggestive of deadlock. In case of a partial deadlock this is not necessarily always harmful.
Infinite paths are harmless from a functional perspective, but can be an indication of
poor performance. On the other hand, harmful behavior does not always show up in a
dependence graph. In particular, we have seen that some deadlocks do not result in a cycle.
Furthermore, the dependence graph need not be connected, but may consists of infinitely
many components. Nevertheless, dependence graphs form a good starting point for the
performance analysis of systems, provided we can limit their complexity. In Section 4.5
we identify three classes of data-independent systems based on a characterization of their
dependence graphs. In subsequent chapters of this thesis a formalism for comparison-based
performance analysis of systems belonging to these classes is then developed. As a first
step towards this goal we introduce the notions of weight and path count.

4.3

Weights and path counts

Proper determination of a system’s performance requires knowledge of the set of all events
that are involved in the computation of any particular output value. These events can
either be input events that fetch the values on which the output value in question depends,
or internal events that perform intermediate computations that provide partial results from
which the final value of the output is computed. Vice versa, given an event e we would like
to know the number of computations in which it is involved. The latter quantity is given
by the number of paths in the dependence graph between any input event and any output
on which event e is situated. We will call this number the weight of event e.
Definition 4.3.1 (Weight of an event) For data-independent system X with dependence
graph G(X) we define the post-weight w• (e) of an event e ∈ E(X) by w• (e) =
P
•
•
0≤k wk (e), where wk (e) is given by
(
(
0,
e ∈ Eout (X)
1,
e
∈
E
(X)
out
•
w0• (e) =
wk+1
(e) = P
•
0, e 6∈ Eout (X)
(e,f )∈D(X) wk (f ), e 6∈ Eout (X)
Note that the post-weight of an event becomes infinite, when the summation contains
infinitely
many positive terms. Similarly, we define the pre-weight • w(e) as • w(e) =
P
•
•
0≤k w k (e), where w k (e) is given by
(
(
0,
e ∈ Einp (X)
1,
e
∈
E
(X)
inp
•
•
w0 (e) =
wk+1 (e) = P
•
0, e 6∈ Einp (X)
(f,e)∈D(X) w k (f ), e 6∈ Einp (X)
Finally, we define the weight w(e) of an event e ∈ E(X) by
w(e) = • w(e)w• (e)
where it is assumed that product x · ∞ equals 0 if x equals 0, and ∞ otherwise. 2
The post-weight of an event is the number of outgoing paths leading to an output event,
and the pre-weight is the number of incoming paths arriving from an input event. Hence
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the weight of an event, being the product of these two quantities, is the total number of
paths from any input event to any output event on which that event is situated. With this
interpretation in mind the validity of the following property is obvious.
Property 4.3.1 For data-independent system X with dependence graph G(X) the weight
functions satisfy
w• (f ) > 0 ∧ (e, f ) ∈ D+ (X)
•
w(e) > 0 ∧ (e, f ) ∈ D+ (X)
w(e) > 0 ∧ (e, g) ∈ D+ (X) ∧ w(f ) > 0 ∧ (g, f ) ∈ D+ (X)

=⇒
=⇒
=⇒

w• (e) > 0
•
w(f ) > 0
w(g) > 0

for all e, f, g ∈ E(X). 2
Another consequence of the interpretation given above has to do with events that lie on
the same cycle. Either none of these events lie on a path from input to output, or all of
them lie on infinitely many paths, because every path can be extended with yet another
walk around the cycle.
Property 4.3.2 Let X be a data-independent system with dependence graph G(X). Then
for any pair of events e, f ∈ E(X) such that (e, f ) ∈ D+ (X) and (f, e) ∈ D+ (X) we have
either w(e) = 0 = w(f ) or w(e) = ∞ = w(f ). 2
To develop a proper appreciation of the meaning of the weight of events we consider some
examples. To begin with we consider the basic components. The weight of any event of
a one-place buffer, of a split component or of a merge component is equal to one. The
weight of the first output event of a unit-delay component is zero; the weights of all its
other events are one. For a fork component the input events have weight two, and the
output events have weight one. Note that this is consistent with the observation that each
input value contributes to two output values. For a dyadic operator each output value
depends on two input values. Indeed its output events have weight two, and its input
events have weight one. Finally, for a comparator both the output events and the input
events have weight two, because every output value depends on precisely two input values
and every input value contributes to exactly two output values.
The above holds for the basic components in isolation. When basic components, or
entire systems for that matter, are used as building blocks of larger systems, the weights
of their events change in ways that depend on the dynamic structure of the system. By
dynamic we mean that in general the change in weight of an event not only depends on
the location in the system where it occurs, but also on its particular occurrence number.
So successive events that occur at the same location may differ in weight. The amount by
which the weight is changed is determined by the dependence relation of the system.1
For instance, consider system Addtree given in Figure 4.1. It consists of seven adders
organized in a binary tree, and it computes an output stream that is the element-wise sum
of eight input streams. In this system the output events c[j]#i of the adders that make up
the leafs of the tree have weight two, the output events b#i of the adder that is the root
1

So just as the weight of an object in physical space depends on the strength of the gravitational field
in which it resides, so the weight of an event depends on the dependence relation of the system in which
it occurs.
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a[0] # i
c[0] # i
c[0]
d[0]

+

+

+

+

+

+

+

a[0]

d[1]

b

Addtree =
proc (in a[0 .. 8), out b)·
|[ chan c[0 .. 4), d[0 .. 2)
|i Add (a[0], a[1], c[0])
k Add (a[2], a[3], c[1])
k Add (a[4], a[5], c[2])
k Add (a[6], a[7], c[3])
k Add (c[0], c[1], d[0])
k Add (c[2], c[3], d[1])
k Add (d[0], d[1], b)
]|

c[3]

a[1] # i
d[0] # i
a[2] # i
c[1] # i
a[3] # i
b #i
a[4] # i
c[2] # i
a[5] # i
d[1] # i
a[6] # i
c[3] # i

a[7]

a[7] # i

Figure 4.1: Binary summation tree.
of the tree have weight eight, and the output events d[j]#i of the adders in between have
weight four. Although the change in weight of adder output events varies for the layers of
the tree, all events that occur at a single location undergo the same change in weight.
Next consider system Oddsum given in Figure 4.2. Let its input stream be called A
and its output stream B. Then its functional specification is given by the i/o-relations
a

S20

c

d

+

g

F
e

f

M20

b

Oddsum =
proc (in a, out b)·
|[ chan c, d, e, f, g
|i Split 02 (a, c, d)
k Fork (c, e, g)
k Add (d, g, f )
k Merge 02 (e, f, b)
]|

a # 2i

c#i

e #i

a # (2i+1)

g #i

b # 2i

d #i

f#i

b # (2i+1)

Figure 4.2: System with varying input and output weights.
B(2i) = A(2i) and B(2i+1) = A(2i) + A(2i+1). So the even-ranked input values contribute
to two output values, and the odd-ranked input values contribute to one output value.
Vice-versa, the even-ranked output values depend on a single input value, whereas the
odd-ranked output values depend on two input values. Indeed, when we compute the
weights according to Definition 4.3.1, we find: w(a#2i) = 2, w(a#2i+1) = 1, w(b#2i) = 1
and w(b#2i+1) = 2. Hence, the weights of the odd-ranked occurrences differ from the
weights of the even-ranked occurrences both at the input port and at the output port.
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Next consider the systems defined in Examples 4.2.1 and 4.2.2. Every system in Example 4.2.1 has a dependence graph that is the disjoint union of countably many finite
paths that start with an input event and end with an output event. Hence all events of
these systems have weight one. The same holds for system CycleOnce in Example 4.2.2.
Since the cycles in G(PassFirst) and the infinite path in G(Interlace) only contain internal
events, the events in these components of the dependence graphs all have weight zero. The
remaining events of those systems again have weight one. Internal events that have weight
zero are not involved in the computation of output values, So it seems they are harmful
or at best superfluous. For systems PassFirst and Interlace this is indeed the case. It
would be a misconception, however, to think that all systems with zero-weight events are
useless. By definition an input event has weight zero, when it contributes to no output
event. Prime examples of systems with zero-weight input events are sinks that simply
absorb input values. Sinks can be built from basic building blocks in many ways, one of
which using a minimum operator and a unit-delay is illustrated in Figure 4.3. Hooking a

c#0
Sink =
proc (in a)·
|[ chan c, d
|i Min(a, c, d)
k Delay(d, c)
]|

a #0

a
c

D

d #0
c#1

d

a #1

d #1

Figure 4.3: Sink system; all inputs have weight zero.
sink component to one of the outputs of a split component yields systems which remove
data items form their input stream in a periodic fashion. These systems are known as
down-samplers.
Similarly, an output event has weight zero when it depends on no input event. Prime
examples of systems with zero-weight outputs are sources, which produce outputs out of
the blue (see Figure 4.4). Hooking a source component to one of the inputs of a merge
component yields systems which periodically insert the value ♦ into their input stream.
These systems are called up-samplers.
So far, all weights have been finite. In system BlockedPrefixsum in Example 4.2.3,
however, all events have infinite weights, because due to the presence of cycles every event
lies on infinitely many paths from input to output. Since this system deadlocks, one might
think that infinite weights are an indication of a faulty system, but this is contradicted by
system Prefixsum. Apart from event e#0, which has weight zero, and the output events
whose weights are given by w(b#i) = i+1, all other events of this system, including the
input events, have infinite weight.
As stated the weight of an event counts a subset of the paths on which that event is
situated. To be precise, only those paths are counted that start with an input event of
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c#0
Source =
proc (out b)·
|[ chan c, d
|i Fork (c, b, d)
k Delay(d, c)
]|

F

b

d #0

d

c#1

D

d #1

c

b #0

b #1

Figure 4.4: Source system; all outputs have weight zero.
the system and terminate with an output event of the system. The performance analyses
advocated in this thesis only refer to weight, and hence consider only paths from input
to output events. Nevertheless, it is occasionally necessary to consider paths between
arbitrary events of a system. In particular, this need arises in proving theorems and
lemmata in Section 6.5, even though the main result of that section does not explicitly
refers to paths. To facilitate these proofs we here present a number of results relating
weights to arbitrary path counts.
Definition 4.3.2 (Path count) Let X be a data-independent system with dependence
graph G(X). For any pair of events e, f ∈ E(X) we define p(e, f ) as the number of paths
in G(X) that start in e and terminate in f . 2
This definition immediately gives us an alternative characterization of the pre-weight, the
post-weight, and the weight of an event.
Property 4.3.3 Let X be a data-independent system. Then
X
X
•
w(g) =
p(e, g),
w• (g) =
p(g, f ),
w(g) =
e∈Einp (X)

f ∈Eout (X)

X

p(e, g)p(g, f )

(e,f )∈Dext (X)

2
For data-independent systems with acyclic dependence graphs the number of paths between
any pair of events is finite. In those cases the number of paths can be counted by dividing
the set of paths into a number of disjoint subsets. Each subset is characterized by the fact
that its paths share a single edge whose removal cuts all paths in two parts.
Property 4.3.4 (Minimal cut-set property) Let X be a data-independent system with
acyclic dependence graph G(X) = (E(X), D(X)). Furthermore let E, F ⊆ E(X) and D ⊆
D(X) be such that every path from e ∈ E to f ∈ F in G(X) contains precisely one edge
from D. Then
X
X
X
(4.1)
p(e, f ) =
p(e, e0 )p(f 0 , f )
e∈E
f ∈F

e∈E (e,e0 )∈D∗ (X)
f ∈F (e0 ,f 0 )∈D
(f 0 ,f )∈D∗ (X)
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The set D is called a minimal cut-set of D(X) with respect to E and F . 2
Of particular interest is the case E = Einp (X) and F = Eout (X), for then we obtain the
equality
X
X
•
p(e, f ) =
(4.2)
w(e0 )w• (f 0 )
(e,f )∈Dext (X)

(e0 ,f 0 )∈D

Obviously, if we extend the minimal cut-set D with additional edges taken from paths
from events in E to events in F the right-hand side of Equation 4.1 becomes larger than
its left-hand side. Nevertheless, the right-hand side never exceeds the left-hand side by
more than a constant factor. The following lemma considers the extreme case in which D
contains all the edges that lie on a path from a single event e to a single event f .
Lemma 4.3.1 Let X be a data-independent system with acyclic dependence graph G(X) =
(E(X), D(X)). Furthermore let (e, f ) ∈ D+ (X). Then
X
p(e, e0 )p(f 0 , f ) ≤ p(e, f )B
(e,e0 )∈D∗ (X)
(e0 ,f 0 )∈D(X)
(f 0 ,f )∈D∗ (X)

where B is the maximal length (∞ included) of any path from e to f in G(X).
Proof. Note that p(e, e0 )p(f, f 0 ) is the number of paths from e to f such that edge (e0 , f 0 )
lies on that path. Hence the sum of these numbers taken over all edges that lie on a path
from e to f is equal to the sum of the lengths of all paths from e to f . Since the length
of each such path is at most B, the sum of the lengths of all paths from e to f is at most
p(e, f )B. 2

4.4

Bounded-weight systems

In this section we investigate conditions under which there exists a uniform finite upper
bound for the weight of all events of a system.
Definition 4.4.1 (Bounded-weight system) A data-independent system X with dependence graph G(X) is a bounded-weight system, when there exists a natural number B
such that for every event e ∈ E(X) we have w(e) < B. 2
First we consider output events. Because any system that can be built executes only a
finite number of events in any finite amount of time, no system can produce an output
event that depends on infinitely many input events. Therefore we expect that the weight
of every output event of a system is finite. Provided that the dependence graph of the
system has no cycles this is indeed the case.
Property 4.4.1 For any data-independent system X with acyclic dependence graph G(X)
we have
∀f ∈Eout (X) w(f ) < ∞
(4.3)
2
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The requirement that the system’s dependence graph has to be acyclic does not unduely
restrict the class of systems with finite-weight output events, because these systems are
certain to deadlock. On the other hand, many meaningful systems have the property that
some or all of their input events influence infinitely many output events and therefore have
infinite weight. IIR-filters, of which we have encountered an instance in Example 4.2.3 are
classical examples of such systems.
Consider an event e that has infinite post-weight. Then, by König’s lemma, there
exists an infinite path e = e0 −→ e1 −→ e2 −→ · · · starting in e such that w• (ei ) = ∞
for all 0 ≤ i. Similarly, when e has an infinite pre-weight, there exists an infinite path
· · · −→ e2 −→ e1 −→ e0 = e terminating in e such that • w(ei ) = ∞ for all 0 ≤ i. Hence
when w(e) = ∞ there exists an infinite path all of whose events have infinite weight. In
order that all events of a system have finite weight it is therefore necessary that all paths
of its dependence graph contain only finitely many events with a non-zero weight. Systems
with that property are called finite-extent systems.
Definition 4.4.2 (Finite-extent system) A data-independent system X with dependence graph G(X) is a finite-extent system, when every path in G(X) contains at most a
finite number of events with a non-zero weight. 2
For data-independent systems it can be shown that it is also sufficient that every path in
the dependence graph contains at most a finite number of events with non-zero weight.
For example, it is easy to see that for a finite-extent system all events that lie on a cycle
must have weight zero.
Instead of proving that every event of a finite-extent system has finite weight, we
immediately head for a slightly stronger result, which is concerned with the existence of a
uniform, i.e. system wide, upper bound on the weight of all events. The following somewhat
informal line of reasoning explains why we do so. Because a data-independent system has
only a finite number of states, it consequently also has only finitely many different states in
which it can accept an input. Hence a properly behaving data-independent system cannot
perform infinitely many input events that each have a distinct finite weight. Note that
this reasoning does not preclude input events with infinite weights. From the way weights
have been defined, we expect that in case there are only finitely many distinct input weight
values, and moreover all weights have to be finite, then there are only finitely many distinct
weight values in the entire dependence graph. Hence we restrict our attention to so-called
bounded-extent systems, and show that they have the desired bounded weight property.
Definition 4.4.3 (Bounded-extent system) A data-independent system X with dependence graph G(X) is a bounded-extent system, when there exists a value B, where 0 ≤ B <
∞, such that every path in G(X) contains at most B events with a non-zero weight. 2
Obviously, every bounded-extent system is a finite-extent system. In a bounded-extent
system there is an upper bound for the weight of every event.
Theorem 4.4.1 If X is a bounded-extent system, then X is a bounded-weight system.
Proof. Let X be a bounded-extent system and let B be the maximum number of events
with non-zero weights on any path of G(X). Assume B = 0, then the weight of every event
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is zero which is finite. Next assume B > 0, and let e be an event of E(X) with non-zero
weight. Define G = (E, D) be the subgraph of G(X) given by
E = {e} ∪ {f ∈ E(X) | w• (f ) > 0 ∧ (e, f ) ∈ D+ (X)}
D = D(X) ∩ (E × E)
Because X is a bounded-extent system, it follows that G is a directed acyclic graph with
single source e. Moreover, the sinks of G, i.e., the nodes of G without a successor in G, are
all output events and the other events are all internal events, with the possible exception
of event e itself, which may be an input event. Since by definition every output event
that depends on e belongs to G, it follows that w• (e) is equal to the number of sinks of
G. Now let f be a sink of G. Since w(e) > 0, it follows that • w(e) > 0, and because
(e, f ) ∈ D+ (X) we also have according to Property 4.3.1 • w(f ) > 0, and therefore in fact
w(f ) > 0, because f ∈ E. Again according to Property 4.3.1 it now follows that all events
on any path from e to f have non-zero weight. Therefore, any such path has length at most
B−1, and as a consequence G has at most dB−1
out sinks, where dout is the maximal out-degree
B−1
of any node of G(X). By similar reasoning it can be shown that • w(e) ≤ din
, where din
is the maximal in-degree of any node in G(X). Hence w(e) = • w(e)w• (e) ≤ (din dout )B−1 .
2

4.5

Conservative systems

In this section we identify three classes of systems whose performance can be analyzed and
compared using the metrics and techniques presented in this thesis. These classes are the
class of weight-conservative systems, the class of data-conservative systems and the class
of block-conservative systems. All three classes are characterized by restrictions imposed
on the dependence graphs of the systems belonging to the class.
The first restriction we impose arises from the desire to eliminate systems that deadlock.
Although deadlock can be seen as an extreme case of poor performance, and from this
perspective is a valid outcome of the performance analysis of a system, we prefer to view
systems that deadlock as erroneous designs which do not require their performance to be
analyzed at all. Recall that systems with dependence graphs that contain cycles with events
that have infinite weight are certain to deadlock. Cycles whose events have weight zero
do not necessarily indicate deadlock, but are nevertheless indicative of poor performance.
Hence systems whose dependence graphs contain cycles will be excluded from all three
classes. This does not rid us of all systems that deadlock, but it is the best we can achieve
based on dependence graphs only.
The second restriction has to do with weights. When a system performs an input event,
it receives a package that on the one hand contains a data value and on the other hand has
a certain weight. By definition, this weight is equal to the weight of the event in which the
package is received, which in turn is the number of output values that depend on the value
contained in the package. Similarly, when a system performs an output event, it sends a
package whose weight is equal to the weight of the event in which the package is sent, which
is the number of input values on which the value contained in the package depends. So at
any stage of its computation a system contains some data values and “carries” a certain
amount of weight. Of course, the data values reside in the storage locations of the system,
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but where is the weight situated? Moreover, what happens to this weight when the system
performs an internal event? Does it grow or shrink, or does it remain unchanged?
The answer to the second question is found by considering the basic components. Note
that all basic components share the property that their behavior is an alternation of input
and output phases. By inspection of their dependence graphs it is easy to verify that during
each output phase the total weight of the packages that leave the component is the same as
the total weight of the packages that have entered the basic component in the immediately
preceding input phase. Hence basic components neither create nor destroy weight. Therefore we would expect that systems built from these components have the same property.
Grosso modo this true, but there are a few complications. As we have seen the weights of
the events of a basic component depend on its context, i.e., the system to which it belongs.
Since the influence of the context on the weights is the same for input and output events,
this does not change the fact that weight is neither created nor destroyed, provided the
weights of the individual events stay finite. When weights are infinite, we can no longer
observe whether a finite amount has been added or removed. Furthermore, note that for
systems, unlike for basic components, there need not be periodically recurring stages in
their execution at which the weight of the packages that have entered the system equals
the weight of the packages that have left. So we cannot use this criterion to establish that
systems neither create nor destroy weight. However, it is sufficient that the weight difference at each stage of the execution stays bounded. If, however, the weight difference grows
with the number of events the system has performed, we cannot ascertain that the system
neither creates nor destroys weight, although in fact the system may behave properly.
Systems that neither create nor destroy weight form the first and largest of the three
classes of systems we introduce in this section. They will be called weight-conservative
systems, and based on considerations given above they are defined as follows.
Definition 4.5.1 (Weight-conservative system) A weight-conservative system is a
bounded-extent system that has an acyclic dependence graph. 2
By inspection of their dependence relations it can be shown that all basic components
are weight-conservative. The following theorem shows that systems whose dependence
graphs only contain connected components that are finite indeed neither create nor destroy
weight.
Theorem 4.5.1 Let G = (E, D) be a finite connected component of the dependence graph
G(X) of a weight-conservative system X. Then
X
X
X
w(e) =
(• w(e)w• (f )) +
w(f )
e∈E

X

(e,f )∈D

w(e) =

e∈E

X
e∈Ei

X

w(e) +

e∈Ei

w(e) =

X

X

f ∈Eo

(• w(e)w• (f ))

(e,f )∈D

w(f )

f ∈Eo

where Ei = E ∩ Einp (X), and Eo = E ∩ Eout (X).
Proof. We only prove the first of these three equalities. The proof of the second equality is
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analogous to the proof of the first, and the third equality is a trivial consequence of the first
two equalities. To begin with, observe that all sums that appear in the above equations
are finite, because X is a finite-extent system and G is a finite subgraph of G(X). Hence
the summation of their terms can be done in any order. Next observe that
e ∈ E ⇒ (e, f ) ∈ D(X) ≡ (e, f ) ∈ D

(4.4)

because G is a connected component of G(X). Next we derive
P
w(e)
e∈E

=

{ split the domain of summation; def. 4.3.1, weight }
P •
P
( w(e)w• (e)) +
w(f )
f ∈Eo

e∈E\Eo

=

{ def. 4.3.1, post-weight; e ∈ E \ Eo implies w0• (e) = 0 }
Ã
!
P
P
P
•
•
w(e)
wk+1
(e) +
w(f )
0≤k

e∈E\Eo

=

{ def. 4.3.1,
Ã
P
P
•
w(e)

; (e, f ) ∈ D(X) ≡ (e, f ) ∈ D by equation 4.4 }
!
P
P
wk• (f ) +
w(f )

0≤k (e,f )∈D

e∈E\Eo

=

f ∈Eo

wk•

f ∈Eo

•

{ def. 4.3.1, w ; rearranging order of summation; (e, f ) ∈ D ⇒ e 6∈ Eo }
P •
P
( w(e)w• (f )) +
w(f )
f ∈Eo

(e,f )∈D

2
Unfortunately, there is no similar result for weight-conservative systems whose dependence
graphs have infinite connected components. Figure 4.5 shows an example of such a system.

a

F

f

c

B d

b
e

D

WinMax2 =
proc (in a, out b)·
|[ chan c, d, e, f
|i Fork (a, c, f )
k Buf (c, d)
k Delay(d, e)
k Max (e, f, b)
]|

e#0
a #0

f# 0

b #0

c#0

d #0

e#1

a #1

f# 1

b #1

c#1

Figure 4.5: System WinMax2 has a dependence graph that consists of a single infinite
connected component.
System WinMax2 satisfies specification B = (I ↑ U)A, i.e., each value in the output stream
is the maximum of the values of a window of size two from the input stream. From its

70

CHAPTER 4. SYSTEM BEHAVIOR

dependence graph it can be seen that w(b#0) = 1, and w(a#i) = 2 = w(b#(i+1)), for all
0 ≤ i.
Note that we still have to answer the question where in a weight-conservative system
the weight is “kept”. Obviously, being a virtual entity, the weight is not physically stored
in the system. Nevertheless, the answer has to do with the storage locations of the system.
To see how, consider a pair of events (e, f ) = (a#i, b#j) ∈ D(X). Then there is a basic
component C of X that participates in event e by the execution of an input action a?x.
In this action a packet with weight w(a#i) is received and its value is stored in storage
location x. When introducing the dependence relation we have referred to this activity as:
“event e claims the storage location x”. Similarly, basic component C participates in event
f by the execution of an action b!F (x). In this action output value F (x) is computed from
the value of x, and we have referred to this activity as: “event f partially releases storage
location x”. The point we want to make here is that in a weight-conservative system we
can use the weight of the events to quantify this process of claiming and releasing storage
locations.
Therefore, we say that the event e puts a claim of size w(e) on storage location x and
that event f reduces the claim on x by an amount • w(e)w• (fP
). A calculation similar to the
one given in the proof of Theorem 4.5.1 shows that w(e) = (e,f )∈D(X) • w(e)w• (f ). Hence
storage location x can only be fully released by performing each and every event f that
depends on e. Furthermore, note that expression F in output statement b!F (x) may in fact
depend on other variables besides x. As a consequence, event f reduces
P the claims on these
other variables as well. Since it can also be shown that w(f ) = (e,f )∈D(X) • w(e)w• (f ),
it follows that the weight w(f ) of the package produced by event f is equal to the total
amount by which the claims of the variables occurring in F are reduced. We can now
answer the question where at any stage of its computation the weight contained in the
system, i.e., the surplus of the weights of the input events executed thus far over the
weights of the output events executed thus far, is situated. It is spread over the storage
locations, in such a way that each location carries an amount of weight, called its load,
equal to the outstanding part of its claim.
In general weight-conservative systems do not conserve the (number of) packages. Basic
components like forks and binary operators already create respectively destroy packages.
However, since weight is measured in natural numbers, the minimum amount of weight that
can be created or destroyed is one. Hence it follows that in systems in which all events have
weight one, conservation of weight implies conservation of packages. Weight-conservative
systems with this special property are called data-conservative systems.
Definition 4.5.2 (Data-conservative system) A data-independent system X is
data-conservative when the weight of each event in E(X) is 1. 2
From this definition it is obvious that a data-conservative system is a bounded-extent
system. Hence its dependence graph cannot contain cycles, because in a bounded-extent
system all events that lie on a cycle have weight zero, and therefore a data-conservative
system is indeed weight-conservative.
The dependence graph of a data-conservative system is the disjoint union of an infinite
number of finite paths. The first event of each path is an input event of the system and
the last event of each path is an output event. Because the dependence graph G(X k Y ) of
a composite system is the union G(X) ∪ G(Y ) of the dependence graphs of its components,
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and because any path in G(X k Y ) is the concatenation of paths originating in turns from
G(X) and G(Y ), we have the following property.
Property 4.5.1 (Data-conservative decomposition principle) Every subsystem of a
data-conservative system is data-conservative. 2
So in particular any basic component of a data-conservative system is data-conservative.
The basic components that are data-conservative are the one-place buffer, the split components and the merge components. Other examples of data-conservative system are the
systems given in Example 4.2.1, and the first and last system of Example 4.2.2.
The reverse of the data-conservative decomposition principle is in general not true.
However, when composition does not introduce cycles or infinite paths in the dependence
graph, i.e., when the connection graph of the system is acyclic, then the composition of
data-conservative systems is also data-conservative.
Property 4.5.2 (Data-conservative composition)
1. The serial composition of two data-conservative systems is data-conservative.
2. The parallel composition of two data-conservative systems is data-conservative.
3. Every wagging composition of two data-conservative systems is data-conservative.
4. Every multi-wagging composition of data-conservative systems is data-conservative.
2
For a data-conservative system we can pretend that data travels on tokens, which are moved
from one storage location to another. Each such move is an event of the system. We can
follow a token on its journey through the system. Each of these journeys is described by a
path in the dependence graph. The input event at the beginning of the path receives the
token from the system’s environment and stores it in a storage location. Each subsequent
internal event on the path passes the token to another storage location in the system,
possibly with a modified data value. For instance, an internal event corresponding to a
pair of actions a!2x in one component and a?y in another component passes a token from
storage location x to storage location y, while doubling the associated data value. Finally,
the output event at the end of the path emits the token from the system.
As it turns out this token metaphor is extremely useful to the performance analysis
of data-conservative systems, because we can often totally ignore the value carried by the
token. For instance, the length of a path, i.e. the number of its edges, equals the number
of storage locations visited by a token on its journey through the system. When the same
storage location is visited more than once, each visit is counted separately. Note that this
equality only holds when each visit is associated with the execution of an input action.
This is the reason why in the previous section we have demanded that program texts do
not contain assignments like y := x, whose execution would also result in moving a token
from x to y.
In line with the token metaphor we associate a binary state with each storage location
of a data-conservative system. When there resides a token in the storage location the state
is occupied, otherwise the state is vacant. Note that a storage location that is vacant still
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contains a data value, but this value is no longer relevant for the computation the system
is performing.
The third class of systems we introduce consists of systems whose behavior is in between
that of data-conservative systems and that of the weight-conservative systems. Although
the weights of their events need not be one, they will neither create nor destroy packages.
As a matter of fact in this view a package is nothing but a token albeit one whose weight
can be changed as well as it value. To illustrate what is meant, consider a comparator.
Although this basic component is formally a weight-conservative component — each output
depends on two inputs, and each input contributes to two output — the token metaphor
can nevertheless be maintained for this component, because in each iteration a comparator
either behaves as a?x, b?y; c!x, d!y or as a?x, b?y; c!y, d!x. Unless we know the values of x
and y we cannot tell which of the two behaviors is executed, but we do know that each of
the two behaviors is data-independent, which is all that matters for performance.
Definition 4.5.3 (Block-conservative system) A data-independent system X with dependence graph G(X) is block-conservative when every connected component G = (E, D)
of G(X) satisfies the following conditions:
1. G is a finite acyclic graph,
2. All events of E have a positive weight,
3. For every port the events in E occurring at that port have consecutive occurrence
numbers,
4. There exists a natural number l ≥ 1, called the block size of the system, such that
both the number of input events in E and the number of output events in E is equal
to l.
2
The computation of a block-conservative system X can be subdivided in independent
subcomputations in such a way that each subcomputation removes a block of consecutive
data items from some of its input streams and produces a block of data items on some of its
output streams. The number of items consumed (produced) per subcomputation is fixed
for each stream and the total number per subcomputation taken over all input (output)
streams equals l. As an example consider system BlockMax 3 given in Figure 4.6. From
the i/o-relation we see that it repeatedly computes the maximum of three data values, one
taken from stream A0 and two consecutive ones taken from stream A1, and writes this
value to stream B1. The remaining two values are written to stream B0.
Note that a block-conservative system does not have to complete a subcomputation
before it can proceed with the next. For instance, system BlockMax 3 can execute event
a0#(i+1) after it has executed event c#(2i+1), but before it has executed events b0#(2i+1)
and b1#i. When it does so, it works simultaneously on two subcomputations. This is a
form of so-called block-pipelining.
Obviously any data-conservative system is a block-conservative system with block size
1. Less obvious is the fact that any block-conservative system is a weight-conservative
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a0

T20 B0 = A0 ↓ T20 A1

M20

T21 B0 = (A0 ↑ T20 A1) ↓ T21 A1

e

B1 = A0 ↑ T20 A1 ↑ T21 A1

a0 # i

c # 2i

b0 # 2i

a1 # 2i

d # 2i

a1
c

C b0
d

S20 b1

e#i

BlockMax 3 =
proc (in a0, a1
, out b0, b1)·
|[ chan c, d, e
|i Merge 02 (a0, e, c)
k Cmp(c, a1, b0, d)
k Split 02 (d, e, b1)
]|

c # (2i+1)

b0 # (2i+1)

a1 # (2i+1)

d # (2i+1)

b1 # i

Figure 4.6: Block-conservative system with block-size 3.

system. Since the dependence graph of a block-conservative system is acyclic, it suffices to
show that a block-conservative system is also a bounded-extent system. Because a blockconservative system is data-independent, it follows that its dependence graph of system can
have only finitely many distinct, i.e. non-isomorphic, connected components. Since each
connected component is finite, it follows that there is an upper bound on the length of any
path, and therefore the system is a bounded-extent system. Not every weight-conservative
system, however, is block-conservative. In particular, weight-conservative systems whose
dependence graph consists of a single infinite component, such as system WinMax2 , are
not block-conservative.
The reason for introducing block-conservative systems is that the token metaphor we
have established for data-conservative systems can be maintained for block-conservative
systems. Just as in data-conservative systems, it does not matter for the performance of
a block-conservative system whether the values carried by the tokens are changed as they
travel through the system. The only difference is that in a data-conservative system the
computed value of a token is a function of its old value, whereas in a block-conservative
system the computed value may depend on the values of other tokens, the number of which
is given by the weight of the dependence graph. However, ignoring the precise nature of
this dependence, we view the computation performed by a block-conservative system as
taking l tokens from a set of input streams and returning these with altered values to a
set of output streams. So for each output event we pretend that there was a specific input
event that has produced the token. If we guarantee that in computing performance metrics
we deal with entire blocks instead of single events, this does not effect the outcome of the
performance analysis.
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4.6

Anti-dependence

Recall that the dependence relation indicates for each input event of a basic component
all output events that must be executed to release the storage location used by that input
event. Vice-versa, each output event b!E contributes to the partial release of all storage
locations associated with the variables in E. Hence for each output there is a collection
of input events that is dependent of the partial release of the storage locations by b!E. So
besides the dependence relation that relates input events to output events, there is for each
basic component another relation that relates its output events to its input events. This
second relation is denoted by D(X) and is called the anti-dependence relation [90].
D(Buf ) = { (b#i, a#(i+1)) | 0 ≤ i }
D(Delay) = { (b#i, a#i) | 0 ≤ i }
D(Split kl+1 ) = { (d#(lq+r), a#((l+1)q+r+1)) | 0 ≤ q ∧ 0 ≤ r < k }
∪ { (c#q, a#((l+1)q+k+1)) | 0 ≤ q }
∪ { (d#(lq+r), a#((l+1)q+r)) | 0 ≤ q ∧ k ≤ r < l }
D(Merge 0l+1 ) =
∪
k+1
D(Merge l+1 ) =
∪
∪

{ (b#((l+1)q+l), e#q) | 0 ≤ q }
{ (b#((l+1)q+r), f #(lq+r)) | 0 ≤ q ∧ 0 ≤ r < l }
{ (b#((l+1)q+r), f #(lq+r+1)) | 0 ≤ q ∧ 0 ≤ r < k }
{ (b#((l+1)q+k), e#q) | 0 ≤ q }
{ (b#((l+1)q+r), f #(lq+r)) | 0 ≤ q ∧ k ≤ r < l }

D(Fork ) = { (b#i, a#(i+1)) | 0 ≤ i } ∪ { (c#i, a#(i+1)) | 0 ≤ i }
D(Dyadic ⊗ ) = { (c#i, a#(i+1)) | 0 ≤ i } ∪ { (c#i, b#(i+1)) | 0 ≤ i }
D(Cmp) = { (c#i, a#(i+1)) | 0 ≤ i } ∪ { (c#i, b#(i+1)) | 0 ≤ i }
∪ { (d#i, a#(i+1)) | 0 ≤ i } ∪ { (d#i, b#(i+1)) | 0 ≤ i }
Table 4.2: Basic component anti-dependence relations.
Definition 4.6.1 (Anti-dependence relation) For data-independent system X we define the anti-dependence relation D(X) ⊆ E(X) × E(X) by
1. If X is one of the basic components, then D(X) is given by Table 4.2.
2. If X = Y k Z for some systems Y and Z, then D(X) is given by
D(X) = D(Y ) ∪ D(Z) ∪ (D(Y ) ◦ D(Z))
2
A pair of events (e, f ) belongs to D(X) when f is an input event that reclaims a variable
that is partially released by output event e.
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Just like the dependence relation gives rise to the notion of a dependence graph, so
does the anti-dependence relation give rise to the notion of an anti-dependence graph.
Definition 4.6.2 (Anti-dependence graph) For data-independent system X we define
the dependence graph G(X) as the directed graph whose vertices are the events of X and
whose edges are given by the dependence relation of X, i.e. G(X) = (E(X), D(X)). 2
Remark: The union of the dependence graph and anti-dependence graph yields another
graph which is known as the precedence graph. This graph specifies all necessary orderings
of events. When its precedence graph contains cycles, a system will deadlock. For instance,
it is easily verified that the precedence graph of system Rwag 2 of Example 4.2.1 contains
a cycle. So Rwag 2 will deadlock. 2
Although the anti-dependence relation is defined for any data-independent system X,
we are particularly interested in those cases in which system X is data-conservative. So,
consider system X given in Figure 4.7. Using the PDT-calculus from Section 2.3 we derive
T40 B = T20 T20 B = T20 E = C = T40 A
T42 B = T21 T20 B = T21 E = D20 E = G = T31 D = T31 D43 A = T42 A
T21 B = D20 B = F = D31 D = D31 D40 A = D30 D42 A = D20 A = T21 A
where, as usual, the location of each stream mentioned in this derivation is given by
the corresponding lowercase character in the system diagram. Note that this derivation
establishes B = IA, and therefore that system X is a four-place buffer.
Figure 4.7 contains both the system’s dependence graph and its anti-dependence graph.
As is to be expected for a data-conservative system, the dependence graph consists of an
infinite number of paths that each run from an input event to an output event. The paths
have been divided in four groups that stand for the routes {aceb, adf b, adgeb, adf b} taken
by four successive tokens traversing the system. That there are four groups reflects the
fact that the system repeats its behavior after the receipt of every fourth token.
Next consider the anti-dependence graph of system X. It also consists of an infinite
number of paths. Apart from five separate paths that contain some initial events of the
system, all paths again have been grouped in four categories. Compared to the dependence
graph, these paths run in the opposite direction, i.e., from output event to input event.
Note that four of the five paths that are displayed separately are incomplete; although
terminating in an input event they do not start in an output event. The fifth path starting
with event b#0 is complete, however, and could also have been incorporated in one of the
four groups.
To explain why there are five separate paths we recall the adage that for the pessimist
the glass of wine is half empty, but for the optimist the glass of wine is half filled. In
particular, considering the initial state of a system the ‘pessimist’ would say that the system
is completely empty, since no tokens have entered the system yet. The ‘optimist’ on the
other hand would rather say that the system is completely filled, with holes or vacancies
of course. Extending this point of view we have the choice of perceiving the system as
propagating tokens from its input side to its output side or as propagating vacancies
from its output side to its input side. The four groups of paths in the anti-dependence
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X =
proc (in a, out b)·
|[ chan c, d, e, f, g
|i Split 04 (a, c, d)
k Merge 02 (c, g, e)
k Split 13 (d, g, f )
k Merge 02 (e, f, b)
]|

a # 4i

c#i

e # 2i

b # 4i

a # 4i+1

d # 3i

f # 2i

b # 4i+1

a # 4i+2

d # 3i+1

g#i

e # 2i+1

a # 4i+3

d # 3i+2

f # 2i+1

b # 4i+3

b # 4i+2

a #0
c#0

a #1

d #0

a #2

e#0

g #0

d #2

a #4

b #0

f# 0

d #1

a #3

a

S40

c

d

S31

g

f

M20
e

b # 4i+1

e # 2i+1

c # i+1

a # 4i+5

M20

b # 4i+2

f # 2i+1

d # 3i+3

a # 4i+6

b # 4i+3

e # 2i+2

g # i+1

d # 3i+5

b # 4i+4

f # 2i+2

d # 3i+4

a # 4i+7

b

a # 4i+8

Figure 4.7: System X with dependence graph (straight arrows) and anti-dependence graph
(dashed arrows).
graph, of course, correspond to the paths followed by the vacancies. So far the symmetry
between tokens and vacancies is perfect. The initial state, however, breaks the symmetry
and provides the key to understanding the five individual paths in the anti-dependence
graph. Execution of (the events contained in) these paths brings the system from its
initial state in which it is completely empty to a state in which it is completely filled. For
instance, consider component Split 04 (a, c, d). By executing prefix (a?x; c!x; (a?x; d!x)3 ); a?x
of its program text, component Split 04 (a, c, d) executes all a-,c-, and d-events contained in
these five paths. Since the last statement of this prefix is a?x, it follows that component
Split 04 (a, c, d) has reached a state in which it contains a token. Similar reasoning shows that
the other three components also reach a state in which they contain a token: component
Split 13 (d, g, f ) executes prefix d?x; f !x; d?x; g!x; d?x, component Merge 02 (c, g, e) computes
prefix c?x; e!x; g?x and component Merge 02 (e, f, b) computes prefix e?x; b!x; f ?x.
Note that the conclusion that the system has reached a state in which all storage locations are filled is only valid, when the system can finish the execution of all five paths
before it starts the execution of another path. For system X this is indeed the case, but
there exist data-conservative systems that do not meet this requirement. Moreover, note
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that after execution of these five paths the first token that entered the system has left
the system again, namely at event b#0. Because, as indicated by the anti-dependence
graph, event b#0 must precede event a#3, there has nevertheless been no previous state
in which the system contained four tokens. Now let us examine the behavior of the individual components of X starting at the state in which all storage location are filled. The
behavior of component Split 04 (a, c, d) after it has executed prefix (a?x; c!x; (a?x; d!x)3 ); a?x
is given by the command (c!x; a?x; (d!x; a?x)3 )∗ . This we recognize as the command of
component Merge 04 (c, d, a) with question and exclamation marks interchanged. Similarly,
component Split 13 (d, g, f ) after d?x; f !x; d?x; g!x; d?x becomes component Merge 23 (g, f, d),
component Merge 02 (c, g, e) after c?x; e!x; g?x becomes component Split 02 (e, c, g), and component Merge 02 (e, f, b) after e?x; b!x; f ?x becomes component Split 02 (b, e, f ). We denote
Y =
proc (in b, out a)·
|[ chan c, d, e, f, g
|i Split 02 (b, e, f )
k Split 02 (e, c, g)
k Merge 23 (g, f, d)
k Merge 04 (c, d, a)
]|

b # 4i

e # 2i

c#i

a # 4i

b # 4i+1

f # 2i

d # 3i

a # 4i+1

b # 4i+2

e # 2i+1

g#i

d # 3i+2

b # 4i+3

f # 2i+1

d # 3i+1

a # 4i+2

a # 4i+3

b #0

a

M40

c

d

M32

g
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e#0

b #1

f# 0

b #2
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e#1

b #3
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d #0
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b #4

a #1

d #1

g #0

e#2
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d #2
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b #5

e
f
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b
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b # 4i+8
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e # 2i+4

a # 4i+6

d # 3i+5

f # 2i+4

b # 4i+10

b # 4i+9

Figure 4.8: System Y with dependence graph (straight arrows) and anti-dependence graph
(dashed arrows).
the composition of these components by Y and call it an anti-system of X. See Figure 4.8
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for an illustration of system Y and its dependence and anti-dependence relation.
Note that system Y is again a data-conservative system, and by virtue of its construction
there is a one-to-one correspondence between the token flow in this system and the vacancy
flow in system X after it has executed the five separate paths in its anti-dependence graph.
Perhaps surprisingly system Y is not a buffer, since
T40 A = C = T20 E = T20 T20 B = T40 B
T41 A = T30 D40 A = T30 D = T20 D30 D = T20 F = T20 D20 B = T20 T21 B = T41 B
T42 A = T31 D40 A = T31 D = T21 D30 D = T21 F = T21 D20 B = T21 T21 B = T43 B
T43 A = T32 D40 A = T32 D = G = D20 E = D20 T20 B = T21 T20 B = T42 B
Hence the system reverses the order of the third and fourth of every four consecutive tokens.
Inspection of the anti-dependence graph of Y reveals 7 paths that do not belong to an
infinite group. It is easily verified that Y can finish the execution of all these paths before
starting the execution of any other path, and that by doing so system Y reaches a state in
which all its storage locations are occupied. Moreover, replacing each basic component of
Y by the one that results from executing its share of the events on the 7 paths produces
the original system X.
However, note that system Y also reaches a state in which all its storage locations
are occupied by executing only the first four, five, or six of the seven paths. In other
words, each of the last three paths that starts with an a-event can be absorbed in one of
the following groups: the path starting with event a#0 in the group starting with event
a#(4i+4), etc. Constructing an anti-system of Y using these numbers of paths we obtain
three four-place buffers Z4 , Z5 and Z6 respectively, that are all different from X.
Z4 =
proc (in a, out b)·
|[ chan c, d, e, f, g
|i Split 34 (a, c, d)
k Merge 12 (c, g, e)
k Split 13 (d, g, f )
k Merge 12 (e, f, b)
]|

Z5 =
proc (in a, out b)·
|[ chan c, d, e, f, g
|i Split 24 (a, c, d)
k Merge 12 (c, g, e)
k Split 03 (d, g, f )
k Merge 02 (e, f, b)
]|

Z6 =
proc (in a, out b)·
|[ chan c, d, e, f, g
|i Split 14 (a, c, d)
k Merge 02 (c, g, e)
k Split 23 (d, g, f )
k Merge 12 (e, f, b)
]|

So, not only there exist systems without anti-system, but also there exist systems with
more than one anti-system. Therefore, we define a relation that indicates whether systems
can be transformed into each other using the construction given above. We have seen
that split-components are replaced by merge components and vice-versa. But besides
split and merge components a data-conservative system can also contain one-place buffer
components. Hence, we must also indicate which component replaces a one-place buffer
carrying a token. Since the presence of a token implies that the one-place buffer has
executed a prefix (a?x; b!x)k ; a?x for some natural number k, it follows that Buf (a, b) must
be replaced by Buf (b, a).
Definition 4.6.3 (Antimorph system pairs) Let X and Y be data-conservative systems with a common set of locations L(X) = L = L(Y ). Then X and Y are antimorph —
or (X, Y ) is a pair of antimorph systems — denoted by X ∼ Y , when there exist functions
βX , βY : L −→ N and a natural number β ≥ 1 such that
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1. Function αX : L×N −→ L×N given by αX (a#i) = a#(i+βX (a)) is a graph homomorphism from G(X) to G(Y ), i.e. (e, f ) ∈ D(X) ⇒ (αX (e), αX (f )) ∈ D(Y ).
2. There exists an initial behavior of system Y that executes all events not in the range
of αX , and no other events, and that brings Y to a state in which all its storage
locations are occupied.
3. Function αY : L×N −→ L×N given by αY (a#i) = a#(i+βY (a)) is a graph homomorphism from G(Y ) to G(X), i.e. (e, f ) ∈ D(Y ) ⇒ (αY (e), αY (f )) ∈ D(X).
4. There exists an initial behavior of system X that executes all events not in the range
of αY , and no other events, and that brings X to a state in which all its storage
locations are occupied.
5. The graph endomorphisms αY ◦ αX : G(X) −→ G(X) and αX ◦ αY : G(Y ) −→ G(Y )
map the i-th path of every group of paths to the (i+β)-th path of the same group.
2
The definition above can be understood as follows. First, the requirements that the αfunctions are graph homomorphisms ensure that paths are mapped onto paths. Moreover,
because both homomorphisms map a dependence graph onto an anti-dependence graph,
the paths followed by the tokens in the source system are mapped onto the paths followed
by the vacancies in the target system. Second, assume that paths are ordered according to
the occurrence number of their input event. Then the fact that the homomorphisms shift
occurrence numbers by a fixed amount that only depends on the locations of the events
ensures that the paths are enumerated in the same order. For systems X and Y from
Figures 4.7 and 4.8 the functions βX and βY are given by

βX
βY

a b c d f g
3 7 1 3 3 1
5 1 1 1 1 1

and natural number β is equal to 2. Note that neither the functions βX and βY are unique,
nor is the natural number β. For instance, the triple βX +4, βY +4, and β+2 also establishes
the fact that systems X and Y form a pair of antimorphs. The triple with the smallest
β value represents the number of events that need to be executed to completely fill and
subsequently empty these systems once. Third, requirements 2 and 4 ensure that for each
subcomponent of either X or Y the corresponding subcomponent in its anti-system can be
constructed.
In Chapter 5, where we discuss scheduling of events, antimorphs will be used to establish
the existence of certain schedules.

4.7

Discussion

In this chapter we have studied aspects of system behavior that are relevant for performance
analysis. This has led to a restriction of the class of systems under consideration. First
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of all, we have restricted the scope of our research to data-independent systems. We have
adopted a rather informal definition of data-independence based on a syntactical criterion.
A more rigorous semantic approach using trace structures that defines the same notion of
data-independence is given by Zwaan [93]. Another definition of data-independence can
be found in the work of Wolper [92]. More recently, data-independence also has become
important for model-checking of systems with an infinite state space. This has led to new
semantical definitions of the concept [51, 52].
Secondly, we have introduced dependence graphs as a formalism for analyzing and
classifying systems. This has led to a hierarchy of nested subclasses of the class of dataindependent systems, in which each class is defined in terms of properties of dependence
graphs (see Figure 4.9). The various classes of conservative systems are the ones whose

data−independent
bounded−weight
bounded−extent

data−conservative
block−conservative
weight−conservative

Figure 4.9: System hierarchy. The gray part (light+dark) indicates the systems with an
acyclic dependence graph and the dark grey part indicates the conservative systems.
performance analysis is elaborated in the remainder of this thesis. The bounded-weight
class and bounded-extent class merely serve as intermediates that identify important properties of dependence graphs that hold for all conservative systems. Although we suspect
that the two classes in fact coincide, we have not investigated this in detail, since we have
no intrinsic interest in either class.
The concept of dependence graphs is very versatile and has been used in many contexts of which we mention two: parallelizing compilers and systolic array design [69, 90].
Parallelizing compilers extract a dependence graph from a sequential program to identify
opportunities for parallel execution. In addition, the dependence graph is used for optimization tasks, such as data-cache optimization, instruction sequencing, etc [63]. Hence
parallelizing compilers use dependence graphs as an intermediate representation in the
translation (synthesis) process. Extracting a dependence graph from a sequential program
is not a trivial task because such programs are large (monolithic) entities that usually have
a data-dependent flow of control. In contrast, the starting point in this thesis is different.
In our system descriptions the parallelism is explicitly indicated. Moreover, our parallel
programs are hierarchically structured, which means that their dependence graphs can
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be obtained from the structure of the program. In both cases, however, the dependence
graph obtained is an abstraction of a state-based description containing variables and sequencing. Also in the design of systolic arrays dependence graphs are used as intermediate
representations. In case of systolic design the starting point of the synthesis process is a
system description in the from of a system of recurrence relations satisfying some regularity
constraints, such as Regular Iterative Arrays [41], Uniform Recurrence Equations [68], or
Affine Recurrence Equations [24]. The resulting dependence graphs reflect the regularity
of the original equations. Exploitation of this regularity leads to techniques for resource
allocation (binding) and scheduling, involving linear algebra. All characteristics of a design
are captured by a few vectors and matrices and design space exploration can be done by
varying these parameters. A survey of these applications of dependence graphs can be
found in [69].
Whereas the ordering of events captured by dependence graphs has to do with causality,
i.e., is enforced by the functionality of the system as specified by its stream transformation,
the ordering of events captured by the anti-dependence graph has to do with performance.
For instance, component
C = proc (in a, out b) · |[ var x, y |i a?x; (b!x, a?y; b!y, a?x)∗ ]|
computes stream transformer I and has dependence relation D(C) = {(a#i, b#i) | 0 ≤ i}.
Hence both its stream transformer and its dependence graph coincide with those of the oneplace buffer Buf . Its anti-dependence graph D(C) = {(b#i, a#(i+2)) | 0 ≤ i}, however,
differs from that of a one-place buffer. The extra variable y allows component X to execute
events a#(i+1) and b#i in any order. Executing these events simultaneously speeds up
the computation. Executing the a-events first produces a “bursty” behavior. Enforcing
the latter behavior produces a component
D = proc (in a, out b) · |[ var x, y |i a?x; a?y; b!x; b!y)∗ ]|
which is distinguished from C neither by dependence graph nor by anti-dependence graph,
nor by stream transformer for that matter. In general, for system X, the pair (G(X), G(X))
is a more abstract representation than its program text.
In this chapter, we have introduced weight as a mechanism to quantify the number of
computations in which an event is involved. Since there is precisely one variable associated
with each input event, this has provided us with a mechanism to associate weights with
the data items stored in variables and contained in streams, namely the weight of the event
that has put the data item in its location. Data items with weight one are called tokens.
Other computational models, most notably dataflow models [54] and Petri nets [70] have
introduced tokens as well. These models also use the concept of weight, albeit in a different
manner than we do.
In Place/Transition (P/T) nets , storage locations (called places) may contain several
tokens at the same time, and weights are used to specify the number of tokens consumed and
produced upon the execution of an event (called firing of a transition). In homogeneous
synchronous dataflow graphs the places model FIFO channels that connect processing
elements and all weights are equal to 1. In net theory these graphs are known as a special
brand of Petri-nets called marked graphs. In (non-homogeneous) synchronous dataflow
graphs, the restriction that all weights have to be one is dropped, which makes it possible
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to model multi-rate systems. In both graph models, however, places are “unbranched”, i.e.,
they have exactly one transition as predecessor and one transition as successor. Thus they
differ from the storage locations in building blocks such as split and merge components,
forks and comparators, in which the same storage location is read in more than one output
statement.
In addition to data flow the program texts of our building blocks specify control flow.
Capturing this control flow in a P/T net amounts to providing an operational net semantics.
Several authors [64, 85] have provided such semantics for CSP-like languages. For the basic
components introduced in Chapter 3 it is not hard to construct a P/T net that consists
of two parts: one part that contains the data path that has places and transitions that
correspond to the variables and ports, respectively, and another part that serves as a finite
controller for this data path, in which the transitions stand for internal actions that model
the execution of a semicolon, i.e., a transition to the next state.
Giving tokens a weight, however, is distinct from producing and consuming multiple
tokens. In particular, presence of a token with weight zero may ensure progress, whereas
absence of such a token would lead to deadlock. Moreover, multiple tokens may carry
multiple data values, which requires a more complex way of specifying the computations
performed by the events. Finally, tokens with weight zero may be useful in performance
analysis. Since they do not contribute to the external computation of a system, but
nevertheless are moved around, they are an indication of inefficiency.
Using weights we have distinguished three classes of conservative systems. Since weight
has been introduced to capture aspects of computations, each of these classes also stands for
a particular type of computation. In Chapters 7, 8, and 9 the nature of the computations
performed by the systems of the respective classes is described. In addition the performance
of a number of representative systems of each class is analyzed.

Chapter 5
Schedules
In this chapter we introduce schedules as an intermediate formalism from which the performance of a system is derived. In general, a schedule determines for each system task
both when and where it is executed. The latter is usually referred to as resource allocation.
Since we assume isomorphic resource mapping, resource allocation is no issue. Hence we
only use schedules to determine the time at which tasks are executed. Moreover, since
our systems are finite state machines that process infinite data streams and therefore repeatedly perform the same tasks, we are not so much interested in the time at which a
particular task is executed, but rather in the speed at which the system tasks are executed.
Scheduling requires a decision on what the tasks, or rather the units of execution, of a
system are. As these units we take the events defined in the previous chapter. They can be
identified from the system’s program text, which also indicates which of them have to be
executed sequentially and which of them may be executed simultaneously. The execution
of an event requires two parties, a sender and a receiver, and involves three consecutive
actions: computation of a value by the sender, transportation of that value from the sender
to the receiver, and storage of the value by the receiver.
Now that we have designated the events of system as the units of execution, the execution speed of a parallel system can be determined from the duration of the individual
events, provided that we properly account for the fact that at any moment in time several
events are executed simultaneously. To determine the amount of parallelism we assume
that the system executes as many internal events in parallel as it can possibly do. However, for the execution of its external events the system must rely on the cooperation of its
environment. By granting or withholding this cooperation the environment influences the
execution speed. This dependence on the environment is the reason that we associate a
set of schedules with each system. The elements of the set capture the different behaviors
of the environment.
Since it is our aim to compare system designs, rather than to give precise predictions
of their execution speeds, we do not require the full detail of a realistic model. Hence
we provide a simple formalism that nevertheless retains sufficient detail to discriminate
between designs in a truthful manner. The first simplification we make is concerned with
the type of schedules that we consider. Although in reality time is a continuous quantity,
we consider a discrete, instead of a continuous, time domain. So we assume that time is
divided into discrete units called time slots which are numbered from zero, the moment of
system start-up, upwards. Hence a schedule for a system X is a time slot allocation, i.e. a
83
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mapping σ of type E(X) −→ N, and σ(e) indicates the time slot in which event e ∈ E(X)
is executed. Note that for the purpose of comparison it is not necessary that the duration
of a time slot is known. As long as all events require roughly the same amount of time
it is sufficient to count time slots. For now we will assume that this is indeed the case.
In Section 5.6 we shall briefly sketch how our model copes with situations in which this
assumption does not hold.
So every schedule is a time slot allocation, but not every time slot allocation is admissible as a schedule because the system’s program text defines a partial order on the events of
the system which a schedule must respect. In particular, events that in the program text
are separated by the sequencing operator “; ” may not be executed in the same time slot.
In contrast, events that are separated by the concurrency operator may, but need not, be
executed in the same time slot. Only time slot allocations that “respect” the partial order
on events specified by the program text are admissible as schedules.
Although the program text ultimately determines whether a time slot allocation is
admissible as schedule, necessary conditions can be stated that do not refer directly to the
program text. For events that occur at the same location a ∈ L(X), any admissible time
slot allocation σ : E(X) −→ N must of course satisfy
i < j ⇒ σ(a#i) < σ(a#j)
for all occurrence numbers i and j. For events occurring at distinct locations necessary
conditions can be derived from the dependence and anti-dependence relations of X. In
particular,
(e, f ) ∈ D(X) ⇒ σ(e) < σ(f )
(e, f ) ∈ D(X) ⇒ σ(e) < σ(f )
For systems built from the basic components presented in Chapter 3 these conditions are
also sufficient. However, it is not hard to define additional components that are perfectly
acceptable according to the rules stated at the end of Chapter 3, but whose dependence and
anti-dependence relations do not capture all ordering between events at distinct locations
that is specified by the program text. For instance, consider
Bursty = proc (in a, out b) · |[ var x, y |i (a?x; a?y; b!x; b!y)∗ ]|
This component is a 2-place buffer that performs its input and output events in bursts of
two. It has dependence relation D = {(a#i, b#i) | 0 ≤ i} and anti-dependence relation
D = {(b#i, a#(i+2)) | 0 ≤ i}. From these relations we cannot infer that σ(a#(i+1)) <
σ(b#i), as required by the program text. Indeed, component
W aggy = proc (in a, out b) · |[ var x, y |i a?x; (a?y, b!x; a?x, b!y)∗ ]|
has the same pair of relations, but does not require this ordering.
The second simplification concerning the time slot allocations that we accept as schedules has to do with their number and the ease with which we can compute performance
metrics from them. Instead of all admissible time slot allocations, we only consider admissible time slot allocations that are constructed in a systematic way. Here we briefly sketch
the approach. Full details of the construction are given in Sections 5.2, 5.3 and 5.4. To

5.1. TIMING DIAGRAMS

85

begin with we note that given a time slot allocation for an entire system we obtain a time
slot allocation for each of its components by ignoring all events in which that component
does not participate. Therefore it follows that any system schedule can be obtained as
the composition of a set schedules, one for each basic component of the system. Hence we
only need to indicate how the schedules of a basic component are obtained. For each basic
component a set of so-called canonical schedules is defined. Canonical schedules have the
property that in every time slot at least one event is executed and capture the executions
of a basic component in a cooperative environment. The remaining schedules of each basic
component are obtained by application of a sequence of so-called basic schedule transformers to any of its canonical schedules. Basic schedule transformers insert empty time slots
into a schedule and capture environments that occasionally withhold their cooperation.
Furthermore, observe that, when left to their own, components exhibit periodic behavior.
Frequently (at least part of) the environment of a component consists of other system
components. Therefore we assume that whenever an environment occasionally withholds
its cooperation it will do so in a periodic fashion. As a consequence, we have to consider
only a limited set of schedule transformers.
The rest of this chapter is organized as follows. To begin with we present a graphical
representation of schedules called timing diagrams which allows us to discuss schedules in
an informal manner. Then we proceed with the formal definition of the set of schedules
of a system, which involves three steps. First we define for each basic component the set
of its canonical schedules. Second we introduce the notion of a schedule transformer and
show how these transformers can be used to define the complete set of schedules of a basic
component. Third, we show how to construct a schedule for any composite system from the
schedules of its components. In passing, we show that for schedule transformers a calculus
can be defined that is similar to the stream calculi developed in Chapter 2. We conclude
the chapter with the definition of some specific classes of schedules that play a special role
in the performance analysis of systems and some observations about the determination of
specific schedules and possible extensions.

5.1

Timing diagrams

In this section we present an informal introduction to schedules by means of graphical
representations called timing diagrams. A timing diagram is a system diagram in which all
components and all locations are labeled by timing information. The timing information
associated with a component C is an expression of the form l i, where l is a natural
number and i a variable name. The timing information associated with a location a is
a finite increasing sequence of q natural numbers t0 , . . . , tq−1 . If location a is a port of
component C, then tq−1 must be smaller than t0 +l. For every location a ∈ L(X), the
schedule σ represented by the timing diagram maps the events of Ea (X) to time slots
according to the formula σ(a#(qi+r)) = li+tr , for 0 ≤ r < q and 0 ≤ i. Hence every l
time slots q events occur at location a. Moreover, these events occur according to a fixed
timing sequence ht0 , . . . , tq−1 i. Therefore timing diagrams define periodic schedules, and a
component with timing expression li executes a schedule with period l.
As an example of a timing diagram consider Figure 5.1. It displays a schedule, called
σ̌4 , for the 4-th order serial-to-parallel converter S2P 4 . To avoid clutter we have omitted
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Figure 5.1: Timing diagram of schedule σ̌4 ∈ Σ(S2P 4 ).
the location names from the diagram. Schedule σ̌4 has a period of 8 time slots in which the
converter consumes 4 inputs and produces 4 outputs. The leftmost split component Split 34
executes an event in every time slot. Its neighbor Split 23 , however, performs only 6 events
in 8 time slots. It is idle at time slots 8i and 8i+7. As we proceed towards the rightmost
component, the number of time slots that a component is idle increases. Furthermore, note
that every component produces its outputs as early as possible, i.e., one time slot after the
inputs on which the output depends have occurred. For this reason we call schedule σ̌4 an
early schedule.
As a second example, consider the timing diagram in Figure 5.2. It displays another
schedule σ̂4 for system S2P 4 . This schedule is called a late schedule, since the outputs
are produced as late as possible or, which amounts to the same, the inputs are produced
immediately after the variables which they require are released by previous outputs. Formal
definitions of schedules σ̌4 and σ̂4 are given in Example 5.4.1.
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Figure 5.2: Timing diagram of schedule σ̂4 ∈ Σ(S2P 4 ).
Since every channel connects two components, it follows that components connected
by one or more channels must have identical timing expressions. It is not uncommon that
all components of a system are connected, either directly by a channel, or indirectly via
a series of intermediate components. In that case all components of the system carry the
same timing expression l i, and l is the period of the represented schedule. In such a
situation we usually omit all but one timing expression from the timing diagram. When a
system consists of several unconnected subsystems, the period of the schedule is the least
common multiple of the periods of the subsystems.

5.2

Canonical schedules

In this section we define for each basic component X a set of canonical schedules Σcan (X). If
we assume that the implementation of each basic component is such that in every time slot
it strives to execute all events that are enabled, then its canonical schedules correspond to
the possible executions of that basic component when placed in a cooperative environment.

5.2. CANONICAL SCHEDULES

87

By this we mean an environment that is always willing to participate in at least one of the
events that the component is able to execute in the current time slot. Hence in a canonical
schedule at least one event is executed in every time slot.
The one-place buffer, the unit-delay component, and the split and merge components
each have a single canonical schedule. These schedules are denoted by σB , σD , σSl+1
k , and
σMl+1
k , respectively. The canonical schedules of the one-place buffer and the unit-delay component are given in Table 5.1. The canonical schedules of the split and merge components

σB

σD

a#i

2i

a#i

2i+1

b#i

2i+1

b#i

2i

Table 5.1: The canonical schedules of the one-place buffer, and the unit-delay component.
are given in Table 5.2. The fork and the dyadic operators each have three canonical sched-

σSl+1
k
a#i

2i

σMl+1
k
e#q

2(l+1)q+2k
(

c#q

2(l+1)q+2k+1
(

d#(lq+r)

2(l+1)q+2r+1 r < k
2(l+1)q+2r+3 k ≤ r

f #(lq+r)
b#i

2(l+1)q+2r
r<k
2(l+1)q+2r+2 k ≤ r
2i+1

Table 5.2: The canonical schedules of the split and merge components.
ules, which are given in Table 5.3. These schedules are denoted by σF and σ⊗ respectively,
when the communication actions that may be performed concurrently according to their
program texts are indeed scheduled simultaneously. When they are scheduled sequentially,
however, a superscript is added that indicates the port whose events occur first. Because its
program text contains two concurrency operators, the comparator even has nine canonical
schedules, denoted by σC with zero, one, or two superscripts. These schedules are given in
Table 5.4.
By inspection of the tables it is easily verified that all canonical schedules presented
are indeed admissible time slot allocations, and execute at least one event per time slot.
It can also be verified that all canonical schedules are periodic. The one-place buffer and
unit-delay component have canonical schedules with period 2. So do the fork and binary
operators, but in addition they also have 2 canonical schedules each with period 3, in
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a#i

σF

σFc

σFd

2i

3i

3i

σ⊗

e
σ⊗

f
σ⊗

e#i

2i

3i

3i+1

2i

3i+1

3i

c#i

2i+1 3i+1 3i+2

f #i

d#i

2i+1 3i+2 3i+1

b#i
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2i+1 3i+2 3i+2

Table 5.3: The three canonical schedules of the fork and of the dyadic operators.

σC

σCb

σCd

σCa

σCc

σCab

σCad

a#i

2i

3i

3i

3i

3i+1

4i

4i

b#i

2i+1

c#i

2i

d#i

2i+1

3i+1 3i+2 3i+2 3i+2
3i

3i

3i+1

3i

3i+2 3i+1 3i+2 3i+2

σCcb

σCcd

4i+1 4i+1

4i+2 4i+3 4i+2 4i+3
4i+1 4i+1

4i

4i

4i+3 4i+2 4i+3 4i+2

Table 5.4: The nine canonical schedules of the comparator.
which the outputs, respectively inputs, occur in consecutive time slots. The comparator
has schedules with periods 2, 3 and 4. Finally, the canonical schedules for components
Split kl+1 and Merge kl+1 have period 2(l+1). However, there are many more admissible time
slot allocations with these properties, all of which have been excluded from the set of canonical schedules because they do not provide additional discriminating power. For instance,
the schedule for a fork component displayed in Figure 5.3 is obtained by interleaving its
three canonical schedules. It is again a periodic schedule, and each period of 8 time slots

8i
0, 2, 5

F

1, 3, 7

1, 4, 6

Figure 5.3: Timing diagram of a non-canonical schedule for component Fork .
is obtained by catenation of a period from each of the three schedules given in Table 5.3.
Obviously, many more schedules (with increasingly large periods) can be obtained by variation of this approach. Although allowing these schedules would capture the component’s
ability to operate in more environments, it does not enhance the performance analysis in
the sense that it captures more extreme performance. For instance, the schedule in Fig-

5.3. SCHEDULE TRANSFORMERS

89

ure 5.3 captures a situation in which the fork processes 3 inputs every 8 time slots, which
is in between the 1 input per 2 time slots of canonical schedule σF and the 1 input per 3
time slots of the canonical schedules σFc and σFd .

5.3

Schedule transformers

Given a schedule for a system we construct new schedules for that system by reallocating
some or all of the events to different time slots in a systematic way. Because the resulting
time slot allocation must be admissible, we restrict ourselves to transformations that move
all events scheduled at a particular time slot to a single new time slot. Hence it follows
that a schedule transformer is a function on the natural numbers (mapping time slots to
time slots). To make things easy we only allow schedule transformers that “insert” time
slots because this clearly avoids reordering events that occur at distinct time slots. The
above observations are captured by the following property.
Property 5.3.1 Let σ be an admissible time slot allocation and τ a monotonic function
on the natural numbers. Then σ; τ , defined by (σ; τ )(e) = τ (σ(e)), is again an admissible
time slot allocation. 2
As a result we obtain the following definition for a schedule transformer.
Definition 5.3.1 (Schedule transformer)A schedule transformer is a function τ : N −→
N that is monotonic. 2
Since the (function) composition of two monotonic functions is again a monotonic
function, the composition of two schedule transformers is again a schedule transformer,
and we have σ; (τ2 ◦ τ1 ) = (σ; τ1 ); τ2 . To simplify schedule expressions we replace the
composition operator ◦ between schedule transformers by juxtaposition, reverse the order
of the arguments, and drop parentheses whenever this does not lead to ambiguities. So we
write σ; τ1 τ2 instead
of either the left-hand or the right-hand side of the above equality.
Q
We also write 1≤j≤n τj instead of τ1 · · · τn even though transformer composition is not
symmetric.
Because schedule transformers can neither introduce order nor reorder events, basic
components that only partially specify the order of their events have been equipped with
a set of canonical schedules. Besides the canonical schedules that represent simultaneous
execution of unordered events, a canonical schedule for each linear order that is compatible
with the specified partial order is included.

5.3.1

Basic transformers

Just as we construct systems from a small set of basic components, we construct schedules
for these systems by application of a small set of basic transformers to the canonical
schedules of their basic components.
The first basic transformer inserts a single time slot at time zero.
Definition 5.3.2 (π-transformer) The schedule transformer π is defined by
π(i) = i+1
2
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Transformer π postpones all events by a single time slot.
The next family of schedule transformers performs the insertion of infinitely many time
slots at regular intervals.
k
Definition 5.3.3 (ξ-transformer) The family {ξl+1
| 1 ≤ l ∧ 0 ≤ k ≤ l} of schedule
transformers is defined by
(
q(l+1) + r,
0≤r<k
k
(ql+r) =
ξl+1
q(l+1) + r + 1, k ≤ r < l

Superscript k is called the rank of the ξ-transformer and subscript l+1 is called the period.
2
A ξ-transformer periodically postpones all events that occur in the last l−k time slots of
each block of l time slots.
Using only these schedule transformers we now define the class of schedules associated
with each basic component.
Definition 5.3.4 (Component schedule set) For each basic component X the set Σ(X)
of schedules of X is the smallest set S of schedules such that
1. If σ ∈ Σcan (X), then σ ∈ S
2. If σ ∈ S, then σ; π ∈ S
k
3. If σ ∈ S, then σ; ξl+1
∈ S, for 1 ≤ l and 0 ≤ k ≤ l

2
Remark: Not every schedule transformer can be written as a finite composition of basic
transformers. Take τ (i) = prime(i). Although it may be the case that by these restrictions
we overlook some important schedule transformations, it will be sufficient for our purposes.

5.3.2

Transformer calculus

From an analysis perspective it is convenient to have a transformer calculus. Fortunately,
it is not necessary to develop such a calculus from scratch. Instead we exploit the intimate relationship that exists between basic schedule transformers and periodic stream
transformers.
k
To begin with, it should not come as a surprise that the basic schedule transformer ξl+1
k
and the periodic stream transformer Dl+1
are related because both deal with periodicity
in a similar fashion. In particular, we have
k
k
(i))
A(i) = A(ξl+1
Dl+1

(5.1)

Hence for every rule involving drop operators there is a corresponding rule in terms of
ξ-transformers. Thus we obtain the rules
h+1
k
k
h
ξl+2
= ξl+1
ξl+2
ξl+1

Y
1≤i≤n

ki
ξl+i
=

Y

Y

0≤j<m 1≤i≤n

(5.2)
jl+jn+ki
ξml+jn+i

(5.3)
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where 1 ≤ l, m, n and 0 ≤ h ≤ k ≤ l and 0 ≤ ki ≤ l+i for all 0 ≤ i < m.
Similarly, the schedule transformer π is related to the down operator D by the equation
DA(i) = A(π(i))

(5.4)

From this correspondence we obtain two more rules for our schedule transformer calculus
0
l
ξl+1
= ξl+1
π
k+1
k
πξl+1 = ξl+1 π

(5.5)
(5.6)

where 1 ≤ l and 0 ≤ k < l.
Given the correspondence between periodic stream transformers and basic schedule
transformers exposed above, it is not surprising that every basic schedule transformer
sequence has a canonical form. From the correspondence between ξ-transformers and
drop operators it follows that any sequence of ξ-transformers can be rewritten in periodconsecutive, rank-increasing and primitive form. From rules 5.5 and 5.6 it follows that in
any sequence of basic schedule transformers the π-transformers can be collected at either
end of the sequence. For periodic stream transformers the down operators are collected
at the front of their canonical form, which is due to the presence of up operators. Since
we have not introduced a basic schedule transformer that corresponds to the up operator,
however, we still have a choice for basic schedule transformer sequences, and it turns out
that it is more convenient to collect the π-transformers at the end of the sequence.
Definition 5.3.5 (Canonical form, pre-canonical form) A sequence of basic schedule transformers τ is a pre-canonical form, when it consists of a period-consecutive, rankincreasing sequence η of ξ-transformers followed by a sequence of π-transformers, i.e.
τ = ηπ n for some natural number n. Moreover, the sequence of ξ-transformers η should
not start with a ξ-transformer with rank 0. If in addition the sequence η is primitive, then
τ is a canonical form. 2
Requiring that the sequence η of ξ-transformers does not start with a ξ-transformer of
rank 0 is equivalent, by rules (5.5) and (5.6), to requiring that the natural number n of
π-transformers is maximal, and it ensures the uniqueness of the canonical form.
Every schedule σ = σX ; η; π n for a basic component X has a (minimal) period. This
period can be derived from the period of the chosen canonical schedule σX and the schedules
of the ξ-transformers in η. Since a π-transformer does not alter the period of a schedule, it
suffices to consider canonical schedule transformer sequences with n = 0. As an example,
consider schedule σS30 ; ξ52 . The period of the canonical schedule σS30 is 6. Since transformer
ξ52 adds an extra time slot to every block of 4 time slots, it adds 3 time slots per 2 periods of
σS30 resulting in 3 blocks of 5 time slots each. Hence the period for schedule σS30 ; ξ52 equals
3 ∗ 5 = 15. In general, when σ is a schedule with period p, then the period of schedule
k
σ; ξl+1
is given by l+1
lcm(p, l), where function lcm computes the least common multiple
l
of p and l. For instance, the period of σS30 ; ξ52 ξ65 equals 65 ∗ 15 = 18. Note that schedule
transformer ξ52 ξ65 is a canonical form. Although we have shown how to compute the period
of any schedule for a basic component, it would be more convenient if the period would
be explicitly mentioned in the schedule’s representation. This can be achieved if we drop
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the requirement that the ξ-transformer sequence is primitive. Using Equation 5.3 we can
2 5 8 11 14 17
ξ14 ξ15 ξ16 ξ17 ξ18 . In the latter representation the period of the
rewrite σS30 ; ξ52 ξ65 to σS30 ; ξ13
17
schedule is given by the period of the final schedule transformer ξ18
. Moreover, the period
2
of the initial schedule transformer ξ13 is a multiple of the period of the canonical schedule
plus one.
Definition 5.3.6 (Canonical form) A schedule expression σX ; ηπ n denoting a schedule
σ for basic component X is a canonical form, when σX is a canonical schedule for X, and
when ηπ n is a pre-canonical form whose ξ-transformer sequence η is either empty or has
a final ξ-transformer with a period that is equal to the period of the schedule σ itself. 2

5.4

Schedule composition

So far we have only defined the set of schedules associated with each basic component. In
this section we define the set of schedules associated with an arbitrary composite system
and show how the schedules of composite systems can be composed from the schedules of
their parts.
Given a set of locations we can restrict the schedules of a system to include only the
events that occur at the specified locations. This operation is called projection.
Definition 5.4.1 (Schedule projection) For system X, schedule σ ∈ Σ(X) and set of
locations A ⊆ L(X) we define the function σ¹A : EA (X) −→ N by
(σ¹A)(e) = σ(e)
Function σ¹A is called the projection of σ on A. 2
Definition 5.4.2 (System schedule set) Let X be a system composed of a set of n basic
components {Xi | 0 ≤ i < n}. Then the set Σ(X) of all schedules of X is defined by
Σ(X) = {σ : E(X) −→ N | ∀0≤i<n

σ¹P(Xi ) ∈ Σ(Xi ) }

2
Although this definition allows us to check whether a proposed time slot allocation is indeed
a schedule for a system, it does not provide us with a method to construct schedules for
composite systems. Nevertheless, it is not hard to see from this definition what such a
composition operator should look like. An obvious prerequisite for combining schedules of
subsystems into a schedule for the entire system is that the subsystems’ schedules agree
on the scheduling of common events.
Definition 5.4.3 (Schedule matching) For systems X and Y schedules σX ∈ Σ(X)
and σY ∈ Σ(Y ) are matching, denoted by σX ./ σY , when they schedule their common
events at the same time slots, i.e., when σX (e) = σY (e) for all e ∈ Eint (X k Y ). Using
projection this condition can also be phrased as σX ¹E(Y ) = σY ¹E(X). 2
Once schedules match, their composition is very simple.
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Property 5.4.1 (Schedule composition) For arbitrary systems X and Y with matching schedules σX ∈ Σ(X) and σY ∈ Σ(Y ) the union σX ∪σY is a schedule for the composition
X kY . 2
Note that in general it requires renaming before schedules will have events in common.
This renaming arises through the instantiation of port names by channel names, when
connecting components. This renaming must have taken place before we can compose
schedules. As an example, consider the construction of a schedule for system
Buf 2 = proc (in a, out b) · |[chan c |i Buf (a, c) k Buf (c, b) ]|
Obviously, it must be composed from matching schedules for the one-place buffers Buf (a, c)
and Buf (c, b), each of which in turn is composed from the canonical schedule σB followed
by a suitable schedule transformer. However, the canonical schedule σB is a function
with signature {a, b} −→ N, whereas the schedules for Buf (a, c) and Buf (c, b) need to
have signatures {a, c} −→ N and {c, b} −→ N, respectively. Therefore, we introduce a
renaming operator
Definition 5.4.4 (Schedule renaming) For system X, schedule σ ∈ Σ(X), locations
a, c ∈ L(X) and a fresh location b 6∈ L(X)
(
σ[a/b](c#i) =

σ(c#i), if c 6= b
σ(a#i), if c = b

2
Using the renaming operator we can define σBuf (b,c) = (σB [b/c]) [a/b]. Note that the order
in which the ports are renamed is essential. First b is renamed to c, before a is renamed
to b. This is cumbersome and leads to expressions that are difficult to read. Therefore
we allow simultaneous renaming as well. In that case entire port lists are specified at the
placeholders in the renaming operator [ / ]. Thus we get σBuf (b,c) = σB [a, b/b, c].
Since schedule transformers are monotonic and therefore injective functions, schedule
matching is invariant under schedule transformation, i.e., for any schedule transformer τ
σX ./ σY

≡ σX ; τ ./ σY ; τ

So if σX ∪ σY is a schedule for X k Y , then so is σX ; τ ∪ σY ; τ . Obviously, the latter schedule
is also equal to (σX ∪ σY ); τ . Hence it follows that schedule transformation distributes over
schedule composition.
Property 5.4.2 (Distributivity) For matching schedules σ1 and σ2 , and schedule transformer τ we have
(σ1 ∪ σ2 ); τ = (σ1 ; τ ) ∪ (σ2 ; τ )
To save parentheses, we stipulate that transformation “ ;” binds more strongly than composition “ ∪”. So we write σ1 ; τ ∪ σ2 ; τ instead of (σ1 ; τ ) ∪ (σ2 ; τ ). 2
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Hence every schedule of a composite system can be written as a union of schedules for its
individual components, i.e., for every σ ∈ Σ(k1≤j<N Cj ) there exists a decomposition
σ =

∪

1≤j<N

σC0 j ; τj

where σC0 j is a renamed version of a canonical schedule for Cj and τj is a product of basic
schedule transformers. When e is an event of the system that is performed by component
Cj , then σ(e) = (σC0 j ; τj )(e).
Definition 5.4.5 (Canonical form) A schedule expression for schedule σ of a system
X = k0≤j<n Xj is a canonical form, when it is the union ∪0≤j<n σj , where σj is a schedule
for Xj in canonical form σXj ; ηj π nj such that the final ξ-transformers of all non-empty ηj
have the same period, which equals the period of σ. 2
Example 5.4.1 Consider the family of serial-to-parallel converters {S2P n | 1 ≤ n}. For
the n-th converter in this family we define the schedule σ̌n ∈ Σ(S2P n ) by the recurrence
relation
σ̌1 = σB [b/c[0]]
2n
2n+1
n
σ̌n+1 = σSn+1
[c, d/c[n], d[n]] ∪ σ̌n [a/d[n]]; ξ2n+1
ξ2n+2
π

The next figure illustrates this definition in detail. For n = 3 it shows how the pair of
schedules (σS32 , σ̌2 ) is gradually transformed into a pair of matching schedules
(σS32 [c, d/c[2], d[2]], σ̌2 [a/d[2]]; ξ54 ξ65 π). In the first step the ports of Split 23 and S2P 2 that
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are connected via a channel are renamed to their common channel name d[2]. In addition
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output port c of Split 23 is renamed. Next the period of S2P 2 is extended to the period
of Split 23 by application of a pair of ξ-transformers. The ranks of these transformers have
been chosen such that the inserted time slots appear at the end of each period, but other
choices are possible. Finally, a π-transformer is applied to postpone the execution of events
from S2P 2 by one time slot.
Using the distributivity property and the schedule transformer calculus the recursive definition can be rewritten to the canonical form
Ã
Ã
!
!
[
Y 2j 2j+1
σ̌n =
σSl+1
[c/c[l]];
ξ2j+1 ξ2j+2 π n−l−1
(5.7)
l
0≤l<n

l+1≤j<n

where we use the convention that Split 01 (a, c, d) = Buf (a, c). Using this canonical form a
straightforward calculation shows that under schedule σ̌n the q-th event of output port c[l]
is executed at time slot 2nq+n+l. So let 0 ≤ l < n and 0 ≤ q. Then we derive
σ̌n (c[l]#q)
l
=
{ formula 5.7, c[l] is a port of Sl+1
}
Ã
!
!
Ã
Q
2j
2j+1
[c/c[l]];
ξ2j+1
ξ2j+2
π n−l−1 (c[l]#q)
σSl+1
l
l+1≤j<n

=

ÃÃ

l
{ canonical schedule of Sl+1
}
!
!
Q
2j
2j+1
ξ2j+1
ξ2j+2
π n−l−1 (2(l+1)q+2l+1)

l+1≤j<n

=

{ all time slots inserted by ξ-transformers have rank greater than 2l+1 }
π
(2nq+2l+1)
=
{ def. π-transformer }
2nq+n+l
n−l−1

Another schedule for S2P n is given by the recurrence relation
σ̂1 = σB [b/c[0]]
2n−1 2n
n
σ̂n+1 = σSn+1
[c, d/c[n], d[n]] ∪ σ̂n [a/d[n]]; ξ2n+1
; ξ2n+2 ; π

In σ̂n the ranks of the ξ-transformers are chosen such that the empty time slots are inserted
between the inputs and the outputs of S2P n . A calculation analogous to the one above
shows that for schedule σ̂n the outputs at port c[l] occur later in time, viz.,
σ̂n (c[l]#q) = 2nq+3n−l−2
For n = 4 the corresponding timing diagram is given in Figure 5.2. 2
Example 5.4.2 Consider the family of parallel-to-serial converters {P2S n | 1 ≤ n}. For
the n-th converter in this family we define the schedule ρ̌n ∈ Σ(P2S n ) by the recurrence
relation
ρ̌1 = σB [a/e[0]]
2n+1
2n
0
π ∪ σMn+1
[e/e[0]]
ξ2n+2
ρ̌n+1 = ρ̌n [e[i]/e[i+1] | 0 ≤ i < n][b/f ]; ξ2n+1
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and the schedule ρ̂n ∈ Σ(P2S n ) by the recurrence relation
ρ̂1 = σB [a/e[0]]
n
n+1
0
ρ̂n+1 = ρ̂n [e[i]/e[i+1] | 0 ≤ i < n][b/f ]; ξ2n+1
ξ2n+2
∪ σMn+1
[e/e[0]]π n

In this definition we have omitted explicit renaming of the internal channels of P2S n
to ensure that f is a fresh channel name. Note that this is in line with the recursive
definition of system P2S n+1 itself, as given in Section 3.3. Furthermore, it can be shown
that ρ̌n (e[l]#q) = 2nq+l and that ρ̂n (e[l]#q) = 2nq+n−l−1.
Next consider system Mwag n that is the serial composition of the serial-to-parallel converter
S2P n and the parallel-to-serial converter P2S n (see Equation 3.2). Because ρ̌n (e[l]#q) +
n = σ̌n (c[l]#q) and ρ̂n (e[l]#q) + (2n−1) = σ̂n (c[l]#q), it follows that σ̌n ./ ρ̌n ; π n and
σ̂n ./ ρ̂n ; π 2n−1 . Note that we have omitted the cumbersome renaming of c[l] and e[l] into
a single name, just as this is left implicit in the definition of Mwag n . We shall adopt this
practice, whenever there is no room for confusion. Hence we find that
υ̌n = σ̌n ∪ ρ̌n ; π n

υ̂n = σ̌n ∪ ρ̂n ; π 2n−1

and

are schedules for Mwag n . 2
Given a schedule for an entire system, new schedules can be produced by postfixing that
schedule with schedule transformers. Using the distributivity property we then can compute new canonical form schedules for the individual components of the system. Obviously,
the resulting schedules for the individual components are matching. Vice-versa, we could
start with the individual components, apply schedule transformers to each of them in such
a way that matching is preserved, and thus obtain a new schedule for the entire system.
If only π-transformers are involved both approaches produce the same result. When also
ξ-transformers are involved, the latter approach may give rise to schedules that cannot
be obtained in the other way. The following lemma explores various ways in which ξtransformers can be inserted into a pair of matching schedules, without destroying their
match.
Lemma 5.4.1 (Match preserving ξ-transformer insertion) For every matching pair
of schedules σ1 η1 π n1 ./ σ2 η2 π n2 in canonical form with periods p1 and p2 respectively, and
for every number l > 0 that is a multiple of both p1 and p2
1.

n1 ≤ n2 ⇒ ∀e∈dom(σ1 )∩dom(σ2 ) n2 −n1 ≤ (σ1 ; η1 (e)) mod l

2.

l
l
n1 ≤ n2 ⇒ σ1 ; η1 ξl+1
π n1 ./ σ2 ; η2 ξl+1
π n2

3.

k
n2 −n1 < k < l ⇒ σ1 ; η1 ξl+1
π n1 ./ σ2 ; η2 ξl+1

4.

h
k
0 < h ≤ (n2 −n1 ) ∧ l−(n2 −n1 ) ≤ k < l ⇒ σ1 ; η1 ξl+1
π n1 ./ σ2 ; η2 ξl+1
π n2 +1

k−(n2 −n1 ) n2

π

Proof. When dom(σ1 ) ∩ dom(σ2 ) = ∅, then all implications are trivially valid because
all right-hand sides are true. Let e ∈ dom(σ1 ) ∩ dom(σ2 ), and let q and r be such that
σ1 ; η1 (e) = ql+r. Because σ1 η1 π n1 ./ σ2 η2 π n2 it follows that σ2 ; η2 (e) = ql + (r−(n2 −n1 )).
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1. Because σ1 ; η1 is periodic with a period that divides l, it follows from the existence of
event e that there also exists an event f ∈ dom(σ1 )∩dom(σ2 ), such that σ1 ; η1 (f ) = r.
Hence r+n1 = σ1 ; η1 π n1 (f ) = σ2 ; η2 π n2 (f ) ≥ n2 , from which it follows that n2 −n1 ≤
r = (σ1 η1 (e)) mod l.
2. Assume n1 ≤ n2 . Then we derive
l
σ2 ; η2 ξl+1
π n2 (e)
=
{ σ2 ; η2 (e) = ql + (r−(n2 −n1 )) }
l
ξl+1
π n2 (ql + (r−(n2 −n1 )))
l
=
{ def. ξl+1
, and (n2 −n1 ) ≤ r < l ≤ l+(n2 −n1 )
using item 1 and the assumption
}
π n2 (q(l+1) + (r−(n2 −n1 )))
=
{ def. π }
n1
π (q(l+1) + r)
l
=
{ def. ξl+1
, and 0 ≤ r < l }
l
ξl+1
π n1 (ql + r)
=
{ σ1 ; η1 (e) = ql + r }
l
σ1 ; η1 ξl+1
π n1 (e)

3. Assume n2 −n1 < k < l. Then we derive
k−(n −n )

σ2 ; η2 ξl+1 2 1 π n2 (e)
=
{ σ2 ; η2 (e) = ql + (r−(n2 −n1 )) }
k−(n2 −n1 ) n2

ξl+1
=

π (ql + (r−(n2 −n1 )))
k−(n −n )

{ def. ξl+1 2 1 }
if r < k then π n2 (q(l+1) + (r−(n2 −n1 ))) else π n2 (q(l+1) + (r−(n2 −n1 )) +
1) fi
=
{ def. π }
if r < k then π n1 (q(l+1) + r)) else π n1 (q(l+1) + (r+1)) fi
k
=
{ def. ξl+1
}
k
n1
ξl+1 π (ql + r)
=
{ σ1 ; η1 (e) = ql + r }
k
σ1 ; η1 ξl+1
π n1 (e)
4. Assume 0 < h ≤ (n2 −n1 ) ∧ l−(n2 −n1 ) ≤ k < l. Then we derive
k
σ2 ; η2 ξl+1
π n2 +1 (e)
=
{ σ2 ; η2 (e) = ql + (r−(n2 −n1 )) }
k
ξl+1 π n2 +1 (ql + (r−(n2 −n1 )))
k
=
{ def. ξl+1
, and 0 ≤ r − (n2 −n1 ) < l−(n2 −n1 ) ≤ k }
n2 +1
π
(q(l+1) + (r−(n2 −n1 )))
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{ def. π }
π n1 (q(l+1) + (r+1))

=

h
{ def. ξl+1
, and h ≤ n2 −n1 ≤ r }
h
ξl+1
π n1 (ql + r)

=

{ σ1 ; η1 (e) = ql + r }
h
σ1 ; η1 ξl+1
π n1 (e)

2
Given a schedule and a moment in time, the events of a system can be classified in
three categories.
Definition 5.4.6 For system X, schedule σ ∈ Σ(X), set of events E ⊆ E(X), and time
slot t ≥ 0 we define the sets of events in E that are scheduled respectively before, at, or
after time slot t under σ by
Ehσ C ti = {e ∈ E | σ(e) < t}
Ehσ @ ti = {e ∈ E | σ(e) = t}
Ehσ B ti = {e ∈ E | σ(e) > t}
2
Of these categories the set Ehσ @ ti indicates the activity from E going on in the system
at time t. In case there is no activity at all, the system is called idle.
Definition 5.4.7 (Idle system, tight schedule) A system X is idle at time slot t under
schedule σ ∈ Σ(X), when
E(X)hσ @ ti = ∅
A schedule σ for X is called tight, when there is no time slot at which X is idle under σ.
2
Canonical schedules are tight schedules. Sequence transformers introduce time slots at
which a system is idle. In particular, a system that executes schedule σ; π is idle at t = 0
k
and a system that executes σ; ξl+1
is idle at t = q(l+1) + k, for all 0 ≤ q.
In specific cases the set of events scheduled before a certain time slot can be determined
without knowledge of the schedule. For example, if all events of the set occur at a single
location a of a system X, then we have
Ea (X)hσ C (σ(a#i)+1)i = {a#j | 0 ≤ j ≤ i}

(5.8)

This relationship is used to replace averages taken over a time interval by averages taken
over a set of events.
In general, the set of system events that are scheduled before a certain time slot is
computed by induction over the schedule’s structure.
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Property 5.4.3 For systems X, Y , sets of events E, EX ⊆ E(X), EY ⊆ E(Y ) and schedules σ, σX ∈ Σ(X), and σY ∈ Σ(Y ) such that σX ./ σY we have
(
Eh(σ; π) C ti =
(
k
Eh(σ; ξl+1
) C (q(l+1) + r)i =

∅,
Ehσ C (t−1)i,

t≤1
1<t

Ehσ C (ql+r)i,
Ehσ C (ql+r−1)i,

r≤k
k<r

(EX ∪ EY )h(σX ∪ σY ) C ti = EX hσX C ti ∪ EY hσY C ti
for every time slot t. 2
The other two classes of events can also be calculated using structural induction. Since
we are mostly concerned with events that take place before a certain moment in time,
however, we do not present the details.
Of course, structural induction can also be used to prove properties of schedules. We
conclude this section by showing the property that no system can claim a storage location
for an indefinite amount of time. To be precise, given a particular schedule, there exists a
uniform bound on the time it takes a system to release any storage location.
Theorem 5.4.1 (Bounded release time) Let X be a system with dependence relation
D(X). Then for every schedule σ ∈ Σ(X) there exists a natural number Rσ such that
σ(f ) − σ(e) < Rσ for all (e, f ) ∈ D(X).
Proof. By definition (e, f ) ∈ D(X) implies that there exists a unique basic component C
of X such that (e, f ) ∈ D(C). Hence it suffices to prove the existence of a bound for basic
components only. So note that:
1. for any canonical schedule Rσcan < 2, as can be seen by inspection of Tables 5.1–5.4
and Table 4.1
2. the π-transformer does not insert a time slot between σ(e) and σ(f )
(σ; π)(f ) − (σ; π)(e) = (σ(f ) − σ(e))
3. any ξ-transformer with period l+1 inserts at most
and σ(f ). Therefore

(σ(f )−σ(e))
l

time slots between σ(e)

k
k
(σ; ξl+1
)(f ) − (σ; ξl+1
)(e) ≤ 2(σ(f ) − σ(e))

By induction to the structure σ it follows that if σ is the result of n-fold application of a
sequence transformer to a canonical schedule, then Rσ ≤ 2n+1 . 2
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Extreme schedules

In this section we introduce two types of schedules that are associated with extreme timing
behavior of a system: the early schedules and the late schedules. Every component of a
system executing an early schedule produces its outputs immediately after the arrival of
the inputs on which they depend.
Definition 5.5.1 (Early schedule) For system X with dependence relation D(X), the
set ΣE (X) of early schedules of X is defined by
ΣE (X) = {σ ∈ Σ(X) | ∀(e,f )∈D(X) σ(f ) = σ(e)+1}
2
Note that this definition requires that all inputs required for the computation of a particular
output arrive at the same time slot.
Every component of a system executing a late schedule consumes its inputs immediately
after the occurrence of the outputs that release the storage location claimed by the input.
Definition 5.5.2 (Late schedule) For system X with anti-dependence relation D(X),
the set ΣL (X) of early schedules of X is defined by
ΣL (X) = {σ ∈ Σ(X) | ∀(e,f )∈D(X) σ(f ) = σ(e)+1}
2
Since (e, f ) ∈ D(X) implies that there is a basic component C of X such that (e, f ) ∈ D(C),
it follows that each early schedule is composed of early schedules and that the composition
of each pair of matching early schedules is again an early schedule. Of course, a similar
property holds for late schedules.
Property 5.5.1 Let X and Y be systems.
1. If σ ∈ ΣE (X k Y ), then σ¹L(X) ∈ ΣE (X) and σ¹L(Y ) ∈ ΣE (Y ).
2. If σ ∈ ΣL (X k Y ), then σ¹L(X) ∈ ΣL (X) and σ¹L(Y ) ∈ ΣL (Y ).
3. If σX ∈ ΣE (X) and σY ∈ ΣE (Y ) and σX ./ σY , then σX ∪ σY ∈ ΣE (X k Y ).
4. If σX ∈ ΣL (X) and σY ∈ ΣL (Y ) and σX ./ σY , then σX ∪ σY ∈ ΣL (X k Y ).
2
The above characterization of extreme schedules is of semantical nature. We now show
that it is also possible to give a syntactical characterization based on canonical forms.
As a first step in this direction we give a compositional description of the early and late
schedules for arbitrary basic components.
Property 5.5.2 (Early schedule) For basic component X with dependence relation
D(X), the set ΣE (X) of early schedules of X is the smallest set S of schedules such that
1. The canonical schedule σX ∈ S.

5.5. EXTREME SCHEDULES

101

2. If σ ∈ S then schedule σ; π ∈ S
k
3. If σ ∈ S and ∀1≤q ∀(e,f )∈D(X) [σ(e) < ql+k ⇒ σ(f ) < ql+k], then schedule σ; ξl+1
∈S

2
For each basic components only the unique canonical schedule that alternates between
inputs and outputs is an early schedule. Clause 1 selects this schedule. Clause 2 follows
from the fact that (σ; π)(f )−(σ; π)(e) = σ(f )−σ(e) and the premise of Clause 3 guarantees
k
k
that (σ; ξl+1
)(f ) − (σ; ξl+1
)(e) = σ(f ) − σ(e) for any pair of events (e, f ) ∈ D(X).
Note that in Example 5.4.1 the ξ-transformers in Equation 5.7 are chosen in accordance
with requirement 3, since for each basic component they only insert time slots at the end of
every complete iteration of its infinite repetition, i.e., at a moment in time when all relevant
variables are released. Since the π-transformers also satisfy requirement 2, schedule σ̌n is
an early schedule for system S2P n . Likewise, ρ̌n and υ̌n are early schedules for systems
P2S n and M Wn respectively.
A compositional description of late schedules is obtained by replacing the dependence
relation D in Property 5.5.2 by the anti-dependence relation D, just as this is the case in
their definition.
Property 5.5.3 (Late schedule) For basic component X with anti-dependence relation
D(X), the set ΣL (X) of late schedules of X is the smallest set S of schedules such that
1. The canonical schedule σX ∈ S.
2. If σ ∈ S then schedule σ; π ∈ S
k
3. If σ ∈ S and ∀1≤q ∀(e,f )∈D(X) [σ(e) < ql+k ⇒ σ(f ) < ql+k], then schedule σ; ξl+1
∈S

2
Although each basic component has at least one early and one late schedule, viz. its
canonical schedule with the largest amount of concurrency, a composite system may be
without early or late schedules or even without both.
Example 5.5.1 Consider the timing diagram of the three-place buffer in Figure 5.4. If
5i
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S20
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4
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Figure 5.4: Timing diagrams of a three-place buffer (left) and a block-reverser with block
size two (right). The three-place buffer has no late schedule and the block-reverser has no
early schedule.
we choose x = 3 ∧ y = 5, then all three components execute an early schedule, and hence
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the system as a whole executes an early schedule. If we choose x = 2 ∧ y = 6, then its
split and merge components execute a late schedule. However, the only schedule for its
one-place buffer component that matches these late schedules is still its early schedule.
Hence it follows that the system has no late schedule with period 5. In fact there is no
period whatsoever for which the system has a late schedule, as the following argument
shows. Indeed for arbitrary period l we derive
σ(e#i) ≤ σ(g#i)−2 ≤ σ(a#(2i+2))−3 ≤ σ(a#2i)+l−3 ≤ σ(c#i)+l−4
Hence σ(e#i) − σ(c#i) ≤ l−4, whereas a late schedule for a one-place buffer with period
l should satisfy σ(e#i) − σ(c#i) = l−1. A similar line of reasoning shows that the blockreverser in Figure 5.4 possesses a late schedule but no early schedule. Obviously, the serial
composition of these two systems possesses neither a late nor an early schedule. 2
Although Properties 5.5.2 and 5.5.3 are of a more constructive nature than the definitions for early and late schedules, they still depend on the dependence and anti-dependence
relations and require knowledge of the time slots allocation of events. However, for a schedule in canonical form a simple parity check on the ξ-transformers suffices to determine
whether it is an early or a late schedule.
Theorem 5.5.1 (Parity theorem) Let X be a basic component other than the unit-delay
element, and let σ = σX ; ηπ n be a schedule of X written in canonical form. Then σ is
1. an early schedule iff σX is an early schedule and every transformer ξpr in η satisfies
p mod 2 6= r mod 2, i.e., the parities of p and r are distinct
2. a late schedule iff σX is a late schedule and every transformer ξpr in η satisfies
p mod 2 = r mod 2, i.e., the parities of p and r are equal
When X is the unit-delay element the conditions on the parities are reversed, i.e., they
must be equal for early schedules and distinct for late schedules.
Proof. We only prove case 1 for a basic component other than the unit-delay element.
The remaining three cases can be proven using similar reasoning. Furthermore, when
η is the empty sequence the statement is trivial, so we assume that η contains at least
one ξ-transformer. First consider the canonical schedule σX from which schedule σ is
constructed. Its period is even, and since it is an early schedule and since X is not the
unit-delay component all its input events are scheduled at even-ranked time slots and all
its output events are scheduled at odd-ranked time slots. Second let ξpr be the initial
ξ-transformer of η. Because the period of σX is even, it follows that period p is odd.
Moreover, rank r must be even because otherwise a time slot would be inserted between
an input and an output. Hence p and r have different parity. Furthermore, note that the
resulting schedule σX ; ξpr has period p+1 and, because a time slot has been inserted at rank
r, in all time slots from rank r+1 up to rank p the inputs now occur at odd-ranked time
slots whereas the outputs occur at the even-ranked time slots. So the next ξ-transformer
of η, if present, has period p+1 because η is period-consecutive. Moreover, since η is rankincreasing it has rank s ≥ r+1, which must be odd to avoid inserting a time slot between
an input and an output. Since p+1 is even, also the second ξ-transformer of η must have a
rank and a period of different parity. It now follows by induction that this property holds
for every ξ-transformer in η. 2
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The rest of this section discusses the existence and uniqueness of extreme schedules.
We start the discussion with early schedules.
Theorem 5.5.2 Let X be a data-conservative system with early schedules σ1 , σ2 ∈ ΣE (X).
Then
σ1 ¹Pinp (X) = σ2 ¹Pinp (X) ⇒ σ1 = σ2
Proof. Assume σ1 ¹Pinp (X) = σ2 ¹Pinp (X), and let f ∈ E(X). If f ∈ Einp (X), then
σ1 (f ) = σ2 (f ) by assumption. So assume that f 6∈ Einp (X). Since X is a data-conservative
system, there exists a unique path in G(X) that starts with an input event e and that leads
to f . Hence (e, f ) ∈ Dn (X), with n equal to the length of this path. Because σ1 and σ2
are early schedules, it follows that σ1 (f ) = σ1 (e)+n = σ2 (e)+n = σ2 (f ). 2
Inspection of the proof of the last theorem shows that it is not essential to consider input
events. If the scheduling of at least one event per path is known, the entire schedule
is uniquely determined. In addition the constraint that X is data-conservative can be
relaxed. The result holds for any system whose dependence graph consists of finite acyclic
components only.
The next theorem deals with the existence of early schedules. It implies that a search
for early systems must be conducted from the smallest period upwards.
Theorem 5.5.3 If a system has an early schedule with period p, then it has an early
schedule with period p+1.
Proof. Let X = k0≤j<n Xj be a system consisting of n > 0 components, and let σ =
∪0≤j<n σj ; ηj π nj be an early schedule of X with period p denoted in canonical form. Then,
by Property 5.5.1, it follows that σj ; ηj π nj is an early schedule of Xj and its period pj divides
the period p of σ. Moreover, for all 0 ≤ h < j < n it must be the case that σh ; ηh π nh ./
p
p
σj ; ηj π nj . So, on account of Lemma 5.4.1, it follows that σh ; ηh ξp+1
π nh ./ σj ; ηj ξp+1
π nj , and
p
nj
therefore ∪0≤j<n σj ; ηj ξp+1 π is a schedule for X. Finally, by Theorem 5.5.1, it follows that
p
π nj is an early schedule of Xj and therefore, again by Property 5.5.1, schedule
σj ; ηj ξp+1
p
∪0≤j<n σj ; ηj ξp+1
π nj is an early schedule of X. 2
In view of the duality between early and late schedules, it is tempting to state that
systems that possess a late schedule of period p also possess late schedules for every period
greater than p. Unfortunately, the proof of Theorem 5.5.3 cannot simply be copied. Experiments in stretching the period of a late schedule quickly reveal that the ξ-transformers
that must be inserted differ from component to component. In addition, also the exponents of the π-transformers have to be adjusted. The more distant from the system input
a component is, the later it executes its initial events. Although in all cases that we have
tried, we have succeeded in extending the period of a late schedule by one time slot, no
regular pattern has emerged that can be used to prove the general case. Therefore we
merely conjecture:
Conjecture 5.5.1 If a system has a late schedule with period p, then it has a late schedule
with period p+1. 2
For a data-conservative system X that is part of a pair (X, Y ) of antimorph systems,
however, the desired result can be shown using Y as a detour. To show this, we first
prove a lemma that establishes a correspondence between the schedules of a system and
its antimorph.
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Lemma 5.5.1 (Ping-pong) Let X and Y be data-conservative systems such that X ∼ Y .
If system Y has a schedule with period p, then system X has a schedule with period p.
Proof. Let a be an arbitrary common location of X and Y , i.e. a ∈ L = L(X) = L(Y ),
and let i ≥ 0 be an arbitrary occurrence number. Moreover, let σY be a schedule of Y with
period p and let q be the number of events at location a in any period. By Definition 4.6.3
there exists a function βY : L(Y ) −→ N and a graph homomorphism αY : G(Y ) −→ G(X)
such that αY (a#i) = a#(i+βY (a)). Next define function σ : E(X) −→ Z by σ(a#i) =
σY (a#i+ka ∗q) − ka ∗p, where natural number ka is given by ka = ↓{k | i+k∗q ≥ βY (a)}.
Finally, define schedule σX ∈ Σ(X) by σX = σ; π −r , where r is a negative number given
by r = ↓{σ(e) | e ∈ E(X)}. 2
Since the homomorphisms that relate antimorph systems map dependence graphs to antidependence graphs, it follows that the construction in the proof of the ping-pong lemma
translates early schedules into late schedules and vice-versa. Hence we obtain the desired
result for late schedules of a system from the corresponding result for early schedules of its
anti-system.
Theorem 5.5.4 Let X be a data-conservative system that is part of a pair of antimorph
systems. If X has a late schedule with period p, then it has a late schedule with period p+1.
Proof. Let Y be a system such that X ∼ Y . Furthermore, let σX ∈ ΣL (X) be a late
schedule for X with period p. By application of Lemma 5.5.1 it follows that system Y has
an early schedule σY with period p. Hence, by Theorem 5.5.3 there exists an early schedule
σY0 of Y for every period p0 that is at least p. Applying Lemma 5.5.1 once more, this time
0
with system X and Y interchanged, establishes that there also exists a late schedule σX
0
for system X that has period p . 2
As another consequence of the ping-pong lemma we obtain a uniqueness result for late
schedules corresponding to Theorem 5.5.2
Theorem 5.5.5 Let X be a data-conservative system with late schedules σ1 , σ2 ∈ ΣL (X).
Then
σ1 ¹Pout (X) = σ2 ¹Pout (X) ⇒ σ1 = σ2
2

5.6

Synchronous schedules

In the introduction of this chapter we have assumed that all events require roughly the
same amount of time. For a truthful comparison of designs, however, it is sufficient that all
events that are scheduled in the same time slot require roughly the same amount of time.
This allows the duration of time slots to vary, but since it does so in the same manner for
all designs it does not disturb the comparison. As an example, one can think of the design
of a system performing a computation that involves expensive operations like multiplications. Assuming equal periods, a design in which the events involving multiplications are
scheduled at odd time slots only will be superior to a design in which these multiplications
occur at every time slot. In the latter design both the odd and the even time slots last at
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least as long as it takes to perform a multiplication, whereas in the first design the even
time slots may have a shorter duration.
Synchronous schedules are used to indicate that events with similar complexity are
executed in the same time slot.
Definition 5.6.1 (Synchronous schedule) For system X, schedule σ ∈ Σ(X), and set
of locations A ∈ L(X) we say that σ is synchronous at A when
∀0≤i ∀a,b∈A

σ(a#i) = σ(b#i)

A schedule is input-synchronous when A = Pinp (X), and output-synchronous when A =
Pout (X). A schedule is synchronous, when it is both input- and output-synchronous. The
set of synchronous schedules of X is denoted by ΣS (X). 2
By definition every schedule is synchronous at a singleton set of locations. Hence the unique
canonical schedules of both the one-place buffer and the unit-delay component are trivially
synchronous. The canonical schedule of a split component is input-synchronous, but not
output synchronous, whereas the canonical schedule of a merge component is outputsynchronous, but not input-synchronous. All canonical schedules of the fork are inputsynchronous, but only σF is synchronous. All canonical schedules of a dyadic operator
⊗ are output-synchronous, but only σ⊗ is synchronous. Finally, of all nine canonical
schedules of the comparator only σC is synchronous, σCb and σCd are input-synchronous, σCa
and σCc are output-synchronous, and the remaining four schedules are neither input- nor
output-synchronous.
For other examples of synchronous schedules consider the family of serial-to-parallel
converters. Figures 5.1 and 5.2 respectively contain an early and a late schedule for component S2P 4 . From these figures we observe that the timing of the output events along
port c[3] (the bottom-left port) is identical for both schedules. This is no coincidence, since
in general we have
σ̌n (c[n−1]#q) = 2nq+2n−1 = σ̂n (c[n−1]#q)
as has been shown in Example 5.4.1. So a synchronous schedule σ̄n must satisfy σ̄n (c[l]#q) =
2nq+2n−1, for all 0 ≤ l < n. Defining σ̄n by
σ̄1 = σB [b/c[0]]
2n−1 2n+1
n
[c/c[n]] ∪ σ̄n [a/d]; ξ2n+1
; ξ2n+2 ; π
σ̄n+1 = σSn+1
yields a schedule with this property. The resulting schedule σ̄4 for S2P 4 is given in Figure 5.5.
The existence of synchronous schedules for both the serial-to-parallel and the parallelto-serial converters shows that it is possible to connect the outputs of the former to inputs
of the latter in an arbitrary 1-1 fashion without causing deadlock. The number of possible
schedules, however, depends on the chosen connection pattern. System Mwag n that uses
the standard connection pattern of the serial composition has the largest number of schedules. System Rev n , whose connection pattern is the reverse of that of system Mwag n , and
which is given
−
Rev n = proc (in a, out b) · |[ chan c[0 .. n) |i S2P n (a, c) k P2S n (←
c , b) ]|
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Figure 5.5: Timing diagram of synchronous schedule σ̄4 ∈ Σ(S2P 4 ).
−
where ←
c [i] = c[n−1−i], for 0 ≤ i < n, has the smallest number of schedules. In fact
for this system only a single schedule exists, which is of course the composition of the
synchronous schedules of the converters. In general, synchronous schedules are useful in
the analysis of layered designs. For instance, in chapters 8 and 9, we shall use them to
analyze the performance of certain types of block sorters and FIR-filters.

5.7

Discussion

The approach to scheduling taken in this chapter differs from other approaches found in
the literature on a number of aspects of which we discuss a few. The first aspect is the
signature of the schedules. Scheduling theory as treated in [56] defines a scheduling problem
as the problem of finding an optimal assignment of jobs to machines. The time domain can
be either continuous or discrete. Timing information is viewed as an attribute of the jobs
and the execution time is a property of the machine assignment. Scheduling problems are
classified using an α|β|γ scheme [33], where parameter α defines the machine environment,
the β parameters define the job characteristics and constraints, and parameter γ defines
the cost criterion to be optimized. The class of scheduling problems specifically concerned
with periodic scheduling of repetitive jobs is called cycle shop scheduling [86]. Problems
in this class are similar to the scheduling problems addressed in this thesis. In real-time
scheduling [14] a schedule is often a mapping in the opposite direction, i.e., time is mapped
to jobs. Moreover, the time domain is continuous. In this thesis we do not need the accuracy
required for real-time scheduling and therefore consider a discrete time domain. Because we
consider isomorphic resource mapping, we do not need the intermediate machines. Hence,
we use schedules that map events – which can be seen as simple jobs – directly to time
slots. Such schedules are also known as sequence functions [71, 93].
The next aspect is the role ascribed to schedules. A schedule can be seen as a prescription how the system must be built to exhibit optimal performance or to meet certain
resource and real-time constraints. Implementation of a schedule can be done either statically, by synthesizing the resource allocation in the system architecture and by enforcing
timing constraints via synchronization protocols like a clock or handshaking, or dynamically, by the addition of a scheduler component that makes online scheduling decisions
according to some scheduling policy. In either case a preselected schedule or policy is implemented. In this thesis the role of schedules is different. They are merely a formalism
by means of which we compare the performance of systems in a variety of environments.
Each schedule stands for operation of the system in a particular environment. From the
entire set of schedules we derive the range of values a performance metric can attain. We
do not require a system implementation to adhere to a particular schedule, i.e., perform
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its events at a priori determined time slots. Instead, we assume that systems operate in
a data-driven fashion, the only restriction being the order of events as prescribed by the
program text of the system. Since we only use schedules to determine the range of values of
a performance metric, there is a lot of freedom in defining the class of schedules associated
with a system. In particular, schedules may be ignored when this does not result in a
decrease of the range of values.
The final and by far the most important aspect in which our approach differs is the
nature of the schedules. We consider schedules as syntactic objects that are constructed in
a compositional manner following the structure of the system itself, as opposed to semantical objects, i.e., as functions that satisfy a set of linear inequalities. An advantage of this
approach is that we obtain a calculus to construct and manipulate schedules. Moreover,
we can prove properties of schedules either by structural induction (Bounded release time
theorem) or by mere inspection of their representation (Parity theorem). The syntactic
approach also makes it easy to control the class of schedules associated with a system in
such a way that it facilitates performance analysis. By a judicious choice of canonical
schedules and basic sequence transformers the class of schedules is restricted to periodic
time slot allocations. This, for instance, prevents the construction of an undesirable schedule like σ(a#i) = 2i +i−1, σ(b#i) = 2i+1 +i−1. This time slot allocation expresses the
behavior of a SISO-system that becomes increasingly slow as time passes by; the execution
of each next pair of events takes as long as the execution of all previous events together.
Hence it expresses infinite latency and zero throughput, which is not a desired behavior
for any system. It should be understood, however, that periodicity is an artefact of our
model. Synchronous implementations can use the clock to implement it, but asynchronous
implementations will not and need not do so. In the latter case the schedule only serves
to show that the system can cooperate with an environment that behaves periodically in
a way as described by the schedule. In the next chapter we show that for the purpose
of performance analysis restricting schedules to periodic time slot allocations is not too
severe. In particular, we show that for any rational throughput below a certain upper
bound a periodic schedule with that throughput can be constructed.
In this chapter we have considered a form of scheduling that we will call uniform
scheduling, because all events are treated equal in the sense that they all are assigned
a single time slot for their execution, irrespective of their computational complexity. In
particular, no allowance is made for the complexity of the expressions that need to be
evaluated to determine the values communicated in an output event. Obviously, this
limits the discriminating power of the performance metrics based on these schedules. It
also makes the predicted performance inaccurate, but given the fact that we only use
metrics for comparison during design space exploration, this is less of a problem. To some
extent synchronous schedules already offer the opportunity for a more detailed analysis. For
instance, assume that an application performs two operations of different computational
complexity and that the sets of locations where these operations are performed are disjoint.
Then the existence of a schedule that is synchronous at both sets of locations shows that
it is possible to differentiate between the execution times of the corresponding time slots.
However, non-uniform scheduling that takes the complexity of the output expressions into
account is easily accommodated within our approach. It only requires adjusting the set
of canonical schedules for each basic component. For instance, the canonical schedules of
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an adder-component could specify that each output event occurs precisely two time slots
after the last input event on which it depends. Since none of the schedule transformers
eliminates time slots, this enforces for a system using such adder components that every
schedule requires at least two time slots per addition. Although from the perspective of
the environment it appears as if the component is idle for at least one time slot between
input and output, the component is in fact busy performing the addition. Note that this
resembles the notion of micro and macro steps as have been introduced in (the semantics
of) some synchronous languages for dealing with reactive systems like Statecharts [36] or
Esterel [8], albeit for reasons other than performance. In a non-uniform approach it also
makes sense to consider schedules that are synchronous at the output ports of the adder
components. Such a schedule would indicate that all adders perform their additions in lock
step which indicates that these resources are used with maximal efficiency.

Chapter 6
Performance Metrics
In this chapter various performance metrics are introduced that allow us to compare system
designs. Domains of comparison of specific interest are the spatial domain, in which we
are concerned with the size and structure of systems, and the temporal domain, in which
we are concerned with the speed at which these systems perform their computations, and
the energy domain.
The metrics of the spatial domain, called structural metrics, are storage capacity and
i/o-distance. Storage capacity is used to estimate system size, and therefore indicative of
the costs of a system. I/o-distance resembles the diameter of a system, viewed as a graph
of interconnected storage elements. In combination with storage capacity it is used to
obtain bounds for other metrics in the temporal and power domain, and for classification
purposes.
For the metrics of the temporal domain we make a distinction between weight-conservative systems and the more restricted data-conservative systems. For data-conservative
systems we define the conventional metrics like latency, throughput and occupancy. For
weight-conservative systems we generalize the latter two metrics to flux and load, respectively. We also define latency for weight-conservative systems, but in a slightly unconventional manner. Although every system exhibits periodic behavior, no definition of a
temporal metric relies on the knowledge or even the existence of such a period.
In the energy domain we consider the energy consumed per unit of time, i.e. power,
and the energy consumed per produced output. The discussion is mainly devoted to the
contribution to these metrics made by data transport or system communication, whereas
the contribution made by system computation is only touched upon.
Besides definitions of metrics, this chapter also contains calculus rules to determine the
value of these metrics for arbitrary systems. Not surprisingly, the value of a structural
metric can be determined in a compositional manner, since it is the very composition that
defines the structure a system. The value of a temporal metric on the other hand depends
on the schedule executed by the system. Moreover, these metrics are defined in a manner
consistent with the way they would be measured during system operation. Nevertheless,
by virtue of the fact that schedules are syntactic objects that themselves are defined in
correspondence with the structure of the system, it is possible to determine the values of
the temporal metrics in a compositional manner as well.
Even more important to high-level system design than the mere determination of performance numbers is the possibility of making quantitative performance trade-offs between
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interdependent metrics. For this purpose, we demonstrate the existence of Little’s law, a
law originating from queuing theory that states a dependency between temporal metrics.
In particular for weight-conservative systems this is a novel result.
Besides novel metrics for weight-conservative systems, this chapter introduces another
novel metric. We have called this metric elasticity and it measures how well a system can
cope with throughput jitter in its environment.
The remainder of this chapter is organized as follows. In Section 6.1 the structural
metrics and their properties are discussed. Next the temporal metrics are discussed. This
discussion is divided over 4 sections. In general, temporal metrics quantify behavior exhibited by a system at its boundary, like throughput, flux and latency, or by the system as a
collective, like occupancy, load and elasticity. Some metrics, however, are also relevant at
internal locations of the system. Section 6.2 contains a discussion of these so-called local
temporal metrics. Thereafter, in Section 6.3 the conventional temporal metrics for dataconservative systems are discussed. Being a novel metric, elasticity is dealt with separately
in Section 6.4. Thereafter, the generalization of temporal metrics to weight-conservative
schedules is given in Section 6.5. Finally, power metrics are discussed in Section 6.6. As
usual, we conclude this chapter with a discussion of the obtained results, related work, and
some unresolved questions.

6.1

Structural metrics

In this section we introduce two metrics that deal with system storage resources. These
metrics are capacity and i/o-distance. Capacity considers storage resources from the perspective of the storage provider, i.e. the system, and i/o-distance considers storage from the
perspective of the storage users, i.e. the data items that pass through the system. Together
they also give a characterization of the system’s topology, an aspect that is exploited in
Chapter 7 to classify buffers. For this reason we refer to these metrics as structural metrics.

6.1.1

Storage capacity

The storage capacity, or capacity for short, of a system is the number of data items that
it can store. For the systems we consider, this is simply the number of variables declared
in their program texts.
Definition 6.1.1 (Storage capacity) The storage capacity K(X) of system X is the
total number of storage locations of all its basic building blocks. 2
Obviously, the capacity of a composite system is the sum of the capacities of its components.
Hence capacity satisfies the following equality
K(X k Y ) = K(X) + K(Y )
The capacity of a system is used in several ways. For systems that are intended to
be implemented as integrated circuits, we use this metric to compare such systems with
respect to circuit area. For this comparison to be truthful a number of assumptions have to
be made. First of all, it is assumed that the area of a circuit is dominated by the data paths,
or being a little bit more lenient, that the area needed for control logic is proportional to
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the area of the data paths of a circuit. For each basic component presented in Section 3.1
this is indeed the case. Moreover, there are implicit assumptions to the layout process.
Because capacity ignores the wiring involved with the implementation of the channels, long
wires introduced during placement and routing may cause the comparison to fail. Keeping
the systems’ topologies simple and regular helps avoiding the introduction of long wires,
but provides no true guarantee. The limited fan-out exhibited by all basic components also
contributes to this goal. All in all, capacity is a somewhat poor metric for comparison of
circuit area, but since there is no simple alternative, we adopt it for this purpose anyway.
Capacity also influences the temporal behavior of a system. A classical example is
the extension of producer-consumer systems with buffers to prevent fast producers from
blocking. In subsequent sections of this chapter it is shown that the capacity of a system
– in combination with i/o-distance as introduced below – limits the value that temporal
metrics like occupancy and latency can obtain. In particular, accurate predictions of the
spread in occupancy exhibited by a system when operating at a given throughput are
derived using capacity and i/o-distance.

6.1.2

I/o-distance

Capacity measures the resources that a system has available for storage of data items
present in the system at any moment in time. In contrast, i/o-distance measures the
amount of storage resources required by a data item during its journey through the system.
This formulation suggests that i/o-distance is a metric that is only applicable to dataconservative systems for which we have established the token metaphor. Nevertheless, we
also find usage for the concept outside the data-conservative systems, so we strive for a
more general definition.
A formal definition of i/o-distance requires knowledge of the way in which the events of a
system are scheduled. So in the strict sense i/o-distance is not a structural metric. However,
for systems in which all components are connected, the i/o-distance is independent of
the schedule executed by the system. Since the performance of systems consisting of
unconnected and therefore independent subsystems may be analyzed for each connected
subsystem separately, the necessity of a schedule is a mere technical nuisance. To all intents
and purposes, i/o-distance is a structural metric. So we postpone the formal definition of
i/o-distance to Section 6.3.3, and continue our treatment of i/o-distance based on the
following informal definition:
For system X the individual i/o-distance of a data item is the number of storage locations “visited” by that item on its passage through
the system. The i/o-distance ∆(X) is the average of the individual
i/o-distances. When all data items visit the same number of storage
locations, we say that the system is equidistant.
In certain cases it is possible to determine the i/o-distance of a system even when the
individual i/o-distances are unknown. For instance, when it is known that two out of
every three data items have individual i/o-distance 2 and the third has individual i/odistance 5, then the average i/o-distance equals 3, even though we cannot tell what the
individual i/o-distance of each particular data item is.
Because basic components do not contain assignments, each data item visits only one
variable of a basic component, namely the variable in which it is stored when read by the
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component. Hence all basic components have i/o-distance 1. For composite systems we
have to trace a data item on its journey through the system. Each step of this journey is
associated with a unique event. As a first step towards formalization we therefore define
the individual input-distance of every event of a system. Based on those individual inputdistances we subsequently define the local input-distance at every location of the system.
We do this for arbitrary weight-conservative systems, but in such a way that when used
to compute the i/o-distance for data-conservative systems the result is in agreement with
the informal definition given above.
Definition 6.1.2 (Local input-distance) For weight-conservative system X the local
input-distance ∆b at location b ∈ L(X) is defined by
P
0≤j<i δ(b#j)
∆b = lim P
•
i→∞
0≤j<i w(b#j)
where the quantity δ(f ) is called the individual input-distance of event f , which is defined
by
(
0,
f ∈ Einp (X)
δ(f ) =
P
•
(e,f )∈D(X) ( w(e) + δ(e)) , f 6∈ Einp (X)
For locations that are output ports, these distances are also referred to as input/outputdistances, or just i/o-distances. 2
Note that the individual input-distance δ(f ) is the sum of the lengths of all paths in the
dependence graph G(X) that start at an input event and terminate in f , and that the preweight • w(f ) is the number of such paths. In a data-conservative system all pre-weights
are equal to 1, so for data-conservative systems the local input-distance is simply the limit
of the average individual input-distance taken over the first i local events. In addition
also the computation of these individual input-distances can be simplified in case of a
data-conservative system, since every non-input event f has precisely one successor, i.e.
#{e ∈ E(X) | (e, f ) ∈ D(X)} = 1. Hence the individual input-distance of an event of
a data-conservative system is equal to the length, i.e. the number of edges, of the path
leading to that event.
Property 6.1.1 For data-conservative system X the local input-distance ∆b at location
b ∈ L(X) is given by
1 X
δ(b#j)
i→∞ i
0≤j<i

∆b = lim

where the individual input-distance δ(f ) of event f is given by
δ(f ) = #{e ∈ E(X) | (e, f ) ∈ D+ (X)}
2
Computation of local input-distances becomes almost trivial for equidistant systems.
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Definition 6.1.3 (Equidistant system) A weight-conservative system is equidistant,
when at every location the individual input-distances of all events occurring at that location
are equal. 2
For a SISO-system X we can define its i/o-distance ∆(X) as the local i/o-distance of
its single output port. In other cases the i/o-distance of a system has to be defined as a
kind of average over the local i/o-distances, as in the formula
X
∆(X) =
φb (σ)∆b
b∈Pout (X)

In this formula φb (σ) is a fraction that indicates the contribution of the events that occur
at output port b. The sum of these fractions must equal one. Since these fractions may
be dictated by the system’s environment, a schedule is needed to determine them. For
instance, consider a system that is the pure parallel composition of an instance of the
one-place buffer Buf and an instance of the three-place buffer SerBuf3 (see Section 3.2).
If, according to some schedule, component Buf produces three times as many outputs per
time unit as component SerBuf3 , then it seems reasonable to define the i/o-distance of the
entire system as 43 · 1 + 14 · 3 = 32 . On the other hand, if both subcomponents produce the
same number of outputs per time unit, then 12 · 1 + 12 · 3 = 2 is the obvious i/o-distance.
In Section 6.3.3, we define the required fractions φb (σ) in terms of throughput and give
a proper definition of the i/o-distance of a system. In the remainder of this section we
merely discuss a number of cases for which it is clear that the i/o-distance of the system is
independent of the schedule it executes. For instance, in a system of port-type (m, 1) there
is only one output port and the local i/o-distance at this port, as defined in Definition 6.1.2,
is therefore also the i/o-distance of the entire system. Also for systems with port-type (1, n)
the i/o-distance can be determined. The simplest systems of this type consist of a single
split component. Therefore, consider such a component, say Split kl+1 . Since its output port
c produces exactly one output for every l outputs of its port d, and since ∆c = 1 = ∆d , we
1
l
· 1 + l+1
· 1 = 1. It is not hard to see that for an arbitrary (1, n)-type
find ∆(Split kl+1 ) = l+1
system the fractions at the output ports can be determined from those of the individual
components. In fact this can even be done for (m, n)-type systems as long as the system
does not consists of several unconnected subsystems. So only pure parallel compositions
present a problem.
For many data-conservative SISO-systems the i/o-distance can even be computed from
the system’s structure in a compositional manner. To begin with the i/o-distances of each
data-conservative basic component is one. Since each path in the dependence graph of
a serial composition of two data-conservative systems X and Y is the concatenation of
a path from the dependence graph of X and a path from the dependence graph of Y , it
follows that the i/o-distance of a serial composition is the sum of the i/o-distances of its
components.
Property 6.1.2 Let X and Y be data-conservative SISO-systems and let Z = SER(X, Y ).
Then
∆(Z) = ∆(X) + ∆(Y )
2
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Note that if both X and Y are equidistant, then also their serial composition is equidistant.
As indicated, it is in general not possible to determine the i/o-distance of a pure parallel
composition. If the pure parallel composition occurs within the context of a wagging or
multi-wagging compositions, however, a formula can be given.
Lemma 6.1.1 Let X and Y be data-conservative SISO-systems and let Z = WAGkl+1 (X, Y ).
Then
∆(Z) = 2 +

∆(X) + l∆(Y )
l+1

Proof. Let c, d and e and f and b be the output ports of S = Split kl+1 ,
M = Merge kl+1 respectively. Then the paths of G(Z) can be divided in three
viz.

a#((l+1)j+r) −→ d#(lj+r) −→ · · · −→ f #(lj+r) −→ b#((l+1)j+r),



S
Y
Y
M

a#((l+1)j+k) −→ c#j −→ · · · −→ e#j −→ b#((l+1)j+k),
S
X
X
M



a#((l+1)j+r) −→ d#(lj+r−1) −→ · · · −→ f #(lj+r−1) −→ b#((l+1)j+r),
S

Y

Y

M

X, Y and
categories,
0≤r<k
k=r
k<r≤l

Hence the individual i/o-distances of the output events of system Z are given by


0≤r<k
δY (f #(lj+r)),
δZ (b#((l+1)j+r)) = 2 + δX (e#j),
k=r


δY (f #(lj+r−1)), k < r ≤ l
Using this formula we determine the i/o-distance of system Z as follows:
∆(Z)
=
{ i/o-distance equals ∆b , prop. 6.1.1 }
P
lim 1i
δZ (b#j)
i→∞

=

0≤j<i

{ confine the limit to the infinite subsequence i = (l+1)h }
P
1
δZ (b#((l+1)j+r))
lim (l+1)h

h→∞

=

{ split domain of summation 0 ≤ r ≤ l }

1
h→∞ (l+1)h

lim

=



P
 P

δZ (b#((l+1)j+r)) +
δZ (b#((l+1)j+r))

0≤j<h
r=k

0≤j<h
r6=k

{ apply formula 6.1; dummy change r := r+1, for k < r ≤ l }


1
h→∞ (l+1)h

lim

=

0≤j<h
0≤r≤l

P
P


δX (e#j) +
δY (f #(lj+r))
2(l+1)h +
0≤j<h

0≤j<h
0≤r<l

{ rearrange sums, products and limits }

(6.1)
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2+
=

1
l+1

P

lim 1
δX (e#j)
h→∞ h 0≤j<h
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!

1
δY (f #j)
h→∞ hl 0≤j<hl

+ l lim

{ prop. 6.1.1 }
2+

∆(X)+l∆(Y )
l+1

2
Note that the formal proof of this lemma is quite laborious, whereas its validity is easily
seen using the token metaphor. One out of every l+1 tokens passes through X; the other
)
l tokens pass through Y . This explains the term ∆(X)+l∆(Y
. Moreover, every token passes
l+1
through both the split component and the merge component, which explains the additional
term 2.
Also for multi-wagging compositions the i/o-distance is easily determined using the
token metaphor.
Lemma 6.1.2 For 0 ≤ l, let {Xr | 0 ≤ r ≤ l} be a family of data-conservative SISOsystems and let X = M Wl+1 (X0 , . . . , Xl ). Then
∆(X) = l+2 +

1 X
∆(Xr )
l+1 0≤r≤l

Sketch of proof. Since X is a data-conservative system, we use the token metaphor to
reason about this system. Let a and b denote the input, respectively output port of X.
Consider the token delivered by the system at event b#((l + 1)j+r), where 0 ≤ r ≤ l.
On its journey through the system this token passes through subsystem Xr . Moreover, on
its way from input port a to Xr it passes through l−r+1 split components of the serialto-parallel converter S2P l+1 , and on its way from Xr to output port b it passes through
r+1 merge components of the parallel-to-serial converter P2S l+1 . So the individual i/odistance of event b#((l + 1)j+r) equals l+2, the total number of variables visited in both
converters, plus the number of variables visited on its journey through Xr , which is ∆(Xr )
on average. Since the fraction of the tokens that pass through a particular subsystem Xr
1
is the same for each subsystem, viz. l+1
, the result follows. 2
Both wagging and multi-wagging composition of equidistant systems that all have the same
i/o-distance results in a system that is again equidistant.

6.2

Local temporal metrics

In this section we present a number of metrics that involve quantities that are measured
at a particular location in the system. Since we hereby fix a point in the spatial domain,
the interesting quantities to be measured are in the temporal domain. In particular, we
can monitor the events that occur at the selected location as time goes by.
For systems that exhibit periodic behavior, as most of the systems we are interested in
do, temporal metrics can in principle be determined by observing the system for a single
full period. This approach presumes that we always know in advance what the period of
a system is. In practice, this depends on the behavior of the environment. Suppose we
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want to determine the number of items processed by the system per unit of time and that
we know that the environment delivers on average 1 item per 4 time slots. This does not
mean that we measure the right value if we observe the system for 4 time slots, because
it may be that the system actually delivers 10 items every 40 time slots, but starts with
a burst of 5 items that are delivered at a pace of 1 item per 2 time slots followed by 5
items that are delivered with at a pace of 1 item per 6 time slots. So measuring the first
eight time slots, which is already twice the period we expect, would show the delivery of 4
items, whereas measuring during the next eight time slots would show the delivery of only
2 items and measuring the during the following eight time slots would show the delivery
of only 1 item. So it is paramount that we measure for at least 40 time slots to establish
the right number of items per time slot.
In this thesis temporal metrics are defined in such a way that they do not rely on the
existence and knowledge of the system’s period. Instead, these quantities are defined as
limits of average values measured over increasingly long periods of time. This is done in
such a way that the outcome is the same as the one we would find when we would consider
a single period, assuming the system would exhibit its proper periodic behavior. Temporal
metrics obtained in this way are for instance the local flux, i.e., the weight per unit of time,
and the local throughput, i.e., the number of events per unit of time.
Definition 6.2.1 (Local flux) For system X with schedule σ ∈ Σ(X) we define the local
flux of schedule σ at location a ∈ L(X) by
X
1
w(e)
Φa (σ) = lim
T →∞ T
e∈Ea (X)hσCT i

2
Note that this definition applies equally well to a continuous as to a discrete time domain.
So in principle T can be a variable ranging over the real numbers. Since schedules map
events onto a discrete time domain, the limit will not change when we restrict the values
of T in the definition of local flux to T = σ(a#i)+1. Using formula 5.8 we obtain the
alternative definition
X
1
Φa (σ) = lim
w(a#j)
(6.2)
i→∞ σ(a#i)+1
0≤j≤i
Note that the local flux is the limit of a sequence of rational numbers, and therefore in
principle a real number. Because we only consider periodic schedules, however, the local
flux is in fact a rational number.
By setting all weights equal to 1 in the definition of the local flux, we obtain the
definition of the local throughput, which is the number of events per unit of time that
occur at a certain location.
Definition 6.2.2 (Local throughput) For system X with schedule σ ∈ Σ(X), we define
the local throughput of schedule σ at location a ∈ L(X) by
Θa (σ) =
2

1
#Ea (X)hσ C T i
T →∞ T
lim
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For the local throughput there is also an alternative definition that does not depend on T .
i+1
i→∞ σ(a#i)+1

Θa (σ) = lim

(6.3)

Since σ(a#i) ≥ i, it follows from this alternative definition that the local throughput is
finite at every location. In contrast, the local flux can be infinite, even when the weights
of all events at a location are finite. This happens, e.g., when the events become increasingly “heavy” while the throughput remains constant. For systems with bounded weight,
however, also the average local flux at any location is finite.
Theorem 6.2.1 Let X be a bounded-weight system with bound R. Then for every location
a ∈ L(X) the local flux is finite.
Proof. Let σ ∈ Σ(X), a ∈ L(X) and f ∈ Ea (X). Consider the set of input events for
which there is a path in the dependence graph to event f . This set is given by formula
E = {e ∈ Einp (X) | (e, f ) ∈ D∗ (X)}. The number
P of paths starting in an input event from
E and going to any output event is given by e∈E w(e). Since this number exceeds the
number w(f ) of these paths that end in f , we have the following inequality
X
w(f ) ≤
w(e)
(6.4)
e∈Einp (X)
(e,f )∈D∗ (X)

Using this equation we derive
Φa (σ)
=
{ def. 6.2.1 }
P
lim T1
w(f )
T →∞

≤

{ eqn. 6.4 }
P
lim T1

T →∞

≤

P

w(e)

f ∈Ea (X)hσCT i e∈Einp (X)
(e,f )∈D∗ (X)
∗

{ (e, f ) ∈ D (X) ∧ σ(f ) < T ⇒ σ(e) < T }
P
lim T1
w(e)

T →∞

≤

f ∈Ea (X)hσCT i

e∈Einp (X)hσCT i

{ w(e) ≤ R }
lim R
# Einp (X)hσ C T i
T

T →∞

≤

{ # Einp (X)hσ C T i ≤ T · # Pinp (X) }
R · # Pinp (X)

2
So, for systems with bounded weight both local flux and local throughput are finite. Computing their quotient using formulae 6.2 and 6.3 we obtain
1 X
Φa (σ)
= lim
(6.5)
w(a#j)
i→∞ i+1
Θa (σ)
0≤j≤i
This quantity is independent of the schedule σ and represents the average weight per event
at location a. A more general definition of the latter quantity, involving time slots instead
of occurrence numbers of events, reads
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Definition 6.2.3 (Local weight) For weight-conservative system X with schedule σ ∈
Σ(X) we define the local weight Wa at location a ∈ L(X) by
Wa =

1
T →∞ # Ea (X)hσ C T i

X

lim

w(e)

e∈Ea (X)hσCT i

2
With this definition Equation 6.5 becomes
Φa (σ) = Wa Θa (σ)

(6.6)

Occasionally, for instance when using timing diagrams, we find it more convenient to
work with a quantity called local cycle time which is inversely proportional to the local
throughput.
Definition 6.2.4 (Local cycle time) For system X with schedule σ ∈ Σ(X) the local
cycle time of schedule σ at location a ∈ L(X) is defined by
1 X
( σ(a#(j+1)) − σ(a#j) )
i→∞ i
0≤j<i

Γa (σ) = lim

where the time difference between successive events
σ(a#(j+1)) − σ(a#j)
is called the individual cycle time of cycle j at location a. When all individual cycle times
are equal, we say that schedule σ has constant cycle time. 2
Using telescoping [34] to eliminate the summation in this definition we find
σ(a#i)
i→∞
i

Γa (σ) = lim

(6.7)

By combination of Formulae 6.3 and 6.7 we obtain
Property 6.2.1 For system X, location a ∈ L(X), and schedule σ ∈ Σ(X), we have
Γa (σ)Θa (σ) = 1
2
The period of a system is the least common multiple of all its local cycle times.
As announced all metrics introduced in this section have been defined as the limit of an
average taken over increasingly long execution times. Although this is satisfactory from a
theoretical point of view, it is cumbersome when we have to compute the values of these
metrics for a particular schedule. Fortunately, there is another approach that allows us to
compute these metrics by induction over the structure of a schedule. Since the local flux
and the local cycle time are proportional, respectively inversely proportional, to the local
throughput, we show the induction scheme for local throughput only.
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Property 6.2.2 (Compositionality of local throughput) For systems X and Y , and
schedules σ, σX ∈ Σ(X) and σY ∈ Σ(Y ), such that σX ./ σY , and location a such that
{a} × N ⊆ dom (σ), we have
Θa (σ; π) = Θa (σ)
l
k
Θa (σ; ξl+1
) =
Θa (σ), 0 ≤ k ≤ l
l+1
(
Θa (σX ), a ∈ L(X)
Θa (σX ∪ σY ) =
Θa (σY ), a ∈ L(Y )
2
To apply this scheme we have to know the values of the local throughput for the
canonical schedules of all basic components. By inspection of Tables 5.1– 5.4 it can be
verified that the local throughput of any port of any basic component is at most 12 .

6.3

Data-conservative systems

In Chapter 4 we have introduced the token metaphor for data-conservative systems. In this
computational model tokens may enter and leave a system, but being data-conservative
the system neither destroys nor creates tokens. In a popular phrase:
what goes in, must come out.
This is not to say that every once in a while there are no tokens in the system, but rather
that as the computation proceeds the number of tokens residing in the system becomes
vanishingly small compared to the number of tokens that have passed through the system.
In the remainder of this section we make the above precise. In particular, we consider the metric occupancy which measures the number of tokens in a system, the metric
throughput which measures the rate at which tokens enter and leave a system, and the
metric latency which measures the time an individual token resides in a system. All three
metrics are temporal metrics and are therefore defined as the limit value of some average.
Computing with limits is cumbersome, however, so we desire a compositional calculus
for these quantities. Such a calculus enables us to determine the values of the metrics for
each schedule that can be executed by the system, based on the structure of that schedule.
In a compositional calculus the starting point for the computation of the value of any
metric is given by the values of that metric for the canonical schedules of the individual
components of the system.
Although we yet have to give the formal definitions of occupancy, throughput and
latency, the reader should have no trouble verifying – by means of the intuitive meaning
indicated above – that the values given in Table 6.1 are the proper ones.
Inspection of this table reveals an important fact. For every canonical schedule the
canonical occupancy is the product of the canonical throughput and the canonical latency,
i.e.,
ωcan = θcan ∗ λcan
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σcan

ωcan θcan λcan

Split kl+1

σD
σSl+1
k

Merge kl+1

σMl+1
k

1
2
1
2
1
2
1
2

σC

1

1

1

1

2
3
1
2

3
2

Buf
Delay

σB

Cmp
Cmp

σCa , σCb , σCc , σCd

Cmp σCab , σCad , σCcb , σCcd

1

1
2
1
2
1
2
1
2

1
1
1
1

2

Table 6.1: Canonical occupancy ωcan , throughput θcan , and latency λcan for the dataconservative basic components and the comparator. Observe that in all cases ω = θ · λ.
The main result of this section – Little’s law – shows that this relationship holds not only
for canonical schedules of data-conservative basic components, but also for every schedule
of any data-conservative system. So the three temporal metrics do not measure three
independent degrees of freedom of a system; occupancy is directly proportional to both
throughput and latency.

6.3.1

Occupancy

Occupancy is a performance metric that measures the average number of tokens present
in a systems.
Definition 6.3.1 (Occupancy) For data-conservative system X we define the occupancy
Ω(σ) of X at schedule σ ∈ Σ(X) by
Ω(σ) =

1 X
ωt (σ)
T →∞ T
0≤t<T
lim

where the instantaneous occupancy ωt (σ) of σ at time t is given by
ωt (σ) = #(Einp (X)hσ C ti) − #(Eout (X)hσ C ti)
2
The instantaneous occupancy at any time is the number of tokens present in the system
at that time. For basic components its value is either 0, or 1, or 2. The latter value
can only be attained by basic components that are equipped with two variables, i.e., the
dyadic operators and the comparator. For systems containing N variables in total the
instantaneous occupancy therefore ranges from 0 to N . Recall that the number of variables
of a system X is by definition its storage capacity N = K(X). Hence, for all schedules and
all time slots the inequalities 0 ≤ ωt (σ) ≤ K(X) hold. It is an immediate consequence of
its definition that also the occupancy of a schedule lies within the same bounds.
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Property 6.3.1 Let X be a data-conservative system. Then for every schedule σ ∈ Σ(X)
we have
0 ≤ Ω(σ) ≤ K(X)
2
The definition of instantaneous occupancy given above considers input and output
events that all occur before a certain time slot t. On the other hand, if we take the external
dependence relation Dext (X) of system X into account, we obtain a characterization of the
instantaneous occupancy in terms of input and output events that straddle time slot t.
Lemma 6.3.1 (Straddle lemma) Let X be a data-conservative system. Then for every
schedule σ ∈ Σ(X) the instantaneous occupancy ωt (σ) at time slot t is given by
ωt (σ) = #{(e, f ) ∈ Dext (X) | σ(e) < t ≤ σ(f )}
Proof. For arbitrary schedule σ ∈ Σ(X) we derive
ωt (σ)
=
{ def. ωt }
# Einp (X)hσ C ti − # Eout (X)hσ C ti
=
{ def. E(X)hσ C ti }
#{e ∈ Einp (X) | σ(e) < t} − #{f ∈ Eout (X) | σ(f ) < t}
=
{ X is data-conservative, hence w(e) = 1 for all e ∈ E(X) }
#{(e, f ) ∈ Dext (X) | σ(e) < t} − #{(e, f ) ∈ Dext (X) | σ(f ) < t}
=
{ σ(e) < t ≡ (σ(f ) < t ∨ σ(e) < t ≤ σ(f )) }
#{(e, f ) ∈ Dext (X) | σ(e) < t ≤ σ(f )}
2
Defining occupancy as the limit of a sequence of averages does not provide us with an
easy way to compute the occupancy of a system. However, if we know how a schedule
is constructed from canonical schedules using schedule transformers, then it is possible
to determine its occupancy by induction over this structure. For the instantaneous occupancy the induction scheme is obvious. For schedule transformers that only introduce time
slots in which the system is idle, and in which the system therefore neither consumes nor
produces tokens, the instantaneous occupancy is unaltered if it concerns an old time slot.
If it concerns a newly inserted time slot, the instantaneous occupancy is identical to the
instantaneous occupancy of the previous time slot. If the system is a composite system,
then the instantaneous occupancy of its composite schedule is the sum of instantaneous
occupancies of the composed schedules.
Property 6.3.2 (ω-compositionality) For systems X and Y with schedules σ, σX ∈
Σ(X) and σY ∈ Σ(Y ), such that σX ./ σY , we have
ωt (σ; π) = ωt−1 (σ),
(
ωql+r (σ),
k
) =
ωq(l+1)+r (σ; ξl+1
ωql+r−1 (σ),

0≤t
0≤r<k
k ≤ r < l+1

ωt (σX ∪ σY ) = ωt (σX ) + ωt (σY ),
where it is assumed that ω−1 (σ) = 0. 2

0≤t
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However, we are interested in the compositionality of the occupancy rather than in the
compositionality of the instantaneous occupancy. Unfortunately, the first cannot be defined
as easily as the latter. An additional quantity is required to deal with the ξ-transformers.
Definition 6.3.2 For system X and schedule σ ∈ Σ(X) we define the occupancy of σ at
the r-th time slot of every block of size l+1 by
Ωrl+1 (σ) =

1 X
ωq(l+1)+r (σ)
Q→∞ Q
0≤q<Q
lim

where l and r are integers such that 0 ≤ l and 0 ≤ r ≤ l. 2
Using this quantity the occupancy of a schedule can be computed in two stages: first all
time slots are partitioned into equal sized blocks of l+1 time slots and the l+1 averages of
the instantaneous occupancies of the r-th time slots are determined, next the average of
these averages is determined.
Property 6.3.3 Let σ be an arbitrary schedule for system X. Then for all 0 ≤ l we have
P
1
r
Ω(σ) = l+1
0≤r≤l Ωl+1 (σ)
2
Using this property we can show how to compute the occupancy of a system in a compositional manner.
Lemma 6.3.2 (Ω-compositionality) For systems X and Y , schedules σ, σX ∈ Σ(X)
and σY ∈ Σ(Y ), such that σX matches σY , and for time slot t ≥ 0, we have
Ω(σ; π) = Ω(σ)
l Ω(σ) + Ωkª1
(σ)
k
l
Ω(σ; ξl+1 ) =
l+1
Ω(σX ∪ σY ) = Ω(σX ) + Ω(σY )
for all 0 ≤ k ≤ l, and where k ª 1 = (k−1) mod l.
Proof. The last of these three equalities is a trivial consequence of the corresponding
equality for the instantaneous occupancy. Hence only the proofs of the first and second
equality remain. To prove the first equality we derive
Ω(σ; π)
=
{ def. 6.3.1 and ignore first term of limit-sequence }
P
1
lim T +1
ωt (σ; π)
T →∞

=

{ prop. 6.3.2 and ω−1 (σ) = 0 }
P
1
lim T +1
ωt−1 (σ)

T →∞

=

0≤t<T +1

1≤t<T +1

{ dummy transformation t := t+1 }
P
1
ωt (σ)
lim T +1

T →∞

0≤t<T
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{ limT →∞ T T+1 = 1 }
P
lim T1
ωt (σ)

T →∞

=

0≤t<T

{ def. 6.3.1 }
Ω(σ)

and to prove the second equality we derive
k
)
Ω(σ; ξl+1

=
1
l+1

=

{ prop. 6.3.3 }
P r
k
)
Ωl+1 (σ; ξl+1

0≤r≤l

{ def. 6.3.2; rearranging sums and limits }
P
k
lim Q1
ωq(l+1)+r (σ; ξl+1
)

1
l+1 Q→∞

=

{ prop. 6.3.2 }

1
lim 1
l+1 Q→∞ Q

=



 P
ωql+r (σ) +

0≤q<Q
0≤r<k

P


ωql+r (σ)

0≤q<Q
k−1≤r<l

{ rearranging sums and limits; term r = k−1 occurs twice; ω−1 (σ) = 0 }
Ã
!
!
Ã
P
P
P
1
ωql+r (σ) + lim Q1
ωql+kª1 (σ)
lim Q1
l+1
0≤r<l

=

0≤q<Q
0≤r≤l

Q→∞

0≤q<Q

Q→∞

0≤q<Q

{ def. 6.3.2 }
Ã
!
P
1
Ωrl (σ) + Ωkª1
(σ)
l
l+1
0≤r<l

=

{ Property 6.3.3 }
¡
¢
1
l Ω(σ) + Ωkª1
(σ)
l
l+1

2
In Table 6.1 at the beginning of Section 6.3 the canonical occupancy of each data-conservative basic component, i.e., the occupancy of its canonical schedule has been defined. Using
the Ω-compositionality lemma it is possible to compute the average occupancy of every
schedule σ ∈ Σ(X) of any data-conservative system X from the values in this table.

6.3.2

Throughput

Since the storage capacity of a data-conservative system is finite, not only “what goes in
must come out”, but also the rate at which tokens enter the system must equal the rate at
which tokens leave the system, provided these rates are measured over a sufficiently large
amount of time.
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Lemma 6.3.3 (Throughput conservation) For a data-conservative system X the total
throughput at the input ports equals the total throughput at the output ports, i.e., for all
schedules σ ∈ Σ(X)
X
X
Θa (σ) =
Θb (σ)
a∈Pinp (X)

b∈Pout (X)

Proof. For an arbitrary schedule σ ∈ Σ(X) we derive
P
a∈Pinp (X) Θa (σ)
=
{ def. 6.2.2 }
P
1
a∈Pinp (X) lim T #Ea (X)hσ C T i
T →∞

=

{ finite limits distribute over summation }
lim T1 #Einp (X)hσ C T i

T →∞

=

{ def. 6.3.1 }
lim T1 #Eout (X)hσ C T i + lim

1
ωT (σ)
T →∞ T

T →∞

=

{ ωT (σ) ≤ K(X) }
lim T1 #Eout (X)hσ C T i

T →∞

=

{ finite limits distribute over summation }
1
b∈Pout (X) lim T #Eb (X)hσ C T i

P

T →∞

=

{ def. 6.2.2 }
P
b∈Pout (X) Θb (σ)

2
Due to this lemma we are now in the position to define the throughput of a data-conservative
system, i.e., the rate at which it processes tokens.
Definition 6.3.3 (Throughput) For data-conservative system X we define the throughput Θ(σ) of X at schedule σ ∈ Σ(X) by
P
P
Θ(σ) =
Θa (σ) =
Θb (σ)
a∈Pinp (X)

b∈Pout (X)

2
Recall that local throughput and local cycle time are each others inverse. So instead of
defining cycle time in terms of local cycle time, we simply require the same relationship
for the global quantities, i.e., we define the cycle time Γ(σ) of a system X at schedule
σ ∈ Σ(X) as the unique solution of the equation
Γ(σ)Θ(σ) = 1

(6.8)

In view of this simple relationship we ignore the cycle time in the remainder of this
section and concentrate on the determination of the throughput for individual systems.
Table 6.1 defines for each data-conservative basic component its canonical throughput,
i.e., the throughput of each of its canonical schedules. Since local throughput can be
computed using induction over the structure of a schedule, we expect the same to be true
for the throughput. The following property shows that this is almost but not quite the
case.
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Property 6.3.4 (Θ-semi-compositionality) For data-conservative systems X and Y ,
and schedules σ, σX ∈ Σ(X) and σY ∈ Σ(Y ), such that σX ./ σY , we have
Θ(σ; π) = Θ(σ)
l
k
Θ(σ; ξl+1
) =
Θ(σ)
l+1
X
Θ(σX ∪ σY ) =

X

Θa (σX ) +

a∈Pinp (X)\Pout (Y )

Θa (σY )

a∈Pinp (Y )\Pout (X)

2
This property tells us that, in general, the throughput of the union of two matching
schedules cannot be determined from the throughput of the constituents. As an example, consider the composition of merge component Merge 0l+1 and split component Split ll+1
connected in a cycle, as indicated in Figure 6.1. For the given schedule the throughput
2(l+1) i

A

a
0

2(l+1) i

0
Ml+1
1, 3,

c
... , 2l+1

l
Sl+1

b
2l+2

B

d
2, 4, ... , 2l

Cycle l =
proc (in a, out b)·
|[ chan c, d
|i Merge 0l+1 (a, d, c)
k Split ll+1 (c, b, d)
]|

Figure 6.1: Timing diagram of cyclic system Cycle l .
1
, whereas the throughput of both the split and the merge
of the entire system equals 2l+2
1
component equals 2 , irrespective of the value of l. In some cases, such as pure parallel
compositions and serial compositions, compositionality does hold. For pure parallel composition we have Θ(σPAR (X,Y ) ) = Θ(σX ) + Θ(σY ), and for serial compositions we have
Θ(σSER (X,Y ) ) = Θ(σX ) = Θ(σY ).
As an application of compositionality of both occupancy and throughput we establish
new bounds for the occupancy of data-conservative components that are tighter than the
ones given in Property 6.3.1.

Theorem 6.3.1 (Occupancy bounds for data-conservative components) Let X be
a data-conservative component. Then for every σ ∈ Σ(X) we have
Θ(σ) ≤ Ω(σ) ≤ 1 − Θ(σ)

(6.9)

Proof. By induction to the structure of schedule σ.
base: σ ∈ Σcan (X). From Table 6.1 we see that for each canonical schedule of each basic
component both the throughput and the occupancy equals 12 . Hence the inequalities
in formula 6.9 are valid.
step: σ = σ 0 ; π. This case is an immediate consequence of the compositionality properties
for throughput (6.3.4) and occupancy (6.3.2), which state that Θ(σ 0 ; π) = Θ(σ 0 )
and Ω(σ 0 ; π) = Ω(σ 0 ) respectively, and the induction hypothesis Θ(σ 0 ) ≤ Ω(σ 0 ) ≤
1 − Θ(σ 0 ).
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k
step: σ = σ 0 ; ξl+1
. This case also relies on the compositionality properties for throughput
and occupancy, but the computations are not entirely trivial. We derive

Θ(σ)
=
{ def. σ, prop. 6.3.4 }
l
Θ(σ 0 )
l+1
≤
{ induction hypothesis }
l
Ω(σ 0 )
l+1
≤

{ 0 ≤ Ωkª1
(σ 0 ) }
l

≤

l Ω(σ 0 )+Ωkª1
(σ 0 )
l
l+1
{ Ωkª1
(σ 0 )
l
0
l Ω(σ )+1
l+1

≤1}

≤

{ induction hypothesis }
l
1 − l+1
Θ(σ 0 )
=
{ def. σ, prop. 6.3.4 }
1 − Θ(σ)

l Ω(σ 0 )+Ωkª1
(σ 0 )
l
l+1

=

Ω(σ)
=
{ def. σ, lem. 6.3.2 }

{ def. σ, lem. 6.3.2 }
Ω(σ)

2
By going from admissible time slot allocations to schedules we have drastically reduced
the class of system behaviors on which we base our metrics. We did so in order to obtain
a simple model and the compositionality results presented sofar show that we have been
successful in that respect. Nevertheless it may be the case that we have been too drastic,
and that by the elimination of too many admissible time slot allocations we have lost
the power to discriminate between designs that should be discriminated. The next two
theorems address this issue. The first one addresses only throughput values. The second
one also addresses occupancy values.
Theorem 6.3.2 For each data-conservative basic component X and every rational throughput value θ ∈ Q such that 0 < θ ≤ 12 = θcan (X) there exists a schedule σ ∈ Σ(X) with
Θ(σ) = θ.
Q
0
Proof. Let θ = pq . Then 2p ≤ q, so define σ = σX ; 2p≤j<q ξj+1
, where σX is a canonical
schedule of X. Then by Property 6.3.4 we have
Θ(σ)

=

Θ(σX )

Y

j
j+1
2p≤j<q

=

1 2p
2 q

=

θ

2
Two observations can be made regarding the proof of this theorem. First, if we allow X to
be an arbitrary system, instead of a component, and let σX be a schedule with throughput
θX , then the same proof shows that there exists a schedule σ ∈ Σ(X) with Θ(σ) = θ for
θ . Second, the ranks of the ξ-transformers are
any throughput θ ≤ θX , where θ = 2p
q X
irrelevant. They have been arbitrarily chosen equal to 0, but any other choice would have
resulted in a schedule with the same throughput. We can use this freedom to regulate the
occupancy of the schedule. This is illustrated in the next example.
Example 6.3.1 Consider a one-place buffer Buf for which we need a schedule with
throughput θ = 27 . Figure 6.2 contains three timing diagrams of such schedules. The
leftmost timing diagram belongs to schedule σ̌ = σB ; ξ54 ξ65 ξ76 . Hence it has throughput
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Figure 6.2: Three schedules for a one-place buffer component with throughput 27 .
Θ(σ̌) = 12 54 56 67 = θ. Schedule σ̌ is an early schedule. So every stream transformer ξ
inserts a time slot at a moment when the instantaneous occupancy is 0. As a result, the
instantaneous occupancy of σ̌ equals 1 at time slots t = 7i+2r+1, for 0 ≤ r < 2, and 0 at
all other time slots. Therefore Ω(σ̌) = 27 = θ.
The rightmost timing diagram belongs to schedule σ̂ = σB ; ξ53 ξ64 ξ75 . Obviously, it has the
same throughput as schedule σ̌, but it has a different occupancy. Schedule σ̂ is a late
schedule. As can be seen from its timing diagram, its instantaneous occupancy equals 0
at time slots t = 7i+2r, for 0 ≤ r < 2, and 1 at all other time slots. Hence Ω(σ̂) = 7−2
=
7
1−θ. So we see that the early and late schedules yield the extreme occupancies stated by
Theorem 6.3.1.
Many more choices for the ranks of the ξ-transformers are possible. In most cases the
occupancies of those schedules are larger than θ and smaller than 1−θ. For instance, the
timing diagram in the middle of Figure 6.2 belongs to schedule σ
e = σB ; ξ53 ξ65 ξ76 . It is easily
verified that it has throughput 27 and occupancy 73 . 2
Theorem 6.3.1 provides bounds on the occupancy in terms of throughput. In the
example above we have already seen that the extreme schedules are the ones that attain
these bounds. Moreover, we have seen that for some values of the occupancy that lie
between these bounds schedules can be found as well.
The next theorem asserts that this is not a coincidence, but that in fact for every
rational throughput value the occupancy can attain every rational value that lies between
the bounds given in Theorem 6.3.1.
Theorem 6.3.3 For each data-conservative basic component X, every rational throughput
value θ ∈ Q such that 0 < θ ≤ 21 = θcan (X), and every rational occupancy value ω ∈ Q
such that θ ≤ ω ≤ 1−θ there exists a schedule σ ∈ Σ(X) with Θ(σ) = θ and Ω(σ) = ω.
Proof. Let θ =

p
q

and let ω = rs . Choose
σ = σX ;

Y
2ps≤j<ps+qr

j−1
ξj+1

Y

j
ξj+1

ps+qr≤j<qs

when X is an instance of any basic data-conservative component other than Delay, and
choose
Y
Y
j
j−1
σ = σX ;
ξj+1
ξj+1
2ps≤j<ps+qr

ps+qr≤j<qs

when X is an instance of the unit-delay component Delay. In both cases it is trivial
to show that these schedules have the desired throughput. A formal computation of the
occupancies on the other hand is tedious. Therefore we consider the timing diagram of X
for schedule σX .
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qs i
0, 2, ... , 2ps−4, 2ps−2

X

1, 3, ... , 2ps−3, ps+qr−1

Since σX has period 2 and occupancy 12 , it follows that for each meta-period of σX consisting
of 2ps time slots there are ps time slots at which the instantaneous occupancy is 1; the
odd time slotsQto be precise. Therefore every one of the qr−ps schedule transformers of
j−1
inserts a time slot at a moment when the instantaneous
the sequence 2ps≤j<ps+qr ξj+1
occupancy is 1, thereby postponing the last output
every period qr−ps times,
Q event of j−1
. Finally, every sequence
resulting in an occupancy of qr for schedule σX ; 2ps≤j<ps+qr ξj+1
Q
j−1
transformer of the sequence ps+qr≤j<qs ξj+1 inserts a time slot after the last output event
of each period when the instantaneous occupancy is 0, thus resulting in a scheduling with
period consisting ofQqs time slots of Q
which qr have instantaneous occupancy 1. Hence it
j
j−1
follows that Ω(σX ; 2ps≤j<ps+qr ξj+1 ps+qr≤j<qs ξj+1
) = qr
= ω. 2
qs
These theorems are the justification for our discrete time model. Since the rational
numbers are a dense subset of the real numbers, they state that for every observable
throughput-occupancy performance pair of a basic component — which, in general, is a
pair of non-negative real numbers — there exists a discrete time schedule with a throughput
and occupancy that comes arbitrarily close to that performance.
It is an immediate consequence of the last theorem that for all early schedules the
occupancy of a data-conservative basic component is equal to its throughput, and that
for all late schedules the occupancy is equal to 1 minus the throughput. Inspection of
the proof of Theorem 6.3.1 reveals that the opposite is also true. That proof contains the
derivations of two inequalities. It can be seen that these inequalities are in fact equalities
when Ωlkª1 (σ 0 ) = 0 or Ωkª1
(σ 0 ) = 1, respectively. The first equality only holds when
l
k
stream transformer ξl+1
inserts a time slot at moments when the instantaneous occupancy
is zero, and the second only holds when that time slot is inserted at moments when the
instantaneous occupancy is one. Since, all stream transformers that occur in the canonical
form of the schedule must have this property it follows, by induction, that the entire
schedule is an early respectively late schedule.
Corollary 6.3.1 Let X be a data-conservative component. Then for every schedule σ ∈
Σ(X) we have
σ ∈ ΣE (X) ≡ Ω(σ) = Θ(σ)
σ ∈ ΣL (X) ≡ Ω(σ) = 1 − Θ(σ)
2
In the sequel we are occasionally interested in sets of schedules that have the same
throughput. For this these sets we introduce a special notation.
Definition 6.3.4 (θ-schedules) For data-conservative system X and rational throughput
θ ≤ 21 , the set of θ-schedules ΣΘ=θ (X) is given by
ΣΘ=θ (X) = {σ ∈ Σ(X) | Θ(σ) = θ}
Instead of ΣΘ= 1 (X) we write ΣΓ=γ (X). 2
γ

When ΣΘ=θ (X) 6= ∅, we say that X runs at throughput θ.
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I/o-distance revisited

Now that we have the notion of throughput available it is possible to (re)define the i/odistance. Recall from Section 6.1.2 that for a proper definition of i/o-distance of a system
X the fraction φb (σ) of the outputs produced at every output port b of X has to be
known. This fraction can be expressed in terms of local and global throughput, namely as
b (σ)
φb (σ) = ΘΘ(σ)
. Therefore we define
Definition 6.3.5 (I/o-distance) For data-conservative system X we define the i/o-distance ∆(σ) of X at schedule σ ∈ Σ(X) by
X

∆(σ) =

b∈Pout (X)

Θb (σ)
∆b
Θ(σ)

2
In the above definition throughput is used to define the i/o-distance. Vice-versa, the
i/o-distance can be used to relate the throughput of a data-conservative system to the
throughput of its basic building blocks. For that result we need a different characterization
of local i/o-distance.
Lemma 6.3.4 Let X be a data-conservative system and let b be an output port of X. Then
for every schedule σ ∈ Σ(X)
∆b =

1
T →∞ # Eb (X)hσ C T i
lim

X

#{e ∈ E(X)hσ C T i | (e, f ) ∈ D+ (X)}

f ∈Eb (X)hσCT i

Proof. For arbitrary schedule σ ∈ Σ(X) we derive
∆b
=

{ prop. 6.1.1 }
P
lim 1i 0≤j<i δ(b#j)

i→∞

=

{ dummy change T = σ(b#i) }
P
1
lim # Eb (X)hσCT
δ(f )
i

T →∞

=

{ prop. 6.1.1 }
P
1
lim # Eb (X)hσCT
i

T →∞

=

f ∈Eb (X)hσCT i

#{e ∈ E(X) | (e, f ) ∈ D+ (X)}

f ∈Eb (X)hσCT i
+

{ (e, f ) ∈ D (X) ∧ σ(f ) < T ⇒ σ(e) < T }
P
1
lim # Eb (X)hσCT
#{e ∈ E(X)hσ C T i | (e, f ) ∈ D+ (X)}
i

T →∞

f ∈Eb (X)hσCT i

2
The lemma above is remarkable, because it expresses ∆b , a quantity that is independent
of the timing of events, in terms of a schedule. However, it facilitates the computation of
expressions in which ∆b is combined with temporal metrics like the local throughput, as is
required in the next theorem.
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Theorem 6.3.4 Let X be a data-conservative system with schedule σ ∈ Σ(X). Furthermore, let {Xj | 0 ≤ j < n} be the set of basic building blocks from which X is composed,
and let σj = σ¹P(Xj ). Then
X
Θ(σ)∆(σ) =
Θ(σj )
0≤j<n

Proof. First we compute the product Θb (σ)∆b
Θb (σ)∆b
=
{ def. 6.3, lem. 6.3.4 }

P
# Eb (X)hσCT i
1
lim
#{e
T
T →∞
T →∞ # Eb (X)hσCT i f ∈E (X)hσCT i
b
lim

=

∈ E(X)hσ C T i | (e, f ) ∈ D+ (X)}

{ rearrange finite limits and products }
P
#{e ∈ E(X)hσ C T i | (e, f ) ∈ D+ (X)}
lim T1

T →∞

f ∈Eb (X)hσCT i

Using this formula we derive
Θ(σ)∆(σ)
=
{ def. 6.3.5 }
P
Θb (σ)∆b
b∈Pout (X)

=

{ derivation above }
P
P
lim T1
#{e ∈ E(X)hσ C T i | (e, f ) ∈ D+ (X)}
T
→∞
b∈Pout (X)
f ∈Eb (X)hσCT i
P
=
{ Eout (X) = b∈Pout (X) Eb (X), rearrange finite limits and sums }
P
lim T1
#{e ∈ E(X)hσ C T i | (e, f ) ∈ D+ (X)}
T →∞

=

{ rearrange sums using e ∈ E(X) ∧ e ∈
/ Eout (X) ⇒ ∃!0≤j<n e ∈ Einp (Xj ) }
P
P
1
lim T
#{e ∈ Einp (Xj )hσ C T i | (e, f ) ∈ D+ (X)}

T →∞

=

f ∈Eout (X)hσCT i

0≤j<n f ∈Eout (X)hσCT i

{ rearrange finite limits and sums }
P
P
lim T1
#{e ∈ Einp (Xj )hσ C T i | (e, f ) ∈ D+ (X)}

0≤j<n T →∞

=

{ calculus }
P
P
lim T1

0≤j<n T →∞

=

#{f ∈ Eout (X)hσ C T i | (e, f ) ∈ D+ (X)}

e∈Einp (Xj )hσCT i

{ X is data-conservative }
P
P
1
lim T1

0≤j<n T →∞

=

f ∈Eout (X)hσCT i

e∈Einp (Xj )hσCT i

P
{ # S = s∈S 1 for every set S }
P
lim T1 # Einp (Xj )hσ C T i

0≤j<n T →∞

=

{ e ∈ E(Xj ) ⇒ σ(e) = σj (e) }
P
lim T1 # Einp (Xj )hσj C T i

0≤j<n T →∞
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P
{ Einp (X) = a∈Pinp (X) Ea (X), rearrange finite limits and sums }
P
P
lim T1 # Ea (Xj )hσj C T i

0≤j<n a∈Pinp (Xj ) T →∞

=

{ def. 6.2.2 }
P
P
Θa (σj )
0≤j<n a∈Pinp (Xj )

=

{ def. 6.3.3 throughput }
P
Θ(σj )
0≤j<n

2
In a sense this theorem amends the lack of compositionality of throughput in case of
schedule union. Using the theorem it can easily be shown that
Θ(σX k Y )∆(σX k Y ) = Θ(σX )∆(σX ) + Θ(σY )∆(σY )
where σX k Y = σX ∪ σY . The only difference with true compositionality is the presence
of the ∆-factors. For data-conservative systems these factors are easily obtained from the
dependence graphs, which in case of a data-conservative systems consist of a finite set of
finite chains.
Moreover, the above theorem allows us to extend the bounds for the occupancy of individual data-conservative components given in Theorem 6.3.1 to bounds for the occupancy
of entire data-conservative systems.
Theorem 6.3.5 (Occupancy bounds for data-conservative systems) Let X be a
data-conservative system. Then for every schedule σ ∈ Σ(X) we have
Θ(σ)∆(σ) ≤ Ω(σ) ≤ K(X) − Θ(σ)∆(σ)
Proof. Let X = k0≤j<n Xj be the decomposition of X into its data-conservative basic
components, and let σj = σ¹P(Xj ). Because the capacity of each Xj equals 1, we have
K(X) = n, and we derive
Θ(σ)∆(σ)
=
{ thm. 6.3.4 }
P
0≤j<n Θ(σj )
≤
{ thm. 6.3.1 }
P
0≤j<n Ω(σj )
≤
{ thm. 6.3.1 }
P
0≤j<n (1−Θ(σj ))
=
{ simplify summation }
P
n − 0≤j<n Θ(σj )
=
{ K(X) = n and thm. 6.3.4 }
K(X) − Θ(σ)∆(σ)
P
Since Ω(σ) = 0≤j<n Ω(σj ) the result follows. 2
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Not only the occupancy bounds for data-conservative components can be extended to
data-conservative systems. Also the circumstances under which these bounds are tight,
can be extended to data-conservative systems.
Corollary 6.3.2 Let X be a data-conservative system. Then for every σ ∈ Σ(X) we have
¡
¢
σ ∈ ΣE (X) ≡
Ω(σ) = Θ(σ)∆(σ)
¡
¢
σ ∈ ΣL (X) ≡
Ω(σ) = K(X) − Θ(σ)∆(σ)
Proof. Inspection of the proof of Theorem 6.3.5 reveals the validity of the equivalences
¡
¢
Θ(σ)∆(σ) = Ω(σ)
≡ ∀0≤j<n Θ(σj ) = Ω(σj )
¡
¢
Ω(σ) = K(X) − Θ(σ)∆(σ)
≡ ∀0≤j<n Ω(σj ) = 1 − Θ(σj )
Hence, by Corollary 6.3.1, the schedules σj are all early schedules in case the first equivalence holds, and all late schedules in case the second equivalence holds. Since its projections
σj are all early or all late, it follows that schedule σ itself is early respectively late. 2

6.3.4

Latency

The final temporal metric discussed in this section is the latency. In terms of the token
metaphor latency is the average time it takes a token to traverse the system, or phrased
more passively, the average time a token resides in the system.
Definition 6.3.6 (Latency) For data-conservative system X we define the latency Λ(σ)
of X at schedule σ ∈ Σ(X) by
X
1
λf (σ)
Λ(σ) = lim
T →∞ # Eout (X)hσ C T i
f ∈Eout (X)hσCT i

where the individual latency λf (σ) of an event f ∈ E(X) is given by
X
(σ(f ) − σ(e))
λf (σ) =
e∈Einp (X)
(e,f )∈D∗ (X)

Schedule σ is called a constant-latency schedule, when at every location all individual latencies are equal, i.e., when
∀a∈L(X)

∀f,g∈Ea (X)

λf (σ) = λg (σ)

2
Since for every event f there exists a unique input event e such that the token produced
by the system at event f was consumed by the system at event e, the individual latency
is in fact a sum consisting of the single term σ(f )−σ(e). This difference is the sum of the
latencies that the token has accumulated during the individual visits to the components
of the system. Each such visit is represented by an edge on the path from e to f in the
dependency graph G(X). Since for any schedule σ each visit to a component lasts at least
one time slot, the individual latency λf (σ) of an event f must be at least its individual
input-distance δ(f ). Moreover, it follows that if for every event f the individual latency
equals its individual input-distance, then σ(f 0 )−σ(e0 ) = 1 for every edge (e0 , f 0 ) ∈ D(X),
in which case σ is an early schedule and Λ(σ) = ∆(σ).
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Property 6.3.5 Let X be a data-conservative system with schedule σ ∈ Σ(X). Then the
following three statements are equivalent
1. ∀f ∈E(X) (λf (σ) = δ(f ))
2. Λ(σ) = ∆(σ)
3. σ ∈ ΣE (X)
2
From the last property it follows that the early schedules of an equidistant system are
constant-latency schedules. Vice-versa, a data-conservative system that possesses an early
schedule with constant latency is equidistant because for an early schedule the individual
latencies are equal to the path lengths. Hence we have
Property 6.3.6 Let X be a data-conservative system with early schedule σ ∈ ΣE (X).
Then the following statements are equivalent
1. σ has constant latency
2. X is equidistant
2
Observe that a data-conservative SISO-system that executes a constant-latency schedule produces its tokens in the order in which they are consumed. We call such a system a
FIFO-dependent system.
Property 6.3.7 (FIFO-property) Let X be a data-conservative SISO-system with input
port a and output port b. If X has a constant-latency schedule σ, then
Dext (X) = {(a#i, b#i) | 0 ≤ i}
2
The reverse of the last property does not hold. In general, the schedules of a dataconservative FIFO-dependent SISO-system are not necessarily constant-latency schedules.
As an example, consider the late schedule σB ; ξ53 for the one-place buffer. Its even-ranked
outputs have individual latency 1, whereas its odd-ranked outputs have individual latency
2. This counter example exploits the fact that the throughput of this schedule is less than
the maximum possible value 12 to increase the individual latencies of half of the events
in each period of 5 time slots. The following lemma shows that a less than maximal
throughput is essential for non-constant output latency.
Lemma 6.3.5 Let X be a data-conservative SISO-system with input port a and output port
b. If the external dependence relation of X is given by Dext (X) = {(a#i, b#i) | 0 ≤ i},
then every schedule σ ∈ ΣΘ= 1 (X) has constant output latency, i.e.,
2

∀0≤i,j

λb#i (σ) = λb#j (σ)

Proof. Let σ ∈ ΣΘ= 1 (X). Then Γ(σ) = Γb (σ) = Γa (σ) = 2. Since the canonical schedules
2
of all data-conservative basic components map both the consecutive inputs and the consecutive outputs two time slots apart, and since schedule transformers only insert time slots, it
follows that, for all 0 ≤ i, we have σ(a#(i+1))−σ(a#i) = 2 and σ(b#(i+1))−σ(b#i) = 2.
Using these equalities we derive
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λb#(i+1) (σ) + 2

=
(σ(b#(i+1)) − σ(a#(i+1))) + (σ(a#(i+1)) − σ(a#i))
=
{ eliminate σ(a#(i+1)) and introduce σ(b#i) }
(σ(b#(i+1)) − σ(b#i)) + (σ(b#i) − σ(a#i))
=
2 + λb#i (σ)
from which it follows that X has constant output latency. 2
So far we have explored the relationship between (individual) latency and (individual)
i/o-distance. The following lemma establishes a link between individual latencies and
instantaneous occupancies. It states that for every time slot T the instantaneous occupancy
can be bounded from below and above by considering the accumulated individual latencies
of output events that have occurred before T or that depend on at least one input event
that has occurred before T , respectively.
Lemma 6.3.6 For data-conservative system X with schedule σ ∈ Σ(X) we have
P
P
P
(σ(f ) − σ(e)) ≤
ωt (σ) ≤
(σ(f ) − σ(e))
0≤t<T

(e,f )∈Dext (X)
f ∈Eout (X)hσCT i

(6.10)

(e,f )∈Dext (X)
e∈Einp (X)hσCT i

Proof. First observe that the following inequalities between summations hold
P
P
P
1 ≤
1 ≤
1
(e,f )∈Dext (X)
σ(e)<t≤σ(f )
σ(f )<T

(e,f )∈Dext (X)
σ(e)<t≤σ(f )
t<T

(e,f )∈Dext (X)
σ(e)<t≤σ(f )
σ(e)<T

because t ≤ σ(f ) ∧ σ(f ) < T ⇒ t < T and σ(e) < t ∧ t < T ⇒ σ(e) < T and hence
the number
of terms per summation increases while going from left to right. Moreover,
P
since σ(e)<t≤σ(f ) 1 = σ(f ) − σ(e) both the left-hand and right-hand sum is equal to the
corresponding one in 6.10. So it remains to be shown that also the sum in the middle
equals the one in 6.10. We derive
P
1
(e,f )∈Dext (X)
σ(e)<t≤σ(f )
t<T

=

{ 0 ≤ σ(e), hence σ(e) < t ≡ (0 < t ∧ σ(e) < t) }
P
P
1
0≤t<T (e,f )∈Dext (X)
σ(e)<t≤σ(f )

=

{
P

P

1 = # S, for any set S }
#{(e, f ) ∈ Dext (X) | σ(e) < t ≤ σ(f )}
s∈S

0≤t<T

=

{ lem. 6.3.1 }
P
ωt (σ)
0≤t<T
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2
As announced at the beginning of Section 6.3 we will show that there exists a simple
relationship, called Little’s law, between latency, throughput and occupancy. Therefore,
we do not separately present properties that describe the compositional calculation of the
latency of a schedule. If necessary, these properties are easily derived using Little’s law, but
it is just as convenient to compute latency values directly from throughput and occupancy
values using Little’s law.

6.3.5

Little’s law

Ideally, we would like to design systems that have both a high throughput and a high
occupancy and a low latency. Unfortunately, these three performance metrics are coupled
in such a way that this ideal cannot be obtained. In every day life we can observe this
phenomenon in traffic. If the number of cars on a road (occupancy) reaches the capacity
of the road, the road becomes congested and the speed of the cars drops thus increasing
the time they require to travel down the road (latency). Eventually, even the number of
cars per unit of time that pass a certain point on the road (throughput) starts to drop.
The same thing happens to tokens traversing a data-conservative system.
The precise relationship between occupancy, throughput and latency referred to above
is given by Little’s law. However, to avoid cluttering the proof of Little’s law, we first state
and prove an auxiliary lemma.
Lemma 6.3.7 For data-conservative system X with schedule σ ∈ Σ(X) we have
1
T →∞ T
lim

X

(σ(f )−σ(e)) = 0

(e,f )∈Dext (X)
σ(e)<T ≤σ(f )

Proof. Because X is a data-conservative system, it also a bounded-extent system. Hence,
by Definition 4.4.3 it follows that the individual i/o-distance δ(f ) of every output event
f ∈ Eout (X) is bounded, i.e.,
δ(f ) ≤ B

(6.11)

for some fixed natural number B. Furthermore, note that it is sufficient to show that for
every schedule σ ∈ Σ(X) the sum under the limit is bounded from above by a constant,
i.e., a natural number independent of T .
P
(σ(f )−σ(e))
(e,f )∈Dext (X)
σ(e)<T ≤σ(f )

≤

{ lem. 6.3.1 }
ωT (σ) · ↑{(σ(f ) − σ(e)) | (e, f ) ∈ Dext (X)}
≤
{ path latency is at most path length times maximum edge latency }
ωT (σ) · δ(f ) · ↑{(σ(f ) − σ(e)) | (e, f ) ∈ D(X)}
≤
{ formula 6.11 }
ωT (σ) · B · ↑{(σ(f ) − σ(e)) | (e, f ) ∈ D(X)}
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≤

{ thm. 5.4.1 }
ωT (σ) · B · Rσ
≤
{ ωT (σ) ≤ K(X) }
K(X) · B · Rσ
2
This lemma states that for any particular schedule the individual latency of the tokens
that pass through the system is not proportional to the time of their arrival. This is not
surprising because such behavior cannot be exhibited by periodic schedules and those are
the only ones we consider. Beware that the lemma does not imply that there should exist a
universal upper bound on the individual latency. It does imply, however, that for increasing
(individual) latency the throughput has to go down. This is exactly what is expressed by
Little’s law.
To get an impression of the kind of relationship we can expect we take a look at the
values of the performance metrics of the canonical schedules of the basic components, and
observe that the product of the throughput and the latency equals the occupancy. As
it turns out the same relationship holds for every any schedule of any data-conservative
system.
Theorem 6.3.6 (Little’s law for data-conservative systems) Let X be an arbitrary
data-conservative system. Then for every schedule σ ∈ Σ(X) we have
Θ(σ) · Λ(σ) = Ω(σ)
Proof. We prove this equality by showing that the product of throughput and latency is
bounded both from above and from below by the occupancy. To begin with we compute
Θ(σ) · Λ(σ)
=
{ def. 6.3.3 throughput, and def. 6.3.6 latency }
P
i
1
lim # Eout (X)hσCT
lim # Eout (X)hσCT
λf (σ)
T
i
T →∞

=

f ∈Eout (X)hσCT i

{ rearrange finite limits and products; cancel #-term }
P
lim T1
λf (σ)

T →∞

=

T →∞

f ∈Eout (X)hσCT i

{ def. 6.3.6 individual latency }
P
lim T1
(σ(f ) − σ(e))

T →∞

(e,f )∈Dext (X)
f ∈Eout (X)hσCT i

Next we show that the product of throughput and latency is bounded from above by the
occupancy.
P
(σ(f ) − σ(e))
lim T1
T →∞

≤

(e,f )∈Dext (X)
f ∈Eout (X)hσCT i

{ lem. 6.3.6 }
P
ωt (σ)
lim T1

T →∞

0≤t<T
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{ def. 6.3.1 occupancy }
Ω(σ)

Finally we show that the product of the throughput and latency is bounded from below
by the occupancy.
P
lim T1
(σ(f ) − σ(e))
T →∞

=

{ (e, f ) ∈ Dext (X) implies σ(e) < T ≡ σ(f ) < T ∨ σ(e) < T ≤ σ(f ) }


1
T →∞ T

lim

=


(σ(f ) − σ(e))

(e,f )∈Dext (X)
σ(e)<T ≤σ(f )

(e,f )∈Dext (X)
e∈Einp (X)hσCT i

T →∞

(e,f )∈Dext (X)
e∈Einp (X)hσCT i

(σ(f ) − σ(e))

(e,f )∈Dext (X)
σ(e)<T ≤σ(f )

(e,f )∈Dext (X)
e∈Einp (X)hσCT i

{ lem. 6.3.6 }
P
lim T1
ωt (σ)

T →∞

=

P

(σ(f ) − σ(e)) −

{ lem. 6.3.7 }
P
lim T1
(σ(f ) − σ(e))

T →∞

≥

P




{ finite limit distributes over subtraction }
P
P
(σ(f ) − σ(e)) − lim T1
lim T1

T →∞

=

(e,f )∈Dext (X)
f ∈Eout (X)hσCT i

0≤t<T

{ def. 6.3.1 }
Ω(σ)

2
In view of the reciprocal relationship between throughput and cycle time (6.2.4) we also
have the following alternative formulation of Little’s law
Λ(σ) = Γ(σ) · Ω(σ)

(6.12)

As a first application of Little’s law we use this alternative formulation to transform the
occupancy bounds given in Theorem 6.3.5 into latency bounds for data-conservative systems.
Corollary 6.3.3 (Latency bounds for data-conservative systems) Let X be a dataconservative system. Then for all schedules σ ∈ Σ(X)
∆(σ) ≤ Λ(σ) ≤ Γ(σ)K(X) − ∆(σ)
2
In terms of the token metaphor for data-conservative systems these bounds are easily
understood. Recall that the latency of a data-conservative system is the average time it
takes a token to traverse the system. Moreover, the average number of storage locations
visited by a token is given by the i/o-distance. Because it takes a token at least one time
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slot to proceed from one storage location to the next, the lower-bound on the latency
follows immediately.
By a slight extension of the token metaphor the upper bound can be understood as
well. Note that each time a token moves to its next storage location it fills a location
that was previously vacant and simultaneously leaves a vacant storage location behind. So
each time a token makes a move, a hole, i.e. a vacant storage location, makes a move in
the opposite direction. Just like we have done for tokens, we can define the performance
metrics throughput, latency and occupancy — perhaps more aptly called vacancy in this
context — for holes. Since every storage location is either occupied or vacant, it follows
that Ωtoken (σ) + Ωhole (σ) = K(X). Moreover, when a system produces a token on one of
its output ports, it thereby consumes a hole, and the opposite happens at its input ports.
Hence Γtoken (σ) = Γhole (σ) = Γ(σ). Finally, in of view of the duality between tokens and
holes, Little’s law must be valid for holes as well. So, using Little’s law both for tokens
and holes, we establish the equality
Λtoken (σ) + Λhole (σ) = Γ(σ)K(X)
The upper bound is now an immediate consequence of the fact that also the latency Λhole (σ)
of the holes is bounded from below by the i/o-distance ∆(σ).
To explain the consequences of Little’s law for system design consider system X =
WAG02 (Buf , Buf ). It is easily verified that it has capacity K(X) = 4 and i/o-distance
∆(X) = 3, irrespective of the schedule it executes. Let σ̌ be the early schedule given by
the following timing diagram.
4i
0, 2

S20

B

1

3

2

B

4

M20

3, 5

Then Θ(σ̌) = 12 , which is maximal. Moreover Λ(σ̌) = 3, which is minimal, since Λ(σ̌) ≥
∆(X) = 3 on account of Corollary 6.3.3. From the timing diagram it can be observed
that for this particular schedule when one of the one-place buffers is active the other is
idle and vacant. Hence, if it has been the intention to design a system that should always
operate at throughput 21 and latency 3, this design is a waste of storage resources. One of
the buffers is superfluous, because the same performance can be achieved with the serial
composition Y = SER (Buf , SER (Buf , Buf )) of three one-place buffers as the following
timing diagram shows.

2i
0

B

1

B

2

B

3

Therefore, the real advantage of system X over Y is not so much the extreme performance
it permits, but rather the flexibility in performance. In particular, system X can execute
a larger number of schedules than system Y , for any desired throughput. Quantification
of this flexibility in the form of a metric is the topic of the next section.
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Elasticity

Imagine the following experiment. Take an arbitrary SISO data-conservative system and
connect its output to its input. Moreover — by some magic — bring it into an initial state
in which it has a certain occupancy, i.e., an initial state in which some of its components
have (some of) their output events enabled. Then, assuming that every component of a
system strives to execute enabled events as fast as possible, a closed system arises that,
when left on its own, starts oscillating. The particular frequency at which it oscillates,
and which by construction coincides with the throughput of the system, is a function of
the occupancy. What will be observed is that the system possesses a maximal throughput
(oscillation frequency) which it can sustain for a certain range of occupancies. When the
occupancy rises above a certain fraction of the capacity, however, the throughput starts to
drop. This can be understood as follows. At every (internal) event of the system a token is
moved from one storage location to the next. If the initial occupancy is sufficiently low, the
tokens can distribute themselves in such a manner that at every moment in time each token
has an empty location in front of it. This allows all tokens to move simultaneously to their
next storage location, resulting in a maximal throughput. As the occupancy increases,
vacant storage locations become scarce and, as a consequence, some tokens have to wait
until the tokens in the storage locations in front of them have moved before they can move
themselves. This causes the throughput to drop, and ultimately, when the occupancy
becomes equal to the capacity, a situation arises where no token can make a move, and
therefore the throughput has become zero. Since the movement of a token to its next
storage location is equivalent to the movement of a hole (vacant storage location) in the
opposite direction, the throughput will also drop to zero when the occupancy goes to zero.
The discussion above suggests that it is interesting to plot the throughput θ of a system
θ
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Figure 6.3: Elasticity plot of WAG02 (Buf , Buf ).
as a function of the normalized occupancy ω = ωK −1 , i.e., the occupancy divided by the
capacity of the system. If we do so for system WAG02 (Buf , Buf ), this results in a graph
that has a trapezoidal shape (see Figure 6.3). In what follows it is shown that for systems
that are optimal in a certain sense the graph always has this shape. In general, however,
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the flanks need not be straight lines, but there always exists a horizontal plateau (possibly
of length zero) at maximal throughput.
Next, consider a horizontal line of constant throughput θ = θ0 . For θ0 < θmax this
line intersects the rising flank of the trapezoid at point (ωr , θ0 ). By the assumption that
a closed system left on its own strives for maximal throughput, it follows that θ0 is the
maximal throughput attainable by the system at occupancy ωr . Vice-versa, it follows that
ωr is the minimal occupancy for which the system can run at throughput θ0 . Similarly, let
(ωf , θ0 ) be the point at which the line of constant throughput intersects the falling flank
of the trapezoid. Then ωf is the maximal occupancy for which the system can run at
throughput θ0 .
The following definition formally defines these extreme occupancies in terms of the set
of schedules of a system.
Definition 6.4.1 (Extreme occupancies) For any data-conservative system X we define the minimal occupancy Ω↓Θ=θ (X) at throughput θ by
Ω↓Θ=θ (X) = ↓{Ω(σ) | σ ∈ ΣΘ=θ (X)}
and the maximal occupancy Ω↑Θ=θ (X) at throughput θ by
Ω↑Θ=θ (X) = ↑{Ω(σ) | σ ∈ ΣΘ=θ (X)}
2
Combination with the occupancy bounds from Theorem 6.3.5 gives the following inequalities for a system X that executes a schedule σ with throughput θ.
θ∆(X) ≤ Ω↓Θ=θ (X) ≤ Ω(σ) ≤ Ω↑Θ=θ (X) ≤ K(X) − θ∆(X)

(6.13)

The inequalities above are most useful for performance analyses that concentrate on throughput and occupancy. Frequently, an analysis is easier to perform by concentrating on latency
and cycle time. Hence we also define
Definition 6.4.2 (Extreme latencies) For any data-conservative system X we define
the minimal latency Λ↓Γ=γ (X) at cycle time γ by
Λ↓Γ=γ (X) = ↓{Λ(σ) | σ ∈ ΣΓ=γ (X)}
and the maximal latency Λ↑Γ=γ (X) at cycle time γ by
Λ↑Γ=γ (X) = ↑{Λ(σ) | σ ∈ ΣΓ=γ (X)}
2
Combination with the latency bounds from Corollary 6.3.3 gives the following inequalities
for a system X that executes a schedule σ with cycle time γ.
∆(X) ≤ Λ↓Γ=γ (X) ≤ Λ(σ) ≤ Λ↑Γ=γ (X) ≤ γK(X) − ∆(X)

(6.14)
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As a matter of fact extreme occupancies and latencies obey their own versions of Little’s
law. For throughput θ and cycle time γ such that θ · γ = 1 we have
θ · Λ↓Γ=γ (X) = Ω↓Θ=θ (X),

Λ↓Γ=γ (X) = γ · Ω↓Θ=θ (X)

Given the requirement that a system has to sustain a certain average throughput there
is a range of occupancies that a system can attain. The size of this range (as a fraction
of the entire capacity of the system) is called the elasticity. Hence the larger the elasticity
of the system the better it can cope with environments whose throughput exhibit small
fluctuations — jitter — around the required average throughput.
Definition 6.4.3 (Elasticity) For a system X that runs at throughput θ, we define the
elasticity Θ=θ (X) at throughput θ by

²

²

Θ=θ (X)

=

Ω↑Θ=θ (X) − Ω↓Θ=θ (X)
K(X)

2
Since the elasticity of a system defines the range of values its normalized occupancy can
attain, it follows that elasticity of a system is a rational value between 0 and 1. Applying
the bounds for extreme occupancies to the right-hand side of the defining equation of the
elasticity, however, we obtain a tighter upper bound for the elasticity.
Theorem 6.4.1 (Elasticity bounds) Let X be a system that runs at throughput θ. Then
0 ≤

²

Θ=θ (X)

≤ 1−

2θ∆(X)
K(X)

2
Eliminating the elasticity from these inequalities we find that for any schedule σ ∈ Σ(X)
the throughput is bounded by
Θ(σ) ≤

K(X)
2∆(X)

(6.15)

So a system whose i/o-distance exceeds its capacity cannot execute at maximal throughput
1
. Hence, such systems appear undesirable. Nevertheless, such systems exist (see Chapter 7
2
for an example). Note that they have the property that some data items visit the same
storage location more than once, which suggests that there may be room for improvement
in their design. Moreover, it follows that the higher the throughput of a system is, the
lower its elasticity is.
Determination of the elasticity of a system requires the computation of the extreme
occupancies. In general this is a difficult problem that requires the solution of an integer
linear programming problem. In case the system possesses extreme schedules, however, it
follows from Corollary 6.3.2 that the elasticity can be obtained from the occupancies of an
early and a late schedule.
Property 6.4.1 For data-conservative system X let σ ∈ ΣΘ=θ (X).
1. If σ is an early schedule, then Ω(σ) = Ω↓Θ=θ (X)
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2. If σ is a late schedule, then Ω(σ) = Ω↑Θ=θ (X)
2
Definition 6.4.4 (Maximally elastic system) A data-conservative system X is maximally elastic at throughput θ when

²

Θ=θ (X)

= 1−

2θ∆(X)
K(X)

System X is maximally elastic, when it is maximally elastic at every throughput at which
it runs. 2
For a maximally elastic system the extreme occupancies are given by the bounds in
Equation 6.13. Hence for such a system with capacity K and i/o-distance ∆ the maximum
throughput θ as function of the normalized occupancy ω = ωK −1 is given by
θ(ω̄) = (

K
1
K
ω) ↓
↓ (1 − ω)
∆
2
∆

which yields the trapezoidal graph as depicted in Figure 6.3. The three terms on the righthand side of the equation denote respectively the rising flank, the plateau, and the falling
flank of the trapezoid. Note that the plateau may consist of a single point.
The following lemma characterizes maximally elastic systems in terms of the schedules
they must possess.
Lemma 6.4.1 Let X be a data-conservative system. Then X is maximally elastic at
throughput θ if and only if it has both an early and a late schedule with that throughput.
Proof. By definition X is maximally elastic at throughput θ if and only if there exist schedules σ̌, σ̂ ∈ ΣΘ=θ (X) such that Θ(σ̌)∆(σ̌) = θ∆(X) = Ω↓Θ=θ (X) = Ω(σ̌) and
Ω(σ̂) = Ω↑Θ=θ (X) = K(X) − θ∆(X) = K(X) − Θ(σ̂)∆(σ̂). By Corollary 6.3.2 the latter
conditions are equivalent to σ̌ ∈ ΣE (X) and σ̂ ∈ ΣL (X), respectively. 2
Lemma 6.4.2 If an equidistant data-conservative SISO-system X is maximally elastic at
throughput θ = 12 , then there exists a data-conservative system Y such that X ∼ Y .
Proof. We show that the construction given in Section 4.6 can be performed. So, let
Pinp (X) = {a} and Pout (X) = {b}, and let {E1 , E2 } be the partition of events of system
X given by
∗

E1 = {e ∈ E(X) | ∀0≤j

(b#j, e) 6∈ D (X)}

E2 = {e ∈ E(X) | ∃0≤j

(b#j, e) ∈ D (X)}

∗

If X succeeds in executing all events from E1 and none of E2 , then it contains as many
tokens as there are a-events in E1 , because it has consumed that many tokens, but it has
produced none. So we must show that #(E1 ∩Ea (X)) = K(X) and that E1 can be executed
before E2 .
First we show that a#i ∈ E1 ≡ 0 ≤ i < K(X). Since {E1 , E2 } is a partition of E(X),
it is equivalent to show that a#i ∈ E1 ⇒ i < K(X) and a#i ∈ E2 ⇒ i ≥ K(X).
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The first implication is trivial, because a system cannot contain more tokens than its
capacity. So let a#i ∈ E2 , then (b#j, a#i) ∈ D(X) for some occurrence number 0 ≤ j.
Since X is equidistant and maximally elastic at throughput 21 , it is a FIFO-dependent
system, i.e., its external dependence relation is given by Dext (X) = {(a#i, b#i) | 0 ≤ i}.
Moreover, since X is maximally elastic at throughput 12 , it also has a late schedule σ̂ with
that throughput. This schedule has constant latency λ = 2K(X) − ∆(X), so σ̂(b#j) =
σ̂(a#j)+2K(X)−∆(X) = 2j +2K(X)−∆(X). Because X is equidistant, all paths in the
anti-dependence graph of X have length ∆(X), and therefore σ̂(a#i) − σ̂(b#j) = ∆(X).
Thus we derive
2i = σ̂(a#i) = σ̂(b#j) + ∆(X) = σ̂(a#j) + 2K(X) = 2j + 2K(X)
Since j ≥ 0, it follows that i ≥ K(X).
Next we prove by contradiction that X can execute E1 before E2 . So assume that X cannot
execute event f of E1 before it has executed event e from E2 . Then it must be the case
that (e, f ) ∈ D(X). Hence there exists a path b#j 99K · · · 99K e −→ f 99K · · · 99K a#i
with b#j ∈ E2 and a#i ∈ E1 . For every pair (e0 , f 0 ) of successive events on this path we
have σ̂(f 0 )−σ̂(e0 ) ≥ 1. Because X is equidistant, there are ∆(X) edges from G(X) on this
path. Hence, σ̂(a#i)−σ̂(b#j) ≥ ∆(X)+1. Since σ̂(b#j) = 2K(X)−∆(X)+2j, it follows
that σ̂(a#i) > 2K(X). Hence a#i ∈ E2 , which contradicts a#i ∈ E1 . 2
Combination of the last theorem with Theorems 5.5.3 and 5.5.4 yields
Theorem 6.4.2 If an equidistant data-conservative SISO-system X is maximally elastic
at throughput θ = 12 , then X is maximally elastic.
Proof. By the ping-pong lemma every antimorph of a system that is maximally elastic at
some throughput θ is itself also maximally elastic at throughput θ. 2

6.5

Weight-conservative systems

The temporal metrics discussed so far ignore the weights of the events, or more precisely
only apply to those cases where all weights are equal to 1 and therefore do not occur in
the formulae. In this section we consider generalizations of those temporal metrics that
can cope with arbitrary finite weights. The generalization of occupancy will be called load
and the generalization of throughput will be called flux. These names have been chosen,
because of the analogy with physical systems that can be made by comparing the flow of
data through a component or system with the flow of matter through a volume element
in space. The analogon for the generalized latency is less obvious and therefore we do not
provide a new name for this metric. The generalization of latency we provide has been
chosen with a specific goal in mind, viz., such that the generalized metrics also obey Little’s
law.
In contrast to Section 6.3 we do not develop theory for the compositional computation
of the new metrics. This can be done, but the presence of weights complicates matters
considerably, because besides the schedule also the dependence graph of the system has to
be taken into account. Since we do not need such a theory to establish Little’s law, this
omission is of little consequence.
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Load

The load of a system is the average amount of weight present in the system, where as usual
the average is taken over time.
Definition 6.5.1 (Load) For weight-conservative system X we define the load Ψ(σ) of
X at schedule σ ∈ Σ(X) by
Ψ(σ) =

1 X
ψt (σ)
T →∞ T
0≤t<T
lim

where ψt (σ) is the instantaneous load under schedule σ at time t, which is given by

 

X
X
ψt (σ) = 
w(e) − 
w(f )
e∈Einp (X)hσCti

f ∈Eout (X)hσCti

2
Note that if all events have weight 1, then the (instantaneous) load indeed equals the
(instantaneous) occupancy.
The above definition characterizes the instantaneous load at time slot t by considering
all input events and all output events that occur before t. Instead, it is also possible to
characterize the instantaneous load by considering all pairs of events (e, f ) ∈ D(X) that
straddle time slot t.
Lemma 6.5.1 (Straddle lemma for instantaneous load) Let X be a weight-conservative system. Then for every schedule σ ∈ Σ(X) the instantaneous load ψt (σ) at time slot t
satisfies
X
•
ψt (σ) =
w(e)w• (f )
(e,f )∈D(X)
σ(e)<t≤σ(f )

Proof. Since any path in G(X) from an input event e0 ∈ Einp (X) with σ(e0 ) < t to an
output event f 0 ∈ Eout (X) with t ≤ σ(f 0 ) contains a unique edge (e, f ) ∈ D(X) such that
σ(e) < t ≤ σ(f ), it follows that {(e, f ) ∈ D(X) | σ(e) < t ≤ σ(f )} is a minimal cut set.
Hence the following special case of Equation 4.2 holds
X
X
•
p(e, f )
w(e)w• (f ) =
(e,f )∈D(X)
σ(e)<t≤σ(f )

(e,f )∈Dext (X)
σ(e)<t≤σ(f )

So it remains to be shown that the instantaneous load at time slot t is equal to the righthand side of this equation. We derive
ψt (σ)
=
{ def. 6.5.1 load }
³P
´ ³P
´
w(e)
−
w(f
)
e∈Einp (X)hσCti
f ∈Eout (X)hσCti
P
=
{ w(e) = f ∈Eout (X) p(e, f ), for all e ∈ Einp (X) }
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³P

´ ³P
´
p(e, f ) −
w(f
)
f ∈Eout (X)hσCti
P
=
{ w(f ) = e∈Einp (X) p(e, f ), for all f ∈ Eout (X) }
³P
´ ³P
´
(e,f )∈Dext (X) p(e, f ) −
(e,f )∈Dext (X) p(e, f )
(e,f )∈Dext (X)
σ(e)<t

σ(e)<t

=

σ(f )<t

{ (e, f ) ∈ D(X) ∧ σ(f ) < t ⇒ σ(e) < t }
P
(e,f )∈Dext (X) p(e, f )
σ(e)<t≤σ(f )

2

6.5.2

Flux

Recall that the local flux is the average amount of weight that passes at a particular
location of a system. So the sum of the local flux at the input ports is the total amount of
weight per unit of time that enters a system. Since a weight-conservative system cannot
accumulate weight indefinitely, it must be the case that in the long run the total local flux
at the output ports equals the total local flux at the input ports.
Lemma 6.5.2 (Flux conservation) For a weight-conservative system X the total flux
at the input ports equals the total flux at the output ports, i.e., for all schedules σ ∈ Σ(X)
X
X
Φb (σ)
Φa (σ) =
b∈Pout (X)

a∈Pinp (X)

Proof. Let W = ↑{w(e) | e ∈ E(X)}. For an arbitrary schedule σ we derive
P
a∈Pinp (X) Φa (σ)
=

{ def. 6.2.1 local flux }
P
1
lim
a∈Pinp (X)
e∈Ea (X)hσCT i w(e)
T

P

T →∞

=

{ finite limits distribute over summation }
P
lim T1
e∈Einp (X)hσCT i w(e)

T →∞

=

{ def. 6.5.1 instantaneous load }
P
lim T1 e∈Eout (X)hσCT i w(e) + lim T1 ψT (σ)

T →∞

=

T →∞

{ ψT (σ) ≤ W · K(X) }
P
lim T1 e∈Eout (X)hσCT i w(e)

T →∞

=

{ finite limits distribute over summation }
P
1
b∈Pout (X) lim T
e∈Eb (X)hσCT i w(e)

P

T →∞

=

{ def. 6.2.1 local flux }
b∈Pout (X) Φb (σ)

P

2
The flux conservation lemma enables us to properly define the notion of flux as the average
amount of weight that both enters and leaves and therefore passes through the system per
unit of time.
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Definition 6.5.2 (Flux) For weight-conservative system X we define the flux Φ(σ) of X
at schedule σ ∈ Σ(X) by
P
P
Φ(σ) =
Φa (σ) =
Φb (σ)
a∈Pinp (X)

b∈Pout (X)

2
Recall from Section 6.2 that in case all weights in the system equal 1, then the local flux
equals the local throughput. Hence in that case also flux and throughput are the same.
In Theorem 6.3.5 lower and upper bounds for the occupancy of a data-conservative
system has been given in terms of capacity, i/o-distance and throughput. It would be nice
to have similar bounds for the load of a weight-conservative system. Unfortunately, there
is no obvious analogon. It stands to reason that in such an analogon the role of throughput
is taken by flux. Finding a quantity that can replace capacity is, however, problematic.
In contrast to the data-conservative case, where an input event always places exactly one
token in a storage location — the number of which is counted by the capacity of a system
— the load that is produced when a token is placed in a storage location depends on the
context in which this happens (see the discussion about the binary summation tree in
Figure 4.1).
Because the applications considered in the remainder of this thesis do not require load
bounds, we will not pursue this topic in detail. Nevertheless, with cumulative local weight
as a substitute for capacity, we make the following conjecture.
Conjecture 6.5.1 (Load bounds for weight-conservative systems) Let X be a
weight-conservative system. Then for every schedule σ ∈ Σ(X) the load Ψ(σ) is bounded
by
X
X
X
Φb (σ)∆b
Wa −
Φb (σ)∆b ≤ Ψ(σ) ≤
b∈Pout (X)

a∈L(X)\Pout (X)

b∈Pout (X)

2
If in addition we generalize the i/o-distance metric for data-conservative systems given in
Definition 6.3.5 to weight-conservative systems by defining
X Φb (σ)
∆(σ) =
∆b
Φ(σ)
b∈Pout (X)

then we obtain bounds that resemble those in Theorem 6.3.5 even more, namely
X
Φ(σ)∆(σ) ≤ Ψ(σ) ≤
Wa − Φ(σ)∆(σ)

(6.16)

a∈L(X)\Pout (X)

As indicated, an attempt to prove these bounds is outside the scope of this thesis.
Instead, we perform a sanity check. Because every data-conservative system is also a
weight-conservative system, we calculate the conjectured load bounds for this particular
case and check whether they are consistent with the known occupancy bounds.
So assume that w(e) = 1 for every event e ∈ E(X). Then Wa = 1 for every location
a ∈ L(X). Moreover, Φ(σ) = Θ(σ) and Ψ(σ) = Ω(σ). Hence, Equation 6.16 reduces to
X
Θ(σ)∆(σ) ≤ Ω(σ) ≤
Wa − Θ(σ)∆(σ)
a∈L(X)\Pout (X)
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Since all weight-conservative basic building blocks have at most one variable per input
port, it follows that
K(X)

X

≤

1

X

≤

a∈L(X)\Pout (X)

Wa

a∈L(X)\Pout (X)

Hence the resulting upper bound is weaker than, and therefore consistent with, the occupancy bound given by Theorem 6.3.5. Note that, apart from the merge components, all
weight-conservative basic building blocks have precisely one variable per input port. So we
also conjecture that in the absence of merge components the upper bound is tight.

6.5.3

Latency

For data-conservative systems the latency is the total amount of time it takes a token to
traverse the system. If a token enters system X via event e and leaves the system via
event f , then this time is the sum of the times associated with the traversal of each of
the edges of the unique path from e to f in G(X). Each edge on this path corresponds to
a pair of successive input and output events of a particular component C of X, and the
time associated with the edge corresponds to the time the token resides in C. In a weightconservative system X there are many paths in G(X) that lead from an input event to an
output event. Moreover, each edge occurs on many paths. The definition of generalized
individual latency therefore takes into account the number of times an edge occurs on a
path leading to a particular output event. So if an edge occurs on n paths leading to
f , then its contribution to the individual latency of f is the time associated with that
edge multiplied by a factor n. In determining the generalized latency we again take the
average over the individual latencies. However, the average is not only taken over time,
but also over the number of paths. The order in which these averages are taken is crucial
to obtain the generalized version of Little’s law. As it turns out, we must first collect the
contributions of all events up to a certain moment in time, and only then simultaneously
average over time and the number of paths.
Definition 6.5.3 (Latency) For weight-conservative system X we define the latency Λ(σ)
of X at schedule σ ∈ Σ(X) by
P
Λ(σ) =

f ∈E (X)hσCT i
lim P out

T →∞

f ∈Eout (X)hσCT i

λf (σ)
w(f )

where the individual latency λf (σ) of an event f ∈ E(X) is given by
(
λf (σ) =

0,
P

¡
(e,f )∈D(X)

¢
(σ(f ) − σ(e)) w(e) + λe (σ) ,
•

f ∈ Einp (X)
f 6∈ Einp (X)

2
In this definition the contribution of edge (e, f ) ∈ D(X) to the individual latency of f is
taken • w(e) times, i.e., once for every path from an input event via e to f .
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A different notion of latency is obtained, when the average over the number of paths is
taken before averaging over time, i.e., when latency is computed according to formula
1
T →∞ # Eout (X)hσ C T i

Λ0 (σ) =

X

lim

f ∈Eout (X)hσCT i

λf (σ)
w(f )

(6.17)

The distinction is subtle because both definitions are proper generalizations of the dataconservative case. If all weights are equal to 1, then both formulations reduce to Definition 6.3.6. Before we demonstrate the difference with an example, however, we first
establish a lemma that assists in the computation individual latencies.
By concentrating on the paths of G(X) a different characterization of individual latency
is obtained.
Lemma 6.5.3 Let X be a weight-conservative system with schedule σ ∈ Σ(X). Then for
every f ∈ E(X) we have
X
λf (σ) =
(σ(f )−σ(e))p(e, f )
e∈Einp (X)
(e,f )∈D∗ (X)

where p(e, f ) is the number of paths from e to f in G(X).
Proof. For an arbitrary event f ∈ E(X), let |f | denote the maximum length of any path
from an input event to f . By mathematical induction to |f | we prove the equality given
above.
Case |f | = 0.
Since |f | = 0, the only path from an input event to f is the path consisting of
the single event f itself. So both the left-hand side and the right-hand side of the
equation above equal 0.
Case |f | > 0. We derive
λf (σ)
=
{ def. 6.5.3 }
¡
¢
P
•
(e,f )∈D(X) (σ(f ) − σ(e)) w(e) + λe (σ)
=

P

{ (e, f ) ∈ D(X) ⇒ |e| < |f |, ind.hyp. for e }
¡
¢
P
•
d∈Einp (X) (σ(e)−σ(d))p(d, e)
(e,f )∈D(X) (σ(f ) − σ(e)) w(e) +
(d,e)∈D∗ (X)

=

P

{ prop. 4.3.3 }
¡ P
(e,f )∈D(X)

=

P

{ simplify }
P
(e,f )∈D(X)

=

P

d∈Einp (X) (σ(f )−σ(e))p(d, e)+
(d,e)∈D∗ (X)

d∈Einp (X) (σ(f )
(d,e)∈D∗ (X)

P

− σ(d))p(d, e)

{ rearrange sums }
³
´
P
(σ(f
)
−
σ(d))
p(d,
e)
d∈Einp (X)
(e,f )∈D(X)

(d,e)∈D∗ (X)

¢

d∈Einp (X) (σ(e)−σ(d))p(d, e)
(d,e)∈D∗ (X)
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P
(e,f )∈D(X)
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p(d, e) }

d∈Einp (X) (σ(f )−σ(d))p(d, f )
(d,f )∈D∗ (X)

2
The following example shows that computing the latency according to Equation 6.17 indeed
produces different latency values.
Example 6.5.1 To show the desired difference between the two latency definitions we
consider a weight-conservative SISO-system with specification T20 B = T30 A and T21 B =
T31 A + UT32 A. A possible system with schedule σ is given by the following timing diagram.
Dext =
∪
∪
∪

6i
a

c

S32

0,2,4

f

5

D
g

1,3

d

S21

4

2

4

+
h

e

{(a#0, b#0), (a#1, b#1)}
{(a#(3i+2), b#(2i+3)) | 0 ≤ i}
{(a#(3i+3), b#(2i+2)) | 0 ≤ i}
{(a#(3i+4), b#(2i+3)) | 0 ≤ i}

w(a#i) = 1

5

M20

w(b#0) = 1
w(b#1) = 1

b
3,6

w(b#(2i+2)) = 1
w(b#(2i+3)) = 2

For the sake of the computations that follow also the external dependence relation and the
weights of all external events have been given. Since the weights of all input events are
1, it follows that p(e, f ) = 1 for all pairs (e, f ) ∈ Dext . Hence, using Lemma 6.5.3, the
individual latencies of the output events are easily obtained from the timing diagram. We
find
λb#0 (σ) = 3,

λb#1 (σ) = 4,

λb#(2i+2) (σ) = 3,

λb#(2i+3) (σ) = 12

(6.18)

By substitution of these values in the two latency definitions we derive
Λ(σ)
=
{ def. 6.5.3 }
P

lim

f ∈Eout (X)hσCT i

T →∞

=

P

f ∈Eout

λf (σ)

(X)hσCT i w(f )

{ dummy change T = σ(b#(2i+2)) }
P

lim

0≤j<2i+2

i→∞

=

P

0≤j<2i+2

T →∞

=

λb#j (σ)

lim

=

0≤j<2i+2 w(b#j)

{ eqn. 6.18 }
lim 7+9i
i→∞ 2+2i

lim

=

λf (σ)
w(f )

{ dummy change T = σ(b#(2i+2)) }
P
λb#j (σ)
1

i→∞ 2i+2

w(b#j)

{ eqn. 6.18 }
7+15i
i→∞ 2+3i

Λ0 (σ)
=
{ def. 6.5.3 }
P
1
lim # Eout (X)hσCT
f ∈Eout (X)hσCT i
i

=

4 12
5
Not only these latency values but also their difference depend on the schedule chosen. For
instance, let σ 0 be the schedule that maps all events to the same time slots as σ, with
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the exception of the even output events, which are scheduled one time slot later, i.e.,
σ 0 (b#2i) = 6i+4. Recomputing the latencies for schedule σ 0 we find Λ(σ 0 ) = 5 31 and
Λ0 (σ 0 ) = 5. 2
Sometimes we are interested in the latency between two arbitrary events that are related
by a chain of dependencies. For data-conservative systems this is simply the difference
between the time slots in which these events are scheduled. For weight-conservative systems
that difference is multiplied by the number of paths leading from the first event to the last
event. This latency is accumulated on the edges of these paths.
Property 6.5.1 (Event-to-event latency) Let X be a weight-conservative system with
schedule σ ∈ Σ(X). Then for all (e, f ) ∈ D∗ (X) we have
(σ(f )−σ(e))p(e, f ) =

X

(σ(f 0 )−σ(e0 ))p(e, e0 )p(f 0 , f )

(e,e0 )∈D∗ (X)
(e0 ,f 0 )∈D(X)
(f 0 ,f )∈D∗ (X)

2
Table 6.2 records for all basic components that are not data-conservative the load, flux
and latency of their canonical schedules. Since in all cases ψcan = φcan · λcan , this table

σcan

ψcan φcan λcan

Fork

σF

1

1

1

Fork

σFc , σFd

1

2
3

3
2

Dyadic ⊗

σ⊗

1

1

1

Dyadic ⊗

f
e
σ⊗
, σ⊗

1

2
3

3
2

Cmp

σC

2

2

1

Cmp

σCa , σCb , σCc , σCd

2

4
3

3
2

2

1

2

Cmp σCab , σCad , σCcb , σCcd

Table 6.2: Canonical load, and flux for weight-conservative basic components that are not
data-conservative. Observe that in all cases ψ = φ · λ.
suggests the existence of a version of Little’s law for weight-conservative systems, in which
throughput is replaced by flux and occupancy is replaced by load. Before we properly
establish this result in Section 6.5.4, we study a number of examples that corroborate this
suggestion.
Example 6.5.2 Consider component X given by
X = proc (in a, out b) · |[ var x, y |i (a?x; a?y; b!x)∗ ]|
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This component ignores the value of every second input. Hence the weights of its events
are given by w(a#2i) = 1, w(a#(2i+1)) = 0, and w(b#i) = 1. For period γ, let early
schedule σ̌ ∈ Σ(X) and late schedule σ̂ ∈ Σ(X) be given by
σ̌ = {a#2i 7→ γi, a#(2i+1) 7→ γi+1, b#i 7→ γi+2}
σ̂ = {a#2i 7→ γi, a#(2i+1) →
7 γ(i+1)−2, b#i 7→ γ(i+1)−1}
When we compute the performance metrics that correspond to these schedules, we find
2
γ
γ−1
Ψ(σ̂) =
γ
Ψ(σ̌) =

1
γ
1
Φ(σ̂) =
γ
Φ(σ̌) =

Λ(σ̌) = 2
Λ(σ̂) = γ−1

So in both cases we have Ψ = Φ · Λ. Moreover, because Ψ(σ̌) ≤ Ψ(σ̂), the period must
satisfy γ ≥ 3. 2
Since the component in the last example ignores the value of every second input, we can
improve its performance by allowing these inputs to occur simultaneous with the outputs.
Example 6.5.3 Consider component X given by
X = proc (in a, out b) · |[ var x, y |i (a?x; a?y, b!x)∗ ]|
For this component the weights are the same as in Example 6.5.2. For period γ, let the
early schedule σ̌ ∈ Σ(X) and late schedule σ̂ ∈ Σ(X) be given by
σ̌ = {a#2i 7→ γi, a#(2i+1) 7→ γi+1, b#i 7→ γi+1}
σ̂ = {a#2i 7→ γi, a#(2i+1) →
7 γ(i+1)−1, b#i 7→ γ(i+1)−1}
In this example, the early schedule schedules the output events b#i earlier than in Example 6.5.2. Likewise, the inputs events a#(2i+1) are scheduled later in the late schedule.
When we compute the performance metrics that correspond to these schedules, we find
that in both cases the flux remains the same. The latency and load of the early schedule,
however, are improved. Even more important is the fact that these schedules can now also
be run with period 2.
1
γ
γ−1
Ψ(σ̂) =
γ
Ψ(σ̌) =

1
γ
1
Φ(σ̂) =
γ
Φ(σ̌) =

Λ(σ̌) = 1
Λ(σ̂) = γ−1

Again we have in both cases Ψ = Φ · Λ. 2
The fact that the value of every second input is irrelevant can also be exploited to reduce
the number of variables required by the component of Example 6.5.2.
Example 6.5.4 Consider component X given by
X = proc (in a, out b) · |[ var x |i (a?x; b!x; a?x)∗ ]|
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Because in this component event a#(2i+1) precedes event b#i, variable y is no longer
needed. Nevertheless, also for this component the weights are the same as in Example 6.5.2.
For period γ, let the early schedule σ̌ ∈ Σ(X) and the late schedule σ̂ ∈ Σ(X) be given by
σ̌ = {a#2i 7→ γi, a#(2i+1) 7→ γi+2, b#i 7→ γi+1}
σ̂ = {a#2i 7→ γi, a#(2i+1) →
7 γ(i+1)−1, b#i 7→ γ(i+1)−2}
When we compute the performance metrics that correspond to these schedules, we find
1
γ
γ−2
Ψ(σ̂) =
γ
Ψ(σ̌) =

1
γ
1
Φ(σ̂) =
γ
Φ(σ̌) =

Λ(σ̌) = 1
Λ(σ̂) = γ−2

Again we have in both cases Ψ = Φ · Λ. 2
The previous examples are characterized by superfluous input events. The next example,
on the contrary, reuses every input value to produce an additional output.
Example 6.5.5 Consider component X given by
X = proc (in a, out b) · |[ var x |i (a?x; b!x; b!x)∗ ]|
For this component the weights of the events are given by w(a#i) = 2, w(b#2i) = 1, and
w(b#(2i+1)) = 1. For period γ ≥ 3, let the early schedule σ̌ ∈ Σ(X) and late schedule
σ̂ ∈ Σ(X) be given by
σ̌ = {a#i 7→ γi, b#2i 7→ γi+1, b#(2i+1) 7→ γi+2}
σ̂ = {a#i 7→ γi, b#2i →
7 γ(i+1)−2, b#(2i+1) 7→ γ(i+1)−1}
When we compute the performance metrics that correspond to these schedules, we find
3
γ
2γ−3
Ψ(σ̂) =
γ
Ψ(σ̌) =

2
γ
2
Φ(σ̂) =
γ
Φ(σ̌) =

3
2
2γ−3
Λ(σ̂) =
2
Λ(σ̌) =

Again in both cases Ψ = Φ · Λ. In case the period is 3 the load of both schedules is 1. This
can be interpreted as follows. Immediately after its arrival, i.e., at the end of the first time
slot of each period, (the value of) variable x is required for the computation of two output
values. At the end of the next time slot variable x is still required for the computation
of one output value, and at the end of the final time slot of each period x is no longer
=1
required for any output. So, on average, x is required for the computation of 2+1+0
3
output values. The terms in the numerator of this fraction correspond precisely to the
instantaneous loads at the various time slots and the average is therefore equal to the load.
This interpretation of the load offers another explanation why the token metaphor is not
valid for weight-conservative systems. That metaphor allows only two states for a variable:
vacant or occupied. Weight on the other hand offers a virtual counter that indicates how
many times a variable is still to be used. 2
These examples reveal both the possibilities for system design and the intricacies of system
analysis that arise when allowing weight-conservative systems.
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Little’s law

To facilitate the proof of Little’s law for weight-conservative systems, we introduce a quantity which represents the contribution to the total accumulated individual output latencies
that can be attributed to events that occur before a certain time slot.
Definition 6.5.4 For weight-conservative system X with schedule σ ∈ Σ(X) we define
X
•
λhσCT i =
w(e)w• (f )(σ(f )−σ(e))
(e,f )∈D(X)
σ(f )<T

2
Note that λhσCT i accumulates the contributions of dependent event pairs. Although
both events of such a pair are executed before time slot T , they may be situated on a
path in the dependence graph that leads to an output event that is not executed before
time slot T . Therefore λhσCT i is, in general, not equal to a sum of individual latencies of
output events. Due to the bounded extent of weight-conservative systems, however, λhσCT i
cannot deviate too much from such a sum. This property, plus the fact that accumulated
instantaneous load can be bounded in terms of this quantity, explains its usefulness in
proving Little’s theorem for weight-conservative systems.
The claims made about λhσCT i are captured by two theorems that each require an
additional lemma. The first theorem and corresponding lemma provide a characterization
of the asymptotic behavior of sums of individual latencies. The lemma provides upper
and lower bounds for the sum of the individual latencies of all output events that happen
before time slot T , and the theorem states the asymptotic behavior.
Lemma 6.5.4 Let X be a weight-conservative system with schedule σ ∈ Σ(X). Then for
arbitrary time slot T we have
X
X
λf (σ) ≤ λhσCT i ≤
λf (σ) + Rσ BψT (σ)
f ∈Eout (X)hσCT i

f ∈Eout (X)hσCT i

Proof. We begin by rewriting λhσCT i as the sum of two terms.
λhσCT i
=
{ def. 6.5.4 and renaming the dummies }
P
0
0 •
0
•
0
(e0 ,f 0 )∈D(X) (σ(f )−σ(e )) w(e )w (f )
σ(f 0 )<T

=
P

{ prop. 4.3.3 }
Ã

(e0 ,f 0 )∈D(X)
σ(f 0 )<T

=

(σ(f 0 )−σ(e0 ))• w(e0 )

P
f ∈Eout (X)
(f 0 ,f )∈D∗ (X)

!
p(f 0 , f )

{ rearranging summations }
P
0
0 •
0
0
(e0 ,f 0 )∈D(X) (σ(f )−σ(e )) w(e )p(f , f )
f ∈Eout (X)

P

(f 0 ,f )∈D∗ (X)
σ(f 0 )<T

=

{ case distinction: σ(f ) < T or T ≤ σ(f ) }
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P

P

0

)−σ(e0 ))• w(e0 )p(f 0 , f )

P

0

)−σ(e0 ))• w(e0 )p(f 0 , f )

(e0 ,f 0 )∈D(X) (σ(f
(f 0 ,f )∈D∗ (X)

f ∈Eout (X)
σ(f )<T

+ P

(e0 ,f 0 )∈D(X) (σ(f
(f 0 ,f )∈D∗ (X)
σ(f 0 )<T

f ∈Eout (X)
T ≤σ(f )

Next we show that the first of the terms is equal to the required sum of individual latencies.
P
P
0
0 •
0
0
f ∈Eout (X)
(e0 ,f 0 )∈D(X) (σ(f )−σ(e )) w(e )p(f , f )
σ(f )<T

=

P

{ prop. 4.3.3 }
P

f ∈Eout (X)
σ(f )<T

=

P

P

0

)−σ(e0 ))p(f 0 , f )

e∈Einp (X)

(e,e0 )∈D∗ (X) (σ(f
(e0 ,f 0 )∈D(X)
(f 0 ,f )∈D∗ (X)

0

P
e∈Einp (X)
(e,e0 )∈D∗ (X)

p(e, e0 )

)−σ(e0 ))p(e, e0 )p(f 0 , f )

{ prop. 6.5.1 }
P

f ∈Eout (X)
σ(f )<T

=

(e0 ,f 0 )∈D(X) (σ(f
(f 0 ,f )∈D∗ (X)

{ rearranging summations }
P
P

f ∈Eout (X)
σ(f )<T

=

(f 0 ,f )∈D∗ (X)

e∈Einp (X) (σ(f )−σ(e))p(e, f )

{ lem. 6.5.3 }
f ∈Eout (X)hσCT i λf (σ)

P

Finally, we show that the second term is bounded from below by 0 and from above by
Rσ BψT (σ).
P
P
0
0 •
0
0
f ∈Eout (X)
(e0 ,f 0 )∈D(X) (σ(f )−σ(e )) w(e )p(f , f )
T ≤σ(f )

≤
Rσ
=
Rσ
≤
Rσ
≤

(f 0 ,f )∈D∗ (X)
σ(f 0 )<T

{ thm. 5.4.1 }
P
P
f ∈Eout (X)
T ≤σ(f )

(e0 ,f 0 )∈D(X)
(f 0 ,f )∈D∗ (X)
σ(f 0 )<T

{ prop. 4.3.3 }
P
P
f ∈Eout (X)
T ≤σ(f )

(e0 ,f 0 )∈D(X)
(f 0 ,f )∈D∗ (X)
σ(f 0 )<T

w(e0 )p(f 0 , f )

p(f 0 , f )

f ∈Eout (X)
T ≤σ(f )

e∈Einp (X)
σ(e)<T

e∈Einp (X)
(e,e0 )∈D∗ (X)

(e,e0 )∈D∗ (X)
(e0 ,f 0 )∈D(X)
(f 0 ,f )∈D∗ (X)

{ lem. 4.3.1 }
P
P
Rσ B f ∈Eout (X) e∈Einp (X) p(e, f )
σ(e)<T

{ rearranging sums }
P
Rσ B (e,f )∈Dext (X) p(e, f )
σ(e)<T ≤σ(f )

=

P

{ rearranging sums }
P
P
P

T ≤σ(f )

=

•

{ formula 4.2 }
P
•
•
Rσ B
(e,f )∈D(X) w(e)w (f )
σ(e)<T ≤σ(f )

p(e, e0 )

p(e, e0 )p(f 0 , f )
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{ lem. 6.5.1 }
Rσ BψT (σ)

2
From this lemma we derive the following asymptotic behavior of sums of individual output
latencies.
Theorem 6.5.1 Let X be a weight-conservative system. Then for every schedule σ ∈
Σ(X)
1
T →∞ T
lim

X

λf (σ) =

f ∈Eout (X)hσCT i

1
λhσCT i
T →∞ T
lim

Proof. We prove this equality by showing that the difference between the left-hand side
and the right-hand side is 0. On account of lemma Lemma 6.5.4 we have the inequalities
X
λf (σ) ≤ Rσ BψT (σ)
0 ≤ λhσCT i
−
f ∈Eout (X)hσCT i

Multiplying all terms by
0

≤

1
T

and taking the limit T → ∞, we obtain

1
λhσCT i
T →∞ T
lim

1
T →∞ T

X

− lim

λf (σ)

≤

0

f ∈Eout (X)hσCT i

2
The next lemma and following theorem provide a characterization for the load of a system.
The lemma is a generalization of Lemma 6.3.6. It provides lower and upper bounds for
sums of instantaneous loads.
Lemma 6.5.5 Let X be a weight-conservative system with schedule σ ∈ Σ(X). Then there
exists a natural number Rσ such that for every time slot T
X
ψt (σ) ≤ λhσCT i + Rσ ψT (σ)
λhσCT i ≤
0≤t<T

Proof. To begin with, we rewrite the sum of the instantaneous loads as λhσCT i plus an
additional term. For arbitrary time slot T we derive
P
0≤t<T ψt (σ)
=
{ lem. 6.5.1 }
P
P
•
•
(e,f )∈D(X) w(e)w (f )
0≤t<T
σ(e)<t≤σ(f )

=

P

{ rearrange summation }
•
•
(e,f )∈D(X) w(e)w (f )

0≤t<T
σ(e)<t≤σ(f )

=

{ case distinction: σ(f ) < T or T ≤ σ(f ) }
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P
(e,f )∈D(X)
0≤t<T
σ(e)<t≤σ(f )<T

=

•

w(e)w• (f ) +

P
(e,f )∈D(X)
0≤t<T ≤σ(f )
σ(e)<t≤σ(f )

•

w(e)w• (f )

{ simplify domain of summation using 0 ≤ σ(e) }
P
•
•
w(e)w• (f ) +
w(e)w• (f )
(e,f )∈D(X)
(e,f )∈D(X)
σ(e)<t≤σ(f )<T
σ(e)<t<T ≤σ(f )
P
=
{ a<x≤b 1 = b−a }
P
P
•
•
•
•
(e,f )∈D(X) w(e)w (f )(σ(f )−σ(e)) +
(e,f )∈D(X) w(e)w (f )(T −1−σ(e))
P

σ(f )<T

=

σ(e)<T ≤σ(f )

{ def. 6.5.4 }
P
•
•
λhσCT i +
(e,f )∈D(X) w(e)w (f )(T −1−σ(e))
σ(e)<T ≤σ(f )

Next we show that the additional term is bounded from below by 0 and from above by
Rσ ψT (σ).
0
≤

P

{ summation of nonnegative terms }
•
•
(e,f )∈D(X) w(e)w (f )(T −1−σ(e))

σ(e)<T ≤σ(f )

<

P

{ T −1 < σ(f ) }
•
•
(e,f )∈D(X) w(e)w (f )(σ(f )−σ(e))

σ(e)<T ≤σ(f )

≤

{ thm. 5.4.1 }
P
•
•
Rσ ·
(e,f )∈D(X) w(e)w (f )

=

{ lem. 6.5.1 }
Rσ ψT (σ)

σ(e)<T ≤σ(f )

2
Using this lemma we obtain the following characterization of the load of a system.
Theorem 6.5.2 Let X be a weight-conservative system. Then for every schedule σ ∈
Σ(X)
1
λhσCT i
T →∞ T
Proof. We prove this equality by showing that the difference between the left-hand side
and the right-hand side is 0. On account of Lemma 6.5.5 we have the following inequalities
X
0 ≤
ψt (σ) − λhσCT i ≤ Rσ ψT (σ)
Ψ(σ) =

lim

0≤t<T

Multiplying all terms by
0

≤

1
,
T

and taking the limit for T → ∞ we obtain
1
1 X
1
λhσCT i ≤
lim Rσ ψT (σ)
lim
ψt (σ) − lim
T →∞ T
T →∞ T
T →∞ T
0≤t<T

Since X is weight-conservative, there exists a natural number W such that the weight of
each event is bounded from above by W . Hence for every time slot T the instantaneous
load
P
1
1
satisfies ψT (σ) ≤ W · K(X). Hence lim T Rσ ψT (σ) = 0, and since lim T 0≤t<T ψt (σ) =
T →∞

Ψ(σ) by definition, the required result follows. 2

T →∞
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With these lemmata and theorems in place, we are in a position to prove Little’s
theorem for weight-conservative systems.
Theorem 6.5.3 (Little’s law for weight-conservative systems) Let X be an arbitrary weight-conservative system. Then for every schedule σ ∈ Σ(X) we have
Φ(σ) · Λ(σ) = Ψ(σ)
Proof. For arbitrary schedule σ ∈ Σ(X) we derive
Φ(σ) · Λ(σ)
=
{ def. 6.5.2 }
¡P
¢
b∈Pout (X) Φb (σ) · Λ(σ)
=
{ def. 6.2.1 }
´
³
P
lim T1 f ∈Eout (X)hσCT i w(f ) · Λ(σ)
T →∞

=

{ def. 6.5.3 }
P
lim T1 f ∈Eout (X)hσCT i w(f ) lim

T →∞

=

T →∞

P
f ∈Eout (X)hσCT i

P

λf (σ)

f ∈Eout (X)hσCT i

w(f )

{ both limits are finite, so combine and simplify }
P
lim T1 f ∈Eout (X)hσCT i λf (σ)

T →∞

=

{ thm. 6.5.1 }
P
lim T1 (e,f )∈D(X) • w(e)w• (f )(σ(f )−σ(e))

T →∞

=

σ(f )<T

{ thm. 6.5.2 }
Ψ(σ)

2

6.6

Energy

In this section we present two metrics that are concerned with the energy dissipation of
systems. The systems we consider perform infinite computations, and therefore dissipate
an infinite amount of energy. Hence, total energy is not a metric suitable for system
comparison. Instead, we consider either energy per produced output or power, i.e., energy
per unit of time.
On circuit level one distinguishes between static dissipation and dynamic dissipation.
Static dissipation refers to the energy required to hold a circuit in a particular logic state
and dynamic dissipation is related to state changes. In the sequel we ignore static dissipation for two reasons. In the first place, because for sufficiently high threshold voltages
the static dissipation of a CMOS-circuit is negligible compared to its dynamic dissipation.
As technology progresses towards deep sub-micron, however, this assumption becomes less
valid. In the second place, and this is the more compelling reason is, because it is not at all
clear how static energy dissipation should be measured from high-level circuit descriptions
like the ones we use.
In contrast, it is possible to define metrics that capture dynamic energy dissipation in
a manner that allows design comparison. In general, we identify two system activities that
dissipate energy:
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1. data transport or communication, which is associated with read and write statements
2. data manipulation or computation, which is associated with assignments and expression evaluation
Since we have avoided assignments in the program texts of our basic building blocks,
both these activities occur during the execution of events. Vice-versa, all events involve
both communication and computation, although the computation involved may be trivial,
i.e., applying the identity function. Whereas the amount of energy spent on computation
may differ greatly per event, it is not unreasonable to assume that all events dissipate
approximately the same amount of energy for data transport. Hence we concentrate on
the latter, and measure communication energy by the average number of events per output
event.
Definition 6.6.1 (Communication energy, communication power) For system X
with schedule σ ∈ Σ(X) we define the communication energy consumption per output by
Ecomm (σ) =

(2 # Eint (X)hσ C T i + # Eext (X)hσ C T i)
T →∞
2 # Eout (X)hσ C T i
lim

and the communication power, i.e. communication energy consumed per unit of time, by
Πcomm (σ) =

¢
1 ¡
2 # Eint (X)hσ C T i + # Eext (X)hσ C T i
T →∞ 2T
lim

2
Because a system shares its external communications with its environment, this definition
attributes only half of the energy consumed by the external events to the energy consumption of the system. Although this clutters the definitions of the energy and power metrics,
it is nevertheless important to do so, because it makes the metrics compositional, as will
become apparent below.
Obviously, the communication energy per time slot is proportional to the communication energy per output. The constant of proportionality is, of course, the number of
outputs per time slot. For data-conservative systems the latter quantity is given by the
throughput.
Theorem 6.6.1 Let X be a data-conservative system with schedule σ ∈ Σ(X). Then
Πcomm (σ) = Θ(σ)Ecomm (σ)
Proof. We derive
Θ(σ)Ecomm (σ)
=
{ def. 6.3.3 and def. 6.6.1 }
1
T →∞ T

lim

=

{ rearrange limits and simplify }
1
lim 2T
(2 # Eint (X)hσ C T i + # Eext (X)hσ C T i)

T →∞

=

(2 # Eint (X)hσCT i+# Eext (X)hσCT i)
2 # Eout (X)hσCT i
T →∞

# Eout (X)hσ C T i lim

{ def. 6.6.1 }
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Πcomm (σ)
2
For data-conservative systems power is related to throughput in yet another way. Recall
that the dependence graph of a data-conservative system consists of the disjoint union of
an infinite number of finite paths, each of which terminates in an output event. So the
energy spent on the execution of the other events of such a path is the energy spent by
the system to produce that particular output. As a consequence, the energy spent by the
system on an output is the average number of events on a path not counting the final
output events themselves. This quantity we have already encountered as the i/o-distance.
Lemma 6.6.1 Let X be a data-conservative system with schedule σ ∈ Σ(X). Then
Πcomm (σ) = Θ(σ)∆(σ)
Proof. Assume that X = k0≤j<n Xj and let σj = σ¹P(Xj ). Then we derive
2Θ(σ)∆(σ)
=
{ thm. 6.3.4 }
P
0≤j<n 2Θ(σj )
=
{ def. 6.3.3 }
³P
P
0≤j<n

=

P

{ def. 6.2.2 }
³P

0≤j<n

=

a∈Pinp (Xj ) Θa (σj ) +

1
a∈Pinp (Xj ) T →∞ T

lim

P

´
Θ
(σ
)
b∈Pinp (Xj ) b j

# Ea (Xj )hσj C T i +

P

1
b∈Pinp (Xj ) T →∞ T

lim

´
# Eb (Xj )hσj C T i

{ rearrange sums and limits }
´
³P
P
P
1
lim T 0≤j<n
a∈Pinp (Xj ) # Ea (Xj )hσj C T i +
b∈Pinp (Xj ) # Eb (Xj )hσj C T i

T →∞

=

{ def. 4.1.1 }
lim T1 (2 # Eint (X)hσ C T i + # Eext (X)hσ C T i)

T →∞

Division by two yields the required equality. 2
From this lemma it follows that the power consumption of a system is the sum of the power
consumed by its parts. In particular, for matching schedules σX and σY we have
Πcomm (σX ∪ σY ) = Πcomm (σX ) + Πcomm (σY )

(6.19)

When we apply this lemma to the relationship between power and energy consumption
given in Theorem 6.6.1, we find that the latter equals the i/o-distance of the system.
Corollary 6.6.1 Let X be a data-conservative system with schedule σ ∈ Σ(X). Then
Ecomm (σ) = ∆(σ)
2
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So communication energy per output is in fact a structural metric. Only when the system
is a pure parallel composition, a schedule is needed to determine the fraction of the energy
that is consumed by each independent component.
In addition to sending data, a sending process usually also performs some data processing. The computations involved are specified in the expressions contained in the output
statements of the sender. Since energy spent on computation strongly depends on the
type of operations performed, we do not give a formal treatment of computational energy
consumption in this thesis. When we occasionally compare systems with respect to dissipated computation energy, we do so based on ad hoc arguments. In those cases typically
only one type of operation is involved, and it is a simple matter to determine the number
of operations required per produced output. For example, in Chapter 8, where we study
block sorters, the only operation is comparison. In Chapter 9, where we study filters, the
obvious candidate is the multiply-accumulate operator (MAC-operator).
When using the metrics presented in this section for system comparison, there is one
caveat. The energy consumption of a VLSI circuit depends on the supply voltage at which
operates. Hence, in practice, voltage scaling is applied to minimize energy consumption.
As a consequence, system comparison using the energy metrics of this section is only valid
under the assumption that the compared systems are implemented in the same technology
and operated at the same voltage. This implies that voltage scaling must be applied to
all designs in the same degree. Unfortunately, this need not correspond to what happens
in practice, because changing the supply voltage also changes the throughput of a system,
and distinct systems therefore may tolerate different amounts of scaling.

6.7

Discussion

In this chapter we have formally defined a number performance metrics. Some of these
metrics, like occupancy, throughput and latency are familiar ones. Others, like elasticity,
load, and flux, are new. Yet others, like energy and power dissipation are usually not
defined at this level of abstraction, and prove to be problematic.
Main results that we have obtained are the two versions of Little’s theorem, which
state that the latency of a system is directly proportional to its occupancy or load, and
inversely proportional to its throughput or flux. These theorems are variants of the Queuing
Formula L = λW from network theory [48]. In this formula, the quantities L, W , and
1
are expectation values of stochastic processes. For a queuing system they represent
λ
the expected number of items in the system, the expected time spent by an item in the
system, and the expected time that passes between the arrival of two consecutive items
at the system, respectively. The first rigorous proof of the Queuing Formula has been
given by Little [57]. Thereafter, several other proofs [42, 28, 82] have been given, all aimed
at clarifying and simplifying the assumptions made about the queuing system both with
respect to arrival- and service time distributions and with respect to the queuing discipline.
The last proof in this series only requires the existence of certain limits and in that sense is
similar to our proofs. In contrast to queuing theory, we model the occurrence of events in
our systems by periodic schedules instead of stochastic time distributions. This allows us to
work with averages instead of expectation values, and the existence of limits is guaranteed
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by the periodic nature of the schedules. On the other hand, our systems have a richer
structure than most queuing systems, because they also perform computations on the
stored data that constrain the timing of events. For data-conservative systems, however,
these computations are of a limited nature, as we demonstrate in Chapter 7. Hence for
these systems the analogy with queuing systems is strongest and has been observed in
other contexts as well, e.g., by Hennessy and Patterson [37] in their discussion on storage
systems. The existence of a version of Little’s theorem for weight-conservative systems,
however, shows that in case the dependencies of a computation are captured by weights,
the analogy can be extended.
In this chapter we have distinguished two types of metrics: structural metrics that
depend solely on the size and topology of a system, and temporal metrics that depend
on the scheduling of the events performed by a system. Note that according to these
criteria power consumption is a temporal metric and energy consumption a structural
metric. Structural metrics have a unique value and are easy to compute with induction
to the structure of the system. Temporal metrics, on the other hand, assume an infinite
number of values. Every value is associated with one or more schedules that each capture
a combined behavior of the system and its environment. A temporal metric M that only
refers to events occurring at the border between system and environment, however, should
not depend on the way in which the system’s internal events are scheduled. Hence, for any
system X, such a metric must satisfy the requirement
∀σ1 ,σ2 ∈Σ(X)

(σ1 ¹P(X) = σ2 ¹P(X)) ⇒ (M (σ1 ) = M (σ2 ))

(6.20)

It is not hard to verify that for the metrics throughput, flux, occupancy, load, and latency
this is indeed the case, but not for power.
Temporal metrics have been defined as limits of averages taken over initial behavior of
increasing duration. Although the scheduling of events uses a discrete notion of time, these
definitions of temporal metrics also make perfect sense, when interpreted in a continuous,
real-time context. Moreover, they do not exploit the periodicity of the schedules. Therefore,
the restrictions imposed on schedules are merely of computational convenience; they do
not reduce the expressiveness of our metrics. For throughput and occupancy this has been
demonstrated by showing that these metrics can assume any rational value within the
range of admissible real values.
In spite of their definition as limit values, it has been shown that temporal metrics can
be computed in a compositional manner. Moreover, for data-conservative systems running
at any throughput, lower and upper bounds for occupancy and latency have been supplied
that depend only on structural properties of the system. Not all data-conservative system
are, however, capable of covering the entire range of values spanned by these bounds.
Elasticity has been introduced as a metric that quantifies which fraction of that range can
be covered by a data-conservative system. Although the term elastic has been used by
others as a qualification for systems, e.g., by Sutherland in [84], and by Cortadella et al.
[19, 18], it has to the best of our knowledge never been defined as a quantitative metric.
Systems that cover the entire range of occupancy values allowed by their structure are
maximally elastic. The theory developed in this chapter shows that only data-conservative
systems that are equidistant can be maximally elastic. This feature is exploited in the
next chapter, where we perform a design space exploration in search of maximally elastic
buffers.
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Chapter 7
Buffers
This chapter deals with the performance analysis of buffers which form a subclass of the
data-conservative systems. In Chapter 4 where we identified and defined three classes
of conservative systems, we have indicated that each of these classes also stands for a
particular kind of computation. For SISO data-conservative systems with input stream A
and output stream B the corresponding computations are specified by the equation
p(k)

k
Tl+1
B = Fk Tl+1 A

(7.1)

where p is a permutation of the set of ranks {k ∈ N | 0 ≤ k ≤ l} and each stream
transformer Fk is a lifted version of a unary function fk : D −→ D, i.e., Fk = f¯k . In other
words, the k-th value of each block of l+1 consecutive outputs is the result of application
of function fk to the p(k)-th value of the corresponding block of l+1 consecutive input
values.
Although they determine the outcome, neither the permutation p nor any of the unary
functions fk is important for the manner in which the performance of a data-conservative
system is analyzed. In this chapter we therefore only compare systems where both the permutation and all unary functions are identity functions. Given these restrictions Equation
7.1 simplifies to B = A, which is the specification of a FIFO-buffer, or buffer for short.
Most producer-consumer systems contain buffers for traffic smoothing. Especially when
producers and consumers have variable data-rates these buffers are necessary to maintain
a high throughput. But even when all producers and consumers operate at a constant long
term data-rate, conditions in a system may be such that short term fluctuations in datarate occur. Buffer designs differ in their capability to cope with fluctuating data-rates.
This is even true for buffers with equal storage capacity. Although buffers of equal storage
capacity can accommodate the same amount of slack between producer and consumer,
they usually differ in their throughput behavior. Elasticity is the performance metric that
quantifies this difference, since it defines the range of occupancies at which a buffer can
maintain a certain throughput. The larger this range, the better the buffer is.
In this chapter we present an exploration of data-conservative buffer designs, i.e., buffers
built from one-place buffers, split components, and merge-components only. Our primary
target is the construction of buffers that have optimal elasticity. Even though the set of
basic components is limited, it allows the design of a huge variety of buffers. Some of
these designs, such as the linear buffers, are structurally very simple. Others have such
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a complex structure that it is hard to establish their functionality is indeed that of a
buffer, i.e., that they perform the identity permutation. Therefore we adopt low structural
complexity as our secondary target, i.e., amongst the buffers with optimal elasticity we are
most interested in those that have a simple structure.
To capture the structural complexity of buffers we define, in Section 7.1, a lattice of
buffer classes. The lattice order is set inclusion and the smallest class to which a buffer
belongs is taken as a measure for its structural complexity. In Section 7.2 we show that
for the targets specified above it is sufficient to limit the design exploration to equidistant
buffers that are constructed using the basic composition methods defined in Section 3.3.
In Section 7.4 we show that these compositions methods are special cases of a more general
bisection technique that produces equidistant buffers with optimal elasticity. In Section 7.5
we demonstrate that the bisection technique leads to a computationally efficient design
space exploration that results in the buffer taxonomy presented in Section 7.6.
Although we only require our metrics to be truthful, the predicted elasticity of buffers is
accurate as well. In Section 7.7 we compare our theoretical results with measurements from
actual buffer circuits reported in literature which corroborate that accuracy. We conclude
this chapter with a short review of the special features of the buffer space exploration that
we have performed, and a discussion of possible extensions and its implication for the class
of data-conservative systems in general.

7.1

Buffer classes

In this section we define a number of buffer classes. Each class is characterized by a set of
basic building blocks and a set of construction methods. This is done in an incremental
fashion. Hence the buffer classes can be ordered by set-inclusion, resulting in a lattice of
buffer classes. Classes in the lower part of the lattice contain only buffers of low structural
complexity, whereas classes in the upper part of the lattice contain “complicated” buffers
as well.
To begin with we organize the building blocks in a family {Cl | 1 ≤ l} of increasingly
large sets given by the recurrence equations
C1 = {Buf }
[
[
Cl+1 = Cl ∪
{Split kl+1 } ∪
{Merge kl+1 }
0≤k≤l

0≤k≤l

Given a set of building blocks and a set of construction methods we can construct a class
of systems. The most general class arises when we allow arbitrary compositions.
Definition 7.1.1 For 1 ≤ n the class Un of all systems that can be constructed from the
set of basic building blocks Cn using the composition operator is the smallest class X such
that
1. Cn ⊆ X ,
2. If X, Y ∈ X , then X k Y ∈ X
2
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In general, there are many valid ways to interconnect the ports of X and Y that yield a
composite system X k Y . It should be understood that every one of these interconnection
patterns yields a new element of the class.
Moreover, the class C of all building blocks used, and the universe U, i.e., the set of all
systems that can be constructed using building blocks from C, are given by
[
[
C=
Cn
U=
Un
1≤n

1≤n

The universe U contains all sorts of systems. Some systems deadlock, because their components are hooked up in the wrong way. Others that behave correctly need not be buffers.
For the latter PDT-calculus can be used to find out (see [59]). Therefore, we define B ⊆ U
as the set of all buffers, and define Bn = B ∩ Un as the set of buffers composed of building
blocks from Cn .
By restriction of the construction methods and limitation of the set of basic building
blocks we define a number of specific buffer classes. The simplest of these buffer classes
uses only serial composition.
Definition 7.1.2 The class S of all buffers that can be constructed using only one-place
buffers and serial composition is the smallest class X such that
1. Buf ∈ X ,
2. If X, Y ∈ X , then SER (X, Y ) ∈ X .
2
Since the only way to interconnect one-place buffers is by serial composition, it follows
that S = B1 . The buffers of class S are commonly known as linear buffers.
Definition 7.1.3 (Linear buffers) The family {LBUF l | 1 ≤ l} of linear buffers is defined by
LBUF 1 = Buf
LBUF l+1 = SER (LBUF l , Buf )
2
We remark that the capacity and i/o-distance of linear buffers satisfy the following equalities
K(LBUF l ) = l = ∆(LBUF l )
(7.2)
Allowing not only serial composition but also wagging composition results in many
more buffer classes. To be precise, one class of buffers for every class Cn of building blocks.
Definition 7.1.4 For 1 ≤ n the class Wn of all buffers that can be constructed using serial
composition and wagging composition, and using only basic building blocks from Cn is the
smallest class X such that
1. Buf ∈ X ,
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Figure 7.1: The tree buffer TBUF 5 .
2. Wag kl+1 = SER (Split kl+1 , Merge kl+1 ) ∈ X , for all 0 ≤ k ≤ l < n,
3. If X, Y ∈ X , then SER (X, Y ) ∈ X ,
4. If X, Y ∈ X , then WAGkl+1 (X, Y ) ∈ X , for all 0 ≤ k ≤ l < n.
2
Since clauses 2 and 4 in this definition are inapplicable for n = 1, it follows that W1 = S.
Let W be the class of all buffers that can be constructed using building blocks from the
set C, but using only serial and wagging composition. Then W is given by
[
W =
Wn
1≤n

An important family of buffers that can be constructed using wagging composition is
the family of tree buffers.
Definition 7.1.5 (Tree buffers) The family {TBUF l | 1 ≤ l} of tree buffers is defined
by
TBUF 1 = Buf
TBUF 2 = SER (Buf , Buf )
TBUF l+2 = WAG02 (TBUF l , TBUF l )
2
As an example, Figure 7.1 depicts the 10-place tree buffer TBUF 5 . For 0 ≤ l, the capacities
and i/o-distances of tree buffers are given by
K(TBUF 2l+1 ) = 3·2l −2

K(TBUF 2(l+1) ) = 2·2l+1 −2

∆(TBUF l+1 ) = l+1

(7.3)
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Figure 7.2: The diamond buffer WAG03 (LBUF 5 , TBUF 5 ).
Whereas class S contains only linear buffers, class W contains much more than the
tree buffers. To get some impression of the possibilities consider the 17-place “diamond”
buffer, whose diagram is given in Figure 7.2. This buffer has first been described in [79].
Finally, allowing also multi-wagging results in yet another buffer class per class of basic
building blocks.
Definition 7.1.6 For 1 ≤ n the class Mn of all buffers that can be constructed using
serial composition, wagging composition, and multi-wagging composition and using only
basic building blocks from Cn is the smallest class such that
1. Buf ∈ Mn ,
2. Wag kl+1 = SER (Split kl+1 , Merge kl+1 ) ∈ X , for all 0 ≤ k ≤ l < n,
3. Mwag l+1 = SER (S2P l+1 , P2S l+1 ) ∈ X , for all 0 ≤ l < n
4. If X, Y ∈ Mn , then SER (X, Y ) ∈ Mn ,
5. If X, Y ∈ Mn , then WAGkl+1 (X, Y ) ∈ Mn , for 0 ≤ k ≤ l < n,
6. If Xi ∈ Mn , for all 0 ≤ i ≤ n, then M Wl+1 (X0 , . . . , Xl ) ∈ Mn , for 0 ≤ l < n.
2
Because for l = 1 and for l = 2 (see Equation 3.1) multi-wagging can be expressed
using serial and wagging composition, the first two multi-wagging classes coincide with the
first two wagging classes, i.e., M1 = W1 and M2 = W2 . For n ≥ 3, however, class Wn is
a proper subclass of Mn . Let M be the class of all buffers that can be constructed using
building blocks from the set C and all three construction methods. Then
[
M =
Mn
1≤n
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An example of buffers that require multi-wagging for their construction is given by the
family of square buffers introduced by Brunvand [12].
Definition 7.1.7 (Square buffers) The family {SBUF l | 1 ≤ l} of square buffers is
defined by
SBUF 1 = Buf
SBUF 2 = WAG02 (Buf , Buf )
SBUF l+2 = M Wl+2 (LBUF l , . . . , LBUF l )
2
Figure 7.3 contains a diagram of the 25-place square buffer SBUF 5 . The capacities and
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Figure 7.3: The square buffer SBUF 5 . The building blocks of the top (bottom) row
constitute a S2P 5 (P2S 5 ) component. The building blocks in the vertical columns between
the top and bottom row constitute five LBUF 3 components.
i/o-distances of square buffers are given by
K(SBUF l ) = l2

∆(SBUF l ) = 2l−1

(7.4)

When we order the buffer classes defined above using set inclusion ⊆, a lattice of buffer
classes emerges (see Figure 7.4). In this lattice three chains can be distinguished, viz. the
W-chain, the M-chain, and the B-chain. For X ∈ {W, M, B} we call Xl the class of index
l in the X -chain.
With the exception of the equalities already mentioned above, all inclusions between
buffer classes in the lattice are proper. Within the chains and between classes of the Wchain and the M-chain with the same index this is obvious from the class definitions. To
demonstrate that for 2 ≤ n the inclusions between classes of the M-chain and the B-chain
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Figure 7.4: A lattice of buffer classes.
with the same index are proper as well, consider system Cycle l displayed in Figure 6.1.
For all l ≥ 1 this system is a two-place buffer. This can be seen by following an item
on its path through the system. After the merge component has accepted an item from
the environment along port a, it passes the item to the split component along channel c.
Subsequently the split component returns the item to the merge component along channel
d, whereafter it is again forwarded to the split component along channel c. This happens l
times, until finally the split component delivers the item to the environment along port b.
Thus every item passes l+1 times through both the merge and the split component before
leaving the system. Only when an item has entered the split component for the last time
the system can accept a new item. Therefore successive items cannot overtake each other
and the system is a FIFO buffer. By definition buffer Cycle l is a member of class Bl+1 , but
it is clearly neither a member of class Wl+1 nor of class Ml+1 .

7.2

Buffer design space

A prerequisite for any design space exploration is a means to traverse the designs within
that space. Although the previous section provides us with a classification of buffers
based on structural complexity, it does not enable us to enumerate designs in a systematic
manner. In this section we provide such an enumeration scheme based on the capacity
and i/o-distance of buffers. Moreover, we show that the exploration can be confined to a
specific area within the complete design space.
As we have seen in Chapter 6, the maximal elasticity that can be attained by any dataconservative system depends both on its storage capacity and on its i/o-distance. Not only
does this imply that we should only compare maximally elastic buffers with equal storage
capacity and i/o-distance, but it also provides us with a way to enumerate — and thereby
explore — our infinite design space. So we define
Definition 7.2.1 ((κ, δ)-buffers) A buffer with capacity κ and i/o-distance δ is called a
κ
(κ, δ)-buffer. The set of all (κ, δ)-buffers is denoted by Bδ . 2

170

CHAPTER 7. BUFFERS

As an example consider the linear buffers, the tree buffers, and the square buffers. For
1 ≤ l linear buffer LBUF l is a (l, l)-buffer, square buffer SBUF l is a (l2 , 2l−1)-buffer,
and for a tree buffer the (κ, δ)-coordinates depend on the parity of its index. Tree buffer
TBUF 2m is a (2m+1 −2, 2m)-buffer, and TBUF 2m+1 is a (3 · 2m −2, 2m+1)-buffer.
In general, there will be (κ, δ)-buffers for almost any pair of (κ, δ)-coordinates. Notice
that the capacity κ is a positive natural number, but that the i/o-distance δ can be any
positive rational number at least one. For equidistant buffers, however, the i/o-distance is
a natural number as well.
Hence equidistant buffers can be enumerated using (κ, δ)-coordinates, and therefore,
we restrict the buffer design space to equidistant buffers. Obviously, linear buffers are
equidistant, and it is not hard to verify that tree buffers and square buffers are equidistant
as well, so at least the design space has not been made empty. On the other hand, given
the restriction to equidistant buffers, there still is something left to explore, since not
all equidistant buffers are maximally elastic at throughput 12 , not even when they posses
schedules with such throughput. For example, Figure 7.5 shows an equidistant buffer that
possesses an early schedule with throughput 12 , but does not possess a late schedule with
that throughput.

B

B

S40

M31

S32
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S32
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M32
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Figure 7.5: Equidistant (14, 6)-buffer which is not maximally elastic.
Restricting the buffer design space to equidistant buffers not only makes the i/o-distance
coordinate natural; because the basic building blocks have limited fan, it also provides an
upper bound for the storage capacity in terms of the i/o-distance.
Theorem 7.2.1 Let X be an equidistant (κ, δ)-buffer. If δ = 2m, then κ ≤ 2 · 2m − 2, and
if δ = 2m+1, then κ ≤ 3 · 2m − 2.
Proof. Let X be an arbitrary equidistant buffer. Assign each basic component of X
to a layer according to the following procedure. Layer 0 consists of the basic component
that contains the input port of X. Layer l+1 contains the basic components that have
not yet been assigned to a layer and that are connected to a basic component in layer l
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by an internal channel. Since every building block in C has at most two output ports,
the number of components in layer l+1 is at most twice the number of building block in
layer l. Because the storage capacity of each building block is 1, it therefore follows that
the storage capacity of the first m layers is at most 2m −1. Of course, a similar result is
obtained for the last m layers, when we start the layer assignment at the the building block
that contains the output port of the buffer. Because X is equidistant, the number of layers
is at most δ. Hence a combination of the forward and backward layer assignments yields
the desired result. 2
For tree buffers the upper bound in this theorem is attained (see Equation 7.3). Hence, for
values of δ that correspond to the i/o-distance of a tree buffer the upper bound is tight.
When we are allowed a choice between buffers with equal performance, we prefer the
ones that have a low structural complexity. So forgetting about elasticity for the moment,
we first investigate whether constraining the structural complexity further reduces the
number of (κ, δ)-pairs that have to be considered. To begin with we find that restricting
the exploration to buffers that belong to class M results in buffers whose i/o-distances
cannot exceed their storage capacities.
Theorem 7.2.2 Let X be a (κ, δ)-buffer in class M. The δ ≤ κ.
Proof. By structural induction. For X = Buf the statement is obviously true. Simple
computations using Property 6.1.2, and Lemmas 6.1.1, and 6.1.2 show that neither by serial
composition nor by wagging or multi-wagging composition a buffer can be constructed with
an i/o-distance that is larger than its capacity, unless already one of the composing parts
has an i/o-distance larger than its capacity. 2
First of all note that this bound cannot be improved upon by limiting the class of basic
components nor by restricting the composition methods, since the linear buffers already
have i/o-distance equal to their capacity. Furthermore, note that for buffers outside class
M the i/o-distance is unbounded. As an example, consider buffer Cycle l (see Figure 6.1)
which is a (2, 2+2l)-buffer. The serial composition SER (LBUF m , Cycle l ) of this buffer
and a linear buffer of capacity m is a (m+2, m+2+2l)-buffer. Hence, for every capacity
κ ≥ 2 there exists a (κ, κ+2l)-buffer, for all l ≥ 1.
More interestingly, the δ = κ boundary also divides the design space with respect to
throughput. Inequality 6.15 indicates that buffers with an i/o-distance greater than their
capacity have a maximal throughput less than 12 . Combination of Theorems 7.2.2 and 7.2.1
yields
Corollary 7.2.1 Let X be an equidistant (κ, δ)-buffer in class M. Then E(κ) ≤ δ ≤ κ,
where function E is defined by
E(κ) = (↓ {2m | κ ≤ 2m+1 − 2}) ↓ (↓ {2m+1 | κ ≤ 3 · 2m − 2})

(7.5)

2
Based on the analysis given above, the (κ, δ)-buffer design space is partitioned into
three areas, as illustrated in Figure 7.6. Area A2 contains the equidistant buffers that
belong to class M. None of the buffers in area A3 belongs to M, but some of them,
such as the already mentioned buffer SER (LBUF m , Cycle l ), are equidistant. Similarly,
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Figure 7.6: The (κ, δ)-buffer design space.
none of the buffers in area A1 is equidistant, although some of them belong to class M.
An example of the latter is the buffer WAG0l+1 (LBUF l+2 , Buf ) which is a (l+4, 4)-buffer.
Furthermore, every maximally elastic buffer outside area A2 must operate at a throughput
less than 21 . As an example, once again consider buffer Cycle l . It is not hard to verify that
1
it is indeed a maximally elastic buffer and that its maximal throughput is 2l+2
. Hence a
search for maximally elastic buffers in the (κ, δ)-buffer design space can be confined to area
A2 . There we can find specimens that run at maximal throughput and have limited (class
M) structural complexity.
The next theorem shows that neither a further restriction of the construction methods
to wagging and/or serial composition nor limiting the set of basic building blocks to a
subclass Cl ⊆ C will result in a further reduction of the part of (κ, δ)-space that must be
explored, provided 2 ≤ l. For l = 1 only the linear buffers remain. Although they are
maximally elastic, which will be proved in Section 7.4, they are also totally uninteresting
from an elasticity perspective because their elasticity equals zero.
Theorem 7.2.3 For all (κ, δ)-pairs with E(κ) ≤ δ ≤ κ there exists an equidistant (κ, δ)buffer in class W2 .
Proof. First of all note that the same range of (κ, δ)-pairs is considered, when we replace
constraint E(κ) ≤ δ ≤ κ by δ ≤ κ ≤ E −1 (δ). Next, for arbitrary δ, consider TBUF δ , the
tree buffer with i/o-distance δ. Recall that this tree buffer is equidistant and that its capacity is E −1 (δ). Therefore, if we can show that there exists a sequence of transformations
that transforms TBUF δ into the linear buffer LBUF δ , which has the same i/o-distance δ,
but also has capacity δ, in such a way that each transformation in the sequence has the
property that:
1. it reduces the capacity by 1
2. it preserves the i/o-distance
3. it preserves equidistance
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4. it preserves membership of W2
then we are done because then we have shown that for each (κ, δ)-pair in the range
δ ≤ κ ≤ E −1 (δ) there exists an equidistant buffer in class W2 . For δ = 1 and δ = 2
the sequence is empty because for those values the tree buffers and the linear buffers
are identical. For δ = 3 the sequence consists of the single transformation that replaces TBUF 3 by LBUF 3 . For δ ≥ 4 we proceed by recursion. First we transform
TBUF δ = WAG02 (TBUF δ−2 , TBUF δ−2 ) into WAG02 (LBUF δ−2 , LBUF δ−2 ) by application
of a sequence of transformations to each of the two sub-buffers TBUF δ−2 . Then we transform the resulting buffer WAG02 (LBUF δ−2 , LBUF δ−2 ) into LBUF δ by pushing the splitcomponent towards the merge-component by a series of push-transformations, see Figure 7.7, until we obtain buffer SER(LBUF δ−3 , TBUF 3 ), upon which we apply a final transformation that replaces TBUF 3 by LBUF 3 . Thus we obtain buffer SER(LBUF δ−3 , LBUF 3 )
= LBUF δ . 2

B
S20

B

S20

B
Figure 7.7: Push transformation.
This theorem states that if we are merely interested in equidistant buffers, it is sufficient
to consider only structurally simple buffers of class W2 . Once we take the elasticity of
buffers into account, however, this is no longer the case and other classes of the lattice that
lie between W2 and M become of interest.

7.3

Optimal buffers

In this section we formally define the goal of our design space exploration. For each
combination of capacity κ and i/o-distance δ we would like to design a buffer that is
maximally elastic, and that has minimal structural complexity. The latter criterion is
based on the lattice of buffers classes defined in Section 7.1. A buffer X ∈ X is considered
structurally less complex than a buffer Y ∈ Y, when X ⊂ Y. Buffers that belong to the
same class are considered equally complex. As we have seen in the previous section, the
search for these buffers can be confined to the area A2 of the (κ, δ)-space. We define
Definition 7.3.1 (Optimal buffer) A buffer X is optimal, if it maximally elastic, i.e.,
for every throughput θ ≤ 21
2θ∆(X)
Θ=θ (X) = 1 −
K(X)
2

²
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Note that optimal buffers can have poor elasticity. For instance, as we show in Section 7.4,
the linear buffers are optimal buffers, but their elasticity equals 1 − 2θ. Hence at maximal
throughput θ = 12 their elasticity equals 0.
For any buffer class X we denote the class of optimal buffers in X by ♥X . Hence ♥B
is the class of all optimal buffers, and searching for an optimal (κ, δ)-buffer means that
κ
we seek at least one witness for ♥Bδ 6= ∅. If several witnesses exist and if these witnesses
belong to different chains in the lattice, then we would like to have a witness from each
chain. Moreover, in each chain we like to determine the class that contains witnesses with
the least structural complexity. For that purpose we define the notion of a minimal index.
Definition 7.3.2 (Minimal index) The minimal indices Wδκ , Mδκ , and Bδκ are defined
as the indices of the minimal classes of respectively the W-chain, the M-chain and the
B-chain that contain an optimal (κ, δ)-buffer, i.e.,
κ

Wδκ = ↓ {n | ♥Bδ ∩ Wn 6= ∅}
κ

Mδκ = ↓ {n | ♥Bδ ∩ Mn 6= ∅}
κ

Bδκ = ↓ {n | ♥Bδ ∩ Bn 6= ∅}
2
κ

Note that ♥Bδ ∩ W = ∅ implies Wδκ = ∞, etc. Furthermore, note that for all (κ, δ)-pairs
Bδκ ≤ Mδκ ≤ Wδκ because Wn ⊆ Mn ⊆ Bn , for all 1 ≤ n.
In the next section we explain how minimal indices are computed. Since these computations not only yield the value of the index, but also indicate how to compute a witness
for the corresponding class, our design space exploration is effectively reduced to the computation of the above minimal indices.
The computation of the minimal indices uses recursion. This requires an initial set of
optimal buffers and construction methods that construct new optimal buffers from known
ones. The construction methods are the same ones that we have used to define the buffer
classes, but we still have to show that these methods preserve optimality. The actual proofs
are given in the next section, but these proofs require a characterization of optimal buffers
that we present here.
Theorem 7.3.1 (Optimal buffer characterization) Let X ∈ U be an equidistant SISOsystem and let ΣΘ= 1 (X) ∩ ΣE (X) 6= ∅. If there exists a system X such that X ∼ X and
2
ΣΘ= 1 (X) ∩ ΣE (X) 6= ∅, then X is an optimal buffer.
2

Proof. First we prove that X is a buffer. Let σ̌ ∈ ΣΘ= 1 (X) ∩ ΣE (X). Then it follows by
2
Property 6.3.6 that σ̌ is a constant-latency schedule and therefore, by Property 6.3.7, that
the external dependence relation of system X is given by Dext (X) = {(a#i, b#i) | 0 ≤ i}.
Since X ∈ U, it follows that X is a buffer.
Next we prove that X is maximally elastic. By construction system X is data-conservative.
On account of Theorem 6.4.2 it is therefore sufficient to prove that X is maximally elastic
at throughput 12 . Since X has an antimorph X that has an early schedule with throughput
1
, it follows by the ping-pong lemma 5.5.1 that X has a late schedule with throughput 21 .
2
Moreover, by assumption, X also has an early schedule with throughput 12 , and therefore,
by Lemma 6.4.1, X is maximally elastic at throughput 12 . 2
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We conclude this section with a number of examples of optimal buffers that provide the
base of the recursive approach.
Example 7.3.1 (One-place buffer) From Theorem 6.3.3 we know for every throughput
θ ≤ 12 there exist schedules σ̌ and σ̂ for the one-place buffer Buf such that Θ(σ̌) = θ = Θ(σ̂)
and Ω(σ̌) = θ and Ω(σ̂) = 1−θ. Hence Θ=θ (Buf ) = 1−2θ. Since K(Buf ) = 1 = ∆(Buf ),
it follows that the one-place buffer is an optimal (1, 1)-buffer, and that the minimal indices
for (κ, δ)-pair (1, 1) are given by W11 = M11 = B11 = 1. 2

²

Example 7.3.2 (Two-place buffers) Two-place buffers come in two flavors; either as
the serial composition of two one-place buffers, of which there is only one, or as the serial
composition of a split and a merge component, of which there are infinitely many: n+1
per class Wn to be precise.
1. The two-place linear buffer LBUF 2 is optimal. Although it is not difficult to demonstrate this by exhibiting appropriate schedules for every throughput θ ≤ 12 , we shall
not do so, because the optimality of LBUF 2 is also an immediate consequence of the
fact that it is the serial composition of two instances of the optimal one-place buffer
(see Theorem 7.4.1).
2. For all 0 ≤ k ≤ l the two-place wagging buffer Wag kl+1 is an optimal buffer. This can
be understood by comparison with the two-place linear buffer LBUF 2 . Both buffers
are the serial composition of two components. The difference, however, is that in the
linear buffer all data items are communicated from the first to the second component
along a single channel, but in the wagging buffer every k-th out of l+1 data items is
communicated along a second channel. Hence, there is a one-to-one correspondence
between the events of the linear buffer and the wagging buffer, and therefore every
schedule of the linear buffer gives rise to a schedule for the wagging buffer that is
identical with respect to the timing of external events. As a consequence, corresponding schedules assume the same value for all performance metrics that only consider
external events, such as elasticity. Hence the optimality of the two-place wagging
buffer is a direct consequence of the optimality of the two-place linear buffer.
Besides n wagging buffers each class Wn also contains the two-place buffer Cycle n−1 , but the
latter lies outside area A2 of the (κ, δ)-space and is therefore not an optimal buffer. Hence
it follows that the minimal indices for (κ, δ) = (2, 2) are given by W22 = M22 = B22 = 1. 2
k
Since Wag kl+1 ∼ Wag kª1
l+1 , the optimality of buffer Wag l+1 can also be shown using the
optimal buffer characterization theorem.

Example 7.3.3 (Multi-wagging buffers) For all 0 ≤ l the buffer Mwag l+1 is an optimal (2l+2, l+2)-buffer. Early schedules with throughput 21 for these buffers are given in
Example 5.4.2. Moreover, it can be verified that Mwag l+1 ∼ Mwag l+1 . 2

7.4

Construction of optimal buffers

In this section several methods for the construction of optimal buffers are presented. These
methods have in common that they use known optimal buffers for the construction of new
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optimal buffers. First we explain why this is the case. Next we show how these methods
are used to obtain optimal buffers that belong to a specific structural complexity class.
So let X be an optimal buffer that is the composition Y k Z of a buffer Y and an
arbitrary component Z. Since any early (late) schedule is the composition of early (late)
schedules, it follows that buffer Y is maximally elastic for any throughput less than or
equal to θmax , where θmax is the maximal throughput that the restriction of an early (late)
schedule of X to the locations of Y can attain. Hence Y is almost, but not quite, an
optimal buffer. Only the existence of a throughput θ̃, θmax < θ̃ ≤ 12 , for which Y is not
maximally elastic can prevent buffer Y from being optimal. So far we have not been able
to establish the existence of buffers that have this property.
The above argument suggests that we should construct optimal buffers using optimal
buffers as subcomponents. At the end of the previous section a number of optimal buffers
are given from which we can start the construction process. So as the next step we investigate under what conditions optimality is preserved by the construction methods introduced
in Chapter 3. For serial composition there are no additional constraints.
Theorem 7.4.1 Let X and Y be equidistant optimal buffers. Then the serial composition
SER (X, Y ) is also an equidistant optimal buffer.
Proof. On account of Theorem 7.3.1 it is sufficient to show that SER (X, Y ) has an
antimorph and that both SER (X, Y ) and its antimorph posses an early schedule with
throughput 21 . Since both X and Y are optimal, there exists systems X and Y such that
X ∼ X and Y ∼ Y . It is easily verified that SER (X, Y ) ∼ SER (Y , X).
Next we establish the existence of an early schedule with throughput 21 for SER(X, Y ). So,
let a be the unique input port of buffer X and c the unique channel that connects X to Y in
SER (X, Y ). Since X and Y are optimal buffers, they are maximally elastic at throughput
1
. Hence, by Lemma 6.4.1, there exist early schedules σ̌X ∈ ΣE (X) and σ̌Y ∈ ΣE (Y ) such
2
that Θa (σ̌X ) = Θ(σ̌X ) = 12 = Θ(σ̌Y ) = Θc (σ̌Y ). Without loss of generality assume that
σ̌X (a#i) = 2i = σ̌Y (c#i). Since, by Property 6.3.6, schedule σ̌x has constant latency equal
to ∆(X), we derive
σ̌X (c#i) = σ̌X (a#i) + λc#i (σ̌X ) = 2i + ∆(X) = σ̌Y (c#i) + ∆(X) = σ̌Y ; π ∆(X) (c#i)
for all 0 ≤ i. Hence σ̌X matches σ̌Y ; π ∆(X) , and therefore σ̌X ∪σ̌Y ; π ∆(X) ∈ ΣE (SER (X, Y )).
Moreover, the throughput of this schedule Θ(σ̌X ∪ σ̌Y ; π ∆(X) ) = 12 .
Finally, the existence of an early schedule with throughput 21 for system SER (X, Y ) ∼
SER (Y , X) is established by similar reasoning. 2
As an immediate consequence of this theorem we have ♥S = S, i.e., all linear buffers
are optimal.
Since parallel composition does not produce a buffer this leaves us with wagging and
multi-wagging composition. Both compositions can be seen as special cases of a more
general construction which involves selecting a set of channels that cut a buffer into two
parts in such a way that the input and output port are in distinct parts and subsequently
inserting buffers in the selected channels. If both the original buffer and the inserted
buffers are optimal and certain conditions regarding the capacities and i/o-distances of the
inserted buffers are met, the result will be another optimal buffer.

7.4. CONSTRUCTION OF OPTIMAL BUFFERS

177

Theorem 7.4.2 (Bisection theorem) Let B be an equidistant optimal (κ, δ)-buffer, with
structure
B =
proc (in a, out b)·
|[ chan c[0 .. n) |i U (a, c) k V (c, b)]|
where all c-channels are directed from subsystem U to subsystem V . An array of channels
with this property is called a forward cut. Moreover, for 0 ≤ j < n, let φj be the fraction of
the data that passes from U to V along channel c[j], and let Bj be an equidistant optimal
(κj , δj )-buffer. Then
B0 =
proc (in a, out b)·
|[ chan c[0 ..³ n), d[0 .. n)
|i U (a, c) k
]|

´
k0≤j<n Bj ([c[j], d[j]) k V (d, b)

is an equidistant optimal buffer ifP
and only if there exists δ 0 and κ0 such that δj = δ 0 and
κj = φj κ0 , for all 0 ≤ j < n, and 0≤j<n φj = 1. In that case buffer B 0 is a (κ+κ0 , δ+δ 0 )buffer.
Proof. First we prove that it is necessary that the inserted buffers are equidistant and
that their capacities and i/o-distances satisfy the specified conditions. So assume that
B 0 is indeed an optimal (κ+κ0 , δ+δ 0 )-buffer, for some positive κ0 and δ 0 , and consider an
arbitrary path p0 in G(B 0 ) from e ∈ Ea (B 0 ) to f ∈ Eb (B 0 ). Then p0 = e −→ . . . −→ ej −→
. . . −→ fj −→ . . . −→ f with ej ∈ Ec[j] (B 0 ) and fj ∈ Ed[j] (B 0 ). Moreover, the subpath
pj = ej −→ . . . −→ fj is a path from G(Bj ) and after “removal” of this subpath from p0
there remains a path p = e −→ . . . −→ ej −→ . . . −→ f that belongs to G(B). Hence
the length of pj equals the length of p0 minus the length of p. Because both B and B 0
are equidistant, the length of pj is equal to (δ+δ 0 )−δ = δ 0 , i.e., independent of both the
identity j of buffer Bj and the particular path pj within G(Bj ). Hence it follows that all
buffers Bj are equidistant. Moreover, they all have the same i/o-distance δ 0 .
Next, still assuming that B 0 is optimal, there exists a late schedule σ̂ with throughput 21 .
This schedule is a constant-latency schedule. Again consider path p0 in G(B 0 ). Then the
individual latency λf (σ̂) of the output event of p0 is the sum of λj , the individual latency
accumulated on subpath pj , and λp , the individual latency accumulated on p. Since B 0 is
optimal, we have
2(κ0 +κ) − (δ 0 +δ) = 2K(B 0 ) − ∆(B 0 ) = Λ↑Γ=2 (B 0 ) = Λ(σ̂) = λf (σ̂) = λj + λp
On the other hand we have
λj + λp ≤ Λ↑Γ=θj−1 (Bj ) + Λ↑Γ=2 (B) ≤ (θj−1 κj −δ 0 ) + (2κ−δ)
where θj = Θc[j] (σ̂). Combining these formulae, using K(B 0 ) = κ+κ0 and ∆(B 0 ) = δ+δ 0 ,
we find
2θj κ0 ≤ κj
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for all 0 ≤ j < n. Since the channels c[0 .. n) form a forward cut of B 0 , their combined
throughput equals the throughput of B 0 . Hence we derive
X
X
2θj κ0 = 2Θ(σ̂)κ0 = κ0 =
κj
0≤j<n

0≤j<n

from which it follows that
κj = 2θj κ0
for all 0 ≤ j < n. Hence φj = 2θj .
Next we show that the conditions are also sufficient. On account of Theorem 7.3.1 this
means that we have to show that system B 0 has an antimorph B 0 , and that both B 0 and
B 0 posses an early schedule with throughput 12 . Since B is optimal, it has an antimorph
B. Since, by construction, there is a 1-1 correspondence between the basic components
of a system and the basic components of its antimorph, the channel set c[0 .. n) is also a
forward cut of B that bisects B in two subsystems U and V . Furthermore, since all buffers
Bj are equidistant and optimal, they all have an antimorph Bj . From these antimorphs
we construct system B 0
B0 =
proc (in b, out a)·
|[ chan c[0 ..³ n), d[0 .. n)
|i V (b, d) k
]|

´
k0≤j<n Bj ([d[j], c[j]) k U (c, a)

It is not hard to see that indeed B 0 ∼ B 0 . Next, let σ̌ ∈ ΣE (B) ∩ ΣΘ= 1 (B) and σ̌j ∈
2
ΣE (Bj ) ∩ ΣΘ= 1 (Bj ). Then σ̌ 0 ∈ Σ(B 0 ) given by
2


e ∈ E(U )
σ̌(e),
0
σ̌ (e) =
σ̌(ej ) + (σ̌j (e)−σ̌j (ej )), e ∈ Eint (Bj ) ∧ ej ∈ Ec[j] (U ) ∧ (ej , e) ∈ D+ (Bj )


σ̌(e) + δ 0 ,
e ∈ E(V )
is an early schedule of system B with throughput 12 . 2
Since Wag kl+1 is an equidistant optimal buffer, application of the Bisection theorem
with U instantiated by Split kl+1 and with V instantiated by Merge kl+1 yields
Corollary 7.4.1 Let X be an equidistant optimal (κ, δ)-buffer and Y be an equidistant
optimal (lκ, δ)-buffer, for 1 ≤ l. Then for all k, 0 ≤ k ≤ l, the wagging composition
WAGkl+1 (X, Y ) is an equidistant optimal ((l+1)κ+2, δ+2)-buffer. 2
Among other things this corollary implies that tree buffers are optimal. It also implies
that the diamant buffer is optimal.
Likewise, since Mwag l+1 is an optimal buffer, application of the Bisection theorem, with
U instantiated by S2P l+1 and with V instantiated by P2S l+1 , yields
Corollary 7.4.2 For 0 ≤ l, let {Xi | 0 ≤ i ≤ l} be a collection of equidistant optimal
(κ, δ)-buffers. Then the multi-wagging composition M Wl+1 (X0 , . . . , Xl ) is an equidistant
optimal ((l+1)(κ+2), δ+l+2)-buffer. 2
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Among other things this corollary implies that the square buffers are optimal. Also the optimality of the more general rectangular buffers, whose optimality has been proven earlier on
an ad hoc basis in [58], and that are given by Rbufn,m = M Wm (LBUF n−2 , . . . , LBUF n−2 ),
follows from this corollary. Since all these buffers belong to class M but not to class W,
this indicates that it is relevant to distinguish between the two classes.
Another consequence of Theorem 7.4.1 and Corollaries 7.4.1 and 7.4.2 is that there
exists a lattice isomorphic to that of Figure 7.4 in which every class X is replaced by its
subclass of optimal buffers ♥X .

7.5

Contour functions and production rules

In this section we introduce so-called contour functions as an intermediate in the computation of the minimal indices introduced in Section 7.3. With each buffer class in the lattice
of Figure 7.4 a contour function will be associated. This is done in such a way that these
contour functions themselves also constitute a lattice. Given any (κ, δ)-pair, inspection of
the contour function belonging to buffer class X enables us to determine whether class X
contains optimal (κ, δ)-buffers. Moreover, comparison of the contour functions of all buffer
classes that belong to the same chain in the lattice allows us to determine the minimal
indices.
Contour functions in turn are computed using production rules. These rules capture in
a succinct manner the construction of optimal buffers as indicated in Theorem 7.4.1 and
Corollaries 7.4.1 and 7.4.2. Instead of the buffers themselves, production rules only record
the (κ, δ)-coordinates of the buffers involved.
(κ, δ) `S

(κ+1, δ+1)

(κ, δ), (lκ, δ) `Wl+1 ((l+1)κ+2, δ+2)
(κ, δ) `Ml+1 ((l+1)(κ+2), δ+l+2)
The first of these production rules expresses that given an optimal (κ, δ)-buffer serial composition can be used (indicated by symbol `S ) to construct an optimal (κ+1, δ+1)-buffer.
Similarly, the second rule indicates that using WAGl+1 ( , ) an optimal ((l+1)κ+2, δ+2)buffer can be constructed from an optimal (κ, δ)-buffer and an optimal (lκ, δ)-buffer. Finally, the last production rule expresses that from l instances of an optimal (κ, δ)-buffer
we can construct an optimal ((l+1)(κ+2), δ+l+2)-buffer using M Wl+1 ( , . . . , ).
The production rule for serial composition is more restrictive than necessary, because
it captures the serial composition of an arbitrary optimal buffer and a one-place buffer,
whereas Theorem 7.4.1 considers the serial composition of two arbitrary optimal buffers.
The reason for this restriction becomes apparent when we switch to a slightly different
coordinate system for our design space. Recall that we only consider buffers for which
δ ≤ κ. Hence a new coordinate system is obtained when we replace the storage capacity κ
by its excess ρ = κ−δ over the i/o-distance. In the (ρ, δ)-coordinate system the production
rules become
(ρ, δ) `S

(ρ, δ+1)

(ρ, δ), (lρ + (l−1)δ, δ) `Wl+1 ((l+1)ρ + lδ, δ+2)
(ρ, δ) `Ml+1 ((l+1)ρ + l(δ+1), δ+l+2)
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In the (ρ, δ)-coordinate system the production rule for serial composition produces novel
buffers that only grow in i/o-distance. So from this rule, and because class S is contained
in any other buffer class X , it follows that the existence of an optimal (ρ, δ)-buffer in X
implies that there also exists an optimal (ρ, δ 0 )-buffer in X , for all δ 0 ≥ δ. Hence, in the
(ρ, δ)-coordinate system it suffices to determine for each ρ the smallest i/o-distance δ for
which an optimal buffer exists. This observation leads us to define the notion of a contour
function.
Definition 7.5.1 (Contour function) Let X be a class of buffers. Then the contour
function C(X ) : N → N ∪ {+∞} is defined by
δ+ρ

C(X )(ρ) = ↓ {δ | ♥Bδ

∩ X 6= ∅}

2
Given the contour functions of all buffer classes of a chain a simple minimum computation
suffices to obtain the minimal indices.
Theorem 7.5.1 For 1 ≤ δ ≤ κ the minimal indices Wδκ , Mδκ , and Bδκ are given by
Wδκ = ↓ {l | C(Wl )(κ−δ) ≤ δ}
Mδκ = ↓ {l | C(Ml )(κ−δ) ≤ δ}
Bδκ = ↓ {l | C(Bl )(κ−δ) ≤ δ}
Proof. We only prove the first equality. Proofs of the second and third equality can
be obtained by replacing all occurrences of W by M and B respectively. Let l = ↓
{k | C(Wk )(κ−δ) ≤ δ}. Then C(Wl )(κ−δ) ≤ δ and C(Wk )(κ−δ) > δ, for k < l. By
κ
κ
Definition 7.5.1 it follows that ♥Bδ ∩Wl 6= ∅ and ♥Bδ ∩Wk = ∅, for k < l. Hence Wδκ = l.
2
Since all linear buffers have an i/o-distance equal to their capacity, the contour function
of class S is given by
(
1
if ρ = 0
C(S)(ρ) =
+∞ if ρ > 0
Note that contour C(S) is the line that separates area A3 from A2 in the buffer design
space of Figure 7.6. As far as we know, the other line in this figure, i.e., the line that
separates area A1 from area A2 , is not a contour of any of the buffer classes that have
been introduced. For completeness sake we therefore define one additional contour C=
that coincides with the line that separates area A1 from A2 , i.e., for all ρ we define
C= (ρ) = E(δ+ρ)

(7.6)

where function E is defined by Equation 7.5 in Corollary 7.2.1.
Apart from class S there is no buffer class X for which we have an explicit formula
for C(X )(ρ). Nevertheless, it is easily seen that for each buffer class X contour C(X ) lies
between C= and C(S). In fact, the contours can be ordered into a lattice. Because the
minimum of a set of values is at most the minimum of any of its subsets, it follows that
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C, viewed as a function of the buffer class, is antitonic, i.e., for all buffer classes X and Y
function C satisfies
Y ⊆ X ⇒ C(X ) v C(Y)
Here, the partial order v on (contour) functions is the point-wise order defined by
C(X ) v C(Y) = ∀0≤ρ C(X )(ρ) ≤ C(Y)(ρ)
Hence the contour functions can be arranged into a lattice that is isomorphic to the lattice
of buffer classes themselves, but extended with an additional bottom element C= . Note

v

v

v

C(B1 ) = C(M1 ) = C(W1 ) = C(S)

v

v

v

C(B2 ) v C(M2 ) = C(W2 )

v

..
.

..
.

C= v

C(B)

v
v

C(M)

v

v

..
.
v

v

C(B3 ) v C(M3 ) v C(W3 )

v C(W)

Figure 7.8: A lattice of contour functions.
that the contours C(W), C(M) and C(B) are the limits of their corresponding chains, i.e.,
lim C(Wn ) = C(W),

n→∞

lim C(Mn ) = C(M),

n→∞

lim C(Bn ) = C(B)

n→∞

Given an arbitrary set of buffers closed under serial composition, represented by some
contour C, and a set of construction methods, represented by a set of production rules R,
the contour C ∗ of the closure of that set under the construction methods can be computed
by the following procedure:
For increasing i/o-distance δ, starting with contour C and δ = 1, check for each
production rule in R whether it can be applied to the current set of buffers with
i/o-distance δ, and if so check whether application of the rule yields a buffer with
coordinates (ρ0 , δ 0 ) below the current contour, i.e. δ 0 < C(ρ0 ). If this is indeed the
case, then adjust the current contour by setting C(ρ0 ) to δ 0 , thereby implicitly
adjusting the current set of buffers.
With regard to this procedure we make the following observations:
1. Since the contour of a class is an infinite object, the procedure will in general not
terminate. However, it approximates the desired contour C ∗ in the sense that the
initial segment {C(ρ) | 0 ≤ ρ < R} that coincides with C ∗ becomes larger and larger.
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2. For any given i/o-distance the order in which the production rules are applied is
irrelevant as long as all possibilities for that i/o-distance are considered.
3. When the contours of classes belonging to the same chain of the lattice are computed
in increasing order, it is not hard to extend this procedure in such a way that also
the minimal indices are obtained.

7.6

Taxonomy of optimal buffers

We have used the procedure sketched in the previous section to compute initial segments
of length 1000 of the contours of several buffer classes. The results are given in Figures 7.9,
7.10 and 7.11. They are presented in the original (κ, δ)-coordinates; the (ρ, δ)-coordinates
are merely used for computational purposes.
25

20

15

i/o−distance δ

10

5

0

17

426

−5

557

−7

692

−9
93

−11

0

100

200

300

400

500
capacity κ

600

700

800

900

1000

Figure 7.9: Plots of the first six contour functions C(Wl ), for 2 ≤ l ≤ 7. The top
plot represents C(W2 ). To avoid clutter, the other contour functions are given as shifted
difference curves below the δ=0 axis. From top to bottom the curves C(W3 )−C(W2 ),
C(W4 )−C(W3 )−5, C(W5 )−C(W4 )−7, C(W6 )−C(W5 )−9, and C(W7 )−C(W6 )−11 are
plotted.
Figure 7.9 shows the contours of the first six classes of the W-chain. As one can see,
contour C(W2 ) is roughly logarithmic, which means that for the vast majority of (κ, δ)-pairs
there is already an optimal buffer in class W2 . To be precise, there are only 2477 (κ, δ)pairs in area A2 for which there is no optimal (κ, δ)-buffer in W2 . This is approximately
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5 of the total number of (κ, δ)-pairs in that area. Going from class W2 to class W3 the
amount of additional optimal buffers is still substantial, but thereafter only occasionally
new optimal buffers appear. Moreover, the pattern of appearance, i.e. the shape of the
difference curves, is quite irregular, both with respect to the number of additional optimal
buffers and with respect to the capacity at which the first new optimal buffer is found. For
class W3 the first new optimal buffer is a buffer with (κ, δ)-coordinates (17, 7). This is the
diamond buffer displayed in Figure 7.2.
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Figure 7.10: Plots of the contour functions C(Ml ), for l = 2, 3, 4, 5, 7, 11. The top plot represents C(M2 ) = C(W2 ). The other contour functions are given as shifted difference curves
below the δ=0 axis. From top to bottom the curves C(M3 )−C(M2 ), C(M4 )−C(M3 )−5,
C(M5 )−C(M4 )−7, C(M7 )−C(M5 )−9, and C(M11 )−C(M7 )−11 are plotted.
Figure 7.10 shows the contours of the first ten classes of the M-chain. Because the
contours of class M6 , M8 , M9 , and M10 are identical to those of their immediate predecessors (at least for values of κ below 1000), only six distinct contours are displayed. For
the M-chain roughly the same observations can be made as for the W-chain. Going from
class M2 to class M3 the improvement is substantial, but thereafter only occasionally
new buffers appear and the pattern seems irregular. The smallest buffer in M3 \M2 is an
interesting one. It is the square buffer SBUF 3 with (κ, δ)-coordinates (9, 5).
Finally, Figure 7.11 shows the contours C(W) and C(M). These contours have been
obtained by computing the contours of a sufficiently long initial segment of the chains
for which they are the limiting cases. In addition contour C= defined in Equation 7.6 is
drawn. The part of area A2 (see Figure 7.6) between this contour and contour C(M)
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Figure 7.11: Plot of the contour functions C(M) and C(W), the latter shifted by -10. Also
contour C= below which no equidistant buffers exist is drawn. Note that the gap between
this contour and the other two is very small indeed. For any capacity up to 1000 it is at
most 4 units.

is “unknown territory”. It contains the (κ, δ)-pairs for which it is not known whether
there exists an optimal (κ, δ)-buffer. Of course, when they exist, these buffers must have
complex structures, since they belong to B\M. Because the unknown territory is already
very small, we have not explored this area any further. For contours truncated at length
1000 it contains only 1478 (κ, δ)-pairs, which is roughly 3 of the entire area A2 . As we
increase the contour length the proportion of the unknown territory becomes vanishingly
small.

Summarizing, we find that for almost all (κ, δ)-pairs there exists an optimal buffer and
that in the overwhelming majority of the cases there is an optimal buffer with a very simple
structure, i.e., an optimal buffer that belongs to class W2 . Moreover, all these buffers are
equidistant by construction.
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Empirical validation

Square buffers are introduced by Brunvand [12] and Ebergen [26]. In his paper Ebergen
reports performance measurements on an actual VLSI-circuit implementing system
Ebergen =
proc (in a, out b)·
|[ chan c1, c2, c3, c4, c5, c6, c7
|i Buf (a, c1) k SBUF 5 (c1, c2) k Buf (c2, c3) k Mwag 5 (c3, c4)
k Buf (c4, c5) k SBUF 5 (c5, c6) k Buf (c6, c7) k Mwag 5 (c7, b)
]|
Hence this system provides an opportunity to validate our performance model. Note that
system Ebergen has capacity 74 and i/o-distance 34. Connecting the output of this system
to its input yields a closed system that is a ring oscillator. The oscillation frequency of this
ring, when left to run free, is determined by the initial occupancy (token load) of the ring.
Ebergen finds that the ring oscillator runs at a fixed maximum frequency (measured at the
point where the ring is closed) for any occupancy in the range 23 ≤ ω ≤ 63, indicating an
elasticity of 40
. For occupancies less than 23 and greater than 67 the throughput drops to
74
zero in a roughly linear fashion.
Obviously, the frequency of the ring oscillator equals the throughput of system Ebergen.
Because it is the serial composition of optimal buffers, system Ebergen is itself an optimal
buffer. Computing its elasticity at maximal throughput 12 we obtain

² (Ebergen)
1
2

=

1−

∆(Ebergen)
K(Ebergen)

=

40
74

Hence our theoretical performance model correctly predicts the elasticity of this system
from its high-level description, without requiring any information about the true throughput at which the system runs. The latter is of course dictated by the technology in which
the circuit is fabricated and various low-level implementation details. One effect of these
low-level details not caught by the theory is the fact that for the actual circuit the plateau
= 37, as is the case in our theoretiof the elasticity plot is not centered around K(Ebergen)
2
cal model. In fact the falling flank of the elasticity plot, spanning the last 11 occupancy
values, is roughly twice as steep as the rising flank of the elasticity plot, spanning the first
23 occupancy values. This can be explained by assuming different propagation speeds for
holes and tokens (see e.g. a performance analysis at circuit level by Williams [89]). To
some extent these differences can be captured by changing the canonical schedules of the
basic components. For instance, defining the canonical schedule of the one-place buffer by
σB (a#i) = 3i and σB (b#i) = 3i+2, would result in occupancy 32 when the component executes at its maximum throughput, which in this case would be 13 . Similar modifications to
the canonical schedules of the other basic components lead to buffers with skewed elasticity
plots. What can be achieved with this type of modeling in terms of system comparison or
even more accurate prediction of system behavior is an interesting research question.
In his paper Ebergen also reports that power consumption is proportional to throughput, which supports the validity of Lemma 6.6.1.
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Discussion

The design space exploration performed in this chapter navigates both the problem space
and the solution space. The solution space is spanned by four performance coordinates:
storage capacity, i/o-distance, throughput, and elasticity. The theory developed in the
previous chapter reduces the effort to find Pareto-optimal points in this space considerably. First, the theory establishes an upper bound for the elasticity of a system given any
combination of values of the other three coordinates. As a consequence, the search for
Pareto-optimal points with maximal elasticity can be reduced to a set of decision problems
that ask for the existence of designs whose four coordinates are related by the equation
K(1 −

²

Θ=θ )

= 2θ∆

(7.7)

Hence optimization in a 4-dimensional solution space is reduced to optimization on a 3dimensional surface. Moreover, the theory indicates that we can get rid of the throughput
coordinate entirely. Existence of a Pareto-optimal 4-tuple with maximum throughput
implies the existence of a Pareto-optimal 4-tuple for any throughput, and vice-versa. Hence
we only need to navigate a 2-dimensional subspace of the 4-dimensional solution space, viz.
the intersection of the 3-dimensional surface with the maximum throughput hyperplane
given by equation θ = 12 .
Next consider the problem space. Here our theory links optimality to a structural
property, namely being equidistant. The Bisection theorem gives us a mechanism for
the construction of novel equidistant systems from existing ones. The link with solution
space is concisely captured by production rules that generate (κ, δ)-pairs. Since production
rules are associated with specific composition methods, structural aspects of designs are
controlled via the set of adopted production rules.
Although it has a high coverage, the design space exploration given in this chapter
is not exhaustive. There has remained a part of the design space that we have dubbed
“unknown territory” in Section 7.6, and that consists all (κ, δ)-pairs between contours C=
and C(M) for which the quest for a Pareto-optimal solution has not been completed. For
instance, for the pair (κ, δ) = (13, 6) we have not determined what the maximal elasticity is
that can be reached. System B = WAG02 (SER (TBUF 3 , Buf ), TBUF 4 ) is a (13, 6)-buffer
6
7
with elasticity Θ= 1 (B) = 13
. This is less than the theoretical upper bound which is 13
.
2
Nevertheless, buffer B may be a Pareto-optimal (13, 6)-buffer, because we are not aware
of a (13, 6)-buffer with a larger elasticity. We consider a more detailed exploration of the
unknown territory for Pareto-optimal buffers,however, a waste of effort. In all likelihood
such an exploration will only produce buffers that are not maximally elasticity. A better
approach is to expand the set of building blocks in such a way that the size of the unknown
territory shrinks, i.e., the number of (κ, δ)-coordinates for which a maximally elastic buffer
can be constructed increases. As an example of this approach we show how an optimal
(13, 6)-buffer can be constructed. The building block needed for its construction is a
component that merges two streams in a block-wise alternating fashion. So, let Bam l be
the component given in Figure 7.12. It is a straightforward exercise to verify that Bam l
is data-conservative, and therefore can be used in the construction of optimal buffers just
like the other merge components.
With this additional building block an optimal (13, 6)-buffer can be constructed as a
variation of the square buffer SBUF 3 . The resulting design is displayed in Figure 7.13. In
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Bam l =
proc (in e, f, out b)·
|[ var x
|i ( (e?x; b!x)l
; (f ?x; b!x)l
)∗
]|

E
e

F

f

Tl k E = T2lk B

BAl

Tl k F = T2ll+k B

b

B

Figure 7.12: A block-wise alternating merge component.
this design the one-place buffers that in the square buffer SBUF 3 connect the S2P -converter
to the P2S -converter have been replaced by Split 02 components. As a consequence, we need
two P2S 3 components and an additional Bam 3 component to merge the output streams of
these two P2S -converters into a single output stream. Although we shall not do so here, it
can be shown by scheduling of communication events that this buffer is indeed optimal.
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Optbuf (13,6) =
proc (in a, out b)·
|[ chan c[0 .. 3), d[0 .. 3), e[0 .. 3), f, g
|i S2P 3 (a, c)
k Split 02 (c[0], d[0], e[0])
k Split 02 (c[1], d[1], e[1])
k Split 02 (c[2], d[2], e[2])
k P2S 3 (d, f )
k P2S 3 (e, g)
k Bam 3 (f, g, b)
]|

Figure 7.13: Optimal (13, 6)-buffer.
Having obtained a novel optimal buffer we can apply the Bisection theorem to generate
additional novel optimal buffers. So we note that the six channels d[0 .. 3) and e[0 .. 3)
form a forward cut. Since each of these channels carries the same fraction of data items,
application of the Bisection theorem with this cut yields production rule
(κ, δ) 7→ (6κ+13, δ+6)
which can be used to show the existence of an optimal (19, 7)- and (25, 8)-buffer. Similar
constructions can be applied to find optimal buffers for other (κ, δ)-pairs in the unknown
territory.
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Compared with the merge components from the set of basic components, the Bam l
components have a slightly more complex flow of control. Nevertheless they still meet the
requirements stated in Section 3.4. Some other modifications to basic components that do
not violate these requirements and that lead to novel optimal buffers are minor increases
in fan-in and fan-out and addition of a few variables. Because for a fixed i/o-distance
they allow the construction of systems with a higher capacity, usage of such components
also changes the position of contour C= , thus increasing area A2 with respect to A1 (see
Figure 7.6). For instance, in his master’s thesis, Smets [79] uses split and merge components
with fan 3 to build optimal cubic buffers. Another option is to use building blocks with
storage capacity greater than 1 and to apply the principle of wagging within a single
component [6]. As an example of such a building block, consider the single component
4-place buffer given by
Buf 4 =
proc (in a, out b)·
|[ var w, x, y, z
|i a?w; (a?x, b!w; a?y, b!x; a?z, b!y; a?w, b!z)∗
]|
Compared to, for instance, the 4-place linear buffer LBUF 4 , it has the advantage that its
i/o-distance is four times smaller, and therefore it achieves lower latency (Corollary 6.3.3),
and dissipates less energy (Corollary 6.6.1) per output. Because it performs input and
output in parallel, this component is also able to achieve throughput 1. Of course, this
building block requires more complex hardware — a 4-way multiplexer and de-multiplexer
and a controller with a larger state space —, which is the reason why it is not included
in the original set of building blocks. These disadvantages can be overcome by observing
that this design is similar to a conventional software buffer design that uses circular array
for data storage and two pointers to indicate the locations of the next read and write
operations. A hardware design based on this architecture is given by Chelcea and Nowick
[17]. It contains four cells hooked up to an input and output bus and the pointers are
implemented by means of a token ring in which a read and a write token circulate. A cell
that holds a token will perform the corresponding buffer operation. The individual cells
in this design are given as Tangram programs, which we recognize as data-conservative
building blocks. In principle, this design can be scaled to obtain buffers with i/o-distance
1 and arbitrary capacity. However, at some point the input and output buses become the
bottleneck and our metrics can no longer be considered truthful.
In [49] Kloosterhuis introduces the enabling model to reason about the performance
of what he calls concurrent mechanisms. In the enabling model (systems of) processes
are modeled as sets of real time schedules. These sets of schedules are specified in terms
of the minimal delay required by the system to respond to events in its environment.
Amongst others, Kloosterhuis uses his enabling model to study the performance of buffer
systems similar to the ones discussed in this chapter. He also studies phenomena related
to elasticity. A quantity he is interested in is the minimum overhead, in terms of storage
locations, required by a buffer to implement a specification with “optimal quality”. The
terminology used is vastly different from ours, but transferred to our setting optimal quality
becomes maximal throughput and the specification against which the implementation is
measured is the desired occupancy. This question can be answered by looking at elasticity.
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For any buffer B the storage overhead is given by K(B)(1 − Θ= 1 (B)), which according to
2
Equation 7.7 is given by the i/o-distance ∆(B). Kloosterhuis shows that assuming what
he calls “limited neighborhood” — in our terminology, using building blocks with bounded
storage capacity and finite fan — the minimum overhead is a logarithmic function of the
buffer’s capacity. This is consistent with our result that contour C= is a logarithmic curve.
Our work, however, also reveals the structural properties buffers need to have execute with
minimal overhead.
In view of the performance criteria formulated at the start of this chapter the buffers
from class W2 are almost ideal. Apart from the linear buffers that have poor elasticity,
they have the simplest structure of all, and those of them that lie on contour C= , which
is a considerable number, also have the best possible elasticity of any buffer of the same
capacity. Nevertheless the other buffers are of practical interest as well. To appreciate why
this is the case, recall from the introduction of this chapter that buffers are a subclass of the
data-conservative systems which, in general, perform computations that satisfy equation
p(k)
k
Tl+1
B = Fk Tl+1 A. Suppose that
T30 B = F0 G T30 A

T61 B = F1 H T61 A
T62 B = F2 H T62 A

T64 B = F4 H T64 A
T65 B = F5 H T65 A

Then a modification of the diamond buffer, in which on every path from input to output a one-place buffer is replaced by the subsystem that computes the corresponding
F-transformer, and in which subsystems that compute the G- and H transformers are inserted immediately after the Split 23 component, will yield a system with excellent elasticity.
Moreover, only one H-subsystem is needed, instead of four.
For a data-conservative computation in general it holds that not only every output
depends on precisely one input, but also that the input and output stream can be partitioned into blocks of equal size such that each output from any output block depends on
precisely one input from the corresponding input block. In the next chapter we consider
a generalization of data-conservative computations, in which each output of a block may
depend on a number of inputs of the corresponding input block.
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Chapter 8
Block Computations
This chapter is concerned with the design and performance analysis of block-conservative
systems. For the sake of simplicity the discussion is mostly confined to SISO-systems,
although there is no fundamental difficulty in dealing with systems of more general port
type.
The type of computations performed by block-conservative systems are called block
computations. The concept of blocks has already been introduced when we discussed the
computations performed by data-conservative systems in Chapter 7. Recall that every
data-conservative SISO-system performs a computation that is specified by an equation of
the form
p(k)

k
Tl+1
B = Fk Tl+1 A

In this specification both the input and the output stream are divided in blocks of size
l+1, and each output value depends on a single value from the corresponding input block.
Hence such computations are a special case of a more general type of computation in
which each output value depends on several or even all values of the corresponding input
block. The latter computations are called block computations, and are precisely the type
of computations performed by block-conservative systems. So a block computation for a
SISO-system with input stream A and output stream B satisfies specification
k
0
l
Tl+1
B = Fk (Tl+1
A, . . . , Tl+1
A)

(8.1)

The comparator is the only basic building block that performs a block computation
but that is not data-conservative. Therefore, the systems investigated in this chapter all
contain this building block. In particular, all systems studied in this chapter are block
sorters. For a block sorter with block size l+1 the stream transformer Fk is the lifted
version of the function that computes the element of rank k from a tuple of size l+1.
Because their outputs depend on multiple inputs, block-conservative systems have a
reduced elasticity in comparison to data-conservative systems. Hence for these systems
determination of their elasticity requires a more sophisticated analysis. To begin with,
this analysis uses a definition of elasticity based on extreme latencies, instead of extreme
occupancies. Furthermore, it relies on latency bounds specifically developed for blockconservative systems, which are tighter than the ones for data-conservative systems given
in Corollary 6.3.3.
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In this chapter we also pay attention to the energy consumption of our systems. Since
block sorters perform only one type of operation, viz. comparison, it is possible to compare
them not only with respect to communication energy, but also with respect to computation
energy.
The remainder of this chapter is organized as follows. Section 8.1 introduces some
notation and a few new building blocks. In Section 8.2 new bounds for the extreme
latencies of block-conservative systems are given. Section 8.3 presents five families of block
sorters and analyzes their performance. The results of these analyses are compared in
Section 8.4.

8.1

Preliminaries

In this section we introduce some notation to reason about block sorters and a few building
blocks commonly used in the construction of these systems. To begin with, we show how
stream operators can be used to express order properties of a stream. So far, we have
treated the domain D of data elements as unordered. In the remainder of this chapter we
assume that ≤ is a partial order on D.
For 0 ≤ r ≤ l, we say that stream A is tail-block-sorted with block size l+1 and tail size
r
l+1−r, denoted by TSl+1
(A), when
k+1
k
Tl+1
A(q) ≤ Tl+1
A(q)

for 0 ≤ q and r ≤ k < l. In this formula index q denotes a block number. When r = 0, we
say that A is block-sorted with block size l+1, denoted by BS l+1 (A).
In addition to these predicates it is also convenient to have a notation for the blocks of
(l+1)
denote the finite substream of A consisting of the block
a stream. So, for 0 ≤ q, let Aq
of size l+1 with rank q, i.e.,
r
A(l+1)
(r) = Tl+1
A(q) = A((l+1)q+r)
q

for 0 ≤ r ≤ l. When the block size can be inferred from the context we simply write
→
−
(l+1)
Aq instead of Aq . Finally, for any finite stream B, let B denote the finite stream that
contains the elements of B arranged in ascending order. Hence a SISO-system with input
−
→
stream A and output stream B is a block sorter, when Bq = Aq for every block q.
The simplest building block with sorting capabilities is the comparator. It is already
part of the set of basic components. Simple comparators are used in the triangular block
sorters to be discussed in Section 8.3.4. However, most block sorters discussed in this
chapter are best explained in terms of two building blocks that realize somewhat more
complex functionality. These building blocks are called insert-select and shuffle-compare
components respectively. Although these building blocks can be built from the known basic
components, we nevertheless also introduce a novel basic component. This novel basic
component is called a first-merge-last-split component and is used in the construction of
the insert-select component.
A first-merge-last-split component of order l is a component that consumes two input
streams A and C, and that produces two output streams B and D. Its diagram and
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Fmls l+1 =
proc (in a, c, out b, d)·
|[ var x
|i ( a?x
; (d!x; c?x)l
; b!x
)∗
]|

C

A
a

c

FL l+1
b

d

D

B

Figure 8.1: A first-merge-last-split component.
program text are depicted in Figure 8.1. As its name already suggests, the functionality
provided by this component can be also obtained by the composition of a Merge 0l+1 and
a Split ll+1 component. Indeed it is not hard verify that a first-merge-last-split component
satisfies specification B = Tl l−1 C, Tl 0 D = A, and Dl0 D = Dll−1 C. Although superfluous
from a functional point of view, we introduce this component because it is superior in
performance compared to its composite counterpart. It requires less storage as can be
seen from its program text, which contains only one variable. It is also has lower latency
and consumes less energy because fewer variables invoke less communications. Indeed
K(Fmls l+1 ) = 1 = ∆(Fmls l+1 ), whereas both quantities are 2 for the composition of a
merge and split component.
Insert-select components are used in the construction of linear block sorters which are
discussed in section Section 8.3.1. They are built from a first-merge-last-split component
and a comparator. An insert-select component of order l inserts a single element into a
sequence of l elements and subsequently selects the maximal element from the resulting
sequence of l+1 elements. The remaining l elements are output onto a stream in such a
way that the size of the sorted tail is preserved. Figure 8.2 contains both a diagram and
the program text of this component.

D d

C
h

C c

f

F

e

E

g

FL l+1

InsSell+1 =
proc (in c, d, out e, f )·
|[ chan g, h
|i Cmp(d, g, f, h)
k Fmls l+1 (c, h, e, g)
]|

Figure 8.2: An insert-select component.
For 1 ≤ l and 0 ≤ q the insert-select component InsSel l+1 satisfies the specification
−−−−−−−→ −−−−−−−→
(l)
(l)
1. C(q) ++ Dq = E(q) ++ Fq
2. (Tl k F)(q) ≤ E(q),
3. TSlr (D) ⇒ TSlr (F),

for all 0 ≤ k < l
for all 0 ≤ r < l
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Item 1 of this specification states that the catenation, denoted by operator symbol “++”,
of the blocks of rank q from the output streams is a permutation of the catenation of
the corresponding blocks from the input streams. Hence we are dealing with a block
computation with block size l+1. Item 2 of this specification states that the particular
element selected is maximal, which is no surprise in view of the way in which the comparator
is used. On the other hand it is not immediately obvious that the sorted tails of the blocks
of stream F are at least as long as those of stream D, as stated by item 3. Since we are
concerned with performance and not with functionality, however, we do not bother to prove
this property.
Obviously, the capacity of an insert-select component is 3. Determining its i/o-distance
is more complicated. Because an insert-select component is block-conservative, we can use
the token metaphor on a block-by-block basis. Since every input event of a basic component
puts a token into a storage location, we count the total number of input events executed
by all basic components of an insert-select component during the processing of a single
block and divide this number by the block size. For InsSel l+1 the comparator executes 2l
input events per block and the first-merge-last-split component executes l+1 input events.
Therefore ∆(InsSel l+1 ) = 3l+1
.
l+1
A shuffle-compare component is a component that is used in the construction of rectangular and running-order block sorters discussed in Sections 8.3.2 and 8.3.3 respectively.
A shuffle-compare component of order l is a component that shuffles two input vectors of
size l into a single vector of size 2l, and pairwise compares the 2l−2 values in the middle.
It is an example of a pure parallel composition, as can be seen from Figure 8.3. It satisfies
E0

B

B0

E3

C

F0

C

F3

C

B

B7

ShfCmp l =
proc (in e[0 .. l), f [0 .. l), out b[0 .. 2l))·
|[ Buf (e[0], b[0])
k kl−1
j=1 Cmp(e[j], f [j−1], b[2j], b[2j−1])
k Buf (f [l−1], b[2l−1])
]|

Figure 8.3: Shuffle-compare program text and diagram for order 4.
the specification B0 = E0 , B2l−1 = Fl−1 , and B2i+1 = Ei+1 ↑ Fi and B2i+2 = Ei+1 ↓ Fi ,
for 0 ≤ i < l−1. The capacity of a shuffle-compare component is 2l. Being a pure parallel composition its i/o-distance depends on the particular schedule it executes. In the
context of the block computations considered in this chapter, however, the inputs of a
shuffle-compare will always originate from a single block of a stream. Therefore the local
throughput will be the same for all input ports, resulting in ∆(ShfCmp l ) = 1.
Besides insert-select components and shuffle-compare components only two other kinds
of components are used for the construction of block sorters in this chapter. These are
the serial-to-parallel and parallel-to-serial converters that have already been introduced in
Chapter 3.
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We conclude this section with an overview of the minimal and maximal latencies of
the building blocks used in the construction of block sorters. For several types of block
sorters analyzed in this chapter it is sufficient to consider only synchronous schedules.
Hence we introduce separate versions of minimal and maximal latency that are restricted
to synchronous schedules.
Definition 8.1.1 For a block-conservative system X we define the minimal synchronous latency Λ⇓Γ=γ (X) at cycle time γ by
Λ⇓Γ=γ (X) = ↓ {Λ(σ) | σ ∈ ΣS (X) ∧ Γ(σ) = γ}
and the maximal synchronous latency Λ⇑Γ=γ (X) at cycle time γ by
Λ⇑Γ=γ (X) = ↑ {Λ(σ) | σ ∈ ΣS (X) ∧ Γ(σ) = γ}
2
Any schedule σ of a block-conservative system satisfies the inequalities
Λ↓Γ=γ (X)

≤

Λ⇓Γ=γ (X)

≤

Λ(σ)

≤

Λ⇑Γ=γ (X)

≤

Λ↑Γ=γ (X)

Table 8.1 contains an overview of the extreme latencies for all block sorter building blocks.

X

S2P l

P2S l

Λ↓Γ=γ

l+1
2

l+1
2

Λ⇓Γ=γ

l

l

Λ↑Γ=γ

lγ −

Λ⇑Γ=γ

l+1
2

lγ − l

lγ −

l+1
2

lγ − l

InsSel l
(

(

3−

2
l

3 for l = 2
∞ for l > 2
2γ−1

γ−1 for l = 2
−∞ for l > 2

ShfCmp l Cmp
1

1

1

1

γ−1

γ−1

γ−1

γ−1

Table 8.1: Extreme latencies of block sorter building blocks.

8.2

Improved latency bounds

In the previous chapter we have seen a wide variety of buffers that are maximally elastic.
The reason for this abundance is that for buffers there is a lot of freedom in scheduling
the events, which in turn is a consequence of their simple functionality – the identity
stream transformation – realized by buffers. As the functionality of a system becomes
more complex, in particular as the values of the individual outputs become dependent on
more inputs, the events of the systems become more synchronized. As a consequence, the
upper and lower bounds on the occupancy and latency given by Formulae 6.13 and 6.14
become too weak.

196

CHAPTER 8. BLOCK COMPUTATIONS

In this section we establish two theorems that are used to obtain sharper bounds for
SISO-systems that perform block computations. These theorems are formulated in terms
of cycle time and latency because that provides the easiest analysis. If necessary, the results
thus obtained can be reformulated in terms of throughput and occupancy using Little’s
law and the fact that cycle time and throughput are reciprocal quantities.
Recall from Chapter 4 that we can extend the token metaphor to block-conservative
systems as long as we deal with entire blocks in the analysis. In particular for latency
analysis we replace the notion of individual latency by block latency, i.e., the average of
the individual latencies of all events belonging to the same block. Often the block latency
can be determined without explicit knowledge of the individual latencies themselves.
Theorem 8.2.1 Let X be a SISO-system with input port a and output port b that performs
a block computation with block size n. Then for σ ∈ Σ(X) the latency is given by
Λ(σ) =

1 X
λq (σ)
Q→∞ Q
0≤q<Q
lim

where λq is the block latency of block q, which is defined by
λq (σ) =

1 X
(σ(b#(nq+j)) − σ(a#(nq+j)))
n 0≤j<n

Proof. Let tQ be the minimal time slot at which all output values of the first Q blocks
have been delivered. Then
E(X)hσ C tQ i = {b#(nq+j) | 0 ≤ q < Q ∧ 0 ≤ j < n}
Moreover
1
t→∞ # E(X)hσ C ti
lim

X

λe (σ) =

e∈E(X)hσCti

1
Q→∞ # E(X)hσ C tQ i

X

lim

λe (σ)

e∈E(X)hσCtQ i

because the limit on the right-hand side is taken over a subsequence of the sequence on
the left-hand side. Hence the result follows by rewriting the right-hand side. 2
If we can find a bound for the number of time slots that pass between single pair of
events, one from a particular output and the other from the corresponding input block,
that is independent of the block number, and moreover the system in question is a SISOsystem, then we can use this bound to derive bounds for all input-output pairs from a
block with the same rank, and therefore also bounds for the block latency.
Theorem 8.2.2 Let X be a SISO-system with input port a and output port b that performs
a block computation with block size n. For any pair (r, s) of ranks, i.e. 0 ≤ r, s < n, let
λ̌r,s be a number independent of the block number q, such that
σ(b#(nq+s)) − σ(a#(nq+r)) ≥ λ̌r,s
for all σ ∈ ΣΓ=γ (X), and for all 0 ≤ q. Then
λ̌r,s + ((r−s)−(n−1))γ + 2(n−1) ≤ Λ↓Γ=γ (X)
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Proof. Let σ ∈ ΣΓ=γ (X). On account of Theorem 8.2.1 it is sufficient to show that
λ̌r,s + ((r−s)−(n−1))γ + 2(n−1) ≤ λq (σ)
for each block q. Without loss of generality assume that σ is such that σ(a#n(q+1)) −
σ(a#nq) = nγ, for all 0 ≤ q . Then for any block q, 0 ≤ q, we derive
P
1
0≤j<n σ(b#(nq+j))
n
=
{ split summation }
´
³P
P
1
σ(b#(nq+j))
σ(b#(nq+j))
+
s≤j<n
0≤j<s
n
≥

{ schedule output events of block q as early as possible w.r.t. b#(nq+s) }
³P
¡
¢ P
¡
¢´
1
σ(b#(nq+s))
+
2(n−s)
−
nγ
+
2j
+
σ(b#(nq+s))
+
2(j−s)
0≤j<s
s≤j<n
n

=

{ bring constant terms outside summation }
³P
´
P
1
σ(b#(nq+s)) − sγ + n
0≤j<s 2(j+n−s) +
s≤j<n 2(j−s)

=

{ cancel n terms of value −2s versus s terms of value 2n }
P
σ(b#(nq+s)) − sγ + n1 0≤j<n 2j
P
=
{ 0≤j<n j = (n−1)n
}
2
σ(b#(nq+s)) − sγ + (n−1)
Similarly, by scheduling all input events of block q as late as possible with respect to event
a#(nq+r), we derive
1 X
σ(a#(nq+j)) ≤ σ(a#(nq+r)) + (n−1−r)γ − (n−1)
n 0≤j<n
Subtracting the second inequality from the first yields the desired lower bound for the
block latency λq (σ) of block q. 2
Of course, the last theorem has a counter part that bounds the maximal latency of
block computations.
Theorem 8.2.3 Let X be a SISO-system with input port a and output port b that performs
a block computation with block size n. For any pair (r, s) of ranks, i.e. 0 ≤ r, s < n, let
λ̂r,s be a number independent of the block number q, such that
σ(b#(nq+s)) − σ(a#(nq+r)) ≤ λ̂r,s
for all σ ∈ ΣΓ=γ (X), and for all 0 ≤ q. Then
Λ↑Γ=γ (X) ≤ λ̂r,s + ((r−s)+(n−1))γ − 2(n−1)
Proof. Analogous to the proof of Theorem 8.2.2. 2
Since the term ((r−s)−(n−1))γ is maximal (and equal to zero) for (r, s) = (n−1, 0), this
pair usually offers the best opportunity to obtain a sharp lower bound. Likewise, the pair
(r, s) = (0, n−1) offers the best opportunity to obtain a sharp upper bound. Furthermore,
the proofs of the above theorems reveal that schedules with extreme latencies, be it minimal
or maximal, exhibit bursts in their communication behavior. All inputs and/or outputs
associated with the computation of a block occur in a single burst at the highest possible
communication rate, which may be considerably higher than the system’s throughput.
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Block sorters

All block sorters considered in this chapter follow a specific construction pattern. Using
a serial-to-parallel converter the input stream is split into a number of parallel streams
such that each parallel stream contains the items from the input stream corresponding to
a particular position in the block. So in general the number of parallel streams equals
the block size. Of course, these parallel streams are eventually converted back into a
single output stream using a parallel-to-serial converter. The actual sorting takes place in
dedicated subsystems that are either inserted between the two converters or embedded in
one or both converters.

8.3.1

Linear block sorters

The block sorters described in this section all use the insert-select components described in
Section 8.1. Embedding these components in a parallel-to-serial converter yields a parallel
version of the familiar sequential insertion sort algorithm; embedding them in a serialto-parallel converter yields a parallel version of selection sort. Embedding insert-select
components in both converters “simultaneously” yields a parallel version of the well-known
bubble sort algorithm.
To begin with we design a parallel version of insertion sort. From the specification of
component InsSel l+1 it follows that if input stream D is block sorted with block size l, then
output stream F is also block sorted with block size l. Since all elements of Fq are at most
E(q), it follows that inserting E(q) in the F-stream immediately after block number q of
size l will yield a stream that is block sorted with block size l+1. The latter task can be
performed by a simple Merge ll+1 component. Thus we obtain for every l ≥ 1 the insertion
component Insert l+1 . Its program text and diagram are given in Figure 8.4. It is easily

D d
h

C c

f

C
g

FL l+1

e

l
b
Ml+1
B

Insert l+1 =
proc (in c, d, out b)·
|[ chan e, f
|i InsSel l+1 (c, d, e, f )
k Merge ll+1 (e, f, b)
]|

Figure 8.4: Diagram and program text of an insertion component.
seen that a cascade of n−1 insertion components merges n parallel input streams into a
single block sorted output stream of block size n, such that each block of the output stream
contains precisely one value from each input stream. The only thing left to do in order to
obtain a block sorter is to divide the input stream evenly into a number of streams equal
to the desired block size, and feed these streams to a cascade of insertion components of
the proper length. The latter is done with a serial-to-parallel converter. Thus we have
constructed the family of insertion block sorters {IBS n | 1 ≤ n}. See Figure 8.5 for an
illustration of an insertion block sorter with block size 4.
For block length n such a block sorter has capacity 5n−3. The i/o-distance is computed
by considering an entire block. Each of the n values of a block passes through the serial-
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C

InsCasc 1 =
proc (in c[0 .. 1), out b)·
|[ Buf (c[0], b) ]|
InsCasc n+1 =
proc (in c[0 .. n+1), out b)·
|[ chan d
|i InsCasc n (c[1 .. n+1), d)
k Insert n+1 (c[0], d, b)
]|

IBS n =
proc (in a, out b)·
|[ chan c[0 .. n)
|i S2P n (a, c[0 .. n))
k InsCasc n (c[0 .. n), b)
]|

M43

Figure 8.5: Insertion block sorter program texts and diagram for block size 4.
to-parallel converter, one of the values passes through the buffer and exactly l out of n
values pass through subcomponent Insert l . Hence it follows that
!
Ã
X
1
5n2 +n−1
∆(IBS n ) =
n ∗ ∆(S2P n ) + ∆(Buf ) +
l ∗ ∆(Insert l ) =
n
2n
2≤l≤n
Before we embark on the latency analysis of the insertion block sorter, we need a few properties of arbitrary schedules for some of its subcomponents. For the insertion components
we need
Property 8.3.1 Let σ be a schedule for component Insert n with constant cycle time γ.
Then
σ(b#(nq+j)) ≤ σ(c#q)+nγ − 2n + 2j + 2
σ(b#(nq+n−1)) ≤ σ(c#q) + 2nγ − 2n
σ(c#q) ≤ σ(b#(nq+j)) − 2j − 3
σ(c#q) ≤ σ(b#(nq+n−2)) + nγ − 3

(8.2)
(8.3)
(8.4)
(8.5)
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σ(d#((n−1)q+j)) ≤ σ(b#(nq+j)) − 2

(8.6)

2
and for the serial-to-parallel converters we need
Property 8.3.2 Let σ be a schedule for component S2P n with cycle time γ. Then
σ(a#(nq+j)) ≤ σ(c[j]#q)−n+j
σ(c[j]#q)−nγ ≤ σ(a#(nq+n−1−j))−n+j

(8.7)
(8.8)

2
A first consequence of these properties is that the minimal cycle time of an insertion block
sorter is larger than 2.
Theorem 8.3.1 Let σ be a schedule for IBS n with cycle time γ. Then
γ ≥

2n+1 5n−2
↑
n
2n

Proof. Since the output of IBS n is the output of its subcomponent Insert n , the cycle time
of the block sorter equals the cycle time of this subcomponent. From formulae 8.2 and 8.4
it follows that 0 ≤ nγ − 2n − 1. Hence the cycle time is at least 2n+1
.
n
The other lower bound for the cycle time is a consequence of the fact that in every block the
input values follow distinct paths through the block sorter resulting in race conditions. On
the one hand the first value of any block passes through all stages of the serial-to-parallel
converter, whereafter it arrives at the last insertion component. On the other hand the
last value of any block leaves the serial-to-parallel converter at the first stage and passes
through all stages of the insert-cascade component to arrive at the last insertion component.
Therefore the arrival times of these values cannot be too far apart. In particular we
determine the maximal delay incurred by the first value and compare it with the minimal
delay incurred by the last value. Application of formula 8.7, with j = n−1, and formula
8.8, with j = 0 yields
σ(c[0]#q) ≤ σ(c[n−1]#q) + nγ − n − 1

(8.9)

Moreover, application of formula 8.6, with j = 0, once for each of the n−1 insertion components in the cascade and adding a single time slot delay for the initial buffer component
of the cascade yields
σ(c[n−1]#q) ≤ σ(b#(nq)) − 2n + 1
Finally, application of formula 8.2 for j = 0 yields
σ(b#(nq)) ≤ σ(c[0]#q)+nγ − 2n + 2
Combining the last three inequalities we derive
0 ≤ 2nγ − 5n + 2
Hence the cycle time is also bounded from below by

5n−2
.
2n

2

(8.10)
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Note that this theorem states that for still fairly small block sizes the throughput drops to
80 percent of what could optimally be expected. This is a significant performance penalty.
With these preliminaries done we are now ready to analyze the minimal and maximal
latencies of an insertion block sorter.
Theorem 8.3.2 For cycle time γ ≥ 2n+1
↑ 5n−2
the minimal and maximal latencies of
n
2n
the insertion block sorter with block size n are given by
Λ↓Γ=γ (IBS n ) = 4n − 2,

Λ↑Γ=γ (IBS n ) ≤ 3nγ − 3n

Proof. Let σ ∈ ΣΓ=γ (IBS n ). Application of formula 8.7, with j = n−1, and formula 8.10
yields
σ(b#nq) − σ(a#(nq+n−1)) ≥ 2n
By application of Theorem 8.2.2, with r = n−1 and s = 0, it then follows that
Λ↓Γ=γ (IBS n ) ≥ 4n − 2
Hence it remains to show that there exists a schedule that attains this bound. The most
difficult part is to show that the events on the channels that connect the serial-to-parallel
converter to the insert-select cascade can be suitably scheduled. For these we choose
σ(c[n−1]#q) = nγ + 2n − 1
σ(c[n−j]#q) = σ(c[n−1]#q) + 2j − 4
Once these have been given the remaining events are easily scheduled such that the bound
is met. Finally, we prove the upper bound for Λ↑Γ=γ (IBS n ). Combining formula 8.2, with
j = n−2 and formula 8.8, with j = 0, yields
σ(b#(nq+n−2)) − σ(a#(nq+n−1)) ≤ 2nγ − n − 2
Application of Theorem 8.2.3 with r = n−1 and s = n−2 yields the required result. 2
The last theorem states only an upper bound for the maximal latency. Moreover, this
upper bound is not tight, because the analysis is only based on the “race” between the last
and the first element of each block. More detailed analyses resulting in sharper bounds
can be given by successively considering also the races between the last and the second
element, the race between the last and the third element, etc.
On the other hand the performance analysis provides more information about the behavior of the insertion block sorter than the mere numbers we obtain for the latencies.
For instance, the maximal latency is bounded by the latency incurred by the first value of
each block which passes from the serial-to-parallel converter to the selection cascade via
channel c[0]. Insertion of a single one-place buffer in that channel would already result in
a significant increase of the maximal latency.
From Theorem 8.3.2 we derive an upper bound for the elasticity of an insertion block
sorter.

²

Γ=γ (IBS n )

=

Λ↑Γ=γ (IBS n ) − Λ↓Γ=γ (IBS n )
γK(IBS n )

≤

3nγ − 7n + 2
γ(5n−3)
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Hence, the elasticity has the following asymptotic behavior
lim

n→∞

²

Γ=γ (IBS n )

≤

3
7
−
5 5γ

Next we design a block sorter that is a parallel version of selection sort. In this case
a combination of a split component and an insert-select component is used to extract
the maximum of each block of size l+1 from the input stream and send it to a separate
output stream. The combination is called a selection component, denoted by Select l+1 . Its
definition is given in Figure 8.6.
d
0
A a Sl+1

C
h

c

f

F

e

E

g

FL l+1

Select l+1 =
proc (in c, d, out b)·
|[ chan e, f
|i Split 0l+1 (a, c, d)
k InsSel l+1 (c, d, e, f )
]|

Figure 8.6: Diagram and program text of a selection component.
Embedding selection components in the serial-to-parallel converter instead of insertion
components in the parallel-to-serial converter, we construct a block sorter that is a parallel
version of the familiar sequential selection sort algorithm. Figure 8.7 contains an illustration of a selection block sorter with block size 4. Note the duality that exists between
selection block sorters and insertion block sorters. In terms of diagrams this means that
the directions of all arrows are reversed and that each Split 0l+1 component is replaced by
a Merge ll+1 component, and vice-versa. This resembles the situation of antimorph pairs.
However, the correspondence is weaker, since neither the insertion nor the selection block
sorter can be completely filled with tokens. Nevertheless, in view of this duality further
performance analysis of selection block sorters is superfluous, because for every block size
the performance is identical to that of the corresponding insertion block sorter.
Both the insertion and the selection block sorter are asymmetric designs; the insertselect components being embedded either in a serial-to-parallel converter or in a parallelto-serial converter. The next family of block sorters maintains the symmetry by embedding
each insert-select component between a pair consisting of a split component and a merge
component. The result is called a bubble component. The family {Bubble l+1 | 0 ≤ l}
of bubble components is defined in Figure 8.8. The concept of a bubble component is
not new. In [5] such a component has already been introduced, albeit as a monolithic
component specified by a more complex program text. Component Bubble l+1 has capacity
2
= 5 − l+1
.
5 and i/o-distance 5l+3
l+1
Theorem 8.3.3 Let ΣΓ=γ (Bubble l+1 ) 6= ∅. Then γ ≥

2l+4
l+1

and the minimal and maximal
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SelCasc 1 =
proc (in a, out f [0 .. 1))·
|[ Buf (a, f [0]) ]|
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SelCasc n+1 =
proc (in a, out f [0 .. n+1))·
|[ chan e
|i Select n+1 (a, e, f [0])
k SelCasc n (e, f [1 .. n+1))
]|
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M30

FL2

SBS n =
proc (in a, out b)·
|[ chan f [0 .. n)
|i SelCascn (a, f [0 .. n))
k P2S n (f [0 .. n), b)
]|

M40

B

Figure 8.7: Selection block sorter with block size 4.
latencies are given by
Λ↓Γ=γ (Bubble l+1 ) = 5
3l+7
l+1
Proof. On its journey through component Bubble l+1 each token passes through all three
subcomponents. Therefore the block latency is the sum of the latencies incurred in each
subcomponent. Because the contributions of the Split 0l+1 and Merge ll+1 are easy, we start
with the contribution of the InsSel l+1 component. So let σ ∈ ΣΓ=γ (Bubble l+1 ). Then the
L
where
contribution to the latency of block q, is given by λq (σ) = l+1
Ã
! Ã
!
X
X
L =
σ(f #(lq+j)) + σ(e#q) −
σ(d#(lq+j)) − σ(c#q)
Λ↑Γ=γ (Bubble l+1 ) = 4γ −

0≤j<l

0≤j<l

for all 0 ≤ q. It is easy to show that L = L1 +2L2 , or equivalently L = 2(L1 +L2 )−L1 with
X
X
L1 =
bj
L2 =
aj
0≤j≤l

0≤j<l
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Bubble l+1 =
proc (in a, out b)·
|[ chan c, d, e, f
|i Split 0l+1 (a, c, d)
k InsSel l+1 (c, d, e, f )
k Merge ll+1 (e, f, b)
]|

Figure 8.8: Diagram and program text of a bubble component.
where the a- and b-values are defined by
aj = σ(f #(lq+j)) − σ(d#(lq+j))
b0 = σ(d#lq) − σ(c#q)
bj+1 = σ(d#(lq+j+1)) − σ(f #(lq+j))
bl = σ(e#q) − σ(f #(lq+l−1))
Because c#q and d#lq are two successive output events of the Split 0l+1 component, it
follows that b0 ≥ 2. Similarly, because f #(lq+l−1) and e#q are successive input events
of the Merge ll+1 component, it follows that bl ≥ 2. The remaining bj -values are at least 1,
as are all a-values. Hence we find that l+3 ≤ L1 and l ≤ L2 and L1 + L2 ≤ (l+1)γ − 1.
Combining these inequalities we obtain
3≤

l+5
L
≤ 2γ −
l+1
l+1

Unless γ ≥ 2l+4
no value of L exists that satisfies these inequalities. It is not hard to
l+1
see that there exist schedules that meet these bounds, when γ ≥ 2l+4
. Next consider the
l+1
0
l
Split l+1 and Merge l+1 components. By application of Equation 6.14 the latency of both
these components is bounded by 1 ≤ Λ(σ) ≤ γ−1. Since component InsSel l+1 constrains
only the outputs of component Split 0l+1 and only the inputs of component Merge ll+1 , it is
possible to schedule the other events of these components such that either an early or a
late schedule arises. So there exists a schedule for Bubble l+1 in which all subcomponents
meet their lower bounds, and one in which all subcomponents meet their upper bounds.
Combining these bounds gives the required result. 2
It is not hard to verify that when every input block of component Bubble l+1 has a
sorted tail of length l−k, then every output block has a sorted tail of length l−k+1. Hence
Bubble l+1 satisfies, for 0 ≤ k < l, the specification
k+1
k
(B)
(A) ⇒ TSl+1
TSl+1

Since TSnn−1 (A) holds for any stream A and any integer n ≥ 1, it follows that the serial
composition of n−1 of these components yields a block sorter with block size n. A formal
definition of the family of bubble block sorters {BBS n | 2 ≤ n}) is given in Figure 8.9.
A bubble block sorter with block size n has capacity 5n−5 and i/o-distance 5n − 7 + n2 .
. Hence
Its minimal cycle time is equal to that of its bubble components, viz. γmin = 2n+2
n
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BBS 2 =
proc (in a, out b)·
|[ Bubble 2 (a, b) ]|

BBS n+1 =
proc (in a, out b)·
|[ chan c[0 .. n−1)
|i Bubble n+1 (a, c[0])
k k0≤j<n−2 Bubble n+1 (c[j], c[j+1])
k Bubble n+1 (c[n − 2], b)
]|

Figure 8.9: Bubble block sorter with block size n.
for n → ∞ the minimal cycle time goes to 2. So, in contrast to the insertion block sorter,
the minimum cycle time of the bubble block sorter is asymptotically optimal. Its extreme
latencies are given by
Theorem 8.3.4 For cycle time γ ≥ 2n+2
the minimal and maximal latencies of a bubble
n
block sorter with block size n are given by
Λ↓Γ=γ (BBS n ) = 5n − 5
Λ↑Γ=γ (BBS n ) ≤ 4(n−1)γ −

(n−1)(3n+4)
n

Proof. Since BBS n is the serial composition of n−1 Bubble n components, the minimal
latency of BBS n at cycle time γ is at least n−1 times Λ↓Γ=γ (Bubble n ). For the same
reason, the maximal latency of BBS n at cycle time γ is at most n−1 times Λ↑Γ=γ (Bubble n ).
Equality does not need to hold because in a serial composition of two systems the set of
schedules for the second component is restricted to those schedules that match a schedule
of the first component. It is not hard to verify, however, that there exists a schedule σn for
Bubble n with latency 5 such that σn (b#i) − σn (a#i) = 5. Hence, a schedule with latency
5 for BBS n is obtained by taking σn ; π 5i as the schedule of its i-th Bubble-component. 2
Using the last theorem, we find that the asymptotic elasticity of a bubble block sorter
is given by
lim

n→∞

²

Γ=γ (BBS n )

≤

8
4
−
5 5γ

Besides temporal metrics such as minimal cycle time, latency and elasticity there are
other metrics that are important in judging the performance of a system of linear block
sorters. The area required by the various designs is given by their capacity, which has been
stated for all designs. Likewise, the communication energy is given by the i/o-distance,
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which also has been stated. Since the only operation performed by block sorters is comparison of data-values, the computation energy is proportional to the number of comparisons
performed by the sorter. So, we use the number of comparisons per data item, denoted
by “#< ” as a metric for computation energy. This number is easily computed by counting
the number of comparisons per block and dividing the outcome by the block size. Using
the fact that component InsSel l+1 performs l comparisons per block of size l+1, we find
#< (IBS n ) = n(n−1)
and #< (BBS n ) = (n−1)2 . The latter number can be improved upon
2
n
by noting that BS n (A) ⇒ TS2n
(A), for any stream A. Hence, a bubble block sorter with
block size 2n can be constructed as the serial composition of a bubble block sorter with
block size n followed by n components of type Bubble 2n . The resulting bubble block sorter
performs only 38 n2 −n+ 13 comparisons instead of the 4n2 −4n+1 performed by the original
one, i.e., a reduction of 33% is obtained. Note that this modification does not change the
capacity and has only marginal influence on the i/o-distance, since the i/o-distance of a
Bubble-component is almost independent of its order.

8.3.2

Rectangular block sorters

In the literature many combinational circuits are known that given a block of inputs produce a sorted block of outputs (see [50] for an overview). Any of these parallel sorter
circuits can serve as a basis for a rectangular block sorter. For instance, let AnySortn be
any parallel sorter circuit that sorts blocks of size n, then
Any =
proc (in a, out b)·
|[ chan c[0 .. n), d[0 .. n)
|i S2P n (a, c) k AnySortn (c, d) k P2S n (d, b)
]|
is a block sorter with block size n.
In the rest of this section we study a particular rectangular design, due to Batcher [4],
and show that its asymptotic elasticity is optimal. It is based on the well-known principle
of odd-even merging. Hence we take the functional correctness of the design for granted
and concentrate on its performance.
An odd-even merger of order k is a component that repeatedly takes — in parallel —
two blocks of length 2k−1 and merges them into an output block of length 2k . Merging is
done in such a way that if the input blocks are sorted then the output block is sorted as
well. To be precise, the family {OEM k | 1 ≤ k} of odd-even mergers is defined by
OEM 1 =
proc (in c, d, out b[0 .. 2))·
|[ Cmp (c, d, b[0], b[1]) ]|

OEM k+1 =
proc (in c[0 .. 2k ), d[0 .. 2k ), out b[0 .. 2k+1 ))·
|[ chan e[0 .. 2k ), f [0 .. 2k )
|i OEM k (c[0 .. 2k−1 ), d[0 .. 2k−1 ), e)
k OEM k (c[2k−1 .. 2k ), d[2k−1 .. 2k ), f )
k ShfCmp 2k (e, f, b)
]|

As indicated in Property 6.4.1, the minimal and maximal occupancy, and therefore also
the minimal and maximal latency, of a system are attained by its early and late schedules

8.3. BLOCK SORTERS

207

respectively. It is not hard to verify that for a comparator both early and late schedules
are synchronous. This property also holds for the odd-even-merge components. It is a
trivial consequence of the following theorem.
Theorem 8.3.5 Let a be any input port of OEM k and b any output port. Furthermore let
σ be a schedule for OEM k with cycle time γ. If σ is an early schedule, then
∀0≤i

σ(b#i) − σ(a#i) = k

and if σ is a late schedule, then
∀0≤i

σ(b#i) − σ(a#i) = k(2k γ − 1)

Proof. By mathematical induction. For k = 1 this is a trivial property of the early and
late schedules of the comparator. For 2 ≤ k it is always possible to construct a sequence
(a = c[0], c[1], . . . , c[m], b = c[m+1]), where c[j] is either an internal channel or an input
port or output port of OEM k , such that any pair of consecutive members of the sequence
consists of both an input port and an output port of the same subcomponent. Given such
a sequence we have
σ(b#i) − σ(a#i) =

X

(σ(c[j+1]#i) − σ(c[j]#i))

0≤j≤m

from which the desired result is an immediate consequence. 2
For 1 ≤ k an odd-even-merge sorter of order k is a component built from odd-even
mergers of order at most k that repeatedly consumes — in parallel along a set of input
ports a — a block of size 2k , and produces — in parallel along a set of output ports
b — a sorted block, also of size 2k . Surrounding an odd-even-merge sorter with a pair
of converters yields an odd-even-merge block sorter. Figure 8.10 contains a diagram of
an odd-even-merge block sorter with block size 8. In contrast to the program text this
diagram clearly shows that the odd-even-merge sorter enclosed between the converters has
a layered structure. Each layer consists of one-place buffers and comparators, and although
the pattern of buffers and comparators varies per layer, the capacity of each layer equals
layers, the capacity of an odd-even-merge block
the block size 2k . Since there are k(k+1)
2
sorter is given by
k(k+1) k
K(OEMBS k ) = 2k+1 +
2
2
where the first term represents the capacity of the converters and the second term the
capacity of the enclosed odd-even-merge sorter. Similarly, the i/o-distance is given by
∆(OEMBS k ) = (2k +1) +

k(k+1)
2

where again the first term represents the combined i/o-distance of the converters, and
the second term represents the i/o-distance of the odd-even-merge sorter, which equals its
number of layers.
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OEMS 1 =
proc (in a[0 .. 2), out b[0 .. 2))·
|[ OEM1 (a[0], a[1], b) ]|
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OEMS k+1 =
proc (in a[0 .. 2k+1 ), out b[0 .. 2k+1 ))·
|[ chan c[0 .. 2k ), d[0 .. 2k )
|i OEMS k (a[0 .. 2k ), c)
k OEMS k (a[2k .. 2k+1 ), d)
k OEM k+1 (c, d, b)
]|

C

C

B

C

B

P2S8

OEMBS k =
proc (in a, out b)·
|[ chan c[0 .. 2k ), d[0 .. 2k )
|i S2P 2k (a, c)
k OEMS k (c, d)
k P2S 2k (d, b)
]|

Figure 8.10: Odd-even-merge block sorter with block size 8.
Theorem 8.3.6 The minimal and maximal latencies of an odd-even-merge block sorter of
block size 2k at cycle time γ ≥ 2 are given by
k(k+1)
2
k(k+1) k
Λ↑Γ=γ (OEMBS k ) = 2k+1 (γ−1) +
(2 γ−1)
2
Λ↓Γ=γ (OEMBS k ) = 2k+1 +

In each case the first term represents the contribution of the converters and the second
term the contribution of the odd-even merge-sorter.
Proof. Consider the odd-even merge-sorter embedded between the converters. The data
flow in this circuit is such that each input block gives rise to the communication of a
complete block between each pair of consecutive layers. Even when the input block is
not communicated in a synchronous manner, there will be an intermediate block that is
communicated synchronously, since the system must in principle be able to compare any
pair of elements from the input block, even though not all pairs will be compared when
sorting any particular block. Starting from this layer it is then not hard to reschedule the
communication events such that all blocks are communicated synchronously. So we may
assume, without loss of generality, that all layers of the odd-even-merge sorter operate
according to a synchronous schedule and that Λ⇓Γ=γ (OEMS k ) equals the number of layers
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Hence the minimal latency of OEMBS k at cycle time γ is given by

Λ↓Γ=γ (OEMBS k )
= Λ⇓Γ=γ (OEMBS k )
= Λ⇓Γ=γ (S2P 2k ) + Λ⇓Γ=γ (P2S 2k ) + Λ⇓Γ=γ (OEMS k )
k(k+1)
= 2k+1 +
2
Similar reasoning can be used to compute the maximum latency. 2
Note that an odd-even-merge sorter in between the converters is optimal in the sense that
it meets the bounds given in Theorem 6.3.5. Hence, no block-conservative system with
the same capacity and i/o distance, whether it sorts or exhibits another functionality,
has a greater elasticity. Nevertheless, an odd-even-merge block sorter is not maximally
elastic, but the loss of elasticity due to sorting can be attributed entirely to the required
synchronous behavior of converters. For large k, however, this loss of elasticity becomes
negligible. Using Theorem 8.3.6 it can be proven that
lim

k→∞

8.3.3

²

Γ=γ (OEMBS k )

= 1

Running-order block sorters

All rectangular block sorters share the property that a parallel sorting circuit is inserted
between a serial-to-parallel and a parallel-to-serial converter. This sorting circuit consists
of comparators and one-place buffer components. The insertion and selection block sorters
presented in Section 8.3.1, on the other hand, have their comparators integrated in one of
the two converters.
The running-order block sorters described in this section can be viewed as a mix of
the two designs. Serial-to-parallel conversion is done in a number of stages and each stage
results in a sorted block twice the size of the previous stage. As in the rectangular case
the design’s final stage, which produces a sorted block whose size is equal to the block size
of the sorter, is connected to a parallel-to-serial converter.
Although the details differ, the architecture and also the idea behind the design, viz.
that the hardware to sort the first and the second half of a block can be shared provided
the sorting occurs separated in time, is the same as that of the running-order merge-sorter
presented in [66]. Therefore we call this design the running-order block sorter. The sorting
itself is again achieved by means of odd-even merging. The difference, however, is that an
odd-even merger merges the lower and upper half of a single input block into an output
block of the same size, whereas a running-order merger merges two successive input blocks
into a single output block of twice the size. The family {ROM n | 1 ≤ n} of running-order
mergers is given by
ROM 1 =
proc (in a[0 .. 1), out b[0 .. 2))·
|[ chan c, d
|i Split 02 (a[0], c, d)
k Cmp (c, d, b[0], b[1])
]|

ROM k+1 =
proc (in a[0 .. 2k ), out b[0 .. 2k+1 ))·
|[ chan c[0 .. 2k ), d[0 .. 2k )
|i ROM k (a[0 .. 2k−1 ), c)
k ROM k (a[2k−1 .. 2k ), d)
k ShfCmp 2k (c, d, b)
]|
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Chaining running-order mergers of increasing block size onto each other like the segments
of a “telescope” produces a running-order merge-sorter. Finally, the composition of a
running-order merge-sorter with a parallel-to-serial converter yields a running-order block
sorter (see Figure 8.11 for a diagram and program text).

S20

ROMS 1 =
proc (in a, out b[0 .. 2))·
|[ROM 1 (a, b)]|
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ROMS k+1 =
proc (in a, out b[0 .. 2k+1 ))·
|[ chan c[0 .. 2k )
|i ROMS k (a, c)
k ROM k+1 (c, b)
]|
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ROMBS k =
proc (in a, out b)·
|[ chan e[0 .. 2k )
|i ROMS k (a, e)
k P2S 2k (e, b)
]|

P2S8

Figure 8.11: Running-order block sorter with block size 8. It does not matter how the split
components are connected to the comparators, since these are symmetric in their inputs.
The key to the latency analysis of a running-order block sorter lies in the constraints
imposed on any schedule by the combination of a split component followed by a comparator,
i.e., by the ROM 1 subcomponents of the running-order block sorter. Consider such a ROM 1
subcomponent and let σ be a schedule whose minimal individual cycle time
Ha (σ) = ↓{σ(a#(j+1)) − σ(a#j) | 0 ≤ j}
at the input port a of its split subcomponent is equal to η. Since the inputs to the
subsequent comparator have passed through this split component prior to their arrival at
that comparator, their arrival times at that comparator will also be at least η time slots
apart. Hence, when restricted to schedules with Ha (σ) = η, both the minimal and the
maximal latency of the comparator suffer a penalty of at least η2 , i.e., these values are
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this amount larger, respectively smaller, than their optimal values. Furthermore, both in a
minimal latency schedule and in a maximal latency schedule the outputs of the comparator
must occur at the same time slot; otherwise an additional penalty is incurred. Finally, the
minimal individual cycle time at the output ports of the comparator is twice the minimal
individual cycle time at the input port of the split component.
Theorem 8.3.7 The minimal and maximal synchronous latencies of a running-order merger of order k at cycle time γ ≥ 2 are given by
H≥η

Λ⇓Γ=γ (ROM k ) = (k+1) +

η
2

³
η´
H≥η
k−1
⇑
Λ Γ=γ (ROM k ) = (2k+1)2 γ − (k+1) +
2

where the superscript H ≥ η indicates that the extreme values are taken over schedules
whose minimal individual cycle times at any input port a[i] are at least η.
Proof. From its program text and the discussion above it follows that the minimum
synchronous latency of component ROM k satisfies the recurrence relation
H≥η

Λ⇓Γ=γ (ROM 1 ) = 2 +

η
2

H≥η
H≥η
Λ⇓Γ=γ (ROM k+1 ) = Λ⇓Γ=γ (ShfCmp 2k ) + Λ⇓Γ=2γ (ROM k )
H≥η

= 1 + Λ⇓Γ=2γ (ROM k )
Similarly, the maximum synchronous latency satisfies the recurrence relation
η
H≥η
Λ⇑Γ=γ (ROM 1 ) = 3γ − (2 + )
2
H≥η
H≥η
Λ⇑Γ=γ (ROM k+1 ) = Λ⇑Γ=γ (ShfCmp 2k ) + Λ⇑Γ=2γ (ROM k )
H≥η

= (2k+1 γ−1) + Λ⇑Γ=2γ (ROM k )
By substitution it can be verified that the given expressions are indeed the unique solutions
to these recurrence relations. 2
The capacity and i/o-distance of ROM k are given by K(ROM k ) = (2k+1)2k−1 and
∆(ROM k ) = k+1. Hence, the values we have obtained for the synchronous latencies differ
only by η2 time slots from the optimal bounds given in Corollary 6.3.3.
Next we construct running-order merge-sorters using a cascade of running-order mergers. So the family {ROMS k | 1 ≤ k} of running-order merge-sorters is given by and the
synchronous latencies of its members are bounded by
Theorem 8.3.8 The minimal and maximal synchronous latencies of a running-order merge
sorter of order k at cycle time γ ≥ 2 are given by
k(k+3)
2k −1
)η +
2
2 µ
¶
2k −1
k(k+3)
H≥η
k
Λ⇑Γ=γ (ROMS k ) = ((2k−1)2 + 1)γ − (
)η +
2
2

H≥η
Λ⇓Γ=γ (ROMS k ) = (
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Proof. Using the token metaphor we observe that the total latency incurred by a token on
its passage through the sorter is the sum of the latencies incurred by the token in each of
the mergers. Note, however, that each subsequent merger has a minimal individual cycle
time twice that of its predecessor. Therefore the minimal synchronous latency is given by
X
H≥2j−1 η
H≥η
(ROM j )
Λ⇓Γ=γ
Λ⇓Γ=γ (ROMS k ) =
1≤j≤k

from which the required formula follows. The maximal synchronous latency is found by
similar considerations. 2
Theorem 8.3.9 The minimal and maximal latencies of a running-order block sorter with
block size 2k at cycle time γ ≥ 2 are given by
Λ↓Γ=γ (ROMBS k ) = 2k+1 +
k+1

Λ↑Γ=γ (ROMBS k ) = (k2

(k 2 + 3k − 2)
2 µ
k+1

+ 1)γ − 2

(k 2 + 3k − 2)
+
2

¶

Proof. For the minimal latency we derive using Theorem 8.3.8 and Table 8.1
Λ↓Γ=γ (ROMBS k )
= Λ⇓Γ=γ (ROMBS k )
= Λ⇓Γ=γ (ROMS k ) + Λ⇓Γ=γ (P2S 2k )
H≥2
= Λ⇓Γ=γ (ROMS k ) + Λ⇓Γ=γ (P2S 2k )
k(k+3)
+ 2k
2
(k 2 + 3k − 2)
= 2k+1 +
2
= (2k −1) +

A similar derivation can be used to calculate the maximal latency. 2
From this theorem it follows that, just as their rectangular counter parts, the runningorder block-sorters are optimally elastic. To see this, observe that a running-order block
sorter of block size 2k has capacity k·2k+1 +1. Compared with the corresponding rectangular
block sorter this means a reduction by a factor k4 . However, because the maximal latency
also decreases by a factor k4 , the asymptotic elasticity still satisfies
lim

k→∞

²

Γ=γ (ROMBS k )

=1
k

Finally, the i/o-distance of a running-order block sorter with block size 2k is 2 2+1 +
k(k+3)
, which is roughly half that of the corresponding rectangular block sorter. This is
2
explained as follows. On the one hand the running-order block sorter lacks a serial-toparallel converter, which results in a reduction of the i/o-distance, but on the other hand
a running-order block sorter has additional layers consisting of split components, which
increase the i/o-distance. Since the number of additional layers is logarithmic in the the
block size, however, the increase due to split components is, for large block sizes, obliterated
by the reduction due to the absence of the serial-to-parallel converter.
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Triangular block sorters

The last family of block sorters we consider is the family of triangular block sorters. These
block sorters consist of a triangular array of comparators enclosed by converters. They are
of particular interest because using them very low latency is obtained.
One way to appreciate the triangular block sorter design is to view it as a modification
of the insertion block sorter design of Section 8.3.1. Instead of using components that
insert a single value in a stream of values, as is done by insertion block sorters, triangular
block sorters use components that insert a single value into a vector of values. For this
purpose a separate family {InsVec n | 2 ≤ n} of components is introduced, defined by
InsVec 2 =
proc (in c, d[0 .. 1), out b[0 .. 2))·
|[ Cmp(c, d[0], b[0], b[1]) ]|

InsVec n+1 =
proc (in c, d[0 .. n), out b[0 .. n+1))·
|[ chan f,
|i Cmp(c, d[0], b[0], f )
k InsVec n (f, d[1 .. n), b[1 .. n+1))
]|

For these components it can be shown by a simple inductive argument that when the
input vector d is sorted in ascending order, then also their output vector b is sorted in
ascending order. Hence a cascade of n−1 of these insertion components yields a triangular
array of comparators that accepts an input vector of length n and produces a sorted output
vector of the same length. Surrounding such a triangular array by a pair of converters then
yields a triangular block sorter. Because the blocks must be sorted in ascending order, the
P2S -converter should be connected in such a way that the input port that accepts the
vector component with the minimum value is nearest to the output port.
Because the triangular array is asymmetric, we obtain systems with different latencies
depending on the direction in which the S2P -converter is connected. We choose the direction such that the system with the lower latency is obtained. This solution is presented in
Figure 8.12. It shows a low-latency triangular block sorter with block size 8.
Theorem 8.3.10 The minimal and maximal latencies of a triangular block sorter with
block size n at cycle time γ ≥ 2 are given by
Λ↓Γ=γ (TR BS n ) = 2n + 1
Λ↑Γ=γ (TR BS n ) = 3nγ − (2n + 1)
Proof. Let σ ∈ ΣΓ=γ (TR BS n ) and consider the lower-left-hand comparator of the triangular array as depicted in Figure 8.12. Let, in accordance with the program text, the
channels that connect this comparator with the S2P-converter and the P2S-converter be
called c[n−1] and e[0] respectively. Then
σ(b#ni)
≥ σ(e[0]#i) + 1
≥ σ(c[n−1]#i) + 2
≥ σ(a#(ni+n−1)) + 3

≤
≤
≤
=

σ(b#(ni+n−1))
σ(e[0]#(i+1)) − 1
σ(c[n−1]#(i+1)) + nγ − 2
σ(a#n(i+1)) + 2nγ − 3
σ(a#ni) + 3nγ − 3

Hence, by application of Theorems 8.2.2 and 8.2.3, the minimal and maximal latencies are
bounded by 2n+1 from below, and by 3nγ−(2n+1) from above, respectively. So it remains
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TR Cmp 2 =
proc (in c[0 .. 2), out b[0 .. 2))·
|[ InsVec 2 (c[0], c[1], b) ]|

C

TR Cmp n+1 =
proc (in c[0 .. n+1), out e[0 .. n+1))·
|[ chan d[0 .. n),
|i TR Cmp n (c[0 .. n), d)
k InsVec n+1 (c[n], d, e)
]|

C

C

C

C

C

C

C

C

C

C

C

C

C

C

C

C

C

C

C

C

C

C

C

C

C

S2P8

C

TR BS n =
proc (in a, out b)·
|[ chan c[0 .. n), e[0 .. n)
|i S2P n (a, c)
k TR Cmp n (c, e)
k P2S n (e, b)
]|

C

P2S8

Figure 8.12: Low-latency triangular block sorter with block size 8.
to be shown that there exist schedules that attain these bounds. First assume that all
comparators are scheduled according to a synchronous schedule. Then it is sufficient to
give matching schedules for the two converters. Once these have been given, the schedule
for all channels of the triangle is uniquely determined, with the exception of the channels
on the “hypotenuse”. There each event is scheduled at two (conflicting) time slots. For
the schedules given below these conflicts are resolved in the following way. If both time
slots originate from the S2P-converter, choose the latest; if both time slots originate from
the P2S-converter, choose the earliest; otherwise take the average of the two. So all that
remains is the choice of schedules for the converters. These are based on their early
schedules, see Examples 5.4.1 and 5.4.2, and are given by
Ã
!
Y
Y
[
l
l
ˇn =
;
ξl+1
;
ξl+1
; π n−1−m
σ̌
σSplit m
m+1
0≤m<n

[

ˆn =
σ̌

Ã
;
σSplit m
m+1

0≤m<n

ρ̌ˇn =

[
0≤m<n

ρ̌ˆn =

[
0≤m<n

Ã
σMerge 0m+1 ;
Ã
σMerge 0m+1 ;

2m+2≤l<2n

2n≤l<γn

Y

Y

l
;
ξl+1

2m+2≤l<2n

Y

l
;
ξl+1

Y
2n≤l<γn

Y

Y

2m+2≤l<2n

l−n+m
; π n−1−m
ξl+1

2n≤l<γn

2m+2≤l<2n
l
;
ξl+1

!
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!
l
; π n−1−m ; π 2n
ξl+1

!
n−m
; π n−1−m ; π 2γn−2
ξl+1
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Note that the second product of ξ-transformers in these schedules extends the cycle time
from 2 to γ and that the second π-transformer postpones the schedules of the P2S-converter.
Given the procedure sketched above a schedule for TR BS n with latency 2n+1 is conˇn and ρ̌ˇn and a schedule with latency 3nγ−(2n+1) is constructed
structed using schedules σ̌
ˆ
ˆ
using schedules σ̌n and ρ̌n . For the input and output events of comparator-triangle we find
ˇn (c[j]#i) = (nγ)i+n+j
σ̌
ˆn (c[j]#i) = (nγ)i+nγ−n+j
σ̌

ρ̌ˇn (e[j]#i) = (nγ)i+3n−j
ρ̌ˆn (e[j]#i) = (nγ)i+2nγ−2+j

from which schedules we compute the latencies in the comparator-triangle as
ˇn (c[n−1−j]#i) = 2j+1
ρ̌ˇn (e[j]#i) − σ̌
ˆn (c[n−1−j]#i) = 2j+(nγ−1)
ρ̂ˆn (e[j]#i) − σ̌
For the input and output events of the entire block sorter we find
ˇn (a#(ni+j)) = (nγ)i+2j
σ̌
ˆn (a#(ni+j)) = (nγ)i+2j
σ̌

ρ̌ˇn (b#(ni+j)) = (nγ)i+2n−1+2j
ρ̌ˆn (b#(ni+j)) = (nγ)i+3nγ−(2n+1)+2j

which yield the desired latencies. 2
Apart from their low latency, triangular block sorters are not very attractive. A triangular block sorter with block size n has capacity n(n+1). Hence its asymptotic elasticity
equals 0. A triangular block sorter also contains n(n−1)
comparators, and performs the
2
same number of comparisons to sort a block. Moreover, its i/o-distance equals 2n. So its
energy consumption with respect to both computation and communication is poor as well.
Note that for each of the above-mentioned triangular designs an additional design can
be obtained by reversing the direction of the P2S -converter. In addition the outputs of all
comparators must then be interchanged; otherwise the blocks will be sorted in descending
instead of ascending order. Obviously, the resulting designs can be viewed as modifications of the selection sorters of Section 8.3.1 in which each column of the triangular array
constitutes a component that extracts the maximum value from a vector of values.

8.4

Comparison

In the previous section we have presented and analyzed five families of block sorters with
respect to a number of metrics. In this section we compare the results, which are summarized in Table 8.2. To keep this table readable we have listed only first-order terms.
Comparing the area required by the various block sorters we observe that for sufficiently
large block sizes the linear block sorters require the least area. This was to be expected,
since of all families these sorters contain the least number of comparators, even though
they do not perform the least number of comparisons.
Comparing block sorters with respect to minimum cycle time, we see that all families
perform the equally well, which the exception of the insertion block sorters. The larger
minimum cycle time of the insertion block sorters is a severe disadvantage. However, by
changing the way in which S2P -conversion is done, it is possible to reduce the minimum
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Area

M inimum M inimal Asymptotic Comm. Comp.
Cycle time Latency Elasticity Energy Energy

K

γmin

Λ↓Γ=γ

lim

IBS n

5n

5
2

4n

≤

3
5

BBS n

5n

2

5n

≤

4
5

OEMBS n

n log2 n
2

2

2n

ROMBS n

2n log n

2

TR BS n

n2

2

²

γ

∆

#<

−

7
5γ

5
n
2

1
n
2

−

8
5γ

5n

n

1

n

log 2 n

2n

1

1
n
2

log 2 n

2n

0

2n

1
n
2

n→∞

Table 8.2: Block-sorter performance overview. Only first-order terms are given.
cycle time to 2. Furthermore, it should be noted that for bubble block sorters the minimum
cycle time of 2 time slots is an asymptotic result that only holds for n → ∞.
Next consider the minimal latency. For this metric the linear block sorters perform
worst. Although these sorters have less components than the other sorters, they nevertheless have larger latencies because in linear block sorters data items pass the same
comparator more than once. This does not happen in the other block sorters. Although
advocated as low-latency sorters, the minimal latency of triangular block sorters appears
to be no better than that of odd-even-merge and running-order block sorters. Indeed their
superiority can only be observed from second-order terms and is therefore only relevant
for small block sizes. Moreover, when running at cycle time 2, triangular block sorters can
produce the first output of a block only two time slots after they have received the last
input of that block. For odd-even-merge block sorters and running-order block sorters this
delay is proportional to log n.
Comparing elasticity is more difficult than comparing the other metrics. First of all,
the reported asymptotic elasticity hides a lot of information. Secondly, for the linear block
sorters we only have upper bounds. For both families this is due to the fact that we have
only obtained upper bounds for the maximal latency, but the reason for the latter is different in each case. For insertion block sorters determination of the maximal latency requires
analysis of all race conditions in the sorter, which is infeasible. For bubble sorters race
conditions are local to individual bubble components, which makes their analysis feasible,
but here the problem is in finding matching schedules for adjacent bubble components.
For these reasons a more detailed comparison of block sorter elasticity is presented.
For each family of block sorters elasticity plots for several members of that family with
distinct block sizes are given in Figure 8.13. For the odd-even-merge and the running-order
block sorters these plots not only confirm that at every cycle time their elasticity approaches
1, but they also reveal that, for every block size, the elasticity of the odd-even-merge block
sorter is better than the elasticity of the running-order block sorter. Similarly, the plots
of the triangular block sorters show that for every cycle time their elasticity approaches
0. Furthermore, consider the ω-coordinates (recall that ω = ωK −1 is the normalized
occupancy) of the points at which the down slopes reaches the ω-axis. These coordinates

8.4. COMPARISON

217

θ

θ

X = IBS_BS
16
X = IBS_BS8
X = IBS_BS4
X = IBS_BS2

0.7

0.6

0.6

0.5

0.5

0.4

0.4

0.3

0.3

0.2

0.2

0.1

0.1

0

0

0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

θ

ωK−1

0.9

X = BBS_BS
16
X = BBS_BS8
X = BBS_BS4
X = BBS_BS2

0.7

1

0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

ωK−1

X = TR_BS
16
X = TR_BS8
X = TR_BS
4
X = TR_BS

0.7

2

0.6

0.5

0.4

0.3

0.2

0.1

0

0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

θ

0.9

1

ωK−1

X = OEM_BS
16
X = OEM_BS8
X = OEM_BS
4
X = OEM_BS

0.7

θ

X = RO_BS
16
X = RO_BS8
X = RO_BS
4
X = RO_BS

0.7

2

2

0.6

0.6

0.5

0.5

0.4

0.4

0.3

0.3

0.2

0.2

0.1

0.1

0

0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

ωK

−11

0

0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

−11

ωK

Figure 8.13: Elasticity plots for various block sorters at block sizes 2,4,8, and 16.
indicate the maximum amount of data items – normalized to the sorter’s capacity – that
can be present in the sorter at any moment in time. For n = 4, 8, 16, these coordinates are
3
respectively. In all three cases this amounts to precisely three blocks
given by 35 , 13 , and 17
of data. This is consistent with the fact that the shortest path from input to output in any
triangular block sorter contains three storage locations. When all three storage locations
contain a data item, the sorter has consumed precisely three blocks of inputs more than
it has produced blocks of outputs. Finally, consider the elasticity plots of the linear block
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sorters. First, note that the heights of the plateaus vary, because for these block sorters
the minimum cycle time varies with the block size. For the bubble block sorters the height
increases steadily towards its maximum value 12 . For the insertion block sorters, however,
the height of the plateau assumes its highest value for block size 4. For larger block sizes it
decreases towards 25 , a value that corresponds to the asymptotic cycle time 52 . Second, for
the bubble sorters, substitution of γ = 2 in the upper bound from Table 8.2 suggests that
the length of the plateau approaches 0 with increasing block size. Similarly, substitution
of γ = 52 in the upper bound for insertion block sorters suggests that for them the length
1
of the plateau cannot become smaller than 25
. However, we have no reason to believe
that this really is the case. Instead, we suspect that also for the insertion block sorters
the length of the plateau approaches 0 with increasing block size. Next consider the point
at which the down slope intersects the ω-axis. For the insertion block sorters this point
approaches ω = 0.6. However, we conjecture that in reality the elasticity of the insertion
sorters approaches 0 for every cycle time. This in contrast to the bubble sorters, for which
the point of intersection indeed seems to be given by ω = 0.8. Support for this claim can
be found in [91], where bubble sorters are analyzed using an integer linear programming
approach. Those analyses reveal that, in general, the down slope starts at a smaller value
of ω and is not a straight line, but instead consists of piece-wise linear segments with
increasing gradients. This confirms that for bubble block sorters the upper bound for the
maximal latency is not tight. Although it starts at a smaller value of ω, the down slope
nevertheless intersects the ω-axis at ω = 0.8 in all cases considered.
Finally, we compare the block sorters with respect to energy. Recall that #< stands for
the average number of comparisons per data item. Since comparison is the only operation
used in sorting, it provides a truthful metric for the energy spent on computation. Together
with the i/o-distance, which is a metric for the energy spent on communication or data
transportation, it determines the total energy consumption of the circuit. Since the relative
contribution of each term to the total energy consumption is unknown, however, these terms
should not be added. For the linear blocks sorters we find that bubble block sorters spend
twice as much energy both on communication and on computation as insertion block sorters
do. As indicated at the end of Section 8.3.1 the computation energy of bubble block sorters
can be reduced with 33%, without increasing their communication energy, but even then
the insertion block sorters are superior. The triangular block sorters perform slightly better
than the insertion block sorters. They spend less energy on communication, and although
their number of comparators is quadratic in the block size, their computation energy is
compatible with that of the linear block sorters because each comparator performs only
one comparison per block. The comparators of the odd-even-merge sorters also perform
one comparison per block, but since odd-even merge sorters use a more efficient sorting
algorithm they use fewer comparators and therefore spend less energy on computations.
The running-order block sorters perform the same number of comparisons as the odd-evenmerge block sorters, but with fewer comparators. Hence, some comparators perform several
comparisons per block. The comparator immediately following the initial split component
is the “hot-spot”. It performs n2 comparisons per block of size n. However, since the total
number of comparisons is the same there is no difference in computation energy between
running-order and odd-even merge block sorters. When it comes to communication energy,
on the other hand, the running-order block sorters are superior to the odd-even-merge
block sorters because they lack the S2P -converter. Due to their linear nature, the S2P -
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and P 2S-converters dominate the communication energy of both designs, so one converter
less reduces the communication energy by a factor 2.

8.5

Discussion

This chapter has demonstrated the feasibility of an analytic design space exploration for
systems performing block computations. Using the approach developed in Chapters 3
through 6 we have analyzed the performance of five distinct block sorter designs. Each
of these five designs is based on a different comparison-based sorting algorithm. All algorithms, however, are oblivious, i.e., the number of comparisons they require to sort a block
is independent of the data values to be sorted, as is the order in which these comparisons
are executed. Hence these algorithms can be implemented by data-independent systems.
For the sake of design-space exploration, we have unified the presentation of the block
sorter families such that all are obtained through variation of only three major design
decisions. For each design we have decided on
1. the fundamental building block for comparison: comparator or insert-select.
2. the type of S2P - and P2S -conversion: linear or tree-shaped.
3. the position of the sorting components relative to the converters: embedded within
the converters or sandwiched between converters.
The first of these decisions is an algorithmic one. The other two decisions only concern
the structure of the designs. As an example of the second and third decision, consider the
running-order block sorters. Although originally presented as a modification of odd-evenmerge sorters in which hardware has been shared, one may also perceive them as block
sorters in which the sorting components are embedded in the serial-to-parallel converter.
In addition, however, the S2P -converter is changed from a linear chain to a binary fan-out
tree. Other designs may be similarly modified, i.e., by replacing linear converters by treeshaped converters. Whether this leads to improved performance and for which metrics
depends on the particular design. We have not investigated such cases, but a superficial
analysis shows that replacing the S2P -converter in the insertion block sorter by a fan-out
tree results in a lower minimum cycle time and better asymptotic elasticity.
In addition to these three fundamental design decisions a host of minor variations
and optimizations is possible. We have indicated a few of them, such as the insertion of
additional one-place buffers to smoothen the effect of internal races, thereby improving
throughput, or the removal of one-place buffers to reduce area. In principle, we can also
identify forward cuts and insert entire buffer systems in accordance with the criteria of
the Bisection theorem. Other options are reversing of the directions of one or both converters, addition or removal of one-place buffer components, or the replacement of certain
combinations of basic components by a single dedicated and optimized component. As an
example of the latter consider the introduction of a last-merge-first-split component, similar to the first-merge-last-split component introduced in Section 8.1, to replace the serial
composition of merge and split components that occur in bubble sorters (see Figure 8.9).
Because of the algorithmic aspects involved, it is more difficult to delineate and navigate
the design space for block sorters. There is no criterion like the (κ, δ)-coordinates of the
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buffers in the previous chapter that can be used for these purposes. As a consequence, we
cannot state whether the solutions found are Pareto-optimal. If we only take into account
the part of the design space that has been explored, however, they are. From the formulae
in Table 8.2, we immediately derive a ranking of the various designs for each of the metrics.
These rankings are presented in Table 8.3. Occasionally we have used knowledge about
IBS BBS OEMBS ROMBS TR BS
Area

1

1

4

3

5

Ecomm

4

4

2

1

3

Ecomp

3

5

1

1

3

Cycle time

5

4

1

1

1

Latency

4

5

2

3

1

Elasticity

4

3

1

1

3

Table 8.3: Ranking of block sorter designs according to various metrics.
second order terms to establish a ranking where Table 8.2 implied a tie. Note that Table 8.3
ranks entire families instead of individual designs. This means that the rankings only hold
for sufficiently large n. For instance, only when n ≥ 16 the area of a running-order merge
block sorter is smaller than the area of an odd-even merge block sorter. The last table
clearly demonstrates the Pareto-optimality of all designs. For every design there exists
another design that performs better according to at least one performance metric.
Block sorters, and for that matter most other systems that perform block computations,
are not maximally elastic. Hence the bounds given in Chapter 6 are not tight. Operationally, this is explained by the existence of race conditions enforced by the synchronizing
effect of the block computation being performed. In this chapter we have shown that
sharper latency bounds are obtained when individual latency is replaced by block latency.
Using this concept we have successfully analyzed the performance of our block sorters.
Nevertheless, there is room for improvement. For linear block sorters in particular, the
upper bound for maximal latency is still too large. Detailed performance analyses of bubble block sorters in [91] indicate that this is especially the case at high throughput, where
the influence of race conditions is largest. Those analyses use integer linear programming
(ILP) to compute the true minimal and maximal latencies, for specific block sorter instances. Besides showing a smaller elasticity at high throughput, they corroborate, but of
course do not prove, that the asymptotic elasticity of bubble block sorters approaches 45 ,
when the throughput goes to zero. For the latter, however, many ILP-problems have to be
solved, making performance analysis much more expensive.
Apart from the usage of improved bounds for extreme latencies, block-conservative
systems have been analyzed using the metrics and techniques developed for the dataconservative systems which form a subclass. In the next chapter, we broaden the class of
systems under consideration to weight-conservative systems which do require novel metrics
for their analysis.

Chapter 9
Window Computations
This chapter is concerned with computations performed by arbitrary weight-conservative
systems. As in the previous two chapters, we restrict our attention to SISO-systems.
Prime examples of computations that can be performed by weight-conservative systems,
but not by block-conservative systems, are so-called window computations. Many DSPapplications, such as filters, can be formulated as a window computation. To show the
applicability of our metrics we analyze a number of familiar FIR filter designs.
A SISO window computation is a stream computation in which each item B(i) of the
output stream depends on a consecutive subsequence A[L(i) .. U (i)) of the input stream,
where N (i) = U (i)−L(i) is the window size of output B(i). In particular, we concentrate
on window computations with fixed window size N , i.e. independent of index i, in which
the window slides along the input stream as we compute the outputs, i.e., in computations
in which U (i+1) = U (i)+1. For fixed window size this means that also L(i+1) = L(i)+1.
The performance analysis of window computations is more difficult than that of block
computations because there is no longer a one-to-one correspondence between the data
items of the input and the output stream. The value of each input item is relevant for
N output items, and the value of each output item depends on the values of N input
items. This is not different from a block computation with block size N . The distinction,
however, comes from the fact that for window computations a block of N consecutive input
items is involved in the computation of roughly 2N output items. Hence we can no longer
maintain the metaphor that data items are tokens that travel through the system, and
that a computation merely consists of altering the value associated with each token, while
keeping the number of tokens invariant.

9.1

Preliminaries

In this section we introduce some notation to reason about FIR filters and a few building
blocks needed for the construction of these filters. To begin with, it is assumed that the
data domain D consists of the real numbers R.
There are various ways to represent a digital filter: in the time domain, in the Z-domain,
or in the frequency domain. In this chapter we mainly use the Z-domain representation,
although phrased in terms of stream transformers. To derive the latter we start with a
time domain specification, however.
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For 1 ≤ N , a FIR filter of order N −1 is a SISO-system X with input stream A and
output stream B that satisfies, for N −1 ≤ i, the i/o-relation
X
B(i) =
hj ∗ A(i−j)
(9.1)
0≤j<N

This is the classical time domain specification of a FIR filter. The coefficients hj that occur
in this convolution are called the taps of the filter. The number of taps exceeds the order
of the filter by one. Denoting the stream transformer associated with a FIR filter with set
of taps {hj | 0 ≤ j < N } by H, Equation 9.1 can be abbreviated to B = HA. Recalling,
from Section 2.5, the various ways in which operators on D can be lifted to the stream
transformer domain DN −→ DN , we see that H can be written as a linear combination of
products of elementary stream transformers in the following way
X
H =
hj ∗ U j
(9.2)
0≤j<N

Observe that H is a polynomial in U with coefficients hj , so we recognize in Equation 9.2
the Z-domain representation, phrased however in stream transformer jargon. Numbering
the filter taps in reverse order gives us an equivalent specification that is useful in designing
←
−
specific variants of a FIR filter. So let h N −1−j = hj , then
X ←
−
H =
h N −1−j ∗ U j
0≤j<N

From its specification we see that a FIR filter requires components for adding and multiplying stream values. Both types of components can be obtained as instantiations of the
dyadic operator component defined in Section 3.1.6. Multiplication in a FIR filter, however, is always with a fixed constant. Therefore we introduce a separate basic component
that performs this task.
A monadic multiplier is a basic component that multiplies each item in the input stream
with a fixed factor. See Figure 9.1 for a diagram, the i/o-relation, and the program text.

h
B=h∗A

A

x

B

Mul =
proc (in a, out b, val h)·
|[ var x |i (a?x; b!(h∗x))∗ ]|

Figure 9.1: A monadic multiplier.
Note that in the program text the multiplication factor is given by means of an additional
value parameter. Furthermore, note that the communication behavior of the multiplier is
identical to that of a one-place buffer. Therefore, we define the canonical schedule σX of
a multiplier to be identical to σB . This means that we adopt a uniform scheduling policy.
As a consequence, the duration of every time slot in which an output event of a multiplier
is scheduled must be sufficient to perform a multiplication operation.
In previous chapters we have seen that the performance of a system may improve, when
we combine the functionality of several basic components into a single one. For FIR filters
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this is also the case. In particular, the combination of a unit-delay component with either
a fork or an adder component turns out to be profitable.
A delayed-fork component, denoted by Dfork , is a fork that starts with the production
of an arbitrary output value on one of its output ports, whereafter it copies the input
stream to both output streams. Likewise, a delayed-adder component, denoted by Dadd ,
is an adder component that starts with the production of an arbitrary output, whereafter it
writes the sum of its input streams to its output stream. Figure 9.2 contains the definitions
of these components.

A
a

F
d

D

c

C

Dfork =
proc (in a, out c, d)·
|[ var x
|i c!x
; (a?x; c!x, d!x)∗
]|

E
e

F

f

+
b

B

Dadd =
proc (in e, f, out b)·
|[ var x, y
|i b!(x+y)
; (e?x, f ?y; b!(x+y))∗
]|

Figure 9.2: A fork component that starts with output along its c-port, and an adder
component that starts with output along its b-port.
The functionality of component Dfork is given by C = UA and D = A, and the functionality
of component Dadd is given by B = UE + UF = U(E+F). Observe that both components
meet the design criteria for basic components given in Section 3.4: small bounded fan,
simple flow of control, no assignments, no choice operators, and few arithmetic operators
per output expression.
Besides these novel basic components, we need composite systems that duplicate a
stream and subsequently add buffering to one of the duplicates. So for 1 ≤ k we define
component Bfork k by
Bfork 1 =
proc (in a, out c, d)·
|[ chan cc
|i Fork (a, cc, d) k Buf (cc, c)
]|

Bfork k+1 =
proc (in a, out c, d)·
|[ chan cc
|i Bfork k (a, cc, d) k Buf (cc, c)
]|

Finally, we need composite systems consisting of an adder component in which one of the
incoming streams is equipped with additional delay components. So for 1 ≤ k we define
component Dadd k by
Dadd 1 =
proc (in a, b, out c)·
|[ chan bb
|i Delay(b, bb) k Add (a, bb, c)
]|

Dadd k+1 =
proc (in a, b, out c)·
|[ chan bb
|i Delay(b, bb) k Dadd k (a, bb, c)
]|
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Digital FIR filters

FIR filters have been studied extensively and a large number of designs exist for any
particular filter (see e.g. [66]). In this section we present a number of these designs in
terms of our basic components and analyze them using the performance metrics introduced
in Chapter 6.

9.2.1

Stacks and pipelines

Pouring old wine from new bottles we show how some familiar linear architectures for FIR
filters can be derived using the stream transformer formalism. To begin with consider
Figure 9.3. It displays a 4-tap pipeline FIR filter. In general, i.e. for 3 ≤ N , a pipeline
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Figure 9.3: A 4-tap pipeline FIR filter.
design for an N -tap FIR filter contains N stages of three different kinds: a front stage, a
rear stage, and N −2 copies of a middle stage. These stages
P are derived as follows. For
0 ≤ n ≤ N , let stream transformer Hn be given by Hn = 0≤j<n hj ∗ U j . Then the N -tap
FIR filter is specified by B = HN A, and stream transformer Hn satisfies the recurrence
relation
H0 = O
Hn = Hn−1 + hn−1 ∗ U n−1
where O is the stream transformer that transforms any stream into the stream of all zeroes,
i.e. O = 0∗. Introducing a new stream transformer Gn = U n , and using a familiar technique
from functional programming called tupling, we generalize this recurrence relation to a
recurrence relation on vectors
¶
¶ µ
¶µ
¶ µ
¶
µ
µ
I hn−1 ∗
Hn−1
O
Hn
H0
=
=
,
Gn−1
Gn
O
U
G0
I
The (2×2)-matrix in this recurrence relation indicates that the middle stage is a system with port-type (2, 2) that consists of four basic components, namely a fork, a unitdelay component, a monadic multiplier, and an adder. The unit-delay component and
the monadic multiplier are mentioned explicitly as matrix entries, but the fork and the
adder are implicit. Each column with two non-zero entries indicates a fork component,
and each row with two non-zero entries indicates an adder component. Although it would
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Middle =
proc (in ai, bi, out ao, bo, val h)·
|[ chan c, d, e
|i F ork(ai, c, d)
k Delay(c, ao)
k M ul(d, e, h)
k Add (bi, e, bo)
]|

Figure 9.4: Middle stage of a pipeline FIR filter.
have been functionally correct, there is no one-place buffer corresponding to matrix entry
I. Figure 9.4 contains a diagram and the program text of the middle stage. Note that
whereas B = HN A we have G0 A = A. So the input stream A and the output stream B are
situated at opposite sides of the system, thereby making it a pipeline.
The rear and front stage of this design are obtained as optimizations of the middle
stage. Since H0 = O, the adder in the rear stage of the pipeline receives a stream of zero
values along its bi-port. Hence we eliminate this input stream and replace the adder by a
one-place buffer. Similarly, the front stage need not produce stream U N A on its output
ai

F

c

D

ao

d

x

h

e

B

bo

Rear =
proc (in ai, out ao, bo, val h)·
|[ chan c, d, e
|i Fork (ai, c, d)
k Delay(c, ao)
k Mul (d, e, h)
k Buf (e, bo)
]|

Figure 9.5: Rear stage of a pipeline FIR filter.
ai

B
d

x

h

e
bi

+

Front =
proc (in ai, bi, out bo, val h)·
|[ chan d, e
|i Buf (ai, d)
k Mul (d, e, h)
k Add (bi, e, bo)
]|

bo

Figure 9.6: Front stage of a pipeline FIR filter.
port ao. So we drop the unit-delay component and replace the fork by a buffer. The
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resulting stages are given in Figure 9.5 and Figure 9.6, respectively. From a functional
perspective the one-place buffers in these stages are superfluous, but they make the design
more regular and thereby easier to analyze.
In terms of these stages the members of the family {Pfir n | 2 ≤ n} of pipeline FIR
filters are defined by
Pfir n =
proc (in a, out b, val h[0 .. n))·
|[ chan a[1 .. n), b[1 .. n)
|i Rear (a, a[1], b[1], h[0])
k k1<m<n Middle(a[m−1], b[m−1], a[m], b[m], h[m−1])
k Front(a[n−1], b[n−1], b, h[n−1])
]|
Next we design a FIR filter with a stack architecture. For 2 ≤ N , an N -tap stack FIR
filter consists of N stages of two types: a single bottom stage, and N −1 copies of a top stage
(see Figure 9.7 for a 4-tap stack FIR filter). These stages are obtained by making a different
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Figure 9.7: A 4-tap stack FIR filter.
P
←
−
choice for stream transformer Hn . For 0 ≤ n ≤ N , let Hn = N −n≤j<N h N −1−j ∗ U j .
Note that the filter coefficients are given in reversed order. Again B = HN A, but in this
case stream transformer Hn satisfies the recurrence relation
H0 = O

←
−
Hn = Hn−1 + h n−1 ∗ U N −n
Introducing stream transformer Gn = U N −n and switching to a recurrence relation on
vectors, we obtain
¶ µ
¶
¶ µ
¶
µ
¶µ
µ
←
−
O
Hn
Hn−1
H0
I h n−1 ∗
=
=
,
GN −n
GN −n+1
GN
I
O
U
Because B = HN A and GN A = A, the input and output stream are situated at the same
side of the system, thus creating a stack design. The top stage of the stack filter is a system
of port-type (2, 2) consisting of the same four basic components as the middle stage of the
pipeline filter, but arranged in a different topology. In fact, the difference in topology does

9.2. DIGITAL FIR FILTERS
ao

D c

227

F ai
d

x

h

e

+

bi

bo

Top =
proc (in ai, bi, out ao, bo, val h)·
|[ chan c, d, e
|i Fork (ai, c, d)
k Delay(c, ao)
k Mul (d, e, h)
k Add (e, bi, bo)
]|

Figure 9.8: Top stage of a stack FIR filter.
not exist on the level of the individual stages, but only arises when chaining these stages
together. Figure 9.8 contains a diagram and the program text of the top stage. The bottom
stage of the stack design is a simplification of the top stage. Since it is not necessary to
produce output stream U N A, the unit-delay component is omitted and the fork is replaced
by a one-place buffer. Moreover, since the input stream received along port bi consists
of zero-values only, also the adder is replaced by a one-place buffer. Thus we obtain the
bottom stage given in Figure 9.9.

B ai
d

x

h

e

B bo

Btm =
proc (in ai, out bo, val h)·
|[ chan d, e
|i Buf (ai, d)
k Mul (d, e, h)
k Buf (e, bo)
]|

Figure 9.9: Bottom stage of a stack FIR filter.
The family {Sfir n | 1 ≤ n} of stack FIR filters is defined by
Sfir 1 =
proc (in a, out b, val h[0 .. 1))·
|[Btm(a, b, h[0])]|

Sfir n+1 =
proc (in an+1 , out bn+1 , val h[0 .. n+1))·
|[ chan an , bn
|i Sfir n (an , bn , h[1 .. n+1))
k Top(an+1 , bn , an , bn+1 , h[0])
]|

Both in the pipeline design and in the stack design the unit-delay components are
located in the fork-chain. Because the multipliers consume delayed input streams, these
designs are known as tapped delay-line filters. Using a technique called transposition,
which is usually applied to a signal flow graph representation of a FIR filter (see e.g. [66]),
tapped-delay line filters can be transformed into filters in which the unit-delay components
are located in the adder-chain. The resulting filters are known as the data-broadcast or
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weighted-input filters. Not surprisingly, in our formalism there exist two weighted-input
versions, one pipeline and one stack. They are obtained by making yet another choice for
Hn .
P
←
−
So, for 0 ≤ n ≤ N , let Hn = 0≤j<n h n−1−j ∗ U j . As usual B = HN A, and since U
commutes with h∗ for any value h, stream transformer Hn satisfies the recurrence relation
H0 = O
←
−
Hn = ( h n−1 ∗) + UHn−1
Although apparently superfluous, we nevertheless introduce also the additional stream
transformer Gn = I n and obtain the vector recurrence relation
µ
¶ µ
¶
µ
¶ µ
¶µ
¶
←
−
H0
O
Hn
Hn−1
U h n−1 ∗
=
,
=
G0
I
Gn
Gn−1
O
I
This yields another pipeline, but this time with the unit-delay components in the adderchain (see Figure 9.10).
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Figure 9.10: A 4-tap weighted-input pipeline FIR filter.
With the same recurrence relation for Hn , but choosing Gn = I N −n instead, we obtain the
vector recurrence relation
¶
µ
¶ µ
¶µ
¶
µ
¶ µ
←
−
H0
O
Hn
Hn−1
U h n−1 ∗
,
=
=
GN −n
GN −n+1
GN
I
O
I
which yields a stack with the unit-delay components in the adder-chain (see Figure 9.11).
Before we proceed with a detailed performance analysis of our designs, we compare
them briefly with synchronous, i.e., clocked designs. First of all, in synchronous architectures the distinction between stack and pipeline architectures is absent. Whereas our
designs use fork components that store data, synchronous designs use branching wires.
This explains why synchronous designs do not distinguish pipeline and stack architectures
for weighted-input filters. Furthermore, in synchronous designs the arithmetic operators
are implemented by pure combinational circuits. Therefore, in a tapped delay-line filter,
all additions are executed in a single clock period. Hence, the order of summation is irrelevant, which explains why synchronous designs do not distinguish between pipeline and
stack architectures in case of tapped delay-line filters.
Of course, the difference in storage usage also has consequences for performance. In
contrast to our designs, that require 5 variables per stage, the corresponding synchronous
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Figure 9.11: A 4-tap weighted-input stack FIR filter.
designs require only a single register per stage. This does not, however, imply a difference in circuit area of a factor 5. Because in all our basic components no variable is ever
read and written in the same time slot, variables can be implemented with simple latches.
Synchronous registers, on the other hand, require master-slave flip-flops for their implementation because in every clock period they are both read and written. Hence the true
difference in storage is only a factor 52 .
Furthermore, in a clocked design the clock period must be large enough for all the
combinational logic to settle. For the tapped delay-line architecture this means that the
clock period must be large enough to do a multiplication followed by N additions. Hence
the clock period depends on the order of the filter. The weighted-input architecture on
the other hand requires a clock period large enough for a multiplication followed by only
a single addition, but the input signal is presented to N multipliers. To cope with the latter fan-out either the clock period must be extended, or the transistors driving the input
signal have to be enlarged, or an optimal combination of both approaches. Hence, for a
weighted-input architecture the clock period is also dependent on the order of the filter,
although the impact is smaller than for the tapped delay-line. If for the reasons sketched
above a clocked design does not meet its desired clock rate, additional registers have to
be inserted to reduce the amount of logic in between any pair of registers. This technique
is called pipelining, and it makes the clocked designs more similar to the ones we have
presented. As a matter of fact, the compositional approach to system design taken in this
thesis automatically makes all designs pipelined in the sense that the amount of logic in
between any pair of storage locations is limited by the most complicated expression that
occurs in any output statement of any operator component.
We continue the discussion of pipeline and stack designs with a detailed analysis of their
performance. To begin with we establish the notion of throughput for a FIR filter. Because
there are precisely N paths from input to output, each uniquely determined by a single
multiplier, the weight of every external event of any N -tap FIR filter presented so far is
equal to N . Using Equation 6.5 it therefore follows that Φa (σ) = N Θa (σ) for every schedule
σ and every port a. Hence, although throughput is not defined for weight-conservative
systems in general, the throughput of a pipeline or stack FIR filter is a well-defined notion,
and is given by Θ(σ) = N1 Φ(σ).
Next consider the timing diagram for a pipeline middle stage given in Figure 9.12. It
displays a schedule with throughput θ. To ensure that schedules of neighboring stages
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Figure 9.12: Timing diagram of a middle stage with corresponding constraints.
match it satisfies
σ(bo#i) − σ(ao#i) = σ(bi#i) − σ(ai#i)

(9.3)

With the exception of this restriction all timing expressions in the diagram are kept as
general as possible. From the fact that each basic component runs at throughput θ we
derive additional constraints for the variables that occur in the timing expressions. These
constraints are also given in Figure 9.12, where each constraint is labeled with the basic
component by which it is induced. Combination of the constraints F 1, D, and +2 yields
the equivalent inequalities
1 ≤ u ≤

1−2θ
,
θ

2 ≤ x ≤

1−θ
θ

from which it follows by elimination of u (or x) that throughput θ is at most 13 .
Substituting θ = 13 in the constraints we find u = 1, x = 2, 1 ≤ y ≤ 2, 1 ≤ z ≤ 2,
and y+z ≤ v ≤ y+z+1. So for θ = 31 there are eight possible schedules, which are given
in Table 9.1. In general there are two schedules that run at throughput 13 for both the
unit-delay and the multiplier, and there are even four such schedules for both the fork and
the adder, giving a total of sixty-four combinations. Apparently, due to constraint 9.3,
only eight out of the sixty-four combinations are possible. Since x ≥ 2, this analysis also
reveals that the fork component forms the bottleneck1 . This knowledge can be exploited
to modify the middle stage into one that can be operated at throughput 12 . Before we do
so, we first complete the performance analysis of the pipeline design and compare it to the
stack design.
In addition to throughput we are interested in latency. When we first determine the flux
and load, we can use Little’s law for weight-conservative systems to determine the latency.
Since all basic components, and therefore all stages of the pipeline, are weight-conservative,
the flux through each pipeline stage is N θ, when the pipeline runs at throughput θ. Although the flux through each stage is the same for all stages, the contribution of the
individual input ports to that flux differs from stage to stage. Since each stage takes care
of one out of the N multiplications in which each input is involved, the weight of the events
1

Detailed analysis of the weighted-input version shows that it also has maximum throughput
that in that case the adder component forms the bottleneck.

1
3

and
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σMiddle

1 1 2

σFd [ai/a] ∪ σX ; ξ32 π ∪ σ+ [bi, bo/f, b]; ξ32 π 2 ∪ σD [c, ao/a, b]; ξ32 π

1 1 3

e
σFd [ai/a] ∪ σX ; ξ32 π ∪ σ+
[bi, bo/f, b]; π 2 ∪ σD [c, ao/a, b]; ξ32 π

1 2 3

σFd [ai/a] ∪ σX ; ξ31 π ∪ σ+ [bi, bo/f, b]; ξ32 π 2 ∪ σD [c, ao/a, b]; ξ32 π

1 2 4

e
σFd [ai/a] ∪ σX ; ξ31 π ∪ σ+
[bi, bo/f, b]; π 2 ∪ σD [c, ao/a, b]; ξ32 π

2 1 3

σF [ai/a]ξ31 ∪ σX ; ξ32 π 2 ∪ σ+ [bi, bo/f, b]; ξ32 π 3 ∪ σD [c, ao/a, b]; ξ32 π

2 1 4

e
σF [ai/a]ξ31 ∪ σX ; ξ32 π 2 ∪ σ+
[bi, bo/f, b]; π 3 ∪ σD [c, ao/a, b]; ξ32 π

2 2 4

σF [ai/a]ξ31 ∪ σX ; ξ31 π 2 ∪ σ+ [bi, bo/f, b]; ξ32 π 4 ∪ σD [c, ao/a, b]; ξ32 π

2 2 5

e
[bi, bo/f, b]; π 4 ∪ σD [c, ao/a, b]; ξ32 π
σF [ai/a]ξ31 ∪ σX ; ξ31 π 2 ∪ σ+

Table 9.1: The eight possible schedules for the middle stage of a pipeline FIR filter, running
at throughput 13 . Note that the fork, the multiplier and the adder each allow two schedules,
whereas the unit-delay allows only a single schedule.
in the fork-delay-chain decreases by one at each stage and the weight in the adder-chain
increases by one at each stage. So for stage number n, where 0 ≤ n < N , the weight of
the events at port ai is N −n, at port bi is n, at port ao is N −n−1, and at port bo is
u,v,x,y,z
n+1. For 0 < n < N −1, let σMiddle
be the generic schedule for middle stage n running at
n
flux φ = N θ, as depicted in Figure 9.12. The load of this schedule is easily computed by
addition of the contributions of the individual basic components. We derive
u,v,x,y,z
Ψ(σMiddle
)
n
x,y
u,v,y,z
u,x
∪ σD
)
= Ψ(σF ∪ σXz ∪ σ+
x,y
u,v,y,z
u,x
= Ψ(σF ) + Ψ(σXz ) + Ψ(σ+
) + Ψ(σD
)

1
= (y+(N −n−1)x)θ + zθ + ((u+v)−(y+z)+nu)θ + (N −n−1)((u+ )−x)θ
θ
= (N −n−1) + (uN +v)θ
As was to be expected, the load of a stage is independent of the timing parameters x, y
and z that are associated with its internal channels. Using the timing constraints from
Figure 9.12 a two-sided bound for uN +v can be derived. We obtain
N +2 ≤ u(N −1) + u+v ≤

1−2θ
N
θ

+

2−θ
θ

Recall that the timing constraints from Figure 9.12 hold for all schedules that satisfy
Equation 9.3. Hence the two-sided bound allows us to determine the extreme loads of a
middle stage of a pipeline filter running at flux N θ, provided we restrict the quantification
to schedules that satisfy this equation. To denote the minimal and maximal loads under
this additional restriction we use double down arrows “¸” and double up arrows “·”,
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respectively. We find
Ψ¸Φ=N θ (Middle n ) = (N −n−1) + (N +2)θ
Ψ·Φ=N θ (Middle n ) = (2N −n+1) − (2N +1)θ
For flux N3 the minimal load is obtained by the schedule of Table 9.1 with v = 2 and
the maximal load is obtained by the schedule with v = 5. By similar calculation it can be
shown that
Ψ↓Φ=N θ (Rear ) = (N −1) + (N +2)θ,
Ψ↑Φ=N θ (Rear ) = (2N +1) − (2N +1)θ,

Ψ↓Φ=N θ (Front) = (N +2)θ
Ψ↑Φ=N θ (Front) = (N +2) − (2N +1)θ

The formulae for the front and rear stages are identical to the formulae for the middle
stage with n = 0, respectively n = N −1, substituted. So for the entire pipeline FIR filter
we obtain
Ψ↓Φ=N θ (Pfir N ) =
Ψ↑Φ=N θ (Pfir N ) =

P

0≤n<N (N −n−1)

P

+ (N +2)θ =

0≤n<N (2N −n+1)

− (2N +1)θ

N (N −1)
+ N (N +2)θ
2
= 3N (N2 +1) − N (2N +1)θ

Finally, using Little’s law for weight-conservative systems, we obtain
N −1
+ (N +2)
2θ
3(N +1)
− (2N +1)
Λ↑Φ=N θ (Pfir N ) =
2θ
Λ↓Φ=N θ (Pfir N ) =

At first sight the outcome of this calculation seems strange. In particular, the dependence of the minimum latency on the throughput is strange. Since there are N stages
and the delay per stage is u — both along the a-channels and along the b-channels —
and system input is via an a-port and system output is via a b-port, which adds another
delay v, we would expect a minimum latency of uN +v = N +2. Indeed, the first output
that depends on a particular input is produced N +2 time slots after the consumption of
that input. The next N −1 outputs, however, also depend on that input, and our notion
of latency averages over all these outputs. Since the outputs occur at a rate of one per
θ−1 time slots, the last of these outputs occurs θ−1 (N −1) time slots after the first. So the
average of individual output latencies is the mean of N +2 and (N +2) + θ−1 (N −1), which
is precisely the value computed above.
As argued before, the main purpose of our metrics is to compare designs and not to
give an accurate prediction of the true value at implementation level. So in spite of the
unconventional latency definition we expect that a stack FIR filter running at the same
throughput has a lower latency. So let us now analyze the stack FIR filter, to see whether
this is indeed the case.
Figure 9.13 contains the generic timing diagram with corresponding constraints for a top
.
stage running at throughput θ. From constraints F 1, D, and +2 we derive 1 ≤ x ≤ 1−2θ
θ
Hence it follows that also the throughput of a stack FIR filter cannot exceed 13 . For θ = 31
we find that u = −1 and x = 1. Hence in stack filters not the fork but the unit-delay
component is the bottleneck.
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Figure 9.13: Timing diagram of a top stage with corresponding constraints.
In a stack design the total weight of the input events of the n-th stage (counted from
the bottom of the stack) is 2n−1, viz. n for events occurring at port ai, and n−1 for events
u,v,x,y,z
occurring at port bi. Hence the flux of the generic schedule σTop
from Figure 9.13 equals
n
(2n+1)θ. Its load is given by
u,v,x,y,z
)
Ψ(σTop
n
u,x
y,z,u,v
x,y
)
∪ σD
= Ψ(σF ∪ σXz ∪ σ+

1
= ((n−1)x+y)θ + zθ + ((v−y−z) − (n−1)u)θ + (n−1)(u+ − x)θ
θ
= n−1 + vθ
v,y,z
) = vθ, which is consistent with the formula for Top n with
Similarly, we can derive Ψ(σBtm
n = 1 substituted. From the constraints in Figure 9.13 we derive

3 ≤ v ≤ 3 1−θ
θ
Substituting the minimum and maximum value for v in the load computation for schedule
σ u,v,x,y,z we find
Ψ¸Φ=(2n+1)θ (Top n+1 ) = n−1 + 3θ
Ψ·Φ=(2n+1)θ (Top n+1 ) = n−1 + 3(1−θ)

(9.4)
(9.5)

Again note the double arrow that indicates that for the individual top-stages the extreme
loads are restricted to schedules with a fixed offset (v) between corresponding a- and bevents.
Following the recursive definition of the stack FIR filters we obtain the following recurrence relation for the minimum load of such a filter.
Ψ↓Φ=θ (Sfir 1 ) = 3θ
Ψ↓Φ=(n+1)θ (Sfir n+1 ) = Ψ↓Φ=nθ (Sfir n ) + Ψ¸Φ=(2n+1)θ (Top n+1 )
Solving this recurrence relation using equation Equation 9.4 yields
Ψ↓Φ=N θ (Sfir N ) =

N (N −1)
+ 3N θ
2
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A similar analysis using Equation 9.5 yields the maximum load
Ψ↑Φ=N θ (Sfir N ) =

N (N −1)
+ 3N (1−θ)
2

Finally, using Little’s law for weight-conservative systems we obtain the extreme latencies.
Λ↓Φ=N θ (Sfir N ) =

N −1
+ 3,
2θ

Λ↑Φ=N θ (Sfir N ) =

N −1 3(1−θ)
+
2θ
θ

Again this is not what we would expect for a stack-like system. Based on a more customary
definition we would expect the minimum latency to be a small constant. However, if we
compare the difference in minimum latency between an N -tap pipeline and an N -tap stack
filter, we obtain (N +2) − 3 = N −1, which is in accordance with the difference that we
would expect using the customary definition. So for the purpose of comparison the notion
of latency used in this thesis is equally good.
Next we analyze both the pipeline and stack filter in more detail. Obviously, the oneplace buffer components that occur in the Rear , Front and Btm stages are superfluous
with respect to the functionality of these filters. They do, however, influence the set of
possible schedules and therefore the timing-related performance metrics of these designs.
First consider the pipeline. Removal of the one-place buffer from its rear stage disallows
the (y, z, v) = (2, 2, 5) schedule. As a consequence, the maximal load and latency of the
pipeline drop in value. Next consider the removal of the one-place buffer from the front
stage of the pipeline. In that case only the schedules with v ≤ 3 remain possible, which
implies an even larger drop in maximal load and latency. Removal of the one-place buffers
has, however, no influence on the minimal latency nor on the maximal throughput of 31 .
For the stack the situation is more dramatic. Removal of both one-place buffers from
its bottom stage makes it impossible to schedule the stack at throughput 13 because the
single multiplier left in the bottom stage cannot produce a difference of v = 3 time slots
between its input an corresponding output events. The best we can obtain is throughput
1
. Removal of a single one-place buffer (it does not matter which one) will disallow all
4
schedules with v > 4. Again this implies a drop in the maximal load and latency, but
maximum throughput 13 remains possible.
Recall that due to the fork components the tapped delay-line pipeline filter cannot run
at a throughput larger than 13 . In particular, the outputs along the c-ports of the fork
components have to be delayed by a single time slot to obtain a feasible schedule. This
delay can be avoided by the insertion of additional buffering, so that the forks can produce
their outputs sooner. In fact insertion of a single one-place buffer between each fork and
unit-delay component suffices to increase the throughput to its maximal value of 12 , as
Figure 9.14 demonstrates. For the weighted-input pipeline filter the one-place buffers have
to be inserted between the adder and the unit-delay components. For pipelines using these
stages it can be shown that Λ↓Φ= N equals 2N +1. So the increase in throughput outweighs
2
the increase in latency induced by the additional buffers, resulting in a overall reduction of
the minimal latency. A disadvantage of these pipeline designs is that the storage capacity
is increased by N −1 from 5N −2 to 6N −3.
Finally, we revisit the stack FIR filters. Both the tapped delay-line and the weightedinput variants run at throughput at most 13 . Unlike their pipeline counter parts their
throughput cannot be increased by insertion of additional one-place buffers. It is, however,
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Figure 9.14: Timing diagrams of pipeline middle stages with additional one-place buffers.

possible to incorporate the delay in the fork or adder component using components Dfork
or Dadd respectively. Figure 9.15 contains timing diagrams that illustrate that top stages
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Figure 9.15: Timing diagrams of stack top stages using Dfork and Dadd .

using these new components can achieve the maximal throughput 12 . It is not hard to
show that in this case the latency is given by ΛΘ= 1 = N +2. Comparing this to a pipeline
2
filter with additional buffers in its delay-line we see that the difference in latency is again
N −1, as it should be. An additional advantage of these stack designs is that the number of
storage locations is reduced by N −1 from 5N −2 to 4N −1. So their storage requirement is
only two-thirds of the storage requirement of the pipeline design with additional buffering.
The last two stack designs show that the introduction of additional, more complex, basic
components results in better performance with respect to one or more performance metrics.
Components Dfork and Dadd only change the order of events, but even greater performance
improvements are obtained, if we are also willing to adopt more complex operations in the
output statements. For DSP-applications the multiply-accumulate (MAC) operator is an
obvious candidate. Using the MAC-operator, i.e., using expressions of the form + ( ∗ )
in output statements, it is possible to incorporate all functionality of the top stage of both
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a data-broadcast and a weighted-input stack design in a “monolithic” Top component.
Top =
proc (in ai, bi, out ao, bo, val h)·
|[ var va, vb
|i ao!va
; (ai?va, bi?vb; ao!va, bo!(va+h∗vb))∗
]|

Top =
proc (in ai, bi, out ao, bo, val h)·
|[ var va, vb
|i bo!(va+h∗vb)
; (ai?va, bi?vb; ao!va, bo!(va+h∗vb))∗
]|

The corresponding bottom stages would consist of a single Mul or Dmul component. The
resulting designs are again capable to run at maximum throughput 21 , but require only
2N −1 storage locations. The detailed analyses of these designs are similar to those of the
stack designs that have already been discussed, and therefore they are not presented here.
The results are, however, presented in section Section 9.3, where FIR filter designs are
compared.

9.2.2

Cascades

Another well-known linear architecture for FIR filters relies on the fact that any polynomial
over the real numbers can be uniquely factorized into a product of polynomials of degree
at most two. Application of this procedure to the transfer function of a FIR filter yields
a design in which that FIR filter is constructed as a cascade of FIR filters of order at
most two. Since the stream transformer H is a polynomial of degree N −1 in the shift-up
transformer U, the same technique applies when using the stream transformer formalism.
The unique factorization
Y

H = h0 ∗

(l)

(I + g1 ∗ U)

Y

(m)

(I + f1

(m)

∗ U + f2

∗ U 2)

0≤m<M

0≤l<L

with N = 1+L+2M provides a FIR filter design consisting of a cascade of a zero-th order
stage, followed by zero or more first-order stages, followed by zero or more second-order
stages. The zero-th order stage is nothing but a monadic multiplier with multiplication
factor h0 . The first-order and second-order stages are defined in Figure 9.16 and in Figure 9.17 respectively. Note that in both the first- and second-order cascade stage one of

ai
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h
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+
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D
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FirCasc 1 =
proc (in ai, out bo, val h)·
|[ chan d, e, f
|i Fork (ai, c, f )
k Mul (c, d, h)
k Delay(d, e) k Add (e, f, bo)
]|

Figure 9.16: First-order stage of a cascade FIR filter.
the taps equals 1 and therefore does not require a multiplier.
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FirCasc 2 =
proc (in ai, out bo, val h1, h2)·
|[ chan a, c, d, e, f, ci, di, eo, f o
|i Fork (ai, ci, di) k Delay(ci, a)
k Fork (a, c, d)
k Mul (d, e, h2) k Mul (c, f o, h1)
k Delay(e, f ) k Add (di, f, eo)
k Add (eo, f o, bo)
]|

Figure 9.17: Second-order stage of a cascade FIR filter.
The topology of the first-order stage is based on the matrix factorization
µ
¶µ ¶
¡
¢ I O
I
I U
I + g1 ∗ U =
O g1 ∗
I
The topology of the second-order stage is based on the matrix

µ
¶
I O
¡
¢ I U O
 O f2 ∗
I I
I + f1 ∗ U + f2 ∗ U 2 =
O O I
O O

factorization


¶
O
I O µ
I
O  O I 
U
f1 ∗
O I

In the last factorization the 2 × 3 and 3 × 2 matrices have been added to achieve that every
matrix in the factorization has at most two entries in every row and column. Using these
stages the family {Cfir l,m | 0 ≤ l, m} of cascade FIR filters is given by
Cfir 0,0 = proc (in a, out b, val h[0 .. 1)) · |[ Mul (a, b, h[0]) ]|
Cfir l+1,0 =
proc (in a, out b, val h[0 .. l+2))·
|[ chan c
|i Cfir l,0 (a, c, h[0 .. l+1))
k FirCasc 1 (c, b, h[l+1])
]|

Cfir l,m+1 =
proc (in a, out b, val h[0 .. l+2m+3))·
|[ chan c
|i Cfir l,m (a, c, h[0 .. l+2m+1))
k FirCasc 2 (c, b, h[l+2m+1], h[l+2m+2])
]|

As with pipeline and stack filters the weights of all external events of a cascade FIR
filter are equal. In contrast to these filters, however, the weight of an event of a cascade
FIR filter is not equal to the number of taps of the filter. Since the number of paths
between input and output is 1, 2, or 3 for a zero-th order, a first-order, or a second-order
stage respectively, every external event e ∈ Eext (Cfir L,M ) has weight w(e) = W = 2L 3M .
Hence, the throughput of a cascade FIR filter is well-defined, and since all three stages can
be run at throughput 21 , the same hold for the entire filter. Furthermore, the structure of
the second-order stages has been chosen such that, when run at throughput 12 , the schedule
is synchronous at the (output) ports of the multipliers, i.e., the multipliers perform their
multiplications in lock step. Also the multiplications of the serial composition of two firstorder stages and of the serial composition of a first-order and a second-order stage occur

238

CHAPTER 9. WINDOW COMPUTATIONS

in lock step. Connecting a pair of second-order stages using a one-place buffer component
ensures that their multiplications occur in lock step. Hence by inserting a single one-place
buffer between each pair of consecutive second-order stages, all multiplications of a cascade
filter occur in lock step.
Since a cascade filter is the serial composition of stages that are all SISO-systems, its
extreme latencies are obtained by adding the corresponding latencies of its stages. These
latencies are given by
Λ↓Φ=W θ (Mul ) = 1,
Λ↑Φ=W θ (Mul ) =

1−θ
,
θ

4θ+1
,
2θ
5−4θ
Λ↑Φ=W θ (FirCasc 1 ) =
,
2θ
Λ↓Φ=W θ (FirCasc 1 ) =

3θ+1
θ
4−3θ
Λ↑Φ=W θ (FirCasc 2 ) =
θ
Λ↓Φ=W θ (FirCasc 2 ) =

Hence a cascaded N -th order FIR filter with L first-order stages and M second-order stages
running at throughput θ has extreme latencies
4θ+1
3θ+1
L+
2M
2θ
2θ
1−θ 5−4θ
4−3θ
Λ↑Φ=2L 3M θ (Cfir L,M ) =
+
L+
2M
θ
2θ
2θ
Λ↓Φ=2L 3M θ (Cfir L,M ) = 1 +

9.2.3

Trees

In this section we discuss two FIR filter designs in which the basic components are arranged
in a tree topology. They are derived by recursively dividing the set of taps in two subsets of
the same size. First, let h = {hj | 0 ≤ j < 2N } be a set containing an even number of taps.
Then we define ȟ as the lower half of h and ĥ as the upper half of h. So we have ȟj = hj
P
and ĥj = hN +j , for 0 ≤ j < N . Next, let N = 2M , and let Hn,m = 0≤j<2m hn+j A(i−j),
for 0 ≤ n+2m ≤ 2M . Then B = H0,M A, and the stream transformers Hn,m are given by
the recurrence relation
Hn,0 = hn ∗
m
Hn,m+1 = Hn,m + Hn+2m ,m U 2

(9.6)
(9.7)

Let hx,y be the set of taps from h that is used in the stream transformer Hx,y . Then
hn,m = ȟn,m+1 and hn,n+2m = ĥn,m+1 . Switching to matrix notation Equation 9.7 can be
rewritten as
¶
µ
¡
¢
Hn,m
2m
I U
Hn,m+1 =
Hn+2m ,m
This matrix equation gives rise to the family {Tfir m | 0 ≤ m} of tree FIR filters of order
2m −1, i.e. with 2m taps, defined in Figure 9.18.
Because there are 2m paths from input to output — each uniquely identified by a multiplier
component — every external event e ∈ Eext (Tfir m ) has weight w(e) = 2m . In this design
the unit-delay components in front of the adder chains are matched by additional one-place
buffer components in the fork chains. The reason for adding these buffer components is
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Tfir 0 =
proc (in a, out b, val h[0 .. 1))·
|[Mul (a, b, h[0])]|
Tfir m+1 =
proc (in a, out b, val h[0..2m+1 ))·
|[ chan ǎ, â, b̌, b̂
|i Bfork 2m (a, ǎ, â) k Tfir m (ǎ, b̌, ȟ)
k Tfir m (â, b̂, ĥ) k Dadd 2m (b̌, b̂, b)
]|

h0

B

Figure 9.18: The 4-tap tree-like FIR filter Tfir 2 .
the same as for the pipeline filter presented in Section 9.2.1. They enable the filter to run
at throughput 12 . In their absence the maximum attainable throughput is 13 . The price
to be paid for this improvement in throughput, however, is high. The storage capacity is
given by the recurrence relation
K(Tfir 0 ) = 1
K(Tfir m+1 ) = 2K(Tfir m ) + K(Bfork 2m k Dadd 2m )
Solving these equations using K(Bfork 2m k Dadd 2m ) = 2m+1 +3 we find
K(Tfir m ) = m2m + 4 · 2m − 3
Since M = log N , it follows that K(Tfir M ) ∈ O(N log N ). So, in contrast to all previously
discussed filter designs, the storage capacity of this tree design no longer scales linearly
with the order of the filter.
Next we determine the extreme latencies of Tfir m . To that end we first determine the
extreme loads. The minimal load at flux φ = 2m θ satisfies the recurrence relation
Ψ↓Φ=θ (Tfir 0 ) = θ
Ψ↓Φ=2m+1 θ (Tfir m+1 ) = 2 Ψ↓Φ=2m θ (Tfir m ) + Ψ↓Φ=2m+1 θ (Bfork 2m k Dadd 2m )
Solving these equations using Ψ↓Φ=2m θ (Bfork 2m k Dadd 2m ) = 22m + 2m+2 θ we find
Ψ↓Φ=2m θ (Tfir m ) = 22m−1 + m2m+1 θ
A similar analysis shows that Ψ↑Φ=2m θ (Tfir m ) = 22m−1 + m2m+1 (1−θ). Using Little’s law
for weight-conservative systems yields the extreme latencies
Λ↓Φ=2m θ (Tfir m ) =

1 m
2 + 2m,
2θ

Λ↑Φ=2m θ (Tfir m ) =

1 m 1−θ
2 +
2m
2θ
θ
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We conclude the discussion of this tree filter with a small modification that makes all multipliers operate in lock-step. Observe that when Tfir m executes a maximum throughput
schedule, then in each time slot either all multiplications with an even-indexed tap or all
multiplications with an odd-numbered tap are executed. As shown in Figure 9.18, however, all monadic multipliers that multiply with an odd-numbered tap are preceded by a
one-place buffer and succeeded by a unit-delay. Consistently swapping these multipliers
with either the buffers or the unit-delays yields a design with the same functionality in
which all multipliers operate in lock-step.

Next we derive another tree-shaped FIR filter, which does not require additional oneplace buffers to obtain throughput 12 . Moreover, it uses only 2m − 1 unit-delay components.
Starting point for its derivation are Equations 9.6 and 9.7. Introducing stream transformer
m
Gm = U 2 and switching to a recurrence relation on vectors we obtain
µ

Hn,0
G0

¶

µ
=

hn ∗
U

¶

µ
,

Hn,m+1
Gm+1

¶

µ
=

I Hn+2m ,m
O
Gm

¶µ

Hn,m
Gm

¶

From the matrix in equation on the right-hand side we observe that a 2m+1 -tap FIR filter
can be constructed from two structural identical copies of a 2m -tap FIR filter, one using
the high-end filter coefficients and the other using the low-end coefficients, by feeding the
G-output stream of the latter into the former and adding their H-output streams (see
Figure 9.19). Because the low-end part is a type (1, 2) filter, and the high-end part is a
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Figure 9.19: The 4-tap tree FIR filter TLfir 2 .
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type (1, 1) filter its program text requires the definition of two recursive families.
TLfir 0 =
proc (in a, out f, val h[0 .. 1))·
|[ chan b
|i Buf (a, b)
k Mul (b, f, h[0])
]|

TRfir 0 =
proc (in a, out f, g, val h[0 .. 1))·
|[ chan c, d
|i Fork (a, c, d) k Delay(c, g)
k Mul (d, f, h[0])
]|

TLfir m+1 =
proc (in a, out b, val h[0 .. 2m+1 ))·
|[ chan g, b̌, b̂
|i TRfir m (a, b̌, g, ȟ) k TLfir m (g, b̂, ĥ)
k Add (b̌, b̂, b)
]|

TRfir m+1 =
proc (in a, out b, g, val h[0 .. 2m+1 ))·
|[ chan c, b̌, b̂
|i TRfir m (a, b̌, c, ȟ) k TRfir m (c, b̂, g, ĥ)
k Add (b̌, b̂, b)
]|

It is not hard to verify that these systems can execute the following schedules2 .
σ0L = σB ∪ σX ; π
L
σm+1
= σL,m ∪ σR,m ∪ σ+ ; π m

σ0R = σD ∪ σF ∪ σX ; π
R
σm+1
= σR,m ∪ σR,m ∪ σ+ ; π m

Since these schedules do not contain ξ-transformers, they all have throughput 21 .
Although the recursive definition of this tree FIR filter allows recursive and therefore
compact specification of its schedules, this representation is less suitable for computing
metrics such as extreme load and latency. This becomes apparent, when we try to give a
recursive equation for the maximal load of component TRfir m+1 .
Ψ↑Φ=2m+1 θ (TRfir m+1 ) = Ψ↑Φ=2m+1 θ (TRfir m ) + Ψ↑Φ=2m θ (TRfir m ) + Ψ↑Φ=2m+1 θ (Add )
First of all, observe that the two instances of subsystem TRfir m operate at a different
flux. Also the maximal load for the Add component is required for various flux-values.
Although a technical nuisance, these complications can be solved using double induction.
A more serious complication is the fact that any recursive equation like this implicitly relies
on the following optimality principle: any optimal schedule for the composite consists of
optimal schedules for the composing parts. This, however, is not true because a schedule
for the Add component with maximal load is input-synchronous, whereas a schedule for
the parallel composition TRfir m k TRfir m with maximal load is not output-synchronous.
Therefore we use a different decomposition to compute the desired metrics. Let
T Lf irm = proc(ina, outb, valh[0..2m ))·|[ chand[0..2m ) |i Dline 2m (a, d) k MAtree m (d, b)]|
where Dline 2M is the delay-line of length 2m and MAtree m the multiplier-adder tree of
depth m. Then we have
Ψ↓Φ=2m θ (TLfir m ) = Ψ⇓Φ=2m θ (Dline 2m ) + Ψ⇓Φ=2m θ (MAtree m )
Ψ↑Φ=2m θ (TLfir m ) = Ψ⇑Φ=2m θ (Dline 2m ) + Ψ⇑Φ=2m θ (MAtree m )
2

Leaving the required renaming operators implicit.
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These equations assume there is at least one schedule with an extreme load that is synchronous on the boundary between the delay-line and the multiplier-adder tree. However,
this does not preclude the existence of other schedules with extreme load that do not have
this property.
The extreme loads of the multiplier-adder trees are given by
Ψ↓Φ=2m θ (MAtree m ) = Ψ⇓Φ=2m θ (MAtree m ) = (m+1)2m θ
Ψ↑Φ=2m θ (MAtree m ) = Ψ⇑Φ=2m θ (MAtree m ) = (m+1)2m (1−θ)
They are the same irrespective whether all schedules or only the synchronous ones are
considered. For the delay-lines the extreme loads for synchronous schedules are given by
Ψ⇓Φ=2m θ (Dline 2m ) = 2m−1 (2m +1) + (2m −1)θ
Ψ⇑Φ=2m θ (Dline 2m ) = 2m−1 (2m +1) + (2m −1)(1−θ)
Combining these results and applying Little’s law for weight-conservative systems yields
the extreme latencies for the entire FIR filter
Λ↓Φ=2m θ (TLfir m ) =

2m −1
+ (m+2),
2θ

Λ↑Φ=2m θ (TLfir 2 ) =

2m −1
1−θ
+ (m+2)
2θ
θ

Since the multiplier-adder tree performs a synchronous schedule, it follows that in this FIR
filter all multipliers operate in lock-step.

9.3

Comparison

In this section we compare the FIR filter designs that have been analyzed in the previous
section with respect to five performance metrics: storage capacity, energy consumption,
maximum throughput, minimum latency and elasticity. In addition, we give the values of
these metrics for modified pipeline (Pfir ∗N ) and modified stack (Sfir ∗N ) filters that use the
stages given in Figure 9.14 and Figure 9.15, respectively. An overview of the performance
of the various designs is given in Table 9.2. The storage capacity, maximal throughput,
and minimal latency entries of this table have been computed in the previous section. Here
we explain how the other entries have been obtained.
Because all designs perform the same number of multiplications per output value, the
energy spent on computation is the same for all designs. Therefore, energy comparison
is restricted to the energy spent on communication. By Definition 6.6.1 this means that
we have to compute the total number of events, both internal and external, per output
event. Thereto we observe that in all designs there is a single adder component that
produces the filter’s outputs, and that this adder component produces one output per
cycle. Furthermore, we observe that all FIR filters presented are single-rate systems, i.e.,
systems whose components all have the same cycle time. Hence, all components perform
one cycle per produced output and therefore the number of events per output event is equal
to the sum of the number of output events summed over all components. This number
is equal to the total number of input events performed by all components in single cycle.
Since every basic component stores precisely one value in each of its variables in every
cycle, the latter number is nothing but the capacity of the filter. Hence we conclude that,
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Area

M aximal

M inimal

U nnormalized

Energy

T hroughput

Latency

Elasticity

X

K(X)

θmax (X)

Λ↓Φ=W θ (X)

Λ↑Φ=W θ (X)− Λ↓Φ=W θ (X)

Pfir N

5N −2

1
3

N −1
2θ

+ N +2

Pfir ∗N

6N −3

1
2

N −1
2θ

+ N +2

Sfir N

5N −2

1
3

N −1
2θ

+3

1−2θ
3
θ

Sfir ∗N

4N −1

1
2

N −1
2θ

+3

1−2θ
3
θ

Cfir L,M

5N −4

1
2

N log N +3N −2

1
2

N
2θ

5N −3

1
2

N −1
2θ

Tfir N
TLfir N

1+ 4θ+1
L+ 3θ+1
2M
2θ
2θ

3+

1−3θ
(N +2)
θ

1−2θ
(N +2)
θ

1−2θ 4−8θ
+ 2θ L+ 3−6θ
2M
θ
2θ
1−2θ
2 log N
θ

+ 2 log N
+ log N + 2

1−2θ
(log N +2)
θ

Table 9.2: FIR filter performance overview.
for all filters presented, the energy spent on communication is equal to the storage capacity
of the filter.
Elasticity is a metric that is not defined for weight-conservative systems. This is due
to the fact that there does not exist a proper generalization of storage capacity that can
be used to normalize the load in the same way as the capacity normalizes the occupancy.
Indeed, as we have seen, the weight of the events of an N -tap FIR filter varies between
designs. For the cascade filters the weights grow exponentially with the order of the filter,
whereas for the other designs the weight grows linearly. The objective of the elasticity
metric is, however, to capture the robustness of a design with respect to throughput jitter in
its environment which is a quantity that is independent of the weight of events. Therefore,
we require a definition of elasticity that is independent of load. Using Little’s law, we
reformulate Definition 6.4.3 that defines elasticity for data-conservative systems as

²

Θ=θ (X)

=

θ Λ↑Θ=θ (X) − θ Λ↓Θ=θ (X)
K(X)

which for weight-conservative FIR filter with weight W is generalized to

²

Θ=θ (X)

=

θ
(Λ↑Φ=W θ (X) − Λ↓Φ=W θ (X))
K(X)

Because latency, in general is dependent on the average path length from input to output,
whereas weight depends on the number of those paths this definition is better suited for
θ
comparison of the FIR filters. To simplify the entries, the normalization coefficient K(X)
has been omitted in Table 9.2.
With two exceptions the metrics in Table 9.2 have been expressed as a function of the
number N of taps of the filter. These exceptions are the minimal latency and the elasticity
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of the cascade FIR filter Cfir L,M . Using the relationship N = 1+L+2M it is, however,
possible to give bounds for these metrics that depend solely on N . Because the coefficient
4θ+1
of L is greater than the coefficient 3θ+1
of 2M , it follows that the minimum latency is
2θ
2θ
maximal when L = N −1 and 2M = 0, and minimal when L = 0 and 2M = N −1. Hence
we find
N −1
+ 3N2−1 ≤ Λ↓Φ=W θ (Cfir N ) ≤ N2θ−1 + (2N −1)
2θ
from which we conclude that Cfir N has the largest minimum latency of all FIR filters
that we have analyzed. Similarly, since the coefficient 4−8θ
of L is at least as large as the
2θ
3−6θ
coefficient 2θ of 2M , it follows that
2θ−1
2θ

+

3−6θ
N
2θ

≤ Λ↑Φ=W θ (Cfir N ) − Λ↓Φ=W θ (Cfir N ) ≤

2θ−1
θ

+

4−8θ
N
2θ

from which we conclude that Cfir N has the largest unnormalized elasticity of all FIR filters
that we have analyzed.
Using Table 9.2 we rank all analyzed FIR filters according to each metric. These ranks
are based on first-order terms only. As a consequence, there are a number of ties. Some
ties can be resolved using second-order terms, but we do not consider such a refinement
meaningful. The outcome of the ranking process is given in Table 9.3.

Area

M aximal

Energy T hroughput

M inimal U nnormalized
Latency

Elasticity

Pfir N

2

6

5

3

Pfir ∗N

6

1

5

2

Sfir N

2

6

1

6

Sfir ∗N

1

1

1

6

Cfir L,M

2

1

7

1

Tfir N

7

1

4

5

TLfir N

2

1

3

4

Table 9.3: Ranking of FIR filters according to various metrics.
The table shows that Tfir N is dominated by TLfir N . Moreover, it shows that the
modifications applied to the pipeline and stack designs to improve their throughput have a
different overall effect. For the stack design also the number of storage locations decreases,
without adversely affecting the elasticity. The latter, however, mainly because the elasticity
of the stack design is already extremely poor. Hence, for the stack design the modification
produces an overall performance improvement. For the pipeline design, on the other hand,
the number of storage locations increases, but in return not only the throughput but also
the elasticity improves. The other filters are Pareto-optimal points. Furthermore, this
table shows that designs that have a short path from input to output, such as the stack
filters, have the best minimum latency and the worst elasticity. Vice-versa, designs that do
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not have short paths from input to output, such as the cascade and pipeline filters, have
the worst minimum latency and the best elasticity. This can be explained by observing
that short paths not only keep the minimum latency small, but also the maximum latency
and that apparently the latter effect dominates the elasticity.

9.4

Discussion

This chapter demonstrates that the performance of weight-conservative systems can be
successfully analyzed using metrics such as load and flux. Although these metrics are
dependent on the environment in which a system operates, and therefore have little intrinsic
relevance, they are useful intermediaries for the determination of the latency via Little’s
law. Especially, the compositional manner in which the load of a system can be computed
has been exploited with benefit. Although the resulting latency values are unconventional
— in the sense that they represent the average delay measured over all inputs on which
an output depends, instead of the delay measured from the last input on which an output
depends — we have demonstrated that they are nevertheless suitable for high-level system
comparison. Moreover, for weight-conservative systems such as FIR filters, in which the
weight of external events is constant, we retrieve the throughput when we divide the flux
by the constant weight. Moreover, we have introduced an ad-hoc, latency-based definition
of elasticity. For FIR filters this provides a meaningful comparison, but whether it is the
proper way to deal with elasticity of weight-conservative systems in general needs further
research.
At several occasions, the performance analysis of FIR filters has been facilitated by realizing that schedules that are globally optimal may satisfy local constraints. One example
has been to consider schedules that are locally synchronous. Besides making performance
analysis easier, locally synchronous schedules can also be used for more detailed analyses
and a more refined comparison of designs. In particular, the existence of synchronous
schedules can be used to establish efficient usage of expensive resources, like multipliers.
Although the main focus of this chapter has been on performance analysis, we have
also paid some attention to the systematic derivation of FIR filter designs. We have used
functional programming techniques to manipulate the stream transformers that describe
the functionality of a FIR filter. This has led to a uniform and concise presentation of the
various designs, in which the influence of design decisions on the resulting architectures is
clearly visible. Hence, it is not necessary to represent designs in a functional programming
language to benefit from functional programming techniques.
The comparative study of FIR filters performed in this chapter contains only a few designs that represent a number of important architectures. Many more architectures exist,
however. In particular, multi-rate or poly-phase FIR filters (see e.g. [66]) are interesting,
since they also contain split and merge components. In addition some of these designs
perform fewer multiplications per output, thereby making the energy comparison more interesting as well. Besides major architectural variations in design, small variations within
an architectural class are also possible. Some of the possibilities have been indicated, e.g.,
removal of one-place buffers in the pipeline and stack designs, or swapping multipliers and
one-place buffers in the Tfir -designs. In general, design space exploration can already be
greatly enhanced by the application of a few simple transformation rules that preserve
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functional correctness, but that may influence performance substantially. Figure 9.20 contains some of these transformations.
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Figure 9.20: Correctness-preserving transformation rules.
The rules in this figure are similar to the ones that are used for the re-timing of synchronous designs: either to minimize the number of registers, to maximize clock frequency,
or to minimize power consumption (see e.g. [66]). Besides the rules displayed in Figure 9.20, transformation rules that rely on algebraic properties of binary operators and
rules for rearranging fork-chains are obvious candidates.
With these rules the tapped delay-line stack filter can be transformed to its weightedinput transpose. Also the tree filter design TLfir N of Figure 9.19 can be transformed to
the design in Figure 9.21 that is more similar to Tfir N of Figure 9.18. Hence, the two
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Figure 9.21: Transformed tree-like FIR filter TLfir 2 .
tree designs are more similar than they appear at first sight. Rearranging the fork-chain
into a fork-tree (using an additional transformation rule) and inserting additional oneplace buffers would complete the transformation from TLfir N to Tfir N . It is an interesting
research question to see to what extent a design space exploration based on transformation
rules can be automated.

Chapter 10
Concluding Remarks
In this thesis we have presented an approach to the design and performance analysis of
high-level system designs aimed at early design space exploration. Early design space
exploration helps to alleviate a major problem in electronic system design, namely that
present design productivity is not increasing sufficiently fast to exploit the increase in
computational resources offered by the rapid advances in semiconductor technology.
In this chapter we summarize what has been achieved, i.e., what the main characteristics
are of the proposed approach and how each of these characteristics contributes to the stated
objective. Furthermore, we identify areas for future research.

10.1

Achievements

The design of functionally correct systems greatly benefits from modularity. When expressed in a formalism that possesses a compositional semantics, reasoning about the
correctness of designs is considerably simplified. We have extended the compositional
approach to include performance analysis to achieve our objective of early design space
exploration. Key ingredients of this approach are:
A design style
in which systems are composed from a predefined set of basic building blocks using
a single composition operator. The building blocks define the individual processes
of the system and composition involves the definition of point-to-point connections
using unidirectional memoryless communication channels. These compositions are
described using an abstract programming language with a CSP-like semantics. In
practice, a hardware definition language like Haste would be an excellent choice. The
precise nature of the language is, however, not very important, as long as it supports
memoryless communication channels.
We have not considered the design of basic building blocks; they are simply given
by program texts in the same language as is used to describe systems. From these
program texts the performance characteristics of the building blocks are extracted,
while their functionality is described by means of periodic stream transformers.
For any given design-space exploration we have assumed that the set of building
blocks is fixed, but different application domains may require different sets of building
blocks. Moreover, novel building blocks may be defined as a result of performance
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analysis. When defining the set of basic building blocks for a particular application
domain, considerable care must be taken to enable reliable performance comparison.
For this we have formulated a number of design criteria.
Because the compositional design style allows the generation of a large number of
designs using peep-hole modification, i.e., by replacing a small subset of a system’s
building blocks by another collection of building blocks with the same interface and
functionality but different performance, it supports design space navigation. Design
space exploration has been further facilitated by the definition of more specialized
composition methods that restrict the usage of the universal composition operator.
A synthesis process
based on isomorphic or direct hardware mapping. This implies that both processing
and storage resources of a system can be derived directly from the program text of
the system. Moreover, since channels are memoryless and therefore do not require
storage resources, all resource usage can be attributed to individual components.
Thus, in combination with the schedule calculus discussed in the next item, isomorphic hardware mapping enables the efficient computation of performance metrics in
a compositional manner.
Ignoring the channels in the determination of performance metrics implicitly assumes
that the wires they represent do not influence the outcome of performance comparison. This assumption has to be treated with caution, since wiring, in general, has
a significant influence on the performance of a system. The extent of this influence
can only be properly determined, however, after placement and routing, activities
that are done at a late stage of the synthesis process. By severely restricting the
fan-in and fan-out of the basic components, in addition to the fact that all channels
are point-to-point connections, we promote designs in which communication is kept
local. As a consequence, the uncertainty in performance prediction due to variation
in wiring is constrained to a level for which comparison remains reliable.
A schedule calculus
in which schedules are syntactic objects. Because isomorphic hardware mapping
implies that resource allocation is done through selection of appropriate basic components, scheduling is a limited activity. It only concerns the timing behavior of
systems.
Not only the systems themselves, but also their schedules are constructed in a compositional manner. Each basic building block is equipped with a small set of canonical schedules. Canonical schedules capture the data-driven nature of computations.
They express component behavior in which the response to an offered input occurs
immediately, i.e., one time slot after the input has been received.
The immediate response of a component, however, may be obstructed by a noncooperative environment that withholds input or refuses to accept output. Such an
environment either consists of neighboring components within the system or, for components on the border, it is the environment of the system itself. Non-cooperative
environments cause a component to idle for a number of time slots. To model this
phenomenon schedule transformers have been introduced. The set of schedule transformers is restricted such that only periodic schedules can be constructed. As a
result, calculus rules for schedule transformers are obtained.
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Using schedule transformers the schedule of a system is obtained from the canonical
schedules of the individual components in the following manner. First the schedules
of the individual components are matched, i.e., schedule transformers are applied
to their canonical schedules until these agree on the time slot allocation of mutual
events. Next the union of the matched schedules is taken as the system schedule.
Special attention has been given to schedules which delineate the range of environments in which a system can operate. For any periodic behavior, early and late
schedules have been defined that represent the fastest and slowest respons, respectively, that any environment may expect from the system. Syntactic characterizations
and construction methods have been given for these schedules.
As a consequence of the syntactic approach the set of schedules of a system becomes countable. Hence, not every real-time behavior of a system is captured by a
schedule. Moreover, only periodic behavior can be described. Nevertheless, we have
shown that the discriminative power of temporal metrics that for their definition
rely on schedules is not affected. For instance, every real-valued throughput value
that can be assumed by a system can be approximated with arbitrary precision by a
rational-valued throughput value associated with one of its periodic schedules.
A performance calculus
which is based on truthful metrics. Truthful metrics do not provide accurate prediction of the performance of an actual system realization; instead they provide reliable
comparison of designs. Thus they contribute to early determination of the Paretooptimal points of a design space. Obviously, a metric that, when applied to a design,
accurately predicts the resulting system’s performance is also truthful. Computing
such a metric, however, almost inevitably involves performing at least part of the
synthesis procedure that leads to that system, and simulating the result using a
more detailed low-level system model. These simulations, although accurate, always
pertain to a specific system executing a specific scenario. So, in general, many simulation runs are required to cater both for the variation in designs and for the variation
of behavior exhibited by an individual system.
A synthesis process based on isomorphic hardware mapping, on the other hand, offers
the opportunity to obtain truthful metrics without the need to traverse the entire synthesis process. Moreover, these metrics can be efficiently computed in a compositional
manner. For temporal metrics, whose values depend on the schedule executed, not
only metric values corresponding to a specific schedule can be computed efficiently,
also the range of values assumed over all possible schedules can be determined, and
analytical relationships between metrics can be established. One such relationship is
Little’s law, which states that the product of latency and throughput equals occupancy. Little’s law originates from queuing theory, and it is well-known that it also
holds in pipeline systems.
We have presented a generalization of Little’s law that holds for a larger class of systems, which we have called weight-conservative systems. For these systems we have
defined a notion called weight which quantifies the number of computations in which
an event participates. The generalized version of Little’s law states that the product
of flux and latency equals load, where flux and load are the “weighted” counterparts
of throughput and occupancy. For this generalization it is, however, crucial that
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latency is defined as an average delay over all event sequences that lead to a certain
output and not as the minimal delay encountered in any such event sequence.
Analytical performance analysis has several advantages over simulation. It is computationally less expensive and more powerful. It can address the analysis of entire
families of designs instead of single instances. For parameterized families, analytical
performance analysis can answer questions about cross-over points, i.e., whether there
exist parameter values at which the preference for designs from one family changes to
another. Furthermore, the existence of analytical relationships between performance
metrics can be exploited to exclude parts of the design space from exploration because it is known a priori that they do not contain Pareto-optimal designs. Finally,
compositional metrics allow reuse of the performance evaluation of subsystems.
A quantitative approach to elasticity
which is a performance metric that indicates how well a system can cope with small
fluctuations in the temporal behavior of its environment. We have studied a form of
elasticity that deals with throughput jitter, for which we have given a quantitative
definition that, to the best of our knowledge, is new. Furthermore, we have shown
that maximal elasticity only occurs in equidistant systems. Since, for most systems,
it can be determined by inspection of their structure whether they are equidistant,
this greatly facilitates the search for maximally elastic systems.
The approach advocated in this thesis has been illustrated by means of three design space
explorations. Each exploration covers a particular class of systems. The definition of these
classes is based on the weights of the events in a system’s data dependence graph. Weights
count the number of computations in which an event is involved, and therefore serve as an
indication of a system’s functional complexity. We have made a distinction between dataconservative systems, in which the weights of all events are one, and weight-conservative
systems, which also contain events with a weight larger than one. The third class consists of
block-conservative systems which, although formally weight-conservative, can nevertheless
be analyzed as if they are data-conservative.
In each class a representative application has been chosen and an exploration of possible
designs has been given. In order of increasing functional complexity we have analyzed:
Buffers
Buffer systems are typical examples of data-conservative systems. For data-conservative systems, every value of each output stream is obtained by application of some
function to a single value from an input stream. For buffer systems there is only
one function involved, namely the identity function. For the purpose of illustrating
design space exploration the simplicity of the identity function is of little consequence,
however.
Using the theory developed in this thesis a design space exploration in search of
optimally elastic buffers has been performed. Using analytic techniques only, the
exploration has an almost complete coverage, and produces a taxonomy in which
optimal buffers are classified according to structural complexity.
Block sorters
Block sorters are typical examples of block-conservative systems. These systems are
capable of performing block computations, i.e., computations in which all streams
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are divided into blocks. Within a stream all blocks are of the same size, but distinct
streams may have different block sizes. The values in each block of any output stream
only depend on the values in the corresponding blocks of the input stream.
We have analyzed the performance of five families of block sorters known from the
literature using a number of performance metrics. We find that each family is Paretooptimal, i.e., for each family there is a metric for which its performance dominates
all others.
FIR filters
FIR filters are examples of weight-conservative systems. Of all systems studied in this
thesis, weight-conservative systems are capable of the most complex computations.
In particular, they can perform window-computations. Since many DSP-applications,
including FIR filters, are formulated as window computations, this class is of considerable interest. In a weight-conservative system the weights serve as a mechanism to
capture the causal dependencies between input and outputs in a quantitative manner. Using weights the performance metrics and analysis techniques established for
data-conservative systems have been extended beyond that class. In particular, we
have defined flux and load as weighted counterparts of throughput and occupancy,
respectively, and have established a “weighted” version of Little’s law, which is an
important analysis tool. As a case-study we have explored a number of FIR filter
designs and have again identified a number of Pareto-optimal solutions.
In addition to these case studies we have presented two equational calculi for periodic
stream transformers. The first calculus, called PDT-calculus, consists of drop and take
operators and has been presented before in [59]. In this thesis we have extended the
PDT-calculus with shift operators, resulting in the PDTS-calculus. Both calculi have been
shown sound and complete. Neither calculus involves knowledge about the domain from
which the data items are taken. Instead, they are meant to reason about the organization
(position) of data within streams. Therefore, both calculi are quite general. They have
been introduced for two reasons:
1. Although we do not formally derive designs in this thesis, we have felt the need
to establish functional correctness of the designs presented. PDT-calculus is used
to show correctness of buffers and block-sorters. PDTS-calculus is needed to show
correctness of FIR-filters.
2. A more compelling reason for the introduction of these calculi, however, is the fact
that they also provide us with a calculus for schedules. Because both stream transformers and schedule transformers are periodic in nature, a one-to-one correspondence between the two can be established. Using that correspondence all calculus
rules for stream transformers can directly be translated into rules for schedule transformers. Thus we obtain a schedule calculus for free. Whereas there exist many
calculi to reason about the functionality of a system, we are not aware of the existence of calculi for schedules. The absence of the latter is mostly due to the fact that
schedules are usually treated as semantic instead of syntactic objects.
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Suggestions for future research

Although the case studies presented in this thesis show the possibilities of our approach,
they are of a theoretical nature. More research is needed to develop a mature methodology.
To lay the theoretical foundations many restrictions have been imposed. It is important
to determine which of these are fundamental and which can be relaxed. Below we address
some of the issues involved.
Validation issues
Buffers are the only systems for which the outcome of our performance analysis has
been compared with measurements on actual systems, as reported in the literature.
Although these measurements convincingly corroborate the validity of our analysis,
this is not enough to establish in general the truthfulness of the metrics involved. To
validate the latter, many more case studies have to be done.
Since design synthesis involves a number of mapping steps, all of which potentially
compromise the truthfulness of a metric, we need to know in detail — for each
mapping step and for each metric — what the circumstances are under which a
metric can be considered truthful. At the very least, this requires extensive simulation
at all levels of abstraction and based on well-established performance models, but
preferably also measurements from actual system realizations.
Design and synthesis issues
The systems that we have analyzed are similar to so-called systolic systems [55, 67].
Although the synchronization enforced by the CSP-like communications in our systems is less strict than the synchronous mode of cooperation required by systolic
systems, many of our schedules, in particular the early schedules, exhibit the same
regular synchronous behavior. Moreover, like systolic systems, our systems employ
fine-grained parallelism, have a regular structure, and perform data-independent computations.
Platform-based design as discussed in the introduction of this thesis, on the other
hand, typically is concerned with applications that perform data-dependent coarsegrained computations, built from a heterogeneous collection of complex IP-cores.
Because we use a high-level hardware description language, describing such basic
building blocks should, in principle, present no problem. Equipping these building
blocks with proper performance models, on the other hand, is a challenge.
Large building blocks are resources that are likely to be shared by several tasks of
an application. Direct or isomorphic hardware mapping requires that sharing of
resources is explicitly indicated in the program text. Also the need for, or the redundancy of, arbitration hardware to guarantee mutual exclusive usage of shared
resources must be indicated. All these facilities are offered by Haste, and that is why
it is our preferred language.
From the perspective of the system designer direct mapping is both a blessing and
a burden. For the design of regular fine-grained systems with limited architectural
variation complete control over resources is likely to provide optimal results, but
for systems that perform data dependent computations and that contain resource
sharing optimal decisions are difficult to make. To obtain high design productivity,
automated support is needed that allows a designer to quickly modify and evaluate
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designs. The research challenge is to cast this support in such a form that is does
not become a black box, but that a designer remains in control of the performance
of his design.
Scheduling and analysis issues
Non-uniform scheduling is a means to obtain more accurate performance metrics. As
metrics become more accurate, not only are they more likely to be truthful, but also
their discriminative power increases. Non-uniform scheduling requires modification
of the canonical schedules of basic components. More specifically, it involves the
insertion of time slots that are not directly linked to specific events, but that nevertheless model certain performance aspects that are ignored by uniform scheduling.
Examples of such aspects are the difference in propagation speed between tokens and
holes caused by asymmetry in the hard-ware, and differences in execution time of
various logical and arithmetic operators.
In the context of shared building blocks the calculation of performance metrics becomes more complicated. For instance, the storage cost of a shared building block
consists of a bulk term that represents the storage cost of the building block proper,
plus a term that represents multiplexing input streams and demultiplexing output
streams. The latter term is proportional both to the number of ports and the number
of invocations of the shared building block. For the timing of the external events of
a shared resource similar adjustments are required. This compromises the compositionality of the metrics.
The performance analysis of systems that exhibit data-dependent behavior is much
harder than the performance analysis of data-independent systems. As a first step
towards the analysis of data-dependent systems one may look at systems in which
data-dependent building blocks are encapsulated in subsystems that themselves are
data-independent. A small-scale example of such a subsystem has already been given
at the end of Chapter 3, where it is suggested that converters, which themselves are
data-independent, can be built from data-dependent split and merge components.
The proposed encapsulation implies that the data-dependent behavior is hidden by
the performance model of the data-independent composite.
For data-independent systems, we have targeted elasticity as a major performance
characteristic. Its determination requires knowledge of the extreme — worst-case and
best-case — behaviors of a system, which for data-independent systems can indeed
be obtained. For data-dependent systems, on the other hand, this is not only considerably more difficult, also average-case or expected system behavior seems more
relevant. Therefore stochastic performance analysis is more appropriate.
Besides the general issues discussed above, there are a number of technical issues of
which we mention a few. In the first place, the various conjectures made in this thesis
have to be resolved. In particular, we would like to show that the period of a late schedule
can be arbitrarily extended (Conjecture 5.5.1), and we would like to establish tight bounds
for the load of weight-conservative systems (Conjecture 6.5.1). Moreover, we would like to
determine the true asymptotic elasticity of linear block sorters.
Another topic concerns the construction of antimorph systems. These systems have
merely been used to establish the existence of late schedules, and play a role in the analysis
of a system’s elasticity. The construction of the antimorph of a system, however, resembles
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the construction of the transpose of a system in the signal flow graph model. For signal
flow graphs, transposition may gives rise to a system with superior performance. Hence,
it should be investigated whether this also holds for antimorph systems.
As a final topic for further research, we mention the role of weight in the analysis
of computation energy. An internal event with zero weight, although executed, does not
contribute to any output of a system. Vice versa, an internal event with a weight larger
than that of any output indicates the computation of an intermediate result that is used
more than once. Therefore, the average weight per event provides some indication of the
efficiency of a computation. In particular, it would be interesting to know whether it can
be used as a metric to compare computation energy.

Performance prediction and abstraction are competing entities. Performance prediction
thrives on details, whereas it is abstraction’s business to get rid of them. Any approach to
high-level system design has to reconcile these enemies and compromise on a level of detail.
Our compromise is the concept of a truthful metric. Truthful metrics are similar to the time
and space metrics used to specify the computational complexity of sequential algorithms.
These metrics are also intended for comparison instead of accurate prediction of time and
resource usage during the algorithm’s execution. For the design of algorithms, however,
knowing the order of magnitude is usually sufficient, whereas for the design of stream
processing systems the constants of proportionality matter as well. Where the balance
between abstraction and precision lies differs per quantity measured and per application
domain and remains a topic for further research.

Appendix A
Basic Component Types
This appendix contains a quick overview of the fundamental characteristics of each basic
component type.

A.1

One place buffer

Diagram, i/o-relation, and program text

A

a

B

b

Buf =
proc (in a, out b)·
|[ var x |i (a?x; b!x)∗ ]|

B=I A

B

Dependence and anti-dependence relation
D(Buf ) = { (a#i, b#i) | 0 ≤ i }
D(Buf ) = { (b#i, a#(i+1)) | 0 ≤ i }
Canonical schedule with performance metrics

σB

a#i

b#i

2i

2i+1
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1
2

1

1
2

Apart from its program text, which captures its different functionality, a unary multiplication component has the same characteristics as a one-place buffer.

A.2

Delay-component

Diagram, i/o-relation, and program text

A

a

D

b

B

B=U A
255

Delay =
proc (in a, out b)·
|[ var x |i (b!x; a?x)∗ ]|
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Dependence and anti-dependence relation
D(Delay) = { (a#i, b#(i+1)) | 0 ≤ i }
D(Delay) = { (b#i, a#i) | 0 ≤ i }
Canonical schedule with performance metrics
a#i

b#i Θ Λ Ω

σD 2i+1

A.3
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Split component

Diagram, i/o-relation, and program text

A
a
k
Sl+1

c

k
C = Tl+1
A

C

k
D = Dl+1
A

d

D

Split kl+1 =
proc (in a, out c, d)·
|[ var x
|i ( (a?x; d!x)k
; (a?x; c!x)
; (a?x; d!x)l−k
)∗
]|

Dependence and anti-dependence relation
D(Split kl+1 ) = { (a#((l+1)q+r), d#(lq+r)) | 0 ≤ q ∧ 0 ≤ r < k }
∪ { (a#((l+1)q+k), c#q) | 0 ≤ q }
∪ { (a#((l+1)q+r+1), d#(lq+r)) | 0 ≤ q ∧ k ≤ r < l }
D(Split kl+1 ) = { (d#(lq+r), a#((l+1)q+r+1)) | 0 ≤ q ∧ 0 ≤ r < k }
∪ { (c#q, a#((l+1)q+k+1)) | 0 ≤ q }
∪ { (d#(lq+r), a#((l+1)q+r)) | 0 ≤ q ∧ k ≤ r < l }
Canonical schedule with performance metrics

σSl+1
k

a#i

c#q

2i

2q(l+1) + 2k + 1

(

d#(lq+r)
2q(l+1) + 2r + 1 0 ≤ r < k
2q(l+1) + 2r + 3 k ≤ r < l
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2

1
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A.4. MERGE COMPONENT
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Merge component

Diagram, i/o-relation, and program text

E
e

F

f

k
B
E = Tl+1

k
Ml+1

k
F = Dl+1
B

b

B

Merge kl+1 =
proc (in e, f, out b)·
|[ var x
|i ( (f ?x; b!x)k
; (e?x; b!x)
; (f ?x; b!x)l−k
)∗
]|

Dependence and anti-dependence relation
D(Merge kl+1 ) = { (f #(lq+r), b#((l+1)q+r)) | 0 ≤ q ∧ 0 ≤ r < k }
∪ { (e#q, b#((l+1)q+k)) | 0 ≤ q }
∪ { (f #(lq+r), b#((l+1)q+r+1)) | 0 ≤ q ∧ k ≤ r < l }
D(Merge 0l+1 ) = { (b#((l+1)q+l), e#q) | 0 ≤ q }
∪ { (b#((l+1)q+r), f #(lq+r)) | 0 ≤ q ∧ 0 ≤ r < l }
D(Merge k+1
l+1 ) = { (b#((l+1)q+r), f #(lq+r+1)) | 0 ≤ q ∧ 0 ≤ r < k }
∪ { (b#((l+1)q+k), e#q) | 0 ≤ q }
∪ { (b#((l+1)q+r), f #(lq+r)) | 0 ≤ q ∧ k ≤ r < l }
Canonical schedule with performance metrics
e#q
σMl+1
k

A.5
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Fork

Diagram, i/o-relation, and program text
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F
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D

c
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C=I A
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Fork =
proc (in a, out c, d)·
|[ var x
|i (a?x; c!x, d!x)∗
]|

1
2
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Dependence and anti-dependence relation
D(Fork ) = { (a#i, c#i) | 0 ≤ i } ∪ { (a#i, d#i) | 0 ≤ i }
D(Fork ) = { (c#i, a#(i+1)) | 0 ≤ i } ∪ { (d#i, a#(i+1)) | 0 ≤ i }
Canonical schedules with performance metrics

a#i

A.6

c#i

d#i

Φ Λ Ψ

σF

2i

2i+1 2i+1

1

1

1

σFc

3i

3i+1 3i+2

3i

3i+2 3i+1

3
2
3
2

1

σFd

2
3
2
3

1

Dyadic operator

Diagram, i/o-relation, and program text

E

Dyadic ⊗ =
proc (in e, f, out b)·
|[ var x, y
|i (e?x, f ?y; b!(x⊗y))∗
]|

e

F

f

x

B=E⊗F

b

B
Dependence and anti-dependence relation
D(Dyadic ⊗ ) = { (e#i, b#i) | 0 ≤ i } ∪ { (f #i, b#i) | 0 ≤ i }
D(Dyadic ⊗ ) = { (b#i, e#(i+1)) | 0 ≤ i } ∪ { (b#i, f #(i+1)) | 0 ≤ i }
Canonical schedules with performance metrics

e#i

f #i

b#i

Φ Λ Ψ

σ⊗

2i

2i

2i+1

1

1

1

e
σ⊗

3i

3i+1 3i+2

3i+1

3
2
3
2

1

f
σ⊗

2
3
2
3

3i

3i+2

1

A.7. COMPARATOR

A.7
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Comparator

Diagram, i/o-relation, and program text

a

c
B=A↓C

C
b

B

Cmp =
proc (in a, c, out b, d)·
|[ var x, y
|i (a?x, c?y
; b!(x ↓ y), d!(x ↑ y)
)∗
]|

C

A

D=A↑C

d

D

Dependence and anti-dependence relation
D(Cmp) = { (a#i, b#i) | 0 ≤ i } ∪ { (a#i, d#i) | 0 ≤ i }
∪ { (c#i, b#i) | 0 ≤ i } ∪ { (c#i, d#i) | 0 ≤ i }
D(Cmp) = { (b#i, a#(i+1)) | 0 ≤ i } ∪ { (b#i, c#(i+1)) | 0 ≤ i }
∪ { (d#i, a#(i+1)) | 0 ≤ i } ∪ { (d#i, b#(i+1)) | 0 ≤ i }
Canonical schedules with performance metrics
a#i

c#i

b#i

d#i

σC

2i

2i

2i+1 2i+1

1

2

1

1

2

σCb

3i

3i

3i+1 3i+2

3i

3i+2 3i+1

1

2

σCa

3i

1

2

σCc

3i+1

3
2
3
2
3
2
3
2

2

3i

4
3
4
3
4
3
4
3

1

σCd

1

2

σCab

4i

4i+1 4i+2 4i+3

1

2

1

2

σCad

4i

4i+1 4i+3 4i+2

1

2

1

2

σCcb

4i+1

4i

4i+2 4i+3

1

2

1

2

σCcd

4i+1

4i

4i+3 4i+2

2
3
2
3
2
3
2
3
1
2
1
2
1
2
1
2

1

2

1

2

3i+1 3i+2 3i+2
3i

3i+2 3i+2

Θ Φ Λ Ω Ψ
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Symbol Index
Sets
D,

domain of data values,

16

DN ,

domain of streams,

16

DN −→ DN , domain of stream transformers,

16

↓,

minimum operator,

38

↑,

maximum operator,

38

Stream transformers
I,

Unit operator or identity stream transformer,

16

D,

Down operator,

25

U,

Up operator,

25

k
Dl+1
,

Drop operator with rank k and period l+1,

19

k
Tl+1
,

Take operator with rank k and period l+1,

23

P(X),

port set of system X,

40

Pinp (X),

input port set of system X,

40

Pout (X),

output port set of system X,

40

C(X),

channel set of system X,

40

L(X),

location set of system X,

41

E(X),

events of system X,

52

Eint (X),

internal events of system X,

52

Einp (X),

input events of system X,

52

Eout (X),

output events of system X,

52

Systems
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Eext (X),

external events of system X,

52

D(X),

dependence relation of system X,

54

Dext (X),

external dependence relation of system X,

55

D(X),

anti-dependence relation of system X,

74

∼,

antimorph relation for systems,

79

G(X),

dependence graph of system X,

55

G(X),

anti-dependence graph of system X,

75

k,

system composition operator,

39

Schedules
Σcan (X),

canonical schedules of component X,

86

Σ(X),

schedules of system X,

92

ΣE (X),

early schedules of system X,

100

ΣL (X),

late schedules of system X,

100

ΣΘ=θ (X),

θ-schedules of system X,

128

Ehσ B ti,

events from E scheduled after t by σ,

98

Ehσ @ ti,

events from E scheduled at t by σ,

98

Ehσ C ti,

events from E scheduled before t by σ,

98

¹,

schedule projection operator,

92

./,

matching relation for schedules,

92

Performance Metrics
K(X),

storage capacity of system X,

110

∆(X),

i/o-distance of system X,

113

∆b ,

input distance at location b,

112

Γ(σ),

cycle time of schedule σ,

124

Θ(σ),

throughput of schedule σ,

124

Ω(σ),

occupancy of schedule σ,

120

Λ(σ),

latency of schedule σ,

132

Φ(σ),

flux of schedule σ,

146

Ψ(σ),

load of schedule σ,

144

SYMBOL INDEX
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Γa (σ),

cycle time of schedule σ at location a,

118

Θa (σ),

throughput of schedule σ at location a,

116

Φa (σ),

flux of schedule σ at location a,

116

ωt (σ),

instantaneous occupancy of schedule σ at time slot t,

120

ψt (σ),

instantaneous load of schedule σ at time slot t,

144

λf (σ),

individual latency of event f under schedule σ,

132

Ecomm (σ),

energy consumption per output of schedule σ due to communication,

158

Πcomm (σ),

power of schedule σ due to communication,

158

ω,

normalized occupancy,

139

Λ↑Γ=γ (X),

maximal latency of system X at cycle time γ,

140

Λ⇑Γ=γ (X),

maximal synchronous latency of system X at cycle time γ,

195

Ω↑Θ=θ (X),

maximal occupancy of system X at throughput θ,

140

Λ↓Γ=γ (X),

minimal latency of system X at cycle time γ,

140

Λ⇓Γ=γ (X),

minimal synchronous latency of system X at cycle time γ,

195

Ω↓Θ=θ (X),

minimal occupancy of system X at throughput θ,

140

elasticity of system X at throughput θ,

141

S,

buffers constructed by serial composition,

165

W,

buffers constructed by serial and wagging composition,

166

M,

buffers constructed by serial, wagging and multi-wagging composition, 168

♥X ,

optimal buffers of class X ,

174

Bδ ,

class of (κ, δ)-buffers,

169

Wδκ ,

minimal index of a W-chain buffer class containing a (κ, δ)-buffer,

174

Mδκ ,

minimal index of a M-chain buffer class containing a (κ, δ)-buffer,

174

Bδκ ,

minimal index of a B-chain buffer class containing a (κ, δ)-buffer,

174

²

Θ=θ (X),

Buffers

κ

Subject Index
A
anti-dependence graph, 75
anti-dependence relation, 74
antimorph system pair, 78

B
bisection theorem, 177
block sorter, 192
bubble, 204
insertion, 198
linear, 198
odd-even-merge, 207
rectangular, 206
running-order, 210
triangular, 213
buffer
(κ, δ)-, 169
diamond, 167
linear, 165
optimal, 173
square, 168
tree, 166
buffer classes
class M, 168
class S, 165
class W, 166
lattice of, 169

C
channel set, 40
composition
multi-wagging, 45
parallel, 41
serial, 42
wagging, 42
computation
block, 191

window, 221
contour function, 180
lattice of, 181
cycle time
individual, 118
local, 118

D
dependence graph, 55
dependence relation, 54
external, 55
design space exploration, 9–10
direct mapping, 4–5

E
elasticity, 141
energy
communication, 158
event, 52
external, 52
input, 52
internal, 52
output, 52
weight of, 60

F
FIR filter, 222
cascade, 237
pipeline, 224
stack, 226
tree, 238, 240
flux, 146
local, 116

I
i/o-distance, 129
input-distance
individual, 112
272
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local, 112

L
latency, 132, 147
block, 196
individual, 132, 147
maximal, 140
maximal synchronous, 195
minimal, 140
minimal synchronous, 195
Little’s law
for data-conservative systems, 136
for weight-conservative systems, 157
load, 144
instantaneous, 144
location set, 41

O
occupancy, 120
instantaneous, 120
maximal, 140
minimal, 140
normalized, 139
operator
down, 25
drop, 19
take, 23
unit, 16
up, 25
operator sequence
canonical form, 21
canonical PDTS-form, 26
period-consecutive, 19
primitive, 21
rank-increasing, 21
shift-prefix form, 26
up-prefix form, 26

P
path count, 64
PDT-calculus, 19–24
PDTS-calculus, 24–27
periodic block map, 17
block period of, 17
block size of, 17
period of, 18
periodic stream sampler, 18

273
period of, 18
shifted, 25
platform-based design, 2–4
port set, 40
power
communication, 158
production rules, 179

R
rule
complement, 23
drop elimination/introduction, 24
drop exchange, 21
drop expansion/contraction, 20
drop-shift exchange, 27
noble identities, 27
shift cancelation, 26
shift-to-front, 25, 27
take composition, 24
take-shift exchange, 27
unit, 16

S
schedule
θ-, 128
canonical, 86
constant-latency, 132
early, 100
late, 100, 101
period of, 85
synchronous, 105
tight, 98
uniform, 107
schedule composition, 92–99
schedule matching, 92
schedule projection, 92
schedule renaming, 93
schedule set
component, 90
system, 92
schedule transformer, 89
π-, 89
ξ-, 90
storage capacity, 110
stream transformer, 15–16
lifted, 28–29
system
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block-conservative, 72
bounded-extent, 66
bounded-weight, 65
data-conservative, 70
data-independent, 53
equidistant, 113
FIFO-dependent, 133
finite-extent, 66
idle, 98
MIMO, 41
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timing diagram, 85
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truthful metric, 8

W
weight
local, 118

Y
Y-chart, 2

Summary
Design and Performance Analysis
of
Data-Independent
Stream Processing Systems
The design of functionally correct systems greatly benefits from modularity. When expressed in a formalism that possesses a compositional semantics, reasoning about the correctness of these designs is considerably simplified. In this thesis we have extended such
an approach to include compositional performance analysis, enabling efficient assessment
of the change in performance, when parts of a system are replaced by functional equivalent
ones.
We apply our approach to data-independent stream processing systems, a class of electronic systems of considerable interest, since it includes most digital signal processing
applications. For these systems we present a compositional approach to their design and
performance analysis, which is suitable for early design space exploration. Its key ingredients are: a design style in which systems are composed from a predefined set of basic
components using a single universal composition operator, a CSP-oriented hardware description language to describe systems, two calculi to reason about the location of data
within streams, a schedule calculus in which schedules are syntactic objects, a performance
calculus based on truthful metrics, and a quantitative approach to elasticity, a novel performance metric that indicates how well a system can cope with small fluctuations in the
temporal behavior of its environment.
Truthful metrics are performance metrics that can be computed efficiently and that
allow a reliable comparison of designs without accurate prediction of their performance.
This makes them eminently suitable for the determination of the Pareto-optimal points of
a design space.
This thesis uses the concept of weight to capture causal dependencies between the inputs
and outputs of a system. Using weights, three classes of data-independent systems are
defined: data-conservative systems, block-conservative systems, and weight-conservative
systems. An analytic design space exploration is performed for a representative application
from each class.
In terms of functionality, data-conservative systems perform the simplest computations.
A main result of this thesis is that data-conservative systems obey Little’s law, which states
that the product of throughput and latency equals occupancy, no matter how the system’s
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events are scheduled. A specific class of data-conservative systems is formed by buffer
systems. This thesis defines a taxonomy of buffers according to structural complexity. For
each class of the taxonomy, a design space exploration is performed that finds optimally
elastic buffers.
Of the three classes, weight-conservative systems are capable of the most complex computations. In particular, they can perform window computations, and many digital signal
processing applications are formulated as window computations. Performance metrics
and analysis techniques established for data-conservative systems are extended to weightconservative systems. In particular, we have established a novel version of Little’s law
involving weights. As a case-study for this class of systems, we have explored a number of
finite impulse respons filter designs.
Block-conservative systems are weight-conservative systems that are special in the sense
that their performance analysis can be done as if they are data-conservative. As a casestudy for this class of systems, we have analyzed the performance of various block sorters
known from the literature.
Our approach helps to alleviate a major problem in electronic system design, namely
that present design productivity does not increase fast enough to exploit the increase in
computational resources offered by the rapid advances in semiconductor technology.
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