Sequential and parallel local search for the time-constrained traveling salesman problem

Citation for published version (APA):

Document status and date:
Published: 01/01/1990

Document Version:
Publisher's PDF, also known as Version of Record (includes final page, issue and volume numbers)

Please check the document version of this publication:

- A submitted manuscript is the version of the article upon submission and before peer-review. There can be important differences between the submitted version and the official published version of record. People interested in the research are advised to contact the author for the final version of the publication, or visit the DOI to the publisher's website.
- The final author version and the galley proof are versions of the publication after peer review.
- The final published version features the final layout of the paper including the volume, issue and page numbers.

Link to publication

General rights
Copyright and moral rights for the publications made accessible in the public portal are retained by the authors and/or other copyright owners and it is a condition of accessing publications that users recognise and abide by the legal requirements associated with these rights.

- Users may download and print one copy of any publication from the public portal for the purpose of private study or research.
- You may not further distribute the material or use it for any profit-making activity or commercial gain
- You may freely distribute the URL identifying the publication in the public portal.

If the publication is distributed under the terms of Article 25fa of the Dutch Copyright Act, indicated by the “Taverne” license above, please follow below link for the End User Agreement:
www.tue.nl/taverne

Take down policy
If you believe that this document breaches copyright please contact us at:
openaccess@tue.nl
providing details and we will investigate your claim.

Download date: 18. Sep. 2020
Memorandum COSOR 90-41
Sequential and parallel local search for the
time-constrained traveling salesman problem
Gerard Kindervater
Jan Karel Lenstra
Martin Savelsbergh

Eindhoven University of Technology
Department of Mathematics and Computing Science
P.O. Box 513
5600 MB Eindhoven
The Netherlands

Eindhoven, November 1990
The Netherlands
Sequential and parallel local search for the time-constrained traveling salesman problem

Gerard Kindervater
Erasmus University, Rotterdam

Jan Karel Lenstra
Eindhoven University of Technology
Centre for Mathematics and Computer Science (CWI), Amsterdam

Martin Savelsbergh
Eindhoven University of Technology

In memory of Paolo Camerini

Local search is a well-known and a well-investigated solution approach for the traveling salesman problem. It is not obvious, however, how local search for the TSP has to be implemented efficiently when each city has to be visited within one or more given time windows. This is particularly true when parallel computer architectures are available. We consider these questions.

1980 Mathematics Subject Classification (1985 Revision): 90C27, 90B35.
Key Words & Phrases: traveling salesman problem, time window, local search, parallel computing.
Sequential and parallel local search for the time-constrained traveling salesman problem

**Gerard Kindervater**  
Erasmus University, Rotterdam

**Jan Karel Lenstra**  
Eindhoven University of Technology  
Centre for Mathematics and Computer Science (CWI), Amsterdam

**Martin Savelsbergh**  
Eindhoven University of Technology

**In memory of Paolo Camerini**

1. Introduction

Like so many other approaches in combinatorial optimization, local search was first seriously investigated in the context of the traveling salesman problem. Lin [1965] calls a traveling salesman tour *k-optimal* when it cannot be improved by replacing a set of *k* of its edges by another set of *k* edges. It is not known whether, for any fixed value of *k*≥2, a *k*-optimal tour can be *generated* in polynomial time. However, it is trivial to observe that the *k*-optimality of a given tour through *n* cities can be *verified* in *O*(n^k) time: there are (n^k) ways to delete *k* edges; for each of these, there is a constant number of candidate improvements (where the constant depends on *k*); and each of these candidates can be evaluated in constant time. For example, if *k*=2, two edges are replaced by two other edges, and only four cost coefficients have to be checked in order to compute the length of the new tour.

The above analysis implicitly assumes that the algorithm is to be executed on a traditional computer, which performs at most one computation at a time. Now suppose that we have a computer that can perform a number of operations in parallel. Such a computer has a greater processing power than a serial one. More specifically, assume we have a parallel random access machine (PRAM), a machine with an unbounded number of processors that operate in parallel and communicate with each other in constant time through a shared memory. In that case, the *k*-optimality of a tour through *n* cities can be verified by *O*(n^k) processors in *O*(log *n*) time: each processor evaluates a single *k*-exchange in constant time, and the best of these is selected in logarithmic time. It is not hard to reduce the number of processors involved by a factor of log *n*, as will explained later in this paper. Hence, for the TSP, *O*(n^k/log *n*) processors do in time *O*(log *n*) what a single processor can do in time *O*(n^k). We thus achieve a **perfect speedup**.

Now suppose that each city has a single time window during which it must be visited, and again consider the case *k*=2. If two edges are replaced by two other edges, then a certain segment of the tour will be traversed in the opposite direction. Therefore, in addition to the test for improvement, there has to be a test for feasibility with respect to the time windows. In a straightforward implementation, this requires an amount of work proportional to the length of the modified part of the tour. In general, evaluating the feasibility of a single *k*-exchange requires linear time on a sequential
computer, or logarithmic time and a linear number of processors on a parallel computer. This leads to an algorithm for verifying \( k \)-optimality in \( O(n^{k+1}) \) time on a sequential machine and \( O(\log n) \) time and \( O(n^{k+1}/\log n) \) processors on a parallel machine, which is a perfect speedup again. In comparison to the case without time windows, the total effort has increased by a factor of \( n \).

We will investigate more sophisticated implementations that avoid the additional factor of \( n \). We concentrate on the verification of 2-optimality of a tour in the presence of time windows. In Sections 2 and 3 we review sequential and parallel local search for the unconstrained TSP; this material is relatively straightforward. Section 4 and 5 discuss efficient implementations of sequential and parallel local search for the TSP with a single time window for each city. Finally, Sections 6 and 7 present our implementations for the TSP with multiple time windows.

2. Local search for the TSP

In the traveling salesman problem, one is given a complete undirected graph \( G \) with vertex set \( \{1, \ldots, n\} \) and a travel time \( d_{ij} \) for each edge \( \{i,j\} \), and one wishes to find a Hamiltonian cycle (i.e., a cycle passing through each vertex exactly once) of minimum total duration. We assume that the travel times satisfy the triangle inequality, i.e., \( d_{ij} + d_{ik} \geq d_{jk} \) for each triple \( (i,j,k) \). The TSP is a well-known NP-hard problem, for which many optimization and approximation algorithms have been proposed; cf. Lawler, Lenstra, Rinnooy Kan & Shmoys [1985].

We consider the following local search algorithm for the TSP. Construct an initial Hamiltonian cycle by taking an arbitrary permutation of the vertices or by applying a specific heuristic method such as the nearest neighbor rule or the double minimum spanning tree algorithm. Then try to improve the tour by replacing a set of \( k \) of its edges by another set of \( k \) edges, and iterate until no further improvement is possible. Such replacements are called \( k \)-exchanges, and a tour that cannot be improved by a \( k \)-exchange is said to be \( k \)-optimal. Throughout the paper, we will consider the case \( k = 2 \) in detail. For \( k > 2 \), the analysis is conceptually similar but technically more involved.

![Figure 1. A 2-exchange.](image)

For notational convenience, we consider the tour \( (1,2,\ldots,n,n+1) \), where the origin 1 and the destination \( n+1 \) denote the same vertex. A 2-exchange replaces two edges \( \{i,i+1\} \) and \( \{j,j+1\} \) of the tour by two other edges \( \{i,j\} \) and \( \{i+1,j+1\} \), thereby reversing the path from \( i+1 \) to \( j \); see Figure 1. It is an open question if there exists a polynomial-time algorithm that obtains a 2-optimal tour by a sequence of 2-exchanges [Johnson, Papadimitriou & Yannakakis, 1988]. We therefore restrict ourselves to deciding whether a given tour is 2-optimal.

Because the travel times between the vertices do not depend on the direction, a 2-exchange results in a local improvement if and only if

\[
d_{ij} + d_{i+1,j+1} < d_{i+1,i} + d_{j,j+1}.
\]
Testing a single 2-exchange for improvement involves only a constant amount of information and hence requires constant time. It follows that verifying 2-optimality takes $O(n^2)$ time. No algorithm that proceeds by enumerating all possible improvements can run faster, as there are $(\frac{n}{2})$ 2-exchanges.

3. Parallel local search for the TSP

Before discussing the verification of 2-optimality on the PRAM model, we will first consider an elementary problem and describe a basic technique in parallel computing for its solution.

The problem is to find the partial sums of a given sequence of $n$ numbers. For the sake of simplicity, let $n = 2^m$ and suppose that the $n$ numbers are given by $a_n, a_{n+1}, \ldots, a_{2n-1}$. We wish to find the partial sums $a_n + \cdots + a_{n+j}$ for $j = 0, \ldots, n-1$. The following procedure is due to Dekel & Sahni [1983]:

for $l <- m-1$ downto 0 do
  par $[2^l \leq j \leq 2^l \cdot 2^1 - 1]$ $a_j \leftarrow a_{2j} + a_{2j+1}$;
  $b_1 \leftarrow a_1$;
  for $l+1$ to $m$ do
    par $[2^l \leq j \leq 2^l \cdot 2^1 - 1]$ $b_j \leftarrow$ if $j$ odd then $b_{j-1} \cdot 2$ else $b_{j/2} - a_{j+1}$.

Here, a statement of the form 'par $[a \leq j \leq b] s_j$' denotes that the statements $s_j$ are executed in parallel for all values of $j$ in the indicated range.

The computation is illustrated in Figure 2. In the first phase, represented by solid arrows, the sum of the $a_j$'s is calculated. Note that the $a$-value corresponding to a non-leaf node is set equal to the sum of all $a$-values corresponding to the leaves descending from that node. In the second phase, represented by dotted arrows, each parent node sends a $b$-value (starting with $b_1 = a_1$) to its children: the right child receives the same value, the left one receives that value minus the $a$-value of the right child. The $b$-value of a certain node is therefore equal to the sum of all $a$-values of the nodes of the same generation, except those with a higher index. This implies, in particular, that at the end we have $b_{n+j} = a_n + \cdots + a_{n+j}$ for $j = 0, \ldots, n-1$.

The algorithm requires $O(\log n)$ time and $n$ processors. This can be improved to $O(\log n)$ time and $O(n/\log n)$ processors by a simple device. First, the set of $n$ numbers is partitioned into $n/\log n$
groups of size $\log n$ each, and $n/\log n$ processors determine the sum of each group in the traditional sequential way in $\log n$ time. After this aggregation process, the above algorithm computes the partial sums over the groups; this requires $O(n \log n)$ processors and $O(\log n)$ time. Finally, a disaggregation process is applied with the same processor and time requirements.

In the form given above, the algorithm does not work for operations such as maximization. The partial sums algorithm uses subtraction, which has no equivalent in the case of maximization. We therefore present a version of the partial sums algorithm which is not quite so elegant as the original one, but which has the desired property since it makes use of addition only. It also runs in $O(\log n)$ time using $O(n/\log n)$ processors:

for $i \leftarrow m - 1$ downto 0 do
  par $[2^i \leq j \leq 2^{i+1} - 1]$ $a_j \leftarrow a_{2j} + a_{2j+1}$;
for $i \leftarrow 0$ to $m$ do
  par $[2^i \leq j \leq 2^{i+1} - 1]$
    $b_j \leftarrow$ if $j = 2^i$ then $a_j$ else if $j$ odd then $b_{(j-1)2} + a_j$ else $b_{(j-2)2} + a_j$.

We now return to the verification of 2-optimality. The following procedure decides whether or not the tour $(1, 2, \ldots, n, n+1)$ is 2-optimal:

par $[1 \leq i < j \leq n]$ $\delta_{ij} \leftarrow d_{ij} + d_{i+1,j+1} - d_{i+1,j} - d_{ij,j+1}$;
$\delta_{\min} \leftarrow \min \{\delta_{ij} \mid 1 \leq i < j \leq n\}$;
if $\delta_{\min} \geq 0$
  then $(1, 2, \ldots, n, n+1)$ is a 2-optimal tour
else let $i^*$ and $j^*$ be such that $\delta_{i^*,j^*} = \delta_{\min}$,
  $(1, \ldots, i^*, j^*, j^*+1, \ldots, i^*+1, j^*+1, \ldots, n+1)$ is a shorter tour.

By adapting the first phase of the partial sums algorithm such that it computes the minimum of a set of numbers and also delivers an index for which the minimum is attained, the above procedure can be implemented to require $O(\log n)$ time and $O(n^2/\log n)$ processors. The total computational effort is $O(\log n \cdot n^2/\log n) = O(n^2)$, as it is in the serial case. This is called a full processor utilization or a perfect speedup.

Although the serial and parallel implementations seem similar, there is a basic distinction. When the tour under consideration is not 2-optimal, the serial algorithm will detect this after a number of steps that is somewhere in between 1 and $(\frac{\log n}{2})$. In the parallel algorithm, confirmation and negation of 2-optimality always take the same amount of time.

4. Local search for the TSP with single time windows

In the TSP with time windows, each vertex $i$ has a time window on the departure time, denoted by $[s_i, t_i]$. The time window is opened at time $s_i$ and closed at time $t_i$. If the salesman arrives at $i$ before $s_i$, he has to wait; if he arrives after $t_i$, he is late and his tour is infeasible.

Due to the presence of time windows, there are feasible and infeasible tours, and this complexifies the problem. To start with, the problem of determining the existence of a feasible tour is NP-complete in the strong sense. This follows from the observation that the unconstrained TSP has a tour of duration no more than $B$ if and only if there is a feasible tour for the constrained TSP in which each vertex has a time window $[0, B]$.

Second, when applying local search, we have to test all candidate improvements for feasibility. A $k$-exchange influences the arrival times at all vertices visited after the first change in the tour. This may lead to changes in the departure times and even to infeasibility. In a straightforward implementation, we need $O(n)$ time to handle a single $k$-exchange, which results in a time complexity of
O(nk + 1) for the verification of k-optimality. We will show how to reduce this time bound by an
order n, thereby obtaining the same time complexity as in the unconstrained case.

The basic idea is the use of a specific search strategy in combination with a set of global variables such that testing the feasibility of a single exchange and maintaining the set of global variables require no more than constant time. We consider the case k = 2 in detail.

As before, we consider the tour (1, 2, ..., n, n + 1). We assume that this tour is feasible. A 2-exchange involves the replacement of the edges \{i, i + 1\} and \{j, j + 1\} by the edges \{i, j\} and \{i + 1, j + 1\}. Such an exchange is both feasible and profitable if and only if the following three conditions are satisfied:

1. the reversed path (j, ..., i + 1) is feasible, i.e., the new departure time at vertex k is not larger than \(t_k\), for \(k = i + 1, \ldots, j\);
2. the new departure time at vertex \(j + 1\) is smaller than it was before the exchange;
3. a part of the gain at vertex \(j + 1\) can be carried through to the destination, i.e., the original departure time at vertex \(k\) is strictly larger than \(s_k\), for \(k = j + 1, \ldots, n\).

Condition (3) needs further consideration. If it is violated, the exchange will not affect the duration of the tour. However, it will reduce the duration of the path from 1 to \(k - 1\), for the smallest \(k\) for which violation occurs. In the sequel, we will drop condition (3), for two reasons. First, introducing some slack may be beneficial for the rest of the procedure, even though the slack cannot be carried through to the end of the tour. In addition, taking condition (3) into account would make the presentation needlessly complicated.

We propose a search strategy that examines the 2-exchanges in lexicographic order. We choose \(i\) successively equal to 1, 2, ..., \(n - 2\); this will be referred to as the outer loop. For a fixed value of \(i\), we choose \(j\) successively equal to \(i + 2, i + 3, \ldots, n\); this will be called the inner loop. In the inner loop, the previously reversed path \((i, i + 1, \ldots, j)\) is repeatedly expanded with the edge \(\{j, j - 1\}\); cf. Figure 3.

![Figure 3. The search strategy for 2-exchanges.](image)

In the following, we assume that \(i\) is fixed and consider the inner loop. The departure time at vertex \(k\) in the tour (1, 2, ..., \(n, n + 1\)) will be denoted by \(D_k\), for \(k = 1, \ldots, n + 1\). The waiting and departure times at vertex \(k\) after reversal of the path \((i + 1, \ldots, j)\) will be denoted by \(W_k^j\) and \(D_k^j\), respectively, for \(k > i\).

We define three global variables, which will be maintained throughout the inner loop. We suppose that the reversed path \((j - 1, \ldots, i + 1)\) has been considered. First, \(T\) is equal to the total travel time along this path:

\[ T = \sum_{k=i+1}^{j-2} d_{k,k+1}. \]

Second, \(W\) is equal to the total waiting time along the path after departing from vertex \(j - 1\):

\[ W = \sum_{k=i+1}^{j-2} W_{k}^{j-1}. \]

Third, \(S\) is equal to the maximum forward shift in time of the departure time at vertex \(j - 1\) that would cause no time window violation along the path:
Expanding the reversed path \((j-1, \ldots, i+1)\) with the edge \(\{j, j-1\}\) may change the arrival time at vertex \(j-1\) and thereby all departure times along the path \((j-1, \ldots, i+1)\). We define a local variable \(\Delta\) to denote the difference between the new arrival time and the old departure time at vertex \(j-1\):

\[
\Delta = D_{j-1} + d_{j-1} - D_{j-1}.
\]

\(\Delta\) can be computed in constant time, using \(D_j = \max\{s_j, D_i + d_{ij}\}\) and \(D_{j-1} = \max\{s_{j-1}, D_{j-1} + d_{j-1}\}\).

In order to prove that we can verify 2-optimality of the tour \((1, 2, \ldots, n, n+1)\) in \(O(n^2)\) time, we have to establish two facts: it is possible to update the values of the global variables in constant time, and the new values allow us to handle a single 2-exchange in constant time.

As to updating the global variables, we note that the definition of \(\Delta\) covers two cases. In the case that \(\Delta < 0\), the triangle inequality implies that the old arrival at \(j-1\) cannot have been later than the new arrival. It follows that the old arrival and departure times did not coincide, so that the old departure occurred at the opening of the time window. But then we have that \(-\Delta = W_{j-1}\), the new waiting time at \(j-1\). In the case that \(\Delta \geq 0\), we obviously have \(\Delta = D_{j-1} - D_{j-1}\), the forward shift of the departure time at \(j-1\). We conclude that the new values of the global variables are obtained by

\[
T \leftarrow T + d_{j-1},
\]

\[
W \leftarrow \max\{W - \Delta, 0\},
\]

\[
S \leftarrow \min\{t_j - D_{j-1}, S - \Delta\}.
\]

These updates require constant time.

As to handling a single 2-exchange, the conditions (1), requiring feasibility, and (2), stipulating profitability at vertex \(j+1\), can be written as

1. \(D_i \leq t_k\) for \(k = i+1, \ldots, j\),
2. \(D_{j+1} < D_{j+1}\).

The inequalities (1) are obviously equivalent to \(S \geq 0\); see Savelsbergh [1988] for a formal proof. For inequality (2), we observe that the new departure time at \(j+1\) satisfies

\[
D_{j+1} = \max\{s_{j+1}, D_j + T + W + d_{i+1, j+1}\}.
\]

We conclude that conditions (1) and (2) can be tested in constant time.

5. Parallel local search for the TSP with single time windows

We will now present a parallel algorithm for verifying 2-optimality of a time-constrained TSP tour. It requires \(O(\log n)\) time and \(O(n^2/\log n)\) processors, and thereby has the same resource requirements as in the unconstrained case. An earlier, more cumbersome, variant of the algorithm was presented in a previous paper [Kindervater, Lenstra & Savelsbergh, 1989].

Again, we consider the tour \((1, 2, \ldots, n, n+1)\), which is assumed to be feasible. We start by considering all partial paths along the tour. This enables us to construct the tours that can be obtained by a 2-exchange. Our algorithm has three phases.

1. For each pair of vertices \((i, j)\) with \(i < j\), we define \(E_{ij}(t)\) as the earliest possible arrival time at vertex \(j\) when traveling along the tour from \(i\) to \(j\) after arriving at vertex \(i\) at time \(t\), and \(E_{ji}(t)\) as the earliest possible arrival time at vertex \(i\) when traveling from \(j\) to \(i\) in the reverse direction along the tour after arriving at vertex \(j\) at time \(t\). Note that \(E_{1,n+1}(s_1)\) is the arrival time at vertex 1 of the
initial tour. We have for all \( i (1 \leq i \leq n) \) that
\[
E_{i,i+1}(t) = \begin{cases} 
\max\{s_i, t\} + d_{i,i+1} & \text{for } t \leq t_i, \\
\infty & \text{for } t > t_i.
\end{cases}
\]

Figure 4. The three possible shapes of the function \( E_{ij} \).

The other functions \( E_{ij} \) can be obtained by composition. By considering all possibilities, one can show that each of these functions has one of the three shapes shown in Figure 4. Composing functions is an associative operation. Hence, we can use the partial sums algorithm from Section 5 for obtaining all functions \( E_{ij} \) in parallel. Since a composition of two functions of the type described here can be derived in constant time, we can in fact determine all functions \( E_{ij} \) in \( O(\log n) \) time with \( O(n^2 \log n) \) processors.

(2) Given all these functions, we compute the earliest arrival time \( A_{ij}(k) \) at a few specific vertices \( k \), including the origin, after the replacement of the edges \( \{i, i+1\} \) and \( \{j, j+1\} \) by the edges \( \{i, j\} \) and \( \{i+1, j+1\} \):

\[
\begin{align*}
\text{par} & \ [1 \leq i < j \leq n] \ A_{ij}(j) \leftarrow \text{if } E_{1,1}(s_1) \leq t_i \text{ then } \max\{s_i, E_{1,1}(s_1)\} + d_{ij} \text{ else } \infty; \\
\text{par} & \ [1 \leq i < j \leq n] \ A_{ij}(i+1) \leftarrow E_{i,i+1}(A_{ij}(j)); \\
\text{par} & \ [1 \leq i < j \leq n] \ A_{ij}(j+1) \leftarrow \text{if } A_{ij}(i+1) \leq t_{i+1} \text{ then } \max\{s_{i+1}, A_{ij}(i+1)\} + d_{i+1,j+1} \text{ else } \infty; \\
\text{par} & \ [1 \leq i < j \leq n] \ A_{ij}(n+1) \leftarrow E_{j+1,n+1}(A_{ij}(j+1)).
\end{align*}
\]

For this phase we need \( O(1) \) time and \( O(n^2) \) processors, or \( O(\log n) \) time and \( O(n^2 / \log n) \) processors.

(3) We now decide whether or not the given tour is 2-optimal in the same way as in the case without time windows:

\[
A_{\min} \leftarrow \min\{A_{ij}(n+1) \mid 1 \leq i < j \leq n\};
\]

if \( E_{1,n+1}(s_1) \leq A_{\min} \)
then \( (1, 2, \ldots, n, n+1) \) is a 2-optimal tour
else let \( i^* \) and \( j^* \) be such that \( A_{i^*j^*} = A_{\min} \).
\[
(1, \ldots, i^*, j^*, j^*-1, \ldots, i^*+1, j^*+1, \ldots, n+1) \text{ is a better feasible tour.}
\]

For this last phase, the same time and processor bounds as before suffice. So, we end up with an algorithm that runs in \( O(\log n) \) time using \( O(n^2 / \log n) \) processors, which is the same as in the case without time windows.

For each fixed \( k > 2 \), we can derive a logarithmic-time algorithm along similar lines. One has to take into account that, given \( k \) edges, several \( k \)-exchanges are possible. Further, the influence of a \( k \)-exchange on a tour is more complex. However, it is not hard to see that the running time remains \( O(\log n) \) using \( O(n^k / \log n) \) processors, which is optimal with respect to the number \( \Theta(n^k) \) of \( k \)-
6. Local search for the TSP with multiple time windows

In Section 4, we have shown that k-exchange algorithms can be adapted to handle a single time window at each vertex without increasing the time complexity. A next natural step is to investigate whether they can also be adapted to handle multiple time windows at each vertex.

Suppose that each vertex has \( I \) time windows and must be visited in any one of these. It takes \( O(\log I) \) time to determine whether the arrival time at a vertex falls within one of its time windows. The straightforward approach for the verification of 2-optimality therefore requires \( O(n^2(\log I)) \) time. We will present an implementation with a time complexity of \( O(n(\log \log n)) \), which is better for all realistic values of \( I \).

To simplify the presentation, we will restrict ourselves to the case where each vertex \( i \) has two time windows, denoted by \([s_i^1, t_i^1]\) and \([s_i^2, t_i^2]\).

Let us briefly review the variables introduced in the single time window case. Considering the reversed path \((j-1, \ldots, i+1)\), we have that:

\[
\begin{align*}
T &= \text{total travel time along the path}, \\
W &= \text{total waiting time along the path after departing from vertex } j-1, \\
S &= \text{maximum forward shift in time of the departure time at vertex } j-1 \\
\Delta &= \text{difference between the new arrival time and the old departure time at vertex } j-1 \\
\end{align*}
\]

In each iteration the global variables were updated using the following formulas:

\[
\begin{align*}
T &= T + d_{j-1,j}, \\
W &= \max\{W - \Delta, 0\}, \\
S &= \min\{t_j - D_j^f, S - \Delta\}. \\
\end{align*}
\]

In the presence of multiple time windows, the first update is obviously still valid, but the other two are more complicated, as will be explained below. Once the variables have been updated, they can be used in the same way as in the single time window case for the verification of feasibility and profitability.

First, we consider the update of the maximum forward shift. Clearly, infeasibility occurs when a departure time is later than the closing of the last time window. However, there is one other situation that has to be taken into account. It occurs when \( D_j^f \leq t_j^1 \) and \( t_j^1 - D_j^f \leq S - \Delta < t_j^2 - D_j^f \). Considering the closing of the last window at vertex \( j \) would result in the update \( S = \min\{t_j^2 - D_j^f, S - \Delta\} = S - \Delta \), whereas \( S \) should be equal to \( t_j^1 - D_j^f \). This deficiency can be circumvented by the following updated updating rule:

\[
S = \begin{cases} 
  t_j^1 - D_j^f & \text{if } 0 \leq t_j^1 - D_j^f \leq S - \Delta < t_j^2 - D_j^f, \\
  \min\{t_j^2 - D_j^f, S - \Delta\} & \text{otherwise.}
\end{cases}
\]

Second, we consider the update of the waiting time. An implicit but important characteristic of the single-window case is the fact that shifting the departure time at \( j-1 \) forward in time never leads to an increase of the total waiting time on the path \((j-1, \ldots, i+1)\). In the multiple-window case this
is no longer true. Waiting time might occur anywhere along the reversed path. This global nature
of the waiting time is precisely the reason why we are not able to obtain the same time complexity as
in the single-window case.

For a fixed value of $i$, the lexicographic search strategy enables us to maintain a set of triples
that can be used to calculate any waiting time along the reversed path in $O(n \log n)$ time. Considering
the reversed path $(j-1, \ldots, i+1)$, this set, denoted by $\{(L_1, U_1, W_1), \ldots, (L_m, U_m, W_m)\}$, will have two
properties:

(i) $\{(L_1, U_1), \ldots, (L_m, U_m)\}$ form a set of pairwise disjoint half open intervals, and $W_k \geq U_k$ for all $k$
($1 \leq k \leq m$);

(ii) if the arrival time at vertex $j-1$, denoted by $A_{j-1}$, satisfies the condition $L_k < A_{j-1} \leq U_k$ for
some $k$, then the total waiting time on the reversed path $(j-1, \ldots, i+1)$ is equal to $W_k - A_{j-1}$.

When the path $(j-1, \ldots, i+1)$ is extended with the edge $(j, j-1)$, we transform the set of triples
such that it is defined relative to the departure time at vertex $j$, by subtracting the travel time $d_{j,j-1}$
from all $L_k$ and $U_k$. Next, we add the triples $(-\infty, s^1_j, s^2_j)$ and $(t^1_j, s^2_j, s^1_j)$, which handle the waiting
time at vertex $j$ only.

There are five basic cases that have to be considered when a triple $(L_{new}, U_{new}, W_{new})$ is added to
the current set of triples. Composite cases can all be handled as a sequence of basic ones. Let $A_j$
denote the arrival time at vertex $j$.

Case 1. $\forall k, (L_{new}, U_{new}) \cap (L_k, U_k) = \emptyset$. The simplest case. The new triple is simply added.

Case 2. $\exists k, (L_{new}, U_{new}) \cap (L_k, U_k) = (L_{new}, U_{new})$. The waiting time incurred by the new triple is
completely dominated by the waiting time incurred by the triple $(L_k, U_k, W_k)$. The set of triples is
therefore not changed.

Case 3. $\exists k, (L_{new}, U_{new}) \cap (L_k, U_k) = (L_k, U_k)$. Here, the situation is opposite to the previous case.
The waiting time incurred by the new triple completely dominates the waiting time incurred by the
triple $(L_k, U_k, W_k)$. The triple $(L_k, U_k, W_k)$ is therefore replaced by $(L_{new}, U_{new}, W_{new})$.

Case 4. $\exists k, (L_{new}, U_{new}) \cap (L_k, U_k) = (L_{new}, U_{new})$. Here, the situation is a bit more complicated. At
first glance, there is only partial dominance. In fact, a kind of chaining occurs. The waiting time
incurred when the arrival time at vertex $j$ falls inside the new interval is determined by $W_k - A_j$. The
triple $(L_k, U_k, W_k)$ is therefore replaced by $(L_{new}, U_{new}, W_{new})$.

As to the implementation of such an iteration, we do not actually transform the existing set of tri­
angles by subtracting $d_{j,j-1}$. It is more efficient to compute the new triple relative to vertex $i$ by adding
$T$ to its three elements. In each iteration, this avoids an $O(m)$ amount of work.

To analyze the complexity of the 2-exchange procedure for the TSP with multiple time windows,
we let us drop the assumption that there are at most two time windows at each vertex. We assume
instead that there are at most $l$ time windows at each vertex, for a fixed $l$. Now, when the path
$(j-1, \ldots, i+1)$ is expanded with the edge $(j-1, j)$, there are at most $2l$ intervals that have to be
compared with the current set of intervals. The worst that can happen is that each interval leads to
the creation of a new interval (Case 1 or Case 5), and the cardinality of the current set of intervals
increases by exactly $2l$. In the worst case, we end up with $O(l \log n)$ intervals. With the appropriate
data structures, such as trees, it is possible to perform all necessary operations on the set of intervals in
$O(l \log l \log n)$ time. This leads to an overall worst case time complexity for testing 2-optimality of
$O(n \log l \log n)$.
7. Parallel local search for the TSP with multiple time windows

Finally, we will give a parallel algorithm for the verification of 2-optimality in the presence of multiple time windows per vertex. As in the previous section, the algorithm will be presented for the case where each vertex has at most two time windows. At the end we will discuss the general case.

A straightforward approach would be a direct modification of the algorithm presented in Section 5, in the sense that we make use of adapted functions $E_{ij}$. These functions, however, are not that simple any more and the total computational effort would outgrow the one in the sequential case. Fortunately, it turns out that we do not have to determine all functions explicitly.

What we need is an algorithm for the following problem. Given are $n$ vertices, numbered $1, \ldots, n$. Consider the tour $(1,2, \ldots, n,n+1)$, where the vertices 1 and $n+1$ are the same. Let each vertex $i$ have two time windows, and let the functions $E_{i,i+1}$ deliver the arrival time at vertex $i+1$ when leaving vertex $i$ $(1 \leq i \leq n)$. What is the arrival time at vertex $i$ when leaving vertex 1 at a given time $t_i$, for $2 \leq i \leq n+1$?

The algorithm consists of two phases. The first phase is the same as the first phase of the partial sums algorithm from Section 3. Again, for the sake of simplicity, let $n = 2^m$.

for $l \leftarrow 1$ to $m$ do
  \begin{align*}
  \text{par} \{0 \leq j \leq 2^l-1\} & \ E_{1+2^j,1+2^{j+1}} \leftarrow E_{1+(2j+1)2^{l-1},1+2^{j+1}2^{l-1}} \cdot E_{1+2^j2^{l-1},1+(2j+1)2^{l-1}}.
  \end{align*}

Since each vertex has two time windows the functions $E_{i,i+1}$ are piecewise linear with four breakpoints. The number of breakpoints in each of the functions that are obtained by composition may be as large as the sum of the number of breakpoints of the functions from which they are obtained. We start with $n$ functions, with four breakpoints each. In the first iteration, we obtain $n/2$ functions with at most eight breakpoints, in the second iteration $n/4$ functions with at most sixteen breakpoints, and so on. Hence, in each iteration we have to consider $O(n)$ breakpoints in total. Forming a composition of two functions with $k$ breakpoints each can be done in $O(\log k)$ time with $O(k)$ processors using binary search. Since we have to consider $O(n)$ breakpoints at each stage, this phase requires $O(n \log n)$ time with $O(n)$ processors.

We are now ready to compute the arrival time at vertex $i$ when leaving vertex 1 at time $t_i$. This can be done for all $i$ $(2 \leq i \leq n+1)$ in parallel. In the algorithm, we have a parameter $a_i$, associated with vertex $i$, denoting the arrival time at a corresponding intermediate vertex $v_i$.

for $l \leftarrow m$ downto 0 do
  \begin{align*}
  \text{par} \{2 \leq i \leq n+1\} & \ a_i \leftarrow t_i, v_i \leftarrow 1;
  \end{align*}

As in the previous phase, the time needed is $O(\log^2 n)$ with $O(n)$ processors.

So we end up with an algorithm that runs in $O(\log^2 n)$ time with $O(n)$ processors. Since the amount of work involved in the algorithm is $\Theta(n \log^2 n)$, we cannot reduce the number of processors by a significant factor without increasing the computation time.

We return to the verification of 2-optimality of the tour $(1,2, \ldots, n,n+1)$. Let $A_{ij}(k)$ denote the arrival time at vertex $k$ with respect to 2-exchange $\{i,j\}$. The steps of the algorithm are the following:

1. Compute the arrival times $A_{ij}(i)$. This is achieved by a single invocation of the above algorithm.
2. Compute the arrival times $A_{ij}(j)$. Here, we go directly from vertex $i$ to vertex $j$.
3. Compute the arrival times $A_{ij}(i+1)$. In this step we consider paths along the tour in the reversed direction with different starting times. For all $j$, we must apply the above routine with the arrival times obtained in the previous step.
(4) Compute the arrival times $A_{ij}(j+1)$. As in step (2), we travel over a single edge.

(5) Compute the arrival times at the origin $A_{ij}(n+1)$. We can obtain these times by applying the above algorithm $n$ times in parallel and modifying the second phase such that it computes the arrival times at vertex $n+1$ given the starting times at the other vertices.

(6) Determine whether the given tour is 2-optimal in the same way as in Section 5.

Steps 3 and 4 dominate the time and processor requirements. Since in each of these steps we apply the basic routine $n$ times in parallel, we have that the total time for verifying 2-optimality with two time windows per vertex is $O(\log^2 n)$ using $O(n^2)$ processors, which gives a total computational effort that is slightly worse than in the sequential case.

The extension to $l$ time windows per vertex has only minor consequences. An operation in the binary trees part of the algorithm now requires $O(\log ln)$ time and $O(ln)$ processors. Further, the time needed for considering a single edge will increase to $O(\log l)$. Hence verifying 2-optimality can be done in $O(\log n \log ln)$ time with $O(ln^2)$ processors.

8. Conclusions

We have described various adaptations of the well-known 2-exchange local search algorithm for the TSP that are able to handle time windows efficiently, on sequential and parallel architectures. The presented techniques can also be used to implement general $k$-exchange local search algorithms.

In two of the situations considered (no time windows and single time windows), we have achieved a perfect speedup. That is, the total computational effort of a $k$-exchange algorithm remains the same when we move from a sequential to a parallel computer. In the multiple time window case, the work done by the parallel algorithm exceeds the one in the sequential case by a factor of $O(\log n)$.

An interesting open problem in this context is the following. Given a tour for the TSP and two time windows per vertex, its duration can obviously be computed in $O(n)$ time on a sequential machine and in $O(\log^2 n)$ time on a PRAM with $O(n)$ processors using the techniques described above. Does there exist a parallel algorithm that achieves a perfect speedup?

References


### List of COSOR-memoranda - 1990

<table>
<thead>
<tr>
<th>Number</th>
<th>Month</th>
<th>Author</th>
<th>Title</th>
</tr>
</thead>
<tbody>
<tr>
<td>A 90-02</td>
<td>January</td>
<td>D.A. Overdijk</td>
<td>Meetkundige aspecten van de productie van kroonwielen</td>
</tr>
<tr>
<td>A 90-03</td>
<td>February</td>
<td>I.J.B.F. Adan, J. Wessels, W.H.M. Zijm</td>
<td>Analysis of the asymmetric shortest queue problem Part II: Numerical analysis</td>
</tr>
<tr>
<td>A 90-04</td>
<td>March</td>
<td>P. van der Laan, L.R. Verdooren</td>
<td>Statistical selection procedures for selecting the best variety</td>
</tr>
<tr>
<td>A 90-05</td>
<td>March</td>
<td>W.H.M. Zijm, E.H.L.B. Nelissen</td>
<td>Scheduling a flexible machining centre</td>
</tr>
<tr>
<td>A 90-06</td>
<td>March</td>
<td>G. Schuller, W.H.M. Zijm</td>
<td>The design of mechanizations: reliability, efficiency and flexibility</td>
</tr>
<tr>
<td>A 90-07</td>
<td>March</td>
<td>W.H.M. Zijm</td>
<td>Capacity analysis of automatic transport systems in an assembly factory</td>
</tr>
<tr>
<td>Number</td>
<td>Month</td>
<td>Author</td>
<td>Title</td>
</tr>
<tr>
<td>---------</td>
<td>---------</td>
<td>---------------------------------</td>
<td>----------------------------------------------------------------------</td>
</tr>
<tr>
<td>M 90-08</td>
<td>March</td>
<td>G.J. v. Houtum</td>
<td>Computational procedures for stochastic multi-echelon producti</td>
</tr>
<tr>
<td></td>
<td></td>
<td>W.H.M. Zijm</td>
<td>systems</td>
</tr>
<tr>
<td></td>
<td></td>
<td></td>
<td>(Revised version)</td>
</tr>
<tr>
<td>M 90-09</td>
<td>March</td>
<td>P.J.M. van Laarhoven</td>
<td>Production preparation and numerical control in PCB assembly</td>
</tr>
<tr>
<td></td>
<td></td>
<td>W.H.M. Zijm</td>
<td></td>
</tr>
<tr>
<td>M 90-10</td>
<td>March</td>
<td>F.A.W. Wester</td>
<td>A hierarchical planning system versus a schedule oriented plann</td>
</tr>
<tr>
<td></td>
<td></td>
<td>J. Wijngaard</td>
<td>system</td>
</tr>
<tr>
<td></td>
<td></td>
<td>W.H.M. Zijm</td>
<td></td>
</tr>
<tr>
<td>M 90-11</td>
<td>April</td>
<td>A. Dekkers</td>
<td>Local Area Networks</td>
</tr>
<tr>
<td>M 90-12</td>
<td>April</td>
<td>P. v.d. Laan</td>
<td>On subset selection from Logistic populations</td>
</tr>
<tr>
<td>M 90-13</td>
<td>April</td>
<td>P. v.d. Laan</td>
<td>De Van Dantzig Prijs</td>
</tr>
<tr>
<td>M 90-14</td>
<td>June</td>
<td>P. v.d. Laan</td>
<td>Beslissen met statistische selectiemethoden</td>
</tr>
<tr>
<td>M 90-15</td>
<td>June</td>
<td>F.W. Steutel</td>
<td>Some recent characterizations of the exponential and geometric</td>
</tr>
<tr>
<td></td>
<td></td>
<td></td>
<td>distributions</td>
</tr>
<tr>
<td>M 90-16</td>
<td>June</td>
<td>J. van Geldrop</td>
<td>Existence of general equilibria in infinite horizon economies with</td>
</tr>
<tr>
<td></td>
<td></td>
<td>C. Withagen</td>
<td>exhaustible resources. (the continuous time case)</td>
</tr>
<tr>
<td>M 90-17</td>
<td>June</td>
<td>P.C. Schuur</td>
<td>Simulated annealing as a tool to obtain new results in plane geomet</td>
</tr>
<tr>
<td>M 90-18</td>
<td>July</td>
<td>F.W. Steutel</td>
<td>Applications of probability in analysis</td>
</tr>
<tr>
<td>M 90-19</td>
<td>July</td>
<td>I.J.B.F. Adan</td>
<td>Analysis of the symmetric shortest queue problem</td>
</tr>
<tr>
<td></td>
<td></td>
<td>J. Wessels</td>
<td></td>
</tr>
<tr>
<td></td>
<td></td>
<td>W.H.M. Zijm</td>
<td></td>
</tr>
<tr>
<td>M 90-20</td>
<td>July</td>
<td>I.J.B.F. Adan</td>
<td>Analysis of the asymmetric shortest queue problem with thresh</td>
</tr>
<tr>
<td></td>
<td></td>
<td>J. Wessels</td>
<td>jockeying</td>
</tr>
<tr>
<td></td>
<td></td>
<td>W.H.M. Zijm</td>
<td></td>
</tr>
<tr>
<td>Number</td>
<td>Month</td>
<td>Author</td>
<td>Title</td>
</tr>
<tr>
<td>--------</td>
<td>-------</td>
<td>---------------------------------</td>
<td>----------------------------------------------------------------------</td>
</tr>
<tr>
<td>M 90-21</td>
<td>July</td>
<td>K. van Ham, F.W. Steute1</td>
<td>On a characterization of the exponential distribution</td>
</tr>
<tr>
<td>M 90-22</td>
<td>July</td>
<td>A. Dekkers, J. van der Wal</td>
<td>Performance analysis of a volume shadowing model</td>
</tr>
<tr>
<td>M 90-23</td>
<td>July</td>
<td>A. Dekkers, J. van der Wal</td>
<td>Mean value analysis of priority stations without preemption</td>
</tr>
<tr>
<td>M 90-24</td>
<td>July</td>
<td>D.A. Overdijk</td>
<td>Benadering van de kroonwielank met behulp van regeloppervlakken in kroonwieloverbrengingen met grote overbrengverhouding</td>
</tr>
<tr>
<td>M 90-25</td>
<td>July</td>
<td>J. van Oorschot, A. Dekkers</td>
<td>Cake, a concurrent Make CASE tool</td>
</tr>
<tr>
<td>M 90-26</td>
<td>July</td>
<td>J. van Oorschot, A. Dekkers</td>
<td>Measuring and Simulating an 802.3 CSMA/CD LAN</td>
</tr>
<tr>
<td>A 90-27</td>
<td>August</td>
<td>D.A. Overdijk</td>
<td>Skew-symmetric matrices and the Euler equations of rotational motion for rigid systems</td>
</tr>
<tr>
<td>A 90-28</td>
<td>August</td>
<td>A.W.J. Kolen, J.K. Lenstra</td>
<td>Combinatorics in Operations Research</td>
</tr>
<tr>
<td>A 90-29</td>
<td>August</td>
<td>R. Doornbos</td>
<td>Verdeling en onafhankelijkheid van kwadratensommen in de variantie-analyse</td>
</tr>
<tr>
<td>A 90-30</td>
<td>August</td>
<td>M.W.I. van Kraaij, W.Z. Venema, J. Wessels</td>
<td>Support for problem solving in manpower planning problems</td>
</tr>
<tr>
<td>A 90-31</td>
<td>August</td>
<td>I. Adan, A. Dekkers</td>
<td>Mean value approximation for closed queueing networks with multi server stations</td>
</tr>
<tr>
<td>A 90-32</td>
<td>August</td>
<td>F.P.A. Coolen, P.R. Mertens, M.J. Newby</td>
<td>A Bayes-Competing Risk Model for the Use of Expert Judgment in Reliability Estimation</td>
</tr>
<tr>
<td>Number</td>
<td>Month</td>
<td>Author</td>
<td>Title</td>
</tr>
<tr>
<td>---------</td>
<td>-----------</td>
<td>--------------------------</td>
<td>------------------------------------------------------------</td>
</tr>
<tr>
<td>M 90-33</td>
<td>September</td>
<td>B. Veltman, B.J. Lageweg, J.K. Lenstra</td>
<td>Multiprocessor Scheduling with Communication Delays</td>
</tr>
<tr>
<td>M 90-34</td>
<td>September</td>
<td>I.J.B.F. Adan, J. Wessels, W.H.M. Zijm</td>
<td>Flexible assembly and shortest queue problems</td>
</tr>
<tr>
<td>M 90-35</td>
<td>September</td>
<td>F.P.A. Coolen, M.J. Newby</td>
<td>A note on the use of the product of spacings in Bayesian inference</td>
</tr>
<tr>
<td>M 90-36</td>
<td>September</td>
<td>A.A. Stoorvogel</td>
<td>Robust stabilization of systems with multiplicative perturbations</td>
</tr>
<tr>
<td>M 90-37</td>
<td>October</td>
<td>A.A. Stoorvogel</td>
<td>The singular minimum entropy $H_\infty$ control problem</td>
</tr>
<tr>
<td>M 90-38</td>
<td>October</td>
<td>Jan H. van Geldrop, Cees A.A.M. Withagen</td>
<td>General equilibrium and international trade with natural exhaustil resources</td>
</tr>
<tr>
<td>M 90-39</td>
<td>October</td>
<td>I.J.B.F. Adan, J. Wessels, W.H.M. Zijm</td>
<td>Analysis of the shortest queue problem (Revised version)</td>
</tr>
<tr>
<td>M 90-40</td>
<td>October</td>
<td>M.W.P. Savelsbergh, M. Goetschalckx</td>
<td>An Algorithm for the Vehicle Routing Problem with Stochas Demands</td>
</tr>
<tr>
<td>M 90-41</td>
<td>November</td>
<td>Gerard Kindervater, Jan Karel Lenstra, Martin Savelsbergh</td>
<td>Sequential and parallel local search for the time-constrained traveli salesman problem</td>
</tr>
</tbody>
</table>