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Part I

Introduction





CHAPTER 1

Prologue

Imagine being responsible for a bakery where your ovens are used to bake
breads and cakes for the bakery. You have a set of products that need to be
baked before 8 a.m., the start of the day. Each product needs to be baked by a
single oven for a given amount of time, and each oven can bake one product at
a time. We then ask the question:

Is there a way to bake all the products before the start of the day?

This is an application of the BIN PACKING problem: given a set of items (prod-
ucts) with integral weights (baking times), do they fit in a given number of
identical capacitated bins (ovens). An example of an instance of BIN PACKING

can be found in Figure 1.1.

3 3

3 2

2 1

Items of the instance

Bin 1 3 2

Bin 2 3 1

Bin 3 3 2

Distribution of the items

Figure 1.1: Example of an instance of BIN PACKING with three bins, each with a capacity
of 5, and a solution for it on the right.



4 Prologue

This prologue gives an informal introduction of the concepts studied in this
dissertation. This will be done with the help of problems such as the BIN

PACKING problem. There are many everyday applications of the BIN PACKING

problem where ‘things’ need to be distributed, such as distributing workload
amongst workers, distributing groups of people into busses, and packing your
suitcases for a flying trip such that each suitcase weighs at most 23kg.

This seemingly simple problem is actually quite hard to solve by hand, even
for just a few items and even two bins. Take for example the following set of
integers (which represent the weights of the items):

A = {4, 12, 17, 28, 34, 37, 49, 54, 59, 65, 96}.

Let’s say there are two bins with capacity 228. The question then becomes:

Can you split the set A into two sets that both sum to at most 228?

Even though this instance only contains eleven integers, the problem is seem-
ingly impossible to solve without a structured plan. Such a structured plan can
be described as an algorithm. For example, for this instance one could try for
each subset B of A whether it sums to at most the capacity 228. If it does, then
check whether the rest of A also sums to at most 228. If it does, we have found
a split of A into two parts that both sum to at most 228, so the answer to the
question is ‘yes’! Indeed, in this way we find a split of A into two subsets of A
that both sum to at most the capacity 228:

B = {4, 28, 34, 37, 59, 65}, A \B = {12, 17, 49, 54, 96}.

It may take quite some time to execute this algorithm, as there are 211 =
2048 different subsets of A. Applying this algorithm by hand is therefore not a
pleasant task. Luckily, we have computers at hand that we can use for executing
such algorithms. The described algorithm solves this instance within a second
on an average modern computer.

Say we are to compute an answer for the same question, but now for a set A
of 22 integers, so double the amount we previously had. Even though the size
of the input has only doubled, an average modern computer will now take a
couple of minutes to execute the described algorithm. This is because the num-
ber of subsets of A grows exponentially: if A contains n integers, then there are
2n possible subsets. For n = 22, this already gives more than 4 million subsets.
As the number of subsets of A grows exponentially in n, the number of com-
putations a computer has to do in the worst case to execute this algorithm also
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grows exponentially. In other words, the worst-case run time of this algorithm
is exponential in the number of items. Therefore, such an algorithm is not very
practical for instances with a large number of items.

One might wonder whether this relatively simple algorithm is the best possi-
ble algorithm, or whether there is another algorithm with a significantly better
worst-case run time. To compactly describe and compare run times of algo-
rithms, we use Big O notation, denoted by O(·). The formal definition of O(·),
can be found in Chapter 2. For now it suffices to know that it roughly gives the
order of the growth rate of the run time, ignoring constants and smaller terms.
In general, we measure the run time in the size of the input. In the example of
BIN PACKING this is the number of items n (although more intricate measures
are possible that take into account the size of the integers). We say that an algo-
rithm runs in polynomial time if its worst-case run time grows polynomially in
the size of the input, i.e. if it runs in poly(n) time. We refer to such an algorithm
as a polynomial-time algorithm. For example in BIN PACKING, we would say that
an algorithm using O(n8) computations in the worst case is a polynomial-time
algorithm.

In complexity theory, we categorize decision problems based on how easy
(or hard) they are to solve.

The complexity class P contains all the decision problems that can be
solved with a polynomial-time algorithm.

Examples of problems in P include: given a list of integers and an integer k, “is
there an integer in the list greater than k?”, and given a map, two points on it
and a distance ℓ, “is there a path between these two points of length at most ℓ?”.

Unfortunately, no polynomial-time algorithm for BIN PACKING has been
found thus far, even though the problem plays a central role in plenty of re-
search. It is not the only problem with this fate, as there are countless other
problems for which polynomial-time algorithms seem unlikely to exist. To for-
malize this, we first need to look at a complexity class, called NP.

The complexity class NP contains all the decision problems for which the
‘yes’-instances have proofs that can be verified with a polynomial-time al-
gorithm.

Often, this means that given a solution to the problem, there is a quick way to
verify that it is indeed a solution. For example, BIN PACKING is in NP: given
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a solution (the sets B and A \ B as in the example before) one can check in
polynomial time whether each set adds up to at most the capacity.

All problems in P are also in NP: if you can solve the problem in polynomial
time, you can use the same algorithm as verifier. Hence, P ⊆ NP. However,
it is widely believed that P ̸= NP. There is class of problems, called NP-hard
problems, that are not in the complexity class P if we assume P ̸= NP to be
true. By its formal definition, if we are be able to solve any NP-hard problem
in polynomial time, we are able to solve all problems in NP in polynomial time.
In other words, NP-hard problems are the problems that are ‘at least as hard’
as any problem in NP. We are particularly interested in the NP-hard problems
that lie in NP.

A problem is NP-complete if it is in NP and NP-hard. As such, an NP-
complete problem is as least as hard as any other problem in NP.

In Figure 1.2, one can find a schematic overview of the concepts P, NP and
NP-completeness. BIN PACKING is one of such NP-complete problems and so it
cannot be solved by a polynomial-time algorithm assuming P ̸= NP.

P NP NP-complete problems

Figure 1.2: Schematic overview of the complexity classes P and NP: P ⊆ NP. It is widely
believed that P ̸= NP. The NP-complete problems are the ‘hardest’ problems
to solve within NP.

There are many NP-complete problems such as BIN PACKING with ample
applications in industry. Another example is HAMILTONIAN CYCLE. In this prob-
lem one is given a graph with vertices (points) and edges (lines between those
points), and we ask whether there is a tour visiting each of those vertices exactly
once. See Figure 1.3 for an example of such a graph and a Hamiltonian cycle.
Related to this problem there are many applications for example in online su-
permarkets planning the deliveries of their orders, or a doctor visiting patients
at home.

There is an easy, but very slow, algorithm solving HAMILTONIAN CYCLE. Take
an instance of HAMILTONIAN CYCLE on a graph of n vertices. Any Hamiltonian
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b

c

ed

a

f

g

j

h

i

Figure 1.3: Example of an instance of HAMILTONIAN CYCLE with a solution in blue. All
vertices are visited exactly once by the blue tour. Note that there are many
other possible solutions.

cycle can be described as an order in which the vertices are visited. Since there
are n! possible orderings of n vertices, there are at most n! possibilities. So, one
can go over all possible permutations, and return ‘yes’ if it gives a Hamiltonian
cycle or ‘no’ if no permutation gives a Hamiltonian cycle. An algorithm going
over all possible solutions like this, is called a brute force algorithm.

Key ingredient of this dissertation: decomposition. Even if a problem is
NP-complete, we can still try to improve our currently fastest algorithm. One
general method to get algorithms that are faster than brute force, is by de-
composition: instead of trying to solve the whole problem at once, one defines
subproblems that are smaller and easier to solve than the original problem. The
results of these smaller subproblems are then combined to answer the original
problem. There are several methods to achieve this, but one particularly pop-
ular and universally applicable method is dynamic programming, introduced by
Bellman [Bel52]. Scheduling and sequencing problems have been solved with
the help of this technique since the 1950’s.

We can also use dynamic programming to solve HAMILTONIAN CYCLE, by
defining a subproblem DP(X, s, t) for X a subset of the vertices of the input
graph and s, t ∈ X such that:

DP(X, s, t) :=

true,
if there is a path from s to t

visiting all vertices of X exactly once,
false, otherwise.



8 Prologue

For example, DP({a, b, c, d, e, f}, a, f) = true, as there is a path from a to f
visiting a, b, c, d, e and f exactly once, see Figure 1.4.

b

c

ed

a

f

Figure 1.4: Example of a path from a to f visiting all vertices of X = {a, b, c, d, e, f}
exactly once. Therefore, DP({a, b, c, d, e, f}, a, f) = true.

Once all these values of DP are known, we can answer the original question
(“is there a Hamiltonian cycle?”) by looking at all values of DP(V, s, t), where
V represents all the vertices of the given graph and {s, t} an edge of the graph.
Indeed, if there is a path from s to t visiting all the vertices of the graph exactly
once and we can return to s using the edge {s, t}, we have found a Hamiltonian
cycle! The main power of a dynamic program is that each value of DP is either
easily computable (for example if X = {s, t}) or it can be computed using the
answers of already computed values of DP. In this case, we can compute the
value of DP(X, s, t) for |X| > 2 in the following way:

DP(X, s, t) :=
∨
v∈X

(
DP(X \ {t}, s, v) ∧ J(v, t) is an edge K

)
With this technique we can solve HAMILTONIAN CYCLE in 2n · poly(n) time, as
there are 2nn2 different entries for DP and each value can be computed in
polynomial time. This is a huge improvement compared to the n! · poly(n) time
brute force algorithm.

Another example of a way to decompose a problem would be the following.
Say we are given a BIN PACKING instance where all the bins have capacity c.
Then we can define for X a subset of the items and i an integer:

fi(X) :=

{
1 if X fits in i bins of capacity c

0 otherwise.
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The fi(X) can be viewed as subproblems and the value of fm({1, . . . , n}) will
tell us whether we can distribute all the items over m bins. The values of
f1(X) can be computed in polynomial time (just check whether the weights
of X sum up to at most c). While the above strategy already gives a fast algo-
rithm, the fastest known way to compute fi(X) is with the help of fast subset
convolution, an impressive tool introduced by Björklund, Husfeldt, Kaski and
Koivisto [BHKK07]. Let X denote all possible subsets of {1, . . . , n}. Given two
functions f, g : X → {0, 1}, one can compute the function h : X → N such that
for any Z ∈ X :

h(Z) :=
∑

X∪Y=Z

f(X)g(Y )

in 2n · poly(n) time using this tool. With this technique, we can compute the
function fi from the functions fi−1 and f1 in 2n ·poly(n) time. As a consequence,
BIN PACKING can be solved in 2n · poly(n) time.

All the algorithmic results in this dissertation use some form of decomposi-
tion. These can be applications of dynamic programming with or without fast
subset convolution, other times it involves a type of subproblem that is tailored
to the setting of the problem. We apply this idea of decomposition to get faster
algorithms in two ways. The first is in the field of fine-grained complexity, where
we improve the run times of algorithms on a finer scale than those considered
in classical complexity theory; instead of aiming for a polynomial-time algo-
rithm, our goal typically is to get a faster exponential time algorithm. Another
approach is through the field of parameterized complexity. In this field, we try
to identify certain parameters of the problem that may make it easy to solve
whenever the parameter is small. The main goals from the field of algorithms
and complexity are still central in these approaches: either give a faster algo-
rithm for the problem, or exclude the existence of algorithms with certain run
times under some plausible assumptions.

The rest of this prologue will shortly introduce the four subjects from the
title: fine-grained complexity, parameterized complexity, scheduling problems
and sequencing problems. For all concepts introduced in this chapter, formal
definitions and extended explanations can be found in Chapter 2 and Chapter 3.

Fine-Grained Complexity

In classic complexity theory, we often try to classify problems according to
whether they can be solved in polynomial time or not assuming P ̸= NP. Many
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times, the goal is to either give a polynomial-time algorithm or to prove that
such an algorithm does not exist under P ̸= NP. However, this does not dis-
tinguish between the run times of algorithms on a smaller scale. For example,
two algorithms running in timeO(n2) andO(n280) are both polynomial, but the
difference in run time of such algorithms in practice can be become huge as n
grows.

In fine-grained complexity, this distinction is less black and white. Take
for example matrix multiplication. We can multiply two n × n matrices in
polynomial time, namely by doing so in a brute-force manner which takes
O(n3) time. Since matrix multiplication is used in many applications it is in-
teresting whether this is actually the best possible algorithm. Surprisingly,
Strassen [Str69] showed in 1969 that this can be improved to an O(n2.8074)
time algorithm, using a form of decomposition. If we want to compute the
product of two n × n matrices A and B, the algorithm splits the matrix A into
four submatrices, each of size n

2 ×
n
2 , and does the same for B. The matrix AB

can then be constructed from 7 matrix multiplications of these seven matrices
of sizen

2 ×
n
2 . There is an active line of research trying to find the fastest way

for matrix multiplication; the latest improvement being an O(n2.3728596) time
algorithm by Alman and Williams [AW21].

Improving exponential time algorithms. Fine-grained complexity also
concerns itself with improving the currently best algorithms for NP-complete
problems. We know it is unlikely that polynomial-time algorithms exist for
problems that are NP-complete. However, it remains interesting to aim for
faster algorithms for these problems, even if ‘faster’ in this case may not be the
polynomial-time algorithm one would have initially hoped for.

Major improvements have been made with techniques like dynamic pro-
gramming and fast subset convolution, which we briefly discussed before. The
example of dynamic programming applied to HAMILTONIAN CYCLE is called the
Bellman-Held-Karp algorithm and was independently found by Bellman [Bel62]
and Held and Karp [HK62]. This algorithm is significantly faster than the brute-
force algorithm, improving the best run time from n! · poly(n) to 2n · poly(n).

One can wonder whether other major improvements are possible. For in-
stance, would an algorithm with run time 2O(

√
n) solving HAMILTONIAN CYCLE

be possible? We can actually exclude the existence of such subexponential al-
gorithms for HAMILTONIAN CYCLE [CFK+15, Theorem 14.6], assuming a con-
jecture called the Exponential Time Hypothesis. This hypothesis assumes that
algorithms with certain run times do not exist for a certain decision problem
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called 3-CNF-SATISFIABILITY.
Even when larger improvements are excluded because of the Exponential

Time Hypothesis, we can continue to improve run times on an even more fine-
grained scale. Look for instance at the DOMINATING SET problem. Given a
graph, a set of vertices is a dominating set if all vertices are either in this set,
or are neighbors of this set. The DOMINATING SET problem then asks, given as
input a graph on n vertices and an integer ℓ, whether there exists a dominating
set of size ℓ. An example of an instance of DOMINATING SET and its solution can
be found in Figure 1.5.

Figure 1.5: Example of an instance of DOMINATING SET with a smallest dominating set in
blue. Note that all vertices are either in the dominating set, or are adjacent
to a vertex from the dominating set. If the question of the instance is “is
there a dominating set of size 3 in this graph?”, then the answer is ‘yes’.

Assuming the Exponential Time Hypothesis, the DOMINATING SET problem
cannot be solved in subexponential time [CFK+15]. The brute-force algorithm
runs in O(2n · n2) on a graph of n vertices: check for each subset of the vertices
whether it is a dominating set. However, the problem can actually be solved
in O(1.4689n) time with an algorithm by Iwata [Iwa11]. Even though both
algorithms run in exponential time (O(cn) for some constant c), the reduction
of the base of the exponent is significant.

Many NP-hard problems have a (relatively) simple 2n · poly(n) algorithm,
by either enumerating all possible solutions or using techniques like dynamic
programming and fast subset convolution. It is conjectured that some NP-hard
problems cannot be done faster than this: the Strong Exponential Time Hypothe-
sis states that the classical SATISFIABILITY problem cannot be solved in cn for any
c < 2. It is therefore interesting to find problems that allow for some improve-
ment, by breaking the 2n barrier. Problems for which the 2n barrier has been
broken include HAMILTONIAN CYCLE on undirected graphs [Bjö14], CONNECTED
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DOMINATING SET [FGK08], MULTICUT [LSS14] and PATHWIDTH [SV09]. In this
dissertation, we add two more NP-hard problems to this list. One is the decision
variant of BIN PACKING with a constant number of bins, the other is a scheduling
problem with precedence constraints.

Parameterized Complexity

In parameterized complexity we measure the run time of a problem not solely
by the size of the input, but by an additional parameter of the problem. These
parameters can be many things; often they induce a structure on the input or
some requirements on the output.

A popular and natural parameter is the size of the solution. Take for example
the k-CLIQUE problem: given a graph and an integer k, is there a set of k vertices
that are pairwise adjacent? The considered parameter for this parameterized
problem is k; the size of the clique we are searching for. See Figure 1.6 for an
example of an instance of k-CLIQUE and a solution.

Figure 1.6: Example of an instance of k-CLIQUE with the largest clique in blue. Note that
all vertices in the clique are pairwise adjacent. If the question of the instance
is “is there a clique of size 4 in this graph?”, then the answer is ‘yes’.

We can solve k-CLIQUE in O(nk · n2) time by a brute-force algorithm: for all
possible subsets of the vertices of size k (there are ⩽ nk such subsets) it checks
whether it forms a clique. The run time of this algorithm now depends both on
the size of the input (the number of vertices n) and the parameter k. Note that
for any constant k, k-CLIQUE can be solved in polynomial time! This is because
the run time is of the form nf(k) for some function f(·) and f(k) is constant for
constant k. A parameterized problem that can be solved in time nf(k) for some
function f(·) is called slice-wise polynomial. The complexity class XP is defined
as all parameterized problems that are slice-wise polynomial. Since k-CLIQUE
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can be solved in O(nk+2) time it is slice-wise polynomial and in XP.
For some parameterized problems, it is possible to have an even better type

of dependency on the parameter k in the run time. Take for example the VERTEX

COVER problem, where we search for a set of k vertices such that all edges are
adjacent to at least one of the selected vertices. We parameterize this problem
by k, the size of the vertex cover we search for. See Figure 1.7 for an instance of
VERTEX COVER and a solution. A vertex cover of size k can be found inO(2k ·n2)
time if one exists, where n denotes the number of vertices of the input graph.
The algorithm uses a form of decomposition. Note that any edge should be
covered by at least one of its two endpoints. The algorithm iteratively takes a
random edge from u to v and recursively computes for both subproblems (u in
vertex cover, v in vertex cover) if a vertex cover exists of size k − 1.

Note that for constant k this algorithm runs in quadratic (O(n2)) time. This
is in stark contrast to the O(nk+2) time algorithm for k-CLIQUE: there the power
of the polynomial in n depends on k. A parameterized problem that can be
solved in time f(k) · poly(n) for some function f(·) is called fixed parameter
tractable. The complexity class FPT consists of all problems that are fixed-
parameter tractable. Since VERTEX COVER can be solved in O(2k · n2) time it is
in FPT.

Figure 1.7: Example of an instance of VERTEX COVER with a smallest vertex cover in
blue. Note that for each edge, at least one of its endpoints is in the vertex
cover. If the instance asks for the existence of a vertex cover of size 6 in this
graph, the answer is ‘yes’.

Just as some problems in the class NP do not seem to have polynomial-time
algorithms, some parameterized problems do not seem to have fixed-parameter
tractable algorithms. Similarly to proving a problem to be NP-hard (and as a
consequence it cannot be solved in polynomial time assuming P ̸= NP), we
are sometimes able to prove that a parameterized problem is not in FPT under
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the assumption FPT ̸= W[1]. Here, W[1] is a parameterized complexity class
that will not be defined formally in this dissertation, but in some sense can be
seen as the parameterized version of NP. For instance, the k-CLIQUE problem
is probably not in FPT, as it is W[1]-hard. For a schematic overview of these
complexity classes, see Figure 1.8.

FPT W[1] XP

in f(k) · poly(n) time

W[1]-complete problems

in nf(k) time

Figure 1.8: Schematic overview of the parameterized complexity classes FPT, W[1] and
XP: FPT ⊆W[1] ⊆ XP and it is conjectured that FPT ̸= W[1] ̸= XP.

In parameterized complexity, we often ask for a parameterized problem
whether it is slice-wise polynomial, whether it is fixed parameter tractable,
or whether the problem might be W[1]-hard. Parameterized complexity can
also be combined with fine-grained complexity. Instead of only asking in which
complexity class a parameterized problem lies, we ask whether the current al-
gorithms are the fastest possible in a more fine-grained manner. For example,
VERTEX COVER parameterized by the size of the sought-after set, can be solved
in O(1.2738k · n) time [CKX10], which greatly improves the dependence on k
compared to the original O(2k · n2) algorithm.

In this dissertation we study the parameterized complexity of HAMILTONIAN

CYCLE, CONNECTED FLOW and a number of scheduling problems, with respect
to parameters vertex cover, treedepth, treewidth and the solution size.

Scheduling Problems

In scheduling problems, we are given a set of jobs, or ‘tasks’, and a number
of machines. For now let us assume that all machines are identical and work
in parallel. This means that jobs can be processed on any machine and the
time it takes only depends on the job. For each job j we are given a process-
ing time pj ∈ N , that is, the time that it takes to complete the job on any
machine. A schedule allocates the jobs to time intervals of the machines, such



15

that each machine processes one job at a time and each job is processed exactly
once. A scheduling problem asks to produce a schedule minimizing a given
objective, for example the makespan: the earliest time all jobs are completed.
There can be additional requirements for the schedule, for example jobs may
have release dates (rj), deadlines (dj), or there may be precedence constraints
on the jobs, where j ≺ j′ indicates that j′ cannot start before j is finished.
To describe scheduling problems, we use the three-field notation by Graham et
al. [GLLRK79], an explanation of this notation can be found in Chapter 2.

A great number of variants of scheduling have been studied over the last
decades, and for many of these variants their computational complexities are
well understood by now. For instance, the BIN PACKING problem (with only
one type of bin) discussed before is equivalent to the problem of scheduling
a set of jobs on identical parallel machines while minimizing the makespan
(also denoted as P ||Cmax). The machines then function as the bins and the
processing times of the jobs are equal to the weights of the items. The problem
is strongly NP-complete by a result of Garey and Johnson [GJ79].

Another well-studied scheduling problem is P |prec, pj = 1 |Cmax : schedul-
ing unit length tasks (pj = 1) with precedence constraints (prec) on identical
parallel machines, while minimizing the makespan (Cmax). See Figure 1.9 for
an example of an instance and a solution for it.

a
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c d e f
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j

k

ℓ

p

q r

The precedence graph of the instance

m1 a c d e f

m2 b i j ℓ g

The optimal schedule of the instance

m3 q r k p h

Figure 1.9: Example of an instance of P | prec, pj = 1 |Cmax with three machines (m =
3) and an optimal schedule for it with makespan 5, i.e. all jobs are finished
at time 5. The colors are added to identify jobs easier, and have no other
meaning.
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This problem is NP-complete as shown by Ullman [Ull75], so no polynomial-
time algorithm for this problem exists under P ̸= NP. Interestingly, for any con-
stant number of machines m ⩾ 3 the complexity remains a mystery. For m = 2,
the problem can be solved in polynomial time by several different algorithms
([CG72, Gab82, Set76, GJTY83]), but for any other constant number of ma-
chines this is unclear. The case m = 3 remains one of the most notorious open
questions in the area (see, e.g., [GJ79, MvB18, LR21, BF95]).

In Chapters 4, 5 and 6 we study the fine-grained and parameterized com-
plexity of some scheduling problems, including P ||Cmax (under the name BIN

PACKING) and P |prec, pj = 1 |Cmax .

Sequencing Problems

A sequence is an object containing elements for which the order matters. For
example: the sequence (1, 2, 3) is different from the sequence (2, 3, 1). In a
sequence, an element can also appear multiple times. So for example, (1, 1, 3)
is also a sequence.

We define a sequencing problem as finding a sequence under certain condi-
tions. An example would be HAMILTONIAN CYCLE, which we discussed before:
we look for an order of the vertices such that each two consecutive vertices
share an edge.

This example has the condition that the sequence must be a permutation,
i.e. each vertex must appear exactly once. However, this is not a necessary
condition for a sequence. We can arrive at another type of problem when we
take a slightly different condition on the sequence. In stead of requiring that
each vertex must appear exactly once, we require that each vertex v appears
exactly d(v) times, where d : V → N is part of the input. This leads to the
(unweighted) MANY VISITS TSP problem, where we ask for a tour visiting each
vertex v exactly d(v) times. Similarly, we can argue that its generalization,
CONNECTED FLOW, is a sequencing problem. In this problem we are given a
directed graph G = (V,A) with costs and capacities on the arcs and with a set D
of demand vertices, D ⊆ V , and we are looking for a connected flow of minimal
cost that satisfies the demands of the demand vertices while not violating any
capacity constraints. In Chapter 7 we introduce and study the parameterized
complexity of CONNECTED FLOW, parameterized by three different parameters.
In Chapter 8 we study HAMILTONIAN CYCLE parameterized by the treedepth of
the input graph.
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1.1 Outline of this Dissertation

This dissertation is split into three parts. In the rest of Part I we discuss prelimi-
nary knowledge that is well-known in the fields of graph theory, parameterized
complexity and fine-grained complexity.

Part II contains our results on scheduling problems. In Chapter 4 we prove
that BIN PACKING can be solved exponentially faster than O(2n) time whenever
the number of bins is a constant. We give a new result in additive combina-
torics and use this to prove that either a dynamic programming approach, a fast
subset convolution approach, or a combination of these two approaches to the
problem will be faster than O(2n) time. In Chapter 5 we give a O(1.995n) time
algorithm for the makespan scheduling problem where unit length jobs need
to be allocated under precedence constraints. The main technical contribution
is a fixed-parameter tractable algorithm when we parameterize the problem by
the size of the vertex cover of the comparability graph. Chapter 6 studies the
parameterized complexity of a collection of scheduling problems, where not all,
but at least k jobs need to be processed. We give a trichotomy for the parameter
k as a result, meaning that we find the correct parameterized complexity class
for each considered variant of the problem.

In Part III, we present our results on sequencing problems. In Chapter 7
we study the parameterized complexity of the CONNECTED FLOW problem for
several different parameters, namely the number of vertices with demand, the
treewidth of the input graph and the smallest vertex cover of the input graph.
In Chapter 8 we show that HAMILTONIAN CYCLE can be solved in 5td · poly(n)
time and polynomial space, where td denotes the treedepth of the input graph.

List of Publications

Chapters 4 to 8 are each based on a paper and aim to be self-contained. The
differences between these chapters and the original papers are minimal. The
results presented in these chapters are part of the following papers.

• A Faster Exponential Time Algorithm for Bin Packing with a Constant
Number of Bins via Additive Combinatorics.
with Jesper Nederlof, Jakub Pawlewicz and Karol Wȩgrzycki,
in Proceedings of the 2021 ACM-SIAM Symposium on Discrete Algorithms
(SODA 2021) [NPSW21].
These results are presented in Chapter 4.
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• Makespan Scheduling of Unit Jobs with Precedence Constraints in
O(1.995n) time.
with Jesper Nederlof and Karol Wȩgrzycki,
submitted,
on Arxiv: CoRR, abs/2208.02664, 2020.
These results are presented in Chapter 5.

• On the Fine-Grained Parameterized Complexity of Partial Scheduling
to Minimize the Makespan.
with Jesper Nederlof,
in Algorithmica 2022 [NS22],
also in 15th International Symposium on Parameterized and Exact Com-
putation (IPEC 2020) [NS20].
These results are presented in Chapter 6.

• On the Parameterized Complexity of the Connected Flow and Many
Visits TSP Problem.
with Isja Mannens, Jesper Nederlof and Krisztina Szilagyi,
in Graph-Theoretic Concepts in Computer Science (WG 2021) [MNSS21].
These results are presented in Chapter 7.

• Hamiltonian Cycle Parameterized by Treedepth in Single Exponential
Time and Polynomial Space.
with Jesper Nederlof, Michal Pilipczuk, and Karol Wȩgrzycki,
in Graph-Theoretic Concepts in Computer Science (WG 2020) [NPSW20].
These results are presented in Chapter 8.



CHAPTER 2

Notation and General Definitions

This chapter introduces notations and definitions that are used throughout this
dissertation. First some general mathematical notation is introduced, including
Big O notation. In the next section, graph related concepts and definitions are
introduced. In the last section, the 3-field notation for scheduling problems
introduced by Graham et al. [GLLRK79] is explained.

2.1 Mathematical Notation

The set Z is the set of all integers. The set N is the set of non-negative inte-
gers, so N = {0, 1, 2, 3, . . . }. For an integer N , we denote [N ] as all integers
1, 2, . . . , N . For integers a and b we denote [a, b] as the set of all integers i such
that a ⩽ i ⩽ b. If B is a Boolean, then JBK = 1 if B is true and JBK = 0 if B is
false.

For a universe U and a set A ⊆ U , we define the down-closure to be

↓A := {X ⊆ U : X ⊆ A}.

Similarly, we define the up-closure as

↑A := {X ⊆ U : X ⊇ A}.

We regularly use weight functions in this dissertation. The weight function
w : U → W then indicates the weights of the input U ; often we assume that
we have non-negative integer weights, i.e. W = N. It is extended to sets
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X ⊆ U by defining w(X) :=
∑

x∈X w(x) and to set families F ⊆ 2[n] by defining
w(F) = {w(X) : X ∈ F}.

All the logarithms are base 2 unless stated otherwise, i.e. log = log2.

Big O notation

Big O notation is used to asymptotically bound functions, it also sometimes re-
ferred to as the Bachmann–Landau notation. These functions are frequently
used to indicate the worst case run time of algorithms. For a complete introduc-
tion into Big O notation, see for example the book by Cormen et al. [CLRS22].
For a given function g(n), we denote by O(g(n)) the set of functions

O(g(n)) :=

{
f(n) :

there exists positive constants c and n0 such that

0 ⩽ f(n) ⩽ cg(n) for all n ⩾ n0

}
.

So if the run time of an algorithm is O(g(n)), it indicates that the run time
is bounded by g(n) to within a constant factor (for large enough n). Note that
constants are of order O(1) and any polynomial in n is of order nO(1). We will
sometimes also denote nO(1) as poly(n).

We denote Ω(g(n)) as the set of functions

Ω(g(n)) :=

{
f(n) :

there exists positive constants c and n0 such that

0 ⩽ cg(n) ⩽ f(n)) for all n ⩾ n0

}
.

So where O(·) gives some asymptotic upper bound, Ω(·) gives an asymptotic
lower bound. If a function f(n) is both O(g(n)) and Ω(g(n)) for some function
g(n), then we say that f(n) is Θ(g(n)). More formally, we denote Θ(g(n)) as
the set of functions

Θ(g(n)) :=

{
f(n) :

there exists positive constants c1, c2 and n0

such that c1g(n) ⩽ f(n) ⩽ c2g(n) for all n ⩾ n0

}
.

Many times when we exclude the existence of algorithms with certain run
times we use o-notation (called ‘little o’). If a function is o(g(n)), then the
function g(n) is a ‘too large’ upper bound for it. Formally, the set o(g(n)) is the
set of functions

o(g(n)) :=

{
f(n) :

for any constant c > 0 there exists a constant

n0 such that 0 ⩽ f(n) < cg(n) for all n ⩾ n0

}
.
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As a consequence,

lim
n→∞

f(n)

g(n)
= 0.

Two more variants of Big O notation are used in this dissertation. The first
is the Õ notation to hide logarithmic factors of the input. The other is the O⋆

notation to hide polynomial factors of the input. This definition is used for
example when we want to describe an algorithm that runs in 2n · poly(n) time,
we can instead say it runs in O⋆(2n) time.

Run times of algorithms can depend on multiple variables, such as in param-
eterized complexity. Big O notation can easily be extended for functions defined
for multiple variables. For example, for a given function g : Rn → R, we denote
by O(g(x)) the set of functions

O(g(x)) :=

{
f(x) :

there exists positive constants c and M such that

0 ⩽ f(x) ⩽ cg(x) for all x with ∥x∥∞ ⩾ M

}
.

2.2 Graph Terminology

This section covers all standard graph-related concepts used in this dissertation.
For a complete overview see a textbook on graph theory, see for example the
textbook by Bondy and Murty [BM76].

A graph is a pair G = (V,E) of vertices V and edges E that are pairs of
vertices. Unless stated otherwise, a graph is undirected, meaning that an edge
{v, w} is equal to the edge {w, v}. For a set of vertices X ⊆ V , the graph
G induced on X (denoted as G[X]) is the graph G′ = (X,E′) where E′ =
{{v, w} ∈ E : v, w ∈ X}.

Well-known objects defined on graphs

Given a graph G = (V,E), a walk a is sequence of edges of G such that every
consecutive pair from the sequence has a vertex in common. If all the vertices
in this sequence are pairwise distinct, it is called a path. A walk that starts and
ends in the same vertex is called a tour. A path that starts and ends in the same
vertex is called a cycle. A path that visits all vertices of G is called a Hamiltonian
path. A cycle that visits all vertices of G is called a Hamiltonian cycle. A graph is
Hamiltonian if it contains a Hamiltonian cycle. An Euler tour is a tour that visits
all the edges exactly once. A graph is Eulerian if it contains an Euler tour.
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A graph is called connected, if for every pair of vertices v and w there is a
path from v to w in the graph. A connected component is a maximal subgraph
that is connected. For a graph G, we denote the number of connected compo-
nents of G by cc(G). For a vertex v ∈ V , by deg(v) we mean the degree of v,
that is the number of edges incident to v.

Depending on the application, we will slightly abuse notation and sometimes
define paths, cycles and tours according to the sequence of vertices that are
joined (instead of the sequence of edges).

A matching is a subset M of the edges such that each vertex is incident to
at most one edge from M . A perfect matching M is a matching such that each
vertex is incident to exactly 1 edge from M .

A graph H is a minor of the graph G if H can be obtained from G by delet-
ing vertices, deleting edges and contracting edges. Contracting an edge means
removing an edge and merging its two endpoints into a new vertex.

Graph classes

A tree is a connected graph without cycles. Equivalently, a tree on n vertices is
a connected graph with n− 1 edges. A forest is a graph without cycles. In other
words, a forest is a collection of trees.

A planar graph is a graph that can be embedded in the plane, meaning that
one can draw it in the plane without the edges intersecting, except for at their
endpoints. Given a graph H, the class of H-minor free graphs is the set of all
graphs that do not contain H as a minor.

A multigraph is a graph for which is it allowed that multiple edges can exist
between each pair of vertices.

A graph G = (V,A) is called a directed graph when its edges in A, often
called arcs, are directed. We denote arcs from v to w as an ordered set (v, w).
Therefore, (v, w) ̸= (w, v).

A directed graph is strongly connected if for every v, w ∈ V there is a path
from v to w and a path from w to v. A directed graph is weakly connected if its
underlying undirected graph is connected.

Directed Acyclic Graphs (DAGs). A directed acyclic graph is a directed
graph with no directed cycles. It is well-known that a graph is a DAG if and
only if it can be topologically ordered. In other words, we can describe a partial
order ≺ as a DAG and vice versa. One can arrive at the transitive closure of a
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DAG by adding an arc from u to v if there is a directed path from u to v in the
DAG (and the arc (u, v) was not yet in the set of arcs).

Often when we consider a DAG G, we abuse notation and consider the par-
tial order ≺ related to G. A chain of G is a set of vertices that are pairwise
comparable, i.e. it is a directed path in G. An antichain of G is a set of vertices
that are pairwise incomparable, i.e. there are no edges between these vertices
in the transitive closure. The height of a DAG G, denoted at h(G) is the maxi-
mum size of a chain in in G. Depending on the particular definition used, the
length of a chain is measured in the number of edges or vertices of the chain.

2.3 Three-field Notation for Scheduling Problems

Recall that a scheduling problem asks to assign jobs to time intervals of ma-
chines. Each job takes a predefined time to be processed, called its processing
time. Throughout this dissertation we denote scheduling problems using the
three-field notation by Graham et al. [GLLRK79]. Problems are classified by pa-
rameters α |β | γ. The combination of these three identify exactly the schedul-
ing problem. In this section we will introduce all notations used for scheduling
problems in this dissertation.

The machine environment, α.

We consider the following machines environments: α ∈ {1, P,Q,R}. Common
to these environments is that each machine can process at most one jobs at a
time. These environments can further be described as follows:

• 1, indicating that there is only one machine.

• P , indicating identical machines, so the processing time of a job does not
depend on the machine.

• Q, indicating related machines, meaning that each machine i has a speed
si, each job has a length ℓj , and the time it takes to process a job j on
machine i is ℓj/si.

• R, indicating unrelated machines. This means that the processing time of
a jobs depends both on the machine and the job.

Furthermore, we let α = Pm to denote that there are m parallel identical ma-
chines, and m is then seen as a constant for the problem. This is in contrast
to α = P , where the number of identical machines is part of the input of the
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problem. In a similar way we let α = Qm and α = Rm to denote that there are
m parallel related machines and m parallel unrelated machines respectively.

The job characteristics, β.

The β field describes the characteristics of the set of jobs J . The jobs can have
a combination of characteristics, so β can be a combination of a number things.
The most often used possibilities are explained here.

• prec, where additionally we are given a partial order ≺ on the jobs and
if j ≺ j′ (where j, j′ ∈ J ), then j′ can only start processing after j′ has
finished.

• rj , where every job in J is given a release date rj and it can only start
processing after or on rj .

• dj , where every job in J is given a deadline. Jobs should be finished
before their deadline.

• dj , where every job in J is given a due date dj . Jobs should in principle
be finished before their due date, but may be finished later at the cost of a
penalty (often denoted in the objective value). Some optimization criteria
imply the existence of due dates (such as

∑
j Uj), and dj will then not be

denoted in the β field.

• pj = 1, describing that all processing times are 1.

When only a specific type of precedence constraints are allowed, this can
also be indicated in the β field. For example, chains in the β field describes that
precedence constraints are present and that the given precedence graph is a set
of chains.

The optimization criteria, γ.

The γ field concerns the optimization criteria. A schedule determines the com-
pletion time for every job j ∈ J , denoted with Cj . With that, it also determines
whether a job is tardy:

Uj =

{
1, if Cj > dj ,

1, if Cj ⩽ dj .

In this dissertation, the following optimization criteria are used:
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• Cmax, often called makespan minimization, where we minimize the max-
imum completion time of any job. In other words, we want the schedule
to be done as soon as possible.

•
∑

Cj , where we minimize the total completion time.

•
∑

Uj , where we minimize the number of late jobs.

In Chapter 6 we introduce a new entry for the γ field. We let k−sched
indicate that we only need to process at least k jobs, instead of the usual n jobs.
This optimization criterion will be combined with Cmax, indicating that we look
for a schedule minimizing the makespan that processes at least k jobs.





CHAPTER 3

Parameterized and Fine-grained
Complexity Theory

This Chapter will introduce formal definitions from complexity theory and dis-
cuss its implications. In Section 3.1 we will shortly discuss general complexity
theory for decisions problem. Section 3.2 introduces the concepts related to
parameterized complexity. Finally, in Section 3.4 we discuss the (Strong) Expo-
nential Time Hypothesis and lower bounds based on it.

The definitions in this chapter are mainly based on the textbook by Sipser
[Sip13] and the textbook by Cygan et al. [CFK+15].

3.1 Classic Complexity Theory

In this section, we introduce definitions from classical complexity theory. In
Subsection 3.1.1 we formally define decision problems. Subsection 3.1.2 in-
troduces the complexity classes P and NP and in Subsection 3.1.3 we discuss
reductions and their use in proving problems to be NP-complete. Finally in Sub-
section 3.1.4, other complexity classes and optimization problems are briefly
mentioned.

3.1.1 Decision Problems

In complexity theory, we restrict ourselves to decision problems, or in other
words problems that ask yes/no questions. Hence, a problem is often: given
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this input, does this exist or is this true? Take for example the definition of the
HAMILTONIAN CYCLE problem:

HAMILTONIAN CYCLE

Input: An undirected graph G.

Question: Does G contain a Hamiltonian cycle?

Decision problems can be described in a formal way using the notion of
languages. A language L over an alphabet Σ is a subset of all the possible
words in the language (also denoted as Σ∗). For example, take language L over
alphabet Σ = {a, b, c} where

L = {I : every σ ∈ Σ appears the same number of times in I}.

Then abacccabb ∈ L, but aab ̸∈ L. We use languages to formally define
decision problems.

Definition 3.1. A decision problem is a language L ⊆ Σ∗, where Σ is a fixed,
finite alphabet. For an instance x ∈ Σ∗ if x ∈ L, then we call x a yes-instance.
Else, we call x a no-instance.

This way we can define the following language for graphs with Hamiltonian
cycles:

LHC = {w ∈ Σ∗ : w describes a graph G and G contains a Hamiltonian cycle}

Recall that a Hamiltonian cycle is a cycle such that all vertices are visited exactly
once. The decision problem of whether G contains a Hamiltonian cycle can then
be reduced to asking whether w ∈ LHC , where w describes G.

3.1.2 The Complexity Classes P and NP

When we talk about the complexity of a problem, we often examine whether a
problem can be solved within a certain run time. In the case of the complexity
class P, we distinguish whether a problem can be solved within poly(n) time,
where n denotes the size of the input.

Definition 3.2. The complexity class P contains all decision problem that can be
solved using an algorithm that runs within poly(n) time.
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Note that with ‘time’ we actually refer to the number of operations an al-
gorithm does in the worst case, i.e. for any input of length n. Often the RAM
model is used, where basic arithmetic operations such as addition and multipli-
cation of two numbers takes O(1) time. The ‘P’ stands for polynomial time.

Complexity Class NP. Another complexity class of interest is NP. The ‘N’
in NP stands for nondeterministic. This comes from the more formal definition
using Turing Machines (see for example [Sip13]).

For this dissertation, it suffices to use the equivalent definition using veri-
fiers. Given a decision problem A, a verifier is an algorithm that given an in-
stance I of A and a witness w, the verifier returns ‘yes’ if I is a ‘yes’-instance
(using the witness w to prove this) or returns ‘no’ otherwise.

Definition 3.3. The complexity class NP contains all decision problems that have
a verifier that runs in polynomial time, measured in the length of the instance.

Such a witness is sometimes called a certificate. Take for example HAMIL-
TONIAN CYCLE. A certificate would be a permutation of the vertices that would
give a Hamiltonian cycle. Clearly, the certificate itself (the permutation) is of
polynomial size, and to check it describes a Hamiltonian cycle takes polynomial
time: check whether the desired edges of the graph exist. Therefore, if some-
one would give you this certificate, you can check in polynomial time that this
is indeed a yes-instance.

Note that any problem in P is also in NP: any polynomial-time algorithm
solving a problem is also a verifier for that problem; one can then just ignore
the witness. Therefore P ⊆ NP. However, the converse is probably not true;
it is generally believed that P ̸= NP. In other words, we believe that there are
some problems in NP that cannot be solved with a polynomial-time algorithm.

3.1.3 Reductions and NP-complete Problems

While it remains unsettled whether P = NP, we can prove that some decision
problems are the hardest in the class NP. We do this with the help of reductions.
Simply said, a reduction is a way to write one decision problem A as another
decision problem B such that if we can solve B efficiently, we can also solve A
efficiently. Therefore, if we believe A to be hard in some sense, this hardness
can carry over to problem B. In particular, we are interested in polynomial-time
reductions.
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Definition 3.4 (Polynomial-Time Reduction). Let A, B ⊆ Σ∗ two decision prob-
lems. A polynomial-time reduction from A to B is an algorithm that, given an
instance xA of A, outputs an instance xB of B such that

1. xA is a yes-instance of A if and only if xB is a yes-instance of B, and

2. the run time is |xA|O(1).

Theorem 3.5. Let A, B ⊆ Σ∗ be two decision problems. If there is a polynomial-
time reduction from A to B and B ∈ P, then A ∈ P.

For the proof, see for example [Sip13, Theorem 7.31]. Consequently, we can
also use reductions to prove a problem is not in P, assuming P ̸= NP.

Corollary 3.6. Let A, B ⊆ Σ∗ be two decision problems. If there is a polynomial-
time reduction from A to B and A ̸∈ P, then B ̸∈ P.

An important characteristic of polynomial-time reductions is that they are
transitive; i.e. if there is a polynomial-time reduction from A to B and from B
to C, then that directly gives a polynomial-time reduction from A to C.

NP-hardness and NP-completeness. Now that we have defined reduc-
tions, we show how to use reduction to prove that a problem is not in P assum-
ing P ̸= NP. For this, we need the definition of NP-hardness.

Definition 3.7 (NP-hard problem). A decision problem A is NP-hard if, for every
decision problem B ∈ NP, B is polynomially reducible to A.

In other words, a problem is NP-hard if a polynomial-time algorithm for it
would imply a polynomial-time algorithm for all problems in NP. Therefore,
having a polynomial-time algorithm for such a problem would contradict the
conjecture P ̸= NP.

So to prove a decision problem A to be NP-hard, we need to give a reduction
from every problem in NP to A. The Cook-Levin Theorem gives a proof that the
problem SATISFIABILITY is NP-hard, using the equivalence between determinis-
tic Turing Machines and algorithms. Since reductions are transitive, this means
that only a reduction from SATISFIABILITY (or any other NP-hard problem) is
needed to prove a problem to be NP-hard.
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NP-hard problems can be seen as problems that at least as hard as any prob-
lem in NP. Note that NP-hard problems are not necessarily in NP. We call
problems that are both in NP and NP-hard NP-complete.

Definition 3.8 (NP-complete problem). A decision problem is NP-complete if it
is NP-hard and in NP.

One could view NP-complete problems as the hardest problems within the
complexity class NP. See Figure 3.1 for a schematic overview of the introduced
definitions. In this dissertation one can find many NP-complete problems, in-
cluding BIN PACKING and HAMILTONIAN CYCLE.

P

NPcoNP
NP-complete problemscoNP-complete problems

NPI

Figure 3.1: Schematic overview of the complexity classes P, NP, coNP and NPI.

3.1.4 Other Complexity Classes

There are many complexity classes next to P and NP. A nice overview of the
plethora of complexity classes can be found at [Com]. Here we will outline two
notable complexity classes.

NPI. It is noteworthy to mention that most probably there exist problems
in NP that are not in P, nor NP-complete. This class of problems is called NP-
intermediate (or NPI). Ladner [Lad75] shows that NPI is not empty if and only
if P ̸= NP. There is list of problem that might be NP-intermediate, including
the problems of factoring integers and GRAPH ISOMORPHISM.

coNP. A language A is in NP if and only if its complement (A) is in coNP.
In other words, coNP is the complexity class that contains all decision problems
for which the no-instances can be verified in polynomial time.
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Optimization Problems. Decision problems are closely related to prob-
lems from combinatorial optimization. In the combinatorial optimization con-
text, we often ask for a smallest, largest, cheapest or, in other words, best
solution. An example of this is the optimization variant of the TRAVELLING

SALESMAN PROBLEM (TSP), where given G = (V,E) and some cost function
cost : E → N, we are asked to find a Hamiltonian cycle in G of minimum cost
(if one exists). Note that this question is not a yes/no question and so it is not a
decision problem. Most optimization problems can be transformed into a deci-
sion problem, by asking whether a certain value can be achieved. For example,
for TSP we can study the decision variant of it:

TRAVELLING SALESMAN PROBLEM (TSP)
Input: An undirected graph G = (V,E), a cost function on the edges
cost : E → N, and an integer ℓ ∈ N.

Question: Does G have a Hamiltonian cycle in G with cost at most ℓ?

If we know how to solve the optimization problem of TSP, we can directly
also solve the decision problem: solve the optimization problem to find the min-
imum and compare that to ℓ. It is also possible to solve the optimization problem
by solving the decision problem repeatedly, using binary search. For TSP, this
works as follows. In binary search, we ask the decision version whether there
is a solution of cost at most ℓ. If the answer is yes, we ask whether there is
a solution of cost at most ℓ/2. If the answer is no, we ask whether there is a
solution of cost at most ℓ + ℓ/2. This way, we find the optimal value ℓ∗ within
log(ℓ) queries. For this to work, we need the maximal value of ℓ which can
very often be found by some upper bound on ℓ∗. In the case of TSP, we can
take for example ℓ = n · maxuv∈E cost(u, v). Therefore, it only takes a factor
O(log(n ·maxuv∈E cost(u, v))) extra time to solve the optimization problem.

In scheduling problems, we often ask to minimize some property of the
schedule; often this is the makespan or the total completion time. Since this
dissertation focuses on decision problems, we always assume that we talk about
the decision variant of these problem. In the case of makespan scheduling, this
means that we ask the question: “Is there a schedule with makespan at most ℓ”
for some value ℓ that is input for the problem.
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3.2 Parameterized Complexity

In this section, we introduce the definitions and concepts related to parameter-
ized complexity. First, we give a formal definition of parameterized problems.
Next, we discuss the parameterized complexity classes FPT, W[1] and XP. We
end with a brief discussion of the most popular parameters used in graph and
scheduling problems.

3.2.1 Parameterized Problems

First, we need to formally define what we mean when talking about parameter-
ized problems.

Definition 3.9 (Parameterized Problem). A parameterized problem is a lan-
guage L ⊆ Σ∗ × N, where Σ is a fixed, finite alphabet. For an instance (x, k) ∈
Σ∗ × N, k is called the parameter.

The size of an instance (I, k) of a parameterized problem is defined as |I|+k.
Note that the integer k is therefore encoded in unary. The run times of algo-
rithm for parameterized algorithms may depend additionally on the parameter
k. Hopefully, this leads to faster algorithms.

This parameter k can be many things: it can be the maximum degree of the
input graph, the number of machines in a scheduling problem or the maximum
processing time of jobs in a scheduling problem. A good parameter is a measure
for the hardness of the problem in some sense; if the parameter is small, the
instances should be (relatively) easy. We will elaborate more about possible
parameters in Subsection 3.2.3. For now, we will mostly use as parameter a
very natural parameter: the solution size. For example, take the VERTEX COVER

problem parameterized by the solution size. Recall that a vertex cover is a set
of vertices such that all edges are incident to at least one vertex from the vertex
cover.

VERTEX COVER

Input: Graph G = (V,E), k

Parameter: k
Question: Is there a set X ⊆ V , |X| = k such that X is a vertex cover of
G?
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In Chapter 1, we mentioned that parameterizing VERTEX COVER by the solu-
tion size leads to a speed-up. A brute force algorithm that works for all possible
instances enumerates all possible subsets of the vertices and checks whether
one is a vertex cover. So, this would run in O⋆(2n) time. However, if we know
that we are looking for a vertex cover of size k, we can just try the subsets of
size k, resulting in an algorithm that runs within O⋆(nk) time. For small k, this
speeds up the run time compared to theO⋆(2n) algorithm. In the following sub-
sections, we define parameterized complexity classes, that will categorize what
types of run time are possible for a given parameterized problem.

3.2.2 The complexity classes FPT, W[1] and XP

In this subsection, we will introduce the complexity classes FPT, W[1] and XP.
We also discuss parameterized reductions and their use in parameterized com-
plexity.

Fixed-parameter Tractable problems (FPT)

Our goal is to find a parameters that can make the problem polynomial-time
solvable in n (but not in k).

Definition 3.10. A parameterized problem with parameter k is fixed-parameter
tractable (and in the complexity class FPT) if there exists an algorithm with run
time f(k) · nO(1), where n is the size of the input of the instance and f(·) is some
computable function.

We call an algorithm running in f(k)nO(1) time a fixed-parameter tractable
algorithm, or an algorithm running in FPT time. Since the run time of a fixed-
parameter tractable algorithm has two terms, one depending on the input size
n and one depending on the parameter k, it is not directly clear what a ‘faster’
algorithm means. One could try to minimize the dependency on n or the de-
pendency on k, but these may not lead to the same results. Most research in
fixed-parameter tractability chooses to optimize only one of these objectives.
When focusing on minimizing the dependency on the parameter, the notation
O⋆(·) comes in handy, as it suppresses factors that are polynomial in the input.
This means that we can quickly describe the dependency on k of an algorithm:
an O⋆(f(k)) time algorithm runs in f(k) · nO(1) time.

The problem VERTEX COVER, where we search for a set of vertices such that
all edges are adjacent to at least one selected vertex, is in FPT when parame-
terized by the size of the vertex cover: such a vertex cover can be found in time
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O⋆(2k) where k is the requested size of the vertex cover. Hence, a vertex cover
of a small size can be found relatively fast.

The complexity class W[1].

There are parameterized problems for which inclusion in FPT is unlikely, such as
k-CLIQUE. Recall that a clique is a set of vertices that are all pairwise connected
by an edge in the graph.

k-CLIQUE

Input: Graph G = (V,E), k

Parameter: k

Question: Is there a set X ⊆ V , |X| = k such that X is a clique?

We can give evidence that k-CLIQUE is not in FPT in a way that is similar to
proving a NP-complete problem not to be in P. For this, we need some param-
eterized variants of reductions and NP-hardness. We will use the complexity
class W[1], for the formal definition of this class we refer the reader to the book
by Cygan et al. [CFK+15]. For the purpose of this dissertation, it is sufficient
to know that FPT ⊆ W[1] and it is conjectured that FPT ̸= W[1], i.e. there are
some parameterized problems in W[1] that are not in FPT.

Hence, if we believe FPT ̸= W[1], we can prove that W[1]-hard problem are
not in FPT. However, we need a different type of reduction for this.

Definition 3.11 (Parameterized Reduction). Let A, B ⊆ Σ∗ × N be two param-
eterized problems. A parameterized reduction from A to B is an algorithm that,
given an instance (xA, kA) of A, outputs an instance (xB , kB) of B such that

1. (xA, kA) is a yes-instance of A if and only if (xB , kB) is a yes-instance of B,

2. kB ⩽ g(kA) for some computable function g(·), and

3. the run time is f(kA) · |xA|O(1) for some computable function f .

Similar as with polynomial reductions, these are defined such that if there is
a parameterized reduction from A to B and B is in FPT, then A is in FPT.

Corollary 3.12. Let A, B ⊆ Σ∗ ×N be two decision problems. If there is a param-
eterized reduction from A to B and A ̸∈ FPT, then B ̸∈ FPT.
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Parameterized reductions are also transitive. As before, we can show a prob-
lem to be W[1]-hard using reductions, however in this case we need to use pa-
rameterized reductions. Hence, the following theorem shows that k-CLIQUE is
not in FPT assuming FPT ̸= W[1].

Theorem 3.13 ([DF95]). k-CLIQUE is W[1]-hard.

Slice-wise Polynomial Problems (XP).

If the existence of a fixed-parameter tractable algorithm is excluded (assuming
FPT ̸= W[1]), a follow-up question could be whether the problem is slice-wise
polynomial.

Definition 3.14. A parameterized problem with parameter k is slice-wise poly-
nomial (and in the complexity class XP) if there exists an algorithm with run time
f(k) · ng(k), where n is the size of the input of the instance and f(·) and g(·) some
computable functions.

If a problem is in XP, then it is in P whenever the parameter is fixed as
a constant: this is because f(k) and g(k) are then constants. For instance, k-
CLIQUE is in XP: one can iterate over all subsets of size k (a total of nk) and
check for each subset whether it is a clique in polynomial time. Finding a clique
of size 5 for example can be done in time O(n5), and is therefore polynomially
time solvable (and therefore in P).

Note that any parameterized problem in FPT is in XP, i.e. FPT ⊆ XP. It is
conjectured that also these two complexity classes are not the same.

When a parameterized problem is NP-hard for a constant k, it implies that
the problem is likely not in XP. An example of this could be BIN PACKING param-
eterized by the number of bins. When there are only two bins, this problem is
also known as SUBSET SUM, which is NP-complete. If BIN PACKING parameter-
ized by the number of bins would be in XP, then there would be a polynomial-
time algorithm for SUBSET SUM, which cannot exist assuming P ̸= NP.

3.2.3 Parameters

Until now, we mostly studied the solution size as a parameter. Often there is
a plethora of parameters to choose from when parameterizing a problem. For
example for graph problems, one could always choose the maximum degree of
the input graph G as the parameter. So, for the same decision problem there
are different parameterized versions of it, each possibly having a different pa-
rameterized complexity.
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A good parameter has two properties. The first is that the parameter makes
sense from the application point of view. For example, in scheduling the pa-
rameter “number of machines” makes sense: often there are a lot of jobs to
be scheduled on only a few machines. Also the maximum degree can make
sense in some applications: the graphs describing layouts of warehouses may
look like grids, and so the degrees of these graphs are bounded. The second
property is that the parameterization should actually improve the run time of
the algorithm if the parameter is small. Preferably, parameterization leads to
a problem in FPT, but when the parameter is typically very small in practice,
slice-wise polynomial algorithm would also be considered important.

One can also create a new parameter by combining parameters. Suppose
there are two parameters k and ℓ. One can then also take k + ℓ as parameter.
This type of parameter can be considered when both parameter separately don’t
give the required run time, but combining them does. These types of parameters
are also studied when a given parameterized reduction gives a W[1]-hardness
result for both parameters combined: this is stronger than just concluding that
both parameters separately give W[1]-hardness.

We will now briefly discuss some parameters that are typically used to mea-
sure how complex input instances of graph or scheduling problems are. These
also include all the parameters that are also used in this dissertation.

Graph Parameters

We first discuss graph parameters. There are many different graph parameters
that are considered in literature. Most parameters induce or forbid some type of
structure on the graph, which can (hopefully) be exploited using an algorithm.
A document by Sorge and Waller [SW] contains a nice overview of a large
number of these parameters and a Hasse diagram visualizing the connection
between parameters. It was inspired by the work of Jansen [Jan13].

Vertex Cover. A first parameter to consider is the size of a minimum ver-
tex cover of the problem. This gives a really nice structure as all the vertices
of a graph outside the vertex cover form an independent set, i.e. there are no
edges between these non-vertex cover vertices. Therefore, this parameteriza-
tion often leads to fixed-parameter tractable algorithms; one can go over all
possibilities for the vertex cover and then check for the other vertices whether
the desired object exists this way. Indeed, because there are no edges between
these vertices, these choices can often be made independently of each other.
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However, there is one big down side when parameterizing a problem by
the size of its minimum vertex cover: this parameter is often very large. It is
therefore often considered not to be a ‘strong’ parameter, as many applications
consider graphs that have a relatively large vertex cover.

Pathwidth. The pathwidth of a graph tells us how much the shape of the
graph ‘looks like a path’; the smaller its pathwidth, the closer it resembles a path
in some sense. To formally define the pathwidth we first need to introduce the
concept of a path decomposition.

Definition 3.15 (Path decomposition). A path decomposition of a graph G =
(V,E) is a sequence B = (B1, B2, . . . , Br) bags, where Bi ⊆ V for each i ∈ [r],
such that the following conditions hold:

•
⋃

i∈[r] Bi = V , so each vertex of G appears in at least one bag.

• For every {u, v} ∈ E, there exists an i ∈ [r] such that u, v ∈ Bi, i.e. for every
edge there is a bag that contains both endpoints.

• For every v ∈ V , if v ∈ Xi and v ∈ Xk for some i < k, then v ∈ Xj for every
j such that i ⩽ j ⩽ k. In other words, the indices of the bags containing v
form an interval in [r].
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Figure 3.2: Example of a graph and a path decomposition for it on the right. The path-
width of this graph is 3.

See Figure 3.2 for an example of a graph and a path decomposition for it.
The width of a path decomposition (B1, . . . , Br) is maxi∈[r] |Bi| − 1. Note that a
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graph G = (V,E) always has a path-decomposition: one can just take B = {B1}
and B1 = V . However, the width of this path decomposition is large, namely
|V | − 1. We prefer path decompositions with smaller widths.

Definition 3.16 (Pathwidth). The pathwidth pw(G) of a graph G is the minimum
width of any path decomposition of it.

We subtract 1 from the size of the bags to ensure that a path has pathwidth
1: one can take a path decomposition where each edge has its own bag.

An interesting feature of a path decomposition is that the vertices of a bag Bi

separate the vertices whose last appearance is before Bi and those whose first
appearance is after Bi. Studying a graph consisting of different connected com-
ponents has a big advantage; often problems can be solved on each component
separately and then combined. This is another way to design an algorithm on
path decompositions: take some bag Bi in the middle of the sequence. Choose
(or ‘guess’) what happens in Bi. Then solve the problem on the two remaining
connected components of G[V \Bi].

We often assume that an algorithm is given a path decomposition as input
when the pathwidth is the parameter. Finding a path decomposition of a certain
width is an interesting question on itself with an active line of research (see e.g.
[Bod12, Bod96, SV09, GJNW21]), but will not be discussed in this dissertation.

Treewidth. Treewidth is in many ways related to pathwidth. The smaller
the treewidth of the graph, the more it looks like a tree in some sense. To
measure the treewidth of a graph, we use tree decompositions. This definition
is a generalization to path decompositions: any path decomposition is a tree
decomposition.

Definition 3.17 (Tree decomposition). A tree decomposition of a graph G =
(V,E) is a pair T = (T, {Bt}t∈V (T )), where T is a tree whose every node t corre-
sponds to a bag Bt ⊆ V , such that the following conditions hold:

• ∪t∈V (T )Bt = V , so each vertex of G appears in at least one bag.

• For every {u, v} ∈ E, there exists an t ∈ V (T ) such that u, v ∈ Bi, i.e. for
every edge there is a bag that contains both endpoints.

• For every v ∈ V , the set Tv = {t ∈ V (T ) : v ∈ Bt} induces a subtree of T .
In other words, the bags containing v form a subtree in T .



40 Parameterized and Fine-grained Complexity Theory

A

C

B D

E

F G

H

K L

M

ABC

BCD

CDE

EF

FGH

EK

KLM

Figure 3.3: Example of a graph and a tree decomposition for it on the right. The
treewidth of this graph is 2.

See Figure 3.3 for an example of a graph and a tree decomposition for it.
Like with path decompositions, the width of a tree decomposition is equal to∑

t∈V (T ) |Bt| − 1. We refer to the vertices in T as nodes to emphasize the differ-
ence between T and G.

Definition 3.18 (Treewidth). The treewidth tw(G) of a graph G is the minimum
width of any tree decomposition of it.

Note that any tree has treewidth 1. Like with pathwidth, one can design
algorithms that use that any bag is a separator of the graph. Since any path
decomposition is a tree decomposition, we get tw(G) ⩽ pw(G) for any graph G.

Similar to pathwidth, we often assume that a tree decomposition is given as
input for a problem parameterized by the treewidth. We will not discuss how to
retrieve a good tree decomposition in this dissertation, but it is an active line of
research (see e.g. [Bod96, Bod12, BDD+16, FLS+18, Kor22]) that is interesting
on itself.

Treedepth. The treedepth is another parameter measuring how much the
graph looks like a tree, but in a very different way compared to treewidth. We
will again use another graph T to represent our graph G, however now there
will be a one-to-one relation between the nodes of T and the vertices of G. To
formally define treedepth, we first need to define elimination forests.

A rooted forest T is a directed acyclic graph where every vertex has outdegree
at most 1. A vertex with outdegree 0 in T is called a root. When a vertex u is
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reachable from a vertex v by a directed path in T , then u is a ancestor (or
predecessor) of v and v is a descendant (or successor) of u. The depth of a rooted
forest T is the size of the longest directed path in T , counting the number of
vertices.

Definition 3.19 (Elimination Forest). For a graph G = (V,E), an elimination
forest is a rooted forest T = (V,A) on the same set of vertices, such that if {u, v} ∈
E then either u is a ancestor of v or v is an ancestor of u.

See Figure 3.4 for an example of a graph and a elimination forest for it. The
depth of an elimination forest T of G is the depth of T . Note that for any graph
G = (V,E), there is always an elimination forest of depth |V |: take any path
on all the vertices of G. As with treewidth and pathwidth, we are looking for
elimination forests with small depth.

Definition 3.20 (Treedepth). For a graph G = (V,E), the treedepth is the mini-
mum possible depth of an elimination forest of G.
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Figure 3.4: Example of a graph and an elimination forest for it on the right. The
treedepth of this graph is 4.

In contrast to treewdith, the treedepth of a tree is not 1. Even the treedepth
of a path on n vertices is θ(log(n)).

The treedepth of a graph is a strict upper bound for the pathwidth. This is
because any elimination forest T of G of depth td can be turned into a path
decomposition of G of the same width. To do so, take an order of the leaves of
V (T ), denoted as v1, . . . , vℓ from a postorder traversal of T . Make a bag Bi for
each leaf vi, containing al the ancestors of v, including v. One can check that
this gives a path decomposition of G. The maximum size of a bag Bi is now
td(G), so the pathwidth of G is at most td(G)− 1.
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Let vc(G) denote the size of the smallest vertex cover of G. Then we can
bound the treedepth of a graph G by vc(G) + 1. Let C = {c1, . . . , cℓ} be the
smallest vertex cover of G, then take an elimination forest T for G as follows.
Let c1 be the only root of T and add the path c1, . . . , cℓ to T . Next, let all vertices
in V (G) \ C be the direct descendants of cℓ. Then T is an elimination forest of
G of depth |C|+ 1.

Combining this with tw(G) ⩽ pw(G) for all graph G, we get

tw(G) ⩽ pw(G) ⩽ td(G)− 1 ⩽ vc(G),

where vc(G) denotes the size of the smallest vertex cover of G. As one can see,
the size of the vertex cover of a graph is the largest parameter of this list.

Parameters in Scheduling

We will quickly describe the different parameters that are often used in schedul-
ing. Results from the field of parameterized complexity in scheduling will be
discussed in Section 3.3.

Number of machines. The first parameter in scheduling that is often con-
sidered is the number of machines. Often, the number of machines is a lot
smaller compared to the number of jobs, hence if a scheduling problem is fixed-
parameter tractable in the number of machines, this would be a useful result.
Recall that for some scheduling problems, the number of machines is already
predefined as a constant. In these cases, this parameter is therefore not of in-
terest.

The maximum processing time, pmax. We let pmax denote the maximum
time it takes for any job to be processed on a machine. This is a popular pa-
rameterization in scheduling, and can also be small in some applications where
there are many, but small jobs.

The number of different job types. There exist parameters that count the
number of different job types. Examples are the number of different process-
ing times, the number of different weights (in case of a weighted optimization
criterion) and number of different release times and due dates. In industry, it
could happen that there are many jobs that have the same attributes. Hence,
this parameterization could be useful in such contexts.
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Rejected/scheduled jobs. Some scheduling problems do not require to
schedule all jobs. The jobs that are not processed are called the rejected jobs.
Hence, this parameterization makes sense in situations where one can decide
to let a small number of jobs go unprocessed. Similarly, one can parameterize
such problems by the tasks that are actually scheduled.

Precedence graph properties. When a scheduling problem has prece-
dence constraints, the structure of the precedence graph can have a big impact
on the complexity of the problem. The first natural parameter of such graph is
the height, i.e. the length of the longest directed path in the precedence graph.
Another parameter is the width of the precedence graph, which is the size of the
largest antichain. A last parameter, that will be studied in Chapter 5, is the mini-
mum size of a vertex cover of the comparability graph. The comparability graph
is the graph with as vertices the jobs and an edge if two jobs are comparable
(i.e. u ≺ v or v ≺ u).

3.3 Parameterized Complexity of Scheduling Prob-
lems

In this section, we give a non-complete overview of results in parameterized
complexity for scheduling problems that are related to the problems in this
dissertation. In Subsection 3.3.1 we will discuss some parameterized complexity
results for P ||Cmax. Subsection 3.3.2 will focus on results for P |prec, pj =
1 |Cmax . We discuss some other noteworthy results in Subsection 3.3.3. We
refer the reader to a paper by Mnich and van Bevern [MvB18] for a recent
survey with 15 open questions in this field.

3.3.1 P ||Cmax

Already in 1998, Alon et al. [AAWY98] give an EPTAS for P ||Cmax. This means
that if Cmax is the smallest possible makespan for an instance, a schedule of
makespan at most (1 + ε)Cmax can be found in f(ε) · poly(n) time. If one
chooses ε < 1

Cmax
, this gives a fixed-parameter tractable algorithm for P ||Cmax

when parameterized by the makespan Cmax.
Mnich and Wiese [MW15] strengthen this by showing P ||Cmax is fixed-

parameter tractable in pmax, the largest processing time. This result is subse-
quently improved in several works [KK18, KKM20, FGM22], giving algorithms
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with better dependency on pmax. Knop and Koutecký [KK18] improve the run
time to depend singly exponentially on pmax with the help of n-fold integer pro-
gramming. In an n-fold integer program, the matrix has a special structure that
indicates that the problem can almost be split into smaller integer programs
that are similar. Knop et al. [KKM20] show how to solve combinatorial n-fold
IP faster and apply this to an ILP from [MW15]. With this result, they show that
the high multiplicity variant of P ||Cmax (denoted as P |HM(n,m) |Cmax using
notation from [BJ22]) is fixed-parameter tractable in pmax. Here, HM(n,m)
indicates that the number of machines (m) and the number of jobs (nj) with
processing time pj are given in binary.

High multiplicity scheduling is not new. McCormick et al. [MSS01] study
P |HM(n,m) |Cmax already in 1996, but with only two job lengths. They give
a polynomial time algorithm for it.

In a breakthrough result by Goemans and Rothvoß [GR20], they show that
Q |H(n,m) |Cmax is in XP when parameterized by p+m, where p denotes the
number of different processing times and m denotes the number of different ma-
chine speeds. So, P |H(n,m) |Cmax is in XP when parameterized by p as m = 1.
Both Mnich and van Bevern [MvB18] and Koutecký and Zink [KZ20] note that
the result by Goemans an Rothvoß directly implies that P |H(n,m) |Cmax pa-
rameterized by p is in FPT when the processing times are given in unary. Mnich
and van Bevern ask whether the problem is also in FPT when the processing
times are given in binary.

Open Question 1 ([MvB18]). Is P |H(n,m) |Cmax parameterized by p in FPT?

Koutecký and Zink [KZ20] take a first step in answering this question by
showing that P ||Cmax is in FPT when parameterized by p.

Bannach et al. [BBM+20] parameterize P ||Cmax by a different parameter:
the number k of small jobs, i.e. those that has length at most a third of the re-
quested makespan. They give two algorithms showing this, one is a randomized
algorithm running in O⋆(2k · k!), the other a deterministic algorithm running in
O⋆((k!)2 · 2k) time. Lassota et al. [LŁP22] improve on this result by giving a
randomized algorithm that solves P ||Cmax in O⋆(2k) time.

3.3.2 P | prec, pj = 1 |Cmax

We already mentioned the problem P |prec, pj = 1 |Cmax in the introduction.
Recall that the following is a big unanswered question in scheduling:

Open Question 2 ([GJ79]). Is P3 |prec, pj = 1 |Cmax solvable in polynomial
time?
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Actually, this question remains unanswered for any constant number of ma-
chines m ⩾ 3. We know that parameterizing P |prec, pj = 1 |Cmax by the num-
ber of machines and the width of the partial order is W[2]-hard by a result of
Bodlaender and Fellows [BF95]. We were recently able to strengthen this result.

Theorem 3.21 ([BGNS21]). P |prec, pj = 1 |Cmax is XNLP-complete when pa-
rameterized by the number of machines and the width of the partial order.

The complexity class XNLP was defined by Bodlaender et al. [BGNS21] and
includes all parameterized problems that can be solved in f(k) · poly(n) time
and f(k) · log(n) space, where n denotes the size of the input instance and k
the parameter. As a consequence, P |prec, pj = 1 |Cmax parameterized by the
number of machines and the partial order width is W[t]-hard for all t.

Despite a lack of major progress on answering Open Question 2, the problem
has been central in scheduling research. By now, here are quite some classes of
precedence graphs for which we know how to solve the problem efficiently,
even for unbounded number of machines. For example the instances for which
the precedence graph is a tree [Hu61], quasi interval orders [Mou99], over
interval order [CM05] or divide and conquer graphs [KRP09]) can all be solved
in polynomial time.

Fixing the machines as a constant can change the complexity when restrict-
ing to certain graph classes. For example, when the precendence graph is a col-
lection of in- and out- trees (i.e. an opposing forest), the problem on unbounded
number of machinesis NP-hard [GJTY83]. However, Pm | opposingforest, pj =
1|Cmax can be solved in polynomial time with an algorithm from Garey et
al. [GJTY83] or an algorithm by Dolev and Warmuth [DW85].

Similarly, the problem P |prec, pj = 1 |Cmax is NP-hard even for graphs of
bounded height h, where h measures the longest chain in the precedence graph.
However, Pm |prec, pj = 1|Cmax can be solved in nO(mh) time [DW84], i.e. the
problem is in XP when parameterized by the height. It remains unclear whether
this can be improved to a fixed-parameter tractable algorithm, even for m = 3.

Open Question 3. Is P3 |prec, pj = 1|Cmax fixed parameter tractable when pa-
rameterized by the height of the precedence graph?

If one is able to prove P3 |prec, pj = 1|Cmax to be W[1]-hard parameterized
by any parameter, this would directly answer Open Question 2, as already noted
by van Bevern et al. [BBB+16]. Mnich and van Bevern [MvB18] ask a similar
question, but for a different parameter.

Open Question 4 ([MvB18]). Is P3 |prec, pj = 1|Cmax fixed parameter tractable
when parameterized by the width of the precedence graph?
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The reader might have noticed that these result are mostly hardness re-
sults and slice-wise polynomial time algorithm (thereby giving a proof that the
parameterized problem is in XP). Fixed-parameter tractable results for this
problem are scarce. In Chapter 5, we show that P |prec, pj = 1 |Cmax is fixed-
parameter tractable when parameterized by the size of the vertex cover of the
comparability graph, which is the transitive closure of the precedence graph.

3.3.3 Other noteworthy results

In past past years, parameterized complexity in scheduling has gained more
attention. For example, Bessy and Giroudeau [BG19] study a problem called
SCHEDULING COUPLE TASKS. In this problem, a task consists of two jobs with
some fixed time between these two jobs. Other jobs can be processed between
these two jobs if the tasks they belong to are compatible. They show that this
problem is fixed-parameter tractable parameterized by the vertex cover size of
the compatability graph. Bodlaender and van der Wegen study the scheduling
of unit-length jobs with precedence constraints in the shape of chains. Each
edge in this precedence graph is given an integer that denotes the (exact or
minimum) delay between the two jobs. The parameters they consider are the
number of chains and the thickness of the chains. For each of the the variants
they study, they show either W[1]-hardness, W[2]-hardness or W[t]-hardness for
all t.

In multi-criteria scheduling there are multiple criteria that should be con-
sidered at the same time. For example, the partial scheduling problem studied
in Chapter 6 requires that at least k jobs are processed, while minimizing the
makespan. In its decision version we are therefore asking for a schedule with
two properties: having at least k jobs that are scheduling before a predeter-
mined time Cmax.

Similarly, Hermelin et al. [HPST19] study the scheduling problem on one
machine where jobs can be rejected at a job-depending rejection cost. The goal
is then to minimize the total completion time (i.e.

∑
j Cj) under the constraint

that the total rejection costs are at most R for a given R. They study the pa-
rameterized complexity of this problem from the point of multiple parameters:
|A| (the number of accepted/scheduled jobs), p (the number of different pro-
cessing times), e (the number of different rejection costs), pmax (the maximum
processing time) and emax (the maximum rejection cost). The problem is fixed-
parameter tractable in emax because of an algorithm by Shabtay et al. [SGY12].
Hermelin et al. show that the problem is W[1]-hard for parameter |A| and fixed-
parameter tractable for all other parameters.
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Hermelin et al. study in [HKS+19] a scheduling problem on a single ma-
chine with two agents operating on it. Each agent has a set of jobs it needs to
process and each agent has its own optimization criteria. The three criteria that
are studied are weighted total completion time (

∑
wjCj), weighted number of

tardy jobs (
∑

wjUj) and the weighted number of just-in-time jobs (
∑

wjEj ,
where Ej = 0 if and only if job j is finished exactly at its due date). The pa-
rameter they consider is the number of jobs that the second agent has. They
show fixed-parameter tractability for a handful of combinations of criteria and
W[1]-hardness for many others.

3.4 Lower Bounds: ETH and SETH

In this section, we state the Exponential Time Hypothesis (ETH), the Strong
Exponential Time Hypothesis (SETH) and show how one can use these to prove
conditional lower bounds for algorithms.

3.4.1 Exponential Time Hypothesis

Before we can start to explain the Exponential Time Hypothesis, we need to
define satisfiability problems. Let x1, . . . , xn be Boolean variables. A literal is
either a variable or a negation of a variable (denoted as ¬x). A clause is a
disjunction of literals. For example a clause C can be x1 ∨ ¬x2 ∨ x3. For C to
be true, either x1 is true, and/or x2 is false and/or x3 is false. A propositional
formula is in conjunction normal form (CNF) if it is a conjunction of clauses.

CNF-SAT
Input: A propositional formula ϕ in conjunction normal form of m clauses
on boolean variables x1, . . . , xn.

Question: Is there an assignment of x1, . . . , xn such that ϕ(x1, . . . , xn) is
true?

This problem was the first to be proven NP-complete. It plays a central role
in complexity theory: many reductions use CNF-SAT as the problem to reduce
from. This problem can be solved in O⋆(2n) time with a brute-force algorithm
going over all possible assignments and checking whether it results in a true
evaluation of formula ϕ. However, it seems that this brute-force algorithm may
be the best way to solve it; no improvements thus far are known.
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There is a special case of CNF-SAT, where the number of variables that can
appear in any clause is bounded by q. This problem is called q-SAT.

q-SAT
Input: A propositional formula ϕ in conjunction normal form of m clauses
on boolean variables x1, . . . , xn such that each clause contains at most q
literals.
Question: Is there an assignment of x1, . . . , xn such that ϕ(x1, . . . , xn) is
true?

This problem can be solved in O((2− εq)
n) time for some εq > 0 depending

on q. A simple algorithm is the following: take any clause and try all feasible
assignments (i.e. those that make the clause true). There are 2q possible assign-
ments, but one is not feasible! So we try 2q − 1 possible assignments, but we
now have a smaller instances with n− q variables, for which we will repeat this
strategy. So, this gives a run time of O((2q − 1)n/q) = O((2 − εq)

n) for some
εq > 0. There are faster algorithms than this, for example 3-SAT can be solved
in O(1.30704n) time [Her14]. However, no subexponential time algorithms for
3-SAT are known. This forms the base for the Exponential Time Hypothesis.

Exponential Time Hypothesis (ETH) ([IPZ01]). There is a δ > 0 such that
3-SAT cannot be solved in 2δn(n+m)O(1) time.

Roughly speaking, the ETH conjectures that no 2o(n) algorithm for 3-SAT
exists, where n is the number of variables of the instance. Assuming the ETH,
we can directly derive something stronger, thanks to a technical lemma, called
the Sparsification Lemma [CIP06].

Theorem 3.22 ([IPZ01]). Assuming ETH, there is a δ > 0 such that 3-SAT cannot
be solved in O⋆(2δ(n+m)) time.

In Subsection 3.4.3 we will explain what time of reductions are needed to
prove lower bounds based on ETH (and SETH).

3.4.2 Strong Exponential Time Hypothesis

Let us first focus on the Strong Exponential Time Hypothesis (SETH). As the
name indicates, this conjecture is stronger than the ETH and assuming it we
can exclude run times on an even finer scale. Like the ETH, the SETH is based
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on q-SAT. To define the SETH, we first need to formally extend the definition of
δ from ETH to all q-SAT problems:

δq = inf{δ : there is an algorithm solving q-SAT in O⋆(2δn) time}.

Strong Exponential Time Hypothesis (SETH) ([IPZ01]).

lim
q→∞

δq = 1.

Assuming SETH, we can directly exclude the existence of an algorithm solv-
ing CNF-SAT in O⋆((2− ε)n) time. SETH is frequently used to give conditional
lower bounds that are even more fine-grained than ETH. Many of these bounds
are tight, meaning that these algorithms are indeed the fastest possible in a
fine-grained sense.

3.4.3 Fine-grained reductions

As before, we will exclude the exist of certain algorithm with the help of reduc-
tions. In the case of more fine-grained reductions, the growth of the instance
becomes more important.

Lower bounds based on ETH. Let us focus on a polynomial-time reduc-
tion from problem A to problem B. Recall that for polynomial-time reductions,
we only require that the size nB of the instance of B is polynomial in nA, the size
of the instance of A. Say nB = g(nA). Then an O⋆(2o(f(nB))) time algorithm for
B would imply a O⋆(2o(f(g(nA)))) time algorithm for B. In other words, order of
the growth of the instance impacts the type of lower bound that we can derive
from it, assuming ETH.

Observation 3.23. If there is a polynomial-time reduction from 3-SAT to B such
that an instance of 3-SAT having n variables and m clauses is mapped to an
instance of B of size nB = g(n +m), then B cannot be solved in time 2o(g

−1(nB))

assuming ETH.

Hence, linear reductions are interesting in this line of research. For example,
there are linear reductions from 3-SAT to the following graph problems.

Theorem 3.24. For the following set of graph problems, there is no 2o(n+m) time
algorithm assuming ETH, where n and m denote the number of vertices and edges
of the input graph respectively:
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• HAMILTONIAN CYCLE

• VERTEX COVER

• DOMINATING SET

• 3-COLORING

Similarly, we can also use ETH to exclude run times for parameterized prob-
lems. For example, it there is a parameterized reduction from 3-SAT to a param-
eterized problem A with parameter k such that k = O(n + m), then A cannot
be solved in time O⋆(2o(k)) assuming ETH.

Lower bounds based on SETH. For lower bounds based on SETH, the
restrictions on this growth is even more fine-grained. For example, let us focus
again on a polynomial-time reduction from A to B, but now such that nB ⩽ 2nA.
If now A cannot be solved in O⋆((2− ε)nA) time for some ε > 0, then B cannot
be solved in O⋆((2− ε)nA/2) time, i.e. O⋆((

√
2− ε′)nB ) time for some ε′ > 0.

Observation 3.25. If there is a polynomial-time reduction from CNF-SAT to B
such that an instance of 3-SAT having n variables and m clauses is mapped to an
instance of B of size nB = n+m, then B cannot be solved in time (2− ε)nB time
for some ε > 0 assuming SETH.

The Strong Exponential Time Hypothesis can also be used to give even more
fine-grained conditional lower bounds for problems.

3.4.4 Relation of all these conjectures

Thus far, we have seen a couple of conjectures in complexity theory:

• SETH,

• ETH,

• FPT ̸= W[1], and

• P ̸= NP.

These conjectures are listed from strongest to weakest, let us briefly explain
what we mean with that.

Let us assume that someone is actually able to give a polynomial-time algo-
rithm for all problems in the complexity class NP. As a consequence, we have
wrongly assumed that P ̸= NP. This would imply that the NP-complete problem
CLIQUE can be solved in polynomial time. Therefore, the parameterized version
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of it, k-CLIQUE, can be solved in polynomial. That would imply that k-CLIQUE

is in FPT (by taking f(k) = 1). Since k-CLIQUE is W[1]-complete, this implies
FPT = W[1]. So, we showed that

FPT ̸= W[1]⇒ P ̸= NP.

In similar fashion, FPT = W[1] would imply that ETH is false [DF12]. Fi-
nally, we can also prove that if ETH is false, then SETH is false.So, if we assume
SETH to be true, we automatically assume all the others as well. Concluding,
we have:

SETH⇒ ETH⇒ FPT ̸= W[1]⇒ P ̸= NP.

The conjectures are therefore also listed in order from doubted to widely be-
lieved; it is generally believed that P ̸= NP is true, the same can not be said
for SETH. Even though not all researchers in complexity theory believe SETH to
be true, lower bounds based on SETH are still interesting. If someone succeeds
in breaking a lower bound based on SETH, it would mean a breakthrough for
CNF-SAT.
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Scheduling Problems





CHAPTER 4

BIN PACKING With a Constant
Number of Bins in O((2− εm)

n) Time

In the BIN PACKING problem one is given n items with weights w(1), . . . , w(n)
and m bins with capacities c1, . . . , cm. The goal is to find a partition of the items
into sets S1, . . . , Sm such that w(Sj) ⩽ cj for every bin j, where w(X) denotes∑

i∈X w(i).
Björklund, Husfeldt and Koivisto [BHK09] presented an O⋆(2n) time algo-

rithm for BIN PACKING. In this chapter, we show that for every m ∈ N there
exists a constant σm > 0 such that an instance of BIN PACKING with m bins can
be solved in O(2(1−σm)n) randomized time. Before our work, such improved
algorithms were not known even for m = 4.

A key step in our approach is the following new result in Littlewood-Offord
theory on the additive combinatorics of subset sums: For every δ > 0 there
exists an ε > 0 such that if |{X ⊆ {1, . . . , n} : w(X) = v}| ⩾ 2(1−ε)n for some v
then |{w(X) : X ⊆ {1, . . . , n}}| ⩽ 2δn.

This chapter is based on A Faster Exponential Time Algorithm for Bin Packing With a Constant
Number of Bins via Additive Combinatorics (appeared at SODA 2021), co-authored by Jesper Ned-
erlof, Jakub Pawlewicz and Karol Wȩgrzycki [NPSW21].
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4.1 Introduction

A central aim in contemporary algorithm design is to minimize the worst-case
complexity of an algorithm for a given (supposedly) hard computational prob-
lem in a fine-grained sense. The underlying goal is to reveal the optimal run
time witnessed by (1) an algorithm with worst-case complexity T (n) on in-
stances with parameter n, and (2) a lower bound that excludes improvements
to T (n)1−ε time for some constant ε > 0. For some problems, it is an especially
intriguing question whether natural run times of the basic algorithms solving
them are optimal. One of the most important instances of such a question for
an NP-complete problem is about improvements over a relatively direct1 dy-
namic programming algorithm for SET COVER:

Open Question 5. Can SET COVER with n elements be solved in O⋆((2 − ε)n)
time, for some ε > 0?

Unfortunately, Open Question 5 seems to have a fate similar to the Strong
Exponential Time Hypothesis (that is about a similar improvement for the CNF-
SAT problem): While there is an increasing interest and dependence on its va-
lidity (see e.g. [CDL+16, KT19]), we seem to be far from resolving it.

Therefore, it is natural to study Open Question 5 for special cases of SET

COVER. And indeed, improved algorithms of the type asked in Open Question 5
were already presented for instances with small sets [Koi09], (more generally)
large solutions [Ned16], and for several other cases (see e.g. [GKM16]).

However, some of the most fundamental NP-complete problems that are
special cases of SET COVER such as Graph Coloring and Directed Hamiltonicity2

still defy considerable research efforts to obtain the type of improved algorithms
asked for in Open Question 5 (see e.g. [BKK17, FK13]).

BIN PACKING We study one of such a fundamental NP-complete problem, the
BIN PACKING problem.

1In principle, it is natural to assume the SET COVER instance has n elements and poly(n) sets,
but an algorithm by Björklund et al. [BHK09] solves Set Cover instances in O⋆(2n) time irrespective
of the number of sets.

2Krauthgamer and Trabelsi [KT19] rewrite a Directed Hamiltonicity instance efficiently as a SET
COVER instance.
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BIN PACKING

Input: Item weights w(1), . . . , w(n) ∈ N and capacities c1, . . . , cm ∈ N.

Question: Is there a partition S1, . . . , Sm of [n] such that w(Sj) ⩽ cj for
each j ∈ [m]? (Here w(X) denotes

∑
i∈X w(i).)

Due to its elegant formulation and clear practical applicability, BIN PACKING

is a central problem in computer science. For example, it models the most ba-
sic non-trivial scheduling problem with multiple machines. While Bin Packing
has been extensively studied from an approximation and online algorithms per-
spective [CJCG+13], much less research has been devoted to exact algorithms
for BIN PACKING.

The currently fastest algorithm for BIN PACKING where are capacities are
equal is a consequence3 of the aforementioned algorithm for SET COVER

from [BHK09], and it runs in O⋆(2n) time. With Open Question 5 on the hori-
zon, we ask whether this can be improved:

Open Question 6. Can BIN PACKING with n items be solved in O((2− ε)n) time,
for some ε > 0?

The only improvement over the O⋆(2n) time algorithm for BIN PACKING is
due to Lente et al. [LLSt13], who give an O⋆(mn/2) time algorithm. Note, that
this is only an improvement for m ∈ {2, 3} bins and Open Question 6 remained
elusive for m = 4 already. In stark contrast, our main result is an improvement
over the O⋆(2n) time algorithm for every constant number of bins:

Theorem 4.1 (Main Theorem). For every m ∈ N there is a constant σm > 0 such
that every BIN PACKING instance with m bins can be solved in O(2(1−σm)n) time
with high probability.

While our algorithm does not resolve Open Question 6, we believe it makes
substantial progress on it.

4.1.1 Our Approach for Proving Theorem 4.1

As our starting point, we extend the methods from [BHKK09, Ned16] to show
that instances of BIN PACKING with the following restrictions can be solved in
O⋆(2(1−σm)n) time by a randomized algorithm for some σm > 0:

3Assuming the capacity of each bin equals c, create a SET COVER instance with all item sets of
weight at most c.



58 BIN PACKING With a Constant Number of Bins in O((2− εm)n) Time

(R1) the instance has anti-concentrated subset sums in the sense that β(w) ⩽
2(1−ε)n for some ε > 0, where β(w) := maxv |{X ⊆ {1, . . . , n} : w(X) =
v}|, and

(R2) the instance is tight in the sense that
∑m

j=1 cj = w([n]).

Fix a set of bins L ⊆ [m] and recall that (S1, . . . , Sm) denotes a solution. The
crux of (R1) and (R2) is that together they imply that the number of candidates
for SL := ∪j∈LSj is at most 2(1−ε)n since w(SL) =

∑
j∈L cj . We explain in

§ 4.1.1 how this allows a faster algorithm via the methods of [BHKK09, Ned16].
However, extending this algorithm to an improved algorithm that solves all

instances with a constant number of bins requires both new combinatorial (for
relaxing (R1)) and new algorithmic (for relaxing (R2)) insights that are our
main contributions. Therefore we first discuss these insights.

Combinatorial Ideas: Lifting Restriction (R1) via Littlewood-Offord Theory.

Our main combinatorial contribution is a new structural insight into instances
that do not satisfy (R1), i.e. vectors w with |{X ⊆ {1, . . . , n} : w(X) = v}| ⩾
2(1−ε)n for some v and ε > 0.

Determining the structure of such vectors w is well-known in additive com-
binatorics as the Littlewood-Offord Problem. Its rich theory has found appli-
cations ranging from pure mathematics (such as estimating the singularity of
random Bernoulli matrices [Tik20] or zeroes of random polynomials [LO38]),
to database security [Gri99], and to complexity theory [DS13, KW16, MNV16].
See also the designated chapter in the standard textbook on additive combi-
natorics [TV07]. However, whereas most works (with notable exceptions be-
ing e.g. [Hal77, RV08]) assume inversely polynomially small concentration, e.g.
β(w) ⩾ 2n/nO(1), restriction (R1) is about inversely exponentially small concen-
tration.

Recent work studies such exponentially small concentration with applica-
tions to improved exponential time algorithms for the SUBSET SUM problem
[AKKN15, BGNV18]. Specifically, they study the trade-off between the parame-
ters β(w) and |w(2[n])| := |{w(X) : X ⊆ [n]}|. Two extremal cases are:

If wa :=(0, 0, . . . , 0) then |wa(2
[n])| = 1 and β(wa) = 2n,

if wb :=(1, 2, . . . , 2n−1) then |wb(2
[n])| = 2n and β(wb) = 1.

One may suspect that all vectors w ∈ Zn are a combination of these two
extremes and therefore that a smooth trade-off between the parameters β(w)
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and w(2[n]) can be proved. This suspicion can be confirmed4 in the case w ∈ Fn
2

where |w(2[n])|β(w) = 2n. Observe that a similar trade-off for w ∈ Zn would
allow us to lift (R1) by a simple algorithm O⋆(|w(2[n])|m) time algorithm for
BIN PACKING (Lemma 4.15).

Unfortunately, this intuition is not true and the case w ∈ Zn is far more
subtle. For instance, Wiman [Wim17] shows in his remarkable bachelor thesis
that, surprisingly, vectors satisfying simultaneously both |w(2[n])| ⩾ 2(1−ε)n and
β(w) ⩾ 20.2563n exist for any ε > 0. Our main combinatorial contribution is that
instances with the same parameters but the roles of β(w) and |w(2[n])| swapped
do not exist:

Theorem 4.2. Let ε > 0. If β(w) ⩾ 2(1−ε)n, then |w(2[n])| ⩽ 2δ(ε)n, where

δ(ε) = Oε→0

(
log(log(1/ε))√

log(1/ε)

)
.

The dependency of δ on ε was recently improved to δ(ε) = O(
√
ε) by Jain

et al. [JSS21]. The previous best bounds are given by Austrin et al. [AKKN15]
who find a connection with Uniquely Decodable Code Pairs (UDCPs) from in-
formation theory (see Subsection 4.1.2 for details). This implies for exam-
ple that if β(w) ⩾ 2(1−ε)n, then |w(2[n])| ⩽ 20.4228n+

√
ε by a result on UD-

CPs from [AKKN18]. However, the reduction from [AKKN15] is symmetric
with respect to swapping the roles of β(w) and w(2[n]), and thus by the result
from [Wim17] UDCP techniques alone are not enough to decrease the constant
0.4228 beyond 0.2563.

Therefore, we need new ideas to reduce the constant 0.4228 to an arbitrar-
ily small one. To do so, we first investigate the combinatorial structure of the
hyperplane H := {x ∈ Zn : ⟨w, x⟩ = v}, assuming |H∩{0, 1}n| ⩾ 2(1−ε)n. After-
wards we apply an argument similar to the UDCP connection from [AKKN15].
We formally describe our approach for proving Theorem 4.2 in Section 4.4.

Note that Theorem 4.2 enables us to lift (R1): We may assume β(w) ⩽
2(1−εm)n where εm > 0 depends on m since otherwise the dynamic program-
ming O⋆(|w(2[n])|m) algorithm will be fast enough (see Lemma 4.15).

4So w(i) is a n-dimensional binary vector for every i. Then |w(2[n])| = 2rk2(w) and β(w) =
2n−rk2(w) where w is interpreted as a matrix by concatenating the vectors w(1), . . . , w(n) and rk2
is the rank over Fn

2 .
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New Algorithmic Ideas: Lifting Restriction (R2)

As mentioned before, (R2) is algorithmically useful because of the following
reason: We aim to detect a solution S1, . . . , Sm to the BIN PACKING instance by
listing all candidates for SL :=

⋃
j∈L Sj for some L ⊆ [m], and (R2) implies that

w
(
SL
)
=
∑

j∈L cj . This allows us to narrow down the number of candidates to
2(1−ε)n by (R1) (we explain later in this subsection why this is useful). Note this
even narrows down the number of candidates for SL if all bins have polynomi-
ally bounded slack, i.e., cj − w(Sj) ⩽ nO(1) since the number of possibilities of
w(SL) is only nO(1) as m = O(1).

But generally this strategy does not work whenever a bin has a large slack
in a solution, that is when cj − w(Sj) is large. While reductions in several sim-
ilar situations were able to turn inequalities into equalities via general round-
ing techniques (such as [NvLvdZ12, WW18]), we need a more sophisticated
method in this chapter to deal with this issue: The idea of [NvLvdZ12] is to
divide the weights by roughly cj − w(Sj) and (conservatively) round to an in-
teger. In this case, the bin j has small slack with respect to the rounded weight
function. The major complication however is that for different bins we would
then need to work with differently rounded weight functions, which still does
not allow us to narrow down the number of options for w(SL) and hence (via
(R1)) SL.

Instead we work with a rounded version wθ of weights w where wθ(i) is
obtained from w(i) by only keeping the θ most significant bits. We will show
we can choose θ such that |wθ(2

[n])| ≈ 2δn, for some parameter δ that depends
on m. We will deal with the bins in two different ways depending on whether
it has large slack (i.e. is at least approximately n2l−θ, assuming all weights are
l-bit integers) or not:

• Large Slack Bins: In this case, our idea is loosely inspired by rounding
approximation algorithms, for e.g. for Knapsack (see e.g. [KT06, Section
11.8]). Observe that if some bin has large slack, we can split it in two
parts. Then, we only need to keep track of the rounded weight of these
parts in order to determine whether they jointly fit into the bin. Because
we assumed the upper bound |wθ(2

[n])| ⪅ 2δn we can afford to keep track
of all combinations of rounded weights as long as δ < 1/m.

• Small Slack Bins: In this case we have a split of the bins (L,R) and all
bins in L have small slack. Now we use the lower bound |wθ(2

[n])| ⪆ 2δn

and our additive combinatorics result guarantees β(wθ) ⩽ 2(1−ε(δ))n for
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some ε(δ) > 0. Now, we use the fact that all bins have small slack. Note,
that there are only nO(1) candidates for wθ(S

L) and therefore there are
at most nO(1)2(1−ε(δ))n candidates for SL, which can be algorithmically
exploited.

In this informal discussion, we omitted several nontrivial technical issues.
For example, in order to deal with instances with both a substantial number of
small slack bins and large slack bins, we need to distinguish a number of cases.
Due to the subtle technical issues, we need to deal with each one of them in
slightly different ways. Details are postponed to Section 4.3.

Solving Instances Satisfying (R1) and (R2).

We now discuss how the methods from [BHKK09, Ned16] can be used to solve
all instances that satisfy Restrictions (R1) and (R2) in O⋆(2(1−σm)n) for some
σm > 0. An important subroutine from [BHKK09] is an algorithm that, given
a set family W ⊆ 2[n] and set of bins L, computes for all W ∈ W whether the
items in W can be divided among the bins in L. That is, it computes whether
W can be a candidate for SL = ∪j∈LSj . The run time of this algorithm is
O(|↓W|n), where ↓W := {X ⊆ W : W ∈ W} is defined as the down-closure
ofW. The analogous up-closure of all supersets of elements fromW is denoted
with ↑W. Let us fix a solution (S1, . . . , Sm). We consider two cases based on
how ‘balanced’5 a solution is, with respect to a small parameter α ∈ [0, 1]:

• There is a b ∈ [m] such that
∑b

j=1 |Sj | ∈ [n/2± αn]. Observe
⋃b

j=1 Sj is
an element of

W :=

Y ⊆ [n] : w(Y ) =

b∑
j=1

cj , |Y | ∈
[n
2
± αn

] ,

and that |W| ⩽ β(w) ⩽ 2(1−ε)n by (R1). Now we can enumerate W
in essentially 2(1−ε)n time. We will present an O((|↓W| + |↑W|)n) time
algorithm that for each W ∈ W computes whether W can divided among
bins 1, . . . , b and [n]\W among bins b+1, . . . ,m that is based on techniques
from [BHKK09]. This will detect a solution if one exists. We bound the
run time using the property |W | ∈ [n/2 ± αn]. In this case we will show
|↓W| + |↑W| ⩽ 2(1−ε

′)n and hence the algorithm is fast enough (see left
Figure 4.1 for an illustration).

5The actual definition of α-balancedness (Definition 4.14) will be independent of the ordering
of the bins.



62 BIN PACKING With a Constant Number of Bins in O((2− εm)n) Time

Figure 4.1: Schematic view of the algorithm from §4.1.1 . A point in the square rep-
resents a set in 2[n]. The vertical axis corresponds to the cardinality of this
set (e.g., longest horizontal line represents all sets in

(
[n]
n/2

)
). The left figure

illustrates the analysis for the case when there exists an α-balanced solution
W ∈

(
[n]

n/2±αn

)
. We iterate through all W in time proportional to area the of

the colored region. The right figure illustrates the case of an α-unbalanced
solution. A division of the solution (L,R) is witnessed by the roughly 22αn

sets W in
(
[n]
n/2

)
satisfying SL ⊆W ⊆ [n] \ SR.

• There exists no b ∈ [m] such that
∑b

j=1 |Sj | ∈ [n/2 ± αn]. Here we can
use a method from [Ned16]: we let W consist of 2(1−2α)n independently
sampled subsets of [n] of cardinality n/2. We answer yes if there exist W ∈
W, disjoint sets SL = S′1, . . . , S

′
b−1 ⊆W and SR = S′b+1, . . . , S

′
m ⊆ [n]\W

such that w(S′j) = cj for all j ∈ [m] \ {b}. This condition can also be com-
puted in O((|↓W|+ |↑W|)n) time by the methods of [BHKK09]. The crux
is that the two conditions together imply our instance is a yes-instance,
since the remaining elements have total weight cb by Restriction (R2).
Moreover, by the balancedness assumption at least 22αn sets W ⊆ [n] with
the above conditions exist. Therefore the random sampling will include
such a W with good probability (see right Figure 4.1 for an illustration).

4.1.2 Related Work

Littlewood Offord, UDCP’s, and Exponential Time Algorithms. Two sets
A,B ⊆ {0, 1}n form a Uniquely Decodable Code Pair (UDCP) if |A + B| =
|A| · |B|, where A + B := {a + b : a ∈ A, b ∈ B} (and addition is in Zn). The
maximal sizes of UDCP’s have been very well studied in information theory. See
e.g. [SG06, Section 3.5.1] for a (not so recent) overview. Two record upper
bounds are |A| · |B| ⩽ 21.5n (from [vT78]) and |A| ⩽ 2(0.4228+

√
ε)n whenever
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|B| ⩽ 2(1−ε)n (from [AKKN18]). The study of UDCP’s is relevant for this chapter
by the following connection shown in [AKKN16]: For any vector w ∈ Zn, there
is a UDCP A,B ⊆ {0, 1}n such that |A| = |w(2[n])| and |B| = β(w).

A study of the trade-off between the parameters |w(2[n])| and β(w) was al-
ready fruitful for obtaining improved exponential time algorithms in two earlier
papers in the context of the SUBSET SUM problem. In this problem one is given
w ∈ Zn and a target integer t and one needs to find a subset X ⊆ [n] such that
w(X) = t. First, the aforementioned paper [AKKN16] combines their connec-
tion to UDCP’s with the bound from [vT78] to show that instances of SUBSET

SUM satisfying |w(2[n])| ⩾ 20.997n can be solved inO(20.49991n) time, thereby im-
proving the best O⋆(2n/2) worst case run time from [HS74] for these instances.
Second, a slight variant of the trade-off has been used in [BGNV18] to give a
O(20.86n) time algorithm that uses a random oracle and only a polynomial in
the input size amount of working memory.

In a recent work by Jain et al. [JSS21], the dependency of δ on ε in Theo-
rem 4.2 has been improved to δ(ε) = O(

√
ε). As a corollary, σm in Theorem 4.1

can be bounded with σ(m) = Ω(m−12).

Exact Algorithms with Minimum Worst Case Run Time for SET COVER.
Question 5 was for the first time explicitly posed in [CDL+16], who show that a
no answer to (a variant of) the question implies hardness in a fine-grained sense
for the SUBSET SUM, STEINER TREE, and CONNECTED VERTEX COVER problems.
A main motivation in [CDL+16] for posing the question is a interesting reduc-
tion showing that there is no improved algorithm for counting the number of
SET COVER solutions modulo 2 unless improved algorithms for CNF-SAT ex-
ist (i.e. the Strong Exponential Time Hypothesis fails). Later the assumption
that no improved algorithm exists was dubbed as ‘Set Cover Conjecture’ (see
e.g. [CFK+15, Conjecture 14.36]). Since then, the conjecture has been used in
several works, e.g. in [Abb19, KT19].

On the positive side, (especially for this work) important algorithmic tools
were developed in [BHK09]: Fast zeta/Möbius transformations were introduced
in the area of exponential time algorithms to show that SET COVER can be solved
in 2n · nO(1) even when the number of sets in the input is exponential in n. One
major consequence is a 2n ·nO(1) time algorithm for computing whether an input
graph on k vertices has a proper coloring with k colors. While for k ∈ {3, 4}
faster algorithms exist (see e.g. [Bys04]), this is still the fastest algorithm for
k > 4.

Improved algorithms for solving SET COVER instances of sets with bounded
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cardinality are given in [Koi09]. Later, this was generalized to improved algo-
rithms for SET COVER instances where the optimum is linear in the universe
size [Ned16]. Other instances that allow improved algorithm were also pre-
sented in e.g. [GKM14].

Exact Algorithms with Minimum Worst Case Run Time for BIN PACKING. In
a textbook on exact exponential time algorithms it was shown that BIN PACKING

can be solved in time O(nmaxi w(i)2
n) time [FK10, Section 4.2.3]. A faster

algorithm O⋆(2n) time algorithm is given in [BHK09]. Even faster algorithms
are given for m ∈ {2, 3} in [LLSt13].

McCormick et al [MSS01] give polynomial time algorithm for BIN PACKING

with two item weights and Goemans and Rothvoß [GR20] show that BIN PACK-
ING can be solved in polynomial time for any constant number of distinct items
weights. These two results also hold for high multiplicity scheduling, where the
weights and the number of jobs per weight are given in binary.

Jansen et al. [JKMS13] study BIN PACKING with a constant number of bins
and bounded item weights. A Dynamic Programming algorithm similar to the
one from 4.15 was studied: it was observed the algorithm runs in time nO(m)

if the items are polynomial in n. The authors show this run time cannot be
improved to no(m/ logm), unless the Exponential Time Hypothesis fails.

Heuristics for BIN PACKING. The applications and combinatorial properties
of BIN PACKING have been studied since the 1930’s [Kan60]. To the best of
our knowledge the first attempt to exactly solve BIN PACKING with assistance of
the modern computer was developed in the fifties by Eisemann [Eis57], with
motivation to trim losses in cutting rolls of paper. Starting from the seventies,
the research on exact algorithms for BIN PACKING focuses on the branch-and-
bound technique proposed by Eilon and Christofides [EC71]. These heuristics
work great in practice. Nevertheless, there are no theoretical guarantees on
their worst case performance.

For a modern survey and experimental evaluations of the available software
see [MT90, DIM16].

Approximation Algorithms for BIN PACKING. BIN PACKING is one of the prob-
lems that initiated the study of approximation algorithms. The earliest one is the
First Fit algorithm analysed by Johnson [Joh73] that requires at most 1.7·OPT+
1 bins. One major breakthrough was done by Karmarkar and Karp [KK82] who
provide a polynomial time algorithm that requires at most OPT+O(log2(OPT))
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bins. Recently, a big leap forward was done by Rothvoß [Rot13] who gives a
polynomial time algorithm that requires only OPT + O(log(OPT) log log(OPT))
bins and Hoberg and Rothvoß [HR17] who improve this even further to OPT +
O(log(OPT)) bins.

4.1.3 Organization

This chapter is organized as follows: In Section 4.2 we present some prelimi-
naries and introduce some notations. In Section 4.3 we present the algorithm
and proof of our main theorem, assuming Theorem 4.2. The latter theorem is
proved in the next two Sections 4.4 and 4.5.

4.2 Preliminaries

All the logarithms are base 2 unless stated otherwise. In this chapter we assume
that basic arithmetic operations take constant time. We use a result of Frank
and Tardos [FT87], in a similar way to [EKMR17], to assume that maxi w(i) ⩽

2n
O(1)

. Throughout the chapter we use the O⋆ notation to hide polynomial
factors and the Õ notation to hide logarithmic factors. The number of bins is
assumed to be constant, i.e. m = O(1). We say a function f(ε) = Oε→0(g(ε))
if there exists a positive number C and sufficiently small ε0 > 0, such that
|f(ε)| ⩽ C · g(ε) for all ε < ε0. We use Ωε→0 similarly to express lower bounds.

We use [n] to denote the set {1, . . . , n}. If a, b ∈ R and b ⩾ 0 we let [a ± b]
denote the interval [a − b, a + b]. If A and B are sets, we denote BA as the
set of vectors indexed by A with values from B, and we will interchangeably
address these vectors as functions from A to B. If f ∈ BA and b ∈ B we denote
f−1(b) := {a ∈ A : f(a) = b} for its inverse evaluated at b. If x, y ∈ RA we
denote ⟨x, y⟩ :=

∑
a∈A xa · ya for their inner product.

To quickly refer to properties of a solution of a BIN PACKING instance we use
the following notations. The function w indicates the weights of the items. It
is extended to sets X ⊆ [n] by defining w(X) :=

∑
i∈X w(i) and to set families

F ⊆ 2[n] by defining {w(X) : X ∈ F}. We say a set X ⊆ [n] of items can be
divided over bins L ⊆ [m] if there is a partition X1, . . . , X|L| of X, such that for
all j ∈ {1, . . . , |L|}, the set Xj can be placed in bin j, i.e., w(Xj) ⩽ cj .
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4.2.1 Preliminary Tools: Fast Transformations

Our algorithm will crucially relies on the following algorithmic tools and defini-
tions tools from [BHKK09].

Definition 4.3 (Zeta and Möbius Transform). Let f : 2U → N. Then the Zeta-
transform ζf and Möbius transform µf are functions from 2U to N such that for
every X ⊆ U :

(ζf)(X) :=
∑
Y⊆X

f(Y ) (µf)(X) :=
∑
Y⊆X

(−1)|U\Y |f(Y )

Definition 4.4. Given S ⊆ 2U , the down-closure ↓S and up-closure ↑S are de-
fined as follows:

↓S := {X | ∃S ∈ S : X ⊆ S},
↑S := {X | ∃S ∈ S : X ⊇ S}.

Theorem 4.5 (Fast Zeta/ Möbius transform [BHKK09]). Suppose that f : 2U →
N is such that f(X) can be evaluated in T time for any given X ⊆ U , and let
S ⊆ 2U be a set family. There is an algorithm that can compute for every X ∈ ↓S
the values (ζf)(X) and (µf)(X). The algorithm runs in O(|↓S||U |T ) time.

Definition 4.6 (Cover and Dot Product). Given f, g : 2U → N, the cover product
f ∗c g = h and the dot product f · g = h′ are the functions h : 2U → N such that

h(Z) :=
∑

X∪Y=Z

f(X)g(Y ) h′(Z) := f(Z) · g(Z).

Theorem 4.7 ([BHKK07]). µ((ζf) · (ζg)) = f ∗c g.

Theorem 4.8. Suppose that we have a BIN PACKING instance with bin capacities
c1, . . . , cm and item weight function w. Then for any B ⊆ [m] and set W ⊆ 2[n],
computing for all X ∈ ↓W whether X can be divided over the bins in B can be
done in time O(|↓W|n). Similar, for any B ⊆ [m] and set W ⊆ 2[n], computing
for all X ∈ ↑W whether [n] \X can be divided over the bins in B can be done in
time O(|↑W|n).

Proof. For all j = 1, . . . ,m define a function fj : 2
[n] → {0, 1} as

fj(X) =

{
1, if w(X) ⩽ cj

0, otherwise.
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Assume without loss of generality that B = {1, . . . , d}. Notice that X can be
divided over the bins in B if and only if (f1 ∗c f2 ∗c · · · ∗c fd)(X) > 0. By
Theorem 4.7 we have that

f1 ∗c f2 ∗c · · · ∗c fd = µ((ζf1) · (ζf2) · · · (ζfd)).

Then, the right hand side can be computed in O(|↓W|) time using subsequently
fast d zeta-transformation (Theorem 4.5), naïve dot product computation, and
one fast Möbius-transformation (Theorem 4.5). The proof for the second part
of the theorem one takes W ′ := {[n] \W : W ∈ W} and applies the technique
above toW ′. Notice that indeed ↓W ′ = ↑W.

Note this can be used solve to obtain the algorithm already mention in Sec-
tion 4.1:

Theorem 4.9 ([BHKK09]). BIN PACKING with capacities c1, . . . , cm can be solved
in O⋆(2n) time.

Proof. Apply Theorem 4.5 to B = [m] andW = [n].

4.2.2 The Entropy Function and Binomial Coefficients

We heavily use properties of the entropy function, which we will now define.
Let D = (Ω, p) be a discrete probability space. The entropy h(D) of D is defined
as follows:

−
∑
x∈Ω

p(x) log p(x). (4.1)

We say p = (p1, . . . , pk) is a probability vector if the pi’s are non-negative and
satisfy

∑k
i=1 pi = 1. If no underlying probability space is given, we may in-

terpret p as a probability measure over {1, . . . , k} and thus (4.1) gives h(p) =

−
∑k

i=1 pi log pi. The support of p is k. If p ∈ (0, 1), we use the shorthand
notation h(p) := h(p, 1− p). If n is positive integer, we let

(
n
p·n
)

denote the
multinomial coefficient

(
n

p1n, p2n, ..., pkn

)
. This multinomial coefficient can be ap-

proximated with h(p) as follows:

Lemma 4.10 ([CS04], Lemma 2.2). If p is a probability vector with support at
most s, then(

n+ s− 1

s− 1

)−1
2h(p)n ⩽

(
n

p · n

)
⩽ 2h(p)n.
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We will frequently use the special case
(
n
pn

)
⩽ 2h(p)n where p ∈ (0, 1).

The following lemma states the intuitive fact that close probability vectors
have close entropy.

Lemma 4.11. Let p, q ∈ Rk be probability vectors such that |pi − qi| ⩽ ε for each
i = 1, . . . , k. Then |h(p)− h(q)| ⩽ ln(2)kε log 1

ε .

Proof. Recall that h(p) =
∑k

i=1 pi log
1
pi

. Thus the lemma follows by applying
the following inequalities to all summands of the entropy of p and q: If x, ε, x+
ε ∈ [0, 1], then we have

x log 1
x − ln(2)ε ⩽ (x+ ε) log 1

x+ε ⩽ x log 1
x + ε log 1

ε .

The second inequality is direct, and the first inequality can be derived as

(x+ ε) log 1
x+ε = x log 1

x + x log x
x+ε + ε log 1

x+ε

⩾ x log 1
x − x log(1 + ε

x )

⩾ x log 1
x − ln(2)ε,

where we use the standard fact 1 + z ⩽ exp(z) in the last inequality.

4.3 Proof of Theorem 4.1

In this section we prove our main theorem which we first restate for conve-
nience:

Theorem 4.1 (restated). For every m ∈ N there is a constant σm > 0 such that
every BIN PACKING instance with m bins can be solved in O(2(1−σm)n) time with
high probability.

This section is organized as follows: In Subsection 4.3.1 we introduce def-
initions that will be used throughout this section, such as the key definition of
α-balanced solutions. We then prove in Subsection 4.3.2 that ‘easy’ instances
of BIN PACKING, namely those where w generates relatively few distinct sums
and those with α-unbalanced solutions (for some α > 0), can be solved fast.
We can therefore assume that there are only α-balanced solutions and that
|wθ(2

[n])| ⩾ 2δn (for some δ < 1
m) in the rest of the section.

Subsection 4.3.3 introduces a few more definitions, such as the slack of a
bin, which is the unused capacity of a bin in a solution. This is also where



4.3 Proof of Theorem 4.1 69

|w(2[n])| ⩽ 2δn?

Lemma 4.15 α-balanced solution?

|w(2[n])| ⩽ 2δn |w(2[n])| > 2δn

Lemma 4.16 Number of small slack items

α-unbalanced α-balanced

Lemma 4.21 Lemma 4.23

At least (1/2− α)n At most (1/2− α)n

Figure 4.2: Overview of use of Lemma’s proving Theorem 4.1.

we define the ‘θ-pruned item weights’ as the bit representation of the weights,
pruned to the θ most significant bits. The parameter θ is then chosen such that
|wθ(2

[n])| ≈ 2δn, as discussed in § 4.1.1. These definitions will be central in
solving the remaining two types of instances.

In Subsection 4.3.4, we consider instances where at least roughly half of the
items are in a bin with small slack. This is where we use the approach discussed
in §4.1.1 and apply Theorem 4.2 on the θ-pruned item weights, to conclude that
β(wθ) ⩽ 2(1−ε)n for some ε > 0.

Subsection 4.3.5 then solves instances where at least roughly half of the
items are in a bin with large slack. In the proof, we can split the large slack
bins into two parts, where we use the θ-pruned item weights in each of these
parts in order to determine whether they fit. Because wθ(2

[n]) ≈ 2δn, there are
at most 2δmn different tuples of weights, which we can keep track of since we
assumed δ < 1

m . Furthermore, the splitting of the large slack bins into two sets
guarantees a constant probability to correctly guess how to split the items in
small slack bins into two.

Finally, the proof of Theorem 4.1 can be found in Subsection 4.3.6, where
we combine all these results by choosing the right parameters for δ and α based
on the number of bins. See Figure 4.2 for an overview of the different cases and
which lemma will be used to solve each case.
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4.3.1 (Balanced) Solutions and witnesses

Fix an instance of BIN PACKING. We begin by formally defining solutions.

Definition 4.12. A partition S1, . . . , Sm of [n] is a solution of an instance of BIN

PACKING with n items and m bins, if for all j = 1, . . . ,m the set Sj can be put in
bin j (i.e., w(Sj) ⩽ cj).

The following notion of a witness will be crucial in our approach.

Definition 4.13 ((L,R)-witnesses). Let L,R ⊆ [m] be disjoint. A set W ⊆ [n] is
an (L,R)-witness if there is a solution S1, . . . , Sm such that

⋃
j∈L Sj ⊆ W and⋃

j∈R Sj ⊆ [n] \W .

We commonly denote SL :=
⋃

j∈L Sj and SR :=
⋃

j∈R Sj . To prove that
W ⊆ [n] is an (L,R) witness, it is sufficient to prove that there exist SL ⊆ W
and SR ⊆ [n] \W such that:

• SL can be divided over the bins in L,

• SR can be divided over the bins in R,

• and [n] \ (SL ∪ SR) can be divided over the bins in [m] \ (L ∪R).

Hence, finding a witness gives us a proof for existence of a solution. This will
be used several times throughout this section.

Our algorithmic approach will heavily depend on whether or not the set of
items can be evenly divided, which we formalize as follows:

Definition 4.14 (α-balanced solution). Let S1, . . . , Sm be a solution of BIN PACK-
ING. Then the solution is α-balanced if for all permutations π : [m] → [m] there
exists an b ∈ [m] such that

∑b
j=1 |Sπ(j)| ∈ [n/2 ± αn]. If a solution is not α-

balanced, it is called α-unbalanced.

Hence, a solution is α-unbalanced if and only if there exists a permutation π :
[m]→ [m] and a b ∈ [m] such that

∑b−1
j=1 |Sπ(j)| < (1/2−α)n and

∑b
j=1 |Sπ(j)| >

(1/2 + α)n.

4.3.2 Easier instances

If the instance generates relatively few distinct sums in the sense that |w(2[n])| ⩽
2δn for some small δ, we can solve BIN PACKING sufficiently fast.
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Lemma 4.15. A solution of BIN PACKING can be found in time O(n|w(2[n])|m).

Proof. First compute w(2[n]) in time O(|w(2[n])|) with Lemma 4.40. Subse-
quently, use the following Dynamic Programming algorithm: For every i ∈
{1, . . . , n} and W1, . . . ,Wm ∈ w(2[n]), define

A(i,W1, . . . ,Wm) =

1,
if items 1, . . . , i can be divided over m bins

with capacities W1, . . . ,Wm,
0, otherwise.

Then the following recurrence relation can be easily seen to hold:

A(i,W1, . . . ,Wm) =
∨
j

A(i− 1,W1, . . . ,Wj − w(i), . . .Wm).

Let c1, . . . , cm be the capacities of the bins of the BIN PACKING instance. Then
A(n, c1, ..., cm) = 1 if and only if there is a solution. We only have to check
Wj ∈ w(2[n]), since those are all the possible sums that w generates and thus
A(i,W1, . . . ,Wm) = 0 whenever Wj /∈ w(2[n]) for some j. Since we can compute
each table entry in O(m) time, the run time follows.

Next we show that α-unbalanced solutions with α > 0 can be detected
quickly:

Lemma 4.16. If a BIN PACKING instance has an α-unbalanced solution, then with
probability ⩾ 1

2 it can be found in time O⋆(2(1−fA(α))n) where

fA(α) = Ωα→0

(
α2

log2(α)

)
.

Proof. We give an algorithm that has the required properties. The algorithm
iterates over all subsets L,R ⊆ [m] such that L ∩ R = ∅, |L ∪ R| = m − 1.
Let b ∈ [m] be the only element not in L ∪ R. For each such L and R, the
algorithm searches for (L,R)-witnesses of size n

2 . Concretely, it samples a setW
of 2(1−2α)n random subsets of [n] of size n

2 , and it computes for every W ∈ W
whether it is an (L,R)-witness as follows: First, it computes which sets from
↓W ∪ ↑W are potential candidates for SL and SR. This is done by computing
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the booleans lX for every X ∈ ↓W and rX for every X ∈ ↑W, where

lX :=

{
1 if X can be divided over the bins in L,

0 otherwise,

rX :=

{
1 if [n] \X can be divided over the bins in R,

0 otherwise.

This can be done in time O((|↓W|+ |↑W|)n) using Theorem 4.8.
Second, for each W ∈ W, we search for sets XL ⊆ W and XR ⊆ [n] \W

of maximum weight such that they can be distributed over the bins L and R
respectively. To do this, we compute ℓ∗X for every X ∈ ↓W and r∗X for every
X ∈ ↑W, where

ℓ∗X := max
Y⊆X:lY =1

w(Y ), r∗X := max
Y⊇X:rY =1

w([n] \ Y ).

This can be done using Dynamic Programming with the recurrence relations

ℓ∗X =

{
w(X) if lX = 1,

maxi∈X ℓ∗X\{i} if lX = 0,
and r∗X =

{
w([n] \X) if rX = 1,

maxi ̸∈X r∗X∪{i} if rX = 0.

The run time is only O((|↓W| + |↑W|)n) since the values ℓ∗X for X ∈ ↓W do
not depend on entries ℓ∗Y for Y /∈ ↓W, and the values r∗X for X ∈ ↑W do not
depend on entries r∗Y for Y /∈ ↑W. Thus the algorithm only needs to evaluate
|↓W|+ |↑W| table entries which can be done in time O(n) per entry.

Third, the algorithm checks if there exists a W ∈ W such that
∑n

i=1 w(i) −
ℓ∗W − r∗W ⩽ cb and returns yes if this is the case. If for all different choices of L
and R, no (L,R)-witness has been found, the algorithm returns no.

Correctness of the Algorithm

Assume that there is an α-unbalanced solution S1, . . . , Sm. Let π : [m] →
[m] be a permutation of the bins such that

∑b−1
j=1 |Sπ(j)| < (1/2 − α)n and∑b

j=1 |Sπ(j)| > (1/2 + α)n for some b ∈ [m]. Thus |Sb| ⩾ 2αn. Take L =
{π(1), . . . , π(b − 1)} and R = {π(b + 1), . . . , π(m)}. Recall the notation SL =
∪b−1j=1|Sπ(j)|. Since for every Y ∈

(
Sb

n/2−|SL|
)

the set Y ∪ SL is an (L,R)-witness

of size n
2 , there are at least

( |Sb|
n/2−|SL|

)
(L,R)-witnesses of cardinality n

2 , which
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is at least
(
2αn
αn

)
since |Sb| ⩾ 2αn and n/2− |SL| ⩾ αn. Thus the algorithm will

detect the solution with probability

1− Pr[W has no witness] = 1−

(
1−

(
2αn
αn

)
2n

)|W|

⩾ 1− exp

((
2αn
αn

)
|W|

2n

)

⩾ 1− exp

(
n|W|

2(1−2α)n

)
,

where we use 1 + x ⩽ exp(x) in the first inequality and
(

a
a/2

)
⩾ 2a/a in the

second inequality. Hence, if we take W to be a set of 2(1−2α)n random subsets
of [n] of size n

2 , with constant probability there will be an (L,R)-witness of the
solution inW. Notice that for any witness W it will hold that

∑n
i=1 w(i)− ℓ∗W −

r∗W ⩽ cπ(b) and so the algorithm will return yes if W ∈ W.
Moreover, when the algorithm finds a W ∈ W such that

∑n
i=1 w(i) − ℓ∗W −

r∗W ⩽ cπ(b), it means there exist sets XL ⊆ W and XR ⊆ [n] \W that can be
divided over the bins of L and R respectively, such that [n] \ (XL ∪XR) fits into
bin π(b). Therefore, W is an (L,R)-witness and we proved the existence of a
solution to the BIN PACKING instance.

Run Time Analysis

We are left to prove the run time of the algorithm. Recall that the algorithm will
repeat the procedure above for all O(2m) combinations of L and R. The run
time per different guess of L and R is dominated by O((|↓W|+ |↑W|)n), hence
we are left to prove that |↓W| + |↑W| = O(2(1−fA(α))n). Let γα = α

4 log(6/α) .

We can describe any X ∈ ↓W either as a set in
( [n]

( 1
2−γα)n

)
(if |X| ⩽ ( 12 − γα)n),

or as a subset of a W ∈ W together with items that W and X differ on (if
|X| ⩾ ( 12 − γα)n). In the latter case, the two sets differ on at most γα items,
since |W | = n

2 . This, together with the fact that |X| can only take n distinct
values implies that

|↓W| ⩽ n

(
n

( 12 − γα)n

)
+ |W|

( n
2

γαn

)
⩽ n2h(

1
2−γα)n + 2(1−2α+

1
2h(2γα))n.
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Notice that |↑W| can be bounded in the same way. Now we apply Lemma 4.43
with x := α, γ := γα, b = 1

2 and c = 2. Note that indeed the condition
γα ⩽ x

4bc log( 12b
x )

of Lemma 4.43 is satisfied. Thus we obtain that h( 12 − γα) ⩾

1−α+ 1
2h(2γα) > 1−2α+ 1

2h(2γα). Lastly, Lemma 4.42 tells us that h( 12−γα) ⩽
1− 2

ln(2)γ
2
α. Hence, |↓W|+ |↑W| = O(2(1−fA(α))n) where

fA(α) =
α2

8 ln(2)(log(6/α))2
= Ωα→0

(
α2

log2(α)

)
.

This gives us the desired run time.

4.3.3 Pruned item weights and slack

The results from the previous subsection enable us to assume that both
|w(2[n])| ⩾ 2δn for some small constant δ > 0 (that we will fix later) and that
there is an α-balanced solution for some α > 0. To solve these instances of BIN

PACKING, we first need to define different parameters of an instance that jointly
determine our proof strategy.

Definition 4.17 (s-pruned item weights). Let ℓ = 1 + ⌈log(maxi{w(i)})⌉. For
s ∈ {0, . . . , ℓ}, define the s-pruned weight of an item i as

ws(i) := ⌊w(i)/2ℓ−s⌋.

The s-pruned weight of item i boils down to pruning the ℓ-bit representation
of w(i) to the s most significant bits. Indeed, ws(i) ⩽ 2s, and w0(i) = 0 for all
items i and wℓ = w. We will need the fact that the sequence

1 = |w0(2
[n])|, |w1(2

[n])|, . . . , |wℓ(2
[n])| = |w(2[n])|,

is almost non-decreasing and relatively smooth. Observe that the sequence may
not be non-decreasing. For example when w = (3, 7, 10) the number of bits is
ℓ = 5, and

w0 = (0, 0, 0), |w0(2
[n])| = 1 w1 = (0, 0, 0), |w1(2

[n])| = 1

w2 = (0, 0, 1), |w2(2
[n])| = 2 w3 = (0, 1, 2), |w3(2

[n])| = 1

w4 = (1, 3, 5), |w4(2
[n])| = 8 w5 = (3, 7, 10), |w5(2

[n])| = 7.

Nevertheless, we show this is only an artefact of smaller order rounding errors
and that the sequence in fact is smooth in the following precise sense:
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Lemma 4.18. Let w : [n]→ N be an item weight function. Then for all s ∈ [ℓ]:(
1

3n

)
|ws(2

[n])| ⩽ |ws−1(2
[n])| ⩽

(
3n

2

)
|ws(2

[n])|.

Proof. Let ℓ = 1 + ⌈log(maxi{w(i)})⌉. We are given ws(A) for all A ∈ 2[n].
Observe, that we can bound the value of ws−1(A) by the following:

∑
i∈A

w(i)/2ℓ−s+1 − 1 ⩽ ws−1(A) ⩽
∑
i∈A

w(i)/2ℓ−s+1

⇒ 1

2

∑
i∈A

(⌊w(i)/2ℓ−s⌋ − 2) ⩽ ws−1(A) ⩽
1

2

∑
i∈A

(⌊w(i)/2ℓ−s⌋+ 1)

⇒ 1

2
(ws(A)− 2n) ⩽ ws−1(A) ⩽

1

2
(ws(A) + n)

Hence, for each value in ws(2
[n]), there are at most 3n

2 values in ws−1(2
[n]),

i.e.

|ws−1(2
[n])| ⩽

(
3n

2

)
|ws(2

[n])|.

Analogously, for a given ws−1(A) for any subset A ∈ 2[n], then we can bound
the value of ws(A) by the following:

∑
i∈A

w(i)/2ℓ−s − 1 ⩽ ws(A) ⩽
∑
i∈A

w(i)/2ℓ−s

⇒ 2
∑
i∈A

(
⌊w(i)/2ℓ−s+1⌋ − 1

2

)
⩽ ws(A) ⩽ 2

∑
i∈A

(⌊w(i)/2ℓ−s+1⌋+ 1)

⇒ 2
(
ws−1(A)− n

2

)
⩽ ws(A) ⩽ 2(ws−1(A) + n)

Hence, for each value in ws−1(2
[n]), there are at most 3n values in ws(2

[n]),
i.e.

|ws−1(2
[n])| ⩾

(
1

3n

)
|ws(2

[n])|.
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A part of our strategy is to use techniques from Lemma 4.15 to deal with
some bins that are largely empty. However, the analogous Dynamic Program-
ming table needs to be indexed by ws for some s ∈ [ℓ]. Therefore we will need
only a finite precision (similar as in e.g. approximation schemes for Knapsack
(see e.g. [KT06, Section 11.8])). The precision parameter we will be using is
the following:

Definition 4.19 (Critical pruner). Let δ ∈ (0, 1) be a fixed parameter6 such that
|w(2[n])| ⩾ 2δn. We define the critical pruner θ as

θ := θ(δ) := min
{
s ∈ N : |ws(2

[n])| ⩾ 2δn
}
.

Observe that the fact that w0(2
[n]) = {0} and Lemma 4.18 together imply

|wθ(2
[n])| = Θ(n2δn). Furthermore, by Corollary 4.41 the critical pruner θ can

be computed in O(2δn) time.

Definition 4.20 (Slack). The slack of a bin j is cj−
∑

i∈Sj
w(i). A bin has δ-large

slack if it has slack at least n · 2ℓ−θ and δ-small slack otherwise. We often skip δ,
as δ will be fixed later in Subsection 4.3.6. An item is a large slack item if it is in
a bin of large slack and a small slack item otherwise.

4.3.4 Detecting a balanced solution with many small slack
items

In the next lemma we will solve BIN PACKING instances with at least (1/2− α)n
small slack items.

Lemma 4.21. Suppose |w(2[n])| ⩾ 2δn and 0 < α ⩽ 2−2/δ
3

. If a BIN PACKING

instance has a solution that is α-balanced and has at least (1/2−α)n items with δ-
small slack, then such a solution can be found in time O⋆(2(1−fB(δ))n) for fB(δ) =
Ωδ→0

(
2−3/δ

3
)

.

Proof. Use Corollary 4.41 to compute the critical pruner θ in time O(2δn). Then
iterate over all combinations of sets L,R ⊆ [m] that form a partition of [m]. For
each such a partition, the algorithm searches for (L,R)-witnesses of size n

2 ±αn

6Which we will set later in Subsection 4.3.6
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as follows: First, enumerateW, which is defined as

W :=

W ⊆ [n] :

|W | ∈ [n2 ± αn],

wθ(W ) ∈

∑
j∈L

cj/2
ℓ−θ − (|L|+ 1) · n,

∑
j∈L

cj/2
ℓ−θ


 .

We can enumerate W in time O(2n/2 + |W|) with a standard Meet-in-the-
Middle approach (see e.g. [BCJ11, Section 3.2] or Lemma [MNPW19, Lemma
3.8]). Next, for every W ∈ W we determine whether W is an (L,R)-witness.
This is done by computing the boolean lX for every X ∈ ↓W and rX for every
X ∈ ↑W, where

lX :=

{
1 if X can be divided over the bins in L,

0 otherwise,

rX :=

{
1 if [n] \X can be divided over the bins in R,

0 otherwise.

Using Theorem 4.8 we can do this in time O((|↓W| + |↑W|)n). Next, the
algorithm checks for all W ∈ W, whether lW = rW = 1, and if so the algorithm
returns yes. If for no partition L,R of [m] the algorithm finds a witness, the
algorithm returns no.

Correctness of Algorithm

Assume that there is an α-balanced solution S1, . . . , Sm. Let π : [m] → [m] be
a permutation of the bins such that all bins with small slack have smaller index
than the large slack bins, i.e. π(j) ⩽ π(j′) for all small slack bins j and large
slack bins j′. Since we assumed the solution to be α-balanced, there exists a
bin b ∈ [m] such that

∑b
j=1 |Sπ(j)| ∈ [n2 ± αn]. Take L = {π(1), . . . , π(b)} and

R = {π(b+ 1), . . . , π(m)}. Notice that SL = ∪bj=1Sπ(j) is an (L,R)-witness. We
will prove that in the iteration of the algorithm where a correct partition L,R
is chosen, it holds that SL ∈ W. Since there are at least (1/2− α)n small slack
items, all bins in L have small slack. Hence,

b∑
j=1

(cπ(j) − n · 2ℓ−θ) ⩽ w(SL) ⩽
b∑

j=1

cπ(j).
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Then using the bound on the pruned weights of the items

wθ(S
L) ⩽ w(SL)/2ℓ−θ ⩽ wθ(S

L) + n,

we can conclude that

b∑
j=1

cπ(j)/2
ℓ−θ − (b+ 1)n ⩽ wθ(S

L) ⩽
b∑

j=1

cπ(j)/2
ℓ−θ.

Combining this with the fact that |SL| ∈ [n2 ± αn], we conclude that the set SL

is present in

W :=


W ⊆ [n] :|W | ∈ [( 12 ± α)n],

wθ(W ) ∈

 b∑
j=1

cj/2
ℓ−θ − (b+ 1) · n,

b∑
j=1

cj/2
ℓ−θ


 .

Notice that lW = rW = 1 if and only if W is an (L,R)-witness, since we
chose L and R to partition [m]. Because SL ∈ W, the algorithm always returns
yes in a yes-instance. Furthermore, when we find a W s.t., lW = rW = 1, we
can conclude that there is a solution to the BIN PACKING instance since all items
are divided over all bins.

Run Time Analysis

It remains to analyze the run time of the algorithm. Recall that the algo-
rithm iterates over all O(2m) combinations of L and R. Each iteration takes
O((|↓W|+ |↑W|)n+ 2n/2) time. First we prove that |↓W|+ |↑W| ⩽ 2(1−fB(δ))n.
Recall that θ is the critical pruner, and therefore by definition |wθ(2

[n])| ⩾ 2δn.
Theorem 4.25 states that if β(wθ) ⩾ 2(1−ε

′)n, then |wθ(2
[n])| ⩽ 2δ

′n where

δ′ = Oε′→0

(
log log(1/ε′)√

log(1/ε′)

)
. By the bound log log(1/ε′)√

log(1/ε′)
⩽ 1

3
√

log(1/ε′)
, this implies

δ′ ⩽ Oε′→0

(
1

3
√
log(1/ε′)

)
⇔ 21/δ

′3
⩾ Oε′→0(1/ε

′)

⇔ ε′ ⩽ Oδ′→0

(
2−1/δ

′3
)
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Hence, if we denote ε(δ) := 2−1/δ
3

there is some constant δ0 > 0 such
that for all δ < δ0 it holds that if |wθ(2

[n])| ⩾ 2δn, then β(wθ) ⩽ 2(1−ε(δ))n.
Note that because we only claim an asymptotic time bound in the lemma, we
may assume that δ ⩽ δ0. As a consequence, for fixed weight value v, there
are at most 2(1−ε(δ))n sets W ⊆ [n] that have a weight wθ(W ) = v and so
|W| ⩽ mn · 2(1−ε(δ))n. Knowing this, we still need to bound the sizes of ↓W and
↑W. We can describe all X ∈ ↓W either as a set in

( [n]

( 1
2−α)n

)
(if |X| ⩽ ( 12 −α)n),

or as a subset of a W ∈ W together with the items that W and X differ on (if
|X| ⩾ ( 12−α)n). In the latter case, the sets differ on at most 2α items. Therefore

|↓W| ⩽
(

n

( 12 − α)n

)
+ |W|

(
n

2αn

)
⩽ 2h(

1
2−α)n +mn · 2(1−ε(δ)+h(2α))n.

Notice that |↑W| can be bounded in the same way. Now we apply Lemma 4.43
with x := ε(δ), b := 1 and c := 2. We assumed 0 < α ⩽ 2−2/δ

3

. Note there is
some δ0 such that for any δ satisfying 0 < δ ⩽ δ0 we have

α ⩽ 2−2/δ
3

⩽
2−1/δ

3

8 log(12/2−1/δ3)
=

ε(δ)

8 log(12/ε(δ))
.

Thus the condition of Lemma 4.43 is satisfied and it states that h( 12 − α) ⩾
1−ε(δ)+h(2α). Lastly, Lemma 4.42 tells us that h( 12 −α) ⩽ 1− 2

ln(2)α
2. Hence,

|↓W|+ |↑W| = O(2(1−fB(δ))n) where

fB(δ) =
ε(δ)2

32 ln(2)(log2(6/ε(δ)))
= Ωδ→0

(
ε(δ)2

log2 ε(δ)

)
= Ωδ→0

(
δ6 · 2−2/δ

3
)
.

Since fB(δ) ≪ 1/2 for δ ∈ [0, 1], the O(2n/2) time bound is subsumed by the
O(2(1−fB(δ))n) term. Multiplying this term by 2m different choices for L and R,
gives us the requested run time.

4.3.5 Detecting a balanced solution with few small slack
items

We are left to prove the remaining case. In this case we will assume that the
solution is α-balanced for some 0 < α < 1

4m , |w(2[n])| ⩽ 2δn for some δ > 0 and
that there are at most (1/2 − α)n small slack items with respect to the critical
pruner θ. First we observe the following property of an α-balanced solution.
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Observation 4.22. Let S1, . . . , Sm be an α-balanced solution for some 0 < α <
1

4m . Assume k, k′ ∈ [m] to be two different bins with the most items. Then either:

1. |Sk|, |Sk′ | ∈ [(1/2± α)n], or

2. |Sj | ⩽ ( 12 −
1

4m )n for all bins j.

Proof. If condition 2. does not hold, then we know that |Sk| > ( 12 −
1

4m )n.
That means that on average the other bins have n−|Sk|

m−1 items, meaning that

|Sk′ | ⩾ n−|Sk|
m−1 . Hence,

|Sk|+ |Sk′ | ⩾
(
1

2
− 1

4m
+

1− 1
2 + 1

4m

m− 1

)
n

>

(
1

2
− 1

4m
+

1
2

(m− 1)

)
n

>

(
1

2
− 1

4m
+

1

2m

)
n

=

(
1

2
+

1

4m

)
n.

Since the solution is α-balanced (with α ⩽ 1
4m), it means that for all permuta-

tions π, in particular those with π−1(k) = 1 and π−1(k′) = 2, there exists an
b ∈ [m] such that

∑b
j=1 |Sπ(j)| ∈ [n2 ± αn]. Because |Sk| + |Sk′ | > (1/2 + α)n,

we know that b = 1 and |Sk| ∈ [n2 ± αn]. We can conclude the same for k′

by repeating these last arguments for all permutations π with π−1(k) = 2 and
π−1(k′) = 1, and thus condition 1. must hold, and the lemma follows.

Lemma 4.23. Assume α < 1
4m . If a solution of a BIN PACKING instance with m

bins is α-balanced and has at most (1/2− α)n items that have δ-small slack, then
with probability at least 1

2 a solution can be found in time O(2(1−fC(m)+δm)n)

with fC(m) = Ωm→∞

(
h( 1

2m )2

log2(h( 1
2m ))

)
.

Proof. For an overview of the algorithm, see Algorithm 1. Compute the crit-
ical pruner θ and the set wθ(2

[n]) in O(n2δn) time with Corollary 4.41. The
algorithm will search for (L,R)-witnesses for all L,R ⊆ [m] such that |R| = 1
and L ∩ R = ∅. For notation purposes, assume without loss of generality that
R = {1}, L = {2, . . . , k} and let M = {k + 1, . . . ,m}. LetW ⊆

(
[n]
n
2

)
by sampled

uniformly at random with size 2(1−g(m))n where g(m) = 1
2h(1/(2m)). For given
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L and R, we guess ak+1, . . . , am ∈ wθ(2
[n]). Then, we compute the boolean lX

for every X ∈ ↓W and rX for every X ∈ ↑W, where

lX :=

1
if there exists a partition X2, . . . Xk, Yk+1, . . . , Ym of X s.t.
for all j ∈ L : w(Xj) ⩽ cj and for all j′ ∈M : wθ(Yj′) ⩽ aj′ ,

0 otherwise,

rX :=

1
if there exists a partition X1, Yk+1, . . . , Ym of [n] \X s.t.
w(X1) ⩽ c1 and for all j′ ∈M : wθ(Yj′) ⩽ cj′/2

ℓ−θ − n− aj′ ,

0 otherwise.

This can be done using Fast Zeta/Möbius transformation. For j ∈ L ∪ R
define the functions fj : 2[n] → {0, 1} as

fj(X) =

{
1, if w(X) ⩽ cj ,

0, otherwise,

and for j′ ∈M define the functions fθ
j , f

θ

j : 2[n] → {0, 1} as

fθ
j′(X) =

{
1, if wθ(X) ⩽ aj′ ,

0, otherwise,

f
θ

j′(X) =

{
1, if wθ(X) ⩽ cj′/2

ℓ−θ − n− aj′ ,

0, otherwise.

Now, we observe the following:

Claim 4.24. lX = 1 if and only if (f2 ∗c · · · ∗c fk ∗c fθ
k+1 ∗c · · · ∗c fθ

m)(X) > 0.

Proof. Let us assume that lX = 1. Let S′2, . . . , S
′
m be such that fj(S′j) = 1 for

every j. Then S′2, . . . , S
′
m gives a non-zero contribution to (f2∗c · · ·∗cfk∗cfθ

k+1∗c
· · · ∗c fθ

m)(X) and hence it must be positive.
For the other way around, if (f2 ∗c · · · ∗c fk ∗c fθ

k+1 ∗c · · · ∗c fθ
m)(X) > 0

there exist S′2, . . . , S
′
m be such that fj(S′j) = 1 for every j and S′2 ∪ . . . ∪ S′m =

X. Observe that we can transform this into a partition S′′2, . . . , S
′′
m of X by

choosing S
′′

j ⊆ S′j . Because fj does not decrease when taking subsets we know
that 1 = fj(S

′
j) ⩽ fj(S

′′

j ), and thus lX = 1.
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Similarly, we can argue that rX = 1 if and only if

(f1 ∗c f
θ

k+1 ∗c · · · ∗c f
θ

m)([n] \X) > 0.

We can compute booleans lx and rX in timeO((|↓W|+|↑W|)n) by combining
Theorem 4.5 and Theorem 4.7. Finally, if we find W ∈ W, such that lW = rW =
1, we can return yes.

Algorithm: BinPacking(w1, . . . , wn)
Output : Yes (whp), if an α-balanced solution with (1/2− α)n small

slack items exist
1 Compute the critical pruner θ with Corollary 4.41. // In time O(2δn)
2 Compute the set wθ(2

[n]) with Lemma 4.40. // In time O(2δn)
3 ChooseW to be a set of 2(1−g(m))n random subsets of n of size n

2 .
4 for L,R ⊆ [m] such that |R| = 1 and L ∩R = ∅ do // m2m−1

repetitions
5 Assume without loss of generality that R = {1}, L = {2, . . . , k}.
6 for ak+1, . . . , am ∈ wθ(2

[n]) do // |wθ(2
[n])|m−k repetitions

7 Compute lX for all X ∈ ↓W. // In time O((|↓W|+ |↑W|)n)
8 Compute rX for all X ∈ ↑W. // In time O((|↓W|+ |↑W|)n)
9 if lW = rW = 1, for W ∈ W then

10 return yes.
11 return no.

Algorithm 1: Overview of the algorithm for Lemma 4.23

Constant probability of a witness inW

Recall that the setW is a random subset of
(
[n]
n/2

)
of size 2(1−g(m))n with g(m) =

h(1/(2m))/2. We first analyze the number of (L,R)-witnesses that are in
(
[n]
n/2

)
and with that we will show that the probability thatW contains such a witness
is constant. Assume that there is an α-balanced solution S1, . . . , Sm for some
0 < α < 1

4m . We use Observation 4.22 to conclude that either |Sj | < ( 12 −
1

4m )
for all bins, or that |Sk|, |Sk′ | ∈ [n2 ± αn] for largest bins k and k′. Since we
assumed that there are at most (1/2 − α)n small slack items, we know that in
the latter case bins k and k′ are therefore large slack bins. In either case, we
conclude that |Sj | ⩽ ( 12 −

1
4m )n for all small slack bins. We will assume without
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loss of generality that bin 1 is the largest small slack bin and that bins 2, . . . , k
are the other small slack bins. Then let L = {2, . . . , k}, R = {1} and thus
M = {k + 1, . . . ,m} are all large slack bins. We will lower bound the number
of (L,R)-witnesses of size n

2 .

S2 · · · Sk M S1

n
2 items

L R

x− |S1| items

W

n− x items

Figure 4.3: Overview of (L,R)-witnesses of size n
2

for explanation of equation 4.2. Let x
be the number of small slack items. Then any such (L,R)-witness, W , must
include all items of S2, . . . , Sk and exclude any items of S1. The other items
in W can then be any combination of large slack items, which are exactly the
items in the bins of M .

Let x be the number of small slack items in the solution. Note that the
number of (L,R)-witnesses of size n

2 is equal to(
n− x

n/2− (x− |S1|)

)
, (4.2)

since the sets S2, . . . , Sk together with any subset of n/2 − (x − |S1|) large
slack items form a witness. See Figure 4.3 for an illustration of this. Since(

n−x
n/2−(x−|S1|)

)
⩾
(

n−x
n/2−x

)
, if x ⩽ n/4, there are at least

(
3n/4
n/4

)
(L,R)-witnesses

of size n
2 .

If x ⩾ n
4 , then notice that x

m ⩽ |S1| ⩽ ( 12 −
1
m )n, because S1 is the largest

small slack bin. Therefore, the number of witnesses is at least the number of
ways to choose n/2 − |S1| items from M to exclude in the witness. Thus we
have that the number of witnesses of size n

2 is at least(
n− x

n
2 − |S1|

)
⩾ min

{( n
2

n
2 −

x
m

)
,

( n
2

n
2 − (n2 −

n
m )

)}
⩾

( n
2
n
4m

)
.
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So in both cases for x, we can conclude that the number of (L,R)-witnesses
of size n

2 is at least 2g(m)n. Thus the algorithm will detect the solution with
probability

1− Pr[W has no witness] = 1−
(
1− 2g(m)n

2n

)|W|
⩾ 1− exp

(
2g(m)n|W|

2n

)
⩾ 1− exp

(
|W|

2(1−g(m))n

)
,

where we use 1 + x ⩽ exp(x). Hence, if we take W to be a set of 2(1−g(m))n

random subsets of [n] of size n
2 , with constant probability there will be an (L,R)-

witness of the solution inW.

Correctness of Algorithm

The algorithm returns yes if and only if lW = rW = 1 for some W ∈ W. So
if it returns yes, there exists a partition X2, . . . , Xk, Yk+1, . . . , Ym of W and a
partition X1, Y

′
k+1, . . . , Y

′
m of [n] \W by definition. Together they partition all

items. Notice that by definition we know that Xj can be put into bin j for all
j ∈ L ∪ R. Hence we are left to prove that for all j ∈ M : Xj = Yj ∪ Y ′j can be

put into bin j. Notice that since fθ
j (Yj) = fθ

j (Y
′
j ) = 1 we have that∑

i∈Xj

wθ(i) ⩽ aj + cj/2
ℓ−θ − n− aj =⇒

∑
i∈Xj

⌊w(i)/2ℓ−θ⌋ ⩽ cj/2
ℓ−θ − n =⇒

∑
i∈Xj

(w(i)− 2ℓ−θ) ⩽ cj − n2ℓ−θ =⇒

∑
i∈Xj

w(i) ⩽ cj ,

and so, indeed the items of Xj fit into bin j and we have a yes-instance. For
the implication in the other direction, we prove that if there exists a solution,
the algorithm finds it with constant probability. We already showed that with
constant probability there is an (L,R)-witness W ∈ W. Next, we will prove that
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there exist ak+1, . . . , am ∈ wθ(2
[n]) such that lW = rW = 1 for all witnesses W .

Let S2, . . . , Sk, Sk+1 ∩W, . . . Sm ∩W be the partition of W from the definition
of lW , and let S1, . . . , Sk+1 \W, . . . , Sm \W be the partition of [n] \W from the
definition of rW .

Note that, for all j ∈ L ∪ R it holds that w(Sj) ⩽ cj because S1, . . . , Sm is a
solution. So we are left to prove that for all j ∈M there exists an aj ∈ wθ(2

[n])
such that

wθ(Sj ∩W ) ⩽ aj and wθ(Sj \W ) ⩽ cj/2
ℓ−θ − n− aj .

Recall that we assumed that the bins of M are large slack bins. Hence we know
that for j ∈M :∑

i∈Sj

w(i) ⩽ cj − n2ℓ−θ =⇒

∑
i∈Sj

⌊w(i)/2ℓ−θ⌋ ⩽ cj/2
ℓ−θ − n =⇒

∑
i∈Sj

wθ(i) ⩽ cj/2
ℓ−θ − n− aj + aj .

So, take aj = wθ(Sj∩W ) ∈ wθ(2
[n]) and indeed the correctness of the algorithm

follows.

Run Time Analysis

The algorithm will go through the procedure of computing the booleans lX and
rX for all different sets L,R ⊆ [m] such that |R| = 1 and for all different values
of ak+1, . . . , am ∈ wθ(2

[n]). This gives a total of at most m · 2m−1 · |wθ(2
[n])|m

repetitions. By Lemma 4.18, we have |wθ(2
[n])| ⩽ 3n|wθ−1(2

[n])|. Because θ is
the critical pruner, and since w0(2

[n]) = {0}, we know that |wθ−1(2
[n])| ⩽ 2δn.

Hence, the number of repetitions at most O((2n)m · 2δmn).
Now we analyze the time complexity per choice of (L,R) and ak+1, . . . , am.

Recall that we chose W ⊆
(
[n]
n/2

)
as a random set of size 2(1−g(m))n. Comput-

ing all the booleans lX and rX can be done in O((|↓W| + |↑W|)n) time. Let
γm = g(m)

4 log(12/g(m)) . Notice that we can describe all X ∈ ↓W either as a set in( [n]

( 1
2−γm)n

)
(if |X| ⩽ ( 12 − γm)n), or as a subset of a set W ∈ W together with

the items that W and X differ on (if |X| ⩾ ( 12 − γm)n). In the latter case, the
sets differ at most on γm items. Therefore:



86 BIN PACKING With a Constant Number of Bins in O((2− εm)n) Time

|↓W| ⩽
(

n

( 12 − γm)n

)
+ |W|

(
n

γmn

)
⩽ 2h(

1
2−γm)n + 2(1−g(m)+h(γm))n.

Notice that |↑W| can be bounded in the same way. We apply Lemma 4.43
with b := c := 1, γ := γm and x := g(m). Since γm ⩽ g(m)/(4 log2

12
g(m) ) it

implies that h( 12 − γm) ⩾ 1 − g(m) + h(γm). Lastly, Lemma 4.42 tells us that
h( 12 − γm) ⩽ 1− 2

ln(2) (γm)2. Hence, |↓W|+ |↑W| = O(2(1−fC(m))n) where

fC(m) =
g(m)2

8 ln(2)(log(12/g(m)))2

=
h( 1

2m )2

32 ln(2) log(24/h( 1
2m ))2

= Ωm→∞

(
h( 1

2m )2

log2(h( 1
2m ))

)
.

Combining this with the number of repetitions we get a run time of O(2m ·
2(1−fC(m)+δm)n). This gives us the requested run time.

4.3.6 Combining the Results to Prove Theorem 4.1

We are now ready to prove Theorem 4.1 by combining all results of the previous
sections and setting the parameters α and δ:

Proof. We will now combine all previous lemmas. An overview of the algorithm
can be found in Figure 4.2. To facilitate the asymptotic analysis, note we can
assume the number of bins m is at least m0 for some constant m0. If this is
not the case we can add m0 −m artificial bins with unique small capacities and
matching items. Since m0 is constant this does not influence the asymptotic run
time of the algorithm. Define fC(m) as in Lemma 4.23 as:

fC(m) =
h( 1

2m )2

32 ln(2) log(24/h( 1
2m ))2

= Ωm→∞

(
h( 1

2m )2

log2(h( 1
2m ))

)
.

Then, set δ := fC(m)/(2m) and α := 2−2/δ
3

. Then fC(m) > 0, δ > 0 and α > 0.

1. If |w(2[n])| ⩽ 2δn, then with the result from Lemma 4.15, we can solve the
instance in O⋆(2

fC (m)

2 n) time.
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2. If the instance has an α-unbalanced solution, we can detect it using the
result from Lemma 4.16 with constant probability in time

O⋆

(
2

(
1−Ω

(
δ62−4/δ3

))
n
)
.

3. If the instance has an α-balanced solution, |w(2[n])| ⩽ 2δn, and the so-
lution has at least (1/2 − α)n small slack items, the upper bound α ⩽
2−2/δ

3

ensures that the solution can be detected by the algorithm from
Lemma 4.21 in time

O⋆

(
2

(
1−Ω(2−3/δ3 )

)
n
)
.

4. Otherwise, if the instance has an α-balanced solution, |w(2[n])| ⩽ 2δn, and
the solution has at most (1/2− α)n small slack items, the algorithm from
Lemma 4.23 detects the solution with probability at least 1/2 in time

O⋆

(
2

(
1− fC (m)

2

)
n
)
.

Thus, we obtain a probabilistic algorithm for BIN PACKING that runs in time
O⋆(2(1−σm)n), where σm is a strictly positive number. Notice that any polyno-
mial factor hidden in the O⋆ notation is subsumed by O(2(1−σm)n).

4.4 The Littlewood Offord Theorem

In this section, we will prove our Additive Combinatorics result which we first
restate for convenience:

Theorem 4.2 (restated). Let ε > 0. If β(w) ⩾ 2(1−ε)n, then |w(2[n])| ⩽ 2δ(ε)n,
where

δ(ε) = Oε→0

(
log(log(1/ε))√

log(1/ε)

)
.

This theorem was recently improved to δ(ε) = O(
√
ε) by [JSS21].
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For our proof, it will be convenient to use a reformulation of Theorem 4.2
to a version with two set families that attain the parameters and use vector
notation (so w is a vector and w(X) is the inner product ⟨w, x⟩ of w with the
characteristic vector x of set X):

Theorem 4.25 (Theorem 4.2 reformulated). Let w = (w1, . . . , wn) ∈ Zn be a
vector with integer weights, and let A,B ⊆ {0, 1}n be such that |a−1(1)| = αn for
each a ∈ A and

• ⟨w, b⟩ = τ for every b ∈ B, and

• if a, a′ ∈ A and ⟨w, a⟩ = ⟨w, a′⟩, then a = a′.

If |B| ⩾ 2(1−ε)n, then |A| ⩽ 2δ(ε)n, where

δ(ε) = Oε→0

(
log(log(1/ε))√

log(1/ε)

)
.

We first show that this implies Theorem 4.25:

Proof of Theorem 4.2 assuming Theorem 4.25. Suppose w = w1, . . . , wn and τ
are such that |{X ⊆ [n] : w(X) = τ}| ⩾ 2(1−ε)n. Then B := {b ∈ {0, 1}n :
⟨w, b⟩ = τ} satisfies the conditions of Theorem 4.25 and |B| ⩾ 2(1−ε)n. For
every i ∈ w(2[n]) arbitrary choose a vector a(i) ∈ {0, 1}n such that ⟨w, a(i)⟩ = i.
Define A′ = {a(i) : i ∈ w(2[n])}. Since |a−1(1)| can only take n different values,
there exist an α such that |a−1(1)| = αn for at least 1/n fraction of the elements
of A′. This gives a set A that satisfies the condition of Theorem 4.25, and thus

|w(2[n])| = |A′| ⩽ |A| · n ⩽ 2δ(ε)n+o(n).

Note that we use the O(·) notation in the term δ(ε) to hide the 2o(n) factors.

The rest of this section is dedicated to the proof of Theorem 4.25. We use
the following standard definitions from Additive Combinatorics: For sets X,Y
we define X + Y as the sumset {x + y : x ∈ X, y ∈ Y }. For an integer k, we
define k ·X as the k-fold sum X +X + · · ·+X︸ ︷︷ ︸

k times

.

The starting point of the proof of Theorem 4.25 is the following simple
lemma that proves that |A||k · B| = |A + k · B|. It is heavily inspired by the
UDCP connection from [AKKN16, Proposition 4.2].
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Lemma 4.26. If a, a′ ∈ A and b, b′ ∈ k · B are such that a + b = a′ + b′, then
(a, b) = (a′, b′).

Proof. Note that

⟨w, a⟩+ ⟨w, b⟩ = ⟨w, a+ b⟩ = ⟨w, a′ + b′⟩ = ⟨w, a′⟩+ ⟨w, b′⟩.

By definition of B, we know that ⟨w, b⟩ = ⟨w, b′⟩ = k · τ , hence ⟨w, a⟩ = ⟨w, a′⟩.
Therefore by definition of set A it has to be that a′ = a. This implies that b = b′,
since a+ b = a′ + b′.

Thus |A| is equal to |A + k · B|/|k · B|, and we may restrict our attention
to upper bounding the latter quantity for any integer k ∈ N. Since this is in
general not easy, we instead define a set P ⊆ A × k · B of pairs such that for
each (a, b) ∈ P the distribution of the values in the vector a+ b is close to what
one would expect for random vectors. This is useful since the control on pairs
(a, b) ∈ P gives us control on the vectors a + b which allow us to upper bound
P . Moreover, we also provide a lower bound that shows that P is not much
smaller than |A| · |k ·B|. Combining the two bounds results in the upper bound
for A. We will make this more formal in the next subsections, but first we give
a warm-up result that sets up the notation for the main proof.

4.4.1 A Warm-up with B = {0, 1}n

Let us first investigate what happens in a case when B is equal to the whole
Boolean hypercube {0, 1}n. While |A| can be easily upper bounded by direct
methods, it is instructive to see what our approach will be in this special case.
In this setting we can think about vectors from B as sampled uniformly at ran-
dom. Fix a parameter 0 < α < 1, let a ∈ {0, 1}n be a fixed, adversarially chosen
vector with |a−1(1)| = αn, and let b1, . . . , bk ∈ {0, 1}n be independently sam-
pled random vectors. Let b = b1 + b2 + . . .+ bk and c = a+ b. Observe that for
every i ∈ {0, . . . , k} and i′ ∈ {0, . . . , k + 1}

E
[
|b−1(i)|

n

]
=

(
k

i

)
2−k,

and

E
[
|c−1(i′)|

n

]
=

(
(1− α)

(
k

i′

)
+ α

(
k

i′ − 1

))
2−k.

For further reference, we now define the found distributions explicitly:
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Definition 4.27 (Altered Binomial Distribution). For every k ∈ N, we let Bin(k)
to denote the binomial distribution ({0, . . . , k}, p) where p(i) =

(
k
i

)
2−k.

For an additional parameter α ∈ (0, 1), we define the altered binomial distri-
bution Bin(k, α) as ({0, . . . , k+1}, p′) where p′(i) = (1−α)

(
k
i

)
2−k +α

(
k

i−1
)
2−k.

Note, that Bin(k + 1) := Bin(k, 1/2) by Pascal’s Formula. Now, we present
the intuition for the random case. We have that:

n · h(Bin(k, α)) = h(c) = h(a, b) = h(a) + h(b) = h(a) + n · h(Bin(k)),

where the second equality follows by Lemma 4.26 and the third equality follows
because a and b are independent. Thus h(a) = n(h(Bin(k, α)) − h(Bin(k))),
and the proof in the random case can be concluded by using Lemma 4.32 in
which we show that for any constant α ∈ (0, 1) it holds that h(Bin(k, α)) −
h(Bin(k)) = Ok→∞((log k)/

√
k), and the standard fact that the support of any

uniform random variable of entropy h is at most 2h.
To extend this to the setting where B ⊂ {0, 1}n we need to obtain vectors

b1, . . . , bk that are sufficiently random. This condition translates to ε ⩽ 1/2Θ(k),
that will enforce k := Θ(log(1/ε)). The following chain of (in-)equalities sum-
marizes the strategy of our proof.

|A| =

Lemma 4.26

|A+ k ·B|
|k ·B|

⩽

Subsection 4.4.2

|P |
|k ·B|

·2f(ε,k)n ⩽

Subsection 4.4.3

2n(h(Bin(k+1))−h(Bin(k))) ·2f(ε,k)n ⩽

Lemma 4.32

2δ(ε)n

Now, we will make the above idea more precise.

4.4.2 Balanced Pairs

The following definition quantifies the ‘sufficiently random’ terms from the pre-
vious subsection by measuring how far the distribution of the values of a vector
are from a given (expected) distribution.

Definition 4.28 (Balanced vectors). Let D = (Ω, p) to be a discrete probability
space. Fix γ ∈ (0, 1). Let U to be the finite universe set and let X ⊆ U . A mapping
(or a vector) v ∈ ΩU is γ-D balanced for X if for all ω ∈ Ω it holds that

|v−1(ω) ∩X|
|X|

∈ [p(ω)± γ].
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As a shorthand we say that a mapping (or a vector) v ∈ ΩU is γ-D balanced if it
is γ-D balanced for U . We denote the set of all γ-D balanced vectors v ∈ ΩU with
(D ± γ)U .

As an illustration of Definition 4.28, suppose

U = {1, . . . , 6}, X = {1, . . . , 4}, Ω = {0, 1},
p(0) = p(1) = 1

2 , D = (Ω, p).

Then (0, 1, 1, 1, 1, 1) is 1
4 -D balanced for X but not 1

4 -D balanced. The vector
(0, 0, 0, 0, 1, 1) is not 1

4 -D balanced for X but it is 1
6 -D balanced.

We will use Definition 4.28 with D being the distribution we would get in
the random case as outlined in Subsection 4.4.1 (hence D will usually be Bin(k)
or Bin(k, α)). Now, we prove a general upper bound on the number of γ-D
balanced vectors.

Lemma 4.29. Let D = (Ω, p) be a discrete probability space. The number of γ-D
balanced vectors is at most

2(h(D)+f(Ω,γ))|U |,

where f(Ω, γ) := O(|Ω| · γ log(1/γ)).

Proof. The number of γ-D balanced vectors is at most
∑

q

( |U |
q·|U |

)
, where the

sum is over all probability distributions q such that q · |U | is a vector with in-
teger coordinates and q(ω) ∈ [p(ω) ± γ] for every ω ∈ Ω. Since the number of
possibilities for such a q is at most |U ||Ω| and

( |U |
q·|U |

)
⩽ 2h(q)|U | by Lemma 4.10,

we obtain∑
q

(
|U |

q · |U |

)
⩽ |U ||Ω|2h(q)|U |

⩽ |U ||Ω|2
(
h(D)+ln(2)|Ω|γ log

1
γ

)
|U |

⩽ 2h(D)|U | · 2O
(
|U ||Ω|γ log(

1
γ )

)
,

where the second inequality follows from Lemma 4.11 and the third comes from
|U ||Ω| ≪ 2|U ||Ω|.

For example, Lemma 4.29 bounds the number of γ-Bin(k) balanced vectors
by 2nh(Bin(k))+nf(γ,k) for some positive function f(γ, k) that goes to 0 when
γ → 0.
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With Definition 4.28 in hand, we are ready to define the set of pairs men-
tioned at the begining of this section:

P := {(a, b) ∈ A× k ·B : b ∈ B is ε0.01-Bin(k) balanced for a}.

In Section 4.5 we prove the following somewhat technical lemma:

Lemma 4.30. Let k < 0.01 · log(1/ε). Then, for every a ∈ {0, 1}n with |a−1(1)| >
ε0.01n, there exists Ea ⊆ k · B, such that |Ea| ⩾ 2(h(Bin(k))−ε0.1)n and (a, b) ∈ P
for every b ∈ Ea.

Note, that we can assume that α > ε0.01 because otherwise |A| ⩽
(

n
ε0.01n

)
⩽

2ε
0.01 log(4/ε)n ⩽ 2δn and Theorem 4.25 follows automatically.

Thus, we may apply Lemma 4.30 for each a ∈ A and obtain that

|P | ⩾ |A| · 2(h(Bin(k))−ε0.1)n. (4.3)

On the other hand, the balancedness property can be used to give an upper
bound on P via Lemma 4.26. To do so, the following will be useful:

Lemma 4.31. If (a, b) ∈ P , then a+ b is (2ε0.01)-Bin(k, α) balanced.

Proof. From the definition of P , vector b is ε0.01-Bin(k) balanced for a. So, for
every i ∈ {0, . . . , k}:

|a−1(1) ∩ b−1(i)| ∈
[(

k

i

)
αn

2k
± ε0.01n

]
And similarly,

|a−1(0) ∩ b−1(i)| ∈
[(

k

i

)
(1− α)n

2k
± ε0.01n

]
It follows that for every i ∈ {0, . . . , k + 1} it holds that:

|(a+ b)−1(i)| ∈
[(

k

i

)
(1− α)n

2k
+

(
k

i− 1

)
αn

2k
± 2ε0.01n

]
.

Next we define function η(a, b) := a + b. Observe that η is an injective
function on A×k ·B by Lemma 4.26, and since P ⊆ A×k ·B we have |η(P )| =
|P |. By Lemma 4.31, every vector in η(P ) is (2ε0.01)-Bin(k, α) balanced, and
thus Lemma 4.29 implies

|P | ⩽ 2n·h(Bin(k,α)) · 2O(nkε log(1/ε)). (4.4)
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4.4.3 Proof of Theorem 4.25

By combining (4.3) and (4.4) we obtain the following bound:

|A| ⩽ 2n(h(Bin(k,α))−h(Bin(k))) · 2O((ε0.01+kε log
1
ε )n). (4.5)

By Lemma 4.45 we in fact have that h(Bin(k, α)) ⩽ h(Bin(k + 1)), and
thus it remains to bound the difference in entropy of two consecutive binomial
distributions as follows:

Lemma 4.32. For large enough k, we have that h(Bin(k))−h(Bin(k−1)) ⩽ log k√
k

.

Before we present the proof of Lemma 4.32, let us see how to use it. We
choose k := Θ(log(1/ε)). Thus Lemma 4.32 implies that

|A| ⩽ 2n(log k/
√
k+ε0.01 log(1/ε)) = 2O(n·δ(ε)),

where δ(ε) = Oε→0

(
log(log(1/ε))√

log(1/ε)

)
, because ε0.01 log(1/ε) ≪ δ(ε) for small

enough ε. This finishes the proof of Theorem 4.25.

Proof of Lemma 4.32. For every i, k ∈ N such that i ⩽ k let us define an auxiliary
function:

f(k, i) :=

(
k
i

)
2k

log

(
2k(
k
i

)) .

Thus we have h(Bin(k)) =
∑k

i=0 f(k, i). To relate h(Bin(k)) with h(Bin(k− 1)),
the following will be useful:

Claim 4.33.

f(k, i) ⩽

{
f(k − 1, i), if i < ⌊k/2⌋,
f(k − 1, i− 1), if i ⩾ k/2.

(4.6)

Proof. Define g(x) = x · log(1/x). Since its derivative is g′(x) = − ln(x)+1
ln(2) we

have that g(x) ⩽ g(x′) whenever x ⩽ x′ ⩽ 1/e.
Note f(k, i) = g(

(
k
i

)
/2k), and since

(
k
i

)
/2k ⩽ 1/

√
k by the standard bound(

k
i

)
⩽ 2k/

√
k, we have

(
k
i

)
/2k ⩽ 1/e for k ⩾ 9 large enough. Thus to prove the

claim it remains to show that(
k

i

)
2−k ⩽

{(
k−1
i

)
2−(k−1), if i < ⌊k/2⌋,(

k−1
i−1
)
2−(k−1), if i ⩾ k/2.
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To see this first suppose i < ⌊k/2⌋. Then we have that(
k

i

)
2−k =

(
k − 1

i

)
k

k − i− 1
2−k ⩽

(
k − 1

i

)
2−(k−1).

Second, if i ⩾ k/2, then we have that(
k

i

)
2−k =

(
k − 1

i− 1

)
k − 1

i− 1
2−k ⩽

(
k − 1

i− 1

)
2−(k−1).

Now we can use Claim 4.33 to give the required upper bound:

h(Bin(k)) =

k∑
i=0

f(k, i)

=

⌊k/2⌋−1∑
i=0

f(k, i)

+

 k∑
i=⌊k/2⌋+1

f(k, i)

+ f(k, ⌊k/2⌋)

⩽

⌊k/2⌋−1∑
i=0

f(k − 1, i)

+

 k∑
i=⌊k/2⌋+1

f(k − 1, i− 1)


+ f(k, ⌊k/2⌋)

= h(Bin(k − 1) + f(k, ⌊k/2⌋)

⩽ h(Bin(k − 1)) + log(k)/
√
k,

where we use Claim 4.33 in the first inequality, and
(

k
⌊k/2⌋

)
⩽ 2k/

√
k in the

second inequality. Hence h(Bin(k))− h(Bin(k − 1)) ⩽ log(k)/
√
k.

4.5 Properties of k ·B: Proof of Lemma 4.30

In this section we prove the Lemma 4.30.

Lemma 4.30 (restated). Let k < 0.01 · log(1/ε). Then, for every a ∈ {0, 1}n with
|a−1(1)| > ε0.01n, there exists Ea ⊆ k · B, such that |Ea| ⩾ 2(h(Bin(k))−ε0.1)n and
(a, b) ∈ P for every b ∈ Ea.
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Recall that

P := {(a, b) ∈ A× k ·B : b ∈ B is ε0.01-Bin(k) balanced for a}.

Intuitively, we prove that for any fixed set B ⊆ {0, 1}n there exists a large set
Ea ⊆ k · B with the following property: for every b ∈ Ea we can perturb ε0.01n
entries in b, such that it is indistinguishable from a vector randomly sampled
from the binomial distribution, even if we focus on a concrete subset of coordi-
nates a−1(1) ⊆ [n].

First, observe that we can interpret a tuple (b1, . . . , bk) ∈ Bk as the n × k
matrix with the i’th column equal to bi. We interchangeably address such a
tuple as an n × k matrix and as an element of ({0, 1}n)k. To emphasize the
type of such variables, we denote such matrices with bold face. For example,
(b1, . . . , bk) is denoted with b ∈ ({0, 1}n)k.

The notation bT denotes the transpose of a matrix. Next, C := {bT : b ∈
Bk} ⊆ ({0, 1}k)n denotes the set of matrices Bk interpreted in the transposed
way.

In Subsection 4.5.1 we show how to select a subset D ⊆ C of matrices in C,
in such a way that for all b ∈ D ⊆ ({0, 1}k)n, any column z ∈ {0, 1}k occurs
n
2k
± f(ε)n times in b, that is |b−1(z)| ∈ [ n

2k
± f(ε)n].

Next, in Subsection 4.5.2 we define the operation ζ((a1, . . . , ax)) :=
∑x

i=1 ai,
that sums the columns of a matrix a ∈ (Zy)x to a single column ζ(a) ∈ Zy (see
Figure 4.4). We consider the set E := {ζ(bT ) : b ∈ D} ⊆ {0, . . . , k}n, and
argue that each vector in E is γ-Bin(k) balanced for some small γ > 0.

Finally, in Subsection 4.5.3 we take care of a ∈ {0, 1}n and select the set
Ea ⊆ E to be all vectors in E that are ε0.01-Bin(k) balanced for a−1(1).

Uniform distribution. We define the uniform distribution to be Uni(Ω) =
(Ω, p) if p(ω) = 1

|Ω| for each ω ∈ Ω. We will focus on the special cases when

Ω = {0, 1} and Ω = {0, 1}k. Thus, v ∈
(
Uni({0, 1})± γ

)[n]
means that v−1(i) ∈

[n/2 ± γn] for all i ∈ {0, 1}. Similarly, v ∈
(
Uni({0, 1}k) ± γ

)[n]
means that

v−1(z) ∈ [n/2k ± γn] for all z ∈ {0, 1}k. If Ω is clear from the context, v ∈ ΩU

and X ⊆ U , we also say that a vector is γ-uniform for X to refer to the statement
that it is γ-Uni(Ω) balanced for X.

Inequalities. Through the section we assume that ε ⩽ 1/24k, γ := 4
√
ε and

k > 100 is an integer. This means that the following inequalities hold:

ε1/2 ⩽ 2kγ ⩽ ε1/4, (4.7)
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0 1 0 0 0 1

0 0 0 0 0 1

0 1 0 1 0 1

1 1 1 0 0 0

0 1 0 1 0 1

0 1 0 1 0 1

0 1 0 1 0 1

2

1

3

3

3

3

3

Figure 4.4: The ζ operation takes a x× y matrix c ∈ (Zx)y as input and outputs a vector
ζ(c) ∈ Zx by adding all columns.

100 · k2kγ log(1/(2kγ)) ⩽ ε1/5. (4.8)

4.5.1 Constructing a set D of uniform k-tuples

We first prove the following result that will be helpful to obtain the aforemen-
tioned set C.

Lemma 4.34 (Most vectors in B are uniform). Let U1 ⊎ . . . ⊎ Uℓ = [n] be a
partition such that |Ui| ⩾ µn for all i ∈ [ℓ]. Let λ ∈ (0, 1/2]. For every B ⊆ {0, 1}n
with |B| ⩾ 2(1−µλ

2)n−o(n) it holds that:

|{b ∈ B : b is λ-uniform in Ui for every i}| ⩾ |B|/2.

Proof. For a fixed i we argue that the number of vectors that are not λ-uniform
for Ui is bounded by 2(1−λ

2µ)n+o(n). This will finish the proof, since we can sum
this bound over all partitions.
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Let s = |Ui|/n and note that s ⩾ µ. Observe that the number of vectors
v ∈ {0, 1}n such that |v−1(1) ∩ Ui| /∈ [sn/2± λsn] is at most:∑

λ′ /∈[−λ,λ]

(
sn

sn/2− λ′sn

)
2n−sn

because a vector v that is not λ-uniform on Ui can be arbitrary in [n] \ Ui. We
upper bound this with the binary entropy function

∑
0⩽λ′⩽λ

2sn·h(1/2−λ
′)+o(n) · 2n−sn.

The expression is maximized when λ′ = λ because the h(p) entropy function is
increasing in [0, 0.5]. Hence we can upper bound the expression with

n2(1+s(h(1/2−λ)−1))n+o(n).

Now, we use a bound h(1/2 − x) ⩽ 1 − x2 when 0 ⩽ x ⩽ 1/2 (recall that
λ ∈ [0, 1/2]) and obtain that the number of vectors that are not λ-uniform for
Ui is at most

2(1−sλ
2)n+o(n) ⩽ 2(1−µλ

2)n+o(n).

Thus, by summing over all Ui, the number of vectors that are not λ-uniform
for some Ui is at most 2(1−µλ

2)n+o(n), and the number of vectors in B that are
λ-uniform for all Ui is at least

|B| − 2(1−µλ
2)n+o(n) ⩾ |B|/2,

and the claim follows.

Set a balance parameter γ := 4
√
ε, and define

D := C ∩
(
Uni({0, 1}k)± γ

)[n]
.

Lemma 4.35 (Most k-tuples are uniform). Let k ∈ N be such that ε < 1/4k+2.
Then it holds that

|D| ⩾
(
|B|
2

)k

.
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Proof. We denote Cj ⊆ ({0, 1}j)[n] to select all matrices obtained by removing
the first j columns of matrices C, namely

Cj := {bT : b ∈ Bj}.

Thus, C = Ck. For j ∈ {1, . . . , k}, let

Dj := Cj ∩
(
Uni({0, 1}j)± γ

)[n]
.

We prove that |Dj | ⩾ ( |B|2 )j by induction on k. First we prove the base case
j = 1 of the induction, so |D1| ⩾ |B|/2. This follows by applying Lemma 4.34
with λ =

√
ε and partition U1 = [n], since it implies that

|B|/2 ⩽
∣∣∣B ∩ (Uni({0, 1})±

√
ε
)U1

∣∣∣ ⩽ ∣∣∣C1 ∩
(
Uni({0, 1})± γ

)U1

∣∣∣ = |D1| .

The induction step with j > 1 is a direct consequence of the following claim,
which therefore is sufficient to finish the proof.

Claim 4.36. Let b ∈ Dj−1. Then there are at least |B|/2 vectors bj ∈ B, such
that b+ ∈

(
Uni({0, 1}j)± γ

)[n], where b+ is obtained from b by appending bj as
the j’th row to it.

Proof. Define a partition {Uz}z∈{0,1}j−1 of [n] by Uz = b−1(z). Because b ∈(
Uni({0, 1}(j−1))± γ

)[n]
we know that:

µ := min
z∈{0,1}j−1

|Uz|/n ⩾
1

2j−1
− γ.

Note, that µ > 1/2j because we assumed that ε < 1/4k+2 (hence γ < 1/2j).
Now, we use Lemma 4.34 with partition {Uz}z∈{0,1}j−1 and λ := 2j−3·γ. First let
us assert that the condition |B| ⩾ 2(1−µλ

2)n+o(n) holds. Recall that we assumed
|B| ⩾ 2(1−ε)n+o(n) and µλ2 ⩾ 1

2j (2
j−3 · 4

√
ε)2 ⩾ 2j−2ε ⩾ ε (for j ⩾ 2). Hence

|B| ⩾ 2(1−ε)n ⩾ 2(1−µλ
2)n+f(n) for some function f ∈ o(n).

Lemma 4.34 states that there are at least |B|/2 vectors bj ∈ B such that for
each z ∈ {0, 1}j−1

|Uz ∩ b−1j (1)| ∈
[
|Uz|
2
± λ|Uz|

]
. (4.9)
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We know that |Uz| ∈ [ n
2j−1 ± γn] (because b ∈ (Uni({0, 1}j−1)± γ)[n]). Thus in

fact (4.9) can be rewritten to

|Uz ∩ b−1j (1)| ∈
[ n
2j
±
(
λ|Uz|+ (γ/2)n

)]
.

We bound λ|Uz| by

λ|Uz| = 2j−3γ|Uz| ⩽ 2j−3γ
( n

2j−1
+ γn

)
= γn

(
1

4
+ 2j−3γ

)
= γn

(
1

4
+ 2j−34

√
ε

)
< γn

(
1

4
+ 2j−34

√
1/4k+2

)
= γn

(
1

4
+ 2j−1/2k+2

)
< γn

(
1

4
+

1

4

)
= (γ/2)n,

where we use the assumption ε ⩽ 1
4k+2 in the second line of the inequality.

Thus, for every z ∈ {0, 1}j−1 we have

|Uz ∩ b−1j (1)| ∈
[ n
2j
± 2(γ/2)n

]
.

Now, observe that for all z ∈ {0, 1}j−1 it holds that:

Uz ∩ b−1j (1) = b−1(z) ∩ b−1j (1) = b−1+

(
z′),

where z′ ∈ {0, 1}j is the vector obtained from z by adding a j-th entry with
value 1. Thus vector z′ fulfills the condition for b+ to be in

(
Uni({0, 1}j)±γ

)[n]
.

Similarly we can prove this condition by concatenating a 0 to the vector z.
Hence, for every b ∈ Dj−1 there are at least |B|/2 vectors bj ∈ B, such that

b+ ∈
(
Uni({0, 1}j ± γ

)[n]
.

Thus this claim proves our induction hypothesis and hence the lemma.

4.5.2 Summing tuples from D gives many distinct sums

As mentioned in the beginning of this section we define the operation

ζ((a1, . . . , ax)) :=

x∑
i=1

ai,
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that sums the columns of a matrix a ∈ (Zy)x to a single column ζ(a) ∈ Zy (see
Figure 4.4). We define E to be all sums of tuples from D:

E := {ζ(bT ) : b ∈ D} ⊆ {0, . . . , k}[n]

In fact, by the assumption on D we have the following control on the distribu-
tions of the values in the vectors in E:

Lemma 4.37. If v ∈ E, then for j = 0, . . . , k it holds that

|v−1(j)| ∈
[(

k

j

)
n

2k
±
(
k

j

)
γn

]
,

i.e. every vector in E is a (2kγ)-Bin(k) balanced vector.

Proof. Consider an arbitrarily vector v ∈ E and fix j ∈ {0, . . . k}. From the
definition of E, there exists a vector b ∈ D = C∩

(
Uni({0, 1}k)±γ

)[n]
such that

ζ(bT ) = v. Hence for every z ∈ {0, 1}k:

|b−1(z)| ∈
[ n
2k
± γn

]
.

Hence, if we sum over all vectors z ∈ {0, 1}k such that |z−1(1)| = j we have:

|v−1(j)| ⩽
∑

z∈{0,1}k

|z−1(1)|=j

n

2k
+ γn =

(
k

j

)
n

2k
+

(
k

j

)
γn,

and analogously |v−1(j)| ⩾
(
k
j

)
n
2k
−
(
k
j

)
γn. Thus indeed v is a (2kγ)-Bin(k)

balanced vector, as desired.

We now show that E is sufficiently large:

Lemma 4.38. It holds that |E| ⩾ 2(h(Bin(k)−ε0.2)n.

Proof. For a vector v ∈ E we define

Dv := {b ∈ D : ζ(bT ) = v}.

By grouping all elements of D on their image with respect to ζ:

|D| =
∑
v∈E
|Dv| ⩽ |E|max

v∈E
|Dv|,
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which can rewritten into the following lower bound on |E|:

|E| ⩾ |D|/max
v∈E
|Dv| ⩾ (|B|/2)k/max

v∈E
|Dv| ⩾ 2k(n−εn+1)/max

v∈E
|Dv|. (4.10)

Thus in the remainder of the proof we can focus on showing that for any vector
v ∈ E, |Dv| ⩽ 2n(k−h(Bin(k))+ε0.2); the Lemma would then follow by the bound
in (4.10).

Let b ∈ Dv. This means that for every j = 0, . . . , k:⋃
z∈{0,1}k

|z−1(1)|=j

b−1(z) = v−1(j).

Thus the number of possibilities for b is

k∏
j=0

(
k

j

)|v−1(j)|

.

We multiply this quantity with
( [n]
|v−1(0)|,...,|v−1(k)|

)
=
(
[n]
ϕ·n
)

where

ϕ := (|v−1(0)|/n, . . . , |v−1(k)|/n)

and obtain(
[n]

ϕ · n

) k∏
j=0

(
k

j

)|v−1(j)|

⩽ 2kn,

where the inequality follows since the left hand size counts partitions of [n] into∑k
i=0

(
k
i

)
= 2k parts. Thus by Lemma 4.10 we have |Dv| ⩽ 2n(k−h(ϕ)). Because

v is γ-Bin(k) balanced (since it is in E), we have

h(ϕ) ⩾ h(Bin(k))− ln(2)k2kγ log
1

2kγ
⩾ h(Bin(k))− ε0.2,

where the first inequality is by Lemma 4.11, and the second inequality uses that
γ = 4

√
ε (see Inequality 4.8).

4.5.3 Selecting a set Ea ⊆ E for every a ∈ A

Lemma 4.39. Let D = (Ω, p) be a discrete probability space, and let X ⊆ [n] with
|X| = αn. The number of vectors v ∈ (D + 0)[n] that are not ρ-D balanced for X
and [n] \X is at most 2n(h(D)−α2 min(ρ2,logα)).
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Proof. We define a relation R ⊆ (D + 0)[n] ×
(
[n]
αn

)
as follows:

(v,X) ∈ R⇔ v is not ρ-D balanced for X.

Additionally, let

Rv = R ∩
(
{v} ×

(
[n]

αn

))
, for v ∈ (D + 0)[n],

RX = R ∩
(
(D + 0)[n] × {X}

)
, for X ∈

(
[n]

αn

)
.

Note that |RX | is the value we want to bound. Note that the mapping (v,X) 7→
(v ◦ π, π(X)) for any permutation π : [n] ↔ [n] of the index set [n] is an auto-
morphism of R (i.e., (v,X) ∈ R if and only if (π(v), π(X)) ∈ R). Therefore, we
have

|R| = |(D + 0)[n]| · |Rv| = |RX |
(

n

αn

)
(4.11)

for a fixed v and X. By (4.11) we can focus on bounding |Rv| instead of |RX |.
To do so, note that if (v,X) ∈ R for X ∈

(
n
αn

)
, there must exist ω ∈ Ω such

that |X ∩ v−1(ω)| /∈ [p(ω)αn ± ραn]. We can construct any such X by first
selecting a subset of v−1(ω) (which has cardinality p(ω)n), and then choosing
the remaining elements. Hence:

|Rv| ⩽
∑
ω∈Ω

∑
x/∈[−ρ,ρ]

(
p(ω)n

(p(ω) + x)αn

)(
(1− p(ω))n

(1− p(ω)− x)αn

)
.

Next, we use Lemma 4.44. In our case with β := p(ω), α := α and ρ := −αx it
implies:

|Rv| ⩽
∑

j∈{0,...,k}

∑
x/∈[−ρ,ρ]

(
n

αn

)
2−Fn

where

F =

{
(αx)2, if |αx| < α(1− α)p(ω),

α2 log(1/(2α)), otherwise.
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Since |x| ⩾ ρ we have F ⩾ α2 min{ρ2, log(1/(2α))}, thus

|Rv| ⩽
(

n

αn

)
2−α

2 min{ρ2,log(1/(2α))}n,

which plugged into (4.11) gives the desired inequality.

Proof of Lemma 4.30. Recall that we assume that α > ε0.01. Lemma 4.38 gives
us a lower bound on E, and by Lemma 4.37 each vector in E is a (2kγ)-Bin(k)
balanced vector. Hence, by the pigeon hole principle there exists a distribution
D = ({0, 1 . . . , k}, p) where p = (p0, . . . , pk) such that |p0 −

(
k
j

)
2−k| ⩽ 2kγ for

each j and E has a subset E′ of at least |E|/nk vectors that are in D[n]. Hence:

|E′| ⩾ |E|/nk ⩾ 2(h(D)−ε0.2n)−o(n)

Now for each a ∈ A, define Ea to be all vectors in E′ that are ε0.05-D bal-
anced for a−1(1). Observe that this means that vectors in Ea are ε0.01-Bin(k)
balanced (because ε0.05 + 2kγ ≪ ε0.01).

Applying Lemma 4.39 with E′ and a−1(1), we get that there are at most
2h(D)−α2 min(ε0.1,log(1/(2α)) ⩽ 2(h(D)−ε0.12)n) vectors in E′ that are not ε0.05-D
balanced. Hence:

|E′ \ Ea| ⩽ 2(h(D)−ε0.12n) ⩽ |E′|/2

Now the lemma follows because

|Ea| ⩾ |E′|/2

⩾ 2(h(D)−ε0.2)n−o(n)

⩾ 2(h(Bin(k)−ln(2)2kγ log(1/(2kγ))−ε0.2)n ⩾

2(h(Bin(k)−ε0.1)n

where the last inequality follows from Lemma 4.11 and Inequality 4.8 (since
ε is small enough).
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4.6 Conclusion and Open Problems

In this chapter, we present a randomized O(2(1−σm)n) time algorithm for the
BIN PACKING problem, where σm > 0 and m denotes the number of bins. This is
an improvement over the state-of-the-art algorithm of Björklund et al. [BHK09]
that runs in O⋆(2n) time for small m. Nevertheless, it still remains to give an
algorithm for BIN PACKING that works in O⋆((2− ε)n) time for arbitrarily large
number of bins for some fixed constant ε > 0. We believe our algorithm made
significant progress on this question. One open end for further research is how
the number of bins influence the complexity of an instance. By the methods
of [Ned16], instances of BIN PACKING with a linear number of bins (with equal
capacity) can also be solved in time O(2(1−ε)n) based on a witness sampling
technique similar to what we used in some of our cases. It is thus natural to
wonder whether (an extension) of the methods presented in this chapter are
enough to give improved algorithms for all number of bins.

We believe our Additive Combinatorics result is natural and may have ap-
plications beyond the scope of this chapter. As mentioned in the introduction,
Littlewood-Offord theory has a wide variety of applications, and it is natural
to expect that the setting that we address may be of interest in any of these
settings.

In the introduction we mentioned Question 5 as one motivation for study-
ing improved exact exponential time algorithms for the BIN PACKING problem.
While it is not clear whether we made direct progress on this question, we do be-
lieve that some of our ideas, such as the approach to narrow down the number
of witnesses, may inspire future work on improved algorithms for SET COVER.
For example, our algorithm gives improved run times for all SET COVER instance
with family F ⊆ 2U such that F = H ∩ {0, 1}n where H is some hyperplane in
Rn via standard methods. Our methods may also inspire progress on improved
exponential time algorithms for special cases of SET COVER such as the GRAPH

COLORING problem mentioned in the introduction.
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4.7 Missing Proofs

4.7.1 Computing the number of distinct sums and critical
pruner

Lemma 4.40. Let w : [n] → N be an item weight function. Then the set w(2[n])
can be computed in time O(|w(2[n])|).

Proof. Define for all i ∈ {0, . . . , n} the set Wi as:

Wi = {w(X) : X ⊆ [i]}

Notice that Wn = w(2[n]). We iterate over i to compute these sets, setting
W0 = ∅. Then to compute the next sets use that:

Wi = Wi−1 ∪ {x+ w(i) : x ∈Wi}

The total computation time can be upper bounded by
∑n

i=1 2|Si| = O(|Wn|).

Corollary 4.41. Let |w(2[n])| ⩾ 2δn. Then the critical pruner θ can be computed
in time O(2δn).

Proof. Recall the following definitions. Let l = 1 + ⌈log(maxi{w(i)})⌉. For
s ∈ {0, . . . , l}, the s-pruned weight of item i is ws(i) := ⌊w(i)/2l−s⌋. The critical
pruner, θ, is θ = min{s ∈ N : |ws(2

[n])| ⩾ 2δn}. Notice that we can assume
l = nO(1) by [FT87].

The algorithm finds θ by computing |ws(2
[n])| using Lemma 4.40 for each

s = 1, 2, . . . until |ws(2
[n])| ⩾ 2δn. Take this s as θ. Because w0(2

[n]) = {0}
and Lemma 4.18 tells us that

(
1
3n

)
|ws(2

[n])| ⩽ |ws−1(2
[n])| for any s, we know

that |wθ(2
[n])| = O(2δn). Therefore, the algorithm will take O(2δn) times per

iteration and will repeat at most l times, which gives the requested run time.

4.7.2 Inequalities with binomials and entropy

Let us start with the useful facts about binary entropy function.

h(x) := −x log(x)− (1− x) log(1− x).

The first derivative of binary entropy is:

h′(x) := log(1− x)− log(x)
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The second derivative:

h′′(x) := − 1

(ln 2)x(1− x)

and we will also need third derivative

h′′′(x) :=
1− 2x

(ln 2)x2(1− x)2

Observe, that for x ∈ [0, 0.5] we have that h′(x) ⩾ 0, h′′(x) ⩽ 0 and h′′′(x) ⩾
0. From 4th derivative we will only need that h(4)(x) ⩽ 0 when x ∈ [0, 0.5].

Hence from Taylor expansion for x ∈ [0, 0.5] it holds that:

h(x+ ε) := h(x) + h′(x)ε+
h′′(x)

2
ε2 +

h′′′(x)

6
ε3 +O(ε4).

If we assume, that x ∈ [0, 0.5] and ε ⩽ 3h′′(x)
2h′′′(x)) then:

h(x+ ε) ⩽ h(x) + h′(x)ε+
h′′(x)

4
ε2. (4.12)

because h(4)(x) ⩽ 0 when x ∈ [0, 0.5].

Lemma 4.42 (Theorem 2.2 from [Cal09]).

∀x ∈ [0, 1] : 1− 4

(
x− 1

2

)2

⩽ h(x) ⩽ 1− 2

ln(2)

(
x− 1

2

)2

,

∀x ∈ [0, 1] :
x

2 log( 6x )
⩽ h−1(x) ⩽

x

log 1
x

,

where the inverse entropy function h−1 : [0, 1]→ [0, 1] is the inverse of h restricted
to the interval [0, 0.5].

Lemma 4.43. Let c ⩾ 1, and b ⩾ 1
2 . Then for any x satisfying 0 < x < 1:

h(1/2− γ) ⩾ 1− x+ b · h(cγ), if γ ⩽
x

4bc log(12b/x)

Proof. Note that by the various assumptions of the lemma γ ⩽ x/(2 log2(6/x)),
and thus

4γ2 ⩽
4x2

2 log2(6/x)
⩽

4

2 log2 6
x/2 ⩽ x/2. (4.13)



4.7 Missing Proofs 107

Now h
(
1
2 − γ

)
can be lower bounded by

⩾ 1− 4γ2, by Lemma 4.42

⩾ 1− x/2, by (4.13)

⩾ 1− x+ b · h(cγ).

as desired. Here, the last inequality follows because cγ ⩽ x/2b
2 log(6/(x/2b)) ⩽

h−1
(

x
2b

)
by Lemma 4.42, and thus b · h(cγ) ⩽ x

2 . Therefore we have that
b · h(cγ) ⩽ x

2 since h is a monotonic in [0, 0.5].

Lemma 4.44. For every β, α, ρ ∈ [0, 0.5] it holds that :(
βn

αβn− ρn

)(
(1− β)n

α(1− β)n+ ρn

)
⩽

(
n

αn

)
· 2−f(ρ,α)n.

where

f(ρ, α, β) :=

{
ρ2 if |ρ| < α(1− α)min{β, (1− β)}
−α2 log 2α otherwise

Proof. First, observe that when |ρ| > α(1− α)min{β, (1− β)} our expression is
upper bounded by:(

βn

αβn(1− α)

)(
(1− β)n

α(1− α)(1− β)n

)
⩽

(
n

α(1− α)n

)
.

This however is bounded by 2h(α(1−α))n. Observe that h(α − α2) ⩽ h(α) −
h′(α)α2 = h(α)− α2(log(α)− log(1− α)) ⩽ h(α)− α2 log(2α). Hence when |ρ|
is large we upper bound our expression with:(

n

αn

)
2α

2 log(2α)n.

Now, we consider the case of small |ρ|. We upper bound the expression with
binary entropy.(

βn

αβn− ρn

)(
(1− β)n

α(1− β)n+ ρn

)
= 2n(βh(α−

ρ
β )+(1−β)h(α+ ρ

1−β ))

Let us consider an exponent:

βh

(
α− ρ

β

)
+ (1− β)h

(
α+

ρ

1− β

)
.
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We use Inequality 4.12 with x = α and ε := − ρ
β for h(α − ρ/β) and with

ε := ρ
1−β for h(α+ ρ/(1− β)).

Observe that at the beginning we assumed that |ρ| ⩽ α(1−α)min{β, (1−β)}
hence | ρβ | and | ρ

1−β | are upper bounded by | 3h
′′(α)

2h′′′(α) |. So, by Inequality 4.12:

βh

(
α− ρ

β

)
+ (1− β)h

(
α+

ρ

1− β

)
⩽ h(α) +

h′′(α)

4

ρ2

β(1− β)
.

Observe that the first order factors cancel out. Hence(
βn

αβn− ρn

)(
(1− β)n

α(1− β)n+ ρn

)
⩽

(
n

αn

)
2

h′′(α)ρ2

4β(1−β) .

Finally, observe that h′′(α) < −1 for all α ∈ [0, 0.5] and 1
β(1−β) ⩾ 4 for all

β ∈ [0, 0.5] hence:(
βn

αβn− ρn

)(
(1− β)n

α(1− β)n+ ρn

)
⩽

(
n

αn

)
2−ρ

2n.

Lemma 4.45. For all k ∈ N and α ∈ [0, 1] we have:

h(Bin(k, α)) ⩽ h(Bin(k + 1)).

Proof. Let us fix k ∈ N. Recall that Bin(k + 1) := ({0, . . . , k + 1}, p(i)) and
Bin(k, α) := ({0, . . . , k + 1}, pα(i)) where

p(i) :=

(
k + 1

i

)
1

2k+1

and

pα(i) :=

(
k

i

)
(1− α)

2k
+

(
k

i− 1

)
α

2k
.

Hence, we need to prove that for all α ∈ [0, 1]:

h(pα(0), . . . pα(k + 1)) ⩽ h(p(0), . . . , p(k + 1)).

Let us denote ϕ(α) := h(pα(0), . . . , pα(k + 1)). First, observe that ϕ(0.5) =
h(p(0), . . . , p(k + 1)) because

(
k+1
i

)
=
(
k
i

)
+
(

k
i−1
)
. Therefore we need to prove

that for all α ∈ [0, 1] it holds that:

ϕ(α) ⩽ ϕ(0.5).
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Recall that binary entropy of multinomial is h(a0, . . . , ak+1) := −a0 log(a0)−
. . .−ak+1 log(ak+1) and (x ln(x))′ = ln(x)+1 Observe that function ϕ(α) is well
defined for α = 0 and α = 1 as limits. Moreover ϕ(α) ⩾ 0 for all α ∈ [0, 1].

Now, we compute the first derivative.

ϕ′(α) = − 1

2k ln 2

∑
i

[(
k

i− 1

)
−
(
k

i

)] (
1 + ln (pα(i))

)
.

Because
∑

i

(
k

i−1
)
=
∑

i

(
k
i

)
the first derivative simplifies to:

ϕ′(α) = − 1

2k ln 2

∑
i

[(
k

i− 1

)
−
(
k

i

)]
ln (pα(i))) .

Now the second derivative is

ϕ′′(α) = − 1

4k ln 2

∑
i

[(
k

i− 1

)
−
(
k

i

)]2
· 1

pα(i)
⩽ 0,

thus ϕ(α) is concave for all α ∈ [0, 1]. So in order to show that the ϕ(α)
function has exactly one maximum in α = 1/2 it is sufficient to show that
ϕ′(0.5) = 0. Let us rearrange the sum:

ϕ′(0.5) =
∑
i

[(
k

i− 1

)
−
(
k

i

)]
ln(p0.5(i))

=
∑
i

(
k

i

)
ln(p0.5(i+ 1))−

∑
i

(
k

i

)
ln(p0.5(i))

=
∑
i

(
k

i

)
ln

p0.5(i+ 1)

p0.5(i)
.

Because

p0.5(i) =
1

2k+1

(
k + 1

i

)
,

we can simplify the fraction:

p0.5(i+ 1)

p0.5(i)
=

(
k+1
i+1

)(
k+1
i

) =
k + 1− i

i+ 1
,
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thus the following will finish the proof:

ϕ′(0.5) =
∑
i

(
k

i

)
ln

k + 1− i

i+ 1

=
∑
i

(
k

i

)
ln(k + 1− i)−

∑
i

(
k

i

)
ln(i+ 1)

=
∑
i

(
k

i

)
ln(k + 1− i)−

∑
i

(
k

k − i

)
ln(k − i+ 1) = 0.



CHAPTER 5

Scheduling of Precedence
Constrained Unit Jobs in O(1.995n)

Time

In a classical scheduling problem, we are given a set of n jobs of unit length
along with precedence constraints and the goal is to find a schedule of these jobs
on m identical machines that minimizes the makespan. This problem is well-
known to be NP-hard for an unbounded number of machines. Using standard
3-field notation, it is known as P |prec, pj = 1 |Cmax .

We present an algorithm for this problem that runs inO(1.995n) time. Before
our work, even for m = 3 machines the best known algorithms ran in O⋆(2n)
time. In contrast, our algorithm works when the number of machines m is
unbounded. A crucial ingredient of our approach is an algorithm with a run
time that is only single-exponential in the vertex cover of the comparability
graph of the precedence constraint graph. This heavily relies on insights from a
classical result by Dolev and Warmuth [DW84] for precedence graphs without
long chains.

This chapter is based on Makespan Scheduling of Unit Jobs with Precedence Constraints in
O(1.995n) time , co-authored by Jesper Nederlof and Karol Wȩgrzycki [NSW22].
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5.1 Introduction

Scheduling of precedence constrained jobs on identical machines is a central
challenge in the algorithmic study of scheduling problems. In this problem, we
have n jobs, each one of unit length along with m identical parallel machines
on which we can process the jobs. Additionally, the input contains a set of prece-
dence constraints of jobs; a precedence constraint j′ ≺ j states that job j′ has to
be completed before job j can be started. The goal is to schedule the jobs non-
preemptively so that the makespan is minimized. Here, the makespan is the time
when the last job is completed. In the 3-field notation1 of Graham [GLLRK79]
this problem is denoted as P |prec, pj = 1 |Cmax .

Despite the extensive interest in the community [CG72, Gab82, Set76] and
plenty of practical applications [KSMT15, LZ09, SSS13] the exact complexity of
the problem is still very far from being understood. Since the ’70s, it has been
known that the problem is NP-hard when the number of machines is the part
of the input [Ull75]. However, the computational complexity remains unknown
even when m = 3:

Open Question 2 ([GJ79]). Is P3 |prec, pj = 1 |Cmax solvable in polynomial
time?

In fact, this is one of the four unresolved open questions from the book
by Garey and Johnson [GJ79] and remains one of the most notorious open
question in the area (see, e.g., [MvB18, LR21, BF95]). While papers that solve
different special cases of P |prec, pj = 1 |Cmax in polynomial time date back to
1961 [Hu61], substantial progress on the problem was made very recently as
well. In particular, a line of research initiated by Levey and Rothvoß [LR21,
Li21, Gar18], gives a quasi-polynomial approximation scheme for the problem
with constant number of machines (Pm |prec, pj = 1 |Cmax). In contrast to
this, the exact (exponential time) complexity of the general problem has hardly
been considered at all, to the best of our knowledge. We initiate such a study in
this chapter.

Natural dynamic programming over subsets of the jobs solves the problem
in O⋆(2n

(
n
m

)
) time, and an obvious question is whether this can be improved. It

is hypothesized that not all problems can be solved strictly faster than O⋆(2n)

1In the 3-field notation, the first entry specifies the type of available machine, the second entry
specifies the type of jobs, and the last field is the objective. In our case, P means that we have
identical parallel machines. We use Pm to indicate that number of machines is a fixed constant m.
Second entry prec, pj = 1 indicates that the jobs have precedence constraints and unit length. The
last field Cmax means that the objective function is to minimize the completion time.
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(where n is some natural measure of the input size): the Strong Exponential
Time Hypothesis (SETH) conjectures that k-SAT cannot be solved inO⋆(cn) time
for any constant c < 2. Breaking the O⋆(2n) barrier has been active research
over the last years, with results including O⋆((2−ε)n) algorithms with ε > 0 for
HAMILTONIAN CYCLE in undirected graphs [Bjö14], BIN PACKING with a constant
number of bins ([NPSW21]), and single machine scheduling with precedence
constraints minimizing the total completion time [CPPW14]. We show that
P |prec, pj = 1 |Cmax can be added to this list of problems:

Theorem 5.1. P |prec, pj = 1 |Cmax admits an O(1.995n) time algorithm.

Note that theorem 5.1 works even when the number of machines is given
on the input. In that case, decreasing the base of the exponent is the best we
can hope for with contemporary techniques. Namely, any 2o(n) algorithm for
P |prec, pj = 1 |Cmax would result in unexpected breakthrough for DENSEST

κ-SUBGRAPH-problem (see section 5.6) and a 2o(n) time algorithm for the BI-
CLIQUE problem [JLK16] on n-vertex graphs.

The starting point of our approach are two previous algorithms for
Pm |prec, pj = 1 |Cmax. Recall that two jobs u and v are comparable if u ≺ v or
v ≺ u and an (anti-)chain is a set of vertices that are pairwise (in-)comparable.

• Algorithm (A): An O(nh(m−1)+1) algorithm, where h is the maximum
length of a chain (called the height), by Dolev and Warmuth [DW84].

• Algorithm (B): An O⋆(#AC ·
(
n
m

)
) time folklore algorithm, where #AC is

the number of anti chains (see Theorem 5.28).

Algorithm (B) is a simple improvement of the aforementioned O⋆(2n
(
n
m

)
)

time algorithm, where the dynamic programming table is indexed by only the
elements of a subset that are maximal in the precedence order ≺. Algorithm
(A) will be described in more detail below.

Intriguingly, Algorithm (A) and Algorithm (B) solve very different sets of
instances quickly: A long chain cannot contribute much to the number of an-
tichains since a chain and antichain can only overlap in one element. Optimisti-
cally, one may hope that a combination of (the ideas behind) these algorithms
could make substantial progress on Open Question 2 (by, for example, solving
P3 |prec, pj = 1 |Cmax in 2o(n)).

In particular, a straightforward consequence of Dilworth’s theorem guaran-
tees that #AC is at most

(
1 + n

a

)a
, where a is the cardinality of the largest

antichain (see Claim 5.29). Focusing on the case when m is a fixed constant,
Algorithm (B) runs fast enough to achieve Theorem 5.1 whenever a < 0.97n.
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This allows us to assume that the maximum antichain is of size at least 0.97n
and therefore there are no chains of length more than h = 0.03n. Unfortunately,
even for constant m this is still not good enough as Algorithm (A) would run in
nΩ(n) time.

However, the above argument gives us a stronger property: If we define
Gcomp as the comparability graph2 of the partial order, then in fact Gcomp has
a vertex cover3 of size at most 0.03n. Our main technical contribution is that,
when we parameterize ≺ by the size of the vertex cover of Gcomp instead of by
h, we can get a major improvement in the run time. In particular, we get an
algorithm with a single-exponential run time and polynomial dependence on n
and m:

Theorem 5.2. P |prec, pj = 1 |Cmax admits O⋆(169|C|) time algorithm where C
is a vertex cover of the comparability graph of the precedence constraints.

Note that the fixed-parameter tractability in |C| alone is not necessarily sur-
prising or useful. To get that, one could for example guess the order in which
the jobs from C are processed and schedule the rest of the jobs in a greedy man-
ner. This, unfortunately, would yield only a |C|O(|C|) · poly(n) algorithm which
is not enough to give any improvement over an exact O⋆(2n) algorithm in the
general setting.

Since the run time in Theorem 5.2 does not depend on the number of ma-
chines, Theorem 5.1 follows per the above discussion even when m = εn for
some small constant ε > 0: In such cases the binomial coefficient

(
n
m

)
of Algo-

rithm (B) is still small enough to yield an O(1.995n) time algorithm. For large
m > εn, we use a combination of the Subset Convolution technique and sim-
ple structural observations to design an O⋆(#AC + 2n−m) time algorithm for
P |prec, pj = 1 |Cmax . See also Figure 5.1.

In the next paragraph, we sketch our insights behind the proof of Theo-
rem 5.2.

Our approach for Theorem 5.2 The central inspiration of our algorithm is the
following structural insight of the aforementionedO(nh(m−1)+1) time algorithm
by Dolev and Warmuth [DW84]: let z be the first time slot a sink (i.e., a job v for
which there is no precedence constraint v ≺ w) is scheduled. Then, there exists
an optimal schedule (which is called a zero-adjusted schedule) for which the

2The undirected graph with the jobs as vertices and edges between jobs sharing precedence
constraints.

3Recall a vertex cover is a set of vertex that intersects with all edges.
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|C| ⩽ n/7.5?

O⋆
(
169|C|

)
algorithm

(Theorem 5.2)
m ⩽ n/279?

|C| ⩽ n/7.5 |C| > n/7.5
Claim 5.29
======⇒ #AC ⩽ O(1.9445n)

O⋆(#AC ·
(
n
m

)
) algorithm

(Theorem 5.28)
O⋆(#AC + 2n−m) algorithm

(Theorem 5.27)

m ⩽ n/279 m > n/279

Figure 5.1: Overview of use of algorithms for proving Theorem 5.1.

set of jobs before and after timeslot z can be reconstructed in polynomial time
from the set of jobs scheduled at z. Equipped with this observation, Dolev and
Warmuth [DW84] partition the schedule at timeslot z, (non-deterministically)
guess the set of jobs scheduled at z and construct two subproblems by deducing
the set of jobs scheduled before and after z. Then, they show that each of these
subproblems consists of a graph of height at least one less than the original
graph and solve the subproblems recursively.

We extend the definition of zero-adjusted schedules and apply it to the set-
ting of a small vertex cover. We let a sink moment be a moment in the schedule
where at least one sink and at least one non-sink are scheduled. We define a
sink-adjusted schedule where we require that after every sink moment only suc-
cessors of the jobs in the sink moment and some sinks are processed. We also
show that there always exists an optimal schedule that is sink-adjusted.

Key Insight: In a sink-adjusted schedule, for each non-sink j processed at
time t there is a chain of predecessors of j intersecting all the sink moments
before t.

Note that any chain can contain at most one vertex not from the vertex
cover. Since we are allowed to make guesses about jobs in the vertex cover, we
can guess which jobs of the vertex cover are in sink moments. Subsequently,
for each non-sink job j we can compute the maximum length of a chain of
predecessors of j that are processed in sink moments, and this maximum length
indicates at or in between which sink moments j is scheduled (up to a small
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Figure 5.2: Illustration of Key Insight with an example of a sink-adjusted schedule. Sink-
moments are distinguished between two bars. Jobs in the vertex cover are
filled white (the remaining jobs are filled black). In a chain (highlighted
blue) only one job is not in the vertex cover. If the set jobs of the vertex cover
scheduled at sink moments (the orange jobs) are known, then the position
of a job that is not a sink is roughly determined, due to the Key Insight.

error due to the unknown existence and location of one vertex not from the
vertex cover in this chain).

We split the schedule at the moment T ′ where roughly half of the vertex
cover jobs are processed. This creates two subproblems: one formed by all jobs
scheduled before T ′ and one formed by all jobs scheduled after T ′. Then, we
use that both of these subproblems admit a sink-adjusted schedule. For the
vertex cover jobs we guess in which subproblem they are processed. We are left
to partition the jobs that are not in C and are sinks in the first subproblem or
sources in the second subproblem (since for the remaining jobs, this is guessed
or implied by the precedence constraints).

To determine this, we find a perfect matching on a bipartite graph. One
side of this graph consists of the jobs for which it is still undetermined in which
subproblem they are processed. On the other side we put the possible positions
for these jobs in the subproblems. Edges of this graph indicate that a job can
be processed at a given position. There are no precedence constraints between
these unassigned jobs since all such jobs are not in the vertex cover, and there-
fore a perfect matching will correspond to a feasible schedule. How to find these
positions and how to define the edges of this graph is not directly clear and will
be explained in Section 5.4.

Related Work

The P |prec, pj = 1 |Cmax problem has been studied extensively from multi-
ple angles throughout the last decades. Ullman [Ull75] showed that it is NP-
complete via a reduction from 3-SAT. Later, Lenstra and Rinnooy Kan [LRK78]
gave a somewhat simpler reduction from k-CLIQUE.

The P |prec, pj = 1 |Cmax problem is known to be solvable in polynomial
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time for certain structured inputs. Hu [Hu61] gave a polynomial time algorithm
when precedence graph is a tree. This was later improved by Sethi [Set76] who
showed that these instances can be solved in O(n) time. Garey et al. [GJTY83]
considered a generalization when the precedence graph is an opposing forest,
i.e., the disjoint union of an in-forest and out-forest. They showed that the
problem is NP-hard when m is given as an input, and that the problem can
be solved in polynomial time when m is a fixed constant. Papadimitriou and
Yannakakis [PY79] gave an O(n + m) time algorithm when the precedence
graph is an interval order. Fujii et al. [FKN69] presented the first polyno-
mial time algorithm when m = 2. Later, Coffman and Graham [CG72] gave
an alternative O(n2) time algorithm for two machines. The run time was
later improved to near-linear by Gabow [Gab82] and finally to truly linear by
Gabow and Tarjan [GT85]. For a more detailed overview and other variants of
P |prec, pj = 1 |Cmax , see the survey of Lawler et al. [LLKS93].

Exponential Time / Parameterized Algorithms. A natural parameter for
P |prec, pj = 1 |Cmax is the number of machines m. However, even showing
that this parameterized problem is in XP would resolve Open Question 2. Bod-
laender and Fellows [BF95] show that problem is at least W[2]-hard parame-
terized by m. Recently, Bodlaender et al. [BGNS21] showed that P |prec, pj =
1 |Cmax parameterized by m is XNLP-hard, which implies W[t]-hardness for ev-
ery t. Hence, a fixed-parameter tractable algorithm is unlikely.

Bessy and Giroudeau [BG19] showed that a problem called “Scheduling
Couple Tasks” is FPT parameterized by the vertex cover of a certain associated
graph. To the best of our knowledge, this is the only other result on the parame-
terized complexity of scheduling when the size of the vertex cover is considered
to be a parameter.

Cygan et al. [CPPW14] study scheduling jobs of arbitrary length with prece-
dence constraints on one machine and proposed an O((2− ε)n) time algorithm
(for some constant ε > 0). Similarly to our work, Cygan et al. [CPPW14] con-
sider a dynamic programming algorithm over subsets and observe that a small
maximum matching in the precedence graph can be exploited to significantly
reduce the number of subsets that need to be considered.

Approximation. The P |prec, pj = 1 |Cmax problem was extensively stud-
ied through the lens of approximation algorithms, where the aim is to approx-
imate the makespan. Recently, researchers analysed the problem in the impor-
tant case when m = O(1). In a breakthrough paper, Levey and Rothvoß [LR21]
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developed a (1 + ε)-approximation in exp
(
exp

(
O(m

2

ε2 log2 log n)
))

time. This
was subsequently improved by [Gar18]. The currently fastest algorithm is due

to Li [Li21] who improved the run time to n
O
(

m4

ε3
log3 log(n)

)
. Interestingly, a

key step in these approaches is that approximation is easy for instances of low
height. A prominent open question is to give a PTAS even when the number of
machines is fixed (see the recent survey of Bansal [Ban17]).

Organization

In Section 5.2 we give short preliminaries. In Section 5.3 we extend the def-
inition of zero-adjusted schedules from Dolev and Warmuth [DW84] to sink-
adjusted schedules and discuss the structural insights of sink-adjusted schedules
(with respect to a vertex cover). We prove Theorem 5.2 in Section 5.4 and sub-
sequently we show how Theorem 5.2 implies Theorem 5.1 in Section 5.5. We
discuss (rather standard) lower bound for the problem in Section 5.6.. Finally,
we provide concluding remarks in Section 5.7.

5.2 Preliminaries

If B is a Boolean, then JBK = 1 if B is true and JBK = 0 if B is false. We
let [N ] denote the set of all integers {1, . . . , N}. We use Õ(·) notation to hide
polylogarithmic factors and O⋆(·) notation to hide polynomial factors in the
input size.

Definitions related to the precedence constraints. Let the input graph
G = (V,A) be a precedence graph. Importantly, throughout the chapter we will
assume that G is its transitive closure, i.e. if (u, v) ∈ A and (v, w) ∈ A then
(u,w) ∈ A. We will interchangeably use the notations for arcs in G and the
partial order, i.e. (v, w) ∈ A ⇐⇒ v ≺ w. Similarly, we use jobs to refer to the
vertices of G.

Two jobs u and v are comparable if u ≺ v or v ≺ u. The comparability graph
Gcomp = (V,E) of G is the undirected graph obtained by replacing all directed
arcs of G with undirected edges. In other words, v and w are neighbors in
Gcomp if and only if they are comparable to each other. A set X ⊆ V of jobs
is a chain (antichain) if all jobs in X are pairwise comparable (incomparable).
For a job v, we denote pred(v) := {u : u ≺ v} as the set of all predecessors of v
and pred[v] := pred(v) ∪ v. For a set of jobs X, we let pred(X) := ∪v∈Xpred(v)
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and pred[X] := ∪v∈Xpred[v]. Similarly, we define succ(v) := {u : v ≺ u},
succ[v] := succ(v) ∪ {v}, succ(X) := ∪v∈Xsucc(v) and succ[X] := ∪v∈Xsucc[v].

The height h(j) of a job j is the length of the longest chain starting at job j,
where length indicates the number of arcs in that chain. For example, the height
of a job that has no successors is 0. The height h(G) of a precedence graph G
is equal to the maximum height of its jobs, i.e. h(G) = maxj∈V h(j). We call
all jobs that have no successors sinks and all jobs that have to predecessors
sources. For a set of jobs X ⊆ V we denote sinks(X) as all jobs of X that have
no successor within X and sources(X) as all jobs of X that have no predecessor
within X.

Schedules, dual graphs and dual schedules. A schedule σ = (S1, . . . , ST )
for precedence graph G = (V,A) on m machines is a partition of V such that
|St| ⩽ m for all t ∈ [T ] and for all v ≺ w, if v ∈ St, w ∈ St′ , then t < t′. We omit
G whenever it is clear from context. For a precedence graph G = (V,A) we say
that graph

←−
G = (V,

←−
A ) is its dual if all the arcs of G are directed in the opposite

direction. We often explicitly use the fact that σ = (S1, . . . , ST ) is a schedule for
G if and only if the dual schedule←−σ = (ST , . . . , S1) is a schedule for

←−
G .

Claim 5.3. Let σ = (S1, . . . , ST ) be an optimal schedule for G. Then ←−σ =

(ST , . . . , S1) is an optimal schedule for
←−
G .

Proof. For any jobs u, v ∈ V with u ≺ v, we have that v is processed after u in σ.
Hence, v is processed before u in←−σ . Furthermore, any time slot in←−σ contains
as most m jobs. Hence, ←−σ is a feasible schedule for

←−
G . Schedule ←−σ is also

optimal: if not we could reverse ←−σ and find a schedule with lower makespan
for the original instance.

5.3 Sink-adjusted Schedules

We define a schedule σ as a sequence of disjoint sets of jobs S1, . . . , ST , such
that a job in set Si is processed at time slot i; note that we do not need to know
on which machine a job is scheduled since the machines are identical. Naturally,
if σ is feasible then |Si| ⩽ m for every i ∈ [T ]. The makespan of such a schedule
is T . For notation purposes, we use S[a,b] =

⋃
a⩽i⩽b Si to denote the set of jobs

that are processed at a time-slot between a and b.
Let us stress that we do not require that all input jobs to be in S[1,T ]. In fact,

in the next sections, we will apply a divide-and-conquer technique and split the
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schedule into partial schedules. To be explicit about this, we use V (σ) to denote
the set S[1,T ] of jobs assigned by σ. Naturally, a final feasible schedule needs to
assign all the input jobs.

We prove that we can restrict our search to schedules with certain properties,
by reusing and extending the definition of a zero-adjusted schedule from Dolev
and Warmuth [DW84]. The definitions in Subsection 5.3.1 will also be used to
get an O⋆(2n−m+#AC) algorithm in Section 5.5. Next, in Subsection 5.3.2 we
will consider properties of vertex cover of sink-adjusted schedules.

5.3.1 Definition and existence of sink-adjusted schedules

First, let us define the following sets for any schedule σ = (S1 . . . , ST ).

Definition 5.4 (Sets Zt and Ht). For any time-slot St of schedule σ, we define
Zt := St ∩ sinks(V (σ)) as all its jobs with zero height. We define set Ht := St \
sinks(V (σ)) as all jobs in St that have a height strictly greater than 0.

We then define a sink-adjusted schedule as follows (see Figure 5.3):

Definition 5.5 (Sink-adjusted schedule and sink moments). An integer t ∈ [T ]
is a sink moment in the schedule σ = (S1, . . . , ST ) if 0 < |Ht| < m.

We say that schedule σ is sink-adjusted if (i) for every sink moment t ∈ [T ]
all jobs in St+1, . . . , ST are either successors of some job in St, or are sinks (i.e.,
S[t+1,T ] ⊆ succ(St) ∪ sinks(V (σ)), and (ii) all moments containing only sinks
(Si ⊆ sinks(V (σ))) are scheduled after every non-sink is scheduled.

Figure 5.3: Examples of three schedules with makespan 4 and m = 2. The sink-moments
are highlighted in blue. Only the left schedule is sink-adjusted. The middle
schedule is not sink-adjusted because the red jobs are sinks and are scheduled
before a non-sink. The right schedule is not sink-adjusted because the red
job is not a successor of any job in the sink-moment before it.

Next, we prove that we can restrict our search for optimal schedules to sink-
adjusted ones. The strategy behind the proof is to swap jobs until our schedule
is sink-adjusted.
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Theorem 5.6. For every instance of P |prec, pj = 1 |Cmax , there exists an optimal
schedule that is sink-adjusted.

Proof. Take σ = (S1, . . . , ST ) to be an optimal schedule that is not sink-adjusted.
First we prove property (ii).

Let t ∈ [T ] be such that St ⊆ sinks(V (σ)), but there are non-sinks processed
after t. Then take schedule σ′ = (S1, . . . , St−1, St+1, . . . , ST , St). In other words,
we put the jobs from St at the end of the schedule. Since σ is optimal and the
jobs in St do not have any successors, σ′ is also optimal. So take σ = σ′. This
step can be repeated until the second property holds.

Now we prove property (i). Let σ be an optimal schedule that is not sink-
adjusted and has the earliest z ⩽ T such that z is a sink moment, but S[z+1,T ] ̸⊆
succ(Sz) ∪ sinks(V (σ)). Note that all the jobs in succ(Sz) should be processed
at or after z + 1. Hence, there is a job j with the following properties: (1)
j ∈ Si for some i ∈ [z + 1, T ], (2) j is not a sink, (3) j ̸∈ succ(Sz) and (4)
pred(j) ∩ S[z+1,T ] = ∅. Property (4) holds because we can simply take the
earliest job with properties (1-3).

Next, let us look at sink moment z. By definition it holds that |Hz| < m.
This can happen because either |Zz| > 0 or |Sz| < m. In the first case |Zz| > 0,
let j′ be some job in Zz. Observe that we can swap positions of j and j′ in the
schedule. This new schedule is still feasible: j′ can be processed later because it
does not have any successors and j can be processed earlier, because it does not
have any predecessors at or after time z. Similarly, when |Sz| < m, job j can be
moved to empty slot in Sz. We can repeat this procedure until either |Sz| = m,
|Sz| = 0, or S[z+1,T ] ⊆ succ(Sz) ∪ sinks(V (σ)). Note that after this modification
σ remains an optimal schedule and none of the time slots before z was changed.
Because z is not a sink moment anymore, the first sink moment is now after z.
We can repeat this step until all sink moments satisfy the property (i).

The reader should think about these sink moments as guidelines in the sink-
adjusted schedule that help us determine the positions of the jobs. Take for
example the first sink moment z. If we know the Hz, then directly from Def-
inition 5.5 we can deduce all the jobs that are processed before z and all the
jobs that are processed after z (except some edge cases, see Section 5.4). Let us
remark that the deduction of locations of jobs based on the Hz was also used by
Dolev and Warmuth [DW84].
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5.3.2 The structure of sink-adjusted schedules versus the ver-
tex cover

Now we assume that C is a vertex cover of Gcomp[V (σ)]. We start with a simple
observation about C:

Claim 5.7. Any chain in G[V (σ)] contains at most one vertex from V (σ) \ C.

Proof. For the sake of contradiction, assume that there is a chain with two dif-
ferent jobs v, w ∈ V \ C. These jobs are comparable to each other, hence there
exists an edge {v, w} in the graph Gcomp[V (σ)]. However, this edge is not cov-
ered by C, which contradicts the fact that C is a vertex cover of Gcomp[V (σ)].

Recall that we assumed that G is equal to its transitive closure. We define
the depth of a vertex.

Definition 5.8 (Depth). For a set X ⊆ V , the depth dX(v) of a job v ∈ V with
respect to X is the length of the longest chain in G[X ∪ {v}] that ends in v.

Recall, that we measure the length of a chain in its number of edges. Note
that any source has depth 0. For the remainder of this section, we assume that
σ = (S1, . . . , ST ) is a sink-adjusted schedule. Next, we define the sinks moments
of σ.

Definition 5.9 (Sink Moments of the Schedule). Let 1 ⩽ z(1) < . . . < z(ℓ) ⩽ T
be the consecutive sink moments of σ. We let Imp :=

⋃
i∈[ℓ] Sz(i) to be the set of

all jobs in the sink moments of σ (we set z(0) := 0 and z(ℓ + 1) := T + 1 for
convenience).

Define Low := C ∩ sinks(V (σ)) and let High := (C ∩ Imp) \ Low. In other
words, Low is the set of jobs from the vertex cover C that are sinks and High
is the set of jobs from C that are processed during sink moments z(1), . . . , z(ℓ),
but are not sinks. Now, we show the following properties of jobs in High.

Property 5.10 (Jobs in High are almost determined). If v ∈ High is scheduled
at timeslot t (i.e., v ∈ St), then it must be that t = z(dHigh(v) + 1) or t =
z(dHigh(v) + 2).

Proof. Let us fix an arbitrary v ∈ High. By definition of High, we know that
v ∈ C, v /∈ sinks(σ(V )) and there exists i ∈ [ℓ] such that v ∈ Sz(i). Because we
assumed that the schedule σ is sink-adjusted, for any sink moment z(j) it holds
that S[z(j)+1,T ] ⊆ succ(Sz(j)) ∪ sinks(V (σ)) where j ∈ [ℓ].
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This implies that t = z(dImp(v) + 1). Note that dImp(v) ⩾ dHigh(v) since
High ⊆ Imp. Moreover, dImp(v) ⩽ dHigh(v) + 1 since any chain in G[Imp] can
contain at most one vertex in Imp \ High since such a vertex is either a sink or
not in C, and in the last case Claim 5.7 applies.

Property 5.11 (Jobs in C \ (High ∪ Low) are roughly determined). Let v ∈
C \ (High ∪ Low) be a vertex that is scheduled at moment t ∈ [T ] (i.e., v ∈ St),
then z(dHigh(v)) < t < z(dHigh(v) + 1) or z(dHigh(v) + 1) < t < z(dHigh(v) + 2)

Proof. The proof is similar to that of Property 5.10. Let v ∈ C \ (High ∪ Low).
Hence, v ∈ C, v /∈ sinks(σ(V )) and v is not processed at any sink moment.
Because we assumed that the schedule σ is sink-adjusted, for any sink moment
z(j) it holds that S[z(j)+1,T ] ⊆ succ(Sz(j)) ∪ sinks(V (σ)) where j ∈ [ℓ]. This
implies that z(dImp(v)) < t < z(dImp(v) + 1). Note that dImp(v) ⩾ dHigh(v) since
High ⊆ Imp. Moreover, dImp(v) ⩽ dHigh(v) + 1 since any chain in G[Imp] can
contain at most one vertex in Imp \ High since such a vertex is either a sink or
not in C, and in the last case Claim 5.7 applies. Note that v ∈ High ∪ Low, so v
cannot be processed at any sink moment. Hence the boundaries on t follow.

Figure 5.4: Figure presents a schedule with five sink moments z(1), . . . , z(5). Jobs from
Vertex Cover are marked with a black ring (the remaining jobs are depicted
with a black-filled circle). Set Imp contains every job in the sink-moment
(highlighted either blue, green or red). Jobs from High are highlighted in
blue. Jobs from Low are highlighted red. Jobs from Imp \ C are highlighted
green. Early jobs are wrapped with a solid black border. Gray rectangles
are empty slots in the schedule. Observe that for a fixed chain there exists a
single moment after which every job in it is late. This moment corresponds
to the job from Imp \ C on this chain.

Next, we define Early Jobs. See Figure 5.4 for example of High, Low and
intuition behind Early jobs.
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Definition 5.12 (Early Jobs). We say a job v ∈ St is early if either

v ∈ High ∪ Low and t = z(dHigh(v) + 1), or

v ∈ C \ (High ∪ Low) and z(dHigh(v))) < t < z(dHigh(v) + 1).

If a job is not early, we call it late. By Property 5.10, a late job v in High is
scheduled at z(dHigh(v) + 2). By Property 5.11 a late job v in C \ (High ∪ Low)
is scheduled in between z(dHigh(v) + 1) and z(dHigh(v) + 2). Additionally it will
be useful in Section 5.4 to know which jobs in Low are early and late in order to
ensure that precedence constraints v ≺ w with w ∈ Low and v are not scheduled
at the same sink moment.

Crucially, if we guess the set High of a sink-adjusted schedule σ, and which
non-sink jobs are early and which non-sink jobs are late we can already deduce
for each job in

High∪ (C \ (High∪ Low))∪ (V (σ) \ (C ∪ sinks(V (σ))) = V (σ) \ sinks(V (σ))

on (or in between) which sink-moment it is scheduled.

Property 5.13 (Jobs in V (σ) \ (C ∪ sinks(V (σ))) are also roughly determined).
Let v ∈ V (σ) \ (C ∪ sinks(V (σ))) be a vertex that is scheduled at moment t ∈ [T ]
(i.e., v ∈ St). Then z(dHigh(v)) < t ⩽ z(dHigh(v) + 1).

Proof. The proof is similar to that of Property 5.10. Let v ∈ V (σ) \ (C ∪
sinks(V (σ)). Hence, v ̸∈ C, v /∈ sinks(V (σ)). Note that v might or might not
be scheduled at a sink moment. Because we assumed that the schedule σ is
sink-adjusted, for any sink moment z(j) it holds that S[z(j)+1,T ] ⊆ succ(Sz(j)) ∪
sinks(V (σ)) where j ∈ [ℓ]. This implies that z(dImp(v)) < t ⩽ z(dImp(v) + 1).
Note that dImp(v) ⩾ dHigh(v) since High ⊆ Imp. Moreover, dImp(v) ⩽ dHigh(v)
because v ̸∈ C and thus v is the only element in a chain ending in v that is not
in C by Claim 5.7.

5.4 Parameterized by the Vertex Cover of the Com-
parability Graph

In this section we prove Theorem 5.2 and give an O⋆(169|C|) time algorithm
for P |prec, pj = 1 |Cmax . We assume that the vertex cover C ⊆ V of the
comparability graph is given as input (if not, we can easily find it with the
standard algorithm in O⋆(2|C|) time). Also, we assume that the deadline is
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T and that there are exactly m · T jobs to be processed; this can be ensured
by adding m · T − n jobs without any precedence constraints. Note that this
operation does not increase the size of the vertex cover of Gcomp, as no edge is
added to the precedence graph. Moreover, the number of added jobs is bounded
by n · m ⩽ n2, which is only an additional polynomial factor in the run time.
For convenience we use the following notation throughout this section:

Definition 5.14. We call (S1, . . . , ST ) a tight m-schedule for G if the Si’s parti-
tion V (G) and for all i ∈ [T ] we have |Si| = m.

If G is clear from the context, it will be omitted. By the above discussion, we
can restrict attention to detecting tight m-schedules.

5.4.1 Middle-adjusting schedules and their fingerprints

We will split the schedule at some time slot T ′ into two subproblems and solve
them recursively. The issue with this approach is that even if we know which
jobs are scheduled at time slot T ′ we still need to determine which jobs are
scheduled before and after T ′. To assist us with this task, we restrict our search
to schedules with a specific structure. We call these structure middle-adjusted
schedule.

Definition 5.15 (Middle-adjusted Schedule). A schedule σ = (S1, . . . , ST ) is
middle-adjusted at T ′ if σL := (S1, . . . , ST ′−1) and ←−σR := (ST , . . . , ST ′+1) are
both sink-adjusted.

Lemma 5.16. For any tight m-schedule σ = (S1, . . . , ST ) and time T ′ ∈ [T ], there
is a tight m-schedule σ′ = (S′1, . . . , S

′
T ) middle-adjusted at timeslot T ′ such that

S′T ′ = S′T ′ , S′[1,T ′−1] = S[1,T ′−1] and S′[T ′+1,T ] = S[T ′+1,T ].

Proof. Given an tight m-schedule σ = (S1, . . . , ST ) an T ′ ∈ [T ]. Let σL :=
(S1, . . . , ST ′−1) and←−σR := (ST , . . . , ST ′+1). By Theorem 5.6, there are tight m-
schedules of the instances G[V (σL)] and G[V (σR)] (with precedence constraints
reversed) of P |prec, pj = 1 |Cmax that are sink-adjusted. Concatenating these
schedules with ST ′ in between results in a middle-adjusted schedule.

Our goal is to deduce the set of jobs processed at σL and σR based on the
fact that our schedule is middle-adjusted and properties of the vertices of C with
respect to the schedule. Since C is small, we can guess these properties with
few guesses. The aforementioned properties are formalized in the following
definition:
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Definition 5.17 (Fingerprint). Let σ = (σL, ST ′ , σR) be middle-adjusted schedule
at T ′. Let

CL := V (σL) ∩ C,

CR := V (σR) ∩ C,

LowL := sinks(V (σL)) ∩ CL,

LowR := sinks(V (←−σR)) ∩ CR,

HighL := {v ∈ CL \ sinks(V (σL)) : v scheduled at a sink moment of σL},
HighR := {v ∈ CR \ sinks(V (←−σR)) : v scheduled at a sink moment of←−σR},
EarlyL := {v ∈ CL : v is early in σL},
EarlyR := {v ∈ CR : v is early in←−σR}.

We call 8-tuple (CL, CR, LowL, LowR,HighL,HighR,EarlyL,EarlyR) the fingerprint
of σ.

The following will be useful to bound the run time of our algorithm and is
easy to check by case analysis:

Claim 5.18. There are at most 13|C| different fingerprints.

Proof. Let e ∈ C and define CM := C \ CL ∪ CR. If e ∈ CM it cannot be
in any of the other sets. If e ∈ CL, it can be in HighL and LowL, but not in
both. Additionally, independently it could be in EarlyL. Thus, there are 3 · 2 = 6
possibilities (see CL cell in Figure 5.5). Similarly, there are 6 possibilities if
e ∈ CR. Thus in total there are 1+6+6 = 13 possibilities per element in C.

5.4.2 The algorithm

An overview of the algorithm is described in Algorithm 2. It is given a prece-
dence graph G, number of machines m, and a vertex cover C of Gcomp as input.
The Algorithm outputs a tight m-schedule if it exists, and “False” otherwise.

The first step of the algorithm is to guess integer T ′ ∈ [T ] such that at most
half of the jobs from C are processed before T ′ and at most half of the jobs
from C are processed after T ′. Subsequently, we guess the fingerprint f of a
middle-adjusted schedule (σL, ST ′ , σR) Effectively, we guess for every job in C
whether it is processed in σL, at T ′ or in σR, and whether it is in Low, High and
Early.

If we have guessed correctly, then we can deduce that jobs pred(CL) \ CL

must be in σL and the jobs in succ(CR) \ CR are in σR. We are not done yet, as
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V

C

CL

HighL CL \ (HighL ∪ LowL) LowL

CM CR

LowR CR \ (HighR ∪ LowR) HighR

V \ C
XL

IL

XM XR

IRU

EarlyL EarlyR

Figure 5.5: Venn diagram of the sets often used in Section 5.4. Recall that by definition
IL = pred(CL) \ CL and IR = succ(CR) \ CR. The dashed area is equal to
U ′, defined in Subsection 5.4.3.

Algorithm schedule(G,C,m)
1 foreach T ′ ∈ [1, T ] do
2 foreach fingerprint

f = (CL, CR, LowL, LowR,HighL,HighR,EarlyL,EarlyR) do
3 if |CL|, |CR| ⩽ |C|/2 then
4 (XL, XM , XR)← divide(G,m, T ′, C, f)
5 σL ← schedule(G[CL ∪XL], CL,m)
6 σR ← schedule(G[CR ∪XR], CR,m)
7 if σ = (σL, CM ∪XM , σR) is a tight m-schedule for G then
8 return σ

9 return False

Algorithm 2: Algorithm for Theorem 5.2.

the position of the remaining jobs from V \ C is still not known. To solve this,
we employ a subroutine divide that tells us for all jobs in V \ C whether they
are scheduled in σL, at T ′ or σR, by making use of the fingerprint. Formally:

Lemma 5.19. There is a polynomial time algorithm divide that, given as input
precedence graph G, integers m,T ′ ∈ N, vertex cover C of Gcomp, and a fingerprint

f = (CL, CR, LowL, LowR,HighL,HighR,EarlyL,EarlyR),

finds a partition XL, XM , XR of V \ C with the following property: If f is the
fingerprint of a tight m-schedule σ of G that is middle-adjusted at time T ′, then
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G[CL∪XL] and G[CR∪XR] have tight m-schedules, |XM ∪(C \(CL∪CR))| = m,
pred(C \ CR) ⊆ CL ∪XL, and succ(C \ CL) ⊆ CR ∪XR.

This lemma will be proved in the next subsection.
With the partition of V \ C into XL, XM , XR in hand, we can solve the

associated two subproblems with substantially smaller vertex covers CL and CR

recursively. If the combination results in a tight m-schedule we return it, and if
such a schedule is never found we return “False” . This concludes the description
of the algorithm, except the description of the subroutine divide.

Run time analysis. There are 13|C| guesses for the fingerprint f in Al-
gorithm 2. Additionally, there are at most n possible guesses of T ′. After all
guesses are successful, then in polynomial time we determine the set of jobs
in XL, XM and XR by theorem 5.19 and with that, the jobs for the two sub-
problems: CL ∪ XL and CR ∪ XR. Subsequently, we recurse, and solve these
two instances of P |prec, pj = 1 |Cmax : one with jobs CL ∪ XL and one with
CR ∪ XR. Observe that by definition CL is a vertex cover of CL ∪ XL and CR

is a vertex cover of CR ∪XR. Moreover |CL|, |CR| ⩽ |C|/2. Therefore, the total
run time T (|C|) of the algorithm is bounded by:

T (|C|) ⩽ 13|C| · T
(
|C|
2

)
· nO(1).

Therefore, the total run time of the algorithm is T (|C|) ⩽ O⋆(169|C|) as claimed.

Correctness. We claim that schedule(G,C,m) returns a tight m-schedule
if it exists, and that it returns “False” otherwise. Note that Algorithm 2 checks
for feasibility in Line 7, so if there is no tight m-schedule it will always return
“False”.

Thus, let us focus on the first part. Let (S1, . . . , ST ) be a tight m-schedule
and let T ′ be the smallest integer such that |S[1,T ′] ∩ C| ⩾ |C|/2. Then by
Lemma 5.16, there is a tight m-schedule σ = (σL, ST ′ , σR) that is middle ad-
justed at time T ′ such that V (σL) = S[1,T ′−1]. Consider the iteration of the loop
at Line 1 where we pick the fingerprint of σ. By the choice T ′ we have that
|V (σL) ∩ C| ⩽ |C|/2, |V (σR) ∩ C| ⩽ |C|/2, and hence the check at Line 2 is
verified. Let CM = C \ (CL ∪ CR). By Lemma 5.19, we find XL, XM , XR such
that |XM ∪CM | = m, there is a tight m-schedule σ′L for G[CL ∪XL] and a tight
m-schedule σ′R for G[CR ∪ XR]. We claim that σ′ = (σ′L, (XM ∪ CM ), σ′R) is a
tight m-schedule and hence it will be output at Line 8. To see this, note we only



5.4 Parameterized by the Vertex Cover of the Comparability Graph 129

need to check whether precedence constraints between vertices from different
parts of the partition V (σ′L), XM ∪ CM , V (σ′R) are satisfied. Let v ⪯ w be such
a constraint. Note that either v ∈ C or w ∈ C (or both), since C is a vertex
cover of Gcomp. If v ∈ C then the constraint v ≺ w is satisfied since v ∈ CL or
succ(v) ⊆ V (σR) by Lemma 5.19. Similarly, if w ∈ C then the constraint v ≺ w
is satisfied since w ∈ CR or pred(v) ⊆ V (σL). Thus σ′ is a tight m-schedule and
the correctness follows.

5.4.3 Dividing the jobs: The proof of Lemma 5.19

In this subsection we prove Lemma 5.19. Let us assume that f is a fingerprint of
a middle-adjusted schedule σ := (σL, ST ′ , σR) at T ′ (hence σL and←−σR are both
sink-adjusted).

First of all, we can deduce that jobs in IL := pred(CL)\CL must be processed
in σL because their successors are in σL. Similarly every job in IR := succ(CR) \
CR needs to be in σR. It remains to assign jobs in U := V \ (C ∪ IR ∪ IL). For
this, we will actually assign jobs from U ′ using a perfect matching on a bipartite
graph, where

U ′ := U ∪ (LowL \ EarlyL) ∪ (LowR \ EarlyR).

We show that for the jobs that are not in U ′, we know roughly where they are
using the fingerprint and Properties 5.10, 5.11 and 5.13 for schedules σL and
←−σR.

We will determine where the jobs from U ′ go using a perfect matching on a
bipartite graph H = ((U ′, P ), F ). The set P ⊂ [T ]× [m] consists of positions at
which the jobs of U ′ are processed in σ and an edge (u, (t, j)) ∈ F will indicate
that u ∈ U ′ can be processed at time t ∈ [T ]. The ‘j’ indicates that it is the jth
machine that will process the job.

We will claim later that we can independently determine for each job in U ′

whether it can be processed at a specific position in P . As such, finding a perfect
matching of graph H will determine the position of each job in U ′. Note that
jobs in U ′ need not be assigned at their positions in σ with this method, but
they will be assigned at a position that will make an m-tight schedule.

Construction of P . To construct this bipartite graph, we first find the set
of possible positions P where jobs from U ′ are processed. At T ′ the jobs from
CM are processed, so there are m− |CM | jobs from U ′ processed there. We add
positions (T ′, j) for j ∈ [m− |CM |] to P .
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Let us now define the positions in P for t < T ′, i.e. the positions in σL. Let
zL be the first timeslot in σL at which only sinks are processed. Since all jobs
from U ′ are sinks in σL, they can only be processed at a sink moment of σL or
at or after zL. Hence, to find the correct positions, we need the value of zL and
the number of jobs from U ′ at each sink moment of σL. For this we first define
blocks:

Definition 5.20. Let z(1), . . . , z(ℓ) be the sink moments of σL. Then for i ∈ [1, ℓ]
we define the ith block Bi := [z(i−1)+1, z(i)] and we let Bℓ+1 = [z(ℓ)+1, T ′−1].
Recall that z(0) = 0. The length of a block [l, r] is defined as r − l + 1 (i.e., the
length of the interval).

We will show that for many jobs, we can determine in which block they are
processed.

Claim 5.21. Let σ be a middle-adjusted tight m-schedule. Given as input the prece-
dence graph G, integer m, and fingerprint f of σ we can determine in polynomial
time:

(1) for v ∈ HighL ∪ (LowL ∩ EarlyL) at which time they are processed, and

(2) for v ∈ pred[CL] \ (LowL \ EarlyL) at which block they are processed,

(3) the length of each block,

(4) the value of zL.

Proof. For each job in HighL we know whether it is early or late, so using Prop-
erty 5.10 we know the exact sink moment it is processed, and as a consequence
also in which block. For a job in LowL ∩ EarlyL, we know by Definition 5.12 at
which sink moment it is processed and as a consequence also in which block.
Thus, to establish Item (1) we only need to determine when all sink moments
are exactly (or in other words the length of each block).

For jobs in CL \ (HighL ∪ LowL), we know whether it is early or late and
we use Property 5.11 to find in which block it is processed. Recall that IL :=
pred(CL)\CL, so IL ⊆ V (σL)\ (CL∪ sinks(V (σL)) as all jobs in IL are not in CL

and they have some successor in CL. Hence for any job in IL, Property 5.13 tells
us exactly in which block it is processed. This concludes the proof of Item (2).

Note that, by Item (2), all jobs from V (σL) for which we have not deter-
mined the block in which they are processed yet are all sinks in σL. Recall that
zL is the first time slot such that SzL ⊆ sinks(V (σL)). Hence sinks from σL can
only be processed at sink moments of σL, or after zL, or at zL. Therefore, for
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each block Bi with i ⩽ ℓ the only jobs that have not been assigned to it are
at the sink moment z(i). Hence, we can determine the length of each block as
follows: If ni is the number of jobs from pred[CL] \ (LowL \ EarlyL) in block i,
then the length of block i must be ⌈ni/m⌉. As a consequence, we do not only
know at which sink moment the jobs from HighL and Low∩Early are processed,
but also at which time. This established Item (1) and Item (3).

Finally, for Item (4), we can compute the value zL by computing how many
jobs from pred[CL] \ (LowL \ EarlyL) are processed in the (ℓ + 1)th block; if the
number of such jobs is x then zL will be equal to z(ℓ) + ⌈x/m⌉, by the same
reasoning as above.

We need to decide for each vertex in U ′ whether it is scheduled in σL, at T ′

or in σR. Note that the set U ′∩V (σL) is equal to the set of jobs for which we do
not know by Claim 5.21 at which block they are processed. As a consequence,
if u ∈ U ′ is processed in σL, then it is a sink and it can only be processed at a
sink moment or after or at zL.

Let z(i) be a sink moment of σL, we will describe how to compute |Sz(i)∩U ′|,
i.e. the number of positions that we need to create in the bipartite graph for
time z(i). Claim 5.21 gives the number of non-U ′ jobs within that block, say
ni. Hence, the number of positions at z(i) for jobs from U ′ is equal to (m −
ni) mod m. Therefore, we add (z(i), j) to P for all j ∈ [(m− ni) mod m].

For all t ∈ [zL, T
′ − 1] we create positions (t, j) for every j ∈ [m]; each of

these moments only contains sinks of σL. Note that all jobs processed at or
after zL are jobs from U ′, as any job in LowL ∩ EarlyL is processed at some sink
moment by definition of Early.

For the positions t > T ′ in P , we can use the same strategy. Note that
by symmetry Claim 5.21 holds also for ←−σR. This way, we can find all possible
positions for jobs of U ′ in a middle-adjusted schedule σ in polynomial time,
given m, the input graph and the fingerprint f of σ.

Construction of edges F . To define the edges of the bipartite graph H
and prove that any perfect matching on this bipartite graph relates to a feasible
schedule, we will use the following claim.

Claim 5.22. Given T ′, the fingerprint f and precedence graph G, we can determine
in polynomial time for each v ∈ U ′ an interval [lv, rv] such that

(1) pred(v) \ U ′ is scheduled before lv,
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(2) succ(v) \ U ′ is scheduled after rv,

(3) v is scheduled in interval [lv, rv] in σ.

Furthermore if u, v ∈ U ′ and u ≺ v then ru < lv. Finally, if u ∈ U ′, v ∈ CM and
u ≺ v then ru < T ′ and similarly if u ∈ U ′, v ∈ CM and v ≺ u then T ′ < lu.

Proof. Recall that U ′ is the union of U , (LowL \ EarlyL), and (LowR \ EarlyR).
We will prove the claim for each of these three sets separately. The cases v ∈
(LowL \ EarlyL) and v ∈ (LowR \ EarlyR) are symmetric and we consider them
first.

As before, let ℓ be the number of sink moments in σL and z(i) the time of the
ith sink moment of σL. Let k be the number of sink moments in←−σR and y(i) the
time of the ith sink moment of←−σR in σ. Let zR ∈ [T ′ +1, T ] be the first moment
of σ where a non-source of V (σR) is processed (see Figure 5.6 for schematic
definition of positions z(i), y(i) and zL and zR). Define z′(i) as z(i) for i ∈ [ℓ]
and z′(ℓ+ 1) = zL and similarly y′(i) as y(i) for i ∈ [k] and y′(k + 1) = zR.

Figure 5.6: Definition of z(i), y(i), zL and zR. Here ℓ and k are equal 3. Sink moments
of σL and←−σR are highlighted blue. Green is highlighted the moment T ′. In
timeslots [zL, T ′− 1] and [T ′ +1, zR] only sinks of σL and←−σR are scheduled.

Case 1: Let v ∈ (LowL \ EarlyL), in other words, v ∈ C, v ∈ sinks(σL) and
v is not early. For such a v we take lv = z′(dHighL

(v) + 2) and rv = T ′ − 1. It is
easy to see that all successors of v are processed after rv: v is a sink in σL, so it
has no successors in σL and (2) follows.

Since σL is sink-adjusted, we know that at any sink moment t of σL it holds
that S[t+1,T ′−1] ⊆ succ(St) ∪ sinks(V (σL)). Also, any chain can contain at most
one vertex from V \C (Claim 5.7). Hence after z′(dHighL

(v)+2) all predecessors
of v must be processed and (1) is indeed true.

By definition of earliness, v is not processed at the (dHighL
(v) + 1)th sink

moment of σL. Additionally, v cannot be processed at a sink moment before
z′(dHighL

(v) + 1), as at this sink moment its predecessors from HighL are pro-
cessed. Thus, since v is processed in σL, (3) follows as well.

For v ∈ (LowR \ EarlyR) we define lv and rv in a similar way, using the
properties of σR.
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Case 2: If v ∈ U = V \ (C ∪ IL ∪ IR), the definition of lv and rv is a bit
less straightforward. We do this by defining four possible lower bounds. For
notational simplicity, we let max{∅} = 0.

l1v = max{z′(i) : ∃u ∈ (CL \ (HighL ∪ LowL)) ∩ pred(v) in ith block of σL},
l2v = max{z(i) + 1 : ∃u ∈ HighL ∩ pred(v) in ith sink moment of σL},

l3v =

{
T ′ if v ∈ succ(LowL),

0 else,
l4v =

{
T ′ + 1 if v ∈ succ(CM ),

0 else.

Similarly, for rv we define four upper bounds.

r1v = min{y′(i) : ∃u ∈ (CR \ (HighR ∪ LowR)) ∩ succ(v) in ith block of←−σR},
r2v = min{y(i)− 1 : ∃u ∈ HighR ∩ succ(v) in ith sink moment of←−σR },

r3v =

{
T ′ if v ∈ pred(LowR),

0 else,
r4v =

{
T ′ − 1 if v ∈ pred(CM ),

0 else.

We then take lv = max{l1v, l2v, l3v, l4v} and rv = min{r1v, r2v, r3v, r4v}. Note that the
values of lv and rv can clearly be computed in polynomial time, as they are
simple expressions that only depend on f and G. See Figure 5.7 for schematic
overview of lower and upper bounds.

Figure 5.7: Schematic picture of determining lower bounds l1v, l
2
v, l

3
v and r1v, r

2
v, r

3
v. We

highlighted green the available intervals (e.g., [l1v, r
1
v]) of job v. The first

schema determines l1v and r1v. For example, if vertex u is in block Bi then
l1v ⩾ z(i). Middle schema says that if v has predecessor from High in sink-
moment z(i) then l2v > z(i). Last condition simply says that if a sink in V (σL)
is predecessor of v then it needs to be processed at T ′ or later. Inequalities
for l4v and r4v are similar to the last figure.

First we prove (1), the proof of (2) is similar. Let u ∈ pred(v) \ U ′, as a
consequence v ∈ succ(u). Because v ̸∈ C we know u ∈ C. The vertex u cannot
be in CR, as then we would have v ∈ succ(CR), i.e. v ∈ IR and thus v ̸∈ U ′. If
u ∈ CM , then u is processed at T ′ and before l4v. If u ∈ CL \ (HighL ∪ LowL), u
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cannot be processed at a sink moment of σL. If u is processed at some ith block
of σL for i < ℓ, it is therefore always processed before the ith sink moment
because of bound l1v. If u is processed at the (ℓ + 1)th block of σL, then it is
definitely processed before z′(ℓ+ 1) = zL as it is not a sink in σL. Therefore, it
is also processed before l1v. If u ∈ HighL, then u is processed at a sink moment
and before l2v. If u ∈ LowL, then u is processed in σL and therefore before l3v.

For (3); we have to prove that v is scheduled in interval [lv, rv] in σ. We
show that u is processed at or after lv. To this end, it is sufficient to show that
u is processed after all lower bounds l1v, l2v, l3v and l4v separately. For l1v; if there
is some u ∈ (CL \ (HighL ∪ LowL)) ∩ pred(v) at the ith block of σL, then it is
processed somewhere strictly before z′(i) as it is not a sink of σL. Because v
must be processed at a sink moment or after zL, it is processed at or after z′(i)
in σ. For l2v; if there is some u ∈ HighL ∩ pred(v) at the ith sink moment, v
is processed after at some sink moment after z(i) or after zL. If l3v = T ′, then
there is some u ∈ LowL such that u ≺ v. Because u is by definition a sink in
σL, v cannot be processed in σL. Therefore, v is processed at or after T ′. If
l4v = T ′ + 1, then there is some u ∈ CM such that u ≺ v. Clearly, v has to be
processed at or after T ′ + 1. Hence v is processed after of at lv. The proof that
u is processed before or at rv is similar. This concludes the proof of Items (1-3).

It remains to show that condition ru < lv holds if u ≺ v for every u, v ∈ U ′.
Let u, v ∈ U ′ and u ≺ v. At least one of u or v is in C. Recall that any job from
U ′ in σL is a sink in σL and any job in U ′ is σR is a sink in←−σR. Therefore, when
u and v are both in C, then u ∈ LowL and v ∈ LowR and by definition lu < rv.
Now, let us assume that u ∈ C and v ̸∈ C (the proof is analogous when u /∈ C
and v ∈ C). Then u cannot be in LowR as u ∈ LowR and u ≺ v would imply
v ∈ IR and thus v ̸∈ U ′. So, u ∈ LowL and ru = T ′ − 1. Because u ∈ LowL and
u ∈ U ′, by definition then lv ⩾ l3v = T ′ > ru.

Note that if u ∈ U ′, v ∈ CM and u ≺ v then ru < T ′ and similarly if u ∈ U ′,
v ∈ CM and v ≺ u then T ′ < lu, because of the lower and upper bounds l4v and
r4v.

Given these lv and rv for each v ∈ U ′, we add an edge (v, (t, j)) to F if and
only if (t, j) ∈ P and lv ⩽ t ⩽ rv.

The algorithm divide. We will now finish the proof of Lemma 5.19 by
giving the algorithm divide in Algorithm 3 and proving that it has all properties
of Lemma 5.19.

Clearly, divide runs in polynomial time as it construct graph H using
Claims 5.21 and 5.22 (which both take polynomial time) and then computes
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Algorithm divide(G,m, T ′, C, f)
1 IL ← pred(CL) \ CL, IR ← succ(CR) \ CR, U ← (V \ (C ∪ IL ∪ IR).
2 U ′ ← U ∪ (LowL \ EarlyL) ∪ (LowR \ EarlyR)
3 Compute P and F // as discussed in Section 5.4.3
4 Construct bipartite graph H = ((P,U ′), F )
5 M← MaximumMatching(H)
6 ifM is a perfect matching then
7 XL := IL ∪ {v ∈ U : {v, (t, j)} ∈ M, t ∈ [1, T ′ − 1]}
8 XM := {v ∈ U : {v, (t, j)} ∈ M, t = T ′}
9 XR := IR ∪ {v ∈ U : {v, (t, j)} ∈ M, t ∈ [T ′ + 1, T ]}

10 return (XL, XM , XR)

11 return False

Algorithm 3: Algorithm for Lemma 5.19.

a perfect matching of H.
We are left to show that if

f = (CL, CR, LowL, LowR,HighL,HighR,EarlyL,EarlyR)

is the fingerprint of a tight m-schedule σ of G that is middle-adjusted at time T ′,
then the partition XL, XM , XR of V \ C returned by divide has the following
properties: G[CL∪XL] and G[CR∪XR] have tight m-schedules, |XM∪CM | = m,
pred(C \ CR) ⊆ CL ∪XL, and succ(C \ CL) ⊆ CR ∪XR.

First, we prove that divide returns a partition at all. In other words, we
show that the bipartite graph H has a perfect matching. We claim there is a
perfect matching of H based on σ. By matching vertices to any position at the
time slot they are processed in σ, we get a perfect matching. These edges must
exist in H because of (3) in Claim 5.22.

Because by construction there are m − |CM | position in P with t = T ′ and
M is a perfect matching, |XM ∪ CM | = m.

Next, we prove G[CL ∪ XL] has a tight m-schedule. Take σL and remove
any jobs from U ′. This leaves exactly the positions in the set P to be empty by
Claim 5.21. Then construct the schedule σ′L by processing each job v ∈ U ′ at the
timeslot a job v is matched to in the matchingM. More precisely, let v ∈ U ′ be
matched to some position (t, j) for t < T ′ byM, then process v at time t in σ′L.
Because of properties (1-2) of Claim 5.22, we know that all jobs in pred(v) \ U ′
are scheduled before lv ⩽ t and all jobs in succ(v)\U ′ are processed after rv ⩾ t.
Furthermore, if there is some u ∈ U ′ that is comparable to v, then we know that
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their intervals imply the precedence constraints. Finally, since M is a perfect
matching, all positions are filled. Hence, we have a tight m-schedule. With
similar arguments G[CR ∪XR] has a tight m-schedule.

It remains to show pred(C \ CR) ⊆ CL ∪ XL. Take v ∈ pred(C \ CR) =
pred(CL ∪ CM ). If v ∈ pred(CL) then v ∈ CL ∪ IL ⊆ CL ∪XL. If v ∈ pred(CM ),
then by Claim 5.22 we have rv < T ′ and so v ∈ CL∪XL. Similarly we can show
that succ(C \ CL) ⊆ CR ∪XR. This concludes the proof of Lemma 5.19.

5.5 Getting below 2n: Proof of Theorem 5.1

In this section we give the present the two exact algorithms needed to prove
our main result, Theorem 5.1. We first give an O⋆(2n) time algorithm us-
ing Fast Subset Convolution for P |prec, pj = 1 |Cmax in Subsection 5.5.1. We
then improve this result and give an O⋆(#AC + 2n−m) algorithm in Subsec-
tion 5.5.2. In Subsection 5.5.3 we present a natural Dynamic Programming
algorithm that runs in O⋆(#AC

(
n
m

)
). In Subsection 5.5.4 we prove that these

algorithms together with Theorem 5.2 can be combined into an algorithm solv-
ing P |prec, pj = 1 |Cmax in O(1.995n) time.

5.5.1 An O⋆(2n) algorithm using Fast Subset Convolution

In this subsection, we show how to solve P |prec, pj = 1 |Cmax using Fast Subset
Convolution. in O⋆(2n) time.

Theorem 5.23. P |prec, pj = 1 |Cmax can be solved in time O⋆(2n).

This is a base-line of our methods. Later, we will then use this algorithm to
get a faster than O⋆(2n) algorithm in the case m ⩾ n/236 in Subsection 5.5.2.
To prove Theorem 5.23 let us first recall what we can do with fast subset con-
volutions.

Theorem 5.24 (Fast subset convolution with Zeta/Möbius transform [BHKK09]).
Given functions f, g : 2U → N. There is an algorithm that computes

(f ⊛ g)(S) :=
∑
T⊆S

f(T ) · g(S \ T )

for every S ⊆ U in 2|U | · |U |O(1) ring operations.
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We will use this convolution multiple times in our algorithm. The plan is to
encode the set of jobs V as the universe U . Then the f function will encode
whether it is possible to process the jobs of X ⊆ V within a given time frame.
Function g will be used to check whether the set of jobs Y ⊆ V can be processed
at the last time-slot. We define these function formally.

For any X ⊆ V and t ∈ [T ] let

ft(X) :=

1
if jobs pred[X] can be processed within first t time slots,

and X = pred[X],

0 otherwise.

For any Y ⊆ V define

g(Y ) :=

{
1 if |Y | ⩽ m and Y is an antichain ,

0 otherwise,

Note that the value fT (V ) tells us whether the set of jobs can be processed
within T time units and is therefore the solution to our problem. Additionally,
observe that the base-case f0(X) can be efficiently determined for all X ⊆ V
because f0(X) = 1 if X = ∅ and f0(X) = 0 otherwise. Moreover, for a fixed
Y ⊆ V , the value of g(Y ) can be found in polynomial time.

It remains to compute ft(X) for every t > 0. To achieve this, we define an
auxiliary function ht : 2

V → N. For every Z ⊆ V , let

ht(Z) :=
∑
X⊆Z

ft−1(X) · g(Z \X).

Once all values of ft−1(X) are known, the values of ht(Z) for Z ⊆ V can be
computed in time O(2n) time using Theorem 5.24. Next, for every X ⊆ V we
determine the value of ft(X) from ht(X) as follows:

ft(X) = Jht−1(X) ⩾ 1K · JX = pred[X]K.

For every X ⊆ V this transformation can be done in polynomial time. There-
fore, the total run time of computing ft is 2n · nO(1) To prove correctness of our
algorithm and finish a proof of Theorem 5.23, it suffices to prove the following
lemma:

Lemma 5.25 (Correctness). Let X,Z ⊆ V be such that Z = pred[Z] and let
Y := X \ Z. Then, the following statements are equivalent:
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• X = pred[X] and Y is an antichain.

• Y ⊆ sinks(Z).

Proof. (⇑): Assume that Y ⊆ sinks(Z). Then automatically Y is an antichain.
It remains to check that for all v ∈ X it holds that pred(v) ⊆ X. Because
pred(v) ⊆ pred[Z] = Z and Y contains only sinks. This means that X = pred[X].

(⇓): Assume that Y is an antichain and X = pred(X). Take any v ∈ Y and
assume v ̸∈ sinks(Z). However then there is a successor v′ ∈ Z of v, i.e., v ≺ v′.
However Y is an antichain and v′ ̸∈ Y . Hence it must be that v′ ∈ X. But then
pred(v′) ̸⊆ X, which contradicts the that pred[X] = X.

This concludes the proof of Theorem 5.23. Note, that the above algorithm
computes all the values of dynamic programming.

Remark 5.26. Given an instance of P |prec, pj = 1 |Cmax , we can compute in
O⋆(2n) time the value of ft(X) for every t ∈ [T ] and X ⊆ V .

5.5.2 An O⋆(2n−m +#AC) algorithm for Theorem 5.27

Now, we will use Theorem 5.23 as a subroutine and show that P |prec, pj =
1 |Cmax can be solved in O⋆(2n−m +#AC) time.

Theorem 5.27. P |prec, pj = 1 |Cmax can be solved in time O⋆(2n−m +#AC).

As usual, we use T to denote the makespan. First, we assume that n ⩽ mT
because otherwise the answer is trivial no. Our algorithm uses the following
reduction rules exhaustively.

Reduction Rule 1. Remove every isolated vertex from the graph.

Reduction Rule 2. If there are ⩽ m sources (or ⩽ m sinks), we remove these
sources (or sinks) from the graph and decrease T by 1.

For the correctness of Reduction Rule 1 assume that a schedule after ap-
plication of Reduction Rule 1 has n′ jobs and makespan T . It means that the
schedule has mT − n′ available slots. We can schedule the deleted jobs at any
these slots because these jobs do not have any predecessor and successor con-
straints. The makespan of the schedule remains T , because we assumed that
the initial number of jobs is ⩽ mT .

For correctness of Reduction Rule 2 observe that if a dependency graph has
⩽ m sources then there exists an optimal schedule that processes these sources
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at the first time slot. By symmetry if the dependency graph has ⩽ m sinks
then in some optimal schedule these sinks are processed at the last timeslot.
Moreover only sources can be processed at the first timeslot and only sinks can
be processed at the last timeslot.

Therefore, we may assume that there are at least m sources and at least m
sinks in the dependency graph and there are no isolated vertices in the depen-
dency graph. Now, let us use Theorem 5.23 as a subroutine.

Let σ be an optimal sink-adjusted schedule and let z be the first moment a
sink is processed in σ. By definition of sink-adjusted schedule either z is a sink
moment, or S[z,T ] ⊆ sinks(V ). We may assume that no sources are processed
after z; otherwise we could switch the sink at time z with such a source (observe
that by Reduction Rule 1 we know that no job can be source and sink at the same
time).

Now we use Theorem 5.26 and compute the values of ft(X) for all X ⊆
(V \ sinks(V )) and t ∈ [T ] on graph G[V \ sinks(V )]. Observe that graph G \
sinks(V ) contains at most n−m jobs. Therefore, computing all these values takes
O⋆(2n−m) time. Next, we take graph G[V \ sources(V )]. We reverse all its arcs
and use Theorem 5.27 to compute the values

←−
f t(X) for all X ⊆ (V \sources(V ))

and t ∈ [T ] in time O⋆(2n−m).

After this preprocessing, we guess set Sz ⊆ V . Observe that the jobs in
Sz form an antichain. Moreover we can enumerate all the anti-chains of G in
Õ(#AC) time with the following folklore algorithm: start with a minimal anti-
chain. Then guess the next vertex that you want to add to to your current anti-
chain and remove all the elements that are comparable to the guessed vertex.
Finally add the current anti-chain to your list and branch on the next element.
In total, in order to guess Sz and to compute functions ft and

←−
ft we need

O⋆(2n−m +#AC) time. It remains to argue that with Sz, ft and
←−
ft in hand we

can solve P |prec, pj = 1 |Cmax in polynomial time. First, recall that z is either
the first sink moment or S[z,T ] ⊆ sinks(V ). This means that we can identify set
S[z+1,T ] := (succ(Sz)∪ sinks(V )) \Sz of jobs processed after z. Similarly, we can
deduce set S[1,z−1] := V \S[z,T ] of jobs that are processed before z. It remains to

verify (by inspecting the functions fz−1 and
←−
f T−z−1) that jobs S[1,z−1] can be

processed in the first z − 1 timeslots and jobs S[z+1,T ] can be processed within
the T − z− 1 last timeslots. This concludes the description of the algorithm and
proof of Theorem 5.27.



140 Scheduling of Precedence Constrained Unit Jobs in O(1.995n) Time

5.5.3 An O⋆(#AC ·
(
n
m

)
) algorithm using Dynamic Program-

ming

The natural Dynamic Program for the problem is as follows. We emphasize
that this algorithm is folklore (for example it was also mentioned in [JLK16]
and [NS22]).

Theorem 5.28. Let #AC denote the number of different antichains of G. Then
P |prec, pj = 1 |Cmax can be solved in time O⋆(#AC ·

(
n
m

)
).

Proof. Our algorithm is based on dynamic programming. For every antichain
B ⊆ V of graph G = (V,A) and integer t ∈ [0, T ] we define the states of
dynamic programming DPt[B] as follows:

DPt[B] :=

{
1 if jobs of pred[B] can be scheduled within the first t timeslots,
0 otherwise.

Clearly, DP0[∅] = 1 and DP0[B] = 0 for any nonempty antichain B. We use
the following recurrence relation to compute the subsequent entries of dynamic
programming table for every t from 1 to T :

DPt[B] = max
X⊆B:|X|⩽m

(
DPt−1[sinks(pred[B] \X)]

)
.

We show correctness of the recurrence above. First, note that sinks(pred[B] \
X) is always an antichain as it is a set of sinks, which are by definition incom-
parable. Furthermore, pred[sinks(pred[B] \ X)] = pred[B] \ X. Now assume σ
is a schedule that processes the jobs in pred[B] of makespan t. Then at time
t the only jobs from pred[B] that can be processed are the jobs from B itself;
they are the sinks of σ. Let X = St, then there is a schedule σ′ that can pro-
cess pred[B] \ X in time t − 1. Hence, DPt−1[sinks(pred[B] \ X)] = 1 and so
DPt[B] = 1.

For the other direction, assume that for an antichain B, X ⊆ B and t ∈ [T ]
we find DPt−1[sinks(pred[B]\X)] = 1. Then we also find that there is a schedule
for pred[B] with makespan t: take the schedule for pred[B] \ X and process
X at timeslot t. Because B is an antichain, all jobs in X are incomparable.
Furthermore, all predecessors of jobs in X were already processed before t.
This concludes the proof of correctness.

As for the run time, observe there there are O(n ·#AC) entries in the table
DP and number of possibilities for X ⊆ B is

(
n
m

)
. Moreover all the anti-chains

of G can be computed in Õ(#AC) time (see Section 5.5).
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5.5.4 Combining all parts

It remains to prove Theorem 5.1, i.e. give an algorithm that solves P |prec, pj =
1 |Cmax in O(1.995n) time. To do this, we first need the following claim that
follows from Dilworth’s Theorem.

Claim 5.29. Let G be a poset with n vertices. If the minimum vertex cover of its
comparability graph Gcomp has size at least (1− α)n for some constant α ∈ (0, 1),
then

#AC(G) ⩽

(
1 +

1

α

)αn

.

Proof. Assume that the size of minimum vertex cover of Gcomp is at least (1 −
α)n. By duality, Gcomp has an maximum independent I set of size at most αn.
Because there are no edges in Gcomp[I], the set I is an antichain in G. Next, we
use the Dilworth’s Theorem [Dil50] that states the graph G can be decomposed
into ℓ ⩽ |I| = αn chains C1, . . . , Cℓ.

Observe that every antichain can be succinctly described by either (i) se-
lecting one of its vertex, or (ii) deciding to select none. Hence #AC(G) ⩽∏ℓ

i=1(|Ci|+ 1). Next, we use the AM-GM inequality. We get that:

ℓ∏
i=1

(|Ci|+ 1) ⩽

(∑ℓ
i=1(|Ci|+ 1)

ℓ

)ℓ

.

Observe that
∑ℓ

i=1 |Ci| = n. Hence #AC(G) ⩽ (n/ℓ+ 1)ℓ ⩽
(
1 + 1

α

)αn
.

We note that Claim 5.29 is tight, as G could simply consist of αn chains each
of length 1/α. We are now ready to prove our main Theorem. See Figure 4.2
for an overview of the algorithm.

Proof of Theorem 5.1. First, we compute the vertex cover C of the comparability
graph. This step can be done in O⋆(1.3n) (see [CKX10]).

If |C| ⩽ n
7.5 , we observe that Theorem 5.2 is fast enough as 169|C| < 1.995n.

Hence we can assume that the vertex cover is large, i.e. |C| > n
7.5 . Claim 5.29

then guarantees that the number of antichains is #AC ⩽ O(1.9445n). For that
case, we propose two algorithms based on the number of machines.

When the number of machines m ⩽ n/258, we use the standard the dynamic
programming from Subsection 5.5.3 that runs in O⋆(#AC ·

(
n
m

)
) time. As for

m ⩽ n/258, we can bound
(
n
m

)
⩽ 1.0257n, we find that this is fast enough.
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In the remaining case m > n/258, we apply the modified Fast Subset Con-
volution algorithm described in Subsection 5.5.2, running in O⋆(#AC+2n−m).
This is fast enough because m > n/258. This concludes the proof.

5.6 Lower Bound

Lenstra and Rinnooy Kan [LRK78] proved the NP-hardness of P |prec, pj =
1 |Cmax . They reduced from an instance of CLIQUE with n vertices to an in-
stance of P |prec, pj = 1 |Cmax with O(n2) jobs. Upon a close inspection their
reduction gives 2Ω(

√
n) lower bound (assuming the Exponential Time Hypoth-

esis). Jansen, Land and Kaluza [JLK16] improve this to 2Ω(
√
n logn). To the

best of our knowledge this the currently best lower bound based on the Ex-
ponential Time Hypothesis. They also show that a 2o(n) time algorithm for
P |prec, pj = 1 |Cmax would imply a 2o(n) time algorithm for the Biclique prob-
lem on graphs on n vertices.

We modify the reduction form [LRK78] and start from an instance of DENS-
EST κ-SUBGRAPH on sparse graphs.

In the DENSEST κ-SUBGRAPH problem (DκS), we are given a graph G =
(V,E) and a positive integer κ. The goal is to select a subset S ⊆ V of κ
vertices that induce as many edges as possible. We use denκ(G) to denote
maxS⊆V,|S|=κ |E(S)|, i.e. the optimum of DκS. Recently, Goel et al. [GKMR21]
formulated the following Hypothesis about the hardness of DκS.

Hypothesis 5.30 ([GKMR21]). There exists δ > 0 and ∆ ∈ N such that the
following holds. Given an instance (G, κ, ℓ) of DκS, where each one of N vertices of
graph G has degree at most ∆, no O(2δN ) time algorithm can decide if denκ(G) ⩾
ℓ.

In fact Goel et al. [GKMR21] formulated much stronger hypothesis about a
hardness of approximation of DκS. Theorem 5.30 is a special case of [GKMR21,
Hypothesis 1] with C = 1. We exclude 2o(n) time algorithm for P |prec, pj =
1 |Cmax assuming Theorem 5.30. To achieve this we modify the NP-hardness
reduction of [LRK78].

Theorem 5.31. There is no algorithm that solves P |prec, pj = 1 |Cmax in 2o(n)

time assuming Theorem 5.30.

Proof. We reduce from an instance (G, κ, ℓ) of DκS as in Theorem 5.30. We
assume that graph G does not contain isolated vertices (note that if any isolated
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vertex is part of the optimum solution to DκS then an instance is trivial). We
are promised that G is N vertices graph with M ⩽ ∆N many edges for some
constant ∆ ∈ N. Based on (G, κ, ℓ) we construct the instance of P |prec, pj =
1 |Cmax as follows.

• For each vertex v ∈ V (G) create job j
(1)
v .

• For each edge e = {u, v} ∈ E(G) create job j
(2)
e with precedence con-

straints j(1)u ≺ j
(2)
e and j

(1)
v ≺ j

(2)
e .

Next, we set the number of machines m := 2∆N + 1 and create filler jobs.
Namely, we create three layers of jobs: Layer L1 consists of m−κ jobs, layer L2

consists of m+κ−ℓ−N jobs and layer L3 consists of m+ℓ−M jobs. Finally, we
set all the jobs in L1 to be predecessors of every job in L2 and all jobs in L2 to be
predecessors of L3. This concludes the construction of the instance. At the end
we invoke an oracle to P |prec, pj = 1 |Cmax and declare that the denκ(G) ⩾ ℓ
if the makespan of the schedule is T = 3.

Now we argue that the constructed instance of P |prec, pj = 1 |Cmax is
equivalent to the original instance of DκS.

(⇒): Assume that an answer to DκS is true and there exist set S ⊆ V of κ
vertices that induce ⩾ ℓ edges. Then we can construct a schedule of makespan 3

as follows. In the first timeslot take jobs j(1)v for all v ∈ S and all jobs from layer
L1. In the second timeslot take (i) jobs j(1)u for all v ∈ V \ S, (ii) arbitrary set of
ℓ jobs j

(2)
e where e = {u, v} and u, v ∈ S, and (iii) all the jobs from L2. In the

third timeslot take all the remaining jobs. Note that all precedence constraints
are satisfied and the sizes of L1, L2 and L3 are selected such that all of timeslots
fit ⩽ m jobs.

(⇐): Assume that there exists a schedule with makespan 3. Because the
total number of jobs n is 3m every timeslot must be full, i.e., exactly m jobs are
scheduled in every timeslot. Observe that jobs from from layers L1, L2 and L3

must be processed consecutively in timeslots 1, 2 and 3 because every triple in
L1×L2×L3 forms a chain with 3 vertices. Next, let S ⊆ V be the set of vertices
such that jobs j

(1)
s with s ∈ S are processed in the first timeslot. Observe that

(other than jobs from L1) only κ jobs of the form j
(1)
v for some v ∈ V can be

processed in the first timeslot (as these are the only remaining sources in the
graph). Now, consider a second timeslot. It must be filled by exactly m jobs.
There is exactly N − κ jobs of the form form j

(1)
v for v ∈ V \ S and exactly

m− ℓ− (N −κ) jobs in L2. Therefore, ℓ jobs of the form j
(2)
e for some e ∈ E(G)
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must be scheduled in second timeslot. These jobs correspond to the edges of G
with both endpoints in S. Hence denκ(G) ⩾ ℓ.

This concludes the equivalence between the instances. For the run time
observe that the number of jobs n in the constructed instance is 3m. This is
O(N) because ∆ is constant. Hence an algorithm that runs in 2o(n) time and
solves P |prec, pj = 1 |Cmax contradicts Theorem 5.30.

5.7 Conclusion and Further Research

In this chapter, we analyse P |prec, pj = 1 |Cmax from the perspective of exact
exponential time algorithms. We break the 2n barrier by presenting a O(1.995n)
time algorithm for P |prec, pj = 1 |Cmax . This result is based on a trade-
off between the number of antichains of the input graph and the size of the
vertex cover of its comparability graph. Our main technical contribution is
a O⋆(169|C|) time algorithm where C is a vertex cover of the comparability
graph. To achieve this, we extend the techniques introduced by Dolev and War-
muth [DW84].

It would be interesting to improve our main theorem for a fixed number
of machines. Since Pm |prec, pj = 1 |Cmax is not known to be NP-complete
for fixed m, one might even aim for subexponential time algorithms. Even for
m = 3, this would be a breakthrough.

We note that fixed-parameter tractable algorithms for non-trivial parame-
terizations are rare in the field of scheduling problems (see for example the
survey by [MvB18]). The constant 169 in the base of the exponent is relatively
large and any improvement to it would ultimately lead to a faster algorithm
for P |prec, pj = 1 |Cmax . We believe that even reducing the run time below
O⋆(10|C|) requires a significantly new insight into the problem. Note however
that even if one could somehow assume that #AC ≈ 1.1n the current best al-
gorithms from Section 5.5 would guarantee only O(1.993n) time algorithm. To
improve our algorithm below O(1.9n) one likely needs completely new ideas.

Another interesting approach would be to find fixed-parameter tractable al-
gorithms for other parameters. One such parameter is h, the height of the input
graph. Even for fixed height, P |prec, pj = 1 |Cmax is NP-hard. However, for
fixed number of machines, the problem is in XP when parameterized by the
height, thanks to the algorithm of Dolev and Warmuth [DW84]. We wonder
whether a fixed-parameter tractable algorithm is also possible, even for m = 3.

Finally, while there is ample evidence that no 2o(n) time algorithm exists for
P |prec, pj = 1 |Cmax , it remains a somewhat embarrassing open problem to
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show that such an algorithm would violate the Exponential Time Hypothesis.





CHAPTER 6

Fine-grained Parameterized
Complexity of Partial Scheduling

We study a natural variant of scheduling that we call partial scheduling: in this
variant an instance of a scheduling problem along with an integer k is given
and one seeks an optimal schedule where not all, but only k jobs, have to be
processed.

Specifically, we aim to determine the fine-grained parameterized complexity
of partial scheduling problems parameterized by k for all variants of schedul-
ing problems that minimize the makespan and involve unit/arbitrary process-
ing times, identical/unrelated parallel machines, release dates/deadlines, and
precedence constraints. That is, we investigate whether algorithms with run
times of the type f(k)nO(1) or nO(f(k)) exist for a function f that is as small as
possible.

Our contribution is two-fold: first, we categorize each variant to be either in
P, NP-complete and fixed-parameter tractable by k, or W[1]-hard parameterized
by k. Second, for many interesting cases we further investigate the run time on
a finer scale and obtain run times that are (almost) optimal assuming the Expo-
nential Time Hypothesis. As one of our main technical contributions, we give an
O(8kk(|V |+ |E|)) time algorithm to solve instances of partial scheduling prob-
lems minimizing the makespan with unit length jobs, precedence constraints
and release dates, where G = (V,A) is the graph with precedence constraints.

This chapter is based on On the Fine-grained Parameterized Complexity of Partial Scheduling to
Minimize the Makespan (appeared at IPEC 2020 [NS20] and in Algorithmica [NS22]), co-authored
by Jesper Nederlof.
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6.1 Introduction

Scheduling is one of the most central application domains of combinatorial op-
timization. In the last decades, a huge combined effort of many researchers led
to major progress on understanding the worst-case computational complexity
of almost all natural variants of scheduling: by now, for most of these vari-
ants it is known whether they are NP-complete or not. Scheduling problems
provide the context of some of the most classic approximation algorithms. For
example, in the standard textbook by Shmoys and Williamson on approxima-
tion algorithms [WS11] a wide variety of techniques are illustrated by applica-
tions to scheduling problems. See also the standard textbook on scheduling by
Pinedo [Pin08] for more background.

Instead of studying approximation algorithms, another natural way to deal
with NP-completeness is Parameterized Complexity (PC).

While the application of general PC theory to the area of scheduling has
still received considerably less attention than the approximation point of view,
recently its study has seen explosive growth, as witnessed by a plethora of pub-
lications (e.g. [BG19, HMO19, LLSt14, MW15, vBBB+16, vBMNW15]). Addi-
tionally, many recent results and open problems can be found in a survey by
Mnich and van Bevern [MvB18], and even an entire workshop on the subject
was recently held [MMW19].

In this chapter we advance this vibrant research direction with a complete
mapping of how several standard scheduling parameters influence the parame-
terized complexity of minimizing the makespan in a natural variant of schedul-
ing problems that we call partial scheduling. Next to studying the classical ques-
tion of whether parameterized problems are in P, in FPT parameterized by k,
or W[1]-hard parameterized by k, we also follow the well-established modern
perspective of ‘fine-grained’ PC and aim at run times of the type f(k)nO(1) or
nf(k) for the smallest function f of parameter k.

Partial Scheduling.

In many scheduling problems arising in practice, the set of jobs to be scheduled
is not predetermined. We refer to this as partial scheduling. Partial scheduling is
well-motivated from practice, as it arises naturally for example in the following
scenarios:

1. Due to uncertainties a close-horizon approach may be employed and only
few jobs out of a big set of jobs will be scheduled in a short but fixed
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time-window,

2. The selection of the jobs to process may resemble other choices the sched-
uler should make, such as to outsource non-processed jobs to various ex-
ternal parties,

Partial scheduling has been previously studied in the equivalent forms of max-
imum throughput scheduling [Sga12] (motivated by the first example setting
above), job rejection [SGK13], scheduling with outliers [GKKS09], job selection
[ESK17, KP13, YG07] and its special case interval selection [COR06, Spi99,
KLPS07].

In this chapter, we conduct a rigorous study of the parameterized complex-
ity of partial scheduling, parameterized by the number of jobs to be scheduled.
We denote this number by k. While several isolated results concerning the pa-
rameterized complexity of partial scheduling do exist, this parameterization has
(somewhat surprisingly) not been rigorously studied yet (see Subsection 6.1.3
for related work). We address this and study the parameterized complexity of
the (arguably) most natural variants of the problem. We fix as objective to min-
imize the makespan while scheduling at least k jobs, for a given integer k and
study all variants with the following characteristics:

• 1 machine, identical parallel machines or unrelated parallel machines,

• unit/arbitrary processing times and presence or absence of release dates,
deadlines, and precedence constraints.

Note that a priori this amounts to 3× 2× 2× 2× 2 = 48 variants.

6.1.1 Our Results

We give a classification of the parameterized complexity of these 48 variants.
Additionally, for each variant that is not in P, we give algorithms solving them
and lower bounds under ETH. To easily refer to a variant of the scheduling
problem, we use the standard three-field notation by Graham et al. [GLLRK79]
(see Section 6.2 for an explanation of this notation). To accommodate our study
of partial scheduling, we extend the α |β | γ notation as follows:

Definition 6.1. We let k-sched in the γ-field indicate that we schedule at least k
out of n jobs.

We study the fine-grained parameterized complexity of all problems α |β | γ,
where α ∈ {1, P,R}, the options for β are all combinations for rj , dj , pj = 1,
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prec, and γ is fixed to γ = k−sched, Cmax. Our results are explicitly enumerated
in Table 6.1.

The rows of Table 6.1 are lexicographically sorted on (i) precedence rela-
tions / no precedence relations, (ii) a single machine, identical machines or
unrelated machines (iii) release dates and/or deadlines. Because their presence
has a major influence on the character of the problem we stress the distinction
between variants with and without precedence constraints. A precedence con-
straint a ≺ b enforces that job a needs to be finished before job b can start. On
a high abstraction level, our contribution is two-fold:

1. We present a classification of the complexity of all aforementioned vari-
ants of partial scheduling with the objective of minimizing the makespan.
Specifically, we classify all variants to be either solvable in polynomial
time, to be fixed-parameter tractable in k and NP-hard, or to be W[1]-
hard.

2. For most of the studied variants we present both an algorithm and a lower
bound that shows that our algorithm cannot be significantly improved
unless the Exponential Time Hypothesis (ETH) fails.

Thus, while we completely answer a classical type of question in the field of
Parameterized Complexity, we pursue in our second contribution a more mod-
ern and fine-grained understanding of the best possible run time with respect
to the parameter k. For several of the studied variants, the lower bounds and
algorithms listed in Table 6.1 follow relatively quickly. However, for many other
cases we need substantial new insights to obtain (almost) matching upper and
lower bounds on the run time of the algorithms solving them. We have grouped
the rows in result types [A]-[G] depending on our methods for determining their
complexity.

6.1.2 Our Methods

We now describe some of our most significant technical contributions for obtain-
ing the various types (listed as [A]-[G] in Table 6.1) of results. Note that we
skip some less interesting cases in this introduction; for a complete argumen-
tation of all results from Table 6.1 we refer to Section 6.6. The main building
blocks and logical implications to obtain the results from Table 6.1 are depicted
in Figure 6.1. We now discuss these building blocks of Figure 6.1 in detail.
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Problem Description
Parameterized
Complexity in
k

Result
Type

Run Time
Lower Bound under ETH

Excluded Run
Time

Reduction from

Pr
ec

ed
en

ce
R

el
at

io
ns

1 1 |prec, pj = 1 | γ P [A] nO(1)

2 1 | rj ,prec, pj = 1 | γ P [A] nO(1)

3 1 | dj ,prec, pj = 1 | γ W[1]-hard [B] nO(k) no(k/ log k) 3-COLORING

4 1 | rj , dj ,prec, pj = 1 | γ W[1]-hard [B] nO(k) no(k/ log k) 3-COLORING

5 P |prec, pj = 1 | γ FPT [C] 2O(k)nO(1) 2o(
√
k log k)nO(1) P |prec, pj = 1 |Cmax

6 P | rj ,prec, pj = 1 | γ FPT [C] 2O(k)nO(1) 2o(
√
k log k)nO(1) P |prec, pj = 1 |Cmax

7 P | dj ,prec, pj = 1 | γ W[1]-hard [B] nO(k) no(k/ log k) 3-COLORING

8 P | rj , dj ,prec, pj = 1 | γ W[1]-hard [B] nO(k) no(k/ log k) 3-COLORING

9 1 |prec | γ W[1]-hard [D] nO(k) no(
√
k) k-CLIQUE

10 1 | rj ,prec | γ W[1]-hard [D] nO(k) no(k/ log k) PARTITIONED S.I.
11 1 | dj ,prec | γ W[1]-hard [D] nO(k) no(k/ log k) PARTITIONED S.I.
12 1 | rj , dj ,prec | γ W[1]-hard [D] nO(k) no(k/ log k) PARTITIONED S.I.
13 P |prec | γ W[1]-hard [D] nO(k) no(k/ log k) PARTITIONED S.I.
14 P | rj ,prec | γ W[1]-hard [D] nO(k) no(k/ log k) PARTITIONED S.I.
15 P | dj ,prec | γ W[1]-hard [D] nO(k) no(k/ log k) PARTITIONED S.I.
16 P | rj , dj ,prec | γ W[1]-hard [D] nO(k) no(k/ log k) PARTITIONED S.I.
17 R |prec | γ W[1]-hard [D] nO(k) no(k/ log k) PARTITIONED S.I.
18 R | rj ,prec | γ W[1]-hard [D] nO(k) no(k/ log k) PARTITIONED S.I.
19 R | dj ,prec | γ W[1]-hard [D] nO(k) no(k/ log k) PARTITIONED S.I.
20 R | rj , dj ,prec | γ W[1]-hard [D] nO(k) no(k/ log k) PARTITIONED S.I.

N
o

Pr
ec

ed
en

ce
R

el
at

io
ns

21 1 | pj = 1 | γ P [E] nO(1)

22 1 | rj , pj = 1 | γ P [E] nO(1)

23 1 | dj , pj = 1 | γ P [E] nO(1)

24 1 | rj , dj , pj = 1 | γ P [E] nO(1)

25 P | pj = 1 | γ P [E] nO(1)

26 P | rj , pj = 1 | γ P [E] nO(1)

27 P | dj , pj = 1 | γ P [E] nO(1)

28 P | rj , dj , pj = 1 | γ P [E] nO(1)

29 1 || γ P [F] nO(1)

30 1 | rj | γ P [F] nO(1)

31 1 | dj | γ P [F] nO(1)

32 1 | rj , dj | γ FPT [G] 2O(k)nO(1) 2o(k)nO(1) SUBSET SUM

33 P || γ FPT [G] 2O(k)nO(1) 2o(k)nO(1) SUBSET SUM

34 P | rj | γ FPT [G] 2O(k)nO(1) 2o(k)nO(1) SUBSET SUM

35 P | dj | γ FPT [G] 2O(k)nO(1) 2o(k)nO(1) SUBSET SUM

36 P | rj , dj | γ FPT [G] 2O(k)nO(1) 2o(k)nO(1) SUBSET SUM

37 R || γ FPT [G] 2O(k)nO(1) 2o(k)nO(1) SUBSET SUM

38 R | rj | γ FPT [G] 2O(k)nO(1) 2o(k)nO(1) SUBSET SUM

39 R | dj | γ FPT [G] 2O(k)nO(1) 2o(k)nO(1) SUBSET SUM

40 R | rj , dj | γ FPT [G] 2O(k)nO(1) 2o(k)nO(1) SUBSET SUM

Table 6.1: The fine-grained parameterized complexity of partial scheduling, where γ de-
notes k-sched, Cmax and S.I. abbreviates SUBGRAPH ISOMORPHISM. Since
pj = 1 implies that the machines are identical, the mentioned number of 48
combinations reduces to 40 different scheduling problems. The highlighted
table entries are new results from this chapter.
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Polynomial time FPT in k
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Figure 6.1: An illustration of the various result types as indicated in Table 6.1. Arrows
indicate how a problem is generalized by another problem.

Precedence Constraints.

Our main technical contribution concerns result type [C]. The simplest of the
two cases, P |prec, pj = 1 | k−sched, Cmax, cannot be solved in 2o(

√
k log k)nO(1)

time assuming the Exponential Time Hypothesis and not in 2o(k) unless sub-
exponential time algorithms for the BICLIQUE problem exist, due to reductions
by Jansen et al. [JLK16]. Our contribution lies in the following theorem that
gives an upper bound for the more general of the two problems that matches
the latter lower bound:
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Theorem 6.2. P | rj ,prec, pj = 1 | k−sched, Cmax can be solved in O(8kk(|V | +
|E|)) time,1 where G = (V,E) is the precedence graph given as input.

Theorem 6.2 will be proved in Section 6.3. The first idea behind the proof is
based on a natural2 dynamic programming algorithm which uses anti-chains of
the partial order naturally associated with the precedence constraints. However,
evaluating this dynamic program naïvely would lead to an nO(k) time algorithm,
where n is the number of jobs.

Our key idea is to only compute a subset of the table entries of this dynamic
programming algorithm, guided by a new parameter of an antichain called the
depth. Intuitively, the depth of an antichain A indicates the number of jobs that
can be scheduled after A and its predecessors in a feasible schedule without
violating the precedence constraints.

We prove Theorem 6.2 by showing we may restrict attention in the dynamic
programming algorithm to antichains of depth at most k, and by bounding the
number of antichains of depth at most k indirectly by bounding the number of
maximal antichains of depth at most k. We believe this methodology should
have more applications for scheduling problems with precedence constraints.

Surprisingly, the positive result of Theorem 6.2 is in stark contrast with the
seemingly symmetric case where only deadlines are present: our next result,
indicated as [B] in Figure 6.1 shows it is much harder:

Theorem 6.3. The problem P | dj ,prec, pj = 1 | k−sched, Cmax is W[1]-hard, and
it cannot be solved in no(k/ log k) time assuming the ETH.

Theorem 6.3 is a consequence of a reduction outlined in Section 6.4. Note
the W[1]-hardness follows from a natural reduction from the k-CLIQUE prob-
lem (presented originally by Fellows and McCartin [FM03]), but this reduction
increases the parameter k to Ω(k2) and would only exclude no(

√
k) time algo-

rithms assuming the ETH. To obtain the tighter bound from Theorem 6.3, we
instead provide a non-trivial reduction from the 3-COLORING problem based on
a new selection gadget.

For result type [D], we give a lower bound by a (relatively simple) reduc-
tion from PARTITIONED SUBGRAPH ISOMORPHISM in Theorem 6.20 and Corol-
lary 6.21. Since it is conjectured that PARTITIONED SUBGRAPH ISOMORPHISM

cannot be solved in no(k) time assuming the ETH, our reduction is a strong
indication that the simple nO(k) time algorithm (see Section 6.6) cannot be im-
proved significantly in this case.

1We assume basic arithmetic operations with the release dates take constant time.
2A similar dynamic programming approach was also present in, for example, [CPPW14]
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No Precedence Constraints.

The second half of our classification concerns scheduling problems without
precedence constraints, and is easier to obtain than the first half. Results [E],
[F] are consequences of a greedy algorithm and Moore’s algorithm [Moo68]
that solves the problem 1 ||

∑
j Uj in O(n log n) time. Notice that this algo-

rithm also solves the problem 1 | rj | k−sched, Cmax, by reversing the prece-
dence constraints and viewing the release dates as the deadlines (and revers-
ing the schedule we get as output). For result type [G] we show that a stan-
dard technique in parameterized complexity, the color coding method, can be
used to get a 2O(k) time algorithm for the most general problem of the class,
being R | rj , dj | k−sched, Cmax. All lower bounds on the run time of algo-
rithms for problems of type [G] are by a reduction from SUBSET SUM, but for
1 | rj , dj | k−sched, Cmax this reduction is slightly different.

6.1.3 Related Work

The interest in parameterized complexity of scheduling problems recently wit-
nessed an explosive growth, resulting in e.g. a workshop [MMW19] and a sur-
vey by Mnich and van Bevern [MvB18] with a wide variety of open problems.

The complexity of partial scheduling parameterized by the number of pro-
cessed jobs, or equivalently, the number of jobs ‘on time’ was studied before:
Fellows et al. [FM03] study a problem called k-TASKS ON TIME that is equivalent
to 1 | dj ,prec, pj = 1 | k−sched, Cmax and show that it is W[1]-hard when param-
eterized by k,3 and in FPT parameterized by k and the width of the partially or-
dered set induced by the precedence constraints. Van Bevern et al. [vBMNW15]
showed that the JOB INTERVAL SELECTION problem, where each job is given a
set of possible intervals to be processed on, is in FPT parameterized by k. Bessy
et al. [BG19] consider partial scheduling with a restriction on the jobs called
‘Coupled-Task’, and also remark that the current parameterization is relatively
understudied.

Another related parameter is the number of jobs that are not scheduled.
This parameterization has been studied in several previous works [BF95, FM03,
MW15]. For example, Mnich and Wiese [MW15] study the parameterized com-
plexity of scheduling problems with respect to the number of rejected jobs in
combination with other variables as parameter. If n denotes the number of
given jobs, this parameter equals n − k. The two parameters are somewhat
incomparable in terms of applications: in some settings only few jobs out of

3Our results [C] and [D] build on and improve this result.
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many alternatives need to be scheduled, but in other settings rejecting a job is
very costly and thus will happen rarely. However, a strong advantage of using
k as parameter is in terms of its computational complexity: if the version of
the problem with all jobs mandatory is NP-complete it is trivially NP-complete
for n− k = 0, but it may still be in FPT parameterized by k.

6.1.4 Organization of this chapter

This chapter is organized as follows: we start with some preliminaries in Sec-
tion 6.2. In Section 6.3 we present the proof of Theorem 6.2, and in Section 6.4
we describe the reductions for result types [B] and [D]. In Section 6.5 we give
the algorithm for result type [G] and in Section 6.6 we deal with all remaining
cases from Table 6.1. Finally, in Section 6.7 we present a conclusion.

6.2 Preliminaries

For an integer N , we denote [N ] as all integers 1, 2, . . . , N . If B is a Boolean,
then JBK = 1 if B is true and JBK = 0 if B is false.

The three-field notation by Graham et al.

Throughout this chapter we denote scheduling problems using the three-field
notation by Graham et al. [GLLRK79]. Problems are classified by parame-
ters α |β | γ. The α describes the machine environment. We use α ∈ {1, P,R},
indicating whether there are one (1), identical (P ) or unrelated (R) parallel
machines available. Here identical refers to the fact that every job takes a fixed
amount of time process independent of the machine, and unrelated means a
job could take different time to process per machine. The β field describes the
job characteristics, which in this chapter can be a combination of the following
values: prec (precedence constraints), rj (release dates), dj (deadlines) and
pj = 1 (all processing times are 1). We assume without loss of generality that
all release dates and deadlines are integers.

The γ field concerns the optimization criteria. A given schedule deter-
mines Cj , the completion time of job j. Let dj be the due date of job j. Then
Uj is 1 if Cj > dj , and 0 if Cj ⩽ dj . In this chapter we use the following
optimization criteria:

• Cmax: minimize the makespan (i.e. the maximum completion time Cj of
any job),
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•
∑

j Uj: minimize the number of jobs that finish after their due date,

• k−sched: maximize the number of processed jobs; in particular, process
at least k jobs.

A schedule is said to be feasible if no constraints (deadlines, release dates,
precedence constraints) are violated. We define that if a job is not processed, it
does not violate its deadline.

Notation for Posets.

Any precedence graph G is a directed acyclic graph and therefore induces a
partial order ≺ on V (G). Indeed, if there is a path from x to y, we let x ⪯ y.
An antichain is a set A ⊆ V (G) of mutually incomparable elements. We say
that A is maximal if there is no antichain A′ with A ⊂ A′, where ‘⊂’ denotes
strict inclusion. The set of predecessors of A is pred(A) = {x ∈ V (G) : ∃a ∈ A :
x ⪯ a}, and the the set of comparables of A is comp(A) = {x ∈ V (G) : ∃a ∈ A :
x ⪯ a or x ⪰ a}. Note comp(A) = V (G) if and only if A is maximal.

An element x ∈ V (G) is a minimal element if x ⪯ y for all y ∈ comp({x}).
An element x ∈ V (G) is a maximal element if x ⪰ y for all y ∈ comp({x}).
Furthermore, min(G) = {x | x is a minimal element in G} and max(G) = {x |
x is a maximal element in G}.

Notice that max(G) is exactly the antichain A such that pred(A) = V (G).
We denote the subgraph of G induced by S with G[S]. We may assume that
rj < rj′ if j ≺ j′ since job j′ will be processed later than rj in any schedule. To
handle release dates we use the following:

Definition 6.4. Let G be a precedence graph. Then Gt is the precedence graph
restricted to all jobs that can be scheduled on or before time t, i.e. all jobs with
release date at most t.

We assume G = GCmax , since all jobs with release date greater than Cmax

can be ignored.

Parameterized Complexity

We say a problem is Fixed-Parameter Tractable (and in the complexity class
FPT) parameterized by parameter k, if there exists an algorithm with run time
O(f(k) · nc), where n denotes the size of the instance, f is a computable func-
tion and c some constant. There also exist problems for which inclusion in FPT
for some parameter is unlikely, such as k-CLIQUE. This is because k-CLIQUE is
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complete for the complexity class W[1] and it is conjectured that FPT ̸= W[1].
One could view FPT as the parameterized version of P and W[1] of the param-
eterized version of NP. To prove a problem P to be W[1]-hard, one can use
a parameterized reduction from another problem P ′ that is W[1]-hard, where
the reduction is a polynomial-time reduction with the following two additional
restrictions: (1) the parameter k′ of P ′ is bounded by g(k) for some function
computable g and k the parameter of P, (2) the run time of the reduction is
bounded by f(k) · nc for f some computable function, n the size of the instance
of P and c a constant.

We exclude fixed-parameter tractable algorithms for problems that are W[1]-
hard. To exclude run times in a more fine-grained manner, we use the Exponen-
tial Time Hypothesis (ETH). Roughly speaking, the ETH conjectures that no 2o(n)

algorithm for 3-SAT exists, where n is the number of variables of the instance.
As a consequence we can, for example, exclude algorithms with run time 2o(n)

for SUBSET SUM where n is the number of input integers, and algorithms with
run time no(k) for k-CLIQUE where n is the number of vertices of the input graph
and k the size of the clique that we are after. The function g(k) bounding the
size of k′ in the parameterized reductions plays an important role in these types
of proofs, as for example a reduction with g(k) from k-CLIQUE yields a lower
bound under ETH of no(g−1(k)).

6.3 Result Type C: Precedence Constraints, Release
Dates and Unit Processing Times

In this section we provide a fast algorithm for partial scheduling with release
dates and unit processing times parameterized by k, the minimum number of
job that needs to be scheduled (Theorem 6.2). There exists a simple, but slow,
algorithm with run time O⋆(2k

2

) that already proves that this problem is in
FPT parameterized by k: this algorithm branches k times on jobs that can be
processed next. If more than k jobs are available at a step, then processing
these jobs greedily is optimal. Otherwise, we can recursively try to schedule
all non-empty subsets of jobs to schedule next, and a O⋆(2k

2

) time algorithm
is obtained via a standard (bounded search-tree) analysis. To improve on this
algorithm, we present a dynamic programming algorithm based on table entries
indexed by antichains in the precedence graph G describing the precedence
relations. Such an antichain describes the maximal jobs already scheduled in a
partial schedule. Our key idea is that, to find an optimal solution, it is sufficient
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to restrict our attention to a subset of all antichains. This subset will be defined
in terms of the depth of an antichain. With this algorithm we improve the run
time to O(8kk(|V |+ |E|)).

By binary search, we can restrict attention to a variant of the problem that
asks whether there is a feasible schedule with makespan at most Cmax, for a
fixed universal deadline Cmax.

The Algorithm.

We start by introducing our dynamic programming algorithm for P | rj ,prec,
pj = 1 | k−sched, Cmax. Let m be the number of machines available. We start
with defining the table entries. For a given antichain A ⊆ V (G) and integer t
we define

S(A, t) =

1,
if there exists a feasible schedule of
makespan t that processes pred(A),

0, otherwise.

Computing the values of S(A, t) can be done by trying all combinations of
scheduling at most m jobs of A at time t and then checking whether all re-
maining jobs of pred(A) can be scheduled in makespan t− 1. To do so, we also
verify that all the jobs in A actually have a release date at or before t. Formally,
we have the following recurrence for S(A, t):

Lemma 6.5.

S(A, t) = JA ⊆ V (Gt)K ∧
∨

X⊆A:|X|⩽m

S(A′, t− 1) : A′ = max(pred(A) \X).

Proof. If A ̸⊆ V (Gt), then there is a job j ∈ A with rj > t. And thus S(A, t) = 0.
For any X ⊆ A, X is a set of maximal elements with respect to G[pred(A)],

and consists of pair-wise incomparable jobs, since A is an antichain. So, we
can schedule all jobs from X at time t without violating any precedence con-
straints. Define A′ = max(pred(A) \ X) as the unique antichain such that
pred(A) \ X = pred(A′). If S(A′, t − 1) = 1 and |X| ⩽ m, we can extend
the schedule of S(A′, t − 1) by scheduling all jobs of X at time t. This way we
get a feasible schedule processing all jobs of pred(A) before or at time t. So if
we find such an X with |X| ⩽ m and S(A′, t−1) = 1, we must have S(A, t) = 1.

For the other direction, if for all X ⊆ A with |X| ⩽ m, S(A′, t− 1) = 0, then
no matter which set X ⊆ A we try to schedule at time t, the remaining jobs
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cannot be scheduled before t. Note that only jobs from A can be scheduled at
time t, since those are the maximal jobs. Hence, there is no feasible schedule
and S(A, t) = 0.

The above recurrence cannot be directly evaluated, since the number of dif-
ferent antichains of a graph can be big: there can be as many as

(
n
k

)
different

antichains with |pred(A)| ⩽ k, for example in the extreme case of an inde-
pendent set. Even when we restrict our precedence graph to have out degree
k, there could be kk different antichains, for example in k-ary trees. To cir-
cumvent this issue, we restrict our dynamic programming algorithm only to a
specific subset of antichains. To do this, we use the following new notion of the
depth of an antichain.

Definition 6.6. Let A be an antichain. Define the depth (with respect to t) of A
as

dt(A) = |pred(A)|+ |min(Gt − comp(A))|.

We also denote d(A) = dCmax(A).

The intuition behind this definition is that it quantifies the number of jobs
that can be scheduled before (and including) A without violating precedence
constraints. See Figure 6.2 for an example of an antichain and its depth. We
restrict the dynamic programming algorithm to only compute S(A, t) for A sat-
isfying dt(A) ⩽ k. This ensures that we do not go ‘too deep’ into the precedence
graph unnecessarily at the cost of a slow run time.

Because of this restriction in the depth, it could happen that we check no
antichains with k or more predecessors, while there are corresponding feasible
schedules. It is therefore possible that for some antichains A with dt(A) > k,
there is a feasible schedule for all ⩾ k jobs in pred(A) before time Cmax, but the
value S(A,Cmax) will not be computed. To make sure we still find an optimal
schedule, we also compute the following condition R(A, t) for all t ⩽ Cmax and
antichains A with dt(A) ⩽ k:

R(A, t) =



1, if there exists a feasible schedule with makespan at most
Cmax that processes pred(A) on or before t and processes
jobs from min(G− pred(A)) after t, with a total of k jobs
processed,

0, otherwise.
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= job in antichain A

= job in pred(A)

= job in min(G− comp(A))

= job in G− comp(A)

= job in comp(A) \ pred(A)

d(A) = |pred(A)|+ |min(G− comp(A))| = 2 + 2

Figure 6.2: Example of an antichain and its depth in a perfect 3-ary tree. We see that
|pred(A)| = 2, but d(A) = 4. If k = 2, the dynamic programming algorithm
will not compute S(A, t) since d(A) > k. The only antichains with depth
⩽ 2 are the empty set and the root node r on its own as a set. Indeed,
d(∅) = d({r}) = 1. Note that for instances with k = 2, a feasible schedule
may exist. If so, we will find that R({r}, 1) = 1, which will be defined later.
In this way, we can still find the antichain A as a solution.

By definition of R(A, t), if R(A, t) = 1 for any A and t ⩽ Cmax, then we
find a feasible schedule that processes k jobs on time.4 We show that there is
an algorithm, namely fill(A, t), that quickly computes R(A, t). The algorithm
fill(A, t) does the following: first it checks if S(A, t) = 1 and if so, greedily
schedules jobs from min(G−pred(A)) after t in order of smallest release date. If
k − |pred(A)| jobs can be scheduled before Cmax, it returns ‘true’ (R(A, t) = 1).

4The reverse direction is more difficult and postponed to Lemma 6.13.
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Otherwise, it returns ‘false’ (R(A, t) = 0).

Lemma 6.7. There is an O(|V |k + |E|) time algorithm that, given an antichain
A, integer t, and value S(A, t), computes R(A, t).

Proof. We show that fill(A, t), defined above, fulfills all requirements. First
we prove that if fill(A, t) returns ‘true’, it follows that R(A, t) = 1. Since
S(A, t) = 1, all jobs from pred(A) can be finished at time t. Take that feasible
schedule and process k − |pred(A)| jobs from min(G− pred(A)) between t and
Cmax. This is possible because fill(A, t) is true. All predecessors of jobs in
min(G − pred(A)) are in pred(A) and therefore processed before t. Hence, no
precedence constraints are violated and we find a feasible schedule with the
requirements, i.e. R(A, t) = 1.

For the other direction, assume that R(A, t) = 1, i.e. we find a feasible
schedule σ where exactly the jobs from pred(A) are processed on or before t
and only jobs from min(G − pred(A)) are processed after t. Thus S(A, t) = 1.
Define M as the set of jobs processed after t in σ. If M equals the set of jobs
with the smallest release dates of min(G − pred(A)), we can also process the
jobs of M in order of increasing release dates. Then fill(A, t) will be ‘true’,
since M has size at least k − |pred(A)|. However, if M is not that set, we can
replace a job which does not have one of the smallest k − |pred(A)| release
dates, by one which has and was not in M yet. This new set can then still be
processed between t+1 and Cmax because smaller release dates impose weaker
constraints. We keep replacing until we end up with M being exactly the set of
jobs with smallest release dates, which is then proved to be schedulable between
t and Cmax. Hence, fill(A, t) will return ‘true’.

Computing the set min(G−pred(A)) can be done in O(|V |+ |E|) time. Sort-
ing them on release date can be done in O(|V |k) time, as there are at most
k different release dates. Finally, greedily scheduling the jobs while check-
ing feasibility can be done in O(|V |) time. Hence this algorithm runs in time
O(|V |k + |E|).

Combining all steps gives us the algorithm as described in Algorithm 4. It
remains to bound its run time and argue its correctness.

Run Time.

To analyze the run time of the dynamic programming algorithm, we need to
bound the number of checked antichains. Recall that we only check antichains
A with dt(A) ⩽ k for each time t ⩽ Cmax. We first analyze the number of
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1 foreach t = 1, ..., Cmax do
2 Enumerate all antichains A in Gt with dt(A) ⩽ k using Lemma 6.12
3 foreach antichain A in Gt with dt(A) ⩽ k do
4 Compute S(A, t) using Lemma 6.5
5 if fill(S(A, t), A, t) then
6 return TRUE
7 return FALSE

Algorithm 4: Algorithm for P |prec, pj = 1 | k−sched, Cmax

antichains A with d(A) ⩽ k in any graph and use this to upper bound the
number of antichains checked at time t.

To analyze the number of antichains A with d(A) ⩽ k, we give an upper
bound on this number via an upper bound on the number of maximal an-
tichains. Recall from the notations for posets, that for a maximal antichain
A we have comp(A) = V (G), and therefore d(A) = |pred(A)|. The following
lemma connects the number of antichains and maximal antichains of bounded
depth:

Lemma 6.8. For any antichain A, there exists a maximal antichain Amax such
that A ⊆ Amax and d(A) = d(Amax).

Proof. Let Amax = A∪min(G−comp(A)). By definition, all elements in min(G−
comp(A)) are incomparable to each other and incomparable to any element of
A. Hence Amax is an antichain. Since comp(Amax) = V (G), Amax is a maximal
antichain. Moreover,

d(A) = |pred(A)|+ |min(G− comp(A))| = |pred(Amax)| = d(Amax),

since the elements in min(G − comp(A)) are minimal elements and all their
predecessors are in pred(A) besides themselves.

For any (maximal) antichain A with d(A) ⩽ k, we derive that |A| ⩽ k
and so each maximal antichain of depth at most k has at most 2k subsets. By
Lemma 6.8, we see that each antichain is a subset of a maximal antichain with
the same depth.

Corollary 6.9.

|{A : A antichain, d(A) ⩽ k}| ⩽ 2k|{A : A maximal antichain, d(A) ⩽ k}|.
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This corollary allows us to restrict attention to only upper bounding the
number of maximal antichains of bounded depth.

Lemma 6.10. There are at most 2k maximal antichains A with d(A) ⩽ k in any
precedence graph G = (V,E), and they can be enumerated in O(2kk(|V | + |E|))
time.

Proof. LetAk(G) be the set of maximal antichains in G with depth at most k. We
prove that |Ak(G)| ⩽ 2k for any graph G by induction on k. Clearly, |A0(G)| ⩽ 1
for any graph G, since the only antichain with d(A) ⩽ 0 is A = ∅ if G = ∅.

Let k > 0 and assume |Aj(G)| ⩽ 2j for j < k for any graph G. If we have
a precedence graph G with minimal elements s1, ..., sℓ, we partition Ak(G) into
ℓ + 1 different sets B1,B2, ...,Bℓ+1. For i = 1, . . . , ℓ, the set Bi is defined as the
set of maximal antichains A of depth at most k in which {si′ : i′ < i} ⊆ A,
but si ̸∈ A (and no restrictions on elements in the set {s′i : i′ > i}). If si ̸∈ A,
then si ∈ pred(A) since A is maximal, so any such maximal antichain has a
successor of si in A. If we define Sj as the set of all successors of sj (including

sj), we see that Bi = Ak−i

(
G−

(⋃i−1
i′=1 Si′ ∪ {si}

))
. Indeed, if A ∈ Bi, then

{si′ : i′ < i} ⊆ A. Hence we can remove those elements and its successors from
the graph, as they are comparable to any such antichain. Moreover, we can also
remove si (but not its successors) from the graph, since it is in pred(A). Thus Bi
is then exactly the set of maximal antichains with depth i less in the remaining
graph. The set Bℓ+1 is defined as all antichains not in some Bi, which is all
maximal antichains of A of depth at most k for which {s1, . . . , sℓ} ⊆ A. Note
that Bℓ+1 = {s1, . . . , sℓ}. We get the following recurrence relation:

|Ak(G)| =
ℓ∑

i=1

∣∣∣∣∣∣Ak−i

G−

i−1⋃
j=1

Sj ∪ {si}

∣∣∣∣∣∣+ 1, (6.1)

since |Bl+1| = 1. Notice that we may assume that ℓ ⩽ k, because otherwise
the depth of the antichain will be greater than k. Then if we use the induction
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hypothesis that |Aj(G)| ⩽ 2j for j < k for any graph G, we see by (6.1) that:

|Ak(G)| =
ℓ∑

i=1

∣∣∣∣∣∣Ak−i

G−

i−1⋃
j=1

Sj ∪ {si}

∣∣∣∣∣∣+ 1,

⩽ 2k

(
k∑

i=1

1

2i
+

1

2k

)
= 2k.

The lemma follows since the above procedure can easily be modified in a
recursive algorithm to enumerate the antichains, and by using a Breadth-First
Search we can compute G−

(⋃i−1
j=1 Sj ∪ {si}

)
in O(|V |+ |E|) time. Thus, each

recursion step takes O(k(|V |+ |E|)) time.

Returning to (non-maximal) antichains, we see that we can enumerate all
maximal antichains of depth at most k with Lemma 6.10 and by Corollary 6.9
we can find all antichains of depth at most k by taking all subsets of the found
maximal antichains.

Corollary 6.11. There are at most 4k antichains A with d(A) ⩽ k in any prece-
dence graph G = (V,E), and they can be enumerated within O(4k(|V | + |E|))
time.

Notice that the run time is indeed correct, as it dominates both the time
needed for the construction of the set Ak(G) and the time needed for taking the
subsets of Ak(G) (which is 2k|Ak(G)|).

We now restrict the number of antichains A in Gt with dt(A) ⩽ k. Take Gt

to be the graph in Corollary 6.11 and notice that dt(A) = d(A) for any antichain
A in Gt. By Corollary 6.11 we obtain Lemma 6.12.

Lemma 6.12. For any t, there are at most 4k antichains A with dt(A) ⩽ k in any
precedence graph G = (V,E), and they can be enumerated withinO(4k(|V |+|E|))
time.

To compute each S(A, t), we look at a maximum of
(
k
m

)
⩽ 2k different

sets X. Computing the antichain A′ such that A′ = max(pred(A) \ X) takes
O(|V | + |E|) time. After this computation, R(A, t) is directly computed in
O(|V |k + |E|) time. For each time t ∈ {1, ..., Cmax}, there are at most 4k dif-
ferent antichains A for which we compute S(A, t) and R(A, t). Since Cmax ⩽ k,
we therefore have total run time of O(4kk(2k(|V |+ |E|)+(|V |k+ |E|))). Hence,
Algorithm 4 runs in time O(8kk(|V |+ |E|)).
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Correctness of algorithm.

To show that Algorithm 4 indeed returns the correct answer, the following
lemma is clearly sufficient:

Lemma 6.13. A feasible schedule for k jobs with makespan at most Cmax exists if
and only if there is an antichain A with dt(A) ⩽ k and some t ⩽ Cmax such that
R(A, t) = 1.

Before we are able to prove Lemma 6.13, we need one more definition.

Definition 6.14. Let σ be a feasible schedule. Then A(σ) is the antichain such
that pred(A(σ)) is exactly the set of jobs that was scheduled in σ.

Equivalently, if X is the set of jobs processed by σ, then A(σ) = max(G[X]).

Proof of Lemma 6.13. Clearly, if R(A, t) = 1 for some t ⩽ Cmax and antichain A
with dt(A) ⩽ k, we have a feasible schedule with k jobs by definition of R(A, t).
Hence, it remains to prove that if a feasible schedule for k jobs exists, then
R(B, t) = 1 for some t ⩽ Cmax and antichain B with dt(B) ⩽ k. Let

Σ∗ =

{
σ :

σ is a feasible schedule that processes k jobs

and has a makespan of at most Cmax

}
,

so Σ∗ is the set of all possible solutions. Define

σ∗ = argmin
σ
{d(A(σ))|σ ∈ Σ∗},

i.e. σ∗ is a schedule for which A(σ∗) has minimal depth (with respect to Cmax).
We now define t and B such that R(B, t) = 1.

• Let t = max{t : job not in max(G[pred(A(σ∗))]) was scheduled at time t},
so from t+ 1 and on, only maximal jobs (with respect to G[pred(A(σ∗))])
are scheduled.

• Let M = {x : job x was scheduled at t+ 1 or later in σ∗ }.

• Let B = max(pred(A(σ∗)) \ M), so pred(B) is exactly the set of jobs
scheduled on or before time t in σ∗.
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...

Bpred(B) \B

...

M

min(G− comp(B))

...

Scheduled before or at t in σ∗

Scheduled after t in σ∗

D(A(σ∗))

(a) Schedule σ∗

...

Bpred(B) \B

...

min(G− comp(B))

M

...

Scheduled before or at t in σ′

Scheduled after t in σ′
Partially

D(A(σ′))

(b) Schedule σ′

Figure 6.3: Visualization of the definitions of M and B and the schedule σ∗ in the proof
of Lemma 6.13 is shown in Figure 6.3a. Figure 6.3b depicts the schedule σ′

as chosen in the subcase d(B) > k. The grey boxes indicate which jobs are
processed in the schedules. We will prove that |D(A(σ′))| < |D(A(σ∗))|.
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See Figure 6.3a for an illustration of these concepts. There are two cases to
distinguish:

dt(B) ⩽ k. In this case we prove that R(B, t) = 1. The feasible schedule we
are looking for in the definition of R(B, t) is exactly σ∗. Indeed, all jobs from
pred(B) are finished at time t. Furthermore, all jobs in M are maximal, so all
their predecessors are in pred(B). Hence, M ⊆ min(G− pred(B)). So, by defi-
nition R(B, t) = 1.

dt(B) > k. In this case we prove that there is a schedule σ′ such that d(A(σ′)) <
d(A(σ∗)), i.e. we find a contradiction to the fact that d(A(σ∗)) was minimal.
This σ′ can be found as follows: take schedule σ∗ only up until time t. Let
C be a subset of min(Gt − comp(B)) such that |C| = k − |pred(B)|. This C
can be found since dt(B) ⩾ k. Process the jobs in C after time t in σ′. These
can all be processed without precedence constraint or release date violations,
since their predecessors were already scheduled and C ⊆ Gt. So, we find a
feasible schedule that processes k jobs, called σ′. The choice of σ′ is depicted in
Figure 6.3b. Note that C ⊆ min(Gt − comp(B)) ⊆ min(G − comp(B)) and not
all jobs of min(G− comp(B)) are necessarily processed in σ′.

It remains to prove that d(A(σ′)) < d(A(σ∗)). Define D(A) = pred(A) ∪
min(G − comp(A)) for any antichain A. So D(A) is the set of jobs that con-
tribute to d(A) and so |D(A)| = d(A). We will prove that D(B) = D(A(σ′)) ⊂
D(A(σ∗)). This will be done in two steps, first we show that

D(B) = D(A(σ′)) ⊆ D(A(σ∗)).

In the last step we prove D(B) ̸= D(A(σ∗)), giving us d(A(σ′)) < d(A(σ∗)).
Notice that C ⊆ D(B) since C ⊆ min(G− comp(B)), hence D(B) = D(B ∪

C). Since A(σ′) = B ∪ C it follows that D(A(σ′)) = D(B). Next we prove that
D(B) ⊆ D(A(σ∗)). Clearly, if x ∈ pred(B) then x ∈ pred(A(σ∗)). It remains to
show that x ∈ min(G − comp(B)) implies that x ∈ D(A(σ∗)). If x ∈ min(G −
comp(B)), then either x ∈ M or x ̸∈ M . If x ∈ M , then x ∈ A(σ∗) so x ∈
pred(A(σ∗)). If x ̸∈ M , then x ̸∈ comp(B ∪M) since x was a minimal element
in min(G−comp(B)). Since A(σ∗) ⊆ B∪M , and thus comp(A(σ∗)) ⊆ comp(B∪
M), we observe that x ∈ min(G−comp(A(σ∗))). We then conclude that D(B) ⊆
D(A(σ∗)).

We are left to show that D(B) ̸= D(A(σ∗)). Remember that t was chosen
such that there is a job processed at time t that was not in max(G[pred(A(σ∗))]).
In other words, there was a job x ∈ B in σ∗ at time t with y ∈ M such that
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y ≻ x. Note that y ̸∈ D(B), since y ∈ M , so y is not in pred(B) and y is clearly
comparable to x. However, y ∈ D(A(σ∗)), so we find that d(A(σ′)) = d(B) <
d(A(σ∗)). Hence, we found a schedule with smaller d(A(σ′)), which leads to a
contradiction.

6.4 Result Types B and D: One Machine and Prece-
dence Constraints

In this section we show that Algorithm 4 cannot be even slightly generalized
further: if we allow job-dependent deadlines or non-unit processing times,
the problem becomes W[1]-hard parameterized by k and cannot be solved in
no(k/ log k) time unless the ETH fails. In the following reductions we reduce to a
variant of the scheduling problems that asks whether there is a feasible sched-
ule with makespan at most Cmax, where Cmax is given as input. If for a given
instance such a schedule exists, we call the instance a yes instance, and a no
instance otherwise. We may restrict ourselves to this variant because of binary
search.

Job-dependent deadlines.

The fact that having both precedence constrains and deadlines makes the prob-
lem W[1]-hard, is a direct consequence of the fact that 1 |prec, pj = 1 |

∑
j Uj is

W[1]-hard, parameterized by n −
∑

j Uj = k where n is the number of jobs
[FM03]. It is important to notice that the notation of these problems im-
plies that each job has its own due date. Hence, we conclude from this that
1 | dj ,prec, pj = 1 | k−sched, Cmax is W[1]-hard parameterized by k. This fol-
lows from a reduction from k-CLIQUE that yields a quadratic blow-up of the
parameter, giving a conditional lower bound of nΩ(

√
k) on algorithms solving

the problem. Based on the Exponential Time Hypothesis, we now sharpen this
lower bound with a reduction from 3-COLORING:

Theorem 6.15. 1 | dj ,prec, pj = 1 | k−sched, Cmax is W[1]-hard parameterized by
k. Furthermore, there is no algorithm solving 1 | dj ,prec, pj = 1 | k−sched, Cmax

in 2o(n) time where n is the number of jobs, assuming ETH.

Proof. The proof uses a reduction from 3-COLORING, for which no 2o(|V |+|E|)

algorithm exists under the Exponential Time Hypothesis [CFK+15]. Let the
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graph G = (V,E) be the instance of 3-COLORING with |V | = n′ and |E| = m′.
We label the vertices v1, . . . , vn′ and the edges e1, . . . , em′ . We then create the
following instance for 1 | dj ,prec, pj = 1 | k−sched, Cmax.

• For each vertex vi ∈ V , create 6 jobs:

– v1i , v2i and v3i with deadline dvi = i,

– w1
i , w2

i and w3
i with deadline dwi

= n′ + 2m′ + 1− i,

add precedence constraints v1i ≺ w1
i , v2i ≺ w2

i and v3i ≺ w3
i . These jobs

represent which color for each vertex will be chosen (for instance if v1i and
w1

i are processed, vertex i gets color 1).

• For each edge ej ∈ E, create 12 jobs:

– e12j , e13j , e21j , e23j , e31j and e32j with deadline dej = n′ + j,

– f12
j , f13

j , f21
j , f23

j , f31
j and f32

j with deadline dfj = n′ +m′ + 1− j,

add precedence constraints eabj ≺ fab
j for a, b ∈ {1, 2, 3} with a ̸= b. These

jobs represent what the colors of the endpoints of an edge will be. So if
the jobs eabj and fab

j are processed for e = {u, v}, then vertex u has color a
and vertex v has color b. Since the endpoints should have different colors,
the jobs eaaj and faa

j do not exist.

• For each eabj with e = {vi, vi′} and a, b ∈ {1, 2, 3} with a ̸= b, add the
precedence constraints vai ≺ eabj and vbi′ ≺ eabj .

• Set Cmax = k = 2n′ + 2m′.

We now prove that the created instance is a yes instance if and only if the
original 3-COLORING instance is a yes instance. Assume that there is a 3-coloring
of the graph G = (V,E). Then there is also a feasible schedule: For each vertex
vi with color a, process the jobs vai and wa

i at their respective deadlines. For each
edge ej = {u, v} with u colored a and v colored b, process the jobs eabj and fab

j

exactly at their respective deadlines. Notice that because it is a 3-coloring, each
edge has endpoints of different colors, so these jobs exist. Also note that no two
jobs were processed at the same time. Exactly 2n′ + 2m′ jobs were processed
before time 2n′ + 2m′. Furthermore, no precedence constraints were violated.

For the other direction, assume that we have a feasible schedule in our
created instance of 1 | dj ,prec, pj = 1 | k−sched, Cmax. Let Vi = {v1i , v2i , v3i },
Wi = {w1

i , w
2
i , w

3
i } for all i = 1, . . . , n′, and let Ej = {e12j , e13j , e21j , e23j , e31j , e32j }
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and Fj = {f12
j , f13

j , f21
j , f23

j , f31
j , f32

j } for all j = 1, . . . ,m′. We show by induc-
tion on i that out of each of the sets Vi, Wi, Ej and Fj , exactly one job was
scheduled at its deadline.

Since we have a feasible schedule, at time 2m′ + 2n′ one of the jobs of W1

must be scheduled, since they are the only jobs with a deadline greater than 2n+
2m−1. If wa

1 was scheduled at time 2m′+2n′, then the job va1 must be processed
at time 1 because of precedence constraints and since its deadline is 1. No other
jobs from V1 and W1 can be processed, due to their deadlines and precedence
constraints.

Now assume that for each set V1, . . . ,Vi−1,W1, . . . ,Wi−1, exactly one of its
jobs is scheduled at their respective deadline, and no more can be processed.
Since we have a feasible schedule, one job should be scheduled at time 2n′ +
2m′−(i−1). However, since no more jobs fromW1, . . . ,Wi−1 can be scheduled,
the only possible jobs are from Wi since they are the only other jobs with a
deadline greater than 2n′ + 2m′ − i. However, if wa

i was scheduled at time
2n′ + 2m′ − (i − 1), then the job vai must be processed at time i because of
precedence constraints, its deadline at i and because at times 1, ..., i − 1 other
jobs had to be processed. Also, no other job from Vi can be processed in the
schedule, since they all have deadline i. As a consequence, no other jobs from
Wi can be processed, as they are restricted to precedence constraints. So the
statement holds for all sets Vi andWi. In the exact same way, one can conclude
the same about all sets Ej and Fj .

Because of this, we see that each job and each vertex have received a color
from the schedule. They must form a 3-coloring, because a job from Ej could
only be processed if the two endpoints got two different colors. Hence, the
3-COLORING instance is a yes instance.

As k = 2n′ + 2m′ we therefore conclude there is no 2o(n) algorithm under
the ETH.

Note that this bound significantly improves the old lower bound 2Ω(logn
√
k)

implied by the the reduction from k-CLIQUE reduction. Since k ⩽ n and n/ log n
is an increasing function, Theorem 6.15 implies that

Corollary 6.16. Assuming ETH, there is no algorithm solving 1 | dj ,prec, pj =
1 | k−sched, Cmax in no(k/ log(k)) where n is the number of jobs.

Non-unit processing times.

We show that having non-unit processing times combined with precedence con-
straints make the problem W[1]-hard even on one machine. The proof of The-
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orem 6.17 heavily builds on the reduction from k-CLIQUE to k-TASKS ON TIME

by Fellows and McCartin [FM03].

Theorem 6.17. 1 |prec | k−sched, Cmax is W[1]-hard, parameterized by k, even
when pj ∈ {1, 2} for all jobs j.

Proof. The proof is a reduction from k-CLIQUE. We start with G = (V,E), an
instance of k-CLIQUE. For each vertex v ∈ V , create a job Jv with processing
time p(Jv) = 2. For each edge e ∈ E, create a job Je with processing time
p(Je) = 1. Now for each edge (u, v), add the following two precedence rela-
tions: Ju ≺ Je and Jv ≺ Je, so before one can process a job associated with
an edge, both jobs associated with the endpoints of that edge need to be fin-
ished. Now let k′ = k + 1

2k(k − 1) and Cmax = 2k + 1
2k(k − 1). We will now

prove that 1 |prec | k′−sched, Cmax is a yes instance if and only if the k-CLIQUE

instance is a yes instance.
Assume that the k-CLIQUE instance is a yes instance, then process first the

k jobs associated with the vertices of the k-clique. Next process the 1
2k(k − 1)

jobs associated with the edges of the k-clique. In total, k + 1
2k(k − 1) = k′ jobs

are now processed with a makespan of 2k + 1
2k(k − 1). Hence, the instance of

1 |prec | k′−sched, Cmax is a yes instance.
For the other direction, assume 1 |prec | k′−sched, Cmax to be a yes instance,

so there exists a feasible schedule. For any feasible schedule, if one sched-
ules ℓ jobs associated with vertices, then at most 1

2ℓ(ℓ − 1) jobs associated
with edges can be processed, because of the precedence constraints. However,
because k′ = k + 1

2k(k − 1) jobs were done in the feasible schedule before
Cmax = 2k+ 1

2k(k−1), at most k jobs associated with vertices can be processed,
because they have processing time of size 2. Hence, we can conclude that ex-
actly k vertex-jobs and 1

2k(k − 1) edge-jobs were processed. Hence, there were
k vertices connected through 1

2k(k − 1) edges, which is a k-clique.

The proofs of Theorem 6.20 and Corollary 6.21 are reductions from PAR-
TITIONED SUBGRAPH ISOMORPHISM. Let P = (V ′, E′) be a ‘pattern’ graph,
G = (V,E) be a ‘target’ graph, and χ : V → V ′ a ‘coloring’ of the vertices of G
with elements from P . A χ-colorful P -subgraph of G is a mapping φ : V ′ → V
such that (1) for each {u, v} ∈ E′ it holds that {φ(u), φ(v)} ∈ E and (2) for
each u ∈ V ′ it holds that χ(φ(u)) = u. If χ and G are clear from the context
they may be omitted in this definition.

Definition 6.18 (PARTITIONED SUBGRAPH ISOMORPHISM). Given graphs G =
(V,E) and P = (V ′, E′), χ : V → V ′, determine whether there is a χ-colorful
P -subgraph of G.
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The following result is from Marx [Mar10].

Theorem 6.19 (Marx [Mar10]). PARTITIONED SUBGRAPH ISOMORPHISM cannot
be solved in no(|E′|/ log |E′|) time assuming the Exponential Time Hypothesis (ETH),
where n is the size of the input.

We will now reduce PARTITIONED SUBGRAPH ISOMORPHISM to
1 |prec, rj | k−sched, Cmax.

Theorem 6.20. 1 |prec, rj | k−sched, Cmax cannot be solved in no(k/ log k) time
assuming the Exponential Time Hypothesis (ETH).

Proof. Let G = (V,E), P = (V ′, E′) and χ : V → V ′. We will write
V ′ = {1, . . . , s}. Define for i = 1, . . . , s the following time stamps:

ti :=

i∑
j=1

3s+1−j

and let t0 = 0. To construct an instance of the 1 |prec, rj | k−sched, Cmax prob-
lem, have the following jobs:

• For i = 1, . . . , s:

– For each vertex v ∈ V such that χ(v) = i, create a job Jv with pro-
cessing time p(Jv) = 3s+1−i and release date ti−1.

• For each {v, w} ∈ E such that {χ(v), χ(w)} ∈ E′, create a job J{v,w} with
p(J{v,w}) = 1 and release date ts. Add precedence constraints Jv ≺ J{v,w}
and Jw ≺ J{v,w}.

Then ask whether there exists a solution to the scheduling problem for
k = s+ |E′| with makespan Cmax = ts + |E′|.

Let the PARTITIONED SUBGRAPH ISOMORPHISM instance be a yes-instance
and let φ : V ′ → V be a colorful P -subgraph. We claim the following schedule
is feasible:

• For i = 1, . . . , s:

– Process Jφ(i) at its release date ti−1.

• Process for each {i, i′} ∈ E′ the job J{φ(i),φ(i′)} somewhere in the interval
[ts, ts + |E′|].
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Notice that all jobs are indeed processed after their release date and that in total
there are k = s+ |E′| jobs processed before Cmax = ts + |E′|. Furthermore, all
precedence constraints are respected as any edge job is processed after both
its predecessors. Also, the edge jobs J{φ(i),φ(i′)} must exist, as φ is a properly
colored P -subgraph. Therefore, we can conclude that indeed this schedule is
feasible.

For the other direction, assume that there is a solution to the created instance
of 1 |prec, rj | k−sched, Cmax. Define Ji = {Jv : χ(v) = i}. We will first prove
that at most one job from each set Ji can be processed in a feasible schedule.
To do this, we first prove that at most one job from each set Ji can be processed
before ts. Any job in Ji has release date ti−1 =

∑i−1
j=1 3

s+1−j . Therefore, there
is only ts − ti−1 =

∑s
j=i 3

s+1−j time left to process the jobs from Ji before
time ts. However, the processing time of any job in Ji is 3s+1−i, and since
2 · 3s+1−i >

∑s
j=i 3

s+1−j , at most one job from Ji can be processed before ts.
Since all jobs not in some Ji have their release date at ts, at most s jobs are
processed at time ts. Thus, at time ts, there are |E′| time units left to process
|E′| jobs, because of the choice of k and makespan. Hence, the only way to get
a feasible schedule is to process exactly one job from each set Ji at its respective
release date and process exactly |E′| edge jobs after ts.

Let vi be the vertex, such that Jv was processed in the feasible schedule
with color i. We will show that φ : V ′ → V , defined as φ(i) = vi, is a properly
colored P -subgraph of G. Hence, we are left to prove that for each {i, i′} ∈ E′,
the edge {φ(i), φ(i′)} ∈ E, i.e. that for each {i, i′} ∈ E′, the job J{φ(i),φ(i′)} was
processed. Because only the vertex jobs Jφ(1), Jφ(2), . . . , Jφ(s) were processed,
the precedence constraints only allow for edge jobs J{φ(i),φ(i′)} to be processed.
We created edge job J{v,w} if and only if {v, w} ∈ E and {χ(v), χ(w)} ∈ E′,
hence the |E′| edge jobs have to be exactly the edge jobs J{φ(i),φ(i′)} for {i, i′} ∈
E′. Therefore, we proved indeed that φ is a colorful P -subgraph of G.

Notice that k = s+ |E′| ⩽ 3|E′| as we may assume the number of vertices in
P is at most 2|E′|. The given bound follows.

Corollary 6.21. 2 |prec | k−sched, Cmax cannot be solved in no(k/ log k) time as-
suming the Exponential Time Hypothesis (ETH).

Proof. We can use the same idea for the reduction from PARTITIONED SUBGRAPH

ISOMORPHISM as in the proof of Theorem 6.20, except for the release dates, as
they are not allowed in this type of scheduling problem. To simulate the release
dates, we use the second machine as a release date machine, meaning that we
will create a job for each upcoming release date and will require these new jobs
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to be processed. More formally: For i = 1, . . . , s, create a job Jri with processing
time 3s+1−i and precedence constraints Jri ≺ J for any job J that had release
date ti in the original reduction. Furthermore, let Jri ≺ Jri+1 . Then we add
|E′| jobs J ′ with processing time 1 and with precedence relations Jrs ≺ J ′.
We then ask whether there exists a feasible schedule with k = 2s + 2|E′| and
with makespan ts + |E′|. All newly added jobs are required in any feasible
schedule and therefore, all other arguments from the previous reduction also
hold. Finally, note that k is again linear in |E′|.

6.5 Result Type G: without Precedence Constraints

The problem P || k−sched, Cmax cannot be solved in 2o(k) · nO(1) time assuming
the ETH, since there is a reduction to SUBSET SUM for which 2o(n) algorithms
were excluded by Jansen et al. [JLL16]. We show that the problem is fixed-
parameter tractable with a matching run time in k, even in the case of unrelated
machines, release dates and deadlines, denoted by R | rj , dj | k−sched, Cmax.

Theorem 6.22. R | rj , dj | k−sched, Cmax is fixed-parameter tractable in k and
can be solved in (2e)kkO(log k)nO(1) time.

Proof. We give an algorithm that solves any instance of R | rj , dj | k−sched, Cmax

within (2e)kkO(log k)nO(1) time. The algorithm is a randomized algorithm that
uses the color coding method; it can can be derandomized as described by Alon
et al. [AYZ95]. The algorithm first (randomly) picks a coloring c : {1, ..., n} →
{1, ..., k}, so each job is given one of the k available colors. We then compute
whether there is a feasible colorful schedule, i.e. a feasible schedule that pro-
cesses exactly one job of each color. If this colorful schedule can be found, then
it is possible to schedule at least k jobs before Cmax.

Given a coloring c, we compute whether there exists a colorful schedule in
the following way. Define for 1 ⩽ i ⩽ m and X ⊆ {1, ..., k}:

Bi(X) = minimum makespan of all schedules on machine i processing

|X| jobs, each from a different color in X.

Clearly Bi(∅) = 0, and all values Bi(X) can be computed in O(2kn) time using
the following:

Lemma 6.23. Let min{∅} =∞. Then for each i ∈ [m] and X ⊆ [k]:

Bi(X) = min
ℓ∈X

min
j:c(j)=ℓ

{Cj = max{rj , Bi(X \ {ℓ})}+ pij : Cj ⩽ dj}.
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Proof. In a schedule on one machine with |X| jobs using all colors from X, one
job should be scheduled last, defining the makespan. So for all possible jobs j,
we compute what the minimal end time would be if j was scheduled at the end
of the schedule. This j cannot start before its release date or before all other
colors are scheduled.

Next, define for 1 ⩽ i ⩽ m and X ⊆ [k], Ai(X) to be 1 if Bi(X) ⩽ Cmax, and
to be 0 otherwise. So Ai(X) = 1 if and only if |X| jobs, each from a different
color of X, can be scheduled on machine i before Cmax. A colorful feasible
schedule exists if and only if there is some partition X1, ..., Xm of {1, .., k} such
that Πm

i=1Ai(Xi) = 1. The subset convolution of two functions is defined as (Ai ∗
Ai′)(X) =

∑
Y⊆X Ai(Y )Ai′(X \Y ). Then there is some partition X1, . . . , Xm of

{1, . . . , k} such that Πm
i=1Ai(Xi) = 1 if and only if (A1 ∗ · · · ∗Am)({1, ..., k}) > 0.

The value of (A1 ∗ · · · ∗ Am)({1, ..., k}) > 0 can be computed in 2kkO(1) time
using fast subset convolution [BHKK07].

An overview of the randomized algorithm is given in Algorithm 5. If the
k jobs that are processed in an optimal solution are all in different colors, the
algorithm outputs true. By standard analysis, k jobs are all assigned different
colors with probability at least 1/ek, and thus ek independent trials to boost the
error probability of the algorithm to at most 1/2.

1 For a given coloring c:
2 foreach i = 1, ...,m do
3 foreach X ⊆ {1, .., k} in order of increasing size do
4 Compute Bi(X) using Lemma 6.23.
5 Set Ai(X) = 1 if Bi(X) ⩽ Cmax, set Ai(X) = 0 otherwise.
6 Compute (A1 ∗ · · · ∗Am)({1, ..., k}) using fast subset convolution

[BHKK07].
7 if (A1 ∗ · · · ∗Am)({1, ..., k}) > 0 then
8 return True
9 return False

Algorithm 5: Algorithm for solving R | rj , dj | k−sched, Cmax

Using standard methods from Alon et al. [AYZ95], Algorithm 5 can be de-
randomized.
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6.6 Argumentation of Results Table 6.1

For completeness and the readers convenience, we explain in this section for
each row of Table 6.1 how the upper and lower bounds are obtained.

First notice that the most general variant R | rj , dj ,prec | k−sched, Cmax

(problem 20 in Table 6.1) can be solved in nO(k) time as follows: Guess for
each machine the set of jobs that are scheduled on it, and guess how they are
ordered in an optimal solution, to get sequences σ1, . . . , σm containing a total
of k jobs. For each such (σ1, . . . , σm), run the following simple greedy algorithm
to determine whether the minimum makespan achieved by a feasible schedule
that schedules for each machine i the jobs as described in σi: Iterate t = 1, . . . , n
and schedule the job σi(t) at machine i as early as possible without violating re-
lease dates/deadline and precedence constraints (if this is not possible, return
NO). Since each optimal schedule can be assumed to be normalized in the sense
that no single job can be executed earlier, it is easy to see that this algorithm
always returns an optimal schedule for some choice of σ1, . . . , σm. Since there
are only nO(k) different sequences σ1, . . . , σm of combined length k, the run
time follows.

Cases 1-2: The polynomial time algorithms behind result [A] are obtained by a
straightforward greedy algorithm: For 1 | rj ,prec, pj = 1 | k−sched, Cmax,
build the schedule from beginning to end, and schedule an arbitrary job if
any is available; otherwise wait until one becomes available.

Cases 3-4, 7-8: The given lower bound is by Corollary 6.16.

Cases 5-6: The upper bound is by the algorithm of Theorem 6.2. The lower
bound is due to reduction by Jansen et al. [JLK16]. In particular, if no
subexponential time algorithm for the BICLIQUE problem exists, there exist
no algorithms in no(k) time for these problems.

Case 9: The lower bound is by Theorem 6.17, which is a reduction from k-
CLIQUE and heavily builds on the reduction from k-CLIQUE to k-TASKS

ON TIME by Fellows and McCartin [FM03]. This reduction increases the
parameter k to Ω(k2), hence the lower bound of no(

√
k).

Cases 10-20: The given lower bound is by Theorem 6.20, which is a reduction
from PARTITIONED SUBGRAPH ISOMORPHISM. It is conjectured that there
exist no algorithms solving PARTITIONED SUBGRAPH ISOMORPHISM in no(k)

time assuming ETH, which would imply that the nO(k) algorithm for these
problems cannot be improved significantly.
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Cases 21-28: Result [E] is established by a simple greedy algorithm that always
schedules an available job with the earliest deadline.

Cases 29-31: Result [F] is a consequence of Moore’s algorithm [Moo68] that
solves the problem 1 ||

∑
j Uj in O(n log n) time. The algorithm creates a

sequence j1, . . . , jn of all jobs in earliest due date order. It then repeats
the following steps: It tries to process the sequence (in the given order)
on one machine. Let ji be the first job in the sequence that is late. Then
a job from j1, . . . , ji with maximal processing time is removed from the
sequence. If all jobs are on time, it returns the sequence followed by the
jobs that have been removed from the sequence. Notice that this also
solves the problem 1 | rj | k−sched, Cmax, by reversing the schedule and
viewing the release dates as the deadlines.

Cases 32: The lower bound for this problem is a direct consequence of the re-
duction from KNAPSACK to 1 | rj |

∑
j Uj by Lenstra et al. [LRKB77], which

is a linear reduction. Jansen et al. [JLL16] showed that SUBSET SUM (and
thus also KNAPSACK) cannot be solved in 2o(n) time assuming ETH.

Cases 33-40: Since 2 ||Cmax is equivalent to SUBSET SUM and can therefore not
be solved in 2o(n) time assuming ETH, as shown by Jansen et al. [JLL16].
Therefore, its generalizations, in particular those mentioned in cases 33-
40, have the same lower bound on run times assuming ETH. The upper
bound is by the algorithm of Theorem 6.22.

6.7 Concluding Remarks

We classify all variants of partial scheduling parameterized by the number of
jobs that need to be scheduled to be either in P, NP-complete and fixed-pa-
rameter tractable by k, or W[1]-hard parameterized by k. Our main techni-
cal contribution is an O(8kk(|V | + |E|)) time algorithm for P | rj ,prec, pj =
1 | k−sched, Cmax.

In a fine-grained sense, the cases we leave open are cases 3-20 from Ta-
ble 6.1. We believe in fact algorithms in rows 5-6 and 10-20 are optimal: An
no(k) time algorithm for any case from result type [C] or [D] would imply either
a 2o(n) time algorithm for BICLIQUE or an no(k) time algorithm for PARTITIONED

SUBGRAPH ISOMORPHISM, which both would be surprising. It would be interest-
ing to see whether for any of the remaining cases with precedence constraints
and unit processing times a ‘subexponential’ time algorithm exists.
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A related case is P3 |prec, pj = 1 |Cmax (where P3 denotes three machines).
It is a famously hard open question (see e.g. [GJ79]) whether this can be solved
in polynomial time, but maybe it is doable to try to solve this question in subex-
ponential time, e.g. 2o(n)?
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Sequencing Problems





CHAPTER 7

Parameterized Complexity of the
Connected Flow Problem

In the CONNECTED FLOW problem one is given a directed graph G = (V,A),
along with a set of demand vertices D ⊆ V with demands dem : D → N, and
costs and capacities for each arc, i.e. cost : A→ N and cap : A→ N. The goal is
to find a minimum cost flow that satisfies the demands, respects the capacities
and induces a (strongly) connected subgraph of G. This problems generalizes
previously studied problems like the (MANY VISITS) TSP.

We study the complexity of CONNECTED FLOW when it is parameterized by
|D|, the treewidth tw, and by the size of a vertex cover of G of size size k. We
provide:

1. NP-completeness for the case |D| = 2 with only unit demands and capac-
ities and no arc costs, and a fixed-parameter tractable algorithm if there
are no capacities,

2. a fixed-parameter tractable kO(k) · nO(1) time algorithm for the general
case, and a kernel of size polynomial in k for the special case of MANY

VISITS TSP,
3. a |V (G)|O(tw) time algorithm and a matching |V (G)|o(tw) time lower

bound provided the Exponential Time Hypothesis holds.

To achieve some of our results, we significantly extend an approach by Kowalik
et al. [KLN+20].

This chapter is based on On the parameterized complexity of the connected flow and Many Visits
TSP problem (appeared at WG 2021 [MNSS21]), co-authored by Isja Mannens, Jesper Nederlof and
Krisztina Szilágyi.
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7.1 Introduction

In the CONNECTED FLOW problem we are given a directed graph G = (V,A)
with costs and capacities on the arcs and a set D ⊆ V such that each v ∈ D
has a fixed demand. We then ask for a minimum cost connected flow on the arcs
that satisfies the demand for each v ∈ D, i.e. we look for a minimum cost flow
conserving function f : A → N, such that the set of arcs with strictly positive
flow f is connected and the total flow coming into v ∈ D is equal to its demand
(see below for a formal definition of the problem).

One arrives (almost) directly at the CONNECTED FLOW problem by adding a
natural connectivity constraint to the well known MIN COST FLOW problem
(from now on abbreviated with simply ‘FLOW’, see Section 7.2 for details).
But unfortunately, CONNECTED FLOW has the same fate as many other slight
generalizations of FLOW: The additional requirement changes the complexity
of the problem from being solvable in polynomial time to being NP-complete
(see [GJ79, Section A2.4] for more of such NP-complete generalizations).

The problem generalizes a number of problems, including the MANY VISITS

TSP (MVTSP). In the MVTSP problem a minimum length tour is sought that
visits each vertex a given number of times. CONNECTED FLOW is a generaliza-
tion of this by setting the demand of a vertex to the number of times the tour
is required to visit that vertex and using infinite capacities. MVTSP has a va-
riety of potential applications in scheduling and computational geometry (see
e.g the discussion by Berger et al. [BKMV20]), and its study from the exponen-
tial time perspective recently witnessed several exciting results. In particular,
Berger et al. [BKMV20] improve an old nO(n) time algorithm by Cosmadakis
and Papadimitriou [CP84] to O⋆(5n) time and polynomial space, and recently
the analysis of that algorithm was further improved by Kowalik et al. [KLN+20]
to O⋆(4n) time.

The CONNECTED FLOW problem also generalizes other problems studied in
parameterized complexity, such as the EULERIAN STEINER SUBGRAPH problem,
that was used in an algorithm for HAMILTONIAN INDEX by Philip et al. [PRS20].
Another example is the problem of finding 2 short edge disjoint paths in undi-
rected graphs (whose parameterized complexity was for example studied by Cai
and Ye [CY16]).

Based on these connections with existing literature (in particular related to
MVTSP), its appealing formulation, and it being a direct extension of the well-
studied FLOW problem, we initiate the study of the parameterized complexity
of CONNECTED FLOW in this chapter.
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Our Contributions. We first study the (arguably) most natural parameteriza-
tion: the number of demand vertices for which we require a certain amount of
flow. We show that the problem is NP-complete even in a very special case:

Theorem 7.1. CONNECTED FLOW with 2 demand vertices is NP-complete.

The reduction heavily relies on the capacities and we show that this is indeed
what makes the problem hard. Namely, using the algorithm for MVTSP from
[KLN+20], we get an algorithm that can solve instances of CONNECTED FLOW if
all capacities are infinite:

Theorem 7.2. Any instance (G,D, dem, cost, cap) of CONNECTED FLOW where
cap(a) =∞ for all a ∈ A can be solved in time O⋆(4|D|).

Next we study a typically large parameterization, the size k of a vertex cover
of G. One of our main technical contributions is that CONNECTED FLOW is fixed-
parameter tractable when parameterized by k:

Theorem 7.3. An instance (G,D, dem, cost, cap) of CONNECTED FLOW can be
solved in time kO(k) · nO(1) where G has a vertex cover of size k.

Theorem 7.3 is interesting even for its special case MVTSP as it generalizes
theO⋆(nn) time algorithm from Cosmadakis and Papadimitriou [CP84], though
it is a bit slower than the more recent algorithms from [BKMV20, KLN+20]. For
MVTSP we even find a polynomial kernel:

Theorem 7.4. MVTSP admits a kernel polynomial in the size k of the vertex cover
of G.

The starting point of the proofs of both Theorem 7.3 and Theorem 7.4 is
a strengthening of a non-trivial lemma from Kowalik et al. [KLN+20] which
proves the existence of a solution s′ that is ‘close’ to a relaxed solution r, i.e.
a solution of the FLOW problem instance obtained by relaxing the connectivity
requirement. Since such an r can be found in polynomial time, it can be used
to determine how the optimal solution roughly looks.

This is subsequently used by a dynamic programming algorithm that aims
to find such a solution close to r to establish Theorem 7.3; the restriction to
solutions being close to r crucially allows us to evaluate only kO(k) · nO(1) table
entries. Additionally this is used in the kernelization algorithm of Theorem 7.4
to locate a set of O(k5) vertices such that only arcs incident to vertices in this
set will have a different flow in r and s′.
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The last parameter we consider is the treewidth, denoted by tw, of G, which
is a parameter that is widely used for many graph problems and that is smaller
than k. We present a dynamic programming algorithm for CONNECTED FLOW:

Theorem 7.5. Let M be an upper bound on the demands in the input graph G,
and suppose a tree decomposition of width tw of G is given. Then a CONNECTED

FLOW instance with G can be solved in time |V (G)|O(tw) and an MVTSP instance
with G can be solved in time min{|V (G)|,M}O(tw)|V (G)|O(1).

We also give a matching lower bound for MVTSP. This lower bound heavily
builds on previous approaches, and in particular, some gadgets from Cygan et
al. [CKN18].

Theorem 7.6. Assuming the Exponential Time Hypothesis, MVTSP cannot be
solved in time f(tw)|V (G)|o(tw) for any computable function f(·).

Note that since MVTSP is a special case of CONNECTED FLOW this lower
bound extends to CONNECTED FLOW.

Organization. The remainder of this chapter is organized as follows: in Sec-
tion 7.2 we provide preliminary knowledge and formal problem definitions.

In Section 7.3 we study the parameterization by the number of demand
vertices. We show NP-completeness and discuss the reduction of the infinite
capacities case of CONNECTED FLOW to MVTSP.

In Section 7.4 we first introduce an extension of a lemma from Kowalik et
al. [KLN+20] that shows that we can transform an optimal solution to the FLOW

relaxation to include a specific arc set from an optimal solution of the original
CONNECTED FLOW instance, without changing too many arcs. This lemma is
subsequently used to prove Theorem 7.3 and Theorem 7.4.

In Section 7.5 we discuss the parameterization by treewidth and pathwidth,
giving a Dynamic Programming algorithm for CONNECTED FLOW and a match-
ing lower bound for MVTSP.

We conclude the chapter with a discussion on further research opportunities.

7.2 Preliminaries and Problem Definitions

We let O⋆(·) omit factors polynomial in the input size. We assume that all
integers are represented in binary, so in this chapter the input size will be poly-
nomial in the number of vertices of the input graph and the logarithm of the
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maximum input integer. For a Boolean B we define JBK to be 1 if B is true and
0 otherwise. For integers a and b we denote [a, b] as the set of all integers i such
that a ⩽ i ⩽ b. All graphs in this chapter are directed unless stated otherwise.

We use the notion of multisets, which are sets in which the same element
may appear multiple times. Formally, a multiset is an ordered pair (A,mA)
consisting of a set A and a multiplicity function mA : A → Z+. We slightly
abuse notation and let mA(a) = 0 if a ̸∈ A. We can see a flow f as a multiset of
directed arcs, where each arc appears f(a) number of times. We then say that
f(a) is the multiplicity of a. Given a function f : A→ N, we define Gf = (V ′, A′)
as the multigraph where a ∈ A′ has multiplicity f(a) and V ′ is the set of vertices
incident to at least one a ∈ A′. We let A(Gf ) be equal to the multiset A′. We
also define supp(f) = {a ∈ A : f(a) > 0} as the support of f .

Problem Definitions We formally introduce and discuss a number of compu-
tational problems that are relevant for this chapter.

The formal statement of CONNECTED FLOW is as follows:

CONNECTED FLOW
Input: G = (V,A), D ⊆ V , dem : D → N, cost : A → N, cap : A →
N ∪ {∞}
Question: Find a function f : A→ N such that

• Gf is connected,

• for every v ∈ V we have
∑

(u,v)∈A f(u, v) =
∑

(v,u)∈A f(v, u),

• for every v ∈ D we have
∑

(u,v)∈A f(u, v) = dem(v),

• for every a ∈ A : f(a) ⩽ cap(a),

and the value cost(f) =
∑

a∈A cost(a)f(a) is minimized.

Note that Gf in the above definition is Eulerian (every vertex has the same in
and out degree), so it is strongly connected if and only if it is weakly connected.

In Kowalik et al. [KLN+20], the MANY VISIT TSP (MVTSP) is defined as
follows.
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MANY VISITS TSP (MVTSP)

Input: Digraph G = (V,A), dem : V → N, cost : V 2 → N
Question: Find a minimal cost tour c, such that each v ∈ V is visited
exactly dem(v) times.

Note that MVTSP is a special case of CONNECTED FLOW, where D = V and
the capacities of all arcs are infinite.

We define the FLOW problem as follows.

FLOW
Input: Digraph G = (V,A), D ⊆ V , dem : D → N, cost : A → N,
cap : A→ N ∪ {∞}
Question: Find a function f : A→ N such that

• for every v ∈ V we have
∑

u∈V f(u, v) =
∑

u∈V f(v, u),

• for every v ∈ D we have
∑

u∈V f(u, v) = dem(v),

• for every a ∈ A : f(a) ⩽ cap(a),

and the value cost(f) =
∑

a∈A cost(a)f(a) is minimized.

From the definition it is clear that apart from the connectivity requirement,
it is equivalent to CONNECTED FLOW.

We will use the following definition of MIN COST FLOW.

MIN COST FLOW
Input: Digraph G = (V,A) with source node s ∈ V and sink node t ∈ V ,
cost : A→ N, cap : A→ N ∪∞, and a target flow d ∈ N.

Question: Find a function f : A→ N such that

• for every v ∈ V \ {s, t} we have
∑

u∈V f(u, v) =
∑

u∈V f(v, u),

• for every a ∈ A : f(a) ⩽ cap(a),

•
∑

u∈V f(s, u) = d and
∑

u∈V f(u, t) = d,

and the value cost(f) =
∑

a∈A cost(a)f(a) is minimized.
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Equivalence of FLOW and MIN COST FLOW. We argue that FLOW is equiva-
lent to MIN COST FLOW by simple reductions that preserve solutions. First we
reduce in the forward way. Create source node s and sink node t. For each
d ∈ D, create vertices dout, din. For each d ∈ D add arcs (s, dout) and (din, t) with
a cost of zero and a capacity equal to dem(d). For all other vertices in V \ D,
create a node and connect it to all its neighbors in the original graph, where all
outgoing arcs to a vertex in D go to din and all ingoing arcs from a vertex in D
connect to dout.

For the other way, let s be the source node and t be the sink node of the
MIN COST FLOW instance and d the target flow. Then add a node x that has a
demand equal to d with arcs (t, x) and (x, s) of costs 0 and an infinite capacity.

Since MIN COST FLOW is well-known to be solvable in polynomial time, we
can therefore conclude that FLOW is solvable in polynomial time as well.

7.3 Parameterization by the Number of Demand
Vertices

In this section we study the parameterized complexity of CONNECTED FLOW

with parameter |D|, the number of vertices with a demand. We first prove that
the problem is NP-hard, even for |D| = 2, by a reduction from the problem
of finding two vertex disjoint paths in a directed graph. Next we show that, if
cap(a) =∞ for all a ∈ A, the problem can be reduced to an instance of MVTSP,
and hence solved in time 4|D| · nO(1).

Theorem 7.1. CONNECTED FLOW with 2 demand vertices is NP-complete.

Proof. We give a reduction from the problem of finding two vertex-disjoint paths
in a directed graph to CONNECTED FLOW with demand set D of size 2. The
directed vertex-disjoint paths problem has been shown to be NP-hard for fixed
k = 2 by Fortune et al. [FHW80], so this reduction will prove our theorem for
|D| = 2. Note that the case of |D| > 2 is at least as hard as the case |D| = 2,
since we can view |D| = 2 as a special case, by adding isolated vertices with
demand 0.

Given a graph G and pairs (s1, t1) and (s2, t2) for which we are asked to
find two vertex-disjoint paths. We construct an instance (G′, D, dem, cost, cap)
of CONNECTED FLOW. Let V0 = V \ {s1, s2, t1, t2}, we define

V (G′) = {s1, s2, t1, t2} ∪ {vin : v ∈ V0} ∪ {vout : v ∈ V0}.
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We let D = {s1, s2} and set dem(s1) = dem(s2) = 1. We also define

A(G′) ={(vin, vout) : v ∈ V0}
∪ {(si, vin) : (si, v) ∈ A(G), i = 1, 2}
∪ {(vout, ti) : (v, ti) ∈ A(G), i = 1, 2}
∪ {(uout, vin) : u, v ∈ V0, (u, v) ∈ A(G)}
∪ {(t1, s2), (t2, s1)}.

We now set cost(u, v) = 0 and cap(u, v) = 1 for every (u, v) ∈ A(G′). We prove
that G has two vertex-disjoint paths (from s1 to t1 and from s2 to t2) if and only
if (G′, D, dem, cost, cap) has a connected flow of cost 0.

Let P1 and P2 be two vertex disjoint paths in G, from s1 to t1 and from
s2 to t2 respectively. Intuitively we will simply walk through the same two
paths in G′ and then connect the end of one to the start of the other. More
formally, we construct a flow f in G′ as follows. Let P1 = s1, v

1, . . . , vℓ, t1, we
set f(s1, v1in) = f(vℓout, t1) = 1 as well as f(viin, v

i
out) = f(viout, v

i+1
in ) = 1 for all

i ∈ [1, ℓ]. We do the same for P2. Finally we set f(t1, s2) = f(t2, s1) = 1 and set
f to 0 for all other edges. We note that all capacities have been respected and
all demands have been met. The resulting flow is connected, since the paths
were connected and f(t1, s2) = 1.

For the other direction, let f be a connected flow for (G′, D, dem, cost, cap).
Since dem(s1) = dem(s2) = 1 and s1 and s2 only have one incoming edge,
we have that f(t1, s2) = f(t2, s1) = 1. We argue that Gf − {(t1, s2), (t2, s1)}
consists of two vertex disjoint paths in G′, one from s1 to t1 and the other from
s2 to t2. First we note that by construction every vertex in G′ has either in-
degree 1 or out-degree 1 (or possibly both). This means that since we have
cap(u, v) = 1 for every (u, v) ∈ A(G′), every vertex in V (Gf ) has in- and out-
degree 1 in Gf . Since Gf is connected we find that Gf is a single cycle and
thus Gf − {(t1, s2), (t2, s1)} is the union of two vertex-disjoint paths. We now
find two vertex-disjoint paths in G by contracting the edges (vin, vout) in Gf −
{(t1, s2), (t2, s1)}.

Lemma 7.7. Given an instance ICF of CONNECTED FLOW where cap(a) = ∞
for all a ∈ A, we can construct an instance IMVTSP of MVTSP on |D| vertices
in polynomial time, such that ICF is a yes-instance if and only if IMVTSP is a yes-
instance.

Proof. Let ICF = (G,D, dem, cost, cap) be an instance of CONNECTED FLOW. We
construct an instance IMVTSP = (G′, dem, cost′) of MVTSP as follows. First we
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let V (G′) = D and for u, v ∈ D we let (u, v) ∈ A(G′) if and only if there is a
u − v path in G, disjoint from other vertices in D. We then set cost(u, v) to be
the total cost of the shortest u − v path, disjoint from other vertices in D. We
keep dem(v) the same.

We now show equivalence of the two instances. Let s′ : A(G′) → N be a
valid tour on IMVTSP = (G′, dem, cost′). We construct a connected flow f on
ICF = (G,D, dem, cost, cap) by, for each (u, v) ∈ A(G′) adding s′(u, v) copies
of the shortest D-disjoint u − v path in G to the flow. Note that the demands
are met, since the demands in both instances are the same. Also note that by
definition the total cost of s′(u, v) copies of the shortest D-disjoint u − v path
is equal to s′(u, v) · cost′(u, v) and thus the total cost of f is equal to that of s′.
Finally we note that the capacities are trivially met.

In the other direction, let f : A(G) → N be an optimal connected flow
on (G,D, dem, cost, cap). Note that Gf is connected and that every vertex in
this multigraph has equal in- and out-degrees. This means we can find some
Eulerian tour on Gf . We now construct an MVTSP tour s′ on G′ by adding
the edge (u, v) every time v is the first vertex with demand to appear after an
appearance of u in the Eulerian tour. Again it is easy to see that s′ is connected
and that the demands are met. The total cost of s′ is the same as f , namely if it
is larger, then there is some pair u, v ∈ D such that the cost of some path in the
Eulerian tour from u to v is less than cost′(u, v), which contradicts the definition
of cost′. If it were smaller, then there is some D-disjoint path in the Eulerian
tour from some u to some v which is longer than cost′(u, v). We can then find
a cheaper flow by replacing this path with the shortest path, contradicting the
optimality of f .

Since MVTSP can be solved in 4n · nO(1) time by Kowalik et al. [KLN+20],
we get as a direct consequence:

Theorem 7.2. Any instance (G,D, dem, cost, cap) of CONNECTED FLOW where
cap(a) =∞ for all a ∈ A(G) can be solved in time 4|D| · nO(1).

7.4 Parameterization by Vertex Cover

In this section, we consider CONNECTED FLOW and MVTSP, parameterized by
the cardinality k of a vertex cover of the input graph. In Subsection 7.4.1
we extend a lemma from Kowalik et al. [KLN+20] to instances of CONNECTED

FLOW. Then we use this lemma in Subsection 7.4.2 to obtain a fixed-parameter
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tractable algorithm for CONNECTED FLOW and in Subsection 7.4.3 to obtain a
polynomial-sized kernel for MVTSP.

7.4.1 Transforming the flow relaxation to enforce some arcs

Let s be an optimal flow of CONNECTED FLOW and let T ⊆ supp(s). We prove
that, given any optimal solution r for FLOW, there is always a flow f that is
close to r and T ⊆ supp(f). Furthermore it has cost(f) ⩽ cost(s). Note that if T
connects all demand vertices to each other, this implies that f is connected and
thus an optimal solution of CONNECTED FLOW.

The basic idea and arguments are from Kowalik et al. [KLN+20], where
they prove a similar theorem for MVTSP. We adjust their proof to the case with
capacities and where not all vertices have a demand. Furthermore, we note that
we can restrict the tours in the proof to be inclusion-wise minimal, which allows
us to derive a stronger inequality.

Lemma 7.8. Fix an input instance (G,D, dem, cost, cap) with G = (V,A). Let s be
an optimal solution of CONNECTED FLOW and let T ⊆ supp(s). For every optimal
solution r of FLOW, there is a flow f with cost(f) ⩽ cost(s), with f(a) > 0 for all
a ∈ T and such that for every v ∈ V :∑

u∈V
|r(u, v)− f(u, v)| ⩽ 2|T |, and

∑
u∈V
|r(v, u)− f(v, u)| ⩽ 2|T |.

Proof. We follow the structure of the proof of Lemma 3.2 from Kowalik et
al. [KLN+20]. We build a flow f (not necessarily optimal for FLOW), containing
T and with multiplicities close to r. Recall that mB denotes the multiplicity
function of the multiset B. We define the multisets of arcs Is, Ir and I such that
for all a ∈ A:

• mIs(a) = max{s(a)− r(a), 0},
• mIr (a) = max{r(a)− s(a), 0}, and

• mI(a) = max{mIr (a),mIs(a)} = max{s(a)− r(a), r(a)− s(a)}.
Note that I is the symmetric difference of s and r, and therefore any a ∈ I,

is exactly either in Ir or in Is, but never in both.
Let H be a tour (i.e. a closed walk) of undirected edges. We then say that−→

H is a cyclic orientation of H if it is an orientation of the edges in H such that−→
H forms a directed tour. An arc a that overlaps with H is in positive orientation
with respect to

−→
H if it has the same orientation, and negative otherwise. We

now define (s− r) directed tours, of which an example is shown in Figure 7.1.
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Definition 7.9. Let C = (a0, . . . , aℓ) ⊆ I be a set of arcs such that its underlying
undirected edge set H is a tour. We then say that C is an (s − r) directed tour if
there is an orientation

−→
H of H such that:

• if a ∈ C is in positive orientation with respect to
−→
H , then a ∈ Is,

• if a ∈ C is in negative orientation with respect to
−→
H , then a ∈ Ir,

• if two subsequent arcs ai, ai+1 of C have the same orientation, then their
shared vertex, v, is not in D. This also holds for the arc pair (aℓ, a0).

v ∈ D

v ̸∈ D

a ∈ Ir

a ∈ Is

a ∈
−→
H

Figure 7.1: Example of an (s − r) directed tour. Note that every time the tour visits a
vertex v ∈ D, the orientation changes. However if the tour visits a vertex
v ̸∈ D, the orientation might not change.

We give a construction such that I can be partitioned into a multiset of
(s − r) directed tours. We take (u, v) ∈ I arbitrarily as our first arc of our walk
and iteratively add arcs until we find an (s − r) directed tour. We assume the
current arc (u, v) is in Is (if the arc is in Ir, the arguments are similar). If v ∈ D,
then there exists (v, w) ∈ Ir, because v is visited dem(v) times by both r and s.
If v ̸∈ D, there exists either (v, w) ∈ Ir or (w, v) ∈ Is because I is the symmetric
different of the flows r and s. We take this arc as the next arc in our (s − r)
directed tour. This way, we can keep finding the next arcs, until we can take
our first arcs (u, v) as our next arc and we find an (s− r) directed tour. We then
remove this tour and inductively find the next until I is empty.

It follows that I can be partitioned into a multiset C of (s− r) directed tours,
i.e.

mI =
∑
C∈C

mC ,

where mC is the multiplicity of (s− r) directed tour C.
We may assume that these (s− r) directed tours are inclusion-wise minimal,

i.e. for each (s− r) directed tour C ∈ C, no subset C ′ ⊂ C is an (s− r) directed
tour. Otherwise, C can be split into two disjoint (s − r) directed tours C ′ and
C \ C ′.
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Claim 7.10. For any v ∈ V and any inclusion-wise minimal C ∈ C:∑
u∈V

[(u, v) ∈ C] ⩽ 2 and
∑
u∈V

[(v, u) ∈ C] ⩽ 2. (7.1)

Proof of Claim. We only prove the first inequality. The second inequality can
be proved with an analogous argumentation. We argue by contradiction, i.e.
assume there exists C ∈ C and v ∈ V such that there exist x1, x2, x3 ∈ V with
(xi, v) ∈ C for i ∈ {1, 2, 3}. Each of these arcs must be either in Is or Ir. Assume
without loss of generality that (x1, v), (x2, v) ∈ Is. (We will only need the fact
that at least two of these arcs are either both in Ir or both in Is. The case of at
least two arcs in Ir has equivalent reasoning.) As (x1, v), (x2, v) ∈ Is are both
positively oriented and in Is, they are not subsequent arcs in the tour. Let a1 be
the arc directly after (x1, v) in the tour and let a2 be the arc directly after (x2, v)
in the tour. Then note that C can be split into two smaller (s− r) directed tours
C1 and C2, with C1 starting with arc a1 and ending with (x2, v), and C2 starting
with arc a2 and ending with (x1, v). This contradicts the assumption that C was
inclusion-wise minimal. ■

We denote T+ = A(T ) \ supp(r) as the set of arcs of T that are not yet
covered by r. Hence, if a ∈ T+, then a ∈ Is and there is at least one C ∈ C that
contains a. We choose for each a ∈ T+ such an (s − r) directed tour Ca ∈ C
arbitrarily. Let C+ = {Ca : a ∈ T+} be the set of chosen (s − r) directed tours.
We define f as follows: for each u, v ∈ V we set

f(u, v) = r(u, v) + (−1)[(u,v)∈Ir]
∑

C∈C+
[(u, v) ∈ C]. (7.2)

In other words, f is obtained from r by removing one copy of arcs in C ∩ Ir and
adding one copy of arcs in C ∩ Is for all C ∈ C+.

Notice that |C+| ⩽ |T+| ⩽ |T |. By using (7.2) and subsequently (7.1), we
get for all v ∈ V :∑

u∈V
|r(u, v)− f(u, v)| ⩽

∑
u∈V

∑
C∈C+

[(u, v) ∈ C]

=
∑

C∈C+

∑
u∈V

[(u, v) ∈ C]

⩽
∑

C∈C+
2 ⩽ 2|T |.

Similarly we conclude that
∑

u∈V |r(v, u)− f(v, u)| ⩽ 2|T | for all v ∈ V .
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Claim 7.11. For all a ∈ T , f(a) > 0 and f is a flow for the given instance.

Proof of Claim. We first show that for all a ∈ A:

min{r(a), s(a)} ⩽ f(a) ⩽ max{r(a), s(a)}.

If a ̸∈ I, equation (7.2) implies that r(a) = f(a) = s(a). If a ∈ Is, by definition
r(a) < s(a) and we can see from (7.2) that if the multiplicity of a changes, it is
because copies of a are added to r to form f (and none are removed). Because
mI(a) ⩽ s(a)− r(a), at most this many copies of a can be added to r to form f .
Hence r(a) ⩽ f(a) ⩽ r(a)+(s(a)−r(a)) = s(a). Similarly, if a ∈ Ir, r(a) > s(a)
and at most r(a)− s(a) copies of a are removed from r to form f .

Next we prove that f is an allowed solution to the given FLOW instance. Let
C ∈ C+ and let a, a′ be two subsequent arcs from C with common vertex v.
If a ∈ Is and a′ ∈ Ir, then the in- and out-degrees of v do not change while
adding a copy of a and removing a copy of a′ (in equation (7.2)), because the
orientation of a and a′ is different. This is also true if a ∈ Ir and a′ ∈ Is. If
a, a′ ∈ Ir, then both a and a′ have a copy removed in equation (7.2). Since the
orientation of a and a′ is the same, both the in- and out-degree of v go down by
one. We remark that this situation only happens if v ̸∈ D by definition of (s− r)
directed tours. Similarly, if a, a′ ∈ Is, the in- and out-degree of v increases by
one. Since r was an allowed solution, this implies that the number of incoming-
and outgoing arcs of v in f are equal, in other words, the flow is preserved.
Since for v ∈ D, the total incoming (and total outgoing) arcs do not change, the
demands are satisfied by f . Furthermore, the capacity constraints are satisfied
since f(a) ⩽ max{r(a), s(a)} ⩽ cap(a).

We show that T ⊆ supp(f). Let a ∈ T+, then a ∈ Is so copies of a are added
to r to form f in equation (7.2). Since a ∈ T+, at least one tour C ∈ C+ contains
a. Hence, f(a) > 0. If a ∈ T \ T+, then r(a) > 0 because T+ = T \ supp(r) by
definition. We also see that s(a) > 0 because T ⊆ supp(s) by assumption. Us-
ing our earlier result that min{r(a), s(a)} ⩽ f(a), we conclude that f(a) > 0. ■

We are left to prove that cost(f) ⩽ cost(s). For any C ∈ C define δ(C) =
cost(Is ∩C)− cost(Ir ∩C) as the cost of adding all arcs in Is ∩C and removing
all arcs in Ir ∩C. Notice that δ(C) ⩾ 0 for all tours C ∈ C, as otherwise r would
not have been optimal since we could improve it by augmenting along C. We
note that

∑
C∈C+ δ(C) ⩽

∑
C∈C δ(C) as C+ ⊆ C. Therefore:

cost(f) = cost(r) +
∑

C∈C+
δ(C) ⩽ cost(r) +

∑
C∈C

δ(C) = cost(s).
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7.4.2 Fixed Parameter Tractable algorithm

Now we use Lemma 7.8 to show that CONNECTED FLOW is fixed-parameter
tractable parameterized by the size of a vertex cover of G:

Theorem 7.3. There is an algorithm solving an instance (G,D, dem, cost, cap) of
CONNECTED FLOW such that G has a vertex cover of size k in time kO(k) · nO(1).

Proof. Let X be a vertex cover of size k of G = (V,A), let s be an arbitrary
optimal solution of CONNECTED FLOW and let X ′ ⊆ X be the set of vertices
of X that are visited at least once by s. We will guess this set X ′ as part of
our algorithm, i.e. go through all possible sets. Hence we do the following
algorithm for all X ′ such that (D ∩X) ⊆ X ′ ⊆ X, which is at most 2k times.

For any X ′, we adjust G such that the vertex cover is an independent set and
all x ∈ X ′ are visited at least once in any solution as follows. We remove any
arc (xi, xj) ∈ A for xi, xj ∈ X ′ and replace this arc by adding a new vertex y to
V . This y has no demand and has arcs (xi, y) and (y, xj), with capacities equal
to the old capacity cap(xi, xj) and cost(xi, y) = cost(xi, xj) and cost(y, xj) = 0.
This removes any arcs between vertices in the set X ′, making it an independent
set. We note that X ′ is still a vertex cover of size k.

The vertices x ∈ X ′ ∩ D are visited at least once because of their demand.
For all x ∈ X ′ \D we add a vertex bx to V , with dem(bx) = 1 and we add arcs
(x, bx) and (bx, x), both with 0 cost and a capacity of 1. As bx has a demand of
1 and has only x as its neighbor, this ensures that x is visited at least once.

We remove all x ∈ X \ X ′ from V and denote the resulting graph as
G′ = (V ′, A′). Note that if X ′ is guessed correctly, the optimal solution s of the
original instance, is also optimal for this newly created instance (by adding flow
over the newly created arcs between x and bx, and replacing any arc (xi, xj) by
the arcs (xi, y) and (y, xj)). We compute a relaxed solution r for this newly
created instance, which can be done in polynomial time.

Let T be any directed tree of size at most 2k such that T ⊆ supp(s) and all
x ∈ X ′ are incident to at least one arc a ∈ T . We argue why such tree T exists.
Since s is connected and visits all x ∈ X ′, we can find a tree T ⊆ supp(s) that
covers all x ∈ X ′. If |T | > 2k, we remove all the leaves from T not in X ′. Since
V ′ \X ′ is an independent set (as X ′ is a vertex cover), this means that the size
of T is bounded by 2k. Note that all x ∈ X ′ are still incident to an arc a ∈ T .

We apply Lemma 7.8, to s and T to find that there is a flow f such that
cost(f) ⩽ cost(s) and for every v ∈ V :∑

u∈V ′

|r(u, v)−f(u, v)| ⩽ 4k, and
∑
u∈V ′

|r(v, u)−f(v, u)| ⩽ 4k. (7.3)
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Since T ⊆ supp(f), f visits all the vertices in X ′ at least once. As X ′ is a vertex
cover, this means that f is a connected flow and hence an optimal solution of
the instance of CONNECTED FLOW. We will use a dynamic programming method
to find solution f . Namely, we iteratively add vertices from the independent set
B = V ′ \ X ′ and keep track of the connectedness of our vertex cover X ′ with
a partition π. We later will restrict the number of table entries we actually
compute with the help of equation (7.3).

Denote X ′ = {x1, . . . , xk′} and let B = {b1, . . . , bn}. For j ∈ [0, n] let Bj be
the set of the first j vertices of B, i.e. Bj = {b1, . . . , bj} and define Vj = X ′∪Bj .
For any f : (Vj)

2 → N and v ∈ Vj define

fout(v) =
∑
u∈Vj

f(v, u) and f in(v) =
∑
u∈Vj

f(u, v).

Let cin = (cin1 , . . . , c
in
k′) ∈ Nk′

and cout = (cout1 , . . . , coutk′ ) ∈ Nk′
be two vectors of

integers and let π be a partition of the vertices of X ′.
For j ∈ [0, n] we define the dynamic programming table entry Tj(π, c

in, cout)
to be equal to the minimal cost of any partial solution f : (Vj)

2 → N having
the specified in and out degrees (cin and cout) for vertices in X ′ and connecting
all vertices x ∈ S for each S ∈ π. More formally, Tj(π, c

in, cout) is equal to
minf cost(f) over all f : (Vj)

2 → N such that the following conditions hold:

1. for all blocks S of the partition π, the block is weakly connected in G′f ,

2. for all xi ∈ X ′: fout(xi) = couti , f in(xi) = cini ,

3. for all v ∈ Bj: fout(v) = f in(v), and if v ∈ Bj ∩D, then f in(v) = dem(v),

4. for all u, v ∈ Vj : f(u, v) ⩽ cap(u, v).

We set Tj(π, c
in, cout) =∞ if no such f exists.

Claim 7.12. Each table entry Tj(π, c
in, cout) can be computed from all table entries

Tj−1.

Proof of Claim. Compute table entries for j = 0 as follows. Set
T0({{x1, }, . . . , {xk′}},0,0) to 0, and all other entries of T0 to∞, as V0 = X ′ is
an independent set and so a flow of zero on every arc is the only possible flow.

Now assume j > 0. We compute the values of Tj(π, c
in, cout) as the mini-

mum of the following value over all suitable hin
i = (hin

1 , . . . , h
in
k′) ∈ Nk′

, hout
i =

(hout
1 , . . . , hout

k′ ) ∈ Nk′
, and all suitable partitions π′ of X ′:

Tj−1(π
′, cin − hin, cout − hout) +

k′∑
i=1

(
hin
i · cost(bj , xi) + hout

i · cost(xi, bj)
)
.
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Here we interpret hin
i as the multiplicity of the arc (bj , xi) and hout

i as the
multiplicity of the arc (xi, bj). Therefore, we require hin

i ⩽ cap(bj , xi) and
hout
i ⩽ cap(xi, bj) so that the capacity constraints hold. Furthermore, we re-

quire that the solution is flow preserving in bj , i.e.
∑k′

i=1 h
in
i =

∑k′

i=1 h
out
i and∑k′

i=1 h
in
i = dem(bj) if bj ∈ D. For π′ we require for all S ∈ π that either S ∈ π′

or there exist S′1, . . . S
′
ℓ ∈ π′ such that S′1∪· · ·∪S′ℓ = S and S′1, . . . , S

′
ℓ are all con-

nected to bj . This latter can be formalized by requiring that for each t ∈ [1, ℓ],
there is an xi ∈ S′t such that hin

i + hout
i > 0.

Notice that with this recurrence, the table entries are computed correctly as
only the vertex bj was added, compared to the table entries Tj−1. Therefore we
may assume that only the arcs incident to bj were added to another solution for
some table entry in Tj−1. ■

We restrict this dynamic program using equation (7.3). As X ′ is an indepen-
dent set, there are only arcs between x ∈ X ′ and b ∈ Bj . Therefore, there exists
a solution f such that for every x ∈ X ′ and j ∈ [0, n]:∑

b∈Bj

|r(b, x)− f(b, x)| ⩽ 4k, and
∑
b∈Bj

|r(x, b)− f(x, b)| ⩽ 4k (7.4)

We restrict the dynamic program to only compute table entries Tj respecting
equation (7.4), by requiring for all i ∈ [1, k′]:

couti ∈

∑
b∈Bj

r(xi, b)− 4k,
∑
b∈Bj

r(xi, b) + 4k

 , and

cini ∈

∑
b∈Bj

r(b, xi)− 4k,
∑
b∈Bj

r(b, xi) + 4k

 .

(7.5)

Note that the dynamic program is still correct with this added restriction, as∑
b∈Bj−1

|r(b, x)−f(b, x)| ⩽
∑

b∈Bj
|r(b, x)−f(b, x)| ⩽ 4k, so any table entry Tj

respecting equation (7.5) can be computed from all table entries Tj−1 respecting
equation (7.5).

The dynamic program returns the minimum value of Tn({X ′}, c, c) for all
c such that ci = dem(xi) for all xi ∈ D ∩ X ′. This returns the value of a
minimum cost solution f for G′, respecting equation (7.4), if one exists. Let
fX′ be solution the dynamic program found in the iteration using X ′. Then
min{fX′ : (D ∩X) ⊆ X ′ ⊆ X} is equal to the minimum cost connected flow.
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7.4.3 Kernel for MANY VISITS TSP with O(k5) vertices

We now present how to find a kernel with O(k5) vertices for any instance of
MVTSP, where k is the size of a vertex cover of G. We do this by first finding
an optimal solution r to the relaxed FLOW problem and then fixing the amount
of flow on some arcs based on this r. We prove using Lemma 7.8 that there is
an optimal solution s of MVTSP such that for all except O(k5) vertices, all arcs
incident to these vertices have exactly the same flow in r and s.

Theorem 7.4. MVTSP admits a kernel polynomial in the size k of the minimum
vertex cover of G.

Proof. Consider an instance of MVTSP. Let k be the number of vertices in the
vertex cover X = {x1, . . . , xk} of G and let n be the size of the independent set
B = V \ X. Let r be an optimal solution of the instance of FLOW obtained by
relaxing the connectivity constraint from the given instance of MVTSP.

Define multisets
−→
F = (X ×B)∩ r (i.e. all arcs in r going from vertices in X

to vertices in B) and
←−
F = (B ×X) ∩ r.

Claim 7.13. There exists an optimal solution where, for both
−→
F and

←−
F , their

underlying undirected edge sets do not contain cycles.

Proof of Claim. We change r such that for both
−→
F and

←−
F , their underlying

undirected edge sets do not contain cycles. Assume that there is an alternating
cycle C ⊆

←−
F , meaning that its underlying undirected edge set is a cycle and

(hence) the arcs alternate between being in positive and negative orientation.
We can then create solutions r′ and r′′ of FLOW by alternatingly adding and
removing arcs from C. Note that we can start by either adding or removing,
giving us these two different solutions r′ and r′′. Since the arcs added to r to
form r′ are exactly the arcs that were removed from r to form r′′, and vice versa,
it holds that cost(r)−cost(r′) = −(cost(r)−cost(r′′)). Since r is an optimal solu-
tion, we conclude cost(r) = cost(r′) = cost(r′′). We can therefore choose either
r′ or r′′ to replace r, such that

←−
F now has one alternating cycle less without

changing any of the arcs of r outside C. Hence we can iteratively remove the
cycles from

←−
F and

−→
F and obtain an optimal solution r to the FLOW instance in

which both
←−
F and

−→
F are forests in polynomial time. ■

We partition B as follows: B = Y ∪
(⋃

i,j∈[1,k] Bij

)
, where for each b ∈ Bij:
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r(xi, b) > 0, r(b, xj) > 0, and

r(xa, b) = 0 for all a ̸= i and r(b, xa) = 0 for all a ̸= j,

and

Y = B \

 ⋃
i,j∈[1,k]

Bij

 .

We argue that |Y | ⩽ k. Recall that mB denotes the multiplicity function of
a multiset B. Let F = supp(m←−

F
) ∪ supp(m−→

F
) (note that F is a set and not a

multiset). Then |F | ⩾
∑

i,j∈[1,k] 2|Bij |+ 3|Y | = 2n+ |Y |, as any vertex v ∈ Bij

must be responsible for exactly 2 arcs in F and each vertex in Y must add at
least 3 arcs to F . Here we use that each vertex has a demand and therefore
must have at least one incoming and outgoing arc from r. As F is a union of
two forests on n+ k vertices, we see that |F | ⩽ 2(n+ k − 1). We conclude that
2(n+ |Y |) ⩽ 2(n+ k − 1), i.e. |Y | ⩽ k.

Let s be an optimal solution of the MVTSP instance, so s visits every vertex
at least once. Hence there exists a directed tree T ⊆ supp(s), covering all
vertices of X, of size at most 2k. This tree exists by similar arguments as in the
proof of Theorem 7.3. We apply Lemma 7.8 to s and T , to find that there exists
an optimal solution f to the given MVTSP instance such that∑

v∈V
(|r(xi, v)− f(xi, v)|+ |r(v, xi)− f(v, xi)|) ⩽ 8k ∀i ∈ [1, k]. (7.6)

We note that Gf is connected because T ⊆ supp(f) and T connects all the
vertices of the vertex cover. Equation (7.6) implies that at most 8k2 arcs of

←−
F

and
−→
F are different in an optimal solution f of MVTSP that is close compared

to r.
For every i, j, ℓ ∈ [1, k], we define

−→
Iij(ℓ) as the set of 8k2 + 2 vertices v ∈ Bij

with the smallest values of cost(xℓ, v) − cost(xi, v) (arbitrarily breaking ties if
needed). Intuitively, the vertices in

−→
Iij(ℓ) are the vertices for which re-routing

the flow sent from xi to v to go from xℓ to v is the least expensive. Similarly we
define

←−
Iij(ℓ) as a set of size 8k2+2 containing vertices v ∈ Bij with the smallest

values of cost(v, xℓ)− cost(v, xj).
We also define a set Rij of ‘remainder vertices’ as follows:

Rij = Bij \

 ⋃
ℓ∈[1,k]

←−
Iij(ℓ)

 ∪
 ⋃

ℓ∈[1,k]

−→
Iij(ℓ)

 for all i, j ∈ [1, k].
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Claim 7.14. There exists an optimal solution f ′ of the MVTSP instance such that
for all i, j ∈ [1, k], b ∈ Rij and xℓ ∈ X it holds that r(xℓ, b) = f ′(xℓ, b) and
r(b, xℓ) = f ′(b, xℓ).

Proof of Claim. We build this f ′ iteratively from f , by removing any arcs
(xi′ , b) and (b, xj′) for i′ ̸= i and j′ ̸= j for each b ∈ Rij . In particular, this
implies that r(xi, b) = f ′(xi, b) and r(b, xj) = f ′(b, xj), as b then only has arcs
coming from xi and to xj and since b has a fixed demand.

Throughout the process we retain optimality and connectivity for f ′. Fur-
thermore, after each step, the solutions r and f ′ differ at at most 8k2 arcs. We
start by setting f ′ = f .

Let us consider b ∈ Rij and suppose that f ′(xℓ, b) > 0 for some ℓ ̸= i. Note
that we can tackle the case where f ′(b, xℓ) > 0 for some ℓ ̸= j with similar
steps. We remark that |

−→
Iij(ℓ)| = 8k2 + 2 as Rij ̸= ∅. As at most 8k2 arcs

are different between r and f ′, there are vertices v, w ∈
−→
Iij(ℓ) such that all

of the arcs adjacent to v and w have the same multiplicities in r and f ′, i.e.
f ′(x, v) = r(x, v) and f ′(x,w) = r(x,w) for all x ∈ X.

Define flow f ′′ with at most the same costs as f ′ by removing one copy of
the arcs (xℓ, b) and (xi, v) and adding one copy of the arcs (xi, b) and (xℓ, v),
see Figure 7.2. As b ̸∈

−→
Iij(ℓ) and v ∈

−→
Iij(ℓ), the cost of f ′′ is indeed at most the

cost of f ′ by definition of the set
−→
Iij(ℓ).

We now argue that f ′′ is connected. As f ′ is a solution to MVTSP, it must
be connected. Since we removed (xℓ, b) and (xi, v) from f ′ to form f ′′, proving
that the pairs xℓ, b and xi, v are connected in f ′′ proves f ′′ to be connected. The
arcs (xi, w), (w, xj) and (v, xj) in f ′′ connect xi and v. As a consequence, xℓ

and b are also connected, because of the arcs (xℓ, v) and (xi, b).
We remark that the number of arcs that differ between f ′′ and r has not

changed. Hence, we continue with setting f ′ = f ′′ and repeat until f ′ has the
required properties. ■

Therefore, we may assume that, in Gf ′ , the vertices in Rij are adjacent only
to xi and xj for all i, j ∈ [1, k]. This proves that the following reduction rule
is correct: contract all vertices in Rij into one vertex rij with arcs only (xi, rij)
and (rij , xj) of cost zero and let the demand dem(rij) =

∑
v∈Rij

dem(v). Hence,
we require any solution to use the vertices in rij exactly the number of times
that we would traverse all the vertices of Rij . By applying this rule, we get a
kernel with the vertices from the sets X, Y ,

←−
Iij(ℓ),

−→
Iij(ℓ), and rij , which is of
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xi

xj

xℓ

b ∈ Rij

v ∈
−→
Aij(ℓ)

w ∈
−→
Aij(ℓ)

xi

xj

xℓ

b ∈ Rij

v ∈
−→
Aij(ℓ)

w ∈
−→
Aij(ℓ)

Figure 7.2: Adjusting flow f ′, depicted on the left, to get flow f ′′, depicted on the right.
The blue arcs are replaced by the red arcs, the rest of the solutions are equal.
The vertex w assures the new solution remains connected

size

|X|+ |Y |+
∑

i,j,ℓ∈[1,k]

(∣∣∣←−Iij(ℓ)∣∣∣+ ∣∣∣−→Iij(ℓ)∣∣∣)+k2 ⩽ k+k+k3 ·(8k2+2)+k2 = O(k5).

To subsequently reduce all costs to be at most 2k
O(1)

we can use a method from
Etscheid et al. [EKMR17] in a standard manner.

We check that one can construct this kernel in polynomial time. First, com-
pute a relaxed solution r and remove any cycles in

−→
F and

←−
F in polynomial time.

Next for each i, j, ℓ ∈ [1, k], compute in polynomial time what the sets
−→
Iij(ℓ) and

←−
Iij(ℓ) should be, by computing the values of cost(xℓ, v)− cost(xi, v) and sorting.
Finally we can contract all vertices in Rij into a vertex rij in polynomial time
for all i, j ∈ [1, k].

7.5 Parameterization by Treewidth

In this section we consider the complexity of CONNECTED FLOW, when param-
eterized by the treewidth tw of G. We first give a |V (G)|O(tw) time dynamic
programming algorithm for CONNECTED FLOW. Subsequently, we give a match-
ing conditional lower bound on the complexity of MVTSP parameterized by the
pathwidth of G. Since MVTSP is a special case of CONNECTED FLOW this shows
that our dynamic programming algorithm is in some sense optimal.

7.5.1 An XP algorithm for CONNECTED FLOW

In this subsection we show the following:
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Theorem 7.5. Let M be an upper bound on the demands in the input graph G,
and suppose a tree decomposition of width tw of G is given. Then a CONNECTED

FLOW instance on G can be solved in time |V (G)|O(tw) and an MVTSP instance
on G can be solved in time min{|V (G)|,M}O(tw)|V (G)|O(1).

Proof. The algorithm is based on a standard dynamic programming approach;
we only describe the table entries and omit the recurrence to compute table
entries since it is standard. We assume we have a tree decomposition T =
({Xi}, R) on the given graph. For a given bag Xi, let π be a partition on Xi.
Furthermore let din = (dinv )v∈Xi

∈ NXi and dout = (doutv )v∈Xi
∈ NXi be two

vectors of integers, indexed by Xi. We define the dynamic programming table
entry T (Xi, π,d

in,dout) to be the cost of the cheapest partial solution on the
graph ‘below’ the bag Xi, among solutions whose connected components agree
with the partition π and whose in and out degrees agree with the vectors din

and dout. More formally, for r ∈ V (R) the root of the tree decomposition, we
consider a bag Xj to be below another bag Xi if one can reach j from i by
a directed path in the directed tree obtained from R by orienting every edge
away from r. We will denote this as Xj ⪯ Xi and define Yi = ∪Xj⪯XiXj .
For each bag Xi, a partition π of Xi and sequences din and dout satisfying (i)
0 ⩽ dinv , d

out
v ⩽ dem(v) for each v ∈ D and (ii) 0 ⩽ din(v), dout(v) ⩽ M |V (G)| for

each v /∈ D, define T (Xi, π,d
in,dout) = mins cost(s) over all s : Y 2

i → N such
that the following conditions hold:

1.
∑

u∈Yi
s(u, v) =

∑
u∈Yi

s(v, u) = dem(v) for all v ∈ D ∩ (Yi \Xi),

2.
∑

u∈Yi
s(u, v) = dinv for all v ∈ Xi,

3.
∑

u∈Yi
s(v, u) = doutv for all v ∈ Xi,

4. all blocks of the partition π are weakly connected in Gs,

5. s(u, v) ⩽ cap(u, v) for all (u, v) ∈ A(G[Yi]).

We can compute the table starting at the leaves of R and work our way towards
the root.

Let us examine the necessary size of this dynamic programming table. First
we note that there are at most |V (G)|O(1) bags in the tree decomposition. Next
we consider the values dinv and doutv . Note that we can assume that an optimal
solution only visits any vertex without demand at most M |V (G)| times: Any
solution can be decomposed into a collection of paths between vertices with
demand. Each such path can be assumed to not visit any vertex more than once
(except possibly in the end points of the path) since the solution is of minimum
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weight and all costs are non-negative. We find that each vertex gets visited at
most M |V (G)| times and thus we only need to consider M |V (G)| many values
of dinv and doutv . Thus the degree values of the partial solutions contribute a factor
of (M |V (G)|)O(tw) to the overall run time of the algorithm if the given instance
is a CONNECTED FLOW instance, and only MO(tw) if the given instance is an
MVTSP instance (in which all vertices are demand vertices).

We argue that we may assume that M = |V (G)|O(1). Together with the fact
that the number of possibilities for π is twO(tw) ⩽ |V (G)|O(tw), the claimed re-
sult for CONNECTED FLOW follows. We support this assumption using a variation
on the proof of Theorem 3.4 from Kowalik et al. [KLN+20]. Let r be some opti-
mal solution to FLOW, then by applying Lemma 7.8 with T being some subtree
of Gs spanning all demand vertices, we find that there is some optimal solution
s of CONNECTED FLOW such that |r(u, v)− s(u, v)| ⩽ 2n at every arc (u, v).

We now construct a flow f from r by subtracting simple directed cycles
from r. Note that each time that we subtract such a cycle, the result is again
a flow. We start with f = r everywhere. Now if there is an arc (u, v) ∈ A for
which f(u, v) > max{r(u, v) − 2n − 1, 0}, we can find a simple directed cycle
C ∈ Gf , containing (u, v), as f is a flow and thus Gf is Eulerian. Then define
f ′(u, v) = f(u, v) − [(u, v) ∈ C]. Note that f ′ is again a flow. Set f = f ′.
We then repeat this process of subtracting simple directed cycles from f until
f(u, v) ⩽ max{r(u, v)− 2n− 1, 0} for every arc (u, v).

Note that 0 ⩽ s(u, v) − f(u, v) for all (u, v) ∈ A. Then define the instance
with dem′(v) = dem(v) −

∑
u∈V f(u, v) and cap′(u, v) = cap(u, v) − f(u, v) for

which s(u, v) − f(u, v) is an optimal connected flow. If dem′(v) ⩽ 2n2 + n we
are done. Otherwise let r′ be a relaxed solution for the new instance. Note
that there is some arc (u′, v′) for which r′(u′, v′) > 2n + 1 and thus we can
repeat the previous argument to find a non-zero flow f ′ such that f ′(u, v) ⩽
max{r′(u, v)−2n−1, 0} on every arc and define a corresponding new instance.
Since each time we subtract a non-zero flow, after some number of repetitions
we find dem′(v) ⩽ 2n2 + n.

For the result for MVTSP, the above approach would give a run time of
min{|V (G)|,M}O(tw)twO(tw)|V (G)|O(1). However, the factor twO(tw) in the run
time needed to keep track of all partitions π can be reduced to 2O(tw) via a
standard application of the rank based approach (see e.g. [CFK+15, Section
11.2.2] or [BCKN15, CKN18]).
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7.5.2 Lower bound

We now present a modified version of a reduction from 3-CNF-SAT to HAMIL-
TONIAN CYCLE parameterized by pathwidth from Cygan et al. [CKN18]. We
modify it to be a reduction to MVTSP on undirected graphs instead. Note that
this also gives the required results (on directed graphs) as each undirected edge
can be replaced by two arcs.

Given an instance of 3-CNF-SAT, we will produce an instance of MVTSP
that is symmetric in the sense that the graph G is undirected, hence we denote
edges as unordered pairs of vertices (i.e. {u, v} = {v, u}). As a consequence,
when c is a tour on G, then we say c(u, v) = c(v, u). The general proof strategy
is as follows. For a given 3-CNF-SAT formula ϕ on n variables1 we will construct
an equivalent MVTSP instance (G, d). This graph will consist of n/s paths, for
some value s, with each path propagating some information encoding the value
of s variables of ϕ. For each clause of ϕ we will add a gadget which checks if
the assignment satisfies the clause. We then bound the size and the pathwidth
of the constructed graph G. This allows us to conclude a lower bound based on
this reduction.

Gadgets

We start by borrowing the following gadget from Cygan et al.[CKN18], called a
2-label gadget.

v1

v2

v3

v4 v5 v6

v7

v8

v9

Figure 7.3: A 2-label gadget.

The key feature of this gadget is that if all vertices in the gadget have demand
equal to 1, then if a solution tour enters the gadget at v3, it has to leave the
gadget at v9 and vice versa. A similar relation holds for v1 and v7. We will
refer to any edge connected to either v1 or v7 as having label 1 and any edge

1In this section, we will only use n to refer to the number of variables of a 3-CNF-SAT instance.
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connected to v3 or v9 as having label 2. We will use this gadget to construct
a gadget that can detect certain multisets of edges in a part of a graph. In
this construction we will chain 2-label gadgets together using label 1 edges.
Whenever we do this, we always connect the vertex v7 of one gadget to the
vertex v1 in the next. To keep things concise, in the rest of this section we will
refer to any 2-label gadget as if it were a single vertex.

The next gadget is also inspired by a construction from Cygan et al. [CKN18].
Note that we define an unweighted MVTSP instance as an instance of MVTSP
such that cost(e) = 1 for all e ∈ E.

Definition 7.15. A scanner gadget in an unweighted MVTSP instance (G, d) is
described by a tuple (X, a, b,F), where X ⊆ V , a, b ∈ V \ X with dem(a) =
dem(b) = 1, F is a family of multisets of edges in2 E(X,X) and ∅ /∈ F . A tour c of
G is consistent with (X, a, b,F) if its restriction cE(X,X) is in F and if c(a, b) > 0.

When refering to the gadget as a subgraph, we will use GF . We imple-
ment the scanner gadget using the following construction, obtaining a different
instance (G′, dem′) of MVTSP.

• Remove the edges in E(X,X).

• Add an independent set I = {s1, . . . , sℓ} and edges {a, s1} and {sℓ, b}, for
ℓ = |F|.

• Let F = {F1, . . . , Fℓ}. For i ∈ [ℓ] we do the following.

– Let Fi = {eq11 , . . . , eqzz }, that is Fi contains qi copies of ei.

– Add a path Pi = {p1i , . . . , p
ti
i } of 2-label gadgets, where ti = |Fi| =∑z

i=j qj . We connect the gadgets in a chain using label 1 edges.

– Connect p1i to si−1 and si using label 1 edges (green edges in Fig-
ure 7.4) and connect p

|Fi|
i to si and si+1 using label 1 edges (blue

edges in Figure 7.4).

– For all j = 1, . . . , z add label 2 edges from x pj
′

i and from y to pj
′

i for
ej = {x, y} and for qj different, previously unused values of j′ (red
edges in Figure 7.4).

• We set the demand of all added vertices to 1.
2Here E(X,X) are all edges with both endpoints in X and the restriction cY are all edges in c

in Y (keeping multiplicities).
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a b

Xx1 x2

x3

x4

x5

x6 x7

s1 s2 sℓ

p11 pt11 p12 pt22 p1ℓ ptℓℓ

. . .

. . .

Figure 7.4: Example of the scanner gadget.

The function of the gadget is captured by the following lemma.

Lemma 7.16. There exists a tour on (G, dem) that is consistent with (X, a, b,F)
if and only if there exists a tour on (G′, dem′).

The proof will closely follow that in Cygan et al. [CKN18].

Proof. Suppose we have a tour on (G, dem) which is consistent with a gadget
(X, a, b,F). Let Fi ∈ F be the restriction of the tour on E(X,X). Then the tour
on (G, dem) can be extended to a tour on (G′, dem′) by replacing the qj instances
of an edge {u, v} ∈ Fi with two edges {u, pj

′

i } and {v, pj
′

i } for qj different values
of j′. We also replace the edge {a, b} by the path

a, s1, P1, . . . , Pi−1, si, Pi+1, si+1, . . . , Pℓ, sℓ, b.

Since the obtained tour visits all vertices in the gadget exactly once and since
the restriction of the adjusted tour connects the same pairs of vertices in X as
the restriction of the original tour, the obtained tour will be a solution for the
instance (G′, dem′).

For the other direction, suppose we have a tour c′ on (G′, dem′). Note that
by the nature of the 2-label gadgets any tour cannot cross from some si into X
through one of the 2-label gadgets in one of the paths Pi. Thus the tour can
only travel from outside the gadget to si, by going through a or b. Therefore the
tour must include the edges {a, s1} and {sℓ, b}. Furthermore s1 and sℓ must be
connected by some path P ′ in the tour. Because I is an independent set, P ′ has
to jump back and forth between the Pi’s and the si’s and has to include every
si, since this is the only way to reach a vertex si with a tour.



206 Parameterized Complexity of the Connected Flow Problem

This means that there will be exactly one path Pi0 which is not covered by
P ′. We can now obtain a tour c of (G, dem) by first setting c(u, v) = c′(u, v) for
{u, v} ≠ {a, b} for u or v not in X. We then include any edge in X a number of
times according to its multiplicity in Fi0 i.e. we set c(u, v) = Fi0(u, v). Finally
we set c(a, b) = 1. Note that since c(a, b) > 0 and Fi0 ∈ F , we find that c is
consistent with (X, a, b,F).

The following lemma will allow us to implement the gadget without increas-
ing the pathwidth of the graph too much.

Lemma 7.17. The scanner gadget has pathwidth at most |X|+ 21.

Proof. We define the bags of the decomposition as follows

Ba := X ∪ {a, s1}
Bi,j := X ∪ {si−1, si, si+1, p

j
i , p

j+1
i }

Bb := X ∪ {b, sℓ}.

We now have the following path decomposition of GF

Ba, B1,1, B1,2, . . . , B1,t1 , B2,1, . . . Bℓ,tℓ , Bb.

It is easy to check that every vertex/edge is covered by some bag and that for
every vertex v the set of bags containing v form an interval in the decomposition.

Construction

Suppose we are given a 3-CNF-SAT formula ϕ = C1 ∧ · · · ∧ Cm. We will con-
struct an equivalent unweighted MVTSP instance Γϕ using scanner gadgets.
We will interpret a tuple (q, j) ∈ {1, . . . , 2s} × {1, . . . , n/s} as an assignment of
x(j−1)s+1, . . . , xjs by first decomposing

q − 1 =

s∑
i=1

ci2
i−1

and setting x(j−1)s+i as true if ci = 1 and false if ci = 0. We say a clause C is
satisfied by a set Q of such tuples, if j ̸= j′ for all (q, j), (q, j′) ∈ Q, and if the
partial assignment collectively given by the tuples satisfies C.



7.5 Parameterization by Treewidth 207

l1,1

l1,2
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r1,1

r1,2
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...
...
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. . .

Figure 7.5: Construction of the graph Γϕ.

• We start by creating vertices li,1, . . . , li,n/s and ri,1, . . . , ri,n/s for i ∈ [m]
and some constant s to be determined later3.

• We set the demand of l1,j to 2s + 1 for j = 1, . . . , n/s and add edges
{l1,j , l1,j+1} for j = 1, . . . , n/s− 1.

• We set the demand of every other li,j and every ri,j to 2s and add edges
{li,j , ri,j}, {ri,j , li+1,j} and {rm,j , l1,j} for i ∈ [m− 1] and j ∈ [n/s].

• We connect l1,1 to l1,n/s using a path a1, . . . , am+1.

• For i ∈ [m] let xa, xb, xc be the variables appearing in Ci. We set j1 =
⌈a/s⌉, j2 = ⌈b/s⌉, j3 = ⌈c/s⌉. Let

X = {li,j1 , li,j2 , li,j3 , ri,j1 , ri,j2 , ri,j3}

3If n is not divisible by s, we may either add dummy variables until it is, or lower the demand of
li,n/s and ri,n/s.
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and let FCi
be the set of all

F = {{li,j1 , ri,j1}q1 , {li,j2 , ri,j2}q2 , {li,j3 , ri,j3}q3 , }

such that Q = {(q1, j1), (q2, j2), (q3, j3)} satisfies Ci.

• For i ∈ [m] we implement a scanner gadget GCi using the tuple
(Xi, ai, ai+1,FCi

)

We prove the following useful facts about this graph.

Lemma 7.18. Γϕ is a yes instance of MVTSP if and only if ϕ has a satisfying
assignment.

Proof. Let x1, . . . , xn be the variables used in the formula ϕ. Let χ1, . . . , χn be
some satisfying assignment. We first define the tour on the construction before
implementing the scanner gadgets, which we will refer to as Γ′ϕ, and then use
Lemma 7.16 to find the desired tour on Γϕ. Set c(li,j , li+1,j) = c(l1,1, a1) =
c(am+1, l1,n/s) = c(ai, ai+1) = 1. We choose

c′(li,j , ri,j) = 1 +

s∑
k=1

2k−1χ(j−1)s+k

for i ∈ [m] and j ∈ [n/s]. Due to the chosen demands we need to choose

c′(ri,j , li+1,j) = 2s+1 − c′(li,j , ri,j)

for i ∈ [m] and j ∈ [n/s], where we interpret i modulo m, i.e. m+ 1 ≡ 1. Note
that c′ is connected and satisfies the demands on Γ′ϕ. Also note that since χ is a
satisfying assignment, c′ is consistent with all the scanner gadgets GCi

and thus
by Lemma 7.16 we there is some valid tour c on Γϕ.

Now suppose we find a valid tour c on Γϕ. Then by Lemma 7.16 there ex-
ists a tour c′ on Γ′ϕ consistent with each gadget GCi

. By definition of GCi
the

values of c′(li,j , ri,j) encode an assignment satisfying Ci for i ∈ [m]. Since
for i ⩾ 2 the demands of li,j and ri,j equal 2s we have that c′(li,j , ri,j) =
2s+1 − c′(ri,j , li+1,j) = c′(li+1,j , ri+1,j) and therefore the values of c′(l1,j , r1,j)
encode an assignment satisfying all clauses C1, . . . , Cm, which means we find
an assignment which satisfies ϕ.

Lemma 7.19. Γϕ has pathwidth at most 3n/s+ 21.
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Proof. We define the bags of the decomposition as follows. First we add

A = {l1,1, . . . , l1,n/s}

to every bag. Let W1, . . . ,Wli be a path decomposition of GCi
. We define bag

Xi,j as follows

Xi,j = A ∪ {li,k}n/sk=1 ∪ {ri,k}
n/s
k=1 ∪Wj .

We then define Yi as {li+1,k}n/sk=1 ∪ {ri,k}
n/s
k=1 The final path decomposition then

becomes

X1,1, . . . , X1,l1 , Y1, X2,1, . . . , Xi,li , Yi, Xi+1,1, . . . , Xm,lm .

Note that all vertices and edges are covered by the decomposition. The set of
bags containing any of the vertices of A gives the whole decomposition. The set
of bags containing any li,j or ri,j for i ⩾ 2 gives the path Xi,1 . . . Xi,l1 with Yi

at the end for ri,j and Yi−1 at the beginning for li,j . Any vertex in the gadgets
gives a single set Xi,j . By Lemma 7.17 the width of this path decomposition is
at most4

3
n

s
+ 21.

Now we use our reduction to prove the following lower bound:

Theorem 7.20. Let M be an upper bound on the demands in a graph G. Then
MVTSP cannot be solved in time f(pw)min{|V (G)|,M}o(pw)|V (G)|O(1), unless
ETH fails.

Proof. We start by proving the following claim.

Claim 7.21. |V (GCi
)| = O(23s) for i ∈ [m].

Proof of Claim. Note that FCi
is defined on at most three unique edges with

each edge being chosen at most 2s times5. Therefore we can represent FCi by

4We don’t include the term |X|, since X ⊆ {li,k}
n/s
k=1 ∪ {ri,k}

n/s
k=1.

5Due to the way we interpret the multiplicities as truth assignments (in particular the ‘−1’) we
know each edge gets chosen at least once.
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tuples (z1, z2, z3) ∈ [2s]3. Since each tuple contributes a path of z1 + z2 + z3
vertices, we find that

|V (GCi)| = 8 + |FCi |+
∑

(z1,z2,z3)∈FCi

z1 + z2 + z3

⩽ 23s+1 +
2s∑

z1,z2=1

(
2s(z1 + z2) +

2s∑
z3=1

z3

)

⩽ 23s+1 +

2s∑
z1,z2=1

(
2s(z1 + z2) + 2s+1

)
⩽ 23s+1 +

2s∑
z1=1

(
22sz1 + 22s+1 + 22s+1

)
⩽ 23s+3.

■
Note that by Lemma 7.18, solving a 3-CNF-SAT instance ϕ reduces to solv-

ing MVTSP on Γϕ for some choice of s. We remark that

f(pw)min{|V (G)|,M}o(pw)|V (G)|O(1) ⩽ f(pw)Mo(pw)|V (G)|O(1).

It is therefore sufficient to show that there is no f(pw)Mo(pw)|V (G)|O(1) time
algorithm for MVTSP, unless ETH fails.

Suppose we have a f(pw)Mo(pw)|V (G)|O(1) time algorithm for MVTSP.
Let s = 4n/g(n) for some strictly increasing function g(n) = 2o(n) such that
f(g(n)) = 2o(n). Note that s = o(n) and pw ⩽ g(n) for large enough n. We con-
struct the instance Γϕ as previously described. We first note that by Claim 7.21

|V (Γϕ)| = 2m
n

s
+

m∑
i=1

|V (GCi
)| = O

(
m
(n
s
+ 23s

))
and by Lemma 7.19 we have that for any choice of s and large enough n, Γϕ has
pathwidth at most 4n/s. By applying our hypothetical algorithm for MVTSP to
Γϕ we now find an algorithm for 3-CNF-SAT running in time

f(pw)Mo(pw)|V (Γϕ)|O(1) = f(4n/s)(2s)o(n/s)
(
m
(n
s
+ 23s

))O(1)

= f(g(n))2o(n)
(
m
(
g(n)/4 + 2o(n)

))O(1)

.
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We may assume that m = 2o(n) by the sparsification lemma. Using this and the
fact that g(n) = 2o(n) we find

f(pw)Mo(pw)|V (Γϕ)|O(1) = 2o(n) ·
(
2o(n)

)O(1)

= 2o(n).

This contradicts ETH, completing our proof.

7.6 Conclusion and Further Research

We initiated the study of the parameterized complexity of the CONNECTED FLOW

problem and showed that the problem behaves very differently when parame-
terized by the number of demand vertices, the size of the vertex cover of the
graph, or treewidth of the input graph.

While we essentially settled the complexity of the variants of the problem
parameterized by the number of demands or by the treewidth, we still leave the
following questions open for the vertex cover parameterization:

Can CONNECTED FLOW be solved in cO(k) · nO(1) time, with c a constant and
k the size of the vertex cover of the input graph? Such an algorithm would
be a strong generalization of the algorithms from [BKMV20, KLN+20]. While
we believe our approach from Theorem 7.3 makes significant progress towards
solving this question affirmatively, it seems that non-trivial ideas are required.

Does CONNECTED FLOW admit a kernel polynomial in k where k is the size of
the vertex cover of the input graph? It seems that especially the capacities can
make the problem a lot harder. It would be interesting to see if our arguments
for Theorem 7.4 can be extended to kernelize this more general problem as
well.





CHAPTER 8

Hamiltonian Cycle Parameterized by
Treedepth

For many algorithmic problems on graphs of treewidth tw, a standard dynamic
programming approach gives an algorithm with time and space complexity
2O(tw)nO(1). When one considers the more restrictive parameter treedepth, of-
ten a variation of this technique can be used to reduce the space complexity
to polynomial, while retaining time complexity of the form 2O(td)nO(1), where
td is the treedepth. This transfer of methodology is, however, far from au-
tomatic. For instance, for problems with connectivity constraints, standard dy-
namic programming techniques give algorithms with time and space complexity
2O(tw log tw) · nO(1) on graphs of treewidth tw, but it is not clear how to con-
vert them into time-efficient polynomial space algorithms for graphs of small
treedepth.

Cygan et al. [CNP+11] introduced the Cut&Count technique and showed
that a certain class of problems with connectivity constraints can be solved in
time and space complexity 2O(tw)nO(1). Recently, Hegerfeld and Kratsch [HK20]
showed that, for some of those problems, the Cut&Count technique can also be
applied in the setting of treedepth, giving algorithms with run time 2O(td) ·nO(1)

and polynomial space usage. However, a number of important problems eluded
such a treatment, with the most prominent examples being HAMILTONIAN CYCLE

This chapter is based on Hamiltonian Cycle Parameterized by Treedepth in Single Exponential
Time and Polynomial Space (appeared at WG 2020 [NPSW20]), co-authored by Jesper Nederlof,
Michał Pilipczuk and Karol Wȩgrzycki.



214 Hamiltonian Cycle Parameterized by Treedepth

and LONGEST PATH.
In this chapter we clarify the situation by showing that HAMILTONIAN CYCLE,

HAMILTONIAN PATH, LONG CYCLE, LONG PATH, and MIN CYCLE COVER all admit
5td ·nO(1)-time and polynomial space algorithms on graphs of treedepth td. The
algorithms are randomized Monte Carlo with only false negatives.

8.1 Introduction

It is widely believed that no NP-hard problem admits a polynomial time algo-
rithm. However, actual instances of NP-hard problems that we are interested in
solving often admit much more structure than a general instance. This obser-
vation gave rise to the field of parameterized complexity, where the hardness of
an instance does not depend exclusively on the input size. In the parameterized
regime, we assume that each instance is equipped with an additional parameter
k and the goal is to give a fixed-parameter algorithm: an algorithm with run
time f(k) ·nO(1), where f is a function independent of n. After establishing that
a problem admits such an algorithm, it is natural to look for one with function
f as small as possible. We refer to [CFK+15, DF13, FG06] for an introduction
to parameterized complexity.

One of the most widely used parameters is the treewidth tw of the input
graph. Usually, problems that involve only constraints of local nature admit
an algorithm with run time of the form 2O(tw) · nO(1) [CFK+15]. For a long
time, such algorithms remained out of reach for problems involving connec-
tivity constraints, and for those only 2O(tw log tw) · nO(1)-time algorithms were
known. The breakthrough came with the Cut&Count technique, introduced
by Cygan et al. in [CNP+11], that allows one to design randomized Monte-
Carlo algorithms with run times of the form 2O(tw) · nO(1) for a wide range of
connectivity problems, e.g., HAMILTONIAN PATH, CONNECTED VERTEX COVER,
CONNECTED DOMINATING SET, etc. The technique was subsequently derandom-
ized [BCKN15, FLPS16].

One of the main issues with standard dynamic programming algorithms is
that they tend to have prohibitively large space usage. The natural goal is
therefore to reduce the space complexity while not sacrificing much on the
time complexity. Unfortunately, Drucker et al. [DNS16] and Pilipczuk and
Wrochna [PW18] give some complexity-theoretical evidence that for dynamic
programming on graphs of bounded treewidth, such a reduction is probably im-
possible. For example, they show that under plausible assumptions, there is no
algorithm that works in time 2O(tw) · nO(1) and uses 2o(tw) · nO(1) space for the
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3-COLORING or INDEPENDENT SET problem.

Treedepth. The aforementioned issues motivate the research on a different,
more restrictive parameterization, for which the reduction of space complexity
would be possible. In this chapter we will consider the parameterization by
treedepth, defined as follows.

Definition 8.1. An elimination forest of a graph G is a rooted forest F on the
same vertex set as G such that for every edge uv of G, either u is an ancestor of v
in F or v is an ancestor of u in F . The treedepth of G is the minimum possible
depth of an elimination forest of G.

The treedepth of a graph is never smaller than its treewidth, but it is also
never larger than the treewidth times log n. In many concrete cases, the two pa-
rameters have the same advantages. For example, planar graphs have treewidth
O(
√
n), but also treedepth O(

√
n).

It has been recently realized that on graphs of treedepth td, many algo-
rithmic problems indeed can be solved in time 2O(td) · nO(1) while using only
polynomial space.1 For the most basic problems, such as 3-COLORING and IN-
DEPENDENT SET, a simple branching algorithm achieves such complexity. How-
ever, in contrast to the treewidth parameterization, for many more complex
problems it is highly non-trivial, yet possible to establish similar bounds. One
technique that turns out to be useful here is the framework of algebraic trans-
forms introduced by Loksthanov and Nederlof [LN10], who demonstrate how
to reduce the space requirements of many dynamic programming algorithms to
polynomial in the input size by reorganizing the computation using a suitable
transform. Fürer and Yu [FY17] apply this framework to give 2O(td) ·nO(1)-time
and polynomial space algorithms on graphs of treedepth td for the DOMINATING

SET problem and for the problem of counting the number of perfect matchings.
Pilipczuk and Wrochna [PW18] consider algorithms with even more restricted
space requirements: they showed that 3-COLORING, DOMINATING SET, and VER-
TEX COVER admit algorithms that work in 2O(td)·nO(1) time and useO(td+log n)
space. For DOMINATING SET they avoid the explicit use of algebraization and in-
stead provid a more combinatorial interpretation based on what one could call

1Throughout the introduction, when we speak about a graph of treedepth td, we mean a graph
supplied with an elimination forest of depth td. While in the case of treewidth, a tree decom-
position of approximately (up to a constant factor) optimum width can be computed in time
8tw · nO(1) [RS95, CFK+15], the existence of such an approximation algorithm for treedepth is
a notorious open problem.
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inclusion-exclusion branching. Later, Pilipczuk and Siebertz [PS19] use color-
coding to give an 2O(td log td) · nO(1)-time and polynomial space algorithm for
the SUBGRAPH ISOMORPHISM problem. Recently, Belbasi and Fürer [BF19] pre-
sented an algorithm for counting Hamiltonian cycles in time (4t)td · nO(1) and
using polynomial space, where tw is the width of a given tree decomposition
and td is its (suitably defined) depth.

Treedepth and Cut&Count. Very recently, Hegerfeld and Kratsch [HK20]
demonstrate that the Cut&Count technique can be also applied in the setting
of the treedepth parameterization. Consequently, they give randomized algo-
rithms with run times 2O(td) · nO(1) and polynomial space usage for a number
of problems with connectivity constraints such as CONNECTED VERTEX COVER,
CONNECTED DOMINATING SET, FEEDBACK VERTEX SET, and STEINER TREE.
However, Hegerfeld and Kratsch find it problematic to apply the methodology to
several important problems originally considered by Cygan et al. [CNP+11] in
the context of Cut&Count. Specifically, these are problems based on selection of
edges rather than vertices, such as HAMILTONIAN CYCLE or LONG CYCLE. For this
reason, Hegerfeld and Kratsch explicitly ask in [HK20] whether HAMILTONIAN

CYCLE, HAMILTONIAN PATH, LONG CYCLE, and MIN CYCLE COVER also admit
2O(td) · nO(1)-time and polynomial space algorithms on graphs of treedepth td
(see Section 8.2 for problem definitions2).

Our contribution. In this chapter we introduce additional techniques that al-
low us to extend the results of [HK20] and to answer the abovementioned open
problem of Hegerfeld and Kratsch in the affirmative. More precisely, we prove
the following theorem.

Theorem 8.2. There is a randomized algorithm that given a graph G together
with its elimination forest of depth td, and numbers k, ℓ ∈ N, solves HAMILTONIAN

CYCLE, HAMILTONIAN PATH, LONG CYCLE, LONG PATH and MIN CYCLE COVER in
time 5td ·nO(1) while using polynomial space. The algorithm has a one-sided error:
it may give false negatives with probability at most 1

2 .

In fact, Theorem 8.2 is an easy corollary of the following result for a gener-
alization of the considered problems. In the PARTIAL CYCLE COVER problem we
are given an undirected graph G and integers k and ℓ, and we ask whether in

2Note that when discussing the LONG PATH and the LONG CYCLE problems, we use the letter ℓ to
denote the required length of a path, respectively of a cycle, instead of the letter k that is perhaps
more traditionally used in this context.



8.1 Introduction 217

G there is a family of at most k vertex-disjoint cycles that jointly visit exactly ℓ
vertices. We will prove the following theorem.

Theorem 8.3. There is a randomized algorithm that given a graph G together
with its elimination forest of depth td, and numbers k, ℓ ∈ N, solves the PARTIAL

CYCLE COVER problem for G, k, ℓ in time 5td · nO(1) and using polynomial space.
The algorithm has a one-sided error: it may give false negatives with probability
at most 1

2 .

To see that Theorem 8.3 implies Theorem 8.2, note that HAMILTONIAN CY-
CLE, MIN CYCLE COVER and LONG CYCLE are special cases of the PARTIAL CYCLE

COVER (for fixed parameters k and ℓ).
To solve LONG PATH, we can simply iterate through all pairs of non-adjacent

vertices s, t and apply the LONG CYCLE algorithm to the graph G with edge st
added; this increases the treedepth by at most 1 and the provided elimination
forest can be easily adjusted. It is easy to see that then the original graph G
contains a simple path on ℓ vertices if and only if for some choice of s and t, we
find a cycle of length ℓ in G augmented with the edge st. Finally, HAMILTONIAN

PATH is just LONG PATH applied for ℓ = |V (G)|.
We remark that our algorithmic findings have concrete applications out-

side of the realm of structural parameterizations. For instance, Lokshtanov et
al. [LMS11] gave a 2O(

√
ℓ log2 ℓ) · nO(1)-time polynomial space algorithm for the

LONG PATH problem on H-minor-free graphs, for every fixed H. In Section 8.7
we show how our methods can improve the run time to 2O(

√
ℓ log ℓ) · nO(1) while

keeping the polynomial space complexity.

Our techniques. Similarly to Hegerfeld and Kratsch [HK20] we use the
Cut&Count framework, but we apply a different new view on the Count part,
suited for problems based on edge selection. The main idea is that instead of
counting cycle covers, as a standard application of Cut&Count would do, we
count perfect matchings in an auxiliary graph, constructed by replacing every
vertex with two adjacent copies; see Figure 8.1. The number of such perfect
matchings can be related to the number of cycle covers of the original graph.
However, the considered perfect matchings can be counted within the claimed
complexity by either employing the previous “algebraized” dynamic program-
ming algorithm, or the algorithm based on inclusion-exclusion branching (our
presentation chooses the latter).

Applying this approach naïvely would give us a polynomial space algorithm
with run time 8td·nO(1). We improve the run time to 5td·nO(1) by employing sev-
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eral observations about the symmetries of recursive calls of our algorithms, in a
similar way as in the algorithm for #k-MULTI-SET-COVER of Nederlof [Ned08].

Organization of the chapter. The remainder of the chapter is devoted to the
proof of Theorem 8.3. In Section 8.2 we introduce the notation and present
basic definitions, including the problem definitions. In Section 8.3 we discuss
the Cut&Count technique in a self-contained manner and explain the Cut part.
In Section 8.4 we reduce the Count part to counting perfect matchings in an
auxiliary graph. In Section 8.5 we give an algorithm for counting such match-
ings, and in Section 8.6 we subsequently verify the correctness of the algorithm.
Section 8.7 contains applications of our results to the LONG PATH problem in H-
minor free graphs. We conclude with several open questions in Section 8.8.

8.2 Preliminaries

Notation. For a graph G, by cc(G) we denote number of connected compo-
nents of G. Let F be a subset of edges of G. By cc(F ) we denote the number of
connected components of the graph consisting of all the edges of F and vertices
incident to them. For a vertex u, by degF (u) we mean the number of edges of
F incident to u. Then F is a matching if degF (u) ∈ {0, 1} for every vertex u, is a
perfect matching if degF (u) = 1 for every vertex u, and is a partial cycle cover if
degF (u) ∈ {0, 2} for every vertex u. Note that thus we treat partial cycle covers
as sets of edges.

A cut of a set U is just an ordered partition of U into two sets, that is, a pair
(L,R) such that L ∩ R = ∅ and L ∪ R = U . A cut (L,R) of the vertex set of
a graph is consistent with a subset of edges F if there is no edge in F with one
endpoint in L and second in R.

For a function f and elements x, y, where x is not in the domain of f , by
f [x 7→ y] we denote the function obtained from f by extending its domain by x
and setting f(x) = y.

We use the O⋆(·) notation to hide factors polynomial in the input size. For
convenience, throughout the chapter we assume the RAM model: every inte-
ger takes a unit of space and arithmetic operations on integers have unit cost.
However, it can be easily seen that all the numbers appearing during the com-
putation have bit length bounded polynomially in the input size. Since we never
specify the polynomial factors in the time or space complexity of our algorithms,
without any influence on the claimed asymptotic bounds we may assume that
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the representation of any number takes polynomial space and arithmetic oper-
ations on the numbers take polynomial time.

Treedepth. A rooted forest is a directed acyclic graph T where every vertex
has outdegree at most 1. The vertices of outdegree 0 in T are called the roots.
Whenever a vertex u is reachable from a vertex v by a directed path in T , we
say that u is an ancestor of v, and v is a descendant of u. Note that every vertex
is its own ancestor as well as descendant. The depth of a rooted forest is the
maximum number of vertices that can appear on a directed path in it.

We use the following notation from previous works [HK20, PW18]. For a
vertex u of a rooted forest T , we denote:

subtree[u] := {v : u is ancestor of v}, subtree(u) := subtree[u] \ {u},
tail[u] := {v : v is ancestor of u}, tail(u) := tail[u] \ {u},

broom[u] := tail[u] ∪ subtree[u].

Additionally, children(u) denotes the set of children of u, whereas parent(u) is the
parent of u, that is, the only outneighbor of u. If u is a root, we set parent(u) =
⊥.

For a graph G, an elimination forest of G is a rooted forest T on the same
vertex set as G that satisfies the following property: whenever uv is an edge in
G, then in T either u is an ancestor of v, or v is an ancestor of u. The treedepth
of a graph is the minimum possible depth of an elimination forest of G.

Isolation Lemma. The only source of randomness in our algorithm is the
Isolation Lemma of Mulmuley et al. [MVV87]. Suppose U is a finite set and
ω : U → Z is a weight function on U . We say that ω isolates a non-empty family
of subsets F ⊆ 2U if there is a unique S ∈ F such that

ω(S) = min
X∈F

ω(X),

where ω(X) :=
∑

x∈X ω(x). Then the Isolation Lemma can be stated as follows.

Lemma 8.4 (Isolation Lemma [MVV87]). Let U be a finite set and F ⊆ 2U be a
non-empty family of subsets of U . Suppose for every u ∈ U we choose its weight
ω(u) uniformly and independently at random from the set {1, . . . , N}, where N ∈
N. Then ω isolates F with probability at least 1− |U |N .
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Problem definitions. We give the formal definitions of the problems consid-
ered in this chapter.

LONG PATH

Input: An undirected graph G and an integer ℓ.

Question: Is there a simple path on ℓ vertices in G?

LONG CYCLE

Input: An undirected graph G and an integer ℓ.

Question: Is there a simple cycle of length ℓ in G?

HAMILTONIAN PATH

Input: An undirected graph G.

Question: Is there a simple path in G that visits all the vertices?

HAMILTONIAN CYCLE

Input: An undirected graph G.

Question: Is there a simple cycle in G that visits all the vertices?

MIN CYCLE COVER

Input: An undirected graph G and an integer k.

Question: Can the vertices of G be covered with at most k vertex-disjoint
cycles?
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PARTIAL CYCLE COVER

Input: An undirected graph G, integers k and ℓ.

Question: Is there a family of at most k vertex-disjoint cycles in G that
jointly visit exactly ℓ vertices?

8.3 The Cut part

We now proceed to the proof of Theorem 8.3. Throughout the proof we fix
the input graph G = (V,E), its elimination forest T of depth td, and numbers
k, ℓ ∈ N. We may assume that G is connected, as otherwise we may apply the
algorithm to each connected component separately. Thus T has to be a tree, so
we will call it an elimination tree to avoid confusion. Also, we denote n := |V |.

As mentioned before, we shall apply the Cut&Count technique of Cygan et
al. [CNP+11]. This technique consists of two parts: the Cut part and the Count
part. The idea is that in the first part, we relax the connectivity requirements.
We refer to the elements of the corresponding solution space as relaxed solution.
We show that it is enough to count the number of relaxed solutions together
with cuts consistent with them, as this number is congruent to the number of
non-relaxed solutions (i.e. solutions for the problem with connectivity con-
straints) modulo a power of 2. The Isolation Lemma is used here to ensure
that with high probability, the number of solutions does not accidentally cancel
out modulo this power of 2. More precisely, having drawn a weight function
at random, for each possible total weight w we count the number of solutions
of total weight w. Then the Isolation Lemma asserts that, with high probabil-
ity, for some w there will be a unique solution of total weight w. Then comes
the Count part, where the goal is to efficiently count the number of relaxed
solutions together with cuts consistent with them.

We refer the reader to [CNP+11] for a more elaborate discussion of the
Cut&Count technique, while now we apply it to the particular case of PARTIAL

CYCLE COVER. A relaxed solution is just a partial cycle cover consisting of ℓ
edges. Then a solution is a relaxed solution that spans at most k cycles. For-
mally, the sets of solutions (S) and relaxed solutions (R) are defined as follows:

R := {F ⊆ E : |F | = ℓ and degF (u) ∈ {0, 2} for every u ∈ V };
S := {F ∈ R : cc(F ) ⩽ k }.
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Suppose now that the input graph G is supplied with a weight function on the
edges ω : E → Z. Then we can stratify the families R and S using the total
weight. That is, for every w ∈ Z we define:

Rw := {F ∈ R : ω(F ) = w} and Sw := {F ∈ S : ω(F ) = w }.

Now, let

Cw := { (F, (L,R)) : F ∈ Rw and (L,R) is a cut of V consistent with F }.

The following observation is the key idea in the Cut&Count technique.

Lemma 8.5. For every w ∈ Z, we have

|Cw| ≡
∑

F∈Sw

2n−ℓ+cc(F ) mod 2n−ℓ+k+1.

Proof. Observe that for each F ∈ Rw there are exactly 2n−ℓ+cc(F ) cuts of V
consistent with it, because each of the cc(F ) cycles spanned by F can be on
either side of the cut, and similarly each of n − ℓ vertices not incident to the
edges of F can be on either side of the cut. Hence |Cw| =

∑
F∈Rw

2n−ℓ+cc(F ).
However, for every F ∈ Rw \ Sw the term 2n−ℓ+cc(F ) is divisible by 2n−ℓ+k+1

since cc(F ) ⩾ k + 1, and so
∑

F∈Rw
2cc(F ) ≡

∑
F∈Sw 2cc(F ) mod 2n−ℓ+k+1.

In the next sections we will present the Count part of the technique, which
boils down to proving the following lemma.

Lemma 8.6. Given w ∈ Z and a weight function ω : E → {1, . . . , N}, where
N = O⋆(1), then we can compute the number |Cw| in time O⋆(5td) and space
O⋆(1).

We now show how to combine Lemma 8.5 with Lemma 8.6 to prove Theo-
rem 8.3.

Proof of Theorem 8.3 assuming Lemma 8.6. Let N = 2|E|. The algorithm to
prove Theorem 8.3 proceeds as follows. First, for every edge e ∈ E, sample its
weight ω(e) uniformly and independently at random from the set {1, . . . , N}.
Next, for each w ∈ {1, . . . , N |E|} compute the number |Cw| in time O⋆(5td) and
space O⋆(1) using the result of Lemma 8.6. If for some w the number |Cw| is
not divisible by 2n−ℓ+k+1, then output that there exists a solution. Otherwise,
output that there is no solution.
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By Lemma 8.6, the algorithm runs in time O⋆(5td) and uses O⋆(1) space, so
it remains to argue the correctness. On one hand, observe that if S = ∅, then
Sw = ∅ for all w ∈ Z, hence by Lemma 8.5 all the computed numbers |Cw| will
be indeed divisible by 2n−ℓ+k+1. Therefore, there are no false positives. On the
other hand, if S ≠ ∅, then the Isolation Lemma implies that with probability
at least |E|N = 1

2 there exists w ∈ Z such that |Sw| = 1. Note that it must hold
that w ∈ {1, . . . , N |E|}. Denoting Sw = {F}, by Lemma 8.5 we have |Cw| ≡
2n−ℓ+cc(F ) mod 2n−ℓ+k+1. As cc(F ) ⩽ k, the number |Cw| is then not divisible
by 2n−ℓ+k+1 and the algorithm correctly reports the positive outcome.

Hence, it remains to prove Lemma 8.6.

8.4 From Cycle Covers to Matchings

For the proof of Lemma 8.6, instead of counting the number of suitable partial
cycle covers, we find it more convenient to count the number of perfect match-
ings in an auxiliary graph. Note, that this concept is natural when using the
inclusion-exclusion branching technique. A similar auxiliary graph arises in the
algorithm for #k-MULTI-SET-COVER [Ned08].

We define a graph G′ as follows. The vertex set V ′ of G′ is

V ′ := {u0, u1 : u ∈ V }.

That is, we put two copies of each vertex of G into the vertex set of G′. The
edge set E′ of G′ is the union of the following two sets:

E′0 := {u0u1 : u ∈ V },
E′1 := {u0v0, u0v1, u1v0, u1v1 : uv ∈ E }.

In other words, for every vertex u ∈ V we put an edge in E′0 connecting the
two copies of u in V ′, while for every edge uv ∈ E we put four different edges
in E′1, each connecting a copy of u with a copy of v in V ′. See Figure 8.1 for a
visualization of the construction of G′.

Let π : E′1 → E be the natural projection from E′1 to E: for each uv ∈ E
and s, t ∈ {0, 1}, we set π(usvt) = uv. We extend the mapping π to all subsets
F ⊆ E′ by setting π(F ) := π(F ∩ E′1). We also extend the weight function ω
to the edges of E′ by putting ω(e) = 0 for each e ∈ E′0 and ω(e) = ω(π(e)) for
each e ∈ E′1.
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A set of edges F in G′ shall be called simple if for every e ∈ E, we have

|F ∩ π−1(e)| ⩽ 1.

For now, we mainly focus on simple perfect matchings in G′. We observe that
they are in correspondence with partial cycle covers in G, as explained next.

a

d

b

c

a0 b0 c0 d0

a1 b1 c1 d1

e

e1

e0

Figure 8.1: Construction of the graph G′ from G = C5, together with a simple perfect
matching M that projects in π to E. Solid edges represent M , dashed edges
belong to E′

1 \M , while dotted edges comprise E′
0.

Lemma 8.7. For every simple perfect matching M in G′, the set π(M) is a partial
cycle cover in G of size |M ∩ E′1|. Moreover, for every partial cycle cover F in G,
there are exactly 2|F | simple perfect matchings M in G′ for which F = π(M).

Proof. For the first assertion, observe that if for some u ∈ V , M matches u0 with
some vertex of the form vt for v ̸= u, then u1 has to be matched by M with some
vertex of the form v̄t̄, where v̄ ̸= u and v̄ ̸= v; the latter inequality follows from
the simplicity of M . Then degπ(M)(u) = 2. On the other hand, if M matches u0

with u1, then degπ(M)(u) = 0. Thus degπ(M)(u) ∈ {0, 2} for every vertex u ∈ V ,
so π(M) is a partial cycle cover in G. The fact that |π(M)| = |M ∩ E′1| follows
directly from the construction and the simplicity of M .

For the second assertion, consider any partial cycle cover F in G. Let U be
the set of vertices incident to the edges of F ; then |U | = |F |. Let a binding be
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any function f : U → F such that for every u ∈ U , f(u) is one of the two edges
of F incident to u. Observe that if for a binding f we define

M(f) = {v0v1 : v ∈ V \ U} ∪ {u[f(u)=uv]v[f(v)=uv] : uv ∈ F},

where [φ] = 1 if condition φ holds and [φ] = 0 otherwise, then M(f) is a
simple perfect matching in G′ satisfying π(M(f)) = F . Clearly, matchings M(f)
obtained for different bindings f are pairwise different. Moreover, it is easy to
see that every simple perfect matching M satisfying π(M) = F is of the form
M = M(f) for some binding f . Indeed, for every u ∈ U we just set f(u) = π(e),
where e ∈ E′1 is the edge of M that is incident to u1. Since the total number of
different bindings is 2|F |, we conclude that there are exactly 2|F | simple perfect
matchings M in G′ satisfying π(M) = F .

Lemma 8.7 motivates introducing the following analogues of the sets Cw.
For w ∈ Z, we define

Mw :=

 (M, (L,R)) :

M is a simple perfect matching in G′,

ω(M) = w, |M ∩ E′1| = ℓ, and

(L,R) is a cut of V consistent with π(M)

 .

Since for every simple perfect matching M in G′ we have ω(M) = ω(π(M)),
from Lemma 8.7 we immediately obtain the following.

Corollary 8.8. For every w ∈ Z, we have |Mw| = 2ℓ · |Cw|.

Therefore, to prove Lemma 8.6 it suffices to apply the result of the following
lemma and divide the outcome by 2ℓ.

Lemma 8.9. Given w ∈ Z and a weight function ω : E → {1, . . . , N}, where
N = O⋆(1), the number |Mw| can be computed in time O⋆(5d) and space O⋆(1).

We are left with proving Lemma 8.9.

8.5 The Count part

In this section we execute the Count part of the technique and prove Lemma 8.9.
Let us first discuss the intuition behind the approach.

The basic idea is that we will compute the number |Mw| using bottom-up
dynamic programming over the given elimination tree T . In order to achieve
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polynomial space complexity, this dynamic programming will be cast as a stan-
dard recursion, but for this to work, we need that the recurrence equations
governing the dynamic programming have a specific form. In essence, when-
ever we compute an entry of the dynamic programming table at some vertex
u, the value should be obtained as a simple aggregation of single entries from
the tables of the children of u. The most straightforward approach to com-
puting |Mw| would be to count partial perfect matchings and to remember, in
the states corresponding to u, subsets of tail[u] consisting of vertices matched
to subtree(u). This would yield a dynamic programming algorithm that is not
of the form required for the space complexity reduction. However, we show
that by counting different objects than partial perfect matchings, and using the
inclusion-exclusion principle at every computation step, we can reorganize the
computation so that the space reduction is possible.

We remark that even though at the end of the day our algorithm relies only
on basic ideas such as branching and inclusion-exclusion, there is a deeper in-
tuition behind the definitions of the computed values. In fact, from the right
angle our algorithm can be seen as an application of the technique of saving
space by algebraization, introduced by Lokshtanov and Nederlof [LN10], which
boils down to applying the Fourier transform on the lattice of subsets in or-
der to turn subset convolutions into pointwise products. We refer the reader
to [HK20, FY17, BF19, PW18] for other applications of this technique in the
context of treedepth-based algorithms.

Partial objects. We start with defining the partial objects that will be counted
by the algorithm.

For every vertex u ∈ V , let us order the children of u in an arbitrary manner.
Thus, every non-leaf vertex u has a unique left-most (first in the order) child.
For every u ∈ V , let left(u) be the left-most leaf descendant of u, that is, the
leaf obtained by starting at u and iteratively moving to the left-most child of the
current vertex until a leaf is found. This induces a mapping left(·) on the edges
of E′ as follows: for an edge e = u0u1 ∈ E′0, we put left(e) := left(u), while
for an edge of the form e = usvt ∈ E′1, where u ̸= v and s, t ∈ {0, 1}, we let
left(e) := left(v), where v is the descendant of u in T . Now, for every u ∈ V we
define the sheaf of u as follows:

sheaf[u] :=
⋃

v is a leaf in subtree[u]

left
−1

(v) ⊆ E′.

See Figure 8.2 for a schematic presentation of sheaf[u]. The next observation



8.5 The Count part 227

u

v

left(uv)

u

Figure 8.2: Schematic definitions of left and sheaf. Left panel presents the definition of
the mapping left(uv). Since v is a descendant of u, left(uv) is the leftmost
descendant of v. Right panel presents the definition of sheaf[u]. Any edge
with the lower endpoint in the yellow highlighted region is a part of sheaf[u].

follows immediately from the definition.

Observation 8.10. For every vertex u that is not a leaf in T , the family
{sheaf[v] : v ∈ children(u)} is a partition of sheaf[u].

We now move to the description of partial objects. In the following, we will
use the convention that if Z ⊆ V , then we write Z ′ := {z0, z1 : z ∈ Z} ⊆ V ′ for
the set of copies of vertices of Z in G′. We first introduce the following notion
that facilitates the definition of the partial objects:

Definition 8.11. Suppose X and Y are two disjoint subsets of V . Further, suppose
S ⊆ E′ is a set of edges whose endpoints are all in X ′ ∪ Y ′. For a function
f : Y → {0, 1L, 1R, 2L, 2R}, we shall say that a pair (F, (L,R)), where F ⊆ S and
(L,R) is a cut of X ∪ Y , is compatible with f if the following properties hold:

• F is simple and consistent with the cut (L′, R′);

• f−1({1L, 2L}) ⊆ L and f−1({1R, 2R}) ⊆ R;

• for every y ∈ Y with f(y) = 0, no edge of F is adjacent to y0 or to y1;

• for every y ∈ Y with f(y) ∈ {1L, 1R}, no edge of F is adjacent to y1; and

• every vertex of X ′ is incident to some edge of F .

In essence, to define partial objects constructed for a vertex u, in the defi-
nition above we take Y to be the tail of u, X to be the subtree of u, and S to



228 Hamiltonian Cycle Parameterized by Treedepth

be the sheaf of u. Then with every function f : Y → {0, 1L, 1R, 2L, 2R} we can
associate all partial objects that are compatible with it. However, it makes a
difference whether we include or exclude the vertex u from Y ; that is, whether
we consider Y = tail[u] and X = subtree(u), or Y = tail(u) and X = subtree[u].
Therefore, we distinguish inclusive and exclusive partial objects.

Definition 8.12. For all u ∈ V and every function f : tail[u]→ {0, 1L, 1R, 2L, 2R},
we define the set of inclusive partial objects for u and f , denotedM[u, f ], as the
set of all pairs (F, (L,R)) that are compatible with f , where X = subtree(u),
Y = tail[u], and S = sheaf[u].

Definition 8.13. For all u ∈ V and every function f : tail(u)→ {0, 1L, 1R, 2L, 2R},
the set of exclusive partial objects for u and f , denotedM(u, f), is the set of all
pairs (F, (L,R)) that are compatible with f , where X = subtree[u], Y = tail(u),
and S = sheaf[u].

Observe that both in the inclusive and in the exclusive case we have X∪Y =
broom[u], so (L,R) is a cut of broom[u], and F ⊆ S = sheaf[u]. Note also that
we do not require F to be a matching in G′. For convenience, by Func[u] and
Func(u) we shall denote the sets of all functions from tail[u], respectively tail(u),
to {0, 1L, 1R, 2L, 2R}.

Finally, we stratify the setsM[u, f ] by defining, for all a, b, c ∈ N,Ma,b,c[u, f ]
as the set of all the pairs (F, (L,R)) ∈M[u, f ] such that ω(F ) = a, |F | = b, and
|F ∩ E′1| = c. Sets Ma,b,c(u, f) are defined analogously. The following lemma
follows easily from the definitions.

Lemma 8.14. If r is the root of T , thenMw =Mw,n,ℓ(r, ∅).

Proof. We observe that if F ⊆ E′ is such that |F | = n and every vertex of V ′ is
incident to at least one edge of F , then F has to be a perfect matching in G′.
Then the remaining requirements expressed in the definition of Mw,n,ℓ(r, ∅)
exactly correspond to the restrictions on matchings considered in the definition
ofMw.

Thus, our goal is to compute all the cardinalities of the setsMa,b,c[u, f ] and
Ma,b,c(u, f), for all relevant choices of a, b, c, f, u.

Encoding accumulators in formal variables. Similarly as in [HK20, PW18],
we encode the different choices of a, b, c ∈ N as degrees of formal variables
α, β, γ, so that all the relevant values |Ma,b,c[u, f ]| can be stored as coefficients
of one polynomial from Z[α, β, γ], and similarly for the values |Ma,b,c(u, f)|.
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Formally, for each u ∈ V and each f ∈ Func[u] we define the polynomial
P [u, f ] ∈ Z[α, β, γ] as

P [u, f ] =
∑

a,b,c∈N
|Ma,b,c[u, f ]| · αaβbγc,

and for each f ∈ Func(u) we define the polynomial P (u, f) ∈ Z[α, β, γ] as

P (u, f) =
∑

a,b,c∈N
|Ma,b,c(u, f)| · αaβbγc.

Observe that since we assume that the weight function ω only assigns weights in
{1, . . . , N}, in the formula above the numbers |Ma,b,c[u, f ]| and |Ma,b,c(u, f)|
can be non-zero only for a ⩽ N · |E|, b ⩽ |E|, and c ⩽ |E|. Thus, P [u, f ] and
P (u, f) are indeed polynomials.

As argued above, each polynomial P [u, f ] and P (u, f) has total degree at
most (N+2)·|E|, hence it is a sum of a polynomial (in n) number of monomials.
Hence, we may represent each of the polynomials P [u, f ] and P (u, f) by just
storing a polynomial-size table of the coefficients of the monomials. Thus, the
representation of each polynomial P [u, f ] and P (u, f) takes polynomial space,
and arithmetic operations on them can be performed in polynomial time.

The computation. The idea now is that each polynomial P (u, f) can be com-
puted using polynomials P [u, f ′] for different extensions f ′ of f , while each
polynomial P [u, f ] for a non-leaf u can be computed using polynomials P (v, f)
for v ranging over the children of u. Moreover, polynomials P [u, f ] can be
computed in polynomial time whenever u is a leaf. These statements are encap-
sulated in the following lemmas, whose proofs are postponed to Section 8.6.

Lemma 8.15. For every u ∈ V and f ∈ Func(u), we have

P (u, f) =P [u, f [u 7→ 2L]] + P [u, f [u 7→ 2R]]− 2 · P [u, f [u 7→ 1L]]

− 2 · P [u, f [u 7→ 1R]] + P [u, f [u 7→ 0]].

Lemma 8.16. For every u ∈ V which is not a leaf in T , and every f ∈ Func[u],
we have

P [u, f ] =
∏

v∈children(u)

P (v, f).

Lemma 8.17. For every u ∈ V which is a leaf in T , and every f ∈ Func[u], the
polynomial P [u, f ] can be computed in polynomial time.
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The proofs of Lemmas 8.15, 8.16, and 8.17 are given in the next section, but
they immediately suggest a recursive method for the computation of polynomi-
als P [u, f ] and P (u, f). We now show that this idea can be used to finish the
proof of Lemma 8.9.

Input : vertex u ∈ V , function f ∈ Func(u)
Output: P (u, f)

1 foreach s ∈ {0, 1L, 1R, 2L, 2R} do
2 Ps := computeInclusive(u, f [u 7→ s])
3 return P2L + P2L − 2 · P1L − 2 · P1R + P0

Algorithm 6: Procedure computeExclusive(u, f).

Input : vertex u ∈ V , function f ∈ Func[u]
Output: P [u, f ]

1 if u is a leaf then
2 Compute P using Lemma 8.17 for u and f
3 else
4 P := 1
5 foreach v ∈ children(u) do
6 P := P · computeExclusive(v, f)

7 return P

Algorithm 7: Procedure computeInclusive(u, f).

Proof of Lemma 8.9 assuming Lemmas 8.15, 8.16, 8.17. We give two mutually
recursive procedures (computeExclusive(u, f) and computeInclusive(u, f)) that
compute polynomials P (u, f) and P [u, f ], respectively. These procedures are
presented above using pseudocode as Algorithms 6 and 7. In summary,
to compute P (u, f) we recursively compute the values P [u, f [u 7→ s]] for
all s ∈ {0, 1L, 1R, 2L, 2R}, using procedure computeInclusive, and then apply the
formula provided by Lemma 8.15. To compute P [u, f ] we either use the base
case provided by Lemma 8.17 when u is a leaf, or otherwise we recursively com-
pute the values P (v, f) for all v ∈ children(u), using procedure computeExclusive,
and multiply them. Lemmas 8.15, 8.16, and 8.17 assert that the presented pro-
cedures correctly compute the polynomials P (u, f) and P [u, f ], for all u ∈ V
and relevant functions f . Hence, by Lemma 8.14, in order to compute |Mw|
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it suffices to run the procedure computeExclusive(r, ∅), where r is the root of T ,
and return the coefficient in the obtained polynomial that stands by the mono-
mial αwβnγℓ. Thus, it is clear that the presented algorithm is correct.

It remains to argue that the algorithm runs in time O⋆(5td) and uses poly-
nomial space. As for the space complexity, observe that at each point, the algo-
rithm maintains a recursion stack of depth at most td and the internal data of
each recursive call on the stack take polynomial space. As for the time complex-
ity, the crucial observation is that throughout the recursion, for every pair (u, f)
where u ∈ V and f ∈ Func(u) we call the procedure computeExclusive(u, f) ex-
actly once: within the procedure computeInclusive(u′, f) where u′ is the parent
of u, or at the very beginning if u = r. Similarly, for every pair (u, f) where
u ∈ V and f ∈ Func[u] we call the procedure computeInclusive(u, f) also exactly
once: within the procedure computeExclusive(u, f ′), where f ′ is the restriction
of f to tail(u). Thus, the total number of recursive calls executed throughout
the algorithm is bounded by the number of pairs (u, f) as above, which is at
most 2n · 5td. As internal operations within each recursive call take polynomial
time, we conclude that the total time complexity is O⋆(5td).

8.6 Verification of Recursive Formulas

In this section we provide the proofs of Lemmas 8.15, Lemmas 8.16, and Lem-
mas 8.17.

Proof of Lemma 8.15. Notice that since the postulated equality involves only
sums of polynomials, it suffices to verify the equality of coefficients by each
monomial αaβbγc. In other words, we need to prove that for all a, b, c ∈ N we
have

|N (u, f)| = |N [u, f [u 7→ 2L]] + |N [u, f [u 7→ 2R]]|
− 2|N [u, f [u 7→ 1L]]| − 2|N [u, f [u 7→ 1R]]|
+ |N [u, f [u 7→ 0]]|. (8.1)

where we write N forMa,b,c for brevity. First, let us define

N L(u, f) := {(F, (L,R)) ∈ N (u, f) : u ∈ L},
N R(u, f) := {(F, (L,R)) ∈ N (u, f) : u ∈ R}.
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Clearly (N L(u, f),N R(u, f)) is a partition of N (u, f). Also, let

N L[u, f [u 7→ 0]] := {(F, (L,R)) ∈ N [u, f [u 7→ 0]] : u ∈ L},
N R[u, f [u 7→ 0]] := {(F, (L,R)) ∈ N [u, f [u 7→ 0]] : u ∈ R}.

Again, (N L[u, f [u 7→ 0]],N R[u, f [u 7→ 0]]) is a partition of N [u, f [u→ 0]]. Thus,

|N (u, f)| = |N L(u, f)|+ |N R(u, f)|,
|N [u, f [u 7→ 0]]| = |N L[u, f [u 7→ 0]]|+ |N R[u, f [u 7→ 0]]|. (8.2)

We now observe that by the inclusion-exclusion principle, we have

|N L(u, f)| = |N [u, f [u 7→ 2L]]|−2|N [u, f [u 7→ 1L]]|+ |N L[u, f [u 7→ 0]]|. (8.3)

Indeed, in partial objects (F, (L,R)) counted on the left hand side, both vertices
u0 and u1 have to be incident to an edge of F . On the right hand side we
count it by first only allowing both u0 and u1 to be incident to edges of F ,
then subtracting terms corresponding to disallowing this either for u0 or for u1,
and finally adding a correction term where both u0 and u1 are disallowed to be
incident to edges of F . Note here that by symmetry, the two subtracted terms
are equal, and equal to |N [u, f [u 7→ 1L]]|; hence the factor 2. Analogously we
argue that

|N R(u, f)| = |N [u, f [u 7→ 2R]]|−2|N [u, f [u 7→ 1R]]|+ |N R[u, f [u 7→ 0]]|. (8.4)

Now (8.1) follows by adding equations (8.3) and (8.4) and using (8.2).

Proof of Lemma 8.16. We define function (here
∏

denotes the Cartesian prod-
uct)

ξ :M[u, f ]→
∏

v∈children(u)

M(v, f)

as follows: for (F, (L,R)) ∈M[u, f ], set

ξ(F, (L,R)) := ( (F ∩sheaf[v], (L∩broom[v], R∩broom[v])) : v ∈ children(u) ).

It is straightforward to verify from definitions that for each (F, (L,R)) ∈M[u, f ]
and v ∈ children(u), the pair (F∩sheaf[v], (L∩broom[v], R∩broom[v])) belongs to
M(v, f). Hence we may indeed set the co-domain of ξ to

∏
v∈children(u)M(v, f).

Also, it is clear that ξ is injective.
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We now observe that ξ is also surjective. Since {sheaf[v] : v ∈ children(u)} is a
partition of sheaf[u] by Observation 8.10 and (∪v∈children(u)Lv,∪v∈children(u)Rv) is
compatible with f since each (Lv, Rv) is compatible with f and {subtree[v] : v ∈
children(u)} is a partition of subtree(u), it is again straightforward to verify from
definitions that the following assertion holds: if for each v ∈ children(u) we
have some (Fv, (Lv, Rv)) ∈M(v, f), then setting

F :=
⋃

v∈children(u)

Fv, L :=
⋃

v∈children(u)

Lv, R :=
⋃

v∈children(u)

Rv

yields a pair (F, (L,R)) that belongs toM[u, f ] and satisfies

ξ(F, (L,R)) = ( (Fv, (Lv, Rv)) : v ∈ children(u) ).

This implies that ξ is a bijection betweenM[u, f ] and
∏

v∈children(u)M(v, f).
Finally, we observe that by Observation 8.10 and the fact that ξ is a bijection,

we have

P [u, f ] =
∑

(F,(L,R))∈M[u,f ]

αω(F )β|F |γ|F∩E
′
1|

=
∑

(F,(L,R))∈M[u,f ]

∏
v∈children(u)

αω(F∩sheaf[v])β|F∩sheaf[v]|γ|F∩sheaf[v]∩E
′
1|

=
∏

v∈children(u)

∑
(Fv,(Lv,Rv))∈M(v,f)

αω(Fv)β|Fv|γ|Fv∩E′
1|

=
∏

v∈children(u)

P (v, f).

This concludes the proof.

Proof of Lemma 8.17. Let Z := π(sheaf[u]). We claim that

P [u, f ] =
∏

xy∈Z
Q[xy, f ] ·

∏
x∈tail[u]

R[x, f ], (8.5)

where

Q[xy, f ] =

1 + ij · αω(xy)βγ if (f(x), f(y)) = (iL, jL)
or (f(x), f(y)) = (iR, jR), i, j ∈ {1, 2},

1 otherwise,
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and

R[x, f ] =


1 + β if f(x) ∈ {2L, 2R},
2 if f(x) = 0,

1 otherwise.

Note that this will conclude the proof, as the product (8.5) can be expanded
into a sum of monomials in variables α, β, γ in polynomial time.

To argue the correctness of formula (8.5), let us recall that the coefficients of
P [u, f ] should count the pairs (F, (L,R)) that are compatible with f according
to Definition 8.11, where we put X = ∅, Y = tail[u], and S = sheaf[u], so that
the coefficient by αaβbγc is the number of such pairs with ω(F ) = a, |F | = b,
and |F ∩E′1| = c. We now show that each such pair (F, (L,R)) can be described
by independent choices made for each xy ∈ Z and each x ∈ tail[u], which
respectively correspond to the factors in formula (8.5).

For every edge xy ∈ Z, within π−1(xy) = {x0y0, x1y0, x0y1, x1y1} there may
be at most one edge to F (because F needs to be simple), and this can happen
only when (f(x), f(y)) = (iL, jL) or (f(x), f(y)) = (iR, jR) for some i, j ∈ {1, 2}.
In this case, the number of possibilities for choosing the edge from F is ij. This
explains the formula for Q[xy, f ]: the summand 1 corresponds to the option of
not choosing any edge from π−1(xy), while the summand ij · αω(xy)βγ corre-
sponds to the option of choosing any one of the edges from π−1(xy). Note that
the degrees by α, β, γ respectively correspond to the contribution of this edge to
ω(F ), |F |, |F ∩ E′1|.

Next, for every vertex x ∈ tail[u], the edge x0x1 may be added to F only
when we have f(x) ∈ {2L, 2R}, and in this case it contributes only to |F |, since
ω(x0x1) = 0 and x0x1 /∈ E′1. Further, x has to belong to L if f(x) ∈ {1L, 2L},
and x has to belong to R if f(x) ∈ {1R, 2R}, but if f(x) = 0 then we may include
x either in L or in R. This explains the formula for R[x, f ]: the summand β
corresponds to the option of including x0x1 in F , while the 2 corresponds to the
two options of including x either in L or in R.

Since the choices made for different edges xy ∈ Z and for different vertices
x ∈ tail[u] do not restrict each other, formula (8.5) for P [u, f ] follows.

8.7 LONG PATH in H-minor Free Graphs

Let us fix a graph H and consider the class of H-minor-free graphs, that is,
graphs that exclude H as a minor. Lokshtanov et al. [LMS11] gave an algo-
rithm for the LONG PATH problem on H-minor-free graphs that runs in time
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2O(
√
ℓ log2 ℓ) · nO(1) and uses polynomial space. We now show that this result

can be slightly improved using a combination of our findings and previously
known techniques, such as Turing kernelization for LONGEST PATH and basic
bidimensionality.

Theorem 8.18. For every fixed graph H, there is a randomized algorithm for the
LONG PATH problem on H-minor free graphs that runs in time 2O(

√
ℓ log ℓ) · nO(1)

and uses polynomial space. The algorithm has one-sided error: it can return false
negatives with probability at most 1

2 .

Proof. We first recall that Jansen et al. [JPW19] gave a polynomial Turing kernel
for the LONGEST PATH problem in H-topological-minor-free, for every fixed H.
That is, they showed how to solve LONGEST PATH in H-topological-minor-free
graphs by a polynomial-time algorithm that has access to an oracle solving the
problem on H-topological-minor-free graphs which have ℓO(1) vertices.

Therefore, to give an algorithm for LONGEST PATH in H-minor-free graphs
with run time 2O(

√
ℓ log ℓ) ·nO(1) and polynomial space usage, it suffices to imple-

ment the oracle in time 2O(
√
ℓ log ℓ) and in polynomial space. That is, we need to

give an algorithm that achieves run time 2O(
√
ℓ log ℓ) and polynomial space usage

under the assumption that n = ℓO(1). Note here that this algorithm can be ran-
domized with one-sided error, as we can reduce the error probability of every
oracle call to 1

nO(1) by repeating it O(log n) times, so that the overall probability
that any oracle call returns an incorrect answer is bounded by 1

2 .
Hence, let us fix the input instance (G, ℓ), where we assume that G is H-

minor-free and has n = ℓO(1) vertices. Similarly to Lokshtanov et al. [LMS11],
we use the following observation of Demaine et al. [DFHT05]: for every graph
H there exists a constant h such that for every p ∈ N, in every H-minor free
graph of treewidth larger than hp there is a path on at least p2 vertices. We set
t = h

⌈√
ℓ
⌉

and observe that this means that if the treewidth of G is larger than
t, then G contains a path on ℓ vertices and the algorithm can return a positive
answer.

We can now apply the classic approximation algorithm for treewidth of
Robertson and Seymour [RS95] (see also a presentation in [CFK+15]) to G

and parameter t. This algorithm runs in time 2O(t) · nO(1) = 2O(
√
ℓ) and uses

polynomial space, and it either finds a tree decomposition of G of width at most
4t + 4, which is bounded by O(

√
ℓ), or correctly concludes that the treewidth

of G is larger than t. As we argued, in the latter case we may terminate the
algorithm and return a positive answer. Hence, we are left with investigating
the former case, when a suitable tree decomposition has been found.
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As shown by Bodleander et al. [BGHK95], every tree decomposition of width
w can be transformed in polynomial time into an elimination forest of depth
O(w log n). Note that in our case n = ℓO(1), hence the depth d of this elimination
forest is bounded by O(

√
ℓ log ℓ).

Finally, we apply the algorithm of Theorem 8.2 for LONGEST PATH on this
elimination forest. This algorithm runs in time 2O(d) · nO(1) = 2O(

√
ℓ log ℓ) and

uses polynomial space.

8.8 Conclusion and Further Research

In this chapter we have answered the open question of Hegerfeld and Kratsch
[HK20] by giving an O⋆(5td)-time and polynomial space algorithm for HAMIL-
TONIAN PATH, HAMILTONIAN CYCLE, LONGEST PATH, LONGEST CYCLE MIN CYCLE

COVER, where td is the depth of a provided elimination forest of the input graph.
However, there are still multiple open problems around time- and space-efficient
algorithms on graphs of bounded treedepth. We list here a selection.

Approximation of treedepth. Recall that the treewidth of a graph can be
approximated up to a constant factor in fixed-parameter time. For instance,
the classic algorithm of Robertson and Seymour [RS95] (see also [CFK+15])
takes as input a graph G and an integer tw, works in time 2O(tw) · nO(1) and in
polynomial space, and either concludes that the treewidth of G is larger than tw,
or finds a tree decomposition of G of width at most 4tw+4. This means that for
the purpose of designing 2O(tw) · nO(1)-time algorithms on graphs of treewidth
tw, we may assume that a tree decomposition of approximately optimum width
is given, as it can be always computed from the input graph within the required
complexity bounds. Unfortunately, no such approximation algorithm is known
for the treedepth. Namely, it is known that the treedepth can be computed
exactly in time and space 2O(td2) · n [RRSS14] and approximated up to factor
O(tw log3/2 tw) in polynomial time [CNP19], where td and tw are the values
of the treedepth and the treewidth of the input graph, respectively. A piece of
the theory that seems particularly missing is a constant-factor approximation
algorithm for treedepth running in time 2O(td) · nO(1); polynomial space usage
would be also desired.

Faster algorithms. The bases of the exponent of the run times of the algo-
rithms given by Hegerfeld and Kratsch [HK20] for the treedepth parameteri-
zation match the ones obtained by Cygan et al. [CNP+11] for the treewidth
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parameterization. In the case of our results, the situation is different: while
HAMILTONIAN CYCLE can be solved in time 4tw ·nO(1) in graphs of treewidth tw
[CNP+11] and in time (2 +

√
2)p · nO(1) in graphs of pathwidth p [CKN18],

we need to increase the base of the exponent to 5 in order to achieve polyno-
mial space complexity for the treedepth parameterization. As the treedepth of
a graph is never smaller than its pathwidth, it is natural to ask whether there is
an (2 +

√
2)td · nO(1)-time polynomial-space algorithm for HAMILTONIAN CYCLE

on graphs of treedepth td. In fact, reducing the base 5 to any c < 5 would be
interesting.

Derandomization. Shortly after its introduction, the Cut&Count technique
for the treewidth parameterization has been derandomized. Bodlaender et
al. [BCKN15] presented two approaches for doing so. The first one, called
the rank-based approach, boils down to maintaining a small set of representa-
tive partial solutions along the dynamic programming computation, and prun-
ing irrelevant partial solutions on the fly using Gaussian elimination. Fomin
et al. [FLPS16] later reinterpreted this technique in the language of matroids
and extended it. The second approach, called determinant-based, uses the ideas
behind Kirchoff’s matrix-tree theorem to deliver a formula for counting suit-
able spanning trees of a graph, which can be efficiently evaluated by a dynamic
programming over a tree decomposition.

It seems to us that none of these approaches applies in the context of the
treedepth parameterization, where we additionally require polynomial space
complexity. For the rank-based and matroid-based approaches, they are based
on keeping track of a set of representative solutions, which in the worst case
may have exponential size. In the determinant-based approach, when comput-
ing the formula for the number of spanning trees over a tree decomposition, the
aggregation of dynamic programming tables is done using operations that are
algebraically more involved, and which in particular are non-commutative, see
the work of Włodarczyk [Wł19] for a discussion. It is unclear whether this com-
putation can be reorganized so that in the aggregation we use only pointwise
product — which, in essence, is our current methodology from the algebraic
perspective.

Hence, it is highly interesting whether our algorithm, or the algorithms of
Hegerfeld and Kratsch [HK20], can be derandomized while keeping run time
2O(td) · nO(1) and polynomial space usage.
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Other graph parameters. Actually, Hegerfeld and Kratsch [HK20] were not
the first to apply Cut&Count on structural graph parameters beyond treewidth.
Pino et al. [PBv16] used Cut&Count and rank-based approach to get single-
exponential time algorithms for connectivity problems parameterized by branch-
width. Recently, Cut&Count was also applied in the context of cliquewidth
[BK19a], Q-rankwidth, rankwidth, and MIM-width [BK19b]. All these algo-
rithms have exponential space complexity, as they follow the standard dynamic
programming approach. Perhaps for the depth-bounded counterparts of clique-
width and rankwidth (shrubdepth [GHN+19] and rankdepth [DKO20]) time-
efficient polynomial-space algorithms can be designed, similarly to treedepth.



Epilogue

In this dissertation, we have studied a number of scheduling and sequencing
problems from the fine-grained complexity and parameterized complexity point
of view. For many of these problems we improve the state-of-the art algorithms.

Specifically, in Chapter 4 and Chapter 5, we prove that BIN PACKING (with
a constant number of bins) and P |prec, pj = 1 |Cmax can be solved faster than
O(2n). Interestingly, both results were achieved by a similar win-win strat-
egy; we design algorithms that exploit two different structural parameters of
instances. Next, we prove a trade-off such that at least one of these structural
parameters will be small enough to give a faster algorithm, in this case faster
than O(2n). In Chapter 4 this trade-off is the result from a new theorem in
additive combinatorics in Littlewood-Offord theory, whereas in Chapter 5 this
trade-off comes from bounding the number of antichains in the size of the vertex
cover of a comparability graph corresponding to the instance.

In Chapter 6 and Chapter 7, we apply similar strategies to find fixed-pa-
rameter algorithms. In these chapters, we find structural lemmas that allow
us to bound the number of entries of the dynamic programming tables that we
compute. More specifically, in Chapter 6, we bound the number of antichains of
a certain depth, and a lemma in Chapter 7 gives us information on the properties
of an optimal solution that allow us to use relaxations of the problem. In both
cases, this allows us to only compute a subset of the table entries of the dynamic
program.

Summarizing our main theme, the use of dynamic programming combined
with combinatorial insights and algebraic insights (like subset convolution), is
prevalent throughout this dissertation. Although the dynamic programming ta-
bles that we use in our algorithms are often not novel, it is the combination
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with these structural insights that gives us the improvements that we are af-
ter. We are hopeful that in future research such combinations can lead to new
breakthroughs in algorithms for scheduling and sequencing problems.
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Summary

In the field of algorithms and complexity, the aim is to design faster algorithms
for a problem or prove that the current algorithms are likely to be the fastest pos-
sible. Classic complexity theory often studies whether problems can be solved
in polynomial time or whether we are able to prove they cannot be solved ef-
ficiently, assuming the widely believed conjecture P ̸= NP. However, the dis-
tinction between being polynomially solvable or not, reveals only a part of the
complexity of a problem.

In fine-grained complexity, we study the complexity of problems on a finer
scale. For example, one may wonder whether the currently best exponential
time algorithm for a problem is the fastest possible, or whether some exponen-
tial improvements are achievable.

In parameterized complexity, we study parameterized versions of NP-hard
problems, where we fix some parameter for the problem. The run time of algo-
rithms for these parameterized problems may then additionally depend on the
parameter. Good parameterizations can give faster algorithms whenever the
chosen parameter is small.

This dissertation presents results in these two fields with a particular focus
on scheduling problems and sequencing problems. Two results obtain algo-
rithms with improved exponential run time. The first is an O((2 − εm)n) time
algorithm for BIN PACKING, where εm > 0 depends on the number of bins m.
The second algorithm is an improvement over the state-of-the-art algorithms for
a scheduling problem minimizing the makespan of unit-length jobs with prece-
dence constraints. For this problem, we give an O(1.995n) time algorithm.

We also study the parameterized complexity of three problems. The first is
partial scheduling, where not all, but at least k jobs need to be processed. The



parameter we consider is k. We find the correct parameterized complexity for
a set of variants of this problem. The second problem is CONNECTED FLOW,
for which we consider three different parameters. We prove that the problem
remains NP-hard when the number of demand vertices is 2. Next, we obtain
a kO(k) · poly(n) time algorithm, where k is the size of a vertex cover of the
input graph. The last parameter is the treewidth tw of the input graph for
which we give a |V (G)|O(tw) time algorithm and a matching tight lower bound
assuming the Exponential Time Hypothesis. Finally, we present an algorithm for
HAMILTONIAN CYCLE that runs in 5td ·poly(n) time and requires only polynomial
space, where td denotes the treedepth the input graph.
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