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1
Introduction

Motivation and scope. Today’s information systems are complex. They are no longer single
entities, but networks of different applications that cooperate to execute business processes
(Davenport & Short 1990). The cooperation between information systems is enabled by many
technological developments which simplify the exchange of information within organizations
and across company borders.

Within organizations, middleware and component technology (Szyperski 1998) facilitate
Enterprise Application Integration (EAI) by removing technical obstacles. As a result, informa-
tion systems with different business functionalities and possibly hosted on different platforms
can be connected. In a bank, for instance, a legacy system for loans can be connected to a cus-
tomer relationship management application, a risk application, a management information tool,
a general ledger application, and at the same time be disclosed over the Internet to facilitate
online banking. Moreover, a Workflow Management System can be used to support the user
interaction with these systems and to coordinate the underlying business processes.

Between organizations, technologies such as Electronic Data Interchange (EDI), the Inter-
net, and the World Wide Web (WWW) enable multiple organizations to participate in shared
business processes. The continuation of e-business after the hype, the growth of the number
of virtual organizations and extended enterprises highlight the fact that more and more busi-
ness processes are crossing organizational boundaries (Kalakota & Whinston 1996, Grefen,
Aberer, Ludwig & Hoffner 2001). In the field of business-to-business e-contracting (Alonso,
Fiedler, Hagen, Lazcano, Schuldt & Weiler 1999), attempts are made to realize information
systems for the support of contracting processes. Also many research institutes and stan-
dardization efforts, e.g., ebXML (ebXML Technical Architecture Project Team 2001), Roset-
taNet (RosettaNet 2001), BPEL4WS (Curbera, Goland, Klein, Leymann, Roller, Thatte &
Weerawarana 2002), work on the problem of modeling inter-organizational processes and real-
ization of supporting information systems.

Technology may be an enabler for a network of cooperating business processes within and
between organizations. Yet, it raises new questions. How do we manage the complex dynamic
behavior of interacting business processes? And, consequently, how do we design the complex
information systems supporting these business processes? Efforts that have been made sofar
to design complex dynamic behavior did not result in a context-independent solution. The

1



2 Introduction

reason for this is the complexity and the large variety of possible business processes. This
variety is caused by the variety of contexts in which processes are designed, which leads to
different activities and various execution orders. In spite of this, implementation of information
technology for the support of business processes either within organizations or for business-
to-business electronic contracting requires a precise description of the activities that are to be
performed and their execution order.

We believe that component-based software design (CBSD) and software architectures that
are a result of CBSD are a means of dealing with the increased complexity and large variety of
information systems. Software architectures are important because they capture the structure of
a system and provide descriptions of it at various levels of abstraction. Therefore, they form a
basis for a shared understanding of a system by different stakeholders (Kruchten 1995, Zachman
1987) and enable reasoning about its requirements at various levels of abstraction.

The contribution of this thesis is the introduction of an architectural framework which en-
ables the design of complex software architectures and the verification of certain structural and
dynamic properties of these architectures. Informally, we consider a software architecture ‘as
the structure, which comprises software components, the externally visible properties of those
components, and the relationships among them’ (Bass, Clements & Kazman 1998). However,
for verification purposes, we will introduce a formal definition of a software architecture. In
this thesis, we will focus on the dynamic behavior of components rather than the passing of
data, the signature of methods, and naming issues which are other relevant issues in CBSD. A
component always has a process which can be a part of a business process or can be a con-
trol flow used for coordination purposes. We restrict ourselves to structured processes with a
predefined set of tasks and routing constructs. In cases where the coordination structure and
the interaction between components is not specified explicitly, this is not a realistic assumption.
Nevertheless, there are numerous situations where the coordination structure of components is
specified explicitly. A component is not necessarily a small software component, but can also
be a large application. In our approach to CBSD, we consider components as independent parts
of a software architecture. Each component has its own thread of control and is collaborating
with other components to form a single working system. These components typically have an
internal state and interact by transmitting messages, i.e., asynchronous communication. We
reason about correctness of components with respect to their dynamics. In this thesis, compo-
nents are described at two levels. A component has a (1) specification and an (2) architecture.
This allows for a shared understanding of functionality by different stakeholders at two levels
of abstraction.

The formal basis for modeling and analyzing the dynamics of components are Petri nets
(Petri 1962b). The choice for Petri nets over other formal methods such as process algebra and
state charts is primarily motivated by the possibility of describing complex dynamic systems
hierarchically and the availability of advanced inheritance notions (Basten 1998, Basten & Van
der Aalst 2001). Inheritance of behavior is used, in particular, with respect to refinement and
evolution of architectures rather than the reuse of components. Moreover, a large suite of Petri-
net based tools is available to verify and execute Petri-net based models. However, different
from the work we already mentioned on Petri nets and inheritance (Basten 1998, Basten & Van
der Aalst 2001), we do not only consider the processes of individual components, but also the
interactions between processes of components. This is different from considering a process of
a component in isolation. When we consider a process of a component in an architecture, there
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is always an environment which is limiting the behavior of the component. These limitations
should be considered carefully, otherwise they may lead to undesired behavior.

Overview. This thesis introduces a framework for the design of software components in which
components are well equipped to handle complicated processes. Moreover, this thesis provides
replacement and assembly rules for components, and patterns to connect components in a con-
sistent way. Furthermore, a variant RUPPNI on the Rational Unified Processr (RUP) is presented
which is well suited for a design based on the theory of this thesis and, finally, case studies to
illustrate the theory are presented by following the design-steps of RUPPNI. The remainder of
this thesis is organized in the following way. Part I presents the theory of CBSD with Petri nets
and consists of Chapter 2-6. In Part II, we discuss how the theory of Part I can be applied within
the Software Design Life Cycle. Part II consists of Chapter 7-9. In Chapter 10 we will present
a number of conclusions.

In Chapter 2, we will present the fundamental concepts this thesis builds upon. Some of
these concepts have been adopted from existing theory and others are new and have been devel-
oped with the other chapters of this thesis in mind. For instance, the introduction of various new
soundness notions and the relationships between these notions and previously existing notions.

Chapter 3 introduces an architectural framework which offers the possibility of describing
separate components, the connection between components, and the communication between
components. The process dimension of components is (just as in process algebra) the key as-
pect of this framework. In this framework, each component handles a process that is called
the workflow of a component. A special property of components in this framework is that they
have a description at two different levels of abstraction. The highest level, the specification
(also called the interface) describes the observable behavior of a component. The lower level
describes the architecture of a component. For a specification, we use a special kind of Petri net,
a so-called component net (C-net). An architecture is a network which contains transitions that
also occur in the specification, additional transitions that are invisible at the specification level,
and possible references to other components. The bipartite description of a component is useful
for various stakeholders. Designers and end-users use, for example, only the specification of a
component, while software engineers also need the architecture of a component. The used for-
mal semantics based on Petri nets enable us to make solid statements about the consistency and
the soundness of components. The soundness and consistency notions we present in this chapter
are based upon these semantics. A component is consistent when the behavior of the architec-
ture including its subcomponents is in accordance with the specification of the component after
we abstracted from added functionality. With respect to abstraction process inheritance plays a
role. Inheritance builds upon the notion of branching bisimilarity. There are two mechanisms
for inheritance. The first mechanism compares the behavior of components where additional
functionality is hidden. The second mechanism compares the behavior of components where
additional functionality is blocked. Additionally, there are two combinations of these notions.
Apart from the notion of a component, we also introduce the notion of a system architecture. A
system architecture is a tree of components. For a system architecture, consistency means that
the behavior of an implementation after abstraction is in accordance with the specification of
the top-level component of the system.

In Chapter 4, we will present the main result for the component framework: a theorem
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about the overall consistency of a system architecture based on conditions for local replacement
of components. Replacing components by refined components is the production mechanism in
a top-down design process. This chapter discusses extensively the conditions for refinement and
replacement. An important condition for replacement is that after abstraction the behavior of the
new component (the replacement) has the same dynamic behavior as the original component.
Moreover, there are conditions that prescribe how a replaced component should be connected
to an environment.

In Chapter 5, we will discuss the composition of components. Opposite to refinement of
components is composition (or assemblage) of components. Composition rules for compo-
nents are of importance since in a bottom-up design process new components are composed
from existing components. As a key construction for assembling components, we introduce the
client-server composition: a construction which connects two components such that one com-
ponent - the client - guides the second component - the server. In addition to the client-server
composition, we introduce two compound compositions: the so-called horizontal and vertical
unions. The horizontal union allows a client to have many servers which all operate concur-
rently. The vertical union allows the connection of two client-server compositions when there
is a component which is a client in one composition and a server in another composition. We
demonstrate that, by the application of the composition rules, we are able to build consistent
system architectures.

In Chapter 6, we will discuss patterns for the composition of components. The introduction
of new patterns in this chapter aims at an efficient composition of consistent components. The
chapter contains the proofs which show that the application of the patterns yields consistent
client-server compositions. Often, we first make a composition and then check by means of state
space analysis whether the client-component and the compound component after abstraction
match with respect to their dynamic behavior. When we apply design patterns, this check can
be omitted. Instead, when we make a composition, we verify if the composition fits a pattern.
The consistency of the system architecture then automatically follows by application of the
pattern.

In Chapter 7, we discuss how the theory of Part I relates and contributes to a selection of
disciplines of the RUP and relates to a number of models of the Unified Modeling Language
(UML). We present an extension on RUP called RUPPNI: RUP with Petri Nets and Inheritance.
RUPPNI has the advantages of RUP but it is in addition well suited for guiding a software archi-
tect through the steps necessary to design concurrent distributed systems by using the results of
Part I of this thesis.

In Chapter 8, we will create a design for an electronic market place (EMP) by following the
steps of RUPPNI and applying the theory of Part I. We investigate how to structure the design
of the EMP, how to obtain consistency for separate components, and how to obtain overall
consistency for the complete tree of components that are part of the EMP system. Also the
soundness of the system is discussed extensively.

In Chapter 9, we present the Transit case. The Transit case is an example of a design of
a distributed system of four components. As in the EMP case also in the Transit case the
components are not considered separately, but in relationship with each other as one cooperative
system. We discuss the Transit case since it is a nice example of how we may use a set of
UML Sequence Diagrams (SDs) to construct step by step a design in terms of a Petri net. The
result is an integrated specification that comprises all possible SDs of the system. By using the



5

inheritance notions after each step, each extended process is checked to make sure that the new
functionality does not disturb the already-existing functionality.

In Chapter 10, we will discuss the results of this thesis and its contributions to CBSD and
Petri-net theory. This thesis is completed with the bibliography, the index, a summary of the
thesis, a translation of the summary into Dutch, and a curriculum vitae of the author.





Part I

Theory for Component-Based Software
Design with Petri Nets
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2
Basic Component Theory

2.1 Introduction

In this chapter, we will present the fundamental concepts upon which this thesis is built. Some
of these concepts have been adopted from existing theory and others have been developed with
the other chapters of this thesis in mind. The formalism we use to describe component-based
software is Petri nets. Petri nets are designed specifically to model systems with interacting
concurrent components. Petri nets have been developed from the early work of Petri (1962b).
In his doctoral dissertation, Kommunikation mit Automaten1, Petri formulated the basis for a
theory of communication between asynchronous components of a computer system. He was
particularly concerned with the description of the causal relationships between events. His
dissertation was mainly a theoretical development of the basic concepts from which Petri nets
have emerged. In Petri (1962a) the ideas of his dissertation were presented to the 1962 IFIP
Congress. However, most of the early work is also based on the final (huge) report of the
Information System Theory Project by Holt, Saint, Shapiro & Warshall (1968) who translated
Petri’s dissertation into English as well as extending the work considerably. The Events and
Conditions paper by Holt & Commoner (1970) is also a seminal contribution.

There are two variants of Petri nets, namely the uncolored (classical) Petri net and the col-
ored Petri nets (possibly also extended with time, inhibitor arcs, and priorities). Good references
on classical nets are Peterson (1981), Reisig (1985), Best & Fernandez (1988), Murata (1989),
Desel & Esparza (1995), Reisig & Rozenberg (1998a), Reisig & Rozenberg (1998b), and Gi-
rault & Valk (2002). A description of colored nets can be found, among others, in Van Hee
(1994), in Jensen (1992) or Jensen (1996), and in Van der Aalst (1992). This thesis uses a
variant of the classic nets called Place/Transition-nets (P/T-nets).

Moreover, we will introduce the formalism of component nets (C-nets) which is based on
labeled P/T-nets. C-nets are well equipped to specify the processes components are supposed
to handle. We also discuss various soundness notions. Soundness is an important notion since
we want components always to terminate properly, i.e., termination is guaranteed, there are
no spare tokens, and the component is not exhibiting undesired behavior such as deadlocks or

1English: Communication with automata

9
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livelocks. We discuss various soundness notions and we obtain some results about their rela-
tionships. To compare C-nets, we need to formalize a notion of equivalence. We introduce
a component variant of branching bisimilarity called branching bisimilarity for C-nets as our
standard equivalence notion. A result we obtain is that soundness is a congruence for branching
bisimilar C-nets. This means that we can ‘transfer’ soundness from one C-net to another when
these two nets are bisimilar. Based on branching bisimilarity, various inheritance relationships
are introduced. These notions allow us to consider abstractions of components based on the
principles of hiding or blocking methods of components. Finally, we recall from literature sev-
eral inheritance-preserving construction patterns for C-nets and will adapt them to the concepts
introduced in this chapter.

We start the chapter with Section 2.2 on Place/Transition nets and continue with Section 2.3
on component nets. Then, we proceed with Section 2.4 on soundness notions followed by
Section 2.5 on branching bisimilarity and Section 2.6 on inheritance. We continue the chapter
with Section 2.7 on inheritance-preserving transformation rules and we end the chapter with
Section 2.8 with a number of conclusions.

2.2 Place/Transition Nets
In this section, we define a variant of the classic Petri-net model (Desel & Esparza 1995,
Murata 1989, Reisig & Rozenberg 1998a) called labeled Place/Transition nets. The labeled
Place/Transition-net is used to describe the behavior of a component and its interactions with
its environment. Each transition has an action label, either visible or invisible. In the external
behavior only the firing of transitions with a visible label can be observed. Transitions with
invisible labels are equally important. At a lower level they are used to fill in the details and
technicalities of the required functionality. However, they are not visible to an environment. Let
L be a set of visible action labels, let τ , τ 6∈ L, be the label used to indicate invisible actions.
Lτ = L ∪ {τ} is the set of all action labels. In UML (Booch, Rumbaugh & Jacobson 1998)
or component-based software development (Szyperski 1998) visible actions are those actions
that are accessible on the interface of a component, i.e., methods. In this thesis, we approach
methods mathematically; in that context they are to be considered as the label of a transition.

Definition 1 (Labeled P/T-net, L) A labeled Place/Transition-net (labeled P/T-net) is a 5-tuple
(P, T,M, F, `) where:

1. P is a finite set of places,

2. T is a finite set of transitions,

3. M ⊆ L is a finite set of methods,

4. F ⊆ (P × T ) ∪ (T × P ) is a set of directed arcs, called the flow relation, and

5. ` : T → M ∪ {τ} is a labeling function.

such that P , T , M , F , and Lτ are disjoint. The set of all labeled P/T-nets is denoted L.
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Each transition has a label which refers to the method or operation that is executed if the transi-
tion fires. However, if the transition bears a τ -label, then no method is executed. There can be
many transitions with the same label, i.e., executing the same method.

In this thesis, we like to make the following agreement with respect to notation. When
we define classes of objects by a tuple, then, say, an object y of such a class is denoted by
y = (A,B,C). We will refer to the elements of such a tuple by subscripting these with the
name of the object, e.g., Ay, By, and Cy. When we consider subclasses, then we have to use
a sub-subscript notation. For instance, if we have an object y = (A,B,C) and now A is an
object of a class which is a two-tuple (D,E), then the elements of the tuple are denoted by
sub-subscripting them with the name of the objects, e.g., DAy and EAy . In accordance with this
agreement, the P/T-net A is denoted by A = (P, T,M, F, `) and the elements are denoted by
PA, TA,MA, FA, and `A.

LetA be a labeled P/T-net. Elements of PA∪TA are referred to as nodes. A node x ∈ PA∪TA
is called an input node of another node y ∈ PA ∪ TA if and only if there exists a directed arc
from x to y; that is, if and only if xFAy. Node x is called an output node of y if and only if
there exists a directed arc from y to x. If x is a place in PA, it is called an input place or an
output place; if it is a transition, it is called an input or an output transition. The set of all input
nodes of some node x is called the preset of x; its set of output nodes is called the postset. Let
P(X) be the power set of X . Two auxiliary functions • , • : (PA ∪ TA) → P(PA ∪ TA) are
defined that assign to each node its preset and postset, respectively. For any node x ∈ PA ∪ TA,
•x = {y | yFAx} and x• = {y | xFAy}. The preset and postset functions depend on the

context, i.e., the P/T-net the function applies to. If a node is used in several nets, then it is
not always clear to which P/T-net the preset/postset functions refer. Therefore, we augment the
preset and postset notation with the name of the net whenever confusion is possible:

A
•x is the

preset of node x in net A and x
A
• is the postset of node x in net A.

A bag over a set P is a function P → IN. In this thesis: 0 ∈ IN and IN+ = IN\{0}.
The set of all bags over P is denoted B(P ). Let X ∈ B(P ), then X(a) denotes the number
of occurrences of a in X , often called the cardinality of a in X . The empty bag, which is the
function yielding 0 for any element in P , is denoted 0. For the explicit enumeration of a bag,
we use square brackets and superscripts to denote the cardinality of the elements. For example,
[a2, b, c3] denotes the bag with two elements a, one b, and three elements c. The operations
we can perform on a bag are addition, subtraction and comparison. We will allow the use
of sets as bags. In fact, we identify in that case a set P with the bag {(a, 1)|a ∈ P}, or if
P = {a1, . . . , an}, P corresponds to the bag [a1, . . . , an].

Definition 1 introduced the structure of a labeled P/T-net, the following five definitions are
used to define the dynamic behavior of a labeled P/T-net.

Definition 2 (Marking, M) A marked, labeled P/T-net is a pair (A, s), where A is a labeled
P/T-net and s is a bag over PA denoting the marking (also called state) of the net. The set of all
marked, labeled P/T-nets is denoted M.

Definition 3 (Transition enabling) Let (A, s) be a marked, labeled P/T-net. A transition t ∈ T

is enabled in s, denoted (A, s)[t〉, if and only if each of its input places p contains a token. That
is, (A, s)[t〉 ⇔ •t ≤ s.
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If a transition t is enabled in marking s (notation: (A, s)[t〉), then t can fire. If, in addition, t
has label a (i.e., a = `(t) is the associated method, operation, or observable action) and firing t
results in marking s′, then (A, s) [a〉 (A, s′) is used to denote the firing.

Definition 4 (Firing rule) The firing rule [ 〉 ⊆ M×L×M is the smallest relation satisfying
for any (A, s) in M, with A a labeled P/T-net, and any t ∈ T ,
(A, s)[t〉 ⇒ (A, s) [`A(t)〉 (A, s− •t+ t• ).

Definition 5 (Firing sequence) Let (A, s0) with (A, s0) be a marked, labeled P/T-net. A se-
quence σ ∈ T ∗ is called a firing sequence of (A, s0) if and only if σ = ε or, for some number
n ∈ IN+, there exist markings s1, . . . , sn ∈ B(P ) and transitions t1, . . . , tn ∈ T such that
σ = t1 . . . tn and for all i with 0 ≤ i < n, (A, si)[ti+1〉 and si+1 = si− •ti+1 + ti+1• . Sequence
σ is said to be enabled in marking s0, denoted (A, s0)[σ〉. Firing the sequence σ results in the
unique marking s, denoted (A, s0) [σ〉 (A, s), where s = s0 if σ = ε and s = sn otherwise.

Definition 6 (Reachable markings) The set of reachable markings of a marked, labeled P/T-
net (A, s), denoted [A, s〉, is defined as the set {s′ ∈ B(P ) | (∃σ : σ ∈ T ∗ : (A, s) [σ〉 (A, s′))}.

Definition 7 (Connectedness) A labeled P/T-net A is weakly connected, or simply connected,
if and only if, for every two nodes x and y in PA ∪ TA, x(FA ∪ F−1

A )∗y. Net A is strongly
connected if and only if, for every two nodes x and y in PA ∪ TA, xF ∗

Ay.

Definition 8 (Directed path) Let A be a labeled P/T-net. A directed path C from a node n1 to
a node nk is a sequence n1n2 . . . nk such that (ni, ni+1) ∈ FA for 1 ≤ i ≤ k − 1.

A labeled P/T-net A is strongly connected if and only if, every two nodes x and y in PA ∪ TA
are on a directed path.

Often we are interested in compositions of or relations between labeled P/T nets. Then, we
do not want that places of one net are confused with transitions of another, or vice versa.

Definition 9 (Labeled P/T-net properties: union, cross-section, subnet, disjoint)
Let A and B be two labeled P/T-nets such that (PA ∪ PB) ∩ (TA ∪ TB) = ∅ and such that, for

all t ∈ TA ∩ TB , `A(t) = `B(t).

1. The union of A and B, denoted A ∪ B, is the labeled P/T-net (PA ∪ PB, TA ∪ TB, FA ∪

FB, `A ∪ `B), where (`A ∪ `B)(t) =

{

`A(t) for t ∈ TA
`B(t) for t ∈ TB\TA.

2. The cross-section of A and B, denoted A ∩ B, is the labeled P/T-net (PA ∩ PB, TA ∩
TB, FA∩FB, `A∩ `B), where `A∩ `B = `A|(PA∩PB). The |-symbol is used for a domain
restriction. In this case, the function `A is restricted to the domain PA ∩ PB .

3. A is called a subnet of B, denoted A ⊆ B if PA ⊆ PB , TA ⊆ TB , FA ⊆ FB , and
(FB\FA) ∩ ((PA × TA) ∪ (TA × PA)) = ∅,

4. If (PA ∪ TA) ∩ (PB ∪ TB) = ∅, then A and B are said to be disjoint.
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If two P/T-netsA andB satisfy (PA∪PB)∩(TA∪TB) = ∅ such as required in Definition 9, then
they are called well defined. If not stated otherwise, we assume that all unions, cross sections,
subnets and disjunctions that are used in this thesis are well defined.

Definition 10 (k-Boundedness) Let k ∈ IN+. A marked, labeled P/T-net (A, s) is k-bounded
if and only if, for any reachable marking s′ (from s) and any place p ∈ PA, s′(p) ≤ k.
A marked, labeled P/T-net (A, s) is bounded if and only if there is a k ∈ IN such that (A, s) is
k-bounded.

Definition 11 (Safeness) A marked, labeled P/T-net (A, s) is safe if and only if, it is 1-bounded.

Informally, safeness means that there is at most one token at the time in a place.

Definition 12 (Dead transition) Let (A, s) be a marked, labeled P/T-net. A transition t ∈ T is
dead in (A, s) if and only if there is no reachable marking s′ such that (A, s′)[t〉.

Definition 13 (Deadlock) Let (A, s) be a marked, labeled P/T-net. A is in a deadlock in s if
and only if there is no t ∈ TA such that (A, s)[t〉. The state s is called a deadlock-state.

Definition 14 (Liveness) A marked, labeled P/T-net (A, s) is live if and only if, for every reach-
able marking s′ ∈ [A, s〉 and transition t ∈ T , there is a reachable marking s′′ ∈ [A, s′〉 such
that (A, s′′)[t〉.

There are many publications on the analysis of labeled P/T-nets concerning the properties
we just defined. Consider, for instance, Reisig (1985) or Reisig & Rozenberg (1998a).

a

b
c

Figure 2.1: In a fair system a and b occur infinitely many times, when c occurs infinitely many
times.

We conclude the section with three remarks. First, note that the enabling of a transition
t (Definition 3) does not necessarily imply that t fires. When a transition fires as soon as it
is enabled it is called eager. In labeled P/T-nets extended with time, we assume eagerness of
transitions. In timeless nets, we do not need such an assumption. Second, note that the firing
rule (Definition 4) allows two transitions to be enabled at the same time in a certain state. We
assume that the behavior of the net in that case is fair, i.e., if there are two or more alternative
choices in a certain state, then any choice is made infinitely often if the state occurs infinitely
often. In the example of Figure 2.1, fairness means that in any firing sequence reachable from
the depicted state in which c occurs infinitely many times also a and b occur infinitely many
times. Finally, without going into greater depth, we would like to mention that with respect to
semantics we have in this thesis so called interleaving-semantics. This corresponds to the usual
semantics for Petri nets (see, for example, Murata (1989), Peterson (1981), or Reisig (1985)).
It is not so that transitions that are concurrently enabled can fire (Definition 4) simultaneously.
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Figure 2.2: Visualizing semantics.

As an example, we consider the marked labeled P/T-net depicted by Figure 2.2(a). The initial
state of this system is the state s0 = [p1, q1]. Furthermore, we have the states s1 = [p2, q1]
and s2 = [p1, q2]. The state s3 = [p2, q2] is the final state. Figure 2.2(b) depicts the State-
Transition Diagram which corresponds to the labeled P/T-net with interleaving-semantics: the
concurrent enabling of the transitions a and b in state s0 results in a firing by a followed by a
firing by b or vice-versa. Figure 2.2(c) depicts another semantic behavior of the labeled P/T-
net, so called step-semantics. Step semantics (Best & Fernandez 1988, Pomello, Rozenberg &
Simone 1992) allow that transitions that are concurrently enabled can fire simultaneously. In
this system, the action label ab is used to denote the simultaneous firing of the transitions a and
b. In the example of Figure 2.2(d), we visualize the consequences of the combination of step
semantics and eagerness. The result for the labeled P/T-net in (a) is that the states s1 and s2 are
not reachable anymore from the initial state s0.

2.3 Component Nets
For the modeling of components, we use labeled P/T-nets with a specific structure. We will
name these nets component nets (C-nets).

Definition 15 (C-net, N , O) A component net (C-net) A is a 7-tuple (P, T,M, F, `, i, o) such
that (P, T,M, F, `) is a labeled P/T-net and the following conditions are satisfied:

1. instance creation and completion: P contains two specific places i and o, respectively
source and sink place, such that •i = ∅ and o• = ∅, and

2. connectedness : t̄ 6∈ (T ∪ P ): Ā = (P, T ∪ {t̄}, F ∪ {(o, t̄), (t̄, i)}, ` ∪ {(t̄, τ)}), i.e., the
short-circuited net, is strongly connected.

We will denote the class of C-nets with N and the class of marked C-nets with O.

Figure 2.3 shows an example of a C-net A describing the behavior of a component used in
a banking application. Using the notions introduced, we make a few observations about this
example. This C-net has a single input (source/initial) place iA marked with a single token.
Putting a token in the source place causes the creation of an instance. Apart from the input
place the net has a single output (sink/final) place oA, five other places p1, . . . , p5, and nine
transitions: t1, . . . , t9. The places and transitions are connected by arcs. Moreover, the net
has a set of labels M consisting of check card, handle valid, handle invalid, check PIN, check
required amount, approve withdrawal, and prohibit withdrawal. These labels are attached to
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Figure 2.3: An example of a C-net with a single token in the source place.

the transitions by the function `A and are not unique. For instance, t2 and t4 share the label
handle valid. In this C-net, there are four firing sequences leading to instance completion. The
main sequence consists of the firing sequence t1 . . . t6. The occurrence of this sequence implies
that all checks are passed successfully which results in the approval of an attempt to withdraw
money. In each of the other firing sequences t1t7, t1t2t3t8 or t1 . . . t5t9 the executed checks
resulted in rejections.

Analogously to previous notations, we denote the source and sink place of a net A with iA
and oA. The connectedness requirement implies that there is one unique source and one unique
sink place. A C-net is a WF-net as presented in Van der Aalst (1997), Van der Aalst (1998),
and Van der Aalst (2000). We use the term C-net instead of WF-net since we consider WF-nets
in a broader context: C-nets may be used for workflow modeling, but they can also represent
the control flow of some software component. The structure of a C-net allows us to define the
following functions.

Definition 16 (source, sink , start , stop, strip) Let A be a C-net.

1. source(A) is the (unique) input place iA ∈ PA such that •iA = ∅,

2. sink(A) is the (unique) output place oA ∈ PA such that oA• = ∅,

3. start(A) = {t ∈ TA | iA ∈ •t} is the set of start transitions,

4. stop(A) = {t ∈ TA | oA ∈ t• } is the set of stop transitions, and

5. strip(A) = (P ′, TA,MA, FA ∩ ((P ′ × TA) ∪ (TA × P ′)), `) with P ′ = PA\{source (A),
sink(A)} is the C-net without source and sink place.

Consider, for example, once more the C-net depicted in Figure 2.3. For this net we have that
source(A) = iA, sink(A) = oA, start(A) = {t1}, and stop(A) = {t6, t7, t8, t9}. The functions
source and sink are only used whenever there is confusion about which place is the source and
which place is the sink place of a net. This might occur when we add new nodes to a net or
when we define a new net which is the result of the union of two or more nets.

Definition 15 only gives a static characterization of a C-net. Apart from their static char-
acteristics, components also have dynamic behavior concerning their life cycle. Important dy-
namic properties are captured by soundness notions. Sound components are free of deadlocks,
livelocks, and other anomalies. Soundness notions are discussed in the following section.
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2.4 Soundness Notions
Soundness notions are important in obtaining correct components (and correct systems of com-
ponents). If a component is not sound, then users can not rely on this component. Such a
component may typically deadlock under certain circumstances or it may get stuck in an infi-
nite loop. Other erroneous behavior it may exhibit is that messages are sent over and over again,
while on the other hand the component is supposed to have completed all of its tasks already.

Two properties are vital with respect to the behavior of components. The first property states
that a component should terminate without leaving dangling references to objects that should
no longer be active. The second property states that it is always possible to terminate from a
reachable state. These two properties are formalized in Definition 17 and Definition 18 and are
key elements of the soundness notions we introduce in this section.

Definition 17 (Proper completion) A marked C-net (A, [ikA]) has k-proper completion for
some k ∈ IN+ if and only if:

∀s : ((s ∈ [A, [ikA]〉 ∧ s ≥ [okA]) ⇒ s = [okA]).

Note that [ikA] and [okA] are bags containing k tokens in the input respectively output place of A.
For a C-net A that is activated k times, i.e., k tokens are put in its initial place iA, this property
implies that at the moment k tokens are in place oA all the other places should be empty. This
means that a terminated component does not leave behind dangling references, i.e., tokens.

Definition 18 (Completion option) A marked C-net (A, [ikA]) has the k-completion option for
some k ∈ IN+ if and only if:

∀s : (s ∈ [A, [ikA]〉 ⇒ [okA] ∈ [A, s〉).

This requirement states that starting from the initial marking [ikA], i.e., the activation of the
component in such a way that there are k tokens placed in the source place iA, it is always
possible to reach the marking [okA], i.e., the marking with precisely k tokens in place oA and
all the other places empty. This corresponds to the possibility, for a component, of terminating
without leaving tokens. In principle, this leaves the possibility open of improper completion,
i.e., the existence of a s ∈ [A, [ikA]〉 in such a way that s > [okA]. The following lemma shows
that this can not be the case.

Lemma 1 (No tokens left) Let A be a C-net. For all k ∈ IN+ we have:
If (A, [ikA]) has the k-completion option, then it has k-proper completion.

Proof. Suppose that s(o) = k for some k ∈ IN+ and let s ∈ [A, [ikA]〉. Since (A, [ikA]) satisfies
the k-option to complete, it follows that [okA] ∈ [A, s〉. Suppose there is a place p 6= o with
s(p) > 0. So, there are at least k+ 1 tokens in the net. C-nets have directed paths to oA. Hence,
there is no transition t with t• = ∅. Hence, A keeps at least k+ 1 tokens and [okA] will never be
reached. Contradiction. 2

In the literature, we can find various soundness definitions. See, for instance, Van der Aalst
(1997), Van der Aalst (1998), Basten & Van der Aalst (2001), Van der Aalst, Van Hee & Van
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der Toorn (2002a), Dehnert & Rittgen (2001), and Kindler, Martens & Reisig (2000). Apart
from the technically quite different global soundness notion from Kindler et al. (2000), we will
now define these soundness notions and add other soundness notions which we think are also
relevant in the context of component-based software design. We will discuss the relationship
between these soundness notions. In previous publications, soundness definitions would contain
both a proper completion requirement and a completion option requirement. However, since we
proved Lemma 1, it suffices to require the (k-) completion option in the soundness definitions.

The first notion we will introduce is the classical soundness notion introduced in Van der
Aalst (1997) and Van der Aalst (1998).

Definition 19 (Classical soundness) A C-net A is said to be classical sound if and only if the
following conditions are satisfied:

1. A has the 1-completion option, and

2. (A, [i]) has no dead transitions.

We have already discussed the first requirement. The second requirement, which states the
absence of dead transitions, corresponds to the requirement that for each transition there is a
firing sequence activating this transition. Classical soundness can be expressed in terms of two
well-known properties: liveness and boundedness.

Theorem 1 (Characterization of classical soundness) Let A be a C-net and Ā = (PA, TA ∪
{t̄}, FA ∪ {(oA, t̄), (t̄, iA)}, ` ∪ {(t̄, τ)}) the closure of A with t̄ 6∈ TA. A is classical sound if
and only if (Ā, [iA]) is live and bounded.

Proof. See the proof of Theorem 11 in Van der Aalst (1997). 2

The fact that classical soundness coincides with standard properties such as liveness and bound-
edness allows us to use existing tools and techniques to verify soundness of a given C-net. The
C-net in Figure 2.3 is classical sound.

The second notion we present is the safe classical soundness notions presented in Basten &
Van der Aalst (2001) and also used in the context of component-based software design in Van
der Aalst et al. (2002a).

Definition 20 (Safe classical soundness) A C-net A is said to be safe classical sound if and
only if the following conditions are satisfied:

1. (A, [i]) is safe,

2. A is classical sound.

Hence, safe classical soundness is a stronger notion than classical soundness requiring safeness
rather than boundedness of the net. Figure 2.3 is also an example of a safe classical sound net.
Figure 2.4 is a variant of Figure 2.3. In this process, the transitions t3 and t4 with the check
PIN and the handle valid label are executed twice, the other transitions are executed only once.
This net is an example of a (two bounded) classical sound C-net that is not safe classical sound,
because there are reachable markings in which the places p2, p3, or p4 could contain two tokens.
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Figure 2.4: An example of a classical sound C-net that is not safe classical sound.

For instance, when we execute the firing sequence t1t2 place p2 will have two tokens. Note that,
however, the process terminates properly since transition t5 can always fire only once due to
the safeness of the input place p6 and because t6 -whenever enabled- consumes the two tokens
present in the net and produces only a single token in the sink place.
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Figure 2.5: A C-net that is not (safe) classical sound.

Figure 2.5 is an example of a C-net that is not (safe) classical sound for various reasons.
Firstly, the net may deadlock: The firing sequence tvw is feasible from the initial marking, but
can not be continued when w fired. Secondly, there is no proper completion: After the firing
sequence tvxy has been executed from the initial marking the place c is still marked while there
is a token in the sink place o. Thirdly, the place c is not safe: When we execute the firing
sequence tvw, we end up with two tokens in place c. Finally, the transition u is dead for this
initial marking: There is no firing sequence that marks both the places a and c.

The third soundness notion we present is relaxed soundness defined and discussed in Dehn-
ert & Rittgen (2001) and Dehnert (2002). Relaxed soundness is intended to represent a more
pragmatic view on correctness and is weaker than the original soundness notions and claimed
to be more easily applicable to application-oriented modeling. It does not avoid situations with
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dangling (spare) tokens or livelocks/deadlocks. The idea behind relaxed soundness is that for
each transition there exists a sound firing sequence, i.e., a sequence that takes the initial state [i]
to the final state [o] without leaving any spare tokens in the net. Classical soundness, therefore,
implies relaxed soundness.

Definition 21 (Relaxed soundness) A C-net A is called relaxed sound if and only if

∀t ∈ TA : ∃s, s′ ∈ [A, [iA]〉 : ((A, s) [t〉 (A, s′) ∧ [oA] ∈ [A, s′〉).
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Figure 2.6: A sample C-net about the ‘handling of incoming goods’ that is relaxed sound, but
not classical sound.

Figure 2.6, taken from Dehnert & Rittgen (2001), is an example of a C-net that is relaxed sound,
but not classical sound. It is relaxed sound because the following two sound firing sequences
contain all transitions: t1t2t4t6t12t13t11t5 and t1t6t7t8t9t3t4t10t11t5. It is not classical sound
because there are firing sequences for which there might be dangling tokens. For instance, if
we execute t1t6t7t8t9t2t4t10t11t5, then there is a token left in place p8 when the sink place is
marked.

The fourth soundness notion we present is (k-)weak soundness. The notion of relaxed sound-
ness inspired us to think about the weakest notion of soundness. Intuitively, this notion corre-
sponds with the existence of at least one sound trace (or k sound traces). We formalize this
notion in the following definition and we will use this notion afterwards in Lemma 3 on the
relation between soundness notions.

Definition 22 (k-Weak soundness) A C-net A is called k-weakly sound for some k ∈ IN+ if
and only if

[okA] ∈ [A, [ikA]〉.

If k = 1, then A is called weakly sound.

The fifth, sixth, and seventh soundness notion we present are all used for components that
are allowed to be activated multiple times simultaneously. All activations should be completed
properly and, in the end, the number of deactivations should equal the number of activations.



20 Basic Component Theory

For multiple activation, we distinguish the k-soundness, the up-to-k-soundness, and the sound-
ness notion. These notions, which are all defined on unmarked C-nets, are formalized in the
following three definitions.

Definition 23 (k-Soundness) A C-net A is called k-sound for some k ∈ IN+ if and only if it
has the k-completion option.

p1t1

iA

p2t4

t2

t5

oA

t3

t7

p3

iB oB

t6A B

Figure 2.7: k-Sound C-nets with dead transitions.

Opposite to the classical and the safe classical soundness notions, for 1-soundness we do not
require the absence of dead transitions nor safeness. Hence, (safe) classical soundness implies
1-soundness, but, on the other hand, a 1-sound C-net is not necessarily (safe) classical sound.
Consider, for instance, net A in Figure 2.7. For this C-net with the depicted initial marking of a
single token in the source place, t3 is a dead transition.

If we compare (safe) classical soundness to k-soundness for a k > 1, then in general (safe)
classical soundness does not imply k-soundness and neither does k-soundness imply (safe) clas-
sical soundness. Although, in some particular cases transitions that are dead for an initial mark-
ing of a single token are not dead for an initial marking with k tokens (with k > 1). This is also
the case for net A. Whenever A would have been marked initially with two tokens, t3 would
not be dead; t3 is enabled in the state that is reached by executing the firing sequence t1t4.

There are two types of dead transitions. Those that are dead for initial markings with insuf-
ficient tokens in the source place and those that are dead independent of the number of tokens
put initially in the source place. Transition t6 in net B in Figure 2.7 is an example of a dead
transition of the second category. Both netA andB are k-sound C-nets for an arbitrary k ∈ IN+.
This implies that they are also up-to-k-sound according to the following definition.

Definition 24 (up-to-k-Soundness) A C-netA is called up-to-k-sound for some k ∈ IN+ if and
only if it is l-sound for all l ∈ IN+ with l ≤ k.

The C-nets A and B depicted in Figure 2.7 give rise to the thought that k-soundness implies
up-to-k-soundness. We will prove that this is actually the case for acyclic C-nets. We will
deliver this proof in two steps by means of the following two lemmas. First, we will show that
k-soundness implies 1-soundness for acyclic C-nets.

Lemma 2 (k-Soundness implies 1-soundness) Let k ∈ IN+. If A is an acyclic k-sound C-net,
then A is 1-sound.
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Proof. Pick an arbitrary k ∈ IN+, suppose that A is k-sound, and let A have the initial marking
(A, [ikA]). Since A is k-sound, it follows that there is at least one transition in start(A) that is
enabled in (A, [ikA]). Choose (arbitrarily) one of these transitions and call this transition t1. By
the definition of labeled P/T-nets all arcs between transitions and their input and output places
have multiplicity one. Consequently, at each firing a transition consumes precisely one token
from each input place and produces precisely one token to each output place. In particular, this
holds for transition t1. Suppose that t1 fires once. Then, there are still k − 1 tokens left in the
source place. It is obvious that t1 can fire precisely k times. Now let t1 execute the other k − 1
firings and call the resulting state s1. Because at each firing tokens are consumed from the same
input places and produced to the same output places, it is easy to see that in this state each place
is either empty or marked with k tokens. The k-soundness ofA implies that also in state s1 there
is at least one transition enabled. By the special property of state s1, it follows that all enabled
transitions may fire k times. Choose (arbitrarily) one of these transitions and call this transition
t2. Let t2 fire k times and call the resulting state s2. Clearly, t2 consumed from each input place
k tokens and produced to each output place k tokens. Since input and output places may be the
same, state s2 has a slightly different property as state s1: Each place in this state is either empty
or marked with n × k-tokens, where n ∈ IN+ and n is possibly different for each place. It is
obvious that the k-soundness of A implies that we can continue finding states s2, s3, . . . which
have this special property of k-fold markings and transitions t3, t4, . . . that can be fired k times
(consuming k tokens from each input place and producing k tokens to each output place).

Since A is acyclic, all transitions we find in a sequence t1, t2, t3, t4, . . . are different. Since
the set of transitions is finite, this implies that ultimately we will fire k times a stop transition
yielding the final state (A, [okA]).

Each transition in the sequence t1, t2, . . . consumed only one token from each input place
and produced only one token to each output place at each firing and was able to fire k times
consecutively. This implies that execution of this sequence does not depend on k. In the case
that k = 1, the same sequence of transitions would have been possible also leading to a final
state (A, [oA]). Since the transition t1, t2, . . . have been arbitrarily chosen, this implies that the
final state is reached for any state reachable from (A, [iA]), i.e., 1-soundness. 2

By using the combination of weak soundness and k-soundness, we can now prove up-to-k-
soundness as stated in the next lemma.

Lemma 3 (k-Soundness and weak soundness ⇔ up-to-k-soundness) Let k ∈ IN+ and A be
a C-net. A is up-to-k-sound ⇔ A is k-sound and weakly sound.

Proof. The proof is trivial in the direction ‘⇒’. We will now prove the proposition in the
other direction: ‘⇐’. Consider a marked C-net (A, [ikA]). Since [oA] ∈ [A, [iA]〉, it follows
that [ik−1

A ] + [oA] ∈ [A, [ikA]〉. The k-soundness now implies that we could reach the state
(A, [okA]) from (A, [ik−1

A ] + [oA]). Hence, k-soundness implies k-1-soundness. The proposition
now follows by induction. 2

We immediately have the following three results.

Corollary 1 (Up-to-k-soundness) Let k ∈ IN+ and A be a C-net.

1. If A is k-sound and 1-sound, then A is up-to-k-sound.



22 Basic Component Theory

2. If A is k-sound and relaxed sound, then A is up-to-k-sound.

3. If A is acyclic and k-sound, then A is up-to-k-sound.

A

iA oA
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t6

t5

t4t3t2

p1

p2

p3

p4

Figure 2.8: An example of a 2-sound C-net that is not 1-sound.

The requirement that the C-net should be acyclic is crucial. Figure 2.8 is an example of a
C-net that is 2-sound but not 1-sound. We will try to reach the final state by firing each transition
twice, as we did in the proof of Lemma 2. Initially, only t1 is enabled in net A in Figure 2.8.
For t1 there is no problem; this transitions can be fired twice. Then, place p1 is marked with two
tokens. From this marking only t3 can be fired twice, which yields the marking in which place
p2 has two tokens. Then, only t2 can be fired twice, which leads again to the marking in which
place p2 has two tokens. Hence, by firing transitions twice and sticking to twofold markings, we
cannot leave the cycle p1t3p2t2p1. Only by firing t4 we can leave the cycle, but this transition
cannot be fired twice since it consumes in a single firing both tokens from the cycle; one token
from place p1 and one from place p2. However, net A is 2-sound because in the end the two
tokens produced by t4 in p3 and p4 are put in the sink place by respectively t5 and t6.

For any arbitrary k ∈ IN+\{1} the example of Figure 2.8 can be adapted in such a way that
it is k-sound for k and not l-sound for any l < k.

In the following lemma, we generalize the result of Lemma 3.

Lemma 4 (k-Soundness and j-weak soundness) Let k, j ∈ IN+ with j ≤ k. Let gcd(k, j) =
1, i.e., the greatest common divisor of k and j equals 1 or in other words k and j are relatively
prime. A is k-sound and j-weakly sound ⇔ A is up-to-k-sound.

Proof. Pick arbitrary k, j ∈ IN+ with j ≤ k and gcd(k, j) = 1. It is easy to see thatA is k-sound
and j-weakly sound implies that A is (k-j)-sound. Moreover, combining the k-soundness and
the (k-j)-soundness yields that A is j-sound. Since j and k are natural numbers, we are able to
find the following list of equations by repeatedly applying the Division Algorithm of Euclid:

k = j × q1 + r1, r1, q1 ∈ IN+, r1 < j,

j = r1 × q2 + r2, r2, q2 ∈ IN+, r2 < r1,

r1 = r2 × q3 + r3, r3, q3 ∈ IN+, r3 < r2,

. . . . . . ,

rn−1 = rn × qn+1 + rn+1, rn+1, qn+1 ∈ IN+, rn+1 < rn,

rn = rn+1 × qn+2, qn+2 ∈ IN+,
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For Euclid’s Algorithm it is a proven fact that rn+1 is the greatest common divisor of k and
j. Hence, since gcd(k, j) = 1 also rn+1 = 1. If we apply these results to the marked C-
net (A, [ikA]), then the first equation yields the r1-soundness of A. The second equation, the
j-soundness, and the r1-soundness yield the r2-soundness of A. The third equation, the j-
soundness and the r1-soundness yield the r2-soundness of A. Etcetera. Finally, the second last
equation yields the rn+1-soundness of A. Now, since rn+1 = 1, it follows by Lemma 3 that A
is up-to-k-sound. 2

To illustrates this lemma, we give two examples. For instance, consider a C-net A that is 8-
sound and 5-weakly-sound; 8 and 5 are relatively prime. Then, it follows directly that A is
3-sound. Then, by combing the 8- and 3-soundness we find the 5-soundness. Next, the 5-
and 3-soundness yield the 2-soundness. And, finally, the 3- and the 2-soundness yield the 1-
soundness. By Lemma 3, the up-to-8-soundness of A follows.

Next, consider a C-net A that is 9-sound and 3-sound; 9 and 3 are not relatively prime.
Then, we also find that A is 6-sound, but we are not able to make statements about the other
k-soundness properties for k 6= 3, 6, or 9.

We conclude the list of definitions of soundness notions by the following definition.

Definition 25 (Soundness) A C-netA is called sound ifA is k-sound for any arbitrary k ∈ IN+.

Soundness is a strong notion which implies, by definition, k-soundness for any arbitrary k ∈
IN+ and consequently also up-to-k-soundness. However, in general this notion does not imply
one of the classical soundness notions since dead transitions and unsafe places still might occur
in sound C-nets. However, it is possible to prove the boundedness of the closed net for sound
C-nets. (Compare Lemma 5 with Theorem 1.)

Lemma 5 (Soundness implies boundedness of the closed net) Let A be a C-net, t̄ 6∈ TA, and
Ā = (PA, TA ∪ {t̄}, FA ∪ {(oA, t̄), (t̄, iA)}, ` ∪ {(t̄, τ)}) the closure of A. If A is sound, then
(Ā, [ikA]) is bounded for any arbitrary k ∈ IN+.

Proof. Pick an arbitrary k ∈ IN+ and consider a sound C-net A. Suppose that (A, [ikA]) is
not bounded. Then, there is an infinite row of reachable markings s0, s1, . . .. Dixon’s Lemma
(Dixon 1913) implies that there is a monotonously increasing sub-row s0, s1, . . .. Hence: si <
si+1,∀i ∈ IN. However, since A is sound there are firing sequences σi such that (A, si) [σi〉
(A, [okA]),∀i ∈ IN.

Now we pick an arbitrary i ∈ IN. By the Monotonicity Lemma (Desel & Esparza 1995), it
follows that (A, si+1) [σi〉 (A, [okA] + (si+1 − si)). Hence, it is not possible that A is both sound
and not bounded. So, if A is sound, then (A, [ikA]) is bounded.

Now, we need to prove that (Ā, [ikA]) is bounded. Suppose that we have reached a state
s ∈ [Ā, [ikA]〉 and that t̄ has fired n times. Then, in the unclosed net we have the same state s and
s ∈ [A, [ik+nA ]〉. By the soundness of A, we know that we can reach the end state [ok+nA ]. So, we
can transfer any arbitrary reachable state in the closed net to a reachable state in the unclosed
net. Now, by repeating the arguments we used to show that A is bounded, it also follows that Ā
is bounded. 2

The next lemma proves a property of up-to-k-soundness and soundness which we will occa-
sionally use in this thesis.
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Lemma 6 (Up-to-k-soundness implies unique initial markings) Let A be a C-net. For any
k ∈ IN+: If A is up-to-k-sound, then:

∀l,m ∈ IN+, l,m ≤ k, s ∈ [A, [ilA]〉, s′ ∈ [A, [imA ]〉 : s = s′ ⇒ l = m.

Proof. Pick an arbitrary k ∈ IN+ and letA be an up-to-k-sound C-net. Suppose that the proposi-
tion is not true. Then, there exists l,m ∈ IN+ with l,m ≤ k and a state s such that s ∈ [A, [ilA]〉
and s ∈ [A, [imA ]〉 simultaneously. Clearly, since A is l-sound [olA] ∈ [A, s〉. But, since A is
m-sound also [omA ] ∈ [A, s〉. This is a contradiction since there is no firing sequence leading
from [olA] to [omA ]. 2
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Figure 2.9: State s is reachable from (A, [i1A]) and from (A, [i2A]).

The up-to-k-soundness in crucial in this lemma. Next, we show a counterexample for a C-net
which is 1-sound, but not 2-sound. Consider Figure 2.9 and suppose that the initial state was
(A, [i1A]). It is easy to see that state s can be reached from this initial state by firing ab or ef .
State s can also be reached, however, from the initial state (A, [i2A]) by firing aec. So, this
example illustrates that the up-to-k-soundness requirement is indispensable when we want to
consider the behavior of a C-net with initially k tokens in the source place.

We mentioned before that the introduction of the last three soundness notions (k-soundness,
up-to-k-soundness, and soundness) is primarily motivated by allowing multiple entrance of sub-
components. Moreover, replacing components in a component-based architecture might lead to
the presence of dead transitions, which is an argument to drop this requirement from the sound-
ness notion. We will now present a brief discussion on the last three soundness notions.

1. Multiple activation of subcomponents
First, we will discuss and motivate why we allow multiple entrance. Consider Figure 2.10.
This net is a sound C-net composed of the C-netsA andB. Clearly, the soundness implies
the 1-soundness of this net. The question now arises: Is 1-soundness sufficient to study
nets when we are only interested in the initial marking with a single token? If we would
consider a C-net always as a whole we could answer this question with yes. However,
in a composition of C-nets, we have to consider the behavior of the separate C-nets.
In component-based software design, we often make a specification and afterwards we
refine this specification. Technically, this refinement step is executed by replacing one C-
net by another C-net. In the case of Figure 2.10, we want to replace B by a refined C-net
C. Therefore, besides the behavior of the composite C-net, we are also interested in the
behavior of the C-net B in isolation. It is easy to see that net A in isolation (the nodes
inside the dotted rectangle) is safe classical sound. The source place iB, the sink place
oB and the inner place of net B are not safe, however. From the initial marking of the
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composite net, it is possible that two tokens are put simultaneously in place iB. In the case
of net B, this is no problem since B is sound and therefore handles multiple activations
properly. The maximal number of simultaneous activations becomes important in the

A

B

oA

iA

iB oB

Figure 2.10: A sound component composed of the two C-nets A and B.

x

A

C

oA

iA

iC oC

Figure 2.11: An unsound component composed of the two C-nets A and C.

analysis at the moment we actually replace B by another C-net. Consider, for instance,
Figure 2.11 where B has been replaced by the refined net C. If we stick to 1-soundness
in our analysis, then we are inclined to believe that the replacement is allowed. After all,
net C is 1-sound and for that reason for a single activation it has the same input/output
behavior as net B.

However, it appears that 1-soundness is not sufficient in this example. Since net B can
be activated twice, net C can also be activated twice, but net C is not 2-sound. There is
a possibility that transition x gets enabled and fires. When this happens, net C will only
produce a single token in oC , which causes a deadlock in the composite net.

There are four ways of dealing with this phenomenon of multiple entrance of subcompo-
nents. We could prohibit multiple entrance, we could allow a certain controlled number
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of entrances, we could allow multiple entrances without restriction, or we could add color
(i.e., data) and use an identification mechanism to distinguish different cases in subcom-
ponents. Each of these possibilities goes with another soundness definition. In Van der
Aalst et al. (2002a), we opted for the first possibility. We required safe classical sound-
ness excluding examples such as those presented in Figure 2.10 and Figure 2.11. To-
gether with a notion called activation safeness of a subcomponent this soundness notion
was sufficient. The second possibility is to allow controlled multiple entrance of sub-
component. Such a solution would be a generalization of the approach in Van der Aalst
et al. (2002a) and would require a k-soundness restriction and a generalization of the ac-
tivation safeness concept intuitively called activation k-boundedness. This approach is
not very fruitful since it requires in large architectures a painstaking administration of
the number of multiple entrances allowed for each component. The third possibility does
not have an activation boundedness condition. By using the strong requirement of sound-
ness for components the number of concurrent activations becomes of minor importance.
The last possibility when coping with multiple entrance is by using colored Petri nets.
With an identification mechanism and a synchronization mechanism it is possible to han-
dle multiple activations separately. Similar techniques are often available in Workflow
Management Systems (Van der Aalst & Van Hee 2002, Grefen & Wieringa 1998).

From an analysis perspective, we advocate the use of the first or the third possibility. Up
to know only the first possibility has been explored. In this thesis, we explore the third
possibility.

Multiple entrance of components can occur in various circumstances. Consider, for in-
stance, the discussion in Szyperski (1998) on self-interference and object re-entrance.
Also, in Booch et al. (1998) in the discussion on processes and threads, the possibility of
a concurrent entrance of an active object has been taken into account. When a compo-
nent is entered more than once, it should have the property that the transitions are equal
for all cases. This is typically the case in batch-processing where k cases are handled in
parallel as if they were sequentially processed. A necessary condition for these types of
processes is k-soundness. Also, processes in manufacturing and administrative automa-
tion often have this property. For instance, consider the example of the assembly process
of bicycles.

If we have two sets of parts to construct two bicycles, then we may exchange the parts
and we still get two bicycles. In a typical assembly process, each entry is a single frame
of a bicycle and in each step a part is added. The final result at the exit of the process is a
complete bicycle. If there are multiple bicycles under construction at the same time, then
the k-soundness implies that each entry will yield a bicycle at the end of the process.

An example of an administrative process with multiple tokens is one where the tokens are
anonymous. One could think of a process where, for instance, for ten different couples
the same journey is booked. Typical steps are booking flights, hotel rooms, trips, etcetera.
In such a process it is not important to which couple which hotel room is attached, as long
as each couple will have one in the end.

2. Allowing dead transitions
Not requiring the absence of dead transitions is motivated by the following two situa-
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tions that might occur in a component-based development process. In both cases dead
transitions are introduced in a C-net due to the limitations imposed by an environment.

(a) Replacement of a component
In a replacement of one component by another component dead transitions can be
introduced (Van der Aalst, Van Hee & Van der Toorn 2002b). In Figure 2.12 the
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Figure 2.12: Replacement leads to dead transitions.

C-nets A and B and C are sound C-nets considered in isolation. In Figure 2.12(a)
the composition of A and B is also sound. Moreover, the composition of A and
B does not contain any dead transitions for any initial marking [ikA] (k ∈ IN+). In
Figure 2.12(b) B is replaced by C. Also, the composition of B and C is sound.
However, for the given initial marking with a single token in the source place the
two shaded transitions f and g are dead. This observation is relevant since it illus-
trates that in component-based software design we may use components with dead
transitions and still have designs that are correct.

(b) Combinations of components
In a composition of C-nets, it can occur that a dead transition is introduced, while
they are not present in the isolated nets. We could think of a similar example as in
the previous case.

The occurrence of dead transitions is a minor problem. With the k-soundness, the up-to-
k-soundness and the soundness definitions we are able to deal with dead transitions. If
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we would have maintained the requirement on dead transitions, then we could have used
some sort of operator to remove dead transitions from the net. Another -more technical
reason- to admit dead transitions is that it allows the blocking of transitions in a natural
way without disturbing the C-net structure. (This will be explained in the section on
inheritance. See Definition 33 on page 36.)

t1

t2

A

iA oA

p1 p2

Figure 2.13: Non free-choice, not S/T, but sound.

We have motivated the use of k-sound, up-to-k-sound and sound C-nets. Now we will
briefly discuss how to analyze nets that are potential members of these classes of C-nets. For
1-soundness we have tools available (for instance, Woflan (Verbeek & Van der Aalst 2000b, Ver-
beek, Basten & Van der Aalst 2001, Verbeek & Van der Aalst 2000a)) to support the behavioral
analysis of the net. In all other cases, i.e., k-soundness and up-to-k-sound for k > 1 and
soundness, we are in general not able to analyze the state space. Therefore, we are particulary
interested in structural characterizations of C-nets for which 1-soundness implies soundness.
Van der Aalst (1995) shows that free-choice C-nets that are 1-sound are also sound. (For a
survey on free-choice nets see Desel & Esparza (1995).)

Definition 26 (Free-choice C-nets) Net A is a free-choice C-net if and only if the following
conditions are satisfied:

1. A is a C-net, and

2. ∀t1, t2 ∈ T : •t1 = •t2 ∨ •t1 ∩ •t2 = ∅, i.e., if two transitions share an input place, they
share all their input places.

Hence, the class for which soundness and 1-soundness coincide encompasses at least free-
choice nets. But, it is easy to think of examples that are not free-choice, but still have the
property that the behavior is not altered when activated more than once. Van Hee, Sidorova &
Voorhoeve (2003b) introduce a class of Petri nets called weakly separable nets.

Definition 27 (Weakly separable C-nets) A C-net A is a weakly separable if and only if for
any k ∈ IN+ and any marking s ∈ [A, [ikA]〉 there exist markings s1, . . . , sk such that s =
s1 + . . .+ sk and sj ∈ [A, [iA]〉 for j = 1, . . . , k.

It has been proved that for this class 1-soundness implies soundness.
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Theorem 2 (Weakly separable and 1-sound implies soundness) Let A be a weakly separa-
ble and 1-sound C-net, then A is sound.

Proof. See Van Hee et al. (2003b). 2

The class of C-nets called S/T-nets (Van Hee et al. 2003b) is a class that is weakly separable.
These nets are the result of replacing places by state machines and transitions by marked graphs.
The largest structural characterization of this class remains an open question up to date. Fig-
ure 2.13 is an example of a C-net which is not free-choice, nor S/T, but which is, however,
weakly separable and sound. The net without the dotted nodes and arcs is a net which belong
to the class of free-choice nets. When we add the dotted nodes and the arcs this is no longer the
case. For instance, t1 and t2 share an input place, but the also have the different input places p1

and p2.
To conclude this section, we give an overview of all the soundness notions we have dis-

cussed. We also include weak separability in this overview. Figure 2.14 depicts the different
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Figure 2.14: The dependencies between different soundness notions.

soundness notions we presented. The implications between soundness notions are depicted by
arrows. Although the case k = 1 is a special case of k-soundness, we preferred to distinguish
between the case k = 1 and k > 1 because classical soundness does imply 1-soundness, but
not k-soundness (for k > 1). We also added an implication of the combinations of k-soundness
and weak soundness.

With respect to the dead transitions of a C-net the notion of an alphabet operator is relevant.
This operator α is a function yielding the set of visible labels of all transitions of the C-net that
are not dead for some initial marking [ik] (k ∈ IN+). The operator is formalized in the following
definition.
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Definition 28 (Alphabet operator α) Let A be a C-net. α : N → P(L) is a function α(A) =
{`(t) | ∃k ∈ IN+ ∧ t ∈ TA ∧ `(t) 6= τ ∧ t is not dead in (A, [ikA])}.

Whether or not dead transitions occur depends on the initial marking. For the initial marking
with only tokens in the source place some transitions, however, will always be dead.

In the next section, we will introduce a formal way to compare the behavior of C-nets.

2.5 Branching Bisimilarity
To compare C-nets, we need to formalize a notion of equivalence. We use branching bisimilarity
as defined by Glabbeek & Weijland (1996) as the standard equivalence relation on marked,
labeled P/T-nets in M. Branching bisimilarity is a slightly more refined notion than the well-
known notion of observation equivalence in Milner (1980) and Milner (1989). For a more
detailed treatment on (branching) bisimilarity the reader is referred to, for instance, Baeten &
Weijland (1990), Nicola & Vaandrager (1995), or Basten (1998).

The notion of a invisible action is pivotal to the definition of branching bisimilarity. Invisible
actions are actions (i.e., transition firings) that cannot be observed. Invisible actions are denoted
with the label τ , i.e., only transitions in a P/T-net with a label different from τ are observable.
A single label is sufficient since all internal actions are equal in the sense that they do not have
any visible effects.

Transitions that are dead in any state are not of influence when comparing two nets. By
definition, we can only compare executable behavior. Dead transitions are not executable.

To define branching bisimilarity, an auxiliary definition is needed: a relation expressing
that a marked, labeled P/T-net can evolve into another marked, labeled P/T-net by executing a
sequence of zero or more τ actions.

Definition 29 The relation =⇒ ⊆ M×M is defined as the smallest relation satisfying, for
any p, p′, p′′ ∈ M, p =⇒ p and (p =⇒ p′ ∧ p′ [τ〉 p′′) ⇒ p =⇒ p′′.

Let [(α)〉 be the extension of the relation [α〉 defined in the following way: for any two marked,
labeled P/T-nets p, p′ ∈ M and action α ∈ Lτ , p [(α)〉p′ if and only if (α = τ∧p = p′)∨p [α〉p′.

Thus, p[(τ)〉p′ means that zero τ actions are performed, if the first disjunct of the predicate is
satisfied, or that one τ action is performed, if the second disjunct is satisfied. For any observable
action a ∈ L, the first disjunct of the predicate is not satisfied. Hence, in that case, p [(a)〉 p′ is
simply equal to p [a〉 p′, meaning that a single a action is performed.

Definition 30 (Branching bisimilarity) A binary relation R ⊆ M×M is called a branching
bisimulation if and only if, for any p, p′, q, q′ ∈ M and α ∈ Lτ ,

1. pRq ∧ p [α〉 p′ ⇒
(∃ q′, q′′ : q′, q′′ ∈ M : q =⇒ q′′ ∧ q′′ [(α)〉 q′ ∧ pRq′′ ∧ p′Rq′), and

2. pRq ∧ q [α〉 q′ ⇒
(∃ p′, p′′ : p′, p′′ ∈ M : p =⇒ p′′ ∧ p′′ [(α)〉 p′ ∧ p′′Rq ∧ p′Rq′).

Two marked, labeled P/T-nets are called branching bisimilar, denoted p∼b q, if and only if there
exists a branching bisimulation R such that pRq.



2.5 Branching Bisimilarity 31

α

α

τ

p

p′

p

p′

q

q′′ = q′

q

q′′

q′

Figure 2.15: The essence of a branching bisimulation.

Figure 2.15 shows the essence of a branching bisimulation. The firing rule is depicted by two
arrows: a double arrow for the τ -steps and a single arrow for either a τ - or an α-step. The
dashed lines represent a branching bisimulation. A marked, labeled P/T-net must be able to
simulate any action of an equivalent marked, labeled P/T-net after performing any number of
invisible actions, except for an invisible action which it may or may not simulate.

Branching bisimilarity is an equivalence relation on M, i.e., ∼b is reflexive, symmetric,
and transitive. See Basten (1998) for more details and references to other notions of branching
bisimilarity.

To illustrate the relevance of branching bisimilarity as an equivalence notion, we use the
three marked C-nets shown in Figure 2.16. Each of the nets has the following visible behavior:
either the trace abce is realized or trace abde is realized. Therefore, it is interesting to investigate
whether the three marked C-nets are branching bisimilar. (A, [i]) and (B, [i]) are branching
bisimilar. However, (A, [i]) and (C, [i]) are not branching bisimilar although they are trace
equivalent (A, [i]) 6∼b (C, [i]). The reason is that in A the moment of choice between c and
d is made after the execution of b while in C the choice is made before the execution of b.
This distinction is vital when dealing with components. Assume that b corresponds to sending
a request to a component and that c is executed in case of a positive response and that d is
executed in case of a negative response. In A the C-net can handle both a positive response
(c) and a negative response (d) after sending the request (b). However, in C the C-net can
handle either the positive or the negative response, i.e., the choice between c and d is made
before the execution of b. Clearly, the latter C-net is not acceptable since it assumes that before
sending the request the answer of the supplier is already known. This simple example shows that
straightforward notions of equivalence such as trace equivalence (after abstraction of internal
steps) are not selective enough for the problems addressed in this thesis. Therefore, we use the
more refined notion of branching bisimilarity.

In the context of components, we need to be able to distinguish successful termination, i.e.,
termination in a desired state, from deadlock, i.e., termination in an undesired state. We define
in what states a C-net can terminate successfully. Throughout this thesis C-nets are subject
to comparison by means of a branching bisimilarity relation. It is often desirable that these
C-nets satisfy one of the soundness notions, but we also want to compare C-nets that are not
necessarily sound or C-nets for which we do not know a priori whether they are sound or not.
We will prove that if there is a branching bisimulation relation between two C-nets in the sense
of the next definition, then (k-)soundness is a congruence, i.e., transferable from one C-net to
the other C-net. (See Theorem 3 on page 33.)
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Figure 2.16: Three marked C-nets: the first two are branching bisimilar and the third one is not
branching bisimilar to the other two.
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Definition 31 (Branching bisimulation for C-nets) The branching bisimulation relation R ⊆
O ×O is a branching bisimulation relation for C-nets if and only if for any C-net A and B:

1. existence:
∀k ∈ IN:
(A, [ikA])R(B, [ikB])

2. uniqueness except τ -steps:
∀k ∈ IN+:
(∀x : (A, [ikA])R(B, x) : [ikB] =⇒ x)∧
(∀x : (A, [okA])R(B, x) : x =⇒ [okB])∧
(∀x : (A, x)R(B, [ikB]) : [ikA] =⇒ x)∧
(∀x : (A, x)R(B, [okB]) : x =⇒ [okA]).

We write A 'b B for the existence of a branching bisimulation relation R for the C-nets A and
B.

This definition allows us to include all sorts of states in the relation including those that can
not be reached from an initial marking consisting of tokens in the source place only. How-
ever, for studying the processes of C-nets it is not very useful to consider states that can not be
reached from ‘source-place-only’-markings. Therefore, although this is not necessary for anal-
ysis, we often have only reachable states in mind: R ⊆ {(A, sA), (B, sB)|sA ∈ [A, [ikA]〉∧ sB ∈
[B, [ikB]〉 ∧ k ∈ IN}.

If two processes are branching bisimilar in the sense of Definition 30, only have visible
labels, and they are sound as well, then the additional requirements of Definition 31 are auto-
matically satisfied. However, for C-nets that are not (k-)sound the requirements are a necessity
in obtaining the desired termination behavior for C-nets. Consider, for instance, Figure 2.17.
Figure 2.17 shows two processes: one 1-sound and one not 1-sound. In net A in Figure 2.17(a)
one of the transitions with the label x may fire. Then, a token is either placed in place p1 or p2.
The desired end state with one token in the sink place oA can never be reached. This can also
be seen from the State-Transition Diagram by the absence of a transition to the state [oA]. In net
B in Figure 2.17(b) there is only one transition with the x-label. When it fires the desired end
state [oB] is reached immediately. Clearly, net B is 1-sound, whereas net A is not. According to
Definition 30, we related the states [p1] with [oB], [p2] with [oB] and [oA] with [oB]. It is allowed
to relate [oA] with [oB] because they are both deadlocks. So, we may conclude that the processes
A and B are branching bisimilar with respect to Definition 30 although this is not a satisfactory
solution. Therefore, with respect to Definition 31 they are not. In Definition 31, we require that
only desired end states are related. In the example system A can deadlock in a state which is
not the desired end state, while system B can only deadlock in the desired end state. Hence, the
example is not a branching bisimulation for C-nets because the state [oB] is not uniquely related
by R.

Many properties are transferred from one system to another if they are branching bisimilar
(Stirling 1996). We are able to show that (k-)soundness is a congruence for branching bisimilar
nets. This is an important feature in component-based software design. If a specification is
sound, then its implementation is also sound when it is branching bisimilar.
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Figure 2.17: Two related processes, one 1-sound and one not 1-sound. Both nets and both
State-Transition Diagrams are depicted.

Theorem 3 (k-Soundness is a congruence for branching bisimilar nets) Let A and B be C-
nets, let k ∈ IN+ and suppose that A 'b B. If A is k-sound, then B is k-sound.

Proof. Pick an arbitrary k ∈ IN+ and suppose we have a marking sB ∈ [B, [ikB]〉. There
is a firing sequence σB such that (B, [ikB]) [σB〉(B, sB). Since (A, [ikA]) ∼b (B, [ikB]), there is
a marking sA ∈ [A, [ikA]〉 and there is a firing sequence σA such that (A, [ikA]) [σA〉 (A, sA)
and (A, sA) ∼b (B, sB). Clearly, since A is k-sound there is a firing sequence σ ′

A such that
(A, sA) [σ′

A〉 (A, [okA]). Using again the branching bisimilarity, there is also a firing sequence
σ′
B such that (B, sB) [σ′

B〉 (B, xB) with [okA] ∼b xB . Since [okA] is the end state and end states
are uniquely related except for τ -transitions, also from x the end state [okB] can be reached in a
number of τ -steps. Hence, B is also k-sound. 2

This theorem proves that k-soundness is a congruence. But, since it holds for any arbitrary
k ∈ IN+, it follows directly that soundness is also a congruence for branching bisimilar C-nets.

Corollary 2 (Soundness is a congruence for branching bisimilar nets) Let A and B be C-
nets and suppose that A 'b B. If A is sound, then B is sound.

2.6 Inheritance
Notions of behavioral inheritance (also named subtyping or substitutability) are explored by sev-
eral researchers: America (1991), Kilov & Harvey (1996), Kilov, Rumpe & Simmonds (1999),
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and Liskov & Wing (1994). Researchers in the domain of formal process models (e.g., Petri
nets and process algebras) have tackled similar questions based on the explicit representation of
a process by using various notions of (bi)simulation (Glabbeek & Weijland 1996, Milner 1980,
Park 1981). In Van der Aalst & Basten (1997), Van der Aalst & Basten (2002), Basten (1998),
and Basten & Van der Aalst (2001) four notions of inheritance have been identified. Unlike
most other notions of inheritance, these notions focus on the dynamics rather than data and/or
signatures of methods. These inheritance notions address the usual aspects: (1) substitutability
(Can the superclass be replaced by the subclass without breaking the system?), (2) subclassing
(implementation inheritance: Can the subclass use the implementation of the superclass?), and
(3) subtyping (interface inheritance: Can the subclass use or conform to the interface of the
superclass?). The four inheritance notions are inspired by a mixture of these three aspects.

In this section, we discuss these four inheritance notions. First, we discuss the basic ideas
of the inheritance relationships. The basic idea of projection inheritance can be characterized
as follows.

If it is not possible to distinguish the behaviors of the marked labeled P/T-nets x and
y when arbitrary methods of x are executed, but when only the effects of methods
that are also present in y are considered, then x is a subclass of y.

Projection inheritance conforms to hiding or abstracting from methods new in x. The basic idea
of protocol inheritance can be characterized as follows.

If it is not possible to distinguish the behaviors of the marked labeled P/T-nets x
and y when only methods of x that are also present in y are executed, then x is a
subclass of y.

Protocol inheritance conforms to blocking methods new in x.
The two mechanisms (i.e., blocking and hiding) result in two orthogonal inheritance notions.

The other two inheritance relationships are combinations of these mechanisms. A C-net is a
subclass of another C-net under protocol/projection inheritance if and only if both by hiding
the new methods and by blocking the new methods one cannot detect any differences, i.e., it is a
subclass under both protocol and projection inheritance. The two mechanisms can also be used
to obtain a weaker form of inheritance. A C-net is a subclass of another C-net under life-cycle
inheritance if and only if by blocking some newly added methods and by hiding the others one
cannot distinguish between them. Life-cycle inheritance is more general than the other three
inheritance notions.

A detailed study of the four inheritance relationships can be found in Basten & Van der Aalst
(2001). For the purpose of the consistency of the component framework, it suffices to formalize
the relationships to be self-contained. However, compared to Basten & Van der Aalst (2001)
there is an important difference in the way we formalize and use the inheritance notions. In this
thesis, we limit the application of the inheritance notions to C-nets, instead of labeled P/T-nets.
As a consequence, we restrict the scope of the inheritance definitions to C-nets. Furthermore,
we use the ‘branching bisimilarity for C-nets’-notion which puts additional requirements on top
of the branching bisimilarity notion used in Basten & Van der Aalst (2001). And, finally, the
two inheritance mechanisms, blocking and hiding, are also defined for C-nets rather than for
labeled P/T-nets.
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To formalize the inheritance forms, we introduce two operators on C-nets. For projection
inheritance, all new methods (i.e., methods added in the subclass) are hidden. Therefore, we
introduce the abstraction operator τI that can be used to hide methods.

Definition 32 (Abstraction) Let A be a C-net. For any I ⊆ L, the abstraction operator τI :
N → N is a function that renames all transition labels in I to the invisible action τ . Formally,
τI(A) = (PA, TA,MA, FA, `

′
A, iA, oA) such that, for any t ∈ T , `A(t) ∈ I implies `′A(t) = τ

and `A(t) 6∈ I implies `′A(t) = `A(t).

If M ⊆ I , then τI renames all transition labels in A to the invisible action τ . In that case we
omit the subscript I and write τ(A). Hence, in the net τ(A) all transitions bear the τ -label.

For protocol inheritance, all new methods (i.e., methods added in the subclass) are encap-
sulated. Therefore, we introduce the encapsulation operator ∂H that can be used to block meth-
ods.2

Definition 33 (Encapsulation) Let A be a C-net. For any H ⊆ L, the encapsulation op-
erator ∂H : N → N is a function that adds to a given C-net a place and a set of arcs
such that all transitions with a label in H are connected to this place. Formally, ∂H(A) =
(P ′

A, TA, F
′
A,MA, `A, iA, oA) such that P ′

A = PA∪{p} with p 6∈ PA and F ′
A = FA∪{(p, x), (x, p)|

x ∈ TA ∧ `A(x) ∈ H}.

We can generalize the encapsulation operator of Definition 33 by using a set of places P ′′

instead of a single place p. We would then have that for any H ⊆ L, the encapsulation operator
∂H : N → N is a function that adds to a given C-net a set of places and arcs such that all
transitions with a label in H are connected to a place in this set. The formalization in that
case would be: ∂H(A) = (P ′

A, TA, F
′
A,MA, `A, iA, oA) such that P ′

A = PA ∪ P ′′
A with P ′′

A 6= ∅,
P ′′
A ∩ PA = ∅, and F ′

A = FA ∪ {(p, x), (x, p)|x ∈ dom(f) ∧ f(x) = p} where f is a surjective
function with f : {x ∈ TA|`A(x) ∈ H} → P ′′

A. A disadvantage of this generalization is that the
operator does not yield a unique result. However, we mention this generalization since we use
it in various figures in this thesis. In figures it often is more convenient to block transitions by
using different places, instead of using a single place to block all transition with a label in H .

Although the effect in terms of behavior is the same, we should mention that ∂H1∪H2
6= ∂H1

◦
∂H2

. Moreover, the application of the abstraction or encapsulation operator results in another
C-net. Transitions that are encapsulated become dead for any initial marking with only tokens
in the source place of the C-net. Semantics of encapsulation can be defined in various ways. We
like to think of encapsulated transitions as transitions without resources to execute the transition.
Consider Figure 2.18. In this thesis, we focus on modeling the processes of components. Just
as in workflow management also resource management and resource allocation plays a role for
these processes. Under the presumption that the number of resources is always sufficient, we
omit in almost any process the explicit modeling of resources. However, in Figure 2.18, we
explicitly modeled the available resources for a message handler component. In Figure 2.18(a)
a resource has been assigned to each individual method. In Figure 2.18(b) two resources are

2The encapsulation operator is defined different from the one given in Basten & Van der Aalst (2001). We block
transitions by the explicit modeling of an empty resource place rather than by actually removing the transitions
from the C-net. As a result, the encapsulation operator applied to a C-net results in a C-net (instead of a labeled
P/T-net).
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Figure 2.18: Components need resources to execute transitions.

available for all methods in the process. Figure 2.18(c) is almost similar to the first case, but
now there is no resource available for the method status report. The effect of the absence of the
resource is that this method is dead for any initial marking in the source place i.

Hence, we can conclude that the application of the encapsulation operator divides the transi-
tions of a net in two parts. For the transitions that are unaffected by the encapsulation operator,
we still assume a sufficient number of available resources. For the encapsulated transitions, we
assume that the resources are taken away.

The definition of inheritance relationships is straightforward, given the abstraction operator,
the encapsulation operator, and branching bisimilarity for C-nets as an equivalence notion.

Definition 34 (Inheritance relationships) 3

1. Projection inheritance:
For any two C-nets A and B, B is a subclass of A under projection inheritance, denoted
B ≤pj A, if and only if there is an I ⊆ L such that τI(B) 'b A.

2. Protocol inheritance:
For any two C-nets A and B, B is a subclass of A under protocol inheritance, denoted
B ≤pt A, if and only if there is an H ⊆ L such that ∂H(B) 'b A.

3. Protocol/projection inheritance:
For any two C-nets A and B, B is a subclass of A under protocol/projection inheritance,
denoted B ≤pp A, if and only if there is an H ⊆ L such that ∂H(B) 'b A and an I ⊆ L

such that τI(B) 'b A.

4. Life-cycle inheritance:
For any two C-nets A and B, B is a subclass of A under life-cycle inheritance, denoted
B ≤lc A, if and only if there are an H ⊆ L and an I ⊆ L such that H ∩ I = ∅ and
τI∂H(B) 'b A.

3In Van der Aalst et al. (2002a), we require the safe classical soundness notion for the inheritance relationships.
In this thesis, we have the notion of branching bisimilarity for C-nets which enables us to show that (k-)soundness
is a congruence for branching bisimilar nets. Therefore, we drop soundness as a prerequisite for the inheritance.
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Basten (1998) has shown that ≤pj , ≤pt , ≤pp , and ≤lc are partial orders, i.e., reflexive, anti-
symmetric, and transitive.

i

o

a

c

A

b

i

o

a

c

B

b d

i

o

a

c

C

b

e

i

o

a

c

D

b f

i

o

a

c

E

b g

Figure 2.19: C, D, and E are subclasses of A under projection inheritance, B and C are sub-
classes of A under protocol inheritance, C is a subclass of A under protocol/projection inheri-
tance, and B, C, D, and E are all subclasses of A under life-cycle inheritance.

Let us consider the five C-nets shown in Figure 2.19 to illustrate the four inheritance notions.
B is not a subclass of A under projection because hiding the new method d results in a potential
trace where a is followed by c without executing b, i.e., the C-net where d is renamed to τ is
not branching bisimilar. C is a subclass of A under projection inheritance because hiding e in
C results in a behavior equivalent to the behavior of A, i.e., the addition of e only postpones
the execution of b and does not allow for a bypass such as the one in B. D is also a subclass
of A under projection inheritance: Hiding the parallel branch containing f yields the original
behavior. Finally, E is also a subclass of A under projection inheritance.

B is a subclass ofA under protocol inheritance because blocking d inB results in a behavior
equivalent to the behavior of A. C is also subclass of A under protocol inheritance because
blocking e in C results in a behavior equivalent to the behavior of A. D is not a subclass of
A under protocol inheritance: Blocking the parallel branch containing f results in a deadlock
situation. Finally, E is also not a subclass of A under projection inheritance because blocking
g intersects the net and therefore, also results in a deadlock situation.

Only the C-net D is a subclass of A under protocol/projection inheritance because only D
is both a subclass under protocol and projection inheritance.

The C-nets B, C, D, and E are all subclasses of A under life-cycle inheritance because all
these nets are a subclass under protocol or under projection inheritance of A.
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2.7 Inheritance-Preserving Transformation Patterns
Basten & Van der Aalst (2001) defined several inheritance-preserving transformation patterns.
These patterns correspond to design patterns when extending a C-net A to incorporate the new
behavior of a netX . Each one of these patterns corresponds to a design construct which is often
used in practice, namely choice, sequential composition, parallel composition, and iteration.
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Figure 2.20: A protocol/projection inheritance pattern.
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Figure 2.21: A projection inheritance pattern.
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Figure 2.22: A protocol inheritance pattern.

In Basten & Van der Aalst (2001) these patterns are discussed in depth. They are embodied in
the conditions of four theorems and elaborate proofs have been given for these four theorems.
We will present these four inheritance-preserving transformation patterns again embodied in the
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Figure 2.23: A projection inheritance pattern.

requirements of four theorems. However, the requirements are different from those in Basten &
Van der Aalst (2001). There are four differences.

1. The inheritance notions in this thesis are based on a special form of branching bisimilarity,
i.e., the branching bisimilarity for C-nets.

2. The classical soundness notion is not a prerequisite for inheritance.

3. A (technically) different encapsulation operator is used.

4. For the extensions of the base net, sound C-nets are used instead of live and bounded
free-choice nets.

Taking into account the previous remarks, we have to prove less and we require more. For that
reason, we omit the proofs which show that each of the patterns implies a certain inheritance
relation between a base net and an extended net. The patterns in this section can be used to
extend single C-nets with other nets. In Chapter 6, we will introduce several other patterns
which can be applied to support and develop the communication between two or more C-nets.

We will first discuss pattern PP depicted in Figure 2.20. This pattern preserves both proto-
col and projection inheritance. The pattern can be used to add a loop A to the functionality of a
C-net X . Adding a loop only postpones the original behavior of net X .

Theorem 4 (Protocol/Projection-inheritance-preserving transformation pattern PP )
Let X be a C-net and let A be a labeled P/T-net with a place p ∈ PA. If

1. p 6∈ {iA, oA}, PX ∩ PA = {p}, TX ∩ TA = ∅,

2. (∀ t : t ∈ TA : `A(t) 6∈ α(X)),

3. (∀ t : t ∈ TA ∧ p ∈ •t : `(t) 6= τ),

4. Ã = ((PA\{p}) ∪ {iA, oA}, TA,MA, (FA\({(p, t)|t ∈ TA} ∪ {(t, p)|t ∈ TA}))∪
{(iA, t)|(p, t) ∈ FA} ∪ {(t, oA)|(t, p) ∈ FA}, `A, iA, oA) is a sound C-net, and

5. Y = X ∪ A is well defined,

then Y is a C-net and Y ≤pj X .
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The soundness requirement on Ã is crucial for this theorem. It assures that net A produces as
many tokens to place p as it consumes from place p. The second requirement is required for
projection inheritance. If we block the transitions in net A, then the net is still a subclass under
protocol inheritance.

Transformation pattern PP can be used to construct the subclass C in Figure 2.19 from the
C-net A shown in the same figure.

Secondly, we will discuss pattern PJ depicted in Figure 2.21. This pattern preserves pro-
jection inheritance. Basically, inheritance rule PJ says that it is allowed to replace an arc in the
original C-net X by an entire P/T net A.

Theorem 5 (Projection-inheritance-preserving transformation pattern PJ )
Let X be a C-net. If A is a labeled P/T-net with place oA ∈ PA and transition ti ∈ TA such that

1. oA 6∈ {iX , oX}, PX ∩ PA = {oA}, TX ∩ TA = {ti}, (ti, oA) ∈ FX ,
A
•ti = {oA},

2. (∀ t : t ∈ TA\TX : `A(t) 6∈ α(X)),

3. Ã = (PA ∪ {iA}, TA,MA, FA ∪ {(iA, ti)}, `A, iA, oA) is a sound C-net, and

4. Y = (PX , TX ,MX , FX\{(ti, oA)}, `X) ∪ (PA, TA,MA, FA\{(oA, ti)}, `A, iA, oA) is well
defined,

then Y is a C-net such that Y ≤pj X .

Transformation pattern PJ can be used to construct E from A in Figure 2.19.
Thirdly, we will discuss pattern PT depicted in Figure 2.22. This pattern preserves protocol

inheritance. The pattern can be used to add an alternative route given by the labeled P/T net A
through the C-net X . Basically, inheritance rule PT supports the choice construct.

Theorem 6 (Protocol-inheritance-preserving transformation pattern PT )
Let X and A be C-nets. If

1. PX ∩ PA = {iA, oA},

2. TX ∩ TA = ∅,

3. (∀t : t ∈ start(A) : `(t) ∈ α(A) ∧ `(t) 6∈ α(X)),

4. A is a sound C-net,

5. Y = X ∪ A is well defined,

then Y is a C-net and Y ≤pt X .

Transformation pattern PT can be used to construct subclass B from A in Figure 2.19.
Finally, we will consider pattern PJ3 depicted in Figure 2.23. This pattern preserves pro-

jection inheritance. The pattern can be used to add a parallel track given by the labeled P/T net
A to a C-net X .
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Theorem 7 (Projection-inheritance-preserving transformation pattern PJ3 )
Let X be a C-net. Let A be a labeled P/T-net. Assume that q is a fresh identifier not appearing
in PX ∪ TX ∪ PA ∪ TA. If A contains transitions ti, to ∈ TA such that

1. PX ∩ PA = ∅, TX ∩ TA = {ti, to},

2. (∀ t : t ∈ TA\TX : `(t) 6∈ α(X)),

3. Ã = (PA ∪ {iA, oA}, TA,MA, FA ∪ {(iA, ti), (to, oA)}, `A, iA, oA) is a sound C-net,

4. Y = X ∪ A is well defined, and

5. q is implicit in (Xq, [ikX ]) for any k ∈ IN+ with Xq = (PX ∪ {q}, TX ,MX , FX ∪
{(ti, q), (q, to)}, `X , iX , oX),

then Y is a C-net and Y ≤pj X .

Transformation pattern PJ3 can be used to construct subclass D from A in Figure 2.19.
So, we saw that pattern PP can be used to insert a loop or iteration at any point in the

process, provided that the added part always returns to the initial state. Pattern PJ can be used
to insert new methods by replacing a connection between a transition and a place by an arbitrary
complex subnet. Pattern PT corresponds to the choice construct. It can be used to extend a C-
net with one or more alternative branches. Pattern PJ3 can be used to add parallel behavior, i.e.,
new methods which are executed in parallel with existing methods. The inheritance-preserving
transformation patterns distinguish the work presented in Van der Aalst & Basten (1997), Van
der Aalst & Basten (2002), and Basten & Van der Aalst (2001) from earlier work on inheritance.

2.8 Conclusions
In this chapter, we have presented preliminary results for the remainder of this thesis. Most
of the definitions and lemmas have been adopted from existing Petri-net theory and to a lesser
degree from process algebra. Definitions taken from existing theory are those for P/T-nets,
C-nets (WF-nets), branching bisimilarity, and inheritance. However, for some definitions we
needed to introduce modified versions. For instance, motivated by the discussion on multiple
entrance of subcomponents and the possible introduction of dead transitions, we introduced
new soundness notions allowing multiple activation of C-nets and allowing dead transitions.
We illustrated that there are various dependencies between the soundness notions. To compare
C-nets, we formalized a notion of equivalence. We introduced a component variant of branching
bisimilarity called ‘branching bisimilarity for C-nets’ as our standard equivalence notion. An
important result we have obtained is that soundness is a congruence for branching bisimilar
C-nets. We will frequently use this result in this thesis. Based on branching bisimilarity for
C-nets, we adapted various inheritance relationships allowing us to consider abstractions of
components. Moreover, we adapted existing inheritance-preserving construction patterns for C-
nets. In the next chapter, we will show how Petri nets can be used in architectural descriptions
of information systems.
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Architectural Framework

3.1 Introduction

Software architecture originated when Dijkstra (1968) pointed out that it is important and bene-
ficial when software should not only function properly, but is also well structured. Parnas (1974)
contributed by considering information-hiding modules, software structures and program fam-
ilies. The analogy to a building architecture was first described by Alexander, Ishikawa &
Silverstein (1977) who stressed that architectures should be ‘timeless’ and prove to be stable
when exposed to the introduction of the latest technologies. Research in software architecture
has emerged as a large-scale manifestation over the recent years. However, the area of soft-
ware architecture is still quite young considering the large variety of definitions that are used
simultaneously. Applicable to our work is the definition in Bass et al. (1998): A software archi-
tecture is defined ‘as the structure, which comprises software components, the externally visible
properties of those components, and the relationships among them.’ This definition is related
to the IEEE 1471 definition where the IEEE-SA Standards Board (2000) has agreed upon: ‘A
software architecture can be defined as the fundamental organization of a system embodied in
its components, their relation to each other and to the environment and the principles guiding its
design and evolution.’ A difference is that the IEEE definition also takes the development pro-
cess into account. In Perry & Wolf (1992), a foundation for the study of software architectures
is described, and in Garlan & Shaw (1993) and in Shaw & Garlan (1996) the advantages of the
use of architectural style are explored, i.e., the voluntarily restriction to a relatively small set of
choices when it comes to component cooperation and interaction.

In this chapter, we will introduce an architectural framework for software components that
offers the possibility of describing separate components, connections between components, and
communication between components. Components typically encompass business processes
(Davenport & Short 1990). Therefore, the framework primarily focuses on the dynamic behav-
ior of components. Each component handles a process also called the workflow or control flow
of a component. Furthermore, we define components with a description at two different levels
of abstraction. The highest level, the specification (also called the interface) describes the ob-
servable behavior of a component. The lower level describes the architecture of a component.

43
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For a specification we use a C-net. (Considering Petri nets as a specification language, we may
consider the constraints for C-nets and the additional constraints for specifications and archi-
tectures as a set of rules that is imposing an architectural style.) An architecture is a network
which contains transitions that also occur in the specification, transitions that are invisible at
the specification level, and (possible) references to other components. We want to reason about
consistency of components with respect to their dynamics. The formal semantics based on C-
nets and inheritance enable us to make solid statements about the consistency and the soundness
of components. We define the consistency of a component in such a way that the behavior of the
flattened architecture, i.e., a C-net containing the places and transitions of the architecture and
the C-nets of the subcomponents, is a subclass under life-cycle inheritance of the specification
of the component. Apart from the notion of a component, we also introduce the notion of a
system architecture to be able to refine the behavior of components. A system architecture is
a tree of components. For a system architecture, we also define consistency. That means that
the behavior of an implementation, i.e, the C-net that appears when we flatten the architecture,
is a subclass under life-cycle inheritance of the specification of the top-level component of the
system.

There are various alternatives for the component framework which we will introduce in
this chapter. For instance, consider Temporal Logic of Actions (TLA) used for the refine-
ment of components as described in Abadi & Lamport (1993), Abadi & Plotkin (1993), and
Abadi & Lamport (1995). In Abadi & Lamport (1991), we find an approach in which so called
‘stuttering-steps’ can be compared with τ -steps in our framework. In this approach, the idea
is to use refinement mappings to prove that a lower-level specification correctly implements a
higher-level one. Specifications consisting of state machines are compared and the existence of
refinement-maps is proven under certain conditions. Based on the TLA-work there are many
frameworks for composition such as a framework by Fine (1996) concerning a ‘divide-and-
conquer’ approach to specification and verification. Another approach to refinement of func-
tional specifications is given by Broy (1992). This latter approach also takes the refinement of
functions into account. Finally, we mention the work of McLean (1994). This work is based on
an approach with trace sets and interleaving functions. The framework in this chapter is based
on the Petri-net technique introduced in Chapter 2. The choice for Petri nets over other formal
methods such as the above-mentioned approaches, process algebra, or state charts is primarily
motivated by the availability of the introduced inheritance notions and the availability of the
inheritance-preserving transformation patterns. Moreover, Petri nets allow the description and
investigation of the behavior of single components and the communication between components
in the framework by using the structure of the net (instead of considering the state-space).

Architectures are described by Architecture Description Languages (ADLs). For different
architectural problems often different ADLs are suitable. Medvidovic & Taylor (1997) defined
an ADL as a language that provides a concrete syntax and a conceptual framework for character-
izing architectures. A strategy to classify an ADL is by architectural domains, i.e., the problems
or areas of concern that need to be addressed by ADLs (Medvidovic & Rosenblum 1997). In
Van der Aalst et al. (2002a), we relate our approach based on C-nets to ADLs such as ARMANI,
Rapide, Aesop, MetaH, UniCon, Darwin, Wright, C2, and SADL. In contrast to our approach
these ADLs typically view software architectures statically (Medvidovic & Rosenblum 1997),
i.e., analysis primarily focuses on syntactical and topological issues. Only Darwin offers the
possibility of executing ‘what if’-scenarios and Rapide offers a constraint checker based on
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simulation. Another approach, different from an ADL, but also used to incorporate dynamic
behavior is the addition of process specifications to existing middleware technology, e.g., in
Bastide & Palanque (1999) CORBA IDLs are extended with Petri nets.

We continue this chapter with Section 3.2 which gives an informal introduction into the
concepts of the framework. We proceed with Section 3.3 where we introduce and discuss
the definition of a component. Then, we continue the discussion by handling the consistency
definition of components in Section 3.4. In Section 3.5, we define and discuss complete system
architectures of components and, in Section 3.6, we define the overall consistency of these
system architectures. We complete the chapter with the conclusions in Section 3.7.

3.2 Informal Framework Description
In this section, we give an informal introduction into the concepts of the architectural framework
we introduce in this chapter. Figure 3.1 illustrates the notion of a component which we will use
with respect to the framework. A component has a Name and a Component Specification (S).
The component specification gives the functionality provided by the component and is specified
in terms of a C-net. (See Chapter 2.) The internal structure of a component is given by a Com-
ponent Architecture (A). The component architecture may refer to other components by using
Component References (r1, . . . , rn). Every component reference describes the functionality of a
component used in the component architecture in terms of a C-net. A component is atomic/flat
if it contains no other components, i.e., there are no component references in its architecture. A
System Architecture is a set of interconnected components, i.e., component references that are
linked to concrete components.

Component Specification (
�

)

Component Architecure (� )

r1 r2 r3 r4

Component

Component Specification (
�

)

Component Architecure (� )

r1 r2 r3 r4

Component

Figure 3.1: A component consists of a component specification, a component architecture, and
component references.

The definition of components at various levels is advantageous since it offers multiple views.
The specification and architectural views are important because they provide descriptions of the
system at various levels of abstraction. Hence, they can be used for understanding the structure
of a system and form a basis for a shared understanding of a system by all its stakeholders. In
Zachman (1987) a view-based approach in which an architecture is considered as a set of archi-
tectural representations (or models) placed within two dimensions is introduced: the perspective
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Figure 3.2: The component channel.

and the description type. The perspectives distinguished here agree well with the interests of
different stakeholders in a software development effort. A managers view on the system dif-
fers from that of a software architect, and a programmers view may be completely different
from both. Each of the participants views is, however, relevant to the successful development
of the system. To capture the various aspects of architectural information, Kruchten (1995)
presented a more concise model of architectural views consisting of the Logical, the Process,
the Physical, the Development, and the Scenarios-view. The results of this chapter can be used
to consistently relate the Logical and the Process-view. In Reijers & Van der Toorn (2002)
and Reijers & Van der Toorn (2003), we described the links between a view-based approach to
application development under architecture and Business Process Reengineering.

Figure 3.2 shows a component named channel in terms of the framework we propose. The
channel is described by (a) its specification, (b) its architecture, and (c) the specification of the
only component reference named message handler. The component specification of channel
is given in terms of a C-net. Recall that a C-net is a labeled Petri net with a uniquely iden-
tified starting point (the source place i) and a uniquely identified termination point (the sink
place o). Transitions are labeled. Labels are either visible or not. Communication with the
environment is via these transition labels. Figure 3.2(a) shows that the channel component
has four visible labels: open, send, receive, and close. As the component specification shows,
the channel component is activated via label open and deactivated via label close. In-between
activation and deactivation, the component can send and receive messages in an alternating
manner. The component specification does not describe the internal architecture of the system:
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Figure 3.3: The component message handler 1.
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It only lists the external functionality. The inner structure of the component is given by the
component architecture. Figure 3.2(b) shows that component channel contains one subcom-
ponent message handler and four transitions by pass, start maintenance, service channel, and
end maintenance. The transitions correspond to atomic operations which are not grouped into
subcomponents. Subcomponents are specified by component references. The reference of the
subcomponent message handler depicted in Figure 3.2(c) shows that the functionality of this
subcomponent is straightforward: send message is followed by receive message. The labels
of the subcomponent are mapped onto labels of the channel component, e.g., send message of
message handler is mapped onto send of channel. The component reference is not concerned
with the internal structure of the subcomponent: It only specifies the minimal functionality that
is expected of any component plugged into this reference.

Figure 3.3 shows another component. This component can be plugged into the reference
of the channel component, i.e, the message handler component of which the place in the ar-
chitecture has been determined by Figure 3.2(c) and whose specification has been given by
Figure 3.2(b). The component shown in Figure 3.3 is named message handler 1 and is atomic/
flat, i.e., the component does not contain any references. The architecture of message handler 1
(Figure 3.3) shows that for the actual transmission of messages several operations need to be
performed which are not visible in the component specification, i.e., Figure 3.3(a). It is re-
quired that the component realizes at least the functionality of the reference it is plugged into.
The component message handler 1 meets the requirement and even offers additional function-
ality not specified in the component reference of channel: The component message handler 1
can provide status reports, but this feature is not used/required in the component channel.

A system architecture is composed of a set of components in such a way that there is one
top-level component and all component references are mapped onto components. The channel
component shown in Figure 3.2 where the reference is mapped onto the message handler 1
component shown in Figure 3.3 is an example of a system architecture composed of two com-
ponents. The behavior of a system architecture is defined by the C-net which is obtained by
recursively replacing each reference by a concrete component; the so-called flattening of the
architecture. Figure 3.4 shows the flattened system architecture composed of the components
channel and message handler 1.

A component that realizes the functionality specified in the component reference of chan-
nel is not necessarily unique. In many cases, a system architect uses a system architecture to
evaluate various alternatives. After an investigation of the behavior of different components
he/she makes a well-considered choice from various alternatives. Figure 3.5 shows an alter-
native component that can be used to realize the functionality of the component reference of
channel. Instead of the status reports provided by message handler 1, message handler 2 of-
fers the possibility of automatically reporting errors in case of a malfunctioning. Like the status
report offered by message handler 1, also the functionality of automatically reporting errors
offered by message handler 2 is not specified in the component reference of channel. But there
is an important difference between the nature of the two functionalities: The status report is
a functionality that can be generated on top of sending and receiving a message, whereas the
report error functionality offers an alternative path through the component in such a way that
send message and receive message are no longer executed.

When we use message handler 2 as a realization of the reference message handler, we
want to avoid that the send and receive message functionality is skipped. To deal with this
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we block the additional error report function. By blocking the unnecessary functionality we
enforce that the proper path in message handler 2 is used. In practice, we keep for each com-
ponent the system architecture a list of blocked functionalities. When we map a component
onto a reference, we know exactly what functionality can be used and what functionality should
be omitted. In the example of the system architecture composed of components channel and
message handler 2, only the report error functionality is blocked. The flattened system archi-
tecture composed of the components channel and message handler 2 is depicted in Figure 3.6.
The blocked functionality is depicted by dotted lines.

The framework illustrated in Figure 3.1 is used to address one of the key issues of component-
based software design: consistency. A component is consistent if, assuming the correct opera-
tion of the components that are used, its architecture actually provides the functionality specified
in the component specification. A system architecture is consistent if its components are con-
sistent and every component reference is mapped onto a component which actually provides
the functionality specified in the component reference. Clearly, consistency is important in the
context of component-based software design: Will a component ‘fit’ or not? Consider, for ex-
ample, the component channel. Does the architecture of channel shown in Figure 3.2(b) realize
the specification shown in Figure 3.2(a)? Moreover, do the components message handler 1 and
message handler 2 shown in Figure 3.3 and Figure 3.5 realize the specification of the reference
shown in Figure 3.2(c)?

Consistency can be characterized by the term substitutability: Will the system operate as
specified if the specification is replaced by the actual component? There are clear links between
substitutability and inheritance. The formalization of inheritance in a Petri-net context can be
used to define necessary and sufficient conditions for consistent components and consistent
component architectures. In the previous chapter, we introduced four notions of inheritance,
i.e., projection inheritance, protocol inheritance, protocol/projection inheritance, and life-cycle
inheritance. The idea behind all four inheritance relationships in the context of components
is that, in some way, one component must extend the behavior of another component while
preserving the important functionality of that component. When there is an inheritance relation
between two components, one component is called a subclass (or a superclass) of the other.

In Section 3.3, the framework is defined formally and in Section 3.4 the projection inheri-
tance notion is used to define a consistent component, i.e., a component that actually provides
the external behavior required. The life-cycle inheritance notion is used in Section 3.5 to define
a consistent system architecture, i.e., an architecture in which all components are consistent and
in which all components realize the behavior imposed by their references.

The replacement of one component by another is supported in two ways: (1) life-cycle
inheritance can be used to test locally whether the new component has the desired behavior, and
(2) the transfer rules defined in Van der Aalst & Basten (2002) allow for automatic on-the-fly
reconfiguration (i.e., migration while the component is active) by mapping the state of the old
component onto the new component. This is useful in the conversion from objects that belong
to an older component to objects that belong to a newer component.

This chapter formalizes the various notions of the component framework. The main results
of the next chapter, Chapter 4, are a theorem which shows that life-cycle inheritance is compo-
sitional and based on this result, a theorem which allows local consistency tests to determine
the overall consistency of a complete system architecture. These results are indispensable in
determining the consistency of a large software system.
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The system architecture composed of the channel and message handler 1 is small enough
to determine the consistency by checking directly the definitions given in this chapter. If in
the architecture in Figure 3.2(b) the reference message handler is replaced by its specification
shown in Figure 3.2(c), then the resulting C-net is clearly a subclass under projection inheritance
of the component specification shown in Figure 3.2(a). This means that the channel component
is consistent. The architecture of the message handler 1 component shown in Figure 3.3(b) is a
subclass under projection inheritance of the specification shown in Figure 3.3(a). Therefore, this
component is also consistent. To decide whether the complete system architecture consisting
of the channel and the message handler 1 component is consistent as well, we should verify
whether the flattened system architecture in Figure 3.4 is a subclass of the specification of the
top-level component shown in Figure 3.2(a). As we mentioned before, the results of the next
chapter are helpful in deciding locally, i.e., per component, whether such an architecture would
be consistent. The system architecture is actually consistent since the flattened architecture is
a subclass under projection inheritance of the specification of the top-level component. The
reader could verify this by relabeling all transitions in the flattened system architecture to τ
when their label does not occur in the set {open, send, receive, close}.

In Figure 3.5, the component architecture of message handler 2 is a subclass under pro-
jection inheritance of the component specification of message handler 2. Hence, the mes-
sage handler 2 is consistent. To see whether the system architecture consisting of the channel
and the message handler 2 component is consistent as well, we should verify whether the flat-
tened system architecture depicted in Figure 3.6 is a subclass of the specification of the top-level
component. It is left to the reader to verify that after blocking the gray transitions of the net, i.e.,
the report error functionality, and hiding, i.e, relabeling to τ , all other transitions with labels
which do not occur in the top-level component specification shown in Figure 3.2(a), we end up
with a net which is a subclass under life-cycle inheritance. This means that also this system
architecture is consistent.

3.3 Component Definition
In this chapter, we formalize the concepts introduced in Section 3.2. As illustrated by Figure 3.1,
a component consists of a component specification (S) and a component architecture (A), and
the component architecture possibly contains a number of component references (r1, . . . , rn).

Definition 35 (Component) A component c is a tuple (S,A) where:

1. S is a C-net with MS = α(S) and start and stop labels in MS called the component
specification of c, and

2. A = (PA, TA, CA, FA, `A) is the component architecture of c such that:

(a) PA is a set of places,

(b) TA is a set of transitions,

(c) CA is a set of component references such that every r ∈ CA is a component speci-
fication, i.e., r is a C-net with Pr ∩ PA = {ir, or},

(d) B = {(r, l) ∈ CA × L | l ∈Mr} is a set of bindings,
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(e) FA ⊆ (PA × (TA ∪B)) ∪ ((TA ∪B) × PA) is called the component flow relation ,
and

(f) `A : TA ∪B → MS ∪ {τ} is the component labeling function.

Assumption (Name clashes for components) We assume the absence of name clashes be-
tween the sets of places and transitions of components and the sets of places and transitions
of the references with exception of the source and sink places of references that occur in the
architecture. Hence, PS , TS , PA, TA, Pr and Tr are disjoint for any arbitrary combination and
for any reference r, except for the combination Pr and PA. This last combination is given by
Pr ∩ PA = {ir, or} for any reference r. The only identifiers shared among component specifi-
cations, component architectures, and references are the action labels.

The component specification defines the interface of a component in terms of a C-net. The
purpose of the component architecture is to realize/implement this specification, i.e., the archi-
tecture is typically much more detailed and possibly contains other components. For atomic/flat
components CA = ∅. For non-atomic components, the architecture contains a set of references
CA. The references are used for plugging in other components. Therefore, each reference spec-
ifies the required interface of the component to be plugged in. There are two types of arcs in
the architecture: (1) normal arcs (i.e., arcs between places and transitions) and (2) subcompo-
nent arcs which connect places in the architecture to methods inside the components plugged
into the component references. To address methods inside subcomponents, a set of bindings
B is introduced. The function `A can be used to map methods inside the components plugged
into the component references onto methods used in the component specification, i.e., each
method associated with a component reference is mapped onto either τ or a visible method in
MS . Moreover, `A also maps ordinary transitions in the architecture onto a label in MS ∪ {τ}.
The methods and transitions that are mapped onto τ by `A are not visible from outside the
component.

With respect to notation, we will refer to the elements of a component in a similar way as
to the one which we applied for labeled P/T-nets and C-nets. We will use subscripts: Let c be
a component, then the architecture of the component is denoted by Ac and the specification
of the component is denoted by Sc. When we refer to the elements of Sc or Ac, we will use
sub-subscripting. Hence, the elements of Sc are denoted by PSc , TSc ,MSc , FSc , `Sc , iSc , and oSc .
And, similarly, the elements of Ac are denoted by PAc , TAc , CAc , FAc , and `Ac . And, finally,
(when necessary) the elements of rAc are denoted by PrAc , TrAc ,MrAc

, FrAc , `rAc , irAc and orAc .
Figure 3.2, Figure 3.3 and Figure 3.5 show examples of components. The components

message handler 1 and message handler 2 are atomic/flat; the component channel is not.
Figure 3.7 shows another example of a component. This component represents a simple

coffee machine which accepts coins and either returns coins or serves coffee. The component
specification (S coffee machine) shows that after activating the machine (method switch on) a
coin can be inserted (method insert coin). After an internal choice (i.e., two τ -labeled tran-
sitions sharing one input place), either method reject coin or method serve coffee is enabled.
After executing one of these two methods, the machine returns to a state where it accepts a new
coin. In parallel, the machine can be triggered to be deactivated by using the method switch off.
Since the machine can be busy serving coffee, there is another method (switched off) which
corresponds to the actual switch-off operation.
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The architecture of the component coffee machine is described by the remaining three dia-
grams in Figure 3.7. The two smaller diagrams correspond to component references. The larger
diagram in the middle describes the overall architecture of the component and refers to the two
component references. The component reference coin handler takes care of accepting and re-
jecting coins. The component reference brewing facility takes care of the actual brewing and
serving of coffee. At the architectural level, one can see the interaction between components in-
side the machine. Both subcomponents are activated/deactivated when the machine is switched
on/off. After a coin is inserted, the coin handler sends a request to the brewing facility. The
brewing facility either acknowledges the request (OK) and serves coffee or sends a notification
to the coin handler (NOK) resulting in the returning of the coin inserted. External methods
(i.e., the methods offered in the component specification) are linked to concrete transitions in
the architectural model or are mapped onto internal methods provided by component references.
Places in the component architecture are connected to concrete transitions or methods provided
by component references, e.g., place OK is connected to method OK! of the component refer-
ence brewing facility and method OK? of the component reference coin handler.

The architecture of a component should provide the functionality promised in its specifi-
cation. Therefore, we define the flattened component which allows us to define component
consistency.

Definition 36 (Flattened component) Let A be a component architecture. The corresponding
flattened architecture is the labeled P/T net N = cflat(A) with:

1. PN = PA ∪ (
⋃

r∈CA
Pr),

2. TN = TA ∪ (
⋃

r∈CA
Tr),

3. FN = (FA ∩ ((PA × TA) ∪ (TA × PA)))∪
(
⋃

r∈CA
Fr ∪ {(p, t) ∈ PA × Tr | (p, (r, `r(t))) ∈ FA}∪

{(t, p) ∈ Tr × PA | ((r, `r(t)), p) ∈ FA}),

4. dom(`N) = TN , for any t ∈ TA: `N(t) = `A(t), for any r ∈ CA and t ∈ Tr such that
`r(t) ∈Mr: `N(t) = `A((r, `r(t))), and `N(t) = τ otherwise, and

5. MN = rng(`N)\{τ} where rng is the range of a function (in this case `N ).

Figure 3.8 shows the flattened architecture of the component channel shown in Figure 3.2: The
component reference message handler is replaced by message handler 1, which is the atomic
component shown in Figure 3.3.

3.4 Component Consistency
Components are consistent when their implementations behave like their specifications. This
requires that replacements of components should behave similarly to their references. An aspect
that should be considered in this context is the number of activations of subcomponents. We
have already discussed the behavior of C-nets with respect to multiple activation in the previous
chapter, we will now discuss this issue briefly with respect to the component framework. To il-
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lustrate the relevance of the number of activations we use the component specification shown in
Figure 3.9. The component specification is 1-sound. (In contrast to the example of Figure 2.11
on page 25 which we discussed in the previous chapter, this component specification is even
safe and free of dead transitions.) However, if the component is activated twice, it can dead-
lock. Suppose that start transition activate is executed twice. Both p1 and p2 will contain two
tokens. Suppose that handle A and handle B are executed once. In the resulting state places
p1, p2, p3, and p4 are marked. Suppose that handle A is executed again. In the resulting state
only stop transition deactivate A is enabled. Firing deactivate A results in the state marking
p3 and p4. In this state, none of the transitions is enabled, i.e., the component gets stuck in a
state where it is not possible to terminate properly. The deadlock is a result of the fact that a
component which is activated multiple times exhibits behavior which is not considered when
checking for a single activation only.

As illustrated by the example in Figure 3.9, the number of activations is an important aspect
when it comes to comparing the behavior of components. To avoid deadlocks such as the one
illustrated using Figure 3.9, some extra requirements are needed. There are two possibilities:

1. The architecture of each component should be such that the number of entrances of each
of its subcomponents is bounded, or

2. the components should be such that they are comparable not only for a single activation,
but for an arbitrary number of activations.

In Van der Aalst et al. (2002a), we limited the number of activations of subcomponents to a
single entrance. We introduced the notion of activation safeness to enforce this. In this chapter
and the sequel of this thesis, we allow an arbitrary number of entrances. As we discussed in
Chapter 2, for sound nets this implies that specifications and their replacements are from a
smaller class of C-nets. Van der Aalst (1995) shows that this class encompasses at least free-
choice nets (Desel & Esparza 1995). But it is easy to think of examples that are not free-choice,
but still have the property that the behavior is not altered when activated more than once. In
Van Hee et al. (2003b) a larger class of Petri nets is introduced which has this property. The
class of nets, known as weakly separable nets (Definition 27 on page 28), is a suitable class
of nets to use from an analytic point of view. From a practical point of view, the structural
characterization of this class by free-choice nets is not broad enough. For many communication
problems between components, we need a solution which exceeds the class of free-choice nets.
Moreover, we know that there are solutions that are not free-choice, but nevertheless sound.
Recall the example of Figure 2.13 on page 28 of the previous chapter. Hence, the question of
how we can structurally characterize this class in a broader way is still unanswered. We now
formulate the notion of consistency.

Definition 37 (Consistent) Let (S,A) be a component with N = cflat(A). (S,A) is consis-
tent if and only if

1. N is a C-net,

2. (∀t : t ∈ start(N) ∪ stop(N) : `N(t) ∈ α(S)), and

3. N ≤pj S .
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By Theorem 3 on page 33, it follows that if a specification of a consistent component is sound,
then also its flattened architecture is sound.

Definition 37 gives the requirements any component should satisfy. The flattened archi-
tecture is branching bisimilar to the component specification. Technically, it is also possible
to define the inheritance relation between the component specification and the component ar-
chitecture in another way: For instance, to choose life-cycle inheritance rather than projection
inheritance. We choose projection inheritance because in the design of an architecture we typi-
cally refine a specification with a number of additional methods that, although they are hidden,
can be executed and are functional to the component. It is pointless to use blocking in a de-
sign of an architecture: You do not deliberately invent methods if you already know that for
the correct functioning of the system you have to block these methods. In selecting existing
components, however, we typically use blocking to fit them in the system architecture.

As we mentioned already in the introduction, the components in Figure 3.2, Figure 3.3 and
Figure 3.5 are consistent. The component shown in Figure 3.7 is not consistent for the follow-
ing two reasons. First of all, the flattened architecture is not sound whereas the specification is
sound. Hence, they can never have the same behavior. Suppose that the method switch off is
initiated directly after inserting a coin. The subcomponent brewing facility can be deactivated
immediately. However, the coin handler cannot be deactivated and will send a request to the
brewing facility, the brewing facility will not respond to the request, and the machine will dead-
lock. Another reason for inconsistency is the fact that the brewing facility sends an OK-message
to the coin handler before actually serving coffee. Therefore, one can insert a new coin before
completely handling the previous request. This behavior yields a flattened architecture which is
not a subclass of the original architecture.

The alternative component shown in Figure 3.10 does not have these deficiencies and is con-
sistent. This component deactivates the coin handler before deactivating the brewing facility.
Moreover, the coffee is served before the coin handler is notified. Up to know it still the crafts-
manship of a software architect to find and error and repair unsound or inconsistent components.
(In the future we hope to support this process by tools.)

From the requirements stated in Definition 37, we can derive (Lemma 7) that the architecture
of a component is connected and has a unique source place and a unique sink place. The
consistency of a component, implying that the flattened architecture is a C-net, is essential
to prove this property. Figure 3.11 is an example of a specification and an architecture of a
component that is not consistent. Note that the component definition (Definition 37) allows
such an architecture. The architecture has two source places and is even not connected.

Lemma 7 Let (S,A) be a consistent component. There is precisely one i ∈ PA such that
{t ∈ TA | (t, i) ∈ FA}∪{(r, l) ∈ CA×L | ((r, l), i) ∈ FA} = ∅ and precisely one o ∈ PA such
that {t ∈ TA | (o, t) ∈ FA} ∪ {(r, l) ∈ CA × L | (o, (r, l)) ∈ FA} = ∅.

Proof. Since the consistency definition implies that cflat(A) is a C-net, there is a place i =
source(cflat(A)). Clearly, {t ∈ TA | (t, i) ∈ FA} ∪ {(r, l) ∈ CA × L | ((r, l), i) ∈ FA} = ∅.
For any other place, it is easy to show that cflat(A) adds at least one input arc. Similarly, it can
be shown that there is precisely one sink place. 2

Since there is one source/sink place in the architecture of a component, we can define the
functions source, sink , and strip in a straightforward manner for the architecture of a consistent
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component.
Consistency can be guaranteed by sticking to the inheritance-preserving transformation

rules or by deploying a branching bisimulation checker (e.g., the inheritance checker Woflan
in Verbeek & Van der Aalst (2000a)). However, Woflan only verifies up to 1-soundness and
branching bisimilarity for a single activation. Therefore, if we want to use Woflan we should
stick to weakly separable nets which have the property that their behavior is not changed when
they are activated multiple times.

3.5 System Architecture

A system architecture consists of a set of components where components are plugged into ref-
erences of other components. In Section 3.2, we introduced a system architecture composed of
the channel (Figure 3.2) component and the message handler 1 (Figure 3.3) component. We
also introduced an alternative architecture consisting of the channel component and the mes-
sage handler 2 component (Figure 3.5). In the first system architecture, the message handler 1
component is mapped on the message handler reference. In the alternative system architecture,
instead of the message handler 1 component the message handler 2 component is mapped on
the message handler reference.

Definition 38 (System architecture) Let C be set of components. Let Q = {(c, r) | c ∈
C ∧ r ∈ CAc}. A system architecture (C, cmap) is a set of components C and a mapping
cmap : Q → C.

In a system architecture, there are two types of components. Components that contain refer-
ences to other components and components that are atomic/flat, i.e., elementary components
without references to other components. In the example of Section 3.2, the components mes-
sage handler 1 and message handler 2 are atomic/flat. Clearly, the component channel is not
atomic/flat since it contains a component reference. In the remainder of this chapter, we will
only use the term flat for an atomic/flat component. The mapping which yields all flat compo-
nents of a system architecture is given by the following definition.
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Definition 39 (Flat components) Let (C, cmap) be a system architecture. The flat components
of C are given by the mapping flatcomp : (C, cmap) → P(C), where flatcomp(C, cmap) =
{c ∈ C|@r : (c, r) ∈ Q}.

A component can not be plugged into more than one reference, i.e., it is not possible to have
two separate components sharing a third component. In addition, recursive structures are not
allowed. Moreover, there should be one top-level component which contains all other com-
ponents. The latter requirement does not limit the application of the framework: Any set of
components can be embedded into one component. A system architecture satisfying these re-
quirements is called well-formed.

Definition 40 (Well-formed system architecture) Let (C, cmap) be a system architecture. C
is well-formed if and only if the relation R = {(c, c′) ∈ C × C | (c, r) ∈ Q ∧ cmap(c, r) = c′}
describes a tree.

Clearly, the system architectures introduced in Section 3.2 are well-formed: In the first archi-
tecture, the only reference in channel is mapped onto the component message handler 1, in the
second architecture it is mapped onto the component message handler 2.

The notion of a well-formed system architecture suggests that component definitions are not
reused. This, however, is not the case. Definitions can be reused by instantiating them multiple
times in an architecture. An instantiation is a copy of the component definition, but can be
considered as a unique component in a system architecture. For a more detailed discussion on
definitions and instantiations of components the reader is referred to Van Hee (1994).

In a well formed system architecture, all components except the top-level component have
a so called parent-component. The parent of a component is another component with a compo-
nent reference which is mapped onto the component. In the example of the system architectures
of Section 3.2, the component channel is the parent of the component message handler 1 and
the component message handler 2.

Definition 41 (Parent) Let (C, cmap) be a well-formed system architecture. Suppose that ct

is the top-level component of C. Let c ∈ C\{ct}. The parent component of c is given by the
mapping parent : (cmap, C) → C, where parent(cmap, c) = {d|∃r : cmap(d, r) = c}.

Such a d exists since the system architecture is a directed acyclic graph. Parent-components are
unique in the sense that each component only has one parent. The set of components C in a well
defined architecture consists of the union of the set of all parents X and the set of all flat com-
ponents Y . Formally: C = X ∪ Y , with X = ∪c∈C{parent(c)} and Y = flatcomp(C, cmap).
Moreover, X ∩ Y = ∅.

To illustrate the previous definitions, let us consider two system architectures for the com-
ponent coffee machine shown in Figure 3.10. The component coffee machine is the top-level
component for both system architectures. The architecture of the top-level component has
two component references. In the first system architecture, the reference brewing facility is
mapped onto the component brewing facility 1 shown in Figure 3.12. Furthermore, the refer-
ence coin handler is mapped onto the component coin handler 1 shown in Figure 3.14. Hence,
coffee machine is the parent of brewing facility 1 and coin handler 1. Since these last two
components are flat, they are not a parent to another component themselves. In the second
architecture, the reference brewing facility is mapped onto the component brewing facility 2
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Figure 3.12: The component brewing facility 1.

shown in Figure 3.13 and the reference coin handler is mapped onto the coin handler 2 com-
ponent (Figure 3.15). Similar parent-child relationships hold for the second architecture. Hence,
both system architectures have two levels and each comprise three components. Clearly, these
simple system architectures are well-formed.

3.6 Overall Consistency
Similarly to consistency at a component level, we can define consistency at the level of a system
architecture. In this section, we will discuss the consistency of a complete system architecture.
Clearly, one of the conditions to obtain a consistent system architecture is that each individual
component should be consistent. However, this is not enough. We should also require that each
component we plug in the architecture is consistent with its reference. As we mentioned before,
when we design a consistent architecture, we require that the flattened architecture is a subclass
under projection inheritance of the specification. So, we only allow the hiding mechanism when
we go from a component specification to a component architecture. In a system architecture,
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Figure 3.13: The component brewing facility 2.

however, we also want to reuse existing components. This means that apart from hiding we
sometimes have to block methods in order to make components fit. In practice, we keep for
each component in a system architecture a list of hidden and a list of blocked functionality. In
contrast to projection inheritance, life-cycle inheritance covers both the mechanism of hiding
and blocking methods. So, when a component is actually mapped on a reference in a system ar-
chitecture and we want to say something about consistency we have to use life-cycle inheritance
instead of projection inheritance. By using the lists indicating which methods are to be hidden
or to be blocked, we are able to define life-cycle inheritance relationships. So, in addition to the
requirement of consistency of individual components we also require that a specification of a
subcomponent is a subclass under life-cycle inheritance of its reference.

Consider once more Figure 3.2, Figure 3.3, and Figure 3.5. We stated that the method sta-
tus report is not required by the message handler reference. Therefore, in the system architec-
ture this method is put in the list of hidden functionality of the message handler 1 component.
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Moreover, we noted that the report error functionality was not only unnecessary, but also unde-
sired in the sense that it offered an alternative path through the component which could violate
the behavior imposed by the reference. Therefore, to be able to use the component after all we
had to block this undesired functionality. Hence, in the system architecture this method is put
in the list of blocked functionality of the message handler 2 component. In fact, according to
the next definition both system architectures, the one consisting of the channel component and
the message handler 1 component and the one consisting of the channel component and the
message handler 2 component are consistent.

Definition 42 (Consistent) Let (C, cmap) be a well-formed system architecture. (C, cmap) is
consistent if and only if

1. each component c ∈ C is consistent, and

2. for all c ∈ C, x ∈ C, and r ∈ CAc such that cmap(c, r) = x we have:

(a) α(Sx)\α(r) = α(Sx)\α(Sc),

(b) Sx ≤lc r, and

(c) source(cflat(Ax)) = ir and sink(cflat(Ax)) = or.
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A well-formed system architecture is consistent if the individual components are consistent (1)
and appropriate components are plugged into the references, i.e., if a component is plugged
into the reference, then its specification should be a subclass of the C-net specifying the ref-
erence under life-cycle inheritance (2(b)) and the plugged-in component should not introduce
new methods that occur already in the environment of the reference (2(a)). The latter require-
ment (2(c)) has been added to avoid the activation/deactivation of a component by methods
not present in the C-net specifying the reference. Without this requirement the subcomponents
could easily deadlock or lead to unbounded behavior.

Consider the first system architecture for the coffee machine composed of the top-level com-
ponent shown in Figure 3.10, the component brewing facility 1 shown in Figure 3.12, and the
component coin handler 1 shown in Figure 3.14. Each of the three components is consistent.
Note that the brewing facility 1 component offers the additional method ready signal to its en-
vironment, i.e., the component generates a signal every time a cup of coffee has been served and
thus offers more functionality than needed. Also, note that the architecture of the component
brewing facility 1 shows details not present in the component specification, e.g., the internal
steps brew, dispense cup, and heat water. The steps brew and dispense cup are executed after
the request for a coffee is received. In-between these steps the brewing facility can produce an
error which is reported via method NOK!. The internal step heat water is executed periodically
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(e.g., driven by a thermostat) and in parallel with the handling of requests. The component
specification of brewing facility 1 is a subclass under projection inheritance (and hence also
under life-cycle inheritance) of the component reference in Figure 3.10 where the set I of hid-
den methods only consists of the ready signal method. There is no alternative, but to hide this
method; blocking the method would lead to undesired behavior. The component specification of
coin handler 1 coincides with the corresponding reference and consequently, is also a subclass
(even under protocol/projection inheritance). Therefore, the system architecture for the coffee
machine is consistent.

Also, consider the second system architecture for the coffee machine composed of the top-
level component shown in Figure 3.10, the component brewing facility 2 shown in Figure 3.13,
and the component coin handler 2 shown in Figure 3.15. Each of the three components is
consistent. Note that the specification of component brewing facility 2 offers not only the ad-
ditional method ready signal to its environment, but also the methods select coffee, select tea
and serve tea. Hence, it offers four more methods than those that are present in the set of meth-
ods of the reference. The architecture of brewing facility 2 shows the same set of methods as
the specification. Moreover, it has some additional τ -transitions, not present in the component
specification. When we block the methods select tea and serve tea and hide the methods se-
lect coffee and empty coins, then we find that the component specification of brewing facility 2
is a subclass under life-cycle inheritance of its component reference in Figure 3.10. The com-
ponent specification of coin handler 2 offers the additional method empty coins. When, in the
system architecture, we hide or block this method, then we find that the component is a sub-
class under protocol/projection inheritance of the reference. And since the component itself is
consistent, also the second system architecture for the coffee machine is consistent.

3.7 Conclusions

In this chapter, we introduced a framework with which to model software architectures. Like
any framework for software architectures the interaction amongst components is emphasized.
Unlike most frameworks, the scope is restricted to the dynamics of software architectures, i.e.,
we abstract from data and other relevant perspectives. This restriction is motivated by the fact
that the dynamic behavior of components in a software architecture is often ignored or described
at a level which defies formal analysis. We think it is important to incorporate dynamic behavior
of components as a first-class citizen in an architectural framework: Concurrency issues are
important for the design of large software systems and should not be ignored. Clearly, it is
not possible to do formal analysis on real-life systems if all perspectives (including data) are
incorporated. Therefore, we choose to abstract from non-behavioral aspects.

The framework presented in this chapter has been used to address one of the key issues of
component-based software design: consistency. We have defined consistency at the level of a
single component and at the level of a system architecture. Clearly consistency is important in
the context of component-based software design: Will a component ‘fit’ or not? To answer this
question, we put the notions of projection and life-cycle inheritance to work. The inheritance
notions can be used to check whether a component actually provides the external behavior
required.

A possible extension to the framework is the dynamic replacement of components using
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the transfer rules presented in (Van der Aalst & Basten 2002). The transfer rules allow for the
on-the-fly migration of execution states from one component to another as long as there is a
subclass/superclass relationship. Another possible extension would be with data and methods
signatures. For example, it would be interesting to extend the work presented in (Bastide &
Palanque 1999) with our notion of inheritance.

Moreover, the framework is extendable with color (i.e., data), time and priorities since Petri-
nets are also extendable with these dimensions (Van Hee 1994, Jensen 1996). The addition of
color enables us to include data aspects in the framework and the addition of timing informa-
tion enables to measure performance aspects of framework architectures. The extension of the
framework with these aspects is straightforward. However, to find a set of rules such that the
analytical properties of the framework presented in this chapter are conserved for an extended
framework, is complicated and is outside the scope of this thesis.

A consistent system architecture satisfies a number of requirements. In Chapter 4, we will
concentrate on whether these requirements imply the correct operation of the entire system, i.e.,
Is it guaranteed that the system actually realizes the functionality suggested by the specification
of the top-level component?



4
Sound Refinement of Components

4.1 Introduction

In this chapter, we present and discuss techniques supporting a top-down design process for
system architectures and for components of the framework we presented in the previous chapter.
In a top-down design process, an architect starts with a high-level design of the system capturing
the most important user interactions or communications with other systems. Then, in a number
of iteration steps, more details are added to the design. Often, different development teams
are working simultaneously on the project. Each team is typically responsible for the design
of a number of components. In order to manage the complete project, it is important that
refined components still satisfy their contractual obligations to their environment. Hence, when
a component is replaced by a refined component, it should have the same observable behavior
and it should be similarly connected to its environment as the original component.

The framework presented in the previous chapter describes component specifications, flat-
tened component architectures, and flattened system architectures by labeled P/T-nets. In this
framework, replacing one component by another boils down to replacing a fragment of a C-net
by another fragment. These fragments are C-nets as well. Consider, for instance, once more
Figure 3.2 on page 46 and Figure 3.3 on page 47. Figure 3.2 shows the specification, the ar-
chitecture, and the reference of the channel component and Figure 3.3 shows the specification
and the flat architecture of the subcomponent message handler 1 component. In the develop-
ment process, we refine the channel component by replacing the specification of the reference
message handler in the architecture of the channel component by the real message handler 1
subcomponent. Figure 4.1 depicts, on the left-hand side, the structure of the system architec-
ture consisting of the channel and the message handler 1 component. The flattened component
architecture, on the right-hand side of the figure, is the result of flattening the architecture of
the channel component. The flattened system architecture is the result of substituting the (flat)
component architecture of the message handler 1 component into the architecture of the chan-
nel component. Technically, this flattening step corresponds to replacing the net inside the
dotted rectangle at the upper side of the figure for the one inside the dotted rectangle at the
lower side of the figure.

67
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Figure 4.1: One step flattening: refinement by replacement.

Therefore, we will start this chapter with a discussion on replacing C-nets. We will introduce
and discuss the place-interface between components and their environment. Place interfaces are
useful when describing the replacement of one C-net by another. Then, we come to the main
result of this chapter: a theorem which shows that projection inheritance is compositional, i.e.,
if a C-net B which is a subnet of another C-net X is replaced by another C-net C which is
a subclass of the original C-net B, then the resulting Petri net Y is a C-net and a subclass
of the original C-net X . Based on this result, it is easy to show that life-cycle inheritance is
compositional as well. After these compositionality results, we will present an algorithm to
flatten complete system architectures. The compositionality results and the flattening algorithm
lead to a theorem which states that it is sufficient to test locally consistency to obtain consistency
for a complete system architecture. Once we have this ‘global consistency’, we may apply
Theorem 3 on page 33. This implies that if the specification of the top-level component is
sound, then also its implementation at the lowest level, i.e., the flattened system architecture, is
sound.
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Section 4.2 introduces the basic concepts of refinement by replacement which can be used
in the other sections. We proceed with Section 4.3 where we demonstrate the compositionality
of projection inheritance. Then, in Section 4.4, we will show that this compositionality result
can be extended to the compositionality of life-cycle inheritance. In Section 4.5, we discuss an
important consequence of the previous sections: Local consistency requirements on refinements
yield global consistency for a complete system architecture and, as a result, implementations
realize their specifications. We complete the chapter with the conclusions in Section 4.6.

4.2 Refinement by Replacement

In this chapter, we refine functionality by replacing components that are members of the com-
ponent framework we introduced in the previous chapter. As we already mentioned in the
introduction to this chapter, refinement for components boils down to replacing C-nets. An
important aspect we should discuss with respect to replacing C-nets is the way these C-nets are
attached to their environment. In our approach to software design, we consider components as
independent parts of an architecture, each with their own thread of control and collaborating
(by message exchange) to form a working system. For the corresponding C-nets, this implies
that we do not want to extend their behavior if we put them in an environment. Therefore, if we
connect C-nets, we use a place-interface that does not extend the behavior of the separate nets.
The way to obtain such a place-interface is to require that arcs of an environment of a C-net
may be attached exclusively to the source and sink place of the C-net and its transitions. In this
section, we will give syntactical conditions for such a place-interface and we will discuss how
C-nets are attached to such a place-interface. In Section 4.3, we will also take the behavior of
the C-nets that are attached to a place-interface into account. Before we define this interface
(Definition 43) which is useful for describing the replacement of components effectively and
efficiently, we consider Figure 4.2.

The upper part of Figure 4.2 illustrates the context of the type of replacement we consider
in this chapter: A C-net B which is a subnet of a C-net X is replaced by a C-net C. The
environment of B is the labeled P/T-net A. When we replace B by C, this environment is
not changed. The labeled P/T-net Y is the composition of the replaced component C and this
environment A.

The lower part of Figure 4.2 illustrates the technical details of the replacement. Let us first
consider the left-hand side of the lower part of the figure, i.e., the nodes of the original C-net
X . This C-net consists of a labeled P/T-net A and the C-net B. The inner structures, i.e, the
arcs, places, and transitions, of A and B are left out. Places that are connected to transitions
in A and transitions in B are called interface places. The source place iB and the sink place
oB of B are also interface places. In the figure, the interface places, the transitions attached to
the interface places, and the source and sink place of A are depicted. The interface places are
inside the shaded area and they are indicated with Pφ. Together with a set of interface arcs,
also depicted and indicated with Fφ, these places are the ‘glue’ between the nets A and B. The
places and arcs are the two components of a so called place-interface φ (Definition 43).

The right-hand side of the lower part of Figure 4.2 is an illustration of the result we obtain
whenB is replaced byC and place-interface φ is replaced by ψ. The nodes and arcs ofA remain
unchanged and the places of the interfaces φ and ψ are the same. In particular the source and
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Figure 4.2: Replacing subnet B of X by subnet C. Net Y is the result after the replacement.

sink place of net B and C have unchanged names. In fact, in the replacement, we require that
the only differences between X and Y are the nodes of strip(B) and strip(C) and the arcs by
which their transitions are connected to the places Pφ. So, the arcs of φ and ψ that are attached
to transitions in TA remain unchanged. Defining a replacement in this way enables us to link
the replacement of C-nets to the replacement of components in the framework.

Figure 4.2 shows how place-interfaces can be used to describe the component replacement
in this chapter. We also use place-interfaces elsewhere in this thesis. For instance, in Chapter 5.
In that chapter, we require additionally that netA is a C-net. For that particular interface we then
obtain constructions which allow us to describe so called client-server architectures efficiently.
Place-interfaces are formalized in the following definition.

Definition 43 (Place-interface, Composition, Composition operator) Let A and B be dis-
joint labeled P/T-nets. Let φ = (P, F ) with F ⊆ (P × (TA ∪ TB)) ∪ ((TA ∪ TB) × P ) and let
N = (PA ∪ PB ∪ P, TA ∪ TB, FA ∪ FB ∪ F, `A ∪ `B). We have the following three definitions.

1. φ is a place-interface of A and B if and only if ∀p ∈ P :

(
A
•p 6= ∅ ∧ p

B
• 6= ∅) ∨ (

B
•p 6= ∅ ∧ p

A
• 6= ∅). The set of all place-interfaces is denoted Φ.

2. N is called a composition of A, φ and B if φ is a place-interface.

3. The function ∗ : L×Φ×L → L with ∗(A, φ,B) = N is called the composition operator
and N is denoted by A ∗φ B.
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Clearly, A∗φB is a labeled P/T-net. If netB is a C-net, then its connection to the place-interface
φ can never extend its behavior: Additional output arcs from transitions in TB to places in Pφ
have no effect on the firings of transitions in B, and additional input arcs from places in Pφ to
transitions in TB only increase the number of places that must be marked before a transition in
TB can fire. Hence, the connections only limit the behavior of C-nets B in A ∗φ B.

Analogous to the definition of pre- and postsets of nodes in labeled P/T-nets, we define pre-

and postsets concerning places in Pφ. We define
φ
•t = {p | pFφt}, i.e., the preset of a transition

t ∈ TN in φ, and t
φ
• = {p | tFφp}, i.e., the postset of transition t ∈ TN in φ.

We will show that, for the conditions we discussed by using Figure 4.2, we can prove that
the labeled P/T-net Y is a C-net as well.

Lemma 8 (C-net structure) Let X = A ∗φ B and Y = A ∗ψ C be compositions of the labeled
P/T-net A, the C-nets B and C, and the interfaces φ and ψ. Let A, B, and strip(C) be disjoint.
If

1. iB = iC and oB = oC ,

2. Pφ = Pψ,

3. (PA ∪ PB) ∩ Pφ = (PA ∪ PC) ∩ Pφ = {iB, oB}, and

4. Fφ ∩ ((TA × Pφ) ∪ (Pφ × TA)) = Fψ ∩ ((TA × Pφ) ∪ (Pφ × TA)),

then Xis a C-net ⇔ Y is a C-net.

Before we give the proof, we give an example showing that the conditions of the lemma are
necessary. Consider Figure 4.3. Figure 4.3 (a) depicts the C-net X before any replacement
has been made. Figure 4.3 (b) depicts the labeled P/T-net Y which is the result of replacing
C-net B by C-net C and interface φ by interface ψ. Clearly, in this figure, the sets of interface
places Pφ and Pψ are different. As a result, we find that the net Y has become unconnected.
Figure 4.3 (c) depicts the labeled P/T-net Z which is the result of replacing C-net B by C-net
D and interface φ by interface Ω. Clearly, in this figure, Pφ = PΩ. As a result, we find that the
net Z is connected. However, the net Z̄ is not strongly connected since the arcs to some of the
central transitions changed direction. Even if we require that the arcs to transitions in A remain
unchanged, the requirement put on a place-interface is not sufficient to prove that the resulting
net is a C-net as well. Consider Figure 4.3 (d). Figure 4.3 (d) depicts the labeled P/T-net W
which is the result of replacing C-net B by C-net E and interface φ by interface χ. This figure
satisfies Condition 2, 3, and 4 of the lemma. But, as we can see in the figure, there is no directed
path from iA to oA and hence W̄ is not strongly connected. In the example of Figure 4.3, the
interface places have only one input arc and one output arc. In general, however, the conditions
of Lemma 8 allow that there are more input and output arcs per interface place.

The combination of all four conditions of Lemma 8 are sufficient to prove that Y is a C-net.

Proof. Let X be a C-net. We verify the two requirements for C-nets for Y .

1. We start by checking that Y has a unique source place and a unique sink place by consid-
ering all places p ∈ PY with

Y
•p = ∅ or p

Y
• = ∅. Since PY = PA ∪ Pψ ∪ (PC\{iC , oC}),
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Figure 4.3: Replacing the C-net B by C, D or E.
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we can verify this for the sets PA, Pψ, and (PC\{iC , oC}) separately. Since X is a C-net
and A ⊆ X and A ⊆ Y , the only two places in PA with an empty pre- or postset are iA
and oA. By the definition of a place-interface, it follows that Pψ also has no places with
an empty pre- or postset. And, finally, since C is a C-net PC\{iC , oC} also contains no
places with this property. This implies that iA and oA are the unique source and sink place
of Y .

2. Next, we prove that Ȳ , i.e., the short-circuited net, is strongly connected. Consider Ȳ and
pick two arbitrary nodes x, y ∈ PY ∪ TY . We split the nodes of Y in the disjoint sets
PA ∪ TA ∪ Pφ and (PC ∪ TC)\{iC , oC} and we distinguish all four different possibilities:

(a) x, y ∈ (PC ∪ TC)\{iC , oC}.
Since X is a C-net, it follows that there is a directed path through A from iA to a
transition ti ∈ TA with ti ∈

A
• iB and there is a directed path through A from a

transition to ∈ TA with to ∈ oB
A
• to oA. Since C is a C-net, iB = iC , oB = oC ,

and the arcs between ti and iC and oC and to are also present in Y (A ⊆ Y ), it
follows that there is a directed path from iA to oA in Y via C. Consequently, there
is a directed path in Y , between any two arbitrary nodes x, y ∈ C. This path can be
directly through C or via oC , oA, iA, and iC .

(b) x, y ∈ PA ∪ TA ∪ Pφ.
We distinguish two cases.

i. In X there is a directed path through A from x to y.
Since A ⊆ Y , it follows that this path is also present in Y .

ii. In X there is a directed path from x to y via B.
We can construct a path from x to y in Y by copying the first and the last part of
the path in X: We know that the first part is a path through A from x to a place
pi ∈ Pφ with pi• ∩ ((PC ∪ TC)\{iC , oC}) 6= ∅ and we know that the last part is
a path through A from a place po ∈ Pφ with •po ∩ ((PC ∪ TC)\{iC , oC}) 6= ∅.
Since the sets pi• and •po contain transitions of TC , it follows directly by (a)
that there is a directed path in between pi and po.

(c) x ∈ PA ∪ TA ∪ Pφ and y ∈ (PC ∪ TC)\{iC , oC}.
By (b) ii. it follows that there is a directed path in Y from x to a node z in C, and
by (a) it follows that there is a directed path in Y from z to y.

(d) x ∈ (PC ∪ TC)\{iC , oC} and y ∈ PA ∪ TA ∪ Pφ.
By (b) ii., it follows that there is a directed path in Y from a node z in C to y. By
(a), it follows that there is a directed path in Y from x to z.

These four items complete the proof that Ȳ is strongly connected.

The proof in the other direction is the same. 2

In this section, we introduced the notion of a place-interface which will be used in this thesis
not only for replacing components, but also for assembling new components from existing ones.
Moreover, we presented syntactical conditions to retrieve a C-net after a replacement. In the
next section, we will take into account the behavior of C-nets before and after replacements.
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4.3 Compositionality of Projection Inheritance
In this section, we will prove that projection inheritance is compositional. Together with the
results of the previous section, this will allow us to refine framework components in a consistent
way.

C

Y

A

B

X

A
subclass of

subclass of

Figure 4.4: The essence of Theorem 8: If C is a subclass of B, then Y is a subclass of X .

Figure 4.4 illustrates the essence of the compositionality theorem (Theorem 8) which we
will present in this section: Consider a C-net X composed of the labeled P/T-net A and the
C-net B. Suppose that there is a C-net C which syntactically fits the conditions for replacement
(as discussed in the previous section), but which is also a subclass under projection inheritance
of C-netB. Let Y be the composition ofA andC. Under these and several additional conditions
Y is guaranteed to be a subclass of X under projection inheritance. In other words: Theorem 8
shows that projection inheritance is compositional.

Theorem 8 (Compositionality of projection inheritance) Let X = A ∗φ B and Y = A ∗ψ C
be compositions of the labeled P/T-net A, the C-nets B and C, and the interfaces φ and ψ. Let
A, B, and strip(C) be disjoint. If

1. X is a C-net,

2. for X and Y the same structural conditions of Lemma 8 hold:

(a) iB = iC and oB = oC ,

(b) Pφ = Pψ,

(c) (PA ∪ PB) ∩ Pφ = (PA ∪ PC) ∩ Pφ = {iB, oB}, and

(d) Fφ ∩ ((TA × Pφ) ∪ (Pφ × TA)) = Fψ ∩ ((TA × Pφ) ∪ (Pφ × TA)),

3. (∀ t : t ∈ TB ∧ `B(t) 6∈ α(B) : (
X
•t ∪ t

X
• ) ∩ Pφ = ∅), i.e., transitions that are dead for

each initial marking and transitions with a τ -label are not connected to ‘outside places’,

4. (∀ t : t ∈ TC ∧ `Y (t) 6∈ α(B) : (
Y
•t ∪ t

Y
• ) ∩ Pφ = ∅), i.e., transitions that are dead for

each initial marking, transitions with a τ -label, and transitions with a ‘new label’ are not
connected to outside places,
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5. (∀ t, t′ : t ∈ TB∧t
′ ∈ TC∧`B(t) = `C(t′) : (

X
•t∩PA =

Y
•t′∩PA)∧(t

X
• ∩PA = t′

Y
• ∩PA)),

i.e., transitions with the same label are similarly connected to the interface, and

6. C ≤pj B, i.e., C is a subclass under projection inheritance of B,

then Y is a C-net and Y ≤pj X .

Before we prove Theorem 8, we will give three examples emphasizing the necessity of
Requirement 3, 4, and 5.
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Figure 4.5: A τ -transition connected to the interface.

Intuitively, it is clear that it is pointless to connect an interface place to an ‘invisible’ tran-
sition. However, there is also a formal reason not to do so. The first example in Figure 4.5
illustrates why transitions with a τ -label should not be connected to ‘outside places’. The dif-
ference between the C-netsB and C are two τ -labeled transitions. It is easy to see that C≤pj B.
(The set I of hidden labels is empty.) In C-net X the τ -labeled transition of B is attached to
an interface place. As a consequence, in Y the τ -labeled transition in C is attached to the same
place. It is easy to see that Y deadlocks whereas X is sound. Consequently, Y ≤pj X can never
hold.

The second example in Figure 4.6 illustrates that no transitions with a new label should be
connected to the interface. Intuitively, this means that we should not connect new additional
behavior to the interface. Again C ≤pj B. In this case, the set I of hidden labels contains
the label c of the transition in C. In net X and Y , we find again the subnets B and C. The
transitions with the labels a, b and d are similarly connected to the interface places in both X
and Y . However, a transition with label c is not present in net X whereas this new transition is
present in net Y . We note that this c labeled transition is connected to an interface place that has
already been used for a transition with another label. As a consequence, Y is not sound whereas
X is. It is easy to see that Y is not a subclass under projection inheritance of X .
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Figure 4.6: A transition with a new label is attached to an interface place.
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The third example in Figure 4.7 illustrates why transitions with the same label should be
similarly connected to the interface. This means that we do not want to change the execution
order and causality of methods by connecting them differently to the interface. C-nets B and C
are identical and so C ≤pj C. (The set I of invisible labels is empty.) The C-nets X and Y are
almost identical except for the connections to b and c. These are switched and as a consequence
net Y deadlocks whereas X is sound. Hence, also in this case Y is no subclass of X .

We have now discussed all the conditions of Theorem 8. Hence, we will now prove this
theorem.

Proof. By Lemma 8, it follows that Y is a C-net and iX = iY and oX = oY . The remainder of
the proof consists of two parts. First, we will make some useful observations. Then, we will
show that Y ≤pj X .

Part A
The following observations are useful for the remainder of the proof:

1. Let I = α(C)\α(B). Then also I = α(Y )\α(X). C ≤pj B implies that α(B) ⊆ α(C)
such that B 'b τI(C) and that there exists a branching bisimulation for the C-nets B and
C: RBC ⊆ {((B, sB), (τI(C), sC)) |sB ∈ B(PB) ∧ sC ∈ B(PC)}.
� This follows directly from the projection inheritance definition (Definition 34) and the
branching bisimulation definition for C-nets (Definition 31).

2. (∀ t, t′ : t ∈ TB∧t
′ ∈ TB∧`B(t) = `B(t′) : (

X
•t∩Pφ =

X
•t′∩Pφ)∧(t

X
• ∩Pφ = t′

X
• ∩Pφ)),

i.e., transitions in TB with identical labels have identical effects on the interface Pφ.
� If both transitions have a label not in α(B), then there are no connections to the interface
Pφ. If the transitions have a label in α(B), then there is a corresponding transition in C.
Since the connections of this transition in C to places in Pφ are identical to those of t and
t′, the external connections of t and t′ have to match.

3. (∀ t, t′ : t ∈ TC∧t
′ ∈ TC∧`C(t) = `C(t′) : (

Y
•t∩Pφ =

Y
•t′∩Pφ)∧(t

Y
• ∩Pφ = t′

Y
• ∩Pφ)),

i.e., transitions in TC with identical labels have identical effects on the interface Pφ.
� If both transitions have a label not in α(B), then there are no connections to the interface
Pφ. If the transitions have a label in α(B), then there is a corresponding transition in B.
Since the connections of this transition in B to places in Pφ are identical to those of t and
t′, the external connections of t and t′ have to match.

Part B
We will show that Y ≤pj X:
Based on RBC and X , Y , A, B, and C as defined above. We define RXY as follows: RXY =
{((X, sA + sB), (τI(Y ), sA + sC)) | sA ∈ B(PA ∪ Pφ) ∧ sB ∈ B(PB\Pφ) ∧ sC ∈ B(PC\Pφ) ∧
((B, sB)RBC(τI(C), sC))}. We show that RXY is a branching bisimulation for C-nets.

Consider arbitrary markings sX ∈ B(PX) and sY ∈ B(PY ) with (X, sX)RXY (τI(Y ), sY ).
The bags sX and sY can be partitioned as in the definition of RXY , i.e., sX = sA + sB , sY =
sA+sC , sA ∈ B(PA∪Pφ), sB ∈ B(PB\Pφ), sC ∈ B(PC\Pφ). For these two markings, we will
verify the two requirements stated in the definition of branching bisimilarity and the additional
requirements for a branching bisimulation for C-nets.
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1. Assume that t ∈ TX is such that (X, sX) [`X(t)〉 (X, s′X). Bag s′X can be partitioned into
s′A and s′B as before. We need to prove that there exists a t′ ∈ TY with `X(t) = `Y (t′)
and s′Y , s

′′
Y such that (Y, sY ) =⇒ (Y, s′′Y ) [(`Y (t′))〉 (Y, s′Y ) ∧ (X, sX)RXY (τI(Y ), s′′Y ) ∧

(X, s′X)RXY (τI(Y ), s′Y ) and that (after the steps in both nets) s′A = s′Y |(PA ∪ Pφ).

• If t ∈ TA, then t is also enabled in (Y, sY ) and firing t only affects places in PA∪Pφ
because

X
•t ∪ t

X
• =

Y
•t ∪ t

Y
• ⊆ PA ∪ Pφ. Moreover, `X(t) = `Y (t). Therefore,

t = t′, s′′Y = sY and s′Y = s′A + sC are such that (Y, sY ) =⇒ (Y, s′′Y ) [(`Y (t′))〉
(Y, s′) ∧ (X, sX)RXY (τI(Y ), s′′Y ) ∧ (X, s′X)RXY (τI(Y ), s′Y ).

• If t 6∈ TA, then t ∈ TB . (X, sX)RXY (τI(Y ), sY ) implies (B, sB)RBC (τI(C), sC).

– If `X(t) = τ , then choose s′Y = s′′Y = sY . It is easy to see that (Y, sY ) =⇒
(Y, s′′Y ) [(`X(t))〉(Y, s′) ∧ (X, sX)RXY (τI(Y ), s′′Y ) ∧ (X, s′X)RXY (τI(Y ), s′Y ).

Since `X(t) = τ , it follows that
X
•t∪t

X
• ∩(PA∪Pφ) = ∅ and so s′Y |(PA∪Pφ) =

s′X |(PA ∪ Pφ) = sA.
– If `X(t) 6= τ , then it is straightforward to show that in (C, sC) a sequence

consisting of zero or more invisible steps can be executed followed by the firing
of a transition t′ such that `X(t) = `Y (t′). Let s′C be the resulting marking.
Clearly, (B, s′B)RBC(τI(C), s′C) and s′C ∈ B(PC\Pφ). The same sequence can
be executed in (Y, sY ) leading to s′Y . The effect of the execution of t′ on the
places in Pφ is identical to the effect of t on the places in Pφ, i.e., (∀ t, t′ : t ∈

TB ∧ t
′ ∈ TC ∧ `B(t) = `C(t′) : (

X
•t∩Pφ =

Y
•t′∩Pφ)∧ (t

X
• ∩Pφ = t′

Y
• ∩Pφ).

Therefore, there are s′′Y and s′Y with s′A = s′Y |(PA ∪ Pφ) and (Y, sY ) =⇒
(Y, s′′Y ) [(`X(t))〉 (Y, s′)∧ (X, sX)RXY (τI(Y ), s′′Y )∧ (X, s′X)RXY (τI(Y ), s′Y ).

2. Assume that t ∈ TY is such that (Y, sY ) [`Y (t)〉 (Y, s′Y ). We need to prove that there exist
s′X , s

′′
X such that (X, sX) =⇒ (X, s′′X) [(`Y (t))〉 (X, s′X) ∧ (X, s′′X)RXY (τI(Y ), sY ) ∧

(X, s′X)RXY (τI(Y ), s′Y ). The proof is identical to the proof in the other direction.

We proved that RXY is a branching bisimulation. In addition, we have to prove that RXY

satisfies the additional requirements for C-nets which imposes additional constraints on the
initial and final states.

1. We first prove the existence for all k ∈ IN+ of the relation between the initial states
(X, [ikA]) and (Y, [ikA]). Since B 'b τI(C), it follows that (B,0)RBC(C,0). Moreover,
X and Y are such that X|(PA ∪ Pφ) = Y |(PA ∪ Pφ) and iX = iY . Therefore, by the
definition of RXY all states {((X, sA+0), (τI(Y ), sA+0)) | sA ∈ B(PA∪Pφ)} ⊆ RXY .
In particular, ∀k ∈ IN+ : (X, [ikA])RXY (τI(Y ), [ikA]).

2. The uniqueness of the relation between the initial states of X and Y follows directly from
the definition of RXY . Pick an arbitrary k ∈ IN+ and suppose there are sA ∈ B(PA ∪Pφ)
and sC ∈ B(PC) with (X, [ikA])RXY (τI(Y ), sA+sC). By the definition ofRXY applied to
the places PA∪Pφ, it follows directly that sA = [ikA]. By the definition of RXY applied to
the places in PB and PC , it follows directly that sC 6= 0. The proof in the other direction
is the same.
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Finally, we prove the uniqueness of the relation between the final states of X and Y .
If X has reached the final state, then all places (PA ∪ Pφ ∪ PB)\{oA} are empty. By
the definition of RXY , it follows directly that in Y the places (PA ∪ Pφ)\{oA} are also
empty. Moreover, the definition of RXY implies that the relation RBC applies to the
places PX\(PA ∪ Pφ) and PY \(PA ∪ Pφ). Since RBC is a branching bisimulation for
C-nets, the uniqueness for final states implies that (B,0) can only be related to (C,0).
Hence, the sY = 0 is the only bag satisfying (X,0)RXY (τI(Y ), sY ).
Again, the proof in the other direction is the same.

Hence, we proved that X 'b τI(Y ) and hence Y ≤pj X . 2

By Theorem 3 on page 33, it follows immediately that if X is sound, then also Y is sound. See
Corollary 3.

Corollary 3 (Compositionality of projection inheritance for sound C-nets) LetX = A∗φB
and Y = A ∗ψ C be compositions of the labeled P/T-net A, the C-nets B and C, and the
interfaces φ and ψ. Let A, B, and strip(C) be disjoint. If

1. X is a sound C-net,

2. for X and Y the same structural conditions of Lemma 8 hold:

(a) iB = iC and oB = oC ,

(b) Pφ = Pψ,

(c) (PA ∪ PB) ∩ Pφ = (PA ∪ PC) ∩ Pφ = {iB, oB}, and

(d) Fφ ∩ ((TA × Pφ) ∪ (Pφ × TA)) = Fψ ∩ ((TA × Pφ) ∪ (Pφ × TA)),

3. (∀ t : t ∈ TB ∧ `B(t) 6∈ α(B) : (
X
•t ∪ t

X
• ) ∩ Pφ = ∅), i.e., transitions that are dead for

each initial marking and transitions with a τ -label are not connected to ‘outside places’,

4. (∀ t : t ∈ TC ∧ `Y (t) 6∈ α(B) : (
Y
•t ∪ t

Y
• ) ∩ Pφ = ∅), i.e., transitions that are dead for

each initial marking, transitions with a τ -label, and transitions with a ‘new label’ are not
connected to outside places,

5. (∀ t, t′ : t ∈ TB∧t
′ ∈ TC∧`B(t) = `C(t′) : (

X
•t∩PA =

Y
•t′∩PA)∧(t

X
• ∩PA = t′

Y
• ∩PA)),

i.e., transitions with the same label are similarly connected to the interface, and

6. C ≤pj B, i.e., C is a subclass under projection inheritance of B,

then Y is a sound C-net and Y ≤pj X .

For X to be sound, it is not necessary that B is sound. This is clear, intuitively, if one considers
that restrictions on B caused by φ might just exclude states that disturb the soundness of X .
An example of sound C-net X with an unsound subnet B is shown in Figure 4.8. The dead
transition d1 ∈ TA is attached to an interface place. Transition d2 ∈ TB becomes dead in X due
to the restrictions of the interface. It is easy to see that C-net B is sound without transition d2

and unsound with this transition.
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X
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iX oX

strip(B)

d1

d2

Figure 4.8: A sound C-net X with an unsound subnet B.

For both Theorem 8 and its sound counterpart Corollary 3, we can make five observations
which follow from the requirements of the theorem (and the corollary). These observations are
useful to be aware of in a design process. The properties hold for both sound and unsound nets
X .

Property 1 1. (∀ t : t ∈ start(B) ∪ stop(B) : `B(t) ∈ α(B)), i.e., start and stop labels of
net B are visible and there are initial markings for which the transitions are not dead.
� Since iB and oB are interface places, this follows directly by Requirement 2(a) and
Requirement 3 of Theorem 8 (or Corollary 3).

2. (∀ t : t ∈ start(C) ∪ stop(C) : `C(t) ∈ α(B)), i.e., start and stop labels of net C are
visible and not new and there are initial markings for which the transitions are not dead.
� Since iC = iB and oC = oB and therefore attached to the interface, it follows directly
by Requirement 2(a) and Requirement 4 of Theorem 8 (or Corollary 3).

3. (∀ t : t ∈ TB ∧ `B(t) ∈ α(B) : (∃t′ : t′ ∈ TC : `B(t) = `C(t′))),
� This is a consequence of B 'b τI(C) and it is implied directly by the definition of
branching bisimulations for C-nets.

4. {`B(t) | t ∈ start(B)} = {`C(t) | t ∈ start(C)}, i.e., the sets of start labels coincide.
� By the first and second remark the labels of the start transitions in both B and C are
in α(B). By the third property, it follows that for any arbitrary transition t ∈ start(B)
there is a transition t′ ∈ TC with the same label. By Requirement 5 of Theorem 8 (or
Corollary 3), it follows that this transition t′ should be attached similarly to the interface
as t. Hence, t′ ∈ start(C). Vice versa, we can find a start transition inB for any arbitrary
start transitions in C. Hence, the label sets of start transitions in B and C coincide.

5. {`B(t) | t ∈ stop(B)} = {`C(t) | t ∈ stop(C)}, i.e., the sets of stop labels coincide.
� For similar reasons as in the previous remark, it follows that the label sets of the stop
transitions of B and C coincide.

In this section, we introduced behavioral and interface conditions to replace one C-net by an-
other C-net which is a refinement of the original net, i.e., a subclass under projection inheritance.
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Apart from C-nets that are refinements, we could also use C-nets that offer all desired function-
ality and additional undesired functionality; provided that we block the undesired functionality.
In the next section, we will present a more general compositionality result which allows the use
of a C-net that is a refinement of the original C-net and possibly has additional functionality
that will not be used, i.e., a subclass under life-cycle inheritance.

4.4 Compositionality of Life-Cycle Inheritance
In the previous section, we formulated and proved a theorem which addresses the notion of
compositionality in the context of projection inheritance. However, in a consistent system ar-
chitecture (see Definition 42 on page 63) we allow references to be replaced by components
that are a subclass under life-cycle inheritance rather than projection inheritance. Life-cycle in-
heritance is a combination of blocking and hiding transitions. We block undesired functionality
and we hide the refinements that are indispensable in an implementation, but too detailed to be
present in a specification.

Therefore, we need to generalize Theorem 8 to a theorem which does not only allow a C-net
B to be replaced by another C-net C with C≤pj B, but also allows a C-netB to be replaced by a
C-netC withC≤lcB. This generalization is straightforward for the following two reasons. First
of all, C-nets may already contain transitions that are dead for any initial marking. In particular,
in Theorem 8 C-net C could contain transitions that are always dead; the conditions of the
theorem are in such a way that these transitions are never attached to the interface. Blocked
transitions are nothing else but transitions that are dead for any initial marking. Secondly, the
presence or absence of transitions that are always dead does not influence the behavior of a
C-net. Combining these two reasons one could say that by a ‘preprocessing step’ life-cycle
inheritance is reduced to projection inheritance.

D Blc Bpj< <C

Figure 4.9: Reduction of life-cycle inheritance to projection inheritance.

Figure 4.9 illustrates how a C-net B can be replaced by a C-net D with D ≤lc B. The
extra functionality offered by D that is not desired is blocked first; this results in a C-net C
in which only the desired functionality is kept alive. The compositionality theorem of the pre-
vious section can then be applied to C. In Figure 4.9, the blocked functionality is indicated
by the shaded area. In fact, by blocking undesired functionality first, life-cycle inheritance is
reduced to projection inheritance. In Corollary 4, we rephrase the conditions of Theorem 8 for
compositionality of life-cycle inheritance.

Corollary 4 (Compositionality of life-cycle inheritance) Let X = A ∗φ B and Y = A ∗ψ C
be compositions of the labeled P/T-net A, the C-nets B and C, and the interfaces φ and ψ. Let
A, B, and strip(C) be disjoint. If

1. X is a C-net,
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2. for X and Y the same structural conditions of Lemma 8 hold:

(a) iB = iC and oB = oC ,

(b) Pφ = Pψ,

(c) (PA ∪ PB) ∩ Pφ = (PA ∪ PC) ∩ Pφ = {iB, oB}, and

(d) Fφ ∩ ((TA × Pφ) ∪ (Pφ × TA)) = Fψ ∩ ((TA × Pφ) ∪ (Pφ × TA)),

3. (∀ t : t ∈ TB ∧ `B(t) 6∈ α(B) : (
X
•t ∪ t

X
• ) ∩ Pφ = ∅), i.e., transitions that are dead for

each initial marking and transitions with a τ -label are not connected to ‘outside places’,

4. (∀ t : t ∈ TC ∧ `Y (t) 6∈ α(B) : (
Y
•t ∪ t

Y
• ) ∩ Pφ = ∅), i.e., transitions that are dead for

each initial marking, transitions with a τ -label, and transitions with a ‘new label’ are not
connected to outside places,

5. (∀ t, t′ : t ∈ TB∧t
′ ∈ TC∧`B(t) = `C(t′) : (

X
•t∩PA =

Y
•t′∩PA)∧(t

X
• ∩PA = t′

Y
• ∩PA)),

i.e., transitions with the same label are similarly connected to the interface,

6. C ≤lc B, i.e., C is a subclass under life-cycle inheritance of B, and

7. α(C)\α(B) = α(C)\α(X), i.e., labels that are new in C with respect to B should also
be new in C with respect to X ,

then Y is a C-net and Y ≤lc X .
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Figure 4.10: The necessity of the alphabet condition.

The last requirement, α(C)\α(B) = α(C)\α(X), is essential in this corollary and different
from Theorem 8 or Corollary 3. Whereas in the case with projection inheritance the violation
of this last requirement is perhaps contra-intuitive, but does not falsify the results, the case
with life-cycle inheritance is jeopardized when this last requirement is violated. This is due to
the fact that the effects of hiding transition labels in X or blocking transitions in X develop
differently. Figure 4.10 is a counter-example for the corollary if this requirement is violated. In
the figure, the replacement of C-net B in X by C-net C in Y seems to yield a correct C-net.
However, α(C)\α(B) = {b} and α(C)\α(X) = ∅. This means that a new label in net C also
occurs in net A. As a result the corollary is not valid. When we compare the behavior of the
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net N in which we applied the blocking operator to the behavior of net X , we see that due to
the transition b that is blocked in the A-part of N these behaviors could never be branching
bisimilar.

We use this corollary as a basis for verification whether implementations realize their spec-
ifications. Or, in other words, whether a consistent well-formed system architecture actually
provides the functionality assured by the specification of the top-level component. This is the
subject of the next section. We conclude this section by Corollary 5 which is the sound coun-
terpart of Corollary 4. Also this corollary follows directly by Theorem 3 on page 33.

Corollary 5 (Compositionality of life-cycle inheritance for sound C-nets) Let X = A ∗φ B
and Y = A ∗ψ C be compositions of the labeled P/T-net A, the C-nets B and C, and the
interfaces φ and ψ. Let A, B, and strip(C) be disjoint. If

1. X is a sound C-net,

2. for X and Y the same structural conditions of Lemma 8 hold:

(a) iB = iC and oB = oC ,

(b) Pφ = Pψ,

(c) (PA ∪ PB) ∩ Pφ = (PA ∪ PC) ∩ Pφ = {iB, oB}, and

(d) Fφ ∩ ((TA × Pφ) ∪ (Pφ × TA)) = Fψ ∩ ((TA × Pφ) ∪ (Pφ × TA)),

3. (∀ t : t ∈ TB ∧ `B(t) 6∈ α(B) : (
X
•t ∪ t

X
• ) ∩ Pφ = ∅), i.e., transitions that are dead for

each initial marking and transitions with a τ -label are not connected to ‘outside places’,

4. (∀ t : t ∈ TC ∧ `Y (t) 6∈ α(B) : (
Y
•t ∪ t

Y
• ) ∩ Pφ = ∅), i.e., transitions that are dead for

each initial marking, transitions with a τ -label, and transitions with a ‘new label’ are not
connected to outside places,

5. (∀ t, t′ : t ∈ TB∧t
′ ∈ TC∧`B(t) = `C(t′) : (

X
•t∩PA =

Y
•t′∩PA)∧(t

X
• ∩PA = t′

Y
• ∩PA)),

i.e., transitions with the same label are similarly connected to the interface,

6. C≤lcB, i.e., C is a subclass under life-cycle inheritance of B with a set of blocked labels
H , and

7. α(C)\α(B) = α(C)\α(X), i.e., labels that are new in C with respect to B should also
be new in C with respect to X ,

then ∂H(Y ) is a sound C-net and Y ≤lc X .

4.5 Implementations Realize their Specifications
Based on the framework introduced in the previous chapter, we focus in this section on whether
local consistency guarantees the correct operation of the whole system architecture. To be
more precise: We will show that the flattened system architecture, i.e., the net in which all
component references are replaced by actual flat components, is a C-net and that the flattened
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system architecture is a subclass of the specification of the top-level component under life-cycle
inheritance. Hence, the flattened system architecture realizes the desired behavior of the system.
We will start by presenting a flattening algorithm for system architectures.

To show that a consistent well-formed system architecture actually provides the functional-
ity assured by the specification of the top-level component, we define a function aflat to flatten
the system architecture. In a consistent system architecture all components are consistent. By
the consistency definition for components (Definition 37 on page 56), it follows that all flat-
tened components are C-nets. To translate a system architecture into a C-net, we assume that all
modified flattened architectures are C-nets as well, otherwise we may not apply the operators
τ and ∂. In Theorem 9 on page 91, we will prove this assumption. We will first present an
algorithm to flatten a system architecture. The algorithm is based on replacing references to flat
subcomponents by the architecture of the flat subcomponent. In each step, a single reference
in a component architecture is replaced and the corresponding component is redefined. This is
repeated as long as there are parent components present in the system architecture.

Definition 44 (Flattening algorithm) Let (C, cmap) be a consistent system architecture. The
corresponding flattened architecture is the C-net given by the function aflat(C, cmap), where

aflat(C, cmap):=

for |C| > 1 do
select x ∈ flatcomp(C, cmap)
c := parent(cmap, x)
let r be such that cmap(c, r) = x

PA′
c
:= PAc ∪ PAx

TA′
c
:= TAc ∪ TAx

CA′
c
:= CAc\{r}

FA′
c
:= (FAc\((({r} × L) × PAc) ∪ (PAc × ({r} × L)))) ∪ FAx ∪

{(p, x) ∈ PAc × dom(`Ax) | (p, (r, `Ax(x))) ∈ FAc}∪
{(x, p) ∈ dom(`Ax) × PAc | ((r, `Ax(x)), p) ∈ FAc}

dom(`A′
c
) := (dom(`Ac)\({r} × L)) ∪ dom(`Ax)

for all t ∈ dom(`A′
c
) do

if t ∈ dom(`Ac) then
`A′

c
(t) := `Ac(t)

else – the case: t 6∈ dom(`Ac)
if t ∈ dom(`Ax) ∧ `Ax(t) ∈Mr then
`A′

c
(t) := `Ac((r, `Ax(t)))

else – the case: t ∈ dom(`Ax) ∧ `Ax(t) 6∈Mr

`A′
c
(t) := `Ax(t)

fi
fi

od
let I and H be such that ∂H ◦ τI(Sx) 'b r, (H ∪ I) = rng(`Sx)\α(r), and H ∩ I = ∅
Ac := ∂H ◦ τI(A

′
c)

C := C\{x}
cmap := cmap|C
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od
select c ∈ C

return Ac.

r

c

�
c

�
c

x

�
x

�
x

c

�
c'

�
c

Figure 4.11: Flattening algorithm: replacing a reference r in an architecture Ac by a flat com-
ponent architecture Ax resulting in an architecture A′

c.

To flatten the system architecture, an architecture Ax of a flat component x, i.e., a leaf of the
system architecture, is substituted for the corresponding reference r in the architecture Ac of
the parent component c. After a single flattening step, the number of components in the system
architecture is decreased by one. Figure 4.11 illustrates the flat component x and its parent
component c. Replacing references for flat component architectures is repeated until there is
only one component left in the system architecture.

It is important that the proper labels are hidden and blocked at the right level in the system
architecture. For instance, we can have a system architecture in which transitions with simi-
lar labels occur in different components. It can be the case that we want to see one of these
transitions, i.e., keep the label as it is, while we want to hide the other transition, i.e., make the
transition invisible by a relabeling to τ . This implicates that hiding and blocking labels cannot
be carried out globally after the flattening process, but should be carried out locally along the
flattening process at the proper component level.

r1 coin_handler r2 brewing_facility
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  coffee_machine

component coffee_machine
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  coin_handler

component coin_handler

�
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component brewing_facility

Figure 4.12: A system architecture for the coffee-machine component.
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We will now discuss the flattening algorithm in detail by means of the consistent version
of the example of the coffee machine (which we first introduced Section 3.2 on page 58). This
example is one level deep, but it illustrates how we can flatten in general a system architecture;
also for examples that have many levels. The structure of the system architecture of this example
is depicted in Figure 4.12.

The top-level component coffee machine has two subcomponents: brewing facility and
coin handler. The specification, architecture, and references of the coffee-machine compo-
nent are depicted in Figure 4.13. The specification and the architecture of the flat components
brewing facility and coin handler are depicted in Figure 4.14.

To flatten this system architecture, we execute the steps of Definition 44. Initially |C| = 3
for this system architecture. Hence, we jump into the ‘for-do’-loop and execute its steps. We
now have a choice to select the brewing facility component or the coin handler component since
they are both flat and, therefore, elements of flatcomp(C, cmap). We select the brewing facility
component to be x. Clearly, the coffee machine component is the parent component c. Hence,
r now points to the component reference of the brewing facility component. At this point
in the algorithm, the specification Sx and the architecture Ax belong to the flat component
brewing facility depicted in Figure 4.14.

In the next six steps including the nested ‘for-do’-loop, the elements of the modified compo-
nent architecture A′

c of the parent component are defined. The steps are straightforward except
for the new flow relation FA′

c
and the new label definition `A′

c
.

The assignment for the new flow relation can be described as follows:

1. the flow relation of the parent component Ac remains unchanged between places in PAc

and transitions in TAc of the parent component and, vice versa, between transitions and
places,

2. the flow relation of the parent component remains unchanged between places in PAc

and bindings of references that do not correspond to the selected flat component (i.e.,
references not corresponding to r) and, vice versa, between bindings and places,

3. the flow relation between places in PAc and bindings of the reference r are replaced by
a flow relation between places in PAc and transitions of the flat component Ax and, vice
versa, between transitions and places, and finally,

4. the flow relation includes the flow relation FAx between the transitions and places of the
selected flat component Ax.

The definition of arcs to transitions in Ax is purely based on labels already present on bindings
(r, `Ac(t)) attached to the reference r. This redefinition of arcs is similar to the redefinition of
arcs of a reference r in the definition of a flattened component (Definition 36 on page 54).

The assignment for the new label function `A′
c

also requires some explanation. For transi-
tions t ∈ dom(`Ac) the assignment is straightforward. For transitions t ∈ dom(`Ax)∧ `Ax(t) ∈
Mr the assignment is more sophisticated. This assignment concerns those labels that are also
present in r. When we flatten the component c, precisely these labels are redefined by cflat . To
be able to compare the flattened component architecture cflat(Ac) and the modified flattened
component architecture cflat(A′

c), we should, therefore, relabel these labels in the same way.
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This is achieved by the assignment `A′
c
(t) := `Ac((r, `Ax(t))). This can be verified by com-

paring the assignment by the assignment in Definition 36. For the component brewing facility
the set {activate bf, request?, OK!, NOK!, deactivate bf} is the set of labels relabeled to a τ
transition. Hence, the only visible label of the component reference is serve coffee.

The last assignment concerns the transitions t ∈ dom(`Ax) ∧ `Ax(t) 6∈ Mr. These are
transitions having new labels corresponding to additional functionality offered by Ax. At this
point in the algorithm they keep their original label. However, in the next step (after the nested
‘for-do’-loop) the sets I and H which capture the additional functionality offered by Ax on top
of r are determined. In general, there are various choices we could make for the sets I and
H . In this case, however, only the sets I = {select coffee, ready signal} and H = {select tea,
serve tea} satisfy the conditions ∂H ◦ τI(Sx) 'b r, (H ∪ I) = rng(`Sx)\α(r), and H ∩ I = ∅.
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Figure 4.15: The system architecture for the coffee machine after substitution of one subcom-
ponent.

The definition of H and I is followed by the assignment Ac := ∂H ◦ τI(A
′
c). At this

point in the algorithm the architecture of the coffee machine component is actually redefined.
Figure 4.15 depicts the refined architecture Ac. Figure 4.15 is the result of applying the hid-
ing and blocking operators τ and ∂ to the modified component architecture A′

c. Although we
have an system architecture of only one level deep this picture is already getting complex. For
complicated system architectures with many components, flattened architectures become in-
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comprehensible. For these architectures a theory, such as we present in this chapter, to analyze
components locally while we have global results is indispensable. To track the changes, the
original labels are depicted in the figure between brackets. In the last two steps of the ‘for-do’-
loop, the flat component which has been substituted in the parent components architecture is
removed from the set of components in the system architecture and the domain of the mapping
function cmap is adjusted. Clearly, there is only one parent component and one flat component
left in the system architecture. Hence, now |C| = 2 and we jump back to the beginning of the
‘for-do’-loop.

We will repeat all steps of the ‘for-do’-loop for the altered system architecture. Clearly, the
coffee machine component is still the parent component c and now the coin handler component
is the flat component x. Applying ∂H ◦ τI to the altered component architecture A′

c of the
coin handler component yields the redefined architecture Ac depicted in Figure 4.16. It is
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Figure 4.16: The flattened system architecture for the coffee machine after substitution of the
last subcomponent.
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easy to verify that the set {activate ch, request!, NOK?, OK?, deactivate} is the additional
functionality offered by r. Moreover, note that the sets I = {empty coins}, and H = ∅ satisfy
the criteria of the algorithm. Since Sx ≤pt r, the sets I2 = ∅ and H = {empty coins} would
also have been a good choice.

Now we have that |C| = 1 and we may leave the ‘for-do’-loop. The altered component
architecture of the top-level component is the result of the flattening algorithm. Clearly, at
this point in the algorithm the only component left in the set C is the top-level component.
Consequently, this component is selected and its (twice modified) architecture is the value that
is returned in the last step. So, the flattened system architecture aflat(C, cmap) is given by the
C-net Ac depicted in Figure 4.16.

The flattened system architecture of the coffee machine corresponds to the actual behavior
of the system. There are similarities with flattening other types of hierarchical Petri nets (Van
Hee 1994). The following theorem uses the compositionality result of Theorem 8 on page 74
(or actually a direct consequence of this theorem stated in Corollary 4 on page 81) to show that
consistency implies the proper operation of the whole system.

Theorem 9 (Consistency implies conformance) Let (C, cmap) be a consistent system archi-
tecture with top-level component ct. aflat(C, cmap) is a C-net and aflat(C, cmap) ≤pj Sct .

Proof. The algorithm specified in Definition 44 on page 84 flattens a system architecture in a
number of iteration steps. An iteration step corresponds with the execution of all steps inside
the ‘for-do’-loop. In each iteration step, a reference r in an architecture Ac is replaced by the
architecture Ax of a flat component x. The replacement yields a modified system architecture
A′
c. To prove that aflat(C, cmap) is a C-net and aflat(C, cmap) ≤pj Sct , it suffices to show

that each iteration step in the algorithm specified in Definition 44 yields a consistent modified
system architecture. If each iteration step preserves the consistency of an architecture, then,
since the system architecture is consistent initially and because the inheritance relationships
are transitive, it follows by induction that all modifications of the system architecture in each
iteration step preserve consistency. Then, eventually |C| = 1 andC only contains the (modified)
top-level component ct. Moreover, aflat(C, cmap) := Act and because in a consistent system
architecture cflat(Ac) ≤pj Sc for any c ∈ C, it follows that aflat(C, cmap) ≤pjSct .

Ax

cflat(Ac' )

r

cflat(Ac )

subclass of

subclass of

Figure 4.17: In each iteration step the compositionality result of Corollary 4 is applied.

We now show that the algorithm specified in Definition 44 preserves the consistency of the
system architecture in one iteration step (and by induction in each iteration step). Suppose that
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|C| > 1. Select a flat component x ∈ C as in the algorithm specified in Definition 44. Let c, r,
and A′

c be as defined in the flattening algorithm. We assume (induction) that cflat(Ac) and Ax

are C-nets and that Ax ≤lc r. This is true initially. By Ax ≤lc r, it follows that the sets I and H
exists as prescribed in the algorithm. Now, consider the assignment Ac := ∂H ◦ τI(A

′
c).

We apply Corollary 4 to prove that cflat(A′
c) is a C-net and that cflat(A′

c) ≤lc cflat(Ac).
Let

• X = cflat(Ac),

• Y = cflat(A′
c),

• B = r, and

• C = Ax.

In addition, let

• Pφ = {p ∈ (PX\PB) ∪ {iB, oB}|(
X
•p ∪ p

X
• ) ∩ TB 6= ∅} and

• Fφ = FX ∩ ((TX × Pφ) ∪ (Pφ × TX)).

Clearly, according to Definition 43 on page 70, φ is a proper place-interface. In a similar way,
let

• Pψ = Pφ and

• Fψ = FY ∩ ((TY × Pψ) ∪ (Pψ × TY )).

Clearly, ψ is also a place-interface. Finally, define the elements of the labeled P/T-net A as
follows:

• PA = PX\(Pφ ∪ PB),

• TA = TX\TB ,

• FA = FX\(Fφ ∪ FB), and

• dom(`A) = TA and ∀t ∈ TA : `A(t) = `X(t).

It is easy to see that X = A ∗φ B and Y = A ∗ψ C are compositions of the labeled P/T-net A,
the C-nets B and C, and the place-interfaces φ and ψ. We will verify that the requirements for
Corollary 4 are satisfied for these nets:

1. X is a C-net.
� This follows by the assumption that cflat(Ac) is a C-net.

2. The structural conditions of X and Y are satisfied:

(a) iB = iC and oB = oC .
� Since the system architecture is consistent, it follows by Definition 42 on page 63
that source(cflat(Ax)) = ir and sink(cflat(Ax)) = or for all components in the
system architecture. Clearly, since Ax is already flat, we have Ax = cflat(Ax) and
so Ax also has these source and sink places.
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(b) Pφ = Pψ.
� We explicitly required that Pφ = Pψ. So, this is true by definition.

(c) (PA ∪ PB) ∩ Pφ = (PA ∪ PC) ∩ Pφ = {iB, oB}.
� By the definition of PA, it follows directly that PA ∩ Pφ = ∅. By the component
definition (Definition 35 on page 51), it follows that PB∩Pφ = {iB, oB}. Combining
these two equalities yields (PA∪PB)∩Pφ = {iB, oB}. By the consistency definition
for system architectures (Definition 42 on page 63), it follows that Pr ∩ PAx =
{ir, or}. Hence, also (PA ∪ PC) ∩ Pφ = {iB, oB}.

(d) Fφ ∩ ((TA × Pφ) ∪ (Pφ × TA)) = Fψ ∩ ((TA × Pφ) ∪ (Pφ × TA)).
� Since TX ∩ TY = TA, this follows directly from the definition of Fφ and Fψ.

3. (∀ t : t ∈ TB ∧ `B(t) 6∈ α(B) : (
X
•t ∪ t

X
• ) ∩ Pφ = ∅).

� Recall thatB = r andX = cflat(Ac). By the flattening function cflat (Definition 36 on
page 54), it follows that any arbitrary transition t of a reference r in a flattened architecture
cflat(Ac) can only connected to a place p ∈ PAc when its label `r(t) is a part of the
binding (r, `r(t)) ∈ B. By the definition of a component (Definition 35 on page 51), it is
required that this label `r(t) ∈ Mr and that Mr = α(r). Hence, only transitions with a
label in α(r) are attached to places in PAc which corresponds with the required condition.

4. (∀ t : t ∈ TC ∧ `Y (t) 6∈ α(B) : (
Y
•t ∪ t

Y
• ) ∩ Pφ = ∅).

� Recall that C = Ax and Y = cflat(A′
c). Consider a transition t ∈ TAx with a label

not in α(r). There is no way to connect t to places in A′
c using cflat(A′

c) because the
label does not appear in the flow relation FA′

c
(this relation only has labels in α(r)) and

the redefinition is purely based on labels.

5. (∀ t, t′ : t ∈ TB∧t
′ ∈ TC∧`B(t) = `C(t′) : (

X
•t∩PA =

Y
•t′∩PA)∧(t

X
• ∩PA = t′

Y
• ∩PA)).

� This can be shown similarly as the previous requirement has been shown.

6. C ≤lc B.
� Since we consider a consistent system architecture, it follows that C = Ax ≤lc r = B.

Hence, by applying Corollary 4, it follows that cflat(A′
c) is a C-net and cflat(A′

c)≤lc cflat(Ac)
which was left to be proved. 2

Theorem 9 shows that in a consistent system architecture the actual behavior conforms to the
specification of the top-level component. Moreover, the theorem also shows that it is possible to
replace any consistent component by another consistent component which is a subclass of the
corresponding reference, i.e., the result can be used to effectively address substitutability issues.
Again, it follows by Theorem 3 on page 33 that in the case where the specification of the top-
level component is sound, the implementation is sound as well (i.e., no deadlocks, livelocks, or
other anomalies). This result is given by the following corollary.

Corollary 6 (Consistency implies conformance) Let (C, cmap) be a consistent system archi-
tecture with top-level a component ct which has a sound specification Sct . aflat(C, cmap) is a
sound C-net and aflat(C, cmap) ≤pj Sct .
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We return once more to the system architecture of the coffee machine. Since the system
architecture is consistent, we may conclude by Theorem 9 that the actual behavior of the sys-
tem architecture conforms to the specification, i.e., the flattened system architecture given by
Figure 4.16 is a subclass of the component specification shown in Figure 4.13.

Since the specification of the top-level component is sound, it follows by Corollary 6 that the
implementation of the system architecture is sound as well. Hence, we replaced references by
real components satisfying a subclass/-superclass relationship without jeopardizing the correct
operation of the overall system.

4.6 Conclusions
In this chapter, we discussed and presented techniques that support a top-down design process
for system architectures and components of the framework we presented in the previous chapter.
We pointed out that refinement of the component architecture is done by replacing one C-net
by another C-net which is a subclass of the original one. For this reason, the main result of
this chapter is Theorem 8 which shows that projection inheritance is compositional. Based on
this result, it is easy to show that life-cycle inheritance is compositional as well. An important
consequence of these compositionality results is that a flattened consistent system architecture
is a subclass of the top-level component. This means that the refined design of the system is
consistent with the top-level abstraction of the system. So, it is allowed to test locally con-
sistency to obtain consistency for a complete system architecture. Once we have this ‘global
consistency’ we know that, since soundness is a congruence for branching bisimilar nets, if
the specification of the top-level component is sound, then also its implementation at the low-
est level, i.e., the flattened system architecture, is sound. This implies the correct behavior of
the overall system, i.e., the system is free of deadlocks and other anomalies and realizes the
specification of the top-level component.

In a software engineering project, this means that we can make a design in a number of
steps. We may start with an overall specification of the system which describes in terms of
interactions with users what the functionality of the system is. Then, in a number of steps
we may refine this specification and design an architecture for the system. We can continue
by designing subcomponents and architectures for these subcomponents. The approach allows
refinements as much as necessary to complete the design. Moreover, it allows local tests of the
consistency of components to obtain a global consistency result which implies that the complete
design with all its refinements and subcomponents conforms to the top-level specification.

In the next chapter, we will also discuss the consistency of components and the overall
system. However, we will not refine global specifications until we have a detailed design, but
we will build systems from scratch in a number of steps, i.e., the bottom-up approach instead of
the top-down approach. And, in each step, we will preserve the consistency of the system.
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Sound Composition of Components

5.1 Introduction
There are two different approaches to software design. The first approach is the so called ‘top-
down’-approach. In this approach, one starts with a specification of the functionality of the
top-level component. Then, an architecture of the top-level component is determined. The
component descriptions of the references are then refined in a number of steps yielding new
subcomponents. The method of refinement results in a complicated network of components
captured by the architectures of the components. Refinements are made until it is possible to
select or build actual software components from the specification and architecture of the leaf-
components. This is the approach we discussed in Chapter 4. The main results of Chapter 4 are
the compositionality theorems which provided us with local consistency conditions for achiev-
ing overall consistency of the complete system architecture.

$
distributed

A1 A2

A4A3

$
centralized

A1

(server)

A4

(server)

A3

(server)

A2

(server)

C
(client)

(a) (b)

Figure 5.1: Two ways of structuring architectures.

The second approach to software design is the so called ‘bottom-up’-approach. In this ap-
proach, one uses existing components to compose a system. Each existing component is used to
fill in a part of the functionality. In this chapter, we will discuss this second approach; we focus

95
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on rules for building systems of existing components. Both approaches are valuable and can be
applied to the component framework we introduced in Chapter 3. In practice, it often occurs
that a mixture of the two approaches is applied. As in Chapter 4, the consistency of components
and complete system architectures is important. In the ‘bottom-up’-approach, we typically start
with a single consistent component. Then, in each step we take to expand the architecture, we
make sure that we maintain the consistency of individual components and the system archi-
tecture. We call this correctness-by-construction. We may use correctness-by-construction in
combination with or as an alternative for checking models for consistency after completion. So
called client-server compositions are the key building blocks in the correctness-by-construction
approach. A client component has the role of a coordinator. The functionality that is required
but not offered by the client component itself is delivered by server components. We preserve
consistency by requiring that the behavior of the server components does not influence the be-
havior of the client components. We may repeat this several times. We often have, at the same
time, a single component which has the role of a server in one composition and the role of a
client in another composition. The result of a number of client-server compositions of compo-
nents is a centralized architecture. Figure 5.1(a) depicts a centralized architecture; in the figure
places, arcs, and bindings are omitted and the lines between the components symbolize bilateral
communication relationships. A centralized architecture may be used as an alternative for a dis-
tributed architecture depending on the situation. A disadvantages of a centralized architecture
is the possible communication overhead. Moreover, to be able to apply such an architecture one
should meet higher requirements with respect to reliability. However, an advantage of a cen-
tralized architecture over a distributed architecture is that the number of bilateral relationships
between components is smaller. If we consider an architecture with n references to subcom-
ponents, then a centralized architecture has O(n) bilateral relationships whereas a distributed
architecture has O(n2) bilateral relationships. Therefore, if we, for instance, replace a com-
ponent in a distributed architecture may have to adjust all interfaces to other components. In
a centralized architecture, we only have to adjust the interface to the client component. Fig-
ure 5.1(b) depicts a distributed architecture.

We have already mentioned that the key construction for assembling components which we
introduce in this chapter is the client-server composition. This is a construction which connects
two components in such a way that one component - the client - guides the second component
- the server. In addition to the client-server composition, we introduce two compound client-
server compositions: the so-called horizontal and vertical unions. The horizontal union allows a
client component to have many server components which all operate in parallel. The centralized
architecture depicted in Figure 5.1(a) is an example of a horizontal union. The client component
C has four server components A1, . . . , A4. The vertical union is useful when we consider the
flattened system architecture: Each server component may have an architecture in which it has
the role of client and it has a number of server components itself. We will demonstrate that by
multiple application of the composition rules for horizontal and vertical unions we are able to
build complete system architectures.

The consistency of the system architectures is guaranteed when a number of structural and
behavioral conditions are satisfied. We will formalize the client-server composition, the hori-
zontal, and the vertical union. We will prove that these constructions are operations on C-nets
which again yield C-nets. Moreover, we will introduce consistency theorems for the horizontal
and the vertical union. If we stick to the conditions of the consistency theorems each time we
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use the horizontal or vertical union, we will have consistency for the complete system architec-
ture.

The structure of this chapter is as follows. Section 5.2 presents client-server architectures
for components and client-server system architectures. Furthermore, this section relates this
chapter to the component framework we presented in Chapter 3. Section 5.3 discusses the
precise construction rules for the composition of C-nets. Section 5.4 presents inheritance re-
sults for compositions of C-nets. Section 5.5 presents a construction algorithm for client-server
architectures and, finally, Section 5.6 concludes the chapter.

5.2 Client-Server Architectures
In this section, we discuss client-server architectures for components and complete systems.
These architectures are special cases of the architecture of a component (we introduced in Def-
inition 35 on page 51) and the system architecture (we introduced in Definition 38 on page 59).
An example of a component with a client-server architecture is depicted in Figure 5.2. It defines
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Figure 5.2: The check stamp & scan component.

the embedded software component called check stamp & scan which is used in a post office to
inspect and sort-out letters. The device has two functionalities: It determines whether a letter is
stamped and it scans the address on the letter in order to sort the letter. The component has two
subcomponents: one component to calibrate the device and one component to register the num-
ber of unstamped letters. The specification of the component is the interface of the component
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to its environment. The specification has the following methods: start, stamped, unstamped,
scan address, and stop. All of these methods are visible to the environment of the component.
Besides the two references to the subcomponents, the architecture of the component contains
the specification of the component as a subnet. In the architecture, the specification acts as co-
ordinator for the references which are attached to the specification by means of place-interfaces.
All visible methods are present in the specification subnet. (See the architecture in Figure 5.2.)
New methods regarding new functionalities are only present in the references calibrate and reg-
ister. Client-server architectures such as depicted in Figure 5.2 are characterized by the fact
that their specification is present as a subnet in the architecture and that there are references
that deliver services to the specification and communicate solely via the specification. Specifi-
cations are clients and references are servers. Client-server architectures, in the context of the
framework we presented in Chapter 3, are formalized in the next definition.

Definition 45 (Client-server component architecture) Let c be a component. Let for any r ∈
CAc the set Br = {(r, l) ∈ CA × L | l ∈ Mr} contain the bindings attached to r. Component c
has a client-server architecture if and only if:

1. TAc = TSc , and

2. for any reference r ∈ CAc there exists a place-interface φr with places Pφr ⊆ PAc and
arcs Fφr ⊆ ((Pφr × (Br ∪ TSc)) ∪ ((Br ∪ TSc) × Pφr)) such that

(a) PAc = PS ∪ (
⋃

r∈CAc
Pφr) with all sets PS and Pφr (r ∈ CAc) disjoint, and

(b) FAc = FS ∪ (
⋃

r∈CAc
Fφr),

3. ∀t ∈ TAc : (`(t) = τ) ⇒ (
Ac
• t ∪ t

Ac
• ) ∩ (

⋃

r∈CAc
Pφr) = ∅, i.e., τ -labeled transitions are

not connected to the place-interfaces φr, and

4. ∀t1, t2 ∈ TAc : `(t1) = `(t2) ⇒ ((
⋃

r∈CAc
Pφr) ∩

Ac
• t1 = (

⋃

r∈CAc
Pφr) ∩

Ac
• t2 ∧

(
⋃

r∈CAc
Pφr) ∩ t1

Ac
• = (

⋃

r∈CAc
Pφr) ∩ t2

Ac
• ), i.e., transitions with the same label are

similarly connected to the place-interfaces φr.

The set of all bindings B is the union of the sets of bindings Br per component reference r. In
the component architecture of check stamp & scan, the bindingsBr1 of r1 are calibrate and save
image and the bindingsBr2 of r2 are register and release. The first condition states that the set of
transitions TAc of the component architecture equals the set of the transitions of the component
specification TSc . Hence, besides the transitions in the references, we require the absence of
additional transitions present in the architecture. The second condition requires that in a client-
server architecture references are only attached by proper place-interfaces (Definition 43 on
page 70) to the specification subnet. This requirement is necessary for the desired centralized
structure of the architecture as discussed in the introduction to this chapter. Moreover, the
flattened architecture is a union of three C-nets: the one corresponding to the specification
S check stamp & scan and the ones corresponding to the references calibrate and register.
The third and fourth condition are explained in detail in the next section. Basically, these
requirements prevent unexpected behavior when we extend client-server architectures.
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With respect to dynamic behavior we would like to have that the behavior of the client-
server composition is similar to the behavior of the client component only. This implies, for this
example, that the methods calibrate, save image, register and release should not be visible to
the user of the system and the presence of the subcomponents should not influence the behavior
of the client which coordinates them. This type of behavior is achieved when the component is
consistent. Recall that component consistency (Definition 37 on page 56) is defined as follows.

Definition 37 (Consistent component) Let (S,A) be a component with N = cflat(A). (S,A)
is consistent if and only if

1. N is a C-net,

2. (∀t : t ∈ start(N) ∪ stop(N) : `N(t) ∈ α(S)), and

3. N ≤pj S .

It is easy to verify that the check stamp & scan component is consistent. In the flattened archi-
tecture in Figure 5.2, all methods of the subcomponents have been relabeled with the τ -label
and the behavior of the specification subnet is not influenced.

Given the definition of a client-server component architecture, it is straightforward to de-
fine a client-server system architecture. We merely require that each component architecture
satisfies the client-server restrictions.

Definition 46 (Client-server system architecture) Let (C, cmap) be a system architecture. If
each c ∈ C has a client-server architecture, then (C, cmap) has a client-server system archi-
tecture.

Consistency for client-server system architectures is defined similarly to consistency for
‘normal’ system architectures (Definition 42 on page 63) except for the relationship between
the specification of a subcomponent and the reference which points towards this component.
Since we build client-server system architectures from scratch, we assume that the references
and the specification of the subcomponent are the same. We make this assumption for practical
reasons. However, the results can be generalized to life-cycle inheritance results similarly to
the generalizations we made in Chapter 4. Using this assumption we have the following altered
consistency definition:

Definition 47 (Consistent client-server system architecture) Let (C, cmap) be a well-formed
client-server system architecture. (C, cmap) is consistent if and only if

1. each component c ∈ C is consistent, and

2. for all c ∈ C, x ∈ C, and r ∈ CAc such that cmap(c, r) = x we have:

(a) α(Sc) ∩ α(Sx) = ∅,

(b) Sx = r, and

(c) source(cflat(Ax)) = ir and sink(cflat(Ax)) = or.
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Figure 5.3: A C-net tree.

Systems with a client-server architecture have the special property that their flattened archi-
tectures are trees of C-nets that are built from client-server compositions and from horizontal
and vertical unions. Figure 5.3 is an example of such a tree. Each rectangle represents a C-net
and each arrow represents a place-interface between two C-nets. The C-net A is called the
root C-net. This C-net typically corresponds to the specification of the top-level component of
system X . The C-nets B and F are called the non-leaf C-nets and C, D, E, G, H and I are
called the leaf C-nets. The C-nets B, E, and F typically correspond to the specifications of
components that are substituted in the references in the architecture of the top-level component.
E corresponds to a flat component; in a client-server system the specification of a flat compo-
nent equals the architecture of a flat component. B and F correspond to the specifications of
the ‘subsystem’-architectures of the components Y and Z. The leaf-C-nets C, D, G, H , and I
correspond to the specifications of the flat components that are substituted in the architectures
of Y and Z.

With respect to the behavior of C-net trees that are the result of a consistent client-server
system architecture, we have that each non-leaf C-net has the same behavior as the composition
of this C-net and all its ‘child’ C-nets. In the example of Figure 5.3, this means that, for instance,
B should have the same behavior as the net Y , which is the composition of B and its children
C and D. Moreover, the behavior of the root component A should be similar to the behavior of
X which is the composition of the children Y , E and Z. Therefore, applying this requirement
to the complete C-net tree means that the observable behavior of the tree X is determined by
the root C-net A.

In the next section, we will provide for techniques to build C-nets trees.

5.3 Construction Rules for C-nets

We introduce, in this section, client-server compositions of C-nets and horizontal and vertical
unions. All these constructions are based on the definition of a place-interface, a composition,
and the composition operator we introduced in Definition 43 on page 70. Therefore, we first
recall this definition and we will state some properties for this definition.

Definition 43 (Place-interface, Composition, Composition operator) LetA andB be disjoint
labeled P/T-nets. Let φ = (P, F ) with F ⊆ (P × (TA ∪ TB)) ∪ ((TA ∪ TB) × P ) and let
N = (PA ∪ PB ∪ P, TA ∪ TB, FA ∪ FB ∪ F, `A ∪ `B). We have the following three definitions.
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1. φ is a place-interface of A and B if and only if ∀p ∈ P :

(
A
•p 6= ∅ ∧ p

B
• 6= ∅) ∨ (

B
•p 6= ∅ ∧ p

A
• 6= ∅). The set of all place-interfaces is denoted Φ.

2. N is called a composition of A, φ and B if φ is a place-interface.

3. The function ∗ : L×Φ×L → L with ∗(A, φ,B) = N is called the composition operator
and N is denoted by A ∗φ B.

Recall that the place-interface is characterized by the fact that, in the case that A and B are C-
nets, the composition does not extend the behavior of the separate netsA andB. (In Section 5.4,
we give conditions in such a way that we do not limit the behavior of the client-nets as well.)

Definition 48 (Union of place-interfaces) Let φ and ϕ be two place-interfaces with Pφ∩Pϕ =
∅ and Fφ ∩ Fϕ = ∅, then the union of the place-interfaces, denoted φ ∪ ϕ, is defined by (Pφ ∪
Pφ, Fφ ∪ Fϕ).

The union of a place-interface is again a place-interface. Without proof we state the following
lemma.

Lemma 9 (Properties of the composition) Let A, B and C be disjoint labeled P/T-nets with
place-interfaces φ between A and B, ϕ between A and C, and ψ between B and C. Suppose
Pφ, Pϕ, and Pψ are disjoint.

1. (A ∗φ B) ∪ (A ∗ϕ C) = A ∗(φ∪ϕ) (B ∪ C),

2. (A ∗φ B) ∪ (B ∗ψ C) = A ∗φ (B ∗ψ C) = (A ∗φ B) ∗ψ C.

In general, A ∗ϕ B 6= B ∗ϕ A, i.e., the operator is not symmetric. Based on these properties we
introduce the unions.

Definition 49 (Horizontal union, vertical union) Let A, B and C be disjoint labeled P/T-nets
with place-interfaces φ between A and B, ϕ between A and C, and ψ between B and C.
Suppose that Pφ, Pϕ, and Pψ are also disjoint.

1. A ∗(φ∪ϕ) (B ∪ C) is called the horizontal union, and

2. A ∗φ (B ∗ψ C) is called the vertical union.

Definition 50 (Client-server composition) Let A ∗φ B be the composition of the disjoint la-
beled P/T-nets A and B and the place-interface φ. A ∗φ B is called a client-server composition
of A and B if and only if

1. A is a C-net,

2. A ∗φ B is a C-net with source(A ∗φ B) = iA and sink(A ∗φ B) = oA, and

3. PA ∩ Pφ = ∅.
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In a client-server composition of two components A and B, the client component A has the role
of control flow component and component B has the role of server component. So, the server
component is obliged to execute methods for the client component. Consequently, one net, the
client, governs the overall process. The process of the other net, the server, delivers a service
to its client. The process that corresponds to this service is always executed within the scope
of the process of the client. Only the client has the ability to start the server and the server
always reports back to the client when it finished its process. The following lemma relates the
client-server compositions to the component framework.

Lemma 10 (Flat consistent client-server architectures are client-server compositions) Let
c be a consistent client-server component. There exists an interface φ and a labeled P/T-net B
such that cflat(Ac) = Sc ∗φ B and Sc ∗φ B is a client-server composition.

Proof. Consider N := cflat(Ac). Since Ac is a client-sever component architecture, it follows
by Definition 45 that N is defined as follows:

1. PN = PSc ∪ (
⋃

r∈CAc
Pφr ∪ Pr),

2. TN = TSc ∪ (
⋃

r∈CAc
Tr),

3. FN = FSc ∪ ((
⋃

r∈CAc
Fφr) ∩ ((PAc × TAc) ∪ (TAc × PAc)))∪

(
⋃

r∈CAc
Fr ∪ {(p, t) ∈ PAc × Tr | (p, (r, `r(t))) ∈ Fφr}∪

{(t, p) ∈ Tr × PAc | ((r, `r(t)), p) ∈ Fφr}),

4. dom(`N) = TN , for any t ∈ TAc : `N(t) = `Ac(t), for any r ∈ CAc and t ∈ Tr such that
`r(t) ∈Mr: `N(t) = `Ac((r, `r(t))), and `N(t) = τ otherwise, and

5. MN = rng(`N)\{τ}.

It is easy to see that FN = FSc ∪ (
⋃

r∈CAc
F ′
φr

)∪ (
⋃

r∈CAc
Fr) with F ′

φr
= (Fφr ∩ ((PAc×TAc)∪

(TAc×PAc)))∪{(p, t) ∈ PAc×Tr | (p, (r, `r(t))) ∈ Fφr}∪{(t, p) ∈ Tr×PAc | ((r, `r(t)), p) ∈
Fφr} for all r ∈ CAc . Let φ′

r = (Pφr , F
′
φr

) for all r ∈ CAc . Then φ′
r is a well defined interface

for any arbitrary r ∈ CAc . Now define φ =
⋃

r∈CAc
φ′
r. Since all the sets of places Pφ′r and arcs

Fφ′r are disjoint, it follows that φ is also a well defined place-interface. We see that we can write
N as the composition of Sc, φr, and a labeled P/T-net B with

1. PB =
⋃

r∈CAc
Pr,

2. TB =
⋃

r∈CAc
Tr,

3. FB =
⋃

r∈CAc
Fr

4. dom(`B) = TB , for any t ∈ TB: `B(t) = τ , and

5. MB = ∅.
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Since c is a consistent component, it follows by Definition 37 on page 56 that N = Sc ∗φ B is a
C-net. Since all source and sink places of the references are interface places (and for that reason
have in- and output arcs in N ), it follows that source(N) = iSc and sink(N) = iSc . Hence,
all the conditions of Definition 50 are satisfied. So, we may conclude that N is a client-server
composition. 2

Lemma 11 (Composition of C-nets is client-server) Let A ∗φ B be a composition of the dis-
joint C-nets A and B and the interface φ. Let (PA ∪ PB) ∩ Pφ = {iB, oB}. Then, A ∗φ B is a
client-server composition.

Proof. The only non-trivial condition we need to verify is that A ∗φ B is a C-net. We verify
requirement (1), instance creation and completion, and (2), connectedness, as stated in Defini-
tion 15 on page 14.

1. By the first requirement of Definition 43, it follows that all places in Pφ have an input
and an output arc in A ∗φ B to transitions in A and B. Hence, we only need to consider
the input and output arcs of the places in PA ∪ PB . Since A and B are C-nets, the only
places that do not have both an input and an output arc in respectively A and B, are the
places iA and oA and iB and oB . Composing A and B does not remove any arcs in A
or B. Therefore, in A ∗φ B also iA, oA, iB and oB are the only possible source and sink
places. We required that iB and oB are also places of the place-interface. Therefore, in
A ∗φ B they both have input and output arcs. Hence, only the places iA and oA can be the
source and sink place.

2. It is sufficient to show that for any node x in A ∗φ B there is a directed path from iA to x
and x to oA. If x is a node of A, then this is true since A is a C-net. There is a directed
path from iA to iB because iB is output place of some transition in A. There is a directed
path from oB to oA because oB is input place of some transition in A. Therefore, if x is a
node of B, then it is true because B is a C-net. Finally, we have to show that all places
in Pφ are on a directed path from iA to oA. This follows from the fact that all input and
output transitions of p ∈ Pφ have this property.

We conclude that A ∗φ B is a C-net. 2

The horizontal and vertical union we defined for labeled P/T-nets can also be applied to client-
server compositions. The unions enable us to create complex trees of connected C-nets. Next,
we will consider the structure of the unions of client-server compositions.

Lemma 12 (Horizontal union of client-server compositions is a C-net) LetA∗ϕB andA∗ψ
C be client-server compositions of the disjoint C-net A and the labeled P/T-nets B and C with
the interfaces ϕ and ψ. Suppose that Pϕ and Pψ are disjoint. Then, A∗(ϕ∪ψ) (B∪C) is a C-net.

Proof. We have: A ∗ϕ B ∪ A ∗ψ C = (PA ∪ PB ∪ PC ∪ Pϕ ∪ Pψ, TA ∪ TB ∪ TC , FA ∪ FB ∪
FC ∪ Fϕ ∪ Fψ, `A ∪ `B ∪ `C). Since we assumed that there are no name clashes between
places and transitions, it follows that this labeled P/T-net is well defined. We now prove that
A ∗(ϕ∪ψ) (B ∪ C) is a C-net.
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1. A ∗ϕ B is a C-net with source place iA and sink place oA and A ∗ψ C is also a C-net with
source place iA and sink place oA. Since the union of A∗ϕB and A∗ψC does not remove
any arcs and coincides on all nodes of A including iA and oA, it follows that the places
iA, oA are the unique source and sink place of A ∗(ϕ∪ψ) (B ∪ C).

2. To prove that A ∗(ϕ∪ψ) (B ∪ C) is strongly connected, note that each node is in A, B or
C. Therefore, in A ∗ϕ B or A ∗ψ C. Since A ∗ϕ B and A ∗ψ C are C-nets and coincide on
all nodes in A, it follows directly that for any node x there is a directed path from iA to x
and x to oA.

We conclude that A ∗(ϕ∪ψ) (B ∪ C) is a C-net. 2

We will show that the vertical union also yields a C-net.

Lemma 13 (Vertical union of client-server compositions is a C-net) Let A ∗ϕB and B ∗φC
be client-server compositions of the disjoint C-nets A and B and the labeled P/T-net C and the
interfaces ϕ and φ. Suppose that Pϕ and Pφ are disjoint. Then, A ∗ϕ (B ∗φ C) is a C-net.

Proof. A ∗ϕ B ∪B ∗φ C is a well defined labeled P/T-net. We now prove that A ∗ϕ B ∪B ∗φ C
is a C-net.

1. Since A ∗ϕ B and B ∗φ C intersect on the nodes of B, it follows that iB and oB obtain
additional arcs in the union of A ∗ϕ B and B ∗φ C. Hence, iA and oA are the only two
places left with •iA = oA• = ∅.

2. To prove that A ∗ϕ (B ∗φ C) is strongly connected, we have to show that for any node x
there is a directed path from iA to x and there is a directed path from x to oA. For nodes
in A ∗ϕ B this follows since A ∗ϕ B is a C-net. For a node in B ∗φ C this is also easy to
see: SinceB ∗φC is a C-net, there are directed paths from iB to x and from x to oB . Since
A ∗ϕ B is a C-net, there are also directed paths from iA to iB and oB to oA. Combining
the results yields that there are directed paths from iA to x and x to oA.

We conclude that A ∗ϕ (B ∗φ C) is a C-net. 2

By using horizontal and vertical unions, we can create complete trees of C-nets such as in the
example of Figure 5.3. The squares represent the C-nets and the arcs represent place-interfaces.
From Lemma 12 and Lemma 13, it follows that these trees are also C-nets. We can use these
lemmas to prove that flattened client-server system architectures are C-nets.

5.4 Inheritance Results for Client-Server Compositions
In this section, we will present inheritance results for horizontal and vertical unions of client-
server compositions. The inheritance results address the behavior of composite C-nets. The
results are used in the next section to prove that each time we compose new components while
complying to the conditions of the inheritance results of this section, we preserve the con-
sistency of the system we are designing. If we build systems from scratch by using existing
components, we will design it first by omitting all the unnecessary functionality of the existing
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components. When we have a first version of a design we may replace the components with
the omitted functionality by existing components in which unnecessary methods are blocked.
Therefore, in this chapter, we derive results for projection inheritance only. However, as we
did for the projection-inheritance results in Chapter 4, the projection-inheritance results of this
chapter can immediately be generalized to life-cycle inheritance results.

The structure of this section is as follows. First, we present without proof the theorems
concerning the most general inheritance results which we obtained for horizontal and vertical
unions (Theorem 10 and Theorem 11). These are the results we use in Section 5.5. Second,
we prove that if we slightly modify the theorem for vertical unions, then it is a particular case
of Theorem 8 (compositionality of projection inheritance for C-nets) on page 83. Next, we
present and prove theorems for horizontal and vertical unions with weaker conditions (Theo-
rem 12 and Theorem 13). Then, we generalize the results of these theorems by another theorem
(Theorem 14). This last theorem shows that the methods we used to prove Theorem 12 and
Theorem 13 can also be used to prove Theorem 10 and Theorem 11.

ABA pj≤∗ϕ ( ) ACBA pj≤∪∗ ∪ )(ψϕ

A

B

A

C C

A

B

A A

ACA pj≤∗ψ

Figure 5.4: The essence of Theorem 10.

The idea of the first theorem, the one for horizontal unions, is depicted in Figure 5.4. If
two client-server compositions are subclasses of the client net, then the horizontal union of both
client-servers is a subclass of the client-net. For a client-server architecture that consists of a
specification and many references to subnets, this implies that we may check the consistency of
the architecture by checking the consistency for each separate architecture that consists of the
specification and a single reference. For instance, in the example in Figure 5.2, we may verify
the consistency of the architecture in two steps. First, we verify the architecture consisting of
the specification check stamp & scan and the reference calibrate. Then, we verify the archi-
tecture consisting of the specification check stamp & scan and the reference register. If both
architectures are consistent, then, by Theorem 10, it follows that the architecture that consists
of the specification check stamp & scan and the references calibrate and register is also consis-
tent. Since software components are often developed simultaneously by different development
teams, this distributed consistency checking is often advantageous.

Theorem 10 (Projection inheritance for horizontal unions) LetA∗ϕB andA∗ψC be client-
server compositions of the disjoint C-net A and the labeled P/T-nets B and C and their inter-
faces ϕ and ψ with disjoint places. Let N = A ∗(ϕ∪ψ) (B ∪ C). If
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1. ∀t ∈ TA : (`A(t) = τ) ⇒ ((
N
•t ∪ t

N
• ) ∩ (Pϕ ∪ Pψ) = ∅), i.e., τ -labeled transitions are

not connected to the place-interfaces ϕ and ψ,

2. ∀t1, t2 ∈ TA : (`A(t1) = `A(t2)) ⇒ (((Pϕ∪Pψ)∩
N
•t1 = (Pϕ∪Pψ)∩

N
•t2)∧((Pϕ∪Pψ)∩

t1
N
• = (Pϕ ∪ Pψ) ∩ t2

N
• )), i.e., transitions with the same label are similarly connected

to the place-interfaces ϕ and ψ, and

3. A ∗ϕ B ≤pj A and A ∗ψ C ≤pj A,

then A ∗(ϕ∪ψ) (B ∪ C) is a C-net and A ∗(ϕ∪ψ) (B ∪ C) ≤pj A.

)
*

*
+

,

-

.

Figure 5.5: A horizontal union with a deadlock.

All the conditions are necessary. Consider, for instance, Figure 5.5. This figure violates the
first condition of Theorem 10. This figure depicts a horizontal union of two client-server com-
positions. A ∗ϕ B is a composition of the C-nets A and B with interface ϕ and A ∗ψ C is
a composition of the C-nets A and C with interface ψ. Both compositions are sound C-nets.
Moreover, A ∗ϕ B ≤pj A and A ∗ψ C ≤pj A. However, the horizontal union A ∗(ϕ∪ψ) (B ∪ C)
initially marked with a single token in the source place is not 1-sound. This case is depicted in
the figure; it is easy to see that this horizontal union deadlocks. Component B is limiting the
behavior of A: It forces the τ -labeled transition in the upper part of net A to be executed before
the τ -labeled transition in the lower part. If we consider the behavior of A ∗ϕ B, then this is
not ‘noticed’ since the τ -labels can not be distinguished from each other. Also, component C
is limiting the behavior of A and this is also not ‘noticed’ for the same reason. In the union of
both client-server compositions the limitations result in a deadlock of the process. So, we may
conclude that τ -labeled transitions are not allowed to be attached to the interface.

If we replace in the example of Figure 5.5, the τ -labels by transitions with similar labels a,
then we find another erroneous example conflicting with the second condition of Theorem 10:
We have two transitions a that are differently connected to the place-interface. It is easy to
verify that the separate client-server compositions are subclasses under projection inheritance
of the client-net. The nets are even sound. However, the horizontal union deadlocks for the
same reason as in the previous example. Our conclusion is that transitions with the same label
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may not be attached differently to the interfaces as is required by the second condition of the
theorem.

Theorem 3 on page 33 yields for Theorem 10 the following corollary.

Corollary 7 (Projection inheritance for sound horizontal unions) LetA∗ϕB andA∗ψC be
client-server compositions of the disjoint sound C-net A and the labeled P/T-nets B and C and
their interfaces ϕ and ψ with disjoint places. Let N = A ∗(ϕ∪ψ) (B ∪ C). If

1. ∀t ∈ TA : (`A(t) = τ) ⇒ ((
N
•t ∪ t

N
• ) ∩ (Pϕ ∪ Pψ) = ∅), i.e., τ -labeled transitions are

not connected to the place-interfaces ϕ and ψ,

2. ∀t1, t2 ∈ TA : (`A(t1) = `A(t2)) ⇒ (((Pϕ∪Pψ)∩
N
•t1 = (Pϕ∪Pψ)∩

N
•t2)∧((Pϕ∪Pψ)∩

t1
N
• = (Pϕ ∪ Pψ) ∩ t2

N
• )), i.e., transitions with the same label are similarly connected

to the place-interfaces ϕ and ψ, and

3. A ∗ϕ B ≤pj A and A ∗ψ C ≤pj A,

then A ∗(ϕ∪ψ) (B ∪ C) is a sound C-net and A ∗(ϕ∪ψ) (B ∪ C) ≤pj A.

For the example in Figure 5.2, Corollary 7 implies that the flattened component architecture of
the check stamp & scan component is sound.

A
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A B A

A
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ABA lc≤∗ϕ BCB lc≤∗ψ ACBA lc≤∗∗ )( ψϕ

Figure 5.6: The essence of Theorem 11.

Now that we have presented a theorem for the horizontal extension of client-server compo-
sitions, we will present a theorem to extend client-server compositions vertically. By using both
these results we are able to build a tree of C-nets given a number of client-server compositions.
Such a tree is also a C-net and it behaves as its root C-net. There are similarities between the
conditions of the theorem for vertical unions and the theorem for horizontal unions.

Theorem 11 (Projection inheritance for vertical unions) Let A ∗ϕ B and B ∗ψ C be client-
server compositions of the C-nets A and B and the labeled P/T-net C and their interfaces ϕ
and ψ and let A, B, and C and the places of interfaces be disjoint. If
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1. ∀t ∈ TA : (`A(t) = τ) ⇒ ((
A∗ϕB
• t∪ t

A∗ϕB
• )∩Pϕ = ∅), i.e., τ -labeled transitions are not

connected to the place-interface ϕ,

2. ∀t1, t2 ∈ TA : (`A(t1) = `A(t2)) ⇒ ((Pϕ ∩
A∗ϕB
• t1 = Pϕ ∩

A∗ϕB
• t2) ∧ (Pϕ ∩ t1

A∗ϕB
•

= Pϕ ∩ t2
A∗ϕB
• )), i.e., transitions with the same label are similarly connected to the

place-interface ϕ,

3. ∀t ∈ TB : (`B(t) = τ) ⇒ ((
B∗ψC
• t ∪ t

B∗ψC
• ) ∩ Pψ = ∅), i.e., τ -labeled transitions are

not connected to the place-interface ψ,

4. ∀t1, t2 ∈ TB : (`B(t1) = `B(t2)) ⇒ ((Pψ ∩
B∗ψC
• t1 = Pψ ∩

B∗ψC
• t2) ∧ (Pψ ∩ t1

B∗ψC
•

= Pψ ∩ t2
B∗ψC
• )), i.e., transitions with the same label are similarly connected to the

place-interface ψ, and

5. A ∗ϕ B ≤pj A and B ∗ψ C ≤pj B,

then A ∗ϕ (B ∗ψ C) is a C-net and A ∗ϕ (B ∗ψ C) ≤pj A.

If we require in conditions 1 and 3 that transitions that are dead for any initial marking are not
attached to the place-interface as well, .i.e., `A(t) 6∈ α(A) instead of `A(t) = τ and `B(t) 6∈
α(B) instead of `B(t) = τ , then this theorem is a particular case of Theorem 8 on page 74,
i.e., the theorem about compositionality of projection inheritance for C-nets. The proof for
the stronger requirements on conditions 1 and 3 is almost trivial: Net B is replaced by the
client-server composition B ∗ψ C.

Proof. Let A := A, B := B, φ := ϕ, ψ := ϕ, and C := B ∗ψ C. Then, all nets and interfaces
that occur in Theorem 8 are defined. It follows directly that the conditions of Theorem 8 are
met. 2

Again, there is a sound version of the theorem:

Corollary 8 (Projection inheritance for sound vertical unions) Let A ∗ϕ B and B ∗ψ C be
client-server compositions of the sound C-net A, the C-net B, and the labeled P/T-net C and
their interfaces ϕ and ψ and let A, B, and C and the places of interfaces be disjoint. If

1. ∀t ∈ TA : (`A(t) = τ) ⇒ ((
A∗ϕB
• t∪ t

A∗ϕB
• )∩Pϕ = ∅), i.e., τ -labeled transitions are not

connected to the place-interface ϕ,

2. ∀t1, t2 ∈ TA : (`A(t1) = `A(t2)) ⇒ ((Pϕ ∩
A∗ϕB
• t1 = Pϕ ∩

A∗ϕB
• t2) ∧ (Pϕ ∩ t1

A∗ϕB
•

= Pϕ ∩ t2
A∗ϕB
• )), i.e., transitions with the same label are similarly connected to the

place-interface ϕ,

3. ∀t ∈ TB : (`B(t) = τ) ⇒ ((
B∗ψC
• t ∪ t

B∗ψC
• ) ∩ Pψ = ∅), i.e., τ -labeled transitions are

not connected to the place-interface ψ,
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4. ∀t1, t2 ∈ TB : (`B(t1) = `B(t2)) ⇒ ((Pψ ∩
B∗ψC
• t1 = Pψ ∩

B∗ψC
• t2) ∧ (Pψ ∩ t1

B∗ψC
•

= Pψ ∩ t2
B∗ψC
• )), i.e., transitions with the same label are similarly connected to the

place-interface ψ, and

5. A ∗ϕ B ≤pj A and B ∗ψ C ≤pj B,

then A ∗ϕ (B ∗ψ C) is a sound C-net and A ∗ϕ (B ∗ψ C) ≤pj A.

A

A

CB

ED

Figure 5.7: A tree of coupled C-nets with the same observable behavior as the net A.

Theorem 10 and Theorem 11 are used to strip a tree of C-nets and to verify if the C-net tree
behaves as its top-level C-net. For example, consider Figure 5.7. If A∗φB≤pj A, A∗ψC≤pj A,
B ∗ϕD≤pj B, and B ∗ϑ E ≤pj B, then B ∗ϕ∪ϑ (D ∪E)≤pj B and A ∗φ∪ψ (B ∪C)≤pj A and
hence A ∗φ∪ψ ((B ∗ϕ∪ϑ (D ∪ E)) ∪ C) ≤pj A.

We will prove Theorem 10 and Theorem 11 by using Theorem 12 and Theorem 13. These
theorems are stronger but easier to proof. The proofs of these theorems are based on the property
that related states sARsU where sA is the state of the net A and sU of the net A ∗φ B have the
projection property, i.e., sU |PA = sA. In general, this is not necessarily the true. Consider,
for instance, Figure 5.8. This figure depicts two related processes. The state of the net A
in Figure 5.8(a) and the state of net A ∗φ τ(B) in Figure 5.8(b) are related by a branching
bisimulation for C-nets R. Moreover, the C-net A of the first process is a subnet of the client-
server composition A ∗φ B of the second process. Note that the states have the projection
property. In both C-nets, a step with the same action label y can be made. If in both processes
the upper transitions y fires, then the projection property is preserved. However, due to the non-
uniqueness of action labels and the presence of τ -steps, it may also occur that the step in the
first process is made by the upper transition y whereas the step in the second process is made
after the τ -step by the lower transition y. This still yields states that are related by R, but the
projection property is not preserved. In the next definition, we introduce a so-called projection
branching bisimulation for client-server compositions. For such a relation all related states have
the projection property.

Definition 51 (Projection branching bisimulation for client-server compositions) Let A∗φ
B be a client-server composition of the C-net A and the labeled P/T-net B and interface φ. Let
X = A ∗φ τ(B). Let R be a bisimulation for C-nets. If
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Figure 5.8: Two projection related states with non-unique transitions y.

1. (∀sA, sX : sA ∈ B(PA) ∧ sX ∈ B(PX) ∧ sARsX : sX |PA = sA), i.e., the projection of
the state in X on A equals the state in A, and

2. (∀sA, s
′
A, sX , tA : sA, s

′
A ∈ B(PA), sX ∈ B(PX), tA ∈ TA :

((A, sA)R(X, sX) ∧ (A, sA) [`A(t)〉 (A, s′A)) ⇒
(∃s′X : s′X ∈ B(PX) : (X, sX) [`X(t)〉 (X, s′X) ∧ (A, s′A)R(X, s′X))), i.e., if two states
sA and sX are related and in A a step is made by a transition t leading to a new state
s′A, then this very same transition should be able to produce a step in X as well (without
making intermediate τ -steps) leading to a state s′X , and s′A and s′X should be related,

then R is called a projection branching bisimulation for a client-server composition and denoted
with Π. We write A 'pb A ∗φ τ(B) for the existence of projection branching bisimulation for a
client-server composition Π.

Property 2 LetA∗φB be a client-server composition of the C-netA, the labeled P/T-netB, and
interface φ. Suppose that A 'pb A ∗φ τ(B) and let Π be a relation that meets the requirement
for a projection branching bisimulation. Let X = A ∗φ τ(B). Then,

(∀sA, sX , s
′
X , tA : sA ∈ B(PA), sX , s

′
X ∈ B(PX), tA ∈ TA :

((A, sA)Π(X, sX) ∧ (X, sX) [`X(t)〉 (X, s′X)) ⇒

(∃s′A : s′A ∈ B(PA) : (A, sA) [`A(t)〉 (A, s′A) ∧ (A, s′A)Π(X, s′X)))

Proof. Consider transitions t ∈ TA and markings sA ∈ B(PA) and sX , s′X ∈ B(PX) such that

(A, sA)Π(X, sX) and (X, sX) [`X(t)〉 (X, s′X). For transitions t ∈ TA we have that
A
•t ⊆

X
•t.
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Figure 5.9: Projection related states with non-unique transitions y.

Hence, (X, s)[t〉 ⇒ (A, sA)[t〉. Moreover, for transitions t ∈ TA we have t
A
• ⊆ t

X
• . This

implies that ∃s′A : s′A ∈ B(PA) : (A, sA) [`A(t)〉 (A, s′A) with s′A = s′X |PA. By the definition of
Π, it follows that (A, s′A)Π(X, s′X). 2

To illustrate a projection branching bisimulation, we return to the example of the check stamp
& scan component we discussed in the introduction to this chapter (Figure 5.2 on page 97).
Figure 5.10 depicts again the flattened client-server architecture for the check stamp & scan
component. The client-net, originating from the specification S check stamp & scan, is denoted
with the symbol A. The first server net, originating from the placeholder calibrate, is denoted
with the symbol B and, finally, the second server net, originating from the placeholder register,
is denoted with the symbol C. The interface φ consists of the places iB and oB and the input
and output arcs attached to these places. The interface ψ consists of the places iC and oC and
the corresponding input and output arcs. It is easy to verify that the compositions A ∗φ B and
A ∗ψ C are client-server compositions satisfying the conditions of Definition 50. Moreover,
verifying the conditions of Definition 50, we find that the flattened component architecture is a
horizontal union A ∗(φ∪ψ) (B ∪ C) of the client-server compositions A ∗φ B and A ∗ψ C. By
Lemma 12, it follows that this horizontal union is a C-net as well.

From the example, it is clear that the client net A contains the basic functionality observable
to users of the component. The server nets B and C offer additional functionality by means
of the new labels not present in A. When we compare the behavior of A, A ∗φ B, A ∗ψ C,
and A ∗(φ∪ψ) (B ∪C) we take this into account by abstracting from the additional functionality
in B and C. Hence, we compare the nets A, U := A ∗φ τ(B), W := A ∗ψ τ(C), and N :=
A ∗(φ∪ψ) τ((B ∪C)). This implies that all labels in the B and C part of these nets are relabeled
to τ . In this example, we will compare the behavior of these nets for an initial marking with
a single token in the source place iA. So, we compare the behaviors of (A, [iA]), (U, [iA]),
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Figure 5.10: An example of a projection branching bisimulation.

iA p1 p2 p3 p4 oA

sA0 1 0 0 0 0 0
sA1 0 1 0 1 0 0
sA2 0 0 1 1 0 0
sA3 0 1 0 0 1 0
sA4 0 0 1 0 1 0
sA5 1 0 0 0 1 1

Table 5.1: The reachable states of the net (A, [iA]).

iA p1 p2 p3 p4 oA iB p5 oB

sU0 1 0 0 0 0 0 0 0 0
sU10 0 1 0 1 0 0 1 0 0
sU11 0 1 0 1 0 0 0 1 0
sU12 0 1 0 1 0 0 0 0 1
sU20 0 0 1 1 0 0 1 0 0
sU21 0 0 1 1 0 0 0 1 0
sU22 0 0 1 1 0 0 0 0 1
sU3 0 1 0 0 1 0 0 0 0
sU4 0 0 1 0 1 0 0 0 0
sU5 1 0 0 0 1 1 0 0 0

Table 5.2: The reachable states of the net (U, [iA]).
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iA p1 p2 p3 p4 oA iC p6 oC

sW0 1 0 0 0 0 0 0 0 0
sW1 0 1 0 1 0 0 0 0 0
sW20 0 0 1 1 0 0 1 0 0
sW21 0 0 1 1 0 0 0 1 0
sW22 0 0 1 1 0 0 0 0 1
sW3 0 1 0 0 1 0 0 0 0
sW40 0 0 1 0 1 0 1 0 0
sW41 0 0 1 0 1 0 0 1 0
sW42 0 0 1 0 1 0 0 0 1
sW5 1 0 0 0 1 1 0 0 0

Table 5.3: The reachable states of the net (W, [iA]).

iA p1 p2 p3 p4 oA iB p5 oB iC p6 oC

sN0 1 0 0 0 0 0 0 0 0 0 0 0
sN10 0 1 0 1 0 0 1 0 0 0 0 0
sN11 0 1 0 1 0 0 0 1 0 0 0 0
sN12 0 1 0 1 0 0 0 0 1 0 0 0
sN200 0 0 1 1 0 0 1 0 0 1 0 0
sN201 0 0 1 1 0 0 1 0 0 0 1 0
sN202 0 0 1 1 0 0 1 0 0 0 0 1
sN210 0 0 1 1 0 0 0 1 0 1 0 0
sN211 0 0 1 1 0 0 0 1 0 0 1 0
sN212 0 0 1 1 0 0 0 1 0 0 0 1
sN220 0 0 1 1 0 0 0 0 1 1 0 0
sN221 0 0 1 1 0 0 0 0 1 0 1 0
sN222 0 0 1 1 0 0 0 0 1 0 0 1
sN3 0 1 0 0 1 0 0 0 0 0 0 0
sN40 0 0 1 0 1 0 0 0 0 1 0 0
sN41 0 0 1 0 1 0 0 0 0 0 1 0
sN42 0 0 1 0 1 0 0 0 0 0 0 1
sN5 1 0 0 0 1 1 0 0 0 0 0 0

Table 5.4: The reachable states of the net (N, [iA]).
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(W, [iA]), and (N, [iA]). The reachable states of these nets are listed in Table 5.1, Table 5.2,
Table 5.3, and Table 5.4. Each column is used for the different places of the nets and each row is
used for the different states of the net. Already, from these tables we are able to see that the states
of (A, [iA]) are projections of the states of (U, [iA]), (W, [iA]), and (N, [iA]) onto the places in
PA. It is easy to verify that for U we have sU0|PA = sA0, sU10|PA = sU11|PA = sU12|PA = sA1,
sU20|PA = sU21|PA = sU22|PA = sA2, sU3|PA = sA3, sU4|PA = sA4, and sU5|PA = sA5. And
that for W and N we have similar kinds of projection relationships. In U , W , or N , the first
number in the subscript of the name of the state denotes the state in A which is obtained after
projection onto the places in PA. For instance, the projection of the states sN2... correspond all
to the state sA2 in A.
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Figure 5.11: The relation Π1 between A and U and the relation Π2 between A and W .

Figure 5.11 shows the steps we may take in (A, [iA]), (U, [iA]), and (W, [iA]). The action
labels in A are denoted only with the symbols a, . . . , e and not by their full names. Figure 5.11
also defines the relation Π1 between A and U and the relation Π2 between A and W . Consider-
ing the two requirements of a projection branching bisimulation as stated in Definition 51, we
see that both requirements are satisfied for U as well as for W . The first requirement, stating
that all related states are projection related, is satisfied: The subscripts in the names of all related
states begin with the same number. The second requirement, stating that any transition firing in
A can be made in U respectively W as well, is also satisfied: It is easy to see from Figure 5.11
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Figure 5.12: The relation Π between A and N .
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that any step taken in A can be reproduced in U or W possibly after some τ -steps provided that
the states are related. Since, the labels of transitions in A and the A part in U and W are unique
the transitions are actually the same.

Figure 5.12 depicts the steps we may take in the marked nets (A, [iA]) and (N, [iA]). Fur-
thermore, it defines the relation Π between A and N . Also for Π the two requirements of a
projection branching bisimulation as stated in Definition 51 hold. The first requirement is sat-
isfied: Also for the states in (N, [iA]) the subscripts in the names of all related states begin with
the same number indicating that the states are projection related. The second requirement is also
satisfied: Since Figure 5.12 contains all interleavings of τ -steps in B and C, the state space is
larger. However, also in Figure 5.12 any step taken in A can be reproduced in N possibly after
some τ -steps provided that the states are related. And again the labels of transitions in A and
the A part in N are unique implying that the transitions are actually the same. If we consider
the projections onto PU and PW of the states reachable from (N, [iA]), then we find the states
reachable from (U, [iA]) and (W, [iA]).

From this example, we learn that projection branching bisimulations for client-server com-
positions actually exists for nets with unique labels in A. In Theorem 14, we give (weaker)
conditions for the existence of projection branching bisimulations allowing non-unique transi-
tions labels in A. In the next two lemmas we require that the transition labels are unique and
not equal to τ , similar to the example we just presented. (It is less complicated to prove first
the case with unique labels and then generalize this case, than proving the most general case
straightaway.)

A ~b U

A

B

A

C C

A

B

A ~b N

U W N

A A

A ~b W_ _ _

Figure 5.13: The essence of Theorem 12.

Theorem 12 (Projection branching bisimulation for horizontal unions) Let A ∗ϕ B and
A ∗ψ C be client-server compositions of the C-net A, and the labeled P/T-nets B and C and
their interfaces ϕ and ψ and let A, B, and C and the places of interfaces be disjoint. If

1. ∀t ∈ TA : `A(t) 6= τ , i.e., all transitions in A have a visible label,

2. ∀t1, t2 ∈ TA : if `A(t1) = `A(t2), then t1 = t2, i.e., all labels are unique,

3. A 'pb A ∗ϕ τ(B) and A 'pb A ∗ψ τ(C),

then A ∗(ϕ∪ψ) τ(B ∪ C) is a C-net and A 'pb A ∗(ϕ∪ψ) τ(B ∪ C).
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Proof. We denote U = A ∗ϕ τ(B), W = A ∗ψ τ(C), and N = A ∗(ϕ∪ψ) τ(B ∪ C).
The states of the nets A, U , W , and N and the interfaces ϕ and ψ are bags. If we refer to a
state sx, s′x, s

′′
x, then always sx, s′x, s

′′
x ∈ B(Px) where one of the characters A,ϕ, ψ, U,W , or

N is substituted for x. Since the interfaces ϕ and ψ also contain the source and sink places
of the nets B and C, we will consider the states of the nets B and C without their source and
sink places. If we refer to a state sx, s′x, s

′′
x, then we mean sx, s′x, s

′′
x ∈ B(Px\{ix, ox}) where a

character B or C is substituted for x.
In this proof, we will use the relationships between the behaviors of A and U and A and W to
prove a relation between the behaviors of A and N . A 'pb U and A 'pb W imply that there are
projection branching bisimulations Π1 and Π2 that satisfy all properties of Definition 31 such
that ∀k ∈ IN: (A, [ikA]) Π1 (U, [ikA]) and (A, [ikA]) Π2 (W, [ikA]). Moreover, by Definition 51, it
follows that for related states sA and sU the equality sU |PA = sA holds and that if a transition
t in A fires the same transition in U fires. Therefore, if two states sA and sU are related, we
may split up sU in disjoint parts sA, sϕ and sB, namely sU = sA + sϕ + sB . Since the same
holds for A and W , we can also split up a state sW in disjoint parts sA, sψ and sC , namely
sW = sA + sψ + sC . By Lemma 12, it follows that N is a C-net, and by construction we have
that U ⊆ N , W ⊆ N and U ∩W = A. The latter implies that we can also split up a state sN in
disjoint parts sA, sϕ, sB, sψ, sC , namely sN = sA + sϕ + sB + sψ + sC .
Based on Π1, Π2, and the property to split the states as explained before, we define the relation
Π:

(A, sA)Π(N, sN) ⇔

∃sϕ, sB, sψ, sC : sN = sA + sϕ + sB + sψ + sC ∧

(A, sA)Π1(U, sA + sϕ + sB) ∧ (A, sA)Π2(W, sA + sψ + sC)

We will first show that Π is a branching bisimulation that satisfies the requirements of Defini-
tion 30. Consider markings sA and sN such that (A, sA) Π (N, sN).

1. Assume that t ∈ TA and (A, sA) [`A(t)〉 (A, s′A). We have to prove that there exists
markings s′N and s′′N such that

(N, sN) =⇒ (N, sN
′′) [`N(t)〉 (N, sN

′)∧

(A, sA)Π(N, sN
′′) ∧ (A, s′A)Π(N, sN

′).

Recall labels of transitions are unique. Therefore, we deal with the same transition t in U
and N . The firing of t ∈ TA affects only places in PA, Pϕ and Pψ and not the places in
PB\{iB, oB} and PC\{iC , oC}. This implies that the states in of B and C are unchanged
when t fires (s′′B = s′B and s′′C = s′C). Since t ∈ TA and all transition labels of transitions
in A are visible, we have `A(t) = `U(t) = `W (t) = `N(t) 6= τ . Moreover, the third
requirement of this theorem implies that τ -steps are only taken in B and C (sA = s′′A).
From (A, sA)Π(N, sN) and (A, sA) [`A(t)〉 (A, s′A) and that Π implies Π1, it follows that
there are s′ϕ, s

′′
A, s′′ϕ, and s′′B such that

(U, sA + sϕ + sB) =⇒

(U, sA + s′′ϕ + s′′B) [`U(t)〉 (U, s′A + s′ϕ + s′′B)
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and

(A, sA)Π1(U, sA + s′′ϕ + s′′B)∧

(A, s′A)Π1(U, s
′
A + s′ϕ + s′′B).

We find a similar expression for W when B is replaced by C and ϕ by ψ. Since the
interfaces are disjoint, the τ -steps in B and C do not influence each other. Therefore, we
may execute them in arbitrary order as long as the orders in B and C are not mixed up.
Moreover, for the same reason the effects of the firing of t can be considered separately
for each interface. Therefore, we may combine these firing sequences:

(N, sA + sϕ + sB + sψ + sC) =⇒

(N, sA + s′′ϕ + s′′B + s′′ψ + s′′C) [`N(t)〉 (N, s′A + s′ϕ + s′′B + s′ψ + s′′C).

According to the definition of Π we have:

(A, sA)Π(N, sA + s′′ϕ + s′′B + s′′ψ + s′′C)∧

(A, s′A)Π(N, s′A + s′ϕ + s′′B + s′ψ + s′′C).

This concludes the proof of this part.

2. Assume now that t ∈ TN and (N, sA + sϕ + sB + sψ + sC) [`N(t)〉 (N, s′A + s′ϕ+
s′B + s′ψ + s′C). We can distinguish three different cases: t ∈ TA, t ∈ TB , or t ∈ TC . In
the first case `N(t) = `U(t) = `W (t) 6= τ and in the last two cases `N(t) = τ . For each
of these cases we need to prove that there exists markings s′A and s′′A such that

(A, sA) =⇒ (A, sA
′′) [`A(t)〉 (A, sA

′)∧

(N, sN)Π(N, sA
′′) ∧ (N, s′N)Π(A, sA

′).

(a) Suppose t ∈ TA. Then, sB = s′B and sC = s′C . By the structure of the nets it follows
that the same step can be made in U and W . Therefore, we have

(U, sA + sϕ + sB) [`U(t)〉 (U, s′A + s′ϕ + sB)∧

(W, sA + sψ + sC) [`W (t)〉 (W, s′A + s′ψ + sC).

By the properties of Π1 and Π2, it follows that

(A, s′A)Π1(U, s
′
A + s′ϕ + sB)∧

(A, s′A)Π2(W, s
′
A + s′ψ + sC).

Hence, by the definition of Π this results in (A, s′A)Π(N, s′A+s′ϕ+sB+s′ψ+sC). We
do not need to consider τ -steps here because the steps in U and W are projections
of the step in N .

(b) Suppose t ∈ TB . Then, `U(t) = τ and we have sA = s′A since τ -transitions in B do
not affect the state of A, and sψ = s′ψ and sC = s′C since both the nets B and C and
their interfaces are disjoint. By the properties of Π1 and Π2 we have

(U, sA + sϕ + sB) [`U(t)〉 (U, sA + s′ϕ + s′B)∧

(A, sA)Π1(U, sA + s′ϕ + s′B)∧

(A, sA)Π2(W, sA + sψ + sC).

Hence, (A, sA)Π(N, sA + s′ϕ + s′B + sψ + sC).
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(c) For t ∈ TC a similar argument as for t ∈ TB holds where B is replaced by C and ϕ
by ψ.

We now have proven that Π is a branching bisimulation (Definition 30). By the definition of
Π (which related states such that they have the projection property) and the construction of the
proof (in which the same transition t ∈ TA fires in A and N ), it follows immediately that Π is
also a projection branching bisimulation (Definition 51). In addition, we have to prove that Π is
a branching bisimulation for C-nets which imposes additional constraints on the initial and final
states as formulated in Definition 31. Since we required that all transition labels are unequal to
τ , it follows that the initial and final states are uniquely related; τ -steps are not possible in this
case.

1. First, we prove existence.
Since Π1 and Π2 are branching bisimulations for C-nets, we have ∀k ∈ IN :
(A, [ikA]) Π1(U, [i

k
A]) ∧ (A, [ikA])Π2(W, [i

k
A]).

By the definition of Π, this implies that ∀k ∈ IN:
(A, [ikA])Π(N, [ikA]).

2. Second, we prove uniqueness, i.e., initial and final states are exclusively related to one
another. We use the character z as a substitute for subsequently i and o. ∀k ∈ IN:
Suppose (A, [zkA])Π(N, y). Then, y = [zkA] + sϕ + sB + sψ + sC , but also (A, [zkA])Π1(U,
[zkA] + sϕ + sB) and (A, [zkA])Π2(W, [z

k
A] + sψ + sC). Using the uniqueness properties of

Π1 and Π2 this implies that sϕ = sB = sψ = sC = 0. Hence, y = [zkA].

We may now conclude that A 'pb A ∗(ϕ∪ψ) τ(B ∪ C). 2

Theorem 12 is defined in such a way that it can be well applied to horizontal unions that couples
n (n ∈ IN) C-nets. This is due to the fact that we required that the compositions are C-nets rather
than the separate nets B and C.

A ~b U
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B

B ~b W
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A ~b N
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A

B

N

B

C
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Figure 5.14: The essence of Theorem 13.

Theorem 13 (Projection branching bisimulation for vertical unions) Let A ∗ϕ B and B ∗ψ
C be client-server compositions of the C-nets A and B and the labeled P/T-net C and their
interfaces ϕ and ψ and let A, B, and C and the places of interfaces be disjoint. If
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1. ∀t ∈ TA : `A(t) 6= τ , i.e., all transitions in A have a visible label,

2. ∀t ∈ TB : `B(t) 6= τ , i.e., all transitions in B have a visible label,

3. ∀t1, t2 ∈ TA : if `A(t1) = `A(t2), then t1 = t2, i.e., all labels are unique,

4. ∀t1, t2 ∈ TB : if `B(t1) = `B(t2), then t1 = t2, i.e., all labels are unique,

5. A 'pb A ∗ϕ τ(B) and B 'pb B ∗ψ τ(C),

then A ∗ϕ (τ(B) ∗ψ τ(C)) is a C-net and A 'pb A ∗ϕ (τ(B) ∗ψ τ(C)).

Proof. This proof has similarities with the proof of Theorem 12. However, to make it self-
contained we repeat all steps. We use almost the same notations as in the proof of Theorem 12,
except for the following differences: now W = B ∗ψ τ(C) and N = A∗ϕ τ(B ∗ψ C).
In this proof, we will use the branching bisimulations between A and U and B and W to prove
the branching bisimulation of A and N . A 'pb U and B 'pb W imply that there are projection
branching bisimulations Π1 and Π2 that satisfy all properties of Definition 31 such that ∀k ∈ IN:
(A, [ikA]) Π1 (U, [ikA]) and (B, [ikB]) Π2 (W, [ikB]). Moreover, by Definition 51, it follows that for
related states sA and sU the equality sU |PA = sA holds and that if a transition t in A fires the
same transition in U fires. Therefore, again, if two states sA and sU are related, we may split up
a state sU in disjoint parts sA, sϕ and sB. Since the same holds for B and W , we can also split
up a state sW in disjoint parts sB, sψ and sC . By Lemma 12, it follows that N is a C-net, and
by construction we have that U ⊆ N , W ⊆ N and U ∩W = B. The latter implies that we can
also split up a state sN in disjoint parts sA, sϕ, sB, sψ, sC .
Based on Π1, Π2, we define the relation Π:

(A, sA)Π(N, sN) ⇔

∃sϕ, sB, sψ, sC : sN = sA + sϕ + sB + sψ + sC ∧

(A, sA)Π1(U, sA + sϕ + sB) ∧ (B, sB)Π2(W, sB + sψ + sC).

We will first show that Π is a branching bisimilarity by verifying the two requirements of Def-
inition 30 and second we will show that Π satisfies the additional requirements for C-nets.
Consider two markings sA and sN = sA + sϕ + sB + sψ + sC such that (A, sA) Π (N, sN).

1. Assume that t ∈ TA and (A, sA) [`A(t)〉 (A, s′A). We have to prove that there exists
markings s′N and s′′N such that

(N, sN) =⇒ (N, sN
′′) [`N(t)〉 (N, sN

′)∧

(A, sA)Π(N, sN
′′) ∧ (A, s′A)Π(N, sN

′).

The firing of t ∈ TA only affects places in PA and Pϕ. This implies that the firing of t
does not affect the state in B (sB = s′B), C (sC = s′C) and ψ (sψ = s′ψ). Since t ∈ TA
and we assumed that all transition labels of transitions in A in U are visible, we have
`A(t) = `U(t) 6= τ . Moreover, in U τ -steps are only taken in B. From (A, sA)Π(N, sN)
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and because Π implies Π1, it follows that (A, sA)Π1(U, sA+sϕ+sB). From (A, sA)[`A(t)〉
(A, s′A) and Π1, it follows that

(U, sA + sϕ + sB) =⇒ (U, sA + s′′ϕ + s′′B) [`U(t)〉 (U, s′A + s′ϕ + s′′B)∧

(A, sA)Π1(U, sA + s′′ϕ + s′′B) ∧ (A, s′A)Π1(U, s
′
A + s′ϕ + s′′B). (A)

This implies that there is a firing sequence of transitions tB1
, . . . , tBn in TB such that

(U, sA + sϕ + sB) [`U(tB1
)〉 (U, sA + sϕ1

+ sB1
)[`U(tB2

)〉

. . .

(U, sA + sϕn−1
+ sBn−1

) [`U(tBn)〉 (U, sA + s′′ϕ + s′′B). (B)
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Figure 5.15: Vertical union of branching bisimilar components.

See Figure 5.15(a). By the requirements of the branching bisimulation definition for C-
nets, it follows that, if sB = 0, then sB + sψ + sC = 0. In this case, it follows directly
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that s′AΠs′A + s′ϕ + sB + sψ + sC .
Suppose that sB 6= 0. By the definition of Π, it follows that the states sB in B and
sB + sψ + sC in W are related. 1

Using the definition of Π2, it follows that there exists a row of markings sB+sψ+sC , . . . ,
sBn−1

+ sψn−1
+ sCn−1

, s′′B + s′′ψ + s′′C as indicated in Figure 5.15(b). Since in W τ -steps
only occur in C and firings in B do not affect places in C and, vice versa, firings in C do
not affect places in B, we have:

(W, sB + sψ + sC)

=⇒ (W, sB + s′′′ψ + s′′′C) [`W (tB1
)〉 (W, sB1

+ sψ1
+ sC1

)

=⇒ (W, sB1
+ s′′′ψ1

+ s′′′C1
) [`W (tB2

)〉 (W, sB2
+ sψ2

+ sC2
)

. . .

=⇒ (W, sBn−1
+ s′′′ψn−1

+ s′′′Cn−1
) [`W (tBn)〉 (W, s′′B + s′′ψ + s′′C)∧

s′′′C = sC1
, for all i ∈ {1, . . . , n− 1} : s′′′Ci = sCi+1

, s′′′Cn−1
= s′′C∧

(B, sB)Π2(W, sB + s′′′ψ + s′′′C)∧

for all i ∈ {1, . . . , n− 1} : (B, sBi)Π2(W, sBi + sψi + sCi)∧

for all i ∈ {1, . . . , n− 1} : (B, sBi)Π2(W, sBi + s′′′ψi + s′′′Ci)∧

(B, s′′B)Π2(W, s
′′
B + s′′ψ + s′′C). (C)

Composition of (A), (B) and (C) is possible since all states reached in B are related states
in Π2. Composition yields:

(N, sA + sϕ + sB + sψ + sC) =⇒

(N, sA + sϕ + sB + s′′′ψ + s′′′C)[`N(tB1
)〉

(N, sA + sϕ1
+ sB1

+ sψ1
+ sC1

) =⇒

(N, sA + sϕ1
+ sB1

+ s′′′ψ1
+ s′′′C1

)[`N(tB2
)〉

(N, sA + sϕ2
+ sB2

+ sψ2
+ sC2

)

. . . =⇒

(N, sA + sϕn−1
+ sBn−1

+ s′′′ψn−1
+ s′′′Cn−1

)[`N(tBn)〉

(N, sA + s′′ϕ + s′′B + s′′ψ + s′′C)[`N(t)〉

(N, s′A + s′ϕ + s′′B + s′′ψ + s′′C)∧

recall, also here:
s′′′C = sC1

, for all i ∈ {1, . . . , n− 1} : s′′′Ci = sCi+1
, s′′′Cn−1

= s′′C .

1Compare this to the compositionality theorem in Van der Aalst et al. (2002a): By the branching bisimulation
relation for C-nets of Definition 30, it follows that also in the case of multiple entrance all states are related.
Therefore, we do not need the safeness and activation safeness requirements we used in Van der Aalst et al.
(2002a) to ensure single entrance, which makes analysis less complicated.
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In N `N(tBi) = τ (i = 1, . . . , n) and also all firings in C are τ -steps. Hence,

(N, sA + sϕ + sB + sψ + sC) =⇒

(N, sA + s′′ϕ + s′′B + s′′ψ + s′′C)[`N(t)〉

(N, s′A + s′ϕ + s′′B + s′′ψ + s′′C).

We now summarize the key-relationships we found in (A) and (C):

(a) (A, sA)Π1(U, sA + s′′ϕ + s′′B)∧

(b) (A, s′A)Π1(U, s
′
A + s′ϕ + s′′B)∧

(c) (B, s′′B)Π2(W, s
′′
B + s′′ψ + s′′C).

By the definition of Π and by combining:

• (a) and (c) yields (A, sA)Π(N, sA + s′′ϕ + s′′B + s′′ψ + s′′C) and

• (b) and (c) yields (A, s′A)Π(N, s′A + s′′ϕ + s′′B + s′′ψ + s′′C).

This proves one side of the branching bisimulation.

2. Let now be given that (A, sA)Π(N, sA + sϕ + sB + sψ + sC). By the definition of Π,
it follows that (A, sA)Π1(N, sA + sϕ + sB) and (B, sB)Π2(N, sB + sψ + sC). We now
take a step in net N . Assume that (N, sA + sϕ + sB + sψ + sC) [`N(t)〉 (N, s′A + s′ϕ+
s′B + s′ψ + s′C). We can distinguish three different cases: t ∈ TA, t ∈ TB , or t ∈ TC . For
each of these cases we need to prove that there exists markings s′A and s′′A such that

(A, sA) =⇒ (A, sA
′′) [`A(t)〉 (A, sA

′)∧

(N, sN)Π(A, sA
′′) ∧ (N, s′N)Π(A, sA

′).

(a) Suppose t ∈ TA. It follows that sB = s′B, sψ = s′ψ and sC = s′C . By the structure of
the nets the same step can be made in U . Therefore, we have (U, sA+sϕ+sB)[`U(t)〉
(U, s′A + s′ϕ + sB). Since no τ -steps can be made in A, we have `U(t) 6= τ . Hence,
(A, s′A)Π1(N, s

′
A + s′ϕ + sB). Using the relation Π2 this adds to (A, s′A)Π(N, s′A +

s′ϕ + sB + sψ + sC).

(b) Suppose t ∈ TB . Then, sA = s′A and sC = s′C . By the structure of the nets, it
follows that the transition can be made as well in U and in W . With respect to U t

is a τ -step and with respect to W t is not a τ -step. Hence, `U(t) = τ and `W (t) 6= τ

and so (U, sA + sϕ + sB) [`U(t)〉 (U, sA + s′ϕ + s′B) and (W, sB + sψ + sC) [`W (t)〉
(W, s′B+s′ψ+sC). From Π1 and the fact that no τ -steps are possible in A this yields
(A, sA)Π1(U, sA + s′ϕ + s′B) and from Π2 this yields (B, s′B)Π2(W, s

′
B + s′ψ + sC).

Adding these two relationships gives (A, sA)Π(N, sA + s′ϕ + s′B + s′ψ + sC).

(c) Finally, suppose t ∈ TC . Then, sA = s′A, sϕ = s′ϕ, and sB = s′B. By the structure of
the nets, it follows (projection) that (W, sB + sψ + sC) [`W (t)〉 (W, sB + s′ψ + s′C).
By Π2 and the fact that τ -steps in W occur in C we have that (B, sB)Π2(W, sB +
s′ψ + s′C). Using Π1 this adds to (A, sA)Π(N, sA + sϕ + sB + s′ψ + s′C).
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We now have proven that Π is a branching bisimulation. By the definition of Π (which related
states such that they have the projection property) and the construction of the proof (in which
the same transition t ∈ TA fires in A and N ), it follows immediately that Π is also a projec-
tion branching bisimulation (Definition 51). In addition, we have to prove that Π satisfies the
additional requirements for C-nets which imposes additional constraints on the initial and final
states. We will use similar arguments for the initial and final state as we used in the proof of
Theorem 12.

1. First, we prove existence. Since Π1 and Π2 are branching bisimulations for C-nets, we
have
∀k ∈ IN : (A, [ikA]) Π1(U, [i

k
A]) and

∀l ∈ IN : (B, [ilB]) Π2(W, [i
l
B]).

Hence, for l = 0, i.e., the empty net:
∀k ∈ IN : (A, [ikA]) Π(N, [ikA]).

2. Second, we prove uniqueness, i.e., initial and final states are exclusively related to one
another. We use the character z as a substitute for subsequently i and o. We have to prove:
∀k ∈ IN : ∀y : (A, [zkA])Π(N, y) ⇒ y = [zkA].
By definition, we have
∀k ∈ IN : (A, [zkA])Π1(N, sA+sϕ+sB). This implies sϕ+sB = 0 and sA = [zkA]. Hence,
y = [zkA]. We only have to verify that (B,0)Π2(W,0). This follows from taking k = 0 in
the definition of Π2. Adding Π1 and Π2 gives the desired result.

Hence, A 'pb A ∗ϕ (τ(B) ∗ψ τ(C)). 2

We will now generalize the conditions necessary to ensure existence of the projection branching
bisimulation for C-nets. The example of Figure 5.8 on page 110 illustrates the essence of
Theorem 14: Although branching bisimilar processes have related states and corresponding
action labels, the marked places of the states and transitions with an action label in one process
are not necessarily the same as those in the other process. The question that arises is: When are
states projection related and when is a transition that is enabled in one process also enabled in
the other process?

Theorem 14 (Existence of projection branching bisimilarity) Let A ∗φ B be a client-server
composition of the C-net A and the labeled P/T-net B with interface φ. If

1. A ∗φ B ≤pj A,

2. ∀t ∈ TA : (`(t) = τ) ⇒ ( •t ∪ t• ) ∩ Pφ = ∅, and

3. ∀t1, t2 ∈ TA : `(t1) = `(t2) ⇒ (Pφ ∩ •t1 = Pφ ∩ •t2 ∧ Pφ ∩ t1• = Pφ ∩ t2• ),

then A 'pb A ∗φ τ(B).

Proof. Let N = A ∗φ τ(B). Since A ∗φ B ≤pj A, it follows that there exists a branching
bisimulation R. Let Π be defined as

∀sA ∈ B(PA), sφ ∈ B(Pφ), sB ∈ B(PB) :

(A, sA)Π(N, sA + sφ + sB) ⇔ ∃s̃A ∈ B(PA) : (A, sA)R(N, s̃A + sφ + sB).
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We will show that Π is a projection branching bisimulation for client-server compositions. We
start by showing that Π is a branching bisimulation (Definition 30). Consider markings sA and
sA + sφ + sB such that (A, sA) Π (N, sA + sφ + sB).

1. Assume that t ∈ TA and (A, sA) [`A(t)〉 (A, s′A). By the structure of N , it follows that
places in PB are not connected to transitions in TA. This implies that a firing of a transition
in TA can never change the state in net B. Hence, we have to prove that there exists
markings s′A + s′φ + s′′B and s′′A + s′′φ + s′′B such that

(N, sA + sφ + sB) =⇒ (N, sA + s′′φ + s′′B) [`N(t)〉 (N, s′A + s′φ + s′′B)∧

(A, sA)Π(N, sA + s′′φ + s′′B) ∧ (A, s′A)Π(N, s′A + s′φ + s′′B). (A)

By the definition of Π, it follows that ∃s̃A ∈ B(PA) such that (A, sA)R(N, s̃A+sφ+sB).
Since R is a branching bisimulation, there is a t′ ∈ TN with `A(t) = `N(t′) such that

(N, s̃A + sφ + sB) =⇒ (N, s̃′′A + s′′φ + s′′B) [`N(t′)〉 (N, s̃′A + s′φ + s′B)∧

(A, sA)R(N, s̃′′A + s′′φ + s′′B) ∧ (A, s′A)R(N, s̃′A + s′φ + s′B). (B)

By the definition of Π, it follows that t is enabled in (N, sA+ sφ+ sB) with respect to the
places in PA. Since •t ⊆ PA∪Pφ, we will focus on the marking of places in •t∩Pφ. We
distinguish three cases: •t∩ Pφ = ∅ ∧ t′ ∈ TA, •t∩ Pφ = ∅ ∧ t′ ∈ TB and •t∩ Pφ 6= ∅.
Note that, by the nature of the projection relation Π, also τ -steps in A have to be followed
by precisely the same transition in N . Therefore, with respect to the relation Π τ -steps
are handled as if there were visible steps.
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Figure 5.16: The case 1(a): •t ∩ Pφ = ∅ and t′ ∈ TA.

(a) Suppose that •t ∩ Pφ = ∅ and that t′ ∈ TA. See Figure 5.16. (In this case, `(t) may
or may not be τ .) Since t′ ∈ TA, it follows that s′′B = s′B in (B).
Let σ be the sequence of τ -labeled transitions in the expression (N, s̃A+sφ+sB) =⇒
(N, s̃′′A+s′′φ+s′′B) in (B). By construction, transitions in TA are not attached to places
in PB . Vice versa, transitions in TB are not attached to places in PA. Moreover,
condition 2 implies that all transitions in σ|TA are not attached to places in Pφ. The
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Exchange Lemma (Desel & Esparza 1995) implies that the execution order of the
transitions may be changed and so we may assume that σ = σ|TBσ|TA where firing
σ|TB only affects the state of φ and B and σ|TA only affects the state of A. Now
we fire only the transitions in σ|TB . This implies in (A) that (N, sA + sφ + sB) =⇒
(N, sA+s′′φ+s′′B). By the definition of Π, it follows that (A, sA)Π(N, sA+s′′φ+s′′B).
Since •t∩Pφ = ∅, it follows that •t∩PN = •t∩PA. Therefore, (A, sA)[t〉 implies

(N, sA + s′′φ + s′′B)[t〉. Note that t
A
• in A is similar to t

A
• in N . Therefore, with

respect to places in PA, the firing of t in N also results in the state s′A. By Condition

3, it follows that t
φ
• = t′

φ
• . Therefore, with respect to the places in Pφ the firing of

t in N also results in the state s′φ. Combining these two properties yields in (A) that
(N, sA+ s′′φ+ s′′B) [`N(t)〉 (N, s′A+ s′φ+ s′′B). Moreover, (A, s′A)Π(N, s′A+ s′φ+ s′′B)
by the definition of Π and because (A, s′A)R(N, s̃′A + s′φ + s′′B) in (B).

(b) Suppose that •t∩Pφ = ∅ and that t′ ∈ TB . Then, since all transitions in B have the
τ -label, `A(t) = `N(t) = `N(t′) = τ . Hence, in this case, (A) and (B) are slightly
different. We have to prove that

(N, sA + sφ + sB) =⇒ (N, sA + s′′φ + s′′B) [`N(t)〉 (N, s′A + s′′φ + s′′B)∧

(A, sA)Π(N, sA + s′′φ + s′′B) ∧ (A, s′A)Π(N, s′A + s′′φ + s′′B),

by using that

(N, s̃A + sφ + sB) =⇒ (N, s̃′′A + s′′φ + s′′B)∧

(A, sA)R(N, s̃′′A + s′′φ + s′′B) ∧ (A, s′A)R(N, s̃′′A + s′′φ + s′′B).

By using the same arguments as in case (a) we find directly that (N, sA + sφ +
sB) =⇒ (N, sA + s′′φ + s′′B), (A, sA)Π(N, sA + s′′φ + s′′B), and (N, sA + s′′φ + s′′B)[t〉.
Since `N(t) = τ , it follows by Condition 2 that (N, sA + s′′φ + s′′B) [`N(t)〉 (N, s′A +
s′′φ + s′′B). Using the definition of Π again yields (A, s′A)Π(N, s′A + s′′φ + s′′B).

(c) Suppose that • t ∩ Pφ 6= ∅. By Condition 2, it follows that `A(t) 6= τ . Since
`N(t′) = `N(t) = `A(t) and all transitions in TB have the τ -label, it follows that
t′ ∈ TA. This implies that s′′B = s′B in (B).
Again, by using the same arguments as in case (a) we find in (A) that (N, sA + sφ +
sB) =⇒ (N, sA + s′′φ + s′′B) and (A, sA)Π(N, sA + s′′φ + s′′B). Since t and t′ in TA
and they have the same label, condition 3 implies that transition t is also enabled in
(N, s̃A + s′′φ + s′′B) with respect to the places in Pφ. Hence, (N, sA + s′′φ + s′′B)[t〉.
Now we fire t in N . Clearly, with respect to the places PA the effect of firing t in
N is the same as it is in A. Hence, s′A is reached. With respect to the interface φ
the effect is the same as firing t′ and so s′φ is reached. In B there is no effect of
firing t and so the state s′′B remains unchanged. Combining these results yields that
(N, sA + s′′φ + s′′B) [`N(t)〉 (N, s′A + s′φ + s′′B). Using (B) and the definition of Π
yields that (A, s′A)Π(N, s′A + s′φ + s′′B).

2. Assume now that t ∈ TN and (N, sA+sφ+sB) [`N(t)〉 (N, s′A+s′φ+s′B). We distinguish
two different cases: t ∈ TA or t ∈ TB .
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Figure 5.17: The case 2(a): t ∈ TA.

(a) Suppose t ∈ TA. See Figure 5.17. By the definition of R, it follows that there is
a s̃A such that (A, sA)R(N, s̃A + sφ + sB). There are no arcs in (A ∗φ B)\A to
places in PA. Therefore, the connections only limit the behavior of the A-part in
A ∗φ B. Only transitions in TA can consume / produce tokens from PA. For t ∈ TA
this implies that a projection of the states sA + sφ + sB and s′A + s′φ + sB onto
the places of PA and the firing t in A is possible, i.e., (A, sA) [`(t)〉 (A, s′A). This,
the fact that R is a branching bisimulation, and condition 3 imply that there is a s̃′A
and t′ with `(t′) = `(t) such that (N, s̃A + sφ + sB) [`N(t′)〉 (N, s̃′A + s′φ + sB)
and (A, sA)R(N, s̃′A + s′φ + sB). But then, using the definition of Π, it follows
immediately that (N, s′A + s′φ + sB)Π(A, sA

′) as well.

(b) Suppose t ∈ TB . As before, there is a s̃A such that (A, sA)R(N, s̃A+sφ+sB). Now,
since t has no input places in PA, the same transition is enabled in (N, s̃A+sφ+sB).
Hence, (N, s̃A + sφ + sB) [`N(t)〉 (N, s̃A + s′φ + s′B). Since R is a branching
bisimulation, we find that (A, sA)R(N, s̃A + s′φ + s′B). Hence, by the definition of
Π, it follows that (A, sA)Π(N, sA + s′φ + s′B).

We now have proved that Π is a branching bisimulation. In addition, we have to prove that Π
is a branching bisimulation for C-nets which imposes additional constraints on the initial and
final states as formulated in Definition 31.

1. We first prove existence.
The existence of the relation between initial states in A and N follows directly from the
definition of Π.

2. Finally, we prove uniqueness.
Since R is a branching bisimulation for C-nets, we have ∀k ∈ IN: ((A, x)R(N, x+ sφ +
sB)∧ (x = [ikA]∨ x = [okA])) ⇒ sφ + sB = 0. It follows directly from the definition of Π
that this expression is also valid for Π. So, initial and final states are uniquely related by
Π.

Since Π satisfies all requirements on branching bisimulations for C-nets, we have shown that
the projection is indeed a branching bisimulation for C-nets. By the definition of Π (which
related states such that they have the projection property) and the construction of the proof (in
which the same transition t ∈ TA fires in A and N ), it follows immediately that Π is also a
projection branching bisimulation (Definition 51). 2
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The existence of the projection branching bisimulation for the conditions

1. ∀t ∈ TA : (`(t) = τ) ⇒ ( •t ∪ t• ) ∩ Pφ = ∅, and

2. ∀t1, t2 ∈ TA : `(t1) = `(t2) ⇒ (Pφ ∩ •t1 = Pφ ∩ •t2 ∧ Pφ ∩ t1• = Pφ ∩ t2• ),

as they are stated in Theorem 14 implies that the conditions of Theorem 12 and of Theorem 13
can be adjusted in a similar way. After all, the proofs of these theorems are based on the
existence of the projection branching bisimulation for the separate client-server compositions.
The branching bisimilarity relationships for the horizontal and the vertical union are based on
the relationships for the separate client-server compositions. Adjusting these conditions yields
Theorem 10 and Theorem 11.

5.5 Composition Algorithm for Client-Server Architectures
In this section, we use the compositionality results of the previous section to build consistent
client-server architectures by using the horizontal and the vertical union. The result of this
section is a composition algorithm (Definition 52) for client-server architectures. Whereas the
flattening algorithm in Definition 44 on page 84 is used to replace references by flat architec-
tures, the algorithm in this section is used to add references to component architectures in order
to extend these architectures. We can use the composition algorithm to place two existing com-
ponents in a client-server relation, but we could also use it to extend entire client-server system
architectures with other client-server system architectures. Or, for that matter, a client-server
system architecture with a single component. The algorithm relates the results that are obtained
for C-nets to the framework we introduced in Chapter 3.

We will use the example of a sorting device for postal items to illustrate the composition of
one client-server architecture by another. Consider the client-server system architecture sorting
device in Figure 5.18. This figure presents an incomplete system architecture. We will first
introduce the functionality that is present. In the figure, we find a component specification
S sorting device, two references r1 undeliverable and r2 surcharge, an architecture A sorting
device containing the specification as a subnet, and the flattened architecture. The top-level
component in this system architecture has the responsibility of sorting postal items. It should be
able to deal with all sorts of postal items including those that have addresses that are unreadable
or nonexistent and with those that are unstamped. In the case of an undeliverable postal item the
device should be able to turn around the postal item and to attach a sticker which indicates that
the item should be returned to sender. In the case that there are insufficient stamps on the postal
item the device should calculate how much surcharge should be paid and it should attach a card
to the item to notify the recipient. The system as it is consists of the client component sorting
device and it has two server components undeliverable and surcharge. We mainly want to
illustrate the composition algorithm, therefore we keep the interfaces between the components
straightforward.

The component sorting device such as it is presented in Figure 5.18 is a semi-finished prod-
uct. It is complete with respect to its specification, but with respect to its architecture a reference
to the component check stamp & scan should still be integrated. The methods start check and
finish check are supposed to trigger and to receive results of the check stamp & scan component
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Figure 5.18: The component sorting device.

we introduced in Figure 5.2 on page 97. In fact, by adding a new reference to the architecture
of the component sorting device, we extend the semi-finished system architecture of the sorting
device with the check stamp & scan system architecture. The composition algorithm for client-
server architectures prescribes how to connect these system architectures. It is formalized in
Definition 52.

Definition 52 (Composition algorithm for client-server architectures) Let (C, cmap) and
(E, cmap ′) be two consistent client-server system architectures with C ∩E = ∅ and C,E 6= ∅.
Moreover, suppose that there are no name clashes between places, transitions or bindings of the
system architectures. Let c be a component inC. The composition of (C, cmap) and (E, cmap ′)
at c is given by the function acompos((C, cmap), c, (E, cmap ′)), where

acompos((C, cmap), c, (E, cmap ′)):=

let e be the top-level component of (E, cmap ′))
re := Se
let ψ be an interface such that:

1. Sc ∗ψ re is a client-server composition,
2. Sc ∗ψ re ≤pj Sc
3. α(Sc) ∩ α(Se) = ∅
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4. ∀t ∈ TSc : (`Sc(t) = τ) ⇒ (( •t ∪ t• ) ∩ Pψ = ∅), and
5. ∀t1, t2 ∈ TSc : (`Sc(t1) = `Sc(t2)) ⇒ ((Pψ ∩ •t1 = Pψ ∩ •t2) ∧ (Pψ ∩ t1• = Pψ ∩ t2• )).

S ′
c := Sc
P ′
Ac

:= PAc ∪ Pψ
T ′
Ac

:= TAc
C ′

Ac
:= CAc ∪ {re}

B′ := B ∪Bre with Bre = {(re, l)| l ∈Mre}
F ′
Ac

:= FAc ∪ {(p, (re, l))|p ∈ Pψ ∧ (re, l) ∈ Bre ∧ (∃t ∈ Tre : (p, t) ∈ Fψ ∧ `re(t) = l)}
∪{((re, l), p)|p ∈ Pψ ∧ (re, l) ∈ Bre ∧ (∃t ∈ Tre : (t, p) ∈ Fψ ∧ `re(t) = l)}

dom(`A′
c
) := dom(`Ac) ∪Bre

for all t ∈ dom(`A′
c
) do

if t ∈ dom(`Ac) then
`A′

c
(t) := `Ac(t)

else – the case: t ∈ Bre

`A′
c
(t) := τ

fi
od
c := c′

for all (x, y) with x ∈ (C ∪ E) ∧ y ∈ CAx do
if x ∈ C then

if x 6= c ∨ (x = c ∧ y 6= re) then
cmap(x, y) := cmap(x, y)

else – the case: (x = c ∧ y = re)
cmap(x, y) := e

fi
else – the case: x ∈ E

cmap(x, y) := cmap(x, y)′

fi
od
C := C ∪ E

return (C, cmap).

We will not discuss the algorithm in detail, because, in the flattening algorithm in Definition 44
on page 84, we redefined the elements in a similar way. Basically the following takes place
in this algorithm. After the selection of a component c, the component architecture Ac of this
component is redefined by adding a new reference re to the top-level component e of another
system architecture (E, cmap ′). Moreover, the domain and the range of the function cmap of C
is extended with the domain and values of the function cmap ′. The selection of the interface ψ
and the conditions that should be satisfied for ψ are essential. They ensure that the extension in
the architecture is a client-server coupling. Moreover, the new flow relation F ′

Ac
is based upon

these conditions.
Applying the algorithm to the system architectures sorting device and check stamp & scan

yields the architecture as it is depicted by Figure 5.19. On the left-hand side of the figure, there
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Figure 5.19: The extended component sorting device.

is an additional reference installed to the check stamp & scan component. It is connected to the
methods start check and finish check by a place-interface consisting of the places ir3 and or3 and
the arcs that are connected to these places. On the right-hand side of the figure, the extended
flattened architecture of the check stamp & scan component is depicted. By Lemma 10, it
follows that there is an interface φ and a labeled P/T-net B such that the flattened architecture
of the incomplete sorting device can be written as the client-server composition Sc ∗φB. By the
conditions we put on the interface ψ, it follows that the flattened architecture of the extended
sorting device can be written as a horizontal union of client-server architectures: Sc ∗(φ∪ψ) (B ∪
re).

We conclude this section by a theorem and proof which shows that the composition al-
gorithm preserves consistency. This makes it well suited for a correctness by construction
approach to system design.

Theorem 15 (Composition algorithm preserves consistency) Let (C, cmap) and (E, cmap ′)
be two consistent client-server system architectures with C ∩ E = ∅ and C,E 6= ∅. Moreover,
suppose that there are no name clashes between places, transitions or bindings of the system
architectures. Let c be a component in C. Then, the extended system architecture (C, cmap) :=
acompos((C, cmap), c, (E, cmap ′)) is a consistent client-server architecture.

Proof. We need to verify that

1. all components have a client-server architecture (Definition 46), and that

2. the conditions of Definition 47 on page 99 are met:

(a) each component c ∈ C is consistent, and

(b) for all c ∈ C, x ∈ C, and r ∈ CAc such that cmap(c, r) = x we have:

i. α(Sc) ∩ α(Sx) = ∅,
ii. Sx = r, and
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iii. source(cflat(Ax)) = ir and sink(cflat(Ax)) = or.

Since the composition algorithm of Definition 52 attaches two client-server system architectures
(C, cmap) and (E, cmap ′) that both satisfy all the above-mentioned conditions for a consistent
client-server system architecture and the extension does not affect any other component than
the component c, it follows that it is sufficient to check the above mentioned conditions for the
altered component c′.
The algorithm does not change the component specification of c, i.e., S ′

c = Sc, hence we con-
sider the component architecture Ac and the extended component architecture A′

c. The altered
component architecture A′

c has a client-server architecture for the following three reasons. First,
the original component architecture Ac has a client-server architecture and the algorithm only
adds to this architecture (it does not change or remove any arc, place, or transition). Second,
the places Pψ that are added to the architecture are only those of the interface ψ. And, third,
the arcs F ′

ψ that are added are based on the arcs Fψ of the client-server composition Sc ∗ψ re
and on the labels of the transitions that are attached to Fψ. The combination of these three ar-
guments implies that we still are able to split up the places and arcs as required in Definition 46
(condition 1).

To check the consistency (condition 2.a) of c′, we compare cflat(Ac) and cflat(A′
c). By

Lemma 10, it follows that there is an interface φ and a labeled P/T-net B such that cflat(Ac)
can be written as the client-server composition Sc ∗φ B. So, cflat(Ac) = Sc ∗φ B. Since c is a
consistent client-server component, it follows that Sc ∗φ B ≤pj Sc. We have

1. ∀t ∈ TSc : (`Sc(t) = τ) ⇒ (( •t ∪ t• ) ∩ Pφ = ∅), and

2. ∀t1, t2 ∈ TSc : (`Sc(t1) = `Sc(t2)) ⇒ ((Pφ ∩ •t1 = Pφ ∩ •t2)∧ (Pφ ∩ t1• = Pφ ∩ t2• )).

Now consider cflat(A′
c). In the algorithm, by the first condition on ψ, i.e., Sc∗ψ re, we have that

cflat(A′
c) is a horizontal union of the original net and the client-server composition Sc ∗ψ re.

Hence, cflat(A′
c) = Sc ∗(φ∪ψ) (B ∪ re). Since we required also that Sc ∗ψ re≤pj Sc and we have

for ψ the same interface conditions (4 and 5 in the algorithm) as we have for φ, we may apply
the projection inheritance theorem for horizontal unions (Theorem 10). As a result, we find that
cflat(A′

c) = Sc ∗(φ∪ψ) (B ∪ re) ≤pj Sc which implies that c′ is consistent.
The other three requirements (2.b.(i), (ii), and (iii)) are also satisfied. The first condition

(2.b.(i)) can be verified for CAc and {re} separately since CA′
c
= CAc ∪ {re}. Since (C, cmap)

is a consistent architecture, we have that for all r ∈ CAc and x ∈ C with cmap(c, r) = x

α(Sc) ∩ α(Sx) = ∅. For the new component reference re and the corresponding component
e, it follows by the construction rules of the algorithm that α(Sc) ∩ α(Se) = ∅. The second
condition (2.b.(ii)) follows since in the structure of nets we even require that Se = re. The third
condition (2.b.(iii)) follows directly from the structure of the client-server architecture in which
the client-net is identical to the specification Sc. 2

If we use in a design the composition algorithm in each step we extend the client-server system
architecture, then it follows that the flattened system architecture conforms to the behavior of the
top-level component. This result can be obtained from Theorem 15 and Theorem 9 on page 91.
Moreover, since flattened client-server system architectures are trees of C-nets, the same result
can also be obtained by flattening the client-server system architecture first and then by applying
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Figure 5.20: The flattened system architecture of the extended component sorting device.

in an alternating manner Theorem 10 and Theorem 11. If the top-level component is sound, then
the soundness of the flattened system architectures follows again by Theorem 3 on page 33.

Figure 5.20 depicts the flattened system architecture of the extended component sorting
device. We could prove the conformance of this component by using the composition algorithm,
but there is also another possibility. Note that the flattened architecture is a tree of C-nets which
are all coupled by a client-server composition. We use the symbols A, . . . , F to indicate the
C-nets and ϕ1, . . . , ϕ5 for the interfaces. The flattened system architecture can be written as
the composite net A ∗(ϕ1∪ϕ2∪ϕ3) ((B ∗(ϕ4∪ϕ5) (E ∪ F )) ∪ C ∪ D). First, we verify that all
client-server compositions behave as the client C-net. Hence, we check that A ∗ϕ1

B ≤pj A,
A ∗ϕ2

C ≤pj A, A ∗ϕ3
D≤pj A, B ∗ϕ4

E≤pj B, and B ∗ϕ5
F ≤pj B. Second, we verify by using

B ∗ϕ4
E≤pj B and B ∗ϕ5

F ≤pj B and applying the horizontal union (Theorem 10 on page 105)
thatB∗(ϕ4∪ϕ5)(E∪F )≤pjB. Third, we show by usingA∗ϕ1

B≤pjA andB∗(ϕ4∪ϕ5)(E∪F )≤pjB
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and applying the vertical union (Theorem 11 on page 107) that Aϕ1
B ∗(ϕ4∪ϕ5) (E ∪ F ) ≤pj A.

Fourth, we have by using Aϕ1
(B ∗(ϕ4∪ϕ5) (E ∪F ))≤pj A and A ∗ϕ2

C≤pj A and applying once
more the horizontal union that A ∗(ϕ1∪ϕ2) ((B ∗(ϕ4∪ϕ5) (E ∪ F )) ∪ C) ≤pj A. And, finally, by
applying the horizontal union for the last time to the second last result and A ∗ϕ3

D ≤pj A we
find that A ∗(ϕ1∪ϕ2∪ϕ3) ((B ∗(ϕ4∪ϕ5) (E ∪ F )) ∪ C ∪D) ≤pj A.

5.6 Conclusions
In this chapter, we demonstrated how to design system architectures from scratch. In this so
called ‘bottom-up’-approach, we require that there are exclusively client-server relationships
between the (sub)components in a component and a system architecture. As a result, we obtain
uncomplicated centralized architectures. We introduced the horizontal and vertical union to
analyze client-server architectures. Important results are two theorems (Theorem 10 and The-
orem 11) containing projection inheritance results for the horizontal and vertical union. These
theorems can be used to show that a flattened client-server system architecture behaves as the
top-level component. Moreover, they are used to show that a construction algorithm to extend
one consistent client-server architecture with another preserves consistency. The latter implies
that we have indeed correctness by construction. However, the correctness check is still based
on a check on the behavior of the coupling (state space analysis).

In the next chapter, we will introduce patterns that allow us to verify the structure of the net
in order to check the consistency of client-server couplings.



6
Patterns for Compositions

6.1 Introduction

The goal of patterns is to create a tool to help software architects resolve recurring architectural
problems. Patterns help to create a shared language for communicating insight and experience
about these problems and their solutions. The use of patterns to handle architectural problems
was first introduced by Gamma, Helm, Johnson & Vlissides (1995). Patterns have been used
for many different domains ranging from organizations and processes to teaching and architec-
ture. At present, the software community is using patterns largely for software architecture and
design, and (more recently) software development processes and organizations. Publications
that have helped popularize patterns is the work on pattern-oriented software architecture by
Buschmann, Meunier, Rohnert, Sommerlad & Stal (1996) and the work on pattern languages of
program design by Coplien & Schmidt (1995) and Vlissides, Coplien & Kerth (1996), and the
reuse reference models proposed by Klein, Kazman, Bass, Carriere, Barbacci & Lipson (1999).
Today, patterns are invented and applied in many domains. For instance, design patterns for
business processes and workflow management systems are described in Van der Aalst, Ter Hof-
stede, Kiepuszewski & Barros (2003) and collected and published on the workflow-patterns
site (Van der Aalst 2003b). The current use of the term pattern is derived from the writings
of the architect Christopher Alexander who has written several books on the topic as it re-
lates to urban planning and building architecture (Alexander 1964, Alexander 1975, Alexander
et al. 1977, Alexander 1979). The definition of a pattern by Riehle & Zullighoven (1996) ap-
plies well to the communication patterns for components that we will present in this chapter: A
pattern is the abstraction from a concrete form which keeps recurring in specific non-arbitrary
contexts.

In this chapter, we present communication patterns for client-server compositions. We re-
strict ourselves to patterns for client-server compositions because these can be used straight-
away for the bottom-up approach presented Chapter 5. Moreover, they can also be helpful in
the refinement approach of Chapter 4 when we want to replace a component (a client) by a
refined component (a client-server composition). Each of the patterns presented is a restric-
tion imposed on a client-server composition which makes it easier to verify the consistency of

135
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such a composition. Preferably, the restriction is made on the structure of the composite net,
but sometimes patterns prescribe restrictions on both structure and behavior. In the case of the
communication patterns in this chapter, the ‘non-arbitrary context’ is the situation of two com-
ponents, a client and a server component, both equipped with their own control process, trying
to exchange information without destroying the correctness properties the processes have in
isolation. The ‘abstraction from a concrete form’ aims at the requirements the pattern should
satisfy; the requirements establish rules for the communication between the client and the server
component. Many concrete software implementations of client-server compositions may satisfy
the same rules.

All communication patterns presented in this chapter, support a specific communication
protocol between two components. Using the pattern means that the components communicate
according to that protocol, while on the other hand internal behavior is not limited. Moreover,
combining different patterns creates a large number of possibilities supporting a large number of
desired interaction protocols. The patterns will be described in terms of a number of restrictions
imposed on the client-server composition. Simple patterns are described informally, whereas
complicated patterns are described formally. (Client and server nets themselves, i.e., C-nets,
can be created in a constructive manner as well (Van der Aalst 1997). In Van der Aalst, Van
Hee & Reijers (2000) and Leih (1990) building-blocks are used to create nets with the theory
of graph grammars for Petri nets.) We need to obtain two types of patterns corresponding with
the two most important concepts we consider: consistency and soundness. The first type is,
therefore, a pattern to extend a C-net A with another C-net B in a consistent manner, i.e., the
behavior of the composite net A ∗ϕB is a subclass under projection inheritance of A. Whereas,
the second type is a pattern to extend a sound C-net A with a C-net B such that the composition
A ∗ϕ B is sound.

To illustrate the subtleties of the conditions we need to impose on generic patterns, we will
now present a number of simple examples. In Figure 6.1, three client-server compositions are
depicted. In each of the compositions the client net A is the base net and the server net B
is the extension of A. In all three examples presented, both A and B are sound in isolation.
Consequently, they are 1-sound in particular. We will consider the dynamic behavior of the
compositions for initial markings of only one token in the source place for these three composi-
tions. In Figure 6.1(a), the transitions that produce a token for net B and consume a token from
netB are on a path from iA to oA. However, if the production toB is skipped by firing the upper
transition, then it is neither possible to fire the transition that consumes fromB. Moreover, if the
transition fires which produces toB followed by the transition which does not consume fromB,
then a token is left in the sink place of B. Clearly, the coupling with B influences the behavior
of A. In Figure 6.1(b) another problem occurs. The number of iterations in the first loop might
not be equal to the number of iterations in the second loop, causing more tokens produced to B
than consumed from B, or a deadlock in A. Clearly, also this coupling influences the behavior
of A. Finally, in Figure 6.1(c), we consider an example in which A is acyclic in an attempt to
prevent the faults of the second example. However, this example is not safe. In net A the first
transition produces three tokens: one in the second place (going from left to right in the figure,
starting at the source place), one in the third place and one in the top place. Thereafter, the
second and the third transition are enabled in A. When the second transition fires once and the
third transition fires twice, we are in the situation that there is still one token in the top place
and there are two tokens in the fourth place. In spite of the fact that the fourth place is marked
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with two tokens and is an input place of the fourth transition, this transition can only fire once
since there is only one token in the top place. If this transition fires, the last transition will be
enabled with precisely one token in both of its input places. Hence, A is 1-sound in isolation.
When we consider the composite net, we see that one token is put into the source place iB of
B. However, the behavior of A is such that two tokens should be consumed from B. Clearly,
the transition attached to oB can only fire once. Hence, this results in a deadlock. So, this is
another example where the coupling of A and B influences the behavior of A.

The examples illustrate that even for simple structured compositions it is hard to find generic
composition rules. The erroneous examples of Figure 6.1 all have in common that the number
of productions to B is not equal to the number of consumptions from B. This is not the case
for the patterns presented in the next sections. By using these patterns, we are able to build
client-server compositions of C-nets that are subclasses of the client or we are able to create
sound client-server compositions. When the nets satisfy a pattern, then we do not need to verify
the requirements for a client-server composition. Hence, in some cases the use of patterns is
an alternative to verification. However, there are also many cases where we can apply patterns
only for parts of the nets and we still need to verify other parts by tools.

The structure of this chapter is the following. Section 6.2 discusses place and transition
refinements with respect to the inner structures of C-nets. Section 6.3 discusses a number of
elementary patterns. These patterns have a simple structure and are easy to understand. By
using refinements and combining these patterns more complex patterns can be created. Sec-
tion 6.4 presents a pattern with a marked graph structure. The marked-graph pattern is one of
the most general communication patterns in the case where the internal processes of the client
and the server component are fully deterministic, i.e., the components do not contain choices.
Section 6.5 presents a general request-response pattern. Request-response patterns are used fre-
quently in various client-server applications. Section 6.6 presents four patterns: A pattern for
client-server compositions of two state-machine C-nets, a pattern for client-server compositions
of two marked-graph C-nets, a pattern for client-server compositions of a marked-graph and a
state-machine C-net, and, finally, a pattern for client-server compositions of a state machine and
a marked-graph C-net. Section 6.7 provides results with which to construct sound client-server
compositions from sound client and server nets by using the state-machine pattern. Unlike the
patterns in the previous sections a composite net which has this pattern is not necessarily a
subclass under projection inheritance of the client net. Section 6.8 concludes the chapter.

6.2 Place and Transition Refinement

By place or transition refinement, we are able to refine the inner structures of client and server
nets. In this way, each communication pattern (that will be introduced in one of the following
sections) corresponds to many nets; each with a different inner structure obtained by place
and/or transition refinement, but with an identical structure with respect to the connections
between the client and the server net. Places or transitions can be replaced by a sound C-net.
Consider Figure 6.2(a). In this figure, a place p is replaced by a net B. All input arcs to p are
replaced by input arcs to iB and all output arcs from p are replaced by output arcs from iB. We
introduce the place refinement operator to substitute a net for a place.
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Definition 53 (Place refinement operator) Let A and B be C-nets. Let B be sound and sup-
pose that p̃ ∈ PA and that A and B are disjoint. The place refinement operator P is a function
such that P(A,B, p̃) = (P, T, F, `) where

• P = (PA ∪ PB)\{p̃},

• T = TA ∪ TB ,

• F = (FA\({(t, p) ∈ FA|p = p̃} ∪ {(p, t) ∈ FA|p = p̃}))∪

FB ∪ {(t, iB)|t ∈
A
•p̃} ∪ {(oB, t)|t ∈ p̃

A
• },

• `(t) =

{

`A(t) for all t ∈ TA
τ for all t ∈ TB.

Apart from place refinement, we can also use transition refinement. Consider Figure 6.2(b). In
this figure, a transition t is replaced by a C-net B. All input arcs to t are replaced by input arcs
to the start transitions of B and all output arcs from t are replaced by output arcs from the stop
transitions of B. We use the transition refinement operator to substitute a net for a transition.

Definition 54 (Transition refinement operator) Let A and B be C-nets. Let B be sound and
let t̃ ∈ TA. Suppose that A and B are disjoint. The transition refinement operator T is a
function such that T (A,B, t̃) = (P, T, F, `) where

• P = PA ∪ (PB\{iB, oB}),

• T = (TA\{t̃}) ∪ TB ,

• F = (FA\({(p, t) ∈ FA|t = t̃} ∪ {(t, p) ∈ FA|t = t̃}))∪

FB ∪ {(p, t)|p ∈
A
•t̃ ∧ t ∈ start(B)} ∪ {(t, p)|p ∈ t̃

A
• ∧ t ∈ stop(B)},
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• `(t) =







`A(t) for all t ∈ TA\{t̃}
`A(t̃) for all t ∈ start(B)
τ for all t ∈ TB\start(B).

Theorem 16 (Substitutability) For C-nets A and B and nodes p̃ and t̃, we have:

1. If the conditions of Definition 53 are satisfied for A, B, and p̃, then P(A,B, p̃) 'b A.

2. If the conditions of Definition 54 are satisfied for A, B, and t̃, then T (A,B, t̃) 'b A.

3. Moreover:

(a) If in (1) in addition A is sound, then P(A,B, p̃) is sound.

(b) If in (2) in addition A is sound, then T (A,B, t̃) is sound.

Proof.

1. Let N = P(A,B, p̃). We define the relation R:

(A, sA)R(N, sN) ⇔

sA ∈ B(PA) ∧ sN ∈ B(PN) ∧ sA|(PA\{p̃}) = sN |(PA\{p̃}) ∧

sN |PB ∈ [B, [ilB]〉 where l = sA(p̃)

It is easy to verify that R is a branching bisimulation for C-nets. We will not do this in
detail. Instead we make the two following remarks:

(a) The net N without the B-part is similar to the net A without the place p̃. Therefore,
their behaviors are also similar when place p̃ is not marked.

(b) If the place p̃ in net A is marked with l tokens, then the relation R implies that the
state in the B-part of net should be reachable from (B, [ilB]). Since B is sound, we
know that B started with l tokens and will also finish with l tokens. Since there are
only τ -steps made by B, B only postpones the visible steps in N .

2. Now let N = T (A,B, t̃). Also, for this case we can define a branching bisimulation
for C-nets R. Again, behaviors of A and N coincide if the B part of the N -net is not
activated. The net B starts with the same step as t̃. Therefore, the moment of choice is
not changed. By the soundness of B, it follows that the number of steps `(t̃) are similar
in A and N and that the number of tokens consumed from the input places of B in N
equals the number of tokens produced to the output places of B in N .

3. This has already been proved in Van der Aalst (1996) for the case T (A,B, t̃) where A
and B are 1-sound and the input places of t̃ safe. For the general case this is a direct
consequences of the congruence of soundness in Theorem 3.

2
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6.3 Patterns by Refinement of Elementary Constructions

There are two possible approaches when introducing patterns. One approach is to formulate in
the most general way the requirements of a pattern. The other approach is to give a concrete
example which solves a concrete composition problem. Then, by giving all refinements that
are allowed the example is generalized and the corresponding pattern is defined. We will ap-
ply the first approach for the more advanced patterns which we introduce in Section 6.4 until
Section 6.7. In this section, however, we use the second approach to introduce a number of el-
ementary patterns: request-response, repeated information-exchange, parallel communication,
and selective communication. These elementary patterns can easily be combined to form more
complicated patterns. Moreover, each specific solution for a communication problem can be
generalized by the place and transition refinement we introduced in Section 6.2. All elementary
patterns have a simple well-applicable structure and it is easy to see that the composite nets
are subclasses under projection inheritance of the client-nets. In contrast with the other more
complex patterns in this chapter which are described formally, it is sufficient to describe the
simple patterns of this section informally.

All the patterns we will consider in this section, have a number of common properties estab-
lishing the context of the pattern. These properties are illustrated by Figure 6.3. If one of these
properties is not satisfied it is easy to find counter examples such as those presented in Figure 6.1
which we discussed in the introduction to this chapter. A ∗ϕ B is always a client-server compo-

A\C
A

C

strip(B)

iA oA

oB

oCiC

iBPϕ

Figure 6.3: Construction satisfied by all the patterns in this section.

sition of disjoint C-nets A and B and a place-interface ϕ such that (PA ∪PB)∩Pϕ = {iB, oB}.
The subnet C is a C-net such that C ⊆ A with FC = FA∩ ((PC×TC)∪ (TC×PC)). Moreover,
B and C are sound and

1. all arcs from A\C to C end in iC and all arcs from C to A\C start in oC , and

2. ∀t ∈ start(C) : iB ∈ t
ϕ
• ∧ ∀t ∈ stop(C) : oB ∈

ϕ
•t.
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In the description of the elementary patterns, we will omit the A\C-part of the composition.
We focus on the specific structure of C and B. However, in this context, all elementary patterns
in this section fit.

Request-response

The first pattern is called the simple request-response pattern. (In Section 6.5 on page 153, we
will discuss a general request-response pattern.) It is used when a client component needs a
service from a server component. The interactions between the components are limited to two
message types. One message, sent by the client to the server, is used to make the request and the
other message, received by the client from the server, is used for the response. Typically, in a
request-response pattern there is always a response after a request. The server component may
never deadlock or refuse in another way its service. Compare this pattern to the inheritance-
preserving transformation rule PT in Section 2.7 on page 41. The request-response pattern
we introduce now has a simple structure. Therefore, it follows immediately that the pattern is
sound and that A ∗ϕ B ≤pj A. The basic structure of the request-response pattern is depicted in
Figure 6.4. It consists of the two nets C and B. It is characterized by the fact that net B consists
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Figure 6.4: Request-response pattern.

of a single transition and that in net C, on directed paths from iC to oC , sequences of transitions
separated by a single place can be found. In Figure 6.4, these sequences of transitions are
denoted by C1, . . . , Cn. The first transition of such a ‘twin-transition-construction’ is connected
to the input place of net B whereas the second transition is connected to the output place of
net B. The number of twin-transition-constructions is arbitrary but should be at least two; one
transition to produce a token to the server-net and one transition to consume a token from the
server-net. Now, we are able to define the request-response pattern: A client-server composition
has the request-response pattern when it can be derived from the basic structure depicted in
Figure 6.4 by replacing internal places and transitions of C and B by sound C-nets.

Figure 6.5 is an example of a client-server composition with the request-response pattern. In
the figure, we can recognize the construction satisfied by all the patterns which we introduced
in Figure 6.3. The client net has two parts. One part A\C is not attached to the interface and
the other part C has connections via the interface φ to the client net B. Clearly, the composite
net minus the C-part satisfies the conditions of the simple request-response pattern we just
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Figure 6.5: An example of a client-server composition with the request-response pattern.

introduced. The C-netC1 is the result of replacing the original place by a sound C-net according
to Definition 53. The C-net B is the result of replacing the original transition by a sound C-net
according to Definition 54.

Parallel communication

The second basic pattern is called the parallel-communication pattern. This pattern is used to
exchange messages in an arbitrary order. We call it parallel communication but, in fact, we
mean all inter-leavings of the processes. Figure 6.6 depicts the basic structure of this pattern.
Crucial are the connections between the start and stop transitions of C and B via the places iB
and oB as depicted in Figure 6.6. For each parallel thread in the net C, there is a parallel thread
in the net B. Message exchange occurs between corresponding parallel threads. In Figure 6.6,
only two parallel threads are depicted although the number of parallel threads is arbitrary. Vital
for the basic construction is that there is only one connection between each two corresponding
parallel threads. The direction of the message exchange may be different for each parallel
thread. In Figure 6.6, the upper thread of net C sends a message to B and the lower thread
receives a message from B. Hence, these directions may also be the other way around. A
client-server composition satisfies the parallel-communication pattern when it can be created
from the basic structure by replacing internal places and transitions of C and B by sound C-
nets. In Section 6.4, we will present the marked-graph pattern which is a generalization of the
parallel-communication pattern.

Selective communication

The third pattern is called the selective-communication pattern. It is used when there is a choice
construction in the process of the client component that will guide the choice made in the
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Figure 6.6: Parallel-communication pattern.

server component. Figure 6.7 depicts the basic structure of this pattern. In Figure 6.7, we
depict the choice between two alternatives, but this choice can be extended to a choice between
an arbitrary number of alternatives. In the basic construction, the direction of the messages
attached to the concurrent transition is crucial. When we invert the direction of the messages,
then net B would influence the behavior of C. This is undesired since we do not want that the
composition to be a subclass under projection inheritance of the client net for this pattern. A

C
oCiC

iB oB

strip(B)

Pϕ

Figure 6.7: Selective-communication pattern.

client-server composition satisfies the selective-communication pattern when it can be created
from the basic structure by replacing internal places and transitions of C and B by sound C-
nets. In Section 6.7, we will present the state-machine pattern which is a generalization of the
selective-communication pattern.

Combining patterns

The set of basic patterns can be used to combine patterns to create new patterns. In the C-net
tree, we are able to combine patterns in various ways. We can use the horizontal or vertical
union presented in the previous chapter. But, we can also use a number of the basic patterns
and connect them so that we obtain a sequence of patterns. How to combine the patterns to a
sequence of patterns is illustrated by Figure 6.8. First, we need to find two C-nets C1 and C2.
These nets satisfy the same conditions as the net C in the previous patterns and they should be
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Figure 6.8: Sequential composition of two patterns.

connected by a single place. This place is at the same time the sink place of C1 and the source
place of C2. Second, we connect C1 to B1 and C2 to B2 according to one of the previously
introduced patterns. And finally, we connect the stop transition of B1 with the first transition of
B2 with a single place. This latter place is an additional place, different from the source and sink
places of the nets B1 and B2. The last step is, in fact, the application of the request-response
pattern: We add a parallel branch to the two transitions stop(B1) and start(B2).
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Figure 6.9: An example of a sequential composition of three patterns.

Figure 6.9 is an example of a sequential union of three client-server compositions. The first
one satisfies the request-response pattern, the second one the parallel-communication pattern,
and the last one the selective-communication pattern.

Repeater pattern

The repeater pattern is useful when we want to send an arbitrary number of questions from a
client component to a server component and we expect the same number of answers back, but
in arbitrary order. In this pattern, we will use the possibility of zero testing, i.e., determining
whether a place is empty. This is a feature which is not present in P/T-nets. Hence, in general
the results derived in this thesis do not hold when we apply this pattern. So, when we want
to combine this pattern with one of the other patterns we should be careful and first check nets
without the application of this pattern and then check ad-hoc if the pattern is well applied. When
we add this feature, known as the inhibitor arc, we increase the modeling power of P/T-nets.
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The pattern introduced, in this section, could also be obtained by any other extension of labeled
P/T-nets (e.g. color, time, priority). An inhibitor arc from a place p to a transition t disables t in
any marking where p is not empty. Inhibitor arcs are represented graphically with a small circle
at the end.

C
oCiC

iB oB

strip(B)

Figure 6.10: Arbitrary number of executions of a subcomponent.

It was proven by Agerwala (1974), Hack (1975), and Thomas (1976) that P/T-nets with in-
hibitor arcs produces a modeling scheme which can model any Turing machine. This, however,
also means that P/T-nets with inhibitor arcs belong to the class of systems for which most of
the analysis problems, like reachability, boundedness, termination (absence of infinite firing se-
quence), are undecidable. On the other hand, if we use an inhibitor arc in a pattern which is
proven to be correct, then such a pattern can be used in a similar way as the other patterns and
forms a solid building block in constructing a sound system.

Figure 6.10 depicts the basic structure of the repeater pattern. When the start transition of
C fires, there will be a token in the upper middle place of net C. In this state, the left transition
attached to this place is able to place a token in the source place iB of netB. This transition may
fire an arbitrary number of times. Each firing, it also places a token in the place that is attached
to the inhibitor arc. Clearly, at the same time net B is activated and will produce tokens in its
sink place oB . Each token in the sink place enables the transition in C attached to it. Each
time this transition fires, a token is consumed from the place attached to the inhibitor arc. If all
places of B become empty, then the place attached to the inhibitor arc will also become empty.
At that moment, the stop transition of C is enabled. When it fires, it removes the token in the
upper middle place of net C and are both B and C empty.

A C-net satisfies the repeater pattern when it can be created from the basic structure by
replacing internal transition of B by a sound C-net, and in net C by replacing the start transition
and the upper middle place by a sound C-net.

Applications

Without having the ambition of being complete, we will now present basic constructions that
are used in practice. We will use basic patterns to reproduce some business protocols. Appli-
cations of patterns in B2B-scenarios or the networked economy are described in, for instance,
Hofman (1994), Hofman (2003), Van Dijk (2001) or by one of the many web service composi-
tion standards such as, for instance, BPEL4WS, BPML, or ebXML. See Van der Aalst (2003a)
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for an overview and a comparison. There are various protocols that are used to support busi-
ness transactions. In a typical business transaction there are always two parties: a superior
which initiates the business transaction and a subordinate which delivers a service to the supe-
rior. Business transaction protocols can be different for various types of business transactions.
Based on the differences between contractual and incidental relationships. There are a num-
ber of standard protocols, such as the contract protocol, the planning protocol, the execution
protocol, the cancellation protocol and the error handling protocol.

We will first give an example of a basic construction for an execution protocol followed by
an example of a contract protocol and by an example of the planning and the execution protocol.
Figure 6.11 is an example of a protocol which occurs occasionally in practice. An organization
puts an order, receives a packing list and, finally, receives an invoice. This protocol is based
on an already existing contract between superior and subordinate. In practice, the internal

superior

subordinate

oCiC

iB oBorder
packing-

list
invoice

Figure 6.11: An example of a B2B protocol.

processes of the superior and the subordinate are much more refined. By place and transition
refinement, we are able to create complex internal processes with the same interaction behavior
as the basic construction.

Figure 6.12 depicts a more complicated example. A superior makes a request for an offer
and a subordinate actually makes an offer to the superior. Then, the superior and the subordinate
communicate over a number of aspects that are relevant for the deal. For each aspect the supe-
rior is given instructions and the subordinate makes a calculation which results in a planning.
After this phase, the subordinate executes the job and reports the results to the superior. The
superior has the possibility of asking for additional information in the reports which results in
a new report. Once the superior is satisfied, the subordinate sends the invoice.1 The protocol in
Figure 6.12 is the result of recognizing six request-response protocols that are attached to each
other according to the rules for combining patterns.

1In the basic construction depicted in Figure 6.12 there are some information exchanges that are sometimes
omitted in practice. This does not necessarily lead to incorrect protocols. In some cases, the content of one
message may replace the transmittance of a number of additional messages. For instance, if the superior and the
subordinate agreed that the reports are transmitted in three parts, then the messages not sufficient, acknowledge
and request report may be skipped. The superior and subordinate may change states based on the knowledge they
obtained in a previous message.
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Figure 6.12: An example of a B2B protocol.

6.4 Marked-Graph Pattern
In this section, we consider the most general communication pattern in the case where the inter-
nal processes of the client and the server component are fully deterministic, i.e., the components
do not contain choices. This is the so called marked-graph pattern. Before we present the pat-
tern, we will present a number of examples and results necessary to understand the pattern and
to prove its correctness. The question we will try to answer is: Given the process of the client
and the server component what are the possible communications such that the client-server
composition is a subclass under projection inheritance of the client net?

Consider Figure 6.13. Even for the simplest kind of deterministic C-nets, namely sequential
C-nets, we can find examples of compositions that are not a subclasses under projection inher-
itance of the client net. For instance, the composite net in Figure 6.13(a) deadlocks, whereas

(a)

(b)

Figure 6.13: Sequence: incorrect and correct example.

Figure 6.13(b) is an example of a sound composition and suggests that under certain conditions
the composition is a subclass under projection inheritance of the client net. Comparing the
two nets, one can easily see that the nets differ only with respect to the direction of two arcs,
which is enough to introduce a deadlock. The difference between the two nets is that the net in
Figure 6.13(b) is acyclic and the net in Figure 6.13(a) has a cycle.

Motivated by the previous example we will study acyclic deterministic components. These
nets are described by acyclic marked-graph C-nets.
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Definition 55 (Marked-graph C-net) Net A is a marked graph component net (marked-graph
C-net) if and only if the following two conditions are satisfied:

1. A is a C-net, and

2. ∀p ∈ P : | •p| ≤ 1 ∧ |p• | ≤ 1.

Marked graphs are a subclass of Petri nets which exhibit concurrency but not conflict. Marked
graphs are well suited for a large category of problems and a large number of properties have
been studied and proved for these nets (Holt & Commoner 1970, Commoner, Holt, Even &
Pnueli 1971, Genrich & Lautenbach 1973, Murata 1977). However, choices can not be made
in marked graphs. It is, therefore, interesting to combine the marked graphs pattern with other
design patterns. In this way, we obtain a class with an increased modeling power, which can
still be analyzed, i.e., boundedness, liveness, and reachability problems, etc.

In Figure 6.14, a more complicated example is considered. All client and server components
in (a) and (b) are marked-graph C-nets. Moreover, the client-server compositions in (a) and (b)
are also marked-graph C-nets. In (a) a cycle, introduced in the interface, causes a deadlock. In
(b) there are no cycles and the composition is a sound C-net. From the previous two examples,

(a)

(b)

Figure 6.14: Marked graph: incorrect and correct example.
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we have a clear indication that an acyclic marked graph is sound. In this case, soundness is
a necessary condition for an inheritance relation. After all, if a client component A is sound,
but the composition A ∗ϕ B is not sound, then the composition could never be a subclass under
projection inheritance of the client net. Soundness of an acyclic marked graph is proved in the
next lemma.

Lemma 14 (Marked-graph C-net is sound if and only if it is acyclic)
Let A be a marked-graph C-net. A is sound ⇔ A is acyclic.

Proof. We first prove that A is an acyclic marked graph implies that (A, [iA]) is 1-sound. Let
the order of a node x in PA ∪ TA be given by the recursively defined ordering function on the
nodes of A:

ord(x) =

{

0 if •x = ∅,
max
y∈•x

ord(y) + 1 if •x 6= ∅.

Since A is acyclic, the recursion is well-founded. Moreover, for any node x : x 6= i ∧ x 6= o :
ord(i) < ord(x) < ord(o). Since ∀p ∈ PA : |p•| ≤ 1, there are no conflicts on a token between
transitions, i.e., every enabled transition eventually fires. Therefore, we can consider a firing
of enabled transitions in any convenient order without loss of generality. If the source place is
marked, then all transitions t with ord(t) = 1 are enabled. Its firing leads to a marking s such
that every place p with ord(p) = 2 has one token. Hence, all the transitions with ord(t) = 3 are
enabled. In general, if all transitions t with ord(t) = n−1 (n > 2) have fired, we got a marking
in which all places with ord(p) = n got a token and places with ord(p) < n that are input places
of transitions with ord(t) = n + 1. It is easy to see that transitions t with ord(t) = n + 1 are
enabled. Clearly, by induction, it follows that each transition fires precisely once and that in the
end the sink place is marked. This implies that the requirement for 1-soundness can be verified
as follows:

First, note that (A, [iA]) is safe because (∀p : p ∈ PA : |•p| ≤ 1∧|p•| ≤ 1) and all transitions
fire at most once. Next, suppose that there is a marking s ∈ [A, [ikA]〉 such that oA ∈ s but not
s = [oA]. Then, there is a p ∈ PA\{oA} that is marked. Clearly, t ∈ p• has not yet fired since
there are no cycles and because the net is safe. Since there are no choices in the net and all
transitions are on a directed path from source to sink, each transition has fired once when the
sink place is marked. This yields a contradiction.

All transitions, including the stop transition t ∈ •o fire precisely once. This implies that for
all markings s ∈ [A, [iA]〉 we have that [oA] ∈ [A, s〉.

Using this result we can verify soundness as well. Consider a full firing sequence of the net
(A, [ikA]) for an arbitrary k ∈ IN+. Since there are no conflicts on a token, the marking of the
net can be considered as a superposition of markings obtained in k nets (A, [iA]). Hence, we
obtain that A is k-sound for any arbitrary k and so A is sound.

Next, we prove by contradiction that a sound marked-graph C-net is acyclic. Suppose we
have a cyclic sound marked-graph C-net. The presence of the cycle in A implies that there are
nodes x and y ∈ PA ∪ TA such that xFAy and (yF ∗

Ax). Since A is a marked graph, any place in
the cycle between x and y has precisely one input and one output arc. And since A is strongly
connected any transition is on a directed path from the source place to the sink place. This
implies that there are transitions t1 and t2 and a place p in the cycle such that there is a directed
path from t1 to t2, from t2 to p, and p to t1 and there is a directed path ρ1 from iA to a place
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p1 ∈ •t1 and a directed path ρ2 from a place p2 ∈ t2• to oA. See Figure 6.15. Since initially
there are only tokens in iA, transition t1 cannot fire because t1 has to fire before t2 and t2 before
t1. 2

For acyclic marked-graph C-nets that are activated only once, we also have the safe classical
soundness notion:

• (A, [iA]) is safe because (∀p : p ∈ PA : | •p| ≤ 1 ∧ |p• | ≤ 1) and all transitions fire at
most once.

• (A, [iA]) contains no dead transitions because from the initial marking all transitions in
TA have fired when the end-state is reached.

p1 oAiA t1 t2

p

p2

Figure 6.15: Sound marked-graph C-net, then acyclic.

From the previous lemma, it follows that we should try to find client-server compositions that
are marked-graph C-nets. The following definition gives a necessary restriction on the interface.

Definition 56 (One-to-one interface) Let A ∗φ B be a client-server composition of the C-nets
A and B and interface φ. If (∀p : p ∈ Pφ : | •p| = |p• | = 1), then φ is called a one-to-one
interface.

The next lemma shows that a composition of marked graphs with a one-to-one interface is a
marked graph.

Lemma 15 (One-to-one composition of two marked graphs is a marked graph) Let N =
A ∗φB be a client-server composition of the marked-graph C-nets A and B and the one-to-one
interface φ. Then, N is a marked-graph C-net.

Proof. From Lemma 11, it follows that N is a C-net. It suffices to prove that the condition
(∀p : p ∈ PN : | •p| ≤ 1 ∧ |p• | ≤ 1) is satisfied. A and B are marked-graph C-nets and their
internal places satisfy this condition by definition. For each place p ∈ Pφ, we required that there
is only one input transition in either A or B and one output transition in either A or B. Hence,
the condition is satisfied for all places in PN . 2

From the previous two lemmas, it follows immediately that N is sound if N is acyclic.
Although soundness of the client-server composition is a prerequisite for component con-

sistency, it is not sufficient. Consider, for instance, Figure 6.16. This is an example of a sound
composition of client net A and server net B where the combination of the compositions is not
a subclass of the client net under projection inheritance. Clearly the trace acbd is possible in the
client net, but not anymore in the composite net. In the following lemma, we give a structural
condition to avoid this problem.
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Figure 6.16: A client-server composition of two marked graphs.

Lemma 16 (Unchanged causality) Let A ∗φ B be a sound acyclic client-server composition
of the C-nets A and B with interface φ.
If ∀t1, t2 ∈ TA there is a directed path from t1 to t2 in A⇔ there is a directed path from t1 to t2
in A ∗φ B, then A ∗φ B ≤pj A.

Proof. The interface between the C-nets A and B is constructed in such a way that the behavior
of the separate nets is always limited and never extended. This implies that A and B are also
sound in isolation. We assume that all transitions A have a unique action label. If it is true for
that case, then it is also true for the case where transitions share similar labels or have τ -labels.
We need to prove that all firing sequences of A∗φ τ(B) can be followed in A and, vice versa, all
firing sequences ofA can be followed inA∗φτ(B). The first case follows directly because there
are no arcs in (A ∗φ B)\A to places in PA. Therefore, the connections only limit the behavior
of the A-part in A ∗φ B. Only transitions in TA can consume / produce tokens from PA. For
t ∈ TA this implies that a projection of the states s and s′ onto the places of PA and the firing t is
possible. In the second case, all transitions (and therefore all the actions labels) of A also occur
in A ∗φ B because A is a subnet of A ∗φ B and both nets are sound. The only limitation B can
impose on the behavior of A without disturbing the soundness is that concurrent transitions in
A are made sequential in A ∗φ B. In an acyclic net concurrency of two transitions corresponds
to the absence of a directed path between these transitions. Since there are no directed paths
introduced between concurrent transitions of A, they remain concurrent in A ∗φ B. 2

Based on the previous lemmas we now introduce the acyclic marked-graph pattern.

Definition 57 (Acyclic marked-graph pattern) Let N = A ∗φ B be a client-server composi-
tion of the C-nets A and B with interface φ. N has the acyclic marked-graph pattern, if:

1. A and B are marked graphs,

2. φ is one-to-one,

3. N is acyclic, and

4. ∀t1, t2 ∈ TA : there is a directed path from t1 to t2 in N ⇒ there is a directed path from
t1 to t2 in A.
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Theorem 17 (Projection inheritance and soundness of marked-graph pattern) Let A ∗φ B
be a client-server composition of the C-nets A and B with interface φ and suppose that A ∗φ B
satisfies the acyclic marked-graph pattern, thenA∗φB is a sound marked graph andA∗φB≤pj

A.

Proof. The first claim follows directly since marked graphs are sound. The second is a direct
consequence of Lemma 16. 2

6.5 Request-Response Pattern
In this section, we consider a general request-response pattern. Request-response patterns are
used frequently in various client-server applications. We will deduce the request-response pat-
tern from a net with an implicit place. Results for implicit places can be found in the reduction
theory presented in Berthelot (1987). In Berthelot (1987) a behavioral equivalence between
a net with a (structural) redundant place, i.e., an implicit place, and a net without this place
was first demonstrated. Moreover, the request-response pattern we demonstrate, in this section,
has many similarities with the protocol/projection inheritance-preserving transformation pat-
tern PP presented in Theorem 4 on page 40. Before we introduce the request-response pattern
and prove its correctness, we will present an example of a net with an implicit place. Consider
Figure 6.17. The transitions t1, t3, t4 and t5 produce a token to place p and that the transitions
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p~

Figure 6.17: An example of a net with the implicit-place pattern.

t2, t6, t7, t8 and t9 consume a token from place. The pattern is called the implicit-place pattern,
since it contains a place that can be omitted from the net without causing a change in the nets
behavior. In Figure 6.17, place p̃ is an implicit place. Figure 6.18 depicts the second example.
In this example, the implicit place p̃ has been replaced by a sound C-net. We will prove, in this
section, that the behavior of A is not influenced by B and so that the composite net is consistent
with net A. However, we will first formalize the notion of an implicit place.

Definition 58 (Implicit place) Let Ã be a C-net. The place p̃ is implicit in Ã if and only if

1. there is a C-net A with p̃ 6∈ PA and

(a) PA = PÃ\{p̃},
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Figure 6.18: An example of a net with the request-response pattern.

(b) TA = TÃ,

(c) FA = FÃ\({(t, p) ∈ FÃ|p = p̃} ∪ {(p, t) ∈ FÃ|p = p̃}), and

(d) `A = `Ã, and

2. A 'b Ã.

We define the request-response pattern by using an implicit place.

Definition 59 (Request-response pattern) Let N = A ∗φ B be a client-server composition of
the disjoint C-nets A and B with interface φ. N has the request-response pattern, if and only if

1. B is sound,

2. Pφ = {iB, oB}, and

3. p̃ is an implicit place in the C-net Ã which is defined by

(a) PÃ = PA ∪ {p̃},

(b) TÃ = TA,

(c) FÃ = FA ∪ {(t, p)|p = p̃ ∧ (t, iB) ∈ FN} ∪ {(p, t)|p = p̃ ∧ (oB, t) ∈ FN}, and

(d) `Ã = `A.

N can be obtained from Ã in the following way: N = P(Ã, B, p̃). This implies that we
immediately have the following result.

Theorem 18 (Consistency of request-response pattern) Let A ∗φ B be a client-server com-
position of the disjoint C-nets A and B with interface φ and suppose that A ∗φ B has the
request-response pattern. Then, A 'b A ∗φ B.
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Proof. Trivial. 2

By the result on the transfer of soundness presented in Theorem 3, we immediately have the
following result.

Theorem 19 (Soundness of request-response pattern) Let A ∗φ B be a client-server compo-
sition of the disjoint C-nets A and B with interface φ and suppose that A ∗φ B has the request-
response pattern. Moreover, suppose that A is sound. Then, A 'b A ∗φ B and A ∗φ B is
sound.

The example depicted in Figure 6.18 is a combination of two marked graphs (the first one
containing the transitions t1 and t2 and the second one the transitions t3, t5, t8 and t9) and a
state machine (containing the transitions t4, t6 and t7). It is easy to verify that for these subnets
the conditions of Theorem 19 are satisfied. Therefore, the client-server composition depicted in
Figure 6.18 is a subclass under projection inheritance of the client net.

6.6 Interface Patterns for Marked Graph - State Machine
Compositions

In this section, we present four patterns: A pattern for client-server compositions of two state-
machine C-nets, a pattern for client-server compositions of two marked-graph C-nets, a pattern
for client-server compositions of a marked graph and a state-machine C-net, and, finally, a pat-
tern for client-server compositions of a state machine and a marked-graph C-net. To obtain these
patterns we use an approach different from the approach we applied for other patterns: In this
section, we will focus on the consumption/production behavior of client and server nets with
respect to the place-interface of the composition. We will show that if a client-server compo-
sition satisfies so-called sound interface behavior which concerns this consumption/production
behavior, then it is a subclass under projection inheritance of the client net. Subsequently, we
will show that the property is satisfied for the four above-mentioned patterns.

We will start this section by a number of definitions and preliminary results we need for the
four patterns. Thereupon, we will present the patterns. We will explain each pattern by means
of an example, and we will formulate for each pattern a theorem regarding the implication of
using that pattern. We first introduce state-machine C-nets and we will prove that these nets are
sound.

Definition 60 (State-machine C-net) Net A is a state-machine component net (state-machine
C-net) if and only if the following two conditions are satisfied:

1. A is a C-net, and

2. ∀t ∈ T : | •t| = 1 ∧ |t• | = 1.

Several properties of state machines (Gill 1962) are obvious. A state machine is strictly con-
servative. This means that the number of tokens in the state machine never changes, resulting
in a finite system. This implies that the reachability tree for a state machine is finite, and hence
all analysis questions are decidable for state machines. A state machine is of limited interest
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despite its high decision power. However, as a part of a larger system combined with other
modeling constructs it is a useful class of nets.

Lemma 17 (Conservative behavior of state-machine C-nets) Any state-machine C-net A is
conservative.

Proof. Each transition in A has exactly one input place and one output place. This implies that
any firing of any transition in A will keep the number of tokens in A constant. 2

Consequently, if A has initially one token, then A is safe. The following lemma is intuitively
clear and known. However, in this context, it had not been proven yet.

Lemma 18 (Soundness of state-machine C-nets) Any state-machine C-net A is sound.

Proof. First, we prove 1-soundness. Consider a state-machine C-net (A, [iA]).

1. Each transition in A has exactly one input place and one output place. This implies that
any firing of any transition in A will keep the number of tokens in A constant. Since A
has initially one token, A will keep precisely one token. Hence, A is safe.

2. Now we proof 1-soundness. Suppose that s ∈ [A, [iA]〉 and that p ∈ PA such that s(p) =
1. Since A is strongly connected, there is a directed path p, t1, p1, . . . , pn, oA leading from
p to oA. It is easy to see that t1, . . . , tn is a firing sequence leading from (A, s) to (A, [oA]).
Hence, A is 1-sound.

Now we prove that for any k ∈ IN, A is k-sound. Consider an arbitrary state s ∈ [A, [ikA]〉.
The k-boundedness and the absence of dead transitions follow from the same arguments as
in the case where k = 1. We will prove k-soundness. Recall that any transition in A has
exactly one input place and one output place and its implication that the number of tokens in
A will remain constant. This implies that |s| = k and that there are places p1, . . . , pk (not
necessarily unique) such that s = [p1] + . . . + [pk]. From the 1-soundness, it follows that for
any (A, [pi]) (i = 1, . . . , k) there are firing sequences σi such that (A, [pi]) [σi〉 (A, [oA]). Hence,
(A, s) [σ1 . . . σk〉 (A, [ikA]). This means that A has k-soundness. Since k is arbitrary, it follows
that A is sound. 2

Lemma 19 (No dead transitions in a state-machine C-nets) Any initially marked state-machine
C-net (A, [ikA]) for some k ∈ IN, has no dead transitions.

Proof. Pick an arbitrary k ∈ IN. Now suppose that (A, [iA]) has a dead transition t ∈ TA.
Transition t is on a directed path iA, t1, p1, . . . , tn, pn, t, pn+1, tn+1, . . . , tm, oA leading from iA
to t and from t to oA. It is easy to see that t1, . . . , tn, t, tn+1, . . . , tm is a firing sequence from
the initial to the final marking, and so t cannot be dead. 2

Definition 61 (Full transition sequence) Let N be an acyclic C-net. Let ρ be a directed path
from iN to oN . The sequence ρ|TN is called a full transition sequence of N and denoted by ρ̂.

Let N be a C-net with the set TN = {t1, t2, t3, t4, t5} and the set PN = {iN , p1, p2, p3, p4, oN}
and suppose that ρ = iN t1p1t2p2t3p3t4p4t5oN is a directed path from source place iN to sink
place oN in N . Then the full transition sequence ρ̂ which corresponds to ρ is t1t2t3t4.
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Definition 62 (Parikh vector) Let N be a labeled P/T-net and let σ be a finite sequence of
transitions. The Parikh vector −→σ : TN → IN of σ maps every transition t of TN to the number
of occurrences of t in σ.

Let N be a labeled P/T net with the set TN = {t1, t2, t3, t4, t5}. The Parikh vector of the
sequence t3t5t3t4t2 is (01211), while the Parikh vector of the sequence t1 is (10000).

Definition 63 (Vector sum) Let n ∈ IN+ and let x ∈ INn be a vector. The vector sum
∑

:
INn → IN of x is the sum of all elements in the vector and denoted with ‖x‖. Hence, if x =
(x1, . . . , xn), then ‖x‖ =

∑

i∈{1,...,n} xi.

The Parikh vector (01211) has the vector sum ‖(01211)‖ = 5 and the Parikh vector (10000)
has the vector sum ‖(10000)‖ = 1.

Definition 64 (State machine - state machine composition interface pattern) LetN = A∗φ
B be a client-server composition of the disjoint C-nets A and B with interface φ and let
{iB, oB} = Pφ ∩ (PA ∪ PB). N has the state machine - state machine composition interface
pattern if and only if

1. N is acyclic,

2. A and B are state-machine C-nets,

3. (∀p : p ∈ Pφ : (
A
•p 6= ∅ ⇔ p

A
• = ∅) ∧ (

B
•p 6= ∅ ⇔ p

B
• = ∅)), i.e., A and B have no

possibility of passing back tokens,

4. (∀ρ̂A, ρ̂B, p : ρ̂A is a full transition sequence in T ∗
A ∧ ρ̂B is a full transition sequence in

T ∗
B ∧ p ∈ Pφ : ‖

−−−−−−−−−→
ρ̂A|(

A
•p ∪ p

A
• )‖ = ‖

−−−−−−−−−→
ρ̂B|(

B
•p ∪ p

B
• )‖), i.e., any interface place p has

as much input arcs to transitions in an arbitrary full transition sequence in A as it has
output arcs to transitions in an arbitrary full transition sequence in B, and, vice versa,
any interface place p has as much output arcs to transitions in an arbitrary full transition
sequence in A as it has input arcs to transitions in an arbitrary full transition sequence
in B.

By the third condition of Definition 64, it follows that the fourth condition falls apart into two

pieces. Either ‖
−−−→
ρ̂A|

A
•p‖ = ‖

−−−−→
ρ̂B|p

B
• ‖ in the case that

A
•p 6= ∅ or ‖

−−−−→
ρ̂A|p

A
• ‖ = ‖

−−−−→
ρ̂B|

B
•p‖ in the

case that
A
•p = ∅. Figure 6.19 is an example of a client-server composition which has the state

machine - state machine composition interface pattern. This can be seen by verifying the four
conditions. First, we note that the composite net N does not contain any cycles. Second, we
see that the C-nets A and B considered in isolation do no have any parallel tracks, i.e., they are
state machines. Third, we find that for all of the interface places iB , p, and oB the following two
properties hold: If an interface place has input arcs in A, then it has no output arcs in A, and if
an interface place has input arcs in B, then it has no output arcs in B. The verification of the
fourth property is more sophisticated. We need to count the input and output arcs of all interface
places for all paths from source to sink through A and B. Consider Figure 6.20. In Figure 6.20
(a) and (b) the two different directed paths from iA to oA through net A are depicted including
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A

iB oBp

iA oA

strip(B)

Figure 6.19: A client-server composition of two state machines.

(c) (d)

(a) (b)

A

iB oBp

iA oA

A

iB oBp

iA oA

iB oBpiB oBp

strip(B) strip(B)

Figure 6.20: Two different paths through A and two different paths through B.

their connections to the interface places iB , p, and oB . In both (a) and (b), the direction of the
arcs attached to the interface places as well as the number of arcs is the same. In Figure 6.20
(c) and (d), the two different directed paths from iB to oB through net B are depicted including
their connections to the interface places iB , p, and oB . And, again in both (c) and (d), the
direction of the arcs attached to the interface places as well as the number of arcs is the same.
When we compare, for instance, the interface connections of the nets in Figure 6.20 (a) and
(c) we find that the arcs to the interface places are mirrored in these two figures: input arcs in
Figure 6.20 (a) are output arcs in Figure 6.20 (c) and vice versa. Clearly, this implies that the
fourth condition of Definition 64 is also satisfied. Hence, the composite net in Figure 6.19 has
the state machine - state machine composition interface pattern.

Let us, for instance, consider the production-consumption behavior of this net with respect
to the interface places iB , p, and oB for all possible firing sequences reachable from an initial
marking [iA]. It is not difficult to see that, for any firing sequence which eventually yields the
final marking [oA], net A produced one token to the place iB and consumed one token from p

and one token from oB . Vice versa, net B consumed one token from the place iB and produced
one token to p and one token to oB . Hence, this place-interface has two special properties.
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First, the production-consumption behavior is mirrored for A and B. Second, for any interface
place and for any firing sequence the production-consumption behavior is similar in terms of
numbers of tokens that are either produced to or consumed from this place. Clearly, there is a
tight link between the structure of the composite net and this behavior. Two questions arise: ‘Is
the composite net a subclass under projection inheritance of the net A?’ and ‘Is the composition
sound whenever these two properties are satisfied?’ The following theorem states that this is
indeed the case whenever the pattern is present in the composite net.

Theorem 20 (Consistency state machine - state machine composition interface pattern)
Let A ∗φ B be a client-server composition of the disjoint C-nets A and B with interface φ and
let {iB, oB} = Pφ ∩ (PA ∪ PB). If A ∗φ B has the state machine - state machine composition
interface pattern, then A ∗φ B ≤pj A and A ∗φ B is sound.

We will postpone the proof of this theorem until we have proved a behavioral property which
this pattern has in common with the other three patterns (Lemma 20). We continue by introduc-
ing the pattern for marked graph - marked graph compositions. This pattern is a generalization
of the pattern we introduced in Section 6.4.

Definition 65 (Marked graph - marked graph composition interface pattern) Let N =
A ∗φ B be a client-server composition of the disjoint C-nets A and B with interface φ and let
{iB, oB} = Pφ ∩ (PA ∪ PB). N has the marked graph - marked graph composition interface
pattern if and only if

1. N is acyclic,

2. A and B are marked-graph C-nets,

3. (∀p : p ∈ Pφ : (
A
•p 6= ∅ ⇔ p

A
• = ∅) ∧ (

B
•p 6= ∅ ⇔ p

B
• = ∅)), i.e., A and B have no

possibility of passing back tokens, and

4. (∀p : p ∈ Pφ : |
A
•p ∪ p

A
• | = |

B
•p ∪ p

B
• |), i.e., for any interface place the number of

input arcs from transitions in A equals the number of output arcs going to transitions in
B, and, vice versa, the number of input arcs from transitions in B equals the number of
output arcs going to transitions in A.

Note that, by the same argument as we used for the previous pattern, it follows by the third
condition of Definition 65 that the fourth condition falls apart into two pieces. Either we have
|
A
• p| = |p

B
• | in the case that

A
• p 6= ∅ or |p

A
• | = |

B
• p| in the case that

A
• p = ∅.

Figure 6.21 is an example of a client-server composition which has the marked graph - marked
graph composition interface pattern. This can be seen by verifying the four conditions. First,
we note that the composite net N does not contain any cycles. Second, we see that the C-nets
A and B considered in isolation are marked-graph C-nets. Third, we find that there are no arcs
attached to interface places that pass back tokens. Fourth, the number of input arcs equals the
number of output arcs for all interface places. For iB this number is 1, for p1 this number is
3, for p2 this number is 1, for p3 this number is 2, and for oB this number is 1. So, all the
conditions of Definition 65 are satisfied, which implies that the composite net in Figure 6.21
has the marked graph - marked graph composition interface pattern. Also, in this case, we have
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A

p1 p3p2

iA oA

iB oB

strip(B)

Figure 6.21: An example of a net with the interface pattern for marked graphs.

that the client-server composition is a subclass under projection inheritance of the client and
that the composite net is sound as stated in the next theorem.

Theorem 21 (Consistency marked graph - marked graph composition interface pattern)
Let A ∗φ B be a client-server composition of the disjoint C-nets A and B with interface φ and
let {iB, oB} = Pφ ∩ (PA ∪ PB). If A ∗φ B has the marked graph - marked graph composition
interface pattern, then A ∗φ B ≤pj A and A ∗φ B is sound.

As we did for the state machine - state machine composition pattern we will also postpone the
proof of this theorem until we have proved a behavioral property (Lemma 20) which this pattern
has in common with the other three patterns.

As we already mentioned, this pattern is a generalization of the marked-graph pattern pre-
sented in Section 6.4. When all interface places of a composite net would have precisely one
input arc and one output arc, then this net would satisfy not only the pattern of Definition 65 but
also the acyclic marked-graph pattern of Definition 57 on page 152. We continue by introducing
the pattern for state machine - marked graph compositions and the pattern for marked graph -
state machine compositions. These patterns are the same when we switch the roles of A and B
in one of these patterns.

Definition 66 (State machine - marked graph composition interface pattern) Let N =
A ∗φ B be a client-server composition of the disjoint C-nets A and B with interface φ and
let {iB, oB} = Pφ ∩ (PA ∪ PB). N has the state machine - marked graph composition interface
pattern if and only if

1. N is acyclic,
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2. A is a state-machine C-net,

3. B is a marked-graph C-net,

4. (∀p : p ∈ Pφ : (
A
•p 6= ∅ ⇔ p

A
• = ∅) ∧ (

B
•p 6= ∅ ⇔ p

B
• = ∅)), i.e., A and B have no

possibility of passing back tokens, and

5. (∀ρ̂A, p : ρ̂A is a full transition sequence in T ∗
A ∧ p ∈ Pφ : ‖

−−−−−−−−−→
ρ̂A|(

A
•p ∪ p

A
• )‖ = |

B
•p ∪ p

B
•

|), i.e., the combination of the arc condition for the state machine and the arc condition
for the marked graph.

Again, we have by the third condition that the fourth condition falls apart into two pieces. Either

‖
−−−→
ρ̂A|

A
•p‖ = |p

B
• | in the case that

A
•p 6= ∅ or ‖

−−−−→
ρ̂A|p

A
• ‖ = |

B
•p| in the case that

A
•p = ∅.

Definition 67 (Marked graph - state machine composition interface pattern) Let N =
A ∗φ B be a client-server composition of the disjoint C-nets A and B with interface φ and
let {iB, oB} = Pφ ∩ (PA ∪ PB). N has the marked graph - state machine composition interface
pattern if and only if

1. N is acyclic,

2. A is a marked-graph C-net,

3. B is a state-machine C-net,

4. (∀p : p ∈ Pφ : (
A
•p 6= ∅ ⇔ p

A
• = ∅) ∧ (

B
•p 6= ∅ ⇔ p

B
• = ∅)), i.e., A and B have no

possibility of passing back tokens, and

5. (∀ρ̂B, p : ρ̂B a full transition sequence in T ∗
B ∧ p ∈ Pφ : |

A
•p∪ p

A
• | = ‖

−−−−−−−−−→
ρ̂B|(

B
•p ∪ p

B
• )‖),

i.e., the combination of the arc condition for the marked graph and the arc condition for
the state machine.

Now we have, vice versa, that either ‖
−−−→
ρ̂B|p• ‖ = |

A
•p| in the case that

A
•p 6= ∅ or ‖

−−−→
ρ̂B| •p‖ =

|p
A
• | in the case that

A
•p = ∅. The final example, depicted in Figure 6.22, is a combination of

a state machine and a marked graph. (We omit an example of a marked graph - state machine
composition. Such an example would be in essence the same.) To see that Figure 6.22 satisfies
the pattern, we verify the conditions. It is easy to see that the composite net N is acyclic, that
A in isolation is a state-machine C-net, that B in isolation is a marked-graph C-net, and that
there are no arcs attached to interface places that pass back tokens. The final condition can be
verified in two steps. First, we derive for net A all possible paths from source to sink and for
each path we count the number of arcs attached to the interface places as we did for the example
in Figure 6.19. Second, we count the number of in- and output arcs from and to transition in net
B as we did in the example in Figure 6.21. Then we compare per interface place the results. We
will find that iB has 1 arc, p1 1, p2 3, and oB 1 arc. Hence, all the conditions of Definition 66 are
satisfied, which implies that the composite net in Figure 6.22 has the state machine - marked
graph composition interface pattern. Compliance with the pattern implies that the client-server
composition is a subclass under projection inheritance of the client and that the composite net
is sound as stated in the next theorem.
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Figure 6.22: An example of an interface pattern for a state machine - marked graph composition.

Theorem 22 (Consistency state machine - marked graph composition interface pattern)
Let A ∗φ B be a client-server composition of the disjoint C-nets A and B with interface φ and
let {iB, oB} = Pφ ∩ (PA ∪ PB). If A ∗φ B has the state machine - marked graph composition
interface pattern, then A ∗φ B ≤pj A and A ∗φ B is sound.

The proof of Theorem 22 is given after we derived a behavioral property (Lemma 20). The
consistency of the marked graph - state machine composition interface pattern follows directly
by interchanging A and B.

Corollary 9 (Consistency marked graph - state machine composition interface pattern)
Let A ∗φ B be a client-server composition of the disjoint C-nets A and B with interface φ and
let {iB, oB} = Pφ ∩ (PA ∪ PB). If A ∗φ B has the marked graph - state machine composition
interface pattern, then A ∗φ B ≤pj A and A ∗φ B is sound.

One could use the results from Section 6.3 to make sequential compositions of marked graph
and state-machine C-nets. This yields a more general class of communication patterns.

To prove Theorem 20 and Theorem 21, we consider a special property which all the inter-
face patterns have in common; so called sound interface behavior. Informally, sound interface
behavior means that the total number of tokens produced to an interface place equals the total
number of tokens consumed from an interface place. To consider the total number of firings of
a net we need to introduce the concept of a full firing sequence.

Definition 68 (Full firing sequence) Let A be a C-net. Let k ∈ IN. Any firing sequence σ with
(A, [ikA]) [σ〉 (A, [okA]) is called a full firing sequence and denoted by σ̂.

Hence, the difference between a full firing sequence and a full transition sequence (Defini-
tion 61) is that the first lists all the transitions that are on a path in the state-space of a net,
whereas the second lists all the transitions that are on a path in the graph of a net.
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Lemma 20 (Sound interface behavior implies the possibility of following and soundness)
Let N = A ∗φ B be a client-server composition of the disjoint C-nets A and B with interface φ
and let {iB, oB} = Pφ ∩ (PA ∪ PB). If

1. N is acyclic,

2. A and B are sound C-nets,

3. (∀p : p ∈ Pφ : (
A
•p 6= ∅ ⇔ p

A
• = ∅) ∧ (

B
•p 6= ∅ ⇔ p

B
• = ∅)), i.e., A and B have no

possibility of passing back tokens,

4. (∀σ̂A, σ̂B, p : σ̂A is a full firing sequence in T ∗
A ∧ σ̂B is a full firing sequence in T ∗

B ∧ p ∈

Pφ : ‖
−−−−−−−−−→
σ̂A|(

A
•p ∪ p

A
• )‖ = ‖

−−−−−−−−−−→
σ̂B|(

B
•p ∪ p

B
• )‖), i.e., for any firing sequence in A and B and

any interface place the number of productions to the interface place equals the number
of consumptions from that interface place,

then

(∀k, σA : k ∈ IN∧σA ∈ T ∗
A∧ (A, [ikA])[σA〉 : (∃σN : σN ∈ T ∗

N : (N, [ikA]) [σN〉∧σN |TA = σA)),

i.e., any firing sequence in A can be followed by a firing sequence in N which projection onto
A equals the sequence in A.

A

B

Pφ

t'B
(1)

sA

sB

tB
(1)

tA
(1)

tA
(2)t'A

(2)

p(1)q(1)p(2)

Figure 6.23: Contradiction: An infinite row of different transitions can be found.

Proof. Projections of firing sequences in N on A and B are always possible. Now suppose that
the claim of the theorem is not true. Combined with the previous remark this implies that for
some k ∈ IN there exists a firing sequence σ and a state s such that (N, [ikA]) [σ〉 (N, s) where s
is a deadlock state of N . Moreover,

• in A there exists a firing sequence σA and a state sA with σA = σ|TA and sA = s|PA such
that (A, [ikA]) [σA〉 (A, sA), and
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• in B there exists a firing sequence σB and a state sB with σB = σ|TB and sB = s|PB
such that (B, [ikB]) [σB〉 (B, sB).

By the soundness of A and B, it follows that neither sA in A nor sB in B are deadlock states
and so these firing sequences σA and σB can be extended to full firing sequences in A and
B respectively. This implies that the deadlock in N is caused by limitations imposed by the
interface φ.
We will show that the negation of the claim of the theorem leads to finding an infinite number
of different transitions in A and B and hence since the number of transitions is finite, to a
contradiction. We will show this in a number of steps starting by comparing s and sA for
transitions in A. (Figure 6.23 depicts schematically the places and transitions used in the proof.
The dotted arcs represent directed paths through the nets A and B.)

1. (a) The deadlock in s and its absence in sA implies that there is a finite number of
transitions t(1)A ∈ TA with (A, sA)[t

(1)
A 〉 while not (N, s)[t

(1)
A 〉. We pick an arbitrary

t
(1)
A .

(b) Transitions in TA can only be disabled by the interface φ. Hence, there must be a
p(1) ∈ •t(1)A ∩ Pφ with s(p(1)) = 0.

(c) By the conditions on the interface, it follows that in net B there are transitions t(1)B
attached to this p(1). So, for all t(1)B we have p(1) ∈ t

(1)
B • ∩ Pφ. Recall in N all

transitions are in a deadlock, but in B a transition t
(1)
B can either be enabled or

not. Without loss of generality, we assume for all t(1)B that not (B, sB)[t
(1)
B 〉. (If

(B, sB)[t
(1)
B 〉, then we have an easier case where t(1)B = t

(1)
B

′
. See step 1.(f).)

(d) Since s(p(1)) = 0, we know that the number of productions to p(1) equals the number
of consumptions from p(1) in the course of the firing sequence σ. Suppose that this

number is n (n ∈ IN). Then, also ‖
−−−−−→
σ̂A|p

(1)• ‖ = ‖
−−−−−→
σ̂B| •p

(1)‖ = n.

(e) Since σA enables t(1)A , there must be a full firing sequence σ̂A in A starting with

σAt
(1)
A . Clearly, ‖

−−−−−→
σ̂A|p

(1)• ‖ ≥ ‖
−−−−−−−−→
σ̂At

(1)
A |p(1)• ‖ = n + 1 and hence, by Condition

1(a), it follows that any full firing sequence σ̂B , in particular, those starting with σB ,

satisfies ‖
−−−−−→
σ̂B|

B
•p(1)‖ ≥ n + 1. Moreover, each of the full firing sequences contains

a transition t(1)B with p(1) ∈ t
(1)
B • . We pick an arbitrary σ̂B and its corresponding

transition t(1)B .

(f) Let σ̂B = σBσ̃B . Hence, (B, sB)[σ̃B〉 and σ̃B contains the transition t(1)B . Since B
is acyclic, it follows that only transitions in σ̃B that are on a path from iB to t(1)B
contribute to the enabling of t(1)B . Since σ̂B is arbitrary, this implies that for any σ̂B
containing a t(1)B there is a transition t(1)B

′
∈ TB on a path from iB to t(1)B in B such

that (B, sB)[t
(1)
B

′
〉 but not (N, s)[t

(1)
B

′
〉.

2. We can now continue by repeating the arguments we used in step 1.

(a) By the same argument as used in 1.(b), it follows that there must be a q(1) ∈ •t(1)B
′
∩Pφ

with s(q(1)) = 0.
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(b) By the conditions on the interface, as in 1.(c), it follows that in net A there are
transitions t(2)A with q(1) ∈ t

(2)
A • ∩ Pφ. Again, we assume without loss of generality

that not (A, sA)[t
(2)
A 〉.

3. Important is that now, since there is a directed path from t
(2)
A via q(1), t

(1)
B

′
, t

(1)
B and p(1) to

t
(1)
A in A ∗φ B, it follows that t(2)A 6= t

(1)
A and neither on a directed path from t

(1)
A to oA,

otherwise we would have a cycle.

4. By continuing step 1 for t(2)A , we would find a t(2)A
′
and a t(2)B and a t(2)B

′
, where t(2)B 6= t

(1)
B .

Eventually, this would result in an infinite sequence of different transitions t(1)A , t
(2)
A , . . . in

net A and an infinite sequence of different transitions t(1)B , t
(2)
B , . . . in net B. This yields a

contradiction since TA and TB are finite.

2

Clearly, Lemma 20 implies that behavior of net A can always be ‘followed’ in net N . Vice
versa, projections of firing sequences in N onto A can always be made. Moreover, since A
is sound and soundness is transferable (by Theorem 3 on page 33) if follows that N is sound.
Hence, we immediately have the following result.

Corollary 10 (Projection inheritance for sound interface behavior) Let N = A ∗φ B be a
client-server composition of the disjoint C-nets A and B with interface φ and let {iB, oB} =
Pφ ∩ (PA ∪ PB). If

1. N is acyclic,

2. A and B are sound C-nets,

3. (∀p : p ∈ Pφ : (
A
•p 6= ∅ ⇔ p

A
• = ∅) ∧ (

B
•p 6= ∅ ⇔ p

B
• = ∅)),

4. (∀σ̂A, σ̂B, p : σ̂A is a full firing sequence in T ∗
A ∧ σ̂B is a full firing sequence in T ∗

B ∧ p ∈

Pφ : ‖
−−−−−−−−−→
σ̂A|(

A
•p ∪ p

A
• )‖ = ‖

−−−−−−−−−−→
σ̂B|(

B
•p ∪ p

B
• )‖),

then A ∗φ B ≤pj A and A ∗φ B is sound.

By using Corollary 10, we are able to prove the consistency of all interface patterns we intro-
duced, in this section. We will verify the conditions of the corollary.

Proof of Theorem 20. The first three conditions follow directly from the conditions of the
theorem and because state-machine C-nets are sound. We consider the fourth condition first for
the case k = 1. In the acyclic state-machine C-net A, each full transition sequence ρA reachable
from [iA] has a corresponding full firing sequence σ̂A containing the same transitions. The same
holds for the state-machine C-netB. Therefore, the fourth condition of the theorem implies that
the fourth condition of Corollary 10 is satisfied for the case k = 1.

Now we consider the case with an arbitrary number of tokens k. In state-machine C-nets,
the marking of such a net can be considered as a superposition of markings obtained in k nets
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(A, [iA]) respectively k nets (B, [iB]). Hence, we obtain that fourth condition is also satisfied
for arbitrary k. 2

Proof of Theorem 21. The first three conditions of Corollary 10 are trivial. We prove that for
an arbitrary k and arbitrary σ̂A with (A, [ikA])[σ̂A〉 and σ̂B with (B, [ikB])[σ̂B〉 and an arbitrary

p ∈ Pφ with p• ⊆ TA the condition ‖
−−−−→
σ̂A|p

A
• ‖ = ‖

−−−−→
σ̂B|

B
•p‖ is satisfied. The case p• ⊆ TB can

be proved in a similar way.
First, we consider the case k = 1. Let σ̂′

A be a full firing sequence with (A, [iA])[σ̂′
A〉. Since

A is an acyclic marked-graph C-net, all transitions of A occur precisely once in the full firing

sequence σ̂′
A. This implies that ‖

−−−−→
σ̂′
A|p

A
• ‖ = |p

A
• |.

Now we return to the full firing sequence σ̂A. Since there are no conflicts on a token along the
course of the full firing sequence σ̂A, σ̂A can be considered as a superposition of k full firing

sequences of nets (A, [iA]). Hence, we obtain that ‖
−−−−→
σ̂A|p

A
• ‖ = k × |p

A
• |. In net B, we obtain a

similar result: ‖
−−−−→
σ̂B|

B
•p‖ = k × |

B
•p|. Combining these results yields: ‖

−−−−→
σ̂A|p

A
• ‖ = k × |p

A
• | =

k × |
A
•p| = ‖

−−−−→
σ̂B|

B
•p‖. Hence, also the fourth condition of Corollary 10 is satisfied. 2

Proof of Theorem 22. The proof follows directly by combining the proofs of Theorem 20 and
Theorem 21. 2

6.7 State-Machine Pattern
In this section, we provide results to construct sound components from other sound components
by coupling components. Unlike the results in the previous sections the composite nets are not
necessarily subclasses under projection inheritance of the client net. This should be taken into
account when we design a system. There are various strategies for coupling components. Most
of them deteriorate in a large number of conditions that are often hard to check. In this section,
we will use isomorphism of separate sound C-nets to prove the soundness of a client-server
composition. This approach is attractive since it is based on a clear intuition and conditions are
easy to verify.

In other words, we are looking for net extensions of client nets by server nets that may
influence the behavior of the client net after the coupling, but the coupling may not disturb the
soundness of the composite net.

Unlike the patterns presented in the previous sections, the state-machine pattern we will in-
troduce in this section, is not a communication pattern applicable to a client-server composition.
Instead, it is defined on the client and server nets in isolation. It is used to determine whether
a client and a server net are isomorphic. Subsequently, the isomorphism between a client and a
server net is used to make a statement about the client-server composition.

Definition 69 (State-machine pattern) Let A be a C-net. A has a state-machine pattern if and
only if there exists

1. a state-machine C-net Ã,
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2. a set of sound C-nets W with elements W such that for any two elements W1,W2 ∈ W
the labeled P/T-nets strip(W1) and strip(W2) are disjoint, and

3. a bijective expansion function w : TÃ → W such that by expanding every transition
t ∈ TÃ with w(t) (i.e., T (Ã, t, w(t))), we obtain A.

Note that PA = PÃ∪
⋃

W∈W(PW\{iW , oW}) and TA =
⋃

W∈W TW . The set of arcs FA includes
⋃

W∈W FW and the connections between the places PÃ and the start and stop transitions of the
nets w(t).

Figure 6.24 depicts a state-machine C-net Ã and a C-net A which has a state-machine pat-
tern. Ã is the state machine which corresponds with the pattern. Therefore, C-net A results
from state-machine C-net Ã after applying for any transition in t ∈ TÃ an appropriate expan-
sion function w. State-machine patterns are not uniquely defined. A C-net A may have many

AA
~

Figure 6.24: An example of a state-machine C-net Ã and a state-machine pattern net A.

corresponding state machines Ã and expansion functions w.

Lemma 21 (Conditions of a state-machine pattern) Let A be a C-net. Suppose that Ã is a
state-machine pattern of A with corresponding expansion function w. For any marking s ∈
[A, [iA]〉 one of the following two conditions holds:

1. there is a p ∈ PÃ such that s(p) = 1 and s(q) = 0 for all q ∈ PÃ\{p}, or

2. there is a W ∈ W such that s(p) = 0 for all p ∈ PA\PW , s|PW ∈ [W, [iW ]〉, and there is
a σ and a q ∈ PÃ such that (A, s) [σ〉 (A, [q]).

Proof. For the initial marking condition 1 holds. Now suppose there is a state [p] with p ∈ PÃ.
Then, the source place of a sound C-net W ∈ W is marked with one token. Clearly, W can fire,
resulting in a marking s|PW ∈ [W, [iW ]〉 and s(p) = 0 for all p 6∈ PW . Now the first part of
condition 2 holds. Since W is a sound C-net which is connected with A only via its source and
sink place, it follows that there is a firing sequence σ in W leading to the final state (W, [oW ]).
Since oW is also a place of PÃ, we may choose q = oW which completes the second part of
condition 2 and, since q is marked, again condition 1 holds. 2
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This result can be generalized to a result for the case with k tokens since the nets in W are
sound and because in state-machine C-nets markings with k tokens can be considered as a
superposition of markings obtained in k nets (A, [iA]).

Lemma 22 (Soundness of a state-machine pattern) Let A be a C-net with a state-machine
pattern. Then, A is sound.

Proof. SinceA is a C-net with a state-machine pattern,A can be obtained as a result of transition
expansion (such as in Definition 54) applied to a state machine. According to Lemma 18,
any state machine is sound. By applying repeatedly a transition expansion, one obtains by
Theorem 16 that A is sound as well. 2

iA oA

A~

B~

p1 p2t1 t2

t3

t4

p1'=r(p1)t1'=r(t1) p2'=r(p2)t2'=r(t2)

t3'=r(t3)

t4'=r(t4) oB=r(oA)iB=r(iA)

Figure 6.25: An example of two isomorphic state-machine C-nets.

We will use state-machine patterns of two C-nets to compare two C-nets. First, we define an
isomorphism on labeled P/T-nets.

Definition 70 (Isomorphic labeled P/T-nets) Let A and B be labeled P/T-nets. A and B are
isomorphic if and only if there exists a bijective function r : (PA ∪ TA) → (PB ∪ TB) with
(∀p : p ∈ PA : r(p) ∈ PB) and (∀t : t ∈ TA : r(t) ∈ TB) defining a renaming of the places
and transitions of A such that A is transformed into B, i.e., (∀x, y : x, y ∈ PA ∪ TA : ((x, y) ∈
FA ⇔ (r(x), r(y)) ∈ FB)).

Figure 6.25 is an example of two isomorphic state machines Ã and B̃ including a bijective
mapping r between the places and transitions of these state machines. Note that, since A and
B are C-nets, the renaming function can only map source places onto source places and sink
places onto sink places.

Now we will define the final and most general communication pattern based on the isomor-
phism of two state-machine C-nets Ã and B̃ which correspond to two C-nets A and B with
a state-machine pattern. Theorem 23 is a modified and generalized version of the isomorphic
composition theorem presented in Van Hee (2001).
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Theorem 23 (Soundness for isomorphic composition of state-machine patterns) Let U =
A ∗φ B be a client-server composition of the disjoint C-nets A and B with interface φ and
let {iB, oB} = Pφ ∩ (PA ∪ PB). Suppose that A and B have state-machine patterns with
corresponding state-machine C-nets Ã and B̃ and expansion functions wA and wB. Moreover,
suppose that

1. (∀t : t ∈ start(A) : t
φ
• = {iB}) ∧ (∀t : t ∈ stop(A) :

φ
•t = {oB}), i.e., each start

transition of A has the source place of B as an output place, and each stop transition of
A has the sink place of B as an input place,

2. Ã and B̃ are isomorphic with renaming function r,

3. (∀p : p ∈ PÃ ∪ PB̃ : (∀t : t ∈ p
U
• : (|

φ
•t| > 0 ∧ |t

φ
• | = 0)) ∨ (∀t : t ∈ p

U
• : (|t

φ
•

| > 0 ∧ |
φ
•t| = 0))), i.e., either all transitions have input arcs from the interface and no

output arcs, or all transitions have output arcs from the interface and no input arcs,

4. for all t with t ∈ TÃ, there exists a sound client-server composition Nt = Xt ∗φt Yt
of disjoint C-nets Xt and Yt and interface φt with {iYt , oYt} = Pφt ∩ (PXt ∪ PYt) and
start(Xt) = •iYt ∧ stop(Xt) = oYt• with either

(a) Xt = wA(t),

(b) strip(Yt) = strip(wB(r(t))),

(c) Pφt = {
φ
•a ∪ a

φ
• |a ∈ TwA(t)}, and

(d) Fφt = Fφ ∩ ((TU × Pφt) ∪ (Pφt × TU)),

or

(a) Xt = wB(r(t)),

(b) strip(Yt) = strip(wA(t)),

(c) Pφt = {
φ
•a ∪ a

φ
• |a ∈ TwA(t)}, and

(d) Fφt = Fφ ∩ ((TU × Pφt) ∪ (Pφt × TU)),

then U is a sound C-net.

Before we will prove Theorem 23, we will discuss step by step the conditions of the theorem
by means of the example in Figure 6.26. Clearly, the net U in Figure 6.26 is a client-server
composition of the disjoint C-netsA andB (these nets are depicted inside the dotted rectangles)
and the place-interface φ. The source place iB and sink place oB of C-net B are the only two
places of A and B that are also interface places, i.e., in the set Pφ. We could think of various
state-machine patterns for bothA andB. We will considerA andB with state-machine patterns
corresponding to:

1. the state-machine C-nets Ã and B̃ depicted in Figure 6.27 (We choose the state machines
deliberately to have the same structure as those in Figure 6.25.),
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A

strip(B)

iA oA

oBiB

U

Φ

p1

p1'

p2

p2'

Figure 6.26: An example of a client-server composition U .

iA oA

iB oB

A~

B~

p1 p2t1 t2

t3

t4

p1't1' p2't2'

t3'

t4'

(a)

(b)

Figure 6.27: Two state-machine C-nets Ã and B̃ corresponding to state-machine patterns of
client net A and server net B.
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oA

p1

p2

iA p1

p1 p2

p2

iA p1

oA

p1 p2

t1

t2

t3

t4

p2 p1

p2

Figure 6.28: The definition of the set of sound C-nets WA and expansion function wA : TÃ →
WA yielding net A.

p1'iB

p2'p1'

p1'p2'

oB
p2'

iB

oB

p1't1'

p2't2'

t3'

t4'

p1'

p2' p1'

p2'

Figure 6.29: The definition of the set of sound C-nets WB and expansion function wB : TB̃ →
WB yielding net B.
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(a) (b)

1t
X

)(
1t

Ystrip
1t

φ
1XA ii =

11 Xop =

1YB ii =
1Yo

2t
X

2t
φ

2
'1 Xip =

2Yi 2Yo

2
'2 Xop =

(c) (d)

3t
X

3t
φ

31 Xop =
32 Xip =

3Yi3Yo

4t
X

4t
φ

4XA oo =42 Xip =

4Yi
4YB oo =

1t
N

2t
N

3t
N

4t
N

)(
2t

Ystrip

)(
4t

Ystrip)(
3t

Ystrip

Figure 6.30: Four client-server compositions of the net U .
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2. the sets of sound disjoint C-nets WA and WB such as defined on the right-hand side of
Figure 6.28 and Figure 6.29, and

3. the bijective expansion functions wA and wB on the transitions of Ã and B̃ implicitly
defined by Figure 6.28 and Figure 6.29.

When all the expansions in Figure 6.28 and Figure 6.29 are executed this again yields the C-
nets A and B. Verify that these two state-machine patterns for A and B satisfy the conditions
of Definition 69. We will show that the conditions of Theorem 23 are also satisfied for the two
state-machine C-nets Ã and B̃ and the two corresponding expansion functions wA and wB.

To verify Condition 1 of Theorem 23, consider Figure 6.26. Net A has a single start and a
single stop transition. The postset of the start transition with respect to places in φ only contains
iB. The preset of the stop transition with respect to places in φ only contains oB . So, clearly
the first condition is satisfied. As a result of this condition, net B is as often activated as net A.
Moreover, the number of deactivations of A and B is the same. Condition 2 can be verified by
considering Figure 6.25. This figure depicts the two underlying state-machine C-nets Ã and B̃
corresponding to the state-machine patterns of A and B. The dotted lines, in this figure, define
the bijective function r which renames all places and transitions of Ã to places and transitions
of B̃. Moreover, this function transforms the structure of Ã into the structure of B̃. Hence, Ã
and B̃ are isomorphic with renaming function r. To verify Condition 3, we should consider the

C

strip(D)

V

Ψ

t1

t2

Figure 6.31: Unsound since transitions t1 and t2 are not connected in the same direction to
interface.

interface connections of the transitions in the postset of the places in PÃ ∪ PB̃ . The places in
the set PÃ ∪ PB̃ do not only occur in the state-machine C-nets Ã and B̃ but also in the original
C-nets A and B (that are subnets of the net U ). Condition 3 states that the interface connections
of transitions in the postset of the places in PÃ or PB̃ should be in the same direction. This
is a necessary condition. If two different transition with the same input place are attached to
the interface such that one transition receives tokens from the interface while the other sends
tokens to the interface, then this could lead to deadlocks or other anomalies even if all other
conditions of Theorem 23 are satisfied. Figure 6.31 is an example of a composite net V of
client net C and server net D which is not sound since the second condition of the theorem is
not satisfied. The fourth and last condition of the theorem is used to split the composite net U in
a number of smaller sound client-server compositions that are all subnets of U . (The union of
all these compositions equals U except for a number of places in PÃ ∪ PB̃ .) The compositions
are obtained by expanding two transitions in the state machines Ã and B̃ that are linked by the
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bijective function r. Condition 4 is formulated in terms of the auxiliary composite net Nt, the
client net Xt, the server net Yt, and the place-interface φt. There are two cases. Nt could be
a client-server composition in which the client net Xt equals an expanded net w(t) in net A
and the server net Yt equals an expanded net w(r(t)) in net B. Or, the other way around, Nt

could be a client-server composition in which the client net Xt equals an expanded net w(r(t))
in net B and the server net Yt equals an expanded net r(t) in net A. Since these two cases
are handled similarly in the proof of Theorem 23, we use the auxiliary nets Nt, Xt, and Yt.
To show that this last condition is satisfied, we consider Figure 6.30. This figure depicts four
sound client-server compositions Nt1 , Nt2 , Nt3 , and Nt4 of disjoint client-server nets. Each of
the compositions in Figure 6.30(a), (b), (c), and (d) corresponds to one of the four transition
t1, t2, t3 and t4 in TÃ. Moreover, for all the compositions Nti (i = 1, 2, 3, or 4) we have that
{iYti , oYti} = Pφti ∩ (PXti ∪ PYti ) and start(Xti) = •iYti ∧ stop(Xti) = oYti • . This implies
that the any activation of the client net is a necessary condition to an activation of the server net
and any deactivation of the server net is a necessary condition for the deactivation of the client
net. All of these compositions meet Condition 4 (a) until 4 (d) for either of the two cases. For
the composite net Nt1 in Figure 6.30(a) we will verify these conditions in detail. We have:

(a) Xt1 = wA(t1),

(b) strip(Yt1) = strip(wB(r(t1))),

(c) Pφt1 = {
φ
•t ∪ t

φ
• |t ∈ TwA(t1)}, and

(d) Fφt1 = Fφ ∩ ((TU × Pφt1 ) ∪ (Pφt1 × TU)).

So, in this case, the client net is a subnet of net A and the server net is a subnet of net B. The
first condition implies that Xt1 coincides completely with wA(t1) including the source and sink
places of wA(t1). The source place and sink place of Xt1 also occur in the state-machine C-
net Ã. Moreover, the source place iX1

equals the source place iA of the complete composition
U and the sink place p1 is also an input place of the start transitions of the next client-server
compositions. In the proof of Theorem 23, these places as well as the source and sink places
of the server net will be used as ‘synchronization points’ between the various client-server
compositions. The second condition implies that Yt1 and wA(r(t1)) coincide except for their
source and sink places. In most of the cases, a source place iY and a sink place oY of a server
net Yt are different from a source place iw(r(t)) and a sink place ow(r(t)) of an expanded net
w(r(t)). A source and sink place of a server net Yt are always part of the place-interface,
whereas a source and sink place of an expanded net are internal places of the (big) server net
B except for the case that such a place is also the source place iB or the sink place oB of the
(big) server net B. For this reason, iB = iY1

= source(w(r(t1))) in Figure 6.30(a). Clearly, the
third and fourth condition are also satisfied for the net depicted in Figure 6.30(a). The nets in
Figure 6.30(b), (c), and (d) satisfy the conditions of the theorem in a similar way. For the net
in Figure 6.30(d) we have that oB = oY4

= sink(w(r(t4))). In general, the construction of the
‘local’ place-interfaces φt1 , φt2 , φt3 , and φt4 in the third and fourth condition is such that their
place sets are all disjoint and that their union is the ‘global’ place-interface φ. Hence, the net U
satisfies all the conditions of the theorem. We will now show that U is 1-sound by proving the
theorem.
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Proof of Theorem 23. Let U be a client-server composition which satisfies all the conditions
of the theorem. Consider (U, [iA]). We will first proof that U is 1-sound. Then, we will show
that this implies directly that U is also sound.

By Condition 4, it follows that there are no interface places in Pφ that do not occur in some
interface φt of a client-server composition Nt, which implies that PU is the union of the disjoint
sets PÃ, PB̃ , and (

⋃

t∈T
Ã
PNt\{iNt , oNt}). Therefore, any state s ∈ [U, [iA]〉 can be represented

as sÃ, sB̃ and sN where sÃ ∈ B(PÃ), sB̃ ∈ B(PB̃) and sN ∈ B(
⋃

t∈T
Ã
PNt\{iNt , oNt}). The

only directly reachable state from (U, [iA]) is a marking of the form (U, sNt1 + [r(iA)]) with
sNt1 ∈ [Nt1 , [iA]〉. We will show that there is a classification of all possible marking. This
marking can be categorized among one of the different types of markings.

p

r(p)

o

r(o)

q

r(q)

iY oY iY oY

1t
X

2t
X

2t
N

1t
N

1t
φ

2t
φ

)(
1t

Ystrip

)(
2t

Ystrip

Figure 6.32: Proof sketch of Theorem 23.

Let us first consider an arbitrary marking (U, [p]+[r(p)]), where p ∈ PÃ. Clearly, p and r(p)
are the source places of a number of C-nets Xt and a number of C-nets Yt that are all pairwise
involved in some client-server composition Nt. (There is at least one client-server composition
Nt. However, the theorem does not exclude that there are more client-server compositions
Nt. When place p is marked there is a choice to be made between one of these client-server
compositions.) By Condition 3, it follows that p is the source place of client nets Xt only or
server nets Yt only, but never a combination of the two. Without loss of generality, we assume
that p is the source place of all client nets Xt. See Figure 6.32. We will refer to the marking
(U, [p] + [r(p)]) which marks these client and server initially as a marking of type I. In any
such a marking, it follows by Condition 3 that all output transitions of p are enabled and all
output transitions of r(p) are disabled since they all have at least one input place from a place-
interface φt of an Nt. Every output transition of p is a start transition of one of the client-server
compositions Nt.

Now let one of the output transitions of p fire, say a start transition of a client-server compo-
sitionNt1 . Then, we obtain a marking of the form (U, sNt1 +[r(p)]) with sNt1 ∈ [Nt1 , [iNt1 ]〉. We
will call this a type II marking. The only transitions enabled, in this marking, are the transitions
of Nt1 . The marking directly reachable from the initial marking is also a type II marking.

By Condition 4, all client-server compositions Nt are sound C-nets and they satisfy the
requirements •iYt = start(Xt) and oYt• = stop(Xt). This implies that for each firing of a start
transition of Xt there will always be precisely one firing of a start transition of Yt and for each
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firing of a stop transition of Yt there will always be precisely one firing of a stop transition of
Xt. Therefore, in U the number of productions to Xt from p equals the number of productions
to Yt from r(p). (Also, the number of productions fromXt to its environment equals the number
of productions from Yt to its environment.) So, after a firing a transition of Nt1 we can obtain
either another marking of type II or a marking consisting of a marking of the C-net (Nt1 , iNt1 )
alone (the token of r(p) is consumed). We will call this a type III marking.

The only transitions of Nt1 that communicate with the rest of the net U are the stop tran-
sitions of Xt1 and Yt1 . Moreover, by the condition oYt1 • = stop(Xt1), it follows that Yt1
terminates before Xt1 does. Since Nt1 is a sound client-server composition, a stop transition of
Yt1 will eventually fire leading to a marking consisting of a marking of the C-net (Nt1 , [iNt1 ])
and a one-token marking [r(q)], where r(q) is the output place of one of the stop transitions of
Yt1 . We will call this marking a type IV marking.

In this marking, the following things can happen. First, the firing of some transition se-
quence leads to the termination of Nt1 . After that, by using that the state-machine patterns are
isomorphic, we obtain again a marking (U, [q] + [r(q)]) of type I. And second if the C-nets with
input place r(q) serve as client-nets in the corresponding client-server compositions, they are
all enabled by a token in r(q) and may fire. Let a start transition of a client-server composition
Nt2 fire consuming the token from r(q). Then, we obtain a marking consisting of a marking of
the C-net (Nt1 , [iNt1 ]) and the C-net (Nt2 , [iNt2 ]). We will call this a type IV-marking.

Clearly, C-net Yt2 can not start before C-net Xt1 has finished. Hence, Nt2 cannot terminate
until Nt1 puts a token into place q. Therefore, from a marking of type V, we can obtain either a
marking of type V, or, in case Nt1 terminates, a marking of type II.

type I type II type III type IV type V

Figure 6.33: The abstract transition system which is a part of the proof of Theorem 23.

So, we constructed an abstract transition system representing the behavior of U (see Fig-
ure 6.33). The only thing left to prove is that we can always reach the marking (U, [oA]) (see
Figure 6.25). It is easy to see that in a marking of any of the five types we can define a sequence
of firings leading to the final state. Namely, for markings of type I, we take a corresponding
place p, for markings of types II, III, and IV we take a place q, and for markings of type V
we take a place o. Since Ã and B̃ are sound isomorphic state machines, there is a path in A
leading from this chosen place to oA and the corresponding path through the renamed places
and transitions of B to oB . We can always make our choices for firings in U according to this
path. So, the marking (U, [oA]) will be reached. This means that U is 1-sound.

This result can be generalized to a result for the case with an arbitrary number of k tokens
since the client-server compositionsNt are sound and because in state-machine C-nets markings
with k tokens can be considered as a superposition of markings obtained in k nets (A, [iA]) (or
(B, [iB]) for that matter). 2

By Theorem 23 and its proof we have introduced a means for constructing sound compo-
nents from other sound components by coupling components. Unlike compositions in the other
sections of this chapter, the resulting type of client-server composition obtained in this section



6.8 Conclusions 177

is not necessarily a subclass of the client net. This implies that whereas server nets that are part
of compositions presented in other sections of this chapter can not influence the behavior of the
client net, server nets in this section can actually the behavior of the client net. However, the
behavior is not disturbed in such a way that the soundness of the composition is destroyed.

6.8 Conclusions
This chapter makes a contribution towards a more efficient approach for designing consistent
software architectures. Whereas, in the past, we were used to make all constructions and execute
exhaustive verifications of the state space afterwards and if necessary correct the constructions,
we now have as an alternative for a number of components ‘correctness by construction’. We
have demonstrated that we can build various client-server compositions by using one of the
patterns presented in this chapter. Using patterns to build components guarantees consistency
and in some cases soundness.

In the design of software, this implies that wherever possible we apply patterns. However,
in practice we see that this is not always the case. Hence, we use patterns not ‘instead of’ but
‘in addition to’ other analysis techniques and tools. In Part II of this thesis, we will relate the
theory we developed for Component Based Software Design with Petri Nets to the Software
Engineering practice. We will describe how the theory we have developed in this thesis may
be applied in a software engineering process. Moreover, we will illustrate the theory with a
number of examples.
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7
The Software Design Life Cycle

7.1 Introduction
In Part II of this thesis, we apply the theory presented in Part I. In this first chapter of Part II,
we discuss how the theory of Part I relates to a selection of disciplines of the Rational Unified
Processr (RUPr) (Jacobson, Booch & Rumbaugh 1999, Kruchten 2000) and how the Petri-
net models relate to a number of models of the Unified Modeling Language (UML) (Booch
et al. 1998). Obviously, there are many software design processes. Alternative design processes
can be found in work on software engineering, such as, for instance, Ghezzi, Jazayeri & Man-
drioli (2003), Sommerville (2001), or Van Vliet (2000). Some software design life cycles are
well suited for a particular area of concern, others can be used for different kinds of software
processes. We choose to relate our work to RUP for two reasons:

1. RUP is a broad software development process covering many aspects of design since it
combines the features of older development processes such as those that are described in
Booch (1994), Rumbaugh, Blaha, Premerlani, Eddy & Lorensen (1991), and Jacobson
(1995).

2. RUP is (and will be increasingly) adopted by many organizations as a standard design
process for software.

We will consider four disciplines of RUP. A discipline is a collection of related activities
that are related to a major ‘area of concern’. The disciplines that we will consider are:

1. Requirements, i.e., define what the system should do,

2. Analysis & Design, i.e., the general activities during which strategic and tactical decisions
are made to meet the required functional and quality requirements of a system,

3. Implementation, i.e., activities relating to development and unit testing of software com-
ponents, and

4. Test, i.e., all actions to integrate and test the system.
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We will explain where the results of this thesis relate to the UML and fit into the four selected
disciplines of RUP. Then, we continue by discussing to what extent we can use tools to verify
and validate the Petri-net based design deliverables. Verification can be characterized by ‘doing
the things right’, i.e., are the designs free of inconsistencies and are they complete. Validation
can be characterized by ‘doing the right things’, i.e., do the designs cover the requirements of
the stakeholders. We explain in what way the Petri-net based tool Woflan can be used to verify
properties of designs and the Petri-net based tool ExSpect can be used to validate designs.

The structure of this chapter is as follows. We continue this chapter with Section 7.2 in
which we will discuss the various component perspectives and abstractions from these perspec-
tives. We try to justify these abstractions. In Section 7.3, we will briefly discuss the similarities
and differences between UML and Petri nets as we use them in this thesis. Then, we pro-
ceed with Section 7.4 where we present an extension on RUP which can be used to apply the
theory of this thesis and which we will call RUPPNI. RUPPNI is an abbreviation of RUP with
Petri Nets and Inheritance. (An overview of the main disciplines of RUP itself can be found in
Appendix A.) Section 7.5 describes how Petri nets can be verified with Woflan. Section 7.6 de-
scribes how the behavior of Petri nets can be simulated with ExSpect. We conclude the chapter
with Section 7.7.

7.2 Component Perspectives and Abstraction

2. structure

3. data

7. technology

6. non-functional

1. control-flow

4. method5. operation

Figure 7.1: The perspectives of a component.

Component-based software design has many aspects and various perspectives. This thesis,
however, focuses only on the control flow perspective, i.e., process definitions, and the structure
perspective, i.e., architectures, and abstracts from other perspectives. This section motivates
why it is reasonable to consider these two perspectives separately. Therefore, we start by intro-
ducing the perspectives we can distinguish in CBSD.

The following perspectives, also depicted in Figure 7.1, are relevant for CBSD: (1) the con-
trol flow (or process) perspective, (2) the structure or architectural perspective, (3) the data (or
information) perspective, (4) the method or function perspective, (5) the operation perspective,
(6) the non-functional perspective, and (7) the technology perspective.1

1There is an overlap between the various perspectives we distinguished for CBSD and the perspectives Verbeek
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In the control flow perspective, process definitions are defined to specify which methods
need to be executed and in what order, i.e., the routing or control flow. In the structure or ar-
chitecture perspective, the structure of the component is specified. The subcomponents of the
component and how are they are related is determined. Moreover, the methods of subcompo-
nents that are visible at the component level and those that are invisible are indicated. The data
perspective deals with control and persistent data. Control data are data introduced solely for
the control flow. Control data are often used for routing decisions. Persistent data are informa-
tion objects (e.g., documents, forms, and tables) whose existence does not depend on the control
flow. The method perspective describes the content of the process steps, i.e., it describes the
characteristics of each method. A method is a logical unit of work with characteristics such as
the set of operations that need to be performed, a description of the method, an expected dura-
tion, possibly a priority, and possibly a trigger (i.e., time, resource, or external trigger). In the
operation perspective, the elementary actions are described. One method may involve several
operations. These operations may concern complex calculations or modifications on persistent
data. Typically, message exchange and the invocation of other methods may be one of the op-
erations of a method. The non-functional perspective addresses issues such as the usability, the
hardware reliability, the performance, and the supportability of the component. These issues
are important and determine to a large extent the quality of the component. The technology per-
spective considers the different (wiring-)standards and technology that is used for components.
For instance, the type of middleware or the component technology such as COM Components,
CORBA, and Enterprise Java Beans (Szyperski 1998).

This thesis addresses the problem of qualitative component verification and the problem
of structuring component-based software hierarchically in a consistent way using inheritance
notions. That is, we focus on the properties we introduced in Part I of this thesis. For the pur-
pose of qualitative verification, we only consider the control flow perspective and the structure-
perspective of a components. In the remainder of this section, we discuss a number of abstrac-
tions motivating why this simplification is justifiable.

Abstraction from data. Recall that the data perspective deals with both control and persistent
data. We abstract from persistent data because these data can be changed at any time without
influencing the control flow of the component. In fact, their existence does not depend on
the activation and deactivation of components and they may be shared among different cases.
We also abstract from control data. In contrast to persistent data, the control data used by the
control flow of the component may be used for routing cases. We neglect specific routing based
on these data, however, we consider the complete behavior of control flows of components. The
complete behavior obviously contains all combinations that would have been possible based
on the routing data. So, if we are able to prove one of the soundness notions for the process
definition after abstraction, it will also hold for the situation where the routing of cases is based
on control data. If the logical correctness of the control flow depends on mutual dependencies
between control data or on the invariance of certain control data, it is not possible to prove
soundness. However, one might argue that such a control flow is poorly designed.

Abstraction from method content and operations. As a second abstraction, we consider
methods to be atomic abstracting from the duration of methods and the execution of operations
within methods. The control flow of a component cannot influence the execution of methods

et al. (2001) distinguished for workflow. The source for the perspectives discussed in this section that are similar
to those which occur also for workflow is Verbeek et al. (2001).
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and the operations within methods. Therefore, from the viewpoint of qualitative verification,
it is reasonable to consider methods as atomic entities. Naturally, in this case, the soundness
of the control flow is not enough to ensure a design including methods and operations that
is free of errors. But, provided that methods and operations are well designed and without
errors, soundness of the control flow ensures the correctness of a design including methods and
operations.

Abstraction from the non-functional aspects. Recall that the non-functional perspective
deals with the usability, the hardware reliability, the performance, and the supportability of
the system among other so-called quality attributes. We abstract from these quality attributes
because they are completely independent of dimensions such as the control-flow dimension of
the structure dimension, or any other dimension of the system. This implies that these quality
attributes do not influence notions such as the soundness and the consistency of components.
Hence, we can investigate this dimension separately from any other dimension which justifies
the abstraction.

Abstraction from technology. Technology issues with respect to components contain the
different wiring- and implementation standards that are used for components. Choosing the
proper technology and making sure that components built with different technology can com-
municate is important. However, technology issues are on a different level from the control-flow
and structure dimensions. This implies that we may address technology issues separately from
these dimensions. So, this justifies the abstraction from technology.

This section justifies, by combining all these abstractions, that for the purpose of qualitative
verification of properties such as soundness and the consistency of components it is reasonable
to abstract from data, the content of methods, operations, non-functional aspects, and technical
issues and to focus on the control flow and structure perspective.

7.3 Unified Modeling Language and Petri Nets
In this section, we will briefly discuss similarities and differences between a number of UML
diagrams and Petri nets as we use them in this thesis. Our goal is not to give a full comparison
between all UML-diagrams and Petri nets, but to give an overview of a number of UML dia-
grams that are relevant for the remaining sections of the chapter. The reason for selecting the
particular UML diagrams we will present in this section is twofold:

1. Although RUP is first of all a design process, it still depends heavily of on various UML-
diagrams. A number of transitions between disciplines and a number of artifacts are
UML-diagrams. Therefore, we need a description of the UML-diagrams that are indis-
pensable to discuss RUP.

2. In this chapter, we make a link between the RUP-based design process RUPPNI and the
component theory presented in Part I. As in RUP, for various steps in RUPPNI we will use
a number of UML-diagrams. The diagrams we will use are described in this section.

The diagrams are:

1. Use-Case Diagram
A Use-Case Diagram consists of use cases and actors. A use case describes step by step
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what the system does and how it interacts with actors. Actors are abstractions for entities
outside the system that interact with the system. Use cases and actors interact by sending
signals and messages to one another. The complete network of associations between
use cases and actors and relationships between use cases and other use cases is a static
picture of the communication between the system and its environment. In a Use-Case

Account
manager

UC5
Reserve facility

number

UC1
Determine loan

facility

UC3
Select

borrower

UC4

UC2
Select loan

facility

include
extends

extends

extends

extends

Add borrower
to loan facility

communicates

Figure 7.2: A Use-Case Diagram for a loan application.

Model, there are several relationships:

(a) A communicate-association is used to indicate that there is communication between
a use case and an actor. For a communicate-association it is necessary to specify
the start and end points to identify a particular communicate-association. A use
case has at most one communicate-association to a specific actor, and an actor has
at most one communicate-association to a specific use case, no matter how many
signal transmissions there are.

(b) An extend-relationship is a relationship from an extension use case to a base use
case, specifying how the behavior defined for the extension use case can be inserted
into the behavior defined for the base use case. It is implicitly inserted in the sense
that the extension is not shown in the base use case.

(c) An include-relationship is a relationship from a base use case to an inclusion use
case, specifying how the behavior defined for the inclusion use case is explicitly
inserted into the behavior defined for the base use case.

Figure 7.2 depicts an example of a Use-Case Diagram for a loan application. In the figure,
the various concepts of the Use-Case Diagram can be found. There is a single actor called
account manager. This actor communicates to a single use case determine loan facility.
The functionality of this use case can be extended at its entry points by one (or more) of
the four uses cases UC2, . . . , UC5. Moreover, UC4 includes, i.e., uses, UC3.
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2. Component Diagram
Figure 7.3 depicts a UML Component Diagram. Such a diagram contains the different
components of the system and the relationships between these components. In UML, a
component is a physical unit of implementation with well-defined interfaces that is in-
tended to be used as a replaceable part of the system. Each component embodies the
implementation of certain classes from the system design. Well-defined components do
not depend directly on other components, but on interfaces that components support.
In that case, a component in a system can be replaced by another component that sup-
ports the proper interfaces. The formally defined components of Part I (Definition 35 of
page 51) can be used also in the ‘UML-sense’. However, the other way round this is not
always possible because in the framework introduced in Chapter 3 components may also
be logical entities.

LoanControl

Loan

Figure 7.3: A UML Component Diagram.

3. Domain Class Diagram
The domain Class Diagram is just a page of class boxes with class names: no relation-
ships, methods, or attributes. Together with the responsibility definitions, this diagram
lays a foundation for a common vocabulary in the software design project. Figure 7.4 is

«business»
::BorrowerController

«business»
::Borrower

«business»
::LoanController

«business»
::Borrowers

Figure 7.4: The elements of a Domain Class Diagram for a loan application.

an example of a domain Class Diagram for a loan application. In such a diagram, the rela-
tionships, attributes, and methods are not yet defined. Only a number of ‘isolated’ classes,
each with its own ‘responsibilities’, are distinguished.

4. Class Diagram
Apart from identifying methods, we also need to define attributes and relationships. At-
tributes that are needed by the class to carry out its methods are identified. Attributes
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provide information storage for the class instance. They are often used to represent the
state of the class instance. Any information the class maintains itself is stored through its
attributes.

Associations provide the mechanism for objects to communicate with one another. They
provide objects with a ‘conduit’ along which messages can flow. They also document the
dependencies between classes, highlighting for us that changes in one class may be felt
among many other classes.

Classes may be organized into a generalization hierarchy to reflect common behavior and
common structure. A common super-class can be defined, from which subclasses can
inherit both behavior and structure. Generalization is a notational convenience which
allows us to define common structure and behavior in one place and re-use it where we
find repeated behavior and structure.

Another way to organize classes is aggregation. An aggregation is a special association
which indicates the ‘part-of’-relationship.

«business»
::BorrowerController

idLoan
LoanNumber
endDate
get
save
getBorrowers
addBorrower
removeBorrower
getMainBorrower
getGuarantees
getGuarantee
createGuarantee

«business»
::Borrower

status
kfcID
relationID
get
setStatus
save
getLoanfacilities
addToLoanFacility
setMainBorrower

«business»
::LoanController

isValidKFCNumber
getKFCsForRelation
getNumberOfKFCs
getKFC
existsKFCNumber
createLoan

«business»
::Borrowers

getBorrowers
getBorrower
getBorrowerForRelatiion
createBorrower

* 1

*
*

*1

Figure 7.5: The elements of a Class Diagram for a loan application.

Figure 7.5 is an example of a Class Diagram for a loan application. This diagram depicts
associations, attributes, and methods.

5. Sequence Diagram
Figure 7.6 is an example of a Sequence Diagram for a loan application. Apart from
classes also windows (i.e., user interfaces) and tasks may be put on a life line. Moreover,
references to other use cases may occur in a Sequence Diagram. The precise syntax
of a Sequence Diagram often depends on the UML case tool that is used to produce
it. Figure 7.6 is partially based on the Use-Case Diagram of Figure 7.2 and the domain
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«user»
:TaskDetermineLoan

«user»
:WindowLoan

«business»
:BorrowerController

«business»
:LoanController

«business»
:Borrower

Start determine Loan facility Start
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Actor enters KFC-number Enter Field(s)
Actor confirms search
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Confirm
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End Selection
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Enter Field(s)
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End Selection
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UC2 Select loan facility

Figure 7.6: The elements of a Sequence Diagram for a loan application.

tadep oodep oodes tades

E_DEC_DAT

E_MRN_ALL

C_AAR_SND

E_REL_TRA

NCTS Accompanying Documents

Components

Life lines

Messages
and message

labels

declare at customs

get message reference number

destination transit release

departure transit release

send accompanying documents

Figure 7.7: The elements of a simplified Sequence Diagram for a customs application.
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Class Diagram of Figure 7.4. Figure 7.7 is another example of a Sequence Diagram for
a customs application with a different notation. Note that elements which are present in a
Sequence Diagram often depend on the tool used to represent it. In general, various UML-
diagrams have different versions.2 In this thesis, we do not use the full functionality of
Sequence Diagrams. We limit the use of these diagrams to describe examples of behavior
of components.

6. Statechart Diagram
To describe the behavior of objects (either instances of classes or instances of compo-

 

Figure 7.8: The notation of a Statechart Diagram (source: RUP).

nents) Statechart Diagrams can be used. Basically, a Statechart Diagram consists of cir-
cles denoting states and directed arcs denoting transitions. Transitions are caused by the
execution of methods and methods are triggered by events. An event may be an incoming
message or signal but there are also internal events which may trigger the execution of
a method. For some methods, the behavior of the method (whether it can be executed)
depends upon the state the receiver-object is in. As a consequence, depending on the ob-
ject’s state, the method may have a different behavior; the transition events describe how
this occurs. For a full description of Statechart Diagrams we refer to Booch et al. (1998)
or Rumbaugh, Jacobson & Booch (1999). For a formal introduction into Statechart Dia-
grams we refer to the work of Harel (1987). Figure 7.8 depicts the notation of a Statechart
Diagram.

In literature, there are many contributions that discuss the relationship between Petri nets
and particular diagrams of the UML or formalizations of the UML. For instance, Baresi &
Pezzè (2001) formalize UML with high-level Petri nets, whereas Elkoutbi & Keller (2000) fo-
cus on user interface prototyping based on UML Scenarios and high-level Petri nets. Saldhana
& Shatz (2000) have another approach: In order to analyze models, they link UML-diagrams to
Object Petri Net Models (Lakos 1994). Other work by Eshuis (2002) and Eshuis & Wieringa
(2002) considers a formalized variant of UML - Activity Diagrams for workflow modeling.

2Sequence Diagrams are comparable to Message Sequences Charts (MSCs). Unlike SDs, MSCs have a formal
basis and are well studied (CCITT 1992, ITU-TS 1996, Grabowski, Graubmann & Rudolph 1993, Mauw & Reniers
1994, Rudolph, Grabowski & Graubmann 1996).
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(Activity diagrams are comparable to Petri nets, in some extend. However, we favor Petri nets
mainly because the availability of the inheritance notions.) All these approaches have in com-
mon that they want to provide UML (or parts of the UML) with a formal semantic model. The
main goal in all cases is to combine modeling power of UML with the possibilities for model
checking, i.e., providing UML with formal semantics. Engels, Heckel, Küster & Groenewegen
(2002) present a general approach to formalize UML models. This approach allows the preser-
vation of consistency when models evolve. Finally, we would like to mention is the work of
Störrle (2000) who provided formal semantics to models of UML-RT. Concepts from UML-RT
can be translated to concepts in this thesis. For instance, UML-RT capsules can be compared
to components: both capsules as well as framework components have external behavior and
an internal structure. For capsules this external behavior is captured by a Statechart Diagram
attached to a port, whereas for a component in the framework this behavior is determined by a
specification in terms of a C-net. With respect to the structure, capsules have subcapsules con-
nected by connectors, whereas the internal structure of a framework component is determined
by its architecture.

In this thesis, we do not provide formal semantics for (parts of) UML. However, we discuss
the relationship between the framework in this thesis and a number of UML diagrams. The
framework in this thesis is not used to replace UML, but it may contribute to compensate the
flaws of UML. By using UML in combination with Petri nets that are equipped with inheritance
notions, we have a powerful tool to guide the evolution of models in a consistent way. Table 7.1
gives an overview of the UML-diagrams we use in addition to the component framework (Chap-
ter 3) and we describe (informally) how they relate to the framework-concepts.

In the next section, we will focus on the software design process. We will use the concepts
introduced in this section.

7.4 RUPPNI: RUP with Petri Nets and Inheritance

In this section, we present a software design process for CBSD with Petri nets (Part I) based
on the RUP-essentials we describe in Appendix A. We will call this RUP-extension RUPPNI:
RUP with Petri Nets and Inheritance. RUPPNI is suited for designing concurrent distributed
systems. Components of a distributed system are not considered as independent entities but
as a part of one integrated system. Another property of the design process in this section is
that the focus is on the dynamic aspects of systems and not on the static ones. The results of
the design process are models of the dynamic behavior of the system and models that describe
the hierarchical structure of the system. We discuss how this design process fits into the RUP-
software design life cycle we discuss in Appendix A. Moreover, we explain at what points the
Petri-net theory developed in this thesis fits into RUPPNI.

Figure 7.9 gives an overview of the steps of the life cycle for RUPPNI. At the left-hand side
of the figure, we find the RUP-disciplines Requirements, Analysis & Design, Implementation
and Test. At the right-hand side of the figure, we find outlined the steps 1 to 8 and I and II of the
design life cycle and the transitions between these steps. We did not take into account steps in
the Implementation discipline. We added this discipline for scoping, but we make contributions
to the other three disciplines depicted in the figure. The steps I and II are not connected to the
other steps. The reasons for omitting the arcs is that these two activities can be executed after
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Diagram Element Maps-to Explanation
Use-Case
Diagram

Actor -none- In the component framework of Chapter 3,
actors are not modeled.

Use-Case Methods All the steps in the use cases describing
all incoming and outgoing messages should
correspond in some way to methods that are
either receiving or sending these messages.

Component
Diagram

Component Component
Architecture

UML Component Diagrams give a static
overview of component; such a static view
is captured by a component architecture in
the framework.

Subcomponent Component
Reference

Nested component in a UML component di-
agram would typically refer to references in
a component architecture according to the
framework.

Interface Component
Architecture

There is no direct relationship between a
UML interface which is only static and a
concept in the framework; however, from a
component architecture, the static aspects of
interfaces can be derived.

Dependency Component
Architecture

Similar as before; no direct relationship, but
can be derived from the architecture.

Class Dia-
gram

Class Component In the framework, there is no distinction be-
tween classes and components.

Method Method A method of a framework component typi-
cally has a visible label on the edge of the
component.

Attribute -none- Data elements are not incorporated in the
framework although extensions to colored
Petri nets are possible.

Sequence
Diagram

Actor -none- See previous remarks on actors.

Lifeline Component Each lifeline in a Sequence Diagram repre-
sents a component in an architecture.

Message Token A token exchange between two components
represents a message. Also, there should be
in any case a construction which allows for
message exchange; this could be a sending
transition, a place, or a receiving transition.

Table 7.1: Relationship between UML-Diagrams and framework-concepts.
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Figure 7.9: The life cycle for RUPPNI.
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Figure 7.10: Various design approaches determining the order of steps in the life cycle.
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almost any step in the life cycle:

1. The Use-Case Diagram (Step 1) can be validated with the appropriate stakeholder(s).

2. The behavior of a component specification (Step 2) can be validated.

3. The various collaboration scenarios (Step 5) can be validated.

4. The consistency between a Component Specification (Step 2) and a Use-Case Diagram
(Step 1) can be verified.

5. The consistency of an existing component (Step 3) and a Component Specification (Step
2) can be verified.

6. The consistency of a flattened component architecture (after Step 6/7) and a Component
Specification (Step 2) can be verified at any level in the system architecture.

7. The consistency of a complete system design including all details necessary for an imple-
mentation or configuration and the top-level specification of this system can be verified.

8. At any level in the system architecture, specifications (Step 2, Step 3) and flattened archi-
tecture of components (Step 6/7) can be verified for soundness notions.

Test steps should be considered as a ‘service’ rendered to the other steps. The steps on the
right-hand side are part of the disciplines that are listed on the left-hand side. The numbers of
the various steps suggest an order of execution. This is true to a certain extent. For a fairly
easy system one might execute all steps on a path from 1 to 8a or 8b precisely once and in that
order. However, for more complicated systems there are several strategies to execute the steps
in Figure 7.9 (like in RUP with its many iterations). One strategy is to develop first a high-level
design and then refine this design in a number of iterations. In Figure 7.9, this means that, for
instance, after the steps 1, 2, 4, 5, 6, and 7, the steps 2, 4, 5, 6, and 7 are executed once more for
each component reference we defined in the architecture of the top-level component. Hence, the
steps 2, 4, 5, 6, and 7 are executed to design each separate component. After a number of times,
the specification of components are at such a level that we are able to implement components
from component architectures (Step 8.a) or to select existing components (Step 8.b) based on
a specification we made in Step 2. This is the top-down approach or refinement-approach we
described in Chapter 4. Figure 7.10(a) also depicts the top-down approach. The black dots
depict versions of the design at various abstraction levels and at various moments in time. We
see in the figure that the starting point is a top-level design at the top-left corner of the figure.
In time, more models of a lower abstraction level are added to the design. The final version of
the design covers all functionality at all abstraction levels.

Another approach, the inverse approach to top-down, is to select first a number of com-
ponents (Step 3) that may be used to execute a number of functionalities of the system and
then integrate these components (Step 6 and Step 4) with other custom made components in an
architecture. Followed by creating a specification for this architecture. This is the bottom-up
approach or compositional-approach we described in Chapter 5. In Figure 7.9, this means that
we make some transitions between the various steps in the other direction.
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Figure 7.10(b) also depicts this approach. We see in the figure that the starting point is a
low-level design (for example a number of specifications of components we selected to use) at
the bottom-left corner of the figure. Now, in time more models of a higher abstraction level
are added to the design. Again, the final version of the design covers all functionality at all
abstraction levels.

A strategy which can be used in combination with the approaches presented is not to handle
all functionality at once, but to add functionality incrementally. In that case, we design a number
of functionalities first. Then we extend the design with additional functionalities. Also, this
approach yields that various steps in Figure 7.9 are executed several times. Figure 7.10(c)
and (d) illustrate how this approach fits into with the top-down approach of Figure 7.10(a) and
the bottom-up approach of Figure 7.10(b). The difference between the approaches is that at
various abstraction levels there might be partial results covering only a part of the functionality
instead of a complete result covering the full functionality. The challenge in all approaches
is to make sure that the latest version of the design is consistent with the previous one. This
holds for refinements (from top to bottom in Figure 7.10), for abstractions (from bottom to top
in Figure 7.10), and for the addition of new functionalities for abstractions (from left to right
in Figure 7.10). Consistency can be achieved by checking consistency on each transition from
one model to another. Often in a design process the top-down and bottom-up approach are
combined. We now consider the various steps and transitions of Figure 7.9 in detail.

1. Make Use-Case Diagram
The first step in the design process of RUPPNI is similar to the first step in RUP as in
Appendix A. The Use-Case Model acquired in the Requirements discipline we described
on page 184 is also the basis for the activities executed within the Analysis & Design
discipline with RUPPNI. Also, in this case we start by identifying actors to define the
scope of the system and to create an overall structure for the functionality of the system.
Then, we identify and define use cases by considering what the actors require of the
system. Finally, we make the Use-Case Diagram with its communicates-associations and
its include- or extend-relationships.

2. Create Component Specification
The second step is different to RUP. The goal is to create a component specification as
introduced in Definition 35 on page 51. We might compare it to defining a Statechart
Diagram we describe on page 291 in Appendix A. Statechart Diagrams are also used to
describe dynamic behavior. However, the use of Statechart Diagrams and the Petri net
formalism differ. Statechart Diagrams are used for describing the behavior of individual
classes or simple components. Statechart Diagrams are not used to describe a complete
system. A complete system is described by a number of Statechart Diagrams that are tex-
tually linked together by the message-labels attached to their transitions. In our approach
with Petri nets, it is possible to describe component specifications, the relation between
components, flattened architectures of components, as well as a complete system with
the same graphical formalism. Moreover, with Petri nets, we have the availability of
advanced inheritance notions to compare the behavior of Petri nets.

In our approach, the first time we execute this step, just after we created a Use-Case
Diagram, we make a specification of the top-level component of the system. Making
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a specification based on use cases still depends on the craftsmanship of the software
architect although efforts are made to systemize this type of translations (Weijters & Van
der Aalst 2001). The resulting specification is a high-level specification recognizable
by the actors. All methods that might be invoked by the actors are present in such a
specification. In fact, the use cases of Step 1 are closely related to the process description
we create in this step. Use-cases can be considered as traces or runs of such a process.
For a description how use cases and C-nets can be integrated in a natural way, consider
Chaudron, Van Hee & Somers (2003).

The second time and all times thereafter, this step follows upon Step 7 in which we create
reference specifications of subcomponents. In these cases, we do not use this step to make
a specification of the top-level component of the complete system, but rather to make one
or more specifications of the top-level component(s) of one or more subsystems. For
each component reference we distinguish in Step 7, we make a specification of a top-
level component of a subsystem.

Whether we execute this step for the first time or not, in every case the goal is to create
a specification that can be used to either select existing components (Step 3) or to create
architectures for the components (Step 4) and to proceed with refining the design. In
most of the cases, we would prefer using existing components. For that reason we put
the condition ‘component available’ on the transition between Step 2 and Step 3 and the
complementary condition ‘component not available’ on the transition between Step 2 and
Step 4.

Note that, typically when we follow a top-down design process as depicted in Figure 7.9,
we do not make a distinction between the specification of the reference and the specifica-
tion of the subcomponent.

3. Select Existing Component
One of the main advantages of CBSD is the reuse of existing components in order to re-
duce costs and time-to-profit and to improve quality. This implies that whenever possible
we would like to reuse existing components. A component can be found based on the
specification we create in Step 2 (Definition 35 on page 51). The way we deal with off-
the-shelve components does not differ from the way it is dealt with in RUP. RUP supports
the reuse of existing components by the iterative approach which allows the progressive
identification of components, and decide which ones to develop, which ones to reuse, and
which ones to buy. Moreover, the focus on software architecture allows definition of the
structure of the components and the way they interact. (See the Analysis & Design step
on defining a component and system architecture on page 289 in Appendix A.)

In any approach, an important question we have to answer is: How do we find a compo-
nent and how do we know that it matches the specifications? Unlike with RUP, we have
an approach to answer these questions. In general, there are two types of components:

(a) A component can be a refinement of a specification, or

(b) a component can be a more general component that covers not only the specified
functionality, but also extra functionality that is not used.
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We can use the inheritance notions to decide whether a component fits or not. In gen-
eral, a component fits when it is a subclass of its specification with respect to one of the
inheritance relations given in Definition 34 on page 37.

4. Setup Component Architecture
The purpose of this step and the next two steps is to create a component architecture
as in Definition 35 on page 51. This step is comparable to the RUP-step on page 290
in Appendix A in which the domain class model is constructed. Also, in that step only
the roles of the classes are relevant and not their methods or attributes. A difference is,
however, that we do not consider classes but only components.

In our approach, the design of a component architecture consists of two steps. This step,
setting up the component architecture, is the first one and Step 6, completing the com-
ponent architecture, is the second one. Whenever we are not able to reuse existing com-
ponents for a given specification at a certain level we need to build these components
ourselves or we need to refine the design and try to find smaller components at a lower
level. In both cases, we have to create a component architecture.

In this step, we distinguish the necessary subcomponents and define references for them.
We do not yet define methods for the references nor do we describe the behavior of the
references. Instead, we assign each component reference a certain role. The role of the
component reference is used in Step 7 to assign the methods to the reference. There are
various reasons to define subcomponents. For instance, the required physical distribution
of components may play a role. Another reason to break down a component might be
the ‘clustering of related functionality’. For each cluster we define a (sub)component.
Another argument to identify a subcomponent might be the availability of existing com-
ponents. So, the availability of such components might influence the design.

By creating an architecture, we enrich a component with details that are useful for an
implementation. Moreover, we have the opportunity to add an additional hierarchical
layer by means of the component references in the architecture.

At the end of this step there are two possibilities. When we defined one or more refer-
ences in the architecture to subcomponents, we continue by defining scenarios for these
references (Step 5), otherwise we have a flat component. In that case, we may proceed
directly with Step 6.

5. Define Collaboration Scenarios
This step is almost similar to the RUP-step on page 290 in Appendix A in which Sequence
Diagrams are developed. A difference between RUP and our approach is that we always
put components on the lifelines and not classes. These are the components we distinguish
in Step 4. Another difference is that we do not use the all possibilities of Sequence
Diagrams. We use them to describe examples of possible message exchange between
the various components in an architecture. These ‘simple’ Sequence Diagrams are often
collected from experts or system users. They visualize the message sequences between all
locations involved in a particular scenario in an intuitive way. They are comprehensible
and reproducible by system end-users. Therefore, they are a good way to specify the
requirements of a system. To capture the functionality of a system, process designers
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should collect a large set of Sequence Diagrams possibly with a number of additional
constraints. Based on these examples of the behavior of the system a design is created.
The validation of this design by the stakeholders should make clear whether the design is
complete or whether there are additional simple Sequence Diagrams needed.

By using the simple Sequence Diagrams, we distribute the functionality of the speci-
fication over the subcomponents in the architecture. The distribution depends on the
responsibilities we want the subcomponents to have.

Choice In the remainder of this thesis, whenever we use the term ‘Sequence Diagram’,
we mean the simple Sequence Diagrams with the limited functionality which covers only
the runs of the system.

6. Complete Component Architecture
This step is comparable to the RUP-step on page 291 in Appendix A for developing a
Class/Component model. The method for obtaining methods on classes or components
is more or less the same. However, we only apply this on components. Neither RUP nor
we give a formal description of the way to execute this step. There are many possibilities
to complete this step; they all depend on the models used. We may use some rules-of-
thumb, but it is easy to find exceptions that should be treated differently. In general, a
first version of a design is made and then it is checked against the scenarios. If there are
inconsistencies, then the design is adjusted until the inconsistencies are removed. In some
specific cases, one way to interpret the message flows given by the Sequence Diagrams
is the following: If one component sends a message and another component receives this
message, then the methods of these components should be connected in the architecture.
(Note that using formal and executable models is advantageous at this point since these
models allow us to check whether the scenarios are covered by the design. See also Step
I.)

In our approach, if we have a complex (i.e., non-flat) architecture, then based on the
outline of the architecture we defined in Step 4 and the scenarios defined in Step 5, we
are able to add places and methods to the various component references. In the case of
a flat-architecture, we do not need scenarios to specify the architecture. In that case, the
architecture refines the specification with a number of details that are relevant for further
development. Naturally, also an architecture with component references may have such
refinements.

At the end of this step there are two possibilities. It may be necessary to design subcom-
ponents (Step 7) or we are ready to use the design of the component for an implementation
of the component (Step 8a). The order of this step and the next step may be interchanged
if we deal with a non-flat architecture. For this reason, we put both Step 6 and Step 7
inside one rectangle. (See Figure 7.9 on page 192.)

7. Create Component Reference Specification(s)
Similar as in Step 2, we may again compare this step to creating Statechart Diagrams as
we describe on page 291 in Appendix A. However, the same differences as we described
in Step 2 are valid for this step as well. The semantics and the use of Statechart Diagrams
differ from the semantics and the use of the component theory based on the Petri net
formalism.



7.4 RUPPNI: RUP with Petri Nets and Inheritance 199

In our approach, whenever we have a complex architecture, we specify the dynamic be-
havior of the component references. We create reference specifications for each of the
references to the subcomponents. Also, these specifications, as we did before in Step 6 to
define the methods, are defined by executing the Sequence Diagrams and adding step by
step functionality to the specifications.

At the end of this step we start to define the subcomponents. For each component refer-
ence we start again with Step 2.

8. Ready
Each design of a component terminates. Step 8 can be seen as the ‘gathering basket’ of
all components that are designed. We have two flavors.

(a) Ready for Implementation
If the design of components that have to be custom made has come to an end, then
the component is ready for implementation.

(b) Ready for Configuration
If the design of components off-the-shelve has come to an end, then the component
is ready for configuration. By hiding and blocking, the component is ‘tuned’ in such
a way that it is well suited to fulfill the needs of the stakeholders.

I Validation by simulation: scenario reproduction and other ways of prototyping
The Test discipline of RUP and the Test discipline consisting of Validation and Verifica-
tion which we propose in Figure 7.9 coincide on the point that they can both be seen as
a service to the other disciplines in the life cycle. There is, however, a difference in the
way the Test discipline is outlined: RUP is based on UML-models that are not executable
in general, whereas the components based on Petri nets can be executed and analyzed.
Clearly, validation by using executable models is an advantage formal models have over
UML-models. If models are not executable, then validation of dynamic behavior is a
difficult task.

In our approach, the Test discipline consists of a number of activities that are executed at
various places in RUPPNI. This is the case for both validation and verification. The key
for successful validation is to enable stakeholders to decide whether the design covers
their requirements. Validation confirms whether the model meets the requirements. It
also validates the hypothesis that the modeler is addressing the right requirements. By
executing a model a software engineer or another stakeholder finds non-obvious problems
that might not have been discovered by static inspection of the model. Various aspects
may be the subject of a validation. For instance, all sorts of static properties such as
throughput times of the life cycle of components, response times on methods, occupation
rates of hardware, etc. Also, all sorts of aspects with respect to user-interface and human-
engineering might be a subject. We, however, focus on the observation of the behavior
of the individual components and the interaction they have with other components. The
Petri-net based models allow such verifications. Various tools may execute the models.
(See Section 7.6). These tools enable validation by reproducing scenarios and presenting
them in an understandable way to the appropriate stakeholders. Examples of scenarios
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are Sequence Diagrams describing the interaction between different components or runs
describing the behavior of individual components.

In Step 6 and Step 7, based on examples depicted by the Sequence Diagrams, the compo-
nent architecture and the component-reference specifications are completed. Vice versa,
the component architecture and the specifications of the component references can be
used to reproduce Sequence Diagrams. The first check would be if all Sequence Dia-
grams that are used for the design can actually be reproduced by the model. In addition,
it is possible that a number of other Sequence Diagrams -new Sequence Diagrams- can
also be reproduced by the model. Showing these Sequence Diagrams to the stakeholders
(for instance, field experts) allows them to judge about these scenarios. Are they allowed
or not? If not, then adjustments should be made to the model to exclude these scenar-
ios without consequences for the other scenarios. Once we arrive at the point that all
Sequence Diagrams reproduced by the model are allowed, then we have validated the
interactions between the components in the architecture. Note that this validation can be
done for any architecture at any component-level in the system.

In addition to validating interaction scenarios with the stakeholders, we might also re-
produce runs of specifications or runs of flat components. For instance, the specification
of the top-level component we create in Step 2 can be used to regenerate the steps in
the use cases we specified at Step 1. Also, we might show programmers the behavior
of flattened architectures and let them decide whether these models have all necessary
implementation details.

There are other ways of prototyping. Often they depend on the functionality offered by
the tools that are used. For instance, we might enrich an executable model with ‘user-
interface-components for validation’ that may uncover certain properties of the model
during execution.

II Verification: component consistency & soundness
In our approach, we focus in this verification-step on two aspects: consistency (Defi-
nition 37 on page 56 and Definition 42 on page 63) and soundness (Definition 25 on
page 23) of the dynamic behavior of individual components and the complete system.
This is different from RUP in which a number of other aspects also need to be con-
sidered such as the usability (containing: human factors, aesthetics, consistency in the
user interface, online and context-sensitive help wizards), the reliability (containing: fre-
quency and severity of failure, recoverability, predictability, accuracy, mean time between
failure), the performance (containing: speed, efficiency, availability, accuracy, through-
put & response time, recovery time, resource usage), and the supportability (containing:
testability, extensibility, adaptability, maintainability, compatibility, configurability, ser-
viceability, installability). This is a small but essential part of the properties that can be
verified by using Petri nets. We omit a lot of other properties that can be verified (such
as, for instance, place and transition invariants or time analysis) and only focus on the
aspects ‘soundness’ and ‘consistency of dynamic behavior’.

In RUPPNI, we may verify consistency and soundness on various occasions. Soundness
can be verified locally (i.e., per component) just after we define a specification of a com-
ponent (Step 2) or a reference for a component (Step 7). Consistency can be verified for
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each separate component at the moment we have completed the component architecture
(Step 6) and the specifications for the component references in the architecture (Step 7).
In that case, we check whether the flattened component architecture is consistent with the
specification we created in Step 2. By using the local consistency results, we are able
to make a statement about the overall consistency of the system. An alternative for veri-
fying consistency and soundness just after we complete the design of a component is to
wait until the complete system design has been completed. However, this is not advisable
since it would cost more time and money to locate errors and to repair a design in the case
of any deficiencies.

To check the consistency of separate components, we execute the following substeps:

1. Verify the soundness of the specification of the component
A sound specification is a prerequisite for any further analysis. If the specification
is not sound, then this should be fixed first.

2. Determine the flattened component
In this step, the flattened architecture of a component is determined by using the
flattening algorithm in Definition 44 on page 84.

3. Check the consistency of the component
In this step, we check the consistency of the component by comparing the flattened
architecture of the component with its specification.

For simple components consistency and soundness are checked ‘by hand’, otherwise the
analysis tool Woflan (see Section 7.5) is used or we ensure the consistency and soundness
by using one of the patterns (Chapter 6).

After checking the consistency of the system locally, we need to check also the con-
sistency of the global behavior of the system. Hence, we need to verify if the flattened
system architecture realizes the functionality we intended with the top-level specification:
Is the flattened system architecture correct in the sense that it is a C-net and a subclass
of the specification of the top-component under life-cycle inheritance? If this is the case,
then the design for the software that will be developed or bought is consistent with the
requirements initially stated by the various stakeholders with respect to dynamic behavior.

Once we have completed a design following the steps in Figure 7.9 this provides a basis for
extensions with data exchange and data manipulation by functions. However, these aspects are
outside the scope of this thesis. Data comparison and functional manipulation is not a part of
labeled P/T-nets. A way to incorporate data aspects in a natural and efficient way in processes
and architectures from product structures has been studied, for instance, by Reijers (2002) and
Reijers & Van der Toorn (2002). Another example of how data storage can be integrated in a
component framework can be found in Van Hee, Van der Toorn, Van der Woude & Verkoulen
(1999). In general, the component framework allows to start by designing ‘uncolored’ processes
and extending these processes with data and functions (Van Hee 1994, Jensen 1992, Jensen
1996).
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Figure 7.11: A C-net represented in Protos.

7.5 Verifications with Woflan

Woflan (Verbeek & Van der Aalst 2000b, Verbeek et al. 2001, Verbeek & Van der Aalst 2000a)
is the abbreviation of ‘workflow analyzer’. It is used to diagnose either WF-processes or control
flows of components before they are put into production. In RUPPNI (in Figure 7.9), it should be
positioned in the Test discipline. It is well suited for supporting a software architect with respect
to the verification of the consistency and classical soundness of components. Woflan guides the
modeler of a control flow towards finding and correcting possible errors. The C-nets, as we have
introduced in Definition 15 on page 14, are used to describe the control flows of components
and hence they are subject to analysis with respect to their structure and behavior for Woflan.
A C-net is identical to a WF-net (Recall: workflow-net (Van der Aalst 1997)). We use the term
C-net instead of WF-net since we consider WF-nets in another context: C-nets may be used for
workflow modeling of a system, but they represent in this thesis the control flow of software
components. For this reason, we are able to use workflow analysis tools for the verification
of the components in this thesis. There are not many analysis tools available today. As far
as we know, only one other tool is available for verifying workflows: FlowMake (Sadiq &
Orlowska 2002). FlowMake is a tool based on a reduction technique and can interface with the
IBM MQSeries Workflow product. FlowMake can only handle acyclic workflows and provides
fewer diagnostics than Woflan. Woflan has interface to various workflow packages and process
design tools. One of these is Protos (Pallas Athena 1999). We selected Protos for describing
C-nets in order to export them to Woflan.

Figure 7.11 is an example of a C-net representation in Protos. An adjustment has been made
since Protos requires start and stop transitions instead of source and sink places. Protos has the
ability to export this C-net to Woflan. Some of the results of the verification of this net by
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Figure 7.12: The results of the verification in Woflan.

Woflan are depicted in Figure 7.12.
In the future, we believe that ‘control flows’ will be more prominent in middleware sys-

tems. Already, we see that the gap between workflow-management systems and middleware is
narrowing (Gartner 2003). This implies that Woflan does not have a scope limited to workflow-
analysis, but also has a focus on the verification of ‘control flows’ of components connected by
middleware.

Woflan can be used to check the static structure of C-nets (Definition 15 on page 14) and
behavioral properties such as classical soundness (Definition 19 on page 17), safeness (Defini-
tion 11 on page 13) and the inheritance notions (Definition 34 on page 37). The approach of
Woflan towards some concepts is different from the one chosen in this thesis. It can not be used
to check the (stronger) soundness notion (Definition 25 on page 23). Soundness of a C-net is
decidable (Van Hee, Sidorova & Voorhoeve to appear 2003a), however, we do not yet have a
tool which is able to verify soundness. Nevertheless, in an analysis approach we could use the
fact that (See Figure 2.14 on page 29) 1-soundness is a prerequisite for soundness. Table 7.2
gives an overview of the properties that can be verified by Woflan.

Inheritance notions are verified by Woflan but they are differently defined from those in
Definition 34. The differences are that:

1. Woflan requires classical soundness (Definition 20) as a prerequisite for the inheritance
relationships, and

2. Woflan verifies branching bisimulation only for single activations and not for activations
with k-tokens where k is an arbitrary number in IN.

This implies that whenever we use Woflan for the verification of inheritance relationships be-
tween two C-nets in the sense of this thesis (Definition 20), we need to make sure that both
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Property Definition Can be verified by Woflan?
C-net Definition 15 on page 14 Yes
Dead transition Definition 12 on page 13 Yes
Classical soundness Definition 19 on page 17 Yes
Safe classical soundness Definition 20 on page 17 Yes
1-soundness Definition 23 on page 20 Yes
Soundness Definition 25 on page 23 No, but 1-soundness is a prerequi-

site for soundness and for certain net
classes 1-soundness implies sound-
ness

Weak separability Definition 27 on page 28 No, however, it can be used to check
whether a net is a state-machine C-
net; this class of nets is weakly sep-
arable

Inheritance relationships Definition 34 on page 37 Yes, but differently

Table 7.2: Verifications with Woflan relevant for CBSD.

 

Figure 7.13: The verification results of a component in Woflan.
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these C-nets are classical sound C-nets. Moreover, we should be aware of the fact that two
nets satisfying an inheritance relation according to Woflan, is only a necessary condition for an
inheritance relation in the sense of Definition 34. In general, it is not so that the behavior of the
two nets is branching bisimilar for an arbitrary number of activations.

Figure 7.13 depicts some of the verification results such as presented by Woflan. From
the windows one might observe that the investigated C-net is 1-sound and a subclass under
protocol/projection inheritance (in the sense of Van der Aalst & Basten (2002); that is the way
inheritance notions have been implemented in Woflan) of another C-net.

7.6 Simulations with ExSpect
ExSpect is an acronym for Executable Specification tool. It can be used for designing, verifying
and simulating the P/T-nets in this thesis. However, in RUPPNI (in Figure 7.9) it should be
positioned in the Test discipline. It is well suited for supporting a software architect with respect
to the validation of software designs. In addition to the labeled P/T-nets we use in this thesis,
ExSpect has five extensions: color, time, hierarchy, priorities, and inhibitor arcs:

1. Color extension.

(a) Tokens are no longer indistinguishable. Each token has a value (number, string,
complex data item). The colors are based on a typed functional language. This
languages resembles an executable subset of Z (Spivey 1989, Van Hee, Somers &
Voorhoeve 1991).

(b) Each place has a type. The type determines which token values are allowed in the
place.

(c) Transition firing is also based on the values of consumed tokens. They determine
the amount and values of the produced tokens.

(d) Transition enabling may also depends on token selection via preconditions.

2. Time extension.

(a) Each token has a time stamp denoting the earliest time they may be consumed.
This time stamp is calculated by adding a delay (determined by the transition that
produced the token) to the global system time.

(b) Tokens may not be consumed before the system time ≥ time stamp of the token.

(c) Transitions are eager: As soon as transitions are enabled, they fire. (See Section 2.2
on page 13.)

(d) Transition firing is instantaneous, i.e., a firing does not take any time.

3. Hierarchy extension.

(a) Transitions can be grouped into subnets and subnets can be grouped into other sub-
nets.
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(b) Once defined, subnets can be instantiated several times: there is a clear distinction
between the definition and the installation of a subnet in another net. The subnets
can be parameterized which encourages the reuse of specifications.

4. Inhibitor arcs to ensure a certain order depending on empty places. An inhibitor arc from
a place p to a transition t disables t in any marking where p is not empty. (See also the
discussion on the repeater pattern on page 145.)

5. Priorities to ensure a certain execution order when two or more transitions are simultane-
ously enabled.

Other features (among many others) of ExSpect are:

• A runtime user interface to interact with a running simulation (inspecting places, adding
tokens, reading from and writing to files or other applications). Complex token values are
shown in forms that are generated by the tool or defined by the designer. Animation of
token production and consumption is possible. Such a Petri-net animation allows useful
observations of Petri nets. For instance, the owners of a component, i.e., employees of an
organization, may check its behavior.

• Libraries are available for queuing networks containing standard building blocks like a
queue, a server, a generator, an assembler, and a selector. Using these blocks and filling
their parameters (like queuing strategy) one may build complex networks. All statistics
(like occupation rates) are reported. There is a library with workflow building blocks that
can be used to define control flows of components. Building blocks are predefined Petri
net structures with a particular function in a component. For instance, the creation of an
instance or the choice between two paths according to a certain mathematical distribution.
A case study in which these qualities of ExSpect are exploited is described in Reijers &
Van der Aalst (1999).

As already stated, ExSpect supports P/T-nets. This implies that ExSpect also supports C-
nets. Therefore, any arbitrary C-net which satisfies Definition 15 on page 14 can be built in
ExSpect and its behavior can be simulated and observed by stakeholders. In addition, the vari-
ous extensions of ExSpect have the following meaning with respect to the theory in this thesis:

1. The hierarchy extension of ExSpect implies that we are able to build components as de-
fined in Definition 35 on page 51 by using ExSpect. There are, however, a number of
differences. Most of all we lack the possibility of a double description of components
including both a specification and an architecture. Furthermore, the connection of a com-
ponent in ExSpect to its environment is different. This connection is based on places
(pins) instead of transition labels as in the framework.

2. The time extension offers by using one of the libraries the opportunity to make simula-
tions of the performance of components and to compare different architectures in terms
of performance.

3. The other extensions (color, inhibitor, priorities) can be useful whenever a design is ex-
tended with these aspects. Recall that the addition of color enables us to include data
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aspects in the framework. The use of inhibitor arcs and priorities increase the modeling
power. Combined with functions complete applications can be specified and simulated in
ExSpect.

One of the features of ExSpect that is of particular interest in a software development project
is the possibility of reproducing Sequence Diagrams (see page 290 in Appendix A) during simu-
lation. This feature has been developed originally to meet customer requirements for specifying
message exchange between information systems to support electronic commerce. However, it
is also applicable in CBSD. The integration of business processes of various organizations or
applications is the central issue. Organizations or applications exchange information to sup-
port their business processes. The interaction between these organizations or applications can
be modeled in ExSpect. However, it appeared to be a problem in practice to present compli-
cated ExSpect models to people without a Petri-net background. It was easier to provide them
with interaction scenarios derived from an ExSpect model. This motivated the extension of
ExSpect with the option to reproduce Sequence Diagrams during a simulation run of ExSpect.
Figure 7.14 illustrates this feature of ExSpect. Figure 7.14 shows a number of ExSpect systems,
i.e., components, on the left-hand side connected by directed arcs to a number of places. The
definition of these systems has been omitted; they all contain complicated Petri nets defining
their behavior. The right-hand side Figure 7.14 shows a Sequence Diagram that is produced
during a simulation from the model on the left-hand side.

Figure 7.14: Petri-net animation window and dashboard with Sequence-Diagram-object in
ExSpect.

Sequence Diagrams are derived from an ExSpect system by monitoring the communication
channels between the systems. In the case of the example in the figure, an internal channel in
‘network’ is monitored. Each message token in a message channel is monitored: the sender and
recipient of the token are registered. This results in an arrow in the Sequence Diagram on the
right-hand side of Figure 7.14.

There are several alternatives for ExSpect. For instance, other tools based on colored Petri
nets are CPN tools or Great SPN. See Mortensen (1998) for an overview of many Petri-net
based tools. Outside the Petri net world ExSpect should be compared to languages as LOTOS
(Brinksma 1988), although LOTOS does not support a graphical specification. Another tool to
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compare to ExSpect is STATEMATE (Harel & Naamad 1996, Harel & Politi 1998). This tool is
based on State Machines and, therefore, when compared to ExSpect, it has all advantages and
all drawbacks of State Machines versus Petri nets. A newer and promising approach by Damm
& Harel (2001) is the one of Live Sequence Charts (LSCs) which generate a working system
based on LSCs and pattern matching. The possibility of ExSpect of reproducing Sequence
Diagrams can be best compared to the Spin model checker (Holzmann 1997). This tool is based
on communicating State Machines and does simulations of models by generating Sequences
Diagrams. Two differences with ExSpect are that it is not a Petri-net based tool and that it also
does verifications. The combination of being able to simulate hierarchical high level Petri nets
and being able to reproduce Sequence Diagrams from these nets makes ExSpect well suited for
supporting the design approach we describe in Section 7.4.

7.7 Conclusions
In this chapter, we considered the relationship between RUP, as an example of software design
life cycles, and the RUP-extension RUPPNI which is well suited to applying the theory of Part
I of this thesis. By comparing these processes we find that the steps of RUPPNI are a subset of
the steps in RUP. Making a Use-Case Diagram, making architectures, constructing Sequence
Diagrams, setting up a Component Model and assigning methods are all steps which both ap-
proaches have in common. The advantage of this correspondence is that it allows us to combine
the broadness of RUP with the qualities of RUPPNI that allow for validation by checking sce-
narios and for verification by checking soundness and consistency. Issues that are left-out in
RUPPNI but incorporated in RUP are the modeling of static aspects such as Class Diagrams
containing the attributes of classes and all sorts of relationships. Another difference is that
RUP also considers implementation, the deployment, and the management of the development
project. The combination of the two approaches yields better models. RUPPNI contributes to
RUP: The proposed validations and verifications are not possible in plain UML since UML-
models lack the formal semantics which allow for such validations and verifications.

The tool Woflan can be used to assist in the verification of nets. Many properties that are
indispensable for correct models can be checked. However, there are also challenges left. Ex-
cept for 1-soundness no apparent verification algorithm for soundness exists. So, Woflan is not
able to check soundness (yet). Moreover, it uses other inheritance notions. This implies that in
some cases soundness and consistency can only be asserted by using patterns that are proven to
be sound and consistent. Another possibility to check the soundness of nets is to model by only
using classes of C-nets for which 1-soundness implies soundness.

The tool ExSpect provides insight into the behavior of the system, its components, and
the interaction between components to stakeholders simulation of the C-nets and generation
of Sequence Diagrams. Moreover, since ExSpect is based on colored Petri nets, it has the
possibility of extending C-nets with color to make prototypes. For instance, it would be possible
to make an executable prototype of the logical user interface.

In the following two chapters, we apply RUPPNI as discussed in Section 7.4 to two cases:
The design of an Electronic Market Place and the design of a system to support the Transit
(custom) processes. We also use Woflan and ExSpect for verification and validation.
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8.1 Introduction

Trade and commerce on the Internet are generating billions of dollars in sales of goods and ser-
vices and are still growing. Key to electronic commerce is the huge variety of electronic market
places (EMPs) on the Internet. In the EU billions will flow via electronic market places in the
coming years. An electronic marketplace is an online environment where buyers and sellers use
the Internet as a communication platform in order to exchange information, goods and services
(Fingar, Kumar & Sharma 1999). In information science, architectures of electronic market
places have become a topic of research. One of the challenges of the development and design of
an architecture of an EMP is that it should deal with the complexity of a number of distributed
components that interact to form a single functioning system. The use of the Internet enables
us to abstract from technicalities and to focus on the functional integration aspects of the dis-
tributed systems. However, the challenge remains: If there are errors in the design of an EMP
that are leading to undesired behavior, then this will definitely minimize the chances of success
for this EMP. On the Internet, traders will find an alternative quickly. In this chapter, we present
a design of a system for a slightly simplified electronic market place for commodity goods by
using the theory presented in the first part of this thesis and by following the top-down version
of RUPPNI as we presented in Chapter 7. It is not the goal of this chapter to discuss EMPs in
depth; we refer to Iacob & Smit (2001). In this chapter, we study how the component frame-
work presented in this thesis can be used to deal effectively with the complexity of a system
with many distributed components each having its own process.

We create a design for a fictitious EMP for commodities inspired by existing examples
on the Internet. We develop a design of this EMP, by following the process we described in
Section 7.4 in its top-down variant as depicted in Figure 7.10(a). As we stated earlier, when
we follow a top-down approach we do not often make a distinction between the specification
of the reference and the specification of the subcomponent. This will also be the case for the
components we will design in this chapter. In fact, the type of application we will design to
support the EMP processes is a client-server application with many clients and a single server.
Each time a client logs on to the server, a dedicated server process is created for this client.

209
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These communicating client and server processes are modeled in this section.
We will start the chapter by introducing in Section 8.2 the concepts of an EMP for commodi-

ties and by giving an informal description of services we take into account in the example. The
Use-Case Diagram for the EMP will be presented in Section 8.3. In the sections thereafter we
will present the results for the various components of the example. In Section 8.4, we consider
the top-level component of the system. We omit the detailed design of the trader component
since we allow traders to use their own site-specific applications as long a these are consistent
with the specification of the reference of the trader component. The EMP operator component
will be discussed in Section 8.5 and the subcomponents of this component will be considered
in Section 8.6. In Section 8.7, we discuss how existing components can be integrated in the
architecture. We consider the consistency of the complete system architecture in Section 8.8
and, finally, in Section 8.9 we conclude the discussion on this case.

8.2 Description of the Electronic Market Place

An EMP is a market place on the Internet. The traders in their roles of buyers and sellers do
not physically meet in a market place, but instead they meet on a website on the Internet. This
website is the electronic equivalent of the floor of exchange. The website is a portal to a number
of services that enable trade between organizations affiliated to the EMP. They provide market
information and the facilities to make deals. A commodity market is a special type of market
with respect to the type of goods, the large quantity of the goods and the pricing mechanism
on the market. The main goal of the EMP broker is to match orders. In this type of model,
the seller usually pays the broker a transaction fee based on the value of the sale. There is a
match if the price of the commodities that are supplied to the market place equals or is lower
than the specified limit price of demanded commodities. Or, in other words: The seller finds a
buyer by taking the highest bid above a minimum. A bid is an offer made by a trader to buy
or sell a definite number of goods. Attempts to match demand and supply are undertaken by
the EMP broker on a regular basis. For instance, each hour, each minute or almost constantly
depending on the magnitude of supply and demand. Subject to these attempts are the bids. In
each time-slot the EMP tries to match the largest number of bids on commodities as possible.
If the EMP succeeds in matching a bid, then in case of a ‘buy-bid’ the trader is obliged to
take the commodities against the market price, i.e., the price made by the pricing mechanism
of the EMP. In the case of a ‘sell-bid’, the trader can be assured that the market price is never
below his limit price. Vice versa, for a ‘buy-bid’ the market price is never above his limit price.
It can occur that the EMP is not able to satisfy the bid of the traders: The total demand and
total supply do not match completely or there is a disagreement about the price. In that case, a
second attempt is made in the following time slot to execute the orders of the traders that were
not served the first time. The trader has the possibility of limiting the number of attempts to
be made by the EMP. Within the scope of the EMP we design in this chapter, the delivery of
goods is not considered. However, the EMP administrates the ownership of the commodities (it
updates the portfolios of the traders that are registered to the EMP) and it bills the traders: All
traders have a credit account at the EMP from which they can withdraw money when they have
a positive balance and they are obliged to deposit money in case of a negative balance.

The example we present in this chapter offers various services which support the trader at
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the market place. There is a bidding and matching service, a service which deals with providing
information to trader, and a service which handles the payments of the commodities.

The bid service enables a potential trader to place an order at the electronic market place.
In this order, i.e., a bid, the trader specifies what product type he/she wants to sell or buy, the
desired quantity of this product and against which price it may be bought or sold. Moreover,
the number of attempts the EMP broker should try to sell or buy the products when the bid
is rejected should also be specified. When a bid has been placed it can either be accepted or
rejected. The latter occurs when the demand price does not match the market price or when
there is a mismatch between supply and demand. The significance of an accepted bid is that the
EMP broker has been able to execute the order.

To enable the traders to make bids, they need to be provided with market information about
the commodities of their interest. Therefore, the EMP offers the possibility of subscribing
to fund information. Once this subscription has been activated traders have the possibility of
obtaining price information. This market information is essential for making bids.

Also, the EMP offers a credit facility to facilitate payment on the market. Typically, the
administration of the portfolio and the financial management with respect to orders is handled
with the credit facility.

8.3 EMP Use-Case Diagram
We start the design of the EMP by gathering the requirements in Use-Case Diagrams. In the
design process RUPPNI in Figure 7.9 on page 192, this is Step 1: Make Use-Case Diagram.
(The description of the step is on page 195.) The Use-Case Diagram of the EMP is not a formal
description of the system. However, it is well suited for supporting the communication between
software architects and stakeholders and it is a starting point to make a formal specification of
the external behavior of the EMP. Stakeholders may use the diagram to validate the require-
ments of the EMP. Figure 8.1 depicts the Use-Case Diagram which captures the functionality
of the EMP. There is only one actor in the Use-Case Diagram. Only a Trader interacts with the
system; there are no other actors involved since all services of the EMP need to be automated
(Straight Through Processing). There are six use cases present in Figure 8.1. The Trader inter-
acts with the main use case called Electronic Trade and this use case uses the functionalities of
the other use cases Login, Logoff, Bid, Get Information, and Manage Financials. Each use case
in the model is described in detail in the following paragraphs, showing step by step how the
actor interacts with the system and what the system does in each use case.

We start with the description of the main use case, i.e., the one that is used to initiate other use
cases:
Name: Electronic Trade
Intent: Providing a trader interface and to coordinating all functionalities of the EMP
Description:

1. Start a session.

2. Execute use case [Login].

3. Repeat until Logoff-option selected:
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Figure 8.1: A Use-Case Diagram for an EMP.

(a) If Bid-option selected, then execute use case [Bid].

(b) If Get-Information-option selected, then execute use case [Get Information].

(c) If Manage-Financials-option selected, then execute use case [Manage Financials].

4. Execute use case [Logoff].

5. End a session.

Pre Conditions: Trader is off-line, i.e., not on the market.
Post Conditions: Trader is (again) off-line.

All traders need to be registered at the market place. Therefore, for validation, the traders
always need to be authorized to enter the EMP. The second use case is an inclusion of the first
one which handles this authorization. This means that it is executed whenever the first one is
executed:
Name: Login.
Intent: Providing access to the EMP.
Description:

1. Login to the EMP.

2. Receive the login acknowledgement on the screen.

Alternate Course:

1. Erroneous login to the EMP.
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2. Receive a login error on the screen.

Pre Conditions: Trader is not logged-in.
Post Conditions: Trader is logged-in or not logged-in.

The third use case is the key use-case of the EMP: the one that is used to make a bid. The bid
use case contains the functionality for a trader to place an order at the electronic market place
and the functionality to inform the trader about the result.
Name: Bid.
Intent: Enabling a trader to make a bid and to informing him about the outcome of the bid.
Description:

1. Make a bid.

2. If the bid is accepted, then:

(a) Show that the bid is accepted.

(b) Show the update on the portfolio.

(c) Show the update on the credit account.

(d) Confirm that the bid is handled.

3. If the bid is rejected, then: Show that the bid is rejected.

4. If the bid is not handled for commercial or other reasons, then: Show that there is no
trade.

Pre Conditions: Trader is logged-in. No pending bids.
Post Conditions: Trader is logged-in. No pending bids.
Remark: The decision as to whether a bid will be accepted or rejected or whether there will be
trade on the market is made by the EMP broker. This implies that there are methods of the EMP
operator which partially determine the behavior that is visible to the trader.

The fourth use case is used to provide the trader with price information:
Name: Get Information.
Intent: Providing market price information necessary for making bids.
Description:

1. Select and subscribe to price information of a particular good.

2. Show the confirmation of the subscription on the screen and add a line with the particular
good to the price-overview.

Alternate Course:

1. Request online price information.

2. Show the results of the request.
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Pre Conditions: Trader is logged-in. For the alternate course: Requests for pricing of goods are
only allowed for subscripted goods.
Post Conditions: Trader is logged-in.

The fifth use case is used to manage the account traders have at the market place:
Name: Manage Financials.
Intent: Managing the account by making withdrawals and deposits.
Description:

1. Make a deposit to the account.

2. Increase the account balance with the amount of the deposit and confirm this on the
screen.

Alternate Course:

1. Request a withdrawal from the account.

2. If the current account balance is greater than or equal to the amount of the requested
withdrawal, then: Decrease the account balance with the amount of the withdrawal and
make a payment.

3. If the current account balance is smaller than the amount of the requested withdrawal,
then: Make a notification that the withdrawal cannot be made.

Pre Conditions: Trader is logged-in.
Post Conditions: Trader is logged-in.

The last use case is again an inclusion of the first one which handles the logoff part of the
authorization:
Name: Logoff.
Intent: Leaving the secure part of the EMP.
Description:

1. Logoff to the EMP.

2. Receive the logoff acknowledgement on the screen.

Pre Conditions: Trader is logged-in.
Post Conditions: Trader is logged-off.

Most of the use cases give a clear picture of the functionalities and behavior with respect
to the various services. However, the functionality and behavior of the bidding service is hard
to capture by the Bid-use-case. For that reason we had to add a remark to give additional
information. The behavior of the bidding service is complicated since decisions are made by
both the trader and the EMP broker. The behavior of the broker is leading in some cases,
whereas the use-case perspective is always that of the trader. The formal specification of the
top-level component (we design in the next section) is used to state the observable behavior of
the system including the precise description of the bidding service.
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8.4 Top-Level Component of the EMP

The first component we design is the top-level component of the system: the EMP environment
component. We start by making a specification for the EMP Environment component, based
on the use cases. In the design life cycle we depict in Figure 7.9 on page 192, this is Step 2:
Create Component Specification. (A description of this step is on page 195.) We do not present
a method for the transition from the (somewhat informal) Use-Case Diagrams we create in Step
1 to the formal specification of the top-level component we create in Step 2. To come up with a
model that is recognized by the stakeholders and consistent with their expectations depends of-
ten on the craftsmanship of the software architects. The general idea is to make first a version of
the process which contains the functionality of the main course of the most important use case.
Then variants are added each time adapting the model until it covers all functionality. Once
the model has been created, it is not too difficult to check whether a specification is consistent
with the Use-Case Diagram and the use case descriptions. Statically, we might check that all
methods that are invoked in one of the use cases should be present in such a specification. Dy-
namically, we may check that the use cases, that can be considered as runs of the system, can
actually be reproduced by the specification. The component specification in Figure 8.2 is the
result of Step 2. It contains all the methods, i.e., in this case all the possible interactions the
trader might have with the system. However, it also contains a number of additional methods.
Some of these methods are not directly accessible to the trader. These are the methods of the
EMP broker. They are included in the specification since they determine the observable behav-
ior of the top-level component. Also, an additional trader method was necessary to model the
required behavior. The process in Figure 8.2 which is the top-level specification defines the pro-
tocol between the trader and the system. Since an internal state is maintained, the methods can
only be executed when this is in accordance with the internal state. In other words: The specifi-
cation defines the interface of the trader component. The specification shows that the execution
of the start session method can be followed by a login or an erroneous login method. In the
latter case, the session has to be stopped by the stop session method. In the first case, however,
the method results in a token in a place such that there is access to all functionalities of the
trader component. This state allows the execution of a number of different methods: make bid,
subscribe, req price info, deposit, withdrawal and logoff. In total, three different tracks are
possible. Each track is a cycle: The initial execution of a method enables the execution of other
methods, and, finally, the place is marked again which gives access to all these methods. The
methods EMP is accepted, EMP is rejected, and EMP no trade are interesting since they are
not accessible to the trader, but they are clearly indispensable when describing the behavior of
the top-level component. The choice between these three methods is made by the EMP broker.

As we explained in Section 7.4, the Test discipline in Figure 7.9 delivers services that can be
used on various occasions in the design life cycle. In this case, we want to verify and validate
the specification depicted in Figure 8.2. In general, we propose to start with verification and
then continue with validation since there is no use in verifying incorrect processes with the
stakeholders.

Hence, we continue RUPPNI with Step II: Verification: component consistency & soundness
on page 200 and since component consistency can not be checked on a single specification we
can only check the soundness (Definition 25 on page 23) of the specification in Figure 8.2.
As we stated before, we are able to check only 1-soundness in general (by using Woflan) and
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Figure 8.2: The component specification of the top-level component EMP environment.
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soundness only for a particular class of nets or when a net satisfies a particular pattern. Often
a software architect is able to select the most efficient approach for verification based on his
experience. In the case of Figure 8.2, we apply a divide-and-conquer strategy:

(a) (b)

i

o

τ

τ

i

o

τ

τ
p

Figure 8.3: The verification of soundness for the EMP environment component specification.

1. We split the specification in Figure 8.2 in two separate C-nets. The result can be found
in Figure 8.3(a) and (b). The methods make bid until bid handled are depicted in Fig-
ure 8.3(b); all others are depicted in Figure 8.3(a).

2. We now check the soundness of the net in Figure 8.3(a). It is easy to verify that this net
is a state-machine C-net (Definition 60 on page 155): The net is a C-net (the closure is
strongly connected and it has a unique source and a unique sink place) and each transition
in the net has a single input and a single output place. Since any state-machine C-net is
sound (Lemma 18 on page 156), it follows immediately that the net in Figure 8.3(a) is
sound.

3. It is not difficult to see that the net in Figure 8.3(b) is also sound. The left-hand side of
this net is a state-machine, and the three transitions on the right-hand side only determine
which transition on the left-hand side will fire.
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4. Since the net in Figure 8.3(b) is sound, we may apply the place refinement operator P
(see Definition 53 on page 138) on the net in Figure 8.3(b), the place p, and Figure 8.3(a).
This yields that the complete specification we depict in Figure 8.2 is sound.

So, we now know that the specification does not have any deadlocks or livelocks, but we do
not know yet if the specification meets the expectations of the stakeholders that are captured by
the use cases. By executing Step I: Validation by simulation: scenario reproduction and other
ways of prototyping (explanation of the step on page 199) we try to accomplish that. Also, in
this case there are various strategies that can be applied. We first check statically if all methods
in the specification correspond to a step in one of the use cases. Table 8.1 shows the relationship

use case step specification method
Electronic trade Start a session start session
Electronic trade End a session stop session
Login Login to the EMP login
Login Receive the login acknowledgement login ok
Login Erroneous login to the EMP erroneous login
Login Receive a login error on the screen login nok
Bid Make a bid make bid
Bid Show that the bid is accepted is accepted
Bid Show the update on the portfolio upd portfolio
Bid Show the update on the credit account upd credit
Bid Confirm that the bid is handled bid handled
Bid Show that the bid is rejected bid rejected
Bid Withdraw the bid no trade
Get Information Select and subscribe. . . subscribe
Get Information Show the confirmation. . . subscr ok
Get Information Request online price information req price info
Get Information Show the results of the request rec price info
Manage Financials Make a deposit to the account. . . deposit
Manage Financials Increase the account balance. . . . . . increase
Manage Financials Request a withdrawal from the account withdrawal
Manage Financials Decrease the account balance. . . decrease
Manage Financials Make a notification. . . limit nok
Logoff Logoff to the EMP . . . logoff
Logoff Receive the logoff acknowledgement. . . logoff ok

Table 8.1: Specifications ‘reproduce’ the steps in the use cases, but not vice-versa.

between the steps that are present in the use cases and the methods in the specification. We see
that for all steps in the use cases, there are methods in the specification. However, the relation
is not bijective. There are many methods present in the specification that are necessary to
describe the required behavior, but that are not directly accessible or even visible to a trader. For
instance, the methods EMP is accepted, EMP is rejected, and EMP no trade. Besides trying
to match the steps in the use cases and the methods in the specification, we can make some other
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static checks. For instance, each repetition in a use case should correspond with an ‘iteration’-
construct and each choice should correspond with a ‘choice’-construct in the specification. With
respect to this last point, we see that the specification by means of C-nets forces the software
architect to make unambiguous choices, whereas use-case descriptions might leave these issues
unrevealed. For instance, it is not clear from the use-case descriptions if the ‘if-then’-clauses
in use cases Electronic Trade and the Bid are mutually exclusive or not. In the specification, it
is clear that the ‘if-then’-clauses are interpreted to be indeed mutually exclusive. These kinds
of choices should be reported to the stakeholders and they should decide on what they mean
precisely. In any complex case, the use of a tool is indispensable to relate the dynamic behavior
described by the use cases with the specification. However, in this case it is not to difficult to
reproduce the scenarios we described in the use cases. We do this by putting a single token
in the source place of the net in Figure 8.2 and playing the token game. Abstracting from the
methods that are not visible to the trader, we find, for instance, the following firing sequence as
result of the token game: start session, login, login ok, make bid, is accepted, upd portfolio,
upd credit, subscribe, subscr ok, deposit, increase, logoff, logoff ok, stop session. This firing
sequence corresponds to all the steps we come across in the main use case and all the steps we
come across in the (main-courses of the) other use cases. We can obtain infinitely many firing
sequences from the specification in Figure 8.2. All firing sequences should be consistent with
the use cases we defined in the previous section. If a firing sequence is not consistent, we should
either adjust the specification or the use cases after consulting the stakeholders involved. If a
firing sequence is not covered by the use cases, then again we should present this sequence to
the stakeholders and let them decide whether the firing sequence is admitted or not.

We have now completed the specification of the top-level component and continue with the
design of the architecture of the component. The first step in the design of an architecture is
Step 4: Setup Component Architecture. The description of this step is on page 197. In this
step, we decide on the structure of the architecture. By ‘structure’ we mean the component
itself and all the component references that are present in its architecture. As we mentioned
in the introduction to this chapter, the goal of the EMP application is to enable traders to trade
on the electronic market via the Internet. We will do this by offering an application which
has a client-server architecture. This type of architecture can be recognized by the structure
of the architecture of the top-level component in which we can find a component reference for
client processes and a component reference for server process. Each client which enters the
marketplace has a separate client and a separate server process. A new process at the client
or the server is created by putting a token in the source place of the C-nets that correspond to
the client and server components. Hence, statically, we choose to use one component for all
client processes and one component for all server processes. Figure 8.4 depicts the structure
of the architecture of the top-level component. Figure 8.4 depicts the reference to the client
component trader and the reference to the server component EMP operator.

To be able to complete the architecture, we define the behavior between the components by
means of a number of scenarios. This is Step 5: Define Collaboration Scenarios. (A descrip-
tion of this step can be found on page 197.) So, whereas the use-case descriptions are scenarios
that are used to make a specification, Sequence Diagrams are used to define collaborations
between components. As we explained on page 197, lifelines in Sequence Diagrams corre-
spond to components. Therefore, the two components we define in the previous step should
occur in the diagrams (as they do). Obviously, the scenarios can not cover the complete in-
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Figure 8.5: Sequence Diagrams for message exchange between a Trader and the EMP-operator.
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terchange behavior of the two components. Issues which deserve careful considerations are
repetitions of messages, choices, moments of choice, and the order of messages (May two mes-
sages also be transmitted in reversed order?). These aspects are covered to a certain level of
detail when we would use all possibilities of Sequences Diagrams or MSCs. However, using
all the possibilities of these techniques would decrease the comprehensibility for some stake-
holders. We choose to keep the scenarios easy to understand and we increase the number of
scenarios to capture all the required functionalities. We use the scenarios to give feedback
later on in the process. If necessary we make adjustments. In the case of the Sequence Di-
agrams between the trader and the EMP operator component in Figure 8.5, some repetitions
and a different order are possible. In the scenario of Figure 8.5(a), for instance, we can dis-
tinguish a number of messages that are grouped. These messages originate from the same use
case. The messages {make bid, . . . , bid handled}, {require price info, . . . , receive price info},
{desposit/withdrawal,. . . ,increase/decrease balance} are groups of messages that can be re-
peated several times. Moreover, the order between these groups is not fixed. Within these
groups several other messages are possible. These are given in the other Sequence Diagrams.
In general, it is possible to combine Sequence Diagrams by interchanging groups of messages
that originate from the same use case. A larger number of different Sequence Diagrams and
textual rules are helpful for decreasing the number of different possibilities to design the archi-
tecture and the behavior of the component-reference specifications. (However, for this example
they are sufficient.)

The next step is Step 6: Complete Component Architecture which can be found on page 198.
Making a precise translation from Sequence Diagrams to architectures can be done in various
ways often depending on the situation. With respect to the definition of the static structure of
the architecture we use the following rules for the translation:
For each message in a Sequence Diagram from lifeline A to lifeline B,

1. there should be a method on component A which sends this message and a method on
component B which receives this message,

2. the method on component A should have an outgoing arc to a place in the architecture,
and

3. the same place should be connected with an incoming arc to the method on component
B.

These rules leave room for various design decisions. For instance, it is possible to use the
same methods for different message types or to send/receive more messages simultaneously.
Furthermore, it is also possible to use the same places to transport different messages. In the
case of the architecture for the top-level component in Figure 8.6, we see that most of the
messages correspond to a method of the trader and a method of the EMP operator component
reference and a single place. Exceptions are the start session message, acceptance and rejection
messages, the deposit/withdrawal message, and the cancel/update messages. There may be
many reasons to define these ‘exceptions’. In this case, the constructions for these messages
are motivated by the desire to combine messages in order to keep the design concise. In the
component architecture in Figure 8.6, we see the result of this step. The client-server structure
can be seen in the architecture as well. The trader component is the client and the EMP operator
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Figure 8.6: The top-level component of the EMP system architecture.
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is the server component. The client is the component which has the possibility of initiating a
session and the server component is the one that is able to respond. Once the client session is
activated, a server session can be activated and deactivated via the login/logoff-functionality. In
a client and a server component many sessions may be active simultaneously. Typically, each
active client process has a corresponding server process at the EMP.

Also, based on the Sequence Diagrams, we continue with Step 7: Create Component Ref-
erence Specification(s). (See page 198.) We need to execute this step, to obtain both the trader
component-reference specification and the EMP operator component-reference specification.
The way to obtain these specifications from the Sequence Diagrams in Figure 8.5 is almost
similar to obtaining the specification of the top-level component from the steps in the different
use cases. In this case, the order of the methods on the life-lines is leading in the design of the
separate specifications. Figure 8.7 and Figure 8.8 depict the result of this step, i.e., the com-
ponent references of the architecture of the EMP environment component. Figure 8.7 depicts
the specification of the component reference for the trader component. Figure 8.8 specifies the
component reference of the EMP operator component.

The last issue we have to check for this component is the component consistency, i.e., Step
II: Verification: component consistency & soundness on page 200. We need to verify the com-
ponent consistency (Definition 37 on page 56) by comparing the behavior of the flattened com-
ponent and the specification of the component. To obtain the flattened architecture of the EMP
environment component, the specifications of the component references have to be substituted
into the component architecture of the EMP environment according to the rules of the flattening
algorithm in Definition 44 on page 84. This is straightforward. However, to prove the consis-
tency we can not use Woflan nor can we use one of the patterns we introduced in Chapter 6.
Therefore, we start by proving soundness and checking the Woflan-inheritance notion for the
top-level component. The proof and the check provide a basis for further qualitative analysis.
For the soundness of the flattened component, we apply the state-machine pattern we introduced
in Chapter 6. Figure 8.9 depicts a slightly modified version of the flattened architecture of the
top-level component. To be able to apply Theorem 23 (see below), we omit the methods to start
and stop the session and we give the login- and logoff-methods the responsibility of activating
and deactivating the server-component. This is not a limitation because if the modified net in
Figure 8.9 is sound, then the flattened top-level component is also sound.

Much of the functionality of the client application for the trader is ‘mirrored’ in the server
application for the EMP-operator. Moreover, both the specifications of the component refer-
ences depicted in Figure 8.7 and Figure 8.8 are structured in such a way that they have (without
the start and stop session method) a state-machine pattern. Recall the definition of a state-
machine pattern: A net can be obtained from a state-machine when we replace transitions of
the net by sound C-nets (Definition 69 on page 166). We prove that the flattened net in Fig-
ure 8.9 is an isomorphic composition of state-machine patterns. We do this by verifying the
four conditions of Theorem 23 on page 169. Recall this theorem:

Theorem 23 (Soundness for isomorphic composition of state-machine patterns) Let U =
A ∗φ B be a client-server composition of the disjoint C-nets A and B with interface φ and
let {iB, oB} = Pφ ∩ (PA ∪ PB). Suppose that A and B have state-machine patterns with
corresponding state-machine C-nets Ã and B̃ and expansion functions wA and wB. Moreover,
suppose that
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Figure 8.7: The specification of the reference to the trader component.
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1. (∀t : t ∈ start(A) : t
φ
• = {iB}) ∧ (∀t : t ∈ stop(A) :

φ
•t = {oB}), i.e., the number of

activations / deactivations of A equals the of activations / deactivations of B,

2. Ã and B̃ are isomorphic with renaming function r,

3. (∀p : p ∈ PÃ ∪ PB̃ : (∀t : t ∈ p
U
• : (|

φ
•t| > 0 ∧ |t

φ
• | = 0)) ∨ (∀t : t ∈ p

U
• : (|t

φ
•

| > 0 ∧ |
φ
•t| = 0))), i.e., either all transitions have input arcs from the interface and no

output arcs, or all transitions have output arcs from the interface and no input arcs,

4. for all t with t ∈ TÃ there exists a sound client-server composition Nt = Xt ∗φt Yt
of disjoint C-nets Xt and Yt and interface φt with {iYt , oYt} = Pφt ∩ (PXt ∪ PYt) and
start(Xt) = •iYt ∧ stop(Xt) = oYt• with either

(a) Xt = wA(t),

(b) strip(Yt) = strip(wB(r(t))),

(c) Pφt = {
φ
•a ∪ a

φ
• |a ∈ TwA(t)}, and

(d) Fφt = Fφ ∩ ((TU × Pφt) ∪ (Pφt × TU)),

or

(a) Xt = wB(r(t)),

(b) strip(Yt) = strip(wA(t)),

(c) Pφt = {
φ
•a ∪ a

φ
• |a ∈ TwA(t)}, and

(d) Fφt = Fφ ∩ ((TU × Pφt) ∪ (Pφt × TU)),

then U is a sound C-net.

We now verify the conditions of this theorem. We start by showing that the two separate speci-
fications of the component references (in Figure 8.9 inside the two large dotted rectangles) have
a state-machine pattern such as in Definition 69. Consider the client-net on the left-hand side of
Figure 8.9. This net has a number of subnets that are grouped by dotted rectangles indicated by
the characters a, . . . , f . It is easy to see that if we replace each subnet by a single transition, i.e.,
applying the inverse of the transition refinement operator T such as given in Definition 54 on
page 139, this yields the simple net given by Figure 8.10(a). Clearly, this net is a state machine.
We are able to execute the same ‘folding’ operation for the server-net on the right-hand side in
Figure 8.9. This yields the state-machine pattern given in Figure 8.10(b).

1. The first condition is easy to verify. The login ok and the erroneous login transitions
produce to the source place iE of the server-net, whereas the login nok and the logoff ok
transitions consume from the sink place oE .

2. The nets in Figure 8.10(a) and (b) are indeed isomorphic.
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Figure 8.10: The state-machine patterns corresponding to Figure 8.9.

3. Next, we show that in the flattened architecture depicted in Figure 8.9 the start tran-
sitions of the nets that are grouped by the dotted rectangles (a, . . . , f ) either produce
to or consume from an interface place in Pφ, but never a combination of both. Con-
sider the places p in Figure 8.9 where p is either place i or place p1 in the client-net
or place iE or place p2 in the server-net. For these places p the transitions t in p•

should satisfy |
φ
• t| > 0 ∧ |t

φ
• | = 0 or |t

φ
• | > 0 ∧ |

φ
• t| = 0. When p equals

place i, the transitions login and erroneous login should be checked. Clearly these two
transitions only have an output arc to interfaces places in Pφ. Therefore, they satisfy
the above mentioned condition. In case p equals place p1, the transitions that should
be checked upon their interface behavior are make bid, subscribe, req price info, de-
posit, withdrawal and logoff. Also, these transitions only have output arcs to interface
places. For the places iE and p2 of the reference to the EMP operator component the
interface condition is also satisfied. It is easy to verify that this is the case for the
transitions EMP login and EMP erroneous login that correspond to place iE . For the
transitions EMP make bid, EMP subscribe, EMP req price info, EMP start update, and
EMP logoff that correspond to place p2 this is also clear. All these transitions only have
input arcs from the interface places in Pφ.

4. To investigate whether all client-server compositions that correspond to two related transi-
tions in the isomorphic state machines are sound we consider Figure 8.11 and Figure 8.12.
The client-server compositions in Figure 8.11 and Figure 8.12 do not follow straightaway
from the flattened net in Figure 8.9. We make two changes which do not alter the behavior
of this flattened net (therefore they are allowed), but which are necessary to ensure that
the conditions for the isomorphic composition are completely met. First, we remove all τ -
transitions from Figure 8.9 (by attaching the input arcs of the input place of a τ -transition
to the output place of the τ -transition). Second, we add a number of implicit places to the
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set of interface places. The sink place of the client net in composition (c) in Figure 8.11
is such a place. Moreover, implicit places are found in composition (d) depicted in Fig-
ure 8.12. The source and sink place of the client net in this composition are implicit,
but necessary for ‘technical’ reasons according to the conditions on a place-interface (see
Definition 43 on page 70). Also, the sink places of the client net in composition (e) is
such a place.
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Figure 8.11: Client-server compositions at the top-level (A).

For most of the client-server compositions, it can be seen directly that they are sound. This
is the case for the compositions (a), (b), (d), (e) and (f). The client-server compositions
(a), (b) and (f) satisfy a (simple) marked-graph pattern. (See Section 6.4 starting on
page 148.) The client-server composition (e) is an example of an interface pattern such
as in Section 6.6 (page 155). If we consider the interface places in this pattern, we find
that for a complete run of this net whenever activated with n tokens, all interface places
pass-through n tokens as well along the course of the run. The verification of the client-
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server composition (c) is more complex at first sight. However, when we take a closer
look we see that this net can be reduced to a composition of two parallel choices. Each
choice has three different options and the choice in the server net directly influences the
choice in the client net. Clearly, this net is sound.

From this analysis, it follows that the flattened component is a sound C-net.
We now discuss the consistency of the top-level component. For consistency, the flattened

architecture in Figure 8.9 should be a subclass under life-cycle inheritance of the specification
of the top-level component in Figure 8.6. Whether life-cycle inheritance in general is decidable
is an open question. This implies that we should rely on Woflan when we want to answer a part
of the consistency issue and otherwise we should use patterns or ad-hoc arguments. Similar as in
Section 7.5, within the class of sound nets the Woflan-inheritance notions are a prerequisite for
the inheritance notions we introduced in Definition 34 on page 37. Recall that Woflan can verify
inheritance only if both the base- and the sub-net are classical sound. Moreover, inheritance is
verified by Woflan only for single activations, i.e., a single token in the source place. For this
particular component, we checked by using Woflan that indeed the net in Figure 8.9 is a subclass
under projection-inheritance of the net in Figure 8.6 (for single activations). We are also able
to check, for the flattened architecture, that it is a subclass under projection inheritance in the
sense of Definition 34. However, when lacking a tool and patterns this is a tedious exercise.
Therefore, without going into details we argue in two steps that the net is also a subclass under
projection inheritance (in the sense of Definition 34). First, consider Figure 8.13. This net is
constructed from the net of the top-level specification by repeatedly applying the projection
inheritance pattern PJ3 , depicted in Figure 2.23 on page 40, and a variant on this pattern. So,
the net in Figure 8.13 is a subclass under projection inheritance of the top-level specification.
Second, consider Figure 8.14. This is again the flattened component architecture of the top-
level component. Both the specification of the top-level component depicted in Figure 8.6 and
the net in Figure 8.13 are subnets of this net. To go from the net in Figure 8.13 to the net in
Figure 8.14, we need to add:

1. the implicit places iE and oE and their connections to the various τ -transitions,

2. the place p2 connected to the τ -transition originating from the EMP login-method and to
the τ -transition originating from the EMP logoff-method, and

3. the connection from and to place p2 via the various τ -transitions.

The first step does not alter the behavior of the net, neither does the second since we may apply
again the PJ3 -pattern. Nor does the third step alter the behavior of the net. For any correct
login there will be a production of a token in place p2 which will be consumed in the end when
a trader logs off. Meanwhile, this token will be consumed from this place and produced to
this place by the τ -transitions which correspond to the bid, the get information and the manage
financials functionality. The state-machine structure of the specification implies that, per trader
that is logged-on, these functionalities are never activated simultaneously. This implies that
there is never a conflict with respect to the token(s) in place p2. Hence, we may conclude that
the top-level component is consistent.

We close the section by presenting Table 8.2. This table lists the definitions of the com-
ponent specification, the component architecture, the component references and the flattened
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Figure 8.13: First step in consistency verification.



8.4 Top-Level Component of the EMP 233

login_nok

login

login_ok

subscribe

req_price_info

subscr_ok

rec_price_info

deposit
withdrawal

increase

limit_nok

decrease

i

τ

τ

τ

o

logoff

erroneous_login

logoff_ok

τ

τ τ

τ

τ

τ

τ

τ

τ
τ

τ

τ

τ

τ

τ

iE

p2

p1

oE

make_bid

is_rejected

is_accepted

upd_portfolio

upd_credit

no_trade

bid_handled

τ

EMP_is_accepted

EMP_is_rejected

EMP_no_trade

τ

τ

τ

τ

τ

i

o

start_session

stop_session

X
EMP_environment_flat

Figure 8.14: The specification is a sub-net of the flattened architecture.



234 Electronic Market Place Case

architecture of the EMP environment component which are the result of the execution of the
steps of RUPPNI in Figure 7.9 on page 192. The condition on the arc denoting the transition

Definition of Name Source
specification S EMP environment Figure 8.2.
architecture A EMP environment Figure 8.6.
component reference r trader Figure 8.7.
component reference r EMP operator Figure 8.8.
flattened architecture N EMP environment Figure 8.9.

Table 8.2: A list of the figures for the EMP environment component and its references.

from Step 7 to Step 2 prescribes that we should execute Step 2 for any reference in the architec-
ture. This implies that we need to split the design process in two tracks. In one track, we define
a new or find an existing trader component and in the other one we define the EMP operator
component (Section 8.5).

In the next section, we continue with the EMP operator component. We omit the detailed
design of the trader component since we allow traders to use their own site-specific applications.
As long as a site-specific trader component is consistent and its specification is a subclass under
life-cycle inheritance of the specification of the reference we presented in Figure 8.7, such a
component fits well in the system architecture and does not compromise the behavior of the
complete system. This is a direct consequence of Theorem 9 on page 91. This theorem stated
that given a consistent system architecture, the net which corresponds to the flattened system is
a subclass under projection inheritance of the specification of the top-level component. Hence,
consistency implies conformance.

8.5 EMP Operator Component

In this section, we discuss the EMP operator component. For the design of this component,
we execute the same steps as done for the top-level component. This allows us to be concise
and to focus on the results and the differences. We start to execute Step 2: Create Component
Specification. We choose to have a component specification which is similar to the component
reference in Figure 8.8 on page 225. The component specification S EMP operator lists all the
functionalities offered by the EMP operator. The process specification of the EMP operator
looks familiar from Figure 8.7 on page 224 since a lot of the functionality of the trader com-
ponents, i.e., the client application, is mirrored in the server component. Again, we recognize
methods for authorization, bidding, getting information and changing the credit balance. We do
not need a discussion on the verification of this specification (Step II: Verification: component
consistency & soundness on page 200). Recall that this net is sound since it is a state-machine
C-net. Figure 8.16 depicts the structure of the EMP operator component which is the result
of Step 4: Setup Component Architecture (page 197) for this component. The EMP operator
component contains three references to subcomponents. Each subcomponent has its own re-
sponsibility. The first subcomponent, i.e., EMP trader, is used for interaction with the client
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application, the second, i.e., EMP bid trader, is used to manage the bidding process, and the
third, i.e., EMP match, is used to create a match between demand and supply.

EMP
server

EMP
trader

EMP
bid trader

EMP
match

Figure 8.16: Structure of the EMP operator component.

We continue with Step 5: Define Collaboration Scenarios (see page 197). To define the
scenarios for the architecture we may well use the scenarios we defined previously in Figure 8.5
for the architecture of the EMP environment component. It is not necessary to specify the inner
structure of the architecture, but in this manner it is clear from the diagrams what external
triggers cause the communication between the internal components. For the architecture of the
EMP operator component, we give only one new interaction diagram which can be found in
Figure 8.17. Figure 8.17 shows how the existing scenario of Figure 8.5(a) is extended with new
messages which show how the component is working internally. The first life line in Figure 8.17
represents the external trader component, the second represents both the internal reference to
the EMP trader component as well as the boundary of EMP operator component. The third
and fourth life-lines represent the other references to subcomponents. The messages which
flow internally between the various references are the messages that are used to determine the
structure of the architecture of the EMP operator component and the behavior of its references.
However, we need to make the following remarks:

1. Once activated, the EMP match component is making matches continuously.

2. The EMP match component communicates with the EMP bid trader component via a
database which can be accessed by both components. Since the process specifications
contain all possibilities, we may abstract from data here. Recall the discussion on data
abstraction in Section 7.2 on page 183. The database and the flow of information via this
database are not included into the design of the component architecture.

3. A choice between accepting, rejecting and not handling the bid is made by the EMP trader
component, based upon the return message final result of the EMP bid trader compo-
nent.

4. The number of executions of the EMP bid trader component is arbitrary, but should
be at least one. The decision as to whether a bid might be considered again by the
EMP bid trader component is taken by this component.

Since the internal behavior of the component is similar in other cases such as a rejection
or a denial of trader, we omit other Sequence Diagrams. Using the scenario and the additional
remarks, we are able to execute Step 6: Complete Component Architecture (see page 198) to
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Figure 8.17: Sequence Diagram for message exchange between internal components of the
EMP operator component.
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Figure 8.21: Part of the flattened architecture: the rule PJ3 can be applied.
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create the component architecture of the trader component and Step 7: Create Component Ref-
erence Specification(s) (see page 198) to create the specifications of references to the three
subcomponents. The result of these steps is depicted in Figure 8.18 and Figure 8.19. The com-
ponent architecture A EMP operator shows the separation of functionalities and roles over the
subcomponents. The EMP trader component delivers the functions for the interface of the
EMP operator component. The EMP bid trader and the EMP match component appear to be
back office components that are used for the bidding process. Although the specification of the
EMP operator is complicated, its architecture is straightforward. The EMP trader initiates the
back-office components. The component references in the architecture refer to the components
EMP trader, EMP match and EMP bid trader. Their behavior is captured by the nets in Fig-
ure 8.19. The behavior of the component reference EMP trader is similar to the behavior of
the EMP operator component itself. This component is an interface component and a coordi-
nator for the other components in the architecture. The component reference EMP bid trader
is used to manage the bidding process. If a trader places a bid, then the EMP trader compo-
nent produces a token which is consumed by the start transition place bid of this component.
The method bid handled is executed and it depends on the result of this method as to whether
the component decides to repeat the bidding process or report a final result to the trader. A
repeat bid occurs if the order of the trader could not be carried out immediately and the trader
gave the instruction to the EMP to make several attempts. A final result message is sent, when
the EMP has been able to carry out the order successfully, i.e., the futures and contracts were
sold or bought, or when the order has a negative result and it was not possible to execute the
order within the limited number of attempts. This component only describes the process to man-
age bids. Clearly, this component needs arithmetic functions, data storage and sharing of data
with the EMP match component. The framework, however, is not used to describe these func-
tions and data structures. (For an example of how data storage can be integrated in a component
framework see Van Hee et al. (1999).) We will skip the verification step for the references; it is
easy to see that they are all sound C-nets.

The last step for this component is again Step II: Verification: component consistency &
soundness as described on page 200. We need to verify the component consistency (Defini-
tion 37 on page 56) by comparing the behavior of the flattened component and the specification
of the component. To obtain the flattened architecture of the EMP operator component, the
specifications of the component references have to be substituted into the component architec-
ture according to the algorithm in Definition 44 on page 84. The result of the flattening can be
found in Figure 8.20. In order to check the consistency of the EMP operator component, we
show that the net in Figure 44 is a subclass under projection inheritance of the net in Figure 8.15.
First, the specification in Figure 8.15 is a subnet of the flattened architecture in Figure 44. The
specification is depicted inside the dotted rectangle; the extensions by means of the various
τ -steps are all outside the rectangle. We can ‘migrate’ from the specification to the flattened
architecture in three steps by adding an implicit place to the specification and then applying two
inheritance-preserving transformation rules. We start with the specification:

1. We add the implicit place p to the specification. The place p is the output place of the
EMP login-method and the input place of the EMP logoff-method.

2. We apply to place p the protocol/projection inheritance-preserving transformation pattern
PP (Figure 2.20 on page 39) of Definition 4 on page 40. By using the pattern, we may
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add the τ -transitions representing the start- and stop match-methods without altering the
observable behavior.

3. In the last step, we apply a slightly altered version of the projection inheritance-preserving
transformation pattern PJ3 we introduced in Definition 7 on page 42. To see that the
pattern can be applied, we first consider Figure 8.21. When the net inside the dotted rect-
angle is the base net, the τ -transitions outside the dotted rectangle, which originate from
the methods from the EMP trader bid reference, can be added according to the rules of
the PJ3 -pattern. Hence, the net in Figure 8.21 is a subclass under projection inheritance
of the net inside the dotted rectangle. Now, we can extend this solution to the situation
where we do not only have the EMP is accepted-methods, but also the two other choices
EMP is rejected and EMP no trade. However, the structure of the specification implies
that only one of these transitions will consume the tokens from the places outside the
dotted-rectangle. By using similar arguments as for the PJ3 -pattern, we may conclude
that the extended net is a subclass under projection inheritance of the original one.

So, it follows that the EMP operator component is consistent. Since the specification of the
EMP operator component is sound, it follows by the transfer of soundness for branching bisim-
ilar nets (Theorem 3 on page 33) that the flattened net depicted in Figure 44 is also sound.

We conclude this section by presenting Table 8.3 which lists the results of RUPPNI for the
EMP operator component. Table 8.3 gives the pointers to the definitions of the component

Definition of Name Source
specification S EMP operator Figure 8.15.
architecture A EMP operator Figure 8.18.
component-reference specification r EMP trader Figure 8.19.
component-reference specification r EMP bid trader Figure 8.19.
component-reference specification r EMP match Figure 8.19.
flattened architecture N EMP operator Figure 8.20.

Table 8.3: A list of figures for the EMP operator component and its subcomponents.

specification, the component architecture and the component references of the EMP operator
component. Following RUPPNI we proceed with the transition from Step 7 to Step 2 which
prescribes that we should execute Step 2 for any reference in the architecture. This implies that
we need to split the design process in three tracks.

In the next section, we will present briefly the design for the three subcomponents of the
EMP operator component. We omit the detailed design steps since we have discussed these
already in this section and the previous ones.

8.6 Subcomponents of the EMP Operator Component
In this section, we design of the three subcomponents of the EMP operator component: the
EMP trader component, the EMP bid trader component, and the EMP match component. We
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Figure 8.22: The component specification of the EMP trader component.
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will not discuss all design steps for these components, instead we present the specification and
the architecture of these components and we show that these are consistent.

We start with the EMP trader component. The specification of the EMP trader component
is depicted by Figure 8.22. The specification of the EMP trader component is similar to the
reference to this component and in many aspects similar to the reference to the trader compo-
nent. The reason for the similarity is that for each method of the trader component there is a
counter-method of the EMP operator component. These components are constantly involved
in a request/response-protocol: If one component sends a message, the other has to receive a
message, and vice versa. We include the design of this component to illustrate how an architec-
ture of a component can be used to distribute the functionality of a component and, therefore,
reduce its complexity.

The EMP trader component contains four elementary subcomponents. For these compo-
nents the architectures equal the specifications. The specification of the EMP trader component
equals the specification of the EMP operator component. The specification of the EMP trader
component is the interface for the complete server application. The component architecture
of the EMP trader component is defined by Figure 8.23. If required, this architecture is a
good base for further refinement. It has separated the different functionalities of the component
and it allows the refinement of each functionality independent of the other ones. Clearly, this
component is consistent. The flattened architecture is almost similar to the specification of the
component. We added a single place in the authorization component to be able to put log-on
and log-off functionality in a single component. Since the specification of this component is
a state-machine and for that reason sound, the flattened architecture of this component is also
sound.

The component specification and architecture of the bid component for the trader of the
EMP operator application are depicted in Figure 8.24. The specification is similar to the ref-
erence to this component. However, the architecture is more refined and does not contain any
subcomponents. It can be used as a basis for developing software. This level of design corre-
sponds with Step 8.a: Ready for Implementation as discussed on page 199. By applying the
inheritance-preserving patterns, it follows directly that the component is consistent and that its
architecture is sound.

The last component we need to discuss in this section is the EMP match component. Fig-
ure 8.25 defines the component specification and architecture of the EMP match component
of the EMP operator application and the specifications of its subcomponents. The EMP match
component manages the bids of the selling trader and the buying trader. It is equipped with an
algorithm that can be used to perform this task. It creates a batch of bids that need to be handled,
it compares these bids and makes a price and, finally, it makes a deal for the selling trader and
the buying trader. The EMP match component is an example of a component with a simple
specification and a much more refined architecture. The observable behavior of the component
specification is limited to the start m and stop m action. Apparently, only the start and finish
of this matching transaction is relevant for the environment of the match component. From the
component architecture we learn that the match component has three elementary subcompo-
nents. The components batch maker, price maker, and deal maker are executed in sequence.
For these components data exchange and functional manipulations are relevant, but outside the
scope of this thesis. We only focus on the steps in the processes here.

The first component reference in the architecture is to the component batch maker. The
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Figure 8.23: The component architecture of the EMP trader component and the specifications
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Figure 8.24: The component specification and architecture of the EMP bid trader component.

batch maker component is used to create a matrix that consists of all potential market prices,
the supply and demand in numbers of contracts and futures, and the turnover for these prices.
Typically, the data in the matrix consists of data of many traders in the role of seller or buyer.
The component specification S batch maker describes the process: After the start init method,
the component optionally executes an arbitrary number of times the method calculate which
reads from a database in which bids are stored and creates each time a new line in the matrix in
which the batch is defined. When the batch is complete, the component is ready and the next
phase in the match process can be started triggered by the continue method.

The price maker component uses the matrix created by the batch maker component to op-
timize the commerce on the market and to create a market price. To calculate the optimum, it
accesses the matrix with the method pick prize and, then stores the calculated maximum with
the method max sales. It repeats the read-actions with the method continue until is has evalu-
ated all market prices. It stops with the method next when it has determined an optimal market
price.

The deal maker component compares the bids of the traders with the market price that has
just been determined. This results in a rejection or an acceptance of the bid. The results of
the components activities are stored in a database and are not communicated directly to the
EMP trader component. The component specification S deal maker in Figure 8.25 describes
that after the action load data, i.e., the data concerning the bid of the trader, the price of the bid
of the trader is compared to the market price and the method handle match is executed in which
a deal concerning a quantity of contracts and futures is made. If for some reason the deal can
not be made, then the method skip match is executed. The component gives a signal release
when it is ready.

We now consider the flattened architecture of the EMP match component. Clearly, in this
case the flattened architecture is much more refined than the specification S EMP match. Fig-
ure 8.26 depicts the flattened component architecture of the EMP match component. The flat-
tened architecture is a C-net. After the start m transition, there are two parallel threads which
are synchronized by the stop m transition. Just as in the flattened architecture of the top-level
component, this flattened architecture is also a client-server composition (See Definition 43 on
page 70). It is easy to see that the component references r EMP match, r batch maker, r price
maker and r deal maker are all sound C-nets. We check the consistency of the EMP match
component by showing that the server-net of the client-server composition is a sound C-net:
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Figure 8.25: The component specification and architecture of the EMP match component and
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The client-net is a sequential composition of the sound subcomponents with the addition of an
implicit place which is sink place for the second subcomponent (price maker). By using the
request-response pattern (Definition 59 on page 154), it follows directly that the match compo-
nent is consistent and, since soundness is a congruence for branching bisimilar nets (Theorem 3
on page 33), also sound.

Definition of Name Source
specification S EMP trader Figure 8.22.
architecture A EMP trader Figure 8.23.
component-reference specification r EMP finan Figure 8.23.
component-reference specification r EMP info Figure 8.23.
component-reference specification r EMP bid Figure 8.23.
component-reference specification r EMP authorize Figure 8.23.
specification S EMP bid trader Figure 8.24.
architecture A EMP bid trader Figure 8.24.
specification S EMP match Figure 8.25.
architecture A EMP match Figure 8.25.
component-reference specification r batch maker Figure 8.25.
component-reference specification r price maker Figure 8.25.
component-reference specification r deal maker Figure 8.25.
flattened architecture N match Figure 8.26.

Table 8.4: A list of figures for the EMP trader component, the EMP bid trader component, and
the EMP match component.

We conclude this section by presenting Table 8.4. We have now reached that level of detail
on which we are ready for implementation (Step 8.a. on page 199) or ready for configuration
(Step 8.b. on page 199) if existing components are available. Table 8.4 gives the pointers to
the definitions of the component specifications, the component architectures and the component
references of the EMP trader component, EMP bid trader component, and the match compo-
nent. Clearly, the flat component EMP bid trader can be implemented based on its architecture.
The references of the EMP bid trader component and the match component allow us to search
for existing components or for further refinement. In the next section, we will show how exist-
ing components for the EMP finan, the EMP authorize, and the price maker references fit into
the system architecture.

8.7 Using Existing Components

In this section, we discuss how a number of existing components can be used in the system
architecture. A suitable existing component typically refines the behavior of a component refer-
ence or it is a component which also offers additional functionality that is not needed. It might
also be a combination of the two. The reference specifications enable us to verify whether an
existing component fits in the architecture. In general, this is the case if it is a subclass under
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life-cycle inheritance of the specification of the component reference. To check if the com-
ponent can be ‘plugged’ into the architecture in a consistent way we compare the behavior of
specification of this component with the behavior of its reference. We verify that the properties
of Definition 42 on page 63 are satisfied for the various components. Recall this definition:

Definition 42 (Consistent) Let (C, cmap) be a well-formed system architecture. (C, cmap) is
consistent if and only if

1. each component c ∈ C is consistent, and

2. for all c ∈ C, x ∈ C, and r ∈ CAc such that cmap(c, r) = x we have:

(a) α(Sx)\α(r) = α(Sx)\α(Sc),

(b) Sx ≤lc r, and

(c) source(cflat(Ax)) = ir and sink(cflat(Ax)) = or.

In this section, we only check locally if these conditions are satisfied. For the components
we discuss, this implies that we check consistency with their parents and with their references.
We do not check the last condition explicitly. The last condition is not so interesting since it is
a ‘technicality’ which can be satisfied without limitations for a design.
We present four existing components that all fit this definition locally. The first is a component
that is a subclass under life-cycle inheritance, the second a component which is a subclass under
protocol inheritance, the third is a component that is a subclass under projection inheritance, and
the last is a component that is a subclass under protocol/projection inheritance. In RUPPNI, we
execute Step 3: Select Existing Component (on page 196) and we end up with four components
that are ready for configuration (Step 8.b on page 199).
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Figure 8.27: The specification and architecture of the EMP finan component.

Figure 8.27 depicts a component specification and architecture of the EMP finan compo-
nent. The reference to this component depicted in Figure 8.23 can now be replaced by this
actual component. The specification of the EMP finan component in Figure 8.27 is an example
of a component which is a subclass under life-cycle inheritance of its reference. Compared
to the reference, this component also offers the possibility of making a verification on the ac-
count number and the possibility of making updates per fund instead of making an update for
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the whole group of funds. In its architecture, the component is refined with the methods lat-
est bid results and wait. By means of these methods, a component may update the information
of bids an arbitrary number of times.

This component is clearly consistent. When we compare the architecture and the specifica-
tion, then we find that we could derive the architecture from the specification by applying the
protocol/projection inheritance-preserving transformation pattern PP .

To check if the component can be ‘plugged’ into the architecture in a consistent way, we
compare the behavior of the subcomponents with the behavior of its reference. We verify that
the properties of Definition 42 are (locally) satisfied for the EMP finan component:

1. We already checked that the EMP finan component is consistent.

2. By taking into account the C-nets in Figure 8.22, Figure 8.23, and Figure 8.27, it follows
that

(a) the label set of the flattened architecture of the subcomponent minus the label set
of the reference equals the label set of the flattened architecture minus the set of
the specification of the parent component; in both cases they contain the labels
EMP start update per fund and EMP stop update per fund and they contain the
label EMP verify account number,

(b) Sx ≤lc r when EMP start update per fund and EMP stop update per fund are the
labels of the transitions to be blocked and EMP verify account number is the label
of the transition to be hidden, and

(c) the last issue is also satisfied since we are free to define similar source and sink
places for specifications and architectures.

So, we may conclude that this component is well suited to use in this architecture.
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Figure 8.28: The component specification and architecture of the EMP info component.

Figure 8.28 depicts the component specification and architecture of the EMP info compo-
nent and is an example of a component whose specification is a subclass under protocol inheri-
tance of the reference specification in Figure 8.23. Compared to the reference, this component
specification offers in addition the EMP special req method which enables a trader to make a
demand for special information. Furthermore, in its architecture the component is refined with
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the methods delay, wait and check. Clearly, the EMP info component is consistent since the flat
architecture is a subclass of the specification with respect to projection inheritance. Moreover,
both the specification and the architecture are sound. To replace the reference by this compo-
nent we need to verify again the properties of Definition 42 on page 63 (or on page 250). It is
easy to see that these conditions are satisfied whenever we block the transitions which have the
EMP special req-label.
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Figure 8.29: The component specification and architecture of the EMP authorize component.

Figure 8.29 depicts the component specification and architecture of the EMP authorize
component. This component offers additionally the EMP load settings method which offers
the functionality to personalize the settings of a client application. Furthermore, in its archi-
tecture the component is refined with the methods connect db and refresh screen. Hiding these
last methods shows that the architecture is a subclass under projection inheritance of the spec-
ification. So, the component EMP authorize is consistent. Moreover, both the specification
and the architecture are sound. Also, if the reference is replaced for the real component, the
systems architecture remains consistent. Verify the properties of Definition 42 on page 63 (or
on page 250) with the hidden label EMP load settings. This component and its reference are
an example of a subclass under projection inheritance.

Figure 8.30 depicts the component specification and architecture of the price maker com-
ponent and is an example of a component which is a subclass under protocol/projection of
its reference. Compared to the specification of the component reference and the component
specification in Figure 8.25, this component also offers the possibility of executing the method
verify price. In its architecture, the implementation component is refined with remote method
invocation to a price list facility rmi price list, close price list, and continue price list. It is
easy to see that the price maker component is consistent. When the reference is replaced for
this component, the systems architecture preserves consistency. Verify the properties of Defini-
tion 42 on page 63 (or on page 250) for this component with the label verify price which may
either be blocked or hidden.

In the next section, we will consider the behavior of all components in relationship to their
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Figure 8.30: The component specification and architecture of an implementation of the price
maker component.

references. By studying the local behaviors of separate components, we will investigate the
implications for the global behavior of the complete system.

8.8 Overall Consistency and Acceptance of the Design
We end the discussion on the EMP by considering the overall system architecture and its be-
havior. Moreover, we discuss briefly how we can enable end-users to accept the system by
means of simulation. In fact, this is the test-phase: Step I: Validation by simulation: scenario
reproduction and other ways of prototyping as described on page 199 and Step II: Verification:
component consistency & soundness as described in page 200. The difference between the exe-
cutions of these steps in this section and the execution of these steps in the previous sections is
that we now do not focus on individual components, but on the overall system.
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Figure 8.31: The structure of the system architecture for the EMP.

We start by proving that the EMP is overall consistent. Consider Figure 8.31. This figure
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depicts all the components we designed for the EMP. The figure shows that the component at the
highest level is broken up into smaller components, and its subcomponents are broken up, once
more, into even smaller components. Subcomponents are often distinguished when they are
able to support a separable part of the services of the EMP. Figure 8.31 show the tree in which
the top-level component is the root and the elementary components, i.e., those components
without subcomponents, are the leaves. The leaf components are used to implement most of
the elementary functions, whereas the non-flat components mostly have coordination tasks. For
all of these components, we demonstrated that they are consistent and that their specifications
are subclasses under life-cycle inheritance of the references that point towards them. For some
components this is trivial because we have chosen the specification to be similar to the refer-
ences. This is the case for the components: EMP operator, EMP trader, EMP bid trader, and
EMP match. For other components this check was more involved such as for the components
we discussed in the previous section: EMP finan, EMP info, EMP authorize, and price maker.
Also, we omitted a number of descriptions of subcomponents: trader, EMP bid, batch maker,
and deal maker. For these last components, we stated that whenever they are consistent and
a their specification is a subclass under life-cycle inheritance of their references, they preserve
the overall consistency of the system.

Figure 8.31 defines the mapping function cmap of the system architecture of the EMP.
Each arrow from one rectangle say c1 to another say c2 in this figure indicates that there is a
link between a component reference r1 in a component architecture of a component c1 to a
corresponding subcomponent c2 in such a way that cmap((c1, r1)) = c2. This implies that the
system architecture of the EMP is defined according to the prescriptions in Definition 38 on
page 59. Since the structure in Figure 8.31 is a tree, it follows that the system architecture is
well-formed (Definition 40 on page 60).

For the overall consistency of the EMP, we need to verify the two requirements of Defini-
tion 42 on page 63 (or page 250). The first requirement -stating that each individual component
is consistent- has been proved in all previous sections. The second requirement -stating that
subcomponents are subclasses under life-cycle inheritance of their corresponding component
references- has also been proved in the previous sections. This implies that the EMP system
architecture is overall consistent.

From Theorem 9 on page 91, which states that if (C, cmap) is a consistent system architec-
ture with top-level component ct, then aflat(C, cmap) is a C-net and aflat(C, cmap) ≤pj Sct ,
we may now conclude that the flattened system architecture is a subclass of the component
specification of the top-level component EMP SE. Since this component specification is sound,
we may conclude by the theorem about the transfer of soundness (Theorem 3 on page 33) that
the flattened system architecture is sound as well.

To validate the design and to extend it with data-aspects and functional operations we may
extend the obtained Petri-net model with color and functions as discussed in Section 7.6 using
ExSpect. We will not discuss this step in detail since this is out of the scope of this thesis.
However, we will include an example here since we believe that user validation and extensions
with color and functions are indispensable in any in a design project. We used the process as
a basis for working out the specifications in the tool ExSpect. In this manner, we were able to
specify the assignment algorithm of the EMP and make various simulations that can be easily
understood by the stakeholders. Figure 8.32 gives an impression of the results of a simulation
in ExSpect.
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Figure 8.32: Simulation results for the EMP system in ExSpect.

8.9 Conclusions

Electronic market places play an important role in trade on the Internet. From a computer
science point of view they are characterized by the fact that they consist of a number of con-
currently operating components that have to cooperate to form a well-functioning system. This
raises the question of how to design and build a system which is able to manage distributed
processes adequately. These systems are usually complex and it is not trivial to achieve con-
sistent system specifications and overall soundness. We learn from this chapter that the design
process RUPPNI which we introduced in Section 7.4 is well suited for guiding a software ar-
chitect through the various design steps that are necessary when making a detailed design. In
the end, we have a detailed hierarchically-structured design which can be used for finding and
configuring existing components and for developing new components. However, we also may
conclude from the example shown in this chapter that the transition to formal specifications
from informal specifications such as Use-Case Diagrams and (simple) Sequence Diagrams (go-
ing from Step 1 to 2 and from 5 to 6 in Figure 7.9 on page 192) still depends heavily on the
experience of the software architect and on additional remarks that are necessary to determine
the precise requirements. Once the formal specification is derived from the requirements, it is
often possible to show that it is consistent with the informal ones (validation by means of tools
in Step I). Yet, for the other way around it requires further analysis to come-up with water-tight
rules which facilitate this transition adequately.

The EMP presented in this section has been used to demonstrate the concepts of this thesis.
In spite of the fact that it is inspired by existing market places on the Internet, it remains a
synthetic example. We used this example to show that inheritance can be used as the vehicle
to come from a very simple top-level system specification to a much more detailed system
implementation. Such an incremental approach is not depending on the chosen example, but
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will work in general. We also demonstrated that both the patterns presented Section 2.7 and in
Chapter 6 were well applicable for this example. The application of the patterns in this chapter,
however, does depend on the chosen example and are not applicable in general. The C-nets of
the various components in the EMP-system were straightforward and, therefore, easy to verify.
In practice, we will be able to apply the patterns in many cases. Yet, there is a need for further
research to more general patterns to design complicated systems that are still consistent and
sound. The inheritance checker Woflan is a tool which is generally applicable and in that way
indispensable when checking for consistency and soundness of individual components as well
as the complete system architecture. With respect to verification by tools, the following two
issues are relevant:

1. Soundness is decidable (Van Hee et al. to appear 2003a), but there is not (yet) a verifi-
cation algorithm available. This implies that a check on soundness by a tool is not (yet)
possible. Nevertheless, it is possible to check 1-soundness by using Woflan. To prove
soundness, an approach could be to verify 1-soundness by using Woflan and to prove that
the net is weakly separable (Definition 27 on page 28).

2. Similar issues hold for branching bisimilarity. In the way we define it, i.e., for multiple
activations, it has not yet been proven that is decidable for all classes of C-nets.

The structural characterization of a general class for which 1-soundness implies soundness, and
the branching bisimilarity between two processes for a single activation implies bisimilarity
between two processes for an arbitrary number of activations, is a topic of interest for future
research.

Although the concepts of this thesis are purely based on labeled P/T-nets, the simulation
of the EMP match component in ExSpect shows that the component can be extended with the
usage of data manipulation and functional calculations. This is an advantage of working with
Petri nets over other formal techniques where such extensions are not possible.

The example also makes clear that there is a need to extend tools with options to describe
components at various hierarchical levels and to execute consistency checks for components.
None of the tools available today have this possibility, neither do they have the possibility of
checking Petri nets for patterns. For the time being, these checks depend on the craftsmanship
of the software architect. All in all, there is a need for an integrated tool with powerful graph-
ical options, the analysis options of Woflan, and extra facilities to check for the use of design
patterns.

In the Chapter 9, we will present another case. Whereas the emphasis in this chapter was
put on illustrating all the steps of RUPPNI and the verification of consistency and soundness
for the many layers of the EMP system, we will focus in the next chapter on how we can
use inheritance as a means of adding functionality gradually to a design in such a way that
consistency is preserved.



9
The Transit Case

9.1 Introduction

In this chapter, we present the Transit case. The Transit case (European Communities 2001) is
an example of a design of a distributed system of four components. The components are not
considered separately, but in relationship with each other as one cooperative system. Although
the complete design would include complex message structures and functional manipulations
(Hofman 2003), we only focus on the process perspective. We discuss the Transit case since it
is a nice example of how we may use a set of Sequence Diagrams (SDs) to construct a system
specification in terms of a Petri net which is an integrated system specification.

We start with a simple process which supports a single SD. Then, this process is extended in
a number of iterations into a process which supports all SDs. In each iteration, the functionality
of a process is extended with a number of new SDs. By using the inheritance notions, each
extended process is checked to make sure that the new functionality does not disturb the already
existing functionality. We will use this case to show how one may use the inheritance notions
to create step by step a complicated architecture. Unlike for the EMP example in the previous
chapter, we will not discuss all the steps of RUPPNI. Instead we will focus on Step 5, 6, and
7: the definition of scenarios, the completion of the component architecture, and the creation
of the references in the component architecture. Furthermore, we will consider the consistency
and soundness of versions of the design which is a part of Step II. In the end, we will discuss a
means for validating the design (Step I).

Figure 9.1 depicts one of the approaches we may follow to design a system as we presented
in Section 7.4. Figure 9.1 depicts, as an example, an iterative approach with only two steps: At
a certain level of detail, first a part of the requirements are included, and next the remainder of
the requirements are included in the design. In the Transit case, we will create the design in six
iterations of which we will discuss three in this chapter. In each iteration, we will add a number
of messages and we will make sure, using inheritance, that the new version of the design is
consistent with the previous version.

In the EMP case in Chapter 8, we were able to prove consistency and soundness for all
components in the system architecture as well as for the overall architecture. Recall that, in
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Figure 9.1: Stepwise addition of functionality.

general, it is not possible yet to use a tool for a consistency and soundness check of a component.
This implies that from time to time, we need to deliver ad-hoc consistency and soundness proofs
for components. For complex components, this can be difficult and sometimes even impossible.
Therefore, in some cases, we can ‘only’ verify the classical soundness and inheritance notions
as they are used in Woflan. In case we are ‘only’ able to check consistency and soundness by
Woflan, it is not obvious that activations with more than one token behave properly. In such
a case we may not allow interference between different cases and we should handle multiple
cases by using, for instance, an identification mechanism. From a business point of view this is
often not a real limitation. However, the latter has the disadvantage that some verifications are
done without the use of a tool.

For the Transit case, to be on the safe side we use Woflan for the verification of 1-soundness
and inheritance in the sense of Van der Aalst & Basten (2002) for all the models. And in
addition, for all iterations of the Transit case we come up with plausible verifications of consis-
tency and soundness by using the inheritance relationships between the various versions of the
models.

9.2 Description of Transit
The Transit system (European Communities 2001) is a customs system facilitating the regis-
tration and declaration of movements of goods within the Community and EFTA countries.
Within these countries, these goods may be moved under certain conditions without payment of
the duties and taxes and without having to comply with any other relevant verification measures
such as foreign trade requirements. Potential duties and taxes are secured by guarantees which
become enforceable in the event of irregularities. The Transit process contains the following
steps. A trader in a country (Trader at Destination) buys goods from trader in another country
(Trader at Departure). Before the transport of the goods may start, the trader has to declare the
goods at the customs office in his country (Customs Office of Departure). If the customs office
accepts this declaration, then it has to arrange a financial guarantee which enforces him to fulfill
his duties. Next, a customs officer may actually check the goods at the trader’s premises. If the
results are satisfactory, then the goods may be transported. When the goods arrive at their desti-
nation in another country, the other trader has to declare the arrival of the goods at the customs
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office in that country (Customs Office of Arrival). Again the authorities, that are informed by
their colleagues in the country of departure, have the possibility of verifying the goods (either
at their premises or at those of the trader). If there are no irregularities, then the goods and the
financial guarantees are released.

Transit
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(Office of Departure)
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(Trader at Destination)
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(Office of Destination)
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Figure 9.2: The specification and structure of the Transit system.

As we stated before, we focus in this example on the evolution of a system architecture and
its references. Therefore, we omitted the use-case descriptions for this system (Step 1: Make
Use-Case Diagram in RUPPNI) and we directly present Figure 9.2 which is the result of Step 2:
Create Component Specification and Step 4: Setup Component Architecture.

Figure 9.2(a) depicts the specification of the Transit system. At the top-level we are inter-
ested in starting the procedure and finishing the procedure. We expect the subcomponents of
the system to handle all the details of the procedure. This is a matter of choice. If it would
have been required that the details were observable at the interface of the top-level component,
we might have made another design decision. However, for this example, we did not. Here we
focus on the refinement of the Transit architecture.

Figure 9.2(b) illustrates the structure of the Transit system architecture. The system ar-
chitecture consists of four references to subcomponents: the Trader at Departure (Tadep), the
customs Office at Departure (Oodep), the customs Office at Destination (Oodes), and the Trader
at Destination (Tades). These four subcomponents communicate and handle in collaboration the
Transit process which is in essence the information flow that is generated when a trader in one
county initiates a physical flow of goods to a trader in another country. In the scope of this
example, none of the subcomponents in the Transit system contains subcomponents of its own.
We only design the top-level component, to allow the different traders and customs organiza-
tions to use their own site-specific applications. These applications are admitted as long as they
are consistent and a subclass under life-cycle inheritance of the references.

Other aspects relevant to Transit are the sequences of messages between organizations (sce-
narios) and the data structures of the messages and the internal data structures of organizations.
In this section, we consider the development of the design of the Transit application restricted to
the theory introduced in this thesis: the design of distributed components that manage business
processes. Therefore, we do not consider the data structures of the messages and the internal
data structures of organizations, the UN/EDIFACT (United Nations 2002) and/or XML (Bray,
Paoli, Sperberg-McQueen & Maler 2000) representation of messages, the use of the network or
Internet. For a description of these aspects we refer to Hofman (2003).
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Message Name tadep oodep oodes tades
E DEC DAT Declaration Data send rec
E MRN ALL MRN Allocated rec send
C AAR SND AAR send rec
E REL TRA Release for Transit rec send
NCTS AD Accompanying Document send rec
E ARR NOT Arrival Notification rec send
C ARR ADV Arrival Advice rec send
C DES CON Destination Verification Results rec send
E GDS REL Goods Release Notification send rec
C FUN NCK Functional Nack send / rec send / rec
E ULD PER Unloading Permission send rec
E ULD REM Unloading Remarks rec send
C STA REQ Status Request send rec
C STA RSP Status Response rec send
C LAR REQ ’Lost’ AAR Request rec send
C LAR RSP ’Lost’ AAR Response send rec
E DEC CAN Declaration Cancellation Request send rec
E CAN DEC Cancellation Decision rec send
C CAN NOT Cancellation Notification send rec
C CAN ACK Cancellation Acknowledgement rec send

Table 9.1: List of all possible conceptual exchanges of information between two organizations.

9.3 Transit Messages

The Transit process is supported by a number of messages, each with its own significance. All
Transit scenarios are composed of these messages. The different message types that are used in
Transit are listed in Table 9.1. The table lists all messages and links each message to its logical
description. In the Transit system, a message of a specific type is always exchanged (send /
rec(eive)) between the same two components. In the first column, we find the abbreviation of
the message type, in the second column we find the name of the message type, and in the last
four columns we find the names of the components in the system: the Trader at Departure, the
Office of Departure, the Office of Destination, and the Trader at Destination. From the last
four columns we can derive the direction of a message, i.e., between which two parties is the
message exchanged.

In the following sections, we will (after an initial setup) extend the system gradually in such
a way that it supports after each extension an additional number of SDs. Hence, we start with
a complete set of SDs (the result of Step 5: Define Collaboration Scenarios as described on
page 197), but we add the functionality to support these SDs not in a single transition from Step
5 to Step 6 and 7, but in a number of smaller iterations.
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9.4 Normal Procedure

The core functionality of the Transit process is described by only one SD; SD 1 shown in Fig-
ure 9.3. All other SDs are variants or exceptions on this single SD. The first arrow depicts the
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Figure 9.3: SD 1: Correct Common Domain exchange.

sending of a declaration message to the Office of Departure, called E DEC DAT. The Office of
Departure allocates a Movement Reference Number (MRN) for identification of the Transit op-
eration. The MRN is communicated to the Trader with an E MRN ALL message. He/she knows
now that the declaration is accepted. After the verification process by a customs employee, the
Office of Departure sends two messages at the same time to notify the Trader and the Office
of Destination that the goods have been ‘released for Transit’. The message sent to the trader
is called E REL TRA and the message sent to the customs office is called C AAR SND. The
Trader may now transport the goods to their destination. The physical movement of goods from
the Trader at Departure to the Trader at Destination together with the paper documents is rep-
resented by the conceptual message NCTS Accompanying Documents. After the goods have
arrived, the Trader at Destination notifies the Office of Destination by sending an arrival no-
tification message: E ARR NOT. When the Office of Destination accepts the arrival, the latter
notifies the Office of Departure of this event by means of a C ARR ADV message. After an
inspection phase, the Office of Destination releases the goods from Transit, informs the Trader
at Destination by sending the E GDS REL message, and sends simultaneously the inspection
results to the Office of Departure using the C DES CON message.

In each SD, all messages between two components are sent in sequential order. However, for
this SD we know that the order of the messages E REL TRA & C AAR SND and C DES CON
& E GDS REL is not relevant. We use this information when we translate the SD to a set of
components.

We derive the initial component-reference specifications of the Transit components from SD
1 in Figure 9.3, according to the description we gave in Chapter 7 (Step 7). In this particular
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case, this implies that for each component, i.e., a life line in the SD, we define a component.
Since SD 1 has four life lines, it generates four separate framework components. The structure
of the components is defined by reading top-down along each of the life lines of the SD. Each
incoming message, i.e., an arrowhead, or each outgoing message, i.e., an arrowtail, generates a
transition in the component structure and a label that corresponds to the message that is sent.
The naming convention for the labels of the transitions is ‘S ’ followed by the message name
without the prefix ‘E ’ or ‘C ’ for messages that are sent, and ‘R ’ followed by the message
name without the prefix ‘E ’ or ‘C ’ for messages that are received. In this way, the messages
of the first component (E DEC DAT, E MRN ALL, E REL TRA and NCTS ACCOMPANYING
DOCUMENTS) lead to four transitions with the labels S dec dat, R mrn all, R rel tra, and
S NCTS AD. Per component, the order of the transitions is similar to the sequential order of the
SD. However, the transitions corresponding to the messages E REL TRA and C AAR SND, and
C DES CON and E GDS REL are put in parallel because we also allow that these messages can
be sent in reverse order. The structure of a C-net is obtained by adding the following elements
to the net: a start and a stop place, places between the transitions, extra transitions to enable
parallel paths and to synchronize properly, and connections between places and transitions.
Executing these steps leads to the component-reference specifications of the components tadep,
oodep, oodes, and tades depicted in Figure 9.4: r tadep 1, r oodep 1, r oodes 1, and r tades 1.
Verification of these reference specifications (Step II) is easy since they are acyclic marked-
graph C-nets and therefore sound. Each of the components reproduces the messages of SD 1 in
the right order.
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Figure 9.4: Initial component-reference specifications of the components tadep, oodep, oodes,
and tades.

Next, we make a component architecture (Step 6) containing the component references to
r tadep 1, r oodep 1, r oodes 1, and r tades 1. Since we want to create a component archi-
tecture that handles all processes as one, we require that the flattened component architecture
should be a C-net. However, by simply connecting labels that correspond to a certain message
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Figure 9.5: Transit architecture (Iteration 1).

to an interface place we do not achieve this. For SD 1 this straightforward approach would
yield an unclear start and finish of the process. Therefore, we assume that all components are
activated concurrently and, once they handle the protocol described by SD 1, deactivated con-
currently as well. This results in the architecture depicted in Figure 9.5. Two reasons justify
this assumption. First, we should note that in SD 1 there is no communication between the
Trader at Departure and the Trader at Destination apart from the NCTS Accompanying Docu-
ments message. Naturally, this is not very plausible. However, from the point of view of the
field experts of the customs office of the European Union this is understandable. It is not their
task to describe the communication between traders, although in building a consistent model
the communication between traders might also be relevant. Therefore, we assume that Traders
always update each other at relevant moments in time about the status of their process with a
National Administration. This moment typically includes the beginning and end of a process.
Second, we should also consider that the law enforces traders to declare their goods. This can
be seen as a conceptual message from the National Administrations to Traders to invite them
to declare goods. Together, this justifies the idea that there is a common knowledge between
traders and National Administrations of the moment a process starts and finishes.

It is easy to flatten the component architecture of Figure 9.5. The result of the flattening
is presented in Figure 9.6. After examination of this net, we find that it is an acyclic marked
graph. Therefore, it follows by Lemma 14 on page 150 that this net is sound. Comparing the
specification of the Transit system in Figure 9.2 and the flattened architecture after the initial
setup of the architecture and the references in Figure 9.6 shows that we can derive the flattened
net from the specification by applying the projection inheritance pattern PJ of Theorem 5 on
page 41. So, the initial version of the Transit component is consistent.
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9.5 First Extension: Recovery from Functional Errors
A functional error occurs when a message is in conflict with its prescription. For instance, the
structure of a message is corrupt, a required attribute is missing or an attribute has a value that is
not allowed. We now introduce SDs that include these errors. In such an SD, a corrupt message
is followed by another message to recover from the corrupt message.

C_AAR_SND

C_FUN_NCK

C_AAR_SND

E_REL_TRA

NCTS Accompanying Documents

E_ARR_NOT

C_ARR_ADV

C_DES_CON

E_GDS_REL

tadep oodep oodes tades

E_DEC_DAT

E_MRN_ALL

Figure 9.7: SD 2: Erroneous AAR.

In Figure 9.7, the message C AAR SND contains a functional error. An error message
C FUN NCK, i.e., functionality not acknowledged, is exchanged detecting the error. After
the Customs Office at Departure has received the C FUN NCK message, it resends a corrected
C AAR SND message. If this time the C AAR SND message is correct, the SD proceeds as in
SD 1. If the message is still not correct, then again a C FUN NCK message is sent. This repe-
tition of C AAR SND and C FUN NCK messages is continued until the C AAR SND message
that is received is functionally correct.

Not only the C AAR SND message, but also other messages exchanged can contain func-
tional errors. Figure 9.8 shows an example of a functional error in the receipt message of an
Arrival Advice by the Office of Departure. The functional error is handled similarly to the
one in SD 2. Also, a functional error may occur in the C DES CON message. The SD that de-
scribes this case is omitted here. However, this functionality will also be included in the process
specification.

We need to extend each of the four component-reference specifications and the architec-
ture with the possibility of recovery from the functional errors that occur in SD 2 (depicted in
Figure 9.7) and SD 3 (depicted in Figure 9.8). These new scenarios do not affect the refer-
ence specifications of the components tadep and tades. Therefore, these component-reference
specifications do not have to be adjusted. To extend oodes and oodep with the functional error
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messages after the C AAR SND, the C ARR ADV, and the C DES CON message, we intro-
duce at three places in each component-reference specification the option of sending/receiving
a message signaling the functional error and sending/receiving the original message once more.
Functional errors and the recovery from these errors should be possible for an arbitrary number
of times. There are no patterns from Chapter 6 satisfying the necessary conditions. Instead, we
use the construction defined by Figure 9.9.

This construction has a number of properties. First of all, it is now possible to resend as
often as necessary the message triggered by transition s and received by transition r. This,
of course, is only possible when the component that received the message sends a ‘resend-
request’ message (a), i.e., the functional error message, which is also picked-up (b) by the
component that initially sent the erroneous message. To make sure that the process in the first
component is still in a state where it can actually send the message once more, it is necessary
to introduce a confirmation message that is sent by (c) and received by (d). Once the first
component receives this confirmation message, it knows that there will not be a request for a
resend and it may proceed.

If the nets are extended with the four transitions in a way such as depicted in Figure 9.9
and the transitions (a) and (b) are blocked and the transitions (c) and (d) are relabeled to τ ,
then we need to check whether the extended net is a subclass under life-cycle inheritance of the
original net. If this is the case, then this implies that the new net is still able to reproduce all the
previously defined SDs.

We will execute Step 7: Create Component Reference Specification(s) for this second itera-
tion, to add this functionality. Applying the extension to the Transit processes for the separate
components yields that oodep and oodes are altered at three points with a similar construction.
The messages C aar snd, C arr adv, and C des con are all followed by a message indicating
functional errors and triggering a resend or a message confirming that there are no functional
errors (anymore). The extended component-reference specifications are depicted in Figure 9.10.
The reference r oodep 2 is a subclass of r oodep 1, as well as the reference r oodes 2 is a sub-
class of r oodes 1 under life-cycle inheritance when transitions involved in the functional error
messages are blocked and transitions involved in the time-out messages are hidden.

The architecture can be extended by executing Step 6: Complete Component Architecture
for this second iteration by means of putting communication places between the transitions with
corresponding labels. This yields the new architecture depicted by Figure 9.11. The flattening
of this architecture yields the flattened net depicted by Figure 9.12. By using Woflan, however,
we found out that this net is not a subclass under life-cycle inheritance of the previous flattened
architecture, although for separate components life-cycle inheritance relations are satisfied.

To diagnose why there exists no life-cycle inheritance relation between both flattened archi-
tectures, we examined the states that were not branching bisimilar to any other state for the situ-
ation where the labels S time out 2 and R time out 2 are hidden and the labels S fun nck 2 and
R fun nck 2 are blocked (which seems a good candidate for a life-cycle inheritance relation). In
the end, we discovered that the confirmation of proper reception of the arr adv message is the
cause of the absence of the life-cycle inheritance relation. In the A flat 1 process in Figure 9.6,
the party that sends the arr adv message can proceed to send the des con message before the
other party has received the arr adv message. In the A flat 2 process in Figure 9.12, this is
impossible, because the party that sends the arr adv message has to wait until the other party
has confirmed proper receipt of this message.
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Figure 9.11: Transit architecture (Iteration 2).

The question now arises whether the absence of the life-cycle inheritance relationship could
have been avoided given:

1. the rules for making components including encapsulation which does not allow compo-
nents to read directly in the memory of other components,

2. the base functionality of the flatted process A flat 1 in Figure 9.6, and

3. the desire to extend this process with the fun nck messages and the possibility to repeat
erroneous messages.

We came to the conclusion that this is impossible. The reason of this is that field experts are
inclined to make hidden assumptions on the role of time. In this case, they assumed after
each message sent without receiving an error message within a certain period of time (i.e., a
time-out), a ‘silent’ acknowledgement stating that the message was received without functional
errors. This led to incomplete SDs missing acknowledgement messages. Consequently, the
first model was incomplete and that was the reason why the ‘extension by inheritance’ method
failed.

To proceed, we present a corrected model which includes the acknowledgement messages
that were absent in the first Transit model. Moreover, without loss of generality we included
in the Office of Destination a Start transition. This extra transition is necessary for a technical
reason: to make sure that in extended models tokens are not put back in the source place.
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Figure 9.12: Flattened architecture (Iteration 2).
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Figure 9.13: Corrected initial component-reference specifications of the components tadep,
oodep, oodes, and tades.
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Figure 9.14: Corrected Transit architecture (Iteration 1).
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We find that the corrected component is consistent (Step II). By Theorem 3 (the congruence
of soundness for branching bisimilar nets on page 33), it follows that the flattened net is sound
(Step II). By blocking the fun nck transitions, we can see that the extended flattened net in
Figure 9.12 is in this case indeed a subclass of protocol inheritance of the corrected flattened
architecture in Figure 9.15. Hence, we may proceed the method by executing the third iteration.

9.6 Second Extension: Simplified Procedure

The difference between the normal and the simplified procedure is the location of the goods
on arrival. In the case of normal procedure, a customs officer has direct access to the goods,
whereas in the case of simplified procedure a customs officer needs to go to the premises of
a trader. Since the goods are not on the customs site, additional communication is necessary.
This yields two extra messages: E ULD PER and E ULD REM. Also, for this extension we
will execute Step 6, Step 7 and Step II.
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NCTS Accompanying Documents

E_ARR_NOT

C_ARR_ADV

E_ULD_PER
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Figure 9.16: SD 4: Erroneous destination inspection results.

Figure 9.16 depicts the Simplified Procedure: the core flow containing additional message
exchange for unloading permission (E ULD PER) and unloading remarks (E ULD REM). The
unloading remarks (E ULD REM) may contain minor discrepancies from the information orig-
inally received in the unloading permission (E ULD PER). These minor discrepancies are dis-
crepancies that do not require any action to be taken by an Office of Destination. If the Customs
Office of Destination finds the content of the E ULD REM message unsatisfactory, then it re-
sents the E ULD PER message containing remarks about the E ULD REM message. This may
cause a repetition of the E ULD PER and E ULD REM message. In this particular scenario,
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Figure 9.18: Transit architecture (Iteration 3).



276 The Transit Case

i

S_dec_dat
R_dec_dat

R_mrn_all
S_mrn_all

S_rel_traR_rel_tra
p

S_aar_snd

S_NCTS_AD

R_aar_snd

R_arr_not

S_arr_advR_arr_adv

S_fun_nck_1R_fun_nck_1

R_time_out_1
S_time_out_1

S_fun_nck_2 R_fun_nck_2

S_des_con
S_gds_rel

R_des_con

o

S_time_out_2 R_time_out_2

S_fun_nck_3 R_fun_nck_3

S_time_out_3 R_time_out_3

R_NCTS_AD

S_arr_not

R_gds_rel

S_uld_per R_uld_per

S_uld_remR_uld_rem

�
_flat_3

stop_process

start_process

Start
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the destination verification results are satisfactory the first time which implies that there is no
information in the remarks raising new questions.

Unlike the previous extension, there is no repetition of existing messages. In this case,
we need to extend the separate component-reference specifications and the architecture with
the possibility of sending a sequence of two new messages. One message from the customs
office to the trader and the other one in the opposite direction. This new scenario does not
affect the components tadep and oodep. Therefore, these component-reference specifications
do not have to be adjusted. To extend oodes and tades with the messages E ULD PER and
E ULD REM, we insert at a certain place in the two component-reference specifications two
sequential transitions. In one component, the option of sending a message and then receiving
one and in the other component the other way around. The exchange of these two messages may
be repeated an arbitrary number of times. In both reference specifications of the components,
we could use the pattern to add a loop to a particular place. (Consider the inheritance-preserving
transformation rule PP in Figure 2.20 on page 39.) When we apply this construction, we should
only make sure that one component is not ‘moving-on’ while the other component is initiating
a sequence of these request-response messages. However, since the next message, i.e., the
C gds rel message, is also from the customs office to the trader, we know that the trader can not
move on. The extended component-reference specifications are depicted in Figure 9.17. It is
easy to verify that r oodep 3 is a subclass of r oodep 2 and r tades 3 is a subclass of r tades 2
under protocol / projection inheritance.

The architectures can be extended by putting communication places between the added
transition with corresponding labels. This yields the new architecture depicted by Figure 9.18.
The flattened net is a subclass under protocol / projection inheritance of the flattened architecture
in Figure 9.11. Hence, also this new version of the Transit system is consistent and its flattened
architecture is sound.

9.7 Consistent Evolution of the Transit Design

We have shown two extensions on the base scenario and the corresponding base components.
To obtain the complete Transit system we need another three extensions based on sixteen other
SDs. We do not show all these extensions because they are all treated more or less in a similar
way. Each time we are able to come up with a construction to extend the nets which satisfy
one of the four inheritance forms as defined in Section 2.6. In addition, to be on the safe side,
we also used Woflan for the verification of 1-soundness and inheritance in the sense of Van
der Aalst & Basten (2002). Table 9.2 gives an overview of the iterations we took to obtain
the complete Transit system. In the vertical direction, we see the evolution of a particular net.
Each line represents an iteration (‘I’ stands for iteration in Table 9.2). Two iterations are listed
for the first erroneous Transit model and below the double-track line six iterations are listed
for the corrected base Transit model. For instance, the reference specification of the Trader at
Departure is only adjusted once. (From r tadep 1 to r tadep 6.) The table indicates that the
extended net is a subclass under protocol inheritance of the original net. For instance, this is
quite different for the reference specification of the Office of Destination. For this organization,
the net has been adjusted since in all of the six iterations new scenarios were added which
affected this component.
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Evolution of Components
I Component Reference Specifications Aggregated Nets

tadep oodep oodes tades Architecture Flattened net
1 r tadep 1 r oodep 1 r oodes 1 r tades 1 A transit 1 A flat 1
2 = ≤lc ≤lc = not ≤lc

- r oodep 2 r oodes 2 - A transit 2 A flat 2
1 r tadep 1 r oodep 1 cor r oodes 1 cor r tades 1 A transit 1 cor A flat 1 cor
2 = ≤pt ≤pt = ≤pt

- r oodep 2 r oodes 2 - A transit 2 A flat 2
3 = = ≤pp ≤pp ≤pp

- - r oodes 3 r tades 3 A transit 3 A flat 3
4 = ≤pp ≤pp = ≤pp

- r oodep 4 r oodes 4 - A transit 4 A flat 4
5 = ≤pt ≤pt = ≤pt

- r oodep 5 r oodes 5 - A transit 5 A flat 5
6 ≤pt ≤pt ≤pt ≤pt ≤pt

r tadep 6 r oodep 6 r oodes 6 r tades 6 A transit 6 A flat 6

Table 9.2: The evolution of the Transit components.

In the end, the approach we applied in this section implies that all SDs can be ‘repro-
duced’ by executing the flattened architecture depicted by Figure 9.20. Since the inheritance
relations are partial orders, this architecture is a subclass under protocol inheritance of the initial
(simple) flattened architecture depicted by Figure 9.15. In addition, by using Woflan we verified
the 1-soundness of all processes.

9.8 Test Application for Transit
The sound flattened net we just obtained can be used for various purposes. First of all, a colored
version of the process can be used to configure the high level Petri-net tool ExSpect as discussed
in Section 7.6 on page 205. With ExSpect we are able to reproduce SDs again from this model
which is useful for executing Step I: Validation by simulation: scenario reproduction and other
ways of prototyping. The set of SDs we reproduce from ExSpect includes the SDs we used to
specify Transit. But probably there are more SDs that are ‘covered’ by the model depicted in
Figure 9.20. With the SDs we reproduce from ExSpect we are able to let the experts decide
on whether restrictions should be made on the Transit model in such a way that some SDs are
excluded.

Another practical application of the ‘colored version’ of the Transit model and ExSpect is
the so-called Standard Transit Test Application (STTA). This application offers Custom Offices
of the Community and EFTA countries a means for testing the compliance of their own appli-
cations with the Transit specifications. All scenarios prescribed by the SDs can be considered
carefully. This tool is very fruitful in developing the complex software for Transit. Figure 9.21
illustrates how Custom Offices can certify that their applications conform to the Transit process.
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Figure 9.20: Flattened architecture (Iteration 6).
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Figure 9.22: The ExSpect scenario management dashboard.
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In Figure 9.21, Application under Test refers to the Transit application of a National Admin-
istration. This application is always tested in a particular role. The role can either be Office of
Departure or Office of Destination. Figure 9.21 illustrates the conformance test of the oodes-
role. The Petri-net tool ExSpect is configured with the business processes of Transit captured
by the systems Trader at Departure, Customs Office of Departure, Customs Office of Destina-
tion and Trader at Destination. The Network and Test Manager is able to reroute and duplicate
communication from and to an internal component from and to an external application. In Fig-
ure 9.21, the component Customs Office of Destination is replaced by the application under
test. The internal component is only used to monitor the status of the process and to check if
the external application is correct.

Figure 9.22 shows the ExSpect dashboard that is used for testing the applications. At the
right-hand side of the dashboard, the expected ‘TSD’, i.e, a Time Sequence Diagram (which
is a synonym for SD), is depicted. At the left-hand side, the communication between ExSpect
and the application that is being tested is monitored. If, at the end of the run, both scenarios are
similar, then the test has been successfully passed, otherwise adjustments should be made.

9.9 Conclusions

The design of the Transit system is an example in which process inheritance is used to extend
gradually, in a number of iteration-steps, a simple process until it has become a complete, con-
sistent, and possibly complex process specification. Although the conclusions of the previous
chapter with respect to the verification of inheritance and soundness by tools may also be re-
peated here, we still may conclude that an iterative approach based on inheritance (either in
its most general form or in the sense of Van der Aalst & Basten (2002); that is the way inheri-
tance notions have been implemented in Woflan) is a fruitful approach which yields good design
results.

The use of SDs as a means for communication between field experts and software architects
is powerful. On the one hand, SDs are well understood and well handled by field experts. Yet,
on the other hand, SDs are precise enough to provide a solid base for software architects to
create a complete and consistent system design. In the Transit case, this approach worked well.
However, in general still more research has to be done to formalize the transition from SDs to
Petri nets.

In any design process, engineers are confronted with incomplete designs. Also, in the Tran-
sit process this has been the case. It appears that hidden assumptions were made about the
role of time. For instance, one assumed that an error message which is not received within a
certain period of time implies that the original message was correct. It is easy but indispens-
able to repair this kind of incompleteness by adding messages. In Transit, we added various
time out messages and came up with a new base model. Only when the SDs are complete and
no messages are omitted, there is an inheritance relationship between the flattened nets. For the
extensions we made in this chapter, this is a protocol inheritance relationship.

Another aspect software architects should be aware off is that experts tend to describe only
those aspects of the system which fall under their direct responsibility. As a result the busi-
ness process is not entirely described (and hence the net structure is not necessarily a C-net).
However, in Transit we were able to make two justifiable assumptions to overcome these short-
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comings: (1) the law can be seen as a trigger for traders to declare goods and (2) traders update
each other about the status of the Transit process since they have a mutual interest in this infor-
mation. As a result, we were able to define component-reference specifications and the flattened
architectures as well defined C-nets supporting the Transit process.

A powerful feature of the approach is that it is possible to reproduce SDs from the model we
derived. By showing these SDs to the field experts we get feedback. Since the experts are only
expected to consider the easy-to-understand SDs and they are not supposed to understand the
complex Petri-net model, the quality of the feedback is high. Adjustments can be implemented
fast and a better model is derived. A tool to reproduce SDs, e.g. ExSpect, is indispensable for
this step. Moreover, for the Transit-project in particular, ExSpect had added value since it was
used as a scenario-management tool for the Transit test application.



10
Conclusions

Contributions. The main contribution of this thesis is the introduction of an architectural
framework for component-based software design in which we focus on the dynamic behavior
of components. By using Petri nets for this framework, we can describe complex dynamic
systems hierarchically and advanced inheritance notions are available. Inheritance of behavior
has been used to refine and evolve architectures in a consistent way. Unlike previous work on
Petri nets and inheritance, we have considered in this thesis components in a behavior-restricting
environment. Soundness and consistency results have been found for components within such
a behavior-limiting environment.

Chapter 2 has presented basic notions and a number of new results. We have introduced
new soundness notions allowing multiple activation of C-nets and allowing dead transitions. We
have motivated the use of these notions in a component-based system. We have illustrated that
there are various dependencies between the different soundness notions. To compare C-nets, we
have formalized a notion of equivalence. We have introduced a component variant of branching
bisimilarity - called branching bisimilarity for C-nets - as our standard equivalence notion. An
important result is that soundness is a congruence for branching bisimilar C-nets, which we have
used at several places in this thesis. Based on branching bisimilarity for C-nets, we have adapted
various inheritance relations allowing us to consider abstractions of components. Moreover, we
have adapted a number of inheritance-preserving construction patterns for C-nets.

The contribution of Chapter 3 is an architectural framework to design software. Unlike
other frameworks, the scope of this framework is the dynamic behavior of software components.
The framework presented in this chapter addresses one of the key issues of component-based
software design: consistency. We have defined consistency at the level of a single component
and at the level of a system architecture by using the inheritance notions.

The main results of Chapter 4 are theorems which show that inheritance is compositional.
An important consequence of these compositionality results is that a flattened consistent system
architecture of the framework introduced in Chapter 3 is a subclass of the top-level component.
This implies that the refined detailed design of a software system is consistent with the top-
level abstraction of the system. As a consequence, it is sufficient to test locally consistency to
guarantee consistency for a complete system architecture. Since soundness is a congruence for
branching bisimilar nets, ‘global consistency’ implies that, if the specification of the top-level
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component is sound, then also its implementation at the lowest level is sound. This implies the
correct behavior of the overall system, i.e., the system is free of deadlocks, livelocks, and other
anomalies and realizes the specification of the top-level component.

Chapter 5 has demonstrated how to design system architectures from smaller pre-existing
components. In this so called ‘bottom up’-approach, we require that client-server relationships
exist exclusively between the (sub)components in a component and a system architecture. As
a result, we obtain centralized architectures. We have introduced the horizontal and vertical
union to analyze client-server architectures. Important results are theorems containing inheri-
tance results for the horizontal and vertical union. These theorems can be used to show that a
flattened client-server system architecture behaves as the top-level component. Moreover, they
are used to show that a construction algorithm to extend a consistent client-server architecture
with another preserves consistency. The latter implies that we partially have so-called ‘correct-
ness by construction’ for this type of architectures. ‘Partially’ because the correctness check is
still based on a check on the behavior of the coupling (state space analysis).

The contribution of Chapter 6 is a more efficient approach towards designing consistent
software architectures. Whereas we used to make constructions and execute exhaustive verifi-
cations of the state space afterwards and if necessary correct the constructions, we now have
as an alternative ‘correctness by construction’ for a number of patterns. We have demonstrated
that we can build client-server compositions by using various patterns presented in this chapter.
The use of patterns to build components guarantees consistency and in some cases soundness.

In Chapter 7, we have introduced the RUP-extension RUPPNI which presents a more formal
design process in which the evolution of the design can be formalized by using the results of
this thesis. RUPPNI allows us to combine the broadness of RUP with the qualities of RUPPNI that
allows for validation and verification by checking soundness and consistency. We have seen that
the tool Woflan can be used to assist in the verification of nets. Many properties that are indis-
pensable for correct models can be checked. However, there are also challenges left. Unlike for
1-soundness, no apparent verification algorithm for soundness exists. Consequently, Woflan is
not able to check soundness. Moreover, it uses other inheritance notions. This implies that in
some cases soundness and consistency can only be asserted by using patterns that are proven to
be sound and consistent. A possibility for checking soundness by using Woflan after all, is to
use models that are solely based on classes of C-nets for which 1-soundness implies soundness.
However, the known classes which have this property are for many problems too restricted. We
have seen that the tool ExSpect provides insight into the behavior of the system and its compo-
nents. Moreover, the interaction between components can be demonstrated to stakeholders by
simulation of the behavior of C-nets and by the generation of Sequence Diagrams.

Chapter 8, i.e, the Electronic Market Place case, has been used to illustrate RUPPNI and
the theory we have developed in this thesis. We have shown that the theory in this thesis is
well suited for designing a consistent system consisting of a number of concurrently operating
components that have to cooperate to form a well-functioning system. On the other hand, we
have also determined that to be able to design complicated systems that are still consistent and
sound, we need additional patterns and theory. The following two issues are important with
respect to this matter:

1. In spite of the fact that soundness is decidable (Van Hee et al. to appear 2003a), a verifica-
tion algorithm is not yet available. So, it can not be checked by e.g. Woflan. Nevertheless,
it is possible to check 1-soundness by using Woflan. To check for soundness an approach
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could be to verify 1-soundness by using Woflan and to prove that the net is weakly sepa-
rable.

2. Similar issues hold for branching bisimilarity. In the way we define it, i.e., for multiple
activations, it is still an unanswered question whether branching bisimilarity is decidable
if we admit all classes of C-nets.

In Chapter 9, we have constructed a design of the Transit system as an example in which
process inheritance is used to extend gradually, in a number of iteration-steps, a simple process
until it has become a complete consistent and complex process specification. For this chap-
ter, the conclusions with respect to the verification of inheritance and soundness by tools also
apply. However, since all cases may be distinguished for this particular example by unique
identifiers, this is not a serious limitation. The iterative design approach based on inheritance
works well for this example and yields good results. The use of Sequence Diagrams as a means
for communication between field experts and software architects is powerful.

In spite of the contributions of this thesis, the applicability of the theory is not as easy
as one would imagine. Unfortunately, there is a gap between the theory and the practice of
component-based software design. The theory in this thesis largely assumes that the design
task is to develop specifications for software components; in reality, however, most component-
based software designs rely on pre-existing components, which have pre-existing specifications
that are hardly ever formal or of poor quality. This implies that, in real life, there is a challenge
for the software engineer for ‘specification mining’ of existing software components. Moreover,
he/she needs to formalize the specifications before using these in the component framework.

Having said this, we feel that we should also give the two reasons why this gap is perhaps
not as big as it seams. The first reason is that we see that more and more business applications
and software packages within organizations can be parameterized with a process. This param-
eterization implies that precisely the dynamic part is flexible and can be changed in such a way
that the component can be well incorporated into the software architecture. Moreover, the be-
havior of these components can be evaluated in the framework. We also see in practice that
the underlying business process of applications is often managed by a Workflow Management
System or by a middleware system. Configurations of these two types of applications are formal
by nature. Therefore, they are usable for creating specifications for the component framework.
The second reason for this is that across organizational boundaries communication protocols
are often contractually specified. These kind of contracts in, for instance, B2B communication
can be formalized for the framework in this thesis. Hence, the gap between theory and practice
in e-business may be smaller than it seems and narrowing.

A final remark we would like to make with respect to the gap between component theory
and practice is that the CBSD-world has not yet fully matured. We think that the problem
of managing complex dynamic behavior of interacting business processes is often avoided in
practice by choosing a different solution which allows for less complicated processes. We also
think that in the networked economy these simplifications can not go on for ever. We often see
that wherever technology enables better possibilities, these can not be stopped for a long time.
This implies that in time process descriptions will be incorporated in component-based software
designs.
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Future research. A challenge for the future would be to find a structural characterization of
a general class (more general than the class of S/T-nets) of C-nets for which the 1-soundness
property would imply the soundness property. In relation to this, it would be valuable to find
classes of C-nets for which the branching bisimilarity between two processes for a single acti-
vation would imply the branching bisimilarity between two processes for an arbitrary number
of activations. When these two questions are answered, we will be able to verify soundness in
an efficient way by using existing tools.

Another line of research would be the generalization of the component framework with
data and method signatures. For example, it would be worthwhile to extend the work pre-
sented in Bastide & Palanque (1999) with our notion of inheritance. The introduction of data
and functional descriptions would increase the applicability of the framework in the software
engineering practice.

A third topic would be to formalize the RUPPNI design process. For instance, it would be
interesting to investigate the rules for the automatic generation of a system based on either
use-cases and/or Sequence Diagrams. Since use-cases and/or Sequence Diagrams are well un-
derstood, this would narrow the gap between software architects and business experts.

A fourth topic of research we would like to mention is the further development of patterns.
In addition to the patterns we presented in this thesis, we believe that it would be fruitful to
collect and find a large number of additional patterns. In any design project, model checking by
using tools takes more time than applying design patterns. An increased use of patterns based
on Petri nets would yield a better quality of the designs of concurrent systems.

A final topic of interest is to investigate whether it would be possible to narrow the gap be-
tween the theory and practice of component-based software development. It is an open question
how this should be achieved. Much of the efforts to narrow this gap should be taken outside
the academic world within the organizations of component vendors. However, it is only advan-
tageous for vendors to invest in formal specification when they have a business case. In our
opinion, universities should try to make the step for vendors as small as possible. One of the
ways to do this, is by unifying efforts on component-based software design and by developing
tools which support the formal specification of the behavior of software-components.



A
Essentials of the Rational Unified Process

The purpose of this appendix is to describe the parts of RUP that are relevant with respect to the
results of Part I. RUP provides a disciplined approach to assign tasks and responsibilities within
a development organization. Its goal is to ensure the production of high-quality software that
meets the needs of its end users within a predictable schedule and budget. We will discuss the
steps of RUP that are in our view interesting because they yield a particular diagram describing
structural or dynamic aspect of the system. The description of these steps is based on Jacobson
et al. (1999), Kruchten (2000), the descriptions of the RUP-methodology by Rational Software
(2000), Evans (2001).

Disciplines

Requirements

Analysis & Design

Implementation
Test

Deployment

Configuration
& Change Mgmt

Project Management

Inception Elaboration Construction Transition

Phases

Iterations

Initial Elab #1 Elab #2 Const
#1
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#2
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#N

Tran
#1

Tran
#2

Figure A.1: An overview of the Rational Unified Process (source: RUP).

Figure A.1 depicts the two dimensions of RUP. The horizontal axis represents time and
shows the life cycle aspects of the process as it unfolds. The vertical axis represents disciplines.
The first dimension represents the dynamic aspect of the process as it is enacted, and it is
expressed in terms of phases, iterations, and milestones. The second dimension represents the
static aspect of the process: how it is described in terms of process components, disciplines,
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activities, workflows, artifacts, and roles. The graph shows how the emphasis varies over time.
For example, in early iterations, we spend more time on requirements, and in later iterations we
spend more time on implementation. RUP has four different phases:

1. Inception. The goal of the inception phase is to achieve concurrence among all stake-
holders on the life cycle objectives for the project. The inception phase is of significance
primarily for new development efforts, in which there are significant business and re-
quirements risks which must be addressed before the project can proceed. For projects
focused on enhancements to an existing system, the inception phase is more brief, but is
still focused on ensuring that the project is both worth doing and possible to do.

2. Elaboration. The goal of the elaboration phase is to baseline the architecture of the sys-
tem to provide a stable basis for the bulk of the design and implementation effort in the
construction phase. The architecture evolves from a consideration of the most significant
requirements (those that have a great impact on the architecture of the system) and a risk
assessment. The stability of the architecture is evaluated through one or more architec-
tural prototypes.

3. Construction. The goal of the construction phase is to clarify the remaining requirements
and to complete the development of the system based upon the baseline architecture. The
construction phase is in some sense a manufacturing process, where emphasis is placed on
managing resources and controlling operations to optimize costs, schedules, and quality.
In this sense, the management mindset undergoes a transition from the development of
intellectual property during inception and elaboration, to the development of deployable
products during construction and transition.

4. Transition. The focus of the Transition Phase is to ensure that software is available for
its end users. The Transition Phase can span several iterations, and includes testing the
product in preparation for release, and making minor adjustments based on user feedback.
At this point in the life cycle, user feedback should focus on fine tuning the product,
configuring, installation and usability issues. All the major structural issues should have
been worked out much earlier in the project life cycle. By the end of the Transition Phase
life cycle objectives should have been met and the project should be in a position to be
closed out. In some cases, the end of the current life cycle may coincide with the start of
another life cycle on the same product, leading to the next generation or version of the
product.

In the following discussion we consider the disciplines: requirements, analysis & design, imple-
mentation, and test. We will not consider deployment, configuration management, and project
management. These three disciplines are also important, but they are too far from the scope of
this thesis. We will focus on the descriptions and artifacts we are able to relate to the results in
this thesis and neglect artifacts that are too informal to be related to it. Moreover, we neglect the
differences between the various phases and iterations: If a task occurs several times in different
phases and iterations, then we describe this task only once. We summarize a number of tasks
that are essential in any software development process.

1. Requirements.
The purpose of the requirements discipline is to establish and maintain agreement with
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the customers and other stakeholders on what the system should do, to provide system
developers with a better understanding of the system requirements, to define the bound-
aries of the system, to provide a basis for planning the technical contents of iterations, to
provide a basis for estimating cost and time to develop the system, and to define a user-
interface for the system, focusing on the needs and goals of the users. To achieve these
goals, it is important, first of all, to understand the definition and scope of the problem
which we are trying to solve with this system. Stakeholders are identified and Stakeholder
Requests are elicited, gathered and analyzed.

The RUP artifacts gathered within this discipline are a vision document, a use-case model
containing use-cases, a logical user interface, and a supplementary specification docu-
ment (which contains mainly non-functional requirements such as the usability, the hard-
ware reliability, the performance, and supportability of the system). Stakeholder requests
are both actively elicited and gathered from existing sources to get a ‘wish list’ of what
different stakeholders of the project (customers, users, product champions) expect or de-
sire the system to include, together with information on how each request has been con-
sidered by the project.

The use-case model should serve as a communication medium and can serve as a con-
tract between the customer, the users, and the system developers on the functionality of
the system, which allows customers and users to validate that the system is what they
expect and system developers to build what is required. Use cases are used throughout
the complete software life cycle; the same use-case model is used in system analysis,
design, implementation, and testing. By means of the Use-Case Model the Requirements
discipline provides the input for the Analysis & Design discipline. Flaws in the Use-Case
Model can be discovered during analysis & design; change requests are then generated,
and applied to the Use-Case Model. Also, the Test discipline validates the system against
the Use-Case Model.

2. Analysis & Design.
The main purpose of the Analysis & Design discipline is to transform the requirements
gathered in the Use-Case Diagrams into a design of the system-to-be and to create a robust
architecture for the system. The Requirements discipline provides the primary input for
the Analysis and Design discipline. The Test discipline is also related to the Analysis &
Design discipline. Testing systems is a continuous process interwoven with each system
development phase. Tests are already executed during Analysis and Design.

In RUP, within the Analysis & Design discipline, there are many concepts (such as anal-
ysis mechanisms, concurrency, deployment, various views, patterns, events and signals,
etc), activities (such as database design, class design, use-case analysis, use-case design,
architectural analysis, prioritize use-cases), and artifacts (various analysis documents and
models) described. We select a number of key models required in almost every software
development life cycle and describe how these are obtained:

(a) Define Component/System Architecture
The architectural overview of a system consisting of the main components of the
system and their relationships is created early in the lifecycle of a project, possibly as
early as the inception phase. It reflects decisions concerning the physical and logical
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organization and non-functional requirements of the system. It is produced by the
software architect and it takes often the shape of a picture illustrating the essential
nature of the proposed solution, including (sub)components and their dependencies.

(b) Construct the domain Class Diagram
In general, we want to design a class in such a way that

i. it provides the behavior the use-cases require,
ii. it contains sufficient information for an unambiguous implementation, and

iii. it satisfies non-functional requirements.

The first step in class design is to identify classes that are part of the domain being
modeled. Discovering classes from the requirements artifacts can be done in sev-
eral ways – Class/Responsibility/Collaborator (CRC) cards, data mining, prior do-
main knowledge, or searching requirements documents for nouns and noun phrases.
Next, we define the responsibilities and relationships for each class in the domain.
Responsibilities are the strategic goals of a class. Responsibilities determine the
class’s methods; the methods, in turn, determine the class’s attributes (i.e., data).
However, we do not yet define methods and attributes. We create a domain Class
Diagram such as discussed in Section 7.3.

(c) Assign Classes to Components
In this step, we assign all the classes of the domain class model to the various com-
ponents in the system architecture. For instance, we may assign the classes Loan-
Controller and BorrowerController as depicted in Figure 7.4 on page 186 to the
component LoanControl in Figure 7.3 on page 186 and the classes Borrowers and
Borrower to the component Loan.

(d) Develop Sequence Diagrams
Sequence Diagrams are used to describe instances of the behavior of the system.
Moreover, they are used to refine other diagrams such as component or Class Dia-
grams. Sequence Diagrams are used to merge the functional flow in the use-cases
and scenarios with the classes in the domain Class Diagram for each scenario in the
iteration. As an alternative for Sequence Diagrams also Collaboration Diagrams are
used. Sequence Diagrams and Collaboration Diagrams are two types of interaction
diagrams. We only consider Sequence Diagrams.
To develop Sequence Diagrams we have two possibilities: We may either develop
Sequence Diagrams at the component-level first and then refine the diagrams for the
classes within components, or, we may develop Sequence Diagrams at the class-
level first and then derive the ones for components by abstraction. Creating Se-
quence Diagrams from use-cases involves the following steps:

i. Identify each actor and each class/component that participates in the flow of the
use-case. (Note that actors may also be systems.)

ii. Represent each actor and each class/component in a Sequence Diagram by a
lifeline.

iii. Illustrate the message sending between participating objects in the components
or classes. The flow of events begins at the top of the diagram and continues
downward, indicating a vertical chronological axis.
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iv. Illustrate the message sending between objects by creating messages (arrows)
between the lifelines. The name of a message should be the name of the method
invoked by the message.

(e) Develop Class/Component Model
To identify methods on classes or components we study the responsibilities of each
class or component, creating a method for each responsibility. We can do this by
using the description of the responsibility as the initial description of the method
by the use-case realizations. Methods are required to support the messages that ap-
pear on Sequence Diagrams. Lifelines in Sequence Diagrams may represent either
the interfaces of components or classes. In both cases, methods can be discovered
similarly. Methods on a class or component model can be obtained by following
the flow of messages in the interaction diagrams. Class/Component Diagrams are
updated with the methods discovered from the interaction diagrams.
Apart from identifying methods, we also need to define attributes and relationships.
Attributes are needed by the class to carry out its methods, they provide storage
information for the class instance, and are often used to represent the state of the
class instance. Any information the class itself maintains is done through its at-
tributes. The relationships that need to be investigated and added in this stage are
the associations, generalizations and specializations, and aggregations.

(f) Define Statechart Diagrams
To describe the behavior of objects (either instances of classes or instances of com-
ponents), RUP propagates to use Statechart Diagrams. We consider this type of
diagram for the behavior of classes. Statechart Diagrams are developed for each
individual class with a ‘significant’ state and describe the ‘state-space’ for such a
class.

3. Implementation
The purpose of implementation is to produce source code in accordance with the design
model. An implementation can be divided into a number of steps: the implementation
of operations, the implementation of states, the implementation of relationships, and the
implementation of attributes. Moreover, implementation often involves trying to reuse
code and using predefined components. It always involves providing feedback to stake-
holders and the evaluation of the code against the design. There is no strict order between
the steps. Start implementing the operations, and implement associations and attributes
as they are needed to be able to compile and run the operations. Input artifacts for an
implementation are design deliverables and existing components and the output of an
implementation is a new component.

Hence, the organization of the code, in terms of implementation is by components (source
files, binaries, executables, and others). Subsystems can also be seen as components.
Classes and objects are implemented within the scope of a component. The Implemen-
tation discipline limits its scope to how individual components are to be tested. To test
the developed components in collaboration an integration test, which is part of the Test
discipline, is used.

Note that apart from creating source code, configuration and integration of existing com-
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ponents is also part of the Implementation discipline.

4. Test
Testing is done at various moments in the life cycle. We may have tests of the specifica-
tions, the prototypes, the architecture. We test components in isolation and we test fully
integrated systems. In general, testing consists of verification and validation. As we stated
in the introduction to this chapter verification can be characterized by ‘doing the things
right’, i.e., are the designs free of inconsistencies and are they complete. Validation can
be characterized by ‘doing the right things’, i.e., do the designs cover the requirements
of the various stakeholders. More in detail, a test may concern one or more of the fol-
lowing issues: finding and documenting defects in software quality by verification, gen-
erally advising about perceived software quality, proving the validity of the assumptions
made in design and requirement specifications through concrete demonstration, validat-
ing the software product functions as designed, and validating that the requirements have
been implemented appropriately. The Test discipline can be distinguished from other
disciplines in RUP since task of the Test discipline is essentially finding and exposing
weaknesses in the software product and its underlying design.
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from non-functional aspects, 184
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Architecture Description Language, 44
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B2B-communication, 146–148
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blocking, 35
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bounded, 13
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composition, 103
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composition algorithm, 129
compositional-approach, 194
concurrent entrance, see multiple activation
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Summary

Since organizations deliver increasingly complex products and services and connect their busi-
ness processes (sometimes across the borders of organizations), the complexity of business
processes is increasing. Consequently, supporting information systems and their software com-
ponents are becoming more complex as well. In a design, the functioning of a software compo-
nent can be described by its data types, its methods (the operations on the data), and its process
(the sequences of the methods). The first two aspects are well-known. The latter aspect is less
studied, but important when coping with the increased complexity of a design. In this thesis,
we explore precisely the process aspect of software components. After all, when we connect
components by establishing method invocations, we should also consider the consequences of
such a connection with respect to the dynamic behavior (stated in the processes) of the com-
ponents. Therefore, we introduce a component framework, replacement and assembly rules for
components, and patterns to connect components. Furthermore, we present a variant RUPPNI on
the design process RUP which can be applied to obtain a design based on the theory of this
thesis. Finally, case studies test the theory.

The component framework offers the possibility of describing separate components, the
connection between components, and the communication between components. The process
dimension of components is (as in process algebra) the key aspect of this framework. Each
component handles a process that is called the workflow of a component. Furthermore, in this
thesis a component has a description at two different levels of abstraction. The highest level, the
specification (also called the interface) describes the observable behavior of a component. The
lower level describes the architecture of a component. For a specification we use a special kind
of Petri net, a so-called component-net (C-net). An architecture is a network which contains
transitions that also occur in the specification, transitions that are invisible at the specification
level, and possible references to other components. The bipartite description of a component is
useful for various stakeholders. Designers and end-users use, for example, only the specification
of a component, while software engineers also need the architecture of a component. The used
formal semantics based on Petri nets enable us to make solid statements about the consistency
and soundness of components. A component is consistent when the behavior of the architecture
including its subcomponents is in accordance with the specification of the component after
we abstracted from added functionality. With respect to abstraction, process inheritance plays
a role in this thesis. Inheritance builds upon the notion of branching bisimilarity. There are
two mechanisms for inheritance. The first mechanism compares the behavior of components
where additional functionality is hidden. The second mechanism compares the behavior of
components where additional functionality is blocked. Additionally, there are two combinations
of these notions. Apart from the notion of a component we also introduce the notion of a
system architecture. A system architecture is a tree of components. For a system architecture,
consistency means that the behavior of an implementation after abstraction is in accordance
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with the specification of the top-level component of the system.
The main result we obtained for the component framework is a theorem about the overall

consistency of a system architecture based on conditions for local replacement of components.
Replacing components by refined components is the production mechanism in a top-down de-
sign process. This thesis extensively discusses the conditions for refinement and replacement.
An important condition for replacement is that after abstraction the behavior of the new com-
ponent (the replacement) has the same dynamic behavior as the original component. Moreover,
there are conditions that prescribe how a replacement connects to an environment.

Opposite to the refinement of components is the assemblage (or composition) of compo-
nents. Assembling rules for components are of importance since in a bottom-up design process
new components are composed from existing components. As a key construction for assem-
bling components we introduce the client-server composition: a construction which connects
two components so that one component - the client - guides the second component - the server.
In addition to the client-server composition we introduce two compound compositions: the so-
called horizontal and vertical unions. The horizontal union allows a client to have many servers
which all operate in parallel. The vertical union allows the connection of two compositions
when there is a component which is a client in one composition and a server in another com-
position. We demonstrate that by application of the composition rules we are able to build
consistent system architectures.

The introduction of new patterns in this thesis aims at an efficient composition of consistent
components. The thesis contains the proofs which show that the application of the patterns
yields consistent client-server compositions. Often we first make a composition and then check
by means of state space analysis whether the client-component and the compound component
after abstraction match with respect to their dynamic behavior. When we apply design patterns,
this check can be omitted. Instead, when we make a composition, we verify if the composi-
tion fits a pattern. The consistency of the system architecture then automatically follows by
application of the pattern.

Finally, we discuss how the theory of this thesis relates and contributes to a selection of
disciplines of the Rational Unified Processr (RUP) and how it relates to a number of models
of the Unified Modeling Language (UML). We present an extension on RUP called RUPPNI:
RUP with Petri Nets and Inheritance. RUPPNI has the advantages of RUP but it is in addition
well suited for guiding a designer through the steps necessary to design concurrent distributed
systems. Realistic examples of the design of an Electronic Market Place and the Transit process
illustrate this design process and the theory of this thesis.



Samenvatting

Omdat organisaties steeds complexere producten en diensten leveren en verschillende bedrijfs-
processen (soms over organisatiegrenzen heen) koppelen, neemt de complexiteit van bedrijfs-
processen toe. Daardoor worden de ondersteunende informatiesystemen en hun softwarecom-
ponenten ook ingewikkelder. Een ontwerp legt de werking van een softwarecomponent vast
door daarvan de datatypen, de methoden (de bewerkingen op de data) en het proces (de volgo-
rde van de methoden) te beschrijven. Over de eerste twee aspecten is al veel bekend. Het laatste
aspect is minder bekend maar van belang om in een ontwerp het hoofd te kunnen bieden aan
de toegenomen complexiteit. Juist op dit procesaspect van softwarecomponenten richt zich dit
proefschrift. Immers, bij het koppelen van softwarecomponenten door deze berichten te laten
uitwisselen en onderling methoden te laten aanroepen zal gekeken moeten worden hoe de kop-
peling het dynamische gedrag van de componenten (vastgelegd in de processen) beı̈nvloedt. Dit
proefschrift introduceert een componentenraamwerk, vervangings- en assemblageregels voor
componenten en patronen voor het koppelen van componenten. Verder wordt een uitbreiding
RUPPNI op het ontwerpproces RUP geı̈ntroduceerd. Dit proces is geschikt om een ontwerp te
maken waarbij de theorie van dit proefschrift toegepast wordt. Tot slot wordt de theorie getoetst
aan de hand van praktijkvoorbeelden.

Het componentenraamwerk geeft de mogelijkheid afzonderlijke componenten, de samen-
hang van componenten en de communicatie tussen componenten te beschrijven. Het proces-
aspect van componenten staat (net zoals in de procesalgebra) centraal in dit raamwerk. Iedere
component handelt een proces af welke de werkstroom van een component genoemd wordt.
Verder heeft een component in dit proefschrift een beschrijving op twee verschillende abstrac-
tieniveaus. Het hoogste niveau, de specificatie (ook wel het koppelvlak genoemd), legt het
waarneembare dynamische gedrag van een component vast. Het lagere niveau legt de archi-
tectuur van een component vast. De specificatie wordt gegeven in termen van een bepaald
soort Petri-net: een zogenaamd component-net (C-net). Een architectuur wordt gegeven door
een netwerk dat bestaat uit transities die ook op het specificatieniveau voorkomen, transities
die niet zichtbaar zijn op het specificatieniveau en eventuele referenties naar andere compo-
nenten. Door de tweeledige beschrijving van een component is deze bruikbaar voor diverse
belanghebbenden. Zo gebruiken ontwerpers en eindgebruikers bijvoorbeeld alleen de speci-
ficatie van een component, terwijl software engineers ook de architectuur van een component
nodig hebben. De gehanteerde formele semantiek gebaseerd op Petri-netten maakt het mogelijk
om harde uitspraken te doen over de consistentie en soundness van software componenten. Een
component is consistent als het gedrag van de architectuur met de bijbehorende subcompo-
nenten na abstractie van de nieuw toegevoegde functionaliteit in overeenstemming is met de
specificatie van de component. Bij abstractie speelt in dit proefschrift proces-overerving een
rol. Proces-overerving is gebaseerd op de notie van branching bisimilarity. Er zijn twee mech-
anismen voor overerving. Het eerste mechanisme vergelijkt het gedrag van de componenten

311



312 Samenvatting

waarbij eventuele nieuw toegevoegde functionaliteit verborgen wordt. Het tweede mechanisme
vergelijkt het gedrag van componenten waarbij eventuele nieuwe functionaliteit juist geblok-
keerd wordt. Tevens zijn er twee combinaties van deze mechanismen mogelijk. Naast het
begrip component wordt ook het begrip systeemarchitectuur geı̈ntroduceerd. Een systeemar-
chitectuur is een boom van componenten. Consistentie voor een systeemarchitectuur betekent
dat het gedrag van het gehele systeem na abstractie in overeenstemming is met het de specifi-
catie van de component op het hoogste niveau van de boom.

Het belangrijkste resultaat voor het componentenraamwerk is een stelling over de algehele
consistentie van een systeemarchitectuur gebaseerd op voorwaarden voor het lokaal vervan-
gen van componenten. Het vervangen van componenten door verfijnde componenten is het
voortbrengingsmechanisme in een top-down ontwikkelproces. Het proefschrift bediscussieert
uitgebreid de voorwaarden voor verfijning en vervanging. Een belangrijke voorwaarde voor ver-
vanging is dat de nieuwe component (de vervanger) na abstractie hetzelfde dynamische gedrag
heeft als de oorspronkelijke component. Daarnaast zijn er voorwaarden die vastleggen op welke
wijze de vervanger gekoppeld kan worden aan een omgeving.

Tegenover het verfijnen van componenten staat het assembleren van componenten. Assem-
blageregels voor componenten zijn relevant omdat in een bottom-up ontwikkelproces nieuwe
componenten samengesteld worden uit bestaande componenten. Als basisconstructie voor het
assembleren van componenten wordt de client-server compositie geı̈ntroduceerd: een construc-
tie waarin twee componenten aan elkaar gekoppeld worden waarbij de eerste component, de
client (opdrachtgever), de tweede component, de server (opdrachtnemer), aanstuurt. Naast de
basisconstructie worden ook twee complexere constructies ingevoerd: de zogenaamde hori-
zontale en verticale verbindingen. De horizontale verbinding laat toe dat een opdrachtgever
vele opdrachtnemers heeft die alle parallel opereren. De verticale verbinding maakt het mo-
gelijk twee composities te verbinden mits er een component is die in de ene compositie de rol
van client heeft en in de andere compositie de rol van server. Er wordt aangetoond dat door
het toepassen van de compositieregels het mogelijk is een consistente systeemarchitectuur te
bouwen.

De introductie van nieuwe patronen in dit proefschrift is gericht op het efficiënt assem-
bleren van componenten. Het proefschrift bevat bewijzen dat het toepassen van deze patro-
nen consistente client-server composities oplevert. Vaak wordt de compositie eerst gemaakt
en dan wordt door middel van een analyse van de toestandsruimte van de client-component en
de samengestelde component vastgesteld of het dynamisch gedrag na abstractie overeenkomt.
Wanneer ontwerppatronen toegepast worden kan deze controle weggelaten worden. In plaats
daarvan wordt op het moment van samenstellen van componenten gecontroleerd of de composi-
tie aan een patroon voldoet. De consistentie van de systeemarchitectuur is dan een automatisch
gevolg van het hanteren van patronen.

Tot slot wordt besproken op welke wijze de theorie ontwikkeld in dit proefschrift in relatie
staat tot en kan bijdragen aan de verschillende disciplines van het Rational Unified Processr

(RUP) en een aantal van de modellen van de Unified Modeling Language (UML). Een uit-
breiding op RUP die RUPPNI heet wordt geı̈ntroduceerd: RUP met Petri-netten en Inheritance.
RUPPNI heeft de voordelen van RUP maar is daarnaast goed toepasbaar om een ontwerper door
alle stappen van een ontwerpproces van een parallel opererend gedistribueerd system te leiden.
Praktijkvoorbeelden van het ontwerp van een Electronic Market Place en van het Transitproces
illustreren het ontwerpproces en de theorie van dit proefschrift.
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