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Beknopte toelichting
Voor een officiële samenvatting: Zie Summary op bladzijde 181

Voorraadbeheersing van reserve-onderdelen onder randvoorwaarden voor
de beschikbaarheid van systemen
(Spare Parts Inventory Control under System Availability Constraints)

In productiebedrijven spelen machines vaak een belangrijke rol in het productieproces.
Als een machine stuk is, kan het hele productieproces stil komen te liggen en dan lijdt
het bedrijf veel verlies. Daarom worden meestal reserve-onderdelen voor die machines
op voorraad gehouden, zodat een defect onderdeel snel kan worden vervangen en de
machine zo snel mogelijk weer werkt. Een belangrijke vraag wat betreft de beheersing
van de voorraad reserve-onderdelen is: Welke onderdelen leggen we op voorraad, in
welke hoeveelheid en waar doen we dat?

Voorraadbeheersing van reserve-onderdelen verschilt wezenlijk van standaard voor-
raadbeheersing. Bij voorraadbeheersing van reserve-onderdelen is niet de beschik-
baarheid van de onderdelen op zich het belangrijkste, maar uiteindelijk gaat het om
de beschikbaarheid van de systemen (machines).

In dit proefschrift wordt een aantal modellen en methoden beschreven voor voorraad-
beheersing van reserve-onderdelen, waarin we moeten voldoen aan bepaalde eisen wat
betreft de beschikbaarheid van systemen. We bestuderen modellen met aspecten die
in de praktijk relevant zijn:

• Eén onderdeel kan in verschillende typen machines voorkomen. Dat onderdeel
kan dus voor al die machines tegelijk in voorraad worden gehouden, in plaats
van voor elk machine-type apart.

• Klanten kunnen verschillende service-niveaus vragen. In dit geval kan service-
differentiatie gerealiseerd worden door bepaalde onderdelen te reserveren voor
klanten die hogere eisen stellen aan de service.

• Als één magazijn geen voorraad meer heeft, kan een ander magazijn dat in
de buurt ligt, bijspringen. Dat kost vaak veel minder tijd dan wanneer het



onderdeel uit een centraal magazijn moet komen, waardoor machines minder
lang stil staan.

• In voorraadbeheersing van reserve-onderdelen wordt niet alleen gebruik gemaakt
van magazijnen dicht bij klanten (lokale magazijnen), maar meestal is er ook een
centraal magazijn. Welke onderdelen en hoeveel leg je in de lokale magazijnen,
en welke onderdelen en hoeveel leg je in het centrale magazijn?

Voor deze modellen ontwikkelen we methoden om te bepalen welke onderdelen we
waar op voorraad moeten leggen en in welke hoeveelheid, zodanig dat de vereiste
service-niveaus worden gehaald en de kosten zo laag mogelijk zijn. We bestuderen
de kwaliteit van onze methoden. Verder bekijken we welke kostenbesparingen er in
de praktijk te behalen vallen als de genoemde aspecten in de voorraadbeheersing
van reserve-onderdelen worden meegenomen. Het blijkt dat aanzienlijke besparingen
mogelijk zijn.
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Chapter 1

Introduction

In today’s business environment, the importance of after-sales service is high. Lost
revenues due to disservice are enormous. Not only is after-sales service valuable
as a competitive advantage for manufacturers, direct revenues in service are also
remarkably high. For many of the world’s largest manufacturing companies, Deloitte
(2006) investigated revenues in the service business over a period of one year, and
it reports combined revenues of more than $ 1.5 trillion. Further, it reports that on
average service revenues account for 25% of the total business and that profitability
is much higher than in the primary product business. AberdeenGroup (2005) also
reports that profitability in service is higher than profitability for initial products,
and Bundschuh and Dezvane (2003) mention that service revenues account for 30%
or more of total revenues for many manufacturers.

The above indicates that the after-sales service market deserves substantial corpo-
rate attention, which is even more true since in parallel, customer requirements have
tightened. AberdeenGroup (2005) indicates that 70% of the respondents in its study
have seen service response times as required in service level agreements shrinking
to 48 hours or less, and Deloitte (2006) states that customers keep raising the bar
for service excellence by requesting shorter lead times, higher service levels, lower
costs, and better customer service support. At ASML, a company that is active in
the semiconductor supplier industry, we observed that customers increasingly require
swift replenishment of defective parts to avoid costly down-time.

After-sales service basically concerns maintenance. Besides preventive maintenance
that is scheduled in advance, we distinguish corrective maintenance that has to be
carried out upon failure of a system. Typically, corrective maintenance is done on
a repair-by-replacement basis: The defective part is removed from the machine and
replaced by a new or as good as new spare part. Possibly, the defective part can
be repaired off-line, but in the meantime, the machine can resume its task. For this
corrective maintenance, a repairman is needed as well as the proper spare part. Since
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the demand for spare parts is not known in advance, companies that provide the
after-sales service have to have spare parts inventory. Flint (1995) stated that the
world’s spare parts inventory in the aviation industry amounted to $ 45 billion at
that time. Any means to downsize this stock, without decreasing customer service,
would be more than welcomed by the aviation industry. Also in other industries, large
amounts of money are invested in spare parts inventory and this has increased over
the years. Because of these large amounts of money involved, there is great interest
in cost savings, and even savings of a few percents only constitute large cost savings
in absolute terms.

This dissertation is devoted to spare parts inventory control for stocks needed to
facilitate corrective maintenance. In Section 1.1 of this introductory chapter, we start
off discussing relevant features in spare parts inventory control that have received
limited attention in literature. We give an overview of scientific literature on multi-
item spare parts inventory models in Section 1.2. In Section 1.3 we formulate two
general questions regarding the incorporation of these features into multi-item spare
parts inventory models. In Section 1.4 we proceed with a general description of
techniques that can be employed, and in Section 1.5 we describe the contribution of
the research in this dissertation. We conclude this chapter with an outline of the
dissertation in Section 1.6.

1.1 Spare parts inventory control

In this dissertation we study spare parts inventory control for stocks needed to facil-
itate corrective maintenance. The main question under study is which parts to put
on stock in which location in which quantity. Such decisions are taken at a tactical
planning level. Although there is a number of alternative formulations, we focus on
one that is most applicable in situations where service is provided by another party
than the owner of the equipment. In these situations, with regard to the corrective
maintenance the customer (owner of the equipment) and the service provider agree
upon a certain expected performance level in a contract, the service level agreement.
Performance requirements in the service level agreement typically specify constraints
on the (expected) system availability, i.e., constraints on the availability of the equip-
ment at the customer. Either a minimum required (expected) up-time of machines, or
directly related measures are used. Given these system availability constraints, the
service provider aims to minimize its total cost.

The time that a machine is down, can be split up into different parts: time to obtain
the required spare part, time needed by the engineer to travel to the customer, and
time needed to repair the machine. Often, the maximum down-time that follows
from the system availability constraints is divided over the different time components.
Both the logistics department and the engineers get a separate target, derived from
the maximum down-time. Along this principle, system availability constraints are
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directly translatable into constraints on aggregate waiting time for spare parts, i.e.,
constraints on the (expected) waiting time for an arbitrary request for a spare part
delivery. Given the aggregate waiting time constraints, the logistics department of
the service provider aims to minimize its (expected) spare parts provisioning cost,
being cost for holding inventory and transportation cost.

In our research we worked with ASML. This original equipment manufacturer (OEM)
acts as service provider to its customers and has to meet tight constraints on the
system availability, agreed upon in the service level agreements with its customers.
Derived from these system availability constraints, aggregate mean waiting times are
set as target for the service logistics department.

There exists a relation between the optimization model described above, containing
a service level constraint, and a cost model formulation, without such a constraint.
Under certain conditions, the latter constitutes the Lagrangian relaxation of the for-
mer. In the latter, besides inventory holding and transportation cost, penalty cost is
taken into account for disservice, e.g., for stock-out. This relation is described in Van
Houtum and Zijm (2000).

Spare parts inventory models differ substantially from regular inventory models. The
key reason for this difference is that spare parts provisioning is not an aim in itself
but a means to guarantee up-time of equipment. With respect to spare parts inven-
tory, the customer’s sole interest is that his systems are not down due to a lack of
spare parts. So, as long as the average waiting time per demand does not exceed the
target aggregate mean waiting time, the customer does not really care which part
is in short supply. For the service provider, this creates the opportunity for smart
inventory management, where on average this target is met, but for individual parts
the performance may differ. Speaking in general terms, it may be wise to decrease
the performance for expensive items by keeping less stock, and increase performance
for cheap items, such that the target is still met, but against less cost than when per-
formance would be equal for all items. This multi-item approach or system approach,
where the target is met for all items together, can easily result in savings of up to 50%
compared to the standard single-item approach, where the target is met for each indi-
vidual item. For a single-location model, Thonemann et al. (2002) give approximate
analytical expressions that can be used to quickly determine the potential savings in
inventory investment when the system approach would be used instead of the item
approach.

Generally, base stock policies are used for spare parts inventory control. These policies
are also known as one-for-one replenishment policies. In this type of policy, the total
inventory position for one stock-keeping unit (SKU) is determined by a base stock
level. Once an item from the stock is used to satisfy a customer’s request, immediately
a new item is ordered to replenish the stock in the warehouse. Although other types
of policies are possible, it is widely recognized that this type of policies is well-suited
for spare parts inventory control. This insight is based upon a well-known formula
for the economic order quantity. Often, spare parts are expensive items with low



16 Chapter 1. Introduction

demand, and for items with those characteristics, the economic order quantity, i.e.,
the optimal order quantity, is very low and often one (see e.g. Sherbrooke, 2004, p.
5-6). We assume base stock policies in all of our models. (The critical level policies
in Chapters 3 and 4 constitute a generalization of base stock policies.)

To quickly provide customers with the required spare parts upon request, a service
provider operates a service supply chain, with different central and local warehouses
where spare parts are kept on stock. Since required response times are short, typically
local warehouses are located close to customers. Throughout the network, spare parts
inventories should be such that total cost is minimized and service level constraints
are met. We specify a number of features that are often observed in practice. These
are related to a number of particularly relevant issues in spare parts management
identified by Cohen et al. (1997) in their benchmark analysis of spare parts logistics.
Among those, Cohen et al. mention risk pooling over multiple products, markets, and
locations, which coincide with the first three features that we mention, respectively.
For each feature, we describe why incorporation in spare parts inventory control
models is required or can be worthwhile, and thus should be of interest to inventory
researchers.

Commonality: Different machine types have parts in common. Typically, a ser-
vice provider services multiple machine types, and it is good practice that per
machine type at a customer a target service level is set since a customer may
want to have a guaranteed service level for each machine type. If there is no
overlap between machine types with respect to the required parts, inventory,
and thus performance, for the different customers or machine types will not
interfere. Also, if machine types have parts in common but separate stocks are
kept for each machine type, we do not have to consider commonality explicitly
in our model. However, it can be expected that pooling the inventory for mul-
tiple machine types can lead to cost savings, so incorporation of commonality
in spare parts inventory control models could be worthwhile. In such models,
the common parts contribute to multiple service levels.

Service differentiation: Different customers with identical machines have different
service level constraints. Not all customers require the same service level. This
difference can be due to the different importance of the machines for the different
customers or to differences in the amounts that customers are willing to pay for
service. If machines are completely identical, a situation with different target
service levels could be dealt with by offering the highest required service level
to all customers. However, it can again be expected that some money could
be saved by actively providing different service levels. Furthermore, from a
marketing perspective it is attractive to provide differentiated service levels if
target service levels differ. Therefore, incorporation of service differentiation is
worthwhile to consider.

Lateral transshipment: A local warehouse provides a spare part to a customer of
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another local warehouse that is out of stock. Different local warehouses can op-
erate individually and rely on (emergency) replenishment from a central ware-
house when out of stock, but it may be useful to have some quicker backup from
other local warehouses as well. Lateral transshipment can be seen as a form of
pooling. Physically, there are multiple stock points, but they have access to
each other’s inventory when needed. Cost savings can be expected because of
this pooling. Thus, it might be wise to explicitly take the feature of lateral
transshipment into account in spare parts inventory control. This means that
the inventory at multiple stock points should be optimized jointly.

Two-echelon structure: A service supply chain consists of both central and local
warehouses, where central warehouses replenish stock in local warehouses. At
the OEM we work with, besides local warehouses, one central warehouse exists
that provides replenishment deliveries to local warehouses. This is a common
structure for service supply chains. Some companies even use more than two
echelons. Obviously, at times it may happen that the central warehouse is
out of stock. If inventory in local warehouses is optimized without explicitly
considering this second echelon and its stock availability, clearly an important
characteristic is missing. To correctly describe reality, this multi-echelon struc-
ture should be present in the model.

Two transportation modes: Transportation of items from a central to a local ware-
house can be done in a regular mode, but also in a quicker, probably more ex-
pensive, emergency mode. In practice, if a local warehouse is out of stock and
no lateral transshipment is possible, the customer is not going to wait until a
normal replenishment from the central warehouse has taken place. Instead, a
quicker replenishment mode, emergency transportation, will be used, to keep
the down-time of the customer’s equipment to a minimum. This is what we
observe at many companies, and it is a logical choice if service level constraints
concern waiting time. Not taking this feature into account leads to serious
overestimation of the waiting time.

As an illustration, we describe the service supply chain for the distribution of spare
parts at ASML, an OEM in the semiconductor supplier industry. ASML is a multi-
national company with its main location in Veldhoven, the Netherlands. This OEM
produces advanced technological equipment needed in the production process of in-
tegrated circuits (IC-s). The equipment needed for production of IC-s is a significant
factor in the cost of operations of the customer; investment costs for a customer’s plant
are a few billions of Euros, and thus customers generally strive for high occupation
rates of the machines in their production process. Among this equipment, the ASML
systems are the most costly, which generally means that plants are developed such
that ASML-machines are the bottleneck. Thus, if an ASML-machine breaks down,
this can cause the whole production process at the customer to be down, resulting in
high down-time cost of tens of thousands of Euros per hour. Typically, in the service
level agreements customers require an availability of their systems that corresponds



18 Chapter 1. Introduction

to a maximum aggregate mean waiting time of a few hours only. The required ser-
vice levels differ, i.e., service differentiation is present. Service levels are sometimes
set for all machines at a customer together, but in other cases, target service levels
are defined for each machine type separately. These machine types have parts in
common, so commonality is present in the ASML case as well. Customers of ASML,
IC-manufacturers, are clustered in certain areas. In total, about 50 such areas exist
in North-America, Asia, and Europe. The OEM has set up a local warehouse in each
of these clusters, thus keeping transportation times from the local warehouse to the
customer to a minimum. If a customer needs a spare part, it will be delivered from
the local warehouse if available there. Stock in the local warehouse is replenished
from a central warehouse in the Netherlands, which costs about two weeks time. The
service supply chain at ASML thus has a two-echelon structure. If a customer needs a
spare part that is not available in the local warehouse, it would take too long to wait
for a normal replenishment from the central warehouse. Therefore, two transportation
modes are used at ASML: An emergency replenishment will be carried out from the
central warehouse to the local warehouse. For an emergency shipment, at present up
to 48 hours is needed if the local warehouse is in another continent than the central
warehouse. This is shorter than the normal replenishment time, but still quite long
compared to an aggregate mean waiting time of a few hours only that is usually set as
a target. Thus, another option is used as well, to quickly provide the customer with a
spare part upon request: lateral transshipment. If a local warehouse that faces a de-
mand is out of stock, neighboring local warehouses, e.g. local warehouses in the same
continent, are checked for availability of the requested SKU. If the part is available
in one of these local warehouses, a lateral transshipment will take place. This costs
only about 14 hours time, and thus drastically reduces the waiting time for the spare
part compared to an emergency shipment from the central warehouse. A graphical
representation of the service supply chain at ASML is given in Figure 1.1.

Besides the five features that we mentioned, other features may be important as
well in spare parts provisioning, among others a multi-indenture structure (not only
assemblies are put in stock as spare parts, but also their sub-assemblies), redundancy
(in a machine, multiple identical parts are present and the machine is only down if a
certain amount of these parts is down), criticality (not every failed part has the same
effect on the performance of the machine), and finite repair capacity (the repair of
defective items is done by a repair division that has limited capacity). Also, in case a
requested part is not available, in some cases an alternative, slightly different, part is
used, or cannibalization of other machines occurs, to fulfill demand. However, in this
dissertation we do not focus on those features or the literature that deals with them.

The five features that we described should be taken into consideration in spare parts
inventory control, preferably in an all-embracing model. As we will see in the literature
review on spare parts inventory control models, relatively few multi-item models exist
that have one or more of these features incorporated, and an overall model has not yet
been developed. In this dissertation, our aim is to further enhance multi-item spare
parts inventory control models by studying situations with the features mentioned
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Figure 1.1 Graphical representation of ASML’s service supply chain

above.

1.2 Literature review

The system approach or multi-item approach has been applied in many papers. In
this section we give an overview on multi-item literature, without making pretensions
to be complete. The aim of this section is to describe major developments in multi-
item literature, and we pay special attention to the five features mentioned in the
previous section. Single-item literature on these features is discussed later.

An early reference is Karush (1957), who presents a multi-item method for a single-
location problem with lost sales. His greedy method distributes a given budget over
the items such that the overall lost sales cost is minimized, i.e., such that the aggregate
fill rate (the percentage of the total requests that can be fulfilled immediately) is
maximized.

A well-known paper is the one by Sherbrooke (1968). Almost 200 contributions up
to now refer to this work. Sherbrooke introduced METRIC, a mathematical model
for a multi-item two-echelon situation with one central warehouse and multiple local
warehouses, where the name METRIC is an acronym for Multi-Echelon Technique
for Recoverable Item Control. For all items demand occurs according to a compound
Poisson process at the local warehouses, and stock in all warehouses is controlled
by base stock policies (continuous review, one-for-one replenishment). Sherbrooke
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assumes ample repair that can occur either at the local warehouses or the central
warehouse. For this situation, using approximate evaluation, a greedy method is pro-
vided to find base stock levels for all items at all warehouses that either minimize the
sum of expected backorders at all local warehouses subject to an inventory investment
constraint or minimize the inventory investment subject to a constraint on the sum
of expected backorders. Sherbrooke also provides a generalization of the objective
function, where expected backorders are considered at local warehouse level. In this
generalization, the problem is formulated as a cost minimization problem with multi-
ple backorder constraints. For solving this problem, the author proposes Lagrangian
relaxation and he refers to Everett (1963) and Brooks and Geoffrion (1966).

Muckstadt (1973) extended the original METRIC model by including a hierarchi-
cal parts structure with two indenture levels for a two-echelon situation. His model
is known as MOD-METRIC. Later, he also dealt with the three-echelon situation
(Muckstadt, 1979). Slay (1984) developed VARI-METRIC, a two-echelon model with
a more accurate approximate evaluation method than in METRIC for the number of
items in the repair pipeline. (He derives an approximate expression for the variance,
and then he fits a negative binomial distribution on the first two moments, where
METRIC assumes that the number of items in the pipeline follows a Poisson distri-
bution.) Graves (1985) describes exact evaluation (using recursive expressions) for
the multi-echelon single-indenture case, and, independently, came up with the same
approximation idea as Slay (1984). Sherbrooke (1986) extended VARI-METRIC to
a version for two-indenture two-echelon systems. Recently, Rustenburg et al. (2003)
provided an exact evaluation method (extending Graves, 1985) for the multi-echelon
multi-indenture situation.

All of these METRIC models are multi-echelon models. Of the other features that
we are interested in, only the feature of having two transportation modes has been
treated in a METRIC setting, by Muckstadt and Thomas (1980). They study a
model where emergency replenishment is allowed in case of stock-out. The features of
service differentiation and lateral transshipment are not present in METRIC models.
Commonality is allowed in Rustenburg et al. (2003), and Sherbrooke (2004) discusses
how commonality can be added to VARI-METRIC, but both publications consider
commonality of parts at lower indenture levels. We are interested in another kind of
commonality, namely at SKU (or end-item) level. For an overview and description
of METRIC models, see also Sherbrooke (2004), who discusses some periodic review
models as well, and Rustenburg (2000).

In METRIC-type models, ample repair capacity is assumed. A complete stream of
research is devoted to the situation with limited repair capacity. When limited repair
resources are available, it pays off to set certain repair priorities. For an overview of
work that studies limited repair capacity, see Sleptchenko (2002).

Cohen et al. (1989, 1992) study single-site (thus single-echelon) multi-item models for
the periodic review situation. The former provides a heuristic to determine base stock
levels for all items that minimize expected cost subject to a service level constraint.
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This service level constraint can be either a constraint on the maximum fraction of
the periods that the warehouse is not able to meet all demand or a constraint on the
minimum fraction of requests that the warehouse is able to fill immediately. To solve
this problem, Cohen et al. use a heuristic that separates the problem into single-item
problems by Lagrangian relaxation; the optimal value for the Lagrangian multiplier
is approximated. Lagrangian relaxation also gives a lower bound on the optimal cost.
They show that there exists equivalence to the greedy heuristic. As extensions, they
discuss a problem with service differentiation with two groups (they call it a two-
priority class problem), and a commonality problem. In the service differentiation
problem, emergency demand is fulfilled immediately upon request if stock is available.
Stock remaining at the end of the period is used to satisfy replenishment demand;
replenishment demand is assumed to be willing to wait for fulfillment until the end
of the period. For the problem with two service level constraints (for emergency
and replenishment demand, respectively), they denote that their heuristic can be
used having two Lagrangian parameters. Also in the commonality problem multiple
service level constraints can be present. The second paper, Cohen et al. (1992), is
an extension of an earlier single-item service differentiation model with two demand
classes (Cohen et al., 1988) to the multi-item situation. Instead of a base stock
policy as used in Cohen et al. (1989), now a periodic review (s, S)-policy is assumed
for each SKU. Again, total expected cost is minimized subject to a service level
constraint, for which problem a greedy algorithm is applied. Both cost and service
level expressions are approximate. As extension, they discuss adding commonality.
Both Cohen et al. (1989) and Cohen et al. (1992) test the quality of their heuristics
with a lower bound. Coming back to the features mentioned in the previous section,
both commonality and service differentiation are discussed by Cohen et al. (1989,
1992), where service differentiation constitutes a distinction between emergency and
replenishment demand.

With respect to lateral transshipment, two interesting papers are those of Wong et
al. (2005-a, 2006). Wong et al. (2006) describe a multi-item spare parts system with
two local warehouses with lateral transshipment between the local warehouses. Base
stock policies are used, in a continuous review setting. Exact analysis of policies is
done using a Markov process description. If the warehouse that faces a request is out
of stock, lateral transshipment from the other local warehouse is applied. If the other
local warehouse has no stock on hand, an emergency replenishment from the central
warehouse is carried out. It is assumed that the central warehouse has ample stock,
so the model is a single-echelon model. Both lateral transshipment and emergency
replenishment lead to a delay, the former less than the latter. Notice that the emer-
gency replenishment from the central warehouse constitutes a second transportation
mode besides normal replenishment. Constraints are assumed on the aggregate mean
waiting time, i.e., the average waiting time for an arbitrary request. Under these
constraints, they minimize expected cost, consisting of holding and transportation
cost. To obtain a lower bound on the optimal cost for the multi-item problem, they
use Lagrangian relaxation to separate the problem into multiple single-item optimiza-
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tion problems, and they use a sub-gradient method to find the optimal values for the
Lagrange multipliers (there are two multipliers since there are two service level con-
straints, one for each local warehouse). Starting from this lower bound, a feasible
solution, i.e. an upper bound on the optimal cost, is obtained by means of a greedy
procedure followed by local search. Besides a comparison to the cost performance
under the single-item approach, they provide results on the potential savings of the
application of lateral transshipment. Further, they show that the gap between the
lower and upper bound is tight, indicating that the quality of their solution is good.
In Wong et al. (2005-a), they extend their model to more than two local warehouses.
Again Lagrangian relaxation is used to obtain a lower bound, and they test the per-
formance of four different heuristics against this lower bound.

Regarding two echelon-systems, we mention Hopp et al. (1999), Caglar et al. (2004),
and Caggiano et al. (forthcoming); all have one transportation mode only. Two-
echelon systems with one central and multiple local warehouses with each local ware-
house having a waiting time constraint have been studied by the first two papers. Both
papers apply base stock policies for all items in the local warehouses, in a continuous
review setting. For the central warehouse, Hopp et al. (1999) use an (r,Q)-policy (r:
reorder point, Q: order quantity), and Caglar et al. (2004) a base stock policy. The
latter can be seen as a special case of the former. Both use Lagrangian relaxation
in a heuristic to find a policy that minimizes total cost. Evaluation of a given pol-
icy is done approximately in both papers. Another two-echelon model is studied by
Caggiano et al. (forthcoming). They introduce time-based fill rate constraints. Us-
ing approximations for the gradients of the expressions for the fill rate expressions, a
greedy algorithm and a solution method based on Lagrangian relaxation are presented
that both find close to optimal solutions for the problem of minimizing inventory in-
vestment given the service level constraints. The Lagrangian method finds a lower
bound as well. This model is also described in Muckstadt (2005, Chapter 6).

1.3 General questions

With respect to the multi-item spare parts inventory models in which the different
features of commonality, service differentiation, lateral transshipment, two-echelon
structure, and two transportation modes are incorporated, the following questions
are relevant.

• Is it possible to develop a heuristic that is accurate and fast? In models with one
or more of the five features incorporated, the resulting optimization problems
have non-linear constraints (on service levels) and integer decision variables
(like base stock levels). Especially for problems with large numbers of items,
optimization is intractable; often only explicit enumeration can be used to solve
the problem exactly. For that reason, the focus is on development of heuristics.
Aarts and Lenstra (1997, p. 10) mention that for approximation algorithms
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running time and solution quality quantify the performance. Approximation
algorithms without performance guarantees are also known as heuristics, and
for those the solution quality, the accuracy, can be measured as ratio of the
empirical worst-case to the optimal solution or to a bound on the optimal value.
In our question, we refer to the empirical running time and solution quality with
fast and accurate, respectively. If multiple methods would exist with comparable
speed and accuracy, then a method that in addition is simple would be preferred
over the alternatives. We have in mind that our methods are to be implemented
in inventory control methods to be used in practice, and thus methods that are
easy to implement are preferred.

• Which factors determine the magnitude of the expected cost benefits, and what
is the magnitude of cost benefits for real-life data sets? This question aims
to obtain insight into expected cost benefits, where benefits are defined e.g. in
comparison to the cost in a model without that feature incorporated. We are
interested in which factors are important in terms of their influence on the size
of the cost benefits. Besides, using data sets of ASML, with parameter values
that are appropriate in those particular cases, we would like to get an indication
of the magnitude of the expected cost benefits in practice.

For inventory researchers, answers to the questions above provide insight into the
quality of methods, and insight into which factors are of influence upon the expected
cost benefits. If cost benefits are supposedly high and in addition a method exists
that is accurate, fast and simple, then for practitioners sufficient ground exists to
seriously consider incorporation of this feature in multi-item spare parts inventory
control models to be used in practice.

1.4 Overview of techniques

In this section we describe some techniques that can be used in the analysis and
approximation of constrained multi-item problems. Recall that in the models that
we study we assume a certain type of policy is used, i.e. base stock. Because of
this assumption we can separate evaluation and approximation. First, we discuss
evaluation in §1.4.1, and then turn to approximation in §1.4.2. We describe the
techniques in general terms.

1.4.1 Evaluation

Evaluation constitutes the analysis of a given policy. Evaluation techniques can be
exact or approximate. We discuss examples of both.

The problems we are investigating are all in a continuous review setting. In all
problems we will assume that demand occurs according to a Poisson process. This as-
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sumption is commonly used in the literature to describe spare parts demand processes.
Depending on the model, extensions are possible to situations where the demand does
not follow a Poisson process, but then, evaluation cannot be done exactly.

If demand follows a Poisson process and replenishment lead times follow an exponen-
tial distribution, we can easily find equilibrium probabilities (steady-state probabili-
ties) for the number of items in stock and in replenishment by modeling the situation
for each SKU as a Markov process. Since Poisson arrivals see time averages, we can
use the equilibrium probabilities to determine fill rates and other relevant service mea-
sures. Markov processes can be analyzed exactly or approximately. An example of
the latter is the first-order approximation for the situation with lateral transshipment
that we will use in Chapter 6 (Axsäter, 1990-a).

Queueing models are closely related to Markov processes. The results obtained in
the analysis of queueing models may be useful as well. Typically, if the demands are
considered as arrivals, and the items in replenishment are considered to be in service
in the queueing model, the analogy is straightforward. A queueing model that we use
frequently in our analyses, is the Erlang loss model. In this model, arrivals (demands)
occur according to a Poisson process. The service time (replenishment time) can follow
any distribution. Using this model, we can easily determine steady state probabilities
exactly, and thus also the exact fill rates. The power of the Erlang loss model is that
it is insensitive to the service time distribution. Closed queueing network models can
be of help, too. In such networks, we typically let one of the stations represent the
demand process, and another station represent the replenishment process.

Another way to obtain exact results for cases with lead times following an arbitrary
distribution is to make use of Palm’s Theorem (Palm, 1938) that states that if de-
mand follows a Poisson process with mean m and the replenishment lead time is
independently and identically distributed according to an arbitrary distribution with
mean t, then the steady-state probability distribution for the number of items in the
replenishment pipeline follows a Poisson distribution with mean mt.

Approximate evaluation methods based on an inventory perspective are the METRIC
approximation, under which the number of backorders of each local warehouse is
assumed to be Poisson distributed (Sherbrooke, 1968), and the improved two-moment
approximations for that (Slay, 1984; Graves, 1985).

1.4.2 Approximation

Optimization concerns the process of finding optimal values for the decision variables.
For the type of problems we are looking at, with integer-valued decision variables and
non-linear constraints, there seem to exist no other optimization procedures than
enumerative methods. However, enumeration methods become intractable for real-
life problem instances. In such instances, the number of SKU-s, locations and/or
groups is large, and thus the number of decision variables is large, too. Therefore,
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for multi-item spare parts inventory control problems approximation algorithms are
used.

In the literature, we did not come across an explicit justification for the use of ap-
proximation algorithms instead of optimization algorithms, but there appears to be
a common understanding that these problems are hard, and that exact methods be-
come intractable for large-size multi-item spare parts inventory control problems. In
an explanation of a solution method that he uses, Sherbrooke (2004) discusses that
the method may not find an optimal solution, but that it will provide a solution that
is at least close to optimal. Furthermore, he argues why these close-to-optimal solu-
tions are sufficient by saying: “In logistics applications we know that all of our data
are estimates . . . We know that we will never hit the projected availability or cost pre-
cisely in the real world, regardless of the degree of mathematical sophistication that
we employ.” (Sherbrooke, 2004, p. 33) Of course, it is important to know whether an
obtained solution is indeed close to optimal; we pay attention to that whenever we
apply approximation algorithms.

At this point we would like to argue that it is very likely that no polynomial time
optimization algorithm exists for our type of problems. The problems under consid-
eration in this dissertation could also be considered as a complex type of knapsack
problems: nonlinear knapsack problems with multiple constraints, where more than
one copy of each item can be selected. For a general description of knapsack problems,
see e.g. Kellerer et al. (2004).

Kellerer et al. (2004, Appendix A) prove that even the simplest type of knapsack
problem belongs to the class of NP -hard problems. This is generally considered as
strong theoretical evidence that no polynomial time algorithm exists for computing
optimal solutions, and thus as a good reason to apply approximation algorithms.
Since our knapsack problems are more complex, it is most probable that also for our
problem no polynomial time algorithm exists.

So, to find a feasible solution for the optimization problem we use approximation
algorithms without performance guarantees, also known as heuristics. In the remain-
der of this subsection, we discuss methods that we use to solve our optimization
problem, in general terms: the greedy method, Lagrangian relaxation, Dantzig-Wolfe
decomposition, and local search.

Greedy methods are methods that proceed iteratively, while in each iteration step
selecting the alternative that provides the biggest bang for the buck. Greedy methods
are also known as marginal analysis. Applied to our type of problems, greedy methods
could be used to stepwise increase base stock levels until a certain stopping criterion
is satisfied: a maximum budget or a minimum service level. In each iteration, the
base stock level is increased for that item (and location) that has the highest ratio
of improvement in service level over cost increase. In general, the greedy method is
quick and easy to implement. However, especially when the number of different items
is low, the accuracy of the method could be unsatisfactory. By a slight modification
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of the greedy algorithm, this effect can be reduced: instead of the improvement in
service level, we only measure the relevant improvement, i.e., the decrease in distance
to the target service level. Furthermore, as in real-life data sets the number of SKU-s
is typically large, the greedy method will typically be sufficiently accurate.

As a second technique, Lagrangian relaxation can be used to solve our multi-item
problems that have service level constraints on the aggregated level, i.e., for all items
together. The paper of Everett (1963) is an early publication on this topic, and
probably the most widely known paper is by Fisher (1981); this paper reappeared
in a supplementary issue of Management Science in 2004, being selected by the IN-
FORMS membership as one of the 10 most influential Management Science papers in
50 years. See also Fisher (1985) for an applications oriented description of Lagrangian
relaxation. We explain the application of Lagrangian relaxation to multi-item spare
parts inventory problems by means of a two-item example with one constraint on the
aggregate mean waiting time. Consider the problem

(P) min C1(S1) + C2(S2)

subject to m1
m1+m2

W1(S1) + m2
m1+m2

W2(S2) ≤ Ŵ obj,

S1, S2 ∈ N0,

with Si the base stock level for item i, i = 1, 2; mi the demand rate for item i,
i = 1, 2; Ci(Si) the total cost as function of the base stock level Si for item i, i = 1, 2;
Wi(Si) the mean waiting time per request for item i as function of the base stock level
Si, i = 1, 2; Ŵ obj the maximum aggregate mean waiting time; and N0 := N ∪ {0}.
This multi-item problem cannot be solved for each item separately since the items
are connected through the multi-item service level constraint. However, Lagrangian
relaxation can be applied, as follows:

(LR(λ)) min C1(S1) + C2(S2)+

λ
(

m1
m1+m2

W1(S1) + m2
m1+m2

W2(S2) − Ŵ obj
)

subject to S1, S2 ∈ N0,

with λ ≥ 0 a Lagrangian multiplier that assigns a penalty cost to the violation of
the original constraint in Problem (P). Given a value for the Lagrangian multiplier
λ, Problem (LR(λ)) can now be decomposed into multiple single-item cost minimiza-
tion problems that can be solved separately. The solution for all single-item problems
together constitutes a lower bound on the optimal cost for the original problem, Prob-
lem (P). Of course, we are interested in the tightest lower bound, i.e., we want to
find the value for λ that maximizes the cost. This can be done in three ways (Fisher,
1981): (1) by means of the sub-gradient method, (2) by means of the simplex method
implemented using column generation techniques, (3) by means of multiplier adjust-
ment methods. Besides a lower bound, a feasible solution is desired as well. Having
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obtained the lower bound, often a feasible solution can be obtained by “judicious
tinkering”, as Fisher calls it. For this kind of approximate methods, he proposes the
name Lagrangian heuristic. A strength of Lagrangian relaxation is that it provides
us with a lower bound on the optimal cost, which can be used to evaluate the accu-
racy of our heuristics. Unfortunately, it generally requires more computational effort
than the greedy algorithm, and the quality of the solution obtained by a Lagrangian
heuristic is not necessarily better than a solution obtained by the greedy method.

Alternately, constrained multi-item spare parts inventory problems can be tackled
by Dantzig-Wolfe decomposition (for a general description, see Dantzig and Wolfe,
1960), which we also explain using Problem (P). In Dantzig-Wolfe decomposition,
the original problem is first reformulated. In this new, so-called Master Problem,
all possible solutions per item are explicitly listed as columns, and a constraint is
added that for each item exactly one of the possible solutions has to be chosen. Let
K := N0 denote the set of base stock policies for each of the SKU-s i, i = 1, 2. Let
Sk

i , i ∈ {1, 2}, k ∈ K, denote the fixed base stock level of policy k for SKU i, and
let xk

i ∈ {0, 1}, i ∈ {1, 2}, k ∈ K, be a variable indicating whether policy k for SKU
i is chosen (xk

i = 1) or not (xk
i = 0). Relaxing the integrality constraint on xk

i ,
i ∈ {1, 2}, k ∈ K, a suitable Master Problem related to Problem (P) is defined as
follows:

(MP) min
∑

k∈K

C1(Sk
1 )xk

1 +
∑

k∈K

C2(Sk
2 )xk

2

subject to m1
m1+m2

∑
k∈K

W1(Sk
1 )xk

1 + m2
m1+m2

∑
k∈K

W2(Sk
2 )xk

2 ≤ Ŵ obj,

∑
k∈K

xk
i = 1, i ∈ {1, 2},

xk
i ≥ 0, i ∈ {1, 2}, k ∈ K.

Note that in the Master Problem it is allowed to select multiple solutions partially.
This can be seen as allowing for mixed or randomized policies, see e.g. Brooks and
Geoffrion (1966); Puterman (1994, Subsection 8.9.2), and it makes that the solution of
Problem (MP) constitutes a lower bound for Problem (P). As a next step, a Restricted
Master Problem is introduced in which only a limited amount of all possible solutions
(columns) are being considered. Initially, the Restricted Master Problem is solved
with one feasible solution only, using the simplex method. Iteratively, new columns
are added that could improve the solution and the Restricted Master Problem is
solved again. This is repeated until no good new column can be found. The problem
of finding a good new candidate column (column generation) is known as the sub-
problem. This sub-problem can be solved for each SKU separately. When the iteration
stops, an optimal solution is found for the Master Problem, Problem (MP), which is
a lower bound on the original problem, Problem (P). A feasible solution for Problem
(P) could be obtained by judicious tinkering, starting from this lower bound.
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The described methods based on Lagrangian relaxation and Dantzig-Wolfe decompo-
sition fully correspond. They find exactly the same lower bound. This similarity has
been mentioned or described by many authors, among others Brooks and Geoffrion
(1966) and Lübbecke and Desrosiers (2005). Also, one of the ways to find opti-
mal Lagrange multipliers as described by Fisher (1981), namely using the simplex
method and column generation, basically constitutes the Dantzig-Wolfe decomposi-
tion method. After having said that the methods coincide, we will limit ourselves to
Dantzig-Wolfe decomposition in the remainder of this dissertation.

A fourth technique is local search. Local search is not meant to serve as a construction
heuristic to find feasible solutions, but given a feasible solution, local search can be
used as improvement step. In local search, a neighborhood function is defined, that
for a given solution identifies a set of possible alternative solutions that differ little
according to some distance measure. These alternative solutions are evaluated, and if
some of them constitute an improvement, e.g. cost improvement while still satisfying
the constraints, then the best of them is selected. For this new solution, again all
neighbors are evaluated, etcetera. This process is being repeated until no improvement
can be made. Obviously, the definition of the neighborhood function influences speed
and quality of local search. If the neighborhood is too large, the computation time
will increase, as well as the probability of finding a better solution. The local search
method as described here constitutes a simple heuristic; more complicated local search
methods exist as well. For an overview of local search methods, see Aarts and Lenstra
(1997).

We close this section with two remarks. First, by applying decomposition, we ob-
tain single-item cost minimization problems. Sometimes, these problems are easy
and solved straightforwardly, but they can be more difficult as well. In the latter
case, results from single-item studies may be useful. Secondly, besides the similarity
of Lagrangian relaxation and Dantzig-Wolfe decomposition, there is another similar-
ity that we would like to mention. For a problem with one service level constraint
only, Dantzig-Wolfe decomposition and Lagrangian relaxation provide the same lower
bound as a greedy algorithm if items are allowed to be selected fractionally. Assuming
that the target service level cannot be met exactly, in Dantzig-Wolfe decomposition
the lower bound is a convex combination of two policies. The difference between those
two policies is the one item that is selected fractionally in the last step of the greedy
algorithm. This item does appear in one of those policies and is absent in the other.
Cohen et al. (1989) also show this relation between Lagrangian relaxation and the
greedy algorithm.

1.5 Contribution of the research

With the research described in this dissertation, we want to contribute to spare parts
provisioning literature. In Section 1.3, we stated two main questions, on the devel-
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opment of methods and on the magnitude of the expected cost benefits, respectively.
As we described in the literature review in Section 1.2, the development of models
with one or two of the mentioned features has received some attention, but many
research challenges still remain. Remarkably, the second question, on the magnitude
of the expected cost benefits that can be obtained if the features are incorporated in
multi-item models, is not broadly discussed at all in the current multi-item literature,
while we think that it is an important driver to determine if implementation of a
model that covers the feature is useful. The only papers that explicitly address this
issue are those of Wong et al. (2005-a, 2006).

Our aim is to provide accurate and fast heuristics that constitute a system approach
to spare parts inventory problems with commonality, service differentiation, lateral
transshipment, a two-echelon structure, and two transportation modes, and to obtain
insights into potential cost benefits of multi-item spare parts inventory control models
that incorporate those features. In this dissertation, we will not study all features
in one model, but restrict ourselves to smaller models incorporating subsets of all
features. The obtained methods and models can be seen as building blocks for more
general models.

Real-life spare parts inventory control problems are often complicated. A natural way
of approaching such problems is to subdivide the problem into parts. Often, a logical
choice is to treat the different echelons separately. To solve the remaining problems,
the building blocks that we provide in this dissertation can be of use. In Chapter 8,
we provide some examples on how our building blocks can be used in larger models.

To ease further reference, we will classify our models by means of their main feature.
Most of our models are single-echelon models, and for these models the feature of
having two transportation modes is easily taken into account. Therefore, two trans-
portation modes are not mentioned explicitly as a category. In the remainder of this
section, we discuss the research questions that we address in this dissertation. These
research questions are based upon the general questions that we formulated in Section
1.3.

1.5.1 Commonality

We study the incorporation of the feature of commonality, i.e., the feature that differ-
ent machine types have parts in common, for a single-location situation. As a building
block, such a single-echelon model can be useful.

A single-location situation with commonality between machine types can be analyzed
using a closed queueing network representation. For approximation, Dantzig-Wolfe
decomposition, supplemented by a greedy heuristic, can be used. Possibly, approx-
imation can even be speeded up by using a greedy heuristic only, but we did not
investigate that. Our main question regarding commonality is as follows:
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1. Which factors determine the magnitude of the expected cost benefits in the multi-
item spare parts problem with commonality, and what is the magnitude of cost
benefits for data sets of ASML?

1.5.2 Service differentiation

With respect to the feature of service differentiation, we again study the single-
location situation. To incorporate service differentiation in a multi-item single-location
spare parts inventory model we will use so-called critical level policies. These policies
are parameterized by a base stock level and multiple critical levels. Critical levels are
introduced to distinguish between several customers and actively differentiate service
levels. Again using Dantzig-Wolfe decomposition, we can decompose the multi-item
single-location problem into single-item problems. For the feature of commonality,
single-item problems were easy, but single-item problems with service differentiation
are complicated. (In the former, only an optimal base stock level has to be determined
in the single-item problem, which can be found easily due to the convex behavior of
the objective function, but in the latter, also optimal critical levels have to be de-
termined, and convexity properties do not hold; we will go into detail about this in
Chapters 2 and 3.) Therefore, special attention is justified, and we raise an addi-
tional question on finding an efficient optimization algorithm to solve this problem
(not using explicit enumeration).

1. Can we find an efficient (fast) optimization algorithm for the single-item cost
minimization problem with service differentiation?

2. Is it possible to develop a heuristic for the multi-item spare parts problem with
service differentiation that is accurate and fast?

3. Which factors determine the magnitude of the expected cost benefits in the multi-
item spare parts problem with service differentiation, and what is the magnitude
of cost benefits for data sets of ASML?

1.5.3 Lateral transshipment

For lateral transshipment, Wong et al. (2005-a, 2006) answer the questions as stated
in Section 1.3. Wong et al. (2006) apply Lagrangian relaxation complemented by
a Lagrangian heuristic for the situation with two local warehouses. In Wong et
al. (2005-a), they extend this to more than two local warehouses and apply some
greedy heuristics as well. They report that substantial savings can be obtained if in
multi-item models lateral transshipment is taken into account. For a computational
experiment with 240 test sets, they report average savings of 25%, and they report
that a greedy heuristic (simple) that takes into account the multi-item and pooling
characteristic works well, both in terms of computation time (speed) and distance to
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the Lagrangian lower bound (accuracy). In this greedy heuristic, starting with base
stock levels of zero for all SKU-s in all local warehouses, in each iteration the base
stock level is increased for that item and local warehouse for which this increase has
the largest ratio of decrease in waiting time to cost increase. Policies (given choices
of base stock levels for an item in all locations) are evaluated using a Markov process
description, where each local warehouse constitutes a dimension. Since these Markov
processes have to be solved numerically and the computation time is exponential in
the number of local warehouses, this implies that this evaluation technique is limited
in the number of local warehouses.

In our study of the lateral transshipment feature, our focus is somewhat different.

First, we are interested in the trade-offs that occur with respect to pooling inventory.
Which parameters determine if pooling is beneficial? We study this question for a
stylized single-item situation.

Second, at ASML, we observed a situation with 19 local warehouses in the United
States of America. We would like to be able to study pooling in situations like
this, with many local warehouses. We have to overcome the drawback that exact
evaluation of policies using a Markov process description is limited in the number
of local warehouses. Further, we would like to attune our model to a characteristic
that we observed in practice, being that only some of the locations act as providers
of lateral transshipment. We call this partial pooling, and distinguish between main
local warehouses, that can be suppliers of a lateral transshipment, and regular local
warehouses, that cannot act as providers of a lateral transshipment. To evaluate this
situation with lateral transshipment, having many locations and partial pooling, we
use an approximate evaluation method. We study the accuracy and speed of this
approximate evaluation method. Further, we want to have insight into the savings
using partial pooling compared to the situation with full pooling, where all locations
are main local warehouses. For approximation, we use a greedy method. Lastly, we
are interested in the savings that could be obtained at ASML. Since we are using
an approximate evaluation method, we are not able to determine a lower bound on
the optimal cost, and thus it is not possible to determine the accuracy of our greedy
method. However, results for the greedy method and exact evaluation, as applied
for instances with a few local warehouses only, give us an indication that the greedy
method performs reasonably well.

We raise the following research questions with respect to lateral transshipment.

1. When is lateral transshipment beneficial for a single-item problem with waiting
time constraints, compared to no pooling or pooling by centralizing stock, and
which factors determine the magnitude of the expected cost benefits?

2. Is it possible to develop an evaluation method for the multi-item spare parts
problem with lateral transshipment that is accurate and fast?

3. How does partial pooling perform compared to full pooling in terms of expected
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cost benefits?

4. What is the magnitude of cost benefits in the multi-item spare parts problem
with lateral transshipment for a data set of ASML?

1.5.4 Two-echelon structure

Finally, we investigate multi-item problems with a two-echelon structure. As we
mentioned in the introduction of this section, it is often a logical choice to treat
the different echelons separately. However, sometimes a model with a two-echelon
structure may be useful as a building block as well. An example of that is given in
Chapter 8.

In our two-echelon model we explicitly consider an aggregate mean waiting time
constraint at each local warehouse. This is different from Sherbrooke (1968, 2004)
who assumes one constraint over all local warehouses.

To determine savings in two-echelon networks, as a benchmark one could use the cost
in a system without central warehouse and with direct deliveries from the supplier, at
a longer lead time. However, in our study of two-echelon networks, we do not consider
the question regarding potential cost savings. Our main interest here is to test the
quality of heuristics against a lower bound, as formulated in the following research
question.

1. Is it possible to develop a heuristic for the multi-item spare parts problem with
a two-echelon structure that is accurate and fast?

1.6 Outline of the dissertation

The models and methods that we study in this dissertation are classified by means of
their main feature. For Chapters 2 - 7, Table 1.1 gives an overview of which features
are dealt with in which chapters. Each chapter in this dissertation is self-contained
and can be read individually.

Table 1.1 Overview of the dissertation

Feature Chapter Description Research question(s)
Commonality 2 Multi-item §1.5.1: 1
Service differentiation 3 Single-item §1.5.2: 1

4 Multi-item §1.5.2: 2, 3
Lateral transshipment 5 Single-item §1.5.3: 1

6 Multi-item §1.5.3: 2, 3, 4
Two-echelon structure 7 Multi-item §1.5.4: 1
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Chapter 8 concludes the dissertation.

Inventory researchers constitute the main target audience of this dissertation. For
them, both general questions as described in Section 1.3 are important, and these
questions form the basis for all of our research questions. In addition to our main
target audience, we think that our work is of interest for a broader community.

Of course, those involved in the design and implementation of spare parts inventory
control methods in practice could draw on the methods described in this dissertation.
For example this group contains consultants active in supply chain management.
Furthermore, Master students in operations management and logistics could be seen
as part of this group, see e.g. the two examples of application in Section 8.2. Apart
from the more theoretical analysis in Chapter 5, all other chapters in this dissertation
contain methods and models that could act as building blocks to be used or adapted
for other applications.

Secondly, certain parts of this dissertation can be interesting for mathematicians.
Mathematicians who study heuristic solution methods may be interested in answers
to the first general question as stated in Section 1.3, on the accuracy and speed of our
algorithms. Research questions based upon this first general questions are treated in
Chapters 3, 4, and 7. Probably, the excellent performance of our heuristics described
in Chapter 3 is especially intriguing. Chapter 3 is also interesting for mathematicians
with a background in queueing theory and stochastic processes. They might enjoy
Chapters 5 and 6 on lateral transshipment as well. In Chapter 5 we use a closed
queueing network representation to model the situation with lateral transshipment;
in Chapter 6 we have an approximate evaluation method based upon the Erlang loss
model.

Lastly, practitioners can obtain interesting insights from this dissertation. In line
with the second general question in Section 1.3, their main interest is to obtain in-
sights in the potential benefits of incorporation of certain features in their inventory
control system. We study the potential benefits of incorporation of the features of
commonality, service differentiation, and lateral transshipment in multi-item spare
parts inventory control models. Chapters 2, 4, and 6, studying these models, have
been set up such that the sections on the mathematical details of the analysis and
the methods can be omitted without loss of continuity.

Having identified our main target audience and three other target groups, we show
how to navigate this dissertation in Table 1.2. Recall that each chapter can be read
individually. So, given the background and interest of the reader, this table can be
used as a guidance to determine which chapters are applicable.

The research described in Chapters 2, 3, 4, 5, and 7 is based upon Kranenburg
and Van Houtum (forthcoming-1), Kranenburg and Van Houtum (forthcoming-2),
Kranenburg and Van Houtum (2006), Kranenburg et al. (2006), and Wong et al.
(2005-b), respectively. The method described in Chapter 6 has been implemented at
ASML, a company in the semiconductor supplier industry, where it is used as part of
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Table 1.2 How to navigate the dissertation

Feature Chapter Inventory Supply chain
researchers consultants

Commonality 2 × ×
Service differentiation 3 × ×

4 × ×
Lateral transshipment 5 ×

6 × ×
Two-echelon structure 7 × ×
Feature Chapter Mathematicians Practitioners

heuristics queueing
Commonality 2 ×
Service differentiation 3 × ×

4 × ×
Lateral transshipment 5 ×

6 × ×
Two-echelon structure 7 ×

a larger concept for the planning of spare parts inventories.
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Chapter 2

Commonality

2.1 Introduction

In this chapter we study a single-location model with commonality. We are interested
in the effect of commonality on the spare parts provisioning cost, i.e., inventory hold-
ing cost and transportation cost. In this chapter we deal with the research question
that we formulated in §1.5.1: Which factors determine the magnitude of the expected
cost benefits in the multi-item spare parts problem with commonality, and what is the
magnitude of cost benefits for data sets of ASML?

Cost benefits are measured as follows. Consider a number of groups of machines,
for each of which a target aggregate mean waiting time is defined, i.e., a maximum
mean waiting time per request that is defined for all parts together. Between the
groups, commonality exists, so some parts occur in the material breakdown structure
of machines in multiple groups. For each of those groups, we could have separate
stocks, or alternatively a shared stock could be used for all groups together. The cost
benefits of commonality are measured as the cost difference between the situation
with separate and shared stock.

Commonality, i.e., the fact that parts are used in more than one machine type, has re-
ceived attention in several papers, mainly in the context of assemble-to-order systems
(see Song and Zipkin, 2003, Van Mieghem, 2004, and the references therein). Both
works distinguish two streams of research with respect to commonality. One stream
of research is on the design of the system or product: common components can be
beneficial in terms of risk sharing, but in general have higher cost and lower efficiency
than dedicated components. Another stream of research covers efficient operation,
given the design of the system. Multi-item spare parts models show some similarity
to models for assemble-to-order systems. Both have, in the general form, multiple
machines or products that consist of multiple components, that can be common, and
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both focus on service measures at the machine level. However, a main difference is
that in an assemble-to-order model a requested product can be assembled if all items
are available (coupled demands), while in multi-item spare parts models demands
occur for individual items. With respect to commonality in multi-item models, we
already mentioned Cohen et al. (1989, 1992) in Section 1.2. These papers discuss how
commonality can be dealt with in two different periodic review models, but they do
not study cost benefits of incorporation of commonality in the models.

This chapter considers the question of cost benefits: Given the design structure of the
products (machines), having some components in common, we study the effect of us-
ing shared stock (inventory pooling) instead of separate stock for different (groups of)
machines. As we mentioned in Chapter 1, in a single-echelon model like the single-
location model in this chapter, it is not difficult to take the feature of having two
transportation modes into account. We do not take the inventory position in the cen-
tral warehouse into account. We assume ample stock there, so the two transportation
modes can easily be incorporated by assuming two different replenishment times.

The outline of this chapter is as follows. In Section 2.2, we present a multi-item
single-site spare parts inventory model with commonality, followed by an analysis of
this model in Section 2.3. The core part of this chapter regarding insights into the
effect of commonality in terms of cost benefits is in Section 2.4, where we present a
numerical experiment and a case study. The chapter is concluded in Section 2.5.

2.2 Model

Consider a number of machines at one or more customers. Machines consist of multiple
parts, also referred to as stock-keeping units (SKU-s). Each SKU is assumed to be
either a consumable part or a repairable part; repairable parts with condemnation
constitute a mixture; they could be dealt with as well but would require a slightly
more complicated notation than used below. The machines are divided into groups
(a group may also be seen as a customer class). Usually, such a group contains all
machines at one customer or all machines of a specific machine family or machine
type at one customer, but other compositions of groups are possible as well. Between
groups, commonality exists, i.e., some parts occur in the material breakdown structure
of machines in multiple groups. Let I denote the set of SKU-s, with |I| ≥ 1, and let
J denote the set of groups, with |J | ≥ 1 (|J | = 1 can be used for the situation with a
separate stock per group). For each SKU i ∈ I and group j ∈ J , failures (demands)
are assumed to occur according to a Poisson process with constant rate mi,j (≥ 0).
If SKU i does not occur in the material breakdown structure of machines in group j,
then mi,j = 0 by definition. Let μi :=

∑
j∈J mi,j , i ∈ I, and assume that μi > 0. Let

Mj :=
∑

i∈I mi,j , j ∈ J , and assume that Mj > 0.

If one of the parts of a machine fails, the machine is down and the defective part has to
be replaced by a spare part. A failure of a machine is always caused by one defective
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part, and can be remedied by replacing that part only. All requests for spare parts
are sent to one warehouse. This warehouse coordinates spare parts provisioning to
the customers. If a requested part i ∈ I is available at the warehouse, it is delivered
immediately. Otherwise, an emergency shipment takes place to fulfill the demand. For
the stock at the warehouse, such a demand can be considered a lost sale. The average
time for an emergency shipment from the supplier to the warehouse is temi (≥ 0) and
the corresponding cost is Cem

i (≥ 0).

For each SKU i ∈ I, the stock in the warehouse is controlled by a base stock policy
with base stock level Si. The holding cost per time unit for one unit of SKU i is
Ch

i (> 0). When a part i in the warehouse stock is used to fulfill customer demand,
a ready-for-use part i arrives in the warehouse to refill the stock after a regular
replenishment lead time with mean tregi (> temi ). Per SKU, lead times are independent
and identically distributed, and lead times for different SKU-s are independent. Let
Creg

i (0 ≤ Creg
i ≤ Cem

i ) denote the cost related to a regular replenishment shipment.

In case of a consumable, an emergency shipment may come either from another source
than used for regular replenishment, or from the same source. In the latter case, an
emergency shipment may mean that a faster transportation channel is used than for
regular replenishment. For a repairable, an emergency shipment may mean that for
one of the parts in the repair shop the repair is done (or finished) against the highest
possible speed (in case of a zero base stock level, this has to be the part that just
failed). Alternatively, it may mean that a part is obtained from another source. In
that case, we assume that the part that just failed is sent back to this other source
(either immediately or after repair), so that the inventory position remains constant.
At ASML, sometimes a part is borrowed from another warehouse of ASML, and the
repaired part is sent to that other warehouse, so then our assumption is satisfied.

Customers strive for minimal down-time of their machines, and therefore, for each
group a service level constraint is defined with respect to spare parts provisioning by
the warehouse. Constraints are defined in terms of a maximum average waiting time
(response time) Ŵ obj

j (> 0) for the aggregate stream of requests from group j ∈ J . For
SKU i ∈ I, let Wi(Si) and βi(Si), denote the average waiting time and item fill rate,
respectively. For each j ∈ J , let Ŵj(S) denote the average waiting time per request
for the aggregate demand stream of for that group, where S := {Si}i∈I denotes an
overall policy for all SKU-s. The behavior of the physical stock of SKU i is as in the
Erlang loss model with arrival rate μi and mean service time tregi , and hence βi(Si)
is equal to one minus the Erlang loss probability:

βi(Si) = 1 − (μit
reg
i )Si/Si!∑Si

k=0 (μit
reg
i )k/k!

.

Further,
Wi(Si) = (1 − βi(Si))temi , i ∈ I, (2.1)

and the average waiting times Ŵj(S) are weighted sums of the average waiting times
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Wi(Si) for individual SKU-s, with the fractions mi,j/Mj as weights:

Ŵj(S) =
∑
i∈I

mi,j

Mj
Wi(Si), j ∈ J.

Let ri ∈ {0, 1}, i ∈ I, denote whether for SKU i the parts in the replenishment
pipeline are counted as inventory (ri = 1), or not (ri = 0). Naturally, ri = 1 for
repairable items and ri = 0 for consumable items that are supplied from an external
source. For consumable items that are supplied by a source within the same company,
both ri = 0 and ri = 1 may occur. For each SKU i, the expected number of parts
in the pipeline is μiβi(Si)t

reg
i (according to Little’s law), and hence the inventory

holding cost per time unit is given by

Ch
i [Si − (1 − ri)μiβi(Si)t

reg
i ].

Transportation cost per time unit for SKU i is

μi[βi(Si)C
reg
i + (1 − βi(Si))Cem

i ] = μiC
reg
i + μi(1 − βi(Si))(Cem

i − Creg
i ).

Note that the first term μiC
reg
i is independent of Si. We define Ci(Si) as the spare

parts provisioning cost that depends on Si (also called relevant cost):

Ci(Si) := Ch
i [Si − (1 − ri)μiβi(Si)t

reg
i ] + μi(1 − βi(Si))(Cem

i − Creg
i ). (2.2)

The objective is to minimize the total spare parts provisioning cost subject to the
aggregate waiting time constraints for the groups. Our optimization problem is as
follows:

(P) min
∑
i∈I

Ci(Si)

subject to
∑
i∈I

mi,j

Mj
Wi(Si) ≤ Ŵ obj

j , j ∈ J,

Si ∈ N0, i ∈ I,

with N0 = N
⋃{0}. The optimal cost of Problem (P) is denoted by CP.

Notice that straightforward application of the described model constitutes a situation
with shared stock for all groups. The situation with a separate stock per group can be
obtained either by a slight modification of the input data (removing the commonality
property by replacing common SKU-s by group-specific SKU-s for each group it occurs
in) or by solving Problem (P) for each group individually. Summarizing, the model
provides a framework to compare the use of separate stocks per group to the use of a
shared stock for all groups together.

In the next section, Section 2.3, we describe how a feasible solution for Problem (P)
can be obtained. The corresponding cost constitutes an upper bound UB on the
optimal cost for Problem (P). Furthermore, we derive a lower bound LB on the
optimal cost for Problem (P). Section 2.3 can be omitted without loss of continuity.
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Remark 2.1 In case the average emergency shipment times temi are the same for all
SKU-s, i.e., temi = tem for all i ∈ I, the average waiting time constraints may be
rewritten as ∑

i∈I

mi,j

Mj
βi(Si) ≥ β̂obj

j , j ∈ J,

with

β̂obj
j = 1 − Ŵ obj

j

tem
.

Thus, in that case, the average waiting time constraints are equivalent to aggregate
fill rate constraints.

2.3 Analysis

A lower bound for the optimal cost CP of Problem (P) may be obtained by a decompo-
sition and column generation method which reveals close similarity to Dantzig-Wolfe
decomposition for linear programming problems (see Dantzig and Wolfe, 1960, for a
general description of that method). In §2.3.1, we describe the decomposition and
column generation method for our problem. Next, in §2.3.2, we present a way to
obtain a feasible solution for Problem (P), i.e., an upper bound on CP.

2.3.1 Lower bound

Like in Dantzig-Wolfe decomposition, a Master Problem is introduced in which the
variables of our original problem are expressed as convex combinations of columns
that contain all possible values for the decision variables in the original problem. Let
K := N0 denote the set of base stock policies for each of the SKU-s i ∈ I. Let
Sk

i , i ∈ I, k ∈ K, denote the (fixed) base stock level of policy k for SKU i, and let
xk

i ∈ {0, 1}, i ∈ I, k ∈ K, be a variable indicating whether policy k for SKU i is chosen
(xk

i = 1) or not (xk
i = 0). Relaxing the integrality constraint on xk

i , i ∈ I, k ∈ K, a
suitable Master Problem related to Problem (P) is defined as follows:

(MP) min
∑
i∈I

∑
k∈K

Ci(Sk
i )xk

i

subject to
∑
i∈I

∑
k∈K

mi,j

Mj
Wi(Sk

i )xk
i ≤ Ŵ obj

j , j ∈ J, (MP.1)

∑
k∈K

xk
i = 1, i ∈ I, (MP.2)

xk
i ≥ 0, i ∈ I, k ∈ K.

The optimal cost of Problem (MP) is denoted by CMP. Notice that the relaxation of
the integrality condition on xk

i , i ∈ I, k ∈ K, in Problem (MP) allows for fractional
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values of xk
i , i ∈ I, k ∈ K, and thus corresponds to allowing randomized policies.

Therefore, CMP constitutes a lower bound on CP.

Besides Problem (MP), a Restricted Master Problem, Problem (RMP), is defined
that for each SKU i ∈ I only considers a small subset Ki ⊆ K of columns (policies).
The optimal cost of Problem (RMP) is denoted by CRMP. For each SKU i ∈ I, let Ki

initially consist of one policy k, with Sk
i := min{Si|Wi(Si) ≤ Ŵ obj

j , j ∈ J, Si ∈ N0}.
This choice of initial policies constitutes a feasible solution for Problem (RMP). That
Sk

i is finite for each i ∈ I, can be seen as follows. Karush (1957) proved that the
Erlang loss probability, 1 − βi(Si), is strictly decreasing and strictly convex on its
entire domain N0 (see also Remark 2.2), and, obviously, βi(∞) = 1. Thus, Wi(Si) is
strictly decreasing and strictly convex on its entire domain N0, and Wi(∞) = 0. So,
there is a finite Si for which Wi(Si) ≤ Ŵ obj

j for each j ∈ J , and thus Sk
i is finite.

After solving Problem (RMP) with the |I| initial policies, we are interested in policies
that have not yet been considered, but that would improve the solution of Problem
(RMP) if they were added. To check whether such policies exist, we solve, for each
SKU i ∈ I, a so-called column generation subproblem that for that SKU generates a
policy with the lowest reduced cost coefficient. Given an optimal solution for Problem
(RMP), let uj ≤ 0, j ∈ J , denote the dual variables (shadow prices) related to the |J |
service level constraints (MP.1), and let vi, i ∈ I, denote the dual variables related
to the |I| constraints (MP.2). Then, for our Problem (RMP), the column generation
subproblem for an SKU i ∈ I, is as follows:

(SUB(i)) min Ci(Si) −
∑
j∈J

uj
mi,j

Mj
Wi(Si) − vi

subject to Si ∈ N0.

Let SSUB(i) denote an optimal policy (base stock level) for Problem (SUB(i)), and let
CSUB(i) denote the cost of an optimal solution of Problem (SUB(i)), i.e., the lowest
reduced cost coefficient, which also can be interpreted as the degree of violation of
the corresponding constraint in the dual problem of Problem (MP). Remember that
βi(Si) is strictly increasing and strictly concave on its entire domain N0, since the
Erlang loss probability is strictly decreasing and strictly convex. The term Ci(Si)
consists terms that are linear in Si and terms having βi(Si) with a non-positive
coefficient (see Equation (2.2)). The objective function of Problem (SUB(i)) further
consists of another term containing βi(Si) (via Wi(Si); see Equation (2.1)) with a
non-positive coefficient uj , and a constant term vi. Thus, the objective function of
Problem (SUB(i)) is convex in Si. This implies that Problem (SUB(i)) can be solved
in a straightforward way. If there exists an optimal policy SSUB(i) with a negative
reduced cost coefficient CSUB(i) for SKU i, this policy is added to Ki.

As long as a policy with a negative reduced cost coefficient exists for one or more SKU-
s, adding columns to Problem (RMP) and solving Problem (RMP) is done iteratively.
If for none of the SKU-s i ∈ I a policy with negative reduced cost can be found, the



2.3 Analysis 41

obtained solution for Problem (RMP) is optimal for Problem (MP) as well. Although
theoretically it is not possible to prove that this iterative procedure is finite, in practice
we observed that it always ends.

In total, |I| + |J | variables are in the basis. Notice that at most |J | SKU-s will have
fractional xk

i -values because the constraints (MP.2) require that for each i at least one
xk

i is a basic variable. Furthermore, notice that the number of service level constraints
(MP.1) that are satisfied with equality is at least equal to the number of SKU-s that
have fractional xk

i -values, again because of the number of variables in the basis.

Remark 2.2 The strict convexity of the Erlang loss probability has been proved by
Karush (1957, Appendix C). In his proof the Erlang loss probability is denoted by L(n),
where n denotes the number of parallel servers in the Erlang loss system. He proves
by induction that d(n)− d(n+1) > 0 for all n ≥ 0, where d(n) = L(n+1)−L(n). In
the induction step two cases are distinguished, and there seems to be an error in the
equation described in case (i). However, case (i) can be made redundant by proving
that “d(n) − d(n + 1) > 0 and d(n) < 1/ρ” instead of “d(n) − d(n + 1) > 0” for all
n ≥ 0. The property that d(n) < 1/ρ is also needed in case (ii) of the induction step.

2.3.2 Upper bound

After a lower bound has been found for Problem (P), as described above, an upper
bound, i.e., a feasible solution for Problem (P), can be determined as follows.

If none of the xk
i -values in the solution of Problem (MP) is fractional, the obtained

solution of Problem (MP) is feasible for Problem (P) as well, and it is optimal.

If fractional xk
i -values do occur, however, we need to apply some further steps. Since

the number of fractional xk
i -values is at most |J |, and, usually, |J | is very small

compared to |I|, it would be reasonable to select for each of these few SKU-s, the
policy with a non-zero xk

i -value and the highest base stock level. Obviously, this
results in a feasible solution for Problem (P), but it may lead to a somewhat loose
upper bound if one of these SKU-s happens to be expensive. Therefore, another
procedure is proposed to obtain an upper bound.

Select for each SKU i ∈ I the policy with a non-zero xk
i -value and the lowest base

stock level Sk
i , and refer to this policy as policy k′. Notice that Ci(D) ≥ Ci(Sk′

i ) for
D > Sk′

i ,D ∈ N. This holds because βi(D) ≥ βi(Sk′
i ), and thus if Ci(D) < Ci(Sk′

i ),
a feasible solution would exist with xk′

i = 0 that has lower cost than the current
solution of Problem (MP). This would contradict the choice of k′. Let Si := Sk′

i and
S := {Si}i∈I .

Notice that Ŵj(S) > Ŵ obj
j for at least one j, i.e., that policy S is infeasible. This

holds because xk′
i is fractional for at least one i. It can be verified that for this i it

holds that βi(Sk′
i ) < βi(Sl

i), and thus that Wi(Sk′
i ) > Wi(Sl

i), and furthermore that
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Ci(Sk′
i ) < Ci(Sl

i), with l denoting any other policy with fractional xl
i-value, and that

xk′
i = 1 would lead to an infeasible solution, i.e., a solution with Ŵj(S) > Ŵ obj

j for
at least one j.

We evaluate |I| neighbors of S and select the best one. This step is repeated until we
have obtained a feasible solution for Problem (P). Let ei, i ∈ I, denote a row vector
of size |I| with the i-th element equal to one and all other elements equal to 0. Then,
S + ei, i ∈ I, is a neighbor of S. Neighboring policies are evaluated with respect to
the decrease in distance to the target average waiting times per unit cost increase,∑

j∈J

[
Ŵj(S) − Ŵ obj

j

]+
−∑j∈J

[
Ŵj(S + ei) − Ŵ obj

j

]+
Ci(Si + 1) − Ci(Si)

,

with [a]+ := max{0, a}, and the neighbor for which this value is largest is selected.

2.4 Numerical results

In this section we numerically study the potential benefits of exploiting commonality
by using a shared stock for all machine families together instead of using a separate
stock per machine family. We show results of a computational experiment with a
small data set in §2.4.1, and results for a case study that we have done with data of
ASML in §2.4.2. The model has been implemented in AIMMS 3.4, and XA is used
as solver for the linear programming problems.

For each instance, we define the commonality percentage CPj for group j as

CPj :=
|(i|mi,j < μi,mi,j > 0)|

|(i|mi,j > 0)| , j ∈ J.

It can be interpreted as the percentage of SKU-s in group j that is common (i.e.,
these parts also receive demand from at least one other group).

2.4.1 Computational experiment

In the computational experiment, we arbitrarily chose 100 SKU-s from one group in
one data set that we obtained from ASML. We checked their representativeness by
plotting failure rates versus prices. This showed a pattern similar to the complete
set of SKU-s for that group. For these 100 SKU-s, we studied several scenarios for
situations with 2 and 5 groups. We let all groups have these 100 SKU-s (with their
failure rates and prices). In these scenarios, we varied the CPj-value from 0% to 100%
in steps of 20% (within a scenario we assumed CPj equal for all j). Furthermore, we
varied the commonality setting, indicating whether commonality occurs in cheap or
expensive SKU-s or equally distributed over all SKU-s. According to these settings,
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we declared an SKU in a scenario either as completely common (i.e., occurring in all
groups) or as group-specific. We set tregi = 14 days, temi = 1 day, and (Cem

i − Creg
i )

equal to 0.1 times the average holding cost Ch
i , for all i. We set ri = 1 for all i, so

pipeline stock is included in holding cost, and we set Ŵ obj
j = 0.05 for all j. For these

settings, in Figures 2.1 and 2.2 we show the savings of using shared stocks compared
to using separate stocks (i.e., 0% commonality). Of course, at 100% commonality,
the commonality setting is indifferent.

From Figures 2.1 and 2.2, it can be seen that enormous savings can be obtained
if the commonality percentage CPj is high. Furthermore, if the number of groups
increases, the benefits of using shared instead of separate stocks increases as well.
Thirdly, commonality in expensive SKU-s is from a managerial point of view much
more interesting than having commonality mainly in cheap SKU-s. Even if CPj is
about 40%, only a small saving can be obtained if the commonality occurs in cheap
SKU-s only.

The method provides an upper bound UB and a lower bound LB for the optimal
cost CP of Problem (P). We define the relative distance G between both bounds as
G := (UB−LB)/LB. With respect to the accuracy of the method, we observed that
the gap G was 2.7% on average, and in one case G was 12%. This is still quite large,
but most likely due to the limited number of items in our numerical experiment (cf.
results for G in the case study in the next subsection). The computation time was on
average less than 2 seconds and at most 3.

2.4.2 Case study: ASML

In the case study, we consider 8 data sets of ASML, corresponding to 8 different
local warehouses. For each data set, we have |J | = 2 groups. The average number
of SKU-s per group is about 700, and varies between 400 and 1000. Failure rates
are low, on average 0.25 per year, and vary between 0.0005 and 40 per year. The
relative size of the groups, expressed in terms of M1/M2, and CP1 and CP2 are
given in Table 2.1. On average, CPj is 0.19. For the 10% most expensive SKU-s
per group, the commonality percentages are about the same as the depicted values,
which gives us an indication that for all groups, the occurrence of commonality is
equally distributed over cheap and expensive SKU-s. Emergency replenishment costs
Cem

i and times temi and regular replenishment costs Creg
i and times tregi are SKU-

independent. At ASML, tregi = 14 days, and temi = 1 day. The value for (Cem
i −Creg

i )
is set equal to 0.1 times the average holding cost Ch

i . We set ri = 1 for all i. For
each data set, we compare using shared and separate stock, and we do that for
four settings of the target waiting times that match real-life waiting time targets:
(Ŵ obj

1 , Ŵ obj
2 ) ∈ {(0.10, 0.10), (0.10, 0.05), (0.05, 0.10), (0.05, 0.05)}. The targets Ŵ obj

j

are expressed in days.

In Table 2.1, the spare parts provisioning costs for the shared stock situation are
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Figure 2.1 Spare parts provisioning costs for two groups

Figure 2.2 Spare parts provisioning costs for five groups
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Table 2.1 Results case study: Spare parts provisioning costs for the shared stock
situation, depicted as fraction of the spare parts provisioning costs in the separate
stock case, for various target waiting time settings (Ŵ obj

1 , Ŵ obj
2 ) ((i): (0.10, 0.10), (ii):

(0.10, 0.05), (iii): (0.05, 0.10), (iv): (0.05, 0.05))

Data M1/M2 CP1 CP2 Target waiting time setting
set (i) (ii) (iii) (iv)
1 8.95 0.12 0.23 0.96 0.93 0.96 0.94
2 0.40 0.10 0.12 0.96 0.97 0.96 0.97
3 33.22 0.12 0.26 0.93 0.94 0.93 0.94
4 2.37 0.12 0.25 0.93 0.93 0.93 0.92
5 0.75 0.10 0.19 0.97 0.97 0.96 0.96
6 0.57 0.19 0.32 0.93 0.94 0.91 0.91
7 1.25 0.18 0.30 0.94 0.95 0.93 0.93
8 10.00 0.12 0.26 0.92 0.93 0.92 0.93

depicted as fractions of the spare parts provisioning costs in the separate stock case,
for all 8 data sets and the 4 different settings for the target waiting times. As can be
seen from the table, on average 6% can be saved in spare parts provisioning costs in
the data sets obtained from ASML. Target fill rate levels and the relative sizes of the
groups seem to have little influence on this.

On average, it took 13 seconds to run this model on a Pentium 4 computer, where
the maximum duration was 26 seconds. We observed that the method generates quite
good solutions: the gap G is on average 0.06% and at most 0.3% in the considered
cases.

2.5 Conclusion

In this chapter, we have studied the expected cost benefits in the multi-item spare
parts problem with commonality. We have seen that an increase in the commonality
percentage leads to increased expected cost savings. If commonality occurs mainly in
expensive items, the expected cost savings of using shared stocks instead of separate
stocks are larger, too. Further, a larger number of groups increases potential benefits
considerably.

A case study in which we studied several data sets of ASML, an original equipment
manufacturer in the semiconductor supplier industry, showed that on average 6%
reduction can be obtained in spare parts provisioning costs if stocks for different
groups that have items in common are shared.





47

Chapter 3

Service differentiation:
A single-item model

3.1 Introduction

After having studied a multi-item problem with commonality in the previous chapter,
we now turn our attention to a second feature we are interested in: service differenti-
ation, i.e., the feature that different customers with identical machines have different
service level constraints. Differentiated service levels can be offered to customers by
means of so-called critical level policies. In those (continuous review) critical level
policies, besides a base stock level, critical levels are introduced for each SKU to dis-
tinguish between several customers and actively differentiate service levels. Under a
critical level policy, an item is only delivered to a certain group as long as the phys-
ical inventory is above the critical level for this group. If the inventory is below the
critical level, the item will be supplied from another source, e.g. a central warehouse.
By withholding the item, it is reserved for requests that might occur in the near
future from other groups with higher service level requirements. Notice that critical
level policies are another type of policies than used by Cohen et al. (1989, 1992) in
their service differentiation problems (in their periodic review models, per period first
emergency demand is satisfied, then replenishment demand).

For application to spare parts inventory problems, multi-item problems with differen-
tiated service level constraints are most appropriate. Using Dantzig-Wolfe decomposi-
tion, a multi-item problem with differentiated service level constraints can be decom-
posed into single-item cost minimization problems with multiple demand classes that
have different penalty cost values. In such a single-item cost minimization problem,
no service level constraint is present any more. These single-item problems turn out
to be tricky in the sense that no optimization method exists other than one that, for
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all base stock levels between a lower and upper bound, uses explicit enumeration over
all possible choices for critical levels.

Before studying service differentiation and critical level policies in a multi-item setting
in the next chapter, in this chapter we pay attention to this single-item cost minimiza-
tion problem with critical level policies. The aim of this chapter is to answer the first
research question that we formulated with respect to service differentiation: Can we
find an efficient (fast) optimization algorithm for the single-item cost minimization
problem with service differentiation?

The problem of multiple demand classes has been introduced by Veinott (1965). He
also introduced the concept of critical level policies. After that, the problem has been
studied in a number of variants, and these papers can be distinguished in two different
streams of research.

The first stream studies the structure of the optimal policy. Within this stream,
there are interesting studies that derive the optimality of critical level policies for
single-item models with multiple customer classes. Topkis (1968) considers a periodic-
review model with generally distributed demand and zero lead time. In that situation,
the optimal critical levels are dependent on the remaining time in a period. Ha
(1997) has studied a continuous-review model with Poisson demand processes, a single
exponential server for replenishment, and lost sales. He derives the optimality of
critical level policies, and in this situation both the base stock levels and critical
levels are time-independent. De Véricourt et al. (2002) studied the same model as Ha
but with backordering of unsatisfied demand, and obtained the same results.

The second stream consists of studies that consider evaluation and optimization within
a given class of policies. Within this stream, there are interesting contributions by
Dekker et al. (2002), Melchiors et al. (2000), and Deshpande et al. (2003). Dekker
et al. (2002) derive exact and heuristic procedures for the generation of an optimal
critical level policy for a continuous-review model with multiple customer classes,
Poisson demands, ample supply, and lost sales. For the case with two customer classes,
Melchiors et al. (2000) extend this work for fixed quantity ordering. In this model,
the fixed order quantity, the base stock level, and a single critical level are optimized
in order to minimize the sum of fixed ordering, inventory holding, and lost sales cost.
Deshpande et al. (2003) consider a similar model but with backordering of unsatisfied
demand. In that situation one also must decide in which order backordered demands
are satisfied, which leads to additional complications. For further contributions, see
the references in the above papers.

In this chapter, we study a single-item, continuous-review model with multiple cus-
tomer classes, Poisson demand processes, generally distributed replenishment lead
time, lost sales, and ample supply. The ample supply represents that the supplier
can deliver as much as desired within a given replenishment lead time; so, our model
is a single-location, and thus single-echelon model. We limit ourselves to the class of
critical level policies with time- and state-independent critical and base stock levels.
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Critical levels are easy to explain in practice, and the results on optimal policies in
the first stream of research suggest that this class is at least close-to-optimal. Under
the given class of critical level policies, our problem is to optimize |J | critical levels
and one base stock level simultaneously, where J is the set of demand classes. By a
projection of the (|J |+1)-dimensional total cost function on the dimension of the base
stock level and the definition of appropriate convex lower and upper bound functions,
the full (|J |+1)-dimensional optimization problem may be reduced to solving a series
of |J |-dimensional subproblems. Here, each |J |-dimensional subproblem concerns the
optimization of the |J | critical levels at a given base stock level. This reduction has
been described by Dekker et al. (2002). By this reduction and applying enumeration
for the |J |-dimensional subproblems, an exact solution method is obtained for the full
problem. Enumeration, however, is expensive from a computational point of view,
especially when the number of demand classes is larger than two. Therefore, there is
a clear need for efficient heuristics for the |J |-dimensional subproblems.

The main contribution of this chapter is that three algorithms are presented for the
|J |-dimensional subproblems. An extensive computational experiment is performed,
and, surprisingly, in this experiment all three algorithms always end up in an optimal
solution. The size and settings for the computational experiment give us a reason
to believe that the algorithms are either very good (i.e., find an optimal solution
in many cases, and thus are good heuristics) or exact (i.e., always find an optimal
solution, and thus are optimization algorithms). We conjecture the latter, but for
practical application, even if our conjecture does not hold, we still have obtained
an important result. Computation times of the three algorithms are small, and far
less than of explicit enumeration. So, the three heuristics are accurate and efficient.
The three heuristics directly lead to three accurate and efficient heuristics for the
full (|J | + 1)-dimensional problem, and that may be key to obtain efficient solution
methods for real-life, multi-item spare parts problems with multiple demand classes
and aggregate fill rate or availability constraints. These problems may be solved by a
Dantzig-Wolfe decomposition framework, under which multiple instances of a single-
item problem with inventory holding and penalty cost have to be solved as column
generation subproblems. Our algorithms may be used for these column generation
subproblems in all but the last iteration, while an exact algorithm may be used in
the last iteration. That avoids the use of an expensive exact method in all iterations
and decreases the order of computation time considerably without losing the property
that the Dantzig-Wolfe method is exact; see the next chapter. Another contribution
is that we derive basic monotonicity properties for the fill rates of all demand classes
and average costs as a function of critical levels; see Lemmas 3.1 and 3.2.

This chapter is organized as follows. In Section 3.2, the model is described, followed by
the derivation of the monotonicity properties in Section 3.3. Next, the exact method
for the full (|J | + 1)-dimensional problem is briefly described in Section 3.4. After
that, in Section 3.5, we present our three efficient algorithms for the |J |-dimensional
subproblem, and we show that these algorithms always lead to an optimal solution in
an extensive computational experiment. In Section 3.6, we apply these algorithms in
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the original full problem and we compare them to a heuristic described by Dekker et
al. (2002). Finally, we conclude in Section 3.7.

3.2 Model

Consider a single item (or stock-keeping unit, SKU) that is demanded by a number of
demand classes or customer groups. Since we consider one item only, no index is used
in this chapter to denote the item, contrary to the chapters that discuss multi-item
models. Let J denote the set of demand classes, with |J | ≥ 1. For each class j ∈ J ,
demands are assumed to occur according to a Poisson process with constant rate mj

(> 0). If an item is not delivered to class j upon request, the demand is lost and a
penalty cost Cp

j (> 0) is to be paid. Classes are numbered 1, 2, . . . , |J | and such that
Cp

1 ≥ Cp
2 ≥ . . . ≥ Cp

|J|.

The item’s stock is controlled by a continuous-review critical level policy. This means
that the total stock is controlled by a base stock policy with base stock level S
(∈ N0 = N ∪ {0}), and that there is a critical level cj (∈ N0) per class j ∈ J , with
c1 ≤ . . . ≤ c|J| ≤ S. The ordering for the critical levels is assumed because of the
opposite ordering in the penalty cost parameters. We call this ordering of the critical
levels the monotonicity constraint. A critical level policy is denoted by vector (c, S),
with c := (c1, . . . , c|J|). If a class j demand arrives at a moment that the physical
stock is larger than cj , then this demand is satisfied. Otherwise, the demand is
lost. At and below level cj , physical stock can be seen as stock that is reserved for
more important classes, that have a lower index and higher shortage penalty cost.
Intuitively, it seems optimal to choose c1 = 0 as there is not a more important class
than class 1; in Section 3.3, we derive this formally. For ease of notation, we define
c0 := 0 and c|J|+1 := S. Replenishment lead times are i.i.d. with mean t, following an
arbitrary distribution. Holding cost per unit per unit time is Ch (> 0). Without loss
of generality, we assume that holding cost is also charged for items in replenishment
(see also Remark 3.1 at the end of this section).

Let βj(c, S) denote the fill rate for class j ∈ J under critical level policy (c, S), i.e.,
the expected percentage of requests by class j that will be delivered. An expression
for βj(c, S) can be derived as follows. If the number of parts in the pipeline is
k ∈ {0, . . . , S}, and thus the number of parts in the physical stock is S − k, then
the demand rate equals μk =

∑
j|k<(S−cj)

mj , k ∈ {0, . . . , S − 1}. Our inventory
model can be described by a closed queueing network with S customers and two
stations: (i) an ample server with mean service time t, which represents the pipeline
stock; (ii) a load-dependent, exponential, single server with first-come first-served
service discipline, which represents the physical stock. The service rates of the load-
dependent server are given by the μk. See Figure 3.1 for a graphical representation
of the closed queueing network. This network belongs to the class of so-called BCMP
networks and thus has a product-form solution; see Baskett et al. (1975). Let qk,
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Figure 3.1 Graphical representation of the closed queueing network

k ∈ {0, . . . , S}, denote the steady-state probability for having k parts in the pipeline
and S − k items on hand, at given S. Then, by the Theorem of Baskett et al.,

qk =

{
k−1∏
i=0

μi

}
tk

k!
q0, k ∈ {1, . . . , S},

q0 =

(
S∑

k=0

{
k−1∏
i=0

μi

}
tk

k!

)−1

,

with the convention that a product-term
∏u

i=l μi = 1 if u < l. (This result also follows
from Gnedenko and Kovalenko, 1968, pp. 250–252; this result is easily verified for the
case with exponential replenishment lead times.) By the PASTA property, i.e. the
property that Poisson Arrivals See Time Averages, it holds that the fill rate for a
class j ∈ J is equal to the sum of steady-state probabilities over the states in which
the physical stock is larger than cj :

βj(c, S) =
S−cj−1∑

k=0

qk, j ∈ J, (3.1)

with the convention that this sum is empty if S − cj − 1 < 0 (i.e., βj(c, S) = 0 if
cj = S). Notice that 1 ≥ β1(c, S) ≥ . . . ≥ β|J|(c, S) ≥ 0.

The objective is to minimize the average inventory holding and penalty cost per time
unit. The average cost of a policy (c, S) is

C(c, S) := ChS +
∑
j∈J

Cp
j mj(1 − βj(c, S)).

Our optimization problem is a nonlinear integer programming problem and is stated
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as follows:

(P) min ChS +
∑

j∈J Cp
j mj(1 − βj(c, S))

subject to c1 ≤ . . . ≤ c|J| ≤ S,

cj ∈ N0, j ∈ J, S ∈ N0.

An optimal policy for Problem (P) is denoted by (c∗, S∗) and the corresponding
optimal cost is C(c∗, S∗).

For the situation with a fixed base stock level S ∈ N0, let Problem (P(S)) denote the
problem of finding the critical levels such that the average cost C(c, S) is minimized.
Problem (P(S)) is stated as:

(P(S)) min ChS +
∑
j∈J

Cp
j mj(1 − βj(c, S))

subject to c1 ≤ . . . ≤ c|J| ≤ S,

cj ∈ N0, j ∈ J.

An optimal policy for Problem (P(S)), S ∈ N0, is denoted by (c∗(S), S) and the
corresponding optimal cost is C(c∗(S), S). Obviously, (c∗(S∗), S∗) = (c∗, S∗). Note
that in Problem (P(S)), the holding cost term ChS constitutes a constant factor. It
is included in the formulation of Problem (P(S)), however, to ease later reference.

Remark 3.1 We assume that holding cost is charged for both items in stock and
in the replenishment pipeline. If we only charge holding cost for items in stock, the
holding cost expression would be ChS−∑j∈J Chtmjβj(c, S) since, according to Little’s
law, the expected number of parts in the pipeline is

∑
j∈J tmjβj(c, S). The holding

cost expression in this case can be rewritten as ChS +
∑

j∈J Chtmj(1 − βj(c, S)) −∑
j∈J Chtmj. From this, it follows that the problem of finding an optimal policy at

penalty cost parameters Cp
j , j ∈ J , with no holding cost charged for pipeline inventory,

corresponds to a problem where holding cost is charged for pipeline inventory and the
penalty cost parameters are set as Ĉp

j := Cp
j +Cht, j ∈ J . The costs of both problems

will differ a constant factor
∑

j∈J Chtmj. Notice that the assumed monotonicity of
the penalty cost parameters is not violated by this transformation.

3.3 Elementary monotonicity properties

In this section, we derive a few elementary monotonicity properties for the fill rates
of all demand classes and average costs as a function of critical levels. Let ej denote
a row vector of size |J | with the j-th element equal to 1 and all other elements equal
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to 0. The following monotonicity properties hold for the fill rates when comparing
policy (c + ej , S) to policy (c, S).

Lemma 3.1 For any j ∈ J with cj < cj+1,

(i)
∑

k∈J mkβk(c + ej , S) <
∑

k∈J mkβk(c, S),

(ii) βk(c + ej , S) > βk(c, S), k ∈ J , k �= j,

(iii) βj(c + ej , S) < βj(c, S).

Proof: Let j ∈ J with cj < cj+1. Parts (i)-(iii) are obtained as follows:

(i) Theorem 1 of Dekker et al. (2002) implies that Chold(c + ej , S) > Chold(c, S),
with Chold(c, S) :=

∑S
k=0 Ch(S − k)qk. Chold(c, S) represents holding cost for

items that are not in the pipeline. As stated in our Remark 3.1, Chold(c, S) is
also given by ChS −∑k∈J Chtmkβk(c, S), and thus

∑
k∈J mkβk(c + ej , S) <∑

k∈J mkβk(c, S).

(ii) Lemma 1 in Dekker et al. states that under policy (c + ej , S), the steady-state
probabilities for states 0, . . . , S−cj−1 are strictly larger than those under policy
(c, S), and that the steady-state probabilities for states S−cj , . . . , S are strictly
smaller. For classes k > j, it follows that βk(c + ej , S) > βk(c, S) because in
both policies the same states are included in the calculation of βk(c+ej , S) and
βk(c, S) (see (3.1)), and all these states have larger probabilities under policy
(c + ej , S). For classes k < j, it follows that βk(c + ej , S) > β(c, S) because in
both policies the same states are excluded in the calculation of βk(c+ej , S) and
βk(c, S), and all these states have smaller probabilities under policy (c + ej , S).

(iii) By parts (i) and (ii), respectively, we find that

mj(βj(c + ej , S) − βj(c, S)) <
∑

k∈J,k �=j

mk(βk(c, S) − βk(c + ej , S)) < 0,

and thus βj(c + ej , S) < βj(c, S). �

Lemma 3.1 states that, if allowed, increasing the critical level for demand class j with
one unit leads to a lower fill rate for class j itself and to higher fill rates for all other
demand classes. Further, a decrease is obtained for the weighted sum

∑
k∈J mkβk(·).

By Lemma 3.1, we can prove that for all demand classes with the highest penalty
cost parameter, the optimal critical levels are equal to 0, both within Problem (P(S))
and Problem (P). This is stated in Lemma 3.2. This lemma implies that all optimal
critical levels are equal to 0 if the penalty cost parameter is the same for all demand
classes.
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Lemma 3.2 Let k = max{j ∈ J |Cp
j = Cp

1 }. It holds that c∗j (S) = 0 for all j ≤ k
and S ∈ N0, and that c∗j = 0 for all j ≤ k.

Proof: Let k = max{j ∈ J |Cp
j = Cp

1 } and let policy (c, S) be such that cj > cj−1 for
some j ≤ k (as c0 = 0, this inequality reduces to c1 > 0 if j = 1). It holds that

C(c, S) = ChS +
∑
i∈J

Cp
i mi(1 − βi(c, S))

= ChS + Cp
1

∑
i∈J

mi(1 − βi(c, S)) −
∑

i∈J,i>k

(Cp
1 − Cp

i )mi(1 − βi(c, S)),

and similarly for C(c − ej , S). By Lemma 3.1 (i) and (ii),∑
i∈J

miβi(c, S) <
∑
i∈J

miβi(c − ej , S))

and βi(c, S) > βi(c− ej , S) for all i > k. Thus, via termwise comparison of the above
expression for C(c, S) and C(c− ej , S), we find that C(c, S) > C(c− ej , S). In other
words, policy (c, S) is suboptimal. This implies the properties for optimal critical
levels, both for Problem (P(S)) and Problem (P). �

3.4 Exact method for Problem (P)

A method to solve Problem (P) exactly has been described by Dekker et al. (2002).
This method is based on convex lower and upper bound functions for the function
C(c∗(S), S). In this section, the method is summarized. For a detailed description,
including proofs, the reader is referred to Dekker et al. (2002). Notice that our
notation and our indices of critical levels deviate from theirs. Furthermore, notice
that they do not take into account holding cost for items in the pipeline, but as we
stated in Remark 3.1, this is equivalent to the same problem with a transformation
of penalty cost parameters.

An upper bound for the function C(c∗(S), S) is obtained by taking all critical levels
equal to 0 for each S. This gives the upper bound function Cu(S) = C(0, S). This
function is strictly convex, which follows from the strictly convex behavior of the
Erlang loss probability for all S ∈ N0. (Strict convexity of the Erlang loss probability
is proved by Karush, 1957, see also our Remark 2.2 on page 41.) A lower bound
function for C(c∗(S), S) is obtained by replacing all penalty cost parameters Cp

j by
the lowest penalty cost parameter Cp

|J| in Problem (P(S)). Under an optimal policy
for this modified problem all critical levels are zero (cf. Lemma 3.2). The resulting
cost is denoted by C l(S), and also for this function the strict convexity follows from
the strict convexity of the Erlang loss probability.
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The exact algorithm for Problem (P) is as follows. First, define S′ as a minimizing
point for the upper bound function Cu(S). Next, Sl is defined as the smallest S ∈ N0

for which C l(S) ≤ Cu(S′). Similarly, Su is defined as the largest S ∈ N0 for which
C l(S) ≤ Cu(S′); notice that, as C l(S) goes to infinity for S → ∞, Su is finite. It is
easy to see that the optimal base stock level is bounded from below and above by Sl

and Su, respectively. Next, we execute the following steps:

Step 0 (initialization) Set Sbest := Sl, set Cbest := C(c∗(Sl), Sl), and set i := Sl.

Step 1 i := i + 1.

Step 2 Determine c∗(i) by explicit enumeration, and determine C(c∗(i), i).
If C(c∗(i), i) < Cbest, then Sbest := i and Cbest := C(c∗(i), i).

Step 3 If C l(i+1) > C l(i) and C l(i+1) ≥ Cbest, then stop; otherwise, go to Step 1.

At termination of this algorithm, Sbest is the optimal base stock level, c∗(Sbest) gives
the optimal critical levels, and Cbest (= C(c∗(Sbest), Sbest)) is the optimal cost. Notice
that if the stopping criterium in Step 3 is satisfied, we have a guarantee that Cbest is
optimal: C l(i + 1) > C l(i) implies that the lower bound function is increasing from
this i on (recall that C l(S) is convex), and since C l(i+1) ≥ Cbest, we know that for all
S > i we will not get solutions with lower cost than Cbest. Furthermore, notice that
the algorithm is guaranteed to stop because the stopping criterium will be satisfied
at point i = Su at the latest.

3.5 Algorithms for Problem (P(S))

The exact method uses enumeration to solve Problem (P(S)) for multiple values of
S and thus is time consuming, in particular for problems with 3 or more demand
classes. Therefore, in this section, we describe and test fast heuristics for Problem
(P(S)). The heuristics that we consider are derived from local search algorithms.
We test the accuracy in an extensive computational experiment, and we find that all
three heuristics produce an optimal solution in all instances. Unfortunately, there is
no proof of exactness for any of these heuristics.

3.5.1 Description

Before we formulate the heuristics, we show the typical behavior of the function
C(c, S) for a fixed S. In Figure 3.2, the costs C(c, S) are shown for an example with
|J | = 3 demand classes. In this example, the critical level for class 1 is fixed at 0,
as that is known to be optimal (by Lemma 3.2). We see in this figure that −C(c, S)
is unimodal in c3 for any fixed c2, and vice versa. This means that the sign of the
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Figure 3.2 Cost C(c, S) as function of c2 and c3 for c1 = 0 and S = 11 at input
parameters |J | = 3, m1 = m2 = m3 = 1, t = 1, h = 1, Cp

1 = 10000, Cp
2 = 100, Cp

3 = 10

first order difference of the cost terms changes at most once. If it changes, it changes
from minus into plus. In all examples that we considered in detail, we observed this
unimodal behavior. Intuitively, the observed unimodality increases the chances for
local search type algorithms to find an optimal solution, but a guarantee that they
find an optimal solution cannot be given.

Below we formulate the three local search type algorithms for Problem (P(S)). Al-
gorithms 3.1 and 3.2 are straightforward local search algorithms. Algorithm 3.3 is
similar to a heuristic of Dekker et al. (2002) for Problem (P) (their Algorithm 3;
their algorithm is explained in detail as our Algorithm 3.7 in Section 3.6). The differ-
ence with their heuristic is that we assume a constant base stock level (and thus solve
Problem (P(S))), while they also incorporate the determination of the base stock level
in their heuristic. The algorithms are as follows (in all three algorithms the critical
levels for the demand classes 1, . . . , k, with k = max{j ∈ J |Cp

j = Cp
1 }, are fixed at 0

as that is optimal, cf. Lemma 3.2):

Algorithm 3.1 Start with an arbitrary choice for cj , j ∈ J , j > k, that satisfies
the monotonicity constraint. Define the neighborhood of this current policy
(c, S) as all policies that still satisfy the monotonicity constraint and that have
critical levels that differ at most one from the corresponding critical level in the
original policy. This gives at most 3|J|−k − 1 neighbors, but usually many fewer
because of the monotonicity constraint. If the cost of the cheapest neighbor
is smaller than the cost of the current solution, then select this neighbor and
set this policy as the current solution, and repeat the process of evaluating all
neighbors for this new policy. Otherwise, stop and take the current solution as
the solution found by the algorithm.

Algorithm 3.2 Start with an arbitrary choice for cj , j ∈ J , j > k, that satisfies
the monotonicity constraint. For i = |J |, find ci ∈ {ci−1, . . . , ci+1} with the
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lowest cost, at fixed values of the other critical levels, and change ci accordingly
(recall that c|J|+1 = S). Repeat this optimization for one critical level at a
time for i = |J | − 1 down to k + 1. After that, optimize again for i = |J |.
Continue this iterative process until for none of the i-values (∈ {k + 1, . . . , |J |})
an improvement is found. This is the solution found by the algorithm.

Algorithm 3.3 Start with all critical levels equal to zero. Next we start iteration
1. We first consider increasing c|J| by one (if allowed by the monotonicity
constraint), and accept this increase if it has lower cost than the current solution.
Then, the critical levels c|J|−1 down to ck+1 are increased by 1 (one critical level
at a time), and each time an increase of a critical level is accepted if lower cost
is obtained. If c|J| was increased by 1 in this first iteration, then we execute
another interation, and so on. The process stops as soon as c|J| has not been
increased in an iteration (but the last iteration is executed completely, i.e., it is
possible that some of the critical levels cj , k < j < |J |, are increased in the last
iteration, while c|J| stayed at the same level). The policy found at the end of
the last iteration is the solution found by the algorithm.

3.5.2 Computational experiment

We test the performance of Algorithms 3.1, 3.2, and 3.3 in an extensive computational
experiment. In this experiment, the settings are chosen as described in Table 3.1. As
seen in this table, we study instances with different numbers of classes. For demand
rates, we have 5 values, small and large, and with difference factors of 2, 5, 10, 20, 50,
and 100. We study any combination of these demand rates. At |J | classes, this implies
5|J| choices. Both the mean replenishment lead time and the holding cost parameter
are fixed at 1, which we may do w.l.o.g. For the penalty cost parameters, we have
varied both the relative weight compared to the (fixed) holding cost parameter and
the ratio between the penalty cost parameters for different classes. For the penalty
cost parameters, we have 9 different settings, independent of |J |. If |J | < 5, only the
first |J | values are used. From Table 3.1, we obtain 225 instances with 2 classes, 1125
instances with 3 classes, and 28125 instances with 5 classes. The number of instances
studied increases with the number of classes. This is in line with our intention,
since if an algorithm would fail to reach an optimal solution, it is generally more
likely that this occurs in situations with more degrees of freedom and therefore it is
recommendable to study this kind of instances more thoroughly.

For each choice of settings from Table 3.1, we study values for base stock level S
from 1 up to a value that depends on the settings. This maximum base stock level
is determined as the smallest S for which it holds that βj(c, S) ≥ 1 − 10−12, for
all j ∈ J , where c is taken equal to c = (0, . . . , 0). We have chosen to use this
variable number of base stock levels since in this way, for all parameter settings from
Table 3.1, we study as many different base stock levels as relevant. Notice that,
by Lemma 3.1, for larger base stock levels than the maximum base stock level, the
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Table 3.1 Parameter settings for numerical experiment (for penalty cost values, only
values Cp

1 , . . . , Cp
|J| are used)

Parameter Values
|J | 2, 3, 5
mj 0.05, 0.1, 0.5, 1, 5
(Cp

1 , Cp
2 , Cp

3 , Cp
4 , Cp

5 ) (5000, 4000, 3000, 2000, 1000),
(50, 40, 30, 20, 10),
(0.5, 0.4, 0.3, 0.2, 0.1),
(16000, 8000, 4000, 2000, 1000),
(160, 80, 40, 20, 10),
(1.6, 0.8, 0.4, 0.2, 0.1),
(10000, 1000, 100, 10, 1),
(100, 10, 1, 0.1, 0.01),
(1, 0.1, 0.01, 0.001, 0.0001)

t 1
Ch 1

cost decrease of applying rationing (i.e., using non-zero critical levels) is at most
10−12

∑
j∈J,j �=|J| C

p
j mj compared to a pure base stock policy (with all critical levels

zero). For all parameter settings we use, this expression is always less than 10−6, and
thus the excluded cases are not of interest. Maximum base stock levels vary between
7 and 67. On average, the number of base stock levels considered per choice of the
other parameters, is 30, and the total number of instances is 883845.

For all 883845 instances, we compared the solutions obtained by Algorithms 3.1, 3.2,
and 3.3 to the optimal solution obtained by explicit enumeration. Algorithms 3.1 and
3.2 were evaluated with different starting points c = (0, . . . , 0) and c = (0, S, . . . , S),
respectively denoted by (i) and (ii). Additionally, for |J | = 3, we considered starting
point c = (0, 0, S), and for |J | = 5, we considered starting point c = (0, 0, 0, S, S). This
additional starting point is denoted by (iii). For Algorithm 3.3, the starting point is
always c = (0, . . . , 0). The results of the numerical experiment are given in Table 3.2.
Notice that the number of instances considered at starting point (iii) for Algorithms
3.1 and 3.2 is smaller than 883845, since the instances with two classes do not have this
additional starting point. In Table 3.2, the second column (the number of instances
for which the algorithm did find an optimal solution) denotes the number of instances
for which the cost of the obtained solution was within 10−12% of the solution found by
enumeration (i.e., (C(c(S), S) − C(c∗(S), S))/C(c∗(S), S) ≤ 10−12). Mostly, exactly
the same solution was found, but in some cases (number given between parentheses),
the obtained policy was slightly different from the one found by enumeration. In those
cases, the cost differences between both solutions were smaller than or of the same
size as the numerical precision in the calculation of the cost, and thus both may be
considered as optimal. (The maximum absolute difference, i.e. the maximum value
for C(c(S), S) − C(c∗(S), S), was 2.64 · 10−11.)
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Table 3.2 Results from numerical experiment for Problem (P(S))

Algorithm Numbers of instances Times (ms)
optimum found no optimum found avg max

Enumeration 883845 95 7050
Algorithm 3.1 (i) 883845 (129) 0 0 30
Algorithm 3.1 (ii) 883845 (2432) 0 3 50
Algorithm 3.1 (iii) 879624 (1186) 0 1 31
Algorithm 3.2 (i) 883845 (828) 0 0 11
Algorithm 3.2 (ii) 883845 (2635) 0 0 11
Algorithm 3.2 (iii) 879624 (592) 0 0 11
Algorithm 3.3 883845 (899) 0 0 11

As we see, Algorithm 3.1 (with different starting points), Algorithm 3.2 (with different
starting points), and Algorithm 3.3, all result in an optimal solution in all instances
in the computational experiment. This can be seen from the third column in Table
3.2, where the numbers of instances are indicated for which each of the methods did
not find an optimal solution. Especially for Algorithm 3.3, it is interesting that it
always ends up in an optimal solution, since the number of policies considered in this
algorithm is much lower than under the other two algorithms.

With respect to computation time, we can report the following. We have run our
numerical experiment on a Pentium 4 PC, with algorithms implemented in Delphi
7.0. Per instance, the computation time was measured in milliseconds (i.e., in integer
numbers of milliseconds). Average and maximum computation times are given in
Table 3.2. The listed computation times show that each of the proposed algorithms
strongly outperforms explicit enumeration.

Based on the size and results of the numerical experiment, we believe that Algo-
rithms 3.1, 3.2, and 3.3 always will find an optimal solution, i.e., we conjecture that
Algorithms 3.1, 3.2, and 3.3 are exact for Problem (P(S)). We have no proof for
the exactness of any of these algorithms. For Algorithm 3.1, however, we do have
an indication. This indication is based on the concept of multimodular functions, as
introduced by Hajek (1985); see also Altman et al. (2003). Multimodular functions
are defined on (subsets of) Z

m and are a natural counterpart of convex functions on
a continuous domain. For a multimodular function, a local minimum can be proved
to be a global minimum, which implies that a local search algorithm with an appro-
priate neighborhood definition is exact. For the example of which the costs C(c, S)
are depicted in Figure 3.2, we established that the costs C(c, S) are multimodular
in the environment of the global minimum (c2, c3) = (2, 3), but the multimodularity
does not hold for the complete domain (to establish this, we first transformed the
domain to a domain with an appropriate form; by defining c̃2 = c2 and c̃3 = c3 − c2,
one obtains a domain of the form described in Lemma 2 of Koole and Van der Sluis,
2003). This implies that Algorithm 3.1 will find the global minimum once it arrives
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at a point that is close enough. The latter happens because of the unimodal behavior
that we discussed above. The fact that Algorithms 3.2 and 3.3 generated an optimal
solution in all instances cannot be explained by multimodular behavior of the cost
function C(c, S) around its global minimum. That fact strongly suggests that there
is even more structure in the cost function C(c, S).

3.6 Algorithms for Problem (P)

For Problem (P), an exact method was presented in Section 3.4. In the exact method,
Problem (P(S)) has to be solved multiple times, and this is done by explicit enumer-
ation. However, Section 3.5 shows that Problem (P(S)) can be solved more efficiently
by either one of the proposed algorithms. In this section, we replace the explicit enu-
meration for Problem (P(S)) by the algorithms from Section 3.5 and compare them
to a heuristic formulated by Dekker et al. (2002). This heuristic is the only good
heuristic for Problem (P) that is available in the literature. Below, we describe the
algorithms for Problem (P) in §3.6.1, and we evaluate their performance in §3.6.2.

3.6.1 Description

The Algorithms 3.1, 3.2, and 3.3 for Problem (P(S)) can be plugged into the exact
method for Problem (P), thus replacing the explicit enumeration. The resulting
algorithms are called Algorithms 3.4, 3.5, and 3.6, where now for Algorithms 3.4
and 3.5 the choice for the starting point is fixed at c = (0, . . . , 0). The heuristic by
Dekker et al. (2002, p. 605, Algorithm 3) is denoted as Algorithm 3.7 and works as
follows (again the critical levels for the demand classes 1, . . . , k, with k = max{j ∈
J |Cp

j = Cp
1 }, are fixed at 0):

Algorithm 3.7 Start with all critical levels equal to zero and determine the optimal
base stock level for these given critical levels. Next we start iteration 1. We
first consider increasing c|J| by one (if allowed by the monotonicity constraint),
and optimize the base stock again. We accept this increase in c|J| if it has lower
cost than the current solution. Then, the critical levels c|J|−1 down to ck+1

are increased by 1 (one critical level at a time), and each time an increase of a
critical level is accepted if lower cost are obtained. Also here, in each step the
base stock level is optimized. If c|J| was increased by 1 in this first iteration,
then we execute another iteration, and so on. The process stops as soon as c|J|
has not been increased in an iteration. The policy found at the end of the last
iteration is the solution found by the algorithm.

We obtained the code from Dekker et al., and used that code to ensure that we had
the same code as they used in their experiments.



3.6 Algorithms for Problem (P) 61

Table 3.3 Results from numerical experiment for Problem (P)

Algorithm Numbers of instances Times (ms)
optimum found no optimum found avg max

Exact method 29475 86 8812
Algorithm 3.4 29475 0 0 11
Algorithm 3.5 29475 0 0 11
Algorithm 3.6 29475 0 0 11
Algorithm 3.7 28735 740 0 11

3.6.2 Computational experiment

We implemented Algorithms 3.4, 3.5, 3.6, and 3.7 in Delphi 7.0 to test the performance
of the algorithms. We use the test instances as mentioned in Table 3.1. The difference
with the experiment in Section 3.5 is that in the current section, base stock level S
is part of the approximation. In contrast to Algorithms 3.1, 3.2, and 3.3, now the
Algorithms 3.4, 3.5, 3.6, and 3.7 themselves determine which S-values have to be
evaluated. In total we study 29475 instances: 225 instances with 2 classes, 1125
instances with 3 classes, and 28125 instances with 5 classes.

For all instances, we compared the solutions obtained by Algorithms 3.4, 3.5, 3.6,
and 3.7 to the optimal solution obtained by the exact method. The results of the
computational experiment are given in Table 3.3. The second column in this table
(the number of instances for which the algorithm did find an optimal solution) denotes
the number of instances for which exactly the same solution was found as in the exact
method. The third column denotes the number of instances for which the algorithm
did not find an optimal solution.

Obviously, since Algorithms 3.1, 3.2, and 3.3 find an optimal solution for all considered
instances of Problem (P(S)), Algorithms 3.4, 3.5, and 3.6 find an optimal solution
for all considered instances of Problem (P). Notice that Algorithms 3.4, 3.5, and 3.6
require much less computation time than the exact method.

The heuristic of Dekker et al. does not find an optimal solution in 2.5% of the cases.
The relative difference between the cost of the obtained solution and the cost of
the optimal policy, (C(c, S) − C(c∗, S∗))/C(c∗, S∗), in these 740 instances is 25% on
average and 313% in the worst case. Although Dekker et al. did not claim optimality,
they observed that their heuristic always found an optimal solution in their numerical
experiment. Our experiment clearly shows that their heuristic can perform poorly.
Recall that Algorithms 3.3 and 3.7 show similarity, since the only difference is that
in Algorithm 3.7 the base stock level is variable while it is fixed in Algorithm 3.3.
Apparently, incorporation of the base stock level as a variable in the algorithm is not
always a good choice. This may be due to a difference in effects on fill rates when
changing critical levels and the base stock level, respectively: An increasing base stock
level implies increasing fill rates for all classes, whereas an increase of a critical level
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has a decreasing effect on the fill rate of that particular class, and an increasing effect
on all other fill rates.

Remark 3.2 Dekker et al. conjecture that for each option (increase of one of the
critical levels), in the optimization of the base stock level, it suffices to consider S (the
current value) and S − 1. We found the following counterexample for this conjecture:
|J | = 2, m1 = m2 = 1, t = 14, Ch = 1, Cp

1 = 10000, and Cp
2 = 100. In this example,

for c2 = 0, the best choice for S is 48, while for c2 = 1, the best choice for S is 46.
(Recall that Dekker et al. do not incur holding cost for items in the pipeline but that
this is just a transformation in the penalty cost parameters, see Remark 3.1).

3.7 Conclusion

In this chapter, we studied a single-item cost minimization problem with service
differentiation and critical level policies. Our aim was to find an efficient exact solution
method for this problem. We distinguished two problems. In Problem (P), the base
stock level and critical levels are approximated in order to obtain minimal inventory
holding and penalty cost. In a subproblem, Problem (P(S)), the base stock level
S is fixed and only the critical levels are approximated. The main contribution of
this chapter consists of the formulation of three algorithms for Problem (P(S)) that,
in an extensive computational experiment, always end up in an optimal solution.
Our algorithms are much faster than explicit enumeration, and thus are a welcome
alternative for enumeration in an exact algorithm for Problem (P) in which Problem
(P(S)) has to be solved many times as subproblem.

The size and settings for the numerical experiment give us reason to believe that the
algorithms are either very good (i.e., find an optimal solution in many cases) or exact
(i.e., find an optimal solution always). We conjecture the latter, but for practical
application, even if our conjecture does not hold, we still have obtained an important
result for practical application: As mentioned in Section 3.1, our algorithms can be
used in a Dantzig-Wolfe framework to largely reduce computation time for multi-item
spare parts inventory problems with service differentiation, without losing optimality.
In Chapter 4 we will discuss such a multi-item model.
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Chapter 4

Service differentiation:
A multi-item model

4.1 Introduction

In this chapter we study a multi-item single-location problem with service differen-
tiation. In this problem we want to minimize the spare parts provisioning cost, i.e.
cost for holding inventory and cost for transportation, given constraints in terms of
aggregated mean waiting time for several customer groups. We assume continuous
review critical level policies to ration inventory between groups.

We will approach the multi-item problem in this chapter using Dantzig-Wolfe decom-
position and thus we will have to solve a single-item cost minimization subproblem
repeatedly. That subproblem is exactly the single-item problem that we studied in
the previous chapter. For that problem we developed fast solution methods. So,
in terms of calculation time, in the current multi-item problem we benefit from the
results obtained in the previous chapter.

The previous chapter dealt with research question 1 that we formulated for service
differentiation in §1.5.2. The current chapter answers research questions 2 and 3:

2. Is it possible to develop a heuristic for the multi-item spare parts problem with
service differentiation that is accurate and fast?

3. Which factors determine the magnitude of the expected cost benefits in the multi-
item spare parts problem with service differentiation, and what is the magnitude
of cost benefits for data sets of ASML?

Regarding the expected cost benefits, we have to have a benchmark. Suppose an OEM
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would face a situation with different required service levels, but would not have the
opportunity to offer differentiated service levels, then the only feasible solution would
be to provide the service level required by the most demanding customer to all of its
customers by setting all critical levels equal to zero. We will use this as a baseline to
determine the potential cost benefits of incorporation of service differentiation into
multi-item spare parts inventory models.

To the best of our knowledge, in a system-focussed (i.e., multi-item) context customer
differentiation by means of critical level policies has not been studied earlier. The only
multi-item models with service differentiation we are aware of are those of Cohen et
al. (1989, 1992). Those papers do not study critical level policies (see Section1.2 for
a discussion of those papers).

This chapter is organized as follows. The model is described in Section 4.2. We
analyze this model in Section 4.3. The computational experiment is executed in
Section 4.4. In Section 4.5, we apply our model to a real-life situation and present a
case study. Finally, the chapter is concluded in Section 4.6.

4.2 Model

Consider a number of (close-to) identical machines at one or more customers. The
machines consist of multiple parts, also referred to as stock-keeping units (SKU-s).
Each SKU is assumed to be either a consumable part or a repairable part. The
machines are divided into groups. Usually, such a group contains all machines at one
customer, but other compositions of groups are possible as well.

Let I denote the set of SKU-s, with |I| ≥ 1, and let J denote the set of groups, with
|J | ≥ 1. For each SKU i ∈ I and group j ∈ J , failures (demands) are assumed to occur
according to a Poisson process with constant rate mi,j (> 0). Let Mj :=

∑
i∈I mi,j ,

j ∈ J .If one of the parts of a machine fails, the machine is down and the defective
part has to be replaced by a spare part. A failure of a machine is always caused by
one defective part, and can be remedied by replacing that part only. All requests
for spare parts are sent to one warehouse. This warehouse coordinates spare parts
provisioning to the customers. For each group j ∈ J a service level constraint is
defined with respect to spare parts provisioning by the warehouse, in terms of a
maximum aggregate mean waiting time (response time) Ŵ obj

j (> 0). We assume that
groups are numbered such that Ŵ obj

1 ≤ . . . ≤ Ŵ obj
|J| .

For each SKU i ∈ I, the stock in the warehouse is controlled by a continuous-review
critical level policy. This means that the total stock for SKU i is controlled by a
base stock policy with base stock level Si (∈ N0 = N ∪ {0}), and that there is a
critical level ci,j (∈ N0) per group j ∈ J , with ci,1 ≤ . . . ≤ ci,|J| ≤ Si, i ∈ I (this
ordering being referred to as the monotonicity constraint). A critical level policy for
SKU i is denoted by vector (ci, Si), with ci := (ci,1, . . . , ci,|J|). If group j demands



4.2 Model 65

a part at a moment that the physical stock of SKU i is larger than ci,j , then this
demand is satisfied immediately from the stock in the warehouse. Otherwise, the
demand is fulfilled from another source that first sends the required spare part to
the warehouse by an emergency shipment. For the warehouse, this demand can be
considered as a lost sale. The average time for an emergency shipment is temi (≥ 0)
and the corresponding cost is Cem

i (≥ 0). We set ci,1 := 0, since it is not logical to
deny group 1 a spare part. (For a single-item problem related to our problem, this
has been shown to be optimal in Lemma 3.2 on page 54.) For ease of notation, we
define ci,|J|+1 := Si.

In case of a consumable, an emergency shipment may come either from another source
than for regular replenishment, or from the same source. In the latter case, an emer-
gency shipment means that a faster transportation mode is used than for regular
replenishment. For a repairable, an emergency shipment may mean that for one of
the parts in the repair shop the repair is done (or finished) against the highest possi-
ble speed (in case of a zero base stock level, this has to be the part that just failed).
Alternatively, it may mean that a part is obtained from another source. In that case,
we assume that the part that just failed is sent back to this other source, so that the
inventory position remains constant. At ASML, sometimes a part is borrowed from
another warehouse of ASML, and the repaired part is sent to that other warehouse,
so then our assumption is satisfied.

When a part i in the warehouse stock is used to fulfill customer demand, a ready-for-
use part i arrives in the warehouse to refill the stock after a regular replenishment lead
time with mean tregi (> temi ). Per SKU, lead times are independent and identically
distributed, and lead times for different SKU-s are independent. Let Creg

i (0 ≤ Creg
i ≤

Cem
i ) denote the cost related to a regular replenishment shipment.

Let βi,j(ci, Si) denote the fill rate for SKU i ∈ I and group j ∈ J under critical level
policy (ci, Si), i.e., the percentage of requests for SKU i by group j that can be de-
livered immediately from the warehouse. An expression for βi,j(ci, Si) can be derived
as follows. If the number of parts of SKU i in the pipeline is k ∈ {0, . . . , Si}, and
thus the number of parts in the physical stock is Si − k, then the demand rate equals
μi,k =

∑
j|k<(Si−ci,j)

mi,j , k ∈ {0, . . . , Si − 1}. For one SKU i, our inventory model
can be described by a closed queueing network with Si customers and two stations:
(i) an ample server with mean service time tregi , which represents the items in trans-
portation; (ii) a load-dependent, exponential, single server with first-come first-served
service discipline, which represents the stock in the warehouse. The service rates of
the load-dependent server are given by μi,k. If service times at the ample server would
be Phase-Type distributed, this closed queueing network would satisfy the definition
of a so-called BCMP-network, see Baskett et al. (1975). In 1976, Barbour proved that,
for symmetric queues, where Baskett et al. admit Phase-Type distributions, one can
even allow general service times (for a definition of symmetric queues, see e.g. Wolff,
1989, pp. 338–340). Since the queue at the ample server is symmetric, the results
of Baskett et al. hold for our closed queueing network. According to their Theorem
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(Baskett et al., 1975, pp. 253, 254), the steady-state probability qi,k, k ∈ {0, . . . , Si},
for having k items in the pipeline is given by

qi,k =

{
k−1∏
h=0

μi,h

}
(tregi )k

k!
qi,0, k ∈ {0, . . . , Si},

qi,0 =

(
Si∑

k=0

{
k−1∏
h=0

μi,h

}
(tregi )k

k!

)−1

,

with the convention that
∏k−1

h=0 μi,h = 1 for k = 0. This result also follows from
Gnedenko and Kovalenko (1968, pp. 250–252). By these steady state probabilities,
we obtain the fill rate expressions for SKU i:

βi,j(ci, Si) =
Si−ci,j−1∑

k=0

qi,k, j ∈ J,

with the convention that this sum is empty if Si − ci,j − 1 < 0 (i.e., βi,j(ci, Si) = 0 if
ci,j = Si). Notice that 1 ≥ βi,1(ci, Si) ≥ . . . ≥ βi,|J|(ci, Si) ≥ 0.

Further, let Wi,j(ci, Si), i ∈ I, j ∈ J , denote the mean waiting time for a request
from group j for SKU i:

Wi,j(ci, Si) = (1 − βi,j(ci, Si))temi , i ∈ I, j ∈ J.

The holding cost per time unit for one unit of SKU i, i ∈ I, is Ch
i (> 0). Let

ri ∈ {0, 1}, denote whether for SKU i the parts in the replenishment pipeline are
counted as inventory (ri = 1), or not (ri = 0). Typically, ri = 1 for repairable
SKU-s and ri = 0 for consumable SKU-s that are supplied from an external source.
For consumable parts that are supplied by a source within the same company, both
ri = 0 and ri = 1 may occur. For each SKU i, the expected number of parts in the
pipeline is tregi

∑
j∈J mi,jβi,j(ci, Si) (according to Little’s law), and hence the average

inventory holding cost per time unit is given by

[Si − (1 − ri)t
reg
i

∑
j∈J

mi,jβi,j(ci, Si)]Ch
i .

The average transportation cost per time unit for SKU i is∑
j∈J

mi,j [βi,j(ci, Si)C
reg
i + (1 − βi,j(ci, Si))Cem

i ] =

∑
j∈J

mi,jC
reg
i +

∑
j∈J

mi,j(1 − βi,j(ci, Si))(Cem
i − Creg

i ). (4.1)
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Note that the first term in Equation (4.1),
∑

j∈J mi,jC
reg
i , is independent on (ci, Si).

We define Ci(ci, Si) as the average spare parts provisioning cost per time unit de-
pending on (ci, Si) (also called relevant cost):

Ci(ci, Si) :=[Si − (1 − ri)t
reg
i

∑
j∈J

mi,jβi,j(ci, Si)]Ch
i +

∑
j∈J

mi,j(1 − βi,j(ci, Si))(Cem
i − Creg

i ).

The objective is to minimize the average spare parts provisioning cost per time unit
for all parts together, subject to aggregate mean waiting time constraints for the
groups. The average waiting time for an arbitrary request from group j ∈ J , i.e.,
the aggregated mean waiting time for group j, is the weighted sum of the average
waiting times of that group for the individual SKU-s i ∈ I, Wi,j(ci, Si), with fractions
mi,j/Mj as weights. Our optimization problem is a nonlinear integer programming
problem and is stated as follows:

(P) min
∑
i∈I

Ci(ci, Si)

subject to
∑
i∈I

mi,j

Mj
Wi,j(ci, Si) ≤ Ŵ obj

j , j ∈ J,

0 = ci,1 ≤ . . . ≤ ci,|J| ≤ Si, i ∈ I,

ci,j , Si ∈ N0, i ∈ I, j ∈ J.

The optimal cost of Problem (P) is denoted by CP.

Straightforward application of the described model constitutes a situation with cus-
tomer differentiation by means of critical level policies. The situation without cus-
tomer differentiation, and thus with base stock policies, will be modeled as a situation
with one group only, with demand rates for each SKU taken as the sum of the demand
rates for that SKU for all groups together, and a target waiting time taken as the
smallest waiting time (Ŵ obj

1 ).

In the next section, Section 4.3, we describe how a feasible solution for Problem (P)
can be obtained. The corresponding cost constitutes an upper bound UB on the
optimal cost for Problem (P). Furthermore, we derive a lower bound LB on the
optimal cost for Problem (P). Section 4.3 can be omitted without loss of continuity.

4.3 Analysis

In this section we describe our method to obtain both a lower bound and an upper
bound on the optimal cost CP of Problem (P). A lower bound may be obtained
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by a decomposition and column generation method which reveals close similarity
to Dantzig-Wolfe decomposition for linear programming problems (see Dantzig and
Wolfe, 1960, for a general description of that method). In §4.3.1 we describe the
decomposition and column generation method for our problem. Next, in §4.3.2 we
present a way to obtain a feasible solution for Problem (P), i.e., an upper bound on
CP.

4.3.1 Lower bound

Like in Dantzig-Wolfe decomposition, a Master Problem is introduced in which the
variables of our original problem are expressed as convex combination of columns
that contain all possible values for the decision variables in the original problem. Let
K denote the set of critical level policies for each of the SKU-s i ∈ I, satisfying
0 = ci,1 ≤ . . . ≤ ci,|J| ≤ Si, ci,j ∈ N0, j ∈ J , and Si ∈ N0. Let vector (ck

i , Sk
i ),

i ∈ I, k ∈ K, with ck
i := (ck

i,1, . . . , c
k
i,|J|), denote the (fixed) critical levels and base

stock level of policy k for SKU i, and let xk
i ∈ {0, 1}, i ∈ I, k ∈ K, be a variable

indicating whether policy k for SKU i is chosen (xk
i = 1) or not (xk

i = 0). Relaxing
the integrality constraint on xk

i , i ∈ I, k ∈ Ki, a suitable Master Problem related to
Problem (P) is defined as follows:

(MP) min
∑
i∈I

∑
k∈K

Ci(ck
i , Sk

i )xk
i

subject to
∑
i∈I

∑
k∈K

mi,j

Mj
Wi,j(ck

i , Sk
i )xk

i ≤ Ŵ obj
j , j ∈ J, (MP.1)

∑
k∈K

xk
i = 1, i ∈ I, (MP.2)

xk
i ≥ 0, i ∈ I, k ∈ K.

The optimal cost of Problem (MP) is denoted by CMP. Notice that the relaxation of
the integrality condition on xk

i , i ∈ I, k ∈ K, in Problem (MP) allows for fractional
values of xk

i , i ∈ I, k ∈ K, and thus corresponds to allowing randomized policies (also
called mixed policies, see e.g. Puterman, 1994, Subsection 8.9.2). Therefore, CMP

constitutes a lower bound (LB) on CP.

Besides Problem (MP), a Restricted Master Problem, Problem (RMP), is defined
that for each SKU i ∈ I only considers a small subset Ki ⊆ K of columns (policies).
The optimal cost of Problem (RMP) is denoted by CRMP. For each SKU i ∈ I,
let Ki initially consist of one policy k, with Sk

i := min{Si|Wi,1(ci, Si) ≤ Ŵ obj
1 , ci =

(0, . . . , 0), Si ∈ N0}. This choice of initial policies constitutes a feasible solution for
Problem (RMP). That Sk

i is finite for each i ∈ I, can be seen as follows. First, since
qi,Si

, also known as the Erlang loss probability, is strictly decreasing with respect
to Si on its entire domain N0 (which can be verified algebraically), it holds that
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βi,j((0, . . . , 0), Si) is strictly increasing, and thus that Wi,j((0, . . . , 0), Si) is strictly
decreasing on its entire domain N0. Furthermore, βi,j((0, . . . , 0),∞) = 1, and thus
Wi,j((0, . . . , 0),∞) = 0. So, there is a finite Si for which Wi,j((0, . . . , 0), Si) ≤ Ŵ obj

1

for each j ∈ J , as Ŵ obj
1 > 0, and thus Sk

i is finite.

After solving Problem (RMP) with the |I| initial policies by using the simplex method,
we are interested in policies that were not yet considered, but that would improve the
solution of Problem (RMP) if they were added. To check whether such policies exist,
we solve, for each SKU i ∈ I, a so-called column generation subproblem that for SKU
i ∈ I generates a policy with the lowest reduced cost coefficient. Given an optimal
solution for Problem (RMP), let uj ≤ 0, j ∈ J , denote the dual variables (shadow
prices) related to the |J | service level constraints (MP.1), and let vi, i ∈ I, denote
the dual variables related to the |I| constraints (MP.2). Let Cred

i (ci, Si) denote the
reduced cost of a policy (ci, Si) for SKU i ∈ I, i.e.,

Cred
i (ci, Si) = Ci(ci, Si) −

∑
j∈J

uj
mi,j

Mj
Wi,j(ci, Si) − vi

= Ch
i Si +

∑
j∈J

(
(1 − ri)t

reg
i Ch

i + Cem
i − Creg

i − ujt
em
i

Mj

)
mi,j(1 − βi,j(ci, Si))−

vi − (1 − ri)t
reg
i Ch

i

∑
j∈J

mi,j .

Then, for our Problem (RMP), the column generation subproblem for SKU i is as
follows:

(SUB(i)) min Cred
i (ci, Si)

subject to 0 = ci,1 ≤ . . . ≤ ci,|J| ≤ Si,

ci,j , Si ∈ N0, j ∈ J.

Let (cSUB(i), SSUB(i)) denote an optimal policy (critical levels and base stock level) for
Problem (SUB(i)), and let CSUB(i) denote the cost of an optimal solution of Problem
(SUB(i)), i.e., the lowest reduced cost coefficient, which also can be interpreted as the
degree of violation of the corresponding constraint in the dual problem of Problem
(MP).

Problem (SUB(i)) comes down to a cost optimization problem with holding cost and
penalty cost. Penalty cost includes some cost related to pipeline inventory (only if
ri = 0), transportation cost, and cost related to waiting. Notice that Cred

i further
only contains constant terms. We investigated three algorithms for this problem in the
previous chapter. In that chapter, we show in an extensive computational experiment
that all three algorithms always find an optimal solution but we were not able to prove
that the algorithms are exact (i.e., are guaranteed to find an optimal solution, and
thus are optimization algorithms). Since these algorithms are shown to be much faster
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than an exact method known for this problem (Dekker et al., 2002, Algorithm 2), we
use one of our algorithms (Algorithm 3.6, see §3.6.1) to solve Problem (SUB(i)).

As long as a policy with a negative reduced cost coefficient is found for one or more
SKU-s, adding columns to Problem (RMP) (i.e., policies found as solutions for Prob-
lem (SUB(i)) for i ∈ I) and solving Problem (RMP) is done iteratively.

If for none of the SKU-s i ∈ I a policy with negative reduced cost can be found, the
obtained solution for Problem (RMP) would be optimal for Problem (MP) as well if
we used an exact method for Problem (SUB(i)). However, as mentioned, we apply an
algorithm to solve Problem (SUB(i)) for which exactness is not proved. Therefore,
a check for optimality is required; this check is done as follows. We apply the exact
method for Problem (SUB(i)) once for each i ∈ I at the current shadow prices of
Problem (RMP). If now for one or more SKU-s i ∈ I a policy with negative reduced
cost is found, this policy (these policies) should be added and Problem (RMP) should
be solved again. However, if no new policy (with negative reduced cost) is found,
which we expect since our Algorithm 3.6 in the previous chapter performed quite well
in a large numerical experiment, we have assured now by this check that we found an
optimal solution for Problem (MP), although we used an algorithm for which we do
not know if it is exact. In either case, we can expect that this optimal solution was
found in a much quicker way than if we would have used the exact method at every
iteration.

Although theoretically it is not possible to prove that the iterative procedure is finite,
in practice we observed that it always ends. In total, |I|+|J | variables are in the basis.
Notice that at most |J | SKU-s will have fractional xk

i -values because the constraints
(MP.2) require that for each i at least one xk

i is a basic variable. Furthermore, notice
that the number of service level constraints (MP.1) that are satisfied with equality is
at least equal to the number of SKU-s that have fractional xk

i -values, again because
of the number of variables in the basis.

Remark 4.1 In the previous chapter, it is assumed that penalty cost parameters Cp
j ,

j ∈ J satisfy Cp
1 ≥ . . . ≥ Cp

|J|. Since shadow prices uj, j ∈ J , in Problem (SUB(i))
in our current paper are part of this penalty cost parameter, this assumption may be
violated. In that case, a transformation is required before Algorithm 3.6 (see §3.6.1)
can be applied. This transformation is done as follows.

Consider two succeeding groups j1 and j2 with Cp
j1

≤ Cp
j2

. In this case, it is never
optimal to favor group j1 above j2 and thus, under the monotonicity constraint saying
that cj1 ≤ cj2 , it is best to have cj1 = cj2 . This implies that both groups together
can be considered as one, since it is known beforehand that no distinction will be
made between them. This group will have as demand rate the sum of the two original
demand rates and as penalty cost parameter a demand-weighted average of the penalty
cost of the two original groups. If necessary, a transformation like this can be carried
out multiple times to obtain a situation that satisfies the penalty cost assumption
Cp

1 ≥ . . . ≥ Cp
|J|. Notice that we even get strict inequality by our transformations
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because if Cp
j1

= Cp
j2

, our transformation combines j1 and j2 into one group.

4.3.2 Upper bound

After a lower bound has been found for Problem (P), as described above, an upper
bound (UB), i.e., a feasible solution for Problem (P), can be determined as follows.

If none of the xk
i -values in the solution of Problem (MP) is fractional, the obtained

solution of Problem (MP) is feasible for Problem (P) as well, and it is optimal.

If fractional xk
i -values do occur, however, we need to apply some further steps. Select

for each SKU i ∈ I the policy with a non-zero xk
i -value and the lowest base stock

level Sk
i , and refer to this policy as policy k′. Set (ci, Si) := (ck′

i , Sk′
i ) for all SKU-s

i ∈ I. If these policies constitute a feasible solution for Problem (P), we are ready.
Otherwise, define the decrease in distance to the set of feasible policies if for one SKU
i′, i′ ∈ I, the base stock level Si′ will be increased by one as

Di′ :=
∑
j∈J

[∑
i∈I

mi,j

Mj
Wi,j(ci, Si) − Ŵ obj

j

]+

−

∑
j∈J

⎡⎣ ∑
i∈I\i′

mi,j

Mj
Wi,j(ci, Si) +

mi′,j

Mj
Wi′,j(ci′ , Si′ + 1) − Ŵ obj

j

⎤⎦+

,

with [a]+ := max{0, a}. Now, define ratio Ri′ , i′ ∈ I, as

Ri′ :=
Di′

Ci′(ci′ , Si′ + 1) − Ci′(ci′ , Si′)
.

Iteratively, select the i′ with the largest ratio Ri′ and increase its base stock level Si′

by one, until Ri = 0 for all i ∈ I.

4.4 Computational experiment

In this section, we execute a computational experiment. The aim of the computational
experiment is twofold. First, we want to investigate the quality of the heuristic
solution. We compare UB, the cost of the heuristic solution, to the obtained lower
bound LB. We define the relative distance G between both bounds as G := (UB −
LB)/LB. This relative distance G is a measure for the quality of UB, since it gives a
theoretical maximum value for the possible gain of better heuristics (where it is not
sure at all that this theoretical maximum actually can be reached, which happens if
CP > LB). Secondly, and more important for practitioners, we show how critical
level policies perform compared to base stock policies, depending on the parameter
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settings. We do this by comparing the heuristic solution of our method, UB, to the
solution if all customer groups together would constitute one group with Ŵ obj

1 as
target waiting time. As mentioned before, the latter solution can be obtained by
applying our method to one aggregate group. This latter solution is also denoted
as the round-up policy (cf. Deshpande et al., 2003). Furthermore, we mention the
percentage of the items that have non-zero critical levels, i.e., the percentage of items
for which differentiation between customer groups actually is applied.

We take instances with 2 and 5 customer groups, and several settings for the other
parameters. The choice of the values for demand rates, target waiting times, hold-
ing cost, and transportation cost and times is partly based on what we observed in
practice.

Table 4.1 contains the parameter settings for the instances with |J | = 2 customer
groups, and Table 4.2 for the instances with |J | = 5. In all instances, we assume that
machines are identical, which implies that parameters mi,j , i ∈ I, j ∈ J , are fully
determined by the total demand rate per SKU i and the ratio between the demand
rates for different customer groups.

We constructed our test bed as follows. First, to obtain base values for the demand,
we generated 20 samples of 100 numbers each, randomly drawn from the uniform
distribution U [0, 1] (we have up to 100 items in our experiment). Also, to obtain
base values for the holding cost, we generated 20 samples of 100 numbers each, again
randomly drawn from the uniform distribution U [0, 1]. For each setting of the pa-
rameters that we describe below, we instantiate 20 instances that are based on these
base values. Thus, we exclude the effect of coincidence that may occur if we study
only one instance, and on the other hand we improve the comparison between the
different parameter settings since we use the same random values each time.

In our experiment, we have the following parameter settings. We consider 3 values
for the number of items |I|: 20, 50, and 100 (in the first two cases, only the first
20, respectively 50 numbers in each sample are used). We consider 3 values for the
average holding cost C

h

i and 2 values for the holding cost range Ch
i -range. The latter

gives the quotient between the upper and lower limit of the domain for the holding
cost values. As an example: For example: For C

h

i = 10 and Ch
i -range = 9, the holding

cost parameters Ch
i , i ∈ I, are in the range [2, 18], where the precise value for each

SKU i is determined as 2 + (16 times the base value for the holding cost for that item
in the sample). The total daily demand rate per SKU can be within 2 ranges, that are
obtained by multiplying the base values for the demand by 0.1 and 0.5 respectively.

With respect to the number of groups |J |, we consider 2 choices: |J | = 2 and |J | = 5.
For |J | = 2, we vary the ratio of the demand rates of both groups (3 choices) and the
target waiting times for both groups (4 choices). For |J | = 5, we have for both the
ratio of the demand rates and the target waiting time 1 setting only. For both |J | = 2
and |J | = 5, we have 1 setting for tregi , temi , Cem

i − Creg
i , and ri.

As a result, we have 8640 instances with |J | = 2 and 720 instances with |J | = 5. In
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Table 4.1 Parameter settings for the situation with 2 customer groups (|J | = 2)

Parameter Number Values
of choices

|I| 3 20, 50, 100
C

h

i (per day) 3 10, 100, 1000
Ch

i - range 2 9, 999
Total demand rate 2 U[0, 0.1], U[0, 0.5]
per SKU (per day)
mi,1 : mi,2 3 (0.2 : 0.8), (0.5 : 0.5), (0.8 : 0.2)
Ŵ obj

j (hours) 4 (0.5, 4), (0.5, 8), (1, 4), (1, 8)
(Cem

i − Creg
i ) 1 1000

temi (days) 1 2
tregi (days) 1 14
ri 1 1

total, we have 9360 instances in our numerical experiment.

In Table 4.3, we display the results of the experiment for the situation with 2 customer
groups. As results, we list the average and maximum gap G (as defined above; given
as percentage), the average fraction of the items that have non-zero critical levels
(as percentage), and the average and maximum savings in comparison to the costs
obtained when using base stock policies (as percentage). In the bottom row, results
are presented for all instances together. Other rows give results for subsets of the
instances, namely only those instances that have a parameter setting as indicated.
This enables us to study the influence of different parameter settings. In Table 4.4,
results are displayed for the situation with 5 customer groups.

The model has been implemented in AIMMS 3.5, with XA used to solve the LP prob-
lems, and we have run the numerical experiment on a Dell Optiplex GX260 personal
computer with an Intel Pentium 4, 2.0 Gigahertz processor and 256 Mb memory.
Computation times for the instances with 2 groups were on average 4 seconds, and
maximum computation time was 54 seconds. Computation time for the instances
with 5 groups was 61 seconds on average and a maximum of 503 seconds. The large
computation times are particularly observed for the instances with a large total de-
mand rate (U[0, 0.5] per day), and also it holds that the larger the number of items,
the larger the computation time.

Based on both Tables 4.3 and 4.4, we can observe the following. Concerning the
relative distance G between the lower and upper bound, we observe that both its
average and maximum decrease significantly if the number of SKU-s increases. This
is an important observation because in real-life situations in which this model will
be applied, the number of SKU-s usually will be large. Furthermore, the average G
decreases if the average holding cost parameter decreases, and higher values of the
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Table 4.2 Parameter settings for the situation with 5 customer groups (|J | = 5)

Parameter Number Values
of choices

|I| 3 20, 50, 100
C

h

i (per day) 3 10, 100, 1000
Ch

i - range 2 9, 999
Total demand rate 2 U[0, 0.1], U[0, 0.5]
per SKU (per day)
Ŵ obj

j (hours) 1 (0.5, 1, 2, 4, 8)
(mi,1 : . . . : mi,5) 1 (0.2 : . . . : 0.2)
(Cem

i − Creg
i ) 1 1000

temi (days) 1 2
tregi (days) 1 14
ri 1 1

total demand rates result in smaller values of G as well. On average, G is always less
than 1%. This implies that the obtained heuristic solutions are quite good. Hence,
there is no need to further improve the local search procedure that we apply in our
method.

To determine the savings, we compare the cost of the heuristic solution of our method,
UB, to the cost that would occur if we would apply base stock policies for all items.
As mentioned, the latter can be obtained by applying our method to one aggregate
group. Of course, also here, a gap exists between lower and upper bound, but this
gap is very small, on average less than 0.2%, and at most 1.8%.

On average, for more than two-thirds of the items non-zero critical levels are used,
and thus differentiated service levels are offered to different customer groups. We
examined some instances in detail, and we observed that in our data sets typically
the items with both large failure rates and large holding cost values are the items that
are the first to have non-zero critical levels, as can be seen for one data set in Figure
4.1. In spare parts environments, such items that are expensive and break down often
are the most likely candidates to be revised by the development department; thus
these items do not occur often in real-life data sets. However, in the data sets of the
case study at ASML, we observe similar behavior in the sense that cheap items with
low demand rates also in that case are the least likely to have non-zero critical levels
(see Figures 4.2 and 4.3).

With respect to the savings that can be obtained by applying critical level policies,
we observe from both tables that average savings slightly increase with the number
of SKU-s. Furthermore, average savings are a bit larger for the instances with 5
groups. From Table 4.3, we can conclude that larger differences between the target
waiting times lead to larger savings, where the instances with a small first group and a
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Table 4.3 Results for the situation with two groups (|J | = 2)

Parameter G (%) SKU-s with non-zero Savings (%)
critical levels (%)

avg max avg avg max
|I| 20 0.76 5.88 67.15 8.02 31.44

50 0.25 1.70 68.20 8.34 29.34
100 0.10 0.87 68.42 8.43 29.72

C
h

i 10 0.16 2.34 47.40 2.02 9.71
100 0.47 5.71 78.20 10.76 26.79
1000 0.49 5.88 78.18 12.02 31.44

Ch
i -range 9 0.36 5.08 68.84 8.11 29.07

999 0.38 5.88 67.02 8.43 31.44∑
j∈J mi,j U [0, 0.1] 0.51 5.88 64.82 7.85 26.63

U [0, 0.5] 0.23 2.38 71.04 8.69 31.44
(mi,1 : mi,2) (0.2 : 0.8) 0.43 5.83 55.25 13.39 31.44

(0.5 : 0.5) 0.36 5.88 70.58 8.23 18.65
(0.8 : 0.2) 0.32 3.95 77.95 3.18 7.52

Ŵ obj
j (0.5, 4) 0.34 3.69 75.81 7.77 20.81

(0.5, 8) 0.37 3.93 86.05 10.98 31.44
(1, 4) 0.37 5.83 43.38 5.27 15.44
(1, 8) 0.40 5.88 66.46 9.05 27.05

All instances 0.37 5.88 67.93 8.27 31.44

Table 4.4 Results for the situation with five groups (|J | = 5)

Parameter G (%) SKU-s with non-zero Savings (%)
critical levels (%)

avg max avg avg max
|I| 20 1.91 7.95 82.94 8.51 16.27

50 0.72 2.46 84.95 9.48 15.63
100 0.34 1.23 85.45 9.86 15.93

C
h

i 10 0.58 3.58 63.33 3.34 5.77
100 1.17 7.95 95.01 11.68 14.38
1000 1.23 5.65 95.00 12.83 16.27

Ch
i -range 9 0.96 5.65 85.06 9.12 15.30

999 1.02 7.95 83.83 9.45 16.27∑
j∈J mi,j U [0, 0.1] 1.40 7.95 87.08 8.45 12.73

U [0, 0.5] 0.59 3.60 81.82 10.12 16.27
All instances 0.99 7.95 84.45 9.28 16.27
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Figure 4.1 Classification of items in one data set with 2 groups and 100 items

large second group apparently perform best. Apparently, critical levels are beneficial
in situations where a relatively small part of the customers requires a much higher
service level (lower aggregate mean waiting time) than the rest. This observation
is interesting since that is what usually will be the case in real-life instances. In
both tables, it can be seen that larger demand rates lead to an increase in average
(and maximum) savings, as do larger values for the average holding cost parameter
C

h

i . With respect to the larger savings at higher average holding cost: This effect
supports applicability of critical level policies and our method in spare parts inventory
management for high-tech equipment, since typically these spare parts are expensive.

In the numerical experiment, overall average savings are about 8 to 9%. Maximum
savings amount to 31%. These figures show that substantial savings can be obtained
if critical level policies are applied to ration inventory. These relative savings become
even more appealing because of the large amounts of money invested in spare parts
inventory in many industries (cf. Chapter 1). Apparently, it is worthwhile in situations
with differentiated target service levels to use this kind of policies instead of the base
stock policies that normally are used in practice.

Remark 4.2 In the situation with two customer groups, we found in a small minority
of the cases (59 cases), that our heuristic came up with a slightly more expensive
solution than the solution with base stock policies (at most 1.15% more expensive).
This effect can occur because of the way our heuristic works to find the upper bound.
Of course, in these cases, one can stick to the solution obtained with base stock policies,
and in line with that, we consider the savings in these cases as 0 (and not as negative
savings).
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4.5 Case study: ASML

In this section, we present a case study at ASML. In this case study, we consider
the spare parts control for two main machine families at one representative local
warehouse. We compare the cost obtained under customer differentiation via critical
level policies to the cost obtained by simply using base stock policies and providing
the lowest target waiting time to all customer groups.

For both machine families, the range of prices (and thus of holding cost) of the SKU-s
is large. The ratio between the most expensive and cheapest item is in the order of
105 − 106 (if the 10% most expensive SKU-s and 10% cheapest are excluded, then
this ratio reduces to 102).

The first machine family that we consider, referred to as Family 1, consists of machines
with in total 352 relevant spare parts. We consider 5 customer groups that are
completely identical, except for their target aggregate mean waiting times. Those
amount to 1

3 , 1, 3, 9, and 27 hours, respectively. These are realistic values for the
semiconductor supplier industry. The failure rates per SKU for all customer groups
together vary from 0.003 to 35.1 per year. The average yearly failure rate is 1.41, and
thus very small. The regular replenishment lead time equals 14 days for all SKU-s
(i.e, tregi = 14, i ∈ I), and emergency replenishment can be done in 2 days (temi = 2,
i ∈ I) against additional cost Cem

i − Creg
i = 1000, i ∈ I. Parts in the pipeline are

counted as inventory (ri = 1, i ∈ I).

For Family 1, we compare different options in Table 4.5. As a starting point, the
round-up policy has been used, i.e. with all 5 customer groups together considered
as one group having a target waiting time of 1

3 . The cost of the obtained feasible
solution UB has been normalized to 1000. Besides the situation with 5 customer
groups, situations with 2 customer groups have been considered, where in both groups
the lowest maximum waiting time of all subgroups is required. These 2 groups can
be formed in 4 different sensible ways. In Table 4.5, LB, UB, and G are shown for
each situation, as well as the number of SKU-s with non-zero critical level(s) for the
obtained heuristic solution and the computation time.

Table 4.6 contains similar results for a second machine family, referred to as Family
2, for which again 5 customer groups are considered, with target average waiting time
levels that show less variation: (Ŵ obj

1 , Ŵ obj
2 , Ŵ obj

3 , Ŵ obj
4 , Ŵ obj

5 ) = (0.5, 1, 2, 4, 8). In
Family 2, we have 465 spare parts with yearly failure rates per SKU for all customer
groups together varying from 0.006 to 117, and with an average of 2.28. Again, we
have ti = 14, temi = 2, Cem

i − Creg
i = 1000, and ri = 1, i ∈ I.

The most important observation for practitioners is that application of our model
with customer differentiation may lead to a significant reduction in the spare parts
provisioning cost in comparison to the round-up policy. As can be seen from Tables 4.5
and 4.6, the cost for Families 1 and 2 can be reduced by 7.4% and 5.8%, respectively,
if extensive differentiation is applied, i.e. with a division into 5 customer groups.
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Table 4.5 Normalized results for Family 1

Number of LB UB G Savings Number of SKU-s Computation
groups (%) (%) with non-zero time
(composition) critical level(s) (seconds)
1 984 1000 1.64 0 3
2 (1 - 2345) 946 951 0.59 4.86 21 4
2 (12 - 345) 937 940 0.40 5.96 82 5
2 (123 - 45) 954 956 0.26 4.37 109 5
2 (1234 - 5) 970 977 0.67 2.32 109 5
5 925 926 0.17 7.39 108 10

Table 4.6 Normalized results for Family 2

Number of LB UB G Savings Number of SKU-s Computation
groups (%) (%) with non-zero time
(composition) critical level(s) (seconds)
1 1000 1000 0.02 0 5
2 (1 - 2345) 967 976 0.86 2.45 22 7
2 (12 - 345) 953 958 0.60 4.17 56 8
2 (123 - 45) 965 965 0.03 3.48 134 7
2 (1234 - 5) 983 983 0.00 1.65 135 7
5 937 942 0.48 5.81 125 72

Taking into account the large amounts of money that are involved in spare parts
inventory in this type of industry -the inventory investment typically is in the order
of tens of millions of Euros-, this constitutes a large potential cost saving. The
larger the differentiation in service levels, the larger the potential savings (cf. target
average waiting times in both cases). Notice that in both families, about 75% of the
cost savings of extensive differentiation can already be obtained by choosing a smart
division into 2 groups. Taking into account the additional implementation efforts and
the increased complexity in daily operations if 5 groups are defined, it may be wise
in practice to restrict the number of customer groups.

Besides this observation regarding the potential savings, we mention the following.
As in the computational experiment, the gap G between the lower and upper bound
is small in all cases, which implies that we are not far from the optimal solution.
Computation time is very reasonable. For the instance with 5 groups for Family 2,
we plotted the items based on their failure rates and price in Figure 4.2, and we
zoomed in to the lower left area in Figure 4.3. As in the numerical experiment, we
observe that items that are cheap and do not fail often generally have no non-zero
critical levels, i.e., no distinction between the service levels provided to the groups.
Studying the critical levels in detail taught us that where critical levels are non-zero,
they usually take values of 1 (only for one SKU in this data set we observed that the
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Figure 4.2 Classification of items in Family 2 data set with 5 groups

Figure 4.3 Classification of items in Family 2 data set with 5 groups (detail of lower
left area of Figure 4.2)
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critical levels for group 4 and 5 were 2).

4.6 Conclusion

In this chapter we have studied a multi-item, single-stage spare parts inventory model
with multiple customer groups and a constraint for each customer group regarding the
mean waiting time for an arbitrary request. We aim to minimize the total (holding
and transportation) cost subject to the waiting time constraints.

Using Dantzig-Wolfe decomposition and a greedy heuristic, as well as a quick method
from the previous chapter for the single-item subproblem, we can deal with the multi-
item problem with service differentiation in an accurate and fast manner. As reported
in Sections 4.4 and 4.5, the gaps between solution and lower bound are small, so our
method is accurate, and calculation times are very reasonable. Compared to the
greedy algorithm, the method is more difficult to implement in practice. However,
we think that it may be hard to come up with a straightforward greedy algorithm for
this problem that gives accurate solutions.

As we discussed in Section 4.4, the difference between the target service levels can
be seen as an importation driver that determines the magnitude of the cost benefits.
Also, we observed that in cases with a small group of customers requiring the highest
service level, customer differentiation seems more beneficial. This is interesting since
that is what usually will be the case in reality. For data sets obtained from ASML, a
cost reduction of 6-7% can be obtained if service differentiation is taken into account.

We close this chapter, and with that the study of the feature of service differentiation,
with some remarks. In Chapters 3 and 4 we assumed critical level policies. We did not
study the question of whether critical level policies are optimal. De Véricourt et al.
(2002) proved optimality of a critical level policy for a problem with backordering and
capacitated replenishment, but to prove the optimality of critical level policies in our
setting is still an open question. A similar issue is that we assume that groups with
smaller waiting time targets always have lower critical levels. For multi-item problems,
the optimal solution (within the class of critical level policies) does not necessarily
satisfy this assumption. However, relaxation of this assumption does complicate daily
operations and therefore may not be desirable.
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Chapter 5

Lateral transshipment:
An exact analysis

5.1 Introduction

In this chapter and in Chapter 6, we turn our attention to models with lateral trans-
shipment. The current chapter provides an exact analysis of a single-item model to
obtain insights into when to use lateral transshipment. The multi-item model in the
next chapter is practically-oriented.

In the current chapter we deal with the first research question that we formulated
for lateral transshipment: When is lateral transshipment beneficial for a single-item
problem with waiting time constraints, compared to no pooling or pooling by central-
izing stock, and which factors determine the magnitude of the expected cost benefits?
In this chapter we quantify the benefits of inventory pooling via using lateral trans-
shipment as compared to a situation with individual (disconnected) local warehouses,
and the situation with a single joint stock point (centralized local warehouse) that
carries all the stock. To achieve this, we model and analyze closed queueing network
representations of the different spare parts networks. We use a single-item (SKU)
multi-location model with waiting time constraints and allow randomized policies,
i.e. policies that may order a randomized amount in each period, where we specify
the ordering distribution. We use these randomized policies to be able to meet target
waiting times exactly. We assume that demand is symmetric, i.e., equal in each local
warehouse, that demand follows a Poisson process, and that in the situation with
lateral transshipment it is economical to keep at most one item on stock in each local
warehouse. A discussion of our choices and assumptions follows in §5.2.2. Notice
that like in the previous chapters, the feature of having two transportation modes is
incorporated easily as we consider a single-echelon model.
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In this introductory section we describe existing literature and our contribution, and
we conclude with an overview of this chapter.

Pooling inventory has been studied by many people. Much work has been done in a
setting with periodic review, with both replenishment lead times and lateral trans-
shipment times equal to zero. See e.g.: Gross (1963); Krishnan and Rao (1965); Das
(1975); Hoadley and Heyman (1977); Cohen et al. (1986); Robinson (1990); Tagaras
(1989); Archibald et al. (1997); Herer and Rashit (1999); Wee and Dada (2005). Some
papers consider positive replenishment lead times, and then backordering is assumed
for orders that cannot be delivered from own stock or by means of lateral transship-
ment: Tagaras and Cohen (1992); Tagaras (1999). Also, there exists work that studies
the effect of the demand distribution on the benefit of pooling: Tagaras and Vlachos
(2002).

For the continuous review setting (with non-zero replenishment lead time by defini-
tion), we discuss Lee (1987); Axsäter (1990-a); Sherbrooke (1992); Dada (1992); Need-
ham and Evers (1998); Alfredsson and Verrijdt (1999); Grahovac and Chakravarty
(2001); Kukreja et al. (2001); Axsäter (2003-b); Wong et al. (2005-a, 2006).

Lee (1987), Axsäter (1990-a), Sherbrooke (1992), and Dada (1992) develop approxi-
mate evaluation methods for the two-echelon inventory model with base stock policies,
and lateral transshipment as a means to fulfill demand when a local warehouse itself
is out of stock. In the first three references, demand that cannot be fulfilled from own
stock or by lateral transshipment is backordered, which is not an appropriate assump-
tion for the cases we are interested in: once waiting time constraints play a dominant
role, an emergency supply from the central warehouse or from outside the system
would be carried out in such cases. Lee (1987) assumes identical local warehouses
within pooling groups (groups of local warehouses within which lateral transshipment
can take place). Using his approximate evaluation, he determines base stock levels.
Lee also mentions the question of how lateral transshipment should be used when
the transshipment lead times are significant, listing it as an issue for further research.
(This is what we study.) The approximate evaluation method of Axsäter (1990-a)
gives more accurate results than Lee’s and is applicable to non-identical warehouses
as well. As an additional form of lateral transshipment, Sherbrooke (1992) allows
for delayed lateral transshipment (i.e. once a normal replenishment arrives at a lo-
cal warehouse without backorders, the item can be transshipped laterally to a local
warehouse that has a backorder). He shows that backorder reductions of 30 to 50%
are not uncommon when lateral supply is used. Dada (1992) assumes that if demand
cannot be satisfied from stock on hand or by lateral transshipment from another local
warehouse, an emergency replenishment will take place from the central warehouse.
If that is not possible, stock in transit from the central warehouse to any of the local
warehouses will be re-allocated to the local warehouse that faced demand. If there is
no stock available in the system, demand is lost (i.e. supplied from outside the sys-
tem). In addition to his approximate evaluation, Dada (1992) derives exact bounds
on the errors of the approximation. In contrast to Lee (1987), Axsäter (1990-a),
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Sherbrooke (1992), and Dada (1992), our evaluation method is exact.

Needham and Evers (1998), Evers (2001), Minner et al. (2003), Minner and Silver
(2005), and Axsäter (2003-b) consider continuous review (r,Q) policies (r: reorder
point, Q: order quantity). Needham and Evers (1998) study the question of wether
the benefits of transshipment outweigh its cost. In their multi-echelon model, they
assume that if a local warehouse is out of stock, the preference is to have an emer-
gency shipment from a central warehouse. If that is not possible (or only for part of
the amount), a lateral transshipment from another local warehouse is applied. Be-
sides full pooling, they study alternatives where only part of the inventory is shared
with other local warehouses. Evers (2001) presents two heuristics to decide whether
or not lateral transshipment should be used to fulfill customer demand. Minner et
al. (2003) develop a more accurate heuristic than Evers (2001), and they also find
in their numerical experiment that it generally is appropriate to use the best of the
two extreme transshipment strategies (to transship all available items or to trans-
ship nothing at all): applying a more complex hybrid strategy will only give limited
additional savings. In Minner and Silver (2005), the authors solve the problem of de-
termining which of the two extreme strategies is better. Axsäter (2003-b) provides a
new approximate decision rule for lateral transshipment, that works well, as is shown
in a simulation study. As in Needham and Evers (1998), Evers (2001), Minner et al.
(2003), and Minner and Silver (2005), transshipment time is not taken into account,
but transshipment cost is incurred. Axsäter (2003-b) uses the rule to determine the
whole demand or part of it should be supplied by means of lateral transshipment, and
if so, from which local warehouse.

Kukreja et al. (2001) and Grahovac and Chakravarty (2001) use lateral transshipment
not only to supply to a local warehouse that is out of stock, but also in a proactive way.
The former studies a single-echelon situation, the latter is multi-echelon. A limiting
assumption in Kukreja et al. (2001) is that the transshipment time is negligible. The
latter builds upon Axsäter (1990-a).

Alfredsson and Verrijdt (1999) study a two-echelon system, with several possibilities
to supply customer demand. Besides supply from the local warehouse and lateral
transshipment, they consider as supply options direct delivery from the central ware-
house and an external supplier (in this order). They analyze their system using an
approximate evaluation method that is partly based upon Axsäter (1990-a). They
show by simulation that their approximate evaluation method obtains accurate re-
sults, and that the performance is insensitive to the lead time distribution.

As we mentioned, cost is often taken into account in existing literature without explicit
constraints on the waiting time, although part of the cost may be related to the
waiting time, see e.g. Alfredsson and Verrijdt (1999); Grahovac and Chakravarty
(2001). There are a couple of examples of papers that do apply costs and constraints.
Lee (1987) applies three types of fill rate constraints (immediate fill rate, fill rate
after lateral transshipment, fill rate at the central warehouse). Wong et al. (2005-a,
2006) incorporate time for both lateral transshipment from other local warehouses
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and emergency transshipment from an infinite source, and develop a heuristic model
that, in a multi-item context, minimizes cost under given waiting time constraints.
Wong et al. (2006) consider two local warehouses; this is extended to the general case
in Wong et al. (2005-a), with a limitation on the number of local warehouses due to
their evaluation method. They show that their heuristic works well compared to a
lower bound that they derive as well, and they show the size of the savings that can be
obtained by using lateral transshipment compared to the situation without pooling.

In all the above work, as well as in the current chapter, centralized control of the
supply network is assumed. A different stream of research considers the case with
multiple individual players within the network, analyzed using a game-theoretical
approach: Rudi et al. (2001); Anupindi et al. (2001); Granot and Sosic (2003); Dong
and Rudi (2004); Zhao et al. (2005).

Obviously, when neither time nor cost is involved for delivery to a customer and for
lateral transshipment, the situation with one joint warehouse equals the situation
with separate local warehouses that apply lateral transshipment, since the latter can
be considered as a virtual joint warehouse. However, when times and cost are in-
volved, these two situations differ fundamentally. In case of a joint warehouse, there
will always be a certain transportation time to the customer; in case of lateral trans-
shipment, (sometimes) lateral transshipment transportation time is involved. It can
be expected that time and cost are crucial factors that determine which situation
performs best.

Time is important in the application we are interested in: expensive spare parts
with low demand rates. For these parts, transshipment and transportation cost are
not dominating (per time unit, they are low compared to holding cost), but time
is an essential factor (waiting time constraints are typically very restrictive and thus
binding in the optimum). In our exact analysis, we do not only take cost into account,
but also time, and then derive results on when inventory pooling by means of lateral
transshipment is beneficial. To the best of our knowledge, an exact analysis of whether
lateral transshipment is beneficial including the aspects of cost and time has not
been carried out before. For periodic review, Tagaras (1989) carries out an exact
analysis. In his model, he considers a model that minimizes total cost under service
level constraints, but he does not consider time explicitly. Wee and Dada (2005)
determine conditions that distinguish which of a number of alternative situations
(policies) is optimal, but also in their paper time is not taken into account. For
a continuous review (r,Q) policy, Needham and Evers (1998) present a method to
determine whether to use lateral transshipment but they do not incorporate time
considerations either. Wong et al. (2005-a, 2006) apply the same continuous review
setting with time-based service level constraints as we have, but in their work, the
notion that lateral transshipment is beneficial is taken as a basic principle. So they
do consider time, but they do not provide an analysis on whether transshipment is
beneficial. (Their parameter settings justify this assumption, but it does not hold in
general. The latter is one of the results that we obtain in this chapter.)
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This chapter is organized as follows. In Section 5.2, we formally introduce our model,
with the three alternative replenishment networks. In Section 5.3, we analyze each
situation separately. In Section 5.4, we present analytical results describing when
lateral transshipment is beneficial, and in Section 5.5, we perform a numerical ex-
periment that studies the size of these benefits. Section 5.6 contains a discussion on
extensions, and the chapter is concluded in Section 5.7.

All proofs are given in the Appendix at the end of this chapter.

5.2 Model

In this section we describe our model in §5.2.1, and then state and discuss our as-
sumptions in §5.2.2.

5.2.1 Description

Consider a set of local warehouses J , numbered j = 1, . . . , |J |, one product (or stock-
keeping unit, SKU), and one central warehouse with infinite stock for this product.
Each local warehouse j ∈ J faces demand for the product that follows a Poisson
process with rate m (0 < m < ∞). At each local warehouse j ∈ J , the same target
maximum expected waiting time per request is set, denoted by WT obj > 0. Local
warehouses are identical, or can be considered so for analytical purposes. The total
demand for all local warehouses together equals M = m|J |.
Consider a base stock policy, that can be applied either for the stock in one local
warehouse, or for the stock in all local warehouses together, or for the stock in a
so-called joint warehouse (to be introduced in Situation 2). In a base stock policy,
the inventory position, i.e., the stock on hand plus the stock in the replenishment
pipeline, is constant over time and equal to a certain value S (∈ N0 = N∪{0}). If the
stock on hand decreases by one because of a delivery to a customer, a new item is sent
by the central warehouse to replenish the stock, and thus the stock in the pipeline is
increased by one and the inventory position remains constant. The transportation or
replenishment time is generally distributed with mean treg > 0, and the corresponding
cost is Creg ≥ 0. Upon arrival of the item, the stock on hand increases by one and the
pipeline stock decreases by one, and again the inventory position remains constant.
In a pure base stock policy, this inventory position also is referred to as the base stock
level or order-up-to level.

Let a randomized policy constitute a mixture of at most two base stock policies with
consecutive inventory positions. A randomized policy can be denoted by its mean
inventory position R ≥ 0. In a randomized policy, at given R, the inventory position
is 
R� with probability 1− r, and �R with probability r, where r := R−
R�. Notice
that a randomized policy could be interpreted as a base stock policy with an order-
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up-to level that is continuous, and that a regular base stock policy is a special case
of a randomized policy. Furthermore, notice that we limit ourselves to mixtures of at
most two base stock policies with consecutive inventory positions, but that one could
also consider other types of randomized policies, e.g. mixtures of more than two base
stock policies and/or mixtures of base stock policies with nonconsecutive inventory
positions.

We consider the following alternative situations.

Situation 1 - Separate stock points All local warehouses carry stock. For the
total stock in all local warehouses together, a randomized policy is applied with
parameter R ≥ 0. Given this policy, each local warehouse j ∈ J gets an equal
share, and thus applies a randomized policy with parameter R/|J |. If an item
is demanded at a local warehouse and the local warehouse has stock on hand,
the item is delivered immediately by the local warehouse, and no transportation
time or cost is involved. If the local warehouse has no stock on hand when an
item is demanded, an emergency transshipment from the central warehouse to
the local warehouse is carried out (and the demand can be considered as a lost
sale from the local warehouse’s perspective). The corresponding transportation
time is generally distributed with mean tem, 0 ≤ tem ≤ treg, and the corre-
sponding cost is Cem + Creg, with Cem ≥ 0 the additional cost of emergency
replenishment compared to normal replenishment.

Situation 2 - One joint stock point Local warehouses do not carry stock. In-
stead, a new intermediate warehouse is introduced that acts as a joint stock
point, further referred to as the joint warehouse. The joint warehouse applies
a randomized policy with parameter R ≥ 0. If an item is demanded at a local
warehouse and the joint warehouse has stock on hand, the item is delivered by
the joint warehouse to the local warehouse. The corresponding transportation
time is generally distributed with mean tjw ≥ 0, and the corresponding cost
is Cjw ≥ 0. If the joint warehouse has no stock on hand when an item is de-
manded at the local warehouse, an emergency transshipment from the central
warehouse to the local warehouse is carried out (and the demand can be consid-
ered as a lost sale from the joint warehouse’s perspective). The corresponding
transportation time is generally distributed with mean tem, tjw ≤ tem ≤ treg,
and the corresponding cost is Cem + Creg, Cem ≥ Cjw.

Situation 3 - Separate stock points with lateral transshipment All local wa-
rehouses may carry stock. For the total stock in all local warehouses together,
a randomized policy is applied with parameter R, 0 ≤ R ≤ |J | (the domain re-
striction is necessary for our analysis). Given this policy, each local warehouse
j ∈ J gets an equal share, and thus applies a randomized policy with param-
eter R/|J |, centralized such that the total inventory position equals 
R� with
probability 1− r and �R with probability r. If an item is demanded at a local
warehouse and the local warehouse has stock on hand, the item is delivered
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immediately by the local warehouse, and no transportation time is involved.
If the local warehouse has no stock on hand when an item is demanded, but
one or more other local warehouses do have stock on hand at that moment, a
lateral transshipment from one of these other local warehouse is carried out to
the local warehouse at which the demand occurred. Let Ĵ ⊆ J denote the set
of local warehouses having stock on hand at this moment. Then, we assume
that the probability that local warehouse j ∈ Ĵ provides the lateral supply is
equal to 1/|Ĵ |. The corresponding transportation time is generally distributed
with mean tlat ≥ 0, and the corresponding cost is C lat ≥ 0. If none of the local
warehouses have stock on hand, an emergency transshipment from the central
warehouse to the local warehouse is carried out. The corresponding transporta-
tion time is generally distributed with mean tem, tlat ≤ tem ≤ treg, and the
corresponding cost is Cem + Creg, Cem ≥ C lat.

Note that the parameters treg, tem, Creg, and Cem are the same across all three models,
and that all time and cost parameters are problem-specific parameters, not decision
variables. In contrast to this, R is a decision variable – the same value need not (and
in fact typically would not) be used across the three different system architectures (or
situations). A graphical representation of the three alternative situations is given in
Figure 5.1.

Typically, tjw ≤ tlat: A joint warehouse, as introduced in Situation 2, will obviously be
located such that transportation times to the local warehouses are minimized. There-
fore it is reasonable, though not necessary, to assume that the mean transportation
time from the joint warehouse to any of the local warehouses never exceeds the mean
lateral transshipment time.

The holding cost for holding one unit of the product in stock for one period is Ch > 0.
Holding cost is also incurred for items in the replenishment pipeline (from the central
warehouse to the joint or local warehouse).

We are interested in the optimal expected total holding and transportation cost in all
situations under the condition that the expected waiting time meets a predetermined
target. Expressions for the waiting time and cost in the alternative situations are
derived in Section 5.3. Every item that is demanded, brings at least a cost of Creg,
either as cost for the normal replenishment of the item that is used, or as part of the
emergency replenishment cost. In each situation, fixed transportation cost per time
unit is therefore MCreg, which we will exclude from the cost expressions.

5.2.2 Assumptions

In this subsection, we state and discuss the assumptions in our model.

• A model with waiting time constraints: Two types of models are possible. The
first type of models are cost models, that minimize the sum of holding cost,
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Figure 5.1 Graphical representation of Situations 1, 2, and 3
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transportation cost, and penalty cost related to performance (typically waiting
time). The second type are constrained models or service (level) models, that
minimize holding cost and transportation cost under a certain constraint with
respect to the service level (or waiting time). In this chapter, we use a con-
strained model, since this makes it possible to compare alternative situations
under equal conditions, by setting equal constraints for the waiting times. In a
cost model, a given penalty cost parameter value can result in different waiting
times and different costs in the alternative situations, thus making comparison
less straightforward. Furthermore, the service level model is more common in
practice.

• Single-item: We concentrate on the single-item case, i.e., with only one SKU,
to be able to compare alternative situations on the SKU level without having
interaction effects between items that occur in multi-item models. While im-
portant, consideration of these interactions could confound our comparison of
the three models, which is the goal of this chapter.

• Randomized policies: Although in practice randomized policies probably never
will be used, we assume this kind of policies in order to make a clean theoretical
comparison. Under base stock policies, even if holding cost dominates trans-
portation cost, it is unlikely that waiting time constraints will be met exactly.
However, we would like to compare different situations under equal performance.
To make sure that waiting time constraints can be satisfied with equality (if
feasible), and thus that comparisons can be made under exactly equal service
levels, we allow for randomized policies instead of static base stock policies. We
distinguish between two types of randomization: (i) randomization over local
warehouses, ensuring that, at a given base stock policy with integral parameter
S for the stock in all local warehouses together, all local warehouses j ∈ J get
an equal share by alternating between (at most) two base stock policies with
successive inventory positions 
S/|J |� and �S/|J |, centralized such that the
total inventory position always equals S, and (ii) randomization between two
base stock policies with successive inventory positions. Type (i) is only present
in Situation 3. Type (ii) is present in all situations. In Situation 2 this random-
ization type (ii) is applied for the stock at the joint warehouse, in Situations 1
and 3 for the total stock in all local warehouses together.
For both type (i) and (ii), we assume that a randomized policy is a combination
of two base stock policies with successive inventory positions. Theoretically, a
combination of two base stock policies with non-successive inventory positions is
also possible, but such a combination will never be optimal under convexity (of
cost and waiting time expressions). We will show that convexity always holds
in Situations 1 and 2, and that only convex cases are of interest in Situation 3.
Thus, randomization between two base stock policies with successive inventory
positions is optimal. As an extension to our model, we also study the case
without randomization type (ii) in Section 5.6, and thus quantify the impact of
this assumption.
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• Symmetric warehouses, with demand according to a Poisson process: The as-
sumption of symmetry is necessary for our analysis (of Situation 3), as we show
in Section 5.3. While in practice costs and demands will not be purely symmetric
across different facilities, they may often be close enough that our assumptions
will not be unreasonable: As we are examining the problem at a single-item
level, costs and demands will be largely driven by the identical machines, with
very similar failure characteristics, serviced by the different warehouses. More-
over, warehouses will often be placed, when possible, such that they face similar
magnitudes of demand. If this is not the case, our analysis of Situations 1 and
2 will still be valid, and our analysis of Situation 3 will be an approximation.

The stationary results (steady-state probabilities) that we obtain for each of the
situations are invariant with the distribution of inter-arrival times. However, for
our further analysis, we need information on what arriving requests experience,
which we obtain by assuming that the demand occurs according to a Poisson
process, making PASTA applicable.

• At most one item in stock in each local warehouse: The assumption that at
most one item is put on stock in each local warehouse implies that a solution
can be obtained that meets the target waiting times only for SKU-s with low
demand rates. Typically, for expensive high-tech equipment there are a number
of spare parts with a high price (holding cost) and low failure rate, a number of
spare parts with low price and high failure rate, and spare parts that have both
low price and low failure rate. Parts that have a high price and a high failure
rate are rare, as these parts will have highest attention from the development
department to reduce the number of breakdowns and thus cost. So, expensive
parts typically have small failure rates. At ASML, these failure rates (and the
cost) are such that it is almost never optimal to put more than one item of an
expensive SKU on stock in a local warehouse. Our model may thus be mainly
applicable for expensive SKU-s; because of their price (and holding cost) such
parts deserve special attention. In particular for these expensive items, we
determine which system architecture performs best and what cost reductions
can be obtained.

• Holding cost also incurred for items in the replenishment pipeline: For items in
the pipeline, holding cost is incurred since these items are the property of the
OEM. This is the case since either the item is supplied by a central warehouse
owned by the OEM, or the replenishment pipeline constitutes a repair pipeline.
It is also possible to exclude items in the pipeline from holding costs. In that
case, holding cost expressions will deviate from those we derive later.

• Transportation times and cost: Transportation times for normal replenishment
to a local warehouse or to the joint warehouse have the same mean treg and dis-
tribution in all situations, independent on the warehouse. As stated in Section
5.1, we consider a situation with a number of local warehouses close to each
other and a central warehouse at a far distance. It is reasonable to assume then
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that transportation times from the central warehouse to either of these local
warehouses do not differ appreciably. Also, the joint warehouse as present in
Situation 2 will be located close to the local warehouses, which implies simi-
lar transportation times. Furthermore, we assume that the distributions of the
emergency transshipment times are equal for all local warehouses, and the dis-
tributions of the transportation times from the joint warehouse (in Situation 2)
are equal for all local warehouses, and the distribution of the lateral transship-
ment times (in Situation 3) are equal for all combinations of local warehouses.
Although in practice these assumptions do not completely hold, they are not
far beyond the truth, since a large part of the transportation time consists of
order-picking, finding transportation (courier or next plane), and transportation
at the customer site (into the clean room), which generally is independent on
the local warehouse to which the item is sent. For similar reasons we assume
transportation cost parameters Creg, Cem, Cjw, and C lat do not depend on the
local warehouse(s). Notice that in our notion of transportation, activities like
order-picking are included.

Remark 5.1 In our model, we assume that the transportation time from the local
warehouse to the customer as well as the corresponding cost are equal to zero. How-
ever, if these are nonzero, our model can still be used by correcting for these terms.

5.3 Analysis by situation

In this section, we separately analyze Situations 1, 2, and 3. For each we use a closed
queueing network representation to derive closed-form expressions for the steady-state
probabilities of number in replenishment (or equivalently number in stock) under
base stock policies. Especially with respect to Situation 3, the insight that it can be
modeled as a closed queueing network is novel. Furthermore, for each situation and
randomized policies, we derive expressions for the expected waiting time per request,
using the obtained closed-form expressions, and give an expression for the expected
total holding and transportation cost. We use superscripts 1, 2, and 3 to refer to
Situations 1, 2, and 3, respectively. After the analysis of the different situations, we
present a high-level discussion of our modeling approach in the last subsection.

5.3.1 Situation 1: Separate stock points

In Situation 1, for a given base stock policy at a local warehouse, this local warehouse
can be analyzed individually. Recall that if a randomized policy with parameter R
is applied for the total stock in all local warehouses together, each local warehouse
applies a randomized policy with parameter R/|J | and thus a combination of base
stock policies with inventory positions 
R/|J |� and �R/|J |, respectively.
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For now, let Sj ∈ N0 denote the base stock level at an arbitrary local warehouse
j ∈ J . Let π1

k(Sj), k ∈ {0, . . . , Sj}, denote the steady-state probability that, at base
stock level Sj , the local warehouse has k items in the replenishment pipeline, and thus
Sj − k items on hand (superscript 1 refers to Situation 1). The situation at the local
warehouse can be described by a closed queueing network with Sj customers and two
stations: (i) a single server with first-come first-served service discipline, which repre-
sents the stock on hand (being demanded), and (ii) an ample server, which represents
the pipeline stock (being replenished). The service time for a job at the single server is
exponentially distributed with parameter 1/m; this is required to ensure that arrivals
see time-averages, but is not required for the derivation of our time-stationary results,
i.e. Equation (5.1). Under the exponential demand assumption, we can permit any
work conserving service discipline at the single server; if we generalize to other dis-
tributions (foreswearing PASTA) we are restricted to symmetric queueing disciplines,
such as last-come-first-served preemptive-resume or processor sharing. The service
time for any job at the ample server is generally distributed with mean treg.

If service times at the ample server would be Phase-Type distributed, our closed
queueing network would satisfy the definition of a so-called BCMP-network, see Bas-
kett et al. (1975). In 1976, Barbour proved that, for symmetric queues, where Baskett
et al. admit Phase-Type distributions, one can allow general service times (for a defi-
nition of symmetric queues, see e.g. Wolff, 1989, pp. 338–340). Therefore, the results
of Baskett et al. hold for our closed queueing network. According to their Theorem
(Baskett et al., 1975, pp. 253–254), at given Sj , the steady-state probabilities π1

k(Sj)
are given by

π1
k(Sj) =

(mtreg)k/k!∑Sj

y=0(mtreg)y/y!
, k ∈ {0, . . . , Sj}. (5.1)

Since Poisson arrivals see time-averages, the steady-state probability π1
Sj

(Sj) con-
stitutes the probability that an arbitrary demand at the local warehouse cannot be
fulfilled from the local warehouse’s stock. This steady-state probability can be inter-
preted as the lost sales probability at given base stock level Sj at the local warehouse.
It is strictly decreasing and strictly convex in Sj , as is proved by Karush (1957, see
also our Remark 2.2 on page 41).

Let p1(R) denote the probability that an arbitrary request at an arbitrary local ware-
house in Situation 1 is fulfilled by an emergency replenishment from the central ware-
house, if for the total stock in all local warehouses together a randomized policy is
applied with parameter R. Then, since each local warehouse gets an equal share and
thus applies a randomized policy with parameter R/|J |,

p1(R) = (1 − (R/|J | − 
R/|J |�)) π1
�R/|J|�(
R/|J |�)+

(R/|J | − 
R/|J |�) π1
�R/|J|�+1(
R/|J |� + 1).

Notice that p1(R) is piecewise linear, strictly decreasing, and convex in R.

For 0 ≤ R ≤ |J |, p1(R) can be written as follows (using π1
0(0) = 1 and π1

1(1) =
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mtreg/(1 + mtreg)).

p1(R) = π1
0(0) − (π1

0(0) − π1
1(1)

)
R/|J | = 1 − R

|J |(1 + mtreg)
. (5.2)

The waiting time for an arbitrary request at a local warehouse is zero if the local
warehouse has stock on hand, and on average tem if all items of the local warehouse’s
stock are in replenishment.

Let WT 1(R) and CT 1(R) denote the expected waiting time (transportation time)
and transportation cost, respectively, for an arbitrary request at an arbitrary local
warehouse in Situation 1, at given R. Then,

WT 1(R) = p1(R)tem, (5.3)

CT 1(R) = p1(R)Cem.

Notice that WT 1(R) and CT 1(R) are both piecewise linear, strictly decreasing, and
convex in R.

Let C1(R) denote the expected total cost per unit time in Situation 1, at given R.
Then,

C1(R) = ChR + CT 1(R)M. (5.4)
Notice that C1(R) is piecewise linear and convex in R.

Define R1∗ :=
{

k|C1(k) ≤ C1(R), k, R ∈ RF 1
}

,

with RF 1
:=
{
R|WT 1(R) ≤ WT obj, R ≥ 0

}
, i.e., RF 1

is the set of values of R that
satisfy the waiting time constraint. Notice that R1∗ can be found easily, for example
as follows. First,

{
k|WT 1(k) = WT obj, k ≥ 0

}
must be determined, which can be

done easily owing to the piecewise linear, strictly decreasing, and convex behavior
of WT 1(R) with respect to R. This k does exist and is finite, because WT 1(R) is
strictly decreasing and convex and WT 1(∞) → 0 (since π1

∞(∞) → 0).

If C1(R) is strictly increasing in R at k, then R1∗ = k, owing to the convexity of
C1(R) with respect to R, and the fact that the waiting time constraint is binding,
i.e., WT 1(R1∗) = WT obj.

If C1(R) is strictly decreasing in R at k, R1∗ =
{
l|C1(l) ≤ C1(R), l, R ≥ 0

}
, which

can be found easily, again owing to the convexity of C1(R) with respect to R. This l
does exist and is finite, because C1(R) is convex in R, C1(R) → ∞ as R → ∞, and
e.g. for R = 0, it can be verified easily that C1(R) is finite. It holds that l > k, since
C1(R) is convex and strictly decreasing in R at k. Now, the waiting time constraint
is not binding, i.e., WT 1(R1∗) < WT obj. In this case, there always exists an l that is
an integer multiple of |J |, because C1(R) is piecewise linear in R and changes slope
at integer multiples of |J | only.

If C1(R) is invariant in R at k, i.e. the slope of C1(R) is zero, infinitely many values
can be found for R1∗, among which are a k where the waiting time constraint is
binding and an l that is an integer multiple of |J |.
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5.3.2 Situation 2: Joint warehouse

In Situation 2, the joint warehouse is the only warehouse that carries stock. The total
demand faced by the joint warehouse follows a Poisson process with parameter M .

Let π2
k(S), k ∈ {0, . . . , S}, denote the steady-state probability that, at base stock

level S, the joint warehouse has k items in the replenishment pipeline, and thus S−k
items on hand (superscript 2 refers to Situation 2). In analogy to Situation 1,

π2
k(S) =

(Mtreg)k/k!∑S
y=0(Mtreg)y/y!

, k ∈ {0, . . . , S},

and π2
S(S) is strictly decreasing and strictly convex in S.

Let p2(R) denote the probability that an arbitrary request at an arbitrary local ware-
house in Situation 2 is fulfilled by an emergency replenishment from the central ware-
house, if for the joint warehouse a randomized policy is applied with parameter R.
Then,

p2(R) = (1 − r)π2
�R�(
R�) + rπ2

	R
(�R),

with r = R − 
R�. Notice that p2(R) is piecewise linear, strictly decreasing, and
convex in R.

The expected waiting time for an arbitrary request at an arbitrary local warehouse
j ∈ J is always non-zero, since at least a transportation time tjw is needed. If the
joint warehouse has stock on hand, the expected waiting time is tjw. If all items of
the joint warehouse’s stock are in replenishment, the expected waiting time is tem.

Let WT 2(R) and CT 2(R) denote the expected waiting time (transportation time)
and transportation cost, respectively, for an arbitrary request at an arbitrary local
warehouse in Situation 2, at given R. Then,

WT 2(R) = (1 − p2(R))tjw + p2(R)tem = tjw + p2(R)
(
tem − tjw

)
,

CT 2(R) = Cjw + p2(R)
(
Cem − Cjw

)
.

Notice that WT 2(R) and CT 2(R) are both piecewise linear, strictly decreasing, and
convex in R, since p2(R) is piecewise linear, strictly decreasing, and convex in R.

Let C2(R) denote the expected total cost per unit time in Situation 2, at given R.
Then,

C2(R) = ChR + CT 2(R)M. (5.5)

Notice that C2(R) is piecewise linear and convex in R.

Define R2∗ :=
{

k|C2(k) ≤ C2(R), k, R ∈ RF 2
}

,

with RF 2
:=
{
R|WT 2(R) ≤ WT obj, R ≥ 0

}
, again the feasible region for values of



5.3 Analysis by situation 95

R2. This R2∗ exists and is finite if WT obj > tjw. In that case, it can be found
easily, similar to R1∗, with the only difference that if the waiting time constraint is
not binding, there always exists a k that is integer (and not necessarily an integer
multiple of |J | as in Situation 1). If WT obj ≤ tjw, by no means a feasible solution
can be obtained - the joint warehouse is too far from the customers to satisfy their
demands in time.

5.3.3 Situation 3: Lateral transshipment

In Situation 3, it is not possible to analyze the local warehouses individually because
of the lateral transshipment option. Therefore we first derive expressions in terms of
a given integer S, and then use these to determine expressions for the randomized
value R.

Let Sj (∈ {0, 1}), j ∈ J , denote the current inventory position at local warehouse
j. (The inventory position varies between zero and one due to randomization if
0 < R < |J |, and is equal to zero if R = 0 and equal to one if R = |J |.) Let J̃ ⊆ J

denote the set of local warehouses j with Sj = 1. Let S := |J̃ |, and assume without
loss of generality that the first S local warehouses are in the set J̃ . Situation 3 can be
described by a closed queueing network with S job classes with one job each, and two
stations: (i) a single server with processor sharing service discipline, which represents
the stock on hand, and (ii) an ample server, which represents the pipeline stock. The
service time for a job at the single server is exponentially distributed with parameter
1/M . The service time for any job at the ample server is generally distributed with
mean treg.

That the demand process can be modeled as a single server with processor sharing
service discipline can be seen as follows. If only one local warehouse j ∈ J̃ has stock on
hand, i.e., if one job is present at the station that represents the demand process, then
this local warehouse faces the total demand rate M from all local warehouses, i.e.,
this job is processed as the only job at station (i) and gets a high rate M . However,
if k ∈ {2, . . . , S} local warehouses have stock on hand, i.e., if k jobs are present at
station (i), then the total demand rate M is equally divided over all k local warehouses
(according to the assumption on the lateral supply discipline), i.e., each of the jobs is
processed at a slower rate M/k (and the total processing rate is still M). If there is
no local warehouse that has stock on hand, i.e., if there is no job present at station (i),
then the actual demand rate is zero (since all demand is lost for the local warehouses
and fulfilled by emergency replenishment), i.e., the service rate at station (i) is zero
since there are simply no jobs available to process.

That the replenishment process can be modeled as an ample server follows from the
fact that each item that is being replenished, i.e., each job at station (ii), gets a service
time that is generally distributed with mean treg.

Notationally, let xj ∈ {0, 1}, j ∈ {1, . . . , S} (i.e., j ∈ J̃), denote the number of items



96 Chapter 5. Lateral transshipment: An exact analysis

in the replenishment pipeline for local warehouse j. Note that the number of items
in the replenishment pipeline is always zero for local warehouses j ∈ {S + 1, . . . , |J |}
(i.e., j ∈ J \ J̃). Let x denote the vector of xj , j ∈ J̃ , i.e., x := (x1, . . . , xS). Thus, x

represents the state of the system, and in total 2|J̃| different states are possible (this
is why Markov process representations become intractable). Let X(S) denote the set
of states at given S. Let π3

x(S), x ∈ X(S), denote the steady-state probability that,
at given S, local warehouse j, j ∈ J̃ , has xj items in the replenishment pipeline, and
thus 1 − xj items on hand. A closed-form expression for π3

x(S), S ∈ {1, . . . , |J |}, is
given in the following theorem.

Theorem 5.1 For S ∈ {1, . . . , |J |}, J̃ = {1, . . . , S}, Sj = 1, j ∈ J̃ , and Sj = 0,
j ∈ J \ J̃ ,

π3
x(S) =

(S −∑j∈J̃ xj)!
∏

j∈J̃(Mtreg)xj∑
y∈X(S)(S −∑j∈J̃ yj)!

∏
j∈J̃(Mtreg)yj

, x ∈ X(S).

Notice that if S = 0, then J̃ = ∅, and there is only one possible state with Sj = 0,
j ∈ J .

Remark 5.2 Notice that in case of asymmetric demand, the processor sharing server
becomes a discriminatory processor sharing server. In that case, it is apparently no
longer possible to obtain closed-form solutions, since even for the open network, this
problem is unsolved for general service time distributions (see e.g. Yashkov, 1987;
Altman et al., 2006).

Furthermore, notice that in case of symmetric demand and with Sj ∈ N0 (instead
of Sj ∈ {0, 1}), j ∈ J , the processor sharing server becomes a generalized processor
sharing server with equal total rates for each job class (each local warehouse). This is
true since each local warehouse that has stock on hand faces an equal part of the total
demand. Also in that case, it is no longer possible to obtain closed-form solutions.
Even in the open network, this problem has been described as intractable Lieshout et
al. (2006).

Finally, notice that in case of asymmetric demand and with Sj ∈ N0, j ∈ J , the
processor sharing server becomes a generalized processor sharing server with different
total rates for each job class, and, again, it is no longer possible to obtain closed-
form solutions. Should evaluation methods for discriminatory or generalized processor
sharing evolve, extensions of our work to these more general models will be immediate.

Let π3
k(S), k ∈ {0, . . . , S}, S ∈ {0, . . . , |J |}, denote the steady-state probability that,

at given S, in total k items are in the replenishment pipeline, and thus S − k items
are on hand in S − k different local warehouses (superscript 3 refers to Situation 3).
A closed-form expression for π3

k(S) is given in the following corollary.



5.3 Analysis by situation 97

Corollary 5.1

π3
k(S) =

(Mtreg)k/k!∑S
y=0(Mtreg)y/y!

, k ∈ {0, . . . , S}, S ∈ {0, . . . , |J |}.

Notice that π3
k(S) = π2

k(S), k ∈ {0, . . . , S}, S ∈ {0, . . . , |J |}, since both Situation
2 and 3 use pooling, and that π3

S(S) is strictly decreasing and strictly convex in S,
S ∈ {0, . . . , |J |}.
Let W 3(S) denote the expected waiting time (transportation time) for an arbitrary
request at an arbitrary local warehouse in Situation 3, at given base stock level S (for
all local warehouses together). Then, W 3(S) is given in the following lemma.

Lemma 5.1 For S ∈ {0, . . . , |J |},

W 3(S) = (1 + mtreg) tlat − S

|J | t
lat + π3

S(S)
(
tem − (1 + mtreg) tlat

)
,

and W 3(S) is strictly decreasing in S.

Notice that randomization type (i), assumed in Situation 3, is required for Lemma
5.1 to hold. Further, notice that W 3(S) is convex in S if

(1 + mtreg)tlat ≤ tem. (5.6)

(If Equation (5.6) fails to hold, we have concavity.)

Let p3(R), 0 ≤ R ≤ |J |, denote the probability that an arbitrary request at an
arbitrary local warehouse in Situation 3 is fulfilled by an emergency replenishment
from the central warehouse, if for the total stock in all local warehouses together a
randomized policy is applied with parameter R. Then, since a request is only lost if
none of the local warehouses has stock on hand,

p3(R) = (1 − r)π3
�R�(
R�) + rπ3

	R
(�R),
with r = R − 
R�. Notice that p3(R) = p2(R), 0 ≤ R ≤ |J |, and that p3(R) is
piecewise linear, strictly decreasing, and convex in R.

Let WT 3(R) and CT 3(R) denote the expected waiting time (transportation time)
and transportation cost, respectively, for an arbitrary request at an arbitrary local
warehouse in Situation 3, at given R. Then, for 0 ≤ R ≤ |J |, generalizing Lemma 5.1:

WT 3(R) = (1 + mtreg) tlat − R

|J | t
lat + p3(R)

(
tem − (1 + mtreg) tlat

)
, (5.7)

and for the cost we find

CT 3(R) = (1 + mtreg) C lat − R

|J |C
lat + p3(R)

(
Cem − (1 + mtreg) C lat

)
.
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Notice that WT 3(R) and CT 3(R) are both piecewise linear and strictly decreasing in
R. WT 3(R) is convex in R if Equation (5.6) holds, and CT 3(R) is convex in R if

(1 + mtreg)C lat ≤ Cem. (5.8)

(If Equation (5.8) fails to hold, we have concavity.)

Let C3(R) denote the expected total cost per unit time in Situation 3, at given R.
Then, for 0 ≤ R ≤ |J |,

C3(R) = ChR + CT 3(R)M. (5.9)

Notice that C3(R) is piecewise linear in R. Furthermore, it is convex in R if Equation
(5.8) holds.

Define R3∗ :=
{

k|C3(k) ≤ C3(R), k, R ∈ RF 3
}

,

with RF 3
:=
{
R|WT 3(R) ≤ WT obj, 0 ≤ R ≤ |J |}. This R3∗ exists and is finite if

WT obj ≥ WT 3(|J |). (Notice that this condition arises from the domain restrictions
necessary for our modeling.) If the condition is not satisfied, a feasible solution does
exist (with R > |J |), but we are unable to analyze it under our model. (That a
feasible solution does exist follows since if R → ∞, then each local warehouse will
have infinite stock and thus the waiting time goes to zero.)

We define the convex case as the case where both Equations (5.6) and (5.8) hold. It is
reasonable to assume that Equation (5.6) holds. Recall that we are interested in ap-
plications with low demand rates. It is thus realistic to have mtreg ≤ 1. Furthermore,
if lateral transshipment does not decrease mean transportation time by a factor 2
compared to emergency transportation from the central warehouse, the use of lateral
transshipment may be questionable, and, typically, one would not consider this option
in practice. Together, this implies that Equation (5.6) will be satisfied. Also, it is rea-
sonable to assume that Equation (5.8) holds, since it is likely that C lat ≤ 1

2Cem. Both
lateral transshipment and emergency transportation are rush transportation modes,
but the distance for lateral transshipment is considerably smaller.

In the convex case, R3∗ can be found easily, similar to R1∗, with the only difference
that, if the waiting time constraint is not binding, there always exists a k that is
integer (and not necessarily an integer multiple of |J | as in Situation 1).

5.3.4 Discussion on closed queueing network representations

In the previous subsections we have analyzed the three situations separately. For
each situation we used a closed queueing network representation to obtain closed-form
expressions for steady-state probabilities. In this subsection we discuss the advantages
of the closed queueing network representation as compared to other methods.

Situation 1 can also be modeled as an M/G/c/c-queue with Poisson arrival rate m, a
service rate for each job that is generally distributed with mean treg, and Sj servers
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(and no waiting room). Here, π1
k(Sj) is the steady-state probability for having k cus-

tomers at the server and the same expressions are obtained as in Equation (5.1). Also,
for exponential replenishment rates, Equation (5.1) follows from the Markov process
description. Similarly, π2

k(S) and the marginal steady-state probabilities π3
k(S) can be

obtained via these two ways instead of the closed queueing networks that we describe.
For exponentially distributed replenishment lead times, not only the marginal, but
all steady-state probabilities for Situation 3 can be determined by evaluation of the
corresponding Markov process, as in Wong et al. (2005-a). For this Markov process,
we do not have restrictions on the base stock levels, and also, asymmetric demand
can be dealt with. However, exact evaluation of this Markov process is only possible
for a limited number of local warehouses, since the state space grows exponentially
in the number of local warehouses.

Especially for Situation 3 the closed queueing network representation has the following
advantages. (i) In the replenishment process other service disciplines can be modeled
and analyzed as well. (ii) For the determination of the steady-state probabilities of
inventory in system we do not need to assume Poisson demand. (iii) At this moment,
for Situation 3 we are only able to analyze the case with equal demand rates (see Re-
mark 5.2). However, should closed-form expressions for generalized processor sharing
and/or discriminatory processor sharing be found, we can immediately incorporate
these results in our closed-queueing model and thus handle larger base stock levels
per local warehouse and asymmetric demand, respectively. (iv) With our modeling
approach, extensions might be possible (e.g. to the multi-echelon situation).

5.4 Analytical comparison

This section starts with a small subsection on special cases, some of which we use as
building blocks in proofs in the remainder of this section. After that, we analytically
compare the situation with lateral transshipment (Situation 3) to the situation with
separate stock points but without lateral transshipment (Situation 1) and the situation
with one joint stock point (Situation 2), deriving conditions under which Situation 3
outperforms Situations 1 and 2. (We do not compare Situations 1 and 2 since that
is not our current interest. Similarly, we limit ourselves to cases where Situation 3 is
feasible.) Especially with respect to Situation 1, it appears that the conditions that
we obtain match real-life characteristics.

5.4.1 Preliminary cases

Notice that WT 1(0) = WT 2(0) = WT 3(0) = tem, that CT 1(0) = CT 2(0) =
CT 3(0) = Cem, and that C1(0) = C2(0) = C3(0) = MCem. So, at any |J |, for
R = 0, Situations 1, 2, and 3 are equivalent, as they should be.

If |J | = 1, Situations 1 and 3 are equivalent, i.e., WT 1(R) = WT 3(R), 0 ≤ R ≤ 1, and
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CT 1(R) = CT 3(R), 0 ≤ R ≤ 1, as can be verified algebraically, and thus C1(R) =
C3(R), 0 ≤ R ≤ 1. This is logical since if only one local warehouse exists, lateral
transshipment cannot be carried out. Further, at |J | = 1, WT 1(R) ≤ WT 2(R), R ≥ 0
(equality holds only at R = 0, and at R > 0 if tjw = 0), and CT 1(R) ≤ CT 2(R),
R ≥ 0 (equality holds only at R = 0, and at R > 0 if Cjw = 0). Thus, C1(R) ≤
C2(R), and, since WT 1(R) and WT 2(R) are both strictly decreasing and convex in
R, R1∗ ≤ R2∗ and C1(R1∗) ≤ C2(R2∗). This happens since in Situation 2 always at
least a transportation time tjw is needed which brings cost Cjw, while no benefits are
obtained from the pooling, since there is only one local warehouse. Intuitively, it is
logical that if there is only one local warehouse, it makes no sense to put inventory
in a ’joint’ warehouse instead of in the local warehouse itself.

Remark 5.3 In the following lemma, we present a sufficient condition for the waiting
time constraints to be binding in all situations.

Lemma 5.2 If Ch ≥ MCem, then WT 1(R1∗) = WT 2(R2∗) = WT 3(R3∗) = WT obj.

For each situation separately, a stronger condition than in Lemma 5.2 can be derived.
The merit of the lemma is that it presents a condition that results in binding waiting
time constraints in all situations.

5.4.2 Lateral transshipment vs. Separate stock points

If C1(R1∗) ≥ C3(R3∗), it means that Situation 3 outperforms (dominates) Situation
1. In this subsection, we present two lemmas that provide sufficient conditions for this
(Lemmas 5.4 and 5.5), but before doing that, we state one auxiliary lemma (Lemma
5.3).

Lemma 5.3

(i) p1(|J |) ≥ p3(|J |).

(ii) WT 1(|J |) − WT 3(|J |) =
(
tem − (1 + mtreg)tlat

) (
p1(|J |) − p3(|J |)) .

In the convex case, Equation (5.6) holds, and thus WT 1(|J |) ≥ WT 3(|J |), as can be
seen from Lemma 5.3. This is used in the proofs of Lemmas 5.4 and 5.5.

Lemma 5.4 considers the case that R1∗ occurs in the domain of Situation 3 (0 ≤
R1∗ ≤ |J |).

Lemma 5.4 For the convex case, if 0 ≤ R1∗ ≤ |J |, then C1(R1∗) ≥ C3(R3∗).
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Note that the condition that 0 ≤ R1∗ ≤ |J | will be most applicable with items
having high holding costs and/or low demand rates. This condition can alternately
be replaced by WT obj ≥ WT 1(|J |) and C1(|J | + 1) ≥ C1(|J |).
Lemma 5.5 provides a more general condition (valid also for larger values of R1∗).

Lemma 5.5 For the convex case, if WT obj ≥ WT 3(|J |) and C1(|J | + 1) ≥ C1(|J |),
then C1(R1∗) ≥ C3(R3∗).

A sufficient condition for C1(|J | + 1) ≥ C1(|J |) to hold is that Ch ≥ mCem

1+mtreg , which
again is most likely to hold with items having high holding costs and/or low demand
rates. This condition Ch ≥ mCem

1+mtreg implies C1(1) ≥ C1(0); because C1(R) is convex,
it thus is increasing on its entire domain. In this case the waiting time constraint will
be binding for Situation 1.

If both Equations (5.6) and (5.8) do not hold, then Situation 1 outperforms Situation
3. Recall that in this case, WT 3(R) and CT 3(R) are concave with respect to R.
Furthermore, recall that we assume that a randomized policy is a combination of two
base stock policies with successive inventory positions. Notice, however, that in case of
concavity, a combination of both end points of the domain for R, R = 0 and R = |J |,
would lead to lower WT 3(R) and CT 3(R) because of concavity. However, this would
not change the obtained results, since WT 1(R) is linear in R and we have, because of
Equations (5.6) and (5.8), that WT 3(R) ≥ WT 1(R) and CT 3(R) ≥ CT 1(R) even for
these integer-valued end points. If only one of the Equations (5.6) and (5.8) holds,
dominance is harder to establish.

The above lemmas give insights into the benefits of lateral transshipment compared
to the situation with separate stock points without lateral transshipment. They state
that if Situation 3 is feasible, it implies a cost reduction compared to Situation 1 if
Equations (5.6) and (5.8) hold. If Situation 3 is infeasible, i.e., if WT obj < WT 3(|J |),
but Equations (5.6) and (5.8) do still hold, it can be expected that lateral transship-
ment is still beneficial compared to the situation without lateral transshipment, but
under our model, we are not able to analyze this case currently.

Finally, we mention again that the conditions regarding R1∗ and WT 3(|J |) in both
lemmas are well-suited for expensive parts with low failure rates, as is common in
spare parts networks.

5.4.3 Lateral transshipment vs. Joint warehouse

From the previous subsection, we have, under reasonable assumptions – primarily
that (5.6) and (5.8) hold – that Situation 3 outperforms Situation 1. For cases with
WT obj ≤ tjw, we thus have that Situation 3 is the best alternative of the three sit-
uations, since it outperforms Situation 1, and Situation 2 is infeasible. This is an
important observation: A tight waiting time constraint is common in practice, espe-
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cially in spare parts service networks for high-tech equipment. Thus, it is not unlikely
that WT obj ≤ tjw, and so, in practice Situation 2 may have limited applicability.

However, if WT obj > tjw, Situations 2 and 3 should be compared; this is accomplished
in the current subsection, where we assume that Situations 2 and 3 are both feasible,
i.e., that WT obj > tjw and that WT obj ≥ WT 3(|J |).
If C2(R2∗) ≥ C3(R3∗), it means that Situation 3 outperforms (dominates) Situation 2.
We present two lemmas that provide sufficient conditions for this. The first lemma,
Lemma 5.6, considers the case that R2∗ occurs in the domain of Situation 3 (0 ≤
R2∗ ≤ |J |). The second lemma, Lemma 5.7, provides conditions valid for larger
values of R2∗. After this we present more basic sufficient conditions which guarantee
that conditions in Lemmas 5.6 and/or 5.7 hold.

Lemma 5.6 If both Situations 2 and 3 are feasible (i.e., WT obj > tjw and WT obj ≥
WT 3(|J |)) and

(i) 0 ≤ R2∗ ≤ |J |;
(ii) WT 2(R2∗) ≥ WT 3(R2∗); and

(iii) C2(R2∗) ≥ C3(R2∗);

then C2(R2∗) ≥ C3(R3∗).

Condition (i) in Lemma 5.6 can also be stated as: WT obj ≥ WT 2(|J |) and C2(|J | +
1) ≥ C2(|J |).
If 0 ≤ R2∗ ≤ |J | does not hold (i.e. R2∗ ≥ |J |), an alternate result can be proved:

Lemma 5.7 If both Situations 2 and 3 are feasible (i.e., WT obj > tjw and WT obj ≥
WT 3(|J |)) and

(i) R2∗ ≥ |J |;
(ii) C2(|J | + 1) ≥ C2(|J |); and

(iii) C2(|J |) ≥ C3(|J |);

then C2(R2∗) ≥ C3(R3∗).

Notice that the conditions R2∗ ≥ |J | and C2(|J | + 1) ≥ C2(|J |) in Lemma 5.7 to-
gether assure that the waiting time constraint will be binding for Situation 2, i.e.
WT 2(R2∗) = WT obj.

Now we move to discuss sufficient conditions that ensure the various conditions in
the previous two lemmas hold. First, a sufficient condition for C2(|J | + 1) ≥ C2(|J |)
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(condition (ii) of Lemma 5.7) to hold, is that Ch ≥ M
(
Cem − Cjw

)
/(1 + Mtreg).

This is true since then C2(1) ≥ C2(0). Because C2(R) is convex, it thus is increasing
on its entire domain.

In the remainder of this subsection, we concentrate on conditions (ii) and (iii) men-
tioned in Lemma 5.6 (WT 2(R2∗) ≥ WT 3(R2∗) and C2(R2∗) ≥ C3(R2∗)) and condi-
tion (iii) in Lemma 5.7 (C2(|J |) ≥ C3(|J |)), presenting sufficient conditions for these
to hold. With respect to condition (ii) in Lemma 5.6, we first present an auxiliary
lemma and corollary, Lemma 5.8 and Corollary 5.2, and then apply these results in
Lemma 5.9. With respect to the mentioned cost conditions (iii) of both lemmas,
results analogous to Lemma 5.8 and Corollary 5.2 can be obtained, which we apply
in Lemmas 5.10 and 5.11.

In Lemma 5.8, a necessary and sufficient condition is given that assures that, at given
R, 0 < R ≤ |J |, condition (ii) of Lemma 5.6 holds. Note that R = 0 is excluded since
the expression in Lemma 5.8 does not exist then; but we know from §5.4.1 that both
waiting times are equal in that case. Furthermore, the result in Lemma 5.8 is limited
to R ≤ |J | because of the domain restriction for Situation 3. Finally, in the lemma,
we arbitrarily use p2(R), as p2(R) = p3(R), 0 ≤ R ≤ |J |.

Lemma 5.8 For 0 < R ≤ |J |, WT 2(R) ≥ WT 3(R) if and only if

tjw ≥
(

(1 + mtreg) − R

|J | (1 − p2(R))

)
tlat. (5.10)

Analogously to Lemma 5.8, for 0 < R ≤ |J |, it can be shown that WT 2(R) ≤ WT 3(R)
if and only if

tjw ≤
(

(1 + mtreg) − R

|J | (1 − p2(R))

)
tlat, (5.11)

and that WT 2(R) = WT 3(R) if and only if

tjw =
(

(1 + mtreg) − R

|J | (1 − p2(R))

)
tlat. (5.12)

Based on Lemma 5.8 and its analogies, we can derive some slightly simpler expressions
that ensure Condition (ii) of Lemma 5.6 holds; these are given in Corollary 5.2. Recall
that WT 2(0) = WT 3(0), that WT 2(R) is strictly decreasing and convex in R, and
that WT 3(R) is strictly decreasing and either convex or concave in R. This implies
that on the domain 0 ≤ R ≤ |J |, WT 2(R) and WT 3(R) have at most one intersection
point besides R = 0. If there is no second intersection point on the domain or if the
second intersection point is R = |J |, then one situation dominates the other on the
entire domain 0 ≤ R ≤ |J | in terms of waiting time. This is described in Corollary
5.2 (i) and (ii). If there is a second intersection point at some R, 0 < R < |J |, this
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point, at which Equation (5.12) holds and that we define as XWT, divides the domain
into two regions: 0 ≤ R ≤ XWT with WT 2(R) ≤ WT 3(R), and XWT ≤ R ≤ |J | with
WT 2(R) ≥ WT 3(R). This is described in Corollary 5.2 (iii).

Corollary 5.2

(i) If tjw ≥
(
1 − 1

|J|
)

tlat, then WT 2(R) ≥ WT 3(R), 0 ≤ R ≤ |J |.

(ii) If tjw ≤
(

(1 + mtreg) − 1
1−π2

|J|(|J|)

)
tlat, then WT 2(R) ≤ WT 3(R), 0 ≤ R ≤

|J |.

(iii) For
(

(1 + mtreg) − 1
1−π2

|J|(|J|)

)
tlat < tjw <

(
1 − 1

|J|
)

tlat, it holds that

WT 2(R) ≤ WT 3(R), 0 ≤ R ≤ XWT, and WT 2(R) ≥ WT 3(R), XWT ≤ R ≤
|J |.

Intuitively, part (i) of Corollary 5.2 states that if the number of warehouses is rela-
tively small and R2∗ ≤ |J |, then Condition (ii) of Lemma 5.6 is very likely to hold
(again this is likely if there are items with low demand rates and high holding costs).
Condition (ii) of Lemma 5.6 will always hold when tjw = tlat; this is likely to be the
case (or close to the case) in situations in which picking and packing times dominate
the actual travel time. Conversely, Condition (ii) of Lemma 5.6 is likely not to hold if
mtreg is large, i.e. in systems with larger demand and replenishment times, that will
need to hold more inventory. Finally, from Corollary 5.2 (iii), we learn that for tjw

within the prescribed domain, if the total available stock is positive but small, i.e. if
0 < R < XWT, it is better to stock these items in a joint warehouse. This is in line
with intuition, since in this way every demand that can be satisfied faces a waiting
time tjw which is preferred above a few demands having zero waiting time but most
items having the larger waiting time tlat.

After this auxiliary lemma and corollary, we are ready to apply the results to obtain
three sufficient conditions for WT 2(R2∗) ≥ WT 3(R2∗) to hold, in the following lemma.

Lemma 5.9

(i) If tjw ≥
(
1 − 1

|J|
)

tlat and 0 ≤ R2∗ ≤ |J |, then WT 2(R2∗) ≥ WT 3(R2∗).

(ii) If tjw =
(

(1 + mtreg) − 1
1−π2

|J|(|J|)

)
tlat and R2∗ ∈ {0, |J |}, then WT 2(R2∗) ≥

WT 3(R2∗).

(iii) For
(

(1 + mtreg) − 1
1−π2

|J|(|J|)

)
tlat < tjw <

(
1 − 1

|J|
)

tlat,

if WT obj ≤ WT 2(XWT) and 0 ≤ R2∗ ≤ |J |, then WT 2(R2∗) ≥ WT 3(R2∗).
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Notice that WT 2(XWT) = WT 3(XWT) and that in Lemma 5.9 (iii), we arbitrarily
used WT 2(XWT) instead of WT 3(XWT).

Similar to Lemma 5.8 (and its analogies) and Corollary 5.2, we can derive our ulti-
mate results with respect to CT 2(R) and CT 3(R). We do so by replacing tjw, tlat,
tem, WT 2(.) and WT 3(.) by Cjw, C lat, Cem, CT 2(.) and CT 3(.), respectively, and
by introducing XCT analogously to XWT. Notice that treg should not be replaced.
Moreover, these results not only hold for CT 2(R) and CT 3(R), but also for C2(R)
and C3(R), as the latter terms only differ with respect to their transportation cost
components CT 2(R) and CT 3(R).

Thus, sufficient conditions can be stated for C2(R2∗) ≥ C3(R2∗) to hold:

Lemma 5.10

(i) If Cjw ≥
(
1 − 1

|J|
)

C lat and 0 ≤ R2∗ ≤ |J |, then C2(R2∗) ≥ C3(R2∗).

(ii) If Cjw =
(

(1 + mtreg) − 1
1−π2

|J|(|J|)

)
C lat and R2∗ ∈ {0, |J |}, then C2(R2∗) ≥

C3(R2∗).

(iii) For
(

(1 + mtreg) − 1
1−π2

|J|(|J|)

)
C lat < Cjw <

(
1 − 1

|J|
)

C lat, if XCT ≤ R2∗ ≤
|J |, then C2(R2∗) ≥ C3(R2∗).

A sufficient condition for C2(|J |) ≥ C3(|J |) to hold is presented in the following
lemma.

Lemma 5.11 If Cjw ≥
(

(1 + mtreg) − 1
1−π2

|J|(|J|)

)
C lat, then C2(|J |) ≥ C3(|J |).

Summarizing, the results in this subsection constitute sufficient conditions that guar-
antee that Situation 3 outperforms Situation 2 in terms of cost, stated in Lemmas
5.6 and 5.7. In the remainder of the subsection we presented more basic sufficient
conditions which guarantee both lemmas hold. An important observation is that the
relative value of tjw and tlat highly influences the relative performance of Situations
2 and 3. Also, the relative value of Cjw and C lat plays a role.

5.5 Numerical comparison

In the previous section, we derived conditions that guarantee that Situation 3 dom-
inates Situations 1 and 2. In this section, we quantify the cost savings by means of
a numerical experiment. We are interested in the benefits of lateral transshipment,
and thus limit ourselves to the cases where Situation 3 is feasible. (For cases where
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Table 5.1 Base case for numerical experiment

Parameter Value Ratio Value
m 0.001 demands per day
Cjw 450 Euro Cjw/C lat 0.9
C lat 500 Euro C lat/Cem 0.5
Cem 1000 Euro
Ch 10 Euro Ch/Cem 0.01
WT obj 0.2 days WT obj/tem 0.1
tjw 0.45 days tjw/tlat 0.9
tlat 0.5 days tlat/tem 0.25
tem 2 days
treg 10 days treg/tem 5
|J | 10

Situation 3 is infeasible, one could study the relative performance of Situations 1 and
2, but that is not our current interest.)

5.5.1 Lateral transshipment vs. Separate stock points

From §5.4.2 we know that Situation 3 outperforms Situation 1 under conditions which
it is reasonable to assume hold in practice, specifically when Equations (5.6) and (5.8)
are true. In this subsection we perform numerical experiments under these conditions
to investigate the magnitude of the benefits of Situation 3 compared to Situation 1.

We define a base case with data that match real life characteristics, extrapolated from
the situation at ASML. Data of the base case are given in Table 5.1; Table 5.1 also
lists ratios that express some of these values in relative terms. Starting from the base
case, we vary one aspect of the problem at a time, and for some parameters this can
only be done in a sensible manner by varying these ratios. Notice that we mention
Cjw and tjw, although we do not use them here. They are included for later reference.

In Table 5.2 the results of the numerical experiment are given. The first line (bold-
face) gives the results for the base case, and other lines give the results for cases where
the indicated parameter or ratio is varied (first and second column give the param-
eter or ratio and its value, respectively). The base case is repeated (in boldface) at
appropriate places to ease comparison. In the next four columns, for Situations 1
and 3 the parameter of the optimal randomized policy and the corresponding cost are
given. The last column gives the relative cost. Note that we vary |J | in two different
ways: with constant demand per local warehouse (m = 0.001, equal to m in the base
case) and with constant total demand (M = 0.01, equal to M in the base case).

The first observation from Table 5.2 is that in our base case, a substantial cost re-
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Table 5.2 Results comparison Situations 1 and 3

Situation 1 Situation 3 C1(R1∗)
R1∗ C1(R1∗) R3∗ C3(R3∗) C3(R3∗)

Base case 9.09 91.90 6.10 63.00 1.46
m 0.00001 9.00 90.02 6.00 60.03 1.50

0.0001 9.01 90.19 6.01 60.30 1.50
0.001 9.09 91.90 6.10 63.00 1.46

0.01 9.90 109.00 7.00 90.01 1.21
C lat/Cem 0.25 9.09 91.90 6.10 62.00 1.48

0.5 9.09 91.90 6.10 63.00 1.46
Ch/Cem 0.001 9.09 10.09 6.10 8.10 1.25

0.01 9.09 91.90 6.10 63.00 1.46
0.1 9.09 910.00 6.10 612.00 1.49

1 9.09 9091.00 6.10 6102.00 1.49
WT obj/tem 0.05 9.60 96.45 8.10 82.00 1.18

0.10 9.09 91.90 6.10 63.00 1.46
0.15 8.59 87.35 4.10 44.00 1.99
0.20 8.08 82.80 2.21 26.04 3.18
0.25 7.58 78.25 1.51 19.60 3.99
0.30 7.07 73.70 0.99 14.97 4.92

tlat/tem 0.25 9.09 91.90 6.10 63.00 1.46
0.5 9.09 91.90 8.10 82.00 1.12

treg/tem 2 9.04 91.36 6.04 62.40 1.46
3 9.05 91.54 6.06 62.60 1.46
5 9.09 91.90 6.10 63.00 1.46

10 9.18 92.80 6.20 64.00 1.45
|J | (m equal) 2 1.82 18.38 1.30 13.39 1.37

3 2.73 27.57 1.87 19.27 1.43
5 4.55 45.95 3.05 31.50 1.46

10 9.09 91.90 6.10 63.00 1.46
20 18.18 183.80 12.20 126.00 1.46
50 45.45 459.50 30.50 315.00 1.46

|J | (M equal) 2 1.89 19.90 1.55 17.11 1.16
3 2.79 28.90 1.97 21.59 1.34
5 4.59 46.90 3.10 33.02 1.42

10 9.09 91.90 6.10 63.00 1.46
20 18.09 181.90 12.10 123.00 1.48
50 45.09 451.90 30.10 303.00 1.49
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duction can be obtained if lateral transshipment is applied, since the situation with
separate stock points is almost 1.5 times as expensive. Furthermore, it can be seen
that larger savings can be obtained for items with lower demand rates. Likewise,
for expensive items (i.e. those with larger relative Ch) larger savings can be obtained
than for cheaper items. This is in keeping with intuition, as in both of these situations
pooling is more beneficial.

A second observation is that the cost saving increases if WT obj/tem increases. As
the waiting time constraint becomes less strict, pooling (used in conjunction with
emergency replenishment) becomes more efficient at reducing inventory while still
satisfying the service level constraint. Therefore R3∗ drops precipitously, and the cost
C3(R3∗) comes down dramatically.

As to be expected, a smaller tlat/tem leads to better performance of Situation 3.
Only little influence on the cost savings can be observed for the factors treg/tem –
when varying this ratio, even the absolute cost changes very little. The absolute cost
does change with |J | with equal m, but again the ratio does not – the benefits of
pooling are well preserved as the system size scales upward. Finally, varying |J | at
equal M shows slightly more variation in the relative cost, again likely due to the
increased effectiveness of pooling. Overall, in all considered case, the cost savings are
substantial: The smallest cost saving still represents an 11% reduction (= 1/1.12).

Note that in all of the cases we considered, for both system architectures, the waiting
time constraint is binding. Given the problem parameters this is to be expected.
We will see an example in the next section where the waiting time constraint is not
universally binding.

5.5.2 Lateral transshipment vs. Joint warehouse vs. Separate
stock points

In this subsection, we compare all situations. An important fact to mention here
is that in the base case, Situation 2 is infeasible, since tjw > WT obj; moreover for
almost all other cases considered in Table 5.2 (all cases except the two cases with
WT obj/tem = {0.25, 0.30}), Situation 2 is infeasible. For all these cases a comparison
of all situations is obtained by comparing Situations 1 and 3 only, as in Table 5.2.

However, if Situation 2 is feasible, i.e., if WT obj > tjw, Situation 2 should be in-
corporated in the comparison. Starting from the base case, Situation 2 would only
become feasible if either WT obj is increased or tjw is decreased sufficiently. Regarding
tjw, it is very unlikely that tjw/tlat will ever be as low as 0.5 in practice, since some
transportation is always involved, the average distance from the joint warehouse to
a warehouse can be no less than half the average distance between warehouses, and
times for e.g. order-picking are also always needed. Even in this most favorable setting
with tjw/tlat = 0.5 and with all other things being equal to the base case, Situation 2
is infeasible.
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Therefore in this subsection, we will use an adjusted base case identical to the base
case, but with a larger, and thus less restrictive, value for WT obj. In this adjusted
base case, we set WT obj/tem to 0.25, which ensures that Situation 2 is feasible. Like
in the previous subsection, we assume that Equations (5.6) and (5.8) hold, and thus,
if Situation 3 is feasible, it outperforms Situation 1. The conditions under which
Situation 3 outperforms Situation 2, as derived in §5.4.3, could in practice be violated
in some cases. Therefore, in this subsection, we do not assume that these conditions
hold. As shown in §5.4.3, the ratio tjw/tlat plays an important role in the relative
performance of Situations 2 and 3; owing to this fact we consider two values for tjw/tlat,
namely 0.8 and 0.9. When this ratio is below 0.8 Situation 2 typically dominates, and
when it is greater than 0.9 Situation 3 is in general superior.

We perform a numerical experiment, starting from the adjusted base case and varying
one aspect at a time. Results are given in Table 5.3. In the last three columns of
the table, the relative cost compared to Situation 3 are given for Situations 1 and 2
(Situation 2 for the two values of tjw/tlat) respectively. The ratio C1(R1∗)/C3(R3∗)
is always greater than or equal to 1 (since Situation 3 always outperforms Situation
1). The ratios C2(R2∗)/C3(R3∗) can be smaller than one (Situation 2 outperforms
3), greater than one (Situation 3 outperforms 2), or one (Situation 2 and 3 perform
equally well).

From Table 5.3, we see that C2(R2∗)/C3(R3∗) at tjw/tlat = 0.8 is always less than or
equal to C2(R2∗)/C3(R3∗) at tjw/tlat = 0.9, which is logical. Furthermore, we learn
that C2(R2∗)/C3(R3∗) increases if m increases, the opposite effect as compared to
C1(R1∗)/C3(R3∗). This likely happens because as inventory and demand increase,
demand in the transshipment model is more likely to find an item at the demand
location, whereas the joint warehouse model will always incur the transportation
time (and cost).

Of course, a decrease of Cjw/C lat leads to a decrease of C2(R2∗)/C3(R3∗), but, for
tjw/tlat = 0.9, even at Cjw/C lat = 0.5 the cost of Situations 2 and 3 are comparable,
and Situation 3 is superior for all larger values. Note that the performance is much
more sensitive to changes in the ratio tjw/tlat than to changes in their relative costs.
This is because variations in the transportation times directly effect the solution itself,
not just the cost. Regarding the holding cost Ch, if Ch would go to zero, then both Sit-
uation 2 and 3 would have infinite stock and Situation 3 would outperform Situation
2, since it would have no transportation cost at all, while in Situation 2 transportation
from the joint warehouse is always needed. However, as Ch/Cem grows, apparently
again tjw/tlat is an essential factor that influences the relative performance of Situa-
tions 2 and 3. This is because this ratio determines which configuration holds more
inventory, and thus suffers more as inventory costs increase. (Recall that the waiting
time constraints are binding.) Likewise, at WT obj/tem = 0.25, it depends on the
ratio tjw/tlat which situation dominates. When WT obj increases, emergency replen-
ishment becomes more and more a feasible alternative in both Situations 2 and 3;
they both reduce inventories and C2(R2∗)/C3(R3∗) approaches 1 for both values of
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tjw/tlat. This occurs because in the (adjusted) base case holding cost dominate trans-
portation cost, and thus in both situations it is most beneficial to use the emergency
replenishment option whenever waiting time constraints allow (note that tem and Cem

are independent of situation).

For an increase of |J | at equal M , C1(R1∗)/C3(R3∗) increases, but C2(R2∗)/C3(R3∗)
decreases. As demand becomes less concentrated, the benefit of having items at
demand locations -enabling the system to avoid the joint warehouse to local warehouse
shipment- diminishes, and it becomes more beneficial to have a single joint warehouse.
For equal m, however, we observe an unexpected increase in C2(R2∗)/C3(R3∗) at
|J | = 5 for tjw/tlat = 0.9, and one at |J | = 20 at tjw/tlat = 0.8. This is due to
the fact that we actually vary two aspects here that are relevant in the comparison
of Situations 2 and 3: both the total demand M (which influences p2(R)) and the
number of locations |J | (that also has a role in the results in §5.4.3).

In all cases and all situations, the waiting time constraint is binding, except for the
case with m = 0.01 in Situation 3 (which also could be suspected from the data in
the table, since R3∗ is integer).

We conclude this subsection with two figures, Figures 5.2 and 5.3, showing the total
cost in each situation as function of the ratio WT obj/tem. (The difference between
the figures is that Figure 5.2 is based on base case data, while Figure 5.3 deviates
from base case data as tjw/tlat = 0.5.)

In both figures, the ratio WT obj/tem starts from 0.003, since at lower values, Situation
3 is infeasible. Situation 2 is only feasible for WT obj/tem > tjw so for low target
waiting times, Situation 2 is not an option. In Figure 5.2, the cost for Situation
3 is always lower than the cost for Situation 2. In Figure 5.3, Situation 2 always
outperforms Situation 3 except for WT obj values close to tjw. For WT obj/tem =
1, in both figures all situations perform equally well; they all use only emergency
replenishment.

Two important managerial insights can be mentioned. First, for low (strict) waiting
time targets, Situation 2 is infeasible because the joint warehouse is too far away, and
Situation 3 outperforms Situation 1 considerably, so the situation with lateral trans-
shipment is preferred. Second, we can see that the downward slope of the situations
using pooling is initially steeper than that of the situation without – the effect of mak-
ing emergency replenishment faster is greater for the models with pooling. Second, if
Situation 2 is feasible, it can be an attractive alternative to lateral transshipment. In
the figures, for target waiting times not too close to tjw, the cost difference between
Situations 2 and 3 is small. Furthermore, if for each warehouse investment cost also
plays a role, it may be a good choice in practice to establish one joint warehouse
instead of numerous local warehouses with lateral transshipment.
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Figure 5.2 Cost terms C1(R1∗), C2(R2∗), C3(R3∗) as function of the ratio

WT obj/tem ∈ [0.003, 1], for base case

Figure 5.3 Cost terms C1(R1∗), C2(R2∗), C3(R3∗) as function of the ratio

WT obj/tem ∈ [0.003, 1], for base case but with tjw/tlat = 0.5
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5.6 Extensions

As an extension to our model, we study how our assumption about randomized policies
influences our results. Here, we assume that for the total stock for all local warehouses
together (in Situations 1 and 3) and for the stock in the joint warehouse (in Situation
2) a base stock policy is applied instead of a randomized policy. So, we do not consider
randomization type (ii) (and thus, we replace R by S).

Notice that the results in all lemmas in Section 5.4 do not change, but numerically,
the savings can differ. We studied how the numerical results change by performing
numerical experiments with the same settings as the experiment in §5.5.1 and §5.5.2.

Let S1∗, S2∗, and S3∗ denote the optimal base stock level in Situations 1, 2, and
3, respectively. For the base case and the variations mentioned in Table 5.2, the
waiting time constraints are binding in all situations and cases. This means that
S1∗ = �R1∗ and S3∗ = �R3∗. For the base case, the corresponding relative cost
of Situation 3 compared to Situation 1, C1(S1∗)/C3(S3∗), is 1.40, not very dif-
ferent from C1(R1∗)/C3(R3∗) = 1.46. However, the difference C1(S1∗)/C3(S3∗) −
C1(R1∗)/C3(R3∗) is larger in other cases: maximum 0.55, minimum -0.58. For the
adjusted base case and the variations mentioned in Table 5.3, we observed that chang-
ing from randomized policies to base stock policies can change the results significantly.
It seems that randomization may be crucial in this setting, and it is definitely not
true that the results are essentially unchanged under both randomized and base stock
policies. We observed that in some cases there even was a difference with respect to
which Situation (2 or 3) is dominant. Thus whether or not randomization will be
used must be taken into account in the analysis; its use (or lack thereof) could wipe
out any anticipated cost advantages of one system architecture over another. This
is likely due to the fact that the holding costs are large in our setting, and the ser-
vice level constraints are binding. Thus as randomization can reduce inventory levels
appreciably in system, it can have a large impact on overall costs, and even change
which system architecture is most cost-efficient.

5.7 Conclusion

In this chapter we studied three alternative configurations for a service supply chain:
Situation 1 with separate stock points, Situation 2 with a joint warehouse, and Situ-
ation 3 with separate stock points but with the option of lateral transshipment. We
presented closed queueing network representations for the three alternative situations.
Especially for Situation 3, this closed queueing network representation is novel. (See
also our discussion in §5.3.4.)

Using our closed queueing network formulations, we investigated the benefits of in-
ventory pooling by means of lateral transshipment. We derived analytical results
describing when the situation with lateral transshipment dominates the situation
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without inventory pooling and the situation with inventory pooling by using one joint
stock point. We established dominance of Situation 3 (with lateral transshipment)
over Situation 1 (separate warehouses) under conditions that generally hold in prac-
tice. Considering Situation 2 (a single joint warehouse), an important observation
is that the tight waiting time constraints that often occur in practice can cause this
situation to be infeasible, because the transportation time from the joint warehouse
often exceeds the target waiting time.

When Situation 2 is feasible, our numerical experiments show that Situation 2 may
be a good alternative, especially if the transit time between the joint warehouse
and the local warehouses is less than 0.8 times the transshipment time between local
warehouses. (Conversely, if the transit time between the joint warehouse and the local
warehouses is greater than 0.9 times the transshipment time between local warehouses,
then Situation 2 is not a good alternative.) Our experiments also show how large the
benefits of one type of a replenishment network over another can be. Typically there
are large savings using Situation 3 as compared to Situation 1, but relatively small
differences in cost between Situations 2 and 3, once Situation 2 becomes feasible. A
crucial factor in determining the effectiveness of Situation 3 (and Situation 2) versus
Situation 1 is the ratio of the waiting time target and the emergency replenishment
time. As this ratio grows larger the waiting time constraint becomes less restrictive.
This initially improves the performance of Situations 2 and 3 relative to Situation 1.
But, as the ratio continues to grow, and the waiting time target becomes less and less
binding, the performance of Situation 1 catches up to that of Situations 2 and 3 as
all three modes move to using emergency replenishment only.

Appendix

Proof of Theorem 5.1: Let q3
x(S), x ∈ X(S), denote the non-normalized steady-state

probability (i.e., the steady-state probability except for a normalization constant)
that, at given S (∈ {1, . . . , |J |}), local warehouse j, j ∈ J̃ , has xj items in the
replenishment pipeline, and thus 1− xj items on hand. According to the Theorem of
Baskett et al. (1975, pp. 253–254),

q3
x(S) = (S −

∑
j∈J̃

xj)!
∏
j∈J̃

1
MSj−xj (Sj − xj)!

(treg)xj

xj !

= (S −
∑
j∈J̃

xj)!
∏
j∈J̃

Mxj

M
(treg)xj =

(S −∑j∈J̃ xj)!

M

∏
j∈J̃

(Mtreg)xj ,

x ∈ X(S), S ∈ {0, . . . , |J |},

and thus after normalization the result is obtained. �



Appendix 115

Proof of Corollary 5.1: For S ∈ {1, . . . , |J |}, the terms π3
k(S), k ∈ {0, . . . , S},

constitute the steady-state probabilities of the marginal distribution for the total
number of items at either station, and can be calculated as the sum of the steady-state
probabilities for all states that have in total k items in the replenishment pipeline:

π3
k(S) =

S!
(S−k)!k! (S − k)!(Mtreg)k∑S

y=0
S!

(S−y)!y! (S − y)!(Mtreg)y
=

(Mtreg)k/k!∑S
y=0(Mtreg)y/y!

.

For S = 0, the above expression equals 1 for the only possibility (k = 0) and thus it
is valid for that case as well. �

Proof of Lemma 5.1: For S = 0, all items that are requested have an expected
waiting time tem, since an emergency replenishment is the only way to satisfy the
demand. It is easily verified that the expression in the Lemma equals tem at S = 0.
In the remainder of the proof, we treat cases where S ≥ 1.

When an item is requested at an arbitrary local warehouse j ∈ J̃ , the average waiting
time is zero if the local warehouse has an item on hand, tlat if any other local warehouse
has stock on hand but the local warehouse j itself has not, and tem if all items are being
replenished at that moment. For given S, this conditional average transportation time
per request is

(W 3(S)|j ∈ J̃) = 0 · π3
0(S) +

(
S − 1

S
0 +

1
S

tlat
)

π3
1(S) + . . . +(

1
S

0 +
S − 1

S
tlat
)

π3
S−1(S) + temπ3

S(S)

= tlat
S−1∑
k=0

k

S
π3

k(S) + temπ3
S(S). (5.13)

The waiting time for an item demanded at a local warehouse i ∈ J \ J̃ is always
non-zero, since the item is not present in local warehouse i. If at least one of the
local warehouses j ∈ J̃ has stock on hand, average transportation time is tlat. If all
items are in replenishment, average transportation time equals tem. For given S, this
conditional average transportation time per request is

(W 3(S)|j ∈ J \ J̃) = tlat
S−1∑
k=0

π3
k(S) + temπ3

S(S). (5.14)

An arbitrary local warehouse is, because of randomization over all local warehouses,
with probability S/|J | a local warehouse j ∈ J̃ , and with probability (|J | − S)/|J | a
local warehouse i ∈ J \ J̃ . Combination of Equations (5.13) and (5.14), taking into
account the probabilities above, gives the following expression for W 3(S), the waiting
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time for an arbitrary request at an arbitrary local warehouse:

W 3(S) =
S−1∑
k=0

(
S

|J |
k

S
+

|J | − S

|J |
)

π3
k(S)tlat + π3

S(S)tem

=
S∑

k=0

|J | − S + k

|J | π3
k(S)tlat + π3

S(S)(tem − tlat)

=

(
|J | − S +

∑S
k=0 kπ3

k(S)
)

|J | tlat + π3
S(S)(tem − tlat). (5.15)

The term
∑S

k=0 kπ3
k(S) is the expected number of items in the pipeline. Using Corol-

lary 5.1, this term can be rewritten as

S∑
k=0

kπ3
k(S) =

S∑
k=1

kπ3
k(S) =

S∑
k=1

k
(Mtreg)k/k!∑S
y=0(Mtreg)y/y!

= (Mtreg)
S∑

k=1

(Mtreg)k−1/(k − 1)!∑S
y=0(Mtreg)y/y!

= (Mtreg)
S−1∑
k=0

(Mtreg)k/k!∑S
y=0(Mtreg)y/y!

= (Mtreg)(1 − π3
S(S)). (5.16)

Thus, using Equation (5.16) in Equation (5.15), and using that M/|J | = m,

W 3(S) =
|J | − S + Mtreg(1 − π3

S(S))
|J | tlat + π3

S(S)(tem − tlat)

= (1 + mtreg) tlat − S

|J | t
lat + π3

S(S)
(
tem − (1 + mtreg) tlat

)
.

Having obtained the expression for W 3(S), we now prove that W 3(S) is strictly
decreasing in S, S ∈ {0, . . . , |J |}. For that, we use the expression for W 3(S) in
Equation (5.15), and we show that both the fractional term(

|J | − S +
∑S

k=0 kπ3
k(S)

)
|J | tlat (5.17)

and the remaining term π3
S(S)(tem − tlat) in Equation (5.15) are strictly decreasing

in S.

The term
∑S

k=0 kπ3
k(S) is the expected number of items in the pipeline. Obviously,

this cannot be larger than S, and we even have that it is strictly smaller than S for
S > 0 since m < ∞. Thus, increasing S from 0 to 1 leads to an increase of the
expected number in the pipelines of a, where a is strictly less than 1, and to a strict
decrease of the fractional term (5.17). From Equation (5.16), it can be seen that the
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expected number of items in the pipeline is strictly increasing and strictly concave
(since π3

S(S) is strictly decreasing and strictly convex). The strict concavity implies
that at an increase of S by 1, the expected number of items in the pipeline never
will increase by more than a < 1. Therefore, the fractional term (5.17) is strictly
decreasing in S.

Further, the remaining term in Equation (5.15), π3
S(S)(tem − tlat), is strictly decreas-

ing in S which follows directly from the strictly decreasing behavior of π3
S(S). �

Proof of Lemma 5.2: Recall that CT 1(0) = CT 2(0) = CT 3(0) = Cem and that
CT 1(R), CT 2(R), and CT 3(R) are piecewise linear, strictly decreasing and convex.
The decrease of each of these transportation cost functions between R and R + 1
(within the applicable domains) is bounded from above by Cem. When Ch ≥ MCem,
it follows immediately that the cost expressions in Equations (5.4), (5.5), and (5.9)
are strictly increasing on their entire domains, which excludes the possibility that
WT 1(R1∗), WT 2(R2∗), or WT 3(R3∗) is not binding. �

Proof of Lemma 5.3:

(i) From Equation (5.2), we have that

p1(|J |) = 1 − 1
1 + mtreg

=
mtreg

1 + mtreg
.

Furthermore,

p3(|J |) =
(Mtreg)|J|/|J |!∑|J|
y=0(Mtreg)y/y!

=
(mtreg)|J||J ||J|/|J |!∑|J|

y=0(mtreg)y|J |y/y!
.

Now,

p1(|J |) ≥ p3(|J |) ⇔

mtreg
|J|∑
y=0

(mtreg)y|J |y/y! ≥ (1 + mtreg)(mtreg)|J||J ||J|/|J |! ⇔

|J|∑
y=0

(mtreg)y+1|J |y/y! ≥
(
(mtreg)|J| + (mtreg)|J|+1

)
|J ||J|/|J |! (5.18)

As |J ||J|/|J |! = |J ||J|−1/(|J | − 1)!, Equation (5.18) holds with equality for
|J | = 1 and with strict inequality for |J | > 1. Thus, p1(|J |) ≥ p3(|J |).

(ii) Using Equations (5.3) and (5.7), we find

WT 1(|J |) − WT 3(|J |) = p1(|J |)tem − mtregtlat − p3(|J |)(tem − (1 + mtreg)tlat).
(5.19)
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From Equation (5.2), we have that

p1(|J |) = 1 − 1
1 + mtreg

=
mtreg

1 + mtreg
,

and replacement of mtregtlat in Equation (5.19) by p1(|J |)(1 + mtreg)tlat gives
the required result. �

Proof of Lemma 5.4: Recall that WT 1(0) = WT 3(0), and that WT 1(R) is linear for
0 ≤ R ≤ |J | (see Equations (5.2) and (5.3)). Since in the convex case Equation (5.6)
holds, WT 3(R) is convex for 0 ≤ R ≤ |J |, and WT 1(|J |) ≥ WT 3(|J |). The latter
can be obtained from Lemma 5.3 using Equation (5.6). Thus, WT 1(R) ≥ WT 3(R),
0 ≤ R ≤ |J |, which is the entire domain for Situation 3.

Along similar lines of reasoning, using Equation (5.8) and a cost variant of Lemma
5.3 (ii), CT 1(|J |)−CT 3(|J |) =

(
Cem − (1 + mtreg)C lat

) (
p1(|J |) − p3(|J |)), it can be

proved that CT 1(R) ≥ CT 3(R), 0 ≤ R ≤ |J |, and thus it holds that C1(R) ≥ C3(R),
0 ≤ R ≤ |J |.
Now, if R1∗ ≤ |J |, then R1∗ is a feasible solution for Situation 3 as well, since
WT 1(R1∗) ≥ WT 3(R1∗), with C1(R1∗) ≥ C3(R1∗). Further, C3(R1∗) ≥ C3(R3∗),
which completes the proof. �

Proof of Lemma 5.5: We distinguish two cases: WT obj ≥ WT 1(|J |) and WT 3(|J |) ≤
WT obj < WT 1(|J |) (notice that WT 3(|J |) ≤ WT 1(|J |) for the convex case as follows
from Lemma 5.3).

For WT obj ≥ WT 1(|J |), the condition C1(|J | + 1) ≥ C1(|J |) assures that 0 ≤ R1∗ ≤
|J |, and the result is obtained by applying Lemma 5.4.

For WT 3(|J |) ≤ WT obj < WT 1(|J |), R1∗ > |J | since WT 1(R) is decreasing in R, and
at least one feasible solution (R = |J |) exists for Situation 3 since WT obj ≥ WT 3(|J |).
Further, the condition C1(|J | + 1) ≥ C1(|J |) together with the convexity of the cost
function C1(R) assures that C1(R1∗) ≥ C1(|J |). Since C1(|J |) ≥ C3(|J |) (see the
proof of Lemma 5.4) and C3(|J |) ≥ C3(R3∗), it follows that C1(R1∗) ≥ C3(R3∗). �

Proof of Lemma 5.6: R2∗ is a feasible solution in Situation 3, since 0 ≤ R2∗ ≤ |J |
and WT obj ≥ WT 2(R2∗) and WT 2(R2∗) ≥ WT 3(R2∗). Since C2(R2∗) ≥ C3(R2∗)
and C3(R2∗) ≥ C3(R3∗), it holds that C2(R2∗) ≥ C3(R3∗). �

Proof of Lemma 5.7: R2∗ is not a feasible solution in Situation 3, since R2∗ ≥
|J |. However, at least one feasible solution (R = |J |) exists for Situation 3 since
WT obj ≥ WT 3(|J |). Further, C2(|J | + 1) ≥ C2(|J |), together with convexity of the
cost function C2(R), assures that C2(R2∗) ≥ C2(|J |). Since C2(|J |) ≥ C3(|J |) and
C3(|J |) ≥ C3(R3∗), it follows that C2(R2∗) ≥ C3(R3∗). �
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Proof of Lemma 5.8: WT 2(R) ≥ WT 3(R)

⇔ tjw + p2(R)
(
tem − tjw

) ≥ (1 + mtreg) tlat − R

|J | t
lat + p2(R)

(
tem − (1 + mtreg) tlat

)
⇔ (

1 − p2(R)
)
tjw ≥

(
(1 + mtreg)

(
1 − p2(R)

)− R

|J |
)

tlat

⇔ tjw ≥
(

(1 + mtreg) − R

|J | (1 − p2(R))

)
tlat. �

Proof of Corollary 5.2: In the proof of each part of this corollary, a preliminary
issue is that the right hand sides of Equations (5.10), (5.11), and (5.12) are strictly
decreasing with respect to R for 1 ≤ R ≤ |J |. This is true if R/

(
1 − p2(R)

)
is strictly

increasing in R, 1 ≤ R ≤ |J |.
Both the numerator R and the denominator 1−p2(R) are zero for R = 0, and linear in
R for 0 ≤ R ≤ 1. This implies that R/

(
1 − p2(R)

)
is constant for R, 0 < R ≤ 1 (for

R = 0, it does not exist). For R > 1, the numerator R obviously remains linear in R,
but the denominator does not. Since π2(S) is strictly decreasing and strictly convex
in S, S ≥ 0, the denominator 1 − p2(R) is piecewise linear, strictly increasing and
concave in R, 0 ≤ R ≤ |J |, and the slopes of the successive linear pieces are strictly
decreasing. Because the first linear part, between R = 0 and R = 1, crosses the
origin, the latter implies that the slope of a line through the denominator 1 − p2(R)
and the origin is strictly decreasing in R for 1 ≤ R ≤ |J |. From this, it follows that
R/
(
1 − p2(R)

)
is strictly increasing in R, 1 ≤ R ≤ |J |.

Now, we continue the proof for the three parts of the corollary separately.

(i) The right hand side of Equation (5.10) is piecewise linear and strictly decreasing
with respect to R, 1 ≤ R ≤ |J |. So, if Equation (5.10) holds at R = 1, then
WT 2(R) ≥ WT 3(R) for 1 ≤ R ≤ |J |. Further, WT 2(0) = WT 3(0), and both
WT 2(R) and WT 3(R) are linear between R = 0 and R = 1. So, if Equation
(5.10) holds at R = 1 and thus WT 2(1) ≥ WT 3(1), we have also that WT 2(R) ≥
WT 3(R) for 0 ≤ R ≤ 1. For R = 1, using that p2(1) = π2

1(1) = Mtreg

1+Mtreg , and
that m = M/|J |, Equation (5.10) can be simplified to

tjw ≥
(

(1 + mtreg) − 1
|J | (1 − p2(1))

)
tlat

=

⎛⎝(1 + mtreg) − 1

|J |
(
1 − Mtreg

1+Mtreg

)
⎞⎠ tlat

=
(

(1 + mtreg) − 1 + Mtreg

|J |
)

tlat =
(

1 − 1
|J |
)

tlat,

which completes the proof.
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(ii) The right hand side of Equation (5.11) is piecewise linear and strictly decreasing
with respect to R, 1 ≤ R ≤ |J |. So, if Equation (5.11) holds at R = |J |, then
WT 2(R) ≤ WT 3(R) for 1 ≤ R ≤ |J |. Further, since Equation (5.11) holds
at R = 1 and thus WT 2(1) ≤ WT 3(1) (it actually even holds that WT 2(1) <
WT 3(1)), we have also that WT 2(R) ≤ WT 3(R) for 0 ≤ R ≤ 1.

(iii) The right hand side of Equation (5.12) is piecewise linear and strictly decreasing
with respect to R, 1 ≤ R ≤ |J |. The prescribed boundaries for tjw correspond
to R = 1 and R = |J |. So, XWT does exist and it holds that 0 < XWT < |J |.
Since the right hand side of Equation (5.11) is piecewise linear and strictly
decreasing with respect to R, 1 ≤ R ≤ |J |, it holds that WT 2(R) ≤ WT 3(R)
for 1 ≤ R ≤ XWT. Further, since Equation (5.11) holds at R = 1 and thus
WT 2(1) ≤ WT 3(1), we have also that WT 2(R) ≤ WT 3(R) for 0 ≤ R ≤ 1. For
XWT ≤ R ≤ |J |, Equation (5.10) does hold and thus WT 2(R) ≥ WT 3(R) for
XWT ≤ R ≤ |J |. �

Proof of Lemma 5.9:

(i) According to Corollary 5.2 (i), WT 2(R) ≥ WT 3(R), 0 ≤ R ≤ |J |, under our
first premise. The second premise assures that WT 3(R2∗) is defined at R2∗ and
thus the result follows.

(ii) Using Equation (5.12), our first premise gives that WT 2(|J |) = WT 3(|J |). Fur-
ther, we have that WT 2(0) = WT 3(0) and thus the result follows.

(iii) Recall that WT 2(R) is strictly decreasing in R. Thus, we have that R2∗ ≥ XWT,
since WT obj ≤ WT 2(XWT). Further, we have that R2∗ ≤ |J |. By applying
Corollary 5.2 (iii), the result follows. �

Proof of Lemma 5.10: The proof of this lemma is analogous to the proof of Lemma
5.9, and therefore omitted. The only difference is in the proof of (iii), where R2∗ ≥
XCT follows directly from the premise now. �

Proof of Lemma 5.11: Consider the following three cases:

(i) If Cjw ≥
(
1 − 1

|J|
)

C lat, then C2(R) ≥ C3(R), 0 ≤ R ≤ |J |, and the result
follows.

(ii) If Cjw =
(

(1 + mtreg) − 1
1−π2

|J|(|J|)

)
C lat, then C2(|J |) = C3(|J |).

(iii) For
(

(1 + mtreg) − 1
1−π2

|J|(|J|)

)
C lat < Cjw <

(
1 − 1

|J|
)

C lat, it holds that C2(R)

≥ C3(R), XCT ≤ R ≤ |J |, with 0 < XCT < |J |, and thus the result follows. �
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Chapter 6

Lateral transshipment:
An applied model

6.1 Introduction

In the previous chapter, we derived analytical insights on the benefits of inventory
pooling in spare parts networks. We investigated both inventory pooling by means of
a joint warehouse that holds all inventory and inventory pooling by means of lateral
transshipment between the local warehouses. An important observation that we made
there is that tight waiting time constraints can cause the situation with pooling by
means of a joint warehouse to be infeasible.

In this chapter, we assume that the structure of the netwerk is given: inventory pool-
ing is done by means of lateral transshipment. While in the previous chapter the
analytical insights were our main target, in this chapter we focus on practical ap-
plication. As we described in Section 1.1, ASML has set up a service supply chain
with in total 50 local warehouses in North-America, Europe, and Asia, and a central
warehouse in Veldhoven, the Netherlands. The local warehouses are located close to
customers (IC-manufacturers). ASML provides the customers with spare parts upon
failure of their equipment, and for this spare parts provisioning, target aggregate
mean waiting times have been set that should be met by ASML. Customers obtain
spare parts from the local warehouse that is located close to their factory, but if the
part is not available there, for local warehouses outside Europe a lateral transship-
ment is preferred over an emergency transshipment from the central warehouse in
Veldhoven, since a lateral transshipment can be done in much less time. For example,
within North-America a lateral transshipment costs about 14 hours time, while for
an emergency transshipment from the central warehouse in Veldhoven up to 48 hours
is needed. At ASML, in daily execution, lateral transshipment has been applied for
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years. However, in the planning phase in which base stock levels are determined, the
option of lateral transshipment was not taken into consideration.

The contribution of this chapter is that we describe and analyze a model that is
applicable for spare parts inventory control in the service supply chain of ASML. Our
model is generic and could be used for other companies as well, but ASML’s situation
is the motivation and inspiration for the model described in this chapter. Moreover,
the inventory control method described in this chapter has been implemented at
ASML as part of a total planning concept that is used for spare parts inventory
control since early 2005.

The model and method described in this chapter have the following features:

(i) Our method is applicable for large, real-life problem instances. In the ASML
situation demand rates can differ per local warehouse and base stock levels
could be larger than one. As mentioned in the previous chapter, such situations
can be analyzed exactly only for a limited number of local warehouses, using a
Markov process description. To be able to analyze cases with larger numbers of
local warehouses, we develop an approximate evaluation method. This method
is an adapted version of the approximate evaluation method of Axsäter (1990-a).

(ii) Our model assumes a network structure that closely matches real-life character-
istics and that is general. With respect to lateral transshipment, in our network
we distinguish two types of local warehouses: main and regular local warehouses.
While both main and regular local warehouses can receive a lateral transship-
ment, only main local warehouses are allowed to be the supplier of a lateral
transshipment. The motivation and inspiration for this network structure is
given by the situation that we encountered at ASML: there exist differences be-
tween local warehouses. Some local warehouses are larger (have more inventory)
since they serve larger or more customers and observe larger demand rates than
other local warehouses. Some local warehouses have longer operating hours than
others (for example also during the night). Further, some local warehouses are
close to airports with many flights (hubs). It is very likely that if a lateral trans-
shipment is needed, it will be supplied by a local warehouse that can provide
it quickly. In other words, especially local warehouses with the characteristics
described above are suitable candidates to be main local warehouses. From the
19 local warehouses of ASML that are located in the United States of America,
4 local warehouses are considered as main local warehouses, for the above rea-
sons. The other 15 local warehouses are regular local warehouses. Not only for
ASML, but also for other companies, the distinction between main and regular
local warehouses may be appropriate because of differences that exist between
local warehouses.

So, our network structure matches real-life characteristics. Furthermore, our
network structure is interesting from a theoretical point of view. Consider the
two extreme situations: on the one hand a situation with regular local ware-
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houses only, and on the other hand a situation with main local warehouses only.
The former constitutes the single-location situation without any lateral trans-
shipment between local warehouses, or in other words, the no pooling situation.
The latter case equals the situation with full pooling, i.e., where lateral trans-
shipment is allowed between all local warehouses. Thus, our network structure
is a generalization of which both the no pooling and full pooling situations
are special cases. In general, our network structure leads to partial pooling,
where only some of the local warehouses, namely the main local warehouses,
are allowed to provide lateral transshipment. With our general network struc-
ture, we are able to compare no, partial and full pooling with respect to their
performance and cost.

(iii) Our method leads to substantial cost savings for ASML compared to the spare
parts inventory control method that ASML used previously. Previously, ASML
used lateral transshipment between local warehouses in daily operation, but it
did not take lateral transshipment into account when planning the base stock
levels in the local warehouses. We show for data sets obtained from ASML that
substantial savings are realized when lateral transshipment is taken into account
in the spare parts inventory control method.

The contribution of this chapter can alternatively be stated as answers to the research
questions 2, 3 and 4, as described in §1.5.3:

2. Is it possible to develop an evaluation method for the multi-item spare parts
problem with lateral transshipment that is accurate and fast?

3. How does partial pooling perform compared to full pooling in terms of expected
cost benefits?

4. What is the magnitude of cost benefits in the multi-item spare parts problem
with lateral transshipment for a data set of ASML?

In addition to the discussion of the literature on lateral transshipment in Section
5.1, at this point we discuss literature on lateral transshipment with partial pooling.
Some forms of partial pooling are mentioned in lateral transshipment literature, but
they differ from our definition of partial pooling. A first form is described in Lee
(1987) and Axsäter (1990-a). Both assume pooling groups, established on the basis of
geographical proximity. Within those groups full pooling is applied, but no pooling
between groups is allowed. Thus, this can be seen as partial pooling in the sense
that inventory is shared with only a few of the other locations. Another form of
partial pooling is described in Tagaras and Cohen (1992). They study a two-location
problem where partial pooling appears in the sense that a location can hold back
stock and thus only share part of its inventory (both pro-active and reactive lateral
transshipment are allowed in that paper). A second reference regarding this form of
partial pooling is Axsäter (2003-b), who provides a heuristic decision rule to determine
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if and how many parts should be provided by means of lateral transshipment (only
reactive lateral transshipment). In both these references (as well as in other papers,
e.g. Zhao et al., 2005), partial pooling is interpreted to mean that only part of the
inventory is shared with other locations.

Contrary to the above, we use the term partial pooling to indicate that only part of
the locations have the ability to act as provider of a lateral transshipment. To the
best of our knowledge, partial pooling in the way we define it has not been studied
earlier. One special case, namely with one main local warehouse and one regular
local warehouse, could be interpreted as a situation with unidirectional lateral trans-
shipment (see Axsäter, 2003-a, for approximate evaluation of unidirectional lateral
transshipment), but apart from that special case, partial pooling and unidirectional
lateral transshipment are different since in our network structure with partial pooling,
lateral transshipment is possible between all mains.

There is a close relationship between the model of Wong et al. (2005-a) and our model.
Both are multi-item models for the multi-location situation with lateral transship-
ment, and both apply waiting time constraints. The main differences are that Wong
et al. assume full pooling where we have a network structure that allows for partial
pooling as well, and that Wong et al. apply exact evaluation where we use approx-
imate evaluation (because of the number of local warehouses in real-life instances).
Furthermore, Wong et al. have one waiting time constraint per local warehouse where
we allow multiple groups that each have a constraint on the aggregate mean waiting
time. In fact, this means that we allow for commonality in our model as well. Lastly,
Wong et al. use a different rule to determine which local warehouse supplies the lateral
transshipment.

The structure of this chapter is as follows. In Section 6.2, we describe our model. In
Section 6.3, we describe how a given policy, i.e., a given vector of base stock levels
in all local warehouses, can be evaluated exactly. After that, we describe and test
our approximate evaluation method in Section 6.4. Next, we describe our greedy
(heuristic) method to find a feasible policy in Section 6.5, followed by a comparison
between the performance of partial and full pooling in Section 6.6. Then, we present
a case study at ASML in Section 6.7, and we conclude in Section 6.8.

6.2 Model description

For the production process of Integrated Circuits (IC-s), IC-manufacturers have set
up large production facilities or fabs. In these fabs, typically multiple production
lines are established, to enable high production rates. The required equipment in
this production process is very expensive, and among those, the ASML machines of
more than 10 million Euro each are the most expensive. Since customers have made
huge investments, they have a strong focus upon availability of their machines, and
thus maintenance plays an important role. Besides extensive preventive maintenance
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programs, corrective maintenance should be carried out upon failure of parts, and for
this corrective maintenance, spare parts are required.

Since these spare parts are expensive and failure rates are low, it is not profitable for
individual customers to keep spare parts inventory. Instead, the Original Equipment
Manufacturer, the vendor of the machines, takes care of the spare parts provisioning,
and in this study, we focus on one such OEM: ASML. With respect to the spare
parts provisioning, typically, in service level agreements, a target aggregate mean
waiting time is specified that should be met by ASML. Targets are set for groups of
machines, e.g. for all ASML machines at one fab, or for all ASML machines within
that fab that are used for the same functional step or type of IC. ASML has multiple
local warehouses, located all over the world and close to customers. Each group of
machines is assigned to one of these local warehouses, which means that this local
warehouse is the first candidate to provide a spare part to that group upon failure.

Let N denote the (non-empty) set of groups of machines. Machines in each group
n ∈ N consist of multiple items (or SKU-s). The SKU-s can break down, which causes
the corresponding machine to be non-operational. When the defective part is replaced
by a new one, the machine is operational again. Let I denote the (non-empty) set of
SKU-s, numbered I = 1, . . . , |I|. Failure rates (demand rates) per time unit for each
SKU i ∈ I and group n ∈ N are assumed to follow a Poisson process with a constant
rate mi,n. We define Mn as the total demand for group n, i.e., Mn :=

∑
i∈I mi,n,

n ∈ N , and we assume that Mn > 0, n ∈ N . The target aggregate mean waiting time
for group n ∈ N , i.e., the maximum expected waiting time for an arbitrary request
from group n, is denoted by Ŵ obj

n . The OEM has to meet these specified constraints,
and aims to do so against minimal cost.

Let J denote the (non-empty) set of local warehouses, numbered j = 1, . . . , |J |. We
distinguish two types of local warehouses: main local warehouses and regular local
warehouses, shortly referred to as mains and regulars, respectively. Let K (⊆ J)
denote the subset of main local warehouses. All other local warehouses j ∈ J \K are
regular local warehouses. The difference between these two types of local warehouses
is that mains can and regulars cannot be the supplier of a lateral transshipment (i.e.,
a part delivery to another main or regular local warehouse). Although in principle
K can be empty, in our model description and analysis below we assume |K| > 0. If
|K| = 0, no lateral transshipment takes place, and then the analysis is straightforward
because it can be done for each regular local warehouse separately.

Each group n ∈ N is assigned to exactly one local warehouse j ∈ J (either a main or
a regular local warehouse). This means that if the group needs a spare part because
a part of a machine in this group has broken down, it will submit its request to that
particular local warehouse. Let Nj (⊆ N) denote the subset of groups that is assigned
to local warehouse j ∈ J ; so, the sets Nj , j ∈ J , constitute a partition of N . A local
warehouse can serve more than one group; a main local warehouse could also have
zero groups. Let Mi,j , i ∈ I, j ∈ J , denote the total demand for SKU i at local
warehouse j, i.e., Mi,j :=

∑
n∈Nj

mi,n. If a part is requested by group n ∈ Nj , it will
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be provided immediately by local warehouse j if this local warehouse has stock on
hand. The corresponding waiting time is zero, which also holds for the corresponding
cost.

If local warehouse j (either a regular of a main local warehouse) does not have stock
on hand, then it tries to obtain the part by means of a lateral transshipment from
one of the (other) main local warehouses. The corresponding transportation time
for this lateral transshipment from main k ∈ K, k �= j, to local warehouse j ∈ J
is tlatj,k (≥ 0) and the corresponding cost is C lat

j,k (≥ 0). Notice that j can be both a
main or a regular local warehouse. In case of a need for lateral transshipment, the
main local warehouses are checked in a pre-specified order, and the first main that
has stock on hand delivers the part. The pre-specified order follows the following
structure. Each regular local warehouse is assigned to one main, i.e., in case of a
need for lateral transshipment, this main is checked first. A main can have multiple
regulars assigned to it. The main local warehouse k ∈ K to which a regular local
warehouse j ∈ J \ K is assigned, is denoted as kj . Furthermore, for each main local
warehouse k ∈ K, a sequence is given for all other mains to be checked. Thus, the
sequence of mains to be checked is identical for demands observed at main k ∈ K
and demands observed at a regular j ∈ J \ K with kj = k. The pre-specified order
can be such that you have increasing transportation times, but other orderings are
possible as well. Define vector σ(k) :=

(
σ1(k), . . . , σ|K|−1(k)

)
as the permutation of

main local warehouses K \ {k} that represents this pre-specified order for main local
warehouse k (each main local warehouse other than k appears exactly once in this
order). Furthermore, let K(k, k̃) (⊂ K) denote the subset of main local warehouses
with a lower position number than main k̃ in the pre-specified order for main local
warehouse k, i.e., the subset containing all predecessors of k̃ in the pre-specified order
for main local warehouse k. Notice that K(k, σ1(k)) = ∅.
If neither (main or regular) local warehouse j itself nor one of the (other) main
local warehouses can deliver the part, an emergency replenishment from a central
warehouse takes place. The corresponding transportation time and cost (additional
cost compared to normal replenishment) are tem (≥ tlatj,k, j ∈ J, k ∈ K, k �= j), and
Cem (≥ C lat

j,k, j ∈ J, k ∈ K, k �= j), respectively. We assume that the central warehouse
has infinite stock of all SKU-s and thus can always deliver requested parts.

The stock in all (regular and main) local warehouses is controlled by a base stock
policy. The base stock level for SKU i ∈ I in local warehouse j ∈ J is denoted as
Si,j (∈ N0 = N ∪ {0}). Let Si := (Si,1, . . . , Si,|J|), i ∈ I, denote the vector of base
stock levels for SKU i. Once a part in a local warehouse is used to satisfy demand,
immediately a new part is requested from the central warehouse. This part will be
delivered after a certain normal replenishment lead time with mean treg (≥ tem). No
cost is involved here for transportation. (We could easily incorporate such a cost, but
we omit it here since it represents a constant factor.) We assume in our model that the
replenishment lead time is exponentially distributed. We need this assumption in our
exact analysis. Alfredsson and Verrijdt (1999) have shown by simulation that their
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model is to a large extent insensitive to the lead time distribution. It is reasonable to
assume that this also holds for our model.

Notice that like in the previous chapters, the feature of having two transportation
modes, with times treg and tem, respectively, is incorporated easily as we consider a
single-echelon model.

The cost for holding one unit of SKU i ∈ I in stock for one time unit is Ch
i . We

do assume that holding cost is incurred as well for parts in the replenishment and
transshipment pipelines. This is a logical choice since the whole service supply chain
is the property of the OEM.

The network under study is a single-echelon, multi-location network, since we as-
sume infinite stock at the central warehouse. For ease of notation, we assume that
transportation cost and transportation time parameters do not differ per SKU i ∈ I.
However, it is easy to extend the model in this regard. We assume that tem is consid-
erably larger than tlatj,k, j ∈ J, k ∈ K, k �= j, and that Cem is considerably larger than
C lat

j,k, j ∈ J, k ∈ K, k �= j, in line with results obtained in the previous chapter. Then,
lateral transshipment is preferred over emergency replenishment.

With respect to the fulfillment of demand for SKU i ∈ I at local warehouse j ∈ J ,
we introduce the following notation:

• βi,j(Si), for the fraction of the demand for SKU i at local warehouse j that is
delivered immediately upon request, i.e., from the stock in local warehouse j
itself, also called the (item) fill rate;

• αi,j,k(Si), k ∈ K, k �= j, for the fraction of the demand for SKU i at local
warehouse j that is delivered from main local warehouse k by means of lateral
transshipment;

• θi,j(Si), for the fraction of the demand for SKU i at local warehouse j that is
delivered from the central warehouse (infinite stock) as an emergency shipment.

Besides the notation introduced above, define

Ai,j(Si) :=
∑

k∈K,k �=j

αi,j,k(Si)

as the total fraction of the demand for SKU i ∈ I at local warehouse j ∈ J that
is delivered by lateral transshipment. Notice that for each SKU i ∈ I at each local
warehouse j ∈ J , it holds that

βi,j(Si) + Ai,j(Si) + θi,j(Si) = 1. (6.1)

Furthermore, notice that θi,k(Si) is equal for all mains k ∈ K because an emergency
transshipment from the central warehouse only takes place if none of the main local
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warehouses has stock on hand, and, obviously, this probability is independent on
which main local warehouse observes the demand.

In Sections 6.3 and 6.4, we show how all fractions can be determined, in an exactly
and approximate way, respectively, for a given vector of base stock levels Si, i ∈ I.

Let Wi,j(Si), i ∈ I, j ∈ J , denote the expected waiting time if SKU i is requested at
local warehouse j, at given vector Si. Then, Wi,j(Si) can be calculated as follows:

Wi,j(Si) =
∑

k∈K,k �=j

tlatj,kαi,j,k(Si) + temθi,j(Si). (6.2)

For SKU i ∈ I, the total holding cost incurred per time unit equals∑
j∈J

Ch
i Si,j , (6.3)

and the expected total transportation cost incurred per time unit equals

∑
j∈J

Mi,j

⎛⎝ ∑
k∈K,k �=j

C lat
j,kαi,j,k(Si) + Cemθi,j(Si)

⎞⎠ .

Therefore, for SKU i ∈ I, the expected total cost per time unit for the spare parts
provisioning, Ci(Si), is

Ci(Si) =
∑
j∈J

Ch
i Si,j +

∑
j∈J

Mi,j

⎛⎝ ∑
k∈K,k �=j

C lat
j,kαi,j,k(Si) + Cemθi,j(Si)

⎞⎠ . (6.4)

The objective of the OEM is to minimize the expected total (holding and transporta-
tion) cost for all SKU-s together, under the condition that the expected waiting time
for an arbitrary request from each group n ∈ N does not exceed the target aggregate
mean waiting time Ŵ obj

n . Since the expected waiting time for an arbitrary request
from group n ∈ Nj is a demand-weighted average of the expected waiting time for
each SKU i ∈ I at local warehouse j, the problem can be formulated mathematically
as follows:

(P) min
∑
i∈I

Ci(Si)

subject to
∑
i∈I

mi,n

Mn
Wi,j(Si) ≤ Ŵ obj

n , j ∈ J, n ∈ Nj ,

Si,j ∈ N0, i ∈ I, j ∈ J.

In the next sections, Sections 6.3, 6.4, and 6.5, we describe how a given policy can be
evaluated, either exactly or approximately, and how a feasible solution for Problem (P)
can be obtained. Sections 6.3, 6.4, and 6.5 can be omitted without loss of continuity.
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6.3 Exact evaluation

In this section, we describe how a certain policy, i.e., a choice of base stock levels for
all main and regular local warehouses, can be evaluated exactly. Evaluation can be
done for each SKU i ∈ I separately. In the evaluation, for a given policy Si for SKU
i, i.e., for a given vector of base stock levels in all local warehouses j ∈ J for SKU
i, we determine βi,j(Si), j ∈ J , αi,j,k(Si), j ∈ J , k ∈ K, k �= j, and θi,j(Si), j ∈ J .
Once we have determined those, the waiting times Wi,j(Si), j ∈ J , and cost Ci(Si),
follow immediately from Equations (6.2) and (6.4).

For the exact evaluation of a given policy for SKU i ∈ I, we may use a Markov process
description. The states may be described by the on-hand stocks at all the warehouses
j ∈ J . This gives a |J |-dimensional state space, and thus exact numerical evaluation
can only be done for a limited number of local warehouses, as computation times are
exponential in the number of local warehouses.

For our Markov process with a |J |-dimensional state space, let xi = (xi,1, . . . , xi,|J|)
denote a vector that represents the current state, where xi,j , j ∈ J , is the number of
parts on hand in local warehouse j, and with 0 ≤ xi,j ≤ Si,j , j ∈ J . Furthermore,
let ej denote a row vector of size |J | with the j-th element equal to 1 and all other
elements equal to 0.

If the system is in state xi, then two kinds of events can occur. First, at any local
warehouse j ∈ J , a request can arrive for SKU i. Secondly, at each local warehouse
j ∈ J that has less stock on hand than its base stock level (xi,j < Si,j), a part of SKU
i can arrive as a stock replenishment from the central warehouse. By considering both
types of events for all applicable local warehouses, we obtain the transition rates from
state xi to other states. To identify all state transitions, this has to be done for all
states.

If a part of SKU i is requested at local warehouse j ∈ J while the system is in state
xi, then one of the following cases is true.

If local warehouse j is a regular local warehouse:

• Regular local warehouse j has stock on hand. In this case, the regular local
warehouse can supply the requested part from its own stock. The corresponding
state transition is xi → xi − ej , and the transition rate is Mi,j .

• Regular local warehouse j has no stock on hand, but main local warehouse kj

has stock on hand. In this case, main local warehouse kj delivers the requested
part. The corresponding state transition is xi → xi − ekj

, and the transition
rate is Mi,j .

• Neither regular local warehouse j nor main local warehouse kj has stock on
hand, but at least one other main local warehouse has stock on hand. In this
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case, the part is delivered by the first main local warehouse k in the predefined
lateral transshipment order σ(kj) that has stock on hand. The corresponding
state transition is xi → xi − ek, and the transition rate is Mi,j .

• Neither regular local warehouse j nor any of the main local warehouses has stock
on hand. In this case, the part will be supplied by an emergency replenishment
from the central warehouse, and the system remains in the current state (no
transition takes place).

If local warehouse j is a main local warehouse:

• Main local warehouse j has stock on hand. In this case, the main local warehouse
can supply the requested part from its own stock. The corresponding state
transition is xi → xi − ej , and the transition rate is Mi,j .

• Main local warehouse j has no stock on hand, but at least one other main local
warehouse has stock on hand. In this case, the part is delivered by the first
main local warehouse k in the predefined lateral transshipment order σ(j) that
has stock on hand. The corresponding state transition is xi → xi − ek, and the
transition rate is Mi,j .

• None of the main local warehouses has stock on hand. In this case, the part will
be supplied by an emergency replenishment from the central warehouse, and
the system remains in the current state (no transition takes place).

If a part of SKU i arrives as stock replenishment in local warehouse j ∈ J with
xi,j < Si,j while the system is in state xi, then the state transition is xi → xi + ej ,
and the transition rate is (Si,j − xi,j)/treg. The numerator is the number of parts of
local warehouse j that is currently being replenished.

When all state transitions are determined, we can apply uniformization (see e.g. Ross,
1996, Section 5.8) by adding state transitions from a state to itself. After uniformiza-
tion, we can find the equilibrium distribution, i.e., the steady-state probabilities, for
our Markov process by successive approximation, also known as the power method (see
e.g Varga, 1962, p. 281). Theoretically, successive approximation provides us with ex-
act steady-state probabilities. Numerically, however, we will stop when steady-state
probabilities do not change more than ε, with ε small. For all states xi, let π(xi)
denote the steady-state probability that the Markov process is in state xi.

The next step is to determine βi,j(Si), αi,j,k(Si), k ∈ K, k �= j, and θi,j(Si), for all
local warehouses j ∈ J . Remember that for each local warehouse j, these values sum
up to 1. Each steady-state probability π(xi) contributes to exactly one of the terms
βi,j(Si), αi,j,k(Si), k ∈ K, k �= j, and θi,j(Si), and thus, βi,j(Si), αi,j,k(Si), k ∈ K,
k �= j, and θi,j(Si) can be determined by summation of the correct probabilities. For
each local warehouse j ∈ J , they can be determined as follows (described along the
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same lines as used to describe what happens if a demand occurs).

If local warehouse j is a regular local warehouse:

βi,j(Si) =
∑

xi|xi,j>0 π(xi);

αi,j,kj
(Si) =

∑
xi|xi,j=0, xi,kj

>0 π(xi);

αi,j,k(Si) =
∑

xi|xi,j=0, xi,kj
=0, xi,k̂=0 (∀k̂∈K(kj ,k)), xi,k>0 π(xi), k ∈ K, k �= kj ;

θi,j(Si) =
∑

xi|xi,j=0, xi,k=0, (∀k∈K) π(xi).

If local warehouse j is a main local warehouse:

βi,j(Si) =
∑

xi|xi,j>0 π(xi);

αi,j,k(Si) =
∑

xi|xi,j=0, xi,k̂=0 (∀k̂∈K(j,k)), xi,k>0 π(xi), k ∈ K, k �= j;

θi,j(Si) =
∑

xi|xi,k=0, (∀k∈K) π(xi).

Of course, for each local warehouse j ∈ J , one of the terms βi,j(Si), αi,j,k(Si), k ∈ K,
k �= j, and θi,j(Si), could alternatively be calculated as the difference between 1 and
the sum of the other terms.

6.4 Approximate evaluation

In Section 6.3, we have described how a policy, i.e., a choice of base stock levels
for all main and regular local warehouses, can be evaluated exactly. However, exact
evaluation is done numerically, and can be time-consuming or even computationally
intractable if the number of local warehouses is large, since each local warehouse con-
stitutes a dimension in the Markov process. (Of course, in the special case that all
local warehouses are regulars, i.e., if no lateral transshipment takes place at all, each
regular can be analyzed individually and we do not have computational problems.)
Since our method should be applicable for real-life instances with many local ware-
houses, we have to overcome the computational problems of exact evaluation, and
therefore, we introduce an approximate evaluation method in this section.

As mentioned in the previous section, evaluation can be done for each SKU i ∈ I
separately. In the evaluation, for a given policy Si for SKU i, i.e., for a given vector
of base stock levels in all local warehouses j ∈ J for SKU i, we determine βi,j(Si),
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j ∈ J , αi,j,k(Si), j ∈ J , k ∈ K, k �= j, and θi,j(Si), j ∈ J ; the waiting times Wi,j(Si),
j ∈ J , and cost Ci(Si) then follow from Equations (6.2) and (6.4).

In the approximate evaluation, we make use of the loss probability in the Erlang loss
model. Let L(n, ρ) denote this loss probability, where n represents the number of
servers in the system and ρ the occupation rate. Then, L(n, ρ) is given by

L(n, ρ) =
ρn/n!∑n

x=0 ρx/x!
.

The key to our approximate evaluation method is that we reduce the state space of
the Markov processes that we have to analyze. We do this reduction in two steps.
The first reduction step decouples regular local warehouses from the mains, leaving
us separate regulars and a system of mains to analyze. The second reduction step
decouples the system of main local warehouses so that each main can be analyzed
individually. These two reduction steps and the required assumptions are discussed
in §6.4.1 and §6.4.2, respectively. After that, we describe our approximate evaluation
method more formally in §6.4.3. In §6.4.4 we compare our approximate evaluation
with exact evaluation.

6.4.1 Decoupling the regulars from the mains

The first reduction step aims to decouple the regular local warehouses from the main
local warehouses. The connection between regular local warehouses j ∈ J \K and all
main local warehouses k ∈ K is that the mains can provide a lateral transshipment
to a regular local warehouse. A demand for such a lateral transshipment occurs
when regular local warehouse j faces customer demand at a moment that it is out
of stock. We refer to the demand process for lateral transshipment at regular j ∈
J \ K as the overflow demand process at regular j ∈ J \ K. In our approximate
evaluation, we assume that the overflow demand process at regular j ∈ J\K behaves as
a Poisson process that constitutes an additional demand stream at main kj. Obviously,
in reality this demand process can be burstier than Poisson, as it occurs only at the
moments that the regular local warehouse is out of stock, but for low demand rates
our assumption seems reasonable. Also, notice that in case a regular j has Si,j = 0,
the overflow demand really follows a Poisson process, since all demand is forwarded.

First, each regular j ∈ J \K is analyzed separately using the Erlang loss model. The
process in a regular local warehouse j ∈ J \ K is as in the Erlang loss system with
demand rate Mi,j , Si,j servers, and the mean replenishment time treg as mean service
time. The number of items of SKU i that is in stock in the regular local warehouse
equals the number of empty servers in the Erlang loss model. This gives us βi,j(Si)
(that actually only depends on Si,j , and not on the base stock levels at other local
warehouses) as βi,j(Si) = 1 − L(Si,j ,Mi,jt

reg). Notice that this formula for the fill
rates in the regular local warehouses is exact.
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At this point, we use our assumption that the demand for lateral transshipment to
regular j can be modeled as demand at main kj that follows a Poisson process, with
rate (1 − βi,j(Si))Mi,j . We introduce M̃i,k for the demand rate for SKU i at main
local warehouse k ∈ K including all demand for lateral transshipment from main k
to a regular assigned to this main, i.e. M̃i,k := Mi,k +

∑
j∈J|kj=k (1 − βi,j(Si)) Mi,j .

We can now analyze the system of mains, where each main k ∈ K faces demand that
follows a Poisson demand process with parameter M̃i,k. The analysis of the system of
mains provides us with βi,k(Si), k ∈ K, αi,k,k̃(Si), k ∈ K, k̃ ∈ K, k̃ �= k, and θi,k(Si),
k ∈ K. The system of mains could be analyzed exactly, as described in Section 6.3,
or approximately, as described in the next subsection.

Finally, we can determine the remaining performance measures αi,j,k(Si), k ∈ K,
and θi,j(Si) for all regulars j ∈ J \ K, based on the performance measures that we
determined for the mains:

αi,j,k(Si) :=

⎧⎨⎩ (1 − βi,j(Si))βi,kj
(Si), k = kj ,

(1 − βi,j(Si))αi,kj ,k(Si), k ∈ K, k �= kj ,
(6.5)

and θi,j(Si) := (1 − βi,j(Si))θi,kj
(Si).

By the reduction step described in this subsection, we decoupled the regulars from
the mains. This step reduces the complexity of the analysis for the partial pooling
situation (with both regulars and mains). We do not have to analyze a Markov process
with a |J |-dimensional state space. Instead, we can analyze the regulars individually,
and for the mains we are left with a Markov process with a |K|-dimensional state
space only.

6.4.2 Decoupling the mains

The second reduction step aims to decouple the main local warehouses, so that each
main local warehouse can be analyzed separately. The connection between the main
local warehouses k ∈ K is that lateral transshipment can take place from each main
to each other main. A demand for a lateral transshipment occurs when a main k ∈ K
faces customer demand at a moment that it is out of stock. We refer to the demand
process for lateral transshipment at main k ∈ K as the overflow demand process at
main k ∈ K. In our approximate evaluation, we assume that the overflow demand
process at main k ∈ K behaves as a Poisson process that constitutes additional demand
streams at all other mains l, l ∈ K, l �= k. Again, in reality this demand process
could be burstier than Poisson, as it occurs only at the moments that main k is out
of stock. However, by making the assumption that it follows a Poisson process, we
can decouple the mains, and analyze each main individually. For the analysis of each
main local warehouse, we use the Erlang loss model.

First, we determine θi,k(Si), k ∈ K, exactly by considering the aggregate system of
all main local warehouses together. Given main local warehouses k ∈ K with demand
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rates according to a Poisson process with rates M̃i,k and with base stock levels Si,k,
the process in the aggregate system is as in the Erlang loss system with demand rate∑

k∈K M̃i,k,
∑

k∈K Si,k servers, and the mean replenishment time treg as mean service
time, since the mains fully pool their inventory. The number of items of SKU i that
is in stock in the aggregate system equals the number of empty servers in the Erlang
loss model. Thus, we can calculate θi,k(Si), k ∈ K, as the Erlang loss probability of
the aggregate system:

θi,k(Si) := L
(∑

k∈K
Si,k,

∑
k∈K

M̃i,ktreg
)

, k ∈ K.

At this point, we introduce M̂i,k̃,k, k, k̃ ∈ K, k̃ �= k, for the rate with which main

k̃ requests a lateral transshipment from main k. Furthermore, we introduce M̂i,k for
the demand rate for SKU i at main local warehouse k ∈ K including all demand for
lateral transshipment. Thus,

M̂i,k := M̃i,k +
∑

k̃∈K,k̃ �=k

M̂i,k̃,k, k ∈ K.

In our approximate evaluation, we analyze each main local warehouse separately,
using the Erlang loss model. For each main k ∈ K, βi,k(Si) := 1−L

(
Si,k, M̂i,ktreg

)
,

and Ai,k(Si) := 1 − (βi,k(Si) + θi,k(Si)). So, βi,k(Si) and Ai,k(Si) are dependent on
M̂i,k. (It is discussed later how we obtain the values for αi,k,k̃(Si), k ∈ K, k̃ ∈ K,

k̃ �= k.)

On the other hand, M̂i,k, k ∈ K, is dependent on fill rates. We determine its compo-
nents M̂i,k̃,k, k̃ ∈ K, k̃ �= k, as:

M̂i,k̃,k :=

⎧⎪⎪⎪⎪⎪⎪⎪⎪⎨⎪⎪⎪⎪⎪⎪⎪⎪⎩

Ai,k̃(Si)M̃i,k̃

1 −∏�∈K,� �=k̃ (1 − βi,�(Si))

∏
�∈K(k̃,k)

(1 − βi,�(Si)) ,

Si,� > 0 for at least
one 
 ∈ K \ {k̃},

0, otherwise,

(6.6)

with the product term
∏

�∈K(k̃,k) (1 − βi,�(Si)) defined as 1 if K(k̃, k) = ∅. The
explanation for this formula follows below.

We explain Equation (6.6) by means of an example. Consider a system with 3 mains
1, 2, and 3, with σ(1) = (2, 3). We derive Equation (6.6) for M̂i,1,2 and M̂i,1,3 for
the case that Si,2 > 0 or Si,3 > 0. In the Erlang loss model for main 2, a fraction
βi,2(Si) of the observed Poisson demand rate M̂i,1,2 for lateral transshipment to main
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1 will be fulfilled. According to the pre-defined lateral transshipment order σ(1),
we let main 3 face the remaining demand for lateral transshipment to main 1, i.e.
M̂i,1,3 := (1 − βi,2(Si))M̂i,1,2, again assuming that this demand follows a Poisson
process. In the Erlang loss model for main 3, a fraction βi,3(Si) of the observed
Poisson demand rate M̂i,1,3 for lateral transshipment to main 1 will be fulfilled. Under
the assumption of independency of the physical stocks in mains 2 and 3, we have
that (in expectation) in total the following amount is satisfied by means of lateral
transshipment:

βi,2(Si)M̂i,1,2 + βi,3(Si)M̂i,1,3

= βi,2(Si)M̂i,1,2 + βi,3(Si)(1 − βi,2(Si))M̂i,1,2

= (βi,2(Si) + βi,3(Si) − βi,2(Si)βi,3(Si)) M̂i,1,2

= (1 − (1 − βi,2(Si))(1 − βi,3(Si))) M̂i,1,2. (6.7)

Because in total a fraction Ai,1(Si) of the demand M̃i,1 at main 1 is supplied by lateral
transshipment from the other mains 2 and 3, Equation (6.7) equals Ai,1(Si)M̃i,1, or,
equivalently,

M̂i,1,2 =
Ai,1(Si)M̃i,1

1 − (1 − βi,2(Si)) (1 − βi,3(Si))
. (6.8)

Thus,

M̂i,1,3 =
Ai,1(Si)M̃i,1

1 − (1 − βi,2(Si)) (1 − βi,3(Si))
(1 − βi,2(Si)). (6.9)

Equations (6.8) and (6.9) are in accordance with Equation (6.6). The denominator
1− (1 − βi,2(Si)) (1 − βi,3(Si)) in Equations (6.8) and (6.9) could be considered as an
adjustment factor for the lateral transshipment demand rates.

If Si,� = 0 for all 
 ∈ K \ k̃, then M̂i,k̃,k = 0. We distinguish this case since then the
denominator 1−∏�∈K,� �=k̃ (1 − βi,�(Si)) in Equation (6.6) would be zero. Notice that
in this case, no lateral transshipment to main k̃ will take place at all.

We use an iterative procedure to determine M̂i,k, k ∈ K, M̂i,k̃,k, k, k̃ ∈ K, k̃ �= k,
βi,k(Si), k ∈ K, and Ai,k(Si), k ∈ K. This procedure works as follows. Initially, we
suppose that no lateral transshipment takes place between the mains and accordingly,
we set the demand rates equal to M̂i,k := M̃i,k, k ∈ K. We apply the Erlang loss model

for each main k ∈ K and determine βi,k(Si) := 1−L
(
Si,k, M̂i,ktreg

)
, and Ai,k(Si) :=

1 − (βi,k(Si) + θi,k(Si)), k ∈ K. For one main k′, we now determine M̂i,k̃,k′ , k̃ ∈ K,

k̃ �= k′, using Equation (6.6), and, subsequently, M̂i,k′ , βi,k′(Si), and Ai,k′(Si). We
repeat this for all other mains k ∈ K, and then consider main k′ again, etcetera.
We continue this iterative procedure until M̂i,k, k ∈ K, each do not change more
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than ε, with ε small. We observed that this iterative procedure converges in all cases,
but there is no formal proof for the convergence. After convergence, the values for
αi,k,k̃(Si), k ∈ K, k̃ ∈ K, k̃ �= k, are determined as αi,k,k̃(Si) := βi,k̃(Si)M̂i,k,k̃/M̃i,k.

By the reduction step described in this subsection, we decoupled the main local ware-
houses. This step reduces the complexity of the analysis of a system of mains. We do
not have to analyze a Markov process with a |K|-dimensional state space. Instead,
we can now iteratively analyze the mains individually.

The decoupling of the main local warehouses is an adapted version of the approximate
evaluation of Axsäter (1990-a). The basic idea of his approximation is that the lo-
cal warehouses (he does not distinguish mains and regulars) are iteratively evaluated
individually, thus reducing the state space, where a correction takes place for each
individual local warehouse because of the lateral transshipment demand originating
from other local warehouses. The important contribution of Axsäter (1990-a) is that
he provides a good estimate for this correction. To take into account lateral transship-
ment to other local warehouses, he adjusts the demand rate observed by each local
warehouse, assuming that this additional demand follows a Poisson process. Axsäter
shows in a numerical experiment that his approximate evaluation performs well. Re-
sults from his approximate evaluation are close to values obtained by simulation.

The differences between the model of Axsäter and our model are as follows. First,
Axsäter considers a two-echelon network with pooling groups, where orders that can-
not be supplied from one of the other local warehouses within the pooling group are
fulfilled from the central warehouse (using the same transportation mode as used for
replenishment of the local warehouses). We consider one echelon only and assume
infinite supply from a central warehouse, and we allow for emergency supply in case
none of the main local warehouses can supply the part. Secondly, Axsäter assumes
that lateral transshipment is supplied from a randomly chosen main local warehouse
that has stock on hand, while we apply a pre-defined lateral transshipment order.
A minor difference is that Axsäter assumes that base stock levels in all main local
warehouses are non-zero, where we allow base stock levels to be zero.

6.4.3 Description

In §6.4.1 and §6.4.2, we have described two reduction steps that we use in our ap-
proximate evaluation method. In the current subsection, we describe our approximate
evaluation method algorithmically. We describe two algorithms, Algorithms 6.1 and
6.2. Algorithm 6.2 describes Step 3 of Algorithm 6.1 in detail.

Algorithm 6.1

Step 1 For all regulars j ∈ J \ K, βi,j(Si) := 1 − L(Si,j ,Mi,jt
reg).

Step 2 For all mains k ∈ K, M̃i,k := Mi,k +
∑

j∈J|kj=k (1 − βi,j(Si)) Mi,j .
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Step 3 For all mains k ∈ K, determine βi,k(Si), αi,k,k̃(Si), k̃ ∈ K, k̃ �= k, and
θi,k(Si), using Algorithm 6.2.

Step 4 For all regulars j ∈ J \ K, if K = ∅, then θi,j(Si) := (1 − βi,j(Si)).
Otherwise, αi,j,k(Si) is determined using Equation (6.5) and θi,j(Si) := (1 −
βi,j(Si))θi,kj

(Si).

Algorithm 6.2

Step 1 For all mains k ∈ K, θi,k(Si) := L
(∑

k∈K Si,k,
∑

k∈K M̃i,ktreg
)
.

Step 2 For all mains k ∈ K, βi,k(Si) := 1 − L
(
Si,k, M̃i,ktreg

)
, and

Ai,k(Si) := 1 − (βi,k(Si) + θi,k(Si)).

Step 3 For one main k ∈ K:

Step 3-a Determine M̂i,k̃,k using Equation (6.6), and

M̂i,k := M̃i,k +
∑

k̃∈K,k̃ �=k M̂i,k̃,k.

Step 3-b βi,k(Si) := 1 − L
(
Si,k, M̂i,ktreg

)
, and

Ai,k(Si) := 1 − (βi,k(Si) + θi,k(Si)).

Step 4 Repeat Step 3 for all other mains k ∈ K.

Step 5 Repeat Steps 3 and 4 until M̂i,k does not change more than ε for each k ∈ K,
with ε small.

Step 6 For all mains k ∈ K, αi,k,k̃(Si) := βi,k̃(Si)M̂i,k,k̃/M̃i,k, k̃ ∈ K, k̃ �= k.

Notice that in the full pooling situation, i.e., if all local warehouses are mains, our
algorithm basically boils down to Algorithm 6.2. In the no pooling situation, i.e., if
all local warehouses are regulars, then each regular is analyzed individually (using
only Steps 1 and 4 of Algorithm 6.1), and this analysis is exact.

6.4.4 Numerical comparison

In this subsection we test our approximate evaluation method. For instances with a
small number of local warehouses (|J | ≤ 4) we compare the approximate evaluation
to exact evaluation. As we mentioned, evaluation is done for each SKU individually,
so our instances each consider one item only. We assume that each local warehouse
serves one group, so we can represent demand rates as Mi,j , j ∈ J .
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Table 6.1 Parameter settings and results for symmetric instances with mains only,
with Mi,k in parts per year, with treg = 0.04 years, and with σ(1) = (2) and σ(2) = (1)
for |K| = 2, and σ(1) = (2, 3, 4), σ(2) = (3, 4, 1), σ(3) = (4, 1, 2) and σ(4) = (1, 2, 3) for
|K| = 4

|K| Mi,k Si,k βi,k(Si) αi,k,σ1(k)(Si) αi,k,σ2(k)(Si) αi,k,σ3(k)(Si) θi,k(Si)
exact appr. exact appr. exact appr. exact appr.

2 0.5 1 0.980 0.980 0.019 0.019 0.001
2 1 1 0.960 0.960 0.037 0.037 0.003
2 5 1 0.811 0.811 0.135 0.135 0.054
2 10 1 0.660 0.660 0.189 0.189 0.151
2 50 1 0.231 0.231 0.154 0.154 0.615
2 5 2 0.983 0.983 0.016 0.016 0.001
2 10 2 0.941 0.941 0.052 0.051 0.008
2 50 2 0.489 0.492 0.201 0.197 0.311
4 0.5 1 0.980 0.980 0.019 0.020 0.001 0.000 0.000 0.000 0.000
4 1 1 0.960 0.960 0.038 0.038 0.002 0.002 0.000 0.000 0.000
4 5 1 0.802 0.802 0.145 0.154 0.036 0.031 0.010 0.006 0.008
4 10 1 0.623 0.623 0.203 0.211 0.082 0.080 0.035 0.030 0.056
4 50 1 0.149 0.149 0.114 0.107 0.090 0.091 0.072 0.078 0.575
4 5 2 0.983 0.983 0.016 0.017 0.000 0.000 0.000 0.000 0.000
4 10 2 0.940 0.940 0.054 0.056 0.005 0.003 0.001 0.000 0.000
4 50 2 0.386 0.391 0.195 0.189 0.114 0.115 0.069 0.070 0.236

We first consider instances with main local warehouses only. Table 6.1 gives parameter
settings and results for symmetric instances, and Tables 6.2 and 6.3 give parameter
settings and results for asymmetric instances. Symmetric instances have equal de-
mand rates and base stock levels in all mains, and have a cyclic pre-defined order
for lateral transshipment, so that each main observes the same demand process for
lateral transshipment. Asymmetric instances have different demand rates, different
base stock levels per location, or both, and for these asymmetric instances, we also
vary the pre-defined lateral transshipment order. We study instances with 2 and 4
main local warehouses, and different values for demand rates Mi,k and base stock
levels Si,k, k ∈ K. Maximum values for demand rates match what we observe as
maximum demand rates at ASML. Even for those maximum values, low base stock
levels turn out to be sufficient to guarantee high fill rates. For this reason we limit
ourselves to instances with base stock levels of at most 2.

For instances with main local warehouses only, θi,k(Si), as determined in our approx-
imate evaluation method, is equal for each k ∈ K. Furthermore, it is exact as it is
obtained by an analysis of the aggregate system of all mains. Thus, the difference
between the approximate and exact βi,k(Si) is equal to the difference between the
exact and approximate Ai,k(Si) (cf. Equation (6.1)).

For symmetric instances, we report βi,k(Si) as determined exactly and approximately,
and θi,k(Si). Further, we study the lateral transshipment fraction Ai,k(Si) on the
disaggregated level by depicting αi,k,k̃(Si) (specifying which main k̃ ∈ K provides the
lateral transshipment to main k). Table 6.1 shows that the maximum absolute error
for βi,k(Si) is 0.5% and the maximum absolute error for αi,k,k̃ is 0.9%.

For asymmetric instances, we report exact values for θi,k(Si) (equal for each k ∈ K),
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Table 6.2 Parameter settings for asymmetric instances with mains only, with Mi,k

in parts per year, with treg = 0.04 years, and with σ(1) = (2) and σ(2) = (1) for
|K| = 2, and for |K| = 4 either σ(1) = (2, 3, 4), σ(2) = (3, 4, 1), σ(3) = (4, 1, 2)
and σ(4) = (1, 2, 3) (cycle) or σ(1) = (2, 3, 4), σ(2) = (1, 3, 4), σ(3) = (1, 2, 4) and
σ(4) = (1, 2, 3) (dom., i.e., dominance)

Instance |K| σ(k) Mi,1 Mi,2 Mi,3 Mi,4 Si,1 Si,2 Si,3 Si,4
1 2 1 5 1 1
2 2 1 5 1 2
3 2 5 10 1 1
4 2 5 10 1 2
5 4 cycle 1 5 5 10 1 1 1 1
6 4 cycle 1 5 5 10 1 1 1 2
7 4 cycle 1 5 5 10 1 1 2 2
8 4 cycle 1 5 5 10 1 2 2 2
9 4 cycle 5 5 5 5 1 1 1 2
10 4 cycle 5 5 5 5 1 2 2 2
11 4 dom. 1 5 5 10 1 1 1 1
12 4 dom. 1 5 5 10 1 1 1 2
13 4 dom. 1 5 5 10 1 1 2 2
14 4 dom. 1 5 5 10 1 2 2 2
15 4 dom. 5 5 5 5 1 1 1 2
16 4 dom. 5 5 5 5 1 2 2 2

and exact and approximate values for βi,k(Si), k ∈ K. Errors in Ai,k(Si), k ∈ K,
follow immediately from Equation (6.1) (for asymmetric instances, we do not study
αi,k,k̃(Si)). Table 6.3 shows us the results for instances as defined in Table 6.2. Again,
we observe small deviations. Absolute errors are less than 1% for all βi,k(Si), k ∈ K,
in all instances.

In the above, we considered instances with main local warehouses only. That means
that we specifically tested our approximation step described in §6.4.2 that decouples
the mains. From the numerical results, we can conclude that this approximation step
works well. It results in small errors in performance measures compared to exact
results.

In the remainder of this subsection, we describe instances having both main and
regular local warehouses. For instances as described in Table 6.4, we report results in
Table 6.5. We report results of the exact and approximate evaluation for mains and
regulars separately. Notice that in our approximate evaluation, βi,j(Si) is determined
exactly for the regulars j ∈ J \ K.

As can be seen from Table 6.5, again results from the approximate evaluation are
close to exact results, although the maximum absolute error is now 2%, obtained for
Ai,j(Si), and thus also for θi,j(Si), for the regulars in instance 6. This is higher than
in instances with main local warehouses only. For the mains, the maximum absolute
error is 1.1%, obtained in instance 16. Notice that for instances with one main
(instances 1-20), it is clear that the decoupling of the regulars from the main is the
one and only cause of errors, since for one main, no decoupling of mains takes place.
For the instances with 2 mains (instances 21-30), both decoupling of the regulars from
the mains and decoupling of the system of mains do take place.
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Table 6.3 Results for asymmetric instances with mains only

Instance βi,1(Si) βi,2(Si) βi,3(Si) βi,4(Si) θi,k(Si)
exact appr. exact appr. exact appr. exact appr.

1 0.934 0.934 0.832 0.832 0.023
2 0.959 0.959 0.983 0.983 0.002
3 0.765 0.765 0.695 0.695 0.101
4 0.819 0.819 0.938 0.938 0.020
5 0.859 0.852 0.811 0.816 0.805 0.807 0.692 0.692 0.009
6 0.938 0.936 0.829 0.830 0.811 0.810 0.935 0.936 0.002
7 0.943 0.941 0.830 0.831 0.977 0.978 0.945 0.945 0.000
8 0.944 0.942 0.983 0.983 0.983 0.983 0.945 0.945 0.000
9 0.829 0.829 0.811 0.810 0.805 0.804 0.974 0.976 0.001
10 0.831 0.831 0.978 0.978 0.983 0.983 0.983 0.983 0.000
11 0.827 0.818 0.808 0.811 0.821 0.825 0.712 0.713 0.009
12 0.891 0.885 0.825 0.826 0.828 0.830 0.945 0.946 0.002
13 0.914 0.910 0.829 0.829 0.982 0.983 0.946 0.946 0.000
14 0.939 0.936 0.983 0.983 0.983 0.984 0.946 0.946 0.000
15 0.787 0.782 0.802 0.799 0.819 0.821 0.981 0.983 0.001
16 0.827 0.826 0.977 0.978 0.983 0.983 0.984 0.984 0.000

Table 6.4 Parameter settings for instances with mains and regulars, with Mi,k in parts
per year and with treg = 0.04 years, with K = {1, 2}, σ(1) = (2) and σ(2) = (1) for
|K| = 2, with kj = 1, j ∈ J \K, for |K| = 1, and J \K = {3, 4}, k3 = 1 and k4 = 2 for
|K| = 2

Instance |K| |J| − |K| Mi,k Mi,j Si,k Si,j

(k ∈ K) (j ∈ J \ K) (k ∈ K) (j ∈ J \ K)
1 1 1 0.5 0.5 1 1
2 1 1 1 1 1 1
3 1 1 5 5 1 1
4 1 1 10 10 1 1
5 1 1 50 50 1 1
6 1 1 5 10 1 1
7 1 1 10 5 1 1
8 1 1 5 10 1 2
9 1 1 5 10 2 1
10 1 1 10 5 2 1
11 1 2 0.5 0.5 1 1
12 1 2 1 1 1 1
13 1 2 5 5 1 1
14 1 2 10 10 1 1
15 1 2 50 50 1 1
16 1 2 5 10 1 1
17 1 2 10 5 1 1
18 1 2 5 10 1 2
19 1 2 5 10 2 1
20 1 2 10 5 2 1
21 2 2 0.5 0.5 1 1
22 2 2 1 1 1 1
23 2 2 5 5 1 1
24 2 2 10 10 1 1
25 2 2 50 50 1 1
26 2 2 5 10 1 1
27 2 2 10 5 1 1
28 2 2 5 10 1 2
29 2 2 5 10 2 1
30 2 2 10 5 2 1
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For our numerical comparison, we used instances with a few local warehouses only.
Computation times were small; we measured computation times in milliseconds, and
they were mostly zero. However, for the exact evaluation, some instances required 10
milliseconds. So for those instances there is a large difference in computation time
between the exact and the approximate evaluation. This difference will even be larger
for instances with a larger number of local warehouses, and as |J | becomes too large,
exact evaluation will be impossible, due to the size of the state spaces.

In summary, we can conclude that our approximate evaluation is accurate and fast.

6.5 Approximation

In the previous section, we have described how, for each SKU i ∈ I, a given policy,
i.e., a choice for all base stock levels Si,j , j ∈ J , can be evaluated in an approximate
way. The current section deals with approximation, i.e., finding a feasible policy for
Problem (P) with as low cost as possible. For this integer-programming problem with
non-linear constraints, we provide a greedy heuristic, in which we use our approximate
evaluation method to determine cost and waiting times of given policies.

Wong et al. (2005-a) have shown that with exact evaluation, the greedy algorithm
followed by local search performs very well (they study instances with main local
warehouses only and one customer group per local warehouse). We performed addi-
tional experiments with the greedy method and exact evaluation, but without local
search. For instances with 50 and 100 SKU-s, and 2, 3, or 4 local warehouses, all of
which are mains, we found gaps of at most 3.7% compared to a lower bound obtained
by Dantzig-Wolfe decomposition / Lagrangian relaxation, and the size of this gap was
decreasing in the number of SKU-s: the average gap for instances with 50 SKU-s was
1.00% and the average gap for instances with 100 SKU-s was 0.72%. This shows that
the greedy method performs reasonably well.

Our greedy method builds up inventory for all SKU-s i ∈ I in all local warehouses
j ∈ J . It can be described in three steps. In the first (initialization) step, we set all
base stock levels Si,j := 0, i ∈ I, j ∈ J . In the second step, we increase base stock
levels if and as long as it does not increase cost. We execute this step for each SKU
i ∈ I separately (since cost and waiting times do depend on Si only). As long as
for an SKU i an increase of a base stock level Si,j would lead to a cost decrease, we
increase the base stock level that gives us the largest cost decrease by one. In the
third step, as long as our current solution is not feasible, we iteratively increase the
base stock level Si,j , i ∈ I, j ∈ J , that provides us with the largest decrease in waiting
time per unit cost increase.

For our algorithmic description, we introduce the following notation. Let ej , j ∈ J ,
denote a row vector of size |J | with the j-th element equal to 1 and all other elements
equal to 0. Define ΔC(i, j) := Ci(Si +ej)−Ci(Si), i ∈ I, j ∈ J , as the cost difference
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if the base stock level for SKU i at local warehouse j would be increased by one, at
a given vector Si. Furthermore, define the decrease in distance to the set of feasible
policies if for SKU i′ ∈ I and local warehouse j′ ∈ J the base stock level Si′,j′ will be
increased by one as

ΔW (i′, j′) :=
∑
j∈J

∑
n∈Nj

[∑
i∈I

mi,n

Mn
Wi,j(Si) − Ŵ obj

n

]+

−

∑
j∈J

∑
n∈Nj

⎡⎣ ∑
i∈I\{i′}

mi,n

Mn
Wi,j(Si) +

mi′,n

Mn
Wi′,j(Si′ + ej′) − Ŵ obj

n

⎤⎦+

,

with [a]+ := max{0, a}. Finally, define ratio R(i, j), i ∈ I, j ∈ J , as R(i, j) :=
ΔW (i, j)/ΔC(i, j).

In Algorithm 6.3, we describe our heuristic formally.

Algorithm 6.3

Step 1 Set Si,j := 0, i ∈ I, j ∈ J .

Step 2 For each SKU i ∈ I:

Step 2-a Calculate ΔC(i, j), j ∈ J .

Step 2-b While min{ΔC(i, j)} ≤ 0:

1. Determine ĵ such that ΔC(i, ĵ) ≤ ΔC(i, j), j ∈ J .
2. Set Si,ĵ := Si,ĵ + 1.
3. Calculate ΔC(i, j), j ∈ J .

Step 3

Step 3-a Calculate R(i, j), i ∈ I, j ∈ J .

Step 3-b While max{R(i, j)} > 0:

1. Determine î and ĵ such that R(̂i, ĵ) ≥ R(i, j), i ∈ I, j ∈ J .
2. Set Sî,ĵ := Sî,ĵ + 1.
3. Calculate R(i, j), i ∈ I, j ∈ J .

Computation time can be saved in the execution of the algorithm if only those (in-
termediate) results are updated that are affected by a certain change. E.g., waiting
times Wi,j(Si), j ∈ J , only depend upon the base stock levels for SKU i, and are not
subject to change if a base stock level for another SKU is increased.

Notice that an increase of a base stock level always leads to an increase in holding
cost; see Equation (6.3). Step 2 of Algorithm 6.3 thus only increases base stock
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levels if the decrease in transportation cost exceeds the increase in holding cost. An
increase of a base stock level always leads to a decrease in expected transportation
cost and to a decrease in expected waiting time, as can be shown using a sample path
argumentation.

6.6 Partial vs. full pooling

In this section we investigate numerically how partial pooling performs compared
to the full pooling situation in terms of cost. We use the heuristic described in the
previous section, where evaluation of given policies is done approximately, as described
in Section 6.4.

We use a small data set with 5 local warehouses. Each local warehouse serves one
group of machines. In our data set we have 50 SKU-s with fictitious cost data and
equal demand rates per group. Cost prices for SKU-s 1, 2, . . ., 50, are 2000, 4000, . . .,
100000 Euro, respectively. The holding cost parameter for holding one item on stock
for one day is calculated as 0.25/365 times the SKU price. Demand rates per group
per day for SKU-s 1, 2, . . ., 50, are 0.0100, 0.0098, . . ., 0.0002, respectively. Since
each warehouse serves one group, the demand rate per day for an SKU i represents
both mi,n, n ∈ N , and Mi,j , j ∈ J .

Target waiting times are equal for all groups at the different local warehouses, and
set to 0.10 day. All tlatj,k, j ∈ J , k ∈ K, are equal to 0.5 days. Further, tem = 2 days
and treg = 14 days. All C lat

j,k, j ∈ J , k ∈ K are equal to 500 Euro, and Cem is 1000
Euro.

For the data set described above, we study 6 different cases, where the number of
main local warehouses |K| varies from 0 to 5. In each case, the other 5 - |K| local
warehouses are regulars. We use a cyclic lateral transshipment order, and assignments
of regulars to mains are distributed as over the mains in an as equal as possible way.
E.g., for the case with |K|=2 mains {1, 2} and 3 regulars {3, 4, 5}, we then have
σ(1) = (2), σ(2) = (1), k3 = k5 = 1, and k4 = 2.

For these six cases, we report the total yearly cost for the solution obtained by the
greedy algorithm in Table 6.6. Furthermore, we report the cost savings compared to
the no pooling case with |K| = 0. Compared to the no pooling situation, the full
pooling situation implies a cost saving of 35.1%. A very important observation here
is that if we apply partial pooling with one main local warehouse(s) only, already
21.9 / 35.1 = 62.3% of the full pooling benefits are obtained. This is an important
observation. With two main local warehouses, we obtain already 31.1 / 35.1 = 88.7%
of the full pooling benefits. As we mentioned in Section 6.1, because of practical
considerations it is often not desirable to let all local warehouses carry out lateral
transshipment. Also, the operational cost may be too high to make all local ware-
houses main local warehouses. Our results imply that a major part of the possible
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Table 6.6 Results for data set with 50 SKU-s for cases with different |K|

|K| Total yearly Cost savings compared
cost (Euros) to no pooling (%)

0 2800766.21
1 2188490.43 21.9
2 1929074.21 31.1
3 1886028.17 32.7
4 1819068.70 35.1
5 1818257.93 35.1

benefits of using lateral transshipment is obtained by a low number of mains.

In addition to our results on the accuracy of our approximate evaluation method in
Section 6.4, we make two remarks here that provide additional empirical evidence on
the accuracy of our approximate evaluation method.

1. We evaluated the final solution obtained by the greedy algorithm in each of
the six cases in Table 6.6 exactly. The differences in waiting time are small
compared to the waiting times that we obtained by approximate evaluation:
The waiting time values that we obtain deviate at most 1.52% from the exact
waiting times.

2. We ran the greedy heuristic using exact evaluation instead of approximate eval-
uation. Although the final solution in some of the six cases differs slightly, the
total cost is almost equal to the outcomes in Table 6.6: The values that we
obtain for total cost deviate at most 2.02% from the total cost values obtained
as final solution if in the greedy method exact evaluation is used.

The greedy algorithm with exact evaluation on average needed 163 seconds, where
the results in Table 6.6, using our greedy algorithm with approximate evaluation, are
obtained much quicker: in 30 milliseconds on average. In Section 6.4, we have shown
that our approximate evaluation method obtains accurate results, i.e., results that are
reasonably close to values as obtained by exact evaluation. The results obtained in
this section confirm our believe that our approximate evaluation method is accurate.
Furthermore, the gain in computation time is evident.

6.7 Case study: ASML

In this section, we perform a case study with data obtained from ASML. This data
set constitutes data for all 19 local warehouses in the United States of America. In
Sections 6.4 and 6.6, we have shown numerically that our approximate evaluation
method as described in Section 6.4 is accurate. We will use this evaluation method
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Table 6.7 Results for case study at ASML for cases with different |K|

|K| Total yearly Cost savings compared Computation time
cost (normalized) to no pooling (%) (seconds)

0 100 71
4 51.82 48.18 57
19 49.81 50.19 132

here. The aim of this section is to show potential savings of pooling spare parts
inventory at ASML. In line with the main result in Section 6.6, we will see that with
partial pooling already a substantial part of the full pooling benefits can be obtained.

In this section, we first describe the ASML data set. Then, we compare the total
cost for cases with different numbers of mains. Finally, we spend attention to savings
compared to the old situation at ASML, i.e., the situation that lateral transshipment
was not taken into account in the planning, but nevertheless used in practice.

The data set for the 19 local warehouses in the United States of America is as follows.
We have 1451 SKU-s, where the price of the most expensive item is about 106 times
the price of the cheapest item. Holding cost rates per year are 0.25 times the price.
All tlatj,k, j ∈ J , k ∈ K, are equal to 0.5 days. Further, tem = 2 days and treg = 14
days. All C lat

j,k, j ∈ J , k ∈ K are equal to 500 Euro, and Cem is 1000 Euro.

In our case, in total 27 groups are present, and each of the 19 local warehouses serves
one or two groups. Commonality is present in this data set, i.e., at local warehouses
that serve two groups, these groups have some SKU-s in common. For each of the
groups n ∈ N , the target waiting time Ŵ obj

n is set to 0.15 day. Demand rates are low;
the highest value for mi,n that occurs is 39 per year.

In the ASML data set, four local warehouses are identified by ASML as suitable
candidates to be mains. A pre-specified order for lateral transshipment between these
mains is given by ASML, as well as kj for all regular local warehouses j ∈ J \ K.

To compare the total yearly cost at different numbers of main local warehouses, we
study cases with |K| = 0, 4, and 19, respectively. At |K| = 19, as pre-specified lateral
transshipment order we assume that first the four local warehouses are checked that
are mains in the case with |K| = 4, and then all other local warehouses. Results are
given in Table 6.7. The total yearly cost in the no pooling situation is normalized to
100. Table 6.7 shows that in the full pooling case more than 50% of the no pooling
cost can be saved. In line with results obtained in the previous section, we observe
that in the partial pooling situation with four mains, the majority of these potential
savings can be obtained: 48.18 / 50.19 = 95.99%. Clearly, the additional value of
having more main local warehouses is very small. Computation time results show
that the algorithm is fast enough.

In Table 6.7, we have shown huge potential savings. In the last part of this section,
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Table 6.8 Results for case study at ASML: Comparison between old and new model
at |K| = 4

Model Target waiting Realized waiting Total yearly
time in days (avg) time in days (avg) cost (normalized)

Old model 0.1500 0.1007 100
New model 0.1007 0.0975 68.51

we show another comparison.

Before implementation of our algorithms, ASML did not take lateral transshipment
into account in the planning phase, i.e., the inventory in each local warehouse was
planned separately. Nevertheless, in daily practice lateral transshipment was used.
Given the parameter values for transportation times and cost at ASML, this meant
that in practice, ASML obtained lower waiting times than it planned for, since actual
performance increased because of the lateral transshipment option from the four main
local warehouses. Suppose that these lower waiting times are set as target for the
case with |K| = 4 in the new model, then the savings in yearly cost are 31.49%, as
can be seen from Table 6.8.

6.8 Conclusion

We conclude this chapter by summarizing our main results. First, we developed an
approximate evaluation method for the situation with lateral transshipment. This
approximate evaluation method is accurate and fast. Second, we showed that par-
tial pooling performs very well compared to full pooling. If only a few of the local
warehouses are allowed to provide lateral transshipment, then already a substantial
part of the benefits is obtained compared to the situation that all local warehouses
can perform lateral transshipment. Finally, we showed that for an ASML data set
with data for all local warehouses in the United States of America, by using partial
pooling, savings of 50% in total yearly cost can be obtained compared to the situ-
ation without pooling. A comparison of costs between (i) a situation where partial
pooling was not taken into account in the planning but nevertheless used in practice
and (ii) a situation where partial pooling is accounted for in both planning and daily
operations, showed us that the latter situation gives a cost saving of more than 30%.

For application in practice, our model is very appropriate since it incorporates lateral
transshipment in a convenient way. Moreover, the feature of commonality can be
dealt with in the same model without adaptations, and also service differentiation is
to a certain extent possible. Two transportation modes are present in this model as
well, but our model does not have a two-echelon structure. The inventory control
method described in this chapter has been implemented at ASML as part of a total
planning concept for spare parts inventory control that is used since early 2005. In this
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planning concept, the feature of having a two-echelon structure is taken into account
as well. By using our model in the total planning concept, ASML has reduced both
waiting times and cost substantially.
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Chapter 7

Two-echelon structure

7.1 Introduction

In this chapter we study a multi-item two-echelon spare parts inventory system. The
system we consider consists of a central warehouse and a number of local warehouses,
and there is a constraint for the aggregate mean waiting time per local warehouse.
The problem to be dealt with is to determine optimal base stock levels of spare parts
at the central and local warehouses so that target aggregate mean waiting times are
met against minimal system-wide inventory holding costs. We study four different
heuristics for this problem. The aim of this chapter is to answer the research question
that we formulated in §1.5.4: Is it possible to develop a heuristic for the multi-item
spare parts problem with a two-echelon structure that is accurate and fast?

We explicitly consider an aggregate mean waiting time constraint at each local ware-
house. The consideration of aggregate mean waiting time per local warehouse instead
of the average over all local warehouses (such as in Sherbrooke, 1968, 2004) is moti-
vated by practice; e.g., for commercial technical systems such as large-scale computers
and medical equipment, spare parts are often only kept on stock in a network managed
and centrally controlled by the Original Equipment Manufacturer who sets targets in
terms of availability or related measures per service region (or per sales area). The
targets are agreed with sales departments or directly with customers, and different
regions may have different targets.

As we mentioned earlier, in a model with more than one echelon, the incorporation of
two transportation modes is difficult. In this chapter we assume one transportation
mode, so orders that cannot be delivered immediately are backordered.

Hopp et al. (1999) and Caglar et al. (2004) consider a system similar to the one that
we are analyzing in this chapter. In both papers heuristics are developed to minimize
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inventory holding costs subject to aggregate mean waiting time constraints at each
local warehouse. In Caglar et al. (2004), (S − 1, S) policies are assumed at both the
central warehouse and the local warehouses, just like in our model. Hopp et al. (1999)
are somewhat more general as they assume the more general (r,Q) inventory policy
for the central warehouse (together with a constraint for the total order frequency).
Caglar et al. show that their heuristic is more accurate than the one of Hopp et al.;
the distance between the cost of their solution and a lower bound on the optimal cost
is smaller. The main difference between our work and the work of Hopp et al. (1999)
and Caglar et al. (2004) is that we use exact evaluation (cf. Graves, 1985) within our
heuristics, while Hopp et al. and Caglar et al. use relatively inaccurate approximate
evaluation methods. Hopp et al. develop their own approximate evaluation and the
heuristic of Caglar et al. is based on the METRIC approximation of Sherbrooke
(1968). The use of the METRIC approximation in an heuristic for our problem may
result in a generated solution that is not feasible, and in many cases even far from
feasible, as we shall show in Section 7.5.

In this chapter our focus is on developing efficient heuristics to determine close-to-
optimal stocking policies. Motivated by the results presented in Wong et al. (2005-a)
that indicate a quite satisfactory performance of the greedy approach for solving multi-
item single-echelon problems allowing lateral transshipment, we are interested to see
how this approach performs in solving the problem analyzed in this chapter. This
approach is quite easy to implement, and hence attractive from a practical point of
view. In addition, we also present a local search method that can be used to improve
the solution obtained by the greedy approach. To obtain lower bounds on the optimal
total costs, we develop a procedure based on a decomposition and column generation
approach similar to the Dantzig-Wolfe decomposition. By the same method we also
obtain an alternative heuristic, which may be combined with local search.

Our main contribution is that we show that the greedy procedure (without local
search) performs very satisfactorily. It is accurate as indicated by relatively small
gaps, easy to implement, and furthermore, the computational requirements are lim-
ited. The computational efficiency can be increased by using Graves’ approximate
evaluation method (within the greedy procedure) instead of an exact evaluation
method, while the results remain accurate.

This chapter is organized as follows. In Section 7.2 we present the model formulation.
We introduce the basic assumptions and notation used in the model, and present the
mathematical formulation of our problem. In Section 7.3 we describe all the basic
techniques used in the development of all heuristic and lower bounding procedures.
Section 7.4 presents our computational experiments for the evaluation of heuristics.
Further study investigating the accuracy of the approximate evaluation methods is
presented in Section 7.5. Finally, we conclude this chapter in Section 7.6.
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7.2 Model

7.2.1 Description

We have a non-empty set J loc of local warehouses. These local warehouses are num-
bered j = 1, 2, . . . , |J loc|. Each local warehouse serves a number of technical systems
of the same or at least similar type. A technical system consists of several critical
components, each of which may fail incidentally, and a failure of a component implies
that the full system (or at least a significant part) fails. The components are at such
levels in the material breakdown structure of the machine that they can be replaced as
a whole by spare parts. They are also called assemblies, and we also refer to them as
stock-keeping units (SKU-s). Let I denote the non-empty set of all SKU-s that may
occur in the configurations of the technical systems, and the SKU-s are numbered
i = 1, 2, . . . , |I|. We assume that the total stream of failures of SKU i as observed by
local warehouse j constitutes a Poisson process with a constant rate mi,j (≥ 0).

This assumption is standard in METRIC type models (and a key factor for obtaining a
tractable model because of the PASTA property). For many real-life systems, lifetimes
of components are (close-to) exponential, or lifetimes are not precisely exponential but
the total stream of failures is a composition of sub-processes coming from relatively
many technical systems that are supported by a local warehouse. In those cases it
is reasonable to assume a Poisson failure process. Further, in practice, one does not
allow long down-times of technical systems. Thus, it is reasonable to assume constant
failure rates. Apart from the local warehouses, there exists a central warehouse,
denoted by index 0. Let J denote the set of all warehouses; i.e., J = {0} ∪ J loc.

Suppose a component of SKU i of a technical system at some local warehouse j fails.
Then the technical system goes down. The malfunctioning component is replaced
by a spare part stocked at the local warehouse, if the local warehouse has stock on-
hand. Otherwise, the component is backordered and the technical system remains
down until a ready-for-use component becomes available at the local warehouse. The
malfunctioning component is shipped to the central warehouse, where all failed com-
ponents are repaired. At the same time, a request for a ready-for-use component is
placed at the central warehouse. The order and ship time for a component i from the
central warehouse to local warehouse j is denoted by ti,j . This order and ship time
is excluding a possible waiting time at the central warehouse in case a ready-for-use
component is not immediately available there, and is assumed to be deterministic.
For returned malfunctioning components at the central warehouse, it takes a random
repair lead time with mean ti,0 until the component is returned to the spare parts
stock at the central warehouse. Notice that implicitly a one-for-one replenishment
policy has been assumed for all SKU-s at all local warehouses including the central
warehouse; i.e., each SKU i at each warehouse j is controlled according to a base
stock policy. The corresponding base stock level is denoted by Si,j . As we deal with
critical components at the assembly level and the items are expensive in general, the
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assumption of one-for-one replenishment is reasonable. Further, in order to ensure
fairness, we assume that backordered demands for each SKU i ∈ I at each warehouse
j ∈ J are treated in first-come first-served order. A holding cost Ch

i is counted for
each unit of spare part of SKU i.

At local warehouse j, there is a maximum level Ŵ obj
j given for the aggregate mean

waiting time per request for a ready-for-use component. Our goal is to determine a
system’s stocking policy S to minimize the total holding cost subject to the aggregate
mean waiting time constraint per local warehouse, where S is represented as an |I|×|J |
matrix.

7.2.2 Assumptions

The main assumptions of the model are as follows:

1. At each of the local warehouses, the failures for the different components occur
according to independent Poisson processes with a constant rate.

2. All components are repairable and there is no condemnation.

3. For each SKU, the repair lead times of all items of that SKU are independent
and identically distributed random variables.

4. For each SKU, the order and ship times are assumed to be deterministic.

5. A one-for-one replenishment policy is applied for all SKU-s at all warehouses.

6. Replenishment orders at the central warehouse are fulfilled in FCFS order.

7. There is no lateral supply in the distribution network.

7.2.3 Evaluation

For a given policy S, evaluation of the steady-state behavior can be done exactly, as
described in Graves (1985). In this subsection, we summarize this method for our
system (we follow the formulae of Rustenburg et al., 2003, in which Graves’ exact
recursion has been generalized to general multi-echelon, multi-indenture systems).

Define

mi,0 :=
∑

j∈J loc

mi,j , i ∈ I,

as the total demand for SKU i at the central warehouse. Let Yi,j , i ∈ I, j ∈ J , denote
total demand during a time interval of length ti,j . This Yi,j is Poisson distributed with
parameter mi,jti,j , i.e., P {Yi,j = y} = (mi,jti,j)

y
e−mi,jti,j /y!, y ≥ 0. For j ∈ J loc,
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this follows directly from the Poisson distribution of mi,j . For j = 0, this follows
from Palm’s Theorem (Palm, 1938) and the property that the total demand process
at the central warehouse is Poisson. Define Xi,0 as the total amount on order at
the central warehouse in steady state, i.e., the total amount in the pipeline from the
supplier to the central warehouse. It holds that Xi,0 = Yi,0. From the distribution of
Xi,0, we can derive the distribution of Ii,0(Si,0), the physical stock for SKU i at the
central warehouse, and Bi,0(Si,0), the backorder position at the central warehouse, as
a function of the base stock level Si,0:

P {Ii,0(Si,0) = x} =
{ ∑∞

y=Si,0
P {Xi,0 = y} , x = 0,

P {Xi,0 = Si,0 − x} , x ∈ {1, . . . , Si,0},

P {Bi,0(Si,0) = x} =
{ ∑Si,0

y=0 P {Xi,0 = y} , x = 0,
P {Xi,0 = Si,0 + x} , x > 0.

From this, we can easily determine Īi,0(Si,0), the expected inventory on hand of
SKU i at the central warehouse at base stock level Si,0, and B̄i,0(Si,0), the expected
backorder level of SKU i at the central warehouse at base stock level Si,0.

Define B
(j)
i,0 (Si,0), i ∈ I, j ∈ J loc, as the number of backorders of local warehouse j

in the backorder queue at the central warehouse. As each backordered demand at
the central warehouse stems from local warehouse j with probability mi,j/mi,0, the
probability distribution of B

(j)
i,0 (Si,0) is obtained by

P
{

B
(j)
i,0 (Si,0) = x

}
=

∞∑
y=x

(
y

x

)(
mi,j

mi,0

)x(
1 − mi,j

mi,0

)y−x

P {Bi,0(Si,0) = y} .

Define Xi,j(Si,0) as the total amount on order at local warehouse j ∈ J loc, under
a given base stock level Si,0. It holds that Xi,j(Si,0) = B

(j)
i,0 (Si,0) + Yi,j . From the

distribution of Xi,j(Si,0), we can derive the distribution of Ii,j(Si,0, Si,j), the physical
stock for SKU i at local warehouse j, and Bi,j(Si,0, Si,j), the backorder position for
SKU i at local warehouse j, as a function of the base stock levels Si,0 and Si,j , like
in the central warehouse. Further, we can determine Īi,j(Si,0, Si,j), the expected
inventory on hand of SKU i at local warehouse j, and B̄i,j(Si,0, Si,j), the expected
backorder level of SKU i at local warehouse j, as a function of the base stock levels
Si,0 and Si,j .

The mean waiting time for getting a ready-for-use component of SKU i ∈ I at local
warehouse j ∈ J loc when the base stock level of SKU i is Si,0 at the central warehouse
and Si,j at the local warehouse, Wi,j(Si,0, Si,j), can be determined by Little’s formula:
Wi,j(Si,0, Si,j) = B̄i,j(Si,0, Si,j)/mi,j . Taking all SKU-s together, the aggregate mean
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waiting time Ŵj(S) at local warehouse j ∈ J loc is:

Ŵj(S) =
∑
i∈I

P {an arbitrary comp. demand at local warehouse j is of SKU i} ×

(mean waiting time for a comp. of SKU i at local warehouse j)

=
∑
i∈I

mi,j∑
k∈I mk,j

× B̄i,j(Si,0, Si,j)
mi,j

=
∑
i∈I

B̄i,j(Si,0, Si,j)∑
k∈I mk,j

.

7.2.4 Problem formulation

Our optimization problem can be formulated as:

min Z(S) =
∑
i∈I

Ch
i Īi,0(Si,0) +

∑
i∈I

∑
j∈J loc

Ch
i Īi,j(Si,0, Si,j)

subject to Ŵj(S) ≤ Ŵ obj
j , j ∈ J loc,

Si,j ∈ N0(= N ∪ {0}), i ∈ I, j ∈ J.

An optimal policy is denoted by S∗ and the optimal costs by Z(S∗). Note that in
the above formulation, the average number of items in transportation is excluded in
the calculation of the inventory holding costs; this number is constant and equals∑

i∈I

∑
j∈J mi,jti,j (by Little’s law). Note also that in comparison to the formulation

of Caglar et al. (2004), our formulation is slightly different as no upper bound is
assumed for Si,j .

7.3 Basic procedures

In this section we describe the basic procedures that are used as building blocks
in our heuristics and for the computation of the lower bound on the optimal total
cost. In Section 7.4, we will discuss how these basic procedures are combined in the
different methods. The basic procedures include the exact and approximate evalua-
tion (§7.3.1), the decomposition and column generation method (§7.3.2), the greedy
approach (§7.3.3), and the local search improvement (§7.3.4).

7.3.1 Exact and approximate evaluation

Exact evaluation can be done following the method developed by Graves (1985), which
has been summarized in §7.2.3. A computational issue occurs, since P {Yi,j = y},
i ∈ I, j ∈ J , should be calculated for all values y ≥ 0. In practice, however,
for each i ∈ I, j ∈ J , we limit ourselves to y ∈ {

0, . . . , ymax
i,j

}
, with ymax

i,j =
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min {y|P {Yi,j ≤ y} ≥ 1 − ε} and ε = 10−6, and we allocate the remaining probability
mass 1 − P

{
Yi,j ≤ ymax

i,j

}
to P

{
Yi,j = ymax

i,j

}
.

To reduce the computational burden, we can use an approximate evaluation method
like METRIC or Graves’ approximation. The METRIC approximation assumes that
successive replenishment actions at the local warehouses are independent processes,
which leads to a Poisson distribution. Graves proposed a different approximate eval-
uation method that uses the two-parameter negative binomial distribution to fit the
distribution of the backorders at the local warehouses. This two-parameter approxi-
mation is, in general, more accurate than the METRIC approximation. In Section 7.5
we present the results of experiments evaluating the accuracy of both approximate
evaluation methods when used for executing the greedy procedure.

7.3.2 A decomposition and column generation method

A lower bound on Z(S) can be obtained by a decomposition and column generation
(DCG) method which reveals close similarity to Dantzig-Wolfe decomposition for
linear programming problems. In this subsection we describe in general terms how
this method can be applied to the current problem.

Like in the Dantzig-Wolfe decomposition, a linear programming problem, the Mas-
ter Problem, is introduced in which the variables of our original problem (base stock
levels) are expressed as convex combination of columns that contain possible values
for the decision variables in the original problem. Besides the Master Problem, a Re-
stricted Master Problem is defined that only considers a subset of all possible columns.
The method starts with some initial columns which constitute a feasible solution for
the Restricted Master Problem, and solves the Restricted Master Problem with the
simplex method. Next, the method iteratively solves a Sub-Problem for each SKU
i ∈ I, to determine if there exists a column for that SKU that would improve the so-
lution, adds this column to the Restricted Master Problem, and solves the Restricted
Master Problem.

The Sub-Problem for one SKU i is

min Ch
i Īi,0(Si,0) +

∑
j∈J loc

Ch
i Īi,j(Si,0, Si,j) −

∑
j∈J loc

uj
B̄i,j(Si,0,Si,j)∑

k∈I mk,j
− vi

subject to Si,j ∈ N0, i ∈ I, j ∈ J,

where uj is the shadow price of the waiting time constraint for local warehouse j ∈ J loc

in the Restricted Master Problem, and vi is the shadow price for a constraint in
the Restricted Master Problem that assures that for SKU i a convex combination
of policies is chosen. Shadow price uj ≤ 0 by definition for all j ∈ J loc. This
Sub-Problem comes down to solving a single-item cost minimization problem with
linear inventory and backordering costs (but without service level constraints). This
optimization problem is precisely the problem studied by Axsäter (1990-b) and we
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solve this problem by his method. If the resulting policy for an SKU i has a negative
reduced cost (i.e. a negative value of the objective function of the Sub-Problem), this
policy is added as a column to the Restricted Master Problem. The method ends if
for none of the SKU-s a policy with a negative reduced cost is found.

The method results in a lower bound on Z(S∗). The corresponding policy, however,
in general will not be a base stock policy, but a convex combination of base stock
policies (columns in the Restricted Master Problem), which constitutes a randomized
policy. The costs of this randomized policy is a lower bound on Z(S∗).

In the heuristics described later, the DCG may be followed by a greedy approach to
obtain a feasible solution for our original problem (formulated in §7.2.4). For that
approach we need a policy S as starting policy. We use the following starting policy.
For each i ∈ I and j ∈ J , we select the smallest value for Si,j that is found among
the base stock levels of the convex combination.

7.3.3 A greedy approach

A feasible solution may be obtained in an efficient way via a greedy procedure similar
to the procedure described in Wong et al. (2005-a) for a multi-item multi-location
problem with lateral transshipment. The basic idea of this procedure is to add units
of stock in an iterative way. At each iteration, we add one unit of stock for an SKU
i ∈ I at a warehouse j ∈ J such that we gain the largest decrease in distance to the
set of feasible solutions per extra unit of additional cost. The procedure is terminated
when a feasible solution is obtained.

Let Ua,b be an |I| × |J | matrix containing zero values at all cells except for the cell
(a, b), that has a value of one. The procedure starts by setting all base stock levels to
zero for all SKU-s and warehouses. We define for each solution S the distance to the
set of feasible solutions as ∑

j∈J loc

(
Ŵj(S) − Ŵ obj

j

)+

where (x)+ := max(0, x). In each iteration, for each combination of i ∈ I and j ∈ J ,
we calculate the ratio Ri,j = ΔWi,j/ΔZi,j , where

ΔWi,j =
∑

j∈J loc

((
Ŵj(S) − Ŵ obj

j

)+

−
(
Ŵj(S + Ui,j) − Ŵ obj

j

)+
)

,

and ΔZi,j = Z(S + Ui,j) − Z(S). The base stock level is then increased for the
combination with the largest ratio. Notice that the formulae for ΔWi,j and ΔZi,j

are easily simplified based on the structure in the functions Ŵj(S) and Z(S). This
is exploited in the computations. A formal description of the greedy procedure is as
follows:
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Step 1 Set as initial solution all base stock levels equal to zero.

Step 2 For all combinations i ∈ I and j ∈ J : Calculate Ri,j .

Step 3 Let i∗ and j∗ be the combination with the highest ratio Ri,j . Set S :=
S + Ui∗,j∗ .

Step 4 If Ŵj(S) ≤ Ŵ obj
j for all j ∈ J loc, then STOP; otherwise go to Step 2.

7.3.4 Local search

Once a feasible solution has been obtained, one may apply a local search method
to obtain a further improved solution. We apply a greedy (steepest descent) local
search method that allows us to explore the entire neighborhood. At each iteration,
all possible neighbors of the current solution are evaluated, and the one with the
minimum total cost is selected. If the new total cost is less than the current total cost,
the selected solution becomes the current solution. Otherwise, no local improvement
is possible and we take the current solution as the heuristic’s solution.

For each solution S, we define the neighborhood of S, NE(S), as follows:

NE(S) := NE1(S) ∪ NE2(S) ∪ NE3(S) ∪ NE4(S), with
NE1(S) := {all S′ ∈ F ||S′ = S − Ui,j , i ∈ I, j ∈ J} ,

NE2(S) := {all S′ ∈ F ||S′ = S + Ui,j , i ∈ I, j ∈ J} ,

NE3(S) := {all S′ ∈ F ||S′ = S + Ui,j − Ui′,j′ , i ∈ I, i′ ∈ I, i �= i′, j ∈ J, j′ ∈ J} ,

NE4(S) := {all S′ ∈ F ||S′ = S + Ui,j − Ui,j′ , i ∈ I, j ∈ J, j′ ∈ J, j �= j′} ,

and where F is the set consisting of all feasible solutions. The neighborhood of a
solution can be seen as an integration of four sub-neighborhoods. The first sub-
neighborhood is formed by reducing one unit of stock in the system. Obviously,
since the total cost for our problem is a function of the expected inventory on hand,
any possible move to the first sub-neighborhood would always give better solutions.
In contrast, exploring the second sub-neighborhood, which is formed by adding one
unit of stock, would always lead to more expensive policies. Hence, any move to
the second sub-neighborhood would never be accepted. However, to give a gen-
eral structure of the entire neighborhood of a solution, the second sub-neighborhood
is included in the definition as described above. The third sub-neighborhood is
formed by removing one unit of an SKU and putting another SKU as a replace-
ment. A cost reduction may be obtained here as an expensive component is re-
moved and replaced with a less expensive component. Lastly, exploring the fourth
sub-neighborhood may be useful to obtain the best stock allocation across all ware-
houses. The first and second sub-neighborhoods each contain at most |I||J | neighbor-
ing solutions, the third sub-neighborhood |I| (|I| − 1) |J ||J | solutions and the fourth
|I||J | (|J | − 1). Thus, the upper bound on the neighborhood size of a solution is equal
to |I||J | (2 + (|I| − 1) |J | + |J | − 1) = |I||J |(1 + |I||J |).
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At the first iteration, we need to evaluate at most 2|I||J | neighboring solutions for the
first and second sub-neighborhoods, and |I||J |(|J | − 1) solutions for the fourth sub-
neighborhood. To evaluate a solution lying in the third sub-neighborhood, we can use
the results obtained from the first and second sub-neighborhood. At the subsequent
iterations, we only need to evaluate one or a few new neighbors since any changes of
the stock levels for a given SKU do not affect the results for the other SKU-s.

7.4 Computational experiments

In this section we describe different heuristics to solve our optimization problem
(§7.4.1) and present the setup and results of the computational experiments for the
evaluation of these heuristics (§7.4.2 and §7.4.3).

7.4.1 Description of heuristics

We now describe how the basic procedures described in the previous section are
combined to form heuristics. There are four different heuristics that we would like to
test, namely:

Heuristic 1: Greedy approach

Heuristic 2: Greedy approach + Local search

Heuristic 3: DCG (+ Greedy approach)

Heuristic 4: DCG (+ Greedy approach) + Local search

In Heuristic 1 we only apply the greedy approach. This means that the procedure is
terminated when a feasible base stock policy is obtained. In Heuristic 2, we continue
the procedure of Heuristic 1 by applying a local search method that may lead to
base stock policies with lower total costs. Comparisons between these two heuristics
would give us information on how far solutions obtained by the greedy approach are
from local optima. The next two heuristics, Heuristic 3 and Heuristic 4, are based on
the lower bounding procedure (decomposition and column generation). As previously
explained, the resulting policy of this procedure in general will not be a base stock
policy, but a convex combination of base stock policies. A starting base stock policy
S is obtained by selecting the smallest value of Si,j for each i ∈ I and j ∈ J that is
found among the base stock levels of the convex combination. Two possibilities exist
with regard to the resulting base stock policy S. First, S could be a feasible policy.
In that case S becomes the solution of Heuristic 3 or the initial solution for the local
search procedure applied in Heuristic 4. Secondly, it can be that S is not feasible. In
that case a greedy approach is applied to obtain a feasible policy.
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In our experiments, we do not include the method presented in Caglar et al. (2004) as
a benchmark because they developed their algorithm based on the METRIC approxi-
mation. We show in the next section that the use of METRIC approximation results in
infeasible solutions in many cases: the final solution obtained by their method, which
seems to be feasible according to the METRIC approximation, actually is infeasible
as can be seen when it is evaluated exactly. As we would like to have an objective
evaluation of all the heuristics in the sense that comparisons between heuristics are
made based on the resulting feasible solutions, it is therefore not possible to compare
the heuristics listed above to the heuristic of Caglar et al.

7.4.2 Experimental test beds

Four test beds are considered in our experiment. In the first test bed, we consider
symmetric cases in which the demand rates across all the local warehouses are iden-
tical, but they are varied for different SKU-s. In the second test bed, we consider
asymmetric cases in which the demand rates for different local warehouses are dif-
ferent. For those two test beds, the target aggregate mean waiting times of all local
warehouses are identical. To see how the heuristics perform when the local warehouses
have different targets, we did experiments based on the third and fourth test beds.

Test bed 1
We consider inventory systems with two different numbers of local warehouses (J loc =
5 and 20) and two different numbers of SKU-s (|I| = 20 and 100). With regard to the
demand rates mi,j for i ∈ I and j ∈ J loc, a uniform distribution U[0.002, 0.08] is used
to generate the demand rates for all SKU-s i ∈ I. Values for the inventory holding
costs were generated from two uniform distributions U[100, 1000] and U[100, 10000],
representing two different variability levels of the inventory holding costs of all SKU-s.
The transportation time (order and ship time) from the central warehouse to local
warehouse is fixed at one day and assumed to be identical for all local warehouses and
all SKU-s. For the repair lead time at the central warehouse, we tested two values
(ti,0 = 1 day and ti,0 = 10 days) for all SKU-s. Further, two values were used for the
target aggregate mean waiting time (Ŵ obj

j = 0.1 day and Ŵ obj
j = 0.3 day) and we

consider symmetric cases in which all local warehouses have the same targets. In our
experiment, we generated five data samples of the demand rates for each combination
of all other parameters (the same holding cost parameters are used for each set of
these five data samples). These parameter settings result into 160 instances. Table
7.1 summarizes the parameter settings used in the first test bed.

Test bed 2
In the second test bed, we consider cases with asymmetric demand rates. The same
uniform distribution U[0.002, 0.08] is used to generate demand rates for all SKU-s
i ∈ I. Next, for each SKU, the demand rate at each local warehouse is determined
by multiplying the generated demand rate of this SKU with a factor generated from
the second uniform distribution U[0.2, 2]. The other parameters are set in the same
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Table 7.1 Parameter values for Test bed 1

Parameter Number Values
of choices

|Jloc| 2 5, 20
|I| 2 20, 100
mi,j (per day) 1 U[0.002, 0.08]
Ch

i ($ per unit per day) 2 U[100,1000], U[100, 10000]
ti,j (in days) 1 1
ti,0 (in days) 2 1, 10
Ŵ obj

j (in days) 2 0.1, 0.3

way as for the first test bed. There are 160 instances experimented for the second
test bed.

Test bed 3
In the third test bed, we consider cases with five local warehouses in which the demand
rates are identical across the local warehouses. The target aggregate mean waiting
times for the five local warehouses are set at 0.1, 0.15, 0.2, 0.25 and 0.3, respectively.
For the other parameters, we used the same data as in the instances of the first test
bed with |J loc| = 5. Hence, 40 instances are obtained.

Test bed 4
This test bed is similar to the third test bed except that now asymmetric demand
rates for the five local warehouses are taken. For this test bed, we used all the demand
rates of the instances of the second test bed with |J loc| = 5. Hence, again 40 instances
are obtained.

For the evaluation of heuristics, we measured the relative difference between the total
cost obtained by the heuristic and the corresponding lower bound (%GAP ). That is,

%GAP =
heuristic’s total cost - lower bound

lower bound
× 100

7.4.3 Computational results

The results of our experiments for the four test beds are summarized in Tables 7.2 -
7.5. In each table we present the performance of each heuristic in terms of the average
and maximum value of %GAP , where we first distinguish subsets of instances with
the same value for a specific input parameter and in the bottom line the results for
all instances together are presented. For example, in Test bed 1 the average and
maximum %GAP obtained by the greedy approach for all instances with |J loc| = 5
are equal to 7.46% and 15.35%, respectively. For the same test bed, the average and
maximum %GAP obtained by the greedy approach for all 160 instances together are
equal to 7.11% and 23.29%, respectively. The performance of each heuristic in terms
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of computation time is presented in Table 7.6. Programs for executing all heuristics
are written in MATLAB and all the experiments were run on a PC with a Pentium
4 2.8 GHz processor and 3.37 GB RAM.

The main observations drawn from these tables can be summarized as follows:

• The DCG heuristics (Heuristics 3 and 4) perform very well. In all four test beds
the average %GAP is below 2% and the maximum below 10%.

• The greedy heuristics (Heuristics 1 and 2) perform also very well in the Test beds
2 and 4 with asymmetric demand rates. The average %GAP is around or below
3% in these test beds, and the maximum below 12%. When limiting ourselves
to the instances with 100 items in these test beds, we see that the average
%GAP is even below 2% and the maximum below 4%. The performance of
the greedy heuristics in the Test beds 1 and 3 with symmetric demand rates
is slightly worse: The average %GAP is around or somewhat below 7%. We
think that this phenomenon is due to how the greedy heuristic works. With
symmetric demand rates, from our experiment we get the property that if in a
given iteration an item of a specific SKU is stocked at one local warehouse, then
also an item of the same SKU is stocked at all other local warehouses in the
succeeding iterations. This behavior strengthens the discrete character of our
optimization problem. Once there is some asymmetry in the demand rates, as
one will always have in practical applications, the phenomenon will disappear.

• The improvements obtained by local search are quite limited for both the greedy
procedure (compare the results of Heuristics 1 and 2) and the DCG method
(compare the results of Heuristics 3 and 4).

• The average values of %GAP tend to decrease as the problem size (in terms of
number of items and local warehouses) or the required stock levels get larger.
The latter also occurs when the average repair lead time is higher (10 as opposed
to 1) or when the target average waiting time is lower (0.1 as opposed to 0.3).
This observation is in line with the findings in Wong et al. (2005-a) for a single-
echelon, multi-location system with lateral transshipment.

• It is shown in Table 7.6 that the greedy method is the most efficient heuristic
in terms of computation time. Significant additional computation times are
required when the local search method is applied to improve the solution ob-
tained from the greedy heuristic (compare e.g. 321.50 and 1015.12 seconds for
the biggest problem size in our experiments). As expected, the computation
time of the DCG method is considerably higher.

• Computation times increase if the number of items and/or local warehouses
increases.

The results of our computational experiments indicate that the greedy procedure
(Heuristic 1) is a very appropriate approach for solving the optimization problem in a
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Table 7.2 Experiment results for Test bed 1 (symmetric demand rates, symmetric
target aggregate mean waiting times)

Parameter H1 H2 H3 H4
Greedy Greedy+LS DCG DCG+LS

avg max avg max avg max avg max
|J loc| 5 7.46 15.35 5.43 14.62 1.14 7.78 0.61 7.46

20 6.75 23.29 4.68 14.94 1.00 8.82 0.76 4.68
|I| 20 8.28 23.29 5.93 14.94 2.01 8.82 1.29 7.46

100 5.93 9.65 4.18 8.21 0.13 0.64 0.07 0.35
Ch

i U[100, 1000] 6.98 14.37 5.13 14.12 0.90 7.23 0.65 7.23
U[100, 10000] 7.24 23.29 4.98 14.94 1.23 8.82 0.72 7.46

ti,0 1 7.31 15.35 5.21 14.62 1.30 8.82 0.91 7.46
10 6.91 23.29 4.90 14.94 0.84 4.51 0.45 3.76

Ŵ obj
j 0.1 6.31 15.04 4.41 11.35 0.92 8.82 0.56 7.46

0.3 7.91 23.29 5.70 14.94 1.22 7.23 0.80 7.23
All instances 7.11 23.29 5.06 14.94 1.07 8.82 0.69 7.46

Table 7.3 Experiment results for Test bed 2 (asymmetric demand rates, symmetric
target aggregate mean waiting times)

Parameter H1 H2 H3 H4
Greedy Greedy+LS DCG DCG+LS

avg max avg max avg max avg max
|J loc| 5 3.36 12.19 2.86 10.39 1.34 5.03 1.12 4.77

20 2.55 6.61 2.34 6.35 1.68 5.35 1.50 5.05
|I| 20 4.42 12.20 3.86 10.39 2.76 5.35 2.39 5.05

100 1.49 3.37 1.34 2.89 0.27 0.71 0.23 0.43
Ch

i U[100, 1000] 2.79 7.93 2.46 7.91 1.45 5.25 1.33 5.05
U[100, 10000] 3.12 12.20 2.74 10.39 1.58 5.35 1.29 4.61

ti,0 1 3.70 12.20 3.26 10.39 1.88 5.35 1.62 5.05
10 2.21 5.39 1.94 5.15 1.15 4.10 1.00 3.42

Ŵ obj
j 0.1 2.60 7.60 2.24 6.57 1.28 4.29 1.07 3.74

0.3 3.31 12.20 2.96 10.39 1.75 5.35 1.55 5.05
All instances 2.96 12.20 2.60 10.39 1.51 5.35 1.31 5.05
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Table 7.4 Experiment results for Test bed 3 (symmetric demand rates, asymmetric
target aggregate mean waiting times)

Parameter H1 H2 H3 H4
Greedy Greedy+LS DCG DCG+LS

avg max avg max avg max avg max
|I| 20 7.81 10.98 6.55 10.04 2.82 5.09 2.36 4.30

100 4.56 5.97 3.21 4.80 0.32 0.48 0.27 0.43
Ch

i U[100, 1000] 6.06 9.94 5.09 9.94 1.41 4.78 1.24 4.30
U[100, 10000] 6.31 10.98 4.68 10.04 1.73 5.09 1.39 3.97

ti,0 1 6.93 10.98 5.78 10.04 1.95 5.09 1.76 4.30
10 5.44 10.57 3.98 7.71 1.19 3.24 0.87 3.97

All instances 6.19 10.98 4.88 10.04 1.57 5.09 1.32 4.30

Table 7.5 Experiment results for Test bed 4 (asymmetric demand rates, asymmetric
target aggregate mean waiting times)

Parameter H1 H2 H3 H4
Greedy Greedy+LS DCG DCG+LS

avg max avg max avg max avg max
|I| 20 4.28 6.78 3.61 6.62 2.68 5.05 2.20 4.87

100 1.94 2.92 1.61 2.89 0.28 0.40 0.24 0.40
Ch

i U[100, 1000] 2.99 5.57 2.55 5.02 1.09 3.65 0.99 3.58
U[100, 10000] 3.23 6.78 2.66 6.62 1.87 5.05 1.46 4.87

ti,0 1 3.79 6.78 3.14 6.62 1.94 5.05 1.60 4.87
10 2.43 4.20 2.07 3.61 1.01 3.27 0.85 2.44

All instances 3.11 6.78 2.61 6.62 1.48 5.05 1.22 4.87

Table 7.6 Average computation times for each heuristic (seconds)

Parameters H1 H2 H3 H4
Greedy Greedy+LS DCG DCG+LS

|I| = 20 J loc = 5 4.80 7.24 90.35 92.79
|I| = 20 J loc = 20 66.37 119.48 1132.50 1185.60
|I| = 100 J loc = 5 23.92 38.40 437.05 490.16
|I| = 100 J loc = 20 321.50 1015.12 6728.24 7421.95
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multi-item two-echelon spare parts system as analyzed in this chapter. This approach
has been proven to be quite effective particularly for solving large-sized problems,
which are indeed the type of problems typically faced in practice, and furthermore,
this approach is easy to implement. To reduce the computational burden of the
procedure, it would be worthwhile to use approximate evaluations instead of the
exact method. We analyze this issue in the following section.

7.5 Applying approximate evaluation methods

The computational requirements of the exact evaluation method can become rather
extensive for instances with a large number of items and/or locations. Using an
approximate instead of exact evaluation method is one way to increase the speed
of the greedy procedure. An accurate approximate method will lead us to walk
through about the same solutions (as the exact method) while executing the greedy
heuristic, and the generated solution will approximately satisfy the aggregate mean
waiting time constraints. We know already that Graves’ approximate evaluation
method based on two-moments fits is quite accurate; this has been tested in Graves
(1985). We therefore are particularly interested in evaluating the accuracy of the
greedy heuristic when executed using this evaluation method. For this purpose, we
conducted experiments using the 320 instances of Test bed 1 and Test bed 2 presented
in the previous section. For each instance, the greedy heuristic was executed using
Graves’ approximate evaluation method. At the termination of the procedure, the
solution obtained was then evaluated using the exact method. We recorded the result
with regard to whether or not the generated solution is feasible. If the solution is
not feasible, we are also interested in measuring the distance to the set of feasible
solutions. Such a measure is calculated by a similar expression to the one used in the
greedy procedure. For a solution S, we calculate the relative distance as:

D(S) =
∑

j∈J loc

(
Ŵj(S) − Ŵ obj

j

)+

/
∑

j∈J loc

Ŵ obj
j .

Further, we also measured the cost error, i.e. the relative distance between the heuris-
tic’s total cost evaluated by Graves’ approximate evaluation with the heuristic’s total
cost obtained by using the exact evaluation method.

The METRIC approximation is another approximate evaluation method. It is less
accurate (see Graves, 1985) but widely used in practice. In our experiments, we also
applied the METRIC approximation as an alternative for Graves’ method so that the
effect of using that method is also evaluated.

The results of our computational experiments for the METRIC approximation and
Graves’ approximation are reported in Tables 7.7 and 7.8, respectively. Information
on the average computation time under the use of the two approximate evaluation
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Table 7.7 Performance of METRIC approximate evaluation method

Number of Number of D(S) (%) Cost
instances feasible error (%)

solutions avg max avg max
|J loc| 5 160 13 4.56 23.60 2.60 8.62

20 160 13 1.82 10.03 0.85 2.87
|I| 20 160 26 2.71 23.60 1.74 8.62

100 160 0 3.67 21.11 1.71 7.30
Demand symmetric 160 23 3.65 23.60 1.12 6.88

asymmetric 160 3 2.74 10.03 2.33 8.62
All instances 320 26 3.19 23.60 1.73 8.62

Table 7.8 Performance of Graves’ approximate evaluation method

Number of Number of D(S) (%) Cost
instances feasible error (%)

solutions avg max avg max
|J loc| 5 160 53 0.11 0.75 0.10 1.36

20 160 62 0.02 0.16 0.02 0.65
|I| 20 160 82 0.04 0.49 0.06 1.36

100 160 33 0.09 0.75 0.06 0.37
Demand symmetric 160 71 0.09 0.75 0.04 0.45

asymmetric 160 44 0.04 0.16 0.08 1.36
All instances 320 115 0.07 0.75 0.06 1.36

methods and under exact evaluation (as a function of the number of SKU-s and local
warehouses) is presented in Table 7.9.

The results show us several important observations:

• As expected, METRIC is inferior to Graves’ method with respect to the number
of feasible solutions, the distance to the set of feasible solutions, and the cost
errors. METRIC is only able to provide feasible solutions in 26 out of 320
data sets. The worst case is observed for data sets with 100 items in which
METRIC never gives a feasible solution. The average and maximum relative
distances to the set of feasible solutions for METRIC are 3.19% and 23.6%.
Graves’ method performs much better by giving 115 feasible solutions with
0.07% and 0.75% for the average and maximum relative distances. The average
and maximum relative distances between total costs obtained by using the exact
and approximate method for METRIC are 1.73% and 8.62%. Graves’ method
is quite accurate as indicated by an average error of 0.06% with a maximum
value of 1.36%.
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Table 7.9 Average computation times for executing the greedy procedure (seconds)

Parameters METRIC Graves Exact
|I| = 20 J loc = 5 0.93 2.39 4.80
|I| = 20 J loc = 20 6.39 13.33 23.92
|I| = 100 J loc = 5 9.49 13.07 66.37
|I| = 100 J loc = 20 68.04 84.57 321.50

• We observe too that both methods are more accurate when more local ware-
houses are involved. For Graves’ method, we can see that all the measures
suggest that higher accuracy is obtained in problems with 20 local warehouses
than in problems with 5 local warehouses. For METRIC, we observe a re-
duction in relative distances although the number of feasible solutions remains
unchanged. This is in line with what was pointed out by Axsäter (1993): the
METRIC approximation will be more accurate as long as the demand at each
local warehouse is low relative to the total demand.

• The results for both methods, except for the cost errors, deteriorate when deal-
ing with a larger number of items. The distribution of demand across local
warehouses also seems to be an influencing factor. Both methods are more
likely to generate a feasible solution when used for problems with identical de-
mands across local warehouses. In terms of the average relative distance to the
set of feasible solutions, both methods are more accurate when used for prob-
lems with non identical demands. The average and maximum total cost error
values are higher for problems with non-identical demands.

The results of our experiments show that Graves’ approximate evaluation method is
very appropriate to be used within the greedy approach. This method gives highly
accurate results and is two to four times faster than exact evaluation. Cautions should
be taken when using the METRIC approximation as it may lead to solutions that are
far from the feasible region.

7.6 Conclusion

In this chapter we have developed solution procedures for the approximation of base
stock levels of a multi-item two-echelon spare parts system. The problem being dealt
with is the determination of base stock levels in the central warehouse and all local
warehouses that minimize the system-wide inventory holding cost while satisfying
aggregate mean waiting time constraints per local warehouse. Four different heuris-
tics have been developed and evaluated based on the relative distance between the
heuristic’s total cost and its corresponding lower bound. Exact evaluation has been
used instead of approximate evaluation to compare the performance of these heuris-
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tics. To calculate the lower bounds, we have developed a decomposition and column
generation method which reveals close similarity to the Dantzig-Wolfe decomposi-
tion for linear programming problems. In particular, our computational results show
that the greedy procedure, which is quite simple to implement, is a very appropriate
heuristic. It performs extremely well when used for solving large-sized problems with
non-identical demand rates across local warehouses. An average distance to the lower
bound of less than 2% was observed in our experiments for the problem instances
with 100 SKU-s and non identical demand rates across the local warehouses. Further,
additional experiments have been conducted to test the accuracy of approximate
evaluation methods (METRIC and Graves’ method) when used within the greedy
heuristic. The results of these experiments suggest that Graves’ method can be safely
used instead of the exact method when there is a need to reduce the computational
burden, e.g., when dealing with large-sized problems encountered in practice. Graves’
method has proven to give accurate results while the computational efforts can be re-
duced significantly. That results in a heuristic that is accurate and sufficiently simple
and computationally efficient for implementation in practice.
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Chapter 8

Conclusions

In this dissertation we studied spare parts inventory control under system availability
constraints, where we focussed on the incorporation of five features that we identified
as challenges: commonality, service differentiation, lateral transshipment, two-echelon
structure, two transportation modes. We did not study all features in one model, but
restricted ourselves to smaller models, classified by means of their main feature, see
Table 1.1 on page 32.

In this concluding chapter we summarize the results and insights that we obtained
for our models in Section 8.1. Our models can act as building blocks for application
to real-life problems. We give some examples in Section 8.2.

8.1 Results

In the introductory chapter, we raised two general questions that are of interest in
multi-item spare parts inventory models in which these features are incorporated
(Section 1.3):

• Is it possible to develop a heuristic that is accurate and fast?

• Which factors determine the magnitude of the expected cost benefits, and what
is the magnitude of cost benefits for real-life data sets?

With these general questions as guidance, we formulated more specific research ques-
tions for the various models (Section 1.5), where we classified our models by their
main feature. In this section we concisely state the answers that we obtained in our
research.
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8.1.1 Commonality

1. Which factors determine the magnitude of the expected cost benefits in the multi-
item spare parts problem with commonality, and what is the magnitude of cost
benefits for data sets of ASML? We studied the expected cost benefits of using
shared stocks instead of separate stocks for the different machine types. The
larger the commonality percentage and/or the number of groups, the larger the
cost savings. Furthermore, if commonality occurs mainly in expensive items, the
cost savings are larger, too. The expected cost benefits of using shared stocks
in situations with commonality amount to about 6% for data sets from ASML.

8.1.2 Service differentiation

1. Can we find an efficient (fast) optimization algorithm for the single-item cost
minimization problem with service differentiation? Although we cannot prove
optimality, we found three heuristics that are fast and in an extensive numerical
experiment always led to an optimal solution. For use in a multi-item context,
this is a very useful result, since it can speed up computations considerably.

2. Is it possible to develop a heuristic for the multi-item spare parts problem with
service differentiation that is accurate and fast? Our method for the multi-item
spare parts problem with service differentiation is fast (enough) and accurate.

3. Which factors determine the magnitude of the expected cost benefits in the multi-
item spare parts problem with service differentiation, and what is the magnitude
of cost benefits for data sets of ASML? We studied the expected cost benefits of
using critical level policies (that offer different service levels to different groups)
instead of base stock policies (that offer the same service level to all groups).
The difference between the target service levels is an important determinant
of the magnitude of the cost benefits. In cases with a small group requiring
the highest service level, the benefits seem to increase. Real-life data sets from
ASML show a cost reduction of 6-7% if service differentiation is taken into
account by means of using critical level policies.

8.1.3 Lateral transshipment

1. When is lateral transshipment beneficial for a single-item problem with waiting
time constraints, compared to no pooling or pooling by centralizing stock, and
which factors determine the magnitude of the expected cost benefits? First,
pooling by centralizing stock is often infeasible in situations with tight waiting
time constraints, so then the comparison is between no pooling and pooling
by means of lateral transshipment. We identified what we called convex cases,
that match characteristics found in practice, in which lateral transshipment is
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always better, under the assumptions in our model. When the situation with a
centralized stock is feasible, it may be a good alternative.

2. Is it possible to develop an evaluation method for the multi-item spare parts
problem with lateral transshipment that is accurate and fast? We developed an
approximate evaluation method that is fast and for which we show that the
deviation from exact results is very small.

3. How does partial pooling perform compared to full pooling in terms of expected
cost benefits? We showed that if only a few of the local warehouses can act as
provider of lateral transshipment, already a substantial part of the full pooling
benefits can be obtained.

4. What is the magnitude of cost benefits in the multi-item spare parts problem with
lateral transshipment for a data set of ASML? Cost benefits are large. For a
data set with 19 local warehouses, partial pooling with 4 main local warehouses
provides savings of 50% compared to the no pooling situation. A comparison of
costs between (i) a situation where partial pooling was not taken into account in
the planning but nevertheless used in practice and (ii) a situation where partial
pooling is accounted for in both planning and daily operations, showed us that
the latter situation gives a cost saving of more than 30%.

8.1.4 Two-echelon structure

1. Is it possible to develop a heuristic for the multi-item spare parts problem with a
two-echelon structure that is accurate and fast? The greedy heuristic performs
well in terms of accuracy, speed, and also in terms of simplicity. Further, we
found that within the greedy heuristic two-moment fits can be used for the
evaluation of given policies instead of exact evaluation. This speeds up the
method while still accurate results are obtained.

8.2 Application

In practice, problems are usually much more complicated than the problems that we
studied in this dissertation. However, the insights and results that we obtained in
this research can be helpful in solving the more complicated real-life problems. The
models that we studied can act as building blocks for larger models. We therefore
consider the results in this dissertation as equipment that enriches the tool box of
those who face spare parts inventory control problems in practice.

In this section we provide examples of comprehensive models for two companies.
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8.2.1 ASML

In our research we cooperated with ASML, and we used data from this company
to obtain insights in the magnitude of potential savings for the models described in
Chapters 2 and 4. Also, parameter settings in the numerical analysis in Chapter 5
are extrapolated from the situation at ASML. Further, the development of the single-
echelon model described in Chapter 6 is motivated and inspired by the characteristics
of the service supply chain at ASML. As we stated in Chapter 6, the single-echelon
model has already been implemented at the company. Currently, it is used for spare
parts inventory control in the local warehouses, as part of a larger planning concept.
The features of commonality and lateral transshipment are taken into account in our
model, and two transportation modes are present as well. Also, to a certain extent,
service differentiation is possible in the model. However, the service supply chain at
ASML in reality has a two-echelon structure, and that feature is not dealt with in
our model. Planning of spare parts inventories in the central warehouse is still done
outside the model.

A Master student has developed a model that could be used for this two-echelon sit-
uation (Enders, 2004). For this problem, he developed an iterative procedure, within
which two building blocks are used, one for each echelon level. Besides the building
block for the local warehouses described above, he uses a model with service differenti-
ation as a building block for the central warehouse. In the latter, two demand classes
are distinguished: emergency demand that requires a very high fill rate, and normal
replenishment demand for which a lower fill rate is satisfactory. Starting from our
model with service differentiation described in Chapter 4, he has developed a model
in which emergency demand that cannot be met is lost, and normal replenishment
demand that cannot be met is backordered. This model is described and analyzed in
Enders et al. (2006).

In the method of Enders (2004), the two building blocks are used alternately. First,
the model for the local warehouses is used to determine close-to-optimal base stock
levels, assuming that the central warehouse has ample stock. As a result, normal
and emergency demand streams are known, approximated as occurring according to
a Poisson process, and the central warehouse model is applied. Based on this model,
replenishment times for the lower echelon model can be adapted, etcetera.

8.2.2 ABEMEC

ABEMEC is a company in the Netherlands that sells and maintains agricultural
equipment. For spare parts provisioning, the company employs a service supply chain
with 12 warehouses in the southern part of the Netherlands. All warehouses face
demand. With respect to the replenishment of the parts, two strategies are used
currently. Some parts are delivered directly to each of those local warehouses by
the supplier, but other parts are delivered to one of the warehouses, the warehouse
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in Veghel. This warehouse in Veghel then replenishes the stock of the other local
warehouses.

A Master student has carried out a project at ABEMEC, and in his project he applies
a multi-item approach for the inventory control of spare parts at ABEMEC (Sluis,
2006). He developed a method that minimizes the inventory investment at given
constraints on the 0-day and 1-day aggregate fill rates. Sluis shows that substantial
savings can be obtained if a multi-item approach is applied instead of a single-item
approach, and provides a solution in which the current service supply chain structure
is maintained.

For the items that are replenished directly from the supplier to each of the warehouses,
a single-location heuristic is applied for the stock in each of the warehouses separately.
For items for which replenishment is delivered from the supplier to the (central)
warehouse in Veghel, a more complicated method is applied. First, a greedy method
for the two-echelon situation is applied as described in Chapter 7 of this dissertation.
In this first step, the warehouse in Veghel is considered as the central warehouse, and
the direct demand at the warehouse in Veghel is not taken into account. As a next
step, additional stock is put in the warehouse in Veghel to satisfy this direct demand.
Thus, the warehouse in Veghel has two functions. It is both a local warehouse that
satisfies demand and a central warehouse that replenishes stock in the other local
warehouses. To guarantee that enough stock remains for direct demand in Veghel
(and emergency replenishment to the other local warehouses if they are out of stock),
a model with a critical level is applied as in Chapter 4. Normal replenishment to
other warehouses is only carried out if the physical stock is above the critical level; a
replenishment order that arrives if the physical stock is at or below the critical level
will only be fulfilled when the physical stock exceeds the critical level.

This model has not yet been implemented at ABEMEC, and undoubtedly some fur-
ther adjustments and refinements have to be taken care of before implementation
can take place. Nevertheless, at present ABEMEC is giving serious consideration to
acting on the promising results of the project; in the short term ABEMEC plans a
pilot for a limited number of items.
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Summary

Spare Parts Inventory Control under System Availability Constraints

Spare parts provisioning is a key factor in after-sales service. If a system (machine)
breaks down, often the defective part has to be replaced, and a defective part can
only be replaced if the required spare part is available. This dissertation is devoted to
spare parts inventory control for stocks needed to facilitate corrective maintenance.
In spare parts inventory, large amounts of money are involved, and thus there is great
interest in cost savings.

Spare parts inventory models differ substantially from regular inventory models. The
key reason for this difference is that spare parts provisioning is not an aim in itself
but a means to realize high up-times of equipment. At given availability constraints
for the equipment, spare parts inventory control methods determine stock levels such
that the total cost is minimized.

This dissertation treats spare parts inventory control models that incorporate the
following features:

• Commonality: Different machine types have parts in common.

• Service differentiation: Different customers with identical machines have differ-
ent service level constraints.

• Lateral transshipment: A local warehouse provides a spare part to a customer
of another local warehouse that is out of stock.

• Two-echelon structure: A service supply chain consists of both central and local
warehouses, where central warehouses replenish stock in local warehouses.

• Two transportation modes: Transportation of items from a central to a local
warehouse can be done in a regular mode, but also in a quicker, more expensive,
emergency mode.
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With respect to the multi-item spare parts inventory models in which these features
are incorporated, the following questions are relevant:

• Is it possible to develop a heuristic that is accurate and fast?

• Which factors determine the magnitude of the expected cost benefits, and what
is the magnitude of cost benefits for real-life data sets?

In this dissertation, we study models that incorporate subsets of all features, where
we cover research questions based on the two questions formulated above. We classify
our models by means of their main feature. In all models that do not have a two-
echelon structure, the feature of having two transportation modes is easily taken into
account, and thus this feature is not mentioned as a category. Chapters 2 - 7 contain
these models. Chapters 1 and 8 contain an introduction and conclusions, respectively.

In Chapter 2, we study a single-echelon model with commonality. We study the
expected cost benefits of using shared stocks instead of separate stocks for the different
machine types. We perform a case study with data from ASML, a company in the
semiconductor supplier industry, and show that for ASML the cost benefits of using
shared stocks amount to about 6%.

In Chapters 3 and 4, we study two models with service differentiation. The model in
Chapter 3 is a single-item model with a critical level policy. A critical level policy offers
different service levels to different groups. We find three heuristics that are fast, and,
in an extensive numerical experiment, always lead to an optimal solution. The results
obtained in Chapter 3 are useful for multi-item models with service differentiation,
since the single-item problem has to be solved multiple times as a subproblem in the
algorithm developed for the multi-item problem. In Chapter 4, we describe the multi-
item model, and we study the expected cost benefits of using critical level policies
instead of base stock policies. The difference between the target service levels is an
important determinant of the magnitude of the cost benefits. In cases with a small
group requiring the highest service level, the benefits seem to increase. Real-life data
sets from ASML show a cost reduction of 6-7% if service differentiation is taken into
account by means of using critical level policies.

In Chapters 5 and 6, we study models with lateral transshipment. Chapter 5 is an
exact and theoretical single-item comparison of three situations: (1) a situation with
separate stock points without lateral transshipment; (2) a situation with one joint
stock point; (3) a situation with separate stock points with lateral transshipment. Un-
der the presence of tight waiting time constraints, we observe that the second situation
is often infeasible. We derive conditions that determine which situation dominates.
Chapter 6 describes a more practical multi-item model with lateral transshipment.
In that model, we distinguish between main and regular local warehouses. Only main
local warehouses can act as a supplier of a lateral transshipment; both mains and
regulars can receive a lateral transshipment. Our network structure with main and
regular local warehouses closely matches real-life characteristics. We describe an ap-
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proximate evaluation method for our network that performs well. Furthermore, we
show that if only a few local warehouses act as mains, already a substantial part of
the full pooling benefits are obtained (full pooling means that all local warehouses
are mains). For a data set of ASML, with 19 local warehouses, partial pooling with 4
main local warehouses provides savings of 50% compared to the no pooling situation.

The inventory control method described in Chapter 6 has been implemented at ASML.
It is used as part of a total planning concept for spare parts inventory control since
early 2005. By using our model in the total planning concept, ASML has reduced
both waiting times and cost substantially.

In Chapter 7, we develop and compare heuristics for the multi-item model with a two-
echelon structure. We show that a greedy heuristic performs well in terms of accuracy
and speed, even when using two-moment fits for the evaluation of given policies.
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