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Summary

In pursuit of increased efficiency and safety in the transportation of goods and peo-
ple, there is a need for more capable automated mobile systems that can navigate
through the world and interact with humans. Recent advances in automated mo-
bile systems are significant, and are already partially adopted within contemporary
transportation systems. There are millions of warehouse robots and intelligent ve-
hicles equipped with various sensors, perception and decision-making algorithms,
which are able to behave at a certain degree of autonomy and partially replace or
complement the functionality of human operators and drivers. However, to achieve
the ultimate goal of autonomy, especially in challenging open urban environments,
in which “the driver will not be required to take over driving all the time”, fur-
ther extensive research and developments need to be carried out. One of the key
enabling technologies required by such fully automated systems is perception, i.e.
the ability to sense, perceive, and understand the environment where the system
is situated in. This dissertation addresses several detailed research objectives that
aim to improve perception technology, in the fields of artificial intelligence and
computer vision.

These research objectives originate from the observation that current percep-
tion technologies are facing specific limitations. The limitations include a) the
disconnection between low-level, mid-level, and high-level scene representations
and their non-optimality, b) the inherent incompleteness of ego-centric sensory
information and its derived representations, and c) the need for large-scale and
annotated datasets to train state-of-the-art deep neural networks.

First, this dissertation investigates how deep neural networks can directly pro-
vide more high-level environment representations that are useful to downstream
tasks of automated mobile systems, such as route-planning and navigation. This
is motivated by the fact that currently utilized representations are often inherited
from computer vision meta-tasks and therefore are sub-optimal for mobile systems.
Specifically, two related methods are proposed. The first method learns to predict
bird’s-eye-view (BEV) semantic occupancy grids directly from front-view RGB im-
ages. In Chapter 3, BEV semantic occupancy grids are proposed to describe the
environment of automated mobile systems, e.g. an ego-vehicle. It is well suited
to represent the local free-space with extra semantic labels around the vehicle,
namely road, sidewalk, and terrain. Aiming for even higher-level scene under-
standing, the second method takes BEV semantic occupancy grids as input and
learns to transform them into interpretable graph representations. Chapter 5 and
Chapter 6 present a deep neural network approach that takes a road-layout map in
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BEV as input and predicts a human-interpretable graph that represents the topolog-
ical layout of roads. This approach elevates the understanding of road layouts from
pixel level to the level of graphs. Moreover, two approaches can be combined and
then constitute an end-to-end pipeline that takes a front-view RGB image as input
and directly predicts a graph describing the corresponding road layout, which is
also demonstrated in Chapter 6.

Second, this dissertation presents methods that can complement ego-centric
observations using prior knowledge, such that the mobile system gains an under-
standing of areas that it cannot observe directly with its sensors. This is motivated
by the fact that raw ego-centric sensory inputs suffer from the incompleteness of
the perceived environments, due to external hardware limitations such as sensors’
limited field of view (FOV), and inherent sensing limitations such as occlusions
caused by foreground objects. Arguably, the completion of nearby scene repre-
sentations is beneficial for downstream tasks such as decision-making and route-
planning. In Chapter 2 and Chapter 4, two deep data-driven approaches are pro-
posed to infer the complete background urban scenes, e.g. road and sidewalk, by
hallucinating and completing the regions that are occluded by foreground objects
and limited FOV. Chapter 2 focuses on the processing of raw sensory inputs, i.e.
front-view RGB images. From a single RGB image, the proposed network esti-
mates a semantic segmentation map, in which the foreground objects are removed
and semantically inpainted with background classes. This approach is inherently
more efficient than the two-stage state-of-the-art method and outperforms it by a
margin of intersection-over-union (IoU) for the inpainted foreground regions on
the Cityscapes dataset. When tested on the unseen KITTI dataset, the performance
margin further increases. Making one step forward, Chapter 4 follows the same
philosophy but applies the completion task on BEV road-layout maps. In contrast
to alternative approaches, the proposed novel training strategy is compatible with
networks that use skip connections, to improve detail in the completed output,
without requiring adversarial supervision. The learned network also intrinsically
generalizes better than the baselines on unseen datasets, which is demonstrated by
an experiment performed on the unseen KITTI dataset. Moreover, this approach
also demonstrates its generalization to different data types, such as 3-D vehicle
shapes.

Third, the research in this dissertation aims to reduce the data-annotation bur-
den of the proposed novel deep neural network-based methods. This research ob-
jective is addressed in all contributing chapters in this dissertation. This includes a)
training networks using algorithm-generated noisy ground truth, b) using various
types of weak supervisions, and c) employing the self-supervised auto-encoding
paradigm. In Chapter 3, automatically generated noisy ground truth is used for
training the network, and the results show that the network is able to mitigate the
non-systemic noise by using a specific design, i.e. utilizing a network bottleneck
and variational sampling. Furthermore, in the case that supervision is only par-
tially provided, two solutions that make use of different types of prior knowledge
for network design and training, are proposed in Chapter 2 and Chapter 4. Specif-
ically, for completion tasks where the regions to be completed cannot be directly
supervised with ground truth, prior knowledge can be integrated within both the
network and training procedure as additional annotation-free weak supervision,
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which is demonstrated in Chapter 2. For relatively small samples, Chapter 4 shows
that a third-party unpaired dataset can be used as prior knowledge that provides
additional supervision for learning the completion of partially observed data. Fi-
nally, for newly proposed representations, it is common that ground truth is com-
pletely absent, unless it is manually annotated. In Chapter 5 and Chapter 6, a
self-supervised graph learning approach using a well-designed auto-encoder is pre-
sented. Overall, although the proposed approaches are not universal and extra
effort is inevitable when applying them to completely novel tasks, this dissertation
does show that the complete and perfect ground truth may not be necessary, by
properly designing the network and formulating the learning task. This is partic-
ularly useful for various domain-specific sub-tasks of automated mobile systems,
where novel representations can often occur without annotations.

In conclusion, this dissertation contains both fundamental contributions, i.e.
the graph auto-encoder, in combination with more applied contributions that are
relevant to automated mobile systems such as self-driving vehicles. The proposed
approaches focus on three key topics that contemporary perception technologies
are concerned with, i.e. sub-optimal representations for mobile systems, limited
ego-centric observations, and their corresponding expensive annotation require-
ments in a conventional fully-supervised learning paradigm. The obtained promis-
ing results are expected to make solid contributions towards the realization of fully
automated mobile systems.





Samenvatting

Om de efficiëntie en veiligheid van het vervoer van goederen en mensen te ver-
groten, hebben we slimmere geautomatiseerde mobiele systemen nodig die over
de wereld kunnen navigeren en met mensen kunnen communiceren. Recente ont-
wikkelingen in geautomatiseerde mobiele systemen zijn aanzienlijk en worden al
gedeeltelijk toegepast in de huidige transportsystemen. Er bestaan wel miljoenen
magazijnrobots en intelligente voertuigen die zijn uitgerust met verschillende sen-
soren, detectie- en besluitvormingsalgoritmen, waarvan sommige autonoom wer-
ken en andere de functies van menselijke operators en chauffeurs vervangen of
aanvullen. Het bereiken van het uiteindelijke doel van autonoom rijden vereist
echter uitgebreider onderzoeks- en ontwikkelingswerk, vooral in uitdagende open
stedelijke omgevingen waarin de bestuurder het rijden niet voortdurend hoeft over
te nemen. Eén van de belangrijkste vaardigheden die nodig zijn voor zo’n volle-
dig geautomatiseerd systeem is perceptie, het vermogen om de omgeving waarin
het systeem is geplaatst waar te nemen en te begrijpen. Dit proefschrift richt zich
op diverse gedetailleerde onderzoeksdoelen die gericht zijn op het verbeteren van
perceptie technieken op het gebied van kunstmatige intelligentie en computervisie.
Deze onderzoeksdoelen zijn gebaseerd op de observatie dat de huidige perceptie
technieken bepaalde beperkingen hebben. Beperkingen zijn onder meer a) de ont-
koppeling tussen representaties van de omgeving op laag, midden en hoog niveau
en de onvolkomenheden van deze representaties, b) de inherente beperkingen van
egocentrische zintuiglijke informatie en de afgeleide representaties ervan, en c)
de behoefte aan grootschalige en geannoteerde datasets om state-of-the-art diepe
neurale netwerken te trainen.

Ten eerste onderzoekt dit proefschrift hoe diepe neurale netwerken direct om-
gevingsrepresentaties op hoog niveau kunnen genereren die worden gebruikt voor
downstream taken in geautomatiseerde mobiele systemen zoals routeplanning en
navigatie. Dit is te wijten aan het feit dat de tegenwoordig gebruikte representa-
ties vaak worden overgenomen door computer visie meta-taken en daarom subop-
timaal zijn voor mobiele systemen. In het bijzonder zijn twee verwante methoden
voorgesteld. De eerste methode leert om de semantische informatie in een vogel-
perspectief rechtstreeks te voorspellen op basis van frontale RGB-afbeeldingen. In
Hoofdstuk 3 wordt een vogelperspectief semantische kaart representatie voorge-
steld om de omgeving van een geautomatiseerd mobiel systeem (zoals een zelfrij-
dend voertuig) te beschrijven. Dit is geschikt voor het toevoegen van semantische
labels over de wegomgeving rondom het voertuigen, zoals wegen, trottoirs en ter-
rein. De tweede methode, die gericht is op een scènebasis op een hoger abstractie-
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niveau, neemt vogelperspectief semantische labels als invoer en leert deze om te
zetten in interpreteerbare graafrepresentaties. Hoofdstuk 5 en Hoofdstuk 6 presen-
teren een diepe neurale netwerkbenadering die een vogelperspectief-wegenkaart
als input neemt en een door mensen interpreteerbare graaf voorspelt die de topo-
logische rangschikking van de wegen weergeeft. Deze benadering stelt ons in staat
om de lay-out van de weg te begrijpen vanaf het pixelniveau tot op het wegen-
netwerk niveau. Bovendien kunnen de twee benaderingen worden gecombineerd
om een end-to-end-pijplijn te vormen die een RGB-vooraanzichtbeeld als invoer
neemt en direct een graaf voorspelt die het overeenkomstige wegennetwerk weer-
geeft. Dit komt ook aan de orde in Hoofdstuk 6.

Ten tweede laat dit werk zien hoe egocentrische observaties kunnen worden
aangevuld met voorkennis om inzicht te krijgen in gebieden die mobiele syste-
men niet direct kunnen waarnemen met hun sensoren. Dit komt omdat rauwe
egocentrische sensorische input altijd beperkt is door, bijvoorbeeld, een beperkt
gezichtsveld van de sensor, en intrinsieke sensorische beperkingen, zoals occlusie
veroorzaakt door objecten op de voorgrond. Het is aannemelijk dat de voltooi-
ing van nabijgelegen scènerepresentaties gunstig is voor latere taken zoals besluit-
vorming en routeplanning. In Hoofdstuk 2 en Hoofdstuk 4 worden twee diepe
data-gestuurde benaderingen voorgesteld om de volledige stedelijke achtergrond-
scènes, bv. weg en trottoir, af te leiden door de gebieden die door voorgrondobjec-
ten en een beperkt gezichtsveld worden afgedekt, in te beelden en aan te vullen.
Hoofdstuk 2 richt zich op het verwerken van onbewerkte sensorische input, d.w.z.
frontale RGB-beelden. Uit een enkele RGB-afbeelding bepaalt het voorgestelde
netwerk een semantische segmentatiekaart waarin voorgrondobjecten zijn verwij-
derd en occlusies zijn ingevuld met achtergrondklassen. Deze aanpak is inherent
efficiënter dan de state-of-the-art methode en overtreft deze in de kwaliteit van de
ingevulde occlusies van de verwijderde voorgrondgebieden. Testen met de data
uit nieuwe omgevingen dan waar het systeem voor getraind is verhoogt de pres-
tatiemarge verder. Hoofdstuk 4 volgt dezelfde filosofie, maar past de invultaak
toe op de vogelperspectief wegenkaarten. In tegenstelling tot alternatieve aanpak-
ken, is de voorgestelde nieuwe trainingsstrategie compatibel met netwerken die
overgeslagen-verbindingen gebruiken om de uiteindelijke outputdetails te verbe-
teren zonder dat er concurrerende supervisie nodig is. Het getrainde netwerk is
inherent meer gegeneraliseerd dan de basislijn op ongeziene datasets, zoals blijkt
uit experimenten die zijn uitgevoerd op de ongeziene dataset van KITTI. Bovendien
toont deze benadering ook generalisatie naar verschillende gegevenstypen, zoals
3D-voertuiggeometrie.

Ten derde heeft het werk in dit proefschrift tot doel de data-annotatielast van de
voorgestelde nieuwe, op diepe neurale netwerken gebaseerde methoden te vermin-
deren. Dit onderzoeksdoel wordt behandeld in alle bijdragende hoofdstukken in
dit proefschrift. Deze omvatten a) trainingsnetwerken die gebruikmaken van algo-
ritmisch gegenereerde imperfecte grondwaarheid, b) verschillende soorten zwakke
supervisies, en c) zelf-gecontroleerde autocoderingsparadigma’s. In Hoofdstuk 3
trainen we het netwerk met behulp van de automatisch gegenereerde imperfecte
grondwaarheid, en de resultaten laten zien dat het netwerk niet-systemische ruis
kan verminderen door gebruik te maken van een bepaald ontwerp, namelijk net-
werkknelpunt en variatiesampling. Daarnaast worden in de Hoofdstuk 2 en Hoofd-
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stuk 4 twee oplossingen voorgesteld die verschillende soorten voorkennis gebrui-
ken voor netwerkontwerp en training waarbij supervisie slechts gedeeltelijk wordt
geboden. Specifiek voor voltooiingstaken waarbij de te voltooien gebieden niet
rechtstreeks met de grondwaarheid kunnen worden gecontroleerd, kan voorkennis
worden geïntegreerd in zowel het netwerk als de trainingsprocedure als extra an-
notatievrije grondwaarheid, wat wordt aangetoond in Hoofdstuk 2. Voor relatief
kleine steekproeven toont Hoofdstuk 4 aan dat een ongepaarde dataset van derden
kan worden gebruikt als voorkennis die extra toezicht biedt voor het leren aan-
vullen van gedeeltelijk geobserveerde gegevens. Tenslotte komt het bij de nieuw
voorgestelde representaties vaak voor dat de grondwaarheid geheel ontbreekt, ten-
zij deze handmatig wordt geannoteerd. In Hoofdstuk 5 en Hoofdstuk 6 wordt een
zelf-gesuperviseerde aanpak van graafleren met behulp van een goed ontworpen
auto-encoder voorgesteld. Hoewel deze benaderingen niet universeel zijn en extra
inspanningen onvermijdelijk zijn wanneer ze worden toegepast op volledig nieuwe
taken, toont dit proefschrift aan dat de volledige en perfecte grondwaarheid wel-
licht niet nodig is, door het netwerk goed te ontwerpen en de leertaak goed te
formuleren. Dit is vooral handig voor verschillende domein specifieke deeltaken
van geautomatiseerde mobiele systemen waar nieuwe representaties vaak zonder
annotatie worden weergegeven.

Samenvattend bevat dit proefschrift zowel een fundamentele bijdrage, zoals
de Graph Auto-Encoder, als meer toegepaste bijdragen met betrekking tot geau-
tomatiseerde mobiele systemen zoals zelfrijdende auto’s. De voorgestelde aanpak
richt zich op drie belangrijke problemen waarmee moderne perceptuele techno-
logie wordt geconfronteerd, namelijk suboptimale omgevingsrepresentaties voor
mobiele systemen, beperkte egocentrische observatie en de bijbehorende dure an-
notatievereisten in traditionele volledig-begeleide leerparadigma’s. De behaalde en
veelbelovende resultaten zullen naar verwachting een belangrijke bijdrage leveren
aan de realisatie van volledig geautomatiseerde mobiele systemen.
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Chapter 1
Introduction

1.1 Contemporary automated mobile systems

Automated mobile systems have been receiving unprecedented attention in recent
years. They are expected to change the paradigm of transportation of goods and
people in the future, and this technology will be increasingly involved in human
society. At present, these systems are widely deployed in various scenarios with
different levels of automation. Their autonomy was enabled step-by-step with the
developments in many aspects over the past decades, including the digitization
of control and actuation systems, the perception technologies that understand the
environment, and the development of decision-making and route-planning algo-
rithms.

The continuous digitization process of mobile systems enables the possibility of
automation. This paradigm shift is more significant for heavy but common mobile
systems such as vehicles, which typically utilize conventional non-digital mech-
anisms, including internal combustion engines, mechanical steering and braking
systems, etc. The developments of sensors and algorithms enable the monitoring,
digitization, and control of mechanical actuators. Given these developments, it is
possible to accurately control various behaviors of the mobile system via digital sig-
nals, such as the fuel flow of engines and the cruising speed of ego-systems. This is
non-trivial and is considered as a necessary pre-condition for the autonomy of mo-
bile systems that were originally not capable of these functionalities, e.g. vehicles.
More recently, electric vehicles that utilize electric motors and batteries are also
introduced, which make digitization and behavior control even easier. The trend
of electrification further accelerates the development of autonomous vehicles.

Although most common mobile systems are ready for full autonomy in terms
of digital control and actuation, the technical challenges remain from different as-
pects, and full autonomy is still far from deployment for many types of systems.
The fundamental reason is that the environment where systems operate is varying,
and at present, the system can only interact with some environments that are rel-
atively simple. For instance, warehouse robots are common in the industry for the
transportation of goods, which can fully replace human labor. In contrast, for vehi-
cles in urban environments, the state-of-the-art is still distant from full autonomy.
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The success of warehouse robots is explained by the limited and well-defined usage
scenarios, the properly planned corresponding interactions, and the bounded oper-
ation space. In contrast, the urban environments that vehicles operate in are open,
unbounded, dynamic, and contain vulnerable road users. This dissertation gener-
ally concerns perception technologies for all types of automated mobile systems,
with a focus on the most challenging use case for demonstration, i.e. autonomous
driving in open urban environments.

Despite the fact that full autonomy in open urban environments is challenging,
efforts are continuously being made. Advanced driver-assistance systems (ADAS)
are developed and provided in many vehicles in their basic forms. These vehi-
cles are equipped with multiple sensors and state-of-the-art perception algorithms,
which can deliver semi-automated behavior and serve as assistants for human
drivers in simple tasks such as lane-keeping, collision avoidance, etc. However,
these functionalities are not safe for long-term usage and human interventions are
necessary. Nevertheless, they provide additional decision intervention or sugges-
tion that helps or compensates for the flaws of human drivers.

On the way towards full autonomy, even for vehicles in open urban environ-
ments, where by definition “a vehicle can drive itself everywhere in all conditions
without any human interaction”, many challenges remain to be addressed. The
first precondition is to create a perception system that parses the environment into
scene representations at multiple levels of abstraction, which constitute a holistic
description of the nearby scenes. It is crucial to have a robust and efficient per-
ception system, given that automated decision-making and route-planning tasks
can heavily rely on it. Therefore, this dissertation focuses on the perception sys-
tem, since it is an important part of an automated mobile system and has many
open research questions. In the following section, a detailed discussion about the
perception of mobile systems is presented.

1.2 Perception towards full autonomy

Automated mobile systems have various forms and applications but share a similar
high-level architecture, which can be summarized as “perceiving the environments
and interacting properly according to the tasks”. For instance, when humans oper-
ate a mobile robot or perform a driving task, they must concentrate and be aware
of all the essential information in the environment in real time. This also holds for
mobile systems that operate with full autonomy.

Typically, a perception system is composed of three sequential components:
a) sensory inputs, b) processing algorithms, and c) output representations that
constitute a world model. As the first step, multiple sensors generate real-time
data streams, providing sufficient raw data containing environmental information
around the ego-system. Afterwards, the processing algorithms take the raw data
streams as input and generate the desired representations which are utilized for
the following decision-making. All of these factors are important for providing a
reliable and complete description of the environments and are continuously inves-
tigated by the research community.

Algorithms are probably the component that is most frequently researched in
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the community, fueled by the significant advances achieved in the domain of com-
puter vision and deep learning. Over the past decade, enabled by the availability of
hardware with strong parallel computation capability and large-scale datasets with
annotations, the developments of deep neural networks have revolutionized the
paradigm of perception. Neural networks are flexible to handle almost all types of
raw sensory inputs and generate the expected scene representations, as long as the
networks are properly designed and trained with the corresponding input-output
data pairs. Networks exhibit surprising performances compared to their model-
based counterparts for various perception tasks. Some of these are believed to
be impossible before the deep learning era, e.g. per-pixel semantic segmentation.
However, it does not mean that deep data-driven approaches are the solution for
every task in perception. Limitations exist for their wider deployments, includ-
ing the hunger for annotated data for conventional fully-supervised training, the
lack of generalization due to over-fitting, etc. Therefore, one topic that this thesis
touches upon is to relax the existing limitations that potentially inhibit the wider
and easier deployment of data-driven approaches for the autonomy of mobile sys-
tems.

Besides algorithms, the design of proper input and output representations is
also important for automated mobile systems. This is different from fundamental
computer vision research, where inputs and outputs are often well-defined and pre-
pared by public benchmarks. In practice, the input sensory data often comes with
various limitations, including noise, occlusion, limited field of view, etc. They in-
troduce extra challenges to parse the environment in terms of completeness and ro-
bustness. Furthermore, probably because most of the powerful scene understand-
ing methodologies are from the computer vision community, various perception
tasks for automated mobile systems are directly inherited from computer vision
meta-tasks, such as object detection and semantic segmentation. Although they
are mature technologies and provide useful high-level information, more suitable
representations can be proposed and utilized for such domain-specific applications,
which can benefit various downstream tasks. Therefore, this thesis also investigates
the input and output representations and aims to improve the understanding of the
environment by proposing novel scene representations that are more structural, ef-
ficient, complete, and suitable for automated mobile systems.

Real-time performance is also an important factor in the perception of mobile
systems. This is because both the mobile systems and the environment are dy-
namic and their states change swiftly over time. Furthermore, both of their states
have immediate bilateral inferences based on different actions taken by the ego-
system. To interact with the environment effectively and safely, the ego-system
needs to correctly understand the up-to-date state of the environment and perform
appropriate interactions in real time. Therefore, despite not being considered a
main research topic, this dissertation also concerns the real-time performance of
processing algorithms and the computation resources they require.

To conclude, with many technical challenges existing on the way towards full
autonomy of mobile systems, this thesis attempts to contribute to the enhance-
ment of scene representations and the perception algorithms that generate them,
with the powerful tools developed in the machine learning and computer vision
domain. Specifically, three main research directions are investigated: a) creating
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and improving scene representations in terms of efficiency, interpretability, and
level of abstraction, b) improving the completeness of ego-centric sensory data
and its derived scene representations, and c) reducing the need for large-scale and
annotated datasets when training state-of-the-art deep neural networks. In addi-
tion, the real-time execution capability has also been considered and tested for
deployment-ready algorithms, since it is not fundamental but practically important
for utilization.

1.3 Technical background of perception

In this section, some broad technical background of perception for automated mo-
bile systems is discussed, which is related to the overall contributions of this disser-
tation, and generally covers all the individual work in the following chapters. This
general coverage is partitioned into three main research directions.

1.3.1 Scene representations for automated mobile systems

Representation extraction: A long history of representation extraction exists in
pattern recognition [5], which can be traced back way before the deep learning
era [47]. For instance, given a data sample containing raw large-scale low-level
information, e.g. an RGB image with a massive amount of pixels, the goal of rep-
resentation extraction is to distill and extract data that represents the same or
relevant content of inputs, but in a format that is more suitable for subsequent
processing and usage. In the past decade, the current forms for processing vi-
sual content in the computer vision community that have actively researched are
(simple) image classification [85], object detection [82, 83], pixel-wise semantic
segmentation [90], etc. All of them can be interpreted as representation-extraction
tasks. In the framework of these listed tasks, the final produced formats are the
pre-defined representations that the tasks aim to generate, such as one-hot labels,
bounding boxes, and per-pixel labels etc.

When applying general computer vision tasks to domain-specific scenarios for
mobile systems, a similar technical development has occurred fundamentally in
terms of representation learning. For instance, vehicles are detected as a set of
bounding boxes as a representation, where more recently valuable descriptions
are added, e.g. license plates. Different representations are needed for various
perception functionalities, and currently, most of the sub-tasks of automated mo-
bile systems are formalized as conventional computer vision tasks. For instance,
for lane tracking and following, a semantic heat map containing pixels that are
segmented as lanes is typically predicted, while for obstacle avoidance, a set of
bounding boxes with the corresponding object labels are generally required. To
perform these tasks, relatively mature semantic segmentation and object detection
frameworks are adopted, which have been proposed in the computer vision com-
munity.

Scene representations for automated mobile systems: The format of representa-
tions has a large impact on the efficiency and reliability of the overall autonomy
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performance. Although mature computer vision models can be adopted, the off-
the-shelf scene representations are sub-optimal for automated mobile systems. For
example, when using fully convolutional networks for semantic segmentation, it is
straightforward to represent the road lane as a set of segmented pixels, since the
input data is often the RGB image captured by a camera on ego-systems. How-
ever, this image-like lane-segmentation map has its disadvantages when deploying
it in domain-specific mobile systems. First, it is not memory efficient, since a sim-
pler representation exists to describe a lane, e.g. a pair of line segments. Second,
although it is convenient to deploy the off-the-shelf computer vision algorithms,
these image-like lane predictions require further post-processing for planning and
decision-making, e.g. transforming the front view to a bird’s-eye view (BEV), which
makes the full scene-parsing model complicated. Third, a segmentation map may
contain some mispredicted pixels, which is inevitable for approaches like deep neu-
ral networks, but could hamper the post-processing and further subsequent tasks.
Arguably, the aforementioned disadvantages are not limited to the lane-parsing
task, due to the inherent difference in direction between meta-task-oriented com-
puter vision research and application-oriented developments.

Conceptually, there are approaches to merge the previously mentioned differ-
ence, which leads to more suitable scene representations for automated mobile
systems, while preserving the strong perception capabilities enabled by state-of-
the-art computer vision techniques. It is preferable to develop representations for
automated mobile systems that are process-friendly for downstream tasks, or even
create novel representations to satisfy distinct requirements. For example, related
to the aforementioned lane-segmentation task, occupancy grids [20, 21] could be
used as a representation, which is common for the navigation of mobile robots.
In occupancy grids, each cell represents a certain region in the real world and its
value indicates the probability of this cell being occupied by the obstacle. Other
novel representations designed for mobile systems have also been proposed, such
as stixels [1]. Based on the geometric assumptions of flat roads and vertical ob-
jects, stixels are able to represent the free-space region and occupied obstacles
in front of the ego-system, in the format that is between pixels and bounding
boxes. Structural representations without low-level pixels/grids/voxels are also
attractive, since they are considered superior in terms of efficiency and robust-
ness. To understand the scene in a structural manner, a pre-defined world model
or prior knowledge of the scenes is needed. Various primitives are used to recon-
struct the world with pre-defined geometrical descriptions [36], including ruled
surfaces [13], polygons [18,77], 3-D blocks [46], etc. These primitives are the el-
ements that constitute the scene and its elements. By organizing them in an order
that is in correspondence with the sensory inputs, it is possible to create a struc-
tural representation that precisely describes the environment, which is beneficial
for further processing tasks of automated mobile systems. Figure 1.1 briefly illus-
trates the representations implemented in the contributed chapters, starting from
raw sensory inputs towards structural graphs.

To conclude, the choice of the type of representation in perception and decision-
making systems is essential: an optimal representation not only improves efficiency
but also adds significant value to robustness and reliability. This dissertation pro-
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Figure 1.1 – Representations at different levels of abstraction that describe the same typical
urban scene. From top to bottom, the representations are transformed and distilled to be more
compact and interpretable, which could benefit the downstream tasks of automated mobile
systems.
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poses several novel scene representations which are beneficial for the realization
of fully automated mobile systems, together with the efficient approaches that gen-
erate these representations.

1.3.2 Ego-centric perception and incompleteness

Sensory inputs: Being the source of data, sensors play an important role in percep-
tion systems. The properties and qualities of the employed sensors have significant
impacts on the outcome of scene understanding. Typically, two types of sensors are
deployed in mobile systems, namely proprioceptive sensors and exteroceptive sen-
sors [115]. The former sensors measure the dynamic states and internal values
of a system, such as inertia measurement units (IMUs) and positioning sensors,
while the latter sensors acquire information from the environment, such as dis-
tance measurements or light intensity. Both are essential to model the status of
mobile systems, their environments, and the interactions between them. The pro-
prioceptive sensors typically provide direct signals with clear physical meanings,
which are relatively easy to process and understand. The real challenge lies in
parsing exteroceptive sensory inputs into scene representations that are reliable
and efficient for subsequent tasks. Consequently, this dissertation focuses on the
data from exteroceptive sensors and the perception algorithms that process it.

Various exteroceptive sensors, including camera, light detection and ranging (Li-
DAR), radio detection and ranging (RADAR), etc., provide different types of data
with their own unique advantages and disadvantages. For instance, regular cam-
eras are able to provide fruitful texture information under normal lighting condi-
tions. However, they cannot work without enough illumination and are therefore
less reliable during the night. In contrast, sensors like LiDAR and RADAR can de-
liver data streams consistently regardless of the illumination condition, since the
laser and radio signals are actively sent by the sensors. However, they only provide
sparse single-channel signals, which are less informative than dense RGB images.
This thesis mainly focuses on the perception using RGB images as the source of data.
This is because the general objective is to understand the scene with high-level se-
mantic reasoning, and images contain most of the semantic information compared
to other sensory data, such as point clouds from LiDAR. Furthermore, among all
the sensors, cameras are most often employed in real-world applications as well
as in state-of-the-art scene understanding techniques. Nevertheless, this does not
imply that the researched methodologies lack generalization to broader usage of
other sensory inputs. This is because a) other sensory data can be converted into
the format of image-like tensors and similar approaches could be applied for most
of the tasks; b) common limitations, including occlusion, limited field of view, etc.,
are shared by most types of sensors, and the approaches addressing these limi-
tations can also be applied to them. Therefore, the approaches proposed in this
dissertation are generally applicable and not limited to a certain type of sensor or
data format.

Incompleteness: Despite various sensory inputs available, it is still challenging
to process them and obtain a complete understanding of scenes. This is important
since incomplete modeling of environments will result in risks for subsequent tasks.
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Figure 1.2 – Incompleteness of ego-centric perception (left) and the desired corresponding com-
plete samples (right). Arguably, obtaining a complete understanding of nearby scenes is benefi-
cial for the decision-making of automated mobile systems.

The lack of completeness comes from multiple factors. Some of the factors are non-
structural and remain at the sensor level, e.g. raw sensory inputs could be distorted
by noise. State-of-the-art algorithms can complete it by filling the missing informa-
tion for various types of raw sensory data, including natural RGB images [34,116],
3-D shapes [96], and RGB-D scans [73]. Most of these approaches are deep neural
network-based, which are recently enabled by the accessibility of massive sensory
data and large-scale computation capability. This completion task of various raw
sensory inputs has also been considered one of the meta-tasks in computer vision
and is actively researched and improved by the community.

Unlike non-structural factors, some factors of incompleteness are due to the
fundamental limitations of sensors, and therefore cannot be easily addressed. This
dissertation mainly concerns the incompleteness that occurs when parsing the low-
level sensory inputs into higher-level scene representations. The fundamental reason
for this incompleteness is that almost all ego-centric sensing technologies are pro-
cesses that map the 3-D world into 2-D using signals that propagate in a rectilinear
manner, such as natural light, laser, and sound. Thus, the complete scene can
never be directly observed as long as there are objects occluding other objects in
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the environment, which is common for mobile systems. For instance, a front-view
RGB image containing urban scenes, captured by the camera mounted on a vehicle,
is typically considered complete in conventional computer vision tasks. However,
when attempting to extract structural domain-specific information that involves
3-D modeling of the environments, e.g. road layouts, the directly segmented and
transformed scene representations are often incomplete. For this specific road-
layout parsing task, the incompleteness is from the occlusion introduced by the
foreground objects, as well as the limited field of view of sensors. Partial observa-
tion happens for all types of sensors, as long as it is ego-system-based, and cannot
be fundamentally fixed due to physical limitations. Some examples of incomplete-
ness in autonomous vehicle scenarios are visualized at the left side of Figure 1.2,
which are also utilized in the following chapters.

Arguably, it is beneficial to obtain a complete scene representation of the en-
vironment that an automated mobile system is concerned with. In this research
direction, this thesis makes contributions to estimating a complete representation
of environments from incomplete sensory inputs, in which data is partially unavail-
able due to previously mentioned physical limitations.

Non-ego-centric perception: Note that for automated mobile systems, other
technologies exist that utilize communications [102] or pre-defined HD maps [58].
They can provide extra information in addition to the ego-centric perception. This
dissertation focuses on ego-centric perception, and therefore does not consider
networking and communication. However, the improvements in ego-centric per-
ception do not conflict with other aforementioned techniques. In fact, multiple
techniques can be applied simultaneously to compensate for individual shortcom-
ings and enhance the quality of perception further.

1.3.3 Data-driven AI and its limitations for perception

With the significant progress achieved in artificial intelligence (AI) recently, many
computer vision tasks have been revolutionized by the deployment of deep neural
networks (DNNs). As previously mentioned in Section 1.3.1, perception systems
for automated mobile systems are typically decomposed into multiple modules.
Each of these modules can be formalized as one of the computer vision tasks,
which, for most of the cases, are currently solved by DNNs. As long as sufficient
data samples with ground-truth annotations are available, a DNN can be easily
trained and deployed with satisfactory performance.

However, it is still far away from an envisaged mature learning-based percep-
tion system for fully automated mobile systems operating in open environments,
like autonomous vehicles. Basic limitations exist that inhibit the wider usage of
neural networks in mobile perception systems, which are summarized below.

Lack of interpretability: First, contemporary DNNs lack interpretability. For
a complicated task that requires a higher level of reasoning from images, a con-
volutional neural network (CNN) can be simply trained in an end-to-end manner.
During inference, new inputs are simply fed into the CNN for the predictions. In
failure cases, it is not possible to investigate and debug the network, as can be
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conducted naturally in conventional computer programs. This is because the fea-
ture tensor of the input data is computed by the network kernels with millions of
learned parameters, thereby making the process a black box that cannot be clearly
and easily explained. Although research has been carried out to explain why and
how deep neural networks operate [8], it is still far away from fully explaining the
behavior of neural networks and further suppressing the unwanted failure cases,
which can have fatal consequences for use cases like self-driving.

Lack of generalization: Second, learned neural networks tend to over-fit on
training datasets, and cannot generalize well to unseen novel data with a certain
domain gap. This over-fitting problem is continuously investigated by the com-
munity, and approaches have been proposed from different perspectives [4]. The
performance of the networks on unseen datasets can be significantly improved
via state-of-the-art domain adaptation techniques. However, it can be stated that
the fundamental limitation of the network’s generalization capability is rather sup-
pressed instead of fully solved. Most of the approaches improve the generalization
in terms of boosting the performance on an unseen dataset under the same task def-
inition and evaluation protocol. If the generalization is examined from a broader
perspective in addition to the performance, e.g. extending the label definitions for
semantic segmentation tasks, re-training the networks, or even re-annotating the
datasets, is required. The lack of generalization is particularly significant when
deploying neural networks for real-world automated mobile systems, since unseen
data or perhaps unseen labels occur and need to be properly processed on the fly.

Need for massive manual annotation: Third, massive annotated ground-truth
samples are often required for a novel task, which makes its deployment expen-
sive. For instance, one of the most famous datasets that enhanced the inference
of CNNs, ImageNet [85], contains more than 14 million images with labels that
are manually annotated. Furthermore, note that image-label annotation is one
of the easiest annotations in perception, whereas there are tasks with the an-
notation requiring extensive human efforts, such as semantic segmentation. For
each image in Cityscapes [12], it takes more than one hour to annotate the cor-
responding labels for all pixels. In addition to the massive human labor needed,
annotations can be extra challenging by nature of the task itself, e.g. scene graph
generation (SGG) [38]. Compared to the straightforward annotation for semantic
segmentation, i.e. assigning a label for each pixel, annotating the relationships be-
tween objects as edges in a scene graph, is more subjective. It does not only depend
on the image contexts but also on the use cases, and it is practically impossible to
annotate all existing relationships between objects for all scenarios.

Obviously, the above-mentioned limitations of DNN-based approaches are all
essential and fundamental challenges that have been investigated for years. They
are not expected to be systemically solved in the near future. However, having the
desire to pave the way towards this goal, this dissertation contributes to easing
the aforementioned limitations of contemporary data-driven perception method-
ologies, including reducing the annotation efforts and improving the interpretabil-
ity and generalization of neural networks.
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1.4 Problem statement and research questions

1.4.1 Problem statement

With the previously discussed technical background, it can be concluded that, de-
spite impressive achievements made by deep data-driven approaches, it is still dis-
tant from the fully autonomous perception system. From a technical point of view,
this gap is quite significant for mobile systems such as vehicles, and it is difficult
to overcome because of the required safety of vulnerable users occurring in open
environments. Additionally, this gap is also important because of the social im-
plications and legislation for protecting humans when autonomous systems are
involved. Contributions can be made from the three major research aspects dis-
cussed in Section 1.3. Specifically, this dissertation considers the following factors
when designing the methodologies to improve perception capabilities for auto-
mated mobile systems: a) improving the scene representations such that they are
more suitable for downstream tasks, b) enhancing the completeness of representa-
tions generated from ego-centric observation, and c) reducing the manual annota-
tion efforts such that deep data-driven approaches become more affordable for the
proposed tasks. The overall objective for this thesis is summarized as follows.

The objective of this dissertation is to utilize and improve deep data-driven
methods for ego-centric perception tasks in automated mobile systems, by
means of proposing novel scene representations suitable for mobile systems,
improving the completeness of these ego-centric representations, and reduc-
ing the manual annotation efforts required for deep data-driven methods.

With the aforementioned design preferences, this dissertation further extends
these factors into several individual research questions and sub-questions, which
are detailed below.

1.4.2 Research questions

This section details the main research questions that are addressed in this dis-
sertation. For each research question, the corresponding motivation and detailed
sub-questions are listed.

RQ1: Improving scene representations for automated mobile systems

Various representations of scenes are currently utilized simultaneously for au-
tomated mobile systems, and most of them are derived from conventional com-
puter vision tasks, e.g. bounding boxes, segmentation maps, etc. As discussed in
Section 1.3.1, several limitations still exist for these representations, such as effi-
ciency, explainability and level of abstraction. Therefore, it is worth investigating
novel representations suitable for typical mobile systems, such as autonomous ve-
hicles.

• RQ1.a: What are the limitations of contemporary scene representations for au-
tomated mobile systems, and what representation types are preferred?
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• RQ1.b: Which data-driven methods can produce such preferred representations
from sensory input, including representations at a higher level of abstraction?

RQ2: Scene completion for ego-centric perception

As discussed in Section 1.3.2, one fundamental limitation of ego-centric percep-
tion is that it is impossible to directly observe the complete scene, when foreground
objects occlude parts of the scene or sensors have limited fields of view. Given the
significant capability of deep learning in natural image inpainting tasks [34, 116],
it is worth investigating approaches to complete the non-observed part(s) of the
scene, e.g. partially observed road layouts for autonomous vehicles. Being differ-
ent from the conventional image inpainting, the major challenge of this task is that
the ground truth is not available for the region to be completed.

• RQ2.a: What are the challenges to complete the non-observed part(s) of ego-
centric observations, and what are solutions to overcome these challenges?

• RQ2.b: How to make use of prior knowledge to improve scene-completion tasks?

RQ3: Annotation-affordable deep learning for perception

Despite the advanced capabilities of neural networks, some challenges still exist
that inhibit the wider deployment of neural networks in the perception of mobile
systems. Massive yet specific manual annotations are required to train networks
for learning individual novel tasks. In a conventional fully-supervised paradigm,
it is expensive, or even not possible, to annotate the ground truth for each of the
tasks. Thus, it is necessary to investigate the possibility of training neural networks
with less or even without manual annotations.

• RQ3.a: What elements are expensive and inhibiting the broader deployment of
deep learning?

• RQ3.b: Can algorithm-generated noisy ground truth be utilized for supervised
learning of novel representations?

• RQ3.c: How to perform the learning of neural networks if the ground truth is
partially available or not available?

1.5 Contributions of this dissertation

This section summarizes the scientific contributions of this dissertation into the pre-
viously introduced research topics. The topics include improving scene representa-
tions for automated mobile systems, scene completion for ego-centric perception,
and annotation-affordable deep learning.
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1.5.1 Scene representations for automated mobile systems

Contributions are made to improve the representations such that they become more
suitable for automated mobile systems. This is motivated by the fact that current
representations are mostly inherited from conventional computer vision tasks and
are sub-optimal for domain-specific mobile systems, as discussed in Section 1.3.1.

In Chapter 3, based on the conventional occupancy grid representation, an im-
proved representation is proposed, called semantic occupancy grid. The semantic
occupancy grid not only describes the binary occupancy status of a certain region
in bird’s-eye view (BEV), but also provides an extra semantic label for each grid.
With this newly defined representation, Chapter 3 also proposes the correspond-
ing approaches that generate this type of representation using semantic maps and
stereo visions, as well as a neural network that predicts it efficiently from monocu-
lar front-view RGB images.

Furthermore, early fundamental research for scene perception at a higher level
of abstraction is carried out in Chapter 5. A graph is proposed to represent the
input image into a node-position matrix and a corresponding relation-adjacency
matrix. By design, this type of graph is able to encode interpretable information
about objects in a scene, as well as their corresponding semantic relations. The
content of graphs depends on the use case, which typically leads to multiple rep-
resentations per task. Moreover, these graphs easily allow for neural networks
to process and predict them. Although the current approach has key limitations in
scaling to significantly more complex perception tasks on natural images, this work
adds value to the creation of scene representations that benefit automated mobile
systems. To demonstrate this benefit, in Chapter 6, an approach that parses real-
world BEV road layouts into graphs is further proposed. In contrast to image-like
road-layout maps, the predicted graphs represent the road scenes in an efficient
and interpretable manner.

1.5.2 Scene completion for ego-centric perception

The fundamental limitation of incomplete ego-centric perception needs to be ad-
dressed for obtaining a complete and reliable understanding of environments. This
dissertation aims to complete missing data that is not available due to fundamental
physical limitations, e.g. sensor’s field-of-view limitations, and occlusions created
by foreground objects. In such cases, the corresponding complete data, which of-
ten serves as training ground truth for deep data-driven approaches, is not easily
found, or even impossible to obtain. This dissertation proposes two solutions that
are similar to the image inpainting task, but address the challenges of missing
ground truth.

In Chapter 2, an approach, called SFINet, is proposed to enhance the perfor-
mance of foreground removal and background inpainting for front-view RGB im-
ages. This approach is able to process large-scale high-resolution images, which is
improved by a novel max-pooling as inpainting (MPI) module that can be inserted
between conventional convolutional layers. Furthermore, in Chapter 4, a novel
training paradigm with multiple supervision pairs is proposed. For data in formats
of small samples, such as binary road layouts and vehicle shapes, a network can
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learn to complete the data, even without available ground truth at the regions to be
completed. This is achieved by utilizing an additional dataset containing unpaired
samples with similar underlying distributions.

Making use of additional prior knowledge in terms of network designs or third-
party datasets, these contributions can overall deliver extra information about the
environments for automated mobile systems, while using the same sensory inputs.
It is considered that the complete environmental information can potentially ben-
efit the perception and subsequent decision-making of mobile systems.

1.5.3 Annotation-affordable deep learning for perception

Fully-supervised networks should be trained before their deployment, which typi-
cally requires massive data samples with ground truth. This dissertation also con-
tributes to reducing annotation efforts for network training and creating annotation-
affordable deep data-driven perception algorithms for automated mobile systems.
Reducing the annotation efforts is realized based on various aspects.

First, it is possible to use algorithm-generated ground truth for training, despite
containing noise inside. Chapter 3 demonstrates that a properly designed network
can be trained with noisy ground truth and exhibits satisfactory performance.

Second, prior knowledge can be integrated within the network and training
procedure as additional annotation-free supervision, which reduces the annotation
efforts and improves performance. In Chapter 2, the SFINet approach is proposed
to process large-scale RGB images, by inpainting the foreground-object regions and
predicting the complete background-segmentation maps. This is achieved with-
out the background ground truth available at the foreground-object regions, while
using additional pseudo-masks and a novel MPI module. Chapter 4 presents a
training solution that can be employed for learning to complete the partially un-
observed data for relatively small samples. The training is realized by utilizing the
prior knowledge from a third-party dataset that shares the same or similar latent
distributions.

Third, ground truth may not be required as long as the learning task is formu-
lated properly, e.g. self-supervised auto-encoding. Chapter 5 and Chapter 6 demon-
strate a self-supervised graph-parsing approach using a properly designed auto-
encoder. The auto-encoder learns to automatically regress the graphs by solely
training it with image-reconstruction losses.

1.6 Dissertation outline

This section provides an overview of the contents of this dissertation. In addition
to the brief discussions of each chapter, the corresponding scientific publications
are listed. Figure 1.3 depicts the structure of this dissertation and the relations
between the chapters, according to the research questions raised in this thesis. The
pointing directions of RQ1 and RQ2 indicate the general objectives for scene repre-
sentations in automated mobile systems, while RQ3 is generally relevant for deep
data-driven methods.
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Figure 1.3 – Structure of the dissertation. The relations between chapters and research ques-
tions are also presented. The visualized data representations are examples that the proposed
approaches can process or generate.
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Chapter 2 investigates the scene-completion task for raw front-view RGB im-
ages with foreground occlusion. The objective is to predict the complete back-
ground segmentation map excluding all the foreground objects in a single exe-
cution. The max-pooling as inpainting (MPI) module is proposed to improve the
intermediate feature maps and a weakly-supervised training paradigm is used to
further achieve the objective with reduced annotation efforts. The contributions
of this chapter were published in the journal IEEE Robotics and Automation Let-
ters [61] and were also presented at the IEEE ICRA 2020 conference.

Chapter 3 proposes a representation named semantic occupancy grid that en-
codes the geometric and semantic information of the environment in bird’s-eye
view (BEV). A variational encoder-decoder is also proposed to predict these seman-
tic occupancy grids using a single conventional front-view RGB image. The network
exhibits a degree of robustness against domain gap and vehicle-orientation pertur-
bation, and can execute on a modern GPU in real time. The preliminary work of
this chapter was performed during the author’s MSc. graduation project, while the
presented and published results were obtained during the author’s Ph.D. project.
The contributions of this chapter were published in the journal IEEE Robotics and
Automation Letters [64] and also presented at the IEEE ICRA 2019 conference.

Chapter 4 further focuses on the inevitable limitations of ego-centric observa-
tion: data can be partially missing due to occlusion by the foreground objects or
limited field of view of sensors. This chapter processes the representation gener-
ated from Chapter 3, which describes BEV road layouts in small image patches. For
this type of incomplete data with a relatively small size, a novel training paradigm
is proposed to encourage the network to complete the missing data, even without
the ground truth available. This is achieved by using the prior knowledge from a
third-party unpaired dataset, containing data with similar latent distributions. The
contributions were published in the journal Pattern Recognition [60].

Chapter 5 presents basic research on convolutional neural networks that learn
to predict explainable scene graphs from input images without external supervi-
sion during training. This chapter presents a self-supervised approach based on a
fully differentiable auto-encoder, in which the bottleneck is the graph correspond-
ing to the input image. Furthermore, the chapter demonstrates that such predicted
graphs can be directly utilized for symbolic shape classification, as long as the clas-
sifier has a corresponding knowledge-based shape description. The contributions
of this chapter are currently under review.

Chapter 6 extends the fundamental research in Chapter 5 and applies it to
extract graphs that describe the real-world road-layout images. A dual-dataset
training paradigm is proposed to enable the learning on real-world data, with the
help of synthetic road layouts. Further real-world applications are illustrated, such
as automated map-making. The contributions of this chapter were presented at the
IEEE Intelligent Vehicles Symposium of 2022.

Chapter 7 summarizes the main conclusions from all chapters, provides a dis-
cussion on the posed research questions, and presents an outlook on the perception
of automated mobile systems.



Chapter 2
Semantic foreground inpainting
with weak supervision

2.1 Introduction

Chapter 1 has raised three research lines aiming for improvements of current ego-
centric perception technologies for automated mobile systems. Towards this objec-
tive, this chapter starts with one of the most common tasks in the computer vision
community as well as in mobile perception applications, i.e. semantic segmenta-
tion.

Semantic segmentation [90] has been well investigated in recent years with
the advances of deep convolutional neural networks (CNNs). The conventional se-
mantic segmentation task is formulated as assigning a specific pre-defined semantic
label to each pixel in an image, which is performed solely on the 2-D image do-
main. Arguably, vanilla semantic segmentation on a 2-D image is insufficient for
the understanding of 3-D scenes. For example, in autonomous driving applica-
tions, foreground objects such as vehicles and pedestrians can occlude the road,
thereby inhibit the understanding of the complete road layout and consequently
influence navigation and planning tasks. In contrast, humans are intuitively able
to reason and obtain more information than CNNs from a single image: if a ve-
hicle is observed, one can still reason that the road exists under and behind that
vehicle, even though these regions are occluded in raw sensory inputs. The abil-
ity of occlusion reasoning can evidently improve the intelligence of autonomous
vehicles, since they are able to extract more information about the nearby environ-
ments given the same limited sensory inputs, while it cannot be easily realized by
a conventional semantic segmentation CNN that is trained with strong pixel-wise
supervision.

Therefore, the objective of this chapter is to enable the aforementioned human-

The contributions of this chapter were published in the journal IEEE Robotics and Automa-
tion Letters and were also presented at the 2020 IEEE International Conference on Robotics
and Automation. The code and data are available at https://github.com/Chenyang-Lu/
semantic-foreground-inpainting.

https://github.com/Chenyang-Lu/semantic-foreground-inpainting
https://github.com/Chenyang-Lu/semantic-foreground-inpainting
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Figure 2.1 – System overview. The proposed network is able to segment out the foreground
objects (binary or optionally multi-class), and simultaneously inpaint the semantic scene behind
these foreground objects with background classes (road, sidewalk, and other rigid world).

like occlusion reasoning, in addition to the existing state-of-the-art semantic seg-
mentation approaches using CNNs. This proposed task is called semantic fore-
ground inpainting and is visualized in Figure 2.1. To be specific, given an input raw
front-view RGB image, the complete task should identify the regions containing
foreground objects, and predict the semantic segmentation map of the background
scenes reasoned with the foreground regions and inpainted with the corresponding
background classes.

To achieve this objective, there exist several technical challenges stated below,
some of which are linked to the three general research questions discussed in Chap-
ter 1.

• Reduced supervision: Firstly and most importantly, it is problematic to pro-
vide supervision for the proposed semantic foreground inpainting task. In a
conventional fully-supervised training setting, a large number of foreground
removed ground-truth samples are required, which is non-affordable to man-
ually annotate. Furthermore, even if the occluded regions would be mas-
sively annotated, it is a challenging and laborious task, especially when the
scene is complicated and the occluded regions are relatively large. Therefore,
the primary challenge in this chapter is to realize and improve this task with
reduced annotation efforts.

• Real-time execution and generalization: Considering the potential real-world
deployments, it is important that the proposed algorithm executes efficiently
in real time with relatively low hardware requirements. It is also highly de-
sired that the trained network is able to generalize and deliver acceptable
performances on unseen data with domain gaps.

• Need for high-quality test set: Although the ground truth can be exempted
during training, it is still needed for a fair evaluation of inpainting quality.
Since semantic foreground inpainting is not a common task in computer vi-
sion, existing fine-grained annotated ground truth is not available. Therefore,
annotated test sets need to be prepared.

The most relevant work related to semantic foreground inpainting is described
in [86]. It performs foreground objects’ removal in the RGB image domain as
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a coarse pre-processing step, using automatically generated random rectangular
masks, to construct weak supervision at occluded regions. This method, which is
detailed in Section 2.2 as one of the baseline methods, cannot address the afore-
mentioned challenges sufficiently because of its insufficient weak supervision, and
inefficient two-stage pipeline. In contrast, the approach in this chapter utilizes
the novel max-pooling as inpainting (MPI) module, which enables explicit nearby
background feature inpainting, while facilitating complementary weak supervision
without the need for human annotations. The proposed MPI module improves the
intermediate feature maps generated by CNN layers for the foreground inpainting
task, and consequently boosts the performance without additional costs. Further-
more, the proposed one-stage pipeline, which is referred to as SFINet in this chap-
ter, is much faster and more efficient than the baseline that takes two stages to
complete the task.

The remainder of this chapter is organized as follows. Section 2.2 presents the
work related to this chapter. Section 2.3 defines the semantic foreground inpaint-
ing task, and details the design of the proposed approach. Section 2.4 describes
the settings of experiments and evaluation protocols, and Section 2.5 presents and
discusses the experimental results. In Section 2.6, conclusions are drawn w.r.t. the
contributions.

2.2 Related work

This section details the research topics and their corresponding state-of-the-art ap-
proaches that are relevant to the proposed semantic foreground inpainting task.

A. Semantic segmentation: CNNs are widely employed in image semantic
segmentation [2, 11, 71, 90, 118], and most frameworks are adapted from the
fully convolutional network (FCN) [90]. Segmentation networks often utilize the
convolutional feature encoder from backbone networks, such as VGG [93] and
ResNet [30]. Another network architecture named SegNet [2] adapts the insight
of auto-encoders, with the convolutional feature encoder and decoder being sym-
metric. Current research also indicates that segmentation can be enhanced by ap-
plying conditional random fields (CRFs) as post-processing [11,120] or using addi-
tional adversarial training strategies [65, 66]. More recently, Transformers [100],
originally utilized for natural language processing, are also introduced in vision
tasks [17], and better results can be achieved for semantic segmentation [95]. The
difference between the conventional semantic segmentation task and the proposed
semantic foreground inpainting task is that, besides performing segmentation at
background regions, the system needs to hallucinate the semantic background
scene behind the foreground objects. This is non-trivial for conventional pixel-
wise fully-supervised segmentation approaches.

B. Image inpainting: Image inpainting [6] aims to recover the missing regions
of an image, given the surrounding context information. CNNs enable the possi-
bility of image inpainting with large missing areas, since they can extract abstract
semantic information from the observable context. The Context Encoder (CE) [79]
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Figure 2.2 – Overview of the proposed SFINet approach. The upper part of the network, which
performs the semantic foreground inpainting task, is derived from a state-of-the-art semantic
segmentation network, i.e. PSPNet [118] with the ResNet (-18, -50, etc.) [30] backbone. Note
that the backbone is divided into two parts, with a max-pooling as inpainting (MPI) module
inserted in the middle. The lower part is a lightweight network (the first two blocks of ResNet-
18 with an upsampling module) that segments out the binary foreground objects, which are
required by the MPI module in parallel. Note that this lightweight network can optionally use
the features from the upper main branch of the network (indicated by blue dash lines), which
results in a more efficient model, and is referred to as SFINet-faster. Two losses are applied
during training. See Section 2.3 for more details.
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ResNet-based 
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Figure 2.3 – Overview of the baseline [86], which is composed of two stages.

network is proposed to inpaint the image with large rectangular areas missing
at the image center, by applying reconstruction and adversarial loss [27] during
training. CE-like networks [15, 34, 51, 116, 117] are proposed with additional dis-
criminative networks applied on local missing regions or on the entire image in a
patch-wise manner. These techniques enable the inpainting of regions missing at
arbitrary positions. The aforementioned approaches are all performed on regular
RGB images, and they are trained and tested under the condition that the complete
ground truth is available for the regions to be inpainted. However, in the semantic
foreground inpainting task, the ground truth is not available and the inpainting
task should be performed with a domain shift, i.e. from RGB images to semantic
maps.

C. Beyond pixel-wise observation: Less research has been carried out for scene
reasoning beyond the observed pixels and behind the foreground objects. In [60,
64], the authors propose a system that transforms front-view images into bird’s-
eye-view grids, with the observable grids completed using hallucination as the
second step. Uittenbogaard et al. [99] propose to remove and inpaint the mov-
ing objects in street-view imagery, using the background from temporal context
information in the video. It relies on extra video data and cannot remove mov-
able objects which are static. Towards semantic scene understanding that requires
fewer dependencies, Liu et al. [57] propose a system to hallucinate a depth map
and a semantic map, given an RGB image and a noisy, incomplete depth map. This
system is able to remove the foreground objects. However, this removal is per-
formed based on the output of a conventional semantic segmentation map, and
requires additional depth information and a planar world assumption.

Closer to this chapter’s work, Schulter et al. [86] propose a CNN to perform
the semantic foreground inpainting task. This method utilizes a modified semantic
segmentation network, i.e. PSPNet [118]. It assumes that the foreground objects
are always available and are masked out in the corresponding input RGB images.
With the ground truth for the masked regions unavailable, a direct supervision on
the occluded regions is not possible. Thus, extra fake random rectangular fore-
ground masks are generated and applied on the input image along with the real
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foreground masks during training, to provide extra supervision at foreground re-
gions. By creating fake foreground masks, the corresponding background ground
truth becomes available for supervised learning. This approach, which is treated as
the main baseline in this chapter, still requires the foreground masks at the input.
This results in a two-stage pipeline with the first stage computing the foreground
masks, see Figure 2.3. It can be noted that a two-stage segmentation and inpaint-
ing framework is sub-optimal in terms of efficiency, compared to a single-stage
approach proposed in this chapter.

To summarize the related work, although there exist approaches, such as [86],
that perform the semantic foreground inpainting task, they are often a combination
of off-the-shelf models from other computer vision tasks. They are arguably non-
optimal in terms of efficiency and performance. Therefore, this chapter aims to
improve the existing methods by proposing novel frameworks and modules, which
are detailed in Section 2.3.

2.3 Methodology

This section introduces the proposed SFINet method for the semantic foreground
inpainting task, which is able to infer the complete background semantic scene
without foreground objects using a single-stage network. The novel max-pooling
as inpainting module is proposed to improve the performance.

2.3.1 Semantic foreground inpainting

Given a regular RGB image as input, the task of semantic foreground inpainting is
composed of three parts: a) semantic segmentation of the foreground objects, b)
scene hallucination at the regions which are occluded by the foreground objects,
and c) semantic segmentation of the entire image, including the occluded back-
ground regions. Although semantic segmentation [2, 11, 71, 90, 118] and image
inpainting [15, 34, 51, 116, 117] are well investigated recently, this task is non-
trivial with the following reasons, which are also briefly mentioned in Section 2.1.
First, the conventional image inpainting task is solved with the regions to be in-
painted and their corresponding ground truth available. However in this case, it is
not possible to obtain massive ground truth which is occluded by the foreground
objects. Second, the conventional inpainting task is often solved within the same
domain, e.g., the input and output are both RGB images, while the proposed task
performs domain transition from RGB images to semantic maps. Third, the in-
painting approach usually requires the indication of the regions to be inpainted as
input, which results in a complicated two-stage processing pipeline. In contrast,
this chapter aims to perform the task in a single stage.

2.3.2 Single-stage inpainting

This chapter proposes to segment the foreground objects and perform the semantic
foreground inpainting simultaneously, as illustrated in Figure 2.2. The upper part
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Algorithm 1: Max-pooling as inpainting (MPI)
Input: Fraw: intermediate feature map, M : binary foreground mask with 1

being background.
Output: Finpainted: inpainted feature map.
M = max-pooling(M);
Fbackground = Fraw ∗M ;
(∗ denotes element-wise multiplication)
Fpatch = zero tensor with size same as Fbackground;
Mold = M ;
while 0 exists in Mold do

Fbackground = max-pooling(Fbackground);
Mnew = max-pooling(Mold);
Fpatch += (Mnew - Mold) * Fbackground;
Mold = Mnew;

Finpainted = Fraw * M + Fpatch;

of Figure 2.2, i.e. the main branch of the network, is derived from a conventional
semantic segmentation CNN with multiple backbones, e.g. a ResNet-50-based [30]
PSPNet [118] as in the baseline approach [86]. Compared to the baseline [86], the
differences include: a) the foreground-object mask is provided in the middle of the
network, instead of at the input, and b) an additional intermediate feature process
is performed by the proposed MPI module. The lower part of Figure 2.2, i.e. the
auxiliary branch, represents a lightweight CNN which outputs the segmentation of
the foreground objects, with the predictions processed in the middle of the main
branch. Thus, the foreground segmentation and the early stage of the main net-
work can perform their computations in parallel. Note that the features used for
foreground segmentation can also be shared from the main branch, as illustrated
with dash lines in Figure 2.2. This could further improve the efficiency with some
performance degradation. This variant of the proposed approach, named SFINet-
faster, is also evaluated in the experiments.

With the above design, the semantic foreground inpainting task can be achieved
with a single-stage computational efficient network, instead of a pipeline with two
separate networks in sequence.

2.3.3 Max-pooling as inpainting

The key contribution of this chapter is the max-pooling as inpainting module. This
module takes an intermediate feature map and a corresponding predicted fore-
ground segmentation mask as inputs, and predicts a new inpainted feature map
with the foreground region inpainted with nearby features, as shown in Figure 2.2.
The formal definition can be found in Algorithm 1 and a visualization of a single
iteration is provided in Figure 2.4.

The overall motivation of the MPI module is to improve and enrich the inter-
mediate features for the task of semantic foreground inpainting, since the interme-
diate feature map of the raw input image contains the features of the unwanted
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Figure 2.4 – Visualized example of a single iteration in the loop of Algorithm 1. The binary
foreground mask and the background features with foreground region blacked out are simul-
taneously processed by a canonical max-pooling operation, with kernel size 3, stride 1, and
padding 1. The updated features can then be tracked by comparing the difference between the
old and new foreground masks, which is referred to as a feature patch. After the final iteration,
the patches for each iteration are accumulated and used for the final inpainted feature map.

foreground objects. Inspired by the conventional morphological operations and
nearest-neighbor inpainting techniques in computer vision, the MPI module aims
to explicitly provide extra features at the foreground regions, instead of implicitly
learning it as in the baseline approach [86]. This module is easy to implement and
flexible to employ, since it can be inserted into any CNN at any position without
blocking the gradient flow during training. It is constructed using conventional
max-pooling operation in an iterative manner, which is available in all neural net-
work frameworks.

Specifically, as the preparation of the main iteration loop, the features at the
foreground regions in the raw intermediate feature map Fraw are blacked out,
which results in a new feature map Fbackground that only contains the background
features. Afterwards, for each iteration, a conventional max-pooling layer is ap-
plied iteratively on the background features Fbackground. It shifts the nearby back-
ground features into the foreground regions. In the meantime, M is pooled si-
multaneously with the Fbackground and compared with the previous mask Mold to
index the pixels that are updated in the current iteration. Thus, a new feature
map Fpatch can be maintained over all iterations. This process is also visualized in
Figure 2.4. Finally, Fpatch is merged with the original Fraw for an inpainted feature
map Finpainted, using the index of the original foreground mask M .

The output of the MPI module, i.e. inpainted feature map Finpainted, can then be
processed further by conventional convolutional operations without blocking the
gradient flow at the background regions during training. Note that, an extra max-
pooling operation is applied on the foreground masks before the main process,
to eliminate the effect of features at boundary regions. From the experiments
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presented in Section 2.4, it is empirically found that the MPI module is best inserted
after the second block of the used ResNet [30] feature extractor.

2.3.4 Weak supervision

As mentioned in Section 2.3.1, an essential challenge of the semantic foreground
inpainting task is that the ground truth of the occluded background is usually not
available for training, which means a direct supervision on the inpainted regions
cannot be applied. In the proposed approach, the supervision for the inpainted
foreground regions is realized in two different manners. The first one is similar
to the aforementioned fake foreground mask generation in the baseline [86]. The
only difference is that, in this case, the foreground masks are applied on the inter-
mediate feature maps before the MPI module.

On top of this, a second implicit “supervision” is applied in the proposed method,
which is enabled by utilizing the MPI module. After the MPI module, the features
at the foreground regions are shared with nearby background features, and the
consecutive part of the network is trained to respond to background features by a
strong supervision using ground-truth labels. Using the MPI module, although the
foreground regions are without explicit supervision, the network is able to provide
reasonable background predictions at these foreground regions. This is because
the same feature responses are directly learned by the strong supervision of back-
ground segmentation at non-occluded regions. This background feature inpainting
and shifting, realized by the MPI module, can be seen as an implicit “supervision”.
The ablation study to validate this is provided in Section 2.4.

As for the network training, two losses are employed, namely foreground seg-
mentation loss Lf (binary cross-entropy), and partial background segmentation
loss Lb (multi-class cross-entropy with the foreground regions ignored). They are
formalized as

Lf (f, f̂) = − 1

|N |
∑
i∈N

fi log(f̂i) + (1− fi) log(1− f̂i), (2.1)

where N is the set of all pixels, fi and f̂i denote the ground truth and predicted
foreground for each pixel, and

Lb(b, b̂) = − 1

|A|
∑
i∈A

C∑
c=1

bi,c log(b̂i,c), (2.2)

where A is the set of pixels at the background region, C is the number of back-
ground classes, bi,c and b̂i,c denote the ground truth and predicted foreground for
each pixel for a certain class. Combining them, the complete loss is

L = Lf + Lb. (2.3)

Weight balancing is not applied to the two losses as they are relatively independent
during training.
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2.4 Experiments

A series of experiments are performed to illustrate the advantages of the proposed
SFINet approach for semantic foreground inpainting, as well as the effectiveness
of the proposed MPI module. The detailed settings of the experiments are intro-
duced in this section, and the following experiments are performed with the results
discussed in Section 2.5.

• Performance evaluation: The performance and efficiency are evaluated and
compared, for the proposed SFINet approach and the existing state-of-the-art
approach [86], using the Cityscapes dataset [12].

• Generalization evaluation: To validate the generalization of the proposed
approach, the networks trained on the Cityscapes dataset are tested on the
KITTI semantics dataset [23], which is not used during training.

• Ablation studies: The proposed network is trained with different conditions
of the MPI module, to validate its claimed functionalities.

2.4.1 Datasets

The Cityscapes dataset [12] is utilized as the primary dataset, since it provides
sufficient finely annotated segmentation samples. We use the 2,975 images in the
training set for weakly supervised training. Note that during validation and testing,
the ground-truth background segmentation at the foreground regions is required.
Thus, 500 images in the original Cityscapes validation set are manually annotated
at the foreground regions, with the first 100 samples used as the validation set
and the remaining 400 samples used as the test set. Furthermore, the KITTI se-
mantic dataset [23], which contains 200 images with publicly available semantic
annotation, is also utilized to verify the generalization of different methods. The
foreground regions in the KITTI semantic dataset are also manually annotated with
background classes in this chapter. For the sake of efficiency, if not indicated other-
wise, the images are downsized to a height of 256 pixels. Note that in this task, all
the classes within the category of “human” and “vehicle” are defined as foreground
objects. This chapter also simplifies the definition of the semantic background to
three classes, namely road, sidewalk, and other rigid world. This is because the
scene behind the foreground objects is relatively difficult to annotate. All the man-
ual annotations are made publicly available to facilitate future research by the
community.

2.4.2 Training details

The same conditions and hyper-parameters are applied as much as possible for the
baseline and the proposed method, for a fair comparison. Following the setting of
the baseline [86], we compare different methods based on the PSPNet [118] in the
main experiments with two backbones, namely ResNet-18 and ResNet-50 [30]. The
upsampling module in the main inpainting branch (the upper part of Figure 2.2) is
identical to the one in PSPNet [118], while in the foreground-segmentation branch,
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the upsampling is performed by bi-linear interpolations and conventional convo-
lutions. As mentioned in Section 2.3.1 and Section 2.3.4, both the baseline and
the proposed method require a random foreground-mask-generation process. In
the experiments, three random rectangular masks are generated for each sample,
with the height and width randomly sampled from 0.1 to 0.4 of the corresponding
image’s (feature map’s) height and width. It is observed that variance of the mask
number and mask size has little effect on the performance. To train the network,
the Adam [40] optimizer is employed with the initial learning rate = 0.0001, β1

= 0.6, β2 = 0.9, and weight decay = 0.0001. Both networks are trained for 50
epochs, with batch size 8 (4 when using ResNet-50). The learning rate is decayed
by 0.1 for every 20 epochs. All the experiments are performed using Pytorch [78].

2.4.3 Metrics

Since the prediction is in the same format as the semantic segmentation task, the
results are evaluated in terms of the commonly used mean intersection-over-union
(IoU). Two types of mean IoUs are computed for each method: the mean IoU of
the entire image, and the mean IoU of the inpainted foreground regions. They are
referred to as all regions IoU and foreground region IoU, respectively. This chapter
takes the foreground region IoU as the primary metric, and the other one is for
checking that the network does not weaken the performance of the background
regions. The recorded performances are averaged over the last five training epochs
to eliminate small fluctuations. To evaluate the efficiency, this chapter also presents
the number of parameters and the inference time during testing. The inference time
measures the time for a single forward pass of a model with batch size being unity,
on the same Titan-V GPU.

2.5 Experimental results

2.5.1 Performance evaluation

The results of the main experiment are presented in Table 2.1, with the qualitative
results visualized in Figure 2.5. For each employed backbone, this section presents
the results of the proposed approach with or without sharing the early-stage fea-
tures (see two configurations in Figure 2.2), which are referred to as SFINet and
SFINet-faster, respectively. They are compared with the baseline [86] that blacks
out the foreground-object region on the input images using two different masks:
the ground-truth foreground mask, and the predicted foreground mask. The pre-
dicted foreground masks are generated by the auxiliary network of SFINet, for a
fair comparison.

Using either backbone network, the proposed approach outperforms the base-
line by a margin in both metrics. Compared with the baseline with predicted fore-
ground masks, the proposed approach (without sharing the early-stage features) is
2.1% and 3.0% better at the foreground regions, using ResNet-18 and ResNet-50,
respectively. It is worth to note that, even when using the ground-truth foreground
masks, the baseline is still inferior to the proposed approach that uses the self-
contained predicted foreground masks. When sharing the early-stage features, the
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Method Back-
bone

No. of Infer. No. of Mask IoU IoU

param. t.(ms) stages used (all) (fgd.)

Baseline [86]

ResNet-
18

34.8M 33 two g.t. 82.0 58.8

Baseline [86] 34.8M 33 two pred. 81.5 57.9

SFINet 22.5M 32 one pred. 82.3 60.0

SFINet-faster 21.8M 22 one pred. 82.2 59.5

Baseline [86]

ResNet-
50

106.6M 63 two g.t. 82.4 58.1

Baseline [86] 106.6M 63 two pred. 82.2 57.8

SFINet 58.4M 44 one pred. 83.2 60.8

SFINet-faster 59.5M1 34 one pred. 83.2 60.7

Table 2.1 – Performances of the proposed SFINet approach and the baseline. The performances
of the baseline method using ground-truth masks are in italic, since it is not fair to directly
compare it with other approaches. The best results are printed in bold.

performance of SFINet-faster slightly degrades (by 0.5% foreground region IoU)
with the ResNet-18 backbone, and remains the same (with a margin less than
0.1%) with the ResNet-50 backbone. This is expected, as a strong ResNet-50 back-
bone can provide adequate intermediate features for both tasks simultaneously,
while ResNet-18 has less capacity.

Besides the quantitative performance, note that the proposed approach is inher-
ently more efficient, in terms of the number of parameters and inference time, as
presented in Table 2.1. The baseline is a two-stage sequential system as it requires
a predicted foreground mask at the input. In contrast, in the proposed SFINet,
the predicted foreground mask is self-contained and can be computed in paral-
lel with the main branch of the network, which results in a single-stage pipeline.
Evidently, when sharing the early-stage features (SFINet-faster), the efficiency is
further boosted especially in terms of the inference time, since the lightweight fea-
ture extractor is no longer needed.

2.5.2 Generalization evaluation

Using the previously trained networks, this experiment feeds the unseen KITTI
images and evaluates the performance of the two approaches. The results are pre-
sented in Table 2.2 and Figure 2.6. All the approaches are able to provide accept-
able results, with the absolute values of both metrics degraded. This is expected
due to the domain gap between Cityscapes [12] and KITTI [23], since they are

1Foreground upsampling has increased input channels from 128 (ResNet-18) to 512 (ResNet-50),
which results in a higher number of parameters when sharing the feature extractor. Note that the
inference time is still reduced since the computational time for the foreground feature extractor is no
longer needed.
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Figure 2.5 – Qualitative results of different methods tested (indicated at the left) on the
Cityscapes dataset. Note the differences between the methods for semantic inpainting at the
regions of foreground objects.
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Method Backbone Mask used IoU (all) IoU (foreground)

Baseline [86]

ResNet-18

ground truth 60.8 40.9

Baseline [86] predicted 57.4 37.8

SFINet predicted 59.4 39.2

SFINet-faster predicted 59.9 44.1

Baseline [86]

ResNet-50

ground truth 61.2 42.6

Baseline [86] predicted 58.5 39.3

SFINet predicted 61.1 45.3

SFINet-faster predicted 61.5 42.6

Table 2.2 – Performances of the proposed SFINet approach and the baseline evaluated on the
unseen KITTI dataset. The performances of the baseline method using ground-truth masks are
in italic, since it is not fair to directly compare it with other approaches. The best results are
printed in bold.

different in terms of exposure conditions, camera viewpoints, weather conditions,
etc.

Overall, a similar conclusion can be drawn from Table 2.2. Under a fair com-
parison, i.e. the baseline with predicted masks vs. SFINet(-faster), the proposed
approach outperforms the baseline by a large margin in every metric. The same
conclusion holds even when the baseline uses the ground-truth foreground seg-
mentation as input, which is an unfair comparison, especially at the foreground
regions. This further validates the generalization of the proposed SFINet approach.

Note that the performances are not consistent with SFINet and SFINet-faster
at foreground regions, when using different backbones: the foreground region
IoU of SFINet-faster drops when using ResNet-50. This is because the first two
blocks of ResNet-50 have a larger capacity than ResNet-18 for the foreground seg-
mentation task. This encourages the model to over-fit Cityscapes and results in
worse foreground segmentation quality on KITTI: binary foreground IoU is 53.2%
of SFINet-faster with ResNet-50, compared to 61.0% of SFINet-faster with ResNet-
18. Since the MPI module relies on the quality of foreground segmentation, this
explains the inconsistent performance and reveals the risk of generalization when
using high-capacity backbones.

2.5.3 Ablation studies

In this section, more comprehensive experiments are performed to further validate
the proposed MPI module.

Where to insert the MPI module: As mentioned previously, the MPI module can
be inserted into a CNN at an arbitrary position. Therefore, it is worth to investigate
the effect when changing its applied position. In this ablation study, four differ-
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ent positions are tested: a) on the input images, b) after the second block of the
ResNet feature extractor (proposed), c) after the fourth block of the ResNet feature
extractor, and d) on the final logit predictions. Note that the position change of the
MPI module is non-trivial, especially when applying it on the input image or final
logit predictions. Approach a) can be seen as an entirely new baseline method that
applies traditional nearest-neighbor image inpainting as pre-processing, and then
trains a conventional CNN for the semantic foreground inpainting task. Approach
d) can be seen as another baseline method that applies the nearest-neighbor in-
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Figure 2.6 – Qualitative results of different methods (indicated at the left), which are trained on
the Cityscapes dataset, and tested on the KITTI semantic dataset. Note the differences between
the methods for semantic inpainting at the regions of foreground objects. It can be observed that
the performance is degraded due to the domain gap between Cityscapes and KITTI datasets.
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MPI position IoU (all) IoU (foreground)

On the input 81.7 58.1

After the second block (proposed) 82.6 60.3

After the fourth block 82.5 59.0

On the output 82.1 56.1

Table 2.3 – Performance of the proposed SFINet approach with the MPI module inserted at
different positions. The best results are printed in bold.

painting as post-processing after a conventional semantic segmentation CNN. To
isolate the impact of the MPI module, ground-truth foreground masks are used in
this experiment.

The quantitative results are presented in Table 2.3 with qualitative results in
Figure 2.7. Compared with the method that applies the MPI module after the fourth
block (before the PSP module and up-sampling), the proposed approach exhibits
better performance in terms of foreground region IoU by 1.3%, and all regions IoU
by 0.1%. As for the other two approaches that perform the nearest-neighbor in-
painting on the input images or logit predictions, the proposed approach surpasses
them even further: the margin is 0.9% and 0.5% for all regions IoU and 2.2%
and 4.2% for foreground region IoU, respectively. In conclusion, the proposed set-
ting, which applies the MPI module after the second block of the ResNet backbone,
achieves the optimal overall performance.

Max-pooling as inpainting vs. naive blacking out: The control experiments are
performed to investigate the effect of the MPI module. When disabling the MPI
module, instead of inpainting the feature maps at the foreground regions, this
experiment simply blacks out these regions (set all foreground-feature values to
zero). Three image resolutions are tested using the ResNet-18 backbone. More-
over, this experiment also compares two cases when the additional random rect-
angular masks are disabled. All the other conditions are the same, and in this
experiment, the ground-truth foreground masks are utilized to eliminate the effect
of foreground prediction quality.

The results are listed in Table 2.4 with some visualized samples in Figure 2.8.
Note that it is meaningless to compare the absolute performances between different
resolution settings, as the task difficulty and batch sizes are different. However,
the performance differences under the same conditions (indicated in the brackets
in Table 2.4) are worth investigating.

When the input image is relatively small, e.g. 256×512, and the additional
random masks are enabled, using the MPI module has limited performance im-
provements, which is expected and explainable. The size of the processed feature
map is downsized by the factor of 8 (32×64) due to the previous convolutional
blocks. In this case, the foreground regions often have a size of three to five pixels.
With additional random masks provided during training as a weak supervision, the
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Figure 2.7 – Qualitative comparison of the proposed SFINet approach when the MPI module
is applied in the different positions of the network (indicated at the left). Note the differences
between the methods for semantic inpainting at the regions of foreground objects.

Input size
Random With MPI Without MPI

masks IoU (all) IoU (fgd.) IoU (all) IoU (fgd.)

256×512 off 81.8 57.1 -0.1 (81.7) -1.8 (55.3)

256×512 on 82.6 60.3 +0.1 (82.7) -0.2 (60.1)

384×768 on 84.0 61.1 -0.4 (83.6) -2.3 (58.8)

512×1024 on 84.5 61.2 -0.5 (84.0) -2.7 (58.5)

Table 2.4 – Performance of the proposed approach with and without the MPI module. The
performance changes are indicated when the MPI module is disabled, and the better results are
printed in bold.
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Figure 2.8 – Visualized comparison of the proposed SFINet approach conditioned on whether
the MPI module is enabled. Different image resolutions and the effect of applying additional
random masks are tested (indicated at the left). Quantitative results are listed in Table 2.4.
Note the differences between the methods for semantic inpainting at the regions of foreground
objects.

network can learn to fill the relatively small foreground regions. This diminishes
the difference between the MPI module and a naive blacking out. However, if
the additional random masks are disabled, a significant performance degradation
(−1.8% foreground region IoU) can be observed, when not using the MPI module.
This indicates that, as mentioned in Section 2.3.4, the MPI module provides extra
weak supervision to the foreground regions, since it moves the background fea-
tures, which are trained with the ground truth, into the foreground regions. This
facilitates the network’s response at the foreground regions and can be seen as an
implicit supervision.

When the input image is larger, it can be seen that disabling the MPI module
results in significantly worse results: −2.3% foreground region IoU with image
size 384×768, and −2.7% with image size 512×1024. This further validates the
effectiveness of the MPI module, especially when the images and feature maps are
relatively large.
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2.6 Conclusion

This chapter has presented a novel and efficient CNN architecture, namely SFINet,
specifically for the semantic foreground inpainting task. Overall, the proposed net-
work is able to simultaneously predict a semantic foreground and a semantic back-
ground map, in which regions occluded by foreground objects are inpainted with
background classes. By doing this, extra semantic information can be inferred with-
out requiring additional annotation effort. The obtained complete understanding
of background scenes is arguably beneficial for the planning and decision-making
of autonomous vehicles. The network is enabled by the novel max-pooling as in-
painting (MPI) module, which improves the quality of intermediate features for
background scenes. Besides the quality improvement, this concept can be general-
ized because the MPI module can be inserted into any CNN without blocking the
training process based on the gradient back-propagation.

In the context of the research challenges raised in Section 2.1, this chapter has
addressed them as follows.

• Two weak supervisions: The proposed method exploits two types of weak su-
pervisions for learning the task. In addition to applying random masks during
training for inpainting as a basic weak supervision, this chapter has also pro-
posed a novel max-pooling as inpainting (MPI) module, which makes use of
a canonical max-pooling operation in an iterative manner. The MPI module
inpaints the intermediate feature map at the foreground regions using the
nearby background features, which enhances the inpainting quality without
blocking the training process based on the gradient back-propagation. The
background feature inpainting and shifting, can be seen as an implicit addi-
tional “supervision”, since the same feature responses at the occluded regions
are directly learned by the supervision of background segmentation at non-
occluded regions. Together with the weak supervision provided by applying
additional masks during training, the proposed approach outperforms the
baseline by a noticeable margin.

• Efficiency and generalization: This chapter has also performed a systematic
comparison with the baseline. The proposed one-stage architecture is inher-
ently more efficient than the sequential two-stage state-of-the-art method,
which is supported by the statistics of the number of parameters and the in-
ference time presented in Table 2.1. When applying the model trained on
the Cityscapes dataset to unseen scenarios with domain gaps, e.g. the KITTI
dataset, the proposed model exhibits a degree of generalization and is able
to deliver reasonable performances. It is possible to do this, at the expense of
some performance drop. However, it is preferred to re-train the model using
the dataset to be employed.

• Two manually annotated test sets: To facilitate further research on the fore-
ground semantic inpainting task, which is non-canonical in computer vision
but meaningful for autonomous vehicles, this chapter has provided the manu-
ally annotated test samples for the well-known Cityscapes and KITTI datasets
to the community.
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The combination of two weak supervisions proposed in this chapter makes use
of additional neural network modules, which can be considered as a paradigm for
providing additional supervisions and reducing manual annotation efforts. Con-
ceptually, more modules share similar functionalities that can be created for other
specific tasks. There are also other paradigms that reduce annotation effort, in-
cluding using noisy algorithm-generated ground truth, third-party datasets, self-
supervised auto-encoding, etc. These paradigms are proposed in other upcoming
chapters in this dissertation.

The semantic foreground inpainting task proposed in this chapter enriches the
semantic scenes given the same sensory inputs. However, it can be said that the ob-
tained complete background semantic map cannot be directly and easily utilized by
the downstream autonomous driving tasks, as the output representation remains
at a relatively low level, i.e. dense pixel-wise labels. Therefore, the next chapter
aims to improve scene understanding for automated mobile systems from a differ-
ent perspective: a better representation for describing the environments in terms
of efficiency and simplicity, which is more user-friendly for downstream planning
and decision-making.



Chapter 3
Monocular semantic occupancy
grid mapping

3.1 Introduction

The previous chapter has proposed an approach that performs the semantic fore-
ground inpainting task in an effective manner, such that the foreground occlusions
are reasoned and the complete background semantic maps are predicted. The pre-
dicted extra information about nearby scenes of mobile systems is arguably bene-
ficial for downstream autonomous tasks.

However, from the perspective of data representations, the complete semantic
background maps remain in the image-type format, which is arguably non-optimal
for downstream tasks for automated mobile systems. Such systems typically pro-
vide redundant and potentially noisy information. For instance, the downstream
algorithms do not need every pixel in a semantic map for decision-making, and
some inevitable mispredicted pixels might inhibit the further parsing of critical in-
formation, e.g. drivable regions. Furthermore, these relatively low-level represen-
tations, e.g. front-view image-type semantic maps, cannot be directly utilized and
further complicated processes are generally required, including camera calibration,
coordinate system transformation, and other data mapping, etc.

As a potential solution for addressing the use of semantic maps, this chapter
aims to improve the representations that describe the urban scenes in such a way
that they are better suited for lateral downstream tasks. The occupancy grid map,
originated from the robotics domain [21], is widely utilized as a local spatial map
representation in mobile robot applications. It is also particularly well-suited to
represent the local free-space around the vehicle that is estimated in real time
from sensory input. The conventional occupancy grid maps contain a set of grids
in bird’s-eye view (BEV), each representing a certain region in the nearby envi-

The contributions of this chapter were published in the journal IEEE Robotics and Automation
Letters and were presented at the 2019 IEEE International Conference on Robotics and Automation.
The preliminary work of this chapter was performed during the author’s MSc. graduation project, while
the presented and published results were obtained during the author’s Ph.D. project. The code and data
are available at https://github.com/Chenyang-Lu/mono-semantic-occupancy.

https://github.com/Chenyang-Lu/mono-semantic-occupancy
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Figure 3.1 – Illustration of the proposed variational encoder-decoder approach for the semantic
occupancy grid mapping task. From a single front-view RGB image, the system can predict a
2-D bird’s-eye-view (BEV) semantic occupancy grid map.

ronment, with a probability value indicating the occupancy status of that specific
region. Considering the potential benefits of extra semantic information, this chap-
ter combines the semantics with conventional occupancy grid maps, which results
in a novel representation for autonomous vehicles, namely semantic occupancy grid
maps.

The objective of this chapter is to demonstrate the proposed novel semantic
occupancy grid maps and propose a corresponding approach that generates them
effectively from common sensory inputs, e.g. monocular front-view RGB images, as
visualized in Figure 3.1. A particular research direction in deep learning focuses
on convolutional neural networks (CNNs), which have significantly advanced the
computer vision field in the past decade. At a specific intermediate layer in CNNs,
the feature map contains the semantic abstraction of the pixels, as well as the
(inter-pixel) 2-D spatial relations between them. Similarly for occupancy grids,
we define the same relations (inter-cell), so that CNNs are potentially well-suited
for end-to-end learning of occupancy grid maps with semantics from image data.
Motivated by this, this chapter attempts to use a CNN as the implementation of the
model and validate the designed model by comparing it with other alternatives.

Specifically, to achieve the aforementioned objective, the following detailed re-
search challenges are raised and addressed in this chapter.

• Need for robustness against noisy ground truth: To train a neural network
that predicts the desired BEV semantic occupancy grid maps, a large set of
ground-truth samples is required, which are not attractive for manual an-
notation. In the case that they are automatically generated by algorithms
with noisy and sparse disparity, the network should be robust against noise
introduced in the ground-truth samples.

• Real-time execution: The proposed approach should operate efficiently, since
it is expected to be deployed on vehicles for real-time applications.

• Generalization to unseen scenarios and for varying camera parameters: Gen-
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eralization is desirable for both unseen data and changes in camera settings.
The latter aspect is more critical to obtain, because multiple datasets of dif-
ferent locations already exist. With respect to cameras, it is preferred that the
proposed approach performs the view transformation from front view to BEV,
using neural networks in a simple end-to-end manner. This approach solely
takes a single monocular RGB image as input without the corresponding iner-
tial measurement unit (IMU) and camera-calibration information. Therefore,
it is important that the network is able to reason about the spatial relation
between the ego-centric perception system and the environments, with the
purpose to become invariant to the local dynamics of ego-systems and cali-
bration settings in multiple scenarios or datasets.

The proposed variational encoder-decoder (VED) network in this chapter, makes
use of variational sampling at the network bottleneck (typically in the middle of
the network), which is the key difference compared to other commonly used CNNs.
With the relatively low-dimensional bottleneck and variational sampling, the fea-
tures learned and predicted by the encoder are heavily regularized and trained to
capture the high-level semantic-spatial information of the observed scenes. With
this design, the implicitly learned camera settings inside the network are suffi-
ciently adaptive to handle various scenarios of camera setups. This design is ver-
ified by comparing it with a conventional CNN-based encoder-decoder network,
and a series of generalization tests and ablation studies.

The remainder of this chapter is organized as follows. Section 3.2 presents the
work related to this chapter, including conventional occupancy grid maps and se-
mantic scene understanding using deep learning. Section 3.3 defines the proposed
semantic occupancy grid maps and the deep data-driven approach that generates
them in real time. Section 3.4 details the experimental settings and the base-
lines for comparison, while Section 3.5 presents and discusses the corresponding
experimental results. Finally, in Section 3.6, the conclusions are drawn for the
contributions of this chapter.

3.2 Related work

This section details the technical background and research that are relevant with
occupancy grid maps, semantic scene understanding, and environment mapping
approaches.

A. Occupancy grid map: The occupancy grid map [21] is one of the most popu-
lar local spatial map representations for mobile robots. Besides range sensors such
as RADAR (radio detection and ranging) and LiDAR (light detection and ranging),
occupancy grid maps can also be generated from RGB-D cameras [32], stereo vi-
sion [53], and from the fusion of multiple sensors [76]. However, the conventional
occupancy grid maps are without semantics, i.e., cells only have two possible states:
occupied or not occupied. More efficient and reliable navigation can be realized if
the semantics of environments are utilized.
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B. Semantic segmentation: Semantic segmentation is a potential approach to
provide additional semantics of environments. Most semantic segmentation re-
search has been carried out on RGB images with the goal to estimate a semantic
class label for each individual pixel. For this particular task, it can be noted that
deep data-driven methods are surpassing other conventional methods in terms of
both accuracy and efficiency. One state-of-the-art framework is the fully convolu-
tional network (FCN) [90] that utilizes the convolutional feature extractor from
other classification networks, such as VGG [93] or ResNet [30]. Another frame-
work named SegNet [2], has a similar structure of auto-encoders. Further research
shows that the segmentation quality can be enhanced by applying a conditional
random field (CRF) as a post-processing step [11]. To integrate this in an end-
to-end manner, CRFasRNN [120] is proposed to form a CRF as a recurrent neural
network (RNN) that can be trained directly. Recent research has also performed
semantic segmentation in an adversarial manner to produce improved results in
terms of segmentation accuracy [65].

C. Environment mapping: Image-based semantic segmentation methods are
usually not directly compatible with vehicle mapping and planning systems. The
reason is that in the mainstream state-of-the-art research, spatial mapping of the
environment is deterministically performed in parallel with the semantic segmen-
tation, by which the image-based semantic 3-D mapping is achieved. Sengupta
et al. [88] project the image semantic labels into 3-D using stereo vision. Based
on this, dense pairwise CRFs [31, 101] and higher-order CRFs [44, 119] are pro-
posed to optimize the 3-D labels. Recently, CNNs are integrated into the mapping
pipeline [70,98,111] for better image segmentation results, and furthermore, even
depth and pose estimation tasks [19,26,121], which are used in the deterministic
spatial mapping.

With the above discussion, this chapter takes inspiration from recent work that
has shown that deep learning approaches excel in estimating 3-D depth informa-
tion from monocular data, which means that the spatial information can be learned
from photometric data directly. This motivates the research of directly mapping
environment into semantic occupancy grid maps from monocular images in an ef-
ficient, end-to-end manner with deep neural networks.

3.3 Semantic occupancy grid mapping

This section discusses the details of the aforementioned semantic occupancy grid
representation, its detailed structure and the training of the proposed deep neural
network.

3.3.1 Map representation

This chapter extends the conventional definition of occupancy grid maps [21], and
makes the map representation contain semantic and spatial information, as well as
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Figure 3.2 – Proposed network structure during the training phase. Every colored block rep-
resents a feature map and the arrows between them are neural network layers. A pre-trained
VGG-16 Net (without fully-connected layers) is utilized as a preceding network for feature ex-
traction on top of the input image.

makes it suitable for modern deep neural networks’ processing.

Grid size and perceiving distance: Sensors mounted on autonomous vehicles,
e.g., cameras, RADARs, and LiDARs, usually have a fixed field of view (FOV), and
the perception reliability decreases when the perceiving distance increases. To en-
sure that each cell in the grid map has a reliable status even at a large distance,
each grid map is set to contain 64×64 cells, with the spatial size of each cell being
0.5×0.5 meters. Since the region within 5 meters in front of the vehicle center is
never visible due to the camera point of view, a 5-meter offset is applied in the grid
map w.r.t. the vehicle center.

Semantic encoding: Each cell in the grid map is encoded with one of the fol-
lowing four semantic classes: road, sidewalk, terrain, and non-free-space (including
undetected grids that are behind the foreground objects and beyond the camera
FOV). In this configuration, instead of a binary occupancy grid map (free-space
or non-free-space), the surface area in the map is extended with semantics, which
potentially benefits the navigation of autonomous vehicles.

3.3.2 Network structure and training

In this chapter, instead of implementing a deterministic point-cloud-based map-
ping algorithm, an end-to-end learning approach is proposed. The system, which
is referred to as the variational encoder-decoder (VED) network, is composed of
two components: a low-level feature extractor, and a modified version of the vari-
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ational auto-encoder (VAE) [41] network on top of the extracted feature map. The
input of this network is a single front-view monocular RGB image, while the out-
put is the BEV occupancy grid map, in which each cell is assigned with a semantic
label. The network is implemented using PyTorch [78], and Figure 3.2 shows the
detailed structure of the network.

Feature extractor: A modern CNN model, e.g. VGG-16 [93], pre-trained on
ImageNet [85], is used to extract the low-level features from the monocular im-
age. The receptive field of the VGG-16 network is 224×224 pixels. For the sake
of efficiency, the resolution of input images is set to be 256×512 pixels. Since the
network’s receptive field is smaller than the input, the latent features at the output
of the VGG-16 network encode the semantic information locally, instead of on the
entire image. This ensures that the spatial information is naturally preserved in the
predicted feature map, which is preferred for decoding the feature map into BEV.

Training with variational sampling: The variational auto-encoder [41] was
originally proposed for learning variational Bayesian models in a neural network
fashion. The learned bottleneck vector contains the high-level representation of
the input data, which is sampled from a standard normal distribution for later
reconstruction. Recent research has shown that, when the ground truth for voxel-
based learning is incomplete, VAE can be used to produce a reconstruction output
that surpasses the ground truth in terms of completeness [87]. In the proposed
VED case, the algorithm-generated ground truth is relatively imprecise (will be
explained in the following subsection), and we aim to mitigate this by using the
robustness of variational sampling that could overcome the imperfect ground truth.
In contrast to the VAE model in [87], several important modifications are made
for the proposed VED model: a) taking the feature map from a modern feature
extractor as input, and b) training the network in a supervised encoder-decoder
manner instead of following an auto-encoder approach.

We denote the encoding probabilistic model as qϕ(z|x), where x = fγ(i) is the
high-level feature from the input image i and z is the latent embedding, containing
spatial and semantic information. On top of the encoder, the probabilistic decoder
pθ(m|z) produces the 2-D grid semantic map m from the latent embedding z. The
models f , q, p are organized as neural networks and their parameters γ, ϕ, θ can
be learned simultaneously with end-to-end training. Since we enforce the latent
embedding z to follow the standard normal distribution, the latent loss Llatent

is defined as Kullback-Leibler divergence between z and N (0, I), where I is the
identity matrix. The mapping loss Lmapping is defined as cross-entropy between
the softmax output layer and the one-hot semantic coding of the ground truth.
Therefore, the overall loss L for training has two components and defined as

L = λ1 · Llatent + λ2 · Lmapping, (3.1)

where λ1 and λ2 are the weights for the balancing of two objectives, which are set
as 0.1 and 0.9, respectively, in the experiments. The network is trained using the
Adam [40] optimizer with learning rate = 0.0001, β1 = 0.9, β2 = 0.999, and batch
size of 8 for 60 epochs.
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Weak ground truth for training: One major challenge of the proposed network
approach is that there is no direct ground truth available for training, as the BEV
semantic occupancy grid representation is not provided in any publicly available
dataset. However, it is possible to utilize datasets that contain front-view image
semantic annotations and 3-D information that can be pixel-wise registered as dis-
parity maps. To automatically generate the weak ground truth for training, we
reconstruct the 3-D point cloud for each frame in vehicle coordinates from the
corresponding disparity map, given the intrinsic and extrinsic (the camera pose in
the vehicle coordinates) camera calibration. For each frame of the generated point
cloud, given the corresponding semantic ground-truth annotation of the front-view
image, a semantic label can be assigned to each 3-D point. Next, the 3-D points are
projected to the 2-D ground plane, where they subsequently fill the occupancy grid
with a pre-defined size. For each cell, a semantic label is assigned using majority
voting, based on the label statistics of the points contained by that cell.

The 3-D information registered for the pixels can be noisy (e.g. a disparity map
estimated using a stereo matching method) or sparse (e.g. a depth map from Li-
DAR measurements). It can be argued that the automatically generated ground
truth contains noise mainly from the imprecise depth or disparity map, e.g., grid
cells can be missed on the road, as the corresponding depth or disparity region is
invalid. For this reason, we refer to the automatically generated ground truth as
weak ground truth. Some automatically generated weak ground truth examples can
be seen in Figure 3.3. Note that only for evaluation, 70 BEV grid maps are man-
ually annotated, which is too limited for end-to-end training. The ability to train
from weak ground truth is an important advantage of the proposed network-based
approach.

3.4 Experiments

In this section, the described experiments demonstrate the proposed approach and
compare its accuracy and robustness with three baseline approaches. These in-
clude: a) conventional monocular method that relies on a flat-plane assumption,
b) conventional binocular approach, and c) CNN-based approach which is com-
monly used for segmentation tasks. This section also details the used datasets and
baselines, and in Section 3.4, the results are discussed. The following experiments
are performed.

• Quantitative evaluation: The Cityscapes [12] dataset is utilized to measure
performances of different approaches, by employing metrics originated from
the image semantic segmentation task.

• Input disturbance invariance: We simulate roll and pitch movements of the
camera by editing input images, to investigate the invariance of the proposed
VED approach to such perturbations.

• Generalization to unseen scenarios: The unseen KITTI [23] dataset containing
a semantic domain gap and different camera parameters, is used to evaluate
the generalization of the proposed VED approach.
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• Ablation of variational sampling: To better motivate the usage of the vari-
ational sampling, we compare the results of the proposed network trained
with and without variational sampling.

• Mapping-quality invariance w.r.t. resolutions: Maps are generated using two
deterministic baseline methods and the proposed neural network method
in different resolution settings. Afterwards, the advantages of the network-
based approach are investigated.

• Semantic latent embedding: In this side experiment, high-level information,
encoded in the latent embedding of the proposed VED approach, is investi-
gated.

3.4.1 Dataset and ground truth

The Cityscapes dataset [12] is used for ground-truth generation and evaluations,
since it provides stereo images with disparity and refined semantic annotations for
each pixel. We use 2,975 images in the training set for training, and 500 images in
the validation set for evaluation. In the experiments, all the images are resized from
1024×2048 to 256×512 pixels for efficiency. The disparity maps, provided by the
Cityscapes dataset with semi-global matching (SGM) method [33], are utilized for
the generation of weak ground-truth samples. As discussed in Section 3.3.2, the
automatically generated ground truth contains noise. To perform a valid quantita-
tive evaluation, we have also manually improved and annotated 70 BEV grid maps
in the validation set, based on the visual inspection in the corresponding front-view
images, which are referred to as ground truth and visualized in Figure 3.3. This
inspection involves identifying the outlier pixels and correct them with human rea-
soning. Furthermore, to verify the generalization of different methods, we use the
KITTI [23] semantic dataset, which contains 200 images with publicly available
semantic annotation, depth maps, and camera parameters. The same procedure is
applied for weak ground-truth generation and another 70 KITTI data samples are
manually improved and annotated as ground truth for evaluation.

3.4.2 Baseline methods

Other than the proposed VED approach, there are multiple methods available for
mapping sensory data to the proposed map representation. In this chapter, the
proposed approach is compared with two conventional point-cloud-based methods
and one CNN-based SegNet [2] method.

Flat-plane assumption for monocular mapping: The first baseline method does
not use direct 3-D information, but instead exploits a flat-plane assumption to map
the output of the semantic segmentation to BEV. The semantic map is obtained with
a VGG-16-based FCN [90] on front-view images. In the method, we process each
pixel in the RGB image, which is predicted as one of the ground-like classes (road,
sidewalk, and terrain). We assume that these pixels are located on the ground
surface in 3-D (height being zero in vehicle coordinates), provided that the vehi-
cle local dynamics are compensated by an IMU w.r.t. the static world. With this
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assumption, the free-space pixels’ positions in 2-D coordinates can be deterministi-
cally determined and mapped, using the same method as ground-truth generation.
However, even with the perfect IMU data, the flat-plane assumption cannot handle
scenarios when there is a slope in front of the vehicle, which leads to a map with
large offsets. Furthermore, the IMU data can be noisy at each data point, which
may further degrade the mapping results, due to the vulnerability of the flat-plane
assumption. Considering the above reasons and that the data is collected in a rela-
tively steady situation, this chapter only uses the camera calibration (intrinsic and
extrinsic, i.e., the camera pose in vehicle coordinates), instead of IMU data in the
experiments. The aim is to outperform this straightforward monocular baseline by
using the proposed end-to-end learning approach. In the sequel, this method is
referred to as flat-plane assumption in all figures and tables.

Mapping with disparity: To provide an upper bound on what could be achieved
realistically with monocular approaches, a binocular approach is set as another
baseline. For this baseline, the same procedure is employed for generating the
weak ground truth, but the key difference is that now the semantic information
is estimated using a VGG-16-based FCN [90], instead of the labeled Cityscapes
ground-truth annotations. This baseline uses binocular image pairs, to obtain the
corresponding disparity maps for the 3-D point-cloud generation. In the implemen-
tation, the 3-D point clouds are obtained from the Cityscapes disparity maps with
the SGM method [33] and used to fill the occupancy grid. Note that the dispar-
ity maps can also be obtained from other methods, such as stereo network-based
approaches [69] and monocular network-based approaches [19, 26, 121]. In the
sequel, this method is referred to as with disparity in all figures and tables.

Mapping using conventional CNNs: A convolutional encoder-decoder-based
SegNet [2] is also used as a baseline to perform the same task. As the size of the
input image and output are 256×512 and 64×64 pixels, respectively, instead of
using the original SegNet, we drop the last two decoder modules and apply an ad-
ditional max-pooling layer with kernel size and stride 1×2 after the last up-pooling
layer. The SegNet is trained using the same optimizer settings with mini-batch sizes
of 2 for 35 epochs. SegNet uses the same VGG-16 [93] as backbone, and the num-
ber of trainable parameters is similar between SegNet (≈28.9M) and the proposed
VED network (≈27.5M), which leads to a fair comparison. Note that the SegNet
has a significantly larger information bottleneck (8×16×512) than the proposed
network (1×512). Hence, it can pass more information to the decoder, which is
beneficial for map generation, while introducing risks in terms of robustness and
generalization. These aspects will be further discussed in the experimental results.
In the sequel, this method is referred to as SegNet in all figures and tables.

3.5 Experimental results

3.5.1 Quantitative evaluation

As the target maps are organized in an image-like fashion, we evaluate the results
in terms of mean accuracy and mean intersection-over-union (IoU), averaged over
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Method
Weak ground truth Ground truth

Mean
accuracy

Mean
IoU

Mean
accuracy

Mean
IoU

With disparity 91.8 80.0 85.7 70.6

Flat-plane assumption 69.9 47.2 70.1 47.2

SegNet [2] 73.7 61.1 75.9 61.5

VED (proposed) 73.8 59.5 74.9 59.6

Table 3.1 – Quantified performance for different mapping methods. The performances of the
method with disparity are in italic, since it is not fair to directly compare them with other
monocular-based approaches. The best results of monocular-based approaches are printed in
bold.

Method Metric No perturb. ±1.5◦pitch ±5◦roll

VED (proposed)
m. Acc. 74.9 72.0 ( -2.9) 70.3 ( -4.6)

mIoU 59.6 56.2 ( -3.4) 55.1 ( -4.5)

SegNet [2]
m. Acc. 75.9 69.5 ( -6.4) 54.7 (-10.2)

mIoU 61.5 54.3 ( -7.2) 52.0 ( -9.5)

Flat-plane assumption
m. Acc. 70.1 53.4 (-16.7) 58.3 (-11.8)

mIoU 47.2 35.3 (-11.9) 41.5 ( -5.7)

Table 3.2 – Robustness evaluation of monocular methods w.r.t. the vehicle local dynamics. The
numbers between the brackets indicate the performance downgrades w.r.t. the original perfor-
mances without perturbation. The best results are printed in bold.
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Figure 3.4 – Qualitative comparison of the monocular methods, when pitch and roll pertur-
bations are applied. Two examples are presented, which are separated by the horizontal line.
The left-most column shows the input RGB image and its corresponding (weak) ground truth.
The other columns show the predictions of three monocular approaches (indicated at the right)
in different perturbation settings (indicated at the bottom). It can be observed that the VED
approach is more robust against perturbations.
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Method
No perturbation ± 1.5◦ pitch

Mean
accuracy

Mean
IoU

Mean
accuracy

Mean
IoU

With disparity 71.1 55.9 71.1 55.9

Flat-plane assum. 68.3 51.2 52.1 (-16.2) 35.7 (-15.5)

SegNet [2] 36.1 19.6 33.1 ( -3.0) 16.2 ( -3.4)

VED (proposed) 58.2 42.4 56.1 ( -2.1) 40.1 ( -2.3)

Table 3.3 – Quantitative performance for different mapping methods evaluated on the unseen
KITTI dataset. The method performances with disparity are in italic, since they do not directly
compare with other monocular-based approaches. The best results are printed in bold.

the test samples. The performances of the three mapping methods are provided
in Table 3.1. Note that in this chapter, the grid cells out of the camera FOV are
used in training, but ignored in evaluation and visualization with a black mask, as
they are consistent and trivial for each frame. We report the metrics evaluated on
both weak ground truth and manually improved ground truth. The performance
of the binocular mapping method (with disparity) on weak ground truth is higher
than that on manually improved ground truth by a large margin, while the other
three methods remain at the same level. This is because the binocular mapping
baseline uses exactly the same Cityscapes disparity maps, which are also used for
weak ground-truth generation. This leads to a positive bias when evaluating with
the weak ground truth. The aforementioned bias is removed in the metrics eval-
uated on the manually improved ground truth. In either ground-truth setting, it
can be observed that the binocular mapping method outperforms the other three
monocular methods, as expected.

Concerning the monocular methods, the results clearly show that two network-
based methods surpass the flat-plane assumption method by nearly 5% mean ac-
curacy and 12% mean IoU. SegNet [2] provides slightly better performance than
the VED network, with only a small margin (less than 2%). This is because it has a
significantly larger (8×16×512 instead of 1×512) information bottleneck without
prior distribution regularization, which brings small performance improvements
but also introduces disadvantages in terms of robustness and generalization. These
disadvantages will become apparent in the following experiments. Given an input
with resolution 256×512 pixels, the proposed method requires about 28 millisec-
onds of execution time, and is thereby able to achieve frame rates of approximately
35 Hz on a Titan-V GPU.

3.5.2 Input disturbance invariance

While driving, the camera will exhibit roll and pitch perturbations w.r.t. to a stand-
still situation. If not accounted for, these perturbations significantly degrade the
performance when using a monocular approach based on a flat-plane assumption.
Clearly, IMUs can provide orientation information, but the measurement accuracy
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Method
No perturbation ± 1.5◦ pitch

Mean
accuracy

Mean
IoU

Mean
accuracy

Mean
IoU

VED (proposed) 74.9 59.6 72.0 ( -2.9) 56.2 ( -3.4)

VED w/o sampling 74.0 60.6 69.2 ( -4.8) 55.0 ( -5.6)

Table 3.4 – Quantitative performance for the proposed VED approach, trained with and without
variational sampling. The best results are printed in bold.

and time synchronization can be problematic. Ideally, is it preferred to make the
mapping from image coordinates to BEV coordinates intrinsically invariant to such
perturbations without using an IMU. This experiment illustrates that the proposed
VED network exhibits this invariance.

To this end, we simulate new input images in the cases of different common
orientation disturbances in pitch (simulated with vertical pixel offsets) and roll
(simulated with in-plane rotations around the imaging center) and supply them
to different methods. Table 3.2 shows the metrics and Figure 3.4 visualizes some
examples with different orientation disturbances. It can be concluded that VED ex-
hibits intrinsic levels of invariance w.r.t. to pitch and roll perturbations, compared
to the other monocular baselines. This is mainly because the VED network learns
to extract the high-level semantic information, and map it into a low-dimensional
space, rather than deterministic mapping or direct large feature-map passing. Fur-
thermore, it is interesting to note that these results are obtained without any data
augmentation techniques that simulate pitch and roll perturbations during train-
ing, which would probably increase the invariance even further.

3.5.3 Generalization to unseen scenarios

The network-based methods, i.e., the VED network and SegNet [2] baseline do not
need the camera parameters during testing, which makes the task more challeng-
ing when the image is from a different camera. To investigate this, we evaluate
the VED network trained on Cityscapes data, directly on the unseen KITTI dataset,
which has different camera parameters and semantic domain gaps. The results
are compared with the flat-plane assumption (using the updated KITTI camera
parameters) and the SegNet baseline, see Table 3.3. Evidently, the flat-plane as-
sumption can perform deterministic mapping with the new camera parameters. In
order to make the KITTI data compatible with the networks trained on Cityscapes,
for the network-based approaches we align the horizontal FOV (by cropping KITTI
images) and align the vanishing point (by vertical image translation).

The results, provided in Table 3.3 and Figure 3.5, show that, although the VED
network is trained on camera parameters from Cityscapes [12], the network can
still work with some performance degradation, while the SegNet baseline fails.
This degradation is expected (nearly 10% compared to the flat-plane assumption),
since the camera poses are significantly different between the two datasets. It is
also observed that without cropping and alignment of the images, the performance
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of the VED degrades by nearly 13% for both metrics, which means that these pre-
processing steps are required when dealing with unseen data. Furthermore, when
applying the pitch perturbations to the unseen KITTI dataset, the VED approach
exhibits higher performance than the flat-plane assumption, in both degradation
and absolute values. This further shows the robustness and generalization of the
proposed VED, even with changed camera settings and scene domain gaps.

3.5.4 Ablation of variational sampling

To better motivate the usage of variational sampling, an ablation study is per-
formed to investigate the effectiveness of variational sampling in the proposed
mapping task. The proposed VED network is re-trained with only one modification:
the embedding vector is directly passed from the encoder to the decoder, instead
of randomly sampled and regularized to a normal distribution, based on the out-
puts of two fully-connected layers. Table 3.4 shows the performance of the VED
network, with and without the variational sampling. Two settings of the proposed
VED exhibit similar performances, when no perturbation is applied. However, the
usage of variational sampling improves the robustness against perturbations: the
performance degradation with sampling is about 2% less than that without sam-
pling.

3.5.5 Mapping-quality invariance

In previous experiments, the resolution of the map representation is set to be
64×64 pixels, while it can be extended to any other resolution (128×128 pix-
els or even higher). With growing output resolution, the side effects will appear
in point-cloud-based mapping approaches: the artifacts will be visible, because the
points registered for the grid at a far distance are insufficient for a reliable majority
vote. Figure 3.6 shows some prediction examples using deterministic approaches
and the proposed VED approach with the map resolution being 128×128 pixels.
It can be observed that at a large distance, semantic information is lost in some
grids with certain patterns in point-cloud-based methods, which degrades mapping
quality, while the network-based method will not exhibit this behavior. The VED
approach is intrinsically invariant to point-cloud density, since we directly extract
high-level semantic information from images and achieve higher map resolution
with up-convolution operations.

3.5.6 Semantic latent embedding

The latent representation in the proposed network is supposed to encode both
high-level semantic and spatial information into an embedding vector with 512 di-
mensions. As the proposed system handles complicated data in real urban envi-
ronments, some attributes in the vector might be highly correlated, which makes
it difficult to perform direct attribute analysis. To analyze the effectiveness of the
encoding and decoding system separately, a principal component analysis (PCA) is
performed on the embedding vectors of 500 test images. We apply perturbations
on the first and second principal axes and visualize the modified map predictions,
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VED 

(proposed)

Flat-plane 

assumption

With disparityWeak ground 

truth

Figure 3.6 – Examples of weak ground truth map and predictions from different mapping
approaches (indicated at the bottom) in high-resolution setting (128×128 pixels). Both point-
cloud-based approaches (with disparity and flat-plane assumption) produce maps with certain
artifact patterns, while the VED network produces maps with acceptable quality.

First principal axis Second principal axis

-20 0 20 -20 0 20

Figure 3.7 – PCA perturbation analysis. The first and second principal axes (indicated at the
top) are investigated. The numbers at the bottom indicate the perturbation values applied on
the first and second principal axes. The proposed VED network learns to encode semantic and
spatial understanding from a monocular image into a latent embedding vector.
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which are illustrated in Figure 3.7. It can be noted that the first principal axis
mainly encodes the width of the drivable space in front of the vehicle, while the
second one encodes the size of the non-free-space area near the center of FOV.
This shows that the VED network indeed learns to encode semantic and spatial
understanding from a monocular image into a latent embedding vector. As men-
tioned earlier, this spatial understanding provides the network with robustness to
pitch and roll perturbations, as well as allows for up-sampling the resolution of the
occupancy grid map.

3.6 Conclusion

This chapter has proposed a representation called semantic occupancy grid map,
which is originated from the conventional occupancy grids in mobile robotics. It
combines the semantic and spatial information of environments and merges them
into bird’s-eye-view grid maps. This is arguably a more suitable representation for
automated mobile systems, compared to low-level non-efficient counterparts, such
as pixel-wise semantic maps remaining at the front-view image level, as seen in
Chapter 2.

Furthermore, a novel real-time CNN-based end-to-end mapping system, i.e.
variational encoder-decoder (VED), has been proposed to generate semantic oc-
cupancy grid maps. This system only requires a single front-view RGB image from
a monocular camera. It is shown that the proposed VED approach outperforms a
monocular system using a flat-plane assumption, because it is more robust against
local vehicle dynamic perturbations. It is also verified that the network can learn
semantics as well as spatial information, by investigating the employed latent em-
bedding. Although already several decades old, this chapter has shown that occu-
pancy grids are still a very relevant and powerful representation. They link very
well with state-of-the-art methods from deep learning, which can enhance or even
partially replace conventional point-cloud-based processing techniques. However,
it also shares limitations with conventional perception solutions, e.g. limited cam-
era FOV and foreground-object occlusions.

Revisiting the research challenges raised in Section 3.1, it can be motivated that
they are successfully addressed in this chapter as follows.

• Robustness against noisy ground truth: Is is shown that the network-based
approaches are naturally robust against the random noise introduced in the
ground truth for training, in this case due to the sparsity of reconstructed
point clouds and imperfect disparity maps. This holds for both VED and Seg-
Net approaches. With an ablation study of predicting higher-resolution maps,
the advantage of the proposed VED approach further validates its robustness
against noise contained in weak ground-truth samples.

• Efficiency: Since the proposed algorithm takes raw front-view RGB images
as inputs, and directly predicts the corresponding semantic occupancy grid
maps, it is able to execute in real time on a modern GPU at high speed (ap-
proximately 35 frames/second). This cannot be achieved by conventional
approaches that are based on point-cloud processing techniques, since they
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often require multiple steps and need to handle millions of points for each
frame.

• Generalization: A series of experiments have shown that the camera calibra-
tion is integrated within the network in a fussy manner. Thus, the proposed
VED network is able to generalize well on unseen datasets with different
camera settings, as long as the cameras are mounted at a close proximity
of the original sensor in ego-systems. This property of VED also leads to its
insensitivity to the vehicle’s local dynamic perturbations. The experimental
results indicate that the VED is naturally robust against vehicle dynamic per-
turbations and exhibits improved performance compared to other alternative
approaches.

From a broader perspective, the method proposed in this chapter showcases
the capability of contemporary neural networks: they can be deployed as alterna-
tive approaches for various functionalities in automated mobile systems, which are
typically realized by conventional deterministic algorithms. As demonstrated in
this chapter, network-based approaches exhibit general advantages, including re-
quiring less sensory inputs, fast inference on modern GPUs, and robustness against
external parameters, etc. It should be noted that these preferred properties are also
well-demonstrated in neural networks designed for other perception tasks, includ-
ing depth estimation, optical flow estimation, etc. It is not expected that neural
networks will dominate the perception tasks in the near future, since there are still
concerns about e.g. domain generalization and algorithm explainability. However,
it is our opinion that these concerns could be addressed sufficiently with extensive
future research, and research contributions to these issues are also presented in
this dissertation, specifically in Chapter 5 and Chapter 6.

To conclude, this chapter has successfully improved the representations used for
scene understanding in the context of automated mobile systems. The proposed
semantic occupancy grid map representation, is arguably more friendly for down-
stream tasks, compared to low-level representations that are close to raw sensory
inputs, e.g. semantic segmentation maps. However, as also raised in Chapter 2, the
same problems exist in the current representations predicted by the VED model,
i.e. occlusion and incompleteness. Therefore, the next chapter aims to further
complete scenes in the proposed representation.





Chapter 4
Learning to complete partial
observations

4.1 Introduction

The previous chapter has presented a novel representation, namely semantic oc-
cupancy grid map, and a deep data-driven approach that efficiently generates the
proposed representation. The semantic occupancy grid map describes the environ-
ment in a compact manner at a higher level of abstraction, compared to vanilla
semantic segmentation maps that are limited to the front-view image level, e.g.
complete background semantic maps as generated in Chapter 2.

However, if one examines the semantic occupancy grid map from the perspec-
tive of completeness of ego-centric scene understanding, as discussed in Chapter 1
and partially addressed in Chapter 2, this compact and effective representation can
still be improved in terms of completeness. It can be stated that the semantic occu-
pancy grid maps proposed and generated in Chapter 3 share the same limitation as
conventional semantic segmentation maps predicted based on front-view RGB im-
ages: the background scenes, e.g. road layouts, are not complete due to the limited
camera’s field of view (FOV) and foreground-object occlusions.

As partially discussed in Chapter 2, the ability to understand the scene beyond
direct observation, is a fundamental cognitive ability, which is straightforward for
humans but difficult for contemporary scene understanding algorithms. Conceptu-
ally, in order to complete the scene, it requires the projection of learned knowledge
onto ego-centric observations, which inherently has a limited FOV and contains
occlusions. Such scene completion is an essential task for applications of artificial
intelligence that are concerned with, e.g. automated mobile systems. Although re-
cent advances in deep learning have enabled challenging completion tasks such
as natural image inpainting [79, 103], most learning-based approaches require a
large-scale dataset with the ground truth paired and fully observed for each training
sample. Unfortunately, for most real-world scene understanding tasks, it is im-

The contributions of this chapter were published in the journal Pattern Recognition. The code and
data are available at https://github.com/Chenyang-Lu/road-completion.

https://github.com/Chenyang-Lu/road-completion
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Partially observed 2-D 

road layout 

Completed 2-D 

road layout 

Partially observed 3-D 

shape 

Completed 3-D 

shape 

Figure 4.1 – System overview. The convolutional encoder-decoder network with skip connec-
tions takes the observed incomplete road layout or vehicle shape as input, and hallucinates a
completed one.

practical and sometimes impossible to have paired and fully observed ground truth
available.

Therefore, the objective of this chapter is to learn the pattern of the unob-
served parts of data without explicitly paired and fully observed ground truth, i.e.
scene completion beyond the ego-centric observations. Although the stated task is
similar to that in Chapter 2, the representations processed in this chapter are sig-
nificantly different, which results in other solution directions. This chapter aims to
complete samples that are relatively small, such as road-layout patches inherited
from semantic occupancy grid maps in Chapter 3, see the upper part of Figure 4.1.
The unique property of relatively small and simple samples enables novel solutions
to complete the unobserved regions that cannot be deployed in large-scale data
samples.

Furthermore, in addition to the specific completion task, this chapter also gen-
eralizes and summarizes it as a single mathematical problem. Thus, a cluster of
similar tasks can be summarized and solved under the same framework, which is
showcased by an additional 3-D vehicle-shape completion task (see the lower part
of Figure 4.1).

To achieve the above research objective, several challenges and requirements
are raised and listed below.

• Specific solution for small-size data completion: For data with a relatively
small format, the techniques proposed in Chapter 2 cannot be easily trans-
ferred and applied, and therefore novel solutions need to be proposed for the
completion task.

• Preservation of observed details: For relatively small samples, e.g. road lay-
outs, it is important that the details for the already observed regions are
preserved in the outputs. Therefore, the completion algorithm should ide-
ally learn to copy-paste the observed regions and focus on completing the
unobserved parts.
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• Generalization: The proposed approach should show a large degree of gener-
alization and be able to solve a series of tasks within the same mathematical
definition. Therefore, it should not be limited to a specific type of data rep-
resentation or a specific network design.

This chapter proposes a novel training strategy, which allows convolutional
encoder-decoder networks with skip connections to hallucinate and complete par-
tially observed data samples. In brief, the proposed training strategy makes use
of data from two domains: a) partially observed domain, where the data sample is
partially observed and ground truth is not completely available, b) prior-knowledge
domain, where the data sample is complete but has no direct one-to-one corre-
spondence with the samples in the partially observed domain. It is shown that
the proposed novel end-to-end training strategy allows the network to learn the
pattern from prior knowledge and transfer the learned pattern to complete the
partially observed data. Two types of data are used in this chapter: a) 2-D road
layouts, and b) 3-D vehicle shapes [96], see Figure 4.1.

The remainder of this chapter is organized as follows. Section 4.2 presents
the related work of the research in this chapter, including image inpainting, scene
hallucinating, and road-layout understanding. Section 4.3 and Section 4.4 provide
a formal mathematical problem definition, and detail the design of the proposed
approach, respectively. Section 4.5 and Section 4.6 systematically evaluate the
proposed approach and its baselines by a series of experiments with comprehensive
discussions. In Section 4.7, conclusions are drawn for this chapter’s contributions.

4.2 Related work

This section details the research topics and their corresponding state-of-the-arts
that are relevant with the proposed approach, including two baselines used for
comparison in the experiments.

A. Image inpainting: Closely related to the proposed task of hallucinating the
road layout and vehicle shape, is image inpainting. In recent years, deep convo-
lutional neural networks (CNNs) enable the possibility of image inpainting with
large missing areas, since CNNs can extract holistic semantic information from
the observable context. The Context Encoder (CE) [79] network is proposed to
inpaint images with large rectangular areas missing at the image center by ap-
plying a reconstruction and an adversarial loss [27] during training. CE-like net-
works [15,103,117] are proposed with additional discriminative networks applied
to locally missing regions, or to the entire image in a patch-wise manner. These net-
works are able to perform inpainting with regions missing at arbitrary positions.
The main difference between the aforementioned inpainting tasks and the tasks
addressed in this chapter, is that the previously introduced methods of image in-
painting are all in a setting where the paired complete ground truth is fully available
during training. Recently and motivated by the unpaired image-to-image transla-
tion [110,122], image inpainting can also be achieved without paired ground truth
using adversarial training [54,86], which is considered as one of the baselines and
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is detailed later in this chapter.

B. Scene hallucinating: Often the ground truth is not fully available in real-
world applications, thus the algorithm has to hallucinate the pattern to be com-
pleted. Many tasks have been investigated, such as the hallucination of depth
maps [16, 56]. Liu et al. [57] propose a system to hallucinate a depth map and
a semantic map, where the foreground objects are removed, given an RGB image
and a noisy, incomplete depth map as inputs. Schulter et al. [86] propose a CNN to
conduct a similar task without depth, by intentionally adding random foreground
masks during training.

Recently, a two-step training approach [48, 96] has been proposed for com-
pleting partially observed data. In [96], a variational auto-encoder (VAE) is pro-
posed for shape completion tasks. In the first step, a canonical VAE is trained on
a complete shape prior dataset which has no direct correspondence to the incom-
plete shape dataset. Then, the amortized maximum likelihood (AML) is applied
as supervision on the incomplete shape data, with the decoder fixed in the second
training step. This VAE approach is originally used to learn the 3-D vehicle-shape
completion task, but it can be generalized to similar tasks such as the proposed
2-D road-layout hallucinating task. Therefore, this chapter uses this approach as a
baseline, which is referred to as AML baseline. Note that the AML baseline cannot
use skip connections, which are beneficial to preserve fine-grained details, since
the VAE requires a strict bottleneck. In contrast, the proposed approach in this
chapter is able to make use of skip connections.

C. Road-layout hallucinating: Road-layout hallucinating can be seen as a spe-
cific approach of road-layout scene understanding, which is an important task for
intelligent vehicle navigation. One challenge is that the ego-centric sensory data
usually contains occlusions of the foreground objects, which makes roads visually
incomplete. Many works handling occlusions focus on front-view image domains,
such as road-boundary detection [97], and road-background segmentation [61] in
Chapter 2. Less work has been carried out on the bird’s-eye-view (BEV) ego-centric
sensing. In [86], the proposed system can produce a BEV road layout, while the oc-
clusions are addressed in the front-view image as pre-processing. In the later BEV
refinement, GPS information is heavily relied on for a paired reconstruction super-
vision. This chapter employs a variant of this method, which only uses unpaired
prior knowledge with adversarial training and thus without GPS pairing, as the
second baseline. It is referred to as GAN baseline. It is well known that adversarial
training can be unstable [66] and difficult to train, meaning that convergence to
a satisfactory model is not guaranteed. In contrast, the proposed novel training
strategy is inherently stable, making it easier to be used by non-experts users.

To summarize, learning the hallucinating task, i.e. learning to complete the data
without the full ground truth available, is less investigated by the community, com-
pared to the conventional image inpainting tasks. However, as discussed earlier, it
has many relevant applications in the real world, especially in automated mobile
systems. This motivates the research in this chapter, with the aforementioned two
approaches as baselines.
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4.3 Hallucinating from unpaired prior knowledge

This section provides a formal mathematical problem definition and develops the
2-D road-layout hallucinating task as an illustrative example.

4.3.1 Problem definition

Conceptually, the goal is learning to complete unknown elements of incomplete
measurements. To provide the formal problem definition, we model the source of
the measurements as a manifold Z. The primary measurement process X , samples
points on Z, resulting in the set X̄ = {x̄n}Nn=1. Afterwards, the measurement noise
is incurred and results in X = {xn}Nn=1. Furthermore, the primary measurement
process X has the characteristic that it renders a pseudo-random selection of ele-
ments of each measurement to become unknown. This set of incomplete and noisy
measurements, is denoted by X∗ = {x∗

n}Nn=1. By definition, only the set of in-
complete measurements X∗ is available and the sets of complete measurements X
and X̄ are not available.

To learn to complete unknown elements of incomplete measurements, an inde-
pendent auxiliary measurement process Y is utilized, which can be based on differ-
ent measurement techniques. It is also modeled by sampling points on manifold Z,
resulting in the unobservable set Ȳ = {ȳm}Mm=1 with typically M > N . These
samples incur measurement noise, resulting in the observable set Y = {ym}Mm=1.
The intersection between the samples of the primary and secondary measurement
processes is empty, i.e. X̄ ∩ Ȳ = ∅. Furthermore, the noise processes generating X
and Y are different, which results in a domain gap between the two sets.

Given the definitions above, the mathematical objective, hallucinating from un-
paired prior knowledge task, is to learn a mapping C : x∗n 7→ xn

1 only from X∗

and Y such that C generalizes to unseen incomplete measurements of the primary
measurement process X .

In the remainder of this chapter, X∗ is called as the partially observed dataset
and Y is called as the unpaired prior-knowledge dataset. Note that Y cannot be
considered as ground truth, because for ground truth each sample in X̄ must have a
one-to-one corresponding element in Ȳ, which implies X̄ = Ȳ and is not the setting
in this chapter. An example of such a task is described in the next sub-section.

Relation to other learning tasks: The defined task is inherently different from
that of image inpainting for which X is available and a canonical reconstruction
supervision can be applied [15, 117] for learning the mapping C : x∗n 7→ xn. This
is often done by using data obfuscation, e.g., masking out regions in an image to
artificially create the set of incomplete measurements X∗ from the available set of
complete measurements X. For learning tasks such as image-based object detec-
tion [24,83] and semantic segmentation [2,90], the complete measurements X are
also available. For these tasks, the ground truth for training is obtained by man-
ually annotating bounding boxes or per-pixel labels. This setting is very different
from that of completing partially observed measurements.

1The generalized samples (like from an image) are denoted with straight fonts xn, where specific
samples (like individual pixels in an image area) in the sets have italic fonts xn.
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Another learning task that also uses an auxiliary measurement process Y, is
that of learning to estimate depth from monocular images, by using ground-truth
depth obtained from depth sensors [19, 49]. In this setting for each element in X,
there is a one-to-one corresponding ground-truth element in Y and hence X̄ ∩
Ȳ ̸= ∅. This is different from the proposed task definition, where X̄ ∩ Ȳ = ∅
and we only have unpaired prior knowledge, since for each element in X there
is no corresponding ground-truth element in Y. Furthermore, it is important to
consider that the noise processes are different: the primary one governing X and
secondary measurement process governing Y. If they would be identical, then
similar methods as those used for image inpainting could be used, by simply using
Y and data obfuscation techniques to train the network and applying the trained
network on unseen samples of X . In contrast, the setting in this chapter poses a
key challenge to bridge this difference, i.e., the domain gap between the primary
X and secondary Y measurement process.

4.3.2 2-D road-layout hallucinating

This section uses the 2-D road-layout hallucinating task as an illustrative example
for the formal problem definition. The objective is to estimate the complete road
layout from partial ego-centric observations. We refer to Figure 4.1 for a concep-
tual visualization of this task and examples of the two datasets X∗ and Y.

Partially observed dataset X∗: The road-layout representation is derived from
Chapter 3, where the environment in front of the ego-vehicle is represented by 2-D
semantic occupancy grids in Cartesian coordinates. Due to the fact that applied grid
is generated based on one-shot sensing, some grid cells are always unobservable,
as they are out of the camera FOV. Furthermore, some grid cells are unobservable
due to occlusions created by foreground objects.

Minor modifications are made based on the previous semantic occupancy grids.
In this chapter, the value of each grid cell indicates the status of the road: 1, 0,
0.5 represent road, non-road, and unobserved, respectively. For a front-view image
from a camera mounted on the ego-vehicle, its estimated semantic maps, depth
maps and the corresponding camera calibration data, are collected. These data
are utilized to generate a 3-D point cloud with semantic information. Afterwards,
the points are projected onto the 2-D ground plane and stored in the 2-D seman-
tic grid. Each grid cell receives the road status, based on the semantic labels of
the points contained in the grid cell, using a majority vote strategy. Specifically,
the grid is assigned unity if the majority label is road, zero if the majority label is
related to the static world except for road (e.g. building, sidewalk, etc.), and 0.5
if the majority label belongs to movable foreground objects (e.g. vehicle, human,
etc.), or if the grid cell is empty, due to the limitation of the camera FOV or due to
foreground-object occlusions.

Unpaired prior-knowledge dataset Y: This dataset constitutes a collection of bi-
nary images that represent prior knowledge of the typical real-world roads in BEV.
Given a binary road segmentation in BEV of a large region, a sliding window is em-
ployed, to cut it into smaller grids of the same size as the samples in the partially
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observed dataset. The left part of Figure 4.2 shows an example of this. The key
property is that there exists no one-to-one correspondence between samples in the
prior-knowledge dataset Y and the partially observed dataset X∗, so that X̄∩Ȳ = ∅.

Specifically for this illustrative example, the objective is to learn a mapping
function C : x∗n 7→ xn, by means of training an artificial neural network using
only the partially observable road layouts X∗ and the unpaired prior-knowledge
binary road layouts Y, such that the artificial neural network can take unobserved
and incomplete samples of measure process X ∗ and estimate their complete binary
road layout in BEV. This aspect is illustrated in the upper part of Figure 4.1.

4.4 Learning to complete

This section details the proposed novel training strategy using the road-layout hal-
lucinating task as the working example. This training strategy has two main objec-
tives: a) learning to complete partially observed measurements, and b) bridging
the domain gap between the primary process X and secondary measurement pro-
cess Y. The two objectives are realized by training the network using the three
proposed input-target pairs stated as follows.

4.4.1 Training with multiple input-target pairs

An encoder-decoder network, which is detailed in Section 4.4.2, is trained in a
single step with supervision from the three input-target pairs. All three supervisions
are based on the binary cross-entropy (BCE) loss. Let C(zn) denote the output of
the neural network taking as input zn and let C(zin) denote the output belonging to
the zin, i.e. the ith element in zn (zin is the i-th cell in the road-layout grid zn). The
output of the neural network C(zin) is between 0 and 1 and provides the estimated
probability that zin belongs to the positive class (road class). Let vin denote the
desired output of the neural network belonging to zin, whose values are strictly 0
or 1. The BCE loss for a single element zin is defined as

LBCE(C(zin), vin) = −vin · log(C(zin))− (1− vin) · log(1− C(zin)). (4.1)

The complete binary cross-entropy loss for zn is computed by

L(C(zn), vn) =
1

|A|
∑
i∈A

LBCE(C(zin), vin), (4.2)

where A is the set of indices of all “active” elements in zn over which the binary
cross entropy is computed. This set A can be different depending on the details of
the input-target pair.

In the following paragraphs, three different loss functions are proposed based
on the aforementioned basic BCE loss. The purpose of each loss function is to en-
courage the data-completion capability of the network and bridge the domain gap
between the two measurement processes. Afterwards, the total loss is presented as
a weighted combination of those individual loss functions.
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Masked prior-knowledge pair: The objective of the masked prior-knowledge
pair is to train the network to complete partially observed measurements while
fully ignoring any domain gap between the primary X and secondary Y measure-
ment processes. For this, a similar approach is utilized based on the methods
designed for conventional image inpainting tasks. We take measurements from the
auxiliary measurement process Y that are fully observable and apply data obfus-
cation techniques, by artificially rendering specific elements in the measurements
unobservable. In order to make this data obfuscation technique realistic, observa-
tion masks are created to form measurements of the primary measurement process.

Specifically, for each measurement in X∗, we create an observation mask and
then apply it to a random fully observable sample from Y, to create a set Y∗ of
one-to-one corresponding measurements, which are artificial and partially observ-
able. For all cells in a sample x that are observed (value is 0 or 1), we keep the
corresponding cell in y and for all unobserved cells in x (value of 0.5), we set the
corresponding cell in y to 0.5. Using Y and Y∗, the loss function for the masked
prior-knowledge pair is defined as

L1(C(y∗n), yn) =
1

|A|
∑
i∈A

LBCE(C(yi∗n ), yin). (4.3)

In this case, the set A denotes all elements in a road-layout sample. Due to the
domain gap between primary X and secondary Y measurement processes, this loss
encourages the network to complete samples from the auxiliary measurement pro-
cess, but not necessarily samples from the primary measurement process.

Observation pair: In order to learn to complete partially observed measure-
ments while considering the domain gap between the primary and secondary mea-
surement processes, the observation pair is employed. This input-target pair en-
courages the network to produce an output that is similar to the measurements of
the primary measurement processes X . It is based on an auto-encoding strategy
that takes incomplete measurements from X as input and is trained to reconstruct
the observable part of these measurements at the output of the network. The loss
function for this observation pair is

L2(C(x∗n), x∗n) =
1

|A|
∑
i∈A

LBCE(C(xi∗
n ), xi∗

n ), (4.4)

where the set A denotes all observable elements in each x∗n whose value is not
0.5, i.e., all pixels that are observed as road or as non-road. Clearly, this loss does
not contribute to the capability of the network to complete unknown elements of
partially observed measurements. Instead, it encourages the network to preserve
the details that are already observed in inputs.

Pre-selection pair: The above two input-target pairs either consider measure-
ments from the primary or from the auxiliary measurement processes. Hence, the
final pair is designed to construct a connection between the two measurement
processes. The underlying assumption is that, if there exists a prior-knowledge
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dataset Y with an infinite number of measurements, one can always find one mea-
surement ym that can serve as ground truth for a partially observable measure-
ment x∗n.

In practice, the prior-knowledge dataset Y is limited and does not contain
samples that exactly match the unknown ground truth for the partially observed
dataset X∗. Furthermore, making the correct selection from Y is impossible as X∗

n

is only partially observable. Therefore, the proposed strategy for each measure-
ment x∗n is to select a specific number of measurements from Y that have the
highest mean intersection-over-union (IoU) evaluated on the observed elements
of x∗n. These selected samples from Y are averaged, resulting in the pre-selection
target vn. With this as the target, the loss for the pre-selection pair is defined as

L3(C(x∗n), vn) =
1

|A|
∑
i∈A

LBCE(C(xi∗
n ), vin). (4.5)

Here the set A denotes all indices of all pixels in vn whose value is either 0 or 1 (all
measurements that are pre-selected from Y have the same value for a particular
element, i.e., all pre-selected fully observable road-layout grids voted for the class
road or all voted for non-road). During training, the elements that the pre-selection
measurements disagree on are ignored: the averaged value being between 0 and 1.

Overall loss: During the single-step training, the overall loss can be expressed
as

Loverall = λ1 · L1 + λ2 · L2 + λ3 · L3, (4.6)

where λ1, λ2, λ3 are the weights for balancing the losses, which are set to 0.25, 0.5,
and 0.25, respectively. With these three input-target pairs and their correspond-
ing losses, the connection between the two measurement processes X ∗ and Y is
constructed and the network learns to complete partially observed measurements
while bridging the domain gap between X ∗ and Y.

4.4.2 Network structure

A U-net-like [84] fully convolutional encoder-decoder network with skip connec-
tions is utilized for the hallucinating task (see Figure 4.3 for the network that pro-
cesses the road-layout data). Given the incomplete data x∗n as input, the encoder
produces a high-level feature map at the bottleneck, as well as the intermediate
feature maps from the last three max-pooling layers before the bottleneck. These
feature maps are fed into the decoder by means of skip connections. In the decoder,
the feature map is convolved and up-sampled with nearest-neighbor interpolation,
which leads to the final completed sigmoid prediction C(x∗n). Using skip connec-
tions, the intermediate feature maps from the encoder are concatenated with the
decoder’s intermediate feature maps at the corresponding layers, which enables
the direct transfer of details from the input to the completed output.
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CP = Two U-net-like convolutional layers (with batch normalization 

and ReLU activation) following a 2x2 max-pooling layer

CU = Two U-net-like convolutional layers (with batch 

normalization) following an up-sample layer

C = The last convolutional layer with kernel size 3 that generates 

the final output with a sigmoid layer

Figure 4.3 – Network design with U-net-like structure for the 2-D road-layout data. Each
black arrow represents a network module, and each block represents a feature map with its size
indicated inside.

4.5 Experiments

The following four experiments are conducted to evaluate and benchmark the per-
formance of the proposed novel training strategy. The baselines used for compari-
son, datasets, and implementation details are also addressed in this section.

• Quantitative evaluation: The quantitative performances of the proposed ap-
proach and baselines are evaluated, on both 2-D road-layout hallucinating
and 3-D vehicle-shape completion tasks.

• Ablation of input-target pairs: With certain input-target pairs ignored, the
performances of the proposed approach are compared, to verify the effec-
tiveness of the proposed training strategy on both tasks.

• Generalization to unseen datasets: For the 2-D road-layout hallucinating task,
the performance of the proposed approach and baselines are evaluated on
the unseen KITTI [23] dataset and unseen hold-out masked prior-knowledge
dataset.

• Generalization to different networks: Besides the default network used in
the main experiments, the proposed training strategy is also applied to dif-
ferent backbone networks, showing that the proposed training strategy can
generalize to multiple networks with different properties.

4.5.1 Baselines

For both tasks, two baselines are considered in the experiments, namely AML [96]
and GAN [86], as introduced in Section 4.2. For a fair comparison, we maintain the
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(e) Proposed(c) AML(b) Ground truth(a) Input (d) GAN

Figure 4.5 – Qualitative results of different approaches (indicated at the bottom) for the 3-D
vehicle-shape completion task. The input data, ground-truth samples and AML baseline samples
are from [96]. It can be observed that the vehicle shapes are successfully completed, and the
observed regions are aligned with the inputs.

network settings (e.g. number of layers) of the baselines and the proposed network
as similar as possible.

The only necessary differences existing between the AML baseline and the pro-
posed model include: a) the fully-connected layer at the baseline’s bottleneck is
deleted in the proposed network, and b) in the decoder, the input channels of three
convolutional and upsampling modules are increased for the usage of skip connec-
tions, while the output channels of the first convolutional layer in these modules
remain the same. It should be noted that the proposed U-net-like structure cannot
be trained in the AML baseline’s two-step manner, since the decoder will only learn
a simple copy-paste task on the prior-knowledge set due to skip connections. The
inability to use skip connections for the AML baseline, inhibits the level of detail in
the decoded output.

An identical network is used for the GAN baseline and the proposed approach,
for a valid comparison between different supervisions. For the discriminator of the
GAN baseline and its training strategy, we follow the settings of CycleGAN [122],
as they are conducting a similar translation task. Unlike the aforementioned AML
baseline, the GAN baseline can use skip connections.

4.5.2 Datasets

For the 2-D road-layout hallucinating task, two datasets are used for the generation
of partially observed data, namely Cityscapes [12] and KITTI [23]. The Cityscapes
dataset comes with 2,975 training samples and 500 validation samples with fine
semantic annotations, corresponding disparity maps, and camera calibration data.
The validation set is employed for evaluation in the experiments. The KITTI se-
mantic dataset contains 200 publicly available annotated samples. Considering the
limited amount of samples, it is utilized only for additional experiments of gen-
eralization. Unlike other image inpainting tasks, the ground-truth road layouts
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for the Cityscapes and KITTI datasets are not directly available. To evaluate the
performance, 162 samples from Cityscapes and 142 samples from KITTI are man-
ually annotated as the ground truth, by manually analyzing the visual cues from
front-view images and the corresponding satellite images according to the GPS
signals. As for the prior-knowledge dataset generation, we use the AerialKITTI
dataset [68], which contains 20 annotated large-scale BEV road-layout images.
From this, around 154,000 prior-knowledge road-layout samples are generated.

For the 3-D vehicle-shape completion task, the used dataset [96] contains two
parts: the reference shapes (prior knowledge), and the ground-truth shapes, which
are utilized to generate partially observed samples, with noise (SN-noisy) and with-
out noise (SN-clean). Being different from the proposed road-layout dataset, in
this case, the prior-knowledge samples and partially observed samples are from
the identical distribution from ShapeNet [9]. More details of this dataset can be
found in [96].

4.5.3 Training details

The networks are trained for the two tasks in a similar manner using Pytorch [78].
This sub-section takes the 2-D road-layout hallucinating task as an example, and
similar settings are also employed for the 3-D vehicle-shape completion task. To
train the AML baseline model, as the first step, the BCE and Kullback-Leibler (KL)
divergence are used for training on the prior-knowledge samples for 20 epochs.
Afterwards, the partial observation BCE and KL divergence are used for re-training
the encoder on the Cityscapes partially observed dataset for 60 epochs. The size
of the embedding vector is set to 256, while similar results are observed with
either larger or smaller sizes. The GAN baseline is trained for 60 epochs in a
single step, and the prior-knowledge samples are utilized for discriminator learn-
ing. The proposed approach is trained with 60 epochs by feeding the same prior-
knowledge datasets and the same partially observed datasets together. For the
sake of efficiency, we randomly choose a subset of the prior-knowledge training set
(50,000 samples) for target pre-selection. The weights of the three losses λ1, λ2, λ3

are heuristically set to 0.25, 0.5 and 0.25, respectively. The motivation is that the
observation pair can solely provide sufficient supervision for the observed region
(half of the supervision). As for the unobserved region (the other half of the su-
pervision), the remaining two losses can provide supervision simultaneously and
preferably compensate for each other, which is the reason that their weights are
both set to 0.25. Furthermore, we observe that the proposed network is insensitive
to small changes (±0.1) for these weights. The Adam [40] optimizer is used for
training all the networks. Since the partially observed dataset contains noise from
imperfect disparity maps, we randomly inverse the binary pixel values among the
observed pixels with 15% probability, as a data augmentation technique.
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Method
Contour (no relaxation) Full pixels Undetected pixels

Prec. Recall F1 score Pix. acc. mIoU Pix. acc. mIoU

AML 20.4 19.9 20.0 86.7 75.8 82.2 65.8

GAN 23.9 31.1 26.6 87.6 76.9 82.7 65.7

Proposed 32.5 32.5 32.2 88.4 78.5 83.7 68.6

Table 4.1 – Quantified performances of three methods for the 2-D road-layout hallucinating
task. The performances are evaluated using the Cityscapes dataset [12], and expressed various
metrics fitting to the considered data type (pixel accuracy and mean IoU are used for pixels). See
Figure 4.4 for the corresponding qualitative results of these methods. The method of U-net-like
network with two-step training is not evaluated, since it cannot perform the hallucinating task,
see Figure 4.4(e). The best results are printed in bold.

4.6 Experimental results

4.6.1 Quantitative evaluation

The results of the baselines and the proposed approach on two different tasks are
analyzed in this section, which show that the proposed approach consistently out-
performs the other baselines.

2-D Road-layout hallucinating task: Two aspects of the performance are eval-
uated: segmentation accuracy and contour accuracy. The segmentation accuracy
is evaluated on all pixels, including the observed and unobserved pixels. Since
the output of this task is a binary mask indicating the road and non-road, pixel
accuracy and mean IoU averaged over samples are employed for comparison. Fur-
thermore, contour accuracy is proposed to evaluate the quality of road boundary
prediction. This metric is derived from the metrics in the DAVIS segmentation chal-
lenge [80]. The motivation is to focus on the performance of whether the boundary
is successfully predicted in terms of precision P , recall R, and their corresponding
F1 score with F1 = 2 · P · R/(P + R). This metric is more important for the 2-D
road-layout hallucinating task, since the accuracy of the road boundary is essential
for navigation in autonomous driving. In the experiments, the boundary region
matching can be relaxed by morphological operations, and the performances in
different relaxation conditions are reported.

Table 4.1 presents the performances of two baselines and the proposed ap-
proach evaluated on the Cityscapes dataset. The GAN baseline exhibits slightly
better results than the AML baseline, while the proposed approach outperforms
both two baselines by more than 0.8% in pixel accuracy and 2.8% in mean IoU.
More importantly, the proposed approach performs better than the two baselines
in terms of contour accuracy with large margins: nearly 12% and 9% in F1 score.
These performance gaps are consistent with varying boundary relaxations, see Fig-
ure 4.6. With the relatively shallow features directly fed into the decoder by the
skip connections, it is easier for the network to predict the road layout whose
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Figure 4.6 – F1 scores of AML, GAN, and the propsed approaches, plotted with different
boundary-relaxation settings, for the 2-D road-layout hallucinating task. The x-axis repre-
sents the degree of relaxation (higher indicates more tolerance of the road boundary matching).
As visualized below of the figure, the accepted region of the boundary is enlarged when the
relaxation parameter increases. The proposed approach has consistently higher F1 scores.

boundary is better aligned with the corresponding partially observed input. In ad-
dition, using the identical network with skip connections, the proposed training
strategy boosts the contour accuracy more significantly than the GAN-based base-
line, which performs even worse than the AML baseline (without skip connections)
with higher relaxation values.

It can be observed in Figure 4.4(e) that the U-net-like network with two-step
training strategy cannot perform the hallucinating task, as explained in Section 4.5.1.
Therefore, it is not quantitatively evaluated. We also observe that random seeds
play an important role when training the GAN baseline: some random seeds result
in mode collapses and generate failure samples with many artifacts, which are ex-
cluded from quantitative evaluations. This instability is also reported in a recent
comprehensive study of GANs [66]. Interestingly, additional experiments indicate
that combining the three proposed supervisions and the additional adversarial su-
pervision leads to performance degradation. This further shows the proposed ex-
plicit supervision is stronger than the implicit adversarial supervision.

3-D Vehicle-shape completion task: The training strategies are evaluated us-
ing the same metric as in [96], namely Hamming distance. Since the goal is to
compare the fundamental differences between models and training strategies, this
chapter uses the SN-clean dataset [96] (without noise) in the experiments for the 3-
D vehicle-shape completion task. The results are presented in Table 4.2, with some
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Method
Hamming distance

(lower is better)

AML 0.041

GAN 0.043

Proposed 0.035

Table 4.2 – Quantified performances of AML, GAN and the proposed methods for the 3-D
vehicle-shape completion task. The performances are evaluated using the SN-clean dataset [96].
See Figure 4.5 for their corresponding qualitative results. The best results are printed in bold.

Method
2-D road layout 3-D shape

Contour Full pix. Undet. pix. Ham.

F1 score mIoU mIoU dist.

Proposed 32.2 78.5 68.6 0.035

W/o observation 29.8 78.8 69.0 0.042

W/o pre-selection 31.6 78.0 68.2 0.039

W/o prior knowledge 31.5 78.5 67.6 0.035

Only observation 19.2 41.7 26.5 0.298

Only pre-selection 24.0 77.9 67.4 0.040

Only prior knowledge 30.1 78.7 69.0 0.043

Table 4.3 – Quantified performance of the proposed approach and that with certain supervision
signals ignored. Because of small margins, for the metrics of 2-D road-layout data we have
trained the network for 5 times with different random seeds and compute the average for each
metric. The best results are printed in bold.

samples visualized in Figure 4.5. The AML baseline [96] and the GAN baseline ex-
hibit similar quantitative performances (0.041 and 0.043 Hamming distance). In
contrast, the proposed method achieves 0.035 Hamming distance, which is a rela-
tive improvement of 15%, thereby outperforming the baselines by a large margin.

4.6.2 Ablation of input-target pairs

The ablation studies verify the effectiveness of the proposed training strategy and
show that three input-target pairs improve the performance. On both tasks, seven
different supervision conditions are tested and the results are listed in Table 4.3.

2-D Road-layout hallucinating task: It can be observed that the performance
degrades when ignoring different supervisions. When disabling the pre-selection
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pair and masked prior-knowledge pair, the network is able to perform the halluci-
nating task, but with three metrics decreasing by a small margin. In the settings of
training with only the masked prior-knowledge pair or only the pre-selection pair, the
network is able to deliver results with satisfactory segmentation accuracy. In con-
trast, when training with both supervisions, the segmentation accuracy becomes
optimal (78.8% and 69.0% mean IoU). This indicates that either pre-selection or
masked prior-knowledge pair can provide valid supervision on the unobserved re-
gions independently, and together they compensate for each other and provide
optimal results in terms of segmentation accuracy. The performance without the
observation pair degrades in terms of the contour accuracy with certain margins
(-2.4% and -2.1% F1 score), because the observation pair provides an explicit su-
pervision at boundary regions.

Note that the three metrics are not entirely consistent over the ablation experi-
ments, especially the 2-D contour accuracy versus the 2-D segmentation accuracy.
This occurs because: a) the 2-D road-layout dataset contains observation noise, and
b) the segmentation accuracy is more sensitive to (interior) noise than the contour
accuracy. Since the observation pair is crucial to learn the contours but contains
noise for the real 2-D road-layout dataset, it improves the contour accuracy but
slightly degrades the segmentation accuracy. However, note that the performance
drop in segmentation accuracy is marginal compared to the increase in contour
accuracy, and the slightly reduced segmentation accuracy still outperforms the two
baselines. With the complete three input-target pairs, the network exhibits the best
contour accuracy and optimal overall performances for the various metrics.

3-D Vehicle-shape completion task: For the 3-D vehicle-shape completion task,
similar conclusions can be drawn: with all the supervisions enabled, the proposed
approach achieves the optimal Hamming distance of 0.035. Similarly, with only
the masked prior-knowledge pair or the pre-selection pair applied, the performance
is already as good as the baselines and even outperforms them (0.043 and 0.040
Hamming distance, respectively). These two pairs are sufficient for providing a
valid supervision independently.

However, it must be clarified that there exists a major difference between the
datasets of the two tasks. Unlike the 2-D road-layout hallucinating task, in the 3-D
vehicle-shape completion task, the prior-knowledge samples and partially observed
samples are from an identical distribution and are free from noise (ShapeNet
dataset [9]). This leads to some different observations in this ablation studies:
a) without the masked prior-knowledge pair, the performance still remains op-
timal, and b) adding the masked prior-knowledge pair to the pre-selection pair
degrades the performance. The pre-selection pair can already provide sufficient in-
formation from the prior-knowledge set in an explicit manner: finding an explicit
target for each partially observed sample. Thus, the implicit supervision of masked
prior-knowledge pair, which is still effective, is weaker than the explicit one. When
there exists a domain gap and the observations contain noise as in the 2-D road-
layout dataset, the pre-selection pair is still effective. However, its targets are not
as good as in the 3-D case, due to the domain gap and observation noise. This
motivates why this chapter introduces the masked prior-knowledge pair that can
compensate for the reduced supervision of non-perfect pre-selected targets, and
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thereby improves the performance. It can be stated that the performance on the
2-D road-layout dataset is more relevant, as it has both realistic noise and a domain
gap.

4.6.3 Generalization to unseen data

For the 2-D road-layout hallucinating task, this chapter additionally evaluates the
performances on the two unseen datasets, to verify the generalization of different
training strategies.

Unseen partially observed dataset: The first generalization experiment is per-
formed on the KITTI dataset which is fully excluded from training. The partially
observed KITTI road layouts are fed into the trained models, and the performances
of the predicted complete road layouts are evaluated. As the pixel accuracy and
IoU are highly correlated, this experiment shows the F1 score (contour accuracy)
and mean IoU (segmentation accuracy) for simplicity. Figure 4.7 presents some
visualized examples of the input incomplete maps and their corresponding predic-
tions. The upper part of Table 4.4 shows the quantified performance of the three
investigated methods. From the KITTI input samples, it can be observed that a) the
camera FOV is significantly larger than in Cityscapes, and b) the road region at a
large distance is severely missing, due to the sparsity of the provided depth map.
These aspects introduce domain gaps and cause the AML baseline method to fail
in many cases. The qualitative and quantitative results show that the approaches
with skip connections are more adaptive to the aforementioned domain gaps: they
perform better compared to the AML baseline, in terms of more than 4.6% mean
IoU in both settings and 17.7% F1 score. The main reason is that with skip con-
nections, the shallow features are passed directly to the decoder, which makes the
hallucinating task robust to unseen domain gaps. Moreover, with the proposed su-
pervisions for training, the network exhibits noticeable performance improvements
in all metrics.

Hold-out masked prior-knowledge dataset: To further investigate the network
generalization, another 1,000 prior-knowledge dataset images are generated, to
evaluate the performances of the baselines and the proposed approach on these
unseen road layouts. We have manually applied masks sampled from the partially
observed test set, and fed these resulting incomplete maps into the learned mod-
els. The lower part of Table 4.4 shows the performance of the baselines and the
proposed approach, while Figure 4.8 visualizes some hallucinating examples. The
proposed approach exhibits the best performances, with a large margin compared
to the other two baselines (more than 13.8% F1 score improvement and 15% mean
IoU in both settings). The two datasets used in training do not follow an identi-
cal distribution, as they are from different domains: Cityscapes and AerialKITTI.
The proposed network approach preserves the generalization on the masked prior-
knowledge samples. Although this experiment has no relevance to the application
of hallucinating road layouts, it does show that the proposed training approach
intrinsically generalizes better than the baselines.
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Evaluated dataset Method
Contour Full Undetected

F1 score mean IoU mean IoU

KITTI
(c.f . Figure 4.7)

AML 21.5 76.5 71.4

GAN 39.2 83.4 76.0

Proposed 45.3 85.0 78.5

Hold-out
prior knowledge
(c.f . Figure 4.8)

AML 14.2 70.1 64.3

GAN 26.1 68.5 60.5

Proposed 39.9 85.1 80.8

Table 4.4 – Quantified performance of AML, GAN, and the proposed approach, tested on the
unseen KITTI dataset and the hold-out prior-knowledge dataset for the 2-D road-layout hallu-
cinating task. The best results are printed in bold.

(a) Incomplete 

input

(c) AML(b) Ground 

truth

(d) Proposed(c) GAN

Figure 4.7 – Qualitative results of AML, GAN, and the proposed approach (see bottom of the
columns), on the unseen KITTI dataset. It can be noted that the proposed approach is able to
complete the road layout at the unobserved regions, with the observed details aligned with the
corresponding inputs.
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(a) Incomplete 

input

(c) AML(b) Ground 

truth

(d) Proposed(c) GAN

Figure 4.8 – Qualitative results of AML, GAN, and the proposed approach (see bottom of the
columns) on the hold-out masked prior-knowledge dataset. The unobserved mask is from the
Cityscapes test set. It can be noted that the proposed approach is able to complete the road layout
at the unobserved regions, with the observed details aligned with the corresponding inputs.

4.6.4 Generalization to different networks

In the previous experiments, a simple convolutional encoder-decoder with skip
connections is employed to demonstrate the effectiveness of the proposed train-
ing strategy. This experiment of this section illustrates that the proposed training
strategy can generalize to multiple different networks. Since the state-of-the-art
approaches for scene completion usually handle natural images, we choose to per-
form the experiments on a similar 2-D road-layout hallucinating task and adapt
two commonly used inpainting networks for this task. The first network is a convo-
lutional encoder-decoder where the intermediate layers use dilated convolutions.
This network is adapted from the recent state-of-the-art [117] and is referred to
as dilation network in Table 4.5. The second network, which is adapted from [15]
and referred to as residual network backbone, replaces the previously mentioned
dilated convolutions with residual blocks [30].

The default network and two above state-of-the-art inpainting networks [15,
117] are trained with AML, GAN, and the proposed strategy. The obtained perfor-
mances are listed in Table 4.5. Although minor performance differences are no-
ticeable, it can be concluded that the proposed novel single-step training strategy
outperforms the other two strategies in all metrics, especially in contour accuracy.
This demonstrates the ability of the proposed training strategy to generalize to
different types of networks with different properties.
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Network Method
Contour Full Undetected

F1 score mean IoU mean IoU

Default
AML 20.0 75.8 65.8

GAN 26.6 76.9 65.7

Proposed 32.2 78.5 68.6

Dilation
AML 23.1 77.6 65.8

GAN 23.3 75.1 62.2

Proposed 31.1 79.0 68.8

Residual
AML 24.4 78.6 67.0

GAN 25.8 75.1 60.9

Proposed 31.5 79.0 68.8

Table 4.5 – Quantified performance of AML, GAN, and the proposed approach using different
backbone networks. The best results for each backbone are printed in bold. The proposed ap-
proach exhibits significantly better performances on multiple networks with different backbones.

4.7 Conclusion

This chapter has presented a novel training strategy for convolutional encoder-
decoder networks with skip connections, to perform the task of data completion
without fully observed ground truth. This is achieved by leveraging prior knowl-
edge that has no direct one-to-one correspondence with the data to be completed.
The required prior knowledge is specifically based on a partially observed domain
without ground truth and an unpaired prior-knowledge domain. This strategy en-
ables these networks to successfully complete unobserved pixels in 2-D road lay-
outs, as well as unobserved voxels in 3-D vehicle shapes. We have found that the
two tasks can be seen as specific instances of a generic hallucinating task on small-
size binary data without ground truth available for training. Evaluated on the two
benchmarks, the proposed training strategy, using multiple backbone networks,
outperforms other alternative approaches [86, 96], in terms of level-of-detail and
generalization to unseen data.

As for the challenges and requirements listed in Section 4.1, this chapter has
also addressed them, which are summarized as follows.

• Novel training solution for small-size data completion: This chapter has pro-
posed a novel training strategy that performs the data completion task with-
out the ground truth available at the unobserved regions. This is motivated
by the fact that the techniques developed for a similar task in Chapter 2, can-
not be applied in relatively small data samples, such as road layouts inherited
from Chapter 3. The key to the success of the proposed training strategy, is
to employ three input-target pairs, i.e., masked prior-knowledge pair, obser-
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vation pair, and pre-selection pair. These pairs successfully provide sufficient
supervisions during training without requiring paired complete ground truth.

• Preserved details: With the utilization of skip connections and the observa-
tion input-target pair during training, the network is able to directly transfer
the regions that are already observed. This solves the challenge of detail
preservation. This advantage has also been proved in the experiments using
contour accuracy metrics. This functionality is vital for tasks that are sensitive
to boundary details, such as vehicle navigation and obstacle avoidance.

• Generalization in terms of data and backbones: From the experimental re-
sults, it can be concluded that the proposed approach is significantly better
in generalizing to unseen datasets. This property is of great importance for
real-life applications, since a domain gap always exists when a system is de-
ployed and supplied with unseen data. Furthermore, it has been shown that
this training strategy is also insensitive to the type of backbone network and
offers a stable training procedure. This is clearly different from the GAN-
based approaches that are potentially difficult to train, and from the AML
approach that always requires a backbone with strict bottleneck due to the
mandatory settings of VAE.

This chapter solves the scene completion task on small-size datasets without the
corresponding fully observable ground truth. In contrast, Chapter 2 solves a sim-
ilar problem but on large-scale semantic segmentation maps containing occluded
background classes. Although the two chapters process different types of data
using different methodologies, they share the key fundamental task of scene com-
pletion, which is crucial for ego-centric automated mobile systems. At this point, a
scientific reflection should be added. Despite exhibiting strong generalization ca-
pabilities in their own tasks, the proposed two solutions are still limited in specific
use cases, and probably cannot be applied when the data modality is changed, like
point clouds from LiDAR.

Together with the results obtained in Chapter 3, it is now possible to create a
pipeline that takes a front-view RGB image as input, and obtains a complete BEV
scene of road layouts. In addition, it is also possible to generate complete BEV
road layouts using the semantic foreground inpainting methodology proposed in
Chapter 2. Specifically, given the predicted complete background semantic maps,
point-cloud mapping algorithms can be employed to generate the corresponding
complete BEV road layouts, as long as the disparity map and camera calibration
information are provided. These pipelines are instantiations of relatively low-
level representations for automated mobile systems (upper two color blocks of
Figure 1.3).

In the next two chapters, research is carried out on further increasing the level
of abstraction of representations for scene understanding, i.e. translating pixel-
based representations into graph-based structures.





Chapter 5
Self-supervised learning of
interpretable scene graphs

5.1 Introduction

The previous chapters have improved the scene understanding for automated mo-
bile systems in two aspects: a) proposing scene representations that are more suit-
able and efficient for downstream tasks, and b) improving the limited ego-centric
sensory observations by reasoning and completing unobserved background scenes.
With the previous contributions combined, it is possible to infer a complete road
layout from a single front-view RGB image, captured by the camera mounted on
an ego-vehicle. These representations and processes remain at the level associated
with pixels (semantic occupancy grids), which dominate contemporary perception
research but also have significant limitations.

Despite the strong analysis capability, deep learning is not able to learn knowl-
edge as efficiently and effectively as humans. Some common concerns still exist,
which inhibit further evolution of neural network-based artificial intelligence (AI),
such as the lack of generalization and interpretability. To partially overcome the
generalization issue, massive training samples along with multiple regularization
methods are required for most of the mid-level or high-level scene understanding
tasks. This issue is less significant during the inference when the task definition
remains the same and the domain gap is relatively small, e.g. urban semantic seg-
mentation across multiple environmental conditions [28]. However, if the domain
gap is relatively large, e.g. generalization from urban outdoor [12] to indoor sce-
narios [92], the generalization will be arguably more challenging. Other than
generalization, for most deep learning models, the learned intermediate features
are often non-interpretable floating-point tensors, which means that all informa-
tion is predominately contained in a “black box”. This non-interpretable property
is inhibiting the usage of deep learning in many critical real-life scenarios.

The graph representation is probably one solution to overcome the aforemen-

The contributions of this chapter are currently under review. The code and data are available at
https://github.com/Chenyang-Lu.

https://github.com/Chenyang-Lu
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tioned limitations. Compared to its pixel-based counterparts, a graph is more struc-
tural to store scene information, and is more efficient in terms of memory and
computation. Typically, a graph contains a set of nodes and their corresponding
adjacency, where nodes and adjacency have their unique pre-defined properties,
according to various application scenarios. Recently, the scene graph [38] repre-
sentation is proposed, based on the conventional objection detection framework.
The task of scene graph generation (SGG) is to predict a graph representing the
relevant information of the scene from sensory measurements, e.g. images. In the
predicted graph, the detected objects with labels are modeled as nodes, and their
semantic relationships are modeled as edges. By doing this, only high-level in-
formation is distilled to describe the scene, which can be directly interpreted and
therefore benefits the higher-level reasoning tasks. This type of representation is
also beneficial for improving generalization, since domain gaps usually occur at a
low texture level from input sensors and do not exist at a higher abstraction level.

For automated mobile systems, the ultimate goal is to infer a complete graph
containing all traffic participants and their relations between them from simple
sensory inputs such as images. However, a significant challenge exists for obtain-
ing this goal, i.e. lack of manually annotated ground truth. Practically all current
state-of-the-art methods for the SGG task, such as [52, 81], rely on meticulously
annotated datasets that contain the annotations of objects and the relationships be-
tween objects. These annotations are utilized as ground truth for fully-supervised
training. Therefore, using off-the-shelf state-of-the-art frameworks, a large-scale
dataset with graph annotations is required for every novel user scenario, which is
expensive and sometimes impossible to obtain.

Therefore, the objective of this chapter is to learn generalizable and inter-
pretable graph representations from image data, without requiring massive man-
ually annotated ground-truth graphs. Since this is a complex challenge, this chapter
starts from a simplified example (translating line drawings of simple basic shapes
into graphs). With this, the following research challenges become apparent.

• Learning without annotations: Given the objective that the graph should
be learned without any annotations, a novel auto-encoder-based learning
paradigm should be designed, such that the graph learning can be performed
in such challenging conditions.

• Neural network that interacts with graphs: Detection-based frameworks could
be used for conventional SGG tasks. However, they are not compatible with
the unsupervised learning approaches with auto-encoders. A novel network
architecture should be designed that generates graphs from image inputs in
a differentiable manner, such that the gradients can be back-propagated. The
same requirement also holds for the decoder that generates images from the
predicted graphs. Therefore, novel neural networks should be proposed that
can interact with graphs in a differentiable way.

• Demonstrating generalization and interpretability: As explained above, graph
representations have potential advantages in terms of generalization and in-
terpretability. Therefore, it is necessary to demonstrate these advantages
through comprehensive experiments.
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Figure 5.1 – Overview of the proposed approach. During training (upper part of the figure), the
auto-encoder learns to extract a graph encoded by a node and adjacency matrix from an input
image, using only a self-reconstruction loss at image level. During inference (bottom part of the
figure), the learned encoder generalizes to unseen shapes without any adaptation process, and
a rule-based classifier predicts the shape label using the predicted graph and prior knowledge
of the unseen shapes. The encoder and classifier compose an interpretable and generalizable
hybrid neural-symbolic system.

Specifically, this chapter proposes a network approach that takes images as
input and predicts the scene graph representation, containing a set of nodes and
an adjacency matrix. The learning is self-supervised, using a fully differentiable
auto-encoder in which the encoder consists of several neural-network modules and
the decoder uses techniques from spatial transformer networks [35]. The entire
network is trained end-to-end by minimizing the pixel-wise similarity loss between
the input image and the image generated by the decoder. During inference, only
the encoder is used for graph prediction. The extracted scene graph from the
encoder is the description of the input image at a highly abstract level. It can be
processed further for high-level scene understanding tasks, and can serve as the
bridge between neural networks and symbolic systems. This functionality is also
showcased with a simple rule-based classifier that takes a scene graph as input
and predicts the shape label, see the bottom part of Figure 5.1. This classifier,
together with the previously mentioned encoder, composes an interpretable and
generalizable hybrid neural-symbolic system.

The remainder of this chapter is organized as follows. Section 5.2 presents the
work related to this chapter. Section 5.3 defines the proposed graph auto-encoding
task, and details the design of the proposed approach. Section 5.4 and Section 5.5
detail the experimental settings and evaluate the proposed approach and its alter-
natives. In Section 5.6, conclusions are drawn for this chapter’s contributions.
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5.2 Related work

This section details the research topics that are relevant to the proposed graph auto-
encoding approach, including self-supervised learning via auto-encoding, neural-
symbolic computing, and the generalization and interpretability of learning-based
approaches.

A. Self-supervised learning via auto-encoding: To reduce the dependency on
expensive manual annotations, unsupervised or self-supervised approaches have
been widely investigated. Most methods follow an auto-encoding fashion: the en-
coder takes the input data for representation learning at the bottleneck, and the
decoder is designed to reconstruct the input information from the bottleneck. In
this case, the only main supervision is the self-reconstruction loss, and therefore
annotation is not required. The learned representations include individual objects
and their unique properties, physical factors, etc. In [7], a variational auto-encoder
is trained together with a recurrent attention network, which decomposes the ob-
jects in an image. More recently, the work in [114] takes one step further to
decompose the image into objects and enable object manipulation without requir-
ing object-level annotations. Furthermore, in [107], the proposed encoder-decoder
framework factors each input image into depth, albedo, viewpoint, and illumina-
tion, using a single unsupervised reconstruction loss.

The aforementioned approaches achieve unsupervised learning of scene repre-
sentations mainly by carefully designing the auto-encoding framework. The pro-
posed approach shares the same philosophy, but is more aggressive in terms of the
performed representation shifting. The self-learned graph representation is further
away from the input image representation in terms of the level of data abstraction,
while in other works [7, 107, 114], the self-learned representations are at a lower
level of abstraction and thereby closer to image-like representations.

B. Neural-symbolic computing: The lack of interpretability and generaliza-
tion prohibits the broader deployment of deep-learning-based AI to critical tasks
that involve safety and ethics. One motivation of neural-symbolic AI [22] is to
solve this issue of conventional neural networks with symbolic reasoning. Re-
cent work mainly focuses on transforming symbolic representations into the for-
mat of tensors, such that neural networks are able to perform symbolic reason-
ing with conventional tensor computations. For instance, the neural tensor net-
work (NTN) [94] is proposed to reason over relationships between two entities
using relation-knowledge embedding. Other than relational knowledge, a logic
tensor network (LTN) is able to encode logical formulas into neural networks [89].

An alternative direction is to have a hybrid neural-symbolic system in which
a neural network and a separate symbolic system can interact with each other,
as long as a proper interface can be designed [22]. This is conceptually demon-
strated by various specific tasks, such as video action reasoning [123] and visual
Q&A [91]. This chapter follows a similar direction and proposes a graph auto-
encoder that encodes image information into a graph that subsequently serves as
the neural-symbolic interface. The predicted graph is fully explainable, and there-
fore can be processed by any symbolic system, which is showcased with a simple
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rule-based classifier in Section 5.5.2.

C. Learning generalization and interpretability: Neural networks tend to over-fit
the training data and lack generalization to unseen data: a performance drop can
be easily observed when the input data has a minor domain gap compared to the
training data. Domain adaptation research [50, 124] has been carried out to im-
prove the network generalization on multiple datasets within the same setting for
the same task, e.g. semantic segmentation for autonomous driving under different
weather conditions. Meta-learning techniques, including few-shot learning [109]
and one-shot learning [39], are proposed to push the generalization of networks
even further: the network is expected to work properly even if the task settings
are significantly changed, e.g. classifying a novel unseen label. This is typically
achieved by an adaptation process with limited exposure to the new task configu-
ration.

Instead of approaching the generalization under the conventional deep learning
paradigm, i.e. learning black-box feature tensors, representation learning at a sym-
bolic level could naturally exhibit better generalization. This is because symbolic
representations, e.g. scene graphs, are fully explainable, thus non-relevant domain-
specific information can be identified and neglected if necessary. This chapter high-
lights this advantage by performing shape classification for unseen shapes, which
only employs a simple shape description in the form of rules, e.g. “a triangle has
three nodes that are all connected by lines”. This is achieved without an additional
mini-learning session, and as such, it can be considered as a particular rudimentary
form of zero-shot learning [104].

To summarize, despite being unprecedentedly powerful, contemporary neural
networks have limitations, in terms of generalization, interpretability, need for
massive annotations during training, etc. This chapter touches upon these fun-
damental limitations and proposes a novel graph auto-encoding framework that
could potentially improve artificial intelligence.

5.3 Methodology

This section first provides a formal definition of both learning and inference phases
in Section 5.3.1, and then details the novel design of the proposed auto-encoder
and its training settings in Section 5.3.2 and Section 5.3.3, respectively.

To present the concept, this chapter takes a simplified task with a synthetic
dataset as an example. The dataset contains a few visible simple shapes con-
structed by non-directed graphs. The nodes in the graphs are the endpoints of
line segments and the edges are defined as the binary connectivity between two
nodes, i.e. the presence of a line. Some samples are visualized in Figure 5.5 for
a better understanding of the task. The details of the dataset will be discussed in
Section 5.4. Ideally, the task and dataset can be extended with more complicated
definitions. However, as the first step, this chapter opts to simplify the task and
focus on the basic methodology.
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5.3.1 Problem definition

As illustrated in Figure 5.1, the proposed approach is composed of two phases:
learning and inference. The auto-encoder first learns the graph representation from
images without any external supervision. Afterwards, during the inference, an ad-
ditional knowledge-based shape classifier is introduced, in combination with the
learned encoder, to form a hybrid neural-symbolic classification system.

Learning scene graphs via auto-encoding: Given an input image I, it is as-
sumed that there exists a scene graph G = (V,E). Parameter V is a set of nodes
corresponding to localized object regions (line endpoints in the proposed task) in
image I, and E are the edges representing the relationships between two object re-
gions V (a connected line segment between two endpoints in the proposed task).
Note that each element vi and eij in V and E with subscripts i, j as indices, could
have one or multiple semantic labels. Thus, the scene graph generation (SGG)
task can be formulated as the mapping f : I 7→ G. Most approaches [52, 81, 108]
factorize it mainly into two sequential sub-mappings, i.e. f = fE · fV , where

fV : I 7→ V,
fE : (I, V ) 7→ E.

(5.1)

The mapping fV : I 7→ V transforms the image to a list of nodes and is often
accomplished by object detection frameworks, and fE : (I, V ) 7→ E estimates rela-
tionships between nodes based on image context, i.e., it is a relationship classifier.
Both of these mapping processes are usually performed by neural networks. In the
conventional fully-supervised setting, for each training sample the ground-truth
nodes V̄ and edges Ē are provided, such that the neural networks performing the
mapping f : I 7→ G can be trained using the ground truth.

If the ground truth V̄ and Ē are not available, the conventional approaches
cannot be applied, since they are discriminative models trained in a supervised
manner. In contrast, we opt for extending the SGG task to graph auto-encoding.
The encoder f : I 7→ G is expected to perform the same task as in SGG [38].
Only in this case, the ground-truth supervision is not provided. The decoder g :
G 7→ I takes the intermediate graph information as input, and re-generates the
input image in a fully differentiable manner. By organizing the fully differentiable
encoder and decoder in sequential order, auto-encoding techniques can be used to
learn the graph information without external supervision.

Formally, the objective is to have two mapping functions f and g, where

G̃ = f(I) = fE · fV (I),
Ĩ = g(G̃),

(5.2)

such that
f, g = argmin

f,g
L(I, g(f(I))), (5.3)

in which L(·, ·) is a similarity measure of two images.

Inference with hybrid neural-symbolic system: During inference, the decoder
mapping g : G 7→ I is not needed, and the encoder f : I 7→ G continues to extract
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scene graphs G̃ from novel unseen images. This interpretable graph representation
can be employed for multiple different applications. To demonstrate the neural-
symbolic interface capability of the obtained graph, this chapter proposes a simple
knowledge-based symbolic shape classifier h : G 7→ L as an example. This classifier
takes the predicted scene graph G̃ as input and predicts high-level shape labels.
Together, they formulate a hybrid neural-symbolic system with the scene graph
being the interface. Formally, the system can be written as

G̃ = f(I) = fE · fV (I),
L̃ = h(G̃),

(5.4)

where G̃ and L̃ are the predicted scene graphs and shape labels.
The knowledge-based symbolic shape classifier h : G 7→ L simply stores the

knowledge of different shapes as adjacency patterns, and predicts the shape of each
input graph by adjacency pattern matching. Specifically, for each input graph G̃,
the shape classifier first examines the number of nodes in G̃. Based on the number
of nodes, the corresponding adjacency matrix is further examined by several graph-
isomorphism tests with the adjacency patterns of known shapes in the knowledge
base. Once a certain graph is matched with a certain shape pattern, the corre-
sponding label from the knowledge base is retrieved. For example, if the graph
has three nodes in total, and in the adjacency matrix the nodes are all connected
with each other, then the predicted class label retrieved in the knowledge base
for this node/adjacency pattern is “triangle”. If none of the node/adjacency pat-
terns is matched, the classifier predicts the “unknown” class, since it is beyond the
knowledge encoded in the knowledge base.

Note that this chapter employs a simple symbolic classifier to showcase that the
learned scene graph representation can serve as a bridge between neural networks
and conventional symbolic systems. There is no doubt that more advanced sym-
bolic systems can be applied to further boost performance and can provide more
functionality.

5.3.2 Network

The overall design of the network for the graph auto-encoding task is visualized in
Figure 5.2. It consists of an encoder and a decoder, containing five differentiable
modules: node attention, coordinate transformation, relation classification, differ-
entiable image synthesis, and image refinement. The five modules are sequentially
connected and trained in an end-to-end manner using the image self-reconstruction
loss. In the following paragraphs, the designs of the encoder and decoder are dis-
cussed in detail.

Encoder: from image to graph

As discussed above, the encoder part of the network predicts the scene graph from
the input image, which is formalized as the process f = fE · fV : I 7→ G. The
encoder is composed of three sequential parts, namely node attention, coordinate
transformation, and relation classification. All of these modules are end-to-end dif-
ferentiable. The output of the encoder, i.e. the bottleneck of the auto-encoder, is



88 Self-supervised learning of interpretable scene graphs

G
ra

p
h

N
o
d
e
 m

a
trix

R
O

I p
o
o
lin

g

E
d
g
e

 

R
O

Is

A
d
ja

c
e
n
c
y
 m

a
trix

 

…

T
e
a
c
h
e

r n
o
d
e
 

a
tte

n
tio

n
 m

o
d
u
le

In
p
u
t im

a
g
e

C
o
a
rs

e
 

im
a
g
e

R
e
fin

e
d
 

im
a
g
e

S
tu

d
e
n

t n
o
d
e
 

a
tte

n
tio

n
 m

o
d
u
le

R
e
la

tio
n
 

c
la

s
s
ific

a
tio

n
Im

a
g
e
 

re
fin

e
m

e
n
t

D
iffe

re
n
tia

b
le

 

d
ra

w
in

g
 

D
iffe

re
n
tia

b
le

c
o
o
rd

in
a

te

tra
n
s
fo

rm

Figu
re

5.2
–

D
esign

of
the

proposed
auto-encoder.

The
entire

fram
ew

ork
is

trained
end-to-end

using
only

the
self-reconstruction

supervision.
See

Section
5.3.2

for
m

ore
details.



5.3 Methodology 89

the graph represented by two matrices: the node-position matrix and the adjacency
matrix.

Node attention: At the early stage, two node-attention modules are imple-
mented in parallel with several convolutional layers from ResNet-50 [30]. The
teacher-attention module is for self-learned node attentions, while the other student-
attention module is for learning the attentions from the self-learned teacher, see
upper-left part of Figure 5.2. The functionality of the node-attention modules is to
take the image as input and produce heat maps of expected node locations.

For the self-learned teacher-attention module, we extract features from the sec-
ond residual block in ResNet-50 and reduce the output channels of two blocks to
128 and 64. On top of the residual blocks, two extra convolutional layers are em-
ployed, to predict the node-attention maps Matt, with their spatial size reduced by
a factor of 4 due to the previous pooling operations. The number of channels in
Matt is pre-defined and is denoted as the maximum number of nodes Nmax. Each
channel in the node-attention maps Matt is passed through a 2-D softmax layer,
such that the summation of all the elements strictly equals to unity. This process
is essential for the later computation of node coordinates. It is expected that the
attention channels are able to provide channel-wise heat maps indicating the de-
tected node locations. However, no supervision or extra information is supplied to
the teacher-attention module, and the network is able to learn by itself from the
final reconstruction loss by means of gradient back-propagation.

Although the teacher-attention module is able to learn where to attend the
existing nodes without supervision, some limitations exist: a) the pre-defined max-
imum number of nodes Nmax will create redundancy and ambiguity when the real
nodes are less than the maximum, and b) it cannot generalize to scenarios with
nodes more than Nmax. Thus, this chapter proposes a student-attention module that
learns from the teacher, but in a more generalizable manner. The student module
has a similar network structure. The only key difference is that the attention map
has a single channel and the training target of this channel is the summation of
the attention channels from the teacher module. Afterwards, a yolo-like [82] grid
proposal and non-maximum suppression [74] techniques are employed to extract
the node matrix in the same format as the teacher module.

Since the student attention is based on region proposals, it does not rely on the
pre-defined maximum number of nodes Nmax, and naturally generalizes to various
numbers of nodes. This process is not fully differentiable, so that it cannot learn
directly from the image-reconstruction loss like its teacher. Instead, the student-
attention module is learned simultaneously from the teacher’s prediction with a
simple binary cross-entropy loss. Thus the teacher-student approach allows for a)
self-learning via the teacher, and b) generalization via the student. During infer-
ence, the student attention can be employed instead of the teacher seamlessly, and
it exhibits even better performance in some scenarios, which will be showcased in
the experiments of Section 5.5.2.

Coordinate transformation: The functionality of this module is to transform the
local maxima in the heat map to node coordinates for the graph representation, in
a fully differentiable manner. Being different from other common detection frame-
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Figure 5.3 – Visualized process of coordinate transformation using the differentiable spatial-to-
numerical transform (DSNT) [75] technique. The heat map is transformed to image coordinates
in a differentiable manner by matrix operations. See Section 5.3.2 for more details.

works [24, 25, 83], in the proposed setting, the coordinates of nodes are not pro-
vided as the ground truth. Therefore, all the modules must be differentiable, such
that the earlier teacher-attention module can learn via back-propagation. It is non-
trivial to transform the positional information in the heat maps in a differentiable
way to numerical coordinates. This chapter employs the differentiable spatial-to-
numerical transform (DSNT) module [75] to perform the transformation. Due to
the usage of the previously mentioned 2-D softmax layer, for each channel, the
heat map can be seen as a 2-D probabilistic distribution of a certain node. Thus, it
is possible to create two fixed template maps containing the numerical coordinates
for each pixel, in horizontal and vertical directions. With element-wise multiplica-
tion and summation, the numerical coordinates for each node can be computed,
see Figure 5.3 for an illustration. In this stage, trainable parameters are absent and
the computation is fully deterministic and differentiable.

Relation classification: Once the coordinates of the nodes are computed, the
relation classification is performed on all possible pairs of nodes, which results in
an adjacency matrix as part of the predicted graph. To implement this, a set of
regions of interest (ROIs) for classification are constructed by combining two node
coordinates into a bounding box. Then ROI pooling [83] is applied on the input
image, which creates a batch of local image patches of size 16×16, for further edge
prediction by a relation classifier. This classifier consists of two convolutional layers
(kernel size being 3 and output channels being 32 and 16) with batch normaliza-
tion, ReLU activation, and max-pooling. The output features of these convolutional
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layers are flattened and processed by two fully-connected layers for final relation
classification. The supervision is provided via an image-reconstruction loss, which
is detailed in Section 5.3.3, since the auto-encoding pipeline is fully differentiable.

Note that in the proposed toy task the relation represents the binary connectiv-
ity, while it can be extended with semantic information with little extra effort. The
predicted node connectivity, together with the previously computed nodes, com-
poses the output of the encoder, i.e. a graph encoded by a node-position matrix
and a node-adjacency matrix.

Decoder: from graph to image

The task of the decoder g : G 7→ I is to reconstruct the input image given the graph
information provided by the encoder. The key is to ensure that the reconstruction
flow is fully differentiable such that the complete pipeline can be trained together
end-to-end. The decoder contains two modules, namely differentiable image syn-
thesis and image refinement, which are detailed as follows.

Differentiable image synthesis: Inspired by [37], this chapter utilizes a template-
based image synthesis approach, which is referred to as differentiable drawing. Its
design is presented in Figure 5.4. A template set is created to contain all the
pre-defined relationships that can exist in the dataset. In the proposed task, the
template set contains only a line segment, see Figure 5.4. For each forward pass of
the network, the differentiable drawing module walks through all the edges in the
predicted adjacency matrix. For the edges that need to be visualized in the image, a
spatial transformer network [35] is implemented to copy and draw the correspond-
ing edge template onto the canvas, with differentiable bi-linear interpolation. The
differentiable drawing module is able to create a coarse reconstructed image Ĩcoarse

on a blank canvas. This process can be formalized as gcoarse : G 7→ Ĩcoarse.

Image refinement: On top of the coarse image Ĩcoarse, a refinement network
grefine : Ĩcoarse 7→ Ĩrefine is applied for further post-processing. This refinement pro-
cess does not change the structural information but modifies and eliminates the
textural differences between the created coarse image and the real input image.
In the implementation, the refinement network contains three convolutional lay-
ers a kernel size of 3, and intermediate channel size of 16. PReLU activations are
employed between every two layers.

5.3.3 Training

The complete framework is trained end-to-end without supervision which requires
manual annotations. To achieve this objective, this chapter applies three losses dur-
ing training: a) the main image-reconstruction loss on the refined image, b) the
auxiliary reconstruction loss on the coarse image, and c) the supervision loss for
the student-attention module so that it can learn from the self-learned teacher.

Main image-reconstruction loss: As the main image-reconstruction loss, the
structural similarity index measure (SSIM) [105] is utilized. This loss encourages
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Figure 5.4 – Structure of the proposed differentiable drawing module. The line segments are
copied and pasted onto a blank canvas according to the provided bounding-box list in a dif-
ferentiable manner. This is enabled by employing the spatial transformer network [35]. See
Section 5.3.2 for more details.

the decoder to reconstruct the input image and therefore stimulates the encoder to
understand the image in terms of graphs in an implicit manner. At its core, SSIM
compares the perceived change in structural information, including luminance and
contrast, which exhibits behavior closer to the human visual system (for detailed
interpretation and implementation, see [105]). We apply SSIM losses with the
multi-scale (MS-SSIM) setting on the refined images in the experiments, which is
formulated as

Lmain = MS-SSIM(Ĩrefine, I), (5.5)

where Ĩrefine and I are the reconstructed refined image and input image, respec-
tively.

Auxiliary image-reconstruction loss: To further improve the reconstruction qual-
ity, in addition to the main loss Lmain on the refined image, the same loss is also
applied on the coarse image. It is intended to stabilize the adjacency prediction
and regularize the functionality of the refinement network, which will be verified
and discussed in Section 5.5.3. Similarly, the auxiliary loss can be formulated as

Laux = MS-SSIM(Ĩcoarse, I), (5.6)

where Ĩcoarse and I are the reconstructed coarse image and input image, respec-
tively.

Student-attention loss: The conventional binary cross-entropy (BCE) loss is im-
plemented for student-attention module learning. The learning target Mstu-target is
dynamically generated from the prediction of the teacher module Matt by normal-
izing the maximum value for each channel and then stacking channels together
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into a single channel, which is formulated as

Mstu-target =

Nmax∑
i=1

Matt[i] / max(Matt[i]). (5.7)

Afterwards, the target map Mstu-target is binarized and the loss Lstu-att for training
the student-attention module can be formalized as

Lstu-att = BCE(M̃student,Mstu-target). (5.8)

Overall loss: With the previously defined three sub-losses, the overall loss can
now be specified as a weighted sum by

Loverall = Lmain + λ1 · Laux + λ2 · Lstu-att, (5.9)

where λ1 and λ2 denote the weights for loss balancing and are empirically set to
λ1=0.1 and λ2=1 in the experiments. The ablation study for the losses is later
presented in Section 5.5.3.

5.4 Experiments

This chapter performs the following experiments to demonstrate and verify the pro-
posed graph auto-encoding method. Two baselines are set for performance com-
parison, including a supervised graph parser baseline, and a CNN classifier baseline.

• Evaluation on seen data: The performances are evaluated and compared
between the proposed approach and baselines, using the test data sharing
the same distribution with the training samples.

• Evaluation on unseen data: This experiment directly applies the trained mod-
els on an unseen dataset with multiple unseen shapes, and verifies the gen-
eralization of the proposed approaches.

• Ablation studies: To validate the design choices, two ablation studies of the
proposed approach are performed, including varying the maximum number
of nodes, and training the network with different loss settings.

The remainder of this section details the experimental settings, including the
datasets, baselines, metrics, and implementation details. In Section 5.5, the de-
tailed experimental results are presented and discussed.

5.4.1 Datasets

To research and demonstrate the proposed auto-encoding method, two synthetic
datasets are created, namely Simple Shape Seen and Simple Shape Unseen. The
Simple Shape Seen dataset contains 50,000 images that only contain rectangular
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shapes. Each shape is processed with random affine transformation (including
scale, rotation, shear, and translation) and is drawn on an empty black canvas with
the size of 128× 128 pixels. The dataset is split into three parts in the experiments,
i.e. train (45,000), validation (1,500), and test (3,500). In contrast, the Simple
Shape Unseen dataset has 3,500 images, containing several shapes with similar
random affine transformations that do not occur in the seen dataset. The unseen
shape includes line, triangle, and pentagon. This dataset is not used for training the
network, instead, it is for testing the generalization of the learned network (see
Fig 5.5 and Fig 5.6 for some visualized samples of the two datasets). Note that
for the Simple Shape Seen dataset, each sample has a fixed number of nodes, i.e.
4 (rectangle), while for samples in the Simple Shape Unseen dataset, the number
of nodes varies, including 2 (line), 3 (triangle), and 5 (pentagon).

5.4.2 Baselines

Two baselines are proposed in the experiments, namely graph parser and CNN clas-
sifier, to validate the proposed approach.

Graph parser: A fully-supervised baseline is proposed, which has the same
functionality as the proposed approach, i.e. parsing input images into graphs. It
shares a similar design with the proposed encoder network, but has access to the
ground-truth graph during training. To enable a fair comparison, the capacity
of the baseline network is aligned with the proposed network as much as possi-
ble, including the overall structure designs and network layer settings. Since the
ground-truth graph is provided, the decoder is no longer needed for this baseline,
and we directly apply two supervisions to the encoder’s outputs, i.e. the node ma-
trix and the adjacency matrix. Furthermore, since the teacher-attention module
is no longer needed to provide the self-learned attention maps, only the student-
attention module is utilized in the graph parser baseline.

To train this baseline, first, the supervision for the node-attention channels is
provided by creating a ground-truth heat map with Gaussian kernels at the ground-
truth locations of nodes. This map is utilized as the ground truth for computing
the binary cross-entropy loss. Second, for each training step, the node matching
between the prediction and the ground truth is performed, to re-generate the tem-
porary ground-truth adjacency matrix, which should be aligned with the correct
temporary node order. This allows for the computation of cross-entropy classifica-
tion loss. With the aforementioned two supervisions, i.e. pixel-wise node-attention
loss and binary cross-entropy classification loss, the graph can be learned in a fully-
supervised manner.

Note that it is not expected that the proposed approach can outperform the
fully-supervised counterpart using self-supervised learning. Instead, the purpose
of this baseline is to obtain a reasonable upper bound that the proposed self-
supervised approach can be compared with.

CNN classifier: To further validate the interpretability and generalization of the
graph-based approaches, this chapter also includes a conventional CNN classifier as
the second baseline. In this case, graphs are not relevant, since it is only trained to
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directly predict the shape labels of input images in a conventional fully-supervised
manner. Like the previous baseline, the capacity of the network is also aligned with
the proposed approach as much as possible. This baseline is motivated from the
perspective of shape-classification tasks. Unlike the graph-based neural-symbolic
systems, the CNN classifier cannot generalize to unseen shapes that are not exposed
during training, which is experimentally demonstrated in Section 5.5.2.

5.4.3 Metrics

This chapter uses two metrics for evaluating the performance: a) triplet-matching
score and b) shape-classification accuracy. The first decomposes a scene graph into
triplets and reflects the detection quality for each triplet in graphs. The second
reflects the higher-level quality of graph prediction, which is the accuracy of shape
classification. Since the CNN classifier does not provide graphs as output and pre-
dicts the shape label directly, we only report its shape-classification accuracy in the
experiments.

Triplet-matching score: To evaluate the quality of scene graph, the image-wise
SGG metric is often used in the literature [52,81,108]. The idea is to organize the
prediction graphs and ground-truth graphs as two sets of triplets with the format
of <object, relationship, object>. Afterwards, the triplet matching is performed to
compute the conventional Recall@k metric. The main reason for only using the
recall in literature is that the manual annotations are sparse and it is not possi-
ble to annotate all existing relations between objects. However in the proposed
dataset, since the images are created from a given graph, it is possible to capture
the complete graph information. As a consequence, in this chapter, the precision
is also reported. In the proposed evaluation protocol, we also consider the task as
the detection of triplets like in the literature, and use F1 score with the underlying
metrics precision and recall. Specifically, a true positive sample is identified if all
three elements match with one of the ground-truth triplets.

Since the proposed approach might have multiple predictions for the same
triplet (when using teacher-attention modules and the maximum number of nodes
is redundant), we process the raw prediction and delete the redundant triplets
prior to evaluation. The recall is computed without sorting the confidence, and all
the predicted triplets are used for the precision computation. In this sense, the F1

score metric not only covers the previously used SGG metric, which is essentially
the recall. Using the F1 score is more challenging in terms of triplet-redundancy
evaluation, since it includes the precision.

Shape-classification accuracy: The previous metric only evaluates the raw graph
predictions in terms of triplet matching, which remains at the local level. For the
shape-classification accuracy, the performance is evaluated directly on the predic-
tions from the combined neural-symbolic system or the CNN classifier baseline.
Therefore, this metric reflects the overall performance of the complete system dur-
ing the inference. In practice, the predicted labels from different approaches are
collected and compared with the ground-truth labels, for accuracy computation.

This metric is employed along with the conventional triplet-matching metric,
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and is more challenging for graph-based approaches to some extent: if one triplet
is mispredicted, the shape will be absolutely wrong, while the F1 score of triplet
matching will only degrade slightly.

5.4.4 Implementation details

All the approaches are trained using PyTorch. The Adam optimizer is utilized
for the training of all models (batch size=32, β1=0.6, β2=0.9, and weight de-
cay=0.0001). The network in each setting is trained with different random seeds
for 5 times, and the average for each metric is reported. For the proposed approach,
we train with the initial learning rate of 0.0001 for 8 epochs. As for the graph parser
baseline, it can be noted that providing the full ground truth will significantly sim-
plify the task. Thus, we train the baseline model with the initial learning rate of
0.0001 for 5 epochs. Furthermore, the supervision quality for the adjacency matrix
is dependent on the quality of the predicted nodes, since they are used for on-the-
fly generation of the temporary ground-truth adjacency matrix. Thus, for the graph
parser baseline, in the first two epochs, only the node-attention module is trained,
and later the adjacency-classification loss is added together with the node-attention
loss. For the CNN classifier baseline, we simply train it for 2 epochs by feeding the
ground-truth shape labels, given the simplicity of the task.

5.5 Experimental results

5.5.1 Performance on seen data

This section first compares the performances between the proposed self-supervised
approach and baselines, when they are trained and tested on the Simple Shape
Seen dataset, see Table 5.1. For graph-based approaches, graph visualizations
are presented in Figure 5.5. For the proposed approach, two settings are re-
ported, when using two different node-attention sources: the self-learned teacher-
attention module (tea. att.), and the student-attention nodule (stu. att.).

From Table 5.1, it can be seen that the CNN classifier achieves 100% accuracy.
This is because the test samples are all rectangles, which is identical to the train-
ing data. Since the task is relatively simple, this perfect performance is expected.
However, it comes with a specific limitation: it cannot generalize to unseen shapes
unless re-trained with such samples. This is unlike the proposed graph-based ap-
proaches, which is demonstrated in Section 5.5.2.

As for the graph-based methods, the proposed approach with teacher-attention
module exhibits comparable performance to the fully-supervised graph parser base-
line. In terms of the F1 score, the baseline outperforms the proposed approach by
0.3%, while in terms of the shape-classification accuracy, the proposed approach
is better by a margin of 5.0%. These relatively small performance gaps show the
strength of the proposed self-supervised approach: even without any external ex-
plicit ground truth, the self-reconstruction loss is sufficient to provide supervision
for the task of graph prediction. Note that it is not claimed that the proposed ap-
proach is better in absolute sense than the graph parser baseline in terms of perfor-
mance, since it is possible to optimize its design in many aspects and achieve per-
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Method Sup.
Triplet matching Classification

Precision Recall F1 score Accuracy

Proposed (tea.) None 97.7±0.7 98.5±0.7 98.1±0.7 96.2±0.6

Proposed (stu.) None 94.0±0.6 92.5±1.1 93.3±0.6 66.7±3.5

Graph parser Graph 98.5±0.6 98.7±0.2 98.6±0.4 91.1±1.7

CNN classifier Label - - - 100.0±0.0

Table 5.1 – Quantitative results of the proposed approach and the supervised baselines evalu-
ated on the Simple Shape Seen test set. Two baselines require different supervisions (indicated
by Sup.) during training, while the proposed approach does not require any external supervi-
sion. The best results are printed in bold.

formance improvements. However, this chapter opts for keeping the network de-
sign identical, to obtain more meaningful insights into the proposed self-supervised
approach.

For the proposed approach, the performance difference between the student
and teacher node-attention modules is also compared. The self-learned teacher-
attention module exhibits better performance compared to the student counter-
part by 4.9% triplet-matching F1 score and 28% classification accuracy. This is
expected, since the student module takes the teacher module’s prediction as the
ground truth. The acceptable performance drop shows that the training of the stu-
dent module is effective. Although the self-learned teacher-attention module has
better quantified performance, the implementation of the student-attention mod-
ule is necessary for dealing with unseen shapes. This property will be validated in
the experiment on the Simple Shape Unseen dataset in Section 5.5.2.

Unlike many other auto-encoding approaches that process the data in the same
format, it is worth to emphasize that in this case, the information in the bottleneck
is a conventional interpretable graph. By creating differentiable transformation
modules, an image-graph-image auto-encoding framework is able to regress the
graph information in this conventional format automatically. This property is novel
even without considering the quantified performance.

However, it must be clarified that the unsupervised approach contains several
limitations that the supervised counterpart does not share. First, even though this
experiment uses a simple dataset, it is less efficient for the network to learn un-
der the self-supervised setting. This can be noticed by the number of training
epochs used by different approaches. Second, the baseline is less sensitive to ran-
dom effects during training, while the proposed approach, although very rarely,
has chances to collapse. The cases in which the proposed approach collapses are
considered as outliers and are not included in the quantitative results. Third, if the
task is more complicated and challenging, the self-supervised learning would be
less effective or potentially even fail, compared to the fully-supervised approach.
Nevertheless, this basic research demonstrates that it is possible to learn the graph
representation without any manual annotation using auto-encoders.



98 Self-supervised learning of interpretable scene graphs

Nodes:

0.45 0.46

0.20 0.63

0.20 0.47

0.45 0.87

Adjacency:

0 1 0 1

1 0 1 0

0 1 0 1

1 0 1 0

Nodes:

0.46 0.87

0.22 0.68

0.19 0.47

0.46 0.48

Adjacency:

0 0 1 1

0 0 1 1

1 1 0 0

1 1 0 0

Nodes:

0.18 0.73

0.46 0.89

0.46 0.46

0.20 0.47

Adjacency:

0 0 1 1

0 0 1 1

1 1 0 0

1 1 0 0

Nodes:

0.21 0.35

0.42 0.85

0.46 0.46

0.17 0.47

Adjacency:

0 0 1 1

0 0 1 1

1 1 0 0

1 1 0 0

Ground truth Proposed (teacher att.)

Graph parser baseline Proposed (student att.)

Ground truth Proposed (teacher att.)

Graph parser baseline Proposed (student att.)

Nodes:

0.30 0.15

0.39 0.41

0.37 0.66

0.63 0.39

Adjacency:

0 1 0 1

1 0 1 0

0 1 0 1

1 0 1 0

Nodes:

0.33 0.41

0.33 0.15

0.65 0.40

0.36 0.66

Adjacency:

0 1 0 1

1 0 1 0

0 1 0 1

1 0 1 0

Nodes:

0.41 0.41

0.64 0.39

0.31 0.15

0.36 0.66

Adjacency:

0 0 1 1

0 0 1 1

1 1 0 0

1 1 0 0

Nodes:

0.28 0.40

0.28 0.15

0.35 0.65

0.60 0.35

Adjacency:

0 1 1 0

1 0 0 1

1 0 0 1

0 1 1 0

Figure 5.5 – Qualitative results of the graph-based approaches evaluated on the Simple Shape
Seen test set. Two examples are presented (separated by the horizontal line). For each example,
the reconstructed shapes and the corresponding graphs of different approaches (indicated at the
top) are visualized. The results of the CNN classifier baseline are not visualized, since it directly
predicts the shape labels.
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Method Sup.
Triplet matching Classification

Precision Recall F1 score Accuracy

Proposed (tea.) None 48.4±5.2 62.8±3.7 54.5±3.6 1.3±1.1

Proposed (stu.) None 90.9±4.7 83.0±5.3 86.5±2.8 67.5±3.2

Graph parser Graph 90.3±4.3 88.0±6.9 88.8±2.6 80.1±3.8

CNN classifier Label - - - 0.0±0.0

Table 5.2 – Quantitative results of the proposed approach and the supervised baselines eval-
uated on the Simple Shape Unseen dataset. The CNN classifier cannot generalize to unseen
shapes, while the graph-based approaches (graph parser baseline and the proposed approach
using student-attention module) generalize well. The best results are printed in bold.

5.5.2 Inference on unseen data

As discussed in Section 5.1 and Section 5.2, generalization and interpretability
are the key limitations of contemporary deep neural networks. This experiment
evaluates the generalization of the proposed approach under extreme conditions
whether the network is able to directly generalize to unseen input shapes even
without a single adaptation. This experiment utilizes the models trained on the
Simple Shape Seen dataset and directly evaluates the performance on the Simple
Shape Unseen dataset, which contains unseen shapes including line, triangle, and
pentagon. Table 5.2 shows the quantitative performance of different approaches,
and Figure 5.6 visualizes some qualitative results of graph-based approaches.

This experiment demonstrates that the graph-based approaches, including the
proposed and the graph parser baseline, have the capability of generalization to
unseen shapes. This is achieved by introducing the additional knowledge-based
symbolic classifier. Even without a single exposure of a certain shape, it is possible
to describe the adjacency information of unseen shapes in the symbolic system.
Then, the task for the network is to generate the description of the scene, i.e. the
graph, such that it can be explained and understood by the symbolic system. The
combination of the network and the knowledge-based symbolic classifier forms an
explainable and generalizable neural-symbolic shape classifier.

Specifically, for all graph-based approaches, this experiment uses the same sym-
bolic classifier that has the knowledge of three different shapes. By doing this,
the relative comparison is mainly between the different networks. Along with the
shape-classification accuracy, the local triplet-matching performances are also re-
ported for a comprehensive evaluation. From Table 5.2, it can be observed that
the proposed network with the teacher-attention module fails to predict correct
graph representation for unseen shapes (54.5% F1 score and 1.3% classification
accuracy). This is because the teacher attention, although being able to learn the
nodes by itself, has the number of nodes pre-defined and fixed. As a consequence,
it cannot generalize to other shapes with a varying number of nodes. In con-
trast, the proposed approach with the student-attention module is able to predict
graphs with arbitrary number of nodes: no matter if the tested nodes are decreased
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Figure 5.6 – Qualitative results of the proposed approach evaluated on the Simple Shape Un-
seen dataset. Three examples are presented (separated by the horizontal lines). For each exam-
ple, the reconstructed shapes and the corresponding graphs of different approaches (indicated
at the top) are visualized.
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Figure 5.7 – Performances of the fully-supervised CNN classifier tested on the Simple Shape
Unseen dataset, when re-training it with newly exposed unseen shapes. The performances of the
proposed approaches and the fully-supervised graph parser baseline are also indicated. When
the percentage of the exposed unseen shapes is relatively low, e.g. 0.5%, the graph-based ap-
proaches can still outperform the CNN classifier baseline.

(line, triangle) or increased (pentagon). Interestingly, the graph parser baseline,
although being able to generalize to unseen shapes and still having the best per-
formance, fails to retain the large margin compared with the proposed approach
with the student-attention module, as in Section 5.5.1. The margins for F1 score
and classification accuracy are reduced from 5.2% to 2.4%, and from 23.0% to
12.6%, respectively. The proposed approach even slightly outperforms the base-
line in terms of precision. This further validates the generalization of the proposed
approach when using the student-attention module.

In contrast to the graph-based approaches (the proposed and the graph parser
baseline), the CNN classifier baseline does not share the generalization to unseen
shapes. From Table 5.2, it can be observed that the CNN classifier baseline exhibits
0% accuracy on unseen shapes, since it can only predict labels that are included in
the training set.

Re-training the CNN classifier baseline with unseen shapes: Given the failure of
the CNN classifier on the unseen shapes, one additional experiment is performed to
fairly reflect the performance of the CNN classifier baseline and further showcase
the generalization of the graph-based methodologies. We re-train the CNN clas-
sifier with a training set that contains an increasing portion of unseen shapes, to
enable its functionality of predicting unseen shapes. After re-training, the accuracy
is re-evaluated on the same Simple Shape Unseen dataset, and compared with two
graph-based approaches (the proposed and the fully-supervised graph parser). The
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comparison is visualized in Figure 5.7. As expected, as long as the CNN classifier is
exposed to unseen shapes during training, it is able to provide satisfactory perfor-
mances. The more unseen shapes are included in the training set, the higher the
performance it can achieve. However, when the number of unseen shapes is lim-
ited, e.g. 0.5%, the graph-based approaches can still outperform the CNN classifier,
even though they are never trained with unseen shapes. It is worth to highlight that
in the setting where unseen shapes are included in the training set, the comparison
between graph-based approaches and the CNN classifier is never fair. The fact that
the graph-based approaches can still outperform the CNN classifier (when 0.5% of
unseen shapes are included for re-training) further validates the generalization of
the proposed approach.

5.5.3 Ablation studies

To validate the design choices and effectiveness of the proposed approach, this
section performs two ablation studies, namely robustness to pre-defined number of
nodes, and loss ablations.

Robustness to pre-defined number of nodes: In the previous main experiments,
the pre-defined maximum number of nodes for the teacher-attention module is
set to 4, according to the property of the seen dataset (rectangular shapes). This
experiment investigates the performance change when the defined maximum num-
ber of nodes is redundant, which is typical for real tasks. Table 5.3 presents the
quantitative results of the proposed approach when different values for the maxi-
mum number of nodes are applied. For the sake of simplicity, this experiment only
shows triplet-matching F1 score (along with shape-classification accuracy), since
the precision and recall are highly correlated to it.

From Table 5.3, it can be concluded that the redundancy of the maximum num-
ber of nodes will result in a performance drop. With the defined maximum number
of nodes increasing, the triplet-matching F1 score and shape-classification accuracy
decrease accordingly, which holds for both teacher-attention and student-attention
modules. This is mainly because the prediction tends to be undecidable, when the
network has extra chances to reconstruct the image. For example, to reconstruct a
certain triplet in an image, if there are two extra triplets for the network to predict,
the network cannot decide whether to generate one triplet with the confidence of
connectivity being unity or to generate three triplets with the confidence of con-
nectivity being 1/3. Both choices will result in the same and correct coarse image,
which inhibits the network to provide the single correct prediction.

When the node redundancy is limited to, e.g. 5 and 6, the performance can
remain at an acceptable level, although the self-learned teacher-attention module
fails when the maximum number of nodes is very large, e.g. 100% extra nodes or
more. Furthermore, note that as long as the learning is successful, the student-
attention module can in theory handle an arbitrary number of nodes during in-
ference, and the system is not restricted by the pre-defined maximum number of
nodes.

Loss ablations: This experiment also performs the ablation study of different
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No. of defined nodes
Triplet matching Shape classification

F1 score Accuracy

Tea. att. Stu. att. Tea. att. Stu. att.

4 98.5±0.7 93.3±0.6 96.2±0.6 66.7±3.5

5 95.4±1.5 90.8±1.3 83.9±6.5 56.2±6.3

6 93.8±1.9 88.0±2.5 77.6±8.4 42.6±10.0

Table 5.3 – Quantitative results of triplet-matching F1 score and shape-classification accuracy
for the proposed approach evaluated on the Simple Shape Seen test set, when varying the defined
maximum number of nodes in the self-learned teacher-attention module. The best results are
printed in bold.

Reconstruction loss
Triplet matching Shape classification

F1 score Accuracy

Tea. att. Stu. att. Tea. att. Stu. att.

Full 98.5±0.7 93.3±0.6 96.2±0.6 66.7±3.5

W/o coarse 98.0±0.6 92.5±1.9 96.6±0.8 66.7±6.2

W/o refine 90.8±1.0 82.2±3.1 66.8±1.9 34.4±3.0

Table 5.4 – Quantitative results of triplet-matching F1 score and shape-classification accuracy
for the proposed approach evaluated on the Simple Shape Seen test set, when trained with
different losses. The best results are printed in bold.

loss settings, to verify the design choice of the training loss. In addition to the loss
setting introduced in Section 5.3.3, two variants of the loss are tested, with their
performances listed in Table 5.4. Similar to the previous ablation study, only the
triplet-matching F1 score and shape-classification accuracy are presented for the
sake of simplicity.

The default setting (full reconstruction loss) and the loss without coarse image
reconstruction, exhibit similar performance in both metrics (see the first and sec-
ond row in Table 5.4). However, if the coarse reconstruction loss is disabled, it can
be observed that the standard deviation increases by a large margin when using
the student-attention module: it grows from 0.6 to 1.9 for F1 score, and from 2.5
to 6.2 for classification accuracy. This validates the necessity of the coarse image
reconstruction, which stabilizes the performance when using the student-attention
module.

Instead of applying the main loss after the refinement sub-network, this exper-
iment also tries to apply it only on the coarse reconstructed image that is directly
provided by the differentiable drawing module, without using the refinement net-
work. From the third row in Table 5.4, it can be noticed that the performance for
every metric decreases with a large margin. This is mainly due to the domain gap
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Figure 5.8 – Samples of input images (left), images generated by the differentiable drawing
module (middle), and images predicted by the refinement network (right). The domain gap
can be observed between the input and coarse images, which is eliminated by the refinement
network.

between the training images and the online generated images from the differen-
tiable drawing module. This domain gap can also be observed in Figure 5.5. In this
case, the supervision is not passed through the refinement network, thus the do-
main transformation is not performed. Since the (MS-)SSIM measures pixel-level
similarity between two images, the domain gap will result in additional noise dur-
ing the loss computation. This effect inhibits the image-reconstruction task, which
should be domain-invariant and only focus on the graph structure itself. This ex-
periment shows the importance of the refinement network and verifies that it can
perform the domain adaptation task via self-supervised training.

5.6 Conclusion

This chapter has proposed a novel auto-encoder that can learn to extract visual ele-
ments from an image and encode them in a scene graph. This learning is achieved
without the need for manually annotated ground truth. At its core, the scene
graph’s node and adjacency matrices are self-learned by properly designing the
network architecture of the encoder, and aligning it with a decoder that is based
on differentiable image-drawing techniques. Furthermore, this chapter has also
demonstrated that the learned graph representations are fully interpretable such
that a knowledge-based classifier can take them as input and predict the corre-
sponding shape labels via several isomorphism tests. Together with the learned
encoder, they compose a hybrid neural-symbolic system.

In the context of research challenges listed in Section 5.1, the proposed auto-
encoding approach with novel differentiable modules addresses these challenges
in the following way.

• Learning without annotations: A novel image-graph-image auto-encoding
paradigm is proposed to enable the capability of learning graph represen-
tations without external supervisions. The proposed framework shares the
same philosophy of conventional auto-encoders, but performs the representa-
tion transformation in a more aggressive manner, since the regressed graphs
are different from the commonly learned non-interpretable tensors.
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• Neural network that interacts with graphs: The graph auto-encoder network
is designed in this chapter to accomplish the aforementioned task. It consists
of five differentiable modules, namely node attention, coordinate transforma-
tion, relation classification, differentiable image synthesis, and image refine-
ment. These modules are connected with each other sequentially, to form
a complete auto-encoding pipeline. Each of these modules can perform its
unique functionality that interacts and processes graphs in a differentiable
manner.

• Generalization and interpretability: The knowledge-based classifier is able
to parse the predicted graph based on the stored knowledge, as humans do.
Furthermore, since the proposed network extracts visual elements from the
image, it is naturally able to generalize to unseen shapes, without requiring
any adaptation process. Together with the symbolic knowledge-based classi-
fier, the complete system exhibits generalization and is able to classify unseen
shapes.

Although the approach proposed in this chapter demonstrates a generalizable
and interpretable hybrid neural-symbolic system, key limitations exist. Currently, it
cannot be scaled to more complex scene understanding tasks, such as scene graph
generation from natural images. Therefore, it is still far from the stage where
generalization and interpretability issues are fully solved, and further significant
research is needed. Nevertheless, this research could be a potential step in the
direction of using graphs as an interface between neural networks and symbolic
systems, thereby creating a path towards generalizable and interpretable artificial
intelligence.

In the next chapter, further progress is made based on the fundamental re-
search of graph auto-encoding achieved on simple shapes. The proposed approach
is extended to a real-world scenario that is relevant for automated mobile sys-
tems: parsing road-layout images into graphs. The predicted road graphs contain
high-level structural information about the road, e.g. topologies, and therefore are
beneficial for applications such as route-planning.





Chapter 6
Self-supervised graph parsing
from road layout

6.1 Introduction

The previous chapter has made the initial step towards parsing pixel-based low-
level representations into higher-level structural graphs that describe the same
scene. The proposed graph auto-encoder is applied to synthetic images contain-
ing simple shapes. The research of the previous and this chapter is motivated by
the fundamental limitations of the current scene understanding approaches, where
the predicted representations are often pixel-based, e.g. pixel-wise labels, bounding
boxes with pixel coordinates, etc.

These pixel-based representations are common and widely utilized in the com-
puter vision community. However, for automated mobile systems, many down-
stream tasks typically do not act on pixel-level information but require more high-
level abstract representations, e.g. graph/vector maps. For instance, given an image
depicting an urban scene, an off-the-shelf convolutional neural network can per-
form the segmentation of the road pixels seamlessly [90], or even simultaneously
perform the transformation from front view to bird’s-eye view (BEV) [112], see the
left part of Figure 6.1. Despite being powerful, these approaches lack the inherent
structural understanding of the road, such as its topology, which may be desired
for downstream decision-making and route-planning tasks.

This chapter is based on the fundamental research of image-graph-image auto-
encoding in Chapter 5, together with the occupancy grid mapping and completion
pipeline achieved in Chapter 3 and Chapter 4. The objective of this chapter is to
create a complete processing system that elevates the pixel-level sensory inputs
to a structural graph level. Specifically, given a front-view RGB image containing
urban scenes, the end-to-end task starts with estimating a road-layout map in BEV,
and then parsing this map as a graph, which is visualized in Figure 1.3. Since
the first-stage task in Figure 6.1, i.e. front view to BEV road-layout mapping and

The contributions of this chapter were presented at the 2022 IEEE Intelligent Vehicles Symposium.
The code and data are available at https://github.com/tue-mps/road-as-graph.

https://github.com/tue-mps/road-as-graph
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Figure 6.1 – Automated mobile systems are able to capture rich photometric data at low cost,
and obtain semantic understanding of scenes using state-of-the-art artificial intelligence, e.g.
transforming front-view RGB images into bird’s-eye-view (BEV) road layouts [112]. Based on
the research in Chapter 5, this chapter makes one step forward towards a high-level under-
standing of urban scenes for automated mobile systems by parsing road layouts as human-
interpretable graphs. As visualized above, given a BEV road layout as input, the proposed
network is able to predict a graph describing the road-layout scene, which contains road joints
as nodes and their connectivity as edges.

completion, has been solved in previous chapters, as well as in lateral following
state-of-the-art solutions [67, 112], this chapter focuses on the graph parsing task
from BEV road layouts. Highlighted as the second stage in Figure 6.1, this graph
parsing task is to extract the joints of road as a set of nodes, and further predict
the connectivity between two arbitrary detected nodes as edges. Together, the set of
nodes and edges, compose a graph that describes the observed road layout in an
efficient and structural manner.

Although the previous chapter has formulated a similar task on simple shapes
and proposed a network for learning the task in a self-supervised manner, some ad-
ditional research challenges occur when applying the methodology to real-world
samples, e.g. road layouts. These research challenges can be summarized as fol-
lows.

• Non-structural patterns in the real-world dataset: Unlike synthetic toy datasets,
the real-world road layouts contain non-structural patterns and introduce do-
main gaps between the road segment templates used for the differentiable
drawing module. This gap will inhibit the self-supervised learning process.
Therefore, novel solutions should be proposed to eliminate the domain gap
and handle or even ignore the non-structural patterns.

• Fair evaluation metrics: It is natural that non-structural patterns, e.g. zig-
zag, exist in real-world road layouts, and it is reasonable that additional road
joints are detected for such patterns. This phenomenon is expected, but it will
result in a significant performance drop using the metric applied in Chapter 5,
which is based on triplet matching. Therefore, new metrics are required to
fairly evaluate the quality of the predicted road graphs.

This chapter performs a series of experiments using the real-world Argoverse
dataset [10]. To train the previously proposed image-graph-image auto-encoder
on real-world data, a synthetic road-layout dataset is generated and employed.
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Two datasets are combined in each batch with a certain proportion during training,
which encourages the network to ignore the non-structural real-world patterns that
do not exist in synthetic data. Furthermore, a novel metric, i.e. road-topology clas-
sification accuracy, is utilized to evaluate the prediction performance. The results
show that the proposed approach exhibits decent performance against a strong
fully-supervised baseline, and fits well to several use cases for real applications.

The remainder of this chapter is organized as follows. Section 6.2 discusses the
work related to this chapter. Section 6.3 defines the end-to-end scene understand-
ing task that takes front-view RGB images as input and predicts high-level graph
representations of road. The detailed implementation of the proposed approach
and improvements made for real-world road layouts are introduced. Section 6.4
and Section 6.5 evaluate the proposed approach and its baseline by a series of ex-
periments, and demonstrate two use cases that are relevant with automated mobile
systems. In Section 6.6, the conclusion is drawn for this chapter’s contributions.

6.2 Related work

This section discusses three research topics that are relevant to this chapter, namely
pixel-based scene understanding, scene graphs, road parsing and modeling.

A. Pixel-based scene understanding: Scene understanding is vital for automated
mobile systems, which has also been a broad and challenging topic in the com-
puter vision community. Various tasks with the corresponding solutions are pro-
posed step-by-step towards a more comprehensive understanding of sensory in-
puts, e.g. images: from object classification [43] to detection [25], and from se-
mantic segmentation [90] to part-aware panoptic segmentation [14]. Each evolu-
tionary step introduces extra information that a perception system could deliver,
and takes a step forward towards a more holistic understanding of scenes. De-
spite the achieved advances in neural networks, the understanding capability of
machines is still distant from that of humans in terms of robustness, generaliza-
tion, and efficiency. One potential reason is that the representations processed by
machines often remain at a low abstraction level (per-pixel labels, bound-box co-
ordinates, etc.), which are not well suited for higher-level automated reasoning on
the observed scenes. Therefore, it is preferred to process and represent the scenes
using a more structural, efficient, and informative format, e.g. scene graphs [38],
instead of image-like tensors.

This higher-level representation can be generated by rule-based or model-based
methods. For instance, traditional approaches can be employed to detect the road
joints, and then connectivity between them can be further identified. However,
these approaches often lack scalability and generalization. Thus, this chapter at-
tempts to address this task under the paradigm of deep learning, as proposed in
Chapter 5. In this paradigm, neural networks have the potential to deal with vari-
ous semantic labels for key joints and connectivity in future developments.

B. Scene graphs: Scene graphs are pioneered by [38], where detected objects
from input images are modeled as nodes, while semantic relations between them
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are modeled as edges with relational labels. Recently, more approaches [52, 55,
81, 108] are proposed on top of this, and deliver state-of-the-art performance and
efficiency on public benchmarks, such as Visual Genome [42]. Naturally, all of
them rely on ground truth provided by the dataset for training deep scene graph
generation (SGG) models. This also holds for each new domain-specific scene
graph generation task.

The key difference between these state-of-the-art methods and the proposed
method is that the proposed method does not rely on the massive annotated ground
truth for training, and the graphs are learned in a self-supervised manner. Although
it is currently restricted to parsing binary road layouts, it brings the benefits of deep
learning approaches to this task, which is currently often pragmatically solved us-
ing rule-based or model-based solutions.

C. Road parsing and modeling: Closer to the proposed approach from an appli-
cation perspective, representations and the corresponding processing approaches
have been proposed to describe the road layout. This directly benefits the scene
understanding of automated mobile systems. One direction is to parse raw sensory
input (e.g. images from a front-view camera) into BEV, which provides a straight-
forward map of the local road layout [64]. Further work has improved the quality
of road layout and extended the unobserved region due to the sensor’s field-of-view
limitation. This can be achieved by either post-processing [60, 86], or as part of
an end-to-end solution [67,112]. On top of this, another road-layout model [106]
is proposed, which performs a similar task but provides an extended road-scene
model with enriched elements.

Research has been carried out also on representing road layouts in a more
structural manner, instead of taking them as image-like tensors or semantic oc-
cupancy grid maps. In [45], a scene graph is extracted based on the segmented
road elements (road markings, curbs, etc.), using a rule-based algorithm as post-
processing. The proposed approach is close to [45] in terms of the predicted graph
representations, but is achieved using self-supervised deep learning without pre-
defined rules and models.

To summarize the related work, it is arguably beneficial to parse sensory inputs
into higher-level structural representations, such as scene graphs, compared to con-
ventional pixel-based solutions. Furthermore, it is preferred to achieve this objec-
tive without manually annotating massive ground truth. With the aforementioned
preferences, this chapter employs the approach proposed in Chapter 5 with addi-
tional contributions. Specifically, real-world road-layout data and its correspond-
ing evaluation metrics are employed, in contrast to the synthetic simple shapes
in Chapter 5. To further improve the performance, the real-world data is trained
together with the synthetic data, which is referred to as the novel dual-dataset
training paradigm. These contributions are detailed in the following sections.
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6.3 Methodology

This section first defines the complete task formally and briefly discusses the em-
ployed network originally proposed in Chapter 5. Afterwards, the novel dual-
dataset training technique is introduced, which enables the network to process
real-world data with non-structural patterns.

6.3.1 Problem definition

As illustrated in Figure 6.1, given a front-view image IFV that contains the road lay-
out, it is assumed that a graph G = (V,E) exists, which describes the road layout in
an interpretable and structural manner. To be specific, V is a set of positional coor-
dinates of road joints vi, and E denotes an adjacency matrix with each element eij
representing the connectivity between joint vi and joint vj . The graph G contains
all the key information for understanding the road layout, and the physical and
semantic meaning of every element can be explained by humans. The proposed
graph definition is inspired by contemporary geographic map projects, e.g. Open-
StreetMap [29], where the large-scale database also contains nodes and edges rep-
resenting the road layout. In OpenStreetMap, each node, carrying its geographical
location and a unique identifier number, represents one single point on the map,
and each edge represents a poly-line on the map, carrying and connecting an or-
dered list of node identifiers. The proposed graph definition is similar to these
commonly used formats, which are already widely used for modern navigation
applications. Therefore, these graph representations can be directly utilized by
various downstream tasks.

With the defined graph format, the objective is to predict the aforementioned
graphs from front-view RGB images. This chapter decomposes the complete pro-
cess into two stages. The first stage is the mapping from front-view RGB image
to BEV binary road layouts, which is realized by one of the state-of-the-art net-
works [112]. Note that the approaches proposed in Chapter 3 and Chapter 4 can be
concatenated to perform the same first-stage task. Since the most recent follow-up
research [112] outperforms the results obtained in Chapter 3, this chapter directly
employs the road-layout predictions from the solution in [112].

The first-stage task is denoted as

IBEV = fpre(IFV), (6.1)

where IBEV is the binary road-layout image, and fpre is the off-the-shelf mapping
approach [112]. Afterwards, the binary road-layout image is processed using the
proposed network as the second-stage task, which is formalized as

G = f(IBEV), (6.2)

where f is the mapping function that takes the BEV road layout IBEV as input and
predicts the graph G. This second stage is the key task to focus upon in this chapter,
while the complete two-stage pipeline is presented as an application experiment in
Section 6.5.3.



112 Self-supervised graph parsing from road layout

G
ra

p
h

N
o
d
e
 m

a
trix

R
O

I p
o
o
lin

g

E
d
g
e

 

R
O

Is

A
d
ja

c
e
n
c
y
 m

a
trix

 

…

T
e
a
c
h
e

r n
o
d
e
 

a
tte

n
tio

n
 m

o
d
u
le

In
p
u
t im

a
g
e

C
o
a
rs

e
 

im
a
g
e

R
e
fin

e
d
 

im
a
g
e

S
tu

d
e
n

t n
o
d
e
 

a
tte

n
tio

n
 m

o
d
u
le

R
e
la

tio
n
 

c
la

s
s
ific

a
tio

n
Im

a
g
e
 

re
fin

e
m

e
n
t

D
iffe

re
n
tia

b
le

 

d
ra

w
in

g
 

D
iffe

re
n
tia

b
le

c
o
o
rd

in
a

te

tra
n
s
fo

rm

Figu
re

6.2
–

N
etw

ork
structure

ofthe
proposed

approach
thatauto-encodes

real-w
orld

road-layoutim
ages.

The
design

is
from

the
im

age-graph-im
age

auto-encoding
approach

proposed
in

Chapter
5.

In
this

chapter,the
input

im
ages

for
self-supervised

learning
are

real-w
orld

road
layouts

together
w

ith
synthetic

road
layouts.

See
Section

6.4
for

details.



6.3 Methodology 113

6.3.2 Network-based approach

This chapter adopts and deploys the same auto-encoder network as proposed in
Chapter 5, to realize the aforementioned task, which is illustrated in Figure 6.2.
It is initially used for learning graphs from simple synthetic shapes [59], and this
chapter extends it to handle real-world road layouts with extra training config-
urations, which are detailed in Section 6.3.3. The network is composed of an
encoder f and a decoder g. The encoder f : IBEV 7→ G learns to predict graphs
from input road layouts and is solely used for inference. The decoder g : G 7→ IBEV

learns to take the graph predictions from f as input, and reconstruct the input road
layout as images, which is only required during training for passing gradients to
the encoder f . By training the auto-encoder with the image-reconstruction loss,
the graph information is learned without any external supervision. The complete
auto-encoding pipeline can be formalized as

G̃ = f(IBEV),

ĨBEV = g(G̃).
(6.3)

The following paragraphs briefly introduce the design and functionality of the
proposed network. Chapter 5 [59] is referred to for more detailed design and im-
plementation.

Encoder: The encoder f is designed to sequentially perform two sub-tasks:
a) road-joint detection, and b) joint-connectivity classification, which are illus-
trated at the left part of Figure 6.2. Given a road-layout image as input, two con-
ventional CNN-based modules, i.e. teacher-attention module and student-attention
module, are first applied to detect the joints of road layouts. During training, the
teacher module learns to attend a joint for each channel in the output image-like
tensor. Afterwards, the attended joints are transformed into image coordinates in
a differentiable manner. The transformed coordinates are used to generate a set
of local regions of interest (ROIs) between two arbitrary detected joints using ROI
pooling. Finally, these ROIs are taken as inputs by a CNN-based relation classi-
fier that estimates the binary connectivity between two arbitrary joints. Together,
the predicted node matrix containing coordinates and adjacency matrix containing
connectivities compose a complete graph for each input road layout.

Together with the teacher-attention module, this chapter utilizes a student-
attention module for the same node-attention task. The difference is that, unlike the
teacher module, the student module has no pre-defined number of nodes, i.e. fixed
number of channels in the output tensor, and attends all the road joints in a single
channel. With this, the student module is able to generalize to images with an
arbitrary number of road joints, but cannot be fully differentiable during training.
Therefore, it learns to attend joints under the supervision of the teacher module.
The student module is used during inference in replacement of the teacher module.

Decoder: The decoder, visualized at the right part of Figure 6.2, is employed to
pass the supervision signal from the image-reconstruction loss to the encoder dur-
ing training. Specifically, it performs another two sub-tasks: a) differentiable draw-
ing and b) image refinement. The differential-drawing module is created based on
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the grid-sampling technique from the spatial transformer network [35]. It takes
the graph from the encoder as input, and draws road segments onto a blank image
in a differentiable manner. This process results in a coarsely reconstructed road-
layout image. Afterwards, an image-refinement module is applied to predict the
refined images for self-supervised learning, which merges the domain gap between
coarsely reconstructed images and input images.

6.3.3 Training with real and synthetic data

With the encoder and decoder sequentially connected, the complete auto-encoder
is trained with road-layout images in a self-supervised manner. We simply feed
images to the proposed auto-encoder and encourage it to reconstruct the input im-
age at the output of the decoder, by applying a similarity loss between the recon-
structed and input images. The same loss function L is employed as in Chapter 5,
i.e. multi-scale structural similarity index (MS-SSIM). The training procedure can
be formalized as

f, g = argmin
f,g

L(IBEV, g(f(IBEV))), (6.4)

where IBEV are the road-layout images used for training.
A key difference between the task proposed in this chapter and the original

one in Chapter 5 is that this chapter aims to handle real-world road-layout data,
instead of parsing simple synthetic shapes into graphs. This results in new chal-
lenges for the proper training of the auto-encoder. The original naive training, i.e.,
feeding only the real-world road-layout data for auto-encoding, is not sufficient
to encourage the convergence of learning. This is demonstrated by the ablation
study in Section 6.5.2, where a large standard deviation of the performance can
be observed. The fundamental reason is that the employed differentiable draw-
ing module generates coarse images using synthetic line segments. It is sufficient
to reconstruct the structural road-layout information, but is not able to generate
non-structural real-world road patterns, e.g. minor zig-zags, even with the image-
refinement module applied. As a result, the pixel-wise similarity loss cannot pro-
vide adequate supervision at the structural layout level. Instead, the non-structural
real-world patterns will be also reflected in the similarity loss, which is not desired
and inhibits the training. Thus, additional contribution needs to be made to enable
the training on real-world data.

As a solution, this chapter proposes to train the auto-encoder with two types
of data simultaneously: real-world road layouts and synthetic road layouts. The
synthetic data, as detailed in Section 6.4.1, is randomly generated to simulate the
common road patterns, e.g. crossroad. Thus, each mini-batch of IBEV used for
training contains two sub-batches from two datasets:

IBEV = [IBEV_real-world, IBEV_synthetic]. (6.5)

The synthetic dataset serves as a bridge to merge the domain gap between the
structural patterns in the drawing module and the real-world data containing non-
structural patterns. The effect of different proportions of two datasets is provided
by an ablation study in Section 6.5.2.
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6.4 Experiments

This chapter performs the following experiments to validate the functionality and
performance of the proposed approach, with the experimental settings detailed in
this section and the results discussed in Section 6.5.

• Quantitative evaluation of road-topology parsing: The proposed approach is
evaluated on the real-world Argoverse dataset. A fully-supervised baseline is
also employed for comparison.

• Ablation on the dual-dataset training: To validate the dual-dataset training
strategy, different partitionings of real-world and synthetic datasets used dur-
ing training are evaluated.

• Process from front-view image to road-layout graph: This experiment demon-
strates that the proposed approach can be combined with state-of-the-art
monocular road-layout-estimation algorithms, and results in an end-to-end
process for high-level road-layout parsing from front-view RGB images.

• Processing large-scale road layouts: This experiment validates that the pro-
posed approach can handle large-scale road layouts with minor extra pro-
cessing.

6.4.1 Datasets

Two datasets are used in this chapter to enable the graph learning of road layouts
using neural networks and evaluate the performance of different approaches: the
real-world Argoverse dataset and the synthetic road-layout dataset. Some visual
samples are illustrated in Figure 6.3.

Real-world Argoverse: This dataset [10] originally provides a collection of road
layouts in BEV as ground truth for the task of front-view RGB image parsing [67].
In this chapter, we directly take these road-layout images and pre-process them
with the thinning operation, to eliminate the factor of varying road width. The
dataset and train/validation split are aligned with the settings in [67]. To fairly
evaluate the performance of the proposed task, the ground truth of the test set
is required. However, real-world road layouts contain various ambiguous non-
structural patterns, and it is therefore not possible to clearly annotate a unique set
of road joints for most samples. Instead, this chapter opts to assign a high-level
topology label for each sample, according to 9 pre-defined layout scenarios, as il-
lustrated in Figure 6.4. These labels are used for evaluation with the road-topology
classification accuracy, which is detailed in Section 6.4.2. For evaluation, 500 sam-
ples in the Argoverse test set [67] are manually annotated.

Synthetic road layouts: Given the prior knowledge of roads, a synthetic dataset
is also generated with each sample representing a random road layout. This dataset
is used to train the proposed auto-encoder together with the real-world Argoverse
dataset. To generate each sample, five nodes are randomly sampled, where four are
located on four edges of an image, and the remaining one is near the center of that
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Figure 6.3 – Visualizations of two datasets used for training in this chapter, i.e. the real-world
Argoverse dataset (left part of the figure), and the synthetic road-layout dataset (right part of
the figure). The real-world samples contain non-structural patterns of roads, while the synthetic
samples do not exhibit these patterns.

image. Since this dataset is automatically generated given the corresponding ran-
dom graphs without any real-world patterns, the precise ground-truth graphs are
available for graph-level performance evaluation, e.g. the triplet-matching score.

6.4.2 Metrics

The experiments utilize three metrics to evaluate the quality of predicted graphs
describing the road layouts, namely triplet-matching score, road-topology classifica-
tion accuracy, and average number of predicted nodes.

Triplet-matching score: This metric is also utilized in Chapter 5, where each line
segment is considered as a triplet of two connected nodes. In this chapter, the road
layouts could also be represented as a set of triplets of road-joint pairs with their
corresponding connectivity. For general evaluation, we first perform the matching
of ground-truth triplets and predicted triplets, and then calculate the precision,
recall, and F1 score.

Note that this metric is used only on the synthetic dataset, since graph-level
ground truth is not available for the real-world Argoverse dataset, as stated in Sec-
tion 6.4.1. Furthermore, even with ground truth available, it is not fair to evaluate
on the real-world data using this metric. During inference, extra joints may be
detected in the middle of a zig-zag road segment and result in redundancy of road
segments. These effects are expected and normal in real-world data, and will sig-
nificantly reduce the triplet-matching score. However, it does not imply that the
topological parsing and understanding are actually degraded.

Road-topology classification accuracy: To evaluate the performance on the real-
world dataset, the experiments in this chapter opt to classify the topology of each
road-layout image and evaluate the classification accuracy. Inspired by [3], we de-
fine nine types of topologies, depending on the accessibility of the left, front, and
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Figure 6.4 – Visualization of nine defined topologies, based on the assumption that the ego-
vehicle is located at the bottom of the BEV local road layouts. The labels (indicated at the
bottom of each sample) are used to represent the road layouts for calculating the road-topology
classification accuracy. The 500 samples from the Argoverse dataset [10] are manually anno-
tated for evaluating this accuracy given the predicted road graphs.
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Method Sup. Data-
sets

Synthetic Argoverse

F1 score Accuracy Avg. nodes Exc. ratio

Proposed None Both 92.6±0.9 80.3± 2.1 4.2±0.1 11.0%

Baseline Full Syn. 94.7±1.2 74.8±10.5 4.4±0.2 16.3%

Table 6.1 – Quantitative comparison of the proposed unsupervised approach. The provided
supervision and the employed datasets for each approach during training are also indicated.
The best results are printed in bold.

right borders of the BEV road-layout images, as visualized in Figure 6.4. These
definitions are based on the practical assumption that the ego-vehicle is located
at the bottom of each image, which holds in the Argoverse dataset. For each pre-
dicted graph, a simple rule-based algorithm is employed to decide the prediction
label, and then compare it with the manually annotated ground-truth label. The
accuracy can therefore be calculated on the test set.

Average number of predicted nodes: Given the same input, extra nodes and their
adjacency can be predicted, which results in different graphs but depicts the same
correct topology. Thus, the experiments also report the average number of predicted
nodes, as an indication of redundancy in the graphs. We calculate the reference
average number of nodes based on the ground-truth labels and their minimal ideal
graphs, which is 3.784 nodes per image in the Argoverse test set. Based on the ref-
erence number of nodes, the relative exceeding ratio can be reported by comparing
the predicted number of nodes with the ideal reference number. Note that given
the same level of topology accuracy, a lower average number of predicted nodes and
relative exceeding ratio are preferred.

6.4.3 Baseline

A strong yet comparable baseline is set for comparison. We directly employ the
same encoder used in the proposed network and train this encoder in a fully-
supervised manner using ground-truth graphs, provided with node and adjacency
matrices. However, in the proposed task, the main data are from the real world and
no ground-truth samples are available. Thus, it is not possible to train the base-
line using real-world data, and therefore we only train it with the aforementioned
synthetic road-layout dataset. The conventional binary cross-entropy is applied to
supervise the learning of the encoder. Note that strictly speaking, it is still not
fair to compare the two methods, because the conditions for supervision and used
training datasets are different. However, the comparison may fairly reveal the ad-
vantages and disadvantages of the proposed approach.
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Figure 6.5 – Qualitative results of the proposed unsupervised approach and the baseline trained
in a fully-supervised manner on the synthetic road dataset (see bottom of the columns). In the
node-attention maps, white pixels represent the attended road joints. In visualized graphs, red
dots represent the detected road joints, and white line segments represent their connectivity.

6.4.4 Implementation details

To train the proposed auto-encoder, the Adam [40] optimizer is utilized with β1 =
0.6, β2 = 0.9, and an initial learning rate of 0.0005. For each full training pro-
cedure, we train the proposed network with a batch size of 32 for 12k iterations.
Within each batch of training data, the partitioning of real-world and synthetic
data can be changed, as described in Section 6.3.3. For the fully-supervised base-
line, the sub-task for the node attention is particularly easy to train and over-fit,
and the supervision quality for the adjacency matrix is dependent on the quality of
the predicted nodes, since the node matrix is needed for on-the-fly generating the
temporary ground-truth adjacency matrix. Therefore, for the first two epochs, we
train the node-attention module only, and later the supervision loss for adjacency
classification is added together with the node-attention loss. All the experiments
are performed using PyTorch [78].

Since the proposed learning objective, i.e. image-reconstruction loss, is not di-
rectly correlated to the evaluation metrics, relatively large standard deviations oc-
cur for different training procedures. Thus, for each experiment, we train the net-
work with five random seeds and record the performance of the last three training
epochs for each full training procedure. In the experiments, the mean values of
each metric are reported together with the standard deviations.
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Trained datasets
Synthetic Argoverse

F1 score Accuracy Avg. nodes Exc. ratio

100% Argo. 29.3±5.5 67.9±11.0 3.6±0.2 -4.9%

25% Syn.+75% Argo. 84.1±4.2 75.2±4.4 3.8±0.1 4.2%

50% Syn.+50% Argo. 91.1±1.0 78.6±1.7 4.1±0.1 8.4%

75% Syn.+25% Argo. 92.6±0.9 80.3±2.1 4.2±0.1 11.0%

100% Syn. 93.8±0.8 83.7±1.8 6.6±0.6 74.4%

Table 6.2 – Ablation study of different settings for partitioning training data to the proposed
unsupervised approach. The setting with 75% synthetic dataset and 25% Argoverse dataset is
the default partitioning setting in this chapter, which achieves the optimal trade-off between
accuracy and the average number of nodes. See Section 6.5.2 for more details.

(a) Source RGB
image

(b) State-of-
the-art

prediction

(c) Ground-
truth layout

(d) Baseline
visualized

graph

(e) Proposed
visualized

graph

Figure 6.6 – Qualitative comparison of the proposed unsupervised approach and the baseline,
when taking input from predictions of the state-of-the-art method that maps front-view RGB
images to road-layout images (see bottom of the columns). In the visualized graphs, red dots
represent the detected road joints, and white line segments represent their connectivity.

6.5 Experimental results

6.5.1 Quantitative evaluation of road-topology parsing

This experiment compares and discusses the main results of the proposed auto-
encoder and the fully-supervised baseline approach. The performances are evalu-
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ated on two datasets with different metrics, given the different types of available
ground truth. The results are presented in Table 6.1 with some visualizations in
Figure 6.5.

On the real-world Argoverse dataset, the proposed approach achieves 80.3%
road-topology classification accuracy, which outperforms the baseline by a large
margin of 5.5%. Furthermore, the significantly lower standard deviation indicates
the stronger stability of the proposed approach. As for the average number of
predicted nodes, the proposed approach exhibits slightly better performance, i.e.
4.2 nodes per image (11.0% exceeding ratio), which is 0.2 (5.3% exceeding ratio)
lower than the baseline. Together with the topology accuracy, it can be concluded
that the proposed approach can understand the topology of road layouts using a
simpler graph representation.

It is understandable that the proposed self-supervised approach outperforms
the fully-supervised baseline on the real-world Argoverse dataset, since the condi-
tions of training data are different. The proposed auto-encoder is trained with both
synthetic and real-world datasets. In contrast, the baseline can only be trained on
the synthetic dataset, since the real-world data lacks ground truth for training. This
explanation is also supported by the triplet-matching F1 score evaluated on the
synthetic dataset, where the baseline approach achieves 94.7% and the proposed
approach is slightly lower (92.6%). When the ground truth is available for train-
ing, the fully-supervised approach should normally outperform the self-supervised
counterpart.

Overall, both approaches are able to deliver acceptable performance on all met-
rics. However, since the proposed approach can be trained without any external
manual annotation, it is easier to be deployed in novel real-world scenarios with
potential domain gaps. This is not possible for the fully-supervised baseline.

6.5.2 Ablation on dual-dataset training

As indicated in Section 6.3.3, the synthetic and real-world data are fused together
during the training of the proposed auto-encoder. This ablation study shows the
results when different partitionings of the two datasets are fused in each mini-
batch, with the results listed in Table 6.2.

Five scenarios are tested in this experiment. From Table 6.2, a clear trend
can be observed when increasing the proportion of synthetic data during training.
When training with only the real-world Argoverse dataset (first row), the proposed
approach is able to learn the graph with 67.9% topology accuracy. However, it can-
not provide stable predictions (11.0% standard deviation), and cannot generalize
to the synthetic dataset because it is never seen during training. By introducing
more synthetic samples in each mini-batch, the triplet-matching F1 score is signifi-
cantly enhanced, which is expected, since the training data includes samples from
the synthetic dataset. Interestingly, the road-topology classification accuracy on the
Argoverse dataset is also improved from 67.9% to 83.7% with much lower stan-
dard deviations (from 11.0% to 1.8%). This shows that introducing synthetic data
benefits the learning of real-world data in terms of both performance and training
stability, despite the fact that a) fewer real-world data samples are exposed during
training, and b) the domain gap exists between the synthetic and real-world data.
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Used ground truth Method Topology accuracy Avg. nodes

Original
Proposed 52.8±1.9 5.0±0.1

Baseline 46.8±7.7 5.4±0.2

Re-annotated Proposed 75.8±1.3 5.0±0.1

based on predictions Baseline 64.9±8.0 5.4±0.2

Table 6.3 – Quantitative comparison of the proposed unsupervised approach and the baseline,
when taking inputs from predictions of state-of-the-art method that maps front-view RGB im-
ages to road layouts. Two ground-truth settings are reported, see Section 6.5.3 for details. The
best results for each setting are printed in bold.

Furthermore, the average number of nodes and the corresponding exceeding
ratio also increase when introducing more synthetic data, especially when no real-
world data is used (6.6±0.6 nodes and 74.4% exceeding ratio). This high ratio
is not preferred since extra nodes will complicate the predicted graph. Thus, the
proposed approach takes 75% synthetic data and 25% real-world data for training,
which leads to a relatively lower average number of nodes and a higher road-
topology classification accuracy.

6.5.3 Pipeline from front-view image to road-layout graph

Recently, a series of research investigations have been carried out on estimating
road layouts in BEV from front-view RGB images [64,67,112]. To further demon-
strate the potential applications of the proposed approach, the experiment in this
section presents the results of the complete end-to-end task that is able to pro-
cess raw front-view RGB images and predict the road layouts not only as images,
but also as interpretable structural graph representations. This is also formalized
as the complete two-stage process in the problem definition (see Section 6.3.1).
This end-to-end process is potentially useful, since extra graph information could
be employed for a higher level of reasoning and planning of automated mobile
systems.

Specifically, the learned encoder is directly employed on top of a state-of-the-art
monocular road-layout mapping network [112]. The proposed network then takes
the estimated road layouts from [112] as input and predicts graphs that describe
the road scenes of the corresponding RGB images.

The results are presented in Table 6.3 and Figure 6.6. The performances are
evaluated quantitatively on the same Argoverse dataset with two types of ground
truth: a) the original topology labels as indicated in Section 6.4.1 (upper two
rows), and b) the labels that are re-annotated based on the observation of state-
of-the-art predictions (bottom two rows). When using the original ground truth,
the performance degrades compared to the approaches that take ground truth as
inputs (see Table 6.1), yet both are still able to perform the task successfully. The
performance drop is mainly due to some mispredictions of road-layout images from



6.5 Experimental results 123

Figure 6.7 – Visualization of the experimental outcomes of processing large-scale road layouts
in Section 6.5.4. Top-left: RGB image for reference; top-right: input binary road-layout image;
bottom: visualized road layout from the predicted large-scale road-layout graph. In the visual-
ized graph, red dots represent the detected road joints, and white line segments represent their
connectivity.
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the upstream monocular road-layout mapping task [113]. This explanation is also
supported by the performance when using re-annotated ground truth based on the
observation of state-of-the-art predictions, which is significantly higher in terms
of topology accuracy. Thus, it can be concluded that although the proposed ap-
proach also exhibits mispredictions occasionally, the main limiting factor for this
end-to-end task is the mapping from front-view images to BEV images and not the
proposed encoder model.

Similar to the main experiment, the proposed approach also outperforms the
fully-supervised baseline by notable margins (6% and 10.9%, using two types
of ground truth, respectively). This highlights its generalization and robustness
against inputs with prediction errors.

6.5.4 Processing large-scale road layouts

The proposed approach can be easily extended to process large-scale road-layout
images, and parse them into a graph that contains a large set of road joints and
an adjacency matrix describing their connectivity. To achieve this, we first break a
large-scale road-layout image into pieces and feed them into the learned encoder.
Afterwards, the predicted sub-graphs are merged into a single large-scale graph
describing the complete road scene, by simply applying node-coordinate offsets
and deleting redundant nodes. This application can be useful for automated map-
making from aerial images.

This experiment uses the AerialKITTI dataset [68] to demonstrate this function-
ality. This dataset contains 21 large-scale road-segmentation images, capturing the
same area as in the KITTI tracking dataset [23]. Some visualizations are provided
in this experiment, see Figure 6.7. The predictions show that a large set of road
joints and their connectivity are successfully extracted. Furthermore, it is worth
to highlight that this type of high-level understanding of large-scale road layout is
achieved with only annotation-free self-supervised learning.

6.6 Conclusion

This chapter has extended the previous fundamental research of the image-graph-
image auto-encoder in Chapter 5, and successfully applied it to parse road layouts
into graphs. The predicted graphs contain road joints as nodes, and their corre-
sponding connectivity as edges. The proposed approach can be trained without
any manual annotation, thus it is able to outperform the fully-supervised baseline,
which cannot be trained on real-world data without ground truth. Furthermore,
two potential use cases of this approach have been presented in the context of au-
tomated mobile systems: a) a complete pipeline that maps front-view RGB images
to bird’s-eye-view road graphs, and b) graph parsing from large-scale road maps.

Corresponding to the previously raised research challenges in Section 6.1, this
chapter has addressed them accordingly, of which the most important observations
are summarized below.

• Non-structural patterns in the real-world dataset: The domain gap exists be-
tween the real-world data distribution and the distribution in road-segment
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templates. The real-world road layouts contain non-structural patterns, which
do not exist in templates. This inhibits the learning of the auto-encoder, as
demonstrated by the ablation study presented in Table 6.2. To overcome
the domain gap and improve the performance, a novel dual-dataset train-
ing strategy has been proposed to encourage the network to focus on the
structural patterns and ignore non-structural ones. This is achieved by si-
multaneously training the network with real-world data and synthetic data.
In the main experiments and ablation studies, the effectiveness of this dual-
dataset training is proven, which delivers a higher performance exceeding
the fully-supervised baseline.

• Fair evaluation protocols: In addition to the triplet-matching score employed
in the previous chapter, this chapter has proposed a new set of metrics for
evaluating the quality of predicted road graphs. These metrics include road-
topology classification accuracy, and the average number of predicted nodes
(relative exceeding ratio), which are more relevant in the context of road-
layout parsing and automotive applications. Both metrics provide a compre-
hensive evaluation protocol, which is better suited for the road-graph parsing
task in this chapter.

Currently, from an engineering perspective, a model-based approach may still
be preferred for the applications presented in this chapter and be more capable,
since its behavior is more explainable and controllable. However, it is shown and
more intriguing that such complex applications can be handled with deep data-
driven approaches without any manual annotation efforts. This research could
potentially lay the foundation for follow-up research to improve on this methodol-
ogy, since it potentially offers better scalability than model-based approaches.

With the fundamental unsupervised graph learning approach proposed in Chap-
ter 5 and the application extension of it in this chapter, it is possible to translate the
bird’s-eye-view road layouts into road graphs. This process is non-trivial, since it
upgrades the representation abstraction from pixel representation to interpretable
structural graph representation, which comes with many potential advantages for
downstream tasks in the context of automated mobile systems. This process also
composes the bottom half of Figure 1.3, where the dissertation structure is de-
picted.





Chapter 7
Conclusions

With all the contributions proposed in previous main chapters, the raw front-view
sensory input, e.g. images, can be processed and improved in terms of view trans-
formation, scene completion, and representation abstraction. These contributions
could be combined as a complete data pipeline for automated mobile systems, as
illustrated in Chapter 6. Moreover, these chapters also provide individual scien-
tific contributions to three broad research topics that aim to improve the capability
of perception for automated mobile systems. Specifically, several neural networks
and their training and inference paradigms are proposed to predict the novel scene
representations. These approaches reduce input sensory requirements and enhance
scene representations in terms of the level of abstraction and completeness. Contri-
butions are also made towards self-supervised or unsupervised learning of neural
networks, which largely ease the manual annotation efforts required for new per-
ception tasks of automated mobile systems. This final chapter summarizes the
conclusions of all individual chapters, responses to the research questions raised in
Chapter 1, and presents an overall outlook on future research.

7.1 Conclusions of individual chapters

Chapter 2 has investigated the task of semantic foreground inpainting and pro-
posed a novel and efficient SFINet architecture. The SFINet takes an RGB image as
input and predicts the complete background segmentation map with all the fore-
ground objects inpainted. It is a single-stage convolutional neural network that
contains the proposed max-pooling as inpainting (MPI) module. The network is
trained with weak supervision, i.e., it does not require manual background anno-
tations for the foreground regions to be inpainted. The MPI module is applied on
the intermediate feature maps, which removes irrelevant features at foreground
regions, and further moves the nearby background features into these regions. It
improves the performance of foreground semantic inpainting task, and can be in-
serted into any CNN without blocking the gradient back-propagation flow during
training. With extensive experiments, this chapter demonstrates that the proposed
approach is inherently more efficient than the existing two-stage state-of-the-art
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method, and outperforms it by a margin of 3% mean intersection-over-union (IoU)
at the inpainted foreground regions on Cityscapes. The proposed approach also
generalizes to the unseen dataset with domain gaps better than the baseline.

Chapter 3 has proposed a representation for mobile systems, namely semantic
occupancy grids. Compared to the conventional occupancy grids, additional se-
mantic information is introduced to describe the environment. An end-to-end
network-based VED approach has also been proposed, for the task of monocu-
lar semantic occupancy grid mapping. The network learns to perform geometric
transformation from front view to bird’s-eye view (BEV) and simultaneously gen-
erates a grid map with four semantic classes. At the core, it utilizes a variational
encoder-decoder that encodes the front-view visual information of the urban scene
and subsequently decodes it into 2-D BEV coordinates. The evaluations on the
Cityscapes dataset show that the proposed VED approach outperforms the deter-
ministic mapping approach with the flat-plane assumption by more than 12% IoU.
Furthermore, it is shown that the variational sampling with a relatively small em-
bedding vector brings robustness against vehicle dynamic perturbations. In terms
of efficiency, the proposed network achieves a throughput rate of approximately
35 frames/sec. for an input image with a resolution of 256×512 pixels and an
output map with 64×64 cells, using a Titan-V GPU.

Chapter 4 has presented a novel single-step training strategy that allows convolu-
tional encoder-decoder networks to complete partially observed data by means of
hallucination. This strategy simultaneously utilizes knowledge from a) partially ob-
served domain containing incomplete samples without ground truth, and b) prior-
knowledge domain containing unpaired complete samples. With two types of data
from two domains employed, the network is trained in an end-to-end manner. This
strategy is demonstrated by the task of completing 2-D road layouts as well as
3-D vehicle shapes. In contrast to alternative approaches, the proposed training
strategy is compatible with networks that use skip connections. This improves the
detail in the completed output, while not requiring adversarial supervision. To
demonstrate the performance improvements of the approach, the proposed train-
ing strategy is benchmarked against two state-of-the-art baseline approaches. The
experiments have shown that it outperforms baselines in two aspects. First, for the
2-D road-layout completion task, this novel strategy achieves an improvement up
to 12% F1 score on the Cityscapes dataset. Second, the learned network intrinsi-
cally generalizes better than the baselines on unseen datasets.

Chapter 5 has presented fundamental investigations of learning interpretable scene
graphs from images without external supervision. Existing approaches that predict
the structural sense graphs usually follow a fully-supervised training paradigm and
therefore require meticulous annotations. In this chapter, a self-supervised graph
auto-encoding approach is proposed. This approach utilizes a fully differentiable
graph auto-encoder, in which the bottleneck is the graph that corresponds to the
input image. The only required supervision is the image-reconstruction loss that
minimizes the difference between the decoder’s reconstructed predictions and raw
input images. The exploratory experimental findings of this research are reported,
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where the presented approach is applied to elementary line drawings depicting
single shapes with limited complexity. The experiments show that the proposed
approach exhibits comparable performance to a fully-supervised baseline in terms
of triplet-matching score and shape-classification accuracy. Furthermore, the self-
learned graphs can be directly utilized for symbolic shape classification, as long as
a rule-based classifier has the corresponding knowledge of shapes. This capability
holds even for shapes that are never exposed during training. Although exten-
sive future research is needed to bring the proposed approach to complex natural
images, it could be an important step in bridging deep neural networks with graph-
based symbolic knowledge representations.

Chapter 6 further applied the previously proposed graph auto-encoder from Chap-
ter 5 to real-world use cases that are relevant to automated mobile systems, i.e. pars-
ing road-layout graphs from the corresponding BEV road-layout images. Novel
challenges are raised when applying the graph auto-encoder to road layouts: a do-
main gap appears between the real-world non-structural patterns and line-segment
templates, which inhibits the learning process and degrades the performance. As
a solution, a dual-dataset training approach is proposed to bridge the domain gap
and encourage the network to ignore non-relevant real-world patterns. Specifi-
cally, during training, the synthetic data of road layouts are employed together
with the real-world data with a certain proportion. The experiment and ablation
study show that this training strategy is able to improve the performance for the
task of road-layout parsing. Furthermore, two use cases are presented in this chap-
ter: a) a complete end-to-end pipeline that transforms front-view RGB images into
BEV road-layout graphs, and b) processing large-scale road-layout images and con-
verting them into a large-scale graph that captures the key joints and their connec-
tivity. These use cases further validate the capability of the graph auto-encoding
approach proposed in Chapter 5.

7.2 Discussion of the findings on the research ques-
tions

In this section, the performances of the proposed methods and systems are dis-
cussed with respect to the posed research questions in Section 1.4.

RQ1: Improving scene representations for automated mobile systems

RQ1.a: What are the limitations of contemporary scene representations for automated
mobile systems, and what representation types are preferred?

Most of the commonly used representations that describe the environments of au-
tomated mobile systems are inherited from conventional computer vision tasks.
They are sub-optimal for efficient reasoning about scenes at a higher abstraction
level, specifically for automated mobile systems. Limitations exist for these low-
level representations. They are often redundant and inefficient. For instance, road
information is necessary for autonomous driving, and it is typically extracted as
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a set of pixels using semantic segmentation of input images. These pixels are re-
dundant to effectively represent the road and introduce extra risks if some of the
pixels are mispredicted. In contrast, structural representations, e.g. a set of line
segments, are more efficient and robust against prediction errors. Furthermore,
additional processes are generally required for downstream tasks. Various post-
processing techniques are required that transform low-level representations to a
level that could be directly utilized for decision-making and planning. Preferably,
the representations employed for mobile systems do not share the aforementioned
limitation. They should describe the environment efficiently and compactly at a rel-
atively abstract level, such that they can be directly utilized by downstream tasks.

Towards this objective, this dissertation has proposed two novel representations
that describe the urban environment at a relatively high abstraction level. Specif-
ically, Chapter 3 has extended the conventional occupancy grids with semantic
information. They are represented in a bird’s-eye view with each grid cell indicat-
ing the semantic status of a certain region nearby the ego-system. In Chapter 6,
further abstraction of the environment is presented as graphs that contain road
information. The road-layout graph only contains a set of road joints and their
corresponding connectivity, which captures the fundamental information.

RQ1.b: Which data-driven methods can produce such preferred representations from
sensory input, including representations at a higher level of abstraction?

The semantic occupancy grids are organized in an image-like manner, which en-
ables the employment of a convolutional neural network (CNN) for generating
these representations. First, inspired by many state-of-the-art semantic segmen-
tation networks, in Chapter 3, an encoder-decoder network is proposed to gen-
erate semantic occupancy grids from raw front-view images. The network learns
to encode the sensory input into an embedding vector regularized by variational
sampling, and then decodes the vector into grids of a certain size. Second, as
for the road-layout graph, a conventional CNN-based approach cannot be applied
easily, since it is a non-image-like structural scene representation. To this end,
Chapter 5 and Chapter 6 have proposed an auto-encoding framework that learns
to estimate structural explainable representations at the bottleneck. The proposed
encoder employs a two-step pipeline that first detects road joints as a set of nodes,
and then performs connectivity classification between arbitrary two nodes as the
second step. The aforementioned two cases demonstrate that for specific scene rep-
resentation, it is possible to design a proper network architecture which delivers
the expected predictions with satisfactory performance. This holds even for novel
non-tensor-like structural representations such as graphs.

RQ2: Scene completion for ego-centric perception

RQ2.a: What are the challenges to complete the non-observed part(s) of ego-centric
observations, and what are solutions to overcome these challenges?

Neural networks have demonstrated their strong capability of completing missing
data of sensory inputs, e.g. natural image inpainting. However, they are not directly
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available for deployment in mobile systems. The key challenge is that the ground
truth is not fully available due to real-world factors, e.g. occlusions and limited
field of view. This unavailability is systemic and therefore cannot be addressed by
common data augmentation techniques, especially when a large portion of data is
missing for every sample. Therefore, common inpainting and completion networks
cannot be employed and novel approaches should be proposed.

In contrast, humans are able to infer the complete scene without a complete di-
rect observation. The fundamental reason is that the domain-specific prior knowl-
edge is involved during the parsing of sensory inputs, which enables the high-level
reasoning of complete scenes. Inspired by this, it is proposed that the comple-
tion of non-observed parts could also be reasoned like humans by utilizing the
corresponding relevant prior knowledge. For different specific tasks, the way of
utilization varies.

RQ2.b: How to make use of prior knowledge to improve scene-completion tasks?

First, the prior knowledge can be integrated as neural network modules. To in-
paint the background semantic maps of urban scenes, it is preferred to encourage
the similarity of foreground regions and their nearby background features. This
preference can be considered as domain-specific prior knowledge that is realized
by the maxing-pooling as inpainting (MPI) module proposed in Chapter 2. Essen-
tially, it improves the intermediate feature maps by copying and shifting the nearby
background features into the regions to be inpainted.

Second, the prior knowledge can be implicitly integrated also as an additional
dataset. Chapter 4 has formalized a learning problem when the ground truth for
input data is only partially available, in which case a conventional fully-supervised
training cannot be performed. The proposed solution makes use of an additional
dataset that contains samples following the same or similar latent distribution of
the samples to be completed. This dataset contains the prior knowledge, i.e., what
the data in the partially available datasets should look like, in terms of individual
unpaired samples. A novel training paradigm with three input-target supervision
pairs has been proposed to make use of the partially observed dataset and the
prior-knowledge dataset simultaneously. This encourages the network to learn to
complete the missing data in the partially observed dataset.

RQ3: Annotation-affordable deep learning for perception

RQ3.a: What elements are expensive and inhibiting the broader deployment of deep
learning?

The strong capability of deep learning comes with a price, since it can be too expen-
sive for various perception tasks. First, it requires massive training samples during
the training of networks, and the quality and quantity of available training data sig-
nificantly impact the performance of networks. Second, for most of the tasks with
a fully-supervised training paradigm, the manually annotated ground truth needs
to be provided for each input sample. The manual annotation typically makes the
training expensive and not affordable. Third, the trained network usually cannot
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generalize to novel scenarios with a certain degree of domain gap. Although re-
search has been carried out on domain adaptation, the most straightforward and
effective approach to merge the domain gap is to re-train or fine-tune the network
on the new data.

RQ3.b: Can algorithm-generated noisy ground truth be utilized for supervised learn-
ing of novel representations?

To reduce heavy manual annotation efforts, the straightforward approach is to use
algorithms as an alternative. However, one existing challenge is that the gener-
ated ground truth may contain artifacts and noise. Chapter 3 has presented a
common scenario where the ground-truth semantic occupancy grids are generated
from front-view manual semantic annotations and binocular disparities. It can be
observed that the generated ground truth contains noise that is derived from an-
notation errors, disparity matching errors, etc. The experiments demonstrate that
as long as the noise does not occur with a fixed pattern and at a fixed region, the
network is able to learn to ignore the noise. This is because a) the network nat-
urally learns to ignore minor random noise given sufficient training data, and b)
the proposed network follows an encoder-decoder fashion, which encourages the
bottleneck embedding to represent critical information and be robust against over-
fitted noise patterns.

RQ3.c: How to perform the learning of neural networks if the ground truth is partially
available or not available?

In Chapter 2 and Chapter 4, two weakly-supervised learning approaches have been
proposed to enable the training with partially available ground truth. The detailed
task-oriented methodologies have been discussed in RQ2.b, while in this para-
graph, a high-level conclusion can be drawn from the perspective of deep learning.
In the case that the ground truth is not fully available, additional mechanisms can
be utilized for weakly-supervised training. These mechanisms include novel neural
network modules as in Chapter 2, and an additional unpaired dataset as in Chap-
ter 4, etc. Although they have completely different realizations and implementa-
tions, these two methods can be unified under the same philosophy, i.e., a) utiliz-
ing additional knowledge that implicitly or explicitly describes the non-available
part of the ground truth, and b) integrating the knowledge into the networks via
weakly-supervised training.

This dissertation has also demonstrated that the expected scene representation
can also be learned without any manual annotation, even if the representation is at
a high abstract level, e.g. graphs. In Chapter 5 and Chapter 6, a graph auto-encoder
is proposed to learn graphs at the bottleneck, only from images. This graph auto-
encoder is successfully applied to process real-world road-layout images and trans-
late them into road-layout graphs that contain road joints and their connectivity.
This is achieved by properly designing the modules in the auto-encoder and ensur-
ing that all modules are differentiable for end-to-end self-reconstruction learning.

The aforementioned approaches are still limited to their specific applications,
and cannot easily generalize to arbitrary tasks and data types. However, this disser-
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tation has showcased that the need for large-scale manual annotation in modern
deep learning can be reduced or potentially eliminated, using a weakly-supervised
or unsupervised training paradigm.

7.3 Discussion and outlook

From the perspective of perception systems, regardless of the recent significant ad-
vances, it is still distant from the realization of full autonomy for all types of mobile
systems. This gap is more dominant for systems that operate in open environments
and interact with vulnerable users, e.g. self-driving vehicles, whose ultimate objec-
tive is “driving itself everywhere in all conditions without any human interaction”.
Towards this ultimate objective, in this final section, the outlook on research for
perception of automated mobile systems is discussed.

Scene completeness: First, a complete understanding of the environment is nec-
essary, without which the downstream decision-making and navigation cannot be
performed safely. Currently, most intelligent vehicles use data from multiple sen-
sors mounted locally and process the data using state-of-the-art computer vision
algorithms for scene understanding. However, the completeness is questionable
in several specific challenging circumstances. For instance, as touched upon in
this dissertation, ego-centric sensing cannot handle occlusions and thus the direct
observation is always incomplete. Although this dissertation has presented sev-
eral approaches that predict complete representations against occlusions, it is still
miles away from high reliability. Further research needs to be conducted to reach
full autonomy. It is the author’s opinion that not only the sensing algorithm itself
should be further improved, but also sensing technologies need to be strengthened
fundamentally. One possible direction would be to make use of networking and
communication between traffic participants or even between vehicles and road in-
frastructures.

Reliable and generalizable neural networks in real-world deployments: Second,
despite their significant capabilities, neural networks cannot assure reliability and
generalization. The failure cases happen for almost all well-trained networks,
when unseen extreme samples are supplied, e.g. images captured under extreme
weather conditions. These are rare cases and are not fairly reflected in conven-
tional benchmarks. The fundamental reason is that the paradigm of contempo-
rary neural networks is data-driven and function-fitting, and they cannot explicitly
reason on unseen extreme samples as humans do. This thesis has validated the
generalization of the proposed approaches on multiple unseen datasets in most of
the chapters. However, it is still distant from fundamentally addressing the issue.
The performance drop may result in critical incidences in real-world deployments,
especially when vulnerable users are involved, such as pedestrians. Online self-
supervised or unsupervised re-training could be a solution, but requires significant
computation overhead. Towards full autonomy of mobile systems, it is essential
to address these failure cases in extreme circumstances. The introduction of sym-
bolic reasoning to deep learning could be an option to address this challenge. By
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bridging neural networks and symbolic reasoning, the advantages of both can be
preserved: the powerful representation learning of neural networks, and the ex-
plainable reasoning with symbolic knowledge which brings reliability and general-
ization.

Annotation-affordable data: Third, data is and will be continuously a key factor
for perception systems with neural networks. Therefore, it is preferred to exploit
the data in a cost-efficient manner. The availability of massive training data comes
with a price, especially under the conventional paradigm of fully-supervised learn-
ing, where sufficient input-target pairs are required to train a network. This is not
only expensive in terms of manual annotation, but it will also introduce general-
ization risks in deployments with domain gaps, since it is not practically possible
to annotate the new unseen data and re-train the network. This dissertation has
presented several approaches to reduce the manual annotation efforts, including
using algorithm-generated noisy ground truth, different weak supervisions, and
learning bottleneck representations via auto-encoding. However, note that these
approaches are able to work in certain circumstances, but cannot be fundamen-
tally and generally applied to all tasks. Further research is expected to investigate
the possibility of a general learning framework, which is applicable to a broad
range of tasks and requires only a limited amount of samples for learning.

Besides the topics touched upon in this dissertation, many other technical and
societal limiting factors also exist towards the large-scale deployment of fully au-
tonomous vehicles.

Algorithm integration in real-world mobile systems: The research carried out in
this dissertation utilizes publicly available datasets and common evaluation met-
rics from the computer vision community. In real-world deployments, applying
these algorithms to a standalone mobile system is still non-trivial and challenging.
Even for state-of-the-art computation platforms, it is not realistic to operate mul-
tiple networks with different functionalities in real time. Therefore, in a practical
setting, it is recommended that multiple independent network-based scene under-
standing algorithms share the early feature extraction module that processes sen-
sory inputs. This strategy significantly saves computational resources with limited
performance degradation and is therefore important when the hardware capabil-
ity is limited. Furthermore, since multiple predicted representations at different
abstraction levels have different formats, it is important to convert them into a
consistent and complete world model that describes the environment. Although it
is not investigated in this thesis, the design of such a world model and the way it
can be maintained and updated, are also critical. Apart from implementing exist-
ing algorithms, further research has also been carried to accelerate the real-time
performance by substantially reducing the complexity of networks. As a result, a
new family of networks has emerged that has proven to perform similar to multiple
popular standard networks, with a complexity two orders of magnitude lower than
those networks. It is evident the above efforts should be carefully considered and
exploited in real-world integration.
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Power constraints: Contemporary data-driven algorithms have shown strong
capabilities, yet they require unprecedented power consumption, despite the con-
tinuously improved processor reduction in size and power. This problem is not
broadly aware in the research community, since these algorithms are often tested
without power constraints. However, in reality, the power supplied on a mobile
system is typically limited, where most of the power resources should be reserved
for maneuvering and actuation. This raises new challenges for the deployment of
state-of-the-art neural networks. It is believed that not only power-efficiency of
hardware should be improved, but the algorithms should also be energy-efficient
and eco-friendly, starting from the beginning of design.

Regulatory policies: There are also non-technical challenges existing for wider
applications of mobile systems that interact with vulnerable users. The develop-
ments of self-driving vehicles also depend on the evolution of governmental poli-
cies. Aggressive and loose policies will accelerate the advances of self-driving tech-
nologies, while potentially introducing more fatal accidents due to immature tech-
niques. In contrast, conservative policies will inevitably reduce these accidents, as
well as the development speed of automated mobile systems. A trade-off needs to
be carefully made to optimize policy on one hand, while allowing system innova-
tion on the other hand, to benefit human society in the longer term.

Finally, coming back to the main topic of this dissertation, perception is a key
upstream task for all types of mobile systems, of which the capability and perfor-
mance decide the upper bound of the downstream decision-making and navigation
systems. When going towards a higher level of autonomy, the usage of neural net-
works at a certain level is indispensable, given their strong scene understanding
capabilities from raw sensory inputs. However, beyond doubt, more research needs
to be carried out to overcome the current limitations of generalization, explainabil-
ity, and inherent hunger for expensive data with manual annotations.
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AI Artificial intelligence

ADAS Advanced driver-assistance system

AML Amortized maximum likelihood

BCE Binary cross-entropy

BEV Bird’s-eye view

CE Context encoder

CNN Convolutional neural network

CRF Conditional random field

DNN Deep neural network

DSNT Differentiable spatial-to-numerical transform

FCN Fully convolutional network

FOV Field of view

GAN Generative adversarial network

IoU Intersection-over-union

IMU Inertia measurement unit

KL Kullback-Leibler

LiDAR Light detection and ranging

LTN Logic tensor network

MPI Max-pooling as inpainting

MS-SSIM Multi-scale structural similarity index measure

NTN Neural tensor network

PCA Principal component analysis



RADAR Radio detection and ranging

RNN Recurrent neural network

ROI Region of interest

SGG Scene graph generation

SGM Semi-global matching

SSIM Structural similarity index measure

VAE Variational auto-encoder

VED Variational encoder-decoder
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