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Preface

My first introduction to scientific research took place at the end of 1994 during my
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two people have been extremely helpful. Jan Karel Lenstra guided me through the
area of scheduling by always handing me the right papers to read and introducing
me to the right people. I also learned a lot from Gerhard Woeginger. During my vis-
its to Graz Gerhard always seemed like a spring of interesting unsolved problems.
I have enjoyed working with him and learning from him because of his enthusiasm
and his inspiring ideas. Most of the work presented in this thesis is joint work with
Gerhard. I hereby thank both Jan Karel and Gerhard for their advice and support.

For the realization of this thesis, I am indebted to EIDMA for its financial sup-
port and to Han Hoogeveen, Jan Karel, and Gerhard for their careful reading of the
thesis, their corrections, and their many suggestions to improve the style. I also
thank my mother, Anneke van Opzeeland, for helping me typing parts of this thesis
and Martijn Anthonissen for his help in designing the cover.

I found visiting conferences and workshops one of the most stimulated expe-
riences during my Ph.D. period, among others because it has broadened my view.
In this context, I am grateful to Leslie Hall for having invited me to Baltimore in
1999. I appreciated her hospitality very much. I also want to show my appreciation
to Tjark Vredeveld for the pleasant collaboration in the last year. I hope that we
will continue our joint research.

Although my entire thesis deals with scheduling, I realize that scheduling is
only one small research area; one could compare it to one human being on the total
earth population. In the future I hope to enjoy learning from other fields as well.
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1
An introduction to machine scheduling

Decision making requires careful planning. One branch of decision making is
scheduling. Scheduling concerns the allocation of resources to activities over time.
The resources and the activities may vary a lot. We can think of resources as being
machines in a production environment and the activities being the operations that
have to be performed on these machines; or the resources may be processors in a
computing environment and the activities executions of computer programs. Other
examples can be found in the areas of personnel scheduling, maintenance schedul-
ing, and other types of service industries. Traditionally, the production environment
is the most common and probably the most appealing application area. Its simpli-
fied setting makes the area ofmachine schedulingone of the most active research
branches of scheduling. In this thesis we focus on machine scheduling problems
and on problems that can be modeled as machine scheduling problems.

This introductory chapter continues with a more extensive explanation of ma-
chine scheduling and a classification of the various scheduling models in Section
1.1. Next, in Section 1.2, we introduce several notions from complexity theory, and
in Section 1.3, we give an introduction to approximation algorithms. We end this
chapter with an overview of the thesis in Section 1.4.

1



2 An introduction to machine scheduling

1.1 Machine scheduling problems

As we only consider machine scheduling problems in the sequel, we refer to the
resources asmachinesand to the activities asjobs. In standard models, a character-
istic of the machine environment is that a machine can handle at most one job at a
time and that each job may be processed by only one machine at a time.

Within the area of machine scheduling there are still many different research
branches. In this thesis, we restrict our attention todeterministic off-linemachine
scheduling, where all the job data are exact and known in advance. Next to deter-
ministic scheduling, there is the area ofstochasticscheduling, where the job data
may be liable to fluctuations and only the distribution of the data is known. In
on-line scheduling, the counterpart of off-line scheduling, part of the data is not
available beforehand.

As there is a virtually unlimited number of problem types in machine schedul-
ing, there is an obvious need for modeling and classification. In the early days
of scheduling research Graham, Lawler, Lenstra & Rinnooy Kan [1979] classified
scheduling problems using athree-field notation, which is described below.

1.1.1 Problem classification: the three-field notation

Suppose that there arem machines, indicated byM1, M2, . . . , Mm, that have to pro-
cessn jobs, J1, J2, . . . , Jn. The goal is to allocate the jobs to machines over time,
subject to some requirements, so as to minimize some objective function. An allo-
cation that satisfies the requirements imposed by themachine environmentand the
job characteristicsis called afeasible schedule, or schedulefor short. If a sched-
ule is minimal with respect to theoptimality criterion, then we call itoptimal. A
scheduling problem is thus defined by its machine environment, the job charac-
teristics, and the optimality criterion; these are represented byα, β, andγ in the
three-field notationα | β | γ .

Machine environments
The most basic environment is thesingle machine, which is denoted by a 1 in the
first field. Here, each jobJj has to be processed duringp j units of time on a
single machine. A simple extension is theparallel machineenvironment, where
there arem machines available that all can process each job. Whereas we only have
to specify the starting time of each job in the single-machine environment, in the
parallel machine environment we also have to determine the machine to which the
job is assigned. There are three types of parallel machines:identical machines,
denoted byP, uniformmachines, denoted byQ, andunrelatedmachines, denoted
by R. For identical machines the processing requirement of jobJj is the same for all
machines; thereforepi j , the processing time of jobJj on machineMi , is indicated
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by p j . In case of uniform machines, the processing time of jobJj depends on the
speedvi of machineMi , that is,pi j =

p j

vi
. For unrelated machines the processing

times are not related; one could say thatpi j =
p j

vi j
, wherevi j is a job-related speed.

In the machine environments that we have seen so far, every job consisted of
a single operation. In contrast to these single-operation environments, we have the
so-calledshop environment, in which each job consists of a number of operations.
In the open shop, denoted byO, a job consists of operationsO1 j , O2 j , . . . , Omj.
OperationOi j has to be processed on machineMi (i = 1, . . . , m) for pi j units of
time; the order in which the operations are executed is free, i.e., it can be determined
by the scheduler. In thejob shop, denoted byJ, an ordering is imposed on the
operations of a job: jobJj consists of a chain ofzj operationsO1 j , O2 j , . . . , Oz j j ,
each of which has to be processed on a designated machine forpi j units of time.
Theflow shop, denoted byF , is a special case of the job shop, in which the order of
the operations is the same for every job. Furthermore, every job consists of exactly
m operations, one for each machine.

An interesting extension of the shop model is themultiprocessor shop, where
instead ofm machines, there ares stages, each consisting of a number of parallel
machines. An operationOi j that is to be processed in stagei , can be handled by
any machine in stagei .

The number of machinesm is either part of the input or equal to a fixed constant.
To indicate the difference, in the latter case, we add the letterm after the machine
environment, e.g. we indicate the identical parallel machine problem with a fixed
number of machines,m, by Pm.

Job data and job characteristics
The second field in the notation consists of the job characteristics. In contrast to
the first field, the second field may contain more than one item. We have already
introduced one characteristic: the processing timep j . There are many more job
characteristics. Below, we list the ones that we use in this thesis. Note that all
numerical data is assumed to be integral, unless explicitly denoted otherwise.

• A job Jj may have arelease date rj , that is, the job is only available for
processing from timer j onwards.

• Jj may have adue date dj at which jobJj should be finished.

• Jj may have adelivery time qj , i.e. after processingJj on a machineMi , it
still needsq j units of time to be completed. During this time,Jj does not
occupy machineMi . One can think of shipping time or time for cooling off.
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• There might be an order imposed on the jobs. We then say that there are
precedence constraintsbetween the jobs; we denote this byprec. We say that
Jj has to precedeJk, denoted byJj → Jk, if the processing of jobJk cannot
start before the completion of jobJj . We can represent the precedence con-
straints in a straightforward way by an acyclic directed graphG with vertex
set V(G) = {J1, . . . , Jn} andarc set A(G). In case the underlying graph
forms a tree with either outdegree at most one for each vertex or indegree
at most one for each vertex, we speak of tree-type precedence constraints,
denoted bytree. If the graph consists of paths only, then we have chain-type
precedence constraints, denoted bychain.

• In addition to the precedence constraints, there might be an imposed time
delay between two jobsJj and Jk with Jj → Jk. The existence of amini-
mum delay djk betweenJj and Jk implies that we can only start processing
Jk at leastd jk units of time after the completion ofJj . A variant of the
minimum delay is the so-calledcommunication delay, denoted byc jk . This
concept originates from computer science, where it represents data depen-
dencies among tasks. The need for a communication delay betweenJj and
Jk induces a minimum delayc jk in case the two jobs are scheduled on two
different machines.

• Another form of communication isinter-processor communication, due to
e.g. CPU overhead of sending and receiving messages. We represent the
communication network by an undirected graphG, with vertex setV(G) =

{J1, . . . , Jn} and edge setE(G). The edges represent parallel constraints.
Each edge{ j, k} has a positive integer weightejk associated to it; if two
incident jobsJj andJk are processed on two different machinesMi andMh,
communication costsejk are incurred on both machinesMi andMh.

• We say thatpreemptionis allowed, when the processing of any operation
may be interrupted and resumed at another moment in time; we denote this
by pmtn. Processing an operation on different machines is allowed provided
that this is done in non-overlapping time periods.

• In some applications, machines need to be set up before they can start pro-
cessing. Then, each jobJj has asetup time sj , during which the machine that
processes jobJj is blocked.

• Sometimes, we allow jobs to be partly processed by a third party. In that
case, we say that the processing times arecontrollable; we denote this by
cont. We call the amount of processing time of a jobJj after compression,
its shortened processing time aj .
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Optimization criteria
The problems we consider in this thesis have simple objectives. We mainly fo-
cus on optimality criteria that depend on thecompletion time Cj of a job Jj . We
consider problems where we minimize themakespan, i.e. Cmax = maxj C j , and
problems with a min-sum objective such as the total completion time

∑
j C j and

the total weighted completion time
∑

j w j C j , where every jobJj has aweight
w j , which indicates its importance. We also look at the delivery time model,
where the objective depends on the timeL j at which job Jj is delivered, i.e.
L j = C j + q j . In the literatureL j is often referred to as lateness and it is de-
fined as max{0, C j − d j }. In this modelL j is lateness with respect to negative
due dates−q j . We concentrate our attention on minimizingLmax = maxj L j .
In Section 2.3 we consider a problem with inter-processor communication where
the objective depends on theworkload Wi , which is the sum of the processing
times of the jobs assigned toMi and the inter-processor communication, that is,
Wi =

∑
J j ∈Vi

p j +
∑

J j ∈Vi

∑
Jk∈Z j

ejk , whereVi ⊂ {J1, . . . , Jn} is the set of jobs
assigned to machineMi andZ j = {Jk | Jk 6∈ Vi , { j, k} ∈ E}.

1.1.2 Graphical representation

Now that we have introduced the most common characteristics playing a role in
scheduling problems, we explain how we represent a schedule. As mentioned be-
fore, scheduling concerns allocating jobs to machines over time. Therefore, in a
single-operation environment a schedule is characterized by astarting time Sj and
a machine assignment for each jobJj . In a multi-operation environment we char-
acterize a schedule by the starting timesSi j of all operationsOi j .

J

J

J

J

0

0 7

1

3

Job 4

Job

5 Job

2

Job 1

2

Figure 1.1:Graphical representation

To represent the schedule graphically we use aGantt chart; see Porter [1968]
for a review on the origin of the Gantt chart. A Gantt chart is a horizontal bar
chart where thex-axis represents the time and they-axis the various machines. In
Figure 1.1, we have depicted a schedule for an instance with two identical parallel
machines and four jobs. The processing times of jobsJ1, J2, J3 and J4 are 1, 2, 4
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and 5, respectively. The first machine processes jobsJ1 and J3 (in that order), and
the second machine processes jobsJ2 and J4. The depicted blocks correspond to
the processing of the jobs. We see that the makespan of the schedule is 7, whereas
the total job completion time equals 15.

We note that in the area of bin packing the representation is often the other way
around, i.e. the bins are depicted next to each other and the time axis is the vertical
axis.

1.1.3 Examples

We start with an easy example, which is used to illustrate notions that are introduced
later on. Next, two real life examples follow. We indicate how these examples can
be modeled according to the theoretical models described in Section 1.1.1.

Example 1.1. The two-thieves problem
Gerhard W. and Han H. regularly set out at night to rob villas in their neighborhood.
At the end of the night they collect the stolen goods and divide them. Each stolen
object has a certain value, and the thieves want
to split up the objects in a fair way, that is, the
total value of the goods assigned to each thief
must be about the same. The objects them-
selves are unsplittable. To prevent the thieves
from being caught during the division of the
goods, the algorithm that partitions the goods
needs to be quick as well.

If we consider the two thieves to be machines and let the captured good rep-
resent jobs, then in terms of scheduling, the two-thieves problem can be modeled
as minimizing the makespan of a problem with two identical parallel machines,
P2 | | Cmax. Therefore, we refer to the captured objects asJ1, J2, . . . , Jn, wheren
is their number; the value of objectJj is denoted byp j . 2

Example 1.2. A video on demand system
Let us consider a video on demand server with 100 users and 15 interactive videos,
which has been discussed by Aerts, Korst & Verhaegh [2000]. There are 10 mag-
netic disks on which the data of the videos is stored. The data of one video is
divided in data blocks (e.g. blocks of approximately one second) and each data
block is stored on two randomly chosen disks.

Each user has a buffer from which he retrieves data. This buffer has limited size
(it may contain at most three data blocks) and it is filled from the disk. As we want
to satisfy the requirements of the users, we do not want the buffers to become empty.
Each buffer generates the request for a new block as soon as the amount of data in
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the buffer becomes smaller than a certain threshold (e.g. two data blocks). These
requests are handled periodically in batches following a first-in-first-out principle.
We focus on the problem to handle a single batch as quickly as possible.

Although the data blocks have equal size, the time to retrieve a block from a
disk depends on the place on the disk the block is stored: it is faster to read on
the outside of a disk than on the inside. Retrieving two different blocks from two
different disks can be done in parallel, but we cannot retrieve two different blocks
from one disk at the same time. We allow that different parts of one block are
retrieved from different disks.

Before retrieving a block from the disk, we have to locate its position on the
disk. The time between two retrievals on the same disk is called the switch time,
which is assumed to be constant. The problem is now to find an assignment of
the data blocks to the disks of minimum length, where the length is defined as the
maximum over the disks of the sum of the switch time and the read time.

The above problem can easily be modeled as a scheduling problem. The disks
are considered to be unrelated parallel machines and the retrievals are the jobs. The
processing time of a job is equal to the read time of the corresponding block. As a
block is stored on only two disks, the job corresponding to this block can only be
processed by the two machines corresponding to the disks. The processing time for
this job on the other machines is therefore set equal to∞. As different parts of one
block can be retrieved from different disks, we know that preemption is allowed.
The switch times can be viewed as setup times and the objective is to minimize
the makespan. Summarizing, the above problem is a special case of the problem
R | pmtn, sj = s | Cmax. 2

Example 1.3. An assembly-line problem
The following problem is one directly from practice. The logistics department of
the publishing company Audax is responsible for the distribution of books and mag-
azines to retailers. One among many tasks this department has to carry out is the
handling of small orders.

The daily number of small orders is about 8000. Each order consists of about
5 to 15 magazines, which have to be selected manually. The magazines in one
order are not necessarily all different. A typical order would look like: 3Libelle,
2 Panorama, 1 Sport International, 3 Story, 2 Weekend. The orders are handled
on an assembly-line, which consists of 15 pick-sections, each of which is manned
by one employee. This employee has 12 different magazine types at his disposal.
At the start of the assembly-line, empty baskets arrive. Each basket moves through
the assembly-line along the pick-sections, in the same fixed order. At some pick-
sections, the employee adds one or more magazines to the basket. At the end of
the assembly-line each basket contains one order. The magazines in this order are
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wrapped up and the basket is emptied and moves to the start of the assembly-line.
A schematic description of the process is depicted in Figure 1.2.

...

transportation

employee at pick-section

basket

empty baskets
...

wrapping up

Figure 1.2:A schematic description of the assembly-line

The pick-section for each magazine type in one order is fixed; if we consider
the order described above, we know beforehand that the employee at pick-section
3 adds threeLibelle to the basket, pick-section 5 handles the twoPanoramaand
oneSport International, pick-section 11 the threeStoryand pick-section 13 the two
Weekend. One of the problems is that the pick-sections are close to each other:
there is a buffer of five baskets in between two neighboring sections, as depicted
in Figure 1.3. So if at some time one of the employees has more work to do than
the others, the buffers get filled and the other employees have to wait. The goal is
to sequence the small orders in such a way that the total time to complete all the
orders for one day is minimized.

Figure 1.3:A buffer of five baskets in between two pick-sections

If we think of scheduling problems, we can model the assembly-line problem
described above as a flow shop problem, where the handling of one order consti-
tutes a job. Each job has 15 operations, one for each pick-section. As the baskets
cannot overtake one another, we have a special type of flow shop: apermutation
flow shop, where the order of the jobs is the same for each machine. The processing
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time of each operation is equal to the time it takes the employee at the correspond-
ing pick-section to select the necessary magazines and to add them to the basket.
Clearly, there are many operations with processing time equal to zero. The ob-
jective is makespan minimization. In the previous section, we did not talk about
models with limited storage (or buffers). There is however a wide variety of papers
published on this subject. Hall & Sriskandarajah [1996] give a nice survey on ma-
chine scheduling problems with so-calledblockingandno-waitconstraints, that is,
problems with limited storage. 2

1.2 Computational complexity

Clearly some computational problems are easier (i.e. faster) to solve than others.
The first question that arises is how to characterize the time complexity of an opti-
mization problem. We are interested in determining the time required to compute
an optimal solution of a problem as a function of the length of the encoding of its
inputx, which we denote by|x| and refer to as theinput size. We say that a problem
is easyto solve, if there is apolynomial-time algorithmwhich solves it, that is, if
there is a polynomialp such that the algorithm applied to an inputx always finds a
solution in timep(|x|). In this thesis we focus onhard problems, i.e. problems for
which no polynomial-time algorithm is known and for which it is unlikely that one
exists. Below we elaborate on the meaning of ‘it is unlikely that one exists’.

In the early seventies this concept of hardness was formalized. The foundations
have been laid in the work of Cook [1971]. Cook’s work is based ondecision
problems, where for each inputx, the output is restricted to the set{yes, no}. He
focuses attention on the classNP of decision problems for which each ‘yes’-input
x has a certificatey, such that|y| is bounded by a polynomial in|x|, and for which
one can verify in polynomial time thaty is a valid certificate forx. The set of
problems that are easy to solve is denoted byP. Clearly,P is a subset ofNP.

Example 1.4. The two-thieves problem cont’d
For our two-thieves problem, a decision version of the problem would be: ‘Does
there exists a partition of the goods, such that the total value of the goods assigned
to any of the thieves is at mostK?’, whereK is some integer. The inputx consists
of the integerK , the number of jobsn, and the processing timesp j , j = 1, . . . , n.
Hence, the length of the binary encoding ofx is |x| = O(n log maxj p j ). A proper
partition y of the goods, e.g. represented by two lists containing the processing
times, can be viewed as a valid certificate for a ‘yes’-inputx. It is easy to see that
|y| is bounded by a polynomial in|x| and that we can check thaty is a proper
partition in polynomial time. Therefore, the decision version of the two-thieves
problem is inNP. 2
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We would like to compare the computational complexity of different problems. To
this end, the concept of areductionwas introduced. With a reduction, we prove
that a problemA is ‘easier’ than a problemB, by showing thatA can be viewed
as a special case ofB. More formally, a reduction is a transformation that relates
two problems in terms of complexity; we say that problemA reduces toproblem
B (notationA ∝ B), if there is a transformation that maps any instance ofA into
an equivalent instance ofB. If this transformation can be executed in polynomial
time, then a polynomial-time algorithm forB yields a polynomial-time algorithm
for A. In fact A ∝ B implies that, from a computational point of view, problemB
is at least as hard as problemA.

We call a problemcompletein NP if every problem inNP can be polynomi-
ally reduced to it. The class of problems inNP that are complete is the class of
NP-complete problems. We note that for none of theseNP-complete problems
a polynomial-time algorithm is known and the existence of one would implyP=

NP, which is widely believed not to be the case.
The decision version of our two-thieves problem isNP-complete. However,

if the input is encoded in unary, then there exists a polynomial-time algorithm for
it. We say that the problem isNP-completein the ordinary sense; the algorithm
is said to bepseudo-polynomial. If a problem remains evenNP-complete when
the input is encoded in unary, then we say that the problem isNP-completein the
strong sense. For a more extensive treatment and more precise definitions of topics
related toNP-complete problems in the field of combinatorial optimization, we
refer to the bible ofNP-completeness: Garey & Johnson [1979].

We now return to optimization problems. Any optimization problem to which
we can transform anNP-complete problem is calledNP-hard. Hence, if the deci-
sion problem corresponding to some optimization problem isNP-complete, then
the optimization problem isNP-hard. Therefore, the two-thieves problem isNP-
hard in the ordinary sense, while them-thieves problem, wherem is part of the
input, has been shown to beNP-hard in the strong sense by Garey & Johnson
[1975].

Dynamic Programming
An important tool in designing pseudo-polynomial algorithms isdynamic program-
ming. Dynamic programming essentially is a smart way to determine an optimal
solution without enumerating all feasible solutions to a problem. It rests on a very
simple idea: theprinciple of optimality, which can roughly be stated as follows.
Suppose we need to makep sequential decisions to solve a combinatorial optimiza-
tion problem for some given initial input. Let us consider an optimal solution (i.e. a
sequence ofp decisions)x1, . . . , xp. Then the lastk decisionsxp−k+1, . . . , xp must
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be optimal when applied to the input that results when the decisionsx1, . . . , xp−k

are applied to the original input, that is, the completion of an optimal sequence of
decisions must be optimal.

The principle of optimality suggests that an optimal solution can be constructed
by breaking down the problem intop stagesat which the decisions take place.
This is what one often sees in practice. In stagek one usually computes a setLk

of states, that is, a set of solutions corresponding to a subproblem of the original
problem. The outcome of stagek, i.e.Lk, only depends on the outcome of stages
1, . . . , k − 1 and the data corresponding to thekth decision. From the final setLp

an optimal solution is determined.
Dynamic programming can be decomposed into four steps (cf. Cormen, Leiser-

son & Rivest [1990]), where the first two steps involve the design of the algorithm,
and the last two steps describe the execution of the algorithm. The first step consists
in characterizing the structure of a state. In the second step,a recurrence relation
is defined, after which the sets of statesL1, . . . ,Lp and the value of an optimal so-
lution are computed recursively in the third step. The last step consists of construct-
ing an optimal solution bybacktracking. Let us illustrate dynamic programming by
means of an example, the two-thieves problem.

Example 1.5. The two-thieves problem cont’d: dynamic programming
We choose for a dynamic programming formulation that is based on recursively
extending a list of possibilities for the total valuel of the goods assigned to the first
thief. The dynamic program consists ofn stages; in stagek we determine how to
partition the jobs for the subproblem containing{J1, J2, . . . , Jk}.

Step 1:LetLk be the sorted list containing all possible values for the total value
of a subset of the goods{J1, J2, . . . , Jk}, i.e.Lk = {

∑
j ∈S p j | S ⊂ {1, . . . , k}}. We

defineL0 = {0}.
Step 2: In each stepk, we have to decide whether or not to assign jobJk to the

first thief. This yields the following recurrence relation:Lk = Lk−1 ∪ {x + pk | x ∈

Lk−1}, for all k = 1, . . . , n.
Step 3: The dynamic program recursively computes the listsL1,L2, . . . , Ln;

the elements of the various lists can be viewed as the states in the dynamic program.
Next, we determinel as the valuex ∈ Ln for which x −

1
2

∑n
j =1 p j ≥ 0 is minimal.

Step 4: An optimal solution with valuel is now computed by backtracking in
the following way. Fork = n, . . . , 1, we recursively look ifl is in Lk−1. If l is in
Lk−1, then we assignJk to the second thief; otherwise we assignJk to the first thief
and we reset the value ofl to l − pk (i.e. l := l − pk).

Creating a listLk takesO( |Lk | ) time and the complexity of backtracking is
O(
∑n

k=1 logLk). So, the computational complexity of this dynamic programming
algorithm isO(

∑n
k=1 |Lk | ), which is pseudo-polynomial in the input size. 2
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1.3 Approximability: good, better, best, and too good to be true

As well as in practical situations as in the fable of the two thieves, we want that
our algorithms can compute a solution quickly. Often the time requirement is even
more important than the optimality of the solution. At the expense of reducing the
quality of the solution, we can often speed up an algorithm significantly. In this
thesis we considerNP-hard problems and look for efficient (i.e. polynomial-time)
algorithms that construct near-optimal solutions. Before explaining what we call a
near-optimal solution, we indicate how we measure the quality of a solution. We
focus onworst-caseanalysis, that is, the guarantees that we obtain must hold for
every possible input. This is in contrast toprobabilisticanalysis, where a probabil-
ity distribution over the inputs is assumed and the quality measure depends on the
average case behavior of the algorithm.

Definition 1.6. An algorithmA is called aρ-approximation algorithm for a min-
imization problemP, if it delivers a solution with value at mostρ OPT for every
instanceI of P, where OPT denotes the value of an optimal solution ofI . 2

The valueρ can be viewed upon as the quality measure of an algorithm and is re-
ferred to as theperformance guaranteeor worst-case ratioof the algorithm. The
closerρ becomes to 1, the better the algorithm is. Note that this measure isrelative
to the optimal value; there is also a branch in scheduling research that focuses on
absoluteguarantees. In the scope of this thesis, we are only interested in approx-
imation algorithms with a polynomial running time. As an illustration we give a
simple approximation algorithm for the two-thieves problem.

Example 1.7. The two-thieves problem cont’d: an approximation algorithm
Let us consider the so-calledtie break algorithmfor the two-thieves problem. Anal-
ogously to the tie break in tennis, the first thief may choose the first item (he chooses
the one with highest value), after which the two thieves choose turn and turn about
two items, starting with the second thief. That is, assuming that the items are sorted
in non-increasing order, the first thief gets itemsJ1, J4, J5, J8, J9, . . ..

We claim that this algorithm has a worst-case ratio of3
2 and that this bound is

tight. First, we prove that the valueCtb of a solution constructed by the tie break
algorithm is at most32OPT. To this end, we determine two trivial lower bounds
on OPT: we have thatp1 ≤ OPT and1

2

∑
j p j ≤ OPT. We defineS1 andS2 to

be the total value assigned to the first and the second thief, respectively. It is easy
to see thatS2 ≤

2
3

∑n
j =1 p j ≤

4
3OPT. Furthermore,S1 ≤ p1 +

1
2

∑n
j =2 p j ≤

p1
2 +

1
2

∑n
j =1 p j ≤

3
2OPT. Hence,Ctb = max(S1,S2) ≤

3
2OPT.

Below, we give an instance that attains the worst-case ratio of3
2. The number of

itemsn equals 4k + 1, for some integerk. The processing times of the items are as
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follows: p1 = n − 1 andp2 = . . . = pn = 1. An optimal solution is to assign item
J1 to one thief, and the other items to the other thief. Hence, OPT= n − 1 = 4k,
while Ctb = p1 +

4k
2 = 4k + 2k = 6k =

3
2OPT. 2

In Section 2.1.3 we discuss other known algorithms for the two-thieves problem
with constant worst-case ratio. The two-thieves problem can be approximated
very well: for every desirable precisionρ > 1, there is a polynomial-timeρ-
approximation algorithm. Such a family of polynomial-time(1+ ε)-approximation
algorithms for allε > 0 is called apolynomial-time approximation scheme, or
PTAS for short. If the time complexity of the PTAS is also polynomially bounded
in 1

ε
, then it is called afully polynomial-time approximation scheme, or FPTAS. In

Section 2.1.1 we present an FPTAS for the two-thieves problem.
Inspired by Hochbaum [1997], we classify approximation results into different

categories. We consider an approximation algorithm to begood if it has perfor-
mance guaranteec, for some constantc. Polynomial-time approximation schemes
fall into the categorybetter. Fully polynomial-time approximation schemes are
considered to bebest. Polynomial-time algorithms aretoo good to be truefor any
NP-hard problem (unlessP=NP). Therefore, the best we can hope for, for an
NP-hard problem, is an FPTAS. Furthermore, it follows from Theorem 1.8, that
the most powerful result for a stronglyNP-hard problem is a PTAS.

Theorem 1.8. (Garey & Johnson [1978])
There is no FPTAS for a stronglyNP-hard problem, unlessP=NP. 2

A similar statement is known for the non-existence of a PTAS. In the early ’90s,
inspired by a breakthrough paper by Papadimitriou & Yannakakis [1991], new ap-
proximability classes and a new concept of reduction were introduced. The main
class is APX, which contains all optimization problems that can be approximated
in polynomial time within some constant factor. Arora, Lund, Motwani, Sudan &
Szegedy [1992] prove that it is unlikely that for an APX-hard problem a PTAS can
be constructed.

Theorem 1.9. (Arora, Lund, Motwani, Sudan & Szegedy [1992])
There is no PTAS for an APX-hard problem, unlessP=NP. 2

In Section 3.1 we elaborate on APX-hardness and other related concepts.

1.4 Overview of the thesis

The remaining part of this thesis consists of two main parts: Chapter 2, which dis-
cusses positive approximability results, and Chapter 3, which focuses on negative
approximability results.
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We start Chapter 2 by explaining some techniques used in constructing approx-
imation schemes and approximation algorithms. In the remaining part of Chapter 2,
we illustrate the techniques discussed in the introductory section by means of ex-
amples of our own work:

• In Section 2.2 we derive a fully polynomial-time approximation scheme for
a single-machine problem in which the jobs are subject to minimum delay
precedence constraints. The results are based on Schuurman [1998].

• In Section 2.3 we investigate a parallel machine problem with inter-processor
communication costs. We construct a polynomial-time approximation
scheme for the case that the underlying graph is a tree. This section results
from Bodlaender, Schuurman & Woeginger [2000].

• In Section 2.4 we extend the results of Hall & Shmoys [1989a] for delivery
time problems to problems in which the processing times are compressible.
This section is based on joint work together with Woeginger (cf. Schuurman
& Woeginger [2000a]).

• Finally, in Section 2.5 we deal with preemptive parallel machine scheduling
with job-dependent setup times. We prove that there is a polynomial-time
approximation scheme for the restricted case of constant setup times. For the
general case, we construct a polynomial-time approximation algorithm with
a worst-case ratio that can be made arbitrarily close to4

3. Also the results in
this section are from joint work with Woeginger (cf. Schuurman & Woeginger
[1999a]).

Chapter 3 starts with a description of the main techniques for showing negative
approximability results. Next, we show several results obtained by these techniques.

• In Section 3.2 we apply the gap technique to obtain non-approximability re-
sults for the general operator graph scheduling problem described in Sec-
tion 2.3. This section is based on a joint paper with Bodlaender and Woegin-
ger [2000].

• In Section 3.3 we provide several non-approximability results for scheduling
problems with min-sum criteria. We derive these results by APX-hardness
proofs. This section results from Hoogeveen, Schuurman & Woeginger
[1998].

We end this thesis with some concluding remarks in Chapter 4. In Section 4.1
we point out some interesting open problems in the area. Section 4.2 discusses an-
other interesting area in machine scheduling: we present some results from ongoing
research on performance analysis of local search for parallel machine problems.
These results are from joint work with Vredeveld (cf. Schuurman & Vredeveld
[2000]).



2
Positive results

2.1 General techniques

We start this chapter by explaining some techniques used in constructing approx-
imation algorithms for scheduling problems. Although we restrict ourselves to
scheduling problems here, some techniques are used in and originate from other
areas in combinatorial optimization.

We cannot include all techniques used in the area: we focus on the ones that
are, in our view, most useful and most beautiful. We present the techniques in order
of the approximability status of the problems they can be applied to: from best via
better to good. First we discuss the main techniques in constructing FPTAS’es, then
we survey the way most PTAS’es are derived, and finally we show some approxi-
mation algorithms that give constant worst-case performance.

2.1.1 Constructing an FPTAS

Let us start with what is, from a worst-case point of view, probably the most power-
ful result for anNP-hard problem: an FPTAS. Recall that the existence of an FP-
TAS is reserved for a restricted category of problems: the ones the are not strongly
NP-hard (unless, of course,P=NP holds). Most FPTAS’es known from the liter-
ature are based on one of two standard techniques developed in the mid-1970’s. The
first technique, referred to as therounding-the-input-datatechnique, was probably
first used by Sahni [1976]. The second one, often called thetrimming-the-state-
spacetechnique, is due to Ibarra and Kim [1975].

15
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Both techniques are based on dynamic programming formulations of the prob-
lem. To transform a dynamic programming algorithm that finds an optimal solution
into an algorithm that computes a near-optimal solution in polynomial time, one
can, roughly speaking, do one of the following two things. Either one simplifies
the input data by rounding (the rounding-the-input-data technique), or one simpli-
fies the algorithm by joining together intermediate results, the so-called states in
the dynamic program (the trimming-the-state-space technique). Let us illustrate
both techniques in more detail by means of the two-thieves problem, introduced in
Section 1.3.

Example 2.1. The two-thieves problem cont’d: two FPTAS’es
In constructing both FPTAS’es, we use the dynamic programming formulation de-
scribed in Example 1.5. Recall that this formulation is based on the following
recurrence relation:Lk = Lk−1 ∪ {x + pk | x ∈ Lk−1}, whereLk = {

∑
j ∈S p j | S ⊂

{1, . . . , k}}.
The rounding-the-input-data technique. As we have seen in Example 1.5, the
computational complexity of the dynamic program isO(

∑n
k=1 |Lk |) =O(nLn) =

O(n
∑n

j =1 p j ). In order to make the computational complexity of the algorithm
polynomial in the input, we round the valuesp j , j = 1, . . . , n, down to the next
multiple of a (carefully chosen) integerM . We then solve the rounded instance,
denoted byÎ , by means of the dynamic program described in Example 1.5. We
choose the partition of the goods determined by the dynamic program to be the
solution of our approximation algorithm and we denote the value of this solution by
CA1.

The integerM clearly has to depend both on the desired precisionε and on
the sum of the values,

∑n
j =1 p j . We chooseM = b

ε
2n

∑n
j =1 p j c. For the rounded

instance, a listLk only consists of multiples ofM , therefore, the cardinality of
every listLk is at most 1

M

∑n
j =1 p j ≤

4n
ε

. Hence, the complexity of the dynamic
programming algorithm with the rounded data isO(

∑n
k=1 |Lk |) = O(n2/ε) and

therefore our algorithm has running time polynomial in bothn and 1
ε
.

Furthermore, the rounding error per job is at mostM . Therefore, we see that
CA1 is at most 1+ ε times the value of an optimal solution OPT(I ):

CA1 ≤ OPT( Î ) + nM
≤ OPT(I ) + nM
≤ OPT(I ) +

ε
2

∑n
j =1 p j

≤ OPT(I ) + εOPT(I )
≤ (1 + ε)OPT(I ).

In the fourth inequality above, we use the fact that1
2

∑n
j =1 p j is a lower bound on

the value of an optimal solution.
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As the approximation algorithm has worst-case performance 1+ ε and runs in
polynomial time both in the input size and in1

ε
, we have an FPTAS.

The trimming-the-state-space technique.The second approach to constructing
an FPTAS, the trimming-the-state-space technique, directly ensures that the number
|Lk| of states per step is polynomial in the input. Instead of rounding the input, we
round the values in each list, by means of a procedure ROUND, which rounds down
every value in a listLk to the next power of 1+ δ, whereδ =

ε
2n . Lk is computed

fromLk−1 by the following recurrence relation:

Lk = Lk−1 ∪ ROUND({x + pk | x ∈ Lk−1}).

With this slight change, we follow the dynamic programming algorithm to compute
an approximate solution with valueCA2.

The number of different powers that occur in a listLk is at mostO(K ), where
K =

⌈
2n
ε

log(npmax)
⌉
, since

(1 + δ)K
≥ ((1 +

ε

2n
)

2n
ε )log(npmax)

≥ 2log(npmax)

= npmax

≥

n∑
j =1

p j .

So, the running time of this algorithm is polynomial in the input size and in1
ε
. Fur-

thermore, due to the procedure ROUND, we make in each stepk, with k = 1, . . . , n,
an error that underestimates the value of our solution by at most a multiplicative fac-
tor of (1+ δ). Hence, since(1+ δ)n

= (1+
ε

2n)n
≤ e

ε
2 ≤ eln(1+ε)

= 1+ ε, the total
multiplicative error is at most 1+ ε andCA2 ≤ (1+ ε)OPT(I ). Therefore, we have
a second FPTAS. 2

In Section 2.2 we show how to apply the rounding-the-input-data technique to ob-
tain an FPTAS for a single-machine problem with minimum delay precedence con-
straints. Further, in Section 2.3 we use the trimming-the-state-space technique to
design a PTAS for a parallel machine problem with communication costs.

Not much work has been done on answering the more general question of what
conditions an ordinarilyNP-hard problem has to satisfy in order to have an FP-
TAS. Several theoretical computer scientists, e.g. Ausiello, Marchetti-Spaccamela
& Protasi [1980] and Paz & Moran [1981], have obtained nice characterizations of
fully polynomial-time approximable problems. Unfortunately these characteriza-
tions are purely theoretical and do not help us in constructing an FPTAS and hence
are of little practical value for us. However, recently, a nice paper by Woeginger
[1999] partly answers the question. He establishes a direct link between the dy-
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namic programming formulation of a problem and the construction of an FPTAS
by means of the trimming-the-state-space technique. By his characterization, many
well-known results can be proven in a much simpler way.

2.1.2 Constructing a PTAS

Most of the times when constructing an FPTAS, one can rely on one of the two
standard techniques presented in the previous section. The underlying techniques
for constructing a PTAS seem to be more complex. Therefore, we start by present-
ing a few cases; after that, we distill the general ideas used in the construction of
a PTAS. First, we exhibit the PTAS’es constructed forP | | Cmax and 1| r j | Lmax

by Hochbaum & Shmoys [1987] and Hall & Shmoys [1989b], respectively. Then,
mainly following the techniques used in these papers, we define a global format
for constructing a PTAS. At the end of this section we discuss how other PTAS’es
relate to our format.

A PTAS for P | | Cmax

The FPTAS’es in Example 2.1 can easily be extended to the problem with a constant
number of thievesm. Already in 1976, Sahni [1976] constructed an FPTAS for
the equivalent problemPm| | Cmax. It follows from Theorem 1.8 that the same
extension cannot go through if the number of thieves is part of the input, i.e. for
the P | | Cmax problem, as Garey & Johnson [1975] have shown this problem to be
NP-hard in the strong sense.

When Hochbaum & Shmoys [1987] presented a PTAS forP | | Cmax, this was
a breakthrough in the area of approximation algorithms in scheduling. The authors
describe their scheme as packing a suitcase: first the items are enlarged (given space
and extra air while the suitcase is open) before being compressed to their original
size (when the suitcase is closed).

The basic idea of the scheme is somewhat similar to the rounding-the-input-data
technique that we have seen in the previous section. The authors round the input
in such a way that for each rounded instance, there is only a polynomial number
of different schedules that have to be checked regarding feasibility, while ensuring
that the total rounding error is relatively small. In other words, by the rounding, the
solution space is restricted to a polynomial number of different solutions.

Let us describe the scheme in more detail. The authors distinguish two classes
of jobs. A job is calledbig if its processing time is more thanδL, for some small
constantδ that only depends onε and on some big integerL for which pmax ≤ L
and

∑
j p j ≤ mL; a job is calledsmallotherwise. The processing time of each big

job is rounded up to the nearest multiple ofδ2L.
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In the first phase of their algorithm, the authors discard the small jobs and
concentrate on the big ones. Instead of the original instanceI , they consider the
rounded instancêI only consisting of the big jobs with their rounded processing
times. For this rounded instance the crucial question is whether there is a schedule
with makespan at most(1 + δ)L. We will see that there actually is a polynomial
time algorithm that resolves this question.

The effect of rounding the big jobs is that there only remains a constant number
of different types of jobs (O( 1

δ2 )); we identify jobs with the same rounded pro-
cessing time. We also identify machines processing the same types of jobs. An
assignment of jobs to a machine such that their total processing time is at most
(1 + δ)L is called amachine configuration. Such a machine configuration can be
represented by a vectorx = (x1, . . . , x1/δ2), wherexi is the number of jobs with
rounded processing timeδL + i δ2L that are processed on this machine. In a sched-
ule with makespan(1+ δ)L, every machine processes at most1

δ
jobs; therefore, the

number of different machine configurations is constant, say equal toK , whereK is

O(1
δ

1/δ2

).

A schedule forÎ consists of a set ofm machine configurations. Such a set ofm
machine configurations can be represented by a vectory = (y1, . . . , yK ), whereyi

is the number of machines of configuration typei . The number of different vectors
is at mostmK . Clearly, not every vector corresponds to a schedule forÎ . The idea
is now to check for each of those vectors if it corresponds to a schedule; for an
individual vector this can be done in linear time. Hence, inO(mK+1) we can check
all possible schedules regarding feasibility and answer the question whether there
is a schedule with makespan at most(1 + δ)L for the rounded instancêI .

Lemma 2.2. If there is a scheduleσ with makespan at most L for the original
instance I , then there is a scheduleσ̂ with makespan at most(1 + δ)L for the
rounded instancêI .
Proof. Let σ be a schedule with makespan at mostL for I . By removing the
small jobs fromσ and replacing the original processing times of the big jobs by the
rounded processing times, we obtain a scheduleσ̂ for Î . Since the processing times
of the big jobs have been increased by at most a multiplicative factor of 1+ δ, the
makespan of̂σ is at most(1 + δ)L. 2

The above statement implies that in case we do not find a schedule forÎ with
makespan at most(1 + δ)L, then we know for sure that there is no schedule with
makespan less thanL for instanceI . From now on, we assume that there is a
schedulêσ for Î with makespan at most(1+δ)L. We now show how, in the second
phase, the small jobs are added to obtain a scheduleσ for instanceI with makespan
at most(1 + δ)L. First, we replace the processing times of the big jobs by their
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original size. Then, we add the small jobs in a greedy way to the schedule, that is,
we add the small jobs one by one, in an arbitrary order, always to the machine that
currently has the smallest load.

Let Mi be the machine inσ that finishes last. Clearly, ifMi contains no small
job, then the makespan is at most(1 + δ)L. Hence, let us suppose thatMi contains
at least one small job. Consider the last small jobJj put on Mi and letD be the
load of Mi beforeJj was put onMi (i.e. D = Cmax(σ ) − p j ). SinceMi was at that
point the machine with the smallest load and the total processing time of the jobs is
at mostmL, it follows that D ≤ L. Hence, the makespan of the resulting schedule
is at mostL + p j ≤ (1 + δ)L.

Hereby, Hochbaum and Shmoys have constructed a polynomial time algorithm
Aδ(L) that, given a valueL, either produces a schedule with makespan at most
(1+δ)L or concludes that there is no schedule with makespan less thanL. By means
of algorithmAδ(L) it is now easy to construct a PTAS. The work of Graham [1969]
gives us a4

3-approximation algorithm forP | | Cmax, which provides both a good
lower boundLB and a good upper boundUB, with LB =

3
4UB. GivenLB andUB, we

now find an approximate solution by binary search. We only run algorithmAδ(L)

for lengthsL of the formLB(1 + δ)l , for some integerl . After running algorithm
Aδ(L) for a constant number of valuesL, we find the smallestl such that there
exists a schedule for the rounded instance with makespan at most(1 + δ)l LB. We
may now conclude that there is a schedule forI with makespan at most(1 + δ)l LB

and that there is no schedule with makespan less than(1+δ)l−2LB. Choosingδ =
ε
3,

which implies that(1 + δ)2
≤ 1 + ε, gives us a(1 + ε)-approximation algorithm

and hence a PTAS.
About ten years later, Alon, Azar, Woeginger & Yadid [1998] extended the

polynomial time approximation scheme of Hochbaum and Shmoys to other ob-
jective functions. These objective functions are of the form

∑m
i =1 f (C̃i ) or

max{ f (C̃i ) | i = 1, . . . , m}, whereC̃i represents the completion time of the last
job executed by machineMi . The function f needs to be non-negative and convex,
and needs to satisfy some continuity condition, for which we refer to the paper.
Besides the extension to other objective functions, they also present a different ap-
proach. In their approach, the authors get rid of the enumeration of the different
machine configurations by using an integer linear programming (ILP) formulation.
In the following paragraphs, we elaborate on this ILP formulation forP | | Cmax.

Suppose that we are given an instanceI , some big integerL and a small con-
stantδ. Following the approach of Hochbaum and Shmoys, we construct the cor-
responding rounded instancêI and we determine the setX of possible machine
configurations. For each1

δ2 -dimensional vectorx ∈ X, we define a variableyx that
represents the number of machines filled with machine configurationx. We also
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define a vectorν = (n1, . . . , n1/δ2), whereni is the number of jobs with rounded
processing time equal toδL + i δ2L. We now solve an ILP, where we focus on
obtaining a feasible solution satisfying the following constraints:

ILP
s.t.

∑
x∈X yx = m∑
x∈X yx · x = ν

∀x∈X yx ∈ IIN

Since the dimension of the ILP is constant (there are onlyK variablesyx and
the value ofK only depends onδ an ε, but not on the scheduling instance), we
can solve it in polynomial time by applying H.W. Lenstra’s algorithm, cf. Lenstra
[1983]. In case there exists a schedule forÎ with makespan at most(1 + δ)L,
we find one by solving the ILP; otherwise H.W. Lenstra’s algorithm gives a no-
answer, which ensures us that there is no schedule with makespan less thanL for I .
By incorporating the makespan into the objective function of the ILP, Alon, Azar,
Woeginger & Yadid [1998] also get rid of the binary search and bring the running
time of their approximation scheme down to linear in the numbern of jobs.

For the related problem of minimizing the makespan on an arbitrary number of
uniform machines, i.e.Q | | Cmax, Hochbaum & Shmoys [1988] give a PTAS simi-
lar to the one for the identical parallel machine problem. Recently, Epstein & Sgall
[1999] have obtained results similar to the ones derived by Alon, Azar, Woeginger
& Yadid [1998] for an arbitrary number of uniform parallel machines. The unre-
lated parallel machine problem with an arbitrary number of machines,R | | Cmax,
is a different story. Lenstra, Shmoys & Tardos [1990] show thatR | | Cmax has no
PTAS, unlessP = NP. We elaborate on this in Section 3.1.

An outline scheme for1 | r j | Lmax

The scheduling problems considered so far in this section are problems where one
has to assign jobs to machines in order to balance the load on these machines. The
order of the jobs on each machine, that is, the assignment of the jobs to time inter-
vals, has been irrelevant. Once we have release dates, delivery times, or precedence
constraints, we have to sequence the jobs on the machines. Since the PTAS of
Hochbaum and Shmoys does not take the starting times of the different jobs into
account, we have to use stronger tools to design a PTAS for problems with release
dates, delivery times, or precedence constraints.

Let us consider the single-machine problem with release dates and delivery
times, i.e. 1| r j | Lmax, for which Hall & Shmoys [1989b] have constructed a PTAS.
In constructing a PTAS, the aim is to restrict the solution space to a polynomial
number of essentially different solutions, while keeping the rounding error small.
This is indeed what Hall & Shmoys [1989b] do. The idea behind their scheme is as
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follows. First, they divide the solution space into a polynomial number of different
sets, such that two solutions in the same set look alike. Every such set has a repre-
sentative whose objective value is a good approximation for the optimal objective
value that can be reached within this set. The best of all these representatives is
chosen to be the solution of the algorithm.

Hall & Shmoys [1989b] define the concept of anoutline scheme. An outline
scheme is a partition of the feasible schedules into sets. This partition is done in
such a way that schedules in the same sets have the same characteristics. Each set in
the outline scheme is characterized by a so-calledoutline, which provides concise
information about the schedules in this set. For the outline scheme to lead to a
PTAS, the following two conditions are necessary. First, the partition must have
a polynomial number of sets, and second, for each set, we must be able to find a
schedule that is nearly as good as the best schedule within that set in polynomial
time.

Analogously to Hochbaum & Shmoys [1987], Hall & Shmoys [1989b] con-
struct a polynomial time algorithmAε(L) for 1 | r j | Lmax that either determines a
schedule with makespan at most(1 + ε)L or concludes that there is no schedule
with makespan less thanL. They divide the jobs into two sets according to their
processing times: we have the set of big jobsB = {Jj | p j ≥

1
δ2

∑
j p j } and the set

of small jobsS = {Jj | p j < 1
δ2

∑
j p j }, with δ =

ε
4.

In the design of the outline scheme, we divide the interval [0, L] into a constant
numberκ of intervals I i , with i = 1, . . . , κ, whereI i = [(i − 1) L

κ
, i L

κ
] andκ =

d
1
δ
e. We characterize a schedule by specifying for each interval both the amount of

processing time of the small jobs and the big jobs that are processed. An outline is
now defined to be a set{(Ai ,Bi ) | i = 1, . . . , κ} for which

(a) every Ai is an integer multiple ofδ2L, and
∑

j ∈S p j ≤
∑K

i =1 Ai ≤∑
j ∈S p j + (δ + δ2)L, and

(b) theBi ’s form a partition ofB.

A scheduleσ is represented by the outline(A1,B1, A2,B2, . . . , Aκ ,Bκ) if

(a) the total amount of processing timeHi of the small jobs started inI i satisfies
Ai = dHi /δ

2Leδ2L and

(b) all jobs inBi start in I i .

Let us first check that the number of possible outlines is polynomial in the
input. EachAi can attainO(κ2) different values. Moreover, at mostκ big jobs can
start in the same intervalI i and there are at mostκ2 big jobs in total, therefore we
haveO(κ2κ) possible choices forBi . As there are onlyκ intervals, the number of
outlines only depends onκ and is therefore constant. Clearly, we are only interested
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in outlines that correspond to a feasible schedule, that is, among others the release
dater j of any jobJj in Bi must satisfyr j ≤ i L

κ
.

Given an outline, we now show how to construct a good schedule. The outline
already fixes the approximate position of the big jobs: the jobs inBi are scheduled
before the jobs inBi +1. We still have to determine in which time interval the small
jobs are processed. To this end, we make use of Jackson’s rule [1955] that schedules
the jobs without unnecessary idle time in order of non-increasing delivery times.
For all i = 1, . . . , κ, we construct a setSi ⊆ S as follows: among all available
jobs Jj ∈ S (i.e. r j ≤ i L

κ
and Jj has not yet been assigned) we assign a job with

largest delivery time toSi , until
∑

J j ∈Si
p j ≥ Ai . We now order each setSi ∪Bi by

non-increasing delivery time, and concatenate these ordered sets to obtain a feasible
schedule. To make sure that no job starts before its release date, we shift the entire
schedule at mostL

κ
time units to the right. We denote the resulting schedule byσ̂ .

Let us consider a scheduleσ that is represented by this outline. We now prove
that the makespan of̂σ is close toCmax(σ ). Due to the shifting, the makespan has
increased by at mostδL. Further, for each intervalI i , the total amount of processing
time of the small jobs has increased by at mostδ2L by the rounding and by at most
δ2L by reconstruction of the setSi . The total increase of the makespan is therefore
at mostδL + 2κδ2L < 4δL.

By constructing a schedulêσ for each outline and selecting a schedule with
minimum makespan, we have a schedule with makespan at most(1 + ε)L, in case
there exists a schedule with makespan at mostL. By applying binary search over
possible choices forL, we obtain a PTAS.

The above PTAS can easily be extended to the parallel machine problem
P | r j | Lmax by rounding the processing times of the big jobs (cf. Hall & Shmoys
[1989b]). Hall [1998] also uses the concept of outline scheme in designing a PTAS
for Fm | | Cmax. The essential difference between the two approaches lies in the po-
sitioning of the small jobs: Hall uses a linear programming relaxation to schedule
the small jobs. The idea to use linear programming in obtaining approximability re-
sults in scheduling originates from Potts [1985]. In Section 2.4 we use the ideas of
Hall & Shmoys [1989b] and Hall [1998] to design a PTAS for the parallel machine
problem with controllable processing times,P | r j , cont| Lmax.

A global format for a PTAS
Most PTAS’es for problems with a min-max objective are based on the ideas of
Hochbaum & Shmoys [1987], Hall & Shmoys [1989b], and Hall [1998] discussed
in the last two subsections. To summarize, we give a global format for constructing
a PTAS following these ideas.
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Following Lemma 2.2, one constructs a polynomial time(1+δ)-approximation
algorithmAδ(L) that either outputs a schedule with makespan at most(1 + δ)L or
concludes that there is no schedule with makespan less thanL. Usually, polynomial
time approximation algorithms with constant performance guarantees are known for
the problem. These provide good lower and upper bounds, which enable us to use
binary search over the possible schedule lengths to obtain a PTAS.

The algorithmAδ(L), which reduces the set of interesting solutions down to
polynomial size, consists of the following steps:

(1) Partition the jobs into a constant number of categories.
By grouping jobs with similar data together, we reduce the number of dif-
ferent types of jobs down to constant. Often one distinguishes two groups
according to the processing times: thebig jobs and thesmall jobs. Hereafter,
the group of big jobs is subdivided into different categories.

(2) Find an optimal positioning of the big jobs.
By defining an outline scheme, the possible positions for the big jobs are
enumerated.

(3) Add the small jobs.
Given an outline, which usually fixes the approximate position of the big
jobs, the small jobs are added to obtain a feasible schedule. To this end, one
often uses a simple heuristic or LP-based techniques.

(4) Select the best of all constructed schedules.
For each outline we construct a schedule, the best among all constructed
schedules is the output ofAδ(L).

An illustration of a PTAS constructed following the above format is presented
in Section 2.4, where we consider a single-machine problem with controllable pro-
cessing times. Of course not all PTAS’es are built following the above recipe. It is
often necessary to make certain adjustments.

For some problems the idea to split the jobs into two groups, the big jobs and the
small jobs, does not seem to be powerful enough: the total error made by placing
the small jobs may be too big. For example, in constructing the PTAS for the open
shop with a fixed number of machines, Woeginger & Sevastianov [1998] distinguish
three types of jobs: the big ones of which there are only a constant number, the small
ones, and the tiny ones. The authors start with an optimal schedule for the big jobs
before fitting in the small and tiny jobs. The total processing time of the small jobs
is bounded and the tiny jobs have such a small processing time that we are allowed
to make many mistakes in positioning them. Clearly, the criteria for categorizing
the jobs have been chosen carefully to make the analysis fit.
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A similar idea is used by Scharbrodt, Steger & Weisser [1999], who consider an
identical parallel machine problem where some of the jobs have already been fixed
in the schedule. They partition the job set into different categories according to their
processing times: all jobs in the same category have similar processing time, except
for one category that consists of jobs of different sizes, but the total processing time
of the jobs in this category is bounded.

In constructing their PTAS for the job shop problemJm| | Cmax, Jansen, Solis-
Oba & Sviridenko [1999] combine the ideas of Hall & Shmoys [1989b], Hall [1998]
and Sevastianov & Woeginger [1998] together with an algorithm of Sevastianov
[1994]. The latter algorithm provides an absolute performance guarantee, which is
used to schedule the small and tiny jobs.

So far, we have only discussed problems with min-max criteria. Recently,
Afrati, Bampis, Chekuri, Karger, Kenyon, Khanna, Milis, Queyranne, Skutella,
Stein & Sviridenko [1999] have obtained various PTAS’es for parallel machine
problems with release dates and weighted sum of completion times objective. In the
construction of the PTAS’es the authors combine the techniques described above in
a very smart way.

2.1.3 Analyzing approximation algorithms

For problems that are APX-hard, there is no hope for a PTAS. So, we have to
concentrate on getting constant approximation algorithms. In the analysis of APX-
hard problems, one often uses ad hoc methods depending on the combinatorial
structure of the problem. Below, we describe some heuristics that are often used
in obtaining approximation algorithms with a constant performance guarantee.

The earliest paper that analyzes approximation algorithms in a worst-case set-
ting is by Graham [1966]. He considers a very simple algorithm for scheduling
parallel machines as to minimize the makespan: the so-calledlist schedulingal-
gorithm. We are given a list of jobs in some prespecified order and whenever a
machine becomes available we schedule the next available job on the list on this
machine. Graham shows that for any ordering of the jobs the list scheduling algo-
rithm has a performance guarantee of 2−

1
m. If the jobs are selected in order of

non-increasing processing times, also called the LPT-order, Graham [1969] proves
that the worst-case ratio improves to4

3 −
1

3m.
Although list scheduling gives a poor worst-case ratio forP | | Cmax in compar-

ison to for example the LPT-rule, it is the best known algorithm for the precedence
constraint problemP | prec| Cmax. Graham [1966] shows that adding precedence
constraints does not affect the performance guarantee of 2−

1
m.

Another example where a very simple algorithm has the best known perfor-
mance guarantee is the open shop problemO | | Cmax. Racsḿany, cited by B́aŕany
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& Fiala [1982], introduced the concept ofdenseschedules. A feasible schedule for
an open shop problem is called dense when any machine is idle if and only if there
is no job that currently could be processed on that machine. It is easy to see that
the makespan of any dense schedule is at most twice the optimal makespan. Fur-
thermore, there is no algorithm known forO | | Cmax with performance guarantee
below 2.

For both problemsP | prec| Cmax andO | | Cmax, we see that extremely simple
algorithms outperform more intelligent algorithms. This might explain the popular-
ity of analyzing simple heuristics that take into account the combinatorial structure
of the problem. The Ph.D. thesis of Chen [1994] provides us various nice exam-
ples and exhibits that the analysis of simple algorithms is not always as simple as it
looks like.

Lately, there has been more attention for integrating mathematical program-
ming techniques into the construction of approximation algorithms. A very nice
example is the 2-approximation algorithm for the unrelated parallel machine prob-
lem R | | Cmax by Lenstra, Shmoys & Tardos [1990], who formulate the problem as
an integer programming problem and then prove that the linear programming re-
laxation provides a good approximation. This is a very powerful result especially
since there is no algorithm known with a constant performance bound that uses only
combinatorial arguments. The work of Skutella [1998a] also shows that it is fruit-
ful to use mathematical programming: Skutella improves upon known results by
using linear programming relaxations and semi-definite programming relaxations
and applying randomization to transform the solutions of the relaxations into inte-
gral solutions.

Another way of obtaining a polynomial-time approximation algorithm is to re-
strict the set of possible schedules: instead of optimizing over the set of all sched-
ules, one restricts to schedules that have a special combinatorial structure. If

(a) we can find in polynomial-time a schedule possessing this special structure
that is good compared to schedules in this restricted set and

(b) in addition, we can prove that a specific schedule in this restricted set is not
much worse than an optimal schedule,

then we have a polynomial-time approximation algorithm with constant perfor-
mance guarantee. We apply this approach in Section 2.5, where we discuss pre-
emptive scheduling on parallel machines with job-dependent setup-times.
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2.2 An FPTAS for a single-machine problem

In this section, we present an example of how to construct an FPTAS. We study
a single-machine scheduling problem in which the jobs are subject to minimum
delay precedence constraints. In constructing the FPTAS for this problem, we fol-
low the standard techniques described in Section 2.1.1. We first present a pseudo-
polynomial algorithm for the problem by means of a dynamic programming formu-
lation. Based on this algorithm, we then derive a fully polynomial approximation
scheme by means of the rounding-the-input-data technique.

2.2.1 Problem description

A setJ = {J1, J2, . . . , Jn} of jobs has to be scheduled on a single-machine. The
jobs are subject tominimum delay precedence constraints djk , that is, the presence
of a precedence constraintJj → Jk, implies
that Jk can only start at leastd jk units of time
after the completion ofJj , i.e. Sk ≥ C j +

d jk . The precedence constraints have a simple
structure: the corresponding graph is a tree
with n−2 leaves and onlyn nodes. More pre-
cisely, the precedence constraints areJ1 →

J2, J2 → J3, andJ1 → Jj for j = 4, . . . , n.

The precedence graph is depicted in the pic-
ture alongside. The objective is to minimize
the makespan. We denote this problem by
1 | prec, di j | Cmax.

23d

14d 15d12d 1nd

...

3J

J2 J4 J5 Jn

J1

Without loss of generality we assume that the jobsJ4, . . . , Jn are ordered in
order of non-decreasing minimum delay, i.e.d14 ≤ · · · ≤ d1n. This problem was
first studied by Wikum, Llewellyn & Nemhauser [1994]. By a reduction from the
NP-complete Partition problem, the authors proved that 1| prec, di j | Cmax isNP-
hard in the ordinary sense. Furthermore, they presented anO(n logn) heuristic
with performance guarantee32. Later, Du, Han & Chen [1997], improved on this re-
sult by constructing a43-approximation algorithm. The complexity of the problem,
however, was not fully established, since no pseudo-polynomial algorithm or strong
NP-hardness proof was known. In Section 2.2.2 we present a pseudo-polynomial
algorithm and thereby resolve the complexity issue.

The paper by Wikum, Llewellyn & Nemhauser [1994] also contains some gen-
eral results for minimum delay precedence constraints on a single-machine. For
an extensive overview on complexity results on single-machine problems with de-
layed precedence constraints, we refer to Brucker & Knust [1998]. Recently, Mu-
nier, Queyranne & Schulz [1998] provided nice constant approximability results
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for both single-machine and parallel machine problems with delayed precedence
constraints.

2.2.2 A pseudo-polynomial algorithm

Note that if the delayed precedence constraintd23 were not present, the problem
would be much simpler. The starting times of jobsJ2, . . . , Jn, would only de-
pend on the completion time of jobJ1 and therefore the problem would be equiv-
alent to a single-machine problem with release datesr j = p1 + d1 j , i.e. problem
1 | r j | Cmax. The latter problem is easily solvable by scheduling the jobs in order of
non-decreasing release dates.

Clearly, it is optimal to process jobJ1 at time 0. For notational convenience
we assume that the processing time ofJ1 equals 0. After the processing of jobJ1,
we would like to schedule the intermediate jobJ2, the job that makes this problem
hard, as soon as possible. In Lemma 2.3 we state this in a more formal way.

Lemma 2.3. There exists an optimal schedule without unnecessary idle time, in
which job J2 starts at a certain time T∈ [d12, d12+p−1], with p = max{ p j | d1 j <

d12 }, and such that no other job starts in[d12, T ].
Proof. Let σ be an optimal schedule and letB be the set of jobs that start in the
interval [d12, T ], whereT is the starting time ofJ2. In caseB = ∅, it is obvious that
σ satisfies the properties denoted in Lemma 2.3. Suppose thatB 6= ∅ and letJb be
the job inB that starts first. Consider the scheduleσ ′ in which the order of the jobs
is the same as inσ , except thatJ2 is moved to the position immediatly beforeJb,
and all jobs are started as soon as possible. It is easy to check thatσ ′ is an optimal
schedule that satisfies the properties stated in Lemma 2.3. 2

We use Lemma 2.3 in designing our pseudo-polynomial algorithm. We fix the
starting timeT of job J2 and then, for each value ofT in the interval [d12, d12+ p−

1], we determine an optimal schedule. In Lemma 2.4, we show that we can split
the optimization problem into two separate subproblems. First, we optimize the
amount of processing time before timeT , after which we sequence the remaining
jobs optimally after timeT + p2. From Lemma 2.3, it follows that, in optimizing
the amount of processing time before timeT , we can focus on scheduling those
jobs that have minimum delay less thand12. We denote the set of these jobs byS,
i.e. S = {Jj | 4 ≤ j ≤ k}, wherek is the largest index, such thatd1k < d12.

Lemma 2.4. Finding an optimal schedule for a given T reduces to maximizing the
total processing time of the jobs in S that are scheduled in[0, T ].
Proof. From Lemma 2.3, it follows that there is an optimal schedule in which
all jobs scheduled before jobJ2 are in S. Furthermore, after the completion of
job J2, we may schedule the remaining jobs in non-decreasing order of minimum
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delay. Hence, there is an optimal schedule in which all jobs inS precede all jobs
in {Jk+1, . . . , Jn}. So minimizing the length of a schedule with fixedT reduces to
minimizing the completion timeD = max{C j | Jj ∈ S} of the latest scheduled job
in S after which the remaining jobs follow in order of non-decreasing remaining
delay. Minimizing D is equivalent to maximizing the total amount of processing
time of the jobs inSexecuted before timeT . 2

We solve this problem by means of a dynamic program. The problem reduces to
finding a subsetA of Ssuch that the schedule that is constructed by scheduling the
jobs of A in non-decreasing order of minimum delay, satisfies

(1) C j − p j ≥ d1 j for all Jj ∈ A,

(2) C j ≤ T for all Jj ∈ A, and,

(3)
∑

J j ∈A p j is maximum.

For j ≤ k and t ≤ d12 + p − 1, we defineV( j, t) to be the maximum total
processing time of any schedule consisting of jobs in{J4, . . . , Jj } that is completed
at or before timet . Clearly,V(3, t) = 0 for all t . If t < d1 j + p j , then there is
no feasible schedule in whichJj is completed at or beforet , which implies that we
ignore Jj as a possible choice forA, so V( j, t) = V( j − 1, t). If t ≥ d1 j + p j ,
then we have one of the following three situations. The first one is that jobJj is not
completed at or beforet and thereforeV( j, t) = V( j −1, t). The second possibility
is that there is idle time in the interval [t − 1, t ], and henceV( j, t) = V( j, t − 1).
In the third situation, jobJj is scheduled in the interval [t − p j , t ], andV( j, t) =

V( j − 1, t − p j ) + p j .
The analysis of the previous paragraph yields the following recurrence relation:

V( j, t) =


V( j − 1, t) if t < d1 j + p j ,

max{V( j − 1, t), V( j, t − 1),

V( j − 1, t − p j ) + p j } if t ≥ d1 j + p j .

For each value ofT in [d12, d12 + p − 1], the dynamic program computesV(k, T)

and its corresponding set,A(T), of jobs scheduled before timeT , by means of
the recurrence relation above. Hence, for eachT , we compute the makespan of
the scheduleσT (I ) in which the jobs inA(T) are scheduled before timeT and
the remaining jobs (includingJ3) are scheduled afterJ2. We note that finding an
optimal order of the jobs afterJ2 comes down to solving an instance of 1| r j | Cmax,
and is therefore easy. We now optimize over allT and we choose a schedule with
makespan equal to minT∈[d12,d12+p−1] Cmax(σT (I )).

As the ordering of the jobs with respect to their minimum delays requires
O(n logn) time and the dynamic programming algorithm takesO(n (d12 +

p)) time, the computational complexity of our pseudo-polynomial algorithm is
O(n (d12 + p + logn)).
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2.2.3 An FPTAS by rounding the input data

Consider an instanceI and letε be larger than 0. We construct an algorithm that
runs inO(n2

ε
+ n logn) time and that finds an approximate schedule with length at

most(1 + ε) OPT(I ). As in Example 2.1, we define a big integerM with

M =

⌈
ε (d12 + p)

2(n + 1)

⌉
.

We now round all processing times and all minimum delays up to the next integer
multiple of M . We get a new instancêI with processing timeŝp j and minimum
delaysd̂i j :

p̂ j = M
⌈ p j

M

⌉
andd̂i j = M

⌈
di j

M

⌉
.

Next, we solve instancêI with the dynamic program described in the previous
section. As we only need to consider time points that are multiples ofM , the
recurrence relation becomes:

V( j, t M) =


V( j − 1, t M) if t M < d̂1 j + p̂ j ;

max{V( j − 1, t M), V( j, (t − 1)M),

V( j − 1, t M − p̂ j ) + p̂ j } if t M ≥ d̂i j + p̂ j .

We take the optimal schedule for the rounded instanceÎ , which we denote by
σOPT( Î ), to be the approximate solution of our algorithm.

The dominating component of the computational complexity of the above al-
gorithm is the computation of theV( j, t)’s, thus the computational complexity is
O(n d12+p)

M ) = O(n2

ε
).

Next, we have to show that the length ofσOPT(I ), denoted by OPT( Î ), is at most
(1 + ε) times the length, OPT(I ), of an optimal scheduleσOPT(I ).

Lemma 2.5. OPT( Î ) ≤ (1 + ε)OPT(I ).

Proof. Defineσ( Î ) as the schedule for the rounded instanceÎ , where the jobs are
ordered in the same way as inσOPT(I ). Clearly,Cmax(σ ( Î )) ≤ Cmax(OPT(I )) +

(n + 1)M , since the length of the schedule is increased by at most(n − 1)M due to
the rounding of the processing times and by at most 2M due to the rounding of the
minimum delays. Thus,

OPT( Î ) ≤ Cmax(σ ( Î ))

≤ OPT(I ) + (n + 1)M

= OPT(I ) +
ε(d12 + p)

2
.

Since bothd12 and p are lower bounds for OPT(I ), we find that OPT( Î ) ≤ (1 +

ε)OPT(I ). 2
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2.3 Scheduling a pipelined operator tree

In this section, we investigate a scheduling problem, which relates to problems that
arise in the optimization of SQL-queries for parallel processors. Parallel execution
of database queries can speed up the process considerably. The drawback is that
by dividing the work among processors, communication costs, e.g. CPU overhead
of sending and receiving messages, is incurred if related operators are assigned to
different processors. We have a trade-off between parallelism and communication.

The considered problem is a parallel machine problem with inter-processor
communication costs. Usually an instance is represented by a graph, where nodes
correspond to jobs and edges represent inter-processor communication. We present
a PTAS for the case that the underlying graph is a tree. Analogously to the FPTAS
presented in Section 2.2, our PTAS is based on a dynamic programming formula-
tion.

2.3.1 Problem description

We are given anoperator graph G= (V, E) with positive integer weights on the
nodes and on the edges. The nodes inV = {1, 2, . . . , n}, the so-calledoperators,
represent atomic units of execution and can be considered to be non-preemptable
jobs; we denote the job corresponding to nodej by Jj . The edges inE represent
parallel constraints, and we assume that they form a tree. Furthermore, there arem
identical parallel processors available,M1, M2, . . . , Mm, which will be referred to
as our machines. The numberm is considered to be part of the input.

The positive integer weightp j associated with jobJj corresponds to the time
needed to run the job in isolation and can be viewed as being its processing re-
quirement. The positive integer weightejk of an edge{ j, k} in E corresponds to
overhead due to inter-processor communication: if two incident jobsJj andJk are
processed on two different machinesMi andMh, communication costsejk are in-
curred on both machinesMi andMh. The communication costsejk should not be
confused with the inter-job communication delays defined in Sections 1.1.1 and 2.2.
We also note that there are no precedence constraints between the jobs.

For notational convenience, we introduce setsV1, . . . , Vm, where setVi is the
set of jobs allocated to machineMi in a specific scheduleσ . Further, for each job
Jj ∈ Vi , we define a setZ j of jobs adjacent toJj that cause communication cost,
i.e. Z j = {Jk | Jk 6∈ Vi , { j, k} ∈ E}. With this, we define the work-loadWi of
machineMi , for i = 1, . . . , m, to be the total processing requirement of the jobs
allocated toMi plus the overhead for communicating with other machines, that is,

Wi =

∑
J j ∈Vi

p j +

∑
J j ∈Vi

∑
Jk∈Z j

ejk .

The objective is to minimize the so-calledresponse timeof the system, that is, the
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maximum work-loadWmax = max1≤i ≤m Wi . Note that, if the edge setE is empty,
the problem comes down to makespan minimization on identical parallel machines,
i.e. problemP | | Cmax. As the latter problem isNP-hard in the strong sense, the
pipelined operator graph scheduling problem is alsoNP-hard in the strong sense.

The problem for general operator graphs was first addressed by Hasan & Mot-
wani [1994] and Chekuri, Hasan & Motwani [1995], and is motivated by the work
of Gray [1988] and DeWitt & Gray [1992]. We focus on the special case where
the operator graphG is a tree, for which Chekuri, Hasan & Motwani [1995] de-
rive a polynomial time 2.87-approximation algorithm. We improve on this result
by constructing a polynomial time approximation scheme. We start by formulating
a simple dynamic programming formulation for the problem. We then transform
the corresponding dynamic program into a PTAS by two rounding phases. The
dynamic programming formulation is described in Section 2.3.2. In Section 2.3.3,
we explain the two rounding phases that help us in constructing a PTAS. Later on
in this thesis, in Section 3.2, we present some negative results for general operator
graphs.

2.3.2 A dynamic programming formulation

The key idea of the dynamic program is based on the following obvious analogy
between a schedule and a graph. Scheduling two connected jobsJj and Jk on dif-
ferent machines corresponds to breaking the edge{ j, k} in the graph while charging
a penaltyejk to both jobsJj and Jk. A schedule can be constructed from a graph
by first breaking down the graph in connected components and then partitioning
the connected components into at mostm sets. Each set of components now corre-
sponds to a setVi of jobs assigned to a machineMi .

The dynamic program enumerates all possibilities for decomposing the graph
into connected components. Because of the tree structure of the graph, this enumer-
ation can be done relatively efficiently. Note that once the graph has been decom-
posed, aP | | Cmax problem remains: each connected component can be viewed as
one job, the processing requirement of this job is the total ‘cost’ of the component.
This latter problem can be solved by means of a new dynamic program with the
techniques described in Example 1.5.

Let us first introduce some terminology and restructure the graph, which helps
us in defining our dynamic program later on. We root our treeG at an arbitrary
noder in V . Next, from this rootr , we order the whole tree in a top-to-bottom
fashion. We say that nodej is achild of nodek and nodek is theparentof node j ,
if the edge{ j, k} is in E and if j is belowk in the ordering; two nodes having the
same parent are calledsiblings. A node that has no children, is called aleaf. For
each node inV , we now fix an arbitrary left-to-right ordering of its children. We
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say that nodej is the immediate left siblingof its siblingh if it is immediately to
the left ofh in the ordering; theimmediate right siblingis defined analogously.

We assign a labell j ∈ {1, . . . , n} to each nodej , such that (i) no two nodes
get the same label, (ii) a parent node gets a higher label than its children and (iii)
all descendants of an immediate right siblingh of j get a higher label thanj . For
notational convenience, we now renumber the nodes: each node is named after its
label (see Figure 2.1 for an example).

For a nodej , we define themaximal subtreerooted atj to be the subtree con-
sisting of j together with all its descendants. With every edge{ j, k} in E, where j
is the child ofk, we associate a subtreeT( j, k). This treeT( j, k) consists of node
k, of the maximal subtree rooted at nodej , and of all the maximal subtrees rooted
at the children ofk that are situated to the left of nodej .

(12,13)
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Figure 2.1:Rooting a tree and renaming its nodes

Let us consider a treeT( j, k) for some fixed edge{ j, k}. In any schedule, some
of the edges inT( j, k) will be broken since their endpoints go to different machines.
This decomposes the treeT( j, k) into connected components. We define thecostof
a connected componentU in T( j, k) relative to the subtreeT( j, k) and not relative
to the whole treeG: it is the sum of all weightsph with h ∈ V(U ) plus the sum of
all communication costsehl with h ∈ V(U ) andl ∈ V(T( j, k)) − V(U ).

We use the approximation algorithm of Chekuri, Hasan & Motwani [1995] to
determine an upper bound on an optimal solution. IfD is the maximum work-
load of a solution constructed by their algorithm, the workload OPT of an optimal
schedule satisfies1

2.87D ≤ OPT ≤ D. Clearly, we are not interested in connected
components with cost larger thanD.
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We distinguish two types of connected components. The connected compo-
nent that contains the rootk of T( j, k) is called anopencomponent, since it may be
extended to also contain the parent ofk together with other nodes. All other compo-
nents are calledclosedcomponents. With every partition ofT( j, k) into connected
components, we associate a vector consisting ofD + 1 non-negative integers:

(A, n1, n2, . . . , nD),

where A is the cost of the open component andnl is the number of closed com-
ponents with cost equal tol , for l = 1, . . . , D. Hereby we have characterized the
structure of a solution (or state) in our dynamic program. For notational conve-
nience, we define the vectoru(l ) to be the vector that consists of all zeros except
for the entrynl which is equal to one.

The dynamic program consists ofn − 1 stages. Each stage corresponds to one
edge; stagej corresponds to the edge{ j, k} (with j < k). In stagej we compute
the setS( j, k) that consists of all possible(D + 1)-dimensional vectors that can be
associated with a partition ofT( j, k) into connected components.

Let us start with describing the first stage. Let nodek be the parent of the (leaf)
node 1. Clearly,T(1, k) consists of a single edge{1, k}; the decision we have to
make, is whether or not to break the edge{1, k}. That is, we may either let nodes 1
andk form the open component, or let nodek form the open component and node
1 form its own component. Hence:

S(1, k) = {(pk + p1, 0, . . . , 0), (pk + e1k, 0, . . . , 0) + u(p1 + e1k)}.

We now show how to computeS( j, k), the outcome of thej th stage forj > 1,
from the outcome of stages 1, . . . , j − 1. Note that, thanks to the labeling, the
computations are done bottom-up and from left to right. In the sequel, we assume
that T( j, k) consists of at least two edges; ifT( j, k) consists of a single edge,
S( j, k) is computed in a straightforward way:

S( j, k) = {(pk + p j , 0, . . . , 0), (pk + ejk, 0, . . . , 0) + u(p j + ejk)}.

We need to distinguish the following three cases.

(1) Node j is a leaf.
SinceT( j, k) consists of at least two edges,j has an immediate left sibling
nodeh. For every vector inS(h, k) we may either add nodej to the open
component or letj form its own component. Therefore,

S( j, k) = {x + (p j , 0, . . . , 0) | x ∈ S(h, k)} ∪

{x + (ejk, 0, . . . , 0) + u(p j + ejk) | x ∈ S(h, k)}.

(2) Node j is the leftmost child ofk.
SinceT( j, k) consists of at least two edges,j is not a leaf. Letg denote the
rightmost child of j , such thatT(g, j ) is the maximal subtree rooted atj .
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For every vector inS(g, j ) we may either add nodek to the open component,
or letk form the new open component.

S( j, k) = {x + (pk, 0, . . . , 0) | x ∈ S(g, j )} ∪

{x + (pk + ejk − Ax, 0, . . . , 0) + u(Ax + ejk) |

x ∈ S(g, j )},

whereAx denotes the first entry of the vectorx.

(3) Node j is neither a leaf nor the leftmost child ofk.
Denote byh the immediate left sibling ofj , and denote byg the rightmost
child of j . We have to combine all vectors inS(h, k) with all vectors in
S(g, j ). Either the two open components are glued together into a single
new open component or the open component inT(g, j ) is closed and the
open component inT(h, k) survives and becomes the new open component.

S( j, k) = {x + y | x ∈ S(g, j ), y ∈ S(h, k)} ∪

{x + y + (ejk − Ax, 0, . . . , 0) + u(Ax + ejk) |

x ∈ S(g, j ), y ∈ S(h, k)}.

Obviously, the edge treated in the last stage is the edge{n − 1, n}, which con-
nects the rootn to its rightmost childn − 1. At the end of this last stage, we
close the open component in every vector inS(n − 1, n). We translate every vector
(A, n1, . . . , nD) in S(n−1, n) into a vector(n′

1, . . . , n′

D), wheren′

i = n′

i for i 6= A
andn′

A = nA + 1; the resulting set ofD-dimensional vectors is denoted byS∗.
Let us now focus on the computational complexity of the dynamic program

described above, that is, the construction of the setS∗. The valueA in each vector
can admit values 1, . . . , D, while the valuesnl can be equal to 1, . . . , n. Therefore
the number of different states is at mostDnD, and the running time isO(n(DnD)2),
which is polynomial for fixedD.

We now show how to construct an optimal solution. From every vector inS∗,
we can construct a corresponding graph, that is, a graph with

∑D
l=1 nl connected

components, of whichnl have cost exactlyl (l = 1, . . . , D), in a straightforward
way by backtracking. All jobs contained in the same connected component are to be
scheduled on a common machine. Of course, jobs from different connected com-
ponents may share the same machine. Since the communication costs have been
merged into the costs of the connected components, communication along edges
has become irrelevant. Finding the best way to assign the connected components
to the machines is equivalent to minimizing the makespan of an identical parallel
machine problem in which there arem machines and

∑D
l=1 nl jobs of whichnl have

processing requirementl , for eachl = 1, . . . , D.
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We could solve this parallel machine problem (that we have to solve foreach
vector inS∗) either by a dynamic program similar to one for the two-machine prob-
lem exhibited in Example 1.5 or by the dynamic program underlying the PTAS of
Hochbaum and Shmoys explained in Section 2.1.2. As we are interested in an ap-
proximate solution of our problem, we do not solve the resulting parallel machine
problem to optimality, but we use the algorithm of Hochbaum and Shmoys to obtain
an approximate solution.

Since both the dynamic program described above and the dynamic program
underlying the PTAS of Hochbaum and Shmoys have polynomial running time for
constant schedule lengthC, deciding whether a schedule of lengthC exists, where
C is a given constant, can be done in polynomial time. In Section 3.2 we prove that
this cannot be done for general graphsG, unlessP= NP.

2.3.3 A PTAS by trimming the state space

In this section, we modify the dynamic programming formulation of the preceding
section such that its running time becomes polynomial. In doing this, we lose at
most a factor of 1+ ε in the response time; this then gives us the desired PTAS.
If we consider the computational complexity of the dynamic program computed in
the previous section, we notice two problems: first, we see that the computational
complexity is exponential in the vector length, i.e. the number of entries of the
vector; second, the computational complexity is linear in the number of values the
first entryA can attain.

We overcome the first problem, by rounding the cost of a connected component
once it has been closed. Analogously to Hochbaum & Shmoys [1987], we only
round the so-called big components. We call a component big if its cost is more
thanδD for some small constantδ. These big components are rounded up to the
next multiple ofδ2D. The small components are grouped together and the costs are
added up. Instead of(D+1)-dimensional vectors, we have(d2

−d+2)-dimensional
vectors(A, B, nd+1, . . . , nd2), whered =

1
δ
, A is the cost of the open component,

B is the total cost of the small closed components, andnl , for l = d + 1, . . . , d2, is
the number of connected components with cost between(l −1)δ2D andlδ2D. Note
that due to the rounding, every big job is enlarged by at most a factor of 1+ δ. At
the expense of this factor, the computational complexity of the dynamic program
has decreased considerably: from exponential in the input size, i.e.,O(n(DnD)2) it
has become pseudo-polynomial, i.e.,O(nD4m2n2(d2

−d)).
In the second rounding phase, we have to bound the number of values thatA and

B can attain. With this, we get rid of the factorD4 in the computational complexity.
To this end, we use the trimming-the-state-space technique explained in Section
2.1.1. Intuitively we do the following: instead of working with the exponentially
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large vector setsS( j, k), we work with simplified versionsS ′( j, k) of polynomial
size that form a good approximation ofS( j, k).

We define1 = 1+
δ

2n , X =
∑

pi +
∑

ei j , andL = dlog1 Xe. We partition the
interval [0, X] into L +1 subintervalsIl at the partition points1l , l = 0, . . . , L −1.
The vectors in setS( j, k) are divided into classes as follows. Two vectors belong to
the same class if (i) their first coordinates belong to the same subintervalIl , (ii) their
second coordinates belong to the same subintervalIg, and (iii) they agree in all the
remaining coordinates. Note that altogether there are at most(L + 1)2nd2

−d classes
of vectors. The exact definition ofS ′( j, k) is now the following: from every non-
empty class we select the vector with smallest first coordinate (the coordinate that
measures the size of the open component) and put it intoS ′( j, k). All other vectors
in this class are ignored. In stepl of the dynamic program, we first compute the
corresponding setS(l , k) from the simplified setsS ′ computed in steps 1, . . . , l −1,
as described in the previous section. Next, fromS(l , k) we constructS ′(l , k).

Lemma 2.6. The cardinality of every simplified setS ′( j, k) is polynomial in the
input size.
Proof. There are only(L + 1)2nd2

−d classes, and the simplified vector setS ′( j, k)

contains at most one vector from each class. Hence, the cardinality ofS ′( j, k) is
bounded by

log2
1(X) · nd2

−d
= ln2(X)/ ln2(1) · nd2

−d

≤ (1 + 2n/δ)2 ln2(X) · nd2
−d.

Here we have used that lnx ≥ (x − 1)/x holds forx ≥ 1. Clearly, the bound in
the righthand side of the above inequality is polynomial inn and in the input size
ln(X). 2

We conclude that by working with the simplified vector setsS ′( j, k), the run-
ning time of the dynamic program goes down to polynomial, more precisely, to
O(n(nd2

−d+2
· ln2(X))2).

What about the error that is introduced by these simplifications? Assume
that in one of the simplification steps some class contains the vectorz =

(A, B, nd+1, . . . , nd2) that survives the simplification, and another vectorz′
=

(A′, B′, nd+1, . . . , nd2) that is not included in the corresponding setS ′( j, k). We
know for sure thatA ≤ A′. In caseB ≤ B′ holds, the vectorz dominates the vector
z′ and we do not make a real mistake by ignoringz′ in our further computations.
However, if B > B′ holds, then we indeed make a mistake. We may continue
with vectorz instead of vectorz′, but the second coordinate ofz may be a factor
1 away from the ‘true’ second coordinate. Note that in the dynamic program, an
error in the second coordinate does not lead to errors in the other coordinates (the



38 Positive results

total size of the small closed components has no influence on the number of big
closed components or on the size of the open component). Hence, in the worst case
we make similar mistakes in every single simplification step and this may lead to a
total multiplicative error of at most

1n
= (1 +

δ

2n
)n

≤ e
δ
2 ≤ eln(1+δ)

= 1 + δ

in the second coordinate.
By the two rounding phases, we ensure a polynomial running time of the al-

gorithm. In the last step of our algorithm, we apply the PTAS of Hochbaum and
Shmoys, described in Section 2.1.2, to every parallel machine problem, resulting
from a vector of the solution setS ′(n− 1, n) of the rounded version of the dynamic
program. In the proof of Theorem 2.7, we show that, by choosing the right param-
eterδ, the algorithm yields a(1 + ε)-approximation and therefore our construction
induces a PTAS.

Theorem 2.7. The problem of minimizing response time for operator trees on m
identical machines possesses a PTAS.
Proof. Consider an optimal solutionx of the pipeline operator tree problem, with
workloadW∗

max and corresponding vector(Bx, nd+1, . . . , nd2). The dynamic pro-
gram computes a vectorv that dominates the vector((1 + δ)Bx, nd+1, . . . , nd2).
The partitioning of the graph into connected components, corresponding tov, may
lead to an increase of the cost of each big component of at most a factor 1+ δ.
We now compute a(1 + δ)-approximate solution for the resulting parallel ma-
chine problem by the PTAS of Hochbaum and Shmoys. The first stage of this
PTAS (where only the big components are considered) may augment the length
of the schedule to(1 + δ)2W∗

max. Since the total load of all components is at
most (1 + δ)W∗

max, adding the small jobs leads to a schedule of length at most
(1 + δ)2W∗

max + δD ≤ (1 + δ)2W∗

max + 3δW∗

max ≤ (1 + 6δ)W∗

max. Choosingδ =
ε
6,

gives us a PTAS. 2
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2.4 Handling controllable processing times

Sometimes it might be profitable to board out part of the work instead of doing it
yourself. In this section, we deal with problems where it is allowed to do so. Each
job has a release date, a delivery time and a so-called controllable processing time,
that is, we have the possibility of reducing the processing time of the job in return
for paying so-called compression costs. The objective is to find a schedule that
minimizes the total costs, that is, the latest completion time including delivery plus
the total compression costs. We show how the techniques due to Hall & Shmoys
[1989b] and Hall [1998] can be applied to design a polynomial-time approximation
scheme for the single-machine problem. We extend our approximation scheme to
one for the parallel machine problem.

2.4.1 Problem description

We consider scheduling problems in whichn jobs,J1, . . . , Jn, have to be scheduled
onm identical parallel machinesM1, . . . , Mm. Each jobJj has a processing timep j

and it becomes available for processing at its release dater j . After its processing,Jj

needs some delivery timeq j before it is completed (e.g. cooling off or transportation
time). We denote the time at which jobJj is delivered byL j ; we call the latest time
at which any job is delivered, i.e.Lmax = maxj L j , thelengthof the schedule.

In this setting, we allow jobs to be (partly) processed by a third party in return
for some costs. In case part of the work of jobJj is boarded out, we say thatJj

is compressed. We denote the amountJj is compressed byx j and the maximum
compression byu j ; x j is a decision variable with 0≤ x j ≤ u j . We call the amount
of processing time of a jobJj after compression, itsshortened processing time
a j ; clearly, a j = p j − x j . Compressing a jobJj results in extra costs, so-called
compression costs; we denote the compression costs per unit ofJj by c j . We note
thatc j is not necessarily integral, it is however rational. The total compression costs
of a scheduleσ , denoted byC(σ ), is defined byC(σ ) =

∑n
j =1 c j x j . The objective

is now to find a scheduleσ that minimizes the total costs,T(σ ), that is, the length
of the schedule,Lmax(σ ), plus the total compression costsC(σ ).

In the following sections we study the single-machine problem and the iden-
tical parallel machine problem with controllable processing times, denoted by
1 | r j , cont| Lmax andP | r j , cont| Lmax, respectively.

Concerning the computational complexity of the single-machine problem, we
know the following. In case all delivery times are equal, determining a schedule
with minimal length of an instance of 1| r j | Lmax comes down to finding a sched-
ule with minimal makespan. A schedule with minimal makespan can be deter-
mined inO(n logn) time by ordering the jobs in non-decreasing order of release
dates. The compressible processing time variant, 1| r j , cont| Lmax, also admits a
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polynomial-time algorithm in case of equal delivery times: after sorting the jobs
in non-decreasing order of release dates, we compress the jobs with unit compres-
sion costs less than 1 in order of non-decreasing compression costs, where we only
compress a (part of a) job if the length of the schedule thereby decreases. For ar-
bitrary delivery times, 1| r j | Lmax has been provenNP-hard in the strong sense
by Lenstra, Rinnooy Kan & Brucker [1977]. Therefore, 1| r j , cont| Lmax, which
encloses 1| r j | Lmax as a special case, is also stronglyNP-hard. The parallel ma-
chine problem without compressible processing times isNP-hard in the strong
sense, already in the absence of both release dates and delivery times.

Kise, Ibaraki & Mine [1979] analyzed six different heuristics for the prob-
lem 1| r j | Lmax. One of them, a heuristic by Schrage [1971] turns out to be a 2-
approximation algorithm. During the 1980s various improvements upon Schrage’s
heuristic were designed to obtain better performance guarantees. First Potts [1980]
modified the algorithm of Schrage into a3

2-approximation algorithm, and then Hall
& Shmoys [1989b] on their turn improved Potts’ approximation algorithm to get a
performance guarantee of4

3.
In 1989, Hall & Shmoys [1989a] developed a new idea, that, among others,

helped them in designing a polynomial-time approximation scheme for 1| r j | Lmax.
Hereby the approximability status of 1| r j | Lmax was determined. The result
of Hall & Shmoys [1989a] extended not only to the parallel machine problem
P | r j | Lmax, but also to the single-machine problem with precedence constraints,
1 | r j , prec| Lmax.

In 1991, Zdrzalka [1991] designed a(1
2 + τ)-approximation algorithm for

1 | r j , cont| Lmax. Here,τ is any performance guarantee for 1| r j | Lmax. Hence
the approximation algorithm of Zdrzalka has performance guarantee arbitrarily
close to 3

2. Nowicki [1994] improved on this result by constructing a(4
3 + ε)-

approximation algorithm, whereε > 0 can be arbitrarily small.
In this section, we use the ideas of Hall & Shmoys [1989a] for 1| r j | Lmax

and the ideas of Hall [1998] forFm | | Cmax, to design polynomial-time approxi-
mation schemes for two scheduling problems with controllable processing times.
In Section 2.4.2 we present a PTAS for 1| r j , cont| Lmax. In Section 2.4.3 we
adapt our approximation scheme to design a PTAS for the parallel machine ver-
sion, P | r j , cont| Lmax.

2.4.2 A PTAS for the single-machine problem

Clearly, the total costs is a combination of two opposing objectives: on the one hand
we want to minimize the total length and on the other hand we wish to minimize
the total compression costs. Therefore, it seems logical to separate these costs when
attacking the problem. It is convenient to express the minimal compression costs
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as a function of the length of the schedule; to that end we defineCOPT(L) to be
the minimal compression costs of a schedule of lengthL. Note that the minimal
total costs, which we denote byT∗, equals minL(L + COPT(L)). We start with the
following observation.

Observation 2.8. The minimal compression costs of a schedule COPT(L) is non-
increasing in its length L. 2

Before giving a detailed description of the approximation scheme, we start with a
global explanation of the ideas behind the scheme. Our approach follows the global
format presented in Section 2.1.2. Given a feasible schedule with lengthL, we
construct an algorithmAε(L) that produces a schedule of length at most(1 + ε)L
and compression costs at mostCOPT(L).

As introduced by Hall & Shmoys [1989a] and used in various papers later on,
we make use of anoutline scheme. An outline scheme is a partition of the feasible
schedules into sets, such that schedules in the same set have the same characteris-
tics. Let us recall the two necessary conditions for the outline scheme to lead to
a PTAS. First, the partition has to have a polynomial number of sets. Second, for
each set, we must find a schedule that is nearly as good as the best schedule within
that set, in polynomial time.

To satisfy the first condition, we distinguish between big jobs and small jobs.
We call a jobbig if its shortened processing time is at leastδ2L, for someδ that
is specified later; otherwise we call a jobsmall. Note that, in contrast to the usual
definition, this definition is schedule dependent.

Each set in the outline scheme is characterized by, what we call, anoutline.
Roughly speaking, this outline determines the approximate position of the big jobs
in a schedule; an exact characterization of an outline is given later in this section.
Our algorithmAε(L), which is based on building a good schedule for each outline,
consists of two stages. Given a candidate lengthL, we first guess the approximate
position of the big jobs in an optimal schedule by enumerating all possible outlines.
In the second stage, we construct a schedule for each outline by fitting in the small
jobs. The best among all those schedules will be the output of our approximation
algorithm.

As we want our algorithm to have polynomial running time, we only evaluate a
constant number of different lengthsL. In order to determine suitable lengths, we
start by computing lower and upper bounds on the length of a schedule. The work of
Zdrzalka [1991] and Nowicki [1994] gives us good lower and upper bounds on the
total costsT∗ of an optimal schedule. Consider a3

2-approximation algorithm for the
problem obtained by the approach of Nowicki. LetT(σN ) be the costs of schedule
σN produced by this algorithm. Clearly, it is of no use to executeAε(L) for lengths
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L with L > T(σN ). Furthermore, in caseL < 2
3εT(σN ), that is,L < εT∗, we do

not executeAε(L) either.
The remaining part of this section is structured as follows. First, we describe

the characteristics of an outline. Then, we show how to construct a good schedule
for each outline by incorporating the small jobs. Finally, we show that, for each
outline, the costs of the constructed schedule are at most 1+ ε times the costs of
the best schedule that possesses this outline.

Stage 1: Characterizing the outline scheme
Following the idea of the outline scheme, the first stage ofAε(L) consists of group-
ing schedules with the same outline together. Given an instanceI , a candidate
length L and a constantε < 1, we divide the interval [0, L) into 1

δ
intervals Ih,

h = 1, . . . , 1
δ
, of equal length, i.e.Ih = [(h − 1)δL , hδL), where 1

δ
= d

6
ε
e. For

everyh = 1, . . . , 1
δ
, we would like to know which jobs are started in the interval

Ih and the amount of time that these jobs occupy the machine. As in e.g. Hall &
Shmoys [1989b] and Hall [1998], we do not determine the starting interval for all
jobs, but only for the big jobs, i.e. jobs with shortened processing time at leastδ2L.
The essential difference between our problem and for example the flow shop prob-
lem studied by Hall, is that, due to the possibility of compression, we do not know
beforehand which jobs are big and which jobs are small. However, we can easily
overcome this difference by enumerating all possible choices for the big jobs.

We characterize an outline by a vectorV = (Â1, B̂1, . . . , Â1/δ, B̂1/δ), where,
for everyh = 1, 2, . . . , 1

δ
,

• Âh ∈ {kδ3L | k = 0, 1, . . . , 1
δ2 } and

• B̂h is a set of at most1
δ

pairs( j, â j ), with j ∈ {1, . . . , n} andâ j ∈ {kδ3L | k =
1
δ
, 1

δ
+ 1, . . . , 1

δ3 }. We require that any two pairs differ in the first coordinate.

We say that a scheduleσ for I has outlineV = (Â1, B̂1, . . . , Â1/δ, B̂1/δ) if for every
h = 1, . . . , 1

δ
the following holds:

• the total shortened processing timeAh of the small jobs inIh satisfies⌈
Ah

δ3L

⌉
δ3L = Âh,

• if ( j, â j ) ∈ B̂h, then the starting time ofJj is in Ih anda j satisfies⌈ a j

δ3L

⌉
δ3L = â j .

In the proof of Lemma 2.9 we show that the number of outlines is polynomial in
the input, as the first condition imposed on an outline scheme requires.
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Lemma 2.9. For any instance I , any candidate length L, and any fixed precision
ε, the number of outlines is polynomial in the input.
Proof. For everyh = 1, 2, . . . , 1

δ
, the cardinality ofB̂h is at most1

δ
. Furthermore,

there are at mostn
δ3 different pairs( j, â j ). The number of different choices for̂Ah is

at most 1
δ2 +1. Therefore, the number of outlines is at most((n/δ3)1/δ(1/δ2

+1))1/δ,

and therefore it is polynomial in the input. 2

Although the number of different outlines is polynomial, we restrict our attention
to those outlines for which there possibly exists a schedule, i.e. so-calledfeasible
outlines. We call an outlineV = (Â1, B̂1, . . . , Â1/δ, B̂1/δ) feasible if it satisfies
requirements (R1), (R2), and (R3) below. For notational convenience we define
Bh = {Jj | ( j, â j ) ∈ B̂h}, for h = 1, 2, . . . , 1

δ
, andB = ∪

1/δ

h=1Bh.

(R1) Every big jobJj can be compressed up toâ j , that is, for every jobJj in B:

p j − u j ≤ â j ≤

⌈ p j

δ3L

⌉
δ3L .

(R2) Every big job is assigned to a compatible starting interval, i.e. for every job
Jj ∈ Bh, for h = 1, . . . , 1

δ
:

r j < hδL and (h − 1)δL + â j + q j ≤ L + δ3L .

(R3) Every job can be started in its designated interval, that is, forh = 1, . . . , 1
δ

andl = 1, . . . , h, if Âh 6= 0 or B̂h 6= ∅, then
h∑

k=l

(Âk +

∑
J j ∈Bk

â j ) − max
J j ∈Bh

â j ≤ (h − l + 1)(δL + δ2L + δ3L).

We define the costs of an outlineV by C̄(V) =
∑

J j ∈B c j max{0, p j − â j }.
In Lemma 2.10 we state that a schedule with length at mostL leads to a feasible
outline and that the costs of an outline is bounded by the compression cost of the
big jobs in the corresponding schedule.

Lemma 2.10. If there is a scheduleσ with length at most L, then the correspond-
ing outlineV is feasible and we have thatC̄(V) ≤

∑
J j ∈B c j x j .

Proof. It is clear that the requirements (R1) and (R2) are satisfied. Leth ∈

{1, 2, . . . , 1
δ
} and suppose there is a jobJ̀ that has starting time inIh, then we

know that, for alll = 1, 2, . . . , h,
h∑

k=l

(Ak +

∑
J j ∈Bk

a j ) − max
J j ∈Bh

a j ≤ (h − l + 1) δL . (2.1)

Since we have that̂Ah ≤ Ah + δ3L for h = 1, 2, . . . , 1
δ
, andâ j ≤ (1 + δ) a j for

j = 1, 2, . . . , n, it is easy to see that requirement (R3) is also satisfied. Moreover,
asâ j ≥ a j for everyJj ∈ B, we have that̄C(V) ≤

∑
J j ∈B c j x j . 2
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Stage 2: Constructing an approximating schedule for each outline
We now construct an approximating scheduleσ(V) for every feasible outlineV.
FromV, we derive the approximate total amount of shortened processing time of
the small jobs for each intervalIh, the approximate shortened processing time of
the big jobs, and the order in which the big jobs are scheduled. For everyh =

1, 2, . . . , 1
δ

and every pair( j, â j ) ∈ B̂h, job Jj gets shortened processing timeâ j

in our scheduleσ(V). Furthermore, all jobs inBh are scheduled before the jobs in
Bh+1, for eachh = 1, 2, . . . , 1

δ
− 1.

What remains to be done is to determine the amount of shortened processing
time for every small job. Analogously to Hall [1998], we determine these data by
solving a linear program. From the output of the linear program we also determine
the order of the small jobs.

Let us start with the description of the linear program that determines the
amount of shortened processing time of the small jobs. For every small jobJj

and every intervalIh, we define a decision variableahj , whereahj represents the
shortened processing time of jobJj in the interval Ih. The linear program may
produce a solution that assigns different pieces of the same small job to different
intervals, which corresponds to a schedule in which the small jobs are preempted.
However, we can easily transform this preempted schedule into a feasible schedule
without increasing the costs considerably.

We denote the set of small jobs, that is,{J1, . . . , Jn}\B, by S. The first two
inequalities in the LP-formulation below express bounds on the amount of com-
pressionx j . Equalities(3) and(4) impose natural constraints on the intervals each
job is processed in, whereas inequalities(5) and (6) bound the total amount of
shortened processing time for each interval and each job, respectively. The goal is
to minimize the total compression costs.

LP
min

∑
j c j (p j −

∑
h ahj )

s.t. p j −
∑

h ahj ≥ 0 ∀ j ∈ S (1)

p j −
∑

h ahj ≤ u j ∀ j ∈ S (2)

ahj = 0 if r j ≥ hδL ∀h = 1, . . . , 1
δ
, ∀ j ∈ S (3)

ahj = 0 if L − q j < (h − 1)δL ∀h = 1, . . . , 1
δ
, ∀ j ∈ S (4)∑

j ahj ≤ Âh ∀h = 1, . . . , 1
δ

(5)∑
h ahj ≤ δ2L ∀ j ∈ S (6)

ahj ≥ 0 ∀h = 1, . . . , 1
δ
, ∀ j ∈ S (7)

If the linear program produces an empty set, then it is clear that there is no
schedule corresponding to the outlineV. Otherwise, we determine the shortened
processing time and the starting interval of the small jobs as follows.
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Every small jobJj gets shortened processing time
∑

h ahj in the scheduleσ(V).
As we did for the set of big jobs, we partition the set of small jobsS into 1

δ
subsets

S1, . . . ,S1/δ. In our scheduleσ(V), we schedule the jobs inSh before the ones in
Sh+1, for h = 1, . . . , 1

δ
− 1. We recursively determineS1, . . . ,S1/δ. In each step

h, we first compute a setR, which denotes the subset of small jobsJj that have
not been assigned toS1, . . . ,Sh−1 and for which there is anl ≤ h with al j > 0.
Then, we order the jobs inR in non-decreasing order of their completion times in
the preempted schedule; with the completion time ofJj in the preempted schedule
we mean the largestl for whichal j 6= 0. At the end of steph, we assign the jobs in
R one by one toSh until the total shortened processing time exceedsÂh.

Finally, we order each setSh ∪ Bh by non-decreasing shortened processing
times and concatenate these ordered sets to obtain a feasible schedule. By shifting
the schedule at mostδL units to the right, we make sure that no jobJj starts before
its release dater j and that there is no unnecessary idle time. The resulting schedule
is denoted byσ(V).

Lemma 2.11. Letσ be a schedule with length at most L, compression costs C(σ ),
and outlineV. The scheduleσ(V) constructed by the above method has length at
most(1 + ε)L and compression costs at most C(σ ).
Proof. The total shortened processing time of the small jobs assigned toSh, for
everyh = 1, . . . , 1

δ
, is at mostÂh + δ2L ≤ Ah + δ3L + δ2L and the shortened

processing time of each big jobJj is at most(1 + δ)a j . Therefore, it follows with
Equation 2.1 that every jobJj ∈ Sh∪Bh starts no later thanδL+h(δL+2δ2L+δ3L),
whereδL is due to the rounded release dates,h(δ3L + δ2L) to the increase of the
small jobs, andhδ2L to the increase of the big jobs. For every big jobJj ∈ Bh, we
have that the timeL j at whichJj is delivered satisfiesL j ≤ δL + h(δL + 2δ2L +

δ3L) + â j + q j . From requirement (R2) it now follows that

L j ≤ δL + h(δL + 2δ2L + δ3L) + L − (h − 1)δL + δ3L

≤ L + 2δL + 4hδ2L

≤ (1 + 6δ)L ,

for every big jobJj ∈ Bh. Moreover, it is easy to see that if in the solution of the
linear programi is the largest integer such thatai j 6= 0 for any small jobJj , then
Jj ∈ S1 ∪ · · · ∪ Si . With the fourth constraint of the linear program, it now follows
that

L j ≤ δL + h(δL + 3δ2L) + δ2L + q j

≤ δL + h(δL + 3δ2L) + δ2L + L − (h − 1)δL

= L + 2δL + 3hδ2L + δ2L

≤ (1 + 6δ)L ,
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for every small jobJj ∈ Sh. Hence, the length ofσ(V) is at most(1 + 6δ)L ≤

(1 + ε)L.
Sinceâ j ≥ a j , the compression costs corresponding to the big jobs forσ(V)

is no more than the compression costs corresponding to the big jobs forσ . As
the linear program determines an assignment of the small jobs that minimizes the
compression costs of the small jobs, we have that the total compression cost ofσ(V)

is at mostC(σ ). 2

The polynomial-time approximation scheme
Constructing a PTAS is now routine. First we define an algorithmAε(L) as follows.

Algorithm Aε(L)

INPUT: An instanceI , a number 0< ε < 1 and an integerL.
FOR every feasible outlineV DO

Compute the costs̄C(V) of V
Solve the corresponding LP;
IF the LP has a solution

THEN construct the scheduleσ(V)

END FOR

OUTPUT: A scheduleσ with total minimal compression costs among
all constructed schedulesσ(V).

With Lemma 2.11 it now follows that if there is a schedule with length at most
L and compression costsCOPT(L), then Aε(L) produces a schedule with length at
most(1 + ε)L and compression costs at mostCOPT(L). In Lemma 2.9 we state that
the number of outlines is polynomial. With this, it is easy to see thatAε(L) runs in
polynomial time.

The approximation scheme now consists of executingAε(L) for a constant
number of possible lengthsL, starting with 2

3εT(σN ), increasing the length ev-
ery time by a factor(1 + ε) until the value exceedsT(σN ). Let σ ′ be an optimal
schedule with lengthL ′ and compression costsCOPT(L ′). We know thatAε(L)

is evaluated for anL, with L ≤ L ′
≤ (1 + ε)L. As Aε(L) determines a solu-

tion with valueT ≤ (1 + ε)L + COPT(L), it follows with Observation 2.8 that
T ≤ (1 + ε)L + COPT(L) ≤ (1 + ε)2L ′

+ COPT(L ′) ≤ (1 + ε)2OPT. Therefore,
the constructed approximation scheme has performance ratio(1+ ε)2 and it clearly
runs in polynomial time. Therefore we have a PTAS.

Theorem 2.12. 1 | r j , cont| Lmax possesses a PTAS. 2

2.4.3 A PTAS for the parallel machine version

Extending the PTAS for the single-machine problem to a PTAS for the parallel
machine problem with a fixed number of machines can be done without too much



2.4. Handling controllable processing times 47

effort. However, to design a PTAS if the number of machines is part of the input,
that is, for P | r j , cont| Lmax, we have to work harder: we cannot enumerate all
possible choices for the big jobs, since the number of choices is exponential in the
number of machines.

In this section, we present a PTAS forP | r j , cont| Lmax that uses ideas from
Hall & Shmoys [1989a] and exploits problem specific properties. The structure
of this section is as follows. First, we simplify the instance by rounding the data.
Moreover, we argue that if there is a schedule for the original instance, then there is
an approximating schedule for the simplified instance. Then, we define an outline
scheme. Next, we prove that this outline scheme yields an algorithmAε(L) that,
given an instanceI , a small constantε and an integerL, produces a solution with
length at most(1+ε)L and compression costs at most(1+ε)COPT(L), if there exists
a schedule with lengthL. Finally, we show that we can easily construct a PTAS by
executingAε(L) a constant number of times.

A simplification of the problem
We first observe that in any optimal schedule only jobs with unit compression costs
at most 1 are compressed. Therefore, we assume without loss of generality, that all
jobs have unit compression costs at most 1. We now simplify the original instance
I by rounding the data. Given a precisionε, a feasible lengthL and an instanceI
consisting of the jobset{J1, . . . , Jn}, we define a constantδ such that1

δ
= d

8
ε
e and

a rounded instancêI as follows. For each jobJj in I we introduce a jobĴj in Î that
has the following characteristics.

(1) We divide the jobset{ Ĵ1, . . . , Ĵn} into three categories: in casep j < δ2L, we
say thatĴj is small; in case(1 +

1
δ
)L ≥ p j ≥ δ2L, we say thatĴj is big; in

casep j > (1 +
1
δ
)L, we say thatĴj is huge.

(a) For every small job̂Jj , the processing timêp j satisfies

p̂ j = p j .

(b) Every big jobĴj gets a rounded processing time, that is,

p̂ j =

⌈ p j

δ3L

⌉
δ3L .

(c) The processing timêp j of a huge jobĴj is defined as

p̂ j = p j .

It is easy to see that̂p j ≤ (1 + δ)p j , for all j = 1, . . . , n.

(2) Ĵj has a release dater̂ j , where

r̂ j =

⌊ r j

δL

⌋
δL .
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(3) Ĵj has a delivery timêq j , where

q̂ j =

⌊ q j

δL

⌋
δL .

(4) The unit compression costsĉ j of Ĵj is defined as

ĉ j =

{
c j if c j < δ2,⌈ c j

δ3

⌉
δ3 otherwise.

We say that a job̂Jj with c j < δ2 is acheapjob, we call the remaining jobs
expensive. Clearly, we have that̂c j ≤ (1 + δ)c j for all j = 1, . . . , n.

(5) To simplify the construction of the PTAS we define an extra characteristicĥ j ,
for every big and huge job̂Jj

ĥ j =

{
p j − u j if p j − u j < δ3L,⌈

p j −u j

δ4L

⌉
δ4L otherwise.

We say that a jobĴj hashigh compressionif ĥ j < δ3L; otherwise, we say
that it haslow compression. It is easy to see that̂h j ≤ (1 + δ)(p j − u j ) for
all j = 1, . . . , n.

(6) The maximum compression̂u j of Ĵj satisfies

û j = u j + p̂ j − p j .

As we want to control the number of different shortened processing times in
our outline later on, we only consider schedules forÎ that satisfy the following
properties (P1) and (P2).

(P1) The shortened processing timeâ j of a huge jobĴj satisfieŝa j = ĥ j .

(P2) The shortened processing timeâ j of a big job Ĵj with â j ≥ δ2L is an integral
multiple of δ4L and satisfieŝa j ≥ ĥ j .

In Lemma 2.13 we prove that if we restrict ourselves to the rounded instanceÎ and
to schedules that satisfy properties (P1) and (P2), then we do not lose a lot.

Lemma 2.13. If there is a scheduleσ for I with length L(σ ) ≤ L and compression
costs C(σ ), then there is a schedulêσ for Î that satisfies(P1)and(P2)and that has
length at most(1 + 3δ)L(σ ) and compression costs at most(1 + 3δ)C(σ ).
Proof. Let σ be a schedule with lengthL(σ ) and compression costs at mostC(σ ).
We replace every jobJj by Ĵj and we determine the shortened processing timeâ j

of Ĵj as follows. In choosinĝa j we try to enforce that̂a j / p̂ j is close toa j /p j , that
is, the compression ratios ofJj and Ĵj are about the same. More specifically:

• for every small jobĴj we setâ j equal toa j ,
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• for every big jobĴj we choosêa j to be equal to

â j =


ĥ j if ĥ j ≥

a j

p j
p̂ j ,

a j

p j
p̂ j if δ2L >

a j

p j
p̂ j > ĥ j ,⌈

a j p̂ j

p j δ4L

⌉
δ4L otherwise,

• for every huge jobĴj we setâ j equal toâ j = ĥ j .

We first need to check if the schedule is feasible, that is, ifx̂ j ≤ û j for every jobĴj .
For a small jobĴj , we have that̂x j = p̂ j − â j = p j − a j = x j ≤ u j = û j , for a
big job Ĵj , x̂ j = p̂ j − â j ≤ p̂ j − ĥ j ≤ p̂ j − (p j − u j ) = û j , and for a huge job̂Jj ,
x̂ j = p̂ j − â j = p̂ j − ĥ j ≤ p̂ j − (p j − u j ) = û j . Hence, the constructed schedule
σ̂ is feasible and by the choice of the shortened processing times it satisfies (P1)
and (P2).

Next, we determine the lengthL(σ̂ ) of σ̂ . To this end, we first determine an
upper bound on the shortened processing requirement of each job. For a small job
Ĵj , we have that̂a j = a j . The shortened processing timeâ j of a big job Ĵj satisfies

â j ≤ (1 + δ) max{ĥ j ,
a j

p j
p̂ j }

≤ (1 + δ) max{(1 + δ)(p j − u j ),
a j

p j
(1 + δ)p j }

≤ (1 + δ) max{(1 + δ)a j , (1 + δ)a j }

= (1 + δ)2a j .

For a huge jobĴj , we have that̂a j = ĥ j ≤ (1+ δ)(p j − u j ) ≤ (1+ δ)(p j − x j ) ≤

(1 + δ)a j .
We keep the order of the jobs unchanged and we make sure that there is no

unnecessary idle time on̂σ by shifting the jobs to the left as far as possible. Let
Mi be a machine that achieves the makespan. We renumber the jobs in such a way
that jobsĴ1, . . . , Ĵk, . . . , Ĵl , . . . , Ĵo with k ≤ l ≤ o are scheduled onMi in order of
increasing index and

L(σ̂ ) = r̂k +

l∑
j =k

â j + q̂l .

Therefore,

L(σ̂ ) ≤ rk + (1 + δ)2
l∑

j =k

a j + ql

≤ (1 + δ)2(rk +

l∑
j =k

a j + ql ).
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Hence,

L(σ̂ ) ≤ (1 + δ)2L(σ )

≤ (1 + 3δ)L .

We now determine the compression costsC(σ̂ ) of σ̂ . As the length ofσ is at
mostL, we have thata j ≤ L for every jobJj . It follows that for every jobJj with
p j > (1+

1
δ
)L, x j = p j −a j ≥ p j −L > (1+

1
δ
)L −L =

L
δ
. Hence, for every huge

job Ĵj , the amount of compression̂x j satisfieŝx j ≤ p̂ j = p j ≤ x j + L < (1+δ)x j .
For every small jobĴj , we have that̂x j = x j and for every big jobĴj , the amount
of compression̂x j satisfiesx̂ j = p̂ j − â j ≤ p̂ j −

a j

p j
p̂ j ≤

x j

p j
p̂ j ≤ (1 + δ)x j . So,

we have that

C(σ̂ ) =

n∑
j =1

ĉ j x̂ j

≤ (1 + δ)

n∑
j =1

c j x̂ j

≤ (1 + δ)2
n∑

j =1

c j x j

≤ (1 + 3δ) C(σ ).

Hereby, we have proved the lemma. 2

In Lemma 2.14 we show that without too much effort we can transform a sched-
ule σ̂ for Î that satisfies properties (P1) and (P2) into a scheduleσ for I without
increasing the total costs a lot.

Lemma 2.14. If there is a schedulêσ for Î with length L(σ̂ ) and compression costs
C(σ̂ ) that satisfies properties(P1)and (P2), then there is a scheduleσ for I with
length at most L(σ̂ ) + 2δL and compression costs at most C(σ̂ ).
Proof. We takeσ̂ and replace every job̂Jj by Jj . We set the starting time of
every jobJj equal to the starting time of̂Jj plusδL, and the shortened processing
time a j equal to min{â j , p j }. Sincex j = p j − a j = p j + max{−â j , −p j } =

max{p j − â j , 0} = max{p j − p̂ j + x̂ j , 0} ≤ max{p j − p̂ j + û j , 0} = u j , for every
job Jj , it follows thatσ is a feasible schedule. Furthermore, is clear that the length
of σ is at mostL(σ̂ ) + 2δL. We also have thatx j = p j − a j = max{0, p j −

â j } ≤ max{0, p̂ j − â j } = x̂ j . Therefore, the compression costsC(σ ) of σ satisfies
C(σ ) =

∑
c j x j ≤

∑
ĉ j x j ≤

∑
ĉ j x̂ j = C(σ̂ ). 2

In the next two subsections we focus on finding an approximating schedule forÎ
that satisfies (P1) and (P2).
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An outline scheme
We now describe an outline scheme for an instanceÎ of P | r j , cont| Lmax that de-
pends on the desired precisionε and an integerL. We first partition the set of big
and huge jobs into different sets according to the data of the jobs. We represent
every set by a vectorEy = (y1, y2, y3, y4, y5), where

• y1 ∈ {kδL | k = 0, 1, . . . , 1
δ

− 1},

• y2 ∈ {kδL | k = 0, 1, . . . , 1
δ

− 1},

• y3 ∈ {kδ3L | k =
1
δ
, 1

δ
+ 1, . . . , 1

δ3 } ∪ {∞},

• y4 ∈ {0} ∪ {kδ3
| k =

1
δ
, 1

δ
+ 1, . . . , 1

δ3 }, and

• y5 ∈ {0} ∪ {kδ4L | k =
1
δ
, 1

δ
+ 1, . . . , 1

δ4 }.

A big or huge jobĴj belongs a set represented by a vectory, if and only if

• r̂ j = y1,

• q̂ j = y2,

• if Ĵj is huge, theny3 = ∞, otherwisep̂ j = y3,

• if Ĵj is cheap, theny4 = 0, otherwisêc j = y4, and

• if Ĵj has high compression, theny5 = 0, otherwisêh j = y5.

The number of different vectors isO( 1
δ12) and therefore it is equal to some constant

κ; we denote the corresponding sets of jobs byB1, . . . ,Bκ .
Consider a machineMi in a scheduleσ̂ for Î with length at mostL that

satisfies properties (P1) and (P2). We divide the interval [0, L) into 1
δ

intervals
Ih = [(h − 1)δL , hδL), with h = 1, . . . , 1

δ
. We define the machine configuration

corresponding toMi to be a vectorν that consists of the entriesνh ∈ {kδ3L | k =

0, 1, . . . , 1
δ2 } andνhkl ∈ {0, 1, . . . , 1

δ
}, with h = 1, 2, . . . , 1

δ
, k = 1, 2, . . . , κ, and

l =
1
δ2 ,

1
δ2 + 1, . . . , 1

δ4 , which have the following meaning:

• For h = 1, 2, . . . , 1
δ
, the total amountAhi of small jobs that are processed on

machineMi and that start in the intervalIh satisfies⌈
Ahi

δ3L

⌉
δ3L = νh.

• The componentνhkl, for h = 1, 2, . . . , 1
δ
, k = 1, . . . , κ, andl =

1
δ2 ,

1
δ2 +

1, . . . , 1
δ4 , is equal to the number of jobŝJj that satisfy the following

– Ĵj starts in the intervalIh,

– Ĵj belongs toBk, and

– Ĵj has shortened processing timeâ j = l δ4L.
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Clearly, the number of entries of a machine configurationν is O( κ

δ5 ) = O( 1
δ17).

Furthermore, as the value of everyνh is at most 1
δ2 and the value of everyνhkl is

at most1
δ
, the number of different machine configurations isO(( 1

δ2 )
1/δ17

). Obvi-
ously, we are only interested infeasible machine configurations. Analogously to
the definition of a feasible outline for the single-machine problem, we call a ma-
chine configurationν feasible if it satisfies requirements (R1) through (R3) below.

(R1) For every big jobĴj , we have that̂h j ≤ â j ≤ p̂ j , that is, for every setBk,
represented by a vectorEy with y3 6= ∞,

νhkl 6= 0 implies thaty5 ≤ lδ4L ≤ y3.

And for every huge jobĴj , we have that̂h j = â j , that is, for every setBk,
represented by a vectorEy with y3 = ∞,

νhkl 6= 0 implies thaty5 = lδ4L .

(R2) Every big or huge job is assigned to a compatible starting interval, i.e.,

νhkl 6= 0 implies thaty1 < hδL and

(h − 1)δL + lδ4L + y2 ≤ L + δ4L .

(R3) Every job can be started in its predesigned interval, that is, for everyh, with
νh 6= 0 or

∑
k

∑
l νhkl 6= 0 the following inequality holds for everyi =

1, . . . , h
h∑

g=i

(νg +

∑
k

∑
l

νgkl lδ
4L) − max

l ,νhkl 6=0
lδ4L ≤ (h − l + 1)(δL + δ3L).

We denote the number of feasible machine configurations byλ and the machine
configurations byV1,V2, . . . ,Vλ.

An outline is now defined as aλ-dimensional vectorµ = (µ1, . . . , µλ) with
µi ∈ {0, 1, . . . , m} and

∑
i µi = m. We say that an outline isfeasibleif for every

k = 1, . . . , κ, |Bk| ≥
∑

ν

∑
h,l νhkl. A scheduleσ̂ for Î corresponds to an outline

µ if the number of machines that have machine configurationV` equalsµ`, for
` = 1, . . . , λ. We note that the number of outlines is at most(m + 1)λ, that is,
polynomial in the input. Next, we present an algorithm that construct a schedule
for each outlineµ that is not much worse than the best schedule that corresponds to
the outlineµ.

Constructing an approximating schedule
The basic idea of the algorithm is as follows. Given a feasible outlineµ, we try to
construct a schedule in which machinesM1, . . . , Mµ1 have machine configuration
V1, Mµ1+1, . . . , Mµ1+µ2 have machine configurationV2, etc. In the first stage of our
algorithm, we construct setsBhik, whereBhik denotes the subset of the jobs of type
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k that are started on machineMi in the intervalIh. At the end of this first stage, we
have that|Bhik| =

∑
l ν

i
hkl, whereν i is the machine configuration corresponding to

Mi . Moreover, we schedule the jobs inBhi = ∪kBhik before the ones inBh+1 i , for
all h = 1, . . . , 1

δ
− 1 andi = 1, . . . , m. All jobs in S = {J1, . . . , Jn}\ ∪h,i Bhi have

shortened processing time at mostδ2L in the final schedule. In the second stage,
we determine the shortened processing time of the jobs inS by means of a linear
program. After this, we assign these jobs to the machines and we determine the
order of the jobs on each machine. Below we fill in the details of both stages.

We first have to choose which of the|Bk| jobs of typek we assign to the∑
ν

∑
h,l νhkl places. To this end, we order the jobs of typek in order of non-

increasingĉ j . The first
∑

ν

∑
h,l νhkl of these jobs will have shortened processing

time at leastδ2L in the final schedule, whereas the shortened processing time of
the remaining jobs will be at mostδ2L. We recursively assign the most expensive
job of typek, that is, the one with the highestĉ j , to the set for which the reserved
shortened processing time is maximal. Schematically, we do the following:

FOR k = 1, . . . , κ DO

T = Bk;
Order the jobs inT in non-increasinĝc j ;
WHILE

∑
ν,h,l νhkl 6= 0 DO

Determineν i , h andl such thatν i
hkl 6= 0

andl is maximal;
Temp= {the firstν i

hkl jobs ofT };
The jobs in Temp get shortened processing timelδ4L;
Bhik = Bhik ∪ Temp;
T = T \Temp;
ν i

hkl = 0
END WHILE

FOR i = 1, . . . , m DO Bhi = Bhi ∪ Bhik END FOR

END FOR

Analogously to the previous section we now construct a linear program that
determines the shortened processing time of the jobs inS. For everyh = 1, . . . , 1

δ
,

i = 1, . . . , m, and Ĵj ∈ S, we define a variableahi j , which corresponds to the
amount of shortened processing time of jobĴj on machineMi in the intervalIh.
We denote the machine configuration corresponding to machineMi by ν i .
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LP
min

∑
j ĉ j ( p̂ j −

∑
h

∑
i ahi j )

s.t. p̂ j −
∑

h

∑
i ahi j ≥ 0 ∀ j ∈ S

p̂ j −
∑

h

∑
i ahi j ≤ û j ∀ j ∈ S

ahi j = 0 if r̂ j ≥ hδL ∀h, i and∀ j ∈ S
ahi j = 0 if L − q̂ j < (h − 1)δL ∀h, i and∀ j ∈ S∑

j ahi j ≤ ν i
h +

∑
k

∑
l ν

i
hklδ

3L ∀h, i∑
h

∑
i ahi j ≤ δ2L ∀ j ∈ S

ahi j ≥ 0 ∀h, i and∀ j ∈ S

If the linear program produces an empty set, then we conclude from the proof
of Lemma 2.15 that there is no schedule with outlineV. In case the linear program
produces a solution, every job̂Jj ∈ S gets shortened processing time

∑
h

∑
i ahi j .

Analogously to the single-machine problem, we recursively determine setsShi , for
h = 1, . . . , 1

δ
and i = 1, . . . , m; these sets form a partition ofS. In our final

schedule, we schedule the jobs inShi before the ones inSh+1 i , for h = 1, . . . , 1
δ
−1

and i = 1, . . . , m. In each steph, we first compute a setRh, which denotes the
subset of jobsĴj ∈ S that have not been assigned toS1 1, . . . ,Sh−1m and for which
there is ani and ag ≤ h with agi j > 0. Then, we order the jobs inRh in non-
decreasing order of their completion times in the preempted schedule; with the
completion time ofĴj in the preempted schedule we mean the largestg for which
there is ani with agi j 6= 0. Next, we assign the jobs inRh one by one to the
setsShi , with ν i

h 6= 0, until all Shi are full; we say that a setShi is full, if the
total shortened processing time exceedsν i

h. Finally, for each machineMi we order
each setShi ∪ Bhi by non-decreasing shortened processing times and concatenate
these ordered sets to obtain a feasible schedule. We make sure that no jobĴj starts
before its release datêr j and the resulting schedule has no unnecessary idle time.
We denote the resulting schedule byσ̂ (µ). In Lemma 2.15 below, we determine
bounds on the costs ofσ̂ (µ).

Lemma 2.15. Let σ̂ be a schedule for̂I that satisfies properties(P1)and(P2)and
that has length at most L(σ̂ ), compression costs C(σ̂ ), and outlineµ. The schedule
σ̂ (µ) has length at most L(σ̂ ) + 3δL and compression costs at most C(σ̂ ).
Proof. We define the set of big and huge jobs that start inIh on machineMi in σ̂

by Bσ
hi , for everyh = 1, . . . , 1

δ
and i = 1, . . . , m; analogously we define the sets

Sσ
hi . We construct a scheduleσ ′ in which the jobs with shortened processing time

at leastδ2L are identical to the ones in̂σ(µ).
The setsS ′

hi for σ ′, consisting of the remaining jobs, differ from the setsShi :
we assign every job̂Jj ∈ Sσ

hi ∩ S to the setS ′

hi ; the shortened processing time
of Ĵj in σ ′ equalsâ j . We still have to assign the remaining jobs, that is, the jobs
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in set∪hiBσ
hi ∩ S, to a setS ′

hi . As the number of jobs of typek in Bσ
hi is equal

to the number of jobs of typek in Bhi , for every job Ĵj in ∪hiBσ
hi ∩ S of type k

there is a corresponding job̂Jl in a setBhi ; we now assignĴj to the setS ′

hi and
choose the shortened processing time ofĴj to be min{ĥ j , âl }. Since Ĵj and Ĵl are
of the same type, we have that the shortened processing timea′

j of Ĵj in σ ′ satisfies

a′

j = min{ĥ j , âl } ≤ min{ĥl + δ3L , âl } ≤ âl + δ3L.
As every machineMi in σ̂ contains at most1

δ2 jobs with shortened processing
time at leastδ2L, it is easy to see that the length ofσ ′ is at mostL(σ ) + δ3L/δ2

=

L(σ̂ ) + δL. It is clear that the compression costs ofσ ′ is at mostC(σ̂ ). Moreover,
there is a solution to the LP, namely the solution corresponding toσ ′.

In determining the setsShi for σ̂ (µ) as described in the algorithm above, we
might loseδL by rounding the amountAhi of small jobs andδ2L by assigning the
jobs to the sets. Therefore, the length of theσ̂ (µ) is at mostL(σ̂ ) + δL +

1
δ
(δ3L +

δ2L) ≤ L(σ̂ ) + 3δL. 2

The polynomial-time approximation scheme
Based on the results in the previous subsection, we now define an algorithmAε(L)

as follows.

Algorithm Aε(L)

INPUT: An instanceI , a number 0< ε < 1 and an integerL.
Construct the corresponding instanceÎ
FOR every feasible outlineµ DO

Determine the setsBhi

Solve the corresponding LP
IF the LP produces a solution

THEN construct the schedulêσ(µ)

END FOR

Determine a schedulêσ ′ with total minimal compression costs among
all constructed schedulesσ̂ (µ).
From σ̂ ′ construct a scheduleτ for I as described in the proof of
Lemma 2.14.
OUTPUT: The scheduleτ .

It is easy to check that the algorithmAε(L) runs in polynomial time. We determine
a bound on the performance ofAε(L) in the following lemma.

Lemma 2.16. If there is a scheduleσ for I with length L(σ ) ≤ L and compression
costs C(σ ), then Aε(L) produces a scheduleτ for I with length at most(1 + ε)L
and compression cost at most(1 + ε)C(σ ).
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Proof. Let σ be a schedule forI with length L(σ ) ≤ L and compression costs
C(σ ). With Lemma 2.13, we know that there is a scheduleσ̂ for Î that satisfies
properties (P1) and (P2), and has length at most(1 + 3δ)L(σ ) and compression
costs at most(1 + 3δ)C(σ ). We denote the outline of̂σ by µ. It now follows
from Lemma 2.15 that the scheduleσ̂ (µ) has length at most(1 + 6δ)L(σ ) and
compression costs at most(1 + 3δ)C(σ ). From the proof of Lemma 2.14 it is easy
to see that the scheduleτ for I has length at most(1+6δ)L(σ )+2δL ≤ (1+8δ)L ≤

(1 + ε)L and compression cost at most(1 + 3δ)C(σ ) ≤ (1 + ε)C(σ ). 2

For the algorithmAε(L) to yield a PTAS we need good lower and upper bounds
on the lengthL of a feasible schedule. It is not hard to see that the preemptive
parallel machine problem with compressible processing timesP | cont, pmtn| Cmax

is solvable in polynomial time by solving a linear program and using the ideas
of McNaughton [1959] forP | pmtn| Cmax. Using this preemptive solution, we
can easily construct a 2-approximation algorithm for the non-preemptive problem
P | cont| Cmax. We use this 2-approximation algorithm to find an approximating
schedule for an instance ofP | r j , cont| Lmax. We first solve the problem without
release dates and delivery times by means of the 2-approximation algorithm and
then we shift the jobs to the right to enforce that every job is started at or after
its release date. It is easy to see that this yields a 4-approximation algorithm for
P | r j , cont| Lmax.

For an instanceI of P | r j , cont| Lmax we first compute an approximating
schedule by the 4-approximation algorithm above; we denote the total costs of this
approximating schedule byTAPP. The approximation scheme now consists of exe-
cuting algorithmAε(L) for a constant number of possible lengthsL, starting with
ε
4TAPP, increasing the length every time by a factor 1+ε until the value exceedsTAPP.
By similar arguments as for the single-machine problem, we may now conclude that
there is a PTAS.

Theorem 2.17. P | r j , cont| Lmax possesses a PTAS. 2

2.4.4 Possible extensions

Jansen [1999] claims that the job shop problem with compressible processing times
falls into the job shop framework analyzed by Jansen, Solis-Oba & Sviridenko
[1999], which would imply that both the job shop problem and the flow shop prob-
lem with compressible processing times have a PTAS.
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2.5 Preemptive scheduling with job-dependent setup times

We investigate the problem of preemptively schedulingn jobs onm identical paral-
lel machines. Whenever a machine switches from the processing of one job to the
processing of another job, a setup time is necessary; this setup time only depends
on the job that is to be processed next. The objective is to find a schedule that
minimizes the makespan.

We discuss polynomial-time approximation algorithms for this preemptive par-
allel machine problem. The main idea behind the approximation algorithms is that
we optimize over a restricted subset of the feasible schedules; this subset consists
of schedules with a strong combinatorial structure. Optimizing over this restricted
set turns out to be relatively easy. Moreover, we do not lose a lot by restricting to
this subset. For the general case, we construct a polynomial-time approximation
algorithm with a worst-case ratio that can be made arbitrarily close to4

3. For the
restricted case, where the setup times are identical for all jobs, we demonstrate the
existence of a polynomial-time approximation scheme.

2.5.1 Problem description

We are givenn jobs J1, . . . , Jn that have to be processed onm identical parallel
machinesM1, . . . , Mm. Every job has a given processing timep j and is available
for processing from time zero onwards. All jobs may be preempted, that is, the
processing of a job may be interrupted arbitrarily and be resumed on the same or
on another machine. Although a job may be processed on more than one machine,
a job can only be processed on one machine at the same time.

There is a drawback to the possibility of preemption: whenever a machine starts
processing its first job and whenever a machine switches processing from one job
to another, a setup is necessary. There are various types of setups: the setup may
besequence-dependent, job-dependent, or machine-dependent; a survey of the area
is given by Potts & Van Wassenhove [1992]. We are mainly interested in job-
dependent setups: before processing a (piece of a) jobJj , the machine is blocked
for a setup time sj . We note that this setup time only depends on jobJj and does
not depend on the previous job. During this setup time the machine is not available
for processing. However, during the setup of jobJj , another piece of jobJj may
simultaneously be processed on another machine. The objective is to minimize the
makespan. We denote this scheduling problem byP | pmtn, sj | Cmax. The special
case ofuniformsetup times, where the setup timesj is equal tos for all jobs Jj , is
denoted byP | pmtn, s | Cmax.

If the common setup times equals zero, thenP | pmtn, s | Cmax is solvable in
polynomial time: McNaughton’s algorithm, cf. McNaughton [1959], constructs an
optimal schedule inO(n) time. For any fixed setup times > 0, P | pmtn, s | Cmax
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(and hence also the more general problemP | pmtn, sj | Cmax) is easily seen to be
NP-complete in the strong sense.

Little is known about the approximability of these scheduling problems.
Monma & Potts [1989; 1993] propose a polynomial-time approximation algorithm
for the general case that delivers schedules whose makespan is at most a factor of
5
3 away from the optimum makespan. Chen [1993] presents another approximation
algorithm with an improved performance guarantee of3

2. The approximation algo-
rithms by Monma & Potts [1993] and Chen [1993] both consist of two phases. In
the first phase, they do not preempt any job. They sort the jobs according to the size
of sj + p j (Monma & Potts [1993]) or 2sj + p j (Chen [1993]) and then greedily
assign the jobs in this ordering to the machines. In the second phase they pair up
the machines (essentially, machines with large loads are paired with machines with
small loads) and then reschedules the jobs within the pairs; thereby at most one job
per pair is preempted. The following example shows that this line of approach can
never yield an approximation algorithm with worst-case ratio strictly better than3

2.
Consider an instance withm machines andm+1 jobs. Every jobJj has processing
time p j = 1 and setup timesj = 0. Any schedule without preempted jobs must put
two jobs on one machine. The rescheduling phase pairs this machine with load 2
with a machine with load 1; in the best case, this yields a schedule with makespan
3
2. On the other hand, the optimum makespanm+1

m tends to 1 asm goes to infinity.
In this section we derive two main results. We demonstrate the existence of

a PTAS for the restricted caseP | pmtn, s | Cmax and we give a polynomial-time
approximation algorithm with worst-case guarantee4

3 + ε for the general problem
P | pmtn, sj | Cmax. The running time of both approximation algorithms is linear
in the number of jobs but exponential in1

ε
. For problemP | pmtn, s | Cmax, this

is essentially the strongest approximability result one can expect, since there is no
FPTAS for a stronglyNP-hard problem, unlessP=NP (cf. Theorem 1.8).

We give an outline of our approach in Section 2.5.2. In Section 2.5.3 we show
that, if we restrict ourselves to a subset of the set of feasible schedules, we do not
lose a lot. Then, in Section 2.5.4 we prove that optimizing over this restricted set
is relatively easy. Finally, in Section 2.5.5 we combine the results of the previous
sections and draw some conclusions.

2.5.2 Outline of our approach

In an attempt to gain insight in the difficulties in approximating the preemptive
parallel machine problemP | pmtn, sj | Cmax, we start by considering the simplest
case, that is, the zero setup time caseP | pmtn| Cmax. In the late fifties, McNaughton
[1959] gave a linear-time algorithm to solve this problem; his algorithm is often
called the wrap-around ruleand it works as follows. First, the maximum of two
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trivial lower bounds on the length of the optimal makespan is computed: the aver-
age load1

m

∑
j p j and the maximum processing timepmax = maxj p j ; we denote

this maximum byC. Second, we construct a schedule with makespanC as follows.
Consider an arbitrary ordering of the jobs and sequence all the jobs on an imagi-
nary machine following this ordering. We now move from left to right and cut the
sequence into pieces of lengthC; the last piece will have length at mostC. As the
sum of the processing times is at mostmC, there are at mostm pieces. We now
assign each piece to a machine, where we process the jobs without idle time from
time zero onwards. SinceC ≥ pmax, it follows that no two job-pieces of the same
job overlap, that is, we have constructed a feasible schedule. In Figure 2.2 we give
an illustration of the algorithm.

2C 3C 4CC

n =     m =

p p p p p

p p

p

C

7, 4,

= 33,     = 24,     = 50,     = 31,     = 23,

= 30,     = 48

= 239

= max (239/4, 50) = 59.75

1 2 3 4 5
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J6J5J4J3 J7
J2J1

Figure 2.2:McNaughton’s wrap-around rule

Adding setup times to the preemptive parallel machine problem makes itNP-
hard. In trying to construct a PTAS forP | pmtn, sj | Cmax we could follow the ideas
presented in Section 2.1.2; then, we would probably work with an outline scheme
based on machine configurations. The main problem with this approach is that if
we are given an arbitrary assignment of job-pieces to machines, then, in order to
find an approximate schedule, we have to sequence the jobs such that no two job-
pieces of the same job overlap and the makespan is minimized. This is equivalent
to solving the open shop problemO | | Cmax, for which there is no PTAS unless
P=NP. To overcome this difficulty, we optimize over a restricted subset of the
set of feasible schedules for which the sequencing is easy; we call these schedules
clean schedules.
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Definition 2.18. A schedule for an instance ofP | pmtn, sj | Cmax is calledcleanif
it fulfills the following four conditions:

(a) every job is preempted at most once,
(b) every preempted job is processed on two different machines,
(c) every machine processes at most two job-pieces,
(d) every job-piece is either processed first or last on its machine. 2

The set of clean schedules has two nice properties. The first one is that we do not
lose a lot if we optimize over the set of clean schedules rather than over the set of all
schedules. Since the schedule constructed by McNaughton’s wrap-around rule is a
clean schedule, every instance of the problem without setup times possesses a clean
schedule that is optimal. In Section 2.5.3, we prove that this property is partially
carried over to our problem: for the restricted case of constant setup times there
exists an optimal schedule that is clean; for the general case there exists a clean
schedule with makespan at most4

3 times the optimal makespan.
Now let us turn to the second nice property of clean schedules: it is relatively

easy to optimize over the set of clean schedules. Below, we show that if we are
given an assignment of jobs and job-pieces to machines that leads to a clean sched-
ule, that is, a so-called clean assignment, then we can find the best clean schedule
corresponding to this assignment in polynomial time. We first define the concept of
clean assignment.

Definition 2.19. We call an assignment of jobs and job-pieces to machines for an
instance ofP | pmtn, sj | Cmax a clean assignmentif it fullfils the following two
conditions:

(a) every preempted job consists of at most two job-pieces and
(b) to any machine at most two job-pieces are assigned. 2

The load 1i of a machineMi in an assignment is defined as the total setup and
processing time of the jobs and job-pieces assigned to that machine; we define the
length3 of a clean assignment as3 = max(maxi 1i , maxj sj + p j ).

Lemma 2.20. For any clean assignment with length3, we can compute a clean
schedule with makespan3 in polynomial time.
Proof. To prevent overlap of two job-pieces of the same job in their execution,
we schedule these job-pieces such that one is started at time 0 and the other one
ends at time3. As 3 ≥ maxj sj + p j , the job-pieces then do not overlap. This
is done as follows. We start with an arbitrary machineMi that contains at least
one job-piece of a preempted job. We schedule one job-piece, say a piece of job
Jj , at time 0. Subsequently we schedule the non-preempted jobs assigned to this
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machine. Then, if necessary after some idle time, we start the eventual second job-
piece, say a piece of jobJk; the starting time of this job-piece is chosen such that
it completes at time3. Next, we consider the machine that processes the second
piece of jobJj . We sequence the jobs analogously toMi , keeping in mind that the
piece of jobJj must complete at time3. We repeat this procedure until all the jobs
are sequenced. During the procedure we make sure that the second piece of jobJk

is started at time 0. It is easy to see that the resulting schedule is feasible and has
makespan3. 2

In Section 2.5.4 we make use of the second nice property: we show that for
P | pmtn, sj | Cmax we can find a clean assignment with length(1+ ε)3 in polyno-
mial time, if there exists a clean schedule of length3.

2.5.3 Clean schedules are near-optimal

In this section we prove that clean schedules are near-optimal. That is, we prove
the following theorem.

Theorem 2.21.
(i) For every instance of P| pmtn, s | Cmax there exists an optimum schedule that is
clean.
(ii) For every instance of P| pmtn, sj | Cmax there exists a clean schedule whose
makespan is at most4

3 times the optimum makespan. 2

We have divided this section into two subsections. The first subsection provides a
proof of statement (i); this proof is straightforward. In the second subsection we
prove statement (ii); this proof is rather lengthy and uses some case distinctions.

The constant setup time problemP | pmtn, s | Cmax

Consider an instanceI of P | pmtn, s | Cmax. Let σ be an optimum schedule forI
with makespan OPT. Below, we transformσ into a clean schedule without increas-
ing the makespan. To this end, we define an undirected graphG whose vertex set is
{M1, . . . , Mm}. There is an edge inG between machineM j and machineMk if and
only if they process a common (preempted) job. Consider an arbitrary connected
component ofG; this component spans a subsetM of the machines with|M| = k.
Let J , with J = `, denote the set of jobs that are processed on the machines in
M. Note that no job inJ is processed on any machine outsideM. SinceM forms
a connected component in the graphG, there are at leastk − 1 preemptions of the
jobs inJ . With this, an averaging argument yields that

OPT ≥
1

k
((` + k − 1)s + p(J )) . (2.2)
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Analogously to the construction of an optional schedule forP | pmtn| Cmax by Mc-
Naughton’s wrap-around rule, we now construct an optimal schedule that is clean.
Let J ′

1, . . . , J ′

l be an arbitrary enumeration of the jobs inJ and consider the se-
quence

p(J ′

1), s, p(J ′

2), s, p(J ′

3), s, . . . , s, p(J ′

`−1), s, p(J ′

`). (2.3)

By (2.2), the sum of all values in this sequence is at mostk(OPT−s). For notational
convenience, we append a non-negative dummy valueD at the end of the sequence
that makes the sum precisely equal tok(OPT− s). Then, as it was done in the
wrap-around rule, we cut the sequence intok subsequencesS1, . . . ,Sk whose sums
are all equal to OPT− s. In doing this we may split a processing time, a setups, or
the dummy value into pieces, if necessary. It is easy to see that no setup time and no
processing time in the sequence needs to be split into more than two pieces. Finally,
we reschedule the jobs on the machines inM as follows. Thei th machine inM
first performs a setup and then processes the subsequenceSi . This assigns to every
machine a total processing time of precisely OPT. Next, we replace all setups that
have been split into pieces and all pieces of the dummy value by idle intervals. It
can be checked that this yields another feasible schedule in which the jobs inJ and
the machines inM fulfill the conditions of Definition 2.18.

By repeating this procedure for every connected component of the graphG, we
eventually end up with an optimum schedule that is clean. This concludes the proof
of statement (i) of Theorem 2.21.

The general problemP | pmtn, sj | Cmax

Consider an instanceI of P | pmtn, sj | Cmax and letσ be an optimal schedule for
I with makespan OPT. In the sequel we assume that OPT= 1; note that we can
easily enforce this by scaling the setup and processing times. In this section we
prove the existence of a clean assignmentAσ for I with length at most43; we prove
this by giving an explicit construction that is based on reordering the jobs and job-
pieces ofσ . With Lemma 2.20, statement (ii) of Theorem 2.21 then immediately
follows.

This section is divided into three subsections. We start by simplifying the prob-
lem; finding a clean assignment for this simplified problem turns out to be equiv-
alent to finding a clean assignment for the original problem. Then we present an
algorithm for finding a clean assignment for the simplified problem. Finally, we
show that the length of this clean assignment is at most4

3.

Simplifying the problem
As a first step in the simplification of the problem we replace the setup time and
the processing time of a job by one entity: theσ -length p+j of a job Jj , which we
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define as the total time that jobJj occupies the different machines inσ , that is, its
total processing time plus its total setup time.

Lemma 2.22. There exists an optimal schedule for which the setup time of any job
does not overlap with its processing on another machine.
Proof. Let σ be an optimal schedule. Assume that at timet machineMi is busy
with the setup of jobJj and that at the same timeJj has just finished processing on
machineMl . Consider the scheduleσ ∗ that is constructed fromσ ∗ by exchanging
the job and job-pieces started aftert on Ml with the ones onMi . It is clear that if
we schedule the jobs as soon as possible, the makespan of the schedule does not
increase. By repeating this process whenever a setup and a processing period of the
same job overlap, we obtain an optimal schedule that satisfies the condition stated
above. 2

It follows from Lemma 2.22 thatp+

j is at most 1 for every jobJj . Furthermore, if we
only allow jobs to be preempted in our clean assignmentAσ if they are preempted
in σ , then we have that the total length of the job-pieces (including setups) of every
job Jj in Aσ is at mostp+

j . From now on we work with theσ -length of a job
instead of its processing time and its setup time. By means of the following lemma,
we apply a further simplification.

Lemma 2.23. Let σ be an optimal schedule for an instance I with makespan1.
Consider the instance I′ that consists of the jobs of I that are preempted inσ with
σ -length more than2

3 and the jobs of I that are not preempted inσ with σ -length
more than1

3. If there is a clean assignment for I′ of length at most43 such that every
machine with load less than1 contains at most one job-piece, then there is a clean
assignment for I of length at most4

3.
Proof. Let Aσ ′ be a clean assignment forI ′ with the desired property. We now
construct a clean assignment forI of length at most43, where every job inI ′ is
assigned to the same machine as inAσ ′ . Next, we add the jobs that occur inI but
not in I ′. We start by assigning the preempted jobs to the machines in a greedy way,
while taking care that no machine load exceeds4

3. That is, after this step, for every
preempted jobJl that has not yet been assigned, and for every machineMi , we have
that1i ≤

4
3 < 1i + p+

l . We split the remaining preempted jobs into two pieces of
equal length, we list these job-pieces together with the unassigned non-preempted
jobs in an arbitrary order, and assign these jobs and job-pieces to the machines in a
greedy way.

Assigning jobs to machines in a greedy way means that we assign the next job
in the list to the currently least loaded machine. Therefore, no job (or job-piece) is
assigned to a machine with load more than 1, which implies that the length of the
constructed assignment is at most4

3. Furthermore, in the last step no two job-pieces
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are assigned to the same machine since none of the corresponding jobs fits entirely
on that machine. Hence, the resulting assignment is a clean assignment. 2

We will construct an assignment of jobs forI ′ as described in Lemma 2.22. There-
fore, we assume in the sequel thatσ has the following properties:

(1) σ has makespan 1,
(2) every jobJj in σ that is not preempted satisfiesp+

j > 1
3, and

(3) every jobJj in σ that is preempted satisfiesp+

j > 2
3.

Our goal is now to construct an assignmentAσ of jobs and job-pieces to machines
that satisfies the following requirements:

(a) theσ -length of each jobJj equalsp+

j ,
(b) every machine load is at most4

3,
(c) every job that is not preempted inσ is not preempted inAσ ,
(d) every preempted job consists of at most two job-pieces, and
(e) every machine with load at most 1 contains at most one job-piece and every

other machine contains at most two job-pieces.

In the following subsection we present an algorithm that constructs an assignment
satisfying properties (a) through (e).

An algorithm for finding a special clean assignment
We partition the non-preempted jobs inσ into six categories, according to their
length. We say that

• a job Jj is of typeA if p+

j ∈ (8
9, 1],

• a job Jj is of typeB if p+

j ∈ (7
9,

8
9],

• a job Jj is of typeC if p+

j ∈ (2
3,

7
9],

• a job Jj is of typeD if p+

j ∈ (5
9,

2
3],

• a job Jj is of typeE if p+

j ∈ (4
9,

5
9],

• a job Jj is of typeF if p+

j ∈ (1
3,

4
9].

We denote the number of jobs of typeA, B, C, D, E, andF by nA, nB, nC, nD, nE,
andnF , respectively. Since the load of every machine inσ is at most 1, a machine
that processes a job of typeA, B, or C does not process any other non-preempted
job. We therefore distinguish four different types of machines inσ : there arenA

A-machines, containing a job of typeA, nB B-machines, containing a job of type
B, nC C-machines, containing a job of typeC, andm − nA − nB − nC remaining
machines, which we callfree machines.

The algorithm consists of two phases: we first assign jobs that are not preempted
in σ ; then we assign the jobs that are preempted inσ . Below a detailed description
of the algorithm follows.
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ALGORITHM

Step 1Assign the non-preempted jobs.
The jobs that are not preempted inσ , are not preempted in Aσ either.

(i) jobs of typeA, B, andC: assign every job of typeA, B, andC to the machine
that it occupies inσ .

(ii) jobs of typeD: iteratively assign two unassigned jobs of typeD to one free
machine.

(iii) jobs of type E: assign the firstnC jobs of typeE to aC-machine. After this,
iteratively assign two unassigned jobs of typeE to one free machine.

(iv) jobs of typeF : assign the firstnB jobs of typeF to a B-machine. After this,
iteratively assign three unassigned jobs of typeF to one free machine.

Step 2Assign the preempted jobs.

(i) In the first phase of Step 2 we assign a preempted job into two pieces toA-,
B-, andC-machines. We say that a preempted jobJl fitson machinesMi and
Mh, if 1i + 1h + p+

l ≤
8
3. In this step, we only consider machines to which

a single non-preempted job is assigned.
(a) For every preempted jobJl proceed as follows: if there is a pair ofA-

machines on whichJl fits, then divideJl into two pieces and assign the
pieces to theA-machines. The lengths of the pieces are chosen such
that the load of both machines is at most4

3.
(b) For every preempted jobJl proceed as follows: if there is anA-machine

and aB-machine on whichJl fits, then divideJl into two pieces of size
at least2

9 and assign the pieces to the machines. The lengths of the
pieces are chosen such that the load of both machines is at most4

3.
(c) For every preempted jobJl proceed as follows: if there is anA-machine

Mi and aC-machineMh, then divideJl into two pieces and assign the
first piece that has size at least2

9 to Mi and the second piece that has
size at least49 to Mh. The lengths of the pieces are chosen such that the
load of both machines is at most4

3.
(d) For every preempted jobJl proceed as follows: if there is a pair ofB-

machines on whichJl fits, then divideJl into two pieces of size at least
2
9 and assign the pieces to theB-machines. The lengths of the pieces
are chosen such that the load of both machines is at most4

3.
(e) For every preempted jobJl proceed as follows: if there is aB-machine

Mi and aC-machineMh, then divideJl into two pieces and assign the
first piece that has size at least2

9 to Mi and the second piece that has
size at least49 to Mh. Since1i + 1h ≤

8
9 +

7
9 =

5
3, Jl fits on Mi and

Mh.
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(f) For every preempted jobJl proceed as follows: if there is a pair ofC-
machines, then divideJl into two pieces of equal size and assign the
pieces to theC-machines.

(ii) If there are twoB-machines left that only contain a job of typeB, then pro-
ceed as follows. Take an empty free machineMi and two unassigned pre-
empted jobsJl andJk. Split Jl andJk into two pieces of size23 and p+

l −
2
3,

and2
3 andp+

k −
2
3, respectively. Assign both pieces of size2

3 to Mi and assign
each of the remaining two pieces to aB-machine.

(iii) In this step the remaining unassigned preempted jobs are assigned to the free
machines in a McNaughton-type way: the sequence of preempted jobs is di-
vided into parts of size43 and each part is assigned to an empty free machine.
More precisely, proceed as follows.
Sequence the unassigned preempted jobs following some ordering on the
imaginary machine. Besides these jobs, there might be one job of typeD,
one job of typeE, and one or two jobs of typeF that have not yet been as-
signed to any machine in Step 1. Furthermore, there also might be either a
B-machine or aC-machine to which no job-piece is assigned in Steps 2(i) and
2(ii). As we would like to use the remaining space on allB- andC-machines,
we need to consider the following cases.

(a) There is aB-machine left. Note that this excludes the presence of unas-
signed jobs of typeF . Cut a piece of length29 from the (beginning of
the) sequence and assign it to theB-machine. Subsequently cut the re-
maining sequence into pieces of length4

3 and assign them to the empty
free machines. The unassigned jobs of typeD and E are assigned to
the last free machine.

(b) There is aC-machine left. Note that this excludes the presence of unas-
signed jobs of typeE. Assign an unassigned job of typeF to thisC-
machine, cut a piece from the sequence that together with the total size
of the jobs on theC-machine adds to a load of4

3, and assign this piece
to theC-machine. Subsequently cut the remaining sequence into pieces
of length 4

3 and assign them to the empty free machines. The eventual
unassigned jobs of typeD andF are assigned to the last free machine.

(c) If there is noB- or C-machine left. Assign the eventual unassigned
jobs of typeF to an empty free machine, cut a piece from the sequence
that together with the total size of the jobs on this free machine adds
to a load of4

3, and assign this piece to this machine. Subsequently cut
the remaining sequence into pieces of length4

3 and assign them to the
empty free machines. The eventual unassigned jobs of typeD and E
are assigned to the last free machine.
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The analysis
We now prove that the algorithm presented above indeed delivers a clean assign-
ment with length at most43. Before entering into details, we present the main idea
on which the arguments are based. We use the following trivial observation. If we

M1

M4

M2

M3

0 1

0 1

0 1

0 1

Preempted job-pieces 

Interval completely used for processing jobs of type A 
consider all machines inσ
that process a job of typeA,
then we know that the total
σ -length of an arbitrary pre-
empted jobJj on these ma-
chines is at most 2· 1

9 =

2
9. Namely, on each of these
machines, the interval [1

9,
8
9]

is completely used to pro-
cess the non-preempted job
of type A; see the picture
alongside for an illustration.

Clearly, we have a similar statement concerning the set of machines inσ that pro-
cess a job of typeB. This trivial observation provides upper bounds on the load of
the preempted jobs inσ , which on their turn are useful in proving that our assign-
ment is feasible and has length at most4

3.
It is clear that we have enough machines to assign the non-preempted jobs in

the way prescribed by the algorithm. What is left to prove is that the amount of
space required by the algorithm to assign the preempted jobs is indeed available.

We start by introducing some terminology: we denote the totalσ -length of the
preempted jobs inσ by L; the number of preempted jobs is denoted byl . We splitL
into two parts: the totalσ -lengthU scheduled in the intervalsIU = [ 1

9,
4
9]∪[ 5

9,
8
9] in

σ and the totalσ -lengthV scheduled in the remaining time intervalsIV = [0, 1
9] ∪

[ 4
9,

5
9]∪[ 8

9, 1] in σ . We now determine an upper bound onL. It follows from Lemma
2.22 thatV ≤

1
3l . Furthermore, since we have assumed that every preempted job

has length at least23, we have thatL ≥
2
3l , and thereforeU = L − V ≥

2
3l −

1
3l =

1
3l ≥ V . This gives the following upper bound onL:

L = U + V ≤ 2U. (2.4)

Next, we determine an upper bound onU by calculating the totalσ -length of the
preempted jobs inIU on the four different types of machines. Since theσ -length
of a job of typeA is at least89, theσ -length of the preempted jobs in the interval
IU is 0 on allA-machines. Further, as the length of a job of typeB is at least79, the
contribution of the preempted jobs scheduled inIU on theB-machines is at most
1
9nB; by analogous arguments, we have that the contribution of the preempted jobs
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scheduled inIU on theC-machines is at most29nC. Now consider a free machine:
the length of the overlap betweenIU and the processing of a job of typeD, E, and
F is at least13, 1

3, and2
9, respectively. Therefore, the totalσ -length of the preempted

jobs on the free machines is at most2
3(m − nA − nB − nC) −

1
3nD −

1
3nE −

2
9nF .

Combining the previous arguments yields the following equation:

U ≤
nB

9
+

2

9
nC +

2

3
(m − nA − nB − nC) −

nD

3
−

nE

3
−

2

9
nF

=
6m − 6nA − 5nB − 4nC − 3nD − 3nE − 2nF

9
. (2.5)

Next, we have to determine the total spaceSour algorithm creates for assigning
the remaining jobs. Clearly, the value ofS depends on whethernE ≥ nC and
nF ≥ nB. Therefore, our proof proceeds by analysing four cases: CASE 1 where
nE ≥ nC andnF ≥ nB, CASE 2 wherenE ≥ nC andnF < nB, CASE 3 where
nE < nC andnF ≥ nB, and CASE 4 wherenE < nC andnF < nB. For each of
these cases we prove thatS ≥ L.

CASE 1 nE ≥ nC andnF ≥ nB.
In this case noB- or C-machine is used for processing (a part of) a preempted job.
ThereforeS only depends on the number ofA-machines and the number of free
machines. The total number of free machines to which no non-preempted job is
assigned in Step 1 is equal tom−nA −nB −nC −

1
2nD −

1
2(nE −nC)− 1

3(nF −nB);
the capacity of each of these machines is4

3. Therefore, we have that

S ≥
4

3
(m − nA − nB − nC −

nD

2
−

nE − nC

2
−

nF − nB

3
)

=
12m − 12nA − 8nB − 6nC − 6nD − 6nE − 4nF

9
. (2.6)

With Equations 2.4, 2.5, and 2.6 it follows thatS ≥ 2U ≥ L. Hence, for CASE 1
the algorithm delivers a clean assignment satisfying properties (a) through (e) listed
in the beginning of this section.

CASE 2 nE ≥ nC andnF < nB

The total number of free machines to which no non-preempted job is assigned in
Step 1 is now equal tom−nA−nB −nC −

1
2nD −

1
2(nE −nC); again, the capacity of

each of these machines is4
3. Furthermore, there arenB − nF B-machines to which

we assign a job-piece in Step 2. Below, we argue that the size of each job-piece
assigned to aB-machine in Step 2 is at least2

9. By the definition of the algorithm,
this is indeed the case for all job-pieces assigned to aB-machine in Steps 2(i) and
2(iii). Let Jl be a preempted job of which a job-piece is assigned to aB-machine
in Step 2(ii). SinceJl was not assigned to theseB-machines in Step 2(i), we know
that it does not fit on twoB-machines, that is,p+

l > 8
3 − 28

9 =
8
9. Hence, every
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job-piece assigned to aB-machine in Step 2(ii) has size at least8
9 −

2
3 =

2
9. Hereby,

the claim is proven and we have that

S ≥
2

9
(nB − nF) +

4

3
(m − nA − nB − nC −

nD

2
−

nE − nC

2
)

=
12m − 12nA − 10nB − 6nC − 6nD − 6nE − 2nF

9
. (2.7)

With Equations 2.4, 2.5, and 2.7 it follows thatS ≥ 2U ≥ L.

CASE 3 nE < nC andnF ≥ nB

In this case, the total number of free machines to which no non-preempted job is
assigned in Step 1 ism−nA −nB −nC −

1
2nD −

1
3(nF −nB), and there arenC −nE

C-machines to which we assign a job-piece in Step 2. We argue that the total size of
jobs and job-pieces assigned to eachC-machine in Step 2 is at least4

9. This is clear
for Steps 2(i)(a)–(e), 2(ii) and 2(iii). LetJl be a preempted job of which a job-piece
is assigned to aC-machineMh in Step 2(i)(f). If the total number ofA-machines to
which no job-piece is assigned is 0, then it is easy to see that the total space created
for processing non-preempted and preempted jobs is at least 1 on every machine,
and thus we have a clean assignment of length at most4

3. Let us therefore assume
that there is aA-machineMi to which no job-piece is assigned in Step 2(i). We
know thatJl does not fit onMi andMh, that is,p+

l > 8
3 −1i −1h ≥

8
3 −1−

7
9 =

8
9.

Therefore, the size of each job-piece assigned to aC-machine in Step 2(i)(f) is at
least4

9 and the claim is proven. We now have that

S ≥
4

9
(nC − nE) +

4

3
(m − nA − nB − nC −

nD

2
−

nF − nB

3
)

=
12m − 12nA − 8nB − 8nC − 6nD − 4nE − 4nF

9
. (2.8)

Also in this case it follows from Equations 2.4, 2.5, and 2.8 thatS ≥ 2U ≥ L.

CASE 4 nE < nC andnF < nB

With the arguments presented in the previous cases we may assume that

S ≥
2

9
(nB − nF) +

4

9
(nC − nE) +

4

3
(m − nA − nB − nC −

nD

2
)

=
12m − 12nA − 10nB − 8nC − 6nD − 4nE − 2nF

9
. (2.9)

Analogously to the previous cases, it follows from Equations 2.4, 2.5, and 2.9 that
S ≥ 2U ≥ L.

Hence, for every case the algorithm delivers a clean assignment with properties (a)–
(e). With Lemmas 2.20 through 2.23 it now follows that there is a clean schedule
with makespan at most4

3, this concludes the proof of statement (ii) of Theorem 2.21.
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2.5.4 Optimizing over the set of clean schedules

In this section we show that optimizing over the set of clean schedules is relatively
easy. More precisely we prove the following theorem.

Theorem 2.24. For every instance I of P| pmtn, sj | Cmax and everyε > 0, there
exists a polynomial-time algorithm that outputs a clean schedule whose makespan
is at most1 + ε times the makespan of the best clean schedule for I . 2

From now on we denote the makespan of the best clean schedule by OPT. It follows
from Lemma 2.20 that we can restrict ourselves to construct a polynomial-time
approximation scheme for finding the best clean assignment.

This section is structured as follows. The heart of our approximation scheme is
based on solving a mixed integer program. We therefore start by formulating the
mixed integer program in the first subsection; in the second subsection we present
the PTAS.

A mixed integer programming formulation
Consider an instanceI of P | pmtn, sj | Cmax. We start by computing the following
two lower bounds on OPT. Analogously to the lower bounds for McNaughton’s
wrap-around rule, we have that

OPT ≥
1

m

n∑
j =1

(p j + sj ) (2.10)

and

OPT ≥ max
1≤ j ≤n

(p j + sj ). (2.11)

We define a positive numberT

T = 2 · max

{
1

m

n∑
j =1

(p j + sj ), max
1≤ j ≤n

(p j + sj )

}
. (2.12)

It is straightforward to see that

T

2
≤ OPT ≤ T, (2.13)

where the first inequality follows from inequalities (2.10) and (2.11), and the second
inequality follows from a list scheduling argument.

Let d ≥ 10 be some fixed integer that only depends on1
ε

and therefore is not
part of the input; the exact value ofd is determined later. We call a jobJj big if
p j ≥

T
d andsmall if otherwise. To simplify the analysis, we work with the rounded

instanceÎ that we define as follows:
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• For every big jobJj in I , we introduce a corresponding job̂Jj in Î ; the
processing timêp j and the setup timêsj of Ĵj are multiples ofT

d2 :

p̂ j =

⌈
p j d2

T

⌉
T

d2
, ŝj =

⌈
(p j + sj )d2

T

⌉
T

d2
− p̂ j .

We partition the set of big jobs, which we denote byB, intoO(d4) subsets
Bkl = { Ĵj | p̂ j + ŝj = k T

d2 , p̂ j = l T
d2 }, with k = d, d + 1, . . . , d2 and

l = d, d + 1, . . . , k.
• For every small jobJj in I , we also introduce a corresponding jobĴj in Î .

We partition the set of small jobs, denoted byS, into two subsetsS1 and
S2: S1 = { Ĵj | p j + sj < T

d }, S2 = { Ĵj |
T
d ≤ p j + sj }. For a job Ĵj

in S1, the processing timêp j and the setup timêsj are equal top j andsj ,
respectively. A jobĴj in S2 has processing timêp j = 0 and setup time

ŝj = d(p j + sj )
d2

T e
T
d2 .

We only consider clean assignments forÎ that satisfy the following two properties
(P1) and (P2):

(P1) No small job is preempted.

(P2) For every preempted big job inBkl , the size of every job-piece, that is, the
amount of setup plus the amount of processing, is an integer multiple ofT

d2

and the amount of processing is at leastT
d .

Lemma 2.25. The instanceÎ possesses a clean assignment with length at most
d+5

d OPT that satisfies properties(P1)and(P2).
Proof. Consider a best clean assignment forI , with length OPT. We construct a
clean assignment for̂I that satisfies properties (P1) and (P2) in two steps. In the first
step, we enforce properties (P1) and (P2). For every small jobJj that is preempted,
we remove the smallest job-piece and we replace the biggest job-piece by the entire
job Jj . For every big jobJj that is preempted, we proceed as follows: if one of the
job-pieces has size less thansj +

T
d , then we remove the smallest job-piece and we

replace the biggest job-piece by the entire jobJj ; otherwise, we replace the smallest

job-piece of sizet by a job-piece of sizêt , wheret̂ = d
t d2

T e
T
d2 , and the biggest job-

piece by a job-piece of size 2ŝj + p̂ j − t̂ . It is easy to see that the load of each
machine has increased by at mostT

d per job-piece. With Equation 2.13 we have
that, in the first step, the length of the assignment has increased by at most4

d OPT.
In the second step, we replace every non-preempted jobJj by its corresponding job
Ĵj . Since every jobJj in B∪S2 satisfiesp̂ j + ŝj ≤ p j +sj +

T
d2 ≤ (1+

1
d )(p j +sj ),

in the second step the length has increased by at most1+d
d OPT. 2
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Consider the jobs on some fixed machineM in some fixed clean assignment for
instanceÎ that satisfies properties (P1) and (P2). We now define a machine config-
uration by an integer vectorEu that consists of the entriesu0, uk0, ukl , anduhkl, with
k = d, d + 1, · · · , d2, l = d, d + 1, · · · , k, andh = d, d + 1, · · · , l , which have the
following meaning:

• The componentu0 ∈ {k T
d | k = 0, 1, . . . , d} denotes the total amount of

processing and setup of small jobs inS1 on machineM rounded up to the
next integer multiple ofTd .

• For d ≤ k ≤ d2, the componentuk0 ∈ {0, 1, . . . , d} denotes the number
of small jobs Ĵj in S2 that are processed onM and that have setup time
ŝj = k T

d2 .
• For d ≤ k ≤ d2 andd ≤ l ≤ k, the componentukl ∈ {0, 1, . . . , d} denotes

the number of non-preempted big jobsĴj in Bkl that are processed onM .
• Finally, for d ≤ k ≤ d2, d ≤ l ≤ k, andd ≤ h ≤ l , the componentuhkl ∈

{0, 1, 2} denotes the number of job-pieces processed onM that correspond
to a job Ĵj in Bkl and for which the amount of processing equalsh T

d2 . Note
that by the cleanness of the schedule, the sum of alluhkl overh, k, l should
be equal to 0, 1, or 2.

The load of a machine configurationEu, denotedC(Eu), is defined as

C(Eu) = u0 +

d2∑
k=d

uk0 k
T

d2
+

d2∑
k=d

k∑
l=d

ukl k
T

d2

+

d2∑
k=d

k∑
l=d

l∑
h=d

uhkl (k − l + h)
T

d2
. (2.14)

Denote byU the set of all machine configurationsEu for which C(Eu) ≤ 2T and∑d2

k=d

∑k
l=d

∑l
h=d uhkl ≤ 2. Let Eu be any machine configuration inU . We see that

each component ofEu can attain at most 2d + 1 different values. The number of
entries ofEu is at most ind6. Therefore, the number of different machine configura-
tions|U | satisfies|U | ≤ (2d + 1)d6

and hence is a constant that only depends ond.
The difference between the load of the machine configurationEu and the load of the
corresponding machineM is due to rounding the amount of small jobs inS1 that is
assigned toM .

Lemma 2.26. For a machine configurationEu corresponding to a fixed machine
Mi in a clean assignment for̂I that satisfies(P1) and (P2), we have that C(Eu) ≤

1i +
T
d ≤ 1i +

2
d OPT. 2

It follows from Lemmata 2.25 and 2.26 that, when searching for an optimum sched-
ule for Î , we only need to consider machine configurations with load at most
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d+7
d OPT ≤ 2T , that is, we may restrict our attention to vectors inU . An out-

line is now defined as a vectorEx that consists of entriesxEu that denote the number
of machines with corresponding machine configurationEu. We define the value of
the outline represented by the vectorEx as maxEu,xEu>0 C(Eu). Instead of enumerating
over all possible outlinesEx, we use a mixed integer program to determine the best
outline, as was done forP | | Cmax by Alon, Azar, Woeginger & Yadid [1998].

We now determine the best outline by means of an integer linear program with
a fixed number of integer variables. We use the following constants and variables
to describe an outline:

• For d ≤ k ≤ d2 andd ≤ l ≤ k, the constantnkl denotes the number of big
jobs inBkl .

• For d ≤ k ≤ d2, the constantnk denotes the number of jobŝJj in S2 with
ŝj = k T

d2 .
• For each vectorEu ∈ U , the non-negative integer variablexEu denotes the

number of machines with corresponding machine configurationEu.

Next, we describe the restrictions of the mixed integer program. Since the total
number of machines equalsm, we require that∑

Eu∈U

xEu = m. (2.15)

A big job Ĵj in Bkl can only be split into a job-piece with processing timeh T
d2 and

a job-piece of length(l − h) T
d2 with h ≥ d andl − h ≥ d. Therefore,∑

Eu∈U

uhkl xEu =

∑
Eu∈U

u(l−h)kl xEu, (2.16)

for all d ≤ k ≤ d2, d ≤ l ≤ k, andd ≤ h ≤ l . Since every big job inBkl has to be
processed, we have that∑

Eu∈U

xEu

(
ukl +

1

2

l∑
h=d

uhkl

)
≥ nkl, (2.17)

for all d ≤ k ≤ d2 andd ≤ l ≤ k. Since all small jobs inS2 must be processed∑
Eu∈U

xEu uk0 ≥ nk, (2.18)

for all d ≤ k ≤ d2. Since all small jobs inS1 must be processed,∑
Eu∈U

xEu u0 ≥

∑
Ĵ j ∈S1

ŝj + p̂ j . (2.19)

Below we prove that we can compute a best outline in polynomial time.

Theorem 2.27. For any constant d≥ 10, the best outline can be computed in
linear time.
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Proof. By the above discussion it should be clear that the feasible solutions to
the system (2.15)–(2.19) precisely describe all possible outlines corresponding to
clean assignments for̂I that satisfy properties (P1) and (P2). In order to find an
outline with minimum value, we introduce a continuous variableZ and a 0-1 integer
variablezEu, for each vectorEu ∈ U . We have two additional restrictions:

m · zEu ≥ xEu for all Eu ∈ U , (2.20)

Z ≥ zEu · C(Eu) for all Eu ∈ U . (2.21)

The objective is to minimize the value ofZ.
Since the dimension of the mixed integer program in (2.15)–(2.21) is a constant

that only depends ond, one can solve it in polynomial time by applying Lenstra’s
algorithm [1983]. The time complexity of Lenstra’s algorithm is exponential in
the dimension of the program but polynomial in the logarithms of the coefficients.
Therefore, in our case its running time isO(logO(1) n) where the hidden constant
depends exponentially ond. To complete the proof of the theorem, we observe that
the program (2.15)–(2.21) can be constructed inO(n) time. 2

Complimentary to Lemma 2.26 we have the following relationship between an out-
line and a clean schedule that satisfies properties (P1) and (P2).

Lemma 2.28. If we are given an outline x with minimum value T∗
≥

T
2 , then we

can construct a clean assignment forÎ that obeys the properties(P1)and(P2)with
length at mostd+2

d T∗.
Proof. We assign the jobs inB ∪ S2 as imposed by the mixed integer program
and we assign the small jobs inS1 in a greedy way such that the total amount
of these small jobs does not exceedu0 +

T
d for a machineM with corresponding

machine configurationEu. Note that we have created enough space to schedule all
the jobs. Moreover, it is clear that the length of the clean assignment is at most
T∗

+
T
d ≤

d+2
d T∗. 2

The approximation scheme
In order to design a PTAS forP | pmtn, sj | Cmax, we have to transform a clean
assignment for̂I that obeys the properties (P1) and (P2) into a clean assignment for
I . To this end, we start with the following lemma.

Lemma 2.29. If instanceÎ possesses a clean assignment with length T∗ that obeys
the restrictions(P1)and(P2), then instance I possesses a clean assignment whose
length is bounded by T∗ + 2 T

d2 . Moreover, such a clean assignment can be con-
structed inO(n) time.
Proof. We replace every jobĴj by its corresponding jobJj in I . Since
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p̂ j + ŝj ≥ p j + sj , this does not increase the length of the assignment. Further,
we replace every job-piece of a big job̂Jj by an appropriate job-piece ofJj . As
2ŝj + p̂ j ≥ 2(p j + sj ) − p̂ j ≥ 2(p j + sj ) − p j −

T
d2 ≥ 2sj + p j −

T
d2 , this latter

step increases the length of the assigment by at most 2T
d2 . 2

Constructing a PTAS forP | pmtn, sj | Cmax is now routine. Letε > 0 be the
desired precision. Determine an integerd ≥ 10 such that9d+18

d2 ≤ ε and determine
the valueT according to Equation (2.12). Construct and solve the mixed integer
program defined by Equations (2.15)–(2.21) and Theorem 2.27. This yields an
outline x with valueT∗. Now, according to the proof of Lemma 2.28, construct a
clean assignment for̂I with length at mostd+2

d T∗ that obeys properties (P1) and

(P2). Transform this assignment forÎ into a clean assignment forI with length at
most d+2

d T∗
+

2
d2 T , as indicated by the proof of Lemma 2.29. Finally, construct a

clean schedule forI with the same length as the clean assignment as described in
the proof of Lemma 2.20. The makespanCapx of this clean schedule then fulfills

Capx
≤

d + 2

d
T∗

+
2

d2
T

≤
d + 2

d

d + 7

d
OPT+

2

d2
T

≤
d2

+ 9d + 14

d2
OPT+

4

d2
OPT

=

(
1 +

9d + 18

d2

)
OPT

≤ (1 + ε)OPT,

where we subsequently use Lemmata 2.25 and 2.26, Equation 2.13 and the special
choice ofd with respect toε. Since all the separate computations have complexity
O(n), the total computation time is linear in the input. Summarizing, we find in
polynomial time a clean schedule whose makespan is at most a factor of(1 + ε)

away from the makespan of the best clean schedule. This completes the proof of
Theorem 2.24.

2.5.5 Concluding remarks

Combining the results of Theorems 2.21 and 2.24 immediately leads to Theo-
rem 2.30.

Theorem 2.30.
(i) There is a PTAS for P| pmtn, s | Cmax.
(ii) For P | pmtn, sj | Cmax, there is a polynomial-time approximation algorithm
with a worst-case ratio that can be made arbitrarily close to4

3. 2
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The constant43 in the statement (ii) of Theorem 2.21 and therefore also in the state-
ment (ii) of Theorem 2.30 is probably not the best performance ratio we can get.
We conjecture that the performance ratio can be improved to some smaller value.
However, the following example demonstrates that it cannot be decreased beyond8

7.

Example 2.31. Consider the following instance ofP | pmtn, sj | Cmax with m = 4
machines andn = 7 jobs. The processing times of the six jobsJ1, . . . , J6 all are
0, and their setups ares1 = s2 = 6, s3 = s4 = 4, ands5 = s6 = 2. JobJ7 has
processing timep7 = 4 and setup times7 = 0. Then the optimum makespan is 7,
whereas the best clean schedule has a makespan of at least 8; see Figure 2.3 for an
illustration. 2
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J1 J1
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An optimal schedule A best clean schedule

J7

J4

Figure 2.3:A best clean schedule versus an optimal schedule

In order to improve on the worst-case ratio of4
3 it is tempting to generalize our con-

cept of clean schedules to a less restricted type of schedule; e.g., we could require
that every job is preempted into at most three pieces and that every machine pro-
cesses at most three job-pieces. We seriously doubt that such an approach will work.
The combinatorial structure of clean schedules is very primitive. In Section 2.5.2
we have seen that if we only know the assignment of job-pieces to machines, then
we still can compute the best clean schedule corresponding to this assignment in
polynomial time. Moreover, it follows from Lemma 2.20 that the makespan of the
best clean schedule either equals the maximum load in the assignment or equals
the length of the longest job. As soon as jobs may be broken intothreepieces,
all these properties vanish: it isNP-hard to compute the best schedule for such
an assignment (this is anNP-hard variant of an open shop problem), and there is
no obviously simple way of computing the best makespan from the corresponding
assignment.
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Negative results

It is common knowledge that, when dealing with anNP-hard optimization prob-
lem, one should not expect to find a polynomial-time solution algorithm. This in-
sight motivates the search for approximation algorithms that output provably good
solutions in polynomial time. It also raises the question of how well we can approx-
imate a specific optimization problem in polynomial time. Whereas we have seen
how to construct approximation algorithms and approximation schemes in the pre-
vious chapter, in this chapter we focus on negative results on the approximability of
scheduling problems, that is, we demonstrate for several scheduling problems that
they do not have a PTAS, unlessP = NP.

3.1 General techniques

The two main techniques for showing negative approximability results are based on
the creation of a gap in the cost function. The more common technique applied to
scheduling problems is the so-calledgap technique, which uses anNP-hardness
reduction that creates a gap in the cost function of the constructed instances. The
second technique originates from the early 1990s, when several researchers devel-
oped tools to obtain negative results by means ofapproximation preserving reduc-
tions. In Sections 3.1.1 and 3.1.2 we elaborate on these two techniques.

77
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3.1.1 The gap technique

Thegap techniqueis based on constructing anNP-hardness reduction that trans-
forms the yes-instances of someNP-hard minimization problem into scheduling
instances with objective value at mostc∗, and transforms the no-instances into
scheduling instances with objective value at leastg · c∗, whereg > 1 is some fixed
rational number. A polynomial-time approximation algorithm for the scheduling
problem with performance guarantee strictly better thang would be able to sepa-
rate the yes-instances from the no-instances, thus yielding a polynomial-time so-
lution algorithm for anNP-complete problem. Consequently, unlessP = NP,
the scheduling problem cannot have a polynomial-timeρ-approximation algorithm
with ρ < g.

The first illustration of the gap technique in scheduling is by Lenstra & Rinnooy
Kan [1978]. The authors prove that deciding whether there exists a schedule with
makespan at most 3 for the identical parallel machine problem with unit processing
times and precedence constraints isNP-hard. This result implies that, unlessP =

NP, there is noρ-approximation algorithm forP | prec, p j = 1 | Cmax with ρ < 4
3.

Two other important examples of the use of the gap technique are by
Hoogeveen, Lenstra & Veltman [1994] and Williamson, Hall, Hoogeveen, Hurkens,
Lenstra, Sevastianov & Shmoys [1997]. Hoogeveen, Lenstra & Veltman [1994]
consider two variants of makespan minimization on parallel machines with unit
processing times and unit communication delays,P | prec, c = 1, p j = 1 | Cmax

and P∞ | prec, c = 1, p j = 1 | Cmax, and prove that, unlessP = NP, they can-
not be approximated with worst-case ratios better than5

4 and 7
6, respectively. In

the latter problemP∞ indicates that one has an unbounded number of machines at
one’s disposal. Williamson et al. [1997] prove that makespan minimization in shop
problems, that is,O | | Cmax, F | | Cmax, and J | | Cmax, cannot be approximated in
polynomial time with performance guarantees better than5

4, unlessP = NP.
Another important non-approximability result obtained via the gap-technique

is by Lenstra, Shmoys & Tardos [1990] for the unrelated parallel machine problem
R | | Cmax. In Example 3.1 below, we demonstrate the gap technique by showing the
NP-hardness reduction used in proving this non-approximability result.

Example 3.1. A negative approximability result for R| | Cmax

The NP-hardness reduction on which the gap technique is based, is from the
well-known 3-DIMENSIONAL MATCHING problem (3DM), which has been proven
NP-complete by Karp [1972].

3-DIMENSIONAL MATCHING (3DM)
Input: Three setsA = {a1, . . . , aq}, B = {b1, . . . , bq}, andC = {c1, . . . , cq}, and
a subsetT of A × B × C.
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Question:DoesT contain aperfect matching T′, that is, a subsetT ′ of cardinality
q that covers every element inA ∪ B ∪ C.

Given any instance of 3DM, we now construct an instance of our scheduling
problemR | | Cmax. There arem = |T | machines: every machine corresponds to a
triple; the number of jobsn is equal to|T | + 2q. We distinguish two types of jobs:
3q element jobs, corresponding to the elements of the setsA, B, andC, and|T |−q
dummy jobs. Let Mi be the machine corresponding to tripleTi = (a j , bk, cl ). The
processing time on machineMi of the three element jobs that correspond to the
elementsa j , bk, andcl equals 1, whereas all the other jobs have processing time 3
on this machine.

If T contains a perfect matching, that is, we have a yes-instance of the problem,
then we can easily construct a schedule of length 3 by scheduling the element jobs
corresponding to the elementsa j , bk, andcl of each tripleTi = (a j , bk, cl ) in the
perfect matching on machineMi and scheduling the dummy jobs on the remaining
empty machines.

On the other hand, if there is a schedule of length 3, then there is a perfect
matching. In a schedule of length 3 all element jobs have processing time 1. Fur-
thermore, there are|T | − q machines reserved for the|T | − q dummy jobs; theq
remaining machines each process exactly 3 element jobs. It is easy to see that the
triples corresponding to theseq machines form a perfect matching. Hence, if we
have a no-instance of the problem, then, due to the integrality of job data, a minimal
length schedule of the corresponding scheduling instance has makespan at least 4.

The above reduction creates a gap in the possible outcomes of the objective
function: it transforms the yes-instances of 3DM into scheduling instances with
makespan at most 3, and it transforms the no-instances into scheduling instances
with value at least 4= 4

3 · 3. Therefore, it follows that there is no polynomial-time
ρ-approximation algorithm forR | | Cmax with ρ < 4

3, unlessP = NP.
Through a refinement of this reduction, Lenstra, Shmoys & Tardos [1990] prove

that the problem of determining whether there is a schedule of length 2 is already
NP-complete. Therefore, there is no polynomial-timeρ-approximation algorithm
for R | | Cmax with ρ < 3

2, unlessP = N P. 2

Most of the known non-approximability results obtained via the gap technique have
been derived for the objective of minimizing the makespan. As far as we know,
the only non-approximability results for scheduling problems with min-sum objec-
tive are presented in the papers of Kellerer, Tautenhahn & Woeginger [1996] and
Leonardi & Raz [1998]. These two papers study the total flow time objective, where
the flow time of a job is defined as the total time the job is in the system, that is, its
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completion time minus its release time. In the first paper, the authors prove that the
problem of minimizing total flow time on a single machine subject to release dates
cannot be approximated in polynomial time within any constant factor. The second
paper contains a similar result for parallel machines.

Hoogeveen, Schuurman & Woeginger [1998] show that negative results for
precedence constrained problems with makespan objective directly carry over to
the total job completion time variants of these problems. In Example 3.2 we exhibit
that, by directly applying the techniques of Lenstra & Rinnooy Kan [1978] for the
parallel machine problem with precedence constraintsP | prec, p j = 1 | Cmax, we
easily obtain a similar negative result forP | prec|

∑
C j .

Example 3.2. A negative approximability result for P| prec|
∑

C j

Let us consider the problemP | prec|
∑

C j . We are givenn jobs J1, . . . , Jn that
have to be scheduled onm parallel identical machines as to minimize the sum of
job completion times. The jobs are subjected to precedence constraints. In proving
that it isNP-hard to determine whether there is a schedule with makespan 3 for
problem P | prec, p j = 1 | Cmax, Lenstra & Rinnooy Kan [1978] use a reduction
from theNP-hard problem CLIQUE, which is defined as follows. Given a graph
G = (V, E) and a positive integerK , is there acliqueof size at leastK , that is, a
subsetV ′

⊆ V , with |V ′
| ≥ K , such that every two vertices inV ′ are connected by

an edge inE.
Lenstra & Rinnooy Kan construct a scheduling instance withm machines and

3m unit-time jobs, which has makespan 3 if the CLIQUE instance is a yes-instance
and makespan at least 4 otherwise. For the gap-reduction of the sum of job-
completion times variant, we use the same reduction, but our scheduling instance
consists of the 3m jobs of the Lenstra & Rinnooy Kan instance andk =

2m
3ε

addi-
tional jobs with zero processing time; everyone of the 3m jobs is a predecessor of
each of thek additional jobs. If the CLIQUE is a yes-instance, then obviously there
is a schedule with cost(1 + 2 + 3)m + 3k = 6m + 3k. Otherwise, at least one of
the 3m jobs has completion time at least 4; therefore every schedule then has cost
at least 6m + 1 + 4k. As

6m + 4k =
4

3
(6m + 3k) − 2m

=
4

3
(6m + 3k) − 3kε

≥
4

3
(6m + 3k) − ε(6m + 3k)

= (
4

3
− ε)(6m + 3k),
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the gap in the cost function is at least a multiplicative factor of4
3 − ε. Therefore,

there is noρ-approximation algorithm withρ < 4
3, unlessP= NP.

By the above construction (takingk = 3m additional jobs with unit processing
time), Hoogeveen, Schuurman & Woeginger [1998] also prove that for the unit-
processing time variantP | prec, p j = 1 |

∑
C j there is no polynomial timeρ-

approximation algorithm withρ < 8
7, unlessP= NP. Bley [1999] showed that

one can improve upon this latter result: by repeating the original structure of Lenstra
& Rinnooy Kan [1978], he derives a(4

3 − ε)-non-approximability result, whereε
can be made arbitrarily close to 0, for the unit processing time variant.

We note that, by using the same techniques, Hoogeveen, Schuurman & Woeg-
inger [1998] also obtain non-approximability results for the parallel machine prob-
lems with unit processing time and unit communication delaysP | prec, c =

1, p j = 1 |
∑

C j and P∞ | prec, c = 1, p j = 1 |
∑

C j , whose makespan vari-
ants are discussed by Hoogeveen, Lenstra & Veltman [1994]. 2

In Section 3.2 we exhibit another example of the use of the gap-technique: we
derive a negative result for the general operator graph scheduling problem with
min-max objective function discussed in Section 2.3. Unlike most negative results
derived via a gap-reduction, we obtain an absolute gap of 2 instead of the usual gap
of 1. We prove that it isNP-complete to decide whether there is a schedule of
length 6 and show that, for the instances that result from our construction, there is
no schedule of length 7. Moreover, it can be shown that deciding whether there is
schedule of length 5 is solvable in polynomial time.

3.1.2 Approximation preserving reductions

As we have already mentioned, another way of obtaining negative results for an
optimization problem is by establishing its APX-hardness. In this section we give a
brief summary on facts and notions related to APX-hardness. For a more extensive
explanation we refer to the work of Papadimitriou & Yannakakis [1991] and the
book on complexity and approximability of Ausiello, Crescenzi, Gambiosi, Kann,
Marchetti-Spaccamela & Protasi [1999]. A useful compendium of publications on
non-approximability results was compiled by Crescenzi & Kann [1997].

An important tool in proving the non-existence of polynomial-time approxi-
mation schemes for someNP-hard problem is the use of so-calledapproximation
preserving reductions. Approximation preserving reductions preserve approxima-
bility within a (multiplicative) constant. For an approximation preserving reduc-
tion, it holds that if a problemA reduces to a problemB and B has a PTAS, then
also A has a PTAS. An example of an approximation preserving reduction is the
L-reduction, introduced by Papadimitriou & Yannakakis [1991].
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Definition 3.3. (Papadimitriou & Yannakakis [1991])
An L-reductionfrom an optimization problemA to an optimization problemB is a
pair of transformations(R, S). R is a function from the set of instances ofA to the
set of instances ofB andS is a function from the set of solutions of the instances
of B to the set of solutions of the instances ofA. Both functions are computable in
polynomial time and satisfy the following two properties:

(a) For any instanceI of A with optimum cost OPT(I ), R(I ) is an instance of
B with optimum cost OPT(R(I )), such that

OPT(R(I )) ≤ α · OPT(I ),

for some positive constantα.

(b) For any feasible solutions of R(I ), S(s) is a feasible solution ofI such that

|c(S(s)) − OPT(I )| ≤ β · |c(s) − OPT(R(I ))|,

for some positive constantβ, wherec(S(s)) andc(s) represent the costs of
S(s) ands, respectively. 2

Papadimitriou & Yannakakis [1991] prove thatL-reductions in fact are approxima-
tion preserving reductions.

Lemma 3.4. (Papadimitriou & Yannakakis [1991])
If there is an L-reduction from the minimization (or maximization) problem A to
problem B with parametersα andβ, and if there exists a polynomial-time approx-
imation algorithm for B with performance guarantee1 + ε in case B is a mini-
mization problem and performance guarantee1 − ε in case B is a maximization
problem, then there exists a polynomial-time approximation algorithm for A with
performance guarantee1 + αβε (or 1 − αβε).
Proof. Suppose that there is anL-reduction(R, S) with parametersα and β.
Consider an instanceI of A, and a feasible solutions of R(I ), then it follows that

|c(S(s)) − OPT(I )|

OPT(I )
≤ β

|c(s) − OPT(R(I ))|

OPT(I )

≤ βα
|c(s) − OPT(R(I ))|

OPT(R(I ))
≤ βαε.

Hence theL-reduction is an approximation preserving reduction. 2

Papadimitriou & Yannakakis [1991] started the investigation of approximability
with the tools of computational complexity. This eventually lead to the class APX,
which consists of all optimization problems that can be approximated in polyno-
mial time within some constant factor. This class is closed underL-reductions; the
hardest problems in APX with respect toL-reductions, are called APX-complete.
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A problem that is at least as hard as an APX-complete problem is said to be APX-
hard.

Many prominent optimization problems have been shown to be APX-complete,
such as the maximum satisfiability problem, the maximum 3-dimensional matching
problem, and the problem of finding the maximum cut in a graph. For none of these
APX-complete problems, a PTAS has been constructed. Moreover, it follows from
Lemma 3.4 that if there does exist a PTAS foroneAPX-complete problem, thenall
APX-complete problems have a PTAS. In 1992, Arora, Lund, Motwani, Sudan &
Szegedy [1992] came up with the following breakthrough result.

Proposition 3.5. (Arora et al. [1992])
If there exists a PTAS for someAPX-hard problem, thenP = NP. 2

Proposition 3.5 provides a strong tool for proving the non-approximability of an
optimization problemX. Just provide anL-reduction from an APX-hard problem
to X. Then, unlessP = NP, problemX cannot have a PTAS.

A drawback of obtaining negative results via approximation preserving reduc-
tions is that, although one can explicitly give anε∗ > 0 such that this problem does
not have a polynomial-time(1 + ε∗)-approximation algorithm unlessP = NP, in
general these valuesε∗ are very small (around, say 10−4). Therefore, in this the-
sis we neither mention the non-approximability ratio, nor try to optimize it for the
APX-complete scheduling problems considered here.

Examples ofL-reductions are presented in Section 3.3, the last part of this chap-
ter. There, we obtain negative results for several problems with min-sum objective
via L-reductions.
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3.2 Proving a gap in the objective function

In this section we investigate the general operator graph scheduling problem de-
scribed in Section 2.3, where the communication constraints are not restricted to
trees but may form an arbitrary graphG = (V, E) on the operator setV . We show
that it isNP-hard to decide whether there exists a schedule with response time 6.
Furthermore, we show that for the instances that result from our construction there
is no schedule of length 7. As a consequence of these results, it follows that the ex-
istence of a polynomial-time approximation algorithm for operator scheduling with
worst-case guarantee better than4

3 would imply thatP=NP.

3.2.1 TheNP-hardness reduction

The reduction that we use to prove theNP-hardness of the general operator graph is
from the followingNP-hard version of the 3-DIMENSIONAL MATCHING problem
with bounded occurrence of elements (3DM-B); cf. Garey & Johnson [1979].

3-DIMENSIONAL MATCHING (3DM-B)
Input: Three setsA = {a1, a2, . . . , aq}, B = {b1, b2, . . . , bq}, and C =

{c1, c2, . . . , cq}. A subsetT of A × B × C of cardinalitys, such that any element
of A, B, andC occurs in exactly two or three triples inT . Note that 3q ≥ s ≥ 2q.
Question:Does there exist a perfect matching, i.e. a subsetT ′ of T with |T ′

| = q
that covers every element inA ∪ B ∪ C?

From an instance of 3DM-B, we construct an instance of our scheduling problem
with 3s + q machines. We define the operator graphG = (V, E) in the following
way. For every triplet ∈ T , there is a corresponding triangle inG whose nodes
are calledtriple nodesand correspond to the occurrences of the three elements in
t . For every element inA ∪ B ∪ C, there is a correspondingelement nodein G. If
an element occurs in some triple, then there is a path of two edges that connects the
corresponding element node to the triple node that corresponds to the occurrence of
this element in this triple; the central node in this path is called amiddle node. This
completes the description of the underlying graphG.

Next, let us specify the processing time of the nodes and the communication
cost of the edges inG. The processing timep j of every triple node is 1, the pro-
cessing time of every middle node is 2, and the processing time of an element node
is 1 if the element occurs in three triples ofT and it is 2 if the element occurs in
exactly two triples. The communication costejk is 1 for every edge{ jk} in E. An
illustration of a part of an operator graph with this data is given in Figure 3.1.

In Lemmata 3.6 and 3.7 we show that there is a schedule with response time 6
if and only if the 3DM-B instance has answer YES. For the ease of formulation, in
the sequel we identify the nodes in the graph with the jobs they represent.
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Figure 3.1:The operator graph instance

Lemma 3.6. If the 3DM-B instance has answerYES, then there exists a schedule
with response time6.
Proof. Let T ′ be a set ofq triples that cover all elements inA ∪ B ∪ C. Below, in
steps (a)–(c) we show how to assign the nodes to the 3s + q machines in order to
obtain a schedule with response time 6.

(a) For every triplet ∈ T ′, we process its three triple nodes together on one ma-
chine. This gives a machine load of 6 (1+ 1+ 1 for executing the three nodes plus
1 + 1 + 1 for communicating to the three adjacent middle nodes) and it consumes
q machines.

(b) For every triplet /∈ T ′, we process its three triple nodes plus the three ad-
jacent middle nodes on three machines. Every such machine processes one triple
node plus the adjacent middle node; again this gives a machine load of 6 (1+ 2 for
executing the nodes plus 1+ 1+ 1 for communicating to the adjacent nodes). This
consumes 3(s − q) machines.

(c) Since every element is contained in exactly one triple inT ′, for every el-
ement node all but one of the adjacent middle nodes have been scheduled in step
(b). In this step we process the remaining adjacent middle node together with its
element node on one machine. If the corresponding element is contained in three
triples inT , then the total execution cost assigned to this machine is 1+ 2, and the
total communication cost is 1+ 1 + 1. If the corresponding element is contained
in two triples inT , then the total communication cost assigned to this machine is
2+ 2, and the total communication cost is 1+ 1. We see that in each case this gives
a machine load of 6. This final step consumes 3q machines. 2
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Lemma 3.7. If there exists a schedule with response time at most6, then the3DM-
B instance has answerYES.
Proof. Consider a schedule with response time 6. We start with some simple obser-
vations concerning the structure of this schedule. As every connected component
that is obtained by breaking edges has cost at least 4, we know that if a machine
processes two or more nodes, then these nodes form a connected component in the
graph. Furthermore, it is easy to see that an element node cannot be processed on
the same machine with a triple node, or together with another element node, or to-
gether with two middle nodes. Moreover, a triple node can only be processed alone,
or together with one or two adjacent triple nodes from the same triangle, or together
with one adjacent middle node.

We now restructure the schedule in two phases. In the sequel we argue that the
resulting schedule has the same structure as the schedule constructed in the proof of
Lemma 3.6 and therefore there is a perfect matching. In the first phase, we consider
a machineMi that only processes a single element node. We choose an arbitrary
middle node that is adjacent to this element node inG, and move it to machineMi .
This does not increase the load on the machine that loses the middle node, and it
cannot make the load onMi larger than 6. This step is repeated over and over again,
until every element node is processed together with some middle node.

In the second phase, we consider a machineMi that processes one or two triple
nodes, but no middle node. We move the adjacent triple nodes from the same trian-
gle to machineMi ; this does not increase the loads of the machines that lose nodes
and makes the load of machineMi exactly 6. This step is repeated until every triple
node is processed together with an adjacent middle node or together with the other
two triple nodes in the same triangle.

At the end of the second phase, there only remain three types of machines: ma-
chines of type I that process an element node together with a middle node, machines
of type II that process three triple nodes together, and machines of type III that pro-
cess a single middle node or a middle node together with a triple node. Since there
are 3q element nodes, there are 3q machines of type I. Furthermore, there are 3s
middle nodes, which implies that there are 3s − 3q machines of type III. Hence,
the number of machines of type II equalsq. There are 3s triple nodes, of which
3q are processed on machines of type II; the remaining 3s − 3q triple nodes are
processed on machines of type III. Therefore, every machine of type III processes
a triple node together with an adjacent middle node.

Consider those 3q triple nodes that are scheduled on machines of type II. The
3q middle nodes that are adjacent to these triple nodes are all processed together
with an adjacent element node on a machine of type I. Consequently, theq triples
that correspond to theseq triangles cover all 3q elements inA ∪ B ∪ C. 2
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We have now proven that it isNP-hard to decide whether there is a schedule of
length 6 for the general operator graph scheduling problem. We have also proved
that deciding whether there is a schedule of length 5 is solvable in polynomial time.
Since it does not fit in the scope of this thesis we do not show the proof here.

3.2.2 The non-approximability result

Combining the arguments of Section 3.1.1 and the results of the previous section
we may now conclude that there is noρ-approximation algorithm withρ < 7

6.
However, we can strengthen this result by proving an absolute gap of at least 2: it
follows from Lemma 3.8 that there is no schedule of length 7.

Lemma 3.8. In a feasible schedule of an instance of the type constructed in Section
3.2.1, the workload Wi of any machine Mi is an even integer.
Proof. For a nodej in G, we define the weightw( j ) to be its processing timep j

plus the number of its incident edges. Let us consider a machineMi that processes
a setVi of nodes. We claim that the parity of the workloadWi equals the parity of∑

j ∈Vi
w( j ). Namely, if an edge contributes a value 1 toWi , then exactly one of

its endpoints is inVi , and the edge contributes 1 to
∑

j ∈Vi
w( j ). If an edge does

not contribute toWi , then either both or none of its endpoints are inVi . Then the
edge either contributes 0 or 2 to the sum

∑
j ∈Vi

w( j ). This proves the claim. To
complete the proof of the lemma, we observe that for every nodej in G its weight
w( j ) is equal to 4 and therefore

∑
j ∈Vi

w( j ) is even. 2

We conclude this section with Theorem 3.9, which summarizes the non-
approximability result. The proof is straightforward by applying the gap technique
to the results of Lemmata 3.6 through 3.8.

Theorem 3.9. UnlessP=NP, every polynomial-time approximation algorithm
for minimizing the response time on arbitrary operator graphs has a worst-case
performance guarantee of at least4

3.
Proof. Suppose that there exists a polynomial-time approximation algorithmA for
minimizing the response time on arbitrary operator graphs with worst-case guaran-
tee 4

3 − ε whereε > 0. Let us apply this approximation algorithm to the above
constructed instanceG. In case the approximation algorithm returns a schedule of
length 6 or less, we know from Lemma 3.7 that the instance of 3DM-B has an-
swerYES. By Lemma 3.8, the approximation algorithm cannot return a schedule of
length 7. Finally, if it returns a schedule of length 8, then we know that the optimal
response time is at least 8

(4/3−ε)
> 6. Then Lemma 3.6 yields that the answer to the

instance of 3DM-B isNO. Summarizing, by means ofA, we find in polynomial
time the answer to the instance of 3DM-B, and this impliesP=NP. 2



88 Negative results

3.3 Proving negative results using L-reductions

In this section, we provide several non-approximability results for scheduling
problems whose objective is to minimize the total job completion time. Unless
P = NP, none of the problems under consideration can be approximated in
polynomial-time within arbitrarily good precision. All results are derived by APX-
hardness proofs.

Our main contribution is the non-approximability result for the unrelated par-
allel machine problemR | r j |

∑
C j , which answers an open problem posed by

Skutella [1997]. We discuss this problem and the related problemR | |
∑

w j C j in
Section 3.3.1. In Section 3.3.2 we establish non-approximability results for the flow
shop, job shop, and open shop problemsF | |

∑
C j , J | |

∑
C j , and O | |

∑
C j .

We conclude with a short discussion in Section 3.3.3.

3.3.1 Unrelated parallel machine scheduling

In the unrelated parallel machine setting, there aren independent jobsJ1, J2, . . . , Jn

that have to be scheduled onm machinesM1, M2, . . . , Mm. If job Jj is scheduled
on machineMi , then the processing time required ispi j . The considered prob-
lems have min-sum objective. The most basic problemR | |

∑
C j can be solved

to optimality in polynomial-time by bipartite matching, as shown by Horn [1973]
and Bruno, Coffman & Sethi [1974]. If we add release dates or weights, the prob-
lem becomesNP-hard. In this section, we show that problemsR | r j |

∑
C j and

R | |
∑

w j C j are APX-complete.

Non-approximability of R | r j |
∑

C j

We prove the non-approximability ofR | r j |
∑

C j by presenting anL-reduc-
tion from an APX-complete problem toR | r j |

∑
C j . This L-reduction draws

several ideas from the gap reduction of Lenstra, Shmoys & Tardos [1990] for
R | | Cmax, described in Example 3.1. It uses the following optimization version
of 3-DIMENSIONAL MATCHING.

MAXIMUM BOUNDED 3-DIMENSIONAL MATCHING (MAX -3DM-B)

Input: Three setsA = {a1, . . . , aq}, B = {b1, . . . , bq}, andC = {c1, . . . , cq}. A
subsetT of A×B×C of cardinalitys, such that every element ofA, B, andC occurs
in exactly one, two, or three triples inT . Note that this implies thatq ≤ s ≤ 3q.
Goal: Find a subsetT ′ of T of maximum cardinality such that no two triples ofT ′

agree in any coordinate.
Measure:The cardinality ofT ′.



3.3. Proving negative results using L-reductions 89

The MAXIMUM BOUNDED 3-DIMENSIONAL MATCHING problem (MAX -
3DM-B) has been proven to be APX-complete by Kann [1991]. In the sequel,
we call a subset ofT of which no two triples agree in any coordinate, afeasible
matching. The following lower bound on the value of an optimal solution will be
useful.

Lemma 3.10. For any instance I ofMAX -3DM-B, OPT(I ) ≥
1
7s.

Proof. Let us select an arbitrary triplet from T . We removet together with all
triples that agree witht in some coordinate fromT . We repeat this process untilT
becomes empty. Since every element occurs in at most 3 triples, at most 7 triples
are removed fromT in every step. Hence, there are at least1

7s steps and at least1
7s

selected triples. Since the selected triples do not agree in any coordinate, they form
a feasible matching. 2

We now construct an L-reduction from MAX -3DM-B to R | r j |
∑

C j . Let I =

(q, T) be an instance of MAX -3DM-B. Following Definition 3.3 we construct an
instanceR(I ) of R | r j |

∑
C j with 3q + s jobs ands + q machines. The firsts

machines correspond to the triples inT , and hence are called thetriple machines.
The remainingq machines are thedummy machines. The 3q + s jobs are divided
into 3q element jobsands dummy jobs. The 3q element jobs correspond to the
elements ofA, B, andC, and are calledA-jobs,B-jobs, andC-jobs, respectively.

Let Tl = (ai , b j , ck) be thel th triple inT . The processing times on thel th triple
machine are now defined as follows. The processing time of the three element jobs
that correspond to the elementsai , b j , andck is 1, whereas all the other element
jobs have processing time infinity. The dummy jobs have processing time 3. On the
dummy machines, allA-jobs andB-jobs have processing time 1, allC-jobs have
infinite processing time, and all dummy jobs have processing time 3. The release
dates of allA-jobs and all dummy jobs are 0, allB-jobs have release date 1, and all
C-jobs have release date 2.

In order to determine an upper bound on the value of an optimal schedule, that
is, to prove that the transformationR fulfills the first condition of Definition 3.3, we
restrict ourselves to schedules of the following special structure. Among the triple
machines, there arek so-calledgoodmachines that process the three element jobs
that belong to the triple corresponding to this machine, there areq − k machines
that process a dummy job together with aC-job, and there ares − q machines that
process a single dummy job. Theq dummy machines are divided over two groups:
q −k of them process anA-job and aB-job, andk of them process a single dummy
job. We schedule all jobs as early as possible. An illustration of schedules of this
structure is given in Figure 3.2.
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Figure 3.2:A schedule for an R| r j |
∑

C j instance with a special structure

The costZk of a scheduleσ with the special structure described above only depends
on the numberk of good machines:

Zk =

∑
A− jobs a

Ca +

∑
B− jobs b

Cb +

∑
C− jobs c

Cc +

∑
dummy jobs d

Cd

= q + 2q + 3k + 4(q − k) + 3s

= 7q − k + 3s.

Lemma 3.11 states that we can indeed restrict ourselves to schedules having
this special structure.

Lemma 3.11. Letσ be any feasible schedule for R(I ) with k good machines. Then
the objective value ofσ is at least equal to Zk, and there exists a feasible schedule
σ ′ satisfying the structure described above with the same number k of good ma-
chines.
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Proof. We argue that the objective value of scheduleσ is at leastZk; thenσ can be
replaced by a scheduleσ ′ with the desired structure, which is readily determined
given thek good machines. Note that a schedule in which every job starts at its re-
lease date has objective value equal to 6q + 3s. We prove that the extra cost caused
by jobs that do not start at their release date is at leastq − k.

Let `A, `B, and`C be the number ofA-jobs, B-jobs, andC-jobs, respectively,
that do not start at their release dates. Let`D

1 be the number of dummy jobs that
start at time 1, and let̀D2 be the number of dummy jobs that start at or after time 2.
Finally, letk1 andk2 be the number of machines that are idle during the time inter-
vals [0, 1] and [1, 2], respectively. There areq−`C of theC-jobs whose processing
starts at their release date. All theseC-jobs are processed on triple machines and
only k triple machines are good machines. Hence, the remaining number of at least
q −`C

−k machines that process such aC-job must be idle during the time interval
[0, 1], or during [1, 2], or during both intervals. This yields that

k1 + k2 ≥ q − `C
− k.

The number of jobs that have release date zero is at most the number of machines.
Hence, the processing of at leastk1 of the A-jobs and dummy jobs does not start at
time zero, and we conclude that`A

+ `D
1 + `D

2 ≥ k1. Analogously at leastk2 of
the B-jobs and dummy jobs are not processed during the time interval [1, 2], and
thereforè B

+`D
2 ≥ k2 holds. Summarizing, one gets that the additional cost caused

by jobs inσ that do not start at their release date is at least

`A
+ `B

+ `C
+ `D

1 + 2`D
2 = (`A

+ `D
1 + `D

2 ) + (`B
+ `D

2 ) + `C

≥ k1 + k2 + `C

≥ q − `C
− k + `C

= q − k.

Hereby the proof of the lemma is complete. 2

Given a feasible matching of cardinalityk, we now know the minimal cost of a
schedule withk good machines. We see that OPT(I ), the value of an optimal
solution of the MAX -3DM-B instance, and OPT(R(I )), the value of an optimal
solution of our scheduling instance, are related. In Lemma 3.12 we show that the
first condition imposed by Definition 3.3 is indeed fulfilled.

Lemma 3.12. For any instance I of MAX -3DM-B and the corresponding
scheduling instance R(I ), we have thatOPT(R(I )) ≤ 69 OPT(I ). Hence, the
polynomial-time transformation R fulfills the first condition of Definition 3.3.
Proof. Let k = OPT(I ). The statement of Lemma 3.11 yields that OPT(R(I )) =

7q − k + 3s, and Lemma 3.10 yields thatk ≥
1
7s ≥

1
7q. Hence, OPT(R(I )) ≤

49k − k + 21k = 69 OPT(I ). 2
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Next, we define a polynomial-time transformationS that maps a feasible solution
of R(I ) to a feasible solution ofI . Let σ be a feasible schedule forR(I ). As in
the proof of Lemma 3.11, we find a corresponding scheduleσ ′ for σ that has the
special structure. Then the feasible solutionS(σ ) for the instanceI of MAX -3DM-
B consists of the triples inT that correspond to the good machines inσ ′.

Lemma 3.13. For any feasible scheduleσ of R(I ), the feasible solution S(σ ) of
instance I fulfills the inequality|OPT(I )−c(S(σ ))| ≤ |OPT(R(I ))−c(σ )|. Hence,
the polynomial-time transformation S fulfills the second condition of Definition 3.3.

Proof. The statement of Lemma 3.11 implies that if there exists a schedule of cost
7q+3s−k′ for R(I ), then there exists a solutionT ′ for I with cardinality|T ′

| = k′.
Let k = OPT(I ). Then|OPT(I ) − c(S(σ ))| = k − k′ and|OPT(R(I )) − c(σ )| =

|7q + 3s − k − (7q + 3s − k′)|. 2

Summarizing, Lemmata 3.12 and 3.13 state that the transformationsR andSsatisfy
both conditions in Definition 3.3, and hence constitute a validL-reduction. We
formulate the following theorem.

Theorem 3.14. The scheduling problem R| r j |
∑

C j is APX-hard and thus does
not have a PTAS, unlessP = NP. 2

Note that, since Schulz & Skutella [1997] have constructed a(2+ε)-approximation
algorithm forR | r j |

∑
C j , this problem is even APX-complete.

Non-approximability of R | |
∑

w j C j

In proving non-approximability ofR | |
∑

w j C j , we use the sameL-reduction as
for R | r j |

∑
C j . But instead of release dates, we have to use weights to enforce

the structure of Figure 3.2, in which allA-jobs and dummy jobs start at time 0, all
B-jobs start at time 1, and noC-job starts before time 2. We choose the weights as
follows: eachA-job has weight 3, eachB-job weight 3

2, eachC-job weight 1, and
each dummy job weight 6. The costZk of a schedule with the special structure of
Figure 3.2 andk good machines satisfies

Zk = 3 · q +
3

2
· 2q + 3k + 4(q − k) + 6 · 3s = 10q − k + 18s.

Analogously to the proof of Lemma 3.11 it is easy to see that, given a feasible
scheduleσ for an instanceR(I ) of R | |

∑
w j C j with k good machines, there is a

scheduleσ ′ with the special structure of Figure 3.2 and the same numberk of good
machines, andZk =

∑
j w j C j (σ

′) ≤
∑

j w j C j (σ ). Similar to the calculations in
the proofs of Lemmata 3.12 and 3.13, we find that the constants in theL-reduction
becomeα = 28·7−1 = 195 andβ = 1. Therefore, we have the following theorem.
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Theorem 3.15. The scheduling problem R| |
∑

w j C j is APX-hard and thus does
not have a PTAS, unlessP = NP. 2

R | |
∑

w j C j is also APX-complete. Currently, the polynomial-time approxi-
mation algorithm with the best worst-case performance guarantee is by Skutella
[1998b]: he derives a32-approximation algorithm by means of semi-definite pro-
gramming techniques.

3.3.2 Shop scheduling

We start this section by recalling the different types of shop models. There aren
jobs J1, J2, . . . , Jn andm machinesM1, M2, . . . , Mm. Typical for shop models is
that each jobJj consists ofzj operationsO1 j , O2 j , . . . , Oz j j . OperationOi j has to
be processed on a prespecified machineMµ(i ) for a period ofpi j units. Furthermore,
no two operations of the same job may be processed at the same time.

One model is theopen shopin which it is immaterial in what order the oper-
ations are executed and where each job consists of exactlym operations, one for
each machine. Secondly, there is thejob shopin which the processing order of the
operations is prespecified for each job; different jobs may have different processing
orders. Finally, there is theflow shop, which is a special case of the job shop: here,
the prespecified processing order is the same for all jobs and each job consists ofm
operations. We denote the open shop, the job shop, and the flow shop with total job
completion time objective byO | |

∑
C j , J | |

∑
C j , andF | |

∑
C j , respectively.

In this section, we show that all three shop problems with total job completion
time objective are APX-hard. We note that these results seem to be weaker than the
non-approximability results for the unrelated parallel machine problems discussed
in the previous section, as a complementary result, that is, a polynomial-time ap-
proximation algorithm with constant performance guarantee, is lacking for all the
shop problems.

Non-approximability of F | |
∑

C j and J | |
∑

C j

As the flow shop problemF | |
∑

C j is a special case of the job shop problem
J | |

∑
C j , we immediately have thatJ | |

∑
C j does not have a PTAS (unlessP=

NP), if we show thatF | |
∑

C j does not have a PTAS (unlessP= NP).
Williamson et al. [1997] show by a gap reduction from a variant of 3-

satisfiability that the makespan minimization shop problemF | | Cmax cannot be ap-
proximated in polynomial-time within a factor better than 5/4 (unlessP = NP).
In proving the non-approximability ofF | |

∑
C j , we use anL-reduction that is

based on this gap reduction. OurL-reduction is from the following version MAX -
2SAT-B of maximum 2-satisfiability.
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MAXIMUM BOUNDED 2-SATISFIABILITY (MAX -2SAT-B)

Input: A setU = {u1, . . . , uq} of variables and a collectionC = {c1, . . . , cs} of
clauses overU . Each clause consists of exactly two (possibly identical) literals.
Each variable occurs either once or twice in negated form inC, and either once or
twice in unnegated form inC.
Goal: Find a truth assignment forU such that a maximum number of clauses is
satisfied.
Measure:The number of satisfied clauses.

Proposition 3.16. The above defined maximum 2-satisfiability problemMAX -
2SAT-B is APX-hard.
Proof. Papadimitriou & Yannakakis [1991] show that the following standard ver-
sion of maximum 2-satisfiability is APX-complete. Each variable occurs in at most
three clauses; each clause contains either one literal or two distinct literals; all
clauses are pairwise distinct from each other. We show how to transform an in-
stanceI of the standard form into an equivalent instanceR(I ) of the desired form
MAX -2SAT-B above.

There are two situations possible in the standard form that are not allowed in
our form. The first one is that the same literal occurs three times; the second is that
a clause consists of one literal only. The first situation is easy; each occurrence of
this literal is either negated or unnegated. If we spot such a variable, then we simply
make the literalTRUE and delete it together with all clauses in which it occurs. Now
consider the second situation. By appropriately renaming the variables we may as-
sume that inI every literal occurs at least as often in unnegated as in negated form.
If there is a clause that consists ofx or x̄ only, then it must occur inC in one of
the following pattern (in these patterns,a andb stand for arbitrary, not necessarily
distinct literals; however,a andb both are distinct fromx andx): (i) (x), (x, a),
(x, b); (ii) (x), (x), (x, a); (iii) (x), (x, a); (iv) (x), (x); (v) (x), (x, a), (x, b).

In cases (i) through (iv), we setx = TRUE and simplify the resulting formula.
In case (v), we replace the clause(x) by the new clause(x, x). It can be verified
that in all cases (i) through (iv), the suggested truth setting is the best one can do.
Repeating these steps over and over again eventually yields a formula of the form
in MAX -2SAT-B.

Given a solutions of an instanceR(I ) of MAX -2SAT-B, we construct a solu-
tion S(s) of the corresponding instanceI of the standard form as follows. For a
literal that does not occur ins, we choose the suggested truth setting described in
the previous two paragraphs, for a literalx that occurs ins, we choose the same
truth setting as ins. Since we have only decreased the number of clauses in con-
structing the instanceR(I ), we have that OPT(R(I )) ≤ OPT(I ). Furthermore,
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since the truth setting suggested in cases (i) through (iv) is optimal, it follows that
|c(S(s)) − OPT(I )| = |c(s) − OPT(R(I ))|. Hence, there is anL-reduction from
the standard form of maximum 2-satisfiability to MAX -2SAT-B. 2

In analogy to Lemma 3.10, we argue that for any instanceI of MAX -2SAT-B, the
optimum value is bounded away from zero.

Lemma 3.17. For any instance I ofMAX -2SAT-B, we have thatOPT(I ) ≥
1
2s.

Proof. Consider the truth assignment that sets every variable toTRUE and the truth
assignment that sets every variable toFALSE. Every clause is satisfied by at least
one of these two assignments. 2

We now construct anL-reduction from MAX -2SAT-B to F | |
∑

C j . Let I =

(U, C) with U = {u1, . . . , uq} and C = {c1, . . . , cs} be an instance of MAX -
2SAT-B. Following Definition 3.3, we now define a flow shop instanceR(I ) with
16q − 6s jobs and 8q − s machines as follows.

We denote the literals corresponding to a variableui by xi and x̄i . We distin-
guish between the first and the second unnegated (respectively, negated) occurrence
of each literal. Forj = 1, 2, we refer to thej th occurrence of the literalxi asxi j ,
and to thej th occurrence ofxi asxi j . With each variableui we associate four cor-
responding so-calledvariable jobs: the two jobsxi 1 andxi 2 correspond to the first
and second occurrence of literalxi , and the two jobsxi 1 andxi 2 correspond to the
first and second occurrence of the literalxi . Additionally, with each literalxi (or
xi ) that occurs only once in the formula, we associate three so-calleddummy jobs
d1(xi 2), d2(xi 2), andd3(xi 2) (or d1(xi 2), d2(xi 2), andd3(xi 2)). Summarizing, there
are 4q variable jobs and 3(4q − 2s) dummy jobs.

The processing time of every operation is either 0 or 1. Every variable job
xi j has exactly three operations with processing time 1 andm − 3 operations with
processing time 0. The three length 1 operations are a beginning operationB(xi j ),
a middle operationM(xi j ), and an ending operationE(xi j ). A dummy jobdk(xi 2)

only has a single operationDk(xi 2) with processing time 1, andm − 1 operations
of processing time 0.

We havem = 8q − s machines, which can be divided into four classes:

• For each variableui , there are twoassignment machines: the first one pro-
cesses the operationsB(xi 1) and B(xi 1), whereas the second one processes
the operationsB(xi 2) andB(xi 2).

• For each variableui , there are twoconsistency machines: the first one pro-
cesses the operationsM(xi 1) andM(xi 2), whereas the second one processes
the operationsM(xi 2) andM(xi 1).

• For each clausexi j ∨ xkl , there is aclause machinethat processesE(xi j ) and
E(xkl).
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• For each literalxi (or xi ) that occurs only once in the formula, there is a
garbage machinethat processes the operationE(xi 2) (or E(xi 2)) and the
dummy operationsD1(xi 2), D2(xi 2), andD3(xi 2) (or D1(xi 2), D2(xi 2), and
D3(xi 2)).

The processing of every job first goes through the assignment machines, then
through the consistency machines, then through the clause machines, and finally
through the garbage machines. Since most operations have length 0, the precise
processing order within every machine class is not essential; we only note that for
every variable job, processing on the first assignment (first consistency) machine al-
ways precedes processing on the second assignment (second consistency) machine.

Assignment machines

Consistency machines

Clause machines

Garbage machines

E(x) E(y)

D (y)1 E(y)

E(u) E(v)

E(x)D (x)2 D (x)3D (x)1

D (y)2 D (y)3

M(x  ) M(x  )  i1 i2

M(x  ) M(x  )  i2 i1

B(x  )i1 B(x  )i1

B(x  )i2 B(x  )
i2

Figure 3.3:A consistent schedule for the flow shop instance

Similarly as in Section 3.3.1, we are mainly interested in schedules forR(I )
with a special combinatorial structure. In a so-calledconsistent schedule, for every
variableui either both operationsB(xi 1) and B(xi 2) are processed in the interval
[0, 1], or both operationsB(xi 1) andB(xi 2) are processed during [0, 1]. Moreover,
in a consistent schedule the machines process the operations of length 1 during
the following intervals. The assignment machines are only processing length 1
operations during [0, 2], and the consistency machines are only processing such
operations during [1, 3]. On every clause machine, the operations of length 1 are
either processed during [2, 3] and [3, 4] or during [3, 4] and [4, 5]. On the garbage
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machines, all four operations of length 1 are processed during [0, 4]; there are no
restrictions on the processing order on the garbage machines. Figure 3.3 gives an
illustration of a consistent schedule.

Lemma 3.18. Letσ be any feasible schedule for R(I ). Then there exists a feasible
consistent scheduleσ ′ whose objective value is at most the objective value ofσ .
Proof. Let σ be an arbitrary feasible schedule forR(I ). Throughout the proof,
we only deal with the placement of length 1 operations (as placing the length 0
operations is straightforward). We call a machinebusyif it is processing a length 1
operation. Our first goal is to transformσ into a schedule in which the assignment
machines are only busy during [0, 2] and the consistency machines are only busy
during [1, 3]. We start by shifting all operations on the assignment and consistency
machines as far to the left as possible without violating feasibility. Clearly, in the
resulting schedule all operations on the assignment machines are processed during
[0, 2].

Now suppose that on some consistency machine some operation, say operation
M(xi 1), only completes at time 4. Since all operations were shifted to the left, this
yields that both operationsB(xi 1) andB(xi 2) are scheduled during the time interval
[1, 2]. Moreover, operationsB(xi 1) andB(xi 2) are both processed during [0, 1]. We
proceed as follows. If operationM(xi 1) is processed beforeM(xi 2), then we switch
the order of the operationsB(xi 2) andB(xi 2) on their assignment machine. More-
over, we reschedule operationM(xi 2) during [1, 2] and operationM(xi 1) during
[2, 3]. If operationM(xi 1) is processed afterM(xi 2), then we perform a symmetric
switching and rescheduling step. Note that after these switches, the schedule is still
feasible and that on the consistency machines no operation has been shifted to the
right.

By performing such switches, we eventually get a schedule in which all assign-
ment machines are busy during [0, 2] and all consistency machines are busy during
[1, 3]. Finally, by shifting all operations on the clause and garbage machines as
far to the left as possible, we obtain a scheduleσ ′. It is routine to check that in
scheduleσ ′ every clause machine is either busy during [2, 4] or during [3, 5], and
every garbage machine is busy during [0, 4]. Since in scheduleσ ′ no job finishes
later than in scheduleσ , the objective value has not been increased.

It remains to be proven that the constructed scheduleσ ′ indeed is a consistent
schedule, i.e., to prove that for every variableui , the operationsB(xi 1) andB(xi 2)

are processed simultaneously. First, assume that operationB(xi 1) starts at time 0.
This implies thatB(xi 1) is processed during [1, 2], and thatM(xi 1) is processed
during [2, 3]. This in turn implies thatM(xi 2) starts at time 1, and thusB(xi 2) is
processed during [0, 1], and we are done. In case operationB(xi 1) starts at time 1,
a symmetric argument works. 2
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Next, as Definition 3.3 imposes, we define a polynomial-time transformationS that
maps a feasible solution of a flow shop instanceR(I ) to a feasible solution of the
MAX -2SAT-B instanceI . Let σ be a feasible schedule forR(I ). As described
in the proof of Lemma 3.18, we find a corresponding consistent scheduleσ ′. We
define the truth settingS(σ ) for I as follows. If inσ ′ operationsB(xi 1) andB(xi 2)

are processed during [0, 1], then variableui is set toTRUE, and if B(xi 1) andB(xi 2)

are processed during [1, 2], thenui is set toFALSE.
It is easy to see that if a clause is satisfied under the truth settingS(σ ), then

the length 1 operations on the corresponding clause machine are processed during
[2, 3] and [3, 4]. Conversely if a clause is not satisfied, then these operations occupy
the intervals [3, 4] and [4, 5].

Let us now check that the transformationsR andSsatisfy the two conditions of
Definition 3.3.

Lemma 3.19. For any instance I ofMAX -2SAT-B, we haveOPT(R(I )) ≤

58 OPT(I ). Hence, the polynomial-time transformation R fulfills the first condi-
tion of Definition 3.3.
Proof. There ares clause machines and 4q − 2s garbage machines. Since the total
completion time of two jobs on the same clause machine is at most 4+5 = 9, the to-
tal completion time of the variable jobs that have non-zero processing time on some
clause machine is at most 9s. Moreover, the total completion time of the remain-
ing jobs (i.e., the jobs with non-zero processing time on some garbage machine) is
(1 + 2 + 3 + 4)(4q − 2s) ≤ 20s. Hence OPT(R(I )) ≤ 29s, and Lemma 3.17
completes the proof. 2

Lemma 3.20. For any feasible scheduleσ of R(I ), the feasible solution S(σ ) of
instance I fulfills the inequality|OPT(I ) − c(S(σ ))| ≤

1
2|OPT(R(I )) − c(σ )|.

Hence, the polynomial-time transformation S fulfills the second condition of Defi-
nition 3.3.
Proof. As has been argued before, the length 1 operations on a clause machine
have completion times 3 and 4, if the corresponding clause is satisfied, and they
have completion times 4 and 5, if the clause is not satisfied. In other words, every
unsatisfied clause induces an extra cost of 2 in the objective function. The claim
follows. 2

Lemmata 3.19 and 3.20 state that the transformationsR and S satisfy the condi-
tions in Definition 3.3. Since both transformations are computable in polynomial-
time, the problemF | |

∑
C j is APX-hard. This completes the proof of the non-

approximability of the flow shop problem and therefore also the job shop problem.
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Non-approximability for O | |
∑

C j

In proving non-approximability ofO | |
∑

C j , we use anL-reduction similar to the
one constructed for the flow shop in the preceding section. The essential difference
between the flow shop problem and the open shop problem is that the order in which
the operations belonging to the same job are processed is no longer given; therefore,
we must look for a different way to enforce that the beginning operation indeed
precedes the middle operation, which in turn must precede the ending operation.
To this end, we introduce a number of additional jobs, which are used to block the
assignment machines from time 2 onwards, the consistency machines during the
interval [0, 1] and from time 3 onwards, and the clause machines during the interval
[0, 2]. Clearly, we cannot actually enforce the additional jobs to be scheduled in
these intervals, but, because our objective is to minimize the total completion time,
we can favor small jobs to be processed first. Therefore, by choosing the processing
times of the additional jobs in the right way, we make sure that, in any reasonable
schedule, the machines process the additional jobs during the desired intervals. The
precise formulation of theL-reduction is given below.

Similar to the flow shop we start from an instanceI = (U, C) of MAX -2SAT-
B. We introduce the same set of variable jobs, dummy jobs, assignment machines,
consistency machines, clause machines, and garbage machines. Additionally, the
instanceR(I ) contains 28q + 12s so-calledstructure jobs. Every structure job
consists ofm−1 operations of length 0 and of a single operation of non-zero length;
this operation is called thestructure operationcorresponding to the structure job.
In a reasonable schedule all zero length operations are scheduled at time 0 and the
non-zero length operation determines the completion time of each job. The structure
operations are chosen as follows.

• On each of the 2q assignment machines, we introduce four structure opera-
tions of length 10.

• On each of the 2q consistency machines, we introduce six structure opera-
tions of length1

6 and four structure operations of length 10.

• On each of thes clause machines, we introduce twelve structure operations
of length 1

6.

For notational convenience we have chosen the processing times to be rational in-
stead of integral. It is clear that we can easily transform this instance into an instance
with integral data by multiplying every processing time by 6. Moreover, it is easy
to see that, although this transformation changes the value ofα andβ, it does not
change the productαβ.

We call a schedule for the open shop problemconsistentif the beginning oper-
ations are scheduled during the interval [0, 2], the middle operations are scheduled
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during the interval [1, 3], the ending operations are scheduled during the interval
[3, 5], the structure jobs of length16 are scheduled in the intervals [0, 1] and [0, 2]
on the consistency machines and clause machines, respectively, and the structure
jobs of length 10 are scheduled in the intervals [2, 42] and [3, 43] on the assign-
ment machines and consistency machines, respectively.

As for the flow shop problem, we would like to prove that we can restrict our-
selves to consistent schedules.

Lemma 3.21. For any feasible scheduleσ for R(I ), there exists a feasible consis-
tent scheduleσ ′ that is not worse.
Proof. We prove the above statement by transforming an arbitrary schedule into a
consistent schedule without increasing the objective value. We only consider sched-
ules in which the variable operations start at integer time points. It is not hard to see
that we can transform any schedule that does not satisfy this property into one that
does, without increasing the objective value. The proof, which consists of several
case distinctions, is left to the reader.

Letσ be a left-adjusted schedule in which the variable operations start at integer
time points. Let us first assume that there is a clause machine, sayMi , for which one
of the two ending operations is scheduled in the interval [0, 2]. The total completion
time of the non-trivial jobs onMi is at least16

∑6
i =1 i + 3 +

1
6

∑18
i =13 i + 4 = 25.

We reorder the operations onMi such that the small structure operations are sched-
uled in the interval [0, 2] and the two ending operations are scheduled as soon as
possible in an arbitrary order. Let us assume that for both variable jobs the ending
operation is the last operation; if not, then the completion time of these variable
jobs is unchanged and it is in any case profitable to perform the reordering. In the
resulting schedule, the total completion time of the non-trivial jobs onMi is at most
1
6

∑12
i =1 i + 5+ 6 = 24. Therefore, we may assume that the small structure jobs are

scheduled in the interval [0, 2] on each clause machine.
Second, we argue that, without loss of generality, we may assume that the large

structure jobs inσ are scheduled in the intervals [2, 42] and [3, 43] on the assign-
ment and consistency machines, respectively. Suppose that this is not the case for a
given assignment machineMi that processes two non-zero operations correspond-
ing to the variableui . Consider all assignment, consistency, clause, and garbage
machines that process a beginning, middle, or ending operation corresponding to
the variableui . We reorder the operations on these machines in a consistent way,
that is, the beginning operationsB(xi 1) and B(xi 2) are scheduled in [0, 1], B(xi 1)

and B(xi 2) are scheduled in [0, 2], the middle operationsM(xi 1) and M(xi 2) in
[1, 2], M(xi 1) and M(xi 2) in [2, 3], the ending operations that do not correspond
to variableui are scheduled in the same interval as inσ and the ending operations
E(xi 1), E(xi 2), E(x̄i 1) andE(x̄i 2) are scheduled as soon as possible in the interval
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[2, 5], and the structure jobs are scheduled in their assigned intervals. We call the
newly constructed scheduleσ ′.

As the scheduleσ is left-adjusted, we are in one of the following two cases:
either there is a structure operations(y) on Mi that precedes a beginning operation,
or there is a slot of idle time in the interval [0, 3]. We note that, in both cases, the
only variable jobs that complete later inσ ′ (compared toσ ) are x̄i 1 and x̄i 2; the
extra cost due to these late completion times is at most 2· (5 − 3) = 4. In the
first case,s(y) is completed at most 2 units of time later inσ ′, while the beginning
operation succeedings(y) is completed at least 11− 5 = 6 units of time earlier in
σ ′. Therefore, we have that the cost ofσ ′ is not more than the cost ofσ . In the
second case, all four structure operations are completed 1 unit of time earlier inσ ′.
Hence, the cost ofσ ′ is not more than the cost ofσ .

Concluding, we may assume that the large structure operations on the assign-
ment machines are scheduled in the interval [2, 42]. By similar arguments, we can
show that on the consistency machines the large structure operations are scheduled
in the interval [3, 43] and the small structure operations are scheduled in the interval
[0, 1]. This completes the proof of the lemma. 2

With Lemma 3.21, one can define a truth settingS(σ ) as it was done for the flow
shop scheduling problemF | |

∑
C j . Again, the constructed transformationsR and

S are polynomial-time computable. Furthermore, it is easy to see that condition 2
in Definition 3.3 is fulfilled (just chooseβ =

1
2). For a consistent schedule, the cost

of the additional structure jobs equals 2q · 108+ 2q · 115.5 + (4q − 2s) · 13 =

447q + (4q − 2s)13 ≤ 473s. Therefore, if we choose the constantα in our L-
reduction to be 473· 2 + 58 = 1004 also the first condition is satisfied. This
concludes the proof that problemO | |

∑
C j is APX-hard.

Summarizing, we now have the following theorem.

Theorem 3.22. The scheduling problems O| |
∑

C j , J | |
∑

C j , and F| |
∑

C j

are APX-hard. UnlessP = NP, they do not have a PTAS. 2

3.3.3 Concluding remarks

In this section, we have derived a number of non-approximability results for
scheduling problems with total job completion time objective. In the last two years,
tremendous progress has been made in deriving positive approximation results for
min-sum scheduling problems on parallel machines. First, Skutella & Woeginger
[1999] derived a PTAS forP | |

∑
w j C j . This was followed by a breakthrough

paper by Afrati, Bampis, Chekuri, Karger, Kenyon, Khanna, Milis, Queyranne,
Skutella, Stein & Sviridenko [1999] that present a PTAS forP | r j |

∑
w j C j and

Rm| r j |
∑

w j C j . Since we have shown the non-approximability ofR | r j |
∑

C j
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and of R | |
∑

w j C j , we now know the exact borderline between min-sum prob-
lems with good approximability behavior (arbitrary number of identical machines
with release datesand weights; fixed number of unrelated machines with release
datesand weights) and min-sum problems with bad approximability behavior (ar-
bitrary number of unrelated machines with release datesor weights).



4
Concluding remarks

In this final chapter we first discuss some intriguing unsolved problems. Hopefully
these problems will not remain unsolved and some nice new techniques will be
invented to attack them. Then, in the last section of this chapter we point out an
interesting new area of further research: performance analysis of local search.

4.1 Open problems

Schuurman & Woeginger [1999b] discuss the ten, in their opinion, most interesting
open problems in the area. In this next-to-last section we highlight some of those
problems. We have selected the following four problems:

• Makespan minimization of precedence constrained problems. We focus on
the identical parallel machine environment.

• Makespan minimization of shop problems, in particular the open shop prob-
lem.

• Minimizing the (weighted) sum of completion times on unrelated parallel
machines.

• Minimizing the total job completion time of the single-machine problem with
precedence constraints.

103
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4.1.1 Makespan minimization of precedence constrained problems

So far, the only problem with general precedence constraints for which one has
designed a PTAS is 1| prec, r j | Lmax (cf. Hall & Shmoys [1989a]). This approxi-
mation scheme is a nice generalization of the one for 1| r j | Lmax discussed earlier
in this thesis. Since the identical parallel machine variantP | prec| Cmax has been
proven APX-hard by Lenstra & Rinnooy Kan [1978], a similar generalization does
not go through for parallel machines. Graham [1966] showed thatList Scheduling
has a worst-case performance guarantee of 2−

1
m onm identical parallel machines.

Till now, there is no polynomial-time approximation algorithm known that beats
this worst-case ratio, even for unit processing times. Moreover, in case the number
of machinesm is fixed, there is no inapproximability result: the approximability
status ofPm| prec| Cmax, for anym ≥ 2, is still unclear.

Schuurman & Woeginger [2000b] prove that chain precedence constraints are
relatively easy to handle: problemPm| chain| Cmax possesses a PTAS. We note
however that, compared to handling general precedence constraints, handling chain
precedence constraints is child’s play. That is, the really interesting problems are
still open:

Open problem 1.Determine the approximability status ofP2 | prec| Cmax. Design
a polynomial-time approximation algorithm with performance guarantee below 2
for P | prec| Cmax and/or provide aρ-inapproximability result forP | prec| Cmax

with ρ strictly better than4
3.

4.1.2 Makespan minimization of open shop problems

In my opinion, one of the most vexing problems is the open shop problemO | | Cmax.
An extremely simple algorithm achieves the best performance guarantee known for
this problem. Indeed the makespan of every so-calleddenseschedule is at most
twice the optimal makespan. A schedule for an open shop problem is called dense
when any machine is idle if and only if there is no job that currently could be
processed on that machine. Clearly one can construct a dense schedule in linear
time. Furthermore, there is no polynomial-time algorithm known with worst-case
ratio better than 2.

On the negative side, Williamson, Hall, Hoogeveen, Hurkens, Lenstra, Sevas-
tianov & Shmoys [1997] prove that determining whether there exists a schedule of
length 4 isNP-hard. Therefore, there is no polynomial-time approximation algo-
rithm with worst-case ratio less than5

4, unlessP=NP.
It would be interesting to reduce the gap between the worst-case ratio 2 and

the inapproximability factor54. A usual approach in deriving a polynomial-time
approximation algorithm is by using an LP-relaxation. As the preemptive variant
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O | pmtn| Cmax has been shown polynomially solvable by Gonzalez & Sahni [1976],
we can use an optimal preemptive solution as a relaxation. In Example 4.1 we
show a series of instances where the optimal non-preemptive makespan is nearly3

2
times the optimal preemptive makespan. We conjecture that this is the worst-case
example, that is, the optimal non-preemptive makespan is always at most a factor
of 3

2 above the optimal preemptive makespan. If this conjecture turns out to be true,
this could lead to a polynomial-time32-approximation algorithm forO | | Cmax.

Example 4.1. Consider the following instance ofO | | Cmax. The number of jobs
n equalsm + 1. For j = 1, . . . , m, p j j = m − 1 and pi j = 0 for i = 1, . . . , m
andi 6= j , further, pi m+1 = 1 for i = 1, . . . , m. It is easy to see that the optimal
preemptive makespan ism. Moreover, as is show in Figure 4.1, the makespan of an
optimal non-preemptive solution isdm

2 e + m − 1 ≤
3
2m. 2

An optimal schedulepreemptive 

M2

M1

Mm

Mm-1

0 1  m

0 1  m2

0 m-2  mm-1

0  mm-1

A non-preemptive optimal schedule

M2

M1

Mm

Mm-1

0 1  m

0 1  m+12

0  m

0  mm-1

 m+1

... ...

1

Jm+1Job

Figure 4.1: An instance for which the ratio between the optimal non-preemptive
makespan and the optimal preemptive makespan goes to3

2

Another indication that supports the possible existence of a3
2-approximation algo-

rithm for O | | Cmax is given in Lemma 4.2.

Lemma 4.2. If there exists a schedule of length 4 for the preemptive problem, then
we can determine a non-preemptive schedule of length 6 in polynomial time.
Proof. Let us first note that the polynomial-time algorithm for solving
O | pmtn| Cmax by Gonzalez & Sahni [1976] always determines a solution in which
the operations are preempted at integral time points. We now consider such an op-
timal preemptive solution and assume that it has makespan at most 4.
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We construct a non-preemptive schedule of length 6 as follows. First, we shift
the entire schedule 1 unit to the right. We fix all non-preempted operations. All
preempted operations have processing time either 2 or 3. Consider a preempted
operationo with processing time 3. Aso is only preempted at integral time points,
either during the interval [1, 3] or during the interval [3, 5] the corresponding ma-
chine is completely occupied byo. In the first case, we processo in the interval
[0, 3], in the second case we processo in the interval [3, 6]. Now consider a pre-
empted operationo with processing time 2. Aso is preempted, it is not completely
processed during [2, 4], therefore either the interval [1, 2] or the interval [4, 5] is
used for processingo. In the first case we processo during [0, 2], otherwise we
processo during [4, 6].

As we only process an operation in the interval [0, 1] or [5, 6] if it is processed
in the original schedule during the interval [0, 1] or [3, 4], respectively, it is easy to
see that the resulting schedule is feasible. 2

Williamson et al. [1997] prove that the problem of determining whether there exists
a schedule of length 3 is polynomial time solvable. Hence, if we want to improve the
inapproximability result of54, we should prove a gap of at least 2. E.g. we should
come up with an instance for which deciding whether there exists a schedule of
makespan 7 isNP-hard and for which at the same time there is no schedule of
makespan 8; this would imply a lower bound on the worst-case ratio of9

7.

Open problem 2. Design a polynomial-time approximation algorithm with per-
formance guarantee below 2 forO | | Cmax. And/or provide aρ-inapproximability
result forO | | Cmax with ρ strictly better than5

4.

4.1.3 Minsum-criteria for scheduling unrelated machines

In Section 3.3 we prove that problemsR | |
∑

w j C j and R | r j |
∑

C j are APX-
hard. Although for both problems we can explicitly indicate a constantρ > 1 for
which there is no polynomial-timeρ-approximation algorithm unlessP=NP, this
constant is so small that it is not worth mentioning. We believe that through the
L-reduction technique presented in Section 3.3 it is hard to obtain an inapproxima-
bility result above say 1.01. Considerably better results might be obtained by a
similar approach to the one used by Håstad [1997], who proves ‘tight’ inapprox-
imability results for a certain satisfiability problem by using proof models.

Open problem 3. Derive considerably better inapproximability results for
R | |

∑
w j C j or R | r j |

∑
C j .
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4.1.4 Minsum-criteria for a precedence constrained single-machine problem

Minimizing the total job completion time on parallel machines is polynomially
solvable even in case of unrelated parallel machines. Adding precedence constraints
makes the problem a lot harder: the single-machine problem 1| prec|

∑
C j is al-

readyNP-hard. There is even no polynomial-time approximation algorithm known
for 1 | prec|

∑
C j with performance guarantee better than 2. Among others Hall,

Schulz, Shmoys & Wein [1997] give a 2-approximation algorithm for the weighted
problem 1| prec|

∑
w j C j . As 1| prec|

∑
C j has not been proven APX-hard, the

approximability status of this problem is not known.
Clearly, like P | prec| Cmax, 1| prec|

∑
C j is a basic problem. Therefore the

first open problem and this last open problem are probably the most intriguing of
the four discussed here. Answering them will help us to understand the effect of
precedence constraints.

Open problem 4. Determine the approximability status of 1| prec|
∑

C j , i.e.
either provide a PTAS for 1| prec|

∑
C j or prove that 1| prec|

∑
C j is APX-hard.

We note that some prominent researchers suspect that 1| prec|
∑

C j is as hard as
the vertex cover problem, for which a76-inapproximability result is known and for
which it is conjectured that it does not have a polynomial-timeρ-approximation
algorithm forρ < 2.

4.2 Performance analysis of local search

A very interesting and nearly unexploited area in scheduling is the performance
analysis of local search heuristics. For a theoretician like myself the following
three aspects are interesting. First, we would like to determine the quality of a local
optimum. Second, we would like to know whether or not the local optimum can
always be found in polynomial time. Third, we would like to ensure that our local
search algorithm eventually finds an optimal solution.

To our knowledge the only research papers that deal with performance analy-
sis of local search in scheduling are by Brucker, Hurink & Werner [1996; 1997].
Among others they consider the identical parallel machine problemsP2 | | Cmax and
P | | Cmax. For these problems they define a neighborhood by the so-calledjumpop-
erator that moves a single jobJj from one machine to another machine. They prove
that finding a local optimum by a special form of iterative improvement requires
O(n2) operations. Furthermore, it is easy to see that the makespan of any local
optimum is at most twice the optimal makespan. To explore the solution space,
the authors define a secondary neighborhood on the local optima. ForP2 | | Cmax
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they prove that this neighborhood is strongly connected, whereas forP | | Cmax the
neighborhood is weakly connected. (We say that a directed graph is strongly con-
nected if there is a path from every vertexA in the graph to every vertexB in the
graph.)

Schuurman & Vredeveld [2000] try to extend the previous results to the uni-
form parallel machine problemsQ2 | | Cmax and Q | | Cmax. We first consider the
jump neighborhood. As the makespan of a local optimum may be a factorO(

√
m)

larger than the optimal makespan, we also consider other neighborhoods. We study
a natural extension of the jump operator: the so-calledswapoperator that exchanges
two jobs from two different machines. Unfortunately, this neighborhood does not
guarantee a constant worst-case ratio either. Therefore, we introduce a new neigh-
borhood which we call thepushneighborhood. As the Lin-Kernighan neighborhood
for the travelling salesman problem, the push neighborhood is a form of variable
depth search. For both the identical machine environment and the uniform machine
environment, the makespan of a push optimal solution is at most twice the optimal
makespan. Unfortunately, for this last neighborhood, we have not yet been able to
prove anything on the time complexity of finding a local optimum. Furthermore,
we have not thought through the third aspect either: whether we can guarantee that
we eventually end up in a global optimum. After answering these questions a nat-
ural extension would be to consider the unrelated parallel machine environment.
Concluding, there is a lot of interesting work to do in this area.
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Schedulese

Mi the i th machine
vi speed ofMi

Jj the j th job
Oi j operationi of Jj

zj number of operations ofJj

p j processing time ofJj

pi j processing time ofJj on machineMi for single-operation environments
processing time ofOi j for multi-operation environments

r j release time ofJj

d j due date ofJj

q j delivery time ofJj

prec precedence constraints
tree tree-type precedence constraints
chain chain-type precedence constraints
Jj → Jk Jj has to precedeJk

c jk communication delay betweenJj andJk

d jk minimum delay betweenJj andJk

ejk inter-processor communication costs for job pairJj andJk

pmtn preemption
sj setup time ofJj

cont controllable processing times
a j shortened processing time ofJj

u j maximum compression ofJj

c j compression cost per unit ofJj

w j weight of Jj

Sj , Si j starting time ofJj andOi j , respectively
C j completion time ofJj

L j time at whichJj is delivered, i.e.C j + q j

Cmax makespan (i.e. maximum completion time: maxj C j )
Cmax(σ ) makespan of scheduleσ
Lmax maxj L j

OPT(I ) value of an optimal schedule for instanceI
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1 single-machine environment
P identical parallel machine environment
Q uniform parallel machine environment
R unrelated parallel machine environment
F flow shop environment
J job shop environment
O open shop environment



Samenvatting

In het dagelijks leven moeten we vaak een planning maken. Als we bijvoorbeeld een
afspraak buitenshuis hebben, kijken we hoe laat de trein vertrekt om aan de hand
daarvan onze vertrektijd te bepalen. In het bedrijfsleven kan een goede planning
kosten besparen. Een garagebedrijf is hiervan een goed voorbeeld. ’s Morgens is
het merendeel van het werk in kaart gebracht en vaak is ook bekend hoeveel tijd elke
klus ongeveer duurt. De opdrachten moeten zodanig over de werknemers verdeeld
worden dat zoveel mogelijk auto’s aan het einde van de dag gereed zijn. Verder
moet in ogenschouw worden genomen dat er slechts een beperkt aantal bruggen is.

In dit proefschrift bestuderen we zogenaamde machine-volgordeproblemen. De
dagplanning van een garagebedrijf is hier een voorbeeld van. Meer in het alge-
meen kunnen we zeggen dat bij machine-volgordeproblemen opdrachten toegewe-
zen moeten worden aan machines. Bovendien moeten de opdrachten een begintijd
en een eindtijd krijgen.

Een eenvoudig voorbeeld van een machine-volgordeprobleem is het zoge-
naamde twee-dievenprobleem, dat in dit proefschrift meerdere malen gebruikt
wordt om verschillende technieken te illustreren. Het twee-dievenprobleem gaat
over twee dieven die er geregeld ’s nachts op uittrekken om in te breken bij villa’s
in de omgeving. Aan het einde van hun rooftocht komen ze samen om hun zakken
te legen en de buit te verdelen. Uiteraard moet deze verdeling eerlijk zijn. Ge-
heel eenvoudig is dit niet: een televisietoestel bijvoorbeeld kun je niet in tweeën
delen. Omdat ze voor het ochtendgloren weer veilig thuis willen zijn, moet de buit
snel verdeeld worden. Wat heeft dit probleem met machines en opdrachten te ma-
ken? Als we de dieven zien als machines en de gestolen goederen als opdrachten,
waarbij de waarde van een voorwerp wordt geı̈nterpreteerd als de bewerkingduur
van een opdracht, dan hebben we het twee-dievenprobleem geformuleerd als een
machine-volgordeprobleem met twee machines waarbij de doelstelling is om de to-
tale bewerkingsduur op de twee machines zo gebalanceerd mogelijk te laten zijn.

In dit proefschrift proberen we niet de meest eerlijke verdeling te vinden, maar
kijken we naar algoritmen die in een kort tijdsbestek een redelijk eerlijke verdeling
geven. We noemen zulke algoritmen polynomiale benaderingsalgoritmen. De be-
naderingsalgoritmen die wij bekijken geven een garantie ter aanzien van de eerlijk-
heid van de verdeling. Voor verschillendeNP-lastige machine-volgordeproblemen

117



118 Samenvatting

construeren we polynomiale benaderingsalgoritmen en polynomiale benaderings-
schema’s. Verder bewijzen we dat, tenzijP=NP, er voor sommige machine-
volgordeproblemen geen polynomiale benaderingsschema’s bestaan. Daarnaast ge-
ven we een overzicht van de in onze ogen belangrijkste technieken op dit gebied.
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I

Er is een PTAS voor het minimaliseren van de maximale taakcompleteringstijd bij het
plannen van taken met ketenachtige precedentierelaties op identieke parallelle machi-
nes, indien het aantal machines of het aantal taken per keten constant is.

P. SCHUURMAN & G.J. WOEGINGER[2000], Parallel machine scheduling with pre-
cedence constraints, Ongoing research.

II

Brucker, Hurink & Werner [1997] bestuderen de zogenaamdejump-buurruimte voor
het parallelle-machineprobleemP | | Cmax. Het is eenvoudig in te zien dat de waarden
van de lokale optima die de auteurs bekijken, ten hoogste gelijk zijn aan 2−

2
m+1 maal

de optimale waarde, waarbijm het aantal machines aangeeft. VoorQ | | Cmax geeft de
jump-buurruimte geen constante prestatiegarantie. Depush-buurruimte, gedefinieerd
door Schuurman & Vredeveld [2000], geeft voorQ | | Cmax wel een constante presta-
tiegarantie. Maar vermoedelijk is het vinden van een lokaal optimum met behulp van
iteratieve verbeteringen niet polynomiaal voor deze laatste buurruimte.

P. BRUCKER, J. HURINK & F. WERNER [1997], Improving local search heuristics
for some scheduling problems II,Discrete Applied Mathematics 72, 47–69.
P. SCHUURMAN & T. V REDEVELD [2000], Performance guarantees of local search
for multiprocessor scheduling, Manuscript.

III

Het herkennen van DNA-grafen isNP-lastig.

R.A. PENDAVINGH , P. SCHUURMAN & G.J. WOEGINGER [2000], Recognizing
DNA graphs is difficult, Manuscript.

IV

Er is een binaire lineaire code met lengte 19, dimensie 8, minimum afstand 6 en state
complexity 4. Er is geen binaire lineaire code met lengte 19, dimensie 8, minimum
afstand 6 en state complexity 3.

P. SCHUURMAN [1996], A table of state complexity bounds for binary linear codes,
IEEE Transactions of Information Theory 42, 2034–2041.

V

De huidige vorm van positieve discriminatie leidt niet tot maatschappelijke emancipa-
tie.



VI
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Wit aan zet wint.

VII

Een goede docent moet niet alleen de stof beheersen, maar ook de vaardigheid hebben
om kennis over te dragen. Dit laatste wordt vaak schromelijk onderschat.

VIII

Voor een RSI-patïent is informatie over RSI op het web als een gratis pakje sigaretten
voor een cara-patiënt.

IX

Mentale aspecten worden binnen de topsport onderschat. Zo is het merkwaardig dat
in de staf van het Nederlands voetbalelftal nog steeds geen sportpsycholoog is opge-
nomen.

X

Het tonen van betrokkenheid iséén van de belangrijkste aspecten in het begeleiden
van pupillen.

XI

Wiskunde is kunst.



XII

Negeren leidt tot extinctie van niet-adaptieve responsies.

Oud Schuurmanees gezegde.

XIII

Stelling VI toont dat de eerste ingeving niet altijd de juiste is.
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