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When are two objects perceived as similar? This question, intuitive for many people, is
one of the central problems of modern perceptual and cognitive sciences: various articles
stress the important role similarity plays in categorization processes, decision making, and
problem solving that we apply in our everyday lives (Gentner, 1983; Shepard, 1986; Medin
et al., 1993; Goldstone, 1994a). Vignaux (1999) describes the interactions among similarities that group objects together, and dissimilarities that set them apart, as a fundamental
activity of thinking, organizing and deriving meaning from the raw sensory information
extracted from the outside world. The concept of similarity, and the different degrees of
equivalence that derive from it (e.g., identity, difference, and repetition), seems to be so
fundamental for our mental organization that William James calls similarity “the very keel
and backbone of our cognition” (James, 1890, p. 459).
Gestalt theorists considered similarity to be such a salient perceptual phenomenon that
they selected it as one of the four relevant factors explaining the grouping process, together
with proximity, continuity, and closure. The Gestalt principles were originally developed by
von Ehrenfels (1890) and Mach (1886), inspired by observations on compositions of musical
pieces. They have been subsequently applied to the visual domain. Thanks to the advent
of sound synthesis and analysis, Gestalt theory was applied to the domain of auditory scene
analysis to aid in the segregation of an acoustic complex into perceptual streams (Bregman,
1990). In musicology, the concept of similarity has been used to explain listeners’ perception
of structure in a musical piece (Cooper and Foote, 2003), and classification into genres or
styles (Acouturier and Pachet, 2004b).
The concept of similarity has been used extensively in the context of music composition
(Deliège, 2001). The contrapuntal composition of fugue relies on the technique of imitation,
in which the same musical material is repeated through canonic modifications, such as
transposition, inversion, and permutation, that transform the theme while avoiding abrupt
changes and guaranteeing a sense of derivation in the music. The use in composition of
a varying degree of similarity and difference between parts of a piece is not exclusive
of classical music; most modern popular Western music also has some form of theme
and variation. The delicate equilibrium between similarity, to guarantee coherence, and
variation, to introduce novelty, is one of the many aesthetic complexities underlying the
work of several composers and traditions (Schoenberg, 1967).
Despite the common, perhaps even subconscious, use of similarity in music composition,
Cambouropoulos (2001) shows in a recent paper the ontological complexities related to its
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definition. In the presence of non-measurable quantities, we can formally estimate similarity between two objects by counting the number of matching properties; in the presence of
measurable quantities, we can calculate the differences between values of different dimensions of the objects; in both cases we need to introduce a weighting function to assign the
proper perceptual relevance to each property. We need to determine on which aspects of a
specific problem this weighting function is estimated. Is there a generalizable methodology
on how to determine the weightings for the different properties, or is it problem dependent?
Where do we put the final threshold to declare two objects as similar? Which mathematical properties apply to similarity perception? Is the degree of similarity between A and
B the same as between B to A (symmetry)? Different studies suggest the non-transitivity
of similarity and some propose asymmetrical models (Tversky, 1977; Krumhansl, 1978).
Because of its complex and context-dependent formal definition, music similarity remains
an unclear concept (Acouturier and Pachet, 2002a; Cambouropoulos, 2009). Music similarity has been studied in several research domains (musicology, experimental psychology,
and computer music), each of which approached it from different directions. Experimental
results appear to be fragmented, and it is difficult to unite them in a stable and general
theoretical formulation (Ockelford, 2004). As Orpen and Huron (1992) points out, two
main issues arise when studying music similarity:
• The intrinsic multi-dimensionality of music makes music similarity a multi-faceted
entity;
• There is no definition of a proper yard stick to measure similarity between excerpts
of musical pieces.
A third issue, underlined in a recent paper by Cambouropoulos (2009) is the fact that
(music) similarity is not an absolute concept and is instead always relative to a specific
context. In general, the context is specified by the properties of the song database used in
a particular experiment.
Because of the multidimensionality of music similarity, we can investigate it from many
directions, including melodic similarity (Cahill and O Maidín, 2005) and rhythmic similarity (Foote et al., 2002); and each one of these dimensions has several subdimensions:
such as melodic contour, melodic repetition, and statistical distribution of melodic intervals. All these dimensions are measurable and describable with physical parameters. The
investigation becomes more complex when studying similarity from subjective dimensions
such as mood (Shao et al., 2008); in this case, the aim of the researcher is to identify the
relevant music dimensions by simultaneously measuring their relevance. In the case of a
subjective parameter, the typical approach attempts to embrace the concept of music similarity holistically: with an experiment conceived to isolate the relevant music dimensions
in the analysis process.

2
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How to effectively determine the degree of similarity between musical pieces is the second
mentioned problem. We can compare music scores and formalize a model that evaluates
differences, or extract music descriptors from the audio music signal and compare their
statistical values, or rely on the judgments of human listeners in a perceptual experiment
rating similarity between a pair of musical pieces. In these three approaches we measure
different similarities: compositional similarity, which puts emphasis on the musicological
aspects of the music, neglecting the execution or the recording techniques; acoustic similarity, which concentrates on the mathematical description of the audio signal, and perceptual
similarity, which prioritizes human judgments as a means to evaluate similarity.
The third point underlines the relativity of similarity with respect to context. In a
minimal composition comprised of the repetition of a few music phrases slowly changing
throughout time, a small melodic variation (e.g., a change in one note pitch, or a shift of its
relative onset inside the rhythmic pattern) is perceived as an important difference between
subsequent passages (Reich, 2002). A statement about similarity is valid only within a
specific context and not valid elsewhere; it seems to be stable only when a stable context is
implicitly assumed. It is therefore important in every study to explicitly state the specific
context of the research to put into perspective assumptions, questions, methodology, stimuli
and conclusions.
Music similarity has been investigated in the recent years both by theoretical musicologists, who study the cognitive and perceptual implications of the musical properties, and
application-oriented researchers in the domain of music information retrieval (MIR), who
adopt complex statistical and numerical methods to extract relevant information from the
music signal. The work described in this thesis aims at bridging these two domains, to
bring more perceptual and cognitive insights into the application domains. This work is a
first order approximation trying to find the common dimensions influencing the listener’s
perception of similarity.
Our research attempts to contribute to the clarification of the mentioned problems of
dimensionality, and measurement of perceived music similarity through perceptual experiments investigating what a common listener perceives as music similarity. The following sections will introduce the scientific background necessary to illustrate what type of
methodological choices are possible to investigate human perception of music similarity.
Our methodology treats music holistically: using a relatively large set of pieces of Western
popular music, we attempt to catch the global composition of factors responsible for the
perception of similarity instead of merely focusing on one particular music dimension. The
data collected in the experiments are used to represent and understand the participants’
perceptual space in the context of several genres of Western popular music. We finally
describe the methodology followed in the construction of a hybrid algorithm using acoustic
features extracted from the music signal weighted in their saliency by the perceptual data
collected in the perceptual experiment.

1.1 Perception of music similarity
One of the fundamental problems to build an algorithm for the prediction of music similarity is the understanding of the cognitive and perceptual processes underlying listeners’
judgments, in particular which music dimensions have a relevant influence on music similarity perception. In a recent paper, Deliège (1997) proposes a model to explain human
perception of music similarity between different parts of a musical piece, in the context
of song segmentation. Deliège hypothesizes that during the process of listening to a piece
of music, listeners extract musical cues between music-segment boundaries, unconsciously
building a mental description of each song segment. Previous research divides music features into “surface features”, that indicate motive properties such as changes of register,
pace, texture, and orchestration, and “deep features” indicating the perceived derivation
of music segments (Zbikowski, 1999). Lamont and Dibben (2001) suggest that surface
features can be easily picked up by inexperienced listeners, or listeners unfamiliar with
complex music material, while experienced listeners might unconsciously extract deeper
thematic connections. Deliège hypothesizes that relevant features on the musical surface
(called cues) are extracted by the listener during the listening process. These cues are
used to compare different segments of a musical piece: music similarity is evaluated as a
function of the proximity between the cues from two or more excerpts. We can intuitively
extend Deliège’s theory to the case of across-song similarity, comparing the surface features
of two different pieces of music.
Two experimental studies support Deliège’s hypothesis on the influence of musical surface features in the case of inter-song similarity (Chupchik et al., 1982; Eerola et al., 2001).
Eerola et al. (2001) compared two different feature sets in predicting participants’ similarity
ratings between excerpts of MIDI 1 folk melodies. The authors found that the “descriptive
features”, meant to describe the internal representation of melodies, had better predictive
power than the “frequency-based music features”, describing the statistical properties of
melodies. Chupchik et al. (1982) performed two experiments to investigate inter-song similarity using audio stimuli. Tempo, dominant instrument, and articulation were the main
musical features used by participants for their ratings of similarity among jazz improvisations. In a second experiment, comparing Classical, Jazz, and Pop-Rock excerpts, the most
relevant dimension reported by Chupchik et al. (1982) was “Contemporary”, e.g., Jazz and
Pop-Rock excerpts, versus “Classical”. The results of Chupchik et al. (1982) show that the
relevance of features might vary with the stimulus context: participants rely on different
musical features when comparing excerpts from the same genre and excerpts from different
genres. For the same reasons, similarity between excerpts of a specific piece can be affected
1
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MIDI stands for Musical Instrument Digital Interface, a protocol used to control electronic instruments.
Its representation of each musical event is analogous to the score notation, i.e., defining the level, pitch,
starting point in time, and duration for every note. Finally, a timbre code referring to the instrument
playing the note is given.

By comparison of the results of the previous experimental studies with their relative
stimulus contexts, we find no general agreement on which music dimensions play a relevant
role in the perception of music similarity. However, some studies have found both tempo
and timbre to be two relevant music dimensions for music similarity perception in different
selected-song contexts (Chupchik et al., 1982; Lamont and Dibben, 2001; McAdams and
Matzin, 2001). From a theoretical point of view, it seems reasonable to hypothesize that
descriptors representing multiple music attributes such as genre, and timbre might have
high correlation with the perceived similarity but their saliency might vary depending on
the stimulus context: simple versus complex instrumentation, within- versus inter-song
similarity, classical versus popular music, MIDI versus audio files. Because our research
is done with potential applications for present-day media-systems in mind, we choose to
investigate inter-song similarity using audio material instead of symbolic music notation
(e.g., music scores).

1.1.1 Reductionist versus holistic approach?
The simultaneous influence of different musical cues on the listener’s perception of music similarity (the first issue mentioned by Huron) poses several methodological questions
about which stimulus material and which experimental task to adopt in a perceptual experiment: Should we use controllable but simplified stimuli such as a MIDI representation
of the excerpts or music material in the complex form of audio files? Is it better to provide
participants with a clear task, asking to concentrate on a specific musical dimension to

5
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by different music dimensions compared to similarity between different music pieces. The
variation of relevance of the various musical dimensions with the context of the stimulus
material is furthermore suggested by a recent study by Lamont and Dibben (2001); in their
study, the authors investigated which music dimensions were used by musicians and non
musicians to rate similarity between pairs of excerpts of a musical piece: firstly in the case
of a piece by Beethoven and then in the case of a piece by Schoenberg. The results showed
that the two music pieces set their own similarity criteria, but confirmed in both cases
that the relevance of surface features such as dynamics and texture explains the perceived
similarity. The relevance of surface features in within-piece similarity is supported by the
results of a recent experiment in which participants were asked to group similar subsections of a contemporary piece executed by piano or orchestra (McAdams et al., 2004); the
authors found that excerpt tempo, rhythm, pitch, melody, and timbre were all relevant
dimensions. The majority of experiments reported in the literature used stimuli selected
from a single music genre: Jazz (Chupchik et al., 1982), Folk (Eerola et al., 2001), and
Contemporary Music (McAdams et al., 2004). The experimental results in these cases can
be effectively used to verify the impact of individual musical dimensions for a very specific
genre context, but have limited representation of the perceptual space of the listener in
the contexts of other genres.

judge similarity (reductionist approach) or let them be free to decide independently/unconsciously on which dimensions to focus (holistic approach)?
The reductionist approach performs several controlled experiments to extract results for
various musicological dimensions, and in a later stage, integrate the gathered information
on independent dimensions into a global model. The holistic approach, on the other hand,
is based on experiments with large stimulus sets to observe the relative salience of several
control variables in their complex interactions. Because of the interest for few specific
music dimensions, a reductionist approach typically uses stimuli in the form of sounds
synthesized from symbolic data, such as MIDI (Eerola et al., 2001; Cahill and O Maidín,
2005; Eerola and Bregman, 2007), while a holistic approach in which the experimenter has
not identified yet the relevant dimensions, employs the full information in the audio waveform of the excerpts (Lamont and Dibben, 2001). A reductionist experiment can also use
audio stimuli; however, as Acouturier and Pachet (2002a) report: “it is difficult to evaluate
similarity based on one attribute [...], because our judgment is simultaneously influenced
by other attributes”. The main advantage of symbolic representation is that it contains
accessible information of note pitch, onset, offset which can be systematically controlled
by the experimenter in an efficient way. Additionally, with symbolic data it is relatively
easy to categorize stimuli by rapidly retrieving high level features (e.g. harmony, melodic
contour, rhythmic patterns). The reductionist approach simplifies the experimental design and the analytic process: isolating a variable makes it easy to estimate how much
its presence or absence is relevant. For this reason, the reductionist approach is applied
when physical dimensions, such as melody, rhythm, or tempo, are known to be relevant
for a particular task and only their relevance has to be evaluated. When more subjective,
or complex multidimensional properties have to be investigated, such as mood, timbre,
or genre, the typical approach attempts to embrace the music holistically to identify the
relevant music dimensions while estimating their relevance. Because of the complexity of
music similarity, using the reductionist approach, selecting specific music dimensions and
studying them one by one can lead one to miss context-dependent interactions that make
musical pieces different from just the sum of their parts (melody, rhythm, harmony). The
use of sounds synthesized from symbolic data offers limited or cumbersome control of timbre (MIDI synthesizers have a limited choice of instrument timbres), players’ expression
(small nuances, noises, flaws), and recording settings (live, studio, microphone disposition),
all factors that have been proven to have an important role in perceived similarity and preference (Chupchik et al., 1982; McAdams et al., 2004). Finally, in a reductionist approach
it might not be clear how to integrate in a global model the information obtained from
specific music dimensions.
The advantage of the holistic approach is that if relevant dimensions are found, they
relate directly to the original material used by music listeners; furthermore, the holistic
approach directly incorporates in its estimation of relevance the complex and unpredicted
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In this thesis, we choose to follow a holistic approach because our main goal is the identification of which music dimensions affect the perception of music similarity in the context
of songs selected from several genres of Western popular music. We intend to determine
the relative salience of some music dimension, in the view of building an algorithm for
the prediction of music similarity. The holistic approach allows us to investigate how the
various music dimensions cooperate to determine the final global perception of music similarity instead of concentrating on specific aspects. Through the large song selection from
different genres, we attempt to maximize the variability of the control variables; the choice
of relevant control variables should allow us to distill in the analysis the relative contributions of specific music dimensions underlying the topology of the participants’ perceptual
space in our specific music context.

1.1.2 Methodological issues
The second issue raised by Huron is the absence of a widely accepted yardstick along with
which we can measure song similarity. For our purpose of measuring human perception of
music similarity through perceptual experiments, in the literature, three methods have been
used: pair-rating (Lamont and Dibben, 2001), pair-ranking (Levelt et al., 1966; MacRae
et al., 1990), and object-grouping (McAdams et al., 2004).
In pair rating, the participant chooses a value of similarity for a pair of objects on
a numerical rating scale. It is a relatively rapid method: with n objects, the number
of comparisons is n ∗ (n − 1)/2. Although this method is conceptually intuitive for an
experimental setup, it may be a rather difficult task for the participant and lead to various
biases (Burton and Nerlove, 1976; MacRae et al., 1990) because only at the end of the
experiment do participants have a feeling of the scale covering the whole stimulus set.
Grouping is a methodological paradigm that requires participants to cluster perceptually
similar objects (MacRae et al., 1990). The procedure is generally intuitive for the participant, but the task becomes rather difficult with large numbers of items and groups, because
it requires memory demands for the participant who has to remember the characteristics
of all objects simultaneously during the task (Goldstone, 1994b).
Pair-ranking is an ordinal procedure that requires participants to rank pairs of objects
depending on a particular property, for instance on similarity. Triadic comparisons is a
special case of pair ranking, based on the comparisons of three stimuli, where participants
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interactions of the music dimensions in the same way they are processed by human perception. However, the holistic approach has a more complex stimulus selection process
compared to the reductionist approach, because it needs to simultaneously guarantee sufficient parameter variability in the stimuli to find significant effects of control variables
on participants’ judgments. The second difficulty in the case of the holistic approach is
how to isolate and evaluate the effects of specific music dimensions from the participants’
judgments on similarity.

rank three pairs as most similar, intermediate, and least similar (Levelt et al., 1966). Although it is a more time-consuming method with respect to pair rating (in the case of
triadic comparisons, with n objects, the number of comparisons is n ∗ (n − 1) ∗ (n − 2)/6),
it is an efficient method to extract maximum information in the case of stimulus triads
(three response values are gathered for every three stimuli presented), and it alleviates
problems associated with scale interpretations (Burton and Nerlove, 1976; Aarts, 1989). It
is a rather simple method that can be used cross-culturally, and also with less educated
participants (MacRae et al., 1990).
Despite the fact that all three methods, in principle, should yield similar results (MacRae
et al., 1990), their different characteristics make each of them more attractive for specific
situations depending on the type of stimuli, size of the stimulus set, and the complexity
of the task. In our experiments, where it is foreseen to use a large set of stimuli, and
prioritizing the simplicity of the task for the participants for the reduction of the possible
noise in the results, we choose to use pair ranking.

1.1.3 Similarity is contextual
A precise definition of what is context in a perceptual experiment on music similarity is
difficult and vague as the definition of similarity. In a first attempt, we can define context as
the variability of the music properties of songs selected as stimuli for a specific perceptual
experiment. In this case, a selection of jazz improvisations is rather different from a
selection of songs from different genres. Following this definition, the relativity of similarity
with respect to context brings a priori limitations for a perceptual experiment: because
each perceptual experiment is time-constrained it is not possible to test all possible music
contexts. Additionally, we do not have an estimation of the number of possible contexts
in the musical production, that could guide our experimental exploration. As a practical
solution, we decided to use a large set of genres/songs of Western popular music to span
different similarity ranges and have a broad set of contexts for the possible comparisons of
three songs used in our pair ranking methodology.

1.1.4 Experimental factors
In a perceptual experiment on music similarity we can distinguish two types of consistency
measures: the within-participant consistency to evaluate the stability of the perception of
music similarity within each participant, and the across-participant consistency to evaluate
the common perception of similarity across a group of listeners. A high degree of withinparticipant consistency is a necessary property for the perception of music similarity to
be a stable phenomenon. A high degree of across-participant consistency would support
the possibility for the development of a global perceptual model of music similarity and a
formal algorithm for the automatic prediction of music similarity perception.

8

In an experiment in which participants had to rate similarity between MIDI folk melodies,
Eerola et al. (2001) found a statistically significant across-participant correlation. Lamont
and Dibben (2001) reached similar conclusions in the case of audio stimuli: the authors
found high commonality between participants in an experiment in which participants had
to rate similarity between a pair of audio excerpts of two classical pieces. Logan and
Salomon (2001) let two participants rate if the songs from a play-list were similar to the
seed song (yes/no). The participants agreed on 88% of the cases. Pampalk (2006b) had 25
participants rate similarity between pairs of songs. By evaluating the differences among the
600 participant ratings, he found that in most cases the differences were rather small. To
generalize the conclusions of the above results and to investigate the magnitude of withinand across-participant consistency we need a controlled perceptual experiment using a
relatively large set of participants and stimuli extracted from a broad set of musical genres
to extend the coverage of the music production.
Another important factor to consider in a music perception experiment is the participants’ musical training, as knowledge and experience can affect perception. In the case of
experiments on music similarity, the results of different experiments reported in the literature found only a minor influence of musical training on participants’ judgments (Lamont
and Dibben, 2001; McAdams et al., 2004). Lamont and Dibben (2001) reported that the
difference of similarity ratings between extracts of a Schoenberg piece approached significance between musicians and non musicians. In the case of McAdams et al. (2004), the
main differences between the two populations concerned the verbalization of the perceived
music qualities. A large scale experiment offers the possibility to check on an extended
stimulus and genre set whether musicians and non musicians perceive music similarity in
different ways.
Finally, an intrinsic difficulty connected with the experimental design is the influence
of the presentation order of stimuli on the perception of similarity. Bartlett and Dowling (1988) found asymmetrical perception of similarity between melodies depending on
the stimulus-presentation order: rating perception of similarity between melody A and B
produced different results from rating perceptual similarity of item B followed by A. The
relevance of this finding needs to be evaluated to verify the influence of presentation order
in our case, with a different task and different stimuli.
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In the literature on music similarity, we found no measure of within-participant consistency and limited evaluations of across-participant consistency; the observed relevance of
music features in the organization of the perceptual space constructed from the responses
of a group of listeners seems to be a sufficient fact to support the assumption of a common perception of similarity (Chupchik et al., 1982; Acouturier and Pachet, 2002a; Herre
et al., 2003). A number of small-scale studies investigated across-participants’ consistency
in music similarity tasks on a limited or specific set of stimuli (Lamont and Dibben, 2001),
genres (Eerola et al., 2001), or participants (Logan and Salomon, 2001).

1.2 Applications and algorithms for music similarity
A formal algorithm representing the perception of music similarity across different pieces
of music can be used for several musical applications. A quantitative measure of inter-song
similarity for all song pairs in a database can be used to build an automatic play-list generator; the user can provide a starting and an ending song for example, and the algorithm
can choose the songs from the database that create a smooth transition between beginning
and end points, by minimizing the distance between subsequent songs. Another possible
application is an automatic disk-jockey: by finding rhythmic and harmonic similarity between the ending part of a song and the beginning of another, the algorithm can create
the optimal transition between two musical pieces.
Music similarity can be further used for the purpose of database browsing. Due to
the high quality of compression achieved nowadays in the audio field, large numbers of
audio files can be stored in a relatively small memory device. The great number of files
available raises the problem of how to rapidly retrieve the desired file or how to efficiently
explore unknown parts of the database. Sorting musical pieces depending on similarity to
a seed song could be a possible solution. In a similar way, music similarity can be used to
effectively create automatic personalized Internet radios. The user can choose a seed song
or artist and the system can retrieve the songs from the database that are most similar
to the seed (All Music, 2008; Pandora, 2008; Last.fm, 2008). Finally, music similarity can
be used as a higher level musical descriptor for general applications in the field of music
information retrieval, such as classification and mood estimation. In particular, in the case
of genre classification, a measure of similarity between songs can provide a useful tool with
which to describe a music database as a continuum, avoiding the difficulty introduced by
arbitrary genre boundaries or subjective label definitions (Acouturier and Pachet, 2004b).
Many algorithms have already been developed both for research and commercial purposes
for the extraction of music similarity. Within the research community, we can distinguish
two approaches: algorithms that use the information contained in the score (i.e., symbolic)
notation and those using physical information contained in the acoustic waveform. Some
commercial applications bypass the problem of automatically analyzing song properties and
instead generate similarity measures in alternative ways, using, e.g., experts’ judgments,
measures based on metadata (genre tags), collaborative filtering (i.e., similarity between
user profiles), or with learning algorithms based on examples of user’s preference feedback
(Pauws and Eggen, 2003).

1.2.1 Algorithms based on music notation
The common form of music representation used in musicology is the score notation or, for
formal implementations of algorithmic models of music similarity, the MIDI format. The
Unscramble algorithm developed by Cambouropoulos (2001) takes a list of musical events
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The major issue related to this approach is the limited empirical verification of its validity and the choice of using score material that completely neglects the timbrical aspect of
music. For this reason, it seems reasonable that the Unscramble model can be applied to
at best predict similarity between sections of monophonic material (using the same instrument), but it may be limited in predicting intra-song similarity in the case of polyphonic
musical pieces, or inter-song similarity in the case of songs with different instrumentations.
The Unscramble algorithm becomes particularly relevant for algorithmic applications in
combination with a reliable algorithm able to extract MIDI notation from audio (Klapuri,
2004).

1.2.2 Algorithms based on acoustic properties
Music Information Retrieval (MIR) is the interdisciplinary scientific research field that
investigates the extraction of high level information from music for the purpose of accessing,
filtering, and classification of music. In the MIR domain, several applications for the
prediction of music similarity based on acoustic analysis have been proposed and tested
(Allamanche et al., 2003; Berenzweig et al., 2003; Acouturier and Pachet, 2002a; Pampalk,
2004; Pampalk et al., 2005; Mörchen et al., 2006). A typical algorithmic approach extracts
low-level features describing the acoustic properties across frames of the musical signal
of every song of a given database. For each musical piece, a vector is built representing
the statistical properties of the feature values over the total length of the musical excerpt.
The distance between the vectors of two musical pieces in the feature space is used to
represent the degree of similarity of the two pieces. To determine song distances, the early
algorithmic approaches used values of the various features without determination of their
relative weight (Logan and Salomon, 2001). Recent approaches, recognizing the different
relevance of the various features in representing music similarity provided a weighting
value for every feature (Allamanche et al., 2003; Herre et al., 2003; Vignoli and Pauws,
2005; Acouturier et al., 2006; Mörchen et al., 2006).
Vignoli and Pauws (2005) let the user choose the relative weights of the features used
by the algorithm to calculate similarity: timbre, mood, genre, year of production and
tempo. Other studies (Allamanche et al., 2003; Herre et al., 2003; Acouturier et al., 2006;
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in the score as input and applies a set of formal rules to produce a range of possible clusters:
musical parts falling in the same cluster are deemed to be similar. The algorithm was used
to cluster melodic data used in two previous empirical experiments by Deliège (1997).
The algorithmic results agree well with the empirical results and support the hypothesis
of Deliège’s theoretical model of “cue-abstraction, imprint-formation, and categorization”:
Unscramble was able to correctly cluster the given motives, and abstract which prominent
cues were responsible for the clustering. Although the Unscramble algorithm was applied to
determine similarity within parts of one single musical piece by J.S.Bach it seems possible
to extend Cambouropoulos’ approach to measure similarity across pieces.

Mörchen et al., 2006) determined the weighting for every individual feature by applying
feature training on human-annotated material. In a recent paper, Acouturier et al. (2006)
showed that using feature training on human judgments of high-level musical categories
related to mood, timbre, and genre, improved the algorithmic performance by 5 to 15 %.
Other studies based the feature training on assumed evidence for similarity: Acouturier
and Pachet (2002a) used correspondences of metadata attached to the files of the musical
pieces (“same artist” or “same genre”), while Logan et al. (2003) and Berenzweig et al.
(2003) used a combination of web-based surveys, play-list co-occurrences, user collections,
web texts, and expert judgments on artist similarity. Despite the improvements in the
applications for music similarity introduced by algorithm training, four studies recently
reported the presence of a performance saturation reached by the algorithms for prediction
of music similarity (Berenzweig et al., 2003; Logan et al., 2003; Acouturier and Pachet,
2004a; Pampalk, 2004).
One problematic stage of algorithm development is related to the data used for algorithm
training and verification. Because of the lack of a commonly agreed-upon database of music
similarity (Logan et al., 2003), different authors rely on different sources for their similarity
“ground truth”. Some use songs in the same play-lists, or in the same user collections, others
use musical pieces written by the same artist or from the same album, and others simply
use songs in the same genre as their training and test material for music similarity. This
variety makes it difficult to determine how to compare the performance reported in the
literature between algorithms as there is no common database for algorithmic evaluation
and comparison.
Furthermore, because all previous training data were not collected by explicitly asking
listeners to rate acoustic similarity in a controlled experiment, the previously described
testing methods might be subject to bias or have limited validity in representing listeners’
perceived similarity (Acouturier and Pachet, 2002a): acoustic similarity of musical pieces is
not always a criterion used by users to build play-lists; data gathered for different purposes,
such as user collections, might be influenced by uncontrolled cultural and subjective factors;
the assumption that musical pieces by one artist or songs belonging to the same genre are
similar, seems doubtful considering the stylistic variability in many artists’ production (e.g.,
David Bowie, Queen) or in genre definitions (e.g. pop, rock) (Ellis et al., 2002; Pampalk
et al., 2003); expert judgments might be biased by specific technical knowledge (e.g., music
history, stylistic derivation), that might alter the relevance of individual music dimensions
and not represent the perception of the common listener.
Although the performance of most of these algorithmic approaches has been evaluated
with user tests, there is relatively little attention paid in the computational domain to
the accurate modeling of perceptual music similarity. Acouturier and Pachet (2002a) let
participants listen to a target song and choose the best matching song between two other
proposed songs. Herre et al. (2003) had participants rate similarity of 20 randomly-selected
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Recent literature (Acouturier and Pachet, 2004a; Pampalk et al., 2005; Downie et al.,
2008) suggests that the understanding of some of the human cognitive and perceptual
processes related to music similarity, and their formal implementation into the featureextraction algorithms might be necessary to overcome the performance ceiling. Perceptual
experiments could potentially link the low-level features used by algorithmic applications
and the surface features described in Deliège’s theoretical model.

1.2.3 Commercial applications
While the scientific world is involved in understanding how to combine the acoustic musical
features to predict the perceived music similarity, personalized Internet radios are already
providing numerous users with personalized music: the user can initially choose a seed
song or artist and the system creates from the available database a play-list of songs most
similar to the user’s choice. The commercially available systems base their evaluation of
music similarity on “annotated” descriptors such as metadata, e.g. All Music (All Music,
2008), on experts judgments of music properties, e.g. Pandora (Pandora, 2008), or on
collaborative filtering, e.g. Last FM (Last.fm, 2008).
Metadata 2 (e.g., genre which is commonly used for classification) are potentially unreliable for several reasons in representing perceived acoustic similarity (Acouturier and Pachet,
2002a): they can be assigned by musicologically non-expert listeners in a non-transparent
process; the available genre labels are limited compared to the variability of the musical
production; belonging to a category is a binary number, reducing the continuum of the
listener’s perceptual space. Finally, musical pieces of the same artist or from the same
genre do not necessarily have close timbres (Acouturier and Pachet, 2002a), which is one
of the relevant dimensions used by listeners to judge similarity in perceptual experiments
(McAdams et al., 2004). The MIR community, composed also of non-expert musicologists,
uses methods to automatically derive metadata labels for songs (Corthaut et al., 2008).
Differently from the subjective tags that can be attached by listeners to a song, the MIR
metadata algorithms use transparent and verifiable methods applied consistently across
songs. As a consequence the users can test algorithmic reliability and choose these that
best suits their needs.
Using expert judgments solves the problem of reliability of judgments, but has a delay
in the availability of metadata for new musical pieces and is intrinsically limited by low
coverage because the yearly production of the music industry is larger than what a group
2

Metadata are descriptors attached to a file to facilitate its understanding or to make its characteristics
explicit for management. In the case of music, metadata can specify genre of a song, length, size, etc.
Metadata can be automatically generated or manually assigned by the user.
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songs to the target song. In both cases, the authors claim that the system output corresponds well to participants’ judgments but there is no way of comparing and interpreting
these results without a commonly accepted database.

of experts could listen and classify (Pampalk, 2006b). Furthermore it often does not cover
music distributed by smaller labels. Finally, experts judgments might be professionally
biased, and thus not represent what the common user perceives as similar.
Collaborative filtering is a set of techniques providing automatic predictions about the
interests of a user by collecting taste information from many users. In the case of music for
example, the system recommends a user with songs that other users with similar profiles
have purchased. Collaborative filtering is an efficient solution to the problems of efficiency
and coverage: several users considerably speed up the process of classification. However,
in the case of systems using collaborative filtering the community influences the users’
recommendations. This fact has many drawbacks (Sarwar et al., 2001): a large startup
community of rating users is needed; if the community is small, only a few items will be
recommended; the user cannot get proper recommendations before having submitted some
personal ratings. The popularity bias: in most systems, recommendations are based on
items chosen by a large number of users.
An automated system relying on the acoustic properties of each musical piece trained to
represent perceptual data could provide a solution for some of the problems related to the
previously mentioned methods: relying on acoustic properties, it would be more independent from cultural bias, seasonal trends, misleading definitions and labels than metadata
based systems; the training to reproduce perceptual data collected in a controlled experiment would guarantee the reliability and relevance of its estimations for a human listener;
the ability to automatically evaluate similarity, and obtain weightings for the acoustic
properties of the songs by the perceptual information from the listening experiment, would
make the system independent of expert or user communities, thus allowing fast analysis
and total coverage for the personal database of each user. The difficulty related to this
approach resides in the amount of experimental time necessary to collect a database with
reliable data representing the variability of the musical production. The database, in order
to be useful for algorithm training, should be continuously updated to follow the variability of the music production, in which styles evolve rapidly and new recording/mixing
techniques are frequently introduced.

1.3 Goals of the thesis
The main goal of this thesis is the development of a formal method to represent how listeners perceive music similarity between excerpts of different genres of Western popular music
and to not simply assume its equivalence with basic metadata filters (same genre, same
artist, same album, etc.), or other indirect measures of similarity. This thesis attempts
to establish a bridge between the perceptual and cognitive insights of a musicological approach to music and the MIR applications that often disregard the human perception in
the estimate of music similarity. Our primary goal is to find the common dimensions influ-

14

15

1 Introduction

encing the listener’s perception of similarity. Future research will be needed to include a
complete analysis of the effect of context into the estimation of similarity.
In order to build a formal method for similarity estimation, one needs to understand how
to map the acoustic feature space (that represents the distribution of physical properties
of the music signals) onto the listener perceptual space; i.e., how to process the value differences of individual features to derive a single value representing the perceptual proximity
of two musical pieces.
We intend to map the feature space onto the average listeners’ perceptual space by
first understanding its topological organization of songs; e.g., which are the main music
dimensions influencing the perceived distances between songs. Then, in an algorithmic
model, we can derive for each acoustic feature the optimal weighting in a linear model
to approximate the distances in the perceptual space. With a reliable feature extraction
algorithm and a proper set of weightings for each feature, we expect to derive a measure
of distance between songs of Western popular music representing what the participants
intuitively perceive as the degree of dissimilarity. Our final goal is to obtain an algorithm
able to simulate the task of a music listener in a music similarity perceptual experiment.
In this thesis, we propose a set of experimental, numerical and analytical methods to
reach both goals. Although the representation of the perceptual space is more informative,
providing ideally a complete knowledge of the listener perceptual space, the construction of
the linear model approximating the space also provides informations about the perceptual
space: through the weighting of individual features, we can deduce which features might
be more relevant for the prediction of the perceived music similarity. The construction
of such a linear model is sensitive to the presence of noise in the training data, i.e., the
collection of participants judgments in a perceptual experiment. So we must create the
training database with caution and acknowledge the limitation of the scope of our findings.
For both of these goals, we need a clean database of perceptual data collected through
a controlled experiment, in which we explicitly ask participants to use their perception of
music similarity. We can reduce noise in the data by rejecting inconsistent participants,
and by using a set of musical pieces and genres large enough to cover a wide range of
musical styles. The required size of the database is still an open question: most of the
perceptual experiments on music similarity have used either a small set of songs or genres,
or participants (Lamont and Dibben, 2001; Chupchik et al., 1982; McAdams et al., 2004).
Previous studies mainly concentrated on intra-song similarity (Deliège, 1997; Lamont and
Dibben, 2001; McAdams and Matzin, 2001; McAdams et al., 2004), comparing several
excerpts extracted from a specific musical piece. Only one study evaluated music similarity
across songs comparing 12 song-excerpts selected from Pop-Rock, Jazz and Classical genres
(Chupchik et al., 1982). However, the set of songs and genres tested in this study is too
small to generalize the results to other genres of Western popular music.

The perceptual data can be used to explore listeners’ perceptual space and identify which
musical dimensions influence the perception of music similarity within the context of our
stimulus selection. In particular, we want to test the relevance of three selected control
variables: genre, tempo and timbre as aggregators in the participants’ perceptual space.
Several studies found these musical dimensions to have a statistically significant influence
on perceived music similarity (genre in the study by Chupchik et al. 1982, tempo and
timbre in the studies by Chupchik et al. 1982, Lamont and Dibben 2001, and McAdams
and Matzin 2001).
However none of the previous studies explicitly established a general hierarchy of the
music dimensions most relevant to perceptual similarity. We suspect genre to have a strong
influence on the organization of the perceptual space because it defines a collection of
attributes, correlated, by its definition, with song similarity. Tempo and timbre are more
specific “low level” properties of music. Genre as control variable was used in the song
selection process to obtain a variable degree of similarity across songs, and to measure how
strong an attractor it is across genres and within specific genres (we expect in the context
of our stimulus selection to find Pop to be a broader genre than Classical). Despite the
claims of several studies on which music dimensions have a relevant role in the perception
of music similarity, it is very often difficult to find a final agreement because of the different
purposes of the different studies, the use of specific stimulus material (Lamont and Dibben,
2001) and contexts (Cambouropoulos, 2009). Moreover, none of the previous experimental
studies has explicitly established which “aggregation-strength” each of these dimensions
has, essential for the purpose of constructing an algorithm to predict similarity. The data
collected from a large-scale perceptual experiment can help to provide this information and
answer questions about within- and across-participant concordance.
In the choice of the experimental task, we prioritize simplicity for the participant, assuming it should increase the likelihood that the responses validly reflect sensory experiences
and reduce the noise level in the experimental data. For this reason, we adopt pair ranking
of three stimuli (i.e., triadic comparisons): the participants listen to three song excerpts
and are asked to rank the three pairs of excerpts on a similarity basis, by choosing the
most similar and least similar pair. This experimental procedure is reported to be simple
and stable enough to be used cross-culturally, even with non literate participants (Burton
and Nerlove, 1976).
As previously pointed out, most of the algorithmic applications do not embody perceptual information in their estimation of music similarity. It is interesting to test how much
the data collected in a perceptual experiment for the algorithm training could improve
the algorithm performance as suggested recently by Acouturier and Pachet (2004a) and
Pampalk et al. (2005). Our long-range goal is to build a computational model for music
similarity based on perceptual data, combining human perceptual information with the
most relevant physical music properties extracted by the computational algorithms.
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In summary, the main points addressed in this thesis are the following:

2. Could genre, tempo and timbre be thought to influence participants’ perception of
music similarity across songs from different genres? Which of these factors is the
most dominant?
3. The development of a linear model for automatic prediction of Western popular music
similarity perception using perceptual data as training material.
4. Can the use of perceptual data collected from a listening experiment using several
genres of Western popular significantly improve the performance of an algorithm
for predicting music similarity compared to the use of metadata annotations (e.g.,
same-artist)?

1.4 Outline of the thesis
The next, second chapter of this thesis describes the experimental design used to collect
the perceptual data on music similarity. We conducted two main experiments using a
triadic comparison paradigm. The exploratory study was performed in the laboratory to
test the experimental methodology (e.g., experimental time, difficulty of the task for the
participant, participant concordance), and to optimize the parameters of the design (e.g.,
number of triads per participant, overlap of triads across participants, number of stimuli).
Using the results of the exploratory study, we constructed a larger-scale experiment to
examine the influence of the control variables genre, tempo and timbre on participants’
perception of music similarity. It was conducted through the Internet to reach a larger
number of participants using a large number of stimuli. At the end of the second chapter,
a preliminary evaluation of the relevance of the control variables is presented.
In the third chapter, we further analyze the experimental data using analytical and
numerical methods to represent the participants’ perceptual space and to identify which
musical dimensions underlie the participants’ similarity rankings in the case of our stimulus
selection. We examine the fine structure of the perceptual space globally and contextually,
using stimuli subsets.
In the fourth chapter we evaluate the ability of commonly available feature-extraction
and similarity algorithms to reproduce the perceptual results of the large-scale experiment.
We compare different numerical methods to derive a formal model to represent music
similarity between song excerpts. The thesis concludes with a summary of the main findings
and suggestions for future research.
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1. Do individual listeners have a stable perception of music similarity within a particular
music context? Do different listeners share a common perception of music similarity
within a particular music context?
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2 On the assessment of inter-song
perceptual music similarity:
A methodological investigation ∗
2 Methodology

Abstract
A method for assessing perceptual similarity between song excerpts of Western popular
music is presented and results of two music listening experiments are discussed. In
Experiment 1, a laboratory-based exploratory experiment, we used 18 song excerpts
and involved 36 participants. It provided insights for the optimization of the method
for a larger scale web-based experiment, which used 78 song excerpts and involved 78
participants with a wide range of musical backgrounds. Both experiments used triadic
comparisons of excerpts of Western popular music; within a triad, the participant had
to choose the most similar and the least similar pair. To reduce the number of triads, we used a balanced incomplete block design (BIBD) in the exploratory experiment,
and a partially balanced incomplete block design composed of two nested BIBDs in the
large-scale experiment. In the large-scale experiment, we found participants to be consistent across repeated triads. We also saw significant across-participant concordance
on 100% of the tested triads. The three control variables used in the excerpt selection
(genre, tempo and timbre) showed statistically significant saliency and a hierarchical
degree of impact on participants’ pair rankings (genre > tempo > timbre). We tested
the robustness of the experimental design with cross checks of participant rankings on
repeated triads and by comparing the participants’ rankings with the results of a grouping experiment. We tested the reduction introduced by the BIBD by comparing it with
the outcome of a complete block design. The high correlation across participant rankings suggests the presence of a common and stable model underlying the participants’
perception of music similarity.

∗

This chapter is based on Novello, McKinney, and Kohlrausch (2009a) “Perceptual evaluation of intersong similarity in Western popular music: A methodological investigation” submitted for publication
to the Journal of New Music Research. Part of the data here presented has been included in earlier
conference presentations (Novello et al., 2006; Novello and McKinney, 2007).
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2.1 Introduction
It is a common phenomenon for music listeners to detect similarity between and within
pieces of music. Within a piece of music, listeners spontaneously identify musical segments
with similar functions (e.g., choruses, verses, bridges), deriving a structure for the summarization or description of the song. Similarity between pieces is used by listeners for
comparison of one piece to another, for categorization into styles and genres, and organization of songs into collections and play-lists.
Music similarity is an ill-defined concept in the cognitive and perceptual domains because
it is context-dependent, and there is no definition of which musical dimensions influence
listeners’ perception and how music proximity can be objectively measured (Orpen and
Huron, 1992). Nevertheless, in perceptual experiments, participants can easily decide
without a formal definition whether two song excerpts are similar (Chupchik et al., 1982;
McAdams et al., 2004), and they can do it consistently (Novello et al., 2006). This fact
suggests that although listeners’ perception of music similarity depends on various complex
phenomena, such as timbre, rhythm, culture, social context, and personal history, listeners
can, and do, intuitively interpret the meaning of similarity consistently. When asked to
describe the motivation for their perceived music similarity, listeners often refer to surface
features, e.g., prominent music elements of a piece of music such as dynamics, texture,
loudness, tempo, and timbre (Lamont and Dibben, 2001; McAdams et al., 2004).
These findings support the theoretical model recently proposed by Deliège (2001) to
explain the perception of music similarity across song excerpts: during the listening process, music listeners extract musical cues between music-segment boundaries, unconsciously
building a mental description of each song segment; the musical surface features are utilized
to compare different segments of the song, and, based on cue proximity, music similarity
is evaluated.
Despite the consensus of several perceptual experiments on the influence of music surface
features on perception of music similarity as hypothesized by Deliège, there is no agreement
across studies on which music features are relevant in the case of music similarity (Chupchik
et al., 1982; Lamont and Dibben, 2001; McAdams et al., 2004). The observation of the
experimental results of few studies (Chupchik et al., 1982; Lamont and Dibben, 2001;
McAdams et al., 2004) suggests that this lack of agreement can be due to the context of
stimuli used, i.e., each individual stimulus subset could be perceptually organized by a
specific set of control variables. Because of the limited number of genres or songs used in
the perceptual experiments the experimental results reported need to be extended to be
used in testing of theoretical models or to be implemented into algorithmic applications.
The absence of a general database on music similarity covering several genres and songs
of Western popular music is a problematic factor for the testing of theoretical models and
algorithmic applications. Because of the lack of a commonly agreed database of music similarity for a standard evaluation of the algorithm performance (Logan et al., 2003), several
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The use of different testing data makes it difficult to compare performance between algorithms. Moreover, because not all previous sources are collected explicitly asking listeners
to rate acoustical similarity in a controlled experiment, they might not reliably represent
the actual perceived music similarity. Several studies have run listening experiments to
evaluate algorithms for music similarity comparing participant results and computer predictions (Acouturier and Pachet, 2002a; Herre et al., 2003). The reported listening experiments are rather time consuming, and, using only few participants, have limited validity
as perceptual data. Overall, there is relatively little attention paid in the computational
domain to the accurate modeling of perceptual music similarity.
In a recent paper, Pampalk et al. (2005) suggest the possibility that embedding a human
perceptual and cognitive model into the algorithms could help overcome the performance
ceiling observed recently for the pure feature-based algorithms (Berenzweig et al., 2003;
Logan et al., 2003; Acouturier and Pachet, 2004a). In this chapter, we present the methodology and part of the results of a large-scale perceptual experiment using 78 song excerpts
selected from 13 genres of Western popular music aimed at gathering extensive similarity
data for creation and testing of a perceptual model of inter-song similarity.
A major problem in collecting such data is related to the trade off between the number
of stimuli and experimental time: even with a small set of stimuli, the number of necessary
comparisons can require a large experimental time. In the literature three methods have
been used in perceptual experiments to assess similarity among auditory objects: pairrating (Lamont and Dibben, 2001), pair-ranking (Levelt et al., 1966; MacRae et al., 1990),
and object-grouping (McAdams et al., 2004). In pair-rating, the participant chooses a
value of similarity for a pair of song excerpts on a numerical rating scale. Pair-ranking is
an ordinal procedure that asks participants to rank pairs of objects depending on similarity.
In an object-grouping task, the participant is presented with a number of stimuli and has
to group them depending on similarity. Two studies have shown the difficulty for the
participants and the possible data bias related to the widely used pair-rating paradigm
and proved the easiness and robustness of an ordinal task such as pair-ranking (Burton
and Nerlove, 1976; MacRae et al., 1990). Although simple and solid in its conception, the
grouping paradigm could be applied only when the number of stimuli is small due to the
memory demands for the participant.
We describe in this chapter a method to collect an extensive set of perceptual musicsimilarity data, optimizing the trade off between stimulus coverage, experimental time, and
simplicity of the task for the participant. Because no previous theoretical model advanced
hypothesis on listener concordance in judging music similarity and the experiments have
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authors based the training and testing of their applications on different sources (Acouturier
and Pachet, 2002a; Logan et al., 2003; Berenzweig et al., 2003) such as metadata and webtexts, or relying on the delicate assumption that two songs are similar if they belong to
the same artist, album, or play-list.

investigated only across-participant concordance, with user-tests involving a small number
of participants and stimuli (Logan and Salomon, 2001; Pampalk, 2006b), we conceived
the experimental method to measure the within- and across-participant concordance with
an extended experiment. We furthermore want to evaluate the influence of participants’
musical training and familiarity with the stimuli.
The experimental method is discussed, evaluated and verified through analysis of the
experimental outcomes on participant’s concordance, and through comparison with the
results of two control experiments. The experimental method is conceived to evaluate the
influence of participant’s music experience on the perceived similarity, and to quantitatively evaluate what is the influence of the control variables used in selecting the music
stimuli on the participants’ similarity judgments in the context of songs selected from
several genres of Western popular music.

2.2 Exploratory study
We conducted a laboratory-based exploratory study to test the experimental methodology,
evaluate the influence of two control variables, genre and tempo, on perceived music similarity, and assess the participant concordance. In the exploratory study, 36 participants
were asked to rank similarity between pairs of musical excerpts selected from a database
of Western popular music. We used comparisons of three song-pairs (triads) arranged in a
balanced incomplete block design (BIBD) to optimize the trade off between stimulus coverage and experimental time per participant (Levelt et al., 1966; Burton and Nerlove, 1976;
MacRae et al., 1990). The exploratory study was meant to provide an initial evaluation of
the experimental methodology.

2.2.1 Method
Theoretical setup
A complete block design (CBD) of n stimuli and k items per trial (with k < n), consists
of all possible sets of k items selected out of the n total stimuli while avoiding the possible
within-trial permutations (e.g., ABC, ACB, BAC, etc.). In the case of k = 3, the number
b of trials in a CBD is given by the formula:
b=

n(n − 1)(n − 2)
.
k(k − 1)

(2.1)

In a BIBD, all possible pair-wise comparisons of stimuli occur λ times (Burton and
Nerlove, 1976) and every pair of stimuli is presented equally often in the whole design,
providing an equal amount of information from which to compute a similarity measure for
each stimulus pair.
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Thus, if k = 3 is the number of stimuli per trial, and n the total number of stimuli, the
total number of trials, b, in a BIBD is:
λn(n − 1)
.
k(k − 1)

(2.2)

The BIBD reduces the number of comparisons of the complete design by a factor (n − 2)/λ.
The BIBD method and the choice of the appropriate reduction factor λ has been tested in
previous perceptual experiments. Levelt et al. (1966) used triadic comparisons and a BIBD
for the comparison of musical intervals and found reliable results with λ = 2. Previous
papers (Burton and Nerlove, 1976; MacRae et al., 1990) tested the reliability of the BIBD
data in comparison to the complete design case for different λ values. Both studies found
that a value of λ ≥ 2 leads generally to reliable results while the use of λ = 1 leads
to distortion of the data. In our experiment, we used λ = 2, to have each excerpt pair
judged twice; with n = 18 stimuli, the BIBD led to a factor 8 reduction in the number of
comparisons with respect to the CBD. For triadic comparisons k = 3, resulting in b = 102,
the number of trials per participant.
The BIBD was generated using R software with the AlgDesign package (R-project, 2008).
From these 102 triads, 10 were presented twice, in order to evaluate participant consistency.
We will refer to these 10 triads in the following as “repeated triads”. We used each repeated
triad to compute two concordance measures: the average within-participant concordance
of each participant across all 10 repeated triads, and the average within-participant concordance of the 36 participants for each repeated triad.
The experiment had thus a total of 112 trials per participant, totaling about one hour
of listening time. We randomized the order of triads inside the BIBD to produce six
different experimental designs to investigate if the triad-presentation order influenced the
participants’ rankings. The designs were evenly distributed across participants, resulting
in each design being applied to six participants.
Procedure
After filling out a questionnaire asking for gender, age, and musical training, the participants listened to all 18 excerpts and indicated their familiarity with each excerpt on a
5-point scale. Each participant then listened to a balanced incomplete set of excerpt triads
and selected the most similar and least similar pair in each triad. This procedure provided
a ranking of the similarity between the three pairs of a triad. The three song excerpts of
each triad where presented on the graphical user interface on the corners of an equilateral
triangle to reduce positioning bias. The participant could listen to each of them, one at
a time, before ranking them. Only after having activated the playback of all three song
excerpts of a triad, the participant could choose the similarity rankings. In an informal
post-experiment debriefing, the participants indicated that complete listening was used
only in the first presentations of each excerpt. In the successive presentations of a specific

23

2 Methodology

b=

excerpt, the participants could identify the excerpt after few seconds. We explicitly did
not give the participants any definition of “similar” in order not to bias their perception,
or orient them to a particular dimension of similarity. Two participants explicitly asked
on which dimensions “similarity” was based. No indication was then provided. At the end
of the experiment, each participant was asked to report which music properties have been
used when ranking similarity.

2.2.2 Stimuli
The stimuli were 10-second excerpts from 18 songs covering 9 genres of Western music,
primarily from popular genres: Blues, Classic, Country, Funk, Heavy Metal, Hip Hop,
Jazz, Pop, and Rock. For each genre, we chose two songs, one with a slow tempo (< 100
beats per minute for a quarter note) and one with a fast tempo (> 140 beats per minute
for a quarter note).
Because genre is a musicological classification based on a number of song attributes, we
chose genre as a selection criterion to obtain a variable degree of similarity between song
excerpts: we expected songs within the same genre to be more similar to each other than
songs from two different genres. Tempo was used in the selection because it showed to
be relevant in the perception of similarity in the context of previous experimental studies
(Chupchik et al., 1982; Lamont and Dibben, 2001; McAdams and Matzin, 2001). Inside
each category we aimed at selecting prototypical and popular examples, to produce a
collection of songs as common and varied as possible. Regarding timbre, we chose songs
with the presence of drums and vocals, to follow the majority of the Western popular music
production. We selected only studio recordings to minimize concert-related uncontrolled
factors such as audience noise and recording quality.
The songs satisfying the previous criteria were selected from an expert-composed
database or purchased from the “iTunes Store” (iTunes, 2008). If the selected criteria
were still satisfied, the excerpts were extracted from the beginning of the chorus as it is
typically considered to be the most representative part of the song. All excerpts were
monophonic, normalized in loudness and faded in and out over one second. The list of
songs is given in Appendix A. The 10-second excerpt database (converted to 192 kbps
MP3 format) of the exploratory study can be obtained from the author, Alberto Novello,
sending a request mail to: jestern77 (at) yahoo (dot) it.

2.2.3 Participants
A total of 36 listeners participated in the triadic comparisons experiment, of which 18
were considered musicians, having more than 7 years of practical music training and 18
were non-musicians, having less than 1 year of music training. We used these limits in the
participants selection to have a neat separation between the two groups of participants
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based on music practice. Of the participants, 25 were male and 11 were female, and the
average age was 28 years.

2.2.4 Setup

2.2.5 Analysis
Within- and across-participant concordance
We measured participant consistency in two ways, as within- and across-participant concordance. The first assesses the reliability of each participant, by measuring the stability
of its perception over time, while the second assesses the common perception of similarity
of a group of listeners. To measure both the within- and across-participant concordance,
we used Kendall’s coefficient of concordance (Kendall, 1975):
W =

12S
,
m2 (n3 − n)

(2.3)

where m is the number of participants, n = 3 the number of song excerpts in a triad, and
S is the variance of the sum of ranks per excerpt:

S=

n
X

(Rj − R̄)2 .

(2.4)

j=1

where Rj is the sum of participants’ rankings for the j-th pair of song excerpts, and R̄ is
the average value for Rj (always equal to 21 m(n + 1)). In the case of within-participant
concordance, for each participant we calculated 10 concordance values using the duplicate
rankings (m = 2) on the 10 repeated triads (n = 3). In the case of across-participant
concordance, we calculated one concordance value for each of the 102 triads (n = 2) using
the rankings of all 36 participants (m = 36) across each triad.

2.2.6 Results
Within-participant concordance
Figure 2.1 displays the concordance of each participant on the 10 repeated triads reported
in Appendix B. Generally, participants showed high concordance, but 8 participants out
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The experiment was performed at the Philips Research Laboratories Eindhoven, The
Netherlands. Participants listened with Beyerdynamic DT 990 PRO headphones to audio played from a computer through an RME DIGI96/8PAD 24-bit PCI digital audio
card in an acoustically isolated listening booth. The average actual experimental time per
participant was about 50 minutes.

1
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Figure 2.1: Exploratory study: Within-participant concordance. Each cross is the Kendall’s
concordance value of participants on the 10 repeated triads. The horizontal line
indicates the significance level of concordance at p = 0.05. The mean value across
participants is 0.80.

of 36 in total had a level of concordance below the level of significance 1 . Among the
participants who were not significantly concordant, two have scores close to the significance
level (number 23 and 26 in Fig.2.1), and one has a relatively low value (28). Among the
participants who were significantly concordant, two have rather low scores, close to the
significance level and five show a high concordance value (0.95), close to perfection.
In order to explore possible causes for low within-participant concordance, we examined the concordance values per triad. Figure 2.2 displays the mean within-participant
concordance across all participants per triad. The 0.05 significance level was calculated
assuming a normal distribution with an expected value of 0.5 and a standard deviation
of 0.06. Although on average, participants are significantly concordant for all triads, the
lowest concordance values occur on triads 6, 8, 9, and 10. These triads consist of three
excerpts belonging to three different genres and two tempo categories. We see high concordance values for triads 2, 3, and 4, which are composed either of excerpts belonging to two
genres and two tempo categories, or to three genres and one tempo category. In terms of
our chosen experimental control variables (genre and tempo), triads number 6, 8, 9, and
1

The estimation of the 0.05 significance level for n W values is computed assuming a normal distribution
p
of the W values with an expected value of 0.5 and a standard deviation of 1/(n ∗ 8) (ranking three
items gives four possible outcomes of W). In the case of the 10 repeated triads per participant n = 10
and the standard deviation is 0.11, in the case of the within-participant concordance per triad n = 36
and the standard deviation is 0.06.
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Figure 2.2: Exploratory study: Within-participant concordance per triad.
Mean withinparticipant concordance is shown for each repeated triad. The horizontal line is
the significance level of concordance at p = 0.05. Appendix B indicates the excerptcomposition for each triad.

10 contain the most different stimulus set we can conceive for a triad (3 genres, 2 tempo
categories), while triads number 2, 3, and 4 contain the most regular possible excerpt set
(i.e., just one tempo category, or only two genres).
It is possible that for the triads with low concordance values, participants perceived all
three excerpts to be equally dissimilar to each other. We recalculated within-participant
concordance disregarding triads number 6, 8, 9, and 10 in order to analyze if the results
on these triads are the cause for the low concordance of some participants. With the
limited set of repeated triads, participant 28 still showed low concordance, while all other
participants showed an increase and reached a significant level of concordance for the six
remaining triads. Because participant 28 was inconsistent even on triads on which other
participants were highly coherent (possible causes are distraction, limited understanding
or personal difficulty with the task), we removed his data from the rest of the analysis.
In conclusion, examining all of the 10 repeated triads, we found a statistically significant
concordance level for 28 participants (p < 0.05). When analyzing only the 6 easiest triads,
we found a statistically significant concordance level for 35 participants (p < 0.05). This
high level of within-participant concordance suggests that participants have a stable, thus
reliable perception of music similarity for the stimuli used in this test.
We examined the effect of musical training and excerpt familiarity on within-participant
concordance. We calculated a two-sample t-test analysis between distributions of concor-
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Within−participant concordance (W)

0.9

dance for musicians and non-musicians for each of the 10 repeated triads. We found no
statistically significant value for any of the 10 triads. The p values ranged from a minimum
of 0.155 to a maximum of 0.96. We calculated a two-sample t-test between distributions of
concordance for participants being familiar or unfamiliar with the music excerpts for 7 of
the repeated triads on which at least 4 participants could be categorized in each of the two
groups. We found no statistically significant value for any of the 7 triads. The calculated
p values ranged from 0.19 to 0.98.

Across-participant concordance
The analysis of the across-participant concordance on the 102 triads of the experimental
design showed a significant agreement of all participants on 97 triads (see Fig. 2.3). Because the across-participant concordance per triad is a single value calculated across all
participants, the estimation of the significance level across participants differs from the
case of within-participant concordance, where 10 values of W, one for each repeated triad,
are averaged 2 .
In Fig. 2.3, five triads showed low across-participant concordance values. One reason
for this result might be that inside these triads there is no single pair that is obviously
most similar or most dissimilar, i.e., all three excerpts may be equidistant in the perceptual
similarity space. Observing the excerpt composition per triad, we noticed that in four out of
these five triads, the stimuli belong to three different genres and two tempo categories. As
we saw in the within-participant concordance analysis, stimulus variability might cause a
more difficult experimental task for the participants, thus lower concordance. One of these
five triads with participant concordance below significance level, is composed of excerpts
from two musicologically close genres: Heavy-Metal-fast, Rock-slow and Rock-fast. It is
possible in this case, that three similar stimuli make it difficult for the participant to choose
the least-similar pair.
We calculated a sign test to evaluate the difference between the across-participant concordance values of the participant groups of musicians and non-musicians across the 102
triads. We found no significant difference between the two distributions (p = 0.62). The
same calculation was performed using the concordance values of participants categorized
as familiar and unfamiliar with the music across the 48 triads having a sufficient number
of participants in the two groups. We found no significant difference between the two
distributions (p = 0.50).
2

The measure of W is related to the Friedman test statistic, which can be approximated with a Chisquared distribution in the case of more than two judges. The significance level is then calculated from
a Chi-squared distribution with 2 degrees of freedom, normalized by the number of participants and
degrees of freedom (Kendall, 1975).
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Figure 2.3: Exploratory study: Across-participant concordance per triad. The crosses are the
Kendall’s concordance value of all subjects on each triad. The horizontal line is the
significance level of concordance at p = 0.05. The mean value across triads is 0.52.

Saliency of control variables
We investigated the salience of the two control variables used for the stimulus selection,
genre and tempo, on participant’s rankings. We used two approaches: an absolute measure,
observing the effect of only one control variable at a time, and a relative measure, comparing
the influence of two control variables. In the first case, we selected all triads with exactly
two stimuli belonging to the same class for a given control variable (e.g., fast-fast-slow for
the “fast” class of the control variable “tempo”). We stored all rankings of the participants
for these pairs (most similar, intermediate or least similar). To estimate the variability
of the participants rankings on the selected triads, we used the bootstrap technique: we
resampled our data set several times using random sampling with replacement (Efron and
Tibshirani, 1993). We then compared the distributions of rankings across the resamples of
the bootstrapped triads. We analyzed three cases: triads with two stimuli of fast tempo,
triads with two stimuli of slow tempo, and triads with two stimuli belonging to the same
genre. We did not find, in these three cases, any significant influence of the control variable
on the participants’ rankings.
In order to rank the relative effect of each control variable, we compared control variable
saliency inside crossed triads, i.e., triads that contained two pairs of excerpts belonging
to different control variables (e.g., two stimuli belonging to fast tempo while one of these
was from the same genre as the third stimulus, see Table 2.1). We selected crossed triads
for each combination of two control variables and counted the rankings for each pair. We
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Across−participant concordance (W)

1

Table 2.1: Scheme of “crossed” control-variables triads

Control variable 1 class
Control variable 2 class

Stimulus 1

Stimulus 2

Stimulus 3

A
b

A
B

a
B

used bootstrapping to sample triads and participants with replacement and obtained a
representation of the distribution of rankings for each pair-type in the crossed triads. We
compared relative salience of genre against fast tempo and genre against slow tempo. No
significant difference between control variable saliency was found in these two cases.
Triad-presentation order
In order to investigate the potential influence of the triad-presentation order inside the
BIBD, we compared the participants’ rankings on the six randomized versions of the BIBD.
In particular, we used a two-sample t-test to compare the distributions of across-participant
concordance per triad across different experimental designs with the distribution of acrossparticipant concordance per triad of participants within the same experimental design. No
significant difference was found, suggesting that, at least in our experimental design, there
was no systematic influence of stimulus presentation order on the rankings.

2.2.7 Control experiment 1: The grouping paradigm
To evaluate the methodological solidity of our experimental design, we compared the experimental results of the triadic comparison paradigm with the results of a grouping paradigm
(MacRae et al., 1990) on the same stimulus set. In the grouping paradigm 18 new participants took part, 9 of which were musicians. The average age was 24 years. The participants
were presented with a graphical user interface that showed all song excerpts in the form
of sound icons, randomly placed on the computer screen. Each participant was asked to
rearrange the items into groups depending on similar characteristics. The participants
were free to choose the number of necessary groups and were asked to perform the task
twice (with at least one week break between the two sessions).
When the number of items is relatively small and if the two-dimensional space used
to display the objects is not too different from the perceptual space of the participant,
the grouping method is considered more efficient, user-friendly and intuitive compared to
other methodologies, such as pair rating and pair ranking (Goldstone, 1994b). We ran
this experiment to check if grouping and ranking provided similar results and to see if the
stimulus-presentation order (imposed in the case of triad comparisons, and free in the case
of grouping) influenced the final results.
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2.2.8 Control experiment 2: Complete block design versus balanced
incomplete block design
We ran a second control experiment to estimate the reliability of the reduction of comparisons introduced by a BIBD with λ = 2, and to assess the influence of the stimuluspresentation order on participants’ rankings. To evaluate the influence of triad reduction,
12 new participants performed a triadic comparison experiment with a complete block design (CBD) using 9 of the 18 song excerpts from the exploratory study (see Appendix C
for the selected excerpts). The CBD was presented in three laboratory sessions. Ten triads
were repeated in each design to evaluate participant concordance.
All participants showed significant within-participant concordance on all repeated triads.
From the complete set of participants’ rankings (84 triads), we extracted the rankings of
the triads belonging to the BIBD (24 triads). We built two 9x9 similarity matrices adding
the rankings of all participants: one for the CBD and one for the BIBD, and calculated the
correlation between the values of the two matrices. A highly significant average correlation
was found between the two matrices (r = 0.92, df = 36, p < 0.01). We also computed
the correlation between the CBD and BIBD matrices built using the rankings of each
participant. In this case we found again a highly significant mean correlation between the
two matrices across participants (r = 0.91 ± 0.02, df = 36, p < 0.01). These results suggest
the reliability of applying a BIBD in substitution of a CBD in this perceptual context.

2.2.9 Influence of stimulus-presentation order
Bartlett and Dowling (1988) found asymmetrical perception of similarity between melodies
depending on the stimulus-presentation order: rating perceptual similarity between melody
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We then compared the items’ distance derived from all participants’ data, collected
both in the triadic comparisons and the grouping paradigm. From the triadic comparisons,
we built a 18x18 dissimilarity matrix, assigning two points to every pair ranked as least
similar by participants, one to the intermediate, and zero to the most similar pair (Levelt
et al., 1966). We also built an 18x18 dissimilarity matrix from the grouping paradigm
using the two sets of experimental data for each participant, assigning, for each session,
one point to all song pairs that were not grouped together and a zero value for song
pairs grouped together (MacRae et al., 1990). The values of the two grouping sessions
were added. We compared distances of the same pairs of song-excerpts in the triadic
comparisons and in the grouping paradigm, and found a statistically significant correlation
(r = 0.67, df = 152, p < 0.01). In line with the finding of MacRae et al. (1990), this
result supports the hypothesis that pair ordering and stimulus grouping are paradigms
that provide correlated results, that can be used for a common perceptual understanding
of music similarity. Although the grouping procedure is easier for a small set of stimuli,
pair ordering may be preferable with a large number of stimuli.

A and B can produce different results from rating perceptual similarity of items B and A.
In our setup, two stimulus-presentation orders might influence participants’ rankings in
the experimental design: the order of triads in the whole design, and the order of stimuli
inside each triad.
In the exploratory study, we analyzed the influence of triad-presentation order producing
six BIBDs with randomized triad order and found no significant difference in the acrossparticipant concordance. To analyze the effect of triad order in a CBD, we applied the same
procedure, creating four CBDs by randomizing the triad order of a template CBD. Each
of these randomized designs was presented to three participants. We calculated a doublesample t-test to compare the distributions of across-participant concordance for all triads
within and across the randomized designs, but no significant difference was found. This
result further supports the idea that triad-presentation order has only a small influence on
participants’ rankings.
To analyze the influence of stimulus-presentation order inside each triad, we randomly
introduced 18 extra triads in each participant’s CBD: all six stimulus permutations for
each of three selected triads reported in Appendix D. If the stimulus order inside a triad
was relevant, we expected to observe, for at least one particular permutation, a consistent
deviation in the participants’ rankings compared to the non-influenced situation.
In the analysis, we first determined the non-influenced situation for 36 test-triads: a
reference ranking for each of the 3 triads of the 12 participants, by counting the most
frequently occurring ranking across the six permuted presentation orders. We disregarded
from the calculation five triads, because there were less than four permutations having
identical rankings. The reference ranking served to identify and count deviating rankings
on each of the 31 triads left. For each permutation order, we counted the number of triads
presenting rankings deviating from the reference, and counted how many presented the
same typology of change from the reference ranking. Table 2.2 shows counts in both cases.
Bootstrapping the data showed that the maximum number of same-typology deviations
found (e.g., three) is below significance level. The results do not show a systematic influence
of stimulus permutation within a triad on participants’ rankings.

2.2.10 Summary of experimental findings
The general high level of within- and across-participant concordance in our data suggests
that participants have a stable common perception of music similarity in our experimental
context. In particular, 28 of 36 participants showed significant within-participant concordance, suggesting the existence of a stable (across time) personal interpretation of similarity
in music. The significant overall agreement of all participants on 97 of 102 triads (acrossparticipant concordance) supports the assumption that there is a common understanding
of similarity in music among participants. These results support the possibility of predicting similarity with a perceptual model. In the case of triads, an interpretation of our data
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Table 2.2: Deviating rankings in the six permuted presentation orders of three triads. Rows refer
to the six designs. The second column reports the number of triads showing deviation
rankings compared to a reference ranking. The third column reports the maximum
number of triads presenting the same type of deviation. The fourth column reports the
probability of the permutation presentation order for such max number of same-type
deviation. In all cases the influence of the permutation is below the significance level.
Number of

Max number of

number

deviating triads

same-type deviation

1
2
3
4
5
6

3
6
4
5
4
6

1
3
2
3
2
3

Probability

< 0.01
0.04
0.01
0.04
0.01
0.04

suggests that when the three excerpts are equidistant in the perceptual similarity space, it
is difficult for participants to remain concordant. This is not likely, for example, when two
excerpts belong to the same genre and the third to a different genre. In a triadic comparisons task, the participant concordance is likely to increase when the degree of similarity
varies inside the three pairs of a triad. In analyzing the different participant categories,
we observed no significant difference in concordance between participants categorized as
musicians and those categorized as non-musicians, and between participants categorized
as familiar with the music and those categorized as unfamiliar.
Several tests proved the robustness of the different features of our experimental design. In
the CBD versus BIBD experiment, we compared similarity rankings of a CBD against the
rankings of a BIBD to estimate the reliability of the data under the triad reduction in the
context of our perceptual task. The high correlation found (0.91) supports the possibility
to safely apply this methodology to reduce experimental time for each participant.
We investigated the influence of stimulus-presentation order on participants’ rankings
analyzing the effect of changing triad order inside the block design and the effect of stimulus
permutation inside each triad. To assess the effect of triad presentation order, we compared
participants’ rankings within and across different randomized block designs: six BIBDs in
the exploratory study and four CBDs in the CBD versus BIBD experiment. In both
cases no significant difference was found suggesting that triad order has little influence on
participants’ rankings. This conclusion is further supported by the significant correlation
(r = 0.67, df = 152, p < 0.01) found between the rankings of the BIBD and the rankings
obtained from the grouping paradigm where no presentation order of stimuli is present. The
significant correlation between the results of the two paradigms provides further support

33

2 Methodology

Permutation

for the use of pair ordering and stimulus grouping as methodological procedures for a
common perceptual understanding of music similarity.
To investigate the influence of excerpt order inside triads, we compared participant rankings on all six possible permutations of three selected triads. The absence of a significant
difference suggests the low influence of permutation of stimuli inside a triad on participants’ rankings. This result is in contrast to previous literature (Bartlett and Dowling,
1988) which suggested that in the case of comparisons of two different melodies, the order
of presentation influences similarity perception. We hypothesize that the comparison of
two melodies may be a more difficult task than the triadic comparisons of song excerpts;
it may, thus, require a more complex use of short term memory, making the participants
more sensitive to ordering.
The relatively high within- and across-participant concordance found in the exploratory
study and the within-participant consistency in the CBD versus BIBD experiment indicate
the applicability of the experimental method to the present topic. Despite the lack of a
definition of similarity in the experimental assignment, the results on concordance support
the hypothesis that “similarity” is intuitively interpreted in a consistent way across and
within participants. When asked which music properties were used in ranking similarity,
participants often referred indirectly to the timbre properties: “songs with similar sound”.
Despite the high across-participant concordance, we did not find a strong impact of any
control variable, genre and tempo, on participant choices in the context of our stimulus
selection. We hypothesize that the small number of songs involved in the experiment
limited the representation of each genre and tempo category. The effect of genre and tempo
on participants’ rankings could also be masked by the contextual influence of each control
variable, e.g., each particular song subset could be ruled by different control variables.
The following experiment extends our methods to a larger set of stimuli, investigates the
potential influence of control variables, both globally and contextually, and adds timbre to
the set of control variables investigated.

2.3 The large-scale experiment
We selected a set of 78 song excerpts in order to verify and assess the influence of three
control variables: genre, tempo, and timbre, on music similarity rankings. Because of the
larger set of stimuli, we applied a higher level of comparison reduction in the experimental
design. We used a partially balanced incomplete block design (PBIBD) consisting of two
nested BIBDs to reduce the number of comparisons without introducing distortions and
to allow for cross-checking of data. To reach a wide variety of participants, the experiment
was conducted on the Internet via a web interface.
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We generated a PBIBD by nesting two BIBDs: one to create an incomplete but overlapping set of genres for each participant, and another to create a set of triadic comparisons
of songs within each genre set. The outside (genre) BIBD divided the 13 genres into sets
of four for each participant, and the inside (excerpt) BIBD divided the 24 excerpts (6 per
genre) into sets of triads. The outside BIBD had n = 13 genres in total, k = 4 (quadratic
comparisons, each participant examined four genres) and λ = 3 (three participants examined each genre pair): equation 2.2 gives b = 39. This is the number of participants
required to complete the whole experiment once; we ran the complete PBIBD twice, doubling the number of participants needed, to collect two sets of independent data for every
triad in the experimental design. The inside BIBD had n = 24 songs per participant, λ = 2
(every song pair was presented twice in the participant design) and k = 3 (triadic comparisons): equation 2.2 gives 184 triadic comparisons per participant. With a different set
of stimuli per participant, we cannot evaluate within and across-participant concordance
as we did in the exploratory study, so we added 10 identical triads to each participant’s
experimental design for the across-participant concordance, and repeated them to assess
within-participant concordance. Thus, the total amount of triadic comparisons per participant was 204. For every participant the design was randomized on triadic comparisons
and on song order inside each triadic comparison to reduce potential order effects. With
204 triads, normal listening experimental time was estimated to be about 2.3 hours per
participant.

2.3.2 Stimuli
Based on genre classification of the All Music website (All Music, 2008), we chose 13 genres
to cover a large range of Western music, primarily from popular genres: Afro-Pop, Blues,
Classical, Country, Folk, Heavy Metal, Hip Hop, Jazz, Latin, Pop, Reggae, R&B, and
Rock. We selected six song excerpts from each genre to systematically vary tempo and
timbre within each genre.
As in the exploratory study, we chose genre as a selection criterion to obtain a variable
degree of similarity between song excerpts: we intended to observe if songs within the same
genre were perceived to be more similar to each other than songs from two different genres,
i.e., to test if genre was a stronger attractor than the other two control variables: tempo
and timbre. Tempo and timbre were used in the selection because they were relevant in the
perception of similarity in the context of previous experimental studies (Chupchik et al.,
1982; McAdams and Matzin, 2001). While tempo is an objective and quantitatively measurable property, timbre is a perceptual phenomenon involving several musical dimensions.
In the song selection of the large scale experiment, we represented the timbre of each song
by the dominant instrument in the excerpt; inside each genre, we selected two excerpts
from each of three timbre categories (vocal, piano, and guitar). For each timbre category
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we selected one excerpt from each of two tempo categories: slow (< 100 beats per minute
for a quarter note) and fast (> 140 beats per minute for a quarter note). Inside each
category, we aimed at selecting prototypical and popular examples, to produce a collection
of songs as common and varied as possible. Regarding timbre, we chose songs with the
presence of drums, consistent with the majority of Western popular music. We selected
only studio recordings to minimize concert-related uncontrolled factors, such as audience
noise and recording quality.
Because of the higher triad-reduction of the large-scale experiment compared to the
exploratory study, achieved through the use of a PBIBD, we extended the excerpt length
to 15 seconds to allow more listening time. All excerpts were monophonic, normalized
in loudness and faded in and out over one second. The stimuli were converted to the
MPEG-1 Audio Layer 3 (320 Kb/sec) file format and were completely downloaded on the
participants’ computer before being played. All selected excerpts are listed in Appendix
E. The 15-second excerpt database (converted to 192 kbps MP3 format) of the large scale
experiment can be obtained from the author, Alberto Novello, sending a request mail to:
jestern77 (at) yahoo (dot) it.

2.3.3 Participants
We conducted the large-scale experiment on the Internet because of the large number of
participants required. The experiment was run via connection to a server computer hosted
in the Philips Research Laboratories in Eindhoven (The Netherlands) between December
2006 and March 2007. We recruited the participants by sending an invitation with explanation of our experiment through mailing-lists, on-line forums and universities in different
countries to have variability among the participants. Each participant was explicitly instructed to test the computer and audio settings to adjust the listening intensity to a
comfortable level. We asked participants to fill out a questionnaire to record their musical
background, musical training, and listening conditions. The participants were 59 males
and 19 females. Their age ranged from 18 to 72 years and their average age was 28 years.
Most participants declared to have had few years of music practice as obligatory training
in the lower or middle part of the school system of their respective countries. Estimating
these early years of practice not enough to consider a participant as a musician, we defined participants having had fewer than 4 years of musical training as non-musicians, and
participants having had more than 6 years of musical training as musicians. According to
these boundaries, 37 participants were considered musicians and 41 were considered nonmusicians. Loudspeakers were used by 53 participants, while the other 25 used headphones.
The average actual experimental time for the participants was about 2 hours.
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The experiment was conducted via a graphical web interface available in four languages:
Dutch, French, English, and Italian. The first page of the web interface introduced participants to the purpose and procedure of the experiment. After acceptance of participation,
each participant was given a brief questionnaire with some general questions: name, gender, age, years of musical training, the listening setting during the experiment (headphones
or loudspeakers), and favorite musical genre. The participants were then presented with
the experiment page and given the following instructions: “Please listen to three songs by
pushing the buttons next to the letters, then push MOST for the Most similar pair and
LEAST for the Least similar pair; push the NEXT button when you are ready to go to
the next triadic comparison”. The three song excerpts of each triad where presented on
the graphical user interface on the corners of an equilateral triangle to reduce positioning
bias. The participant had to listen to each of them, one at a time, before ranking them.
This procedure was repeated until the experiment was completed (204 triadic comparisons).
The participants could stop at any time and continue the experiment at a later time, completing it in as many sessions as desired. Each participant was asked not to discuss the
experiment with anybody until the experiment was completed to guarantee independence
of data. The participants received 15 Euros for their participation. No participant reported
any problems during the experimental procedure. As in the previous experiment, to assess
similarity holistically, we let the participants spontaneously choose the perceptual criterion
for their rankings and we explicitly did not provide the participants with any definition of
“similar”. Ten participants explicitly asked which dimensions they had to consider while
ranking pair similarity. No indication was provided. At the end of the experiment, each
participant was asked to report which music properties were used when ranking similarity.

2.3.5 Results
Within-participant concordance
We assessed within-participant concordance comparing the rankings on the ten repeated
triads common to every participant’s design (the list of songs is given in Appendix F). The
results are shown in Fig. 2.4. Out of 78 participants, 70 showed a significant level of withinparticipant concordance. Among the other participants, one had very low concordance
values and three were very close to significance.
The mean within-participant concordance per triad is displayed in Fig. 2.5. On all 10
repeated triads participants were significantly concordant. The two triads that showed
lowest concordance are numbers 2 and 6. Excluding these two triads from the calculation,
five of the participants that scored low on within-participant concordance reached the
significant level. Because participants 16, 20, and 74 were inconsistent even on triads on
which other participants were highly coherent, we removed their data from the rest of
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2.3.4 Procedure
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Figure 2.4: Large-scale experiment: Within-participant concordance. For each repeated triad the
value of the Kendall’s coefficient of concordance is displayed. The horizontal line is
the significance level of concordance at p = 0.05. The mean concordance value for all
participants is 0.82. Appendix F indicates the excerpt-composition for each triad.

the analysis. We calculated a two-sample t-test between distributions of concordance for
the musicians and the non-musicians for each of the 10 repeated triads. We found no
statistically significant difference. The calculated p values ranged from 0.08 to 0.67.
Across-participant concordance
The across-participant concordance was significant on all ten common triads (Fig. 2.6).
The significance level was calculated using a Chi-squared approximation in a similar way
as explained in the exploratory study. The two triads which showed the lowest concordance
values are number 2 and 6, the same that scored low in the within-concordance analysis.
We compared across-participant concordance for musicians and non-musicians on the ten
repeated triads using a sign test. We found no statistically significant difference (p = 0.11).
To evaluate solidity of the experimental design, in particular to see if nesting multiple
designs does indeed provide coherent information, we searched for triads that had been
judged by more than one participant. In the whole set of experimental triads, we found 12
that were judged by four participants. Participants’ rankings were significantly concordant
on 10 out of these 12 triads. The two triads with low concordance are composed of
Afro-Pop-fast-guitar / Afro-Pop-fast-piano / Country-slow-vocal and Afro-Pop-fast-guitar
/ Afro-Pop-fast-piano / Electro-slow-vocal. In both cases, choosing the least similar pair
might be difficult because of the high similarity in the perceptual space of the pair Afro-
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Figure 2.5: Large-scale experiment: Within-participant concordance per triad. Mean withinparticipant concordance is shown for each repeated triad. The horizontal line is the
significance level of concordance at p = 0.05.
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Figure 2.6: Large-scale experiment: Across-participant concordance on ten repeated triads. The
crosses mark the Kendall’s concordance value of all subjects on each of the 10 added
triads. The circles mark the values of concordance for the second presentation of
the 10 added triads. The horizontal bar is the significance level of concordance at
p = 0.05. The mean across-concordance value across the 10 triads is 0.51 ± 0.06.
Appendix F indicates the excerpt-composition for each triad.

39

2 Methodology

Within−participant concordance (W)

0.9

Pop-fast-guitar / Afro-Pop-fast-piano, making the Country-slow-vocal excerpt equidistant
from the other two.
A second approach to cross-check the nesting-design concordance is to examine the rankings of the pairs for participants who had the same experimental design. As described
before, we doubled the number of participants in the whole experiment to have two participants ranking the same triads. Observing each one of the 39 participant pairs, we found
just one pair whose participants (number 35 and 74) were not significantly concordant. We
attribute the low concordance of the pair to participant 74 who performed very low in the
within-participant concordance and was removed from the rest of the analysis.
Saliency of control variables
We investigated the salience of each control variable used to select the stimuli (genre,
tempo, and timbre) on the participant rankings. We used two approaches: an absolute
measure, observing only one control variable at a time, and a relative measure, comparing
two control variables. In the first case, we selected all triads in the PBIBD with exactly
two stimuli belonging to the same class for a given control variable (e.g., fast-fast-slow for
tempo or piano-piano-vocal for timbre). We stored the participants’ rankings of these pairs
(most similar, intermediate or least similar). We then bootstrapped the selected triads and
compared the distributions of rankings across bootstrapped triads. Figure 2.7 displays the
occurrences of each of the three rankings for each control variable normalized by the total
number of selected triads in each case: with a fast-tempo pair (panel a), with a slow-tempo
pair (panel b), with a same-genre pair (panel c), and with a same-timbre pair (panel d).
In all triad typologies examined, the pair with stimuli belonging to the same class of the
selected control variable is chosen more often to be the most similar than to be least similar
or intermediate (p < 0.01).
In the second measure, in order to rank the relative effect of each control variable, we
compared control variable saliency inside crossed triads, i.e., triads that contained two pairs
of excerpts belonging to different control variables (e.g., two stimuli belonging to fast tempo
while one of these belonging to the same genre of the third stimulus, see template in Table
2.1). We selected crossed triads for each combination of two control variables and counted
the rankings for each pair. We used bootstrapping to sample triads and participants with
replacement and obtained a representation of the distribution of rankings for each pair-type
in the crossed triads. The three panels at the bottom of Fig. 2.7 display the occurrence
of “most similar” rankings for each of the two pairs belonging to the two control-variable
categories in the crossed triads.
When analyzing genre and tempo crossed triads (panel e), the pair with stimuli belonging
to the same genre is chosen more often as most similar. In the case of tempo and timbre
crossed triads (panel f), the tempo pair is chosen more often, but the influence of the two
control variables is more similar than for the conditions presented in panels e and g. In
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Figure 2.7: Large-scale experiment: Analysis of the saliency of the three control variables. Panels
a to d show the mean number of occurrences of each of the three possible rankings for
each pair in the whole set of triads: a - for the fast pair in the two-fast-song triads,
b - for the slow pair in the two-slow-song triads, c - for the same timbre in the twotimbre-song triads, and d - for the same genre pair in the two-genre-song triads. The
three plots at the bottom show the comparison of saliency for each control-variable
on participants’ rankings. For the two pairs belonging to the two control variables
in the crossed triad, we calculated the mean number of occurrences of most-similar
rankings. This operation was performed in the case of e - genre and timbre crossed
triad, f - tempo and timbre crossed triad, and g - genre and tempo crossed triad.
In all seven plots we omitted to display the standard error of the mean that ranged
between 0.1% and 2%.
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% rankings of fast pair

a) Triads with fast−tempo pair

the case of genre and timbre crossed triads (panel g), the pair with same genre is chosen
more often as most similar. All these differences have statistical significance (p < 0.01)
calculated in a two-sample t-tests of the bootstrapped distributions.

2.4 General Discussion
The results of the large-scale experiment support and extend previous findings from the
exploratory study to a larger set of songs and music genres. Most of the participants (70 of
78) show significant within-participant concordance on the repeated triads, which supports
the existence of a stable personal interpretation of similarity in music and reliability of the
data. Between-participant agreement expressed by the across-participant concordance is
significant on all of the ten repeated triads. This fact suggests the presence of a common
model underlying participants’ perception of music similarity. Despite the different experimental contexts, these results support the findings on across-participant concordance of the
two user tests run by Logan and Salomon (2001) with 20 participants and Pampalk (2006b)
with 25 participants. Our study extends their conclusions on the existence of a common
perception of music similarity to a large set of songs and genres of Western popular music,
with a larger number of participants and with several cross checks. As in the exploratory
study, in the large-scale experiment we did not find any statistically significant difference
between musicians and non-musicians in within- and across-participant concordance. This
result is in line with previous studies (on different song databases) that found little or no
statistically significant difference between musicians and non-musicians in the dimensions
used for their judgments of music similarity (Chupchik et al., 1982; Lamont and Dibben,
2001; McAdams et al., 2004).
Results from the large-scale experiment show higher concordance for both within- and
across- participants as compared to the exploratory study. In the within-participant concordance analysis about 10% of participants in the large-scale experiment were below
significance level against about 20% in the exploratory study. In the across-participant
concordance, the participants were significantly concordant on 100% of the triads, while
in the exploratory study this happened on 95% of the triads. This different performance
might be caused by the different stimulus sets in the two experiments. Having fewer songs
per genre in the exploratory study increases the probability of finding triads with songs
belonging to three different genres. Various observations in our analyses indicate that a
triad composed of equidistant stimuli in the perceptual similarity space tends to constitute
a difficult task for the participant. This is likely when the variability of control variables
inside the triad is high: e.g., three genres, three timbres, and two tempi. Moreover, because
the exploratory study was presented in one session with fixed length and the large-scale
experiment allowed the participant to stop and restart later, the lower concordance results
of the exploratory study could be a result of fatigue.
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We tested the validity of the experimental design in several ways. The design efficiency
and low complexity of the task for the participants is indicated by the actual average experimental time per participant: about 2 hours (based on informal feedback from a number of
participants). The high within- and across-participant concordance of the results confirm
the inner coherence and robustness of the experimental method. The high concordance
found on 10 of the total 12 triads that were presented to 4 participants, supports the low
influence of across-triad context. This fact is also supported by the high across-participant
concordance on the 10 identical repeated triads distributed across the different BIBD of
each participant. The comparable across- and within-participant concordance found in
the large-scale experiment and the exploratory study supports the idea that a web-based
experiment can offer similar data reliability as a laboratory-based experiment.
Finally, the extension of the stimulus set to 78 song excerpts, with the addition of
timbre in the control variable set, made the analysis of the control variable saliency more
reliable. In the preliminary study, we did not find a strong impact of any control variable
on participant choices. We hypothesized that the small number of songs involved in the
experiment limited the representation of each control variable category. The results of the
large-scale experiment support this hypothesis; we observed that every control variable,
genre, tempo, and timbre, has a significant effect on participants’ answers in the context
of the large stimulus selection. These results support Deliège’s theory: while listening to
music, listeners extract relevant perceptual cues on which similarity judgments are based
(Deliège, 2001). In addition, they extend it by adding an indication of hierarchical saliency
for the different cues in our experimental context.
We also estimated the relative strength of each control variable comparing triads with
crossed pairs of two control variables. We observed that in our experimental context in
the participants’ perceptual space, genre plays a stronger role than tempo, and tempo is
stronger than timbre. This hierarchy is in agreement with the findings of previous studies
that used different experimental methodologies and stimulus contexts (Chupchik et al.,
1982; McAdams and Matzin, 2001; Lamont and Dibben, 2001), and extends the validity of
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Despite the explicit choice of not providing the participants with a definition of similarity, to control the perceptual dimensions used by the participant in the ranking task,
the experimental results show high participant concordance, suggesting that listeners’ do
interpret similarity consistently and can perform a similarity task. When asked which music properties were used in ranking similarity, participants often referred indirectly to the
timbre properties. Two participants reported that the use of particular music properties
depended on the context: when a triad was composed by three songs from the same genre,
in some cases the “groove” of the songs was taken as reference, in other cases their “sound”.
The data collected here lack the power of a specific experiment aimed at investigating the
absolute effect of individual control variables, but they have the advantage of comparing
relative saliences of several dimensions in the same context.

the previous results to other genres of Western popular music. Chupchik et al. (1982) found
that tempo, dominant instrument, and articulation were the main musical features used by
participants for similarity pair-rating of Jazz improvisations. In a second experiment using
pair-rating on excerpts selected from three different genres, the most relevant dimensions
found were genre and tempo. McAdams and Matzin (2001) used a grouping paradigm and
excerpts of contemporary musical material and found that tempo and timbre influenced
participants’ judgments.
The predominance of genre in influencing participants’ judgments is not surprising: genre
is a collection of attributes encompassing several musical dimensions. Genre is in fact
not necessarily orthogonal to timbre and tempo: e.g., Heavy Metal can be identified by
the sound of distorted guitars, and Heavy-Metal songs tend to have high tempi. Given
the complexity of genre, it seems necessary to extend the validity of our conclusions by
exploring each genre in detail with a specific experiment aimed at determining relevant
dimensions inside each genre: the six songs per genre that we selected are not sufficient in
our opinion to cover the musical variety of a musical genre. Furthermore it seems reasonable
to expect that the relevance of the control variables might vary for different genres. Between
the two other control variables, tempo can be objectively and quantitatively defined by the
BPM value on the quarter note. Timbre, on the other hand, is a perceptual phenomenon,
and can be described using several musical dimensions, such as frequency spectrum, music
instruments in the piece, and recording techniques. Our choice of representing timbre by
the predominant instrument is limited and would need further investigation, for which the
same experimental design could be used.
The hierarchical effect of control variables found in our experimental results offers possibilities of modeling perception of music similarity, and opens questions for further investigation: How does the participants’ perceptual space look like if we extend our hypothesis
of song proximity inside a single triad to an entire song database? How many dimensions
would be needed to represent it? Which interpretations could each of them have? How
would songs cluster in such a space? Would they still follow genre, tempo and timbre? In
a follow-up study we analyze the perceptual data from the large-scale experiment using
multi-dimensional analysis tools in an attempt to answer these questions.

2.5 Conclusion
We described an experimental method that assesses similarity perception of Western popular music using triadic comparisons of song-excerpts to present the participants with a
low-complexity task, and partially balanced incomplete block design (PBIBD) to reduce the
number of stimulus comparisons with the consequent possibility of extending the stimulus
set. We ran a listening experiment with 78 music excerpt and found significant withinparticipant concordance for 90% of participants and significant across-participant concor-
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dance for 100% of the tested triads. The general high level of within- and across-participant
concordance in our data suggests that participants have a stable common perception of
music similarity. No significant difference in concordance was found between participants
categorized as musicians and those categorized as non-musicians, and between participants
categorized as familiar with the music and those considered unfamiliar. The three used
control variables showed significant saliency and a hierarchical degree of impact on participants’ rankings in our stimulus context: genre > tempo > timbre.
We tested the robustness of the experimental method with one preliminary experiment
and two control experiments. The high correlation found comparing the similarity rankings
of a complete block design against the rankings of a balanced incomplete block design
(BIBD) supports the reliability of reducing the number of triads with λ = 2 in a perceptual
experiment as suggested by previous literature (Levelt et al., 1966; MacRae et al., 1990).
Results obtained using a grouping paradigm and triadic comparisons in a BIBD showed
high correlation, confirming the solidity of our methodology and the interchangeability of
both paradigms as suggested by MacRae et al. (1990).
We tested the influence of stimulus-presentation order on participants’ rankings within
and across triads. The comparison of participants’ rankings for designs with different
randomized-triad order, in the exploratory study and control experiment 2 showed no
influence of triad-presentation order on the participants’ rankings. We examined participants’ rankings on the six possible permutations of stimuli within a triad, and observed no
systematic influence of triad permutation. Finally, the high within- and across-participant
concordance of the results confirm the inner coherence and robustness of the experimental
method. A further study will analyze the multidimensionality of the data collected and
explore the distribution of song excerpts in the perceptual space of participants.
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3 On the assessment of inter-song
perceptual music similarity:
An analytical investigation ∗
Abstract

∗

3 Perceptual space

We present a novel combination of numerical and analytical methods to investigate music similarity perception. The methods help to reduce and represent the dimensionality
of data from a web-based listening experiment on music similarity that used a relatively
large set of stimuli: 78 song excerpts selected from 13 genres of Western popular music.
We used a combination of scaling and discriminant functions to distill the data and to
gain insight into the important factors underlying the organization of the participants’
perceptual space, both globally and contextually. Through multidimensional scaling we
deduced that six dimensions were enough to represent the participants’ original data. A
combination of a two-dimensional genre-topology and hierarchical clustering was used
for the initial exploration of the six-dimensional perceptual space. Quadratic discriminant analysis was used to quantitatively evaluate the influence of tempo, and timbre,
on participants’ rankings. In the perceptual space, we searched for axes that maximized
the separation of the excerpt classes. We identified three axes that were a posteriori
labeled as “slow-fast”, “vocal-non vocal”, and “synthetic-acoustic”. We found a high correlation between the excerpt tempo in beats per minute and the excerpt projections on
the slow-fast axis. Final analysis showed that the relevance of the factors responsible
for the grouping of excerpt subsets is context dependent. This observation raises the
problem of how to formally integrate the global and contextual influence of each control
variable in a theoretical model or algorithmic application.

This chapter is based on Novello, McKinney, and Kohlrausch (2009b) “Perceptual evaluation of intersong similarity in Western popular music: An analytical investigation” submitted for publication to the
Journal of New Music Research. Part of the data here presented has been included in earlier conference
presentations (Novello et al., 2006; Novello and McKinney, 2007).
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3.1 Introduction

In the second chapter of this thesis, we described and tested the methodological set up
for a web-based listening experiment aimed at optimizing the trade off between stimuli
coverage and experimental time, which is a common optimization problem for perceptual
experiments (Goldstone, 1994b). The experiment was conceived to investigate participants’
perception of inter-song music-similarity on a relatively large (for a perceptual experiment)
set of stimuli of Western popular music: 78 song excerpts selected from 13 genres. The
method was based on triadic comparisons in a balanced incomplete block design (BIBD).
The initial analysis of experimental results was conducted to test the validity of our
methodology. We measured a high within-participant concordance, which suggests the existence of a clear and stable interpretation of music similarity for most listeners. The high
across-participant concordance implies the existence of an underlying common perception
of music similarity across listeners, which opens up the possibility to build a theoretical
model able to represent and predict the perception of music similarity. Finally, an exploration of the control variables used in the selection of the stimulus material showed the
hierarchical influence of genre, tempo, and timbre on participants’ perception of similarity
in our experimental context. While all three control variables had significant influence
on participants’ rankings, genre was found to be the strongest excerpt-aggregator in the
participants’ perceptual space. Tempo was the second strongest factor, and timbre was
the third.
These experimental results support the significant influence of genre, tempo, and timbre
as reported by previous studies (Chupchik et al., 1982; McAdams et al., 2004) that used
different stimulus contexts, and extend their validity to a larger set of songs and genres
of Western popular music. However, the relative strength of each musical cue is still not
clear, nor is the relevance of individual cues and how they vary with context, e.g., stimulus
subset chosen. It is also unclear how to quantitatively assess the influence of the various
cues in a formalized perceptual model of music similarity.
In the present chapter, we present a combination of analytical methods employed to
investigate the dimensionality of the data from the previous experiment. In particular, we
introduce a combination of scaling and discriminant functions to gain quantitative insight
into the relevant dimensions underlying participants’ rankings of music similarity. We use
numerical and analytical methods to determine the minimal number of dimensions necessary to represent the data complexity. We apply clustering and discriminant functions to
obtain a quantitative measure of the relevance of control variables in similarity rankings
and to separate the observation of contextual and global influence of each control variable.
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The web-based experiment presented the 78 recruited participants with a set of triadic
comparisons of song excerpts arranged in a partially balanced incomplete block design:
between the three pairs of excerpts in each triad, the participant was asked to choose
the most and least similar pair. We chose the method of triadic comparisons because it
is an efficient method for data collection and a relatively simple task for the participant
(MacRae et al., 1990; Novello et al., 2006). We used a partially balanced incomplete block
design to reduce the number of comparisons (thus experimental time) per participant while
maintaining a reasonable amount of inter-relatability in the data (Levelt et al., 1966; Burton
and Nerlove, 1976). The experimental method was cross-checked with two side experiments
to guarantee the robustness of the methodology and reliability of the experimental data.
The repeated triads in the experimental design were used in the analysis to reduce the noise
in the final data: through the estimation of within- and across-participant concordance,
we rejected the data of three participants that scored low on triads where the rest of the
participants performed with significant concordance.
The stimuli in the perceptual experiment were 78 15-s song excerpts and were selected
to be distributed across three control variables: genre, tempo and timbre. These control
variables are different in nature: tempo and timbre are low level music descriptors; genre is
a collection of music attributes, likely correlated with similarity. We used this property in
the selection process to obtain a variable degree of similarity across experimental stimuli.
We were also interested in measuring the strength of genre as aggregator across genres and
observe its strength within specific genres: in a spatial representation of the perceptual
space, we expect for example Classical to be a more compact genre than Pop.
We selected songs from 13 genres of Western music: Afro-Pop, Blues, Classical, Country,
Folk, Heavy Metal, Hip Hop, Jazz, Latin, Pop, Reggae, R&B, and Rock. For each genre,
we selected six songs, spread across two tempo categories and three timbre classes; the
three timbre categories were piano, guitar and vocal, where the timbre was represented
by the most dominant instrument in the excerpt; for each song, the beats per minute
(BPM) for a quarter note were annotated and used to separate the excerpts in two tempo
categories: slow (< 100 BPM) and fast (> 140). In each genre class, we had, thus, one
excerpt for every tempo-timbre class pair. All selected excerpts are listed in Appendix E.
By combining the similarity-based pair-rankings for each triad from all participants, we
constructed a grand 78x78 dissimilarity matrix, in which each cell represents the similarity
between two independent excerpts. We assigned two points to each song pair that was
chosen to be least similar, zero for the most similar and one for the intermediate pair and
added each participant’s results to the matrix. Because not all matrix cells were judged
the same number of times, we normalized each cell value by its number of presentations in
the perceptual experiment (which ranged from a minimum of 12 to a maximum of 48).
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3.2 The experimental data

In the data analysis presented here, the experimental data in the form of a 78x78 matrix
is used to estimate the “participant perceptual space”, which is a topological representation
of the perceived similarity between songs for visualization and analysis, with the main objective of quantitatively investigating the influence of aggregators such as tempo and timbre
on the organization of the participants’ perceptual space in our experimental context.

3.3 Analytical methodology
An experiment on similarity with a large stimulus-set involves numerous comparisons and
results in a relatively large set of data with no direct interpretation (Shepard, 1986; Novello
et al., 2006). If the presence of an organized structure underlying the complex experimental
data is evident, as suggested in the previous chapter of this thesis, a goal of the experimenter
is to identify the most relevant factors underlying the data organization. The difficulty of
the analytical task resides in several factors:
• The complexity of representation: data are visualized using multidimensional plots
commonly interpreted as the participants’ perceptual space, whose dimensions are
often not easily defined (Shepard, 1974),
• The relevant structural factors influencing the multidimensional data organization
have global and contextual influence, how do we separate the two contributions?
• How do we define and measure similarity? Is it the Euclidean distance between two
items in the multidimensional perceptual-space, or perhaps a binary value representing the membership of an excerpt to a specific spatial region (e.g., a cluster)? In the
latter case, how is the cluster-discriminant function defined?
In the present chapter, we use multidimensional scaling (MDS) to visualize and analyze
our experimental data. MDS is a set of statistical techniques largely used in literature
for visualization of complex data and reduction of data dimensionality (Shepard, 1962a,b;
Chupchik et al., 1982; Eerola et al., 2001; Lamont and Dibben, 2001; Bella and Peretz,
2005). MDS takes as input a matrix of pair-wise item similarity scores (such as the 78x78
matrix of perceptual data) and assigns a location of each item in a lower-dimensional space.
MDS can transform metrical or non-metrical data, such as rankings, into coordinates, and
calculate the relevant dimensions of the participants’ perceptual space (Nosofsky, 1992).
The data distortion introduced by an MDS algorithm when attempting to reduce the
number of dimensions can be represented by the Pearson correlation coefficient between the
dissimilarity matrix (input) and the distances between coordinates in the MDS-calculated
space (output). Every distortion of the original data decreases the Pearson correlation
coefficient value: the higher the Pearson correlation coefficient, the more reliable the representation of the original data. An important parameter that the experimenter has to
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carefully define in the MDS computation, is thus the number of dimensions that allows a
low space distortion and easiness of visualization of the experimental data.
Another difficulty of the MDS method resides in the fact that the new coordinates are
referred to a set of axes chosen by the algorithm to maximize the data variance but may
have no explicit connection to physical properties of the stimuli; it is up to the experimenter,
by observation of the data distribution, to determine the final rotation of the axes and their
contextual interpretation (Kruskall and Wish, 1978; Young and Lewyckyj, 1996).

Because of the complexity of representation due to the high dimensionality of the perceptual space, we used genre topology and hierarchical clustering as complementary perspectives for a preliminary simplified representation of the perceptual space and for a
qualitative investigation of its features. Genre topology is a two-dimensional representation of the distances among the 13 music genres. Hierarchical clustering is a statistical
technique that uses the relative distance between several items, to hierarchically calculate
groupings, and create a tree of possible clusters (McAdams et al., 2004). This method
has the advantage of displaying, in one plot, the whole complexity of the multidimensional
space without distortion, but leaves to the experimenter the choice of the threshold that
determines the number of clusters and finalizes the grouping.
To quantitatively verify the existence of features observed in the previous analysis stages
and measure the influence of the control variables tempo and timbre, used for the stimuli
selection on the organization of the perceptual space, we use quadratic discriminant analysis
(QDA). QDA is a classification method used to separate two or more classes of objects
through the use of quadratic functions of the objects’ features (Duda et al., 2001). In the
present chapter, we employ QDA in a novel fashion using the control-variable assigned
to each song excerpt (genre, tempo (slow and fast), and timbre (guitar, piano, vocal)) as
classification classes and the MDS coordinates for each song excerpt as features. Through
the observation of which MDS coordinates show the highest separation of the excerpts
between classes of each control variable, we attempt to find a new set of axes, as linear
combination of the axes resulting from the MDS calculation, that maximize the variance of
specific physical properties of the stimuli. In this way, we obtain a quantitative measure of
the influence for each specific control variable, expressed as a measure of spatial separation
of the stimuli of the classes, and the axis interpretation, as the control variable correlated
with the separation.
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In the present chapter we used the ALSCAL algorithm (Young and Lewyckyj, 1996) for
the MDS analysis. We first investigated the variation of the Pearson correlation coefficient
value with the number of dimensions (Shepard’s plot, Shepard 1962a,b) to decide on the
optimal number of final dimensions in the MDS output. We then extracted the coordinates of each stimulus in the multidimensional space that we interpret as the participants’
perceptual space.

In the literature, several other methods have been employed for classification purposes,
such as multivariate linear regression, Gaussian Mixture Models (GMM), and Support
Vector Machines (SVM) (Reynolds and Rose, 1977; Mandel et al., 2006). Because QDA
uses a quadratic surface for discrimination between classes, it is a more general version of a
linear classification method such as multivariate linear regression. Compared to SVM, QDA
is a relatively straightforward method for interpretation having a single Gaussian employed
to discriminate each class. Finally, in our case the amount of observation data (the 78
song positions) is relatively small with respect to the features used (the six dimensional
coordinates) and the number of classes required for a reliable GMM approach (Duda et al.,
2001).

3.4 Results
3.4.1 Dimension calculation
We calculated the Shepard plot, which displays the variation of the Pearson correlation
coefficient value with the number of dimensions (Fig. 3.1), to estimate the number of
dimensions required to model the participants’ perceptual space. Because the Pearson
correlation coefficient saturates at six dimensions with a value around 0.81, we chose six
dimensions to represent the participants’ data. Applying the ALSCAL algorithm on the
78x78 dissimilarity matrix, we obtained the coordinates for each song excerpt in this sixdimensional space.

3.4.2 Genre topology
When the perceptual space requires high dimensionality (i.e., more than three dimensions),
its visualization might become complex; in our case, we additionally reduced the dimensionality of the representation in a controlled manner to achieve a preliminary visualization
of the perceptual space computing a two-dimensional display of the “genre topology”. We
first computed the 13 genre centroids by averaging the coordinates of the six song-excerpts
within each genre. We then constructed a 13x13 genre dissimilarity matrix from the distances between genres centroids and used it as input for the ALSCAL algorithm: two
dimensions provided an acceptable compromise between the Pearson correlation coefficient
value (0.86) and ease of display. Figure 3.2 displays the topology of the 13 genre centroids.
The plot shows musicologically-expected results: the proximity of Folk and Country
and of Electro and Hip-Hop; Reggae is positioned half-way between Afro-Pop and Rock;
Classical lies far from other genres. We drew an axis in the figure labeled “Synthetic vs
acoustic” to illustrate the distribution along the axis of genres using predominantly acoustic
instruments and those using predominantly synthesized sounds: electronic drums, distorted
guitars, synthesizers and effects. Classical, Latin, Jazz, Country, Folk are positioned toward
the acoustic side of the axis, while Electro, Hip-Hop, and Rock are positioned toward the
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Figure 3.1: Shepard plot: The points represent the Pearson correlation coefficient value corresponding to the final number of dimensions chosen for the MDS calculation (as
performed by the ALSCAL algorithm (Young and Lewyckyj, 1996)). The Pearson
correlation coefficient saturates at a relatively high value around 0.81.

synthetic side. This topology suggests that the acoustic-synthetic timbral quality is a
relevant factor in listeners’ judgments of music. The genre topology has the advantage of
reducing the complexity of the output data by displaying genre centroids in two dimensions
with a relatively high correlation coefficient (0.86) at the price of losing information of the
excerpt-spread within each genre.

3.4.3 Clustering interpretation
To observe the grouping of song excerpts in the participants’ perceptual space without
losing the information of each individual song, we calculated the k-means hierarchicalclustering from the six-dimensional coordinates of all song excerpts. In hierarchical clustering, a series of partitions of the data takes place, depending on the distances between
items. The partitioning runs hierarchically creating a tree of possible clusters. The limit of
this approach is the positioning of song excerpts in the space: the relative distance between
stimuli is visualized but not their spatial distribution. Figure 3.3 displays the dendrogram
calculated from the hierarchical clustering of the distances in the six-dimensional space
between the song excerpts.
Our first observation from the dendrogram is the spread of each genre’s excerpt set. In
the case of Folk, for example, the excerpts are scattered in the two farthest clusters (at
the top and bottom of Fig. 3.3): a relatively large distance is thus needed to group them
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Figure 3.2: Genre topology: two-dimensional MDS plot, calculated from the 13x13 dissimilarity
matrix constructed from the relative distances of the 13 genre centroids (Pearson
correlation coefficient = 0.86). The axis drawn represents the separation between
prevalently acoustic and synthetic genres.

all together. On the other hand, in the case of Classical, we can use a smaller distance
to group all excerpts. The genre-topology plot and the hierarchical-clustering dendrogram
provide complementary information and together help distinguish different distribution
types: Folk and Country centroids are near each other in the genre topology plot, but
their song-position spread in the dendrogram is quite large, while the Classical centroid is
isolated from other genres in the topology plot, and the songs are tightly clustered in the
dendrogram. The genre topology and the clustering dendrogram might be integrated in
one analytical method for the visualization of the perceptual space. In such an approach,
one could normalize the Euclidean distance between two genres (from the genre topology)
by an estimate of the metrical spread of the two genres (from the dendrogram) to display
the overlap of two genre clusters while keeping a relatively low dimensional space. Another
observation from the dendrogram in Fig. 3.3 concerns the characteristic of clusters. At
the highest hierarchical level (right most in the figure), the clusters are split into two
groups differentiated by the tempo and rhythm of the song excerpts they contain; the
bottom-most cluster contains mainly excerpts belonging to the slow-tempo class, while
the top-most cluster contains excerpts belonging to the fast-tempo class or slow songs
belonging to rhythmically complex genres, such as Afro-Pop, Hip-Hop and Reggae. As a
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Figure 3.3: Dendrogram of the hierarchical clustering of song excerpts. On the y-axis the individual songs are represented by: the genre, followed by two subscripts for the fast(F) and slow- (S) tempo class, and for the guitar- (G), piano- (P), and vocal- (V)
timbre class; the excerpt reference number corresponds to Appendix E. The length of
the horizontal lines indicates the distance between two clusters in the six-dimensional
space derived through MDS. At the highest hierarchical level (right-most in the figure) the clusters are split into two groups: the fast-rhythmically complex group (top
of the figure), the slow group (bottom of the figure). The vertical line is the threshold
chosen to separate the ten sub-clusters, six of which are labeled in the figure.
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measure of cluster separation, we calculated the discriminability, or d0 of the distribution of
BPM values of the song excerpts for the two clusters (see Appendix E for relative values):
d0 =

difference between means
µ1 − µ2
,
=√
spread
σ1 ∗ σ2

(3.1)

where µ1 = 150 BPM and µ2 = 86 BPM, the means of the two tempo distributions and
σ1 = 58 BPM and σ2 = 28 BPM, their standard deviations. This results in a d0 = 1.5,
which is greater than the value (1.0) typically used as the threshold for discriminability
(Green and Swets, 1988/1966). A double sample t-test confirmed the statistically significant separation of the two distributions (p < 0.01).
From the analysis of the composition of the two main clusters, we set a threshold to
distinguish ten sub-clusters. The excerpt characteristics inside each sub-cluster suggests
a preliminary labeling for six of them (from top to bottom in Fig. 3.3): Instrumental
fast, Vocal fast, Vocal rhythmically complex (Afro-Pop, Reggae, Hip-Hop), Classical, Instrumental slow, Vocal slow. Although still unverified at this stage, this labeling suggests
the possible interpretation of some of the MDS axes: we see in fact excerpt clustering depending on tempo (slow-fast), genre (Classical, rhythmically complex genres), and timbre
(vocal versus non vocal music).

3.4.4 Identification of dimensions
We employed quadratic discriminant analysis (QDA) to quantitatively verify the interpretations drawn from hierarchical clustering and genre topology mapping, and to find a new
set of axes in the perceptual space that could maximize the variance of each control variable, expressed as spatial separation between stimuli stemming from different classes of a
control variable. In our QDA computation, we employed the tempo and timbre classes
assigned to each song excerpt as classification classes, and the six-dimensional coordinates
of each song excerpt as features. We iteratively randomly separated the 78 stimuli in two
sets: 80% of them for training and 20% for testing. The training procedure computed the
best quadratic discriminant function to separate the stimuli of each class of the training
set and the test procedure evaluated how many stimuli from the test set the discriminant
function could correctly classify. The output of our QDA implementation provides an estimate of classification performance as percentage correct, and a weighting matrix that
can be used to estimate the relative importance of each dimension (feature) separating
the excerpts into each class (control variable). Thus, QDA was used to determine which
MDS axes were most relevant in maximizing the separation between the two classes of a
given control variable: for tempo, the separation of fast and slow pieces; for timbre, the
separation of vocal and non-vocal (guitar and piano excerpts were grouped together); and
for the synthetic versus acoustic excerpts. In the general case, more than one MDS axis
is relevant in the maximization of separation of stimuli classes for a given control variable:
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a linear combination of the relevant MDS axes provides then a new axis candidate that
alone best separates the classes.
In the QDA analysis, to verify the separation of synthetic versus acoustic genres hypothesized in the observation of the genre topology, we added a new post-hoc control variable called “Synthetic-acoustic”: song excerpts containing primarily timbres of distorted
or deeply effected guitars, electronic drums and synthesizer pads were assigned to the
synthetic class, while song excerpts using acoustic instruments or unprocessed amplified
instruments (clean) were assigned to the acoustic class. In Appendix E the reader finds
the assigned class for each song excerpt.

Because the calculation of the QDA performance relies only on the number of stimuli correctly classified, the d0 computation adds complementary information because it estimates
the classes discriminability using the distributions of the two classes of song positions on
the new axis. In the case of the slow-fast axis, we found d0 = 1.8. This value is close to
the discriminability we calculated using the BPM value of each excerpt belonging to the
two main clusters in the hierarchical clustering.
To further investigate the slow-fast axis, we calculated the correlation between the annotated BPM values of each song excerpt and the excerpt position on the slow-fast axis.
We found a significant correlation (r = 0.66, df = 77, p < 0.01) between the logarithm of
the BPM of each excerpt and the position on the selected axis, indicating the presence of
a BPM-based excerpt-sorting in the perceptual similarity space of the participants.
In the case of the timbre control variable, we first analyzed the separation between
stimulus position and the three timbre classes: piano, guitar and vocal. In this case three
out of the six MDS coordinates were necessary to create the best stimulus separation, with
a correct classification of 73.3 ± 7.7%. The highest confusion occurs between piano and
guitar classes with an average misclassification of 26.5%. Grouping piano and guitar classes
in one new class named “non vocal”, and comparing vocal and non vocal classes with QDA
improved classification performance to 94.5 ± 2.5%. In this new case a combination of just
two MDS coordinates is sufficient to achieve optimal classifier performance.
These results suggest that in the presence of vocal stimuli, the timbre difference between
excerpts with guitar and piano as dominant instrument is not a strong factor in determining
music similarity perception. We determined the axis that best separates vocal and non
vocal classes as linear combination of the two MDS coordinates sufficient to achieve optimal
classifier performance. In the following part of the chapter, we will refer to this new axis
as the “vocal-non vocal axis”. We calculated the discriminability of the two distributions
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In the case of the slow and fast classes, the MDS output was found to be already
optimal in the QDA analysis: one of the six MDS coordinates could alone produce the
highest separation between stimuli classes with a correct classification mean of 82.8 ± 5.7%.
In the following part of this chapter, we will refer to the axis identified by this coordinate
as “slow-fast axis” because of its salience in separating the tempo classes.

of song-excerpt positions on the vocal-non vocal axis and found a d0 = 2.1.
In the case of synthetic-acoustic timbre classes, a combination of two MDS coordinates
were necessary and sufficient to achieve the top performance of the classifier: 95.5 ± 1.5%.
One of these two dimensions was the tempo axis, used previously for the separation of
slow and fast classes. We defined a new axis, the “synthetic-acoustic axis”, as a linear combination of these two MDS coordinates. Because of this definition, the synthetic-acoustic
axis is not orthogonal with respect to the slow-fast axis, with a 36 ◦ separation between
the fast and the synthetic direction and between the slow and the acoustic directions. We
calculated the discriminability of the two distributions of song-excerpt positions on the
synthetic-acoustic axis and found a d0 = 2.3.
Figure 3.4 displays the projection of the MDS positions of the 78 song excerpts on the
newly defined axes: the slow-fast, the vocal-non vocal and synthetic-acoustic axes. Different symbols represent excerpts belonging to different control variable classes. All three
plots outline the clear clustering of songs on each of the three calculated axis. While
Figs. 3.4a and 3.4c show a homogeneous distribution of songs, Fig. 3.4b shows the song
positions distributed in a more diagonal fashion. This distribution reflects the non orthogonality of the synthetic-acoustic axis and the slow-fast axis, consequence of the definition
of the synthetic-acoustic axis as a linear combination of the slow-fast axis and one of the
axes resulting from the MDS calculation.
From our stimulus selection, we are not in a position of hypothesizing if the distribution
of songs along the diagonal of Fig. 3.4b could be a general behavior: one cause could be
that the majority of songs using synthetic timbres have fast tempi, and the majority of
slow songs use acoustic timbres; however, the diagonal distribution in Fig. 3.4b might also
be caused by the unequal numbers of stimuli in the synthetic and acoustic classes, which
cannot be balanced because of the a posteriori definition of the control variable: there
are fewer slow-synthetic excerpts (11 stimuli) than fast-synthetic excerpts (18 stimuli) and
there are fewer fast-acoustic excerpts (21 stimuli) than slow-acoustic excerpts (29 stimuli).
Further research is needed to test the presence of such an effect connecting timbre and
tempo in a larger set of stimuli.

3.4.5 Contextual dependency of similarity factors
Although the QDA analysis showed the global influence of tempo and timbre (the latter
in the form of two axes: vocal-non vocal and synthetic-acoustic), it is reasonable to suppose the magnitude of the influence on perceived music similarity of each possible musical
dimension to be context dependent (Cambouropoulos, 2009). To analyze this effect, we
iteratively selected three genres (18 excerpts); from all experimental triads, we selected
those that contained only stimuli belonging to the defined subset, and used their participant rankings (assigning 2 points to the least similar pair, 1 to the intermediate and 0 to
the most similar) to build an 18x18 dissimilarity matrix representing the relative distances
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between all stimuli in the subset. We then used MDS to compute the two-dimensional
representation of the perceptual space of the specific stimulus subset.
In Fig. 3.5a, we show the MDS plots of data from 18 excerpts selected from three rather
different genres: Afro-Pop, Classical, and Rock. We observe three tight genre-dependent
clusters. Substituting Afro-Pop with Latin, in Fig. 3.5b, we observe again a genre-based
clustering and the emergence of a tempo separation within genres. Figure 3.5c displays
the MDS results for the excerpts from Afro-Pop, Country, and Latin genres. In this case,
the genre separation is less evident, especially for the Latin and Afro-Pop excerpts; on
the x axis, we observe a global effect of tempo separation with slow excerpts towards the
negative values of the x axis and fast excerpts towards the positive values; on the y axis,
we interpret the genre distribution to be influenced by rhythmic complexity: relatively
simple and steady rhythmic structures (prevalent in Country) towards positive values of
the y axis and more rhythmically complex structures (prevalent in Latin and Afro-Pop)
towards negative values of the y axis. The proximity of Latin and Afro-pop supports this
interpretation.
The results shown in Fig. 3.5 support previous experimental hypotheses (Lamont and
Dibben, 2001; Eerola and Bregman, 2007) suggesting that factors responsible for the grouping of excerpt-subsets are likely to be context dependent. In particular it seems reasonable
to hypothesize that in the presence of excerpts selected from three musicologically distant
genres, such as Rock, Classical and Afro-Pop, the genre clustering might mask the effect of
other less salient musical dimensions such as tempo or timbre (see the second chapter of
this thesis). On the other hand, in the case of excerpts selected from less musicologically
distant genres, e.g., Folk and Country, or Latin and Afro-Pop, the effect of genre might
be less strong and the effect of tempo, rhythm, and timbre can have a stronger influence
on the perceived similarity. The effect of context can be linked to two different causes.
Considering the lower triad level, changing one song can alter the perception of the triad:
if all three songs have slow tempo, for example, tempo does not play a strong role; if we
have one fast song and two slow songs, then the effect of tempo on similarity is different.
However, this perceptual “switch” can be due to the listeners not making use of tempo in
a specific context, or because there is not enough variability of tempo inside the stimuli.
In conclusion, from the previous analysis it is not clear whether the observed variation of
the relevance of the control variables with the stimulus subset reflects a context-dependent
perception of the participants, or that in a subpart of the perceptual space some control
variables have less variation causing one dimension to emerge as dominant.

3.5 Discussion
We presented a combination of numerical and analytical methods to explore the perceptual
data obtained through a large-scale web-based listening experiment conducted to investi-
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gate the influence of genre, tempo and timbre on participants’ perception of music similarity.
Through multidimensional scaling (MDS), we found that six dimensions were optimal to
represent the participants’ perceptual space obtained from their similarity rankings in our
experimental context. By using QDA to model the excerpt positions in the participants’
perceptual space, we selected and labeled two axes that maximized the discriminability
(and the classifier performance) between the two excerpt classes of each control variable:
“slow-fast” (d0 = 1.8) and “vocal-non vocal” (d0 = 2.1). Interpretations based on the hierarchical clustering and genre topology analyses suggested the influence of synthetic versus
acoustic timbres on the perceived similarity. We defined a posteriori a third control variable
based on excerpt timbre, that provided a third relevant axis: “synthetic-acoustic” (d0 = 2.3).
The high correlation (r = 0.66, df = 77, p < 0.01) between projected positions of excerpts
on the slow-fast axis and the logarithm of each excerpt BPM value adds further evidence
that the selected slow-fast axis indeed relates to tempo. Perhaps because of the complexity
of timbre perception, we could not find a unique objective variable to perform a similar
measure of axis-correlation in the case of the vocal-non vocal, and the synthetic-acoustic
axes.
Plots obtained projecting the MDS excerpt positions on the three selected axes show
clean clustering, confrming the relevance of the chosen control variable on participants’
rankings. These results are in line with previous experimental studies that found a qualitative influence of tempo, timbre and genre on participants’ judgments using different
experimental contexts (Chupchik et al., 1982; McAdams et al., 2004). Our analyses extend
their validity to a larger set of stimuli and genres of Western popular music, with quantitative verification through different analytical tools. The results are consistent with the
hypothesis proposed by Deliège’s “cue abstraction” model: participants determine excerpt
similarity by extracting relevant music cues during the listening process, and extend her
theoretical framework selecting the most salient cues: tempo, and timbre in the form of
vocal-non vocal and acoustic-synthetic (see the second chapter of this thesis for a hierarchical evaluation of the influence of each factor).
The final analysis showed that factors responsible for the grouping of excerpt subsets
are likely to be context dependent. However, our experimental design does not allow us to
determine whether the varying relevance of different music dimensions is due to the different
cognitive weight that they assume in the mind of the listener, or if it is due to the limited
variability of a specific dimension within the stimuli in a region of the perceptual space.
In the song selection of our experimental design, we used prototypical songs from several
genres to extend the context of our results and find common dimensions that can be used
in the majority of applicative scenarios, i.e., a database with different genres of Western
popular music. However, because music similarity is context-based, these results may not
be easily extended to the case of specific music databases: for example, within a collection
of jazz music, the perceptual dimensions defining similarity may have completely different
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weights from the ones found in this study. Despite all verification used in the experimental
and analytical methodology, because of the subjectivity of our song selection, it is not
certain also that the perceptual space we found will be similar in another experiment using
the same number of genres and songs but selected from a different database by another
experimenter. Future research using a similar paradigm but different song sets is needed
to verify how much the present results can be generalized to predict inter-song similarity
using several genres of Western popular music.
This observations about context raises the problem of how to formally integrate the
global and contextual influence of each control variable in a theoretical model or algorithmic
application. Although it seems difficult to integrate the various contextual factors in a
generally valid set of similarity descriptors, these results suggest that algorithms should
take into account contextual information in order to provide results able to simulate the
judgment of human listeners. Future research might test the validity of the similarity
distance proposed by Krumhansl, which considers the perceptual distance to be dependent
on the local contextual density of objects (Krumhansl, 1978).
Our analyses leave some unanswered questions, show the experimental limitations of the
methodological approach, and provide possible suggestions for future experiments. While
we identified and labeled three axes in the six dimensional space (slow-fast, vocal-non
vocal, and synthetic-acoustic), we found no interpretation for the three remaining dimensions. Genre and timbre, being multidimensional concepts, could involve other music
aspects, such as texture, dynamics, that might explain the interpretation of the three axes.
The choice of control variables, across which we distribute stimuli, is a pre-experimental
limiting factor. A follow up experiment selecting a larger number of well-chosen control
variables (e.g., rhythm complexity, timbre brightness, harmonic stability, etc.), using similar experimental and analytical methodology could investigate the interpretation of the
unexplored dimensions.
In conclusion, the combination of experimental and analytical methods presented here
provided a quantitative estimation of the saliency for three musical dimensions that have a
statistically significant influence on similarity perception on a large set of songs of Western
popular music: song tempo, presence/absence of vocal parts, and use of synthetic/acoustic
timbres. Together with the previously reported influence of genre (see the second chapter
of this thesis), these results can be used to estimate the optimal weight of the different music
dimensions obtained through music descriptors such as metadata labels or audio features
to finally derive a formal model for music similarity incorporating perceptual information
in its predictions.
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4 Algorithmic representation of
inter-song similarity perception
Abstract

4 Similarity model

We investigate a method for automatic extraction of inter-song similarity for songs
selected from several genres of Western popular music. The algorithm is a linear
model that was trained and tested using perceptual data. We use publicly available algorithms to extract acoustic feature values from 78 songs used in a previous perceptual
experiment. Feature value differences between songs are used in a multivariate linear
regression calculation to find the optimal weighting coefficients for the feature values to
best approximate the human similarity perception data. We use two evaluation methods: metrical and ordinal. In the metrical evaluation, the algorithm approximates
the song distances in the perceptual space constructed from the experimental data. In
the ordinal evaluation, the algorithm is trained to imitate the human pair-rankings in
triadic comparisons of similarity between song excerpts. For both evaluation, we use
a bootstrapping approach by randomly separating the experimental data into training
and testing sets. We evaluate a linear regression model for its ability to predict the
perceptual similarity. We also compare the performance of this model against the G1C
model by Pampalk, winner of the MIREX 2006 competition on music similarity prediction. Both models produce a rather low performance on the metrical evaluation: our
model has a performance of 24.2 ± 2.8% variance accounted for, while the estimated
theoretical maximum, based on participant consistency, is 45%. However, on the ordinal evaluation, the linear regression model shows encouraging results (significantly
outperforming the G1C algorithm): in the triadic comparison task, it can correctly
predict 52.3 ± 0.5% of the most similar pairs, while the estimated theoretical maximum,
based on participant consistency on the most similar pair rankings is 78 ± 8%. In a
comparison of feature sets, we found the MIR toolbox to produce the best performance.
By separating acoustic features in semantic subgroups, we could evaluate which music dimensions are most relevant in representing perceived music similarity and found
timbre features to be the most important for the present task.

65

4.1 Introduction
Due to the efficiency of current low-bitrate-compression algorithms, large numbers of audio
files can be stored in a relatively small amount of disk or memory space. This leads to
multiple advantages for music listeners, including ease of transmission over the Internet,
and the possibility to carry large collections of music on small audio players. However, the
large number of files available generates organization problems: how can users easily find
a musical piece in a large collection? How can a user efficiently explore unknown parts of
a private or an on-line data-base?
One way to solve such problems could be to sort musical pieces depending on similarity: the system could retrieve songs similar to a user-provided seed song. Alternatively,
the information that the user likes or dislikes some songs can be useful in providing or
avoiding other similar songs. As Huron (2000) puts it: “The most useful retrieval indexes
are those that facilitate searching according to social and psychological functions. Typically, such indexes focus on stylistic, mood, and similarity information”. Lee and Downie
(2004), in an inquiry about which criteria listeners use when searching music or music
information, found music similarity to be one of the most used retrieval and browse options. The understanding of music similarity, one of the main topics in the research field of
Music Information Retrieval, has shown a growing interest in recent literature through an
increasing number of submissions of papers to the International Symposium of Music Information Retrieval (ISMIR) and algorithmic applications to the Music Information Retrieval
Evaluation eXchange (MIREX)1 .
In the MIR community, several applications have been proposed and tested for the
extraction of similarity between pieces of music (Acouturier and Pachet, 2002b; Allamanche
et al., 2003; Berenzweig et al., 2003; Pampalk, 2004; Pampalk et al., 2005; Mörchen et al.,
2006). A typical algorithmic approach is based on the extraction of low-level features
describing the acoustic properties for the various frames of the audio signal of a song. For
each musical piece in a database, a series of feature values is calculated over the total
length of the musical excerpt. The degree of similarity of the two musical pieces can be
derived from the difference in their feature values.
Several studies (Allamanche et al., 2003; Herre et al., 2003; Acouturier et al., 2006;
Mörchen et al., 2006), postulating the different perceptual relevance of the various features, used human annotated material to extract the weighting coefficients. The authors
trained their algorithms on categories assumed to represent acoustic similarity, such as
genre annotations, or stylistic categories, meta-data about artist and album, relying on
the hypothesis that songs created by the same artist or included on the same album are
similar. The training process produced the weighting coefficients to be used for the algo1

MIREX is a community driven endeavor which evaluates performance of algorithmic applications in a
form of contest for different music information retrieval (MIR) tasks, and since its starting in 2005 has
always hosted a competition for music similarity and retrieval.

66

rithmic predictions. In a recent paper, Acouturier et al. (2006) showed that using feature
training on human judgments of high-level musical categories related to mood, timbre, and
genre, improved the algorithmic performance by 5 to 15 %. Although the performance of
most of the MIR algorithmic approaches has been evaluated with user tests (Logan and
Salomon, 2001; Pampalk, 2006b), there is relatively little attention paid in the algorithmic
studies to the accurate modeling of perceptual music similarity.

In the case of MIR algorithms that extract acoustic similarity from the comparisons
of the audio signal of two musical pieces, two crucial parts determine their performance:
the audio features used to represent the physical properties of musical signals, and the
training material used to obtain the weighting coefficients that describe the relevance of
each feature. Although much research has been conducted on both sides to define new
features capable of describing new properties of the audio signal and to improve the quality
of the existing audio features (Cooper et al., 2002; Allamanche et al., 2003; Lidy and Rauber,
2005; Mörchen et al., 2006; Pampalk, 2006a), the recent literature reports a performance
ceiling reached by the MIR algorithms (Acouturier and Pachet, 2004a; Pampalk, 2004).
Pampalk et al. (2005) suggest that the embodiment of perceptual or cognitive information
into the similarity computation can help overcome this performance ceiling.
The major difficulty in collecting perceptual data on music similarity in a controlled
listening experiment lies in the fact that song excerpts have to be compared by the participants, and that for n given stimuli, the number of comparison pairs grows as n2 . In
the two previous chapters, we presented, tested and analyzed the results of an efficient
experimental design that optimizes the trade off between stimulus coverage and number
of experimental comparisons. Contrary to the data typically used for algorithm training,
based on the presence of two musical pieces in the same play-list or in the same personal
music collection, or based on the same-artist, same-album, or same-genre filters, our exper-
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Some commercial systems bypass the stage of evaluation of acoustic similarity and use
alternative methods to provide the listeners’ with similar music; Pandora (2008) uses judgments of a group of music experts to define the degree of proximity between artists; Last.fm
(2008) predicts the interests of a user by collecting and comparing the preferences information from many users (collaborative filtering); All Music (2008) uses metadata-bases
assuming that songs of artists in the same genre category are similar. Despite their popularity, the validity of these alternative methods in representing music similarity perception
is limited because they do not use knowledge derived from perceptual experiments: metadata are often inaccurate because songs from the same artist can be perceptually different
and genre labels are limited compared to the perceptual variety of the music production
(Acouturier and Pachet, 2002b); a collaborative-filtering system prioritizes for its recommendations musical pieces shared by large number users (popularity bias) (Sarwar et al.,
2001); and expert judgments can cover only a fraction of the whole yearly music production
(Pampalk, 2006b).

imental data come from a direct measure of perceived music similarity, where participants
were asked to explicitly rank song similarity.
In the present chapter, we use the perceptual data collected in the previous listening
experiment for the training and testing of a linear model that uses acoustic descriptors
computed from each song signal to automatically extract music similarity between songs
of Western popular music. In particular, we test whether the training of algorithms with
perceptual data increases the performance of the pure DSP-based feature approaches as
suggested by Acouturier and Pachet (2004a) and Pampalk et al. (2005). Through the separate training and testing on perceptual data, we evaluate the predictive power of different
publicly available feature extraction algorithms and test which musicological categories
of audio features have most impact in representing perceived music similarity (rhythmic,
pitch, timbre, loudness). We compare the performance of our linear model with Pampalk’s
G1C model, winner of the MIREX 2006 competition on music similarity, which is, at the
time of this writing, the only on-line available model for music similarity (Pampalk, 2006b).

4.2 Method
We used the data from a perceptual experiment on music similarity (see the second
and third chapter of this thesis) to train and test an algorithmic model using a linear
combination of feature values extracted from the song excerpts’ audio signal. The training
provided the linear coefficients to weight individual features and optimally reproduce the
human judgments on music similarity.

4.2.1 Perceptual data from the Web-based experiment
As described in the second chapter of this thesis, a Web-based experiment was used
to collect perceptual similarity data. The experiment involved 78 participants, and used
triadic comparisons of 78 excerpts of Western popular music (see the second chapter of this
thesis): The participants could repeatedly listen to three song excerpts and had to choose
the most similar and least similar pair. The participants were presented with different but
overlapping sets of 24 stimuli arranged into 184 triads, plus 10 additional triads that were
identical for each participant to estimate across-participant concordance. The experimental
design needed 39 participants for complete data coverage, and was performed twice to
have two participants ranking each triad set. The rankings of all participants were used to
construct a 78x78 dissimilarity matrix, with each cell representing the perceived similarity
between a pair of songs. The dissimilarity matrix was used as input for a multidimensional
scaling (MDS) algorithm to estimate the coordinates of each song in a multidimensional
space representing the perceptual space of the participants (see the third chapter of this
thesis).
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In the current study, we used two evaluation methods to estimate the algorithmic performance based on the two representations we use for the experimental data:
• Ordinal evaluation: the algorithm performed triadic comparisons and the performance is computed as the percentage of similarity rankings of the participants (ordinal data) the algorithm could predict correctly.
• Metrical evaluation: the algorithm estimated the Euclidean distance between two
song positions in the MDS-computed perceptual-space (metrical data).
In both cases our purpose was to derive a linear model able to predict, from the song
feature values, the perceived similarity between songs.

4.2.2 Upper boundary of model performance
Because of the intrinsic variability of participants judgments, the consistency within and
across participants is limited. As a consequence, an algorithm trained on human experimental data can never predict human experimental data with 100% accuracy. To put
the algorithmic performance into perspective, we estimate the upper limit of model performance as the across-participant consistency.

One of the main purposes of the present chapter is to assess the predictive power of publicly
available feature sets in their ability to represent music similarity: different feature sets
have different descriptors that can vary in their capacity to approximate the perceptual
data. We selected five feature extraction algorithms: the chroma features by Ellis (Ellis,
2006), the MIR toolbox by Lartillot, Toiviainen and Eerola (described in Lartillot and
Toiviainen (2007)), the Marsyas framework by Tzanetakis (described in Tzanetakis and
Cook (1999)), the extractor for rhythm patterns by Lidy and Rauber (Lidy and Rauber,
2005, 2006), and the MA toolbox by Pampalk (Pampalk, 2004). The criterion for selecting
these feature sets was their high ranking in the MIREX competitions (Downie et al., 2005)
for evaluation of music information retrieval (MIR) systems (Lidy and Rauber, 2005, 2006;
Ellis, 2006; Pampalk, 2006a; Tzanetakis, 2007) or the relevance of submissions in the MIR
domain (Lartillot and Toiviainen, 2007).
From these five sets of feature extractors, two are specific to only one aspect of the
audio signal: Ellis’ chroma features are based on a semitonic representation of the audio
spectrum, and Lidy and Raubers’s features mainly describe the rhythmic complexity of a
music excerpt. The MIR toolbox, Marsyas, and the MA toolbox extract features describing various audio characteristics, such as spectral properties related to timbre, pitch and
tonality, loudness and dynamics, tempo and rhythm. General information for each set is
contained in Table 4.1 and more descriptive information is found in Appendix F.
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4.2.3 Feature sets

Depending on the their individual definition, per song frame or per entire song excerpt,
different features yield different amounts of feature values. The Marsyas framework intrinsically estimates the mean and standard deviation for the distribution of values of each
feature within the different temporal frames of the song waveform. The other frameworks
extract single feature values for every temporal frame of a song, except in the case of
specific features, for which only one value is extracted for the whole song excerpt (e.g., in
the case of estimated tempo). Because different audio features have different value ranges
depending on the audio properties they describe, we normalized the feature values by calculating the Z-scores to allow a better comparison between different features. Z-scores were
calculated for the values of each feature across the whole database. To have a uniform
representation of data across features and frameworks, we summarized per-frame features
by calculating the mean and the standard deviation across frame-features. This procedure
resulted in two values for each song feature vector originally extracted.
In our analysis, we also tested feature subsets of different musicological categories. Depending on the specific music dimension they aimed at describing, we grouped the features
of the different authors into four groups: pitch, rhythm, loudness, timbre. In Table 4.2, we
report the number of features and the composition of these four musicological subsets.
The experimental data provided a similarity measure expressed by a value representing
the acoustic difference between song excerpts, that will be used for the algorithm training
and testing. To have a difference also between the song descriptors, we calculated the
absolute value of the differences for the 78 ∗ 77/2 possible song pairs using the feature
values computed for each song. The values obtained represent the difference between
songs for each particular physical property.

4.2.4 G1C model by Pampalk
Pampalk’s MA toolbox contains a function to derive, from feature values, a dissimilarity
matrix of song distances for the purpose of predicting music similarity. This function is the
only publicly available explicit formal model of music similarity with extended documentation (Pampalk, 2006b). The function, called “G1C”, uses a linear model combining song
spectral similarity and an estimation of perceived tempo, obtained by combining information of the energy in the bass frequencies and the values of the fluctuation patterns. The
feature weightings used in the model have been computed using “same-artist annotation”,
i.e., considering songs from the same artist as similar, and optimized using different music
collections (Pampalk, 2006b). The code was submitted to the MIREX 2006 competition,
where Pampalk’s implementation was the fastest overall and scored higher (but not significantly better) than all other submissions. From now on, we will refer to Pampalk’s model
predictions as “G1C model” in our test of its performance on the perceptual data collected
during our previous perceptual experiment.
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Table 4.1: Details about each feature extraction algorithm used
Author

Chroma

Ellis

24

Rhythm

Lidy &
Rauber

7

MA toolbox

Pampalk

Marsyas

MIR toolbox

Total number
of features

212

Tzanetakis

Lartillot,
Toiviainen,
Eerola

376

137

Feature subsets

Features
per subset

Reference
number

Chroma

24

(1)

Rhythmic

7

(2)

48
158
2

(3)
(4)
(5)

4

(6)

Fluctuation pattern
MFCCs
Total loudness
Periodic histogram
(High and Low)

Linear prediction
Cepstral coefficients
Line spectral pair
Spectral centroid, roll-off,
Flux, zero-cross, MFCCs
Spectral flatness, crest factor

48
72

(7)
(8)

64
192

(9)
(10)

Tonal
Pitch
Rhythm
Dynamics
Timbre

6
16
8
2
105

(11)
(12)
(13)
(14)
(15)
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Feature set

Table 4.2: Details about features of different musicological categories
Feature category

Total number of features

Feature subset number as used in Table 4.1

Pitch/Chroma

46

(1), (11), (12)

Rhythm

19

(2), (6), (13)

Loudness

4

(5), (14)

687

(3), (4), (7), (8), (9), (10), (15)

Timbre
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4.2.5 Computational framework
Using the complete set of perceptual data for the computation of the coefficients of the
linear model (training) and for the evaluation of performance (testing) makes it difficult to
predict how the performance of the model would generalize to unknown data: if training
and testing sets are the same, the model can be overtrained and will simply reproduce the
characteristics of one specific set.
To properly evaluate the algorithm performance, we used a k-fold cross-validation, with
k = 5: we split our set of perceptual data into two non-overlapping sets, 80% for training
and 20% for testing (Duda et al., 2001); in this procedure, we randomly divided the whole
set of perceptual data in five non overlapping parts of equal size; then we trained the model
on four parts (80%) and tested it on the fifth part (20%). We repeated this procedure five
times having each time a different part chosen for testing. The performance was the average
of the five evaluations. In the metrical evaluation we called this scenario “80 - 20 distance
split” because we divided the perceptual distances in two sets for training and testing. In
the ordinal evaluation we called this scenario “80 - 20 triad split” because we divided the
experimental triads in sets for training and testing.
Although the previous condition avoids overlapping between sets of training and testing
distances, this separation does not guarantee the independence of the two training and
testing sets: it’s very probable that the training set carries information about the testing
set, for example if the training set contains the distance between song 1 and 2, and the
distance between song 2 and 3, and the testing set comprises the distance between song 1
and 3. To solve this problem, we introduced a third, more conservative condition, called
“80 - 20 song split”, which creates a five-fold cross validation with a separation at the song
level: the 78 songs are separated in sets for training and testing. Then, in the metrical
evaluation, for each set we only use the intra-song distances within that specific set, and in
the ordinal evaluation, we use only the triads where all the songs belong to that specific set.
In this way we eliminate from the calculation of model performance any cross-information
between songs in the training and testing set, making the two sets completely independent.
The training process aimed at calculating the optimal linear coefficients to weight each
individual audio feature, in order to map the feature space onto the listeners’ perceptual
space created from the MDS-positions of all song excerpts. Both metrical and ordinal
data used for the algorithm training might introduce potential noise in the computation.
In the case of the ordinal data, we equate the cells of the dissimilarity matrix containing
the ordinal ranking of all participants as metrical distances in the perceptual space. In
the case of the metrical data, the distance for a specific song pair was computed as the
Euclidean distance between the MDS coordinates in the perceptual space. The MDS
algorithm introduces a distortion when transforming ordinal data to metrical positions
in the perceptual space. We estimated this distortion computing the Pearson correlation
coefficient between the values in the dissimilarity matrix and the distances between the

72

MDS-positions (Shepard, 1986; Young and Lewyckyj, 1996) (see the third chapter of this
thesis). Our data were obtained with a relatively high Pearson correlation coefficient value
(0.81), guaranteeing low data distortion.
In the training process, we used multivariate linear regression to estimate the optimal
weighting coefficient for each feature. We then use the weighting coefficients and the feature
values in a linear model to derive model predictions. For this computation, we arranged all
pairwise distances for the m = 78 songs in a vector ~y of size [m ∗ (m − 1)/2; 1] = [3003; 1].
For each distance yi−j between song i and song j, a vector of n feature differences ~xi−j
is calculated; all these vectors are arranged in the matrix of feature differences X of size
~ as shown in Eq. 4.1.
[m ∗ (m − 1)/2; n]. The predicted distances ~yˆ are given by ~yˆ = X ∗ β,
ŷ1−2
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(4.1)

where β~ is a vector of size [n; 1] containing the weighting coefficients for each feature, the
subscript i − j indicates the distance between song i and j, and the superscript n indicates
the value relative to the nth feature. We find the β~ that best approximates the perceptual
measures, i.e., that minimizes k~y − ~yˆk, using a regression calculation. Once found, the
optimal weighting vector β is used to calculate the metrical distances between two songs
from the differences of their feature values.

4.3 Results
4.3.1 Upper boundary of model performance
We defined the model performance upper limit as the across-participant consistency in
the triadic comparison experiment. We used three approaches to estimate the participant
consistency. In the first approach, we calculated the largest percentage of the 78 participants choosing the same most similar pair, the same intermediate pair, and the same least
similar pair on each of the 10 common triads. In the second approach we considered the
simultaneous agreement of participants on the three ranked pair types, i.e., most similar,
intermediate, and least similar. For each of the 10 repeated triads we computed the number of participants completely agreeing on the three rankings. In the third approach, we
estimated the across-participant concordance in terms of variance accounted for (VAF, see
later for its mathematical definition), i.e., the same measure we use in the rest of this
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Table 4.3: Estimated upper boundary of model performance: three measures
Measure used

% of agreeing participants per ranked
pair type on 10 repeated triads

% of participants agreeing on the 3
ranked pair types on 10 repeated triads

VAF between the two similarity
matrices of 1/2 participants

Results

Most similar
pair
78 ± 8 %

Intermediate
pair
57 ± 6 %

Least similar
pair
67 ± 5 %

43 ± 10 %

45 %

chapter for the evaluation of algorithmic performance in the metrical evaluation. We constructed a 78x78 dissimilarity matrix from the rankings of each of the two populations of
participants running the whole experimental design. We then calculated the consistency
between the distances in the two matrices as VAF. We use the first two approaches to
interpret the algorithm performance in the ordinal evaluation, while we employ the third
to interpret the algorithm performance in the metrical evaluation. The results are reported
in Table 4.3.
In the case of the metrical representation (third measure) the participant upper boundary
is 45%. In the ordinal case the two measures differ significantly: on the 10 repeated
triads, about half of the participants agree on all 3 possible rankings, while counting the
participants agreeing on one specific pair type, the value is higher. Because for the majority
of algorithmic applications the information about the most similar pair is the most relevant,
we established the participant concordance upper boundary for the optimal representation
at 78 ± 8% (the value of concordance for the most similar pair in Table 4.3). This value,
being the highest of the two measures, gives a more conservative estimate of the theoretical
upper limit reachable by an algorithmic application on the ordinal evaluation.

4.3.2 Metrical evaluation
The aim of the metrical evaluation was to estimate the regression coefficients β~ used for
linearly combining the feature differences between two songs to approximate their distance
in the listeners’ perceptual space. For training and testing data sets, we split the 3003 Euclidean distances between the coordinates of the 78 songs in the perceptual space calculated
in a previous perceptual experiment (see the second chapter of this thesis). We derived
β~ from the training set of perceptual distances, then measured the algorithm performance
using the testing set of data.

74

To evaluate the performance of the linear regression model, we used a measure of variance
accounted for (VAF); given the predicted distances ~yˆ and the experimental distances ~y (in
the case of symmetrical matrices, we obtained the vector from the triangular matrix values),
the variance accounted for is defined as:
¯
V AF = 100 ∗ [correlation(~y − ~y¯, ~yˆ − ~yˆ)]2

(4.2)

Dependence of performance on number of training distances

Because the size of the training and test set is different in the two split scenarios, we
considered it necessary to include an estimation of the size effect. We progressively reduced
the training set from the 80 - 20 distance split to converge towards the size of the training
set in the 80 - 20 song split. The reduction was realized by randomly rejecting distances
from the training set. We reduced only the training set because it is responsible for
the algorithm creation. For each data point, we computed the performance five times
(five random splits). We show the mean and standard deviation (error bars) for the two
scenarios in Fig. 4.1. When using two non overlapping training and test distance sets the
average performance is 45.2 ± 0.6%, comparable to the estimated theoretical limit of the
algorithm performance given by the participant consistency upper boundary. The use of
the independent training and test sets, split by song, degrades the performance significantly,
to about 24.2 ± 2.8% (double sample t-test with df = 8 and p < 0.001). We observe no
significant effect of training set size on the estimated performance in the case of the 80 - 20
distance split. We interpret the difference in performance as an effect of overfitting due to
the non independent information in the training and test sets in the 80 - 20 distance split.
Because the 80 - 20 song split is the most conservative and reliable scenario for estimation
of algorithm performance, in the rest of this chapter, except when explicitly mentioned, we
will report results calculated using this method.
Evaluation of the linear assumption
To overcome the potential limitation of using a linear model in our calculations, we created new feature set statistics that we call “F 2 ”, “F 3 ” , “F 0.5 ”, and “log(F )”, respectively
obtained by squaring, by raising to the cube, by applying the square root, by using the
natural logarithm of the the absolute value of the feature differences F of all frameworks.
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To investigate the dependence of performance of our method on testing and training set
separation, we calculated the linear regression model using the two different training-andtesting scenarios. With “80 - 20 distance split”, we separated the 3003 perceptual distances
in 80% for training (2,402 distances) and 20% (601 distances) for testing. With “80 - 20 song
split” we first created a training-testing separation at the song level, and then extracted the
relative intra-song distances within each set. This choice reduced the number of distances
in the training (1,830 distances) and the testing set (120 distances).

50
45
Theoretical upper boundary
Variance accounted for [%]

40
35
30
25
20
15
10
5
0
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1900 2000
2100 2200 2300
# of distances in the training data

2400

Figure 4.1: Metrical evaluation, estimated algorithmic performance using the 80 - 20 song split
(square marker) and 80 - 20 distance split (round markers); on the x axis we report the
number of distances in the training set at each estimation, on the y axis the estimated
performance (as variance accounted for). The horizontal dashed line represent the
participant estimated consistency upper boundary.

We evaluated the performance in terms of VAF for all these features sets on the three mentioned calculation conditions and show the results in Fig. 4.2a along with the performance
of G1C model by Pampalk.
In order to compare the two models with similar-sized feature sets, we iteratively calculated the performance of our model while progressively reducing the feature set by one
feature at a time: the feature with the smallest weighting coefficient was removed at the
end of each iteration. Because the choice of which features to reject in each step is related
to the random separation of triads for training and test, the resulting performance line contains some noise. We smoothed the performance curve using a sliding window computing
the average performance over 15 points. Results are displayed in Fig. 4.2b.
As already shown in Fig. 4.1, in Fig. 4.2a the performance of our linear model on
the metrical evaluation has a rather low performance of 24.2 ± 2.8% compared to the
estimated theoretical limit of 45%, the participant upper boundary. The performance
of our linear model on the metrical evaluation is, however, more than twice that of the
G1C model by Pampalk, which has a performance of 9.9% (our model shows significantly
higher performance, t-test, df = 4, p = 0.002). This better performance is not due to
the fact that we used a larger feature set: when comparing the two models in Fig. 4.2b,
we observe that our linear model outperforms Pampalk’s model when using more than
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29 features. Finally, in Fig. 4.2a, we observe only small differences between linear and
non linear features sets. In the case of our database the assumption of linearity does not
significantly affect results compared to the case when features are squared, cubed, square
rooted or when their natural logarithm is taken.

4.3.3 Metrical evaluation: Feature subsets
To analyze the influence of individual feature subsets on algorithmic performance, we
compared the performance of the linear model trained separately on feature sets by the
five different authors (see Table 4.1 for details): Lartillot’s, Toiviainen’s and Eerola’s MIR
toolbox, Tzanetakis’ Marsyas, Pampalk’s MA toolbox, Ellis’ chroma features, and Lidy’s
and Rauber’s rhythmic features. The results are displayed in Fig. 4.3a; we replot the “F ”
values from Fig. 4.2 as “All” for comparison. To compare the performances independently
from the number of features contained in each set, we display, in Fig. 4.3b, the VAF of the
different models by reducing progressively the number of features employed. To minimize
the noise due to the random split of distances into training and test sets, for the large
feature sets, MIR toolbox, MA toolbox, and Marsyas, we smoothed the performance curve
using a sliding window computing the average performance over 15 points.
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Figure 4.2: a) Model predictions on the metrical evaluation: performance expressed in VAF (y
axis) for five feature statistics (on the x axis): all 756 linear feature differences (F ), all
feature differences squared (F 2 ), all feature differences cubed (F 3 ), all square-rooted
feature differences (F 0.5 ), natural logarithm of all feature differences (log(F )). The
error bars display the standard deviation of VAF due to the five-fold cross-validation.
The horizontal line marks the performance of the G1C algorithm by Pampalk. The
dashed line represents the theoretical performance limit.
b) Model predictions on the metrical evaluation: performance expressed in VAF (y
axis) of our model progressively reducing the number of features employed (x axis).
The horizontal solid line marks the performance of the G1C algorithm by Pampalk.
The dashed line represents the theoretical performance limit.
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Figure 4.3: a) Model predictions on the metrical evaluation: comparison of performance expressed
in VAF (y axis) for the full set of all features and the sets of the five authors (on the x
axis): All = all features, P = Pampalk’s MA toolbox, T = Tzanetakis’ Marsyas, L =
Lartillot’s, Toivianen’s, and Eerola’s MIR toolbox, E = Ellis’ chroma features, L/R =
Lidy’s and Rauber’s rhythm extractor. The error bars display the standard deviation
of VAF due to the 80 - 20 song split. The horizontal line marks the performance of the
G1C algorithm by Pampalk. The dashed line represent the theoretical performance
limit.
b) Model predictions on the metrical evaluation; performance expressed in VAF (y
axis) of the models using the five feature sets of the different authors, progressively
reducing the number of features employed (x axis): Pampalk’s MA toolbox (dashed
line), Tzanetakis’ Marsyas (solid thin line), Lartillot’s, Toivianen’s, and Eerola’s MIR
toolbox (dotted line), Ellis’ chroma features (dash-dotted line), Lidy’s and Rauber’s
rhythm extractor (solid thick line). The horizontal solid line marks the performance
of the G1C algorithm by Pampalk.

The feature extraction algorithm with best performance for predicting music similarity
based on our perceptual data is the MIR toolbox with a VAF performance of 17.4 ± 0.7% .
It is interesting to notice that when using the same feature set (MA toolbox from Pampalk)
our linear model performs significantly better than the G1C model by Pampalk (t-test with
df = 4 and p = 0.05).
We calculated algorithmic performance for the features of the four different musicological
categories, pitch, rhythm, loudness, and timbre (see Table 4.2 for details), to observe which
characteristic of the audio had more relevance in predicting the perceived distances. The
results in Fig. 4.4 show that timbre features have the strongest predicting power for
perceived similarity between songs with our perceptual data: 20.3 ± 1.7%. The second
relevant feature subset was pitch, with a VAF of 10.9 ± 1.0%, then rhythm with 7.2 ± 0.8%
and loudness with 2.5 ± 0.6%.
The stronger relevance of timbre features could be due to the subset size: the number
of features describing timbre in our total collection is much larger than those describing
other categories; this aspect might give the feature categories a better possibility of describ-
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ing the perceptual distances, independently from the relevance of the timbre aspect. So
we iteratively calculated the model performance while progressively reducing the timbre
feature set by one feature at a time: the feature with the smallest weighting coefficient
was removed at the end of each iteration. To minimize the noise due to the random split
of distances into training and test sets, in Fig. 4.5 we smoothed the performance curve
using a sliding window computing the average performance over 15 points. On the metrical
evaluation when using the same size of feature sets, the timbre features show statistically
comparable predictive power to the combination of pitch/chroma features or the combination of rhythmic features. Timbre features have significantly better predictive power than
loudness features.

4.3.4 Ordinal evaluation
The aim of the ordinal evaluation is to model the similarity ranking data from the perceptual experiment using triadic comparisons. We expect this evaluation method to give
better results compared to the metrical one, because a correct ordinal prediction can be
drawn from an imprecise metrical estimation, and because the original experimental data,
used for training and testing, were collected following an ordinal paradigm.
For training and testing data sets, we split the experimental triads and their rankings.
Similarly to the metrical case, the algorithm training was used to estimate the regression
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Figure 4.4: Metrical evaluation, model predictions; comparison between performance expressed
in VAF (y axis) for the full set of all features and the features of the four different
musicological categories (on the x axis): all features (756), pitch (46), rhythm (18),
loudness (4), and timbre (687). The error bars display the standard deviation of VAF
due to the 80 - 20 song split.
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Figure 4.5: Metrical evaluation, variation of performance expressed in VAF (y axis) for the linear
model calculated using only timbre features. On the x axis we report the number of
employed features at each iteration. The small figure is a zoom of the part of the
bigger figure between 86 and 0. The performance of the other feature sets (when
using all features available inside each set) is plotted for comparison.

coefficients β used for linearly combining the feature differences between two songs to approximate their dissimilarity value in the 78x78 dissimilarity matrix. In the testing process,
the model computes three distances for the three song pairs in a triad by multiplying the
feature differences between each song in the triad with weighting coefficients derived in the
model training. Sorting the three distances in magnitude, the model ranks the three pairs
on similarity. The performance is expressed as the percentage of model predictions that
match compared to the participant rankings (separately for the most similar, intermediate
and least similar pair).
Dependence of performance on number of training triads
As with the metrical evaluation, to investigate the dependence of performance of our
method on testing and training set separation, we calculated the linear regression model using the two different training-and-testing scenarios. With “80 - 20 triad split”, we separated
the complete set of triads into 80% for training (11,482) and 20% for testing (2,870). With
“80 - 20 song split”, we first created a training-testing separation at the song level, and then
extracted the triads that contained only songs from that specific set (training triads: 7,125
± 28, and test triads: 127 ± 10), to achieve a complete independence between the two
sets. Because the size of the training and test set is different in the two split scenarios, we
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consider it necessary to include an estimation of the size effect. We progressively reduced
the training set from the 80 - 20 triad split to converge towards the size of the training
set in the 80 - 20 song split as in the metrical case. For every data point, we computed
the performance five times (five random splits). In Fig. 4.6 we display the mean for the
two scenarios. We omitted to display the standard deviations because they range from
0.8 to 1.5 %. When using two non overlapping training- and test-triad sets the average
performance is 56.8±0.4%. The use of the independent training and test sets, split by song,
leads to a small but significant (p < 0.01) reduction of the performance to 52.3 ± 0.5%.
We observe no significant effect of training set size on the estimated performance in the
case of the 80 - 20 distance split. We interpret the difference in performance as an effect
of overfitting due to the non independent training and test sets in the 80 - 20 triad split.
As in the metrical case, because the 80 - 20 song split is the most conservative and reliable
scenario for estimation of algorithm performance, in the rest of this chapter, except when
mentioned, we will report results calculated using this method.
In Fig. 4.7a, we display the performance of our linear model using all 756 features
(triangular markers). The results are reported for each of the three ranked pair types:
the most similar pair, the intermediate pair, and the least similar pair. To compare the
results, we compute the performance of the G1C algorithm by Pampalk on the ordinal
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Figure 4.6: Ordinal evaluation, estimated algorithmic performance using the 80 - 20 triad split
(round markers) and the 80 - 20 song split (square marker); we omitted to display
the standard deviations because they range from 0.8 to 1.5 %. On the x axis we
report the number of triads in the training set at each estimation, on the y axis
the performance (as percentage correct). The horizontal dashed line represents the
participant estimated upper boundary.
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Figure 4.7: a) Model predictions on the ordinal evaluation; performance expressed as percentage
of correct rankings (y axis) of the linear model built using all 756 feature differences.
The x axis indicates the ranked pair type: most similar (MS), intermediate (I) and
least similar (LS). For each pair rank, we display the model performance with the 80
- 20 song split (triangles), the performance of the G1C model by Pampalk (asterisk),
and the participant estimated upper boundary (error bar with round marker). The
error-bars for the 80 - 20 song split are omitted because they are in the order of few
percentage points. The error bars display the standard deviation of correct percentage
values due to the k-fold random splitting of testing and training (with k = 5).
b) Model predictions on the ordinal evaluation: performance of our linear model
progressively reducing the number of the features used (x axis). The performance is
computed as percentage of correct rankings for the most similar pair (y axis). The
horizontal solid line marks the performance of the G1C algorithm by Pampalk. The
dashed line represents the theoretical performance limit. When using more than 14
features our model outperforms the G1C model by Pampalk.

evaluation using the whole set of experimental triad rankings (asterisk). We also display
the estimated theoretical performance limit estimated as participant consistency upper
boundary (error bars). The chance boundary is set to 33% to represent the probability of
randomly choosing a correct ranking for a song pair.
The correct prediction on the most similar pair of our linear model in the condition
of independent separation (80 - 20 song split) is 52.3 ± 0.5%, while the theoretical limit
of performance is 78 ± 8%, the estimated participant concordance. For all three ranking
positions, our model outperforms the G1C model by Pampalk. In particular on the most
similar pair the G1C model has a performance of 47.2, which is significantly lower than
our linear model (in a t-test with df = 4 and p < 0.01).
In order to compare the two models independently from the number of features used we
iteratively calculated the percentage of correct performance while progressively reducing
the feature set by one feature at a time: the feature with the smallest weighting coefficient
was removed at the end of each iteration. Each iteration used a new random separation
of the whole set of triads into training and test sets. In Fig. 4.7b we report the estimated
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performance, calculated as percentage of correct predictions on the most similar pair. To
minimize the noise due to the random split of triads in training and test sets, we smoothed
the performance curve using a sliding window computing the average performance over 10
points. For the rest of the results in this chapter, we report the algorithm performance only
for the most similar pair, which is the most relevant for many algorithmic applications.
In Fig. 4.7b we observe that the better performance of our linear model compared to the
G1C algorithm is not due to the different size of the used feature sets: our linear model
outperforms the G1C model when using just 14 features. A final observation of the results
in Fig. 4.7a shows that the model has the highest performance on the most similar triad.
We hypothesize that this result is due to the higher reliability of participant data on this
position (see participant upper boundary).

In Fig. 4.8, we compare the algorithm performance using the feature extractor subsets
of different authors: using all features per subset (4.8a) and progressively reducing the
feature number to estimate the effect of size on performance (4.8b). In the case of the
large feature sets, MIR toolbox, MA toolbox and Marsyas, we smoothed the performance
curve using a sliding window computing the average performance over 10 points. Using
all features, the MIR toolbox has the best predictive power (52.5 ± 0.6%), very close to
Pampalk’s (49.6 ± 0.5%). As with the metrical evaluation, Pampalk’s features from the
MA toolbox trained on our experimental data perform better than the G1C algorithm by
Pampalk that uses the same feature set (47.2).
In Fig. 4.9, we compare the algorithm performance using the feature subsets for the
musicological categories: pitch/chroma, rhythm, loudness, and timbre. A combination
of timbre features yields the best performance (51.3 ± 0.6%) of the musicological feature
categories, followed by pitch features (49.1 ± 0.6%), rhythmic features (47.2 ± 0.7%) and
loudness features (40.5 ± 0.7%).
As in the metrical evaluation, to investigate if the better performance of the timbre
features is related to the larger number of available features, we iteratively calculated the
model performance while progressively reducing the timbre feature set by one feature at a
time. For each iteration we used a new random split of the whole set of triads into training
and test sets. We smoothed the performance curve using a sliding window computing the
average performance over 10 points. Results in Fig. 4.10 show that timbre features with a
reduced feature set (i.e., similar in size to the other musicological feature categories) still
outperform the other feature sets. These results confirm for the ordinal evaluation the
higher relevance of timbre feature in predicting perceptual similarity data compared to the
other musicological feature categories.
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4.3.5 Ordinal evaluation: Feature subsets
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Figure 4.8: a) Model predictions on the ordinal evaluation; performance of the linear model
expressed as percentage of correct rankings for the most similar pair (y axis) built
using different feature subsets (x axis): All = all features, P = Pampalk’s MA toolbox,
T = Tzanetakis’ Marsyas, L = Lartillot’s, Toivianen’s, and Eerola’s MIR toolbox,
E = Ellis’ chroma features, L/R = Lidy’s and Rauber’s rhythm extractor. The error
bars display the standard deviation of correct percentage values due to the k-fold
cross validation (with k = 5). The performance of the G1C model by Pampalk with
212 features is represented by the horizontal line.
b) Model predictions on the ordinal evaluation; performance of our linear model
using the feature sets of the different authors, progressively reducing the number of
the features used (x axis): Pampalk’s MA toolbox (dashed line), Tzanetakis’ Marsyas
(solid thin line), Lartillot’s, Toivianen’s, and Eerola’s MIR toolbox (dotted line), Ellis’
chroma features (dash-dotted line), Lidy’s and Rauber’s rhythm extractor (solid thick
line). The performance is computed as percentage of correct rankings for the most
similar pair (y axis). The horizontal solid line marks the performance of the G1C
algorithm by Pampalk (212 features).

4.3.6 Ordinal evaluation: Feature relevance
Specific features can have low relevance when used within a particular subset of features,
but have high impact in combination with other features. This fact makes the assessment
of the absolute relevance of a specific feature rather difficult. The absolute weight used in
the modeling for a feature might seem to be a good indicator. However, in our training
process it is not rare to find a pair of features with a weight value much higher than the
other features and having opposite sign; despite their high weight, their opposite signs
can reduce the contribution of these features in the output to a small value if they are
highly correlated. In order to isolate which feature had most relevance in the similarity
prediction of the ordinal evaluation, we used a reduction procedure: using several iterations,
we progressively reduced the number of features in the model, by rejecting at each iteration
the feature with the smallest weight. When the model uses a large feature set, the model
performance is relatively stable in the first iterations where only few features are rejected;
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the performance decreases rapidly for the last iterations where few features are remaining
in the computation. Observing which features are still present in the model around the
point of saturation of model performance, provides information about which is the most
relevant feature-group within the original set and about its performance. Although in this
way, we do not provide a relevance value for individual features, we can identify the most
relevant features observing the co-occurrences of the same features across the reductions
of different models.
We chose to reduce the models using two conditions: to 40 and 20 best features. We
chose the first condition because the model constructed using all features reaches the performance saturation point (53%) with 40 features. The second condition is a computationally
economic choice: the best 20 features are still sufficient to have a rather high model performance (49%). We compute the results of model reduction using the best performing
feature sets: the MIR toolbox, displayed in Table 4.4, the timbre features, displayed in
Table 4.5), and all features, displayed in Table 4.6.
In the case of the model reduction using the features in the MIR toolbox, we observe
that timbre is the category with the largest number of features both in the 20- and 40feature reduction conditions (about 3/5 of the total remaining feature set, Table 4.4). The
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Figure 4.9: Model predictions on the ordinal evaluation: performance of the linear model expressed as percentage of correct rankings for the most similar pair (y axis) built using
different feature subsets (x axis): Pc = pitch/chroma, Rh = rhythm, Ld = loudness,
and Ti = timbre. The error bars display the standard deviation of correct percentage
values due to the k-fold cross validation (with k = 5). The performance of the G1C
model by Pampalk is represented by the horizontal line.
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Figure 4.10: Ordinal evaluation; variation of performance of the linear model calculated using
only timbre features with number of timbre features employed. The performance is
calculated as percentage of correct rankings for the most similar pair (y axis); on
the x axis we report the number of employed features at each iteration. The small
figure is a zoom of the part of the bigger figure between 86 and 0. The performance
of the other feature sets (when using all features available inside each set) is plotted
for comparison.

rhythm and pitch categories have equal numbers of features (1/6 of the total); tonal and
dynamics have a less relevant contribution. This result supports the previous results on
the influence of the timbre features. We notice that the ratio between the number of
features in each category and the total number of features is relatively stable in the case
of 40 and 20 features. The best 20 features in the rhythm category are fluctuation pattern
(1 feature), attack time (1 feature), and attack shape (1 feature); in the pitch category
we have pitch saliency (3 features); in the timbre category we have MFCC (1 feature),
dMFCC (2 features), ddMFCC (6 features), brightness (1 feature), spectral skewness (1
feature), spectral kurtosis (1 feature), spectral entropy (1 feature), and inharmonicity (1
feature). The majority of features are in the ddMFCC and dMFCC groups, representing
respectively the second and first derivative across time of the spectra of the musical piece.
These are more relevant than the MFCC features from which they are obtained; this result
suggests that perceived music similarity might be more influenced by the variation of the
song spectra than by their static or averaged shapes.
In the case of the model reduction using the timbre features collected from the different
frameworks, we observe that the fluctuation pattern (MA toolbox) has the largest number
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Table 4.4: Number of features across categories after the reduction of the model built using the
features in the MIR toolbox. Two cases: reduction to 20 and 40 features from the
original 137 features.

MIR 40 feats.
MIR 20 feats.

Performance

Tonal

Pitch

53%
48%

2
0

6
3

Features categories
Rhythm
Dynamics

6
3

Timbre

0
0

26
14

Perf.

MA tlbx.
fl. pattern

MA tlbx.
MFCC

52%
48%

11
6

3
1

Timbre 40
Timbre 20

Features subsets
Marsyas Marsyas
Marsyas
LPCC
LSP
SFMFCC

3
0

6
3

Marsyas
SPCF

MIR tlbx.
timbre

7
4

9
4

2
2

Table 4.6: Number of features across subsets after the reduction of the model built using all
features. Two cases: reduction to 20 and 40 features from the original 756 features.

Perf.

All 40
All 20

53%
49%

MIR tlbx.

23
11

Marsyas

MA tlbx.

7
3

10
6

Features subsets
L/R feats. Ellis feats.

0
0

0
0

Pc

Rh

Ld

Ti

1
1

3
1

0
0

36
18

of features both in the 20- and 40-feature reduction conditions (see Table 4.5). The second
largest set is the MIR toolbox, then Marsyas with the SPCF and LSP features. Marsyas’
LPCC, SFMFCC, and MA toolbox’ MFCC features have a less relevant contribution. Because of the rather large overlap between the three frameworks for the implementation of
the MFCC features, the three MFCCs sets compete during the model reduction. From
Table 4.5 we derive that the model prioritizes the implementation of the MIR toolbox over
Marsyas’; the MA toolbox’ implementation is the last choice. The fluctuation pattern
features are present only in the MA toolbox and are selected by the model to have high
relevance. Also in this case, we notice that the ratio between the number features in each
category and the total number of features, is relatively stable between the case of 40 and
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Table 4.5: Number of features across subsets after the reduction of the model built using the
timbre features. Two cases: reduction to 20 and 40 features from the original 687
features.

20 features. We investigated if there is an overlap between the individual features in the
20 feature condition in Table 4.4 and 4.5, for the four features of the MIR toolbox: we
find again two dMFCC and two are ddMFCC features. This result strengthens our previous hypothesis on the importance of features describing spectral variation for modeling of
music similarity perception.
In the case of the model reduction using all features, the features from the MIR toolbox
have the largest presence among the five frameworks. From the musicological categories,
the timbre group has the largest number of features. In the model reduced to 20 features,
among the timbre features we find four ddMFCCs, three dMFCCs, one MFCC, spectral
skewness (1 feature), inharmonicity (1 feature), from the MIR toolbox, five features from
the Marsyas framework (Linear Spectral Pair), and three from the MA toolbox (fluctuation
pattern). Again, we observe the importance of the timbre feature for the purpose of
modeling perceptual music similarity. Among these features, we observe an overlap with
the timbre features found in the reduction of the model built using the features of the MIR
toolbox. This result is in line with the previous results showing the best predictive power
of the features of the MIR toolbox for our perceptual data against the other frameworks;
in particular we notice the relevance of the features overlapping between the three model
reductions, for spectral variation: ddMFCCs and dMFCCs; and spectral shape: MFCC,
spectral skewness, inharmonicity, LSP, and fluctuation pattern.

4.4 Discussion
Through the analysis of algorithmic performance we have evaluated the usefulness of perceptual data (see the second chapter of this thesis) for training and testing a linear model
for music similarity using feature values provided by different feature extractor algorithms.
We used a multivariate linear regression calculation to find the optimal coefficients for
weighting feature differences to best approximate the human experimental data. Overall,
the rather low performance in predicting perceptual similarity distances of both our model
(24.2 ± 2.8%) and a current standard academic model (9.9%, Pampalk 2006b), reflects the
fact that the automatic representation of music similarity is a challenging task. These
numbers have to be seen against the theoretical performance upper boundary estimated
by across-participant consistency, which is 45%. Still, results on an ordinal evaluation
of reproducing similarity-based pair-ranking show encouraging results: the algorithm can
correctly predict 52.3 ± 0.5% of participant rankings; the theoretical upper limit, evaluated
as the participants’ consistency only on the most similar pair is 78 ± 8%. The algorithm
has a better performance on the ordinal evaluation than in the metrical evaluation because
it can derive a correct prediction of the most similar pair within a triad from an imprecise
estimation of the relative distances between the three stimuli.
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Algorithm performance shows an overall progressive decrease using the two scenarios for
the separation of training and test data: with the 80 - 20 distances split in the metrical
evaluation and 80 - 20 triads split in the ordinal evaluation, and with the 80 - 20 song split.
In the first case the two sets are non overlapping but same songs can appear in training and
test sets, while in the second, more conservative, the two sets are independent: having in
each set non overlapping song selections. In the metrical evaluation, the difference between
the two scenarios is about 21 percentage points. In the the ordinal evaluation, where the
precise distance estimation is less relevant, the difference between splitting scenarios is
about 4 percentage points. The size of the error bars is a further indication of the difficulty
of the modeling task in the two scenarios: in the case of separation of training and testing
sets following the 80 - 20 song splitting, the task is more difficult with larger error bars than
the case of 80 - 20 distance (for the metrical case) or triad (in the ordinal case) separation.
The different difficulty, represented by the performance gap between the two splitting
scenarios stresses the importance of using two completely independent training and test
sets for the proper estimation of algorithmic performance; their non overlapping distances
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To have a reference measure, we compared the performance of our linear model with
the G1C model by Pampalk. On both the metrical and ordinal evaluation, our algorithm
performs significantly higher than the G1C model (about 14 percentage points in the metrical evaluation, 7 percentage points on the ordinal evaluation). The same conclusion holds
when investigating how performance varies with the number of features used: our model
significantly outperforms Pampalk’s in the metrical evaluation when using more than 29
features and in the ordinal evaluation when using more than 14 features. In line with
Pampalk et al. (2005), we hypothesize that the use of perceptual information, and a perceptual model, can improve algorithmic results on music similarity compared to the feature
extraction algorithms trained on annotations. This is particularly evident when comparing
performance of the G1C model, which uses the features from the MA toolbox trained on
same-author annotations, and the linear model obtained by training the same features on
our perceptual data. In this way, only the training data and the method of model construction differ. Our model performs significantly better than the G1C algorithm both in the
metrical evaluation and in the ordinal evaluation. Although this result might furthermore
suggest that the use of perceptual information might improve algorithmic performance in
the prediction of music similarity, the comparison between the G1C algorithm and our
linear model should be evaluated on a neutral database, e.g., not employed in the training
of both the mentioned models. Despite our use of separation of training and test set in the
construction of an unbiased algorithm, the whole selection of the stimulus data base might
have been subjectively influenced by the authors’ personal perspective of music. In the
stimulus selection, we prioritized popular music, prototypical for a specific genre, however
popular and prototypical are subjective adjectives. For generalization of its performance,
our linear model has to be tested on other databases selected by several music listeners.

or triad composition is not sufficient to guarantee independence, the separation should be
created with non overlapping song selections. A similar conclusion from a different angle
is reported by Pampalk (2007): avoiding the presence of songs of the same artist in the
test and training sets, can induce a drop of performance of algorithms of 50 percentage
points, despite that the condition of non overlapping songs is being respected.
We compared the algorithm performance using the features from different authors:
Tzanetakis’ Marsyas, Pampalk’s MA toolbox, the MIR toolbox by Lartillot, Toiviainen,
and Eerola, Ellis’ chroma features, and Lidy’s and Rauber’s rhythmic features. We also
grouped these feature sets into four musicological feature categories: timbre, pitch, loudness, rhythm features. To have a comparison independent of the feature size of each
group, we also investigated the variation of performance with the number of features used.
The framework with best predictive power for music similarity on our perceptual data is
the MIR toolbox. Pampalk’s MA toolbox is very close in performance. It is important
to notice that the MA toolbox is composed of 212 features while the MIR toolbox uses
only 137. The higher ratio of performance against number of features suggests that the
MIR toolbox contains a better selected set of features for the present task of reproducing
perceptual distances. While in the metrical evaluation, the model using all feature sets
performs significantly better than the features of the MIR toolbox, in the ordinal the two
perform comparably. This result suggests that the features of the MIR toolbox have the
best predictive power and that the addition of the other feature sets does not bring relevant
information to improve the algorithm performance. Both Ellis’ chroma features and Lidy’s
and Rauber’s rhythm features show low performance probably due to the specificity of purpose of their features. In the metrical evaluation Lidy’s and Rauber’s rhythmic features
perform comparable to Pampalk’s MA toolbox. Considering that Lidy’s and Rauber’s features are based on a old version of the MA toolbox by Pampalk, and that both frameworks
contain a similar implementation of the fluctuation pattern, we deduce that the extra features of the MA toolbox, i.e., MFCCs, total loudness, and sum of periodic histogram, do
not have a strong relevance on performance in this context. In the ordinal evaluation the
performance of the two feature sets is different: Lidy’s and Rauber’s rhythmic features
perform significantly worse than Pampalk’s MA toolbox. This fact can be due to the different relevance of features in the two evaluation methods or to the difficulty of the metrical
evaluation introducing noise in the metrical modeling.
Among the musicological feature categories, timbre features have the strongest predicting
power for music similarity on our perceptual data. In particular they reach a performance
on the metrical evaluation of 51.3 ± 0.6%, comparable with that of the model using all features. This result suggests that the addition of the other musicological feature categories
do not bring much more relevant information to improve the algorithm performance. In
the ordinal evaluation, the predominance of the timbre features on the other sets is independent from the number of features selected: even when reducing the number of timbre
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We stressed the importance of considering the variation of feature relevance with a
specific context: features can have low relevance used within a particular subset of features,
but have high impact in combination with other features. To isolate which feature had
most relevance in the similarity prediction for the ordinal evaluation, we estimated which
features were used to reach performance saturation; we progressively reduced the number
of features until we observed a drop of model performance. The performance saturation
provides information about the complexity of the modeling task and an estimate of how
many feature are necessary for the similarity prediction: in the metrical evaluation, the
full model (with all the 756 features) reaches saturation at around 200 features while in
the ordinal evaluation saturation occurs at around 40 features. We computed the model
reduction with three feature sets: the timbre features, the MIR toolbox and all features.
Several analyses suggest the relevance of timbre in modeling perceptual results, and the
best predictive power of the features in the MIR toolbox compared to the other feature sets.
Among these feature sets, the ddMFCC and dMFCC features, representing respectively the
second and first derivative across time of the spectra of the musical piece, are prioritized
in the model reduction over the MFCC and other feature categories describing spectral
shape. This observation suggests that the spectral variation across a song excerpt might
be a more relevant perceptual cue than just its spectral shape. An analysis of overlapping
features between the three reduced models showed spectral skewness, inharmonicity, linear
spectral pair, fluctuation pattern and the mentioned ddMFCCs and dMFCCs; this fact
furthermore indicates their saliency in the similarity prediction and can be used by future
modeling. Finally, in the analysis of the three features sets, the ratio between the number
of features in each category and the total number of features, is relatively stable when
reducing the model from 40 and 20 feature.
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features they produce a significantly better performance than the other sets. In the metrical evaluation, when reducing the features to the same number, timbre features do not
perform better than pitch/chroma and rhythmic features, however still significantly better
than loudness. This fact again suggests that the variation of feature relevance might be
related to the evaluation method used. The high relevance of timbre feature in the ordinal
evaluation is in agreement with results of previous perceptual experiments that showed
the relevance of timbre for the perception of similarity between music excerpts (Chupchik
et al., 1982; McAdams et al., 2004). In the third chapter of this thesis, we found the
organization of songs in the perceptual space to be dependent on the presence/absence of
vocal parts in the excerpt, and of synthetic (synthesized sounds, effects or sound processing) versus acoustic (no effects, clean acoustic instruments) timbres. Similar results have
been found in algorithmic applications: Acouturier et al. (2006) showed that extracting
feature weightings from human annotations related to timbre, mood, and genre improves
the algorithm performance compared to the algorithms performance using the comparison
of feature vectors without weighting (Logan and Salomon, 2001).

To conclude, we note that the metadata filters typically adopted for algorithm training
and test may be not reliable indicators for music similarity: when asked about perceived
music similarity, participants in perceptual experiments sometimes give different answers
than what same-artist, or same-genre filters would provide (see second chapter of this thesis); it is not rare that listeners find two songs from different artists more similar than two
songs from the same artist (Pampalk, 2006b). The difficulty of using data from perceptual
experiments lies in the amount of time needed to collect a proper database, considering
also that the information contained should be up to date in a very variable musical world
in which styles evolve continuously and new recording/mixing techniques are introduced.
The availability of fast means of communication and exchange such as Internet, facilitates
and speeds up the diffusion of new music but provides also a useful mean for the experimenter to gather experimental data rapidly from larger groups of participants, often from
geographically remote locations: different sources prove the efficiency and reliability of
Web experiments to collect useful perceptual data (Honing and Ladinig, 2008) (see also
the second chapter of this thesis).
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To investigate the perception of music similarity, an experimental setup was developed,
consisting of two experiments: a laboratory-based exploratory study served as exploration
for the combination of experimental methods involved; and a Web-based experiment, using
a larger set of stimuli and participants, extended the validity of the experimental results
of the exploratory study. Both experiments used triadic comparisons of song excerpts: the
participant listened to three song excerpts and for each was asked to choose the most similar
and least similar pair. This process was repeated several times to build a dissimilarity
matrix representing the perceived similarity between all stimulus pairs. To optimize the
trade off between stimulus coverage and experimental time, the triads were arranged in
a balanced incomplete block design, in the exploratory study, and in a partially balanced
incomplete design in the large scale experiment. In the exploratory study, we tested the
relevance of genre and tempo as attractors in the participants’ perceptual space, and
added timbre as third control variable in the large scale experiment. In the dimensional
analysis, we used a combination of scaling and discriminant functions to reduce the data
dimensionality and distill the data to gain insight into the important factors underlying
the organization of the participants’ perceptual space, both globally and contextually.
In chapter 4, the perceptual data collected in the large-scale experiment were used to
train and test a linear model using publicly available audio feature extractors. The purpose was to evaluate algorithmic performance using experimentally controlled perceptual
data, comparing the predictive power for music similarity using different feature extractor
algorithms, and to determine which semantic set of audio features, among pitch, rhythmic,
timbre, loudness features, had the best descriptive power in that task.

93

5 Conclusions

The aim of the research presented in this thesis was to gain a better understanding of the
musical dimensions involved in the perception of similarity between songs selected from
several genres of Western popular music. In particular, we wanted to collect a controlled
and relatively large database of perceptual similarity data, to investigate if a consistent perception of similarity exists, both within and across participants. We also wanted to analyze
the participants’ perceptual space to examine which music dimensions act as strong attractors between song excerpts selected from several genres and to determine a quantitative
measure of relevance for the purpose of algorithmic prediction.

5.1 Summary of findings
In both perceptual experiments, we evaluated within-participant concordance to measure how stable the participants’ perception of music similarity is over time, and acrossparticipant concordance to measure the level of common agreement on ranking music
similarity between participants. In the large-scale experiment, we found significant withinparticipant concordance for 90% of participants and significant across-participant concordance on 100% of the tested triads. These results support the existence of a stable personal
interpretation of similarity in music and suggest the presence of a common model underlying participants’ perception of music similarity. These results are in line with the findings
of Logan and Salomon (2001) and Pampalk (2006b) on across-participant concordance and
extend their validity using a larger group of participants. We did not find any statistically
significant differences between musicians and non-musicians and between participants being
familiar and unfamiliar with the selected songs in within- and across-participant concordance. The three control variables used in the excerpt selection, genre, tempo and timbre,
showed statistically significant saliency and a hierarchical degree of impact on participants’
pair rankings (genre > tempo > timbre). This hierarchy is in agreement with the findings
of previous studies that used different experimental methodologies (Chupchik et al., 1982;
Lamont and Dibben, 2001; McAdams and Matzin, 2001), and extends the validity of the
previous results to a larger set of songs and genres of Western popular music.
The reliability of the experimental design and of the collected data was tested through
two side experiments and several data cross-checks. The design efficiency and low complexity of the task for the participants is indicated by the relatively small experimental time
per participant (about two hours). The data collected through the large scale experiment
were used to generate the map of the participant perceptual space.
The quantitative analysis of the perceptual space generated found three axes that maximized the separation of the excerpt classes, a posteriori labeled “slow-fast”, “vocal-non
vocal”, and “synthetic-acoustic”. The discriminability of the excerpt classes can be used as
a measure of how relevant each axis is. The high correlation found between the excerpt
tempo in beats per minute and the excerpt projections on the slow-fast axis strengthens
the interpretation of the first axis. The vocal-non vocal and synthetic-acoustic axes show
again the significant relevance of timbre in influencing participants’ perception of music
similarity. A final qualitative result of our analysis showed that the relevance of the factors
responsible for the grouping of excerpt subsets is context dependent. This result is in line
with the suggestions of Cambouropoulos (2009) and a previous experiment by Eerola and
Bregman (2007) who found an influence of context in the case of MIDI melodies; our findings extend their conclusions to audio material. Because of the influence of context, future
research using a similar paradigm but different song sets is needed to verify how much the
present results can be generalized to predict inter-song similarity using several genres of
Western popular music.
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Finally it was tested if the perceptual data collected in a controlled experiment, used for
algorithm training, can indeed improve the performance of feature extraction algorithms
in the task of predicting similarity between songs selected from several genres of Western
popular music. For this purpose we used five algorithmic feature extraction frameworks
to construct a linear model for prediction of music similarity: Pampalk’s MA toolbox,
Lartillot’s MIR toolbox, Tzanetakis’ Marsyas, Ellis’ Chroma features and Lidy’s rhythmic
features. The MA toolbox also provided a function, the G1C model winner of MIREX
2006 competition, to estimate music similarity (Pampalk, 2006b), that we used to compare
the performance of our linear model.

We compared the algorithm performance using different feature subsets to compare
the predictive power of the five frameworks of the different authors and of the features
grouped in four musicological categories: pitch, rhythm, loudness, and timbre. Among the
five frameworks for feature extraction, Lartillot’s MIR toolbox has the features with the
most predictive power for our perceptual data. Timbre features were found to be the most
important for the music similarity task. This result supports the perceptual findings of
chapters two and three: Timbre properties of the audio files are among the most influential for the perception of music similarity. As an important experimental side result, the
evaluation of algorithm performance using different training and test separation conditions
stressed the importance of the controlled independence of the two sets for a correct model
computation and evaluation; their non overlap is not a sufficient condition. Intrinsic uncontrolled information can relate the two sets and alter the performance evaluation as pointed
out by Pampalk (2007) in the case of same-artist filters: using two non overlapping song
sets for training and test but containing songs from the same artist can artificially improve
performance.
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Through multivariate linear regression we calculated the best coefficients to weight each
feature-value difference between songs in a linear model. The model was first used to predict
the perceptual distances between songs in the participant perceptual space. The model
could predict 24.2±2.8% of the variance accounted for when using two independent training
and test sets, while the estimated theoretical performance maximum, based on participant
consistency, is 45%. We then used the model to predict the participants’ answers in
the triadic comparisons task and evaluated its performance counting the percentage of
agreement with the participants: the trained linear model can correctly predict 52.3 ±
0.5% of the most similar pairs within song triads. In this case, the estimated theoretical
performance maximum, based on participant consistency on the most similar pair rankings
is 78±8%. On our perceptual data, in both tasks the linear model outperforms the state-ofthe-art G1C model by Pampalk. Using a selection of 20 features, the model performance
is 49%: a compromise between computational time and algorithmic performance for an
application that automatically predicts music similarity.

5.2 Final considerations and future work
The large-scale Web-based perceptual experiment described in this thesis is one of the
most complete attempts to collect perceptual data on similarity between songs selected
from several genres of Western popular music providing a relatively large perceptual data
base with experimentally-controlled noise in the data; however, the rather low performance
of both Pampalk’s G1C model and our linear regression model on the task of reproducing
perceptual distances, reflects the challenge of automatic representation of music similarity.
The low performance can be related to many causes that future research might investigate. One factor is the predictive power of the features: New features can, in the future,
better represent the variability of the musical signal, or the perceptual data used in the
training process. The number of songs used in our experiments might not be sufficient to
densely represent the perceptual space of the participants. The analysis of the perceptual
space, that we used to label three dimensions, can be extended to the remaining three dimensions and possibly find a correlation with some other music aspects; timbre and genre,
that have shown to be relevant dimensions in the second and third chapter of this thesis,
are multifaceted concepts that need further investigation. In particular, further research
might derive which set of low level audio properties can accurately describe them. The
assumption that a linear model can reproduce perceived similarity is a constraint; although
we verified the scarce influence of using few sets of non linear functions of the feature values,
this does not reject the hypothesis of nonlinearity in the process.
The investigation of the participant perceptual space shows that the influence of different
music dimensions can be global or contextual, i.e., depend on the stimulus subset. This
result might be responsible for the low algorithm performance, and raises the problem
of how to formally express the contextual and global influence of control variables into
an algorithmic model. In this respect, our experimental methodology can be extended
to test how the perceived distance between a specific song pair depends on a third song.
We can select pairs of excerpts with very small or large distances from the perceptual
space constructed from the data of the large scale experiment. We can then add the
specific song pair (with large or short distance) to different stimulus sets (contexts) and
use each stimulus set for a complete listening experiment. For each experiment, we can
compute the representation of the perceptual space to investigate how the pair distance
changes. This procedure would allow us to test the perceptual relevance of the Krumhansl
similarity distance, which considers the perceptual distance to be dependent on the local
contextual density of objects in the perceptual space: “two points in a relatively dense
region of a stimulus space would have a smaller similarity measure than two points of
equal interpoint distance but located in a less dense region of the space” (Krumhansl,
1978). We expect the distance of a pair of similar songs to be relatively independent from
the context. On the other hand, we expect the distance between a pair of dissimilar song
excerpts, e.g., from different genres, to vary if the contextual stimulus selection has songs
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Despite the low overall scores on predicting raw similarity distances, results on the algorithm similarity-based pair-ranking are encouraging. The linear model can correctly
predict 52.3 ± 0.5% of the most similar pairs; which is relatively high considering that
the estimated performance limit, based on participant consistency is 78 ± 8%. The approach of using perceptual data shows a significant improvement (of about 10 percentage
points) with respect to the typical DSP approach, using feature coefficients extracted from
algorithm training with same-author, same-album or other metadata filters. This is particularly evident in the comparison of performance between the G1C model by Pampalk
and our linear model when using only Pampalk’s features: despite the use of the same
audio descriptors, our model trained on perceptual data shows better performance. These
results suggest that perceptual and cognitive understanding of human perception can effectively improve algorithmic performance as expressed by Pampalk et al. (2005) and that the
metadata filters typically adopted for algorithm training and test are not always reliable
indicators for music similarity: when asked about perceived music similarity, participants
in perceptual experiments give different answers than what same-artist, same-album, or
same-genre filters would provide; it is not rare, for example, that listeners find two songs
from different artists more similar than two songs from the same artist.
Although we used a careful separation of the perceptual data in training and test sets, to
avoid overfitting in the estimation of the algorithmic performance, the use of one database
for training and testing can bring internal correlation between the training and test sets.
Future work is needed to estimate the model performance using a new database that has
no song overlap with the selection used in this thesis.
Finally, it has to be also considered that the musical production is very variable: styles
evolve continuously and new recording/mixing techniques are frequently introduced; a system relying on perceptual data, to be representative, must contain updated information,
thus experiments to collect perceptual data must be frequently run. Despite these difficulties, different sources prove the efficiency and reliability of Web experiments in rapidly
collecting controlled perceptual data from many individuals (Honing and Ladinig, 2008)
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from the same genre of one of the excerpts (the distance increases), or songs form a third
genre (the distance decreases). We can use several perceptual experiments to measure the
perceived contraction or expansion index for different song pairs depending on the context.
As a consequence, we can embody the influence of context in a model by introducing a
factor that rescales the values of the predicted distances. Such a model should first gather
information about the stimuli inside a specific triad, e.g., by estimating the genres of each
stimulus, and then calculate the rescaling factor for each pair. A next improvement would
be to experimentally estimate a genre-dependent rescaling factor depending on the possible
combination of genres within a triad. These additions go in the direction of building a
model with dynamic weightings, i.e., in which the feature weightings change according to
the stimulus subset.

(see also chapter two of this thesis).
In conclusion, we have presented a complete framework on how to efficiently collect
experimentally-controlled perceptual data on music similarity between songs selected from
several genres of Western popular music and on how the data can be used for training and
testing of algorithms for music similarity estimation.
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Appendices
Appendices A, B, C, D, E, and F contain the list and details of the song excerpts used in
the various experiments. Appendix G is a description of the five features sets used for the
construction of the linear model for the prediction of music similarity.

106

107

Classical

Country

Country

Funk

Funk

Heavy Metal

Heavy Metal

Hip Hop

Hip Hop

Jazz

Jazz

Pop

Pop

4

5

6

7

8

9

10

11

12

13

14

15

16

Rock

Classical

3

18

Blues

2

Rock

Blues

1

17

genre

number

slow

fast

slow

fast

slow

fast

slow

fast

slow

fast

slow

fast

slow

fast

slow

fast

slow

fast

tempo

100

147

68

190

67

220

80

134

60

168

90

115

85

135

80

140

75

220

BPM

Jimi Hendrix

Queen

Elton John

The Housemartins

F. Sinatra & E. Ellington

E. Fitzgerald & L. Armstrong

Coolio

Dr.Dre and Eminem

Paradise Lost

Metallica

B. Collins

Don Covay

J. Reeves

Cumberland Highlanders

C. Bartoli & G. Fischer

L. V. Beethoven /
London classical players &
Schutz choir of Norrington

B.B. King

S.R. Vaughan

author

Foxey lady

Headlong

Rocket man

Happy hour

I like the sunrise

I’ve got my love to
keep me warm

Gangsta’s paradise

Forgot about Dre

True belief

The prince

Hollywood squares

Overtime man

He’ll have to go

Cumberland mountain
home

Paisiello / Chi vuol la
zingarella

4th Mouvement
Prestissimo

I need you so

Give me back my wig

title

Are you experienced?

Innuendo

Rocket man: the definitive hits

Now that’s what i call quite good

Francis A. Sinatra and
Edward K. Ellington

Verve Jazz Masters

Gangsta’s paradise

2001

Reflection

Garage inc.

Back in the day :
The best of Bootsy Collins

So Soulful 70’s

Greatest hits

Cumberland mountain home

Se tu m’ami - Arie antiche

Symphony no.9 Op. 125

Reflections

Martin Scorsese presents
Stevie Ray Vaughan

album

1979

1991

2007

1988

1967

1957

1995

1999

1998

1998

1976

1999

1972

2000

1992

2005

2003

1986

year

Table 5.1: Appendix A - Exploratory study: Excerpt selection

Experience Hendrix

Queen prods.

Mercury records

Go! Disc ltd.

Warner Bros / Wea

Polygram Records

Warner strategic market

Aftermath ent.
Interscope records

Pid

Elektra / Wea

Warner Bros

Kent

BMG entertainment

Rural rhythm

Decca music group ltd.

EMI records

Geffen records

Montreux sounds S.A.

publisher

0:56-1:06

0:30-0:40

1:30-1:40

0:33-0:43

0:41-0:51

0:57-1:07

0.51-0.61

1:19-1:29

0:50-1:00

1:30-1:40

1:10-1:20

0:10-0:20

0:30-0:40

0:40-0:50

1:10-1:20

1:20-1:30

0:15 - 0:25

1:20-1:30

begin/end

Table 5.2: Appendix B - Exploratory study: Excerpt composition per repeated triad
triad number

first excerpt

second excerpt

third excerpt

triad 1

3 - Classical - Fast

4 - Classical - Slow

10 - Heavy Metal - Slow

triad 2

3 - Classical - Fast

4 - Classical - Slow

11 - Hip Hop - Fast

triad 3

3 - Classical - Fast

9 - Heavy Metal - Fast

11 - Hip Hop - Fast

triad 4

8 - Funk - Slow

10 - Heavy Metal - Slow

16 - Pop - Slow

triad 5

1 - Blues - Fast

4 - Classical - Slow

9 - Heavy Metal - Fast

triad 6

5 - Country - Fast

11 - Hip Hop - Fast

triad 7

3 - Classical - Fast

8 - Funk - Slow

12 - Heavy Metal - Slow

triad 8

4 - Classical - Slow

14 - Jazz - Slow

15 - Pop - Fast

triad 9

10 - Heavy Metal - Slow

12 - Hip Hop - Slow

18 - Rock - Slow

triad 10

5 - Country - Fast

14 - Jazz - Slow

15 - Pop - Fast

14 - Jazz - Slow

Table 5.3: Appendix C - CBD versus BIBD experiment: Excerpt selection (see Appendix A for excerpts details)
number

number as
in Appendix A

genre

tempo

author

title

1

3

Classical

slow

C. Bartoli & G. Fischer

Paisiello / Chi vuol la zingarella

2

4

Classical

fast

L. V. Beethoven /

Symphony no.9,
Op. 125, 4th movement

3

5

Rock

slow

Jimi Hendrix

Foxey lady

4

6

Rock

fast

Queen

Headlong

5

10

Heavy Metal

slow

Paradise Lost

True belief

6

13

Jazz

slow

F. Sinatra & E. Ellington

I like the sunrise

7

14

Jazz

fast

E. Fitzgerald & L. Armstrong

I’ve got my love to keep me warm

8

17

Country

slow

J. Reeves

He’ll have to go

9

18

Country

fast

Cumberland Highlanders

Cumberland mountain home

Table 5.4: Appendix D - CBD versus BIBD experiment: Excerpt composition of the
triads used for the six symmetrical permutations. In parenthesis we report
the excerpt numbers as referenced in Appendix A.
triad number

first excerpt

second excerpt

third excerpt

triad 1

1 - Classical - Slow (3)

2 - Classical - Fast (4)

7 - Jazz - Fast (14)

triad 2

3 - Rock - Slow (5)

4 - Rock - Fast (6)

6 - Jazz - Slow (13)

triad 3

1 - Classical - Slow (3)

3 - Rock - Slow (5)

7 - Jazz - Fast (14)

108

109

genre

Afro-Pop

Afro-Pop

Afro-Pop

Afro-Pop

Afro-Pop

Afro-Pop

Blues

Blues

Blues

Blues

Blues

Blues

Classical

Classical

Classical

number

1

2

3

4

5

6

7

8

9

10

11

12

13

14

15

slow

fast

fast

slow

slow

slow

fast

fast

fast

slow

slow

slow

fast

fast

fast

tempo

80

158

162

61

60

63

220

170

220

82

88

89

170

130

112

BPM

vocal

piano

guitar

vocal

piano

guitar

vocal

piano

guitar

vocal

piano

guitar

vocal

piano

guitar

timbre

acoustic

acoustic

acoustic

acoustic

acoustic

synthetic

acoustic

acoustic

synthetic

acoustic

acoustic

acoustic

acoustic

acoustic

acoustic

synthetic/
acoustic

C. Bartoli & G. Fischer

F. Chopin /
C. Dutoit, M. Argerich

J.S. Bach /
E. Fernandez

Johnny B. Moore

Big Mama Thorton

Johnny Winter

S.R. Vaughan

Roosevelt Skies

Little Charlie
& The Nightcats

Youssou N’Dour

Abdullah Ibrahim

Chief Ebenezer Obey

ARC music productions

Don Pullen & African
Brazilian Connection

Salif Keita

author

Paisiello /Chi vuol
la zingarella

Piano concerto 2

Prelude suite no.4

Back door friend

I feel the way i feel

I smell trouble

Give me back my wig

Hot pants

Percolatin’

Se tu m’ami - Arie antiche

Chopin: Piano Concertos
Op.21 III, 1 & 2

Johann Sebastian Bach:
4 Suites for Lute

Live at Blue Chicago

Big Mama Thornton & Muddy
Waters Blues Band - 1966

Crucial guitar blues

Martin Scorsese presents
Stevie Ray Vaughan

Music is my busyness

Crucial guitar blues

The lion

The journey

the nation
Hajj (the jurney)
Macoy

Ju ju jubilation

Traditional songs
and dance from Africa

Live...again

Folon

album

Operation feed

Tongoyo

Yebino spring

Tekere

title

Table 5.5: Appendix E - Large scale experiment: Excerpt selection (1)

1992

1999

2004

1996

2004

2003

1986

2001

2003

1989

1978

1998

2003

1995

1995

year

Decca music group

EMI classics

Oehms Classics

Delmark

Arhoolie Records

Alligator records

Montreux sounds

Corazong records

Alligator records

Virgin records

Chiaroscuro records

EMI records

ARC music
productions

Blue note records

Mango

publisher

1:10-1:20

1:15-1:30

1:25-1:40

1:35-1:50

0:20-0:35

0:02-0:17

1:20-1:35

0:53-1:08

1:22-1:37

1:40-1:55

1:12-1:27

2:30-2:45

0:35-0:50

7:30-7:45

0:10-0:25

begin/end
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genre

Classical

Classical

Classical

Country

Country

Country

Country

Country

Country

Electronica

Electronica

Electronica

Electronica

Electronica

Electronica

Folk

number

16

17

18

19

20

21

22

23

24

25

26

27

28

29

30

31

fast

slow

slow

slow

fast

fast

fast

slow

slow

slow

fast

fast

fast

slow

slow

slow

tempo

122

90

70

50

144

160

112

87

67

105

282

150

120

80

80

80

BPM

guitar

vocal

piano

guitar

vocal

piano

guitar

vocal

piano

guitar

vocal

piano

guitar

vocal

piano

guitar

timbre

acoustic

synthetic

synthetic

acoustic

synthetic

synthetic

synthetic

acoustic

acoustic

acoustic

acoustic

acoustic

acoustic

acoustic

acoustic

acoustic

synthetic/
acoustic

Sarah Bolen

Kraftwerk

Robert Miles

Chemical Brothers

Prodigy

Goldie

Daft Punk

George Jones

Hargus Robbins

Willie Nelson

Statler Brothers

Floyd Cramer

Chet Atkins

W.A. Mozart

E. Satie

J. Rodrigo

author

Fantasy

The man-machine

Children
(dream version)

Where do i begin

No good
(start the dance)

Crystal clear

Robot rock

The grand tour

I’m hurting

Blue eyes crying
in the rain

Flowers on the wall

On the rebound

Yakety axe

Requiem - Introitus

Gymnopédies

Adagio

title

Naked on the inside

The man-machine

Dreamland

Dig your own hole

Music for the jilted generation

Saturnz return

Human after all

George Jones: The definitive
country collection

Belly up to the bar:
classic country and western

All the songs i’ve loved before

Pulp Fiction - collector’s edition

20 greatest hits

The essential Chet Atkins

W.A. Mozart / Norrington,
London Classical Players, et al.

Gymnopédies

Concierto de Aranjuez
Fantasía para un Gentilhombre

album

Appendix E - Large scale experiment: Excerpt selection (2)

2001

1978

1996

1997

1995

1998

2005

2003

2005

2002

1994

207

1972

1999

2000

1994

year

Sarah Bolen

Capitol

Arista

Astralwerks

Mute

Ffrr records

Virgin records

Epic

Time records

Special marketing

MCA records

Gusto records

BMG entert.

Virgin records

EMI classics

Philips

publisher

3:15-3:30

1:26-1:41

0:54-1:09

0:15-0:30

5:40-5:55

4:01-4:16

0:25-0:40

0:24-0:39

0:20-0:35

1:10-1:25

0:07-0:23

0:35-0:50

1:20-1:35

2:25-2:40

0:10-0:25

9:25-9:40

begin/end

111

genre

Folk

Folk

Folk

Folk

Folk

Hip Hop

Hip Hop

Hip Hop

Hip Hop

Hip Hop

Hip Hop

Jazz

Jazz

Jazz

Jazz

number

32

33

34

35

36

37

38

39

40

41

42

43

44

45

46

slow

fast

fast

fast

slow

slow

slow

fast

fast

fast

slow

slow

slow

fast

fast

tempo

102

220

270

260

80

80

85

136

96

100

66

78

82

126

122

BPM

guitar

vocal

piano

guitar

vocal

piano

guitar

vocal

piano

guitar

vocal

piano

guitar

vocal

piano

timbre

acoustic

acoustic

acoustic

synthetic

synthetic

synthetic

synthetic

synthetic

synthetic

synthetic

acoustic

acoustic

acoustic

acoustic

acoustic

synthetic/
acoustic

Bireli Lagraine

E. Fitzgerald and
L. Armstrong

Herbie Hancock

Mike Stern

Arrested Development

Beastie boys

Cypress Hill

Busta rhymes

Outkast

Public enemy

P. Seeger

Gary Remal Malkin

Cheryl Wheeler

The Seeger Family

Jeff Little

author

Insensatez

I’ve got my love
to keep me warm

One finger snap

Good question

People everyday

Ricky’s theme

Amplified

Gimme some more

Mrs Jackson

New whirl odor

My name is Liza
Kalvelage

Appalachian sunrise

But the days and
nights are long

Muskrat

Grassy creek

title

Bireli Lagrene: Standards

Verve jazz masters

Empyrean isles

Who let the cats out?

3 Years 5 months
& 2 days in the Life of

The in sound from way out!

Stoned raiders

The best of Busta rhymes

Stankonia

New whirl odor

Waist deep in the big muddy
and other love songs

The music of the great
smoky mountains

Sylvia hotel

Animal folk songs for
children and other people!

Piano man from blue ridge

album

Appendix E - Large scale experiment: Excerpt selection (3)

1992

1957

1964

2006

1992

1996

2001

2001

2000

2005

1967

1996

1999

1992

2003

year

Blue note records

Polygram records

Blue note

Heads up

Capitol

Capitol

Sony

Elektra / Wea

La face

Slam jamz records

Sony

Real music

Philo / Umgd

Rounder

Jeff Little

publisher

1:12-1:27

0:57-1:07

2:43-2:58

1:30-1:45

0:27-0:43

0:08-0:23

0:08-0:23

1:00-1:15

3:57-4:13

9:30-9:45

1:35-1:50

1:18-1:33

1:52-2:07

0:38-0:53

1:20-1:35

begin/end

112

genre

Jazz

Jazz

Latin

Latin

Latin

Latin

Latin

Latin

Pop

Pop

Pop

Pop

Pop

Pop

R&B

R&B

number

47

48

49

50

51

52

53

54

55

56

57

58

59

60

61

62

fast

fast

slow

slow

slow

fast

fast

fast

slow

slow

slow

fast

fast

fast

slow

slow

tempo

134

135

68

67

79

190

135

207

81

105

101

167

270

220

64

66

BPM

piano

guitar

vocal

piano

guitar

vocal

piano

guitar

vocal

piano

guitar

vocal

piano

guitar

vocal

piano

timbre

synthetic

synthetic

acoustic

acoustic

acoustic

acoustic

acoustic

synthetic

acoustic

acoustic

acoustic

synthetic

acoustic

acoustic

acoustic

acoustic

synthetic/
acoustic

James Taylor’s Quartet

L. Buksbaum &
S. P. Schreer

Elton John

Lionel Ritchie

Eric Clapton

The Housemartins

Tori Amos

The Bangles

Ibrahim Ferrer

Buena vista social club

Compay Secundo

Manu Chao

Jesus Alemany

Vieja Trova Santiaguera

Billie Holiday

Frank Morgan

author

Splat

Can’t catch me

Rocket man

Easy

Tears in heaven

Happy hour

Cornflake girl

Walk like an egyptian

Mil congojas

Buena vista
social club

Es mejor vivir asì

La marea

Tumbao de coqueta

Cuida eso

Good morning
heartache

Mood indigo

title

Message from the godfather

Sports highlights vol. 2

Rocket man: The definitive hits

The definitive collection

The best of Eric Clapton

Now that’s what i
call quite good

Under the pink

Greatest hits

Buenos hermanos

Buena vista social club

Lo mejor de la vida

Proxima estación: esperanza

Cubanismo!

La manigua

The Billie Holiday songbook

Mood indigo

album

Appendix E - Large scale experiment: Excerpt selection (4)

2001

2006

2007

2003

1999

1988

1994

1990

2003

1997

1998

2001

1996

1998

1952

1990

year

Ubiquity recordings

Freeplaymusic, BMI

Mercury records

Motown

Reprise / Wea

Go! Disc

Atlantic / WEA

Sony

Nonesuch

Nonesuch

Nonesuch

Virgin records

Hannibal

Virgin records

Polygram records

Polygram records

publisher

0:35-0:50

0:30-0:45

1:30-1:40

0:00-0:15

2:32-2:47

0:33-0:48

4:05-4:20

1:31-1:46

1:15-1:30

0:28-0:43

0:02-0:17

0:00-0:15

2:37-2:52

0:00-0:15

0:20-0:35

4:04-4:19

begin/end
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genre

R&B

R&B

R&B

R&B

Reggae

Reggae

Reggae

Reggae

Reggae

Reggae

Rock

Rock

Rock

Rock

Rock

Rock

number

63

64

65

66

67

68

69

70

71

72

73

74

75

76

77

78

slow

slow

slow

fast

fast

fast

slow

slow

slow

fast

fast

fast

slow

slow

slow

fast

tempo

80

85

68

162

185

200

70

80

80

155

160

140

70

84

85

133

BPM

vocals

piano

guitar

vocals

piano

guitar

vocal

piano

guitar

vocal

piano

guitar

vocals

piano

guitar

vocal

timbre

synthetic

synthetic

synthetic

synthetic

synthetic

synthetic

acoustic

synthetic

acoustic

synthetic

synthetic

synthetic

acoustic

synthetic

synthetic

acoustic

synthetic/
acoustic

Alanis Morisette

Faith no more

Jimi Hendrix

Black sabbath

Supertramp

AC/DC

Peter Tosh

Bob Marley

Ernest Ranglin

Gentleman

Pannonia allstars

Skavoovie &
The epitones

Aretha Franklin

Niels Landgren

P. Calandra &
S. P. Schreer

Oliver Morgan

author

Right through you

Epic

Little wing

Paranoid

School

Whole lotta rosie

Legalize it

No woman no cry

Below the bassline

Face off

Balkan fever

Nut monkey

Something he can feel

Calvados

Blusey Funk

Roll call (New Orleans
funk and soul)

title

Jagged little pill

The real thing

Experience Hendrix
- The best of Jimi Hendrix

Paranoid

The very best of Supertramp

AC/DC Box set

Legalize it

Legend - The best
of Bob Marley and The Wailers

Below the bassline

Confidence

Budapest ska mood

Fat footin’

Respect: The very best
of Aretha Franklin

Fonk da world

Blues vol. 3

Saturday night fish fry

album

Appendix E - Large scale experiment: Excerpt selection (5)

1995

1989

2000

1990

2001

2006

1999

2002

1996

2004

2002

1996

2002

2001

2006

2001

year

Maverick

Reprise / WEA

Experience Hendrix

Warner bros. / WEA

A&M

Sony Bmg

Sony

Def jam

Island

Four music

Megalith records

Moon Ska/Caroline

Warner / BMG

ACT

Pecamusic / BMI /
Freeplaymusic

Soul Jazz

publisher

0:36-0:51

4:05-4:20

1:58-2:13

0:36-0:51

3:12-3:27

2:13-2:28

0:30-0:45

0:05-0:20

1:18-1:33

1:14-1:29

0:50-1:05

1:43-1:58

0:47-1:02

1:12-1:27

0:00-0:15

0:40-0:55

begin/end

Table 5.6: Appendix F - Large-scale experiment: Excerpt composition per repeated
triad
triad number

first excerpt

second excerpt

third excerpt

triad 1

55 - Pop - Fast - Guitar

56 - Pop - Fast - Piano

57 - Pop - Fast - Vocal

triad 2

52 - Latin - Slow - Guitar

53 - Latin - Slow - Piano

54 - Latin - Slow - Vocal

triad 3

43 - Jazz - Fast - Guitar

44 - Jazz - Fast - Piano

48 - Jazz - Slow - Vocal

triad 4

64 - R&B - Slow - Guitar

65 - R&B - Slow - Piano

66 - R&B - Slow - Vocal

triad 5

31 - Folk - Fast - Guitar

32 - Folk - Fast - Piano

39 - Hip hop - Fast - Vocal

triad 6

26 - Electro - Fast - Piano

29 - Electro - Slow - Piano

23 - Country - Slow - Piano

triad 7

7 - Blues - Slow - Guitar

10 - Blues - Fast - Guitar

13 - Classical - Fast - Guitar

triad 8

73 - Rock - Fast - Guitar

68 - Reggae - Fast - Piano

63 - R&B - Fast - Vocal

triad 9

48 - Jazz - Slow - Vocal

54 - Latin - Slow - Vocal

57 - Pop - Fast - Vocal

triad 10

27 - Electro - Fast - Vocal

36 - Folk - Slow - Vocal

42 - Hip hop - Slow - Vocal

Appendix G - Description of the five feature extraction frameworks

Five feature extraction algorithms have been used to build our linear model for the prediction of music similarity. The chroma features by Ellis (2006) are a representation of
the harmonic content of an audio excerpt. The estimated frequencies are projected onto
12 bins describing the semitonic distribution of notes inside the excerpt folded into one
octave. The routine operates like a spectrogram, extracting information across the frames
of a song, then connecting the chroma information per frame in high resolution chroma
profiles.
The Marsyas framework by Tzanetakis (described in Tzanetakis and Cook (1999)) describes mainly the timbrical aspects of the audio file: the linear prediction cepstral coefficients (LPCC) and mel-frequency cepstral coefficients (MFCCs), have been extensively
used in speech analysis for language recognition, classification or description (Davis and
Mermelstein, 1980; Hermansky, 1990). Spectral centroid, roll-off, spectral flatness and
crest factor flux represent characteristics of the audio spectrum.
Lidy’s and Rauber’s (2005, 2006) framework, based on an old version of the MA Toolbox
by Pampalk (version 0.4), analyses the modulation of amplitude across different auditory
critical bands to extract rhythm patterns, statistical spectrum descriptors, rhythm histograms and to estimate an approximate tempo measure in bpm. The algorithm first
extracts the FFT across the frames of the audio excerpt, then subdivides the information
across the auditory critical bands; it computes the frequency masking within each band to
reproduce the masking occurring in human hearing; then the spectrum is transformed into
a time invariant representation of the amplitude modulation frequency; applying a different
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perceptual weight to the reoccurring modulation frequencies, the algorithm estimates the
rhythmic patterns in the individual critical bands.
The MA toolbox by Pampalk (2004) estimates fluctuation patterns to represent rhythmic
patterns within a song (a similar implementation as Lidy and Rauber), MFCCs to collect
information on the spectral energy, and an estimation of the total loudness of the excerpt.
The periodic histogram (for the high and low parts of the spectrum) is based on a combfilter and describes periodically reoccurring sharp attacks in the audio.
The MIR toolbox by Lartillot, Toiviainen and Eerola (described in Lartillot and Toiviainen (2007)) extracts and groups features in musicological dimensions defined as “tonal”,
“pitch”, “rhythm”, “dynamics”, and “timbre”. In the “dynamics” field we find a frame-based
evaluation of the root mean square of the audio signal. In the “rhythm” field, the framework computes a fluctuation pattern, implementing the approach described for Lidy and
Rauber, containing a fluctuation summary, its highest peak, and its centroid, a tempo
estimation, and the attack times and the attack slopes of the estimated onsets. The “timbre” field is the largest with an estimation of number of zero-crossings, spectral centroid,
brightness, spectral spread, spectral skewness, spectral kurtosis, spectral rolloff, spectral
entropy, spectral flatness, roughness, irregularity, inharmonicity, MFCCs, delta-MFCCs
(first derivative across time of the MFCCs), delta-delta-MFCCs (second derivative across
time of the MFCCs), low energy rate, the spectral flux. The “pitch” field describes the
occurring music pitches using a chromagram description containing: an unwrapped chromagram, its highest peak, and its centroid. The “tonal” field estimates the key clarity, the
modality, i.e. major vs. minor mode, returned as a numerical value, and the flux of the
tonal centroid, also called harmonic change detection function.
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Summary
While listening to a piece of music, listeners automatically build a mental image of the
song by abstracting its most prominent music elements. The mental representation of
these elements is used to compare characteristics of different songs. Experiments have
shown that musical timbre, tempo and genre play an important role in the perception of
both inter- and intra-song similarity. However, it is not clear which musical cues dominate
the listeners’ perception of similarity, and no theoretical or experimental framework has
addressed the problem of establishing a hierarchical description of cue relevance.
One of the main limitations in previous studies is in the narrow experimental methodology and the small number of songs and genres typically used in the perceptual experiments. Recent literature suggests that a large perceptual data-base could improve the performance ceiling reached by existing signal-based music-similarity algorithms. The aims
of the present thesis are to gain a better understanding of the listener’s perception of
similarity between songs of Western popular music and to collect perceptual data on an
extended music data-base for both the test of theoretical models and the implementation
of algorithmic applications.
To investigate the perception of music similarity and collect a perceptual data-base, two
perceptual experiments were conducted: a lab-based exploratory experiment to test and
optimize the experimental method; and a larger-scale web-based experiment to extend the
experimental paradigm to a larger set of stimuli and control variables. Both experiments
used triadic comparisons of song excerpts selected from several genres of Western popular
music: the participants listened iteratively to three song excerpts and chose the most similar
and least similar pair. The experimental method was conceived to maximize the stimulus
set size while keeping a reasonable experimental time for the participants. Data analyses
include an examination of participant concordance to evaluate the existence of a stable
and common perception of music similarity across and within participants, a comparison
of the relative influence of control variables, and the investigation of factors underlying the
organization of the participants’ perceptual space.
The first part of this thesis focuses on the description of the experimental design used
to collect the perceptual data. Several cross-checks of participants’ concordance in various
conditions, and side experiments support the overall robustness of the experimental design
and the simplicity of the task for the participant. The statistically significant concordance
found within and across participants suggests the existence of a stable and common basis
for the perception of music similarity. No difference was found in consistency between
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musicians and non musicians, and between participants classified as familiar and unfamiliar
with the stimulus material. Within our experimental and selected-song context, we found
a statistically significant evidence for a hierarchical salience of the control variables used
in the stimulus selection on participants’ rankings: genre > tempo > timbre.
The second part of the thesis includes a deeper analysis of the participants’ perceptual
space using features calculated from the rankings of the second large-scale experiment.
A quadratic discriminant analysis quantitatively confirmed the qualitative hierarchy of
relevance in control variables found in the first experiment. We defined and labeled three
axes “slow-fast”, “vocal-non vocal”, “synthetic-acoustic” that show significant separation of
the excerpt classes. On the tempo axis, we found high correlation between the logarithm of
the excerpt beats per minute and the projected positions of the excerpts. Finally, we found
that the hierarchical order of relevance of control variables differs if evaluated globally, on
the whole set of stimuli, or contextually, on a specific stimulus subset.
In the last part of the thesis, we used commonly available feature-extraction algorithms
to map the physical properties of each song signal to the participants’ perceptual space,
in order to build an algorithm able to predict participant behavior. In this process, we
evaluated the performance of the specific feature-extraction algorithms and the relevance
of musicologically-grouped feature subsets: pitch, loudness, rhythm and timbre. A trained
linear model can correctly predict 52.3 ± 0.5% of the rankings on the most similar pair
within song triads. This is a good result considering that the theoretical limit of algorithmic
performance is 78 ± 8%, estimated from participant concordance in the perceptual experiment. In predicting the perceptual similarity data, our model outperforms the current
state of the art algorithm from the MIREX 2006 competition. Timbre features were found
to be the most important subset for the prediction of inter-song perceptual similarity.
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