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Chapter 1

Introduction

1.1 Process Support in Healthcare

In many countries, healthcare organizations, such as hospitals, are under increasing
pressure to improve productivity and reduce costs [162]. Specifically, in most Western
nations, the demand for hospital services is growing [222]. Prolonged medical care
for an ageing population, increasing costs associated with the management of chronic
diseases, innovative but costly treatment possibilities, and the need for more healthcare
personnel are important factors in this context. Aspects such as patient safety and the
quality of services delivered to patients are also subject to constant scrutiny and need
to be ensured.

In healthcare organizations, many complex time-consuming, non-trivial processes
are undertaken. Moreover, they need to cater for a diverse and changing range of diag-
nostic and treatment needs. For a group of patients with the same condition, a number
of different examinations and treatments may be required and the order in which they
are conducted can vary greatly. Patient treatment processes often involve several med-
ical disciplines which each have their own characteristic way of working. Therefore, in
order to provide optimal care for patients, effective and efficient coordination between
these medical disciplines needs to be ensured.

In light of these considerations, healthcare organizations need support in control-
ling and monitoring healthcare processes for patients [90]. For these healthcare pro-
cesses, information technology offers new possibilities for improving the quality of care
delivered [208]. In particular, in this thesis, we will focus on the support of organiza-
tional healthcare processes by workflow technology. Organizational healthcare processes
capture the organizational knowledge which is necessary to coordinate collaborating
healthcare professionals and organizational units (e.g. reporting of results or prepara-
tions for surgery) [208]. On its turn, workflow technology focuses on supporting these
kind of processes. Workflow technology represents a class of software products which
enable advanced modeling and execution of processes. Based on process definitions,
Workflow Management Systems (WfMSs) are able to manage the flow of work in pro-
cesses such that individual workitems are done at the right time by the proper person
[10, 109, 167, 338]. The benefits of applying this kind of technology in the healthcare
domain include a reduction in labor costs and more efficient process execution [43].

In this chapter, we introduce the context of the research performed in this thesis
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and the problem statement. First of all, we introduce Business Process Management
(BPM) in Section 1.2. Next, in Section 1.3, the field of workflow management is
introduced and positioned with respect to BPM. In Section 1.4, a characterization of
healthcare processes is provided. The latter allows for presenting a problem definition
and the research goal in Section 1.5. An overview of the research contributions of this
thesis is given in Section 1.6. Finally, the structure of the thesis is outlined in Section
1.7.

1.2 Business Process Management

Many definitions of a business process can be found in the literature. The definition
that is used in this thesis is the following: a business process is a related group of steps
or tasks that use people, information, and other resources to create value for internal
and external customers [47]. It is important to mention that these processes are case-
driven as each execution of a step in a business process can be attributed to exactly
one specific case. Consequently, each instance of the business process is different in
the way it is executed. Organizational healthcare processes that are considered in this
thesis, can in this respect be considered as business processes that are executed in the
healthcare domain. This involves the execution of healthcare tasks that require med-
ical professionals, medical information and other relevant resources. Furthermore, in
most cases value is created for a patient whose illness is treated. That is, by following
the prescribed process, efficiency gains and timeliness are achieved, leading to patients
that live longer and have a better life. In comparison to business processes, health-
care processes tend to be more complex, variable, and less structured. Moreover, as
multiple medical disciplines are involved, they typically involve multiple participants
with different skills. In order to achieve better results for the processes that are exe-
cuted, Business Process Management (BPM) offers a means by which to continuously
improve these processes. BPM includes concepts, methods, and techniques to support
the design, implementation, enactment, and diagnosis of business processes [109].

In Figure 1.1, the BPM life cycle is shown outlining 5 distinct phases that together
form part of the entire process life cycle [233]. The life cycle starts with the design
phase. In this phase, business processes are identified, reviewed, validated, and finally
represented as process models [338]. By means of process models, (parts of) business
processes, and in our case, healthcare processes can be described. In such a process
model, the ordering of process steps is defined. They may also describe how documents
and information are passed from one participant to another [109, 338]. For the creation
of process models, many languages exist, e.g. Petri Nets, Event-driven Process Chains
(EPCs), Business Process Modeling Notation (BPMN), Unified Modeling Languages
(UML), etc. Subsequently, in the configuration phase the process model is defined in
sufficient detail such that it can be implemented. In contrast to the design phase, the
focus shifts to the realization of the corresponding system. In the execution phase
the process is enacted using the configured system. The execution of the process
is monitored during the control phase. This is done by monitoring individual cases
in order to give feedback about their status and also by aggregating execution data
in order to assess the current performance of the workflow. Note that there can be
multiple iterations of the execution and control phases. Finally, in the diagnosis phase,
potential weaknesses in the executed process are investigated with a view to addressing
them in subsequent life cycle iterations. Here, primarily aggregated performance data
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Design

Configuration

ExecutionControl

Diagnosis

Business Process Management

Figure 1.1: BPM life cycle. The BPM life cycle consists of 5 distinct phases being the design,
configuration, execution, control and diagnosis phase.

is considered. However, data of individual cases may also be considered if desired. This
is the domain of techniques like process mining [30] and business process intelligence
[142]. Note that in this last phase the loop is closed. That is, via the diagnosis phase,
information is provided for the analysis of redesigns in the design phase.

BPM is supported by a variety of BPM systems that support collaboration, coordi-
nation, and decision making in business processes [109, 134, 338]. Amongst these BPM
systems, differences can be distinguished in the way tasks are ordered and coordinated.
One specific kind of BPM systems are WfMSs which are introduced in the next section.

1.3 Workflow Management

Workflow management refers to the ideas, methods, techniques, and software used to
support structured business processes [10]. Workflow management is supported by
software packages known as Workflow Management Systems (WfMSs). Strictly speak-
ing, a WfMS is “a system that defines, creates and manages the execution of workflows
through the use of software, running on one or more workflow engines, which is able
to interpret the process definition, interact with workflow participants and, where re-
quired, invoke the use of IT tools and applications.” [206]. WfMSs are helpful in
streamlining process execution, reducing cycle times, and monitoring task completion.

A WfMS typically consists of a number of components. These components are de-
scribed in the reference model of the Workflow Management Coalition (WfMC) which
is shown in Figure 1.2. Together these components provide an overview of the function-
ality provided by a WfMS. The heart of the WfMS is the workflow enactment service
component which comprises multiple workflow engines. This component is responsible
for routing cases through the organization. Based on the business process definition for
a case defined in the process definition tool, tasks are carried out in the right order and
by the right people. Once a task becomes available for execution, the corresponding
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Figure 1.2: Workflow Management Coalition Reference Model [80].

workitem is communicated to users via the workflow client application. Note that a
workitem is the combination of a case and a task which is about to be carried out.
Typically, workitems are presented by means of a worktray where they can be selected
and performed. Workitems may also be executed automatically via invoked applica-
tions. The execution of cases is monitored and managed by the administration and
monitoring tools component allowing for e.g. the modification of the underlying pro-
cess model for an individual instance or the provision of information about the number
of cases in the process. Finally, an interface supporting potential interoperation with
other WfMSs is provided by the other workflow enactment service component.

There are many dedicated WfMSs, such as TIBCO Staffware [316],
BPM|One [51], FileNet [125], IBM WebSphere [171], and COSA [85]. Most ERP-
systems also include workflow components, e.g. SAP R/3 [164], and Oracle [239].

In Figure 1.3 we have identified the link between BPM and classical WfMSs. That
is, the box at the right indicates which phases of the BPM life cycle are supported
by classical WfMSs. It can be seen that classical WfMSs provide strong support for
the configuration and execution phases whereas for the design and control phases only
(very) basic support is provided and for the diagnosis phase no support is provided.
For the design phase, support is offered for designing process models that define the
order in which tasks are executed, by which people, and which information is available.
However, support for redesigning processes is typically not available as no support is
provided for the diagnosis phase. For the control phase typically some basic aggregated
data concerning running cases is available, like the number of running cases or the state
of cases.

In the last few years it can be seen that the focus of WfMSs / BPM systems has
expanded from pure automation to complete support including the diagnosis phase. For
example, BPM|One incorporates process mining techniques in order to provide support
for the diagnosis phase. Furthermore, for running cases, insights can be obtained about
how they are functioning (e.g. detection of bottlenecks) and necessary adjustments can
be made (e.g. allocation of tasks to different users).
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Figure 1.3: WfMSs cover only part of the BPM life cycle.

1.4 Characterization of Healthcare Processes

In this thesis, the focus will be on the support of organizational healthcare process by
workflow technology. In order to provide a problem definition and to clearly state the
research goal that will be addressed in this thesis, first some additional background
about healthcare processes will be provided.

In healthcare, a wide range of processes are executed, many of which have different
characteristics [224]. For example, in the Shouldice hospital in Canada only one kind
of surgery is performed, namely abdominal hernia repair [333]. As this is a relatively
low tech procedure, the entire surgical procedure is meticulously planned. At day one,
the patient is examined; on day two, surgery takes place; and on day four, the patient
is discharged.

The care process in the Shouldice hospital is very different from the healthcare
processes for dealing with chronically ill patients. For a single patient, such a process
may take years and consists primarily of medical tests or treatments performed at
regular intervals. Consider for example the treatment of rheumatoid arthritis patients.
At the beginning some tests are performed to diagnose the patient. After diagnosis,
the process typically continues with regular sequences of lab tests and visits to the
outpatient clinic. In this way, knowledge about the current status of the illness is
obtained and a decision can be made about the subsequent treatment steps.

In contrast to the two previously mentioned examples are the processes in which
different medical departments, that are necessary for the treatment of specific patient
groups, are brought together. For example for the treatment of a patient with breast
cancer the collaboration of several medical departments, such as radiology, radiother-
apy, medical oncology, and surgery is required. Typically, the process consists of an
intensive period of care that is delivered to diagnose and treat a patient.
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Figure 1.4: Characterizing healthcare processes by outlining the main kinds of healthcare processes
[214].

From the above mentioned examples it can be seen that healthcare processes range
from highly standardized processes till less structured processes. In order to come to
a good understanding of healthcare processes, the main characteristics of them will be
discussed. In Figure 1.4 the main kinds of healthcare processes are shown together
with the relationship between them [214].

Starting from the top rectangle in the figure, in general, for healthcare processes
a division can be made into medical treatment processes and organizational processes
[208]. Medical treatment processes capture the diagnostic and therapeutic procedures
to be carried out for a particular patient [208]. They can be seen as a diagnostic-
therapeutic cycle consisting of patient observation, medical reasoning, and decision
making. Conversely, organizational processes capture the organizational knowledge
which is necessary to coordinate interoperating healthcare professionals and organi-
zational units. For example, the planning of a medical test requires the reservation
of a room, necessary medical equipment needs to be available, and that both the pa-
tient and the medical specialist are present. Furthermore, any necessary preparation
preceding a test needs to be finalized.

There are some important differences between organizational and medical treatment
processes. Medical treatment processes provide support for medical decision making by
means of medical guidelines or medical pathways. In contrast, organizational processes
are concerned with the logistics of work processes, not with the (medical) content of
individual tasks. Clearly, no support is provided with regard to the selection of process
paths unless routing can be done on the basis of data elements. However, it needs to
be mentioned that medical treatment processes and organizational processes are often
intertwined with each other, i.e. these two kinds of processes do not operate completely
independently from each other. In order to provide optimal support for healthcare
processes, effective support for both organizational and medical treatment processes is
necessary and both areas can and should complement each other [57, 218, 315]. This
fact is also recognized in the literature where already research has been performed in
order to bridge the gap between approaches for supporting either organizational or
medical treatment processes (see for example [57, 139, 244, 257, 311, 315]).

However, as already indicated before, in this thesis we focus on the support of or-
ganizational healthcare processes by workflow technology. An important characteristic
in the context of organizational processes, and which is influential for the course of
a process, is predictability. The predictability of a process determines to what extent
the course of an illness and the corresponding treatment can be predicted [66, 97].
The predictability is low for acute care processes, because when treating critically ill
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patients, conditions change rapidly. Furthermore, the predictability is also low for care
processes that deal with patients for whom the probability of complications is high. For
both kinds of processes, once a complication occurs it has significant impact on the
process that is executed and may require dramatic changes to the entire process or
parts of it [215].

Elective care processes are (highly) predictable. For these kinds of processes it is
medically sound to postpone treatment for days or weeks. In principle, these processes
can be planned, but as will be discussed below, variations exist. For elective care
processes there are several important factors that influence the course of a process.
From a patient point of view these are the condition of the patient themself and the kind
of complaints the patient is suffering from. Additionally, for these patient complaints
it is important whether they are well understood and whether they are well defined.
Finally, from a process point of view, it is important whether knowledge exists about
the course of a process and the outcome of therapies.

Taking these factors into account, elective care can be divided into routine and non-
routine care processes. Routine processes are processes that can be completely planned
and are typically defined for treatment of diseases for which an evidence knowledge
base concerning the diagnostic course and outcome of therapy exists. Clearly, routine
processes are possible for well-defined complaints with almost 100% certainty about the
process required and the resulting outcome [97]. Moreover, a clear diagnostic-treatment
path can be defined, outlining the different diagnostic and therapeutic procedures and
their specific timing.

For non-routine processes, the doctor proceeds in a step-by-step way, checking the
patient’s reaction to an individual treatment and deciding about the steps to be taken
next [97]. As a result, these next in the process can be planned while for later parts of
the process this may not be possible. For example, for the next visit of a patient, the
doctor may require that an MRI and lab test are performed. However, the steps to
be taken after the next visit are decided during the visit itself. How well the process
can be planned depends on the condition of the patient, the kind of complaints the
patient is suffering from and whether these complaints are well understood. Moreover,
it also depends on existing evidence concerning the course of an illness. It should be
noted that the decision about subsequent steps to be taken is not made by just one
doctor. When complex care needs to be delivered, cooperation between various doctors
across different medical disciplines is necessary to decide on and execute parts of the
individual patient’s care plan.

Finally, it needs to be mentioned that organizational processes are not static and
may change over time. For example, new medical tests may be introduced and existing
steps in the process may become obsolete. Moreover, government bodies, health insur-
ers, and patients are putting increased pressure onto hospitals to improve the quality of
the services that are delivered. This requires that processes are constantly monitored
to ensure that defined service levels are met and that these processes are performed
efficiently.

1.5 Problem Definition and Research Goal

With regard to the application of workflow technology in the healthcare domain it
can be seen that up till now, the “widespread” adoption and dissemination of workflow
technology is the exception rather than the rule [208, 231, 257]. It can be assumed that
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this is related to the fact that workflow technology cannot provide sufficient support
for the way that healthcare processes are performed in practice.

In the previous section, healthcare processes have been discussed in detail. As
has been shown, different types of processes pose different demands with regard to
the flexibility that needs to be provided by the workflow system in order to provide
optimal process support. Here, process flexibility should be seen as the ability to deal
with both foreseen and unforeseen changes, by varying or adapting those parts of the
process that are affected by them, whilst retaining the essential format of those parts
that are not impacted by the variations.

Many different solutions have been proposed in order to add flexibility to WfMSs
[158, 292] including dynamic change [259], case handling [28], and worklets [40]. Un-
fortunately, current workflow systems still fall short in this area, an observation often
reported in literature [12, 28, 120, 197, 292]. One exception to this is that of elective
routine healthcare processes which are of a rigid nature. They can be well supported
by contemporary WfMSs.

Obviously, process flexibility is an important requirement and therefore needs to
be provided by workflow technology in order for it to be successfully applied in the
healthcare domain. In this thesis, we will be focusing on organizational healthcare
processes. For them, flexibility is important in order to be able to deal effectively with
variations in the course of a patient process. However, flexibility is not the topic of
this thesis. Rather, its focus will be on issues neglected in literature and not supported
by contemporary systems. In particular, we will concentrate on the particular needs
arising from the healthcare domain.

1.5.1 Appointments

One of these needs relates to the fact that contemporary WfMSs offer workitems to
users via specific worklists. At an arbitrary point in time, users can select workitems
from this list without having a schedule for their completion in mind. However, health-
care is a prime example of a domain where the effective execution of workitems is often
tied to the availability of multiple scarce resources, e.g. medical professionals like doc-
tors. This holds for all the types of organizational processes that have been identified
in Section 1.4. In order to maximize the effectiveness of individual resources and min-
imize process throughput times, typically an appointment-based approach is used for
scheduling the workitems that need to be done by these resources. However, often the
scheduling of these appointments is undertaken on a manual basis not taking into ac-
count preceding tasks that need to performed on-time in order to prevent the need for
subsequent rescheduling. For example, a doctor can not perform surgery without re-
serving an operating theater and making sure that the assistants (e.g. anesthesiologist
and one or more nurses) and patient are all present as well.

Clearly, many tasks in healthcare are driven by concrete appointments. For these
appointments, enough time needs to be reserved in between them in order to avoid the
need of rescheduling. However, current WfMSs do not provide support for the calendar-
based scheduling of tasks as a means of ensuring that they are performed by one or more
resources at a specified time. Therefore, one of the core challenges addressed in this
thesis is to augment existing WfMSs with calendar-based scheduling support.
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1.5.2 Workflow Fragments

As becomes clear from the previous section, for many healthcare processes the doc-
tor proceeds in a step-by-step way when deciding about the steps to be taken next.
More specifically, the patient process for them can be characterized as follows. This is
illustrated by the example which is depicted schematically in Figure 1.5.

Figure 1.5 shows the possible patient process of two patients. For patient “Sue”
the process starts with the first visit to the outpatient clinic (the process instance
which is named “visit:Sue 25/01”). For the first visit, first some initial preparations
are necessary (task “initial preparations”). After this, the results of previous tests are
received (task “receive”). Then, a doctor decides about the next step(s) that need
to be taken (task “decide”) followed by brochures that are provided by a nurse (task
“brochures”). As indicated by the outgoing arcs from the “decide” task, the doctor
decides that for patient “Sue” a second visit is necessary (“visit:Sue 10/02”), a lab test
needs to be taken (“lab:Sue 25/01”), and that Sue’s case needs to be discussed during
a multidisciplinary meeting (“MDM:05/02”). For the lab test that needs to be taken,
first a blood sample is taken which is investigated (task “blood test”). Subsequently,
a report describing the result of the lab test is sent (“send report”), and the report
is archived (task “archive”). Note that as the report is required as input for the
second visit, there is an arc leading from the “send report” task to the “receive” task
of the second visit. At the multidisciplinary meeting, multiple patients are discussed
individually. First, some initial preparations need to be taken for the meeting (task
“initial preparations”) after which patients can be registered for the meeting (task
“registration”). Then at the meeting itself, for the registered patients, a decision is
made about the next steps that need to be taken (task “decide”). Finally, reports are
sent out (task “send reports”). Note that Sue is registered for the meeting and that
the resulting report is necessary as input for the second visit.

For patient “Anne” a similar process is followed. However, instead of a lab test an
X-ray is taken (x-ray:Anne 26/01). Note that for both patients many more options may
be possible. For example, for Sue an MRI or CT test may be necessary, which is either
initiated at the second visit (task “decide”) or during the multidisciplinary meeting
(task “decide”). Alternatively, the result of the lab test for Sue may be necessary as
input for the multidisciplinary meeting instead of the second visit. Also note that both
Anne and Sue are discussed at the multidisciplinary meeting. So, process instance
“MDM 05/02” operates at a different level of granularity (a group of patients) than
the other instances shown in Figure 1.5 (a single patient).

As is illustrated by this small example, the patient process for an individual patient
typically consists of a number of (small) workflow fragments that run in conjunction
with each other. A workflow fragment describes a standardized process in which the
necessary steps and the ordering of them is known. For example, for a lab test it
is clear what needs to be done from the moment on that the test is ordered up to
the final reporting of the results of the test. However, these fragments may interact
in many different ways with each other. In other words, although process fragments
execute independently from each other, due to the interactions between them, a certain
“magnetic force” exists between them.

So in summary, the entire patient process should be seen as a cloud of standard-
ized workflow fragments for which the ultimate selection of these fragments and the
interactions between them is patient specific. Current workflow languages require that
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Figure 1.5: Interacting workflow fragments.

the complete workflow is described as one monolithic overarching workflow [34]. As
a consequence, using current workflow languages, it is hard to describe such a cloud
of loosely coupled workflow fragments and all the possible interactions that may occur
between these fragments. Therefore, in this thesis, we focus on augmenting existing
WfMSs with inter-workflow support.

1.5.3 WfMS Development and Application

The two previously mentioned problems will be the core challenges that are addressed
in this thesis. However, there are still some issues relating to the application of workflow
technology in the healthcare domain. These are as follows:

• WfMSs are complex systems providing a wide range of functionality. As a conse-
quence, the application of this type of technology in an organization can not be
considered to be trivial. Workflow applications are developed through a complex
and lengthy process in which numerous persons with different backgrounds par-
ticipate. Furthermore, there is typically a large gap between an actual hospital
process and its implementation in a specific WfMS. During the development of
such a system, several concerns need to be dealt with. For example, it needs to be
decided which steps of the process will be supported by workflow technology and
by which means (e.g. automatically or by a user). In order to bridge the gap be-
tween a given requirements specification and the realization of these requirements
using workflow technology, a development approach is needed that deals with the
planning and construction of complex workflow applications. However, to date,
current approaches to workflow development differ in the number of phases that
need to be followed, the steps in these phases, and the scope of the development
methodology. Consequently, there is no accepted development methodology for
the application of workflow technology. Therefore, in this thesis, we focus on a
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structured approach for the implementation of a given (healthcare) process in a
WfMS.

Moreover, for such a structured application approach typically a detailed evalu-
ation is missing. Therefore, an evaluation is performed in the context of a large
case study which involves the diagnostic process of the gynecological oncology
care process of the Academic Medical Center (AMC).

• In Figure 1.3 it can be seen that contemporary WfMSs fully support the configu-
ration and execution of processes and that basic support is offered for the design
and control phases. For the diagnosis phase no support is offered which means
that no information can be provided for the analysis of redesigns during the de-
sign phase. Obviously, no full process support can be provided as the diagnosis
phase of the BPM life cycle is not supported. As such, healthcare processes, as
they are executed, are difficult to be analyzed eliminating the opportunity for
e.g. the detection of changes in the process or the detection of bottlenecks. This
gap can be filled by the use of process mining tools which allow for the analysis
of executed processes [21]. Therefore, in this thesis, we will focus on the use of
process mining to provide support for all phases of the BPM life cycle. Note that
the use of process mining may also be relevant for the control phase instead of
the diagnosis phase only. However, in this thesis we limit ourselves to the use of
process mining in the diagnosis phase.

• To address the core challenges (i.e. calendar-based workflow support and inter-
workflow support), existing WfMSs will be augmented with calendar-based
scheduling support and inter-workflow support. In order to successfully augment
such a system with the desired functionality it is vital to precisely identify the
additional functionality required. Moreover, it is essential that a system is de-
signed which addresses existing needs in the healthcare domain. The focus is
not on satisfying the requirements of a specific end-user organization. Rather,
functionality needs to be developed which is relevant for the healthcare domain in
general. To date, there is no accepted development approach for the configuration
of WfMSs and construction of specific functionality augmented to these systems.
Rather, system development and configuration is done on an ad-hoc basis instead
of following a prescribed approach.

In a healthcare organization many critical patient-centric processes exist that
must not be negatively impacted by the introduction of a new system. As part of
this, no unexpected breakdowns may occur. This necessitates that the reliability
of the developed system is tested in a systematic manner so that any inherent
flaws can be detected and repaired. In addition to guaranteeing the reliability of
the system, it is important that the operational performance of the processes that
are supported by the system is not negatively impacted (e.g. longer case dura-
tions or introduction of bottlenecks into the process). By setting up a reference
environment, the operational performance of the developed system can be inves-
tigated in a structured manner. To date, there has been minimal consideration of
testing the capabilities of the developed WfMS and validating its operational per-
formance. This has the consequence that the reliability and the correct operation
of the resultant system is not addressed in a systematic manner. Therefore, in
this thesis, we will focus on a development approach for the design, development,
testing, and validation of the operational performance of a new WfMS.
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1.5.4 Summary

In summary, the following issues have been identified in current workflow technology:

• Lack of calendar-based scheduling support.

• No support for loosely coupled workflow fragments and the interactions between
them.

• No accepted development methodology for the application of workflow technology
in an end-user organization.

• No accepted development approach for the design, development, testing, and
validation of the operational performance of a new WfMS.

• No full support for all phases of the BPM life cycle.

This leads to the following research goal, which is to develop a systematic devel-
opment approach for the addition of innovative extensions to existing WfMSs such that
particular needs arising from the healthcare domain, calendar-based scheduling support
and inter-workflow support, are addressed. Additionally, complete support for the en-
tire BPM life cycle is provided by the resultant WfMS. Moreover, workflow technology
can be applied in a systematic manner in a hospital environment.

1.6 Contributions

In this section, we summarize the contributions of this thesis. The contributions are
visualized in Figure 1.6. The contributions are grouped into three layers. Each layer
refers to a particular area. Each of these areas will be discussed below.

The first area, “application of workflow technology”, focuses on the application of
workflow technology in a specific domain. In our case, this is the healthcare domain.
At the left top of the figure an overview of the functionality provided by contemporary
WfMSs is provided. Each of the components shown will be discussed shortly. Based
on the models that are defined via the modeling tools, processes are supported by the
workflow enactment service which takes care of routing cases through the organization.
The models defined via the modeling tools may cover various aspects of a process,
including the control-flow, organization and data perspective. Via model-based analysis
these models can be verified against specific kind of errors. Similar to the WfMC
reference model, workitems that become available for execution are either executed
via the invoked applications or the workflow client applications component. Finally,
the operational management of the workflows is supported via the administration tools
component.

Note that the components shown are somewhat different from the components that
are present in the WfMC Reference Model as discussed in Section 1.3. In contrast
to Figure 1.2, instead of a administration and monitoring tools component there is
now an administration tools component. Moreover, instead of a process definition tools
component there is a modeling tools component which is linked with a model-based
analysis component. Also, there is no link with other workflow enactment services.

The top right of Figure 1.6 shows additional functionality required to address
the specific needs arising from the healthcare domain. These include calendar-based
scheduling support and inter-workflow support provided by the calendar-based schedul-
ing support and inter-workflow support components respectively. Note that for the
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Figure 1.6: Contributions of the thesis outlined per area. These areas involve the application of
workflow technology, workflow application development, and WfMS development.
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correct operation of both of these components, necessary details need to be provided
via the modeling tools. Finally, together with the process mining tools, full support for
all phases of the BPM life cycle, shown in Figure 1.3, can be provided.

The second area shown in Figure 1.6 visualizes a development approach concerned
with the application of workflow technology in a specific organization. Specifically, we
propose a development approach showing how a given care process can be supported
by workflow technology. This approach is inspired by the BPM life cycle. First, in the
(initial) diagnosis phase, execution data for the process that needs to be supported by
workflow technology is analyzed. This information can be used such that in the design
phase the process can be modeled as it needs to be supported by workflow technology.
The next phases in the to-be phase are the five phases of the BPM life cycle in which
a system is configured and subsequently the process is executed, controlled, diagnosed,
and redesigned.

The area shown at the bottom of Figure 1.6 is concerned with the development of
the actual WfMS and not the application of it. As shown in the third layer of Figure
1.6, we propose a particular development approach. First, in the requirements phase,
steps are taken to determine the needs or conditions that need to be met by a new or
altered WfMS. The next four phases are all part of the WfMS development approach
for designing, developing, testing, and validating the operational performance of a new
or augmented WfMS.

To summarize, the two main contributions of the thesis are:

• Augmentation of existing WfMSs with calendar-based scheduling support (cf.
Section 1.6.1).

• Augmentation of existing WfMSs with inter-workflow support (cf. Section 1.6.2).

Additional contributions are:

• The use of process mining in order to provide support for all phases of the BPM
life cycle (cf. Section 1.6.3).

• A systematic workflow application development process (cf. Section 1.6.4).

• A systematic WfMS development methodology for the design, development, test-
ing, and validation of the operational performance of a new WfMS (cf. Section
1.6.4).

These contributions are briefly described in the remainder.

1.6.1 Calendar-based Scheduling Support

In order to be able to augment existing WfMSs with calendar-based scheduling support,
a distinction has been made between flow and schedule tasks. Flow tasks are performed
at an arbitrary point in time, e.g., when a resource becomes available. Workitems for
them are offered to workers through a classical worktray. Conversely, schedule tasks
are performed by one or more resources at a specified time. In order to present to users
the appointments that are made for (future) workitems of schedule tasks, a calendar
is used. That is, each resource has its own calendar in which appointments can be
booked. Note that a patient is also considered to be a resource.

Here our focus is not on just augmenting a single WfMS with calendar-based
scheduling support, but on augmenting multiple existing WfMSs with calendar-based
scheduling support. Therefore, the required scheduling facilities to be provided by
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Figure 1.7: Workflow fragments with interaction points.

the entire system are completely separated from the engine. Consequently, a separate
scheduling service component is needed which is responsible for providing scheduling
facilities to the system (e.g. (re)scheduling of tasks). Next, a calendar component
exists that is responsible for providing a view on the calendars of users and for manip-
ulating their contents. Finally, via the workflow client application, appointments that
are created for workitems of schedule tasks are advertised via the calendar. Workitems
for flow tasks are advertised via an ordinary worktray.

1.6.2 Inter-Workflow Support

The Proclets Framework [17, 18], developed at the end of the 1990s, is an interesting
candidate for describing a cloud of loosely coupled workflow fragments and the inter-
actions that may occur between them. It is a framework for modeling and enacting
loosely coupled workflow fragments [17, 18]. Together with structured messages, called
performatives, and channels, it is possible to describe how these independent workflow
fragments interact with each other. However, a disadvantage of the framework is that
in order for interactions to take place, a considerable number of (complex) pre- and
postconditions need to be defined which is time consuming and error prone. Further-
more, a global overview is missing in which a user can decide on the next steps that
need to take place. That is, in order to make such a decision, they need to know which
fragments are already in existence and which ones will be created in the future.

To augment existing WfMSs with inter-workflow support, our aim is that, at the
fragment level, interactions can be easily defined without the need to describe any com-
plex associated conditions. Furthermore, at run-time our intention is that a human
actor can nominate interactions that need to take place between existing and future
fragment instances. To achieve these two aims, we introduce the concept of an inter-
action point. This is illustrated in Figure 1.7 which in turn is based on the example
shown in Figure 1.5. More specifically, Figure 1.7 shows the “visit”, “lab”, “x-ray”,
and “MDM” fragments and all the possible interactions between them. For example,
there may be an interaction from the “send report” node of the “lab” fragment to
the “receive” node of the “visit” fragment. In the figure, an interaction point is indi-
cated by a dotted rectangle thereby marking a specific point in a fragment at which
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interactions with other fragments are allowed to take place. Arcs between interaction
points indicate possible interactions that can be made between fragments. At run-time
an interaction point, that only has outgoing arcs, is used for determining all possible
interactions with future and existing fragments. These possible interactions are offered
to a user so that a decision can be made about the necessary interactions. For example,
for the “decide” task of the “visit” fragment, interactions with new instances of the
“lab” and the “x-ray” fragments can be made and interactions with existing “MDM”
fragment instances can be made. Based on these, a user may decide that only an
interaction with an existing “MDM” fragment is necessary.

As our focus is on augmenting existing WfMSs with inter-workflow support, a
separate service has been defined, called the Inter-Workflow Service. This service is
responsible for managing interactions between fragment instances at runtime and han-
dling any exceptions that may occur in the context of them. As part of this service,
the interaction definition editor offers tools that allow interaction points to be defined
at fragment level together with the interactions that may occur between them. Addi-
tionally, tools are offered such that at instance level, based on these interaction points,
human actors can define necessary interactions between fragment instances.

1.6.3 Process Mining

In a hospital many information systems are used, each of which records huge amounts
of data in the form of so-called event logs. These event-logs contain information about
the (business) process steps that are performed. Consequently, they can be used as
input for process mining activities which aim is to extract non-trivial and useful process
related information from these logs, i.e. the process is made explicit [23, 30].

Healthcare processes are known to be highly variable, less structured, and involve
multiple disciplines. Furthermore, people involved in these processes typically only have
a limited / idealized view on how these processes are actually executed. Therefore, for
these less-structured processes process mining is interesting as it allows for insights
to be obtained as to what is really going on in these processes. Also, as detailed
process related information is obtained, process related bottlenecks can be identified.
In this way, the insights obtained by process mining can be used for the optimization
of processes. Moreover, if a process is supported by a WfMS, the insights obtained by
process mining can ultimately be used for refactoring the configuration of the process
in the system.

Note that for healthcare processes that are supported by workflow technology, ex-
cellent event logs can be obtained. Even more, these logs may be augmented with
additional detailed information if calendar-based scheduling support or inter-workflow
support is offered. In this way, process mining can be used for analyzing execution
data of processes supported by these features and the results obtained can be used to
better manage them.

In Figure 1.8 it is shown that WfMSs support the design, configuration, execution,
and control of business processes. The diagnosis capabilities are weak or absent. How-
ever, as indicated above, process mining techniques can support the diagnosis phase of
the life cycle. In this way, support for all phases of the BPM life cycle can be provided.

As can be seen in Figure 1.8, for the design, configuration, execution, and control
phases support is provided by the YAWL WfMS which is augmented with calendar-
based scheduling support and inter-workflow support. For the diagnosis phase, ProM
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Figure 1.8: Contributions of this thesis in the BPM life cycle.

can be applied in order to analyze execution data coming from such an augmented
WfMS. The results of the analysis performed by ProM can suggest changes to the
process model in order to improve performance., i.e., the BPM cycle is re-entered.
Note that ProM is a process mining tool that, by using process execution data, can
be used for many kinds of analysis of business processes executed in various WfMSs
[21, 102]. Moreover, it can also be used for analysis of execution data of processes that
are not executed in a WfMS or a BPM system.

1.6.4 Workflow System Development

In Figure 1.6 we have already distinguished between two different development pro-
cesses (see the last two areas). Each of these will be discussed below.

Workflow Application Development Process

The approach that is followed in this thesis for the application of workflow technology,
i.e. the implementation of a healthcare process in a certain WfMS, is presented at the
middle part of Figure 1.6. Here it is important to mention that the overall goal of the
development approach is that one or more processes of a given end-user organization
are supported by workflow technology. Seen from the viewpoint of an end-user organi-
zation, it can be specified which phases need to be undertaken in order to proceed from
specific requirements through to a working system that can be applied in practice.

The workflow application development process is based on the BPM life cycle and
can be split-up in two different parts. First, in the diagnosis phase of the AS-IS
situation, the process that needs to be supported by workflow technology is analyzed.
Afterwards, in the TO-BE situation, the resulting information is used during the design
phase in order to design the process as it needs to be supported by workflow technology.
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Next, in the configuration phase the resultant designs are implemented by configuring
a WfMS appropriately. After configuration, the enactment phase starts where the
operational healthcare process is executed and controlled using the system configured.
In the diagnosis phase, the operational process is analyzed again in order to identify
problems and to find possible improvements. Then, the generated information is used
for redesigning the process in the design phase. Based on the adapted design the
system can be reconfigured which then closes the loop.

The development process for the application of workflow technology, shown in Fig-
ure 1.6, has been evaluated in the context of a large case study. More specifically,
the diagnostic process of the gynecological oncology care process of the AMC hospital
has prototypically been implemented in four different WfMSs using this development
approach.

WfMS Development Process

The approach that is followed in this thesis for the development of WfMSs is presented
in the bottom part of Figure 1.6. Here it is important to mention that the development
approach needs to be seen from the viewpoint of a software developer (and not an end-
user organization). For such a software developer it can be specified which phases need
to be undertaken in order to end up with an implementation of a WfMS which is tested
and validated.

The WfMS development process can be split-up into two different parts. First, in
the requirements phase of the AS-IS situation, steps are taken in order to ensure that
the needs or conditions that need to be met by a new or altered WfMS are sufficiently
identified. Afterwards, in the TO-BE situation, the requirements identified in the AS-
IS phase are addressed. Therefore, we propose to follow an approach in which the
same model is used for designing, developing, testing, and validating the operational
performance of a new WfMS. First, during the design phase, a conceptual model is
defined which is a complete and formal (i.e. executable) specification of the system to
be developed. This model serves as a specification for the development of the system
during the implementation phase. Afterwards, during the testing phase, the conceptual
model and operational system are used to test the reliability of the resultant system.
Finally, during the simulation phase, the conceptual model and the operational system
are used again but now for validating the operational performance of the system. That
is, a reference environment is used for investigating the impact of the developed system
on the operational performance of the processes that it supports. In addition to this,
the usage of a reference environment guarantees that the operational performance of
the developed system is assessed independently from a specific end-user organization.

The WfMS development process that has been visualized in Figure 1.6 has been
applied in the following way. First of all, as indicated above, a large case study has
been performed in which a selected healthcare process has been implemented in mul-
tiple WfMSs. As a result of this exercise, a set of requirements has been identified
showing the need for augmenting existing WfMSs with calendar-based scheduling sup-
port and inter-workflow support. These requirements need to be fulfilled in order
to satisfy specific needs arising from the healthcare domain. Subsequently, a large
conceptual model, realized in terms of CP Nets [177], has been developed describing
the design and functionality to be provided by a WfMS that has been augmented
with both calendar-based scheduling support and inter-workflow support. Next, the
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same conceptual model has been incrementally mapped to an operational system us-
ing widely available open-source and commercial-off-the-shelf (COTS) software. This
system is called the YAWL4Healthcare WfMS. Afterwards, the conceptual model and
components of the implemented system have been used for testing and validating the
operational performance of the resultant system.

1.7 Outline

To explain the organization of this thesis, Figure 1.9 shows the contributions discussed
previously and lists the chapter numbers. Note that Chapter 2 and 12 are not shown
in the figure. The remainder of this thesis is organized as follows:

Chapter 2 provides an overview of related work in the context of the various topics
addressed in the thesis.

Chapter 3 outlines the approach followed for the application and development of
WfMSs. First, the approach for the application of workflow technology is dis-
cussed. Next, the development approach for designing, developing, testing, and
validating the operational performance of a new WfMS is presented.

Chapter 4 identifies which additions to existing WfMSs are necessary in order to
increase the uptake of WfMSs in the healthcare domain. To this end, a large case
study has been performed in which a healthcare process has been implemented
using various WfMSs.

Chapter 5 introduces the functionality that is provided by a WfMS augmented with
calendar-based scheduling support.

Chapter 6 discusses the functionality that is provided by a WfMS augmented with
inter-workflow support.

Chapter 7 elaborates on the developed conceptual model describing the design and
functionality to be provided by a WfMS augmented with calendar-based schedul-
ing support and inter-workflow support.

Chapter 8 describes how the developed conceptual model has been mapped to an op-
erational system (the YAWL4Healthcare WfMS). Additionally, the implemented
system is discussed in more detail.

Chapter 9 elaborates on how the developed conceptual model and the implemented
system can be used for testing the capabilities of the resultant implemented sys-
tem.

Chapter 10 shows how the developed conceptual model and the implemented system
can be used for validation of the operational performance of the resultant system
by means of computer simulation.

Chapter 11 describes how process mining techniques can be applied to the augmented
WfMS and to the healthcare domain in general.

Chapter 12 concludes this thesis, outlines existing problems and presents an outlook
to future work.
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Figure 1.9: Organization of the chapters of this thesis.



Chapter 2

Related Work

2.1 Introduction

This chapter provides an overview of related work. First, Section 2.2 introduces the
topic of workflow management. Next, an overview of the application of workflow tech-
nology in the healthcare domain is presented in Section 2.3. In Section 2.4, an overview
of various approaches dealing with flexibility within workflow management is presented.
In this context, in Section 2.5 four WfMSs that are interesting from a flexibility stand-
point are presented. In this thesis, existing WfMSs will be augmented with calendar-
based scheduling support and inter-workflow support. Related work in the context of
these two topics is outlined in sections 2.6 and 2.7. With regard to the development of
a new WfMS, related work in the context of development approaches for workflow sys-
tems, testing, and simulation is provided in Sections 2.8 to 2.10. Finally, an overview
of process mining is provided in Section 2.11.

2.2 Workflow Management

The idea of supporting processes using software emerged in the late 1960’s [225, 237]
and was driven by the need to retrieve and store data [109]. The first rather primitive
WfMSs were developed in the early 1970’s. These systems were referred to as office
automation systems. The focus of research of these kind of systems was on controlling
the flow of information within the office environment, to enhance the overall efficiency
of the office and to reduce the complexity of the users’ interface to the system [117]. A
number of office automation systems used Petri net variants to model office procedures
including the systems developed by Skip Ellis et al. [118] (called OfficeTalk), Anatal
Holt [169], and Michael Zisman [354].

Although the research interest in office automation ceased by the middle of the
1980s [312], the first commercial workflow systems were developed between 1983 and
1985 [225]. The application of workflow technology allowed the ordering of tasks, pro-
cess participants, and the assignment of resources to be described in a very precise
way. Moreover, it offered functionality for monitoring relevant process indicators dur-
ing and after execution. However, only in the late nineties did these systems became
more mature and more widely used in practice. By 1997 there were over 200 research
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Figure 2.1: Classification of WfMSs (Taken from [7]).

and commercial systems available [225]. More recently, workflow technology has be-
come an integral part of numerous products, including Enterprise Resource Planning
(ERP) (e.g. SAP/R3), Product Data Management (PDM), and Customer Relationship
Management (CRM) systems.

The huge number of WfMSs developed does not demonstrate that individual prod-
ucts targeted at different types of processes. Classifications of the range of WfMSs are
provided by Sheth et al. [134] and van der Aalst [7]. Here we only elaborate on the clas-
sification presented in [7]. As can be seen in Figure 2.1, WfMSs can be distinguished
in terms of structuredness (from explicitly structured to completely unstructured) and
whether they are data-driven, process-driven (or both).

Each of the types of systems shown in Figure 2.1 will be discussed shortly below.
First, traditional groupware systems, like Lotus Notes [172] and Microsoft Exchange
[84], are data-driven and only support unstructured processes. That is, they are not
“process-aware”. Conversely, production workflow systems, like Staffware [316], are
process-aware and support structured processes. That is, process steps and process
paths that have not been explicitly specified are not allowed. In this respect, ad-hoc
workflow systems, like InConcert [317] and Ensemble [126], allow for more freedom
as they support the creation and modification of workflow processes while they are
executed. This is possible because each process instance can have its own private
process model which can be individually modified. Finally, case handling systems,
like FLOWer [51] and Vectus [212], add flexibility by focusing on the data perspective
rather than on the control-flow perspective. That is, tasks are enabled based on the
information that is available and it is possible to skip or redo tasks in the process.
In this respect, case handling can be positioned in between groupware, production
workflow, and ad-hoc workflow.

The primary objective of a WfMS is to ensure that instances of processes are ex-
ecuted thereby combining several process-relevant aspects, like the ordering of tasks,
the people required for performing these tasks and the specific application programs
that are necessary. In order for WfMSs to be able to achieve this objective, workflow
modeling is a prerequisite. To understand the complexity of workflow modeling it is
useful to look at workflow modeling from different perspectives [10, 174]. Perspectives
are different, orthogonal views one can have on a workflow model [265, 266]. Jablonski
and Bussler distinguish in total 11 different perspectives of which five of them are cat-



2.2. Workflow Management 23

egorized as being fundamental [174]. These perspectives, which are independent from
the characteristics of any WfMS, are:

• The function perspective which describes the (recursive) composition of a work-
flow out of its subflows and tasks.

• The behavior perspective which specifies the ordering of tasks and subflows within
a workflow.

• The information perspective which deals with data transfer that takes place be-
tween tasks and subflows.

• The organization perspective which deals with the resource allocation required
for the execution of the tasks within a workflow.

• The operation perspective which describes the elementary operations performed
by resources and applications.

In addition, the six other perspectives focus respectively on the reasons for exe-
cuting a workflow (causality), the constraints that have to be fulfilled (integrity), the
time and cost dimension of the workflow (quality), the history of workflow executions
(history), the authorization scheme within a workflow (security), and independency
aspects (autonomy). Note that some perspectives are known by other names. For ex-
ample, the behavior, information, and organization perspectives are typically referred
to as respectively the control-flow, data, and resource perspectives.

In a typical WfMS, the control-flow perspective is described in terms of some graph-
ical model (e.g. Petri Nets [2] or BPMN [343]); the resource perspective is described by
specifying roles and organizational units; the data perspective is defined by associating
data elements with workflow instances; the operation perspective is described using
a specific scripting language in order to launch external applications; and the func-
tion perspective is described by a hierarchical structure of tasks and processes [24].
For each of these perspectives it is possible to define patterns. Design patterns have
demonstrated that they can be a highly effective means of sharing proven and sound
solutions for frequently recurring problems in various domains. As an evidence of this,
we refer to the 23 design patterns by Gamma et al. [133], and numerous successors
such as the analysis patterns by Fowler [129], the design patterns in communication
software by Rising [272], the enterprise integration patterns by Hohpe and Woolf [168],
and the framework patterns by Pree [252], etc.

In this context it is important to mention the Workflow Patterns Initiative which
started in 1999. This initiative aims to provide a systematic and practical approach
to dealing with the diversity of languages for control-flow specification [24]. One of
the first results of this initiative was the analysis of a selection of WfMSs by van der
Aalst et al., which led to the identification of 20 common control-flow structures called
“workflow control-flow patterns” [16, 19]. Subsequently, in a similar fashion, Russell
et al. investigated the data and resource perspectives. In total, 40 data patterns and
43 resource patterns have been identified describing the various ways in which data
and resources are represented and utilized in workflows respectively [277–279, 281].
More recently, Russell et al. revised the original control-flow patterns resulting in
an extended set of 43 control-flow structures [282]. With regard to the flexibility
offered by WfMSs, Mulyar et al. investigated different approaches to facilitate process
flexibility resulting in a set of 34 process flexibility patterns [230]. Finally, exception
handling patterns have been identified [283] and Mulyar devoted her PhD work [230]
to identifying additional patterns, e.g. interaction, correlation, etc. Note that related



24 Chapter 2. Related Work

patterns have been defined outside the Workflow Patterns Initiative. An example being
the change patterns of Weber et al [271, 328, 329].

One of the main advantages of patterns is that they provide a means of evaluating
the capabilities of various WfMSs. A wide variety of products, not limited to WfMSs
only, have been evaluated using the patterns identified above [108, 230, 279, 281–284,
345–348, 352] (see also www.workflowpatterns.com). Moreover, they have inspired
the development of several new systems, e.g. Ivolutia Orchestration [173], Zebra [254],
and Alphaflow [83]. Patterns also triggered the improvement and redesign of existing
systems like FLOWer 3.0 [51], BizAgi [303], and the Staffware Process Suite [316].

2.3 Application of Workflow Technology in the Health-
care Domain

In this section, we focus on the application of workflow technology in the healthcare
domain. Here we make a distinction between WfMSs that are applied in the healthcare
domain (Section 2.3.1) and suggestions that have been made for changing WfMSs such
that they can be applied in the healthcare domain (Section 2.3.2).

2.3.1 Applications of WfMSs

WfMSs have been successfully applied in industries such as banking and insurance [7].
For these industries, well-defined static processes can be found which exhibit minimal
exceptional behaviors. In contrast, as discussed in Section 1.4, healthcare processes are
typically much more complex, variable, and require the involvement of multiple medical
disciplines. As a consequence, the application of workflow technology in the healthcare
domain is much more challenging compared to industries as banking and insurance.
Therefore, it is not surprising that the “widespread” adoption and dissemination is the
exception rather than the rule [208, 231, 257]. Successful implementations of WfMSs in
the healthcare domain do exist and have been reported in [151, 166, 188, 194, 201, 204,
231, 232, 260, 314, 353]. However, the aforementioned implementations are limited
to either the support of organizational processes which are rather rigid and exhibit
few exceptional behaviors or to support single user medical treatment processes by
means of guideline-based decision support. This observation has also been made in the
literature [152, 306]. Additionally, detailed considerations about how a WfMS has been
applied and the experiences that have been perceived are rather limited. In particular,
a detailed quantitative evaluation of the impact of a system on the processes it should
support (e.g. impact on waiting times and process durations, or patient perceptions),
by comparing the situation before and after implementation of the system, is typically
lacking.

Organizational processes

When examining on the reported implementations in more detail, it can be seen that
the majority of them relate to organizational processes. Quite a few of them relate
to radiology processes. Most radiology processes can be categorized as organizational
processes which are quite rigid with less exceptional behavior [238, 290, 334]. The
implementations reported by Zhang et al.[353], Halsted et al. [151], Laet et al. [204],

www.workflowpatterns.com
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Julurus et al. [188], Kim et al. [194], and Nelson et al. [232] all focus on how a WfMS
has been implemented in radiology. Of them, only Halsted et al. [151] provide a detailed
evaluation of the impact of the system on the supported processes and substantiate a
positive result on case turnaround times and patient perception. By means of RFID
technology, Kim et al. [194] demonstrate that lower waiting times for examination
rooms could be realized.

Next, the implementations reported in [166, 231, 260, 314] each focus on supporting
different kinds of healthcare processes. In particular, Tang et al. [314], by supporting
diabetes processes, demonstrate that an increase in efficiency, an increase in quality
in care as perceived by patients, and a lower burden of healthcare could be realized.
Reichert et al. [260] describe how the execution of recurrent tasks in a medical depart-
ment has been supported. Finally, in [166] the processes of infection control and bed
management are discussed in detail together with the perceived benefits.

Medical Treatment Processes

With regard to medical treatment processes, several languages exist for describing
these processes, typically referred to as medical guideline languages. Examples of these
languages are GLIF [65], Asbru [297], EON [323], PROforma [130], GUIDE [79], and
PRODIGY [180]. For these languages, several offerings exist, such as AsbruView [50]
and Protege-2000 [127], allowing for the definition of guidelines such that they can be
supported. In the context of the Workflow Patterns Initiative, Mulyar et al. have used
the extended set of control-flow patterns for evaluating the capabilities of the Asbru,
EON, GLIF, and PROforma languages [228]. For these it has been demonstrated that
they are remarkably close to traditional workflow languages.

For medical treatment processes, we are only aware of the work of Quaglini et
al. which reported on the usage of workflow technology in this context. That is, in
[242, 243, 256, 257], they report on how guideline-based decision support has been
realized for a stroke unit. In particular, in [201] it is demonstrated that the real-
ized system enhances clinical practice without bothering users unnecessary and that
guideline compliance is improved.

2.3.2 Extensions of WfMSs

Several extensions have been proposed with regard to changing WfMSs such that they
can be more easily applied in the healthcare domain. In contrast to the previous
section, these extended systems have not been applied in practice but prototype im-
plementations of them have been realized. As in the previous section, a distinction
can also be made here between support for organizational processes and support for
medical treatment processes.

Organizational processes

In terms of support for organizational processes, significant research has been under-
taken in the area of supporting radiology processes. By focusing on common aspects
in radiology such as (sub)processes executed, application systems and information
used, and relevant resources, both Wendler et al. [290, 334] and Noumier [238] present
frameworks for integrating these aspects such that well-standardized radiology pro-
cesses can be automated. Related to this is the work of Wong et al. [349] where a
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uniform architecture is provided for the integration of commonly used systems (Radi-
ology Information System (RIS) and Picture Archiving and Communication System
(PACS)) and modalities, and which supports configurable process definition, activity
coordination, process statistics collection, and business process re-engineering. Finally,
Benjamin et al. [58] focus on providing an architecture such that the WfMS capabilities
of locally installed PACS systems can be merged with the remote access features of
teleradiology.

Several other research efforts have been identified which also focus on the support
of organizational processes. It is noteworthy that, these approaches all propose dif-
ferent solutions and focus on either healthcare processes in general, specific types of
healthcare processes, or specific aspects that relate to healthcare processes. For ex-
ample, Poulymenopoulou et al. [250] focus on emergency healthcare delivery of tasks
related to either an ambulance service or an emergency department of a hospital which
can be viewed as parts of inter-organizational healthcare processes. By means of web
services and workflow technology an infrastructure is presented such that the different
processes that are executed can be automated and managed.

Conversely, Browne et al. [67–69] focus on healthcare processes in general by defin-
ing a two-tier, goal-driven model. A goal ontology, presented as a directed acyclic
graph, is utilized to represent the business model at the upper level and is decom-
posed into an extended Petri-net model for the lower level workflow schema. A map-
ping is defined from the goal-graph to (sub)processes and tasks such that each of the
(sub)processes is designed in a way that it achieves one of the upper level goals. This
approach leads to a hierarchy of process models with a number of the top-level goals
being implemented through subprocesses.

Leonardi et al. [209] focus on chronic diseases of which the corresponding diagnostic
and treatment processes are complex and require the coordination of different agents
belonging to several organizational units. Therefore, they propose an approach in which
the healthcare process is modeled on the basis of “services”. For the management of
these services a three level architecture is proposed consisting of, from top-to-down,
a coordination/communication level, a service level, and a organizational units level.
At the organizational unit level the individual processes of organizational units are
modeled. In order to allow for communication between different organizational units,
fragments of processes are published through service processes that can be found at
the service level. Finally, at the coordination level, the services offered are represented
as service points, which take care of the coordination between the service processes.
Although the process is defined in terms of services, there is no support for adding /
removing services at run-time.

The approaches presented in [94, 207] allow for more flexibility as processes can be
composed. In the approach of Lee et al. [207] tasks are represented as rules, called
“care elements”, which allows any ordering consistent with the conditions and effects
of rules. Based on these care elements, template care plans can be built. These plans
can be tailored to individual patients by using add and delete operators given that rule
conditions are satisfied. In contrast to this, the approach of Dang et al. [94] is based on
an ontological framework that covers healthcare domains that a hospital encompasses.
Based on this framework, healthcare specialists can create new medical processes. More
specifically, a patient process is divided into four different core processes. For the detect
and treat phases, new composite processes can be defined by choosing atomic processes
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from a service repository and arranging them in sequence or parallel based on defined
constraints. These newly defined processes can be deployed and executed.

In the context of flexibility and healthcare processes, the ADEPT project has been
very influential. The project established new flexibility mechanisms and a workflow
system. Based partly on requirements for supporting healthcare processes, the ADEPT
project aimed to deliver next generation process management technology by providing
more flexibility than contemporary process management systems. In particular, the
ADEPT2 process management system [89, 92, 262] allows for run-time changes which
means that on-the-fly modifications of running process instances is possible (e.g. to
dynamically add, delete, or move process steps). Moreover, process schema evolution
with instance migration is also possible. This means that process schema changes can
be propagated to currently running instances if needed.

Finally, Russello et al. [285] focus on a completely different aspect of healthcare
processes, which is the disclosure of medical data. A distinction is made between
medical policies that define access rights to data to people within a medical institution
and policies that are defined by a specific patient. In this way, disclosure of medical
data can be controlled and the patient has a pivotal role in granting or preventing
access to data.

Medical Treatment Processes

Some of the approaches to support medical treatment processes and the provision of
decision support by clinical guidelines are based on workflow technology [140, 141, 295,
326]. First of all, there is the work on AdaptFlow by Greiner et al. [140, 141] which is
based on the ADEPT1 WfMS. By means of a knowledge and rule base, exceptions can
be detected and handled. Event-Condition-Action rules can be defined which specify
under which conditions the treatment plan of a patient needs to be adapted and how.
In particular, the action part of these ECA rules is linked to specific primitives for
adapting the individual treatment plan of a patient (e.g. add/delete/delay a task or
the termination of a treatment plan). Note that the adaptation of a treatment plan
first needs to be approved by an authorized user.

Wang et al. propose a workflow based self-care management system which is based
on consumer guidelines [326]. A distinction is made between guidelines and workflow
models. That is, hierarchical self-care workflow models including top and bottom
levels are built. The top level workflows define the general self-care process. The
bottom level workflows are specific self-care processes based on consumer guidelines
which define health state steps, decision steps, and action steps. For the top level
workflows, process paths taken can be influenced by a user.

Finally, Sedlmayr et al. [295] focus on the support of standard operating procedures
in an intensive care unit. They propose a stepwise formalization for converting clinical
guidelines, modeled using the GLIF language, into workflow specifications such that
they can be supported by a WfMS. Their focus has been on the integration of the
guideline execution functionality with the patient data management system that has
already been in use at the site of an industrial partner.
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Figure 2.2: Flexibility types.

2.4 Workflow Flexibility

As indicated in the previous section, the “widespread” adoption and dissemination of
workflow technology in the healthcare domain is the exception rather than the rule.
One of the problems that must be dealt with in order to effectively support healthcare
processes using WfMSs is that more process flexibility needs to be provided by the
system [221, 308]. Unfortunately, current workflow systems fall short in this respect,
an observation often reported in the literature [12, 28, 120, 196].

The first comprehensive taxonomy of concrete features that enhance flexibility in
WfMSs was presented in 1999 by Heinl et. [12, 158]. In 2007, a follow-up study has
been conducted by Schonenberg et al. [291–293] in which the original taxonomy has
been adjusted to cater for recent developments in workflow technology. A shortened
version of this taxonomy will be discussed in order to provide an overview of the various
types of flexibility that can be distinguished in contemporary WfMSs. For more details
we refer to [291].

The taxonomy of flexibility as presented by Schonenberg et al. identifies a range
of approaches for achieving process flexibility for the control-flow perspective but does
not address issues related to other perspectives such as data handling and resource
assignment. The taxonomy is applicable to classical (imperative) as well constraint-
based (declarative) process specifications. However, it is useful to note the differences
between the two approaches.

• An imperative approach focuses on the precise definition of how a given set of
tasks need to be performed. Typically, it describes constraints on the execution
which are defined either via links (or connectors) between tasks and/or data
conditions associated with them. The completion of a task may trigger one or
more subsequent tasks.

• A declarative approach focuses on what should be done instead of how. Con-
straints, which are defined as relations between tasks, are used to restrict possible
task execution sequences. Hence, it is also possible to specify what should not
happen. Hence, control-flow is not limited to triggering subsequent tasks.

In total, four different types to achieve process flexibility can be distinguished as
shown in Figure 2.2. These types of flexibility are distinct with regard to the timing
and manner in which they are applied.

In the remainder of this section, each flexibility type is discussed and illustrated in
terms of the following characteristics: definition – a concise description of the flexibility
type; and realization – a short synopsis of how the flexibility type has been realized by
elaborating on work published in the literature.
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Flexibility by Design

Definition: Flexibility by Design is the ability to incorporate alternative execution
paths within a process model at design time allowing the selection of the most appro-
priate execution path to be made at runtime for each process instance.

Realization: A wide variety of approaches exist for incorporating flexibility within
a design-time process definition. First of all, traditional process design methods [60,
210, 268] have centered on the separation of business logic from the actual application
processing and utilize constructs such as hierarchy, conditional elements and business
rules within the process definition to explicitly cater for all execution scenarios that
may be encountered. Another area for increasing the potential flexibility of a business
process is the replacement of strict graph-based structures for describing control-flow
dependencies with other means to describe these dependencies. Examples of these
other means are: the usage of linear temporal logic expressions (e.g. DECLARE [14,
245, 247, 248]); fuzzy logic [38], process grammars [137], rule-based invariants [258],
and constraints [325].

Flexibility by Deviation

Definition: Flexibility by deviation is the ability for a process instance to deviate at
runtime from the execution path prescribed by the original process without altering
its process model. The deviation can only result in changes to the execution sequence
of tasks in the process for a specific process instance, it does not cause changes in the
process model or the tasks that it comprises.

Realization: For deviating from predefined process models two distinct approaches
can be distinguished. First, there are the approaches that propose methods for de-
viations from traditional process models [28, 87, 241, 336, 337]. For example, in the
context of the WASA prototype [336, 337] and the case-handling system FLOWer
[28, 241], operations exist for skipping and redoing a task that has already been exe-
cuted previously.

Second, other approaches focus on specialized exception mechanisms to handle un-
expected situations [111, 286, 310]. The use of exceptions provides a means for handling
errors without explicitly including them in the process model. Various techniques to
implementing exception handling strategies in WfMSs have been demonstrated by of-
ferings including WAMO [110], ConTracts [270], Exotica [131], OPERA [147, 148],
TREX [309], and WIDE [74].

Flexibility by Underspecification

Definition: Flexibility by underspecification is the ability to execute an incomplete
process model at run-time, i.e., one which does not contain sufficient information to
allow it to be executed to completion. Note that this type of flexibility does not
require the model to be changed at run-time, instead the model needs to be completed
by providing a concrete realization for the undefined parts.

Realization: Based on the literature, two different approaches for realizing flexibility
by underspecification can be distinguished. For the first approach, an incomplete
process model contains one or more “placeholders”. Placeholders are nodes which are
marked as underspecified and whose content is specified during the execution of these
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placeholders [3, 4, 39–41, 167, 213, 289]. YAWL (via the worklets approach [39–41]),
the OPENflow system [150], and Staffware (via dynamic process selection [135]) are
examples of actual systems that support this approach to process flexibility.

For the second kind of approach, no specific placeholders are used but the process
model itself is not completely specified [165, 236]. For example, Noll et al. propose low
fidelity models in which only the major tasks and main sequence is defined for a process
[236] whereas Herrmann introduces the usage of explicit “vagueness” allowing concepts
such as arc conditions and task ordering to be deliberately omitted from models [165].

Flexibility by Change

Definition Flexibility by Change is the ability to modify a process model at run- time
such that one or all of the currently executing process instances are migrated to a new
process model. Unlike the previously mentioned flexibility types the model constructed
at design time is modified and one or more instances need to be transferred from the
old to the new model.

Realization Run-time (i.e. dynamic) change of instances of process models has been
widely researched in the fields of adaptive and evolutionary workflow [8, 12, 44, 72, 73,
78, 119, 120, 179, 179, 190, 190, 197, 199, 259, 287, 299, 337]. One of the reasons for
the multitude of publications is the dynamic change problem [6, 120]. This problem is
challenging from a scientific point of view. A number of significant research prototypes
have been developed in this area including ADEPTflex [259], ADEPT2 [89, 92, 262],
ADOME [76], CBRFlow [327], DYNAMITE [157], WASA2 [337], DECLARE [248],
and YAWL (via so-called exlets [39, 40, 42]).

2.5 Flexible Workflow Management Systems

Nowadays, a wide variety of WfMSs are available. These include commercial, open-
source, and academic prototype systems [10]. In the previous section, we have elab-
orated on four different types of process flexibility. Based on these flexibility types,
in this section, we shortly present four different WfMSs that are able to offer one or
more types of flexibility. The WfMSs that will be discussed in Sections 2.5.1 to 2.5.4
are YAWL, FLOWer, ADEPT, and DECLARE respectively. These systems have been
chosen because they all provide a certain kind of flexibility which in the context of
supporting healthcare processes is deemed relevant1. Additionally, in Chapter 4, we
refer to these systems as they have been used for identifying the requirements that
need to be satisfied by workflow technology in order to be applied in the healthcare
domain.

The four different WfMSs will be illustrated in the context of a small fictitious
healthcare process which is shown in Figures 2.3 to 2.6. The healthcare process concerns
a visit of a patient to a hospital and contains in total six tasks. The process starts
with the registration of the patient (task “register”) followed by the production of a
patient card (task “make card”). Afterwards, both a lab test (task “visit lab”) and
an x-ray (“perform x-ray” task) need to be undergone by the patient. The results of
these two tests are discussed during a meeting with a doctor (task “meet doctor”).

1Of course other WfMSs could have been selected. An additional reason for selecting these systems
is that they were already available to us, or could easily be obtained
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Figure 2.3: Example healthcare process shown in the YAWL editor.

Finally, as the last step, additional information is provided (task “provide additional
information”).

2.5.1 YAWL

YAWL (Yet Another Workflow Language) is an open source WfMS developed in a
collaboration between Queensland University of Technology and Eindhoven University
of Technology2 [11, 22, 167, 351]. YAWL is developed in the context of the Workflow
Patterns Initiative and provides comprehensive support for both the control-flow and
resource patterns [167]. Comprehensive control-flow pattern support was achieved
through the introduction of a small set of powerful constructs which encompassed
multiple patterns, rather than a construct-per-pattern approach.

In Figure 2.3, we see the example healthcare process defined using the YAWL
workflow language. As can be seen, the execution order of tasks in instances is explicitly
defined by the associated process model. For this simple workflow process, none of the
advanced features of YAWL are needed. In fact, the model shown in Figure 2.3 can be
easily supported by traditional workflow systems.

However, YAWL also supports the modeling, analysis and enactment of flexible
processes through the use of worklets [39–41]. These worklets can be seen as a kind of
configurable process fragment. Specific tasks in a process are linked to a repertoire of
possible actions. Based on the properties of the case and other context information,
the desired action is chosen. The selection process is based on a set of rules. During
enactment it is also possible to add new actions to the repertoire. Via the worklets
approach, YAWL offers support for flexibility by underspecification.

Additionally, by exploiting the worklet paradigm, a powerful mechanism has been
realized for the handling of exceptions [42]. By means of exlets, a fully featured excep-
tion handling paradigm for detecting, handling, and incorporating exceptions as they
occur, is also supported. Where an exception occurs in an instance, in a similar fashion
as for worklets, an appropriate exlet is selected to handle the exception. Additionally,
at any point during the execution of an instance, a user can trigger an exception which

2http://www.yawlfoundation.org/

http://www.yawlfoundation.org/
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Figure 2.4: Example healthcare process shown in the FLOWer editor.

is subsequently handled by invoking a suitable exlet. Note that during enactment, new
actions are added to the repertoire of the specific exception that is handled. In this
way, via the exlets approach, YAWL offers support for flexibility by change.

2.5.2 FLOWer

FLOWer is a commercial WfMS provided by Pallas Athena in the Netherlands3.
FLOWer is a case-handling product [9, 20, 28, 52, 267] and is considered to be the most
successful commercial system providing flexible process support. Nowadays, FLOWer
is part of Pallas Athena’s BPM Toolset BPM|one which also contains the business pro-
cess modeling tool Protos. BPM|one is currently used in around 1500 organizations in
more than 20 countries and especially popular in the Netherlands where Pallas Athena
is the leading BPM vendor. For example, 80% of the municipalities use BPM|one,
FLOWer, and/or Protos.

Case-handling provides process flexibility by focussing on the data aspect rather
than on the control-flow aspect of process execution. Case-handling offers four core
features [28]. The first one is that all information within a case is available at runtime,
which avoids “context tunneling”. Second, the decision which tasks are enabled is
based on the information which is available within the case, instead of the tasks which
have already executed. Third, work distribution is separated from authorization. This
allows for additional types of roles, like skipping or redoing tasks in the process. In
this way, many more (implicit) scenarios are possible within the process. Moreover, a
fourth distinguishing feature of FLOWer is that workers are allowed to view and add
/ modify data before or after the corresponding tasks have been executed. As such,
FLOWer is one of the few commercial systems that offers support for flexibility by
deviation.

3http://www.pallas-athena.com/

http://www.pallas-athena.com/
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Figure 2.5: Visualizing a dynamic change in ADEPT.

In Figure 2.4 we see the example healthcare process defined using the
FLOWer workflow language. Although, a comparable control-flow like model to YAWL
has been defined, there are some distinguishing deviation related features [28, 241]:

• users can skip a task that is not enabled yet and has not been executed previously.

• users can open a task that is not enabled yet and can fill in data relevant to the
task.

• users can re-do a task which has already been executed previously, i.e. the state
of the case reverts to that prior to the execution of the respective task.

2.5.3 ADEPT

ADEPT is a WfMS that has been developed at the University of Ulm in Germany4.
ADEPT [89, 91, 92, 259, 261–263] supports dynamic change which means that the
process model for one individual case can be adapted to suit particular circumstances.
In doing so, it is possible to deviate from the pre-modeled process template (skipping
of steps, going back to previous steps, inserting new steps, etc.) in a secure and safe
way. That is, the system guarantees that all consistency constraints (e.g., no cycles,
no missing input data when a task will be invoked) which have been enforced prior to
the dynamic (ad hoc) modification of the process instance are also enforced after the
modification.

Additionally, in ADEPT it is also possible to propagate process schema changes
to running instances [91]. In such cases, the change is only applied to instances if
the change does not conflict with the current instance state or previous changes. In
summary, ADEPT offers extensive support for flexibility by change.

In Figure 2.5, the example healthcare process is modeled using the ADEPT workflow
language. In order to demonstrate the dynamic change capabilities of ADEPT, two
changes have been applied to the model of the instance that is currently executed.
That is, after the execution of the “register” task it seems that instead of an x-ray an
ECG is needed. As is indicated in the model by a red cross, the “perform x-ray” task
is removed from the instance. Additionally, a “perform ECG” task is added which can
execute after the “make card” task but before the “meet doctor” task. Note that it is
checked by ADEPT, whether we are allowed to dynamically add the task or not.

4http://www.uni-ulm.de/en/einrichtungen/aristaflow-forum.html

http://www.uni-ulm.de/en/einrichtungen/aristaflow-forum.html
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2.5.4 DECLARE

DECLARE is an academic prototype WfMS focusing on offering various kinds of flex-
ibility [14, 229, 245–248]. DECLARE has been developed at Eindhoven University of
Technology5 and is a generic system that can support multiple declarative languages.
Users can add new languages and extend / modify existing ones. ConDec and Dec-
SerFlow are two declarative process modeling languages supported by DECLARE. In
comparison to YAWL, FLOWer, and ADEPT, which all have imperative process mod-
eling languages and precisely describe the behavior that is allowed, DECLARE aims at
less strictly specifying the process providing workers with room to “maneuver”. Basi-
cally, a DECLARE model formulates a set of constraints which serve to guide process
execution.

The various declarative languages supported by DECLARE have a formal semantics
expressed in Linear Temporal Logic (LTL). In this way, it can be specified precisely
which behavior is forbidden. Moreover, within DECLARE it is assumed that users
already know what should be done. In principle, DECLARE users can execute tasks in
any order and as often as they want, unless they are bound by certain specified rules.
In other words, forbidden behavior is ruled out and the user is responsible for deciding
which tasks should be done and in which order. Besides mandatory constraints, the
designer can also define optional constraints. These are used to guide the user when
executing the process.

Furthermore, DECLARE also supports dynamic change, so that the process as-
sociated with individual cases can be adapted. In DECLARE, this means that it is
possible to deviate from the pre-modeled process template by adding or removing tasks
or constraints. Also, model correctness is guaranteed and it is checked by DECLARE
whether nominated changes are allowed or not for the cases for which the changes are
intended to be applied, i.e., this provides a means of addressing the dynamic change
problem [6, 120].

In Figure 2.6, the top screen shows the example healthcare process. It has been
modeled using the ConDec language and the resulting model is quite different from the
way the example process has been modeled in YAWL, FLOWer, and ADEPT. Tasks
are modeled by rectangles whereas constraints are modeled by templates that can be
applied to one or more tasks. For the model, defined in the top part of Figure 2.6,
we assume that users already know what should be done. Therefore, we only added
for each task that it should only be executed once and that the “register” task should
precede all other tasks.

Furthermore, in order to demonstrate the dynamic change capabilities of DE-
CLARE, we have modeled in the bottom screen of Figure 2.6 that for the current
instance a task for performing an ECG (task “perform ECG”) needs to be included.
Moreover, the task needs to be preceded by the “register” task and either the “perform
ECG” task is performed or the “perform x-ray” task but not both. After clicking on the
“verify model” button we get the message “No errors were detected” which confirms
that the change is permitted.

5http://www.win.tue.nl/declare/

http://www.win.tue.nl/declare/
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Figure 2.6: Visualizing a dynamic change in DECLARE.

2.6 Calendar-based Scheduling Support

In Section 1.5 we have indicated that in this thesis we focus on the integration of
WfMSs and calendar-based scheduling support. Many tasks in healthcare are linked
to appointments. For these tasks we want to confirm that a concrete appointment is
booked in the calendar of the resources that are needed for the respective task.

When examining research that has been performed in the healthcare area, we see
that in the field of Operations Research significant work has been done on the prob-
lem of appointment scheduling. Examples of such research efforts include appointment
scheduling for outpatient services [75, 146] and operating room scheduling [71]. Com-
prehensive literature reviews of the area can be found in [71, 75, 146]. However, most
of these studies focus on a single medical department instead of situations in which a
patient may pass through multiple facilities. Furthermore, only tasks that need to be
scheduled are taken into account instead of the whole workflow which contains other
tasks that do not require an appointment.

Moreover, when focusing on planning and scheduling we see that also in the Arti-
ficial Intelligence (AI) research domain a lot of work has been performed (especially
in the context of Computational Intelligence and agent technology). Good overviews
of AI planning and scheduling approaches can be found in [170, 302, 313]. Here, a
distinction can be identified between approaches that focus on a single medical depart-
ment and approaches that focus on multiple departments. However, these approaches
do not focus on the entire workflow that is involved.
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If we focus on the intersection of WfMSs and scheduling, we find that work has been
performed on a variety of topics. For example, significant research on time management
in workflows has been performed by Eder et al. [63, 112–116]. In [112–115] they focus
on the satisfiability of time constraints and the enforcement of these at run-time. The
approach centers on a so-called timed activity graph for a process. A timed activity
graph is essentially the same as the process definition that belongs to a process. How-
ever, for each node that corresponds to a task, information is added about the earliest
and latest point in time that the task can finish execution. A later contribution of
Eder et al. [116] focuses on the construction of personal schedules. A personal sched-
ule provides a user with advance information about (potential) workitems that may be
assigned to a user together with temporal characteristics, constraints and the probabil-
ity of the assignment. Finally, in [63] a probabilistic method is discussed which assists
a user in deciding which workitem to handle next. By providing information about
the delay to expect when postponing workitems, turnaround times can potentially be
decreased and time-related escalations can be avoided.

In addition to the work of Eder et al. there also has been research on the problem
of the scheduling of tasks. For example, [59, 82, 296, 319] present algorithms for
the scheduling of tasks. These algorithms differ in the way that time constraints are
represented, the way tasks are scheduled, and the range of other (workflow) aspects
that are handled. Examples of these differing aspects include costs, availability of
resources, and the computation time for the algorithm.

For an appointment multiple resources are involved. An individual workitem may be
performed by multiple people, or by a specific (ad-hoc) team. In this context, multiple
lines of research have been carried out. A significant achievement in the context of
distributing workitems to people is the work done on the workflow resource patterns
[278, 279]. These patterns delineate and describe in detail the various ways in which
resources are utilized in workflows. This is done independently from specific workflow
technologies and modeling languages. There has also been research on the (structured)
analysis of business and manufacturing process in combination with shared resources.
For example, in [81, 122, 123, 300, 301] an overview is provided about the research that
has been performed on resource sharing in flexible manufacturing systems, in particular
by modeling them as Petri nets. As resources are scheduled in advance, deadlocks can
be avoided and resources can be used in the most efficient way. In contrast, the
work performed in the context of Resource Constrained Workflow Nets (RCWF-nets)
involves executing processes without scheduling resources in advance [155, 156, 187].

Current workflow technology provides little support for the execution of a workitem
by a team [278]. Furthermore, concepts used in this context are still in their infancy
[13]. Typically only one team member can interact with the WfMS with respect to the
selection and completion of the work item. One example of a WfMS that offers some
support for team work is FileNet. Via so-called “process voting”, users can vote on
which workitems needs to be executed next [245]. Domino workflow also offers some
support for multiple people working on a shared task [234].

In [13, 70, 88] reference models to extend the organizational meta model with a
team concept allowing for the distribution of work to teams are proposed. By doing
so, advanced mechanisms are offered for the performance of work by such a team. Ad-
ditionally, in [13, 70] a language is discussed for defining work allocation requirements
to people.
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2.7 Inter-Workflow Support

In Section 1.5 we have indicated that the entire patient process can be seen as a cloud
of standardized process fragments for which the ultimate selection of the fragments and
the interactions between them are patient specific. In order to support these loosely
coupled workflow fragments and the interactions between them, inter-workflow support
is required.

Contemporary workflow languages and systems provide limited support for the
modeling and execution of loosely coupled interacting workflows. Instead, one is forced
to squeeze real-life processes into a single “monolithic overarching workflow” which
describes how an individual case is handled in isolation. When doing this, the modeler
looses the overview, the natural structure of work is lost, and the required flexibility
cannot be offered to the medical professionals involved. This issue has been recognized
in the literature [17, 18, 34, 62, 202, 226] and is not limited to the healthcare domain.
It also applies in other areas, e.g. the automotive domain [226], or when reviewing
papers for a conference [18]. As a consequence of assuming that workflows execute
completely in isolation, current WfMSs do not provide an adequate means for inter-
workflow coordination [34, 160, 161].

One of the earliest formalisms which acknowledged the above mentioned problems
is the Proclets framework [17, 18, 34] proposed by van der Aalst et al. Proclets are
lightweight interacting processes that can be used to divide complex entangled pro-
cesses into simple fragments and, in doing so, place increased emphasis on interaction
related aspects of workflows. Additional advantages of the Proclets framework are
that Proclets may operate at different levels of granularity and that one-to-many and
many-to-many relationships that exist between entities in a workflow can be captured.
Moreover, batch-oriented execution of tasks is supported.

In comparison to the Proclets framework there are a limited range of alternate
approaches that deal with the same issues [202] as those dealt with by the Proclets
framework. Müller et al. have worked on the Corepro framework [226, 227] which
allows automatic generation and coordination of individual processes, operating at dif-
ferent levels of aggregation, based on their underlying data structure. For a specific
component in the data structure, the corresponding structure of the process is de-
scribed by the data used during the life cycle of the component. Relationships between
the components in the data structure, which can capture one-to-many and many-to-
many relationships, indicate process dependencies. Based on the data structure, the
initial number of process instances created is decided at run-time. The creation of new
instances at runtime is possible, but requires an ad-hoc change to the related data
structure. In this context, it is also important to mention that several WfMSs, such as
FLOWer (via a dynamic subplan) and YAWL (via a multiple instance task), offer sup-
port for creating multiple concurrent instances of a task. They support a one-to-many
relationship between the task and its instances. However, many-to-many relationships
can not be captured.

Browne et al. specifically focus on the healthcare domain and present a two-
tier, goal-driven model for workflow processes in the healthcare domain [67–69]. A
goal-ontology, presented as a directed acyclic graph, is utilized to represent the busi-
ness model at the upper level and is decomposed into an extended Petri-net model
for the lower level workflow schema. A mapping is defined from the goal-graph to
(sub)processes and tasks such that each of the (sub)processes is designed in a way that
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achieves one of the upper level goals. This approach leads to a hierarchy of process
models with a number of the top-level goals being implemented through subprocesses.
However, there is no interaction between subprocesses in contrast to the classical way
in which hierarchical processes communicate with each other in a top-down fashion.

Bhattacharya et al. take the so-called business artifacts of a process as a starting
point [61, 62, 235]. A business artifact is an identifiable, self-describing unit of infor-
mation. First it needs to be identified which business artifacts need to be processed in
order to achieve a certain business goal. Based on this an artifact-centric process model
can be constructed which consists of the business artifacts itself, business tasks, and
repositories. A repository describes a buffer for an artifact. Tasks can push an artifact
into a repository or pull it out of a repository. In this way, the content of one or more
artifacts can only be changed by the execution of a task. Consequently, aggregation
issues are only handled at the task level instead of at the process level.

Batch-oriented tasks are tasks that are based on groupings of lower aggregation
elements. The concept of a batch-oriented task was introduced in [56] in order to
allow for a task that is executed for multiple instances at the same time. In [288], the
problem is defined and deliberations are provided on the technology support required
to deal with the issue.

Next, Heinlein focuses on the synchronization of concurrent workflows [159–161].
An interaction graph is proposed which specifies how multiple workflows need to be
synchronized. In such an interaction graph, tasks, (user-defined) operators, and param-
eters may be used for defining in a general way how tasks between multiple workflows
need to be synchronized, i.e. the sets of permissible execution sequences are specified.
At run-time, the graph is transformed, via interaction expressions, into an operational
model consisting of states, state transitions, and state predicates. In this way, the
defined task synchronizations can be enforced such that tasks that are allowed to be
executed, but that are not permissable according to the interaction graph, are disabled.
Finally, all involved workflows operate at the same level of aggregation and no data is
exchanged between workflows.

Finally, the BizAgi BPM suite [303] offers support for process fragments and the
interactions that take place between these fragments. In BizAgi processes can be
modeled using the BPMN notation [342]. Via a so-called collaboration diagram it is
possible to model different process fragments and the way they exchange messages
with each other. However, at run-time, a message can only be sent to one instance
of a process fragment instead of multiple instances, i.e. multicasting of messages is
not possible. In that way, it is difficult to deal with process fragments that reside at
different levels of granularity.

2.8 Development of Workflow Systems

In this thesis, we deal with two different development processes. First, a workflow
application development process aims at the application of workflow technology in
a specific end-user organization. Second, a WfMS development process focusses at
developing a new WfMS or augmenting an existing system with additional functionality.
For both of these approaches, related work is discussed in this section.
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2.8.1 Workflow Application Development Processes

The application of workflow technology in an end-user organization is far from trivial.
Furthermore, the success of workflow projects is highly dependent on how the applica-
tion of workflow technology is planned, organized, and conducted [339]. To this end,
Weske et al. use the term workflow application development process for a methodology
which aims to improve the planning and construction of workflow applications [339].

In this context, Zur Mühlen notes that the development of a workflow application
is similar to the development of a traditional application system as WfMSs are just
a specific category of application systems [225]. To this end, procedure models for
software development can also be applied to the development of workflow applications.
Examples of these procedure models are the waterfall model [273], the spiral model
[53], and the Rational Unified Process [200].

Surprisingly, there has only been minimal research performed on this topic. In [25,
55, 185, 193, 198, 203, 211, 240, 251, 339] different approaches to workflow development
are described. These approaches differ in the number of phases that need to be followed,
the steps in these phases, and the scope of the development methodology. Without
focusing on specific modeling techniques, [198, 203, 211, 240, 251, 339] specify the
steps which need to be taken in order to end up with a workflow implementation of
a certain process. These steps are not only limited to model construction, but also
address issues like the selection of a workflow system. In [198, 203, 211, 240, 251] only
high-level descriptions of a workflow development methodology are given. Weske et al.
[339] are one of the few to provide a detailed overview of the required phases and the
steps in these phases. This is based on experiences obtained during real-world workflow
application development processes.

In contrast, [25, 55, 185, 193, 217] propose specific modeling techniques that should
be used during the development process. In [55], Baresi et al. propose the usage
of UML descriptions for identifying business process requirements. Then the WIDE
meta-model is used to design an implementation independent workflow schema and
associated exception handling which can then be subsequently mapped to the required
workflow language. In [193], Kim et al. proposes the use of UML use cases and UML
interaction diagrams for developing a so-called multi-level workflow schema which pro-
vides an abstraction of the workflow at different levels. Finally, Lassen et al. [185]
propose a development approach for migrating a real-world process, via a require-
ments model and a design model to an implementation in a workflow system. The
construction of both the requirements and the design model is done using CP Nets
[177, 178, 217] allowing for a seamless integration between the two models and adding
rigor to the development process. Moreover, an interesting feature of the approach is
that the requirements model is validated by means of animations [181–184, 186, 217].
In this way, requirements can be communicated in an understandable way. Moreover,
via the integration with CPN Tools, both the requirements and design model can be
analyzed, something which is not possible with the other approaches that propose
specific modeling techniques without comprehensive analysis / tooling support.

Of the approaches described in [25, 55, 185, 193, 198, 203, 211, 240, 251, 339] only
Lassen et al. [25] report on experiences obtained when applying the proposed approach.
However, this user feedback is limited to the requirements model only (for more details
see [25]).
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2.8.2 Workflow Management System Development Processes

In the previous section, we have discussed several approaches for the application of
workflow technology. However, it may also be required that specific functionality needs
to be developed (and need to be added to an existing WfMS) in order that a specific
WfMS is able to satisfy the needs of an end-user organization. Unfortunately, with
regard to the development of WfMSs and adding functionality to it, we are not aware
of a specific approach which aims at planning, and controlling the process of developing
such a WfMS.

In the area of developing information systems and workflow systems (which is a
specific kind of information system), a significant effort has been made with regard to
the development of these systems in combination with CP Nets and CPN Tools. For
a number of systems, CP Nets have been used to formalize and validate functional
requirements. A good overview of this work can be found in [86]. For example: formal-
izing the design of the so-called worklet service, which adds flexibility and exception
handling capabilities to the YAWL WfMS [39]; presenting a model-based approach to
requirements engineering for reactive systems [124]; expressing architectural require-
ments; and assessing middleware support in terms of decoupling [46]. Related to this is
[280], in which CP Nets are used for specifying the operational semantics of newYAWL,
a business process modeling language founded on the well-known workflow patterns.

2.9 Testing

In this thesis, significant effort is devoted to the testing of a newly developed WfMS.
In the field of software engineering, software testing is one of the most important and
widely used techniques for validating the quality of software. More specifically, testing
is the activity of executing a system in order to detect failures [324]. In fact, there
are many kinds of testing which can be positioned along various dimensions. Here
we take the classification that is proposed in [321, 324]. One dimension is the scale
of the System Under Test (SUT) ranging from small units up to the whole system.
Another dimension concerns the characteristics that are tested. Well known kinds of
testing include functional testing (which aims at finding errors in the functionality of
the system) and robustness testing (which aims at finding errors in the system under
invalid conditions) The last dimension is the kind of information that is used to design
the test. Black box testing is based on the specification of the system in which the
components to be tested can only be accessed and observed through their external
interfaces [322]. For white box testing, the implementation code is used as the basis for
designing tests.

In the context of WfMSs and testing, to date, there has been minimal consideration
of testing the capabilities and correctness of the newly developed WfMS. The testing
that is typically performed is to make sure that the technical solution effectively realizes
the business process [211, 338, 339]. Testing may involve simulation experiments in
order to assess the usability of the solution in the target environment. Moreover, field
tests can be applied in order to show that the workflow application is able to handle
real-world situations. However, the execution of these tests proceeds on a manual basis
instead of following an automated approach.

One exception to testing and WfMSs lies in the area of workflow verification.
Many verification techniques have been proposed for checking a process model for
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basic properties such as soundness, absence of deadlock, ability to terminate, etc.
For example, the use of Petri Nets in workflow verification has been studied ex-
tensively [33] and several notions with regard to soundness have been introduced
[1, 2, 100, 101, 153, 154, 220, 255, 318]. However, all verification techniques focus
on the model rather than the system that is realized.

As was previously mentioned in Section 1.6.4, in this thesis we propose to use the
same conceptual model for designing, developing, testing, and validating the opera-
tional performance of a new WfMS. This approach is similar to model based testing. In
model based testing, a model is used which describes the desired behavior of the SUT.
This allows for the algorithmic generation of large amounts of test cases, including test
oracles, completely automatically from the model of required behavior [322]. Note that
a test oracle is a mechanism that determines whether a software system executed cor-
rectly for a test case [223]. A test oracle contains two essential parts. These are, oracle
information that represents expected output, and an oracle procedure that compares
the oracle information with the actual output of the SUT [223].

With regard to the model used for testing the SUT there is a whole spectrum of
possibilities ranging from reusing the development model without change to developing
a test-specific model from scratch [253, 264, 324]. Reusing the development model
without any change would obviously save time. However, this is typically not possible
due to the fact that it is rare for a development model to remain abstract, yet be precise
enough, for test generation. Additionally, using the same model for development and
testing is not a good idea as there is no independence between the two which means
that they both contain the same errors. At the other extreme, a test model can be
completely described from scratch which is actually quite common and useful. In
this way, independence between the test model and the SUT is maximized and it is
possible to customize the test model. Note that a middle path can be useful as well.
For example, for a development model that is abstract, behavioral details can be added
which are needed for model-based testing.

2.10 Simulation

In this thesis, some work is devoted to performing simulation experiments for a newly
developed WfMS. More specifically, in the context of a reference environment, sim-
ulation experiments are applied in order to assess the impact of the system on the
operational performance of the processes that it supports. In this way, simulation is
used as an a priori diagnosis technique.

If we consider the usage of simulation in the context of business processes, then we
find that simulation has been in use since the seventies [298]. Before that, in the sixties,
the simulation language SIMULA was developed which influenced the development of
general purpose programming languages [93]. Initially, the focus of these languages
was on general purpose programming. However, these were subsequently extended
with simulation capabilities. Gradually more and more simulation packages became
available that offered some graphical environment to design and simulate business
processes. These languages provide simulation building blocks that can be composed
graphically (e.g. Arena [192]). Furthermore, most business process modeling tools
provide some form of simulation. Examples of these tools are Protos and ARIS. Finally,
the more mature WfMSs provide simulation capabilities for the processes they support
[149, 175] (cf. FileNet [125], BPM|one [51], BizFlow [64], and WebSphere [171]). A
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somewhat different approach to the last category is described by Choi et al. [77] in
which a simulation module can be embedded in an existing WfMS. In this way, some
components of the system are included in the simulation model. Staffware uses a copy
of the engine for prediction. In doing so, a real engine is used in simulation mode [307].

The commonly cited advantages of applying workflow technology are faster and
more efficient process execution [138, 198, 269]. Here, the work performed by Reijers
et al. is interesting as, by means of simulation experiments, for 16 business processes
the benefits of supporting these processes by workflow technology has been investigated
using factors such as service time and wait time. As part of this, they elaborate on
fundamental problems that have been experienced when mapping real-life business
processes onto a simulation model. In a later study, Nakatumba et al. [36] narrow this
down to the problem of correctly modeling the behavior of resources and how these
problems can be handled.

In regard to the application of simulation in the healthcare domain, numerous
studies can be found reporting on the successful application of discrete-event simulation
in order to improve efficiency and reduce costs. Several review papers have been written
on the conduct of simulation studies in healthcare clinics [189] showing its wide spread
use in this area including laboratory studies, emergency services, and the national
health system. Good overviews of literature have been provided by Jun et al. [189],
England et al. [121], and Yang et al. [350]. With regard to healthcare clinics, Sun
et al. [189] mention three different areas that impact patients in clinics. These are
patient scheduling and admissions, patient routing and flow schemes, and scheduling
and availability of resources.

In this thesis, specific attention will be paid to simulations investigating the link
between appointments and tasks. For a patient these appointments typically take
place at different units within the hospital. However, as noted by Jun et al. [189] there
are very few articles that report on using simulation to study complex multi-facility
healthcare delivery systems. Most studies report on the analysis of individual units
within multi-facility clinics or hospitals.

2.11 Process Mining

Contemporary WfMSs support the design, configuration, execution, and control of
processes that they support. However, full support for the BPM life cycle can not be
provided as no support for the diagnosis phase is provided. However, this gap can be
closed by process mining. In this section, an overview of process mining and related
work will be provided.

The goal of process mining is to extract non-trivial and useful process related in-
formation from event logs (e.g. process models), i.e., process mining describes a family
of a-posteriori analysis techniques exploiting the information recorded in event logs
[23, 35, 45, 95, 176, 330, 335]. Event logs contain information about the process steps
performed. In particular, we assume that an event log contains the following infor-
mation (according to the MXML format) [30, 102]: (i) each event refers to a task
(i.e., a well-defined step in the process), (ii) each event refers to a case (i.e., a process
instance), (iii) each event has a performer also referred to as originator (the person
executing or initiating the task), (iv) events have a timestamp and are totally ordered,
(v) events have an event type describing the nature of the event (e.g. whether a task
was scheduled, completed, etc.), and (vi) a collection of attributes can be provided in
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Figure 2.7: Three types of process mining: (1) Discovery, (2) Conformance, and (3) Extension.

a data section for both a case and and an event. These event logs may originate from
all kinds of systems, such as enterprise information systems or hospital information
systems.

Process mining addresses the problem that most “process / system owners” have
limited information about what is actually happening. As illustrated in Figure 2.7,
software systems may support processes, control the work of people and organizations,
and may control machines or components. In practice, there is often a significant gap
between what is prescribed or supposed to happen, i.e. the model which describes the
allowed behavior of a system, and what actually happens. As systems produce event
logs and thus record (parts of) the actual behavior, it can be identified what happened
in reality.

We consider three types of process mining: (1) discovery, (2) conformance, and (3)
extension.

Discovery: The first type of process mining is discovery, i.e., deriving information
from some event log without using an a priori model. Based on an event log
various types of models may be discovered, e.g., process models, business rules,
organizational models, etc. For example, many techniques have been developed
regarding the discovery of the control-flow perspective, e.g. expressed in terms
of Petri nets [21, 23], Heuristics nets [30, 96, 330], Event-driven Process Chains
(EPCs) [103], Activity graphs [45, 95], Fuzzy Graphs [145], and ADONIS work-
flow models [163]. However, process mining is not limited to control-flow. Recent
process mining techniques are more and more focusing on other perspectives, e.g.,
the organizational perspective [27], the performance perspective [106], and the
data perspective [275, 276, 305]. In a healthcare setting, discovery can be used
for identifying the steps that are typically performed prior to surgery (control-
flow); depicting medical disciplines that are collaborating frequently with each
other (organizational perspective); and showing bottlenecks in the process (per-
formance).
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Conformance: Here the event log is used to check if reality conforms to a model
[274]. For example, there may be a medical guideline described by a process
model indicating that in order for diagnosing cancer a lab test and an x-ray
always need to be performed while in reality this does not happen. Conformance
checking may be used to detect deviations, to locate and explain these deviations,
and to measure the severity of these deviations.

Extension: This approach assumes there is an a-priori model. This model is extended
with a new aspect or perspective, i.e., the goal is not to check conformance but
to enrich the model with the data in the event log. An example is the extension
of a process model with performance data, i.e., some a-priori process model is
used onto which bottlenecks are projected. In [276], an approach is described in
which information from various perspectives can be discovered and subsequently
be stitched together in a CP Net simulation model.

Orthogonal to the three types of mining, process mining can also be categorized
into three different perspectives (1) the control-flow perspective, (2) the organizational
perspective, and (3) the case perspective [15, 30, 102].

Control-flow: The control-flow perspective focuses on the control-flow, i.e., the order-
ing of tasks. The goal of mining this perspective is to find a good characterization
of all possible paths, e.g., expressed in terms of a Petri net or some other notation
(e.g., EPCs, BPMN, UML ADs, etc.).

Organizational: The organizational perspective focuses on information about re-
sources hidden in the log, i.e., which performers are involved and how are they
related. The goal is to either structure the organization by classifying people in
terms of roles and organizational units or to show the social network.

Case: The case perspective focuses on properties of cases. Cases can be characterized
by their path in the process or by the originators working on a case. However,
cases can also be characterized by the values of the corresponding data elements.
For example, if a case represents a treatment of a patient, it may be interesting
to know the age or the gender of the patient.

Of the three perspectives described above, the control-flow perspective is con-
cerned with the “How?” question, the organizational perspective is concerned with
the “Who?” question, and the case perspective is concerned with the “What?” ques-
tion.



Chapter 3

Development Approach

3.1 Introduction

In Figure 3.1, the contributions of this thesis are outlined. The specific focus of this
chapter is indicated by the box with the bold line. In particular, we will discuss two
different development processes. Both of them will be introduced shortly below.

First, a Workflow Application development process aims at improving the planning
and construction of workflow applications. So, the overall goal of the development
approach is that one or more processes of a given end-user organization are supported
by workflow technology. Examples of such an end-user organization are a hospital,
an insurance company, or a municipality. Seen from the viewpoint of an end-user
organization, it specifies how to proceed from requirements an organization may have
through to a working system that can be used on a daily basis.

Conversely, a WfMS development process focuses on developing a generic software
product, i.e., a WfMS. In comparison to the previous development process, the focus
is on a software developer. The approach describes the development phases associated
with the implementation of a WfMS.

The structure of this chapter is as follows. First, in Section 3.2 a workflow applica-
tion development process is considered in detail. Subsequently, in Section 3.3 the focus
is moved to a WfMS development process. Next, in Section 3.4, we consider a specific
case of the workflow application development process discussed in Section 3.3. Finally,
Section 3.5 concludes the chapter.

3.2 Workflow Application Development Process

In this section, we focus on the workflow application development process that has
been presented in Figure 3.1. For reasons of convenience, the development process is
again depicted in Figure 3.2. As can be seen, we make a distinction between seven
different phases that follow each other sequentially. Moreover, the development process
can be divided into an AS-IS situation and a TO-BE situation. Each phase will be
discussed below.

Initial Diagnosis
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Figure 3.1: Overview of the thesis highlighting the focus of Chapter 3.
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(Initial)
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Figure 3.2: Workflow application development process.

The development process starts with the initial diagnosis phase. This phase is part
of the AS-IS situation. Here, the process that needs to be supported by workflow
technology is analyzed. It is examined how the process is currently executed and
any current weaknesses are also identified. When analyzing the process, aggregated
performance data may be considered as well as process execution data. For example,
this execution data may involve sequences of tasks that have been executed for each
case. Furthermore, written interviews may be used for obtaining insights into how a
process is executed in an organization.

Initial Design
Based on the initial diagnosis phase, information is provided for the initial design
phase. In this phase, the process is designed as it needs to be supported by workflow
technology. Consequently, this phase is part of the TO-BE situation. In particular,
the process is reviewed, validated, and finally described in terms of a process model.
Such a process model consists of the following elements [10]:

• the process structure,

• the resource structure,

• the allocation logic, and

• the interfaces.

Configuration
The next phase is the configuration phase. Here, the resultant designs are detailed
such that it can be used for configuring a WfMS. So, the focus is on realizing the
corresponding system.

Execution
Next, in the execution phase, the configured process is enacted using the workflow
system. In order to support the execution of the process, context data about the
environment with which the WfMS interacts is required. For example, this involves
information on the availability and behavior of internal/external resources and services.
Control
The enacted process is monitored during the control phase. In this phase, feedback
is provided about the status of the executed process. To provide this feedback, data
from individual executions is used without any form of aggregation. Additionally,
execution data may be aggregated in order to obtain the current performance of the
process. Information obtained during this phase can be used for making process related



48 Chapter 3. Development Approach

changes or making changes to individual instances of the process. For example, for
one instance it may be necessary to skip a task. Furthermore, at the process level it
may be necessary to add additional resources to work on specific tasks. This does not
require any redesign of the process.

Diagnosis
Next, the diagnosis phase is executed. Here, the operational process is analyzed again
in order to identify problems and to find possible improvements. To support this
analysis, information collected in the control phase is used. In contrast to the initial
diagnosis phase, the focus is on the process as it is executed in the system. However,
interviews may also be used here.

(Re)design
The information that has been generated during the diagnosis phase is used as input
for the (re)design phase. In particular, the aim is to create an alternative for the
current process. This alternative should remedy the weaknesses of the process based
on improvement possibilities that have been identified. As a consequence, the system
can be reconfigured which closes the loop.

3.3 Workflow Management System
Development Process

In this section, we focus on the WfMS development process that has been presented in
Figure 3.1. Now, the focus of the development process is on developing a generic soft-
ware product, i.e. a WfMS. For convenience, the development process is shown again
in Figure 3.3. We make a distinction between five different phases that follow up each
other, i.e., the requirements, design, implementation, testing, and simulation phases.
In particular, we propose a development approach in which the same conceptual model
is used for specifying, developing, testing, and validating the operational performance
of a new WfMS. As can be seen in the figure, the conceptual model is realized in
terms of a single Coloured Petri Net (CP Net) model. As the CP Net model plays an
important role during the development process, we have schematically visualized its
role, during each phase, in Figure 3.4. At the bottom of the figure, the goal of each
phase is identified. Note that the development process can be divided into an AS-IS
situation and a TO-BE situation. Each phase is discussed separately below.

Requirements
In the requirements phase the focus is on determining the needs or conditions that
need to be met by the developed software product. In particular, a precise definition
is provided of the functionality that needs to be provided. Note that these needs and
conditions may be, for example, based on interviews with experts.

Design
Next, in the design phase we move on to the TO-BE phase. Here, the focus is on
developing a solution for the requirements that have been specified in the previous
phase. As illustrated in Figure 3.4, a complete CP Net model is constructed which
formalizes the behavior of the new system.
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Figure 3.3: Workflow system development process.
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Figure 3.4: The role of the CP Net model in the design, implementation, testing, and simulation
phases.

Formalizing a system using CP Nets offers several benefits. First of all, CP Nets
provide a well-established and well-proven language with formal semantics. Therefore,
they are particularly suited to describe the behavior of systems requiring support
for concurrency, resource sharing, and synchronization. Second, building such a net
allows for experimentation. So, the model or parts of it can be executed, simulated
and analyzed which leads to insights about the design and implementation of the
system. Since the model is executable, it is possible to evaluate and test various
design decisions much earlier than would normally be the case during the development
process. Additionally, suboptimal design decisions or design flaws can be revealed.
Consequently, the cost of rectifying them is significantly less than would be the case
later in the development life cycle. It also facilitates a better understanding of the
problem domain. Another important advantage of using CP Nets is that the model
abstracts from implementation details and language specific issues. So, we only need
to consider the functionality that will be provided by the system.

Implementation

Once the design is finished, it is used as the basis for building the system in the
implementation phase. As illustrated in Figure 3.4, the developed CP Net model is
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used as a specification for the realization of the system. So, the functionality contained
in the model is mapped to an operational system. For this mapping we may use widely
available open-source and commercial-off-the-shelf (COTS) software. However, it may
also be necessary to develop specific code that realizes the desired functionality.

Testing
Next, the resultant system is tested for its reliability in the testing phase. As illus-
trated in Figure 3.4, both the CP Net model and the implemented system are used.
One or more parts of the CP Net model are replaced by the concrete implementa-
tion of these parts. So, in the figure, the light grey-colored rectangle represents the
parts of the actual system that are tested. This is done by establishing connections
between the CP Net model and parts of the actual system which need to be tested.
During the testing, parts of the system, which are not tested, may be simulated using
CPN Tools (the dark grey-colored rectangle). This allows for the testing of numerous
scenarios facilitating the discovery of potential flaws in both the architecture and the
corresponding implementation.

Simulation
CP Net models can also be used for simulation-based performance analysis in order
to evaluate systems, to compare alternative configurations of a system, and to find an
optimal configuration of a system [178]. Here, the entire CP Net model can be used.
However, as we also have parts of the CP Net model in the realized system, these can
be included in the CP Net model.

Simulation can either refer to external validation or internal validation. Internal
validation focuses on investigating performance aspects of the system like response
time, memory usage, or CPU occupation. External validation focuses on investigating
the performance of the processes the system supports. Therefore, performance indica-
tors such as average throughput time or average utilization of resources are considered.

In the simulation phase, as illustrated in Figure 3.4, our focus is on investigating
the operational performance of processes that are supported by both the designed
and realized system. As a result, it can be investigated whether these processes are
negatively impacted or not (e.g. longer case durations or introduction of bottlenecks
into the process). By setting up a reference environment, the operational performance
can be investigated in a structured manner. Moreover, parts of the realized system
can be included in the CP Net simulation model in order to analyze the implemented
system.

3.4 Initial Case Study

At the beginning of the PhD project reported here, we wanted to investigate the
current state of the art with regard to WfMSs. Moreover, we wanted to identify
particular needs arising from the healthcare domain that needed to be satisfied by
workflow technology. Therefore, we started with an extensive case study in which a
selected healthcare process was implemented in multiple WfMSs. The approach that
was followed is depicted at the bottom of Figure 3.5.

The initial case study was composed of four distinct steps. These steps involved go-
ing from a real-life process, via an Executable Use Case (EUC) and a Colored Workflow
Net (CWN), to its implementation in a nominated workflow system. The approach has
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Figure 3.5: The approach followed for implementing a selected healthcare process in multiple WfMSs.
Individual phases of the approach are linked to the corresponding phases of the workflow application
development process.

been described in detail in [25, 185, 217]. As can be seen in Figure 3.5, there is a close
link between the approach in the initial case study and the workflow application devel-
opment process that has been discussed in Section 3.2. The correspondences between
phases are illustrated by dotted lines in the diagrams.

3.4.1 Executable Use Cases

As a first step, interviews are held in order to identify the healthcare process that
needs to be supported by workflow technology. These interviews serve as input for the
EUC method. EUCs are formal and executable representations of work processes to
be supported by a new IT system and can be used in a prototypical fashion to specify,
validate, and elicit requirements [184]. EUCs have the ability to “talk back to the user”
and can be used on a trial-and-error basis. Moreover, they have the ability to spur
communication between stakeholders [184] about issues relevant to process definition.

For the approach presented in Figure 3.5, the EUC consists of a CP Net model,
which describes the real-life process, and an animation layer on top of it, which can
be shown to the various people involved in the process. Here, we do not expect med-
ical professionals (e.g doctors or nurses) to understand the underlying CP Net model
directly but we anticipate that they are able to derive an understanding from the ani-
mations as to how their work processes have been modeled. In addition, the animations
provide a suitable opportunity for validating the CP Net model. The use and impor-
tance of animations in the very early stages of the development process have been
stressed in [249].

Note that for the EUC model any concept or entity deemed relevant may be used. So,
together with the interviews and the animations, this provides an excellent opportunity
for identification of the process that needs to be supported by workflow technology.
Therefore, as can be seen in Figure 3.5, the first two steps can be linked to the diagnosis
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phase of the workflow application development process.

3.4.2 Colored Workflow Nets

After validation of the EUC model, the CWN [25, 185] method is used. Here, the
underlying CP Net model of the EUC is taken and translated into a CWN. A CWN
is a workflow model restricted to the workflow domain. More specifically, the creation
of such a workflow model restricts us to the usage of concepts and entities which are
common in workflow languages. In comparison to the EUC model, we now only use
a fixed library of concepts and entities. In addition, the CWN only contains actions
that will be supported by the new system whereas actions that are not supported by
the new system, are left out. The construction of the CWN matches with the initial
design phase of the workflow application development process.

Afterwards, as indicated in Figure 3.5, the CWN model can be used as basis for
configuring any WfMS. In this particular case study YAWL, FLOWer, DECLARE and
ADEPT have been used. Therefore, a match can be made with the configuration phase
of the workflow application development process.

As we have indicated, the construction of both the EUC and CWN is done using
CP Nets. CP Nets are well-suited for modeling workflows or work processes [10]. An
EUC focuses on the context whereas an CWN focuses on the realization of a process.
With context we mean that the focus is on processes, resources, data, systems and
decisions and with realization we mean that the focus is on the system and software
itself. To support this shift of focus, CP Nets provide a smooth transition between the
two viewpoints.

3.5 Conclusions

In this chapter, we have proposed a workflow application development process consist-
ing of seven different phases. One of the main advantages is that it allows for continual
improvement of a process which is supported by workflow technology. Subsequently,
we focused on a specific case of the development process in which an EUC and CWN
were used for implementing a process in multiple WfMSs. In Chapter 4, a large case
study will be presented in which the latter approach is used.

In addition, we have proposed a WfMS development approach consisting of five
different phases. Here, the same model is used for specifying, developing, testing, and
validating the operational performance of a new WfMS. The benefits of using the same
model for different purposes include a decreased potential for loss of user requirements
and increased confidence in reliability and correct operation of the resultant system
before its deployment. Moreover, a unique benefit which is provided by the CP Nets
and CPN Tools combination is that experimentation is possible which leads to valuable
insights about the design and implementation of the system. The proposed develop-
ment process will be followed to extending WfMSs with calendar-based scheduling
support and with inter-workflow support. In particular, the design, implementation,
testing, and validation of the operational performance of a WfMS extended with the
aforementioned features is elaborated upon in chapters 5 to 10.



Chapter 4

Requirement Analysis

4.1 Introduction

In a large hospital, a wide variety of processes need to be performed. Of these, many are
organizational healthcare processes which focus on coordinating interoperating health-
care professionals and organizational units. These processes are known to be of a
repetitive but non-trivial nature.

The degree to which organizational healthcare processes can be planned may vary
greatly. At one extreme there are acute care processes which typically require im-
mediate action depending on the condition of the patient. Here the process can not
be planned in advance. At the other extreme, we find routine processes which can
be completely planned from beginning to the end. In the middle there are the semi-
structured processes which are performed in a project-based way. During the course
of the process, it is decided which steps are to be taken next. Finally, in between the
acute care and semi-structured processes, we find the processes in which there is a high
probability of complications. These processes are more difficult to plan because if a
complication arises, the corresponding process needs to be changed dramatically.

When we consider the above mentioned extremes, it can be seen that there are a
wide variety of organizational healthcare processes with a range of different character-
istics. For these processes the timing of tasks is important as healthcare professionals
are expensive, scarce, and have limited availability. Therefore, the use of WfMSs to
take care of the coordination of organizational tasks and the people involved would
be highly welcome. Although WfMSs already offer a wide range of functionality, it is
clear that specific healthcare-related functionality is missing thus limiting their ability
to provide full support for organizational healthcare processes. In this chapter, our
aim is to identify requirements that need to be satisfied by workflow technology in or-
der to optimally support healthcare processes. Here, it needs to be mentioned that we
will be specifically searching for capabilities that have not yet been considered and
whose absence seriously hampers the support for organizational processes by workflow
technology.

The approach for identifying these missing elements is illustrated in Figure 4.1
which also shows the focus of this chapter. Our aim is to identify the missing elements
that need to be satisfied by workflow technology in order to optimally support health-
care processes. In this way, we are currently in the requirements phase of the WfMS
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Figure 4.1: Overview of the thesis highlighting the focus of this chapter.
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development process. The elements that are identified will be used for augmenting
WfMSs with additional functionality in the next phases of the development process.

In the requirements phase we use the approach described in Section 3.4 in which
a process, via an EUC and CWN, is realized in a specific workflow system (in fact,
this is done for four selected systems). The phases of this approach correspond to the
diagnosis, design, and configuration phase of the workflow application development
process that is depicted in Figure 4.1.

As a reference healthcare process we have taken the diagnostic process of patients
visiting the gynecological oncology outpatient clinic in the AMC hospital, a large aca-
demic hospital in the Netherlands. The main reason for choosing this particular process
is that it is extensive and it involves many medical disciplines, such as radiology, anes-
thesiology, and pathology. The care process can be considered to be nontrivial and
illustrative of other healthcare processes, both at the AMC and in other hospitals. We
choose to implement the care process in workflow systems which have different techno-
logical underpinnings1. For this purpose we selected YAWL, FLOWer (case handling),
ADEPT (adaptive workflow) and DECLARE (declarative workflow).

The remainder of this chapter proceeds as follows: Section 4.2 introduces the health-
care process we studied. In Section 4.3, the implementations in the different workflow
systems are discussed. Next, in Section 4.4, requirements resulting from the healthcare
process that has been studied are discussed along with their relationship to healthcare
processes in general. Clearly, the outcome of Section 4.4 is a set of requirements that
are important for the application of workflow technology in the healthcare domain.
Finally, the conclusions of this chapter are presented in Section 4.5.

4.2 The Case of Gynecological Oncology

In this section, the gynecological oncology healthcare process will be introduced. For
this healthcare process, the accompanying EUC is discussed in Section 4.2.1 and the
accompanying CWN is discussed in Section 4.2.2. Furthermore, issues identified when
modeling the healthcare process are also discussed.

4.2.1 Executable Use Case

First, we start by providing a short elaboration on EUCs. Next, the healthcare process
which has been studied is discussed together with associated issues. Then, for one
particular part of the process we elaborate on how the animations have been set-
up within the EUC. Finally, we briefly elaborate on the experiences associated with
defining the EUC.

General

EUCs are formal and executable representations of work processes to be supported by
a new IT system and can be used in a prototypical manner to specify, validate, and
elicit requirements. They consist of a model and an animation layer.

The model is a description of the real world. Its focus is not on how the system could
be realized, but simply to describe the work processes that take place in an organization.

1An additional reason for selecting these systems was that they were readily available to us.
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Series of 
subprocesses

Visits to outpatient 
clinic

Figure 4.2: The topmost net of the EUC provides a general overview of the gynecological oncology
healthcare process. As indicated by the dotted line, a distinction can be made between the patient
process and the Monday afternoon process. The Monday afternoon process consists of several meetings
in which the medical status of multiple patients is discussed.

As part of this, the model may go into further detail about the environment of the
system. As such, any concept or entity deemed relevant may be used in the model.

The animation layer is a graphical animation of the work processes that have been
modeled. For the animation only concepts and terminology are used that are familiar
to and understood by the people whose work processes have been modeled. Note that
the model and the animation layer are connected by adding drawing primitives to the
model which update the associated animation.

Overview

The process which will be discussed below is a gynecological oncology healthcare pro-
cess. In general, the medical field of gynecological oncology is concerned with the di-
agnosis and treatment of cancer of the female reproductive tract, including the cervix,
vagina, ovaries, endometrium, and vulva. For the diagnosis and treatment of patients,
medical imaging tests, pathology tests, radiotherapies, chemotherapies, and surgical
treatments may be required. In this way, a multidisciplinary team of gynecological
oncologists, medical oncologists, pathologists, radiation oncologists, and nurses are in-
volved in the diagnosis and treatment of patients.

The process which has been studied deals with the diagnosis of gynecological on-
cology patients once they are referred to the AMC hospital for treatment. As patients
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are referred, this could mean that already some medical tests have been performed at
the referring hospital and that the patient may already be (partly) diagnosed. In this
way, the diagnostic trajectory performed at the AMC aims at further diagnosis of the
patient and deciding on the strategy that needs to be followed for treatment of the
patient. Additional steps may be performed requesting the referring hospital to send
material to the AMC so that all necessary details about the patient are available to
the medical professionals involved.

In total, the diagnostic trajectory of the gynecological oncology healthcare process
is significant and consists of over 300 tasks. This shows that we are dealing with a
complex process.

In Figure 4.2 the topmost net of the EUC model is shown providing an overview
of the healthcare process. The dotted line indicates that the process consists of two
different working processes. For each of these two working processes we focus on
modeling its content and the ordering of tasks within the process.

The first working process, which is modeled above the dotted line, describes all of
the steps that may be taken for a patient up to the point where they are diagnosed.
In other words, the patient process is modeled. The process starts with the “referral
patient and preparations for first visit” substitution transition. This subprocess deals
with the steps that need to be taken for the first visit of the patient to the outpatient
clinic. The next steps in the process involve a series of consultations with a doctor.
Here, the “first visit” and “visit outpatient clinic” substitution transitions represent
the patient visiting the outpatient clinic for a consultation with a doctor. Such a
consultation can also be done by telephone (“consultation by telephone” substitution
transition). During a consultation, the patient discusses their medical status with the
doctor and it is decided whether any further steps need to be taken, e.g., diagnostic
tests.

A doctor can request a series of different diagnostic tests, undertaken at different
medical departments. The interactions required for these medical tests and also the
processes for these tests are modeled in the rectangle just above the dotted line in Fig-
ure 4.2. More specifically, a doctor may request a lab test, a pre-assessment, an MRI, a
CT, and an X-ray. These are modeled by the “lab”, “pre-assessment”, “MRI”, “CT”,
and “x-ray” substitution transitions respectively. However, for each patient there are
also other steps that may be taken. The “examination under anesthetic” substitution
transition models the actions that need to be taken in case an examination under anes-
thesia is needed for a patient. In turn, the “pathology” substitution transition models
the situation where a pathology examination is required after which the referring hos-
pital is asked to send their pathology slides to the AMC or a tissue sample is taken at
the AMC.

It is important to note that in the future new medical tests can become available
and even new medical disciplines can emerge. Moreover, tests may be needed which
have never been used before. As a consequence, in the figure, it may become necessary
to add interactions for these new medical tests. In this way, it becomes clear, that
in order to cater for the varying interactions required for medical tests, support for
flexibility is needed.

Furthermore, by looking at the overall process it can be seen that while the patient
is visiting the outpatient clinic (shown in the top part of Figure 4.2) it is possible
for a series of subprocesses to run concurrently (as shown in the rectangle in the
figure). As the execution of these subprocesses can be complex and time consuming,
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there is no guarantee that all of them will be finished before the start of the next
patient consultation, e.g. the result of a certain test might be delayed. In the figure,
this would mean that the “first visit”, “visit outpatient clinic” or “consultation by
telephone” substitution transition is allowed to be executed for a patient. However, for
this patient, where one or more of the subprocesses are running concurrently, no result
is available, i.e. tasks still need to be performed in these subprocesses. Consequently,
these subprocesses should be seen as separate inter-twined process fragments running at
different speeds rather than as one process covering distinct but related cases. However,
if we want to denote that there is in fact a connection between these related cases, we
need to straightjacket these cases into one monolithic process.

The second working process, which can be found at the lower part of Figure 4.2,
involves meetings between gynecological oncology doctors and other medical special-
ists. First, the participants from the different medical disciplines prepare themselves
for these meetings (“prepare radiology, pathology, and MDO meeting” substitution
transitions). During the radiology meeting (“radiology meeting”), the doctors from
gynecological oncology discuss with a radiologist the results of the radiology tests that
have been performed for various patients during the last week. The same holds for
the “pathology meeting” substitution transition for the pathology examinations that
have been performed during the last week. Finally, during the MDO meeting (“MDO
meeting”) the medical status of patients is discussed and a decision is made about
their final diagnosis before the treatment phase is started. Finally, as a result of these
meetings, several subsequent steps may need to be initiated for individual patients.
These steps are modeled as part of the “MDO meeting” substitution transition. For
example, for some patients an MRI may be needed whereas for others a CT-scan may
be required.

Most importantly, compared to the first process which was discussed earlier, we are
dealing with a group of patients instead of a single patient. Obviously, compared to the
previous working process, we are now dealing with a different level of granularity and
one instance refers to potentially multiple “patient instances”. Due to this difference,
the process executed for a single patient and the process executed for a group of patients
are modeled separately in Figure 4.2. As this difference is not explicitly modeled this
does not become obvious from the figure.

Currently, the two working processes are completely disconnected whereas in reality
(examinations for) patients need to be registered for these meetings, which can be ini-
tiated at different places in the first process. For example, a patient can be registered
during the initial phases of the process and also during a visit to the outpatient clinic.
So, in reality, interactions take place between the two working processes. Note that
within a process there can also be interactions. As we only focussed on the content and
ordering of tasks within one process, we did not put any effort in making these inter-
actions explicit. Moreover, making these interactions explicit would seriously clutter
the model.

Furthermore, the fact that multiple patients can be registered for the afore men-
tioned meetings (and from different points in the process) indicates that one-to-many
relationships may exist between entities in a working process. For example, during a
visit to the outpatient clinic, a patient can be registered for discussion during a radi-
ology meeting. This means that a one-to-many relationship exists between the entity
“radiology meeting” and the “visit outpatient clinic” entity. As a result of not making
the different granularities that co-exist between two working processes and even within
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a working process itself explicit, it is impossible to capture one-to-many and many-to-
many relationships that may exist between entities in a process, yet such relationships
are common as can be seen in any data / object model.

Initial stages

In Figure 4.3 the subprocess underlying the “referral patient and preparations for first
visit” task is shown which describes the initial stages of the healthcare process. Here, a
doctor or nurse at the AMC is called by a doctor of a referring hospital and a decision is
made about the timing of the first visit of the patient (transition “plan first visit”) and
the medical tests that need to be requested. In terms of medical tests, a selection can
be made between an MRI (transition “plan MRI”), a pre-assessment (transition “plan
pre-assessment”), and a CT (transition plan “CT”). A decision needs to be made about
their timing. The figure also shows some administrative tasks that might need to be
executed. For example, a fax may need to be forwarded to the pathology department
(transition “send fax to pathology”) requesting the pathology slides to be sent to the
AMC. Furthermore, both the “ask for gynecology data” and “ask for radiology data”
substitution transitions involve asking the referring hospital to send their gynecology
data and radiology data to the AMC. It is important to note that the process shown in
Figure 4.3, is considered to be a standardized procedure for these patients at the AMC.
From the figure it can be inferred that there are several courses of actions that may be
taken. Furthermore, as healthcare processes are unpredictable , there can also be the
need to skip or to add a task. For example, it may be necessary to skip the “plan CT”
task and to execute the “plan MRI” task instead, even though at the beginning of the
process the decision has been made to perform a CT-scan.

As a result of the execution of, for example, the “plan MRI”, “plan CT”, and “send
fax to pathology” transitions, subsequent steps in the process may need to be triggered.
These subsequent steps are depicted in the top net of the EUC (see Figure 4.2) and are
modeled by the “MRI”, “CT”, and “pathology” substitution transitions respectively.
As a consequence, they can only be enabled when the process modeled in Figure 4.3 is
already finished. It would be more natural if these kind of processes were instantiated
at the moment that it is known that they need to be created, i.e. immediately after
execution of the four indicated transitions. This can be achieved by taking interactions
between processes into account.

The transitions, as they are modeled in figures 4.2 and 4.3, can be performed at
an arbitrary point in time when a resource becomes available. However, as previously
indicated, for the first visit and for the MRI, CT, and pre-assessment medical tests,
a decision needs to be made about the timing of these tasks. Additionally, a decision
needs to be made about the resources that are needed for each task. More specifically,
for each of them it would ensure a better match with the current working processes
of people if an appointment could be made in order to guarantee that the required
resources are available at a particular date and time in order that the task can be
performed. As part of this, it is important that an appointment which has been booked
for them is presented to the resources involved. For example, for a CT-scan it is
necessary that both a radiologist and the patient are present, a CT-scan device is
reserved, and that all of them are informed about the appointment.

The tasks that belong to an appointment for a first visit and the MRI, CT, and pre-
assessment tests are modeled in the “first visit”, “MRI”, “CT”, and “pre-assessment”



60 Chapter 4. Requirement Analysis

p

p

p

p

p

p

p

p

p

p

p

p

p

p

p

p

p

p

p

p

p

p

p

p

p

p

p

p

p

p

p

p

p

p p p

p

p

p

p

p

p

pp

p

p
p

pp

p

[choice = "yes, doctor not any more on phone"]%p

p

p

[choice = "yes"]%p

pp

p

p

p

p

pp

pp

p

p

p

[choice = 
"no"]%p

p

p

p

p

p

[choice = "no"]%pp

p

p

p

[choice = "no"]%p

ppp

ask for
radiology

data
ask for rad data

ask for
gynecology

data
ask for gyn data

forms
nurse

forms nurse

AND
JOIN

put patient
on lists

patient lists

send confirmation
appointment

ask 
information

2

telephone 
call from

doctor referring 
hospital

SKIP
inform doctor

referring hospital

inform doctor
referring hospital

enter patient
data into
system

make document
and stickers

communicate
diagnosis 
to nurse2

SKIP
contact gynecology

department
referring hospital

contact gynecology
department

referring hospital

SKIP
contact radiology

department
refering hospital

contact radiology
department

refering hospital

SKIP
sending fax

send fax
to pathology

call doctor 
referring
hospital

ask doctor
and plan
first visit

SKIP
plan CT

SKIP
plan MRI

SKIP
plan pre-

assessment

call patient for
passing dates

for appointments

finish planning
examinations

plan 
fist visit

plan pre-
assessment

plan CT

plan MRI

send again 
signal

to nurse
ask information 

from doctor 
referring hospital

communicate
diagnosis to

nurse

send signal
to nurse

write down
data patient

gyn onc
receives 
telephone

done
forms
nurse

PATIENT

radiology
data

PATIENT

gyn
data

forms
nurse

PATIENT

confirmation
sent

PATIENT

gyn dep
done

PATIENT

ra dep
done

PATIENT

end
initial
stages
OutPATIENT

patient
put on
lists

PATIENT

lists

PATIENT

end call

PATIENT

doctor 
informed

patient data
entered

PATIENT

diagnosis
communicated

PATIENT

gyn
dep

ra
dep

information
asked

data
written
down

fax done

PATIENT

pathology

contact with
nurse2

PATIENT

doctor needs
to be asked

PATIENT

patient
called

PATIENT

ct 
done

PATIENT

mri
done

PATIENT

pre 
assessment

done
PATIENT

first visit
planned

PATIENT

ct

mri

pre
assessment

PATIENT

first
visit

PATIENT

registering 
patient

PATIENT

diagnosis_
communicated

no contact
with nurse

PATIENT

contact 
with nurse

PATIENT

telephone
call received

PATIENT

start
In

PATIENT
In

Out

patient listsforms nurse

ask for gyn data

ask for rad data

PATIENT

PATIENT

PATIENT

PATIENT

PATIENT

PATIENT

PATIENT

PATIENT

PATIENT

[choice = "yes"]%p

PATIENT
[choice = "yes"]%p

p

Figure 4.3: EUC for the initial stages of the gynecological oncology healthcare process.

substitution transitions respectively. As can be seen in Figure 4.3, before an appoint-
ment for a first visit, MRI, CT, or pre-assessment can take place, several preceding
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tasks need to be performed. Therefore, in order to guarantee that enough time is
reserved in which to undertake these tasks, an appointment needs to be scheduled,
thereby taking the entire process into account. However, during the course of the pro-
cess it may be well the case that preceding tasks can not be performed in time or that a
resource expresses their dissatisfaction with the nominated scheduling. This illustrates
the need for rescheduling appointments on request. Note that for the gynecological
oncology healthcare process we only focus on its content and the ordering of activities,
the scheduling of tasks has not been taken into account in the EUC model. However,
in order to optimally support the working processes of people, scheduling support is
indispensable.

Finally, a last remark involves the entire process of gynecological oncology. The
models presented in figures 4.2 and 4.3 only provide a static view on the process while
in reality it is more dynamic. For example, the introduction of new medical tests or
changes in protocols may impact how the process is executed. Also, people involved
in the gynecological oncology healthcare process may change their working processes.
In addition to this, as we are dealing with patients suffering from cancer, time plays
an important role in the entire process as patients need to be diagnosed and treated
as quickly as possible. Therefore, it is important to detect bottlenecks in the process
or other (time) related issues such that they can be tackled. This necessitates that at
regular time periods the process is analyzed to obtain insights about how it has been
executed in the preceding period.

For modeling the gynecological oncology healthcare care process we have primarily
focused on its content and the ordering of tasks. Additionally, we have elaborated
on issues that have been encountered during this effort. In short, these issues are as
follows:

• tasks may be linked with appointments and need to be scheduled.

• the process should preferably be seen as a collection of intertwined interacting
fragments instead of trying to describe the entire process in one structured mono-
lithic process model. These fragments have their own lifecycle, run at different
speeds, and cope with different levels of granularity.

• at regular time periods the process needs to be analyzed in order to obtain insight
into how it has been executed and to detect issues that require attention.

• new medical tests may become available or tests may be needed which have never
been used before.

Validation through Animation

As indicated earlier, an EUC consists of a CP Net model and an animation layer.
Via this layer, animations can be provided for the working processes that have been
modeled in the EUC. The animations can be shown to the people involved in order for
them to understand how we have modeled their working processes. In this way, these
animations can be used for validating the gynecological oncology healthcare process
model.

In Figure 4.4 it is shown how these animations have been realized. At the left side
we see the tools that are involved. That is, for models that are executed in CPN Tools,
animations are provided within the BRITNeY tool2, the animation facility for CPN

2http://wiki.daimi.au.dk/britney/britney.wiki

http://wiki.daimi.au.dk/britney/britney.wiki


62 Chapter 4. Requirement Analysis

BRITNeY tool

CPN tools

animation

CP Net

panels

Figure 4.4: Architecture for providing animations. Via the BRITNeY tool, animations are provided
for a CP Net constructed in CPN Tools.

Tools. As illustrated at the right side of the figure, there are connections between the
CP Net model and its associated animation layer in BRITNeY. That is, the CP Net
model and the animation layer are connected by adding animation drawing primitives
to transitions in the CP Net model, which update the animation. The animation
layer shows for the last executed task in the CP Net model, which resources, data and
systems are involved in executing the task and it also shows which decisions are made
during the task. This ensures that the focus is on what happens in the context of the
process which will also be of help when constructing the CWN in the next phase. Note
that in Figure 4.3 for every transition animation drawing primitives have been defined
that steer the animation. However, in order to not clutter the model, they have not
been shown in the figure.

In addition, separate panels are shown during the animation which allow the routing
to be influenced in the CP Net. One panel is shown which indicates which tasks are
currently enabled and may be executed. One of the enabled tasks in the panel can be
selected for execution. When a task is executed in the CP Net model it is reflected by
updates to the animation layer. Consequently, the CP Net model and the animation
layer remain synchronized. Another panel may be shown in case a decision needs to
be made during the execution of a task which might influence the routing within the
model. Based on the outcome of the decision, the right process path is chosen after
execution of the task.

For the process modeled in Figure 4.3, we see in figures 4.5 and 4.6 examples of
animations that have been provided. The animation in Figure 4.5 visualizes the “make
document and stickers” task. The panel at the bottom right side of the snapshot in
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Animation belonging to the ‘make 
documents and stickers task’.

Panel showing the next tasks that 
can be executed.

Figure 4.5: Animation belonging to the “make documents and stickers” task. A separate panel
shows the next tasks that can be executed.

Figure 4.5 shows which tasks can be executed after the “make document and stickers”
task has been executed. It shows, for example, that the “plan MRI” and the “send fax
to pathology” task may be executed. Moreover, we see that a nurse of the outpatient
clinic is responsible for executing the “make document and stickers” task and that no
decisions need to be made.

Another animation is shown in Figure 4.6 which visualizes the “send signal to nurse”
task. Here, a panel is shown which is related to a decision that is made during the
execution of the task. It shows a question which asks whether contact has been made
with a nurse at the outpatient clinic. The associated animation shows that by means
of a telephone and a pager a gynecology doctor tries to contact a nurse.

The animations have proved to be beneficial in validating the gynecological oncology
process in the sense that they triggered suggestions for improving how the process had
been modeled. For more details about the validation of the healthcare process model
and the perceived benefits, we refer the reader to [217].
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Animation belonging to the ‘send 
signal to nurse’ task.

Panel for asking whether contact 
has been made with a nurse.

Figure 4.6: Animation belonging to the “send signal to nurse” task. A separate panel presents a
decision that needs to made during the execution of a task.

4.2.2 Colored Workflow Net

In this section, we focus on the CWN that has been constructed for the gynecological
oncology healthcare process. First, we briefly elaborate on CWN’s in general followed
by a comparison between the EUC and CWN that have been constructed for the
healthcare process under consideration. Finally, some details are provided regarding
the construction of both the EUC and CWN.

General

As can be checked in Section 3.2, both the EUC and CWN are CP Net models. How-
ever, there are some clear differences between an EUC and CWN. For the working pro-
cesses that have been modeled in the EUC, the CWN captures how they are supported
by a WfMS. So, the scope of the CWN is limited to a workflow system. Consequently,
a CWN is a workflow model covering the control-flow, resource, and data perspectives.
In the EUC for the gynecological oncology healthcare process, these perspectives have
been partially covered. For the CWN they need to be fully specified. Note that the
three previously mentioned perspectives are all present in contemporary WfMSs. So, a
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CWN provides a good basis for an implementation of a process in any workflow system.

Moreover, due the specific focus of the CWN, only a fixed library of concepts and
entities may be used. So, for the places in the CWN only a fixed set of data types may
be used. For our CWN, we have constructed a CP Net with only places of type CaseID,
Resource, CidxR, and CaseData. In order to cover the control-flow perspective, tokens
in a place of type CaseID refer to the identifier of a case. For covering the resource
perspective, tokens in a place of type Resource refer to resources only and tokens in a
place of type CidxR refer to both a case identifier and a resource. In order to cover the
data perspective, places of type CaseData allow for accessing the data attributes of the
case. For these data attributes, values may be integers or strings, and a list data type
may also be used. Note that our definition of a CWN defers slightly from the original
definition presented in [25]. Full details regarding this difference can be found in [217].

Furthermore, the CWN only contains actions that will be supported by the new
WfMS. So, actions that will not be supported are left out. For our CWN this means
that tasks which have been modeled in the EUC, may not appear in the CWN anymore.

Clearly, there are fundamental differences between an EUC and CWN. Depending
on what is specified in the EUC, parts can be reused and refined in the CWN model.
Therefore, the CWN cannot be generated automatically from the EUC. However, in
principle, a (semi-) automatic translation from the CWN to each of the workflow
systems is possible and examples of this are shown in [25, 185].

Finally, in principle, it is also possible to immediately go from an EUC to an
implementation in a selected workflow system. However, as in principle anything may
be modeled in an EUC, it is harder to be mapped to such a system. Conversely, for a
CWN this is far easier as it uses more or less the same concepts as WfMSs use.

Comparison

In figures 4.7 and 4.8 we see the CWNs for the EUC CP Nets that have been shown in
figures 4.2 and 4.3 respectively. The main differences between them will be discussed
one by one.

Control-Flow Perspective and Supported Actions .

When comparing the CWNs of figure 4.7 with the EUC CP Net of Figure 4.2, some
differences with regard to the control-flow perspective can be noted. The most impor-
tant difference is that the patient process and the Monday afternoon process have been
modeled as a separate CWN. This is because a CWN only models the process of one
case. Other differences have been indicated by a thick black line around the involved
substitution transitions. That is, the “ask for gynecology data” and “ask for radiology
data” substitution transitions are now both modeled at the top net. This is due to the
fact that asking the referring hospital to sent their gynecology and radiology data to
the AMC may occur both during the initial stages of the process and during the visit
of the patient to the outpatient clinic (substitution transition “visit outpatient clinic”).
During construction of the CWN it became clear that both of them could better be
modeled at the top net. In this way, they could be modeled together with the series of
subprocesses that may run concurrently for a patient. Moreover, instead of having a
specific substitution transition for the first visit, this subprocess is now merged into the
“visit outpatient clinic” substitution transition which simplifies the top model. Note
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a) CWN for the patient process of gynecological oncology patients

b) CWN for the Monday afternoon process

Visits to outpatient 
clinic

Series of 
subprocesses

Figure 4.7: Topmost net of the CWN providing an overview of the patient process of gynecological
oncology patients.

that, with regard to defining the control-flow perspective, all places in figures 4.7a and
4.7b have now “CaseID” as data type.

Next, in Figure 4.8 we see the CWN for the EUC CP Net that has been shown in
Figure 4.3. One important difference is that some tasks which are shown in the EUC
CP Net do not appear in the CWN. These tasks will not be supported by a workflow
system. In Figure 4.3, transitions with a thick black line refer to an individual task
that will not be supported (e.g. as it can be automated as part of another task) and
therefore can not be found anymore in the CWN. For example, the “plan MRI” task
will be supported by the workflow system, whereas the “send signal to nurse” task is
not.

Resource and Data Perspectives .

The places starting with name “resources” are only present in the CWN as it con-
tains information about the availability of resources. With regard to the allocation of
resources to tasks, it is important to mention that a task may only be performed by
a single resource. Also, the places starting with name “case global” are only present
in the CWN as they contain the corresponding data attributes for each case instance.
Furthermore, the guards belonging to transitions explicitly reference the resource and
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Figure 4.8: CWN for the initial stages of the gynecological oncology healthcare process.

data perspective.

For example, the guard of the “enter patient data into system” task indicates that
this task may only be performed by a single nurse, whereas the guard of the “plan
MRI” task indicates that this task may only be performed if the data attribute “MRI
tel” has the value “needed”.

Issues encountered .Four distinct issues have been identified during the modeling
of the gynecological oncology process using CWNs. As indicated earlier, the CWN
is a refinement of the EUC which needs to cover the control-flow, resource, and data
perspectives. Consequently, by definition, a CWN does not allow these four issues
to be taken into account. So, as for the EUC, in the CWN tasks are not linked
to appointments and there is no support for the scheduling of them. Second, the
healthcare process which should preferably be seen as a collection of fragments is also
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in the CWN straightjacketed into a monolithic workflow where differences in the level
of granularity are not made explicit. Furthermore, as in the CWN interaction related
aspects are not taken into account, nor are interactions between fragments considered.
With regard to flexibility, the healthcare process would be supported in a more optimal
way if (a wide range of) flexibility options are provided such that new medical tests
can be added in the future and tasks can be skipped or added. Finally, for the process
which is modeled in the CWN it is important that it can be identified how the process
changes over time, i.e. it needs to be analyzed how the process is executed and these
executions change over time.

Effort

Both the EUC and CWN are large CP Net models. The CP Net for the EUC consists
of 689 transitions, 601 places, and 1648 arcs whereas the CP Net for the CWN consists
of 324 transitions, 522 places, and 1221 arcs. This illustrates that the gynecological
oncology healthcare process is a complex process. This also means that a considerable
amount of time has been spent in defining both the EUC and CWN (approx. 100 man
hours for each) and several iterations, back and forth, have been made between the
design efforts for the two models. These iterations relate to the fact that questions
arose about the healthcare process modeled in the EUC which triggered updates of the
EUC and CWN respectively. However, we believe that this led to a more complete
description of the process itself (EUC) and its implementation in a chosen workflow
system (CWN).

4.3 Implementation in Four Workflow Management
Systems

In this section, we will discuss how several WfMSs have been configured in order
to support the gynecological oncology healthcare process (described in terms of an
EUC and CWN). As candidate systems we selected YAWL, FLOWer, ADEPT, and
DECLARE. These systems provide different mechanisms to support flexibility, such as
adaptive workflow (ADEPT), underspecification
(YAWL), case handling (FLOWer), and declarative workflow (DECLARE).

In the remainder of this section, we will examine how each system has been con-
figured and elaborate on how the issues, that have been encountered when modeling
the healthcare process in an EUC and a CWN (e.g. scheduling support or support for
considering the process as a collection of fragments), have been taken into account.

4.3.1 YAWL

For modeling the healthcare process in YAWL, we have used YAWL1 (version 8.2b).
This version also includes the Worklet Service. In Figure 4.9(a) an overview of the
YAWL model is shown which models the process that is followed for diagnosing an
individual patient. As can be seen, the model is very similar to the upper part of
the topmost net of both the EUC and CWN. In YAWL we had to model the series
of subprocesses that may run concurrently in the top model in order to indicate that
a connection exists between them. So, not surprisingly, in YAWL cases need to be
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straightjacketed into one monolithic workflow and interactions between (sub)processes
and differences in granularity can not be captured. In addition to this, as the workflow
involving the meetings between gynecological oncology doctors and other medical spe-
cialists operates at the level of multiple patients, it needed to be modeled in a different
YAWL model (and which is not shown in Figure 4.9).

In particular, in Figure 4.9(a), the “examinations” node deserves some special at-
tention. That is, we used the worklet approach for modeling the interactions that are
required for the medical tests. This has been done by linking the “examinations” node,
which is a “multiple atomic task”, to the worklet service which means that it can be
instantiated repeatedly if multiple medical tests are needed. In this way, the right
worklet can be chosen for each test. In case of a new test, it is possible to choose a
corresponding process fragment, or to dynamically define a new process fragment, and
thereby extend the ruleset.

In Figure 4.9(b), we see the corresponding YAWL process fragment for the initial
stages of the gynecological oncology healthcare process. Due to syntactical sugaring,
fewer nodes are needed compared to the CWN model of Figure 4.8. For example, the
“make document and stickers” task in YAWL is an OR-split, which means that one or
more of the outgoing paths may be followed and others may be skipped. This OR-split
is used because the “plan MRI” and “plan CT” tasks may either be performed or not.
By using YAWL’s OR-join construct the skip tasks which appear in both the EUC and
CWN are not needed in the YAWL model.

During the execution of the process each task may only be performed by a single
resource. In particular, in Figure 4.9(b) tasks which are performed by a single resource
are annotated with a person icon. However, although YAWL provides extensive support
for the resource patterns we did not find any functionality within YAWL allowing for the
performance of tasks by multiple resources or allowing appointments to be scheduled
for tasks.

Finally, YAWL itself does not provide support for the diagnosis phase of the BPM
lifecycle which means that no tooling support is offered for analyzing processes that are
executed within YAWL. Nevertheless, YAWL allows for exporting process definitions,
organizational data, and execution data to the process mining tool ProM where they
can be analyzed [167].

The resultant YAWL model consists of 231 nodes and 282 arcs and it took around
120 hours to construct a model that could be executed by the YAWL workflow engine.

4.3.2 FLOWer

For modeling the healthcare process in FLOWer, we have used version 3.0 of FLOWer.
In Figure 4.10(a) the FLOWer model is shown which models the process that is followed
for diagnosing an individual patient. As can be seen, there are some subtle differences
when comparing it with the corresponding EUC, CWN, and YAWL models. However,
with FLOWer the problem also arises that cases need to be straightjacketed into one
monolithic workflow and interactions between (sub)processes and differences in granu-
larity can not be captured. In addition to this, as for YAWL, the workflow involving the
meetings between gynecological oncology doctors and other medical specialists needed
to be modeled in a different FLOWer model.

In Figure 4.10(a), the “examinations” node deserves some special attention as it
refers to the interactions that are required for the medical tests. This node is a so-called
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a) Overview

b) Initial stages of the gynecological oncology healthcare process
Figure 4.9: Screenshots of the gynecological oncology healthcare process in the YAWL editor.
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“dynamic subplan” which allows for the concurrent execution of multiple instances of a
sub process. By using guards in this subprocess, the right subprocess will be executed
for each test that has been requested. However, for a new test it is necessary to change
the process definition thus resulting in a new version of the process. As indicated in
[241], it can be very risky to update cases which are handled according to the old process
definition since it may lead to unforeseen events and even deadlocks. Consequently,
only new cases can be executed according to the new process definition.

In Figure 4.10(b), we see the FLOWer model for the initial stages of the gyneco-
logical oncology process. When executing this part of the process, it is possible to skip
or redo tasks. For example, we can skip the “make document and stickers” task and
continue with the remainder of the process. Furthermore, if we have already executed
the “confirmation appointment” task, we still can go back in the process to where we
had to execute task “make document and stickers”. Furthermore, in FLOWer we could
not identify any features which allowed for the scheduling of tasks and appointment
making.

Via the “Case Monitor” feature in FLOWer some basic information about running
cases can be shown. That is, the number of cases that are running per process can be
visualized in different ways, for example, via a pie chart [241]. However, FLOWer does
not provide any advanced features for analyzing the gynecological oncology healthcare
process regarding its execution. However, via the connection with ProM [143], the
process can be analyzed in great detail. Moreover, in the new BPM|one suite both
process mining and simulation are supported.

The resultant FLOWer model consists of 236 nodes and 190 arcs and it took around
100 hours to construct a model that could be executed by the FLOWer workflow engine.

4.3.3 ADEPT

In Figure 4.11, we see how the initial stages of the gynecological oncology process are
mapped to the ADEPT language. Here we used version 1 of the ADEPT1 WfMS. As
the ADEPT1 WfMS is a prototype implementation for demonstrating dynamic change,
it does not support hierarchical decomposition and only supports simple data types,
like string or integer. As a consequence, we decided to only model a small part of the
entire process (approximately 10%). The selected part corresponds to the initial stages
of the healthcare process.

In the ADEPT language, tasks are represented by rectangles. However, as ADEPT
is a block-structured language in which we only have XOR/AND-split/join constructs,
we need to introduce dummy tasks which are not executed by people and we needed to
introduce some tasks in order to ensure the desired routing could be achieved within
the process. For example, we needed to introduce the “make decision” task, which is
an XOR-split. This allowed us to model that either the “write down data patient and
make decision” task is executed or the “ask information from doctor referring hospital”
task.

For the gynecological oncology healthcare process, flexibility can be offered by
ADEPT1 through the addition and removal of tasks from the process model. This
is illustrated in Figure 4.11. Here, the “order drug” task has been dynamically added
to the model by selecting the option “insert new activity” from the “Dynamic mod-
ifications” menu in the worklist. More specifically, the “order drug” task has been
inserted after the “make decision” task and before the “make document and stickers”
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a) Overview

b) Initial stages of the gynecological oncology healthcare process
Figure 4.10: Screenshots of the gynecological oncology healthcare process in the FLOWer editor.

task. This can be seen in the figure by the arc which is leading from the “make deci-
sion” task to the “order drug” task and the arc leading from the “order drug” task to
the “make documents” task. By inserting the task in this way, this allows for ordering
a drug in between tasks “make decision” and “make document and stickers”. This is
also reflected in the worklist.

As the ADEPT1 WfMS is a prototype implementation for demonstrating dynamic
change, we did not find any features regarding the scheduling of tasks or analysis of
the process that is executed. Nor is support provided for intertwined loosely-coupled
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Figure 4.11: Screenshot of the ADEPT1 client which shows the changed model and the worklist.

workflow fragments running at their own speed and coping with different levels of
granularity. Note that the next version (ADEPT2) provides full support for changes,
including the propagation of process schema changes to already running instances [92].

The resultant ADEPT model consists of 40 nodes and 53 arcs and it took around 8
hours to construct a model that could be executed by the ADEPT1 workflow engine.
Note that we only modeled 10% of the entire process.

4.3.4 DECLARE

For modeling the healthcare process in the DECLARE WfMS, we used version 1.0.
In Figure 4.12, we see how the initial stages of the gynecological oncology healthcare
processes are mapped to the ConDec language, one of the declarative process modeling
languages supported by the DECLARE WfMS. As DECLARE is a prototype imple-
mentation, in order to demonstrate a constraint-based WfMS only simple data types,
like string or integer, can be used when modeling a process. Additionally, in order to
allow for hierarchical decomposition, a link with the YAWL WfMS needs to be made.
As a consequence, we decided to only model a small part of the entire process (ap-
proximately 10%). The selected part corresponds to the initial stages of the healthcare
process.

In the ConDec language, the tasks are represented by rectangles. Moreover, each
type of constraint which can be used in the model is represented by a different template,
and can be applied to one or more tasks, dependent on the arity of the LTL formula
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Figure 4.12: Screenshot within DECLARE while executing the process. Additionally, a panel is
shown for dealing with the constraint violation that both an MRI and CT should not be ordered.

which is used. Note that the language is extensible, i.e., it is easy to add a new construct
by selecting its graphical representation and specifying its semantics in terms of LTL.

In Figure 4.12, a screenshot can be seen of an instance of the healthcare process that
is executed within DECLARE. While executing the instance, the associated process
model is shown. In comparison to the models made for the YAWL, FLOWer, and
ADEPT WfMS, in DECLARE it can be easily modeled that two tasks may not both
be executed. This is defined by the “not both” constraint. Another advantage of
DECLARE is that optional constraints can be modeled, i.e. guidelines. For example,
between the “MRI” and “CT” tasks the “not both” guideline has been defined which
defines that it is not recommended that the two tasks are both executed. As an
illustration, in the figure first the “plan MRI” task has been executed followed by the
execution of the “plan CT” task. As a consequence, a panel is shown indicating the
violation of a guideline together with the option to proceed or not.

In the next screenshot, shown in Figure 4.13, the dynamic change features of DE-
CLARE are illustrated. Here, we want to dynamically include the “order drug” task
and the constraint that it may be executed at most once. In particular, in the figure,
the panel is shown for defining the details of the inserted task.

Finally, in DECLARE we did not find any features supporting the scheduling of
tasks or the analysis of the process that is executed. Nor is any support provided for
intertwined loosely-coupled workflow fragments running at their own speed and coping
with different levels of granularity.

The resultant DECLARE model consists of 23 tasks and 15 constraints and it took
around 8 hours to construct a model that could be executed by the DECLARE workflow
engine. Note that we only modeled 10% of the entire process.
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inserted task

Figure 4.13: Screenshot within DECLARE in which the “order drug” task is inserted dynamically
while the process is running. A panel is shown for defining the details of the inserted task.

4.4 Evaluation

In this chapter, we first discussed the diagnostic trajectory of the gynecological oncol-
ogy healthcare process in detail and then reviewed issues when realizing this workflow
in terms of an EUC, CWN, and multiple WfMSs. As part of this, we have elaborated
on four different elements that are required in order to optimally support the process.
These elements are the need for flexibility and process execution analysis, and that
calendar-based scheduling support and inter-workflow support are required. Each of
these elements are discussed in more detail in sections 4.4.1 to 4.4.4. For each ele-
ment, we will identify requirements that are important in order to optimally support
the gynecological oncology healthcare process and also for organizational healthcare
processes in general.

4.4.1 Flexibility Requirements

In Section 2.4, four different approaches to achieve process flexibility have been dis-
cussed. These are flexibility by design, flexibility by deviation, flexibility by underspec-
ification, and flexibility by change. First, we will discuss for the gynecological oncology
healthcare process which flexibility approach is the best candidate.

Gynecological Oncology Healthcare Process

Multiple medical departments are involved in the process of diagnosing a patient. In
general, the number and kind of diagnostic tests are known. However, the actual tests
needed are determined by patient characteristics. Moreover, tests that have already
been performed and the quality of these tests may influence the process. Clearly
complex care needs to be delivered, since it only becomes clear during the course of the
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process which tests need to be performed. In this way, it is possible that for a specific
patient a test needs to be selected which has never been chosen before. Furthermore,
in the future new medical tests may also become available.

Taking the above mentioned considerations into account, and as can be seen in Table
4.14, flexibility by underspecification is an interesting candidate in order to provide
improved support for the process, as it allows for the definition of an incomplete model
for which the ultimate realization of tasks can be deferred until runtime. Nevertheless,
the main parts of the process can be clearly defined.

Organizational Healthcare Processes

Now, we will discuss for healthcare processes in general which flexibility approach is
the best candidate and under which circumstances. This will be done in the following
way. In Section 1.4, we have distinguished different kinds of healthcare processes
and provided a classification for them. These are acute care processes, processes with
a high complication probability, elective routine, and elective non-routine healthcare
processes. For each of them, it will be discussed which flexibility approach is the
best candidate in order to provide improved support. Moreover, it will be indicated
which WfMS (YAWL, FLOWer, ADEPT1, and DECLARE) can provide the desired
flexibility.

Within acute care processes, patients are treated that are critically ill and condi-
tions can change rapidly. These ad-hoc changes require dramatic changes in particular
parts of the process and can impact the overall process. A similar remark applies to
processes that deal with patients for whom the probability of complications is high.
Once a complication occurs, it requires that dramatic changes are made to parts of
the process. Flexibility by change allows changes to be made to the process model
of a specific instance which cannot be addressed by temporarily deviating from that
model during execution. Consequently, flexibility by change is the best candidate for
offering improved support for acute care processes as well for care processes with a
high complication probability. As can be seen in [293], ADEPT1 and DECLARE both
support dynamic change, so they are both candidate offerings for providing support
for these kinds of processes.

Conversely, for elective care processes for which the complication probability is low,
only slight changes are to be expected during the process execution. Here a distinc-
tion can be made between routine and non-routine care processes. Routine elective
care processes can be planned meaning that, more or less, a standard process can be
followed for diagnosis and treatment. However, the challenge remains to diagnose or
treat patients as efficiently as possible, which requires strong support for flexibility by
design. Nevertheless, occasional unforeseen behavior, like skipping or redoing a task,
should still be anticipated, in which a deviation from the strict sequence implied by the
standard process is required. This can be provided by flexibility by deviation. There-
fore, for routine elective care processes a choice needs to be made between flexibility by
design and flexibility by deviation. As FLOWer supports both types [293], this system
will be the best candidate of the four examined WfMSs.

With regard to elective non-routine care processes, complex care needs to be pro-
vided. Here, the doctor proceeds in a step-by-step way, deciding about the actions to
be taken next. Consequently, subsequent steps in the process can be planned while for
parts much later in the process this may not be possible anymore. The flexibility type
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Figure 4.14: Flexibility needed for each kind of healthcare process.

that comes closest to supporting this kind of process is flexibility by underspecification.
This flexibility type allows for an incomplete model in which the ultimate realization of
some parts of the model may be deferred until runtime. Consequently this type of care
process can best be supported by the YAWL workflow system because of its worklet
service.

Table 4.14 summarizes which flexibility approach is considered important for which
kind of healthcare process. This does not imply that if a flexibility type has not been
indicated for a specific type of healthcare process that it is not relevant, but it is
considered to be of less importance. Moreover, the results of Table 4.14 also do not
mean that no other approaches exist that are able to provide better support for a
specific kind of healthcare process than the kind of support that can be delivered by
a specific flexibility type. For example, in the table it is shown that of the different
flexibility types, the best support for the gynecological oncology healthcare process
can be provided by flexibility by underspecification. However, a drawback for all of the
flexibility types shown in the table is that they all assume that the entire process can
be described in one model. However, when discussing the healthcare process in Section
4.2.1, it has already been indicated that the entire process cannot be straightjacketed
in a structured monolithic workflow model but should rather be seen as a collection
of intertwined loosely-coupled fragments running at different speeds and coping with
different levels of granularity. This issue will be discussed in more detail in Section
4.4.3.

4.4.2 Scheduling Support

For calendar-based scheduling support, the requirements are as follows.

Appointments .
In the current working processes for gynecological oncology, concrete appointments
need to be made. These appointments require the involvement of multiple resources
and are set at a specific date and time.

In general, in healthcare, many tasks are linked to appointments. In order to
maximize the effectiveness of individual resources and minimize process throughput
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times, an appointment-based approach is typically utilized when scheduling the tasks
performed by these resources. In cases no appointment based approach is used for
these kind of tasks, it can not be guaranteed that the necessary resources will all be
available at a specific date and time in order to perform the task. Moreover, for most
tasks, the patient needs to be present. For example, a doctor cannot perform surgery
without reserving an operating theater and making sure that the assistants (e.g. an
anesthesiologist and one or more nurses) and the patient are present. If not all resources
are present, this has the consequence that the task can not be performed which causes
delays in the execution of the process. In the context of healthcare processes where
patients need to be treated quickly, this is an undesirable situation.

In a workflow system, a workitem represents a task that is done for a specific
case. So, in order for workflow technology to offer support for appointment making,
the requirement that workitems can be linked to appointments needs to be satisfied.
Furthermore, an appointment should allow for the involvement of multiple resources
and needs to be set at a specific date and time.

For the booking of an appointment, several things are important. First of all,
when booking, it is important to select only these resources which are available at the
time the appointment is taking place. If a resource is selected which is known to be
unavailable, this may have the consequence that an appointment can not take place.
This leads to wasted time for the resources involved as a new appointment needs to
be booked. So, an additional requirement is that an appointment is only booked for a
resource which is available at the time the appointment is booked.

Directly related to the availability of required resources is that, once an appoint-
ment is booked, it is immediately communicated to the resources that are involved.
If another approach is used in which this is not done immediately, a resource may be
unaware of the appointment that has been booked. This may have the consequence
that the resource becomes unavailable in the mean-time or becomes involved in another
appointment. Therefore, another requirement is that an appointment is immediately
communicated to the resources involved.

Scheduling .

During the discussion of the gynecological oncology process, it has been indicated
that before an appointment for a first visit, MRI, CT, or pre-assessment can take
place, several preceding tasks need to be performed. That is, from the moment that
an appointment is booked for these four tasks, several (administrative) tasks need to
be performed before the appointment itself can take place. For these preceding tasks,
enough time needs to be reserved in which to complete them. In case too little time
is reserved, this could have the consequence that preceding tasks are not completed
in time. This in turn may have as consequence that required input for appointments
is missing and that a new appointment needs to be booked leading to dead time for
the people involved. For example, for around 10% of the patients that need to be
discussed during the pathology meeting, necessary preparations have not taken place.
Consequently, these patients need to be discussed during the pathology meeting the
week after.

In general, for organizational healthcare processes it can be assumed that tasks
need to be performed in between the booking of an appointment and the appointment
itself. Therefore, in order to prevent the need for the rescheduling of appointments,
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the next requirement needs to be satisfied: appointments need to be rescheduled when
it becomes clear that the timing requirements will not be met due to delays earlier in
the process or other commitments of associated resources.

Rescheduling on Request .

A resource which has been informed about their specific involvement in an ap-
pointment may disagree with the nominated scheduling. Alternatively, a machine may
break down (e.g. a CT-scanner) or a doctor may become ill. This has the consequence
that an appointment needs to be rescheduled on request in order to avoid that at the
appointment itself it is found out that not all resources are present and that a new
appointment is necessary. Therefore, we add the requirement that appointments can
be rescheduled on request.

Service Levels .

With regard to appointments, especially in hospitals, performance related require-
ments govern the context of the scheduling of these appointments. For example, ap-
pointments need to be scheduled in such a way that the utilization of resources is
optimal, i.e., available resources are used as efficiently as possible. Alternatively, a
hospital may prefer that appointments for a patient are scheduled on the same day.
These scheduling related performance aspects may differ per hospital and may also dif-
fer per process within an individual hospital depending on the group of patients that
is being dealt with.

In the Netherlands, some service levels have been defined with regard to the pro-
vision of non-acute care, called “Treeknormen” [320]. These service levels are the
following:

• For 80% of the patients, the first visit to the hospital should take place within 3
weeks of the initial referral. For all patients (100%), the maximal access time is
4 weeks.

• 80% of the patients should be diagnosed within 3 weeks of the first visit. For all
patients (100%), the maximal time for diagnosis is 4 weeks.

• For 80% of the patients, the start of the treatment at the outpatient clinic should
happen within 3 weeks of the first visit. For all patients (100%), the maximal
time before starting the treatment is 4 weeks.

• For 80% of the patients, the start of the clinical treatment of the patient should
happen within 5 weeks of the first visit. For all patients (100%), the maximal
time before starting the clinical treatment is 7 weeks.

In this chapter, we have considered the gynecological oncology healthcare process
of the AMC hospital in detail. In addition to the above defined service levels at the
national level, for this healthcare process, some stricter service levels have been defined.
As we are dealing with a group of patients suffering from cancer, a quick diagnosis is
of the utmost importance. The following patient related service levels are defined for
90% of the patients:

• First visit : The first visit should take place within seven calendar days of the
initial telephone call.
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Requirement Description

1 workitems can be linked to appointments
2 an appointment can involve multiple resources
3 an appointment is set for a specific date and time
4 an appointment is only booked for a resource which is available at the

time the appointment is booked
5 an appointment is immediately communicated to the involved resources
6 appointments are (re)scheduled while taking the (time) constraints of

the entire workflow for a case into account
7 an appointment can be rescheduled on request
8 the service levels that are defined for a healthcare process need to be

met

Figure 4.15: Requirements related to scheduling support.

• Diagnostic steps: All diagnostic tests should be completed within 14 calendar
days of the first visit.

Additionally, it is preferred that appointments are scheduled on the same day and
that there is at least 1 hour and at most 4 hours between these appointments. However,
for this quantitative service level no standard has yet been defined.

Taking the above mentioned considerations into account, we add a subsequent re-
quirement that the service levels that are defined for a healthcare process need to be met.

Finally, in Table 4.15 we see a summary of the requirements, which are related to
scheduling support, that have been identified.

4.4.3 Inter-Workflow Support

With regard to inter-workflow support, the requirements are as follows.

Loosely-coupled Workflow Fragments .

For the gynecological oncology healthcare process we have seen in the EUC that it
is possible for a series of subprocesses to run concurrently (e.g. the subprocesses for
an MRI, CT, or asking the referring hospital to send their gynecology data). These
subprocesses have been captured in the same model in order to denote that there
is a connection between them. However, it can not be guaranteed that all of them
are finished before the start of the next patient consultation, i.e. these subprocesses
run at their own speed. Unfortunately, this has the consequence that required input
for a patient consultation may be missing thereby delaying the process and causing
annoyance to the people involved.

For healthcare processes in general, a doctor proceeds in a step-by-step way. There-
fore, these kinds of processes tend to be fragmented as when the next steps are selected
by a doctor, a series of subprocesses are started. When trying to straightjacket them
into one monolithic workflow, we experience the problem, similarly to that for the gy-
necological oncology healthcare process, that it cannot be guaranteed that they finish
before the start of the consultation with a doctor. Therefore, in order to be able to
model a process as a series of fragments running at different speeds that are still con-
nected in some way, we need to satisfy the requirement that a process can be considered
as a series of intertwined loosely-coupled workflow fragments.
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Granularity .

The gynecological oncology healthcare process consists of two different workflows.
One workflow deals with the patient process in which consultations and diagnostic tests
take place. Here, an individual patient is taken as the basis for a case. The second
workflow deals with weekly meetings held to discuss a group of patients. Here, a meet-
ing in which multiple patients are discussed is taken as the basis for a case. For these
two workflows due to the difference in granularity of a case they are completely sepa-
rated in the EUC. For the CWN and for the YAWL and FLOWer WfMSs they need to
be modeled in separate models. However, in reality, these two workflows are connected
as individual patients need to be registered for these meetings. Unfortunately, for the
YAWL and FLOWer models patients need to be registered manually which is error
prone.

For (complex) organizational healthcare processes, it can be imagined that work-
flows exist which deal with a single patient as the basis for a case. However, workflows
dealing with a group of patients as the basis for a case may exist as well (e.g. discussing
the medical status of a group of patients). Using current workflow languages, these
workflows need to be described in separate, disconnected, models. Where these work-
flows need to be described in a single model, a decision needs to be made about what
is considered to be the unit of modeling. So, is the “case” an individual patient, the
illness a patient is suffering from, or a group of patients suffering from a certain illness.
All of these are at different levels of granularity. The selection of a particular type of
case at one of the aggregation levels causes problems because the process cannot be
“straightjacketed” into a single case concept. Therefore, we add the requirement that
states that the mix of granularities that co-exist in real-life processes can be taken into
account.

Relationships .

Directly related to the difference in granularity discussed above is that “one-to-
many” relationships may exist between entities in a workflow. As differences in granu-
larity are not made explicit, these different relationships are not expressed either. So,
in addition to the problem of identifying at which level of granularity two disconnected,
but related workflows are, there is the additional problem of identifying the exact re-
lationship between them. Instead of “one-to-many” relationships, there may also be
“many-to-many” relationships. If we want to take these relations into account then
we need the following requirement which states that one-to-many and many-to-many
relationships between entities in a workflow can be captured.

Interactions .

For the gynecological oncology healthcare processes, we indicated that in reality
the two main workflows are connected as patients need to be registered for meetings.
This necessitates that messages are exchanged between the two different workflows
including information about which patient needs to be discussed and other patient
data that is relevant. Where information between different workflows needs to be
exchanged it would be most natural if these messages were exchanged at the moment
it is known that they need to be sent. Therefore, we require that interactions between
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Requirement Description

1 a process can be considered as a series of intertwined loosely-coupled
workflow fragments

2 interactions between workflows can be captured
3 the mix of granularities that co-exist in real-life processes can be taken

into account
4 one-to-many and many-to-many relationships between entities in a work-

flow can be captured

Figure 4.16: Requirements related to inter-workflow support.

workflows can be captured.

In Table 4.16 we present a summary of the requirements, which are related to
inter-workflow support, that have been identified.

4.4.4 Process Execution Analysis

In this section, the requirements with regard to process execution analysis will be
discussed. Moreover, we link this back to the three earlier discussed elements that are
required in order to optimally support organizational healthcare processes.

Flexibility .
In a hospital many information systems are used which record huge amounts of data.
Amongst others, these systems record information about the health history of a patient,
including all past and present health conditions, illnesses and treatments. Moreover,
information is stored about the process steps that are executed. Typically, these sys-
tems record information about (business) processes in the form of so-called event logs.
These logs can be used for analysis purposes. Since we are interested in analyzing
healthcare processes, these event logs can be used for getting insights into healthcare
processes. For these healthcare processes we already indicated that they require differ-
ent kinds of flexibility in order to optimally support them. In order to communicate
the obtained insights in a convincing way to medical professionals, visualizations need
to be provided about discovered processes and the resource behavior that has been
discovered (i.e. the way people are working in an organization). Subsequently, these
insights can be used for improving the processes itself but also for their subsequent
configuration in a WfMS. Therefore, we add as requirement that insights into flexible
healthcare processes need to be obtained by visualizing processes and resource behavior
based on actual data.

Scheduling .

As can be seen in Section 4.4.2, in order to optimally support healthcare processes,
calendar-based scheduling support is required. This involves that appointments can be
booked for workitems. Moreover, these appointments can be booked in the calendars
of these resources that are required in order to complete the workitem. As appoint-
ments are booked for workitems, the performance of the entire process is important.
For example, are there any bottlenecks in the process or do people work in the most
efficient way. In case too less time is reserved in which to complete tasks preceding
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appointments, it may be required to reschedule appointments leading to dead time for
the people involved.

Similarly for the appointments that are booked, it is important that they are sched-
uled in an optimal way. This may involve getting insights in the way they are currently
scheduled. For example, do long waiting times exist for specific kinds of appointments.
However, based on historical data, this may also involve getting advice about the ear-
liest time an appointment may be scheduled. For example, for a case which is in a
given state it is predicted that it still takes two days before the tasks preceding an
appointment are completed.

In order to achieve above mentioned considerations, it is important to understand
that WfMSs extended with calendar-based scheduling support are not yet used in
practice. So, it needs to be identified which kind of process execution analyses are
possible for this kind of systems. All together, we add the requirement that for processes
supported by a WfMS extended with calendar-based scheduling support, insights need to
be obtained into the performance of these processes and the scheduling of appointments
for tasks in these processes.

Workflow Fragment Relationships .
In Section 4.4.3, it has been indicated that it should be possible to consider a process
as a series of intertwined loosely-coupled workflow fragments. Moreover, it has been
said that one-to-many and many-to-many relationships between entities in a workflow
can be captured. So, an individual workflow fragment does not execute completely in
isolation. However, it may have many dependencies with other workflow fragments,
i.e. via interactions that take place between them. For example, for the second visit
of a patient, the result of a lab test and a CT may be required. So, for the “visit”
workflow fragment there are (process) dependencies with the “lab” and “CT” workflow
fragments.

In order to be able to manage the execution of loosely-coupled workflow fragments,
it is important that insights are obtained regarding the dependencies that exist between
workflow fragments. For example, as often the result of the CT-scan is late, this has
as consequence that often the second visit needs to be rescheduled. Moreover, we
have to be aware of the fact that WfMSs extended with inter-workflow support are
not yet used in practice. So, also here it needs to be identified which kind of process
execution analyses are possible for this kind of systems. Consequently, we add as a
next requirement that for workflow fragments supported by a WfMS extended with inter-
workflow support, insights need to be obtained into the process related dependencies that
exist between workflow fragments.

Event Data .
Finally, in order to be able to satisfy the previous three requirements, data needs to be
available. Therefore, we have as a last requirement that event data needs to be collected
in order to satisfy the previous three requirements.

4.5 Conclusions

For organizational healthcare processes a wide variety of processes exist with different
characteristics. Although WfMSs provide a wide range of functionality, some health-
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Requirement Description

1 insights into flexible healthcare processes need to be obtained by visu-
alizing processes and resource behavior based on actual data

2 for processes supported by a WfMS extended with calendar-based
scheduling support, insights need to be obtained into the performance
of these processes and the scheduling of appointments for tasks in these
processes

3 for workflow fragments supported by a WfMS extended with inter-
workflow support, insights need to be obtained into the process related
dependencies that exist between workflow fragments

4 collect the (event) data in order to satisfy the aforementioned require-
ments

Figure 4.17: Requirements related to process execution analysis.

care specific elements are missing that are necessary for offering improved support for
organizational healthcare processes. In this chapter, we have systematically identified
missing elements that hamper the application of workflow technology in the healthcare
domain.

To do this, a large case study has been performed in which a representative health-
care process of the AMC hospital, consisting of hundreds of tasks, has been imple-
mented in four different WfMSs (YAWL, FLOWer, DECLARE, and ADEPT). To
support the implementation process, we followed the development process discussed in
Section 3.4. In doing so, first an EUC has been developed, followed by a CWN which
has subsequently been used for configuring the different WfMSs.

When discussing the EUC, CWN, and the implementation in the four different
WfMSs, it has been identified that four important elements are missing which are
required to optimally support the healthcare process that has been studied. These
elements involve process flexibility, calendar-based scheduling support, inter-workflow
support, and process execution analysis. For these four elements we have investigated
how they relate to organizational healthcare processes in general. This resulted in sev-
eral requirements that need to be satisfied in order to optimally support organizational
healthcare processes.

In the literature many publications have been devoted to the topic of adding flex-
ibility to workflow systems. However, there has hardly been any attention to the
issue of adding calendar-based scheduling support or inter-workflow support to exist-
ing WfMSs. Yet, the healthcare domain is a prime example of a domain in which tasks
are linked to appointments and where complex processes are composed of intertwined
process fragments running at different speeds and coping with different levels of gran-
ularity. In other words, there are particular needs arising from the healthcare domain
itself. Therefore, in this thesis, which specifically focuses on the application of workflow
technology in the healthcare domain, we will investigate the general problem of adding
calendar-based scheduling support as well as adding inter-workflow support to workflow
systems. In Chapters 5 and 6, we will discuss which functionality is to be provided by
a WfMS augmented with calendar-based scheduling support and inter-workflow sup-
port respectively. Next, in chapters 7 and 8, the design and implementation of such a
system incorporating scheduling and inter-workflow support is presented.

An important prerequisite for the support of processes by workflow technology is
that the processes are understood. Afterwards, once processes are supported by this
kind of technology, it is important that it can be detected, for the features that are
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added, whether there are some urgent process related issues that need to be handled
immediately. Therefore, in Chapter 11, we investigate in detail how process execution
data can be analyzed.
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Chapter 5

Scheduling Support

5.1 Introduction

In the previous chapters, we have seen that WfMSs can support organizational health-
care processes. Work that needs to be performed in the context of these systems is
presented as workitems which are offered to users via work-lists. At an arbitrary point
in time, a user can pick a workitem from this list and perform the associated task.
However, for the application of this type of technology in the healthcare domain we
find that a significant dichotomy exists in that people are used to working in a sched-
uled way, but this is not supported by current WfMSs. Therefore, we need to augment
WfMSs with scheduling facilities [216, 219].

Figure 5.1 highlights the focus of this chapter. That is, we investigate the general
problem of how WfMSs can be fully extended with calendar-based scheduling facilities.
So, our focus is not on simply extending the functionality of a WfMS or a scheduling
system itself (e.g. a scheduling algorithm). In the remainder we will call a WfMS
exhibiting these features a Schedule-Aware WfMS. For such a Schedule-Aware WfMS,
necessary concepts will be introduced and the functionality to be provided by such a
system will be discussed. Additionally, in Section 4.4.2, we have identified a set of
requirements that need to be satisfied by such a system. For each of them, we discuss
how these are satisfied. Finally, this chapter should be read in conjunction with, and as
a prelude to, chapters 7 and 8 which formalize the design of a Schedule-Aware WfMS
and present its subsequent implementation.

The remainder of this chapter is organized as follows. In Section 5.2 we explain how
a workflow language can be augmented with information relevant for scheduling. Next,
in Section 5.3, the extended language is formalized. In Section 5.4 it is discussed how
scheduling facilities can be added to any existing WfMS. In Section 5.5, we present the
design of a Schedule-Aware WfMS. Finally, Section 5.6 concludes the chapter.

5.2 Flow and Schedule Tasks

In order to allow for the extension of a WfMS with scheduling functionality some con-
cepts need to be introduced. Through the use of a running example, we will elaborate
how a workflow language can be augmented with information relevant for scheduling.
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Figure 5.1: Overview of the thesis highlighting the focus of Chapter 5. This chapter should be read
in conjunction with, and as a prelude to, the chapters that are depicted as a box with a thick dotted
line.
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Figure 5.2: Running example showing schedule (S) and flow (F) tasks. The prefix “roles:” indicates
which roles are necessary to perform the task. From each associated role, exactly one person needs to
be assigned to the task. The prefix “duration:” indicates several statistical values that can be used
for calculating the duration of a task. For both schedule tasks, indicated by the character “P” in the
top-right corner of the task, the patient is also required to be present.

The example process used throughout this chapter, shown in Figure 5.2, sketches a
small hospital process for diagnosing a patient.

As can be seen in the figure, the first step is to register the patient (task “register
patient”). Next, a physical examination (task “physical examination”) of the patient
takes place which is done by an assistant and a nurse and for which an examination
room needs to be reserved. In parallel, a nurse prepares the documents for the patient
(task “make documents”). When these tasks have been completed, in a consultation
room, a doctor evaluates together with the patient the result of the test (task “con-
sultation”). Moreover, a decision is made about whether brochures and information
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need to be provided (task “give brochures and information”) or only information needs
to be provided by the nurse (task “give information”). Figure 5.2 also shows at the
right top side the corresponding organizational model which indicates the roles being
played by various people in the organization. For example, “Jane” and “Fred” are the
only resources having the “assistant” role. Underneath the organization model, the
available physical resources are shown together with their classification. For example,
room “A3-502” is a consultation room.

From this example, it can be seen that a distinction can be made between two
kinds of tasks. The tasks annotated with an “F” in the figure, can be performed at
an arbitrary point in time when a resource becomes available and are called flow tasks.
As only one resource is needed, it is sufficient to define only one role for each of them.
Consequently, these tasks can be presented in an ordinary work-list. For example, for
the flow task “make documents” the work may be done when either one of the nurses
“Sue” or “Rose” is available.

However, the tasks “physical examination” and “consultation”, annotated with an
“S” in the figure, can only be performed when the required room is reserved, the patient
is present, and the necessary medical staff are available to perform the specific task,
i.e. these tasks need to be scheduled and performed at particular times. Therefore, we
call these kind of tasks schedule tasks as they are performed by one or more resources
at a specified time. As multiple resources can potentially be involved, with differing
capabilities, it is necessary to specify which kinds of resources are needed to participate
in completing the task. To this end, multiple resources may be defined for a schedule
task where for each role specified, only one resource may be involved in the actual
performance of the task. More specifically, only the resource which is allocated to the
first role of the task in the accompanying process definition is allowed to complete the
task. In this case it is not needed to deal with concurrency issues if multiple resource
are trying to complete the same task. Note that a resource involved in the performance
of a schedule task may also be a physical resource such as medical equipment or a room.
For example, in Figure 5.2, in order to be able to perform the schedule task “physical
examination” an examination room needs to be reserved and one assistant and one
nurse needs to be present. So, for example, the task may be performed by “Jane” and
“Rose”, but not by “Sue” and “Rose”. In addition to that, the task is performed in
either examination room “D2” or examination room “D4”. Note that only “Jane” or
“Fred” is allowed to complete the task.

Finally, an important aspect that needs to be taken into account for the schedule
tasks relates to the involvement of the patient. For some tasks, the patient is a required
resource. Note that the patient is not involved in the actual execution of the task but
is a passive resource who needs to be present whilst it is completed. For this reason,
the patient is not added to any of the roles for the task, nor are they defined in terms
of a separate role. Instead, schedule tasks for which the patient needs to be present are
specifically identified. In Figure 5.2, for schedule tasks it is indicated by the character
“P” in the top-right corner of the task that the patient is also required to be present.

As indicated above, schedule tasks need to be scheduled in order to guarantee that
the required resources are all available at the same time. Therefore, for workitems
that need to be performed for these tasks, we require that appointments are made for
them. For these appointments, multiple resources may be allocated in line with the
roles that are defined for the accompanying schedule task. Remember that in Section
4.4.2, in total seven different functional requirements have been defined that need to
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be satisfied by a Schedule-Aware WfMS. So far, the first two requirements have been
met by the linkage of appointments with workitems and allowing multiple resources to
be involved in such an appointment.

However, to address the next three requirements, it is important that such an
appointment is set for a specific date and time and that the availability of resources
that are necessary for completing the task are taken into account. Moreover, the
appointment needs to be communicated to the resources involved. Therefore, we use
the concept of a calendar. More specifically, each resource will have its own individual
calendar in which appointments can be booked. An appointment in the calendar of an
individual resource either refers to a schedule task which needs to be performed for a
specific case or to an activity which is not workflow related. In this way, appointments
indicate when a resource is unavailable whereas free time slots indicate that a resource
is available. Furthermore, an appointment appears in the calendars of all resources
that are involved in the actual performance of the task. An appointment for a schedule
task, for which a workitem does not yet exist, may already be booked into the calendar
of a resource. Subsequently, when the workitem becomes available it has already been
determined when it will be performed and by whom. Note that sometimes workitems
need to be rescheduled because of delays caused by preceding tasks.

The idea of resources having their own calendar in which appointments can be
booked, in combination with workitems that need to be performed for workflows, is
visualized at the bottom of Figure 5.2. In the figure, the calendar of patient “John”
and the calendars for the human resources “Jane”, “Sue”, and “Marc” are shown. Note
that there are a number of calendars that are potentially relevant as can be seen in
the organizational diagram of Figure 5.2. However, showing them all would seriously
clutter the figure. Appointments that are made for workitems of schedule tasks have
a orange color and appointments that are not workflow related have a green color.
White blocks indicate periods during which a resource is available. For “John” an
instance of the process shown at the top of the figure is running which has “oncology”
as its process identifier and “63” as its case identifier. For this case we see that for the
“physical examination” task an appointment has been booked from 09:00 to 10:00 which
is booked in the calendars of “John”, assistant “Jane”, and nurse “Sue”. Subsequently,
for the “consultation” task, an appointment has been booked from 10:00 to 11:00 in
the calendars of “John” and doctor “Marc”. Furthermore, in the figure we see that
“John” is not available after 12:00 and that doctor “Marc” has an appointment from
09:00 to 10:00 for seeing another oncology patient. Moreover, we see that “Sue” is
available from 10:00 till 12:00 and from 13:00 till 14:00.

In Figure 5.2 we see that the appointments for the “physical examination” and the
“consultation” tasks are adjacent to each other. However, in reality it could well be the
case that the first appointment lasts longer than expected causing a delay in the start
of the second appointment. Similarly, for the “register patient” and “make document”
tasks enough time needs to be reserved such that they can be completed in a reasonable
amount of time. Where not enough time is reserved, there is the risk of appointments
needing to be rescheduled which leads to dead time for the people involved in these
appointments. Therefore, for each task, information about its duration needs to be
available such that its expected duration can be calculated and that the earliest time
that a subsequent schedule task can be started can be determined. Moreover, this in-
formation is also necessary in order to be able to fulfill the sixth functional requirement
which is mentioned in Section 4.4.2. This requirement states that appointments need
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to be (re)scheduled taking time constraints of the entire workflow into account.
Therefore, in order to be able to take these time constraints into account and

to minimize the need for rescheduling tasks, timing related information needs to be
provided for each task. As can be seen at the top of Figure 5.2, for each task, the
minimal duration (min), the maximal duration (max), the mean duration (mean), and
the variance (var) may be provided. This information can be used to fit a particular
probability distribution (dist). Finally, a unit value (unit) is provided in order to relate
the time information (except the variance) to a specific unit (e.g. minutes).

In Figure 5.2, for each task the information for determining its duration is indi-
cated by prefix “duration:”. For example, for the “make documents” task we see that
it takes on average 20 minutes, at most 30 minutes, and at least 10 minutes to com-
plete. Moreover, its variance is 33 and the most appropriate distribution is a uniform
distribution.

Note that more parameters may be relevant for determining the duration of a task.
The parameters that have been selected above are, in our opinion, the most relevant
in determining a value for the duration of tasks. If necessary, parameters may be
added or removed. Moreover, it is not necessary that values are provided for all of
the parameters. Simple scheduling techniques may only use the mean, while more
advanced techniques also use variance, bounds, etc.

5.3 Extending a Workflow Language to Allow for
Scheduling Support

Based on the informal discussion in the previous section, a formalization of the aug-
mented workflow language will be presented in this section. As a conceptual basis,
the YAWL workflow language will be used. The YAWL workflow language is based
on Petri Nets and extends these Petri Nets with additional features to facilitate the
modeling of complex workflows [11]. In comparison to other languages, YAWL is more
expressive and has clear and unambiguous semantics. Moreover, in Chapter 8, a pro-
totype implementation of a WfMS extended with calendar-based scheduling support
will be presented. This implementation is based on the YAWL WfMS. Therefore, this
makes the YAWL language an excellent candidate for our extensions. Note that our
extensions are in no way limited to the YAWL workflow language and can be applied
to more complex notations (BPMN [342], EPCs [191, 195], BPEL [48], etc). In Section
5.3.1, we discuss the YAWL workflow language in detail and provide the formaliza-
tions that are necessary to augment a workflow language with information relevant for
scheduling in Section 5.3.2. Finally, in Section 5.3.3, the augmented workflow language
is illustrated via some scenarios.

5.3.1 YAWL

A process model in YAWL is called a workflow specification. Such a workflow speci-
fication may consist of several constructs as shown in Figure 5.3. Note that some of
have already been used in Figure 5.2. First of all, a YAWL net may be composed
of a number of so-called Extended Workflow Nets (EWF-nets) which form a hierar-
chy. Each EWF-Net consists of conditions and tasks. These conditions and tasks are
connected via directed arcs in order to depict the flow of a process. Each EWF-net
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Figure 5.3: YAWL lexicon.

has one unique input and one unique output condition. A task may either represent
a single task to be performed by a human or an external application (atomic task) or
may allow multiple instances of the same task to run concurrently (multiple instance
task). Additionally, a task may be defined as a composite task which means that it
may act as a container for another YAWL process, i.e., there is a tree-like structure
where tasks can be decomposed into EWF-nets.

The control-flow of instances of the process is represented by tokens flowing through
tasks and conditions. AND-joins, OR-joins, and XOR-joins as well as AND-splits, OR-
splits, and XOR-splits determine the control-flow behavior before and after each task.
That is, AND-joins activate the associated task when all incoming links have been
activated. An AND-split activates all outgoing links from the associated task upon
completion. A task with an XOR-join behavior is activated each time an incoming
link has been activated, a task with an XOR-split behavior activates one outgoing link
upon completion. The task associated with an OR-join is activated when one or more
incoming links are activated and there is no possibility for any other incoming links to
be activated if the task continues to wait. An OR-split activates one or more outgoing
links from the associated task upon completion.

Finally, the cancelation region construct of YAWL provides the ability to remove
tokens from places irrespective of how many tokens there are. That is, for the cancela-
tion region that belongs to the task being executed, all elements within the cancelation
region (indicated by a dotted line in Figure 5.3) are deactivated.

Formally and in line with the definitions of [11], an EWF-net can be defined as
follows:

Definition 5.1 (EWF-net) An EWF-net is a tuple EWF = (C , i,o,T ,F , split , join,
rem,nofi) such that:

• C is a set of conditions;
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• i ∈ C is the input condition;

• o ∈ C is the output condition;

• T is a set of tasks;

• F ⊆ (C \ {o} × T ) ∪ (T × C \ {i}) ∪ (T × T ) is the flow relation;

• every node in the graph (C ∪ T ,F ) is on a directed path from i to o;

• split : T → {∧,XOR,∨} specifies the split behavior of each task;

• join : T → {∧,XOR,∨} specifies the join behavior of each task;

• rem : T 6→ IP(T ∪ C \ {i,o}) specifies the cancelation region for a task; and

• nofi : T 6→ N×N∞×N∞×{dynamic, static} specifies the multiplicity of each task
(minimum, maximum, threshold for continuation, and dynamic/static creation of
instances).

Note that the tuple (C ,T ,F ) corresponds to a Petri net where C corresponds to
places, T corresponds to transitions, and F is the flow relation. However, there are
two important differences. First of all, an EWF-net has two special places: i and o.
Secondly, the flow relation also allows for tasks to be directly connected. Semantically,
the latter can be seen as an implicit place connecting two transitions.

5.3.2 Extension

Based on the formalization defined in Definition 5.1, a EWF-net extended with schedul-
ing functionality can now be formalized as follows. The resulting model is called a
scheduling EWF-net (sEWF-net):

Definition 5.2 (sEWF-net) An sEWF-net is a tuple sEWF = (C , i,o,T ,F , split , join,
rem,nofi ,ProcessID ,TypeTask , splitType, joinType, CaseResourceReq ,Res,
Roles,Role,RoleFlow ,RolesSchedule,TD ,Dist) where:

• (C , i,o,T ,F , split , join, rem,nofi) is an EWF-net;

• ProcessID is the process identifier;

• TypeTask : (T ∪ C)→ {schedule,flow , dummy} is a function defining the type of
tasks and conditions. For t ∈ T , TypeTask = schedule or TypeTask = flow. For
c ∈ C, TypeTask = dummy;

• As auxiliary sets we define the set of flow tasks Tf = {x ∈ T |TypeTask(x)
= flow} and the set of schedule tasks Ts = {x ∈ T |TypeTask(x) = schedule};

• splitType : (T ∪ C ) → {∧,XOR,∨} specifies the split behavior of each task and
condition. For each task the corresponding value is defined by the split function.
For t ∈ T , splitType(t) = split(t) and for c ∈ C, splitType(c) = XOR;

• joinType : (T ∪ C ) → {∧,XOR,∨} specifies the join behavior of each task and
condition. For t ∈ T , joinType(t) = join(t) and for c ∈ C, joinType(c) = XOR;

• CaseResourceReq : Ts → {yes,no} specifies for schedule tasks whether the human
resource for whom the case is being performed (“patient”) is also required to be
present (yes) or not (no);

• Res is a non-empty finite set of resources;

• Roles is a non-empty finite set of roles;

• Role : Roles → P(Res) is a function which maps roles on to sets of resources;
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• RoleFlow : Tf 9 Roles is a partial function which maps flow tasks on to at most
one role;

• RolesSchedule : Ts → P(Roles)\{∅} is a function which maps schedule tasks on
to at least one role;

• TD is the set of all possible time distributions (e.g. uniform, normal, and expo-
nential distribution). For any time distribution td ∈ TD, the following functions
are defined: Max (maximal value), Min (minimal value), Mean (mean value),
Var (variance) and the associated time unit (function Unit). Moreover the type
of distribution is defined by the DistType function. For example, assume that
td is a (continuous) uniform distribution with lowerbound 2 minutes and upper-
bound 4 minutes. Then Max (td) = 4, Min(td) = 2, Mean(td) = 3,Var(td) = 1

3 ,
Unit(td) = minutes and DistType(td) = uniform; and

• Dist : T → TD is a function which maps tasks onto a time distribution.

Figure 5.2 shows a fully defined example of the formalization provided above. How-
ever, some remarks need to be made. First, for the range of possible time distributions,
not all combinations of parameters are possible. For example, for an exponential dis-
tribution t (DistType(t) = exponential), a maximal value (e.g. Max (t) = 5) would not
make sense.

Second, when performing a task, previously we have implicitly considered three
different aspects. One aspect is that a task may be a schedule (S) or a flow task
(F). Second, a task may require the involvement of a single resource (SR) or multiple
resources (MR). Third, the human resource for whom the case is being performed is
required while completing the task (P) or not (NP). For these three aspects, in principle,
eight different combinations are possible as shown in Table 5.4. Additionally, for each
combination, we make it clear in the last column whether the combination is supported
for a task. For example, the first row indicates that it is supported for schedule tasks
to have only a single resource performing the task where the involvement of the human
resource is necessary.

Possible Combinations
Combination

Supported
F/S SR/MR P/NP

S SR P Yes
S SR NP Yes
S MR P Yes
S MR NP Yes
F SR P No
F SR NP Yes
F MR P No
F MR NP No

Figure 5.4: All possible combinations for whether a task is a schedule (S) or a flow task (F), requires
the involvement of a single resource (SR) or multiple resources (MR), and whether the human resource
for whom the case is being performed is required (P) or not (NP). In the last column it is indicated
whether the combination is supported for a task (Yes) or not (No).

For schedule tasks all combinations are supported. Where multiple resources are
required for performing the task some additional considerations may apply [13]. For
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example, it is an issue whether the resources perform the work at the same place or
at different places. For the latter, an additional concern relates to how the resources
need to interact with each other in order to complete the task. Here, we only support
a task being performed at a specified time and allowing it to be scheduled. It is left to
the resources involved how the latter two issues are resolved.

For flow tasks, we only support them being performed by a single resource. Where
multiple resources need to be involved in completing a task (rows 7, and 8) several
issues need to be solved [13]. These include whether resources are working at the same
time or at different times, or at the same place or at different places. Another issue
involves how to signal completion of a task. Furthermore, where the human resource
for whom the case is being performed is required (row 5), it needs to be determined
whether the performer of the task and the human resource are present at the same
place or at different places. As resolving these issues is not the focus of our work, flow
tasks can only be allocated to an individual resource.

5.3.3 Example Scenarios

In this section, the augmented workflow language will be illustrated via some scenarios.
In this way, its “dynamics” can be illustrated. The scenarios are based on the running
example presented in Figure 5.2. Moreover, for the scenarios it is guaranteed that the
requirements of Section 4.4.2 are satisfied.

Scenario 1

The first scenario elaborates on the aspects that need to be dealt with once a case is
started. The scenario is schematically depicted in Figure 5.5. At the top of the figure,
the process model of the running example is shown while at the bottom the calendars of
patient “John” and the human resources are depicted. Note that for simplicity reasons
the physical resources are not taken into account.

As can be seen on the left, the current time is 08:30. Now, the scenario commences
by starting a case for patient “John”. When moving from the left to the right of the
process model we see that subsequently the schedule tasks “physical examination” and
“consultation” need to be scheduled. For the proper scheduling of these two tasks it
is important that enough time is reserved for the preceding tasks to be completed,
i.e., the time constraints of the entire workflow need to be taken into account. This
can be achieved in the following way. Note that for the scenario we assume that a
resource starts working on a flow task once it is enabled. For the first task at most 30
minutes are required to complete it. In this way, it can be started at 08:30 and at will
be finished at 09:00 at the latest. In a similar fashion, the next task “check patient
data” can be started at 09:00 and finished at 09:30 at the latest. Next, an appointment
for the “physical examination” task can be scheduled starting from 09:30. As for the
tasks, the “assistant” and “nurse” roles have been defined, the availability of “Jane” or
“Fred” and “Sue” or “Rose” need to be taken into account. Moreover, the availability
of the patient needs to be checked too. Due to the unavailability of “Fred” and “Jane”,
as can be seen in Figure 5.5, the first possible appointment can be scheduled for 10:00
to 11:00 and involves “John”, “Jane” and “Sue”.

Subsequently, for the booking of an appointment for the “consultation” task, it
needs to be taken into account that the “physical examination” task finishes at 11:00
and the “make documents” task at 10:00 at the latest. As a result, the appointment
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Figure 5.5: Scenario in which a case is started for “John”. As a result, appointments need to be
scheduled for the “physical examination” and the “consultation” tasks. For the scenario, only the
calendars of patient “John” and the human resources need to be considered in order for making ap-
pointments. With regard to appointments in calendars, an appointment for a “physical examination”
is abbreviated by “PE” whereas an appointment for a “consultation” is abbreviated by “CON”. Note
that the start and end times of tasks are anticipated times.

can be booked from 11:00 on. Based on the availability of the patient “John” and either
“Nick” or “Marc”, the appointment is booked from 11:00 to 12:00 in the calendars of
“John” and “Nick”. No further appointments need to be booked which finishes the
scheduling process.

Scenario 2

In this scenario limited time is left for performing tasks preceding an appointment.
The scenario is schematically depicted in Figure 5.6 and is similar to the first scenario.
However, now the current time is 09:45. Moreover, the “register patient” task has taken
too much time and is now finished (at 09:45) instead of 09:00. Consequently, only 15
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minutes are left in which to complete the “check patient data” task as the appointment
for the “physical examination” task starts at 10:00. Two different strategies can be
taken.

First, the minimal time needed for finishing the “check patient data” task is 10
minutes. This would mean that it is still possible to finish the task in time. One
strategy would be to inform the resources involved about the minimal time that is left
in which to complete the task.

Another strategy is to reschedule the appointment for the “physical examination”
task. However, the appointment for the “consultation” task is adjacent to this appoint-
ment. Moreover, according to the process definition in Figure 5.6, this appointment
needs to occur after the “physical examination” task. Consequently, the consultation
appointment needs to be rescheduled too. In case the same strategy is taken for the
scheduling of appointments as was described in the first scenario, this would mean that
the new appointment for the “physical examination” can be scheduled starting from
10:15. Looking at the schedules in Figure 5.6, the first appointment can be booked
for 10:15 to 11:15 in the calendars of “John”, “Jane”, and “Sue”. The rescheduled
appointment for the “consultation” can be booked for 13:00 to 14:00.

Note that this scenario also reveals the disadvantage of scheduling appointments
adjacent to each other. When scheduling appointments, it needs to be taken into
account that tasks may take (far) more time to complete. One of the challenges is to
schedule in such a way that a cascade of (re)scheduled appointments can be avoided.

Scenario 3

The third scenario concerns a request for rescheduling an appointment. The current
time is 10:00. As depicted in Figure 5.7, now we want to reschedule the appointment
for the “physical examination” task. For this scenario, we focus on three different
requests that can be made and the information that needs to be taken into account in
order to perform the requests.

First, the resource which requested the rescheduling wants to stay involved. So,
as “Jane” is the requester, for the “assistant” role, she needs to be booked. For the
other roles, in this case the “nurse” role, other resources may be booked. Note that the
patient always stays involved. So, the rescheduled appointment either involves “Jane”,
“Rose” and the patient or “Jane”, “Sue” and the patient.

Second, the resource which requested the rescheduling does not want to stay in-
volved. So, as “Jane” is the requester, “Fred” needs to be booked. For the other roles,
different resources may be booked. The patient stays involved. So, the rescheduled
appointment either involves “Fred”, “Rose” and the patient or “Fred”, “Sue” and the
patient.

Third, the appointment is moved to a specified date and time. In this case, the
already booked resources stay involved. So, if the “physical examination” appointment
is moved to 13:00, “John”, “Jane”, “Sue”, and the patient are still involved.

Note that for the first two requests, the name and role of the requester is essential
whereas for the last request the new date and time is essential.
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Figure 5.6: Scenario in which the “register patient” finished at 09:45. As a result, little time is left
in which to perform the “check patient data” task. With regard to the appointments in calendars,
an appointment for a “physical examination” is abbreviated to “PE” whereas an appointment for a
“consultation” is abbreviated to “CON”. Note that the start and end times of tasks are anticipated
times.
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Figure 5.8: Separation between functionality that is provided by a WfMS and scheduling function-
ality that is added to such a system. As part of this, a scheduling problem needs to be send from the
WfMS to the part that is responsible for the scheduling.

5.4 Scheduling Problem

As already indicated, in this chapter we are dealing with the general problem of how
WfMSs can be fully extended with scheduling facilities. So, it needs to be investi-
gated how these facilities can be added to any existing WfMS. For the design of such
a system, the consequences are illustrated in Figure 5.8. As can be seen, a clear sep-
aration needs to be made between the functionality that is provided by WfMSs in
general (WfMS rectangle) and functionality that is needed for augmenting this kind of
technology with calendar-based scheduling support (Scheduling features rectangle). A
consequence of this separation is that for the part that is responsible for the scheduling,
all scheduling constraints imposed by the engine (which might be relevant to a schedul-
ing decision) need to be known. To be more precise, a scheduling problem needs to be
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Figure 5.9: Scheduling graph containing the static information for the running example that is shown
in Figure 5.2.

sent from the WfMS which contains all relevant constraints for one case only. Based
on these constraints, the “scheduling features” part can make decisions with regard to
the (re)scheduling of appointments for schedule tasks of that case.

5.4.1 Scheduling Graph

Informally, the scheduling problem is formulated as a graph which has nodes and
arcs between nodes. Nodes, arcs and the graph itself may have properties which are
represented as name-value attributes. The rationale for representing the scheduling
problem using this data structure is that any information which is deemed relevant can
be included in the graph. In this way, we also cater for different workflow languages,
such as BPMN and EPCs, being extended with scheduling support.

In order to illustrate the information that can be found in such a graph we focus
on a case which is in a given state. The information that is contained in the graph for
the specific case is as follows.

The first kind of information we consider is that found in the corresponding pro-
cess model of the case. This involves static information and is necessary as it puts
constraints on the scheduling of appointments for tasks. For simplicity reasons we
assume that the process model does not contain loops and that there are no multiple
instance tasks (i.e. for a task at most one workitem exists). As a consequence, with
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regard to the scheduling of appointments for workitems, this means that for schedul-
ing constraints we just need to consider the ordering of tasks and conditions in the
process model. Moreover, for the process model itself and the conditions and tasks in
the model, information is defined which is relevant to the scheduling of appointments
(e.g. duration of a task and the roles being played by human resources and physical
resources in the organization). As a result, for the scheduling graph we can take the
associated process model of the case which is expressed in terms of an sEWF-net. More
specifically, based on the sEWF-net of a case (Definition 5.2), the construction of the
graph is as follows:

• The nodes of the graph are given by the conditions (C) and tasks (T ).

• The arcs of the graph are given by the flow relation (F ).

• The properties of a node representing a schedule task are given by the value
of the TypeTask , SplitType, JoinType, RolesSchedule,
CaseResourceReq functions for the given task. Additionally, for the associated
time distribution of the task (TD), the values of the Max , Min, Mean, Var , Unit ,
and DistType functions are added as properties.

• The properties of a node representing a flow task are given by the value of
the TypeTask , SplitType, JoinType, and RoleFlow functions for the given task.
Additionally, for the associated time distribution of the task (TD), the values of
the Max , Min, Mean, Var , Unit , and DistType functions are added as properties.

• The properties of a node representing a condition are given by the value of
the TypeTask , SplitType, and JoinType functions for the given condition.

• The properties of a graph are given by the process identifier
(ProcessID) and the Role function.

In order to illustrate this, see Figure 5.9. Here, we see the scheduling graph for the
running example that is shown in Figure 5.2. For example, for the “consultation” node
it is indicated that the maximal duration is 60 minutes (Max function), a doctor needs
to perform the task (RolesSchedule function), the task is a schedule task (TypeTask
function), and the node has XOR-split (SplitType function) and AND-join semantics
(JoinType function). Furthermore, for the graph it is defined that “Marc” and “Nick”
are both doctors (Role function) and that the process identifier is “oncology” (“Pro-
cessID” variable).

The second kind of information that needs to be included in the graph relates to
run-time information for the case. When discussing the scenarios in Section 5.3.3,
different kinds of information have been mentioned implicitly. All relate to the reason
for which a scheduling graph is sent. We make a distinction between four different
reasons for which a graph is required:

• system: the scheduling problem is sent by the system, i.e. independently from a
specific request for rescheduling an appointment.

• reschedule: a resource requests the rescheduling of an appointment and wants to
remain involved.

• reject : a resource requests the rescheduling of an appointment and does not want
to be involved anymore.

• reschedule to specific time: a resource requests the rescheduling of an appointment
to a specified date and time.
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First, we discuss the general run-time information that needs to be added to the
graph for all of them. Next, for each of them, the specific run-time information is also
mentioned.

General

When a scheduling problem is sent, the following general run-time information is rel-
evant. First, for the booking of an appointment it is important that it refers to the
process for which it is booked, the instance identifier for which it is booked, and the
task for which it is booked. As a consequence, the identifier of the instance needs to
be added to the graph.

Moreover, the human resource for which the case is being performed may also be
required in order to perform an appointment. In this situation, the name of the calendar
for this resource also needs to be included.

Next, the state of a case is important in order for determining the appointments
that need to be (re)scheduled. In particular, the state of a case depends on workitems
that may exist for tasks. Therefore, where a workitem exists for a given task, it needs
to be indicated which state the workitem is currently in. As we assume that at most
one workitem exists for a given task, this can be added as a property to the node in the
graph representing the task. Note that a workitem is in the offered state if it may be
executed but has not been allocated to a resource yet. A workitem is in the allocated
state when it has been allocated.

Finally, the reason for sending a graph influences how appointments are (re)scheduled.
Therefore, the reason for sending the graph needs to be included. This can be formal-
ized as follows.

Definition 5.3 (general run-time information) The general run-time informa-
tion of a case is the following tuple: RTgeneral = (C , i,o,T ,F , split , join, rem,nofi ,
ProcessID ,TypeTask ,SplitType, JoinType,CaseResourceReq , Res,Roles,Role,
RoleFlow ,RolesSchedule,TD ,Dist ,CaseID ,Reason,
State,CaseResource) where:

• sEWF = (C , i,o,T , F , split , join, rem,nofi ,ProcessID ,TypeTask ,SplitType,
JoinType,CaseResourceReq ,Res,Roles,Role,RoleFlow , RolesSchedule,TD ,
Dist) is an sEWF-net.

• CaseID is the instance identifier.

• Reason ∈ {system, reschedule, reject , reschedule to specific time} is the reason
for sending the scheduling problem.

• State : T 9 {allocated , offered} is a partial function which maps tasks onto a
state. Only for tasks for which a workitem exists is a state provided. As indicated
earlier, we assume that a workitem exists for at least one task. So, dom(state) 6=
∅. Moreover, we assume that for each task at most one workitem exists.

• CaseResources is a non-empty finite set of human resources for whom the case
can be performed (i.e. patients).

• CaseResource ∈ (CaseResources ∪ {nobody}) is the human resource for which
the case is being performed. Where no human resource is required, the value
“nobody” is given (i.e. the patient).

Below, we discuss for each of the reasons for sending the scheduling graph, the
additional run-time information that is necessary.
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System

Where the scheduling problem is sent by the system, no additional run-time information
is necessary beyond to the general run-time information that is required. This can be
formalized as follows:

Definition 5.4 (case system) The general run-time information of a case is the fol-
lowing tuple: RTsystem = (C , i,o,T ,F , split , join, rem,nofi ,ProcessID ,TypeTask ,
SplitType, JoinType,CaseResourceReq , Res,Roles,Role,RoleFlow ,RolesSchedule,TD ,
Dist ,CaseID ,Reason, State,CaseResource) where:

• CaseID, State and CaseResource are defined in a similar way as in Definition
5.3.

• Reason = system, the scheduling graph is sent by the system.

Reschedule

In the case of a request for rescheduling an appointment for which the requester wants
to stay involved, additional information needs to be made available. That is, it is
necessary to know for which task the associated appointment needs to be rescheduled.
Moreover, as the requester wants to stay involved, the name of the requester and the
corresponding role of the requester needs to be known.

This can be formalized as follows:

Definition 5.5 (case Reschedule) The run-time information in case the
scheduling problem is sent due to a request for rescheduling an appointment for
which the requester wants to stay involved, is the following tuple: RTreschedule =
(C , i,o,T ,F , split , join, rem,nofi ,ProcessID ,TypeTask , SplitType, JoinType,
CaseResourceReq ,Res,Roles,Role,RoleFlow , RolesSchedule,TD ,Dist ,CaseID ,
Reason,State,CaseResource,SelectedTask ,Requester ,RequesterRole) where:

• CaseID, State and CaseResource are defined in a similar way as in Definition
5.3.

• Reason = reschedule, the scheduling graph is sent because of a request for
rescheduling an appointment for which the requester wants to stay involved.

• SelectedTask ∈ Ts is the schedule task for which the associated appointment needs
to be rescheduled.

• Requester ∈ Res is the requester of the rescheduling request.

• RequesterRole ∈ Roles is the corresponding role of the requester. Note that
for the selected task, the requester needs to be involved in one of the asso-
ciated roles. That is Requester ∈ Role(RequesterRole) and requesterRole ∈
RolesSchedule(SelectedTask).

Reject

In this situation a resource does not want to remain involved in the rescheduled ap-
pointment. For this request, the same run-time information is required as for the
previous request. The formalization is as follows.

Definition 5.6 (case Reject) The run-time information in case the
scheduling problem is sent due to a request for rescheduling an appointment for
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which the requester does not want to stay involved, is the following tuple: RTreject =
(C , i,o,T ,F , split , join, rem,nofi ,ProcessID ,TypeTask , SplitType, JoinType,
CaseResourceReq ,Res,Roles,Role,RoleFlow ,RolesSchedule,TD ,Dist ,CaseID ,
Reason,State,CaseResource,SelectedTask ,Requester ,RequesterRole) where:

• CaseID, State and CaseResource are defined in a similar way as in Definition
5.3.

• SelectedTask, Requester, and RequesterRole are defined in a similar way as in
Definition 5.5.

• Reason = reject, the scheduling graph is sent because of a request for rescheduling
an appointment for which the requester does not want to stay involved.

Reschedule to Specific Time

Finally, for moving an appointment to a specified date and time, all resources remain
involved. Therefore, in contrast to the other rescheduling requests, we now need to
know to which date and time the appointment is to be moved. It is not necessary to
know the requester and its associated role.

This can be formalized as follows:

Definition 5.7 (case Reschedule to Specific Time) The run-time
information in case the scheduling problem is sent due to a request to move an appoint-
ment to a specified date and time, is the following tuple:
RTreschedule to specific time = (C , i,o,T ,F , split , join, rem,nofi ,ProcessID , typeTask ,
splitType, joinType,CaseResourceReq ,Res,Roles,Role,RoleFlow , RolesSchedule,TD ,
Dist ,CaseID ,Reason,State,CaseResource, SelectedTask ,BeginTime,EndTime)
where:

• CaseID, State and CaseResource is defined in a similar way as in Definition 5.3.

• Reason = reschedule to specific time, the scheduling graph is sent because of a
request to move an appointment to a specified date and time.

• SelectedTask is defined in a similar way as in Definition 5.3.

• BeginTime ∈ R+
0 is the start timestamp of the appointment.

• EndTime ∈ R+
0 is the end timestamp of the appointment. Note that the end

timestamp of the appointment needs to be strictly later than the start timestamp
of the appointment, i.e. BeginTime < EndTime.

In order to illustrate a graph which includes all required information, Figure 5.10
shows the resultant graph for the running example from Figure 5.2. It is assumed
that one case is running with identifier “63” (CaseID variable) in which for the “make
documents” step the corresponding workitem is being offered and that for the “physical
examination” step the corresponding workitem has been allocated (State function).
Additionally, it is indicated that the appointment for the “consultation” node needs
to be rescheduled (Reason and SelectedTask variables) which is requested by “Marc”
(Requester variable).

5.4.2 Advanced Constructs

In the previous section, we have identified the information contained in the scheduling
graph for a simple process. For the construction of the scheduling graph, we assume
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Figure 5.10: Scheduling graph for the running example of Figure 5.2 in which the workitem for the
“make documents” step is being offered and the workitem for the “physical examination” task has
been allocated. Moreover, it is indicated that the appointment for the “consultation” node needs to
be rescheduled and that “John” is the name of the calendar of the human resource for which the case
is being performed.

that the process model does not contain loops and that there are no multiple instance
tasks (i.e. a task has at most one workitem). However, in reality processes may be far
more complex. Also, they may contain more advanced modeling constructs. Therefore,
in this section, we informally discuss for some more advanced constructs how they can
be handled by our approach. In the following section, XOR/OR splits and joins, loops,
and multiple instance tasks are elaborated upon.

XOR/OR Splits and Joins

In a process model, not necessarily all process paths need to be taken. So, choices
may be taken in which some process paths are followed and some are not. In YAWL,
choices are modeled by XOR/OR splits and joins. For an XOR split/join, only one of
the paths is followed whereas for an OR-split/join at least one of the paths are followed.

In Figure 5.11a, an example process model is given which contains an OR-split and
an OR-join. This example is based on the running example that is presented in Fig-
ure 5.2. However, in this example, the “check patient data” and “give brochures and
information” tasks are left out. Moreover, the “register patient” task is modeled as an
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OR-split and the “consultation” task is modeled as an OR-join. This has the conse-
quence that either the “physical examination” task is executed, the “make documents”
task is executed, or they are both executed.

Currently, for the model an instance is running which case identifier “63”. Also, for
the “register patient” task a workitem exists which is in the offered state. In Figure
5.11b, the corresponding scheduling graph is given. As can be seen, all tasks and the
ordering between them are visualized in the graph. However, for the scheduling of
appointments there is an important issue to consider. Due to the choice in the process
and the current state of the workflow, it is not known exactly whether an appointment
needs to be booked for the “physical examination” task. Consequently, as the average
duration of the “physical examination” is 60 minutes and the average duration of the
“make documents” task is 20 minutes, it is also not known yet at which time the
appointment for the “consultation” task may be scheduled. Note that only after that
the “register patient” task has been performed it is known which one of the subsequent
tasks is to be performed or whether they are both to be executed.

However, choices are still included in the graph as in the future tasks that are part
of the choice may still be executed. It is up to the scheduler dealing with the scheduling
graph, to decide whether any optimistic scheduling is to be done, i.e. whether appoint-
ments are booked for tasks for which it is not yet known whether they are executed
in the future. As a consequence, it may be necessary to cancel these appointments
later on. Note that if choices are not included in the graph, such optimistic scheduling
features would not be possible.

Loops

An common construct in process models are loops. By using a loop, a certain part of
the process may be repeated as often as desired. In Figure 5.12a, an example process
model is given which contains a loop. This example is based on the running example
that is presented in Figure 5.2. However, in this example, the “check patient data”
and “give information and brochures” tasks are left out and the “check” task has
been introduced. Moreover, the “check” task and the “physical examination” task are
modeled in a loop. This has the consequence that these two tasks may be executed
multiple times. For example “register patient” → “check” → “consultation” → “give
brochures” is a valid execution sequence and “register patient”→ “check”→ “physical
examination” → “check” → “physical examination” → check → “consultation” →
“give brochures” is a valid sequence.

For the model an instance is running which has the case identifier “63”. Also, for
the “register patient” task a workitem exists which is in the offered state. In Figure
5.12b, the corresponding scheduling graph is given. As can be seen, all tasks and the
ordering between them are visualized in the graph.

Here, also for the scheduling of appointments there is an important issue. That is,
at the moment the “register patient” task is executed, it is not yet known how often the
tasks in the loop will be executed. For example, the “physical examination task” may
not be executed at all or it may be executed more than 10 times. Consequently, it is not
known how often an appointment needs to be booked for the “physical examination”
task. Also, it is not known when the appointment for the “consultation” task may be
scheduled.

However, in a similar fashion as for the previous construct, loops are still included in
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Figure 5.11: YAWL model which contains an OR-join and an OR-split. Currently, for the model an
instance is running which has the case identifier “63”. Also, for the “register patient” task a workitem
exists which is in the offered state.

the graph, as in the future tasks that are present in the loop may be executed multiple
times. It is up to the scheduler, dealing with the scheduling graph, how to deal with
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Figure 5.12: YAWL model which contains a loop. Currently, for the model an instance is running
which has 63 as case identifier. Also, for the “register patient” a workitem exists which is in the offered
state.

the tasks in the loop. For example, based on previous executions of the process, it may
be decided to schedule one appointment for the “physical examination” in advance.
However, later on it may be necessary to cancel the appointment if immediately after
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the “check” task the “consultation” task is performed. Note that if loops are not
included in the graph, making such decisions would not be possible.

Multiple Instance Tasks

Another construct that is frequently used when modeling processes is the multiple
instance task. When it is executed, multiple workitems for it may run concurrently.

In Figure 5.13a, an example process model is given which contains a multiple in-
stance task. This example is based on the running example that is presented in Figure
5.2. Here, the “physical examination” schedule task is modeled as a multiple instance
task. For the task this means that at least one workitem will be performed for it. Only
during execution of the task it will be known how many more workitems will be created
for it. Note that the “check patient data”, “make documents”, and “give information
and brochures” tasks are left out.

For a case that is running according to the process definition given in the figure,
three subsequent situations can be distinguished. The first one is that the multiple
instance task is not enabled yet (Figure 5.13a). Assume that for the model an instance
is running which has the case identifier “63”. Also, for the “register patient” task
a workitem exists which is in the offered state. In Figure 5.13b, the corresponding
scheduling graph is given. As can be seen, all tasks and the ordering between them
are visualized in the graph. As at least one workitem will be created in the future for
the “physical examination” multiple instance task, only one node corresponds to it in
the graph. In that way, already an appointment can be scheduled for it. Note that as
more workitems may be created in the future for the “physical examination” task, the
“physical examination” node has “1” as its postfix in order to uniquely identify each
appointment with a node in the graph.

The second situation applies if the multiple instance task is enabled. At that
moment, multiple workitems may exist for it. In that case, it must be shown in the
graph that multiple workitems are created for the task and in which state they are. This
is illustrated in Figure 5.14. Here it is assumed that for the “physical examination”
task three workitems exist (see Figure 5.14a). The corresponding scheduling graph
is shown in Figure 5.14b. As can be seen, each node starting with name “physical
examination” refers to a workitem. Note that each “physical examination” node has a
unique postfix. In that case, each node can be linked to its corresponding appointment.
Another reason for including a separate node for each workitem is that workitems for
multiple instance flow tasks can be either offered or allocated. For the subsequent
(re)scheduling of appointments this is important.

The last situation applies if during execution of a multiple instance task, new
workitems are dynamically created for it. In this case, for each workitem that is
created, a separate node needs to be added to the graph. That is, for the scheduling of
appointments, it is important that the state is known for all the workitems that have
been created for the multiple instance task.

Obviously, multiple instance tasks can be handled using scheduling graphs. How-
ever, it does not suffice to have one node for each task that exists in the process model.
Note that the appointment for the “consultation” task may need to be rescheduled
once new workitems are created for the “physical examination” task.
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Figure 5.13: YAWL model which contains a multiple instance task. Currently, for the model an
instance is running which the case identifier “63”. Also, for the “register patient” task a workitem
exists which is in the offered state.

5.5 Design of a Schedule-Aware WfMS

In the previous section, some details have been already provided regarding the design
of a Schedule-Aware WfMS. This section provides an overview of the components that
are necessary for constituting such a system.

Figure 5.15 presents the architecture of the system together with an illustration of
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Figure 5.14: YAWL model which contains a multiple instance task. Currently, the “physical ex-
amination” multiple instance task itself is executed and 3 workitems exist which are in the allocated
state.

the interfaces between the components (shown as clouds). As can be seen there are
four distinct components. The two components on the left-hand side (the “Workflow
Engine” and the “Workflow Client Application”) provide functionality that can be
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Figure 5.15: Architecture of the Schedule-Aware WfMS. There are four main components: (I)
Workflow Engine, (II) Scheduling Service, (III) Workflow Client Application, and (IV) Calendars.
The Workflow Engine and the Workflow Client Application constitute the workflow management part
of the system whereas the Scheduling Service and the Calendars constitute the scheduling support
part. The individual interfaces are indicated by numbers. For each interface, the associated rounded
box outlines the methods that comprise the interface.

assumed to be provided by any WfMS. The two components on the right-hand side (the
“Scheduling Service” and the “Calendars”) provide the necessary scheduling features.

Each component provides its own distinct functionality. This allows for concretizing
components in various ways. For example, for the Workflow Engine many offerings exist
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(e.g. YAWL, FLOWer, DECLARE, ADEPT). Hence, it is important that the system is
set-up in a service oriented way in which the components are loosely coupled. Therefore,
the interfaces between the components, depicted as a cloud in Figure 5.15, need to be
kept as compact and as simple as possible. For each interface, the associated rounded
box outlines the methods that comprise the interface. Moreover, the direction of the
arc at the end of the method indicates the sending (tail) and the receiving component
(head) of the call. The second dotted arc (if present) indicates the direction of the
associated response.

In sections 5.5.1 to 5.5.4 the individual components in the architecture are discussed
in more detail. For each component a description of the main functionality is provided
together with a discussion on its interactions with other components.

5.5.1 Workflow Engine

Standard Facilities

The workflow engine is the heart of the system and provides those facilities which are
required for the routing of cases. The basic facilities that are important to us regard the
creation or deletion of cases and ensuring that workitems for tasks are carried out in the
right order and by the right people. Moreover, data concerning cases and workitems
is also managed by the workflow engine. In addition to the standard facilities that a
workflow engine should provide, the following features are added in order to integrate
scheduling capabilities.

Integration of Scheduling Capabilities

The Workflow Engine is responsible for sending a scheduling problem to the Schedul-
ing Service in order to determine whether appointments need to be (re)scheduled. As
a consequence of our choice to completely separate the scheduling facilities from the
Workflow Engine, a scheduling problem for a case is sent when the following situa-
tions occur: (1) a case is started; (2) a workitem is finished; (3) a request arises for
rescheduling an appointment; and (4) at regular time intervals. The first two options
are necessary as for them a new state of the case is calculated which may require that
appointments are (re)scheduled. With regard to the third option, in order for the
Scheduling Service to be able to properly reschedule an appointment, the scheduling
constraints imposed by the Workflow Engine and the current state of the case need
to be known. Finally, the fourth option is necessary as it may be the case that no
workitems are completed in a given period, but that some appointments need to be
rescheduled due to the passing of time. Obviously, the number of times the scheduling
problem is sent needs to be minimized.

As a consequence of the execution of the Scheduling Service, the Workflow En-
gine is informed about appointments for which limited time is left in which to finish
workitems of tasks preceding appointments. For these workitems, a warning is sent to
the Workflow Client Application to indicate that limited time remains. In this way, it
is attempted to minimize the need for rescheduling appointments.
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5.5.2 Workflow Client Application

Users working with the WfMS do so via the Workflow Client Application which delivers
the basic user interaction facilities expected of this facility. The component consists
of a GUI and a communication layer component. The GUI is responsible for the
interactions with the users. The communication layer component serves as a connection
layer between the engine and the GUI and takes care of the communication between
them.

Subcomponents

The GUI component consists of three different subcomponents. Here, the “worktray”
provides the same facilities as a classical worktray. That is, workitems for flow tasks
are advertised, allocated, and performed via the worktray. The appointments that are
created for schedule tasks are advertised via the calendar. Once a workitem becomes
available for such an appointment, it can be performed via the calendar. In principle,
both the “worktray” and “calendar” components provide the same facilities for the exe-
cution of a workitem. However, unlike workitems for flow tasks, workitems for schedule
tasks can not be selected as an appointment already exists for them. Furthermore, in
our approach, only one user can interact with the WfMS to indicate the completion of
a workitem. This prevents concurrency issues should multiple users want to complete
the same workitem. Finally, the “Case” component provides facilities for the creation
and deletion of cases.

Appointments

With regard to the appointments that are made, we have already discussed the three
supported means of rescheduling them. In addition, users are also allowed to add
appointments to the calendar which are not workflow related (e.g. having dinner with
friends). The Workflow Client Application indicates whether limited time is left in
which to undertake workitems in order to meet the schedule.

Communication

As can be seen in Figure 5.15, two interfaces are defined for the communication between
the Workflow Client Application and the engine. The interface identified “1A” defines
the standard communication that takes place between an engine and a Workflow Client
Application. The interface identified “1B” defines methods added as a consequence of
the scheduling facilities developed for the system.

5.5.3 Scheduling Service

The Scheduling Service is responsible for providing scheduling facilities to the WfMS.
The service behaves in a passive way and its operation must be explicitly triggered.
Different aspects of the Scheduling Service are discussed below.

Scheduling

Scheduling is done sequentially on a case-by-case base. Once a scheduling problem is
received, the Scheduling Service needs to determine whether some of the schedule tasks
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need to be (re)scheduled. Several distinct issues need to be addressed of which we will
discuss the most important ones below.

The actual scheduling of tasks needs to occur in the same order as the sequence
of schedule tasks in the accompanying process definition for the case. Moreover, there
should be sufficient time between two scheduled tasks. Also, when rescheduling ap-
pointments, any preceding constraints need to be satisfied. For example, in Figure
5.2, it needs to be guaranteed that first the “physical examination” task is scheduled,
followed by the “consultation” task which needs to occur at a later time.

For the actual scheduling of an appointment multiple roles can be specified for a
schedule task. For each role only one resource is selected and an appointment is booked
in the calendar of that resource. If the patient for which the case is performed also
needs to be present at an appointment, then this also needs to be taken into account.

Time Left

The Scheduling service is also responsible for determining whether limited time is left
for performing workitems preceding scheduled tasks. In such a situation, the Workflow
Engine needs to be informed. When too little time is left for performing workitems
preceding a schedule task, several different strategies can be pursued for dealing with
such a situation. In our case, we have chosen to automatically reschedule the concerned
appointment, which can be considered as a straightforward recovery action. More
potential solutions have been provided by van der Aalst et al. [31].

Scheduling Algorithm

Given the above mentioned considerations, different scheduling algorithms are possible.
As illustrated in Figure 5.15, the scheduling algorithm used by the Scheduling Service
can easily be replaced by another algorithm, i.e., it is pluggable. The possible scheduling
algorithms may differ in terms such as utilization of resources or the average waiting
time for an appointment.

Appointments Booked

Cases may be canceled in the Workflow Engine. When that occurs, the Scheduling
Service is informed. Consequently, all appointments related to the case are removed.

Furthermore, for workitems for schedule tasks, the associated allocation of resources
is done by the Scheduling Service. However, only the resource that is allocated to the
first role of the task, is allowed to see the workitem for the respective appointment.
Therefore, the Scheduling Service is also responsible for retrieving the appointments
for which a user is the first allocated resource to perform the workitem.

5.5.4 Calendars

The Calendars component is responsible for providing a view on the calendars of users
and for manipulating their contents. It is possible to create / delete appointments
and to get various kinds of information about appointments that have been made
or appointments that need to be scheduled. Moreover, the interface contains some
convenience methods for deleting cases and finding the first available slot for a schedule
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task. Otherwise, large volumes of low-level information need to be exchanged whereas
now only one call is necessary.

5.6 Conclusions

In this chapter, we have presented the design of a WfMS augmented with calendar-
based scheduling facilities. Instead of just offering workitems via a work-list, they can
also be offered as a concrete appointment in a calendar. For these appointments it is
taken into account which preceding tasks are necessary and whether they have been
performed. As part of our approach, we have made a distinction between unscheduled
(flow) and scheduled (schedule) tasks.

Organizational healthcare processes are known to be complex processes exhibit-
ing many different execution outcomes. Where a Schedule-Aware WfMS is used in a
healthcare environment for the daily management of patient flows several benefits can
be obtained. First of all, a great deal of peoples’ time is involved in the scheduling of
appointments for tasks which may take place in different medical departments. Given
the effort needed for scheduling appointments and ensuring that enough time is re-
served between them and that the right resources are reserved, a significant amount
of time could be saved if this were facilitated by our system. Moreover, the people
that are responsible for scheduling these appointments, typically only have a limited
view on the tasks that need to be performed preceding an appointment and the time
required for completing them.

Finally, for the appointments that take place in a hospital, typically some additional
information is necessary. However, it may be well the case that during the appointment
it is discovered that the required information is not available. In addition to the
annoyance that is caused by this, a new appointment may be necessary. By using a
Schedule-Aware WfMS, this can be recognized at an earlier stage and action can be
taken in order to avoid the need for any rescheduling.
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Chapter 6

Inter-Workflow Support

6.1 Introduction

A patient process can best be seen as a cloud of intertwined process fragments running
at their own speed. For these process fragments, interaction is important and tasks are
done at different levels of granularity. In other words, as already indicated in Section
1.5.2, the entire patient process should not be seen as a “monolithic workflow” but
rather as a cloud of intertwined and standardized workflow fragments running at their
own speed and coping with different levels of granularity.

This can be illustrated when considering a typical healthcare process for the diag-
nosis of patients. In general for a patient this consists of multiple visits to a hospital in
order to meet with doctors and undergo diagnostic tests (e.g. a lab test). Additionally,
there are also steps in which several medical specialists meet in order to discuss the sta-
tus of patients. Clearly, some tasks may operate at the level of a single patient, whereas
other tasks operate at the level of a group of patients. In addition to this, each action
taken for diagnosing or treating a patient, can be seen as a smaller fragment instance
running at its own speed. This is due to the fact that many tasks in such a fragment
instance can be executed independently from any other fragment instances that are
running. For example, for a lab test many tasks, like taking blood or investigating the
sample, do not have any relation with tasks that are done for taking an MRI or CT.
However, at some places in such a fragment instance, information with other fragment
instances may need to be exchanged. For example, the result of the lab test needs to be
available at the next visit of the patient or for multiple patients the result of their CT
tests need to be available in order to discuss them during a multidisciplinary meeting.

For above mentioned kind of healthcare processes, it is clear that inter-workflow
support is required in which a complex process can be divided into process fragments
that run at their own speed. Moreover, these fragments should cope with different
levels of granularity and interactions between them are possible. In order to provide the
required support, so called Proclets are an interesting means of modeling and executing
these kind of processes. Proclets are lightweight interacting processes that can be used
to divide complex entangled processes into simple fragments and, in doing so, place
increased emphasis on interaction-related aspects of workflows. Proclets aim to address
the following problems that existing workflow approaches are currently facing:

• Models need to be artificially flattened and are unable to account for the mix of
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different perspectives and granularities that coexist in real-life processes.

• Cases need to be straightjacketed into a monolithic workflow while it is more
natural to see processes as intertwined loosely-coupled processes

• One-to-many and many-to-many relationships that exist between entities in a
workflow cannot be captured.

• It is difficult to model interactions between processes.

Proclets were one of the first modeling languages to acknowledge above mentioned
problems and are part of the Proclet framework which has been described in detail by
van der Aalst et al. [17, 18]. Based on our healthcare experiences, an extension of the
Proclet framework will be presented in this chapter. In the original framework, the
concept of a Proclet, a performative, a port which has a cardinality and multiplicity, and
a channel have already been introduced. In this chapter, additional concepts such as
an interaction point, an internal interaction, an external interaction, and an interaction
graph will be introduced. Via interaction points, at design time, possible interactions
between Proclet classes can be modeled without the need to define complex pre- and
postconditions. Subsequently, at run-time they allow users to nominate interactions
between Proclet instances. Furthermore, via an interaction graph, interactions between
Proclet instances and their state are recorded. Note that although the framework has
been extended based on experiences from the healthcare domain, this does not mean
that its application is only limited to the healthcare domain. Any environment where
processes are fragmented, interaction is important, and tasks are done at different levels
of granularity, can potentially be supported.

In order to illustrate that the framework can also be applied in other environments,
we next list some real world examples where interactions between instances, different
levels of aggregation, and relationships between entities play an important role:

• The reviewing of papers for a conference: For a conference the goal is to select
the best papers from all papers that have been submitted. Before issuing a
call for papers, several people are invited to take part in the program committee.
For the papers that have been submitted, the program committee selects multiple
reviewers per paper. A reviewer may be asked to review multiple papers. Finally,
a decision is made by the program committee and the authors are informed
whether their paper has been rejected or accepted.

• Processing of insurance claims: some claims may refer to the same accident.
Even though claims may start out as separate instances, at some point it may be
desirable to merge all related claims so that a uniform decision can be reached.

• In software development: software modules are composed of submodules, which in
turn may be composed of sub-submodules and so on. Considerations at higher or
lower levels of aggregation may influence other levels. For example, the discovery
of a design flaw at a higher level may impact modules at lower levels or at the
same level at which the flaw has been discovered.

Figure 6.1 shows the contributions of this thesis and highlights the focus of this
chapter. That is, we investigate the general problem of how WfMSs can be fully extended
with facilities for inter-workflow support. So, our focus is not on simply extending the
functionality of a particular WfMS.

For the extended WfMS, necessary concepts will be introduced and the functionality
to-be provided will be discussed. Additionally, in Section 4.4.3, we have identified a
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Figure 6.1: Overview of the thesis highlighting the focus of Chapter 6. This chapter should be read
in conjunction with, and as a prelude to, the chapters that are depicted as a box with a thick dotted
line.
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set of requirements that need to be satisfied by such a system. It will be discussed how
each of these are satisfied. Finally, this chapter should be read in conjunction with, and
as a prelude to, the chapters 7 and 8 which formalize the design of a WfMS extended
with inter-workflow support and present its subsequent implementation. In the figure,
these two chapters are depicted as a box with a thick dotted line respectively.

The remainder of this chapter is organized as follows. The Proclet framework
together with our contributions will be discussed in detail in Section 6.2. Then, in
Section 6.3, the design of a WfMS extended with inter-workflow support is presented.
Finally, Section 6.4 concludes the chapter.

6.2 The Proclet Framework

In this section, we discuss how Proclets provide a framework for modeling and executing
workflows. First, the most important concepts of the framework will be introduced in
Section 6.2.1. Then, in subsequent sections, particular aspects of the framework will
be addressed.

6.2.1 Concepts

In this section, we discuss the main concepts of the Proclet framework. This will be
done using two scenarios. One scenario is rather simple while the other one is more
complex. These scenarios introduce the mechanisms that relate to the various concepts
that are employed.

First Scenario

Before introducing the framework, we first present the scenario which is shown in
Figure 6.2. In this scenario, we schematically depict the process that needs to be
followed by patient “Sue”. Currently, Sue is in the process of having a first visit
(fragment “visit:Sue 25/01”). As indicated by the outgoing arcs from the “decide”
task, the doctor decides during the “decide” task that a subsequent visit is necessary
(fragment “visit:T2”) and that a lab test needs to be taken (fragment “lab:T1”). As
the last two fragments need to be created in the future, the fragments for them are
visualized with a dotted rectangle around them. Also, their instance identifier starts
with a “T”. As a subsequent action when creating an instance for the lab test, the
result of the lab test needs to be used as input for the second visit. This is indicated
by the arc leading from the input condition of the “lab” fragment to the “send report”
task and the arc leading from the “send report” task to the “receive” task of the second
visit.

Based on the scenario discussed above, we start our introduction of the Proclet
framework. More specifically a framework that is centered around the notion of Pro-
clets. There is a distinction between a Proclet class and a Proclet instance. A Proclet
class can best be seen as a process definition which describes which tasks need to be
executed and in which order. For a Proclet class, instances can be created and de-
stroyed. One instance is called a Proclet instance. For the definition of a Proclet class,
a choice can be made between multiple graphical languages. In this paper, we use a
graphical language based on the YAWL language [11]. However, other languages, such
as Petri Nets [1] or EPCs [5], can also be used. With regard to the choice of a graphical
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Figure 6.2: The first scenario. In this scenario, for patient “Sue” it is decided during the first visit
that a lab test and a second visit are required.

language, some limitations apply. First of all, Proclet instances need to have a state
and they need to support the notion of a task. Second, a Proclet class needs to be
sound, i.e., it must satisfy basic correctness requirements such as absence of deadlocks,
proper termination, etc. [7].

In order to have interactions and collaboration among Proclets, interaction points,
channels, ports, and performatives are important. The meaning of these will be dis-
cussed below. In addition, we describe how a Proclet class and instances of it are
defined.

• A Proclet class has a unique name . In the same way, an instance of a Proclet
class has an unique identifier.

• Proclet instances interact with each other via channels. A channel can be used
to send a performative to an individual Proclet instance or to a group of Proclet
instances.

• A performative is a specific kind of message with several attributes which is
exchanged between one or more Proclets. Two important attributes are the
“sender” and “set of receivers” attributes. The sender attribute contains the
identifier of the Proclet instance creating the performative. The set of receivers
attribute contains the identifiers of the Proclet instances receiving the performa-
tive, i.e. a list of recipients. Additional attributes will be discussed in more detail
later (Section 6.2.4).

• A Proclet class has ports. Performatives are sent and received via these ports in
order for a Proclet instance to be able to interact with other Proclet instances.
A port is either an incoming or an outgoing port. Each outgoing port is con-
nected with exactly one incoming port. We call such a connection, an external
interaction . Furthermore, every port is connected to one interaction point .
An interaction point represents a specific point in the Proclet class at which in-
teractions with other Proclet classes may take place, i.e. via the associated ports
performatives may be sent and received. An interaction point may be linked to
an input condition and a task.

• Moreover, a port has two attributes.

First, the cardinality specifies the number of recipients of performatives ex-
changed via the port. An ∗ denotes an arbitrary number of recipients, + at least
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one recipient, 1 precisely one recipient, and ? denotes no or just one recipient.
Note that by definition an input port has cardinality 1.

Second, the multiplicity specifies the number of performatives exchanged via
the port during the lifetime of an instance of the class. In a similar fashion
to the cardinality, an ∗ denotes that an arbitrary number of performatives are
exchanged, + at least one, 1 precisely one, and ? denotes that either one or no
performatives are exchanged.

• For an interaction point having only incoming ports, it may be desirable that
the receival of an individual performative is followed by the subsequent sending
of a performative later in the process (e.g. the creation of a lab test needs to be
followed by the execution of a task in the same process which sends the result
of the test to the desired Proclet instance). Therefore, an interaction point with
only incoming ports may be connected with an interaction point which has only
outgoing ports. Such a connection is called an internal interaction .
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Figure 6.3: Based on the first scenario, the concepts of the Proclet framework introduced so far are
illustrated. That is, two Proclet classes are modeled. For both of them, interaction points, channels,
ports, and performatives are indicated.

The above mentioned concepts are illustrated in Figure 6.3. Based on the first
scenario, in Figure 6.3a, two Proclet classes are shown together with their interaction
points, ports, and external interactions. In Figure 6.3b, a class diagram is shown
containing the two Proclet classes. First, as can be seen in Figure 6.3a, the “visit”
Proclet class models all the tasks related to a visit of the patient, whereas the “lab”
Proclet class does the same for a lab test. The “decide” step of the “visit” Proclet
class has an interaction point with two outgoing ports. One outgoing port leads to the
interaction point that belongs to the input condition of the “lab” Proclet class. Sending
a performative to the incoming port of this interaction point results in the creation of
an instance of the “lab” Proclet class. Similarly, sending a performative via the second
outgoing port of the “decide” task results in the creation of an instance of the “visit”
Proclet class. As indicated by cardinality * for the two outgoing ports of the “decide”
task multiple instances of the “lab” Proclet class and multiple instances of the “visit”
Proclet class may be initiated. The multiplicity of the two ports is ? which means that
a performative may optionally be sent in order to create an instance of the “lab” and
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“visit” Proclet class. Finally, performatives can be sent from the “send report” task
to the “receive” task modeling that the result of a lab test may be used as input for
a patient visit. The cardinality 1 and multiplicity ? of the outgoing port of the “send
report” task indicate that it is optional to send a performative to one “visit” Proclet
instance. In a similar fashion, the cardinality 1 and multiplicity * of the incoming port
of the “receive” task indicate that performatives may optionally be received from the
“send report” task.

However, although performatives can be sent to multiple receivers, there is still
the issue that it needs to be controlled which specific Proclet instance or instances a
performative is sent to. For example, in Figure 6.3, where an instance exists of the
“lab” Proclet class and the “send report” task is executed, it is questionable to which
“visit” Proclet instance a performative is sent. In particular, if we want to achieve the
behavior for “Sue” which is defined during the execution of the “decide” task in the
first scenario (which is visualized in Figure 6.2), the following is required for the two
Proclet models shown in Figure 6.3

• One Proclet instance exists for the first visit which has “visit:Sue 25/01” as its
instance identifier.

• A performative is sent from the “decide” task of the first visit to the initial
condition of the “visit” Proclet such that one instance is created for the second
visit of “Sue”.

• A performative is sent from the “decide” task of the first visit to the initial
condition of the “lab” Proclet such that one instance is created for the desired
lab test for “Sue”.

• The creation of an instance of the lab test should be followed by the execution
of the “send report” task such that a performative is sent from that task to the
“receive” task of the second visit.

In addition to this, for the above mentioned interactions it is important that it
is known whether they have already taken place, i.e. the state of them needs to be
known. For example, in order for the “receive” task of the second visit to take place
it is important to know whether the performative from the “send report” task has
already been received.

Entities and Interaction Graphs .

In order to be able to precisely specify the interactions that need to take place for
“Sue” and their current state, we need to introduce two additional concepts. The
fist concept is called an entity. An entity is an object that exists in conjunction with
existing and future Proclet instances. Examples of an entity are a patient, a claim,
or a software product that needs to be developed. So, “Sue” can be an entity. For
an entity, tasks in multiple Proclet instances need to be performed. In order for these
tasks to be performed in the desired order, specific interactions are required between
existing and future Proclet instances. Note that this also may also involve a sequence
of interactions among multiple Proclet instances.

In order for an entity to store the interactions that need to take place between ex-
isting and future Proclet instances and their state, we introduce a so-called interaction
graph. An interaction graph belongs to a specific entity and consists of interaction
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nodes and interaction arcs. An interaction node refers to an interaction point of a Pro-
clet instance for which one or more internal or external interactions will take place,
i.e. an instance of an interaction point. So, an interaction node is a triple in which
the first value refers to the identifier of the Proclet class, the second value refers to
the identifier of the Proclet instance, and the third value refers to the identifier of the
interaction point for which one or more interactions take place. In turn, an interaction
arc refers to an interaction, either internal or external, that needs to occur between
two interaction points of a Proclet instance. In this way, the direction of the arc in
the graph is the same as the direction of the arc for the associated internal or external
interaction.

In Figure 6.4, for the first scenario, the corresponding interaction graph is given
for entity “Sue”. First, in Figure 6.4a, the instances for the first visit, second visit,
and lab test are shown. However, they are now modeled using the terminology of the
Proclet framework, i.e. using interaction points, ports, and so on. For example, the
“decide” task of the first visit has two outgoing ports illustrating the performatives
that will be sent in order to create an instance for the lab and the second visit. Also,
for the first visit (Proclet instance with identifier “visit:Sue 25/01”), the “decide” task
is currently executed. As a result, the “initial preparations” and “receive” tasks are
already executed which is indicated by the ticks.

As a result of executing the “decide” task for the first visit, which necessitates inter-
actions with existing and future Proclet instances, an interaction graph is created for
entity “Sue”. The graph is shown in Figure 6.4b. There are five interaction nodes and
four interaction arcs. Note that by using dotted arcs, nodes of the interaction graph
are linked with their corresponding interaction points in a Proclet instance. Addition-
ally, via dotted arcs, arcs of the interaction graph are linked with their corresponding
internal or external interactions. The meaning of each arc for the entity “Sue” is as
follows:

• (visit,Sue 25/01,decide) → (lab,T1,create): from the “decide” task of the “visit”
Proclet class with instance identifier “Sue 25/01”, a performative is sent in order
to create an instance of the lab Proclet class. As the lab instance still needs to
be created a temporary instance identifier is used for it (i.e. T1). Note that the
arc refers to an external interaction. For presentation reasons, input and output
ports are not shown in an interaction graph. Instead, for an external interaction,
the respective interaction nodes are immediately connected via an arc.

• (visit,Sue 25/01,decide) → (visit,T2,create): similar to the previous arc. This
time an instance of the “visit” Proclet class needs to be created which represents
the second visit. Note that also for the second visit a temporary instance identifier
is used (i.e. “T2”).

• (lab,T1,create) → (lab,T1,send report): the creation of an instance for the “lab”
Proclet class needs to result in a subsequent interaction. This is represented by
an internal interaction for which no performatives will be sent. Note that the
subsequent interaction is the sending of a performative, starting from the “send
report” task of the same instance to the “receive” task of the second visit.

• (lab,T1,send report) → (visit,T2,receive): from the “send report” task of the
“lab” Proclet instance, a performative needs to be sent which is received by the
“receive” task of the future “visit” Proclet instance for the second visit which
has the temporary instance identifier “T2”.
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Figure 6.4: For entity “Sue”, using the Proclet terminology introduced so far, it is shown how the
existing and future Proclet instances need to interact (Figure a). Additionally, for entity “Sue” the
associated interaction graph is shown (Figure b).

Obviously, the interaction graph of entity “Sue” captures all the interactions that
need to take place between future and existing Proclet instances. In other words, the
entity “Sue” is the linking pin between the three Proclet instances.

As indicated before, in an interaction graph we also save the state of the interactions
for an entity. Therefore, every arc in the interaction graph has an interaction identifier
and an interaction state.

The interaction identifier is an identifier in which the first value relates to the entity
itself and of which the second value relates to a unique identifier for the interaction.
These interaction identifiers allow for keeping track of the state of external interactions
for entities, i.e. performatives that are exchanged. Additionally, in order to realize the
latter, an additional attribute is added to a performative called the set of interaction
identifiers. For the interaction arcs for which a performative is sent, the associated
interaction identifier is added to this set. More details on this will be provided later.
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Next, the interaction state of an arc stores the specific state of an interaction for the
respective entity. For example, for an external interaction it can be captured whether
a performative has been sent. For an internal interaction, it indicates whether the task
that is linked to the interaction point has already executed or not. In total, for an
arc referring to an external interaction we distinguish four different states and for an
arc referring to an internal interaction. In the example below, for the first scenario,
tasks will be executed for different Proclet instances. In this way, it can be seen which
performatives are exchanged. Moreover, it explains how the arcs of an interaction
graph are updated and which states we distinguish. In this way, the “mechanisms” of
an interaction graph can be illustrated along with the “mechanisms” of an interaction
point, internal interaction, and external interaction.

Executing the First Scenario .
For the first scenario, visualized in Figure 6.2, tasks for the first visit, lab test, and
second visit will be performed. In Figure 6.4 we show the current state of the Proclet
instances and the current state of the interaction graph for entity “Sue”. Tasks that
are completed are indicated by a check mark.

Step 1:

In Figure 6.4, the “decide” task of the first visit is currently executing and an
interaction graph is created. In Figure 6.5, the next step is visualized. That is, for
the “decide” task that is executing, in the interaction graph it can be seen that two
interactions need to take place. So, two performatives need to be sent in order to create
an instance of the “lab” Proclet class and an instance of the “visit” Proclet class. As
an example, we see the performative that is sent to create an instance of the “visit”
Proclet class. The sender of the performative is the Proclet instance that is currently
executed (“visit:25/01”). The receiver of the performative is the instance of the “visit”
Proclet class which has temporary identifier “T2” as it still needs to be initiated. As
an interaction identifier we see that “(Sue,7)” is added.

As a result, in the interaction graph for entity “Sue”, we see that the inter-
action state of the arc leading from the “(visit,Sue 25/01,decide)” node to the
“(lab,T1,create)” node has been changed to “sent”. The same can be observed for the
arc leading from the “(visit,Sue 25/01,decide)” node to the “(visit,T2,create)” node.
This is due to the fact that a performative has been sent for that interaction. That is,
the sender and receiver of the performative match with the sender and receiver of the
associated interaction arc in the graph. Also, the performative contains the interaction
identifier of the arc for which it is sent.

Step 2:

The next step is shown in Figure 6.6. The receival of the two performatives has
resulted in the creation of an instance for the “lab” Proclet class and the “visit” Proclet
class as well. Instead of instance identifier “T1” the instance of the “lab” Proclet class
now has the identifier “lab:25/01”. As a consequence, in the interaction graph for
“Sue”, the interaction nodes referring to the “lab” instance have been updated with
the new instance identifier. Moreover, the interaction state of the arc leading from the
“(visit,Sue 25/01,decide)” node to the “(lab,25/01,create)” node has been changed to
“consumed”. That is, a performative has been received for that interaction arc which
resulted in the creation of an instance of a Proclet class, i.e. the performative can be
considered to be “consumed” as its receival led to a certain action. Additionally, it
can be seen that the interaction state of the arc from the “(lab,25/01,create)” node
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the interaction graph is updated.

to the “(lab,25/01,send report)” node has been changed to “executed source”. As an
instance of the “lab” Proclet class has been created, for this internal interaction the
source interaction point has been executed.

For the instance of the “visit” Proclet class that has been created, similar remarks
can be made. As can be seen in the graph, the interaction state of the associated
arc has been changed to “consumed” too. Moreover, instead of the instance identifier
“T2”, the instance of the “visit” Proclet class has now instance identifier “Sue 10/02”.

Step 3:

As the next step in the scenario, the “blood test” task of the “lab” Proclet instance
is completed. As a result, the “send report” task may be performed. The result of
performing the task can be seen in Figure 6.7. For, the arc in the interaction graph
leading from the “(lab,25/01,send report)” node to the “(visit,Sue 10/02,receive)” node,
a performative is sent to the “receive” task of the “visit” Proclet instance with the
instance identifier “Sue 10/02”. As a result, the interaction state of the arc has been
updated to “sent”. Moreover, the performative that is sent is visualized in the figure.
That is, the sender and receiver of the performative match with the sender (“lab:Sue
25/01”) and receiver (“visit:Sue 10/02”) of the associated interaction arc in the graph.
Also, the performative contains the interaction identifier of the arc for which it is sent
(“(Sue,3)”).

Furthermore, it can be seen that the interaction state of the arc from the “(lab,Sue
25/01,create)” node to the “(lab,Sue 25/01,send report)” node has been changed to
“executed both”. Due to the execution of the “send report” task both the source
and destination interaction node of this internal interaction have now been executed.
Consequently, the interaction state is updated to “executed both”.
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Figure 6.6: As a result of receiving the two performatives, instances for the “lab” and “visit” Proclet
classes are created. As a consequence, the interaction graph is updated.

In the case where the arc did not have the state “executed source”, i.e. the in-
teraction point which is connected to the input condition was not executed, the “send
report” task could not be executed. This is due to the fact that the meaning of an inter-
nal interaction is that first the source interaction point is executed, which is linked with
either a task or an input condition, and then the task which belongs to the destination
interaction point is executed.

Step 4:

The last step of the first scenario is to start executing steps for the second visit. As
can be seen in Figure 6.8, the “receive” task is currently executing. For this task, we
find in the interaction graph, the arc leading from the “(lab,Sue 25/01,send report)”
node to the “(visit,Sue 10/02,receive)” node. This indicates that for completing this
task it is necessary that a performative is received which contains “(Sue,3)” as an
interaction identifier. As this performative has been sent as result of executing the
“send report” task, the “receive” task may be completed. Consequently, the interaction
state of the arc is updated to “consumed” indicating that the required performative
was available and that it has been consumed in order to complete the task. Note that if
the performative had not been available, it would not be possible to complete the task.
So, although it is possible to complete the task according to the process definition,
it is still necessary to wait till all required performatives are received. However, an
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Figure 6.7: The “send report” task of the “lab” Proclet instance is executed. This results into a
performative that is sent to the “receive” task of the “visit” Proclet instance for the second visit. As
a consequence, the interaction graph is updated.

exception to this rule is possible. This will be discussed later in Section 6.2.2.

Second Scenario

Previously, we have considered a simple scenario for which we have shown some of the
mechanisms of an interaction graph. In this, we only considered steps that are done
for an individual patient. Now, as a follow-up we consider a more complex scenario
in which we demonstrate that the framework can also deal with Proclet classes that
operate at different levels of granularity. Therefore, for the second scenario we deal
with one Proclet class in which an individual patient is taken as the basis for case.
Additionally, we deal with another Proclet class in which a group of patients is taken
as the basis for a case.

In Figure 6.9, we can see three Proclet classes. The “visit” and “lab” Proclet
classes have already been discussed in the first scenario. The “MDM” Proclet class
is concerned with a weekly meeting in which gynecological oncology doctors discuss
the medical status of multiple patients. For this meeting, multiple patients may be
registered (task “register”). This can be seen by the multiplicity * of the associated
incoming port which indicates that multiple performatives may be received. During
the “decide” task, the patients that are registered are discussed. Finally, for each
patient that is discussed, a report may be sent out (task “send reports”). This is also
represented by cardinality * of the associated outgoing port which indicates that a
performative may be multicast to multiple “visit” Proclet instances.

Note that there is an internal interaction defined from the “register” task to the
“send reports” task. This internal interaction has the meaning that for every patient
that is registered, it can be decided that the subsequent report needs to be sent to a
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Figure 6.8: The “receive” task of the “visit” Proclet instance is executed. As a performative has
been sent which contains “(Sue,3)” as interaction identifier, the task may be completed. Subsequently,
the interaction graph is updated.
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Figure 6.9: The Proclet classes that are used for the second scenario.

specific Proclet instance (e.g. the second visit of the patient).
Obviously, the “MDM” Proclet class operates at a different level of granularity.

That is, for the “MDM” Proclet class a group of patients is taken as the basis of an
individual case whereas for the other Proclet classes this does not hold. For example,
for the “visit” Proclet class an individual patient is taken as the basis for a case. This
can also be seen in the Figure 6.9b which shows a class diagram containing the Proclet
classes.

The scenario that will be executed is visualized in Figure 6.10 and deals with two
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Figure 6.10: For both “Sue” and “Anne” it is shown how existing and future Proclet instances
need to interact (Figure a). Additionally, for both, the interaction graph that is created during the
execution of the “decide” task is shown (Figure b).

different patients. Here, for both “Sue” and “Anne” tasks from multiple Proclet in-
stances will be performed. In particular, for “Sue” during execution of the “decide”
task at the first visit (Proclet instance “visit:Sue 25/01”) it is decided that a subsequent
visit is required (Proclet class “visit” with temporary instance identifier “visit:T1”).
Moreover, “Sue” needs to be discussed during the multidisciplinary meeting for which
an instance already exists with the identifier “MDM:05/02”. Afterwards, the report
needs to be used as input for the second visit.

For “Anne” exactly the same outcome is decided during execution of the “decide”
task. So, she is also discussed during the multidisciplinary meeting for which an in-
stance already exists with the identifier “MDM:05/02”. However, for her the instance
that exists for the first visit has the identifier “Anne 26/01” and the instance for the
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second visit has the temporary identifier “T2”. As a result of executing the “decide”
task for “Sue”, which necessitates interactions with existing and future Proclet in-
stances, an entity is created called “Sue” for which subsequently an interaction graph
is created. For “Anne” exactly the same is done during the execution of the “decide”
task but now an entity called “Anne” is created and a separate interaction graph. For
both entities the corresponding interaction graphs are shown in Figure 6.10. These
interaction graphs are very similar to the first scenario. However, instead of a lab test,
now for both patients an interaction with the “register” task of the “MDM:05/02”
Proclet instance is required. This is followed by the execution of the “send reports”
task after which a performative is sent to the “receive” task of the second visit for both
“Sue” and “Anne”. Note that as no performatives have yet been sent, each arc in the
interaction graph has either the interaction state “unproduced” or “executed none”. It
is important to mention that as both patients are discussed during the multidisciplinary
meeting, similar interaction nodes and similar interaction arcs for the “MDM:05/02”
Proclet instance appear in the graphs of both “Sue” and “Anne”. Below, for both
patients, tasks will be executed for different Proclet instances. In this way, the impact
of having the same interaction node in multiple graphs can be illustrated.

Step 1:

In Figure 6.11, the result of executing the “decide” task for both “Sue” and “Anne”
is shown. Performatives are sent in order to create for both of them an instance of
the “visit” Proclet class. Additionally, performatives are sent in order to register both
of them for the multidisciplinary meeting. Note that as for “Sue” and “Anne” their
“decide” task is executed in different Proclet instances, the sending of performatives
and updating the interaction graph for them occurs completely independently from
each other.

Subsequently, both interaction graphs are updated as expected. So, all the outgoing
arcs of an interaction node that refer to a “decide” task that has been executed, have
received the “sent” state.

Step 2:

The next step is shown in Figure 6.12. As a consequence of receiving the required
performatives, an instance of the “visit” Proclet class with instance identifier “Sue
10/02” has been initiated for “Sue” and an instance has been created for “Anne”
with instance identifier “Anne 12/02”. Note that in the interaction graphs, the related
interaction nodes and the related interaction arcs for them are updated accordingly, i.e.
they have the state “consumed”. However, for the “register” task, the performatives
have not been consumed yet as the preceding “initial preparations” task is still not
complete. Therefore, the interaction arcs corresponding to these performatives still
have the state “sent”.

Step 3:

Subsequently, for the “MDM” Proclet instance we perform the “initial prepara-
tions” task. Afterwards, the “register” task may be executed. The result can be see in
Figure 6.13. For the “register” task of the “MDM” Proclet with the instance identifier
“05/02” we find in the interaction graph of both “Sue” and “Anne” an arc leading
to the “(MDM,05/02,register)” node. In order to complete the task, for entity “Sue”
a performative should be received with “(Sue,4)” as the interaction identifier and for
entity “Anne” a performative should be received with “(Anne,4)” as the interaction
identifier. As can be checked in Figure 6.12, these performatives have been sent. So,
the task may be executed. For the receival of the performative which contains inter-
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b) Updated interaction graphs for ‘Sue’ and ‘Anne’. As a result of sending out performatives, the state of interaction arcs in 
the graphs of ‘Sue’  and ‘Anne’ are changed into ‘sent’

Sue: ‘decide’ task is 
executed:

- performatives sent
- state interaction arc 
updated in graph Sue

Anne: ‘decide’ task is 
executed:

- performatives sent
- state interaction arc 

updated in graph Anne

Figure 6.11: As a result of executing the “decide” task for both “Sue” and “Anne” in total four
performatives are sent. As a consequence, both interaction graphs are updated.

action identifier “(Sue,4)”, the associated interaction arc with the same identifier is
updated to “consumed” in the interaction graph of “Sue”. For the performative which
contains interaction identifier “(Anne,4)”, the same is done for the interaction graph
of “Anne”.

For the “register” task, both for “Sue” and “Anne” an internal interaction is defined
for which the “(MDM,05/02,register)” interaction node is the source node. As this task
will be completed, both for the interaction graphs of entities “Sue” and “Rose”, the
state of the corresponding outgoing interaction arc of the node is set to “executed
source”. Obviously, in order to perform a task it may be necessary to inspect and
update multiple interaction graphs.

Note that if we abstract from the interaction identifier of an arc, then the internal
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Figure 6.12: Both for “Sue” and “Anne” an instance of the “visit” Proclet class is created. For the
“receive” task of the “MDM” proclet instance, the relevant performatives are not consumed yet.

interaction arc from the “(MDM,05/02,register)” node to the
“(MDM,05/02,send report)” node is the same in both the interaction graphs of “Sue”
and “Anne”. For these arcs it is important to see that the state is always the same
and always changes simultaneously. This is due to the fact that both the head and the
tail of these arcs refer to the same interaction node.

Step 4:

As the next step, the “send reports” task of the “MDM” Proclet instance is exe-
cuted. First of all, as can be seen in Figure 6.14, for the “send reports” task, both for
“Sue” and “Anne” an internal interaction is defined for which the “(MDM,05/02,send
reports)” interaction node is the destination node. As we have seen earlier, the “reg-
ister” task, which is the source of the two internal interactions, has already been exe-
cuted, i.e. the state of the interaction arcs is “executed source”. So, it is permissible
to execute the task. Consequently, the state of both arcs is simultaneously updated to
“executed both”.

Note that if the task which belongs to the source node of an internal interaction
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b) Updated interaction graphs for ‘Sue’ and ‘Anne’. As a result of executing the ‘register’ task, the state of the incoming 
interaction arc of the ‘(MDM,05/02,register)’ node in both graphs is simultaneously updated to ‘consumed’. Moreover, in 
both graphs the state of the outgoing interaction arc of the ‘(MDM,05/02,register)’ node is simultaneously updated to 
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Figure 6.13: The “register” task of the multidisciplinary meeting is performed. As performatives
have been sent earlier which contain either “(Sue,4)” or “(Anne,4)” as interaction identifiers, the task
may be completed. Subsequently, the interaction graphs for both are updated.

has not yet been executed, it is not possible to execute the task which belongs to the
destination node of the internal interaction. This is due to the fact that the meaning of
an internal interaction is that first the task which corresponds to the source interaction
node is executed, and then the task which belongs to the destination interaction node
is executed.

In the interaction graphs of both “Anne” and “Sue”, the
“(MDM,05/02,send report)” node has exactly one outgoing arc. Both arcs point to
the “receive” task of the “visit” Proclet class. So, as can be seen in Figure 6.9, this
means that both interaction arcs refer to the same port. However, the instance iden-
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b) Updated interaction graphs for ‘Sue’ and ‘Anne’. As a result of executing the ‘send reports’ task, the state of the outgoing interaction arc of 
the ‘(MDM,05/02,send reports)’ node in both graphs is simultaneously updated to ‘sent’. Moreover, in both graphs the state of the incoming 
interaction arc of the ‘(MDM,05/02,send reports)’ node is simultaneously updated to ‘executed both’
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Figure 6.14: The “send reports” task of the multidisciplinary meeting is performed. As a result,
one performative is multicast to the “visit:Sue 10/02” Proclet instance and the “visit:Anne 12/02”
Proclet instance. Subsequently, the interaction graphs for both are updated.

tifiers are different. So, for “Sue” there needs to be a performative which is sent to
the “(visit,Sue 10/02,receive)” Proclet instance with “(Sue,6)” as interaction identifier
and for “Anne” there needs to be a performative which is sent to the “(visit,Anne
12/02,receive)” Proclet instance with “(Anne,6)” as its interaction identifier. However,
as the two potential performatives have the same sender and the “receive” task of the
“visit” Proclet class as their destination, only one performative will be created which
is multicast to the different receivers. So, as can be seen in Figure 6.14, there is a
performative which has “MDM:05/02” as sender, “visit:Sue 10/02” and “visit:Anne
12/02” as receivers, and contains “(Sue,6)” and “(Anne,6)” as interaction identifiers.
Note that the corresponding interaction arcs are updated accordingly, i.e. the state is
set to “sent”.

Step 4:

Finally, as the last step for both “Sue” and “Anne” the “receive” task of their
second visit is executed (Figure 6.15). As a performative exists which contains the
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Figure 6.15: For both “Sue” and “Anne”, the “receive” task is performed. As a performative has
been sent which contains both “(Sue,6)” and “(Anne,6)” as its interaction identifier, the task may be
completed. Subsequently, the interaction graphs for both are updated.

interaction identifiers for both of them, the “receive” tasks for the two may be executed.
Subsequently, the interaction state of the corresponding arc in the two graphs are
updated to “consumed”. However, note that for both of them, the execution of the
“receive” task and the subsequent update of the interaction graph occurs completely
independently from each other.

Proclets Framework So Far

In Figure 6.16, the concepts that have been introduced so far for the Proclets framework
are visualized. For an interaction point we have indicated that it represents a specific
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point in a Proclet class at which interactions with other Proclets may take place.
However, based on internal interactions that can be defined and interaction graphs of
entities that can be extended, the notion of an interaction point can be further refined.
Therefore, a distinction is made between a configuration, an inbox, and an outbox
interaction point. The meaning of these is as follows.

Inbox Interaction Point: For one or more entities, performatives may be received.
In this way, an inbox interaction point is only connected to input ports. For each
input port, an arbitrary number of performatives may be received. An inbox
interaction point is either connected to a task or an input condition.

In Figure 6.16a, inbox interaction points are marked with the abbreviation “IB”.
For example, the “receive” task in the “visit” Proclet class is an inbox interaction
point as for an entity only performatives are received.

Outbox Interaction Point: For one or more entities, performatives may be sent to
multiple receivers. So, an outbox interaction point is only connected to output
ports. For each output port, an arbitrary number of performatives may be sent.
Note that by definition an output port is only connected to a task.

In Figure 6.16a, outbox interaction points are marked with the abbreviation
“OB”. For example, the “send reports” task of the “MDM” Proclet class is an
outbox interaction point as for multiple entities a performative may be sent.

Configuration Interaction Point: A configuration interaction point is similar to an
outbox interaction point. It has the additional requirement that when an instance
of a task is executed for such an interaction point, it is allowed to extend the
interaction graph for multiple entities. In case for an entity such a graph does
not yet exist, it will be created otherwise it will be extended. For each entity for
which the interaction graph is extended, a human actor can nominate interactions
that need to take place between existing and future Proclet instances. In Section
6.2.3 more details are provided about the extension of an interaction graph and
the entities for which this may occur.

In Figure 6.16a, configuration interaction points are marked with the abbreviation
“CP”. For example, the “decide” task of the “visit” Proclet class is a configuration
interaction point as for an entity multiple performatives may be sent and the
associated interaction graph may be extended.

For an internal interaction this means that its source interaction point is always
an inbox interaction point and its destination interaction point is always an outbox
interaction point. For example, for the “MDM” Proclet class an internal interaction is
defined which leads from the “register” inbox interaction point to the “send reports”
outbox interaction point.

As indicated in Figure 6.16, interaction graphs that exist for entities, influence
the behavior and interactions between existing and future Proclet instances. To this
end, the interaction state of interaction arcs in these graphs are important. For arcs
referring to external interactions, the state transitions from “unproduced”, to “sent”,
to “consumed”. The general meaning of each state is as follows.

unproduced: No performative has been produced yet for the interaction represented
by the arc. Note that an interaction arc corresponds to a performative when
the interaction identifier of the arc is contained in the “interaction identifiers”
attribute of the performative.
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Figure 6.16: Illustration of the concepts that have been introduced for the Proclets framework so
far. Additionally, for interaction points, a distinction has been made between configuration (CP),
inbox (IB), and outbox(OB) interaction points.

sent: A performative has been produced for the interaction represented by the arc.
In particular, the interaction identifier of the arc is contained in the “interaction
identifiers” attribute of the performative that has been produced.

consumed: Where the head of the arc refers to an input condition of a Proclet class,
the “consumed” state occurs when the corresponding performative has been ‘con-
sumed’ in order to create an instance of a particular Proclet class. Where the
head of the arc refers to a task instance, state “consumed” is obtained when the
corresponding performative has been “consumed” in order to complete the task
instance. Note that a task instance may be completed if for all interaction nodes
that belong to the task instance, all the incoming arcs have the state “sent”.
However, an exception to the latter is possible when an exception is handled.
This will be discussed in more detail in Section 6.2.2.

For arcs referring to internal interactions, the state transitions from “executed
none”, to “executed source”, to “executed both”. The general meaning of each state
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for an arc is as follows.

executed none: if an arc has the state “executed none” both the source and destina-
tion interaction nodes have not been executed. That is, for a source interaction
node which is linked to an input condition of a Proclet class, this means that no
instance of that Proclet class has been created yet. For a source interaction node
which is linked to a task instance, the task instance has not been executed yet.
For the destination interaction point, which is always linked with a task instance,
this also means that the task instance has not been completed yet.

executed source: For a source interaction node which is linked to an input condition
of a Proclet class, this means that an instance of the Proclet class has been
created. For a source interaction node which is linked to a task instance, this
means that the task instance has been executed.

executed both: As an extension to the previous state, the task instance which is
linked to the destination interaction point, has now been executed.

With regard to the state of an arc, it should be noted that the same interaction arc
may be found in multiple interaction graphs (when abstracting from the interaction
identifier). So, for these arcs, their tails refer to the same interaction node and their
heads refer to the same interaction node. Consequently, the state of these arcs will
always change simultaneously. For example, for the second scenario, we have seen in
Figure 6.14, that the state of the arc from the “register” task to the “send report” task
changed simultaneously from “executed source” to “executed both” in the interaction
graphs of both “Sue” and “Anne”.

Note that the framework that has been discussed so far already satisfies the re-
quirements that are stated in Section 4.4.3.

6.2.2 Exception Handling

The interactions that are defined in the interaction graphs are nominated by a human
actor. Therefore, these interactions need to occur. However, several kinds of exceptions
may occur in which they cannot take place. In this section, we discuss the different
situations in which an exception may occur and how they can be handled. First, in
Section 6.2.2, exceptions that occur in the context of executing a task are discussed.
Next, in Section 6.2.2, exceptions in the context of Proclet instances that are canceled or
completed are elaborated upon. Note that the exceptions that may occur are discussed
by referring to the two scenarios that have been presented earlier.

Execution of a Task

In order to illustrate an exception that may occur in the context of executing a task
we refer back to the first scenario. However, now we assume a situation in which
the “send report” task of the “lab” Proclet instance has not been executed. Also, we
assume that we are currently executing the “receive” task of the Proclet instance for
the second visit. Note that the latter task is linked to an inbox interaction point. This
situation is depicted in Figure 6.17.
Time-Out Value .
As no performative has been sent from the “send report” task of the “lab” instance to
the “receive” task of the second visit, it is not allowed to complete the “receive” task,
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Figure 6.17: Illustration of an exception that may occur in the context of a task that is executed.
Here, no performative has been sent yet from the “lab” instance to the Proclet instance for the second
visit. As a result, a problem occurs when executing the “receive” task for the second visit. One
solution is to wait longer for the missing performative. Another solution is to force complete the task
and to mark the corresponding interaction arc as having the state “failed”.

i.e., the state of the interaction arc for the respective interaction is still “unproduced”.
As a result, an exception occurs for the “visit” Proclet instance. We distinguish two
different approaches in order to deal with such a situation. The first approach is to
reserve more time in which to receive the missing performative. This can be supported
by defining a time-out value for an inbox interaction point. The value defines how
much time needs to be reserved in which to wait for missing performatives. Once the
waiting time has lapsed, a human user is requested how to deal with the situation.
Note that the time-out value can be mapped to any unit of time. For example, a value
of “5” may correspond to 5 minutes.
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Another approach to dealing with the situation is to force complete the task and
thus not to wait for missing performatives. This situation is illustrated in Figure 6.17c.
As the interaction with the “send report” task will not take place, the arc from the
“(lab,Sue 25/01,send report)” node to the “(visit,Sue 10/02,receive)” node has received
the state “failed” in order to indicate that the interaction will not take place anymore.

Exception Interaction Point .
As a follow-up on the approach to force complete the task instance it may be desirable
to use the result of the lab test as input for a third patient visit. This requires, for
the entity that is affected by the exception, that it is possible to extend an interaction
graph as part of the latter exception handling strategy. For the entity “Sue” this is
illustrated in Figure 6.18.

In order to be able to extend an interaction graph in case an exception occurs for
a certain Proclet instance, a so-called exception interaction point may be defined for a
Proclet class. An exception interaction point is similar to a configuration interaction
point. However, only for the entities that are affected by the exception, may the
interaction graph be extended.

In Figure 6.18a, an exception interaction point has been defined for the “visit”
Proclet class. By following the outgoing arcs, it can be seen that an instance of the
“lab” Proclet class and an instance of the “visit” Proclet class may be created in case
an exception occurs for an instance of the “visit” Proclet class. Subsequently, in Figure
6.18c, it is illustrated for the entity “Sue” how the interaction graph is extended using
the exception interaction point of the “visit” Proclet class. That is, starting from the
“visit:Sue 10/02” Proclet instance for which the exception occurred, it is decided to
start an instance of the “visit” Proclet class. Next, the result of the “send report” task
of the “lab” Proclet instance is used as input for the “receive” task of the new “visit”
Proclet instance.

The resulting interaction graph for “Sue” can be seen in Figure 6.18c. As can be
seen, the “(visit,Sue 10/02,exception)” node has been added representing the exception
that has occurred. Starting from that node, the next instance of the visit Proclet class
is created (node “(visit,T3,create)”). Finally, the result of the lab test is used as input
for the third patient visit (node “(visit,T3,receive)”).

General .

The approach for executing a task instance for which not all performatives have
been received can be generalized as follows. This is schematically visualized in Figure
6.19 where two interaction graphs are shown. Remember that a task instance for which
only performatives can be received is always linked to an inbox interaction point.

For a task instance “B”, a corresponding interaction point “Bi” may be found in
multiple interaction graphs. In case not all performatives have been received for task
instance “B”, i.e. not all incoming arcs for the interaction nodes named “Bi” have
the state “sent”, then an exception occurs for the Proclet instance in which the task
instance occurs (in the figure, for entity “A” there is one incoming arc having the
state “unproduced” and for entity “B” there are two incoming arcs having the state
“unproduced”). Now, two options are possible.

According to the time-out value defined for the interaction point that belongs to
task instance “B”, a human actor may decide to reserve more time in which to receive
missing performatives.
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Figure 6.18: An exception interaction point may be defined for a Proclet class (Figure a). As for
“Sue” an exception occurred for the “visit:Sue 10/02” Proclet instance, the exception interaction point
has been used for creating the next instance of the “visit” Proclet class which represents the third
visit (Figures b and c). Also, the result of the “send report” task is used as input for the third visit.

Another option is to force complete the task instance thereby ignoring the perfor-
matives that still need to be received. In that case, for all incoming interaction arcs for
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the interaction nodes named “Bi” which have state “unproduced”, the state is changed
to “failed” (in Figure 6.19, for entity “A” there is now one incoming arc having state
“failed” and for entity “B” there are two incoming arcs having state “failed”). Ad-
ditionally, for all affected entities, the exception graph may be extended. An entity
is affected by the exception if for one or more interaction arcs in the corresponding
interaction graph the state had to be changed to “failed”. Finally, the extension of the
interaction graphs may be done via the exception interaction point of the Proclet class
for which the exception occurred.

Instance Cancelation or Completion

A Proclet instance may be canceled or completed before all desired interactions have
occurred for it. First, we illustrate this kind of exception and the handling of it in
the context of the first scenario. Then, the exception caused by case cancelation /
completion and its handling is explained for the general case.

Outbox Interaction Point .
One kind of exception that may occur in the context of canceling a Proclet instance is
related to an outbox interaction point. This is illustrated in Figure 6.20. Here, for the
first scenario, we assume that the “lab” Proclet instance is canceled and that no tasks
for it have yet been executed (Figure 6.20a). Also, for the second visit, no tasks have
yet been performed.

If in the interaction graph of entity “Sue” we look at the arcs that relate to the can-
celed “lab” Proclet instance (Figure 6.20b) then we see that the arc from the “(lab,Sue
25/01,send report)” node to the “(visit,Sue 10/02,receive)” node has the state “unpro-
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duced”. This means that no performative has been sent yet from the “send report”
task to the “receive” task of the second visit. Note that the “send report” task is linked
with an outbox interaction point. As a consequence, we have an exceptional situation
as the respective performative will never be sent at any time in the future, i.e. the
defined interaction will never occur.
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Figure 6.20: Illustration of an exception that may occur if a certain Proclet instance is canceled.
For a task instance which relates to an outbox interaction point, the required performative has not
been sent.

Subsequently, the arc from the “(lab,Sue 25/01,send report)” node to the “(visit,Sue
10/02,receive)” node transitions to the state “failed” (Figure 6.20c). Moreover, similar
to the previous exception, a human actor may extend the interaction graph for “Sue”.
As the exception occurred for the “lab” Proclet instance due to its cancelation, the
graph may be extended by using the exception interaction point of the “lab” Proclet
class (not shown in Figure 6.20a). Note that if the “lab” Proclet instance had been
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completed and no performative had been sent from the “send report” task (e.g. due to
a choice in the process), then the same procedure as described above would be followed.

Inbox Interaction Point .
Another exception that may occur in the context of canceling a Proclet instance is
related to an inbox interaction point. This is illustrated in Figure 6.21. Here, for
the first scenario, we assume that the “visit” Proclet instance for the second visit is
canceled and that no tasks for it have been executed yet (Figure 6.21a). Also, for the
“lab” Proclet instance we assume that no tasks have been executed.

Looking at the interaction graph of “Sue” (Figure 6.21b), for the arcs that relate
to the canceled “visit” instance we can see that the arc from the “(lab,Sue 25/01,send
report)” node to the “(visit,Sue 10/02,receive)” node has the state “unproduced”. So,
no performative has yet been sent from the “send report” task to the “receive” task
of the canceled “visit” Proclet instance. Note that the “receive” task is linked with
an inbox interaction point. So, we have an exceptional situation as the performative
which still needs to be sent from the “send report” task can never be consumed by the
“received” task, i.e. the defined interaction will never occur.

Subsequently, the arc from the “(lab,Sue 25/01,send report)” node to the “(visit,Sue
10/02,receive)” node transitions to the state “failed” (Figure 6.21d). Also here, the
interaction graph of “Sue” is offered for extension. However, as the exception occurred
for the “visit” Proclet instance as a consequence of its cancelation, the graph may be
extended by using the exception interaction point of the “visit” Proclet class.

In Figure 6.21c, a comparable situation is shown. Here, the corresponding inter-
action graph is presented when a performative is sent from the “send report” task
that has not yet been consumed by the “receive” task of the canceled “visit” Proclet
instance. Here also, due to the cancelation of the Proclet instance for the second visit,
the defined interaction will never occur. So, the respective interaction arc will change
to the state “failed” (Figure 6.21d) and for the entity “Sue” the interaction graph may
be extended.

Note that a similar procedure is followed if a Proclet instance is completed and for
a task instance, corresponding to an inbox interaction point, all performatives have
not yet been received.

General .

The approach for canceling / completing a Proclet instance where all desired inter-
actions have not yet taken place can be generalized as follows. This is schematically
visualized in Figure 6.22a and b where both interaction graphs are shown.

The first situation is depicted in Figure 6.22a where Proclet instance “Y” is can-
celed / completed. For Proclet instance “Y”, multiple outbox interaction nodes may
exist in multiple interaction graphs. For these interaction nodes (illustrated by nodes
“Yi” and “Yj” in Figure 6.22a) if there is at least one outgoing arc with the state
“unproduced”, then an exception occurs for Proclet instance “Y’, i.e. for such an arc
a defined interaction can never occur.

Consequently, the latter mentioned arcs change to the state “failed” (illustrated at
the bottom of Figure 6.22a). Furthermore, for the affected entities, the opportunity is
offered to extend the interaction graph.

The second situation is depicted in Figure 6.22b where Proclet instance “Y” is
canceled / completed. For Proclet instance “Y”, multiple inbox interaction nodes may
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Figure 6.21: Illustration of an exception that may occur if a Proclet instance is canceled. For the
task instance which relates to an inbox interaction point, the required performative has not been
received.

exist in multiple interaction graphs. For these interaction nodes (illustrated by nodes
“Yi” and “Yj” in Figure 6.22b) if there is at least one incoming arc having the state
“unproduced” or “sent”, then an exception occurs for Proclet instance “Y”, i.e. for
such an arc the defined interaction can never occur. Consequently, the latter mentioned
arcs change to the state “failed” (illustrated at the bottom of Figure 6.22b).

6.2.3 Extending an Interaction Graph

In previous sections, we have discussed different aspects of the Proclets framework.
When elaborating on the two presented scenarios interaction graphs were given that
were already defined. In this section, we elaborate upon how an interaction graph is
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Figure 6.22: For the general case it is illustrated how an exception is handled in the interaction
graphs if a Proclet instance is canceled or completed.

extended for an entity.

The extension of an interaction graph is based on the current interaction graph
of an entity. Also, it is based on the interaction points that exist for Proclet classes
and how they are connected, i.e. internal and external interactions that exist between
these interaction points. First, we illustrate the extension of an interaction graph in
the context of the second scenario. Then, it is explained for the general case.
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Scenario .

As shown in Figure 6.23a, for the second scenario we assume that for the first visit
the “decide” task is currently executing. Moreover, we assume that an instance of
the “MDM” Proclet class is running. The “decide” task is linked with a configuration
interaction point which means that the interaction graphs of multiple entities may be
extended. For patient “Sue” we want to achieve the outcome that a second visit is
created for her and that she is discussed during the multidisciplinary meeting. Also,
the result of the discussion for her during the multidisciplinary meeting needs to be
used as input for the second visit. In order to achieve this, an interaction graph needs
to be created.
Step 1:

At the moment the “decide” task is executed, no interaction graph exists for “Sue”.
Therefore, as part of the “decide” task, we indicate that for the entity “Sue” an inter-
action graph needs to be created. The result of this action can be seen in Figure 6.23c.
Here, we see that there is an interaction node with name “(visit,Sue 25/01,decide)”
which refers to the “decide” task that is currently executing. Moreover, it is indicated
that the node is active. This means that for the node a Proclet instance currently exists
which has the same instance identifier. In this way, for the node interactions may be
nominated which will potentially occur in the future. The interactions that may be
nominated can be seen by looking at the Proclet classes and their interconnections in
Figure 6.23b. In particular, if we look at the “decide” task in the “visit” Proclet class
we see that it has three outgoing ports. For these the following can be observed which
are indicated by the dotted arcs between the Proclet classes and the interaction graph
of “Sue”.

• An outgoing port is connected with an inbox interaction point which is then
linked with the input condition of the “lab” Proclet class. As a result, for the
“lab” Proclet class multiple instances may be created. Note however that this
may be constrained by the cardinalities and multiplicities of the associated ports.

• An outgoing port is connected with an interaction point which is in turn linked
with the input condition of the “visit” Proclet class. As a result, multiple in-
stances of the “visit” Proclet class may be created.

• An outgoing port is connected with an inbox interaction point which is then linked
with the “register” task of the “MDM” Proclet class. As currently an instance
of the “MDM” Proclet class exists which has the instance identifier “05/02”,
it is possible to have an interaction with the “register” task of that Proclet
instance. Note that we abstract from the current state of the “MDM:05/02”
Proclet instance.

In Figure 6.23c, the interactions that may be nominated, starting from the “(visit,Sue
25/01,decide)” node, are indicated by dotted arcs. For each of them, a human actor
decides to create one instance of the “visit” Proclet class which represents the second
visit of “Sue”. Additionally, it is decided to have an interaction with the “register”
task of the existing “MDM” Proclet instance in order to register “Sue” for the multi-
disciplinary meeting.
Step 2:

The new interaction graph can be seen in Figure 6.24. As can be seen, there is an
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Figure 6.23: Creating an interaction graph for “Sue”. The possible interactions starting from the
“(visit,Sue 25/01,decide)” node are indicated by dotted arcs.

arc leading from the “(visit,Sue 25/01,decide)” node to the
“(MDM,05/02,register)” node which represents the interaction with the “register” task
of the “MDM” instance. The arc leading to the “(visit,T1,create)” node represents the
instance of the “visit” that will be created in order to have the second visit of the
patient. Note that a temporary instance identifier is used (“T1”) because the instance
still needs to be created. For the new interaction arcs, it can be seen that their current
state is “unproduced” as no performatives have yet been sent. Also, each arc has a
unique instance identifier.

Additionally, in Figure 6.24a, we can see two nodes which are active. For the
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“(visit,Sue 25/01,decide)” node, the possible interactions are not shown in order to not
clutter the graph. However, for example, it is still possible to create an additional in-
stance of the “visit” Proclet class. The other active node is the “(MDM,05/02,register)”
node for which the new interactions that can be nominated are indicated via dotted
arcs. That is, the “(MDM,05/02,register)” node matches with the “register” task in-
teraction point of the “MDM” Proclet class. For that interaction point, an internal
interaction is defined that has the “send report” interaction point as its destination.
So, an internal interaction with the “send report” task of the “MDM” Proclet instance
is possible.

As can be seen in the figure, the “(visit,T1,create)” node is not active. The node
matches with the interaction point that corresponds to the input condition of the “visit”
Proclet class (Figure 6.24a). However, for that interaction point no outgoing external
and internal interactions have been defined. So, no interactions are possible starting
from the “(visit,T1,create)” node and consequently, the node is not active.
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Step 3:

The new interaction graph can be seen in Figure 6.25b. The internal interaction
for the “MDM” Proclet instance has been added in order to use the outcome of the
multidisciplinary meeting as input for the second visit. Note that the associated arc
has a unique identifier and that its state is “executed none” as nothing has happened
yet.

There are three active nodes in the interaction graph of which only for the
“(MDM,05/02,send reports)” node the new possible interactions are visualized. That
is, the “(MDM,05/02,send report)” node matches with the “send reports” interaction
point of the “MDM” Proclet class (see Figure 6.25a). For that outbox interaction
point there is one outgoing port which is linked with the “receive” interaction point
of the “visit” Proclet class. As this is an inbox interaction point, an interaction is
possible with the existing “visit” Proclet class which has the instance identifier “25/01”
(node “(visit,Sue 25/01,receive)”). However, in the graph of entity “Sue” we see an
interaction node for a “visit” Proclet instance with the temporary instance identifier
“T1” which represents the second visit. As it will exist at some time in the future,
interactions may also be defined for it. As a consequence, an interaction with the
“receive” task of this future instance is possible (node “(visit,T1,receive)”).

The resultant interaction graph is shown in Figure 6.25c. As can be seen, an
interaction has been added such that the result of the multidisciplinary meeting is
used as input for the second visit. Note that a unique interaction identifier is used and
that the state is “unproduced”.

When during the second visit the “‘decide” task is executed, the interaction graph
can be extended again. However, here it is not necessary to provide “Sue” as the entity
identifier in order to extend the graph. That is, in the interaction graph for “Sue”, we
can already find the “create” and “receive” node for the second visit. In this way, it is
now denoted that the entity is relevant for the second visit and the graph for it may
be extended when required.

General .

In the scenario, we have seen how an interaction graph is extended by taking into
account current and future Proclet instances. External and internal interactions that
are defined for Proclet classes are also taken into account. Now we explain for the
general case how an interaction graph is extended.

Relevant entities:

When a task instance corresponding to a configuration interaction point is executed,
the interaction graphs of entities may be extended. First, it is important to know for
which entities the interaction graph may be extended. Here we distinguish two different
cases:

• a human actor has provided the names of entities for which a corresponding
interaction graph needs to be created and for which interactions can be defined.

• for the entity an interaction has already been defined for the Proclet instance for
which the task instance is executed. So, in the graph of the entity, a node exists
which has the same instance identifier as the Proclet instance for which the task
instance is executed. In this case we say that the entity is relevant for the Proclet
instance.
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Furthermore, where an exception occurs for a certain Proclet instance, for the
entities that are affected by the exception, the corresponding interaction graph may be
extended. Note that an entity is affected by an exception if for one or more interaction
arcs in the corresponding interaction graph the resultant state is changed to “failed”.
Extension:

In Figure 6.26, the procedure that is followed for extending an interaction graph is
visualized. Before starting the procedure, it is first identified whether the instance of
the configuration interaction point is itself present in the interaction graph. If not, an
interaction node for it is added. Afterwards, the procedure is started by determining
which nodes in the graph are active. A node is active if for its Proclet instance identifier
a Proclet instance exists with the same instance identifier. Also, a node is considered
to be active if it has a temporary instance identifier, i.e. the Proclet instance still needs
to be created. Obviously, for active interaction nodes, interactions that are defined for
it may potentially occur at some time in the future.

Having determined all the active interaction nodes in the interaction graph, for each
of them it is determined in which subsequent interactions the node can be involved,
i.e. the candidate interactions. For identifying these candidate interactions for active
nodes, three different situations can be distinguished which are indicated by the three
numbers in Figure 6.26. For each situation, we elaborate on the kind of interaction that
is possible and how a nominated interaction leads to an extension of the interaction
graph.

• The first situation relates to an external interaction. Via this external interaction
it is possible to create instances of a given Proclet class. That is, for active
node “n1” that is under consideration, the following observations can be made.
Looking at the corresponding interaction point of node “n1” in its Proclet class,
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it can be seen that via an external interaction, it is connected with the input
condition of Proclet class “X”. As a result, multiple instances of Proclet class
“X” may be created.

For each instance that needs to created, an interaction arc is added leading from
node “n1” to the node that is added for the new instance of Proclet class “X”.
Note that the newly added node has a temporary instance identifier which has
“T” as prefix. Also, the inserted arc has the interaction state “unproduced” and
it has a unique interaction identifier.

• The second situation relates to an external interaction. Via this external inter-
action it is possible to have an interaction with a task instance of an existing or
future Proclet instance. That is, for active node “n2” that is under consideration,
the following can be observed. Note that “n2” may relate to an existing or future
Proclet instance. Looking at the corresponding interaction point of node “n2” in
its Proclet class, it can be seen that via an external interaction, it is connected
with task “T” of Proclet class “X”. Now, for Proclet class “X” an instance already
exists which has the instance identifier “i”. So, an interaction with task “T” of
Proclet class “X” with instance identifier “i” is possible. Consequently, for node
“n2” an interaction with node “(X,i,T)” may be nominated for extension in the
graph.

If selected, an interaction arc is added leading from node “n2” to the new node
“(X,i,T)”. Also, the inserted arc has the interaction state “unproduced” and it
has a unique interaction identifier.

Note that for Proclet class “X” a future Proclet instance may also be found in
the interaction graph. That is, there is an interaction node referring to Proclet
class “X” which has the temporary instance identifier “Ti”. In that case, the
nomination of the interaction and the subsequent extension of the graph is done
in a similar way to that for an existing Proclet instance.

• The third situation relates to an internal interaction. That is, for active node
“n3” that is under consideration, the following can be observed. Note that “n3”
may relate to an existing or future Proclet instance. Looking at the corresponding
interaction point of node “n3” in its Proclet class “X”, it can be seen that via an
internal interaction, it is connected with task “T” of the same Proclet class. As
we are dealing with an internal interaction, task “T” occurs in the same Proclet
instance as that to which node “n3” refers (say (temporary) instance identifier
“i”). Consequently, for node “n3” an internal interaction with node “(X,i,T)”
may be nominated for extension in the graph.

If selected, an interaction arc is added leading from node “n3” to the new node
“(X,i,T)”. Also, the inserted arc has interaction state “executed none” and it has
a unique interaction identifier.

Subsequently the graph is extended in the manner described above, the procedure
is repeated. That is, a new set of active nodes is identified and for each of them it is
determined in which interactions the node can be involved in. In this way, a human
actor can select new interactions or can indicate that he is finished.

Note that the interactions that are defined between interaction nodes in the graph
might be limited by the cardinality and multiplicity values of the involved input and
output ports. After a human actor is done with defining the interactions that need to
take place, it is checked whether the new interactions are in line with the cardinality
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and multiplicity values of the ports. For that, the interaction graph of the entity itself
needs to be considered together with the interaction graphs of other entities. If this is
not consistent, then the extended graph for the entity is rejected and the human actor
has the option to define the interactions again.

6.2.4 Performatives

Performatives are sent between Proclet instances. For such a performative we have
already indicated that it contains three different attributes. However, more attributes
are relevant for an entity. Therefore, we present the attributes, and their meaning
below, that are most relevant to a performative. Note that these attributes are based
on the ones that are presented in [17, 18].

• Time: the moment the performative was created.

• Channel : the medium used to exchange the performative.

• Sender : the identifier of the Proclet instance creating the performative.

• Set of receivers: the identifiers of the Proclet instances receiving the performative,
i.e. a list of recipients.

• Action: the type of the performative.

• Content : the actual information that is being exchanged.

• Set of interaction identifiers: a list of interaction identifiers. In particular, for
the interaction arcs for which the performative is sent, the associated interaction
identifier is added to this set.

The role of the action attribute deserves some special attention. This attribute can
be used to specify the illocutionary point of the performative. The five illocutionary
points identified by Searle [294] (assertive, directive, commissive, declarative, expres-
sive) can be used to specify the intent of the performative. Examples of typed per-
formatives identified by Winograd and Flores are request, offer, acknowledge, promise,
decline, counter-offer, and commit-to-commit [344] which each represents a change in
the state of a conversation. In the model no restriction is made as to any single classifi-
cation of performatives (i.e. a fixed set of types). It is important to use the experience
and results reported by researchers working on the language/action perspective [344]
as these give an insight into the broader requirements in this area. Of course, it is
possible to add more attributes to a performative.

For entities, the “content” field of a performative can be used for exchanging data
between Proclet instances in a structured way. However, first we need to remember
that a performative may be multicast to multiple receivers. That is, for different
Proclet instances of the same Proclet class, the performative has the same task as its
destination. This is illustrated in Figure 6.27 in the context of the second scenario.
Here, we see for both “Anne” and “Sue” that a performative is sent from the “send
reports” task of the “MDM” Proclet instance. For both of them, the performative has
the “receive” task of the “visit” Proclet class as its destination. However, for “Sue” the
performative needs to be received by the Proclet instance which has “Sue 10/02” as
instance identifier and for “Anne” the performative needs to be received by the Proclet
instance which has “Anne 12/02” as its instance identifier.

Now, we explain how the “content” attribute is used for exchanging data between
Proclet instances of an entity in a structured way. In order to do so, we require that for
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Figure 6.27: Illustration of the attributes of a performative and their content.

this attribute a fixed data structure is used. For this data structure, we may have a list
of entity identifiers. In turn, for each entity identifier we may have a list of name-value



160 Chapter 6. Inter-Workflow Support

pairs. This is illustrated in Figure 6.27 for the performative that is multicast to the
“visit” Proclet instances of “Sue” and “Anne”. For the “content” attribute we can see
that there is an entity identifier element which has as its identifier “Sue” and that has
two name-value pairs. These name-value pairs indicate that Sue is 67 years old and
that her medical status is ok. Similarly, for “Anne” we can see that she is 73 years old
and that her medical status is not ok.

Note that there is a close link between the information that is contained in the
“content” attribute and the information contained in the “set of interaction identifiers”
attribute. That is, for every interaction identifier in the “Interaction identifiers” field,
a corresponding data element may be found in the “content” attribute which has the
same entity identifier.

6.2.5 Formalization

In the previous sections, we have discussed all of the concepts and all relevant aspects
of the Proclets framework. An illustration of the resultant framework can be seen in
Figure 6.28. In brief, there may be one or more Proclet classes. A Proclet class is
a process definition for which instances may be created or destroyed. Via interaction
points, ports, and channels, interactions between Proclet instances are possible. These
occur via performatives that are sent between instances. An interaction graph defines
for an entity the interactions that need to take place between existing and future
Proclet instances and their associated state. So, all interaction graphs together define
the collaboration and communication between existing and future Proclet instances.

Having presented all concepts and all aspects of the Proclets framework, they now
can be formalized. First, we formalize the syntax of both Proclet classes and the
connections between them. Then, we present a formal syntax for interaction graphs
and a formal semantics for the enabling of task instances.

Connected Proclet Classes

In this section, we formalize the syntax of both Proclet classes and the manner in
which they are connected. Our formalization is based on the YAWL workflow language
[11]. In comparison with other languages, YAWL is more expressive and has clear
and unambiguous semantics. In Chapter 8, a prototype implementation of a WfMS
extended with inter-workflow support is presented. This implementation is based on
the YAWL WfMS. Therefore, this makes the YAWL language an excellent candidate
for our extensions. Note that our extensions are in no way limited to the YAWL
workflow language and can be applied to more complex notations (BPMN [342], EPCs
[191, 195], BPEL [48], etc). Furthermore, it needs to be mentioned that in Section
5.3.1 the YAWL language has already been presented in detail. In particular, a YAWL
net may be composed of a number of Extended Workflow Nets (EWF-nets). For a
formalization of EWF-nets see Definition 5.1 in Section 5.3.1.

A Proclet class can be defined in the following way:

Definition 6.1 (Proclet class) A Proclet class is a tuple N = (C, i,o, T, F, split ,
join, rem,nofi ,PCid, eip, IP , IPtype , time out , P, card ,mult , dir ,PC , II ), where:

• (C, i,o, T, F, split , join, rem,nofi) is an EWF-net;

• PCid is the unique identifier of the Proclet class;
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• eip is the identifier of the exception interaction point (no name clashes are as-
sumed). If no exception interaction point is defined for the Proclet class, the value
of eip is null ;

• IP ⊆ T ∪ {i} ∪ {eip} is the set of interaction points. An interaction point may
only be a task, input condition or the exception interaction point;

• IPtype : IP → {CONFIGURATION , INBOX ,OUTBOX } is a function which
maps interaction points on to a type;

• time out : IP 9 N is a partial function which maps a time out value (numeric
value) to an interaction point. A time out value may only be defined for in-
teraction points which are of the INBOX type and are not linked to an input
condition.

• P is a non-empty finite set of ports;

• card : P → {1,+, ∗, ?} is a function which maps a cardinality on to a port;
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• mult : P → {1,+, ∗, ?} is a function which maps a multiplicity on to a port;

• dir : P → {IN ,OUT} is a function which maps a direction on to a port. A port
is either an input port or an output port;

• PC ⊆ {(p, t)|p ∈ P ∧ t ∈ {i} ∧ IPtype(t) = INBOX ∧ dir(p) = IN } ∪
{(p, t)|p ∈ P ∧ t ∈ T ∧ IPtype(t) = INBOX ∧ dir(p) = IN } ∪
{(t, p)|t ∈ T ∧ p ∈ P ∧ IPtype(t) = OUTBOX ∧ dir(p) = OUT )} ∪
{(t, p)|t ∈ T ∧ p ∈ P ∧ IPtype(t) = CONFIGURATION ∧ dir(p) = OUT )} ∪
{(t, p)|t ∈ {eip} ∧ p ∈ P ∧ IPtype(t) = CONFIGURATION ∧ dir(p) = OUT}}.
PC is the set of connections between ports and interaction points. There may
only be connections leading from input ports to interaction points of type INBOX
and there may only be connections leading from interaction points of type OUT-
BOX and CONFIGURATION to output ports. Moreover, the input condition
is an interaction point of type INBOX and the exception interaction point is an
interaction point of type CONFIGURATION.

• (∀(x1,y1)∈PC∧x1∈P : (∀(x2,y2)∈PC∧x2∈P∧(x1,y1)6=(x2,y2) : x1 6= x2)) and
(∀(x1,y1)∈PC∧y1∈P : (∀(x2,y2)∈PC∧y2∈P∧(x1,y1)6=(x2,y2) : y1 6= y2)). Every
port is connected to one and only one interaction point.

• II ⊆ {(a, b)|a ∈ IP ∧ b ∈ IP ∧ IPtype(a) = INBOX ∧ IPtype(b) = OUTBOX }
is the set of internal interaction arcs. An internal interaction arc may only be
directed from an interaction point of type INBOX to an interaction point of type
OUTBOX .

• (∀(x1,y1)∈II : (∀(x2,y2)∈II∧(x1,y1)6=(x2,y2) : x1 6= x2)) and
(∀(x1,y1)∈II : (∀(x2,y2)∈II∧(x1,y1)6=(x2,y2) : y1 6= y2)). An interaction point is only
the head or tail of one and only one internal interaction arc.

Proclet classes are connected with each other via ports in order to allow for inter-
actions. Therefore, we define a set of connected Proclet classes as follows:

Definition 6.2 (set of connected Proclet classes) A set of connected Proclet
classes is a tuple S = (Q,P �,PCQ ,CH , channel) where:

• Q is a set of Proclet classes;

• P � =
⋃

N∈Q PN is the set of all ports;

• PCQ ⊆ {(a, b)|N1 ∈ Q ∧ N2 ∈ Q ∧ a ∈ PN1
∧ b ∈ PN2

∧ dirN1
(a) = OUT ∧

dirN2
(b) = IN } is the set of all output ports that are connected with input ports;

• (∀(x1,y1)∈PCQ : (∀(x2,y2)∈PCQ∧(x1,y1)6=(x2,y2) : x1 6= x2)) and
(∀(x1,y1)∈PCQ : (∀(x2,y2)∈PCQ∧(x1,y1)6=(x2,y2) : y1 6= y2)). Every port is only con-
nected to one and only one other port.

• CH is a non-empty finite set of channels;

• channel : PCQ → CH is a function which maps two connected ports on to a
channel.

Note that Figure 6.28a fully defines a set of connected Proclet classes.

Interaction Graphs

In previous sections, we have discussed in a informal way the semantics of the inter-
actions that occur between and inside Proclet instances for entities. To this end, we
have introduced the notion of an interaction graph for entities. This also allowed us
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to define the enabling of task instances. Below, we will provide a formal syntax for
interaction graphs and a formal semantics for the enabling of task instances. We will
do this in two steps. First, we provide some necessary preliminaries in order to be able
to define a valid interaction graph. Second, we formalize an interaction graph itself.
Finally, we formalize the enabling of task instances.

In order to be able to define interaction graphs, we need to be able to refer to
Proclet class identifiers, all interaction points within Proclet classes, and (temporary)
Proclet instance identifiers. Moreover, for the definition of interaction arcs, we need to
be able to refer to all internal and external interactions that exist within and between
all Proclet classes. Therefore, we start by introducing the following formal notions.

Definition 6.3 (Preliminaries Interaction Graph) Let S = (Q,P �,PCQ ,CH ,
channel) be a set of connected Proclet classes. The preliminary definitions for an
interaction graph are the following.

• PCid� = {PCidN} is the set of all Proclet class identifiers;

• I is a finite set of Proclet instance identifiers;

• Itemp is a finite set of temporary Proclet instance identifiers;

• I ∩ Itemp = ∅, both I and Itemp contain unique identifiers;

• II � = {IIN |N ∈ Q} is the set of all internal interaction arcs (no name clashes
assumed);

• PII ARCS = {((PCidN , a), (PCidN , b))|N ∈ Q ∧ (a, b) ∈ IIN } is the set of all
internal interaction arcs for all Proclet classes;

• an external interaction path p from an interaction point in net N1 to an in-
teraction point in net N2 is a path p = 〈n1, n2, n3, n4〉 such that (n1, n2) ∈
PCN1

∧ (n2, n3) ∈ PCQ ∧ (n3, n4) ∈ PCN2
∧N1 ∈ Q ∧N2 ∈ Q;

• PEI ARCS = {((PCidN1
, n1), (PCidN2

, n4))|N1, N2 ∈ Q ∧ n1 ∈ IPN1
∧ n2 ∈

IPN2
∧n1 is the first node and n4 is the last node on an external interaction path

p} is the set of all external interaction arcs between all Proclet classes;

An interaction node refers to a concrete interaction point of a Proclet instance. This
means that we need to be able to make references to Proclet class identifiers, (tem-
porary) identifiers of Proclet instances, and interaction points within Proclet classes.
Therefore, PCid� is the set of all Proclet class identifiers. For referring to identifiers
of existing Proclet classes, we have I which provides a set of Proclet class identifiers.
Directly related to this, Itemp provides a set of temporary identifiers for future Proclet
instances. Together I and Itemp contain unique identifiers.

For interaction arcs, it is necessary to refer to all interaction points within Proclet
classes and all internal and external interactions that exist in between these interac-
tion points. Therefore, we have the set II � which contains all the internal interactions
that exist within all Proclet classes. For referring to internal interactions within Pro-
clet classes, we need to link these interactions with the identifier of the Proclet class.
Therefore, for both the source and destination interaction point of the internal inter-
action, we attach the identifier of the respective Proclet class. In that way, the set
PII ARCS contains all the possible internal interaction arcs that exist within all Pro-
clet classes. For external interactions, we have already remarked that in this case the
direction of the arc between the two interaction nodes is the same as the direction of
the corresponding external interaction of the associated Proclet classes. So, we need
to have a path from the source interaction node a of the external interaction to the
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destination interaction point b of the external interaction. Such a path starts at source
interaction point a, leads subsequently via an output port and an input port (which
is contained in set PCQ), to the destination interaction point b. We call such a path
an external interaction path. However, in the interaction graph there is only a direct
connection from interaction point a to interaction point b ignoring the ports that are
in between. This is defined by the set PEI ARCS which contains all the possible
external interactions that exist between two Proclet classes. Note, that in a similar
fashion as for PII ARCS , also the source and destination interaction points of external
interactions are linked with the identifier of the respective Proclet classes.

By having defined above presented notions, we are now able to define an interaction
graph in the following way.

Definition 6.4 (Interaction Graph) Let S = (Q,P�,PCQ ,CH , channel) be a set
of connected Proclet classes. An interaction graph for an entity is a tuple IG =
(entity id, IN , IA, ID , arcState, iid arc) where:

• entity id is an unique entity identifier (no name clashes are assumed with entity
id’s of other interaction graphs);

• IN ⊆ {(c, i, p)|c = PCidN ∧ i ∈ (I ∪ Itemp) ∧ p ∈ IPN ∧ N ∈ Q} is the set of
interaction nodes in an interaction graph;

• IA ⊆ {((c1, i1, p1), (c2, i2, p2))|(c1, i1, p1) ∈ IN ∧ (c2, i2, p2) ∈ IN ∧
((c1, p1), (c2, p2)) ∈ (PEI ARCS ∪ PII ARCS )} is the set of interaction arcs in
an interaction graph of an entity;

• (∀n∈IN : (∃(n1,n2)∈IA : n = n1)∨ (∃(n1,n2)∈IA : n = n2)), each interaction node has
at least an incoming arc or an outgoing arc;

• arcState : IA→ {UNPRODUCED ,CONSUMED ,SENT , EXECUTED NONE ,
EXECUTED SOURCE , EXECUTED BOTH ,FAILED} is a function which
maps interaction arcs on to an arc state.
For (c, i, p) ∈ IA and (c, p) ∈ PII ARCS, we have arcState((c, i, p)) =
{EXECUTED NONE ,EXECUTED SOURCE ,EXECUTED BOTH ,FAILED},
i.e. an interaction arc referring to an internal interaction may only have
state EXECUTED NONE ,EXECUTED SOURCE ,EXECUTED BOTH , and
FAILED.
For (c, i, p) ∈ IA and (c, p) ∈ PEI ARCS, we have arcState((c, i, p)) =
{UNPRODUCED ,CONSUMED ,SENT ,FAILED}, i.e. an interaction arc refer-
ring to an external interaction may only have state UNPRODUCED ,CONSUMED,
SENT , or FAILED.;

• iid arc : IA→ {entity id}× ID is a function which maps each arc onto a unique
interaction identifier. Such an interaction identifier consists of a pair in which
the first value is the entity id and the second value is an unique identifier. This
implies (∀(a1,b1)∈rng(iid arc) : (∀(a2,b2)∈rng(iid arc)∧(a1,b1)6=(a2,b2) : b1 6= b2));

An interaction graph corresponds to a specific entity. In the interaction graph
we have interaction nodes which are contained in the set IN . Interaction nodes are
connected via interaction arcs (IA). An interaction arc is either an internal or external
interaction. In order for an interaction node to be included in the graph, it must
have at least one incoming or at least one outgoing interaction arc. Furthermore, for
interaction arcs, the specific state of the interaction is kept by the arcState function
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and a unique interaction identifier for the interaction is kept by the iid arc function.
Note that Figure 6.28b fully defines an interaction graph for the entity “Sue”.

Furthermore, the enabling of task instances related to inbox interaction points can
be formalized in the following way.

Definition 6.5 (Enabling of task instances) Let S = (Q,P �,PCQ ,CH ,
channel) be a set of connected Proclet classes.

1. For Proclet class c (c = PCidN , N ∈ Q) having an instance with identifier i
(i ∈ I), the task t (t ∈ TN ) is enabled if the following holds for the associated
INBOX interaction point (c, i, t), t ∈ IPN , IPtypeN (t) = INBOX :

• the task t in Proclet instance i is enabled;

• for all interaction graphs in which interaction node (c, i, t) occurs, the fol-
lowing needs to hold: (∀((c1,i1,t1),(c,i,t))∈IA :
arcState((c1, i1, t1), (c, i, t)) = SENT ∨
arcState((c1, i1, t1), (c, i, t)) = FAILED), i.e. all incoming interaction arcs
(representing an external interaction) for node (c, i, t) in all interaction
graphs need to have either the state SENT or FAILED.

2. For Proclet class c (c = PCidN , N ∈ Q) having an instance with identifier i
(i ∈ I), the task t (t ∈ TN ) is enabled if the following holds for the associated
OUTBOX interaction point (c, i, t), t ∈ IPN , IPtypeN (t) = OUTBOX :

• the task t in Proclet instance i is enabled;

• for all interaction graphs in which interaction node (c, i, t) occurs, the fol-
lowing needs to hold: (∀((c1,i1,t1),(c,i,t))∈IA :
arcState((c1, i1, t1), (c, i, t)) = EXECUTED SOURCE ), i.e. all incoming
interaction arcs (representing an internal interaction) for node (c, i, t) in all
interaction graphs need to have the state
EXECUTED SOURCE.

3. For Proclet class c (c = PCidN , N ∈ Q) having an instance with identifier
i (i ∈ I), the task t (t ∈ TN ) is enabled if the following holds for the as-
sociated CONFIGURATION interaction point (c, i, t), t ∈ IPN , IPtypeN (t) =
CONFIGURATION :

• the task t in Proclet instance i is enabled;

Furthermore, for an input condition of a Proclet class also an INBOX interaction
point can be defined with multiple input ports. In this way, an instance of the respective
Proclet class is created if the following holds for the interaction point (c, i, p), c =
PCidN , i ∈ Itemp , p ∈ IPN , N ∈ Q:

• for all interaction graphs, there is only one occurrence of interaction node (c, i, p)
which has only one incoming arc a. For arc a, the following needs to hold:
arcState(a) = SENT

6.3 Architecture

The Proclet framework which has been discussed in the previous section forms the
conceptual foundations for augmenting existing WfMSs with inter-workflow support.
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The architecture of such an augmented WfMS is presented in Figure 6.29 and consists
of three components. The Workflow Engine and the Workflow Client Application
components provide the basic functionality that may be expected from any WfMS.
These two components have already been discussed in detail in Section 5.5. Next, the
Inter-Workflow Service component is responsible for adding inter-workflow support.
The interface between the WfMS and the service has been indicated by a cloud with
number “1” in it.

Below, we will provide a brief discussion of the functionality that is provided by the
Inter-Workflow Service. That is, the Inter-Workflow Service comprises of the Interac-
tion Service component and the Interaction Definition Editor component.

Interaction Service

The Interaction Service component is responsible for storing and taking care of the
interactions that take place between Proclet instances. More specifically, for tasks for
which interactions are necessary, a corresponding interaction point is defined at the
service side which means that the execution of these tasks is deployed to the Inter-
Workflow Service. In this way, for such a task instance the service identifies which
interactions are necessary, i.e. whether the sending and receiving of performatives is
necessary. If it is, then these interactions are taken care of which also may involve the
instantiation of Proclet classes. In addition to this, the Interaction Service takes care
of identifying whether exceptions occur (e.g. the cancelation or completion of a Proclet
instance). Based on the decision of a human actor, an exception is handled. Finally,
based on previously defined interactions for an entity, subsequent interactions that are
possible are determined in case the opportunity is offered to extend an interaction
graph. As part of this, it is necessary to have an overview of the cases that exist in the
WfMS.

Interaction Definition Editor

A human actor will only have contact with the Inter-Workflow Service via the In-
teraction Definition Editor. In this way, the component offers the ability to define
interactions for an entity, i.e. extending the corresponding interaction graph, both in
normal and exceptional situations. Here it should be noted that possible interactions
for an entity, which are determined by the Interaction Service, are offered to a human
actor via the editor. From these possible interactions, a selection is made and send to
the Interaction Service such that new possible interactions are calculated and offered
again. In addition to this, identified exceptions are presented such that a human actor
can decide how they need to be handled (e.g. take no action or extend the interaction
graph for an entity).

Inter-Workflow Related Extensions

Note that in Section 6.2.5, we extended an EWF-net with concepts for providing inter-
workflow support (e.g. interaction points, ports, connections between ports). However,
these extensions can be applied to any workflow language. For the architecture pre-
sented in Figure 6.29, this means that ordinary process definitions can be stored at
the engine side (e.g. EWF-net definitions presented in Definition 5.1) and that the
inter-workflow related extensions can be stored at the Inter-Workflow side. That is,
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Figure 6.29: Architecture of a WfMS augmented with inter-workflow support.

the extensions which are presented by definitions 6.1 and 6.2 (e.g. interaction points,
time out values, connections between ports) are stored at the Inter-Workflow support
side. In this way, by making this separation we can truly add Inter-Workflow support
to any WfMS. Logically, the interaction graphs are also stored at the Inter-Workflow
Service side.

Communication with the Engine

In order to enable the Inter-Workflow Service to serve a workflow engine, an interface
between them needs to be defined. The interface consists of a number of events and
methods and has been kept to an absolute minimum in order to maximize the number of
workflow engines that could benefit from the capabilities offered by the Inter-Workflow
Service. Additionally, being a service, this allows a single instance of the service to take
care of the interactions between Proclet instances and the definition of them by a user.
As can be seen in Figure 6.29, in the rectangle that is linked to the cloud with number
1, an overview of these methods and events is provided. The first three methods relate
to the outsourcing of the performance of the workitem to the Inter-Workflow Service.
The two next methods relate to the completion and cancelation of a case for which it
needs to be determined if exception handling is needed. The last two methods relate to
the launching of a case in the engine for a Proclet instance and obtaining an overview
of the cases that are running in the engine.

Finally, note that the Interaction Service and the Interaction Definition Editor are
tightly coupled as large volumes of information are exchanged.
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6.4 Conclusions

In this chapter, we have presented the design of a WfMS augmented with inter-workflow
support facilities. These facilities are based on the Proclets Framework. An important
concept in this framework are interaction points. Via these interaction points, at design
time, possible interactions between Proclet classes can be modeled without the need
to define complex pre- and postconditions. Subsequently, at run-time they allow users
to select interactions between Proclet instances.

Where a WfMS augmented with inter-workflow support is used in a healthcare
environment for the daily management of patient flows several benefits can be obtained.
First of all, workflows exist which deal with a single patient but also workflows exist
dealing with a group of patients. Using current WfMSs these workflows need to be
described in separate, disconnected, models. By using our system these workflows are
still described in their own models but connections between them are possible (e.g.
registering a patient for a multidisciplinary meeting). So, the mix of granularities that
co-exist in workflows can be taken into account. Moreover, interactions between them
can be captured.

Directly related to the above mentioned issue is that one-to-many or many-to-many
relationships may exist between entities in a workflow. Using contemporary workflow
languages these relationships are typically not expressed. In the Proclet framework,
these relationships are explicitly captured.

For healthcare processes in general, a doctor proceeds in a step-by-step way and
often a series of subprocesses are started. However, it can not be guaranteed that these
will finish in time before the start of the next consultation with a doctor. By using
our system, these processes are supported by modeling them as a series of fragments
running at different speeds and that are still connected in some way. That is, a process
can be considered as a series of intertwined loosely-coupled workflow fragments.
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The Model

7.1 Introduction

In Chapter 4, the missing elements have been identified that need to be satisfied by
workflow technology in order to optimally support healthcare processes. Here, it be-
came clear that existing WfMSs need to be augmented with calendar-based scheduling
support and inter-workflow support. These concepts have been discussed in Chapters
5 and 6. This chapter can be seen as a follow up of the earlier chapters and models
the desired functionality in terms of a CP Net for the YAWL4Healthcare WfMS. The
focus of this chapter is highlighted in Figure 7.1. That is, we are currently in the design
phase of the WfMS development process. In this phase we identify how existing WfMSs
need to be extended with calendar-based scheduling support and inter-workflow sup-
port. More specifically, a large conceptual model has been developed describing the
design and functionality to be provided by such a system. As the conceptual model
has been defined in terms of a CP Net it is possible that the model or parts of it can
be executed, simulated, and analyzed. In this way, valuable insights in understanding
the problem domain and insights about the design and implementation of the system
can be obtained.

The developed conceptual model for the YAWL4Healthcare WfMS has been defined
in defined in terms of a series of CP Nets. However, due to the complexity and large
size of this model (305 transitions, 947 places, and 1771 arcs), we will not discuss
every detail in this chapter. Rather, selected parts will be discussed in order to give
the reader a thorough overview of the model, its complexity, and the aspects that are
handled. Examples of these aspects are behavioral characteristics such as concurrency,
resource sharing, and synchronization.

As can be seen in Figure 7.1, the conceptual model is used in the subsequent phases
of the WfMS development process. Therefore, this chapter should be seen as a basis
for the next chapters in this thesis. More specifically, the model serves as a specifica-
tion for the development of the system during the implementation phase (Chapter 8).
Afterwards, during the testing phase, the conceptual model and operational system
are used to test the reliability of the resultant system (Chapter 9). Finally, during the
simulation phase, the conceptual model and the operational system are used again but
now for validating the operational performance of the system (Chapter 10).

The remainder of this chapter is organized as follows. In Section 7.2 a general
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Figure 7.1: Overview of the thesis highlighting the focus of Chapter 7.



7.2. Overview 171

overview of the developed conceptual model is provided. Afterwards, in Section 7.3 to
7.5, we look into the ‘workflow management’, ‘calendar-based scheduling support’, and
‘inter-workflow support’ parts of the model. In Section 7.6 we elaborate on the use
and the purpose of the developed conceptual model. Finally, Section 7.7 concludes the
chapter.

7.2 Overview

The complete conceptual model, defining the precise behavior of a WfMS augmented
with scheduling and inter-workflow support facilities, consists of a series of CP Nets in
which several layers can be distinguished. In Figure 7.2, the top net of the conceptual
model is shown whereas Figure 7.3 shows the hierarchy of CP Nets in the CP Net
model, together with the relationships between them. In total, there are 50 distinct
CP Nets. An indication of the complexity of each net is expressed by the p and t
values included for each of them, which show the number of places and transitions
they contain. In total, the whole CP Net consists of 305 transitions, 947 places, 1771
arcs, and in excess of 2000 lines of ML code. In total, the construction of the complete
model required more than six months of work. Note that the hierarchy of CP Nets is
in line with the architectures that are proposed for a WfMS augmented with calendar-
based scheduling support and inter-workflow support as discussed in sections 5.5 and
6.3 respectively.

In order to give an impression of the CP Nets that have been developed, a snapshot
of some of them is presented in Figure 7.4. That is, each snapshot is linked with the
associated rectangle in the hierarchy of Figure 7.3. As can be seen, some of the nets
are quite simple while others are rather more complex. For example, the “check in”
and “running cases” CP Nets only contain a few transitions, places, and arcs while for
the “book into calendar” and “communication layer” CP Nets dozens of places and
transitions are needed. All the above mentioned facts illustrate that the augmented
WfMS is a complex system.

As already indicated, in Figure 7.2 the topmost net in the CP Net model is shown.
This net gives an idea of the main components in the system and the interfaces between
them. It can be seen in the figure that there are five substitution transitions. They
represent the major functional units in the system. More specifically, the “Workflow
Engine” and the “Workflow Client Application” component represent the ‘workflow
management’ part of the system. The “Scheduling Service” and the “Calendars” com-
ponent describe the scheduling features that are added to the system whereas the
“Inter-Workflow Service” component describes the added inter-workflow support fea-
tures. Each place which connects two components forms part of the interface between
those two components. Additionally, for each place which forms part of the interface,
the direction of the arcs between the place and the two connected components indicates
the sending (tail) and the receiving component (head) for a specific message.

Due to the size and complexity of the model (305 transitions, 947 places, and
1771 arcs) it is impossible to describe the entire model in detail. Therefore, only a
selection of CP Nets will be discussed. The CP Nets selected provide a good idea of
the functionality that is present in the system and aspects that need to be taken care of.
In Section 7.3, CP Nets will be discussed which relate to the ‘workflow management’
part of the system. Afterwards, the same is done for the ‘calendar-based scheduling
support’ and the ‘inter-workflow support’ parts in Section 7.4 and 7.5 respectively.
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Figure 7.2: The topmost model of the conceptual model realized in terms of CP Nets.
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Figure 7.3: CP Net hierarchy of the conceptual model: each square represents a (sub)net containing
places and transitions.

7.3 Workflow Management

The workflow management part of the system consists of the “Workflow Engine” com-
ponent and the “Workflow Client Application” component. The two components pro-
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vide the facilities that may be expected of them. In addition several features are added
in order to integrate scheduling capabilities.

7.3.1 Workflow Engine

The complete CP Net for the “Workflow Engine” component is depicted in Figure 7.5.
It nicely illustrates the functionalities that are provided by the engine, the interactions
with other components that are necessary and information that needs to be stored by
the engine.

Places

The places with an input or output port tag (shown by a rectangle with the text “In” or
“Out” respectively) are part of the interface of the engine. More specifically, the white
colored places with a thick black line are part of the interface of the Workflow Client
Application. The white colored places with a thin black line are part of the interface
of the Scheduling Service and the grey colored places are part of the interface with
the Inter-Workflow Service. The black colored places are places which retain internal
engine information.

The “process repository” place contains the process definitions for which cases may
be started. The “organizational model” place defines the roles that resources have.
For cases that are running, the corresponding state is stored in the “state cases” place
(e.g. workitems that exist, resources that have been allocated to workitems for flow
tasks, etc.). Finally, the “blocked cases” place stores cases which may not be accessed
as they are currently being updated.

Substitution Transitions

The substitution transitions have been defined such that each of them corresponds
to specific functionality provided by the engine. In most cases, this functionality is
triggered and a response is provided. For example, the “check in workitem” substi-
tution transition models the actions taken by the engine when a resource completes
a workitem. The completion of a workitem is received via the “check in workitem”
place. This necessitates that the state of the case in the “state cases” place is updated.
Moreover, messages may need to be sent to the Inter-Workflow Service (places “case
completed” and “workitem enabled”) and the Scheduling Service (places “scheduling
problem” and “response Scheduling Service”). Another example is the “cancel case”
substitution transition which models the actions taken by the engine when a case is
canceled. A cancelation request is received via the “user cancel case” place. This causes
the corresponding case information to be removed from the “state cases” place. After
this, the Scheduling Service is informed, via the “case canceled SS” place, so that any
appointments made for the case are deleted. Moreover, the Inter-Workflow Service is
informed via the “case canceled PS” place. As an indication of the complexity of the
engine it is worth mentioning that the CP net component for the “Workflow Engine”,
and all its associated subnets, comprises 158 transitions and 63 places.
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Figure 7.5: CP Net component for the Workflow Engine component.

Check In Workitem Net

Let us focus on the process underneath the “check in workitem” substitution transition.
It is not our intention to discuss the process in much detail. Rather, we want to focus
on the most important aspects. That is, we want to illustrate the steps that are taken
at system level and aspects that need to be handled in this context.

The process associated with the checking in of a workitem is depicted in Figure 7.8.
The thick black lines in the figure shows the paths that can be followed when a request
for checking in a workitem arrives at the “check in workitem” place for a given case.
Note that for the places with an input or output port tag, the visualization is similar
as the ones shown in Figure 7.5. For example, the “state case” place has a black color
so it retains internal engine information.

Below, the behavior of the net will be exemplified in the context of the running
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Figure 7.6: Running example of Chapter 5 repeated in order to illustrate the operation of the “check
in workitem” net. Moreover, the associated scheduling graph is shown.

example which has been presented in Chapter 5. The example is shown again in
Figure 7.6a. We assume that for process “oncology” a case is running with identifier
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“63” and that for the “check patient data” task the corresponding workitem needs be
checked back into the engine.

Data Types Before elaborating on the process of checking in a workitem, we first
want to focus on data types as they represent data in a process. As can be seen in
Figure 7.8, each of the places in the net is typed (illustrated by the label to the bottom
right of each place). All tokens which reside in these places have a value defined by the
type associated with the place. Note that arbitrarily complex types are allowed. In
order to illustrate such place types and tokens that may reside in places, we elaborate
on the place type of the “check in workitem” place.

colset ProcessID = STRING;
colset CaseID = STRING;
colset TaskID = STRING;
colset Resource = STRING;
colset Name = STRING;
colset Value = STRING;
colset DataAttribute = record name:Name * value:Value;
colset DataAttributes = list DataAttribute;
colset EntityMID = STRING;
colset EntityType = record emid:EntityMID * attribs:DataAttributes;
colset DataItem = union simpleType:DataAttribute + entityType:EntityType;
colset Data = list DataItem;
colset WorkitemUser = record piID:ProcessID * ciID:CaseID * tID:TaskID

* caseData:Data * user:Resource;

Figure 7.7: An overview of the “WorkitemUser” datatype.

The process starts via a token that arrives at the “check in workitem” place which
has “WorkitemUser” as data type. The structure of this data type is shown in Table
7.7. As can be seen, a token in this place refers to a process (“piID”), a case (“ciID”),
a task (“tID”), data (“caseData”), and a user (“user”). The first four elements refer
to a workitem who is uniquely identified by identifiers for a process (“ProcessID”),
case (“CaseID”), and task (“TaskID”). The associated data consists of a list of data
items (“Data”). Each data item (“DataItem”) either refers to a simple name-value
pair (“DataAttribute” type which refers to a name (“Name”) and a value (“Value”))
or the more complex “EntityType” type. The latter type represents an entity identifier
(“EntityMID”) together with its list of name-value pairs (“DataAttributes”). Finally,
the last item refers to a resource that checks in the workitem (“Resource”).

In order to better understand the data type, a possible value of a token for the
workitem that is checked in, is as follows:

{piID="oncology",ciID=63,tID="check patient data",

caseData=[simpleType({name="patient",value="Anne"})],user="Fred"}

This means that there is a process with identifier “oncology”, a case with identifier
“63”, and a task with identifier “check patient data”. As associated data there is
only one name-value pair identifying that the patient has the name “Anne”. Also, the
workitem is checked in by “Fred”.

Another possible value of a token for the workitem that is checked in is:
{piID="oncology",ciID=63,tID="check patient data",

caseData=[entityType({emid="Anne",
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attribs=[{name="age",value="65"},{name="weight",value="76"}]})],
user="Sue"}

This means that again there is a process with identifier “oncology”, a case with
identifier “63”, and a task with identifier “check patient data”. However, as associated
data we have now the complex type “EntityType” in which “Anne” is the entity iden-
tifier. Moreover, there are two name-value pairs identifying that “Anne” is 65 and has
weight 76.

Process Starting from the “check in workitem” place it is evaluated whether the
workitem can be completed and checked back into the engine. Where there is a
workitem in the engine with the same identifier and the case has not been canceled yet,
then the workitem is allowed to be checked back into the engine (transition “check in
workitem”). Should the two previously mentioned conditions not hold, the workitem
is not allowed to be checked in and the resource is informed (transition “workitem can
not be checked in”).

As a consequence of the execution of the “check in workitem” transition, the new
state of the case is calculated, i.e. which new tasks may be performed. For the new
tasks, corresponding workitems are created by the “create workitem” transition. Note,
that these workitems still need to be allocated to resources. If no workitems can be
created anymore, the “finish creating workitems” transition fires.

It may be possible that the case is completed (transition “case completed”). As a
result all case related information is deleted from the engine as it has become obsolete
(i.e. all case related information is deleted from the black colored places “state cases”
and “blocked cases”).

For the example in Figure 7.6, the “check patient data” workitem is received at
the “check in workitem” place. Via the “check in workitem” and “create workitem”
transitions it is calculated that the “physical examination” and “make documents”
tasks may be performed. For both of them a workitem is created.

After the “finish creating workitems” transition has fired, four steps remain. The
first step relates to the “allocate state for schedule tasks” transition. This transition
stores for the schedule workitems, which just have been created, that they do not need
to be offered to resources for allocation. The Scheduling Service decides for them which
resources will be involved. Note that for the example of Figure 7.6 this step applies for
the workitem of the “physical examination” task.

Next, the “persist state” transition can be performed. Here the updated state of the
case is stored in the engine. Moreover, the requester is informed about the successful
completion of the workitem (place “response user”). Also, for the newly created flow
workitems it may be required that they are performed by the Inter-Workflow Service.
In that case, the Inter-Workflow Service is informed (place “workitem enabled”).

Finally, a scheduling problem is formulated and sent to the Scheduling Service (tran-
sition “calculate scheduling graph”). When a response is received back from the service
(transition “scheduling problem finished”), the entire process of checking in a workitem
is finished. Note that a scheduling problem is sent as a graph via the “scheduling prob-
lem” place. For the example, the graph that will be sent via the “scheduling problem”
place is shown in Figure 7.6b. Amongst other things, this indicates that for the “phys-
ical examination” and the “make documents” task a workitem exists which is in state
“allocated” and “offered” respectively.
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Figure 7.8: CP Net describing the steps that are taken when checking in a workitem.

In Figure 7.8, there is a black-colored “blocked cases” place which has not been
discussed yet. This place plays an important role. The “blocked cases” place exists as
from transition “check in workitem” to the “scheduling problem finished” transition the
state of the case is updated and resources may be allocated by the Scheduling Service.
During this process, other functionality in the engine may not be executed for the same
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case as it may lead to corruption. For example, if during the process of checking in
the workitem the case is canceled, all case related information is removed. However,
if the “change state” transition were to be performed at this point, information would
be stored for a case that does not exist anymore. As a follow-up to this, for a canceled
case a scheduling problem would be sent to the Scheduling Service. As a consequence,
appointments may be scheduled for a case that no longer exists.

7.3.2 Workflow Client Application

For the Workflow Client Application, we indicated in Section 5.5.2 that it consists of
two components. The GUI component is responsible for interactions with the users.
The communication layer component takes care of the communication between the
GUI and the Workflow Engine.

For the “GUI” component, the corresponding CP Net is visualized in Figure 7.9.
This net provides a nice overview of all the different actions that can be undertaken by
a user when working with the Workflow Client Application. In particular, a user can:

• log on or off from the system via the “log on and off” substitution transition.

• start a case for a process definition via the “start case” substitution transition.

• cancel a case via the “cancel case” substitution transition.

• allocate workitems to themself that are offered via the worktray. This is modeled
in the “worktray offered workitems” substitution transition.

• perform allocated workitems. These allocated workitems are offered via the work-
tray. This is modeled in the “worktray allocated workitems” substitution transi-
tion.

• see and manipulate appointments in the calendar. Moreover, if for a workflow
related appointment a workitem exists, it may be performed. This is modeled in
the “calendar” substitution transition.

For the “start case” substitution transition, Figure 7.10 outlines the precise steps
that a user needs to take when starting a case. As can be seen, the first two steps
involve requesting a list of all processes for which a case can be started (transitions
“get available processes” and “list of processes obtained”). Then, the user can decide to
cancel starting a case (transition “cancel start case”) or select a process to start a case
for (transition “start case”). In order to start a case, data may need to be filled in on
a form. This data is received via the “create form” transition and a form is presented
to the user. After this, the user can still decide to cancel starting a case (transition
“cancel form start case”) or can submit the filled in form (transition “submit form”).
Finally, for the latter, a response is provided back about the successful start of the case
(transition “response”).

Note that the action of starting a case may sound very simple from a user point of
view. However, from a system point of view this is more complex as for this simple
communication with the user eight distinct steps are possible as can be seen in the
figure.
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Figure 7.9: CP Net providing an overview of all the actions that can be taken by a user when
working with the Workflow Client Application.
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Figure 7.11: CP Net providing an overview of the steps that are taken in order to handle a scheduling
problem that arrives at the Scheduling Service.

7.4 Scheduling Support

As indicated in Chapter 5, one of the responsibilities of the Scheduling Service is to
handle a scheduling problem. The associated net can be found in Figure 7.11. It
describes the process of receiving a scheduling problem from the engine and the steps
that are taken afterwards. This sequence of steps is indicated by a path of thick black
lines starting from the “scheduling problem” place if the scheduling problem is sent
by the system and from the “user request scheduling problem” place if a scheduling
problem is received as result of an explicit rescheduling request. The places with an
input or output port tag are part of the interface of the Scheduling Service. Here, the
white colored places with a thick black line are part of the interface of the engine. The
white colored places with a thin black line are part of the interface of the Calendars
component. Looking back at Figure 7.3, it can be seen that the net together with its
associated substitution transitions consists of 147 places and 50 transitions. Moreover,
modeling all the required behavior necessitated writing hundreds of lines of ML code
which indicates that this part of the model is fairly complex in its behavior. Therefore,
we only focus on the most important aspects such as the scheduling algorithm that has
been implemented.

Note that the process will be exemplified in the context of the scheduling problem
that is shown in Figure 7.12. It is based on the running example which has been
presented in Chapter 5. For the scheduling problem we assume that the workitem for
the “register patient” task is in the “offered” state.

First, a received scheduling graph is put in the “graph” place via either the “arrival
scheduling problem” transition or the “arrival scheduling problem user req” transition.
Next, the “convert” transition is performed. However, it can only be performed if the
Scheduling Service is not busy handing another scheduling problem, i.e. scheduling is
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Figure 7.12: The scheduling problem illustrating the process shown in Figure 7.11. For the scheduling
problem we assume that the workitem for the “register patient” task is in the “offered” state. The
scheduling graph at the top represents the entire scheduling problem whereas the graph at the bottom
represents the graph after execution of the “convert” transition. It also indicates which information
is taken into account and at which moment during the scheduling process.

done sequentially on a case-by-case base. When it is performed, all nodes and arcs
are removed from the graph which are not relevant for the scheduling process. That
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is, nodes are removed from the graph, which represent any tasks that have already
been performed for the case. Nodes are also removed which represent tasks for which
it is uncertain whether they will ultimately be executed. So, no optimistic planning
takes place. Note that in this way, the first nodes in the graph which do not have an
incoming arc represent tasks in the case for which a workitem exists.

The removal of arcs and nodes is illustrated in Figure 7.12. At the top the original
graph is shown whereas at the bottom the converted graph is shown. The “start”
node is removed as for the “register patient” node a workitem exists. Furthermore,
the “give brochures” and “give brochures and information” nodes are removed as the
“consultation” node has XOR-split behavior, i.e a choice is made. Note that for the
remaining nodes, the associated information is kept in the graph.

As the next step, the “start off” substitution transition is performed. As can be
seen in Figure 7.3, the substitution transition consists of 33 places and 11 transitions
which illustrates that it is not trivial. The following actions are taken:

1. Determine which are the “first schedule tasks” in the graph, viewing it from the
start. In other words, the first schedule tasks are tasks for which no preceding
schedule task exists. For a user request, the task which is selected for rescheduling
is considered to be the first schedule task as only this task needs to rescheduled
and possibly subsequent schedule tasks.

2. For the first schedule tasks, it is determined whether they need to be (re)scheduled.
Moreover, for each of them the earliest time is calculated at which they may be
executed. This is dependent on any preceding tasks which need to be completed.
Additionally, other relevant information for
scheduling the task is determined. As visualized in Figure 7.12, for a task this
concerns the defined roles (“RolesSchedule”), whether the resource for which
the case is performed is required or not (“CaseResourceReq”), and the duration
(“Mean”)1. Also, regarding information from the graph, this concerns the pro-
cess identifier (“ProcessID”), the case identifier (“CaseID”), the role distribution
(“Role”), the name of the calendar of the resource for which the case is performed
(“CaseResource”), and the reason for sending the graph to the Scheduling Service
(“Reason”). Finally, all the above mentioned information is put in a token which
is placed in the “tasks to be scheduled” place.

3. For the first schedule tasks, it is determined whether a warning needs to generated
when little time is left for performing preceding tasks. If a warning is needed, a
notification is sent to the engine via the “notification task” place.

For the converted graph that is shown at the bottom of Figure 7.12, this means
the following. Only the “physical examination” node is a “first schedule” task. This
is because the “consultation” node occurs after this node. Moreover, we assume that
the scheduling process is started at 09:00. So, taking average durations for tasks
into account, the “physical examination” task may be scheduled starting from 09:40.
This information for the task is put as a token in the “tasks to be scheduled” place.
Moreover, for the task, the “Mean”, “RolesSchedule”, and “CaseResourceReq” name-
value pairs are added as information to the token. For the graph, the “ProcessID”,

1Note that the scheduling algorithm implemented in the Scheduling Service component is a “naive”
algorithm. Therefore, for the duration only the mean duration of a task is taken into account. More-
over, it is assumed that this duration is in minutes
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“CaseID”, “Role”, “CaseResource”, and “Reason” name-value pairs are also added as
information to the token.

For the tasks which are put in the “tasks to be scheduled” place, the “book into cal-
endar” place is responsible for the actual (re)scheduling. As can be seen in Figure 7.3,
the substitution transition consists of 67 places and 126 transitions, which illustrates
that is fairly complex. Globally, the following actions are taken. A search is started
for the first opportunity where one resource for every required role for an appointment
can be booked for the respective workitem. If found, an appointment is booked in the
calendars of these resources. If the human resource (i.e. the patient) for which the
case is performed also needs to be present at the appointment, then this is also taken
into account. This search is done automatically, which means that there is no user
involvement. Note that for the above mentioned actions various communications with
the Calendars component are necessary.

If all schedule tasks for a case that are present in the “tasks to be scheduled” place
are (re)scheduled, then it is checked by the guard of the “calculate next tasks to be
scheduled” transition whether subsequent schedule tasks in the scheduling graph need
to be (re)scheduled. If the transition is performed, the following actions are taken:

1. it is determined which subsequent schedule tasks need to be (re)scheduled.

2. for the schedule tasks which need to be (re)scheduled, the earliest time is deter-
mined at which they may be executed.

3. the same relevant information for scheduling the task is determined as when the
“start off” transition fires.

For each subsequent schedule task which needs to be (re)scheduled, a token con-
taining the information described above is put in the “tasks to be scheduled” place
triggering another cycle of (re)scheduling and checking. When no subsequent schedule
tasks need to be (re)scheduled, the transition “finished” fires. When this transition
fires, the scheduling problem present in the “converted graph” place is removed, indi-
cating that the scheduling problem has been dealt with. Where a scheduling problem
has been received because of a rescheduling request, specific feedback to the engine
is provided via the “send response” transition and the “response scheduling problem
resource request” place. Otherwise, via the “Scheduling Service response graph” place,
the engine is notified that the scheduling process has finished.

Note that it can also be that no tasks need to be (re)scheduled at all. This is also
determined by the “start off” transition which then puts a token into the “nothing
to do” place. Afterwards, the “no scheduling needed” transition fires removing the
scheduling problem from the “converted graph” place, indicating that the scheduling
problem has been dealt with.

For the converted graph that is shown at the bottom of Figure 7.12, the remain-
ing steps are as follows. After an appointment has been scheduled for the “physical
examination” task, it is determined by the “calculate next tasks to be scheduled” sub-
stitution transition that the “consultation” task needs to be scheduled later than the
“physical examination” appointment. The task is booked by the “book into calendar”
substitution transition taking the associated information of the task in the graph into
account (place “tasks to be scheduled”). Then, the “finished” transition is performed
as no tasks need to be booked anymore. Finally, via the “scheduling problem response”
place the engine is notified that the scheduling problem has been dealt with.
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For the converted graph that is shown at the bottom of Figure 7.12 this means the
following. The “consultation” node is the next node for which an appointment needs
to be booked. If we assume that for the “physical examination” node an appointment
has been scheduled from 09:40 to 10:40 then the appointment for the “consultation”
may be scheduled starting from 10:40. The information that is put in the “tasks to be
scheduled” place for the “consultation” appointment is similar to the information that
has been put in the place for the “physical examination” appointment.

Note that the scheduling algorithm which has been discussed is rather naive. For
example, for the scheduling only the average duration of tasks is used. Moreover,
the scheduler does not attempt to schedule appointments on the same day and loops
in the process model are not taken into account. However, it nicely illustrates the
concerns that have to be taken care of when scheduling. Also, as already indicated in
Section 5.5.3, the algorithm used can easily be replaced by another algorithm, i.e., it
is pluggable.

7.5 Inter-Workflow Support

The main responsibility of the Proclet service is to provide inter-workflow support.
Looking back at Figure 7.3, it can be seen that the CP Nets defining the behavior of
the service, consists of 265 places, 66 transitions, and in excess of 500 lines of ML code.
This demonstrates that the functionality provided by the service is not trivial.

For the Inter-Workflow Service, a distinction is made between the “Interaction
Service” and the “Interaction Definition Editor”. Essentially, the Interaction Service
is responsible for the interactions between Proclet instances and calculating the in-
teractions that are possible. The Interaction Definition Editor is responsible for the
communication with the end-user such that required interactions can be defined and
exceptions can be shown and handled.

In order to give the reader an idea of the behavior of the Inter-Workflow Service,
the CP Net that belongs to the interaction service will be discussed. The “Interaction
Service” CP Net is shown in Figure 7.13. It nicely illustrates the diverse functional-
ity that is provided by this component, its interactions with other components, and
information that needs to be stored.

7.5.1 Places

The places with an input or output port tag are part of the interface of the interaction
service. More specifically, the grey colored places are part of the interface of the
Workflow Engine. The white colored places are part of the interface of the Interaction
Definition Editor. The black colored places are places which retain internal information.
The “proclet classes” place contains information about Proclet classes that are defined
(see Definition 6.1). In particular, the definitions that have been defined on top of
EWF-nets (e.g. interaction points, ports, cardinality, and multiplicity) are stored in
the “proclet classes” place. The external interactions that are defined between Proclet
classes are stored in the “external interactions specification” place. The interaction
graphs, which define interactions for entities, are stored in the “interaction graphs”
place. Next, the “performatives buffer” place saves the performatives that are sent
and not yet consumed. Note that as the service serves as a link between Proclet
instances it suffices to have a single place for storing these performatives. Finally, the
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Figure 7.13: CP Net providing an overview of the functionality that is provided by the “Interaction
Service”.

“mutex” place is modeled as parts of the interaction service need to run exclusively,
i.e. not concurrently.

7.5.2 Substitution transitions

The thick black lines in Figure 7.13 show the different paths that can be taken. In this
way, it can be seen that the interaction service is responsible for two different functions.

First, once a case is completed (place “case completed”) or canceled (place “case
canceled”), the “complete case / delete case” substitution transition determines
whether all required interactions for the completed or deleted case have taken place in
an expected way. In case where interactions did not take place in an expected way, an
exception is triggered which needs to be handled (place “exceptions case”).

The second function involves the steps that are taken once the service is notified
that a workitem is enabled and that the service is responsible for processing it. Such
a notification is represented by a token in the “workitem enabled” place. In that
case, the workitem is first checked out from the engine (substitution transition “check
out”). If a corresponding interaction point exists for the workitem, necessary steps
belonging to the processing of the interaction point are taken (e.g. interactions that
need to take place or the definition of new interactions). These steps are modeled by
substitution transition “processing interaction point”. An interaction point exists for a
workitem if the process identifier of the workitem corresponds with the identifier of the
Proclet class in which the interaction point resides and that the task identifier of the
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workitem corresponds with the identifier of the interaction point itself. Subsequently,
the workitem is checked in again (substitution transition “check in”) to notify the
engine of the completion of the workitem. If no corresponding interaction point can be
found, the workitem is checked in immediately after checking out of the workitem.

7.6 Use of the Model

In this previous sections, we have presented and discussed a selection of CP Nets. In
this way, a comprehensive understanding is conveyed about the size and complexity of
the entire model.

In this section, we focus on the actual use and purpose of the model. So, what
knowledge can be obtained when it is executed. Moreover, we show several screenshots
of the model when it is executed. In this way, the reader can see the model “in action”.

7.6.1 Execution of the Model

In order to see the model “in action” we take the part of the model in which a workitem
is checked back into the engine and execute it using CPN Tools. This part has been
discussed in detail in Section 7.3.1. For the corresponding net, shown in Figure 7.8,
several screenshots are shown below in which it is executed. That is, we start with a
request for checking in a workitem (transition “check in workitem”) until the updated
state of the case is stored in the engine (transition “persist state”).

First of all we show the internal state of the engine. This can be seen in Fig-
ure 7.14, which shows the markings of the “process repository”, “state cases”, and
“organizational model” places. In the “process repository” place a marking is shown
which represents the oncology process shown in Figure 7.6. The corresponding hu-
man resources of this process are presented in the marking of the “organizational
model” place (e.g. “Jane” and “Fred” both have the assistant role). Furthermore,
in the “state cases” place, the state of the cases that are running can be found.
For example, the “1‘exWIs([(”oncology”,0,tf(”register patient”),none)])” part of the
marking shows that only one workitem exists that is currently in the “allocated”
state. In particular for the case with “oncology” as process identifier and “0” as
case identifier, a workitem exists for the “register patient” task. Moreover, the 1‘re-
sAllF([{user=”Sue”,piID=”oncology”,
ciID=0,t=tf(”register patient”)}]) part of the marking shows that the workitem has
been allocated to “Sue”.

In Figure 7.15, it can be seen that at the “check in workitem” place a request
arrives from “Sue” in order to check in a workitem. This workitem corresponds to the
“register patient” task and to the “oncology” process with case identifier “0”. Note
that for the workitem some data exists. This data consists of two simple name-value
pairs indicating that the case is executed for “John” who has age 65. As currently
the workitem is in the “allocated” state (place “state cases”), the “check in workitem”
transition is enabled (this can be seen by the aura around the transition). This means
that the workitem can be checked back into the engine.

If the transition executes, the new state of the case is calculated. This can be
seen in Figure 7.16, in which the new state is visualized in the “partial update state
case” place. Amongst others, for the marking in the “partial update state case” place
it can be seen that there is no remaining workitem which is in the “allocated” state.
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This is as expected. By inspecting the marking of the place, it can be seen whether
the outcome of the “check in workitem” transition is correct. In situations where the
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the ‘register patient’ 
workitem is 

allocated to ‘Sue’

declaration of the 
oncology process

the organizational 
model

Figure 7.14: Internal state of the engine. The markings of the “process repository”, “state cases”,
and “organizational model” places are shown.
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Figure 7.15: At the “check in workitem” place a request arrives for checking in a workitem for the
“register patient” task.

marking is incorrect, the ML-code can be directly changed. Moreover, the scenario can
be replayed in order to identify whether the expected marking is obtained.

As workitems can be created for the case, the “create workitem” transition is en-
abled. After firing, the new markings are shown in Figure 7.17. As can be seen, the
state of the case in the “partial update state case” place is updated. Now a workitem
exists for the “check patient data” task which is in the “offered” state. This is indi-
cated by the “1‘psenWIs([(”oncology”,0,tf(”check patient data”),none)])” part of the
marking. As no workitems can be created anymore, the “finish creating workitems”
transition is enabled.

As can be seen in Figure 7.18, the state of the case remains unchanged after the
subsequent execution of the “finish creating workitems” and “allocated state for sched-
ule tasks” transitions. This is due to the fact that the “check patient data” task is a
flow task.

Finally, the “persist state” transition is enabled. When it fires, the state of the case
is stored in the “state cases” place. This can be seen in Figure 7.19. Here, the state of
the case as found in the “new state schedule” place of Figure 7.18 can now be found
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the case
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Figure 7.16: The new state of the case is calculated. New workitems can be created as the “create
workitem” transition is enabled.

in the black “state cases” place. Subsequent to that, via the “response user” place
a response is sent back to “Sue” indicating that the workitem has been successfully
checked back into the engine.

During execution of the CP Net, the marking of all places can be inspected in order
to see whether the executed transitions deliver the expected output. Where one of the
markings is incorrect, the behavior of the CP Net can be changed in order to ensure
that the right marking is obtained. This can be confirmed by replaying the scenario
which led to the wrong marking.

7.6.2 Purpose

Formalizing the behavior of a WfMS augmented with calendar-based scheduling sup-
port and inter-workflow support, using CP Nets, offers several benefits. Perhaps its
most important advantage is that it allows for experimentation. So, the model or parts
of it can be executed, simulated and analyzed which leads to insights about the design
and implementation of the system. Since the model is executable, it is possible to
evaluate and test various design decisions much earlier than would normally be the
case during the development process. In this way, where suboptimal design decisions
or design flaws are revealed, the cost of rectifying them is significantly less than would
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Figure 7.17: The new markings after executing the “create workitem” transition. A workitem has
been created for the “check patient data” task.

be the case later in the development lifecycle.
Moreover, it provides valuable insights in terms of understanding the problem do-

main and clarifying the overall behavior of the system. That is, a really deep and
complete understanding of the system is gained which probably would not have been
the case were a different approach pursued to formalization. Some examples of these
insights are the following:

• for sending of the scheduling problem from the engine to the Scheduling Service
it proved to be advantageous to deploy a single method in which a scheduling
graph is sent which contained all required information, instead of having multiple
methods in which parts of the scheduling problem were communicated.

• for the GUI’s of the calendar and the worktray in the Workflow Client Appli-
cation component the conceptual model proved beneficial in establishing a clear
separation between them. Moreover, it could be ensured that the number of
interfaces required for communicating with the engine were minimized and that
each interface provided distinct functionality.

• for the Inter-Workflow Service, a clear separation could be established between
the part that is responsible for the interactions and the part that is responsible
for the communication with the users. Moreover, it could also be identified how
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Figure 7.18: State of the case after executing the “finish creating workitems” and “allocated state
for schedule tasks” transitions.

these parts needed to communicate with each other.

Furthermore, as will be demonstrated in the next chapter, the conceptual model
served as a specification for the subsequent realization of a concrete system. As the CP
Net consists of several components, it provides precise guidance in the configuration
of software products, thereby allowing for the use of existing software. Whilst the
specification model is detailed, it remains abstract enough to allow components to be
concretized in various ways.

Although the development of the conceptual model proved to be very beneficial, it
also has its limitations. Perhaps, the most serious drawback that we faced was that no
meaningful verification of the CP Net was possible due to its size and complexity. On
a relatively capable machine (Intel Core 2 Duo 2.0 Ghz, 2Gb RAM) it takes almost
7 minutes just to load the model. Furthermore, as an unlimited number of business
process models and users can be represented, state space analysis is impossible for the
general case.

7.7 Conclusions

In this chapter we have discussed the conceptual model for the YAWL4Healthcare
WfMS. It specifies the behavior of a WfMS augmented with calendar-based scheduling
support and inter-workflow support. The conceptual model has been expressed in
terms of a series of CP Nets. Due to the complexity and large size of this model (305
transitions, 947 places, and 1771 arcs), it was only possible to show a small fragment
of the model.

The selection of CP Nets in combination with CPN Tools proved to be an excellent
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new state of the 
case is stored

response to the 
resource who 
checked in the 

workitem

Figure 7.19: The state of the case is stored in the “state cases” place. Moreover, a response is
provided back to “Sue” via the “response user” place.

choice for modeling the augmented WfMS. Several benefits have been experienced when
constructing the model. As will be demonstrated in the following chapters, the benefits
of the model are not limited to the design of the system only. As can be seen in the next
chapter, the conceptual model served as a specification for the subsequent realization
of the YAWL4Healthcare WfMS. Subsequently, the conceptual model and components
of the implemented system have been used for testing and validating the operational
performance of the resultant system.



Chapter 8

The System

8.1 Introduction

In this chapter we introduce the YAWL4Healthcare WfMS. This is a prototype imple-
mentation of a WfMS augmented with calendar-based scheduling support and inter-
workflow support. It has been realized in combination with the YAWL WfMS (version
2.1 beta). For this chapter we assume that the reader is already familiar with the YAWL
WfMS. Extensive information about YAWL can be found on www.yawlfoundation.org

and in the user manual [128].
The focus of this chapter in relation with other chapters of this thesis can be seen in

Figure 8.1. The figure shows the contributions of this thesis. In particular, the focus of
this chapter is on the implementation phase of the WfMS development process. Here
it is demonstrated how the conceptual model described in Chapter 7 can be used as a
specification for the subsequent realization of the system. Note that the realized system
is used during the testing and simulation phase in Chapters 9 and 10 respectively.

The remainder of this chapter is organized as follows. In Section 8.2, the archi-
tecture of the realized system is presented. Afterwards, in Sections 8.3 and 8.4 the
calendar-based scheduling support and inter-workflow support capabilities of the sys-
tem are presented. Finally, Section 8.5 concludes the chapter.

8.2 System Architecture

8.2.1 Overview

In Figure 8.2a the architecture of the conceptual model for the YAWL4Healthcare
WfMS is shown. A more comprehensive depiction of the conceptual model can be
found in Figure 8.2b. The architecture of our YAWL4Healthcare WfMS is based upon
the architecture of the conceptual model. This architecture can be found in Figure
8.2c and will be the target of this chapter.

Based on these architectures it can be seen how the YAWL4Healthcare WfMS has
been realized. In particular, in order to implement the functionality contained in the CP
Net conceptual model, we incrementally mapped it to an operational system based on
widely available open-source and commercial-off-the-shelf (COTS) software. Although
the conceptual model is detailed, it remains abstract enough such that its components

www.yawlfoundation.org
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Figure 8.1: Overview of the thesis highlighting the focus of Chapter 8.
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Figure 8.2: Architectures of both the conceptual model and the concrete implementation of the
system. For the conceptual model a comprehensive depiction of the architecture is provided. There are
five main components: (I) Workflow Engine, (II) Scheduling Service, (III) Workflow Client Application,
(IV) Calendars, and (V) Inter-Workflow Service. The individual interfaces are indicated by numbers.



200 Chapter 8. The System

can be concretized in many different ways. Here, we choose an approach based on the
reuse of existing software. In Section 8.2.2, we explain how each component has been
realized. Finally, as the system is based on the YAWL WfMS, we end by discussing in
detail which facilities of YAWL are used in our system in Section 8.2.3.

8.2.2 Components

Workflow Engine

The workflow component is realized using the open-source WfMS YAWL [11, 167]
(version 2.1 beta) and a service which acts as an adaptor in-between YAWL and the
Workflow Client Application. The adaptor service communicates with YAWL via “In-
terface B” [22, 167]. The adaptor also communicates with the Scheduling Service using
SOAP messages. The adaptor and the YAWL system are tightly coupled as large
volumes of work-item and process related information are exchanged.

Calendars

For the Calendars component we selected Microsoft Exchange Server 2007 as the system
for storing the calendars of users. This system provides several advantages including
widespread usage and the fact that it offers several interfaces for viewing and manip-
ulating calendars.

Workflow Client Application

Once the Exchange Server was in place we could easily use the Microsoft Outlook 2003
client to obtain a view of a user’s calendar. Furthermore, the Outlook client can be
configured in such a way that it can act as a full Workflow Client Application which can
communicate with the WfMS via an adaptor service through the exchange of SOAP
messages.

Scheduling Service

The Scheduling Service is implemented in Java as a service which communicates with
the WfMS via SOAP messages. However, in order to get a view of and to manipulate
the calendar, the service also communicates via a Java interface with the Exchange
Server which in turn exchanges information via SOAP messages.

Inter-Workflow Service

As can be seen in Figure 8.2b, the Inter-Workflow Service consists of a Interaction Ser-
vice and an Interaction Definition Editor. Here, the Interaction Service is implemented
as a YAWL Custom Service whereas the Interaction Definition Editor is realized as a
Java application.

Figure 8.3 shows the interface between YAWL and a Custom Service. Being a
YAWL Custom Service means that YAWL delegates a task to the service if this is
defined for the task in the YAWL model (cf. task marked with letter “S” in Figure
8.3). In our case this would mean that for a task for which interactions may occur,
the execution of a workitem for it, is delegated to the Interaction Service. Moreover,
a custom service can request the launching of a new case in YAWL or get an overview
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Figure 8.3: Custom Service interface.

of the cases that are running in the system. Also, the service is notified about the
cancelation or completion of a case. Note that the interface that is offered by being
a Custom Service is in line with the interface that is defined between the Workflow
Engine and the Inter-Workflow Service in Figure 8.2b.

8.2.3 Usage of the YAWL WfMS

In Figure 8.2c it is shown that the YAWL WfMS is used for a part of the workflow
engine. In this section, it is discussed which particular components of the YAWL WfMS
are used and in which way. Therefore, Figure 8.4 again shows the architecture of the
concrete implementation of the system. However, instead of the YAWL rectangle in
the engine component we see now the architecture of the YAWL WfMS of which the
grey colored components are (partly) used by our system.

In the picture of the architecture of the YAWL WfMS five components are shown.
The YAWL Workflow Engine is used for managing the execution of cases. Moreover,
the engine takes care of determining which workitems should be offered for processing
and which events should be announced to the environment. Next, the YAWL Process
Editor is a design environment for the creation and verification of YAWL process
specifications. In our case, the process editor is used for partly defining scheduling
EWF-nets (sEWF-nets). In particular, via the editor, the control-flow logic can be
defined and for each task, the associated roles and its average duration can be defined.
Moreover, for each schedule task it can be defined whether the human resource for
whom the case is being performed is also required to be present. In order to define the
organizational details of an sEWF-net (the resources and the mapping of these resources
to roles), the Resource Service needs to be used. The basic role of the Resource Service
is to allocate enabled workitems to resources so that they can be processed.

Note that in our system there are some slight deviations from the definition of
a schedule EWF-net in Definition 5.2. For reasons of simplicity we only define an
average duration of a task and assume that it is defined in minutes. So, for example,
the maximal or minimal duration of a task is not taken into account. In Section 8.3.1
it will be visualized how an sEWF-net is defined.

As already indicated, the Interaction Service of the Inter-Workflow Service has
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been implemented as a YAWL Custom Service. Remember that in Chapter 6, Proclet
classes have been defined as an extension of EWF-nets (e.g. interaction points, ports,
cardinality, and multiplicity). As can be seen in Figure 8.4, these extensions are stored
at the Inter-Workflow Service side. In particular, for an EWF-net these extensions can
be defined via the Interaction Definition Editor. Moreover, they can be accessed by
both the Interaction Definition Editor and the Interaction Service. More details about
defining these extensions can be found in Section 8.4.1.

Finally, the Worklet Service enables dynamic flexibility for process instances via
the Selection Service. Moreover, facilities to handle both expected and unexpected
process exceptions at run-time are provided by the Exception Service. Note that the
Worklet Service is not used by our system.

8.3 Calendar-based Scheduling Support

In this section, the calendar-based scheduling support features of the YAWL4Health-
care WfMS are presented. These features will be presented in the context of the running
example that has been discussed in Chapter 5. For convenience, this example is re-
peated in Figure 8.5. Note that for demonstration purposes the physical resources are
not taken into account.

First, we show in Section 8.3.1 how a model can be defined in order to allow for
scheduling support. Then, in Section 8.3.2, it is discussed how these models are en-
acted such that cases can be created and that tasks, which are either scheduled or
unscheduled, can be performed. Next, in Section 8.3.3, it is explained how exceptions
in the context of scheduled tasks can be handled. Finally, limitations regarding this
part of the system are elaborated upon in Section 8.3.4.

8.3.1 Modeling Support

In order to make use of the calendar-based scheduling features of the YAWL4Healthcare
WfMS, first a scheduling EWF-net (sEWF-net, for more details see Section 5.3.2) needs
to be defined.

As part of this sEWF-net it needs to be defined which resources exist in an or-
ganization and the roles that they have. Roles can be defined in the “Organizational
Data” section of the YAWL Control Centre. Figure 8.6a shows the roles that are de-
fined for the human resources in the running example. Moreover, it can be seen that
“Jane” and “Fred” are members of the “assistant” role. Resources can be defined in
the “Users” section of the YAWL Control Centre as shown in Figure 8.6b. For us it is
only important that for each resource personal data, user identifier, password and the
associated role are defined. So, no privileges need to be defined. For example, human
resource “Jane” has “Edwards” as her last name and she is member of the “assistant”
role.

The remaining details of the scheduling EWF-net need to be defined via the YAWL
editor. Figure 8.7 shows how the remaining details in the running example are defined
in the YAWL editor. In Figure 8.7a the control-flow logic is defined, i.e. tasks, condi-
tions, the flow relation, and the split- and join-behavior of each task. Schedule tasks
are indicated by a calendar icon whereas flow tasks are indicated by a single person
icon. Note that these icons do not influence the task’s behavior.
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Figure 8.4: Architecture outlining which components of the YAWL WfMS have been used for the
Workflow Engine of our system.

For each task extended attributes can be defined (see Figures 8.7b and 8.7c). From
these attributes, the “caseResource”, “duration”, “roles”, and “type” attributes are
part of the scheduling EWF-net (indicated by a rectangle). The “type” attribute
specifies whether a task is a schedule or a flow task. Via the “duration” attribute the
average duration of a task is specified whereas via the “roles” attribute the associated
roles are defined. Finally, the “caseResource” attribute specifies whether the human
resource for whom the case is being performed is also required to be present. For
example, for the “receive telephone call” flow task it is specified that it is a flow
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Figure 8.5: The calendar-based scheduling support features of the YAWL4Healthcare WfMS will be
presented using the running example shown above. Note that this example has already been presented
in Chapter 5 and is repeated here for convenience.

task and requires 20 minutes on average to complete. For the “physical examination”
schedule task, “assistant” and “nurse” have been defined as roles.

8.3.2 Enactment Support

In this section, we discuss how the model defined in the previous section is enacted. This
will be done in the context of the first scenario that has been discussed in Section 5.3.3.
The scenario involves a case which is started at 08:30 for patient “John”. Moreover,
we also execute workitems for the case.

The users working with a WfMS can only communicate with the system via the
Workflow Client Application. As shown in Figure 8.2c, for the YAWL4Healthcare
WfMS this is done via an Outlook 2003 client. Figure 8.8 illustrates the user interface
that is shown when opening this client. In addition to the default Outlook folders,
there are five folders which are important for the enactment of processes. These folders
have been indicated by different callouts and are the “Active case”, “Allocated work”,
“Available processes”, “Available work” and the “Calendar” folders. The roles of these
folders will become clear when demonstrating the scenario.

Start a Case

In order to start a case for a process, the “available processes” folder needs to be
selected which shows all the processes that are uploaded to the system. As can be seen
at the right-side of Figure 8.8, there are two processes available. When selecting the
“oncology” process, the form shown in Figure 8.9 is presented. The “Output Variables”
panel shows the data elements that need to be filled in in order to start a case. Here
the “caseResource” data element has a special role as it allows for the selection of
the calendar of the human resource for which the case needs to be performed. For
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b) Resources and their roles

a) Roles

Information that needs to be provided.

Figure 8.6: Defining the organizational details of the scheduling EWF-net.

the scenario, it can be seen that “John’s” calendar has been selected. Moreover, the
messagebox indicates that a case has been started with identifier “63”.

As a result of starting a case, appointments are booked for the “physical exam-
ination” and “consultation” tasks. In Figure 8.10, the calendars of patient “John”
and the human resources are shown before and after scheduling. For example, in the
calendars before scheduling it can be seen that “John” is not available from 08:00 to
09:00 because he needs to travel and that “Sue”, “Rose”, “Marc”, and “Nick” are not
available from 12:00 to 13:00 because of lunch. The calendars after scheduling are
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a) Defining a model in the YAWL editor.

b) Extended attributes for the ‘register patient’ flow task. c) Extended attributes for the ‘physical examination’ schedule task.

Figure 8.7: Defining the remaining details of the scheduling EWF-net.

shown in Figure 8.10b. Here it can be seen that the “physical examination” has been
scheduled for 10:00 to 11:00 in the calendars of patient “John”, assistant “Jane”, and
nurse “Sue”. The “consultation” task has been scheduled for 11:00 to 12:00 in the
calendars of patient “John” and doctor “Nick”. Remember that the YAWL4Health-
care WfMS only takes the average duration of a task into account for the scheduling.
Therefore, for the case which is started at 08:30, the earliest time that the “physical
examination” may be scheduled is 09:10. However, assistant “Anne” is only available
after 10:00 and assistant “Fred” is not available at all, which impacts the scheduling.
Moreover, it is important that the “consultation” task is scheduled after the “physical
examination task”, which is also consistent with the corresponding process definition.
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the cases that are running

the flow workitems that may be allocated
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the flow workitems that are allocated to the resource
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schedule tasks

Figure 8.8: Interface which is shown when opening the Outlook 2003 client.

Form for 
starting a case

Case started with 
identifier ‘63’

Data elements that 
need to be filled in

Figure 8.9: A case has been successfully started for patient “John”. The new case has “63” as its
identifier.

Perform a Workitem

For selecting and performing workitems for flow tasks, the “Available work” and the
“Allocated work” folders are important (see Figure 8.8). In particular, by selecting
the “Available work” folder, a resource can see all the workitems that he is allowed to
allocate to himself. For example, in Figure 8.11a, the content of this folder is shown for
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a) calendars before scheduling

b) calendars after scheduling

scheduled 
appointments

Figure 8.10: State of the calendars before and after scheduling. The calendars of “John”, “Fred”,
“Jane”, “Sue”, “Rose”, “Marc”, and “Nick” are shown respectively. For an appointment related to a
schedule workitem the process identifier, instance identifier, and task identifier are shown respectively.

“Sue”. As only one case is running, she can only select the workitem for the “register
patient” task. Moreover, a messagebox shows that a workitem has been successfully
allocated to “Sue”. Note that additional information for the workitem is provided
in the “Enablement Time” column which shows the time at which the workitem was
enabled. Moreover, if there is a question mark in the “!” column, then limited time is
left in which to perform the workitem (not shown in the figure).

By selecting the “Allocated work” folder, a resource can see all the workitems that
have been allocated to them and that may be completed. For example, in Figure 8.11b,
the content of this folder is shown for “Sue”. Not surprisingly, the workitem for the
“register patient” is the only one which is present in the list. When clicking on the
item, the associated form for completing the workitem is shown. As part of this, some
data elements need to be filled in (e.g. “John Wales” has been filled in for the name
of the patient). As can be seen in the figure, “Sue” has successfully completed the
workitem. In addition to completing a workitem there is also the option to deallocate
the workitem.

Note that additional information for the workitem is shown in the “!”, “Enablement
Time”, and “Start Time” columns. Here, the “Start Time” column shows the time the
workitem is allocated.
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a) Allocating a workitem. The client for Sue is shown.
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b) Completing a workitem. The client for Sue is shown.
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Figure 8.11: Executing a workitem for a flow task.

The form for completing a workitem for a schedule task looks similar to the form
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shown in Figure 8.11b. Such a form can be obtained by clicking on an appointment in
the calendar for which a workitem exists. An example is shown in Figure 8.12.

8.3.3 Exception Handling

In this section, the exception handling capabilities, in the context of appointments that
are scheduled, are discussed.

Automatic Rescheduling

For the YAWL4Healthcare WfMS, an exceptional situation occurs if, based on the
average duration of tasks, too little time is left in which to perform workitems of
tasks preceding an appointment. In that case, the appointment itself is rescheduled.
Moreover, subsequent appointments are also rescheduled, if needed. Remember that
for a case after checking in a workitem and at regular intervals it is checked whether
tasks need to be (re)scheduled. Also, the rescheduling is done automatically, i.e. no
user involvement is necessary.

Rescheduling on Request

The rescheduling of an appointment can also be requested by a resource itself. As can
be seen in Figure 8.12, the “Calendar” folder can be clicked in order to see all the
appointments in the calendars of one or more resources. In particular, the leftmost
column shows the calendar of the resource itself. Additionally, for this user, a partially
white line at the left side of an appointment indicates that a workitem exists and that
it can be completed. For example, for the “physical examination” a workitem exists.

Moreover, the associated form of the “physical examination” workitem is shown.
Next to the fields for filling in or displaying the value of data elements for the workitem,
three buttons are grouped together. Each of these three buttons allows for manipulation
of the appointment in own specific ways. Their specific purpose is as follows.

• reschedule: the resource which requested the rescheduling of the appointment
will stay involved.

• reject: the resource which requested the rescheduling of the appointment will not
be involved in the appointment anymore.

• specific time: the appointment is moved to a specified date and time.

In order to illustrate the rescheduling of an appointment, below we consider the
rescheduling of an appointment to a specific time. So, let us assume that “John” is
suddenly not available till 12:00. In order to also incorporate some time for traveling
it is decided that the appointment should be moved to 13:00. The effect of the specific
rescheduling request can be seen in Figure 8.12. In this figure, the message box indicates
that the “physical examination” has been successfully rescheduled to the requested
time. Moreover, we can also see that it was necessary to reschedule the appointment
with doctor “Nick” which will now take place from 14:00 to 15:00. As can be checked
in Figure 8.5, this rescheduling step is necessary as the task “consultation” occurs after
the “physical examination” task.
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Figure 8.12: Rescheduling of the “physical examination” to 13:00. Note that the calendars of “Jane”,
“John”, “Sue”, “Nick”, “Fred”, “Rose”, and “Marc” are shown respectively.
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Cancelation of a Case

Looking back at Figure 8.8, we can see that there is a folder called “Active cases”.
When clicking on the folder, a list of cases which are currently running in the system
can be seen (see Figure 8.13). For each item on the list, the process identifier and
the case identifier can be seen. Moreover, from this list, a case can be selected for
cancelation. As a result, all appointments for the case are removed from the calendars
of the resources. In this way, we can cater for situations in which a case for a patient
is not continued anymore.

The case with identifier ‘63’ 
has been canceled

Identifier of the case that is 
running

Identifier of the process of the 
case that is running

Figure 8.13: Viewing a list of all cases that are running in the system.

For example, if patient “John” suddenly dies then all appointments and the case
itself needs to be canceled. This can be achieved by double-clicking on the “63, oncol-
ogy” item (Figure 8.13). Afterwards, the form shown in the figure is presented. When
clicking on the “Cancel case!” button in the form, the case will be canceled. This is
illustrated by the messagebox which indicates that the case with identifier “63” has
been successfully canceled.

8.3.4 Limitations

As shown, the YAWL4Healthcare WfMS provides comprehensive support for workflow
scheduling. However, some limitations apply.

A fundamental limitation is the following. The resource service of YAWL provides
comprehensive support for the resource perspective and supports almost all resource
patterns [167]. In our implementation, resources and their associated role are defined
via the resource service. However, the roles of a task are defined via the “roles”
extended attribute. In this way, the allocation of resources for appointments is done
by the Scheduling Service. A drawback of this approach is that the remaining facilities
of the resource service can not be used anymore.
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A second limitation is that the same “naive” scheduling algorithm has been imple-
mented as the one that is realized in the conceptual model (e.g. only average durations
of tasks are considered and loops in the process model are not taken into account.).
However, the algorithm can easily be replaced by more advanced ones.

8.4 Inter-Workflow Support

In this section, the inter-workflow support features of the YAWL4Healthcare WfMS are
presented. These features are presented in the context of the second scenario that has
been discussed in Chapter 6. For convenience, this example is repeated in Figure 8.14.
Note that in Figure 8.14a the patient processes of both “Sue” and “Anne” are shown.
Next, in Figure 8.14b the corresponding Proclet classes are shown together with their
connections. Remember that for “Sue” during the first visit it was decided that a
second visit is needed, and that she needs to be discussed during a multidisciplinary
meeting. Moreover, the result of the multidisciplinary meeting is required as input for
the second visit. For “Anne” the process is the same.

Note that in comparison to the second scenario presented in Chapter 6, an excep-
tion interaction point has now been defined for the “MDM” Proclet class. When an
exception occurs for the “MDM” Proclet class, this exception interaction point allows
that for an entity affected by the exception, an interaction with the “register” task of
an existing or future “MDM” Proclet instance can be defined, i.e. a patient can be
registered for another multidisciplinary meeting.

First, we discuss in Section 8.4.1 how a model can be defined in order to allow for
inter-workflow support. Then, in Section 8.4.2, it is explained how these models are
enacted such that cases can be created and that interactions between Proclet instances
can be realized. Next, in Section 8.4.3, it is elaborated upon how exceptions can be
handled. Finally, limitations regarding the inter-workflow support part of the system
are discussed in Section 8.4.4.

8.4.1 Modeling Support

In order to make use of the inter-workflow support features of the YAWL4Healthcare
WfMS, first Proclet classes and the external interactions between them need to be
defined. Remember from Section 6.3 that process definitions are defined at the engine
side (YAWL) and that the extensions on top of these definitions are defined at the
Inter-Workflow Service side (via the Interaction Definition Editor).

YAWL Editor Figure 8.15 shows how the process definition of the “visit” Proclet
class is defined via the YAWL editor. Every task in the process definition is a flow task
as they do not need to be scheduled. However, tasks for which interactions may be
necessary are indicated by a plug-in icon. The execution of the corresponding workitem
for them is delegated to the Inter-Workflow Service. This needs to be defined via the
“Task Composition Details” of the task. Flow tasks which need to be performed via a
worktray are indicated by a single person icon.

For both the “initial preparations” and “decide” task the corresponding task de-
composition details are shown. In Section 8.2.2 it has been indicated that the Inter-
Workflow Service has been implemented as a YAWL Custom Service. This means that
the execution of a workitem for a task can be delegated to a service if needed. The
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a) Patient processes of patients ‘Sue’ and ‘Anne’.

b) Associated Proclet classes for the patient processes of ‘Sue’ and ‘Anne’.
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Figure 8.14: The inter-workflow support features of the YAWL4Healthcare WfMS will be presented
using the running example shown. Note that this example has already been presented in Chapter 6
and is repeated here for convenience.

“YAWL Registered Service Detail” field of the decomposition details for the “decide”
task shows that the execution of the workitem is delegated to the Inter-Workflow Ser-
vice. For the “initial preparations” task it is defined that it can be performed via the
Workflow Client Application. Moreover, it can be seen that for both tasks, an “en-
tities” data variable has been defined which is a complex data type. The reason for
defining the variable is as follows.

In Section 6.2.3, it has been indicated that in order to create an interaction graph,
a user needs to provide at run-time the names of the entities for which such a graph
needs to be created. Then, the graphs can be created if a workitem for a configuration
interaction point is performed, i.e. in this case if a workitem for the “decide” task is
performed. As the Inter-Workflow Service has been implemented as a YAWL Custom
Service this has the consequence that, at run-time, the names of the entities can only
be passed on to the service via a workitem whose execution is delegated to the service.
More precisely, this can only be achieved via a data variable that has been defined for
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the execution of the ‘decide’ 
task is delegated to the Inter-

Workflow Service’

defninition of the ‘entities’ 
variable

the execution of the ‘initial 
preparations’ task is 

delegated to the Workflow 
Client Application

Figure 8.15: Defining the process definition of a Proclet class in the YAWL editor.

the task of the workitem.

Consequently, the names of the entities need to be provided if the workitem for
the “initial preparations” task is performed. As the workitem is performed via the
Workflow Client Application, the names of the entities can easily be filled in via the
form that is automatically generated. Afterwards, these names are passed on the service
via the “entities” variable if the workitem for the “decide” task is performed.

Interaction Definition Editor Figure 8.16a shows the GUI of the Interaction Def-
inition Editor that allows for the definition of interaction points, ports, and internal
interactions for an existing process definition. More specifically, at the right side of the
GUI, these details are defined whereas at the left side they are visualized.

In order to illustrate the definition of these details, Figure 8.16a shows the inter-
action points, ports, and internal interactions that are defined for the “visit” Proclet
class (this is defined in the “Name Model” field at the top right). Note that at the top
of Figure 8.16a the “visit” Proclet class is shown. Via dotted arcs, interaction points
and ports are linked with the associated interaction points and ports that are shown
in the GUI. At the left side, interaction points are visualized by a black dot together
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a) GUI for defining the interaction points, ports, and internal interactions of a Proclet class.
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c) Panel for manipulation of a port.

d) Panel for defining an internal interaction.
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Figure 8.16: Definition of the interaction points, ports, and internal interactions of a Proclet class.

with the type of the interaction point and its identifier. As a special case of this, an
exception interaction point is visualized as a grey dot. Ports are visualized by a white
dot together with its identifier and the associated cardinality and multiplicity. More-
over, via an arc it is indicated to which interaction point a port belongs to. If an arc
is leading from an interaction point to a port then we are dealing with an output port
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Port
Adding or removing an internal interaction

Figure 8.17: Definition of the external interactions of Proclet classes.

whereas for an input port this is exactly the opposite. Note that an internal interaction
has not been defined for the “visit” Proclet class. Internal interactions are visualized
via a dotted arc that leads from the source to the destination interaction point.

Interaction points, ports, and internal interactions can be manipulated via the
“Interaction Points”, “Ports”, and “Internal Interactions” panels respectively. The
associated panels for editing the details of an interaction point, a port, and an internal
interaction are shown in Figures 8.16b to 8.16d respectively. In particular, in Figure
8.16b it is defined that the “receive” interaction point is an inbox interaction point, that
no instance of the Proclet class needs to be created once it is triggered, and that the
timeout value is 12.000 milliseconds. In Figure 8.16c it is defined that the “lab visit -
in” port is an input port and attached to the “receive” interaction point. Moreover,
it has cardinality “1” and multiplicity “*”. Finally, in Figure 8.16d, the source and
destination interaction point of an internal interaction can be selected.

Once Proclet classes have been defined, external interactions can be defined. The
corresponding GUI is shown in Figure 8.17. At the right side of the GUI external
interactions can be specified or removed whereas at the left side they are visualized.

In order to illustrate the definition of these details, Figure 8.17 shows a part of
the external interactions that are defined for the example in Figure 8.14b. At the
left side, ports are visualized by a green dot together with the associated identifier.
Moreover, the direction of the arc between two ports indicates the source (tail) and the
destination (head) of the external interaction. For example, the “lab visit out” output
port is connected with the “lab visit in” input port. Via this connection, the result of
a lab test is sent to the “receive” task of a “visit” Proclet.

8.4.2 Enactment Support

In this section, we demonstrate how Proclet classes can be enacted in the YAWL4-
Healthcare WfMS. This is done in the context of the running example that is discussed
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at the beginning of Section 8.4. For the demonstration we assume that all the Proclet
classes of Figure 8.14b and their relationships have been configured in the system.

The demonstration is started by “Sue” for whom a visit to the outpatient clinic is
required. So, for “Sue” an instance of the “visit” Proclet class exists which has “64”
as instance identifier. However, in order to be able to have interactions with other
Proclets, first an entity identifier should be created. As discussed before, this can be
done during the “initial preparations” task. The corresponding form in the Outlook
client is shown in Figure 8.18a. Via the “entities” data variable, data for entities can be
filled in. In the “entity id” field, the entity identifier can be filled in. Moreover, some
additional data can be filled in via the “name value pair” elements. As the value of the
“entities” data variable has a complex data type, in Figure 8.18a this is represented as
XML code. However, in the Workflow Client Application of the YAWL WfMS, a form
is automatically created for any (complex) data type which is more user friendly. The
corresponding form is shown in Figure 8.18b.

For both forms, we see for “Sue” that “Sue” has been filled in as the entity identifier,
she has age 65, and she is 1.75 m long. Remember that the additional data that has
been filled in is included in the performatives that are sent from this Proclet instance. In
this way, the data becomes available to the Proclet instances to which the performative
is sent.

Afterwards, during the “decide” task, it can be defined what needs to be done
next. As the “decide” task is associated with a “configuration” interaction point,
the interaction graph for “Sue” can be extended. Below we demonstrate via several
screenshots how this is supported in our system. Note that we assume that the reader
is familiar with how an interaction graph can be extended. More details can be found
in Section 6.2.3.

First, in the Interaction Definition Editor, “Sue” is selected as the entity (see Figure
8.19a). Afterwards, the panel shown in Figure 8.19b is presented. At the left side, the
interaction graph that has been defined so far is shown. In particular, for nodes that
have been colored white, new interactions can be selected. For nodes that have been
colored black this is not possible. Following on, at the right side, one of these white
colored nodes can be selected in order to define new interactions. For example, for
“Sue” we see at the left side a node in the graph for the “decide” workitem. At
the left, this node can be chosen for selecting new interactions. Note that for the
arc states in an interaction graph, abbreviations will be used. So, for the arc states
“unproduced”, “consumed”, “sent”, “executed none”, “executed single”, “executed
both”, and “failed”, the abbreviations “U”, “C”, “S”, “EN”, “ES”, “EB”, and “F” will
be used respectively.

For a node that is selected, a new screen is presented which is shown in Figure
8.19c. At the left side, the interaction graph that has been defined so far is shown.
In particular, the node that has been selected for defining new interactions is colored
white. The other ones are colored black. At the right side, for the selected node,
the possible interactions are presented via three different panels. In the “Instantiate
Proclet Instance” panel the interactions are shown which lead to the instantiation of
a Proclet class. For each of them, it can be indicated how many instances need to
be instantiated. In the “Existing or Temporary Proclet Instance” panel, interactions
with existing or future Proclet instances can be selected by checking the checkbox of
the respective interaction. Note that future Proclet instances have a negative case
identifier. In the “Internal Interaction” panel, internal interactions can be selected by
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b) form shown in the workflow client application of the YAWL WfMS

entity identifier

additional data for the 
entity

a) form shown in the Outlook client

entity identifier

additional data for the 
entity

Figure 8.18: Form in which the identifier for an entity can be filled in. Moreover, some additional
data can be filled in. If later the workitem for the “decide” task is executed, the information can be
used for creating an interaction graph.
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b) Initial graph.

c) Possible interactions for the ‘decide’ node.

Node for the 
decide workitem

Nodes for which 
interactions can 

be selected

Node for the decide 
workitem

Proclet instances that 
can be instantiated

External interactions 
for existing instances

Internal interactions

a) Selection of Sue as entity.

Selection of ‘Sue’

Figure 8.19: Extending the interaction graph for Sue.



8.4. Inter-Workflow Support 221

a) Updated graph after selecting the creation of an instance for the ‘visit’ Proclet class. Moreover, Sue 
is registered for the MDO meeting.

Interactions can be 
selected for the first 

visit and 
multidisciplinary 

meeting

No interactions can 
be selected for the 

visit

Ultimately the ‘send 
report’ task is 

performed

Selection of 
interactions for the 

multidisciplinary 
meeting

b) Possible interactions for the multidisciplinary meeting.

Figure 8.20: Extending the interaction graph of Sue with an internal interaction.

checking the checkbox of the respective internal interaction. For example, for “Sue” one
instance of the “visit” Proclet class will be created. Moreover, for the multidisciplinary
meeting an instance exists which has “65” as the instance identifier. As a result, she
is also registered for this meeting.

After selection of the interactions, the panel is shown again which allows for the
selection of a node for which interactions can be selected. So, the process can be
repeated until no more interactions are required. An example of this can be seen in
Figure 8.20 which is a follow up to Figure 8.19. In particular, in Figure 8.20a a node
is shown for the future instance of the “visit” Proclet class. Note that this node has
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b) workitem that is created as a result of the graph that has been defined
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Figure 8.21: Final graph for Sue. Moreover, as a result of the graph, the workitems that need to be
performed are shown.

a temporary instance identifier which is a negative number. Moreover, via the “mdo -
meeting,65,register” node, the patient is registered for the multidisciplinary meeting.
For the “mdo meeting,65,register” node that has been selected, the next screen is shown
in Figure 8.20b. As can be seen on the right side of this figure, there is only an internal
interaction that can be selected. By selecting this interaction, it will be assumed that
after registering “Sue” for the multidisciplinary meeting, the “send report” task is
performed for her.
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Figure 8.22: Final graph for Anne. Via rectangles it is shown which nodes are related.

The resultant graph for “Sue” is shown in Figure 8.21a. Via rectangles it is in-
dicated which nodes are related. For example, for the multidisciplinary meeting for
which “Sue” is registered, the result will serve as input for the next visit (“visit,-
40,receive” node). Note that the graph is in line with the example shown in Figure
8.14a. Also, at the top, for the second scenario, the resultant interaction graph for
“Sue” is shown which has been presented in Figure 6.10 of Section 6.2.1. Via dotted
arcs, corresponding interaction nodes and interaction arcs are connected. For exam-
ple, the “(MDM,05/02,register)” interaction node is connected with the “mdo meet-
ing,65,register” interaction node of the scenario that is executed in the YAWL4Health-
care system.

Moreover, as a result of the interactions that are specified, one new workitem needs
to be performed. This is shown in the worklist presented in Figure 8.21b. Here, the
“66:initial preparations 8” workitem relates to the second visit that is required.

In a similar fashion as for “Sue”, an interaction graph is defined for “Anne” which
is shown in Figure 8.22. Also here, via rectangles it is indicated which nodes are
related. Moreover, at the top, for the second scenario, the resultant interaction graph
for “Anne” is shown which has been presented in Figure 6.10. Also here, via dotted
arcs, corresponding interaction nodes and interaction arcs are connected. Note the
graph is in line with the example shown in Figure 8.14.
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8.4.3 Exception Handling

In the previous section, we have illustrated the operation of the system under normal
circumstances. In this case, we will illustrate the operation of the system where excep-
tions occur. Therefore, we first demonstrate how an exception at case level is handled
followed by the manner in which an exception at workitem level is handled.

Exception at Case Level

For the demonstration assume that for both “Sue” and “Anne” we have just finished
defining the interactions as a result of the “decide” task during the first visit. So, the
interaction graphs shown in Figures 8.21a and 8.22 apply.

Moreover, we assume that the multidisciplinary meeting with instance identifier
“65” can not take place anymore because some of the doctors involved need to attend
a conference. As a result, the patients that are discussed during the meeting now need
to be discussed during the next multidisciplinary meeting which has instance identifier
“69”. In the system this is supported in the following way.

As a result of the cancelation of the multidisciplinary meeting with instance iden-
tifier “65” an exception occurred. This is because both for “Anne” and “Sue” it has
been defined that the result of their multidisciplinary examination need to be used as
input for the second visit for each of them. This is now not possible anymore.

In Figure 8.23a, the panel is presented which shows exceptions that occurred at
case level and how they can be handled. In the top panel, via the drop down box,
instances are shown for which the cancelation or completion resulted in an exception.
As a follow up to that, for a selected case, the affected entities are shown in the middle
panel. Finally, in the bottom panel it can be decided how the exception needs to
be handled. Either the exception is ignored (“Ignore Exception” button) or for the
affected entities the interaction graphs may be extended (“Handle Exception” button).

For the canceled multidisciplinary meeting we see that both “Sue” and “Anne”
are affected. For them we decide to click on the “Handle Exception” button. As an
example, in Figure 8.23b it is shown how the interaction graph for “Sue” is extended.
That is, using the exception interaction point of the canceled multidisciplinary meet-
ing (node “mdo meeting,65,exception”), “Sue” is registered for the multidisciplinary
meeting which has “69” as its instance identifier (node “mdo meeting,69,register”).
Moreover, the result of the meeting is used as input for the second visit. Note that
for the interactions that relate to the canceled multidisciplinary meeting it is indicated
that they do not take place anymore, i.e the arcs have state “failed”.

The interaction graph of “Anne” is extended in a similar way. Therefore, it is not
shown here.

Exception at Workitem Level

In this section, we demonstrate how an exception at workitem level is handled by the
system. For the demonstration assume that for both “Sue” and “Anne” we have just
finished defining the interactions as a result of the “decide” task during the first visit.
So, the interaction graphs shown in Figures 8.21b and 8.22 apply.

Moreover, assume that now for “Sue” the second visit takes place. As a result,
the “initial preparations” task is performed. Next, the result of the multidisciplinary
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a) panel for handling an exception at case level

b) extended interaction graph for Sue
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node for the exception interaction 
point of the canceled 
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Figure 8.23: Handling of the exception which involves the cancelation of the pathology meeting with
instance identifier “65”.

meeting needs to be received at the “receive” task. However, as the multidisciplinary
meeting has not been performed yet, an exception is raised.

In Figure 8.24, the panel is presented which shows exceptions that occurred on
workitem level and how they can be handled. In the top panel, via the drop down
box, workitems are shown for which the required interactions have not taken place in
time. As a follow up to that, for a selected workitem, the affected entities are shown
in the middle panel. Finally, in the bottom panel it can be decided how the exception
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handling of the 
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Figure 8.24: Handling of the exception which involves a workitem for which not all required perfor-
matives are received.

needs to be handled. Either more time is granted for receiving missing performatives
(“Grant More Time” button) or for the affected entities the interaction graphs may be
extended (“Handle Exception” button).

For example, for the workitem exception of the “receive” task of the second visit
for “Sue”, we see that indeed only “Sue” is affected and not “Anne”. In case it is
decided to extend their interaction graphs, this would proceed in a similar way as for
the exception at case level. Therefore, it is not shown here.

8.4.4 Limitations

Above we have seen the inter-workflow support capabilities of the YAWL4Healthcare
WfMS. However, some limitations apply.

Perhaps the most important limitation is that for a user no guidance is offered
in which to define interactions. So, a user has to be very aware of the internal and
external interactions that have been defined for Proclet classes. Moreover, the user
has to be aware of the Proclet instances that already exist and the ones that will exist
in the future for an entity in order to define interactions in the context of them. The
situation can be improved by developing a “mockup” guiding the user through the
definition process.

Another important disadvantage is the lack of analysis capabilities. When nom-
inating interactions between existing and future Proclet instances all kinds of errors
can be made. For example, for a nominated interaction it may be the case that it
never takes place. The next challenge is to provide advanced support for the analysis
of Proclet instances.
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8.5 Conclusions

In this chapter we have demonstrated the YAWL4Healthcare WfMS. The system pro-
vides both calendar-based scheduling support and inter-workflow support.

The conceptual model of Chapter 7 has proved to be a comprehensive and useful
specification on which to realize a prototype implementation. Although the conceptual
model is detailed, it remains abstract enough, such that its components can be con-
cretized in many different ways. As shown in this chapter, it has been incrementally
mapped to an operational system using widely available open-source (e.g. YAWL) and
commercial-off-the-shelf software (e.g. Microsoft Exchange Server 2007). Moreover,
it also shows that our ideas can, for example, be applied to a variety of WfMSs and
scheduling systems.
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Chapter 9

System Testing

9.1 Introduction

The implementation of the YAWL4Healthcare WfMS discussed in the previous chap-
ter required 22,297 lines of code to be produced by hand (Workflow Engine adapter:
2,919 lines, Workflow Client Application: 1352 lines, Scheduling Service: 5,879 lines,
Calendars: 730, Inter-Workflow Service: 11,417 lines). During its realization, the sys-
tem (or parts of it) has been tested by executing a multitude of handcrafted scenarios
and checking by visual inspection whether the behavior of the system was as expected.
This approach revealed many programming errors.

However, in a healthcare organization many critical patient-centric processes are
running which may be negatively impacted by the introduction of a new system. As a
consequence of this, no unexpected breakdowns may occur in which processes can no
longer execute. This necessitates that the reliability of the developed system is tested
in a systematic manner such that flaws can be detected and repaired. Therefore, the
focus of this chapter is on the testing of the YAWL4Healthcare WfMS.

The positioning of this chapter is as follows. In Figure 9.1, the contributions of this
thesis are outlined. In particular, the focus of this chapter is on the testing phase of
the WfMS development process. Here it is demonstrated how the conceptual model
described in Chapter 7 can be used for testing parts of the implemented system (which
has been discussed in Chapter 8).

The structure of this chapter is as follows. First, in Section 9.2 the approach for
testing parts of the implemented system, using the conceptual model, is described in
detail. Subsequently, various testing strategies are applied of which the results are
presented in Sections 9.3 and 9.4. Finally, Section 9.5 concludes the chapter.

9.2 Approach

In this section, we describe the approach for testing parts of the implemented system
using the conceptual model. First, a general description of the approach is given
(Section 9.2.1). Next, the environment for testing parts of the implemented system is
discussed (Section 9.2.2). Finally, the test itself is described (Section 9.2.3).
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Figure 9.1: Overview of the thesis highlighting the focus of Chapter 9.
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9.2.1 General

In this section, a general description of the approach is given.

Replacement of Components

At the top of Figure 9.2 the conceptual model, i.e. the CP net, is shown. Moreover,
in the same figure, the architecture of the YAWL4Healthcare WfMS, which is realized
based on the conceptual model, is shown. As can be seen, the conceptual model and
the YAWL4Healthcare WfMS are similar in the sense that they both have the same
architecture. In particular, they both have the same components with similar function-
ality, and the same interfaces between them. Therefore, we can easily “replace” one or
more components in the CP Net by the concrete implementation of these components.
This can be achieved by making connections between the replaced components in the
CP Net and corresponding components in the YAWL4Healthcare WfMS. As the CP
Net is an executable model, during the testing, parts of the system, which are not
tested, may be simulated using CP Net Tools. This allows for the automatic testing of
numerous scenarios and facilitates the discovery of flaws in both the architecture and
the implementation.

The replacement of components is schematically illustrated in Figure 9.2. One
option is to replace the Scheduling Service component of the conceptual model by its
implemented counterpart. Note that the implemented counterpart has been realized as
an AXIS2 service which communicates with the Workflow Engine and the Calendars
component. In this way, in the conceptual model, we find now the AXIS2 service
instead of the Scheduling Service component.

Another option (the second option in Figure 9.2) would be to replace both the
Workflow Engine and the Scheduling Service by their implemented counterparts. In
the YAWL4Healthcare WfMS the engine has been realized using the YAWL WfMS
and a service which acts as an adaptor in-between YAWL and the Workflow Client
Application. As can be seen at the bottom of Figure 9.2, in the conceptual model
we now find the AXIS2 service, the YAWL WfMS, and the adaptor instead of the
Workflow Engine and the Scheduling Service component.

For the above mentioned approach it is important to understand that there are
many possibilities with regard to replacing components in the conceptual model. In
total, this can be done in 30 different ways.

However, it should be noted that at the time the testing was performed, the Inter-
Workflow Service was not developed yet. As a consequence, the Inter-Workflow Service
component was not present in the conceptual model. Therefore, with regard to the
testing of the implemented system, in this chapter we will only present testing results
that apply for a WfMS augmented with calendar-based scheduling facilities.

Black-box Functional Testing

In practice there are many kinds of testing which can be positioned along various di-
mensions [324] (see Section 2.9 for a more detailed discussion). Given the fact that
components in the conceptual model can easily be replaced by their implemented coun-
terparts, black-box testing is the most straightforward and easiest testing strategy to
be applied. Using black-box testing, the components to be tested can only be accessed
and observed through their external interfaces [322]. Additionally, when adopting a
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black-box testing approach, there are still many other aspects that can be tested for.
For example, the components can be tested against heavy load such as complex nu-
merical values, large number of inputs, etc. Also, the components can be tested for
how rapidly and effectively they can recover against any erroneous input or hardware
failure. However, as the conceptual model served as specification of the implemented
system, functional testing is the most straightforward testing strategy to be applied.
Functional testing focuses on identifying errors in the functionality of the system, i.e.
does the system behave as expected.

9.2.2 Testing Environment

In this section, the testing environment will be discussed in more detail. First, we show
how the conceptual model and the components of the YAWL4Healthcare WfMS can
be connected. Then, the framework for performing tests is presented.

Integration Layer

As the testing environment, we use the following setup: First, we have the system
under test (SUT), which is the system for which one or more components are tested.
Second, we have the conceptual model in which we replace the components that will
be tested. To connect both, as illustrated in Figure 9.2, we have an integration layer
in between which takes care of the message passing between the replaced components
in the CP Net model and the components of the actual system that are tested. This
integration layer between components can easily be realized by using the Comms/CPN
library which offers the necessary infrastructure to establish communication between
CP Net models and external Java processes [132]. In addition, we require that each
component provides a Java API, so that the sending and receiving of messages from
the components of the system is possible.

Communication Patterns

In the conceptual model, the communication between components, via their associated
interface, is either synchronous or asynchronous. As illustrated in Figure 9.3a, for a
synchronous call this means that the main program flow of the sender is blocked till a
response is received. Conversely, for an asynchronous call the main program flow of the
sender continues processing and does not wait for a response (see Figure 9.3b). Also,
the response from the receiver of a call can be handled either in a synchronous way or
an asynchronous way. As shown in Figure 9.3c, for a synchronous response, a response
is provided back from the receiver to the sender. For an asynchronous response, no
response is provided back from the receiver to the sender (Figure 9.3d).

For the integration layer there may be discrepancies with regard to the commu-
nication between the conceptual model and replaced components. For example, a
discrepancy that may occur is visualized in Figure 9.4a. That is, a component of the
conceptual model makes a synchronous call to a replaced component which responds
in an asynchronous way. Now, the component in the conceptual model needs to wait
for the right asynchronous call of the replaced component. An additional problem in
this context is to identify which response is the one that is being waited for.

Another example of a discrepancy is visualized in Figure 9.4b. That is, a replaced
component makes an asynchronous call to the conceptual model whereas the conceptual
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Figure 9.3: Schematic illustrations for a synchronous/asynchronous communication between a sender
and a receiver.
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Figure 9.4: Schematic illustrations for discrepancies with regard to the communication between the
conceptual model and replaced components.

model responds in a synchronous way. Here it needs to be decided how to handle the
response of the conceptual model which is not expected.

In order to solve discrepancies such as the ones illustrated above, we have developed
8 communication patterns which define for an interface method, how the conceptual
model and the replaced component need to communicate with each other. These
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patterns differ in terms of who is the initiator of the call (conceptual model or the
replaced component), and whether the conceptual model and the replaced component
communicate in a synchronous or asynchronous way.

In order to illustrate the above mentioned patterns, two of them will be discussed.
They are shown in Figure 9.5 and represented as a CP Net. The white colored places
and transitions represent a communication in the conceptual model. The black colored
places and transitions represent communication with a software component. By means
of methods from the Comms/CPN library, which are attached to transitions, these
communications are realized. Grey-colored places represent a buffer in between the
conceptual model and a replaced component. Note that messages are represented by
the “PAIR” colorset. The first value of the pair is an unique identifier and the second
value is the data that is sent.

The pattern which is shown in Figure 9.5a represents the situation in which in the
conceptual model a synchronous call is made but the replaced component responds in an
asynchronous way. The conceptual model sends a message to the replaced component
via the “send data” transition and stores the corresponding identifier in the “wait”
place. The replaced component receives the message via the “send async” transition.
In order to receive a response, the “fire always” and the “receive async” transitions
are modeled such that it is continuously polled whether a message from the replaced
component can be received. As the “fire always” transition can always fire, the “always
a token” place is continuously modified. Consequently, the enabling of the “receive
async” transition is also continuously checked. Without the “fire always” transition it
is not possible that the guard of the “receive async” transition is continuously evaluated.
If possible, the message is received via the “receive async” transition and put in the
“received” place. Now, the “receive” transition of the conceptual model can fire if the
identifier of the received message corresponds to the identifier that is stored in the
“wait” place. In that case, the communication is finished.

The pattern which is shown in Figure 9.5b represents the situation in which the
replaced component makes a synchronous call to the conceptual model which also
responds in a synchronous way. Via the “fire always” and the “receive outside” transi-
tions it is continuously polled whether a message from the replaced component can be
received. Note that also here the “fire always” transition is needed in order to contin-
uously evaluate the guard of the “receive outside” transition. If possible, the message
is received via the “receive outside” transition and put in the “received” place. At the
conceptual model side, the message is received and processed via the “receive” and
“process” transitions. A response is send back via the “send” transition after which it
is sent to the replaced component via the “send outside” transition.

Framework

Finally, for the test environment there needs to be an infrastructure for executing CP
Net models. Here, we use a Java interface which allows for loading, manipulation, and
simulation of CP Net models created with CPN Tools [340, 341]. A framework was
built, using the Java programming language, around the SUT, the integration layer,
and the simulator for executing CP Net models, so that testing occurs in a controlled
way.
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Figure 9.5: Example of two communication patterns.

9.2.3 Test

In this section, the test that will be performed and aspects of it are described in more
detail.
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Valid States

Having the test environment in place, testing is possible. In our case, a test consists of
a single execution run in which the replaced component is tested against a randomly
generated scenario. A generated scenario consists of valid states of the conceptual
model. For such a valid state, all places in the conceptual model have an expected
marking. Additionally, for such a valid state there may be tokens in places which are
subsequently used as input for the replaced component. A subsequent valid state of
the conceptual model is determined at runtime and is based on the state the system is
currently residing in.

An example of these valid states and how to determine the next valid state is the
following. Assume that the we have the situation of Figure 9.2 in which the Scheduling
Service is replaced by its implemented counterpart (Option 1). The other components
are simulated in the conceptual model. When a user checks in a workitem, a scheduling
graph is sent to the Scheduling Service. The scheduling graph is used as input for
the replaced Scheduling Service and is part of a valid state of the conceptual model.
Afterwards, a next valid state of the conceptual model could be that a case is canceled.
Here the identifier of the canceled case is used as input for the replaced Scheduling
Service.

Discovery of Errors

Many opportunities exist for discovering an error. In our case, a simple approach is
applied. That is, for the discovery of functional errors in both the SUT and integration
layer it is only checked whether a fatal exception occurs during execution of one of them.
More specifically, it is checked for both of them whether a common Java exception has
occurred which indicates that, although valid input is provided by the conceptual
model, an abnormal condition has occurred. As an example, in Figure 9.6, an output
screen of the SUT and integration layer is shown indicating that a Java exception has
occurred. The message on the screen shows that in the Scheduling Service a reference
has been made to data that does not exist (“NullPointerException”).

Moreover, as part of the testing process, we have to face the challenge that no
meaningful verification of the CP Net model has been possible due to its size and
complexity. Consequently, it can not be guaranteed that there are no flaws in the
conceptual model itself. Therefore, for the components that are preserved in the CP
Net model, several monitors have been added to them in order to continuously check
whether required properties still hold. An example of such a required property is that
appointments that are made for a certain case need to have the same chronological order
as the sequence of schedule tasks in the accompanying process definition. So, if in a
process definition task “B” follows task “A”, then for a certain case the appointment
for task “B” needs to occur after the one for task “A” has finished.

Note that for our simple approach of performing tests, we do not use any test oracles
nor any means for evaluating the quality of the tests. A test oracle is a mechanism
that determines whether a software system executed correctly for a test case. These
techniques are commonly used in the field of software testing. However, as can be seen
in the next two sections, this approach revealed many different errors.
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Figure 9.6: Output screen of the SUT and integration layer showing that a Java exception has
occurred. That is, in the Scheduling Service a reference has been made to data that does not exist
(“NullPointerException”)

Completed Tests

Finally, a test is considered to be complete in two cases. One case is if the conceptual
model has run for a large predefined number of steps without any errors (e.g. 20,000
steps). A test is also considered to be complete if an error has been discovered. If a test
is completed, both the execution of the CP Net model and the SUT are restarted, so
that a new test can be started. Note that if a test is aborted because of the occurrence
of an error, the error is saved which allows for later identification and resolution of the
error. In this way, with one click of a button, the testing process is started and single
execution runs are executed automatically after each other.

9.3 Component Testing

Once the testing environment was in place, a number of common testing strategies
could be applied for the black-box and functional testing of the SUT. In this section,
the component testing technique will be considered. Component testing is a method
by which individual components of a system are tested in order to determine if they
are ready for use. That is, an individual component is tested to determine whether it
meets its requirements.

The implemented YAWL4Healthcare system comprises of several components. Of
these components, the implementation of the Scheduling Service component required
5,879 lines of code to be developed by hand. Consequently, this is an interesting
component to test. In the conceptual model the Scheduling Service is replaced by
the actual implementation. As shown in Figure 9.7, this means that the Workflow
Engine, Workflow Client Application, and Calendars components are retained as CP
Nets. Moreover, an integration layer is developed that allows for the message passing
between the conceptual model and the Scheduling Service component that is replaced.
Note that at the time the testing has been performed, the Inter-Workflow Service had
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Figure 9.7: Overview of the experiment in which the Scheduling Service is tested. In the conceptual
model the Scheduling Service component is replaced by the implemented counterpart.

not yet been developed.

In order to be able to perform tests, the system needed to be initialized such that
cases could be started and work could be performed automatically. Therefore, in
the Workflow Client Application we created four users and the corresponding empty
calendars were created in the Calendars component. Moreover, the Workflow Engine
was provided with a simple process definition, consisting of four flow tasks and three
schedule tasks for which cases could be created and work could be performed.

This simple test setup already revealed many different errors in the WfMS aug-
mented with calendar-based scheduling support. Table 9.8 shows the different kind of
errors and the number that were identified. As can be seen, the testing of the Schedul-
ing Service component did not only reveal errors in that component itself (“Schedul-
ing Service component” row). Also, errors were discovered in the conceptual model
(“Conceptual model” row) and the integration layer which connects the implemented
Scheduling Service and the conceptual model (“Integration layer” row). The discovered
errors are discussed in more detail below. Note that in Appendix A, a short description
is provided of each error that has been discovered.

• Scheduling Service component: For the Scheduling Service component the errors
ranged from simple implementation errors in some parts of the component to
more serious design errors. The majority of the errors discovered were concur-
rency related issues. One serious error even necessitated changing the interface
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Aspect Number of errors
Scheduling Service component 6
Conceptual model 25
Integration layer 8

Figure 9.8: Overview of the errors that were discovered when testing the Scheduling Service compo-
nent.

between the Workflow Engine and the Scheduling Service. This was due to the
fact that first a scheduling problem for a certain case was sent to the Scheduling
Service followed by a request for the cancelation of the same case. However, the
cancelation of the case was dealt with first, followed by the scheduling problem.
This caused the Scheduling Service to crash. The interface was changed such
that the successful completion of a scheduling problem is now acknowledged for
a case which did not happen previously.

• conceptual model: In the CP Net model, errors were identified ranging from sim-
ple modeling errors to more serious design issues. As several users were working
with the system, the majority of the errors discovered were concurrency related
issues. For example, several errors related to transitions which mixed-up infor-
mation from multiple cases. By ensuring that it was only possible to deal with
information of one case only, the errors could be resolved.

Furthermore, a serious error found in the Workflow Engine component is that
when two workitems are checked in at the same time for two different cases, the
new state for them may be calculated concurrently. As a consequence, for both
cases, the new state may become corrupted. This error could be repaired by
enforcing that the new state of each case is calculated on a case-by-case base.

• integration layer: The integration layer between the implemented Scheduling
Service component and the CP Net model only contained simple programming
errors which could easily be repaired.

In addition to the 25 errors that were found in the CP Net model, for some errors
identified in the Scheduling Service component it became clear that the issue was not
just an implementation mistake, but was a design error originating from the concep-
tual model itself. This related to the fact that for the CP Net model no meaningful
verification was possible due to its size and complexity. As our approach allows for
automatic testing of numerous scenarios which have never been tested previously this
can lead to the identification of errors in the conceptual model itself.

9.4 Integration Testing

The testing of the Scheduling Service in isolation revealed many errors which needed to
be dealt with immediately. An additional technique that is interesting in order to test
the implemented YAWL4Healthcare system is integration testing. Integration testing
focuses on testing the integration of multiple components. So, individual components
are combined and tested as a group. This kind of testing typically occurs after the
component testing phase has finished.

For the YAWL4Healthcare WfMS, the implementation of the adaptor of the Work-
flow Engine required 2,919 lines of code to be developed. As the Scheduling Service
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Figure 9.9: Overview of the experiment in which the Workflow Engine and the Scheduling Service
are tested together. Therefore, in the conceptual model both the Workflow Engine and the Scheduling
Service component are replaced by their implemented counterparts.

has already been tested, these components are excellent candidates for performing in-
tegration testing. Additionally, it allows for investigating whether our approach also
works when two components of the conceptual model are replaced.

Consequently, as shown in Figure 9.9, this means that the Workflow Client Appli-
cation and Calendars components are retained as CP Nets in the conceptual model.
Also, an integration layer is developed that allows for message passing between the con-
ceptual model and the replaced components. As an initial state of the whole system
we defined four users together with their associated calendars. The YAWL workflow
engine is provided with the same process definition as used for the component testing
but now defined in the YAWL language. Note that here also at the time the testing
has been performed, the Inter-Workflow Service had not been developed yet.

This enabled many different errors to be revealed. Table 9.10 shows the different
kind of errors and their number that were identified. As can be seen, errors have been
revealed with regard to the integration between the Workflow Engine and the Schedul-
ing Service component (“Integration two components” row). Also errors have been
identified in the adaptor component of the Workflow Engine (“Adaptor component”
row) and errors in the integration layer which connects the conceptual model and the
replaced components (“Integration layer” row). The errors that have been discovered
are discussed in more detail below. Note that in Appendix A, a short description is
provided of each error that has been discovered.



242 Chapter 9. System Testing

Aspect Number of errors
Integration two components 1
Adaptor component 6
Integration layer 7

Figure 9.10: Overview of the errors that have been discovered for the integration testing of the
Workflow Engine and the Scheduling Service component.

• Integration between Scheduling Service component and Workflow Engine: Only
one error was identified which related to the integration of the two components.
For the correct (re)scheduling of appointments, the Scheduling Service needs to
know what workitems exist for tasks in a case. However, in YAWL a workitem
can also have status “fired” which was not recognized by the Scheduling Service
as an existing workitem.

• Adaptor component: Most of the identified errors in the adaptor component
were concurrency related. One of the errors that were discovered is that a user
can cause a workitem, allocated to them, to become available for allocation to
another resource. However, when another user attempts to allocate the workitem
to themself, this caused the adaptor to crash. Some of the identified errors also
appeared to be design mistakes in the conceptual model itself. For example, for
allocating or completing a workitem it needs to be checked whether the case is
still existing. For both the adaptor component and the conceptual model this
was not checked. However, this could easily be repaired.

• Integration layer: The integration layer between the implemented Workflow En-
gine component and the CP Net model only contained simple programming errors
which could easily be repaired.

9.5 Conclusions

In this chapter, we have discussed how the conceptual model of Chapter 7 is used
for testing parts of the implemented system that has been discussed in Chapter 8.
One of the important characteristics of our approach is the tight coupling between the
conceptual model and the actual implemented system. This was achieved by making
the interfaces in the implementation and the CP Net model identical. While testing
and validating, parts of the system may be simulated using CPN Tools while connected
to the actual system components.

Moreover, we utilized and adapted a number of common testing strategies. Due
to the existence of a conceptual model and the fact that a WfMS typically consists of
multiple components, the black-box, functional testing of components in combination
with component testing and integration testing are the dominant testing strategies
that could easily be applied. Although simple and basic testing strategies have been
applied, a multitude of errors have been identified.

In general, a repeatable structured approach for testing a newly developed WfMS
leads to a higher quality design and a more reliable system before its actual deploy-
ment. In particular, in the healthcare domain, where the continuous operation of their
operational processes needs to be guaranteed this is a necessary condition.



Chapter 10

Simulation

10.1 Introduction

In the previous chapter, the reliability of the YAWL4Healthcare WfMS has been tested
in a systematic manner. In this way, for the scheduling related facilities of the system
many errors have been identified and fixed. In doing so, more confidence has been
gained and the reliability increased. However, this is still not enough to know whether
the system can be successfully deployed in a healthcare environment. For example,
in a hospital many critical patient-centric processes are carried out whose operational
performance (e.g. waiting time for appointments or total time needed for diagnosing
patients) must not be negatively impacted by the introduction of the developed WfMS.
Therefore, we now elaborate on the use of computer simulation for assessing the impact
of the system on the operational performance of the processes that it supports.

In general, simulation focusses on steady-state behavior in order to allow for
decision-making at the strategic (e.g. market share) or tactical level (e.g. amount
of slack time for a certain surgery). However, as our goal is to deploy our system in
a healthcare environment, we want to investigate how the system would fit into the
current organization, cf. the current working processes. In other words, we want to
investigate the effects of deploying the system in the current situation.

The approach that is applied is as follows. In Chapter 7, we have described the
conceptual model which defines the design and behavior of a WfMS augmented with
calendar-based scheduling support and inter-workflow support. As this model is a
CP Net it can also be used for simulation-based performance analysis in order to
evaluate systems, to compare alternative configurations of a system, or to find an
optimal configuration of a system [178]. In this way, if in the conceptual model the
behavior of the environment is also included (e.g. behavior of doctors and patients), it
can be used for performing computer simulations. By means of these simulations, the
operational performance of the system can be validated before its deployment.

In addition to that, in order to validate the operational performance of the system,
it is important that for the simulation experiments a healthcare process is selected
that is representative of healthcare processes in general. Therefore, as a representative
healthcare process we take AMC’s gynecological oncology healthcare process that has
already been discussed in detail in Section 4.2. For this healthcare process, we describe
a simulation study in which several performance indicators are investigated by means
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Figure 10.1: Overview of the thesis highlighting the focus of Chapter 10.
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of computer simulations. However, it should be noted that the simulation experiments
are carried out for the WfMS augmented with calendar-based scheduling facilities. This
is due to the fact that at that time the experiments were performed, the inter-workflow
support capabilities had not yet been developed.

The positioning of this chapter is as follows. In Figure 10.1, the contributions of
this thesis are outlined. In particular, the focus of this chapter is on the simulation
phase of the WfMS development process. Here it is demonstrated how the conceptual
model described in Chapter 7 can be used for validating the operational performance
of the YAWL4Healthcare WfMS (which has been discussed in Chapter 8).

The structure of this chapter is as follows. First, in Section 10.2 we describe the
healthcare process that has been used in order to perform simulation experiments.
Subsequently, in Sections 10.3 to 10.7, different aspects of the simulation study are
discussed together with the experiments that have been performed. Finally, Section
10.8 concludes the chapter.

10.2 Healthcare Process for Performing Simulation
Experiments

For the gynecological oncology healthcare process, we are particularly interested in the
differences between the current situation and a new situation. One of the challenges
that needs to be handled in this respect is that there is no “steady state” in AMC’s
dynamic environment. As a consequence, we consider a somewhat simplified version
of the process that is discussed in Section 4.2. That is, we focus on the regular path
followed by non-acute patients as shown in Figure 10.2. In short, the process is as
follows.

At the beginning of the process, a doctor in a referring hospital calls a nurse or
doctor at the AMC hospital (tasks “write down data patient and make decision” and
“ask information from doctor referring hospital”) resulting in an appointment being
made for the first visit of the patient (task “make conclusion”). Before the first visit
of the patient several administrative tasks need to be requested (e.g. task “send fax
to pathology”). At the first consultation, the doctor decides which diagnostic tests are
necessary in order to diagnose the patient. Moreover, directly after the visit some tasks
such as filling in forms (task “forms doctor”) and providing additional information to
the patient and scheduling appointments (task “additional information and schedul-
ing”) need to be performed. A doctor can make a selection from the following medical
tests that may be performed: a lab test, an X-ray, an MRI scan, a CT-scan, a preoper-
ative assessment, and an examination under anesthetic. For the first visit (task “make
conclusion”), MRI (task “MRI”), CT (task “CT”), and examination under anesthetic
(task “examination under anesthetic”) an appointment is required. These are schedule
tasks as indicated by the calendar icon in Figure 10.2. The other medical tests: lab
(task “lab”), and X-ray (task “x-ray”) are walk-in facilities for which no appointment
is required. So, these are flow tasks as indicated by a single person icon in the figure for
them. A special situation applies for the preoperative assessment for which a walk-in
facility exists (task “walk-in pre-assessment”), but also an appointment can be made
(task “pre-assessment”). So, task “walk in pre-assessment” is a flow task and task
“pre-assessment” is a schedule task. Note that for the flow tasks which relate to a
walk-in facility, the completion of them is dependent on the availability of a patient.
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Figure 10.2: Screenshot of the YAWL model showing the diagnostic process of the gynecological
oncology healthcare process. Flow tasks are indicated by a person icon and schedule tasks are indicated
by a calendar icon. The tasks indicated by a traffic light icon are only added for routing purposes.
For all schedule tasks, the patient is required to be present.
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If during the telephone call at the very beginning of the process, it is already clear
that diagnostic test(s) are necessary, then appointments are made for them. Note that
for the MRI, CT, pre-assessment, and examination under anesthetic tasks we do not
consider the preceding tasks at the respective departments as including them would
significantly complicate the simulation model. Our experience is that for these depart-
ments, once an appointment is known, the preceding steps are performed in time so
that an appointment can always take place. At the right-side of the figure a sequence
of tasks are modeled (starting with task “contact radiology department referring hospi-
tal”) involving contacting the radiology department of the referring hospital to request
radiology data. Moreover, on the same side, a second sequence of tasks are modeled
(starting with task “contact gynecology department referring hospital for data”) in-
volving contacting the referring gynecology department and requesting they send their
data to the AMC.

Remember that in Section 4.2, the gynecological oncology process for diagnosing
patients has been discussed in detail. In brief, for the patient process it has been
modeled that first some preparation is required in order for the first visit of the patient
to the outpatient clinic. The next steps in the process involve a series of consultations
with a gynecological oncology doctor. In between these consultations, multiple tests
may be performed in order to diagnose the patient. For the version of the gynecological
oncology healthcare process described above, we have indicated that it models the
regular path followed by non-acute patients. As indicated by medical specialists of the
AMC, this regular path may be assumed to involve the preparation for the first visit,
the first visit itself, and some medical tests that are done afterwards. Additionally, it
involves requesting the referring hospital to send their data.

Additionally, some tasks have been merged while other ones have been introduced
in order to be able to perform simulation experiments. For example, the “CT report”
task represents the multiple steps that are done by a radiologist in order to produce a
report which describes the outcome of the CT scan.

For this healthcare process we performed several different simulation experiments
for the time period from 02-07-2007 to 19-03-2008 (9 months). During this time period,
a group of 142 patients followed the process depicted in Figure 10.2. This means that
the execution of the required tasks in the process was simulated for each patient. Note
that this also involves the required (re)scheduling of appointments for the schedule
tasks. As performance measures we consider several performance indicators specified
by the AMC for the healthcare process and compare the simulated results with the
actual values of these indicators.

In the following sections, several aspects of the simulation study that has been
performed will be discussed. The simulation model will be explained in more detail in
Section 10.3. In the simulation model some components of the realized system have
been included. This will be discussed in more detail in Section 10.4. The validation
of the simulation model and the simulation experiments performed are elaborated in
Sections 10.5 and 10.6, respectively. Finally, in Section 10.7, we provide a discussion
on the simulation model and the experiments performed.

10.3 Simulation Model

Figure 10.3 shows schematically the set-up of the simulation model that will be used for
the experiments, together with its inputs and outputs. Remember that the simulation
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Figure 10.3: Overview of the set-up of the simulation model with corresponding inputs and outputs.

experiments are performed for the WfMS augmented with calendar-based schedul-
ing support. In the figure, we see the scheduling related components of the system:
Workflow Engine, Scheduling Service, Workflow Client Application, and Calendars.
Additionally, we see rectangles from which an arc leads to a given component. These
rectangles indicate the inputs that are used by the simulation model before or during a
simulation run. These inputs are either required for initialization purposes or to steer
the simulation. Moreover, the rectangle with name “System” shows that the system
is split-up in a CP Net part (rectangle with name “CP Net”) and an implementation
part (rectangle with name “Implementation”) in which parts of the actual implemented
system are used. Below, each aspect of the simulation model will be briefly discussed.
Regarding the replacements of components, more details are provided in Section 10.4.

10.3.1 Performance measures

As already indicated in Section 4.4.2, for the group of gynecological oncology patients
some service levels have been defined which are repeated below. For them reliable
historical data can be easily obtained.

The following patient related service levels are defined for 90% of the patients:

• First visit : The first visit should take place within seven calendar days of the
initial telephone call.

• Diagnostic steps: All diagnostic tests should be completed within 14 calendar
days of the first visit.

Therefore, we define the following performance measures for the simulation model:

• the waiting time for the first visit at the outpatient clinic of gynecological oncology
(task “come to a conclusion”), measured from the time the appointment is made
till the appointment takes place.
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• the waiting time for the diagnostic tests performed (tasks “MRI”, “CT”, “pre-
assessment” and “examination under anesthetic”), measured from the time that
the first visit takes place till the time of the respective appointment for the
diagnostic test.

For these performance measures we calculate the average as this allows for compar-
ison with historical data (discussed in more detail in Section 10.5) and for comparing
differences in outcomes of experiments. Moreover, for determining whether the patient
related service levels are met, we also calculated the percentage of patients that have
the first visit within seven calender days and the percentage of patients of which all
diagnostic tests are performed within 14 calendar days of the first visit.

Of course many more performance measures can be imagined. However, in that
case, data that can be used for comparison could not be easily obtained (so that either
lengthy observations are needed or patient documents need to be checked, which are
both very time consuming) or such data is not stored in any of the information systems
of the AMC.

Note that with regard to the validation and the experiments to be performed,
certain input parameters are manipulated. For these it is vital to clearly understand the
resulting effect on the performance measures defined above. In other words, the focus is
on delta analysis rather than absolute performance metrics. One of the challenges that
needs to be faced in this context is that the healthcare process we are studying is not in
a steady-state. For example, in holiday periods patients arrive at a lower rate, doctors
are less available and so on. In order to allow for delta analysis, certain environment
variables will be controlled instead of approximating them by a stochastic distribution1.
When discussing the inputs of the simulation model below, these controlled variables
will be indicated.

10.3.2 Resources

First, we elaborate on the resources required for performing the tasks in the gyneco-
logical oncology process. The tasks in Figure 10.2 have different requirements with
regard to the resources that are allowed to complete the tasks. So, every task has a
prefix ending with a colon, indicating the required role for completing a certain task.
Table 10.4 shows the specific role associated with each prefix and specifies the number
of resources belonging to a role.

For example, we see that the “make conclusion” task has the prefix “D” indicating
that this task may only be performed by a person having the doctor role. For all
the schedule tasks the presence of the patient is also required. For the anesthesia
department a somewhat special situation applies as during the simulated period a
change in the calendar organization took place. Initially, only two calendars were
available for scheduling patients. During the simulated period, this increased into
three. For the situation involving three calendars, a better distinction is made in
appointments for sicker patients who need a longer appointment than less-ill patients
for whom a shorter appointment suffices. Moreover, for the new situation, blocks are
reserved for walk-in patients. In this way, the time used by doctors for seeing patients
can be used more efficiently.

1Of course it is possible to try and capture seasonal effects, human behavior, etc. in the simulation
model. However, given the data available and our limited understanding of these phenomena, this is
impractical.
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Prefix Role name Number of resources Kind of task

N nurse 3 flow

AS administrative staff 2 flow

D doctor 7 schedule / flow

O operating rooms 4 schedule

M MRI 2 schedule

C CT 2 schedule

A anesthesia 2 / 3 schedule

L lab 1 flow

CR conventional radiology 1 flow

R radiology (flow tasks) 1 flow

AF anesthesia (flow tasks) 1 flow

Figure 10.4: For every prefix in Figure 10.2, the specific role is indicated together with the number
of resources belonging to the role.

10.3.3 Resource Calendars

All the resources mentioned in Table 10.4 each have their own calendar indicating the
availability of the resource. As we are performing an analysis for a period of 9 months
the set-up of the calendars and their initial content is very important. Moreover, the
availability of resources is difficult to approximate by a stochastic distribution (e.g.
holidays, maintenance physical equipment). Therefore, in order to allow for delta
analysis, the contents of the calendars of the resources that are performing schedule
tasks are based on historical data from X/Care, i.e the AMC electronic calendar system.
More specifically, based on the information from this system, the following data is
included in the simulation model for the calendar of a resource:

• The scheduled hours for seeing patients.

• The non-availability of resources (during scheduled hours).

• During a simulation run, appointments are only made for gynecological oncology
patients by our system. So, the appointments that are made for patients which
do not belong to this group are considered as time that a resource is not available.
Moreover, so called “no-shows”, appointments that are made where the patient
does not show-up, are also included in the calendar as time that a resource is
unavailable.

For example, on Thursday 5 July 2007, a doctor sees patients from 9 ’o clock until
12 ’o clock. However, from 10 ’o clock until 15 minutes past 10 the doctor is not
available because he has a scheduled break. An example of an appointment is that a
patient is seen from 9 ’o clock till 10 ’o clock.

For the MRI, CT, and operating rooms it is important to note that the calendar
shows the availability of the room instead of the availability of a specific human being.
For the operating rooms a doctor from the gynecological oncology department needs
to be present. At the AMC, every department is allocated a specific amount of time
which can be used for performing an examination under anesthetic/surgery. and the
required resources are determined at a later time. For the calendars of the operating
rooms a somewhat special situation applies as for these calendars we only have data
about the slots used for surgery/examination under anesthetic (and not their actual
availability). Based on these appointments and the average occupation rate (85%) for
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these calendars, we determined the reserved hours for performing surgery/examination
under anesthetic. Note that the organization of the calendars of the doctors and the
operating rooms are organized in such a way that when a doctor is performing an
examination under anesthetic/surgery, the doctor is not available for seeing patients
at the outpatient clinic and the other way around.

For the resources performing flow tasks, the scheduled office hours are based on
interviews with hospital experts. However, for the diagnostic tests for which a walk-in
facility exists (i.e. no appointment is needed), only one calendar is defined for each of
them. As for these facilities, a patient is seen almost immediately when he/she arrives,
we consider that only one dedicated resource exists who sees gynecological oncology
patients. Recall that for the lab, x-ray, and pre-assessment a walk-in facility exists.

Moreover, the “MRI report”, “CT report”, “pre-assessment report”, “walk in pre-
assessment report”, “lab report”, “x-ray report”, and “radiology examination” tasks
are all related to the reporting required after a diagnostic test takes place or some data
has been examined (task “radiology examination”). Therefore, as all these tasks take
place at a department other than gynecological oncology, we consider that for each of
them, only a single resource performs the task.

Note that doctors may both perform schedule and flow tasks. However, the calen-
dars of these resources are organized such that they show the availability of doctors for
performing schedule tasks. In order for a doctor to still perform flow tasks, it has been
decided to assign a constantly available time slot for performing them. So, a doctor
can always perform a flow task, except when a schedule task needs to be performed.
Consequently, this would mean that a doctor is always eagerly waiting to perform a
flow task, which does not hold in reality. Therefore, a delay is taken into account such
that assignment does not immediately take place. Note that the “forms doctor” and
the “write down data patient and make decision” tasks in Figure 10.2 are the only
flow tasks which are performed by a doctor. As a result, the “delay forms doctor”
task is only added for routing purposes. Note that this is a well-known problem when
modeling human actors, especially if they are involved in multiple processes. See [36]
for more examples.

10.3.4 Patients

For the group of 142 patients that follow the healthcare process, an appointment at the
outpatient clinic itself is created and some diagnostic tests are completed. In total, the
number of appointments registered for an MRI, CT, pre-assessment, and examination
under anesthetic are 45, 25, 66, and 16 respectively.

For patients, several important events need to be considered for the simulation.
These are (1) the arrival process of patients; (2) the selection of tests for a certain
patient (e.g. MRI, CT); (3) the duration of appointments; and (4) the rescheduling of
appointments. All these events are influenced by human behavior which is difficult to
approximate by a stochastic distribution. For example, the diagnostic tests that will
be performed and the length of them cannot be considered mutually independent. The
actual scheduling of an appointment is determined by a multitude of (human) factors,
including patient preferences, scheduling heuristics used by a scheduler, etc. At the
same time, people tend to be flexible. Moreover, some diagnostic tests are ordered
before the first visit of the patient and some of them only after the first visit.

A similar remark applies for the rescheduling of appointments which also cannot
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be considered independently of each other. For example, if for a patient a first visit is
rescheduled the MRI appointment also needs to be rescheduled as they are scheduled
on the same day and the MRI needs to take place after the first visit.

Remember that the contents of the calendars of the resources that are performing
schedule tasks are based on historical data from the AMC electronic calendar system.
As already indicated earlier, our focus is on delta analysis and not the absolute per-
formance of the process as circumstances change all the time. Therefore, the following
approach is taken.

The electronic calendar system of the AMC contains data about appointment cre-
ation and rescheduling. Additionally, it contains data about the scheduled duration of
the appointment. Therefore, for the “flow” of the patient through the healthcare pro-
cess, subsequent events in the process for a patient will be performed in the simulation
at the same time and in the same way as they happened in reality. Consequently, the
distribution of the events listed below will be the same as those in reality.

• The start of the healthcare process itself. This is based on the registration date
of the first consultation with the doctor.

• The duration of an appointment (e.g. the consultation with a doctor). The actual
duration of the appointment that will be scheduled by the system has the same
duration as the appointment that happened in reality. For example, for the first
visit there are in total 142 appointments of which 4 of them took 30 minutes, 112
took 60 minutes, and 20 of them took 90 minutes.

• The rescheduling of an appointment.

The difficulty of approximating the above mentioned events by a stochastic distri-
bution can be illustrated by considering the arrival process of patients.

In the information systems of the AMC, the arrival time of patients is only regis-
tered in days. This means that the exact timestamp is not available although in reality
patients arrive throughout the day. As a consequence, we investigated whether the
stochastic process can be modeled with a compound Poisson process. Arrival processes
in which customers arrive in batches can be captured by a compound Poisson distribu-
tion. Amongst others, as a requirement to use this kind of distribution, the interarrival
times of batches need to follow an exponential distribution. A histogram showing the
frequency of the interarrival times of the batches, expressed in days, is shown in Figure
10.5. A goodness-of-fit test (Kolmogorov-Smirnov with result P = 0.0) shows that the
interarrival times of batches cannot be modeled by an exponential distribution. As a
consequence, random arrivals of the batches and the independence of them cannot be
assumed.

Note that the replaying of events as mentioned above and the fact that the content
of the calendars of resources that are performing schedule tasks is based on the content
of the AMC calendar system, does not mean that the behavior in a simulation run is
deterministic. The actual scheduling of appointments is dependent on the number of
cases in the system and the actual completion of the tasks in the healthcare process.
This also holds for flow tasks that are picked by resources in order to be performed,
i.e. resources pick tasks on a non-deterministic basis.
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Figure 10.5: Histogram showing the frequency of the interarrival times of batches, expressed in days.
The interarrival times of batches cannot be modeled by an exponential distribution.

10.3.5 Resource behavior

The behavior of the resources undertaking the tasks in the healthcare process also
deserves some attention. The way in which tasks are performed and the time spent
performing these tasks is configured in the following way:

• In order to estimate the duration of flow tasks by a stochastic distribution, inter-
views with healthcare specialists have taken place and initial observations have
been made when observing the process. As a consequence, we decided to approx-
imate the time spent by a resource on a flow task by a normal distribution.

For schedule tasks we indicated earlier that appointments for them have the same
duration as the appointment that happened in reality. Moreover, for simplicity
reasons, we assume that schedule tasks are completed within their assigned times-
lot. Consequently, the time spent by a resource on a specific schedule task does
not need to be approximated by a stochastic distribution.

• In practice, nurses working at the gynecological oncology department perform
their duties on a case-by-case base. Therefore, these resources perform flow tasks
belonging to the same case for as long as remaining flow tasks for that case are
available. Once there are no further flow tasks for the case, flow tasks for other
cases may be performed. Once further flow tasks become available for a case,
they do not necessarily need to be performed by the same resource.

• For the flow tasks it is assumed that a resource is working on one task only. So,
a resource may only allocate one flow task to him or herself and must complete
the task. Additionally, for flow tasks which are not performed by a doctor (for
them it is assumed that they are constantly available), the following aspect is
taken into account. That is, if there is not enough time left for completion of the
task on the day itself, the next time that the resource is available, he or she will
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continue working on that task.

• The resources possessing the “nurse” and “administrative staff” roles do not
spend all of their time performing work for gynecological oncology patients. One
possible solution, described in [269], is to assume limited availability of people.
Based on initial observations with the process and interviews with healthcare
specialists, we decided to model that nurses are only available for at most 50%
of their time to work on these tasks. The other part of their time is available for
working on other tasks (e.g. helping a doctor seeing a patient). For resources
possessing the “administrative staff” roles this is 25% and 75% respectively. Note
that a more refined solution can be found in [36]. However, this is outside the
scope of this chapter.

• The assumption that a resource is eagerly waiting for work and immediately re-
acts to any task that is available does not hold for every task (see also [36]).
Therefore, for the tasks “forms doctor”, “examination under anesthetic report”,
“MRI report”, “CT report”, “lab report”, “X-ray report”, and “radiology exam-
ination” a delay is taken into account so that assignment does not immediately
take place. Furthermore, the execution of the “receive radiology data” and “re-
ceive gynecology data” tasks are dependent on the actual sending of data to the
AMC hospital. Clearly, these two tasks are performed at departments outside the
AMC. For these tasks a similar delay as mentioned before is taken into account.
Note that the “delay forms doctor” task in this context is only added for routing
purposes. The delays follow a normal distribution and are based on interviews
with medical experts.

10.3.6 Scheduling algorithm

For the scheduling of appointments by the system the same scheduling algorithm is
used as for the conceptual model. This algorithm has been discussed in detail in 7.4
and is briefly summarized below.

The scheduling of appointments is done automatically, which means that there is no
user involvement. Starting with the tasks in the process model for which a work-item
exists, it is determined which schedule tasks need to be (re)scheduled. Once we know
that tasks are able to be scheduled, they are scheduled. Moreover, these tasks are
scheduled on a sequential basis in order to avoid conflicts involving shared resources.

For the actual scheduling of an appointment, a search is started for the first oppor-
tunity where one of the resources of a role can be booked for the respective work-item.
If found, an appointment is booked in the calendar of them. As the patient for which
the case is performed also needs to be present at the appointment, this is also taken
into account.

10.4 Replacement of Components

An important requirement for the implemented schedule-aware WfMS is that it can be
applied at the AMC. Therefore, it is vital that the obtained simulation results hold for
the actual implemented system and not just for the conceptual model. Additionally,
in this way, it becomes clear whether the implemented system is going to work or not.
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Consequently, the simulation experiments are performed using part of the CP Net
model as shown in the “System” rectangle of Figure 10.3. As can be seen in Figure
10.3, the Workflow Client Application and Calendars component are kept in the CP Net
model, whereas the Workflow Engine and Scheduling Service component are replaced
by the concrete implementation of these components by making connections between
the CP Net model and the corresponding components in the actual software. To be
more precise, the replacement of these components has been done in the same way as
done for the integration testing in Section 9.4. In this way, we can control the behavior
of the resources in the system, and the initial contents of the calendars of the resources,
while still being connected to the actual system components. For the correct working of
the Scheduling Service it is important that the notion of time in this component is the
same as that in the simulation model. This is realized by the connection between the
Scheduling Service and the time subnet in the CP Net model which ensures that the
times in the Scheduling Service and the CP Net model are synchronized.

As a consequence of using the YAWL WfMS in our simulation model, the process
that has to be followed by the patients, needs to be entered into the YAWL system.
Therefore, as the process definition, the YAWL model of the gynecological oncology
healthcare process as shown in Figure 10.2, is used.

Note that including parts of the implemented system (the Workflow Engine and
the Scheduling Service) in the simulation model has its expenses on the computational
complexity of the simulation model itself. For one replication performed by a modern
PC (Intel Core2 Duo 2.33 GHz, 4 GB of RAM), it takes around 15 hours to complete.
However, as we want to validate the operational performance of the implemented system
we consider it vital to include parts of the developed system in the simulation model.
Moreover, the results hold for both the designed and implemented system.

10.5 Validation

The validation of a simulation model is a non-trivial but important step in the simula-
tion process. By performing a validation it is determined whether the right model has
been built [54].

Therefore, as historical data exists, validating the model using historical data is
possible. The following approach has been taken. We use the performance measures as
described in the “Performance measures” subsection. For the 142 patients that followed
the gynecological oncology process, the second column in Table 10.7 shows the average
waiting times that are realized in reality for the defined performance measures.

Remember that for the actual scheduling of an appointment, a search is started for
the first opportunity that one of the resources of a role can be booked for the respective
appointment. However, the actual scheduling of an appointment is determined by a
multitude of (human) factors, including patient preferences, scheduling heuristics used
by a scheduler, etc. Our experience is that such human behavior cannot be easily
captured in a simulation model. Moreover, the making of appointments cannot be
considered independently of each other. For example, it is often attempted to schedule
multiple appointments for a patient on one day.

Therefore, a simple solution to this problem, taking these factors into account, is
to add a delay to the earliest time that an appointment may be booked such that the
average waiting time for each appointment matches the figure realized in reality. The
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delay that has been added for each specific kind of appointment can be seen in Table
10.6 and follows a normal distribution with an average and a variance.

Delay (normal distribution)
Appointment type

average variation

first visit 1859 2500

MRI 1742 2500

CT 7313 2500

pre-assessment 1636 2500

examination under anesthetic 8939 2500

Figure 10.6: For the delays, for which a normal distribution is used, the average is presented in the
average column and the variance is presented in the variance column.

Using these delays and the simulation model as described in Section 10.3, we ran
10 replications in which 142 patients followed the gynecological oncology process. The
corresponding results are shown in Table 10.7. For each performance measure the
second column shows the average value realized in reality, whereas the last four columns
show the simulation results obtained for 10 replications. For the simulation results,
respectively, the average, standard deviation (sd), and the lower bound (LB) and upper
bound (UB) for the corresponding 95% confidence interval are shown. Note that for
pragmatic reasons only 10 replications have been performed as each replication requires
more than 15 hours on a powerful computer.

We see that only for the MRI, the average waiting time realized in reality is within
the upper and lower bound of the confidence interval. For the other appointments we
see that the average waiting time realized by our simulation model is still very close.
As can be seen in the table, the confidence intervals are rather small. However, in
reality an appointment only takes place during scheduled hours. We expect that this
fact seriously complicates the validation of our simulation model as an appointment
cannot be scheduled at any point in time. Therefore, given that the realized average
waiting times for each of the appointments are very close to either the lower bound or
upper bound of the confidence interval, except for the MRI, we consider the simulation
model to be valid.

Note that for the AMC it is of the utmost importance that the operational per-
formance of a healthcare process, when supported by our system, needs to be at least
as good as the operational performance of the process executed in reality. For the
gynecological oncology healthcare process, we see that for every type of appointment
a delay needs to be added to meet the average waiting time realized for each type of
appointment in reality, which means that the requirement for this healthcare process is
met. Therefore, we believe that our system does not negatively impact the operational
performance of the processes it supports. Moreover, as the gynecological oncology
healthcare process is a representative for healthcare processes in general we believe
that this requirement also holds for other healthcare processes.

10.6 Experiments

As indicated above, the average waiting time for diagnostic tests is an important mea-
sure in the context of the healthcare process. By performing a number of simulation
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Average Realization Simulation (10 replications)
Waiting Time

Average Average sd LB UB
(AWT)

FV 11333 (7.9) 11071 (7.7) 182.5 10941 (7.6) 11201 (7.8)

FV → MRI 7489 (5.2) 7534 (5.2) 451.5 7211 (5.0) 7857 (5.5)

FV → CT 8853 (6.1) 9064 (6.3) 173.2 8941 (6.2) 9188 (6.4)

FV → PRE 4030 (2.8) 3761 (2.6) 90.7 3696 (2.6) 3825 (2.7

FV → EA 13733 (9.5) 13069 (9.1) 169.3 12948 (9.0) 13190 (9.2)

Figure 10.7: Validation. For a 95% confidence interval, the average (Average), standard deviation
(sd), lowerbound (LB), and upperbound (UB) values for each performance measure are presented.
Each row in the table represents the average waiting time (AWT) for a specific appointment. FV, MRI,
CT, PRE, and EA represent respectively the first visit, MRI, CT, pre-assessment, and examination
under anesthetic. In the AWT column, an arc represents the time in between the two appointments.
Note that all figures, except the standard deviation, are presented in minutes. The figures in brackets
are presented in days.

experiments we want to obtain some quantitative insights with respect to these mea-
sures. In the paragraphs below different experiments will be considered.

10.6.1 Experiment 1

Recall that as the service level for the group of patients we are studying, it has been
defined that for 90% of them, (1) the first visit should take place within 7 calendar
days after registration of the patient, and (2) all diagnostic tests should be completed
within 14 calendar days after the first visit. However, for the first visit, the service level
is not met as in reality only 47% of the patients have an appointment within 7 calendar
days. For the first visit the average waiting time is 11333 minutes (7,9 days). Note
that for the other appointments, the required service level is met. For the simulated
system we have that only 51% of the patients have an appointment within 7 calendar
days and that the average waiting time is 11070 minutes (7,7 days).

To examine how this situation might be remedied, it has been decided to add
capacity for seeing new patients by extending the available time in existing calendars,
i.e., we assume that the AMC is not hiring new doctors. Instead, we investigate for
the current medical staff available how much capacity needs to be added so that the
service level is met.

In total, 142 appointments for a first visit are registered of which 4 of them took
30 minutes, 113 took 60 minutes, 5 took 75 minutes, and 20 took 90 minutes. So,
the majority of appointments take either 60 or 90 minutes. Note that the figures are
the same for the system in reality and the simulated system. Therefore, the following
three variations were examined: for a selected resource, every week, at the same day, an
additional 60, 90 and 120 minutes have been added for seeing new patients respectively
(and not for patients which need a regular check-up or a follow-up meeting).

For every experiment, 10 replications of the simulation model have been carried
out to be able to provide standard deviations. Note that each replication requires
more than 15 hours on a fast powerful computer. The obtained results for these three
experiments can be seen in Figure 10.8 which focusses on the average waiting time for
each kind of appointment. Figure 10.8 is split-up into three parts. In the first part, for
each experiment, the average for each performance measure is visualized in a graph. In
the second part, the table with name “SIMULATION RESULTS” shows first for every
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FV MRI CT PRE EA SIMULATION 
RESULTS avg sd avg sd avg sd avg sd avg sd 
reality 11333 - 7489 - 8854 - 4030 - 13734 - 
validation 11071 183 7534 452 9064 173 3761 91 13069 169 
EXP1-60 6772 81 7447 284 9204 124 3968 109 15420 190 
EXP1-90 6188 28 8073 468 9092 108 3938 82 15424 221 
EXP1-120 5640 38 6907 214 9131 77 4049 121 15649 258 
T-TEST t-value P-value t-value P-value t-value P-value t-value P-value t-value P-value
validation <-> EXP1-60 68.09 0.00 0.51 0.61 -2.08 0.05 -4.62 0.00 -29.23 0.00 
EXP1-60 <-> EXP1-90 21.57 0.00 -3.61 0.00 2.16 0.04 0.68 0.50 -0.04 0.97 
EXP1-90 <-> EXP1-120 36.68 0.00 7.09 0.00 -0.92 0.37 -2.31 0.04 -2.09 0.05 
 Figure 10.8: Results for the experiments in which for a selected resource, every week, at the same

day, an additional 60, 90 and 120 minutes have been added for seeing new patients. For every
average waiting time (AWT) performance measure the average (avg) in minutes (avg) and the standard
deviation (sd) are shown in the simulation results table part. Additionally, in the “T-TEST” table
part, the result of t-tests are shown to determine whether for a certain performance indicator the
observed difference between the average waiting time of two experiments is statistically significant
from zero. For each experiment, the average for each performance measure is visualized in the graph.

performance measure the average waiting time (avg) that has been realized in reality.
The next rows show for each performance measure the average (avg) and standard
deviation (sd) that are obtained for the validated simulation model (“validation”), and
the figures obtained for adding capacity of 60 (“EXP1-60”), 90 (“EXP1-90”), and 120
(“EXP1-120”) minutes for seeing new patients respectively. Note that the last three
rows provide new simulation results.

In the third part, the table with name “T-TEST” shows the results of t-tests in
order to determine whether for a certain performance indicator the observed difference
between the average waiting time of two experiments is statistically significant from
zero. Respectively, the outcome of t-tests for the validated simulation model and the
experiment in which 60 minutes are added (“validation ↔ EXP1-60”); the experiment
in which 60 minutes are added and the experiment in which 90 minutes are added
(“EXP1-60 ↔ EXP1-90”); and the experiment in which 90 minutes are added and the
experiment in which 120 minutes are added (“EXP1-90 ↔ EXP1-120”) are shown.

More specifically, the t-test has been constructed to determine for a certain perfor-
mance indicator whether the difference between the average of two experiments equals
0,0 (null hypothesis) versus the alternative hypothesis that the difference does not
equal 0,0 at the 95% confidence level (α = 0, 05). It is assumed that the observed
values of each experiment come from a normal distribution and that the variances of
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them are not equal. Where P < 0, 05 (column “P-value”), this implies that the null
hypothesis is rejected. For example, the difference of the average waiting time of the
first visit obtained for the experiment in which 60 minutes are added (“EXP1-60”) and
the experiment in which 90 minutes are added (“EXP1-90”) is statistically significant
as P = 0, 00.

For the first visit, we see that adding additional capacity of 60 minutes significantly
lowers the average waiting time. Adding an additional 90 and 120 minutes significantly
lowers the average waiting time again, but does not have such a dramatic impact as
when adding the first 60 minutes. When adding an additional 60, 90, and 120 minutes
for seeing new patients, the percentage of patients that have an appointment within
7 calendar days is 82, 88, and 93 respectively. For the MRI, adding additional capac-
ity of 60 minutes does not significantly change the average waiting time. However,
when adding additional capacity of 90 minutes, the average waiting time significantly
increases, whereas adding additional capacity of 120 significantly lowers the average
waiting time. For the CT, adding additional capacity of 60 minutes significantly in-
creases the average waiting time. However, when adding additional capacity of 90
minutes, the waiting time significantly decreases, whereas adding additional 120 min-
utes does not significantly change the average waiting time. Both for the pre-assessment
and the examination under anesthetic, the average waiting time significantly increases
when adding additional capacity of 60 minutes whereas the average waiting time not
significantly changes when adding additional capacity of 90 minutes. The average wait-
ing time for them significantly increases again when adding additional capacity of 120
minutes. Note that for the examination under anesthetic, when adding additional ca-
pacity of 60 minutes, this has a more dramatic impact on the average waiting time
compared to the pre-assessment.

In general, for the appointments other than the first visit, we see on average that
there is far less impact on the average waiting time for them compared to the waiting
time for the first visit. This can be easily explained as for these appointments, no
additional capacity has been added for seeing patients. However, for the examination
under anesthetic appointments, there is a remarkable increase in average waiting time
for them. This shows that the scheduling of examination under anesthetic appointments
is the next bottleneck in the process.

For the first experiment we wanted to investigate how much capacity needs to be
added for seeing patients, such that for 90% of the patients the first visit takes place
within 7 calendar days. The answer is that for a selected resource, every week, at the
same day, an additional 120 minutes needs to be added.

10.6.2 Experiment 2

Another service level that is important for the AMC is that appointments for diagnostic
tests are scheduled on the same day (not when rescheduling) with a 1-4 hour gap
between them. As candidates for this service level we consider the appointments for
the MRI, CT, and pre-assessment. All these appointments occur after the first visit
and they may be scheduled in any order. The examination under anesthetic is not
a candidate as it requires a pre-assessment as a prerequisite step for which either an
appointment needs to be made or a walk-in facility exists.

In order to be able to fully examine the impact of this rule, we consider the following
three variations: (1) an appointment for the CT, MRI, and pre-assessment is scheduled
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for the very first opportunity that all required resources are available (“EXP2-init”)
(not necessarily on the same day); (2) the appointments for the CT, MRI, and pre-
assessment are scheduled on the same day when they need to be scheduled (“EXP2-
SL1”); and (3) similar to (2) but with at least one hour in between and at most four
hours between the appointments for the CT, MRI, and pre-assessment (“EXP2-SL2”).
Recall that the appointments for the MRI, CT, and pre-assessment may either be
scheduled at the very beginning of the process or during the first visit. Appointments
for the CT, MRI, or pre-assessment are only scheduled on the same day if this is either
requested at the beginning of the process or during the first visit. For example, if at
the beginning of the process an MRI and pre-assessment are requested and during the
first visit a CT is also requested, then only the MRI and pre-assessment are scheduled
on the same day. Note that as a consequence of scheduling appointments together,
for each replication of the simulation model in total an MRI and a pre-assessment are
scheduled together 21 times, a CT and a pre-assessment are scheduled together 8 times,
and a CT, MRI, and pre-assessment are scheduled together 2 times.

In order to understand the true impact of the two service levels, we decided to con-
figure the simulation model such that the rescheduling of an appointment was avoided
as much as possible. Therefore, we removed from the model that an appointment is
rescheduled at the request of the hospital or the patient. In addition, a small delay of
1636 minutes is added (the smallest of the delays that are added for the MRI, CT, and
pre-assessment appointments as can be seen in Table 10.6) to the earliest time that
an MRI, CT or pre-assessment appointment may be scheduled. Note that for the first
visit and the examination under anesthetic the same delay is added as defined in Table
10.7.

For every experiment, 10 replications of the simulation model have been carried
out to be able to provide standard deviations. The results obtained for these three
experiments are shown in Figure 10.9 which focusses on the average waiting time for
each kind of appointment. Figure 10.9 is split-up into three parts. First, for each
experiment, the average for each performance measure is visualized in the graph. Sec-
ond the table with the name “SIMULATION RESULTS” shows for every performance
measure the average (avg) and standard deviation (sd) that are obtained for the three
experiments. Third, in a similar fashion as for the first experiment, the table with
name “T-TEST” shows the results of t-tests in order to determine whether for a cer-
tain performance indicator the observed difference between the average waiting time
of the two experiments is statistically significant from zero.

For the first visit, we see that for the average waiting time there is no statistically
significant difference between the first and second experiment. However, between the
second and third experiment, there is a statistically significant difference. For the MRI,
there is no significant increase in waiting time for the second experiment compared to
the first experiment. However, the average waiting time in the third experiment is sig-
nificantly higher compared to the second experiment. For the CT and pre-assessment,
the average waiting time in the second experiment compared to the first experiment
and the average waiting time in the third experiment compared to the second exper-
iment are both significantly higher. Note that for the pre-assessment the increase in
average waiting time from the first to the second experiment is higher compared to
the increase for the CT. Finally, for the examination under anesthetic, the average
waiting time in the second experiment compared to the first experiment is significantly
higher. However, the average waiting times in the second and third experiment are not
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EXP2-init 11218 506 7404 542 3459 319 4068 114 13198 278 
EXP2-SL1 11620 743 7432 429 4132 398 6497 335 17635 991 
EXP2-SL2 10980 24 8104 596 4490 363 7016 466 17510 1447 
T-TEST t-value P-value t-value P-value t-value P-value t-value P-value t-value P-value 
EXP2-init <-> EXP2-SL1 -1.42 0.18 -0.13 0.90 -4.17 0.00 -21.72 0.00 -13.62 0.00 
EXP2-SL1 <-> EXP2-SL2 2.72 0.02 -2.89 0.01 -2.11 0.04 -2.86 0.01 0.22 0.82 
 Figure 10.9: Results for the experiments in which the appointments for MRI, CT, and pre-assessment

are scheduled at the first opportunity that all resources are available (“EXP2-init”), the appointments
for CT, MRI, and pre-assessment are scheduled on the same day (“EXP2-SL1”), the appointments for
CT, MRI, and pre-assessment are scheduled on the same day but with 1 hour in-between and at most
4 hours between them (“EXP2-SL2”). For every average waiting time (AWT) performance measure
the average waiting time (avg) and the standard deviation (sd) are shown in the “simulation results”
table part. Additionally, in the “T-TEST” table part, the result of t-tests are shown to determine
whether for a certain performance indicator the observed difference between the average waiting time
of the two experiments is statistically significant from zero. For each experiment, the average for each
performance measure is visualized in the graph.

significantly different.

In general, we can see that as a consequence of scheduling the appointments for the
MRI, CT, and pre-assessment together, the average waiting time for the pre-assessment
and examination under anesthetic considerably increases whereas the average waiting
time for the MRI and CT slightly increases. In order to investigate these differences,
we had a look at the combinations where the appointments for an MRI, CT, and pre-
assessment are scheduled together. Remember that in total a MRI and a pre-assessment
are scheduled together 21 times, a CT and a pre-assessment are scheduled together 8
times, and a CT, MRI, and pre-assessment are scheduled together 2 times.

Therefore, in the “SIMULATION RESULTS” table part of Figure 10.10, for the
three different experiments, we show for the MRI-pre-assessment and the CT-pre-
assessment combination, the average waiting time for the appointment of the combi-
nation that is scheduled at the latest point in time. In the “T-TEST” table part, the
results of t-tests are presented, in a similar way as for the previous experiments, in or-
der to determine whether for a certain combination the observed difference between the
average waiting time of the two experiments is statistically significant from zero. Note
that for each experiment, the average waiting time for each combination is visualized
in the graph.
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EXP2-init 4492 586 8182 1233 
EXP2-SL1 5362 790 8067 1085 
EXP2-SL2 7252 862 8375 1086 
T-TEST t-value P-value t-value P-value 
EXP2-init <-> EXP2-SL1 -2.80 0.01 0.22 0.83 
EXP2-SL1 <-> EXP2-SL2 -5.11 0.00 -0.64 0.53 

Figure 10.10: The average waiting time for the appointment of the MRI-pre-assessment and the
CT-pre-assessment combination which is scheduled at the latest point in time. For every combination
the average (avg) and the standard deviation (sd) is shown in the simulation results table part.
Additionally, in the “T-TEST” table part, the result of t-tests are shown to determine whether for a
certain combination the observed difference between the average waiting time of two experiments is
statistically significant from zero.

For the average waiting time of the MRI-pre-assessment combination we see that
there is no statistically significant difference between the first and second experiment
and between the second and the third experiment. However, for the average waiting
time of the CT-pre-assessment combination this does not hold as for the second ex-
periment the average waiting time of the combination is significantly higher compared
to the first experiment. The same remark also holds for the average waiting time for
the third experiment compared to the second experiment. Note that for the CT-pre-
assessment combination, the average waiting time for the third experiment compared
with the second experiment more dramatically increases than for the second experiment
compared with the first experiment.

Moreover, if a pre-assessment is scheduled in combination with another appointment
we found that this has quite some impact on the average waiting time for a pre-
assessment. For the experiments “EXP2-init”, “EXP2-SL1”, and “EXP2-SL2” we
considered the patients where a pre-assessment is scheduled at the same time as another
appointment (this means that for the “EXP2-SL1” and “EXP2-SL2” experiments the
appointments are indeed scheduled on the same day, whereas for the “EXP2-init”
experiment this does not necessarily need to be the case). We found that the average
waiting time for the pre-assessment for “EXP2-init” and “EXP2-SL1” is respectively
3686 and 7454 minutes which is significantly different (t-test with α=0,05, t=-16,41,
P=0,00). For “EXP2-SL2” the average waiting time is 7963 minutes which is not
significantly different compared with the average waiting time of the “EXP2-SL1”
experiment.
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In general, these results show that when applying the first service level, in which
the appointments for CT, MRI, and pre-assessment are scheduled together, this has
quite some impact on the average waiting time for the CT and pre-assessment. In
case in addition the second service level is applied, this has an impact on the average
waiting times for the MRI, CT, and pre-assessment which all significantly increase.
Note that the average waiting time for the pre-assessment dramatically increases when
applying the two service levels. This is related to the fact that for 21 appointments a
pre-assessment is scheduled together with an MRI for which the average waiting time is
higher than for a pre-assessment. Finally, the average waiting time for the examination
under anesthetic also significantly increases when applying the two service levels. This
can be explained by the fact that the average waiting time for the pre-assessment
significantly increases when scheduled together with an MRI or CT.

10.7 Evaluation

So far, in this section, we have presented the results of a simulation study in which for
the gynecological oncology process of the AMC, several performance indicators have
been investigated. Clearly, the healthcare process is a non-trivial and complex health-
care process which involves the scheduling of appointments across multiple facilities.
The simulation study is evaluated below. First the model itself is evaluated followed
by an evaluation of the results.

Simulation model

As a result of our aim of validating the operational performance of the implemented
WfMS augmented with calendar-based scheduling facilities, parts of the implemented
system have been included in the simulation model (the Workflow Engine and the
Scheduling Service). Consequently, one run of the simulation model takes already
more than 15 hours on a modern PC showing that this approach is computationally
expensive. For the validation of the simulation model and for each of the different
experiments, a total of 10 replication runs has been performed which is rather limited.
We would have preferred to use more replications to narrow down the confidence inter-
val further. Moreover, the latter two facts make it clear that the decision of including
parts of the implemented system in the simulation model is a rather unfortunate choice.
It would have been better to only use the conceptual model for performing simulation
experiments. However, if only the conceptual model would have been used for per-
forming simulation experiments the results would only hold for the designed system
instead of the implemented system.

For the gynecological oncology healthcare process, several performance measures are
defined. Here, it is vital to understand the impact on the defined performance measures
when investigating different configurations of the system. In order to simplify delta
analysis, certain environment variables are controlled instead of approximating them
by a stochastic distribution. To this end, it has been decided to replay for every patient
their arrival, the selection of tests, the duration of appointments, and the rescheduling
of appointments. Moreover, the organization of the calendars of resources performing
schedule tasks is based on historical data from the electronic calendar system of the
AMC. By controlling these external factors we can have a more accurate comparison of
the different scenario’s. Additional reasons for controlling these environment variables
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is that we are investigating a time period of 9 months for which the healthcare process
under study was not in a steady state. In fact, typically hospital processes are rarely
in a steady state.

A drawback of controlling several environment variables is that few stochastic ele-
ments are present in the simulation model. This may have the consequence that the
outcomes of the experiments become rather obvious. However, due to the fact that the
healthcare process is not in a steady state, it is necessary to control certain environment
variables as approximating them by a stochastic distribution would lead to significantly
different results. In order to confirm this statement we have performed an additional
experiment to demonstrate that by not controlling the arrival process of patients, this
leads to completely different results. Please remember that in the information systems
of the AMC, the arrival time of patients is only registered in days. So patients arrive
in batches. In this additional experiment, we had a dataset of the interarrival times
of batches and a dataset for the size of the batches. These datasets were based on
the arrivals of patients during the time period of 9 months that have been simulated.
Based on these datasets, a simulation experiment consisting of 10 replications has been
carried out in which the next arrival of the batch and the size of the batch is sampled
from these datasets. Moreover, the simulation model has been configured in the same
way as the simulation model that has been used for the validation experiments.

Validation Sampling
Average Waiting Time (AWT)

Average sd Average sd

FV 11071 (7.7) 182.5 2091 (1.5) 120.9

FV → MRI 7534 (5.2) 451.5 2376 (1.7) 111.65

FV → CT 9064 (6.3) 173.2 8408 (5.8) 1585.0

FV → PRE 3761 (2.6) 90.7 3982 (2.8) 294.8

FV → EA 13069 (9.1) 169.3 11824 (8.2) 447.0

Figure 10.11: The results for the validation experiment are shown in column “Validation”. The
results for the experiment in which the arrival of patients is sampled are shown in column “Sampling”.
For every average waiting time (AWT) performance measure the average (avg) and the standard
deviation (sd) are shown. The figures in brackets are presented in days.

In Table 10.11, the average and the standard deviation for the validation experiment
and the experiment in which the arrival of patients is sampled, are shown. For all the
performance measures, except the waiting time for the examination under anesthetic,
the averages of the two experiments are significantly different (this has been determined
by performing t-tests to determine whether for a certain performance indicator the
observed difference between the average waiting time of two experiments is statistically
significant from zero). This shows that by not controlling the arrival process of patients,
this leads to completely different results.

For the simulation model it has been decided that the organization of resources per-
forming schedule tasks is based on historical data. As part of this, appointments that
have been made which do not relate to the patient group that has been investigated,
are included in the calendar of the respective resource. In this way, the timeslot is
unavailable for scheduling gynecological oncology patients. As future work, we would
like to study the scheduling of appointments over multiple processes.

The scheduling of appointments is done automatically by our system. For the actual
scheduling of an appointment, a search is started for the first opportunity in which one
of the resources of a role can be booked for the respective appointment. However,
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the actual scheduling of an appointment is determined by a multitude of (human)
factors, including patient preferences, scheduling heuristics used by a scheduler, etc.
Moreover, the scheduling of appointments cannot be considered independently from
each other, especially when multiple departments are involved. Therefore, a simple
solution to this problem, taking these factors into account, is to add a delay to the
earliest time that an appointment may be booked such that the average waiting time
for each appointment matches the figure realized in reality. An improvement would be
to advance the way these appointments are scheduled such that human related factors
are taken into account, for example, by using the concept of “chunks” explained in [36].

For our experiments, our main focus is on the scheduling of appointments. There-
fore, in our simulation model a basic approach has been taken to capture the behavior
of resources performing flow and schedule tasks. For example, several kinds of resources
were only working part-time on the processes at hand or a delay is taken into account
so that assignment of a workitem does not immediately take place. However, in reality,
capturing the way people actually work is complicated by many factors. For an elabo-
rate discussion on the problems when capturing human behavior in business processes
and possible solutions, we again refer to [36].

As performance indicators for the gynecological oncology healthcare process, we
have the average waiting time for the first visit, and the average waiting times for the
MRI, CT, pre-assessment, and examination under anesthetic measured from the time
the first visit took place. Based on historical data, it was not possible to validate the
simulation model based on a 95% confidence interval. However, as the average waiting
times for the different types of appointments obtained by multiple replications of the
simulation model were very close to the figures realized in reality, we still considered
our model as valid. Complicating factors for validating the model are that the making
of appointments cannot be seen independently from each other and involves human
factors. Furthermore, the performance measures are defined in such a way that it is
assumed that resources are always available. However, appointments are only taking
place during office hours. Therefore, future work needs to be devoted to alleviating
this problem.

As indicated above, when performing simulation experiments, only two perfor-
mance indicators have been considered. However, the reason that the above mentioned
performance indicators were chosen is that for the gynecological oncology healthcare
process clear performance standards for them are defined. Moreover, for these per-
formance standards reliable historical data could be easily obtained via the AMC
calendar system. Indeed, in order to better understand the intricacies of the simulated
gynecological oncology healthcare process and to better understand the impact of
interventions on it, more performance indicators are required. Examples of these are
average utilization of resources and the average number of empty slots in resource
calendars. Also, this may also involve costs and quality aspects. Unfortunately, data
that can be used for comparison of these could not be easily obtained (so that either
lengthy observations are needed or that patient documents need to be checked) or such
data is not stored in an information system of the AMC.

Experiments

By performing various simulation experiments for the gynecological oncology
healthcare process, we have obtained some quantitative insights into the average



266 Chapter 10. Simulation

waiting time for the various appointments. We have seen that for a selected resource,
every week, at the same day, adding an additional one hour for seeing new patients
seriously decreases the average waiting time for a first visit to the outpatient clinic.
By adding an additional two hours for seeing new patients, the desired service level is
met, i.e., for 90% of the patients the first visit takes place within 7 calendar days after
registration of the patient.

A limitation of this experiment is for a selected resource additional time has only
been added on the same day each week for seeing patients. Should the management of
the department of gynecological oncology want to investigate different configurations
(e.g. selecting multiple resources, or adding time at different days), the simulation
model can be used to investigate the associated impacts.

For the scheduling of multiple appointments on the same day we have seen that
this has quite some impact on the waiting time of some appointments. A limitation of
this experiment is that the organization of the calendars of the resources involved has
been unmodified. Preferably, when scheduling appointments on one day, the calendars
of resources at different medical departments are tuned in to each other such that
appointments taking place at different departments can easily be scheduled on one
day.

10.8 Conclusions

In this chapter, we have discussed how the conceptual model in Chapter 7 is used for
investigating the impact of the system on the operational performance of the processes
that it supports. This has been done by means of computer simulations. For these
computer simulations, the entire CP Net conceptual model can be used. However, as
we have parts of the CP Net model also in the realized YAWL4Healthcare system,
these can also be included in the CP Net model. In this way, the obtained results also
hold for the implemented system itself. Moreover, it can also be investigated whether
the approach in which the same model is used for specifying, developing, testing and
validating the operational performance of a new system, is valid.

In particular, for the WfMS augmented with calendar-based scheduling facilities,
the impacts of the system are investigated for several performance indicators. These
indicators are defined for the gynecological oncology healthcare process which has been
used as a reference process. The obtained results suggest that the system will work in
practice. As a consequence, we believe that the system can be applied safely at the
AMC.
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Process Mining

11.1 Introduction

WfMSs support business processes. In this thesis we have described the design and im-
plementation of WfMSs augmented with calendar-based scheduling and inter-workflow
support. Besides adding new functionality, the goal is to support the whole BPM life
cycle. This life cycle has been discussed in detail in Section 1.2. As can be seen in
Figure 11.1, the design, configuration, execution, and control phases are supported by
the YAWL4Healthcare WfMS. However, no support is provided for the diagnosis phase.
In order to also provide support for this phase, process mining can be used. Process
mining focuses on extracting non-trivial and useful process related information (e.g.
process models) from event logs. These event logs contain information about process
steps that have been performed. These event logs may originate from all kinds of infor-

Design

Configuration

ExecutionControl

Diagnosis

Workflow Management
System (e.g. YAWL)

Business Process Management

Process mining
software

(e.g. ProM)
- scheduling support
- lightweight interacting workflows

Figure 11.1: Contributions of this thesis to the BPM life cycle.
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mation systems. Ideally, these event logs originate from WfMSs which are augmented
with calendar-based scheduling support and inter-workflow support. However, tradi-
tional WfMSs and other information systems used in care organizations also provide
such logs.

In order to provide full support for the BPM life cycle, process mining will be
discussed in more detail in this chapter. More specifically, the positioning of this
chapter is as follows. In Figure 11.2, the contributions of this thesis are outlined.
The focus of this chapter of this chapter is on the “Process mining” component of
the “TO-BE” WfMS as can be seen in the upper part of the figure. For the TO-
BE WfMS, we have identified in Section 4.4 four different requirements in order to
optimally support healthcare processes. These elements are the need for flexibility
and process execution analysis, and that calendar-based scheduling support and inter-
workflow support need to be added to existing WfMSs. In this chapter, the “process
execution analysis” element will be considered in detail, i.e. process mining. When
discussing the specific requirements for process execution analysis in Section 4.4.4, we
indicated that they were linked to the three other elements. That is, for the “flexibility”
element we consider the opportunities of process mining when applied to event logs
originating from flexible healthcare processes. These processes are known to be highly
variable and less structured. In contrast to this, for the “calendar-based scheduling
support” and “inter-workflow support” elements we take a more visionary perspective.
So, for such an augmented system, we explore what can be achieved by using process
mining and which data needs to be available to this end. Moreover, we examine how
process mining can help such these kind of systems to be optimally used. Note that
because such systems are not used in practice yet, we can only provide a vision and
not conduct case studies. Therefore, we start by showing process mining results based
on the systems used today.

Note that all the process mining results that will be presented in this chapter are
obtained using the process mining tool ProM [29, 32]. ProM is a platform independent
open source framework which supports a wide variety of process mining techniques.
The development of ProM is coordinated by the process mining group at Eindhoven
University of Technology, and most development has also been performed by this group
so far. However, there is now an active community of researchers emerging, contributing
new process mining approaches to the framework, and applying the wealth of mining
techniques provided by ProM in practice. In total, over 300 plug-ins are available
within ProM. However, in this chapter it is only possible to illustrate some of the
plug-ins that are available.

The structure of this chapter is as follows. In Section 11.2, process mining will be
applied in order to obtain process related insights into flexible healthcare processes.
Next, for WfMSs augmented with scheduling support and inter-workflow support, in
Sections 11.3 and 11.4 respectively, the potential of process mining will be considered.
Finally, Section 11.5 concludes the chapter.

11.2 Less Structured Processes

Healthcare processes are known to be highly variable and less structured. Moreover,
people involved in these processes typically only have a clear understanding of the pro-
cess that is performed in their own department. As such, they have limited knowledge
about the steps that are performed in other medical departments. Consequently, for
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Figure 11.2: Overview of the thesis highlighting the focus of Chapter 11.

these flexible processes, it is important to get insights into what happens in reality
during execution of these processes. Therefore, in this section, we consider the op-
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portunities for process mining when applied to event logs originating from healthcare
processes. To this end, we discuss a case study in which raw data has been collected for
a group of gynecological oncology patients which have been treated for cervical cancer
from 2005 till 2008 and for which surgery was needed. For the gynecological oncology
healthcare process, this is the largest group of patients that suffer from the same illness
and for whom the same treatment is provided (i.e. surgery). The raw data has been
collected from the billing system of the AMC hospital.

For the raw data that we collected, we have only selected these patients for
whom treatment was started during the period for which data was taken from AMC’s
databases (2005-2008). In this way, there is no mix-up with data of patients who were
already undergoing treatment. Not excluding these patients would bias the process
mining results that are obtained (e.g. control-flow dependencies).

Key Data Log

number of process instances 100

number of events 11122

number of different events 262

number of different medical departments (originators) 24

Figure 11.3: Some key data of the event log that will be studied in this section.

As the data originates from a billing system, for each service delivered for a patient,
it is only known on which day the service has been delivered. In other words, we do
not have any information about the actual timestamp of the start and completion of
the service delivered. Consequently, the ordering of events which happen on the same
day do not necessarily conform to the ordering of events as happened on the actual
day.

Nevertheless, as we are dealing with real data about the services delivered to the
selected group of gynecological oncology patients it is still an interesting and repre-
sentative data set as many process mining techniques can be applied. In Figure 11.3,
several figures are provided about the event log that has been extracted from AMC’s
databases. They show that we are dealing with a non-trivial healthcare process. Note
that the event log adheres to the Mining XML (MXML) format [99, 104, 144]. Re-
member that the log contains the following elements. First of all, a log may contain
one or more processes. Each process contains an arbitrary number of process instances,
which in turn each contain an arbitrary number of events. An event consists of at least
a workflow model element, which is the name of the task, and an event type. The event
type describes the nature of the event, e.g. whether a task was started, completed,
etc. Additionally, for an event, a timestamp and / or an originator may be given.
The timestamp holds the exact date and time of when the event has occurred, while
the originator identifies the resource, e.g. person, program or component, that has
triggered the event in the system. Finally, in order to incorporate further information
that does not fit into these elements, a collection of data attributes can be provided for
a process, a process instance, and an event.

In Figure 11.4, a snapshot of the log that has been created is shown. Note that
the log is in Dutch. Via call outs, the different elements of the log are illustrated.
At the left of the figure, the different process instances are shown, i.e. the patients
for which events have been recorded. Here, the “PROCINST.53” process instance has
been selected for which at the middle several events are shown. For the first event, it
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Figure 11.4: Snapshot of the log. The different elements of the log are illustrated.

can be seen that its task name is “THORAX 2R 386002” (workflow model element)
which is Dutch for an X-ray of the chest. It has been completed (event type element)
on the second of June 2005 (timestamp element). Finally, the event has been triggered
by “Radiologie” (originator element) which refers to the radiology department. Finally,
at the right, the corresponding data attributes are shown for the process instance. As
we can see, there is a data attribute which has “leeftijd” as name and “39” as value.
This means that the age of the patient is 39.

In the remainder of this section we focus on obtaining insights into the gynecolog-
ical oncology healthcare process for the selected group of patients. In this way, the
first requirement with regard to process execution analysis, stated in Section 4.4.4,
is addressed. Moreover, interesting questions that can be answered for this group of
patients are the following:

• What are the main paths that are followed in the process?

• What are the most important collaborations with other medical departments?

• Are there any performance bottlenecks in the process?

As can be seen, the three questions address different perspectives. Respectively, they
address the control-flow, resource, and performance perspective. However, in order to
obtain meaningful results, first some preprocessing needs to be done.
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a) original log

b) log after preprocessing
Figure 11.5: Snapshot of the log before and after preprocessing. Note that for the log obtained after
preprocessing, the task name of each event is in English.

11.2.1 Preprocessing of Logs

The log of the AMC hospital contains a huge number of distinct tasks, of which many
are rather low level tasks, i.e., events at a low abstraction level. In Figure 11.5a, a
snapshot of the event log is given presenting some of the events that are registered for
a particular patient (note that this snapshot is similar as the one presented in Figure
11.4). The “THORAX 2R 386002” and the “AANNAME LAB 370000” events refer to
a specific X-ray examination and a visit to the lab respectively. All the other events
(e.g. “RH-D CENTRIF 370606”) refer to the small tests that are taken as part of the
visit to the lab. So, for the entire log, we see events that refer to a specific visit of the
patient but also events that refer to a specific step taken during such a visit.

Mining a log that contains many distinct tasks and at different levels of abstraction
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would lead to results that are difficult to interpret. Hence, we first apply some prepro-
cessing to the logs to obtain interpretable results during mining. During preprocessing
we want to “simplify” the log by removing the excess of low level tasks. In addition,
our goal is to consider only events that refer to a visit to a medical department. In this
way, we can, for example, focus on care paths and interactions between departments.
We applied two different approaches to do this.

Our first approach is to detect a representative for the lower level events. If found,
all other (low level) events in the log are discarded. For example, for the log shown
in Figure 11.5a, this approach can be applied to the afore mentioned lab events. So,
the event referring to the visit to the lab (“AANNAME LAB 370000”) is kept, while
the other small test related events are discarded (e.g. “RH-D CENTRIF 370606”).
This can be seen in Figure 11.5b which shows the part of log from Figure 11.5a after
preprocessing.

Key Data Log

number of process instances 100

number of events 1190

number of different events 24

number of different medical departments (originators) 24

Figure 11.6: Some key data of the preprocessed event log.

The log also contains groups of low level tasks for which there is no representative.
So, the log does not contain a single event that occurs for every visit to a certain
department, like a registration event for example. In that case, we apply aggregation
for low level events in groups without a representative by (1) defining a representative,
(2) mapping all tasks from the group to this representative and (3) removing repetitions
of the same events that take place on the same day. For the log shown in the figure this
would mean that the event referring to the radiology test (“THORAX 2R 386002”)
is replaced by a single event with name “Radiology” which represents the visit to the
radiology department at that day. Where we would have two radiology events on the
same day, one is removed.

Note that as part of preprocessing the log, as can be seen for the snapshot in Figure
11.5b, we have taken care that the task name and the originator of each event is now
in English. Furthermore, as in Figure 11.3, several figures about the preprocessed log
are presented in Figure 11.6. As can be seen, the overall number of events and the
number of different events significantly decreased.

11.2.2 Mining

In this section, we present some results obtained through a detailed analysis of the event
log. First, an overall impression of the log is provided. Afterwards, the control-flow,
resource, and performance perspectives are considered.

Overall Impression

When applying process mining, one of the first and most important step that needs to
be undertaken is to obtain an impression of the process that is described by the data
that is present in the log. In this context, the dotted chart analysis is an interesting
technique as it shows overall process events at a glance [304]. The chart shows process
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Figure 11.7: Dotted chart showing all the events that occur after each other for each process instance
(i.e. a patient). Each distinct event has its own color.

events in a graphical way such that a “helicopter view” of the process is obtained and
patterns can be discovered.

Figure 11.7 shows the dotted chart. In the chart, events are displayed as dots. On
the vertical axis the different cases (i.e. patients) are shown and events are colored
according to their task names. Along the horizontal axis several time options such as
actual, relative, logical, etc. are supported. For the figure, along the horizontal axis, for
every case, the events are visualized. That is, we have applied a filter in which the first
event for each patient has the same timestamp. Also, for all events in a case, the time
distance between two succeeding events is the same. Consequently, for all patients, the
events are shown sequentially and we do not have the problem that events in a case
are overlapping as they have the same timestamp. Furthermore, the cases are sorted
such that the case with the lowest number of events is shown at the top whereas the
case with the highest number of events is shown at the bottom. In this way, all events
are shown and interesting patterns can be observed.

For example, it can be seen that many cases end with a repetition of blue dots. A
blue dot represents a visit to the outpatient clinic. So, this means that these patients
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Figure 11.8: Dotted chart in which for every process instance the first occurrence of the surgery
(yellow dots which together form a yellow line from the top to the bottom) is centered. Before the
yellow line the diagnostic part of the process is visualized whereas after the line the therapeutic part
is visualized. Note that the process instances are ordered based on the number of events that occur
before the first occurrence of the surgery.

are in the after care phase of their treatment. In this last phase, patients regularly
visit the outpatient clinic in order to check their condition. Moreover, it can be seen
that there are many red dots in the diagram. A red dot represents a lab test that is
performed. Such a lab test can easily be ordered by a doctor and typically the result
is available within one or two hours.

For patients suffering from cervical cancer, surgery is performed in order to remove
tissue with malignant (cancer) cells of the cervix. In terms of the process steps that
are performed, it may be assumed that the surgery marks the start of the treatment
trajectory. This split can be clearly seen in the dotted chart of Figure 11.8. The chart
is similar to the chart shown in Figure 11.7. However, now the first surgery is centered.
A surgery event has a yellow color. This has the result that in the figure a yellow line
can be seen from the top to the bottom. At the left side of the yellow line it can be
seen that for the majority of the patients in the diagnostic phase the same steps are
performed. These steps involve a visit to the outpatient clinic (blue dot), a radiology
test (white dot), a lab test (red dot), a pharmacy lab test (green dot), a pathology
examination (dark blue dot). Also, as preparation for the surgery, a patient is typically
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admitted to the nursing ward H5Z. This is shown by the black dots that appear in front
of the yellow line. Moreover, when considering the first events for all patients in the
diagnostic phase, it can be seen that they follow a steep line. This demonstrates that
the process in the diagnostic phase is quite standardized.

An impression of the process after the surgery is visualized by the many black, red,
pink, and dark blue dots. The pink and dark blue dot represent a visit to the internal
medicine and radiotherapy department respectively. Note that by looking at the colors
of the dots it can also be seen that the process in the diagnostic phase is different to
the one in the therapeutic phase.

Control-Flow Perspective

Although the dotted chart gives nice visual insights into a process, it does not make the
ordering between tasks explicit. Therefore, in this section we will consider control-flow
mining techniques which automatically derive process models from process logs. The
generated process model reflects the actual process as observed through real process
executions. If we generate process models from healthcare process logs, they give
insights into care paths for patients. In this way, we can answer the first question
which asks for the main paths that are followed in the process. Today, there are
several process mining algorithms such as the α-mining algorithm, heuristic mining
algorithm, region mining algorithm, etc [23, 105].

For the process we are currently analyzing we have seen that there is an obvious
difference between the diagnostic and therapeutic phase. Therefore, for the control-
flow mining we focus on the diagnostic part of the process that is visualized in Figure
11.8. More specifically, we split the log such that for each case all events before and
including the first surgery are kept (yellow line in Figure 11.8) while events occurring
after the first surgery are removed.

As the first technique we use the heuristic mining algorithm, since it can deal with
noise and exceptions, and enables users to focus on the main process flow instead of on
every detail of the behavior appearing in the process log [330, 331]. Figure 11.9 shows
the process model obtained using the heuristics miner. Although the model focusses on
the main paths followed, it is still quite spaghetti-like. Moreover, for the preprocessing
of the log already quite a strong aggregation has taken place in the sense that we
only consider visits to a department instead of individual tests or examinations. This
demonstrates that the process in the diagnostic phase is less structured and requires a
lot of flexibility.

The model that is shown in Figure 11.9 can be understood by a process expert.
However, the model is in no way comprehensible to medical specialists. In order to
arrive at a model that is understandable for a medical specialist, a rigid abstraction
is needed. Consequently, as the next step we focus on the events that occur most
frequently in the log. That is, events for which the number of occurrences in the log is
less than 5% of the total number of events in the log are filtered out. So, instead of 24
different events, we have now a log with 7 different events. In this way, we just focus
on the most important events and their ordering.

The corresponding Heuristics model is shown in Figure 11.10. Events are depicted
by rectangles. The number in the rectangle indicates the occurrence frequency of the
event in the entire log (e.g. the “Lab” event occurs 215 times in the entire log). The
top number on an arc indicates the reliability of the dependency relation between two



11.2. Less Structured Processes 277

ArtificialStartTask
(complete)

100

Lab
(complete)

215

0,978
46

OC Gyn Onc
(complete)

148

0,974
54

Pathology
(complete)

60

0,944
32

Pharmacy Lab
(complete)

76

0,987
74

OC Internal Medicine
(complete)

43

0,806
37

Dietics
(complete)

3

0,5
2

OC Anaesthetics
(complete)

7

0,5
4

Lab Endo/Radio
(complete)

2

0,667
2

Radiology
(complete)

161
0,909

52

Nursing Ward H5Z
(complete)

263

0,804
69

Recovery Room_High Care
(complete)

8

0,667
2

Radiotherapy
(complete)

48

0,833
25

ICC MZK
(complete)

1

0,5
1

0,944
43

Daycare
(complete)

11

0,833
10

0,909
82

0,889
8

0,667
2

0,941
46

Maternity Ward H3Z and H4Z
(complete)

1

0,5
1

0,982
122

Operating Rooms
(complete)

100

0,988
86

Endoscopy
(complete)

1

0,5
1

Heart and Vascular Diseases Outpatient Clinic
(complete)

2

0,5
2

0,667
1

ArtificialEndTask
(complete)

100

0,99
100

0,981
65

Medical Microbiology
(complete)

11

0,667
2

0,833
14

0,75
17

0,889
7

Nuclear Healthcare
(complete)

6

0,667
2

ICC radiotherapy
(complete)

1

0,5
1

Nursing Ward F6Z
(complete)

1

0,5
1

Nursing Ward F5N
(complete)

21

0,917
8

0,857
9

0,667
3

0,963
29

0,833
7

0,25
2

0,571
6

0,75
3

0,5
1

0,5
1

0,5
1

0,5
2

0,5
1

0,667
2

Figure 11.9: Heuristics model derived by the Heuristics miner for the diagnostic part of the process.
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Event

Reliability

Occurrence

Figure 11.10: Heuristics model derived by the Heuristics miner after that a rigid abstraction has
been performed.

events. A high reliability value (close to 1) demonstrates a high certainty about the
dependency relation between two events. For example, the reliability of the “Pharmacy
Lab” event being followed by the “Radiology” event is 0.982 which is very high. The
bottom number on an arc represents the number of times in the log that the event at
the tail of the arc is followed by the event at the head of the arc (e.g. in 67 cases the
“Pharmacy Lab” event is followed by the “Radiology” event).



11.2. Less Structured Processes 279

a) EPC model

b) Petri net model
Figure 11.11: Conversion of the Heuristics net of Figure 11.10 to an EPC model and a Petri Net
model. Note that both models are behaviorally incorrect.

By looking at the model in Figure 11.10 it can be seen that before the surgery (“Op-
erating Rooms” event) the patient is first admitted to the nursing ward (“Nursing Ward
H5Z”). Before that, a patient typically visits the outpatient clinic (“OC Gyn Onc”)
multiple times. Also, pathology tests (“Pathology”), lab tests (“Lab”), pharmacy lab
tests (“Pharmacy Lab”), and radiology tests (“Radiology”) are taken. Moreover, for
the “Pharmacy Lab” event it can be seen that it is always preceded by the “Lab” event.
This can easily be explained by the fact that the tests done by the pharmacy lab are
performed using the blood sample that is taken by a visit to the lab.

ProM also allows for conversions of models from one type to another. For example,
the heuristics net shown in Figure 11.10 can be converted to an EPC model and a Petri
net model. These models are shown in Figures 11.11a and 11.11b. In this way, any
model that is desired can be obtained. Note that both the EPC model and the Petri
net model are behaviorally incorrect. That is, in the model there are some problematic
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a) Fuzzy net

b) Animation of the net

Figure 11.12: Fuzzy model derived by the fuzzy miner for the diagnostic part of the process.

constructs, e.g. it is not always possible to read the end of the model.
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Another approach for dealing with less structured processes is the fuzzy miner.
The fuzzy miner [145] addresses the issue of mining less structured processes by using a
mixture of abstraction and clustering techniques and attempts to make a representation
of the (unstructured) process that is understandable for analysts. The miner provides
a high-level view on the process by abstracting from undesired details, limiting the
amount of information by aggregation of less interesting details and emphasizing the
most significant details. The fuzzy miner provides an interface where these settings
can be easily configured and the resulting model can directly be observed (see Figure
11.12a).

For the same log as is used for the heuristics miner, the corresponding model gen-
erated by the fuzzy miner can be seen in Figure 11.12a. For the chosen settings it can
be seen that the “Lab”, “Pathology”, “Nursing Ward H5Z”, and “Operating Rooms”
are the most significant events. The other less significant events (“Pharmacy lab”,
“Pathology”, and “OC Gyn Onc”) are aggregated into a cluster for which the corre-
sponding model is shown at the left side. Moreover, the width of edges between nodes
emphasizes their significance, i.e. more significant relations have a wider edge. For
example, the arc starting and ending at the “Radiology” event is less significant than
the arc leading from the “Lab” to the “Nursing Ward H5Z” event. Furthermore, the
brightness of edges between nodes emphasizes their correlation, i.e more correlated
edges are darker. For example, the arc starting and ending at the “Lab” event has a
higher correlation than the arc leading from the “Nursing Ward H5Z” to the “Lab”
event.

In addition, the fuzzy miner offers a dynamic view of the process by replaying the
log in the model. The animation shows cases flowing through the model (depicted as
dots in Figure 11.12b). In the animation, frequently taken paths are highlighted, which
prevents them from being overlooked. As a result, users can easily see how various parts
of the model perform in real life, simply by observing the animation. This makes it
straightforward to, e.g., pinpoint performance bottlenecks in the process, or to identify
those parts of the process that are most heavily executed. For example, for the part of
the log that is animated in Figure 11.12b it can be seen that the path leading from the
“Radiology” event to the “Nursing Ward H5Z” event is frequently taken. Moreover,
the animation shows how things can change over time.

Resource Perspective

There are several process mining techniques that address the organizational perspec-
tive, e.g., organizational mining, social network mining, mining staff assignment rules,
etc. [27, 305]. These techniques consider the originator field of an event, i.e. the
performer of an event. In our case, the originator is a medical department.

In this section, we elaborate on social network mining in order to provide insights
into the collaboration between medical departments in the hospital. The Social Net-
work Miner allows for the discovery of social networks from process logs [27]. In this
way, it allows us to solve the second question which asks for the most important col-
laborations with other medical departments.

Figure 11.13a shows the derived social network for the entire log, i.e. the group of
patients suffering from cervical cancer and for who a surgery was needed. To derive
the network, we used the Handover of Work metric [27] that measures the frequency
of transfers of work among departments. The network shows the relationships between
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Figure 11.13: Social network (handover of work metric) showing the relationships between medical
departments. The size of a dot visualizes the involvement of the department in the entire process.
Arcs between two dots indicate a high degree of collaboration between departments.

medical departments above a certain threshold. Medical departments for which all
relationships are below the specific threshold, appear as isolated dots. The medical
departments that were highly involved in the process appear as larger dots in the
figure. These results are useful to determine whether there are frequent interactions
between medical departments.

The mining result shows that the general clinical chemical lab (the dot named
“Lab”) is highly involved in the process and interacts with many departments. More-
over, the outpatient clinic of gynecological oncology (“OC Gyn Onc”) and the nursing
ward H5Z (“Nursing Ward H5Z”) also play a central role in the process. In the figure
many isolated dots can also be found (e.g. “Nursing Ward G5Z” or “Endoscopy”).
This means that these departments have few interactions with other departments.

It should be noted that interactions between some departments may be somewhat
misleading. This is related to the fact that many tests are requested by gynecological
oncology doctors. As such, the medical department is only involved in the performance
of the test and does not interact with other departments. For example, at the general
clinical chemical lab typically only lab tests are performed and for a given patient no
other tests are requested at other departments. However, for the healthcare process it
can be seen that many medical departments are involved. This also demonstrates that
there is a lot of flexibility within the process.
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a) Meter chart

b) Bar chart
Figure 11.14: Basic Performance Analysis Plug-in. The average sojourn times for events are vi-
sualized by the meter charts. The bar chart gives an impression of the variety that exists for the
throughput times of process instances.

Performance Perspective

Process mining provides several performance analysis techniques. By using these tech-
niques, the third question can be addressed which asks for the detection of any perfor-
mance bottlenecks in the process. Among these performance analysis techniques, we
have already seen that the animation provided together with the fuzzy miner allows
pinpointing of performance bottlenecks. Another interesting technique in this context
is the “basic performance analysis” plug-in which aims to calculate performance values
from a log and present them in several ways. It allows users to draw several charts
such as a bar chart, pie chart, box-and-whisker chart, meter chart, etc. based on this
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performance information.

Figure 11.14 shows one of the results that can be obtained with the plug-in for the
entire log. It depicts a meter chart for the average sojourn times of the events (i.e. the
time between an event and the event that directly occurs before it). A meter chart
provides two kinds of information. These are, the average sojourn time for an event
and the relative position of this value amongst the average sojourn times for all events.

To draw the meter chart, the minimum (i.e. 0) and the maximum (i.e. 23.317 days)
value among all the average sojourn times are used. The first part ranges from 0 to
60% of the maximum value, the second part covers 60% till 80%, and the last part
starts from 80% of the maximum value. The needle in each chart shows the average
sojourn time of the event. For example, in the “Pathology” meter chart, the average
sojourn time is 7.394 days. As the needle is located in the first part, the users can
easily recognize that for this event there is not much time between a preceding event
compared to the other events for which meter charts are shown.

Another chart that can be obtained is the bar chart. In Figure 11.14b, a bar chart
is shown visualizing the throughput time for each process instance. The throughput
time of each process instance is obtained by subtracting the timestamp of the first
event of a process instance from the timestamp of the last event. As can be seen in the
figure, there are process instances which have a very low throughput time while there
are also instances for which this is completely the opposite.

Evaluation

In this section, we have focused on the applicability of process mining in the health-
care domain. For our case study, we have used data originating from a non-trivial
care process of the AMC hospital. Here, we focussed on obtaining insights into the
process by looking at the control-flow, resource, and performance perspective. For
these three perspectives, different plug-ins of ProM have been applied to illustrate a
few process mining techniques. Moreover, using these techniques, it has been shown
that it is possible to mine complex and flexible hospital processes giving insights into
these process.

11.3 Calendar-based Scheduling

In the previous section, we have considered the opportunities for process mining when
applied to an event log describing a flexible healthcare process. However, in this the-
sis, we have also investigated how to augment WfMS with calendar-based scheduling
support. Currently, such systems are not yet used in practice. Hence, it is impossible
to conduct a case study focusing on this aspect. Therefore, in this section, we demon-
strate which analyses are possible for these kind of system by using process mining. So,
we take a rather visionary perspective in which we elaborate on how process mining
can used where the WfMS is schedule-aware.

As a first step, in Section 11.3.1, we discuss which data needs to be added to
an event log for this purpose. Then, Section 11.3.2 will examine which analyses are
possible. Note that in this way, the second and fourth requirement with regard to
process execution analysis, stated in Section 4.4.4, are addressed.
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11.3.1 Extension of an Event Log

A log file typically consists of information about events that took place in a system.
Such events typically refer to a case and a specific task within that case. Moreover,
as each event relates to a task, the position of the event in the lifecycle of the task
is recorded by the event type property of each event (e.g. a task may be started or
completed) [102].

In Chapter 5, WfMSs augmented with calendar-based scheduling support have been
discussed in detail. Flow tasks can be performed at an arbitrary point in time when a
resource becomes available. Therefore, for flow tasks, based on the lifecycle of tasks, we
consider the ‘assign” (allocate the task), “start” (start working on the task), and “com-
plete” (complete the task) event types. For schedule tasks appointments are booked.
The “appointment time (system)” and “appointment time (user)” types refer to the
time at which the booking of an appointment for a schedule task has taken place, either
requested by the system or user respectively (i.e the timestamp of the event denotes
the time at which the scheduling of the appointment took place). Then, the “booking
time (system)” and “booking time (user)” event types refer to the appointment itself
(i.e. the timestamp of the event denotes the time at which the appointment is sched-
uled to start). Also here, the “(system)” and “(user)” postfixes indicate whether the
scheduling is requested by the system or a user. Finally, “start” and “complete” relate
to the start and completion of the schedule task.

By adding these events to the log, it is possible to obtain detailed performance data
for the entire process. By adding information about the booking of appointments it
is possible to collect performance data about the scheduling of appointments for tasks
(e.g. the average waiting time for a specific appointment) and their frequency (e.g. the
number of times appointments are (re)scheduled). In addition, by adding the “assign”,
“start”, and “complete” events, performance information for the entire process can be
calculated and together with the duration that work is performed on tasks. Moreover,
in order to obtain throughput times of cases, at the start of each case an event named
“start case” is saved denoting the start of the case.

11.3.2 Analysis Capabilities

In this section, it will be discussed which information can be obtained for event logs
containing the data mentioned in the previous section.

Creation of Logs

As a prerequisite, an event log needs to be available containing the data described
above. In Figure 11.15, the approach for generating these logs is
schematically depicted.

That is, the conceptual model of Chapter 7 defines the precise behavior of a WfMS
augmented with scheduling and inter-workflow support facilities. In this way, the model
can also be used for the generation of the required logs. So, for a given process model,
users, and patients it is possible that process steps are performed which are recorded
in an event log. In order to steer the creation of logs, the following steps are taken:

• As a process model for the workflow engine, we take the oncology process that
has been used as the running example in Chapter 5. For convenience, the running
example is shown in Figure 11.15. Note that for simplicity reasons only human
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Figure 11.15: Approach that is used for creating event logs containing additional information for
WfMSs augmented with calendar-based scheduling support.

resources are considered. Also, the “physical examination” task is performed by
an assistant only.

• The human resources that are involved in the running example, are the users who
are working with the workflow client application. These users can start cases,
perform workitems for flow and schedule tasks, and
reschedule workflow related appointments. Moreover, it is guaranteed that they
only work during office hours (Monday till Friday from 08:00 till 16:30). Also,
a user only works on one flow task at a time. For each case a unique patient is
defined whose availability needs to be confirmed for the execution of the “physical
examination” and the “consultation” tasks.
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• For the users working with the system, corresponding calendars are created in
the calendars component. Moreover, for each patient that is linked to a case that
is started, a corresponding calendar is created.

In total, an event log has been generated containing 125 cases ranging across 31
days. In Figure 11.16, a snapshot of the generated log is shown. For a selected case, in
Figure 11.16a, the events are shown which relate to the start of the case, the perfor-
mance of the “register patient” flow task, and the time at which the appointments for
the “physical examination” and “consultation” tasks have been made. In Figure 11.16b
the events are shown which relate to the performance of the “physical examination”
schedule task and at which time the corresponding appointment has been booked. For
example, at 02/07/2007 09:05 the appointment for the “physical examination” task
has been made and which is scheduled for 03/07/2007 11:39. Also, “Jane” assigns
the “register patient” task to herself, starts working on it 5 minutes later, and finally
completes the task at 09:56.

Performance of the Entire Process

As we are dealing with appointments that need to be scheduled, a detailed performance
analysis of the process is important. Moreover, it is important to understand whether
appointments have been rescheduled and how often. In ProM, several plug-ins can be
used to this end.

First, we investigate performance aspects with regard to the entire process and the
performance of tasks by people. Therefore, for the log we only consider the events
which have the type “assign”, “start”, “complete”, and “start case”. So, events which
have the type “appointment time (system)”, “appointment time (user)”, “booking time
(system)”, and “booking time (user)” will not be considered. Using the α-miner [23],
the Petri Net shown in Figure 11.17 has been discovered from the generated log. As
can be seen, the ordering of the tasks in the model is the same as the model shown in
Figure 11.15. Note that the events that belong to a task are grouped together. For
each flow task there are separate transitions for the “assign”, “start”, and “complete”
events which follow each other. For the schedule tasks the same holds except that there
are no transitions for the “assign” events as no assign events are recorded for schedule
tasks.

The Petri net model of the process can now be used for enhanced analysis within the
ProM framework. Figure 11.18 shows the results of a performance analysis based on the
mined model and the log performed by the “Performance Analysis with Petri net plug-
in”. In particular, the plug-in projects timing information on places and transitions. It
graphically shows the bottlenecks and all kinds of performance indicators, e.g., average
/ variance of the total throughput time or the time spent between two tasks. For
example, in Figure 11.18a, it is shown that a token on average spends 4283 minutes
(71.4 hours) in the place that is between the “physical examination complete” and
the “consultation start” transition (sojourn time). Note that for a place much more
timing related information is calculated (e.g. synchronization time, waiting time and
minimum (min) and maximum (max) values for them). At the right of the figure,
general information about the entire process is shown (e.g. number of cases, average
duration of a case). In Figure 11.18b performance information is shown for the time
that is spent between the “consultation start” and “consultation complete” transitions.
Here, it can be seen that a doctor on average works 48 minutes on completing the
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a) first events for a selected process instance

b) events related to the scheduled ‘physical examination’ appointment for the selected process instance

Figure 11.16: Snapshot of the generated log. Several events are shown for a selected case.

“consultation” task. For example, this information can be useful for deciding whether
60 minutes is sufficient as the duration for the corresponding appointment. Also, in
the figure, it can be seen that in 52% of the cases the “give brochures and information”
task and in 48% of the cases the “give brochures” task is performed.

Furthermore, as for the flow tasks an “assign” event is recorded it is also possible
to see how quickly resources start working on a task once it has been assigned to them.
Moreover, the coloring of the places visualizes how much time a token spends in the
place waiting for a transition to fire and consume the token. A pink color denotes a high
waiting time, a yellow color denotes a medium waiting time, and a blue color denotes
a low waiting time. Obviously a great deal of relevant information can be provided by
the plug-in yielding insights into the performance of the process. Subsequently, these
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Figure 11.17: Petri Net model discovered by the α-miner. From the log only the “assign”, “start”,
and “complete” events have been considered.

insights can be used for improving the process.

In order to obtain more performance information for individual tasks and the people
working on them, the “basic performance analysis” plug-in can be used. Note that as we
have “start” and “complete” events in the log, more performance related information
can be obtained than has been the case in Section 11.2. Moreover, one of the main
advantages of the plug-in is that office hours can be taken into account. So, for the
calculation of the statistics, the time that users are not working is excluded.

In Figure 11.19 some of the results that can be obtained using this plug-in are shown.
First, in Figure 11.19a, a bar chart is shown visualizing for each task its average waiting
(i.e. the time between the start of a task and the completion of the previous task) and
working time. In this way, tasks can easily be compared with each other. In the figure,
it can be seen that the “consultation” and the “physical examination” task require
more work than the other tasks. Also, it can be seen that for every task there is a
high waiting time. With regard to the waiting times of tasks it becomes clear that the
standard deviation for them is high (not shown in the picture). This indicates that
there is much variance in the way resources work on individual tasks.

In Figure 11.19b several time charts are shown. Each time chart shows for each
day how many hours each resource has been working on tasks in the process. As can
be seen, for “Jane”, “Fred”, “Marc” and “Nick” there is much more variance in the
time they work on tasks compared to “Sue” and “Rose”. “Sue” and “Rose” only work
on flow tasks whereas the other resources only work on schedule tasks. Also, it can be
seen that none of the resources spends 8 hours in order to work on tasks. For example,
resources may be busy with tasks that are not part of the process that is analyzed.

Finally, in Figure 11.19c several meter charts are shown. Here, a meter chart shows
the average time a user works on a given task. For example, it can be seen that Marc
needs more time to complete a “consultation” task (48.8 minutes) than Nick (46,6
minutes).
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a) performance information about the time that is spent in a place

b) performance information about the time that is spent in between two transitions. Moreover the probabilities of a choice are shown.

Figure 11.18: Performance values of the process and tasks are discovered.

Via the “basic performance analysis” plug-in additional statistics can be visualized
according to different dimensions (the task, performer of a task, and the case dimen-
sion) and in different charts (e.g. spider chart, Box and Whisker chart, Gantt chart).
Above, we have given an idea of the statistics that can be visualized when “start” and
“complete” events are available in the log. Note that the information obtained by the
performance analysis plug-ins can be relevant for the scheduling of appointments and
estimating the duration of these appointments.

Note that so far, for various perspectives (e.g. control-flow, performance, and re-
source) we have shown results that can be discovered for the “oncology” process. How-
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a) bar chart showing the average working and waiting time for each task

b) time chart showing how much time each resource has worked on tasks in the process

c) meter chart showing the average time a resource works on a given task
Figure 11.19: Some results of the “basic performance analysis” plug-in for the generated log.

ever, it should be noted that in ProM it is also possible to stitch the results of various
plug-ins together into a simulation model which can be exported to CPN Tools. That
is, ProM is able to turn MXML logs into CP Nets describing all perspectives (control-
flow, data, time, resources, etc.). CPN Tools can then be used to simulate the process
without adding any additional information to the generated model. More information
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concerning the creation of simulation models using ProM can be found in [275, 276].

Scheduling of Appointments

In the previous section, we have focused on the performance of the entire process.
Therefore, we have considered the “assign”, “start”, and “complete” events. In this
section, we focus on the scheduling of appointments. Therefore, in addition to the
events that have been considered earlier, we now also focus on the “booking time
(user)”, “booking time (system)”, “appointment time (user)”, and “appointment time
(system)” events.

First, we start looking at the time between scheduled appointments. Therefore, we
keep the “start case”, “appointment time (user)”, and “appointment time (system)”
events. Using the genetic miner [26, 96], we have obtained the heuristics model shown
in Figure 11.20a. Most importantly, in this model, we can see that there is a loop
between the “physical examination (appointment time (system))” rectangle and the
“consultation (appointment time (system))” rectangle. This shows that several times
after an appointment for the “consultation” task has been booked, an appointment is
also booked for the “physical examination” task. There is also an arc that is starting
and ending at the “physical examination (appointment time (system))” rectangle. This
shows that an appointment has been rescheduled several times. After conversion of this
model to a Petri net, a performance analysis can be performed by the “performance
analysis with petri net” plug-in. The result can be seen in Figure 11.20b.

As can be seen in the figure, there are some bottlenecks with regard to the scheduling
of appointments for the “physical examination” and “consultation” tasks. For example,
in the place after the “physical examination (appointment time (system))” rectangle
a high waiting time is experienced. That is, the time between an appointment for
the physical examination scheduled by the system and another appointment, is on
average 2.18 days. Also, the time between transitions can be seen. For example, the
time between the “start case” event and the “physical examination - appointment time
(system)” event is on average 1.56 days. This shows that at the start of a case, on
average, it takes 1.56 days before the first appointment for the “physical examination”
task is booked.

For the scheduling of appointments, it is also recorded at which time the booking
of the appointment has taken place (the “booking time appointment (system)” event
and the “booking time appointment (user)” event). Should we want to obtain more
performance information about the timing of an appointment itself, we also need to
consider the “appointment time (system)” and “appointment time (user)” events.

However, in order to make full use of the analysis capabilities of plug-ins in ProM,
first a preprocessing step is needed. That is, we rename the “booking time appointment
(system)” and “booking time appointment (user)” events into a “start” event and the
“appointment time (user)” and “appointment time (system)” events into a “complete”
event. For example, we can now use the “basic performance analysis” plug-in in order
to get detailed performance information.

Figure 11.21 shows some of the results that are obtained when using the plug-
in. In Figure 11.21a, for both the “physical examination” and the “consultation”
tasks it can be seen how often a start-complete event pair has been found for them.
Each start-complete event pair represents an appointment that is scheduled. For the
“physical examination” an appointment has been scheduled 193 times whereas for the
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a) discovered Heuristics model

b) performance analysis information obtained by the ‘performance analysis with Petri net’ plug-in showing information about a 
selected place
Figure 11.20: Results with regard to appointments that are scheduled. In the log the “start case”,
“booking time (user)”, “booking time (system)”, “appointment time (user)”, and “appointment time
(system)” events are kept.

“consultation” an appointment has been scheduled 229 times. In total 126 cases have
been logged. This shows that quite often an appointment has been rescheduled.

In Figure 11.21b, each bar visualizes the average time between corresponding start
and complete events for a specific task, i.e. the average time between the booking of an
appointment and the time the appointment takes place for a specific task. Here, it can
be seen that for the “physical examination” there are on average 36 hours (1.5 days)
between the making of the appointment and the moment that it takes place. For the
“consultation” this is on average 94 hours (3.9 days). Note that for the “consultation”
it may be required that an appointment for the “physical examination” is booked first.

The “basic performance analysis” plug-in can also take office hours into account.
This is shown in Figure 11.21c. In this case, it can be seen that for the “physical
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a) the total number of appointments that are scheduled for each task

b) the average time between the making of an appointment and the moment that it takes place for 
each task

c) the average working time between the making of an appointment and the moment that it takes 
place for each case
Figure 11.21: Results with regard to the frequency of appointments and the average time between
the making of an appointment and the moment that it takes place.

examination” task there are on average 11 working hours between the making of the
appointment and the moment that it takes place. For the “consultation” task this is
on average 28 hours.
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Predictions In ProM, several so-called prediction engines are available that estimate
the remaining flow time for a case [37, 107]. That is, based on historic information,
for a case which is in a certain state, it is predicted how much time is still required in
order for the case to be completely finished. Here, we will illustrate how the technique
can be used in order to estimate when an appointment for a schedule task may be
scheduled. In particular, this will be done for the scheduling of an appointment for the
“consultation” task.

First, for the original log, two preprocessing steps are required. As a first step, for
each case in the log we will ignore the events that happen after the “start” event of the
“consultation” task. As a consequence, the “start” event of the “consultation” task is
now always the last event in each case. Additionally, as the event marks the start of
the “consultation” appointment, the prediction engine will now predict from any point
in the process, how much time still needs to be reserved before the appointment for
the “consultation” task may be scheduled. Moreover, for the log, only the “start” and
“complete” events are taken into consideration and the “start case” event. The other
events do not need to be taken into account as they are not needed for predicting the
remaining time till the “consultation” task can start for a case.

In order to provide predictions, we need to build a so-called annotated transition
system. First, the “FSM miner” plug-in is used. Using a variable abstraction mech-
anism, partial traces are mapped onto states of the transition system. Afterwards,
through the use of historic information, the “FSM analyzer” plug-in collects appropri-
ate statistics per state.

For our preprocessed log, Figure 11.22 shows an annotated transition system ob-
tained using a particular abstraction. In this transition system, a state is defined as
a set of tasks that are either started or completed and whether the case has been
started. For example, the state with name “[[check patient data,register patient,start
case]]” represents the situation where the case has been started, the “register patient”
task has been completed, and the “check patient data” task has been either started or
completed. Note that other abstractions are provided in [37].

For each state in the figure, the elapsed time is shown (i.e. the average time to
reach the state), the sojourn time (i.e. the average time spent in a particular state),
and the remaining time (i.e. the average time to reach the end from this state). Note
that all figures are presented in hours. For red colored states, the time till completion
is long. For blue colored states, the time till completion is short. The states that are
yellow fall in between these two categories. A similar coloring scheme is applied to
arcs. For example, for a red colored arc it typically takes a long time to move from one
state to another.

From the annotated transition system in Figure 11.22, it can be seen that at the
start of the case (state “[[startCase]]”), on average “174” hours are required before
the appointment for the “consultation” task takes place (the state with two ellipses).
However, if we currently would have been executing the “check patient data” task for
a particular case (state “[[check patient data,register patient,startCase]]”), it is shown
in the transition system that at that time on average a further 85 hours are required
before the appointment can take place. Moreover, for the same state it can be seen
that on average it takes 89 hours before the “check patient data” task starts.

For a state, more relevant information can be shown such as variance, minimum,
maximum, median etc. Note that in a similar fashion as for the “consultation” task,
it can be determined how much time is still required before an appointment for the
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state

start of the case

start of the appointment 
for the ‘consultation’ task

Figure 11.22: The annotated transition system extracted from the preprocessed log using a particular
abstraction. For each state, historic information is used to make a prediction. For example, for the
state with name “[[check patient data,register patient,startCase]]” it is predicted that 85 hours are
required before that an appointment for the “consultation” task may take place.

“physical examination” task may take place.

Note that the abstraction that has been chosen in order to build the transition
system may seriously impact the quality of the predictions. Therefore, in ProM, it is
possible to measure the quality of the predictions by doing a cross-validation (“FSM
evaluator” plug-in) [37]. Cross-validation in this case is the statistical practice of parti-
tioning an event log into two separate logs such that the analysis is initially performed
on one of the logs (the “training log”) while the other log is used for validation (the
“test log”). Here, the Mean Squared Error (MSE) can be used for quantifying the
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difference between the predicted and real values.

Evaluation

In general, for the oncology process that has been analyzed it can be seen that ap-
pointments are quite often rescheduled. Moreover, quite high waiting times are experi-
enced between tasks. In order to optimize the process, it would be worth investigating
whether these waiting times can be decreased such that the number of rescheduled
appointments can be decreased too. Alternatively, appointments for the “physical ex-
amination” and “consultation” tasks should be scheduled such that they take place at
a later point in time.

In this section, we have analyzed a log containing information about appointments
that are scheduled. As shown, by using several plug-ins of ProM, the performance
of the entire process and the scheduling of appointments can be investigated. In this
way, it can be assessed whether the process is running smoothly. Where necessary,
improvement opportunities can be identified.

Moreover, the prediction facilities offered by ProM can be used for the scheduling
of appointments. Currently, the prediction engine only calculates the remaining time
till a case is completed. For the scheduling of appointments it would be advantageous
if for a certain schedule task in a case it could directly be predicted how much time is
still required before the appointment may take place. Furthermore, for the accuracy of
the predictions it may be beneficial if knowledge about resources is taken into account,
e.g. the non-availability of resources based on their calendars or the current workload
of resources. Also, patient characteristics such as the likelihood of complications can
be taken into account.

Finally, for each event only one originator may be stored which identifies the re-
source that has triggered the event in the system. However, for schedule tasks, more
resources can be involved in the execution of an appointment. In the situation where
multiple originators can be saved for an event, it can be discovered which resources
typically work together on an individual task. This is relevant for the scheduling of
appointments as people that are used to work together can again be involved in the
performance of an appointment.

11.4 Inter-Workflow Support

In addition to augmenting WfMSs with calendar-based scheduling support we have
also investigated how WfMSs can be augmented with inter-workflow support. In this
section, we discuss which insights can be obtained by process mining when analyzing
process execution data coming from these systems. So, here also, we take a vision-
ary perspective in which we assume that process execution data is available and we
demonstrate how we can benefit from the use of process mining. Note that in this way,
the third and fourth requirement with regard to process execution analysis, stated in
Section 4.4.4, are addressed.

First, we explain in Section 11.4.1, which process execution data can be obtained
in order to support process mining. Next, in Section 11.4.2, we discuss which analyses
are possible.
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Figure 11.23: For the WfMS augmented with inter-workflow support, event data is saved. This
event data contains for each Proclet instance the events that have taken place and the relationships
between these Proclet instances. Based on this event data, a particular view can be taken resulting
in an event log that can be used by ProM.

11.4.1 Views

With regard to inter-workflow support, we have introduced the concept of Proclets.
A Proclet class can be seen as a lightweight workflow process able to interact with
other Proclets classes that operate at different levels of aggregation. Each of these
Proclet classes are running at their own speed. Moreover, for these Proclet classes
one-to-many and many-to-many relationships may exist between them. However, for
event logs that are used for process mining, all events need to be linked to a single case.
As a consequence, analyzing execution data of multiple Proclet instances is not trivial
as a specific case needs to be selected. Nevertheless, in order to use process mining
for analyzing execution data of Proclet instances, a particular view on these Proclet
classes needs to be taken. This is illustrated in Figure 11.23. As can be seen in the
figure, for a WfMS augmented with inter-workflow support, event data is saved. This
event data contains for each Proclet instance the events that have taken place and the
relationships between these Proclet instances (e.g. interactions between them). Based
on this event data, particular views can be taken. For each view, execution data of
multiple Proclet instances are put into an event log such that all events refer to a single
case. Subsequently, the generated event log can be used by ProM in order to apply
process mining techniques.

The selection of views and putting process execution data into event logs can be
illustrated based on the second scenario that has been discussed in Chapter 6. For
convenience, the Proclet classes belonging to the scenario and the associated class
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diagram are shown in Figure 11.24.

Based on the class diagram, in Figure 11.25a, several possible views are shown.
For example, one view can focus on the “visit” and “MDM” Proclet classes. For
this view, we illustrate the generation of the event log that belongs to it. In 11.25b,
the interaction graphs for patients “Sue” and “Anne” are shown which also belong to
the second scenario. Remember, that for a multidisciplinary meeting (“MDM” Proclet
class), multiple patients may be registered for discussion at that meeting. For example,
as can be seen in the interaction graphs of “Sue” and “Anne”, both are discussed during
the “MDM” meeting which has instance identifier “05/02”. Sue is registered for the
meeting via the “decide” task of the “visit” Proclet class with instance identifier “Sue
25/01” while for “Anne” the same is done via the instance with identifier “Anne 26/01”.
After the multidisciplinary meeting, for “Sue” the report is sent to the “visit” Proclet
class with instance identifier “Sue 10/02” while for “Anne” this is sent to the instance
with identifier “Anne 12/02”. Obviously, the “visit” Proclet class deals with individual
patients whereas the “MDM” Proclet class deals with a group of patients. In order to
analyze these two Proclet classes using process mining, we need to take an individual
patient as the basis of the case. In this way, for an individual patient we can take the
process steps that are done as part of any “visit” Proclet instance and the steps that
are done as part of any “MDM” Proclet instance.

For the entities “Sue” and “Anne” the creation of an event log is illustrated at
the bottom of Figure 11.25. That is, in the interaction graph of “Sue” we find a node
(node “(visit, Sue 25/01,decide)”) that relates to the “visit” Proclet class with instance
identifier “Sue 25/01”. Consequently, as indicated by the arc, for that Proclet instance,
event data is relevant for the entity “Sue”. In a similar fashion, for “Sue”, nodes are
found that relate to the “visit” Proclet instance with instance identifier “Sue 10/02”
and the “MDM” Proclet instance with instance identifier “05/02”. As indicated by
the arcs, for these two instances, the associated event data is also relevant for entity
“Sue”. By combining the event data of these three Proclet instances, we have all the
event data that is relevant for entity “Sue”. Note that for the resultant event data, the
name of the Proclet class has been added after the task name of the event.

In a similar fashion, for “Anne”, the event data of the “visit” Proclet instances with
instance identifiers “Anne 26/01” and “Anne 12/02” are relevant and the event data
of the “MDM” Proclet instance with instance identifier “05/02” is relevant. So, the
event data for them can also be combined for the entity “Anne”. Note that for both
“Sue” and “Anne” the same events are taken for the “MDM” Proclet instance as they
are both discussed during the same meeting. Finally, the resultant event data for both
entities is put together in an event log that can be used by ProM.

As can be seen in Figure 11.25a, two other views are possible based on the class
diagram. For example, the “visit” and “lab” Proclet classes can be considered together.
For a given patient, multiple lab tests may be ordered as part of one visit. So, an
individual patient is taken as the basis for a case. For each patient we take the process
steps that are done as part of any “visit” Proclet instance and the steps that are done
as part of any “lab” Proclet instance. Finally, the last view focuses on the “lab”,
“visit”, and “MDM” Proclet classes.
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Figure 11.25: Class diagram showing some of the possible views for analyzing the various Proclet
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created for a view. In particular, via arcs, the events for each Proclet instance are indicated for an
entity.
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11.4.2 Visit and Multidisciplinary Meeting View

In this section, we take the “visit” and “MDM” Proclet class as a view. First, we
explain how the corresponding event log is obtained. Then, it will be discussed which
analyses can be performed.

Creation of Logs As can be checked in Figure 11.23, as first step in obtaining an
event log for the view, event data needs to be obtained which contains the events
for each Proclet instance that has been executed and the relationships between these
Proclet instances. This data is obtained using the approach that is visualized in Figure
11.26. However for the first step, the conceptual model is used for generating event
data. In order to steer the creation of event data, the following steps are taken:

• As process definitions, we take the Proclet classes shown in Figure 11.24. For each
patient, the following process is followed. This is illustrated by the interaction
graph for patient “Sue” shown at the bottom of Figure 11.26. At the first visit
(“visit” Proclet class) it is decided that the patient needs to be registered for
the multidisciplinary meeting (“MDM” Proclet class). Moreover, during the first
visit, it is also decided that a second visit for the patient is necessary. For the
second visit, the outcome of the discussion during the multidisciplinary meeting
is required as input. Note that for each patient this process is defined in an
interaction graph which is defined during the decide step in the first visit.

• Several human resources are defined in order to start instances for the first visit
and to perform workitems for tasks. Moreover, it is guaranteed that they only
work during office hours (Monday till Friday from 08:00 to 16:30). Also, a human
resource only works on one task at a time.

After having obtained the event data, as a second step, the event data that is
relevant for our view is put into an event log (see Figure 11.23). In total, an event
log has been generated containing 90 cases (i.e. 90 patients). As we only focus on the
“visit” and “MDM” Proclet classes and their relationships, only “start” and “complete”
events exist in the generated log.

In Figure 11.27 a snapshot of the generated log is shown. For two cases the events
are shown in the snapshot. Note that for each event the name of the task and the
associated Proclet class are used as the identifier of the event. Additionally, if an event
relates to the first visit of the patient then we use “visit1” as the Proclet class identifier
while for the second visit we use “visit2” as the Proclet class identifier. In this way, we
can still see whether a task is done for the first second or second visit. So, as can be
seen on the right side of the figure, the “initial preparations visit1” events relate to the
“initial preparations” task of the “visit” Proclet class (first visit of the patient) whereas
the “initial preparations MDM” events relate to the “initial preparations” task of the
“MDM” Proclet class. Note that for both cases, the “initial preparations MDM” events
are the same. So, they relate to the same instance of the multidisciplinary meeting.

Having obtained the event log for the view, several process mining techniques can
be applied to it. Below, we present some of the results that can be obtained for the
generated log.

Control-Flow Instances of the two Proclet classes both run at their own speed. In
order to understand how they are still connected we first focus on the control-flow
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Figure 11.26: Approach that is used for creating event data which contains the events for each
Proclet instance that has been executed and the relationships between these Proclet instances.

perspective. Using the genetic miner we have obtained the heuristics model shown in
Figure 11.28. Note that the events that relate to the first visit of the patient have
“visit1” as postfix whereas the ones that relate to the second visit have “visit2” as
postfix.

In the model, two parallel branches can be distinguished. In the left branch all the
events for the “visit” Proclet class that relate to the first visit can be found whereas in
the right branch all the events for the “MDM” Proclet class can be found that relate
to the multidisciplinary meeting. However, as indicated by the arc leading from the
“decide visit1” complete event to the “register MDM” complete event, the “register”
task is only completed after that the “decide” task has occurred. Furthermore, for the
second visit it can be seen that the “receive” task can only be completed after that the
“send reports” task of the multidisciplinary meeting has occurred.

The model clearly shows that the two Proclets classes are indeed running at their
own speed. However, they are linked to each other via the “decide” and “register
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Figure 11.27: Snapshot of the generated log. For two cases, the events are shown.

MDM” task and via the “send reports” and “receive visit” task. This is exactly in line
with the Proclet classes as they have been described in Figure 11.24.

Furthermore, for the Proclet classes that are analyzed, it is interesting to identify
whether there are bottlenecks with regard to the interactions between them. Therefore,
we perform an performance analysis. First, the Heuristics model needs to be converted
into a Petri net model followed by a performance analysis by the “performance analysis
with Petri net” plug-in.

A part of the performance information obtained by the plug-in is shown in Figure
11.29. Indeed, for the place in between the “decide visit1 complete” and “register
MDM complete” transitions, a high waiting time exists. As can be seen at the bottom
of the figure, on average the “register” task waits for 61 hours for input from “visit”
Proclet instances (synchronization time). This is necessary as many patients need to
be registered for the meeting.

Resources By considering the people performing the workitems (i.e. the resource
perspective), it can also be seen how Proclet classes are related to each other. Therefore,
we consider the “organizational miner” plug-in of ProM [305]. This plug-in analyzes
information about resources in the event log and returns information about the rela-
tionship between tasks and resources which can also be visualized. Amongst others,
the plug-in can be used for discovering resources that perform similar tasks and to
cluster these resources into roles.

The result of the plug-in can be seen in Figure 11.30. Here, it can be seen that three
different groups of resources, that are working on the same tasks, can be identified.
That is, “Marc” and “Nick” are allowed to do the decide task of both the “visit” Proclet
class and the “MDM” Proclet class. In turn, “Sue” and “Rose” are allowed to perform
the “brochures” task and the “initial preparations” task of the “visit” Proclet class.
Finally, “Monica” is the only one that is allowed to perform the “initial preparations”



304 Chapter 11. Process Mining

ArtificialStartTask
(complete)

90

initial_preparations_visit1
(complete)

90

90

initial_preparations_MDM
(complete)

90

90

receive_visit1
(complete)

90

90

decide_visit1
(complete)

90

90

brochures_visit1
(complete)

90

90

register_MDM
(complete)

90

90

initial_preparations_visit2
(complete)

90

90

receive_visit2
(complete)

90

90

90

decide_MDM
(complete)

90

90

send_reports_MDM
(complete)

90

90

90

decide_visit2
(complete)

90

90

brochures_visit2
(complete)

90

90

ArtificialEndTask
(complete)

90

90
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Figure 11.29: Petri net performance analysis for the “visit” and “MDM” Proclet classes.

Figure 11.30: Result of the organizational miner viewing the relationship between tasks and re-
sources.

task of the “MDM” Proclet class.
So, it can be seen that resources are performing tasks for both Proclet classes. This

also confirms that the “visit” Proclet class and the “MDM” Proclet class are related
to each other.

Predictions For an entity, multiple Proclet instances may be executed. As Proclet
instances are running at their own speed and several interactions may take place be-
tween them, it may be interesting to have an estimation of when a certain instance of
a task is completed. For this, we can make use of the prediction engine of ProM.

We illustrate the usage of prediction in the context of the first and second visit of a
patient. As these two “visit” Proclet instances operate at the same level of granularity
(i.e. at the level of an individual patient), prediction is possible. That is, for a particular
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entity, we will predict the average time that is between a certain task of the first visit
and the completion of the “decide” task of the second visit.

Remember that the prediction engine only predicts the remaining time till a certain
case is finished. Consequently, in order to predict the remaining time till the “decide”
task of the second visit can take place, we first need some preprocessing. First of all,
for all cases in the log we only consider the events that have been registered for the
“visit” Proclet class. Second, for the second visit we will ignore the events that happen
after the “complete” event of the “decide” task.

Next, we build an annotated transition system. This is shown in Figure 11.31.
As abstraction we use the idea that a state defines a set of tasks that are started or
completed for the first and second visit of an entity. For example, the state with name
“[[initial preparations visit1,receive visit1]]” represents that the “initial preparations”
task of the first visit has been completed and that the “receive” task of the first visit
is either started or completed.

From the annotated transition system it can be seen that from the moment the “ini-
tial preparations” task of the first visit is started (state “[[initial preparations visit1]]”),
it will take on average “135” hours before the “decide” task of the second visit is com-
pleted. From the moment that the “decide” task of the first visit is started (state
“decide visit1,initial preparations visit1,receive visit1”) this is on average “133” hours.

In order to see for the other tasks of the second visit the remaining time till they
can be completed, a similar approach can be followed to that described above. Even
more, the same can be done for other Proclet instances, given that they operate at the
same level of granularity.

Evaluation

By selecting a particular view it is possible to put execution data from multiple Pro-
clet instances into an event log. Subsequently, any process mining technique deemed
relevant can be selected in order to analyze the data. In particular, by focusing on
the control-flow and resource perspectives, we have demonstrated that it allows for the
investigation of how multiple Proclet classes are connected.

However, in ProM, the models that are used for visualizing a discovered process,
can only describe the lifecycle of individual cases. As such, it is not possible to view a
discovered process as a collection of connected Proclet classes that operate at different
levels of granularity and interact in different ways with each other. In the future,
mining techniques need to be developed that are able to present discovered processes
as a collection of connected Proclet classes.

By using prediction, we have shown that it is possible, among multiple Proclet
instances, to predict the average time that is required before a certain task in a Proclet
instance can take place. In the future, it would be advantageous if the task for which
the remaining time needs to be predicted before it is complete, can be directly selected.
Moreover, the predictions provided by the prediction engine are based on cases that all
operate at the same level of granularity. In the future, prediction techniques need to
be developed that can take multiple Proclet instances into account and the fact that
these may operate at different levels of granularity.

In addition to this, Proclet instances often need to receive input from other Proclet
instances. This can easily lead to delays as inputs may not be received in a timely
fashion. Therefore, we propose the development of recommendation techniques that
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 elapsed = 0.05474

 remaining = 142.182

decide_visit2
complete

receive_visit2
complete

initial_preparations_visit1
complete

decide_visit1
start

brochures_visit1
complete

initial_preparations_visit2
complete

decide_visit2
start

receive_visit1
start

receive_visit2
start

decide_visit1
complete

initial_preparations_visit2
start

initial_preparations_visit1
start

receive_visit1
complete

brochures_visit1
start

Figure 11.31: The annotated transition system extracted from the preprocessed log using a particular
abstraction. A state defines a set of tasks that are started or completed for the first and second visit
of an entity. For example, for the state with name “[[initial preparations visit1,receive visit1]]” it is
predicted that it will take 135 hours before the “decide” task of the second visit is completed.

recommend to resources the next workitems that need to be performed in order to
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prevent any delays in respect to Proclet instances that are executed.

11.5 Conclusions

In this chapter, we have discussed how process mining techniques can be applied to the
healthcare domain in general and to a WfMS which is augmented with calendar-based
scheduling and inter-workflow support in particular. That is, we have considered the
opportunities for process mining when applied to event logs containing process steps
of flexible healthcare processes. In addition to this, for an augmented WfMS we have
elaborated upon which additional process related information can be obtained and
which data needs to be available to this end. The results clearly show that detailed
process related insights can be obtained. Moreover, improvement opportunities can be
identified with regard to the execution and management of healthcare processes.

However, for the future several challenges remain. We mention the most important
ones. First of all, process mining techniques work well on structured coherent processes
with little exceptional behavior and strong causal dependencies between the steps in
the processes. However, healthcare processes are highly variable and less structured.
So, when applying process mining techniques to these processes, typically “spaghetti-
like” models are obtained which are unstructured and hard to understand. As a result,
mining techniques need to be developed that provide accurate process models that are
able to capture the inherent variability that exists in healthcare processes.

Second, the entire patient process should rather be seen as a cloud of loosely coupled
Proclet classes. Between these Proclet classes many interactions may be possible. How-
ever, in reality, typically only information is recorded for individual Proclet instances.
So, no information is recorded about the relationships between them and granularities
that coexist in real-life processes. In the future, process mining techniques need to be
developed which can discover Proclet classes and the relationships between them, i.e.
multiplicity relations and the interactions that take place.



Chapter 12

Conclusions

12.1 Introduction

This chapter concludes the thesis. First, we provide an overview of the main contri-
butions in Section 12.2. In Section 12.3, we discuss general limitations of our results.
Finally, our vision for BPM in healthcare is provided in Section 12.4.

12.2 Contributions

The focus of the research described in this thesis has been on the support of organiza-
tional healthcare processes by workflow technology. Organizational healthcare processes
capture the organizational knowledge which is necessary to coordinate collaborating
healthcare professionals and organizational units (e.g. reporting of results or prepa-
rations for surgery). In this context, the research question that has been addressed
is: develop a systematic approach for the addition of innovative extensions to exist-
ing WfMSs such that particular needs arising from the healthcare domain, such as
calendar-based support and inter-workflow support, are addressed. Additionally, com-
plete support for the entire BPM life cycle is provided by the resultant WfMS. Moreover,
workflow technology can be applied in a systematic manner in a hospital environment.

Figure 12.1 shows the contributions of this thesis. The two main contributions are:

• Augmentation of existing WfMSs with calendar-based scheduling support.

• Augmentation of existing WfMSs with inter-workflow support

Additional contributions are:

• A systematic workflow application development process.

• A systematic WfMS development methodology for the design, development, test-
ing, and validation of the operational performance of a new WfMS.

• The use of process mining in order to provide support for all phases of the BPM
life cycle.

The contributions are summarized in the following sections. Moreover, for each
contribution, specific limitations will be discussed.
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Figure 12.1: Contributions of the thesis. Via call outs, the main and additional contributions are
distinguished.
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12.2.1 Calendar-based Scheduling Support

The first contribution of this thesis is that we have investigated the general problem of
how WfMSs can be fully extended with calendar-based scheduling facilities. As part of
our approach, we have made a distinction between unscheduled (flow) and scheduled
(schedule) tasks. Workitems for flow tasks can be offered and performed via an ordinary
worklist. In contrast, workitems for schedule tasks are offered as a concrete appointment
in the calendars of those resources that need to be available in order to complete the
workitem.

One of the core features of our approach is that the architecture of the augmented
WfMS has been set-up in a service oriented way in which the components are loosely
coupled. In this way, the scheduling facilities developed can be added to many existing
WfMSs. So, our results are not only applicable to an individual WfMS, but are relevant
to WfMSs more generally (e.g. BPM|one, ADEPT, TIBCO Staffware, FileNet, IBM
WebSphere, and COSA).

For the medical specialist, our system has several advantages. First of all, when
scheduling appointments, it is typically necessary to estimate how much time needs to
be reserved in which to complete the tasks preceding an appointment. For example, a
doctor may request that a lab test and an MRI are needed of which the results need
to be available at the next visit. When scheduling the appointments, the anticipated
amount of time is reserved in which the lab test and MRI can be performed such that
the associated results are available. However, during the next visit it may be discovered
that required inputs are not available. Where our YAWL4Healthcare system is used for
the scheduling of appointments it is ensured that sufficient time is available in which
to complete tasks preceding an appointment.

Finally, for the medical user our system has further advantages, Typically, such
users are confronted with a list of workitems that need to be performed where equal
priority is given to each workitem. In our system, it is indicated for workitems of
flow tasks when limited time exists in which to complete them. In this way, users
are aware of workitems that need to be completed first. Additionally, if too little
time is available, appointments can be rescheduled there minimizing the possibility of
appointments occurring where the required inputs are not available.

Limitations

For the designed and implemented WfMS augmented with calendar-based scheduling
support some specific limitations apply. These are:

• When discussing how a workflow language can be augmented with information
relevant for scheduling purposes, we have only focused on so-called procedural
workflow languages. For these kind of languages, the execution procedure is
explicitly modeled (step-by-step). By using this style of modeling it is described
“how” things need to be done instead of “what” needs to be done. Declarative
workflow languages take another approach to this and focus on “what” needs to be
done. Declarative languages are based on constraints, i.e., anything is possible
as long it is not explicitly forbidden. As a result the execution procedure is
specified by means of constraints: any execution that does not violate constraints
is possible. One of the reasons for not supporting these kind of languages is that
processes modeled by such a declarative language are less structured. A user has
more freedom in deciding about the order in which tasks are performed. As a
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result, it is far more complex to calculate at which time an appointment may
take place. In this way, further research is needed in order to make our approach
applicable to declarative languages.

• Appointments are automatically (re)scheduled by the Scheduling Service. How-
ever, in reality, the scheduling of an appointment is typically performed by a
person which is an expert in the scheduling of appointments. Moreover, the
scheduling of appointments can be seen as a task that needs to be performed.
However, it is fairly straightforward to extend the Scheduling Service with addi-
tional functionality and interface methods such that the scheduling can be done
by a person which is an expert in the scheduling of appointments.

• For the scheduling of appointments we have only focused on a limited set of
scheduling constraints such as timing information for tasks, ordering between
tasks in the process model, and the current state of a case. However, we can
easily think of more advanced scheduling constraints. Examples of these are
time lags between tasks (e.g. there must be at least one hour and at most three
hours between two tasks) and fixed date elements (e.g. a particular task has to
be completed before or after a particular date). In [205], a set of patterns are
presented which provide an overview of different time capabilities that can be
offered by current process support technologies.

For example, in [49, 59] approaches are presented in order that support can be
offered for some of the patterns. Here, Anselma et al. [49] come up with a
formalism in order to represent temporal constraints concerning composite and
repeated actions, durations, delays, and periodic repetitions of actions. The
constraints are presented in a tree which consists of multiple Simple Temporal
Problems (STPs). An STP is represented by a directed constraint graph [98].
Via an STP-tree, reasoning on the temporal constraints is possible. Next to that,
Bettini et al. [59] propose to use a workflow constraint graph, which is based on
the workflow language they propose, in order to represent the constraints that
exist within a workflow. For both above mentioned approaches, the constraints
are represented by means of a graph.

However, additional research is needed in order to extend our approach with
the time capabilities that are proposed in the workflow time patterns. As the
scheduling problem is represented as a graph in which any information deemed
relevant can be included, we believe that the extension of our approach will not
be that difficult.

• For the scheduling algorithm in the Scheduling Service a rather “naive” algorithm
has been used which only takes average durations of tasks into account. However,
the Scheduling Service has been constructed such that the algorithm used can be
easily replaced. In particular, within the Artificial Intelligence area several ad-
vanced scheduling techniques have been developed (see [302, 313]). For example,
as scheduling algorithm “least commitment” techniques may be used [136, 332].
Here, the idea is that choices of temporal constraints and parameter bindings are
delayed unless forced. In that way, appointments are not scheduled in a specific
order unless really needed during the scheduling process. Also, an advantage is
that appointments are scheduled in a more efficient and optimal way.

Next to that, as discussed in Chapter 5, in the scheduling graph any information
deemed relevant can be included. Also, we have shown that for a task a range of
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timing related information can be taken into account (e.g. mean, minimal, and
maximal durations). As such, we do not expect any problems when implementing
more advanced scheduling algorithms in the Scheduling Service.

12.2.2 Inter-Workflow Support

A second contribution of this thesis is that we have investigated the general problem
of how WfMSs can be fully extended with facilities for inter-workflow support. Here
we use the Proclets framework which allows for modeling and enacting loosely coupled
workflow fragments. An important concept which has been added to this framework are
interaction points. Via these interaction points, at design time, possible interactions
between Proclet classes can be modeled without the need to define complex pre- and
postconditions. Subsequently, at run-time they allow users to nominate interactions
between existing and future Proclet instances. However, multiple Proclet instances
and the interactions between them may, for example, be related to the same patient.
Therefore, we have introduced the concept of an entity. Such an entity may represent
an individual patient and allows for the definition of interactions that need to take place
between existing and future Proclet instances for that patient. In this way, an entity
can be seen as the linking pin between Proclet instances that are relevant for one and
the same object and that otherwise would executed on a disconnected basis. Clearly,
we have tried to provide a means of interaction for independent peer processes. For
such peer processes it is known that managing concurrency between them is difficult.

The inter-workflow support facilities developed can be applied to many existing
WfMSs. This is due to the fact that the architecture of the augmented WfMS has been
set-up in a service oriented way in which the components are loosely coupled. So, the
developed facilities are not only applicable to an individual WfMS, but are relevant
to a wide range of WfMSs (e.g. BPM|one, ADEPT, TIBCO Staffware, FileNet, IBM
WebSphere, and COSA).

For the medical specialist, our system has several advantages. First of all, the entire
patient process followed for diagnosing and treating patients is a large, complex, and
entangled, process. Using current workflow languages, the process needs to be modeled
as one monolithic workflow which is difficult to understand. Moreover, for such a
monolithic workflow, differences in the level of granularity are difficult to handle. That
is, process steps that are performed for an individual patient and process steps that
are performed for a group of patients need to be modeled in separate models which are
disconnected from each other. Using our approach, the patient process can be modeled
as a collection of Proclet classes. Such a Proclet class is able to interact with other
Proclet classes that may operate at different levels of aggregation.

As a result of the fact that multiple processes that may run concurrently for an
individual patient, several interactions between them are often necessary (e.g. the
result of a lab test or MRI that is needed as input for the next visit of the patient).
In our approach, these interactions can be captured and take place at the moment
they are needed. Where the process has to be modeled as a monolithic workflow, these
interactions are ultimately hidden inside custom-made application software or are not
taken into account at all.
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Limitations

For the designed and implemented WfMS augmented with inter-workflow support some
specific limitations apply. These are:

• By promoting interaction to a first-class citizen, the Proclets framework, allows
for modeling complex workflows in a more natural manner. Moreover, interaction
points, internal interactions, and external interactions allow for defining interac-
tions between Proclet classes and that interactions between Proclet instances can
be nominated at run-time. However, these aspects require a different modeling
approach, and, hence modelers trained in this new style of modeling.

We believe that the modeling process can be simplified in the following way.
First, a class diagram is constructed which models the concepts that exist within
a process and their relationships. Afterwards, the different Proclet classes and
their interactions can be modeled based on the concepts identified in the class
diagram and the relationships between them. Obviously this approach allows for
a separation of concerns and prevents that modeling errors are made.

• For the nomination of interactions, quite detailed knowledge is required about the
Proclet classes involved, the defined interactions between Proclet classes, Proclet
instances that exist, and interactions that have already been defined. In that
way, it can be difficult to nominate next interactions. So, for the nomination of
interactions a skilled person is necessary in order to prevent that errors are made.
Next to this, further research is needed in order to develop a user friendly interface
which matches more closely with how people work and think (e.g. a doctor just
indicates that for the next visit a lab test is necessary instead of nominating all the
different interactions). Here we would like to stress that the complexity shown
in the diagrams is real and simply ignored in classical notations. In fact, the
complexity shows the strength of the approach as the additional notations show
what is really going on. Using conventional approaches (e.g., BPMN models with
swim-lanes) this is abstracted away. However, the behavior is essential for the
process as a whole and needs to be implemented when realizing the information
system. Note that classical swim-lane notations are not useable because of the
many-to-many dependencies in care processes.

• A user has complete freedom in nominating interactions that need to take place
between existing and future Proclet instances. A direct consequence of this free-
dom is that many errors can be introduced (e.g. a user may define an interaction
which will never take place). This requires that advanced analysis algorithms
need to be developed which can determine whether nominated interactions can
still take place. Such techniques are needed at both design-time and run-time. A
design-time one would like to identify models that have obvious structural prob-
lems. At run-time one would like to forecast whether interactions can take place
or not. Such diagnostics allow for immediate intervention such that undesired
situations are prevented. Note that such analysis is far from trivial. Data plays
a prominent role in the Proclets framework and cannot be abstracted away eas-
ily. Moreover, there is the problem of considering multiple instances at the same
time. There can be many-to-many relationships between Proclet classes. This
is known to be a difficult verification problem. In fact, without constraints the
problem can be shown to be undecidable.

• For an interaction graph, interactions are always added. After some time this can
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result in a graph which is barely readable. Moreover, for a selected interaction
node in the graph, all possible interactions are presented which can be numerous.
The above mentioned issues can be alleviated by applying filtering mechanisms
in order to prevent an overload of information for the user.

• The above mentioned aspects show that the complexity of the approach makes it
difficult to use for end-users. Consequently, this will make adoption in practice
problematic. However, we have proposed a closed solution for interacting inde-
pendent peer processes for which it is known that managing concurrency between
them is difficult.

12.2.3 Workflow Application Development

A third contribution of this thesis has focussed on a systematic workflow application
development process. As shown in Figure 12.1, the proposed application development
process is based on the BPM life cycle and consists of seven sequential phases. These
phases are: (initial) diagnosis, initial design, configuration, execution, control, diag-
nosis, and (re)design. Initially, the process to be supported by workflow technology
is diagnosed, designed, and then configured in a selected WfMS such that it can be
executed and controlled. Subsequently, it can be again diagnosed in order to detect
improvement opportunities. Based on this information, the initial process design is
revised and the loop can be closed by reconfiguring the system.

For an end-user organization the cycle in the development approach allows for
continuous improvement of their processes. So, ultimately, processes are optimally
supported and functionality offered by the system is effectively utilized. In the end,
this will increase the uptake of the system by users as their working processes are better
supported.

Moreover, a successful workflow application results in, amongst other benefits, a
reduction in labor costs and more efficient process execution. This also benefits the
patients that are involved in these processes as they are diagnosed and treated more
efficiently and effectively.

Limitations

For the workflow application development approach the following limitation applies.
That is, at the beginning of the PhD project reported in this thesis (see Section 3.4),
a selected healthcare process was implemented in multiple WfMSs. The case study
comprised of four distinct steps. These steps match with the first three phases of
the workflow application development approach. As a result, the “execution”, “con-
trol”, “diagnosis”, and “(re)design” phases have not been completed. Consequently,
an evaluation of the entire approach is missing. This is due to time limitations and the
estimated effort required in order to have a configured WfMS running at a particular
medical department.

Note that by having completed the first three phases of the development approach,
particular needs arising from the healthcare domain already have been sufficiently
identified. These needs constitute the basis of the research presented in this thesis.
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12.2.4 WfMS Development

Another contribution of this thesis is the definition of a development approach for the
design, development, testing, and validation of the operational performance of a new
or augmented WfMS. The proposed development approach relies heavily on the use
of the same conceptual model throughout the entire development process. That is,
the conceptual model is used for specifying, developing, testing and validating the
operational performance of a new system.

We have followed the approach by developing a large CP Net which specifies the
behavior of a WfMS augmented with calendar-based scheduling support and inter-
workflow support. Subsequently, the same CP Net was used for implementing the
YAWL4Healthcare WfMS. Finally, in the last two steps, the model and the operational
system were used to test the reliability and to validate the operational performance of
the resultant system.

Where this approach is followed, several benefits can be achieved. As the same
model is used throughout the entire development process it can be expected that the
resultant system satisfies the requirements that initiated its development. Moreover,
due to the specific attention on testing and validating the capabilities of the developed
system, the potential for unexpected breakdowns is minimized. For operational pro-
cesses in a hospital this is of vital importance as breakdowns may, in an indirect way,
negatively impact the operation of the entire hospital. Moreover, this causes annoyance
for medical professionals as well as for patients.

Limitations

With regard to the application of the WfMS development approach some limitations
apply. These are:

• In total, the construction of the complete CP Net describing the behavior of
a WfMS extended with calendar-based scheduling support and inter-workflow
support required more than six months of work. This demonstrates that the
development of such a model is a complex undertaking requiring a huge amount of
effort. An additional drawback was that the entire model needed to be developed
from scratch. However, for the development of a WfMS augmented with inter-
workflow support, we could benefit from the fact that several components already
existed in the model. This shows that parts of the model can be reused.

• A similar remark can be made for the subsequent realization of the
YAWL4Healthcare WfMS which also required around six months of work. This
is related to the fact that for the entire system, development of specific code
and configuration of software products all needed to be done by hand. Clearly,
it would be beneficial for the applicability of the approach if the generation of
pieces of code and configuration of software products could be (semi)automated.

• For the testing of the realized system a number of common testing strategies
have been utilized. For the detection of errors, we checked whether an abnormal
condition occurred. Although a lot of errors have been discovered by following
this approach, it is only possible to reveal a limited range of errors in this way.
In order to further increase the reliability of the system more (advanced) testing
strategies need to be applied. For example, an approach to improve the testing
of components is to check whether a valid response is provided by the component
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that is tested. As the behavior of the tested component is already specified in
the conceptual model, this is a logical extension.

• The testing has only been performed for the YAWL4Healthcare WfMS which has
been augmented with calendar-based scheduling support. The same holds for the
simulation experiments that have been performed. This is due to the fact that
at the time the testing was done the inter-workflow support facilities had not yet
been developed. However, we believe that a similar approach can also easily be
followed for testing the entire YAWL4Healthcare WfMS.

• For a WfMS augmented with calendar-based scheduling support, all four phases of
the WfMS development approach have been followed. Another useful opportunity
of evaluating the WfMS development approach would be to apply the developed
system in a real healthcare setting (e.g. the AMC). In this way, the system is
used by real users (e.g. doctors and nurses). However, the deployment of the
system was not possible due to time limitations and the expected efforts that are
required (e.g. integration with existing systems, training users, etc.).

12.2.5 Process Mining

Regarding the BPM life cycle the WfMS augmented with calendar-based
scheduling support and inter-workflow support delivers support for the first four phases:
i.e. the design, configuration, execution, and control phases. In order to also support
the diagnosis phase, a fifth contribution of this thesis focuses on the use of process
mining in order to analyze execution data from processes that are executed.

Healthcare processes are known to be highly variable. By using process mining,
we have illustrated for a selected event log from the AMC, which contains process
steps that have been executed for patients, that insights can be obtained from process
execution data. Moreover, for a WfMS augmented with calendar-based scheduling
support and inter-workflow support we have provided a vision on what can be achieved
by using process mining.

For a hospital, Process Mining can offer several benefits. First of all, people involved
in the performance of healthcare processes (e.g. doctors, managers) typically only have
a limited / idealized view on how these processes are executed. That is, they tend to
have an ideal scenario in mind, which in reality is only one of the many scenarios
possible. Using process mining, it can be identified what is really going on in the
process. This is also beneficial if a healthcare process is going to be supported by a
WfMS. In that case it is ensured that the real process is configured in the system. This
also contributes to the uptake of the system by the people that have to use it.

Additionally, by using process mining, various improvement opportunities can be
identified (e.g. detection of bottlenecks, are tasks executed in the right order and by the
right people). The identification of these opportunities can contribute to healthcare
processes that are executed more efficiently and at less cost. Also, patient safety is
increased.

Finally, for a WfMS augmented with calendar-based scheduling support and inter-
workflow support, Process mining can help in predicting when certain tasks are per-
formed. This is useful for making appointments but also for knowing when certain
parts of a process will be completed.
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Limitations

With regard to the application of process mining in the healthcare domain, some lim-
itations apply:

• When mining the event log from the AMC, we had to cope with the problem
that for the control-flow perspective spaghetti-like models were obtained which
are hard to understand. By using rigid abstraction techniques, it was possible
to obtain models which are understandable. A drawback of this abstraction is
that in this way only particular aspects of the process can be shown consequently
ignoring other process aspects that may be important.

• With regard to inter-workflow support, multiple Proclet instances may be running
which operate at different levels of granularity. In order to apply process mining to
them, a view needs to be selected which has a specific granularity. Consequently,
for the models obtained by process mining, the different levels of granularity of
the analyzed Proclet classes and the relationships between them are lost.

12.3 General Limitations

For the research presented in this thesis, some general limitations also apply. These
are:

• Although the development of the YAWL4Healthcare WfMS was triggered by
particular needs arising from the healthcare domain, the system has not yet been
applied in a real healthcare setting (e.g the AMC). This is due to time limitations
and the expected effort that is required in order to apply the system in a medical
department (e.g. integration with existing systems, training users, etc.). Future
work should be devoted to applying the system in a real healthcare setting. Only
in this way it can be determined whether the system really solves the needs that
it is intended to address.

• For the augmentation of WfMSs with calendar-based scheduling support and
inter-workflow support, we only focussed on healthcare processes that are ex-
ecuted within one hospital. However, parts of a healthcare process may also
be performed by other hospitals or organizations. Future work should focus
on healthcare processes that are not only executed within one organization, i.e.
cross-organizational healthcare processes.

12.4 Business Process Management in Healthcare

The goal of Business Process Management (BPM) is to continuously improve process
performance in terms of costs, time, resource utilization, etc. BPM has been success-
fully applied in industries such as insurance and banking. However, to date, hospitals
have problems in order to support their processes as no BPM system is used yet. These
problems are:

• No coordination: In a hospital, many (small) processes are executed. Often
they are performed in one medical department in which they have their own
unique way of working which has been optimized for their department only. As a
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consequence, for these processes, an overarching strategy is missing with regard
to their overall coordination and optimization.

• No support: For the processes that are executed at a given medical department,
very little support is offered. Medical specialists themselves need to find out that
tasks have been performed or whether the results of tests are available.

• Fragmented IT support: For some small processes or process parts, IT support
is offered in order to provide some basic process automation. However, this IT
support is limited to these specific processes and process parts only.

With regard to the use of BPM in the healthcare domain, this thesis is an important
contribution as it addresses particular needs arising from this domain. However, in
order to provide full support for healthcare processes, some challenges still remain.
Therefore, below we present our vision on BPM in the healthcare domain. For this
vision we focus on the “TomTom” metaphor and elaborate on how it can be used
during the different phases of the BPM life cycle (the design, configuration, execution,
control, and diagnosis phase).

Navigation systems, such as TomTom, Garmin, etc., have proven to be helpful to
many drivers. By using such a system, a driver is navigated from A to B and can see the
expected arrival time. Moreover, a driver can learn about traffic jams on the planned
road and can view maps that can be customized in various ways (zoom-in/zoom-out,
see hotels and parking places, speed limits etc.).

When looking at the BPM domain from the “TomTom” perspective, several possible
benefits can be imagined:

• Prediction: A TomTom shows the estimated arrival time. For a patient who is
at a certain point in the process, this is relevant as, based on historic information,
it can be used for estimating how much time subsequent tasks still require. This
is most helpful for the scheduling of appointments as it minimizes the need for
rescheduling. However, also for the multiple process fragments that are running
concurrently for a patient, it can be used for estimating when these are likely to
be completed. Note that prediction can also be used for estimating the likelihood
of particular complications, costs, and whether patient related service levels are
violated. So, in summary, prediction is highly relevant for the execution and
control phases.

However, prediction may also be applicable for the redesign of a model. Based
on historic information, cases can flow through the model. In this way, it can
be discovered whether a change in a particular part of a process may have any
unexpected negative side effects.

• Navigation: A TomTom system is able to suggest a particular route based on
a particular criterion (e.g., minimal time or distance). The route is continuously
recomputed as conditions may change and the driver may ignore the directions.

When applied in hospitals, it could help medical professionals and the manage-
ment of hospitals in their day-to-day navigation activities taking aspects into
account such as time, costs, etc. Here, it is important to understand that many
steps can be taken. For example, it may be desirable to get patients through the
treatment process as quickly as possible while ensuring patient safety and provid-
ing a high quality of services. Now assume that it is predicted that a significant
time is required in order for an MRI to be taken and its result to be available.
Conversely, for a CT less time is required. As a consequence, a doctor decides
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to select a CT instead of an MRI. Alternatively, a doctor prefers that a patient
is discussed during a certain multidisciplinary meeting. Using prediction, it may
be found that not all required inputs will be available in time in order to discuss
the patient during the meeting. Consequently, the doctor may decide that the
patient should be discussed during the multidisciplinary meeting one week later.

• Cartography: Cartographers have experience in making maps that people can
easily understand and that show the right information at the right level of detail.
For example, highways and big cities are emphasized whereas local and regional
roads, and small villages are not shown at all or are presented in less detail.
Also maps can be tailored according to the purpose for which they are used (e.g.
hiking maps, city maps).

For a doctor, during enactment, it is often difficult to see at which stage of the
process a patient is currently in. Therefore, it could be helpful if a tailored
model could be provided which gives an overview of the steps which already have
been taken. Additionally, based on the experiences of other patients, it could
be visualized which steps may be expected in the future and in which medical
departments. The model shown may abstract from irrelevant details such as
exceptional paths that might be followed. Also, for subsequent steps that are
taken, information can be shown about congestion, expected costs, etc.

Furthermore, during the design, configuration, and diagnosis phases, the way
a (discovered) process model is visualized may also be of high importance in
order to finally arrive at a process which is optimally supported by the system.
Currently, business process models using conventional notations such as EPCs,
BPMN, Petri Nets etc. tend to show irrelevant details and do not show that some
activities or process paths are more important than others. Moreover, the models
are not tailored towards a specific purpose. Here, the quality of process models
can dramatically be improved by learning from cartographers how different kinds
of information may be presented in a comprehensible way. In this way, tailored
process models are obtained which just show the information that is desired.



Appendix A

Identified Errors During
System Testing

In this appendix we briefly describe the errors that have been discovered during
the testing of the YAWL4Healthcare WfMS in Chapter 9. In Section A.1, a short
description is given of each error that has been revealed during the testing of the
Scheduling Service component. Subsequently, in Section A.2, the same is done for the
errors that have been revealed during the testing of the Scheduling Service and the
Workflow Engine together.

A.1 Scheduling Service Component

As indicated in Section 9.3, when testing the Scheduling Service component, several
different errors have been revealed. For each error that has been discovered, a brief
description is provided in Table A.1. Remember that 6 errors have been revealed for
the Scheduling Service component, 25 errors for the conceptual model, and 8 errors
for the integration layer which connects the implemented Scheduling Service and the
conceptual model. For them, the errors are described under the “Scheduling Service
component”, “Conceptual model”, and “Integration layer” heading respectively.

Errors identified when testing the Scheduling Service component

Number Description

Scheduling Service component
1 Multiple instances of the “findFirstApp” method which finds the

first available slot for an appointment may run concurrently. This
may result in that for multiple appointments the first available
slot is the same.

2 Appointments may be booked for schedule tasks which have in
the corresponding process definition a preceding schedule task for
which not yet an appointment is booked.

3 A specific request for rescheduling an appointment for a schedule
task to a specified date and time is rejected although the slot is
available.
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4 The Scheduling Service does not deal with a scheduling problem
on a case-by-case base. As a consequence, appointments may be
overlapping.

5 A scheduling problem for a certain case is sent to the Scheduling
Service followed by a request for the cancelation of the same case.
However, first the cancelation of the case was dealt with, followed
by the scheduling problem. This causes the Scheduling Service to
crash.

6 Warnings for workitems, for which only little time is left in which
to complete them, need to be send via a separate thread. If not,
this may result in that the process of solving a scheduling problem
for a case gets stuck.
Conceptual model

1 For a case that is completed by the “case completed” transition in
the “check in workitem” net, not all case information is removed
from the “state cases” place.

2 For a case that is canceled by the “partially remove case” transi-
tion in the “cancel case” net, not all case information is removed
from the “state cases” place.

3 At the same time, workitems of different cases can be checked in
in the “check in workitem” net. This may result into a corrupt
state for the cases that correspond to these workitems.

4 For a case that is started, the calculation of the new state for it
in the “check in workitem” net can occur concurrently with the
calculation of the new state of a workitem that is checked into the
engine. This may result into a corrupt state for the corresponding
cases of both of them.

5 In case no workitems are allocated to a user, it is still possible to
fire the “user continues wi” transition in the “allocated workitems”
net. For this transition it is assumed that at least one workitem
is allocated to the user involved.

6 The “get calendars” transition on the “calendars” net, which gets
the calendar of a selected user, can not handle a situation in which
the calendar of the user is not available in the “calendars” place.

7 In case multiple resources request to see their calendar, the “calen-
dar obtained” transition on the “calendar” net does not correctly
match a user with its corresponding calendar.

8 The guard of the “pick wi” transition on the “calendar” net is also
true if for a user there is no appointment for which a workitem
exists.

9 The “receive response delete non-wf appointment” transition on
the “communication layer” net has no arc leading to the “response
user” place.

10 The “add non-wf appointment” transition on the “communica-
tion layer” net may request to schedule a non-workflow related
appointment which has a start time that is later than the end
time.



A.1. Scheduling Service Component 323

11 The function “create workitem” on the “check in workitem” net
does not calculate which new workitems exist for cases which have
a case identifier higher than 100.

12 The “case completed” transition on the “check in workitem” net
does not put a token in the “mutex checkin workitem” place.

13 On the “data workitem” net it is checked for a schedule workitem
if an appointment exists for it. This is not needed.

14 The guard of the “workitem does not exist anymore” transition
on the “deallocate workitem” page also evaluates to true if the
case to which the workitem belongs is still blocked.

15 In case of a user request for manipulating the appointment of
a schedule task in the “user request appointment” net, the as-
sociated case is not blocked in the Workflow Engine. This may
result in the cancelation of the case for which at that moment a
rescheduling request is taking place.

16 On the “update rush status tasks” net it is not checked whether
the case to which the warnings belong is still existing.

17 The guard of the “continue workitem get data” transition on the
“data workitem” net still evaluates to true although the associated
case is blocked in the engine.

18 The guard of the “case not active not allocated” transition on the
“data workitem” net still evaluates to true although the workitem
still exists.

19 The calendars are not blocked when trying to schedule an ap-
pointment. Consequently, appointments can be booked on the
same time.

20 The “persist state” transition on the “check in workitem” does
not update the case data for cases which have an identifier higher
than 0.

21 The “receive schedule workitems and calendar” transition on the
“communication layer” net does not correctly match a resource
with its calendar and its associated schedule workitems.

22 The “cancel case response” transition on the “communication
layer” net does not correctly match a resource with a response
that comes back from the engine for that resource.

23 The “data start case” transition on the “communication layer” net
does not correctly match a resource with a response that comes
back from the engine for providing the data for starting a case.

24 The “response rescheduling request” transition on the “calendar”
net does not correctly match a resource with a response that comes
back from the engine for that resource.

25 The “response add non-wf appointment” transition on the “cal-
endar” net does not correctly match a resource with a response
that comes back from the engine for that resource.
Integration layer
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1 The roles that are defined in the Workflow Engine of the concep-
tual model are not correctly converted when sending the schedul-
ing graph to the Scheduling Service.

2 The “findFirstApp” method, which gets the first available slot
for an appointment, returns a “null” value. This results into a
“NullPointerException”.

3 The wrong identifier is used when calling the “findFirstApp”
method which find the first available slot for an appointment.

4 The wrong identifier is used when calling the “createAppoint-
ment” method which creates an appointment.

5 The wrong identifier is used when calling the “deleteAppoint-
ment” method which deletes an appointment.

6 The “rescheduleApp” method which sends a rescheduling request
to the Scheduling Service on behalf of a resource, does not contain
the calendar name of the resource which initiated the rescheduling
request.

7 The “send” method of the CommsCPN library, which sends a
message via a channel, needs to occur in a mutual exclusive way.
If the method is called concurrently for sending a message via a
channel this may result in that the ordering of messages in the
channel is lost

8 The “cancelCase” method receives messages from the wrong chan-
nel.

Table A.1: Errors identified with regard to the testing of the Scheduling Service component. In
total, this resulted in 6 errors that have been revealed for the Scheduling Service (“Scheduling Service
component” heading), 25 errors for the conceptual model (“conceptual model” heading), and 8 errors
for the integration layer which connects the conceptual model and the replaced Scheduling Service
(“Integration layer” heading).

A.2 Scheduling Service and Workflow Engine Com-
ponents

As indicated in Section 9.3, we have also tested the Workflow Engine and the Schedul-
ing Service component together. This allowed for the testing of the two components
but also the integration between them. For each error that has been discovered, a
brief description is provided in Table A.2. Note that 1 error has been revealed for the
integration between the two components, 6 errors for the adaptor component of the
Workflow Engine, and 7 errors for the integration layer which connects the conceptual
model and the implemented Scheduling Service and the Workflow Engine. For them,
the errors are described under the “Integration two components”, “Adaptor compo-
nent”, and “Integration layer” heading respectively.

Errors identified when testing the Scheduling Service component

Number Description

Integration two components
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1 In YAWL a workitem can also have status “fired”. This was not
recognized by the Scheduling Service as an existing workitem.
Adaptor component

1 If for a case the involvement of the patient does not need to be
taken into account, this is not properly saved.

2 For the cancelation of a case it is not checked whether the case
itself is still existing.

3 For a rescheduling request on behalf of a resource, it is not checked
whether the corresponding case is still existing.

4 In YAWL a workitem may have state “IsParent”. However, such
a workitem may not be selected by a resource in order to perform
it.

5 A workitem which is again offered to resources for selection, can
not be successfully selected anymore.

6 If the engine is notified by the Scheduling Service about workitems
for which a warning exists, it is not checked whether the associated
case of them is still existing in order to process them.
Integration layer

1 When a workitem is selected for completion, a continuous loop is
entered.

2 Data attributes are not included when completing a workitem.
3 When requesting the data attributes for starting a case, the re-

sponse does not include that for integer data attributes an integer
value needs to be filled in.

4 When requesting the data attributes for completing a workitem,
the response does not include that for integer data attributes an
integer value needs to be filled in.

5 When a case is selected for cancelation, a continuous loop is en-
tered.

6 When requesting the Workflow Engine for a list of all the cases
that are existing, an empty list is returned.

7 A resource could not log in to the YAWL WfMS due to a wrongly
provided password.

Table A.2: Errors identified with regard to the testing of the Scheduling Service component, the
Workflow Engine, and their integration. In total, this resulted in 1 error that has been revealed for
the integration between the two components (“Integration two components” heading), 6 errors for
the adaptor component of the Workflow Engine (“Adaptor component” heading), and 7 errors for the
integration layer which connects the conceptual model and the replaced Scheduling Service and the
Workflow Engine (“Integration layer” heading).
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[191] G. Keller, M. Nüttgens, and A.W. Scheer. Semantische Processmodellierung auf der
Grundlage Ereignisgesteuerter Processketten (EPK). Veröffentlichungen des Instituts
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Summary

Healthcare organizations are currently facing increasing pressure to improve produc-
tivity and to reduce costs while at the same time the demand for hospital services is
growing. In these organizations, many processes are executed which are highly vari-
able, complex, and lengthy in duration. For these processes high demands exist with
regard to the in-time scheduling of tasks and the efficient coordination of multiple peo-
ple involved in these tasks. When diagnosing and treating a patient a doctor typically
proceeds in a step-by-step way in order to decide about the next steps to be taken.

In order to provide optimal care for patients we focus on the support of organi-
zational healthcare processes by workflow technology. Organizational healthcare pro-
cesses capture the organizational knowledge which is necessary to coordinate interop-
erating healthcare professionals and organizational units. Based on process definitions,
Workflow Management Systems (WfMSs) are able to manage the flow of work in these
processes such that individual workitems are done at the right time by the proper
person resulting in a more efficient and effective process execution. In order to iden-
tify limitations to current WfMSs, a large case study has been performed. In this
case study a representative healthcare process of the AMC hospital in Amsterdam, the
Netherlands, is implemented in multiple WfMSs. This exercise revealed two important
shortcomings.

First, contemporary WfMSs offer workitems to users via specific worklists. At an
arbitrary point in time, resources can select workitems from this list without having
a schedule in mind. However, the effective execution of workitems is often tied to
the availability of multiple scarce resources. This requires that an appointment-based
approach is utilized when scheduling the workitems performed by these resources. For
these appointments, enough time needs to be reserved in which they can be performed
in order to prevent the need for rescheduling. However, current WfMSs do not provide
support for the calendar-based scheduling of workitems such that they are performed
by one or more resources and at a specified time. Therefore, in this thesis, we focus on
augmenting existing WfMSs with calendar-based scheduling support.

Second, the process of diagnosing or treating a patient typically consists of the exe-
cution of a number of smaller workflow fragments (e.g. lab tests or a visit to a doctor)
that run in conjunction with each other. Although these workflow fragments execute
independently from each other, a certain “magnetic force” exists between them. Such a
collection of workflow fragments can best be characterized as separate workflows which
are weakly-connected and that interact with each other. Additionally, these workflows
need to be able to deal with different levels of granularity. In other words, we are deal-
ing with weakly-connected interacting lightweight workflows. To date, contemporary
WfMSs do not offer support for weakly-connected interacting lightweight workflows
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which can cope with different levels of granularity. Therefore, in this thesis, we focus
on augmenting existing WfMSs with inter-workflow support.

The two previously mentioned issues require the extension of existing WfMSs with
different functionalities. Although WfMSs are widely used in practice and are large
and complex systems which provide a wide range of functions, to date, there is no
accepted development approach for the configuration of WfMSs and construction of
specific functionality added to these systems. Similar, there has been minimal consid-
eration for testing the capabilities of the developed WfMS and validating its operational
performance. Therefore, in this thesis, we focus on a development approach in which
first a conceptual model is defined which is a complete and formal (i.e. executable)
specification of the WfMS to be developed. Afterwards, the same model is used for the
development, testing, and validation of the operational performance of the new WfMS.

The work presented in the thesis is demonstrated by a concrete application of the
proposed development approach. A detailed conceptual model has been developed
describing the behavior of a WfMS augmented with both calendar-based scheduling
support and inter-workflow support. This conceptual model serves as basis for the
subsequent implementation of the system. Furthermore, for the WfMS extended with
calendar-based scheduling support, the conceptual model has also been used for inves-
tigating the reliability of the implemented system and to investigate its operational
performance by means of computer simulation.



Samenvatting

Op dit moment worden zorginstellingen geconfronteerd met een toenemende behoefte
om de productiviteit te verhogen en kosten te verlagen terwijl op hetzelfde moment de
vraag naar zorgverlening toeneemt. In deze zorginstellingen worden veel processen uit-
gevoerd die zowel erg variabel als langdurig van aard zijn. Voor deze processen bestaan
hoge eisen ten aanzien van het tijdig plannen van taken en de efficiënte coördinatie van
de resources die betrokken zijn bij deze taken. Ten slotte, een dokter gaat stapsgewijs
te werk voor het diagnosticeren en behandelen van een patiënt om zodoende welover-
wogen te kunnen besluiten over de stappen die genomen moeten worden.

Om optimale zorg aan te kunnen bieden aan patiënten richten we ons op de on-
dersteuning van organisationele zorgprocessen door middel van workflow technologie.
Organisationele zorgprocessen bevatten de organisatorische kennis die nodig is om zorg-
professionals en organisatorische eenheden te kunnen coördineren. Workflow manage-
ment systemen zijn in staat om, op basis van procesbeschrijvingen, de stroom van werk
in deze processen zodanig te organiseren dat afzonderlijke taakopdrachten uitgevoerd
worden op het juiste moment en door de juiste persoon. Dit resulteert in een efficiëntere
en effectievere uitvoering van het proces. Om de beperkingen van de toepassing van
huidige workflow management systemen in het zorgdomein te kunnen identificeren is
een grote studie uitgevoerd. In deze studie is een representatief zorgproces van het
AMC ziekenhuis te Amsterdam, Nederland, gëımplementeerd in meerdere workflow
management systemen. Dit bracht twee belangrijke tekortkomingen aan het licht.

Ten eerste bieden hedendaagse workflow management systemen taakopdrachten aan
resources aan via werkbakken. Op een willekeurig moment kunnen resources een taak-
opdracht selecteren uit deze werkbak zonder daarbij een concrete planning in gedachten
te hebben. Echter, om deze taakopdrachten op een efficiënte manier te kunnen uitvoe-
ren moet men vaak rekening houden met de beschikbaarheid van meerdere resources
die maar beperkt beschikbaar zijn. Dit vereist een afspraak gebaseerde aanpak voor het
plannen van de taakopdrachten die gedaan dienen te worden door deze resources. Voor
afspraken die gemaakt zijn voor taakopdrachten is het van belang dat voldoende tijd
wordt gereserveerd om zodoende herplanning van afspraken te voorkomen. Echter, hui-
dige workflow management systemen bieden geen ondersteuning voor het plannen van
taakopdrachten in een agenda zodanig dat deze worden uitgevoerd door een of meer-
dere resources en op een specifieke tijd. Daarom behandelen we in dit proefschrift het
uitbreiden van workflow management systemen met planningsondersteuning in combi-
natie met agenda’s van resources.

De tweede gëıdentificeerde tekortkoming heeft te maken met het karakter van zorg-
processen. Het proces dat gevolgd wordt om een patiënt te diagnosticeren en te be-
handelen bestaat typisch uit een verzameling van kleinere workflow fragmenten die
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uitgevoerd worden (bv. lab onderzoeken en een bezoek aan een dokter). Ondanks
dat deze workflow fragmenten onafhankelijk van elkaar opereren bestaat er toch een
bepaalde samenhang tussen deze fragmenten. Een dergelijke verzameling van workflow
fragmenten kan het beste gekarakteriseerd worden als aparte workflows die op een losse
manier met elkaar verbonden zijn en met elkaar interacteren. Bovendien dienen deze
workflows om te kunnen gaan met verschillende niveaus van granulariteit. Hedendaag-
se workflow management systemen bieden geen ondersteuning voor workflows die deze
karakteristieken bevatten. Daarom richten we ons in dit proefschrift op het uitbreiden
van workflow management systemen met inter-workflow ondersteuning.

De twee eerder genoemde tekortkomingen vereisen dat bestaande workflow mana-
gement systemen uitgebreid worden met verschillende functies. Ondanks dat workflow
management systemen veel worden gebruikt in de praktijk en complexe systemen zijn
die veel functies bevatten, is er op dit moment geen geaccepteerde ontwikkelmethode
voor het configureren van deze systemen en het toevoegen van specifieke functies aan
deze systemen. Ook zien we dat er weinig aandacht is voor het testen en het valideren
van de operationele prestaties van het ontwikkelde systeem. Daarom presenteren we
in dit proefschrift een ontwikkelmethode waarin eerst een conceptueel model wordt
gedefinieerd dat een complete en formele (d.w.z. uitvoerbare) specificatie is van het
te ontwikkelen workflow management systeem. Hierna wordt hetzelfde model gebruikt
voor het ontwikkelen, testen, en het valideren van de operationele prestaties van het
nieuwe workflow management systeem.

Het werk dat is beschreven in deze thesis zal worden gëıllustreerd aan de hand
van een concrete toepassing van de hierboven genoemde ontwikkelaanpak. Een ge-
detailleerd conceptueel model wordt gepresenteerd dat het gedrag van een workflow
management systeem, uitgebreid met zowel planningsondersteuning als inter-workflow
ondersteuning, beschrijft. Hierna wordt het conceptueel model gebruikt als basis voor
de implementatie van het systeem. Echter, voor het workflow management systeem
uitgebreid met planningsondersteuning is het conceptuele model ook gebruikt om de
betrouwbaarheid van het gëımplementeerde systeem te onderzoeken en om de operati-
onele prestaties van het systeem te onderzoeken door middel van computer simulatie.
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