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Chapter 1

Introduction

Did you know that when buying a modern electronic product like a TV or
a home entertainment center, you are essentially placing a bet? The bet is:
given the looks, text on the box and things your neighbour told you, the
product will be nice and simply work. However, chances are that a complete
horror scenario will unfold instead: missing cables, wrong connectors, ob-
scure firmware updates, hours of calling customer support, and finally fetch-
ing the original packaging from the waste, pack the product, locate the shop,
and wrangle with shop assistants to get a refund. Actually, your chances for
the latter case are better than ever before.

Once a customer takes a product from the shelf, another one, the next
version successor, is waiting already. It offers even more —functions, per-
formance, connection capabilities, and fashionable aesthetics—and the mak-
ers of such high-tech products take much care to push harder every time:
faster on the market (than the competition), better functionality, first with
ground-breaking features, and all promoted and marketed heavily via nu-
merous channels.

This fast cycle has a price. When looking deeper into how current in-
novative products are designed, implemented, and manufactured, one finds
huge problems: ever greater functionality results in a huge state space, too
big to thoroughly test, too complex to design properly, often built from third
party components that do one thing right, but do not care for the system as
a whole.

Market pressure, feature-centricness, competition, and less customer loy-
alty make quality considerations an afterthought. Quality does not appear
out of nowhere during the product development process, quality needs to
be designed for. The essential ingredient for doing so is reliable information
about customer expectations and needs. Surprisingly, this is often the only
information the makers do NOT have.

The central question in this thesis is how to get high quality information
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4 CHAPTER 1. INTRODUCTION

about product usage in the field—from the field. It is shown how to enable a
novel back-channel from products in the field to obtain meaningful, rele-
vant data about what users do with a product and how they feel about it:
self-observing products that incorporate adaptive data collection mechanisms.
The information collected by these products can be leveraged to built better
products, and beyond. This is essentially the back-channel from products in
usage in the field to their maker.

In the following, this chapter introduces the context of this research, Soft
Reliability, states the problem, and outlines the contributions to address the
problem. In the remainder of this thesis, the concepts, design, realization
and usage of self-observing products are described in detail, concluding with
evaluation, reflection, and future work of adaptive observation.

1.1 The Soft Reliability project

The Soft Reliability project (Koca et al., 2008b) is a research project at the
Eindhoven University of Technology, sponsored by the Dutch Ministry of
Economic Affairs under the IOP-IPCR program. Instead of the traditional
domain of reliability research, hard reliability, where technical faults, bro-
ken parts, specification failure are researched, the project aims at a new type
of reliability focusing on the “soft” qualities of a product: As noted before,
products become more and more complex and thus harder to use. Although
complexity is not the only reason, it has a strong negative impact on the
usability and user experience (UX) of the product. The remainder of this
section briefly shows the problem and the approach that was taken in the
multi-disciplinary research project.

1.1.1 An industrial problem

The rather vague observations about how organizations create and release
products are pinpointed by the so-called “No Fault Found” phenomenon
that has been recognized both by industry and academia (den Ouden et al.,
2006; Koca, 2010): in the recent years, a growing trend could be observed in
the consumer electronics industry that products were returned to the shops,
and eventually to the manufacturer, products that were technically sound,
working perfectly according to specification and without any reproducible
fault. Still, customers brought back, i.e., rejected increasingly high numbers
of products and quite naturally this fact was noticed soon and considered as
a threat to manufacturers strategies and long-term growth. This trend con-
tinues and the share of returned products that are classified as NFF, reaches
now 60% – 70% (den Ouden et al., 2006). While that alone would be a good
reason to worry and investigate, the case gets even worse: manufacturers
and their managers could see growing returns in their reports, but no infor-
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mation about what happens with product once they leave the shelf of the
shop, let alone root causes of returns.

It became apparent that there is an industry-wide blind spot regarding what
customers do once they purchased a product and how they perceive (the
added value of) the product, initially and over-time. In general, a mismatch
between product qualities and customer expectations can be seen as a major
contribution to the high return rates and decreased customer loyalty.

1.1.2 Taking an interdisciplinary approach

The architect Christopher Alexander got it right early in the second half of
the last century already, when stating:

“Today functional problems are becoming less simple all the
time. But designers rarely confess their inability to solve them.
Instead, when a designer does not understand a problem clearly
enough to find the order it really calls for, he falls back on some
arbitrarily chosen formal order. The problem, because of its com-
plexity, remains unsolved.” ((Alexander, 1964), p.1)

The order in the quotation refers to the design better of products—
nowadays not only the physical artifact, but also all associated services in
the product life-cycle. One needs to understand requirements and user ex-
pectations thoroughly for achieving satisfying results. This is the fundamen-
tal problem to be solved, Alexander mentions. However, research that has
been carried out in the context of the Soft Reliability project, showed that de-
spite makers claiming user experience and usability focus, a real solution of
the mismatch is still illusory (Karapanos and Martens, 2007): designer and
user have a truly different understanding of the product and its capabilities.
Their mental models differ and even learning, i.e., over time usage cannot
completely bridge this gap.

However, a lack of understanding can be found not only for the pro-
cess of making the product, but also in customer support after release and
maintenance of product performance, repair services and functionality up-
grades (Koca et al., 2007). How to do this properly is often not well under-
stood. When exploring information sources of companies, e.g., call-center
data, large bodies of unusable data were revealed: for instance, call-center
agents were requested to categorize calls, either by self-defined categories or
by few given categories. Both attempts failed: in the first, a huge number of
atomic (mostly containing 1 or 2 items) categories were found. In the second,
the most generic category was used for almost all cases. Naturally, analyzing
this data yielded little results (Koca and Brombacher, 2008).

This data unlikely supports root cause analysis, because it requires much
additional efforts to interpret original data, usually because using free text
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fields that have to be manually analyzed. Part of the problem is the disloca-
tion of parties that should collaborate in the data collection, but also short-
sighted priorities: when the customer call is done, the case is done, move
on! The data collection processes have not been designed for getting under-
standing of Soft Faults.

Another problem becomes clear when analyzing the motivation of cus-
tomers calling the maker (or delegated services): it is usually to report errors
and request fixing, not praising the product and services. This biases the
collected data, first by representation of customer base, and second by re-
ducing the input channel for product design to negative “don’t”s instead of
allowing both positive and negative influences.

“Companies are now developing products and solutions for
global users in a global workforce. Gone are the days when
it would suffice to get feedback on product designs from users
‘down the hall’. Getting early user feedback from an inter-
national audience reduces project schedules and, consequently,
costs, and perhaps more importantly removes cultural bias in
product design.” (Baker et al., 2007)

This shows that a lack of quality data often hinders fully understanding
user needs and hence it contributes to the maker’s relatively poor perfor-
mance in making a product that satisfies users wholly and over time. Pos-
itively: high quality data and clear processes for its acquisition are a good
trajectory for tackling the information deficit and hence Soft Reliability prob-
lems.

1.2 Scope of the thesis—observing product usage and
experience

The context of the Soft Reliability project reveals a gap in terms of behavioral
and attitudinal data from the field: as mentioned before, currently, companies
do not have the means to collect relevant meaningful data from the field that matches
stakeholder requirements. This section elaborates on the scope of this thesis, by
first comparing a future scenario of product information flow to current real-
ity, i.e., why advanced data collection is needed and who would be involved
in a future approach. Second, it is shown what data is the subject of prod-
uct observation and third, when an observation process takes place, relating
observation to the product life-cycle.

1.2.1 Product information flow—the current situation

Extensive industrial contact revealed that a new class of product usage infor-
mation stakeholders (information stakeholders in the following) needed to
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be considered. Existing communication channels from customer and prod-
uct back to the maker are commonly established via help-desks, call-centers,
repair workshops and other services that are in direct contact with the cus-
tomer. Data that is received via these feedback channels is filtered several
times before it reaches its recipient in a most diluted form. It is sparse and
semantically poor1. The need for richer data that would be received in time
and be reliable so that business decisions can be based upon them was ap-
parent. Also research has shown the impact of poor data (quality) on enter-
prises (Redman, 1998) and the importance of putting users in contact with
the development team (Iivari, 2006; Rajanen and Iivari, 2007). The problem
of non-existent or flawed communication can be partly traced to the posi-
tioning of product design stakeholders within the organization, and their
problems to demonstrate the importance and added value of a product’s
great user experience (Tudor, 1998).

Figure 1.1a shows an overview of the current situation of product infor-
mation flows, i.e., the feedback channels between maker, user and associated
service providers. The product is used by the customer and in case of prob-
lems, services such as help-desk and support call-centers are addressed for
help. Although communication can be quite extensive, the maker will only
receive a sparse subset of what could have been communicated. Equally
noteworthy is the weak role of the maker in this setting; customer contact
cannot be positively influenced, likewise questions remain unasked. The
same figure 1.1a shows a sparse feedback channel directly from the prod-
uct to its maker; this applies mostly to professional products, from leased
hardware to service-level agreements, where a remote monitoring connec-
tion helps fulfil services and offer maintenance benefits—for product im-
provement and real customer contact these means fall short. Consequently,
stakeholders will not participate actively in the information exchange and,
thus, real utilization of data in the product creation process will be neglected.

1.2.2 Product information flow—a possible future

Figure 1.1b shows a different view of an “ideal” future scenario, with rich
feedback channels and informed stakeholder teams throughout the com-
pany. This outlines the vision to which the research presented in this thesis
contributes: based on advanced technology, a truly bidirectional communi-
cation channel can emerge between the maker and the user, generating a
wealth of meaningful data that can leverage current and future product cre-
ation processes. There is no single end point for such information in the
maker’s organization; the vision is that multiple stakeholders and stakeholders
teams can connect and collaborate based on product information.

1There might be cases where product feedback channels indeed do deliver rich information,
however we did not come across them.
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Figure 1.1: Simplified information flows between user and product, and the maker’s or-
ganization as well as maker-side services and support (line thickness indicates richness
of information). In a) the currently observed sparse information flows and disconnected
stakeholder teams are shown, below in b) a possible future with commonly shared prod-
uct information.

The scope of this information extends beyond just a product, but should
incorporate an ecosystem of currently used products; this includes the envi-
ronment, infrastructure, and even increasing in importance: services. Mod-
ern communication devices, smart phones and the like, do not offer their
sought-after features in a self-contained way; instead external services are
accessed and leveraged over the Internet that offer storage, synchronization,
extensive computing power, and meta-data. This has implications for all
involved parties, including the user, the maker, and the environment.

The user An increase in the user’s stake in the product can lead to greater
influence on the product design and eventually to a radically better user
experience. When regarding the user as an equal stakeholder in the prod-
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uct creation process, a better match between user expectations and products
can be found. At the same time, privacy is a primary concern: When usage
of products is monitored, context and environment of usage are remotely
accessed and assessed. Also when users are inquired to answer question-
naires, they might feel that the effort often outbalances potential benefits.
The maker must take care that a win-win situation emerges, e.g., by com-
pensating users for donating their data.

The maker What has been seen as a blind spot becomes an accessible
source of information: subjective and behavioral data about product usage
in the field. These new means to understand the user, must result in changes
in the product creation process, if not in the relevant parts of the organiza-
tion. The possibility to access a wealth of data needs new expertise and tools
to make good and responsible use of data.

• First of all the group of information stakeholders extends beyond the
common core product development team.

• Second, the involvement with product information does not begin, nor
end during the “make” process, for some stakeholder earlier, for others
later. Gathering information and using it becomes a continuous activ-
ity of the entire product life-cycle: an integral part of the design process
and beyond.

• Third, novel tooling needs to be developed to make data inquiry and
analysis fit seamlessly into daily tasks and decision making.

• Fourth, expertise needs to be extended in terms of statistic methods
and data analytics capabilities, to enable stakeholders to make in-
formed decisions about which data would be needed and how it would
be interpreted it in the right way.

• Finally, from an ethical point of view, wide-spanning data collection is
highly sensitive. Currently, data is collected as bulk broad-band data
acquisition, often ad hoc and “just in case”. This has to change: sus-
tainability needs to be introduced to the data collection, i.e., gathering
only what is needed at a particular time, leaving the rest untouched.
This also involves careful planning and sophisticated analysis tools to
leverage collected information best.

The environment A product is obtained, connected and used nowadays
in an environment composed of services, infrastructure, and a local usage
context. Services are often acquired together with the product, i.e., remote
assistance, help desk, call-center support, information material on the Inter-
net etc., but also infrastructure can be bundled to the product or is simply
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needed to enable core product features, e.g., Internet connectivity. The lo-
cal context, often extended by mobile contexts, is nowadays an ecosystem
of diverse appliances, many communicating with each other, sharing data,
profiles and resources. The environment is often the main source of diver-
sity when looking at a global range of product instances. Enabling measure-
ments in such an environment has a big impact on data availability and rich-
ness, but also on privacy and security. Observing on a device often means
tapping into a whole network interconnected devices that offer even more
insight into the user’s needs and expectations. Consequently, the capabili-
ties to access this information must lead to significant improvements of the
user-product match, added benefits for the customers, and not to security
risks. Great opportunities, to be handled with great care.

1.2.3 From data to information and beyond

The notion of broader and richer feedback channels between the user and the
maker is compelling, but what is required by stakeholders of information? Is
it just the raw material, data, or rather information about product usage? Or
even something else?

According to (Ackoff, 1989; Rowley, 2007) the information itself is not
the end: knowledge, understanding, and, finally, wisdom are the goals to reach
for. At the beginning of measurement, raw data is generated by sensors,
either on demand or self-initiated. Data items are atomic events with or
without attached data payload. Imagine being exposed to all button and
mouse clicks of just a 1000 users world-wide on a normal working day: every
second, roughly 1500 different events are being perceived. A simple real-
time visualization of this data on a screen comes close to the visual aesthetics
of a snow storm—very little essence can be extracted from this given the
average human perception capabilities.

Enter the machine as a means to automatically process the data and re-
duce the amount of data needed to perceive. A simple algorithm could ag-
gregate the 1500 events per second by originating country. Visualising this
on a bar chart that is updated every second, yields a good overview of world-
wide terminal activity by country (placed on x-axis) which could be easily
reduced to a continent-wise view. Given the purpose to show this activity,
this is information, i.e., “data [vested] with meaning” (Nonaka and Takeuchi,
1995; Choo et al., 2000) or a “message meant to change the receiver’s percep-
tion” (Davenport and Prusak, 1997). The data has been transformed, pro-
jected, and combined with additional semantics to reveal underlying infor-
mation that would be visible in raw data only.

Given even more context, e.g., a visual overlay of timezones and hence an
indication of day and night, the observation of computing activity matches
common knowledge that most people work during daylight in their respective
timezone. Knowledge can be described as justified, true beliefs (Choo et al.,
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2000) answering the questions why and how (Quigley and Debons, 1999)2.
Regarding a global phenomenon such as the distribution of operating system
updates or the spreading of a news, a popular meme or a computer virus, vi-
sualized information together with knowledge about working habits results
in understanding.

The consumption of more, diverse information, and truly human tasks as
combining, analyzing and interpreting yield a higher level of understanding,
the ability to put information into a new context and leverage it there for
creation. Wisdom, in the example, would be to know how to utilize spreading
patterns seen from the activity information and build e.g., a new, even better
distribution system or block a spreading epidemic. Wisdom is a coherent
whole of many, many aspects.

To come back to product information, it can be stated that currently gath-
ered data about product usage and user experience is often not sufficient for
developing a body of knowledge and deep understanding of what a prod-
uct means to users and how the product can fulfil user expectations. In the
end, product wisdom is needed, the ability to acquire and utilize information as a
catalyst to design and build the right product.

1.2.4 Information during the product life-cycle

Product usage information is a combination of observed objective usage be-
havior and subjective information acquired directly from the user. This in-
formation supports the maker of the product during the whole product life-
cycle; four key aspects shall be highlighted in the following.

• Inform design. Detailed usage information as an input for design activ-
ities can help “put the context [the user and the environment] and the
form [the product] into effortless contact or frictionless coexistence.”
((Alexander, 1964), p. 19). Design stakeholders benefit from field in-
formation to test ideas and newly developed concepts.

• Enhance market research. Measurements that target product acceptance
and adoption over time help market research position (new) prod-
ucts and provide a solid basis for informed decision, e.g., regarding
prospective markets and product introduction strategies.

• Improve customer service. Product usage information can improve cus-
tomer service such as assistance provided by call-centers, but also (on-
line) resources such as wikis, FAQs, product support pages. Consider
the simple example of a call-center agent who knows already what the
problem is and directly presents a viable solution without time wasted

2A good comparison of different notions of data, information, and knowledge can be found
in (Stenmark, 2002).



12 CHAPTER 1. INTRODUCTION

Figure 1.2: High-level view on a product creation process: planning (top), creation (mid-
dle) and product in the market context (bottom). During the product creation phases,
different questions arise which can be potentially answered with appropriate product in-
formation.

on diagnosis, or dynamic help pages on the Internet that present so-
lutions to likely problems for the customer’s product model and us-
age style upfront, and which might even adapt to feedback and user-
generated suggestions.

• Measure product success. In times of ever faster markets and more de-
manding customers, it is crucial to know how well products are per-
forming not only in terms of sales, but increasingly more important for
ease of use, great user experience, and a high net promoter score (Re-
ichheld, 2003).

In this sense, product usage data collection should be seen as an inte-
gral part of new product creation. Figure 1.2 shows a high-level picture of a
product creation process, initially driven by strategic planning fed by market
insight, then product planning taking the technology portfolio into account.
During all creation phases, depicted in the middle, different questions mat-
ter, e.g., “functionality” in the conceptualization phase and “reliability” in
Quality Assurance. Product information that is collected timely from early
to late manifestations of the product can contribute to better answering these
questions and to evaluate design decisions.

While the content of such information has great importance in itself, it
also has a strong notion of time. Two observations can be made:

First, given the setting of highly competitive markets, information about
product usage ages dramatically. Such information perceived in time, can con-
tribute to adapting the product or related services timely. It is much less use-



1.3. PROBLEM STATEMENT 13

ful after several months, let alone years. Therefore data must be collection
such that it can be processed and leveraged while it is still fresh; the collected
data needs to be relevant and sharp, i.e., useful and actionable in the tasks at
hand.

Second, data richness increases over time; data collected early in the new
product development process from mock-ups and prototypes conveys dif-
ferent insight than data obtained from a product in beta test. The more con-
crete a product gets, the richer the collected data will be and, in case of timely
acquisition and analysis, it can contribute to the current development phase.
Even after release, field information is desired to measure success of prod-
ucts, but also to inform design of next generation products.

Meaningful product (usage) information can act as a glue that connects
product artifacts, i.e., concept studies, mock-ups, prototypes, release candi-
dates, and the final product in the field, with stakeholders in the organization
as a means to understand the product and hence the business better. Such
insight derived from collected data improves services, infrastructure, com-
munication with the user, and brings clarity to the vision of what product
the user really needs.

1.3 Problem statement

What shows the fit of product with the user and the usage environment bet-
ter than actually putting the product in that context and letting users interact
with it, at large and over time? The only non-experimental adequate would
be to model all properties of the context and usage and simulate—which is
simply impossible (Alexander, 1964).

Regarding the context of modern connected electronic products, remote
data collection techniques approach the question of fit indeed by placing pro-
totypes or even realized products in the use context and collect data about
its usage and users. Although this is generally feasible, logging approaches
have technical, conceptual and procedural shortcomings as will be shown
in this thesis (cf. Chapter 4). In short: these approaches are not affordable
and they effectively prevent real stakeholder insight in product usage in the
field.

The central question is how to get high quality information about product
usage in the field—from the field. There is a need for a more flexible approach
to product usage data collection and this approach should be based on a
new understanding of information retrieval from products. First of all, the
new approach should provide a higher level of abstraction for data collection
from products in the field. Second, it should provide the means to relate
extensive bodies of product usage information to actual consumers of this
information in the “maker” organization and beyond. Finally, the approach
needs to be generic enough to be applicable to a wide range of systems.
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This thesis argues for dividing this high-level problem into two con-
nected sub-problems: first, in terms of engineering, how to design and build
novel data collection systems, and second, in terms of application, how to pro-
vide users of such a data collection system, information stakeholders throughout
the product life-cycle, with the right tools to specify, collect, process, analyze, and
present information.

Engineering The conceptual approach is realized in the form of self-
observing products which are part of an adaptive observation system. This im-
poses additional challenges on the integration into products, on the usage
by stakeholders, and generally on the design of future products. Especially
four technical requirements stand out in this respect:

• Design and implementation efforts for observation system integration.

• Performance impact on the products and the distributed infrastructure.

• Correctness of implementation and functionality.

• Correctness of monitoring in terms of information modeling, data col-
lection, and data processing.

These requirements need to be met to design and realize an adaptive ob-
servation system that offers means to specify data collection and conveys
relevant information to the right stakeholders timely. Data generated inside
the self-observing product can be extended by external sensor data that re-
port e.g., on the context or the environment of product usage.

Application A proper remote data collection system will be applied to di-
verse products and platforms. However, using such a system in a product
development process and beyond release is a challenge in itself:

A product has infinitely many dimensions it can be criticized in,
even though the number of dimensions a user judges a product
in is far less, but different per user, it is still an impossible job
to capture everything in the right dimension and scale, and with
the correct semantics given by every individual user ((Alexander,
1964), pp. 24 – 25).

What Alexander describes as “dimensions” can be seen in the data collec-
tion context as a wealth of accessible data sources in and around a product
instance in the field. Accessing all these sources leads to an overwhelming
amount of data that is unconnected, obscure, and—most often—simple not
relevant to the tasks at (the stakeholder’s) hand. Rather than to aim for the
perfect amount of detail and scope of information at first trial, a generally
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more successful strategy is to iteratively adapt data collection and obtain an
ever better result.

Seeing the information as a product in itself, the above quote also fits in a
wider sense: every stakeholder involved in the product life-cycle individually
judges information quality about the product and also imposes own semantics
as resulting from their individual understanding of the product. This is a crucial
point often missed by remote monitoring approaches: addressing the diver-
sity in stakeholders and roles that consume data is hard without allowing
for change, adaptation, and a certain amount of diversity. Necessarily, this
goes hand in hand with novel support tooling.

Hence the second large problem statement of this thesis: How to make in-
formation measurable, usable and appreciated by diverse stakeholders in the product
life-cycle?

1.4 Contributions

To address the broad problem statement given above, this thesis presents ab-
stractions and definitions, but also designs and implementations. Industrial
case-studies and a descriptive running example (cf. Chapter 3) shows the ap-
plicability of the developments in various contexts. The main contributions
of this thesis are outlined in the following:

• Data collection formalization. A new abstract formalization of data col-
lection from distributed systems has been developed that generalizes
across several domains and technical approaches. From this formal
definition, two distinct approaches are derived, one more traditional
data logging approach, and the novel adaptive observation approach
that is further elaborated and extended throughout this thesis. This
new approach towards remote data collection from products in the
field is compared with the traditional logging approach and it is shown
that adaptive observation offers major benefits regarding accessibility,
performance, and applicability (cf. Chapter 4 and Appendix A).

• Design of self-observing products. Self-observing products differ from
common products in the additional aspect of observation that is deeply
integrated into the system’s functionality. The modeling and design
of such aspect is described in this thesis. It offers a clear separation
of concerns, not only in terms of platform vs. domain or application,
but also in terms of stakeholders. A model-driven flow together with
instrumentation techniques guide the process of integration the new
aspect of observation into products, both newly developed and legacy
products (cf. Chapters 5 and 6, and Appendix A).

• Distributed adaptive run-time system. Remote data collection from dis-
tributed products in the field is a technical challenge in itself. A dis-
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tributed run-time has been developed that seamlessly integrates with
the adaptive observation approach. A domain-specific language is in-
troduced for specifying observation, i.e., what data needs to be col-
lected and how this raw data should be processed and represented
to stakeholders. At run-time, specifications in this language are dis-
tributed to remote products and dynamically interpreted to yield com-
prehensive data (cf. Chapters 6 and 7).

• Application of adaptive observation. Adaptive observation is a new ap-
proach, therefore, a process how to apply it to product creation pro-
cesses is described that incorporates both integration and instrumenta-
tion activities, and usage of the observation system to obtain actionable
data. Aligned to this process, extensive tooling has been developed
that enables a frictionless integration for development stakeholders,
and easy, comprehensive tools that allow information stakeholders to
visually specify observation and retrieve collected data in the desired
form, quality and quantity. Several case-studies, both industrial and
academic, show the strength of the approach and its realization (cf.
Chapters 7 and 8, and Appendix B).

1.5 Thesis outline

Given the research contributions, the main thesis text covers the primary
aspects of the work, while leaving other parts to the appendix, publications,
and online resources. It is structured in the following way:

The running example which is presented in detail in chapter 3 shows two
companies, A and B for brevity, struggling to develop and release an inno-
vative product. Both companies employ data collection to their needs and
come up with each a different product and own solutions to overcome prob-
lems on the way. The example returns in all subsequent chapters to show the
presented concepts, designs, and implementations in a fictional, but tangible
real-life context. It goes as a thread throughout the entire thesis text.

The essential prerequisite for designing self-observing products is adap-
tive observation (Chapter 4). This approach to data collection introduced in
this thesis calls for revisiting what we know about data and information. A
generic data collection formalization is first introduced, then two approaches
are derived from it: the simple data logging approach as a representative of
current practice, and the adaptive observation approach as an advancement.
The approaches are compared given their same origin, and benefits as well
as shortcoming are made explicit.

When dealing with change, a process (Chapter 5) appears. What could
be a process of doing observation in the context of new product develop-
ment? How can observation and other development activities be efficiently
aligned? When should who be involved as an information stakeholder?
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These questions suggest a structured process of applying adaptive obser-
vation to a product which will be outlined in this chapter.

The design (Chapter 6) focuses on translating the abstract approach of
adaptive observation into a system design. Core of this chapter is the us-
age of models for the purpose of specifying different parts of the observa-
tion at both design time and run-time. Necessary design choices to address
general constraints of observation systems, e.g., performance limitations and
platform invariants are presented, but also variants of observation approach
demonstrate the diversity in applications and domains.

The implementation of the design is shown in chapter 7 where the focus
is the two primary aspects that are most related to usage of an observation
system, the runtime framework, DPUIS, and the front-end tooling, UXSUITE.
Together, these parts form a mature implementation of the adaptive obser-
vation approach.

How the implementation performs in the past three years, is evaluated in
chapter 8. The adaptive observation approach is applied in several studies,
both industrial and academic. The chapter shows first an overview of the
various studies before providing details on selected key aspects of adaptive
observation and its realization.

The reflection (Chapter 9) focuses on the impact that the Adaptive Ob-
servation approach might have on the organization of the maker, the infras-
tructure, the user. What does it mean for the development of products in
the future? Adaptive observability is a subject that spans from technology to
social aspects, from behavioral psychology to legal matter. It is more compli-
cated than considered before, and dissemination reveals many new aspects
worthwhile exploring. Aspects of privacy, future technology advances, au-
tomation and organizational impact will be presented in this chapter, but
others are inevitably beyond the scope of this thesis.

In conclusion (Chapter 10), the importance of the rich domain of remote
data collection was long underestimated and applications were reduced to
technically trivial solutions in practice. In contrast, revisiting remote data
collection has huge implications on how we deal with the mass of collected
data out of products around us that touch almost all aspects of our lives,
increasingly.

When this research project started, it quickly advanced into the stage of
“solution without real problem”. Subsequent collaborations with industry
revealed a tremendous real-life problem space, a true blind spot about prod-
ucts in the field and the diversity of users and user needs. This needs to be
explored in the future, since this thesis can only sketch a small part of this
whole new world.





Chapter 2

Related work
Where to position self-observing products

Remote data collection and especially the approach taken in this thesis is
on the edge of several fields: from data logging, with its many approaches
and application areas, to the field of human-computer interaction, where
remote data collection is used as a means to obtain highly valid, relevant,
and detailed usage data. In the beginning, adaptive observation, as pre-
sented in this thesis, was reliability research, influenced by business pro-
cesses, human-computer interaction, and process mining research. This di-
verse setting motivated the approach to start from scratch and develop new
concepts for advanced data collection from products in the field—in away
that fits and supports the context of Soft Reliability (Koca et al., 2008b).

Nevertheless, relationships between this research and the fields men-
tioned above remain; there is a variety of potential uses for adaptive obser-
vation both in academia and industry. This chapter focuses first on the area
of human-computer interaction as a relevant application area of adaptive ob-
servation, and second, presents related work on the design and development
of products, as well as the operation and maintenance of released products.

The overview of related work and domains, as shown in the remainder
of this chapter, is divided into three parts. Each part relates in a different
way to remote data collection from systems in the field:

• the field of human-computer interaction (HCI), where remote data collec-
tion is applied in the evaluation of usability and user experience, and
the creation of user models, e.g., for recommender systems,

• event logging in various (industrial) applications, with a focus on mon-
itoring commercial products in the field for management and control-
ling, logging technologies, and the analysis of logged data, and
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• the Internet of Things (IoT), as an emerging field that aims at an ac-
cessible network of everyday object or devices such as power-meters,
weather stations, and RFID tags.

More related work on specific techniques is shown in the respective chap-
ters on design for observation (cf. Chapter 6), realization of tools (cf. Chap-
ter 7), and reflection (cf. Chapter 9).

2.1 Human-computer interaction

Remote data collection from the HCI perspective serves the purpose of learn-
ing and understanding the usage of products. While ergonomics and usabil-
ity were key aspects already from the beginning on, this was more recently
extended to user experience (UX), a more holistic view on how the user uses
a product, but also what the experience is, how the product is perceived and
what overall impression it has. Naturally this connects very well to a busi-
ness point of view: the net-promoter score is a widely used metric for the
impact a product has on the social graph of a user.

2.1.1 Usability evaluation

In the past remote logging was incorporated to measure the usability e.g., in
terms of speed until a user can achieve a specified goal by using a machine,
i.e., in the GOMS approach (John and Kieras, 1996). Prototypes have been
instrumented since the 1980s, however, only with the availability of ubiq-
uitous Internet connectivity, actual remote logging became feasible (Bruun
et al., 2009; Dolunay and Akgunduz, 2008; Andreasen et al., 2007; Baker et al.,
2007; Nieminen et al., 2007; Thompson et al., 2004; Krauss, 2003; Hammon-
tree et al., 1994); there have been research efforts specifically on international
testing (Gorlenko and Krause, 2006; Bojko et al., 2005; Dray and Siegel, 2004)
and an overview on remote usability testing can be found in (McFadden
et al., 2002). Research indicates also comparable results for either lab or real-
life (Brush et al., 2004). Remote usability testing techniques have been ap-
plied mainly to

• websites and web applications (Perkins, 2002; John et al., 2004; Hilbert
and Redmiles, 1999; Hartson et al., 1996),

• mobile devices (Isomursu et al., 2007; Waterson et al., 2002; Hong et al.,
2001) and to

• user interface prototypes, e.g., build on Java Swing (Hilbert and Red-
miles, 2000).
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In these applications, easy and tailored integration into user interfaces and
an unconstrained access to a reasonable set of participants are key motiva-
tions. The approaches differ from the adaptive observation approach such
that the design of integration (and removal) of data collection mechanisms
plays a minor role; even if integration is tackled, then still data collection
is tightly integrated with a specific user interface framework whose use is
mandatory. For instance, the simple collection of window titles of active ap-
plications on a MS Windows system, can be easily obtained and already suf-
fice data requirements regarding a particular experiment (Dragunov et al.,
2005; Brdiczka et al., 2010; Brdiczka, 2010). In the end, these approaches rep-
resent more or less instantiations of the simple data logging approach ad-
dressed in section 4.3.1. That, however, relates to the notion of cost-efficient
usability testing, “discount” methods with few participants on a small scale,
in both academia and industry (Lindgaard and Millard, 2002; Nielsen, 1994;
Staff, 1990), often tailored to convince usability evaluation novices (Twidale
and Marty, 2005). In contrast, adaptive observation aims at scaling these
tests to obtain richer data at similar or lower costs per participant.

Few systems come close to self-observing products; one can be found
in (Kim et al., 2008) which only differs in terms of adaptation capabilities
and aspects of accessibility and end-user programming. (Terry et al., 2008)
presents an interesting case of open source software instrumentation: The
Gimp graphics package is instrumented and distributed as a special version
among its users. Remarkably, all the collected data is available on the website
as well. A similar case can be found in the Mozilla Labs “Test Pilot” initia-
tive1 which provides a plug-in for the widely used Firefox web-browser. The
plug-in collects data about certain aspects of browser usage, organized in
time-limited studies in which the user can participate. Also, the Eclipse de-
velopment platform uses a data collection mechanism2 to learn about plug-
in usage from its millions of users world-wide. These last examples of open
source remote data collection show a new approach that consistently makes
use of transparent user opt-in and also publishes the data in the end. Like-
wise, these examples also show what means of remote data collection and
data handling are accepted by the specific communities.

2.1.2 User experience

Usability evaluation is not the only area in HCI that uses remote data collec-
tion. Especially the Experience Sampling method (Larson and Csikszentmi-
halyi, 1983; Hektner et al., 2007), gathering primarily attitudinal, subjective
data from participants plays a strong role nowadays. The most important
emerging aspect is the combination of different data that together yield a

1Mozilla Labs Test Pilot, https://testpilot.mozillalabs.com/, last accessed 8/12/2010
2Eclipse Usage Data Collection, http://www.eclipse.org/epp/usagedata/, last accessed

8/12/2010

https://testpilot.mozillalabs.com/
http://www.eclipse.org/epp/usagedata/
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much richer picture of the usage and the user. The combination of objective
data about the user-product interaction and subjective data about how the
user experiences this is especially strong and delivers deeper insight than
isolated use of both techniques. This is performed e.g., in event-based Expe-
rience Sampling (Intille et al., 2003; Froehlich et al., 2007; Khan et al., 2008)
where users are prompted to report on their experience based on their be-
havior. This combination of subjective and objective data, also used in pro-
gramming efforts measurement (Hochstein et al., 2005), is also supported
and promoted in the adaptive observation approach and it simplifies its us-
age by the possibility to adapt the event-based triggering mechanisms of
products in the field.

2.1.3 User Modeling and Recommender Systems

Remote data collection can be used to model users. This involves clustering
user groups with similar behavior, preferences, interests, and demograph-
ics (Kapoor and Horvitz, 2008; Oliver et al., 2006; Yudelson et al., 2005; Ardis-
sono et al., 2004; Ardissono and Maybury, 2004; Eliassi-Rad and Shavlik,
2003; Fenstermacher and Ginsburg, 2002; Sasse, 1997; Shifroni and Shanon,
1992). While adaptive observation can help to generate log data that is se-
mantically more appropriate for such analysis, the goal is not necessarily
to provide a complete log of all user actions. This complete log is required
for approaches that model the user behavior as a finite state space such as
the Automatic Mental Model Evaluator (AMME) (Rauterberg, 1995, 1993).
Compared to that, adaptive observation aims at (flexibly) selecting a sub-
set of user behavior state space for in-depth observation. Once the user is
characterized and categorized according to a model, systems can be built
to adapt to the user’s expected behavior (Benyon, 1993; Benyon et al., 1999)
and preferences (Chin, 2001). Another use is to provide recommendations to
users; so called Recommender Systems perform often a content-wise adap-
tation according to previously consumed content such as books, movies,
television programmes, music, and websites (Ali and van Stam, 2004; Her-
locker et al., 2004). This is not necessarily aimed at commercial recommen-
dations; content recommendations also target assistance (Michail and Xie,
2005), support (Peter and Rösner, 1994), and learning (Linton and Schaefer,
2000; Robbins, 2003). User modeling also enables prediction of tasks or ac-
tivities (Stumpf et al., 2005; Kellar and Watters, 2006).

2.2 Logging

Self-observing products and the generic approach of remote data collection
is essentially a broad technical area. In general, product logging is important
during development and test, and after release.
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In the development of systems, hardware and software logging is im-
portant for, e.g., debugging and performance analysis of systems (Ciordas
et al., 2005), complementing other debugging techniques (Liblit et al., 2003).
The logging of resource constrained devices is covered in (Nagpurkar et al.,
2006). These techniques are also used to test, maintain, and monitor released
systems.

When looking at the logging of released products, two core motivations
appear: first, providing diagnostics that are sent back to the manufacturer
for analysis (Haran et al., 2005) and, second, the fixing of problems usually
at a cost for the manufacturer. Naturally, these two motivations are con-
nected. However, there are more reasons why this domain is important to
adaptive observation: the approach presented in this thesis aims at enabling
new data sources for a business, making processes and the user as such visi-
ble in the organisation (see (Au et al., 2008) for an industrial example). This
new type of information needs to be integrated with existing information
systems, it has to comply to corporate data (quality) requirements (Even and
Shankaranarayanan, 2009; Daniel et al., 2008; Even and Shankaranarayanan,
2007; Chengalur-Smith et al., 1999; Wang, 1998), and it has to be accessible
by the relevant stakeholders.

When functionality of products is no longer limited to the physical prod-
uct space, but is distributed, using connected devices and the Internet, prod-
ucts become parts of enterprise information systems. This may open prod-
ucts to better management, professional monitoring, resource planning, and
scalability. The product’s computing resources and also operational data
are allocated to the “cloud”, a set of distributed entities that together pro-
vide all desired services (Grossman, 2009). The application of logging in the
cloud can leverage the implicit connectivity and potentially lower integra-
tion efforts. A concrete application is e.g., the performance analysis of dis-
tributed systems (Tierney et al., 1998). A simple reconfigurable system for
logging a network of distributed systems is described in a Microsoft corp.
patent (Brown, 1999).

In the remainder, related work on techniques to extract, to automatically
process, and to analyze log data from systems in the field is presented.

2.2.1 Logging events

The most obvious related work in the domain of remote data collection is
“logging” or “data logging” which can be characterized as the recording of
data, incoming events, at a certain rate and storing them for future anal-
ysis. Logging devices are diverse and range from data loggers such as
flight recorders, weather stations, and other stand-alone sensor equipment
to computer-connected data acquisition systems. Logging systems can be
characterized by sampling rates, output format, and application area. They
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have a high reliability, precise time-stamping mechanisms, and persistent
storage of collected data in common.

Research on remote logging peaked in the early 1990ies; (Ruffin, 1994)
gives an extensive overview of logging uses at that time. However, logging
for user experience evaluation was not anticipated at that time. In this the-
sis, the focus is on remote logging that is mostly performed on software sys-
tems and, there, mainly on the user interface of systems, whereas hardware
sensors are only taken into account as additional data sources of contextual
data. Not just the integration of remote logging, also the removal of such
additional code can be an issue (Chilakamarri and Elbaum, 2004, 2006).

Key qualities of a logging system are high availability, even beyond other
parts of the host system, robustness, and extremely low performance impact,
at least when inactive. Logging is such a ubiquitous feature of nowadays
software systems once they reach a certain size and complexity that a wide
variety of logging support systems, frameworks, have been developed. Just
for the JAVA platform a number of logging frameworks exist, most promi-
nently Log4J3 (Gülcü, 2003) which in turn has been ported to many different
platforms, C, C++, Perl, Python, Cocoa, Delphi, and ActionScript to name
a few. In addition, there are Apache Commons Logging, Simple Logging
Facade for Java4, and LogBack5. Commonly these tools focus on runtime
diagnostics, i.e., the representation of software errors together with their oc-
currence context (Nested Diagnostic Context).

Essentially, the described logging approaches implement a simple inter-
face or facade to a potentially more complex system that processes log data.
This interface fulfills mainly two purposes, simplifying event creation by
means of plain function calls and structured event parameters, and trans-
porting the created events quickly out of the creation context. Adaptive ob-
servation differs from the logging approach in that local processing of (raw)
data is supported and can be adapted to changing needs. Chapter 4 shows
how especially this aspect, late convergence, leads to richer information by
leveraging that the local processing can dynamically supplement event data
with contextual data retrieved on the fly from the local systems context.

2.2.2 Log data storage

Log data, event logs and in general data output by a logging system is
mostly stored in sequential files, using simple formats such Comma Sep-
arated Values (CSV), or domain-specific formats such as the W3C Com-
mon Logfile Format (Luotonen, 1995) for web servers, the Internet Engi-
neers Task Force (IETF) Universal Format for Logger Messages (Abela et al.,

3Log4J, http://logging.apache.org/log4j/, last accessed 8/12/2010
4SLF4J, http://www.slf4j.org/, last accessed 8/12/2010
5LogBack, http://logback.qos.ch/, last accessed 8/12/2010

http://logging.apache.org/log4j/
http://www.slf4j.org/
http://logback.qos.ch/
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1997), the Standard Audit Trail Format (Bishop, 1995), the Open Trace For-
mat (OTF) (Knpfer et al., 2006), and the Common Event Expression (CEE)
format (Chuvakin et al., 2008) for security related logging (Chuvakin and
Peterson, 2009, 2010). More recently, Extensible Markup Language (XML)
formats are used for log data (Gonalves et al., 2002; Punin et al., 2002). Com-
pared to CSV or even binary formats, XML is highly structured by a hierar-
chy of tags which add structural semantics to the captured data and support
human-readability. While the above-mentioned formats are file-based, due
to increased demand for analysis speed and precisely querying, log data is
increasingly stored in databases. This kind of storage can exploit character-
istics in the log data to compress and speed up analysis, e.g., by database
normalization, indexing and pre-calculation of certain aggregates and met-
rics. A system that integrates database storage of log data and analytical
components is a data warehouse (Inmon, 2005, 1996) which can be used e.g.,
in Online Analytical Processing (OLAP) (Chaudhuri and Dayal, 1997; Codd
et al., 1993). Also the DPUIS tool, as shown in Chapter 7, stores events in a
database.

2.2.3 Event Processing

Remotely collected data is not always logged explicitly; events from sensors
and (business) information systems are often fed directly into powerful pro-
cessing systems as in complex event processing (CEP) (Etzion et al., 2010;
Rabinovich et al., 2010; Luckham, 2001), an area that recently gained a lot of
research interest. An important notion here is the complex event, an event
that has been deferred from other low-level events by correlating them in
certain way, e.g., if incoming events match a pre-defined pattern or exceed
a threshold. According to the application, further actions can be triggered
by the occurrence of complex events. An example application is credit card
fraud detection by processing transaction data for suspicious patterns (Wid-
der et al., 2007). Adaptive observation is an application of CEP: observed
data is processed on various levels of the distributed event-based system and
the abstraction from raw, low-level events to more semantic, complex events
is a key aspect in adaptive observation. Despite this similarity, the technical
approach in DPUIS (cf. chapter 7) differs from other CEP systems (Eisen-
hauer et al., 2009) in terms of scale and specification method. First, while
CEP engines (Brenna et al., 2007; Barga et al., 2007; Wu et al., 2006) usually
process millions of events per second, this would be an exception for an ob-
servation system. Second, a visual language is used to specify processing
and data flow, instead of textual queries that are run continuously and op-
erate over time windows. The visual language allows also for triggering of
additional data sources and system actions according to (the sequence of)
perceived events.
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2.2.4 Process Mining

Related and even more focusing on analyzing complex temporal (log) data,
are tools that analyze the processes these data represent: process mining
tools such as ProM6. Instead of computing aggregates on the value or seman-
tics of data items, process mining aims at similarities in the temporal order of
events which leads to process models that can be visualized as graphs and
analyzed in many ways, e.g., in terms of conformance to existing process
models (Rozinat, 2010; Rozinat and van der Aalst, 2008). In the context of
process mining, specialized event storage formats such as MXML7 or XES8

exist for direct consumption by analysis tools like ProM (van der Aalst et al.,
2007). Even esoteric formats can often be interpreted by special tools that
extract the necessary data from a variety of (information) systems using the
ProMimport tool9 (Günther and van der Aalst, 2006). A comprehensive ex-
ample, how process mining applies to data collected remotely from a profes-
sional system is shown in (Günther et al., 2008). As log data is the general in-
put to process mining, advanced data collection mechanisms that yield bet-
ter log data can also improve the analysis results. Vice versa, approaches and
guidelines that have been established to improve log data quality and that
deal e.g., with granularity issues, can be leveraged in adaptive observation as
well. An example is to not accept ad hoc log data that has no semantic meta-
data attached to it, thus making semantic annotation of data a mandatory
task in system development. In this respect, semantic process mining (Alves
De Medeiros and Aalst, 2009) as a specialization targets the mining of events
with semantic annotations. Data semantics are captured in one or more on-
tologies which are domain-specific, e.g., for business process analysis (Pedri-
naci et al., 2008b; Pedrinaci and Domingue, 2007) and monitoring (Pedrinaci
et al., 2008a), and can be leveraged during analysis in a process mining tool
like ProM (Alves de Medeiros et al., 2008, 2007) by means of an extension of
the MXML format: SA-MXML (Alves De Medeiros and Aalst, 2009; Alves
de Medeiros et al., 2007; Funk et al., 2009b). During mining, meta-data hi-
erarchies and relationships derived from associated ontologies are used to
correlate and cluster related events. Compared to the (semantic) analysis ca-
pabilities of general-purpose process mining tools such as ProM, the DPUIS
system with its specification and analysis front-end UXSUITE, as shown in
chapter 7, is more dedicated to remotely collected product usage data. Its
processing and analysis is tailored to interaction sequences in connection
with subjective data, obtained from in-product surveys. More specifically,
the tools presented in chapter 7 incorporate the specification of data collection
which is a major difference to analysis-only tools.

6ProM, http://processmining.org, last accessed 8/12/2010
7MXML, http://prom.win.tue.nl/tools/promimport/, last accessed 8/12/2010
8XES, http://www.xes-standard.org/, last accessed 8/12/2010
9ProMimport, http://prom.win.tue.nl/tools/promimport/, last accessed 8/12/2010
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http://prom.win.tue.nl/tools/promimport/
http://www.xes-standard.org/
http://prom.win.tue.nl/tools/promimport/
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2.3 Internet of Things

Network-accessible everyday devices, collectively known as the Internet of
Things (Rellermeyer et al., 2008), are an emerging technological trend that
applies well to e.g., ambient environments, mobile settings and other con-
texts that are densely packed with electronics. Common examples for such
“things” are connected power-meters that measure and help optimizing en-
ergy consumption, weather sensors that feed their data into home automa-
tion systems, and RFID tags that track visitors at large events. The Internet of
Things, as a system that reaches far into the user space, obviously has impli-
cations of user experience (Rothensee, 2008) and on privacy, since the tech-
nological basis relies very much on ubiquitous sensors that gather a huge
amount of contextual data.

Challenges in this domain can be summarized as performance and
bandwidth, accessibility as well as privacy, and semantics. Remote data
collection from such rather atomic sources is a challenge for an observation
system, although the amount of data per sensor per sample is small, the
mass of deployed sensors and the often high sampling rates contribute
to major bandwidth and storage resource usage (Sheth et al., 2008). En-
gineering such a collection system is not a simple task, so both open and
commercial solutions are provided to simplify data collection conceptually,
handle performance and network bandwidth issues, and ease integration.
An example is Pachube10, a web-based data “brokerage” service. It partly
solves also the problem of accessibility for machines and stakeholders as a
wide range of adapters to proprietary data sources is provided and data can
be retrieved in a standard way via feeds. The first applications have already
emerged recently (Trifa et al., 2010), and the availability of many distributed
sensors and their output in a machine-readable format encourages people
to build so called mash-up applications in which the collected data is either
combined and correlated with other data or leveraged by mapping it onto
the application’s core functionality. Emerging examples such as (Yeom and
Tan, 2010) hint both at the potential in visual, interactive data browsing
applications (for public consumption), but also at privacy risks (Woo, 2006).
Finally, the challenge of proper semantics needs to be addressed to make
data accessible, but also to document the whereabouts of data traces. An
example can be found in the Semantic Sensor Web initiative (Sheth et al.,
2008; Sheth and Perry, 2008).

In this chapter, the relationships that adaptive observation has with sev-
eral fields and domains are described. This overview shall help positioning
the research presented in this thesis. However, a large body of mainly tech-
nical related work has been omitted from this chapter; instead it is presented

10Pachube, http://www.pachube.com, last accessed 8/12/2010

http://www.pachube.com


28 CHAPTER 2. RELATED WORK

at appropriate places in the following chapters. Regarding the main contri-
butions of this thesis, a short preview is given below:

• The data collection formalization links to data qualities, semantics, data
flow modeling, event-driven architectures, and complex event process-
ing.

• The design of self-observing products links to model-driven design,
code instrumentation techniques, and domain-specific and visual lan-
guages.

• The distributed adaptive run-time system links to distributed sys-
tems, run-time interpretation, controlled adaptation, and component-
oriented design.

• The application of adaptive observation links to visual and textual lan-
guages as well as information visualization and process mining.



Chapter 3

Running example
How it could be

The methodology and tools proposed in this thesis are best understood
if put in the context of an actual application. This chapter shows the general
ideas of this thesis applied to the product creation processes within two fic-
tional companies in the consumer electronics domain. Both companies aim
for bringing a similar product to the market. However, they take a funda-
mentally different approach to create the product. The companies are com-
petitors and the products will compete over the same shares of that market.
In addition, the product has a strategic value to both players, thus both com-
panies rush to be the first to offer the most appealing product.

The example case takes into consideration that one company wins a sub-
stantially larger share of the market. In reality, there would be more competi-
tors, differences in the offered feature set and product design, and also other
unpredictable phenomena. In this sense, the case is intentionally overplayed to
emphasize differences in the taken approach, but also in terms of company culture
and behavior of product creation process stakeholders.

3.1 The case

The product, that the two players will strive to create, is a new tablet for
the consumer market. It supports an impressively big screen, a range of dif-
ferent connections, sufficient memory for pictures, music, movies and other
personal data items, enough processing power and energy to watch movies,
browse the Internet, communicate with peers and do light office work. As
such, the market for the device is huge, provided a reasonable price and
good marketing. As an additional bonus, the first company to reach the mar-
ket with a product that satisfies customers will set the standards and earn a
significant larger share of the market
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Figure 3.1: Example tablet (taken from the US patent application 60026536 for Apple Inc.).

However, this product is innovative to both companies and they can sup-
port their actions and decision on very little knowledge of the market and
especially the potential customers of the two products.

Figure 3.1 shows an example of such a tablet for the consumer market.
This innovative class of consumer electronics products is positioned between
current sophisticated smart phones and lightweight notebook computers,
also known as netbooks.

3.2 Round one: Company A

Company A was started when two brothers decided to revolutionize the
market for vacuum cleaners from their garage. After two years of engi-
neering the product, basically a more powerful alternative to cleaners on
the market was ready and within months they were so successful that they
moved on to develop the next great thing. Over the time, the company grew
and today it employs thousands of people all over the world. Until now,
A was always among the first to release a new feature, the engineers were
recognized and that influenced the company culture. Everybody was happy
anyway because company A is definitely a winner.

3.2.1 Building a tablet

How did company A approach the development of their tablet? Naturally,
stakeholders of the product creation process struggled with the challenge
to design a new product for an unknown market. However, one of their
OEM partners took initiative and compiled a list of components that would
work together. Finally, a requirements specification was derived from early
market research and efforts to find a match between desired features and
costs. The development went as usual, although the development team was
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larger than for other products since the management wanted to play safe and
overstaffed the project.

3.2.2 Collecting data

After designing the full product according to the specifications, first proto-
types were developed and tested internally. Minor modifications were made
before a beta test was carried out with the help from specialized consultants
who tested the prototype in a usability lab. Participants were invited to use
the device for each 30 minutes and they were filmed and interviewed after-
wards. In addition, the participants could voice opinions during the test. As
a result, a large share of the 16 participants liked the product but could see
improvements on a wide range of features. Only a minority of three partici-
pants would buy the product as is and another minority of four participants
rejected the product for unknown reasons. Although the data was sparse
and not too convincing the management decided to improve the product for
two more months, and then go straight to the market to not loose the advan-
tage of being the first.

Since the feature specification of tablet A noted on page 276 that it could
also be used in a professional environment, the engineers equipped it with
data logging facilities that could be used to quickly detect failures such as
broken hardware parts or software bugs. The generated data would yield
three digit error codes that could be mapped to specific failures of hardware
or software. However, this would take an engineer in a repair workshop to
extract a spreadsheet of all logged data from the device and process it man-
ually to find a suspicious error code sequence. Subsequently, this sequence
could be interpreted to isolate the bug, given the right expertise. Due to the
efforts this approach took to find a single problem, the logged data was sel-
dom used and even if—the data would simply not contain any useful data
on the user experience. There was no error code for “frustrated user”.

3.2.3 Releasing the tablet to the market

What engineers and managers of company A perceived as the superior prod-
uct, was far less impressive from the customer point of view. And it got
worse when customers bought and actually used the device in their homes:
at first, the product seemed to match their expectations based on the specifi-
cation of features, the aesthetics and a good out-of-box experience, however
in contrast to this initial observation, the product performed gradually worse
over time: it turned out to be too heavy for occasional use, too complex for
casual use, and finally too expensive since it carried a wealth of features that
even did not work well together.

Company A never heard about these problems. Instead, company A
“perceived” that the product received good initial remarks from magazines,
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even recommendations and many early adopters bought it, due to the fact
that it was the first product on the market to offer this rich feature set. Af-
ter first three months of promising sales, the numbers dropped dramatically.
Some customers returned the products to the shop and a lot of them showed
up on online auction platforms, for surprisingly low prices. In the end com-
pany A did not know how many customers accepted and adopted the prod-
uct and how many rejected it for a variety of likewise unknown reasons.

The product manager in charge for the tablet experienced the first real
customer feedback when his son quickly searched on the Internet and stum-
bled upon a mass of negative if not offensive blog posts, forum entries and
reviews. Almost all bloggers and reviewers voiced they found the device un-
able to do what they expected, instead it would behave strangely different.
When looking at online sources, the product seemed to be complete failure.

3.3 Round two: Company B

Company B was started as a small spare parts shop on the British coun-
tryside. Over time, after being very successful in selling and even making
cheaper spare parts for other brands’ products, the founders also experi-
enced changing demand. For instance, they actually lost customers because
one of their spare parts, a motor, caused a popular household appliance to
emit surprisingly disturbing noises, but only in Argentina.

Apparently, quality control forgot to thoroughly test the motor with the
particular model for the South-American market. Nevertheless, they moved
on, improved the notorious part, sincerely apologized to angry customers.
Since then, learning from failures and eventually turning them into actual
successes has been an important part of the company culture–until now
where company B is a multinational operating in various sectors.

3.3.1 Building a tablet

In the beginning, the product creation process for the second tablet was sim-
ilar: Since the tablet was supposed to be an innovative product on a new
market, there was no prior experience to learn and benefit from. So company
B also started with market analysis and specified an initial set of features for
the tablet. At this point, the process went into an entirely different direc-
tion: first, the team of product stakeholders identified a lack of user-focus
and customer insight as a root cause for past product failures. Second, they
realized that they missed sufficient information to build a satisfying product
that innovative; they missed even the means to get that information. This led
to internal discussions about viable solutions how to bring customer insight
quickly to the development process.
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3.3.2 Collecting data

They came to the conclusion that the best strategy to generate actionable
information would be to have early prototypes in the field—and use a so-
phisticated data collection approach to capture meaningful data in a couple
of iterations. There was a consensus that a broad set of well-chosen stake-
holders should benefit from collected data, i.e., they all should be able to
influence and tailor data collection to their needs throughout the entire pro-
cess (cf. Chapter 5).

“. . . information is always too late, I need it on the same day or
at least the same week. I don’t want data from months ago and
from a different version.” Ben, Developer

Tablet usage data was collected from early prototypes of the tablet, from
alpha and beta testing devices, and finally from the released tablet—from
inside: a small software component, called observation module, was inte-
grated into the tablet software and collected data from various sources such
as buttons, navigation menus, gestures, and tablet applications like email,
eBook reader, and the integrated web-browser. The data was pre-processed,
anonymized and transmitted via a network connection to a central server.

Integration

In a few sessions with both developers and interaction designers, the teams
identified interesting internal parts of the device and the user interface to
collect data from. Examples were on the one hand the general performance
of the product, which functions were too slow to be used without distrac-
tion, or slow reaction times of hardware buttons. On the other hand, there
was a wealth of data generated by the user interface that could be used to
track frequent usage patterns and confusing features where users repeatedly
missed the goal (cf. Chapter 6).

When the developers finished the integration of data sources in surpris-
ingly short time (they said it was actually faster because they knew what
to log), the stakeholders started collecting meaningful data which could be
analyzed instantly (on average, stakeholders had to wait no more than four
minutes until first useful data traces were received). Stakeholders did not
have to program this; instead, a visual editor helped them in specifying data
collection. Also, data collection could be changed at any point in time, and
most stakeholders used this to refine collected data after getting a first im-
pression how a particular product feature was adopted in the field.

After an event had been captured from the user interface, it would be fil-
tered or combined with other events in the observation module. Most impor-
tantly, it would be annotated with semantic meta-data which could be any-
thing from high-level feature names (“email submitted”, “swipe gesture not
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finished”) to informal questions (“user confused here?”). This was essen-
tial for understanding and analyzing event data, especially for non-technical
stakeholders.

While this event collection was already a helpful improvement, stake-
holders often wondered why users did certain things. Since it was not fea-
sible or desirable to call testers and talk with them, the observation module
allowed for sending short surveys to selected testers. This had been even au-
tomated: stakeholders were interested in user satisfaction of a new menu, so
some of the testers would get a survey automatically after using the menu.
Using this survey, they could rate the available functionality, point at a miss-
ing feature, and add general remarks. In the analysis, local events and sur-
vey data could be easily combined leveraging semantic meta-data. Stake-
holders could e.g., see what testers did directly before rating a tablet function
especially good and bad. This insight helped stakeholders reduce inconsis-
tencies and reuse great functions in other parts of the tablet.

The data sources were documented openly so that different teams could
benefit from sources, collected data and analysis results. More importantly,
the team of stakeholders also agreed on a good translation of such data
sources, e.g., to the domain vocabulary of interaction design to make them
usable without artificial constraints. When the developer inserted a data col-
lection sensor for hardware button “A0103x”, it was named according to its
function in the user interface, namely “navigate to main menu”. For buttons
that acted as soft keys (their functionality changes from screen to screen), ad-
ditional information was generated to pin-point its current modality. Stake-
holders could benefit from common knowledge based on real-time prod-
uct usage information—and if needed they could quickly measure missing
parts. As a result, the initial product and feature specification changed by
70% and the product creation stakeholders developed more and more confi-
dence in the tablet prototype and its success on the market.

3.3.3 Releasing the tablet to the market

When company B’s tablet was introduced to the market, it was decided to
leave a slightly restricted version of the logging inside the product. Cus-
tomers were notified upon first use of the data collection and were asked to
opt in in return for a complimentary extended support contract. This data
helped to quickly solve three smaller issues with the user interface for users
in France and Belgium, and sped up the product introduction in the Mid-
dle East. The product was a big success despite entering the market four
months after company A’s tablet. While initial sales of the second tablet
were not as promising as they had been for company A, the product was
recognized for “superior user experience and a well-balanced choice of fea-
tures complemented by a thoughtful design”. Especially the user experience
over time was much better than for any other tablet made by competing
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manufacturers, and sales were pushed mainly by word of mouth. Again,
the Internet played a large role in voicing customer experiences, yet very
positively: there were numerous blog posts and reviews that let company
B’s tablet stand out even more since it was often compared to company A’s
failed attempt to build a tablet.

3.4 Discussion

Company A’s biggest problem is a general lack of user insight, that is, infor-
mation how the products are used in the field. Although the product had
been tested in a usability lab, the results were neither representative for a
world-wide market, nor actionable, i.e., they were perceived as valid enough
to support an important decision. Therefore key stakeholders of collected
data refused to change plans according to findings. Rather ironically, the first
“actionable” findings were generated accidentally by a non-professional, the
product manager’s son. By that time, however, it was too late to adapt. Com-
pany A missed the opportunity to learn from early end-user feedback and to
establish collected data as a communication means in the large development
team.

The tablet made by company A failed in the market which became appar-
ent when company B finally launched their tablet. In the contrasting exam-
ple, company B used the access to relevant product usage information well
and strove to improve the product based on reliable data from the field. Since
all stakeholder agreed on a well-defined data collection and analysis process
concurrent to normal product creation activities, the data was collected and
could be leveraged early in the process for crucial product improvements
and true anticipation of customers’ needs.

However, company B did not just collect every available data item which
would have resulted in a mass of unwanted raw data. Instead, a careful
choice of relevant data and a technology to adapt data collection over time
to keep the information relevant and meaningful was key. Together with or-
ganizational commitment remote product data collection served as the basis
for the addressing customers’ needs and ultimately for making the tablet a
success.

The running example is not over yet; it continues in the next chapter on
page 45) with Company B’s considerations of what data to collect and how
to model it.





Chapter 4

Adaptive observation
How to define adaptive observation

Adaptive observation is a novel approach towards the remote collection
of data from products. The word “observation” hints at a highly detailed and
interactive approach to remote monitoring, whereas “adaptive” expresses
the capabilities to change data collection mechanisms in real-time to adapt
to changes in information requirements. The approach in general aims at
a more flexible extraction of data about product usage, but also about the
experience users have while using the product.

In the first part of this chapter, the understanding of data and information
is revisited to pinpoint shortcomings in the way data is currently acquired
and utilized, as well as to work towards motivating a set of requirements on
data. Adaptive observation as a new approach to data collection calls for a
theoretical framework for their evaluation and to compare them with their
technological predecessors. This chapter introduces a new formalization of
data collection systems that gives a formal definition of remote data collection
from distributed systems such as products in the field. Subsequently, two
different remote data collection approaches are derived from the formalization:
simple data logging and adaptive observation. The data collection formal-
ization gives a common ground to explore fundamental advantages and dis-
advantages of the two approaches. Note that once the approach of adaptive
observation is introduced in section 4.3.3, wording is changed intentionally:
“data collection” becomes “observation”.

4.1 Data and information

The data collection formalization introduced in this chapter defines a data
collection system and its components on a high level. But before, this sec-
tion elaborates on the data as the results of using any type of data collection
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system. First, the fundamental qualities of data that shall be reached and im-
proved are outlined. Second, a generic classification scheme for hierarchical
classes of generated data is proposed. This scheme helps distinguish be-
tween different levels of richness, i.e., different manifestations of actual data
quality. Indirectly this points to approaches to generate data, two of which
are covered in section 4.3. Note that data is used throughout this section
synonymously for information as it is the more generic term.

4.1.1 Qualities of data

Research elaborated on qualities of data in terms of information product
qualities (Wang et al., 1995), data qualities (Wang and Strong, 1996), man-
aging the information as a product (Kahn et al., 2002) as in total data quality
management (TDQM) (Wang, 1998). Reducing commonly understood data
or information quality measures such as accessibility, appropriate amount
of data, believability, completeness, concise representation, consistent rep-
resentation, ease of manipulation, free of error, interpretability, objectivity,
relevancy, reputation, security, timeliness, understandability, value-added to
the three qualities completeness, consistency, and confidence (Daniel et al.,
2008) is one approach to obtain a better focus on certain most relevant qual-
ities of business intelligence data. However, in the domain of remote data
collection from products, additional criteria are needed such as:

• relevancy since the collected data concerns multiple stakeholders and
should be relevant to their role in the organization,

• understandability since information is only as good as its understand-
ability in a business context, understandability directly translates to
being actionable—or not, and

• timeliness since data is needed to quickly address root causes of product
problems but also to predict future scenarios and act upon them.

The goal is to generate data that is appropriate for its intended specific
use. While timeliness can be ensured (with some constraints) by the design
and implementation of a remote data collection system, relevancy and under-
standability depend mainly on the semantics of generated data; semantics are
the essential ingredient that renders information.

Semantics

When the subject of data collection are system events and low-level data,
a translation into human-understandable data is necessary. Semantics can
support this by defining a (domain) vocabulary that expresses better or on
a higher level what the data actually means. A simple example is the one-
to-one mapping of an error code “A44-KL55T” to a human-readable event
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“Server A44 could not be reached”. Similarly, semantics can annotate cate-
gories of events that might even be orthogonal, e.g., events concerning input
devices might be labelled “Input event”, but also “HW” and “SW” for hard-
ware respective software-initiated events.

In the approach of adaptive observation, semantics play a major role as
stakeholders of product information need a way to communicate what data
should be collected, and how it should be presented in an understandable
way. Semantics are the core problem and solution at the same time. While
timeliness, flexibility, and changeability are good reasons for an advanced
data collection approach, the reason with the biggest potential is clearly bet-
ter semantics. However, the approach does not automatically provide right
semantics for every possible use-case and stakeholder, the objective is to pro-
vide the right means for embedding semantics in the entire flow of designing
and using adaptive observation as a data collection approach.

Ontologies The technical approaches to capture semantics shall be nar-
rowed down in this context to the more or less formal ontology. Ontologies
are commonly graphs of related concepts which are linked by classes of rela-
tionships (Gruber, 1993). Single concepts within an ontology appear in their
context of different relationships to other concepts. A simple example is the
graph of characters (persons) in a TV show with their actual relationships fa-
ther, mother, child, friend formalized as links within the ontology: father-of,
mother-of, child-of, and friend-of. Similar to real life, a person is embed-
ded in a network of related others. Such a network, the formalized graph of
characters, can then be queried, e.g., for finding all friends of a person’s par-
ents. The building blocks of ontologies contain classes, instances, attributes,
and relationships of different kinds. Building ontologies for a certain do-
main, i.e., capturing knowledge in a structured, meaningful, and reusable
way, is not an easy task. Therefore different methodologies to build ontolo-
gies have been proposed (Fernández-López and Gómez-Pérez, 2002; Noy
and McGuinness, 2001). Even then, designing and maintaining one or more
full-fledged ontologies can be a complex and tedious task which might be an
unnecessary burden for the sake of data collection.

Taxonomies Ontologies provide expressive powers that are often beyond
the needs (and capabilities) of stakeholders. Therefore, a limited subset
of commonly used elements is derived, e.g., a taxonomy which consists of
just classes and a single hierarchical relationship such as supertype-subtype
or generalization-specialization. This realizes essentially a tree structure
which sets taxonomies apart from ontologies with multiple relations be-
tween classes. Taxonomies are being used in the industrial context for years
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already, e.g., International Standard Industrial Classification1 and North
American Industry Classification System (2).

Tag lists An even simpler means of organizing meta-data is to simply list
concepts as tags which are commonly one or more single words that anno-
tate the data item; i.e., a single-level ontology without relationships. Tags
are used nowadays e.g., on the Internet for categorization and annotation
of user-generated content. Its simplicity makes tagging an approachable
activity that yields usable meta-data in most cases. Although relationships
might be desirable, tag lists can be a good starting point for building a
conceptual model before links between such concepts are established.

The choice of semantic technology used in the data collection depends
not just on the specification and collection phases, but also on how the data
will be analyzed. Recent analysis tools increasingly support semantic meta-
data in form of ontologies, e.g., ProM3 (Alves de Medeiros et al., 2007), how-
ever not every form of ontology format is supported. In this sense, the entire
chain of processing needs to be considered when deciding for a semantic
technology.

Regardless of technical realization, semantics do not only improve
machine-readability, but also act as interpretation support for their owners,
stakeholders, and users. For an industrial audience, this approach to seman-
tics can be seen as a good compromise between no semantics at all and overly
complex ontologies. Semantics should be seen as a powerful helper, but that
has be used well to achieve good results. In this thesis semantics will be con-
sidered in the context of single events, i.e., lists of concepts per event. These
concepts annotate the event and help relating it to similar events, while the
actual organization of concepts, either within an ontology or taxonomy, be-
comes important when collected data, recorded events, shall be analyzed.

Reliability

Unlike security and privacy, reliability is a major concern for the observing
party. Data is collected for a purpose which is important enough to mobilize
multiple stakeholders, developers, facilitators, and analysts. Chances are
that mistakes in the specification of data, the collection process, the storage,
the analysis and interpretation lead to biased decisions—and actions.

Finally, stakeholders should be aware of the fact that observation biases
the data. The monitoring of processor performance is a simple example:
since monitoring itself contributes to the overall load of the processor, the

1ISIC, http://unstats.un.org/unsd/cr/registry/regcst.asp?Cl=27, last accessed
8/12/2010

2NAICS, http://www.census.gov/eos/www/naics/, last accessed 8/12/2010
3ProM, http://processmining.org, last accessed 8/12/2010

http://unstats.un.org/unsd/cr/registry/regcst.asp?Cl=27
http://www.census.gov/eos/www/naics/
http://processmining.org
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monitored value will be always higher than the actual load of the processor
which is not observed. Data collection itself impacts the reliability of data.

Unfortunately, data reliability is not just a technical issue that can be
solved by design or extensive testing. Instead, data reliability is determined
by the entire data collection process (cf. Chapter 5) starting with the reliabil-
ity of every single data source that contributes to the final data set to all pro-
cessing and mapping that is applied to generated events. This point again
stresses how important a clear understanding of the semantics of collected
data is, right from the beginning until the end. Likewise, the transformation
of data from one context, e.g., on a low level, to higher levels and necessarily
abstraction have to be documented and traced to maintain the meaning and
conciseness of data. The reliability of collected data depends directly on its
meta-data; adequate semantics that are meaningful to all stakeholders can
help to avoid misinterpretation and prevent redundancy or omission which
would have an negative impact on the overall costs of data collection.

Costs

Every kind of data, even every single data item has its cost. Therefore, all
data sources that are identified in the system should have a utility, a value
which should ideally balance out the life-cycle cost of collecting data from
this source. These costs consist of:

• implementation costs, changing the system’s software and even hard-
ware to instrument the data source in such a way that it can provide
meaningful data upon request,

• testing costs, ensuring that the instrumentation of the data source will
cause the system to behave differently and show unwanted behavior
regardless of data collection activity,

• documentation costs, defining the format of generated data, usage im-
plications as well as its semantic content, and making this description
accessible to all stakeholders,

• communication costs, notifying not only stakeholders, but also users
about a data source, the implications of data collection and to inform
about ways to opt-out of data collection at any time,

• usage costs, both in terms of resources, i.e., system performance, network
bandwidth, communication overhead, central processing, and reliable
data storage costs that data collection might cause, and in terms of ef-
forts to specify and analyze interpreted data,

• and finally removal costs, essentially “de-instrumenting” the data
sources, restoring the original state of the system and removal of any
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side-effects of data collection. This last part of the overall cost should
be considered especially for products which will make use of data col-
lecting during testing prior to release, and which must not collect data
during their usage at the customer, e.g., for privacy reasons.

Careful planning, but also the inherent flexibility of the adaptive observa-
tion approach can help to control these kinds of costs. On the one hand, the
evaluation of the utility versus costs can help reduce implementation, test-
ing, documentation, and removal effort of costly instrumented data sources
that do not satisfy the information needs of stakeholders. On the other hand,
the flexibility to enable or disable data collection from certain instrumented
sources can help reduce communication and usage costs.

4.1.2 Levels of data

The choice for a data collection approach as shown in this section deter-
mines the content and structure of collected data. It is worthwhile to identify
classes of collected data as a means to also assess and evaluate the data col-
lection approach. The division of data into classes resembles a capability
maturity model (CMM, CMMI) (Chrissis et al., 2003) as it ranges from ad
hoc, improvised measures to integrated, and even optimized approaches as
shown in the following.

1. Initial. Ad hoc log data, commonly used for testing single features of
a system, basic session information and debugging. There is no struc-
ture given that instructs the generation process. Rarely automatic anal-
ysis approaches are there and applied. Neither data nor its generation
mechanisms are intended for long-term storage and use respectively,
often not even for more than just the implementing developer. It is
essentially throw-away data for solving a temporary problem.

. . .
System s t a r t e d . . .
p r o j e c t opened : t e s t p r o j e c t 1 2 3 4 . p r j
ERROR, f a l s e user name ” t e s t u s e r ”
p r o j e c t opened : t e s t p r o j e c t 1 2 3 4 . p r j
ERROR − t h i s should not have happened !
Exception in c l a s s ”PasswordHolder$1”
. . .

The listing above shows log lines that have no common format and
result from console output statements inserted ad hoc into the code,
e.g., as need for debugging arose.

2. Defined. Log data with a well-defined structure and format, often gen-
erated using a logging framework or a standardized API. This type of
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data can be analyzed automatically on a generic level and is used in
a broad range of applications such as web servers, midsized software
projects, communication buses and networks. Structured log data ap-
plies to very specific usage scenarios and, though being a widely ac-
cepted approach, it is still hard to analyze on a large scale.
1 2 7 . 0 . 0 . 1 [10/ Jan / 2 0 1 0 : 1 3 : 5 3 : 3 6 +0100]

”GET /index . html HTTP/1.0 ” 200 2326 ” http ://www. google . com/”
1 2 7 . 0 . 0 . 1 [10/ Jan / 2 0 1 0 : 1 3 : 5 3 : 3 7 +0100]

”GET /apache pb . g i f HTTP/1.0 ” 200 2326 ” index . html” . . .
1 2 7 . 0 . 0 . 1 [10/ Jan / 2 0 1 0 : 1 3 : 5 3 : 3 7 +0100]

”GET /apache win . g i f HTTP/1.0 ” 200 2326 ” index . html” . . .
1 2 7 . 0 . 0 . 1 [10/ Jan / 2 0 1 0 : 1 3 : 5 3 : 3 7 +0100]

”GET /apache mac . g i f HTTP/1.0 ” 200 2326 ” index . html” . . .

The listing above shows log lines from a web server that have a com-
mon format and structure. Each line contains information on the ori-
gin of a HTTP request, the time, the requested file on the server, the
server’s response code and the referring URL. Although this data can
be analyzed, there is no semantic meta-data attached that expresses
relationships between atomic data items.

3. Integrated. Semantically structured log data is annotated with meta-
data that can be used to analyze better, link and correlate unconnected
data items and finally reason about them. By leveraging the structure
of meta-data, multiple data items attributed to certain concepts A’ and
A” can be aggregated to the super concept A. (Alves de Medeiros et al.,
2007) gives an overview on mining this class of collected data in terms
of processes. At this level, data becomes information that supports
decision processes and gaining understanding of product and its us-
age. “Integration” also covers the usage of collected data in numerous
processes such as design and new product development, maintenance,
controlling and support.
[ 1 ] [10/ Jan / 2 0 1 0 : 1 3 : 5 3 : 3 6 +0100]
[ 2 ] d ia log but ton pressed
[ 3 ] ”no subj f i l l e d in ”
[ 4 ] ”# email , # engl ish , # incomplete , #warning”
[ 5 ] machine 2f93a3e847f

The listing above shows an example data item that has a defined struc-
ture and meta-data. It contains time information (1), the event origin
(2), event data (3), semantics (4), and the machine ID (5). This data can
be analyzed also in terms of semantic meta-data which, in this exam-
ple, adds information about the current language settings and a warn-
ing that the email was apparently incomplete.
At higher levels, as described in the following, no concrete examples
are given since the emphasis is on (improving) the processes that gen-
erate data rather than the structure of data itself.
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4. Managed and Measured. Semantically structured log data is extended
with generation information that allows for tracing the origins of data
as well as individual processing applied to it in the chain. This involves
not only a thorough documentation of data collection mechanisms, but
also performance considerations and organizational changes. Itera-
tions that lead to better data are described and implemented in the reg-
ular business processes. Eventually, a particular level of data quality is
achieved and maintained which can be also described as “stakeholder-
optimized”, i.e., every stakeholder’s information needs are addressed
and satisfied.

5. Optimized. Data collection that is in the stage of being optimized is al-
ways on trial. Its well-defined and measured level of data quality is
constantly increased by improving the processes implemented in the
“Managed and Measured” stage. To evaluate and optimize it is nec-
essary to also collect structured data about the data collection mecha-
nisms and how stakeholders interact with the system. This assessment
of the quality of data generation and usage can help to further improve
mechanisms and hence the understanding of the product in the field
and its users.

The level of data that is being collected depends on the choice of data
collection and on the organization. This means a higher level can motivate
the transition to a different data collection approach that is applied in the or-
ganization. Likewise, an analysis of the current data collection approach can
explain stakeholders’ struggles with collected data as they subconsciously
strive for a higher level of data which is hard to achieve with current means.

4.2 Data collection formalization

The data collection formalization (DCF) describes the building blocks for
integrating data collection into an observee system to obtain an operational
data collection system (DCS) as depicted in figure 4.1. “Observee system”
denotes any system containing observables, i.e., a system with places from
which data can be collected. A data collection system enables information
stakeholders to collect meaningful data in desired quantity and quality from
a number of observee systems in the field.



4.2. DATA COLLECTION FORMALIZATION 45

– RUNNING EXAMPLE –

Company B: data and information requirements

Not only the engineers responsible for development of the tablet un-
derstood a lack of field data as a potential cause of costly specification
mistakes. Other experts involved in the early stage of tablet development
agreed and jointly the needs for specific data were expressed.

As it proved to be too complicated to directly come up with detailed data
requirements (which would change anyhow later on), they first decided
to agree on a high-level strategy that would be consistent throughout the
entire product life-cycle, and second on an approximate budget for all data
collection activities. Regarding the qualities of data (see section 4.1.2), the
team decided to aim for the Managed and Measured level, quite ambitious,
but feasible. Further advancements towards the Optimized level could then
be achieved over time.

The budget for remote data collection permitted to have two developers
work on integration and instrumentation for at most a week. This would
involve the instrumentation, the testing of the data collection system, the
brief documentation of instrumented data sources, and a left-over of one
day for observation removal. These constraints motivated a conservative
approach to data requirements, i.e., incorporating only data sources in the
user interface and a few performance-intensive ones about the system in
general. While the instrumentation would be final, the concrete processing
and mapping of collected data would be postponed until a prototype and
thus collected data would be available.

The running example continues in this chapter with the data collection sys-
tem architecture (see Page 51).

In addition, “observee system” denotes the system’s state before inte-
grating any data collection mechanisms and instrumenting data sources—a
naked system in terms of data collection. It is worthwhile to record this state
to be able to assess the impact of data collection on the fidelity and perfor-
mance of it, but also to be able to roll-back data collection if necessary and
restore the original system state. Data collection can be seen as an integral
part of an observee system, but at the same time it is a new aspect to the sys-
tem and its behavior that should be integrated carefully since it will have an
impact on most facets of a product.

In chapter 5 the design flow from an observee system to a fully oper-
ational data collection system is presented. The resulting system as e.g.,
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Figure 4.1: Basic elements of a typical data collection system in a client(observee
system)-server topology. Observables are places within the observee system that can be
instrumented with hooks, i.e., additional code, to collect data. The data is represented
via another client system that is located in the information stakeholder’s proximity.

shown in figure 4.1 is a combination of three essential parts:

• the observee system,

• the data collection system, and

• the data collection specification.

A data collection system is composed of sub-systems, data collection
nodes, that serve different purposes such as data collection, data process-
ing, and data presentation. The lower part of figure 4.1 shows the observee
system with such an integrated data collection node which is connected to
another node (at the top) that receives collected data and forwards it after
processing to a representational node. The data can be accessed and ana-
lyzed by an information stakeholder. While this bottom-up flow concerns
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Figure 4.2: View of a single data collection node, showing its integration with the ob-
servee system at the bottom, the set of provided abstract process components (APCs),
and a data collection specification that makes use of such process components for data
generation and processing. Note, that instrumented observables in the observee system
are represented as “Observables” (APCs), although, technically they are called “hooks”
by then (cf. fig. 4.1).

the collection of data, there is also a top-down flow that is used to instruct
data collection, i.e., what is collected and how collected raw data should be
processed. Initiated by the information stakeholder, a data collection spec-
ification is distributed to all observee systems (products) in the system as
means to adapt the behavior of their contained data collection node accord-
ingly. Note, that this capability is not present in most current data collection
systems. Instead, a fixed data collection specification is built in and used.

While the data collection system is responsible for generating and pro-
cessing data, transmitting and storing it, as well as finally presenting it to
information stakeholders, the data collection specification defines what data
to collection and how to process and present this data. This separation of
concerns is not only important for composability and reuse of data collection
systems, it provides also means to change the sort of collected data without
changing the entire data collection system.

Each node within a data collection system provides general functionality
to process, map and, if needed within the node, presentation of data. In a
typical case, as illustrated in figure 4.1, the data collection node within the
observee product will simply collect raw data and perform first processing,
i.e., data normalization and mapping. When the data is transmitted to a non-
leaf node in the data collection system’s topology tree, data from different
products can be correlated to compute aggregate metrics over a group of
observee systems (products). An example is the average processor load of
products located within a certain country. This shows that although nodes
perform different tasks a generalization of data collection nodes is feasible
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Figure 4.3: Example use of abstract process components (APCs) in a concrete data col-
lection specification.

and helps fitting data collection to different application scenarios, as will be
shown in the remainder of this chapter.

Figure 4.2 shows a detailed view of a single data collection node together
with an observee product. At the bottom, the connection between the ob-
servee system and the data collection node is shown: observables. These are
in general places in the observee system where data can be obtained from.
When these places are instrumented, additional code is placed that retrieves
the data and forwards it to the data collection collection node. This spe-
cial piece of code is sometimes named a hook. Note, that in the context of
the data collection formalization (DCF), “Observable” is used for an instru-
mented observable, but in all following chapters, the more technical term
“Hook” is used, e.g., in section 6.3 where it is covered how to instrument the
observables within an observee system.

The observable is an abstract process component. Data collection nodes con-
tain a set of such abstract process components, as depicted in figure 4.2. The
figure also shows a data collection specification at the top which uses com-
ponents from this set for defining the data processing. This is where the
linking between data collection “hardware” and “software” happens: nodes
provide a set a of abstract process components which can be instantiated
and linked together according to a specification. These linked components
form a chain, usually from an observable via different kinds of processing
and mapping to a view. An example of this chain is shown in the lower part
of figure 4.3 where a data collection specification instructs to take a sample
from a CPUPerformance observable which is sent as an event to a Process-
ingBlock that computes the running average. Subsequently, the meta-data
“#performance load” gives meaningful semantics to the event and the event
data. The actual CPU load is visualized in a gauge view.

This small example illustrates three other types of abstract process com-
ponents at the top of figure 4.3: ProcessingBlock, SemanticMapping, and
View. Their basic functionality is equally simple: ProcessingBlocks receive
events via their inlets, process them, and forward the result to their outlet.
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Figure 4.4: Example of observation specification with aggregation by semantic concept
for charting events.

An example of such processing is shown in the figure: computing the av-
erage over all incoming events. SemanticMapping components attach a pre-
defined semantic meta-data, a concept, to an incoming event before forward-
ing the event to other components. The concept is provided by the obser-
vation specification and it expresses additional semantics that the raw event
did not yet possess. Finally, Views are a generic means to present data such
as a gauge view in the example. Note that it is rather unusual that all four
abstract process components are employed within one observation node. In
most cases, different capabilities will be utilized at different levels of a data
collection system.

In other applications, views can be pie or line charts that require further
aggregation of events before visualizing them. Here, semantic concepts can
serve as categorization for otherwise unrelated atomic events. An example
of this scenario is shown in figure 4.4. The observation specification in the ex-
ample attaches three different semantic concepts to incoming events, about
email, configuration, and browser activity. Then, events are aggregated by
taking the sum of their data payload by concept which yields three (concept,
sum) pairs. These pairs can be easily charted as a pie chart, as shown in the
figure.

Coming back to the system structure, nodes and their abstract process
components are the static part of the system, whereas data collection spec-
ifications dynamically instruct data collection and processing mechanisms
in terms of processing chains. Depending on the chosen approach (cf. sec-
tion 4.3.3) a change of such instructions can happen even at runtime.

The generic elements of a data collection system that have been explained
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above represent the static structure of such a system. A more detailed for-
malization is presented in the Appendix (cf. section A.1). There, also formal
transformations of the system and data are explained in the context of the
data collection formalization.

4.2.1 Data collection system behavior

The behavior of a data collection system is determined mainly by the actual
implementation of a data collection approach, therefore high-level dynamics
and execution semantics will be addressed first, followed by a more concrete
example.

Event creation

The nature of such a data collection system is usually event-driven and reac-
tive, i.e., the system is idle and waits for events and acts upon them with a
well-defined sequence of processing steps. Afterwards, the system suspends
to wait for the next event. In this sense, observables are the initiators of dy-
namics and they react on events such as user input and external events from
a network or connected sensors. Apart from such event-driven observables
that directly yield discrete data, data sampling is a technique to obtain dis-
crete events from a continuous source. Sampling can be formalized using
timers which periodically trigger the observable to measure and propagate
a data sample, i.e., a derived event. The period of triggering is the sampling
rate. The expressiveness of the data collection formalization (cf. section A.1)
even allows for modeling timers as observables of time with a periodic initial-
ization: the time observable is parametrized with a period ∆t and the ob-
servable generates an event after time ∆t has passed, and repeats this until
execution is stopped or the parameters are changed.

Event propagation

From the event processing point of view, the data collection system is essen-
tially a (1) network of interconnected data collection nodes which each might
contain a (2) network of abstract processing components. It is important to note
the difference between non-local respectively local concurrency in the data col-
lection system: while non-local concurrency takes the network of data collec-
tion nodes and its inherent parallel event processing into account, local con-
currency denotes concurrent event processing in the local context of a single
data collection node. The way incoming events are propagated within these
contexts network during processing and mapping is crucial for the speed
and stability of the data collection system. In the following, local concur-
rency is the major concern. Two examples shall be given for different event



4.2. DATA COLLECTION FORMALIZATION 51

processing and propagation strategies: a synchronous strategy that propa-
gates sequentially and an asynchronous strategy which enables local concur-
rency.

– RUNNING EXAMPLE –

Company B: the data collection system

Company B ambitiously planned for world-wide collection of data, but
also for data collection support tailored to specific countries. The following
system architecture came to their minds:

At the bottom, the tablet in the individual user’s proximity is shown,
from which data will be generated initially. This data is processed and
transmitted to the middle level where, by country, proxies are located.
These proxies allow for country-dependent processing and also attach
country-wise semantics to the data items. First data aggregation, e.g., for
computing a country average, happens here. At the lop level, one or more
servers would receive all data from country proxies and store it securely
for analysis purposes.

Since an adaptive data collection approach was chosen, the country proxies
also enabled that different observation specifications could be sent to the
tablet over time, e.g., in case an anomaly within only few countries needs
to be addressed.

The running example continues in the next chapter with Company B’s ap-
proach to data collection (see Page 56).
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Figure 4.5: Breadth-first event propagation within a single data collection node (DCN).

Synchronous and sequential Sequential event propagation can be seen as
a simple flooding algorithm: once an event reaches a process component
such as a SemanticMapping component, the event is instantly handled and
passed to all subsequent components, either in their order of connection at
initialization of the network or randomly. Figure 4.5 shows an example that
shows an event generated at the top layer distributed to components at the
bottom. Events are propagated in a breadth-first strategy which first propa-
gates all events on one level before processing with the next level. Whenever
the event’s path branches, the entire event or variable parts of a structured
event need to cloned to avoid processing side-effects. The breadth-first strat-
egy is closer to the intuitive understanding of events moving through a net-
work than e.g., a depth-first strategy. The sequential processing of events
is suitable for resource-limited systems with little or no parallelization, for
systems with low event throughput, and for systems in which a determined
order of event propagation shall be exploited for optimization.

Asynchronous and parallel Systems that propagate events asyn-
chronously can be built e.g., using the Actor model in which each connected
abstract processing component is treated like an independent actor and data
is passed via messages between actors(Hewitt et al., 1973; Clinger, 1981;
Agha, 1986). Abstract process components can receive event messages from
multiple connected components in a particular order, process events, and
emit identical, modified, or even new events to connected components.
Messages can continually arrive and might be temporarily stored in an
internal queue before actually “receiving” them, however it is important to
note the asynchrony: a message is sent to a recipient, but there is neither
an acknowledgment of arrival nor a guaranty on the order of arrival.
Compared to the sequential event propagation, the exact behavior of such a
system cannot be predicted easily, given a certain level of complexity.
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Especially the synchronous event propagation requires additional con-
straints to avoid thread and memory starvation and increase general perfor-
mance. Thread and memory starvation is related to the general notion of
deadlocks from which event-driven systems might naturally suffer. Regard-
ing the execution semantics of a data collection system, a deadlock is defined
as the case where no process component can make progress while still be-
ing active, i.e., not terminated. Two causes of a potential deadlock can be
identified: First, a cycle in the graph of process components and second a
limited number of threads that might cause starving of resources, as will be
discussed below. In general, the first unwanted case can be effectively pre-
vented by limiting data collection specifications to acyclic graphs of abstract
process components, i.e., components’ outlets cannot be connected to inlets
of their predecessors on any given path they are on. In other words, the cut
of the successor set of any given node with its predecessor set is the empty
set. In the second case, a constraint that all functions must directly terminate
without waiting for other events can be imposed. If a component’s internal
processing function requires another incoming but not yet received event e′

in order to terminate, the state of the particular component is stored and
processing terminates. Whenever event e′ is received, the computation is
continued in the context of the stored state. As an example, consider a pat-
tern matching component, where all events needed to fulfill a pattern have
been received except for the last one. The pattern matcher terminates with
storing the state “second last event matched” and once the next event is re-
ceived, the pattern matcher acquires its stored state and continues matching
the last event. This direct termination rule ensures that the network of com-
ponents cannot be starved by a limited number of threads available, which
would result in a deadlock as well. This holds under the assumption that
there are enough threads to receive events in the observables of all paths.

For specific applications of data collection systems these additional re-
strictions might not be appropriate. An example is the adaptation of a pe-
riodic sampling observable: below a certain threshold, the sampling rate
should be rather low, but in case the acquired data reaches the threshold, the
sampling rate should be increased to get a more detailed picture. Another
example is the adaptation of data collection activities according to the load
of the observee system. With this understanding of dynamic behavior of a
data collection system even complex logging or observation systems can be
modeled concisely via a derived approach. Concrete examples will be given
in the following section about the logging and the observation approach.

The choice of an event propagation strategy highly depends on the par-
allelization capabilities of the target platform, but also on the nature of the
data collection approach: in case events from multiple observables quickly con-
verge to one single point of processing and storage, as in many logging ap-
proaches, execution semantics for branching edges are simply not necessary.
In cases of more extensive processing and mapping, i.e., little or late conver-



54 CHAPTER 4. ADAPTIVE OBSERVATION

gence, a thorough analysis and simulation of appropriate synchronous and
asynchronous strategies and their execution semantics might be worthwhile
to reach a good level of system performance and robustness.

4.3 Data collection approaches

A concrete data collection system should not be designed and developed di-
rectly from a formalization, instead, first an approach should be identified and
derived from the abstract formal descriptions. An approach describes basically
an instantiation of a data collection system and its properties by restricting
variability. The generic data collection formalization offers options, e.g., for
data collection reconfigurable or static. By replacing abstract concepts with
their substitutes for the targeted application domain, an approach is created.
By choosing how much processing capacity should be available on which
levels of hierarchy, the approach essentially provides guidelines for further
implementation of the actual data collection system. Narrowing down the
abstract concepts to the actual problem, the approach provides the vision on
how data collection should be approached in a particular case or scenario.

In practice, this approach-finding step does not necessary lead to a new
design and implementation, but will help to choose from a wide range of al-
ready available frameworks and tooling that follow a certain approach and
often represent best practices for an application domain. An example is the
logging approach which is widely used in diverse settings over decades al-
ready. It still represents a simple, but effective approach to collect usage
data from remote and distributed systems (cf. section 4.3.1). However, com-
ing back to levels of data defined in section 4.1.2, log data seldom advances
beyond level 2 “Defined”, and in many cases level 1 “Initial” is a more ap-
propriate characterization. Driven by future more specialized needs for data
collection, different and likely more advanced approaches will become nec-
essary and need to be defined concisely.

The two approaches that are shown in the following have significant
technical and semantic differences, however, they also differ in terms of adap-
tation capabilities and data convergence. These two concepts express notions
of flexibility which need a short explanation beforehand. Adaptation means
to change the mechanisms of data collection according to changing informa-
tion needs. This means that data collection facilities can support informa-
tion stakeholders better and for a longer time with relevant and correct data.
Convergence, in contrast, expresses the transition of data from an “online”
part to an “offline” part of the data collection system. Consider logging data
from an application directly to an application-specific log file. Data from log
files is from then on regarded as immutable and preserved for later analysis,
i.e., “offline”. This is fast convergence compared to a data collection system
which allows the data to be active, mutable, and essentially unconsolidated
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for a longer time, i.e., “online”. With such late convergence, events can, e.g.,
trigger inactive data sources conditionally. Convergence and adaptation are
synergic concepts; the later the convergence and the better adaptable, the
more overall flexibility can be gained.

In the first part of this section, the data logging approach is defined accord-
ing to the data collection formalization (DCF ), and it will be contrasted with
the adaptive observation approach likewise derived from the common basis of
the DCF .

4.3.1 Data logging as a simple approach

The logging approach arose from early demands for data that is collected at
runtime. In almost all software development projects, developers needed to
debug their creations, thus many implemented short lines of code that sim-
ply output the current state of variables or the (un)successful termination of
functions into a file or on the command line. This was even more common in
past when developers could not rely on sophisticated debugging tools. Quite
naturally, such logged data could also be used for maintenance and support
of end-users, however, developers often restricted the amount of logged data
according to a number of log levels, usually from “TRACE”, “DEBUG” to
“INFO” and “WARNING” to “ERROR” and “FATAL” (cf. (Tierney, 2008;
Carnell et al., 2006) and Listing 6.1).

The syntax and content of such logging output is close to the domain
vocabulary and needs of developers. A log line, in most cases, contains a
timestamp, the origin or scope of the logging statement (e.g., as function
call), some data either serialized as a string of characters or in a native data
format, and a short message that describes the reason of logging the data,
or simply what happened. Also condensed versions exist in which all data
except for the timestamp is replaced by an error code. This is essentially data
compression that leads to cryptic log lines and high interpretation efforts if
it is used by non-developers. Even for developers who are not faced daily
with these error codes, interpretation and analysis efforts can be extensive
when it comes to thousands of single log events.

Logger . e r r o r ( ” except ion c r e a t i n g f i l e handle f o r : ”+ f i l e . getName ( ) ) ;

Listing 4.1: Log statement in Java code

In the domain of logging, one could, in theory, distinguish between log-
ging of data (sampling) and logging of events such as successful function
calls or errors. However, practice shows that such a formal approach is al-
most never taken unless logging requirements dictate a less ad hoc way of
data collection.
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– RUNNING EXAMPLE –

Company B: logging in past practice, choosing a new approach

Engineers at company B had already some experience with logging and us-
ing logging frameworks to get the data out of their products in a manage-
able way. Although dedicated tools and frameworks where a good starting
point, the individual developers often struggled with unintended use and
misunderstandings. Note the following statements:

“Our problem was that various developers logged differ-
ent things. Most used log4j, some didn’t. Some configured it
one way, others another. Some logged everything to INFO—
some used DEBUG properly. . . What you want is uniform log-
ging. This is a small one, but better to get this right from the
beginning—we didn’t! You’ll save yourself some angst down
the road by spending a couple of hours getting consensus from
the beginning.” a

This example shows that technical logging support can only provide
the infrastructure to literally transport data out of the observee system.
Without a conceptual framework, i.e., consensus or guidelines how do
it, a fast converging approach will eventually fail to yield quality data.
This is a clear drawback of early, immutable classification of data, and
this experience supported the team’s decision to try a different approach
towards remote data collection: adaptive observation.

The running example continues in the next chapter with Company B’s de-
tailed design flow (see Page 72).

aStatement slightly edited, originally borrowed from
http://fuzzypanic.blogspot.com/2006/04/eda-lessons-learned-logging.html

Definition of simple logging

In the logging approach, two classes can be distinguished, local and remote
logging. Local logging refers to logging data that is consumed exclusively
on the local machine, the actual place of data generation, whereas in remote
logging, local consumption of log data is seldom the case for it is usually
consumed in a remote location. Due to the simplicity of the local logging
approach, it will not be elaborated further at this point.

When looking at popular simple remote data logging systems, the DCS,
now logging system, consists of two basic layers: the first, DCNs tightly
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Figure 4.6: Schematic example of abstract process components (APCs) in the simple
logging approach.

integrated with observee systems. These DCNs support observables inte-
grated with the observee system, yet, neither processing, nor semantic map-
ping is applied. One might argue that observables are instrumented with
a certain mapping in mind, but that is usually tailored to the unique un-
derstanding or mental model of the implementing developer. Rarely, local
caching and viewing of data is supported in case the network connection
to the second layer fails. The second layer hosts analysis and representa-
tion tools that range from simple outlets like files or the system console to
database-backed analytics dashboards.

Figure 4.6 shows a schematic view of the logging approach with two dif-
ferent parts being visualized: the data generation (left side) and consump-
tion points (right side), or, in terms of convergence, “online” and “offline”
respectively. The most characteristic aspect of logging is the fast convergence
of data flows towards a central point that is usually a common log inter-
face. This interface consolidates the data into a common format such that
it is conserved for eventual analysis. Data is collected from observables in
the observee system and is aggregated in the log interface. The log interface
forwards copies of new events to different outlets, often called appenders.
Appenders can be console views, files, network sockets, or databases. All
these receive incrementally copies of the whole data set which can be fil-
tered partially and be then consumed in views (cf. right part of fig. 4.6). The
logging approach features rather uniform post-processing chains. No local
processing and mapping is performed. The only means to adapt the overall
data collection are switching the log levels at compile-time and post-capture
filtering according to log-level and observable sub-system.

Static structure of remote logging The data collection formalization can
be used as follows to characterize the logging approach. Compared to the
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generic definitions, the logging approach narrows possibilities down both in
the degrees of freedom in the specifications and the accepted routing possi-
bilities therein, and also in terms of reconfiguration flexibility. In short: using
the formalization of data collection (cf. section A.1 in the Appendix), the fol-
lowing characterization of the “simple logging” approach can be obtained.

A logging system, DCSlogging is defined as network of two types of
DCNs: DCN local, i.e., data collection nodes with observee systems in the
field, and DCN consumption, i.e., points of data consumption such as a central
server that aggregates all collected data.

DCSlogging = (DCN local

⋃
DCN consumption, EDCN )

These two types of data collection nodes are connected by communica-
tion channels, EDCN , e.g., over the Internet, and the node types are defined
as:

DCNlocal = 〈APClocal, Semanticslocal, Slocal〉
APClocal = {Observable, SemanticMapping}

Slocal = 〈{Observable}activated, {{arc1, . . . , arcn}〉

DCNconsumption = 〈APCconsumption, Semanticsconsumption, Sconsumption〉
APCconsumption = {SemanticMapping, ProcessingBlock, V iew}

Sconsumption = 〈{APCconsumption, {{arc1, . . . , arcn}}〉

The data collection nodes within observee systems in the field support
few abstract process components, i.e., for collecting data and directly map-
ping local semantics to them which are captured in Semanticslocal. The
fixed data collection specification, Slocal, contains a simple list of active Ob-
servables, Observable}activated, that generate data, and routing information,
{{arc1, . . . , arcn}.

Consumption-oriented data collection nodes, DCNconsumption,
provide a different set of abstract process components:
SemanticMapping, ProcessingBlock, and V iew which are connected
by arcs, {{arc1, . . . , arcn}. Similar to the local nodes, the data collection
specification is static and specifies the processing of raw collected data once
it is received in a consumption node.

The data representation and consumption semantics,
Semanticsconsumption, are in theory distinct from the local semantics,
Semanticslocal, in practice however, a large overlap is present since no
processing takes place between the generation and direct mapping of data
to the first set and the consumption of such data according to semantics in
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the second set. Apart from that, both semantic mappings are created by the
same group of stakeholders and correspond to a common set of abstract
semantics, the stakeholders’ understanding of the system being logged.

Figure 4.6 depicts the data flow as solid lines between all shown APCs
as reconfiguration, dcsreconfiguration, is not defined in the logging approach.
Instead, the activation status of observables {Observable}activated as a sole
means of flexibility is determined at system start with an activation function
which can be defined as:

activateObservables({Observable}, L) = {Observable}activated
L ⊆ {LogLevel1, . . . , LogLeveln} × {SubSystem1, . . . , SubSystemm},

where L is the log level per sub-system.

Execution of remote logging The logging approach utilizes APCs in a fast
converging graph (see fig. 4.6). In most implementations, logging of events
and data is performed synchronous, i.e., within the same thread as the appli-
cation from which data is logged. The entire processing chain towards the
interface is often realized as a single function call. To avoid potential race
conditions, the log interface grants only synchronized, atomic access. The
interface often encapsulates a queue that is emptied on dedicated threads
towards the consumers of data.

Discussion

The implementation of data logging in both static structure and dynamics
is straight-forward, however the simplicity of data logging results in certain
functional drawbacks. There are clear limitations which have serious conse-
quences for the richness of collected data. The implementation of (low-level)
data sources is the most critical point in the integration of data collection
into an observee system when following a logging approach, since the data
sources and the processing chain can be considered immutable from then
on. If the purpose of logging extends from basic reliability measures to us-
age analysis and exploration of user experience, a clear definition and for-
mal requirements of log data sources are necessary. However, considering
broader usage of log data throughout design, development and after release
of products (cf. section 1.2.4), there are still serious problems to be tackled.

4.3.2 Towards an advanced approach

When addressing product usage data collection, it becomes clear that there
are more and new stakeholders potentially benefiting from collected data.
While before mostly developers, quality managers and maintenance staff
were using the collected data, now roles as interaction designers, market-
ing and product positioning experts, and also product managers join the
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team. In contrast to these new roles and their different information require-
ments, the means and processes to acquire data are old: low-level logging
programming interfaces, developers as gatekeepers and error codes as the
lingua franca of logging land.

Accessibility The first problem to tackle is accessibility, not only in data se-
mantics and structure, but in the means to create and consume data. Adap-
tive observation should provide support and help especially for those stake-
holders whose daily tasks do not regularly involve data mining and analysis.
Product information stakeholders e.g., in R&D environments, occasionally
have to get insight into how prototypes or products behave and are used
in the field. Usually, only cryptic log files are then available as a subject of
study. These stakeholders shall be enabled to influence the data collection
process in what is collected and how collected data is further processed and
being presented in a meaningful way. This can be achieved only partly by
tools (cf. Chapter 7), a conceptual paradigm shift is needed as well: it is no
longer enough to collect and store data items in their rawest form directly
generated by low-level machine statements. Instead, semantics must be a
first class citizen, i.e., events are mapped, processed, and combined to be-
come correlated, complex events in the final representation. And all these
manipulations must be controllable by individual stakeholders according to
their understanding of the observee system. At same time, it is important
to note that multiple stakeholders can make their observations in parallel.
Adaptive observation provides orthogonal views on one single set of ob-
servables by means of filtering and mapping. A print button on a device can
have a different meaning for a product designer who sees a physical rounded
plastic button that clicks softly when pressed, for an interface designer who
understands this button in the context of the print dialog on the screen, for
the system architect who thinks about what background processes the user
halts when pressing the button, and for the product manager who thinks
about the button as a feature that should or should not be in the next version
of the released product. All of them have the button in the center of their
thinking, however from many different directions. Advanced collection of
data should anticipate this.

Process and ownership Related to this is the issue of process and owner-
ship of collected data: although in most professional logging applications a
process was followed for design and implementation, still, means to spec-
ify data collection and also to analyze collected data are limited and mostly
owned by development staff. Apart from that, the process is limited in pos-
sibilities to react to unknown events such as new emerging usage patterns
or new types of failure. Finally, logging approaches seldom scale when the
number observees increases and thus the number of logged data items.
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Expiration and sustainability Data sources in products are prone to
wear. Especially in nowadays complicated and fast emerging products data
sources or observables have a high probability to expire at some point. This
might be influenced by internal and external factors. Internally, observables
do not remain interesting to observe over a long time, i.e., while data col-
lected from a particular observable can be highly valuable in the first use
phase, it is less useful in long-term analysis and vice versa. External poli-
cies, e.g., on government level can also “outdate” observables easily. But
as a third category, also the user should be always able to opt-out and ter-
minate the collection of data. In this sense, the flexibility of data collection
directly translates to data sustainability: data from such sensitive domains
as the users home or work environment should be collected in a careful and
succinct way. No more data than absolutely necessary should ever leave the
product.

Performance Collected data can be very detailed and also cover a broad
range of different observables. In practice, this can have influence on per-
formance and communication bandwidth of the observee system. In many
products the amount of integrated logging, all activated, can make the de-
vice an unresponsive brick of plastic. A viable approach is then to have two
sets of observables, a set for default logging of the most common or most
severe problems, and a set of observables for diagnostics. Naturally, taking
this approach will yield minimal data that might be useful to detect a priori
known problem scenarios, but seldom succeeds to explore the wide range
of real usage such as unusual activity patterns and new applications not an-
ticipated beforehand. In this sense, logging appears to be a black box to its
users, built once, immutable from then on, and outdated eventually. In most
systems there is also a class of observables that have been neglected: observ-
ables that are performance-wise too costly to periodically trigger and obtain
data from. The adaptive observation approach re-integrates them into the
set of applicable observables since it allows for selective triggering of such
costly data sources, e.g., only when a certain usage pattern arises or if the
correlation of other system events indicates a change in the observable.

Integrating subjective data Logging system events and behavioral user
data is in many cases sufficient for solving reliability problems, fixing bugs
or improving features. However, as new stakeholders enter the team, dif-
ferent questions arise: Why did the user did this? Why this particular order
of actions? Was it successful? Was it satisfying? What undetected problems
were there? These questions require the user to state their opinion and reflect
about their experiences with the product.
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Figure 4.7: Differences in observable use and access over time for both approaches.

4.3.3 Adaptive observation as an advanced approach

In the following, the observation approach is shown and it is outlined how it
improves the simple logging approach in use to address the aforementioned
problems. The approach improves on a number of different aspects which
shall be highlighted in the following:

Adaptivity

Adaptive observation emphasizes change: over time the user’s behavior
changes, adapts to the devices, to new requirements, to the context. Like-
wise, stakeholders gain more and more understanding and discover unantic-
ipated patterns, demographics, and hidden similarities between users. Data
collection should be able to adapt to consistently provide relevant informa-
tion.

Figure 4.7 shows the access to observables over time for both the logging
and the adaptive observation approach. The smaller horizontal bars depict
access to an observable for a certain time. The observables that are accessed
are grouped according to standard system (errors, performance metrics), high
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cost (difficult or costly to retrieve), privacy relevant (restricted access), subjec-
tive (surveys, need user intervention), and special interest (of interest only to
a minority of stakeholders) observables. In the logging approach, the access
is static and immutable even if new information requirements demand the
collection of different data. In contrast, the observation approach manages
this new demand by changing data collection accordingly over time. Like-
wise, it enables to collect data from sources that would not be available for
logging because of their high performance impact. The same holds for data
related to privacy and the user’s attitude as well as data of special interest to
only few stakeholders. This has two reasons: first the lower global load due
to timely selection of relevant observables, and second, the late convergence
in the approach which allows for triggering high-cost observables only in
cases pre-defined other events or event patterns occur. This is visualized in
figure 4.7 with arrows from a subjective observable to a high-cost observable.

The trade-off of a wide spectrum of data sources is that only limited sub-
set of such sources can be accessed at a time. While simple data logging
approaches are stuck with the dilemma that stakeholders have to determine
the data sources before actually measuring any data, the adaptive observation
approach allows for changing the collection mechanisms over time. This en-
ables them to work in iterations until the best set of data sources is found for
the current information needs, and once these needs change, data collection
can be adapted. Stakeholders might, e.g., choose an exploratory strategy and
“zoom in” interesting data.

Accessibility

Self-observing products generate a wealth of data potentially useful to a
wide range of stakeholders–if it can be accessed. Data accessibility means
stakeholders can consume data, understand it, use it, and share it, but most
importantly, they can decide what is collected in the first place. In this sense,
consumers of information become producers as well. This is facilitated on
the one hand by easy means to specify and then generate desired data, and,
on the other hand, by providing adequate means to analyze remote product
usage data with its very specific structure.

Combination of subjective and objective data

When collecting data about product usage, often only the user’s behavior is
recorded or monitored, i.e., objective data, but not the user’s opinion, expec-
tations, and needs. This subjective data is, if at all, obtained by interviewing
key users, or using infrequent global surveys. Attitudinal data can provide
meaning, whereas behavioral data provides context. While behavioral data
shows what the users did, attitudinal data can help to explain why (Castillo,
1997). The combination of subjective and objective data, attitudinal and be-
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havioral respectively, is a key challenge: These information channels com-
plement well, but are usually hard to combine by technical means.

Adaptive observation strives to overcome this limitation first by collect-
ing in a semantically more advanced way so that collected data can be linked
to subjective data by means of additional meta-data. Second, surveys are
treated as first class citizens in the data collection. This enables stakeholders
to react on unusual usage patterns with a survey and then, according to the
answers, e.g., whether the behavior was intended or not, acquire more data
from the pattern’s associated data sources. In the context of the data collec-
tion formalization, surveys are understood as a special class of observables from
which additional data can be collected, still, they can be treated as common
observables although they have a different technical basis since they involve
interaction with the user.

Surveys can be distributed to users in three ways: first as user-initiated
surveys, i.e., displayed on the product’s screen at the user’s request, second,
as action-triggered surveys, being triggered when predefined event sequences
occur, and third, as stakeholder-initiated, i.e., sent to selected users at the stake-
holder’s request.

User-initiated feedback When users operate a system and come across
good or bad features, problems, unclear options, or want to express gen-
eral (dis)satisfaction, then user initiated feedback, such as pop-up surveys
can be of help to capture attitudinal data directly. Users can choose from
a number of provided options, e.g., for rating product experience, but also
they can submit free text that allows for a detailed expression of important
issues.

Key to enable scalability even for such custom data is to provide meta-
data that classifies it according to pre-defined semantic concepts. This meta-
data can be used in post-processing, first to analyze data more efficiently, and
second to enable linking attitudes to behavior. The latter aspect was used in
the DPX case-study (cf. section 8.1.2). Using process mining techniques one
can “back-track” from feedback submission and analyze what the user was
doing directly before and after. When attitudinal feedback is classified cor-
rectly, aggregation over many usage sessions and process mining techniques
can be used to reveal common struggles that hinder smooth using the prod-
uct in the intended way—and most importantly why users struggled. This
type of analysis assumes user-initiated feedback as a reference point for fur-
ther analysis.

User-initiated feedback allows users to give feedback at any point in time.
This feedback is semantically structured and can be linked to events before
and after giving feedback. This way, stakeholder can, e.g., evaluate the usage
context of a reported error transparently.
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Action-triggered surveys Another approach utilizes pre-defined usage
patterns as triggers of user feedback requests. The technical means are the
same; a survey pop-ups and disappears once it is filled and submitted. As
described above, meta-data helps to classify user feedback and correlate user
behavior and explanations. A common example is to adapt the observation
system such that, when unforeseen patterns emerge, the users are queried
for explanations of their particular goals that motivate a certain usage pat-
tern. This approach is equally direct and able to capture users’ attitudes
timely, however, since the initiative is with the observation system, this type
of feedback method has to be handled carefully and is not applicable to all
scenarios.

Action-triggered surveys allow for instantaneously prompting users
about previously observed pattern of events. This automatic request for sub-
jective input from the user can help to obtain attitudinal data, e.g., why a
certain interaction sequence was performed or what goal the user wanted to
achieve by choosing a particular menu option.

Stakeholder-initiated surveys A third approach is less automated or
driven by the user’s wish to express an opinion: simply sending surveys
to all or selected segments of users at a single point in time. This is a more
traditional way of gathering global subjective data that relates to objective
data more at a macro level: clustering users into segments by location,
language, age or particular usage habits, and receiving subjective data
by segment can support high-level segment analysis, e.g., for marketing
purposes.

Clustering combinations

The combination of both data types allows in principle for easier analysis
of a large data set. Clusters can be used to structure an otherwise too large
global data set, but also for narrowing down to a more limited subset that can
be investigated in-depth. Two general approaches to such clustering can be
characterized: first, clustering objective data about user behavior and sys-
tem events by using survey meta-data as a classification scheme. Second,
patterns in the objective data set can be used to cluster subjective data, e.g.,
for reducing the amount of free-text data that needs to be analyzed manually
only of those users who used the product in a certain way.

Definition of adaptive observation

Same as the logging approach above, the adaptive observation approach can
be derived from the data collection formalization (cf. section 4.2). Compared
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Figure 4.8: Schematic view of example abstract process components and their connec-
tions in the adaptive observation approach.

to the logging approach, adaptive observation uses more capabilities origi-
nally defined in the data collection formalization–simply by imposing fewer
constraints. The chain of processing of events generated by observables is
extended with advanced processing such as pattern matching and semantic
mapping that helps translate raw events into meaningful information that
can be consumed by a wider range of stakeholders than in the logging ap-
proach.

Figure 4.8 shows a schematic view of the adaptive observation approach,
highlighting several important differences to the simple logging approach
(see fig. 4.6): first, the notion of distinct layers with dedicated responsibil-
ities disappears and reveal a more graph-like network of processing com-
ponents. Second, the routing between these components becomes recon-
figurable (dashed lines in the figure) as well as their placement is not any-
more bound to fixed processing units. Third, the adaptive observation ap-
proach conveys not fast (see fig. 4.6), but rather late, called late convergence
(see fig. 4.8) of collected data. This means, the processing chains within the
“online” part of the data collection system can be more complex than in the
logging approach.

Using the formalization of data collection, the following characterization
of the observation approach can be obtained from the following paragraphs.

Static structure of adaptive observation The adaptive observation ap-
proach basically realizes the entirety of the data collection formalization and,
in addition, it defines two observable-based Abstract Process Components
(APC) that denote rather shortcuts than true extensions of the data collec-
tion formalization (DCF ): Timers (Timer) and UserInterfaceObservables
(UIO). The first consider time as an observable and, supplied with a param-
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eter defining its periodic triggering, timers can be realized. UIOs describe
additional data sources, as mentioned above (cf. section 4.3.3) that obtain
data from the directed, prompted interaction with the user. Such observ-
ables use pre-generated surveys, e.g., forms rendered in HTML, and all data
fields within that survey observable are considered observables, too. In this
sense, a UIO initiates a more or less rich interaction with the user that bun-
dles multiple observables. Such generated subjective data items can again be
used for mapping and processing within the adaptive observation process-
ing chain. This involves also triggering of objective data sources and linking
to their data output. Consider the example of a survey “Novice or expert
user?” which is sent to the users of a product. According to the answer,
observables about professional features in the user’s product are accessed
or not respectively. This correlation of objective and subjective data leads to
richer and more meaningful information of product usage–with an attitudi-
nal dimension to it.

Execution semantics of adaptive observation The handling of events in
a data collection node (DCN ) and their contained abstract process compo-
nents (APC) is atomic within each APC. Every event is handled directly in
a processing, mapping or presentation operation that results in immediate
output, which is then propagated to subsequent nodes, or, in case of filtering
or control flow operations, might be discarded. Correlation of events is
realized through stateful APCs that memorize state information needed to
make connections between independent events that pass through at distinct
points in time. This ensures already on an abstract level that APCs are
never blocking which simplifies a high-performance implementation in
later stages. In the adaptive observation approach both synchronous and
asynchronous implementations apply, e.g., synchronous with a depth-first
execution strategy, or asynchronous with APC implemented as actors (cf.
section 4.2.1).

This chapter gives an overview of how data and information are under-
stood in the paradigm of adaptive observation. A data collection formaliza-
tion is introduced to derive and compare different approaches to data col-
lection. Two key approaches, the more traditional simple logging approach
and the novel adaptive observation approach, are elaborated. The adaptive
observation approach represents an improvement in many aspects (actually
new requirements) and will be pursued further in the design of an opera-
tional observation system (cf. Chapter 6). However, before that, the design
flow for adaptive observation will be described in the following chapter 5.





Chapter 5

Design flow
Steps towards an observable system

Understanding collected and processed information about a system as a
product in itself helps defining its qualities and the collection of data as a
manufacturing process that should have a certain level of quality as well.
In this process, raw data are the input, and processed information is seen as
output. Then, a data collection system is the tooling required to manufacture
information, and such tools are used by information stakeholders involved
in the entire process.

Adaptive observation bridges not only the gap between collecting rel-
evant data and respective data stakeholders. It also shifts a formerly
developer-centric activity, e.g., data logging for hard reliability problem solv-
ing, to a wider range of information stakeholders. These roles are involved
in product specification, design, and product management. They strive to
improve the current or next version product, yet could not get the informa-
tion they need. In this sense, observation extends the paradigm of remote
product data collection also within the organization. What used to be a mere
technicality, now becomes an asset for many people involved in the entire
life-cycle of a product. As the circle of people who create and consume prod-
uct usage data extends, the methods, concepts, and also the processes have to
evolve accordingly.

This chapter focuses on the process of applying the more extensive data
collection approach of Adaptive Observation (cf. section 4.3.3) to a product.
The process spans from capturing requirements and developing an observable
product to using the observation system and the evaluation of product us-
age and user experience. Although the process presented here is based on
a more advanced, extensive data collection approach, a reduced variant of
this process is applicable also for the simpler logging approach and might
still improve current logging integration processes as it defines crucial steps

69
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Figure 5.1: High-level design flow of adaptive observation.

to disseminate information needs and how these can be addressed. The de-
scribed flow emphasizes also the need for formalization, i.e., in this case first
the modeling of observation requirements and later on the modeling of con-
crete data that should be collected.

The process of adaptive observation is divided into three main phases: re-
quirements, implementation, and usage, which each consist of two to three sub-
phases. Figure 5.1 shows an overview of the process, the arrows the process
direction. Apart from the main refinement loop in the last phase, between
formalization, collection and analysis, additional cycles between phases and
sub-phases can apply, e.g., during implementation where engineers might
go back to fine-tuning the set of observables to obtain a more precise imple-
mentation of data sources.

5.1 Requirements

The requirements capturing phase should answer the two basic questions of
what information is needed from the product’s usage and user experience
in the field, and how this data should be collected. While the first question
hints at the sources of data within the product (micro view), the second hints
at architecture and deployment of the entire data collection system (macro
view). Concise answers to these questions can only be given by the stake-
holders of product information. However, this is the first step, but often the
first step to failure, since commonly too few or even wrong product stake-
holders are involved in the requirements capturing phase. Stakeholders of
product information are generally all people involved in the product life-
cycle, sometimes even the end-user, but for practical reasons1 a well-chosen
subset of these people is required. There is no single solution for this prob-
lem, but a key starting point is to have a good mix of professions influencing
the first and subsequent iterations of the desired set of data sources.

1Among other aspects, involving a lot of people results in high costs, but also increases the
communication overhead.
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5.1.1 Bootstrapping

Capturing information requirements, one might come across the following
chicken-egg problem: non-technical information stakeholders are unsure
about what data collection can offer once it is implemented, (technical) de-
velopers need detailed information requirements to answer this question. In
traditional realizations of data collection approaches this fundamental prob-
lem is avoided by letting the developers ask themselves what information
might be needed and weight this against technical feasibility. While this
shortcut is surely practical, it leads to a poor model of collected data, if used
solely. However, in the process of adaptive observation these observables
can be considered “low-hanging fruits”, since they are easy to spot and im-
plement, and still provide valuable data. They might very well provide a
starting point for further explorations and establish understanding of how
the application of adaptive observation can help the work of information
stakeholders, hence avoiding the chicken-egg problem. In some cases, these
obvious observables can satisfy already many information needs, e.g., for
websites, the obvious data source is basically one observable per page (upon
loading) and this has been successfully applied and leveraged by the great
majority of web analytics services.

5.1.2 Re-use

Related to such obvious observables are platform observables that are instru-
mented once for the entire product platform. Once they are documented
and understood, they can be reused for all products realized on that partic-
ular platform, providing central data sources “for free”. Likewise, earlier
product instrumentation might suggest observables that can be reused with
minor changes in a successor product. This can lead to an inventory of often
used observables, both in hardware and software, that goes beyond a prod-
uct platform. Due to the flexibility of the approach, such an inventory can
provide a wealth of potential ready-made observables at run-time without
additional implementation efforts other approaches resulted in. Due to the
adaptation capabilities, even a large number of such “inherited” observables
can be in place for potential use without a direct performance impact.

5.1.3 Abstraction

While concrete information needs and thus observables such as user inter-
face elements or performance characteristics might be more desirable for
stakeholders close to product design and implementation, rather abstract
requirements like product adoption, first-time-use behavior might appeal to
stakeholders in product management, sales and marketing.
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– RUNNING EXAMPLE –

Company B: the observation design flow

The observation design process for Company B was by the book:

The running example continues in this chapter with a few observations on
the whole process and the people involved (see page 77).

In the latter case, requirements can be drawn from literature as well, e.g.,
the Consumer Appraisal Ontology (Koca, 2010) that has been developed in
the context of the Soft Reliability project (cf. section 1.1).

5.1.4 Not directly measurable data

Some data specified in the information requirements might not be observ-
able. A common example is the degree of user frustration: although there
is recent research about possible observables that might hint at user frustra-
tion (or its counterpart, “flow”), clear evidence can only be achieved with
invasive measurements of skin or even the brain. Such data are very desir-
able, but hard to derive from actual observables in the product, sometimes
it can be achieved via indirection, but in many other cases it must be left
to qualitative methods. In other cases, the costs of measuring certain data
cannot be justified regarding its utility (section 4.1.1 provides more detail).
Nevertheless, problems of direct observation can be often circumvented by
indirect observation, i.e., the combination of other data sources that lead to
the desired information.
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5.1.5 Formalization

From the subset of all observables that have finally reached consent from
all stakeholders, the base layer of the formal DCS can be derived: a num-
ber of Observables associated to data collection nodes (DCN ) in the system
and its environment (i.e., sensors for ambient applications). At the same
time, stakeholders should have also developed an idea about the local real-
time processing capabilities needed to transform data into desired information.
Both observables and processing together form the functional requirements
of a data collection system. Finally, means to transmit, store, and present
data have to be chosen. Together, these requirements formalize the data col-
lection system on the system-level.

5.2 Implementation

Based on the assessment of functional requirements of a data collection sys-
tem (DCS), the implementation phase can be straight-forward and focuses
in two sub-phases on the integration of data collection facilities, among others
this is about processing capabilities, and instrumentation of observables within
the observee system. Integrating the data collection facilities, i.e., an ob-
servation module, is the necessary first step before data sources can be in-
strumented by connecting observables to the module. Figure 5.2 shows an
overview of the transformation of a bare observee product in step 1 to an
operational self-observing product in step 4. Subsequently, transformation
steps such as integration, instrumentation, and reconfiguration are outlined
and will be elaborated together with the resulting artifacts in more technical
detail in chapter 6.

5.2.1 Integration of observer and observee

In a data collection system (DCS), the observer, is integrated with the ob-
servee system using a dedicated observation node which either runs on the
observee system, or it is constantly accessible, e.g., on a local area network
(LAN). Figure 5.2 shows the integration in the transition from step one to
step two. This step involves installing and running the observation module,
possibly with changes according to the host system’s platform and operating
system, and establishing a connection towards the observee system, usually
either via network sockets or other means of intra-machine communication.
As a result both observation module and the observee application run and
communicate with each other on the same host system.

The connection between observee and observation node realizes an ap-
plication programming interface (API) that exposes functions for (1) regis-
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Figure 5.2: Composition of an operational observation module integrated into the ob-
servee system. Step 1 shows the original observee system, step 2 adds the platform-
specific observation module to it. In step 3, data sources within the observee system are
connected to the observation module, before in step 4, the observation module is made
operational with the observation component which specifies the actual data collection.

tering data sources, (2) triggering data sources, and (3) sending data2. This
interface needs to be safe to use, comprehensive and unobtrusive to other de-
velopment tasks (cf. section 7.1.3) as data collection is an additional aspect of
a system and requires additional effort from the development team. On the
one hand, the choice for a very reduced interface towards the data collection
system is therefore a necessary quality of suitable data collection systems.
But, on the other hand, a minimal interface might introduce a bias for raw,
low-level data generation instead of semantically rich data. Avoiding this is
the core challenge of the subsequent instrumentation sub-phase.

5.2.2 Instrumentation of observables

The instrumentation sub-phase covers the implementation of observables
and connecting them to the integrated data collection system (see fig. 5.2,

2Also in data logging systems which are widely used in industry, one can observe a rather
minimal interface for submitting data to, e.g., a log file.
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step three). In most application scenarios it is effective to create observables
as soon as observable functionality is realized. Also, instrumentation during
implementation helps preserve the original semantics of the observed func-
tionality which then can be grasped and transformed much better and easier
into observables than retrospectively. In this thesis, four different technical
approaches to instrumentation are covered (cf. section 6.3).

5.3 Usage

The usage of data collection systems is naturally closely related to the tools
they offer to information stakeholders. In this section, the focus is on
the high-level steps of usage, specification, collection, analysis, and action,
whereas related tools and their application will be introduced in chapter 7.
The usage process of an adaptive data collection system is an iterative, re-
fining activity instead of a one-time sequence of collection and subsequent
analysis—as it is often practiced. Consequently, the usage phase of the flow
is defined as a cycle between data requirements analysis, data collection
specification, data collection, and data analysis—and, according to analy-
sis result, another iteration is started with refined data requirements. The
goal is to close the gap between raw data and sought-after meaningful informa-
tion which is presented in a comprehensive, consumable format. Chapter 9
comes back to this issue by relating usage principles of adaptive observation
with a new type of engineer/statistician/domain expert who might take the
role of “connecting” data generating facilities to people.

5.3.1 Data requirements analysis

Starting from an instrumented product, information stakeholders narrow
down their data requirements in this sub-phase. Although the sources of
original (raw) data play a crucial role here, it is equally important to think
about an appropriate representation of collected data. Then, with a clear pic-
ture of the final consumable form of data in mind, stakeholders advance to
define semantics that will be attached to data items and help interpreting the
data in the end.

5.3.2 Data collection specification

In this usage sub-phase, the stakeholder focuses on defining the flow of data and
the transformation of data into information. The information stakeholders spec-
ify, supported by comprehensive tooling, which observables are accessed,
what data processing and mapping semantics are applied, and how the data
should be presented in the end. These steps of correlation and transforma-
tion of raw events into more meaningful complex events are formalized by
means of a visual language. This newly developed language concentrates
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on just the aspect of data handling, hiding irrelevant details about how the
data is collected; in this sense, it separates the notion of data collection from
its actual collection mechanisms and instruments. Once the specification of
data collection is formalized it is distributed to products in the field, i.e., ob-
servation modules embedded in observee systems as shown in figure 5.2 in
step three. An observation component is internally generated from the spec-
ification, and this component completes the observation module in step four
of the figure–the self-observing product is ready to observe.

5.3.3 Data collection

The collection of data from various sources in a flexible and stakeholder-
centric way is the core activity of any adaptive observation system. How-
ever, it is also the part that requires the least human interference and thus
should be automated the most. Given its reactive nature, an adaptive ob-
servation system is exposed to the user’s behavior, and automatically, but
silently reacts to events within the system and its environment. Such a sys-
tem is instructed by the stakeholder via observation specifications which are
distributed to all connected products. An observation specification can be in-
terpreted directly in the observation module which then collects, processes,
and transmits the desired data according to specification.

5.3.4 Data analysis

Data analysis is very wide topic covered here only in the essential points for
the process of adaptive observation. Although being a subsequent activity
taking already generated data as input, the analysis of generated data is
important for the collection process since it determines the amounts, format,
processing and representation of collected data. Analysis is essentially a
human task, matching information with the stakeholder’s mental model of
the system and its usage, interpreting, reasoning about more or less raw
data. The better the data collection approach fits the model of human infor-
mation consumption, i.e., amount, structure, meaning, and representation,
the better will be the results of the analysis in the end. Stakeholder-defined
semantics that are automatically attached to all collected data items support
the generation of sought-after rich information.
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– RUNNING EXAMPLE –

Company B: the process

When Company B’s extended product development team started to work
on specifying the first product requirements, all stakeholders were clear
about the objective to collect a substantial amount of quality data from the
future product. The first data should be gathered from early prototypes, or
even mock-ups, then during alpha and beta tests, and finally from released
products.

It was at first not easy to align with product development, but soon Bob,
one engineer, adopted the project and short weekly “observer” meetings—
much like a clinic—were established. In these 90 minutes, experiences were
shared, questions were asked, and requests for collected data were dis-
cussed:

“I understand that we are observing the entire user inter-
face, all buttons and so on. When the user switches the network,
it probably takes a while until the new network is available and
only then the mail send button becomes active. Can we mea-
sure how long the average user has to wait still after switching
from the network menu to the mail app? Another thing, what
exactly will be observed by the SuggestionWindowOpened
hook Kristina added last week?” Martin, Interaction Design

Later in the process, topics changed from the “what” to “how”: stakehold-
ers were most interested how collected data could be used in their different
daily activities.

“We do have some hooks on the whole navigation, right?
Can I track a certain failure pattern from mail to network to
mail and so on? And how can we get the demographics on that
one, because we have some ideas on popping up helpful hints
for the user in that case?” Kristina, Customer Support

“I need to quickly chart usage of the translator feature in
Europe and Asia, anybody did something like that before?” Jes-
sica, Quality Engineer

The running example continues in the following chapter 6 with the actual
design of the full tablet observation system (see page 91).
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The usage phase of the adaptive observation flow reveals the importance
of adaptation: data requirements change due to a changed point of view, pre-
viously uncovered aspects of the system, or newly discovered usage patterns
which may result from the market dynamics, customer complaints, distribu-
tion to new markets, or establishment of new services or changes in related
services, to name a few. When stakeholders are able to react to changing re-
ality by means of adaptation, much faster iterations can be expected, and
collected data will match the needs of these particular stakeholders much
better than before.



Chapter 6

Design
How to make systems observable

The design of a data collection system, in this case an adaptive observation
system, involves requirements, design, and architectural considerations. This
chapter first introduces the main four constraints in the design of an adap-
tive observation system (cf. chapter 4), then, how model-driven design was
leveraged to approach these constraints. Synthesis models for observation
are defined and they are used in the design and implementation of an obser-
vation platform module as well as in the instrumentation of observee systems.
The actual operation of an adaptive observation system and reconfiguration
at run-time are facilitated by a novel domain-specific language which is also
introduced in this chapter. This language is tailored to be used by informa-
tion stakeholders to collect meaningful data with an operational adaptive
observation system.

Design requirements

The design of a functional adaptive observation system should satisfy four
non-functional requirements that cut across the layers of adaptive observa-
tion system design: costs (integration efforts), correctness of observation and
implementation (reliability), performance (during data collection and process-
ing), and extensibility. There are more non-functional requirements to an ob-
servation system, however these four shall suffice for judging the approach
towards design and implementation.

1. Minimal design and integration efforts. Adaptive observation is an ad-
ditional part of a system that contributes little to fulfilling the sys-
tem’s original functional requirements, but nevertheless impacts non-
functional requirements. Therefore, integration of observation should
be affordable in terms of resources and efforts spent. This issue is a

79
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challenge both at the conceptual level, i.e., how data can be generated
and fed into a system so that meaningful information can be extracted,
and at the level of engineering where matching integration techniques
should be provided that cause minimal friction with the existing de-
velopment process. The conceptual level targets the data collection for-
malization and the available design and specification tooling (cf. UX-
SUITE introduced in section 7.2), whereas the engineering level aims at
patterns to integrate adaptive observation into observee systems and
to instrument observables therein.

2. Correctness of observation and implementation. Key requirement on a data
collection system is a high level of data reliability—the basic question
whether the collected data reflects the reality and, if not entirely, to
what extent. This can also be divided in (1) the correctness of data gen-
eration and (2) the correctness of subsequent processing and mapping.
Events, initially generated as raw data, contain the following elements:

• timing information, commonly a normalized timestamp with addi-
tional information about the timezone or the timing in the event
creation context

• event data, ranging from single values of a measurement to free-
text data that is entered by users as a response to questions

• meta-data, i.e., data about location, categories, classifications, ori-
gin, circumstances of event generation, data format, and addi-
tional user-defined semantics

In the first case, for the correctness of generation, an event in the ob-
servation system is considered to be normalized, i.e., the timing infor-
mation is correct and consistent, data follows a consistent schema, and
meta-data is structured. In simple cases, the timing information is al-
ready normalized and final once an event has been generated. In other
cases, events are created by different components that have dedicated
clocks which might not be synchronized, have varying lags, or even
provide ambiguous timing. In the second case, the correctness of sub-
sequent mapping and processing can be evaluated in terms of event
data and meta-data. Responsibilities for the correctness can be found in
the platform implementation (for timing), observable instrumentation
(for event data), and observation specification (for the semantic meta-
data). In this chapter, the focus is mainly on tool support for obtaining
observation systems and specifications that yield correct information.

3. Minimal performance impact. Run-time performance is crucial for any
cross-cutting aspect that interferes frequently with large parts of a sys-
tem. Adaptive observation is no exception. Since observation often
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involves user interface instrumentation and the measurement of per-
formance critical system processes, a “perceivable” impact on the gen-
eral system performance must be avoided. Apart from emphasizing
succinctness in data collection, additional measures are taken to fur-
ther reduce the performance impact on the observee system (cf. sec-
tion 6.3). In this chapter, potential performance bottlenecks are identi-
fied and countermeasures are presented.

4. Extensibility. Due to the wide application area of remote data collec-
tion approaches, and among them, adaptive observation, a variety in
systems and infrastructure can be expected. Likewise the processing of
data and interesting aspects of generated data will differ significantly.
Therefore, the design of an adaptive observation system needs to be
extensible; the synthesis models should support extension and cus-
tomization while providing good initial results by taking reasonable
default assumptions.

In the design and implementation of self-observing products, basic prin-
ciples of adaptive observation, i.e., adaptivity and combination of subjective
and objective data, extended by general accessibility, as introduced in sec-
tion 4.3.3, are realized. In addition to these high-level objectives, the system
design should facilitate separation of concerns and extensive reuse.

Separation of concerns

As mentioned earlier, data collection is modeled and encapsulated as a cross-
cutting aspect of a product system. Understanding (and realizing) data col-
lection facilities as a connected, but relatively independent part of a system
supports modularity and reuse. If we look at an observable product or sys-
tem, different capabilities play together to generate, process, map, and ex-
port data—as well as adapting these steps as different needs arise over time.
The following three major concerns have been identified that should be sep-
arated not only in terms of timing, but also in terms of design artifacts:

• Observation platform, the data transmission and processing infrastruc-
ture as well as aspects of observation node that can be generalized and
reused (a) in different products and (b) at different hierarchical levels
of an observation system.

• Observables, the instrumentation of a specific product, i.e., the choice of
data sources connected to an observation system which can be accessed
for data generation at runtime.

• Observation specifications, specifications of actual data generation, pro-
cessing, mapping, and presentation which is interpreted at runtime
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and also represents the part of an observation system that can be
adapted iteratively during usage.

Reuse

The concerns above are aligned with the important concept of reuse: regard-
ing different phases of the adaptive observation process (cf. Chapter 5),
results of one-time activities that can be reused in multiple cases are en-
capsulated. Application integration and instrumentation, for instance, need
most efforts, so they should be simplified by incorporating a platform part
that deals with all generic implementation aspects, reducing the amount of
application-specific implementation.

For the design of self-observing products, different models are employed
that share common concepts of the adaptive observation domain and they
are specific to different roles: information stakeholders should not be concerned
with implementation details, efficiency of processing and the general work-
ing of a distributed system. Instead, they should be able to focus on the task
of data specification, high-level processing, and data analysis. Likewise, de-
velopers who implement the observation platform for a number of different
observee products and subsequently instrument observables in the product
should be supported by models specific to their well-defined tasks.

The remainder of this chapter deals first with synthesis models for adap-
tive observation, i.e., their definition and use in a modeling flow, before the
runtime framework is introduced which applies these models in actual data
collection. A third focal point is the integration of observation modules with
an observee system, after which the chapter concludes with an evaluation of
the design approach for adaptive observation.

6.1 Synthesis-oriented modeling of observation

The most effective way to model concepts and systems in a non-standard
domain is to use domain-specific models. Domain-specific modeling (Evans,
2004) enables to capture concepts within and unique to a particular domain
much more precisely, i.e., with exactly fitting semantics, than standard mod-
els could. Domain-specific models can be also languages, called domain-
specific languages (DSL) (Fowler, 2010) which are not used in isolation, but
in concert with a model transformation and (code) generation infrastructure.
In this context, “model-driven” translates to “the model is the central ar-
tifact of design, development, and engineering”. If possible, changes are
performed on the model, and subsequently all other other artifacts such as
code and also documentation are adapted and generated—often automati-
cally (Frankel, 2003; Selic, 2003).

The main design artifacts of an adaptive observation system are captured
using domain-specific models. These models are used primarily to generate
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Figure 6.1: Synthesis modeling overview: Meta-models, models, and (generated) arti-
facts in different phases of the adaptive observation design flow.

an observation system, but also to optimize and adapt an existing obser-
vation system to new applications. The process of adaptive observation is
a model-driven process. However, it is different from many other model-
driven processes in the sense, that observation modeling is a product life-cycle
process that begins before actual development and continues after the release
of the observee product.

The “product” of observation is information which is essentially being
generated during the entire product life-cycle. The models that concern
different aspects of the data collection system need to be maintained con-
tinuously, not just during development, and they are accessed and partly
even altered whenever an adaptive observation system needs to be created,
changed, or deployed. Apart from the continuous nature of observation
modeling, not all information about the desired outcome of the observation
system is known at design time. Therefore postponing selected design deci-
sions is a natural approach towards this uncertainty.

In the following, this section elaborates on the two synthesis models that
are developed and used within adaptive observation: the platform model
and the observables model. This section focuses on high-level concepts from
these models and especially introduces their meta-model (see appendix A.3
for a full view).



84 CHAPTER 6. DESIGN

6.1.1 Meta-modeling view

The platform model specifies the observation system platform, i.e., platform-
wide functionality such as processing capabilities per observation node
which is generic enough to be reused for all products based on the same plat-
form (product lines or families). The observables model specifies the aspects of
the data generated by observables (data sources) within the observee (appli-
cation and platform). Together, these models aggregate information about
observation capabilities in the observee system which is necessary to specify
and perform observation. The platform model and observables model share
a common meta-model, the run-time framework meta-model.

Figure 6.1 shows this relationship between the two models and their
meta-model as well as artifacts that depend on the different models. In the
first column, “platform implementation”, the (generic) observation module
is extended by capabilities defined in the platform model. These capabilities
concern processing algorithms and strategies, semantic mapping strategies,
actual static semantics of the module, and data representation means. The
resulting observation module should be applicable to a number of differ-
ent products within a shared platform. In the next column, “Integration +
Instrumentation”, the observation module is shown in the context of a con-
crete product, the observee system. It is technically integrated and also ob-
servables (four links between module and product in the figure) have been
established which are in dependency to one or more observables models. For
the technical integration refer to section 7.1.3 and for instrumentation refer
to section 6.3.

The result of the implementation phase is an observee system with an
integrated observation module and instrumented observables. Note the im-
portant distinction between an observation module and an observation node:
the module as a technical artifact is integrated into an observee system,
whereas the combination of module and observee is called (local) observa-
tion node on the system level. This abstraction is necessary to generalize
observation facilities on all levels of an observation system such that it can
be modeled consistently in the platform model. What is still missing in this
phase is an actual instruction what and how to observe. This is provided in
the “specification” (see the right column in figure 6.1) as an executable obser-
vation component. This component is generated from an observation speci-
fication which is created by information stakeholders in a formal language,
the information flow specification language (IFSL) (cf. section 6.2.1) which is
tailored to be used in a graphical editor. The language has been designed
such that it changes its semantics according to the observation system it is
used in, i.e., the language derives its building blocks from a automatically
generated meta-model which is a simple merge of the platform model and
the observables model which have been defined in the earlier phases of the
process (see left and middle columns in figure6.1).
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Figure 6.2: Subset of the run-time framework meta-model showing the ObservationNode
in the center and its relationships to other meta-classes.

In the following, details of the platform model and observables model
will be explained.

6.1.2 Platform model

The platform model defines the properties of the observation system plat-
form, i.e., the capabilities for processing, mapping and presenting data. The
platform model serves also as documentation of such capabilities that can
be used in an observation specification. Despite its usage both at design
time and run-time, the platform model becomes immutable after implemen-
tation of the observation platform and its integration with an observee sys-
tem. An early version of the platform model has been presented in (Funk
et al., 2008d), the more refined version is depicted in figure 6.2. The figure
shows an ObservationNode (ON) at center surrounded by its modeled prop-
erties and relationships. Note, that there can be potentially multiple ONs in
a platform model, all having a distinct purpose, e.g., server ON, proxy ON,
local ON. In this sense, the platform model captures the entire architecture
of an adaptive observation system.

The descriptive elements of the platform model, processing strategies, se-
mantic mapping, data collection and views, are attributed to observation nodes
(data collection nodes in the data collection formalization, cf. section 4.2).
These nodes constitute the observation system and are located at all levels of
the system, e.g., integrated into the observee system, as clusters, as central
repositories, and as analysis clients.

Semantic Mapping

Events as they are generated, processed, and consumed in the observa-
tion system, have a semantic part that stores semantics, usually a list of ab-
stract concepts. These concepts are captured in one or more ontologies, tax-
onomies, or simple lists (cf. section 4.1.1). The semantic mapping of events
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modifies this semantic component such that the event is annotated with ad-
ditional semantics. The mapping mechanism can simply extend a list of con-
cepts with one or more new concepts, however, there are also more complex
transformations in case the semantics are captured in a multi-level structure
like an ontology. An example of the latter case is the conjunction of two sub-
concepts A’ and A” to their super-concept A: given this ontology structure,
an event with semantics A’ passing the semantic mapping A” is transformed
to an event with semantics A by replacement. This reduction applies to sce-
narios with space constraints for events or scenarios in which local, logical
pre-processing is desirable as it reduces efforts in post-processing.

Apart from the semantic mapping capabilities, the platform model can
also describe actual inherent semantics for each observation node, or distinct
instances of an observation node, e.g., “#lang english, #110volt” for nodes
in the USA and “#lang french, #220volt” for nodes located in France. These
semantics are considered static since they do not change after deployment
of the node, compared to the semantics given by observation specifications.
Static semantics are desirable for identifying local nodes in terms of location,
user expertise, system type or version. Event processing can leverage these
semantics, e.g., to retrieve different kinds of data for expert or novice users.
Likewise it becomes easy to carry out A/B tests during analysis given dis-
tinctive event semantics for the observee system under comparison. Note
that these semantics are invariants for the entire life-cycle of observation.

Processing strategies

The platform model defines possible data processing functions, their param-
eters and output. Although there are common processing functions that can
be used in many applications, the use of a dedicated model to capture these
functions extends the flexibility as application-specific functions that pro-
vide e.g., neuronal networks or Bayesian filtering of events can be integrated
easily. Some examples of common processing strategies are outlined in the fol-
lowing.

• Pattern matching (event processing strategy). The order of observed
events can reveal certain desired usage patterns, but also unanticipated,
new usage processes. A pattern matching processing block can be
parametrized in an observation specification such that it matches a
particular order of incoming events and emits a new event indicating
the occurrence of this pattern. The exact execution semantics can dif-
fer in terms of matching strictness, timeouts, and reset behavior. For
instance, a strict matching “1332” would trigger once on 21332 (un-
derline indicates triggering event), but not on 11332, whereas a less
strict “streaming” policy could allow triggering also in the second case
(without a forced restart after the second character). Likewise the
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matcher can be restarted after a pre-defined amount of time passed
after the first or last incoming event, or upon receiving an explicit reset
event.

While explicit patterns can confirm usage as anticipated before, of-
ten the non-occurrence of patterns is of similar interest: especially in
carefully optimized workflows of subsequent tasks, the information
stakeholders might want to know about users not complying with the
workflow, same as the specific circumstances of such behavior. Such a
inverted matcher has different semantics than just inverted trigger be-
havior: it will trigger on any incoming event that does not contribute
to a pattern. For instance, given the pattern “1332”, the non-occurrence
matcher would trigger four times on 123321332. Similar to the afore-
mentioned matcher, the non-occurrence matcher can have additional
properties such as timeout and reset behavior.

• State (control flow strategy). To capture and handle events according to
a particular state, the state processing function captures state changes
and can filter incoming events according to this state. This function
can help simplify the handling of events within a large state space.
For instance, given a user interface consisting of a display with four
hard and four soft keys1, all states can be observed by instrumenting
the eight keys regardless of the system’s state. The state change and
hence the semantics of the soft keys can be dynamically mapped with
an observation specification, leading to significantly less instrumenta-
tion efforts.

• Duration, rate, and delay (control flow strategy). Measuring the dura-
tion between distinct, but subsequent events can e.g., help distinguish
between different reaction patterns, hence types of users and in turn
cause different observation behavior. A common scenario is to identify
expert users and measure their usage patterns closely, whereas success
or failure might be more interesting in the case of novice users. Devia-
tions in duration for sampled data can point at performance issues and
might lead to adjustments of sampling rate. Events can occur at highly
varying rates, ranging from milliseconds for system level events to days
or even months for rate user interactions. To avoid bandwidth and per-
formance overload or synchronization issues the rate processing block
allows for passing only a certain number of events per time slot. Event
delay is a very common pattern in data flow processing: it postpones
further propagation of an incoming event for a certain amount of time.
Delays are most useful in control flow, e.g., for timeouts or complex
triggering behavior.

1Hard keys map to a single function, soft keys map to multiple function according to the
context, often used in user interfaces with spatial constraints, e.g., in the automotive domain.
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• Comparison and content filter (control flow strategy). Events that carry
data can be inspected and conditionally processed further, e.g., in cases
where numerical data is smaller or greater than a pre-defined thresh-
old, or string data matches a regular expression. In this category of
processing, arbitrarily complex functions can be found that evaluate
the data part of incoming events according to certain criteria. These
processing blocks are often stateful as they base their processing on the
data payload of past events.

Views

The representation of collected and processed data requires dedicated user
interfaces. Simple ordered event views can be shown in file editors, consoles
and lists. However, views that require more complex computations often
provide equally more complex user interfaces. The representation of col-
lected data is performed with dedicated processing and user interfaces. The
following classes can be distinguished.

• Direct event view. Events ordered by time or ID, grouped by machines,
users, or cases, and filtered by task or task data, can be represented in
their raw order in tables, spreadsheets, or lists. This low-level, unfil-
tered view of direct events can help determine if data collection oper-
ates correctly, and the user can search for the occurrence of specific data
items. This representation is desirable as a first approach towards col-
lected data, and also when “drilling down” to actual data from more
aggregated views. Nevertheless, the recipient of such data will even-
tually drown in the richness. The more data is collected, the more ab-
stract the view on data needs to be. This view can be seen also in fig-
ure 4.4 (at the bottom: direct event view as a list of events on the left,
compared to an aggregation view as a pie chart on the right).

• Aggregation view. Aggregation of multiple data items helps reduce
overly detailed data to condensed metrics about e.g., the frequency of
function usage, the distribution of machine activity, or distribution of
functions used by users in country X over the day. If the mapping
from potentially thousands of data items to a few key metrics is clear,
these statistics support the analysis especially in comparing product
versions, users and usage over time. Dashboards combine statistical an-
alytics with more direct metrics and indicators to a functional view,
rather an overview. The purpose of dashboards are usually not deep
analysis, but quick scanning of comprehensive metrics to determine
the performance of a system. The visual appearance of a dashboard
resembles a pilot’s cockpit where a mass of small meters and widget
are aggregated, often aligned in a grid. Such dashboard elements each
refer to standardized metric with little parametrization. They map well
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Figure 6.3: Meta-model of the observables model.

to common understanding of performance metrics, but provide rather
shallow insight into the actual data set.

• Process view. The analysis of processes within observee systems pro-
vides insight into the dynamics of product usage, e.g., which work-
flows happened in which order to what extend. Especially process
mining can reveal processes not discovered yet to pinpoint e.g., points
where users struggle, or performance bottlenecks. Process views often
use graph-like visualizations that plot events as nodes and transitions
between events as edges that connect respective nodes.

6.1.3 Observables model

The observables model captures all observables in the observee systems,
technically often separated into application and platform. The model spec-
ifies observables that generate data on their own and on external request
(triggering). Observables that generate similar data can be grouped to ob-
tain additional classification and semantic meaning. Figure 6.3 shows the
meta-model of the observables model with hooks being the top-level model
element that can generate multiple events and that has a certain impact on the
observee system. In the following, the different properties are explained.
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Data

Any data that is generated in observables has a specific format, a degree
of precision, a range of values, and certain reliability. In complex cases,
these are not distributed equally but a more complex distribution is given.
An example is the reliability of measured CPU load in an observee system,
while the measurement can be reliable for lower values, the more the load
approaches 100%, the less reliable is this measurement since measuring it-
self is a bias. The format of data is most important at runtime, when an
APC receives data in a particular format and needs to operate on it. But also
during analysis, knowledge about how to interpret value according to the
format is crucial. Precision, value range and reliability are correlated. For
instance, the reliability of measurement decreases often when reaching the
fringe of the value range. In contrast, certain sweet spots for measurement
might exist in the center of the spectrum.

Documentation

Observables as defined in the data collection formalization, are not ready
to be used in real applications, most extensive documentation is needed to
make such data sources accessible to stakeholders. Minimal documentation
is a precise name that describes the topic of generated data, but also more ex-
tensive documentation might be necessary for the application such as func-
tional scope, exceptions, data reliability, and other information that is crucial
for users but is not already specified elsewhere in the model. Note, that doc-
umentation is not shown in the view in figure 6.3 since it is a cross-cutting
concern.

Triggering behavior

The generation of data by an observable can be triggered in two ways, from
within and externally. As aforementioned (cf. section 4.2), the first case is
most used for events that already exist, but that have to be captured and
propagated to the observation system. Common examples are user inter-
actions, incoming data and system events. The second way of triggering
is used for sampling, obtaining discrete events from a continuous stream of
data. The external trigger can initiate event generation, e.g., periodically or
upon occurrence of other conceptually related events.

Impact

Finally, the impact of measurement is important for estimating the overall
(observee) system load and to manage data collection from observables ac-
cording to a pre-defined limit that is usually a smaller percentage to not ren-
der the observee system unusable and maintain data reliability at the same
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time. The simultaneous triggering of distinct observables might influence
the combined impact, however in most cases—when keeping observables as
simple as possible—this fringe case can be neglected.

– RUNNING EXAMPLE –

Company B: the system design

When designing the platform of the tablet’s observation system, the
developers in the team suggested to stick to standard processing for
the observation nodes integrated with the tablet, and invest in more
extensive processing on the server—on-demand. The standard processing
would allow for a significant reduction of necessary bandwidth and
post-processing of simple raw events, it involved pattern detection and
simple, but flexible time keeping between events.

The platform model was achieved by collecting functionality requirements
of the different types of nodes from information stakeholders. The most
interesting part were the views: the quality assurance team members
requested a possibility to gather collected data directly on the devices—in
case of servicing or special support requests. These means to locally view a
simple list collected events should be removed in the final product version
that would be released. From analytics clients, also observation nodes,
more advanced and extensive analytics should be accessible, involving
general statistics and metrics for all stakeholders, and especially the ones
who did not want to tailor their own metrics. Apart from that, process
mining techniques were used to obtain models of how the users operate
the tablets and especially navigate between different (third party) applica-
tions on the tablet and core functions of the device. Also, custom statistics
were sought which would show the percentage of users using a certain
feature, the time they spent on it, geographical distributions, differences
between countries, and over time behavior from unpacking the device and
the first encounter until weeks or months later when users were expected
to “settle” on particular, most useful functions.

The running example continues on the next page.

The observables model in the end is an important building block to spec-
ify observation correctly, that is, to obtain the desired data and capture it
in the richest form. Nevertheless, the impact of well-defined observables,
i.e., to use a concise modeling approach, extends beyond mere information
requirements: sensibly specifying observables ensures smooth operation of
data collection within observee systems that do not disrupt the overall user
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experience—hence reducing likelihood of bias and improving the quality of
data.

– RUNNING EXAMPLE –

Company B: the system design (cont’d)

When it came to integrating the observation functionality, it turned out
that the observation system could be seamlessly connected to the tablet’s
operating system due to a common programming platform. Only for one
country, custom network proxy handling had to be configured and tested.
For tablet instrumentation three key points were identified: (1) Company
B’s custom user interface framework that accounted for over 80% of the
entire user interface, (2) half of the remaining 20% covered by a third party
user interface toolkit, and (3) system metrics that could be easily retrieved
from the operating system. This resulted in an observables model that
contained 450 hooks in the first category, 121 in the second, and 17 hooks
in the system metrics category.

When quality engineers tested the performance, they found only 23%
of all implemented hooks to be responsible for 87% of the performance
impact. Likewise, in most preliminary observation tests, the CPU load and
memory occupation stayed a third below critical bounds that would result
in minor glitches. Nevertheless, the engineers modified the observation
front-end to check for usage of the most performance intensive hooks and
had stakeholders request informal clearance from Bob, responsible for
observation-related issues in the development team.

The running example continues in the following chapter 7 with the system
realization (see page 136).

6.2 Adaptive observation at run-time

While the previous section introduces two design time models, this section
elaborates on how these models can be leveraged at run-time. The platform
model and one or more observables models provide the basis for an observation
specification designed by information stakeholders according to their infor-
mation requirements and semantics. This specification leads to an observa-
tion component that can be interpreted and run within distributed observation
modules. Changing and directly executing a specification on distributed ob-
servation nodes can repeated in fast mapping iterations such that stakeholders
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evaluate data generated by earlier specifications, refine the specifications,
and subsequently collect improved data.

In the following, the IFSL language and its element semantics are ex-
plained, whereas the detailed adaptation of observation at run-time is pre-
sented in the remainder of this section.

6.2.1 Information Flow Specification Language (IFSL)

The adaptive observation approach emphasizes flexibility in specification of
data collection, and utilizes observation specifications to achieve this, i.e.,
models of what should be observed and how collected data should be pro-
cessed. These aspects of data collection can be best specified using a domain-
specific language, i.e., the Information Flow Specification Language (IFSL),
which is tailored to the requirements of adaptive observation. Therefore, the
language needs to be very flexible itself. Many different observation systems
can be expected with each a different feature set and execution semantics in
terms of data sources and processing. The language should fit them all pro-
vided their initial derivation from the data collection formalization. To cater
for this, the IFSL has been designed with the following four aspects in con-
sideration:

• Visual manipulation. The language in which observation specifications
are created was designed to be usable by non-technical stakeholders,
i.e., stakeholders without a necessary background in programming
complex, parallel systems. Therefore, care was taken that the language
could be easily mapped to a graphical visualization and used within a
visual editor. The editor and its usage are explained in more detail in
section 7.2.3. This visual approach to specification of observation sim-
plifies to see connections and to explore data sources and processing
to finally arrive at the right specification that yields sought-after data.
A visual language provides instant visualization of how data is gen-
erated and processed, in which order, and where points of correlation
can be found. For related work on visual languages refer to (Myers,
1990; Esser and Janneck, 2001) among many others, for related work
on end-user programming refer to (Lieberman et al., 2006; Sousa et al.,
2008) to name a few.

• Dynamic interpretation. Observation specifications need to be easily dis-
tributed to and consumed by observation nodes. The latter involves
receiving a specification, parsing it, and generating an in-memory rep-
resentation that can be executed. Therefore, a textual syntax exists that
bases on well-formed XML since fast XML parser are available on most
platforms. This aspect is elaborated in section 6.2.2.
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• Extensibility The exact semantics of language elements are partly fixed,
but partly also flexible and then depend on properties and capabilities
of the observation system. These semantics are derived from the plat-
form and observables models. The platform model may, for instance,
define a special platform-specific processing algorithm. In contrast, the
observables model defines observables in a particular subsystem of the
product. The respective language elements derived from these models
can be used in observation specifications that will be executable only
on the platform and product.

• Specification checking. Observation specifications given in IFSL are for-
mal and they draw from the platform and the observables models
which were introduced in the previous section. A specification for a
particular observation node can then be checked for compliance with
the blocks defined in the synthesis models for the observation node’s
platform. In addition, such specifications enable also means to check
performance and bandwidth constraints of the target platform, appli-
cations of the observee system—before deploying a specification for in-
terpretation on the observation node.

Language elements

The IFSL consists of process components and routes. This characterizes it as a
data flow (programming) language. This is indeed the intention since event
processing is essentially data flow in this context. Each observation specifi-
cation consists of an arbitrary collection of language elements such as hooks,
processing blocks, semantic mapping, timers, and surveys. The first three ele-
ments are derived directly from the abstract process components, namely
Observable, ProcessingBlock, and SemanticMapping, as introduced in the data
collection formalization. Timers are a subtype of observables, as mentioned
before, combining the time observable with a periodic parametrization. Sur-
veys can be considered triggers that request user input on a given survey on
the user interface of the observee product—given this interface is provided
and available.

In the IFSL, language elements are connected via routes and together they
form a graph. Table 6.1 shows these IFSL elements in different contexts: first,
the abstract language element, then concrete element instantiations, and fi-
nally the respective visual representation.

All language elements, process components, have multiple inlets and a
single outlet. They are connected by named routes, directed edges, routes,
between process components, which implicitly connect the outlet of their
source component with an inlet of their destination component. The in-
let name is given by the name of the route and by connecting a route, the
respective inlet is created. For instance, a processing block to which three
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Abstract language element Concrete language element Visual representation

Hook

UserInputHook
CPULoadHook
SystemErrorHook
. . .

Timer

Timer: 20 seconds
Timer: 3 hours
Timer: 1 day
. . .

ProcessingBlock

OrderProcessingBlock
StateProcessingBlock
DurationProcessingBlock
. . .

SemanticMapping

Map to “Task B completed”
Map to “Keyboard”
Map to “Pointing Device”
. . .

Survey

ProductSatisfactionSurvey
ProductDissatisfactionSurvey
PrintingFeatureUnusedSurvey
. . .

Table 6.1: IFSL elements in their respective views: abstract element, concrete element,
and visual representation.

routes named “open”, “closed”, and “reset” lead, contains therefore the in-
lets “open”, “closed”, and “reset”. The following paragraphs give an opera-
tional view on the language elements, their syntax and semantics.

Hook Data sources in an observation specification are represented by so
called hooks that combine access to an observable with a filter. Since an ob-
servable that is integrated in the observee system can possibly generate dif-
ferent events, the hook allows to either generate all events or select one of
them. In this way, which is essentially a built-in filter, hooks do not generate
all events from a particular observable, but just one type of event. Hooks
realize also the two triggering behaviors, either self-triggering or externally
triggered. For the latter, hooks can receive trigger events.

Timers As mentioned before, timers express relative or absolute, one-time
or periodic triggering that bases on time. Relative periodic timers, for in-
stance, can be used to sample data from an observable at a constant rate.
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Absolute periodic triggers can help retrieve data at a certain time on the day,
whereas absolute one-time timers target singular points in time. Depending
on the function, the timer parametrization is a period, i.e., relative waiting
time between triggers, and the unit of time given as the period (from ms to
days), an absolute start time, e.g., Monday, April 14, 2010 at 14:09:85.210,
and an indication how many times the timer should repeat the cycle, rang-
ing from 1 to ∞. Timers usually do not have inlets, they simply trigger all
connected successors at pre-defined times. Nevertheless, in some cases ad-
ditional control is desired, e.g., to modify the triggering rate via a control
event sent to the timer’s inlet.

Processing blocks Event processing usually takes one or more inputs
from different inlets, and propagates transformed events via the outlet to
all connected successors. The computation or correlation functions that can
be expected to be supported on the process component are specified in the
platform model (cf. examples in section 6.1.2). These functions transform
event data, but also control the data flow, e.g., filtered events will not be
propagated further to successors. Moreover, functions that take more than
one event into account will need to store state information, e.g., a history
of past inputs or the latest result for an iterative computation such as the
sum or average value of incoming event data. Nevertheless, processing
blocks always terminate their function directly to not disrupt the execution
flow, no long-running computations that wait for additional incoming
events are possible, since such cases can be easily circumvented by explicitly
preserving the state of the computation. In general, processing blocks have
the syntax:

command parameter1, parameter2, parameter3, ...

The command is the name of the processing algorithm or strategy to use,
and the parameters are initialization parameters for the chosen processing al-
gorithm. Note, that a processing block receives events from other process
components via routes which optionally have a name. This name refers to
a named inlet which then represents the actual parameter for calling the al-
gorithm on the concrete event. Consider the example of a pattern matcher
match 1,3,2 which would match the pattern of receiving events via the
inlets 1, 2, and 3 in the respective order 1, then 3, and finally 2.

Semantic mapping The mapping of semantic concepts to passing events
is performed in the simplest, but also most comprehensive manner: local
semantics of a semantic mapping element are added to the event’s list of se-
mantics. However, the semantic mapping combines mapping functionality
with a dedicated observable that triggers whenever an event passes through



6.2. ADAPTIVE OBSERVATION AT RUN-TIME 97

and was mapped. Semantic mapping elements can thus be used in different
specifications that are executed on the same observation node, so that for
a given semantic concept, all matching semantic mapping elements trigger.
This enables higher-level specifications that use these newly created “seman-
tic” complex events to abstract from (low-level) platform observables. Such
“complex events” denote a synthetic layer of abstraction that enables indi-
vidual stakeholders to use their own vocabulary to describe events, but also
to create an orthogonal view on the total amount of observables—by using
semantic abstraction.

Survey Retrieving attitudinal data from users is an unusual feature of the
domain-specific language that seemingly focuses on logging specification,
though in a more advanced way. However, surveys provide a comple-
mentary type of data that is crucial for insight into the true usage and user
experience of the observee system: the user is presented with a compilation
of single or multiple choice options, free text fields and scales including
optional descriptions and explanations. The survey elements target specific
questions, e.g., why the user operates a certain function in a particular way,
or what the intention behind another action was. Upon survey submission
each of these objects issues a semantic event. In this sense, surveys combine
multiple hooks with attached semantics. Apart from collecting the entered
data, texts and item selections, the issued semantic events can be used to
trigger additional data collection mechanisms on the same observation
node, simply by using a parallel specification including respective semantic
mappings.

In the following, the run-time interpretation of observation specifications
is explained which involves essentially the creation and management of ob-
servation components.

6.2.2 Observation specifications at run-time

The adaptive observation approach and its framework realization promote
adaptation for a specific purpose: reacting to changes in information needs
by changing, adapting the data collection mechanisms. Such adaptation of
the data collection operates at the level of actual content creation, not on as-
pects of the architecture. That is, while the set of services in an observation
node is stable and cannot be altered by reconfiguration, the reconfiguration
affects observation components that themselves utilize means provided by ser-
vices of the observation node.
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Figure 6.4: From observation specification (schematic view at the top) to interpreted code
of run-time component (snippets shown at the bottom).

Observation component

An observation component is an in-memory network of instantiated process
components connected by routes, as specified by an observation specification.
The component connects to event sources, observables, as specified. The
component performs processing and mapping tasks upon generated data
after which the data is send to external consumers, e.g., a remote data repos-
itory. The behavior of a component is specified only at the level of data
collection and manipulation activities, implementation issues are neglected.
The latter leaves freedom for the actual observation node implementation to
optimize specified behavior and tailor it to particular run-time constraints.

This network is represented as a graph, a set of interconnected event-
processing chains, that consists of process components which are connected
via routes. Events that are generated by Observables are distributed via these
routes further to other process components that process the events.

Figure 6.4 presents the interpretation as a transformation from an obser-
vation specification (at the top) to the observation component as given by re-
spective code snippets (at the bottom). This example refers back to the exam-
ple shown in section 4.2 and figure 4.3. After the timer (1) has been initiated
and started, it triggers the “CPUPerformance” hook (2) which takes a perfor-
mance sample and forwards it to a ProcessingBlock (3). This ProcessingBlock
computes the average of all passing events, and, again, forwards the event.
Subsequently, the event is given the semantics of “#performance load” in (4)
and finally forwarded to the view (5) that updates its visual representation
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with the current event’s data. Note, that the forwarding of events is per-
formed by calling the Route.send(. . .) function.

Process Components Reconfiguration that is used in the context of adap-
tive observation cannot be used to reconfigure fine-grained control flow on
the level of statements, instead, the depth of reconfiguration lies between in-
terpreted languages and component-oriented design with a strong notion of
data flow programming. Process components act as atomic nodes in a data
flow graph. They are equipped with a parametrization and routing infor-
mation, combining one or more inlets and outlets with a number of function
calls for altering events and determining control flow. The overall set of
nodes represents the application programming interface (API) of an obser-
vation node, though on a higher level tailored to non-technical stakeholders.
Two kinds of process components exist, stateless and stateful. While the for-
mer stateless components realize basic context-free event-handling behavior,
the latter may incorporate finite state machines (FSM) to “remember” and
track state changes, e.g., when matching the order of subsequent events to
a pattern. Incoming events trigger state changes that in turn influence the
components behavior towards subsequent events.

Routes While components are the atomic building blocks of a component,
routes connect components and enable complex functional compositions of
components which in the end form an observation component. Within an ob-
servation component, routes are unidirectional, named channels that trans-
port events, each from a component outlet to the inlet of another component.
In the event flow, branching can occur: the outlet of a process component can
be connected to different inlets of other process components. To avoid side
effects when modifying the event or its data in different branches, the event
needs to be cloned every time a branch occurs. Compared to basic event-
processing, the routes carry names that specify a dynamic inlet of the route’s
destination component. Consider a process component that computes the
duration between events received by two different named routes, “from” and
“to”. In contrast to computing the duration between all incoming events
regardless of their origin, this approach offers much more control.

Events The transient elements of an observation component are events, be-
ing generated, processed and propagated over the network of routes. The
structure of events orients to the data collection definition,

E = 〈Scope,Data, T imeStamp, Semantics〉,

with the following parts:

• Event scope. On their path from generation to consumption, event pass
through several scopes, i.e., observation nodes that alter event data
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and direct the event. For instance, upon event generation, the event
is part of the generation scope, commonly an observation node that
collects data directly from observables in the observee system. During
further processing the scope is changed and extended. When it is fi-
nally consumed, it contains a trace of all passed scopes, each including
data if needed. When processing events inside the generating observa-
tion node, only the hook name and hook event name need to be stored
in the scope, but when the event leaves that context, more information
might be needed the identifier of the generation context (observation
node). Scope data is used in subsequent processing, e.g., to correlate
events from the same observation node. In addition, there is global
scope information that can be captured: the session that generated the
event, i.e., usually an identifier for the particular observation specifi-
cation that instructed collection and process of the event. Event scope
information can help versioning collected data, but also granting ac-
cess to different stakeholders in terms of ownership.

• Event data. The payload of events can contain observable data which
might be subject to changes when the event passes processing blocks
on its way to consumption. Event data can have a certain format and
other characteristics that need to be interpreted correctly by any pro-
cessing instance. For simplicity that level of detail is not elaborated
here.

• Timestamp. The time of event generation is commonly stored as an
absolute or relative timestamp. In case of relative timestamps, e.g.,
for very performance or resource-constraint devices that do not em-
ploy a time clock component, an absolute reference timestamp exists
for the scope, such as the time the observation node was started or
reconfigured last. Together with this reference point, relative times-
tamps can be converted into absolute timing when the event leaves the
scope (Vooren, 2009). In most cases it is crucial to quickly determine the
timestamp of an event, so that a total order on all events in the obser-
vation system can be derived. If the timestamp is obtained during pro-
cessing, certain order-dependent processing functions might not yield
correct results.

• Semantics. Event semantics are captured as a list of concepts that is be-
ing modified by semantic mapping activities in the chain of event pro-
cessing, e.g., “#lang english, #110volt” for event collected from prod-
ucts located in the USA and “#lang french, #220volt” for France. The
respective concepts such as “#lang english” are defined either in ob-
servation specifications in the semantic hooks therein, or as static se-
mantics of the observation node (cf. section 6.1.2).
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Transforming specification into components

Adaptation of observation nodes is essentially reconfiguring a number of
selected process components and connecting them via routes, according to
an observation specification. However, using a model such as an observa-
tion specification offers more than just having a list of components to be
connected: additional semantics that help validate, check, and optimize the
model before proceeding to adapt a running observation node.

Checking an observation specification Observation specifications de-
scribe at an abstract level, how information should be collected from an
observee system. Usually, the entire chain of processing of low-level data
sources, observables, to aggregation processing is described and utilized at
multiple hierarchical levels. Each level of observation nodes is to receive a
part of such a specification that concerns its observables and also its means
of computation and mapping. In this section, an already partitioned mas-
ter specification is assumed that covers not more than the activities required
from the addressed observation node.

This reduced specification can be checked effectively against three crite-
ria, and a subsequent optimization step can further reduce the specification
by removing unconnected elements. These four steps essentially address se-
curity, privacy and performance concerns that come with flexible adaptation of
remote systems at run-time.

• Observables performance compliance. Checking the specification natu-
rally begins with the inlets of data, observables. All specified observ-
ables are checked individually and collectively for compliance with
performance guidelines, i.e., comparing their modeled performance
impact (cf. section 4.2) and resource usage with current load and up-
per bounds for load. In a more extensive check, triggering of such ob-
servables needs to be checked as well, since, high-frequent triggering
of per-se inexpensive observables can still cause a significant perfor-
mance impact on the observee system.

• Processing parametrization and performance compliance. Processing blocks
represent a flexible API of the observation node, and such flexibility
requires thorough checking for correct parametrization and supported
functionality (cf. platform model vs. reality). This step is also im-
portant to avoid malicious behavior: common attack scenarios such as
code injection or denial of service attacks exist for observation nodes.
Similar to observables, processing blocks also have performance penal-
ties and this needs to be validated as well.

• Content compliance. The third check addresses the entirety of generated
data. This concerns the final output of an observation component, i.e.,
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the data that is exported after collecting, processing, and mapping it. It
needs to be compliant with user preferences and privacy policies that,
e.g., restrict the transmission of data captured from certain privacy-
sensitive applications or websites. Only then, the observation node
would be allowed to transmit it. However, as an additional precaution,
the data in question will not be collected by simply not starting the
respective (parts of the) observation component.

• Optimization. The checked model can be optimized to yield higher per-
formance or to consume less memory, i.e., by removing unconnected
process components, redundant routes, and combining semantic map-
ping components as well as hooks. The resulting reduced specification
serves as input to the next transformation step.

Note, that in the first implementation of the run-time framework (cf. sec-
tion 7.1), due to little performance restrictions and sufficient memory and
bandwidth resources, specification checking was largely omitted and only
minor optimizations were carried out to obtain an operational system. Nev-
ertheless, the specification checking might turn out helpful, especially for
larger observation systems or systems with stricter performance limitations.

Instantiating an observation component The specification checking step
ensures that all remaining process components within a specification are
valid and can be instantiated in the observation node, the run-time platform.
In the first step of instantiation, the observation component is created as a
memory structure which is connected to sources and sinks of events in the
second step.

• Mapping of specification to a set of process components and routes. The trans-
formation of a specification into an executable observation component
is a two-pass process, first generating a list of newly instantiated and
parametrized components, then connecting the generated process com-
ponents via newly instantiated routes. The resulting in-memory repre-
sentation is internally connected. It can receive events via hooks and
will output processed events.

• Connection to inlets and outlets of observation node. The in-memory struc-
ture needs to be externally connected to a data source interface that
provides events to the respective hooks, i.e., events generated in the
platform and applications are distributed to selected hooks inside the
observation components. On the other side, events need to be dis-
tributed from the observation component to other connected observa-
tion nodes in the observation system. Once both these external connec-
tions are established, the resulting observation component in memory
is operational.
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• Starting and stopping a component. Since the event processing model
used here is event-driven, it suffices to “open” inlets for events to the
component on the hook interface and also start all the component’s
timers. In a similar way, a component can be stopped, by just discon-
necting all contained hooks from the interface and stopping the cur-
rently running timers. The component will then become inactive after
all remaining events are handled and propagated.

Parallel execution of multiple components

Depending on the implementation of an observation node and available
computing resources, the execution of multiple observation components
within one observation node can be considered. When executing multiple
components on the same observation node the same time, the joint perfor-
mance penalty naturally increases. Nevertheless, the following properties
can be exploited as well.

Separation of concerns When handling events for low-level observables,
their semantics might not be clear to all stakeholders, instead these events
might need to translated to high-level events that embody richer semantics.
This can be achieved by letting technical developers provide such a trans-
lation specification that just maps low-level events to high-level concepts, and
other stakeholders can use the translated high-level concepts in their speci-
fications without having to fall back to low-level matter. Consider the case
that a system has been instrumented using a number of incomprehensible
error codes (from “A002f16” to “M4400fe4”). The developer who still knows
what these codes designs an observation specification that translates all er-
ror codes to relatively more meaningful terms such as “Empty job queue” in-
stead of “A002f16” and “Maintenance restart” instead of “M4400fe4”. Then,
other information stakeholders can use such terms in their observation spec-
ifications instead of using and probably misinterpreting the original error
codes.

Collaborative observation modeling When teams of stakeholders to-
gether discuss what should be observed and jointly work on specifications,
they might discover what collected data they want to share. Also the need
for separation of collected information can arise, for not biasing experiments
and eventually understanding. In such a setting, not only separately exe-
cuting components are required, but also a separated information context
per component which essentially cuts through the entire observation system
from specification to collection to analysis. Finally, also privacy and security
reasons can influence and require this separation.
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Performance staging The parallel execution of observation components
can be used to react to performance changes on the observee system: when
the system is idle, more information can be collected or previously captured
data can be processed more extensively by switching on additional compo-
nents. Quite similarly, when the observee system utilizes many resources,
the observation can be reduced to few active components at a time. Whether
this coarse-grained priority mechanism is sufficient, or more fine-grained
means are necessary, depends on the application and the capabilities of the
observee system. Fine-grained means can be selective access to single hooks
or reducing the sampling rate and component’s timer frequencies.

As described, using the approach of an interpretable language, more ad-
vanced checking of specified data collection behavior can be achieved since
more information is provided. This opens also opportunities for optimiza-
tions and gradually reducing the amount of observation according to both
privacy guidelines and the current resource usage of the observee system. By
maintaining a high-level of abstraction until the final point of interpretation
on the local machine, the approach allows for greater flexibility and man-
ageability than with early compilation or transformation. While the obser-
vation approach separates the concerns of data collection, it keeps multiple
points of responsibility for privacy and security of data which are distributed
throughout the entire system. This ensures better control that unwanted data
is not generated instead of filtering it out eventually.

6.3 Instrumentation of observee products

The instrumentation of observables in a platform and application yields
hooks. These are the combination of an abstract place for measurement (an
observable) and actual measurement facilities. Consider the example of mea-
suring the current CPU load. The CPU load as an observable needs to be
accessed by one or more dedicated code statements that extract a load sample
and transmit it towards the observation system.

The observation node can communicate with the instrumented applica-
tion or system via an interface that provides functions to send and register
events. This interface is the precise point where data leaves an instrumented
system and enters the domain of observation.

Two fundamental patterns exist for the instrumentation of observables,
event sources and samplers respectively. In the first case, the event is generated
and send to the interface by invoking a simple function like

sendObservationEvent(. . .).

The second case is different: since the triggering of such an hook initiates
from the observation framework, the availability of such a triggering possi-



6.3. INSTRUMENTATION OF OBSERVEE PRODUCTS 105

Figure 6.5: Observation instrumentation patterns: (a) manual code instrumentation at
the top, and (b) framework-based instrumentation at the bottom.

bility needs to be registered with the framework beforehand, e.g., by calling

registerObservationEvent(. . .).

Only after that, the framework can trigger the sampling and propagation of
data.

Given the interface to the observation system, four different techniques
to instrument observables in platform and application are presented in the
following: manual code instrumentation, framework-based instrumentation,
aspect-weaving, and instrumentation with a model-driven flow. The techniques
described in this section differ in terms of scalability, level of abstraction and
fundamental engineering approach.

6.3.1 Manual instrumentation of source code

Manual code instrumentation as shown in Listing 6.1 is the most versatile
pattern for instrumentation as it requires the least from application and plat-
form on the one hand, and on the other hand interacts directly with the code
from which the exact meaning of an observable can be extracted directly.
In figure 6.5a, striped bars denote instrumentation code that is interleaved
with original application code. The former code statements utilize an inter-
face to the observation framework to send and register events. However,
as “manual” indicates, efforts can be huge when using this technique with a
relatively big code-base—this instrumentation technique does not scale well.

The basic requirements are that the interface provided by the observation
framework must be accessible code-wise for all observables. For scripting
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languages and procedural languages such as ANSI C, the interface is real-
ized as a set of global functions (with a common namespace or prefix), for
object-oriented languages, a singleton (Gamma et al., 1994) class with static
public methods is used. In listing 6.1 for Java logging, the interface “Applica-
tionConnector” is provided as a class with static public methods that allow
for dynamically registering hooks and sending events. Core motivation is to
simplify the access to this interface for instrumentation, so that a single line
of source code suffices to create a hook.

private void handlePr intButtonPress ( Se lec t ionEvent se ) {
. . .
PrintDocument pd = se . getContext ( ) . getPrintDocument ( ) ;
. . .
Applicat ionConnector . sendObservationEvent ( ” p r i n t button ” ,

” pressed ” ,
pd . getName ( ) ) ;

. . .
}
Listing 6.1: Example listing showing the instrumentation of a print dialog. Upon press-
ing the print button, the name of the document is retrieved and sent to the observation
interface: ApplicationConnector

While the minimal API of this instrumentation technique is easy to learn
and apply for developers, the code scattering issue becomes worse when
the implementation needs to change and existing instrumentation needs to
be changed or migrated as well—and in most modern (agile) development
processes, change cannot only be expected, it is actually encouraged.

6.3.2 Framework-based instrumentation

While the manual instrumentation scatters instrumentation code through-
out the observation-relevant code-base, framework-based instrumentation
approaches leverage a limited number of central points of flow control
to instrument the application. In figure 6.5b, non-framework calls are
depicted as dark grey bars, framework calls as light grey bars and actual
instrumentation code as a single striped bar. Compared to the manual
instrumentation pattern, additional instrumentation code is used only in
central points, not scattered. This reduces the implementation efforts and
can help scale much better than manual instrumentation, however, central
points of event generation might lack precise semantics since all events are
generated and handled the same, just with slightly different parameters.
The task of filtering these events and mapping low-level semantics is left to
dedicated observation specifications.

Two framework-based techniques can be identified: first leveraging a
logging framework to intercept already logged data, and second, instru-
menting central points of an application framework.
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Logging framework

Logging frameworks facilitate easy integration and handling of logging in
applications. Often used during development, these frameworks allow for
adding different outlets to a log dispatcher and adjusting log levels for parts
of the application. Leveraging a logging framework means reuse of log state-
ments that are already integrated in the source code of the application. A
specific “log appender” for the observation framework should be added to
the logging framework such that all logged events are routed also towards
the observation framework. Subsequent additional filtering and mapping
via observation specifications is often necessary, but can be performed on
the local machine.

Application framework

Application frameworks simplify the development of a wide range of ap-
plications by combining often used patterns with service functionality that
frees the developer from periodically re-inventing the wheel. Application
frameworks aim at plugging together whole applications with little custom
code by leveraging default assumptions to a large extent. A good example
are web applications that follow the Model-View-Controller (MVC) pattern.
This pattern separates business logic (model), control flow (controller), and
representation (view). Frameworks that implement this pattern take care of
routing and authenticating the users, validating and securing their inputs,
and storing and retrieving data to and from a database. Due to high demand
and apparent diversity in requirements a large number of such frameworks
is available. Framework functions capture functionality that is being used in
many places, so instrumenting a framework at strategic points means reuse
of instrumentation and every single instrumentation automatically gets a
higher total impact.

The instrumentation of frameworks trades reduced complexity and ef-
fort of writing code off for semantic complexity of filtering a potential mass
of events. On the one hand, especially in the case of logging frameworks,
events lacking semantics can be a problem for obtaining meaningful data in
the end. On the other hand, domain-specific means for filtering and map-
ping can be utilized and these tasks can be performed in a dedicated envi-
ronment or conceptual space such as the visual editor (cf. section 7.2.3). This
separation of concerns, as mentioned before, has benefits compared to the
manual instrumentation.

The following instrumentation techniques aim at specifying in a central
point where to automatically place hooks: first weaving of instrumentation
aspects to automatically distribute additional code for instrumentation at
specified code locations, and second, instrumentation modeling that leverages
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Figure 6.6: Observation instrumentation patterns: (a) instrumentation aspect weaving on
the left side and (b) instrumentation modeling on the right side.

a model-driven flow to annotate the application models with concepts de-
rived from an instrumentation profile before generating code.

6.3.3 Aspect-oriented instrumentation weaving

Aspects realize cross-cutting concerns of a system. A common example
is logging: “Logging exemplifies a crosscutting concern because a logging
strategy necessarily affects every single logged part of the system. Logging
thereby crosscuts all logged classes and methods.”2. This specification is es-
sentially an abstract description of where to introduce which additional code
and an aspect weaver traverses the code and, when the specification matches
the code, it introduces additional code that is executed in the respective local
scope. While the common usage of aspect-weaving requires an additional
weaving step, the concept of aspects has been recently introduced into the
programming languages such as “mixins” and “traits” (Bracha and Cook,
1990; Flatt et al., 1998; Ducasse et al., 2006).

The key of aspect-weaving is the specification of cross-cutting function-
ality in a separate artifact, called aspect that is later on used to weave the
functionality into the original body of code. Terminology further denotes
the specification of the weaving place (often in form of a pattern), called
pointcut, and the code to be weaved, advice. An aspect is understood as the
combination of pointcut and advice (Kiczales et al., 1997; Filman et al., 2004).

2Aspect-oriented Logging, http://en.wikipedia.org/wiki/˜Aspect-oriented_

programming, last accessed 8/12/2010

http://en.wikipedia.org/wiki/~Aspect-oriented_programming
http://en.wikipedia.org/wiki/~Aspect-oriented_programming
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Technically, aspect-weaving can happen at compile-time or even at run-
time, given right tooling and platform support. For compile-time weaving,
an additional compilation step is incorporated that takes application code
(byte code on some platforms) and aspects, and produces application code
with aspects woven-in at the specified locations. After this non-destructive
change to the source code, the application can be compiled as usual and is
executed with all integrated aspects accordingly. When weaving at run-time,
additional platform support for reflection is required. Reflection is under-
stood as the ability of a program to access its own structure and, in some
case, to modify its own behavior by interpreting instructions as data. Usu-
ally, instructions expressed in the program’s source code are compiled and
do not appear in the final executable after compilation, but with reflection,
information about the original instructions is retained and can be accessed
and even changed by the application at run-time. When this precondition is
met, cross-cutting aspects can be woven into the application at run-time.

Figure 6.6a shows this technique: at first the application and the instru-
mentation aspect are separated entities and a weaving step combines them
to an integrated entity, similar to the code resulting from manual instrumen-
tation. Benefits of aspect-weaving, given a suitable platform and application,
and expertise, the unobtrusiveness of the approach, cross-cutting function-
ality is integrated in the weaving step, thus it can be easily removed by just
omitting this step. Apart from that additional filtering and mapping become
necessary similar to the framework-based instrumentation approach: again
semantics are traded off for integration ease.

6.3.4 Model-driven flow with UML profile

The model-driven instrumentation pattern combines the strengths of above
patterns: provide a single point of instrumentation control flow and inter-
face access as in the framework-based instrumentation and aspect-weaving,
but at the same time fine-grained control of observables’ semantics. This
pattern, shown in figure 6.6b, leverages an observee system’s model-driven
design and development flow. Observation instrumentation can be aligned
with a model-driven flow quite naturally: models describe the application
first informally as a list of requirements, then focusing on structure, exe-
cution, communication, concurrency, distribution using formal notations—
often graphically.

When observation instrumentation can be introduced into an application
already at abstract levels, high-level models, much more design knowledge
can be leveraged to collect highly semantic data. Depending on the available
tooling and expertise, model-driven design can yield detailed (executable)
models for performance simulation and analysis, but ideally also synthesiz-
able models so that an implementation can be automatically derived from.
Good tooling enables the generation of comprehensive code fragments from



110 CHAPTER 6. DESIGN

models and enable changeability from design to implementation (Funk et al.,
2008b; Karsai et al., 2001), sometimes even round-trip engineering, i.e., sup-
port of reverse-transformations from code to model.

System level models offer great opportunities for instrumentation
since interesting observables are accessible directly and not hidden by
implementation matter. Operating on an abstract level simplifies the task
of instrumentation: identified observables are annotated directly in the
model with the desired semantics, and a subsequent code generation step
inserts the respective code statements into annotated observables’ code.
In figure 6.6b the application model is shown before and after annotation.
The code generation step transforms these annotations to instrumentation
code with sought-after semantics. The work of (Funk et al., 2009a) shows the
application of this pattern using a model-driven flow that generates graph-
ical user interface code directly from specialized models, using standard
UML as notational basis and conceptual common grounds. A UML profile
dedicated towards observation instrumentation is presented in (Funk et al.,
2008d).

The documentation of instrumented observables, i.e., capturing them in
an observables model, is a precondition for their usage in observation spec-
ifications. The documentation is, again, automated which is elaborated in
section 7.2.2 where a tool is shown that automatically retrieves all instru-
mented observables from the observee system by scanning its source code
for instrumentation code patterns.

6.4 Evaluating the design

The design of an adaptive observation system, as presented in this chapter,
shows a trajectory from the abstract adaptive observation approach towards
an operational implementation. By using models, and generally a model-
driven flow, a modern, flexible, and extensible design has been achieved that
allows for automatic transformation and generation of implementation code
and run-time artifacts.

The data collection formalization in chapter 4 defines abstract process-
ing components, i.e., observables, processing nodes, and semantic mapping
blocks. In simple logging applications, these components are combined into
a (1) monolithic and (2) static whole. In contrast, the adaptive observation ap-
proach separates them into complementary design time and run-time mod-
els which can be used (1) in different parts of the observation system, and (2)
at different times in the development and usage process. As an example, (1)
observables are captured in the observables model, not hard-coded into the
observation module; this model is created during the instrumentation sub-
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phase3 when the knowledge about the chosen set of observables is present
along with their exact semantics—not earlier, not later. This initially moti-
vated the time-wise and content-wise separation of concerns regarding the
observables model as the different functional components of the adaptive
observation system can be defined flexibly at convenient times effectively to
avoid disruption in the product creation process. A similar reason holds for
the platform model which captures aspects about an adaptive observation
system that tie to the design time of the observee system’s platform, and are
not expected to change largely later on.

In the introduction of this chapter four key requirements were empha-
sized and the final design shall be evaluated against them in the following.

6.4.1 Minimal design and integration effort

In evaluating the design and implementation efforts it is assumed that the
observation system platform implementation is present and can be reused
without additional modifications except for few adaptations to the run-time
platform of the observee system. When reviewing potential efforts along the
lines of the data collection process (cf. Chapter 5), little efforts can expected
from extending the platform with additional domain-specific processing in-
structions, e.g., seldom used non-standard analysis algorithms. Compara-
tively extensive effort can be expected from instrumenting observables in
the observee application since this lays the static foundations for all sub-
sequent observations stakeholders will be able to make. However, this all
concerns just implementation efforts, design efforts can be neglected since
the developer is guided by well-defined models or approaches, for integra-
tion, the platform model, and for instrumentation the four above mentioned
techniques as well the facilities of the observables model. Regarding implemen-
tation efforts, studies in chapter 8 show that with good framework support,
additional code can be kept to a minimum, i.e., one line of additional code
per hook.

Efforts spent before the usage phase of the data collection process reduce
the load during usage on both conceptual and technical level: stakehold-
ers do not need to work on the level of raw data anymore, data is captured
with inherent semantics and further processing is specified and performed
on a higher level of abstraction, by leveraging the expressiveness of the data-
centric IFSL (cf. section 6.2.1). Apart from that, specialized tools provide
support to shorten integration time and to automate as many things as pos-
sible (cf. Chapter 7).

3In some platforms, observable creation, and thus model modifications, can be performed
even at run-time. In the domain of web applications, markup and scripted behavior is common.
The source code of such applications is not compiled, but interpreted at run-time and this can
be leveraged to instrument observables flexibly.
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6.4.2 Correctness of observation and implementation

Being correct is defined as being according to a specification. In contrast to com-
parable approaches in the domain of remote usage monitoring, the design
and approach presented here are rather specification-driven: platform and
observables models as well-defined design time models provide the basis
for validating the platform implementation as well as observee instrumen-
tation. Both implementation artifacts can be divided into fine-grained units
and tested using a few unit tests during implementation. A similar issue
is the use of defined instrumentation techniques ensuring at least a correct
process to achieve a functional implementation.

As soon as an observation component or even the observation system as
a whole needs to be tested, simulation is necessary to judge the cumulative
performance impact and correctness of event processing4. Also the system
needs to be fed with real-life data such that human stakeholders who specify
observation can judge the correctness of obtained information. Especially the
latter part involves observable instrumentation which is correct if the data of
desired quality and with appropriate semantics is generated upon request.

The correctness of timestamps is an important aspect that is worth men-
tioning as it was not in the main focus of the presented high-level design.
Unreliable timestamps can result from distributed clocks or local clocks with
relative timing and varying lags. To ensure global, absolute, and normal-
ized timing of events, this needs to be considered in the implementation of
the concrete application, but it should not be part of a generic framework.
On the one hand, correct timing information is important for fine-grained
analyses where the exact order of events in rapid succession is used to de-
tect patterns and interaction sequences. On the other hand, there are many
cases where this level of detail is not necessary or needs to be even avoided
for global performance reasons. Examples are hourly, daily or weekly statis-
tics, or analyses which regard only the occurrence of events, not their precise
timing and time-based relation to other events.

6.4.3 Minimal performance impact

The performance impact of observation nodes especially on platform with
limited resources is a major concern in the design of adaptive observation.
Performance can however not be fully tackled in design; it highly depends
on implementation and even runtime configuration. There are a number of
design measures that can still be taken to minimize influence on the opera-
tion of the observee system and hence negatively biasing the user experience

4Note that the DPUIS framework contains rudimentary means to simulate observation spec-
ifications which involve also ways to trigger hooks in the from a user interface that has been
generated with just the required hooks. More sophisticated techniques to simulate and test
specifications remain for future work.
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by too high demands on local resources and bandwidth. These measures
concern the data collection, not the adaptation which is performed relatively
seldom and thus will be neglected.

Handle events directly, delegate processing. The flexible, distributed ar-
chitecture of adaptive observation systems allows for delegation of pro-
cessing from local nodes, often with tight resource constraints, to higher-
level nodes with more resources—and vice versa. Events that enter the
observation system, usually at the most resource-constraint point, are han-
dled directly and this handling terminates without blocking memory access,
threads, and external IO. Operations that require more processing time or
correlate a large number of independent events, can be moved transparently
to observation nodes that provide more resources. The designed observa-
tion system takes care of maintaining event scopes and data integrity. This
is specially important for measuring usage behavior at high load; then pro-
cessing unusually many incoming events and, hence, slower event handling
responses must be avoided. Naturally, this is only suitable for settings where
processing is more costly than communication bandwidth or where commu-
nication caching mechanisms can be applied.

Adapt to load. Observation nodes can adapt to higher performance loads
on the observee system, by pausing observation components and reducing
the overall number of components running in parallel to a minimum. Like-
wise, observation nodes will and should be executed on low priority threads,
in case the host system supports this. In addition, observation nodes make in
principle little use of caching, except for nodes dedicated to central storage.

Simulate beforehand. Performance needs can be tested well before de-
ploying the nodes to the field. Both unit testing and simulation possibilities
are applicable, although not in design. While unit testing can prove the cor-
rect operation of the building blocks of an observation component, simu-
lation can assess the proper working of such component in the context of
(simulated) observables and processing capabilities of the observee system.
Especially the latter works well with the specified models.

6.4.4 Extensibility

The design of adaptive observation systems intentionally leaves room for
extension. Synthesis models and the observation specification language are
both extensible, however, in different ways. The former can be extended by
subclassing modeled classes. A likely case is, e.g., the impact of an observ-
able. This modeled property is left abstract and can be subclassed to facilitate
for specific kinds of observable impact. The latter specification language is



114 CHAPTER 6. DESIGN

structurally not extensible, i.e., no new node and route types are meant to
be added. The extensibility lies in the flexibility to specify observables and
processing blocks freely in a textual format. As long as this follow a certain
format, as described above, any process algorithm can be integrated, pro-
vided the algorithm is given in the platform model and its implementation
is present in the corresponding observation module. Likewise, the kinds
of data sources, observables, are highly flexible. As long as they are docu-
mented in the observables model, observables could be even used to trigger
arbitrary functionality in the observee system, e.g., for functional adaptation
or personalization.

Regarding the semantic mapping of events, semantic concepts can have
any format and length (depending on the capabilities of the platform). Sim-
ilar to processing algorithms, semantic mapping strategies can be defined
in platform model and the implementation, e.g., to realize a substitution of
semantic concepts according their hierarchical organization within an ontol-
ogy.

The extensibility therefore results from the derivation of the IFSL meta-
model from both platform and observables model, and these extensions can
be incorporated into the design, i.e. at the model level, without large efforts.
Then it depends on the extensibility of the implementation how well the
changes integrate with existing functionality. Note, that a platform model
potentially contains multiple modeled observation nodes which correspond
to different levels of the observation system, e.g., one for a server, two
different for proxy nodes, and five different nodes for the observee system
integration. this enables complementing capabilities at different levels of
an observation system. Since these different nodes communicate via the
same infrastructure and protocol, even more flexibility can be achieved by
combining different types of nodes in an observation system.

This chapter introduces first two synthesis models, platform and observ-
ables model, which capture different aspects of designing an adaptive ob-
servation system, and second, the information flow specification language
(IFSL) which covers main aspects of operating an observation system—from
the information stakeholder’s point of view. At run-time, observation spec-
ifications are transformed to observation components which are executable
on a respective observation node. The observation node requires a priori
instrumentation, therefore four instrumentation patterns are presented that
help instrument observables in a structured and well-defined way, i.e., in-
tegrate data sources conceptually and technically in the observee system.
Finally, the taken approach towards the design of an adaptive observation
system has been evaluated.

In summary, this chapter describes the transition from the data collection
formalization and a derived observation approach to the model-driven design
of adaptive observation systems. This design will be used in the following
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chapter to implement an observation system that operates in concert with
comprehensive front-end tooling that makes adaptive observation accessible
to technical and non-technical information stakeholders in the organization
and beyond.





Chapter 7

Usage
How to operate observable systems

The approach of adaptive observation has been introduced in chapter 4,
synthesis models and a specification language have been presented in chap-
ter 6. This chapter shows the implementation of an adaptive observation
system which consists of two fundamental parts that shall be explained in
more detail: the adaptive observation framework, called DPUIS, as the back-
end and the front-end for information stakeholders, UXSUITE.

Figure 7.1: Observation round-trip: Stakeholder use UXSUITE as a front-end for specify-
ing data collection, and receiving collected information, whereas UXSUITE communicates
with DPUIS to actually collect data from products in the field. Specifications as well as
surveys are distributed and subsequently data is collected from connected products in
the field and returned to UXSUITE for analysis.

Figure 7.1 shows the flow of data within an adaptive observation system
which is essentially a round-trip: information stakeholders use the UXSUITE
front-end to instruct the observation system by means of specifications and
surveys which are distributed to all connected products in the field via
the DPUIS back-end. Once the observation modules within the products
have adapted to the specified observation behavior, data is being collected
and directly returned to the back-end where it is processed and stored for

117
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analysis by means of the front-end.

In the first part of this chapter, the adaptive run-time framework DPUIS
is elaborated with the generic observation node as the main architectural
building block. Subsequently, three framework configurations are shown
for different observation scenarios. Once such a configuration is in place
and operational, it can be used by information stakeholders by means of the
specification and analysis front-end UXSUITE which is shown in the second
part of this chapter. Coming back to the problem statement presented in
the introduction of this thesis, the DPUIS back-end addresses essentially the
engineering part, and UXSUITE the application part.

7.1 The DPUIS Framework

The Dynamic Product Usage Information System (in short DPUIS) is a real-
ization of the proposed adaptive observation approach (cf. section 4.3.3) and
system design (cf. chapter 6). The implementation ties together the infor-
mation captured within synthesis models (cf. section 6.1) and results in an
operational, reconfigurable, i.e., adaptive, observation system available on
the Java and .NET platforms. Furthermore, a reduced, portable implemen-
tation written in ANSI C is available for use in embedded devices and other
resource constraint platforms (cf. the master’s theses (Vooren, 2009; Jordans,
2009)). This section first explains the architecture of the DPUIS framework
by means of the generic observation node and its interface to the observation
system, the application connector. The remainder of this section shows three
application scenarios and concludes with elaborating on the semantic con-
nection between objective and subjective data that can be collected with the
presented system.

7.1.1 System architecture

The observation system architecture follows a computing approach known
as event-driven architecture (Welsh et al., 2001; Etzion, 2005), i.e., the sys-
tem can be thought of as a network of pipes that transport events. Such a
system is a graph of distributed interconnected computing nodes that prop-
agate events, in principle, from (data) source to sink. The model of event
handling between observation nodes is asynchronous since such a large dis-
tributed system cannot rely on a common synchronization mechanism for
proper functioning. Moreover, synchronized behavior is not needed as long
as data integrity is maintained, i.e., events are given a total (chronological)
order by a correct time-stamp mechanism, assuming a global time and if
needed time correction mechanisms. This is essentially the directed graph
structure introduced with the data collection formalization, and this struc-



7.1. THE DPUIS FRAMEWORK 119

Figure 7.2: Design and realization flow for different nodes of an adaptive observation
system using a the generic observation node as a central reusable artifact.

ture allows for efficient communication between nodes, but also for flexibil-
ity as different configurations of nodes and connecting routes and protocols
can be realized.

In chapter 5, a design flow for observation nodes was depicted (cf. fig-
ure 5.2). This flow does not only apply to (local) observation nodes that
are integrated into the observee system; it applies to all nodes, as figure 7.2
shows: Using a single generic observation node design, all parts of an ob-
servation system can be realized and, thus, benefits of flexible configuration
and processing capabilities can be exploited at multiple levels. Note, that
the generic node can be configured and instantiated for every level of an
observation system (see section 7.1.4 for a range of topologies).

Figure 7.3 combines two views on an adaptive observation system: (1)
the composite structure view shows the internal structure of the nodes, i.e.,
how they differ in terms of provided services and how surveys and specifi-
cations, on the one hand, and data on the other hand are propagated through
the nodes of the system, and (2) the deployment view shows how instances
of different node types are distributed in the system, i.e., the actual topol-
ogy of the network. From the figure a leveled structure can be observed that
divides the whole observation system vertically into “server”, “processing”,
and “local observation” levels. The “server” node contains means to store,
process, and present data to stakeholders, however, no means to capture sub-
jective data from a user interface. The “proxy” node is even more reduced
and does not provide means to consume data, whereas the “local observer”
node offers data storage i.e., caching for unstable connections, data process-
ing, and a user interface for subjective data collection which corresponds
with surveys provided by UXSUITE. All nodes are capable of reconfigura-
tion, however, only the upper two node types distribute observation specifi-
cations and surveys to the respective lower level node.

Note again the round-trip within the system, two directions of data flow,
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Figure 7.3: Observation system overview showing internal and external data flow and the
deployment of node instances in the entire system.

one for specification, the other for collected and processed data. Figure 7.3
shows that data generally moves “up” towards a more or less central point of
consumption by information stakeholders (at the top of the figure), whereas
surveys and observation specifications for reconfiguration are distributed from
a central point of design (by information stakeholders) “down” towards all
branches of the fully deployed observation system.

7.1.2 The Generic Observation Node

The adaptive observation approach is implemented as a framework which
consists of a generic node that can be instantiated in various different config-
urations and connected to form a distributed adaptive observation system.
This node, the generic observation node, can be employed at different levels
of the system, e.g., integrated into the observee system, as an intermediate
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Figure 7.4: Schematic view of Generic Observation Node with its interfaces for subjec-
tive data collection, reconfiguration, and data transmission, internal services, and, at
the core, observation components that have been generated from observation specifica-
tions.

processing proxy, or as a server node. It implements an internal composi-
tion of services that each realize a distinct part of the functionality, from data
collection and communication to data processing and reconfiguration.

External communication

Figure 7.4 shows a schematic view of the Generic Observation Node. Inlets
and outlets for surveys and reconfiguration (light-grey, left side) and data
transmission (dark-grey, right side) are the connection points to other nodes
in the same observation system, though potentially at different levels. Nodes
can communicate with each other for the exchange of said data or reconfigu-
ration specifications via various protocols and communication channels, e.g.,
TCP sockets or HTTP requests, the nodes corresponding interfaces match in
their respective counterparts as described in section 7.1.2: the inlet for re-
configuration specifications (see fig. 7.3 on the top left side), the reconfigura-
tion consumer, communicates with the reconfiguration outlet of another node
(bottom left side), the reconfiguration producer respectively. Similarly, the data
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inlet, data consumer (bottom right) corresponds with a data producer of an-
other node (top right). Depending on the application scenario and the de-
ployment context, these channels can exchange encrypted data. Registration
and management of nodes are performed by the framework transparently,
i.e., no explicit intervention is necessary.

Internal services

Figure 7.4 also shows different internal services of the Generic Observation
Node (on the right side) which carry out specific tasks. These services di-
rectly correspond with the capabilities of observation nodes which have been
modeled in the platform model (cf. section 6.1.2). The composition of ser-
vices for an observation node is obtained from the platform model. When
comparing figure 7.4 to figure 7.3, different service compositions at different
levels of the depicted observation system can be seen.

Service classes in the context of adaptive observation are: data collection
(inlets and outlets), adaptation (reconfiguration inlets and outlets as well as
model-interpretation mechanisms, cf. section 6.2.2), processing, storage and
representation (shown in figure on the right side). The user interface is a spe-
cial service that allows for communication with the user, e.g., for collecting
subjective data (cf. section 4.3.3). Services share the capabilities to commu-
nicate with each other and in the following. In the following, five service
classes are explained in more detail.

Data collection services

The class of data collection services spans from accessing observables and
generating data to sending raw or processed events from one node to an-
other. Between nodes, data is exchanged and the involved parties are re-
ferred to as data consumer and producer respectively. A corresponding pair
of services communicates via a route and a suitable protocol such as TCP/IP,
sockets or local calls. However, there is no limit on the number of services
on both ends of the communication channel, e.g., usually a server consumes
data from many producers.

• Data consumer. The data consumer service is the inlet of an observa-
tion node. It receives data in the form of discrete events from a data
producer and forwards them to other services in the same node.

• Data producer. Data is generated in nodes implementing the data pro-
ducer service. At the lowest level, observables and their instrumenta-
tions are such producers, but also every node that transmits processed
data, such as complex events, needs to implement the data producer
service to send data to a consumer service.
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Adaptation services

Adaptation of observation mechanisms according to observation specifica-
tions is one of the key features of the adaptive observation approach that
influences almost all other parts of the system. Observation specification
as designed by information stakeholders in a visual editor presented in sec-
tion 7.2.3. The specifications are in essence XML documents (cf. section A.2
in the Appendix) that are interpreted in observation nodes according to the
mechanisms explained in section 6.2.2.

Before this can happen, observation nodes retrieve a set of currently ac-
tive observation specifications, an observation plan. This plan includes only
active specifications, so that changes can be made to the set of running com-
ponents: some might need to be stopped, or exchanged with a newer ver-
sion, and some specifications are scheduled, but do not run yet and need to
be retrieved and instantiated. In some cases, it is necessary to redistribute
specifications to subsequent connected nodes. At run-time, this mechanism
is a well-defined process from specification to executable observation com-
ponent that consists of (1) instantiating specification elements, (2) assem-
bling them in the specified order, (3) connecting them with external func-
tionality, e.g., data sources, function libraries, memory, and (4) starting them
in a particular order. Apart from that, the parallel execution of such compo-
nents, their management over time and in the end shutting them down are
additional tasks of the adaptation services.

The dynamic facilitation of the adaptation process over a network of dis-
tributed nodes is carried out by a dedicated class of services. Nodes that
adapt their behavior are consumers of a specification and nodes providing
specifications for reconfiguration are producers in this sense, however, con-
sumers can also act as producers for other connected nodes.

• Reconfiguration producer. Observation specifications are created by
stakeholders using a dedicated editor (cf. section 7.2.3). They are sub-
sequently provided to a distributing node that implements the recon-
figuration producer interface. Since multiple specifications can be exe-
cuted at the same time and specification might instruct node behavior
at different levels, all “produced” specifications are bundled in an ob-
servation plan. The plan contains only the active specifications in their
most recent version, but also specifies the validity of all specifications,
i.e., the time span data should be collected according to a particular
specification. This plan can be queried by connected reconfiguration
consumers.

• Reconfiguration consumer. Nodes that might reconfigure use the re-
configuration consumer service to query the producer for observation
plans, i.e., a list of active specifications leading to internal reconfigura-
tion. The reconfiguration consumer needs to keep track of the versions
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of currently executed specifications in order to find and facilitate new,
changed specifications, or the ones that become inactive. Reconfigu-
ration follows determining the correct list of specifications and check-
ing the individual specifications for correctness and compliance with
performance usage guidelines (cf. section6.2.2). To ensure the proper
operation of the observation node, i.e., being alive, connected, and re-
sponsive to reconfiguration requests, a fail-over specification might be
desirable. It starts (or is always running), especially when no other
specification is concurrently executed, and this specification tracks just
very minimal data such as activity, and performance relevant to bare
operation.

Processing services

Processing capabilities are used in an observation node as a library that pro-
vides common functions required by the processing tasks specific to an in-
dividual observation node. This “library” is defined in the platform model
of each observation and naturally can differ from node to node, providing
a subset of functions which are computationally feasible in terms of perfor-
mance and resources. For instance, a local observation node needs functions to
match patterns and filter events, whereas a server node might require func-
tions to aggregate data and generally operate on a large number of events.
Both types of processing, event and aggregation processing, that are mentioned
in section 7.1.2 utilize such libraries.

Processing of events can be divided into event processing (of single
events) as it happens in observation modules, and aggregation processing
operating usually on persistent high-volume data. The first is about filter-
ing, normalising, correlating and comparing data within events. The second
extracts pre-defined metrics from a larger amount of already collected data.
Nevertheless, single event processing is a precondition to analyzing large
amounts of data.

• Event processing. Single events as they are generated by observables
in the observee system, need to be transformed from a low semantic
level to the level of meaningful information. The event processing ser-
vice contains all needed processing functions as defined previously by
the platform model (cf. section 6.1.2). Therefore this service is synchro-
nized with the platform model, i.e., observation specifications using
processing functions that are defined in the platform model, will be
able to execute on the respective observation node given the correct
and matching service implementation.

• Aggregation processing. The processing of multiple events, which are
commonly stored in a well-defined structure that is optimized for fast
read-access, uses fundamentally different computational functions.
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However, this service operates similar to the one for single events: it
provides a library of functions that operate on arrays of events or event
data and yield significantly reduced data that can be visualized and
presented, exported, or leveraged in other ways.

Data processing within an observation node can be performed stateless
or stateful. In the first case, event handling is atomic, has no side-effects in
terms of event correlation, and therefore uses no memory to keep track of a
state. In the second case, event handling is more complicated:

• States. In the majority of cases, event processing is performed with
an embedded finite state machine (FSM). It consist of a finite number
of states and incoming events trigger transitions between states. Pat-
tern matching, gates, and state representations can be easily realized
with such FSMs. Apart from that, other forms of processing can be
envisioned depending on the application domain, e.g., neural network
components and Bayesian filters.

• Scopes. Stateful processing can be performed at a global level regarding
every incoming event as a being part of a single big scope, or on a
more fine-grained level of individual user, machine or cluster scopes. In
the first case, all events that can be expected are within the same scope,
thus no special handling, however, in the second case, events must
(a) carry additional data about their scope, and (b) the state machine
has to be instantiated and executed separately for every single scope.
This can have an impact on the memory of the host system, so as a
general rule of thumb stateful processing should be performed as early
in the entire processing chain as possible, preferably on an observation
node within the particular scope, i.e., then with global event handling.
Storage is needed for stateful processing to persist the current state of
the processing component, i.e., the current state of the internal FSM
and additional data such as timestamps and incrementally computed
values. This data set needs to be duplicated for every event scope the
processing function has to handle.

• Synchronization. When the performance of an observation node needs
to be scaled to a large number of connected lower level observation
nodes, the observation node is replicated, e.g., for use within a cloud
environment. A load balancing unit is used to capture incoming events
for all replicated nodes and dispatch the event to one of the replicated
nodes according to a distribution algorithm, e.g., Round-Robin. This
has implications on stateful processing since the state needs to be ac-
cessible to all relevant nodes. Consider e.g., matching a pattern of three
events from a certain machine scope which are sent to three different
nodes by the load-balancing node. To successfully correlate the three
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events and match the pattern, all three nodes need access to the stored
state of the pattern matching. For the implementation of such storage
needs, in-memory databases specialized on key-value storage are par-
ticularly suitable (and already used in industry).

Storage services

Although the storage of data is an inherent part of the whole approach, it has
been omitted from the data collection formalization (cf. section 4.2) and its
derivative approaches since it contributes little—in the best case not at all—
to the content and semantic structure of data. Storing is a means to preserve
data for a shorter or longer period of time. In the design and implementation
of an adaptive observation system, storage functionality can be realized in
three concrete ways that are outlined here in their order of expected storage
duration:

• Cache. For short-term storage, e.g., when sending data over a poten-
tially interrupted channel, caching is the simplest solution. Data is se-
rialized and written to memory. The structure of caching storage is
usually a straight-forward queue, last-in-first-out, involving little run-
time overhead.

• Memento. When processing data using stateful processing blocks, the
internal state of such blocks has to be buffered, since, in case of a sys-
tem failure, the current processing state must be restored to ensure data
integrity. For this, the memento pattern (Gamma et al., 1994) is used that
basically describes a structure of a memory object that represents the
internal state of another object, but which is managed by a central en-
tity. The memento data within this single entity can be easily stored to
a persistent memory and restored from it at any point in time since all
data is already in one place. This approach essentially prevents a large
performance impact from periodically retrieving object data from all
currently used stateful processing blocks in the observation node. The
DPUIS framework employs serializable Hashmaps and Dictionaries for
its implementation in Java and C# respectively—also for performance
reasons since these implementations offer constant (O(1)) access time.

• Structured storage. The first two storage strategies focus on fail-over
storage, i.e., data persistence in case the observation node is unexpect-
edly shut down and needs to recover its pre-failure state. In contrast,
structured storage aims at providing data for analytical access, and en-
suring traceability and data consistency over time. Structured data is
more efficient to retrieve and query since indexes and aggregates can
be employed and incrementally updated when new data arrives. Such
a storage mechanism is usually performed by a database because the
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amount of stored data is potentially much larger than what is common
for the previously mentioned storage strategies. The DPUIS framework
employs a relational database1 for persistent storage and fast query ac-
cess on the “server” node.

Representation services

Collected data is not captured for the sake of capturing, but for eventual con-
sumption by stakeholders. Representation of data should always fit their
motivations of data collection, but also the structure and content of data.
From a process point of view it is therefore desirable to specify data repre-
sentation aligned with data collection, and a tight integration of respective
services is a natural conclusion thereof. Note that these representations are
meant for monitoring and debugging rather than for extensive analysis. In
the latter case, the UXSUITE front-end provide more extensive capabilities
(cf. section 7.2). Representation of event-based data can be categorized two-
fold: (1) direct event views that provide access to single events and (2) ag-
gregated views that extract a set of highly selective metrics from multiple
events.

• Direct event views. The view on single events is useful for monitor-
ing relatively sparse event streams, and checking the event capturing
system itself. Its main characteristic is the real-time delivery of data
mostly, often unfiltered, to a view. While the directness has advan-
tages such as timeliness, traceability, and reliability for sparse event
streams, for more “conversant” streams, the direct data feed can be
overwhelming, already with only two or three events per second and
especially when mixing conceptually different events. (Christoffersen,
1999) gives an overview on research regarding the representation of
time-extended event data. This class of services is related to event pro-
cessing services and caching storage of events.

• Aggregation and process views. Analysis of remote usage data takes usu-
ally many systems, users, and even the version of the system into ac-
count. Therefore clustering of such data providers might be necessary
to obtain high-level overview information and to compare data accord-
ing to deployment regions, user types, usage times, fields of interest, and user
expertise. General statistics about frequency, occurrence and distribu-
tion, but also mining of event data and inherent processes can provide
support for understanding of key issues. Aggregation and process
views provide a specific view on data that is provided by structured
data storage and that has been aggregated, hence condensed to the
very essence. For instance, a large number of events about the session

1H2 database engine, http://www.h2database.com, last accessed 8/12/2010

http://www.h2database.com
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duration from several countries on three continents can be aggregated
to the average session duration per continent which can be expressed
by three numbers.

User interface

The user interface of an observation node is used to interact with the data
collection mechanisms. Usually, user interfaces of local observation nodes
are very much tailored to the look and feel of the observee system and appear
hidden or in a rather minimal way. In the following three basic interaction
scenarios are given, the first two for the end-user of the observed product,
the third for information stakeholders:

• Granting permissions. An end-user of the observed product customizes
data collection mechanisms to own preferences, i.e., users can opt-in
and opt-out data collection, or select the allowed data sources from a
list via the provided user interface of the local observation node. This
privacy-relevant aspect of observation is covered in more detail in sec-
tion 9.1.1. This interface could be also used to obtain a new system ID
such that the user’s identity is changed from the observation system’s
point of view. This functionality is currently not implemented fully
since it depends on the user interface of the target platform, however,
it has been conceptualized in the HomeServer study (cf. section B.1).

• Capturing subjective data. The combination of subjective and objective
data (cf. section 4.3.3) is a key aspect and novelty of adaptive observa-
tion and systems that realize this approach. The presented implemen-
tation facilitates a dedicated user interface for capturing surveys data
which displays interactive surveys to end-users of observed products.
The DPUIS framework supports HTML forms that can be rendered on
a variety of devices and platforms, leveraging the natural expressive-
ness of standard HTML form elements. A second benefits of leverag-
ing standard forms is that most users are already familiar with their
usage nowadays. The content of such forms needs to be designed by
the information stakeholders, and also every form element needs to
be annotated with semantic meta-data that is stored upon form sub-
mission together with the entered data. The design of such composed
surveys is covered in a component of the UXSUITE tool set (cf. sec-
tion 7.2.3). Surveys are rendered on demand and distributed from a
server node to allow for web-browser access, however, rendering and
delivery as HTML form is only one option of survey provision; since
the incorporated textual domain-specific language (DSL) is fairly inde-
pendent from the output format, other transformations, e.g., towards
XML that can be rendered on screen in the observee system’s platform
UI are possible.
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Figure 7.5: Application connector within applications on the observee system receive
event triggers and send data to a single observation node.

• Monitoring collected data. During implementation and usage, informa-
tion stakeholders might need to investigate data collection directly
on the respective observation node. Therefore, the user interface of
the observation node supports a direct event view such as a log view.
Note that while the user interface provides a visual representation
of the data, the representation service mentioned above provides a
computational view on the collected data, i.e., data fields, labeling,
normalization, and aggregation.

The DPUIS framework has been implemented in two versions since 2007.
The first version on the .NET platform written in C# demonstrated the ba-
sic concepts of adaptive observation, however, the architecture relied on the
client-server paradigm. In the second implementation, a different approach
was taken: the generic observation node and the new architecture of inter-
connected nodes was introduced. The node as the basic building block of a
distributed observation system was modeled using UML models from which
Java and C# code could be generated directly. The parallel development of
the Generic Observation Node for two different platforms was performed
by two developers who were responsible for the modeling together and for
a platform implementation each. The module with services for local obser-
vation was implemented in roughly 2600 lines of code from which 1300 lines
are generated from the UML models.

The Generic Observation Node that has been explained in this section en-
capsulates means to communicate, to collect and process data, and to change
its behavior. While communication and data processing have been explained
above, the actual data collection mechanisms have not yet been covered. In
the following, the application connector, the interface between the observee
system and the observation system, is presented. This interface implemen-
tation follows the design given in section 6.3.
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7.1.3 Application connector

It is often not possible to integrate an entire observation node into an appli-
cation on the observee system for technical reasons: (1) multiple applications
running on a single device should not each include their own full observa-
tion node, (2) the implementation platform of the application does not sup-
port the feature set or computational requirements of the observation node,
or (3) in general, porting would be too difficult. Therefore, instead of deploy-
ing a full observation node, a minimal interface similar to logging interfaces
can be used in the cases mentioned above: the application connector (AppCon-
nector).

As such, the AppConnector does not provide facilities to process and
map data; it is only a tool to bridge the gap between applications and a full
observation node, to transport events quickly into a real processing context.
Figure 7.5 shows the setup of application connector and observation node
within an observee system with three applications. Trigger events can be re-
ceived by application connectors which in turn retrieve data from an appli-
cation and send it back to the observation node. The application connector is
a very small software component that provides an application programming
interface (API) towards the observation node with just two functions:

• Sending events. Application developers can use this function to directly
enter new events into the observation system—how to do this best is
covered with four different strategies discussed in section 6.3. This
function is appropriate for data sources which generate data “on their
initiative” instead of upon a trigger event. Examples for this type of
hook are user-generated events, button presses, and mouse clicks.

• Registering hooks that sample. Data sources that represent a continuous
stream of data, e.g., CPU performance, temperature, or available mem-
ory resources, do not initiate data collection; it is the responsibility of
the observation system to initiate sampling of such data sources at pe-
riodic intervals which can be stakeholder-specified. For this purpose,
the data source simply needs to register a hook in the AppConnector
that can be triggered to generate a sample from the continuous stream.

The application connector as an interface is separated from the rest
of the observation framework and can be integrated into the observee
platform or application as a library. Likewise the interface is implemented
in a number of programming languages and platforms such as Java, C#,
ANSI C (these languages will be used for code examples in the following),
PHP, ActionScript, JavaScript, and as a web service. For integration into
other platforms, the application connector can be implemented usually with
less than 130 lines of code. The application connector bridges a technical
gap between implementation languages and platforms since for a given
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application platform, only a connector needs to exist, not necessarily a
full observation node. This enables instrumentation of a wide variety of
products with little extra effort.

7.1.4 Application scenarios

The combination of observation nodes and AppConnectors (technically) en-
ables a variety of application scenarios for adaptive observation. Key is that
the observation node is quite flexible: by applying different configurations to
the generic observation node, specialized “server”, “proxy”, and “local” ob-
servation nodes can be obtained. These nodes communicate and exchange
collected and processed data via different protocols over the Internet and
locally. In the following, three typical scenarios of adaptive observation sys-
tems are given as well as their building blocks, observation nodes in dif-
ferent service configurations: local experience observation, a simple server with
distributed clients, and a distributed observation cloud. These scenarios largely
differ in their aims for data collection and also in the set of intended infor-
mation stakeholders that collaborate and leverage adaptive observation.

Local experience observation scenario

In the recent years, a number of “life-logging” or “time-tracking” applica-
tions appeared, often as web applications on the Internet, or mobile appli-
ances, but also as desktop applications that allow for integrated data collec-
tion about computer usage and direct visualization of such data with little
processing involved. Targeted users in this emerging field of personal infor-
matics (?) are freelancers on the one hand who would like to bill their cus-
tomers based on accurate measurement of time spent on projects, and on the
other hand computer users in general who would like to explore their us-
age habits (Van Kleek et al., 2010) and make this information even available
in their social network2. In terms of a data collection approach, these two
scenarios are interesting since the computer user is both observee and stake-
holder of collected data, whereas specification of observation is usually not
done by this person.

This first scenario demonstrates the usage of a singular observation node
located on the user’s computer. This observation node performs all steps
from raw data to usable information as a whole, thus it is called the universal
observation node. Even in case collected data should be shared with a social
network, this is restricted to anonymized aggregates of selected data—the
original, much more extensive data repository remains on the user’s com-
puter and is protected from external access. The node connects to a num-
ber of predefined data sources in the observee system, preferably sources

2Wakoopa, http://wakoopa.com, last accessed 2/2/2011

http://wakoopa.com
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that either have a direct meaning to the user such as active applications and
time spent therein, or sources that meaningful data can be indirectly derived
from without the need to too extensive post-processing. Storage of such in-
formation can be customized, often using embedded databases optimized
for fast access. The representational part of the node is the most important
part since the collection of data from, by and eventually for the user, requires
an appealing visualization. In the eyes of users, the visual representation of
computer usage data might be even the only actual feature of the applica-
tion. Examples have shown that a mapping of data to a time-based axis on
the one hand, and showing distributions of habitual patterns (used applica-
tions, time of day spent on working, playing, surfing) on the other hand, are
comprehensive and provide added value to the user.

Simple distributed client-server scenario

A more professional setting of product usage observation can be found both
in industrial research and development settings, and academic experiments:
observing system usage for evaluation in terms of improvement of user ex-
perience and usability, better coaching, support and assistance, as well as fi-
nally exploring the user base for marketing and positioning. Technically this
involves observation nodes distributed in a one to many pattern, one “server”
node takes measurements from n “local client nodes”. A simplified variant
of this scenario can be found in lab scenarios as one to one deployments of
observer and observee (Drunen et al., 2008).

Server node The central point of study administration and data collection
is a node known as the “server”. It is usually accessible via the Internet,
with a static IP address or even a dedicated domain that ensures reachability
even if the server node has to be restarted or is temporarily disconnected
from the network. This node incorporates a data consumer service capable of
receiving data from many distributed devices, but also a structured storage
service has a matching write performance, so all incoming events can be
directly processed and stored, preventing accidental data loss. Depending
on the application environment, the server node is not always the end-point
where data is finally consumed and analyzed; therefore it provides a data
producer service that can be interfaced by 3rd party tools for specific analysis
purposes.

Local client node The distributed collectors of data, called local client nodes,
serve as clients in the client-server paradigm and transmit data to the server
(node). They offer both data consumers and producers as well as processing
and mapping capabilities depending on the application scenario, although
representational facilities are very limited and used only for testing the local



7.1. THE DPUIS FRAMEWORK 133

clients.

Note that no intermediate layers for load-balancing, processing, and data
clustering are considered in this scenario, likewise a certain vulnerability
with the “server” as a central point that could possibly target of attacks.

Distributed observation cloud scenario

There are tests, studies and experiments that involve a much larger number
of participants, often in industrial settings such as beta testing phases. Since
in most of these cases the number of participants is directly connected to the
number of observation nodes at the local level, much more powerful means
to process the collected data are required. Performance issues arise not only
when the data is transferred to central repositories, but also when a mass of
devices connect and need to be provided with configuration, i.e., for adap-
tive observation with observation specifications. The architecture of such
an observation system as a whole is therefore divided into more layers than
in the scenarios before: whole sets of nodes are dedicated to the individual
services that are combined in nodes employed in other scenarios.

Cloud node Performance and band-width intensive parts of such an archi-
tecture are those in direct contact to many local data producer nodes: Nodes
that produce reconfiguration information and nodes that consume captured
data. Consumers can be producers at the same time, e.g., proxy nodes both
use specifications to reconfigure and also propagate specifications to con-
nected nodes.

• Reconfiguration producers are replicated nodes that distribute few ob-
servation specifications to many connected nodes in the system which
can be data producers or processing nodes. After observation specifica-
tions are designed and submitted by information stakeholders, recon-
figuration producers handle distribution and ensure correct working
of local nodes in the field.

• Data consumers can potentially receive (pre-processed) data from a
large number of local observation nodes in the field. After event
streams are received, single events can be subject to further process-
ing, mapping and aggregation on the same architectural layer.

Nodes that handle structured and temporary storage can be realized as
database servers close to their clients which are e.g., processing nodes that
need to store the current state of processing need direct access to a respective
storage node. Distributed processing of data that has been received from lo-
cal nodes is simple and fast in the case of stateless processing, but a challenge
if stateful processing is required to e.g., match a pattern.
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Local node While the previous nodes represent single services that can be
replicated for better scalability, local clients nodes that collect data from ev-
ery single observee system combine reconfiguration consumer and data pro-
ducer services as well as early processing of collected data. In this sense, the
local client layer is comparable to the simple client-server scenario, only that
respective interfaces towards the observation system can be more diverse.

This last distributed scenario offers more possibilities than just monitor-
ing of usage: given its adaptivity and also means to interact with the user
of a local product, this scenario extends to new support methods, direct
UI-driven help, and sophisticated remote diagnostics for product support
become possible (cf. section 9.3.1).

The adaptive observation framework DPUIS that has been presented in
the first part of this chapter serves as the back-end for remote data collection
from a distributed system of observation nodes. The Generic Observation
Node as the main building block of such a system, and the Application Con-
nector as the interface between a local observation module and an observee
system are shown in the context of three application scenarios. This system
however needs to be instructed and subsequently the generated data needs
to be consumed. The following second part of this chapter focuses on the
UXSUITE front-end for observation specification and semantic data analysis.

7.2 The UXSUITE specification and analysis front-end

UXSUITE is a product experience analytics tool that acts as a front-end for
the aforementioned DPUIS framework. It is a self-contained tool that com-
bines visual mind-mapping of data sources, graphical observation specifi-
cation and pop-up surveys as well as means to render charts from collected
data and analyze this data using process mining techniques. While early ver-
sions of the DPUIS framework contained simple web-based visualizations of
collected data, increasing needs for more flexible tools including visualiza-
tion motivated the newly developed analytics tool. Key motivation however
was to build an analytics front-end that utilizes the adaptation provided by
the DPUIS framework. The tool should provide integrated means to design,
specify and perform data collection, and transforms captured data into us-
able, comprehensive, and actionable information—all done in a stakeholder-
friendly way.

This section gives an overview of the UXSUITE analytics front-end for
adaptive observation, first focusing on the semantics that guide data collec-
tion and, in the end, connect hybrid data items. Subsequently, the explo-
ration of data sources and the specification and management of data collec-
tion is shown, before concluding the chapter with an overview of analysis
options.
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7.2.1 Semantics workbench

Semantics of collected data, i.e., comprehensive and domain-specific meta-
data, are in the core of UXSUITE; the process of data collection starts with
semantics when data sources are captured conceptually, semantics reappear
when collected data are annotated with respective meta-data, and finally se-
mantics drive analysis as means to understand, but also efficiently structure
and process data (cf. section 4.1.1).

With the combination of UXSUITE and DPUIS, the aim is to provide a
seamless chain of semantics-backed data collection mechanisms that em-
power stakeholders to collected and analyze their own data in their individ-
ual vocabulary, understanding and mental models. Semantics can be cap-
tured as ontologies as explored in the Internet on TV study (cf. section 8.1.2),
but more recently, taxonomies are used instead for simpler, more straight-
forward meta-data. The semantic concepts captured in a taxonomy can be
accessed and manipulated from all parts of the user interface that concern
semantic annotation.

In the following, the role of semantics is described according to the
phases of the design flow of adaptive observation (cf. Chapter 5) together
with selected key features of UXSUITE.

7.2.2 Data source exploration

To identify relevant hooks in the observee system, domain exploration by
(the later) information stakeholders is required. UXSUITE supports this by
a visual mind-mapping tool that allows for annotating application screen-
shots, prototypes, user interface mock-ups, and even sketches with semantic
concepts. This can be done in collaboration of stakeholder groups to cap-
ture common and also orthogonal understanding of the application domain
and potential data sources therein. This diversity of product understanding
early in the process helps to realize, document and interpret data sources
correctly.

The instrumentation of observables, yields code that is extended by data
collection specific statements, hooks. These potential data sources, however,
need to be activated and accessed by the stakeholder, using the observation
system. Therefore, a complete list of data sources is required, which also
needs to be updated whenever the instrumentation of code changes.
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– RUNNING EXAMPLE –

Company B: the system realization

The tablet was planned to be released in North America and Japan first,
then in selected European countries and Australia, then in all other
countries. This involved beta testing the tablet in a couple of world-wide
locations, first in-house, then key tester’s home and mobile environments.
To collect data from 60 devices in prototype test, 150 in alpha, an 400 in
beta test, more than a single server was necessary: the network consisted
of two adaptation service nodes in the US and UK which could be ac-
cessed by all stakeholders via their local client applications, and about 8
data collection service nodes world-wide which were hosted in different
computing clouds. In addition, processing service nodes were installed
in beta test when demands for more complex event filtering and pattern
detection arose. These nodes were grouped in 5 clusters (US, Canada and
UK, France and Germany, Europe, and Japan) and each cluster had access
to a storage service node for temporary caching.

After the beta test, a meta-analysis of collected data and an investigation of
the node performance was performed. The team decided to use the same
infrastructure for observing released tablets. Eventually, two more data
collection nodes had to be added in the US, but otherwise the network
proved to be sufficiently powerful.

The running example continues in this chapter with stakeholders’ usage of
the observation tooling front-end (see page 145).

The instrumentation patterns introduced in section 6.3 utilize the inter-
face to the observation system in a similar way. This fact can be leveraged by
scanning the source code for occurrences of instrumentation code which are
then captured automatically. UXSUITE exploits the generic implementations
of the AppConnector (cf. section 7.1.3) to identify calls to that interface in the
observee application source code automatically. Figure 7.6 shows the process
of scanning application source files for hook instrumentations. Given a di-
rectory and a language of source files to consider during scanning, UXSUITE
scans source code files, determines all (new or changed) hooks and merges
them with already existing and captured hooks. Note, that also up to three
lines of comments above the actual sendEvent(...) call are taken into
account as hook documentation and will be accessible to information stake-
holders for reference. The scan pattern might also vary for different lan-
guages, however, the tool is built in a modular way such that new patterns
can be added. Automatic scanning of instrumented application source code
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Figure 7.6: The UXSUITE source scanning tool supports Java, C#, C, and PHP code that
is scanned for instrumentations, i.e., calls of an application connector interface. Scan
input are source files within a specified directory and the resulting hooks will be added
to (or merged with) an observables model.

frees developers from adding and documenting hooks twice, first in code
then again in UXSUITE.

The automatically generated list of hooks is actually an instance of the
observables model. If necessary, the code scanner merges a newly created in-
stance of the observables model with an already existing instance to main-
tain consistency. Naturally, this bridges only a technical gap, between code
and model, not the gap of low-level and high-level semantics. This has to be
resolved using (multiple parallel) observation specifications and the domain
knowledge of information stakeholders as explained in section 6.2.2.

7.2.3 Specifying data collection

In the adaptive observation approach (cf. section 4.3.3) incremental, iterative
specification of data collection is a key concept. It introduces a dynamic layer
of flexible data source activation, event mapping and data processing that is
based on the static implementation of hooks as shown above.

Visual editor

The visual observation specification editor is the main tool to actively work
with semantics in UXSUITE. Stakeholders can visually define when to extract
data from which data sources, and then, how this raw data material should be
handled at real-time, e.g., by providing a mapping to certain semantics or by
specifying a pattern that needs to be matched in order to qualify for certain
semantics. At this stage of the adaptive observation process, experiments
with data and collaboration, even over multiple levels of data, are encour-
aged. For instance, a developer could define raw data semantics which can
be reused by other non-technical stakeholders to create a specific view on
the data and also visualize information according to individual needs. Fig-
ure 7.7 shows the visual editor with a simple observation specification in the
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Figure 7.7: Example observation specification in IFSL shown in graphical editor.

middle. To the left, an overview is shown that helps designing larger spec-
ifications, whereas a tool palette is available at the right side of the editor
window. The observation specification instructs an observation node to col-
lect data from two hooks, A and B, triggering A every 20 seconds. Events
generated by hooks A and B are forwarded via routes, named 1 and 2 re-
spectively, to a processing block that performs simple pattern matching on
incoming events; it matches the pattern “first a single event from route 1,
then a sequence of two events via route 2”, and it will only match this par-
ticular pattern, then forwarding an event. Since hook A is triggered every
20 seconds, hook B needs to generate two events in succession within 20 sec-
onds to create the sought-after event pattern. When the patten is matched, a
single event is cloned and sent via two routes to a semantic mapping block
Task B finished (on the left) and a survey trigger (on the right). While
the semantic mapping results in extending the event meta-data by Task B
finished and implicitly exporting the event to storage, the survey trigger
will open a survey for capturing subjective data from the user of the observee
system.
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Figure 7.8: Example survey in textual DSL (at the top) and as a rendered HTML form (at
the bottom).

Survey editor

While the visual editor accesses mostly technical data sources, hooks, in the
observee system, there are other means to access subjective data from users.
This attitudinal data can be extracted by interacting with user via the user
interfaces of the observee product. Commonly understood means of doing
this are surveys that appear on screen and are filled and submitted by users.
section 4.3.3 describes different ways to interact with the user via a prod-
uct in the field; UXSUITE supports this by providing easy means to design
surveys with the right semantics that enable correlation of subjective and
objective data. A domain-specific language (DSL) was created, that is a tex-
tual language to design surveys and that can be rendered as HTML forms
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for direct display and use. Figure 7.8 shows an example of a survey, first in
the textual DSL representation (at the top), then as a rendered HTML form
(at the bottom) that can be displayed and filled out on a user’s system. The
survey HTML rendering process utilizes a simple template that determines
the visual appearance of each survey. Templates can be customized to obtain
appealing surveys tailored to the application and product. Note the custom
editor with syntax highlighting and auto-completion, at the top of the fig-
ure, which allows for easy composition of surveys. The key difference to
other survey tools, e.g., on the Internet, is the possibility to attach seman-
tic concepts to all data fields and to capture this data in the same way as
any other (objective) data generated by hooks in the observee system. The
semantic concepts are shown in the textual survey representation (at the top
of figure 7.8), e.g., as #satisfied, whereas they are hidden in the HTML
representation to avoid confusion and visual complexity. Such surveys can
be triggered from within the observation specification upon occurrence of
certain events or event patterns or they can be triggered by special keys or
buttons on the user interface for user-initiated feedback (cf. section 4.3.3).

7.2.4 Managing data collection

Once a specification or survey is saved within UXSUITE it is automatically
distributed to all observee systems, i.e., all connected and active local ob-
servation nodes embedded within these systems, and start collecting data
according to what was specified. Management of adaptive observation in-
volves not only coordinating specification running in parallel on distributed
devices, but also monitoring of incoming data, whether certain machines are
still actively collecting data or should be excluded. Also, connecting and dis-
connecting machines from data collection is an aspect of UXSUITE, in case
the products leave a pre-defined testing period or privacy regulations re-
quire terminating data collection in devices located in particular countries
or regions. In general, this directly supports the usage process phase by mea-
suring what is collected and offering means to adapt.

7.2.5 Analysis of collected usage data

For data analysis, UXSUITE takes a mainly visual approach to reveal the
essence of relevant information from a potentially huge data set. Visualizing
data can be performed in many different ways (Tufte, 1990, 1997, 2001; Fry,
2008). UXSUITE focuses on two approaches: interactive charts, and process
graph visualizations. While charts aim mainly at statistics, e.g., distributions
of users per country or coverage of product features, process graphs take
temporal relationships between events into account and visualize them as
graphs. Both techniques have their specialties and target different use-cases.
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Figure 7.9: Example chart that shows the activity over time with curves for the overall
daily activity, evening only activity, and night only activity.

Interactive charts

The first data analysis approach provides individual stakeholders with in-
teractive charts that can be combined to reports or “dashboard”-like user
interfaces. Reports consist of various charts, small tables and other useful
relevant information which all can be explored, “drilling down” form an
overview to details of data clusters or even single (anonymized) users or
machines. Reports can be configured to contain just the necessary analyses
in the right level of detail. Apart from that, different filters can be applied
to the data before visualization, e.g., to display the same chart for different
usage periods or to show the diversity in content selection over the course of
a day. Such comparison view, sometimes called A/B tests, help understand
changes in user behavior and preferences over time. A single time-line chart
is depicted in figure 7.9, showing the activity on a website over time. The
first of the three curves, “all”, shows the total activity, the second and third,
“evening” and “night”, show only the activity during the evening and night
respectively. A report (static) or a dashboard (interactive) can be easily as-
sembled from several such charts.

Process graphs

Charts, however, have only limited abilities to represent complex rela-
tionships between a user’s activities in the time dimension; this is the
domain of process mining, a data mining approach that aims at finding and
aggregating event sequences and patterns. Visualizations such as directed
graphs offer help to spot anomalies or unforeseen patterns in user behavior.
UXSUITE employs this technique to visualize collected data as a graph of
connected activities, using semantic process mining techniques (Alves de
Medeiros et al., 2007). Unlike many process mining tools such as PROM3,

3ProM, http://processmining.org, last accessed 8/12/2010

http://processmining.org
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Figure 7.10: Example graph that shows the result of mining the usage process of a web
forum. One edge has been selected, and an in-depth view of this edge in terms of usage
frequency and average duration is shown by user.

UXSUITE offers only limited capabilities which are however tailored to spe-
cific properties of usage data collected by an adaptive observation system:
thorough semantics, predictable content of data, predictable meta-data, and
most importantly a priori understanding of stakeholders what is collected
and how this information should be presented best. UXSUITE supports
exploration of usage processes with an interactive graph visualization that
allows for extensive real-time clustering, filtering and even inspection of
single graph elements for detailed statistics. Figure 7.10 shows a screenshot
of the process graph obtained from mining the usage of a web forum. While
the green boxes depict events grouped by their attached semantics, e.g.,
forum>>view, the single red box depicts a cluster of multiple grouped
events. The graph is interactive, so it can be explored, e.g., the selected edge
(blue) is inspected on the right side, showing the frequency and average
duration by user on this particular edge. At the bottom right, different edge
metrics can be selected such as edge frequency, average duration, and users
per edge.

Both techniques allow for visualizing subjective and objective data
jointly, e.g., using survey answers to compare data collected from different
demographics. Finally, UXSUITE supports exporting data to various formats
for further processing and analysis using specialized third party tools such
as PROM3.
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Figure 7.11: UXsuite tool flow for specifying observation: Dependencies between sur-
veys, specifications and semantics in connection with platform and observables models.

7.2.6 Implementation and tool flow

The combination of the two tools DPUIS and UXSUITE is visualized in fig-
ure 7.11. Surveys and specifications are created, maintained, and modified
within dedicated editors in UXSUITE and can be sent to DPUIS for distri-
bution. The figure also shows the dependencies between specifications and
surveys, i.e., the possibility to trigger surveys from a specification, but also
dependencies between captured semantics and both surveys and semantics,
i.e., data that is captured using either objective or subjective data collection
means is annotated with concepts provided by a common semantic data
base. Furthermore, specifications link to modeled domain knowledge such
as processing (from the platform model) and observables (from the observ-
ables model). When a specification is edited, double-clicking on a process-
ing block (light-grey box) opens a view on the underlying platform model,
and double-clicking on a platform hook (brown box) shows a view on the
observables model with all available observables listed. Likewise, a seman-
tic mapping block links to a view on the list of semantic concepts usable in
the system. Note that both synthesis models contribute to the implementa-
tion of the platform-specific and application-specific instantiation of DPUIS,
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whereas the artifacts created with UXSUITE, i.e., surveys and specifications,
instruct data collection in the usage phase.

UXSUITE has been implemented on the Eclipse platform4 as a Rich Client
Application that communicates with a server. This front-end application
internally uses several EMF5 models to capture the domain-knowledge
of the adaptive observation approach, and two editors, the first textual
for surveys and the second graphical for specifications, that have been
generated using Xtext6 and GMF7 respectively. The server maintains
data about observation project, user accounts, and a semantics data base.
Furthermore, the server node serves as the interface between UXSUITE
and DPUIS as it is also an observation node with mostly processing and
data storage responsibilities. A more detailed description of the technical
realization of the UXSUITE tooling is beyond the scope of this thesis consid-
ering that the entire source for UXSUITE is roughly 120,000 lines of Java code.

7.2.7 Summary

Meanwhile, UXSUITE in connection with the DPUIS back-end is subject to
valorisation efforts. The goal is to develop market-ready commercial tools
that provide added value to the businesses of product manufacturers by
helping stakeholders understand usage and user experience of product in
the field. In these valorisation activities, adaptive observation does not stand
alone, it provides a conceptual and technical platform for in the field usage
exploration. Of course, this also helps to solve the initial problem of “no fault
found” (NFF) problems in industry (Brombacher et al., 2005). In 2009, a val-
orisation project was started together with Aylin Koca aiming at founding a
business around the UXSUITE tool and methodology. This project has been
supported by an initial STW Valorisation Grant8 phase 1 grant in 2009 and
early 2010, and it is currently supported by a substantial STW phase 2 grant
for two years. Apart from that, an advisory committee of industrial stake-
holders, consultants, and academic members provides additional support.

4Eclipse, http://www.eclipse.org, last accessed 8/12/2010
5Eclipse Modeling Framework, http://www.eclipse.org/EMF, last accessed 8/12/2010
6Xtext, http://www.eclipse.org/Xtext/, last accessed 8/12/2010
7Graphical Modeling Framework, http://www.eclipse.org/GMF/, last accessed

8/12/2010
8http://www.stw.nl/Programmas/ValorisationGrant/, last accessed 8/12/2010

http://www.eclipse.org
http://www.eclipse.org/EMF
http://www.eclipse.org/Xtext/
http://www.eclipse.org/GMF/
http://www.stw.nl/Programmas/ValorisationGrant/
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– RUNNING EXAMPLE –

Company B: the stakeholders

As soon as the observation system was in place and early prototypes could
be run and tested, the stakeholder meetings turned shortly into a series of
tutorial classes where Bob explained how to install the observation client
software on stakeholders’ workstations and how to use the software.

Special attention was also paid to explain the basic concepts of adaptive
observation, but in a stakeholder-friendly way. First they learned about
observation specifications as descriptions of what data should be collected
and how it should be processed. Second they learned about data sources
called hooks, and how to “wire” a simple data collection that triggered
the CPU Temperature hook every 10 seconds and mapped a concept
#cpu temperature on all events. Subsequently, this specification was
activated and data was collected, then the participants changed the
triggering interval to 20 seconds and also observed data from different
hooks coming in. Finally, the participants learned how to visualize data
using simple pie charts, providing a rough overview of average CPU
temperatures of machines distributed to different countries.

In the next session, the participants learned how to use semantic concepts
and patterns to track specific interaction sequences and visualize them
with process graph. They worked in two-person teams and one of the
teams, Thomas from Interface Design and Monica from Quality Assurance,
were able to spot a strange pattern of loops in the network settings dialog.
Quickly reproducing the sequence on a prototype machine they discovered
that the positioning and activation status of three buttons was different
from the rest of the user interface, and thus showed unexpected behavior.
Fixing that was done within minutes.

The running example continues in the following chapter 8 with the actual
design of the full tablet observation system (see page 172).

This chapter presented the realization of two tools for supporting the
adaptive observation approach applied to products: DPUIS implements an
adaptive, distributed data collection framework that is capable of providing
product usage information in the desired amount, form, and quality. The
framework operates in concert with instances of models, during phases of
development and finally usage. While the DPUIS framework targets the de-
veloper of a product that should incorporate adaptive observation, the UX-
SUITE front-end is meant for information stakeholders, equally involved in
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the design and development of that product, but rather as information con-
sumers. UXSUITE provides a comprehensive front-end for specifying data
collection and analyzing collected data. Hereby, mainly visual methods are
used, such as the visual editor for specification and data visualizations. This
stakeholder focus helps to make the tool not only accessible, but challenging
in the sense, that stakeholders advance to an iterative flow of data collection
and consumption. Both tools inherently support the notion of adaptive ob-
servation for the sake of ever refined information (instead of raw and static
data). This should enable especially non-developer stakeholders to influence
the product creation process. Unlike in the past their insight is now based
on solid data from the field, helping the entire development team to react to
changes in user behavior, attitude, market, and business.



Chapter 8

Evaluation
From theory to case-studies

The evaluation of the generic adaptive observation approach demands
for more than just a listing of case-studies and experiments; since the ap-
proach and its realization as DPUIS framework and UXSUITE tool influence
many conceptual levels of data collection and several phases of a product
creation process, there is no single study that can satisfy all evaluation needs.
Instead, a combination of a larger study, the “Internet on TV” study (cf.
section 8.1), and several smaller studies, divided into integration and us-
age studies (see section B.1 in the Appendix) will be presented. With these
smaller studies, i.e., the Home Server concept study (B.1), the Océ integra-
tion workshop (B.1.1), the Arduino integration study (B.1.2), the elderly com-
munication device study (B.2.1), and the open-source media player study
(B.2.2), different complementing aspects will be presented.

This chapter is structured as follows: after describing the “Internet on
TV” study setup and early phase results, the combination of subjective and
objective information, as the most important result from this study, shall be
evaluated. In the remainder of this chapter, two major claims of the adaptive
observation approach shall be evaluated: applicability and accessibility.

8.1 The Internet on TV studies

First attempts to evaluate the generic adaptive observation approach started
with only a prototype of the DPUIS framework, when UXSUITE and even
the needs for such a tool were not known yet. What was used was essen-
tially an adaptive observation back-end with manual specification and man-
ual visualizations. Nonetheless, these studies contributed much to the un-
derstanding of the domain and also led to joint work in the Soft Reliability
project (Koca et al., 2008b,a; Funk et al., 2010).

147
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Figure 8.1: Example setup of “Internet on TV” study. The remote control device “uWand”
shown at the bottom was used to navigate the custom user interface on the TV from a dis-
tance (figure from http://www.uwand.com/how-uwand-works.html, last accessed 2/2/2011).

The “Internet on TV” study, essentially three connected studies, was car-
ried out over the last 3 years and had a large influence on the development of
the adaptive observation approach, but also it had an influence on the busi-
ness case of the industrial product prototype under observation. Figure 8.1
shows the setup in the user’s living room, the TV with various kinds of In-
ternet content and the handheld remote control device “uWand”1 that was
used to control the user interface. This infra-red device communicates with
a receiver tracking the X/Y position and three different buttons; the receiver
send commands via USB to the “Internet on TV” prototype.

The product prototype under observation was created to test the com-
bination of more traditional set-top box functions and Internet functional-
ity such as streaming of user-generated and professionally created content.
Core aspects that should be evaluated were the user behavior, lean-backward
or lean-forward activities, and novel access methods via tangible user inter-
face technology, i.e., using either a 3D mouse or an infra-red pointing de-
vice “uWand” with integrated gesture control (also mentioned in (Karapanos
et al., 2008)).

The study was aligned with a managerial experiment that incorporated

1http://www.uwand.com, last accessed 8/12/2010

http://www.uwand.com/how-uwand-works.html
http://www.uwand.com
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the Bell-Mason approach (Bell and McNamara, 1991) of enterprise start-ups.
This approach aims at innovation within larger established companies by
assigning small interdisciplinary project teams the development of an early
concept. This team is first in a seed phase where requirements are captured,
then moves on to build first prototypes, to finally evaluate market chances
for the realized concept. This agile setting fit well with the early ideas of
applying adaptive observation to a newly created, innovative product—in
this case an “Internet on TV” product.

This section presents first two industrial “Internet on TV” studies carried
out together with Philips Consumer Lifestyle, Eindhoven in 2007 and 2008,
then a follow-up study that focused more on the evaluation method and the
semantic linking of hybrid data in the “Internet on TV” application context.

8.1.1 Demonstrator Prototype 1 and 2

In the course of the first study, 20 prototype instances of the product where
tested in different ways world-wide (see (Koca et al., 2008a) for more details).
The prototypes were built using off-the-shelf hardware. They were shipped
to users world-wide who could communicate via an Internet forum. The
experiment facilitators from an external company providing the Internet fo-
rum and from the manufacturer, helped with the initial setup and problems
that arose while using the product. Participants of the study were located
in the Netherlands, UK, France, Belgium, Germany, Italy, USA, and Singa-
pore. Prototype machines could be logged anonymously. The first study ran
for 5 weeks and during this time roughly 800,000 objective data items were
collected by the adaptive observation system. All participants frequented an
Internet forum for product feedback, and nicknames were given to all users
for easier identification of recurring problems. Industrial stakeholders did
not specify observation in both studies and the subjective data was gathered
manually from the Internet forum. There was no structured semantic link
between the two types of data which complicated the final analysis, led to
less comparable results, and motivated the semantic link employed later on
in the DPX study.

The second study, again with 20 participants, took part in just one
European country, UK, which had been chosen as the best candidate for
an initial product introduction market as a result from the first study. In
this two week study, the data collection and analysis methods were entirely
different: the main study was carried out with a local user experience expert
who facilitated the experiment, but also interviewed participants on several
occasions to form an opinion, a “gut-feeling” about market feasibility. The
results, i.e., all gathered information, were finally communicated to the
industrial stakeholders as a brief summary.
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While key findings of the two studies are summarized in (Koca et al.,
2008a), there were two important findings regarding the use of adaptive ob-
servation:

• In the early versions of the DPUIS framework that were used, almost
no parts of the design flow could be carried out by the industrial stake-
holders themselves. Their involvement was mainly in high-level data
requirements specification and late analysis. The data that had been
requested by industrial information stakeholders mainly consisted of
distribution charts about the top and bottom n countries for several
criteria such as connection speed, display resolution, activity, and ses-
sion length. This information was then used to narrow down the set
of potential test markets for the second study—and in the long-term, a
potential product.

• The data was also used to verify the findings provided by the local
user experience expert with the result that, according to observation
data, at least one interviewed person never used the functions despite
voicing a very positive opinion about it when being interviewed. This
important finding further motivated researching the combined collec-
tion of subjective and objective data that was realized and tested with
later versions of the DPUIS framework. The following DPX study eval-
uates adaptive observation as an approach to better data that can be
analyzed effectively with semantic analysis tools such as PROM.

8.1.2 Demonstrator Prototype X study

The DPX2 study is a follow-up study using results of the earlier industrial
case-studies3 and employing the same prototype machines. The machines
were equipped with the same software prototypes for watching Internet con-
tent on a TV set, however participants where supplied with only one means
of input, the uWand pointing device. Eight prototype machines were given
to single users, families and couples and they were used for at least two
weeks, in some cases longer than that. The study participants were located
in the Netherlands and Belgium.

Unlike the DP 1 and DP 2 studies, key intentions of this study were not
business-centric, i.e., market feasibility and positioning, but methodology-
centric: How can subjective and objective information be captured and ana-
lyzed together in one study? What would timed correlation of subjective and
objective data reveal about a user? More specifically to adaptive observation,
how could this hybrid data be captured so that it could be analyzed effec-

2X for cross-link between subjective and objective data
3carried out together with Philips Consumer Lifestyle, Eindhoven
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tively with PROM using semantic process mining techniques? How could a
seamless chain between such data collection and analysis be achieved?

In the DPX study, the multidisciplinary team of researchers utilized thor-
ough annotation of all gathered data with semantic meta-data that had been
captured in multiple domain-specific ontologies. These ontologies were es-
sentially orthogonal and focused on (1) general product (dis)satisfaction, (2)
product features, and (3) the user experience. Semantic concepts from these
ontologies were used in combinations, e.g., to select the user experience of a
particular product feature. Observation specifications were created to map
low-level events and interaction patterns to product features captured in
the second ontology. User-initiated surveys combined semantics from the
first and second ontologies, whereas action-triggered surveys linked to se-
mantic concepts from the third ontology. This way, objective and subjec-
tive data items with similar or related concepts could be correlated and
timed or causal relationships could be derived. Over a period of 10 days,
eight machines generated 15328 events in total, including low-level system
events relating to system startup and shutdown, as well as user action events
and feedback events (both from event-based experience sampling and user-
initiated feedback). The usage, thus the amount of generated events varied
significantly: an amount of 377 events was generated by the least active par-
ticipant, whereas 4040 events were generated by the most active participant.
The study setup is covered in-depth in (Funk et al., 2009b, 2010).

The study revealed that users were less oblivious to hidden, background
means of data collection once they learned about the mechanisms working
and content of data collection. However, subjective means periodically de-
manded attention and decision making which considerably disrupted the
usage flow.

The study showed that the connection between subjective information
retrieval via surveys and observation of logged facts about user behavior
indeed leads to richer data—if structured means to link atomic data items are
employed. Consider the process graph shown in figure 8.2 which highlights
negative user-initiated feedback (the single dark node at the bottom of the
graph) about the static design. The process model was obtained just from
mining semantic annotations, i.e., the usual low-level tasks were not used at
all. In the sequence of user actions, this highlighted feedback can be related
to the aggregated actions participants performed five minutes before giving
feedback. The graph shows a correlation between typing a query (in the
search interface of the prototype) and the negative feedback. This indicates
that this feature may be a candidate for improvements—or at least further
exploration. More in-depth results can be found in (Funk et al., 2009b, 2010).

The means to collect hybrid data, especially subjective data, disrupted
the user experience more than anticipated before. Some problems such
as surveys that “popped-out” too frequently and that they were not short
enough to quickly answer them and proceed, could be solved by adapting
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Figure 8.2: Model mined with PROM showing actions of users five minutes before they
indicated that they dislike the static design (see the dark node “DislikedStaticDesign” at
the bottom). Note that users have reported their dissatisfaction after typing in queries,
“TypeLetter”, (i.e., after using the pointer to type in queries).
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Figure 8.3: Combination of subjective (user feedback) and objective data (user actions)
on a timeline.

the survey triggering in the observation specification. Other problems could
not be solved with adaptive observation which bridges a technological gap,
not a gap between concepts used especially in the academic environment
and the users vocabulary and mental models of commercial products. An
example is the wording that was used in the surveys: abstract scientific
terminology about product dissatisfaction was hard to translate for laymen
while maintaining the relationship with the knowledge captured in an
ontology. Likewise, the ontology contained distinct concepts that were
actually not distinguishable for users when translated into surveys.

In the context of the industrial studies, in the understanding of objective
data, its meaning, a semantic gap could be observed. Although semantics
had been used to translate from machine-generated data to more meaning-
ful events, misunderstandings became apparent during analysis. Therefore,
information stakeholders need to be involved in the specification of obser-
vation, not only developers. Subjective data was in general much more ac-
cessible since its generation was basically a human question-answer process.
Here, the existing understanding of surveys helped stakeholders to analyze
the results. Finally, subjective data could be combined with parts of the ob-
jective data. Once this richer data set was available, two patterns emerged
which all leveraged a piece of subjective data as a reference point to access
the objective data set or vice versa:

• User-initiated surveys Adaptive observation provides users of products
with means to initiate feedback about their positive and negative us-
age experience. This feedback is captured on a central system in the
same way as any other (objective) data. Semantics, if provided, are
stored and naturally time information is connected to the survey data
as well. Time and content of surveys could be leveraged during anal-
ysis to “go back in time” and assess objective data observed from the
same user or machine seconds or minutes before the user decided to
submit feedback. Especially for negative feedback, this temporal con-
textual analysis helped stakeholders find flawed product features, i.e.,
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product functions that were regarded by users as “misbehaving” and
“disrupting”. Such referring from subjective data to the objective us-
age context, emphasizes most satisfying or disruptive product func-
tions. The subjective data is captured right at the moment of a strong
emotional reaction to the product, not recalled or reconstructed (Kara-
panos et al., 2010), and even more can be extended with facts, directly
reflecting usage behavior (see fig. 8.3a).

• Event-based experience sampling Specified patterns that model particu-
lar sequences of user system interactions generate objective data about
their actual occurrence, however extending this by a survey which is
triggered upon pattern occurrence opens a direct channel to the user
to inquire why the product was used in the respective way, or how the
user experienced this. Objective data is used in Experience Sampling
as a reference to augment understanding of the circumstances the data
was collected in (see fig. 8.3b).

Both using a data subset for reference to the rest of a potentially huge data
set as well as enabling extensive clustering are benefits of combining two sub-
stantially different sources of data. Given a rich enough semantic bridge the
analytics potential extends far beyond current means to understand product
usage. In this sense, the study showed the feasibility of using adaptive obser-
vation in the context of semantic process mining, as an effective preparation
step for richer semantic data.

While the first part of this chapter focused on the evaluation of the ap-
proach in an experimental setting, in the following, the technical applicabil-
ity is investigated.

8.2 Evaluating applicability

The approach of adaptive observation aims at a new flexible remote data col-
lection technique that is applicable to a wide range of platforms and systems
without much change. This applicability requirement motivated design de-
cisions, e.g., to capture different kinds of data collection system variability
within different models. This enables the incremental resolution of desired
capabilities from observation system design, to implementation and usage.
How the claim of wide applicability can be satisfied is shown in this section
structured by integration, reuse, and experimental settings.

8.2.1 Integration

Integrating adaptive observation should not be more complicated than in-
tegrating any other logging mechanism. In most cases less effort is needed
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since semantics can be applied to generated data dynamically and the adap-
tive observation framework encourages reuse of components, modules and
especially semantics. The adaptive observation approach has been success-
fully implemented and used on the following platforms—so far:

• Desktop systems. MS Windows family (Windows XP, Media center edi-
tion, Windows Vista, Windows HomeServer, and Windows 7), Mac OS
X (tested on versions 10.5 and 10.6)

• Servers. Linux (tested on Ubuntu 10.04)

• Mobile. Android platform (tested with a G2 development phone)

• Embedded. Arduino platform (tested with a Duemilanove board)4

The technical considerations often neglect developer efforts not only in
terms of time and manpower, but also in cognitive friction: does the ap-
proach and its implementation match developers thinking and understand-
ing of data collection. For adaptive observation it was beneficial to introduce
the relevant concepts as “advanced logging” since logging approaches were
known to most developers, and they could translate log calls directly into
observables. Two other aspects of adaptive observation simplified the task
for developers: clear requirements and simple instrumentation patterns. Since
data sources were determined before actually implementing them with a
larger group of information stakeholders, instrumentation activities did not
involve many design decisions and could be fulfilled even by inexperienced
programmers.

In the Océ study and the media-player study (cf. sections B.1.1 and B.2.2
respectively in the Appendix), this clear separation of concerns sped up in-
strumentation. Once the concepts of observation and hooks were clear, in-
strumentation could be done within few hours for a small user interface.
In the elderly communicator study (cf. section B.2.1), requirements for ob-
servation were not well-specified, instead it was decided to go for a full in-
strumentation of the graphical user interface (GUI). This proved to cover all
needs for initial observation and took only a small amount of time, since
all GUI-specific code was contained in few files instead of being scattered
throughout the application code.

Separating the concerns of data source requirements specification and
their actual implementation is one of the main concerns of the adaptive ob-
servation approach. Goals have been to simplify developer tasks, encourage
using correct and comprehensive semantics for data sources, and eventually to
put information stakeholders in charge of data collection. Studies carried out in
different domains and different teams of stakeholders showed that signifi-
cant improvements can be expected from the approach.

4Arduino, http://arduino.cc, last accessed 8/12/2010

http://arduino.cc
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8.2.2 Reuse

Implementing an an observation system on a novel platform without pre-
existing implementations is rather complex: it involves developing an in-
terpreter for observation specifications, an execution environment for run-
ning observation components in parallel, and all required services (cf. sec-
tion 7.1.2). In case a previous implementation of an observation node with its
services existed for the target platform, or observation nodes can be reached
via an Application Connector (cf. section 7.1.3), efforts can be reduced to
instrumentation of the application.

The Arduino integration study (cf. section B.1.2 in the Appendix) was
rather complex, since a reduced platform implementation was necessary due
to the limitations of the platform. This involved not only porting the obser-
vation node to ANSI C, but also building a cross-compiler from IFSL to C,
instead of using an interpreter for observation specifications. This compiler
is run on an intermediate computer acting as a reconfiguration proxy. The
cross-compiled specification in C needed to be merged with generic obser-
vation code. This code can be compiled into an Arduino executable which is
then deployed to the connected Arduino device via a USB connection (find
more details in the respective master thesis (Vooren, 2009)).

However, this rather complicated case remained the only exception. In
all other cases it sufficed to reuse observation node implementations on the
.NET and Java platforms. A good example for this reuse is the Android
platform integration study; although being different from desktop comput-
ing platforms in many aspects, the Java platform implementation could be
reused for Android. Within days, data collection from many internal appli-
cations was possible (find more details in the respective master thesis (Jor-
dans, 2009)).

Another variant of reuse could be demonstrated with the Océ study
where the .NET platforms implementation of the observation node has been
(re)used as a proxy for data collection while the actual prototype implemen-
tation was done in PHP and JavaScript and communicated with the proxy
via a network connection.

The examples mentioned above show that the degree of reuse can be
brought to a high level by directly using pre-existing platform implementa-
tions of the adaptive observation framework on the one hand, but also lever-
aging connectivity in the system architecture by employing proxy nodes that
capture events, process them, and transmit resulting data to other data col-
lection nodes. Moreover, the synthesis models shown in section 6.1 sup-
port reuse by capturing platform and observables separately from generic
code and make this structured domain knowledge accessible in front-end
tooling like UXSUITE. Regarding technical complexity, a limited number of
supported platforms which can be reused extensively for a wider range of
platforms is sufficient in most cases.
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8.2.3 Experimental settings

The approach of adaptive observation is generic and suitable for many ap-
plications. Its strengths, however, lie in studies and experimental settings
that have certain properties as described in the following.

• Long-term. Capturing longitudinal data about product usage, both
in terms of behavior and attitudes, can reveal usage preferences that
would not be observed in the first one or two weeks. In contrast to this
“first-use experience”, real product adoption and acceptance happens
mostly after an initial phase of unpacking, setting up, configuring, ex-
ploring features, and playing with novel features. After this period,
product qualities are truly challenged to match the users requirements
and expectations.

• Exploration. Similar to product adoption that emerges only after some
time, long-term studies allow information stakeholders to adopt adap-
tive observation mechanisms better than in short experiments. Stud-
ies can start with vague and small hypotheses, and over time evolve
to full-fledged studies with extensive hypotheses. The presented ap-
proach matches exploration of usage behavior and attitudes since it
allows for adapting collection mechanisms according to earlier results.
This point is elaborated further in section 9.2.2.

• Many subjects. Scaling from few subjects to potentially many hundreds
of observed subjects in different locations is a core aspect of adaptive
observation. Human tasks in remote product observation are naturally
specification, experiment setup, analysis, data mapping, and interpre-
tation. Adaptive observation tools help stakeholders formalize specifi-
cation and analysis, while automating the rest of the processing chain
from data generation to final analysis results. This approach enables
a higher degree of scalability than traditional approaches to studying
user experience in the field.

• Structured data. Another limitation is free-text as a representative of
data whose analysis cannot be automated easily and reliably, but re-
quires manual processing, categorization and interpretation. Other
representatives are audio and video data that might be captured as
well. Although much research is spent on automatic analysis of such
data, they are neglected in this thesis for simplicity.

• Accessibility. Making tools usable and accessible by information stake-
holders was a main concern of the observation research and tools im-
plementation. Studies showed that stakeholders can operate the tool-
ing with ease, partly they matched the respective mental models of
pre-existing tools (in the case of developers and logging), or the way
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data collection and processing was perceived (as a flow, in the case of
information stakeholders). Apart form that, concentrating on visual
means to specify observation and analyze collected data proved to be
helpful to stakeholders who obtained comprehensive and actionable
information efficiently.

As such, this hints at industrial applications in the domains of high-tech,
innovative products, as well as product where the maker has or strives at a
high stake in superior user experience. Naturally, the observee systems need
to be connected—a precondition that can be taken for granted in the near
future as most devices are expected to be ubiquitous and participating in the
Internet of Things (Funk et al., 2009c).

8.3 Evaluating accessibility and information reliability

The claim of accessibility builds on three new aspects of the presented ap-
proach: (1) conceptualizing data from the field, and defining actual data col-
lection with visual means, tailored to information stakeholders, and (2) user
involvement. These aspects of accessibility are evaluated in the following.

8.3.1 Information stakeholders

While adaptive observation was introduced to developers and technical
stakeholders as a “new and better way of logging”, information stakehold-
ers, mostly in non-technical professions, learned about adaptive observa-
tion in terms of a purely data-centric view: data sources were integrated
into products and could be accessed remotely by simply putting them on a
blank canvas in the visual editor. Data collected in real-time appeared soon
in another view and could be accessed and explored. This way, the technical
matter required to realize a distributed observation system was hidden and
stakeholder never required to know exactly how the data was technically
generated.

Information stakeholders of the adaptive observation approach, often,
but not necessarily creators of the product, specify what data should be col-
lected and how it should be presented, i.e., how it should be made accessible
and actionable at the same time. Although all stakeholder we were in con-
tact with could agree on that they wanted to know how the users used and
experienced the product, detailed requirements differed substantially. Dur-
ing conceptualization different approaches emerged, presented in the order
of hypothesis concreteness:

• Exploratory data collection. The elderly communicator study (cf. sec-
tion B.2.1 in the Appendix) concentrated instrumenting only the user
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interface as the central point of functionality. Accordingly, little con-
ceptualization was carried out prior to instrumenting the prototype
and collecting data. During the experiment, specifications could be
refined to match information stakeholder needs, especially in terms of
visualization of findings.

• Confirmation of high-level behavior hypotheses. In the Internet on TV stud-
ies, one of the core questions was whether users would use the prod-
uct in specific modes, “lean-forward” or “lean-backward” (Funk et al.,
2010). Stakeholders started with a rather vague idea about how users
would behave. This idea was translated into a concrete hypothesis
which was tested subsequently using the adaptive observation until
eventually more or less sufficient evidence for an answer could be
achieved. However, this also illustrates a common problem: even af-
ter refinement, data is often insufficient to directly answer a specific
question. Instead, interpretation is needed to bridge the gap between
reliable collected data and an answer, yet, adaptation of data collection
can still help to narrow the gap. This however underlines the impor-
tance of data with good semantics that are meaningful and support
interpretation.

• Confirmation of concrete usage patterns. The Océ workshop (see sec-
tion B.1.1 in the Appendix) focused on a rather concrete question:
whether user would employ certain workflow-oriented features of the
prototype or not. This could be observed from the usage of features
in a particular sequences. Especially with a clear understanding of the
temporal interaction pattern, utilizing the process mining tool ProM5

helped visualizing usage behavior in a comprehensive way.

• Capturing opinions on a concrete usage pattern. In the media-player study
(see section B.2.2 in the Appendix), the application was clearly flawed:
the user interface of the media player featured “open”, “play”, and
“resume” buttons. The “open” button would prompt the user to se-
lect a media file to play, but would not play afterwards. The “play”
button would also prompt for a file, but play the file directly after-
wards. The “resume” button would just play or continue a pause file.
The question was whether the participants were bothered and whether
they learned using the user interface in a way that would not trigger
inconsistent behavior. Using adaptive observation, the interaction pat-
terns could be observed directly, and the occurrence of specifically the
“open-then-play” pattern was complemented with a pop-up survey
inquiring about user experience. As expected, frustration with this in-
terface was confirmed via the surveys. The surprising finding was that

5ProM, http://processmining.org, last accessed 8/12/2010

http://processmining.org
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most users, after briefly exploring the user interface, would use first
the “open” button to select a file, but then use the “resume” button to
start playing.

Nevertheless, smaller problems emerged when understanding and defin-
ing semantics of data. In the “Internet on TV” studies, semantics were cap-
tured within formal ontologies (Funk et al., 2009b). Although ontologies
were used as actual taxonomies, i.e., only structural attributes of ontologies
were used to define relationships between concepts, the information stake-
holders struggled to define hierarchies of concepts. In later studies, the han-
dling of semantics was changed to simple tag lists, a concept mostly known
from applications used for categorizing photos, music, or bookmarks. As
it turned out, stakeholders were much more comfortable with these simpler
means of structuring product properties and usage behavior—in fact, this re-
vealed a bottom-up approach, since concepts were later on often combined
to more abstract concepts which could be leveraged for easy clustering of
data.

Similar to the specification of data collection, analysis was at first un-
familiar to stakeholders. In the first studies, industrial stakeholders could
verbally specify how they would like their questions answered, but even
when guided it was not easy to be precise. For instance, data about users
from different countries using two product features can be presented in very
different ways, for instance:

• all data items in a large table sorted by country and feature;

• average usage duration of feature use, globally and per country, visu-
alized in pie charts;

• accumulated usage time per feature and over three country clusters
(Asia, Europe, North America) over time, visualized as a time-line;

• average usage duration per feature in the top three countries, visual-
ized in a column chart.

While the first option is most verbose, but distracting and not easy to
grasp as a whole, the second and third more visual options are better suited
to stakeholder needs since they connect to the sought-after concepts of com-
parison and over time development. Finally, the last option was also considered
for a pinpointed “executive summary” view. Note, that these options were
presented as options to stakeholders, and not being developed by them. This
again hints at the needs to simplify the many possibilities of adaptive ob-
servation to narrow, well-defined concepts close to the mental models of
stakeholders—in a way learning from soft-faults and avoiding mistakes on
the meta-level of tool development. The appropriateness of analysis support
and tooling needs to be investigated more in future studies.
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8.3.2 Users

Users, the sought-after resource of valuable information, are partners in the
remote data collection approaches presented in this thesis. The collaboration,
as it should be, is however a fragile one: with usage data, companies take
something that does not belong to them in the first place. This being a very
simplified view of privacy issues with remote data collection approaches (cf.
section 9.1.1), it can hint at solutions: companies should enter a well-defined
partnership with the user where “asking” before collecting data is only the
first to actually rewarding users for their data.

The Home Server concept study (cf. section B.1) showed that means to
opt-in or opt-out data collection are crucial for customer acceptance (and
clearance by corporate lawyers). These mark minimal degrees of freedom
for users to form their opinion about remote data collection and to act by
participating—or not. However, the study pointed as well at difficulties to
communicate to the user what the data collection mechanism is, what data
is collected, how it is processed and utilized, and how data security and
privacy is ensured. Nevertheless, rewarding users for their data, and to draw
a line between data that is privacy-sensitive and should never be collected
and data that can be used safely with proper anonymization appeared to be
a good compromise.

The “Internet on TV” studies showed that with informed users, adaptive
observation can lead to a wealth of data items, even actionable information
that changed how stakeholders perceived their product—through the eyes
of users. Similarly, the Elderly communicator study showed that adaptive
observation can very well support other methods such as semi-structured
interview (when used for a priori topic gathering), or think-aloud protocols
(when adaptive observation provides the factual usage background).

Adaptive observation is a novel approach to acquire data from remote
subjects. While it could be easily used for simple data logging with real-time
visualizations or as a sophisticated survey tool, its strengths lie in the seman-
tic combination of different data, flexibility, and accessibility for information
stakeholders, especially in applications of mainly industrial settings.





Chapter 9

Reflection
Why it matters

What is the impact of something new? In several case-studies, not only
results could be obtained, also, many ideas worth sharing have been con-
ceived. These ideas can be divided into four important aspects that are cov-
ered in this chapter: who is the observee and what is observed, information
stakeholders and their organization, what to do with collected data, and advances
in technology that can influence the future directions of adaptive observation.
In a way, this chapter outlines the application of adaptive observation in a
broader context.

Generally speaking, adaptive observation is intended to be an enabling
technology that not only has an impact on how remote product data is col-
lected and processed, but also how it is understood and leveraged. In earlier

Figure 9.1: Adaptive observation shifts data collection away from the obsolete trade-off
between detail (a) and diversity (b) to a truly rich result (c).
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approaches to remote data collection, one experienced a trade-off between
depth, i.e., greater detail, and breadth, i.e., diversity of observation subject,
in information gathering; information stakeholders had to decide between
these approaches. What made this worse was that it was usually a one-time
decision, from which a non-reversible path led to the finally resulting data.

Adaptive observation, however, actively incorporates the time dimen-
sion such that it offers flexibility over time to achieve an equilibrium be-
tween depth and breadth, according to current information needs. This frees
stakeholder from the need to make non-reversible decisions early in the ob-
servation design. Figure 9.11 shows the fundamental shift from either depth
or diversity to both depth and diversity in data collection. Before, technical limi-
tations such as observee system performance and bandwidth prevented col-
lecting data in great detail and diversity. Now, with the flexibility to change
over time what is observed in what level of detail, much richer data can be
obtained from a wide range of observables. Together with careful considera-
tions of observation specification accessibility for all information stakehold-
ers, this change can be the basis for many future applications.

Nevertheless, before this future vision can be exploited, immediate as-
pects of data collection need to be explored and discussed: what implica-
tions does large-scale data collection have in terms of security and privacy?
After that, the focus shifts to what impact adaptive observation might have
for product information stakeholders and their organization. Subsequently,
the automatic usage of collected data is explored, i.e., what action can be
initiated from product usage information. This chapter concludes with an
outlook on technological advances, including directions for future research.

9.1 Observee, product or user?

The first central aspect of adaptive observation impact is the subject of ob-
servation: the observee. Although the approach and its realization do not
incorporate means to directly observe the user behind the machine (e.g., via
video, audio, or sensor recordings), the user’s actions and voluntary opin-
ions submitted via surveys can reveal much. A product-centric view point
is established, that not only reveals information, but also filters reality into
a machine-observable model. Whether this model is a true representation of
reality is not so much the question here, instead, the focus is on the privacy
impact of adaptive observation and possible ways to deal with these issues
at several levels.

This section first presents a reflection on privacy in the context of self-
observing products, then the means to secure data collected from products
in the field, before pointing at ways to involve the user actively in the (con-
sented) collection of data. Since privacy has a large overlap with security, the

1This visualization was inspired by a lecture by Bill Buxton at TU Eindhoven, early 2010.
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discussion of privacy will focus rather on the motivation and appropriation
of information usage than the actual protection of data which is covered in
the respective section on security.

9.1.1 Privacy

Information privacy is defined as the “claim of individuals, groups, or in-
stitutions to determine for themselves when, how, and to what extent infor-
mation about them is communicated to others” ((Westin, 1967), p.7). The
privacy concern is the concern over the loss of privacy and the need for pro-
tection against unwarranted communication and use of personal informa-
tion (Smith et al., 1996; Stewart, 2002). Thus information privacy concern is
about being in control of information, security of information exchange, and
whether the collector of this information will behave appropriately (Junglas
et al., 2008; Lenier and Saini, 2008). Also different notions of privacy con-
cerns can be observed according to age and gender groups in end-user pri-
vacy (Kwasny et al., 2008; Iachello and Hong, 2007). In the context of re-
motely collected product usage data, privacy relates to anonymity, to not be
exposed as an individual in the customer base of the product.

This raises the question what personal information actually is: when it
comes to privacy-relevant data collection, which product usage data collec-
tion clearly is, one can experience a variety of reactions, quite often aversive
and overall negative. Although these reactions are understandable, they are
not necessarily justified and should be questioned according to the case at
hand. In the domain of product usage data collection, the observer collects
data from a product about what happens with the product. While this in-
formation is primarily about a machine, it reveals often more about the user,
either directly or indirectly through combination of different data sources
and interpretation. In the following, a first and necessarily limited attempt
to describe the technical and ethical approaches to tackle this problem is pre-
sented.

Technical approaches

Data resulting from remote product usage data collection approaches can be
interpreted to form a picture about the individual user. Under the assump-
tion that no directly private information such as names, addresses, birth
dates, credit card information, religious, intimate data is collected, a wide
spectrum of this interpretable data remains. For instance, from only the
websites accessed on a personal computer, even limited to social network
usage, a person can be identified with an error rate of only 12% (Narayanan
and Shmatikov, 2009, 2008). This means that not only directly derivable data
such as name, address, and shopping preferences can be a threat to privacy,
indirectly derivable data can be an even worse threat since sources of such
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indirect data are obscure and they might be combined in ways that yield
false or biased interpretations of reality.

Apart from filtering data sources locally before data is actually collected,
there have been also efforts to introduce noise in the collected data upon
retrieval for analysis (Agrawal and Srikant, 2000; Pearson, 2009). This ap-
proach can effectively prevent tracing usage data to individual users with-
out biasing the aggregated data used for analysis. Nevertheless, this can
be only a part of privacy protection measures, since the data is still stored
in a traceable format, only access to it is “perturbated” (Dwork and Nis-
sim, 2004). Trust in such a system relies on the belief that no unprotected
access is granted to the storage. There have been also attempts to design se-
cure logging systems that use one-way hash functions to log events not even
accessible from the “trusted center” (Lin, 2008), whereas other approaches
address data security such that information is stored in a way that cannot
be modified without noticing (Bergadano et al., 2007), e.g., for evidence (Ac-
corsi, 2006, 2009) or personalization (Sackmann et al., 2006), or in a way that
data can only be accessed by observees (Wouters et al., 2008). The approach
to let the user control the information is also proposed in (Kay, 2006, 1994),
however, depending on the level of detail to which users can control infor-
mation, this might only work for static data collection where data sources
and collection mechanisms are (1) few and (2) stable over time.

Apart from that, there are approaches in designing systems that address
privacy concerns not in a purely technical way, but more from a holistic de-
sign direction. Promises are that the user understanding and consent is cru-
cial for accepting data collection and this can be achieved by using privacy-
centric design methods (Bellotti and Sellen, 1993; Iachello and Abowd, 2008).

Ethical approaches

Another approach to address and mitigate privacy issues users might have
is the formulation of privacy guidelines. Charters (Charters, 2002) argues
that “. . . electronic monitoring is almost always an invasion of the right to
privacy regardless of how the right to privacy is conceived”. However, with
good guidelines and their enforcement there can be still an ethical justifica-
tion of remote observation of products in the field. Charters uses two foun-
dations for privacy, Utilitarian and Kantian, to investigate the ethics of elec-
tronic monitoring in an example case.

The Utilitarian foundation weighs the benefits of observation against the
overall harm experienced by customers and dismisses individual cases but
considers two forms of harm. The first form of harm is the disclosure of
information that a customer wishes to keep secret. Second is when the ’in-
vasions of privacy’ influence the activities of a customer by either changing
the character of the experience, or by depriving the customer of (some of)
the possible pleasure gained from the activity. A practical way to satisfy
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the Utilitarian foundation should focus on keeping the customers potential
harm to a minimum. This can be achieved through excluding any (person-
ally) identifiable information from observation and ensuring that the obser-
vation module does not interfere with the performance or behavior of the
product. Charters states that arguments against electronic monitoring that
are premised on Kantianism base their position on the “Argument that elec-
tronic monitoring violates the principle of respect for individuals and pro-
hibits them from acting as autonomous beings capable of rational choice”.
Satisfying the Kantian foundation is relatively simple and can be achieved
by providing the customer with the choice to participate in the observation. This
requires that the customer is aware of the observation and the limits of what
information will be gathered by observation, and is willing to participate,
e.g., in a ’product improvement’ program or special test-group.

The formulated privacy guidelines should therefore be clear and avail-
able for customers to read and users should always be able to disable the ob-
servation at a later moment. Badly formulated, unclear, or missing privacy
guidelines are likely to influence the overall product acceptance by users.

It becomes more important to question the motives of the observer, how
and who will interpret the data, how is the data being used now and in the
future, and finally how will the observee benefit from “donating” data and
what countermeasures can be taken by the observee.

Two core motivations should be distinguished, first collecting data about
the product, and second, collecting data about the user (indirectly). The first
motivation is most often connected to improving the product or the product
family which also involves the right positioning and design of a product, or
to improve services such as customer support, help desks, repair and mainte-
nance. These activities require product usage data to understand how users
use and experience a product, but not who the user is and what money she
could potentially spend on all kinds of merchandise. In the second case, the
user is in the focus of observation, and data will be likely used for market-
ing, advertisements, cross-selling, and generally leveraging little informa-
tion about a person more or less to her disadvantage. Although the collec-
tion of personalized data weakens the position of consumers, such data is of
tremendous value to market research.

In the spectrum from private to public data, ranging from truly private
data to openly published information (e.g., common on social networks on
the Internet), remotely collected usage data is still closer to being private,
since it is shared with a more or less trusted partner, but not the public. If
the partners proves to be trustworthy, the information will not be shared
with other parties, and if then in a properly anonymized and aggregated
form—still far away from publicly announcing private details of product
usage on a social network, e.g., the Wakoopa community 2.

2Wakoopa, www.wakoopa.com, last accessed 2/2/2011

www.wakoopa.com
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Data collection in the business domain is usually accompanied by ex-
tensive legal material, all unilateral agreements of some sort (Sarathy and
Robertson, 2003). Another defensive strategy is to keep privacy issues out of
the media. Any publicity regarding this topic is commonly considered bad
publicity (Moores and Dhillon, 2003). As a seemingly proactive strategy,
companies operate with privacy seals (Hu et al., 2010) to demonstrate their
careful handling of private data, however, such a seal is only a visual label
provided by a third party authority that certain privacy metrics were met,
that companies commit to not collect certain data, handle the data properly,
and offer means to opt-out data collection at any point in time. To take these
seals as guarantees for privacy on all possible levels is risky since applied
metrics rarely cover all aspects data collection in the business context. Still,
customer might fall for this.

Privacy involves also the portability of data, i.e., the requirement that
generated and stored data can be consumed by other systems than the orig-
inal data collection and storage system. As mentioned in the introduction
chapter, data about product usage ages fast and as a consequence, obsolete
data should be deleted and destroyed. This is not only necessary for privacy
reasons, such obsolete data is simply unreliable for further use.

In the end, the issue of privacy needs to be handled very carefully, espe-
cially regarding the media. Both technical measures to ensure a high level of
anonymity and ethical measures to reach consumers’ consent with the data
collection needs are necessary. Minimally, users need to have easy, compre-
hensive, and direct means to terminate data collection at any point in time for
without providing explanation or asking permission. The primary maxim is:
data collection is not to be imposed onto users, it is always an act of free will.

9.1.2 Security

Remote data collection systems are not only distributed information sys-
tems, they operate on a highly valuable matter: data about users. Security
is a concern of all parties involved in data collection: indirectly observed users
should trust the other parties about proper handling of their data, e.g., that
willingly disclosed data can be accessed only by authorized persons. The ob-
server wants to be sure that data is transmitted correctly and is in its entirety
not disclosed to competitors who might take advantage or even harm the
observers business by tampering with the data. Finally, there might be inter-
mediate parties assigned the task of data collection, to ensure anonymization
and proper handling of data. This party’s reputation is at stake as well.

With nowadays computing power available to even the smallest devices,
a good level of encryption can be achieved for all data passing insecure con-
nections. The Internet is the primary channel for ubiquitous data exchange,
and standards and protocols exist to guarantee proper security. Not only
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external threats require security, also internal parties can do exploit large
amounts of collected data to either harm the observee or the observer by dis-
closing, black mailing, deleting or secretly altering the data. Since remotely
collected data is and will be more and more a basis for important business
decisions, companies run increasing risks that a complicated data set that is
tampered with leads to wrong decisions, to the advantage of the tampering
party. Even if the data is stored in a secure place, additional means such as
good backups, check-sums, and periodic manual checks have to be taken to
avoid aforementioned worst-case scenarios.

Security is a technical issue that can be partly solved by a technical so-
lution, a secure design or implementation, and thorough testing and sim-
ulation. However, security failures cannot be prevented wholly in design,
but need constant awareness of all stakeholders: What is collected, how is
it interpreted, who is involved, and what impact does the data have on the
business?

9.1.3 Customer participation

User get usually no compensation for their data; or they pay with their data
for seemingly “free” products and services. Likewise, detailed explanations
about what the data is for and what advantages are taken are seldom given.
These explanations are needed and they might even inspire users to donate
data, to help and see their own benefits. The defensive approaches to protect
companies from legal action, as mentioned above, show a negative, even
pessimistic view on privacy. A different viewpoint is to be open about re-
mote data collection, e.g., adaptive observation, explain intentions, goals and
mechanisms. Adaptive observation, in the original sense, is about quality,
not about imposing a “big-brother”. This section focuses on what adaptive
observation can possibly yield as benefits for the user.

When a product is acquired by a customer, this usually happens via a dis-
tribution channel that is different from the maker itself: shops, warehouses,
discount stores, the Internet, etc. These channels disconnect the customer
from the maker such that communication becomes sporadic and exchanged
information sparse and often meaningless. Apart from that, communica-
tion, if it takes place, can only be initiated by the customer. In case the maker
wants to communicate, tremendous efforts need to be taken, several past and
recent cases of product recall campaigns in the automobile industry show this:
external broadcasting channels such as television, radio, newspapers have to
be incorporated to reach customers reliably—but how effective is this com-
munication?

The minimum customers deserve for donating their usage data is a com-
munication channel that is (1) rich enough to capture individual issues, and
(2) has a leverage. Customers are much more willing to provide feedback
about products, if they can expect their remarks taken seriously. The crash
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reports that keep popping up once a desktop application crashes on our com-
puters are a good example; most users click them “away” as their answers
seem to have no impact. How can such a communication look like? The ap-
plication of adaptive observation is more than just a vehicle to get in touch
with the maker or user respectively, while at first data is extracted from us-
age and also user opinions, the reaction to this data matters as well: survey
forms carefully filled out and submitted by users need a sincere response
taking the content into account. When the user complains about a product
feature, a follow-up is probably necessary, not only to solve the problem,
but also to use this opportunity to simply communicate and provide a posi-
tive brand experience. A sense of connectedness and being able to influence
future product creation can be a unique product feature in itself.

Customers are stakeholders in product creation. They react emotionally
to product features and can contribute to refining the product as a whole, but
also to positioning it correctly. In the best case, customers can even take the
role of product evangelists who actively promote the product and the brand.
In such scenarios, customers possibly should be rewarded for their efforts3.
Customers can receive discounts on accessories of the product and succes-
sors of the product or in the product family. Other rewards can be given as
extended support and additional or free customer service. Social rewards
such as membership of special communities, beta-tester benefits, early-bird
access to new products and the like can strengthen brand identification, but
also serve as direct rewards for collected data and provided insight.

If companies are committed to use adaptive observation, real-time action
becomes possible to solve problems. Users could receive customized, even
personalized help at two levels, first automated excerpts from help docu-
ments, support forums, FAQs, and secondly they could be directed to contact
call-center agents, or, even better, information stakeholders who signalled
their interest in such direct feedback from the field. In this sense, adaptive
observation could even form the basis for adaptive functional behavior; the
technical means of such a scenario will be outlined in section 9.3.1.

Finally, companies can decide to make collected data public in a suitable
anonymized format, either to just the group of participating customers or
the general public. Although this might regarded as harmful the companies
strategy, again, this can help get visibility on the global market, and also can
enable data mash-ups, connecting product data to maps, charts, augmented
reality applications, and social networks. Open data is in the end also a
countermeasure against privacy concerns.

3Only in rare cases the brand is so strong and appealing that companies can seriously get
this for free. Apple Inc. is such a company: the estimated advertisement value they get from
exclusively announcing their products at “keynote” presentations at several self-organized con-
ference throughout the year is worth millions of dollars.
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9.2 Stakeholders and their organization

Stakeholders and organizations who apply adaptive observation to products
are the second major aspects where a substantial impact can be expected.
Two important topics shall be highlighted in this section: first, this new ap-
proach to collect remote data might initiate a new profession, the observation
engineer who is a multi-disciplinary expert specialized in the gathering of
relevant data, and second, new means to collect empiric data might lead to
new ways to experiment with products, to study users in the field.

However, before elaborating on these topics, the focus is on friction, i.e.,
when introducing the adaptive observation approach with all its benefits,
significant friction is to be expected within the organization: learning, initial
costs, and most importantly a different attitude towards remotely collected
data.

• Technical users. While information stakeholders motivate, design and
perform data collection, and adaptive observation strives to make
these tasks easier for non-technical stakeholders, their curiosity for
product field data needs to be paired with knowledge and expertise. At
the same time, new possibilities bring new responsibilities; product in-
formation increasingly becomes a product in itself that needs careful
management.

• Indirect users. Developers who instrument observables must be avail-
able and willing to contribute to an observation project. This has been
a concern with the implementations of the adaptive observation ap-
proach since development efforts need to be spent without seemingly
immediate short-term benefits. Nevertheless, by simplifying the inte-
gration process and providing the ability to use observation as a re-
placement for test and maintenance logging the threshold is lowered
significantly for developers.

• Strategic users. As with all larger influences in the product creation pro-
cess, management support is required for adaptive observation and its
related tasks. Management is a natural stakeholder of remote product
information, but at the same time also meta-level critic of the perfor-
mance of the approach and the quality of obtained data since the efforts
spent on data collection must be justified by results and effectiveness.

• Legal involvement. Legal support is required for remote data collection.
This mainly involves the proclaimed new attitude towards remote data
collection, however, with the proper handling of privacy issues (cf. sec-
tion 9.1.1) major concerns of legal can be addressed.



172 CHAPTER 9. REFLECTION

– RUNNING EXAMPLE –

Company B: after six months

The tablets could be observed differently according to their location. While
observation of devices in the US was adapted most often, between 8 and 24
times and 13 times on average per month, tablets in Japan were observed
in a more stable way, although, once, 27 adaptations were requested. In
total over 6GB of data were collected, with 95% having semantics attached.

An informal survey showed that of all 21 official stakeholders, 6 used
the visual language editor and tooling more than once per week, 7 more
than once per two weeks, and 4 at least monthly. The participants were
asked whether they knew other potential users who did not participate
in tablet development and might be interested in using adaptive obser-
vation in their projects; on average every participant could refer to 4 others.

In general, the team of stakeholders was excited about the new possibil-
ities, but they would have liked more hooks over time, e.g., measuring
engagement with newly introduced product features. Although they
confirmed that using system metrics was sufficient, the problem was more
that the prototype application evolved over time to a real product, but
hooks were not kept up to date timely. That had the consequence that the
number of useful hooks decreased over time, i.e., after the initial tests and
resulting further developments, testing got a little bit behind schedule.

While adaptation (of observation specifications) was readily used from
the first steps on, with approximately 6 adaptations per specification
on average, the combination of subjective and objective felt unnatural
to many participants even after weeks. Only 7 out of 21 stakeholders
used this possibility and only after the first week. They claimed that
they initially underestimated the value of semantics and also did not find
many cases to use the combination of different data types. However,
after Bob deliberately showed a convincing example (i.e., designing a
survey about users’ evening habits and correlating that data to logged
data about evening activity), the stakeholders “started to think in the right
directions”, as Lisa from Marketing put it.

The running example continues in this chapter with the impact adaptive
observation had on the tablet development and also the organization that
built it (see page 174).

The remainder of this section will outline first new roles for stakeholders
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in context of remote product data collection, then elaborate on the notion of
industrial-scale experiments that are carried out when collecting data from
products in the field.

9.2.1 New roles for stakeholders

Who will introduce observation to the organization, and then to individual
product teams? Who will be the stakeholders of information, who will take
the lead in an observation project, who had the last say in what should be
observed? How will the efforts be distributed, not only per person, but also
cost-wise? These questions cannot be answered in one way for all organiza-
tions, but they need attention.

The product manager is a natural stakeholder of product information. In
addition, it is a role with sufficient product insight to manage product infor-
mation, and also sufficient “weight” to initiate the introduction. Measuring
the product should be part of the role’s job description. Adaptive observa-
tion can be seen and used as risk analysis (for observation) that prevents
potentially costly iterations in product design and development.

In organizations, where this role exists, the quality lead helps to under-
stand the product better from the customer’s point of view, by intentionally
playing the role of a customer. This role can benefit from adaptive observa-
tion as a source of realistic user experience data that can be gathered from
the field quickly according to emerging questions.

With adaptive observation two roles merge: data producer and con-
sumer, before distinctive roles, become one. Observation becomes a first
class citizen in product design and that might lead to much more intensive
team work and true customers involved to achieve a real quality product.
While before there were less means and content to share, to talk about within
different design stakeholders, now, collected data serves as a vehicle for com-
munication which brings very useful information to the right people in the
organization.

9.2.2 A new model of experiments

For adaptive observation, it all starts with curiosity about what user do with
products at their homes, in the cars, or at their workplace; likewise, what
kind of users there are, and how many at the same time. So far, there was no
vehicle to fulfill these valid, but fuzzy needs for data. Still, there is no single
accessible data source to answer the questions above, however, approxima-
tions can make a big difference here:

The adaptive part of the observation approach allows to start fuzzy, then
study initially collected data, then refine the data collection to yield informa-
tion that matches the questions a little better, and so on. Often, this is the
only way to find unanticipated results: observing data leads to new ideas.
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This approach to data collection is less “sharp hypothesis, then proof”, and
more along the lines of exploratory studies. The view upon a product then
resembles a telescope that can zoom in and zoom out, and that also can be
moved to a different angle.

Applied to industry, products in the past were created actual without a
real hypothesis what they should do and achieve for the customer. Consider “user-
friendly” or “easy to use”: this non-functional requirement appears in many
specifications and is apparently checked off before release despite being usu-
ally an empty word: not defined and not measurable.

– RUNNING EXAMPLE –

Company B: the organizational impact

Company B found that the alignment of product developers and associ-
ated stakeholders worked well with the loose connection of the weekly
observation meetings. While these meetings became voluntary over time,
learning how to use an adaptive observation system was mandatory in the
beginning. On a higher level, the collaboration between core development
stakeholders and other stakeholders, often a problem in the past, proved
to be feasible given the vehicle of remote data collection as a common
goal. In the end, there was a consensus that an improved development
model required a more balanced organizational structure that balanced the
importance of the developer team with the insight-seeking stakeholders,
who so far did not feel confident to ask for usable data. The stakeholder
team came up with the idea to establish a “new stakeholder” pyramid
next to the traditional product creation product pyramid, and to put
observation technology between as a glue.

The running example continues on the next page.

When applying adaptive observation to actually measure aspects of user-
friendliness, information stakeholders are forced to think in terms of measur-
able items, not necessarily already observables or hooks, but simply a metric. If



9.3. FROM DATA TO ACTION 175

this is achieved, one can proceed to find observables supporting this met-
ric. An example of thinking in terms of “measurables” and eliciting some-
what formal definitions is “global product acceptance”: at first it appears
to be a highly valuable, but overly fuzzy non-measurable; however, simply
sharpening the definition can make it much more tangible: “product accep-
tance” could be defined as “customers use 40% of the product’s functions
on average on a daily basis, not counting weekends”, “global” could refer
to “consider the share of all customers per country that ’accept’ the product
averaged per week”. This metric is not just much more tangible, but accord-
ingly collected data can also be visualizaed in a comprehensive way, e.g.,
a column chart sorted by acceptance rate, grouping the last four week per
column.

– RUNNING EXAMPLE CONT’D –

After the first project had been successfully finished, the team evaluated the
process and especially questioned whether observation formed the “glue”
that helped everybody communicate insights. Many stakeholders appre-
ciated that Bob adopted the project of product observation and provided
much help and support, especially during tough phases of the project.
However, it was recognized that the communication overhead sometimes
was unnecessarily big such that the system did not work most efficiently.

“For instance, shortly before the first release candidate was
feature-complete, Kristina and I tried to schedule a last test of
the recently improved multi-touch gestures for web browsing,
but one hook was still missing. Due to the workload of the de-
velopment team and Thomas being abroad, this test could not
be scheduled timely. I think we should have someone like Bob
who can then step in and coordinate data collection. I would
call it an ‘observation engineer’. . . ” Monica, Quality Assurance

The running example concludes in this chapter with technological impact
(see page 185).

9.3 From data to action

Looking back to the process of adaptive observation as described in chap-
ter 5, the data generation, processing and analysis cycle is not necessarily
a terminating cycle of the process; figure 9.2 shows its continuation: (auto-
matic) action after data is collected, the automated use of acquired data to
change the system and related infrastructure, or to document user behav-
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Figure 9.2: Observation process does not just end with collected data and analysis:
based on data, actions can be taken.

ior for system support and maintenance. Action necessarily includes the
usage of collected data for improving the product (design) and product cre-
ation processes as described throughout the previous chapters. However, in
this section, “actionable” aspects beyond aforementioned applications shall
be covered: the use of collected data by stakeholders, users, and the product
itself.

9.3.1 Stakeholder

Action for stakeholders covers both analytics for product improvement and
issues beyond. In this section, the following aspects are covered. First, clos-
ing the loop between data analysis and observation specification can benefit
from heuristic analysis support. Second, problem solving in the widest sense
can be supported by remotely collected product information, and third, such
data can be used to predict the product’s individual future, i.e., potential prob-
lems, or simply the estimated lifetime based on individual use. Although
this information might be interesting and valuable to users as well, stake-
holders are regarded as the primary consumers of such information.

Heuristic analysis

Based on collected data, algorithm-based recommendations can provide in-
sight how to best explore a huge data set. This holds especially for the early
phases of adaptive observation, when directions towards relevant data are
unclear yet.

Recommendations targeted to stakeholders of product information can
help identify and interpret several aspects of a large data set that might go
undiscovered without the help of specialized algorithms. This is especially
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Figure 9.3: Closing the loop with heuristics that help find the relevant subset of data to
interpret.

relevant to refining the observation specifications—closing the loop (shown
in fig. 9.3)– to acquire data of higher quality or quantity in terms of:

• Blind spots. Unexplored, overlooked or neglected data found by algo-
rithms that analyze not only the collected product data, but also the
use of analysis tools can spot subsets of the data set that have not been
covered by thorough manual analysis.

• Subtle patterns. Activities in parts of the data that are either to subtle
to be noticed or happen after the stakeholders’ focus has moved on to
other parts of the data.

• Disconnected activities. Correlated activities in seemingly disconnected
parts of the data set.

• Standardized patterns. Patterns that have been observed in a range of
similar products can be automated and integrated as default analytics
into tooling.

• Expert knowledge. Patterns whose isolation depends on expert knowl-
edge or tedious manual analysis can be “democratized” using auto-
mated tools that first model the knowledge, then apply it to the ever
changing data set.

The use of heuristic algorithms to complete the cycle of automation; from
analysis back to specification, in a rather automated than manual way, is
depicted in figure 9.3. An example for such an algorithm is the “negative
clustering” of users who fall outside of commonly used, and thus clustered
usage patterns. From a process analysis, probabilities can be derived that a
user from a particular cluster will use product functionality in a specific way,
e.g., never using keyboard shortcuts, or prominently and exclusively using
the navigation menu despite of easier ways to reach the desired function.
Not all users will be covered by such a clustering, some because of inconsis-
tent behavior or noise in the data, some because they are truly different. The
latter users can recommended for further exploration.
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Problem solving

One of the key motivations of this thesis was to address Soft Reliability prob-
lems such as the No Fault Found (NFF) phenomenon (cf. section 1.1). With
the right data being collected, this goal might get within reach. Sensibly
collected product usage information can help support agents (e.g., in call-
centers) to spot problems, thus improving the first and extended use expe-
riences. As a side-effect, assistance can be provided in a much shorter time
and more to -the-point. Similarly, maintenance tasks, periodic or not, can be
scheduled easier and more conveniently for customers. Consider a product
that fails to work properly in the hands of a customer who calls the manufac-
turer’s call-center. With collected usage, the support agent can jump directly
to problem solving (instead of asking about the model, type, serial number,
already tried connection options etc.). The user complains about a missing
function, and since the agent can see that the user searched for the function
in the wrong, she can help immediately.

For professional products, service level agreements (SLA) are often part
of the sold product, and the commitment to such agreements and also fine-
tuning thereof can be simplified with relevant product usage information, in
this case both for user and maker. This kind of monitoring is already being
applied to products in the field, especially to products that are not bought,
but rented or leased, or come with said service contract. However, this might
easily extend into the consumer domain in the future: increasingly, already
today, the tangible products in the user’s home become just enablers of a
bigger “product”, that is composed of primarily external services, content
providers, appliances, and secondarily the physical machine. Solving prob-
lems for in such settings will become more complex than ever before, since
the composition of services is not stable, but changes over time, and most
importantly, will be highly individualized and custom to every single user.

In general, solving the user’s urgent problems can contribute more to
a satisfying user experience than extensive functionality, shiny innovations
and big investments in marketing. Flawless operation and experience are
two fundamental user needs—and actually two of the very few the maker
can be sure of.

Predictions of failures

To extend on the notion of problem solving, product information can be used
to actually predict potential problems and address them before they become
apparent, i.e., before the user notices. Consider, for instance, a manufacturer
who finds that users are using the product for a new exciting cause, but be-
yond specification boundaries. With usage data, this manufacturer can not
only predict certain failures, but also can proactively adapt the manufactur-
ing process or prepare a strategy to deal with future (expected) complaints.
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Anomalies in previously observed usage patterns (Elbaum et al., 2003)
can indicate upcoming problems and due to extensive usage data they can
be reproduced by the maker such that counter-measures can be taken. This
can involve anything that maintains or increases the level of user experience
the user is accustomed to, e.g., needs for replacements, product recalls, or
updates tailored to the specific usage. If a component has too much wear, a
change request can be sent out automatically and long before the component
actually breaks. The prediction of a product’s life-cycle, both in terms of neg-
ative and positive events, is not only valuable to improve the user experience
of the very same product, but also can help improve successor products and
the entire product family.

9.3.2 Users

The previously mentioned aspects certainly affect the user in various ways.
However, they are described in terms of the responsibilities of the product
development stakeholders, i.e., the makers, have to ensure proper operation
and satisfying user experience of a product. This section adds complement-
ing data usage aspects from the user’s point of view.

Commercial recommendations

A natural and widely practiced use of recorded product information is the
recommendation of additional components, products, or services that can be
acquired by the user. While this primarily facilitates the needs of the maker
to sell more and faster, this is not the only focus: users can benefit from
buying matching products that complement their existing setup, especially
when tailored to actual quantifiable needs. The goal of satisfying user expe-
rience extends in the future from just a singular product-centric view to the
entire environment of different products which might even interfere with
each other.

Information recommendations

Connected to the recommendation of commercial additions to a user’s com-
putational setup, also information could be recommended to educate about
better usage and about unused, but possibly helpful functions. This might
be extended to connect users with similar usage patterns, since not only in-
formation about the product, but also within the product, i.e., content can be
shared.

Usage exploration

Lastly, open communication of product usage as perceived by the observa-
tion system can help the user to understand their own habits—the core fea-
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ture of many personal productivity tools that help measuring daily computer
activity. Understanding ones behavior revealing unanticipated patterns can
help making decisions of future product needs. This as well connects with
the prediction of a product’s lifetime given the individual usage: the first and
most crucial step to avoid an unsatisfying product is to make an educated
decision about buying a product or not. If this decision can be supported by
previous product usage information, the customer is provided with evident
data to better approach the marketing lures of makers. Consider, the user
would like to buy a faster computer, and usage was collected. The user could
be easily advised on the bottlenecks of the current computer, e.g., whether
to invest more in processing power or memory for the next computer.

9.3.3 Product

The product itself can be seen as a consumer of product usage data. Depend-
ing on the amount of artificial intelligence built into the product, it can act
upon observed data in various ways, from providing help to adapting the
user interface or the entire system to the perceived user needs. While the
former has been described in the previous section, the latter is elaborated in
the following.

Adaptive observation is a concrete use-case of adaptive technology.
There have been extensive research efforts to demonstrate the feasibility
of adaptation within products, hypertext, the web, and ambient systems.A
product that adapts automatically to the user’s wishes, however expressed,
is the holy grail of such efforts; highly desirable, but also hard, if not im-
possible to achieve. Furthermore, equipping a product with even remotely
autonomous behavior is often considered too risky for market release—
something might go wrong.

Still, there is a need for more robust products, as represented by self-
healing systems, adaptive systems for various environments, and, in general,
systems that cope better with challenges reality imposes onto them. This
adaptation is mainly understood in the sense of hard reliability: function-
ing according to specification in a variety of settings, regardless of context.
The Soft Reliability side of this issue is maintaining a high user experience
regardless of user type, pre-existing usage knowledge, and the user’s envi-
ronment.

However, what many efforts in this domain lack is applicability to prod-
uct contexts in terms of true stakeholder involvement and flexible collection
of information for understanding the domain thoroughly. Instead, adapta-
tion is built into system as a preconceived set of variabilities. This basically
means to build many slightly different product configurations into one de-
liverable, but all based on an artificial understanding of product usage. In
the context of adaptive observation, this is similar to deciding before release
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what data to log—in short, a flawed approach, especially when adaptation
involves the user interface and not just hidden system parts.

Information is a prerequisite, and, in this sense, it is the starting point for un-
derstanding and the reference point adaptation. Many adaptation approaches
address contextual changes as an engineering task, solvable in the lab—
technical magic. Coming back to the issues of complexity and time-pressure,
given in the introduction chapter, how can makers built something adapt-
able when they cannot even test it fully due to state space explosion? With-
out understanding the user’s potential ways to interact with a product, the
maker will not be confident enough to launch adaptive products to ever un-
certain markets. Adaptive observation however provides means to observe
and understand what users do with a product, what they miss, and what
they do not understand. This understanding can then be the basis for engi-
neering changes that address user problems. Adaptive observation systems
can help here, the information is there, facilities that change the functionality
can simply be hooked into the system and react to user behavior directly and
individually.

9.4 Technology

Adaptive observation is a technology-driven approach, it might require in-
vestments into a technological platform to prove feasible and useful in day-
to-day tasks and activities of information stakeholders. The technology and
even more the general approach are generic and applicable to a variety of dif-
ferent domains such as the Internet of Things (Funk et al., 2009c), being one
of the key computing challenges of the near future. The idea behind this is
to create an “eco-system” of devices, all connected, all potentially capturing
data to work more efficiently together and, in the end, provide added value
for the user. User experience and quantifying user behavior over time in an
ever changing environment of ubiquitous devices is a natural application do-
main of adaptive observation. The usage and stakeholders of collected data
extends beyond the maker; instead, the primary user of such information
is the user. Nevertheless, applicability depends on technological precondi-
tions, interfaces, conventions, performance constraints.

This section concludes the reflection chapter and focuses on potential ad-
vances in the design and the technology for observation, first elaborating on
the impact of design for observation, how technical observation can impact the
design flow of future products. Subsequently, ideas to open data collection
via public interfaces to interested parties beyond the maker are explored, as
well as introducing observation to sub-systems instead of only at the level
of a product. These ideas are, finally, complemented by dynamic instrumen-
tation as a way to reduce development efforts prior to applying observation,
and also further to broaden the means to adapt observation upon changing
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information demands.

9.4.1 Design for observation

In the development of new products and systems, nowadays specific invest-
ments in terms of time and resources, are made to facilitate proper testing
and quality assurance means before products are released. So called “design
for test” or “design for debugging” are techniques especially in the embed-
ded domain (Crouch, 1999; Wilson, 2007) where testing issues need to be
addressed together with the design. If neglected, systems are simply not
testable and proper operation cannot be ensured.

For adaptive observation it is similar: the process sub-phases of integra-
tion and instrumentation require serious investments to enable the proposed
approach and seamless use by information stakeholders. Although care was
taken in the design of the approach to minimize efforts spent by developers
and reuse of instrumentation is encouraged, efforts cannot be eliminated en-
tirely. On the benefits side, observation realizes full measurement of almost
all aspects of a product, both in development and in use.

This is a major issue influencing many levels of product creation. While
the cost of embedding hooks can be very high, overall costs can be still much
higher when observation is omitted. Similar to “design for test”, it is crucial
to start on the highest level, in the requirements capturing phase. Adap-
tive observation should be a functional requirement of a system that yields
benefits both in development and usage. In the future, observation could
potentially be introduced into standard templates for specification and re-
quirements capturing, e.g., by the IEEE. Design of observation needs to be
an integral part of the product.

A related aspect is the design for observation support which can be seen
in the scenario of distributed clocks (cf. section 6.4.2) that make it hard to ob-
tain reliable time-stamps for generated events. Design for observation thus
also involves system part that seemingly have no direct connection to the
observation as such, but contribute to its functionality.

Related to designing a system to incorporate observation functionality
and the different levels of data (cf. section 4.1.2) is the question of maturity—
whether an organization, product stakeholders, used tools and finally the
process are all mature in terms of observation and its achievements in terms
of data quality. This can lead to a future observation capability maturity
model that assesses:

• used tools, if they suffice in delivering data in desired quality and quan-
tity given certain resources and efforts;

• stakeholders, if sufficient knowledge to specify, implement, and use and
adaptive observation system successfully is given and participating
stakeholders commit;
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• organizations, if they commit to responsible data collection and how
they carry out observation;

• processes, if they allow for the necessary initial implementations and
facilitate for proper use of information derived from observed data.
Also, the degree of involvement of stakeholders and users matters here
in terms of formal procedures and since completely new processes can
emerge due to adaptive observation.

When observation influences an organization, observation tools might
become part of its business intelligence (BI) setup. When looking at BI as
means to measure and determine the health of an organization, with obser-
vation, new metrics appear to measure the health of a product, a range of
products (even in comparison to competition), and naturally the health of
the market. Future BI will be tightly integrated with remote data collection
targeted towards products in the field, e.g.to support decision processes in
the maker organization (Rodriguez et al., 2010).

9.4.2 Observation services

As mentioned before, in the near future innovative products primary work
as a composition of different services, both local and remote, to provide the
desired functionality and user experience. Observation as it was realized in
the context of this thesis is a composition of services that provide different
functions to nodes in a distributed system. In a data-centric view, the prod-
uct itself asks for how it should collect data. It studies how product and user
“live” together.

Instead of directing this information towards a central data collection
unit, i.e., out of the local setting, the data could also be leveraged in more
local contexts. Consider a space with several ambient devices that have ob-
servation services enabled. These services act as interfaces to ubiquitous
product information (given proper privacy and security guidelines). A new
device that has recently arrived in the same environment could explore the
space, and leverage data collected by other devices to faster adapt to the
user’s habits or to provide complementing functionality to the devices al-
ready present in the environment.

Observation services are not limited to whole products; also their struc-
tural parts, components, and sub-systems can potentially contribute to ob-
servation. This is the observation equivalent to unit testing: in unit testing,
small functional units are tested in isolation and once the test routines are
written, testing becomes a highly automated standard task that is run after
every single change ensuring the unit is still compliant. For observation,
hook integration and instrumentation efforts are one time tasks performed
per unit in a controlled setting. Subsequently, data can be collected at any
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point in time. Even simplistic observation capabilities in subsystems could
be used in combination to develop a fully self-observing system much faster
and more reliably. This way, it can be checked whether a system is still com-
pliant in terms of its collected data.

With cloud computing as an emerging trend, observation services be-
comes more important since products and services are essentially composed
from different parts provided by different organizations with different ob-
jectives. Such products and their underlying implementations change faster,
thus the need for advanced data collection that can keep track of dynamic
observables, that can adapt transparently to changing information needs—
and that already operates in the cloud.

9.4.3 Dynamic instrumentation

The instrumentation of a system is the key step that makes a system ob-
servable, but it also creates a static layer of hooks, that can be activated and
deactivated flexibly at run-time. However, the approach fails if more de-
tailed data or data from an un-instrumented part of the system is needed. A
number of emerging reflection techniques can change this, making hook inte-
gration and instrumentation a truly dynamic task that has the same runtime
properties as the previously dynamic layer of processing and mapping.

Dynamic means can partly shift the instrumentation task from the de-
veloper to information stakeholder. While, before, specialized tools to de-
fine processing and mapping of generated data are used (cf. section 7.2.3),
with dynamic instrumentation, hooks can be integrated into products in the
field that are being used. Therefore, observation specifications, that are dis-
tributed via the observation system towards products, contain hooks with
additional information about how they should be placed, i.e., dynamic in-
strumentation instructions. While this is beyond the scope of this thesis
for most platforms, for the domain of web applications first attempts were
made.

Interpreted code, although being considerably slower than compiled
code and also byte-code, still has many applications, e.g., in the web do-
main. When interpreted languages are used, code can be executed directly
using an interpreter instead of compiling the code in a dedicated processing
step. The interpreter acts as a layer between code and the processor and,
quite naturally, this implies a performance penalty. However, interpreted
languages have benefits such as platform independence, reflection abilities,
and dynamic typing which might ease the development. Using an inter-
preter approach enables dynamic hook integration, e.g., new handlers can
be bound dynamically to events that are initiated by the user in the user
interface of the observee system.
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– RUNNING EXAMPLE –

Company B: concluding a success story

Coming back to the examples cases of the two companies A and B in chap-
ter 3: having an observation system in place served company B well in
delivering a great product with exceptionally good user experience. While
this had been the primary motivation for using adaptive observation in the
development of the tablet, once the success of accessible remote data collec-
tion became visible, stakeholders began to think about what to do else with
“their” advanced means to collect meaningful data:

• Collaboration in and between different teams of stakeholders. For
some stakeholders the weekly observation meetings were the first
time they ever talked to their colleagues across the developers-and-
others gap. Every single stakeholder individually reported finding
the collaboration fruitful and actually fun: “After one or two meet-
ings I was looking forward to the meetings. It was fun working with
such diverse people from other departments—on a joint project. And
the data aspect was fine too, although I had horrible experiences with
statistics during my time at university.” Martin, System Architect.

• Observable platform. When talking to developers in other product
teams, the tablet developers found out that it would not be too hard
to extend the range of observable devices once the tablet platform
was generalized and made available to the other teams.

• Commitment of suppliers. Related to the platform ideas developers
thought about involving suppliers of components in the observation
efforts, “put interfaces to observables in the contract” as Bob put it.

• Support customer support. Customer support was not so much in-
volved during development. Later on, one of their managers joined
the meetings and he picked up ideas and promising results. He was
curious and started collecting data himself. His group used the col-
lected product usage data to train the call-center agents. This meant
taking a conservative, defensive approach to using observed data,
but for the future, the support team was already enthusiastic about
getting more involved with the measurements and even automating
support via the Internet.

The end.
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Dynamic instrumentation can transform observation into a truly in-
formation stakeholder-centric activity. Unlike now, developers would not
be required anymore to instrument observables (although they would
have to integrate the observation system into the product once), instead,
stakeholders would be in full control—which is essentially the intention of
adaptive observation. This will have have a positive impact on the consis-
tency and fidelity of observed data, as the observee system is instrumented
by the very same stakeholders who will later on also use the collected
data. Naturally, this approach requires further consideration how to avoid
performance, privacy, and security problems when products are that open
for instrumentation and basically every data item stored within a product
can be accessed on demand.

This chapter presented aspects of privacy and security, as well as ideas
about future research and application of adaptive observation. Many aspects
of product usage information and its disclosure need to be considered, a few
can be found in this chapter.



Chapter 10

Conclusion
What it means in the end

Products in the field, as shown throughout this thesis, implicate a blind
spot of their makers. With few exceptions, the user’s behavior and atti-
tude towards the product is and remains largely unknown if no measures
are taken. One approach to better understand the interaction between users
and products in the field, is to sensibly collect data about it. This should be
performed preferably as close to the subjects as possible, i.e., from within.
Self-observing products observe themselves and provide data that can be used
to broaden the maker’s insight. Beyond that, the body of collected data can
be used to help, support and assist the user, provide better services, and im-
prove next-generation products.

The makers of nowadays products struggle not only due to the well-
known market pressure, i.e., ever shorter time-to-market and ever stronger
competition. Also there is the over-whelming complexity of current prod-
ucts which forces makers to release often unfinished, not tested, flawed
products, just to be the first. However, these are not the issues this thesis
focuses on, instead it is the enormous diversity in use and users that moti-
vates self-observing products. It is not enough to build one product for the
mass. Individual user needs and habits dominate the decision to buy or not
to buy, to return or to accept and adopt. Products need to be adaptive to
different settings, contexts, and over time.

Fortunately, many of these products are increasingly connected and thus
remotely observable. Strong trends like the “Internet of Things” and ubiq-
uitous, mobile computing will further fuel the needs for data collection, but
also facilitate its feasibility and applicability. Whatever has an IP address, is
also a data source.

This chapter summarizes the contributions of this thesis, i.e., the data col-
lection formalization, the design of self-observing products, the distributed
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adaptive run-time system, and the application of the adaptive observation.
An outlook gives context to the contributions and concludes this thesis.

10.1 Contributions of this thesis

This thesis introduces the adaptive observation approach, a remote data collec-
tion approach which extends beyond simple data logging in terms of adap-
tivity, flexibility, stakeholder access and scalability. This approach changes
how data collection is carried out within an organization, both in terms of
technical, organizational and process changes, but also in terms of what can
achieved with high quality data.

The primary challenges of adaptive observation and the design of self-
observing products can be summarized as two core problems. First, in terms
of engineering, how to design and build self-observing products and integrate
them into the context of an adaptive observation system. Second, in terms
of application, how to provide users of such an adaptive observation system, i.e.,
all information stakeholders throughout the product life-cycle, with the right tools
to specify, collect, process, analyze, and present information. In the following, the
four main contributions of this thesis shall be summarized.

10.1.1 Data collection formalization

The data collection formalization as introduced in chapter 4 generalizes and
abstracts from previous approaches to remote data collection and defines
generic static structure of a remote data collection system, transformation of
such a system, and transformation of data within the system. These concepts
help designing and building more advanced remote data collection system
that leverage current technology and ubiquitous connectedness of products.
Subsequently, using these concepts, the approach of adaptive observation can be
derived that represents the core of this thesis.

The data collection formalization serves not only as a basis for building a
new approach, but also as common grounds for comparing adaptive obser-
vation with traditional data logging approaches, a comparison that reveals
benefits of the newer approach that are partly due to technological advances,
but partly also to changed needs of information stakeholders. The new ap-
proach strives to extend the circle of people who have actionable access to
product usage information. These are considered to be stakeholders of re-
motely collected product usage information.

Unlike other approaches and the common understanding of “logging”,
developers are not anymore the primary users, instead the focus shifts to
people who can be described as domain experts but often do not have the
technical expertise to self-cater for desired information. These experts ac-
company a product from first idea to design, to realization, to release and



10.1. CONTRIBUTIONS OF THIS THESIS 189

beyond, for maintenance and support. They have an interest in sustainable
and flexible data collection to support their daily tasks with meaningful in-
formation.

10.1.2 Design of self-observing products

Self-observing products can cater for the needs of domain experts, but the
design and implementation of integrated observation facilities together with
a distributed data collection system and appropriate tooling would be too
challenging and ineffective when performed in an application specific way—
essentially reinventing the wheel for every new application.

The design of self-observing products bears many aspects that can be
generalized over products, product families, and entire domains. The con-
tribution of this thesis is to capture key aspects of product observation in
models and specifications, and to provide a framework to easily design and
integrate observation for a wide range of products. This approach and its
use in adaptive observation intentionally supports separation of different
concerns in terms of data requirements analysis, development and usage of
self-observing products. The presented design takes multiple layers of gen-
eralization, for a platform, for a product family, and for individual applica-
tions, into account.

The models aim at abstracting from complex distributed infrastructure,
performance constraints, processing algorithms, load balancing, and band-
width. Instead, information stakeholders can focus on what to collect, when,
and how to process, map, and present the collected data. This view of remote
data collection shows just the sources of raw data (traceability, reliability), its
transformation into useful information (control, flexibility), and representa-
tion of information in an actionable form (comprehension) to best support
knowledge building and understanding.

Key to such ambitious goals were semantics, i.e., meta-data concepts that
tie together various complementing data sources and help correlating often
orthogonal information views. Semantics simplify communication since a
common, but custom vocabulary is established for information stakeholders,
not only by abstracting from raw data and abstruse error codes, also just by
giving events and event correlations a name. These individual semantics
lead almost directly data of higher quality.

10.1.3 Distributed adaptive run-time system

A related contribution of this thesis is how to actually carry out the modeled
data collection approach in products. DPUIS, a distributed run-time system
has been developed that basically provides the generic parts which yield
an operational observation system when instantiated and applied to an ob-
servee system. This distributed system relies on the concept of a generic node
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that can be connected to other nodes via various communication channels,
routes. Since every node is composed of different services, it can serve dif-
ferent purposes and thus be used to build observation systems with a 2-tier,
3-tier or n-tier architecture, but also with a peer-to-peer architecture.

Beyond architecture and distributed processing of collected data, adap-
tation was a key challenge: the mechanisms of data collection, processing
mapping, and presentation are flexible and accessible such that information
stakeholders can easily change them, and subsequently obtain different, re-
fined, more detailed data on a desired subject. The distributed system con-
sisting of nodes transmits not only data in one direction, but also accepts
reconfiguration requests from the stakeholder side. This leads to fast itera-
tions on collected data which facilitate not only the needs for more relevant
and timely data, but also lets stakeholders react quickly to external events
that might require different data to be collected and analyzed to mitigate
problems.

10.1.4 Application of adaptive observation

The contribution of a conceptual framework, formal models and a run-time
system implementation needs to be validated against cases and be used by
key stakeholders, i.e., it needs connection to reality. This has been achieved
in several ways. Developments were tested from early stages until the final-
ization of a research prototype against academic and industrial cases involv-
ing the domains of consumer electronics, professional printing, embedded
systems, mobile devices, and even exploring the Internet of Things.

To facilitate the extensive testing many efforts have been spent on easy,
comprehensive means to actually use an adaptive observation system, i.e.,
specify observation, refine data collection, and, after the desired results were
achieved, analyze the data to yield useful information. UXSUITE, a specifi-
cation and analysis front-end is presented. A key part is the visual editor
which lets users create observation specifications in a simple and graphical
way—a strong commitment towards non-technical information stakeholder
as the primary users of such technology. Likewise, the effective combina-
tion of subjective and objective data was achieved by developing a textual
editor for designing surveys, but more so by incorporating semantic tool-
ing as glue between different types of data. The analysis of semantic data
can be performed in the same environment as the specification by means
of process graphs and interactive charts. This seamless integration enables
iterative data collection and analysis as required by nowadays information
stakeholders.

Adaptive observation, in the end, aims at automating remote data col-
lection, to a new extend, leaving only explicitly human tasks of specification
and analysis or interpretation to the stakeholder. The motivation behind this is
scalability and applicability to industrial domains where so far only small



10.2. OUTLOOK 191

prototype studies can be carried out with proper experimental handling;
beta tests of products mostly do not yield any usable data, let alone released
products. Large-scale observation automation can help introduce means to
acquire product understanding throughout the entire product life-cycle.

10.2 Outlook

Soft Reliability was the starting point to do research on remote data collec-
tion. The Soft Reliability research project1, which was started in 2005, set
a healthy context of strong research groups and industrial partners. Both
groups committed to taking collaboration seriously and dedicating much
efforts to a joint mission. This setting enabled almost instant validation
of research results with industrial stakeholders and this close collaboration
brought clearly the necessary momentum.

However, most problems in the domain of Soft Reliability are not solved
yet and the contributions of adaptive observation and self-observing prod-
ucts do not provide an out-of-the box solution. What they provide is an ap-
proach to cure a blind spot and, that way, to work towards a solution. In any
case, it takes more than just the concepts and tooling provided in this thesis.
First, people’s curiosity to explore product usage in the field and search for
relevant data, information that proves to be useful. Second, an understand-
ing that adaptive observation means essentially to perform a sequence of
experiments, each with a small hypothesis and a large base of participants.
This approach yields reliable data, iteratively covering many interesting is-
sues that stakeholders come across—one at a time. The hypothesis should be
clear and concise, i.e., small enough to test quickly. In this sense, think before
measuring, but think minimal. Finally, awareness of the sensitivity of remote
data collection in terms of privacy and sustainability: private or potentially
private data should be collected only when the observed person opts in and
there is an expressed need and justification for such data from information
stakeholders.

The research presented in this thesis led to important insights how fu-
ture remote data collection could be performed and leveraged, however, as
the reader may have noticed, many more questions than answers have been
found. They involve technical matter, privacy, and social issues of remote
data collection. How can data be processed exclusively on the local device,
and for what purposes and performance impact, such that privacy can be
proved? What are the best ways to analyze and visualize remote prod-
uct usage data in connection with subjective user experience data? Which
(types of) observables, hooks, sensors integrated into products provide the
best match between costs and benefits? How can collected data be leveraged

1the “Managing Soft Reliability in Strongly Innovative Products” project, sponsored by the
Dutch Ministry of Economic Affairs within the IOP-IPCR program
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in different contexts, by different devices jointly, and over time? These im-
portant questions, among others, show avenues for future research, but also
sketch how data from the field might be acquired and used in future settings.

Over the last three years, the carried out studies, the workshops, and the
talks about self-observing products met great interest both from academic
and industrial audiences over the last three years. Such positive evaluation
and high quality feedback are naturally inspiring to further develop the
methods and tools which is the intention and will be performed with
the help of a national Dutch high-tech grant2. While this grant aims at
the commercialization of the developed tools and methods, research will
continue in the direction of adaptive products, i.e., not only adapting data
collection mechanisms within product, but also product functionality
and behavior itself. Reliable and comprehensive data, as it is enabled by
adaptive observation, is the precondition for adapting entire products in
the field. It is crucial to know the user’s ways before offering support via
product change.

Although it has often not been recognized as such, data became a produc-
tion factor like resources, energy, property, and manpower years ago and its
importance is ever growing. A substantial share of the largest companies in
the world base their business models on (dealing with) data, sometimes even
exclusively. Adaptive observation targets a largely underrepresented source
of data that is key to understanding interaction and experience where prod-
ucts, services, and their users come closest. When approached carefully and
openly with adequate means, these flexible sources of data will provide us
with the necessary information and insight to successfully cope with chang-
ing realities in the space between user, maker, and the product.

2Technologiestichting STW Valorisation Grant, http://www.stw.nl/programmas/

valorisationgrant, last accessed 8/12/2010

http://www.stw.nl/programmas/valorisationgrant
http://www.stw.nl/programmas/valorisationgrant
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Glossary

Abstract process component
Class of data collection or processing block, specific for an observation
node as defined in the platform model for that node. concrete process
components are instantiated from APCs when interpreting an observa-
tion specification.. 48

Adaptation
System reconfiguration according to changed demands. In the context
of adaptive observation, adaptation is used to change the data collec-
tion behavior of distributed observation nodes (in the field) as specified
by an observation specification.. 15, 54

Application connector
Small (software) component that connects an application on the ob-
servee system to an observation node that is not necessarily running
on the same observee system. Used to bridge language and platform
gaps, an application connector contains only bare functionality for con-
nection and communication, and thus no further processing capabili-
ties.. 118, 130

Data collection node
System that may collect and process data within a data collection sys-
tem, sub-type is an observation node. 46

Data collection system
System of data collection nodes that remotely collects data from de-
vices in the field, sub-types are logging and observation systems. 14

Hook
Instrumentation of an observable, usually additional piece of code that
derives an event from the execution scope of an observable, e.g., the
value of a variable within the observable function or calling a function
from the observable’s execution scope to sample a value that is used as
event data. 48
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Information Flow Specification Language
Specification language for data flow within an observation system, ob-
servation specifications given in this language can be interpreted by an
observation node at run-time which results in an executable observa-
tion component. The IFSL is also a dynamic language in the sense that
language elements depend on the particular observation node that will
collect the specified data.. 93

Information stakeholder
Stakeholder of (remote) product usage information as collected e.g., by
an observation system. 6

Objective data
Data that can be collected without human intervention, e.g., from
sensors, system, system components. Log data, such as events or
samples—in contrast to subjective data.. 22, 64

Observable
Place within an observee system from which data can be collected.
Upon instrumentation (to yield data) it becomes a hook.. 44, 48

Observables model
Formal model of the data collection capabilities of an observation node.
84

Observation component
Executable in-memory structure that is derived by interpreting an ob-
servation specification within an observation node, the executable con-
sists of process components and connecting routes. Several observa-
tion components can be executed in parallel on an observation node..
98

Observation specification
Specification of data flow for a specific observation system, given in
IFSL. 49

Observee system
System in the field from which data is collected, usually a product “un-
der observation”. 44

Ontology
A set of concepts that formally represent the knowledge in a particu-
lar domain. The concepts are linked to express relationships between
them. An ontology can be seen as a shared vocabulary used by stake-
holders in a domain. In this sense, ontologies are models.. 39
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Platform model
Formal model of data processing capabilities of an observation node.
84

Semantics
(Formalized) meaning or the study of meaning. Semantics in the con-
text of data collection aim at the meaning of data items and relation-
ships between data items. Semantics can be captured in one or more
ontologies.. 10

Subjective data
Data that can be collected directly from the user, usually expressing
user opinions, expectations, feelings, and attitudes—in contrast to ob-
jective data.. 22, 64





Appendix A

Models

A.1 Data collection formalization

The formalization of data collection is structured into three major parts: the
static structure, the transformation of the system, and the transformation of data.

A.1.1 Static structure

Data Collection System (DCS)

A data collection system DCS contains facilities to generate, collect, process
and present data according to a data collection specification S. This specifi-
cation can be seen as software running on the DCS hardware.

The DCS is defined as

DCS = (DCN , EDCN )

DCN = {DCN1, . . . , DCNn}
EDCN = {edge = (x, y)|x, y ∈ DCN , }

a directed graph of data collection nodes (DCN ) and edges EDCN between
them. The graph is a tree and does not contain unconnected DCNs. Regard-
ing the domain of data collection, an edge denotes the two nodes between
which data is exchanged. In many data collection systems, there is only a
unidirectional data flow, that is, collected data transferred from data sources
to one or more points of consumption, bottom-up. However, in the class
of adaptable data collection systems, a second communication direction is
present, the one for changing, reconfiguring and adapting the collection sys-
tem. This usually follows a top-down approach, starting with e.g., the root
of the tree and propagating a new configuration towards the leaf nodes.

If needed, a data collection system, a tree of nodes, can be divided hori-
zontally into functional layers such as data generation, data processing, stor-
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age, and analysis, i.e. data consumption. Nodes within these layer may have
the same structure and capabilities:

Data Collection Node (DCN)

The data collection node is the basic building block of a DCS. It represents a
generic structure that clusters functionality into a node that can be linked to
other nodes, DCNs, to form a DCS. The actual functionality that is repre-
sented by a single DCN can be very specific, e.g., data collection from a few
observables in a subsystem, but it can be also rather generic by combining
data collection, processing and even representation in one node. In principle,
an entire DCS can be built by using one DCN .

Data collection nodes are defined as

DCN = 〈APC, Semantics, S〉.

where abstract process components APC define the static structure of the
node, Semantics describe local static semantics of the node, and S denotes
the initial data collection specification on the node. The combination of these
three elements results in an operational data collection node.

Abstract Process Components (APC)

The abstract process component is a generalization of all available compo-
nents that can generally process data in a DCN :

APC = {Observable, SemanticMapping, ProcessingBlock, V iew}

They serve as classes of abstract components from which concrete compo-
nents will be instantiated at runtime. This way they form a library of avail-
able components for a particular DCN that contains all possible structural
components of a data collection specification.

A.1.2 Transformation of the static structure

The process of changing a data collection system in terms of routing and
parametrization is referred to as configuration or, in case of subsequent re-
peated changes, reconfiguration. In case of first and on-time configuration,
each DCN is supplied with an initial data collection specification S. There-
fore, dcsreconfigure is only defined for approaches that support reconfigura-
tion:

dcsreconfigure : dcndeploy(dcsmap(DCS, {S1, . . . , Sn})) = DCS′
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Partitioning and merging of specifications

is carried out using the merge function which takes a set of specifications as
parameter and yields a single merged specification Smerged.

merge({S1, . . . , Sn}) = Smerged

Specifications Si are merged constructing the merged specification starting
with the unified set

⋃
Observable : Observable ∈ Si of all observables in

the set of specifications. If equal arcs from one or more observables exist,
they will be combined to one single arc. Subsequently, all remaining arcs
will be added to the merged specification which might imply the duplication
of abstract process components APC except for observables. Finally, the
specification is validated to ensure connectedness and other computational
constraints imposed by the approach and implementation. This last step
makes use of additional properties such as the performance impact of APCs
which are defined in the synthesis models as shown in chapter 6.

Mapping of specification to a DCS

is performed by means of a mapping function dcsmap that takes the specifi-
cation and the DCS as parameters and transforms the specification so that it
is executable on the DCS:

dcsmap(DCS, Smerged) = {Smapped1
, . . . , Smappedn

}

where DCS = 〈DCN , EDCN 〉 and n = |DCN |. Similar to the previous merge
function, the mapping of a merged specification Smerged toDCNs starts with
the observables specified in Smerged. For each available DCNi, the provided
observables ODCN = {Observable1, . . . , Observablem} are compared to the
specified observablesOspec and for each matchObservablei, it is inserted into
the newly constructed specification Smappedi

for that particularDCNi. Then,
according to the specified otherAPCs, the successor nodes ofObservablei in
the specification graph are as well inserted into Smappedi . However, the path
might be continued on another DCN on a higher level.

Deployment on DCNs

is performed using the deployment function dcndeploy which takes a certain
DCN and a mapped specification S′ for this particular DCN as parameters
and replaces the running specification S on the DCN with the new specifi-
cation S′:

dcndeploy(〈APC, Semantics, S〉n, S′mappedn
) = 〈APC, Semantics, S′mappedn

〉n
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A.1.3 Transformation of data

The transformation of data, as defined by “Event”, is instructed by data col-
lection specifications which contain a graph of interconnected abstract pro-
cess components (APCs) which are elaborated in the remainder of this sec-
tion.

Event

An Event is defined as

E = 〈Scope,Data, TS, Semantics〉

with Scope = {scope(DCN1), . . . , scope(DCNn)}, Data, a timestamp TS
(e.g., a UNIX epoch timestamp), and a list of

Semantics = {SemanticConcept1, . . . , SemanticConceptm} .

For special purposes of triggering and expressing empty events, the follow-
ing variants exist:

Etrigger = 〈Scope, ∅, ∅, ∅〉
Eempty = 〈∅, ∅, ∅, ∅〉

The scope of an event is a list of scope data from allDCNs through which the
event passed before. The scope data function scope(DCN) extracts such data
from a DCN that is needed to identify the origin of the event in a different
scope, e.g., for isolated processing of the order of event generated on one
local (= different scope) observee system.

Structured events are a sub-class of events with the only difference that
structured data is allowed. This can be used to combine multiple events in
a structured event before propagating it which results in higher throughput
due to reduced overhead.

Data Collection Specification

A data collection specification S, defined as

S = 〈APC,AAPC〉
AAPC = {arc = (x, y)|x, y ∈ APC, }

a number of abstract process components and arcs between them. Similar to
the DCS’s definition, the graph is again a directed tree, but not necessarily
connected, i.e., being a forest such that it can contain unconnected subtrees.



A.1. DATA COLLECTION FORMALIZATION 213

Observable

is defined as
Observable = 〈gen, Parametrization〉

, consisting of a generative event processing function

gen(e) = e′

e ∈ {Etrigger, Eempty} , e′ ∈ E

that takes a trigger event e and returns an newly generated event e′, and
the Observable’s Parametrization, defined as a list of parameters. Param-
eters control how the Observable is initialized and might also change the
behavior over time. Observables are the event sources of the model, they
retrieve information from the system and its environment and, since the
modus operandi of a data collection system is event-based, generate events
from discrete or continuous observations. While the former simply prop-
agates a discrete “event”, the latter samples the continuous stream. An ex-
ample of a discrete event source could be a button on the user interface of a
system: whenever the user clicks this button, an event is generated by the ob-
servable. In contrast, a sampling observable could be, e.g., “ProcessorLoad”
for a computer system. The load of the processor ranges from 0% − −100%
and continuously changes. When sampling this observable, the sampling rate
determines the accuracy of the generated events: when sampling every hour,
less significant data can be obtained than from sampling every 10µs. How-
ever, in the latter case, the data collection system will be likely occupied just
with this single observable, let alone influencing the processor load itself.
Observables need to be accessed responsibly and only in need, that is in this
example, sampling every second would satisfy most users’ needs for accu-
rate processor load data. Apart from system and environment observables,
a specialized observable exists for time (as a naturally continuous stream)
and with a parametrization, periodic behavior can be obtained, thus a timer
which can be used to trigger other sampling observables itself.

SemanticMapping

is defined as

SemanticMapping = 〈smap, Semanticsmapping〉
smap(〈Scope,Data, TS, Semantics〉) = 〈Scope,Data, TS, Semantics′〉

Semantics′ = Semantics ∪ Semanticsmapping

The mapping of events in the semantic domain is performed by the
SemanticMapping component which extends the semantics Semantics of
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an event

e = 〈Scope,Data, TS, Semantics〉

that is passing through by the inherent semantics Semanticsmapping of
the component. The ∪ operation is shown as an example of how semantics
can be processed. More sophisticated ways such as replacing Semantics
partly by higher level concepts might be required in certain applications.

ProcessingBlock

is defined as

ProcessingBlock = 〈process, State, Parametrization〉

with an event processing function

process(e) = e′ : e, e′ ∈ E .

The ProcessingBlock is a universal computation block that potentially car-
ries out various operations from normalization, calculation or formatting of
data to control flow operation like filtering and pattern matching. Due to
this wide range of applications, the processing block is minimally defined as
a processing function process that transforms an event e into e′, and a repre-
sentation of the block’s state with an optional initial parametrization similar
to those of the Observable.

View

is defined as

V iew = 〈dmap, rmap,Representation〉
dmap(E) = 〈Data, Labeling〉

rmap(〈Data, Labeling,Representation〉) = Representation′.

The Representation could be in arbitrary form, e.g., a chart, a table, or even
a graph visualization. The data mapping function dmap transforms a list
of events E into Data that is suitable input for the representation mapping
function rmap. The Labeling is derived from the same list of events and an-
notates theData in the representation. Finally, the rmap function mapsData
and Labeling onto a Representation thus changing it into Representation′.

A.2 IFSL language (XML schema)

The IFSL is a domain-specific language that has a visual and a XML rep-
resentation. While the visual representation is explained in section 6.2.1,
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the XML representation is not shown explicitly. Instead, the XML schema
is given in figure A.1. The schema defines all process components that can
appear in a valid XML observation specification, including their connections.

<?xml version=” 1 . 0 ” encoding=”UTF−8” standalone=”no” ?>
<xsd:schema x m l n s : i f s l =” h t t p : //www. mathias−funk . com/ i f s l ”

xmlns:xmi=” h t t p : //www. omg . org/XMI”
xmlns:xsd=” h t t p : //www. w3 . org /2001/XMLSchema”>
<xsd:simpleType name=”HookType”>

<x s d : r e s t r i c t i o n base=”xsd:NCName”>
<xsd:enumeration value=” s e l f ”/>
<xsd:enumeration value=” e x t e r n a l l y ”/>
<xsd:enumeration value=” mult ip le ”/>
<xsd:enumeration value=”none”/>

</ x s d : r e s t r i c t i o n>
</xsd:simpleType>
<xsd:simpleType name=” TimerUnit ”>

<x s d : r e s t r i c t i o n base=”xsd:NCName”>
<xsd:enumeration value=” Mil l i second ”/>
<xsd:enumeration value=”Second”/>
<xsd:enumeration value=”Minute”/>
<xsd:enumeration value=”Hour”/>
<xsd:enumeration value=”Day”/>
<xsd:enumeration value=”Week”/>
<xsd:enumeration value=”Month”/>
<xsd:enumeration value=”Year”/>

</ x s d : r e s t r i c t i o n>
</xsd:simpleType>
<xsd:complexType name=”Model”>

<x s d : c h o i c e maxOccurs=”unbounded” minOccurs=”0”>
<xsd:element name=” elements ” type=” i fs l :ModelElement ”/>
<xsd:element r e f =” xmi:Extension ”/>

</x s d : c h o i c e>
<x s d : a t t r i b u t e r e f =” xmi: id ”/>
<xsd :a t t r ibuteGroup r e f =” x m i : O b j e c t A t t r i b s ”/>
<x s d : a t t r i b u t e name=”name” type=” x s d : s t r i n g ”/>
<x s d : a t t r i b u t e name=” vers ion ” type=” x s d : s t r i n g ”/>
<x s d : a t t r i b u t e name=” v a l i d i t y D a t e ” type=” x s d : s t r i n g ”/>
<x s d : a t t r i b u t e name=” expira t ionDate ” type=” x s d : s t r i n g ”/>

</xsd:complexType>
<xsd:element name=”Model” type=” i f s l : M o d e l ”/>
<xsd:complexType name=”ModelElement”>

<x s d : c h o i c e maxOccurs=”unbounded” minOccurs=”0”>
<xsd:element r e f =” xmi:Extension ”/>

</x s d : c h o i c e>
<x s d : a t t r i b u t e r e f =” xmi: id ”/>
<xsd :a t t r ibuteGroup r e f =” x m i : O b j e c t A t t r i b s ”/>

</xsd:complexType>
<xsd:element name=”ModelElement” type=” i fs l :ModelElement ”/>
<xsd:complexType name=”Node”>

<xsd:complexContent>
<x s d : e x t e n s i o n base=” i fs l :ModelElement ”/>

</xsd:complexContent>
</xsd:complexType>
<xsd:element name=”Node” type=” i f s l : N o d e ”/>
<xsd:complexType a b s t r a c t =” true ” name=”Hook”>

<xsd:complexContent>
<x s d : e x t e n s i o n base=” i f s l : N o d e ”>

<x s d : a t t r i b u t e name=”name” type=” x s d : s t r i n g ”/>
<x s d : a t t r i b u t e name=” type ” type=” ifs l :HookType ”/>

</x s d : e x t e n s i o n>
</xsd:complexContent>

</xsd:complexType>
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<xsd:element name=”Hook” type=” i f s l : H o o k ”/>
<xsd:complexType name=”PlatformHook”>

<xsd:complexContent>
<x s d : e x t e n s i o n base=” i f s l : H o o k ”>

<x s d : a t t r i b u t e name=”eventName” type=” x s d : s t r i n g ”/>
<x s d : a t t r i b u t e name=” parameters ” type=” x s d : s t r i n g ”/>

</x s d : e x t e n s i o n>
</xsd:complexContent>

</xsd:complexType>
<xsd:element name=”PlatformHook” type=” i f s l :P la t f ormHo ok ”/>
<xsd:complexType name=”SystemHook”>

<xsd:complexContent>
<x s d : e x t e n s i o n base=” i f s l : H o o k ”/>

</xsd:complexContent>
</xsd:complexType>
<xsd:element name=”SystemHook” type=” ifs l :SystemHook ”/>
<xsd:complexType name=”Timer”>

<xsd:complexContent>
<x s d : e x t e n s i o n base=” i f s l : N o d e ”>

<x s d : a t t r i b u t e name=” period ” type=” x s d : i n t ”/>
<x s d : a t t r i b u t e name=” uni t ” type=” i f s l : T i m e r U n i t ”/>
<x s d : a t t r i b u t e name=” s t a r t ” type=” x s d : s t r i n g ”/>

</x s d : e x t e n s i o n>
</xsd:complexContent>

</xsd:complexType>
<xsd:element name=”Timer” type=” i f s l : T i m e r ”/>
<xsd:complexType name=” ProcessingNode ”>

<xsd:complexContent>
<x s d : e x t e n s i o n base=” i f s l : N o d e ”>

<x s d : a t t r i b u t e name=”name” type=” x s d : s t r i n g ”/>
</x s d : e x t e n s i o n>

</xsd:complexContent>
</xsd:complexType>
<xsd:element name=” ProcessingNode ” type=” i f s l : P r o c e s s i n g N o d e ”/>
<xsd:complexType name=”ExportNode”>

<xsd:complexContent>
<x s d : e x t e n s i o n base=” i f s l : N o d e ”>

<x s d : a t t r i b u t e name=”name” type=” x s d : s t r i n g ”/>
<x s d : a t t r i b u t e name=” d e s c r i p t i o n ” type=” x s d : s t r i n g ”/>

</x s d : e x t e n s i o n>
</xsd:complexContent>

</xsd:complexType>
<xsd:element name=”ExportNode” type=” i f s l :Expor tNode ”/>
<xsd:complexType name=” ConnectableElement ”>

<x s d : c h o i c e maxOccurs=”unbounded” minOccurs=”0”>
<xsd:element r e f =” xmi:Extension ”/>

</x s d : c h o i c e>
<x s d : a t t r i b u t e r e f =” xmi: id ”/>
<xsd :a t t r ibuteGroup r e f =” x m i : O b j e c t A t t r i b s ”/>

</xsd:complexType>
<xsd:element name=” ConnectableElement ” type=” i f s l : C o n n e c t a b l e E l e m e n t ”/>
<xsd:complexType a b s t r a c t =” true ” name=”Link”>

<xsd:complexContent>
<x s d : e x t e n s i o n base=” i fs l :ModelElement ”>

<x s d : a t t r i b u t e name=”name” type=” x s d : s t r i n g ”/>
</x s d : e x t e n s i o n>

</xsd:complexContent>
</xsd:complexType>
<xsd:element name=”Link” type=” i f s l : L i n k ”/>
<xsd:complexType name=”Route”>

<xsd:complexContent>
<x s d : e x t e n s i o n base=” i f s l : L i n k ”>

<x s d : c h o i c e maxOccurs=”unbounded” minOccurs=”0”>
<xsd:element name=”end1” type=” i f s l : C o n n e c t a b l e E l e m e n t ”/>
<xsd:element name=”end2” type=” i f s l : C o n n e c t a b l e E l e m e n t ”/>
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</x s d : c h o i c e>
<x s d : a t t r i b u t e name=”end1” type=” x s d : s t r i n g ”/>
<x s d : a t t r i b u t e name=”end2” type=” x s d : s t r i n g ”/>

</x s d : e x t e n s i o n>
</xsd:complexContent>

</xsd:complexType>
<xsd:element name=”Route” type=” i f s l : R o u t e ”/>
<xsd:complexType name=”ContextNode”>

<xsd:complexContent>
<x s d : e x t e n s i o n base=” i fs l :DataNode ”/>

</xsd:complexContent>
</xsd:complexType>
<xsd:complexType name=”SemanticHook”>

<xsd:complexContent>
<x s d : e x t e n s i o n base=” i f s l : H o o k ”/>

</xsd:complexContent>
</xsd:complexType>
<xsd:element name=”SemanticHook” type=” i fs l :Semant icHook ”/>
<xsd:complexType a b s t r a c t =” true ” name=”ActionNode”>

<xsd:complexContent>
<x s d : e x t e n s i o n base=” i f s l : N o d e ”>

<x s d : a t t r i b u t e name=”name” type=” x s d : s t r i n g ”/>
</x s d : e x t e n s i o n>

</xsd:complexContent>
</xsd:complexType>
<xsd:element name=”ActionNode” type=” i f s l :Ac t ionNode ”/>
<xsd:complexType name=”SurveyActionNode”>

<xsd:complexContent>
<x s d : e x t e n s i o n base=” i f s l :Ac t ionNode ”>

<x s d : a t t r i b u t e name=” parameter ” type=” x s d : s t r i n g ”/>
</x s d : e x t e n s i o n>

</xsd:complexContent>
</xsd:complexType>
<xsd:element name=”SurveyActionNode” type=” i fs l :SurveyAct ionNode ”/>

</xsd:schema>

Listing A.1: IFSL schema

A.3 Synthesis modeling

The two synthesis models, platform model and observables model, that are
described in chapter 6 have a common meta-model that is shown in fig-
ure A.1.
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Figure A.1: Run-time framework meta-model (UML).



Appendix B

Case-studies

The additional studies carried out using the adaptive observation approach
can be divided into integration studies and usage studies. The integration stud-
ies focus on the question how an adaptive observation system can be inte-
grated into a product or prototype, also with respect to privacy. The usage
studies employ instrumented product or prototypes in an actual experimen-
tal setting.

B.1 Integration studies

This section presents integration studies for adaptive observation which are
divided as follows. The Home Server concept study shows the setup of ob-
serving a commercial product in a regional market. The Océ integration work-
shop illustrates the integration and use of adaptive observation in a profes-
sional printer prototype by a team of industrial stakeholders. Finally, the Ar-
duino integration study explains aspects of integrating observation into very
resource-constraint platforms as, e.g., the Arduino embedded platform.

Home Server concept study

The Home Server study was performed in collaboration with Philips Con-
sumer Lifestyle, Eindhoven. Due to market turbulences in early 2008, the
final product was not realized and tested. Nevertheless, the study prepara-
tions are of interest since adaptive observation was planned to be used with
real customers in an introductory market1—using means to collect both ob-
jective and subjective data from real customers.

Home Servers are a class of personal computers with considerably large
storage capacity and good network throughput, but without a direct graphi-

1The study was to be situated in the UK, more precisely in the space enclosed by the M15
highway, London metro area.
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cal user interface. These devices are targeted at the increasing storage needs
of consumers with multiple computers at home, e.g., laptops, PCs, streaming
clients, and other connected devices. Home Servers provide reliable media
storage and streaming, as well as the backup of all connected computers.
The Home Server functionality is built on a special version of the Microsoft
Windows operating system, Windows Home Server. The study participants
would have been actual customers who decided to buy a Home Server for
their use at home. As part of the product offering they would receive addi-
tional free initial setup and support by a local service company.

This study established an adaptive observation expert (cf. section 9.2.1),
a graduate student, in the team of industrial information stakeholders. This
expert would guide the requirements analysis and later on instrument the
Home Server according to data source requirements. Apart from instru-
menting a black box system such as the Windows Home Server operating
system, a challenge was to develop easy to use opt-in and opt-out mecha-
nisms for user involvement, to integrate surveys into the user interface, and
to implement notification mechanisms for new surveys.

The information stakeholders in the industrial concept evaluation team
were familiar with the concepts of the adaptive observation approach and
actively participated in identifying relevant observables within the product
system. A thorough evaluation of data sources was achieved in several meet-
ings with these key product stakeholders. They formed a clear opinion about
what should be measured and they documented these findings in a spread-
sheet document. Additionally, the stakeholders determined how the col-
lected data should be transformed into actionable items such as charts and
visualizations.

A first positive result was the structured approach in which requirements
were analyzed, involving a team of five stakeholders with concrete informa-
tion requirements. In earlier studies, this had been a problem and many
joint meetings had been necessarily to finalize a set of feasible observables.
On the basis of these preparations, first data sources, i.e., hooks that would
provide the sought-after data, could be implemented by the observation ex-
pert. At the same time, user interface prototypes were developed for opting
in and out (of objective and subjective data collection). The final result was
user interface widget based on a slider that would range from “Do not col-
lect any data from my system” and “You may log minimal usage data from
my system” to “You may log usage data from my system, and I’m willing to
participate in surveys”. This interface was not easy to place to be prominent
enough to not appear “hidden” or even “sneaky”, but also not too “disrupt-
ing” and “discouraging”. Likewise, the configuration of the Home Server
system allowed for customization only in a few places. In the end, a new
configuration dialog was created that focused on customer support options
and communication with the manufacturer. As a special means of commu-
nication, the adaptive observation fit well in this context. A more detailed
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description of the study and its results can be found in the master’s the-
sis (Jordans, 2009).

B.1.1 Océ integration workshop

This study has been carried out in collaboration with Océ R&D, Venlo. The
domain of this study is professional printing2, where products (1) are not
bought by the end-users, and (2) are used in professional environments
with different reliability requirements, i.e., the machines require professional
maintenance and support technicians, and where (3) users are often special-
ized and need training.

The prototype evaluation focused on professional workflows, i.e., highly
optimized flows of paper input and output procedures in order to maximize
the time that machines were productive over the day. The prototype imple-
mented a sophisticated inbox mechanism that allowed co-workers to share
and collaboratively work on documents and supervise printing.

The study targeted the easy integration and facilitation of the adaptive
observation, as well as using the tool to get the most out of the collected
data, by using process mining technology for pattern analysis. The study
consisted of two workshops that were carried out together with industrial
stakeholders: two interaction designers, a quality engineer, and a program-
mer.

In the early prototyping phase, an operational web-based prototype ex-
isted for evaluation. The prototype was implemented as a combination of
web-server based PHP script and JavaScript. The Application Connector
was implemented as an additional custom script accessible both from PHP
code and the browser-executed JavaScript by means of asynchronous XML-
HttpRequests (AJAX). Key was to involve all stakeholders in requirements
analysis, the prototype developer in the integration phase, and finally the
interaction designers for specifying data collection and analyzing resulting
data. The prototype developer instrumented the prototype using a version
of the Application Connector for PHP and JavaScript, whereas the user ex-
perience professionals used the visual editor for observation specification
tasks. For analysis, the data was exported using PROMimport to the MXML
format. In this format, the data could be directly mined with the PROM pro-
cess mining tool.

The most important findings were:

• Instrumentation. It took an inexperienced (with the concepts of adap-
tive observation) developer roughly three hours to instrument the pro-
totype system to an sufficient amount of data sources.

2A prototype of the Océ ColorWave 600 family of digital printers for professional use was
subject of this study.
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• Specification. One of the interaction designers immediately grasped
the visual editor and could directly work on an observation specifica-
tion, since she had “earlier experience with Max/MSP3 and this system
works in a similar way”. The visual way of specifying observation sup-
ports the notion of data flow from data sources to and through event
processing. This concept is not unique and can be found in other data
or signal processing applications such as Max/MSP which simplifies
the adoption of the visual editor.

• Design flow. The entire design flow from initial requirements analysis,
integration and instrumentation, to analysis took less than ten hours
from which four hours consisted of platform integration, a one-time
task.

Although the team of industrial stakeholders was supported in working
with the system by two researchers from the Eindhoven University of
Technology, the speed of understanding even advanced concepts such
as semantic annotation of data and applying the methods to a prototype
system is very promising.

While the studies mentioned before targeted industrial environments or
products, the following studies were performed in the context of academic
research projects, partly in collaboration with the Industrial Design depart-
ment at the Eindhoven University of Technology: the first study is an embed-
ded systems testbed for electronic diary development for aphasics users, the
second study is a concept evaluation for a communication device targeted at
elderly users.

B.1.2 Arduino integration

The integration of adaptive observation into the Arduino platform was
aligned with a project carried out in the department of Industrial Design of
the Eindhoven University of Technology: designing communication support
tools for persons suffering from aphasia (Al Mahmud, 2009). This project
was relevant in two ways, first in terms of mobile, ubiquitous data collec-
tion, and second, adaptation enabled changing the behavior of the devices
remotely to enable a non-obtrusive exploration of device use in early phases
of the experiment as well as long-term studies without frequent intervention.

One part of the device was shaped as glasses which were to be worn by
participant in a non-intrusive way, the other part, the actual tangible user
interface component, could be placed in a pocket and contained most of the
processing functionality. Prototype devices were implemented on the Ar-

3Max/MSP, http://cycling74.com/products/maxmspjitter/, last accessed 8/12/2010

http://cycling74.com/products/maxmspjitter/
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duino platform and connected a camera, global positioning system, a few
buttons on the tangible interface component, and motion sensors.

The Arduino platform4 was chosen as an embedded platform based on
a single-board micro-controller and a software development environment.
The hardware platform is based on the 8-bit Atmel AVR micro-controller
which is often complemented by additional modules that support wireless
connections, networking, storage, actuators, and a variety of sensors. The
Arduino platform intentionally targets rapid prototyping applications for
new, innovative tangible devices, and it is easy and robust enough to cre-
ate fully operational prototypes themselves without extensive knowledge
of microelectronics. The platform is supported and further developed by a
large developer community. Its simple approach towards microelectronics
enabled many different applications in various domains.

Main challenges of the Arduino integration project were technical: the
limitation of the processor and available memory which did not even sup-
port loading an entire observation specification as a whole, let alone parsing
XML, creating an observation component, and executing it. As a solution ap-
proach, the devices were built such that they used a physical docking station
connected to a PC which supports more computing resources for perform-
ing a reconfiguration of the docked Arduino system. The docking station,
an off-the-shelf computer, would first request an observation specification
from a server, then transform it on-the-fly into ANSI C code which would
be compiled subsequently and deployed on the connected device via a USB
connection. The entire flow from specification request to deployment would
be automated and available as a self-contained program running on MS Win-
dows. Necessarily, this solution involved reimplementing a part of the ob-
servation node of the DPUIS framework in ANSI C, but also developing a
special reconfiguration proxy service that handled the actual code generation,
compilation, and deployment chain on the docking station. Independently
from reconfiguration, the proxy also received the collected data from the de-
vice and transmit it via the Internet to the central data collection server. A
detailed description of the solution approach and further challenges during
implementation are shown in (Vooren, 2009).

Among other technical advances, a key finding is that the usage of adap-
tive observation as the technical means during early prototyping stage of
industrial design to not only adapt data collection, but also adapting the sys-
tem’s functionality, was successful and robust. The latter part of behavioral
adaptation relates very much to future work presented in chapter 9.

4Arduino, http://arduino.cc, last accessed 8/12/2010

http://arduino.cc
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B.2 Usage studies

The usage studies presented in the following focus less on implementation
issues and more on the results of using an adaptive observation system with
products in the field.

B.2.1 Studying elderly communication devices

Communication devices for elderly users aim at a market that has been
growing rapidly over the last 10 to 15 years. These devices intentionally
support only a subset of the functions supported in other communication
devices, while, at the same time, improving on ergonomics with, e.g., larger
buttons, brighter contrasts, and generally a lower complexity of navigation
and features. Such lower complexity paired with greater care for elderly
communication needs, i.e., contacting children and grand-children, leads to
innovative designs. The study was carried out in collaboration with the
Industrial Design department of the Eindhoven University of Technology,
Philips InnoHub Singapore, and Philips InnoHub Nordic in Espoo, Finland.
The objective was methodological: combining and testing different methods
of gathering subjective and objective from elderly users. The goal was to
find the most promising combination of methods for this specific domain of
user-system interaction research.

The study prototype was a device equipped with a touch screen and
a custom graphical user interface tailored to the two core communication
means: making and receiving video calls as well as composing and receiving
messages drawn on a freehand canvas (enabling not only text but also small
drawings and emoticons). They could only communicate with each other
in this early stage, however later, less proprietary communication channels
were envisioned. The devices was originally an ASUS Eee PC off-the-shelf
subnotebook computer that had been tailored to support a touchscreen in-
stead of the normal screen. The touchscreen was turned and placed such
that it covered the keyboard; the XY-axis pointer input from the touchscreen
was fed into one of the USB ports on the device, so that the device could be
operated solely using the touchscreen for user interaction.

The devices were instrumented for using adaptive observation; over 120
observables within the user interface of the device captured relevant data
throughout the study. Conceptually, adaptive observation was applied to-
gether with a number of other methods in the form of a meta-study: what
means of studying users’ behavior (1) complement each other best and (2)
cover best the desired information requirements. Among the mainly quali-
tative methods used were diaries, direct interviews, postcards, and surveys.

To briefly summarize early results, the study suggests the use of methods
such as think-aloud protocols or semi-structured interviews in combination
with adaptive observation. Especially the use of semi-structured interview
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techniques complements remote collection of mainly objective data, because
such objective data can serve as a rich source of content to interview the par-
ticipants about. For think-aloud protocols, objective data provided a factual
basis for comparing what functionality participants used and how, to what
they said they experienced during usage. A follow-up study will revisit this
topic and investigate long-term usage experiences using the methods men-
tioned above.

B.2.2 Open source observation: a media player study

The approach of adaptive observation has been tested by a class of post-
graduate design students (with an ICT engineering and design background).
The main objective was, apart from getting feedback the current versions of
the implementation, to first experience observation from a user’s point of
view, then to evaluate the approach from a technical information stakeholder’s
point of view. The target of the study was an open-source media-player ap-
plication for MS Windows that allows for playing videos and music files,
as well as watching pictures. These functions however were offered in a
rather unpolished user interface that, e.g., grouped certain unconnected fea-
tures and provided redundant access to others. This default user interface
featured an unusual and redundant combination of “open” and “play” but-
tons. The study centered around (1) the different usage patterns that could
be observed when using these buttons, and (2) user satisfaction, especially
with the inconsistent user interface.

The media player application was developed in C# on the .NET platform
and its user interface was instrumented in less than two hours, given an ex-
isting application connector and a running observation node on the same
machine—both based on the .NET platform. Observables within the media-
player application were easily found in the user interface. The task of instru-
mentation was repeated once with a novice programmer who completed the
task in an equivalent amount time.

The participants used the media player for about one week. During this
period, roughly 1000 data items were collected from 8 machines, i.e., in-
stalled media player instances on users’ computers, located in 6 different
countries in Europe, Africa and Asia. The objective data was collected to
provide global statistics, e.g., on the type of media most used. Several par-
allel observation specifications were defined to capture normal activity, but
also a certain interaction pattern, called “redundant open and play”, that had
been identified in tests beforehand. This pattern was observed throughout
the study, and necessarily, the respective observation specification changed
over time to pinpoint user behavior regarding this function. In addition to
objective data, subjective data was collected from participants, first to cluster
the group of participants by age, gender and country of origin, and second to



provide opinions on usage of the “redundant open and play” pattern men-
tioned above.

After the first observation, the student’s roles shifted from user to stake-
holder and they assessed the data that had been collected in a workshop set-
ting. The most important findings were that, given the subjective data, it
was easy for the students to cluster the participants and also to categorize
their collected objective data. All participants noticed the inconsistency in
the user interface design, but not all of them were very vocal about this. As a
surprise, some participants seemed to avoid inconsistent behavior by using
an alternative combination of “open”, then “resume” buttons to achieve the
desired goal of simply playing a selected video file.

In summary, this study was a successful “observation project in a nut-
shell”, however less following a prescribed methods, and focusing more on
intuitive exploration of the flaws within the GUI of a simple software appli-
cation. This helped the students in learning and applying the basic concepts
of adaptive observation and led to surprising insights and lively discussions
how the approach could be used in different settings.



Abstract

Current complex electronic products are designed and developed by multi-
disciplinary teams of stakeholders, and they are sold to customers world-
wide who are often overwhelmed with the complexity of products. Product
creation processes lack information about product usage and user experi-
ence in the field. This information deficit clearly has a negative effect on
current and future product creation, but also on the entire business develop-
ment. Prior approaches to acquire usage data via logging, extensive proto-
type evaluation, and market research studies, miss benefits of connected and
rich information. In this thesis, new technology is researched and developed
to bridge this gap and to reveal actual customer needs and expectations.

This thesis first presents a theoretical approach to remote data collection
that begins with observables within complex electronic products. It is shown
how high-quality information about usage and context of products in the
field can be obtained from these observables; precisely the information that is
meaningful to stakeholders. It is described how additional local processing
and semantics have to be applied in a stakeholder-friendly way such that
desired information can be extracted. Finally, data quality can be further
improved by jointly collecting objective and subjective data, that is, what
users do and why they do it, in a structured way.

Building on the previously described theoretical approach to remote data
collection we pursued a generic framework that illustrates how operational
observation systems can be created, including a dedicated development pro-
cess and a run-time system architecture. This enables low-impact, real-time
data collection on the one hand, and, on the other hand, allows stakeholders
to visually specify observation and data analysis with a graphical language.
The extensive body of knowledge about the domain of observation has also
been captured in models, design patterns, and ontologies that allows for
reuse and extension of observation concepts and tools for other application
domains.

The research project is embedded in a larger multi-disciplinary research
project, the Soft Reliability IOP-IPCR project, sponsored by the Dutch Min-
istry of Economic Affairs, which enables tackling the lack of information
from different perspectives. This collaboration and industrial case-studies
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showed the feasibility and relevance of the research. The technology pre-
sented in this thesis is currently being commercialized for real-life applica-
tion in the business contexts of industrial stakeholders.
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