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Samenvatting

Informatiesystemen ondersteunen steeds complexer wordende organisaties. Deze systemen worden daarom vaak opgedeeld in componenten: iedere component heeft zijn eigen
functionaliteit. Organisaties moeten meer en meer samenwerken om hun doelen te kunnen
verwezenlijken. De informatiesystemen dienen dus niet enkel de steeds complexer wordende organisaties te ondersteunen, maar ook de samenwerkingsverbanden tussen deze
organisaties. Hierdoor moeten de informatiesystemen van de verschillende organisaties
meer en meer samenwerken.
Binnen een samenwerkingsverband laten organisaties steeds vaker toe dat componenten van hun informatiesysteem door de andere organisaties binnen het verband worden gebruikt. Zo ontstaat er een netwerk van communicerende componenten tussen
organisaties. Mede doordat organisaties niet bekend willen maken met welke andere
organisaties ze samenwerken, vormen de systemen een ecosysteem: een onbekend dynamisch netwerk van communicerende systemen. Deze systemen communiceren middels
berichten: een component vraagt een dienst van een andere component, welke vervolgens
te zijner tijd een antwoord terugstuurt. Communicatie tussen componenten is daarom
van nature asynchroon.
De afgelopen jaren lag de focus vooral op het ontwerpen en veriﬁëren van de interne
structuur van componenten, zoals data en gedrag. Momenteel verschuift de focus steeds
meer richting ontwerp en veriﬁcatie van de samenhang van en interactie tussen componenten. Van veriﬁcatie van asynchroon communicerende componenten is bekend dat het
een moeilijk probleem is. In dit proefschrift ontwikkelen we een raamwerk voor componentgebaseerde informatiesystemen om asynchroon communicerende componenten te
ontwerpen en te veriﬁëren. Centraal in dit raamwerk is de mogelijkheid om met lokale
eigenschappen terminatie van het gehele systeem te bewijzen.
Petrinetten ondersteunen asynchrone communicatie op natuurlijke wijze. Daarom
vormen deze de grondslag van het ontwikkelde raamwerk. Klassieke Petrinetten worden gebruikt voor het modelleren van zowel het interne gedrag in een component als
de interactie tussen componenten. We richten ons hierbij op het controleren van de
soundness-eigenschap van systemen: een systeem moet altijd correct kunnen eindigen.
In dit proefschrift hebben we criteria ontwikkeld die voldoende zijn voor het compositioneel controleren van soundness: als iedere component in het systeem sound is, en ieder
paar communicerende componenten voldoet aan een extra conditie, dan is het hele sys-
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teem sound. Daarnaast biedt het raamwerk constructiemethoden die de soundness van
componentgebaseerde systemen garanderen. Deze methoden zijn gebaseerd op verﬁjning
van paren van Petrinetplaatsen door paren van communicerende componenten die sound
zijn.
In een informatiesysteem wordt data verwerkt om informatie op te slaan of te tonen
aan de gebruikers van het systeem. Daarnaast kan het gebruikt worden om het gedrag, de
control ﬂow, van componenten te beı̈nvloeden. Klassieke Petrinetten laten data buiten
beschouwing. Om de data te verweven met het gedrag van een component introduceren
we een subklasse van gekleurde Petrinetten welke enerzijds krachtig genoeg is om de
berichtenstroom en -correlatie te modeleren, en anderzijds analyseerbaar blijft.
Alle ontwikkelde technieken komen samen in een ontwerpmethode voor componentgebaseerde informatiesystemen waarin het raamwerk wordt gebruikt om een formele speciﬁcatie te ontwikkelen uit de gebruikerseisen. Omdat deze speciﬁcatie uitvoerbaar is,
kan deze direct worden ingezet als prototype. Het tool “Yasper” is ontwikkeld om deze
methodiek te ondersteunen. Daarnaast kunnen process-mining-technieken gebruikt worden om het ontwerp van dit soort systemen te ondersteunen, door interne aspecten als
data, resources en gedrag uit bestaande componenten te extraheren. In dit proefschrift
presenteren we een op integer lineair programmeren gebaseerd algoritme om procesmodellen uit logs af te leiden. Omdat dit algoritme ook negatieve voorbeelden die ongewenst
gedrag beschrijven aankan is het bijzonder geschikt voor dit doeleinde.
De in dit proefschrift gepresenteerde resultaten zijn eenvoudig te vertalen naar nieuwe
industriestandaarden zoals service oriented architectures en cloud computing en kunnen
daarmee een brug vormen tussen theorie en praktijk.

Abstract

Compositional Design and Verification of
Component-Based Information Systems
Information systems have to support more and more complex organizations and the
cooperation between organizations. The functionality of these systems is divided in components: each component has its own dedicated set of functionality. Whereas in past
years, design and veriﬁcation mostly focused on the internal aspects of a component,
like the data aspect and behavioral aspect, the focus nowadays shifts more and more to
the design and veriﬁcation of the interaction between systems. Diﬀerent organizations
provide systems that need to communicate. Speciﬁcally, an organization may allow its
components to be used by systems of other organizations. This way, an inter organizational network of communicating components is formed. One of the main aspects of such
a network is that organizations do not want to share with whom they are communicating. This way, the individual systems form a, possibly unknown, large scale ecosystem: a
dynamic network of communicating components. These systems communicate via messages: a component requests a service from another component, which in turn eventually
sends its answer. Hence, communication between the components is asynchronous by
nature. Veriﬁcation of asynchronously communicating systems is known to be a hard
problem. In this thesis, we develop a framework to design large scale component-based
information systems in which components communicate asynchronously. The framework
allows for veriﬁcation of local conditions for termination of the complete system.
The formal foundation of the framework is Petri nets, in which communication is
asynchronous by nature. Classical Petri nets can be used both for modeling the internal
activities of a component, as well as for the interaction between components. We focus on
soundness of systems: a system should always have a possibility to terminate. We propose
suﬃcient criteria for compositional veriﬁcation of soundness: if each component in the
system is sound, and each pair of asynchronously communicating components satisﬁes
some condition, the whole system is sound. The framework provides methods to design
components that are sound by construction. The method uses soundness preserving
reﬁnements of Petri net places in diﬀerent components by pairs of sound subcomponents.
Data can be used to enrich the behavioral aspect, the control ﬂow, of an information
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system, and data is used to store and present information to the users of the system.
Classical Petri nets only focus on the ordering of activities. To integrate the data aspect
and behavioral aspect of components, we deﬁne a sub class of coloured Petri nets, which
is on the one hand expressive enough to model the ﬂow and correlation of objects and
messages, and on the other hand the possibility of veriﬁcation remains.
All techniques are combined in a design approach for the development of component based information systems. The approach uses the framework to develop a formal
speciﬁcation from user requirements. The developed speciﬁcation is directly usable as
a prototype, as it has execution semantics. The tool “Yasper” is developed to support
the approach. Process mining techniques can be used to support the design process of
component based information systems, by extracting internal aspects of a component,
like data, resources and control ﬂow. In the thesis, we present a process discovery algorithm based on integer linear programming, which can be used for this purpose, as it can
handle negative instances that describe undesired behavior.

Kurzfassung

Informationssysteme unterstützen zunehmend komplexe Organisationen und deren Zusammenarbeit. Diese Systeme sind dabei in Komponenten gegliedert: jede Komponente
stellt eine speziﬁsche Funktionalität bereit. Während sich in den letzten Jahren Entwurf
und Veriﬁkation hauptsächlich auf die inneren Aspekte einzelner Komponenten wie Datenhaltung oder ihre Verhalten konzentrierten, rücken nun Entwurf und Veriﬁkation der
Interaktion mehrerer Systeme in den Mittelpunkt. Verschiedene Organisationen stellen
Systeme bereit, die miteinander kommunizieren sollen. Insbesondere kann eine Organisation ihre Komponenten zur Nutzung durch Informationssysteme anderer Organisationen
freigeben. Es entsteht ein organisationsbergreifendes Netzwerk miteinander kommunizierender Komponenten. Dabei ist das Verbergen der Kommunikationspartner einer Organisation ein zentraler Aspekt solcher Netzwerke. Auf diese Weise bilden die einzelnen
Systeme ein möglicherweise unbekanntes, großes Ökosystem: ein dynamisches Netzwerk
kommunizierender Komponenten. Die Komponenten kommunizieren über Nachrichten:
eine Komponente richtet eine Anfrage an eine andere Komponente, die diese schließlich
beantwortet. Daher ist die Kommunikation zwischen Komponenten inhärent asynchron.
Die Veriﬁkation asynchron kommunizierender Systeme ist als schweres Problem bekannt.
In dieser Arbeit entwickeln wir eine Technik, um das Verhalten komponenten-basierter
Informationssysteme zu entwerfen. Wir unterstützen insbesondere die Veriﬁkation lokaler
Kriterien, die die Terminierung des Gesamtsystems garantieren.
Petrinetze bilden die formale Grundlage unserer Technik. Sie bilden asynchrone Kommunikation auf natürliche Weise nach. Klassische Petrinetze eignen sich zur Modellierung
sowohl der internen Aspekte einer Komponente als auch der Interaktion zwischen Komponenten. Wir konzentrieren uns hierbei auf die Soundness-Eigenschaft von Systemen:
ein System soll stets die Möglichkeit haben, terminieren zu können. Wir haben hinreichende Kriterien entwickelt, um Soundness eines Systems kompositional zu veriﬁzieren.
Wenn jede Komponente im System sound ist und je zwei asynchron kommunizierende Komponenten bestimmte Bedingungen erfüllen, dann ist das Gesamtsystem ebenfalls
sound. Darüber hinaus bietet unsere Technik eine Methode, Soundness von Komponenten
per Konstruktion zu garantieren. Hierzu verwendet die Methode soundness-bewahrende
Regeln, mit denen Petrinetz-Plätze verschiedener Komponenten durch Paare von Komponenten verfeinert werden. Daten können in einem Informationssystem sowohl benutzt
werden, um den Kontrollﬂussaspekt eines Informationssystems anzureichern, als auch um
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Informationen zu speichern oder den Nutzern des Systems zu präsentieren. Klassische Petrinetze beschreiben lediglich die Reihenfolge von Aktivitäten. Um Daten und Verhalten
von Komponenten integriert zu untersuchen, deﬁnieren wir eine Subklasse gefärbter Petrinetze, die einerseits ausdrucksstark genug ist, Fluss und Korrelation von Objekten und
Nachrichten zu modellieren und andererseits noch Veriﬁkationstechniken zugänglich ist.
Wir führen alle diese Ergebnisse in einer Methode zum Entwurf komponenten-basierter
Informationssysteme zusammen. In dieser Entwurfsmethode wird aus Nutzeranforderungen heraus eine formale Speziﬁkation des Systems entwickelt. Die entwickelte Speziﬁkation ist direkt als Prototyp nutzbar, da sie über eine Ausführungssemantik verfügt. Das
Werkzeug “Yasper” unterstützt diese Entwurfsmethode.
Process-Mining-Techniken können den Entwurf komponenten- basierter Informationssysteme unterstützen, indem interne Aspekte wie Daten, Ressourcen und Kontrollﬂuss
aus bestehenden Komponenten extrahiert werden. In dieser Arbeit stellen wir einen Algorithmus zum Ableiten von Prozessmodellen aus Logs vor, der auf Integer Linear Programming basiert. Der Algorithmus eignet sich für die Entwurfsmethode, da er insbesondere
unerwünschtes Verhalten in Form negativer Instanzen berücksichtigt.
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1
Introduction

Organizations nowadays heavily depend on information systems. An information system
supports an organization by collecting, storing, and retrieving (business) data, as well
as it supports or executes the processes within the organization. With the ever growing
dynamics of society, not only the organization should be agile, but also its information
system needs to be easy adaptable to changing requirements. One way to support this
is componentization of information systems: the system is divided into loosely coupled,
smaller subsystems called components, each having its own responsibility. Over time,
when the focus of an organization changes, only the components involved in the change
need to be modiﬁed, rather than the whole information system. If the information system
is well-designed, only a few components need to be adapted.
In this thesis, we focus on the compositional design and veriﬁcation of componentbased information systems. In a compositional design, the functionality of information
systems is divided into components, such that each component implements a coherent
set of functionalities. Current compositional veriﬁcation techniques rely on knowing the
complete structure of the information system. In itself, this is not a new development, as
shown in Section 1.1. However, more and more, these structures are unknown to anyone,
as we argue in Section 1.2. Therefore, we need new veriﬁcation methods to guarantee
the correctness of an information system. To position our contribution, we present in
Section 1.3 an abstract model of the design process of information systems. In the design
of information systems, models are essential. In Section 1.4, we explain the role of models
in the design process of information systems. Based on these observations, we present
the goals of this thesis in Section 1.5, and its contributions in Section 1.6.

1.1

Background of Information Systems

Early information systems were collections of monolithic systems, each dedicated to its
own task. Each system was designed to automate a frequently occurring (business)
process within an organization, like updating the ledgers in accounting independently of
other processes. Based on the control ﬂow, i.e. the order of actions needed to perform the
process, a program was constructed that processed an input ﬁle, producing other ﬁles.
These ﬁles were totally unrelated, which made it hard to maintain the consistency of the
data sets. A nice example of such a dedicated monolithic system is the mechanical tabular
of Hollerith [67], which is considered to be the ﬁrst automated information system. The
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machine worked with punched cards. It was introduced in 1890 [68], when the census of
1890 was estimated not to be completed before 1900. Hollerith, who was a statistician,
approached the United States Census Oﬃce, and oﬀered to use his mechanical tabular.
The use of the mechanical tabular allowed reducing the time needed to publish the
ﬁrst results from eight years to only six weeks. The census was completed within two
years [69].
Although early information systems were highly modularized, each module had its
own dedicated task, and they were not integrated. Processed ﬁles were totally unrelated,
whereas the records in these ﬁles represented diﬀerent aspects of objects which were
related. In the sixties of the last century, the focus shifted more and more to the data
aspect of information systems. In 1968, IBM introduced the Information Management
System / Virtual Storage (IMS/VS) [32]. However, it was not until the introduction of
the relational data model by Codd [38] before specialized database systems were adopted.
These database systems not only focused on data storage and retrieval, but also allowed
for more advanced data management, like transaction management and authorization.
Instead of monolithic systems that each processed its own data ﬁle, all data ﬁles were
integrated in database management systems. In this way, application programs could be
developed concurrently as soon as the database was deﬁned.
The introduction of database management systems in information systems improved
the integration of independent monolithic systems. However, support for changes in
the control ﬂow was minimal, since the control ﬂow was hard-coded in the information
systems. The introduction of workﬂow management systems in the nineties of the last
century allowed separating the code into control ﬂow and business logic. In other words,
the order of the tasks is separated from the internal logic of the task. In turn, this led to
the introduction of Process Aware Information Systems (PAIS). In a PAIS, the control
ﬂow layer is introduced. Hence, a PAIS has three aspects: the data aspect, the control
ﬂow aspect and the business logic aspect. All aspects are designed independently, and
then integrated into a single system.

1.2

Component-based Information Systems

Most organizations are divided into more or less autonomous business units. An organization often cooperates with other organizations to achieve common business goals.
Each business unit has its unique position within the organization. Such a cooperating
organization can be seen as a business unit of a larger organization. Over time, business
units rearrange their cooperation relationships. In this way, organizations form dynamic,
quickly changing networks.
Business units involved in a business process may belong to many diﬀerent organizations. Therefore, a business unit may want to hide from its partners what other activities
they are involved in. In principle, each business unit has its own information system.
To cooperate, these systems need to communicate with the information systems of other
business units. Together, these systems form a dynamic large network of communicating
nodes.
Within a single organization, each business unit in principle knows the complete
structure. When the information system of the organization is composed in such a way
that each business unit has its own information system, changes within a business unit
remain local. Reorganization within an organization entails reorganizing communicating
information systems of the business units, or changing their information systems. In
either case, it is desirable that changes do not trigger changes throughout the whole

3

Figure 1.1: Basic principle of Service Oriented Architectures

system. To achieve this, the information system can be separated into components, such
that each component supports a single business unit. Furthermore, each component
should not depend on other components. Cross organizational, a business unit wants
to hide the units it cooperates with. Hence, in both cases, the complete network of
communicating systems is unknown to any component. In this way, information systems
are behaving more and more like an ecosystem, in which at runtime new components are
added and existing components are deleted or changed.
The information system of the cooperating business units should not become a bottleneck to form these dynamic networks. On the contrary, the information systems of
each business unit should enable and stimulate the creation of these dynamic networks.
The information systems of the business units are often built of components. Together,
the communicating information systems form themselves a component of a higher level.
In this way, the components in the information systems form a dynamic hierarchy.
Within an organization, communication between business units is message driven.
A unit sends a message to inform, or to request information from other units. So,
communication between business units is asynchronous by nature. Their information
systems need to support such communication. Thus, the information systems of the
units form a loosely coupled component-based information system.
The paradigm of Service Oriented Architectures (SOA) (cf. [21, 89]), in which a component is called a service, builds on this observation. Figure 1.1 depicts the basic principle
of a SOA: a service provider publishes its services at a third party, called the service broker . If a service needs to use a certain service (i.e. it is a service consumer ), it consults
the service broker. The broker provides the details of the service provider that delivers
that service. Then the provider and consumer bind themselves and start a cooperation.
In this way, the communicating services form a dynamic network.
In this thesis, we focus on the design and veriﬁcation of large component-based information systems and the communication between the components within a dynamic
network.

1.3

Design Process of Information Systems

The design of an information system and its components comprises many diﬀerent activities and disciplines. Most design approaches only diﬀer in the grouping and ordering of
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Figure 1.2: Meta-model of design process of an information system

design tasks. In this thesis, we consider an abstract model of the design process. In any
design process we can distinguish nine important activities, which are executed in some
order. Figure 1.2 depicts an abstract model of the design process. Nodes are objects,
either formal or informal, a double arc denotes an activity that creates an object out
of the other. Note that the ﬁgure does not prescribe any order of the activities, it only
depicts the relation between the activities.
Scoping and justiﬁcation The information system needs to support an organization
in the “real world”. This means that terms and activities in the real world need
to be translated into formal concepts, as the information system needs to understand these. Domain experts need to have a deep understanding of the real world.
Together with the requirements engineer , the scope of a component is ﬁxed, describing the boundaries of the component, stakeholders involved in the component,
and the functionality of the component. This activity is called scoping. It results
in a requirements document in terms of the client, i.e. the functionality of the
component is described in natural domain-speciﬁc language and (mostly) informal
diagrams.
The rationale of each decision taken in the scoping activity need to be justiﬁed. For
each decision, there has to be a reason in the real world. The activity of checking
the requirements against the real world, we call justiﬁcation.
Formalization and validation The requirements are still informal, while the component to be built is formal. The activity of translating the scoped world from
informal requirements to (formal) models is called formalization. Models describe
the requirements. All models together form the architecture of the component. An
architectural framework is a meta-model that deﬁnes for an architecture which type
of models are needed and how these are related. If an architecture is according to
some framework, i.e. it has all the models prescribed by the framework, we say the
architecture is an instance of the framework.
A model is based on some modeling language. A modeling language deﬁnes the
concepts that can be used, and their semantics. The activity of formalization is
very error prone, as requirements are expressed in natural language and informal
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diagrams. Therefore, the requirements are often ambiguous, and the models need
to be checked whether they describe the requirements as intended. This activity
is called validation. Validation can be done in many ways. One way is by guiding
stakeholders through the model explaining the model. Another often used practice
is by creating a prototype from the models, such that the stakeholders can get
a look and feel of the system. In general, validation cannot be automated due
to the informal nature of the requirements. However, this task is crucial during
development.
Composition, integration, reﬁnement and veriﬁcation Once the ﬁrst models are
created and validated, these models can be integrated into larger models, decomposed further into smaller models to focus on diﬀerent aspects, or reﬁned into more
precise models. Each step should be veriﬁed to be correct, i.e. the new collection
of models should have at least the same properties as the original collection. The
main diﬀerence between veriﬁcation and validation is that veriﬁcation is checking
whether the model is correct, whereas validation is checking whether it is the correct model. While in reﬁnement the focus lies on extending a model with more
speciﬁed functionality, in integration the focus lies on combining diﬀerent models
into new models, in such manner that all properties of the models are preserved,
and the composition has some additional properties.
Realization, testing and deployment When the models reach a suﬃcient degree of
precision, the component can be realized. In software development, this involves the
search for existing subcomponents and their conﬁguration, and the construction of
new subcomponents. All subcomponents are integrated into a single component.
To check whether the realized component indeed satisﬁes the design, it needs to be
tested against the veriﬁed models. When the component is realized and thoroughly
tested, it is deployed in the real world.
Note that although the description of the tasks could imply a waterfall like approach,
other methods like extreme programming or SCRUM have similar activities, only the
order of activities diﬀers. In this thesis, we will deﬁne an architectural framework and
search for design principles to design and verify component-based information systems
in an ecosystem.

1.4

Modeling and Verification

Models play a central role in the design an information system. A model is an abstract
representation of some aspect of a real world system to analyze a set of properties of
the system. We assume that properties are chosen such that if a property holds in the
model, it also holds in the real world system. The activity of creating these models is
called modeling. It comprises formalization, integration, composition and reﬁnement.
Models are expressed in a modeling language. Many diﬀerent modeling languages exist, each focusing on diﬀerent aspects of the system. Some languages focus on modeling
the data aspect, like Entity-Relationship Diagrams [34], or on the process aspect, like
Petri nets [94] and the Business Process Modeling Notation (BPMN) [88]. Other languages focus on the communication between components, such as the Business Process
Execution Language for web services (BPEL4WS) [22] for deﬁning the order in which
messages can be sent, and the Web Service Description Language (WSDL) [36] to deﬁne
the interfaces and message types.
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The Blindmen and the Elephant
It was six men of Indostan, to learning much inclined,
who went to see the elephant (Though all of them were blind),
that each by observation, might satisfy his mind.
The first approached the elephant, and, happening to fall,
against his broad and sturdy side, at once began to bawl:
"God bless me! but the elephant, is nothing but a wall!"
The second feeling of the tusk, cried: "Ho! what have we here,
so very round and smooth and sharp? To me tis mighty clear,
this wonder of an elephant, is very like a spear!"
The third approached the animal, and, happening to take,
the squirming trunk within his hands, "I see," quoth he,
"the elephant is very like a snake!"
The fourth reached out his eager hand, and felt about the knee:
"What most this wondrous beast is like, is mighty plain," quoth he;
"Tis clear enough the elephant is very like a tree."
The fifth, who chanced to touch the ear, Said; "E'en the blindest man
can tell what this resembles most; Deny the fact who can,
This marvel of an elephant, is very like a fan!"
The sixth no sooner had begun, about the beast to grope,
than, seizing on the swinging tail, that fell within his scope,
"I see," quothe he, "the elephant is very like a rope!"
And so these men of Indostan, disputed loud and long,
each in his own opinion, exceeding stiff and strong,
Though each was partly in the right, and all were in the wrong!
So, oft in theologic wars, the disputants, I ween,
tread on in utter ignorance, of what each other mean,
and prate about the elephant, not one of them has seen!
John Godfrey Saxe, 1816 - 1887

Figure 1.3: The Blindmen and the Elephant, John Godfrey Saxe, 1816 - 1887
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Important in modeling is that the models are consistent with each other. In the poem
of Saxe (Figure 1.3), each of the blind men models a single aspect of the elephant. Each
of them has a correct model of the elephant, focusing on some aspects. Together, the
models represent the elephant as a whole. In the design of an information system it is
likewise. Each of the models describe some aspects of the system. Together, the models
represent the information system. Therefore, veriﬁcation in a modeling process does not
only require checking for correctness of each of the models, but also checking for the
consistency between models.
In information systems, both the processes and data objects need to be modeled. The
composition of the system into components additionally requires modeling of the communication between components. In this thesis, we develop an architectural framework for
the modeling of data and processes in and between components. The framework mainly
focuses on the modeling of the internal behavior of components and the communication
protocols between components. By modeling both the internal behavior of a component
and the communication protocol between components in the same formalism, both single components and compositions are treated equally in the framework. In this way, the
framework supports the hierarchical design of component-based information systems.
For each component, a process model describes the behavior of the component. An
important property that needs to hold for all components is a general sanity check: it
should always be possible to reach a desired, ﬁnal state, disregarding the interface. This
state may be a kind of idle state, in which the component can start again, or a socalled deadlock state, in which no further actions are possible. We call this property
soundness. If at some point in time, the ﬁnal state becomes unreachable, the component
is ill-designed. One can compare the soundness property to a maze: if someone is in a
maze, at any position, there should always remain some way out of it.
In a component-based information system, veriﬁcation is much harder: all components should reach their ﬁnal state, and there should not be any pending messages. One
can compare veriﬁcation of component-based information systems with a puzzle, such
that each piece of the puzzle has its own maze. Each maze has a way out, but that does
not imply that by combining the pieces together, the maze formed by the puzzle always
has a way out, as certain passages in the maze can become blocked. As the puzzle is not
known, we need compositional veriﬁcation: by checking only parts of the maze, we need
to conclude whether the complete maze is correct.
The property we consider, soundness, is not a compositional property, i.e. if two
components are sound, their composition is not necessarily sound. In other words, to
decide soundness, we need to consider the whole network of communicating components.
Therefore, we search for veriﬁcation conditions, considering only components with their
direct neighbors need to decide soundness of the whole composition.
Process mining Modeling is often a traditional top-down methodology, starting from
the requirements, up to the conﬁguration and integration of components. Nowadays,
most organizations rely on existing information systems. As organizations change, these
systems evolve from simple systems that were easy to understand, to complex systems
that are hard to understand. As a consequence, the systems become diﬃcult to maintain.
Moreover, changes in the system are often not well documented. The architecture of such
systems need to evolve with the system. Hence, architecture and realization often do not
coincide.
Most information systems log all events raised by the system. These events can be on
system level, like a warning, error, or informational events, or on application level, like
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Figure 1.4: Abstract model of the design process using process mining

the completion or start of an activity by a user. In process mining, these logs are used
to monitor and diagnose a running information system. Two important ﬁelds within
process mining are process discovery, i.e. to discover the process of a component based
on the events on the application level, and conformance, i.e. checking whether the event
log conforms to the models.
In the design of information systems, process mining can help to describe already
existing components so they can be incorporated in the overall design, as shown in
Figure 1.4. During the scoping activity, process mining allows for the discovery of requirements for components. Another use of process mining, or, more precisely, process
discovery, is the formalization of requirements, as these often describe the steps a user
needs to take to perform a certain task.

1.5

Research Questions

In this thesis, we want to develop an architectural framework for the compositional design
and veriﬁcation of large scale, possibly unknown networks of asynchronously communicating components, and design principles to construct such networks that are guaranteed
to be sound. We focus on soundness as the correctness criterion. To realize this, we formulate the following sub questions:
1. As the network of asynchronously communicating components is unknown to any
partner, model checking of the whole network is not possible. Is it possible to verify
soundness on parts of the network to conclude soundness of the whole network?
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2. Components communicate asynchronously. This makes the development of communication protocols error prone. Therefore, can we determine design principles to
construct networks of communicating components that are sound by construction
and satisfy the conditions for compositional veriﬁcation?
3. Business processes involve the processing of data. However, including data negatively inﬂuences the analyzability of the behavior. Therefore, can we ﬁnd an
approach that is powerful enough to model both the business processes as well as
the data aspect, yet still allows for the veriﬁcation of soundness?
4. The design process of information systems is mainly a top-down approach starting
from the user requirements. However, many organizations already have information
systems. Process mining enables the analysis of these existing systems. Can we
use these techniques to improve the design process?
The ﬁrst research question in itself is not a new research question. Much related
work exists in which the system is divided into components that use an operator for
composition that is proven to preserve some property. In an asynchronous setting, such
an operator does not exist for soundness. Therefore, we need a diﬀerent approach, in
which we need to check whether two communicating components satisfy some condition,
such that we can conclude soundness of the whole network. In the second research
question, we focus on the construction of asynchronous network protocols, such that
by their construction it is guaranteed to be sound. Information systems rely on the
processing of data. Therefore, our approach also needs to take the data aspect into
account, while preserving the veriﬁcation possibilities the framework oﬀers. Process
mining has proven to be useful in gaining insights in how information systems support
organizations. To answer the fourth research question, we try to use these techniques to
improve the design process of information systems.

1.6

Contributions of this Thesis

This thesis is divided into two parts. The ﬁrst part introduces the architectural framework. In the second part, we focus on design principles for component-based information
systems.

Framework for Component-Based Information Systems
This part focuses on the interaction between components. Chapter 3 introduces an
architectural framework for the design and veriﬁcation of component-based information
systems. The concepts in the framework and their relationships are described in an object
model. The framework focuses on the behavioral aspects of an information system.
Because of the asynchronous nature of the communication between components, the
framework is based on Petri nets extended with interfaces. The framework is based on
the meta-models introduced in [5, 56, 57]. In [12], we presented a similar framework, in
which we focused on resource authorization.
In Chapter 4, we discuss the possibilities to verify correctness of a given architecture.
The main correctness criterion we consider is soundness, i.e. the information system
always has the possibility to terminate properly. As the networks formed by the components are very dynamic, and – more important – unknown to any of the participants, we
search for suﬃcient conditions to conclude soundness compositionally: given that each
component is correct, and each connected pair of components satisfy a certain condition,
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soundness of the whole network is guaranteed. In particular, we focus on tree structured
networks which are the result from outsourcing activities to other business units. In [11],
we presented a suﬃcient condition. In this chapter, we show that more liberal conditions
exist.
The compositional approach presented in Chapter 4 assumes the existence of components to verify the soundness property of their composition. To support the reﬁnement
activity in the development cycle of such systems, we need to be able to reﬁne components. Given a pair of components, we want to be able to reﬁne the communication
between the two components. To enable this, Chapter 5 introduces a new operation
to reﬁne sets of places in a Petri net by a reﬁning Petri net, such that the soundness
property is preserved. In Chapter 6, we present a soundness-by-construction approach
using the reﬁnement operator on sets of places as introduced in the previous chapter.
The reﬁnement procedure has been introduced in [65].

Design Techniques For Component-Based Information Systems
In the second part we focus on principles to design component-based information systems.
In the previous part, we did not consider data. Although the process model with data
allows for more expressive power, it has a great cost, as it limits the possibilities for
analysis drastically. In Chapter 7, we introduce a new formalism to handle data objects.
The formalism can be used to model database transactions as published in [64]. The
formalism can also be used for modeling message passing between components in our
architectural framework. We show that the formalism still allows for veriﬁcation.
Next, we present in Chapter 8 a methodology using all the introduced design principles
to design a component-based information system. The methodology starts from the user
requirements and delivers a running prototype of the component-based system. This
prototype can be used to validate the models with the domain experts in the real world,
or for realization into a complete system. This methodology is an extension of the
methodology described in [57], in which we did not yet consider components as key
concept.
Finally, in Chapter 9, we focus on the discovery of Petri nets from event logs. The
discovery technique is based on the theory of regions, which is a well-established ﬁeld of
Petri net theory to synthesize a marked Petri net from a preﬁx-closed language. In the
chapter we show how the theory of regions can be applied for process discovery using
Integer Linear Programmming, which is a specialization of constraint programming. The
advantage of this approach is that more constraints can be added to the initial problem,
to be able to discover all kinds of subclasses of Petri nets. The new algorithm has been
published in [110].

2
Preliminaries

In this chapter we introduce the basic mathematical notations used throughout this
thesis.

2.1

Sets, Relations and Functions

Deﬁnition 2.1.1 (Set notation)
A set is a possibly inﬁnite collection of elements. We denote a ﬁnite set by listing its
elements between braces. E.g., a set S with elements a, b and c is denoted as {a, b, c}.
The empty set, i.e. the set with no elements, is denoted by ∅. Let A and B be two sets.
We deﬁne the following operations.
• |A| denotes the number of elements of A.
• An element a is contained in a set A, denoted by a ∈ A.
• The intersection of two sets, denoted by A ∩ B, is a set containing the elements
which are in both sets: A ∩ B = {x | x ∈ A ∧ x ∈ B}.
• The union of two sets, denoted by A ∪ B, is the set containing all elements of both
sets: A ∪ B = {x | x ∈ A ∨ x ∈ B}.
• The diﬀerence between two sets, denoted by A\B, is the set containing all elements
of A which are not in B: A \ B = {x | x ∈ A ∧ x ̸∈ B}.
• The set B is a subset of A, denoted by B ⊆ A if all elements of B are also in A:
∀x ∈ B : x ∈ A. The set B is called a proper subset, denoted by B ⊂ A, if B ⊆ A,
but not A = B. The powerset, denoted by P(A), is the set of all subsets of A:
P(A) = {A′ | A′ ⊆ A}. Note that A ∈ P(A).
The sets A and∪B are disjoint if A ∩ B = ∅. A partition of a set A is a set P ⊆ P(A)
such that A = A′ ∈P A′ and ∀A′ , A′′ ∈ P : A′ ∩ A′′ ̸= ∅ =⇒ A′ = A′′ .
y
We denote the set of all natural numbers by IN = {0, 1, 2, . . .}. The set of all positive
natural numbers is denoted by IN + = IN \ {0}.
To relate elements of one set to elements of another set, we introduce the Cartesian
product.
Deﬁnition 2.1.2 (Cartesian product)
The Cartesian product of two sets A and B is deﬁned as the set A × B = {(a, b) | a ∈
A ∧ b ∈ B}. Set A is called the source set, and set B is called the target set.
y
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In the Cartesian product A × B of two sets A and B, each element of A is related
to each element of B. A relation on A and B only relates some elements of A to some
elements of B, i.e. a relation is a subset of the Cartesian product of A and B.
Deﬁnition 2.1.3 (Relation, domain, range, inverse)
Let A and B be two sets. A set R ⊆ A×B is called a relation from A to B. We write a R b
for (a, b) ∈ R. The domain of the relation is the set Dom(R) = {a ∈ A | ∃b ∈ B : a R b}.
Its range is the set Rng(R) = {b ∈ B | ∃a ∈ A : a R b}. Its inverse is the relation
R−1 ⊆ B × A deﬁned by R−1 = {(b, a) | a R b}.
y
On these relations that have the same source set and target set, we deﬁne the notions
of reﬂexivity, symmetry, transitivity and antisymmetry.
Deﬁnition 2.1.4 ((Ir)reﬂexive, symmetric, transitive, antisymmetric)
Let A be a set and let R ⊆ A × A be a relation. R is reﬂexive if a R a for all a ∈ A, and
it is irreﬂexive if ¬(a R a) for all a ∈ A. If a R b implies b R a for all a, b ∈ A, the relation
is symmetric. If a R b and b R c implies a R c for all a, b, c ∈ A, the relation is transitive.
Relation R is antisymmetric if a R b and b R a imply a = b for all a, b ∈ A.
y
The reﬂexive closure of a relation R is the smallest relation that is reﬂexive and
contains R. The transitive closure of a relation R is deﬁned as the smallest transitive
relation S such that R is contained in it.
Deﬁnition 2.1.5 (Reﬂexive closure, transitive closure)
Let A be a set and let R ⊆ A × A be a relation. Its reﬂexive closure S ⊆ A × A is
the relation such that a S b if and only if a = b or a R b for all a, b ∈ A. Its transitive
closure T ⊆ A × A is the relation such that R ⊆ T , T is transitive and for all relations
T ′ ⊆ A × A such that R ⊆ T ′ and T ′ is transitive, then T ⊆ T ′ .
y
Using these deﬁnitions, we deﬁne orderings and equivalences on sets. Both types
of relations are reﬂexive and transitive. In addition, an ordering relation is also antisymmetric, whereas an equivalence relation is symmetric. This leads to the following
deﬁnitions.
Deﬁnition 2.1.6 (Preorder, partial order, total order, least element, top element, well-ordered)
Let A be a set. A relation R ⊆ A × A is a preorder, denoted by (A, R), if R is reﬂexive
and transitive. A preorder is a partial order if (A, R) is also antisymmetric. A partial
order is called a total order, if in addition a R b or b R a for all a, b ∈ A. An element
a ∈ A is a least element of (A, R) if ∀b ∈ A : b R a =⇒ a = b. It is a top element if
∀b ∈ A : a R b =⇒ a = b. If (A, R) is a total order, and every non-empty subset B ⊆ A
has a least element, (A, R) is well-ordered.
y
Note that a total order has at most one least element and at most one top element.
A total order also deﬁnes a successor function.
Property 2.1.7 (Successor function of total order)
Let (A, R) be a total order such that A is countable. Then a unique function S : A → A
exists such that S(a) = b iﬀ (1) ∀x ∈ A : x R a =⇒ x R b, (2) a ̸= b, and (3)
∀x ∈ A \ {a} : a R x =⇒ b R x. We call S the successor function of (A, R).
y
Note that if S(a) = b, then a R b but not b R a.
Deﬁnition 2.1.8 (Equivalence relation)
Let A be a set. A relation R ⊆ A×A is an equivalence relation if it is reﬂexive, symmetric
and transitive.
y
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Another important class of relations is the class of functions. A relation from A to
B is a function if each element of A is related to at most one element of B. A function
is partial if not all elements of A are mapped onto an element of B. If the inverse of a
function is again a function, it is injective; it is surjective if Rng(f ) = B.
Deﬁnition 2.1.9 ((Partial) function, identity, injection, surjection, bijection)
Let A and B be two sets. A relation f ⊆ A × B is a function from A to B, denoted
by f : A → B, if a f b1 and a f b2 imply b1 = b2 for all a ∈ A and b1 , b2 ∈ B. We write
f (a) = b for a f b. We lift the notation of functions to sets in the standard way: let
C ⊆ A. Then f (C) = {f (c) | c ∈ C}.
A special function is the identity function id : A → A, which is the function that
maps each element to itself: id (a) = a for all a ∈ A.
A function is called a partial function, denoted by f : A ⇀ B, if Dom(f ) ⊆ A. If
Dom(f ) = A, the function is called total. When Dom(f ) = ∅ the function is called the
empty function, denoted by ∅. If f (a1 ) = f (a2 ) implies a1 = a2 for all a1 , a2 ∈ Dom(f ),
the function f is an injection. It is a surjection if, for each b ∈ B, an a ∈ Dom(f ) exists
such that f (a) = b. An injective and surjective function is called a bijection. We can
list the function values of a function f with domain {a, b} and range {c, d} such that
f (a) = c and f (b) = d by f = {a 7→ c, b 7→ d}.
y
In the remainder, we just write function for a total function.

2.2

Vectors, Bags, Sequences and Languages

To create relationships between more than two sets, we introduce the notion of the
generalized Cartesian product. An element of a generalized Cartesian product is called
a vector. A vector can be seen as a total function over I, where each element i ∈ I is
mapped onto a value in some set Ai .
Deﬁnition 2.2.1 (Generalized Cartesian product, vector)
The generalized Cartesian product for a set I and sets Ai for i ∈ I, is deﬁned as:
∏
∪
Ai = {f : I →
Ai | ∀i ∈ I : f (i) ∈ Ai }
i∈I

i∈I

∏

An element x ∈ i∈I Ai is called a vector, denoted by ⃗x. The length of vector x, denoted
by |x|, is the size of I, i.e. |x| = |I|. On∏the generalized Cartesian product, we deﬁne
the family of projection functions πi : i∈I Ai → Ai by πi (x) = x(i) for all i ∈ I.
The deﬁnition
of πi is lifted to sets in a standard way: πi (B) = {πi (b) | b ∈ B} for
∏
A
.
Let
A be some set. If I = {1, . . . , n} for some n ∈ IN , we write An for
B
⊆
i∈I i
∏
A.
y
i∈I
A set only indicates whether an element is present or not. In a bag, or multiset, also
the number of occurrences of elements is considered. Note that a bag is a vector, and
the set of all bags over some set is a generalized Cartesian product.
Deﬁnition 2.2.2 (Bags)
Let S be a set. A bag B over S is a function B : S → IN . For s ∈ S, B(s) denotes the
number of occurrences of s in the bag B. We write IN S for the set of all bags over S.
The empty bag, i.e. the bag for which all elements have multiplicity 0, is denoted by ∅.
Bags are denoted by listing the occurring elements between square brackets, and we use
superscripts for the multiplicity of the occurrences. If the multiplicity of an element is 0,
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we omit the element. A bag m consisting of two occurrences of a, three occurrences of
b and a single occurrence of c is denoted by m = [a2 , b3 , c]. The characteristic function
χ : P(S) → IN S is deﬁned as χ(S ′ )(s) = 1 if s ∈ S ′ and χ(S ′ )(s) = 0 otherwise for all
s ∈ S and S ′ ⊆ S.
y
Deﬁnition 2.2.3 (Bag notation)
Let S be a set, let X, Y ∈ IN S , and let s ∈ S. On bags, we deﬁne the following operations:
• s ∈ X if and only if X(s) > 0;
• (X + Y )(s) = X(s) + Y (s);
• (X − Y )(s) = max(0, X(s) − Y (s));
• X = Y if and only if ∀t ∈ S : X(t) = Y (t);
• X ≤ Y if and only if ∀t ∈ S : X(t) ≤ Y (t);
• X < Y if and only if X ≤ Y and X ̸= Y .
The projection of X on elements of a set U ⊆ S is a bag X|U ∈ IN U , such that X|U (u) =
X(u) for all u ∈ U .
y
Next, we introduce the notion of sequences. Bags only count the number of occurrences of elements; a sequence also takes the order of the elements into account.
Deﬁnition 2.2.4 (Sequences)
Let S be a set. A sequence σ over S of length n ∈ IN is a function σ : {1, . . . , n} → S.
If n > 0 and σ(i) = ai for i ∈ {1, . . . , n}, we write σ = ⟨a1 , . . . , an ⟩. The length of σ, n,
is denoted by |σ|.
The sequence of length 0 is called the empty sequence and is denoted by ϵ. The set
of all ﬁnite sequences over S is denoted by S ∗ ; the set S is called the alphabet of S ∗ .
An element s ∈ S is included in a sequence σ ∈ S ∗ , denoted by s ∈ σ, if σ(i) = s for
some 1 ≤ i ≤ |σ|.
Let µ, ν ∈ S ∗ . Concatenation, denoted by σ = µ; ν, is deﬁned as σ : {1, . . . |µ| + |ν|}
such that for 1 ≤ i ≤ |µ|: σ(i) = ν(i) and for |µ| < i ≤ |µ| + |ν|: σ(i) = ν(i − |µ|).
The projection of a sequence σ ∈ S ∗ on a set U ⊆ S, denoted by σ|U , is inductively
deﬁned as ϵ|U = ϵ, (⟨t⟩; σ)|U = ⟨t⟩; σ|U if t ∈ U , and (⟨t⟩; σ)|U = σ|U if t ̸∈ U .
We denote a subsequence of σ ∈ S ∗ from index i to j by σ[i..j] . If j < i, then σ[i..j] = ϵ,
otherwise σ[i..j] = ⟨σ(i), . . . , σ(k)⟩ where k = min(j, |σ|).
Further, we deﬁne a partial order ≤ on sequences by µ ≤ ν if and only if a sequence
ρ ∈ S ∗ exists such that ν = µ; ρ.
y
Taking a projection on R of some projection on U is identical to the projection on
the intersection of R and U . Furthermore, the projection distributes over concatenation.
Corollary 2.2.5
Let S be a set, let U, R ⊆ S and µ, ν ∈ S ∗ . Then (µ|U )|R = µ|U ∩R and (µ; ν)|U = µ|U ; ν|U .
y
To denote the number of occurrences of elements in a sequence, we introduce the
Parikh vector [90], which is a bag representing the number of occurrences of each element
in the sequence.
Deﬁnition 2.2.6 (Parikh vector)
→
Let S be a set and let σ ∈ S ∗ be a sequence. The Parikh vector of σ, denoted by −
σ , is
−−−→
→
−
−
→
inductively deﬁned by ϵ = ∅ and ⟨a⟩; σ = [a] + σ for all a ∈ S.
y
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Lastly in this section, we introduce the notion of a language. A language is a set of
words over some alphabet T , a word is a sequence over a set T .
Deﬁnition 2.2.7 (Language, preﬁx-closed language)
A subset L ⊆ T ∗ is called a language over T . A sequence w ∈ L in the language is also
referred to as word . A language L is preﬁx-closed if and only if for each word σ ′ ; ⟨a⟩ ∈ L
we have σ ′ ∈ L.
y

2.3

Graphs

Graphs play an important role in the design and analysis of information systems. In this
section, we introduce the basic concepts of graph theory.
A graph consists of a set of vertices, and arcs between them. Arcs have a direction,
i.e. an arc has a head and a tail. If the set of arcs is symmetric, i.e. if (u, v) is an arc,
(v, u) is also an arc, the graph is called undirected. A special class of graphs is the class
of bipartite graphs, in which the vertices are partitioned into two sets, and there are no
arcs whose tail and head are in the same set.
Deﬁnition 2.3.1 ((Un)directed graph, bipartite graph)
A graph G is a pair (V, A) with a set V of vertices and a relation A ⊆ V × V called
the arcs. An arc (u, v) ∈ A is directed from the tail u to the head v. If the relation A is
symmetric, the graph is undirected. The graph is a bipartite graph if there is a partition
{V1 , V2 } of V such that ∀(u, v) ∈ A : (u ∈ V1 ⇔ v ∈ V2 ) ∧ (u ∈ V2 ⇔ v ∈ V1 ).
y
Vertices are connected via directed arcs. The direct neighbours of a vertex v are
either in the preset, i.e. the set of all vertices for which there is an arc pointing to v, or
in the postset, i.e. the set of all vertices for which there is an arc to starting from v.
Deﬁnition 2.3.2 (Preset, postset)
Let G = (V, A) be a directed graph. Let u ∈ V be a vertex. The preset of u is the set
•
•
G u = {v | (v, u) ∈ A}. The postset of∪u is the set uG = {v
∪| (u, v) ∈ A}. We lift the
•
= u∈U u•G for U ⊆ V . If the
preset and postset to sets, i.e. G• U = u∈U G• u and UG
context is clear, we omit the subscript.
y
Note that in an undirected graph the preset and postset of each vertex are identical.
In a graph, we can choose a vertex and from this vertex traverse via the arcs to other
vertices, thus creating a path. If we can traverse either way on the arcs of a graph, it is
an undirected path. A path is a cycle if the start and end vertices of the path are the
same. If the graph has no cycles, it is an acyclic graph. A circuit is a cycle in which all
vertices occur only once.
Deﬁnition 2.3.3 ((Un)directed path, cycle, acyclic graph, circuit)
Let G = (V, A) be a graph. A sequence p ∈ V ∗ of length k > 0 is a directed path
if (pi−1 , pi ) ∈ A for all 1 < i ≤ k. It is an undirected path if either (pi−1 , pi ) ∈ A or
(pi , pi−1 ) ∈ A for all 1 < i ≤ k. A non-empty path p is called a cycle if p1 = pk . If
a graph does not contain cycles, it is called an acyclic graph. A directed or undirected
→
path p is called a circuit if (pk , p1 ) ∈ A and ∀v ∈ V : −
p (v) ≤ 1.
y
A graph is connected if it is possible to reach from each vertex all other vertices,
without taking the direction of the arcs into account. It is strongly connected if this
property holds while respecting the direction of the arcs.
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Deﬁnition 2.3.4 ((Strongly) connected graph)
Let G = (V, A) be a graph. It is connected if for each two vertices v1 , v2 ∈ V an
undirected path exists from v1 to v2 . It is strongly connected if for every two vertices
v1 , v2 ∈ V , a directed path exists from v1 to v2 .
y
An important class of graphs are forests. A forest is a graph not containing circuits.
If the forest is also connected, it is a tree.
Deﬁnition 2.3.5 (Forest, tree)
A graph G = (V, A) is a forest if it does not contain circuits. A connected forest is also
called a tree.
y
In acyclic graphs, it is possible to order the vertices such that for each vertex occurring
in the order, its predecessors are smaller with respect to this order. We call this ordering
a topological sort.
Deﬁnition 2.3.6 (Topological sort)
Let G = (V, A) be an acyclic graph. A topological sort is a partial order of the vertices
⊑G ⊆ V × V such that ∀(u, v) ∈ A : u ⊑G v.
y
Note that a topological sort is only possible if the graph is acyclic. In order to inspect
only parts of a graph, we introduce the notion of subgraphs. A subgraph generated by
a subset of vertices of a graph is called an induced subgraph. If the subgraph is also
maximal with respect to the connections, it is a component.
Deﬁnition 2.3.7 (Subgraph, induced subgraph, component)
Let G = (V, A) and G′ = (V ′ , A′ ) be two graphs. The graph G′ is a subgraph of
G, denoted by G′ ⊆ G if V ′ ⊆ V and A′ ⊆ A. The subgraph G′ is induced if A′ =
A ∩ (V ′ × V ′ ). A subgraph G′ is a component if it is a maximal, connected, induced
subgraph, i.e. there is no larger subgraph G′′ ⊆ G such that G′ ⊆ G′′ and G′′ is a
connected, induced subgraph.
y
If a function exists that transforms one graph into another graph, the two graphs are
isomorphic.
Deﬁnition 2.3.8 (Isomorphic graphs)
Let G1 = (V1 , A1 ) and G2 = (V2 , A2 ) be two graphs. A bijective function f : V1 → V2
is an isomorphism if (u, v) ∈ A1 ⇔ (f (u), f (v)) ∈ A2 for all u, v ∈ V1 . If f is an
isomorphism, graphs G1 and G2 are isomorphic with respect to f , denoted by G1 ∼
=f G2 .
We say G1 and G2 are isomorphic, denoted by G1 ∼
= G2 , if there is an isomorphism
between G1 and G2 .
y
Isomorphism deﬁnes an equivalence relation.
Corollary 2.3.9
Let G1 = (V1 , A1 ) and G2 = (V2 , A2 ) be two graphs and f : V1 → V2 a bijection such
that G1 and G2 are isomorphic with respect to f .
The relation f¯ ⊆ (V1 ∪ V2 ) × (V1 ∪ V2 ) such that (u, v) ∈ f¯ ⇔ (f (u) = v ∨ f (v) = u)
is an equivalence relation.
y
Note that since the isomorphism is a bijection, we also have that the inverse holds.
Corollary 2.3.10
Let G1 = (V1 , A1 ) and G2 = (V2 , A2 ) be two graphs, and let f : V1 → V2 be an
isomorphism between G1 and G2 . Then ∀(u, v) ∈ A2 : (f −1 (u), f −1 (v)) ∈ A1 .
y
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If two graphs G1 and G2 are isomorphic and G1 is a bipartite graph, then G2 is also
bipartite, and vice versa.
Corollary 2.3.11
Let G1 and G2 be isomorphic. Then G1 is bipartite if and only if G2 is bipartite.

y

To label vertices and arcs of a graph, we introduce labeled graphs. In a labeled graph,
each vertex and each arc has a label.
Deﬁnition 2.3.12 (labeled (un)directed graph)
Let Σ and A be two sets. A labeled (un)directed graph G is a 3-tuple (V, A, λ) where
A ⊆ V × A × V , (V, {(v, v ′ ) | ∃a ∈ A : (v, a, v ′ ) ∈ A}) is a (un)directed graph, and the
partial function λ : V ⇀ Σ is a vertex labelling function.
y
On graphs, we deﬁne the operations union, intersection and diﬀerence on their constituents.
Deﬁnition 2.3.13 (Union, intersection, diﬀerence)
Let G1 = (V1 , A1 ) and G2 = (V2 , A2 ) be two graphs. The union of G1 and G2 is
deﬁned as G1 ∪ G2 = (V1 ∪ V2 , A1 ∪ A2 ). The intersection of G1 and G2 is deﬁned as
G1 ∩ G2 = (V1 ∩ V2 , A1 ∩ A2 ). The diﬀerence of G1 with G2 is deﬁned as G1 \ G2 =
(V1 \ V2 , A1 ∩ ((V1 \ V2 ) × (V1 \ V2 ))).
y

2.4

labeled Transition Systems

To model the behavior of a system, we use a labeled transition system, which is a labeled
graph. A labeled transition system (LTS) consists of a set of states and a set of transitions
between states that can be labeled by actions from a set A of action labels. The set of
states are the vertices of the graph, the transitions are the arcs of the graph. From the
outside, only the action labels from A are visible. A special action is the silent action,
denoted by τ . The silent action, also called a τ -step, is not an element of the set of
action labels. Diﬀerent from the action labels in A, the silent action is not visible from
the outside.
Deﬁnition 2.4.1 (labeled Transition System)
A labeled transition system (LTS) is a 5-tuple (S, A, →, s0 , Ω) where
• S is a set of states;
• A is a set of actions;
• →⊆ (S × (A ∪ {τ }) × S) is a transition relation, where τ ̸∈ A is the silent action.
• (S, →, ∅) is a labeled directed graph, called the reachability graph;
• s0 ∈ S is the initial state;
• Ω ⊆ S is the set of accepting states.
y
Deﬁnition 2.4.2 (Semantics of a LTS)
a
Let L = (S, A, →, si , Ω) be an LTS. For s, s′ ∈ S and a ∈ A ∪ {τ }, we write (L : s −→ s′ )
′
if and only if (s, a, s ) ∈→. An action a ∈ A ∪ {τ } is called enabled in a state s ∈ S,
a
a
a
denoted by (L : s −→) if a state s′ exists such that (L : s −→ s′ ). If (L : s −→ s′ ),
′
we say that state s is reachable from s by an action labeled a. A state s ∈ S is called
a
a deadlock if no action a ∈ A ∪ {τ } exists such that (L : s −→). We deﬁne =⇒ as the
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τ

smallest relation such that (L : s =⇒ s′ ) if s = s′ or ∃s′′ ∈ S : (L : s =⇒ s′′ −→ s′ ).
τ
a
As a notational convention, we may write =⇒ for =⇒. For a ∈ A, we deﬁne =⇒ as the
a
a
′
smallest relation such that (L : s =⇒ s ) if ∃s1 , s2 ∈ S : (L : s =⇒ s1 −→ s2 =⇒ s′ ). y
We lift the notation of actions to sequences. For the empty sequence ϵ, we have
ϵ
(L : s −→ s′ ) if and only if (L : s =⇒ s′ ). Let σ ∈ A∗ be a sequence of length n > 0,
σ
and let s0 , sn ∈ S. Sequence σ is a ﬁring sequence, denoted by (L : s0 −→ sn ), if states
σ(i)

∗

si−1 , si ∈ S exist such that (L : si−1 =⇒ si ) for all 1 ≤ i ≤ n. We write (L : s −→ s′ )
σ
if a sequence σ ∈ A∗ exists such that (L : s −→ s′ ), and say that s′ is reachable from s.
∗
A ﬁring sequence σ ∈ A from state s ∈ S is an accepting sequence for s if an accepting
σ
state sf ∈ Ω exists such that (L : s −→ sf ).
Deﬁnition 2.4.3 (Reachable states, language of an LTS)
Let L = (S, A, →, si , Ω) be an LTS. The reachable states from a state s ∈ S are
∗
the states from the set R(L, s) = {s′ | (L : s −→ s′ )}. The set of all ﬁring sequences
σ
from the initial state si is denoted by T (L) = {σ | ∃s ∈ S : (L : si −→ s)}. The
∗
language of the LTS L, denoted by L(L) ⊆ A , is the set of accepting sequences, i.e.
σ
L(L) = {σ ∈ A∗ | ∃sf ∈ Ω : (L : si −→ sf )}.
y
Corollary 2.4.4
Let L be an LTS. Then T (L) is a preﬁx-closed language. Furthermore, L(L) ⊆ T (L). y
To compare two LTSs, it is often needed to rename or hide actions. For this purpose,
we introduce two operators.
Deﬁnition 2.4.5 (Renaming, hiding)
Let A and A′ be two sets. Let L = (S, A, →, si , Ω) be an LTS. Let r : A ∪ {τ } →
(A′ ∪ {τ }) be a function such that r(τ ) = τ . We deﬁne the operation ρr on an LTS by
ρr (L) = (S, A′ , →′ , si , Ω), where for s, s′ ∈ S and a ∈ A ∪ {τ } we have (s, r(a), s′ ) ∈→′ if
and only if (s, a, s′ ) ∈→. A special case of renaming is hiding, in which actions are either
renamed to τ , or remain identical. We deﬁne the hiding operation on a subset H ⊆ A,
denoted by τH (L), by τH (L) = ρh (L), where h(a) = τ for all a ∈ H ∪ {τ } and h(a) = a
otherwise.
y
To compare the behavior of LTSs, several notions exist. One notion of behavioral
equivalence is trace equivalence. Two LTSs are trace equivalent if their sets of traces are
identical. Trace equivalence does not take the accepting states into account. Language
equivalence strengthens the trace equivalence by taking also the accepting states into
account. Two LTSs are language equivalent if their languages are identical.
Deﬁnition 2.4.6 (Trace equivalence, language equivalence)
Let L and L′ be two LTSs. They are trace equivalent if T (L) = T (L′ ). The two LTSs
are language equivalent if L(L) = L(L′ ).
y
Both trace equivalence and language equivalence have no requirements on the intermediate states. To take them into account, we introduce several other notions of
equivalence. The strongest notion of equivalence of two LTSs is based on the isomorphism on their reachability graphs (Corollary 2.3.10). However, this equivalence relation
is often too strong. Therefore, we introduce the notion of simulation. An LTS L′ simulates an LTS L if in every two related states, each action L can do, LTS L′ can perform
as well, possibly after some silent steps. If both L′ simulates L and L simulates L′ with
simulation relations R and R−1 , we say L and L′ are bisimilar. We identify three classes
of simulation: strong, delay and weak simulation. In a weak simulation, if L can perform
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a visible action, possibly after some silent steps, then L′ can perform the same visible
action, possibly after some silent steps. A delay simulation strengthens the equivalence
by stating that if L can perform a visible action, then L′ can perform the same visible
action, possibly after some silent steps. In a strong simulation, no silent intermediate
steps are allowed: L′ should directly be able to perform that action. This leads to the
following deﬁnitions [50].
Deﬁnition 2.4.7 (Strong (bi)simulation)
Let L = (S, A, →, si , Ω) and L̄ = (S̄, Ā, →′ , s̄i , Ω̄) be two LTSs. The relation Q ⊆ S × S̄
is a strong simulation, denoted by L s≼Q L̄, if:
1. si Q s̄i ;
a

a

2. ∀s, s′ ∈ S, a ∈ A ∪ {τ }, s̄ ∈ S̄ : ((L : s −→ s′ ) ∧ s Q s̄) =⇒ (∃s̄′ ∈ S̄ : (L′ : s̄ −→
s̄′ ) ∧ s′ Q s̄′ ); and
3. ∀s̄ ∈ S̄, sf ∈ Ω : sf Q s̄ =⇒ s̄ ∈ Ω̄.
If both Q and Q−1 are strong simulations, Q is a strong bisimulation, which is denoted
by L s≃Q L′ .
We say L is strongly simulated by L′ , denoted by L s≼ L′ , if a strong simulation Q
exists such that L s≼Q L′ . We say L and L′ are strongly bisimilar, denoted by L s≃ L′ ,
if a strong bisimulation Q exists such that L s≃Q L̄.
y
Deﬁnition 2.4.8 (Delay (bi)simulation)
Let L = (S, A, →, si , Ω) and L̄ = (S̄, Ā, →′ , s̄i , Ω̄) be two LTSs. The relation Q ⊆ S × S̄
is a delay simulation, denoted by L ≼Q L̄, if:
1. si Q s̄i ;
a

a

2. ∀s, s′ ∈ S, a ∈ A ∪ {τ }, s̄ ∈ S̄ : ((L : s −→ s′ ) ∧ s Q s̄) =⇒ (∃s̄′ ∈ S̄ : (L′ : s̄ =⇒
s̄′ ) ∧ s′ Q s̄′ ); and
3. ∀s̄ ∈ S̄, sf ∈ Ω : sf Q s̄ =⇒ s̄ ∈ Ω̄.
If both Q and Q−1 are delay simulations, Q is a delay bisimulation , denoted by L ≃Q L̄.
We say L is delay simulated by L′ , denoted by L ≼ L′ , if a delay simulation Q exists
such that L ≼Q L′ . We say L and L′ are delay bisimilar, denoted by L ≃ L′ , if a delay
bisimulation Q exists such that L ≃Q L′ .
y
Deﬁnition 2.4.9 (Weak (bi)simulation)
Let L = (S, A, →, si , Ω) and L̄ = (S̄, Ā, →′ , s̄i , Ω̄′ ) be two LTSs. The relation Q ⊆ S × S̄
is a weak simulation, denoted by L w≼Q L̄, if:
1. si Q s̄i ;
a

a

2. ∀s, s′ ∈ S, a ∈ A ∪ {τ }, s̄ ∈ S̄ : ((L : s =⇒ s′ ) ∧ s Q s̄) =⇒ (∃s̄′ ∈ S ′ : (L′ : s̄ =⇒
s̄′ ) ∧ s′ Q s̄′ ); and
3. ∀s̄ ∈ S̄, sf ∈ Ω : sf Q s̄ =⇒ (∃s̄f ∈ Ω′ : (L′ : s̄ =⇒ s̄f ) ∧ sf Q s̄f ).
If both Q and Q−1 are simulations, Q is a weak bisimulation, denoted by L w≃Q L̄.
We say L is weakly simulated by L′ , denoted by L w ≼ L′ , if a strong simulation Q
exists such that L w≼Q L′ . We say L and L′ are weakly bisimilar, denoted by L w≃ L′ ,
if a weak bisimulation Q exists such that L w≃Q L′ .
y
In this thesis, we mostly use delay (bi)simulations. Therefore, if we use the term
(bi)simulation, we refer to delay (bi)simulation. When a strong or weak (bi)simulation
is meant, this is stated explicitly. For a more elaborate overview of simulation relations,
we refer the reader to [50].
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Petri Nets

In an LTS, states are global, i.e. the whole state is inspected to decide which actions are
enabled. In a Petri net, this decision is made locally: an action only needs to inspect a
part of the state to decide whether it can ﬁre.
Petri nets are very suitable for describing concurrent behavior. A Petri net can be
represented as a directed, bipartite graph where the nodes are partitioned into a set of
places, graphically represented as circles, and a set of transitions, which are represented
by rectangles. Petri nets are named after C.A. Petri [92].
Deﬁnition 2.5.1 (Petri net)
A Petri net N is a 3-tuple (P, T, F ) where P is a set of places, T is a set of transitions,
such that P ∩ T = ∅, F ⊆ (P × T ) ∪ (T × P ) is the ﬂow relation and (P ∪ T, F ) is a
directed graph. If the sets P and T are ﬁnite, it is a ﬁnite Petri net. Otherwise, we call
it an inﬁnite Petri net.
y
By default, we assume Petri nets to be ﬁnite. If not, we explicitly state that the
Petri net is inﬁnite. The graph operations (union, intersection and diﬀerence) are lifted
to Petri nets in the standard way.
The state of a Petri net, called a marking, is given by the number of tokens in each
place. A Petri net together with a marking is called a marked Petri net.
Deﬁnition 2.5.2 (Marking, marked Petri net)
Let N = (P, T, F ) be a Petri net. A marking of N is a bag m ∈ IN P , where m(p)
denotes the number of tokens in place p ∈ P . If m(p) > 0, place p is called marked in
marking m. A Petri net N with corresponding marking m is written as (N, m) and is
called a marked Petri net.
y
By the deﬁnition of a Petri net, both the preset and the postset of a transition t
only consists of places. The places in the preset of a transition are called input places,
the places in the postset of a transition are called output places. If a transition ﬁres,
it consumes tokens from all its input places and produces in all its output places. To
specify the initial marking and a set of desired ﬁnal markings, we introduce the notion of
a system: it is a marked Petri net with a set of ﬁnal markings. For a system, we deﬁne
the semantics using an LTS.
Deﬁnition 2.5.3 (System, LTS of a system)
A system is a 3-tuple S = (N, m0 , Ω) where (N, m0 ) is a marked Petri net with
N = (P, T, F ) and Ω ⊆ IN P is the set of ﬁnal markings. Its semantics is deﬁned by an LTS
N (S) = (IN P , T, →, m0 , Ω) such that (m, t, m′ ) ∈→ iﬀ • t ≤ m and m′ + • t = m + t• for
t
m, m′ ∈ IN P and t ∈ T . We write (N : m −→ m′ ), R(N, m0 ), L(N, m0 ), and T (N, m0 )
t
as a shorthand notation for (N (N, m0 ) : m −→ m′ ), R(N (N, m0 )), L(N (N, m0 )), and
T (N (N, m0 )), respectively.
y
The incidence matrix keeps track of the changes of markings while ﬁring transitions. It
deﬁnes the number of tokens consumed and produced by a transition in a place.
Deﬁnition 2.5.4 (Incidence matrix)
Let N = (P, T, F ) be a Petri net. The incidence matrix N : (P × T ) → {−1, 0, 1} of N
is deﬁned by:

 −1 if (p, t) ∈ F ∧ (t, p) ̸∈ F
1
if (t, p) ∈ F ∧ (p, t) ̸∈ F
N(p, t) =

0
otherwise
y
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The incidence matrix deﬁnes the marking a ﬁring sequence reaches from a given
marking, as shown in the marking equation.
Deﬁnition 2.5.5 (Marking equation)
Let (N, m0 ) be a marked Petri net with N = (P, T, F ) and m0 ∈ IN P . Let σ ∈ T ∗ and
σ
→
m ∈ R(N, m0 ) such that (N : m0 −→ m). Then m = m0 + N · −
σ.
y
In a Petri net we identify special places and transitions. A place that has no transitions in its preset, is called a source. If the place has an empty postset, it is a sink.
Similar notions exist for transitions: if a transition has an empty preset, it is enabled in
all markings. Then it is called an emitter. If a transition has an empty postset, it only
removes tokens, and is therefore called a collector.
Deﬁnition 2.5.6 (Source, sink, emitter, collector)
Let N = (P, T, F ) be a Petri net. Let p ∈ P be a place and let t ∈ T be a transition.
Place p is called a source if • p = ∅. It is a sink if p• = ∅. If • t = ∅, transition t is an
emitter. It is a collector if t• = ∅.
y
On marked Petri nets, we deﬁne the following behavioral properties. If from every
marking reachable in a marked Petri net, it is possible to reach a marking in which
transition t is enabled, transition t is called live. If this property holds for all transitions in
the marked Petri net, the marked Petri net is called live. A Petri net is called structurally
live, if a marking exists such that the Petri net with that marking is live.
Deﬁnition 2.5.7 (Liveness, deadlock-free, structurally live, quasi live)
Let (N, m0 ) be a marked Petri net with N = (P, T, F ) and m0 ∈ IN P . A transition t ∈ T
is live in (N, m0 ) iﬀ for all reachable markings m ∈ R(N, m0 ), there is an m′ ∈ R(N, m)
t
such that (N : m′ −→). The marked Petri net is live iﬀ all its transitions are live. It is
deadlock-free if N (N ) does not contain deadlocks. A Petri net N is structurally live if a
marking m ∈ IN P exists such that (N, m) is live. A transition t is quasi live in (N, m0 )
t
if a marking m ∈ R(N, m0 ) exists such that (N : m −→). If all transitions are quasi live,
the marked Petri net is called quasi live.
y
Deﬁnition 2.5.8 (Home marking)
Let (N, m0 ) be a marked Petri net where N = (P, T, F ) and m0 ∈ IN P . A marking
m ∈ R(N, m0 ) is a home marking if m ∈ R(N, m′ ) for all m′ ∈ R(N, m0 ).
y
A marked Petri net is bounded if there is an upperbound of the number of tokens for
all markings reachable. If this upperbound is 1, the net is called safe.
Deﬁnition 2.5.9 (Boundedness, safe)
Let (N, m0 ) be a marked Petri net with N = (P, T, F ) and m0 ∈ IN P . If a k ∈ IN
exists such that m(p) ≤ k for all m ∈ R(N, m0 ) and p ∈ P , it is called k-bounded. We
say (N, m0 ) is bounded if a k ∈ IN exists such that (N, m0 ) is k-bounded. If the marked
Petri net is 1-bounded, it is called safe.
y
A frequently used property of marked Petri nets is expressed in the monotonicity
lemma [44]: if a ﬁring sequence is enabled in a marking, adding more tokens does not
hamper the ﬁring sequence.
Lemma 2.5.10 (Monotonicity lemma [44])
σ
Let N = (P, T, F ) be a Petri net and m, m ∈ IN P . If (N : m −→ m′ ) for some marking
σ
′
P
∗
′
m ∈ IN and ﬁring sequence σ ∈ T , then (N : m + m −→ m + m).
y
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If two transitions can ﬁre concurrently, without inﬂuencing each other, i.e. the postset
of the ﬁrst transition and the preset of the second transition are disjoint, the transitions
can be exchanged. This is generalized in the Exchange lemma.
Lemma 2.5.11 (Exchange lemma [44])
Let N = (P, T, F ) be a Petri net, and let U, V ⊆ T such that • U ∩ V • = ∅. Let
σ
σ ∈ (U ∪ V )∗ be a ﬁnite sequence such that (N : m −→ m′ ) for some m, m′ ∈ IN P . Then
σ|U
σ|V
a marking m′′ ∈ IN P exists such that (N : m −→ m′′ −→ m).
y
For a more elaborate introduction on Petri nets, we refer the reader to [9, 44, 94]. In
the remainder of this section, we present three important subclasses of Petri nets: state
machines, marked graphs and workﬂow Petri nets.
The ﬁrst important subclass of Petri nets is the class of state machines. In a state
machine, each transition has a preset and a postset of size at most 1. The dual of a state
machine is a marked graph. In a marked graph, places have a preset and a postset of size
at most 1.
Deﬁnition 2.5.12 (State machine (S-net), marked graph (T-net))
A Petri net N = (P, T, F ) is a state machine (or S-net) if • t ≤ 1 and t• ≤ 1 for all
t ∈ T . It is a marked graph (or T-net) if • p ≤ 1 and p• ≤ 1 for all places p ∈ P .
y
An important theorem for state machines is the Boundedness Theorem [44].
Theorem 2.5.13 (Boundedness theorem [44])
P
Let (N, m) be a live state
∑machine where N = (P, T, F ) and m ∈ IN . Then (N, m) is
y
n-bounded if and only if p∈P m(p) ≤ n.
Another special class of Petri nets is the class of workﬂow nets. A workﬂow net [3]
has a single source i, called the initial place, and a single sink f , called the ﬁnal place,
and all nodes of the Petri net are on a path from the initial place to the ﬁnal place.
As Petri nets are often used to model procedures and processes to reach a particular
goal, this class of Petri nets is very suitable for modeling this: a token in the ﬁnal place
indicates the end of the process. A workﬂow net is classically sound [3] if it is possible
to reach a marking in which the ﬁnal place is marked from all markings reachable from
[i], and all transitions have a purpose, i.e. each of them can ﬁre in at least one ﬁring
sequence starting in [i].
Deﬁnition 2.5.14 (Workﬂow net, classical soundness)
Let N = (P, T, F ) be a Petri net. It is a workﬂow net if two places i ∈ P and f ∈ P exist
such that • i = f • = ∅, and all nodes n ∈ (P ∪ T ) are on a path from i to f . The closure
of workﬂow net N , denoted by N ∗ , is the net N ∗ = (P, T ∪ {t∗ }, F ∪ {(f, t∗ ), (t∗ , i)})
where t∗ is a fresh transition (i.e. t∗ ̸∈ T ). The fused closure of a workﬂow net, denoted
by N + , is the net N + = (P \ {f }, T, (F \ {(t, f ) | t ∈ N• f }) ∪ {(t, i) | t ∈ N• f }).
A workﬂow net N is called sound if (1) [f ] is a home marking of (N, [i]), (2) for all
reachable markings m ∈ R(N, [i]), if m ≥ [f ] then m = [f ], and (3) (N, [i]) is quasi live.
y
In [63], Lemma 11 shows that the second condition of classical soundness is implied
by the other conditions. A well-known result from [3] is that soundness is equivalent to
liveness and boundedness of the closure. For a more elaborate overview of soundness, we
refer the reader to [10].
Corollary 2.5.15
Let N = (P, T, F ) be a workﬂow net with initial place i ∈ P . It is sound if and only if
the marked Petri net (N ∗ , [i]) is live and bounded.
y

23
By the reduction rules of Murata [87], it follows directly that a workﬂow net N is
sound if and only if its fused closure is live and bounded.
Corollary 2.5.16
Let N = (P, T, F ) be a workﬂow net with initial place i ∈ P . It is sound if and only if
the marked Petri net (N + , [i]) is live and bounded.
y
Soundness only tests whether a given workﬂow net is behaving well for a single run.
A workﬂow net is k-sound if for k concurrent runs it is always possible to reach the ﬁnal
marking with k tokens in the ﬁnal place. Generalized soundness [62, 63] tests a workﬂow
net whether it is sound for any number of concurrent runs.
Deﬁnition 2.5.17 ((Up-to)k-sound, generalized sound)
Let N = (P, T, F ) be a workﬂow net with initial place i ∈ P and ﬁnal place f ∈ P .
Net N is k-sound if [f k ] ∈ R(N, m) for all m ∈ R(N, [ik ]). It is up-to-k-sound if N is
n-sound for all 1 ≤ n ≤ k. Net N is generalized sound if N is n-sound for all n ∈ IN . y

2.6

Object Models

An object model consists of objects, elements or records. Between these objects, associations exist. Objects belong to an object type, associations belong to a relationship
between object types. An object type deﬁnes the set of attributes of an object and the
relationships the object can have. An object type can inherit from another object type,
called the parent object type. If an object type inherits from another object type, it is
called a child object type. It inherits all attributes and relationships of the parent object
type. It is not possible to redeﬁne attributes or relationships in child object types. We
do not allow multiple inheritance.
The cardinality between a relationship r and an object type E deﬁnes the number
of associations of type r an object from E can have, speciﬁed as a range. In this thesis,
we limit the cardinality to the set of ranges C = {[0..∗), [1..∗), [0..1], [1..1]}, where [i..∗)
denotes the set of integers {n ∈ IN | n ≥ i} and [i..j] denotes the set of integers {n ∈
IN | i ≤ n ≤ j}. In the remainder, the brackets for the cardinality are omitted.
Let U be the universe of objects, let Λ be the universe of labels, and let V be the
universe of attribute values.
Deﬁnition 2.6.1 (Object model)
An object model is a 6-tuple (O, A, ι, R, σ, τ ) where
• O is a set of object types;
• A : O → P(Λ) is a function deﬁning for each object type the set of attributes;
• ι : O ⇀ O is a partial function deﬁning the inheritance relation. If for an object
type A ∈ O a B ∈ O exists such that ι(A) = B, we say B is the parent object type
of A. The transitive closure of ι has to be irreﬂexive;
• R : (O × Λ) ⇀ O is the set of relationships between object types. Given a relationship r = ((A, l), B) ∈ R, A is called the source type of r, B is called the target
type of r, and l is called the name of r;
• σ : Dom(R) → C deﬁnes the source cardinality of each relationship;
• τ : Dom(R) → C deﬁnes the target cardinality of each relationship.
For inheritance, we require additionally for all B ∈ ι+ (A) and r ∈ Λ that A(A)∩A(B) = ∅
and if (B, r) ∈ Dom(R), then (A, r) ̸∈ Dom(R), where ι+ is the transitive closure of ι. y
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For relationships, the target type is determined by the combination of the source type
and the label of the relationship. Relationships can have an identical name, as long as
their source type is diﬀerent. As we allow for inheritance, we also need to ensure that
the naming of relationships is unique in the whole chain of inheriting object types.
An object model can be graphically represented. Object types are depicted as rectangles, an element ι(A) = B is displayed by an open headed arrow from A to B. Given
a relation ((A, r), B), we draw an arrow from A to B. If the source cardinality allows
for more than one object, a diamant is drawn on the arrow, denoted by R. If the source
cardinality of a relationship requires that each object of the source entity type is associated with at least one object of the target object type, a vertical bar is drawn at the
foot of the arrow. Likewise, a vertical bar is drawn at the head of the arrow if the target
cardinality requires each object of the target object type to be associated with at least
one object of the source object type. Table 2.1 depicts some of the possible graphical
notations for a relationship.
Figure 2.1 depicts an object model with four object types, A, B, C and D. Object
type A deﬁnes one attribute name. Object type C inherits from object type A. Hence,
objects of type C also have the name attribute. Relationship f relates object type A to
object type B: each object of type A relates to exactly one object of type B, an object
of type B can have any number of objects of type A related to it. As objects of type C
inherit from object type A, an object of type C can also be related to an object of type
B. Relationship g is a true many-to-many relationship: each pair of objects of type B
and D can be related. Relationship h requires each object of type D to be connected to
an object of C, whereas objects of type C are related to zero or one element of type D.
An object model can be instantiated with objects, attribute values and associations.
An instance of an object model is a set of objects belonging to some type(s), attributes
of objects are valuated, and associations between objects belong to relationships.
Deﬁnition 2.6.2 (Instance of an object model)
Let M = (O, A, ι, R, σ, τ ) be an object model. An instance of M is a 3-tuple (IO , IA , IR )
where
• IO : O → P(U) deﬁnes the available objects. Each object type has a set of objects;
• IA : (U × Λ) ⇀ V deﬁnes for each object the corresponding attribute values;
• IR : Dom(R) → P(U × U) is the set of associations between objects.
Let A ∈ O be an object type, let l ∈ A(O) be an attribute, and let ((A, r), B) ∈ R be
a relationship. Given an instance I of M , we write a ∈ A for a ∈ IO (A), a.l = v for
((o, l), v) ∈ IA and (a, b) ∈ r for (a, b) ∈ IR (((A, r), B)). The set of all instances of M is
denoted by ℑ(M ).
y
The deﬁnition of an object model instance allow for any combination of objects. It is
not necessarily the case that an instance complies with the constraints imposed by the
A

f

B

name

g

C

h

D

Figure 2.1: An example object model
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Table 2.1: Examples of graphical notations for a relationship ((A, r), B) with their cardinalities

A

r

B

σ((A, r)) = [0..1]
τ ((A, r)) = [0..∗)

A

r

B

σ((A, r)) = [1..1]
τ ((A, r)) = [0..∗)

A

r

B

σ((A, r)) = [0..1]
τ ((A, r)) = [1..∗)

A

r

B

σ((A, r)) = [0..∗)
τ ((A, r)) = [0..∗)

object model. If an instance satisﬁes these constraints, it is said to be consistent with
the object model.
Deﬁnition 2.6.3 (Consistent instance of an object model)
Let M = (O, A, ι, R, σ, τ ) be an object model and let I = (IO , IA , IR ) ∈ ℑ(M ) be an
instance of M . The instance I is consistent with M if all of the following conditions are
met:
1.
2.
3.
4.

∀A, B ∈ O : (A ̸= B ∧ IO (A) ∩ IO (B) ̸= ∅) =⇒ (B ∈ ι+ (A) ∨ A ∈ ι+ (B));
∀A, B ∈ O : B ∈ ι+ (A) =⇒ IO (A) ⊆ IO (B);
(a, l) ∈ Dom(IA ) ⇔ (∃A ∈ O : a ∈ IO (A) ∧ l ∈ A(A));
∀((A, r), B) ∈ R : (∀(a, b) ∈ IR ((A, r)) : a ∈ IO (A) ∧ b ∈ IO (B))
∧ ∀a ∈ IO (A) : |{y | (a, y) ∈ IR ((A, r))}| ∈ σ((A, r))
∧ ∀b ∈ IO (B) : |{x | (x, b) ∈ IR ((A, r))}| ∈ τ ((A, r))

where ι+ is the transitive closure of ι.

y

The ﬁrst two conditions state that objects belong to multiple types if and only if
it is in the inheritance relation. Objects can only have a valued attribute if an object
type exists for the object that deﬁnes the attribute, and vice versa. All attributes of
an object type should be valuated in a consistent instance. The fourth condition states
that given an association, the associated objects should be of the correct type deﬁned by
the relationship, and the source and target cardinality set by the relationship should be
fulﬁlled.
For example, given the object model as depicted in Figure 2.1, the instance
I= (

{(A 7→ {a1 , a2 , c1 }, B 7→ {b1 }, C 7→ {c1 }, D 7→ {d1 }},
{(a1 , name) 7→ v1 , (a2 , name) 7→ v2 , (c1 , name) 7→ v2 },
{f 7→ {(a1 , b1 ), (a2 , b1 ), (c1 , b1 )}, g 7→ ∅, h 7→ {(c1 , d1 )}})

is consistent with the speciﬁed object model, whereas adding an extra d2 ∈ D, or removing an association would make the instance inconsistent.
Typically, the constraints imposed by the object model are not suﬃcient for modeling
all aspects of models. We therefore in addition allow for constraints over all instances.
As the additional constraints should be satisﬁed for all consistent instances, we omit the
“for all consistent instances I” in the constraints. Given the example of Figure 2.1, the
following constraint states that if an object of type B and an object of type D are related
to an object of type C, the two objects cannot be associated in relationship g:
∀d ∈ D, b ∈ B : (∃ c ∈ C : (f (c) = b ∧ h(c) = D) =⇒ (b, d) ̸∈ g)
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This constraint is translated into:
∀I ∈ ℑ(O) : ( ∀d ∈ IO (D), b ∈ IO (B) :
( ∃ c ∈ IO (C) : ( (c, b) ∈ IR ((A, f, B)) ∧ (c, d) ∈ IR (C, h, D)
) =⇒ (b, d) ̸∈ IR ((B, g, D))
))
This way, we are able to specify additional constraints over all instances of an object
model.
The notion of object models is closely related to relational database schemas deﬁned
by Codd [38, 39] and Entity-Relationship diagrams (ERD), which were introduced by
Chen [34]. Also UML class diagrams [53] in combination with the Object Constraint
Language (OCL) [52] allow for data object modeling with constraints and relationships
like inheritance and association. However, UML class diagrams and OCL are not deﬁned
formally, and allow for many diﬀerent types of relationships.

Part I

Framework for
Component-Based Systems

3
Component-Based Architecture Framework

In this chapter, we introduce a formal framework for component-based information systems. The framework both covers the data aspect and the behavioral aspect. We mainly
focus on the behavioral aspect of such systems.

3.1

Introduction

The design of component-based systems encompasses the decomposition of the functionality of the system into components. An architecture describes the structure of such a
system. According to one of the most cited deﬁnitions [27], an architecture is:
The software architecture of a program or computing system is the structure
of structures of the system, which comprise software elements, the externally
visible properties of those elements and the relationships among them.
According to this deﬁnition, an architecture describes the structure of the system,
the components of which it is built up, and their functionality. However, this deﬁnition
is not precise enough. To be able to assure correctness of the system, we need to show
that each of the requirements are met. To do so, we need models that together describe
the functionality of the system. Such a model is called a view. The set of views should be
consistent, i.e. it should not be possible that if a property holds in one view, it does not
hold in another view of the same system, since all models together describe the system.
A second important aspect is that the set of views should be complete: each requirement
should be covered by one or more views. This leads to a more elaborate deﬁnition of an
architecture [5]:
An architecture of a system is a set of descriptions that present diﬀerent
views of the system. The set of views should be consistent and complete.
Each view models a set of components of the system, one or more functions
of each component and the relationships between these components.
In an architecture, many diﬀerent views are needed. An architectural framework is
a meta model that speciﬁes the possible views for an architecture. In this chapter, we
introduce an architectural framework that does not only focus on the design of component based information systems, but also allows for formal veriﬁcation of termination
conditions. It consists of three views: a component view , a process view , and a data view .
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In Section 3.2, we introduce the notion of a component on which we will build the architectural framework, which is presented in Section 3.3. In Section 3.4, we focus on the
behavioral aspect of component-based information systems, for which we will use Petri
nets and their composition. We illustrate the framework by an example in Section 3.5.
The chapter is concluded in Section 3.6.

3.2

Component-based Systems

Dividing the functionality of a system into subsystems such that each subsystem implements its own speciﬁc functionality is not new. Already in the sixties of the last century,
McIlroy [86] suggested to use components to design and implement software systems. A
component implements a speciﬁc part of the speciﬁcation, masking its internal design. It
interacts with other components via interfaces. Although the concept of a component is
clear, there is no real consensus on the deﬁnition of a component. We adopt the deﬁnition
of a component as deﬁned in [105]:
A component is a unit of composition with contractually speciﬁed interfaces
and explicit context dependencies only. A software component can be deployed independently and is subject to composition by third parties.
This deﬁnition shows two important aspects of a component. First of all, a component is
a subsystem implementing a set of coherent functionalities. Its interfaces to the outside
are listed explicitly in a contract, i.e. it deﬁnes how other components can access its
functionality via the interfaces. Secondly, a component should be as independent as
possible. A component may need other components, but these dependencies are known
in advance, and they are only accessed via the speciﬁed interfaces.
A component is called application speciﬁc, if it can be used in a single context only. If
the component can be used in many diﬀerent contexts, the component is called generic
or oﬀ the shelf (COTS). A good example of a generic component is a database management system. Such a system is specialized in the storage, retrieval and presentation of
structured data. Its conﬁguration is a data model specifying the data objects and their
relationships. Due to its generic nature, it can be deployed in many diﬀerent contexts.
Important in the design of components, is the granularity of components. The functionality of a system can be composed in small grained components, i.e. each component
only implements a very small part of functionality, or coarse grained components, i.e.
in very large parts of functionality. A common approach to compose systems is the
top-down approach. In this approach, the functionality is ﬁrst split into a few main
components. Each component then is further reﬁned into smaller components. Another
approach is the bottom-up approach, in which small components are composed into larger
components until the desired set of functionalities is covered.
A component communicates with its environment only via interfaces. It has many
diﬀerent interfaces. There are not only interfaces to communicate with users or other
components, but for example also to conﬁgure a component. We identify four types of
interfaces of a component: the human interface, the conﬁguration interface, the communication interface and the monitor interface.
Human interface The human interface deﬁnes the interface of the component with
users, like a graphical user interface of software components. In the example of
a database management system, the user interface allows the user to interactively
view and manipulate the data the system stores.
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Human interface

Configuration interface

Monitor interface

Component

Communication interface

Figure 3.1: Component model with four main interfaces

Conﬁguration interface As a component can be used in multiple contexts, it has
parameters to deploy the component in a speciﬁc context. The parameters of a
component can be set using this interface. For example, the conﬁguration interface
of a database management system consists of parameters to deﬁne the concurrent
behavior of transactions, but also the data schema of the data the system manipulates is a conﬁguration parameter of the component.
Communication interface The communication interface deﬁnes how and what the
component can communicate with other components. This interface is often called
the Application Programming Interface (API) of the component. Consider again
the database management system. It allows other components to manipulate data
via transactions via an ODBC or JDBC connection. Many database management
systems also allow for more direct manipulation via some programming interface.
The connector and the programming interface together form the communication
interface of the system.
Monitor interface To monitor the use of a component, the monitor interface allows
the logging of all kinds of events generated by the component, like interface calls
by other components, warnings or errors in the component and performance characteristics. For example, the monitor interface of a database management system
can record the queries performed by other components, the average response time
to answer a query, but also memory consumption or system load.
In the design and implementation of a component, all four types of interfaces need
to be considered. In this thesis, we focus on the design of communicating information
systems, where components interact via message passing. Therefore, our architectural
framework only addresses the communication interface. In Chapter 9, we will focus on
the monitor interface.

3.3

Architectural Framework

In this section, we introduce a framework for component-based information systems
that communicate asynchronously. We introduce the concepts of the framework via an
object model, which is shown in Figure 3.2. The main concept in the framework is the
notion of a component. To group functionality, components can be contained in larger

32

Component-Based Architecture Framework

components. This way, it is not only possible to hide design decisions, but also to present
the functionality as a more coarse grained component to other components.
A component has ports to communicate with other components. A port contains
channels over which messages are sent. For a port, a channel is either an input channel,
i.e. it can read messages from the channel, or an output channel, i.e. it can send messages
over the channel, but not both. The partitioning of the channels over the ports of the
component deﬁnes the possible interactions of the component with other components.
Two components can be composed via a wire, if each of the components has a port such
that the input channels of the one are output channels of the other, and vice versa.
If a component has a port that is not connected to another port, it is called an open
component. Otherwise, it is a closed component.
In the framework, a component is either composed, i.e. it is a composition of other
components, or it is atomic. An atomic component deﬁnes a process and data, whereas
the data and process deﬁnition of a composite component is deﬁned by the interaction
of the contained components and their process and data deﬁnitions.
This gives rise to the following constraints:
• A component is either atomic or composite.
Component = Atomic ∪ Composed
• A channel is either an input channel or an output channel.
Channel = Input ∪ Output
• Names are unique for input channels.
∀x, y ∈ Input : x.name = y.name =⇒ x = y
• Names are unique for output channels.
∀x, y ∈ Output : x.name = y.name =⇒ x = y
Note that the formalism of object models already requires that every two sets of
instances of diﬀerent object types are disjoint, except if one inherits from the other.
In the remainder of this section, we discuss the main properties of composite and
atomic components, and deﬁne for both types of components a set of additional constraints.

3.3.1

Composite Components

A composite component contains a set of communicating components. It is therefore often
referred to as a container . In Figure 3.2, the containment relation is depicted by relation
a from Component to Composite. It is a partial function, as not every component is
contained in another component. A composite component cannot be contained in itself.
We therefore require that the transitive closure of a is irreﬂexive. This way, a component
cannot be contained in itself.
Components can only communicate if they are contained in the same composite component. Components communicate via their ports using a wire. A wire connects two
ports of diﬀerent components. It indicates that the input channels of the ﬁrst port are
connected to the output of the latter port, and vice versa. Therefore, we require that
a wire can only exist between two ports that are each others inverse, i.e. each input
channel of the ﬁrst needs to be an output channel of the latter, and vice versa. Wires
have a direction; there is a source port (relationship s), and a target port (relation t).
We say that the component of the source port uses the component of the target port. A
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component cannot use itself. This leads to the following set of constraints on composite
components.
Constraints
• The transitive closure of a should be irreﬂexive.
• A Wire is between diﬀerent components.
∀w ∈ Wire : c(s(w)) ̸= c(t(w))
• A Wire can only connect components within the same container.
∀w ∈ Wire : a(c(s(w))) = a(c(t(w)))
• A Wire can only exist if the connected ports are each others inverse.
∀w ∈ Wire

3.3.2

: (∀i ∈ Input : p(i) = s(w) : ∃o ∈ Output : p(o) = t(w)
∧ i.name = o.name)
∧ (∀o ∈ Output : p(o) = s(w) : ∃i ∈ Input : p(i) = t(w)
∧ i.name = o.name)
∧ (∀i ∈ Input : p(i) = t(w) : ∃o ∈ Output : p(o) = s(w)
∧ i.name = o.name)
∧ (∀o ∈ Output : p(o) = t(w) : ∃i ∈ Input : p(i) = s(w)
∧ i.name = o.name)

Atomic Components

A composite component only deﬁnes which components communicate with each other.
It does not cover the data aspect nor the process aspect. Only atomic components deﬁne
these aspects. In other words, the data aspect and the process aspect of a composition
are determined by the data and process deﬁnitions of the atomic components in the
composition, and the wiring between the components. In our framework, an atomic
component consists of two views: a Data model to cover the data aspect, and a Process
model to cover the behavioral aspect.
A Data model consists of Data objects and Relations between those objects. We only
allow binary relationships, as we can always create an object type of the association if
more than two objects need to be associated. These relationships have a source entity and
a target entity, which have to be in the same component. In fact, it models a basic object
model as presented in the preliminaries (without inheritance). Sometimes, data objects
need to be shared between components. A data object that points to another data object
is called a Proxy. A Proxy can only exist if the two components are connected via a wire,
and the proxy relation should satisfy the order implied by the wire. The dependency
relation implied by the proxy cannot be circular. Hence, the transitive closure of the
relation implied by the object type Proxy needs to be irreﬂexive.
A component is designed to have certain functionalities, which are divided into activities. The Process model of an atomic component deﬁnes the set of Activities an object
can perform. An activity belongs to exactly one process. It can use the data objects
and relations of the component as deﬁned in the data model. Activities can communicate with other components by sending messages over output channels and collecting
messages from input channels.
In this thesis, we use Petri nets to implement a process. Each process has its own
Petri net. To deﬁne the dependencies between transitions and thus the order in which
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activities can be executed, places are used. Places are also used to represent the channels
between components. Each place either represents an input channel, an output channel,
or – if the port is connected via a wire – both. If two ports are connected via a wire,
for each input channel an output channel exists in the other port and vice versa. These
pairs of channels should be represented by the same place. But as the input channel is of
the one component, and the output of the other component, the place representing this
channel is in both Petri nets as well. Therefore, we require for places that all transitions
of the preset of a place (relation out) should be in the same Petri net, and all transitions
of the postset of a place (relation in) should be in the same Petri net as well. As places
represent channels, it is not necessarily the case that transitions of the preset and the
postset of a place are within the same Petri net.
Each transition is labeled with at most one activity of the process. If a transition
implements an activity, i.e. it is labeled with an activity, the transition should be connected with the input and output channels as deﬁned by the activity. A transition is
only connected to interface places if it implements an activity that uses some channels.
This leads to the following set of constraints on atomic components.
Constraints
• A Relationship only exists between data objects within the same data model.
∀x ∈ Relationship : d(x) = d(s(x)) = d(t(x))
• A Proxy is between two data objects of diﬀerent components within the same
container.
∀x ∈ Proxy : d(s(x)) ̸= d(t(x)) ∧ a(d(d(s(x)))) = a(d(d(t(x))))
• A Proxy between two data objects can only exist if there is a wire between the
components connected via the proxy.
∀x ∈ Proxy : ∃w ∈ Wire : c(s(w)) = d(d(s(x))) ∧ c(t(w)) = d(d(t(x)))
• The transitive closure of the relationship implied by object Proxy should be irreﬂexive.
Let R ⊆ DataObject × DataObject such that a R b ⇔ ∃p ∈ Proxy : s(p) = a ∧ t(p) =
b. The transitive closure of R should be irreﬂexive.
• An activity can only use data objects of the component it belongs to.
∀(x, y) ∈ u : p(p(x)) = d(d(y))
• An activity can only use the channels deﬁned by the component it belongs to.
∀(x, y) ∈ com : p(p(x)) = c(p(y))
• An activity can only use channels of its own component.
∀(x, y) ∈ com : p(x) = c(p(y))
• All transitions that produce in a place are within the same Petri net.
∀t1 , t2 ∈ Transition, p ∈ Place : {(t1 , p), (t2 , p)} ⊆ out =⇒ n(t1 ) = n(t2 )
• All transitions that consume from a place are within the same Petri net.
∀t1 , t2 ∈ Transition, p ∈ Place : {(t1 , p), (t2 , p)} ⊆ in =⇒ n(t1 ) = n(t2 )
• A place implements at most two channels: an input channel, and an output channel.
The ports of these channels should be connected via a wire.
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∀x ∈ Place, y1 , y2 ∈ Channel : (c(y1 ) = c(y2 ))
=⇒ ( (y1 = y2 )
∨ (y1 .name = y2 .name ∧ ∃w ∈ Wire : (s(w) = p(y1 ) ∧ t(w) = p(y2 ))
∨(s(w) = p(y1 ) ∧ t(w) = p(y2 )) ) )
• If two ports are connected via a wire, channels with the same name should be
represented by the same place.
∀w ∈ Wire, y1 , y2 ∈ Channel :
( y1 .name = y2 .name ∧ s(w) = p(y1 ) ∧ t(w) = p(y2 ) ) =⇒ c(y1 ) = c(y2 )
• A transition is connected to a place implementing a channel if and only if the
transition implements an activity that communicates with that channel.
∀(x, y) ∈ in ∪ out, z ∈ Channel :
c(z) = y ⇔ ( ∃q ∈ Activity : a(x) = q ∧ (q, z) ∈ com )
• If a transition implements an activity it should send and receive messages as deﬁned
by the activity.
∀z ∈ Transition, (x, y) ∈ com :
a(z) = x ⇔ (z, c(y)) ∈ (In ∪ Out)

3.4

Components as Open Petri Nets

As described in Section 3.2, a component has four types of interfaces. In this section, we
introduce a formalism to model a component and its communication interface, disregarding the other types of interfaces. Although the data aspect is as important in the design
of an information system, we mostly focus on the behavioral aspects of components. As
presented in the previous section, a component has ports which consist of input channels
and output channels to communicate with other components. Communication is done
by message passing, and hence, asynchronous. Therefore, Petri nets are a natural choice
for the modeling of components: it allows both for modeling of the internal behavior of
a component, as well as for modeling the communication between components. In this
section, we deﬁne a class of Petri nets, which we call open Petri nets. An Open Petri net
(OPN) has internal places to model its internal state and behavior, input places to model
input channels, and output places to model output channels. The set of all input places
and output places are called the interface places. The interface places are partitioned
into a set of ports. Each interface place is attached to a single port. An OPN can have
zero or more ports. If an OPN has no ports, it is called a closed net, to emphasize the
fact it cannot communicate with other components. An OPN has an initial marking
and a ﬁnal marking, both markings only mark internal places. We do not require the
ﬁnal marking to be a deadlock. Often, the ﬁnal marking is either identical to the initial
marking, or it is an idle state, indicating that if the component reached the idle state, it
is in rest, and can be reused.
Deﬁnition 3.4.1 (Open Petri net)
An open Petri net (OPN) is an 8-tuple (P, I, O, T, F, G, i, f ) where
• ((P ∪ I ∪ O, T, F ), i, {f }) is a system;
• P is a set of internal places;
• I is a set of input places, and • I = ∅;
• O is a set of output places, and O• = ∅;
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• P , I and O are pairwise disjoint;
• G ⊆ P(I ∪ O) is a partitioning of the interface places, an element of G is called a
port,
• i ∈ IN P is the initial marking, and
• f ∈ IN P is the ﬁnal marking.
We call the set I ∪ O the interface places of the OPN. Two OPNs N and M are called
disjoint if (PN ∪ IN ∪ ON ∪ TN ) ∩ (PM ∪ IM ∪ OM ∪ TM ) = ∅. An OPN N is called closed
if IN = ON = ∅. The set of all OPNs is denoted by N. As a shorthand notation, we
write R(N, m) for R((PN ∪ IN ∪ ON , TN , FN ), m, {fN }) for m ∈ IN PN ∪IN ∪ON .
y
A transition with an output place in its postset is called a sending transition. If a
transition has an input place in its preset, it is called a receiving transition. To denote
whether a transition is sending, receiving or not communicating, we introduce the sign of
a transition. We generalize the sign of a transition to Petri nets. The sign of a transition
is deﬁned based on a given set of places.
Deﬁnition 3.4.2 (Sign of a transition and a sequence)
Let N = (P, T, F ) be a Petri net, and deﬁne G ⊆ P . The sign of a transition, given by
the function λG : T → {!, ?, τ, ♢} is deﬁned by:

!
if t• ∩ G ̸= ∅ ∧ • t ∩ G = ∅



?
if • t ∩ G ̸= ∅ ∧ t• ∩ G = ∅
λG (t) =
♢ if • t ∩ G ̸= ∅ ∧ t• ∩ G ̸= ∅



τ
otherwise
where t ∈ T . We lift the sign function to sequences. The function sgn G : T ∗ → {!, ?, τ, ♢}
is deﬁned by:

τ
if ∀t ∈ σ : λG (t) = τ



!
if ∀t ∈ σ : λG (t) ∈ {!, τ } ∧ ∃t ∈ σ : λG (t) =!
sgn G (σ) =
if ∀t ∈ σ : λG (t) ∈ {?, τ } ∧ ∃t ∈ σ : λG (t) =?
 ?


♢ otherwise
where σ ∈ T ∗ .

y

The inner behavior of a component, i.e. the control ﬂow of the component, is again
a Petri net. To inspect the inner behavior, we introduce the notion of a skeleton. The
skeleton of an OPN is the Petri net formed by removing the interface places.
Deﬁnition 3.4.3 (Skeleton)
Let N be an OPN. The skeleton of N is deﬁned as the Petri net S(N ) = (PN , TN , F )
with F = FN ∩ ((PN × TN ) ∪ (TN × PN )). The skeleton system of N is deﬁned as the
system S(N ) = (S(N ), iN , {fN }).
y
An important behavioral property for systems is termination: a component should
always have the possibility to terminate properly. We identify two termination properties:
weak termination and soundness. The ﬁrst property states that a component including
all its interface places always has the possibility to reach the ﬁnal marking, whereas in
the latter property, the interface places are not taken into account. In fact, the latter
property states that, if all communication is disregarded, the component behaves well.
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Deﬁnition 3.4.4 (Weak termination and soundness of an OPN)
Let N be an OPN. It is weakly terminating, if for each marking m ∈ R(N, iN ), we have
fN ∈ R(N, m). It is sound , if the system deﬁned by its skeleton is weakly terminating.
y
Note that soundness is deﬁned as fN ∈ R(S(N ), m) for all m ∈ R(S(N )). We do not
consider the second and third condition of classical soundness (Deﬁnition 2.5.14). As a
consequence, if an OPN is closed, it is sound if and only if it is weakly terminating.
Corollary 3.4.5
Let N be a closed OPN. Then N is sound if and only if N is weakly terminating.

y

The deﬁnition of soundness allows an unbounded net to be sound. If the second
condition of classical soundness holds, i.e. if a reachable marking is greater than or equal
to the ﬁnal marking, then it is the ﬁnal marking, then the net is bounded.
Two OPNs can be composed if they share ports. More speciﬁcally, two OPNs are
composable if (1) the two nets are disjoint except for the interface places they share, (2)
the partitioning of the shared places is identical (i.e. the shared ports are the same), and
(3) all input places of the ﬁrst constituent are output places of the second constituent,
and vice versa. The result of the operation is again an OPN. Composition is in fact a
place fusion operation: places that are identical are fused. Fused places become internal
places of the composition.
Deﬁnition 3.4.6 (Composition of OPNs)
Two OPNs A and B are composable for some n ∈ IN∪
, denoted by A ⊕ B, if and only if
there exist an H ⊆ P((IA ∪ IB ∪ OA ∪ OB )) and H = g∈H such that H = GA ∩ GB and
(PA ∪ IA ∪ OA ∪ TA ) ∩ (PB ∪ IB ∪ OB ∪ TB ) = (IA ∩ OB ) ∪ (OA ∩ IB ) = H.
If A and B are composable, their composition results in an OPN A ⊕ B =
(P, I, O, T, F, G, i, f ) where
• P = PA ∪ PB ∪ H;
• I = (IA ∪ IB ) \ H;
• O = (OA ∪ OB ) \ H;
• T = TA ∪ TB ;
• F = FA ∪ FB ;
• G = (GA ∪ GB ) \ H;
• i = iA + iB ; and
• f = fA + fB
The cardinality of the composition is deﬁned as |H|. If the cardinality of a composition
A ⊕ B is 1, we say A and B are elementary composable
y
Note that the composition is commutative by deﬁnition of the union operator on sets.
Corollary 3.4.7 (Composition is commutative)
Let A and B be two composable OPNs. Then A ⊕ B = B ⊕ A.

y

A second important property of the composition operator is associativity: the order
in which OPNs are connected should not matter. Unfortunately, in general, this is not
the case, as a composition of two OPNs does not necessarily have to exist. However, if
the composition of three OPNs exists, we have that A ⊕ (B ⊕ C) = (A ⊕ B) ⊕ C, as
shown in the next lemma.
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Lemma 3.4.8 (Composition is associative)
Let A, B, C be three OPNs. Composition (A ⊕ B) ⊕ C exists if and only if A ⊕ (B ⊕ C)
exists. Furthermore, if the compositions exists, they are identical.
y
Proof. Note that sets of interface places (IA ∪ OA ) ∩ (IB ∪ OB ), (IB ∪ OB ) ∩ (IC ∪ OC )
and (IA ∪ OA ) ∩ (IC ∪ OC ) are pairwise disjoint. The proof then follows directly from
rewriting (A ⊕ B) ⊕ C and A ⊕ (B ⊕ C).
2
The lemma implies that if the composition of a set of OPNs exist, the order in which
the OPNs are composed does not matter, the resulting composed OPN is always the
same. Hence, the deﬁnition of OPNs and the composition operator follow the constraints
imposed by the object model as deﬁned in the previous section: given a set of composable
OPNs, the composition operator deﬁnes the wiring in compliance ⊕
with the framework
described in the previous section. This way, we are allowed to write O∈{A,B,C,D} O for
A ⊕ B ⊕ C ⊕ D.
The deﬁnition of composition requires that ports should be their inverse in order to
be able to compose them. However, this is not always the case. In case the ports do
not match, but their composition is needed, we can use port modiﬁcation operators that
allow us to join ports, to split ports, to hide ports and to rename channels (i.e. interface
places) in a port.
The port split operator divides a port of an OPN into smaller ports. It takes as
parameters the port to be split and the partitioning in which the port is split. The result
is again an OPN, which directly follows from the fact that the ports are split into a
partition. Furthermore, soundness is preserved, since their skeletons are isomorphic.
Deﬁnition 3.4.9 (Port split operator)
Let N be an OPN, G ∈ GN a port of N , and let X ∈ P(P(G)) be a partitioning of
the elements of G such that ∅ ̸∈ X. The port split operator PS G7→X is deﬁned by
PS G7→X (N ) = (PN , IN , ON , TN , FN , G, iN , fN ) where G = (GN \ {G}) ∪ X.
y
Corollary 3.4.10
Let N be an OPN, G ∈ GN a port of N , and let X ∈ P(P(G)) be a partitioning
the elements of G such that ∅ ∈
̸ X. Then PS G7→X (N ) ∈ N and (S(N ), in , {fN })
(S(PS G7→X (N )), iN , {fN }).

of
∼
=
y

Next, we deﬁne the port join operator. It takes an OPN and a set of ports of this
OPN, and joins these ports into a single port. Its result is again an OPN, as the resulting
set of ports remains a partitioning of the interface places. The operator also preserves
soundness, as the skeletons are isomorphic.
Deﬁnition 3.4.11 (Port join operator)
Let N be an OPN and let H ⊆ GN be a set of ports of N . We deﬁne the port join
operator PJ
∪H by PJ H (N ) = (PN , IN , ON , TN , FN , G, iN , fN ) where G = (GN \ H) ∪ {H}
y
with H = G∈H G.
Corollary 3.4.12
Let N be an OPN and let H ⊆ GN be a set of ports of N . Then PJ H (N ) ∈ N and
(S(N ), in , {fN }) ∼
y
= (S(PJ H (N )), iN , {fN }).
With port hiding, we are able to hide certain communication options of the OPN. As
an argument it takes a set of ports H of an OPN, the result is an OPN in which the ports
H do not occur. As a consequence, the interface places in H are removed. The resulting
net is again an OPN. Like the other operators, port hiding also preserves soundness, as
the skeletons are isomorphic.
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Deﬁnition 3.4.13 (Port hiding operator)
Let N be an OPN and let H ⊆ GN be a set of ports of N . We deﬁne the port hiding
operator PH H by PH H (N ) = (PN , I, O, TN , F, G, iN , fN ) where I = IN \H,
∪O = ON \H,
G = (GN \ H), F = FN ∩ (((PN ∪ I) × TN ) ∪ (TN × (PN ∪ O))) and H = G∈H G.
We write NG as a shorthand notation for PH GN \{G} (N ).
y
Corollary 3.4.14
Let N be an OPN and let H ⊆ GN be a set of ports of N . Then PH H (N ) ∈ N and
(S(N ), in , {fN }) ∼
y
= (S(PH H (N )), iN , {fN }).
Corollary 3.4.15
Let A and B be two 1-composable OPNs and let G ∈ GA ∩ GB . Then A ⊕ B is sound if
and only if AG ⊕ B is sound.
y
We deﬁne port renaming as an element wise operator on the interface places of an
OPN. The actual renaming is done by an injective function. This way, we ensure that the
result of the operation is again an OPN. As the other operators, port renaming preserves
soundness, as the skeletons are isomorphic.
Deﬁnition 3.4.16 (Port renaming operator)
Let N be an OPN, U the universe of places, and let ρ : (IN ∪ ON ) → U be an injective
function, such that Rng(ρ) ∩ PN = ∅. We deﬁne the port renaming operator PR ρ by
PR ρ (N ) = (PN , ρ(IN ), ρ(ON ), TN , F, G, iN , fN ) where F = {(ρ̄(n), ρ̄(m)) | (n, m) ∈ F }
and G = {ρ(G) | G ∈ GN } with ρ̄ : (PN ∪ TN ∪ IN ∪ ON ) → U ∪ TN such that ρ̄(n) = n
if n ∈ PN ∪ TN and ρ̄(n) = ρ(n) if n ∈ IN ∪ ON .
y
Lemma 3.4.17
Let N be an OPN, U the universe of places, and let ρ : (I ∪ O) → U be an injective function, such that Rng(ρ) ∩ PN = ∅. Then PR ρ (N ) ∈ N and (S(N ), iN , fN ) ∼
=
(S(PR ρ (N )), iN , fN ).
y
In the remainder of this section, we discuss some properties of OPNs, which we will
rely on in the next chapters.
The composition of two OPNs only restricts behavior; it is not introducing new
behavior. In fact, it is easy to see that the projection of a composition on either one of
its constituents, is a simulation relation, as shown in the next lemma.
Lemma 3.4.18 (Composition simulated by its constituents)
Let A and B be two composable OPNs. Then τTB (N (S(A ⊕ B))) ≼Q N (S(A)) where
Q = {(m, m|PA ) | m ∈ R(S(A ⊕ B)).
y
Proof. To prove the lemma, we need to show that Q is a simulation. Deﬁne N = A ⊕ B.
1) By deﬁnition of ⊕, we have iN Q iA .
t

2) Let m, m′ ∈ IN PN , t ∈ TN and m ∈ IN PA such that (S(N ) : m −→ m′ ) and
m Q m. Then either t ∈ TA or t ∈ TB . Suppose the ﬁrst. Then for all p ∈ PA ,
t
•
t(p) ≤ m(p) = m(p). Hence, a marking m′ ∈ IN PA exists such that (S(A) : m −→ m′ ),
′
′
′
•
•
and m (p) = m(p) − t(p) + t (p) = m (p) for all p ∈ PA . Thus, m |PA = m′ , and
hence, m′ Q m′ . Now suppose t ∈ TB . Then (• t ∪ t• ) ⊆ (PB ∪ IB ∪ OB ). Hence,
m|PA = m′ |PA = m, and thus, m′ Q m.
3) Let m ∈ IN PA such that fN Q m. Then fA = fN |PA = m. Hence, (S(A) : m =⇒
fA ) and fN Q fA .
2
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As a consequence, if a ﬁring sequence is executable in the composition of two OPNs
A and B, the projection of this sequence on a constituent is also a ﬁring sequence. This
is expressed in the next corollary.
Corollary 3.4.19
Let A and B be two composable OPNs. Deﬁne N = A ⊕ B. Let m, m′ ∈ R(S(N ))
σ

σ|T

A
and σ ∈ TN∗ such that (S(N ) : m −→ m′ ). Then (S(A) : m|PA −→
m′ |PA ) and

σ|T

B
(S(B) : m|PB −→
m′ |PB ).

y

Furthermore, if a marking is reachable in the composition, the projection of the
marking on a constituent is a reachable marking of the constituent.
Corollary 3.4.20
Let A and B be two composable OPNs. Let m ∈ R(S(A ⊕ B), iA⊕B ). Then m|PA ∈
y
R(S(A)) and m|PB ∈ R(S(B)).
In component-based approaches like service oriented architectures, the network is not
known in advance. Given a component, in such architectures often referred to as service,
it is unknown which components will be composed to it. At runtime, components are
connected and removed. A partner of an OPN S is an OPN R such that S ⊕ R is sound.
An OPN is controllable if it has at least one partner.
Deﬁnition 3.4.21 (Partner, controllability)
Let N be an OPN. A partner of N is an OPN P such that N ⊕ P is weakly terminating.
A controllable open net is an open net that has at least one partner. Part(N ) is the set
of all possible partners of N .
y
For properties like substitutability (cf. [103]), we deﬁne the property of accordance
on OPNs. An OPN N accords to another OPN M , if all the partners of M are also a
partner of N .
Deﬁnition 3.4.22 (Accordance)
Let N and M be two OPNs. OPN N accords to OPN M , denoted by N ⊑ M if and
only if Part(M ) ⊆ Part(N ).
y

3.5

Illustrative Example

In this section, we illustrate the framework with an example. We consider a network
of three organizations: a consumer, a supplier and a producer. The consumer sends a
request for proposal to the supplier. The supplier answers the request with an oﬀer. The
two can negotiate about the terms, after which the consumer either decides to accept
the oﬀer, or to refuse it. If the oﬀer is accepted, the supplier orders the products at
the producer. The producer delivers the product to the supplier who sends it to the
customer. The supplier also sends an invoice to the buyer, which eventually will be paid.
Figure 3.3 depicts the component structure of the component-based information system. It consists of four components: an atomic component Consumer, an atomic component Supplier, an atomic component Producer, and a composite component System,
which contains the three atomic components. The information system is a closed network, as the component System does not have ports, and all internal ports are connected
via wires. Figure 3.4 depicts the data model of the components, Figure 3.5, the composed
Petri net of the components.
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Figure 3.3: Component model of the component-based information system
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Figure 3.4: Data model of the three components

The “Buy” port of the Consumer consists of ﬁve output channels: “proposal”, “term”,
“ok”, “nok” and “payment”, and four input channels: “oﬀer”, “new term”, “product”
and “invoice”. The Consumer is an atomic component with a process and a data model.
The process consists of nine activities. First, the activity “Request proposal” takes place,
after which activity “Receive oﬀer” occurs. The Consumer can decide to either execute
activity “Negotiate terms”, “Accept oﬀer” or “Refuse oﬀer”. After activity “Negotiate term” always activity “Receive new terms” is executed, after which the Consumer
can again make the same choices as before. If the oﬀer is accepted, activities “Receive
product”, “Receive invoice” and “Pay invoice” are executed in sequence. Each activity
communicates via an input or output channel of the “Buy” port. The Consumer component uses the Supplier component via a wire from its “Buy” port to the “Sell” port
of Supplier. The datamodel of the Consumer has data objects “Order” together with
set of “Terms”, a “Delivery” for an order, an “Invoice” and a “Payment” for an invoice.
Terms can be used in multiple orders. Each activity uses some of the data objects. For
example, activity “Accept oﬀer” uses data object “Order” to mark the order as accepted,
and communicates via channel “ok” of the “Buy” port.
The Producer component is an atomic component with a single port named “Deliver”,
consisting of one input channel “order” and one output channel “delivery”. Its process
is the sequential execution of the activities “Produce” and “Deliver”. The data model of
the Producer component consists of a single data object “StockItem”, representing the
list of products produced by Producer.
The atomic component Supplier is the key component in the information system.
It has two ports. The ﬁrst port, “Sell”, is the inverse of the “Buy” port of Producer,
i.e. it has ﬁve input channels: “proposal”, “term”, “ok”, “nok” and “payment”, and
four output channels: “oﬀer”. “new term”, “product” and “invoice”. The second port,
“Order” has output channel “order” and input channel “delivery”. It is the inverse
of the port “Deliver” of Producer. The process of Supplier starts with the activity
“Receive Proposal”. The Supplier then sends an oﬀer via activity “Send oﬀer”. Based
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Figure 3.5: Petri net of the composition of the three components
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on the messages on the input channels in “Sell”, either activity “Oﬀer Refused”, “Oﬀer
accepted” or “Receive term” is executed. If activity “Receive term” is executed, new
terms are sent via activity “Send new terms”. If the oﬀer is accepted, the product is
ordered at the producer via activity “Request product”. This activity communicates
via output channel “order” of port “Order”. After the Producer has sent a message
of delivery, activity “Receive product” is executed, after which the products are sent
to Consumer (“Send product”), and an invoice is sent (“Send invoice”). Eventually,
after the invoice is sent, the Consumer will send a payment. Supplier sells the products
produced by Producer. Therefore, its data model has a proxy named “Product”, which
points to the “StockItem” object of the data model of Producer. All data objects are
connected to the main data object “Lead”. A lead is a possible order for a “Product”.
A “Payment” and “Delivery” are performed for the lead if it has become an order.
In Figure 3.5, the borders depict the Petri nets for each of the components. The only
places that occur in two Petri nets are the interface places between the components. The
overlap between Consumer and Producer matches the channels deﬁned by their Ports
“Buy” and “Sell”, respectively. It is simple to check that each process of the components
is sound, as is the overall Petri net.

3.6

Conclusions

In this chapter we introduced a framework for the design of component-based information
systems. The framework focusses not only on the component aspect, but also the data
aspect and process aspect are covered. For the data aspect, object models are used, such
that it is possible to verify given an instance whether all kind of properties hold on the
data model. For the process aspect, we use Petri nets. Petri nets are a natural choice as
it both support formal veriﬁcation as well as the asynchronous nature of communication
between the components.
The framework presented in this chapter is closely related to the framework presented
in [5], where the authors present a meta model for a SOA-based architecture framework.
In this framework, the authors include diﬀerent message types, and show how diﬀerent
process modelling techniques can be applied within their framework. Architectures like
SCA [29] mainly focus on speciﬁc techniques, like the Web Service Description Language
(WSDL) [36] and the Web Service Business Process Execution Language (WS-BPEL)
[22]. Furthermore, SCA allows for the deﬁnition of bindings, quality of Service (QoS)
and policies. However, in this thesis we want to be independent of the implementation,
and rather focus on veriﬁcation.
The use of Petri nets for component based systems is not new. For example, in [73],
the authors present modular Petri nets, in which modules have interfaces that consists of
places. Also the Petri Net Markup Language (PNML) [66] already has a module concept
with interfaces. Open Petri nets are very similar to the concept of Petri net components,
see e.g. [74], in which a module consists of a Petri net and interface places to be connected
to other components. In [55], open Petri nets are introduced as a tuple consisting of a
Petri net, a set of input open places and a set of output open places. Our notion of open
Petri nets requires the sets of input places and output places to be disjoint, whereas
in [55], the sets of input and output places may overlap. Our notion is closely related to
the notion of open (workﬂow) nets, which were studied in [13, 14, 77, 78, 83].
In the next chapter, we will introduce compositional veriﬁcation for soundness of a
component architecture.

4
Compositional Verification of Service Trees

In this chapter, we deﬁne a special class of component based systems, called service trees.
We want to check soundness compositionally, i.e. we only check each component and each
pair of communicating components. Soundness of both all components and all pairs of
components is not a suﬃcient condition. Therefore, we propose three alternative conditions to be checked on pairs of communicating components: the identical communication
pattern, the alternating block communicating pattern and the elastic communication
pattern.

4.1

Introduction

According to the paradigm of Service Oriented Architectures, a component oﬀers some
service, and, in order to deliver its service, it uses services of other components. This
way, a component has two roles: it is a service provider and a service consumer . From a
business oriented view, a component sells services, and to meet its commitments, it buys
services of other components. This way, a tree of components is built up to deliver a
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Figure 4.1: Example of a service tree of four components A,B,C and D.
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Figure 4.2: The composition of three composable OPNs.

service to the initial client. A component requesting a service, does not need to know that
the component delivering the requested service, itself is a client for several other services.
This can be for reasons of privacy, but a more obvious reason is that many components
provide the same service, and components take each other services via a third party like
a broker. Therefore, the tree is built up dynamically at run-time. At design time, the
service tree is not known. This makes veriﬁcation of behavioral correctness very hard.
Thus, if we want to ensure behavioral correctness, we need a veriﬁcation method that
only considers pairwise compositions of components: if each component is sound, and all
pairwise connected components satisfy some condition, the whole tree should be sound.
The nature of this class of component based systems is asymmetric. A service provider
commits itself to deliver a service. It does not matter what other components that
service provider needs, as long as it keeps delivering the requested service. Therefore, the
connections between components have a direction: they are initiated by a service client,
and accepted by a service provider. Consider the component architecture depicted in
Figure 4.1. There are four components, A, B and C, which are connected via ports G, H
and J. The ⃝
◃ operator indicates the direction of the communication. In this example,
component B delivers a service to component A over port G, and to do so, it uses the
services of its children C and D.
Just requiring each composition of connected pairs of components to be sound is not
suﬃcient to guarantee the correctness of the whole service tree, as shown in Figure 4.2.
In this example, both A ⊕ B and B ⊕ C are sound. However the composition A ⊕ B ⊕ C
has a deadlock, since this composition introduces a cyclic dependency over the three
components: after ﬁring transition v, the system is in deadlock. A suﬃcient condition to
guarantee correctness of the whole tree by only checking pairs of connected components,
is accordance, as deﬁned in the previous chapter. If B ⊕ C accords to the composition
B, then all partners of B are also a partner of B ⊕ C. Thus, for every partner A such
that A ⊕ B is sound, also A ⊕ (B ⊕ C) is sound.
Theorem 4.1.1 (Accordance suﬃcient)
Let A, B and C be three OPNs such that A and C are disjoint, A and B are elementary
composable with respect to port G ∈ GA ∩ GB , and B and C are elementary composable
with respect to port H ∈ GB ∩ GC . If (B ⊕ C)G ⊑ BG and A ⊕ B is sound then A ⊕ B ⊕ C
is sound.
y
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Proof. Since A ⊕ B is sound, its skeleton S(A ⊕ B) is weakly terminating. We have
S(A⊕ B) = AG ⊕ BG . Hence, AG ⊕ BG is weakly terminating and AG ∈ Part(BG ). Since
BG ⊑ (B ⊕ C)G , also AG ∈ Part((B ⊕ C)G ). Thus, AG ⊕ (B ⊕ C)G is weakly terminating
and since it is closed, it is sound by Corollary 3.4.5. Hence, by Corollary 3.4.15, A⊕ B ⊕ C
is sound.
2
Accordance is not only a suﬃcient condition, it is also a necessary condition. If B
does not accord to the composition B ⊕ C, a partner exists such that the composition
A ⊕ B is sound, but the composition A ⊕ (B ⊕ C) is not sound.
Theorem 4.1.2 (Accordance necessary)
Let B and C be two OPNs that are elementary composable with respect to port H ∈
GB ∩ GC . Let G ∈ GB \ GC . If (B ⊕ C)G ̸⊑ BG then an OPN A exists such that A ⊕ B
is sound, but A ⊕ B ⊕ C is not sound.
y
Proof. Since BG ̸⊑ (B ⊕ C)G , an A ∈ Part(BG ) exists such that A ̸∈ Part((B ⊕ C)G ).
Hence, A ⊕ BG is weakly terminating, and by Corollary 3.4.5, it is sound. Since A ̸∈
Part((B ⊕ C)G ), the composition A ⊕ (B ⊕ C)G is not weakly terminating, and thus not
sound by Corollary 3.4.5. Hence, by Corollary 3.4.15, A ⊕ B ⊕ C is not sound.
2
In [84], the authors prove undecidability of controllability for general open Petri nets.
Current research results (cf. [82, 103, 112]) are based on a message bound. As we only
require the ﬁnal marking to be a home marking, such a message bound may not exist.
Although the accordance relation is both a suﬃcient and a necessary condition, a solution
to decide accordance for livelock-freedom is not available [103]. We therefore search for
a suﬃcient condition such that we can decide soundness. In this chapter, we will present
three alternative suﬃcient conditions, which we call communication patterns.
Let A, B and C form a service tree where A is the parent of B, and B the parent of
C. Figure 4.3 shows the relation between the diﬀerent communication patterns.
Identical Communication Pattern
The identical communication pattern requires C not to hamper B, i.e. the composition
B ⊕ C should mimic every ﬁring sequence B can execute. Thus, for every ﬁring sequence
σ in B leading to its ﬁnal marking, a ﬁring sequence σ̃ should exist in the composition
B ⊕ C that leads to the ﬁnal marking of the composition, and the projection of σ̃ on
the transitions of component B should be equal to σ. This way, component A does not
notice whether it is communicating to component B or to the composition B ⊕ C. The
notion is closely related to simulation.
Alternating Block Communication Pattern
Every ﬁring sequence can be uniquely split into communication blocks: all communication
transitions in such a block either have the same sign or do not communicate at all. The
alternating block communication pattern loosens the identical communication pattern by
allowing to send or receive messages within a communication block in any order. It can be
related to simulation of hyper transition systems, i.e. a step is now a multi-action instead
of a single transition. Simulation on the general hyper transition systems is shown to be
a suﬃcient condition, but not necessary, and too restrictive. Therefore, we deﬁne a quasi
simulation, which is based on the switch points in the LTS of an OPN. A switch point is a
marking with an important property: the sign of the sequence with which the marking is
reached has a diﬀerent sign than its successor sequence. By deﬁnition of communication
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Figure 4.3: The relation between the diﬀerent deﬁned communication patterns

blocks, the ﬁrst transition of the successor sequence already has a diﬀerent sign. Quasi
simulation is a suﬃcient condition for deciding the alternating block communication.
Elastic Communication Pattern
Although the alternating block communication pattern already allows for more behavior,
it is still too restrictive by requiring that given two sequences, their alternating block
structure should be identical, whereas accordance only requires that messages are sent
in time. This means that for both components messages may be sent earlier. This is
expressed in the elastic communication pattern : a sequence is elastic to another sequence
if all the messages are sent in time, i.e. messages may be sent earlier by a component,
as long as it sends and receives the same number of messages. If two sequences have an
identical communication pattern, they are elastic to each other.

4.2

General Framework

In this section we present a formal framework for compositional veriﬁcation of soundness
on service trees. Proving the soundness of a service tree is done in two steps. First of all,
each component should be sound itself. Next, each connection is checked against some
communication condition, from which soundness of the composition, and of the whole
tree can be concluded. Such a condition should satisfy some criteria. A component may
not notice the diﬀerence whether it is communicating with a single component or with
a service tree. We therefore search for a sequence relation φ : TN∗ × TN∗ → IB, which is a
predicate on the ﬁring sequences of OPN N , such that this property is guaranteed.
Since soundness is not suﬃcient, we need to strengthen the soundness property by
stating that for all reachable markings in the composition of B and C and ﬁring sequence
σ in B, a ﬁring sequence σ̃ should exist in the composition such that σ and σ̃ satisfy the
predicate φ.
Deﬁnition 4.2.1 (Communication condition)
Let B and C be two OPNs that are elementary composable. Deﬁne N = B ⊕ C and let
φ : TB∗ × TN∗ → IB be a sequence relation. The communication condition comφ (B, C)
holds if and only if:
∀m ∈ R(S(N ), iN ), σ ∈ TB∗ :
σ
σ̃
(S(B) : m|PB −→ fB ) =⇒ (∃σ̃ ∈ TN∗ : (S(N ) : m −→ fN ) ∧ φ(σ, σ̃))
y
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In fact, the communication condition states that B ⊕ C is able to follow B. For any φ,
this condition implies soundness, which can be proven in a straightforward manner.
Lemma 4.2.2 (φ-communication condition implies soundness)
Let B and C be two OPNs that are elementary composable, and let G ∈ GB \ GC . Let
φ be a sequence relation as deﬁned in Deﬁnition 4.2.1. If B is sound and comφ (B, C)
holds for some sequence relation, then B ⊕ C is sound.
y
Proof. Deﬁne N = B ⊕ C. Let m ∈ R(S(N )). By Corollary 3.4.19, marking m|PB ∈
α
R(S(B)). Since B is sound, a ﬁring sequence α ∈ TB∗ exists such that (S(B) : m|PB −→
fB ). Applying comφ (B, C) on α and m results in a ﬁring sequence σ ∈ TN∗ such that
σ
(S(N ) : m −→ fN ). Hence, N is sound.
2
Condition comφ is suﬃcient for deciding the soundness of two components. Let A,
B and C be three OPNs such that A communicates with B, B communicates with C,
but A and C do not communicate. We prove that if the composition A ⊕ B is sound,
and components B and C satisfy comφ (B, C), then the composition of A, B and C
is sound. In order to provide a suﬃcient condition for concluding soundness of a tree
of three components, such a sequence relation needs to satisfy several criteria. These
criteria follow directly from the proof. To prove soundness of the service tree, we need
to show that given a reachable marking of the service tree, the ﬁnal marking should be
reachable. As the composition of A and B is sound, we have a ﬁring sequence in A ⊕ B
from this marking leading to the ﬁnal marking of A ⊕ B. Condition comφ (B, C) should
guarantee that this ﬁring sequence projected on B is still possible in the service tree.
The condition ensures the existence of a ﬁring sequence in B ⊕ C such that it satisﬁes
the sequence relation φ.
Hence, we have a ﬁring sequence in A ⊕ B and a ﬁring sequence in B ⊕ C satisfying
the sequence relation φ. We should be able to interweave these ﬁring sequences, so
that the resulting sequence is a ﬁring sequence in the service tree. Therefore, we divide
the composition of A ⊕ B into two subnets, N1 and N2 . The ﬁrst subnet, N1 , covers
component A and the transitions of B that communicate with A. Figure 4.4 depicts the
division of the composition A ⊕ B into N1 . Net N2 is the skeleton of component B. Note
that the union of nets N1 and N2 is the skeleton of the composition. The transitions of
B that communicate with A are common for the two subnets, the places of N1 and N2
are disjoint. Note that N1 is not a workﬂow.
Deﬁnition 4.2.3
Let A and B be two OPNs that are elementary composable with respect to some port
G ∈ GA ∩ GB . Deﬁne N = A ⊕ B. The Petri net CB (A) is deﬁned as CB (A) = (P, T, F )
where P = PA ∪ G, T = TA ∪ N• G ∪ G•N and F = FN ∩ ((P × T ) ∪ (T × P )).
y
Every ﬁring sequence in A ⊕ B can be turned into a ﬁring sequence of CB (A) by
leaving out all transitions of TB , except the transitions of B that communicate with A.
The proof follows directly from Corollary 3.4.19.
Corollary 4.2.4
Let A and B be two OPNs that are elementary composable with respect to some port
G ∈ GA ∩ GB . Deﬁne N = A ⊕ B and L = CB (A). Then for all σ ∈ TN∗ and m, m′ ∈ IN PN
σ

σ|T

L
such that (S(N ) : m −→ m′ ) holds (L : m|PL −→
m′ |PL ).

y

In the soundness proof, the ﬁring sequence in A ⊕ B is projected on CB (A), and it
will be interweaved with the resulting ﬁring sequence of the communication condition.
The interweaving property will guarantee that this interweaving is possible.
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Figure 4.4: Composition A ⊕ B and its subnet N1 = CB (A)

Property 4.2.5 (Interweaving ﬁring sequences)
Let A and B be two OPNs that are elementary composable with respect to some port
G ∈ GA ∩GB . Let φ be a sequence relation as deﬁned in Deﬁnition 4.2.1. Let N1 = CB (A)
µ
and N2 = S(B). Let µ ∈ TN∗ 1 and m, m′ ∈ IN PN1 such that (N1 : m −→ m′ ). Let ν ∈ TN∗ 2
ν
and m, m′ ∈ IN PN2 such that (N2 : m −→ m′ ) and φ(µ, ν). Then a σ ∈ TN∗ exists such
σ
that (S(N ) : m + m −→ m′ + m′ ), φ(µ, σ) and φ(ν, σ).
y
The interweaving property expresses that two sequences can be combined into a single
ﬁring sequence that is executable and satisﬁes the sequence relation. Also, the sequence
relation should hold for a ﬁring sequence, and its ﬁring sequence in which all transitions
are hidden except for the transitions that communicate. Rephrased, the sequence relation
φ should not consider all transitions in B, but only the transitions of B that communicate
with A. This is expressed in the next property.
Property 4.2.6
Let B and C be two OPNs that are elementary composable, and let G ∈ GB \ GC . Deﬁne
N = B⊕C and R = N• G∪G•N . Let φ be a sequence relation as deﬁned in Deﬁnition 4.2.1.
Then for all σ ∈ TB∗ and σ̃ ∈ TN∗ such that φ(σ, σ̃) holds φ(σ|R , σ̃) and φ(σ, σ̃|R ).
y
This leads to the main theorem, that the communication condition comφ is a suﬃcient
condition for soundness. Note that to prove the main theorem for a speciﬁc sequence
relation, we need to show that both properties hold for the sequence relation.
Theorem 4.2.7 (Communication condition suﬃcient for soundness)
Let A, B and C be three OPNs such that A and B are elementary composable with
respect to port G ∈ GA ∩ GB , B and C are elementary composable, A and C are disjoint
and A ⊕ B is sound. Let φ be a sequence relation as deﬁned in Deﬁnition 4.2.1.
If comφ (B, C) holds, then A ⊕ B ⊕ C is sound.
y
Proof. Deﬁne N = A ⊕ B ⊕ C, M = A ⊕ B, N2 = S(B ⊕ C) and N1 = CB (A).
σ
∗
Let m ∈ R(S(N )). Since M is sound, a σ ∈ TM
exists such that (S(M ) : m|PM −→
fM ). By Corollary 3.4.19, the ﬁring sequence σ|TB is also a ﬁring sequence in S(B), i.e.

51

A

R

B

C

N1

N2

Figure 4.5: The composition A ⊕ B ⊕ C is split into N1 = CB (A) and N2 = S(B ⊕ C)
σ|T

B
(S(B) : m|PB −→
fB ). By Corollary 3.4.20, m|PN2 ∈ R(N2 , iM ). Hence, we can apply
the communication condition comφ (B, C) on m|PN2 and σ|TB , which results in a ﬁring

σ̃

sequence σ̃ ∈ TN∗ 2 such that (N2 : m|PN2 −→ fN2 ) and φ(σ|TB , σ̃). Hence, we have a
ﬁring sequence σ in M and a ﬁring sequence σ̃ in N2 , which we need to interweave.
We split the composition N in N1 and N2 , as shown in Figure 4.5. By Corollary 4.2.4,
σ|TN

(N1 : m|PN1 −→1 fA ). By Property 4.2.6, the sequence relation also holds for the projected ﬁring sequence, i.e. φ(σ|TN1 , σ̃) holds. Then the Interweaving Property (Property 4.2.5) applied on (N1 , m|PN1 ) with ﬁring sequence σ|TN1 and (N2 , m|PN2 ) with ﬁring
σ

sequence σ̃ results in a ﬁring sequence σ ∈ TN∗ such that (S(N ) : m −→ fA + fN2 = fN ).
Hence, N is sound.
2
From Theorem 4.2.7, it follows that comφ is a suﬃcient condition to conclude soundness of a service tree consisting of three components if Property 4.2.5 and Property 4.2.6
hold for the sequence relation. Hence, if two connected components satisfy comφ , the
composition is guaranteed to be sound, and it can be used for compositional veriﬁcation.
In fact, comφ (A, B) implies a direction in the service tree: component A uses component
B to provide its service on port G, or, rephrased, B provides a service to A.
Deﬁnition 4.2.8 (Component uses another component)
Let A and B be two composable components with respect to port G ∈ GA ∩ GB , and let
φ : TN∗ × TN∗ → IB be a sequence relation as deﬁned in Deﬁnition 4.2.1.
We say A uses B, denoted by A ⃝
◃φ B, if A ⊕ B and comφ (A, B).
y
A service tree is a tree of components connected to each other such that components
can only “subcontract” work to other components. The structure of the tree is deﬁned by
the tree function c. Each node A is a component that delivers a service to its parent c(A)
using the services of its children c−1 (A). Each component only communicates with its
parent and its children, communication with other components is not allowed. Note that
the communication implied by this function is asymmetric: the parent uses its children
to deliver the service requested. By requiring that the transitive closure of c is irreﬂexive,
we ensure the service tree to be a tree.
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Deﬁnition 4.2.9 (Service tree)
A service tree is a pair (O, c) where O is a set of OPNs, and c : O ⇀ O is a partial
function called the parent function such that the transitive closure c∗ of c is irreﬂexive,
for all A, B ∈ O:
• c(B) = A =⇒ |GA ∩ GB | = 1 ∧ A ⃝
◃ φ B; and
• A∩B =
̸ ∅ =⇒ c(A) = B ∨ c(B) = A.
and for all A ∈ O a B ∈ O exists such that (A, B) ∈ c∗ or (B, A) ∈ c∗ .

y

In a service tree, each parent should use the services of its children. Hence, if the
root is sound, and each parent uses its children, the service tree should be sound. This
is expressed in the next theorem. The proof uses the associativity and commutativity of
the composition operator and Theorem 4.2.7.
Theorem 4.2.10 (Soundness of service trees)
⊕
Let (O, c) be a service tree. If all OPNs of O are sound, then X∈O X is sound.

y

Proof. Assume all OPNs in O are sound. Observe that (O, c) is a tree. Hence, a
topological sort ⊑ exists on the nodes O. Let O = {O1 , . . . , On } such that Oi ⊑ Oi+1
for 1 ≤ i < n. We prove the lemma by induction on i. Let i = 1. For ({O1 }, ∅), the
statement holds trivially.
⊕
′
Now assume 1 < i < n and
X∈O ′ X is sound where O = {O1 , . . . , Oi }. Let
B = Oi+1 . Since ⊑ is a topological sort, there exists a unique A ∈ O′ such that A ⃝
◃φ B,
and B is disjoint with all OPNs in O′ \ {A}.
⊕
⊕
By associativity and commutativity, we have X∈O′ X = ( X∈O′ \{A} X) ⊕ A, and
⊕
X is disjoint with B. As A ⃝
◃φ B, we have comφ (A, B), and thus by TheoX∈O ′ \{A}⊕
rem 4.2.7, ( X∈O′ \{A} X) ⊕ A ⊕ B is sound. Again by associativity and commutativity,
⊕
⊕
( X∈O′ \{A} X) ⊕ A ⊕ B = X∈O′ ∪{B} X. Hence, the statement holds.
2
Given two OPNs A and B, the communication condition requires that for every marking in the composition, and for each ﬁring sequence in B from this marking to the ﬁnal
marking in B, a ﬁring sequence in the composition B ⊕ C exists with which the composition can reach its ﬁnal marking, and some communication ϕ needs to hold. In general,
both the number of markings to be considered in the composition, as well as the number
of ﬁring sequences in B to be checked, is inﬁnite. However, if the composition is bounded,
the communication condition is decidable if the sequence relation is computable.
Lemma 4.2.11
Let B and C be two components that are elementary composable. Let G ∈ GB \ GC be
a port. The communication condition comφ (B, C) is decidable if B ⊕ C is bounded and
φ is computable.
y
Proof. As B and B ⊕ C are sound, the number of states is bounded. But there can be
an inﬁnite number of ﬁring sequences in B to be checked. As there are only ﬁnitely many
states, inﬁnite ﬁring sequences have loops. Let l be the length of the longest cycle free
sequence in B ⊕ C. If OPN B has a cycle σ, then it is not necessary for a corresponding
ﬁring sequence σ̃ in B ⊕ C such that φ(σ, σ̃) to have a cycle as well. Let a maximal cycle
in B have c transitions. Let k = ⌈ cl ⌉, i.e. k is the minimal natural number such that
k · c ≥ l. Hence, if σ contains the loop more than k times, then σ̃ must have a cycle.
Thus, we only have to check a ﬁnite number of ﬁring sequences.
2
In the next sections, we introduce three communication conditions that satisfy Property 4.2.5 and Property 4.2.6.
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Figure 4.6: The composition A ⊕ B is sound, and comω (B, C) holds, hence A ⊕ B ⊕ C is sound

4.3

Identical Communication Pattern

One of the main principles in the composition of service trees is that adding a component
may not inﬂuence the communication with the other components in the composition.
Consider a sound composition of A and B. Connecting a new component C to B should
not destroy the soundness of A ⊕ B. This might occur if C blocks some execution path
of B, as shown by the example in the introduction of this chapter. Hence, A should not
notice whether it is communicating with B or with the composition B ⊕ C. As shown in
the previous section, soundness of the composition B ⊕ C is not a suﬃcient condition for
the compositional veriﬁcation, as it does not guarantee correct communication between
A and B. For example, a ﬁring sequence may get blocked, as shown in Figure 4.2.
If B ⊕ C would mimic B, i.e. if B can ﬁre a transition communicating with A, then
the composition should also be able to ﬁre this transition. If needed, it may ﬁre some
internal transitions, i.e. transitions of component C. This is expressed in the identical
communication condition, in which ﬁring sequences of B are related to ﬁring sequences
in the composition B ⊕ C if the ﬁring sequences projected on B are identical.
Deﬁnition 4.3.1 (Identical communication condition)
Let B and C be two OPNs that are elementary composable, and let G ∈ GB \ GC
Deﬁne N = A ⊕ B. The identical sequence relation ωG : TB∗ × TN∗ → IB is deﬁned by
ωG (µ, ν) ⇔ µ|R = ν|R , where R = N• G ∪ G•N . The identical communication condition is
deﬁned as comωG .
y
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Figure 4.7: Lemma 4.3.3: ﬁring sequences σ and σ̃ have the same projection on TB

In Figure 4.6, component A communicates with B over port G. The composition
A⊕B is sound. In fact, component A requests an answer from component B. Component
B ﬁrst has a startup phase (transitions t1 and t2 ), and then responds to A. Each ﬁring
sequence in B is mimicked by the composition B ⊕ C, thus C does not limit the behaviour
of component B.
To show that the identical communication condition is suﬃcient, we need to show
that the identical sequence relation satisﬁes Property 4.2.5 and Property 4.2.6. The
latter property follows directly from the deﬁnition of the predicate.
Corollary 4.3.2
Let B and C be two OPNs that are elementary composable, and let G ∈ GB \ GC . Deﬁne
R = {t ∈ TB | λG (t) ̸= τ }.
∗
Then for all σ ∈ TB∗ and σ̃ ∈ TB⊕C
such that ωG (σ, σ̃) holds ωG (σ|R , σ̃) and
ωG (σ, σ̃|R ).
y
In the proof of Theorem 4.2.7, we split the composition A ⊕ B ⊕ C into CB (A) and
S(B ⊕ C). From Corollary 4.3.2, we may conclude that cutting the ﬁring sequence of
the composition into CB (A) does not violate the communication condition, i.e. if the
condition holds on a ﬁring sequence of A ⊕ B, the condition also holds for the ﬁring
sequence projected on CB (A).
Next step in the general framework is to show that two ﬁring sequences satisfying the
identical sequence relation can be interweaved. As the identical communication condition
states the equality of ﬁring sequences projected on B, we ﬁrst show that a ﬁring sequence
in A⊕ B and a ﬁring sequence in B ⊕ C can be shuﬄed into a ﬁring sequence in A⊕ B ⊕ C
if the ﬁring sequences are identical after projection on the transitions of B. The principle
of the proof is shown in Figure 4.7.
Lemma 4.3.3 (Shuﬄe)
Let A, B and C be three OPNs such that A and B are elementary composable with
respect to port G ∈ GA ∩ GB , B and C are elementary composable, and A and C are
disjoint. Deﬁne N = A ⊕ B ⊕ C, M = A ⊕ B and L = B ⊕ C. Let m ∈ R(S(N )),
σ
∗
σ ∈ TM
, σ̃ ∈ TL∗ , m′ ∈ R(S(M )) and m′′ ∈ R(S(L)) such that (S(M ) : m|PM −→ m′ ),
σ̃

(S(L) : m|PL −→ m′′ ) and σ|TB = σ̃|TB .
Then a ﬁring sequence σ ∈ TN∗ and a marking m ∈ R(S(N )) exist such that σ |TM = σ,
σ

σ |TL = σ̃, (S(N ) : m −→ m), m|PM = m′ and m|PL = m′′ .

y
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Proof. We prove the lemma by induction on the length of σ|TB . If |σ|TB | = 0, then σ
can execute independently of σ̃, since transitions in A and C have no places in common.
Hence, the statement holds.
∗
Suppose it holds for length n and we consider m ∈ R(S(N )), σ ∈ TM
, σ̃ ∈ TL∗ ,
σ̃

σ

m′ ∈ R(S(M )) and m′′ ∈ R(S(L)) such that (S(M ) : m|PM −→ m′ ), (S(L) : m|PL −→
m′′ ), with σ|TB = σ̃|TB = σ ′ ; ⟨b⟩ for some b ∈ TB and |σ ′ | = n. Then, ﬁring sequences
∗
σ1 ∈ T M
and σ2 ∈ TA∗ exist such that σ = σ1 ; ⟨b⟩; σ2 , i.e. σ is split into two ﬁring
sequences such that σ1 is the ﬁring sequence up to the last occurrence of b, and σ2 is
the ﬁring sequence of all transitions that ﬁred after the last occurrence of transition b,
and therefore σ2 ∈ TA∗ . We can split σ̃ in a similar way into σ̃1 ∈ TL∗ and σ̃2 ∈ TC∗ such
that σ̃ = σ̃1 ; ⟨b⟩; σ̃2 . Then, σ1|TB = σ̃1|TB = σ ′ |TB . Since σ and σ̃ are ﬁring sequences
of (S(M ), m) and (S(L), m) respectively, markings m′1 , m′2 ∈ IN PM and m′′1 , m′′2 ∈ IN PL
σ

b

σ

σ̃

σ̃

b

2
2
1
1
m′ ) and (S(L) : m −→
m′′1 −→ m′′2 −→
exist such that (S(M ) : m −→
m′1 −→ m′2 −→
m′′ ). Hence, we can apply the induction hypothesis on m, σ1 and σ̃1 , which results in a
ﬁring sequence σ 1 ∈ TN∗ such that σ 1|TM = σ1 and σ 1|TL = σ̃1 , and a marking m1 such

σ

1
that (S(N ) : m −→
m1 ), m1|PM = m′1 and m1|PL = m′′1 .
Next, we need to show that transition b is enabled in m1 . Since b is enabled both in
(S(M ), m′1 ) and (S(L), m′′1 ), it is also enabled in (S(N ), m1 ). Hence, there is a marking

b

m2 such that (S(N ) : m1 −→ m2 ), m2|PM = m′2 and m2|PL = m′′2 . In marking m2 ,
ﬁring sequences σ2 and σ̃2 are enabled, and σ2|TB = σ̃2|TB = ϵ. Hence, we can apply
the induction hypothesis on m2 , σ2 and σ̃2 which results in a ﬁring sequence σ 2 ∈ TN∗
σ

2
such that σ 2|TM = σ2 and σ 2|TL = σ̃2 and a marking m such that (S(N ) : m2 −→
m),
′
′′
m|PM = m and m|PL = m . Hence, the ﬁring sequence σ = σ 1 ; ⟨b⟩; σ 2 and marking m
have the desired property.
2

A direct consequence of this lemma is the needed interweaving property, Property 4.2.5. As the ﬁring sequence in B ⊕ C completely mimics the corresponding ﬁring
sequence of B on R, we name this type of interweaving a wave.
Corollary 4.3.4 (Wave)
Let A and B be two OPNs that are elementary composable with respect to port
G ∈ GA ∩ GB . Let N1 = CB (A) and N2 = S(B). Let µ ∈ TN∗ 1 and m, m′ ∈ IN PN1 such
µ
ν
that (N1 : m −→ m′ ). Let ν ∈ TN∗ 2 and m, m′ ∈ IN PN2 such that (N2 : m −→ m′ ) and
ωG (µ, ν).
σ
∗
Then a ﬁring sequence σ ∈ TA⊕B
exists such that (S(A ⊕ B) : m + m −→ m′ + m′ ),
ωG (µ, σ) and ωG (ν, σ).
y
Since both Property 4.2.5 and Property 4.2.6 hold, the identical communication condition is a suﬃcient condition for soundness.
Theorem 4.3.5 (Identical communication condition suﬃcient for soundness)
Let A, B and C be three OPNs such that A and B are composable with respect to
G ∈ GA ∩ GB , B and C are elementary composable, A and C are disjoint and A ⊕ B is
sound. If comωG (B, C) holds, then A ⊕ B ⊕ C is sound.
y
The example of Figure 4.6 raises the conjecture that comω is equivalent to simulation.
However, this is not the case, as shown in the example of Figure 4.8. In this example,
from the initial marking of S(B), [iB ], ﬁring sequence ⟨t1 , t2 , t3 , t4 ⟩ is a ﬁring sequence
leading to the ﬁnal marking. However, in the composition B ⊕ C no corresponding
ﬁring sequence exists, since transitions t2 and t3 have to ﬁre an even number of times
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Figure 4.8: Condition comωG (B, C) holds, although B ⊕ C does not simulate B

to reach the ﬁnal marking [fB , fC ]. The identical communication condition holds, but
B ⊕ C does not simulate B. However, if we redeﬁne the sequence relation such that
the ﬁring sequences projected on TB are completely identical, the condition turns out to
be equivalent to bisimulation under the projection relation, when hiding the transitions
of component C. Hence, the condition states that the composition B ⊕ C should be
bisimilar to component B. This gives an algorithm for bounded OPNs to check for
condition comω , by checking whether the projection relation is a bisimulation.
Deﬁnition 4.3.6 (Simulation communication condition)
Let B and C be two OPNs that are elementary composable, and let G ∈ GB \ GC . We
∗
deﬁne the simulation sequence relation ω : TB∗ × TB⊕C
→ IB by ω(µ, ν) ⇔ µ = ν|TB . The
simulation communication condition is deﬁned as comω .
y
Corollary 4.3.7 (Simulation communication condition implies identical communication condition)
Let B and C be two OPNs that are elementary composable, such that comω (B, C). Let
G ∈ GB \ GC . Then comωG (B, C).
y
For a composition B ⊕ C, the simulation communication condition implies the existence of a ﬁring sequence in the composition which is identical to the projection on
transitions of B. Simulation is a similar notion, it requires for each transition B can
take, the composition can mimic this transition. The proof that the simulation communication condition implies simulation is a standard simulation proof, the principle is
shown in Figure 4.9.
Lemma 4.3.8 (Simulation communication condition equivalent to simulation)
Let B and C be two OPNs such that they are elementary composable, and B is sound.
Then comω (B, C) if and only if N (S(B)) ≼ τTC (N (S(B ⊕ C))).
y
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Figure 4.9: Lemma 4.3.8: Simulation condition implies simulation

Proof. Deﬁne N = B ⊕ C. We prove that N (S(B)) ≼Q τTC (N (S(B ⊕ C))), where
Q = {(m|PB , m) | m ∈ IN PN }.
(⇒) Assuming comω (B, C), we need to show that Q is a simulation relation.
1) By deﬁnition of ⊕, we have iB Q iN and fB Q fN .
t
2) Let m, m′ ∈ IN PB , t ∈ TB and m ∈ IN PN such that (S(B) : m −→ m′ ) and
σ′

m Q m. Since B is sound, a ﬁring sequence σ ′ ∈ TB∗ exists such that (S(B) : m′ −→ fB ).
σ
Let σ = ⟨t⟩; σ ′ . Then (S(B) : m −→ fB ). Note that m|PB = m. Hence, we can
apply comω (B, C) on m and σ, which results in a ﬁring sequence σ̃ ∈ TN∗ such that
σ̃

(S(N ) : m −→ fN ) and ω(σ, σ̃). Thus, σ̃|TB = σ = ⟨t⟩; σ ′ . Hence, σ̃ ﬁrst executes zero
or more silent transitions in C, and then it executes transition t, i.e. ﬁring sequences
σ̃ ′ ∈ TC∗ and σ̃ ′′ ∈ TN∗ and markings m′ , m′′ ∈ IN PN exist such that σ̃ = σ̃ ′ ; ⟨t⟩; σ̃ ′′ and
σ̃ ′

t

t

(S(N ) : m −→ m′′ −→ m′ ). Hence, (S(N ) : m =⇒ m′ ).
Next, we need to show that the markings m′ and m′ are related. Since σ̃ ′ ∈ TC∗ ,
for all places p ∈ PB holds m(p) = m(p) = m′′ (p) and m′ (p) = m(p) − • t(p) + t• (p) =
m′′ (p) − • t(p) + t• (p) = m′ (p). Thus m′ |PB = m′ , and therefore m′ Q m′ .
ϵ
3) Let m ∈ IN PN such that fB Q m. We have (S(B) : fB −→ fB ). Applying
σ̃
comω (B, C) on ϵ and m, results in a ﬁring sequence σ̃ ∈ TN∗ such that (S(N ) : m −→ fN )
and σ̃|TA = ϵ. Hence (S(N ) : m =⇒ fN ) and fB Q fN .
(⇐) Assuming Q is a simulation relation, we need to show that comω (B, C) holds.
σ
Let m ∈ R(S(N )) and σ ∈ TB∗ such that (S(B) : m|PB −→ fB ). We prove by induction
σ̃

on the length of σ the existence of a ﬁring sequence σ̃ ∈ TN∗ such that (S(N ) : m −→ fN )
and σ̃|TB = σ.
ϵ
First, suppose σ = ϵ, i.e. (S(B) : m|PB −→ fB ). Hence, fB = m|PB and thus fB Q m.
σ̃

Since Q is a simulation, a sequence σ̃ ∈ TC∗ exists such that (S(N ) : m −→ fN ). Then
σ̃|TB = ϵ, and hence, the statement holds.
Now, suppose σ = ⟨t⟩; σ ′ for some t ∈ TB and σ ′ ∈ TB∗ . Then a marking m′ ∈ R(S(B))
σ′

t

exists such that (S(B) : m|PB −→ m′ −→ fB ). Since Q is a simulation, a marking
t

m′ ∈ IN PN exists such that (S(N ) : m =⇒ m′ ) and m′ Q m′ . Hence, there is a marking
σ̃ ′

t

m′′ ∈ R(S(N )) and a ﬁring sequence σ̃ ′ ∈ TC∗ such that (S(N ) : m −→ m′′ −→ m′ ).
Applying the induction hypothesis on m′ and σ ′ results in a ﬁring sequence σ̃ ′′ ∈ TN∗
σ̃ ′′

′′
such that σ̃|T
= σ ′ and (S(N ) : m′ −→ fN ). Hence, σ̃ = σ̃ ′ ; ⟨t⟩; σ̃ ′′ is ﬁring sequence
B
σ̃

such that (S(N ) : m −→ fN ) and σ̃|TB = σ.

2
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Figure 4.10: Composition A ⊕ B simulates B. Although place d is unbounded, the composition is
sound

As a consequence of Lemma 3.4.18, we can directly conclude that the identical communication pattern is equivalent to delay bisimulation.
Corollary 4.3.9 (Equivalent condition)
Let B and C be two OPNs such that they are elementary composable, and B is sound.
Deﬁne N = B ⊕ C. Then comω (A, B) if and only if N (S(B)) ≃Q τTC (N (S(N ))) where
Q = {(m|PA , m) | m ∈ IN PN }.
y
Hence, to check whether the simulation communication pattern holds, we need to
check whether the projection relation of a composition on one if its constituents is a
bisimulation. In general, this problem is known to be undecidable [70]. For bounded
Petri nets it is decidable.
Consider the example composition in Figure 4.10. Component A is a cycle sending in
each run of the cycle a message to component B. Component B is a cycle only receiving
this message. Clearly A ⊕ B simulates A. The initial marking is a home marking: from
every marking reachable, it is possible to reach the ﬁnal marking. Hence, although the
composition is unbounded, it satisﬁes the identical communication pattern, and hence,
it is sound.

4.4

Alternating Block Communication Pattern

In the previous section, the identical communication condition is shown to be equivalent
to bisimulation. This is a strong requirement. Consider the example of Figure 4.11.
From the initial marking of S(B), [iB ], ﬁring sequence ⟨t1 , t3 , t2 , t4 ⟩ is a ﬁring sequence
leading to the ﬁnal marking. However, in the composition B ⊕ C no corresponding
ﬁring sequence exists, since all accepting ﬁring sequences projected on B have the same
sequence, ⟨t1 , t2 , t3 , t4 ⟩. Although comωG (B, C) does not hold, B accords to B ⊕ C.
The example of Figure 4.11 shows that although comω is easy to verify using standard
bisimulation techniques, it is too restrictive. In B, transitions t2 and t3 both send a
message on port G, hence, they have the same sign. In the composition, only silent steps
between the two transitions are added. In fact, each ﬁring sequence can be identiﬁed by
its communication block structure. The communication of a ﬁring sequence can be split
into several blocks. Each block, i.e. a subsequence, has a sign indicating the direction of
communication on port G. The alternating block structure of a sequence is a sequence of
its communication blocks. Two sequences have an identical alternating block structure if
they have the same number of blocks, and for each two corresponding blocks, the number
of occurrences of transitions communicating via port G should be the same.
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Figure 4.11: Although net A ⊕ B ⊕ C is sound, condition comωG (B, C) does not hold

Deﬁnition 4.4.1 ((Identical) alternating block structure)
Let N = (P, T, F ) be a Petri net and let G ⊆ P . Deﬁne R = {t ∈ T | λG (t) ̸= τ }. The
alternating block structure is a function ρG : T ∗ → (T ∗ )∗ such that ρG (ϵ) = ϵ and if an
n ∈ IN and σ1 , . . . σn ∈ T ∗ exist such that n > 0 and the following conditions are met:
• σ = σ1 ; . . . ; σn and ∀1 ≤ i ≤ n : sgn G (σi ) ̸= ⊥,
• sgn G (σ1 ) = τ
• ∀1 < i ≤ n : σi ̸= ϵ ∧ σi (1) ∈ ( N• G ∪ G•N ) ∧ sgn G (σi−1 ) ̸= sgn G (σi )
then ρG (σ) = ⟨σ1 , . . . , σn ⟩.
Let m, n ∈ IN and µ, ν ∈ T ∗ such that m = |ρG (µ)|, n = |ρG (ν)|, ρG (µ) = ⟨µ1 , . . . , µm ⟩
and ρG (ν) = ⟨ν1 , . . . , νn ⟩ for some µ1 , . . . , µm , ν1 , . . . , νn ∈ TN∗ . We deﬁne the relation
◃▹G ⊆ T ∗ × T ∗ by:
µ ◃▹G ν ⇔

( µ|R = ν|R = ϵ) ∨
→
→
( m = n ∧ (∀1 ≤ i ≤ m : (−
µi )|R = (−
νi )|R ∧ (sgn G (µi ) = sgn G (νi ))))

If µ ◃▹G ν for two sequences µ, ν ∈ T ∗ , the sequences have an identical alternating block
structure.
y
Note that if the ﬁrst transition of a sequence is not a silent transition, the ﬁrst element
of the alternating block structure of the sequence is the empty sequence. The alternating
block structure is unique for sequences: if two sequences have the same alternating
block structure, the sequences are the same. The relation ◃▹G is an equivalence relation.
Furthermore, the relation distributes over concatenation.
Corollary 4.4.2
Let N = (P, T, F ) be a Petri net, and let G ⊆ P . Let µ, ν ∈ T ∗ . Then ρG (µ) = ρG (ν) if
and only if µ = ν.
y
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Corollary 4.4.3
Let N = (P, T, F ) be a Petri net and G ⊆ P . Relation ◃▹G is an equivalence relation. y
Corollary 4.4.4 (Relation ◃▹G distributes over concatenation)
Let N = (P, T, F ) be a Petri net and G ⊆ P . Let µ′ , µ′′ , ν ′ , ν ′′ ∈ T ∗ such that µ′ ◃▹G ν ′
and µ′′ ◃▹G ν ′′ . Then (µ′ ; µ′′ ) ◃▹G (ν ′ ; ν ′′ ).
y
If the projection on the communicating transitions of two sequences are identical,
they have an identical alternating block structure.
Corollary 4.4.5
Let N be a Petri net, G ⊆ P and let R = • G ∪ G• . Let µ, ν ∈ T ∗ such that µ|R = ν|R .
Then µ ◃▹G ν.
y
The alternating block communication pattern states that for each given reachable
marking m in the composition of B ⊕ C and ﬁring sequence in B from m to fB , a ﬁring
sequence in the composition exists with an identical alternating block structure.
Deﬁnition 4.4.6 (Alternating block communication condition)
Let B and C be two OPNs that are elementary composable, and let G ∈ GB \ GC be a
port. The alternating block communication condition is deﬁned as com◃▹G (B, C).
y
Corollary 4.4.5 directly shows the relation between the identical communication pattern and the alternating block communication pattern: if a composition satisﬁes the
identical communication condition, it also satisﬁes the alternating blocks communication.
Corollary 4.4.7
Let B and C be two OPNs that are elementary composable. Let G ∈ GB \ GC . If
comωG (B, C) holds then com◃▹G (B, C) also holds.
y
Consider again the example of Figure 4.11. Transitions t2 and t3 are labeled ! with
respect to port G. The other transitions are silent (label τ ) with respect to port G.
The ﬁring sequence σ = ⟨t1 , t3 , t2 , t4 ⟩ gives on port G the communication block structure
⟨⟨t1 ⟩, ⟨t3 , t2 , t4 ⟩⟩, subsequence ⟨t1 ⟩ has sign τ and ⟨t3 , t3 , t4 ⟩ has sign ?. In the composition
B ⊕ C, ﬁring sequence σ̃ = ⟨t1 , t2 , u1 , u2 , t3 , t4 ⟩ gives on port G the alternating block
structure ⟨⟨t1 ⟩, ⟨t2 , u1 , u2 , t3 , t4 ⟩⟩. The ﬁrst block has sign τ , the second block has sign
!. Thus, they have the same number of blocks, and on each subsequence, the transitions
communicating with G occur with equal frequency. Hence, σ and σ̃ have an identical
alternating block structure.
In order to show that com◃▹G is a suﬃcient condition for compositional veriﬁcation
of soundness, we need to show the identical alternating block structure satisﬁes the
conditions of Property 4.2.5 and Property 4.2.6. The latter follows directly from the
deﬁnition of the identical alternating block structure.
Corollary 4.4.8
Let B and C be two OPNs that are elementary composable, and let G ∈ GB \ GC . Deﬁne
∗
R = • G ∪ G• . Let σ ∈ TB∗ and σ̃ ∈ TB⊕C
such that σ ◃▹G σ̃. Then σ|R ◃▹G σ̃ and
σ ◃▹G σ̃|R .
y
Next, we need to show that if two sequences have an identical communication block
structure, they can be interweaved into a new ﬁring sequence. The composition A ⊕ B is
split into two subnets, N1 = CB (A) and N2 = S(B). By deﬁnition of CB (A), the transitions of B that communicate with A in N1 either have an empty preset or they have an
empty postset. With respect to B, if the preset is empty, it is a sending transition, if the
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Figure 4.12: Combining ﬁring sequences if the sign of a sequence is only sending or only receiving

postset is empty, it is a receiving transition. To prove the existence of a combined ﬁring
sequence in N1 and N2 , we introduce two constructions to interweave ﬁring sequences.
Both constructions are based on the same observation. Each component can be in either
of two modes: “send” or “wait”. If it is in “send mode”, the component can consume
the messages and produce new messages. As soon as it leaves the “send mode” and goes
into “wait mode”, the other component goes into “send mode”, consuming the messages
sent, and producing new messages. This way, the components are alternating the send
mode. If a ﬁring sequence only contains sending transitions, as shown in Figure 4.12(a),
it is simple to see that, using the Exchange lemma, it holds.
Lemma 4.4.9
Let (N1 , m1 ) and (N2 , m2 ) be two marked Petri nets where N1 = (P1 , T1 , F1 ) and N2 =
(P2 , T2 , F2 ) such that P1 ∩ P2 = ∅, R ⊆ T1 ∩ T2 , U = T1 \ T2 and N•1 R = ∅. Let
µ
µ ∈ T1∗ and m′1 ∈ IN P1 such that (N1 : m1 −→ m′1 ). Let ν ∈ T2∗ and m′2 ∈ IN P2
ν
→
→
→
→
µ |T1 ∩T2 = −
µ |R = −
ν |R = −
ν |T1 ∩T2 . Then (N1 ∪ N2 :
such that (N2 : m2 −→ m′2 ) and −
ν;µ|U

m1 + m2 −→ m′1 + m′2 ).

y

Proof. Deﬁne N = N1 ∪ N2 . Since

•
Nν

•
UN
1

= ∅, we can apply the Exchange lemma
µ|R

µ|U

∈ IN
such that (N1 : m1 −→ m′′1 −→ m′1 ). Let
→
−
′′
r∈• p∩R µ (r) for all p ∈ PN1 . Then m1 = m1 + x. Since

marking∑m′′1

on µ, resulting in a
x ∈ IN PN1 such that x(p) =

•
N1 R ∩
P1

ν

⊆ P2 and the Monotonicity Lemma, (N : m1 + m2 −→ m1 + x + m′2 ). Again by the
µ|U

Monotonicity Lemma, (N : m1 + x + m′2 −→ m′1 + m′2 ).

2

In fact, this lemma shows that we can ﬁrst execute the transitions of N1 , and then
the transitions of N2 . A similar argument holds for a ﬁring sequence only containing
receiving transitions (cf. Figure 4.12(b)), again using the Exchange lemma. If N1 needs
tokens from N2 , this lemma shows that we can ﬁrst produce the necessary tokens, and
then ﬁre all transitions in the ﬁring sequence of N1 which have not yet ﬁred.
Lemma 4.4.10
Let (N1 , m1 ) and (N2 , m2 ) be two marked Petri nets where N1 = (P1 , T1 , F1 ) and N2 =
•
(P2 , T2 , F2 ) such that P1 ∩ P2 = ∅, R ⊆ T1 ∩ T2 , U = T1 \ T2 , and RN
= ∅. Let
1
µ
∗
′
P1
′
∗
µ ∈ T1 and m1 ∈ IN
such that (N1 : m1 −→ m1 ). Let ν ∈ T2 and m′2 ∈ IN P2
ν
→
→
→
→
such that (N2 : m2 −→ m′2 ) and −
µ |T1 ∩T2 = −
µ |R = −
ν |R = −
ν |T1 ∩T2 . Then (N1 ∪ N2 :
µ|U ;ν

m1 + m2 −→ m′1 + m′2 ).

y
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Proof. Deﬁne N = N1 ∪ N2 . Since

•
N1 U

•
∩ RN
= ∅, we can apply the Exchange lemma
1
µ|U

µ|R

on µ, resulting in ∑
a marking m′′1 such that (N1 : m1 −→ m′′1 −→ m′1 ). Let x ∈ IN PN1
→
such that x(p) = r∈p• ∩R −
µ (r) Then m′′1 = m′1 + x, since Dom(m′′1 ) ∩ • R = ∅. Since
µ|U

•
N (µ|U )

−
→
µ |R

⊆ P1 and by the Monotonicity Lemma, (N : m1 + m2 −→ m′1 + x + m2 ). Since
−
→
= ν |R , if a transition of R ﬁres in ν, the input needed from N1 is already generated.
µ|U ;ν

ν

Thus, (N : m′1 + x + m2 −→ m′1 + m′2 ). Hence, (N : m1 + m2 −→ m′1 + m′2 ).

2

The communication block structure alternates sending and receiving blocks. Thus,
we can combine the results of Lemma 4.4.9 and Lemma 4.4.10 to show that in general,
if for two sequences σ ◃▹G σ̃, we can construct a ﬁring sequence by interweaving the two.
Lemma 4.4.11 (Twist)
Let A and B be two OPNs that are elementary composable with respect to port
G ∈ GA ∩ GB . Let N1 = CB (A) and N2 = S(B). Let µ ∈ TN∗ 1 and m, m′ ∈ IN PN1 such
µ
ν
that (N1 : m −→ m′ ). Let ν ∈ TN∗ 2 and m, m′ ∈ IN PN2 such that (N2 : m −→ m′ ) and
σ
µ ◃▹G ν. Then a σ ∈ TN∗ exists such that (S(N ) : m + m −→ m′ + m′ ), µ ◃▹G σ and
ν ◃▹G σ.
y
Proof. Let R = TN1 ∩ TN2 . Deﬁne k = |ρG (µ)| = |ρG (ν)|. Suppose k ≤ 1. Then µ|R =
σ
ν|R = ϵ. By Lemma 4.3.3, a ﬁring sequence σ exists such that (N : m1 +m2 −→ m′1 +m′2 )
and σ|R = µ|R = ν|R . Hence, the statement holds for k ≤ 1.
Now suppose k > 1, and let the statement hold for all n < k. Let µ1 , . . . , µk ∈ TN∗ 1
and ν1 , . . . , νk ∈ TN∗ 2 such that ρG (µ) = ⟨µ1 , . . . , µk ⟩ and ρG (ν) = ⟨ν1 , . . . , νk ⟩. Let
µ′

m′′1 ∈ IN PN1 and µ′ , µ′′ ∈ TN∗ 1 such that µ′ = µ1 ; µ2 , µ = µ′ ; µ′′ and (N1 : m −→ m′′1 ).
ν′

Let m′′2 ∈ IN PN1 and ν ′ , ν ′′ ∈ TN∗ 2 such that ν ′ = ν1 ; ν2 , ν = ν ′ ; ν ′′ and (N2 : m2 −→ m′′2 ).
Then by construction, ν ′ ◃▹G µ′ and µ′′ ◃▹G ν ′′ . There are two cases to consider: either
sgn G (µ′ ) = sgn G (ν ′ ) =! or sgn G (µ′ ) = sgn G (ν ′ ) =?. If sgn G (µ′ ) = sgn G (ν ′ ) =!, then we
apply Lemma 4.4.9, and if sgn G (µ′ ) = sgn G (ν ′ ) =?, then we apply Lemma 4.4.10.
σ′

Hence, in both cases a σ ′ ∈ TN∗ exists such that (S(N ) : m1 + m2 −→ m′′1 + m′′2 ).
Since µ′′ ◃▹G ν ′′ , we can apply the induction hypothesis, resulting in a ﬁring sequence
σ ′′

σ ′′ ∈ TN∗ such that (S(N ) : m′′1 + m′′2 −→ m′1 + m′2 ). Hence, σ = σ ′ ; σ ′′ has the desired
property.
2
From Corollary 4.4.8 and Lemma 4.4.11 we may conclude that the identical alternating block structure satisﬁes the necessary properties for Theorem 4.2.7. Hence, the
alternating block communication condition com◃▹G is a suﬃcient condition for soundness.
Theorem 4.4.12 (Alternating block communication condition suﬃcient for
soundness)
Let A, B and C be three OPNs such that A and B are elementary composable with
respect to G ∈ GA ∩ GB , B and C are elementary composable, A and C are disjoint and
A ⊕ B is sound. If com◃▹G (B, C) holds, then A ⊕ B ⊕ C is sound.
y
In the previous section, the identical communication pattern is shown to be equivalent
to bisimulation of their LTSs. For the alternating block structure we would like to
have a similar result. As the alternating block structure is implied by the identical
communication pattern, it is also implied by bisimulation. However, bisimulation is too
restrictive. We therefore search for simulation relations that are more liberal. A ﬁrst
observation is that in identical communication we only consider single transition ﬁrings,
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whereas in the alternating block structure, we consider the Parikh vector of subsequences.
Thus, a logical step would be to deﬁne a hyper transition system, where a transition is
replaced by a bag of actions.
Deﬁnition 4.4.13 (Hyper transition system of an OPN)
Let N be an OPN, and let G ∈ GN . Deﬁne R = • G ∪ G• . Its hyper transition system
α
HG (N ) = (IN PN , IN R , →, iN , {fN }) is an LTS such that (HG (N ) : m −→ m′ ) if and
σ
∗
′
only if a ﬁring sequence σ ∈ TN exists such that (S(N ) : m −→ m ), sgn G (σ) ̸= ⊥ and
→
−
σ |R = α for all m, m′ ∈ IN PN .
y
If in the OPN N with port G a ﬁring sequence is possible such that the sign is either,
send, receive or silent, the hyper transition system HG (N ) can do this in a single step,
where the action is the Parikh vector of the ﬁring sequence projected on R. This turns
out to be a suﬃcient condition for the alternating block structure.
Lemma 4.4.14
Let B and C be two OPNs that are elementary composable. Let G ∈ GB \ GG . If
HG (B) ≼Q HG (B ⊕ C) where Q = {(m|PB , m) | m ∈ IN PB⊕ C }, then com◃▹G (B, C)
holds.
y
Proof. Deﬁne N = B ⊕ C and R = N• G ∪ G•N . Let m ∈ R(S(N )) and σ ∈ TB∗ such
σ
that (S(B) : m|PB −→ fB ). Let n = |ρG (σ)|. Then ﬁring sequences σ1 , . . . , σn ∈ TB∗
exist such that ρG (σ) = ⟨σ1 , . . . , σn ⟩. Hence, markings m1 , . . . , mn−1 ∈ IN PB exist such
σn−1
σ1
σ2
σn
that (S(B) : m|PB −→
m1 −→
. . . −→ mn−1 −→
fB ). By the structure of ρG (σ),
→
there exist r1 , . . . , rn ∈ IN R such that −
σ−
i|R = ri for all 1 ≤ i ≤ n and (HG (B) :
r

rn−1

r

r

1
2
n
m|PB −→
m1 −→
. . . −→ mn−1 −→
fB ). By the simulation relation Q, markings
PN
m1 , . . . , mn ∈ IN
exist such that mi|PB = mi for 1 ≤ i < n, mn|PB = fB and

r

r

rn−1

r

1
2
n
(HG (N ) : m −→
m1 −→
. . . −→ mn−1 −→
mn ). Hence, ﬁring sequences σ̃1 , . . . , σ̃n ∈

σ̃

σ̃

σ̃n−1

σ̃

1
2
n
TN∗ exist such that (S(N ) : m −→
m1 −→
. . . −→ mn−1 −→
mn ). Since fB Q mn
−−−−→
∗
and Q is a simulation, a ﬁring sequence σ̃n+1 ∈ TN exists such that σ̃n+1|R = ∅ and

σ̃n+1

(S(N ) : mn −→ fN ). Let σ̃ = σ̃1 ; . . . ; σ̃n ; σ̃n+1 . Then ρG (σ̃) = ⟨σ̃1 , . . . , σ̃n ; σ̃n+1 ⟩,
−−→ −−→
−−−−−−−→ −−→
→
σ̃i|R = σi|R = ri for all 1 ≤ i < n, and σ̃n ; σ̃n+1 |R = σ̃n|R = −
σ−
n|R . Hence, σ ◃▹G σ̃, and
thus the statement holds.
2
Although simulation of the hyper transition systems is a suﬃcient condition for
com◃▹G , it is not necessary. Consider the example in Figure 4.11. In the hyper transition system HG (B), the action [t3 ] is enabled in marking [p2 , p3 ]. However, in the
related marking [q2 , q3 , p2 , p3 ] of the hyper transition system HG (B ⊕ C) only actions
[t2 ] and [t2 , t3 ] are possible. Hence, the hyper transition system HG (B ⊕ C) does not
simulate HG (B). The main problem is that although B can execute transitions t2 and t3
concurrently, component C forces B to execute these transitions in a ﬁxed order t2 , t3 .
As this problem occurs more often, we need a better criterium. Therefore, we introduce
the notion of quasi simulation. Every ﬁring sequence has a unique communication pattern, deﬁned by ρ. The markings between sub sequences deﬁned by ρ have an important
property: the sign of the sequence with which the marking is reached, has a diﬀerent sign
than its successor. Moreover, the ﬁrst transition of the successor already has a diﬀerent
sign. Such a marking we call a switch point. There areHa two special switch points: the
initial and ﬁnal marking.
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Figure 4.13: Although com◃▹G (B, C) holds, the hyper transition system of B ⊕ C does not simulate
the hyper transition system of B

Deﬁnition 4.4.15 (Switch point)
Let N be an OPN. The set of switch points of N with respect to a port G ∈ GN is
deﬁned as SN,G = {iN , fN } ∪ {m ∈ R(S(N )) | ∃s ∈ R(S(N )), σ ∈ TN∗ , t ∈ TN :
σ
t
sgn G (σ), sgn G (t) ∈ {!, ?} ∧ sgn G (σ) ̸= λG (t) ∧ (S(N ) : s −→ m −→)}.
y
Consider Figure 4.13. It is easy to check that com◃▹G (B, C) holds, but the hyper
transition system of B ⊕ C does not simulate the hyper transition system of B. In
Figure 4.14, the LTS N (S(B)) of component B is shown. The coloured states are the
switch points of B with respect to port G: the points which are reached by a ﬁring
sequence with sign unequal to bottom, and transitions with diﬀerent sign are enabled in
that state.
If an OPN B is sound, then for all reachable markings a ﬁring sequence exists that
leads to the ﬁnal marking. Hence, from any reachable marking, a switch point is reachable: either fB , or a marking that is reached earlier than fB . If OPN C communicates
with B via port H, then simulation under the projection relation states that if B can
do a step, B ⊕ C can mimic this behavior. However, as condition com◃▹G shows, only a
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Figure 4.14: The LTS N (S(B)) of OPN B. The coloured states are the switch points of B with respect
to port G

corresponding ﬁring sequence in B ⊕ C needs to exist with an identical alternating block
structure, i.e. if, a switch point in B is reached from the projection of a marking m of
B ⊕ C by a ﬁring sequence in which transitions either only send or only receive messages,
a related switch point in B ⊕ C should be reachable from m by a ﬁring sequence with
identical pattern. This property we call quasi simulation. As extra condition, we require
that if a marking of B ⊕ C is related to fB , it is possible to reach the ﬁnal marking by
a ﬁring sequence with sign τ , i.e. without communication.
Deﬁnition 4.4.16 (Quasi simulation)
Let B and C be two OPN that are elementary composable. Let G ∈ GB \ GC . Deﬁne
N = B ⊕ C. OPN N quasi simulates B, denoted by B G N , if
σ

1. ∀m ∈ R(S(N )), σ ∈ TB∗ , s ∈ SB,G : sgn G (σ) ̸= ⊥ ∧ (S(B) : m|PB −→ s) :
σ̃

∃s̃ ∈ SN,G , σ̃ ∈ TN∗ : s̃|PB = s ∧ σ ◃▹G σ̃ ∧ (S(N ) : m −→ s̃)
σ̃

2. ∀m ∈ R(S(N )) : m|PB = fB : ∃σ̃ ∈ TN∗ : sgn G (σ̃) = τ ∧ (S(N ) : m −→ fN ).

y

In order to show that quasi simulation is suﬃcient for the alternating block communication pattern, we need to show that for all reachable markings in the composition
B ⊕ C and ﬁring sequence in B from this marking to the ﬁnal marking of B, a ﬁring
sequence exists in the composition from this marking to the ﬁnal marking of the composition with an identical alternating block structure. Quasi simulation is deﬁned for single
steps. If a marking s̃ of the composition B ⊕ C is a switch point, its projection on B is
a switch point of B, and we can reach in B a switch point s′ , then a switch point exists
in the composition that is reachable from s̃ by a ﬁring sequence of N with an identical
communication pattern. Such a ﬁring sequence may consist of several blocks.
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Figure 4.15: Two cases in switchpoints: either m1 or m2 is a switchpoint, depending on the sign with
which m was reached

Lemma 4.4.17
Let B and C be two OPNs that are elementary composable, deﬁne N = B ⊕ C, and let
G ∈ GB \ GC , such that B G N . Let s, s′ ∈ SB,G , s̃ ∈ SN,G , and σ ∈ TB∗ such that
σ
s̃|PB = s and (S(B) : s −→ s′ ). Then a s̃′ ∈ SN,G and σ̃ ∈ TN∗ exist such that s̃′|PB = s′ ,
σ̃

(S(N ) : s̃ −→ s̃′ ) and σ ◃▹G σ̃.

y

Proof. Let k = |ρG (σ)|. Suppose k ≤ 2. If k = 1, then sgn G (σ) = τ , and if k = 2 then
sgn G (σ) ∈ {!, ?}. Hence, sgn G (σ) ̸= ⊥. By the condition of B G N , a switch point
σ̃
s̃′ ∈ SN,G and a ﬁring sequence σ̃ ∈ TN∗ exist such that s̃′|PB = s′ , (S(N ) : s̃ −→ s̃′ ) and
σ ◃▹G σ̃. Hence the statement holds.
Now suppose k > 2, and the lemma holds for all n < k. Then ρG (σ) = ⟨σ1 , . . . , σk ⟩
for some σ1 , . . . , σk ∈ TB∗ . Let σ ′ = σ1 ; σ2 and σ ′′ = σ3 ; . . . ; σk . Then sgn G (σ ′ ) =
σ′

σ ′′

sgn G (σ2 ) ∈ {!, ?}. Let s′′ ∈ IN PN such that (S(B) : s −→ s′′ −→ s′ ). Since k > 2,
σ ′′ ̸= ϵ, and λG (σ ′′ (1)) ̸= sgn G (σ ′ ). Hence, s′′ ∈ SB,G . By the condition of B G N ,
σ̃

a s̃′′ ∈ SN,G and σ̃ ′ ∈ TN∗ exist such that s̃′′|PB = s′′ , (S(N ) : s̃ −→ s̃′′ ) and σ ′ ◃▹G σ̃ ′ .
Hence, we can apply the induction hypothesis on s′′ , s′ , s̃′′ and σ ′′ resulting in a s̃′ ∈ SN,G
σ̃ ′′

and a ﬁring sequence σ̃ ′′ such that s̃′|PB = s′ , (S(N ) : s̃′′ −→ s̃′ ) and σ̃ ′′ ◃▹G σ ′′ . Let
σ̃ = σ̃ ′ ; σ̃ ′′ . Then σ ◃▹G σ̃ by Corollary 4.4.4. Hence, the lemma holds.
2
Let B and C be two components that are composable via a port H. Quasi simulation
is a suﬃcient condition for com◃▹G , which is proven in the next theorem. In the proof we
need to show that from a marking m reachable in B ⊕ C and a ﬁring sequence in B from
the projection on this marking to the ﬁnal marking of B, a ﬁring sequence in B ⊕ C exists
that reaches the ﬁnal marking from m. If the marking is a switch point, Lemma 4.4.17
directly shows that a switch point related to the ﬁnal marking is reachable, and thus by
the second property of quasi simulation, the ﬁnal marking of B ⊕ C is reachable. Also
if the ﬁring sequence of B does not communicate, it is trivial to ﬁnd a ﬁring sequence in
B⊕C with identical alternating block structure. However, if the ﬁring sequence of B does
communicate, we need to take the sequence with which we reached m into consideration:
if that ﬁring sequence ended with the same sign as we start, the ﬁrst marking deﬁned
by ρ is not a switch point, but the second marking is (see Figure 4.15). In all cases, we
reach a switch point, and thus we can apply the ﬁrst case on the newly reached marking.
Theorem 4.4.18 (Quasi simulation implies com◃▹ )
Let B and C be two OPNs that are elementary composable, and let G ∈ GB \ GC such
that B G B ⊕ C. Then com◃▹G (B, C) holds.
y
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σ

Proof. Deﬁne N = B ⊕ C. Let m ∈ R(S(N )) and σ ∈ TB∗ such that (S(B) : m|PB −→
fB ). There are two cases to consider: (i) m ∈ SN,G or (ii) m ̸∈ SN,G .
Consider case (i), i.e. m ∈ SN,G . Then by Lemma 4.4.17, a s̃ ∈ SN,G and σ̃ ′ ∈ TN∗
σ̃ ′

exist such that s̃|PB = fB , (S(N ) : m −→ s̃) and σ ◃▹G σ̃ ′ . Then, by the second
σ̃ ′′

condition of B G N , a ﬁring sequence σ̃ ′′ ∈ TN∗ exists such that (S(N ) : s̃ −→ fN )
σ̃

and sgn G (σ̃ ′′ ) = τ . Let σ̃ = σ̃ ′ ; σ̃ ′′ . Then (S(N ) : m −→ fN ) and σ ◃▹G σ̃. Hence,
com◃▹G (B, C) holds.
Now consider case (ii), i.e. m ̸∈ SN,G , let n = |ρG (σ)|. Then n = 1 or n > 1. Suppose
n = 1. Then, by deﬁnition of ρG , sgn G (σ) = τ . By the quasi simulation B G N ,
σ̃ ′

a state s̃ ∈ SN,G and a ﬁring sequence σ̃ ′ ∈ TN∗ exist such that (S(N ) : m −→ s̃),
σ̃ ′ ◃▹G σ and s̃|PB = fB . Hence, by the second condition of B G N , a ﬁring sequence
σ̃ ′′

σ̃ ′′ ∈ TN∗ exists such that (S(N ) : s̃ −→ fN ) and sgn G (σ̃ ′′ ) = τ . Let σ̃ = σ̃ ′ ; σ̃ ′′ . Then
σ̃

(S(N ) : m −→ fN ) and σ ◃▹G σ̃. Hence, com◃▹G (B, C) holds.
σ

σ

σn−1

1
2
Now suppose n > 1. Then ρG (σ) = ⟨σ1 , . . . , σn ⟩ and (S(N ) : m −→
m1 −→
. . . −→
σn
PB
∗
mn−1 −→ fB ) for some σ1 , . . . , σn ∈ TN and m1 , . . . , mn−1 ∈ IN . As shown in
Figure 4.15, the next switch point is either m1 or m2 , depending on the sign of the ﬁring
sequence that reached m. Therefore, we need to consider the ﬁring sequences that reach
γ
m from iN . Let γ ∈ TN∗ such that (S(N ) : iN −→ m). Let ρG (γ) = ⟨γ1 , . . . , γk ⟩ for
some k ∈ IN and γ1 . . . , γk ∈ TN∗ . If k = 1 or sgn G (γk ) = sgn G (σ2 ), then m1 is not a
switch point. Hence, choose σ ′ = σ1 ; σ2 and s = m2 . Otherwise m1 is a switch point.
Then, we choose σ ′ = σ1 and s = m1 . Let σ ′′ ∈ TB∗ such that σ = σ ′ ; σ ′′ . Then in both
cases, s ∈ SB,G . By the ﬁrst property of B G N , a switch point s̃ ∈ SN,G and σ̃ ′ ∈ TN∗

σ̃ ′

exist such that s̃|PB = s, (S(N ) : m −→ s̃) and σ ′ ◃▹G σ̃ ′ . Now we can apply case (i)
σ̃ ′′

on s̃, resulting in a ﬁring sequence σ̃ ′′ such that (S(N ) : s̃ −→ fN ) and σ ′′ ◃▹ σ̃ ′′ . Let
σ̃
σ̃ = σ̃ ′ ; σ̃ ′′ . Then σ ◃▹ σ̃ and (S(N ) : m −→ fN ). Hence, com◃▹ (B, C) holds.
2
Consider again the example of Figure 4.13. In this example, from every marking in
B ⊕ C from which we can reach a switch point in B with respect to port G, we can reach
a related switch point in B ⊕ C with a ﬁring sequence with identical communication
pattern on port G. Hence, the OPN B ⊕ C quasi simulates B, and thus we can conclude
that com◃▹ (B, C) holds.
On the other hand, quasi simulation is not implied by the alternating block communication condition, as shown in the example of Figure 4.16. It is easy to verify
that com◃▹G (B, C) holds. In B, we have the ﬁring sequence σ = ⟨t1 , t3 ⟩ such that
σ
(S(B) : [iB ] −→ [p2 , p3 ]). Marking [p2 , p3 ] is a switch point, since t3 sends a message,
whereas transition t4 receives a message. In the composition B ⊕ C, we need to ﬁre the
silent transition t2 in order to ﬁre transition t3 . Hence, no ﬁring sequence exists that
reaches a marking m in the composition such that m|PB = [p2 , p3 ], and therefore not
B G (B ⊕ C). As the example shows, the main problem is that we do not compare
all transitions for the identical block structure. Therefore, we introduce strong identical
alternating block structure: two ﬁring sequences have a strong identical alternating block
structure, if for each communication block the Parikh vectors are identical.
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Figure 4.16: Although com◃▹G (B, C) holds, B G (B ⊕ C) does not hold

Deﬁnition 4.4.19 (Strong identical alternating block structure)
Let B and C be two OPNs such that they are elementary composable and B is sound.
∗
∗
Let G ∈ GB \ GC . Let µ ∈ TB∗ , ν ∈ TB⊕C
. Deﬁne the relation ◃▹⊆ TB∗ × TB⊕C
by:
µ ◃▹ ν ⇔

( µ = ν|TB = ϵ) ∨
→
→
( m = n ∧ (∀1 ≤ i ≤ m : (−
µi ) = (−
νi )|TB ∧ (sgn G (µi ) = sgn G (νi ))))

where m = |ρG (µ)|, n = |ρG (µ)|, ρG (µ) = ⟨µ1 , . . . , µm ⟩ and ρG (ν) = ⟨ν1 , . . . , νn ⟩ for
∗
.
some µ1 , . . . , µm ∈ TB∗ and ν1 , . . . , νn ∈ TB⊕C
y
Corollary 4.4.20 (Strong identical alternating block structure implies identical
alternating block structure)
Let B and C be two OPNs such that they are elementary composable and B is sound.
Let G ∈ GB \ GC . If com◃▹ (B, C), then com◃▹G (B, C).
y
If we take all transitions into account, quasi simulation is implied by the alternating
block communication condition, and hence, an equivalent condition.
Theorem 4.4.21 (Strong alternating block communication condition implies
quasi simulation)
Let B and C be two OPNs such that they are elementary composable and B is sound.
If com◃▹ (B, C) holds, then B  B ⊕ C.
y
Proof. Let G ∈ GB \ GC . Deﬁne N = B ⊕ C and R = {t ∈ TN | λG (t) ̸= τ }.
1) Let m ∈ R(S(N )), σ ∈ TB∗ and s ∈ SB,G such that sgn G (σ) ̸= ⊥ and (S(B) :
σ
m|PB −→ s). We need to show the existence of a switch point s̃ ∈ SN,G and a ﬁring
σ̃

sequence σ̃ such that s̃|PB = s, σ ◃▹ σ̃ and (S(N ) : m −→ s̃). Since s is a switch point,
there are three possibilities: either s = iB , s = fB or iB ̸= s ̸= fB . If s = iB , then σ = ϵ.
Choose s̃ = iN and σ̃ = ϵ, then the statement holds. If s = fB , applying com◃▹ on m and
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σ̃

σ results in a ﬁring sequence σ̃ ∈ TN∗ such that (S(N ) : m −→ fN ) and σ ◃▹ σ̃. Hence,
choose s̃ = fB . Then the statement holds.
Otherwise, i.e. iB ̸= s ̸= fB , a transition t ∈ R and marking m′ ∈ IN PN exist such
t
that (S(B) : s −→ m′ ). Since B is sound, a ﬁring sequence α ∈ TB∗ exists such that
α
(S(B) : m′ −→ fB ). Applying com◃▹ on σ; ⟨t⟩; α and m results in a ﬁring sequence
σ
σ ∈ TN∗ such that (S(N ) : m −→ fN ) and (σ; ⟨t⟩; α) ◃▹ σ. Let ρG (µ) = ⟨σ 1 , . . . , σ n ⟩ for
some n = |ρG (σ)| and σ 1 , . . . , σ n ∈ TN∗ .
There are two cases to consider. Either sgn G (σ) = τ or sgn G (σ) ∈ {!, ?}. Suppose
−
→
→
the ﬁrst. Then, σ 1|TB = −
σ , since σ; ⟨t⟩; α ◃▹ σ and t ∈ R. Hence, σ ◃▹ σ 1 . Let
′
′′
′
∗
σ , σ ∈ TN such that σ = σ 1 and σ = σ ′ ; σ ′′ . Otherwise, sgn G (σ) ∈ {!, ?}. As s is a
−
→
−
→
→
switch point, sgn G (σ) ̸= λG (t). Then n > 2, σ 1|TB + σ 2|TB = −
σ and sgn G (σ 3 ) = λG (t).
′
′′
′
′
′′
∗
Let σ , σ ∈ TN such that σ = σ 1 ; σ 2 and σ = σ ; σ . In both cases σ ◃▹ σ ′ .
σ′

Let s̃ ∈ IN PN such that (S(N ) : m −→ s̃). Then s̃|PB = s. As σ ′′ (1) ∈ R, s̃ is also a
switch point. Hence, the statement holds for σ̃ = σ ′ and s̃.
ϵ
2) Let m ∈ R(S(N )) such that m|PB = fB . Hence, (S(B) : m|PB −→ fB ). Thus, we
can apply com◃▹ (B, C) on m and ϵ, which results in a ﬁring sequence σ̃ ∈ TN∗ such that
σ̃

(S(N ) : m −→ fN ) and ϵ ◃▹ σ̃. Since sgn G (ϵ) = τ , also sgn G (σ̃) = τ .

4.5

2

Elastic Communication Pattern

In the previous section we weakened the communication condition by allowing to permute port transitions within a communication block. This condition is still not always
necessary, as shown in the composition of Figure 4.17. It is clear that the composition A ⊕ B is sound. Consider the sequence σ = ⟨t1 , t2 , t3 , t4 , t5 ⟩. Then ρG (σ) =
⟨⟨t1 ⟩, ⟨t2 ⟩, ⟨t3 ⟩, ⟨t4 , t5 ⟩⟩. Hence, the communication pattern is τ, !, ?, !. There is no sequence σ̃ in B ⊕ C such that σ̃ ◃▹G σ, since the only ﬁring sequences in B ⊕ C are
⟨t1 , u1 , t2 , t4 , u2 , u3 , t3 , t5 ⟩ and ⟨u1 , t1 , t2 , t4 , u2 , u3 , t3 , t5 ⟩, both with communication pattern τ, !, ?. Hence, condition com◃▹G (B, C) does not hold. On the other hand, it is easy
to verify that the composition A ⊕ B ⊕ C is sound. The main problem of the net is that
the b message is sent too early for some of the sequences, which is not allowed by com◃▹G .
This example shows that messages may be sent earlier without violating the soundness
property. We reﬂect this in the elastic communication condition.
The condition allows sending transitions to be shuﬄed, as long as for each receiving
transition at least the same sending transitions occur, or rephrased, sending transitions
may occur at any position within its communication block, or it can be moved forward
in the ﬁring sequence. Although transitions sending messages may be moved forward in
the ﬁring sequence, the condition ensures that from every marking reachable, the ﬁnal
marking is reachable.
The example of Figure 4.17 reﬂects the weakness of the alternating block communication. Although the alternating block communication pattern allows more behavior,
it is still too restrictive as each block should have the same number of occurrences of
communicating transitions, whereas accordance only states that communication should
be in time, i.e. both components may send messages earlier, as long as they can both
terminate properly. This is expressed in the elastic communication condition.
Consider the composition A⊕ B of two OPNs A and B. In the proof of Theorem 4.2.7,
the composition is split into two nets, N1 = CB (A) and N2 = S(B), and a ﬁring sequence
in N1 is interweaved with a ﬁring sequence in N2 . Let µ be a ﬁring sequence in N1 and
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Figure 4.17: Although net A ⊕ B ⊕ C is sound, condition com◃▹G (B, C) does not hold

ν a ﬁring sequence in N2 . To be able to interweave the two ﬁring sequences, ν has to
produce the tokens it sends in time, and µ has to ensure that ν has suﬃcient tokens to be
able to produce these tokens. In net N1 , all transitions of B either have an empty preset,
or an empty postset. The set of transitions of B with an empty preset is labeled Rout , the
set of transitions of B with an empty postset is labeled Rin . If in µ a transition of Rout
ﬁres, it means that a message from B is needed for A to continue. On the other hand,
ﬁring a transition of Rin in ν indicates that B needs a message from A. To interweave
sequences µ and ν into a ﬁring sequence σ in the composition, if a transition in Rin is
the next transition of ν to be added to σ, then the transition should already have ﬁred
in µ, since otherwise the transition cannot be enabled in the composition. Likewise, if a
transition in Rout is the next transition of µ to be added to σ, then the transition should
already have ﬁred in ν, since otherwise the transition cannot be enabled in σ. If both
conditions do not hold, we cannot create a ﬁring sequence in the composition. Hence,
the following formula has to hold:
¬∃0 ≤ k < |µ|, 0 ≤ l < |ν| : (−
µ−−−−→
>−
ν−−→
) ∧ (−
ν−−−→
> −
µ−−→
)
[1..k+1] |Rout

[1..l] |Rout

[1..l+1] |Rin

[1..k] |Rin

If such a pair k, l would exist, we cannot interweave the ﬁring sequences: we cannot add
the next transition of µ, since it needs tokens of ν that are not yet generated, and we
cannot add the next transition of ν, since that transition needs tokens of µ that are not
yet generated. If such a pair does not exist, we say the sequences are elastic to each
other.
Deﬁnition 4.5.1 (Elastic sequences)
Let N = (P, T, F ) be a Petri net and G ⊆ P . Deﬁne Rin = {t ∈ T | λG (t) =?} and
Rout = {t ∈ T | λG (t) =!}. Let µ, ν ∈ TN∗ . Sequence µ is elastic to sequence ν, denoted
by µ G ν if and only if:
∀ 0 ≤ k < |µ|, 0 ≤ l < |ν| : (−
µ−−−−→
≤−
ν−−→
) ∨ (−
ν−−−→
≤ −
µ−−→
)
[1..k+1] |Rout

[1..l] |Rout

[1..l+1] |Rin

[1..k] |Rin

y
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From the deﬁnition, it follows directly that two empty sequences are always elastic
to each other.
Corollary 4.5.2
Let N = (P, T, F ) be a Petri net and G ⊆ P . Then ϵ G ϵ.

y

Consider the ﬁring sequence σ = ⟨t1 , t2 , t3 , t4 , t5 ⟩ and σ̃ = ⟨t1 , u1 , t2 , t4 , u2 , u3 , t3 , t5 ⟩ in
the example of Figure 4.17. In σ̃, the ﬁring of transition b is moved forward with respect
to σ. Since σ[1..0] = ϵ for each ﬁring sequence σ, we have by deﬁnition σ[1..0] G σ̃[1..0] .
The index of σ̃ may be increased up to the situation that σ[1..0] G σ̃[1..6] , since then
t3 needs to be ﬁred in σ[1..0] = ϵ, which is obviously not the case. Hence, we need to
increase the index of σ, which is allowed up to σ[1..5] G σ̃[1..6] . Then, it is allowed to
increase the index of σ̃ up to σ[1..5] G σ̃[1..8] . Hence, σ is elastic to σ̃. The sequences
not only should be elastic, but also the number of messages sent and received by both
sequences should match. These two requirements form the elastic sequence relation.
Deﬁnition 4.5.3 (Elastic communication condition)
Let B and C be two OPNs that are elementary composable, and let G ∈ GB \ GC . Let
∗
∗
µ ∈ TB∗ and ν ∈ TB⊕C
. We deﬁne the elastic sequence relation ψG : TB∗ × TB⊕C
→ IB
−
→
→
−
by ψG (µ, ν) if and only if µ |R = ν |R and µ|R G ν, where R = {t ∈ TB | λG (t) ̸= τ }.
The elastic communication condition is deﬁned as comψG (B, C).
y
The relation between alternating block communication and elastic communication
follows directly from their deﬁnitions. In alternating block communication for all sending
transitions in a block, the number of occurrences of receiving transitions is equal, and
vice versa. This is identical by stating that the ﬁrst sequence is elastic to the second,
and the second is elastic to the ﬁrst sequence.
Corollary 4.5.4 (Alternating block structure implies elastic sequence relation)
Let N = (P, T, F ) be a Petri net, G ⊆ P and µ, ν ∈ T ∗ be two ﬁring sequences. Then
µ ◃▹G ν if and only if ψG (µ, ν) and ψG (ν, µ).
y
In order to show that the elastic communication condition comψ is a suﬃcient condition, we need to show that Property 4.2.5 and Property 4.2.6 hold for the elastic sequence
relation. The latter follows directly from the deﬁnition of the elastic sequence relation.
Corollary 4.5.5
Let B and C be two OPNs that are elementary composable, and let G ∈ GB \ GC . Deﬁne
N = A ⊕ B. Let µ ∈ TB∗ and ν ∈ TN∗ such that ψG (µ, ν). Deﬁne R = N• G ∪ G•N . Then
ψG (µ|R , ν) and ψG (µ, ν|R ).
y
To combine a ﬁring sequence µ with a ﬁring sequence ν it is elastic to, we need
to consider the elasticity, the structure, of the sequences. Hence, in order to proof
Property 4.2.5 for ψ, we need to show that we can interweave ﬁring sequences µ and
−−−→
−−−→
ν. If −
µ−
[1..k+1] |Rout ≤ ν[1..l] |Rout , we concatenate σ and ⟨µ(k + 1)⟩ if µ(k + 1) is not in
−−−→
−→
Rin or Rout , and if −
ν[1..l+1]
≤−
µ−
[1..k] |Rin , we concatenate σ and ⟨ν(l + 1)⟩. Since µ
|Rin
is elastic to ν, always at least one of the two cases holds for each k < |µ| and l < |ν|.
This operation results in the algorithm IsElasticTo. In the algorithm, the If-2-Fi
construction indicates that if multiple guards are true, non-deterministically one of the
guards evaluating true is chosen.
In this algorithm, if both conditions of the if clauses fail, sequence µ cannot be elastic
to sequence ν, and hence, variable b becomes false. Otherwise, an interweaved ﬁring
sequence σ is returned, such that both µ G σ and ν G σ.
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Procedure IsElasticTo(µ,ν)
k :=0;
l :=0;
σ :=ϵ;
b :=True;
{Inv: b ≡ µ[1..k] G ν[1..l] ∧ µ[1..k] G σ ∧ ν[1..l] G σ
while b ∧ (k < |µ| ∨ l < |ν|) do
−−−→
−−−→
if k < |µ| ∧ −
µ−
[1..k+1] |Rout ≤ ν[1..l] |Rout then
if µ(k + 1) ̸∈ (Rin ∪ Rout ) then
σ := σ; ⟨µ(k + 1)⟩;
ﬁ
k := k + 1;
−−−→
−→
2 l < |ν| ∧ −
ν[1..l+1]
≤−
µ−
[1..k] |Rin then
|Rin
σ := σ; ⟨ν(l + 1)⟩;
l := l + 1;
else
b :=False;
ﬁ
od
if b then
return σ
else
return False
ﬁ

}

Lemma 4.5.6
Let N be an OPN and let G ∈ GN . Let µ, ν ∈ TN∗ . Then b ≡ µ[1..k] G ν[1..l] ∧µ[1..k] G
σ ∧ ν[1..l] G σ is an invariant of the procedure IsElasticTo(µ,ν).
y
Proof. Deﬁne R = {t ∈ TN | λG (t) ̸= τ }. Deﬁne Ak = {t ∈ TN | t ∈ µ[1..k] ∧ t ̸∈ R}
and Bl = {t ∈ TN | t ∈ ν[1..l] }. The invariant directly follows from the observation that
µ[1..k] |A = σ|Ak and ν[1..l] |B = σ|Bl for all k ≤ |µ| and l ≤ |ν|.
2
k

l

Next, we need to show that the ﬁring sequence constructed via IsElasticTo is executable. Given two OPNs A and B that are composable with respect to port G, we
split the composition into N1 = CB (A) and N2 = S(B). As shown in Figure 4.18, every
marking in the composition can be split into a marking in S(A), S(B) and some tokens
in the interface places G. The marking in the interface G can again be split into places
that are input for B, which we name x, and places that are output for B, which we name
y. As shown in the next lemma, the elastic communication condition ensures that at
each point in time, there are suﬃcient tokens in the interface places to continue.
Lemma 4.5.7
Let A and B be two OPNs such that they are elementary composable with respect
to some port G ∈ GA ∩ GB . Deﬁne GI = G ∩ IB , GO = G ∩ OB , N1 = CB (A),
N2 = S(B) and N = N1 ∪ N2 . Let m0 ∈ IN PN1 be a marking, and let µ ∈ TN∗ 1 be a ﬁring
sequence of length k such that for all 1 ≤ i ≤ |µ|, markings mi−1 , mi ∈ IN PN1 exist with
µ(i)

(N1 : mi−1 −→ mi ). Let m0 ∈ IN PB be a marking, and let ν ∈ TB∗ be a ﬁring sequence
of length l such that µ G ν and for all 1 ≤ i ≤ |ν|, markings mi−1 , mi ∈ IN PN2 exist
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Figure 4.18: Composition A ⊕ B is split into N1 = CB (A) and N2 = S(B)
ν(i)

with (N2 : mi−1 −→ mi ).
Then, a ﬁring sequence σ ∈ TN∗ and a marking m ∈ IN PN exist such that:
• σ = IsElasticTo(µ, ν);
• σ|TA = µ|TA and σ|TB = ν|TB ;
σ

• (N : m0 + m0 −→ m)
• mk|PA ≤ m, and ml ≤ m.
y
Proof. Deﬁne Rin = {t ∈ TB | λG (t) =?}, Rout = {t ∈ TB | λG (t) =!} and R =
Rin ∪ Rout . Note that R = TN1 \ TN2 .
We prove the lemma by induction on the structure of µ G ν. Suppose µ = ν = ϵ.
Then the statement holds for σ = ϵ and m = m0 + m0 .
Suppose the statement holds for some µ′ ≤ µ and ν ′ ≤ ν such that µ′ G ν ′ , i.e.
let k = |µ′ | and l = |ν ′ |, then for µ′ and ν ′ a ﬁring sequence σ ′ ∈ TN∗ and marking
m′ ∈ IN PN exist such that σ ′ = IsElasticTo(µ′ , ν ′ ), σ ′ |TA = µ′ |TA and σ ′ |TB = ν ′ |TB
σ′

(N : m0 + m0 −→ m′ ) and mk ≤ m′ , and ml ≤ m′ .
By the structure of G , two cases need to be considered: (1) k < |µ| and
−
−−−→
−→
−−−→
−→
µ−
≤−
ν−
or (2) l < |ν| and −
ν[1..l+1]
≤−
µ−
[1..k+1] |R
[1..l] |R
[1..k] |R .
|R
out

out

in

in

−−−→
−−−→
1. Suppose k < |µ| and −
µ−
[1..k+1] |Rout ≤ ν[1..l] |Rout . Let t = µ(k + 1). If t ∈ R, then
t ∈ TB . Hence, ﬁring transition t does not change the internal marking of A, i.e.
mk|PA = mk+1 |PA . Choose σ = σ ′ and m = m′ . Then clearly the statement holds.
Otherwise, t ̸∈ R. There are two cases to consider: either (a) N• t ∩ G = ∅ or (b)
•
N t ∩ G ̸= ∅.
(a) If

•
Nt

∩ G = ∅, then
′

•
Nt
′

≤ mk|PA ≤ m′ . Hence, transition t is enabled in
t

marking m . Let σ = σ ; ⟨t⟩ and m ∈ IN PN such that (N : m′ −→). Hence, σ
and m have the desired property.

74

Compositional Verification of Service Trees

(b) Suppose N• t ∩ G ̸= ∅. Then, transition t needs input from some places in the
interface G. Since t ̸∈ R, we have
−
−→
µ−
[1..k] |R

out

−−−→
=−
µ−
[1..k+1] |R

−→
≤−
ν−
[1..l] |R

out

out

−
→
= σ ′ |Rout

Let p ∈ N• t ∩ G be an interface place in the preset of transition t. Since
transition t is enabled in (N,
have mk (p) > 0. By the marking
∑ mk ), −we
−→(u) − ∑
−−−→
equation, mk (p) = m0 (p) + u∈• p −
µ[1..k]
u∈p• µ[1..k] (u). Since place p
is an interface place,
∑

−
−→
µ−
[1..k] (u) =

u∈• p

∑
u∈• p

−
−→
µ−
[1..k] |R

out

(u) ≤

∑
u∈• p

−
−→
ν−
[1..l] |R

out

∑→
−′
σ |Rout (u)

(u) =

u∈• p

Hence, mk (p) ≤ m′ (p). Thus, transition t is enabled in (N, m′ ). Let σ = σ ′ ; ⟨t⟩
t
and m ∈ IN PN such that (N : m′ −→ m). Then the statement holds.
−−−→
−→
•
2. Suppose l < |ν| and −
ν[1..l+1]
≤ −
µ−
[1..k] |R . Let t = ν(l + 1). If N t ∩ G = ∅,
|R
in

in

then N• t ≤ ml . Hence, the statement holds for σ = σ ′ ; ⟨t⟩ and m ∈ IN PN such that
t
(N : m′ −→ m).
Otherwise, N• t ∩ G ̸= ∅. Then λG (t) =? and transition t needs input from A in
order to be enabled in N . Hence, t ∈ Rin and ν[1..l] |R (t) < µ[1..k] |R (t). Let
in
in
p ∈ N• t ∩ G be an interface place in the preset of t. Then
mk (p)

= m0 (p) +

∑

−
−→
µ−
[1..k] (u) −

u∈• p

∑

−
−→
µ−
[1..k] (u)

u∈p•

= { Place p is an interface place, and t ∈ p• }
∑
∑
−
−→
−
−→
m0 (p) +
µ−
µ−
[1..k] |T (u) −
[1..k] |R (u)
u∈• p

A

u∈• p

in

< { ν[1..l] |R (t) < µ[1..k] |R (t) }
in
in
∑
∑
−
−→ (u) −
−
−→
m0 (p) +
µ−
ν−
[1..k] |T
[1..l] |R (u)
u∈• p

A

u∈• p

in

= { σ|TA = µ[1..k] |T and σ|TB = ν[1..l] |T }
A
B
∑
∑−
→′
−
→
m0 (p) +
σ (u) −
σ (u)
u∈• p

u∈• p

′

= m (p)

Hence, transition t is enabled in (N, m′ ). Let σ = σ ′ ; ⟨t⟩ and m ∈ IN PN such that
t
(N : m′ −→ m). Then clearly, the statement holds.
Hence, the lemma holds.

2

Lemma 4.5.7 shows that a ﬁring sequence and a ﬁring sequence it is elastic to may
be interweaved into a new ﬁring sequence that is elastic to both sequences. As in elastic communication the number of occurrences of each communicating transition should
be equal, we may directly conclude that Property 4.2.5 holds for the elastic sequence
relation ψ.
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Figure 4.19: Although net A ⊕ B ⊕ C is sound, condition ΨG (B, C) does not hold.

Corollary 4.5.8 (Harlem shuﬄe)
Let A and B be two OPNs that are elementary composable with respect to port
G ∈ GA ∩ GB . Let N1 = CB (A) and N2 = S(B). Let µ ∈ TN∗ 1 and m, m′ ∈ IN PN1 such
µ
ν
that (N1 : m −→ m′ ). Let ν ∈ TN∗ 2 and m, m′ ∈ IN PN2 such that (N2 : m −→ m′ ) and
σ
ψG (µ, ν). Then, a σ ∈ TN∗ exists such that (S(N ) : m + m −→ m′ + m′ ), ψG (µ, σ) and
ψG (ν, σ).
y
From Corollary 4.5.5 and Corollary 4.5.8 we can directly conclude that Condition
comψ is a suﬃcient condition for compositional veriﬁcation.
Theorem 4.5.9 (Elastic communication condition suﬃcient for soundness)
Let A, B and C be three OPNs such that A and B are elementary composable with
respect to G ∈ GA ∩ GB , B and C are elementary composable, A and C are disjoint and
A ⊕ B is sound. If comψG (B, C) holds, then A ⊕ B ⊕ C is sound.
y
The elastic communication condition is not necessary, as shown in the example of
Figure 4.19. In this example, component A either receives an a or a b from component
B. In the composition B ⊕ C, component C decides which message will be sent by
component B. Consider the marking [iB , d, fC ] of the composition B ⊕ C. In this
marking, the composition can only decide to send message b, whereas if we project this
marking on B, i.e. we consider only the marking [iB ], also message a could be sent.
Hence, the condition does not hold for the example.

4.6

Related Work

In [28] the authors give a constructive method preserving the inheritance of behavior. As
shown in [4] this can be used to guarantee the correctness of interorganizational processes.
Other formalisms, like I/O automata [81] or interface automata [20] use synchronous
communication, whereas we focus on asynchronous communication, which is essential for
our application domain, since the communication in SOA is asynchronous.
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Kazhamiakin et al. [72] compare the expressiveness of diﬀerent communication models with respect to their ability to detect errors in service compositions. They deﬁne
a parametrized state transition system with channels. Depending on the parameters
on numbers, sizes, and ordering abilities of the channels, they constitute a hierarchy
of communication models and discuss the tradeoﬀ between expressiveness and analysis
performance.
In [107], the author introduces place composition to model asynchronous communication focusing on the question which subnets can be exchanged such that the behavior
of the whole net is preserved. In [78] the authors focus on deciding controllability of an
OPN and computing its operating guidelines. Operating guidelines can be used to decide
substitutability of services [104], or to prove that an implementation of a service meets
its speciﬁcation [14]. Basically, the notions of controllability and operating guidelines
are devoted to assure behavioral correctness of service compositions very much like our
main goal. For a complete service tree, where we discard the interface, the notions of
controllability and soundness are closely related, but soundness is a stronger correctness
criterion than deadlock freedom, as it also forbids livelocks.
The major advantage of our approach compared to the operating guideline approach
is its compositionality. In our setting it is suﬃcient to analyze only directly connected
services of the tree, while the overall operating guidelines of the tree would have to be
re-computed before a new service can be checked for a harmless addition to the tree.
Moreover, the construction of the service tree remains ﬂexible — each component can be
replaced by another component, provided that the composition of this component with
its direct neighbors satisﬁes our condition. This ﬂexibility comes however with a price
label, namely, the condition we deﬁne is a suﬃcient but not necessary condition, i.e. we
might not be able to approve some service trees, although they were sound.
In [43], the authors propose to model choreographies using Interaction Petri nets,
which is a special class of Petri nets, where transitions are labeled with the source and
target component, and the message type being sent. For each of the components, a
behavioral interface is extracted. An interaction Petri net is then realizable if the composition of the behavioral interfaces is branching bisimilar related with the interaction
Petri net. To check whether the composition is functioning correctly, the whole network of components needs to be checked, whereas in our approach the check is done
compositionally.

4.7

Conclusions

In this chapter, we considered a special class of component-based systems, called service
trees. Component deliver services, and to do so, they request services of other components. This way, the components form a tree during run time. A service tree is itself
again a component, for which we want to verify soundness. As the tree is not known
at design time, we need compositional veriﬁcation. Although accordance is a suﬃcient
and necessary condition, current research results show that accordance is undecidable for
general open Petri nets. Accordance with respect to deadlock freedom for bounded open
Petri nets is decidable, and its veriﬁcation is supported by tools [82]. Accordance on weak
termination is still an open research question for bounded open Petri nets. Therefore, in
this chapter three suﬃcient communication conditions are proposed. These conditions
are not necessary for deciding soundness.
The ﬁrst and strongest communication condition is the identical communication pattern. For a port, this condition requires the composition to behave identical on the port
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as its constituent behaves. If all transitions are taken into account, this condition is
equivalent to delay bisimulation of the projection relation.
The second communication condition is the alternating block communication pattern.
Every ﬁring sequence in an OPN has a unique communication pattern. The alternating
block communication condition requires that for each ﬁring sequence in a constituent,
there should exist a ﬁring sequence in the composition with the same communication
pattern. For this condition we introduce a new notion of simulation called quasi simulation. If all transitions are taken into account in the alternating block communication,
this condition is equivalent to quasi simulation.
The last communication condition is the most liberal condition. If two ﬁring sequences
have an identical alternating block structure, a ﬁring sequence can be constructed by
alternating the blocks of the two ﬁring sequences, and the resulting ﬁring sequence has
the same alternating block structure. The elastic communication condition weakens this
condition by allowing transitions that send messages to occur not only in any order
within a block, it may also occur earlier in the ﬁring sequence, as long as it is produced
before A needs to consume the token. A simple algorithm exists to decide whether a
ﬁring sequence is elastic to another ﬁring sequence, and if so, the algorithm returns an
interweaved ﬁring sequence of the two.
All three conditions are suﬃcient. The identical communication condition implies
the alternating block communication condition, which in its turn implies the elastic
communication condition. Elastic communication is a suﬃcient, but not a necessary
condition. Although the deﬁnition of elastic communication is very liberal, the main
restriction is in the condition itself, which requires that for every marking in a composition
B ⊕ C and for all ﬁring sequences in B leading from this marking to the ﬁnal marking a
ﬁring sequence in the composition should exist.
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5
Soundness-Preserving Refinement of Sets of Places

Place reﬁnement is a well-studied subject in Petri net theory (cf. [31,44,62,87]). However,
these reﬁnements only focus on the reﬁnement of a single place, and not on the interaction
between components. In this chapter, we study place reﬁnement in compositions, to
support top-down design methods for networks of components, which we will present in
the next chapter.

5.1

Introduction

Reﬁnement in Petri net theory is a well-studied discipline. all kinds of reduction rules
and reﬁnement rules, sometimes also referred to as synthesis rules, exist. Berthelot
presents in his thesis [31] several general reﬁnement rules which preserve both liveness
and boundedness. As the closure of a classical sound workﬂow net is live and bounded,
these rules also preserve soundness. In [87], Murata presents a nice overview of Petri nets,
together with some reduction rules which turn out to have all kinds of nice properties [99],
and which are very successful in practice. In [44], the authors present reduction and
reﬁnement rules on free choice Petri nets, based on linear algebraic properties of these
nets. The authors of [62] show that all places may be reﬁned by a generalized sound
workﬂow net, i.e. a workﬂow net in which for any number of tokens in the initial place,
eventually the same number of tokens are produced in the ﬁnal place. In this chapter,
we focus on this last reﬁnement, and generalize it to the reﬁnement of a set of places.
This chapter is organized as follows. In Section 5.2 we present the classical approach
for place reﬁnement and show how this can be generalized to the reﬁnement of a set of
places. In Section 5.3, we present a suﬃcient condition on the original net and on the
reﬁning net such that if these conditions are satisﬁed, the reﬁnement preserves soundness,
which is formalized in Section 5.4. We conclude the chapter in Section 5.6.

5.2

Place Refinement

For Petri nets there already exist many reﬁnement rules, like the rules of Murata [87]
and Berthelot [31]. These rules guarantee weak termination: applying them on a weakly
terminating system results again in a weakly terminating system. In [62], the authors
show that a place in a workﬂow net may be reﬁned by a generalized sound workﬂow
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N

N

M

Figure 5.1: Reﬁnement of (synchronizable) places

net, while preserving the soundness condition. In this reﬁnement, place p is replaced by
a generalized sound workﬂow net. All transitions producing in place p now produce in
the initial place of the workﬂow net, and all transitions that consume from place p now
consume from the ﬁnal place of the workﬂow net.
Deﬁnition 5.2.1 (Place Reﬁnement)
Let N be a system. Let p ∈ PN be a place, and let M be a workﬂow net with initial
place iM ∈ PM and ﬁnal place fM ∈ PM such that N and M are disjoint. The reﬁned
system N ⊙p M = ((P, T, F ), i, Ω) is deﬁned by:
•
•
•
•
•

P = (PN \ {p}) ∪ PM ;
T = TN ∪ TM ;
F = (FN \ ((• p × {p}) ∪ ({p} × p• ))) ∪ FM ∪ (• p × {i}) ∪ ({f } × p• );
i(p) = iN (p) if p ∈ PN \ {p}, i(iM ) = iN (p) and i(p) = 0 if p ∈ PM \ {iM };
Ω = {f ′ | ∃f ∈ ΩN ∧ f ′ |PN \{p} = f|PN \{p} ∧ f ′ (fM ) = f (p) ∧ f ′ |PM \{fM } = ∅};

y

If place p is safe, soundness of the reﬁning workﬂow net is suﬃcient to conclude
soundness of the reﬁned net, as proven in Theorem 9 from [62].
Theorem 5.2.2
Let N be a system, and let p ∈ PN be a safe place. Let M be a sound workﬂow net. Then
the reﬁned system N ⊙p M is weakly terminating if and only if N is weakly terminating.
y
Proof. Direct consequence of Theorem 9 from [62].

2

Theorem 5.2.3
Let N be a weakly terminating system, let p ∈ PN be a safe place and let M be a sound
workﬂow net. Then N (N ) w ≃Q τTM (N (N ⊙p M )) where (m, m) ∈ Q if and only if
m(s) = m(s) for all s ∈ PN \ {p} and m(p) = 1 ⇔ ∃r ∈ PM : m(r) > 0.
y
Proof. Direct consequence of Theorem 9 from [62].

2

Thus, given a safe place, we are always able to reﬁne that place by a workﬂow net.
This reﬁnement is often used in soundness-by-construction approaches to stepwise reﬁne a
system and elaborate activities within the system. Given a component-based information
system, to reﬁne a single activity often does not help, as communication between the
components is needed to specify the activities within each of the components. Therefore,
we need a diﬀerent approach.
Consider a composite component N consisting of two components A and B. In
component A a place p and in component B a place q, that are not marked in the initial
nor in the ﬁnal marking, are selected to be reﬁned. The communication protocol we
want to reﬁne these places with is speciﬁed by the composite component M consisting
of two workﬂow components C and D. All incoming arcs to place p are connected to
the initial place of the ﬁrst workﬂow component, and all outgoing arcs from place p are
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Figure 5.2: Soundness skeleton for reﬁning component

Figure 5.3: Simple nets to reﬁne with

connected to the ﬁnal place of the ﬁrst workﬂow component, likewise is done for place q.
This approach is depicted in Figure 5.1.
We generalize the approach by reﬁnement of pairs of places in a Petri net N by a multi
workﬂow net M , such that the net depicted in Figure 5.2 is sound. A multi workﬂow net
is a Petri net with multiple communication pairs. Such a communication pair consists of
an initial place and a ﬁnal place. An initial place has no transitions in its preset, a ﬁnal
place has no transitions in its postset. We call such a multi workﬂow net a Pn -workﬂow,
where n is the number of communication pairs. Note that the deﬁnition of a P1 workﬂow
net coincides with the deﬁnition of a classical workﬂow net.
Deﬁnition 5.2.4 (Multi workﬂow net)
A multi workﬂow net or Pn -workﬂow net N is a 4-tuple (P, T, F, E) where (P, T, F )
is a Petri net, E ⊆ P × P is a set of communication pairs, such that |E| = n and
•
•
π1 (E) = π2 (E) = ∅. The places in π1 (E) are called the initial places of N , the places
in π2 (E) are called the ﬁnal places of N . Furthermore, each node n ∈ P ∪ T is on a path
from an initial place to a ﬁnal place.
y
For such multi workﬂow nets, soundness is similarly generalized to check from all
reachable markings from the marking in which only the initial places are marked, the
marking in which only the ﬁnal places are marked is reachable. Furthermore, we require
that it is not possible to have both places of a communication pair marked in a marking.
Note that soundness of a P1 workﬂow net coincides with the original soundness deﬁnition.
Deﬁnition 5.2.5 (Soundness of a Pn -workﬂow net)
Let N = (P, T, F, E) be a Pn -workﬂow net. It is sound if the system ((P, T, F ),χ(π1 (E)),
{χ(π2 (E))}) is weakly terminating and m(p) + m(q) ≤ 1 for all pairs (p, q) ∈ E and
markings m ∈ R(N, χ(π1 (E))).
y
Reﬁnement of pairs of places is the reﬁnement of two diﬀerent places in a Petri net by
a sound P2 -workﬂow net. A mapping is created to map each of the reﬁning places onto
a communication pair. Figure 5.4 shows the reﬁnement operation. The incoming arcs of
place p and q are the incoming arcs to the initial places a, and b respectively, and the
outgoing arcs of place p and q are the outgoing arcs of places c and d, respectively. The
reﬁnement operator takes the initial marking and ﬁnal markings with respect to places
p and q into consideration: if it is marked in such a marking, the corresponding place in
the reﬁnement (either the initial place or the ﬁnal place) will be marked in the reﬁned
marking.
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Figure 5.4: Example of a reﬁnement of a set of places
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Figure 5.5: Example of a wrong reﬁnement
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Deﬁnition 5.2.6 (Reﬁnement of sets of places)
Let N be a System. Let D ⊆ PN be a set of places to be reﬁned and deﬁne n = |D|. Let
M be a Pn -workﬂow net. Let α : D → EM be a total bijective function. The reﬁnement
N ⊙α M is a system (P, T, F, i, Ω) where
• P = (PN \ D) ∪ PM ;
• T = TN ∪ TM ;
(
)
∪
• F = FN \ p∈D (( N• p × {p}) ∪ ({p} × p•N )) ∪ FM
∪
•
•
∪
p∈D ( N p × π1 (α(p)) ∪ (π2 (α(p)) × pN ));

 iN (s) if s ∈ PN \ D
iN (d) if ∃d ∈ D : s = π1 (α(d))
• ∀s ∈ P : i(s) =

0
otherwise

 fN (s) if s ∈ PN \ D
fN (d) if ∃d ∈ D : s = π2 (α(d))
• ∀s ∈ P, fN ∈ ΩN : ∃f ∈ Ω : f (s) =

0
otherwise
y
The reﬁnement operator as deﬁned in Deﬁnition 5.2.6 is a very liberal deﬁnition.
Consider the example of Figure 5.5. In this example, net M has communication pairs
(a, c) and (b, c). It is a sound P2 -workﬂow net. However, a reﬁnement with this net
will change the behavior of the reﬁnement: whereas in net N transition t1 (t2 ) and
transition t3 (t4 ) are concurrent, these transitions are in conﬂict in the reﬁned net. We
therefore additionally require |EM | = |π1 (E)| = |π2 (E)|, i.e. we require relation E to be
a bijection. Such a workﬂow net is called a proper multi workﬂow net.
Deﬁnition 5.2.7 (Proper multi workﬂow net)
Let M be a Pn -workﬂow net. It is a proper Pn -workﬂow net if |EM | = |π1 (EM )| =
|π2 (EM )|.
y
Such reﬁnements of sets of places do not necessarily preserve weak termination, due
to the asynchronous nature of Petri nets. Taking a closer look to Theorem 5.2.2, there is
a condition for the original net N – the system should be weakly terminating, and place p
should be safe – and a condition on net M – it should be sound. In what follows, we study
under which conditions a set of two places, p and q, can be called synchronizable, i.e.
under which conditions the reﬁnement of a set of two places by a P2 -workﬂow preserves
weak termination.

5.3

Synchronizable Places

In this section, we search for conditions such that the reﬁnement of a set of places
preserves weak termination. We restrict ourselves to the reﬁnement of pairs of places.
Weak termination states that for each marking reachable, there should be a ﬁnal marking
reachable. In the temporal logic CTL (Computational Tree Logic [37]), this property can
be expressed using the “AG EF” pattern, where AG refers to every reachable state, and
EF refers to the existence of a ﬁring sequence leading to a ﬁnal marking.
Given a system N , weak termination of N is a necessary condition. Consider the
example reﬁning net M depicted in Figure 5.3(a). For every system N , the reﬁnement
N ⊙ M is equivalent to N – using the fusion of series places reduction of Murata [87].
Hence, N needs to be weakly terminating. However, it is not a suﬃcient condition, as
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Figure 5.6: Soundness of N and M is not a suﬃcient condition

shown by the example of Figure 5.6. In this example, the system depicted is sound.
Places p and q are sequential, i.e. the token in place p needs to be consumed before a
token is produced in place q. The example shows that there should exist markings in
which places p and q are both marked.
The example of Figure 5.6 suggests to check weak termination of N reﬁned with
the simplest synchronizing net M , viz., a single transition, as depicted in Figure 5.3(b).
However, this is not a suﬃcient condition. Consider the example of Figure 5.7(a). In this
net, transitions t1 and t2 , and the transitions t3 and t4 each form a cycle. Places p and q
are somehow independent: the number of times each place is marked is independent from
the number of times the other place will be marked. Reﬁning places p and q with the
simplest synchronizing net results in the net as depicted in Figure 5.7(b). Observe that
places p and q become dependent: each place can only become unmarked if the other
place becomes marked as well. Due to the asynchronous behavior of Petri nets, most
workﬂow nets do not enforce this strong property. Although this does not inﬂuence weak
termination of the system, reﬁnement does not always result in a weakly terminating
system.
Consider for example the net M depicted in Figure 5.8(a). This is a sound proper
multi workﬂow net: from every marking reachable from the marking [p, q], marking [p′ , q ′ ]
is reachable. However, as transition u2 consumes the token from place q, transition u4 is
dead in (M, [p, q]). Reﬁning places p and q by this workﬂow net results in the reﬁned net
as depicted in Figure 5.8(b). In this net, after ﬁring transitions t1 and u1 , transition t4
becomes enabled. Firing this transition and transition t3 results in a marking in which
place q has two tokens. Now, after ﬁring transition u2 , place q still has a token, and
thus, transition u4 is enabled. Firing transition u4 enables behavior not explored by the
soundness check. Transition u6 now is enabled, and can ﬁre inﬁnitely often, thus place q ′
becomes unbounded. Furthermore, transition u7 is enabled, which results in a deadlock:
after ﬁring this transition, no transitions are enabled. Hence, the resulting system is not
weakly terminating. The example suggests the places to be dependent in some way: it
should always be possible to reach a marking in which both places are marked, but it
should also be the case that the other cannot become marked again before the other has
been marked.
Next, consider a second example in which we reﬁne two places by the simplest syn-
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Figure 5.10: Livelock after reﬁnement

chronizing multi workﬂow net. In the net depicted in Figure 5.9(a), places p and q have
the property suggested by the previous example: each place can only become marked
again after the other has been marked. In this example, net N ﬁres transition t1 , followed
by an alternation between transitions t3 , t6 and t2 , t5 , and ﬁnally transition t6 . The net
is sound, even after reﬁning places p and q with the component depicted in Figure 5.3(b).
However, in the reﬁnement N ⊙ M as presented in the previous example, place q can get
marked with two tokens, and hence, the reﬁned net is not weakly terminating.
Thus, the simplest synchronizing net M as depicted in Figure 5.3(b) is not a proper
approximation of each sound workﬂow. For the AG-part of soundness, we conclude that
net N should not contain transitions (like the ones we have just discovered) that may
lead into unexplored behavior.
The examples of Figure 5.7(a) and Figure 5.9 suggest to check that N can only
produce and consume tokens from places p and q in a certain order: a transition can only
produce a new token in such a place after the other place has been emptied. The LTS as
depicted in Figure 5.11 describes this behavior. Action p (q) indicates the production of
a token in place p (q), action p′ (q ′ ) indicates the consumption of a token from place p
(q). For readability reasons, each state is annotated with the number of tokens in place
p and q. Without loss of generality, we assume that each transition in the component
performs at most one action of the LTS. For example, with the reduction rules of Murata,
transitions that produce in or consume from both places can be split into two separate
transitions. The initial state is s0 , and both solid and dashed transitions are permitted.
In particular, in states s4 , s5 , and s7 , the LTS excludes producing a token in q the second
time before a token has been consumed from p; thus excluding the example of Figure 5.9.
However, the LTS does not give a suﬃcient condition. Take the reﬁnement depicted
in Figure 5.10. In the net N depicted in Figure 5.10(a), transition t is crucial for termination; its ﬁring implies that N has produced a token on p, but not yet on q. Net
N only executes actions in the order speciﬁed in the LTS depicted in Figure 5.11, but
in the reﬁned net, depicted in Figure 5.10(b), the reﬁning net eliminates the path to
termination from net N . So, the reﬁning net imposes additional synchronization on net
N.
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Figure 5.11: May/exit transition system for synchronizable places

The examples show that the LTS depicted in Figure 5.11 is not a suﬃcient condition to conclude weak termination of the reﬁned system. The problem indicated in the
example of Figure 5.10(b) shows that although all sequences of the LTS are allowed, synchronization is needed for weak termination. Therefore, for the EF-part of soundness,
we conclude that net N should only use transitions that cannot be excluded by any M .
This suggests to check that also from every reachable non-ﬁnal state of N , a ﬁnal state
can be reached using only the solid transitions in Figure 5.11. In particular, in state s1 ,
this excludes that for termination of net N ﬁrst a token from p must be consumed before
a token on q has been produced. In the next section, we present a formalism to capture
this behavior, and show that this is a suﬃcient condition.

5.4

Formalization of Synchronizable Places

The previous section showed the need for a transition system with solid transitions to
model the behavior to terminate, and dashed transitions for transitions that are allowed,
but with which it should not be possible to terminate. This is expressed in a so called
may/exit transition system. In Figure 5.11, all state transitions are may transitions, and
the solid state transitions are also exit transitions. To prove the may/exit transition system to be a suﬃcient condition, the principle idea is that for the AG-part of soundness all
transitions may be used, whereas for the EG-part of soundness, only the exit transitions
can be used. As for LTSs, there is a set of visible actions, A, and a silent action τ ̸∈ A.
Deﬁnition 5.4.1 (May/exit labeled transition system)
A may/exit labeled transition system (MELTS) is a 6-tuple (S, A, 99K, −→, s0 , Ω) where
• S is a set of states;
• A is the action set;
• 99K⊆ S × (A ∪ {τ }) × S is the set of may state transitions;
• −→⊆ S × (A ∪ {τ }) × S is the set of exit state transitions, and −→⊆99K.

y

Let L = (S, A, 99K, −→, s0 , Ω) be a MELTS. For s, s′ ∈ S and a ∈ A ∪ {τ }, we write
a
a
(L : s 99K s′ ) if and only if (s, a, s′ ) ∈99K, and (L : s −→ s′ ) if and only if (s, a, s′ ) ∈−→.
As for LTSs, we lift the notation to sequences of actions. Let σ ∈ A∗ be a sequence
σ
of length n. We write (L : s0 99K sn ) if and only if states si−1 , si ∈ S exist such that
σ(i)

σ

(L : si−1 99K si ) for all 1 ≤ i ≤ n, and (L : s0 −→ sn ) if and only if states si−1 , si ∈ S
σ(i)

exist such that (L : si−1 −→ si ) for all 1 ≤ i ≤ n. A MELTS is properly completing if
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for all reachable markings a sequence of only exit transitions exists that reaches a ﬁnal
marking.
Deﬁnition 5.4.2 (Proper completion of a MELTS)
Let L = (S, A, 99K, −→, s0 , Ω be a MELTS. It is properly completing if for each state
σ
s ∈ S and sequence σ ∈ A∗ such that (L : s0 99K s) a sequence υ ∈ A∗ and ﬁnal marking
υ
f ∈ Ω exist such that (L : s −→ f ).
y
In relation to modal (may/must) transition systems [76], the may transitions correspond, whereas the exit transitions and must transitions are unrelated.
Let Sync denote the MELTS as depicted in Figure 5.11. Note that it is properly
terminating: from each state it is possible to reach the ﬁnal state with only exit state
transitions.
Deﬁnition 5.4.3 (Sync)
Let Sync = (S, A, 99K, −→, s0 , {s0 }) where
S

= {s0 , s1 , s2 , s3 , s4 , s5 , s6 , s7 }

A = {p, p′ , q, q ′ }
−→ = {(s0 , τ, s0 ), (s0 , p, s1 ), (s0 , q, s2 ), (s1 , τ, s1 ), (s1 , q, s4 ), (s2 , τ, s2 ), (s2 , p, s4 ),
(s3 , τ, s3 ), (s3 , q, s6 ), (s4 , τ, s4 ), (s4 , p′ , s6 ), (s4 , q ′ , s7 ), (s5 , τ, s5 ), (s5 , p, s7 ),
(s6 , τ, s6 ), (s6 , q ′ , s0 ), (s7 , τ, s7 ), (s7 , p′ , s0 )}
99K = −→ ∪{(s1 , p′ , s3 ), (s2 , q ′ , s5 )}
y
Corollary 5.4.4 (Sync is properly terminating)
The MELTS Sync as deﬁned in Deﬁnition 5.4.3 is properly terminating.

y

In the remainder of this section, we formalize the concept of synchronizable places,
and show that it is a suﬃcient condition for preserving soundness.
Let N be a net. Each state transition in Sync corresponds to the production of
consumption of a token in the places p and q. A transition either produces a token in p
(q) or consumes a token from p (q). We deﬁne a mapping function from the transitions
of N to the state transitions of Sync.
Deﬁnition 5.4.5
Let (N, iN , ΩN ) be a system, and let p, q ∈ PN such that • p, p• , • q and q • are pairwise
disjoint. We deﬁne the function hN,p,q : TN → A ∪ {τ } by

p




 p′
q
hN,p,q (t) =


q
 ′


τ

if p ∈ t•
if p ∈ • t
if q ∈ t•
if q ∈ • t
otherwise

We lift the notation to sequences. Let σ ∈ TN∗ be a sequence of length n, then hN,p,q (σ) =
⟨hN,p,q (σ(1)), . . . , hN,p,q (σ(n))⟩. If the context is clear, we omit the subscript.
y
Next, we deﬁne a relation between the markings of N and the states of Sync.
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Deﬁnition 5.4.6
Let (N, iN , ΩN ) be a system with N = (P, T, F ) a Petri net, and let p, q be two places of
N such that • p, p• , • q and q • are pairwise disjoint. Let Sync = (S, A, 99K, −→, s0 , {s0 })
be the MELTS as deﬁned in Deﬁnition 5.4.3 for places p and q. Let t ∈ T . We deﬁne
the relation RN,p,q ⊆ R(N ) × S recursively by:
• iN RN,p,q s0 ,
• fN RN,p,q s0 for all fN ∈ ΩN
t

• if (N : m −→ m′ ) and m RN,p,q s then
– if p ∈ t• and s = s0 then m′ RN,p,q s1 ,
– if p ∈ t• and s = s2 then m′ RN,p,q s4 ,
– if p ∈ t• and s = s5 then m′ RN,p,q s7 ,
– if q ∈ t• and s = s0 then m′ RN,p,q s2 ,
– if q ∈ t• and s = s1 then m′ RN,p,q s4 ,
– if q ∈ t• and s = s3 then m′ RN,p,q s6 ,
– if p ∈ • t and s = s1 then m′ RN,p,q s3 ,
– if p ∈ • t and s = s4 then m′ RN,p,q s6 ,
– if p ∈ • t and s = s7 then m′ RN,p,q s0 ,
– if q ∈ • t and s = s2 then m′ RN,p,q s5 ,
– if q ∈ • t and s = s4 then m′ RN,p,q s7 ,
– if q ∈ • t and s = s6 then m′ RN,p,q s0 ,
– otherwise, m′ RN,p,q s.
If the context is clear, we omit the subscript.

y

If a system N “follows” Sync, i.e. after transformation, every ﬁring sequence of N
can be replayed in Sync, place p is marked if and only if Sync is in state s1 , s4 or s7 , and
place q is marked if and only if Sync is in state s2 , s4 or s6 .
Corollary 5.4.7
Let N be a system with two places p and q such that p ̸= q and • p, p• , • q and q • are
pairwise disjoint. Let Sync = (S, A, 99K, −→, s0 , {s0 }) as deﬁned in Deﬁnition 5.4.3.
For all markings m ∈ R(N, iN ) and s ∈ S, such that m RN,p,q s4 . Then s ∈ {s1 , s4 , s7 }
if and only if m(p) = 1, and s ∈ {s2 , s4 , s6 } if and only if m(q) = 1.
y
Corollary 5.4.8
Let N be a system with two places p and q such that p ̸= q and • p, p• , • q and q • are
pairwise disjoint. Let Sync = (S, A, 99K, −→, s0 , {s0 }) as deﬁned in Deﬁnition 5.4.3.
σ
Let σ ∈ TN∗ , m ∈ R(N ), µ ∈ (A ∪ {τ })∗ and s ∈ S such that (N : iN −→ m),
µ
µ = HN,p,q (σ) and (Sync : s0 99K s). Then s ∈ {s0 , s2 , s5 , s6 } if and only if m(p) = 0,
and s ∈ {s0 , s1 , s5 , s7 } if and only if m(q) = 0.
y
As shown in the previous section, the requirements for two places to be synchronizable
are captured in the MELTS Sync. Next, we need to relate it to the behavior of a
component. Given a ﬁring sequence in a component, this ﬁring sequence should be
replayable in Sync, i.e. the sequence mapped onto the possible actions of Sync should
be a ﬁring sequence of Sync consisting of may state transitions. This corresponds to the
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q

p
Figure 5.12: Places p and q are synchronizable

AG-part of soundness. Next, for the EF-part of soundness, there should exist a ﬁring
sequence to the ﬁnal marking of the component corresponding to a ﬁring sequence in
Sync consisting of only exit state transitions.
Deﬁnition 5.4.9 (Synchronizable places)
Let N be a system, and let p, q ∈ PN such that p ̸= q, • p, p• , • q and q • are pairwise
disjoint, and iN (p) = iN (q) = fN (p) = fN (q) = 0. Let Sync = (S, A, 99K, −→, s0 , {s0 })
be the MELTS as deﬁned in Deﬁnition 5.4.3. Places p and q are synchronizable, denoted
by p N q, if:
γ

∀γ ∈ TN∗ , m ∈ R(N ) : (N : iN −→ m) : ∃s ∈ S, σ ∈ TN∗ , fN ∈ ΩN :
h(γ)

σ

h(σ)

(Sync : s0 99K s) ∧ (N : m −→ fN ) ∧ (Sync : s −→ s0 )

y

The deﬁnition of synchronizable places encapsulates the deﬁnition of weak termination. In fact, the deﬁnition is closely related to simulation, it only diﬀers in the may/exit
part of the deﬁnition.
Corollary 5.4.10 (synchronizable places implies system is weakly terminating)
Let N be a system, and let p, q ∈ PN be two places such that p N q. Then N is weakly
terminating.
y
Furthermore, the structure of the MELTS Sync ensures that places p and q are safe:
if a ﬁring sequence exists that marks place p or q with two tokens, this ﬁring sequence
cannot be replayed in Sync.
Corollary 5.4.11 (Synchronizable places are safe)
Let N be a system, and let p, q ∈ PN be two places such that p
and q are safe.

N

q. Then places p
y

For modal transition systems [76], a notion called reﬁnement is introduced. A modal
transition system L reﬁnes another modal transition system L′ if all the may transitions
of L are also possible in L′ , and all must transitions of L′ are also must transitions in L.
For synchronizable places, this is a too strong notion, as shown in the example depicted
in Figure 5.12. In this ﬁgure, states s2 and s7 of Sync are never visited. Hence, the net
is not a reﬁnement of Sync.
The deﬁnition of synchronizable places satisﬁes the ﬁrst necessary condition as described in the previous section. In the remainder of this section, we prove synchronizable
places to be a suﬃcient condition for soundness. Given a system N with two synchronizable places p and q, and a sound and proper P2 -workﬂow net M with mapping function
α, we need to check whether the reﬁnement L = N ⊙α M is sound.
To prove soundness of the reﬁned net L = N ⊙α M , we need to prove that from each
marking reachable in L, it is possible to reach the ﬁnal marking. Therefore, we map all
reachable markings of L to a marking of N using function φ.
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Deﬁnition 5.4.12 (Original net mapping)
Let N be a system, let p, q ∈ PN such that p N q. Let M be a sound proper P2
workﬂow net, and let α : D → EM be a bijective total function. Deﬁne L = N ⊙α M .
We deﬁne the function φN,p,q : IN PL × TL∗ → IN PN by
{
m(s) ∑
if s ∈ PN \ {p, q}
∑
φN,p,q (m, σ)(s) =
→
→
iN (s) + t∈• s −
σ (t) − t∈s• −
σ (t) if s ∈ {p, q}
y

If the context is clear, the subscript is omitted.

The mapping ensures that given a ﬁring sequence with which we reached a marking
in the reﬁned net, the mapped marking onto the original net is reachable as well.
Lemma 5.4.13 (Mapping reachable in projection)
Let N be a system, let p, q ∈ PN such that p N q. Let M be a sound proper P2
workﬂow net, and let α : {p, q} → EM be a bijective function. Deﬁne L = N ⊙α M . Let
σ|T

σ

N
σ ∈ TL∗ and m ∈ R(L) such that (L : iL −→ m). Then (N : iN −→
φ(m, σ)).

y

Proof. We prove the lemma by induction on the length of σ. Let σ = ϵ. Then the
statement holds by deﬁnition of ⊙ and φ. Now suppose σ = σ ′ ; ⟨t⟩ for some σ ′ ∈ TL∗
σ′

σ ′ |T

t

t ∈ TL and m′ ∈ R(L) such that (L : iL −→ m′ −→ m) and (N : iN −→N φ(m′ )).
Suppose t ∈ TM . Then σ ′ |TN = σ|TN and φ(m′ , σ ′ ) = φ(m, σ). Hence, the statement
holds. Next, suppose t ∈ TN . Then the statement directly follows from the ﬁring rule of
Petri nets and the marking equation.
2
Important for weak termination of the reﬁned system, is that after each cycle in which
both p and q have been marked, and the reached marking corresponds to state s0 in Sync,
the reﬁning multi workﬂow net should be empty. This follows from the soundness of the
reﬁning proper multi workﬂow net.
Lemma 5.4.14
Let N be a system, let p, q ∈ PN such that p N q. Let M be a sound and proper P2
workﬂow net, and let α : {p, q} → EM be a total bijective function. Deﬁne L = N ⊙α M .
σ
Let σ ∈ TL∗ and m ∈ R(L) such that (L : iL −→ m) and φ(m, σ) R s0 . Then m|PM = ∅.
y
Proof. Deﬁne iM = χ(π1 (EM )) and fM = χ(π2 (EM )). If φ(m, σ) RN,p,q s0 , we have by
the synchronizability of places p and q
∑
∑
∑
∑
→
−
−
→
−
→
−
→
σ (t) =
σ (t) =
σ (t) =
σ (t)
t∈ N• p

t∈p•
N

t∈ N• q

•
t∈qN

∑
→
Let n = t∈ • p −
σ (t). We prove the lemma by induction on n. Suppose n = 0. Then
N
the statement holds by deﬁnition of ⊙.
Now suppose n > 0. Let σ ′ , σ ′′ ∈ TN∗ , m′ ∈ R(L) and m̃′ ∈ R(N ) such that
∑
σ′
σ ′′
m̃′ = φ(m, σ ′ ), (L : iL −→ m′ −→ ), m′ |PM = ∅, m̃′ R s0 and t∈ • p = 1. Deﬁne
N

σ

•
σ̃ = σ ′′ |TN and σ = σ ′′ |TM . Since m′ |PM = ∅, and p, q ∈ σ̃N
, we have (M : iM −→ m)
and fM ≤ m for some marking m ∈ R(M, iM ). Since M is sound, we have m = fM .
Hence, since also p, q ∈ N• σ̃, we have m|PM = ∅.
2

The lemma shows that if the marking of the reﬁned net corresponds to state s0 , all
places of the reﬁning net are empty. We can use this lemma to show that every marking

92

Soundness-Preserving Refinement of Sets of Places

in the reﬁned system L = N ⊙ M is related to a reachable marking of the original system
N , as shown in Lemma 5.4.13, and to a reachable marking in the reﬁning net M . The
lemma shows that a marking of the reﬁned system projected on M sometimes needs an
extra token in the initial or ﬁnal places of M , to become reachable a reachable marking
of the multi workﬂow M .
Lemma 5.4.15
Let N be a system, let p, q ∈ PN such that p N q. Let M be a sound proper P2
workﬂow net, and let α : {p, q} → EM be a bijective function. Deﬁne L = N ⊙α M . Let
σ
m ∈ R(L) and σ ∈ TL∗ such that (L : iL −→ m). Deﬁne m̃ = φ(m, σ), iM = χ(π1 (EM ))
and fM = χ(π2 (EM )).
•
•
•
•
•
•
•
•

If
If
If
If
If
If
If
If

m̃ R s0
m̃ R s1
m̃ R s2
m̃ R s3
m̃ R s4
m̃ R s5
m̃ R s6
m̃ R s7

then
then
then
then
then
then
then
then

m|PM = ∅.
m|PM + [π1 (α(q))] ∈ R(M, iM ).
m|PM + [π1 (α(p))] ∈ R(M, iM ).
[π2 (α(p))π1 (α(q))] ∈ R(M, iM ).
m|PM ∈ R(M, iM ).
[π1 (α(p))π2 (α(q))] ∈ R(M, iM ).
m|PM + [π2 (α(q))] ∈ R(M, iM ).
m|PM + [π2 (α(p))] ∈ R(M, iM ).

y

Proof. We prove the lemma by induction on the structure of σ. If σ = ϵ, then the
statement holds trivially.
Now suppose σ = σ ′ ; ⟨t⟩ for some t ∈ TL , σ ′ ∈ TL∗ and marking m′ ∈ R(L) such that
t
σ
(L : iL −→ m′ −→ m), and for m′ , the statement holds. Let m̃′ = φ(m′ , σ ′ ). We need
to perform a case analysis.
• Suppose m̃′ R s0 . Then t ∈ TN . If p ̸∈ t•N , then the statement holds. Otherwise,
either p ∈ t•N or q ∈ t•N . First assume p ∈ t•N . Then m̃ R s1 and m|PM = [π1 (α(p))].
Then, m|PM + [π1 (α(q))] = [π1 (α(p)), π1 (α(q))] = iM . Hence the statement holds.
Assuming q ∈ t•N is symmetric to p ∈ t•N .
• Suppose m̃′ R s1 . Then either t ∈ TN or t ∈ TM . In the ﬁrst case, if q ̸∈ t•N , then
m|PM = m′ |PM , and thus, the statement holds. Otherwise, i.e. q ∈ t• , then m̃ R s4
and m|PM = m′ |PM + [π1 (α(q))]. Hence, the statement holds.
t

In the latter case, since • t ⊆ PM , • t ≤ m′ |PM . Hence, (M : m′ |PM + [π1 (α(q))] −→
m), and, since π1 (α(q)) ̸∈ • t, we have m(p) = m′ (p) − • t(p) + t• (p) = m(p) for all
p ∈ PM . Hence, the statement holds.
• Suppose m̃′ R s2 . The proof is symmetric to the case m̃′ R s1 .
• Suppose m̃′ R s3 . Then t ∈ TN . Let σ = σ ′′ ; ⟨u⟩; υ for some σ ′′ , υ ∈ TL∗ , u ∈ TL and
σ ′′

u

υ

markings m′′ , m′′′ ∈ R(L, iL ) such that (L : iL −→ m′′ −→ m′′′ −→ m′ ), p, q ̸∈ υ • ,
υ|T

M
p ∈ u• , and φ(m′′ , σ ′′ ) R s0 . Then (M : iM −→
m) for some m ∈ R(M, iM ). Since
m|PM (π1 (α(q))) = 0, we have m = [π2 (α(p)), π1 (α(q))]. Hence, the statement
holds.
• Suppose m̃′ R s4 . Then either t ∈ TN or t ∈ TM . Assume the ﬁrst, i.e. t ∈ TN .
Then, if p, q ̸∈ • t, the statement holds since m′ |PM = m|PM . Otherwise, either
p ∈ N• t or q ∈ N• t. Assume p ∈ N• t. Then m′ |PM (π2 (α(p))) > 0, since otherwise
transition t is not enabled in (L, m′ ). Hence, m′ |PM = m|PM + [π2 (α(p))], thus the
statement holds. A similar argument holds for q ∈ N• t.
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t

Assume the latter, i.e. t ∈ TM . Then, (M : m′ |PM −→ m) for some m ∈ R(L, iL )
and m(p) = m′ |PM (p) − • t(p) + t• (p) = m(p) for all p ∈ PM . Thus, m = m|PM .
Hence, the statement holds.
• Suppose m̃′ R s5 . The proof is symmetric to the case m̃′ R s3 .
• Suppose m̃′ R s6 . Then either t ∈ TN or t ∈ TM . Assume the ﬁrst. If q ̸∈ N• t,
then m′ |PM = m|PM , and thus the statement holds. Otherwise, i.e. if q ∈ N• t, then
m̃ R s0 , and by Lemma 5.4.14, m|PM = ∅. Hence, the statement holds.
t

Assume the latter, i.e. t ∈ TM . Then, (M : m′ |PM + [π2 (α(q))] −→ m) for some
m ∈ R(L, iL ) and m(p) = m′ |PM (p) + [π2 (α(q))](p) − • t(p) + t• (p) = m(p) for all
p ∈ PM . Thus, m = m|PM + [π2 (α(q))]. Hence, the statement holds.
• Suppose m̃′ R s7 . The proof is symmetric to the case m̃′ R s6 .
2

Hence, the lemma holds.

The lemma proves that every marking in the reﬁned system consists of a reachable
marking in the original net, and a marking in the reﬁning net, which is obvious but
tedious to prove. As a consequence, boundedness is preserved by the reﬁnement of
synchronizable places.
Corollary 5.4.16 (Reﬁnement preserves boundedness)
Let N be a system, let p, q ∈ PN such that p N q. Let M be a sound proper P2
workﬂow net, and let α : {p, q} → EM be a bijective total function. Deﬁne L = N ⊙α M .
If N is k-bounded, and M is l-bounded, then L is max(k, l)-bounded.
y
As a consequence of the lemma, as soon as a state is reached which corresponds to a
marking in which p or q is marked, there always exists a ﬁring sequence that leads to a
marking in which all places of the reﬁning net M are empty, except for the ﬁnal places.
Note that in the reﬁned net, one of the ﬁnal places can already be emptied.
Corollary 5.4.17
Let N be a system, let p, q ∈ PN such that p N q. Let M be a sound proper P2
workﬂow net, and let α : {p, q} → EM be a bijective function. Deﬁne L = N ⊙α M .
σ
For all markings m ∈ R(L), σ ∈ TL∗ and states s ∈ {s4 , s5 , s6 } such that (L : iL −→
′
∗
m) and φ(m, σ) R s, a marking m ∈ R(L) and ﬁring sequence α ∈ TM exist such that
α
α
(M : m|PM −→ fM ), (L : m −→ m′ ), φ(m′ , σ; α) R s and ∅ < m′ |PM ≤ fM , where
fM = χ(π2 (EM )).
y
To prove the reﬁned system to be weakly terminating, we ﬁrst show that given a
marking in L, which maps onto a marking in N corresponding to a state in Sync that
was reached using an exit transition, due to the soundness of N and the synchronizability
of p and q, a ﬁring sequence exists that brings L to a ﬁnal marking.
Lemma 5.4.18
Let N be a system, let p, q ∈ PN such that p N q. Let M be a sound proper P2
workﬂow net, and let α : {p, q} → EM be a bijective function. Deﬁne L = N ⊙α M . Let
Sync = (S, A, 99K, −→, s0 , {s0 }) as deﬁned in Deﬁnition 5.4.3.
For all markings m ∈ R(L, iL ), s ∈ S \ {s3 , s5 }, γ ∈ TL∗ , σ̃ ∈ TN∗ and fN ∈ ΩN such
γ

σ̃

h(σ̃)

that (L : iL −→ m), φ(m, γ) R s, (N : m̃ −→ fN ) and (Sync : s −→ s0 ), a ﬁring sequence
σ
σ ∈ TL∗ and marking f ∈ ΩL exist such that (L : m −→ f ) and σ|TN = σ̃.
y
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Proof. Deﬁne iM = χ(π1 (EM )) and fM = χ(π2 (EM )).
∗
Suppose s ∈ {s4 , s6 , s7 }, then by Corollary 5.4.17, an α ∈ TM
and m′ ∈ R(L)
α
′
′
exist such that (L : m −→ m ), φ(m , σ; α) R s and m|TM ≤ fM . Otherwise, i.e. s ∈
{s0 , s1 , s2 }, choose α = ϵ and m′ = m.
Deﬁne γ ′ = γ; α. Let m̃ = φ(m′ , γ ′ ). By Lemma 5.4.13, m̃ ∈ R(N ).
Deﬁne n = |σ̃|. Let m̃0 , . . . , m̃n ∈ R(N, iN ) such that m̃0 = φ(m′ , γ ′ ), m̃n = fN
σ̃(i)

h(σ̃)

and (N : m̃i−1 −→ m̃i ) for all 1 ≤ i ≤ n. Since (Sync : s −→ s0 ), there is no m̃i such
that m̃i RN,p,q s3 or m̃i RN,p,q s5 , since these states can only be reached by taking a may
transition.
ν
∗
Let ν ∈ TM
such that (M : iM −→ fM ). We construct sequence σ = σ1 ; . . . ; σn such
that σi = ⟨σ̃(i)⟩; ν if m̃i R s4 and σi = ⟨σ̃(i)⟩ otherwise. Next, we show that σ is a ﬁring
sequence with the desired property. We prove this by showing that markings m0 . . . , mn ∈
σi
R(L, iL ) exist such that m0 = m′ , and for all 0 ≤ i ≤ n, we have (L : mi−1 −→
mi )
′
and m̃i = φ(mi , νi ) where νi = γ ; σ1 ; . . . ; σi , and if m̃i R s with s ∈ {s4 , s6 , s7 } then
mi|PM ≤ fM .
Suppose∑i = 0. Choose∑m0 = m′ . Clearly m̃i = φ(m0 , ν0 ). If m̃0 R s4 , then m′ |PM ≤
→
→
fM . Since t∈p• −
νi (t) = t∈q• −
νi (t), we have fM = m′ |PM . Hence, the statement holds.
Suppose 0 < i ≤ n, and the statement holds for all 0 ≤ j < i. Let t = σ̃(i). We need
to consider three cases. Either (1) h(t) = τ , (2) h(t) ∈ {p, q} or (3) h(t) ∈ {p′ , q ′ }.
1. Consider the ﬁrst case, i.e. h(t) = τ . By deﬁnition of φ, we have • t(x) ≤ m̃i−1 (x) =
mi−1 (x) for all x ∈ • t. Hence, • t ≤ mi−1 . Thus, a marking mi ∈ R(L) exists such
t
that (L : mi−1 −→ mi ). Since h(t) = τ , we have m̃i = φ(mi , νi ). Hence, the
statement holds.
2. Consider the second case, i.e. h(t) ∈ {p, q}. Then either p ∈ t• or q ∈ t• . Then
an s ∈ {s0 , s1 , s2 } exists such that m̃i−1 R s. By deﬁnition of φ, we have • t(x) ≤
m̃i−1 (x) = mi−1 (x) for all x ∈ • t. Hence, a marking m′′ ∈ R(L) exists such that
t
(L : mi−1 −→ m′′ ). Clearly m̃i = φ(m′′ , νi−1 ; ⟨t⟩). If s = s0 , then σi = ⟨t⟩. Then,
the statement holds for mi = m′′ . Otherwise, i.e. if s ∈ {s1 , s2 }, then m̃i R s4 .
Hence, σi = ⟨t⟩; ν and m̃i (p) = m̃i (q) = 1. Thus, iM ≤ m′′ , and ν is enabled in
ν
(L, m′′ ). So, a marking mi ∈ R(L) exists such that (L : m′′ −→ mi ) and by the
soundness of M , we have fM = mi|PM . Hence, the statement holds.
3. Consider the third case, i.e. h(t) ∈ {p′ , q ′ }. Then either p ∈ • t or q ∈ • t. Then
an s ∈ {s4 , s6 , s7 } exists such that m̃i−1 R s. By deﬁnition of φ, we have • t ≤
m̃i−1 (p) = mi−1 (p) for all p ∈ • t \ {p, q}. Since m′ |PM ≤ fM , if s ∈ {s4 , s7 }, then
m̃i−1 (p) = 1 and thus mi−1 (π2 (α(p))) = 1, and if s ∈ {s4 , s6 }, then m̃i−1 (q) = 1
and thus mi−1 (π2 (α(q))) = 1. Hence, in both cases, • t ≤ mi−1 . So, a markt
ing mi ∈ R(L, iL ) exists such that (L : mi−1 −→ mi ). Suppose p ∈ • t. Then
•
φ(mi , νi )(p) = φ(mi−1 , νi−1 )(p) − p (t) = m̃i−1 (p) − p• (t) = m̃i (p). Otherwise
q ∈ • t, and φ(mi , νi )(q) = φ(mi−1 , νi−1 )(q) − q • (t) = m̃i−1 (q) − q • (t) = m̃i (q). In
both cases, m̃i = φ(mi , νi ). Thus, the statement holds.
Hence, we may conclude that sequence σ is a ﬁring sequence. Last, we show that
mn ∈ ΩL . Since m̃n = φ(mn , σ) and m̃n R s0 , we have fN (x) = m̃n (x) = mn (x) for all
x ∈ PN \ {p, q}. Furthermore, mn|PM = ∅. Hence, mn ∈ ΩL .
2
Lemma 5.4.18 shows that if a reachable marking can be mapped onto a marking in
the “normal” states of Sync, a ﬁnal marking in L is reachable. To prove soundness of the
reﬁned net, we also need to show that if we are in an “exception state” (states s3 and
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s5 ), it is always possible to reach a marking in L that corresponds to a “normal” state.
Due to the synchronizability of places p and q, this is the case. Hence, the reﬁned net is
sound, as shown in the next theorem.
Theorem 5.4.19 (Reﬁnement of synchronizable places preserves weak termination)
Let N be a system, let p, q ∈ PN such that p N q. Let M be a sound proper P2 workﬂow net, and let α : D → EM be a bijective total function. Then the system N ⊙α M is
weakly terminating.
y
Proof. Deﬁne L = N ⊙α M , iM = χ(π1 (E)) and fM = χ(π2 (E)). Let Sync = (S, A, 99K
, −→, s0 , {s0 }) be the MELTS as deﬁned in Deﬁnition 5.4.3.
Let m ∈ R(L, iL ). We need to show the existence of a ﬁring sequence σ ∈ TL∗ and a
σ
marking f ∈ ΩL such that (L : m −→ f ). Let m̃ = φ(m, σ). Then by Lemma 5.4.13,
m̃ ∈ R(N, iN ). Hence, m̃ ∈ Dom(R). Let s ∈ S such that m̃ R s. Since places p and
q are synchronizable, N is weakly terminating and there exist a ﬁring sequence σ̃ ∈ TN∗
h(σ̃)

σ̃

and a marking fN ∈ ΩN such that (N : m̃ −→ fN ) and (Sync : s −→ s0 ).
We need to consider two cases. Either (1) s ∈ {s0 , s1 , s2 , s4 , s6 , s7 } or (2) s ∈ {s3 , s5 }.
1. Consider the ﬁrst case. Then, by Lemma 5.4.18, a ﬁnal marking f ∈ ΩL and ﬁring
σ
sequence σ ∈ TL∗ exist such that (L : m −→ f ).
2. Next, consider the second case. Let n = |σ̃|. Since p and q are synchronizable,
an 1 ≤ i ≤ n exists such that h(σ̃(j)) = τ for all 1 ≤ j ≤ i and h(σ̃(i)) ∈ {p, q}.
Let σ̃1 = σ̃[1..i] . Since {p, q} ∩ • σ̃1 = ∅, a marking m′ ∈ R(L) exists such that
σ̃

1
(L : m −→
m′ ) and φ R s with s ∈ {s6 , s7 }. Hence, we can apply the ﬁrst case
′
on m , resulting in a ﬁring sequence σ ′ ∈ L∗ and marking f ∈ ΩL such that

σ′

(L : m′ −→ f ). Thus, σ = σ̃1 ; σ ′ has the desired property.
2

Hence, L is weakly terminating.

5.5

Related Work

The notion of synchronizability of places is closely related to the notion of objectivity [95]
in condition/event systems. A condition/event system is a subclass of Petri nets, in
which all places are safe. Instead of interleaving semantics, process semantics is used. In
process semantics, an occurrence net speciﬁes the run of a system. An occurrence net is
a, possibly inﬁnite, acyclic marked graph. As the net is acyclic, we can deﬁne relation <
on the nodes of the net which is the transitive irreﬂexive closure of the ﬂow relation.
b

p'

p

q

q’
d

a

q p
p'

q

p

q’

Figure 5.13: LTS of places that are objective

c

Figure 5.14: Places p and q are synchronizable but not objective
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Figure 5.15: Reﬁnement in terms of composition

A coset S is a set of nodes such that neither x < y nor y < x for all x, y ∈ S. A
maximal coset, i.e. no node x can be added to the coset without losing the coset property,
deﬁnes a marking. A process maps the nodes of the occurrence graph on the nodes of
the condition/event system. Let p and q be two places of the condition/event system. If
for all possible processes (all occurrence nets and their mapping on the system), and all
cosets S of which all elements are mapped onto places p and q are strongly concurrent,
i.e. also • x < y • and • y < x• for all x, y ∈ S, then the places are called objective.
Strongly concurrent places, or objective places thus implies that both places need to be
marked before they can get unmarked. In fact, the notion of objectivity is equivalent
to the LTS as shown in Figure 5.13. This LTS is a subgraph of the MELTS Sync, as
deﬁned in Deﬁnition 5.4.3. As a consequence, if two places are objective, they are also
synchronizable, as the ﬁring sequences projected on the MELTS Sync only use states s0 ,
s1 , s2 , s4 , s6 and s7 . The states s3 and s4 , i.e. the states in which place p is already
unmarked, but q not yet marked (or vice versa), are never reached. On the other hand, if
two places are synchronizable, it does not imply the places are objective as well. Consider
the example of Figure 5.14. In this example, places p and q are synchronizable, but not
objective, as • q ̸< p• , since ¬(b < c).
An alternative approach is presented in [58]. The authors show that reﬁnement is an
application of synchronous composition. Suppose a system N is given with places p and
q as in Figure 5.15(a). To separate the incoming and outgoing arcs from these places we
apply fusion of series places [87] and obtain Figure 5.15(b). By deﬁnition of composition
of asynchronous interfaces, this is equal to Figure 5.15(c).
Thus each system N is equivalent to a similar OPN N ′ composed with the open net
from Figure 5.3(a). The reﬁnement of system N with an OPN M (with an asynchronous
interface), denoted by N ⊙ M , is deﬁned as N ′ ⊕ M . Consider a pair of corresponding
interface places from the two nets as in Figure 5.15(d). After composing them, we apply
fusion of series places [87] and obtain Figure 5.15(e). By deﬁnition of composition of
synchronous interfaces, this is equal to Figure 5.15(f). So every asynchronous interface
place in the OPNs N ′ and M becomes an internal place that is connected by a transition
to a synchronous interface port.
Reﬁnement of sets of places requires two checks: one on the original net, and one on
the reﬁning net. The theory of maximal partners can be used to, given one of the tests,
calculate the other test, as these tests should be their maximal partners.
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5.6

Conclusions

In this chapter we studied under which conditions the reﬁnement of sets of places by a
multi workﬂow net preserves weak termination. Whereas for the reﬁnement of a single
place, safety of the reﬁned place is suﬃcient, the reﬁnement of a set of places requires a
more advanced condition, due to the asynchronous nature of Petri nets.
To preserve weak termination, both a condition on the original net as well as on the
reﬁning net is needed. For the reﬁning net, we require it to be sound, i.e. from any
reachable marking from the initial marking in which all initial places are marked, it is
always possible to reach the ﬁnal marking in which all ﬁnal places are marked. On the
original net, we need to test for a more advanced condition on the places we want to
reﬁne: they need to be synchronizable.
Intuitively, two places are synchronizable if they are safe, there is a reachable marking
in which both are marked, and one cannot become marked again before the other has
been marked. Furthermore, we require that from any reachable marking, to reach the
ﬁnal marking only a path may be taken in which each of the places only become unmarked
if all were previously marked. To formalize this, we introduced the notions of a may/exit
transition system and proper termination.
In the next chapter, we will present an iterative construction method using the reﬁnement of sets of places that guarantees weak termination in each iteration.
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6
Correctness-By-Construction

In this chapter, we present an approach to construct an architecture of a component-based
information system. The construction approach guarantees soundness of the system by
construction. It uses the reﬁnement of sets of places to reﬁne the communication protocol
between two components.

6.1

Introduction

In Chapter 4 we studied compositional veriﬁcation: given a service tree of components
we pairwise checked the tree for soundness. The approach is a bottom up strategy: it
requires that the components already exist. In this chapter, we study a top-down strategy
in system design, based on reﬁnement, as in approaches like event-B [18] or Model Driven
Engineering. In this strategy, a ﬁrst, abstract model is created for which all kind of
properties are proven. In several steps, these models are reﬁned until the desired model
is designed. In each step, such a reﬁnement enforces proof obligations which need to hold
such that for the reﬁned model the same, and, if necessary, additional properties hold.
In this chapter, we study a likewise methodology for the design of components with Petri
nets. The behavioral property we focus on is soundness.
The methodology consists of three rules and creates a basic communication framework
for the component network. Using standard reﬁnement rules like the generalized sound
workﬂow net reﬁnement [62] each component in the framework can be worked out. The
ﬁrst rule allows for the reﬁnement of existing components by reﬁning a single place by
a new component. The second rule, communication reﬁnement, enables the enrichment
of the interaction between components by reﬁning synchronizable places simultaneously
in diﬀerent components and reﬁne these by a sound composition. The last rule, the
outsource reﬁnement, allows for the creation of new components as an oﬀspring of an
existing component. These rules create a basic communication framework. On top of
these rules, we may apply classical reﬁnement rules, e.g., as deﬁned by Murata [87],
Berthelot [31], and the workﬂow reﬁnement rule [62], to reﬁne the internal structure of
the component.
For the simultaneous reﬁnement of synchronizable places, we need a sound and proper
P2 multi workﬂow net. The composition of two open workﬂow nets is such a net. In this
chapter, we deﬁne a class of pairs of communicating components that are sound by their
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structure. The class is based on two important subclasses of Petri nets: acyclic marked
graphs and state machines.
This chapter is structured as follows. We present the construction methodology in
Section 6.2, and in Section 6.3 we introduce the two base classes of coupled components
that are sound by their structure.

6.2

Construction Rules

Although soundness is a behavioral property that is relatively easy to check, it is very time
consuming to guarantee soundness of a system consisting of asynchronous communicating
components due to the high degree of concurrency of the components. In Chapter 4, a sufﬁcient condition has been presented to verify soundness for a tree-structured composition
of components by checking each pair of communicating components. In this section we
present an approach that guarantees soundness by construction. The approach consists
of three rules to reﬁne a system. The ﬁrst rule is reﬁnement within a single component.
In the second rule, two synchronized places in diﬀerent components can be reﬁned by a
pair of communicating components. The last rule involves the creation of a new coupled
component in a system.

6.2.1

Refinement within Components

In Section 5.2, we introduced place reﬁnement in Petri nets. Given a weakly terminating
system (N, i, Ω), a safe place p in this Petri net N , and a sound workﬂow net, the reﬁnement yields again a weakly terminating system. We redeﬁne this reﬁnement operation on
components and reﬁne an internal place p of a component N by a workﬂow component
M.
Deﬁnition 6.2.1 (Open workﬂow net)
Let N be an OPN. It is an open workﬂow net if and only if S(N ) is a workﬂow net. y
In the reﬁnement, all transitions in the preset of p are connected to the initial place
of M , and all transitions in the postset of p are connected to the ﬁnal place of M . Place
p is then removed from N . The ports of M are added to the ports of N . Figure 6.1
depicts the reﬁnement operator for components. Deﬁnition 5.2.1 is extended to handle
the interface places and ports of an OPN.
Deﬁnition 6.2.2 (Place Reﬁnement in OPNs)
Let N be an OPN. Let p ∈ PN be a place, and let M be an OWN with initial place
iM ∈ PM and ﬁnal place fM ∈ PM such that N and M are disjoint. The reﬁned OPN
N ⊙p M = (P, I, O, T, F, G, i, f ) is deﬁned by:
• P = (PN \ {p}) ∪ PM ;
• I = IN ∪ IM ;
• O = ON ∪ OM ;
• T = TN ∪ TM ;
• F = (FN \ ((• p × {p}) ∪ ({p} × p• ))) ∪ FM ∪ (• p × {i}) ∪ ({f } × p• );
• G = GN ∪ GG ;
• i(p) = iN (p) if p ∈ PN \ {p}, i(iM ) = iN (p) and i(p) = 0 if p ∈ PM \ {iM };
• f (p) = fN (p) for p ∈ PN \ {p}, f (fM ) = fN (p) and f (p) = 0 for p ∈ PM \ {fM }. y
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Figure 6.1: Reﬁnement of place p in N by component M

As a consequence of Theorem 5.2.2, the result of this operation preserves soundness:
if the original OPN is sound, place p is safe, and the reﬁning OWN is also sound, the
resulting OPN is sound again.
Corollary 6.2.3 (Place reﬁnement in OPNs preserve soundness)
Let N be a sound OPN, let p ∈ PN be a safe place and let M be a sound OWN. Then
N ⊙p M is sound.
y
The deﬁnition of place reﬁnement propagates the ports of the reﬁning component
to the original component. At a ﬁrst glance, this deﬁnition seems to contradict the
paradigm of information hiding. However, using the port modiﬁcation operations, it is
always possible to hide a port to the context.

6.2.2

Refinement over Components

In system construction, component interaction is often established in several cycles. In
each cycle the interaction is reﬁned, until the desired communication protocol is designed.
The ﬁrst rule, i.e. reﬁnement of a single place in a component, does not suﬃce, as it
only allows to reﬁne with an open workﬂow net, whereas a communication protocol is a
pair of open workﬂow nets. Thus, it cannot create a more elaborate interaction protocol
between components, it can only create new interactions. Moreover, we want to reﬁne
the scheme of interacting components. For example, a simple request-response pattern
could be reﬁned in a more elaborated negotiation pattern.
The principle idea is based on the reﬁnement of sets of places, as introduced in the
previous chapter. Given a sound composition of components, we select two communicating components A and B, for which we want to reﬁne the communication protocol. The
communication between the components is modeled as a composition of two communicating workﬂow components, say C and D. In both component A and B we select two
places, say p and q. Place p will be reﬁned by component C and place q will be reﬁned
by component D. This way, we get a composition of two reﬁned nets. The approach
is depicted in Figure 6.2. For example, if in the ﬁrst net, place p represents the state
“wait for product”, and in the second net, place q models “producing product”, these
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Figure 6.2: The reﬁnement (A ⊕ B) ⊙ (C ⊕ D)

places can be reﬁned by a communication protocol that resembles the communication
for feature requests or possible delivery attempts.
Deﬁnition 6.2.4 (Reﬁnement over components)
Let A and B be two composable OPNs. Let p ∈ PA and q ∈ PB be two places. Let
C and D be two composable OWNs such that A ⊕ B and C ⊕ D are disjoint. The
communication reﬁnement p⊙q is deﬁned by (A ⊕ B)p⊙q (C ⊕ D) = (A ⊙p C) ⊕ (B ⊙q D).
y
In fact, when only the skeletons are taken into account, the communication reﬁnement
equals the reﬁnement of sets of places, as deﬁned in the previous chapter.
Corollary 6.2.5
Let A and B be two composable OPNs, let p ∈ PA and q ∈ PB , and let C and D be
two composable OWNs. Then S((A ⊕ B)p ⊙q (C ⊕ D)) = S(A ⊕ B) ⊙α S(C ⊕ D) where
α = {p 7→ (iC , fC ), q 7→ (iD , fD )}.
y
Hence, if the places p and q are synchronizable in the skeleton, and the composition
is sound, the reﬁnement preserves soundness.
Theorem 6.2.6
Let A and B be two composable OPNs, let p ∈ PA and q ∈ PB , and let C and D
be two composable OWNs. If A ⊕ B and C ⊕ D are sound, and p
A⊕B q, then
(A ⊕ B)p ⊙q (C ⊕ D) is sound.
y
Proof. Observe that S(C ⊕ D) is a sound and proper multi P2 workﬂow net with
communication pairs (iC , fC ) and (iD , fD ). The system S(A ⊕ B) is weakly terminating,
since A ⊕ B is sound. Hence, by Theorem 5.4.19 and Corollary 6.2.5, (A ⊕ B)p⊙q (C ⊕ D)
is sound.
2

6.2.3

Creation of New Components

Whereas the ﬁrst two rules focused on the extension of existing components, the rules do
not allow for expansion of the network by adding new components. With the third rule,
it is possible to connect new components in a system such that the system remains sound.
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Figure 6.3: Extending the composition with a new coupled component

The rule is based on the principle of outsourcing. Consider Figure 6.3. For example, if
place p has the meaning that when a token resides in it, “an item is produced”, and
the decision is taken to outsource the production activity, we can add two transitions: a
“start producing item” and a “ﬁnish producing item”. Then the start transition initiates
the component producing the item, and the ﬁnish transition ﬁres if the item is produced.
Creating a new port for these transitions allows the connection of a new component to
the existing system. In fact, we replace place p by a communication protocol between the
existing component and a new component. We generalize this approach in the outsource
reﬁnement.
Deﬁnition 6.2.7 (Outsource reﬁnement)
Let N be an OPN, and p ∈ PN be a safe place. Let A and B be two composable
OWNs, such that their composition is sound. We deﬁne the outsource reﬁnement p by
N p (A ⊕ B) = (N ⊙p A) ⊕ B ∗ , where B ∗ is the fused closure of B.
y
In general, soundness is not preserved by the outsource reﬁnement. Consider the
example of Figure 6.4. Although A ⊕ B is sound, reﬁning N with this composition
leads to an unbounded net, as transition u2 can ﬁre inﬁnitely often, and thus place a
becomes unbounded. Therefore, we restrict the reﬁnement operator by only allowing
that transitions of B consuming from the initial marking are receiving with respect to
the interface with A.
However, adding the constraint that every transition from the initial place of B should
be a receiving transition is not suﬃcient. Consider the example of Figure 6.5. In this
example, both N and A⊕ B are sound. However, in the reﬁned net, consider the following
ﬁring sequence: σ = ⟨t1 , u1 , u2 , u3 , u4 , u6 , u5 , u7 , t2 , t1 , u1 ⟩. After ﬁring σ, both places
a and d are marked. Hence, both transitions u8 and u9 are enabled. Firing transitions
u9 and u3 lead to a deadlock. Hence, the reﬁned net is not sound.
These examples suggest to add two constraints: each transition in the postset of the
initial place of B should be a receiving transition, and each transition in the preset of
the ﬁnal place of B should be a sending transition. With these additional constraints, we
can prove soundness of the outsource reﬁnement, by showing that a delay bisimulation
exists between the original component and the reﬁned component.
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Figure 6.4: Outsource reﬁnement of place p in N with A ⊕ B gives unboundedness
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Theorem 6.2.8
Let N be a sound OPN, and place p ∈ PN be safe in S(N ). Let A⊕ B be two OWNs such
that they are elementary composable with respect to port G ∈ GA ∩ GB , A ⊕ B is sound,
λG (t) =? for all t ∈ iB • and λG (t) =! for all t ∈ • fB . Then τTA⊕B (S(N p (A ⊕ B))) ≃
S(N ).
y
Proof. Deﬁne L = N p (A ⊕ B). Observe that σ(1) ∈ TA and σ(|σ|) ∈ TA for all
σ ∈ L(S(M )), since otherwise M is not sound. As a consequence, m|PA⊕B ∈ R(S(A⊕B))
for all markings m ∈ R(S(L)) such that f (m)(p) > 0.
We deﬁne the function f : IN PL → IN PN by:

 m(s) if s ∈ PN \ {p}
1
if s = p ∧ ∃r ∈ PM : m(r) > 0
f (m)(s) =

0
otherwise
We show that the relation R = {(m, f (m)) | m ∈ IN PL } is a delay bisimulation, i.e. both
R and R−1 are delay simulations.
We ﬁrst show that R is a delay simulation.
1) By deﬁnition of p , we have iL R iN and fL R fN .
t

2) Let m, m′ ∈ R(S(L)), m ∈ IN PN and t ∈ TL such that (S(L) : m −→ m′ )
and m R m. We need to show the existence of an m′ ∈ IN PN such that m′ R m′ and
t
(S(N ) : m =⇒ m′ ). If t ∈ TA⊕B , i.e. t is a silent step, then f (m) = f (m′ ). Hence,
′
choose m = m. Then m′ R m′ and (S(N ) : m =⇒ m′ ).
t
Otherwise, t ∈ TN . Then N• t ≤ m. Let m′ ∈ IN PN such that (S(N ) : m −→ m′ ).
t
Clearly, also f (m′ ) = m′ . Hence, m′ R m′ and (S(N ) : m =⇒ m′ ).
3) Let m ∈ IN PN such that fL R m. Then f (FL ) = m, and thus, m = fN . Hence,
(S(N ) : m =⇒ fL ).
Hence, R is a delay simulation.
Next, we show that R−1 is a delay simulation.
1) By deﬁnition of p , we have iN R−1 iL and fN R−1 fL .
t

2) Let m, m′ ∈ R(S(N )), m ∈ IN PL and t ∈ TN such that (S(N ) : m −→ m′ ) and
m R−1 m. We need to show the existence of an m′ ∈ IN PL such that m′ R−1 m′ and
t
(S(L) : m =⇒ m′ ). Suppose p ∈ N• t. Then fA ∈ L• t, and a place r ∈ PA⊕B exists
∗
such that m(r) > 0. Since A ⊕ B is sound, a ﬁring sequence α ∈ TA⊕B
and a marking
α
′′
PL
′′
′′
m ∈ IN
exist such that (S(L) : m −→ m ), m (fA ) = 1, and f (m) = f (m′′ ). Hence,
t
∗
, we have
a marking m′ ∈ IN PN exists such that (S(L) : m′′ −→ m′′ ). Since α ∈ TA⊕B
t

(S(L) : m =⇒ m′ ) and m′ R−1 m′ .
3) Let m ∈ IN PL such that fN R−1 m. If fN (m)(p) = 1, then a place r ∈ PA⊕B exists
∗
such that m(r) > 0. Since A ⊕ B is sound, a ﬁring sequence α ∈ TA⊕B
and a marking
α
′
PL
′
′
m ∈ IN
exist such that (S(L) : m −→ m ), m (fA ) = 1, and f (m) = f (m′ ). Since
′
m (fA ) = 1, all other places of A ⊕ B are empty. Thus, m′ = fL and (S(L) : m =⇒ fL ).
Hence, R−1 is also a delay simulation.
2
Corollary 6.2.9
Let N be a sound OPN, and place p ∈ PN be safe in S(N ). Let A ⊕ B be two OWNs
such that they are elementary composable with respect to port G ∈ GA ∩ GB , A ⊕ B is
sound, λG (t) =? for all t ∈ iB • and λG (t) =! for all t ∈ • fB . Then N p (A ⊕ B) is
sound.
y
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Sound Communication Protocols

In the previous section, we presented a construction approach to build systems that are
sound by construction, provided that the reﬁning compositions are sound. These reﬁning
compositions always consist of two components that communicate, i.e. the construction
approach builds upon communication protocols between pairs of components. In this
section, we present a class of communication protocols that are guaranteed to be sound.
We ﬁrst present two subclasses that guarantee soundness by their structure. The ﬁrst
class is based on acyclic marked graphs, the second class is based on compositions of
isomorphic state machines. Both classes not only guarantee soundness, they also guarantee the identical communication condition. Based on these classes we deﬁne a class
of pairs of communicating components that is sound by construction, and satisﬁes the
alternating block communication condition.

6.3.1

Acyclic Marked Graph Components

A special subclass of Petri nets are marked graphs. In a marked graph, or T-net, all
places have a preset and postset of length at most one. We extend this notion to OWNs:
an OWN is a T-OWN if its skeleton is a marked graph, and all interface places are
connected to exactly one transition.
Deﬁnition 6.3.1 (T-OWN)
An OWN N is called a T-component if S(N ) is a marked graph and |• p ∪ p• | = 1 for
all places p ∈ IN ∪ ON .
y
In [62], the authors show that if a T-workﬂow, i.e. a workﬂow that is also a T-net,
is acyclic, it is generalized sound. We can use these results to obtain a similar result for
T-OWNs: if a T-OPWN is acyclic, it is safe and sound.
Lemma 6.3.2 (Soundness and safeness of T-OWNs )
Let N be an acyclic T-OWN. Then it is sound and safe.

y

Proof. By [62], N is sound. Let i ∈ PN be the initial place of N . Since N is acyclic,
we have σ(t) ≤ 1 for all transitions t ∈ T and ﬁring sequences σ ∈ TN∗ such that
σ
S(N ) : iN −→ fN . Therefore, for all markings m ∈ R(S(N )) we have for all places
p ∈ P that m(p) ≤ iN (p) + |• p|. Since N is a T-OWN, we have |• p| = 1 and iN (p) = 0
for all places p ∈ P \ {i} and |• i| = 0. Hence, m(p) ≤ 1 for all places p ∈ P and markings
m ∈ R(S(N )). Thus N is safe.
2
Furthermore, in an acyclic marked graph, each ﬁring sequence from initial place to
the ﬁnal place contains all transitions exactly once.
Corollary 6.3.3
Let N = (P, T, F ) be an acyclic marked graph workﬂow net with initial place i ∈ P and
→
ﬁnal place f ∈ P . Then for all sequences σ ∈ L((N, [i], {[f ]})) holds −
σ = χ(T ).
y
By deﬁnition of a T-OWN, each interface place has at most one transition connected to
it. Hence, if two T-OWNs are composable with respect to some port, in their composition
these interface places have one transition in their preset and one transition in their
postset, and thus the composition is again a T-OWN. From Lemma 6.3.2, we may directly
conclude that if the composition of two T-OWNs is acyclic, the composition is sound and
safe.
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Theorem 6.3.4 (Soundness and safeness for compositions of T-OWNs)
Let A and B be two composable T-OWNs such that A ⊕ B is acyclic. Then A ⊕ B is
safe and sound.
y
Proof. Let iA ∈ PA denote the initial place of A, iB ∈ PB the initial place of B,
fA ∈ PA the ﬁnal place of A, and fB ∈ PB the ﬁnal place of B. Let i, f be fresh places,
i.e. i, f ̸∈ PA⊕B ∪ IA⊕B ∪ OA⊕B . We construct OWN N as follows. Let N = (PA⊕B ∪
{i, f }, IA⊕B , OA⊕B , TA⊕B ∪ {t1 , t2 }, FA⊕B ∪ {(i, t1 ), (t1 , iA ), (t1 , iB ), (fA , t2 ), (fB , t2 ),
(t2 , f )}, [i], [f ]). Then, net N is a marked graph. By construction, A ⊕ B ≃Q N where
Q = {(m, m) | m ∈ IN PA⊕B } ∪ {([iA , iB ], [i]), ([fA , fB ], [f ])}. Hence N is sound if and
only if A ⊕ B is sound. As N is acyclic, it is sound. Hence A ⊕ B is also sound.
2
As a result, we may reﬁne two synchronized places in a composition by an acyclic
composition of T-OWNs. The deﬁnitions presented in the previous chapter can be used
to determine the pairs of synchronizable places. However, for T-OWNs, this property
turns out to be a structural property, which can be decided based on the graph of the
Petri net. Therefore, we introduce the notion of causal dependent places. Two places
are causal dependent if a directed path exists in the graph of the Petri net between the
two.
Deﬁnition 6.3.5 (Causal (in)dependent places)
Let N = (P, T, F ) be an acyclic marked graph workﬂow net. Two places p, q ∈ P are
causal dependent if a directed path exists between the two places. If such a path does
not exist, places p and q are causal independent.
y
In all reachable markings of an acyclic marked graph workﬂow net, if a place is
marked, all places needed to ﬁre the transitions in the preset of this place, are empty.
Lemma 6.3.6
Let N = (P, T, F ) be an acyclic marked graph workﬂow net with initial place i ∈ P .
Then m(p) = 0 for all places p, q ∈ P and markings m ∈ R(N, [i]) such that m(q) = 1
and p ∈ • (• q).
y
Proof. Let p, q ∈ P be two places and let m ∈ R(N, [i]) be a marking such that m(q) = 1
and p ∈ • (• q). Since N is an acyclic T-OWN, |• q| ≤ 1. Suppose • q = ∅, then the
statement holds trivially.
Suppose • q = {t} for some t ∈ TN . Then iN (q) = 0. Let γ ∈ TN∗ such that (S(N ) :
γ
→
iN −→ m). Then, since N is acyclic, −
γ (t) = 1. Let γ1 , γ2 ∈ TN∗ and m1 , m2 ∈ IN PN
γ1
γ2
t
such that γ = γ1 ; ⟨t⟩; γ2 and (S(N ) : iN −→ m1 −→ m2 −→ m). Then, m1 (q) = 0, since
•
t is the only transition with q ∈ t .
Let p ∈ • t. Then m1 (p) = 1, since N is safe and transition t is enabled in m1 . Hence,
m2 (q) = 1 and m2 (p) = 0. Since N is acyclic, p ̸∈ • γ. Hence m(p) = 0.
2
As a consequence, causal dependent places can never be marked at the same time in
an acyclic T-OWN.
Corollary 6.3.7
Let N = (P, T, F ) be an acyclic marked graph workﬂow net with initial place i ∈ P . Let
p, q ∈ P be two causal dependent places. If m(p) = 1, then m(q) = 0 and if m(q) = 1,
then m(p) = 0 for all markings m ∈ R(N, [i]).
y
On the other hand, for each two causal independent places, if one of the two is
marked, then the other place can either become marked (or already is marked), or the
ﬁring sequence with which the current marking has been reached can be reshuﬄed such
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that a marking is reached in which both places are marked. We ﬁrst show that if a place
p is marked in some marking, and a transition t is enabled does not depend on this place
to ﬁre, all places in the postset of t are causal independent with place p. The desired
result for causal independent places follows from this lemma.
Lemma 6.3.8
Let N = (P, T, F ) be an acyclic marked graph workﬂow net with initial place i ∈ P . Let
t
m ∈ R(N, [i]), p ∈ P and t ∈ T such that m(p) = 1, p ̸∈ • t and (N : m −→). Then
•
places p and q are independent for all places q ∈ t .
y
t

Proof. Let m, m′ ∈ R(N ), p ∈ P and t ∈ T such that m(p) = 1, p ̸∈ • t and (N : m −→
m′ ). Let q ∈ t• . First note that i ̸= p, since otherwise no transition t would be enabled
with p ̸∈ • t. Suppose there is a directed path from place p to place q. Then t has to be
on that path, since |• q| = 1. But then, by Corollary 6.3.7, place p cannot be marked.
Hence, there is no directed path from p to q.
Now, suppose there is a directed path from q to p. Then, by Lemma 6.3.6, a token
in place q is needed to mark place p. As place p is already marked, the transition that
marks p should already have ﬁred, which is not possible since N is acyclic. Thus, no
directed path from q to p exists.
Hence, places p and q are causal independent.
2
Corollary 6.3.9
Let N = (P, T, F ) be an acyclic marked graph workﬂow net with initial place i ∈ P .
Let p, q ∈ P be two causal independent places. Let m ∈ R(N, [i]) and γ ∈ T ∗ such that
γ
(N : [i] −→ m) and m(s) = 1 for some s ∈ {p, q}. Then one of the following cases hold:
σ

1. ∃σ ∈ T ∗ , m′ ∈ R(N, [i]) : (N : m −→ m′ ) ∧ m′ (p) = m′ (q) = 1
σ1
σ2
→
→+−
→ ∧ (N : i −→
2. ∃σ , σ ∈ T ∗ , m′ ∈ R(N, [i]) : −
γ =−
σ
σ
m′ −→
m)
1

2

1

2

∧m′ (p) = m′ (q) = 1

N

y

As presented in the previous chapter, it is necessary for synchronizable places, that if
a token from a place is consumed before the other place is marked, there should always
be a ﬁring sequence that leads to a marking in which both places are marked. As a
consequence of Corollary 6.3.7, causal dependent places cannot be synchronizable.
Corollary 6.3.10 (Synchronizable places are causal independent)
Let N = (P, T, F ) be an acyclic marked graph workﬂow net with initial place i ∈ P .
Let p, q ∈ P . Then p N q if and only if p and q are causal independent.
y
Although it is easy to show that if the composition of two acyclic composable TOWNs is acyclic, the composition is sound. However, it is not the case that comωG
automatically holds, as illustrated by Figure 4.2. Hence, we need a stronger condition
to imply our condition. Therefore, we introduce the preceeds relation. This relation
expresses the causal dependency between two transitions: in a marked Petri net (N, m),
transition t preceeds transition u, if each ﬁring sequence in (N, m) enabling transition u
contains transition t.
Deﬁnition 6.3.11 (Preceeds relation)
Let (N, m) be a marked Petri net where N = (P, T, F ) and m ∈ IN P . Let a, b ∈ T .
Then a preceeds b in (N, m), denoted by ((N, m) : a
b), if and only if for all sequences
σ

b

σ ∈ T ∗ and markings m′ such that (N : m −→ m′ −→), then a ∈ σ.

y
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Figure 6.6: The skeletons of A ⊕ B and B ⊕ C are acyclic marked graphs, but A ⊕ B ⊕ C is not sound

Note that the preceeds relation is transitive. For acyclic T-OWNs, this relation is a
structural property which can be computed in a straightforward manner.
As illustrated in Figure 6.6, the main issue is that the composition may not introduce
new causalities between transitions in A. This is expressed in the quadrangle property.
It states that if the composition A ⊕ B creates a dependency between two transitions in
A, this dependency should already exist in A.
Deﬁnition 6.3.12 (Quadrangle property)
Let A and B be two composable T-OWNs. The composition A ⊕ B has the quadrangle
property if for all transitions a, a′ ∈ TA and b, b′ ∈ TB holds that if {(b, r), (r, a)} ⊆
FA⊕B for some r ∈ (OB ∩ IA ), (S(B) : b′
b) and {(a′ , s), (s, b′ )} ⊆ FA⊕C for some
′
s ∈ (IB ∩ OA ) then also (S(A) : a
a).
y
In Figure 6.6, the quadrangle property does not hold. To verify this, note that in
B ⊕ C we have the arcs (t, r), (r, u), (v, s) and (s, w). Furthermore, also (S(C) : u
v)
holds, but not (S(B) : t
w). A direct result of the quadrangle property, is that if
the composition of two T-components is sound, and the quadrangle property holds, the
composition is acyclic.
Corollary 6.3.13
Let N be a T-OWN with the quadrangle property. Then it is acyclic.

y

As shown in the next theorem, the quadrangle property is a suﬃcient condition to
conclude the simulation communication condition on T-components. Recall that the
simulation communication condition (Deﬁnition 4.3.6) requires that the skeleton of composition A ⊕ B simulates component A.
Theorem 6.3.14
Let A and B be two composable acyclic T-components such that the quadrangle property
holds on their composition A ⊕ B. Then comω (A, B) holds.
y
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Proof. To prove comω (A, B), it is suﬃcient to show that S(A) ≼R τTB (S(A ⊕ B)),
where R = {(m|PA , m) | m ∈ R(S(A ⊕ B))}. Note that A is sound by Lemma 6.3.2, and
since A ⊕ B has the quadrangle property, it is acyclic, and thus sound.
1) By deﬁnition of ⊕ we have iA R iA⊕B and fA R fA⊕B .
σ
2) Let σ ∈ (TA ∪ TB )∗ , m ∈ R(S(A ⊕ B)) such that (A ⊕ B : iA⊕B −→ m) and
m|PA R m.
Let a ∈ TA . Consider the following cases:
• Transition a is enabled in m|PA and needs no input from the interface, then a is
also enabled in m.
• Transition a is enabled in m|PA and needs input from the interface, but the corresponding token is already produced by σ. Then a is also enabled in m.
• Transition a is enabled in m|PA and needs input from transition b ∈ TB , but b has
not yet ﬁred. Deﬁne U = {b} ∪ {u ∈ TB | ∃t ∈ U : (S(B), m : u
t) ∧ u ̸∈ σ}.
Let γ = ⟨u1 , . . . un ⟩ be a sequence such that u ∈ U ⇔ u ∈ γ and if (S(B) : ui
uj ) then i < j. By the quadrangle property, γ is executable in A ⊕ B. Hence,
γ

b

(S(A ⊕ B) : m −→ m′ −→ m′′ ) for some markings m′ , m′′ ∈ R(S(A ⊕ B)). Thus
transition a is enabled in m′′ and the resulting markings are related.
3) Let m ∈ R(S(A ⊕ B)) such that fA R m. Since A is acyclic, all transitions of A
have ﬁred, and no transition is enabled in fA , and thus not in m. As A ⊕ B is acyclic
due to the quadrangle property, and thus sound, a ﬁring sequence σ ∈ (TA ∪ TB )∗ exists
σ
such that (A ⊕ B : m −→ fA⊕B ). As no transition in A can ﬁre, we have σ ∈ TB∗ , and
hence, (A ⊕ B : m =⇒ fA⊕B ).
2

6.3.2

Isomorphic State Machine Components

A second subclass of Petri nets are state machines. A state machine is the dual of
a marked graph: each transition has a preset and a postset of length at most one. An
OWN is an S-OWN if its skeleton is a state machine, and each interface place is connected
to exactly one transition.
Deﬁnition 6.3.15 (S-OWN)
An OWN N is an S-OWN if S(N ) is a state machine, and |• p ∪ p• | = 1 for all places
p ∈ IN ∪ ON .
y
From [62] and the boundedness theorem [44], it is easy to conclude that S-components
are always sound and safe.
Lemma 6.3.16 (Soundness and safety of S-OWNs)
Let N be an S-OWN. Then it is sound and safe.

y

Proof. From [62] we have that N is sound. Then safety follows directly from the initial
marking [i], the liveness of the closure of S(N ) and Theorem 2.5.13.
2
Although S-OWNs have a simple structure, their composition is not. Composing
S-OWNs introduces concurrency; it is very simple to compose two S-OWNs such that
the resulting composition can never reach the ﬁnal marking, or even has deadlocks. We
illustrate this with some examples. In Figure 6.7 we see a classical example showing that
the composition of two sound S-OWNs is not sound anymore. The choice A made is not
communicated to B. Hence, both can make a diﬀerent choice, thus entering a deadlock.
A solution to overcome this problem is to only connect S-OWNs that have isomorphic
skeletons, and communicate all choices. However, in Figure 6.8 we see two isomorphic
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Figure 6.8: The direction of communication via b and c matters. If both have
the same sign, the composition A ⊕ B is
not sound

S-OWNs and although all choices made by A are communicated, we see that A ⊕ B is
not sound, since in A the loop may be executed more times than OWN B executes the
loop. Hence, tokens remain in the composed interface places, and thus the composition
is not sound. Therefore, each loop has to contain both a transition that sends a message,
and a transition that receives a message. Note that such nets cannot contain self-loops.
The composition of two T-OWNs resulted in a T-OWN again. A similar property does
not hold for S-OWNs. The communicating transitions violate the state machine property
in the composition: in the composition either their preset or their postset contain two
places. These examples show that we need strong requirements to allow the composition
of two S-OWNs.
Deﬁnition 6.3.17 (Composition agrees on isomorphism)
Let A and B be two S-OWNs such that their skeletons are isomorphic with respect to
ρ. The composition N = A ⊕ B agrees on ρ if and only if:
• for all transitions t ∈ TA , t′ ∈ TB , a place s ∈ G exists such that {(t, s), (s, t′ )} ⊆ FN
or {(t′ , s), (s, t)} ⊆ FN if and only if ρ(t) = t′ ;
• All transitions in the postset of a place have the same sign, i.e. ∀p ∈ PN , t1 , t2 ∈
p• : λG (t1 ) = λG (t2 );
• For all markings m ∈ R(S(A)) and ﬁring sequences σ ∈ TA∗ such that (S(A) :
σ
m −→ m) transitions t, u ∈ σ exist such that λG (t) =! ∧ λG (u) =?.
y
Corollary 6.3.18
Let A and B be two composable S-OWNs such that their skeletons are isomorphic with
respect to some function ρ. Then A ⊕ B agrees on ρ if and only if B ⊕ A agrees on ρ. y
Although isomorphism is a strong requirement, in practice it is often used for protocol
design between agents. First a state machine is designed that represents the communication between the two agents. In each state of choice, only one agent can make a choice.
Then the state machine is copied for both agents, and the communication between the
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transitions is added. Deﬁnition 6.3.17 gives a set of rules for asynchronous communication between these transitions such that the composition is always sound, as we will
show in the remainder of this section.
Markings of a composition of two S-OWNs are special. Due to the structural properties, each marking marks a single place of the ﬁrst component and, by commutativity
of the composition operator, the same holds for the second component.
Property 6.3.19
Let A and B be two composable S-OWNs such that their skeletons are isomorphic with
respect to some function ρ, and their composition A ⊕ B agrees on ρ. Then m(p) =
m(q) = 1 implies p = q for all markings m ∈ R(S(A ⊕ B)) and places p, q ∈ PA .
y
If the skeletons of two OWNs A and B are isomorphic, and their composition agrees
on this isomorphism, the markings reachable in the composition have a special form: each
marking consists of a marked place of OWN A, a marked place of OWN B and some
marked interface places, such that it is always possible to reach a marking in which only
a place of A and a place of B is marked. Furthermore, if no interface places are marked
in a reachable marking, the two marked places are isomorphic. We call this property
the hook property. The hook property states that from every marking reachable, it is
possible to reach a marking in which all interface places are empty.
Lemma 6.3.20 (Hook property)
Let A and B be composable S-OWNs such that their skeletons are isomorphic with
respect to ρ and N = A ⊕ B agrees on ρ. Let G = PN \ (PA ∪ PB ). Then, for all
σ
m ∈ R(S(N )) and σ ∈ TN∗ such that (S(N ) : iN −→ m), there exist places p ∈ PA and
′
∗
q ∈ PB and a ﬁring sequence σ ∈ TN such that either one of the two cases hold:
υ

1. a ﬁring sequence υ ∈ TB∗ exists such that (S(B) : ρ(p) −→ q), sgn G (υ) = !, m =
σ′

υ

[p] + [ρ(p)] + χ(υ • ) − χ(• υ), (S(N ) : iN −→ [p] + [ρ(p)] −→ m) and σ = σ ′ ; υ
υ

2. a ﬁring sequence υ ∈ TA∗ exists such that (S(A) : ρ−1 (q) −→ p), sgn G (υ) = !,
σ′

υ

m = [ρ−1 (q)] + [q] + χ(υ • ) − χ(• υ), (S(N ) : iN −→ [ρ−1 (q)] + [q] −→ m) and
σ = σ ′ ; υ.
y
Proof. We prove the lemma by structural induction. First consider σ = ϵ. Choose υ = ϵ
and m = iN . Then the statement trivially holds.
Now let m ∈ R(S(N )) and σ = γ; ⟨t⟩ for some t ∈ TN , γ ∈ TN∗ and m′ ∈ R(S(N ))
γ
such that (S(N ) : iN −→ m′ ) and for m′ the statement holds. Hence, by the induction
hypothesis, there exist two places p ∈ PA and q ∈ PB such that m′ (p) = m′ (q) = 1, and
two ﬁring sequences γ ′ , υ ′ ∈ TN∗ such that one of the two cases holds.
Without loss of generality we may assume case 1 holds for m′ , i.e. υ ′ ∈ TB∗ , (S(B) :
υ′

•

γ′

υ′

ρ(p) −→ q), sgn G (υ ′ ) = !, m′ = [p]+[ρ(p)]+χ(υ ′ )−χ(• υ ′ ), (S(N ) : iN −→ [p]+[ρ(p)] −→
m′ ) and γ = γ ′ ; υ ′ . There are two subcases to consider. Either (1) t ∈ TA or (2) t ∈ TB .
1. First assume t ∈ TA . If ρ(t) ̸= υ ′ (1), then another transition u ∈ TA exists such
that ρ(u) = υ ′ (1). Since υ ′ has sign !, λG (u) =?. As both t and u are enabled in A,
•
t = • u. Thus also λG (t) =?. But υ ′ did not mark transition t. Hence, transition
t cannot be enabled. Thus, ρ(t) = υ ′ (1).
Let p′ ∈ PA such that t• = {p′ } and o ∈ IA such that • t = {p, o}. Then m =
•
m′ − • t+t• = [p]+[ρ(p)]+χ(υ ′ )−χ(• υ ′ )−[p, o]+[p′ ] = [p′ ]+[ρ(p′ )]+χ(υ • )−χ(• υ),
′
′
where υ = υ[2..|υ′ |] . Hence, choose σ ′ = γ ′ ; ⟨t⟩, and υ = υ[2..|υ
′ |] . Then the statement
holds.
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2. Assume t ∈ TB . Then λG (t) = !, since otherwise t could not be enabled in m′ .
Thus, • t = {q}. Let q ′ ∈ PB such that q ′ ∈ t• . Then the statement holds for
σ ′ = γ ′ and υ = υ ′ ; ⟨t⟩.
2

In both cases, the statement holds. Hence, the lemma holds.

The hook property states that one of the components runs in front. To prove soundness, we ﬁrst show that given a marking, it is always possible to reach a marking in which
only a pair of isomorphic places is marked.
Lemma 6.3.21
Let A and B be composable S-OWNs such that their skeletons are isomorphic with
respect to ρ and N = A ⊕ B agrees on ρ.
Then for all markings m ∈ R(S(N )), a place s ∈ PA and a ﬁring sequence σ ∈ TN∗
σ
exist such that (S(N ) : m −→ [s, ρ(s)]).
y
γ

Proof. Let m ∈ R(S(N )) and γ ∈ TN∗ such that (S(N ) : iN −→ m). By the hook
property, places p ∈ PA , q ∈ PB and ﬁring sequences γ ′ , υ ∈ TN∗ exist such that one of
the two cases of Lemma 6.3.20 holds. Without loss of generality, we may assume the ﬁrst
υ
case holds, i.e. υ ∈ TB∗ , (S(B) : ρ(p) −→ q), sgn G (υ) = !, m = [p]+[ρ(p)]+χ(υ • )−χ(• υ),
γ′

υ

(S(N ) : iN −→ [p] + [ρ(p)] −→ m) and γ = γ ′ ; υ.
Choose s = ρ−1 (q). We prove the statement by showing that for such υ a corresponding ﬁring sequence σ exists that leads to marking [s, ρ(s)].
Suppose υ = ϵ. Choose σ = ϵ. Then the statement holds trivially. Next, suppose
u
υ = ⟨u⟩; υ ′ for some u ∈ TB , υ ′ ∈ TB∗ and m′ ∈ IN PN such that (S(N ) : p + ρ(p) −→
υ′

m′ −→ m) and for υ ′ a ﬁring sequence σ ′ exists with the desired property. Let t ∈ TA
such that ρ(t) = u. Then p ∈ • t since ρ(p) ∈ • u. Let r ∈ PA such that r ∈ t• . Then
ρ(r) ∈ u• . Furthermore, a place o ∈ OB ∩ IA exists such that o ∈ • t and o ∈ u• . Hence,
m′ = [p, ρ(r), o] and • t ≤ m′ . Therefore, transition t can ﬁre in marking m′ , resulting in
marking m′′ = [r, ρ(r)]. Hence σ = ⟨t⟩; σ ′ has the desired property.
2
This lemma directly shows the relation between synchronizability of places and isomorphism. A pair of isomorphic places is also a pair of synchronizable places.
Corollary 6.3.22 (Isomorphic places are synchronizable)
Let A and B be composable S-OWNs such that their skeletons are isomorphic with
respect to ρ and N = A ⊕ B agrees on ρ. Given a place p ∈ PA and q ∈ PB , such that
ρ(p) = q. Then p N q.
y
A direct consequence of the hook property, is that if there are only two places marked
in the composition, these places are isomorphic, and vice versa.
Corollary 6.3.23
Let A and B be composable S-OWNs such that their skeletons are isomorphic with
respect to ρ and A ⊕ B agrees on ρ. Then ρ(p) = q if and only if m = [p, q] for all p ∈ PA ,
q ∈ PB and m ∈ R(S(A ⊕ B)).
y
From the hook property it follows directly that the composition of two S-OWNs with
isomorphic skeletons is safe if the composition agrees on this isomorphism.
Corollary 6.3.24
Let A and B be two S-OWNs such that their skeletons are isomorphic with respect to ρ
and A ⊕ B agrees on ρ. Then A ⊕ B is safe.
y
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Before we prove that if the composition agrees on the isomorphism of its constituents,
it is sound, we show that a ﬁring sequence of a constituent from a place p to a place q
can be replayed in the composition, starting from the marking in which only place p and
its isomorphic counterpart is marked.
Lemma 6.3.25
Let A and B be composable S-OWNs such that their skeletons are isomorphic with
υ
respect to ρ and A ⊕ B agrees on ρ. Let p, q ∈ PA and υ ∈ TA∗ such that (S(A) : [p] −→
σ
[q]). Then, a ﬁring sequence σ ∈ TN∗ exists such that (S(N ) : [p, ρ(p)] −→ [q, ρ(q)]) and
σ|TA = υ.
y
Proof. Deﬁne G = {p ∈ PN | ∃H ∈ GA ∩GB : p ∈ H}. We prove the lemma by structural
induction on υ. Suppose υ = ϵ. Then the lemma holds trivially.
υ′

Suppose υ = υ ′ ; ⟨u⟩ for some υ ′ ∈ TA∗ , u ∈ TA , and p′ ∈ PA such that (S(A) : [p] −→
u

σ′

[p′ ] −→ q), and for υ ′ a ﬁring sequence σ ′ ∈ TN∗ exists such that (S(N ) : [p, ρ(p)] −→
[p′ , ρ(p′ )]) and σ ′ |TN = υ ′ . Let t = ρ(u). Then a place o ∈ G exists such that either (1)
o ∈ • t ∩ u• or (2) o ∈ • u ∩ t• .
u
t
Suppose the ﬁrst, i.e. o ∈ • t ∩ u• . Then, (S(N ) : [p′ , ρ(p′ )] −→ [q, ρ(p′ ), o] −→
[q, ρ(q)]). Hence σ = σ ′ ; ⟨u, t⟩ has the desired property. Suppose the latter, i.e. o ∈ • u∩t• .
t
u
Then, (S(N ) : [p′ , ρ(p′ )] −→ [q, ρ(p′ ), o] −→ [q, ρ(q)]). Hence σ = σ ′ ; ⟨t, u⟩ has the desired
property.
2
Since we only consider S-OWNs, which are always sound, from every place in an
S-OWN, it is possible to reach the ﬁnal marking. Hence, given a reachable marking in
the composition, we ﬁrst reach a marking in which no interface places are marked, after
which we can use the previous lemma to reach the ﬁnal marking. Thus, we may conclude
that if the composition agrees on the isomorphism of its constituents, it is sound.
Lemma 6.3.26 (Soundness of composition of S-OWNs)
Let A and B be composable S-OWNs such that their skeletons are isomorphic with
respect to ρ and N = A ⊕ B agrees on ρ. Then A ⊕ B is sound.
y
Proof. By Lemma 6.3.16, both A and B are sound. Let f1 ∈ PA be the ﬁnal place of
A, and let f2 ∈ PB be the ﬁnal place of B.
Let m ∈ R(S(N )). By Lemma 6.3.21, a ﬁring sequence σ1 ∈ TN∗ and a place p ∈ PA
σ
exist such that (S(N ) : m −→ [p, ρ(p)]). Since A is sound, a ﬁring sequence υ ∈ TA∗
υ
exists such that (S(A) : [p] −→ [f1 ]). Then, by Lemma 6.3.25, there is a ﬁring sequence
σ2
σ2 ∈ TN∗ such that (S(N ) : [p, ρ(p)] −→
[f1 , f2 ]) and σ2|TA = υ. Since ρ(f1 ) = f2 and
σ
fN = [f1 , f2 ], we have (S(N ) : m −→ fN ).
Hence, N is sound.
2
If the composition of two S-OWNs agrees on the isomorphism of its constituents,
the composition is both sound and safe. However, it does not guarantee the identical
communication condition.
Corollary 6.3.27 (Soundness and safeness of two composed S-OWNs)
Let A and B be two composable S-components such that their skeletons are isomorphic
with respect to some bijective function ρ. If the composition A ⊕ B agrees on ρ, A ⊕ B
is sound and safe.
y
Last, we present a necessary and suﬃcient condition for a composition that agrees
on the isomorphism of their constituents to also guarantee the identical communication
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Figure 6.9: Although A ⊕ B is sound, it does not have the projection property

condition. Consider the example composition of Figure 6.9. In this example, components
A and B are isomorphic, and the composition of the two agrees on it. However, after
ﬁring transition a′ , we reach marking [iA , s, fB ], in which only transition a is enabled.
Projecting this marking on component A results in marking [iA ], in which both transitions
a and b are enabled. Hence, the composition A ⊕ B does not simulate A, and thus, the
identical communication condition does not hold. This happens only if B communicates
a choice, rather than component A. It turns out that the composition has the projection
property if and only if A communicates all choices. We prove this in the next theorem.
Unfortunately, this is a very strong requirement.
Theorem 6.3.28
Let A and B be two composable S-OWNs such that their skeletons are isomorphic
with respect to some function ρ, and their composition A ⊕ B agrees on ρ. Deﬁne
G = PA⊕B \ (PA ∪ PB ). Then λG (t) = ! for all places p ∈ PA with |p• | ≥ 2 and
transitions t ∈ p• if and only if A ≼ A ⊕ B.
y
Proof. Deﬁne N = A ⊕ B.
(⇒) We need to show that the projection relation R = {(m|PA , m) | m ∈ IN PN } is a
simulation.
1) By deﬁnition of ⊕ and relation R we have iA R iN and fA R fN .
t
2) Let m, m′ ∈ R(S(A)), t ∈ TA and let m ∈ R(S(N )) such that (S(A) : m −→ m′ )
σ
and m R m. Let σ ∈ TN∗ such that (S(N ) : iN −→ m). By the hook property, places
p ∈ PA , q ∈ PB and a ﬁring sequence σ ′ ∈ TN∗ exist such that one of the two cases of
Lemma 6.3.20 holds.
1. Suppose the ﬁrst case holds, i.e. a ﬁring sequence υ ∈ TB∗ exists such that (S(B) :
σ′

υ

ρ(p) −→ q), sgn G (υ) = !, m = [p] + [ρ(p)] + χ(υ • ) − χ(• υ), (S(N ) : iN −→
υ
[p]+[ρ(p)] −→ m) and σ = σ ′ ; υ. Then, |p• | = 1 since all choices are communicated
•
by A. Thus, ρ(t) = υ(1). Hence, an o ∈ G exists such that o ∈ (υ(1)) and o ∈ • t.
t
′
•
•
•
Hence, χ( t) ≤ m. Let m = m − χ( t) + χ(t ). Then clearly (S(N ) : m =⇒ m′ )
′
′
and m R m .
υ

2. Now, suppose the latter holds, i.e. υ ∈ TA∗ such that (S(A) : ρ−1 (q) −→ p),
σ

′

υ

sgn G (υ) = !, m = [p] + [ρ(p)] + χ(υ • ) − χ(• υ), (S(N ) : iN −→ [ρ−1 (q)] + [q] −→ m)
and σ = σ ′ ; υ. Note that m(p) = 1. There are two cases to consider. Either (a)
λG (t) = !, or (b) λG (t) = ?.
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(a) Assume the ﬁrst. Then clearly χ(• t) ≤ m. Let m′ = m − χ(• t) + χ(t• ). Then
t
(S(N ) : m =⇒ m′ ) and m′ R m′ .
(b) Assume the latter. By Lemma 6.3.21, a ﬁring sequence σ ∈ TB∗ exists such
σ
that (S(N ) : m −→ m′′ ), where m′′ = [p, ρ(p)]. Thus, (S(N ) : m =⇒ m′′ )
t
and m′ R m′′ . Let m′ = m′′ − χ(• t) + χ(t• ). Then clearly (S(N ) : m =⇒ m′ )
and m′ R m′ .
t

In both cases, a marking m′ ∈ IN PN exists such that (S(N ) : m =⇒ m′ ) and m′ R m′ .
Hence, the statement holds.
γ
3) Let m ∈ R(S(N )) and γ ∈ TN∗ such that (S(N ) : iN −→ m) and fA R m. Then,
no transition t ∈ TA is enabled in m, since fA is a deadlock of S(A). By the hook
property, a place q ∈ PB and ﬁring sequences γ ′ ∈ TN∗ and υ ∈ TA∗ exist such that
−
→ −−→
υ
(S(A) : [ρ−1 (q)] −→ [fA ]), sgn G (t) = ! and σ = σ ′ ; υ. Hence, by Lemma 6.3.21, a ﬁring
σ
sequence σ ∈ TN∗ exists such that (S(N ) : m −→ [fA , fB ]). Since no transitions of A are
∗
enabled, we have σ ∈ TB . Hence, (S(N ) : m =⇒ fN ).
(⇐) We prove the statement by showing that if B does make a choice, the projection
property does not hold. Suppose there is a place q ∈ PB such that |q • | ≥ 2 and λG (t) = !
for all t ∈ q • . Since B is sound, a ﬁring sequence υ ∈ TB∗ exists such that (S(B) :
υ
iB −→ q). Let q ′ ∈ PA such that ρ(q ′ ) = q. Hence, by Lemma 6.3.25, a ﬁring sequence
σ
σ ∈ TN∗ exists such that (S(N ) : iN −→ [q, q ′ ]) and σ|TB = υ. Let t1 , t2 ∈ TA such
that {ρ(t1 ), ρ(t2 )} ⊆ q • and t1 ̸= t2 . Then both χ(• t1 ) ≤ [q, q ′ ] and χ(• t2 ) ≤ [q, q ′ ]. Let
•
m′ = [q, q ′ ] − χ(• ρ(t1 )) + χ(ρ(t1 ) ). Then m′ |PA = [q, q ′ ]|PA . Then χ(• t1 ) ≤ m′ , but not
•
′
χ( t1 ) ≤ m . Hence, the projection relation is not a simulation.
2

6.3.3

ATIS-nets

Both presented classes are not only sound by construction, also the identical communication condition holds, and the synchronizability of places can be determined based on
the structure of the graph of the Petri net. Reﬁnement of two synchronizable places in a
sound OPN, like described in the second rule of the construction approach, by a sound
composition of two OWNs preserves the soundness. In this section, we introduce a class
of pairs of communicating components that are sound by their structure. We call this
class ATIS-nets, based on their main two subclasses: acyclic T-OWNs and isomorphic
S-OWNs. The class is closed under the reduction/synthesis rules of Murata (except for
the rule elimination of self-loop places) and the generalized sound workﬂow reduction
rule.
Deﬁnition 6.3.29 (ATIS-nets)
The class of ATIS-nets is deﬁned as the smallest set of nets AN deﬁned as follows:
1. if N = S1 ⊕ S2 with S1 and S2 two composable S-OWNs such that their skeletons
are isomorphic with respect to some function ρ and their composition agrees on ρ,
then N ∈ AN ;
2. if N = T1 ⊕ T2 with T1 and T2 two composable T-OWNs and their composition
has the quadrangle property, then N ∈ AN ;
3. if N = (A ⊕ B)p ⊙q (C ⊕ D) with A ⊕ B, C ⊕ D ∈ AN , p ∈ PA , q ∈ PB such that
p A⊕B q, then N ∈ AN ;
4. if A ⊕ B ∈ AN , and an A′ ∈ N such that A ≃ τH (A′ ) where H = TA′ \ TA , then
A′ ⊕ B ∈ AN .
y
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Figure 6.10: comω (A, B) and comω (C, D) hold, but comω (A ⊙p C, B ⊙q D) does not hold

All ATIS-nets are sound, as shown in the next theorem.
Theorem 6.3.30
Let N ∈ AN . Then N is sound.

y

Proof. We prove the statement by induction on the structure of N = A ⊕ B. Suppose N
is a composition of two acyclic T-OWNs such that the composition has the quadrangle
property, then it is safe and sound by Theorem 6.3.4.
Suppose N is a composition of two S-OWNs having an isomorphic skeleton, and the
composition agrees on the isomorphism. Then N is safe and sound by Corollary 6.3.27.
Suppose N is a reﬁnement, i.e. there exist two compositions A ⊕ B, C ⊕ D ∈ AN ,
and two places p ∈ PA , q ∈ PB such that p A⊕B q, N = (A ⊕ B)p ⊙q (C ⊕ D), and
both A ⊕ B and C ⊕ D are safe and sound. By Theorem 5.4.19, net N is sound. Since
places p and q are synchronizable, by Corollary 5.4.16, net N is safe.
Suppose there exists an A′ ∈ N such that A′ ⊕ B ∈ AN and A ≃ τH (A′ ) where
H = TA′ \ TA . Then, since A ≃ τH (A′ ), A ⊕ B is also sound.
2
Although all ATIS-nets are sound by construction, none of the communication conditions are preserved, as shown in the example of Figure 6.10. Consider the marking m
after ﬁring transitions t1 and t3 . Then transition t4 is enabled in A ⊕ B. However, in
the reﬁnement, transition t4 can only ﬁre if transitions u1 and u2 have ﬁred, and thus
transition t2 als needs to ﬁre. Hence, none of the communication conditions as presented
in Chapter 4 hold on the reﬁned net.
The example of Figure 6.10 suggests to add an extra condition to synchronizable
places to guarantee that one of the communication conditions is preserved. In fact, the
property of synchronizable places needs to ensure that no communicating transition is
needed to reach a marking in which both places are marked. A suﬃcient condition is a
request-response pattern, that form a so-called block structure around the synchronizable
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Figure 6.11: Example block structure around synchronized places p and q

places, as shown in Figure 6.11. If two places are in such a block structure, they are
called synchronized.
Deﬁnition 6.3.31 (Synchronized places)
Let (N, i, Ω) be a system with N = (P, T, F ), and let p, q ∈ P be two distinct places. we
say that p is synchronized with q in N , denoted by p N q, if and only if places p and
q are safe, i(p) = i(q) = 0, f (p) = f (q) = 0 for all f ∈ Ω, • p ̸= ∅ ̸= p• , • q ̸= ∅ ̸= q • , and
places p and q form a so-called block structure:
•
•
•
•
•

R, S ⊆ P , |S| = 1, • R = A, R• = C, • S = D and S • = B;
∀a ∈ A : ∃r ∈ R : a• = {p, r};
∀b ∈ B : ∃s ∈ S : • b = {p, s};
∀c ∈ C : c• = {q} ∧ ∃r ∈ R : • c ∩ R = {r};
∀d ∈ D : • d = {q} ∧ ∃s ∈ S : d• ∩ S = {s};

where A = • p, B = p• , C = • q and D = q • .
The places R are called the request places of p N q, the places S are called the
response places of p N q.
y
The block structure guarantees that if place p becomes marked, it cannot become
unmarked before place q has been marked. This is ensured via the request places and
response places of the block structure. Request places only receive a token if place p
becomes marked, and response places only receive a token if place q becomes unmarked.
Transitions in the preset of p are the only transitions that produce in the request places,
transitions producing in q are the only transitions that consume from these places. Transitions consuming from q are the only transitions that produce a token in the response
places, and the transitions consuming from place p are the only transitions that consume
from these places. The second condition states that all transitions in the preset of p
produce in a single request place, whereas the third condition ensures that all transitions
that produce in p consume from a single request place. The fourth and ﬁfth condition
impose likewise conditions on the response places. The block structure imposes place p
to be an implicit place.
Corollary 6.3.32 (Place invariant in block structure)
Let (N, i, Ω) be a system with N = (P, T, F ) a Petri net. Let p, q ∈ P such that
p N q. Let R∑be the request
∑ places of p N q, and S be its response places. Then
m(p) = m(q) + r∈R m(r) + s∈S m(s) for all markings m ∈ R((N, i, Ω)).
y
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The place invariant as deﬁned in Corollary 6.3.32, has two direct consequences. Synchronized places are also synchronizable. Note that the reverse does not hold.
Corollary 6.3.33 (Synchronized places are synchronizable)
Let (N, i, Ω) be a system with N = (P, T, F ) a Petri net. Let p, q ∈ P such that p N q.
Then p N q.
y
If two places are synchronized, all sequence relations satisfying Property 4.2.6 are
preserved.
Lemma 6.3.34
Let A and B be two composable OPN, and let φ be a predicate as deﬁned in Definition 4.2.1, such that comφ (A, B) and Property 4.2.6 holds for φ. Let C and D be
two composable OWNs such that C ⊕ D is sound. Let p ∈ PA and q ∈ PB such that
p A⊕B q. Then comφ (A ⊙p C, B ⊙q D) holds.
y
Proof. Deﬁne N = A⊕B, L = A⊙p C, M = B⊙q D and N ′ = L⊕M . Let m ∈ R(S(N ′ ))
σ
and σ ∈ TL∗ such that (S(L) : m|PL −→ fL ). We deﬁne the function ξ : IN PN ′ → IN PN
by

m(s) if s ∈ PN \ {p, q}



1
if s = p ∧ ∃r ∈ PC : m(r) > 0
ξ(m)(s) =
if s = q ∧ ∃r ∈ PD : m(r) > 0
 1


0
otherwise
σ̃

We need to show the existence of a ﬁring sequence σ̃ ∈ TN∗ ′ such that (S(N ′ ) : m −→ fN ′ )
and φ(σ, σ̃). There are two cases to consider: (1) ξ(m)(p) = 0 and (2) ξ(m)(p) = 1.
Suppose the ﬁrst case, i.e. ξ(m)(p) = 0. By the place invariant of Corollary 6.3.32,
also ξ(m)(q) = 0. Applying comφ (A, B) on ξ(m) and σ|TA results in a ﬁring sequence
σ̃

σ̃ ∈ TN∗ such that (S(N ) : ξ(m) −→ fN ) and φ(σ, σ̃).
Next, we show that the existence of a ﬁring sequence σ ∈ TN∗ ′ such that σ̃|R = σ |R , and
σ

(S(N ′ ) : m −→ fN ′ ). We construct σ as follows. Deﬁne n = |σ̃|, and let υ ∈ L(S(C ⊕D)).
•
•
Let σ = σ 1 ; . . . ; σ n , where σ i = ⟨σ̃(i)⟩ if σ̃(i) ̸∈ qN
and σ i = υ; ⟨σ̃(i)⟩ if σ̃(i) ∈ qN
for all
•
1 ≤ i ≤ n. Observe that if σ̃(i) ∈ qN , both place p and place q in N are marked, and
hence places iC and iD in S(N ′ ). Therefore, σ has the desired property.
Suppose the second case holds, i.e. ξ(m)(p) = 1. Then there exist ﬁring sequences
•
σ̃1 ∈ (TN \ N• q)∗ , σ̃2 ∈ TN∗ and a transition u ∈ qN
such that σ̃ = σ̃1 ; ⟨u⟩; σ̃2 . Let
σ̃

1
m1 ) and ξ(m′ )(p) = ξ(m′ )(q) =
m1 ∈ IN PN ′ be a marking such that (S(N ) : m −→
∗
1. Since places p and q are synchronizable, a ﬁring sequence ν ∈ TC⊕D
exists such
ν
PN
that (S(C ⊕ D) : m1|PC⊕ D −→ fC⊕D ). Hence, a marking m2 ∈ IN
exists such
ν
′
that (S(N ) : m1 −→ m2 ) and m2 (fC ) = m2 (fD ) = 1. Thus, transition u is enabled
u
in m2 . Let m3 ∈ IN PN ′ such that (S(N ′ ) : m2 −→ m3 ). Deﬁne n = |σ̃2 |, and let
•
υ ∈ L(S(C ⊕ D)). Let σ = σ̃1 ; ν; ⟨u⟩; σ 1 ; . . . ; σ n , where σ i = ⟨σ̃2 (i)⟩ if σ̃2 (i) ̸∈ qN
and
•
•
σ i = υ; ⟨σ̃2 (i)⟩ if σ̃2 (i) ∈ qN for all 1 ≤ i ≤ n. Observe that if σ̃2 (i) ∈ qN , both place
p and place q in N are marked, and hence places iC and iD in S(N ′ ). Thus, σ has the
desired property.
2

In Figure 6.12, we consider a slight extension of the block structure, by allowing more
output places for a transition a ∈ • p. This extension does not preserve the communication
conditions. First note that A, B, A ⊕ B and C ⊕ D are all sound, and places p and q are
synchronizable. However, in (A ⊕ B)p⊙q (C ⊕ D), the identical communication condition
is violated. The sequence ⟨t1 , t2 , t4 ⟩, which is a valid ﬁring sequence in A ⊙p C, cannot
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Figure 6.12: Places p and q are not synchronized

be simulated in the reﬁned net, since transition u1 is needed in order to produce a token
in c, which is needed for transition t4 to ﬁre.
In the class of ATIS-nets, we can reﬁne all pairs of synchronizable places. In the
remainder, we show that if we restrict ourselves to the reﬁnement of synchronized places,
the identical communication condition is preserved.
Deﬁnition 6.3.35 (Block ATIS-nets)
The class of block ATIS-nets is deﬁned as the smallest set of nets BAN deﬁned as follows:
1. if N = S1 ⊕ S2 with S1 and S2 two composable S-OWNs such that their skeletons
are isomorphic with respect to some function ρ, their composition agrees on ρ, and
∀p ∈ P : |p• | > 1 : ∀t ∈ t• : t• ∩ IB ̸= ∅ then N ∈ BAN ;
2. if N = T1 ⊕ T2 with T1 and T2 two composable T-OWNs and their composition
has the quadrangle property, then N ∈ BAN ;
3. if N = (A ⊕ B)p ⊙q (C ⊕ D) with A ⊕ B, C ⊕ D ∈ BAN , p ∈ PA , q ∈ PB such that
p A⊕B q, then N ∈ BAN ;
y
Theorem 6.3.36 (Block ATIS-nets preserve identical communication)
Let A ⊕ B ∈ BAN . Then comωG (A, B) where G ∈ GA \ GB .

y

Proof. We prove the statement by structural induction on N = A ⊕ B.
Suppose A and B are two composable S-OWNs such that their skeletons are isomorphic with respect to some function ρ, their composition agrees on ρ, and ∀p ∈ PA :
|p• | > 1 : ∀t ∈ t• : t• ∩ IB ̸= ∅ Then, by Theorem 6.3.28, comω (A, B) holds, and thus
comωG (A, B).
Suppose A and B are two composable acyclic T-OWNs and N has the quadrangle
property. Then, by Theorem 6.3.14 comω (A, B) holds, and thus comωG (A, B).
Suppose there exist N ′ = A′ ⊕ B ′ ∈ BAN and C ⊕ D ∈ BAN such that comωG (A′ , B ′ ),
comωG (C, D), A = A′ ⊙p C, and B = B ′ ⊙q D, where p ∈ PA′ and q ∈ PB ′ with p N ′ q.
Then, by Lemma 6.3.34, comωG (A, B).
2
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6.4

Conclusions

In this chapter, we presented a construction methodology for compositions that guarantees soundness. The ﬁrst rule reﬁnes a single safe place in a component by a sound
workﬂow component. This way, the behavior of a single component can be reﬁned. The
second rule, communication reﬁnement, takes from two components a place, and if the
places are synchronizable, these places can be reﬁned by a composition of two workﬂow
components. The last rule, outsource reﬁnement, reﬁnes a single safe place by a composition of two special workﬂow components: there is one component that initiates the
second, and this component can only reach the ﬁnal marking if the second has reached
its ﬁnal marking.
We deﬁned a class of communication protocols between pairs of components for which
soundness can be determined based on their structure. This class is built from acyclic
marked graphs and isomorphic state machines. Although the class ensures both soundness and the simulation communication condition, the requirements on elements in this
class are very strong. Unfortunately, these strong requirements are needed to guarantee
soundness by construction.
In [28] the authors give a constructive method preserving the inheritance of behavior,
which can be used to guarantee the correctness of interorganizational processes. Other
formalisms, like interface automata [20] use synchronous communication, whereas we
focus on asynchronous communication, which is essential for our application domain,
since the communication in SOA is asynchronous.
In [43], the authors propose to model choreographies using Interaction Petri nets,
which is a special class of Petri nets, where transitions are labeled with the source and
target component, and the message type being sent. For each of the components, a
behavioral interface is extracted. An interaction Petri net is then realizable if the composition of the behavioral interfaces is branching bisimilar related with the interaction
Petri net. To check whether the composition is functioning correctly, the whole network of components needs to be checked, whereas in our approach this is guaranteed by
construction.
To keep our results at a conceptual level, we present our results on Petri net models.
Our method can easily instantiated for industrial languages like BPEL [22], to facilitate
the construction of web services in development environments like Oracle BPEL or IBM
Websphere.
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Part II

Design Techniques For
Component-Based Systems

7
Integration of Data and Processes in Components

7.1

Introduction

In Petri nets, the storage of objects is often modeled as a place holding tokens of a
certain object type: the place is a store for objects of a certain type. Transitions that
manipulate these objects are connected to these places. In a marking, each token in
a store represents an object. In components, often the control ﬂow describes the ﬂow
of a case: each transition in the component models an activity of the case. Messages
between components are related to the cases in each component. In classical Petri nets,
the formalism does not take the diﬀerent objects into account. Hence, we cannot model
that two transitions need the same object in order to be executed. Therefore, we need
coloured Petri nets [71]. Coloured Petri nets are very powerful to model with, but the
analysis techniques are very limited.
In components, often the actual content of the object does not need to be modeled,
only objects and their identity play an important role, rather than the internal structure
of the object. To deal with identities, we only need limited operations like equality testing
and copying of identities. For message passing, we need not only to compare objects,
it is also needed to be able to relate diﬀerent objects. Therefore, we introduce a class
of coloured Petri nets where tokens are vectors of identiﬁers, and there is a restricted
set of operations on transitions: only testing for equality on identiﬁers and copying of
identiﬁers. On the one hand veriﬁcation of behavioral properties for this class of coloured
Petri nets is easier and on the other hand the class is powerful enough to model not only
objects, but also more advanced operations like message passing between components.
This chapter is organised as follows. In Section 7.2, we introduce Petri nets with identiﬁers (PNIDs), and demonstrate their expressiveness. In Section 7.4 we show how PNIDs
can be used to model database transactions. The chapter is concluded in Section 7.5.

7.2

Petri Nets With Identifiers

Components typically model the process around some key object, like the ordering and
assembly of conﬁgurable products, or the negotiation to establish a contract between
two parties. Consider for example the components in Figure 7.1. Component A delivers
some product component B needs. Component C builds the actual product. Component
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Figure 7.1: Communicating components. Places storing the key objects of a component are coloured
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B requests a quotation from component A (transition u1 ). Component A receives the
request (t1 ) and sends an oﬀer (t2 ). Component B receives the oﬀer (u2 ). It then has
three options. It can either (1) accept it (u3 ), in which case the service is produced by
C and delivered to B, (2) it can decline the oﬀer (u4 ), or (3) it can negotiate with A to
change the oﬀer (u5 ). If B negotiates with A, A always sends a new oﬀer. Component
A has as key object an oﬀer, component B has as key object a request for quotation and
component C has as key object the product.
In each component the places that handle the key object are coloured. A transition
that creates an object, called a emitter, is inscribed by an E. A transition that destroys an
object is called a collector and is inscribed by a C. The tool Yasper [59,60] was designed
to simulate workﬂow nets. For this purpose, it introduced “cased tokens” to represent
the control ﬂow of the workﬂow, and “black tokens” for resources. In [96,97], the authors
present the class of Mobile Synchronizing Petri nets (MSPN), in which places either carry
identiﬁer-tokens or classical, black, tokens. In fact, this class is a formalization of the
nets modeled in the tool Yasper.
However, just adding identities inside the components is not suﬃcient. Suppose
transition u2 has ﬁred twice, but transition u6 has not yet ﬁred, i.e. there are two
simultaneous requests for quotation by B. If component A sends an oﬀer, it needs to be
related to a request of B, or, if A denies a request, B needs to know which request has
been denied. Hence, we need to be able to relate objects. Therefore, we extend the class
of MSPNs by allowing tokens to have a vector of identiﬁers. This subclass of coloured
Petri nets is an extension of classical Petri nets, by adding identities to tokens, allowing
for equality comparison and “tupling”. By tupling, identiﬁers are combined into vectors.
It is a natural extension of the class of Mobile Synchronizing Petri nets. In our extension,
each token is a vector of identiﬁers. A vector of length 0 represents a black token. Each
arc has a vector of variables, and the length of this vector is deﬁned by the length of
the vector of the place connected by the arc. The class of MSPN is a subclass of our
proposed extension, i.e, in a MSPN only vectors of length 0 or 1 occur.
Let the countable inﬁnite set I denote the universe of identiﬁers, and let Σ be a nonempty set of variables. In each place, the vector of identiﬁers of the tokens has a ﬁxed
length, and is denoted by the function α. Each arc has an inscription that prescribes
the preconditions on the vector of identiﬁers of a token. The inscription itself is a vector
of variables, of the same length as deﬁned by the place it is connected to. Recall that a
vector x can be used as a function, so Rng(x) is a set of its elements.
Deﬁnition 7.2.1 (Petri net with identiﬁers)
Let I be a countable inﬁnite set of identiﬁers, and let Σ be a non-empty set of variables.
A Petri net with identiﬁers (PNID) N is a 5-tuple (P, T, F, α, β), where
1. (P, T, F ) is a Petri net;
2. α : P → IN deﬁnes for each place the length of the vector of identiﬁers in the
tokens residing at that place. The color type C of each place p ∈ P is deﬁned as
C(p) = I α(p) . If α(p) = 0, the place holds black – uncoloured – tokens;
∏
3. β is an inscription function over the set of arcs: β ∈ f ∈F Vf , where V(p,t) =
V(t,p) = Σα(p) for p ∈ P, t ∈ T .
The set of input variables of a transition t ∈ T is deﬁned by I(t) = {v | v ∈
Rng(β((p, t))), (p, t) ∈ F }, the set of output variables is deﬁned by O(t) = {v | v ∈
Rng(β((t, p))), (t, p) ∈ F }. We deﬁne the set of creator variables by new(t) = O(t) \ I(t),
and the set of variables by var(t) = I(t) ∪ O(t).
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The set of emitters in N is deﬁned as∪E(N ) = {t ∈ T | new(t) ̸= ∅}, the set of all
variables used in N is deﬁned as Σ(N ) = t∈T var(t).
y
Whereas in a classical Petri net a marking speciﬁes the number of tokens in each place,
in a PNID, the marking also takes into account the identiﬁers and their occurrence. A
token is a vector of identiﬁers. Hence, a marking of a PNID is a bag over vectors of
identiﬁers. Note that for a place p, we use C(p) to denote the set of all vectors of
identiﬁers of length α(p).
Deﬁnition 7.2.2 (Marking)
∏
The marking of a PNID N = (P, T, F, α, β) is an element m ∈ p∈P IN C(p) . The pair
∏
(N, m) is called a marked PNID. We deﬁne the function Id : p∈P IN C(p) → P(I) which
returns all identiﬁers present in marking m, i.e.
Id(m) = {a ∈ I | ∃p ∈ P, v ∈ C(p) : a ∈ Rng(v) ∧ m(p)(v) > 0}
y
Consider again the example of Figure 7.1. Component B creates an identiﬁer for
the request for quotation, and sends this identiﬁer to component B. It does not need a
reference to B as initiator. Therefore, a vector of identiﬁers for each place in component
A of length 1 is suﬃcient. Component A creates an identiﬁer for the corresponding oﬀer.
It also passes the identiﬁer received from component B to be able to communicate with
component B. Therefore, the vector of identiﬁers in the places of component B, except
for the interface places, need to have length 2. As component A does not want to reveil
its customer, A sends only its own identiﬁer to component C. Component C uses the
received identiﬁer to communicate with component A. This leads to the PNID depicted
in Figure 7.2.
In classical Petri nets, a transition is enabled if there are suﬃcient tokens in the
places of its preset. In a PNID, each arc has an inscription. This inscription is a vector
of variables of the same length as the vector of identiﬁers of a token. Hence, to select
which tokens can be consumed, all variables need to be valuated with an identiﬁer. A
function that assigns a value to each of the variables is called a valuation. A transition t
is enabled in a marking m if for each incoming arc a token in m exists with an identical
vector of identiﬁers as the vector of valuated variables.
As in classical Petri nets, an enabled transition can ﬁre. If the enabled transition t
ﬁres, the same valuation is used to deﬁne the tokens in the output places and the vector of
identiﬁers of each of the tokens. If a variable occurs in an inscription of an outgoing arc,
but not in an inscription of an incoming arc, the variable should be valuated with a new,
fresh identiﬁer that does not exist in the current marking. If a valuation satisﬁes these
conditions, it is called a (t, m)-valuation. In fact, a (t, m)-valuation binds the tokens that
will be consumed and produced. Hence, a binding deﬁnes for a (t, m)-valuation which
tokens will be consumed from a marking. Although we do not consider arc weights, we
deﬁne a binding as a pair of bags of vectors of identiﬁers, to simplify the ﬁring rule of
PNIDs.
Deﬁnition 7.2.3 (Valuation, binding, LTS)
∏
Let N = (P, T, F, α, β) be a PNID, let m ∈ p∈P IN C(p) be a marking of N and let t ∈ T
be a transition. A valuation is a function ϖ : Σ → I. It is called a (t, m)-valuation if
ϖ(x) ̸∈ Id(m) for all x ∈ new(t), and in addition for y ∈ var(t), if ϖ(x) = ϖ(y), then
x = y. We lift the valuation to vectors, i.e. let (x1 , . . . , xn ) ∈ Σn for some n ∈ IN , then
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Figure 7.2: The Communicating components of Figure 7.1 as a PNID
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ϖ((x1 , . . . , xn )) = (ϖ(x1 ), . . . , ϖ(xn )). The set of all valuations is denoted by V and the
set of all (t, m)-valuations by V (t, m).
for
∏ A binding
∏ transition t with ϖ, denoted by B(t, m, ϖ), is a pair (q, r) ∈
C(p)
× p∈t• IN C(p) , such that for p ∈ • t, q(p)(a) = 1 iﬀ a = ϖ(β((p, t)))
p∈• t IN
and q(p)(a) = 0 otherwise, and for p ∈ p• , r(p)(a) = 1 iﬀ a = ϖ(β((t, p))) and
r(p)(a) = 0 otherwise.
∏
The semantics of a PNID is deﬁned by the LTS N(N, m) = ( p∈P IN C(p) , T × V, →
, m, ∅), where (m1 , (t, ϖ), m2 ) ∈→ iﬀ a binding B(t, m, ϖ) = (q, r) exists such that
(t,ϖ)

q ≤ m1 and m2 + q = m1 + r. We write (N : m1 −→ m2 ) as a shorthand for (N(N, m) :
(t,ϖ)

m1 −→ m2 ) and R(N, m) as a shorthand for R(N(N, m), m).

y

Note that multiple variables can be valuated to the same identiﬁer, as long as the
variables are occurring in the inscription of ingoing arcs. If a transition t is an emitter,
i.e. at least one variable exists that only occurs in inscriptions of outgoing arcs, a (t, m)valuation requires that these variables get a unique identiﬁer that does not exist in m.
This way, new identiﬁers are introduced by ﬁring an emitter.
Consider again the example of Figure 7.2. In the example, let m be the depicted
marking. Place p2 is marked with two tokens, say (x1 , y1 ) and (x2 , y2 ). Places q1 and b
are marked with a single token, say y1 . The valuation σ1 = {x 7→ x1 , y 7→ y1 } is a (t5 , m)valuation. The corresponding binding (q1 , r1 ) is deﬁned by q1 = {p2 7→ [(x1 , y1 )], b 7→
[(y1 )] and r1 = {p1 7→ [x1 , y1 ]}. Transition t5 is enabled with this binding. Its ﬁring
results in a new marking, in which place b becomes unmarked, place p2 is marked with
(x2 , y2 ) and place p1 becomes marked with (x1 , y1 ). Another valuation that is possible in
(N, m) is σ2 = {y 7→ y2 }. Since the variable y is not occurring in one of the inscriptions
on the incoming arcs of u1 , it is a (u1 , m)-valuation. The valuation σ2 deﬁnes the binding
(q2 , r2 ) by q2 = ∅ and r2 = {a 7→ [(y2 )], q1 7→ [(y2 )]}. Firing transition u1 in marking m
with this binding results in a marking m′ where places p2 and q2 did not change, and
places a and q1 are both marked with a token with value (y2 ).
Inhibitor Petri nets with identiﬁers Next, we introduce the notion of inhibitor arcs
to Petri nets. As in classical Petri nets, an inhibitor arc prevents a transition to ﬁre by
imposing an extra precondition on the marking, i.e. that a place should be unmarked.
We extend this notion to identiﬁers. There are several possibilities to extend PNIDs
with inhibitor arcs. A ﬁrst possibility would be to prevent a transition to ﬁre if there
is a token in a place the transition is connected to via an inhibitor arc. However, this
restricts the behavior too much, as it is a statement over all identiﬁers. Therefore we
extend the PNID with coloured inhibitor arcs: it should only prevent a transition to be
enabled if tokens with a certain identiﬁer exist, speciﬁed by an inscription.
Deﬁnition 7.2.4 (Inhibitor Petri net with identiﬁers)
An inhibitor Petri net with identiﬁers (IPNID) N is a 7-tuple (P, T, F, H, α, β, γ), where
• (P, T, F, α, β) is a PNID;
• H ⊆ (P × T ) is the set of inhibitor arcs. For a transition t ∈ T , the set of places
tested for zero is deﬁned as H(t) = {p ∈ P |(p, t) ∈ H};
∏
• γ is an inscription function over the set of inhibitor arcs: γ ∈ (p,t)∈H Σα(p) .
y
Given an inhibitor arc with some inscription and a valuation, there should be no
token in the inhibited place with a value as deﬁned by the inscription. This alters the
enabledness of transitions, by not only checking whether for a valuation enough tokens

131
x

x

p1
x

t1

p4

x

t3

p2

x
x

t2

x

x

t4
x
x
(x,y)

t5
(x,y)
(x,y)
p3
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are present, but it should not be possible to alter the valuation such that a token exists in
the inhibited place while maintaining the values on the variables used by the transition.
Deﬁnition 7.2.5 (Valuation for IPNID)
Let N = (P, T, F, H, α, β, γ) be an IPNID. Transition t ∈ T is enabled in marking m
with (t, m)-valuation ϖ and binding (q, r) if q ≤ m and for all p ∈ H(t), no valuation
ϖ′ : Σ → I exists with ϖ′ (x) = ϖ(x) for x ∈ var(t) and ϖ′ (γ(p, t)) ∈ m(p).
y
Consider the net in Figure 7.3 with marking M satisfying M (p1) = M (p2) =
{1}, M (p3) = {(1, 2)}, using I = IN . Transition t1 in Figure 7.3 is enabled e.g. with valuation ϖ and binding (∅, {p2 7→ 3}) if ϖ(x) = 3. It is not enabled with e.g. a valuation
ϖ′ satisfying ϖ′ (x) = 2, since x ∈ new(t1) and ϖ′ (x) ∈ Id(M ), so ϖ′ is not a (t1, M )′

valuation. For M ′ satisfying M (t, ϖ : M −→) we have M ′ (p1) = M ′ (p2) = {1, 3}.
In marking M ′ , transition t5 is not enabled with any valuation ρ satisfying ρ(x) = 1.
However, it is enabled with a valuation ρ satisfying ρ(x) = 3.

7.3

Expressivity of Petri Nets With Identifiers

In this section, we discuss the expressivity of Petri nets with identiﬁers. More speciﬁcally, we focus on the reachability problem. In [96], the authors have shown that for so
called abstract MSPNs, in which the identiﬁers have no structure at all, the reachability
problem is undecidable. The authors have shown, that if the natural numbers are used as
identiﬁers, such that each time a new identiﬁer is needed, the successor of the last used
identiﬁer is taken, the reachability problem is decidable. In this section we extend the
results to PNIDs. Therefore, we ﬁrst introduce the notion of a PNID with counter place.
The counter place is in every marking marked with the last identiﬁer created. A PNID
with counter place can be ﬂattened to a classical Petri net. To prove that reachability is
decidable, we show that for all PNIDs a PNID with counter place exists.
A natural way of ﬂattening the PNID would be to create for each place in the PNID
and each possible vector of identiﬁers a place in the ﬂattened net. Hence, for each ﬁnite
subset of the set of identiﬁers, this results in a ﬁnite set of places. However, given a
transition t that is enabled in some marking m with (t, m)-valuation ϖ, one of the main
problems is that an identiﬁer which already has been used, but not present in the current
marking, can be assigned to a variable. Therefore, we need to ensure that identiﬁers can
never be used again.
A way to ensure that identiﬁers cannot be used twice, is to encode the set of identiﬁers
using a well-order on the set of identiﬁers. A well-order always has a successor function,
which in turn can be used to create new identiﬁers. Therefore, we extend PNIDs with a
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counter place and two new variables ν − and ν + . The variables ν − and ν + are used to
update the counter place with the latest identiﬁer used, as shown in Figure 7.4. Although
the approach works, it does not have the desired behavior, as it introduces gaps in the set
of used identiﬁers. Consider the marked PNID (N, m) as depicted in Figure 7.4. Choose
I = IN . Then (IN, ≤) is a well-order. Suppose M (c) = [n] for some n ∈ IN . A proper
valuation ϖ would be ϖ(ν − ) = n, ϖ(ν + ) = n + 1 and ϖ(x) = n + 2. Thus, we need
to restrict the set of (t, m)-valuations, such that ν + is always assigned with the last new
identiﬁer. Although this is suﬃcient, the counter place always contains an identiﬁer that
is larger than all identiﬁers used.
A diﬀerent solution is to introduce an injective mapping from the natural numbers
to identiﬁers, assuming IN ∩ I = ∅. We choose to use the natural numbers as index, but
any countable inﬁnite well-ordered set I such that I ∩ I = ∅, could be used. Let S be
the successor function of the well-order (IN, ≤).
Deﬁnition 7.3.1 (Identiﬁer index)
Let I be an inﬁnite set such that IN ∩ I = ∅. An identiﬁer index is a symmetric function
i : I ∪ IN → I ∪ IN such that i(a) = n iﬀ i(n) = a for all a ∈ I and n ∈ IN .
y
Each time we create a fresh identiﬁer, the counter place is updated with the index
of the last created identiﬁer. To do so, we introduce two special variables ν − , ν + , which
are solely used for the creation of fresh identiﬁers. For each emitter transition t, i.e.
new(t) ̸= ∅, we add two arcs, (t, c), labeled ν + , and (c, t), labeled ν − , such that we
are able to update the counter place. Let I ′ = I ∪ IN deﬁne the set of identiﬁers for
counter-placed PNIDs. Recall that the set of emitter transitions of a PNID N is denoted
by E(N ).
Deﬁnition 7.3.2 (Counter-placed Petri net with identiﬁers)
Let N = (P, T, F, α, β) be a PNID. Let c ̸∈ P be a new place. We deﬁne its counter-placed
PNID by N ′ = (P ′ , T, F ′ , α′ , β ′ ) where
• P ′ = P ∪ {c};
• F ′ = F ∪ ({c} × E(N )) ∪ (E(N ) × {c});
• α : P ′ → IN such that α′ (p) = α(p) for all p ∈ P , and α′ (c) = 1. The colour of
α(p)
;
each place p ∈ P ′ is deﬁned as C(p) = I ′
∏
α(p)
′
• β ∈ f ∈F ′ Vf with V(p,t) = V(t,p) = Σ
for p ∈ P ′ , t ∈ T such that:
– β ′ (f ) = β(f ) for all f ∈ F ;
– β ′ (f ) = ν + for all f ∈ (E(N ) × {c});
– β ′ (f ) = ν − for all f ∈ ({c} × E(N ));
The place c is called the counter place of N .

y
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The deﬁnition of a PNID with counter place allows a place to carry a vector of either
natural numbers or a vector of identiﬁers. This way, a PNID with counter place is a
PNID itself. We restrict ourselves to markings in which all places except the counter
place carry tokens with a vector of identiﬁers, and only the counter place carries tokens
with a vector of natural numbers. As in the counter place tokens carry a vector of
length 1, we represent its token value with a natural number, called the counter value.
If in addition the marking satisﬁes the condition that each identiﬁer in the marking has
an index smaller than, or equal to the counter value, the marking is a counter-valued
marking.
Deﬁnition 7.3.3 (Counter-valued marking, counter value)
Let N = (P, T, F, α, β) be a PNID with counter place c ∈ P . A marking m ∈
∏
α(p)
C(p)
is a counter-valued marking if m(p) ∈ IN I
for all p ∈ P \ {c}, m(c) ∈ IN ,
p∈P IN
and there is an n ∈ IN such that m(c) = [n] and i(a) ≤ n for all a ∈ Id(m). The natural
number n is called the counter value of marking m.
y
A counter-valued marking m has the property that the counter value is larger than,
or equal to the index of each identiﬁer present in the marking. After the ﬁring of a
transition t with some (t, m)-valuation, the resulting marking again be a counter-valued
marking. Therefore, the (t, m)-valuation is further restricted to a (t, m)-countered valuation. A (t, m)-countered valuation is a valuation such that all variables, except for ν −
and ν + – the variables to update the counter place – are mapped onto an identiﬁer, and
the variables ν − and ν + are the only variables mapped onto a natural number. More
speciﬁcally, ν − is valuated with the counter value of m, and each creator variable of
transition t is valuated with an identiﬁer whose index is a successor of the counter value,
such that each creator variable has a fresh identiﬁer, and variable ν + updates the counter
value accordingly.
Deﬁnition 7.3.4 (Countered-valuation)
∏
Let N = (P, T, F, α, β) be a PNID with counter place c ∈ P . Let m ∈ p∈P IN C(p) be
a counter-valued marking of N with counter value n ∈ IN . A valuation ϖ : Σ → I ′ for a
transition t ∈ T is a (t, m)-countered valuation if:
• ∀x ∈ Σ \ {ν − , ν + } : ϖ(x) ∈ I;
• ϖ(ν − ) = n, ϖ(ν + ) = n + |new(t)|;
• ∀x ∈ new(t), y ∈ Σ : ϖ(x) = ϖ(y) =⇒ x = y;
• ∀x ∈ new(t) : ϖ(ν − ) < i(ϖ(x)) ≤ ϖ(ν + ).
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We deﬁne the set of all (t, m)-countered valuations for a transition t and marking m by
V (t, m). The set of all possible valuations over I ′ is deﬁned by V .
y
In fact, a (t, m)-countered valuation is a special (t, m)-valuation, with additional constraints, as shown in the next lemma.
Lemma 7.3.5 (A (t, m)-countered valuation is a (t, m)-valuation)
∏
Let N = (P, T, F, α, β) be a PNID with counter place c ∈ P . Let m ∈ p∈P IN C(p) be a
counter-valued marking of N . Then V (t, m) ⊆ V (t, m).
y
Proof. Let ϖ ∈ V (t, m). We need to show that (1) ∀x ∈ new(t), y ∈ Σ : ϖ(x) =
ϖ(y) =⇒ x = y, and (2) ∀x ∈ new(t) : x ̸∈ Id(M ). The ﬁrst directly follows from the
deﬁnition of the (t, m)-countered valuation. Let a ∈ Id(M ) and n be the counter value
of m. Since m is a counter-valued marking, i(a) ≤ n < i(ϖ(x)). Thus, a ̸= ϖ(x). Hence,
the lemma holds.
2
This valuation indeed ensures that each marking reachable from a counter-valued
marking m by ﬁring a transition t ∈ T with a (t, m)-countered valuation is again a
counter-valued marking.
Lemma 7.3.6
Let N∏= (P, T, F, α, β) be a PNID with counter place, let t ∈ T be a transition, let
m ∈ p∈P IN C(p) be a counter-valued marking of N and ϖ ∈ V (t, M ) be a (t, m)∏
(t,ϖ)
countered valuation. Let m′ ∈ p∈P IN C(p) such that (N : m −→ m′ ). Then m′ is a
counter-valued marking.
y
Proof. Let n ∈ IN be the counter value of m, i.e. m(c) = [n]. Then ϖ(ν − ) = n. Let
n′ = n + |new(t)| = ϖ(ν + ). Let (q, r) = B(t, m, ϖ) be the binding corresponding to the
ﬁring of t with ϖ. Then q(c) = [ϖ(ν − )] = [n] = m(c) and r(c) = [ϖ(ν + )] = [n′ ]. Hence,
by the ﬁring rule, m′ (c) = [n′ ]. By deﬁnition of ϖ, we have i(ϖ(x)) ≤ ϖ(ν + ) = n.
Hence, m′ is a counter-valued marking.
2
As a consequence, the behavior of a PNID with counter place with only countered
valuations is a subset of all possible behavior of the PNID with counter place. To show
this, we ﬁrst deﬁne the counter-valuation behavior of a PNID with counter place by an
LTS.
Deﬁnition 7.3.7 (Counter-valuation behavior)
Let N = (P, T, F, α, β) be a PNID with counter
∏ place c ∈ P . We deﬁne its countervaluation behavior by an LTS N(N, m) = ( p∈P IN C(p) , T × V , → , m, ∅), where
(m1 , (t, ϖ), m2 ) ∈→ iﬀ ϖ ∈ V (t, m) and a binding (q, r) ∈ B(t, m1 , ϖ) exists such
(t,ϖ)

that q ≤ m1 and m2 + q = m1 + r. We write (N : m1 −→ m2 ) as a shorthand for
(t,ϖ)

(N(N, m) : m1 −→ m2 ) and R(N , m) as a shorthand for R(N(N, m), m).

y

In fact, since each (t, m)-countered valuation is also a (t, m)-valuation, the countervaluation behavior only restricts the behavior of the PNID. Hence, a PNID simulates its
PNID with counter place.
Corollary 7.3.8
Let N = (P, T, F, α, β) be a PNID,
and N = (P ′ , T, F ′ , α, β) its corresponding PNID
∏
with counter place. Let m0 ∈ p∈P ′ IN C(p) be a counter-valued marking. Deﬁne Q =
∏
{(m, m|P ) | m ∈ p∈P ′ IN C(p) }. Then ρH (N(N, m0 )) s ≼Q N(N, Q(m0 )), where H =
{((t, σ), (t, σ|Σ\{ν − ,ν + } )) | t ∈ T, σ ∈ V }.
y
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Figure 7.6: A PNID with its corresponding PNID with counter place

The reverse does not hold, i.e. the PNID is not simulated by the PNID with counter
place. In fact, in general such a simulation relation does not exist, as shown by the
example marked PNID in Figure 7.6. In the marked PNID (N, m) (Figure 7.6(a)),
transition t is enabled with some valuation ϖ1 = {x 7→ a} for some a ∈ I. Firing this
transition and valuation results in a token with identiﬁer a in place p. Hence, transition
u is enabled with valuation ϖ2 = {x 7→ a, y 7→ b}, for some b ∈ I with a ̸= b. Its
ﬁring produces a token with identiﬁer b in place q. Transition t is again enabled with
valuation ϖ1 . Now consider the same ﬁring sequence in the corresponding PNID with
counter place, and suppose the counter value n is equal to the predecessor of the index
of a, i.e. i(a) = n + 1, and a is succeeded by b, i.e. i(b) = i(a) + 1. Transition t is
enabled in this marking with valuation ϖ1 = {ν − 7→ n, x 7→ a, ν + 7→ n + 1}. Firing
transition t with ϖ1 results in a token in place p with identiﬁer a, and the counter
value of the reached marking is n + 1. Next, transition u is enabled with valuation
ϖ2 = {ν − 7→ n + 1, x 7→ a, y 7→ b, ν + 7→ n + 2}. Its ﬁring results in a marking in
which place q is marked with a token with identiﬁer b and counter value n + 2. Since
i(a) < n + 2, transition t with valuation ϖ1 is not enabled, whereas it was enabled in the
PNID without counter place. Hence, the PNID is not simulated by the corresponding
PNID with counter place.
The structure of the countered valuation ensures that once an identiﬁer has been
removed from a marking, it can never reappear. This way, the counter place encodes the
set of identiﬁers generated. A (t, m)-countered valuation of a transition t in a marking
m uniquely determines the set of newly created identiﬁers – while the variable assignment remains undeterministic. This allows for the ﬂattening of this class of PNIDs to
a classical Petri net. In general, ﬂattening a PNID results in an inﬁnite classical Petri
net. Therefore, we introduce n-bounded behaviour for PNIDs with counter place, which
restricts the behavior of a PNID with counter places to identiﬁers with an index smaller
than or equal to n.
Deﬁnition 7.3.9 (n-bounded counter-valuation behavior of a PNID with
counter place)
Let N = (P, T, F, α, β) be a PNID with counter place c ∈ P . Let n ∈ IN . We deﬁne
Cn (p) = Inα (p) for p ∈ P \ {c} and Cn (c) = {0, . . . , n} for n ∈ IN and Cω (c) = IN .
In = {a ∈ I | i(a) ≤ n} if n ∈ IN and Iω = I, V n = {ϖ ∈ V | Dom(ϖ) ⊆ In }, and
V n (t, m) = V (t, m) ∩ V n .
∏
We deﬁne the n-bounded behavior of N by the LTS Nn (N, m) = ( p∈P IN Cn (p) , T ×
Vn , → , m, ∅), where (m1 , (t, ϖ), m2 ) ∈→ iﬀ ϖ ∈ V n (t, m) and a binding (q, r) ∈
(t,ϖ)

B(t, M1 , ϖ) exists such that q ≤ m1 and m2 + q = m1 + r. We write (N n : m1 −→
(t,ϖ)

m2 ) as a shorthand for (Nn (N, m) : m1 −→ m2 ) and R(N n , m) as a shorthand for
y
R(Nn (N, m), m).
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In the ﬂattening, we create for each place p in the PNID a place pa for each possible
token value a ∈ I α(p) . For each transition t and possible (t, m)-countered valuation ϖ,
we create a new transition tϖ , which we connect to the places pa deﬁned by the preset
of t and the valuation.
Deﬁnition 7.3.10 (Flattening PNID with counter place)
Let N = (P, T, F, α, β) be a PNID with counter place. Let n ∈ IN . We deﬁne the
n-bounded ﬂattened Petri net Ñn = (P̃ , T̃ , F̃ ) by:
P̃
T̃

= {pa | p ∈ P ∧ a ∈ Cn (p)}
= {tϖ | t ∈ T ∧ ϖ ∈ Vn }

F̃

= {(pϖ((p,t)) , tϖ ) | (p, t) ∈ F ∩ (P × T ) ∧ ϖ ∈ Vn }
∪

{(tϖ , pϖ((p,t)) ) | (t, p) ∈ F ∩ (T × P ) ∧ ϖ ∈ Vn }
y

Lemma 7.3.11 (n-bounded ﬂattening is ﬁnite)
Let N = (P, T, F, α, β) be a PNID with counter place. Let n ∈ IN . Then its ﬂattened
net Ñn = (P̃ , T̃ , F̃ ) is ﬁnite.
y
Proof. To ∑
show that Ñn is ﬁnite, we need to show that both P̃ and T̃ are ﬁnite. We
have |P̃ | = p∈P (n + 1)α(p) and |T̃ | = |T | · (n + 1)|Σ(N )| . As Σ(N ) is ﬁnite, also |T̃ | is
ﬁnite.
2
Consider the example marked PNID with counter place (N, M0 ) of Figure 7.5. Figure 7.7 shows the ﬂattened net Ñ2 . Note that there is no valuation ϖ for transition t
with ϖ(ν − ) = 1, since then ϖ(ν + ) = 3, which is not in I2 . Removing all dead parts
from Ñ2 results in the net depicted in Figure 7.8.
To compare the counter-valuation behavior of the PNID with counter place with the
behavior deﬁned by the ﬂattened classical net, we need to translate the marking of the
PNID into a marking of the ﬂattened classical net. Therefore, we introduce the bijective
function M that maps each token of the coloured net to the corresponding place in the
ﬂattened net.
Deﬁnition 7.3.12 (Mapping of markings of a PNID with counter place to its
ﬂattened net)
Let n ∈ IN , N = (P, T, F, α, β) be a PNID with counter place c ∈ P , and let Ñn =
∏
(P̃ , T̃ , F̃ ) be its ﬂattened Petri net. We deﬁne the relation M : p∈P IN Cn (p) → IN P̃ by
M(m) = m̃ ⇔ ( ∀p ∈ P, a ∈ Cn (p) : m(p)(a) = m̃(pa ) )
for m ∈

∏
p∈P

IN Cn (p) and m̃ ∈ IN P̃ .

y

An important property of this mapping function is that it distributes over bag addition: the mapping of the sum of two markings is identical to the sum of the mapping of
both markings, as shown in the next corollary.
Corollary 7.3.13
∏ (Mapping distributes over addition)
Let m1 , m2 ∈ p∈P IN C(p) . Then M(m1 + m2 ) = M(m1 ) + M(m2 ).

y
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Figure 7.7: The ﬂattening of Figure 7.5 for a marking m with Cm = 2 and I = IN
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Figure 7.8: Result after removal of dead parts in Figure 7.7

By deﬁnition of the ﬂattening, each transition in the ﬂattened net corresponds to
a transition in the PNID with counter place, together with a valuation and vice versa.
This hints for the existence of an isomorphism on the LTSs of the PNID with counter
place and its ﬂattened net. To prove this, we ﬁrst show that the mapping M respects the
transition ﬁring: given a transition t, a counter-valued marking m and a (t, m)-countered
valuation, M maps each constituent of the imposed binding to the preset and postset of
the corresponding transition in the ﬂattened net.
Lemma 7.3.14 (Relation mapping and ﬁring of transitions)
∏
Let N = (P, T, F, α, β) be a PNID with counter place c ∈ P , and m ∈ p∈P IN C(p) be
a counter-valued marking. Let Ñ = (P̃ , T̃ , F̃ ) be the m(c)-bounded ﬂattening of N . Let
•
y
B(t, M, ϖ) = (q, r). Then M(q) = χ( Ñ• (tϖ )) and M(r) = χ((tϖ )Ñ ).
Proof. Let p ∈ P and a ∈ Cn (p). For q we have q(p)(a) = 1 iﬀ a = ϖ(β((p, t))), and
q(p)(a) = 0 iﬀ a ̸= ϖ(β((p, t))).
Suppose a = ϖ(β((p, t))). By construction of Ñ , we have (pa , tϖ ) ∈ F̃ . Thus
pa ∈ Ñ• tϖ . Otherwise, i.e. a ̸= ϖ(β((p, t))), then q(p)(a) = 0. By construction of Ñ ,
pa ̸∈ Ñ• (tϖ ). Hence M(q) = χ( Ñ• (tϖ )).
A similar argument holds for M(r) = χ(tϖ •Ñ ).
2
The lemma above shows that the mapping M respects the ﬁring rule: given a transition, a marking and a counter valuation, the imposed binding is mapped onto the preset
and postset of the corresponding transition in the ﬂattened net. Since there also exists a bijection between transitions and valuations in the counter-valued behavior of a
PNID with counter place and the transitions in the ﬂattened classical net, it is simple
to show that the LTSs of the counter-valued behavior and the ﬂattened classical net are
isomorphic.
Theorem 7.3.15 (LTSs of PNID with counter place and its ﬂattened net are
isomorphic)
Let n ∈ IN , let N = (P, T, F, α, β) be a PNID∏
with counter place, and let Ñn = (P̃ , T̃ , F̃ )
be its n-bounded ﬂattened Petri net. Let m ∈ p∈P IN Cn (p) be a counter-valued marking.
Then the reachability graphs of Nn (N, m) and N (Ñn , M(m)) are isomorphic.
y
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Proof. Let H = {((t, ϖ), tϖ ) | t ∈ T, ϖ ∈ V }. Relation H is a total bijective function.
Since also relation M is a total bijective function, it is suﬃcient to prove the theorem by
showing that a transition t ∈ T with a valuation ϖ can ﬁre in N if and only if transition
tϖ can ﬁre in the ﬂattened
net Ñ .
∏
Let m1 , m2 ∈ p∈P IN Cn (p) be two markings of N , t ∈ T a transition of N and
(t,ϖ)

ϖ ∈ Vn (t, m1 ) be a (t, m1 )-countered valuation such that (Nn : m1 −→ m2 ). Deﬁne
B(t, m1 , ϖ) = (q, r). Then
(t,ϖ)

(Nn : m1 −→ m2 )
≡ { Deﬁnition of ﬁring rule }
m2 + q = m1 + r
≡ { Relation M is a bijective function }
M(m2 + q) = M(m1 + r)
≡ { Relation M distributes over addition }
M(m2 ) + M(q) = M(m1 ) + M(r)
≡ { Lemma 7.3.14 }

•

M(m2 ) + χ( Ñ• (tϖ )) = M(m1 ) + χ((tϖ )Ñ )
≡ { Firing rule for Petri nets }
t

ϖ
(Ñ : M(m1 ) −→
M(m2 ))

2
The theorem above shows that if we bound the counter-valuation behavior of a PNID
with counter place, the reachability graphs of the PNID and its ﬂattened net are isomorphic. Therefore, the reachability problem for PNIDs with counter place is decidable.

7.4

Generation of Database Transactions

As shown in Chapter 3, a component consists of a data view and a process view. A
component needs to retrieve and update all kinds of data. This requires both concurrent
handling of transactions and maintaining consistency of the data. In this section, we show
a method to integrate objects and Petri nets with identiﬁers. We model objects and their
relations using object models. An Entity Relationship Diagram (ERD), as introduced
by Chen [34] is a subset of the object models, as it does not support inheritance. Given
a database instance consisting of entities and relations, each entity belongs to a certain
entity type, and each association between two entities is of a certain relation between
two entity types. Each entity in an association should be of the right entity type deﬁned
by the relation. If this is the case, and the associations do not violate the cardinality
constraints, the database instance is consistent.
Each ERD has a straightforward translation into a PNID: each entity type E corresponds to a place pA with vectors of identiﬁers of length 1 (i.e. α(pA ) = 1), and each
relation R corresponds to a place pR containing vectors of identiﬁers of length 2 (i.e.
α(pR ) = 2), as shown in Figure 7.9. A marking of such a PNID, i.e. the tokens in
each place resemble an entity, if it carries a single identiﬁer, or an association between
two entities (a token with a pair of identiﬁers). This way, the marking of the PNID
represents the database instance of the speciﬁed ERD. If a transition needs an entity
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Figure 7.9: Example ERD with three entity types translated into a PNID

of a certain type or association, an arc is drawn to the corresponding place. This way,
the database instance is manipulated by the PNID, and each marking corresponds to a
database instance. This allows the modeler to enrich the behavioral model with abstract
data operations like object creation, retrieval, update, and deletion (the so called CRUD
operations).
In the remainder of this section, we present a method to build database transactions
using PNIDs. In fact, it can be seen as a programming style, in which objects are
represented by their identiﬁer and transitions manipulate these objects.

7.4.1

Database Transactions

A transaction is a process updating a database instance in such a way that starting with
a consistent instance will result in a consistent instance too. During a transaction, the
instance may be inconsistent for some time. Transactions should fulﬁll the ACID properties [102]: atomicity, i.e. it should be executed completely or not at all, consistency, i.e.
it should preserve all constraints, isolation, i.e. it is not inﬂuenced by other concurrently
executed transactions, and durability, i.e. changes made should persist.
Concurrency has been thoroughly studied, see e.g. [51, 102], and most database management systems have support for concurrent transaction management. However, the
support for consistency is limited. The design of individual complex database transactions is mainly considered as a programmer’s task, as the authors of [102] state: it is
the programmer’s responsibility to deﬁne properly the various transactions, so that each
preserves the consistency of the database, i.e, the programmer has to ensure that his
transactions preserve consistency of the database.
Database languages like SQL do not guarantee the consistency of a database. Operations like insert and delete only work on single tables. As soon as multiple entities of
diﬀerent tables have to be updated, transactions, i.e. a sequence of SQL statements, are
needed. Techniques like stored procedures and triggers assist the programmer, but do
not guarantee consistency. One technique for guaranteeing cardinality constraints, and
implicitly, referential integrity, is the construction of a table structure such that each insertion and deletion of records in tables preserves some of the constraints [19, 24, 38, 39],
but not all cardinality constraints can be ensured by this construction.
Transactions have as input a message, and they operate on an instance of the
database. A transaction has as output a new instance of the database. In this section,
we show how we can generate from an ERD a Petri net that represents a transaction.
We consider a transaction in isolation, i.e. management of concurrent transactions is
not part of the generated transactions. In a transaction, we often need to check whether
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a speciﬁc instance of a relation or entity exists. Therefore, we base a transaction on
PNIDs with inhibitor arcs.

Deﬁnition 7.4.1 (Transaction)
Let S = (O, A, ∅, R, σ, τ ) be an ERD, and IS = (IO , IA , IR ) be an instance of it. A
transaction on IS is a a marked IPNID (N, m) with N = (Pin ∪ Pdb ∪ Ph , T, F, H, α, β, γ),
where Pin is the set of input places, Pdb = (E ∪ R) is the set of database places, Ph is the
set of internal places, and Pin , Pdb and Ph are pairwise disjoint. For all places p ∈ Ph
holds m(p) = ∅, for all places A ∈ (E ∩ Pdb ) holds m(A) = IO (A), and for all places
r ∈ R ∩ Pin holds m(r) = IR (r).
y
Note that many transactions share the same Petri net speciﬁcation, and only diﬀer in
the initial marking.
After the execution of the transaction on a consistent instance, the new instance
should be consistent again, and there should not be “garbage” in the net and no transitions of the transaction should be enabled, i.e. in the ﬁnal marking, there are no
transitions enabled, and all internal and input places are empty. We call this property
database soundness.
Deﬁnition 7.4.2 (Sound transaction)
A transaction is called db-sound if and only if it satisﬁes the following two properties:
1. for all reachable markings, a ﬁnal marking is reachable in which all internal places
are in their initial state, and the input places are empty,
2. the ﬁnal database instance satisﬁes all cardinality constraints, if the initial instance
also satisﬁed the cardinality constraints.
y
We present algorithms in the form of PNIDs that generate, given an ERD, three types
of transactions: (1) delete transactions, (2) update transactions, and (3) complex insert
transactions. In all cases, these transactions will be sound, which can easily be veriﬁed
by inspection of the constructed Petri nets.

7.4.2

Deletion Transactions

When an entity has been deleted, consistency of the newly created instance should be
veriﬁed. The removal of an entity also requires the removal of the associations it is connected to. This can cause the instance to violate the cardinality constraints. If deletion of
the entity causes the instance to be inconsistent, either the deletion should be canceled,
or the deletion should be cascaded to other entities as well. In this subsection, we focus
on cascading. Figure 7.10 shows the deletion of an instance. For each relationship r with
source or target entity type A, there is one subnet (depicted by the rectangles). The
processes in these subnets can be executed concurrently, denoted by three rectangles;
nodes outside the rectangles, connected to a node within the rectangles, are connected
to each subnet. If the cardinality between A and r is 0..∗ or 0..1, the Petri net of Figure 7.10(a) is generated. Otherwise, the Petri net of Figure 7.10(b) is generated. In
both Petri nets, if a does not exist in the current instance, transition nex A is enabled.
Otherwise, transition del A deletes the entity from A and propagates the token to each
subnet. Next, all associations with a are removed from r by transition del r, until there
are no associations with a left, and transition ﬁn r becomes enabled. Depending on the
cardinality of relation r on target entity type B, the associated elements of a need to
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Figure 7.10: Delete transaction for entity A

be deleted. If the relation r is optional for B, i.e. Cτ (r) ∈ {0..∗, 0..1}, the constraints
for the associated elements are not violated, and therefore need no check whether they
should be removed.If r is mandatory, i.e. Cτ (r) ∈ {1..∗, 1..1}, transition del r produces
a token with the associated entity b. If b is connected to a diﬀerent entity of type A, b
does not violate the cardinality constraints, which is tested by transition ex. If there is
no such entity, the associated entity b needs to be deleted as well, and thus, transition
nex is enabled and produces a token with identiﬁer b in place del B. This place is the
initial place of the generated deletion transaction of entity B.
The generated transaction is db-sound, since transition del r can only ﬁre as many
times as there are associations with entity a, which is a bounded number of times. Worst
case, the procedure can be called for each associated entity, which is again a bounded
number of times. Therefore, eventually, the transaction will reach a marking in which
no transition is enabled, and all places, except the places representing the entity types
and relations, are empty. The second property of soundness is trivial.
Consider again the ERD depicted in Figure 7.9. Deletion of A propagates to deleting
associations from R. As B has zero or more associations of type R, deleting an association with A does not violate the cardinality constraints. The same holds for removing
an association of relation g. When removing an association of relation f , for both entity types A and C the instance need to be veriﬁed. The resulting PNID is shown in
Figure 7.11.

7.4.3

Update Transactions

When an entity is substituted for another entity, all relations the entity is associated with,
either as source or as target, need to be updated as well. We focus on the substitution
of a single entity. The update transaction generated uses the construction shown in
Figure 7.12. The transaction takes entities a and a′ of type A, where a is the entity to
be substituted, and a′ the entity to substitute with. If a is not present in the current
instance, transition nex a is enabled. Otherwise, transition ex a is enabled. In the ﬁrst
case, the entity to substitute is disregarded. In the latter case, it is checked whether a′
exist in the current instance. If there is no token with identiﬁer a′ in place A, transition
nex a’ is enabled and substitution is no problem. Transition ins a removes token a and
inserts token a′ . Then, in the subnets deﬁned by Update Relations, all associations with
a are transformed into associations with a′ .
The subnet Update Relations substitutes entity a by entity a′ for each association with
source a. The rectangle shows the subnet which is repeated for each relation. While an
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Figure 7.11: Delete transaction for the ERD depicted in Figure 7.9

association with a exists, transition upd updates the association and replaces a by a′ .
If there are no associations with a anymore, transition ﬁnUpd ﬁres. The pattern for
associations with a as target entity type is symmetrical with this pattern: the vector
(a, b) is replaced by (b, a) and (a′ , b) by (b, a′ ).
On the other hand, if a token exists with identiﬁer a′ in place A, transition ex a’ is
enabled, and each relation with A needs to be checked whether the substitution is allowed.
This is represented by the subnets Check Relations, which is concurrently added for each
relation connected to A. Each relation is checked. If the substitution is allowed, the
check, represented by the diamond check condition either produces a token in place ok,
or a token is produced in place nok. If all checks produced a place in their ok place,
transition allOk is enabled, and produces a token in place globalOk. If one of the checks
produces a token in its nok place, an undo, i.e. a rollback, is needed. If there is no token
in place rollback, transition t1 is enabled, and puts a token in rollback. Otherwise, i.e.
rollback already contains a token, transition t2 removes the token from the nok place,
and transition t3 removes the token from the ok place. If there are no tokens left in all ok
and nok places, transition cancel is enabled, and produces a token in the place globalNok.

144

Integration of Data and Processes in Components
(a,a’)

nex a

(a,a’)
ex a

a

Check Relations

(a,a’)

nex a’
(a,a’)
a’

ex a’

(a,a’)
a

prop
(a,a’)

(a,a’)

a’

(a,a’)
(a,a’)

(a,a’)

(a,a’)
(a,a’)

A

(a,a’)

(a,a’)
a’

(a,a’)

a

a
collect
(a,a’)
(a,a’)

(a,a’)

ins a
(a,a’)

(a,a’)

globalOk

rem a

(a,a’)

(a,a’)

(a,a’)
t3

nok
(a,a’)

t2

(a,a’)

(a,a’)

t1

(a,a’) (a,a’)

(a,a’)
rollback

prop rel
(a,a’)

(a,a’)
(a,a’)
Canceled
(a,a’) (a,a’)
upd r

(a,a’)

check
condition

ok

(a,a’)

(a,a’)

globalNok

(a,a’)

(a,a’)

cancel
(a,a’)

(a,a’)

finUpd r

(a’,b) (a,b)

(a,b)
r

Update Relations

Figure 7.12: Substitution of an entity

If a token is produced in place globalOk, substitution is allowed by all relations.
Token a is removed from place A, and all associations with a are updated accordingly.
Otherwise, a token is produced in place globalNok, and transition canceled is enabled.
The PNID presented in Figure 7.12 satisﬁes the ﬁrst two properties, i.e. from all
markings a dead marking is reachable where all internal and message places are empty.
However, we still need to check the third condition for soundness of the transaction.
Substitution is not allowed if it violates a cardinality constraint. The circumstances
under which a constraint is violated, depend on the source and target cardinality of the
relation. Let r be a relation from entity type A to entity type B, and let a and a′ be
two diﬀerent entities of type A present in the instance. Table 7.1 shows the conditions
to allow substitution. If the source cardinality of r is 0..∗ or 1..∗, substitution is always
possible, since there is no upper bound on the number of associations. If such an upper
bound exists, i.e. the cardinality allows for at most one entity of type A, substitution
is not always possible. Suppose (a, b), (a′ , b′ ) ∈ IR (r) are two associations of r. If b and
b′ are identical, substitution is no problem. If b ̸= b′ , a′ would be connected with two
diﬀerent entities of type B, which violates the cardinality constraint. If in addition the
target cardinality requires entities of type B to be connected with at most one entity of
type B, i.e. the target cardinality , it is never allowed, since then always b ̸= b′ .
Figure 7.13 depicts the PNIDs to check both conditions. The only diﬀerence in the
two PNIDs is in checking whether b and b′ are identical. For condition 1, this needs
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Figure 7.13: Checking conditions for substitution

to be checked, whereas for condition 2, if both exist, the instance consistency ensures
both are diﬀerent. In the PNID depicted in Figure 7.13(a), if an association (a, b) does
not exist, transition nex (a, b) produces a token in place ok. If the association exists,
transition ex (a, b) ﬁres and produces a token with a vector of identiﬁers (a, a′ , b). Next,
a check is performed whether an association (a′ , b′ ) exists. If the association does not
exist, transition nex (a′ , b′ ) ﬁres and puts a token in place ok. Otherwise, transition
ex (a, b) ﬁres, and produces a token with vector of identiﬁers (a, a′ , b, b′ ). If b and b′
are equal, which is checked by the arc to transition eq (b, b′ ), which is inscribed with
(a, a′ , b, b), thus requiring b and b′ to be equal. If this transition is enabled and ﬁres, it
produces a token in ok. Otherwise, b and b′ are not equal, enabling transition neq, which
on ﬁring produces a token in place nok. In condition 2, depicted in Figure 7.13(b), the
check whether the two entities of type B are equal is omitted. Therefore, the identiﬁer
b does not need to be passed.

7.4.4

Checking Consistency

Inserting a single entity or association is often not possible due to cardinality constraints.
Hence, we need to ensure that after inserting the new entities and relations, the instance is
consistent again. Therefore, we introduce in this section a procedure to check consistency
Table 7.1: Conditions when a substitution of a by a′ ̸= a is allowed for relation r

B
0..∗
1..∗
A
0..1
1..1

0..∗
always
always
condition 1
condition 1

Condition 1:
Condition 2:

1..∗
always
always
condition 1
condition 1

0..1
always
always
condition 2
never

1..1
always
always
condition 2
never

∀b, b′ ∈ IE (B) : {(a, b), (a′ , b′ )} ⊆ IR (r) =⇒ b = b′
¬∃b, b′ ∈ IE (B) : {(a, b), (a′ , b′ )} ⊆ IR (r)
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using PNIDs. The main Petri net is show in Figure 7.14. The model checks for each
entity whether the cardinality constraints are satisﬁed. If all constraints are satisﬁed,
a token is produced in place ok. Otherwise, a token is produced in place nok. The
procedure consists of two stages. In the ﬁrst stage, the tokens present in entity A are
copied to place cp A by transition copy A. If all entities are copied, transition t1 ﬁres,
and all entities are placed back in place A by transition reput A. If all entities are placed
back, transition t2 is enabled. This construction ensures that after ﬁring of transition t2 ,
place A is marked as in the initial marking. Note that after the ﬁring of transition t2 ,
the marking of place cp A is identical to place A. Furthermore, the construction ensures
that transition t3 can only ﬁre if the marking of place A and tmp A are identical.
In the next stage, the entities are checked, represented by the diamond Check Entity.
The diamond either produces a token in place ok A or in place nok A. The place tmp A
keeps track of the entities that are being checked. The diamond check Entity represents
the choice whether the entity is correct or not. It either produces a token in place ok A,
or a token in nok A. Transition t5 removes all checked entities that were correct. If all
entities are correct, a token is produced in place correct by transition t4 . If all entities
have a token in correct, the whole instance is correct, and transition all OK is enabled.
If an entity was not correct, i.e. the entity violates a cardinality constraint, transition
t7 becomes enabled, and transition t4 cannot become enabled for this entity type. Upon
ﬁring of transition t7 , transition t5 cannot become enabled. Transitions t7 , t8 and t9
clean up all tokens in nok A and ok A. When all tokens have been cleaned up, transition
t6 becomes enabled and produces a token in place incorrect. Since transitions t4 and t6
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Figure 7.16: Checking cardinality constraints for relations

are only enabled if place tmp A is empty, if place correct or place incorrect is marked,
all other internal places are empty.
The Petri net is constructed such that as soon as place incorrect becomes marked,
transition all OK cannot become enabled. If place incorrect is marked, and the place
remove is not yet marked, transition t12 is enabled and produces a token in place remove.
Transitions t10 and t11 empty places correct and incorrect. If both places are empty,
transition not OK is enabled.
The diamond Check Entity represents the subnet depicted in Figure 7.15. It has
one input place and two output places ok A and nok A. For each relation entity type
A is connected to, either as source or as target entity type, the cardinality constraints
have to be checked. This is depicted by the three rectangles. Transition check relations
propagates the entity to all the relations entity type A is connected to. Place c models
the check being executed.
The diamond check condition represents the choice, and it is substituted by one of the
nets depicted in Figure 7.16 and . If all checks produce a token in place ok r, transition
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all OK is enabled. If one of the checks fail, i.e. a token is produced in place nok r,
this transition cannot become enabled. As soon as a token is produced in place nok r,
transitions t1 , t2 and t3 empty the places nok r and ok r. If for each relation these places
are empty, transition not OK ﬁres, and produces a token in place nok A.
For each entity, we need to check whether the associations in which the entity is
involved, are consistent with the schema. Each association is checked twice: once for the
source, and once for the target. If for all associations both checks succeed, the association
is correct.
For each of the four possible cardinalities, 0..∗, 1..∗, 0..1 and 1..1 we need a diﬀerent
check, as depicted in Figure 7.16. In case the cardinality is 0..∗, the association is always
correct, and for 1..∗, we only need to ensure the presence of at least one association.
In case there is at most one association, if such an association exists, transition ex(a, b)
consumes this association from place r. If there does not exist another association with
a, transition nex(a, b′ ) is enabled, and a token is produced in ok r. In case there is a
second association with a, transition ex(a, b′ ) is enabled. After ﬁring this transition,
the association consumed by transition ex(a, b) is placed back in place r, and a token is
produced in place nok r.
The diﬀerence between the check for 0..1 and 1..1 is the place transition nex(a, b)
produces in. In the ﬁrst, it produces in ok r, in the latter such an association should
exist, and hence, transition nex(a, b) produces a token in place nok r.

7.5

Conclusions

In this chapter we studied the integration of data objects and processes. For this, we
introduced the class of Petri nets with Identiﬁers (PNID), in which each token is labeled
with a vector of identiﬁers. In this chapter, we have shown that, if we deﬁne an index
on the identiﬁers, and this index is well-ordered, reachability is decidable for a subclass
of PNIDs. In this class, we deﬁne a special place, called the counter place, which keeps
the index of the identiﬁer created last. For each upper bound on the index, and thus, by
restricting the behavior of the PNID to ﬁrings that maintain this property, the number
of identiﬁers created in the PNID is bounded.
In this chapter, we have shown the applicability of PNIDs to the creation and manipulation of data objects in components. In fact, with PNIDs we are able to model the
four basic data operations: creation, retrieval, update, and deletion. Given an ERD, i.e.
an object model without inheritance, we are able to generate transactions for each of the
four basic operations that maintain consistency of the database.
By extending the class of Petri nets with Identiﬁers with coloured inhibitor arcs, we
are able to prevent transitions to ﬁre if tokens with a certain valuation exist. This way,
the class is powerful enough to model more complex data operations. Using the coloured
inhibitor arcs, we are able to model complex database transactions as Petri nets such
that cardinality constraints in the database model are maintained.
The ability to combine identiﬁers using a vector allows the modeler to relate objects,
and thus allows for modeling message passing. Although vectors allow for relating identiﬁers, a vector has a ﬁxed length. The model does not allow constructs in which any
number of identiﬁers should be related. Also hierarchy is not taken into account, as each
identiﬁer represents an object, rather than a class of objects.
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8
Prototyping Component-Based Information Systems

In this chapter we present a methodology for the ﬁrst four phases of the development of a
component-based information system: (1) user requirements, (2) functional architecture,
(3) software architecture, and (4) the prototyping phase. The methodology is supported
by a tool consisting of a Petri net based workﬂow engine, a standard document manager
and a standard database system.

8.1

Introduction

In this chapter we describe a methodology for the early stages of the development of a
component-based information system, resulting in a prototype of the system. Business
units in an organization typically handle cases. Typical examples of such cases are
claims in an insurance company, patients in a hospital, trip reservations in a travel agent
system, sales orders in an auctioning system and orders in a manufacturing company. In
a component-based information system, cases are typically related, like the handling of
an invoice at the ﬁnancial department and the handling of products at the stock.
In the previous chapter, we introduced the notion of identiﬁers to model message
passing. In this chapter, we use these identiﬁers to handle cases. A case is an instance of
a case type. A case type has two characteristics: (1) a workﬂow, i.e. a partially ordered
set of tasks to be performed, and (2) a case document type, an instance of which is a case
document. Tasks for a case are performed by actors, which are usually human beings,
although software agents are becoming widely used as an alternative. Each task requires
a particular view on the case data, and task execution results in updating this view. A
task of the insurance company can be the registration of a claim; at a hospital it could
be taking the blood pressure of a patient by a nurse. While handling the case, the case
document may grow and at the end it contains all relevant information about the case.
Case handling usually also requires data that does not depend on a particular case,
so-called global data. Global data concerns background information, such as addresses
or a product catalogue, and management information, which is aggregated information
over the cases, such as the number of running cases or the total number of cases having
reached a particular state.
A component-based information system consists of (1) a workﬂow manager for the
execution of workﬂow processes, (2) a document manager for retrieving and updating
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case documents and (3) a database manager (DBMS) for the manipulation of global
data. The workﬂow engine determines for each case which tasks are enabled and sends a
relevant view of the case document and the global data to the role that will handle this
task.
The design of such a system requires modeling of workﬂow processes, case documents
and the global data. The methodology we propose is a continuation of the research presented in [61] where use cases are modeled as workﬂows. In this chapter, the emphasis
is on the integration with the data perspective and the use of the prototyping environment. We developed a tool speciﬁcally tuned for modeling and prototyping. The tool
consists of a workﬂow engine YasperWE that is derived from the Petri net modeling tool
Yasper [59,60], the commercial document manager Infopath (part of the MS Oﬃce suite)
and a standard ODBC database manager (in our situation MySQL). The speciﬁc components of the prototyping environment are not particularly relevant but more a proof
of concept of the approach, i.e. they can be replaced by similar components.
Related work In literature, information systems that handle cases are named case
handling systems (CHS) [17]. a CHS is considered to be more data-driven than a workﬂow
management system. The authors state that too ﬁne grained activities in workﬂow
systems are restricting the user too much. As a solution to this problem, they propose
a less granulated approach by enabling activities based on case data, and by allowing to
skip or to redo activities. In our approach, the workﬂow manager is used to control the
overall process of coarse grained activities, while the document manager regulates the
operations on the case data by deﬁning rules about data dependencies, such as mandatory
or optional data elements. For example, instead of deﬁning the addition, updating and
deletion of products in an oﬀer as diﬀerent and successive activities, we consider the
order creation just as one activity.
For modeling workﬂows the Petri net formalism is very suitable [3, 91, 94]. Since
document handling requires data manipulation, the formalism of coloured Petri nets
and their supporting tools (e.g. [6, 93]) seem to be a good solution for modeling and
prototyping component-based information systems, as proposed in e.g. [35,54]. However,
handling case documents requires particular functionality that already is available in
document managers. The same holds for data manipulation functions in a database
manager. It is not very eﬃcient to imitate this functionality in a coloured Petri net tool.
In [75] a more general approach for information systems is described, but it does not use
formal methods.
This chapter is organized as follows. In Section 8.2 we introduce a running example.
We present our design methodology in Section 8.3. In Section 8.4 we show how the tool
Yasper can be used to model workﬂow processes. Next, in Section 8.5, we show how
Infopath can be used to model case documents and how the case document and workﬂow
processes are integrated using our tool YasperWE. Concluding remarks are given in the
last section.

8.2

Running Example

As a running example we consider the development of a generic web shop system. The
web shop has to serve as a mediating party between customers and suppliers. The
products the web shop oﬀers are composed out of parts delivered by several suppliers.
Diﬀerent suppliers may oﬀer the same part. Also the transportation of orders is performed
by third parties. The web shop follows the “make-to-order” principle, which means that
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Figure 8.1: The web shop and its actors

it has no stock and all components are ordered on demand at the diﬀerent suppliers.
Figure 8.1 depicts the web shop and the actors involved in the system.
The system has no domain speciﬁc information and therefore can be used in any
branch. To run the system in a speciﬁc context, it has to be conﬁgurable. Conﬁguration
parameters are not only the name of the shop and contact information, but also the
payment scheme and the information whether there are consultations with suppliers and
transporters to make an oﬀer to the customer. If a consultation is needed, also the
decision which supplier and transporter are selected needs to be ﬂexible, i.e. the lowest
price or the fastest delivery time.
Customers can browse through the catalogue of the web shop and select products.
These products consist of compulsory and optional parts. The customer can alter the
selected product by adding and removing parts. After ﬁlling the shopping cart, the
customer can request an oﬀer for the products in its shopping cart. The web shop then
contacts all suppliers that oﬀer a part present in the oﬀer to ask its price and delivery
time in order to make a proposal to the customer, and selects the suppliers based on the
system’s decision rule. Also the transporters are contacted to ask when and for what
price they can deliver. Based on these answers, the system composes the oﬀer. The
customer then has a choice to accept or to reject the oﬀer. Based on the conﬁguration,
the customer may have to make an initial payment to conﬁrm the oﬀer acceptation.
When the oﬀer is accepted and, if required in the conﬁguration, an initial payment
has been made, the system conﬁrms the selected oﬀers to the chosen suppliers of the
diﬀerent parts, and rejects the other oﬀers. The selected suppliers are paid according to
some payment scheme. After receiving all components, the product is assembled and the
transporter is contacted to send the order to the customer. The customer might have to
make a payment on delivery, depending on the conﬁguration.

8.3

Design Methodology

We present an approach for the ﬁrst development phases of a component-based information system, resulting in a prototype of the system. It is important that no programming
is needed to create a prototype. The development starts with the identiﬁcation of the
case types. In the further development we identify four phases, the User Requirements,
the Functional Architecture, the Software Architecture and the Prototype phase. In the
user requirements phase, the system and its functionality are identiﬁed and agreed upon
with the client. These requirements are formalized into process and data models in the
functional architecture phase. The created models also need to be veriﬁed in this phase,
to give guarantees on the correctness of the system. In the software architecture phase,
the models are combined into a component model, and the case document type is formalized. The case document model, the global data model and the component model are
combined into a prototype during the prototype phase. The prototype will be used to
validate the user requirements in experiments with (potential) users. Figure 8.2 depicts
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Figure 8.2: Deliverables and their dependencies in the diﬀerent phases

the diﬀerent deliverables during the phases, and how these deliverables depend on each
other.

8.3.1

User Requirements

In the user requirements phase we focus on functional requirements. This phase corresponds to the Scoping and Justiﬁcation activities in the design process presented in
Section 1.3. In user requirements, actors, i.e. persons and systems that interact with the
system in development, and their actions with the component-based information system
are identiﬁed. Use cases describe the functionality of the system. A use case is a piece
of functionality involving one or more actors and identiﬁed by a set of scenarios. A scenario is a sequence of actions; it can be either a positive scenario, describing the allowed
behaviour, or a negative scenario, describing the undesired behaviour. These scenarios
are often decided in consultation with the client. A natural way to model scenarios is
using Message Sequence Charts (MSC) [85], to express what actions are taken by whom
and in what order. In the next phase, the use cases are formalized with process models.
Part of the user requirements are the data objects involved in the system. These are
the objects that the actors store, manipulate and retrieve with the system. In the user
requirements phase, diﬀerent data object types are identiﬁed and listed together with
their attributes and relations.
The output of this phase is a document describing the desired functionality of the
system in user-understandable terms, and it can be regarded as a contract between the
client and the developer.
In the running example, we only distinct a single notion as case type: the order of a
customer. We can identify the actors “Customer”, “Supplier”, “Transporter”, “Assembler”, “Bank” and “System”.
A Customer can browse the catalogue, select products, add or remove parts, add a
conﬁgured product to its shopping cart, request for an oﬀer, and accept or reject an
oﬀer. The supplier can send oﬀers to the system for a part and deliver ordered parts.
The transporter can send an oﬀer to the system, pick up orders and deliver them. The
assembler assembles parts into a product. The bank can conﬁrm and make payments.
Use cases of the web shop are e.g. the composition of a product by a customer, the
request for an oﬀer by a customer, the acceptance of an oﬀer by a customer, the ordering
of components at the suppliers, and the assembly and delivery of the product.
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(a) scenario with consultation

(b) a supplier does not respond

(c) scenario without consultation

(d) negative scenario

Figure 8.3: Some scenarios of the use case“Request for an oﬀer by a customer”.

The use case “request for an oﬀer by a customer” can be characterized by several
scenarios. One possible scenario is a request for an order of a product consisting of three
parts. The system decides not to consult the third parties. It ﬁnds the best suppliers for
the three parts in the database, selects a transporter, creates an oﬀer and sends it to the
customer. Figure 8.3(c) depicts this scenario.
Another scenario is a request with consultation. An oﬀer is requested for an order
of a product consisting of one part. The system decides to consult the third parties.
The part is provided by two suppliers, A and B. The system contacts both A and B and
makes a request for the part. Both suppliers send an oﬀer. The system selects the best
supplier, and asks the transporter for what price and when it can transport the product.
After the response of the transporter, the system creates an oﬀer and sends it to the
customer. This scenario is illustrated in Figure 8.3(a), where both suppliers respond,
and in Figure 8.3(b), where supplier B does not respond within the deﬁned time interval.
Our third scenario is a request with consultation for an order containing two products,
P and Q. Product P consists of two parts, product Q consists of a single part. All
components are provided by only one supplier. The system contacts the supplier and
requests for an oﬀer. The supplier responds, and the system asks the four transporters
available for what price and when the order can be delivered. After the transporters
responded, the system creates an oﬀer and sends it to the customer.
If consultation is needed, the price and delivery time cannot be computed using the
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database. This is expressed in a negative scenario: after receiving a request for an oﬀer
by a customer, the system decides to consult all parties. The system selects the best
supplier for each component from the database and then calculates what transporter
will ﬁt best, creates the oﬀer and sends it to the customer. Figure 8.3(d) illustrates this
scenario.
When specifying the scenarios, the data objects involved in the system and their
relations are identiﬁed. For the web shop we can identify diﬀerent actors, products and
parts, conﬁgured products, conﬁgured parts, and customer, part and transporter oﬀers.
A customer order belongs to a customer and it is an oﬀer for some conﬁgured products.
A conﬁgured product is a product that is customized by the customer, having conﬁgured
components. Also oﬀers requested from suppliers and transporters are stored, to select
suppliers for a customer order. Payments are either from customers or to suppliers and
transporters.

8.3.2

Functional Architecture

In the functional architecture phase the user requirements of the previous phase are
formalized into models. This phase not only corresponds to the Formalization and Validation activities of the design process presented in Section 1.3, it also corresponds to
the activities Reﬁnement and Veriﬁcation. For each use case the scenarios are combined
into a workﬂow Petri net, such that each positive scenario is a trace of the workﬂow
model, while each negative scenario is forbidden there. As a consequence, each action of
an actor becomes a transition in the created workﬂow Petri net.
The objects identiﬁed in the user requirements and their relations are separated into
global and case data objects. For both global and case data an Entity-Relationship
Diagram (ERD) [34] or object model (Section 2.6) is created. Constraints on attributes
and between objects in the data models are identiﬁed and formalized in predicate logic,
like the framework we presented in Chapter 3. A view on the case data model is deﬁned
for each of the actions the actors can perform. For each global data object a life cycle
is created. The life cycle of an object deﬁnes in what states an object can be and what
operations can be performed on the object. As a result of these operations, an object
may go to a next state.
The actions of the actors can manipulate diﬀerent objects in the system by Create,
Retrieve, Update, and Delete operations. The CRUD matrix [61] expresses the relation
between the transitions of the workﬂow and the operations on the objects. A transition can execute operations for diﬀerent objects. However, it can only execute a single
operation per object.
Between use cases dependencies can exist. In this phase, these dependencies are made
explicit using the interaction matrix . The interaction matrix deﬁnes for two workﬂows
what activities interact, and the kind of communication (e.g., request-response, synchronized, or one-way).
The developed workﬂow models of the use cases are then subject to analysis, i.e.
property veriﬁcation and performance analysis. First we check correctness properties of
the workﬂow process, such as soundness. If the process satisﬁes correctness properties,
we check its performance, i.e. the throughput of cases and utilization of resources, as
will be explained in Section 8.4.
Then the CRUD matrix is veriﬁed. First, for each object in the matrix it is checked
whether it is created and used, i.e. for each object there is a transition that creates the
object, and there is at least one transition that retrieves or updates it. The next check
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Figure 8.4: The workﬂow that requests an oﬀer to order a product

is whether the retrieve and update operations are only performed between creating and
deleting the object.
In our example, Figure 8.4 shows the result of combining the scenarios of the use case
“Request of an oﬀer by a customer”. The scenarios described in the user requirements
show that any number of suppliers and transporters can be consulted. We create a
workﬂow in which this feature is modeled using an inhibitor arc (note that soundness
of the workﬂow then needs to be proven separately). All basic actions of the actors
are represented by a transition. For each transition performed by an actor other than
“system”, the role is added in italics.
Figure 8.5 shows the data model of the global and case data. A product consists of
parts; parts can belong to multiple products. Suppliers provide the web shop with parts.
Parts can be provided by diﬀerent suppliers.
An oﬀer is an order that is not yet accepted. An order consists of a conﬁgured
product, with conﬁgured components. All oﬀers of suppliers and transporters are stored
respectively in “SupplierOﬀer” and “TransporterOﬀer”. For each component the best
oﬀer of the suppliers is selected (relation p in the data model). The best oﬀer of a
transporter is selected to deliver the order (relation t in the data model). A typical
constraint of this model is given below, which states that for each order, the selected
transporter made an oﬀer for that order.
∀x ∈ CustomerOrder : ∃y ∈ TransporterOﬀer : t(x) = y ∧ s(y) = x
Each actor has its own view. The customer needs a view to create an order with
products and conﬁgured components of the web shop, a view to see the oﬀer and to
accept or reject it. The supplier and transporter need a view to see the components they
have to make an oﬀer for and to notify a delivery to the system.

8.3.3

Software Architecture

In the next phase, the Software Architecture, a component model is created. This phase
corresponds to the Composition and Integration activities of the design process (Section 1.3).
In the component model, the diﬀerent atomic components and their interaction are
identiﬁed. In our architectural framework, an atomic component consists of a process
model and a data model. Combining the approach as presented in Chapter 6 with the
use cases and life cycles developed in the previous phase, the process model of each of
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Figure 8.5: The global and case data model using the technique described in Section 8.3.2. In the
diagram, PK indicates a primary key, FKi indicates a foreign key
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the components is created. A good practice is to create for each of the use cases and life
cycles a component, and then cluster tasks that belong together. The data model can be
divided over the components based on clustering, using the role types for the activities
and the data elements used in activities.
The scenarios deﬁned in the user requirements are test cases of the system. Each
positive scenario should be a proper execution, while each negative scenario should not
be possible. After modeling, the model is veriﬁed for correctness.
Next step in this phase is to specify the I/O relations; the manipulations of each
transition in the integrated system on both the global and case data. For each of the
I/O relations it has to be shown that it does not violate the data constraints speciﬁed
in the functional architecture, and that it preserves the CRUD matrix. Using SQL, it
means that each action corresponds to a query on the corresponding table of the object,
i.e. each C action corresponds to an insert query, each R to a select query, each U to an
update query, and each D to a delete query.
In our example, we could identify ﬁve components for our system: Customer, Supplier, Transporter, Order and Management. Figure 8.6 shows the components and their
communication. Figure 8.7 shows how the use case “Request for an oﬀer by a customer”
is assigned to diﬀerent components. As the transitions “request oﬀer” and “receive oﬀer”
are actions of the customer, they are assigned to the customer component. The oﬀer sent
by the supplier and transporter are assigned respectively to the supplier component and
to the transporter component.

8.3.4

Prototyping

In this phase the prototype of the system is created. Prototyping is often used for
validation. With a prototype, the users of the system can test whether the system
meets their expectations. As the prototype is a ﬁrst implementation, an obvious choice
is to let it correspond to the Realization and Testing activities of the design process.
However, as the main purpose of the prototype is validation of the formal model with
the requirements, we also correspond it to the Validation activity.
Since the complete system is speciﬁed using formal models, we would like to generate
the prototype, rather than program it. By using YasperWE the prototype can be generated, as will be explained in the next section. The potential user can experience how
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Figure 8.7: The workﬂow of “Request for an oﬀer by a customer” divided into components

the system will behave, and validate the system to check whether the user requirements
are met. Figure 8.9 shows a screen shot of the running prototype of the web shop.
Diﬀerent phases are supported by diﬀerent tools. The tool Yasper supports modeling
and performance analysis of workﬂow processes. For veriﬁcation we use Woﬂan [106] and
LoLA [98]. These tools are only used at design time and not during prototyping. Case
documents are modelled in an easy way with Microsoft Infopath, which uses XML for
documents and forms for views on the data. For modeling scenarios and relational data
schemes, many specialistic tools exist and can be used.

8.4

Modeling Workflows in Yasper

The tool Yasper [59, 60] supports the modeling of processes as described in the previous
section. To help the end-user to validate a workﬂow process, Yasper has an animation
mode to play the token game by hand. Each role has its own work list, containing all
tasks the role can execute in the current state (marking). By clicking in the work list,
the chosen task ﬁres.
In the design of a system the performance should be analyzed in the early stages.
Performance analysis in Yasper is realised by simulation. Yasper calculates the following
four performance indicators: the (average) cycle time, the (average) cycle costs, the
(average) cycle waiting time and the (average) role utilisation, where a cycle is a run of
a single case. The cycle time is the time that elapses between creation of a case and the
time a collector consumes the last token of this case. The cycle waiting time is deﬁned
as the time that no tasks are executed for a speciﬁc case, i.e. the time that no activity
is performed on the case. The costs of a task is the sum of the ﬁxed costs of that task
and the variable costs of that task multiplied by the time units the task was running.
The cycle costs is deﬁned as the total costs of all tasks executed in the cycle. The role
utilisation is the fraction of time a role is involved in a task of a case.
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8.5

Prototyping with YasperWE

In the second stage, after identifying the notion of the case, the designer starts modeling
the document type. Microsoft Infopath, part of the Microsoft Oﬃce Suite, is a commercial
document management system. To design component-based information systems, we
created a generic Infopath template. This template consists of some basic case data,
needed to deﬁne choices of XOR tasks in the workﬂow. For a particular componentbased information system, the designer only has to extend this template.

8.5.1

Modeling the Case Document Type in Infopath

Infopath uses XML as a data type and oﬀers functionality to design a document as well
as to ﬁll in forms. The combination of a data deﬁnition and forms deﬁnition is the conﬁguration of the document manager. In the design mode of Infopath, the designer models
the case data in terms of an XML schema. In Infopath, the data is structured using
groups and ﬁelds. A group is a named container, consisting of ﬁelds and other groups. A
group can be seen as a singleton table deﬁnition in relational database. Multiple records
of the same type can be stored by making the group a repeating group. Forms consist
of elements from the XML schema and user interface controls, like radio buttons, check
boxes, list boxes, text ﬁelds, etc., to interact with the end-user. The data end-users enter
in these controls can be validated against rules, which can be set in the control. Also
constraints on the data elements based on the case data can be expressed.
An end-user uses the document manager to ﬁll in and alter documents. The submitted
data can be saved locally, or it can be used in other systems, by submitting the data to
a program, a database or web service.

8.5.2

Integration by YasperWE

In the prototype phase, the workﬂow engine (YasperWE), the document manager
(Infopath) and the database manager (MySQL) are integrated to realize the component
model, the case document type and the global data model. Each task performed by a
role, needs a view on the case data. The designer has created the views in the previous
stage in Infopath. Yasper is used as the design tool and the conﬁguration tool for
YasperWE. So the coupling of tasks to views in Infopath is speciﬁed in Yasper and the
actual linking is done by YasperWE. When the designer ﬁnishes the global data model,
the SQL deﬁnition of the global data needs to be integrated in YasperWE.

Figure 8.8: Executing a task in YasperWE
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Figure 8.9: YasperWE running the web shop in the running example

The querying of the case data and of the global data can be done by Infopath and
MySQL separately, but in our prototyping tool we have chosen to transform the case
data from XML format into the relational database, because this makes it easier to
query and manipulate global and case data simultaneously. Query processing is divided
into two parts, prequeries and postqueries. Prequeries are typically used to prepare the
case data for presentation to the users, postqueries to process the case data after the user
completed the forms. As depicted in Figure 8.8, a task consists of a start transition and
an end transition. Prequeries are executed with the start transition. If the task has to be
performed by a role, the case data is exported to Infopath, and users can then modify it.
With the ﬁring of the end transition the postquery is executed. Note that the prequery
is not a precondition (which would possibly prevent a transition to execute), but part of
the executed task. The end-user can now validate the prototype of the component-based
information system, by animation, like in Yasper, but now with realistic data.
YasperWE is built as a generic template Infopath solution, which can be extended
for a case handling system. The solution needs the PNML ﬁle of the workﬂow to start
YasperWE. YasperWE then shows the workﬂow and the work list. Picking tasks can be
done using either the workﬂow or the work list.

8.6

Conclusions

Component-based information systems form an important class of information systems
and therefore it is worthwhile to have a dedicated and eﬃcient development approach
with supporting tools for it. We have presented such an approach here where we combine
(an extension of) the Petri net formalism for modeling the process aspect and XML and
the relational data model for the the two types of data involved in component-based
information systems; case data and global data respectively. The approach is based
on formal modeling techniques and veriﬁcation methods. We also have combined and
integrated existing tools to construct a prototyping tool for component-based information
systems, based on a Petri net modeler (Yasper), a document manager (Infopath) and a
relational database manager (MySQL). Each of these components can be replaced by a
similar one; the combination we present here functions as a proof of concept.
Many diﬀerent methods exist to formalize user requirements into Petri nets. For
example, in [45], the authors provide means using both scenarios and partial orders to
model a Petri net. Use cases can be seen as separate processes, each with several runs,
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or cases. Hence, we can apply the techniques of process discovery, as we will describe in
the next chapter. This way, it is possible to automatically derive workﬂow models from
the user requirements. By generating a workﬂow model, new scenarios can be generated
and handed to the client to be discussed. This way, in several cycles a workﬂow model
can be generated automatically for a use case.
We have done a number of experiments with YasperWE in a second-year course at our
university. About a hundred students divided over 20 groups had to build a prototype of
the web shop presented here as running example within 10 weeks of 6 hours. The students
modeled the complete system, from a product oﬀer to delivery and invoice. They used
YasperWE to create the prototype. All groups succeeded in showing a working prototype
of the system. By following our approach they found out that already many problems
are hidden in the development of such a web shop, which they only could ﬁnd out by
modeling and verifying the system formally.
The experiment with students shows the applicability of the approach. However, we
need to do more case studies to test and improve the approach. At this point in time,
veriﬁcation of the CRUD matrix, which is an important aspect of the approach, has to
be done manually, which is error prone. Therefore, we want to extend the tool support
in this approach, to oﬀer automatic veriﬁcation and analysis.

164

Prototyping Component-Based Information Systems

9
Behavior Discovery using Integer Linear Programming

In this chapter, we propose the use of integer linear programming for the problem of
process discovery. In Petri net theory, this problem is often referred to as synthesis.

9.1

Introduction

In the previous part, we developed a formal framework for the formalization and veriﬁcation of component-based information systems. Mostly, the framework is used in a
traditional top-down methodology, starting from the user requirements, up to the conﬁguration of the component-based information system. Nowadays, most organizations rely
on existing information systems. As organizations change, these systems evolved from
simple systems that were easy to understand to complex systems that are hard to understand, and thus diﬃcult to maintain. Moreover, not all changes were documented in the
right way, or not at all. The architecture of such systems need to evolve with the system.
However, this is often not the case. Hence, architecture and implementation often do
not coincide. This raises the question whether the system is working the way the organization thinks it works. This question typically occurs in case the information system
has some ﬂaws, like performance problems. More important, for organizations to be in
control, they need to ensure that the system is working according to their speciﬁcation.
In the framework presented in Chapter 3, each component has a monitor interface.
The main purpose of this interface is to record all events raised by the component.
We distinguish diﬀerent types of events in a component. Clicking a button or pressing
a key, are events from the human interface, but also the conﬁguration interface can
trigger events, like changing a parameter of the component. The main class of events
are triggered by the execution of activities in the control ﬂow of the component. Events
are stored in logs. In this chapter, we focus on the events triggered by the execution of
activities, i.e. on the execution log of a component.
An execution log contains all kinds of information of an event, e.g. for which activity
and process instance, often referred to as case, the event was raised, by which resource,
and at what time. Activities can have multiple events, like a start event or complete event.
All events of a case form a sequence, which is called a run or trail of the component, and
shows what events happen in what order, and at what time. The ﬁeld of process mining
analyses these logs to check whether a component conforms a given speciﬁcation, to
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Table 9.1: An execution log.

case id
case 1
case 2
case 3
case 3
case 1
case 1
case 2
case 4
case 2
case 2

activity id
activity A
activity A
activity A
activity B
activity B
activity C
activity C
activity A
activity B
activity D

originator
John
John
Sue
Carol
Mike
John
Mike
Sue
John
Pete

case id
case 5
case 4
case 1
case 3
case 3
case 4
case 5
case 5
case 4

activity id
activity A
activity C
activity D
activity C
activity D
activity B
activity E
activity D
activity D

originator
Sue
Carol
Pete
Sue
Pete
Sue
Claire
Claire
Pete

discover new models, and to enrich existing speciﬁcation with information from execution
logs.
All kinds of models can be discovered from the execution log. Many algorithms exist
to discover the control ﬂow from an execution log [16]. In this chapter, we will present a
discovery algorithm based on integer linear programming.

9.2

Process Discovery

In this section, we present some basic notions needed for process discovery. A single
execution of a model is called a case. If the model is a Petri net, then a single ﬁring
sequence that results in a dead marking (a marking where no transition is enabled) is
a case. Since most information systems log all kinds of events during execution of a
process, we establish a link between an execution log of an information system and ﬁring
sequences of Petri nets. The basic assumption is that the log contains information about
speciﬁc transitions executed for speciﬁc cases.
Table 9.1 illustrates the basic information needed in an execution log, where it is
important to realize that we assume that every event recorded is related to a single
execution of a process. Furthermore, for each event an activity exists. In this example,
in case 1 the activities A, B, C and D have been executed in sequence.
Deﬁnition 9.2.1 (Case, execution log)
Let T be a set of transitions, a sequence σ ∈ T ∗ is a case, and L ⊆ T ∗ is an execution
log if and only if for all t ∈ T a σ ∈ L exists such that t ∈ σ.
y
In other words, an execution log is a set of ﬁring sequences of some marked Petri
net (N, m) = ((P, T, F ), m), where P , F and m are unknown and no transition is dead.
In Deﬁnition 9.2.1, we deﬁne an execution log as a set of cases. Note that in real life,
execution logs are bags of cases, i.e. a case with a speciﬁc order in which transitions are
executed may occur more than once.
The goal of process discovery is to obtain a Petri net that can reproduce the execution
log under consideration. In literature, this activity is often referred to as synthesis. The
next lemma states the conditions under which this is the case.
Deﬁnition 9.2.2 (Replayable execution log [30])
Let (N, m) be a marked Petri net with N = (P, T, F ). Let L ⊆ T ∗ be an execution log.
If L ⊆ T (N, m), we say that L can be replayed by (N, m).
y
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Figure 9.1: A region for a language over an alphabet of 5 elements

9.3

Language-Based Theory of Regions

The classical problem of Petri net synthesis is the construction of a Petri net that has
the exact speciﬁed behavior, if such a Petri net exists. The theory of regions [26] can
be used to construct a Petri net that exactly has the speciﬁed behavior. Mainly, we
distinguish two types, state-based region theory and language-based region theory. Statebased region theory [26,33,40,49] focusses on the synthesis of Petri nets from LTSs, such
that the LTS of the Petri net is branching bisimilar [40] to the given LTS. Although
state-based region theory can be applied in the process discovery context [15], the main
problem is that execution logs rarely carry state information and the construction of this
state information from an execution log is far from trivial [15].
In process mining, an execution log is represented as a set of cases. Each case consists
of some activities T . In fact, such an execution log can be seen as a preﬁx-closed language
over T , where each case and subcase is a word in the language.
Deﬁnition 9.3.1 (Language of an execution log)
Let T be a set of activities and L ⊆ T ∗ be an execution log over T . The language L
representing this execution log, uses alphabet T , and is deﬁned by:
L = {l ∈ T ∗ | ∃l′ ∈ L : l ≤ l′ }
y
Since every process log can be translated in a preﬁx-closed language, we consider
language-based region theory [25, 41, 79], of which [79] presents an overview. In [79], the
authors show for diﬀerent classes of languages (step languages, regular languages and
partial languages) how to derive a Petri net with the smallest behavior such that the
words in the language are ﬁring sequences.
Given a preﬁx-closed language L over some non-empty, ﬁnite set T , the languagebased theory of regions tries to ﬁnd a ﬁnite marked Petri net (N, m) such that:
1. each transition of N corresponds to an element of the alphabet and vice versa;
2. each word in the language L is a ﬁring sequence of the marked Petri net (N, m),
i.e. L ⊆ T (N, m); and
3. the number of ﬁring sequences in the language of (N, m), but not in L should be
minimal, i.e. ¬∃(N ′ , m′ ) : T (N ′ , m′ ) ⊂ T (N, m) ∧ L ⊆ T (N ′ , m′ ).
Given a language over some alphabet T , the marked Petri net ((∅, T, ∅), ∅) is a ﬁnite
Petri net in which all words of the language are ﬁring sequences. It satisﬁes both the
ﬁrst and second requirement. However, it allows for all possible words over T , and hence,
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the third requirement is not satisﬁed in general. Therefore, the behavior of this Petri
net needs to be reduced, so that the Petri net still allows to reproduce all words in the
language, but does not allow for too much additional behavior. The only way to restrict
the behavior of a Petri net is to add places to it. The theory of regions provides a method
to calculate these places, using so called regions.
Deﬁnition 9.3.2 (Region)
A region of a preﬁx-closed language L over some set T is a triple (⃗x, ⃗y , c) with ⃗x, ⃗y ∈
{0, 1}T and c ∈ {0, 1}, such that for each non-empty sequence w = w′ ; a ∈ L, where
w′ ∈ L and a ∈ T :
)
∑(
⃗ ′ (t) · ⃗x(t) − w(t)
w
⃗ · ⃗y (t) ≥ 0
c+
t∈T

This can be rewritten into the inequation system:
c · ⃗1 + A′ · ⃗x − A · ⃗y ≥ ⃗0
⃗ ′ (t)
where A and A′ are two |L| × |T | matrices with A(w, t) = w(t),
⃗
and A′ (w, t) = w
′
for w = w ; a. The set of all regions of a language L is denoted by ℜ(L) and the region
(⃗0, ⃗0, 0) is called the trivial region.
y
The inequation system can be rewritten to the form [⃗1; A′ ; −A] · ⃗r ≥ ⃗0, which can
be simpliﬁed by eliminating duplicate rows. Each solution (⃗x, ⃗y , c) of the inequation
system corresponds to a place in a marked Petri net. Given a region (⃗x, ⃗y , c), the vector
⃗x represents the preset, ⃗y represents the postset, and c represents the initial marking of
that place, as shown in Figure 9.1. The inequation system ensures that in all markings
reachable from the initial marking, the number of tokens in the corresponding place is
non-negative. Hence, adding such a place to a marked Petri net does not prevent the
acceptance of the language. Therefore, we call such a place feasible.
Deﬁnition 9.3.3 (Feasible place)
Let L be a preﬁx-closed language over T and let (N, m) be a marked Petri net with
N = (P, T, F ). A place p ∈ P is called feasible if and only if a corresponding region
(⃗x, ⃗y , c) ∈ ℜ(L) exists such that m(p) = c, ⃗x(t) = 1 if and only if t ∈ • p, and ⃗y (t) = 1 if
and only if t ∈ p• .
y
Corollary 9.3.4 (Addition of feasible places guarantees language acceptance)
Let L be a preﬁx-closed language over T and let ((P, T, F ), m) be a marked Petri net that
accepts L. Let r = (⃗x, ⃗y , c) ∈ ℜ(L) be a region of L corresponding to some place p ̸∈ P .
Let N ′ = (P ′ , T, F ′ ) where P ′ = P ∪ {p}, F ′ = F ∪ ({t | x(t) > 0} × {p}) ∪ ({p} × {t |
′
y(t) > 0}). Let m′ ∈ IN P such that m′ |P = m and m′ (p) = c. Then the marked Petri
net (N ′ , m′ ) accepts language L.
y
A direct consequence of the deﬁnition of feasible places is that if the set of traces
generated by a marked Petri net is identical to the preﬁx-closed language, all places in
the Petri net are feasible.
Corollary 9.3.5
Let (N, m) be a marked Petri net. Let L = T (N, m) be the preﬁx-closed language
generated by (N, m). Then each place p ∈ P corresponds to a region rp ∈ ℜ(L).
y
Throughout this chapter, we will use the execution log U = {⟨A, C⟩, ⟨A, B, C⟩}. It
deﬁnes the preﬁx closed-language U = {ϵ, ⟨A⟩, ⟨A, B⟩, ⟨A, C⟩, ⟨A, B, C⟩}. We deﬁne
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Figure 9.2: Each place in the marked Petri net corresponds to a region of U

matrices A and A′ as follows:
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The inequation system imposed by Deﬁnition 9.3.2 has many solutions. For example,
the region r1 = ((0, 0, 0), (1, 0, 0), 1) is a solution. Its corresponding feasible place p1 has
preset • p1 = ∅, postset p1 • = {A}, and it is initially marked with one token. A diﬀerent
solution of the inequation system is r3 = ((1, 0, 0), (0, 1, 0), 0). The corresponding place
expresses the causal dependency between A and B. Note that, due to the monotonicity
lemma, r2 = ((1, 0, 0), (0, 1, 0), 1) is a region as well.
A Petri net with only feasible places is given in Figure 9.2. The set of traces of this
Petri net is identical to the set of traces speciﬁed by the language U. Note that many
places are implicit.
Deﬁnition 9.3.6 (Implicit place)
A place p is called implicit in a marked
∑ Petri net (N, m0 ) if a subset of places R ⊆ P and
a constant k ∈ IN exist such that ( r∈R m(r)) − m(p) = k for every reachable marking
m ∈ R(N, m0 ).
y
For example, in every reachable marking m of the marked Petri net, we have m(p8 ) =
m(p1 ) + m(p3 ) and m(p9 ) = m(p1 ) + m(p6 ).
Each solution of the inequation system can be added to a Petri net guaranteeing the
acceptance of the exection log, as shown in [30, 79]. Note that the authors introduce
arc weights, whereas we restrict ourselves to classical Petri nets without arc weights.
However, these can easily be incorporated in our approach. In case of arc weights, there
are inﬁnitely many solutions of the inequation system, and thus also inﬁnitely many
feasible places. Since we restrict ourselves to variables in the domain {0, 1}, we limit
our search space to 1 + 22|T |+1 possibilities, which is still exponential in the number of
transitions.
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In process mining, the main issue is the completeness of execution logs: given an execution
log, we do not know whether we have seen all possible behavior. Therefore, we need a
Petri net which abstracts in some way from the log. The size of the discovered Petri net
should be independent of the size of the execution log. Both the basis and the separating
representation construct Petri nets whose size depends on the length of the language.
Therefore, we propose a diﬀerent selection mechanism for the addition of feasible places.
Each place should have a function within the Petri net. Therefore, we search for places
that:
• are more expressive than others, i.e. places with minimal input transitions and
maximal output transitions are favored;
• explicitly express causal dependencies between transitions discovered in the execution log.
In [46], the authors show that a marked Petri net with only “minimal regions” is a
solution for the synthesis problem of Petri nets. Minimal regions are regions that cannot
be represented as the sum of two other regions.
Deﬁnition 9.4.1 (Minimal region)
Let L ⊆ T ∗ be a process log, and let r = (⃗x, ⃗y , c) be a region. We say that r is minimal,
if there do not exist two non trivial, regions r1 = (x⃗1 , y⃗1 , c1 ) and r2 = (x⃗2 , y⃗2 , c2 ), such
that ⃗x = x⃗1 + x⃗2 , ⃗y = y⃗1 + y⃗2 and c = c1 + c2 .
y
If a region is not minimal, it corresponds to an implicit place, i.e. if the marking
of the corresponding place can be expressed as the sum of the markings of some other
places, the region is not minimal.
Lemma 9.4.2 (Non minimal region corresponds to an implicit place)
Let L be a preﬁx-closed language over some set T , and let ((P, T, F ), m0 ) be a marked
Petri net such that each place corresponds to a region of L and vice versa. Let p ∈ P
be a place, and let r ∈ ℜ(L) be its corresponding region. If r is not minimal, then place
p ∈ P is implicit.
y
Proof. Deﬁne N = (P, T, F ) and r = (⃗x, ⃗y , c). As region r is not minimal, regions
r1 = (x⃗1 , y⃗1 , c1 ) and r2 = (x⃗2 , y⃗2 , c2 ) exist such that ⃗x = x⃗1 + x⃗2 , ⃗y = y⃗1 + y⃗2 and
c = c1 + c2 . As each region corresponds to a place in the Petri net, places p1 , p2 ∈ P exist
that correspond to r1 and r2 , respectively. We show that m(p1 ) + m(p2 ) − m(p) = 0 is an
invariant in all reachable markings m ∈ R(N, m0 ). We prove the statement by induction
σ
on the length of the sequence σ ∈ T ∗ with (N : m0 −→ m). Suppose σ = ϵ, i.e. m = m0 ,
then the statement trivially holds, since c = c1 + c2 . Now let σ = σ ′ ; ⟨t⟩ for some σ ′ ∈ T ∗ ,
σ′

t

t ∈ T and marking m′ ∈ R(N, m0 ) such that (N : m0 −→ m′ −→ m). By the induction
hypothesis we have m′ (p1 ) + m′ (p2 ) − m′ (p) = 0. Then m(p1 ) = m′ (p1 ) + x⃗1 (t) − y⃗1 (t),
m(p2 ) = m′ (p2 ) + x⃗2 (t) − y⃗2 (t) and m(p) = m′ (p) + x⃗1 (t) + x⃗2 (t) − y⃗1 (t) − y⃗2 (t). Thus,
m(p1 ) + m(p2 ) − m(p) = m′ (p1 ) + m′ (p2 ) − m′ (p) = 0.
Hence, m(p1 ) + m(p3 ) − m(p) = 0 is an invariant, and thus, place p is implicit.
2
Note that the reverse does not hold. Consider the marked Petri net (N, m0 ) depicted
in Figure 9.3. The marked Petri net accepts the language {ϵ, ⟨A⟩, ⟨A, B⟩}, each region of
this language corresponds to a place, and vice versa. We have m(s) = m(p) + m(q) for all
reachable markings m ∈ R(N, m0 ), thus place s is implicit. Let (x⃗s , y⃗s , cs ), (x⃗p , y⃗p , cp )
and (x⃗q , y⃗q , cq ) be the corresponding regions of places s, p and q, respectively. Each region
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Figure 9.3: Net (N, m0 ). Although place s is implicit, it does not correspond to a non-minimal region.

is minimal. Hence, although place s is implicit, it does not correspond to a non-minimal
region.
The lemma shows that non minimal regions do not restrict the behavior, as they
correspond to implicit places. Therefore, we only search for most expressive places that
correspond to a minimal region. Using the inequation system of Deﬁnition 9.3.2, we
deﬁne an integer linear programming problem (ILP formulation [100]) to formulate the
expressiveness of places in a Petri net, and to construct these places in a logical order.
Given an execution log over some set of activities T , the marked Petri net ((∅, T, ∅), ∅)
is already able to replay the execution log. In fact, it is able to reproduce all execution
logs over T . To restrict the behavior of the Petri net, we start adding places such that
the Petri net is still capable of reproducing the given execution log. These places should
be as expressive as possible. Given a Petri net N = (P, T, F ), if we remove the arc (p, t)
from F (assuming p ∈ P, t ∈ T, (p, t) ∈ F ), the resulting net still can replay the log, as
we only weakened the precondition of transition t.
Lemma 9.4.3 (Smaller postset of a place does not restrict the language)
Let (N, m0 ) be a marked Petri net with N = (P, T, F ), let p ∈ P be a place and
t ∈ T be a transition such that (p, t) ∈ F . Then T (N, m0 ) ⊆ T (N ′ , m0 ) where N ′ =
(P, T, F \ {(p, t)}).
y
Proof. We prove the lemma by showing for all ﬁring sequences σ ∈ T ∗ and markings
σ
m ∈ R(N, m0 ) with (N : m0 −→ m) a marking m ∈ R(N ′ , m0 ) exists such that (N ′ :
σ
m0 −→ m) and m ≤ m.
Let σ ∈ T (N, m0 ). We prove the statement by induction on the length of σ. Suppose
|σ| = 0. Then the statement holds trivially, since σ = ϵ ∈ T (N ′ , m0 ). Now suppose
σ′

σ = σ ′ ; ⟨u⟩ for some σ ′ ∈ T ∗ , u ∈ T and marking m′ ∈ R(N, m0 ) such that (N : m0 −→
u
m′ −→ m). By the induction hypothesis, a marking m′ ∈ R(N ′ , m0 ) exists such that
σ′

(N ′ : m −→ m′ ) and m′ ≤ m′ . If u = t, then

•
N′ u

<

•
N u.

Otherwise,

•
N′ u

=

•
N u.

Thus,
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p1

B

p2

C

Figure 9.4: Sequence σ = ⟨A, B, C⟩ gives f (p1 ) = f (p2 ) = f (p3 ) = 0
u

≤ N• u ≤ m′ ≤ m′ . Let m = m′ − N•′ u+u•N ′ . Then (N : m′ −→ m). Since u•N ′ = u•N ,
and the ﬁring rule of Petri nets, we have m ≤ m. Hence, the statement holds.
2
•
N′ u

Also if we would add a non-existing arc (t, p) to F , with t ∈ T and p ∈ P , the resulting
net still can replay the execution log as it only strengthens the postcondition of t.
Lemma 9.4.4 (Larger preset of a place does not restrict the language)
Let (N, m) be a marked Petri net with N = (P, T, F ), let p ∈ P be a place and t ∈ T
a transition such that (t, p) ̸∈ F . Then T (N, m) ⊆ T (N ′ , m) where N ′ = (P, T, F ∪
{(t, p)}).
y
Proof. We prove the lemma by showing for all ﬁring sequences σ ∈ T ∗ and markings
σ
m ∈ R(N, m0 ) with (N : m0 −→ m) a marking m ∈ R(N ′ , m0 ) exists such that (N ′ :
σ
m0 −→ m) and m ≤ m.
Let σ ∈ T (N, m0 ). We prove the statement by induction on the length of σ. Suppose
|σ| = 0. Choose m = m. Then the statement holds trivially, since σ = ϵ ∈ T (N ′ , m0 ).
Now suppose σ = σ ′ ; ⟨u⟩ for some σ ′ ∈ T ∗ , u ∈ T and m′ ∈ R(N, m0 ) such that
σ′

u

(N : m0 −→ m′ −→ m). By the induction hypothesis, a marking m′ ∈ R(N ′ , m0 )
σ′

exists such that (N ′ : m −→ m′ ) and m′ ≤ m′ . We have N•′ u = N• u ≤ m′ ≤ m′ . Let
u
m = m′ − N•′ u + u•N ′ . Then (N : m′ −→ m). Since u•N ≤ u•N ′ , we have m ≤ m. Hence,
the statement holds.
2
These lemmas show that adding an incoming arc to a place, or removing an outgoing
arc from a place, does not restrict the behavior in terms of ﬁring sequences. Therefore,
we search for places with a maximal postset and a minimal preset. This means that
adding an arc from this place to another transition or removing an arc to this place
would cause the marked Petri net to not accept the language.
In order to transform the linear inequation system of Deﬁnition 9.3.2 to an ILP
problem, we need a target function. We have shown that places are most restrictive if
their preset is minimal and their postset is maximal. A ﬁrst candidate would be the
minimization of the function:
f ((⃗x, ⃗y , c)) = c + ⃗1

T

· ⃗x − ⃗1

T

· ⃗y

This function encourages the addition of an input arc to the corresponding feasible
place, as this increases the value of ⃗1 T · ⃗x, or the removal of an outgoing arc from the
corresponding feasible place, which also increases the function.
However, it is easy to show that this function does not favor minimal regions. Take for
instance the language {ϵ, ⟨A⟩,⟨A, B⟩,⟨A, B, C⟩}. An example marked Petri net accepting
this language is shown in Figure 9.4. In this marked Petri net, the regions corresponding
to the places p1 , p2 and p3 all give the same result for function f , whereas place p3 is
implicit, and thus it should not be favored as the other places.
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The example shows that a good target function needs to ensure that it favors the
individual regions, rather than their sum, i.e. if r1 , r2 and r3 are regions, such that r3 is
the sum of r1 and r2 , the function needs to ensure f ′ (r1 ) < f ′ (r3 ) and f ′ (r2 ) < f ′ (r3 ),
while preserving the property that regions corresponding to more expressive feasible
places have a lower target value.
For preﬁx-closed languages L, we have ϵ ∈ L. As a consequence, we cannot rewrite the
inequation system directly to the matrix notation as in Deﬁnition 9.3.2, since matrix A
only uses non-empty sequences, while the empty sequence is in L. Consider the following
calculation:
∀w ∈ L : c +

∑

w(t)(⃗
⃗
x(t) − ⃗y (t)) ≥ 0

t∈T

≡ { Addition property}
(
)
∑
∑
c+
w(t)(⃗
⃗
x(t) − ⃗y (t)) ≥ 0
w∈L

t∈T

≡ { Rewriting }
(
)
∑
∑
c+
c+
w(t)(⃗
⃗
x(t) − ⃗y (t)) ≥ 0
w∈(L\{ϵ})

t∈T

≡ { Rewriting, where matrix A as deﬁned in Deﬁnition 9.3.2 }
c + ⃗1 T (⃗1 · c + A · (⃗x − ⃗y )) ≥ 0
Hence, the calculation suggests to take the function τ with τ ((⃗x, ⃗y , c)) = c + ⃗1 T (⃗1 · c + A ·
(⃗x − ⃗y )) as target function. In fact, this function expresses the number of times a region
was marked (c + ⃗1 T (⃗1 · c + A · ⃗x)), and how often it was unmarked (⃗1 T · A · ⃗y ).
Deﬁnition 9.4.5 (Target function)
Let L ⊆ T ∗ be a process log and let A be the matrix deﬁned in Deﬁnition 9.3.2. We
deﬁne the function τ : ℜ(L) → IN by
τ ((⃗x, ⃗y , c)) = c + ⃗1 T (⃗1 · c + A · (⃗x − ⃗y ))
y
Consider again the example of Figure 9.4. The regions of places p1 and p2 result
in τ (p1 ) = τ (p2 ) = 1, while τ (p3 ) = 2. We show that minimizing this function indeed
satisﬁes all criteria, by ﬁrst proving that the target function is greater than zero for
non-trivial regions.
Lemma 9.4.6 (Target function favors minimal regions)
Let L ⊆ T ∗ be a log, and let τ be the function as deﬁned in Deﬁnition 9.4.5. Then
τ (r) > 0 for all non-trivial regions r.
y
Proof. Let r = (⃗x, ⃗y , c) ∈ ℜ(L) be a non-trivial region. By Deﬁnition 9.3.2, we have
τ (r) ≥ 0, since A(σ, t) ≥ A′ (σ, t) for all σ ∈ L and t ∈ T . We prove the statement by
induction on the structure of r. If ⃗x = ⃗y = ⃗0, then c = 1, otherwise it was a trivial
region. Then clearly, τ (r) > 0. Hence, the statement holds.
Suppose there is a transition u ∈ T such that ⃗x(u) > 0. Then there are sequences
⃗ ′ (u). Thus, we can calculate:
w, w′ ∈ L such that w = w′ ; ⟨u⟩, and hence, w(u)
⃗
>w
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(

∑

τ (r) = c + ⃗1 (⃗1 · c + A · (⃗x − ⃗y )) =
T

c+

w∈L

= { Rewriting }

∑
c + w(u)(⃗
⃗
x(u) − ⃗y (u)) +

∑

)
w(t)(⃗
⃗
x(t) − ⃗y (t))

t∈T



∑

w(t)(⃗
⃗
x(t) − ⃗y (t))

t∈T \{u}

w∈L

⃗ ′ (u)⃗x(u) − w(u)⃗
> {w(u)(⃗
⃗
x(u) − ⃗y (u)) > w
⃗ y (u)}


∑
∑
⃗ ′ (u)⃗x(u) − w(u)⃗
c + w
⃗ y (u)) +
w(t)(⃗
⃗
x(t) − ⃗y (t))
t∈T \{u}

w∈L

⃗ ′ (t)}
= {∀t ∈ T \ {u} : w(t)
⃗
=w

∑
⃗ ′ (u)⃗x(u) − w(u)⃗
c + w
⃗ y (u) +



∑

⃗ ′ (t)⃗x(t) − w(t)⃗
(w
⃗ y (t))

t∈T \{u}

w∈L

= { Rewriting }
(
)
∑
∑
′
⃗
c+
(w (t)⃗x(t) − w(t)⃗
⃗ y (t))
w∈L

≥

t∈T

{ Deﬁnition of region }
0

Thus, τ (r) > 0, and hence, the statement holds.
Now suppose ⃗x = ⃗0. Since r is a non-trivial region, there is a transition u ∈ T such
that ⃗y (u) > 0, and a sequence σ ∈ L such that ⃗σ (u) > 0.
0 ≤ τ (r)
= { Deﬁnition }
(
)
∑
∑
c+
w(t)(⃗
⃗
x(t) − ⃗y (t))
w∈L

t∈T

= {⃗x = ⃗0}
(
)
∑
∑
c−
w(t)⃗
⃗ y (t)
w∈L

t∈T

= { Rewriting }
∑
c−
⃗σ (t)⃗y (t) +
t∈T

∑
w∈L\{σ}

(
c−

∑

)
w(t)⃗
⃗ y (t)

t∈T

= { Rewriting }
c − ⃗σ (u)⃗y (u) −

∑
t∈T \{u}

⃗σ (t)⃗y (t) +

∑
w∈L\{σ}

(
c−

∑

)
w(t)⃗
⃗ y (t)

t∈T

Since ⃗σ (u) > 0 and ⃗y (u) > 0, we conclude c > 0, and hence, τ (r) > 0.

2
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Corollary 9.4.7 (Target function favors minimal regions)
Let L ⊆ T ∗ be a log, let r1 = (x⃗1 , y⃗1 , c1 ), r2 = (x⃗2 , y⃗2 , c2 ) and r3 = (x⃗1 +x⃗2 , y⃗1 +y⃗2 , c1 +c2 )
be three non-trivial regions. Let τ be the function as deﬁned in Deﬁnition 9.4.5. Then
τ (r1 ) < τ (r3 ) and τ (r2 ) < τ (r3 ).
y
The lemma shows that for non-trivial regions minimal regions are favored. Hence,
combining the inequation system of Deﬁnition 9.3.2 and minimizing the function of Definition 9.4.5 results in an integer linear programming formulation.
Deﬁnition 9.4.8 (ILP formulation)
Let L ⊆ T ∗ be a process log, and let A and A′ be the matrices as deﬁned in Deﬁnition 9.3.2. We deﬁne the ILP ILP L for process log L as:
Minimize c + ⃗1 T (⃗1 · c + ·A · (⃗x − ⃗y )
such that
c + A′ · ⃗x − A · ⃗y
⃗1 T · ⃗x + ⃗1 T · ⃗y
⃗0 ≤ ⃗x
⃗0 ≤ ⃗y
0≤c

≥
≥
≤
≤
≤

⃗0
1
⃗1
⃗1
1

Deﬁnition 9.4.5
Deﬁnition 9.3.2
There should be at least one edge
x ∈ {0, 1}|T |
y ∈ {0, 1}|T |
c ∈ {0, 1}
y

This ILP problem provides the basis for our process discovery problem. However, an
optimal solution to this ILP only provides a single feasible place with a minimal value
for the target function. Therefore, in the next section, we show how this ILP problem
can be used as a basis for constructing a Petri net from a log.

9.5

Constructing Petri Nets using ILP

In the previous section we introduced the basis for constructing a Petri net from an
execution log. In this section, we present diﬀerent algorithms for the generation of Petri
nets that accept the language. The ﬁrst algorithm is based on the partial order on the
elements of the set ℜ(L) deﬁned by the target function. The second algorithm uses extra
information extracted from the execution log to select proper places. Last, we present a
method to reﬁne a given marked Petri net such that it accepts the language.

9.5.1

Generation of Independent Places

The target function of Deﬁnition 9.4.5 provides a partial order on all elements of the set
ℜ(L). In this section, we show how to generate the ﬁrst n places of a Petri net, that are
(1) able to reproduce the execution log under consideration and (2) of which the places
are as expressive as possible.
A trivial approach would be to add each solution found as a negative example to
the ILP problem, i.e. each solution found is explicitly forbidden in the next round.
However, it is clear that once a region r has been found and the corresponding feasible
place is added to the Petri net, we are no longer interested in regions r′ for which the
corresponding feasible place has more tokens, less outgoing arcs or more incoming arcs,
i.e. we are only interested in “independent regions”.
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Figure 9.5: Basic algorithm applied on language U

Deﬁnition 9.5.1 (Reﬁning the ILP after each solution)
Let L ⊆ T ∗ be a process log and let ILP (L,0) be the ILP problem as deﬁned in Deﬁnition 9.4.8. For some i ≥ 0, let ri = (x⃗i , y⃗i , ci ) ∈ ℜ(L) be a minimal solution of ILP (L,i) .
We deﬁne ILP (L,i+1) as ILP (L,i) with the additional constraint specifying:
−ci · c + ⃗y

T

· (⃗1 − y⃗i ) − ⃗x

T

· x⃗i ≥ −ci + 1 − ⃗1

T

· x⃗i
y

The additional constraint in fact requires a new solution to have a smaller initial
marking, more outgoing arcs, or fewer incoming arcs, as shown in the next lemma.
Lemma 9.5.2 (Reﬁning yields independent regions)
Let L ⊆ T ∗ be an execution log, and let region ri = (x⃗i , y⃗i , ci ) be a minimal solution
of ILP (L,i) as deﬁned in Deﬁnition 9.5.1. Let r = (⃗x, ⃗y , c) be a minimal solution of
ILP (L,i+1) following Deﬁnition 9.5.1. Then, c < ci or a t ∈ T exists such that ⃗x(t) <
x⃗i (t) ∨ ⃗y (t) > y⃗i (t).
y
Proof. Suppose the opposite, i.e. assume that c ≥ ci and ⃗x(t) ≥ x⃗i (t), and ⃗y (t) ≤ y⃗i (t)
for all t ∈ T . Since ci , c ∈ {0, 1} we know ci · c = ci . Similarly, ⃗y T · (⃗1 − y⃗i ) = 0 and
x⃗i T · ⃗x = x⃗i T · ⃗1. Hence −ci · c + ⃗y T · (⃗1 − y⃗i ) − x⃗i T · ⃗x = −ci − x⃗i T · ⃗1 and since
−ci − x⃗i T · ⃗1 < −ci + 1 − ⃗1 T · x⃗i , we know that r is not a solution of ILP (L,i+1) , which
is a contradiction. Hence, the lemma holds.
2
This reﬁnement gives a ﬁrst algorithm to construct a Petri net that is capable of
replaying a given log, in which each place is as expressive as possible. The places are
generated in an order which ensures the most expressive places to be found ﬁrst and each
places added has less tokens, more outgoing arcs, or fewer incoming arcs. Furthermore,
each solution of a reﬁned ILP is also a solution of the original ILP, since the new solution
satisﬁes all constraints of the initial ILP formulation, and some additional constraints.
Hence all places constructed using this procedure are feasible places.
Consider again the execution log U . A minimal solution of the initial ILP problem
ILP (U,0) as shown in Table 9.2, is region r1 = ((0, 0, 0), (1, 0, 0), 1). The target function
has value τ (r1 ) = 1. This region results in the addition of the constraint:
 
0
−c + ⃗y T ·  1  ≥ 0
1
Region r1 is clearly no solution of this constraint. Adding the constraint to ILP (L,0)
gives ILP (L,1) . Figure 9.5 shows the Petri net that was generated after four reﬁnements.
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Table 9.2: The initial ILP formulation for language U

minimize
⟨A⟩:
⟨A, B⟩:
⟨A, C⟩:
⟨A, B, C⟩:
At least one arc:
upper bound
lower bound

xA
4
0
1
1
1
1
1
0

xB
2
0
0
0
1
1
1
0

xC
2
0
0
0
0
1
1
0

yA
-4
-1
-1
-1
-1
1
1
0

yB
-2
0
-1
0
-1
1
1
0

yC
-2
0
0
-1
-1
1
1
0

c
5
1
1
1
1
0
1
0

≥
≥
≥
≥
≥

0
0
0
0
1

The procedure, however, still has the downside that the total number of places is
worst-case exponential in the number of transitions. Therefore, we propose to guide the
search for solutions (i.e. for places) using concepts from the ﬁeld of process discovery
[8, 16, 47, 108].

9.5.2

Generation of Places Expressing Causal Dependencies

In this chapter, we search for an algorithm that discovers Petri nets from an execution log
using the theory of regions. Up to now, we have only searched for feasible places that are
“most expressive”, i.e. places with the smallest initial marking, minimal incoming arcs,
and maximal outgoing arcs such that the resulting net accepts the preﬁx-closed language
deﬁned by the execution log. However, we did not search for places that explicitly express
causal dependencies between transitions. In this subsection, we ﬁrst introduce how these
causal dependencies can be derived from an execution log. We use these relations in
combination with the ILP formulation of Deﬁnition 9.4.8 to construct a Petri net.
Deﬁnition 9.5.3 (Causal dependency [16])
Let L ⊆ T ∗ be an execution log over some set of activities T . If for two activities a, b ∈ T
traces σ1 , σ2 ∈ T ∗ exist such that σ1 ; ⟨a, b⟩; σ2 ∈ L, we write a >L b. If a >L b and not
b >L a in a log L, there is a causal dependency between a and b, denoted by a →L b. y
In [16], it was shown that if a log L satisﬁes a certain completeness criterion and if a
Petri net of a certain class [16] exists that can reproduce this log, then the >L relation is
suﬃcient to reconstruct the Petri net from the execution log. However, the completeness
criterion assumes knowledge of the Petri net producing the execution log. As we only
have the execution log, it is unknown whether the log is complete or not. Given a system
that generated some execution log, it is unknown whether the system could generate
a new trace, i.e. a sequence which is not in the language deﬁned by the execution log.
Nonetheless, we provide the formal deﬁnition of the notion of completeness, and we prove
that for complete logs, causal dependencies directly relate to places and hence provide a
good guide for ﬁnding these places.
Deﬁnition 9.5.4 (Complete log with respect to a Petri net [16])
Let (N, m) be a marked Petri net with N = (P, T, F ) and m ∈ IN P . Let L ⊆ T ∗ be an
execution log. The execution log L is called complete with respect to (N, m) if and only
σ
if for all σ, σ1 , σ2 ∈ T ∗ , a, b ∈ T such that σ = σ1 ; ⟨a, b⟩; σ2 and (N : m −→) we have
a >L b.
y
We will restrict our search for Petri nets that are complete with respect to the given
log. In [16], the proof that a causal dependency corresponds to a place is only given for
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Figure 9.6: Each place in the Petri net expresses a causal dependency of the log U

safe Petri nets. This can however be generalized to general Petri nets.
Lemma 9.5.5 (Causality implies a place)
Let (N, m) be a marked Petri net with N = (P, T, F ) and m ∈ IN P . Let L ⊆ T ∗ be a
complete execution log of (N, m). For all a, b ∈ T , it holds that if a ̸= b and a →L b then
a• ∩ • b ̸= ∅.
y
Proof. Suppose such a place does not exist, i.e. assume a →L b and a• ∩ • b = ∅.
σ
By deﬁnition of >L , there are sequences σ1 , σ2 ∈ T ∗ such that (N : m −→) where
a
b
→, then (N : s −→),
σ = σ ; ⟨a, b⟩; σ . Let s = m + N · −
σ
but also (N : s −→ s′ ), for some
1

2

1

s′ ∈ IN P , since a• ∩ • b = ∅.
a
Further, we have ¬(N : s′ −→), since otherwise a →L b would not hold. Then,
(• b\b• )∩ • a ̸= ∅, since otherwise, transition a would be enabled in s′ . Let p ∈ (• b\b• )∩ • a.
Then, s(p) = 1, since if s(p) > 1, then a would be enabled in (N, s′ ). Hence, transition
⟨a,b⟩

b is not enabled after ﬁring σ1 ; ⟨a⟩. This is a contradiction, since now ¬(N : s −→).
Hence, we may conclude a• ∩ • b ̸= ∅.

2

Lemma 9.5.5 shows that a causal dependency in the log corresponds to a place, if
the log is complete. Causal dependencies between transitions are used by many process
discovery algorithms (cf. [8, 16, 47, 108]) and generally provide a good indication as to
which transitions should be connected through places. Furthermore, extensive techniques
are available to derive causal dependencies between transitions using heuristic approaches
[16, 47]. However, it is not known whether the log is complete and whether we covered
all causal dependencies. In order to ﬁnd a place expressing a speciﬁc causal dependency,
we extend the ILP problem presented in Deﬁnition 9.4.8.
Deﬁnition 9.5.6 (ILP for causal dependency)
Let L ⊆ T ∗ be a process log, and let ILP L be the ILP as deﬁned in Deﬁnition 9.4.8.
Furthermore, let a, b ∈ T such that a →L b. We deﬁne the reﬁned ILP, ILP (L,a→b) as
ILP L , with two extra bounds specifying that:
⃗x(a) = ⃗y (b) = 1
y
A solution of the optimization problem expresses the causal dependency t1 →L t2 ,
and restricts the behavior as much as possible. However, such a solution does not have
to exist, i.e. the ILP might be infeasible, in which case no place is added to the Petri net
being constructed. Nonetheless, by considering a separate ILP for each causal dependency in the log, a Petri net can be constructed, in which each place is as expressive as
possible and expresses at least one dependency derived from the log. With this approach,
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at most one place is generated for each dependency and thus the upper bound of places
is the number of causal dependencies, which is worst-case quadratic in the number of
transitions and hence independent of the size of the log.
Consider again the execution log U = {⟨A, C⟩, ⟨A, B, C⟩}. It has the following causal
dependencies: A →U B, A →U C and B →U C. Consider the ﬁrst causal dependency.
This results in ILP L,A→U B which adds the constraint ⃗x(A) = ⃗y (B) = 1 to the initial
ILP formulation. A solution for this ILP is r1 = ((1, 0, 0), (0, 1, 0), 0). The region r2 =
((1, 0, 0), (0, 0, 1), 0) is a solution for the causal dependency A →U C. Causal dependency
B →L C results in the region r3 = ((1, 1, 0), (0, 1, 1), 0), which also covers the other two
causal dependencies. Figure 9.6 shows the resulting Petri net, where p1 , p2 and p3 are
the corresponding places of regions r1 ,r2 and r3 , respectively.

9.5.3

Model Refinement

The algorithms presented in the previous sections all started from an initial net:
((∅, T, ∅), ∅). In this section, we present a reﬁnement algorithm that takes a language and a marked Petri net as input, and produces a marked Petri net that accepts
the language. The need for such an algorithm naturally arises for models derived by
eﬃcient but imprecise mining algorithms such as the α miner [16] and some variants
thereof [23, 109]. These algorithms tend to assume that the log under consideration was
generated by a Petri net belonging to a certain class of models, the so-called potential
models [48]. Typically, it is proven that if the log was generated by a potential model,
then this potential model (or a behavioral equivalent one) can be discovered. Due to the
assumed existence of a potential model, these kind of algorithms typically do not work
well on logs for which such a potential model does not exist. The resulting Petri net
often is incapable of reproducing the log.
Consider a marked Petri net and a preﬁx-closed language. If the net cannot accept
this language, there should be places that are not feasible, as shown in the next lemma.
Lemma 9.5.7
Let (N, m) be a marked Petri net with N = (P, T, F ) and L a preﬁx-closed language
over T . Then (N, m) accepts language L if and only if all places are feasible places. y
Proof. (⇒) We need to show that if all places are feasible, (N, m) accepts L. Suppose
the opposite, i.e. a place p ∈ P exists that does not correspond to a region of L. Let
c = m(p), ⃗x(t) = 1 iﬀ t ∈ p• for all t ∈ T , and 0 otherwise, and let ⃗y (t) = 1 iﬀ t ∈ • p for
all t ∈ T , and 0 otherwise. Then r = (⃗x, ⃗y , c) ̸∈ ℜ(L). Thus, a non-empty word w ∈ L
−
→
∑
→
w (t)⃗y (t) < 0 where w = w′ ; ⟨a⟩ for some w′ ∈ L
exists such that c + t∈T (w′ (t)⃗x(t) − −
and a ∈ T . But then w cannot be a ﬁring sequence of (N, m), since the marking in place
p cannot be negative. Hence, L cannot be replayed by (N, m), which is a contradiction.
Hence, all places are feasible.
(⇐) We need to show that if (N, m) accepts L, then all places are feasible. This
follows directly from Corollary 9.3.5.
2
The lemma shows that each place should be feasible in order to accept the language.
Therefore, the algorithm removes in the ﬁrst step all places that are not feasible, i.e.
places that do not correspond to a solution of the inequation system of Deﬁnition 9.3.2.
The result is a cleaned-up version of the given Petri net that can reproduce the log. In
the second step, we apply one of the previous presented algorithms to add new places.
For the generation of independent places, we ﬁrst add for each place already in the Petri
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(a) Original net (α-miner)

(b) Reﬁned net (causal dependencies)

Figure 9.7: Reﬁning a Petri net generated by the α-algorithm

net the corresponding constraint as deﬁned in Deﬁnition 9.5.1. In case of the generation
of places that express causal dependencies, we ﬁrst remove the causal dependencies that
are already covered in the Petri net.
Consider the example in Figure 9.7. The ﬁrst Petri net is generated by the αalgorithm [16]. This net cannot reproduce the execution log, since trace ⟨A, C⟩ is not
possible. This net is taken as input for the reﬁnement algorithm. First, place p is removed, as this place is not a solution of the inequation system and thus preventing the
Petri net from replaying the log. Removing this place yields a net that no longer expresses the causal dependency from B to C. Hence, in the second step, a new place q is
discovered using our ILP approach that does express this dependency.

9.6

Discovery of Classes of Petri Nets

The two algorithms presented in the previous section are generic and can easily be extended to diﬀerent subclasses of Petri nets. In this subsection, we focus on some of these
subclasses.

9.6.1

Marked Graphs

The ﬁrst subclass of Petri nets we consider is the class of marked graphs [44]. In a marked
graph, each place has at most one input transition and at most one output transition, i.e.
⃗1 T · ⃗x ≤ 1 and ⃗1 T · ⃗y ≤ 1. By adding these constraints to the ILP formulation, we ensure
that the resulting net in which each place corresponds to a solution of the extended ILP
formulation. As we do not introduce new variables, the inﬂuence of these constraints on
the computation time is negligible.
In Figure 9.8, two marked graphs are presented that were constructed from the log of
Table 9.1. The ﬁrst marked graph is generated using the basic algorithm with independent places, the second marked graph is generated using causal dependencies. Both nets
accept the language deﬁned by the log. However, the second allows for more behavior.

9.6.2

State Machines

State machines are the counterpart of Marked graphs, i.e. transitions have at most one
input place and one output place. It is easy to see that this cannot be captured by an
extension of the ILP directly. The property is not dealing with a single solution of the
ILP (i.e. a single place), but it is dealing with the collection of all places found.
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Figure 9.8: Marked graphs constructed from the execution log of Table 9.1
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Figure 9.9: State machines constructed from the execution log of Table 9.1

Although, to ﬁnd state machines we need a global condition on all places found,
we propose a diﬀerent solution. Observe that, if we solve the initial ILP problem, the
resulting net is a state machine. Thus, if we want to add an additional place such that the
resulting net remains a state machine, we cannot add an outgoing arc from a transition
if it already has an outgoing arc, nor can we add an incoming arc to a transition, if that
transition already has an incoming arc. This gives a basic algorithm to construct state
machines. Thus, given a solution (x⃗0 , y⃗0 , c0 ), if x⃗0 (t) = 1 for some transition t ∈ T ,
then we add the constraint ⃗x(t) = 0, and if y⃗0 (t) = 1, we add the constraint ⃗y (t) = 0.
Currently, the order in which places are found is undeterministic: the ﬁrst place satisfying
the conditions is chosen, and from that moment on, no other places are connected to these
transitions. Note that this way, the resulting net accepts the language deﬁned by the
log, but it is not an exact representation.
Figure 9.9 depicts two possible state machines that can be constructed from the
execution log of Table 9.1. The ﬁrst net is generated by the basic algorithm, the second
net is generated using the causal dependencies found in the execution log. Note that
in both results transitions “B” and “C” are symmetrical, i.e. these transitions can be
interchanged.

9.6.3

Free-Choice Nets

Similar to state machines, free choice nets [44] impose restrictions on the net as a whole,
rather than on a single place. A Petri net is called free choice, if for all transitions t, u, if
•
t ∩ • u ̸= ∅ then • t = • u. Hence, we need to consider each solution, and decide whether
the solution will be added or not.
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Figure 9.10: Free Choice nets constructed from the execution log of Table 9.1

Consider a solution r0 = (x⃗0 , y⃗0 , c0 ) of the initial ILP. All new solutions (⃗x, ⃗y , c) should
satisfy that if two transitions t and u exist such that y⃗0 (t) = y⃗0 (u) = 1, then these arcs
should also exist in the newly found solution, or not at all. Hence, for these transitions
we add the constraint ⃗y (t) − ⃗y (u) = 0. If we ﬁnd a new solution (⃗x, ⃗y , c) satisfying these
constraints, we need to ensure that if the corresponding places share a transition in their
postsets, vectors y⃗0 and ⃗y have to be identical. If not, we need to remove one of the
solutions. As we search for places that are most expressive, we remove the solution with
the fewest outgoing arcs. The newly added constraints ensure that if the newly found
solution shares some transition in the output, it has at least the same outgoing arcs.
Hence, we can remove the old solution.
When the causal dependencies are used to generate the solution, we check which
causal dependencies were covered by the removed solutions but not by the newly generated solution, and for these we recalculate a solution. This procedure terminates, i.e.
places added to a Petri net that call for the removal of existing places always have more
outgoing arcs than the removed places. Since the number of outgoing arcs is limited by
the number of transitions, there is an upper bound to the number of removals and hence
to the number of causal dependencies being rechecked. The algorithm does however put
a strain on the computation time, since each causal dependency is investigated as most
as often as the number of diﬀerent transitions in the log, and hence instead of solving
the ILP |T |2 times, it might be solved |T |3 times. However, since the added constraints
have a speciﬁc form, solving the ILP gets quicker with each iteration (due to reduced
complexity of the Branch-and-Bound part) [100].
Figure 9.10 shows two free-choice nets accepting the log of Table 9.1. Note that
transitions “B” and “C” are again symmetrical. The ﬁrst solution basically allows for
any order of transitions A, B, C and E, and if transition D ﬁres, all transitions become
disabled. Note that this behavior is almost similar to the initial net with only transitions.
This is a logical consequence of the independency of places. Each new place is “independent”, and has more outgoing arcs. Hence, in a few iterations, the place in the middle is
generated. The second net accepts the language, but cannot express the choice between
B and C in parallel or E. These examples emphasize the importance of choosing the
right feasible places to add to the Petri net.

9.6.4

Petri Nets Without Self-loops

Some industrial languages prohibit the use of self-loops, i.e. transitions such that both
consume from and produce in the same place. A Petri net N = (P, T, F ) without self
loops is called pure, i.e. A net is pure iﬀ • t ∩ t• = ∅ for all transitions t ∈ T . This
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Figure 9.11: “Boundedness constraints” on the nets constructed from the execution log of Table 9.1

property can easily be incorporated in the ILP formulation by adding the constraints
∀t ∈ T : ⃗x(t) + ⃗y (t) ≤ 1
The addition of these constraints slightly increases the size of the ILP problem (with
as many constraints as transitions found in the log), thus resulting in a slight increase in
computation time. However, since most logs have far more preﬁxes than actual transitions, the overall eﬀect is negligible.

9.6.5

Bounded Petri Nets

In a bounded Petri net, there is a bound k such that for all reachable markings, the
number of tokens in a place is less than this bound. By Corollary 9.3.5, if a preﬁx-closed
language is generated by a marked Petri net, each place is a feasible place. From the
marking equation, we may directly conclude boundedness of a place if it satisﬁes some
additional constraints, as shown in the next corollary.
Corollary 9.6.1
Let L be the language generated by the marked Petri net (N, m0 ) where N = (P, T, F ).
Let p ∈ P and let r ∈ ℜ(L) be its corresponding region. If for some k ∈ IN region r
satisﬁes
c + ⃗1 T · A · (⃗x − ⃗y ) ≤ k
then place p is k-bounded.

y

Hence, adding the constraints of Corollary 9.6.1, results in places that are k-bounded,
provided that the set of traces of the resulting net is identical to the given language.
However, if there are ﬁring sequences of the marked Petri net that are not present in the
given language, the places found may not be bounded. Figure 9.11 depicts to marked
Petri nets that are generated by the ILP formulation with the extra constraints of Corollary 9.6.1 for k = 1. The ﬁrst is generated by adding independent places, the second is
generated using the causal dependencies. Clearly, the ﬁrst net is bounded. The second
net also fulﬁlls all requirements. For the ﬁring sequences in the language, the places have
an upper bound. However, as transition A can ﬁre inﬁnitely often, the places in which
A produce are all unbounded.
Adding the constraints for boundedness, the problem size doubles (there are twice as
many constraints) and since the execution time is exponential in the size of the problem,
the worst-case execution time is squared.
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Figure 9.12: Workﬂow constraints on the nets constructed from the execution log of Table 9.1

9.6.6

Workflow Nets

An important class of Petri nets for process discovery is the class of Workﬂow nets. A
workﬂow net is a Petri net with one initial place and one ﬁnal place. In the context of
process mining, each case in the execution log should have a clear start activity (or a
small set of start activities) and a clear end activity (or a small set of end activities).
Before we introduce an algorithm for the construction of workﬂow nets using the ILP
formulation, we discuss a property closely related to the soundness property of workﬂow
nets: after completion of the case, the net should be empty. For a preﬁx-closed language,
this can be ensured by requiring the net to be empty after the execution of each maximal
word, i.e. a word in the language that is not a proper preﬁx for any other word in the
language. We can formalize this in the ILP formulation by adding the extra constraints:
∀w ∈ L : ¬(∃w′ ∈ L, a ∈ T : w′ = w; ⟨a⟩) =⇒ c + ⃗σ

T

· ⃗x − ⃗σ

T

· ⃗y = 0

Although soundness and the empty marking are not identical, we can use these results
for the construction of workﬂow nets using the ILP formulation. In the initial marking,
only the initial place is marked. This means that we do not allow places to be marked,
unless it is the initial place. Furthermore, an initial place has no incoming arcs, i.e. the
x-vector of a region representing the initial place is the empty vector ⃗0. In terms of the
ILP, this is translated into two stages. First we search for the initial place, by adding
the constraints c = 0 and ⃗x = ⃗0. This results in a place with no incoming arcs, and
as many outgoing arcs as possible. Next, we add the constraint c = 0, and start one
of the algorithms in the previous section. Note that we can not explicitly search for a
ﬁnal place. We could search for a place with as many incoming arcs as possible, but
as a consequence of Lemma 9.4.4, we can add a place with an incoming arc from each
transition of the net and no outgoing arcs, without loosing the ability of replaying the
log. Hence, the ILP formulation does not allow to search for ﬁnal places. One solution
would be to require the net to be empty after each maximal word. However, if we modify
the language by adding a special transition marking the end of the word, we are able to
ﬁnd a ﬁnal place. Let X ̸∈ T be a transition. For a preﬁx-closed language L over some
set T , we deﬁne the language L′ as follows:
L′ = L ∪ {w; ⟨X⟩ | w ∈ L ∧ ¬∃w′ ∈ L, a ∈ T : w′ = w; ⟨a⟩}
In language L′ , every “maximal” word, i.e. a word that is not a proper preﬁx of some
other word, is concatenated with the transition X. Next, we search for a workﬂow net
that is empty after execution of each maximal word. Since the net is empty after ﬁring
transition X, we can add a place f ̸∈ P to the net, and an arc from X to f . Then, f is
the ﬁnal place. Although we can ﬁnd an initial and a ﬁnal place, we cannot guarantee
the result to be a workﬂow net, as we cannot enforce each node to be on a path from the
initial place to the ﬁnal place.
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Figure 9.12 shows the Petri net constructed from the log of Table 9.1. The Petri
net generated by adding independent places is identical to the net constructed using the
causal dependencies found in the execution log.

9.7

Discovery of Extensions on Petri Nets

In the previous section we have shown how the ILP formulation can be used to generate
classes of Petri nets. In this section we consider two of the most popular extensions of
this class of nets, namely, Petri nets with reset and inhibitor arcs.
Deﬁnition 9.7.1 (Petri net with reset and inhibitor arcs)
A Petri net with reset and inhibitor arcs N is a 5-tuple N = (P, T, F, R, I), where (1)
(P, T, F ) is a Petri net; (2) R ⊆ T × P is the set of reset arcs, and (3) I ⊆ P × T is the
set of inhibitor arcs. Given a transition t ∈ T and place p ∈ P , if (p, t) ∈ I, place p is an
inhibitor place for t. If (t, p) ∈ R, place p is a reset place of t.
y
Similarly to classical Petri nets, semantics of Petri nets with reset and inhibitor arcs is
given in terms of markings. Inhibitor arcs inﬂuence whether a given transition is enabled
or not. Formally, a transition t ∈ T is enabled in a marking m ∈ IN P if and only if
•
t ≤ m and m(q) = 0 for all q such that (q, t) ∈ I. Only enabled transitions may ﬁre.
Reset arcs are used in determining results of a transition ﬁring: places connected to a
transition by reset arcs are emptied (reset) when the transition ﬁres. To formalise this
we introduce an auxiliary function πt : IN P → IN P deﬁned as πt (m)(p) = 0 if (t, p) ∈ R
and πt (m)(p) = m(p), otherwise. Using this notation we say that a ﬁring of transition t
results in a new marking m′ with m′ = πt (m − • t) + t• .
In the remainder of this section we discuss how reset arcs and inhibitor arcs can be
added to the ILP formulation and how these can be used to discover and reﬁne Petri
nets.

9.7.1

Inhibitor Nets

Up to now, the region only expresses regular arcs, i.e. only arcs that consume and
produce tokens in the corresponding place. With the extension of inhibitor arcs, a new
class of arcs is added, and hence, the deﬁnition of a region needs to be changed to express
inhibitor arcs. An inhibitor arc between a place and transition prevents the transition
to ﬁre if there is a token present in the place. To express this in the ILP formulation, we
add for each transition t ∈ T an extra variable, ι(t) ∈ {0, ω} that expresses the number
of tokens allowed in the corresponding feasible place in order for transition t to ﬁre. This
extends the deﬁnition of a region to:
∀t ∈ T : ∀w; ⟨t⟩ ∈ L : c + w
⃗ · ⃗x − w
⃗ · ⃗y − ι(t) ≤ 0
If no inhibitor arc is present, the condition is trivially satisﬁed, otherwise ι(t) = 0 and
ﬁring of t is possible only if the corresponding place is empty. A generalization of inhibitor
arcs can be obtained by allowing ι(t) to range between 0 and ω, i.e. the ﬁring of transition
t is possible if the place contains not more than ι(t) ∑
tokens (cf. [80]). As ι(t) = ω always
holds, in the ILP formulation we need to minimize t∈T ι(t).
Implementation of model reﬁnement in a process mining tool requires solving integer
linear programming problems involving ω. Approximating ω with a very large integer,
i.e. MAXINT, results unfortunately in numerically unstable ILP problems: despite the
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algebraic equivalence of diﬀerent solution approaches used, the results obtained by performing the computation on two diﬀerent systems may signiﬁcantly diﬀer. Hence, one
needs a lower bound for ι.
To improve the estimation of ι we need to identify the maximal number of tokens
observable in each place. As we only allow arcs with multiplicity 1, the maximal number
of tokens that can be produced in a place before ﬁring a transition is the sum of the
length of the longest trace in the log minus one and the largest initial marking of a place
in the Petri net. As the initial marking in each place is at most 1, the lower bound of
ω is (maxσ∈L |σ|). In case of arc weights, this approach does not work, and one needs
other approaches (e.g. [42]). Although the Petri net can be unbounded, this unbounded
behavior is not visible from the log, and hence, not taken into account in calculating the
Petri net.
Figure 9.13 shows an example of a net with an inhibitor arc. This inhibitor arc
expresses the fact that transition D can only occur before, or after B and C, but not
between them. Note that the net without this inhibitor arc is also capable of replaying
the log, but would allow more behavior. With the inhibitor arc, the language and the
set of traces of the Petri net are equivalent, as there is a moment when transition D is
actually inhibited from ﬁring by a token in place p. An inhibitor from transition A on
place p for example would be obsolete.

9.7.2

Reset Nets

In the previous section, we have shown that inhibitor arcs prevent the enabledness of
transitions by adding a precondition to transitions. On the other hand, reset arcs prevent
the enabledness of transitions by adding a postcondition on the ﬁring of a transition. A
reset arc between a place and transition empties the place if the transition ﬁres. This
can be expressed in the ILP formulation by adding for each transition t ∈ T an extra
variable, ρ(t) ∈ {0, ω} that expresses the amount of tokens allowed in the place after ﬁring
transition t. If ρ(t) = 0, no tokens are allowed in the place after ﬁring, thus denoting
the presence of a reset arc. Unfortunately, just adding this constraint does not work for
reset arcs, since a reset arc puts constraints on its postﬁx, rather than on its preﬁx. If
a transition has a reset arc, each of its non-empty postﬁxes should be executable from
the empty marked place. This results in adding the following constraints to the ILP
formulation:
→
→
→
∀t ∈ T : ∀σ, σ1 , σ2 ∈ L : σ = σ1 ; ⟨t⟩; σ2 ∧ (∀(µ; ν) ≤ σ2 : ρ(t) + −
σ · ⃗x − (−
µ +−
ν ) · ⃗y ≥ 0)
∑
As ρ(t) = ω is always a solution, we need to minimize t∈T ρ(t). The number of
constraints added to the ILP formulation is quadratic in the size of the log. As for
inhibitor arcs, we need a good approximation for ω, since otherwise it might lead to
numerically unstable ILP problems. A suitable lower bound is, as for inhibitor arcs, the
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maximal number of tokens that can be produced in a place, i.e. maxσ∈L |σ|, as shown
above.
Consider again the execution log U = {⟨A, C⟩, ⟨A, B, C⟩}. Adding the constraints for
reset arcs results in the net as depicted in Figure 9.14. The reset arc from place p to
transition C expresses the fact that once transition C occurs, transition B can no longer
occur. Note that in fact, the language accepted by the result is R = {⟨A, B n , C⟩ | n ∈
IN }.

9.7.3

Postprocessing for Inhibitor and Reset Arc Discovery

To discover inhibitor and reset arcs using the ILP formulation, we need to add an extra
variable for each transition. As it is quite expensive to add variables to an ILP problem,
we present an alternative approach to calculate and discover inhibitor arcs.
Inhibitor arcs prevent transitions to ﬁre, thus restricting the possible behavior of the
resulting Petri net as shown in Figure 9.15. Hence, in the context of process mining, in
which it is not known whether the observed behavior in the log is the exact behavior,
searching for inhibitor arcs is not very useful. However, as one often wants a more precise
model, we show how to calculate whether a place needs to be empty for a transition to
ﬁre as a postprocessing step.
Given a preﬁx-closed language, our approach always gives a Petri net that accepts
the language. Hence, to check whether a place p is an inhibitor place for a transition
t, we need to check whether transition t ﬁres if and only if place p is unmarked and if
transition t is enabled and place p is marked, t does not ﬁre. If this is the case, there is
an inhibitor arc between p and t.
Formally, given a marked Petri net (N, m0 ) with N = (P, T, F ) and a preﬁx closed
language L over T , to check whether a place p ∈ P is an inhibitor place for a transition
t ∈ T , we need to verify:
1. place p is empty if transition t ﬁres
→)(p) = 0
∀σ ∈ L, σ1 , σ2 ∈ T ∗ : σ = σ1 ; ⟨t⟩; σ2 =⇒ (m0 + N · −
σ
1
2. a reachable marking m exists in which transition t is enabled and place p is marked
σ
∃σ ∈ T ∗ , m ∈ R(N, m0 ) : (N : m0 −→ m) ∧ • t ≤ m ∧ m(p) > 0
3. If place p is marked and transition t is enabled, transition t does not ﬁre
σ
∀σ ∈ T ∗ , m ∈ R(N, m0 ) : ((N : m0 −→ m) ∧ • t ≤ m ∧ m(p) > 0) =⇒ (σ; ⟨t⟩) ̸∈ L
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Consider again the execution log U = {⟨A, C⟩, ⟨A, B, C⟩}, which resulted in the Petri net
shown in Figure 9.13. All conditions hold for place p and transition D.
For reset arcs we can apply the same approach. A reset arc empties a place. Given
a marked Petri net (N, m0 ) with N = (P, T, F ) and a preﬁx closed language L over T ,
we want to check whether a place p ∈ P is reset by transition t ∈ T . This means for
place p that it is always empty after the occurrence of transition t. Hence, all words in
the language that end with t should result in an empty marked place p, i.e. we need to
verify:
→
→
∀(w; ⟨t⟩) ∈ L : (m0 + N · −
w )(p) > 0 ∧ (m0 + N(−
w + ⃗t ))(p) = 0
In the example execution log U , for which the resulting Petri net is shown in Figure 9.14, the condition holds for place p and transition C.

9.8

Conclusions

In this chapter, we presented a new method for process discovery using integer linear
programming (ILP). The main idea is that places restrict the possible ﬁring sequences
of a Petri net. Hence, we search for as many places as possible, such that the resulting
Petri net is consistent with the log, i.e. such that the Petri net is able to replay the log.
The well-known theory of regions solves a similar problem for ﬁnite preﬁx-closed
languages. It synthesizes a Petri net which can reproduce the language as precisely as
possible. In [30, 79] this idea is elaborated and the problem is formalized using a linear
inequation system. The authors present two ways to construct ﬁnite Petri nets accepting
the given language with minimal additional ﬁring sequences, the basis representation and
the separating representation. However, the Petri nets synthesized using these approaches
scale in the number of events in the language, which is undesirable in process discovery.
In the basis representation, the set of places is chosen such that it is a basis for the
non-negative integer solution space of the linear inequation system. Although such a
basis always exists for homogeneous inequation systems, it is worst-case exponential in
the number of equations [79]. By construction of the inequation system, the number of
equations is linear in the number of traces, and thus, the basis representation is worstcase exponential in the number of events in the log. Hence, an event log containing
ten thousand events, referring to 40 transitions, might result in a Petri net containing a
hundred million places connected to those 40 transitions. Although [30] provides some
ideas on how to remove redundant places from the basis, these procedures still require
the basis to be constructed fully.
To reduce the theoretical exponential upper bound of the number of places in the
resulting Petri net, the authors of [30, 79] propose a separating representation. In this
representation, only places that separate the allowed behavior (speciﬁed by the systems)
using words not in the language are added to the resulting Petri net, i.e. for each word
w ∈ L and transition t ∈ T such that w; t ̸∈ L a place is added to the Petri net. Although
this representation is no longer exponential in the size of the language, but polynomial,
it requires the user to specify undesired behavior, which is in the setting of process
discovery not possible, since nothing is known about the behavior, except the behavior
seen in the event log. In [30, 79] the authors propose the separating representation for
regular and step languages and by this, they maximize the number of places generated
by the number of events in the log times the number of transitions.
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In process mining, or more precisely, in process discovery, an execution log represents
the traces executed by a system. Such an execution log represents a ﬁnite preﬁx-closed
language. In this chapter, we build on the methods proposed in [30, 79]. First of all
we have deﬁned an optimality criterion transforming the inequation system into an ILP
formulation. The optimality criterion we deﬁned is such that it guarantees that more
expressive places are found ﬁrst, i.e. places with less input arcs and more output arcs
are favored.
We presented three diﬀerent approaches to construct a marked Petri net. The ﬁrst
approach generates independent places: we ﬁrst search for the most expressive place,
and then only search for places that have a smaller initial marking, fewer incoming arcs
or more outgoing arcs. This way, a Petri net is constructed that exactly represents the
preﬁx-closed language. For this approach, there is no good stopping criterion, other than
to stop when the set of traces deﬁned by the resulting net equals the given language.
Therefore, we present a second algorithm. This algorithm uses the causality relation
as deﬁned for the alpha algorithm [16]. For each causal dependency, we search a most
expressive place expressing this causal dependency. This causality relation is generally
accepted in the ﬁeld of process discovery and, under the assumption the log is complete,
is shown to directly relate to places. Furthermore, the size of the constructed Petri net
is independent on the number of events in the log, which makes this approach applicable
in more practical situations. The third algorithm takes as input a marked Petri net and
a preﬁx-closed language. It ﬁrst checks whether each place is feasible, i.e. whether for
each place a corresponding region of the language exists. If such a region does not exist,
the place is removed. In the second step, places are added according to one of the other
algorithms. A prototype has been implemented in the tool ProM [7, 111], which allows
the user to select the diﬀerent options as presented in this chapter. All Petri nets in this
chapter have been generated using this prototype.
The advantage of integer linear programming is that many tools like [1,2] are specialized for constraint programming, of which integer linear programming is a specialization.
With constraint programming, it is possible to add additional constraints, without having to change algorithms. Using additional constraints, we can enforce structural net
properties of the discovered Petri net, such as the freedom of choice. It is clear that not
all these constraints for structural properties lead to feasible solutions, but nonetheless,
we always ﬁnd a Petri net that is able to replay the log. For all our constraints we provide
lemmas motivating these constraints. The same approach can be used for the discovery
of inhibitor arcs and reset arcs.
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Part III

Conclusions and Outlook

10
Conclusions

In this thesis, we have made several contributions to the design and veriﬁcation of
component-based information systems. Such a system consists of many components that
communicate asynchronously. The environment of a component is only partially known,
as each component only knows its direct neighbors. This way, the components form a
large scale, possibly unknown network of asynchronously communicating components.
Components can be added to or removed from the network at run time. To guarantee
correctness of such networks, we need compositional veriﬁcation methods. In this thesis,
we consider one universal sanity criterion, called soundness. Soundness is a criterion
that considers only the control ﬂow aspect of a system. A system is called sound if it
is possible to reach a desired ﬁnal state from every reachable state of the system. If a
system is not sound it is most likely that it has serious errors.
Contributions The contributions in this thesis can be summarized as follows.
1. We developed an architectural framework for component-based information systems, founded on Petri nets. In the framework, the communication between components and their internal behavior is modeled using the same modeling language.
This way, both atomic components and compositions are treated equally in the
framework. As a consequence, the framework supports the hierarchical design of
component-based information systems.
2. We developed a compositional veriﬁcation method for soundness, in which we only
have to check each pair of communicating components. We presented a condition,
the elastic communication condition, for communication to guarantee soundness.
Although the condition is suﬃcient to conclude soundness of the whole system if
each component is sound and all pairs of communicating components satisfy one
of the conditions, we have not found a necessary and suﬃcient condition.
3. To assist the modeler, we developed a design method to guarantee soundness by
construction. The method focuses on designing the components with their communication protocols. For the method, we introduced a new reﬁnement rule which
is based on the instantaneous reﬁnement of a set of places. If the set of places
satisﬁes the condition we formulated, and the reﬁning net is sound, the reﬁnement
operation is proven to preserve the soundness property.
4. Data plays an important role in information systems. We developed a subclass
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of colored Petri nets that can handle objects and their relationships, yet still it
allows for veriﬁcation. The subclass can be used to model the message passing between components. Furthermore, we presented a method that can model database
transactions for arbitrary data models in component-based information systems.
5. Based on the architectural framework we introduced a method to design and prototype component-based information systems. The method involves for each component the design of a process model, an object model, the interaction between the
two, and the forms to interact with the user. Based on these artifacts, automatically a working prototype is generated. As a proof of concept, we developed the
tool YasperWE.
6. Up to now, the methods are top-down, as each component is designed from scratch.
In most cases, organizations already have legacy information systems, which are
then extended with additional components. Therefore, we developed an algorithm
that can discover a process model from the event logs of such a system. The
algorithm is based on linear integer programming. This way, the algorithm can
easily be extended to pose additional requirements on the discovered process model.

11
Outlook

In this thesis, we only focused on a general sanity criterion, soundness. However, to
guarantee correctness, many other properties need to be considered, imposed by legal
regulations, business policies and best practices. Therefore, compositional veriﬁcation
methods should be extended to support these properties as well. For soundness, there
is still a need for necessary and suﬃcient conditions for the compositional veriﬁcation of
networks of asynchronously communicating components.
Although soundness is an important property, it can be misleading: if a system has a
sound control ﬂow, its soundness can be destroyed when taking data into account, since
data can be used in transitions as a precondition that blocks some behavior. On the other
hand, if a system is unsound, preconditions based on data can exclude bad behavior, so
that the system becomes sound. Therefore, it is interesting to consider extensions of the
soundness notion and checks that include the use of data in component-based information
systems (cf. [101]).
In this thesis, we used process mining for the analysis of existing systems to extract
the control ﬂow of components from event logs. In the future, we see an important opportunity for process mining to be integrated in the development of information systems.
Requirements are often in the form of uses cases with a set of scenarios. Requirements of
this form can be used as input for process discovery algorithms. This way, the process of
formalizing requirements can be partially automated, although validation of the models
remains essential.
To show the applicability of the approach, we need eﬃcient implementations of our
methods for the compositional veriﬁcation methods we introduced in Chapter 4. To assist the modeler, we need a tool that implements the design method based on reﬁnements
of sets of places. Although tools like Yasper and YasperWE show the applicability of
the approach, industrial tools, like IBM Websphere, support the design and implementation of component-based information systems, but lack proper veriﬁcation methods. By
combining the best of both worlds, we can put the quality of these systems on a higher
level.
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