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Abstract—Diagnosis for apnea of prematurity is commonly
performed by detecting central apneas (CAs) in the respiratory
traces of premature infants. Previous studies reported that up to
65% of CA alarms sounding in clinical practice are false.

We recently showed that using a CA detection model based
on elastic net logistic regression (ENLR) and features derived
from physiological signals can lead to improved precision. This
study explores the possibility of using other explainable machine
learning algorithms for the same purpose. CA detection models
based on Support Vector Machines (SVM), eXtreme Gradient
Boosting (XGBoost) and K-Nearest Neighbors (KNN) were there-
fore developed using the same dataset consisting of 10 premature
infants and leave-one-patient-out cross-validation.

Among the new additions, XGBoost led to the development of
the most promising CA detection model. It returned a slightly
lower mean area under the receiver operating characteristic
curve (AUROC) value (i.e., 0.84 vs. 0.86) but also fewer false CA
alarms per patient per hour in stable periods located far away
from apneic events (i.e., 2.42 vs. 2.58). This result could reduce
the burden on nurses in clinical practice, avoiding unnecessary
responses during periods when they are least needed. Most
features within the first decision trees were consistently selected,
regardless of the patient left in the test set. These were also
ranked high in terms of feature importance for both the CA
detection model based on XGBoost and ENLR, proving their
capability to effectively distinguish CAs from stable periods.

Index Terms—Apnea of prematurity, premature infants, cen-
tral apnea, explainable machine learning, detection models.

I. INTRODUCTION

Machine learning (ML) is a branch of artificial intelligence
and computer science that allows machines to extract informa-
tion from a predefined set of data and validate their learning
on previously unseen data [1], [2]. In recent years, machine
learning (ML) has proven to be a valuable tool to assist clinical

decision-making in a variety of medical domains [1], [2].
In particular, supervised learning approaches, which allow to
improve predictions through different iterations using clinical
annotations, are a common choice when aiming to predict the
onset of complications [3]–[5].

Most prevalent among premature infants is apnea of prema-
turity, characterized by cessations of breathing which may lead
to short hypoxic periods in the organs, particularly affecting
the brain [6]–[8]. This condition is typically diagnosed by
inspecting respiratory traces and searching for cessations of
breathing lasting more than 20 s or more than 10 s, when
these are followed by bradycardia or desaturation.

In neonatal intensive care units (NICUs) particular attention
is dedicated to central apneas (CAs). These occur when the
respiratory control centers initiate a stop of the respiratory
drive, leading to the absence of effort to breathe [6], [7].
CA detection is mainly performed by monitoring the chest
impedance (CI) signal for absence of fluctuations. It is however
well-known that the current clinical practice is characterized
by a high number of false alarms, which previous studies
estimated to be up to 65% of the total (i.e., precision = 0.35)
[3], [9].

We recently developed a CA detection model based on Elas-
tic Net penalty Logistic Regression (ENLR) using annotations
provided by clinical experts as ground truth, aiming to improve
the overall performance [4]. This allowed to achieve promising
results while considering a dataset consisting of both apneic
events and stable periods. However, it also returned a relatively
high count of false CA alarms per patient per hour. Therefore,
this study aims to improve performance for CA detection using
other explainable ML algorithms.

This full-text paper was peer-reviewed at the direction of IEEE Instrumentation and Measurement Society prior to the acceptance and publication.
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II. METHODS

A. Dataset and annotations

To provide a fair comparison between the results achieved
in our previous study and those derived by newly investigated
CA detection models, we used the same dataset and CA
annotations [4]. Since our study had a retrospective and non-
invasive nature, a waiver was provided by the medical ethical
committee in accordance with the Dutch law on medical
research with humans (WMO).

Our cohort consisted of 10 premature infants, where 5 devel-
oped late-onset sepsis (LOS). The two groups were matched
based on gestational age (GA) and post-menstrual age (PMA).
In addition to this, the whole cohort was characterized by a
GA = 27.6 ± 1.1 wk and PMA = 29.6 ± 1.2 wk. This patient
selection also resulted in the same distribution of genders in
both groups (i.e., 60% females), which could not be further
balanced between males and females considering the uneven
number of premature infants present in both the control and
LOS group. The electrocardiogram (ECG), CI and peripheral
oxygen saturation (SpO2) signals were extracted from the 48
h preceding the CRASH-moment (blood Culture collection,
Resuscitation, and Antibiotics Started Here) [10] or equivalent-
in-time CRASH-moment, respectively. This selection led to
the inclusion of 480 h of continuous physiological signals.

Apneic events were identified by using a dedicated
threshold-based algorithm, which was optimized considering
the characteristics of our patients [3], [11]. These were then
annotated by two clinical experts into CAs, rejections (i.e.,
apneic events alternating a flat CI signal and small oscillations,
for which it was therefore possible to exclude a central origin,
and thus considered false CAs) and artefacts (used to indicate
missing or corrupt physiological signal) [4], [5], [11] in two
rounds of annotation until consensus was reached.

The annotation process as well as the signal processing
techniques used to perform feature extraction and to create
the datasets to be used for CA detection, described in the
next sections, were implemented using Matlab (R2022b, The
MathWorks, Natick, Massachusetts, United States).

B. Features extraction

Signal processing techniques were employed to derive new
signals from the ECG, CI and SpO2 for each patient and
to extract features [4], [5]. The RR-intervals [12] and Signal
Instability Index (SII) [13], used to quantify patient motion,
were derived from the ECG, whereas the respiration Ribcage
Respiratory Effort (RRE) [14], a filtered normalized respira-
tion signal, was derived from the CI. The Cardiorespiratory
Coupling signal (CRC) [15], used to quantify the interaction
between the cardiovascular and the respiratory system, was
obtained by resampling the RRE in correspondence with the
R-peaks from the ECG.

The RR-intervals, SII, RRE, CRC and SpO2 signals were
then used to perform feature extraction using 30 s-long moving
windows with an overlap of 5 s. A total of 47 features were
extracted for each moving window considering time-domain,

frequency-domain and nonlinear measures (e.g., SDNN, RR-
intervals LF/HF Ratio, skewness of SII, sample entropy of
RRE, envelope power, and assortativity coefficient). Feature
values were then normalized using Z score.

C. Detection models definition

Sets of 4-consecutive moving windows (4-windows-sets)
and derived features were used to create the datasets used
for training, validating and testing the different CA detection
models [4]. These received an annotation based on the overlaps
with the annotations from clinical experts. 4-windows-sets
presenting an overlap (i.e., > 0 s) with a CA were further an-
notated as CA-sets, and 4-windows-sets presenting an overlap
with an artifact were excluded. The remaining 4-windows-sets,
even in the event of an overlap with a rejection, were further
annotated as stable-sets and used to indicate stable periods.
The resulting dataset constituted the test set used in this study.

Due to the severe imbalance found in the test set, a subset
of all the included 4-windows-sets was used to create a train-
ing and validation set. This included all CA-sets, stable-sets
overlapping with rejections (i.e., rejection-sets), and stable-sets
within the 1 min surrounding the two preceding selections.
Some additional stable-sets characterized by a distance > 1
min from clinicians annotations (i.e., distant stable-sets) were
also included by using NearMiss 3 undersampling, a tech-
nique based on K-nearest neighbor (KNN) aiming to improve
precision [16]. This undersampling method was selected after
considering: (1) the lack of previous reports regarding the use
of oversampling methods together with the features included
in this study, potentially leading to the introduction of non-
physiological training examples, and (2) the very high amount
of minority samples already included in our dataset.

Leave-one-patient-out cross-validation (LOPO CV) was
used for training, validating and testing each CA detection
model. For each iteration, 4-windows-sets for one patient
were extracted from the test set and constituted a test subset.
After excluding 4-windows-sets for this same patient from the
training and validation set, the remaining 4-windows-sets were
respectively separated using a random 70/30 split ratio into a
training subset and a validation subset. This selection was used
to perform hyperparameter tuning using a grid search approach
and the area under the receiver operating characteristic curve
(AUROC) values as a scoring function.

To create new CA detection models, three explainable ML
algorithms were selected based on: (1) their popularity within
the field of ML, (2) a different methodology compared to
the one employed by ENLR, selected in our previous study
[4], and (3) a high level of interpretability in their decisions.
We selected a kernel-based classification algorithm, Support
Vector Machines (SVM), a tree-based algorithm, eXtreme
Gradient Boosting (XGBoost), and an instance-based learning
algorithm, K-Nearest Neighbors (KNN). Key hyperparameters
for each ML algorithm that could significantly impact the
performance, according to previous studies performed by our
group [5], [17], alongside a range of values to investigate, were
then targeted for tuning. These are reported in Table I.
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TABLE I
LIST OF HYPERPARAMETERS INVESTIGATED FOR THE DIFFERENT CA DETECTION MODELS.

ML algorithms Hyperparameters Investigated values

ENLR C 0.001, 0.005, 0.01, 0.05, 0.1, 0.5, 1
L1 ratio 0, 0.001, 0.005, 0.01, 0.05, 0.1, 0.5, 1

SVM
C 0.1, 1, 10, 100

Gamma ‘scale’, 1, 0.1, 0.01, 0.001
Kernel ‘poly’, ‘rbf’, ‘sigmoid’

XGBoost
Learning rate 0.001, 0.005, 0.01, 0.05, 0.1
Max. depth 3, 5, 7, 9, 11

Num. estimators 1, 5, 10, 50, 100, 500, 1000

KNN
Num. neighbors 3, 5, 7, 9, 11, 19, 49, 99

Weights ‘uniform’, ‘distance’
Power 1, 2, 3

Scikit-learn and the XGBoost Package in Python (Python
Software Foundation, Fredericksburg, United States) were
used to implement the CA detection models and to perform
the detection results evaluation.

D. Detection results evaluation

Four different evaluations of the results achieved by the CA
detection models were included to provide a comparison with
those obtained using ENLR in our previous study [4].

The first evaluation consisted of the investigation of mean
AUROC values, extracted by considering each test subset.

A false positive rate (FPR) threshold equal to 0.1 for each
receiver operating characteristic (ROC) curve was used to
extract a ML-based detection for each separate 4-window-
set. Smoothing was then applied to improve precision: CA
alarms were therefore defined only if ML-based detections
were consistent in indicating the presence of a CA over 5
consecutive 4-windows-sets. The second evaluation was then
performed by investigating overlaps between CA alarms and
the annotations returned by clinical experts. This allowed
to extract a set of metrics which included the recall (true
positive rate, TPR), precision (positive predictive value, PPV),
F1 score, fall-out (false positive rate, FPR), miss rate (false
negative rate, FNR), and specificity (true negative rate, TNR).

The third evaluation consisted of an estimate of the false CA
alarm rate. This was performed by extracting a median count
per patient per hour of CA alarms overlapping with stable-sets,
rejection-sets, and distant stable-sets.

For the fourth evaluation, we investigated the selected hy-
perparameters and decisions made by the best-performing CA
detection model introduced in this study. We then compared
the latter result with the median feature importance values.

III. RESULTS

The mean AUROC values computed with the different CA
detection models for the first evaluation are shown in Fig.
1. The CA detection model based on XGBoost returned the
highest mean AUROC value among all the CA detection
models introduced in this study but was unable to improve
upon the result achieved using ENLR for this metric. Both the
CA detection models based SVM and KNN returned instead

far lower mean AUROC values, with the former algorithm
being associated with the lowest one.

Metrics for CA alarms overlapping with annotations from
clinical experts, computed for the second evaluation, are shown
in Table II. In line with previous results, metrics derived from
the use of XGBoost and ENLR were found to be similar, with
only a slight decrease in precision, F1 score and specificity
associated with XGBoost compared to ENLR. Nonetheless,
the achieved precision remained higher compared to the one
that can be found in clinical practice (i.e., 0.48 vs. 0.35) [3].

The false CA alarm rate, computed for the third evaluation,
is shown in Table III. Here, results derived from the CA
detection model based on XGBoost showed a decrease in
the median count of false CA alarms per patient per hour
for distant stable-sets. However, XGBoost also led to an
increase in false CA alarms elsewhere compared to ENLR.
It is interesting to notice that KNN returned the lowest
median count of false CA alarms per patient per hour. At
the same time, it also decreased the recall for CA alarms
overlapping with annotations from clinical experts compared
to both XGBoost and ENLR. KNN introduced more scattered
ML-based detections indicating the presence of a CA. These
were more frequently removed by smoothing, which reduced
both real and false CA alarms.

0.0 0.2 0.4 0.6 0.8 1.0
FPR

0.0

0.2

0.4

0.6

0.8

1.0

TP
R

SVM (AUROC = 0.77 ± 0.06)
KNN (AUROC = 0.80 ± 0.04)
XGBOOST (AUROC = 0.84 ± 0.06)
ENLR (AUROC = 0.86 ± 0.06)

Fig. 1. Mean AUROC values for patients left in the test set derived from
different CA detection models.

Authorized licensed use limited to: Eindhoven University of Technology. Downloaded on August 26,2024 at 07:17:39 UTC from IEEE Xplore.  Restrictions apply. 



TABLE II
METRICS FOR CA ALARMS OVERLAPPING WITH ANNOTATIONS FROM CLINICAL EXPERTS.

CA detection
model

Recall
(TPR)

Precision
(PPV) F1 score Fall-out

(FPR)
Miss rate

(FNR)
Specificity

(TNR)
ENLR 0.70 0.50 0.58 0.20 0.30 0.80
SVM 0.53 0.42 0.47 0.20 0.47 0.80

XGBoost 0.70 0.48 0.57 0.21 0.30 0.79
KNN 0.50 0.53 0.51 0.12 0.50 0.88

TABLE III
MEDIAN COUNT OF FALSE CA ALARMS PER PATIENT PER HOUR CONSIDERING OVERLAPS WITH STABLE-SETS, REJECTION-SETS, AND

DISTANT-STABLE-SETS (I.E., NOT OVERLAPPING NOR LOCATED WITHIN THE 1 MIN SURROUNDING CAS AND REJECTIONS).

False CA alarms
per patient per hour Stable-sets Rejection-sets Distant

Stable-sets
ENLR 4.61 1.45 2.58
SVM 4.47 1.30 2.52

XGBoost 4.79 1.56 2.42
KNN 2.47 0.90 1.21

For the fourth evaluation, given that XGBoost was identified
as the best-performing ML algorithm introduced in this study,
the selected hyperparameters and obtained decision trees for
different test subsets were further investigated. In particular,
hyperparameters were found to be different for each test subset
except for Max. depth, which was always found to be equal to
3. Features used within each first decision tree were found to
be often repeated (i.e., in a minimum of 7 out of 10 first trees),
with an exception found for the third bottom node, defined by
counting nodes left to right. In addition to this, these features
were extracted by considering all the different physiological
signals included in this study (i.e., ECG, CI and SpO2), along
with a variety of measures. An example of first decision tree,
extracted by considering patient 3 as a test subset, is presented
in Fig. 2a to illustrate the most frequently used feature for each
node. A comparison with the median feature importance values
computed based on the gain metric across all test subsets,
shown in Fig. 2b, allowed to confirm that 6 out 7 of the most
frequently used features for each node within the first trees
were included among the 20 most relevant features.

IV. DISCUSSION

Different solutions based on machine learning were pre-
sented in literature aiming to detect the occurrence of apnea
of prematurity. These either focused on detecting this condition
in entire patient records or targeted single apneic events (e.g.,
CAs) using a limited set of data [4], [5], [18], [19]. Among
the latter group, a CA detection model based on ENLR
presented by our group was validated using an annotated
dataset of continuous physiological signals which included
both apneic events and stable periods [4]. This CA detection
model returned an improved precision compared to what can
be found in current clinical practice (i.e., 0.50 vs. 0.35) [3].

In this study, CA detection models based on other ex-
plainable ML algorithms, which included SVM, XGBoost and
KNN were implemented, aiming for improved performance.
XGBoost, in particular, allowed to return the highest values

for all metrics among all ML algorithms introduced in this
study. Compared to the CA detection model based on ENLR,
it led to a slightly lower mean AUROC value (i.e., 0.84 vs.
0.86) and precision (i.e., 0.48 vs. 0.50). On the other end,
it returned a lower count of false CA alarms per patient per
hour in stable periods located far away from apneic events
(i.e., 2.42 vs. 2.58). The CA detection model based on SVM
not only required far more time for training compared to
all other CA detection models, a well-known drawback since
pairwise differences are used to compute the hyperplane used
to separate observations [20], but also returned the lowest
mean AUROC value as well as a low precision and F1 score.
Among all algorithms investigated in this study, KNN led
instead to the lowest median count of false CA alarms per
patient per hour (e.g., 2.47 considering stable-sets), at the cost
of returning the lowest recall for true CA alarms.

Results obtained with the CA detection model based on
XGBoost indicate a potential benefit for the use of this
CA detection model in clinical practice, as this could avoid
unnecessary nurses’ responses during less critical periods.
Despite false CA alarms located in proximity to a real CA
still contribute to an increase in alarm burden, these can be
considered less critical for nurses’ workload and, in certain
occasions, be beneficial for the infant. Early false CA alarms
could trigger an anticipated response allowing nurses to pro-
vide support before the actual onset of such event. False CA
alarms following a real CA would often not require nurses to
re-enter the patient’s room, as responses to a patient’s needs
often take several minutes. The burden associated with some of
these alarms could also potentially be reduced by preventing
them from sounding in case a preceding alarm had already
received a response in the preceding 1 min. At the same time,
notifications regarding these alarms could still reach the central
monitors within the NICU or the nurses’ handheld devices.

An evaluation of the decision trees used by the CA detection
model based on XGBoost allowed to find that the most
frequently used features for each node were in most cases

Authorized licensed use limited to: Eindhoven University of Technology. Downloaded on August 26,2024 at 07:17:39 UTC from IEEE Xplore.  Restrictions apply. 



RRE SampEn 4<-1.58139956

SDNN 4<-0.153445199

yes

RRE LF-HF Ratio 1<1.38410509

no, missing

SDNN 4<-0.320211709

yes

RRE Std Dev 4<-0.702935994

no, missing

SpO2 Std Dev 4<9.07993599e-05

yes

SDNN 2<-0.177315682

no, missing

leaf=-0.0844483227
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leaf=0.0528566428
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yes

leaf=0.200713992

no, missing leaf=-0.0915656686
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leaf=0.158999279

no, missing

(a)
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Standard Dev. of Decel. 4th win.
Standard Dev. of SpO2 4th win.

RRE LF/HF Ratio 4th win.
RRE LF/HF Ratio 1st win.

Interdec. Range of RRE 4th win.
Standard Dev. of Decel. 2nd win.
Interdec. Range of RRE 1st win.
Interdec. Range of RRE 3rd win.

Degree Var. of Nodes 4th win.
Average Accel. Resp. 4th win.

Sample Entropy of RRE 4th win.
RRE LF/HF Ratio 3rd win.

SDNN 1st win.
Sample Entropy of RRE 1st win.

Mean RR 4th win.
Interdec. Range of RRE 2nd win.
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(b)

Fig. 2. (a) Sample first tree extracted from the CA detection model based on XGBoost considering patient 3 as a test subset, and (b) median feature importance
values computed based on gain.

repeated, irrespective of the test subset that was considered.
The need for all the different physiological signals included
in this study and for a variety of measures to extract these
features indicates that the use of multichannel signals and
multimodal measurements is beneficial for CA detection.

These features were also ranked high when considering the
median feature importance values, computed based on the gain
metric across all test subsets. This metric is often preferred to
others when considering the XGBoost algorithm since it pro-
vides a direct measure of how decision trees are built. Within
each tree, a new split is generated by identifying the threshold
for one feature that returns the highest similarity scores within
each group (i.e., providing the best sample separation) and
consequently the highest gain. Similarity scores are computed
with a dedicated formula that takes into account the residuals
(i.e., differences between the observed and predicted values,
indicating how good a prediction is) and the previous predicted

probability. The value for the latter is commonly fixed for the
root node. The gain is instead computed by subtracting the
similarity score for the preceding node from the sum of the
similarity scores for the two new nodes. The average gain for
the splits that use each feature is then often used to compute
the feature importance, as performed in this study.

A comparison with the results obtained in our previous
study allowed to identify that 5 out of 7 of the most frequently
used features within the first trees were also included among
the 20 most relevant features derived from the CA detection
model based on ENLR, ranked by considering median log
odds ratios [4]. This result indicates that irrespective of the
methodology adopted by a ML algorithm, the SDNN, RRE
sample entropy, RRE LF-HF ratio and SpO2 standard de-
viation, identified for specific moving windows, can provide
significant value for CA detection.

Regarding these results it is important to remind that both
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XGBoost and ENLR are not affected by multicollinearity.
XGBoost, like other tree-based algorithms, performs a split
at each node by using a single feature. This leads to a clear
separation of each feature’ contribution in the detection. On the
other hand, by opting for either a lasso or a ridge regression,
elastic net can respectively completely remove the contribution
of redundant features or shrink their coefficients to a very
low value within a linear model. Because of this reason, the
use of these ML algorithms allows to perform an accurate
investigation of the feature importance.

The key finding of this study is that the performance
obtained with the CA detection model based on XGBoost
is considered promising for future studies since it returned a
slightly lower precision but also a lower amount of false CA
alarms in stable periods located far away from apneic events
compared to those resulting from the use of ENLR [4].

Despite these findings, the study has different limitations.
The selection of a limited set of hyperparameters to tune is
considered a first limitation since a wider selection could lead
to additional improvements. Within this study we prioritized
tuning hyperparameters that led to an important change of
performance in previous studies performed by our group,
which also made use of data extracted from premature infants
[5], [17]. Future studies could also address the effect of
different approaches to tackle imbalance before creating the
datasets used for training.

The limited number of patients used in this dataset repre-
sents another limitation. Nonetheless, this study still includes
a higher number of continuous hours of data used to evaluate
CA detection results compared to previous datasets used for
a similar purpose [18], [19]. This limitation is a consequence
of the very long time that is needed to provide accurate CA
annotations in several hours of patient data and of the lack
of other public datasets that include the physiological signal
used within this study in combination with CA annotations.
Either expanding the current dataset or annotating a separate
dataset could provide further indications regarding whether the
detection results achieved within this study are generalizable.
It is for instance well-known that in most cases apnea of
prematurity can last up to 37 weeks PMA, when the infants
reach a different level of maturation [7], [8]. Validating the
results obtained in this study by considering premature infants
with higher PMA could indicate whether it can be beneficial
to stratify patients based on their PMA or not. The use of an
external dataset could also allow for the comparison of results
derived from physiological data acquired using the technology
of different vendors.

V. CONCLUSION

This study showed that it is feasible to perform CA detec-
tion using different explainable ML algorithms. The use of
XGBoost, in particular, led to a slight decrease in precision
compared to when ENLR was considered. At the same time,
it also allowed to obtain a lower amount of false CA alarms in
stable periods located far away from apneic events, a result that
could help to avoid unnecessary nurses’ responses during less

critical periods. Most features used to perform splits within
each first decision tree were found to be selected with most
test subsets. Their relevance while performing CA detection
was confirmed while investigating the feature importance for
both the CA detection model based on XGBoost and ENLR.
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