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Chapter 1

Introduction

Developing an application faster without, compromising its quality, which is easily
maintainable and extensible, is a dream for every software developer, or a company
involved in software development. Over the last decades, a number of software development
paradigms and software technologies have been introduced, mainly by the quest to help
software developers reduce the complexity in software systems, build software faster,
and deliver more value to the end-users. An example of a software paradigm that helps
reduce software complexity, is object-oriented development [28]. An example of a software
technology that helps build software faster is software reuse [61,105].

The object-oriented paradigm provides techniques for reducing software complexity
by introducing concepts such as abstraction, encapsulation, aggregation, inheritance and
polymorphism [28]. Unlike the procedural software development paradigm that is based
on algorithms and procedures, the object-oriented paradigm emphasizes binding of data
structures with methods that operate on the data. The object-oriented paradigm allows
programmers to use the language effectively to model and solve real-world problems.
The programmer can also split problems into (small), manageable fragments of code
(modules) where the principle of encapsulation insulates developers from having to know
the implementation details.

Software reuse is the process of creating software systems from existing software
rather than building software systems from scratch [61]. Software reuse provides a
foundation of improving the way software is developed over its life-cycle. Software reuse
fosters modularity and interoperability of applications. The potential benefits of software
reuse range from decreased development time and increased product quality to improved
reliability and decreased maintenance costs [105]. A reusable component may be code,
but bigger benefits of reuse come from a broader and higher-level view on what can be
reused [105]. Software specifications, designs, tests cases, prototypes, documentation,
frameworks and templates, are all candidates for reuse.

Characteristics of the object-oriented paradigm and the technologies that support
successful reuse seem to complement each other. When object-oriented paradigm and
software reuse technology are integrated together, one can achieve increased modularity
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and interoperability of applications [105]. Object-oriented application frameworks are
interesting technologies that are based on both object-oriented paradigm and fostering
reuse practices [105].

1.1 Object-oriented Application Frameworks
Object-oriented application frameworks were invented at the end of the 1980s [19]. An
application framework is a reusable, “semi-complete” application that can be specialized
to produce custom applications [55]. Frameworks can be defined in a large variety of
domains, such as user-interfaces, operating systems, fire-alarms systems and process
control systems. Frameworks can exist as Open Source or commercial software. Example
of Open Source frameworks are those that exist as part of the Mozilla, OpenOffice.org,
GNOME, KDE, NetBeans and Eclipse projects. Examples of commercial frameworks
include: MacAppő (Apple Computer) and OWL● (Borland International). According to
Johnson and Foote [55], an object-oriented framework is a set of classes that embodies
an abstract design for solutions to a family of related problems. Frameworks provide a
standard structure or template of a working program. For example, a framework can
provide support or default behavior for drawing windows, scrollbars and menus for an
application. The following notions related to frameworks, which were introduced in [19],
will be frequently used:

• Framework core design: The framework core design comprises both abstract and
concrete classes in the domain of the framework. The concrete classes are intended
to be invisible to the framework user and the abstract classes are intended to be
either invisible to the framework user or to be subclassed by the framework user.

• Framework internal increments: These are additional classes to the framework
core design that make the framework usable. The internal increments consist
of classes that capture common implementations of the core framework design.
The two common framework internal increments are: 1) subclasses representing
common realisations of the concepts captured by the superclasses; 2) a collection
of (sub)classes representing the specifications for a complete instantiation of the
framework in a particular context.

• Application: This is a software system composed of one or more core framework
designs, each framework’s internal increments (if any) and an application-specific
increment.

• Application specific increments: This is the part of the application comprising
specific classes and objects whose functionality could not be found in the reusable
classes of the framework.

The building blocks (reusable components) of object-oriented application frameworks
can also be informally defined as semi-complete applications that can be specialized to
produce custom applications [55]. The presence of the reusable components provided
by the framework influences the development process of an application. The following
phases are involved in framework-centered software development: framework development,
framework usage, framework maintenance and evolution, and co-evolution of the framework
and its applications.
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1.1.1 Framework Development
Developing a framework is somewhat different from developing an application. The
framework developer has to have a deep understanding of the domain of the envisaged
applications and should also anticipate needs of future applications [19, 79]. The develop-
ment of the framework goes through a number of phases that include: domain analysis,
framework design, framework implementation, framework testing, and documentation [19].

• Domain analysis: This phase aims at describing the domain to be covered by the
framework [93]. To capture the requirements, one may refer to previously developed
applications in the domain, domain experts, and existing standards for the domain.
The result of the activity is a domain analysis model, containing the requirements
of the domain, the domain concepts, and the relations between those concepts.

• Framework design: This phase takes the domain analysis model as input. The
designer then decides on a suitable architectural style underlying the framework
that defines the top level design of the framework. Examples of architectural
styles include: client/server, component-based architecture and object-oriented [2].
During the framework design phase, the top-level framework design is refined and
additional classes are designed. Results from this activity are the functionality scope
given by the framework design, the framework’s reuse interface, design rules based
on architectural decisions that must be obeyed, and a design history document
describing the the encountered design problems and the solutions selected.

• Framework implementation: This phase concerns the coding of the framework core
design, i.e., abstract and concrete framework classes, and the framework internal
increments, i.e., additional classes that make the framework core design more usable.

• Framework testing: This is a way to prove whether the framework provides the
intended functionality and also to evaluate the usability of the framework. Compared
to testing applications, i.e., deciding whether an application is usable or not, testing
a framework is far from trivial. Johnson and Russo [56] state that the only way
to find out if something is reusable is to reuse it. For frameworks, this implies
developing test applications. Testing the framework with the test applications aims
at deciding whether the framework needs to be redesigned or if it is sufficiently
mature for release.

• Framework documentation: Unlike the documentation of traditional software systems
that is intended for one type of user, i.e., the end user, framework documentation
targets both the end user and the application developer. In addition to the user
manual describing how the framework works, the framework application developer
also requires a document explaining the functionality of the reusable interfaces
provided by the framework.

1.1.2 Framework Usage
Without applications that use the framework, it is not worth investing resources in
developing a framework. The procedure followed when developing framework-based
applications is similar to that used in developing traditional software applications with a
few adjustments [19].
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• Requirements analysis: This phase, like when developing traditional applications, is
aimed at collecting and analyzing the requirements of the application to be built,
using one or more framework(s).

• Conceptual Architecture: Based on the results of the requirement analysis phase,
the conceptual architecture is developed. The adjustments made in developing
framework-based application of this phase include: the association of functionality
to the reusable components, the specification of the relationships between them,
and the organization of the collaboration between them.

• Selection of framework(s): Based on the conceptual architecture developed for the
application, one or more frameworks are selected based on the functionality to be
offered by the application as well as the non-functional requirements.

• Defining application-specific increments (ASIs): Unlike the traditional applications
where all classes are designed from scratch, framework-base applications have got
two types of classes (see beginning of Section 1.1). After defining the classes of the
application that are going to reuse the functionality from the selected framework(s),
the remaining functionality with respect to the requirements of the application is
defined for the application itself, i.e., the application specific increments.

• Design and implementation of ASIs: After the ASIs are defined, there is need to
design and implement them. The difference between ASIs and classes for traditional
applications is, when designing ASIs, developers are advised to follow the design
rules stated in the framework documentation of one of the frameworks, if more than
one selected.

• Testing application: Before the ASIs and the framework-based classes are put
together into the final application, the ASIs need to be tested individually to
simplify debugging and fault analysis in the resulting application. Finally, the
complete application is verified and tested according to the application’s original
requirements.

1.1.3 Framework Maintenance and Evolution
Due to the high initial investment in the development effort and being a long-lived entity,
a framework has to evolve over time and needs to be maintained. Frameworks can be
described as E-Type systems [75]. An E-Type system can be defined as a real world
system, i.e., components of real world processes [65]. Lehman states that evolution and
maintenance of E-Type systems is a necessity, otherwise they become less satisfactory or
unstable [65]. During the initial stages of the development, the framework has to undergo
several iterations to remove the shortcomings in order to become reusable [83]. After
the first official release, evolution and maintenance of the framework have to continue
because of two main factors: fixing faults found and domain change.

After the first official release of the framework, applications will be built to reuse
the functionality provided by the framework. During the reuse, framework-related faults
may be found that require changes to the framework. The faults could either be due to
the fact that the domain covered by the framework is incomplete, i.e., failure to capture
the domain in the domain analysis, or due to the fact that the application does not
match the intended framework domain, i.e., a developed application whose requirements
have badly fit the domain covered by the framework. In both cases, the framework will
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generally be changed, forcing the organization to face the problem of selecting maintenance
strategies [19].

Furthermore, as we stated in Section 1.1.1, the domain for developing a framework
should be carefully defined in the domain analysis phase. Unfortunately, the domain can
never be exhaustive, but is often weakly defined and unstable over time [19]. If faults
resulting from application mismatch are discovered in the framework, the framework
domain can be expanded to cater for the mismatch. When the domain changes frequently,
the framework will be more difficult to reuse, and even worse, if not maintained, it
can be completely useless after a rather short time span [19]. For the framework to be
continuously usable, the domain changes captured by the framework have to be adapted
during the evolution and maintenance of the framework.

Given the situation that the framework has to be changed, either because of fixing
faults found or domain change, a maintenance strategy is necessary, i.e., the developers of
the framework need to decide whether to redesign the framework or to do a work-around
for the specific application(s) to overcome the problem [19]. If one decides to redesign
the framework, the problematic application(s) have to be delayed until a new version of
the framework is available. In this case, the framework developers are forced to maintain
two versions of the framework, i.e., the earlier framework version since there may exist
applications based on this version and the redesigned version for future applications to be
developed. In the case of performing a work-around in the application, there will be no
additional maintenance to the framework since there is only a single framework. Instead,
the maintenance problem will occur for the developed application. However, the choice of
work-around may not be feasible for successful and widely adopted frameworks, as they
may have so many applications reusing their functionality.

1.1.4 Co-evolution of a Framework and its Applications
Frameworks are constantly evolving as a result of improving the quality of the existing
interfaces and also as a result of extension by introducing new features. Frameworks
usually provide two types of interfaces to the applications that reuse the framework
functionality: stable interfaces and unstable interfaces. Examples of frameworks that
make this distinction are Eclipse [5] and Netbeans [104]. Unstable interfaces are usually
accessible but reusing them is discouraged by framework developers as these interfaces
may change arbitrarily and without notice in new versions of the framework. Stable
interfaces isolate framework-based applications from changes, under the assumption that
the framework developers limit themselves to only extending the interface as opposed to
changing it.

In practice, however, new versions of successful and widely adopted frameworks
frequently violate the assumption of preserving the interfaces that are labeled stable.
This makes applications that only use the stable interfaces of the framework to fail when
ported to new releases of the framework [115]. For this reason, if framework developers
are to avoid breaking any client code, they have to refrain from making changes to the
stable interfaces, even when these changes might improve the quality and performance of
the framework. The framework developers have to make a tradeoff between improving
the quality and performance of the stable interfaces in a new release and breaking some
of the client code. Normally, framework developers have to violate the latter so as to
evolve the framework and keep it alive.

By ignoring the incompatibilities, if applications are to benefit from the improved
quality and added functionality in the new versions of the framework, then they have
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co-evolve with the framework. Applications have to evolve due to the following possible
reasons: First, evolve in order to benefit from improved quality and new functionality
from the framework. Second, from the survey we report in Chapter 7, we discovered
that developers try to keep their plug-ins working with the latest Eclipse release so as
to keep their customer base as well as to avoid missing out on new customers. This is
because customers are more confident about the plug-in if it works with the latest release
of Eclipse. For this reason, developers are forced to co-evolve their plug-in with every
new release of Eclipse even if they are not interested in the improved quality and new
functionality from the framework. Lastly, evolve as a result of specific requirements from
the stakeholders of the application that can not be found in the reusable functionality
from the framework.

Although the reuse of unstable interfaces by application developers is discouraged,
it is common that these unstable interfaces are used. For example, in the study [23] we
discovered that about 44% of Eclipse third-party plug-ins on SourceForge use at least one
unstable interface from the Eclipse SDK framework. Therefore, if applications that use
the unstable interfaces are to co-evolve with the framework to benefit from the improved
quality of the interfaces, they also have to fix any existing interface incompatibilities.

1.1.5 Advantages of Framework-based Applications
The overall benefit of frameworks is that they enable a higher level of code and design
reuse than what is practical with other application design approaches [19]. The benefits
of reusing functionality from the framework are not gained from the first of second use,
but rather gained over time by multiple uses of the technology. Below are some of the
major benefits gained by reusing the functionality of the framework borrowed from [44]:

• Modularity: Frameworks enhance modularity by encapsulating volatile implementa-
tion details behind stable interfaces. Framework modularity helps improve software
quality by localizing the impact of design and implementation changes. This local-
ization reduces the effort required to understand and maintain existing software.

• Reusability: The stable interfaces provided by frameworks enhance reusability by
defining generic components that can be reapplied to create new applications. Frame-
work reusability leverages the domain knowledge and prior effort of experienced
developers in order to avoid re-creating and re-validating common solutions to recur-
ring application requirements and software design challenges. Reuse of framework
components can yield substantial improvements in programmer’s productivity, as
well as enhance the quality, performance, reliability, and interoperability of software.

• Extensibility: A framework enhances extensibility by providing explicit hook meth-
ods [86] that allow applications to extend their stable interfaces. Hook methods
systematically decouple the stable interfaces and behaviors of an application domain
from the variations required by instantiations of an application in a particular
context. Framework extensibility is essential to ensure timely customization of new
application services and features.

• Inversion of control: The run-time architecture of a framework is characterized
by an inversion of control. This architecture enables the canonical application
processing steps to be customized by event handler objects that are invoked via the
framework’s reactive dispatching mechanism. When events occur, the framework’s
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dispatcher reacts by invoking hook methods on pre-registered handler objects, which
perform application-specific processing on the events. Inversion of control allows
the framework (rather than each application) to determine which set of application-
specific methods to invoke in response to external events (such as window messages
arriving from end-users or packets arriving on communication ports).

1.1.6 Disadvantages of Framework-based Applications
Although the reuse of the functionality provided by application frameworks simplifies
the designing of new applications and maintenance of the existing ones, it implies that
the design and implementation of these applications heavily depends on the frameworks
they reuse. For this reason, the software development industry still faces issues along the
development cycles [4,115]. Below we state some of downsides of building framework-based
applications:

• Development process management: As stated in Section 1.1.2 developing framework-
based applications undergoes a similar development process as traditional appli-
cations. Developing traditional applications starts with specification of the work
to be done. Explicitly writing such specifications in framework-based applications
is more challenging. One has to clearly identify the two types of the application
entities: 1) those that require reusing framework core designs and/or framework
internal increments, and 2) those that should be developed from scratch, i.e., appli-
cation specific increments [19]. The difficulty of clearly identifying the two types of
application entities makes the development process of framework-based applications
ad-hoc [19].

• Framework domain applicability: When developing a framework-based application,
the challenge is to clearly determine whether the application matches the domain
of the framework. Deciding applicability of the domain to the application is rather
complex as it contains several dimensions. One dimension is interoperability, where
aspects such as co-existence of other applications is discussed, for example, if there
are restrictions in the usage of the other applications. Another dimension could
be, for example, aspects such as performance, fault-tolerance, and capacity. An
examples could be a framework intended for batch processing and not for real-time
data processing. Based on how the domain is understood, the developer has to
decide with a reasonable degree of confidence on whether to build a framework-based
application or to build it from scratch [19].

• Effort estimation: Estimating the effort spent on developing a framework-based
application can be difficult since the developer spends a considerable amount of time
understanding the framework and very little actual coding is done. This makes the
traditional effort estimation techniques based on metrics, e.g., number of produced
lines of code, complexity and function points, inadequate in the framework-based
applications [12, 19]. Furthermore, although complex applications can be built very
fast by reusing the framework, it can be difficult to foresee if a given functionality
required by the application is fully supported by the framework. If the functionality
is not fully supported, there is a risk of potential mismatch, where in this case, the
resulting effort may be even larger than developing the application from scratch.
Therefore, determining accurate effort estimations in developing framework-based
application is much more challenging than in traditional applications [19].
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• Application evolution: During evolution, framework-based applications may be
subject to two independent, asynchronous, and potentially conflicting evolution
processes [115]. The first evolution process is driven by the need to co-evolve the
application with every new release of the framework in order to use new functionality
and benefit from the improved quality of the interfaces the application uses. When
the applications are ported to the new releases of the framework, there is a danger
of incompatibilities with the new version of the framework. The second evolution
process is motivated by the continued evolution of requirements from stakeholders
of the application. If the specific requirements are not fully supported by the
framework, the developer has to decide on whether to reuse the framework of design
ASIs.

1.2 The Eclipse Framework
The studies addressed in this thesis focus on the Eclipse application framework [45]. Eclipse
is an Open Source, extensible plug-in system, an integrated development environment
(IDE) as well as an application framework. Eclipse is written in Java and by means of
various plug-ins, other programming languages including Ada, C, C++, COBOL, Fortran,
Haskell, Perl, PHP, Python, R, and Ruby are used. In addition, a small part of the Eclipse
implementation requires specific code for each of the platforms (e.g., Windows, Mac OS,
Linux) to improve the interoperability and performance. Tool builders contribute to the
Eclipse framework by wrapping their tools in pluggable components (update sites for
the plug-ins into the framework), called Eclipse plug-ins, which conform to the Eclipse’s
plug-in contract. Plug-ins are bundles of code and/or data that contribute functionality
to a software system. The Functionality can be contributed in the form of code libraries
(Java classes with public application programming interfaces (APIs)), platform extensions,
or even documentation [18,36].

1.2.1 Eclipse plug-ins
We categorize the plug-ins in the Eclipse framework into three main groups: Eclipse core
plug-ins, Eclipse extension plug-ins, and Eclipse third-party plug-ins.

• Eclipse core plug-ins (ECPs): These are plug-ins present in and shipped as part of
the Eclipse SDK. In this thesis, the ECPs and Eclipse SDK are interchangeable.
The ECPs provide core functionality upon which all plug-in extensions are built.
The ECPs also provide the runtime environment in which other plug-ins are loaded,
integrated, and executed. The fully qualified names of ECP packages start with
org.eclipse. Examples of ECPs include Java development tools (JDT), Standard
Widget Toolkit (SWT) and Platform runtime and resource management (Core) [45].

• Eclipse extension plug-ins (EEPs): These are plug-ins built with the main goal of
extending the Eclipse SDK. Most EEPs are large, generic, applications frameworks
with tool plug-ins to build other specialized applications. Like the ECPs, fully
qualified names of EEP packages start with org.eclipse, but as opposed to the
ECPs, the EEPs are not shipped as part of the Eclipse SDK. Popular EEPs include:
J2EE Standard Tools [9], Eclipse Modeling Framework [8], and PHP Development
Tools [85].
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• Eclipse third-party plug-ins (ETPs): These are the remaining plug-ins. The size of
these plug-ins ranges from very large application frameworks to small specialised
applications. Unlike ECPs and EEPs, the package names of ETPs do not have a
prefix org.eclipse. All ETPs use at least some functionality provided by ECPs
but also may use functionality provided by EEPs. The ETPs are also sometimes
referred to as Eclipse products/solutions and sometimes Eclipse extensions.

The main focus of the studies in this thesis is on the Eclipse SDK and ETPs. There
are several reasons for this focus: First, Eclipse SDK provides core functionality upon
which all plug-in are built. Second, the Eclipse SDK has been undergoing substantial
evolution for more than a decade now and therefore, we were interested to see to what
extent its evolution affects the applications that reuse the Eclipse SDK. Third, Eclipse
SDK is extensively used: by the time we started this research in May 2009, the Eclipse
marketplace1 listed around 1,000 plug-ins reusing the SDK and currently it lists 1,470
plug-ins. Finally, as opposed to EEPs that are predominantly application frameworks,
i.e., large software systems, and also covering a small domain, we have chosen the ETPs
because we wanted to study how the Eclipse SDK is being used since ETPs come in
a variety of domains and sizes. Wermelinger, Yijun and Lozano have also extensively
analyzed ECPs [109].

1.2.2 Eclipse Interfaces
The Eclipse has two main types of interfaces, i.e., visible features that can be reused, it
provides to applications that reuse its functionality: non-APIs and APIs [5, 37,38].

• Eclipse non-APIs (“bad”): The non-APIs, which we also call bad interfaces,
are internal implementation artifacts that are found in a package with the substring
“internal” in a fully qualified package name according to Eclipse naming convention
[37]. The internal implementations include public Java classes or interfaces, or
public or protected methods, or fields in such a class or interface. Users are strongly
discouraged from using any of the non-APIs since they may be unstable [38]. Eclipse
clearly states that clients who think they must use these non-APIs do it at their
own risk as non-APIs are subject to arbitrary change or removal without notice.
Eclipse does not usually provide documentation and support to the non-APIs.

• Eclipse APIs (“good”): The APIs, which we also call good interfaces, are the
public Java classes or interfaces that can be found in packages that do not contain
the segment “internal” in the fully qualified package name, or a public or protected
method, or field in such a class or interface. Eclipse states that, the APIs are
considered to be stable and therefore can be used by any application developer
without any risk. Furthermore, Eclipse also provides documentation and support
for these APIs.

1.2.3 Co-evolution of the Eclipse SDK and its Applications
Since its inception in 2001 the Eclipse SDK framework has been constantly evolving. At
the time of writing this thesis (November, 2012), the Eclipse SDK has produced 14 major
releases and 25 milestone releases presented in Table 1.1. The research carried out in this

1http://marketplace.eclipse.org
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Major Release # Milestones API change Release Date
4.2 1 non-breaking change Wed, 27 Jun 2012
4.1 2 non-breaking change Mon, 20 Jun 2011
4.0 2 breaking change Tue, 27 Jul 2010
3.7 2 non-breaking change Mon, 13 Jun 2011
3.6 2 non-breaking change Tue, 8 Jun 2010
3.5 2 non-breaking change Thu, 11 Jun 2009
3.4 2 non-breaking change Tue, 17 Jun 2008
3.3 3 non-breaking change Mon, 25 Jun 2007
3.2 2 non-breaking change Thu, 29 Jun 2006
3.1 2 non-breaking change Mon, 27 Jun 2005
3.0 2 breaking change Fri, 25 Jun 2004
2.1 3 non-breaking change Thu, 27 Mar 2003
2.0 2 breaking change Thu, 27 Jun 2002
1.0 0 breaking change Wed, 7 Nov 2001

Table 1.1: Eclipse releases. # Milestones–Represents the number of milestone releases
before the next major release.

thesis is based on 11 of the 14 major releases, SDK 1.0—3.7 (see column Major Release
in Table 1.1).

As the Eclipse SDK framework evolves from one release to the next, it makes changes
to its interfaces during maintenance activities and also introduces new interfaces to extend
the framework. As stated in Section 1.2.2 the Eclipse SDK framework, which is part of
the general Eclipse framework, has got two types of interfaces: APIs and non-APIs. Since
the non-APIs are undocumented and unsupported, clients encountering incompatibilities
in a new SDK release, must dig into the Eclipse source code to understand how the
non-APIs have changed. For APIs, changes made to the APIs are usually documented and
communicated to the clients that use them. The changes made to APIs are categorized
into two types: API breaking changes and API non-breaking changes (see column API
change in Table 1.1) [11].

• API breaking changes: When API breaking changes are made from one Eclipse SDK
release to the next, compatibility of the applications that depend on these changed
APIs is broken in the newer Eclipse SDK releases [11, 38]. During the evolution
of the Eclipse SDK, when API breaking changes are made from one release to the
next, the first number of the release is incremented by one and the second number
is reset to zero. For example in Table 1.1, there were API breaking changes from
Eclipse SDK release 2.1 to 3.0. Examples of API breaking changes include, e.g.,
change of a public method name and adding or deleting formal parameter from a
public method [38].

• API non-breaking changes: When API non-breaking changes are made from one
Eclipse SDK release to the next one, compatibility of applications that depend on
these changed APIs is preserved in the newer Eclipse SDK releases [11, 38]. During
the evolution of the Eclipse SDK, from one release of the SDK to the next, API non-
breaking changes are signified by an increment by one in the second number of the
release number. For example in Table 1.1, there were only API non-breaking changes
from Eclipse SDK 3.0—3.7. API non-breaking changes include compatible API
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changes, performance changes or major code rework [11]. Examples of compatible
API changes include, e.g., deleting a non-public type (class/interface) from API
package, changing a class from abstract to non-abstract.

The results of the empirical study we carried out in Chapter 6 are concurrent with
what Eclipse states in terms of the API breaking/non-breaking changes, i.e., API breaking
changes took place between SDK 2.1 and 3.0 and none took place in SDKs 3.0—3.7.

1.3 Problem Statement
Based on the above discussion, we formulate the problem statement that is central to
this thesis as follows:

The Eclipse SDK framework is a popular, open-source and large complex software
system that provides functionality to ETPs in form of reusable interfaces. The framework
is constantly evolving to improve on the quality of the existing interfaces it provides and
also to extend the framework by introducing new interfaces. As stated in Section 1.1.6
for frameworks in general, the ETPs that reuse Eclipse SDK functionality are subject to
two independent, asynchronous, and potentially conflicting evolution processes.

The first evolution process is driven by the need to co-evolve the ETP with every new
release of the Eclipse SDK framework to use new functionality and also benefit from the
improved quality of the existing interfaces the ETP uses. When the ETP is ported to the
new releases of the framework, there is a danger of incompatibilities with the new release
of the Eclipse SDK framework.

The second evolution process is motivated by the continued evolution of requirements
from stakeholders of the ETP. If the specific requirements are not fully supported by the
framework, the developer has to decide with a reasonable degree of confidence on whether
to reuse the framework or to design new application specific increments.

Based on the two evolution processes of the ETP and the respective challenges, we
felt the need to study Eclipse interface usage by the ETPs so as to quantify/qualify the
challenges faced by the developers of the ETP. The lessons learned from this study can
provide valuable information, in particular to the providers interfaces, i.e., Eclipse SDK
developers, and users of the interfaces, i.e., ETP developers, in co-evolving the Eclipse
SDK eco-system and in general to other frameworks eco-systems as well.

1.4 Research Questions
We formulated a number of research questions addressing the problem stated in Section 1.3.
The central research question is:

RQ: What are the challenges faced by framework-based application developers in co-
evolving their application with the framework they reuse?

The central research question is split into a number of more specific research questions.
Each of the more specific research questions is addressed in the remainder of this thesis.

As a starting point in addressing the main research question we were interested in
investigating the evolution of the framework-based applications with respect to known
evolution of traditional applications. We formulated the following research question.
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RQ1: How does the evolution ETPs with respect to the interfaces they use from the
framework compare with the known general evolution of software systems?

After investigating how the ETPs evolve with respect to the framework interfaces they
depend on, we were interested in investigating the extent of the ETPs dependency of the
two types of Eclipse interfaces described in Section 1.2.2. We formulated the following
research question.

RQ2: To what extent do ETPs depend on the two types of interfaces Eclipse SDK
framework provides?

To get further insights of the usage of the two different types of interfaces, we wanted
to understand the potential risks involved in evolving the ETPs with the new Eclipse
SDK releases. The following research question was formulated.

RQ3: How does the compatibility of ETPs that depend solely on Eclipse APIs compare
to that of ETPs that depend on at least one Eclipse non-API in new Eclipse SDK
releases?

Based on the incompatibilities of the ETPs in new Eclipse SDK framework releases,
we were interested in predicting the compatibilities of the ETPs in new Eclipse SDK
releases.

RQ4: Can prediction models based on the usage of the Eclipse interfaces in the ETPs
help in predicting the compatibility of an ETP in a new Eclipse SDK release?

The investigation of Eclipse interface usage in research questions R1—R4 were all based
on the source code analysis. We also introduced a different view point in investigating
the Eclipse interface usage in research question RQ5, i.e., based on state-of-practice of
Eclipse interface usage by the developers. The findings of the RQ1—RQ4 are discussed
in comparison to the findings of RQ5.

RQ5: What is the state-of-practice of Eclipse interface usage by the developers of ETPs?

1.5 Outline
In this thesis, we carry out a series of empirical studies addressing the Eclipse SDK
interface usage in ETPs. This section gives an outline of the chapters in this thesis.
Additionally, we summarize our contributions in terms of how we quantified/qualified the
challenges faced by ETP developers and suggest possible solutions to these challenges.
The work in the Chapters 2, 4, 5, 6 and 7 is based on peer reviewed publications at
software engineering conferences and workshops. The work in Chapter 5 is based on
a peer reviewed conference and a peer reviewed journal accepted for publication. In
Chapter 3 we explain how we collected data used in Chapters 4–6. While all the papers
have distinct core contributions, there is some redundancy in the introduction of the
background material, definitions, and data collection. Some of this redundancy has not
been eliminated to make it possible to read the extended and revised papers independently.
Below we indicate the relationship between parts of this thesis to our publications.
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• Chapter 2: (RQ1) Evolution of Eclipse ETPs. In the quest to determine
how the evolution of the ETPs, with respect to Eclipse interface usage, compares
to the evolution of traditional software applications, this chapter investigateS the
applicability of Lehmans laws [68] on the ETPs. To our knowledge, we are the
first to study the applicability of these laws on software systems that exhibit a
constrained evolution process. This chapter is based on the following publication.

[22] John Businge, Alexander Serebrenik, and Mark G. J. van den Brand. 2010. An
empirical study of the evolution of Eclipse third-party plug-ins. In Proceedings
of the Joint ERCIM Workshop on Software Evolution (EVOL) and International
Workshop on Principles of Software Evolution (IWPSE) (IWPSE-EVOL ’10).
ACM, New York, NY, USA, Pages 63–72.

• Chapter 3: Big Data Collection. In this chapter, we explain how we collected
the data that we used in Chapters 4–6.

• Chapter 4: (RQ2) Eclipse API usage: the good and the bad. In this
chapter, we investigate Eclipse interface usage by the ETPs based on whether they
use bad interfaces from Eclipse or not. Based on the findings, we provided the
characteristics exhibited by the ETPs that depend solely on Eclipse good interfaces
and the ETPs that depend on at least one bad interface. Additionally, the findings
in this chapter are a starting point for further investigations in chapters 4, 5 and 6.
This chapter is based on the following publication.

[23] John Businge, Alexander Serebrenik, and Mark G. J. van den Brand. Eclipse
API usage: The Good and The Bad, Sixth International Workshop on Software
Quality and Maintainability, March 27-30, 2012, in University of Szeged, Szeged,
Hungary, Pages 54–62.

• Chapter 5: (RQ3) Survival of Eclipse ETPs. In this chapter, we investigate
the compatibility of the ETPs in new Eclipse SDK releases, based on whether the
ETPs use bad interfaces from Eclipse or not. The findings of the investigation
reveal that the use of bad interfaces from Eclipse is the major cause of the ETPs’
incompatibilities in new Eclipse SDK releases. This chapter is based on one
publication and on a manuscript accepted for publication.

[26] John Businge, Alexander Serebrenik, and Mark G. J. van den Brand. Survival
of Eclipse Third-party Plug-ins, 28th IEEE International Conference on Soft-
ware Maintenance (ICSM’12), IEEE Computer Society Press, 2012, Riva del
Garda, Trento, Italy, Pages 368–377.

[21] John Businge, Alexander Serebrenik, and Mark G. J. van den Brand. Eclipse
API usage: The Good and The Bad. Software Quality Journal. Extension
of [23], Accepted.

• Chapter 6: (RQ4) Compatibility prediction of ETPs in new Eclipse
releases. In this chapter, we propose prediction models for predicting compatibility
of Eclipse-based application, that is developed on top of a given Eclipse SDK release,
in a new Eclipse SDK release. We validated the built models, where the results
show high precision, recall and accuracy of the prediction experiments. This chapter
is based on the following publication.
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[25] John Businge, Alexander Serebrenik, and Mark G. J. van den Brand. Com-
patibility Prediction of Eclipse Third-Party Plug-ins in New Eclipse Releases,
12th IEEE International Working Conference on Source Code Analysis and
Manipulation (SCAM’12), IEEE Computer Society Press, 2012, Riva del Garda,
Trento, Italy, Pages 164–173.

• Chapter 7: (RQ5) Analyzing the Eclipse API usage: putting the devel-
oper in the loop. Due to a number of unanswered questions in our previous
chapters, in this chapter we conduct a developers’ survey with the aim of achieving
a clear picture on the state-of-the-practice of the Eclipse interface usage. The
findings of this chapter indeed reveal a clear picture on the state-of-the-practice
of the Eclipse interface usage by the Eclipse-based application developers. This
chapter is based on the recent work that is yet to be published.

[27] John Businge, Alexander Serebrenik, and Mark G. J. van den Brand. Analyzing
the Eclipse API Usage: Putting the Developer in the Loop. 17th European
Conference on Software Maintenance and Reengineering, March 5-8, 2013,
Genova, Italy. Accepted for publication

• Chapter 8: Conclusions. In this chapter, we draw conclusions to reflect on our
work and we give an outlook of opportunities for future work. All the research in
this thesis was conducted by John Businge as the first author and his supervisors
as the second authors.

• Appendices. The appendices contain additional details on the experiments re-
ported in this thesis.



Chapter 2

Evolution of Eclipse Third-party Plug-ins

Since the inception of Lehman’s software evolution laws in the early 1970s, they have
attracted significant attention from the research community. However, to our knowledge,
no study of applicability of these laws on the software systems that exhibit constrained
evolution, i.e., framework-based and general evolution, process has been carried out so
far. In this chapter we take a first step in this direction and investigate the constrained
evolution of 21 Eclipse third–party plug-ins. We investigate the trends followed by the
plug-ins in relation to plug-ins’ dependencies on Eclipse over time. The study spans 6
years of the evolution of Eclipse evolving from release 3.0 to release 3.5. Our findings
confirm the laws of continuing change, increasing complexity, self regulation, and contin-
uing growth when metrics related to dependencies between the plug-ins and the Eclipse
Architecture are considered. Unlike this, the conservation of familiarity and conservation
of organizational stability law were not confirmed and the results for the declining quality
law were inconclusive. We could not comment on the law of feedback systems since we
could not have the necessary data to measure the law. Our overall observation is that
the trends observed for constrained evolution are similar to those presented by earlier
researches on the general evolution of software systems.

2.1 Introduction
Component frameworks simplify the work of software developers because of their standard
development structure provided through their reusable components. A third-party plug-in
of a component framework is a software system that on the one hand is built to extend
the capabilities of a framework and on the other hand is built to reuse the some of
functionality provided by the framework [111]. The ease of development and maintenance
of software systems built on a component framework lead to an impressive increase on
the number of third-party plug-ins: for instance, at the moment of this writing Eclipse
Marketplace http://marketplace.eclipse.org/ lists more than 1000 third-party
plug-ins for Eclipse. However, as the framework evolves due to the need to extend its
functionality and improve its quality, the changes frequently affect the API (dependencies)
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on which the third-party plug-in relies. As a result, the plug-in may break when ported
to the new version of the framework. Hence, the evolution of a plug-in is constrained by
two independent, and potentially conflicting processes: 1) it has to evolve to keep up with
the changes introduced in the framework (framework-based evolution); 2) it has to evolve
in response to the specific requirements and desired qualities of the stake holders (general
evolution) [115].

A number of studies on the evolution of software systems have been carried out in the
past years [14, 54, 75, 113]. However, the research community has given little attention to
potentially conflicting evolution processes in cases where the software systems are built
on component frameworks. Therefore, our goal consists in understanding applicability
of traditional results on software evolution to constrained evolution of Eclipse plug-ins.
Like the previous studies that focused on general evolution [14,54,75,113], to study the
constrained evolution of software systems, we also employ Lehman’s laws of software
evolution [64, 66]. To study constrained evolution we focus on framework-based evolution
of the Eclipse third-party plug-ins (ETPs) with respect to the Eclipse interfaces the ETPs
use. We therefore formulate our research question.

RQ1: How does the evolution ETPs with respect to the interfaces they use from the
framework compare with the known general evolution of software systems?

The reminder of the chapter is organized as follows. In Section 2.2 we briefly explain
the applications used in carrying out the study and state some definitions. In Section
2.3 we discuss we carried out the experiments. In Section 2.4 we discuss the results of
the experiments. In Section 2.5 we discuss the possible threats to validity and the ways
we countered them. Section 2.6 discusses some of the related work. Finally, Section 2.7
concludes the chapter.

2.2 Data Collection
Our investigation is based upon 21, carefully selected, Open Source ETPs written in
Java. 17 of the ETPs were collected from SourceForge [6] one of the popular Open Source
repositories (the ones having results in the column DownL in Table 2.1) and the remaining
ETPs were collected from their pages declared on Eclipse marketplace [3].

The selection of a plug-in is based on the following criteria. First, a plug-in should have
dependencies on Eclipse. All the dependencies in a plug-in should indicate a particular
Eclipse class/interface being imported and not a group of classes in a package, e.g.,
plug-ins that had dependencies that include, for example org.eclipse.foo.*, were
excluded. The reason for the exclusion is that they would affect our results since from our
method of data collection we cannot tell which specific class/interface from this package
are being used by the plug-in. Second, at least one of the most recent versions of the ETP
should have been released in 2009 (corresponding to Eclipse SDK 3.5 release) and one of
the earlier versions should have been released in 2006 (corresponding to the release of
Eclipse SDK 3.2), or earlier. We consider ETP versions released in 2004 (corresponding
to the release year of Eclipse SDK 3.0). Third, the plug-in should have at least 12 or
more versions since its first release so that we have fine-grained growth trends to reduce
on the noise. Although the Eclipse plug-in architecture has got over 1,000 plug-ins, only
21 of them satisfied our selection criteria.

Table 2.1 shows the corresponding information for each of the 21 ETPs we collected.
In addition to the information for each plug-in, we also observed that the ETPs are
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Plug-in Abbr Yrs # Vers DownL Version Date SLOC

AnyEditTools Any 6 17 – FV 0.93 07-07-2004 1,842
LV 2.3.0 04-10-2009 10,237

Acceleo Acceleo 4 13 – FV 1.1.0 01-09-2006 172,807
LV 2.6.0 01-06-2009 213,346

ByteCodeOutline BCO 6 15 – FV 1.2.0 08-11-2004 2,769
LV 2.2.12 20-07-2009 6,918

CheckStyle Check 6 16 40030 FV 3.3.1 22-01-2004 7,127
LV 4.4.3 06-08-2009 23,449

Ecelemma Ecelemma 4 20 311 FV 0.1.1 25-08-2006 4,419
LV 1.4.3 19-10-2009 8,708

Extended VS Presentation Extend 4 13 – FV 1.3.0 01-08-2006 6,830
LV 1.5.3 24-05-2009 9,429

Quantum Database Utility Quantum 5 12 298 FV 2.4.5 23-02-2005 30,235
LV 3.3.8 06-11-2009 73,154

TeXlipse Tex 6 12 520 FV 1.0.0 16-03-2005 21,005
LV 1.4.0 04-04-2010 31,327

PyDev PyDev 5 52 2112 FV 1.0.6 24-04-2006 57,482
LV 1.5.5 04-03-2010 205,568

Java Hex Editor Hex 4 31 54 FV 0.0.1 05-05-2006 1,795
LV 0.3.1 28-06-2009 10,204

Beyond CVS Beyond 5 16 68 FV 0.5.1 11-11-2005 1,205
LV 0.8.9 27-02-2010 7,906

My TourBook Tour 4 26 277 FV 0.8.4 03-01-2007 32,060
LV 10.3.0 25-03-2010 125,331

Eclim (eclipse + vim) Eclim 6 28 360 FV 1.1.0 26-12-2005 4,760
LV 1.5.5 23-02-2010 29,670

Verilog editor Verlog 7 22 141 FV 0.1.0 13-03-2004 1,251
LV 0.7.1 09-04-2010 21,248

PHPeclipse PHP 6 13 1649 FV 1.0.9 28-06-2004 61,907
LV 1.2.3 09-10-2009 171,647

Eclipse Metrics Metrics 6 13 72 FV 2.7.0 04-09-2004 4,157
LV 3.14.0 28-10-2009 7,089

GetText Editor Gted 4 17 213 FV 0.1.0 06-01-2007 1,060
LV 1.5.5 22-09-2009 4,602

Green Green 5 12 343 FV 2.4.0 12-10-2005 11,416
LV 3.4.0 22-10-2009 20,401

ClearCase Clear 7 15 208 FV 0.9.11 14-06-2004 6,803
LV 2.2.1 04-03-2010 9,424

JavaCC JavaCC 6 15 207 FV 1.5.0 13-11-2005 15,292
LV 15.16 04-10-2009 17,150

SQL Explorer SQL 6 17 956 FV 2.2.3 27-03-2005 19,360
LV 3.5.1SR3 31-01-2010 33,785

Table 2.1: Plug-in information. Key: FV - first version, LV - last version, DownL -
average weekly download statistics, – - Download statistics could not be obtained from
the respective website
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associated with a range of solution domains as stated on their respective pages on Eclipse
marketplace [3]. These include: editor, modeling, code management, source code analyzer,
testing, UI, database, documentation, editor/IDE, rich client applications, integration,
UML, build & deploy, and SCM.

2.3 Experiment Design
Since the the purpose of our study is to explore the evolution of ETPs, the type of study
is exploratory. The selected case study aims at providing knowledge as a basis to develop
further theories. In the discussion of the case study, we give give a detailed explanation
about the metrics used, the tools used in metric extraction and the approach used to
study the evolution of the ETPs.

2.3.1 Metric Definitions
We are interested in studying the evolution of ETPs with respect to the ETPs’ dependencies
from Eclipse SDK interfaces. Therefore, we chose to use metrics to help us carry out this
study. Below we give definitions of the metrics used:

• Deps-Tot: The total number dependencies from Eclipse SDK interfaces in a version
on an ETP.

• Deps-Uniq: The total number of unique dependencies from Eclipse SDK interfaces
in a version of an ETP.

• Total SLOC : The total number of source lines of code in a version of an ETP.

• SLOC-Deps: The number of source lines of code in a version of an ETP, considering
only the .java files having dependencies from Eclipse SDK interfaces.

• NOF-Tot: Total number of files (.java) in a version of an ETP

• NOF-Deps: Total number of files (.java) in a version of an ETP, having depen-
dencies from Eclipse SDK interfaces.

• Add-Deps: The number of new dependencies from Eclipse SDK interfaces in a new
version of an ETP.

• Del-Deps: The number of deleted dependencies from Eclipse SDK interfaces in a
new version of an ETP.

• Add-NOF-Tot: The total number of new files (.java) in a new version of an ETP.

• Mod-NOF-Tot: The total number of modified files (.java) in a new version of an
ETP.

• Del-NOF-Tot: The total number of deleted files (.java) in a new version of an
ETP.

• Add-NOF-Deps: The number of new files (.java) having dependencies from Eclipse
SDK interfaces, in a new version of an ETP.



2.3. Experiment Design 19

Metric Tool Website
Deps-Tot Windows Grep and Excel http://www.wingrep.com
Deps-Uniq Excel
SLOC-Tot SLOCCount www.dwheeler.com/sloccount
SLOC-Deps SLOCCount
NOC-Tot Windows Grep
NOC-Deps Windows Grep
Add-Deps Excel
Del-Deps Excel
Add-NOF-Tot DependencyFinder http://sourceforge.net/projects/depfind/
Mod-NOF-Tot DependencyFinder
Del-NOF-Tot DependencyFinder
Add-NOF-Deps DependencyFinder
Mod-NOF-Deps DependencyFinder
Del-NOF-Deps DependencyFinder
Dn JDepend http://clarkware.com/software/JDepend.html

Table 2.2: Metrics, their corresponding extraction Tools and the location of the tools on
the web.

• Mod-NOF-Deps: The number of modified files (.java) having dependencies from
Eclipse SDK interfaces, in a new version of an ETP.

• Del-NOF-Deps: The number of deleted files (.java) having dependencies from
Eclipse SDK interfaces, in a new version of an ETP.

• Dn: The perpendicular normalized distance of an assembly from the main sequence.
In a software system, Dn is an indicator of the package’s balance between abstract-
ness and stability. A low value (closer to zero) of average and standard deviation of
the package’s Dn in a software system is an indicator of high quality [73].

The methodology used in extracting the metrics considers a moved or renamed file as
deleted file and then added.

2.3.2 Metric Extraction
We looked for available tools to help us extract the metrics presented in Section 2.3.1.
Table 2.2 shows the metrics and the corresponding tools used in extracting the metrics
from the ETPs.

For some of the metrics, in addition to extracts from the tools, we wrote scripts to
extract the metrics from the output of the tools. For example, we wrote scripts to extract
the metrics that required DependencyFinder for extraction. The metric SLOC-Deps,
we wrote a script that extracted only the files that had dependencies from Eclipse SDK
interfaces and used the tool SLOCCount to count for the source lines of code from the
files. For the metrics Del-Deps and Add-Deps, we wrote excel formulas that determines
the difference between two versions of an ETP to extract added and deleted dependencies.

2.3.3 Lehman’s Laws of Software Evolution
Lehman’s laws describe the evolution of E-type software systems [68]. Similar to the
study of “The Evolution of Eclipse” in [75], we consider the ETPs as E-type systems.
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Indeed, the ETPs are actively used and hence, external pressure demands them to change
over time. In our study, we investigate whether the constrained evolution of the ETPs
follows Lehman’s laws of software evolution [64,66]. Below we state the Lehman’s laws of
software evolution with respect to the evolution of our carefully selected ETPs [64,66].

• Law I: Continuing Change: The first law states that, an E-type system must be
continually adapted to its environment else it becomes progressively less satisfac-
tory [64]. Lehman continues to state that, all programs are models of some part,
aspect, or process of the world. Therefore, there must be changes to keep pace
with the needs and the potential of changing environment. If they are not, they
become progressively less relevant, useful, and cost effective. In studying the law,
Lehman, Perry and Ramil in [69] proposed the metric number of modules handled,
i.e., number of added, deleted, and modified modules, in a software system. The
trend followed by the different handled files over time would give and indication of
how the software systems are changing.

• Law II: Increasing Complexity: The second law states that, as an E-type system
evolves its complexity increases unless work is done to maintain or reduce it [64].
Lehman continues to state that the law arises from both local and global phenomena.
On the one hand, most local enhancements require, among other things, the insertion
of mechanisms such as calls to new procedures or the insertion of objects. This
adds branch points to the system, increasing its complexity independent of the way
it is defined. At the other extreme, functional extension such as the addition of
a new device or a functional subsystem will increase functional complexity of the
system as well as its global structural complexity [69]. Lehman, Perry and Ramil
in [69] states that, absence of appropriate metrics consistently applicable across the
systems they studied, complexity change could not be directly measured.

• Law III: Self Regulation: The third law suggests that the evolution of large software
systems is a self-regulating process, i.e., the system will adjust its size throughout
its lifetime. This translates to observing “ripples” (small negative and positive
adjustments), in the growth trend of a system. Evidence of this law according
to Lehman [66, 69] is that empirical growth curves show a ripple superimposed
on a steady growth trend. The ripples demonstrate the interaction between the
conflicting forces of desired growth and bounded resources. In studying the law,
Lehman, Perry and Ramil in [69] proposed the metric number of modules in a
software system. The incremental growth followed by the handled models over time
would give an indication of the self regulation nature of the software systems.

• Law IV: Conservation of Organizational Stability: The fourth law also known as the
invariant work rate law stipulates that the rate of productive output of an evolving
E-type system tends to stay constant throughout the product’s lifetime. Lehman,
Perry and Ramil in [69] suggests that the work rate can be measured by work input
or work output, but leaves this work for the future. For input, the authors state
that, the most obvious measure of input effort is person time. For output, the
authors state that, count handlings (i.e., the sum over all elements of the number
of different changes being implemented within a release of an E-type system).

• Law V: Conservation of Familiarity: The fifth law states that, in general, the
incremental growth and long term growth rate of an E-type system tends to remain
constant or to decline. Lehman states in [66] that, the rate of change and growth
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of the system can be slowed down as it ages. Lehman, Perry and Ramil in [69]
state that, as an E-type system evolves, all associated with it, i.e., developers, sales
personnel, users, must maintain mastery of its content and behaviour to achieve
satisfactory usage and evolution. Excessive growth diminishes that mastery and
leads to a transient reduction in growth rate or even shrinkage. On the other hand,
positive feedback from, for example, marketeers and users, leads to pressure for
increasing growth rate. In studying the law, Lehman, Perry and Ramil in [69]
proposed the metric number of modules in a software system. The trend followed by
the change and growth rates of these number of modules would give an indication
of familiarity is being conserved by the software systems.

• Law VI: Continuing Growth: The sixth law states that, the functional capability
of E-type systems must be continually increased to maintain user satisfaction over
the system lifetime. The programs usually grow over time to accommodate the
pressure of change and satisfy an increasing set of requitement. Lehman et al. in [70]
report that, system growth can be seen as an independent and composite monitor
of system evolution which, within limits, is neither planned nor managed. Some
of the factors that determine system growth include: system design, programmer
style and experience, development timetable and constraints, intensity of the desire
to achieve compactness of clarity [70]. Lehman et al. in [70] further report that,
the majority of reported software metrics has focused on LOC (lines of code) as a
measure of system size. The authors further report that, in the absence of a better
measure, module count can be used as an initial estimator of system functionality
and power.

• Law VII: Declining Quality: The seventh law states that the quality of E-type
systems will appear to be declining unless they are rigorously adapted, as required,
to take into account changes in the operational environment. Lehman continues to
state that quality is a function of many aspects; these aspects need to be quantified
to be controllable. Subject of being observed and measured in a consistent way,
associated measures of quality can be defined for a system, project or organization
and their value may then be tracked over releases or units of time and analyzed to
determine whether levels and trends are required or desired. Some of the metrics
suggested by Lehman include: fault rates, rate of fixes in previous releases and
many others, to observe the fitted trend line (or other models) whether it increases,
decreases or remains steady over time.

• Law VIII: Feedback System: The eighth law states that, an E-type evolution
processes constitute multi-level, multi-loop, multi-agent feedback systems and must
be treated as such to achieve significant improvement over any reasonable base.
Lehman, Perry and Ramil in [69] state that, the observation that the software
process is a feedback system that develops a dynamics of its own and that attempts
to improve the process must take its feedback nature into account. In studying the
law, the authors propose the metric mean absolute percentage error that is based
on feedback induced dynamics.

suggest that the evolution of large software systems is a self-regulating process, i.e., the
system will adjust its size throughout its lifetime. This translates to observing “ripples”
(small negative and positive adjustments), in the growth trend of a system.
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2.4 Results
In this section we discuss the metrics used for each of the studied laws and also discuss
the corresponding observed evolutionary trends for each laws.

2.4.1 Law I: Continuing Change
An E-type system must be continually adapted else it becomes progressively less satisfactory.

All our plug-ins are actively used as can be seen from the number of versions and
weekly downloads in Table 2.1. Previous studies have mainly used number of modules
handled (additions, modifications and deletions) in each release, e.g., Barry et al. [14]
employs the count of additions and changes in a portfolio, Xie, Chen and Neamtiu [113]
employs cumulative number of changes. To verify the law, in our study we analyzed the
cumulative growth of handled (added, deleted, and modified) modules in the ETPs. The
modules used in our analysis are the handled number dependencies from Eclipse SDK
interfaces, the handled number of files, and the handled source lines of code, from one
version of an ETP to the next, in each of the collected ETPs. We employed all the metrics
presented in Table 2.2 except the metric Dn.

Figure 2.1 and Figure 2.3 present the graphs for the cumulative metrics, Add-Deps and
Del-Deps, for two of the ETPs Eclim and Beyond, respectively. Figure 2.2 and Figure 2.4
present the graphs for the cumulative metrics, Add-NOF-Deps, Mod-NOF-Deps and
Del-NOF-Deps, for two of the ETPs Eclim and Beyond, respectively. In Figure 2.2 we
observe that the Add-NOF-Deps and Mod-NOF-Deps metrics have a similar pattern in
the trend likes. We can observe that the trends exhibited by all the metrics, for both
ETPs, are of general increase. The rest of the metrics and the rest of the ETPs exhibit
similar trends. We conclude that the Eclipse based evolution of the plug-ins conforms to
Lehman’s law of continuing change.

2.4.2 Law II: Increasing Complexity
An E-type system evolves its complexity increases unless work is done to maintain or
reduce it.

In Section 2.3.3 we state that one way of measuring complexity using the insertion of
mechanisms such as calls to new procedures or the insertion of objects. In the context
of the ETPs, we can measure complexity by looking at the interfaces from Eclipse SDK
used by the ETPs. As the law states, calls to new procedures add branch points to the
system and therefore the complexity of the system is increased independent of how the
complexity is measured.

In measuring the complexity of the systems as they evolve, we can look at the number
of interfaces from Eclipse SDK used by the ETPs. An increase in the number of interface
usage indicates increasing complexity and a decrease indicates reducing complexity.
Measuring complexity this way is related to how we measure the law of continuing growth
discussed later in Section 2.4.6. In measuring the law of continuing growth, among other
metrics we employ the count of the number of Eclipse SDK interfaces an ETP uses as
it evolves. We observed that the number of interfaces used increases over time in all
the 21 ETPs we studied. Like the continuing growth law, the complexity of these ETPs
increases over time. Therefore, we verify that the framework-based evolution of the ETPs
conforms to Law II: Increasing Complexity as stated by Lehman.
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Figure 2.1: Continuing Change: Cumulative Added and Deleted Deps in ETP–Eclim
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Figure 2.2: Continuing Change: Cumulative changes of files with Deps in ETP–Eclim
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Figure 2.3: Continuing Change: Cumulative Added and Deleted Deps in ETP–Beyond
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Figure 2.5: Self Regulation: Incremental Deps-Uniq growth for the ETP–PyDev

2.4.3 Law III: Self Regulation
The evolution of an E-type is a self-regulating process, i.e., the system will adjust its size
throughout its lifetime. This translates to observing “ripples” (small negative and positive
adjustments), in the growth trend of a system.

To verify this law, we analyzed the incremental module growth of each of the systems.
The modules used in our analysis are the handled number dependencies from Eclipse
SDK interfaces, the handled number of files, and the handled source lines of code, from
one version of an ETP to the next, in each of the collected ETPs. We employed all the
metrics presented in Table 2.2 except the metric Dn.

Figure 2.5 and Figure 2.6 present the graphs for the ETP–PyDev for metric Deps-Uniq
and Deps-Tot, respectively. We can observe that these ripples exist with the positive
adjustments occurring more frequent than the negative adjustments, a trend shared by
the rest of the plug-ins. The same behavior is observed when we consider the classes i.e.,
NOC-Tot and NOC-Deps. We also observe the similar trends in the plots for the rest of
the plug-ins that can be found in Appendix A. We therefore conclude that the Eclipse
based evolution of the plug-ins conforms to Lehman’s law of self-regulation.

2.4.4 Law IV: Conservation of Organizational Stability
The average effective global activity rate in an evolving E-type system is invariant over
product lifetime.

As we discussed in Section 2.3.3, project activity can be measured in terms of input
and output. Lehman suggests that the most obvious measure of input is person time.
Using our data we are not in a position to determine the time the developers of the ETPs
invested in development. For output, the law requires count handlings, i.e., the sum
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Figure 2.6: Self Regulation: Incremental Deps-Tot growth for the ETP–PyDev

over all elements of the number of different changes being implemented within a release.
Measuring this law using count handlings is related to Law V in Section 2.4.5 where
we consider both change and growth rate of the ETPs. Xie et al. [113] also studied this
law using change and growth rate. The authors found out that both change and growth
rate do not remain constant over time. In comparison to our study, in Section 2.4.5
we discovered that based on the results of change and growth rates, we observe similar
trends like those in. [113]. Therefore, we also do not confirm the law of conservation of
organizational stability.

Xie et al. [113] state that the invariant work rate law, in its original version, was
formulated in the context of commercial software development with limited resources.
The authors further state that the trends they observed make sense since the programs
they studied are open-source and the number of developers tend to increase over time [77].
The authors did not have enough data to determine if this law is applicable to their
examined open source programs or not. Similarity, we also do not have enough evidence
to determine if this law is applicable to our examined open source programs.

2.4.5 Law V: Conservation of Familiarity
In general, the incremental growth and long term growth rate of an E-type system tends
to remain constant or to decline.

In a study by Xie et al. [113], the authors suggests that both growth rate and change
rate are neither invariant nor decreasing. The authors do not verify this claim statistically.
The conclusion was based on visual inspection of the observed trends on the graphs.
Barry et al. [14] considered only growth rate and found it decreasing and the result was
statistically significant. In our study, we statistically test both change and growth rate and
present results both for Eclipse based evolution and for general evolution of the ETPs. For
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change rate we use the percentage of handled files (additions, deletions, modifications) in
the previous version of an ETP as the dependent variable. The metrics used for verifying
change rate are those of Add-NOF-Tot, Mod-NOF-Tot, Del-NOF-Tot, Add-NOF-Deps,
Mod-NOF-Deps, and Del-NOF-Deps. For growth rate we use the percentage of added
Deps and percentage of added NOF in the previous version of a plug-in as the dependent
variables respectively. The independent variable in all the cases is the ETP age measured
as the number of weeks since the first release considered.

A series of hypotheses were formulated to determine whether the evolution of the
ETPs with respect to the ETPs’ growth rate and change rate conforms to the stated
law. We use both linear and quadratic models for the regression lines to determine the
relationship between the dependent and the independent variables. We employ both linear
and quadratic regression t-test to verify the statistical significance of the relationships.
For each ETP, we first test relationship of the dependent and the independent variables
with the linear model. Second, for ETPs that cannot be explained by the linear model
(p − value > 0.1), we employ the quadratic model: if the relationship can be explained
by the simplest model, the linear model, then further analysis with a nonlinear model
will not produce a significant change in the result. For the choice of p − value (= 0.1), we
follow [67].

Yt = α + β ∗AGEt + εt (2.1)

Yt = α + β1 ∗AGEt + β2 ∗AGE2
t + εt (2.2)

Equations 1 and 2 represent the linear and quadratic model respectively. The common
terms in both models: Yt represents the particular metric (dependent variable) used to
evaluate the law for a time period (weeks)t, α is the Yt intercept or constant term, AGEt
is the variable for plug-in age that varies with time period (weeks)t and ε is the error term
of the model. For the linear model, β represents the coefficient of the independent variable.
For the quadratic model, AGE2

t is the term added to allow quadratic relationship, β1 is
the same as β and β2 is is the coefficient of the AGE2

t .

2.4.5.1 Hypotheses

We present a series of hypotheses for change rate and growth rate: Hypotheses H2, H4
and H5 test Eclipse based evolution while Hypotheses H1 and H3 test evolution.
Change Rate:

• (Handled NOC-Tot) H10: β > 0 (change rate increases over time) H1a: β ≤ 0
(change rate is invariant or declines over time)

• (Handled NOC-Deps) H20: β > 0 (change rate increases over time) H2a: β ≤ 0
(change rate is invariant or declines over time)

Growth Rate:

• (Deps) H30: β > 0 (growth rate increases over time) H3a: β ≤ 0 (growth rate is
invariant or declines over time)

• (Handled NOC-Tot) H40: β > 0 (growth rate increases over time) H4a: β ≤ 0
(growth rate is invariant or declines over time)
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Plug-in Adj R2 β Std err t P > ∣t∣ Support P − val

Any Tot 0.593 -0.427 0.098 -4.356 0.001 YES 0.993
Deps 0.603 -0.506 0.114 -4.442 0.001 YES 0.993

Acceleo Tot 0.324 -0.155 0.065 -2.408 0.039 YES 0.804
Deps 0.390 -0.198 0.075 -2.717 0.024 YES 0.596

BCO Tot 0.192 -0.112 0.055 -2.020 0.066 YES 0.176
Deps 0.148 -0.082 0.046 -1.804 0.096 YES 0.389

Check Tot -0.071 -0.021 0.078 -0.272 0.790 NO 0.061
Deps -0.070 -0.025 0.089 -0.281 0.783 NO 0.056

Eclemma Tot 0.022 -0.121 0.103 -1.177 0.256 NO 0.062
Deps 0.026 -0.152 0.126 -1.207 0.245 NO 0.069

Extend Tot 0.116 -0.128 0.082 -1.564 0.149 NO 0.998
Deps 0.116 -0.128 0.082 -1.564 0.149 NO 0.998

PyDev Tot -0.018 0.004 0.009 0.371 0.712 NO 0.037
Deps -0.021 -0.002 0.008 -0.181 0.857 NO 0.115

Hex Tot 0.118 -0.090 0.041 -2.209 0.036 YES 0.799
Deps 0.109 -0.113 0.053 -2.130 0.042 YES 0.281

Beyond Tot 0.760 -1.053 0.162 -6.491 0.000 YES 0.979
Deps 0.763 -1.053 0.161 -6.550 0.000 YES 0.986

Eclim Tot 0.336 -0.192 0.052 -3.696 0.001 YES 0.153
Deps 0.408 -0.266 0.062 -4.269 0.000 YES 0.338

Verilog Tot -0.029 -0.075 0.111 -0.676 0.507 NO 0.007
Deps 0.057 -0.099 0.068 -1.465 0.160 NO 0.014

Gted Tot 0.133 -0.577 0.317 -1.818 0.091 YES 0.257
Deps 0.107 -0.847 0.506 -1.672 0.117 NO 0.081

Green Tot 0.267 -0.111 0.052 -2.154 0.060 YES 0.971
Deps 0.393 -0.138 0.051 -2.732 0.023 YES 0.941

Clear Tot 0.548 -0.090 0.022 -4.092 0.001 YES 0.283
Deps 0.529 -0.093 0.024 -3.950 0.002 YES 0.269

SQL Tot -0.021 -0.115 0.138 -0.831 0.420 NO 0.018
Deps -0.028 -0.080 0.104 -0.768 0.455 NO 0.022

Table 2.3: Summary of Conservation of Familiarity (NOC change rate) results p < 0.1
and β ≤ 0 in bold

Plug-in Adj R2 β2 β1 Std err t2 t1 P > ∣t2∣ P > ∣t1∣ Support P − val

Extend Tot 0.332 0.002 -0.927 0.001 2.057 -2.348 0.070 0.043 NO 0.392
Deps 0.332 0.002 -0.927 0.001 2.057 -2.348 0.070 0.043 NO 0.392

PyDev Tot 0.032 0.0002 -0.058 0.034 1.863 -1.718 0.069 0.093 NO 0.018
Deps 0.020 0.0001 -0.052 0.030 1.697 -1.730 0.096 0.090 NO 0.027

Table 2.4: Summary of Conservation of Familiarity (NOC change rate) quadratic model
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Plug-in Adj R2 β Std err t P > ∣t∣ Support P − val
Any 0.69 -0.153 0.037 -5.869 0.000 YES 0.962
Acceleo -0.077 0.015 0.032 0.464 0.653 NO 0.637
BCO 0.129 -0.039 0.023 -1.713 0.112 NO 0.287
Check -0.060 -0.026 0.057 -0.459 0.654 NO 0.017
Eclemma -0.061 -0.007 0.040 -0.172 0.865 NO 0.297
Extend -0.060 -0.009 0.014 -0.614 0.553 NO 0.114
PyDev -0.021 -0.0003 0.004 -0.081 0.936 NO 0.000
Hex -0.035 -0.002 0.010 -0.163 0.872 NO 0.013
Beyond 0.732 -0.307 0.051 -6.039 0.000 YES 0.982
Eclim -0.006 -0.033 0.036 -0.921 0.366 NO 0.064
Verilog -0.032 -0.008 0.012 -0.637 0.532 NO 0.023
Gted 0.110 -0.150 0.089 -1.690 0.113 NO 0.266
Green -0.105 0.004 0.018 0.220 0.830 NO 0.867
Tour 0.027 -0.013 0.011 -1.272 0.217 NO 0.027
SQL -0.036 -0.023 0.033 -0.691 0.501 NO 0.035

Table 2.5: Summary of Conservation of Familiarity (Deps growth rate) results p < 0.1 and
β ≤ 0 in bold

Plug-in Adj R2 β2 β1 Std err t2 t1 P > ∣t2∣ P > ∣t1∣ Support P − val
Hex 0.133 0.0003 -0.084 4.268 2.532 -2.489 0.017 0.019 NO 0.180

Table 2.6: Summary of Conservation of Familiarity (Deps growth rate) quadratic model

• (Handled NOC-Deps) H50: β > 0 (growth rate increases over time) H5a: β ≤ 0
(growth rate is invariant or declines over time)

2.4.5.2 Results

The results used to verify the stated hypotheses are presented in Tables 2.3–2.7. The
metrics used to analyze this law were extracted from both binaries and the corresponding
sources; for six of the plug-ins we were not able to obtain some of the sources that
correspond to the binaries. We therefore excluded them and only present 15 of 21 plug-ins.
Tables 2.3, 2.5 and 2.7 present the results for the linear model and Tables 2.4 and 2.6
present results for the quadratic model. Due to space constraints only entries with
interesting observations are presented for the quadratic model.

In the column headers of Tables 2.3–2.7 we use the following notation: for the common
terms, AdjR2 represents the adjusted R-square; used to explain the variation explained by
the dependent variable, Std err represents the standard error of the slope. For the terms
in linear model tables, t is the t-score test statistic and P > ∣t∣ represents the p − value
that corresponds to t with certain degrees of freedom (number of versions in Table 2.1).
For terms in the quadratic model tables, t1 and t2 are the t-score test statistics for β1
and β2 respectively and P > ∣t2∣ and P > ∣t1∣ are the resulting p − values respectively.

To ensure that the results of the significance tests are meaningful, we carried out
the Kolmogorov-Smirnov normality test on the error component, ε, in the models (last
column). At a given significance level, (100 − α)%, the test compares the distribution
followed by the error component and the normal distribution. The null hypothesis is that
the two distributions are different and the alternative hypothesis is that they are the



30 Evolution of Eclipse Third-party Plug-ins

Plug-in Adj R2 β Std err t P > ∣t∣ Support P − val
Any Tot 0.466 -0.165 0.045 -3.638 0.003 YES 0.920

Deps 0.390 -0.157 0.050 -3.154 0.008 YES 0.635

Acceleo Tot -0.097 -0.006 0.053 -0.177 0.863 NO 0.794
Deps -0.074 -0.013 0.065 -0.493 0.633 NO 0.910

BCO Tot 0.238 -0.036 0.016 -2.251 0.044 YES 0.282
Deps 0.063 -0.021 0.009 -1.367 0.197 NO 0.257

Check Tot -0.066 -0.012 0.030 -0.372 0.716 NO 0.056
Deps -0.065 -0.013 0.034 -0.380 0.710 NO 0.000

Eclemma Tot -0.031 -0.013 0.018 -0.695 0.497 NO 0.075
Deps -0.021 -0.017 0.021 -0.811 0.429 NO 0.092

Extend Tot 0.295 -0.070 0.029 -2.367 0.039 YES 0.995
Deps 0.295 -0.070 0.029 -2.367 0.039 YES 0.995

PyDev Tot -0.015 -0.002 0.004 -0.525 0.602 NO 0.000
Deps 0.017 -0.003 0.006 -0.424 0.673 NO 0.000

Hex Tot 0.126 -0.022 0.010 -2.273 0.031 YES 0.153
Deps 0.124 -0.035 0.016 -2.263 0.032 YES 0.111

Beyond Tot 0.750 -0.405 0.064 -6.320 0.000 YES 0.999
Deps 0.751 -0.106 0.064 -6.345 0.000 YES 1.000

Eclim Tot 0.246 -0.035 0.012 -3.029 0.006 YES 0.768
Deps 0.270 -0.045 0.014 -3.202 0.004 YES 0.901

Verilog Tot -0.054 0.010 0.075 0.140 0.890 NO 0.011
Deps 0.016 -0.018 0.016 -1.140 0.268 NO 0.008

Gted Tot 0.054 -0.277 0.203 -1.364 0.194 NO 0.076
Deps 0.046 -0.512 0.390 -1.312 0.211 NO 0.078

Green Tot 0.047 0.025 0.020 1.221 0.253 NO 0.843
Deps -0.107 0.003 0.019 0.182 0.860 NO 0.753

Clear Tot 0.331 -0.017 0.006 -2.728 0.018 YES 0.560
Deps 0.345 -0.017 0.006 -2.802 0.016 YES 0.487

SQL Tot -0.036 -0.029 0.042 -0.696 0.498 NO 0.028
Deps -0.038 -0.030 0.044 -0.675 0.511 NO 0.012

Table 2.7: Summary of Conservation of Familiarity (NOC growth rate) results p < 0.1
and β ≤ 0 in bold
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same. If the result of the test is less than α, then their is a (100 − α)% chance that the
two distributions are different. From our results, considering a threshold, α = 0.01, only a
total of six entries in all the tables fail the normality test.

Tables 2.3 and 2.4 present the change rate–general evolution (Tot) and change rate–
Eclipse based evolution (Deps) for the plug-ins. For hypothesis H1 we have 9 of the 15
plug-ins supporting the law and for H2 we have 8 of the 15 supporting the law. However,
out of the 9 and 8 plug-ins in Tot and Deps respectively, only 2 plug-ins, Any and Beyond,
express a strong co-efficient of variation (AdjR2 > 0.5). In Table 2.4, plug-ins PyDev and
Extend show a statistically significant result (p − value < 0.1) but their result in Table 2.3
are not statistically significant. This means that the change rate of these two plug-ins
is more accurately modeled by the quadratic model. A more interesting observation is
that as opposed to exhibiting an invariant or declining change rate as the law stipulates,
an increasing trend is observed (β2 > 0). Further investigation of these 2 plug-ins, show
that the growth of both the NOC-Tot and NOC-Deps follows a super-linear trend. This
result corresponds to Koch’s observation that projects with a super-linear growth are
more active in number of revisions than those with linear and more active than those
with sub-linear [59]. A chaotic change rate was observed for rest of the plug-ins.

Tables 2.5–2.7 present the growth rate–general evolution (Tot) and growth rate–Eclipse
based evolution (Deps) for the plug-ins. For hypothesis H3 we have 2 of the 15 plug-
ins supporting the law which also have strong co-efficient of variation (≈ AdjR2 ≥ 0.7).
Plug-ins BCO and Gted are nearly statistically significant at the chosen significant level
0.1. For hypothesis H4 we have 7 of the 15 plug-ins in support and hypothesis H5 we
have 6 of the 15 in support; only Beyond has got a strong coefficient of variation. The
large significant difference in the results of Hex in Table 2.5 and 2.6 imply that the
metric can be better modeled by the quadratic model. The results in Table 2.6 show an
increasing trend of the growth rate of Deps (β2 > 0). Further investigation on this plug-in
revealed that the metric Deps exhibits a superlinear growth trend. This corresponds to
Godfrey and Tu’s findings that Linux exhibits a super-linear growth trend and therefore
it exhibits a steady growth rate trend as opposed to constant or declining trend that the
law stipulates [47].

From the analysis of the hypotheses, we cannot reject or accept any of them since
some plug-ins are in support of the law and others are not. The possible reason for the
observed behavior is that as opposed to the commercial systems on which the Lehman
investigated the law, our plug-ins are open-source. For this reason, the law of conservation
of familiarity can be confirmed for some of the plug-ins and not confirmed for the others.

2.4.6 Law VI: Continuing Growth
The functional capability of E-type systems must be continually increased to maintain user
satisfaction over the system lifetime.

Despite the fact that the law talks about functional capability, most of the research
that has been carried out so far have considered metrics that measure size of the program:
e.g., number of sub-projects, number of features, number plug-ins, NOC, NOF [75],
number of modules [14,113], LOC [47,75,113], number of definitions [113] were considered.
One of the main reasons for this choice of metrics is that it is not easy to measure the
functional capability. In addition to the metrics that have been used to measure size and
growth over time for the programs studied so far, we also study Deps-Tot, Deps-Uniq,
SLOC-Tot, SLOC-Deps, NOC-Tot and NOC-Deps (cf. Section 2.3.1). After analysis of
the results of these metrics, we have observed that there is an increasing trend for all the
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Figure 2.7: Continuous Growth: Growth trends for the metric Deps-Uniq for selected
ETPs

chosen metrics on all the studied plug-ins.
Table 2.8 presents the results of the coefficient of linear regression relationship (R2)

between the considered metrics and the time in weeks. We can observe from the high
values of R2 as an indication of increasing number of modules in the ETPs with time. The
ETP SQL shows a strange results for R2 for the metrics Deps-Tot and Deps-Uniq. We
could not figure out the cause of this observed trend. Figure 2.7 and Figure 2.8 present the
plots the relationship between the considered metrics and the time in weeks for selected
ETPs. The rest of the metrics show general increase in the trends for all the plug-ins and
be found in Appendix A. From the analysis, we can conclude that the Continuing Growth
law is confirmed for both general evolution and Eclipse based evolution of the ETPs.

2.4.7 Law VII: Declining Quality
The quality of E-type systems will appear to be declining unless they are rigorously adapted,
as required, to take into account changes in the operational environment.

Subject of being observed and measured in a consistent way, associated measures of
quality can be defined for a system, project or organization and their value may then
be tracked over releases or units of time and analyzed to determine whether levels and
trends are required or desired. Some of the metrics Lehman suggests include fault rates,
rate of fixes in previous releases and many others, to observe the fitted trend line (or
other models) whether it increases, decreases or remains steady over time.

Like the law of conservation of familiarity in Section 2.4.4, we use empirical results
from the plug-ins to analyze whether the plug-ins’ Eclipse based evolution conforms to
the law. We employ the same methodology to evaluate the conformity of this law. The
metrics used for the independent variable are obtained from Martin’s [73] normalized
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Figure 2.8: Continuous Growth: Growth trends for the metric NOF-Deps for selected
ETPs

Coefficient of regression
ETP Deps-Tot Deps-Uniq NOF-Tot NOF-Deps SLOC-Tot SLOC-Deps
Any 0.952 0.954 0.905 0.901 0.964 0.964
Acceleo 0.909 0.919 0.872 0.903 0.801 0.826
BCO 0.869 0.834 0.896 0.906 0.915 0.908
Check 0.885 0.872 0.888 0.882 0.887 0.882
Ecelemma 0.743 0.783 0.907 0.887 0.806 0.799
Extend 0.891 0.767 0.851 0.851 0.895 0.895
Quantum 0.705 0.775 0.842 0.855 0.901 0.924
Tex 0.833 0.901 0.789 0.834 0.824 0.823
PyDev 0.940 0.916 0.911 0.912 0.923 0.898
Hex 0.698 0.705 0.814 0.687 0.867 0.811
Beyond 0.748 0.855 0.878 0.893 0.901 0.911
Tour 0.965 0.923 0.918 0.953 0.921 0.956
Eclim 0.882 0.841 0.929 0.923 0.963 0.887
Verlog 0.931 0.919 0.836 0.943 0.936 0.955
PHP 0.764 0.796 0.698 0.741 0.768 0.800
Metrics 0.951 0.829 0.956 0.865 0.961 0.964
Gted 0.535 0.480 0.592 0.584 0.667 0.659
Green 0.654 0.272 0.703 0.871 0.900 0.892
Clear 0.850 0.923 0.608 0.689 0.895 0.911
JavaCC 0.979 0.899 0.989 0.979 0.779 0.939
SQL 0.258 -0.632 0.911 0.944 0.940 0.970

Table 2.8: Continuous Growth: Values for the coefficient of linear regression R2

of relationship between the metrics and time (in weeks).
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distance from the main sequence, denoted by Dn. Dn is an indicator of the package’s
balance between abstractness and instability. Abstractness (A) of a category: (# abstract
classes in a category ÷ total # of classes in category). This metric range is [0,1], A = 0
indicates that all classes in the category are abstract and A = 1 indicates that all the
classes are concrete. Instability (I) of a category is defined by the following formula: (Ce
÷ (Ce + Ca)), where Ce (afferent coupling) is the number of classes outside this category
that depend upon classes within this category. Ce (efferent Couplings) is the number of
classes inside this category that depend upon classes outside this categories. The metric
I has the range [0,1]. I = 0 indicates a maximally stable category and I = 1 indicates
a maximally instable category. The normalized distance from the main sequence Dn is
defined by the formula ∣(A + I − 1) and has a range [0,1]. Dn = 0. Martin reports that
one should expect a design with high quality to have the mean and variance of the D′

ns
to be close to zero.

To test the conformance of this law we follow [98] and investigate the growth trends of
averages (D̄n) and standard deviations (σ(Dn)) of the different versions of the plug-ins
over time. The method used in determining our average Dn is borrowed from [98] in the
study of formalizing Dn-based architecture assessment of Java Open Source software. To
ensure the validity of our results, we follow [98] and also select plug-ins having at least
thirty packages (not including third party packages). Only 8 of the 21 plug-ins satisfied
this requirement.

2.4.7.1 Hypotheses

We state the hypotheses that will be used to test the evolution.

• H60: β ≤ 0 (D̄n’s of the different packages in the different plug-in versions will
not increase over time) H6a: β > 0 (D̄n’s of the different packages in the different
plug-in versions will increase over time)

• H70: β ≤ 0 σ(Dn)’s of the different packages in the different plug-in versions will
not increase over time) H7a: β > 0 (σ(Dn)’s of the different packages in the different
plug-in versions will increase over time)

2.4.7.2 Results

Tables 2.9 and 2.10 show the results for the linear and quadratic models analyzed. For
the linear and quadratic models, we use the models in Equation 6.1 and 6.2, respectively,
defined in Section 2.4.5. The dependent variables as D̄n and σ(Dn) and the independent
is number of weeks.

From the Table 2.9 considering the MEAN, we have four of the eight plug-ins in
support of the law. In Table 2.10 Tex is in support of the law. This means that the D̄n’s
are better modeled by the quadratic model. This increases the number of plug-ins in
support of the law to 5 out of 8. Much as the coefficients of AGE, β’s, appear to be small
from the tables, the values are sufficient since the values of the dependent variable are
large (up to 300-500 weeks) and all the Yt intercepts are > 0. In addition, the result of
the model(s) is in the range, 0 ≤ Yt ≤ 1.

For SQL we have an exceptional case where the D̄n’s are significantly decreasing and
the σ(Dn)’s are significantly increasing. On inspection of the raw data we observed that
in the last seven versions of the plug-in introduced many packages that had Dn = 0, this
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Plug-in Adj R2 β Std err t P > ∣t∣ Support P − val

Acceleo MEAN 0.275 3.9E-05 1.7E-05 2.355 0.038 YES 0.331
STDV -0.032 2.7E-05 3.4E-05 0.789 0.447 NO 0.159

Quantum MEAN 0.902 -3.7E-05 3.6E-06 -10.126 0.000 NO 0.641
STDV 0.822 -4.9E-05 6.9E-06 -7.199 0.000 NO 0.244

Tex MEAN -0.024 -1.2E-05 1.4E-05 -0.860 0.410 NO 0.602
STDV 0.905 3.6E-05 3.5E-06 10.313 0.000 YES 0.717

PyDev MEAN 0.307 7.8E-05 1.6E-05 4.813 0.000 YES 0.168
STDV 0.013 -8.0E-06 6.2E-06 -1.292 0.203 NO 0.071

Eclim MEAN 0.124 7.8E-05 3.6E-05 2.199 0.037 YES 0.020
STDV 0.786 1.5E-04 1.5E-05 10.022 0.000 YES 0.997

PhP MEAN 0.027 -1.3E-05 1.1E-05 -1.157 0.272 NO 0.250
STDV 0.031 -8.6E-06 7.3E-06 -1.177 0.264 NO 0.541

Metrics MEAN 0.774 1.9E-04 2.6E-05 7.368 0.000 YES 0.781
STDV 0.018 2.5E-05 2.2E-05 1.128 0.278 NO 0.648

SQL MEAN 0.516 -7.4E-05 1.9E-05 -3.994 0.000 NO 0.547
STDV 0.430 5.8E-05 1.7E-05 3.397 0.005 YES 0.939

Table 2.9: Growth trends of the D̄n’s and σ(Dn)’s of the plug-ins that passed the selection
criteria

Plug-in Adj R2 β2 β1 t2 t1 P > ∣t2∣ P > ∣t1∣ Support P − val

Acceleo MEAN 0.278 2.5E-07 -2.1E-05 1.583 -1.290 0.145 0.226 NO 0.886
STDV 0.092 7.2E-07 -1.5E-04 1.583 -1.290 0.145 0.226 NO 0.866

Tex MEAN 0.893 3.4E-07 -1.5E-04 9.329 -9.207 0.000 0.000 YES 0.990
STDV 0.895 -1.8E-09 3.7E-05 -0.057 2.789 0.956 0.021 YES 0.985

Table 2.10: Growth trends of the D̄n’s and σ(Dn)’s of plug-ins for the quadratic model
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Figure 2.9: Growth trend of the mean and standard deviation of D̄n for PyDev plug-in
over time.
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in turn lowered the averages. Therefore the increase in σ(Dn)’s tells us that the quality
the old packages has not changed. PyDev exhibits a statistically significant increase
in the D̄n’s and the σ(Dn)’s are close to significantly decreasing. The reason for this
behavior can be obtained by observing the growth trend of Dn’s, Figure 2.9. The trend
is staged; where it is more or less stable in the early stages, then a sharp increase, then
it becomes stable for a long period, after it goes down and finally it becomes stable
again. Quantum exhibits a increasing quality as seen from both growth trends of D̄n’s
and σ(Dn)’s decreasing over time. Since the law states that unless the systems being
evolved are rigorously adapted, the quality is supposed to decline. It is possible that this
might be the case with Quantum plug-in but we leave further investigation for the future
study when we increase the number of plug-ins being studied.

To ensure the validity of our results, we follow [98] and also select plug-ins having
at least thirty packages (not including third party packages). Only 8 of the 21 plug-ins
satisfied this requirement.

In investigating the law of declining quality we employed the methodology described
in [98]. In [98] the requirement was that only software systems having at least thirty
packages (not including third party packages) were considered in the analysis. In our
study, only 8 of the 21 plug-ins satisfied this requirement. Since we only studied 8 plug-ins
our conclusions will be threatened by external validity, therefore our findings for this law
are inconclusive.

2.4.8 Law VIII: Feedback System
An E-type evolution processes constitute multi-level, multi-loop, multi-agent feedback
systems and must be treated as such to achieve significant improvement over any reasonable
base.

Lehman, Perry and Ramil in [68] state that the term global process as used in their
study encompasses the activities, at many levels, of technical personnel, management,
marketing and support personnel, users and others involved. In our study, from the data
we collected, we do not have access to this kind of information. We therefore can not
comment on this law.

2.5 Threats to Validity
Like any other empirical analysis, our study may have been affected by validity threats.
We categorized the possible threats into construct, internal and external validity.

2.5.1 Construct Validity
This validity relies on the assumption that the independent and the dependent variables
accurately model the intended characteristic we are studying. In our situation, for example,
whether the time series of the chosen metrics accurately model the characteristics claimed
in the laws we have studied. To mitigate this threat, we used a number of metrics for
each of the studied laws. Despite the fact that a number of studies, including this one,
carried out on the law of continuing growth use metrics that relate to size, the law talks
about functional content. A study that validates whether a software systems’ size and
functional content exhibit same evolution patterns needs to be carried out.
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2.5.2 Internal Validity
The key question of internal validity in our study is whether the observed changes in
the dependent variable can be attributed to the changes in the independent variable
and not other possible causes. This threat seems to be comparably lesser in our study
since we tried to mitigate it during the plug-in inclusion/exclusion in our study by the
selection criteria we set in Section 2.2. For the two laws conservation of familiarity and
declining quality, we further strengthened the significance test results by making sure
that the error, ε, component in the models follows a normal distribution by carrying out
the Kolmogorov-Smirnov normality tests.

2.5.3 External Validity
This threat refers to the degree to which our conclusions from our findings can be
generalized. In our study we observed two threats that relate to external validity. First, as
we already pointed out in Section 2.4.7 our findings were inconclusive since the sample size
reduced from 21 to only 8 plug-ins. Second, we are studying the Eclipse based evolution
of Eclipse and its plug-ins but we only consider open-source plug-ins.

2.6 Related Work
Most of the studies that are related to our work have already been implicitly introduced
in Section 2.4 while discussing the different laws we studied. Studies of Xie et al. [113]
and Barry et al. [14] are yet to be discussed and are closely related to our study.

Xie et al. [113] investigate all Lehman’s evolution laws by conducting an empirical
study on the evolution of seven long-lived (5–15 years) Open Source programs written in
the C language. We employ similar methods for verifying the laws of continuing change,
self regulation, conservation of familiarity, and declining quality. In both studies, the
laws of continuing change and self regulation were validated and the laws of conservation
of familiarity and declining quality were not validated. In the study of conservation of
familiarity, the authors base their conclusion on visual inspection of the growth trends
of the metrics they employed. We based our conclusion on quantitative analysis using
statistics. For the law of declining quality, their analysis was based on observing the sign
of the slope and the correlation coefficient between the independent and the dependent
variable. In our study, we employ hypothesis tests on the models we stated which we
believe is a better way of studying growth of a time series variables since in addition to
sign of slope and correlation coefficient, it incorporates other terms that strengthens the
reliability of the results.

Barry et al. [14] studied Lehman’s laws on 23 application systems for a large retail
company that had evolved over 20 years. In the data analysis, they stated hypotheses for
each law and employed a time series regression to test each of the hypotheses. Two of the
laws; conservation of familiarity and declining quality, both studies (our study and their
study) employed similar methods to analyze the data. The first difference between the
studies is that they found support of these two laws which we did not. A summary of
their findings was reported but it is not clear if all or the majority of the 23 applications
studied conform to the law. If this is the case, which we could not establish with our
applications, one reason for the difference could be their applications were drawn from
the same domain (same development conventions are applied to all applications since
they are developed from the same company). Second, the authors analyze growth rate in
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verifying the conservation of familiarity law, whereas we analyze both growth and change
rate. Third, the two studies employ different metrics in analyzing the declining quality
law.

Wermelinger and Yu [110] present their results on the evolution of Eclipse core plug-ins
(ECPs). The authors find that the development of these ECPs follows a systematic process:
most architectural changes take place in milestones, and maintenance releases only make
exceptional changes to component dependencies.

2.7 Conclusions and Future Work
In this chapter, we took the first step to study the fine grained evolution of software
systems built from component frameworks, by investigating their evolutionary trends
using Lehman’s laws of software evolution. Our study was based on 21 third-party
plug-ins of the Eclipse component framework, from Eclipse 3.0 to 3.5. We investigated
the empirical evidence of 7 of the 8 Lehmans’ evolution laws. Our findings confirm the
laws of continuing change, increasing complexity, self regulation, and continuing growth
when metrics related to dependencies between the plug-ins and the Eclipse architecture
are considered. We could not validate the conservation of familiarity and conservation of
organizational stability law, and the results for the declining quality law were inconclusive.
We could not comment on the law of feedback system since we did not have the data
to measure the law. Our overall observation is that the trends observed for constrained
evolution are similar to those presented by earlier researches on the general evolution of
software systems.

The results obtained so far and presented above are encouraging. One can extend our
study by gathering more data to test the law of declining quality and the law of feedback
system.



Chapter 3

Big Data Collection

In this Chapter, we explain how we collected the data that we used to carry out our
studies in Chapter 4, 5, and 6.

3.1 Data Collection
For our analysis, we collected ETPs from SourceForge. Since we wanted to have a
long enough history of the ETPs, we chose SourceForge as opposed to recently popular
repositories like GoogleCode1 and Github2. On the SourceForge search page, we typed
the text “Eclipse AND plugin” and the search returned 1,350 hits (collected February 16,
2011).

During the ETP collection, two major steps were considered to extract and classify the
useful ETPs from the 1,350 hits. These steps are downloading and initial classification,
and removal of incomplete ETPs.

3.1.1 Downloading and Initial Classification
We obtained source code manually for the plug-ins considered. Since we wanted to have
a long history of ETPs supported in the different ECPs and a substantial amount of data
to draw sound statistical conclusions, we decided to collect ETPs that were released on
SourceForge from January 1, 2003 to December 31, 2010. The ETPs for which none of
the versions had source code but only had binaries were omitted. During the collection
process, each ETP was categorized according to the year of its first release on SourceForge.

3.1.2 Removal of incomplete ETPs
To reduce threats to validity as much as possible, we removed two groups of ETPs. First,
we excluded incomplete ETPs, i.e., ETPs having at least one version containing only

1http://code.google.com
2https://github.com/
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binaries but no source files. Versions without source code may interrupt discovery of
evolution trends of the ETP. Second, we eliminated ETPs that do not import packages
from ECPs. These are software programs returned as noise from SourceForge search engine.
As mentioned earlier in Chapter 1, ECPs and EEPs share a common prefix org.eclipse.
To ensure that only the import statements from ECPs in the ETPs source code are
considered, a list of all possible import statements from ECPs was compiled. We used
the following plug-ins as ECPs: ant, compare, core, debug, equinox, help, jdt,
jface, jsch, ltk, osgi, pde, search, swt, team, text, ui, update.

We define Dependencies-on-ECPs as import statements from ECPs starting with the
prefix org.eclipse in the source code of an ETP.

3.1.3 Results of Data collection
Table 3.1 shows the summary of the data collected from SourceForge. The table is divided
into four groups:

1. Overall: Corresponding to the total ETPs that were collected from SourceForge.

2. Incomplete: Corresponding to the incomplete ETPs.

3. No Deps: Corresponding to the ETPs that did not have dependencies on ECPs.

4. Clean: Corresponding to remaining ETPs that we consider in our analysis in
Chapters 4–6.

The group Overall in Table 3.1, the cell entry (2004,2004), typeset in italics, contains
a pair (83 192) indicating that there are a total of 83 ETPs that were first released in the
year 2004 on SourceForge altogether having a total of 192 versions. The pair (20 57) in the
cell (2004,2005) means that there were 20 ETPs of the 83 that had new versions released
in the year 2005 with a total of 57 versions in that year. We observe that the trend on
the evolution in the total number of ETPs is non-monotone, for example, (2004,2006)=16,
(2004,2007)=10, (2004,2008)=11. This indicates that, while an ETP may have version(s)
in a given year, it does not release any version(s) in the subsequent year(s) and resumes
releasing later.

Similarly, the group Clean in Table 3.1, (77 171) in the cell (2004,2004) indicates that
out of 83 ETPs that were first released in the year 2004, 77 are considered clean. These
77 ETPs amount to 171 versions. Cell entry (2004,2005) indicates that 19 of 77 clean
ETPs had new versions released in the year 2005 with a total of 54 versions in that year.
We see that the total number of clean ETPs is 512 (sum of ETPs in the diagonal) having
a total of 1,873 versions (sum of the versions in the diagonal), corresponding to the sum
of the lower pair values in diagonal cells. A similar explanation can be used to read the
entries of the remaining groups, i.e., Incomplete and No Deps.
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2003 2004 2005 2006 2007 2008 2009 2010
E V E V E V E V E V E V E V E V

Overall

2003 91 240 41 99 23 44 18 30 14 28 6 8 2 8 4 8
2004 83 192 20 57 16 40 10 26 11 25 4 8 5 11
2005 88 192 30 79 19 47 18 31 10 32 8 24
2006 107 251 26 72 8 35 3 13 11 28
2007 73 177 22 46 10 19 10 18
2008 74 156 18 36 4 8
2009 47 72 9 15
2010 28 43
Total 91 40 124 291 131 293 171 400 142 350 139 301 94 188 79 155

E V E V E V E V E V E V E V E V

Incomplete

2003 7 38 3 7 1 2 1 1 1 1 0 0 0 0 1 2
2004 2 12 0 0 2 6 1 1 1 1 1 2 1 2
2005 8 19 4 13 3 5 5 7 1 9 0 0
2006 7 25 2 2 1 1 0 0 0 0
2007 15 40 3 5 2 2 4 6
2008 8 32 4 9 0 0
2009 4 9 1 2
2010 1 3
Total 7 38 5 19 9 21 14 45 22 49 18 46 12 31 8 15

E V E V E V E V E V E V E V E V

No Deps

2003 4 7 1 5 1 3 1 2 1 2 0 0 0 0 0 0
2004 4 9 1 3 0 0 0 0 0 0 0 0 0 0
2005 7 19 3 6 2 2 1 3 0 0 0 0
2006 3 3 0 0 0 0 0 0 0 0
2007 1 3 1 4 0 0 0 0
2008 4 5 0 0 0 0
2009 3 4 0 0
2010 1 1
Total 4 7 5 14 9 25 7 11 4 7 6 12 3 4 1 1

E V E V E V E V E V E V E V E V

Clean

2003 80 195 37 87 21 39 16 27 12 25 6 8 2 8 3 6
2004 77 171 19 54 14 34 9 25 10 24 3 6 4 9
2005 73 154 23 60 14 40 12 21 9 23 8 24
2006 97 223 24 70 7 34 3 13 11 28
2007 57 134 18 37 8 17 6 12
2008 62 119 14 27 4 8
2009 40 59 8 13
2010 26 39
Total 80 195 114 258 113 247 150 344 116 294 115 243 79 153 70 139

Table 3.1: Total numbers of ETPs collected, and the numbers of clean ETPs and their
versions. Numbers of the ETPs that were first released in a certain year are typeset in
italics. E–ETPs and V–Versions





Chapter 4

Eclipse API Usage: The Good and The Bad

Today, when constructing a new software system, many developers build their systems
on top of frameworks. Eclipse is such a framework that has been in existence for over
a decade and has so far released 11 major releases. Like many other evolving software
systems, the Eclipse platform has both stable and supported APIs (“good” interfaces) and
unstable, discouraged and unsupported non-APIs (“bad” interfaces). However, despite
being discouraged by Eclipse, in our experience, the usage of “bad” interfaces is relatively
common in practice. In this chapter, we study to what extent developers depend on “bad”
interfaces. We also study whether developers continue to use “bad” interfaces, and what
are the differences between the third-party plug-ins that use non-APIs and those that do
not. Furthermore, we also study the commonly used “bad” interfaces.

To answer these questions, we have conducted an empirical investigation based on
a total of 512 Eclipse third-party plug-ins, altogether having a total of 1,873 versions
(we describe data collection in Chapter 3). We discovered that 44% of the 512 analyzed
Eclipse third-party plug-ins depends on at least one “bad” interfaces and that developers
continue to use “bad” interfaces. The empirical study also shows that plug-ins that use or
extend at least one “bad” interfaces are comparatively larger and use more functionality
from Eclipse than those that use only “good” interfaces (reasons why developers use bad
interfaces is discussed in Chapter 7). Furthermore, the findings show that the third-party
plug-ins use a diverse set of “bad” interfaces.

4.1 Introduction
Today, many software developers are building their systems on top of frameworks. This
approach has many advantages, such as reuse of the functionality provided [80] and
increasing productivity [60]. However, in spite of these benefits, there are potential
challenges that come along, for both the framework developer and the developer who uses
the functionality from the framework [20]. On the framework developer side, continuous
evolution takes place as a result of refactoring and introduction of new functionality in
the framework components [103]. A potential challenge as a result of performing these
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activities is that the framework developers have to refrain from changing the existing
application programming interfaces (APIs) because such change may cause applications
that depend on these APIs to fail [114]. In practice, for successfully and widely adopted
frameworks, it may not be possible to achieve this fully. On the framework user side, if
developers are to take advantage of the better quality and new functionality introduced
as a result of the evolution of the framework, then the evolution of these software systems
may be constrained by two independent, and potentially conflicting, processes [22,114]:
1) evolution to keep up with the changes introduced in the framework (framework-based
evolution); 2) evolution in response to the specific requirements and desired qualities of
the stakeholders of the systems itself (general evolution).

To facilitate framework based evolution Eclipse SDK distinguishes between stable and
supported APIs (good interfaces) and unstable, discouraged and unsupported non-APIs
(bad interfaces) [37]. The latter are indicated by the substring internal in the package
name. While “good” interfaces can be safely used in Eclipse-based systems, the use of
“bad” interfaces is at risk of arbitrary change or removal without notice. It has been
shown that many “bad” non-APIs are among packages that are most likely to introduce
a post-release failure [94].

In this chapter we present preliminary results on usage of Eclipse good interfaces
and bad interfaces. We investigate to what extent third-party plug-ins use bad interfaces,
whether developers continue to use them and what are the differences between the third-
party plug-ins that use bad interfaces and those that do not. We also investigate commonly
used bad interfaces by the plug-ins. The answers to these questions provide Eclipse SDK
developers with feedback on the current use of APIs and non-APIs as opposed to the
expected use. Furthermore, these answers also create a solid basis for continuation studies
related to APIs, bad interfaces and their use in third-party plug-ins.

To answer these questions, we conducted an empirical study based on a total of 512
Eclipse third-party plug-ins altogether having a total of 1,873 versions collected from
SourceForge. The third-party plug-ins collected date back from 2003 to 2010. The number
of versions considered requires a light-weight analysis approach (cf. [46]). Therefore, our
analysis incorporates naming conventions and package imports rather than more precise
but also more computationally challenging techniques such as call graph construction [49].

The remainder of the chapter is organized as follows. In Section 4.2 we present the
notion of Eclipse plug-ins and their interfaces. In Section 4.3 we present how we collected
the data. In Sections 4.4 and 4.5 we analyze metrics for the identified groups of Eclipse
third-party plug-ins. In Section 4.6 we analyze commonly used bad interfaces. In Section
4.7 we discuss the threats to validity. In Section 4.8 we discuss the related work and
finally, in Section 4.9 we present the conclusions and future work.

4.2 Eclipse Plug-in Architecture
Eclipse SDK is an extensible platform that provides a core of services for controlling a set
of tools working together to support programming tasks. Tool builders contribute to the
Eclipse platform by wrapping their tools in pluggable components, called Eclipse plug-ins,
which conform to the Eclipse’s plug-in contract. Plug-ins are bundles of code and/or data
that contribute functions to a software system. Functions can be contributed, e.g., in the
form of code libraries, platform extensions or documentation.

The plug-ins in the Eclipse framework can be categorized three main groups: Eclipse
core plug-ins, Eclipse extension plug-ins, and Eclipse Third-party plug-ins.
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• Eclipse core plug-ins (ECPs): These are plug-ins present in and shipped as part of
the Eclipse SDK. In this thesis, the ECPs and Eclipse SDK are interchangeable.
The ECPs provide core functionality upon which all plug-in extensions are built.
The ECPs also provide the runtime environment in which other plug-ins are loaded,
integrated, and executed. The fully qualified names of ECP packages starts with
org.eclipse. Examples of ECPs include Java development tools (JDT), Standard
Widget Toolkit (SWT) and Platform runtime and resource management (Core) [45].

• Eclipse extension plug-ins (EEPs): These are plug-ins built with the main goal of
extending the Eclipse SDK. Most EEPs are large, generic, applications frameworks
with tool plug-ins to build other specialized applications. Like the ECPs, fully
qualified names of EEP packages start with org.eclipse, but as opposed to
the ECPs, the EEPs are not shipped as part of the Eclipse SDK. Popular EEPs
include J2EE Standard Tools, Eclipse Modeling Framework and PHP Development
Tools [45].

• Eclipse Third-party plug-ins (ETPs): These are the remaining plug-ins. The size
of these plug-ins ranges from large application frameworks to small specialised
applications. Unlike ECPs and EEPs, the package names of ETPs do not have
a prefix org.eclipse. All the ETPs use at least some functionality provided
by ECPs but also may use functionality provided by EEPs. The ETPs are also
sometimes referred as Eclipse products/solutions and sometimes Eclipse extensions.

The Eclipse has two main types of interfaces, i.e., visible features that can be reused,
it provides to ETPs that reuse its functionality: non-APIs and APIs [5, 37,38].

• Eclipse non-APIs (“bad”): The non-APIs, which we also term as bad interfaces,
are internal implementation artifacts that are found in a package with the substring
“internal” in a the fully qualified package name according to Eclipse naming conven-
tion [37]. The internal implementations include public Java classes or interfaces, or
a public or protected method, or field in such a class or interface. Users are strongly
discouraged from adopting any of the non-APIs since they may be unstable [38].
Eclipse clearly states that clients who think they must use these non-APIs do it at
their own risk as non-APIs are subject to arbitrary change or removal without notice.
Eclipse does not usually provide documentation and support to the non-APIs.

• Eclipse APIs (“good”): The APIs, which we also term as good interfaces, are
the public Java classes or interfaces that can be found in packages that do not
contain the segment “internal” in the fully qualified package name, or a public or
protected method, or field in such a class or interface. Eclipse states that, the APIs
are considered to be stable and therefore can be used by any application developer
without any risk. Furthermore, Eclipse also provides documentation and support
for these APIs.

4.3 Data Set
How we collected the data used this chapter is explained in Chapter 3. In this chapter,
we only analyse the clean ETPs, i.e., the ETPs that remained after eliminating noise
(see Chapter 3). The ETPs were classified based on their dependency on the Eclipse
SDK (ECPs) interfaces. We define dependencies-on-ECPs as import statements from
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ECPs starting with the prefix org.eclipse in the source code of an ETP. The ETPs
were classified based on evolution of their dependencies on “good” interfaces and “bad”
interfaces:

I ETPs with all versions dependent solely on APIs—good ETPs;

II ETPs with all versions depending on a non-API—bad ETPs;

III ETPs with earlier versions dependent solely on APIs and latter versions depending
on a non-API—good–bad ETPs;

IV ETPs with earlier versions dependent on a non-API and latter versions depending
solely on APIs—bad–good ETPs;

V ETPs oscillating between versions that depend solely on APIs and versions that
depend on a non-API—oscillating ETPs.

Results of the classification are shown in Table 4.1. The table is divided into five
groups: I (good)—Classification I ETPs (good ETPs), II (bad)—Classification II ETPs
(bad ETPs), III (bad–good)—Classification III ETPs (bad–good ETPs), IV (good–bad)—
Classification IV ETPs (good–bad ETPs), and V (oscillating)—Classification V ETPs
(oscillating ETPs).

For Classification I ETPs (good ETPs) in Table 4.1, the cell entry (2004,2004), typeset
in italics, contains a pair (33 68) indicating that there are a total of 33 ETPs that were
first released in the year 2004 on SourceForge altogether having a total of 68 versions.
The pair (4 11) in the cell (2004,2005) means that there were 4 ETPs of the 33 that
had new versions released in the year 2005 with a total of 11 versions in that year. We
observe that the trend on the evolution in the total number of ETPs is non-monotone,
for example, (2003,2007)=1, (2003,2008)=2, (2003,2009)=0. This indicates that, while
an ETP may have version(s) in a given year, it does not release any version(s) in the
subsequent year(s) and resumes releasing later.
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Figure 4.1: Percentages of ETPs in Classifications I (diamond) and II (square). The
Y-axis scale is normalized by getting the percentage of ETP in each Classification from
the total number of clean ETPs in the corresponding year.
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2003 2004 2005 2006 2007 2008 2009 2010
E V E V E V E V E V E V E V E V

I (good)

2003 35 62 10 20 3 4 1 1 1 4 2 2 0 0 0 0
2004 33 68 4 11 4 9 2 3 2 2 0 0 0 0
2005 41 66 10 21 4 5 3 4 1 1 1 1
2006 61 111 7 13 1 1 0 0 2 3
2007 37 83 12 22 4 6 6 12
2008 38 74 7 12 2 4
2009 25 30 3 4
2010 16 28
Total 35 62 43 88 48 81 76 142 51 108 58 105 37 49 30 52

E V E V E V E V E V E V E V E V

II (bad)

2003 33 91 18 45 11 19 8 13 6 8 2 4 1 2 1 1
2004 35 77 8 24 4 9 4 13 4 15 1 2 2 3
2005 29 60 10 26 9 31 7 15 7 19 5 20
2006 25 61 10 32 3 19 2 11 5 15
2007 16 31 2 3 1 2 0 0
2008 22 42 7 15 1 3
2009 11 11 3 7
2010 10 11
Total 33 91 53 122 48 103 47 109 45 115 40 98 30 62 27 60

E V E V E V E V E V E V E V E V

III (bad–good)

2003 8 31 5 12 5 6 3 3 2 2 1 1 0 0 0 0
2004 4 11 2 3 2 7 2 6 2 5 1 1 0 0
2005 3 28 2 12 1 4 1 1 0 0 0 0
2006 9 34 4 14 2 11 0 0 2 5
2007 3 11 3 8 2 4 0 0
2008 2 3 0 0 1 1
2009 3 16 1 1
2010 0 0
Total 8 31 9 23 10 37 16 56 12 37 11 29 6 21 4 7

E V E V E V E V E V E V E V E V

IV (good–bad)

2003 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
2004 3 5 3 10 2 4 0 0 0 0 0 0 1 5
2005 1 1 1 1 0 0 1 1 1 3 1 2
2006 1 2 1 3 0 0 0 0 1 1
2007 0 0 0 0 0 0 0 0
2008 0 0 0 0 0 0
2009 1 2 1 1
2010 0 0
Total 0 0 3 5 4 11 4 7 1 3 1 1 2 5 4 9

E V E V E V E V E V E V E V E V

V (oscillating)

2003 3 11 3 10 2 10 3 10 3 11 1 1 1 6 2 5
2004 2 1 2 6 2 5 1 3 2 2 1 3 1 1
2005 0 0 0 0 0 0 0 0 0 0 0 0
2006 2 15 2 8 1 3 1 2 1 4
2007 1 9 1 4 1 5 0 0
2008 0 0 0 0 0 0
2009 0 0 0 0
2010 0 0
Total 3 11 5 20 4 16 7 30 7 31 5 10 4 16 4 10

Table 4.1: For the given first release year y1 and an additional release year y the table
shows the number of ETPs (E) first released in y1 and also released in y, and the total
number of versions (V) for these ETPs. If y1 = y we show the number of all ETPs released
in this year and their versions.
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Figure 4.2: Percentages of ETPs in Classifications III (diamond), IV (square) and V
(triangle). The Y-axis scale is normalized by getting the percentage of ETP in each
Classification from the total number of clean ETPs in the corresponding year.

Figure 4.1 and 4.2 shows the graphs of the different classifications.
First, adding the number of ETPs along the diagonals in Table 4.1 we observe that

286 ETPs (55.8%) belong to Classification I, i.e., do not depend on non-APIs, while 224
(44.2%) ETPs belong to Classifications II–V, i.e., there is at least one version for each
ETP that depends on at least one bad interface. There is, therefore, a significant number
of ETPs depending on “bad” interfaces. Second, Figure 4.1 shows an increasing trend
followed by stabilization for the percent of ETPs in Classification I and no clear trend for
the percent of ETPs in Classification II. One of the possible reasons is that Eclipse is
making it harder for developers of ETPs in Classification II. Third, we observe that many
more ETPs continuously depend on bad interfaces (Classification II) than those that
removed dependencies on bad interfaces at some point of time (Classification IV). This
indicates that the elimination of non-APIs in the evolving ETP is very limited. Finally,
comparing the numbers in Classifications III and IV we observe that there are more ETPs
that start depending on non-APIs (Classification III) compared to those that eliminate
the bad interfaces (Classification IV). A possible reason for the use of non-APIs could be
that the functionality required is available solely via these bad interfaces.

In the metrics analysis discussed in the next section, we quantitatively discuss Clas-
sifications I and II ETPs. Since the number of ETPs in Classifications III–V are few,
we qualitatively discuss these ETPs in Chapter 5 with the help of source compatibility
analysis that we introduce in Section 5.5 of the same chapter.

4.4 Metrics Analysis: Classification I ETPs vs. Clas-
sification II ETPs

In this section we are interested in identifying the differences in characteristics between
Classification I ETPs and Classification II ETPs. During the study in Chapter 2, with
the limited sample of carefully selected ETPs, we have informally observed that ETPs
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that depended on at least one bad interface are larger systems compared to those that
depended on good interfaces only. In this section, we formally verify the observation on a
larger scale.

Hence, we consider two metrics related to the size of a plug-in:

• NOF : the number of Java files,

• NOF-D: the number of Java files that have at least one import statement related
to ECP classes or interfaces.

Furthermore, we want to understand whether Classifications I ETPs and II ETPs
differ in the amount of ECP functionality used. We consider, therefore, two metrics
related to the amount of ECP functionality imported by a plug-in:

• D-Tot: the number of import statements related to ECP classes and interfaces,

• D-Uniq: the number of unique import statements related to ECP classes and
interfaces.

We conducted our study using two data-sets of ETPs Data-set I and Data-set II :

• Data-set I : For each year considered Data-set I includes one version of every
Classification I or II ETP that has been first released in that year (cf. diagonal cells
in Table 4.1)

• Data-set II : Similarly, for each year considered Data-set II includes one version of
every Classification I or II ETP that has been first released in that year or earlier
(cf. total cells in Table 4.1). Since we may have more than one version for an ETP
released in one year, we select the last version in that year.

4.4.1 Metrics distribution
The distribution of all metrics studied is similar for both data sets: skewed to the right
and with outliers. The outliers in the data are real since there are very large ETPs that
have numerous dependencies on ECP interfaces. Figure 4.3 shows an example of metric
distribution histograms: distribution of the D-Uniq values for Data-set II. Per metrics and
per data-set we present 16 histograms corresponding to eight years (2003–2010) and two
classifications (I and II). In the histograms in Figure 4.3 we observe that the concentration
of the D-Uniq values in Classification I is on the lower side of x-axis for all the years, and
the distribution is more spread in Classification II. The rest of the metrics show a similar
trend and can be found in Appendix B.

4.4.2 Hypothesis testing
To verify validity of the observations made in Section 4.4.1, we perform statistical hypoth-
esis testing. We formulate the null hypotheses, Hm,y,d

0 and the alternative hypotheses,
Hm,y,d
a for each of metrics m ∈ {NOF,NOF-D,D-Tot,D-Uniq}, year y, 2003 ≤ y ≤ 2010,

and data-set d ∈ {I, II}. The null hypotheses state that on the data-set d the values of m
for Classification I and II ETPs released in year y originate from the same distribution,
The alternative hypotheses state that values of the metrics m for Classification II are
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Figure 4.3: Distributions of D-Uniq: The ETPs in Classification II have higher dependency
on ECP than those of Classification I, but their dependency on “bad” interfaces remains
low.
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#CI #CII NOF NOF-D D-Tot D-Uniq
Data-set I

2003 35 33 0.001 0 0 0
2004 33 35 0.011 0.004 0 0
2005 40 29 0.004 0 0 0
2006 61 25 0.424 0.029 0.017 0.013
2007 37 16 0.068 0.018 0.005 0.007
2008 38 22 0.010 0.003 0.001 0
2009 25 11 0.614 0.556 0.527 0.527
2010 16 10 0.027 0.007 0 0

Data-set II
2003 35 33 0.001 0 0 0
2004 42 53 0.002 0 0 0
2005 47 48 0.001 0 0 0
2006 76 47 0.002 0 0 0
2007 51 45 0.002 0 0 0
2008 57 40 0 0 0 0
2009 37 30 0.027 0.008 0.009 0.002
2010 30 27 0.011 0 0 0

Table 4.2: p-values for Classification I (CI) and II (CII) in Data-sets I and II. Zeros
indicate values too small to be precisely determined by SPSS. Values exceeding 0.05 are
typeset in italics.

higher than for Classification I. The choice for the “higher” the alternative hypothesis is
based on a pilot study we carried out.

Since the number of ETPs for Classification I and II are relatively low, especially
in the recent years, we chose a less stringent nonparametric test, Mann-Whitney U,
as opposed to the two-independent-sample t test that depends on the assumption of
normality and relatively high number of data points [82]. In total we have to carry out
sixty-four Mann-Whitney tests corresponding to four metrics, two data-sets and eight
years (2003–2010).

Table 4.2 shows the p-values for the sixty-four Mann-Whitney tests. Assuming a
common threshold of 0.05, for Data-set I we can reject the null-hypotheses for most
year/metric combinations, except for those indicated in italics in Table 4.2. Thus, for
most year/metrics combinations in Data-set I we accept the corresponding alternative
hypotheses. For Data-set II the null-hypotheses can be rejected for all years and all
metrics. Hence, for Data-set II we can confidently claim that the metrics values for ETPs
in Classification II are higher than for Classification I, i.e., ETPs in Classification II have
more Java files, more files dependent on ECPs, more dependencies on ECPs and more
unique dependencies on ECPs.

Comparing the results obtained for Data-set I and Data-set II we observe that the
results are similar: null hypotheses can be rejected for most years and metrics both for
Data-set I and for Data-set II with 2009 and NOF being exceptions. In general, higher
p-values on Data-set I can be attributed to low numbers of the data points in this data-set
as opposed to Data-set II. Specifically, inability to reject Hm,2009,I

0 can be explained by
the fact that eleven Classification II ETPs only were released in 2009 and included in
Data-set I.

One possible reason for Classification II ETPs being larger than Classification I, may
be that the functionality required by ETPs is absent from good interfaces. We also
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Figure 4.4: Distributions of D-Uniq and D-Tot for “bad” interfaces: The ETPs in
Classification II have higher dependency on ECP than those of Classification I, but their
dependency on “bad” interfaces remains low.

conjecture that although developers might be aware that the bad interfaces are volatile
and unsupported, they may prefer to suffer the consequences of using these bad interfaces
than building their own APIs. We verify this conjecture in Chapter 7.

4.5 Metrics analysis: Non-API usage
In this section we focus on Classification II and consider numbers of bad interfaces used
by the ETPs. Figure 4.4 presents ETPs of Data-set II and visualizes D-Tot-nonAPI, the
number of import statements related to non-APIs, and D-Uniq-nonAPI, the number of
unique import statements related to bad interfaces. Comparing Figure 4.3 and Figure 4.4
we observe that although the ETPs in Classification II have a high dependency on ECP
interfaces, medians in the box-plots reveal that the ETPs have a low dependency on bad
interfaces.

To formalize this observation, we conduct a statistical hypothesis testing whether
D-Tot-nonAPI and D-Tot, as well as D-Uniq-nonAPI and D-Uniq represent different
populations. We formulate, therefore, the following null and alternative hypotheses:

• HTot,y,d
0 : metric values of D-Tot and D-Tot-nonAPI obtained for ETPs in data-set

d and year y represent the same population;
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1 2 3 4 5 6 7 8 9 10 11 12 13
# ETPs 28 15 14 12 11 9 8 7 6 5 4 3 2

# non-APIs 1 1 1 1 1 2 4 5 9 9 25 64 200

Table 4.3: Summary of the common non-APIs used by at least two of the 181 ETP-non-
APIs. For example, in column 6, each of the 2 non-APIs is commonly used by 9 of the 181
ETP-non-APIs and in column 10, each of the 9 non-APIs is commonly used by 5 of the
181 ETP-non-APIs. The non-APIs considered in this table still exist in Eclipse SDK 3.7.

Data-set I Data-set II
Tot Uniq Tot Uniq

2003 345 118.5 345 118.5
2004 281.92 111.07 308.5 121.5
2005 517.72 155 449.03 148.5
2006 306 108.5 594.14 176
2007 490.5 123.75 777.5 172.5
2008 320.5 128 597 178.37
2009 377.75 92.25 754.5 194.5
2010 221 114.5 683.53 192.3

Table 4.4: Hodges-Lehmann estimation of the median of the difference between the
number of (unique) interfaces and the number of (unique) non-APIs.

• HTot,y,d
a : metric values of D-Tot obtained for ETPs in data-set d and year y are

higher than those obtained for D-Tot-nonAPI ;

• H
Uniq,y,d
0 : metric values of D-Uniq and D-Uniq-nonAPI obtained for ETPs in

data-set d and year y represent the same population;

• H
Uniq,y,d
a : metric values of D-Uniq obtained for ETPs in data-set d and year y are

higher than those obtained for D-Uniq-nonAPI.

Our choice for “greater” as the directed alternative stems from the fact that bad interface
dependencies, counted by D-Tot-nonAPI and D-Uniq-nonAPI are a special kind of
dependencies, while D-Tot and D-Uniq include both API and non-API dependencies.
By the same argument the metric values are related, i.e., we have to conduct a paired
two-sample test. We start by conducting a series of Shapiro-Wilk tests to check whether
metric values are distributed normally. Depending on the outcome of these tests we
should either use the well-known t test for two dependent samples (if the metric values are
distributed normally) or its non-parametric counterpart, the paired two-sample Wilcoxon
test.

The p-values obtained in the series of Shapiro-Wilk tests never exceeded 0.0003, i.e.,
normality hypothesis can be confidently rejected. Therefore, we conducted a series of
paired two-sample Wilcoxon tests. Based on the p-values obtained we reject HTot,y,d

0 and
accept HTot,y,d

a for all years y and both data-sets d: the p-values never exceeded 0.001.
Similarly, based on the p-values obtained we reject HUniq,y,d

0 and accept HUniq,y,d
a for

all years y and both data-sets d: the p-values never exceeded 0.001.
To provide better insights in the differences between D-Tot and D-Tot-nonAPI as

well as between D-Uniq and D-Uniq-nonAPI we estimate the median of the difference
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between the corresponding metric values.1 Table 4.4 summarizes the Hodges-Lehmann
estimator values [52,91]. The estimator values support the observation made by comparing
Figure 4.3 and Figure 4.4: although the ETPs in Classification II have a high dependency
on ECP interfaces, medians in the box-plots reveal that the ETPs have a low dependency
on bad interfaces.

Furthermore, in a preliminary investigation, we also found that most ETPs use bad
interfaces directly without using wrappers. In Chapter 5 we report that bad interfaces are
the main cause of incompatibilities in new releases of the SDK framework because these
bad interfaces frequently change in the new SDK releases. Moreover, in Chapter 7 we
discovered that the reason why developers us bad interfaces is because there are no good
interfaces with the necessary functionality. In this chapter, we have discovered that on
average not so many bad interfaces are being used and the number of D-Tot is greater
than D-Uniq, i.e., some bad interfaces are being frequently used in the ETPs’ source code.
To reduce the amount of work in fixing the incompatibilities of the EPTs in new SDK
releases, ETP developers should avoid using the bad interfaces directly but instead use
wrappers. With the help of a wrapper, fixing the incompatibilities caused by a changed
bad interfaces that is frequently called in the ETP’s source code will only be done in the
wrapper.

4.6 Commonly used non-APIs
In this section we continue our discussion of Classification II ETPs and the bad interfaces
used by these ETPs. We analyze the used bad interfaces by ETPs in order to get
a quantitative insight of what kind of bad interfaces are highly used and what their
distribution looks like. This would help reveal to the Eclipse SDK developers possible
bad interfaces that would be good candidates to become good interfaces in the future.

We looked at the 181 ETPs in Classification II. Since we have a number of versions
for each ETP, we decided to choose the last version for each ETP. A total of 1,717
unique non-APIs were extracted from the ETPs. 1,525 of the 1,717 non-APIs still exist
in Eclipse SDK 3.7, the latest major release. We wrote a script that searches through the
non-APIs for all ETPs and returns the ETPs that use a given non-API. Figure 4.5 and
Table 4.3 show the distribution of the frequency of use of the non-APIs. The distribution
is positively skewed: there are many non-APIs used by few ETPs and there are few
non-APIs used by many ETPs. Furthermore, the ETPs in the many non-APIs used by
few ETPs are just a small subset of the total 181 ETPs. This indicates that the ETPs
use a diverse set of bad interfaces. The most popular non-APIs are presented in Table 4.5
while the complete list of non-APIs and their frequencies can be found in Appendix B.

By observing Table 4.5 one might conjecture that the most popular non-APIs are
related to Eclipse Java development tools (JDT). This conjecture is confirmed by Figure 4.6.
Figure 4.6a shows the distribution of the number of non-APIs used by at least two ETPs
across different Eclipse projects. Similarly, Figure 4.6b shows the distribution of the use,
i.e., the total number of import statements referring to non-APIs, across different Eclipse
projects. Both figures suggest that the lion share indeed belongs to the JDT project.
However, not less than ten different Eclipse projects deliver non-APIs used by at least
two ETPs.

1We stress that the median of the difference is not the same as the difference in medians.
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non-APIs # ETPs

org.eclipse.jdt.internal.ui.JavaPlugin 28

org.eclipse.jdt.internal.core.JavaProject 15

org.eclipse.ui.internal.ide.IDEWorkbenchPlugin 14

org.eclipse.jdt.internal.corext.util.JavaModelUtil 12

org.eclipse.jdt.internal.ui.JavaPluginImages 11

org.eclipse.jdt.internal.ui.javaeditor.CompilationUnitEditor 9

org.eclipse.jdt.internal.core.PackageFragment 9

org.eclipse.jdt.internal.ui.wizards.TypedElementSelectionValidator 8

org.eclipse.core.internal.resources.Workspace 8

org.eclipse.jdt.internal.ui.util.ExceptionHandler 8

org.eclipse.jdt.internal.core.SourceType 8

Table 4.5: A sample of commonly used non-APIs by the ETPs ranked according to the
highest frequency to lowest frequency. The column # ETPs shows the number of ETPs
of the 181 ETPs that use the corresponding non-API.

 

Figure 4.5: Distribution of frequency of non-API use. Non-APIs used by only one ETP
have not been included.



56 Eclipse API Usage: The Good and The Bad

jdt  
67,30% 

team  
11,32% 

ui  
10,06% 

core  
5,03% 

search  
1,89% 

jface  
1,26% 

pde  
1,26% 

debug  
0,63% 

help  
0,63% 

swt  
0,63% Other 

6,29% 

#non-APIs 

(a) The number of non-APIs used by at least two ETPs across different Eclipse
projects.
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(b) The total number of import statements referring to non-APIs (used by at least
two ETPs), across different Eclipse projects.

Figure 4.6: Distribution of non-API usage per project.
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4.7 Threats to Validity
As any other empirical study, our analysis may have been affected by validity threats. In
our analysis, construct validity may be threatened by the metrics analysis in Sections 4.4
and 4.5. Indeed, presence of org.eclipse.* imports can result in incorrect counts in
D-Tot and D-Uniq. However, for ETPs released in 2006 and earlier, less than 3% of the
total imports have this form. The figure is even lower for ETPs released in 2007 or later.
Additional threat pertains to unused imports. In our fact extraction unused imports are
not excluded in the metrics. We tried to mitigate internal validity threats during the
data collection by removing the incomplete ETPs and ETPs with no ECP-depencies.
For external validity, it is possible that our results may not be generalizable since we
only considered ETPs from Sourceforge. Sourceforge is, however, a big and well-known
repository, and, therefore, our ETPs’ collection can be considered representative.

4.8 Related Work
Mileva et al. study popularity of APIs and state that, analyzing popularity of software
projects is a relatively new research field [76]. Holmes and Walker [53] present a prototype
tool calculating a popularity measure for every API in a framework. As opposed to
our study that spans a period of eight years, Holmes and Walker focus on one specific
version of Eclipse. Mileva et al. [76] investigate API popularity on data collected from 200
open-source projects. The authors developed a tool prototype that analyzes the collected
information and plots API element usage trends. As opposed to our focus on Eclipse,
they present a general study of APIs usage in any given project.

The study that is more closely related to ours, is by Lämmel, Pek and Starek [63].
The authors demonstrate a scalable approach to AST-based API-usage analysis for a
large-scale corpus of open-source projects. Their investigation reports on usage of 77
APIs from different domains extracted from built projects, reference projects and unbuilt
projects. In comparison to our study, our API usage analysis considers APIs from the
same domain, namely, Eclipse APIs. Since we only consider usage by only looking at
the imports in a project, we did not need to build the studied projects. The study of
Grechanik et al. explore API usage in Java programs on the large scale [48]. Finally, the
study of Lämmel et al. presents a new approach of understanding reuse characteristics of
composite frameworks such as .NET and Java Standard Edition [62]. The characteristics
of reuse defines by the authors include metrics of potential reuse (such as percentage of
socializable types), categories related to reuse (such as open and close namespaces), and
metrics of actual reuse (such as percentage of specialized types).

This work builds on and extends the previous work on the evolution of ETPs [22].
In the previous study, we investigated the evolution of dependencies on ECPs of 21
carefully selected ETPs. We, however, did not distinguish between “good” APIs and
“bad” non-APIs. The current study is one of the follow-up studies we pointed out in [22].

4.9 Conclusions and Future Work
In this paper, we have investigated Eclipse SDK API usage by means of a case study
of Eclipse third-party plug-ins. Our conclusion is based on empirical results for data
collected on 512 Eclipse third-party plug-ins altogether having a total 1,873 versions.
We discovered that about 44% of the 512 Eclipse third-party plug-ins depend on “bad”
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non-APIs and also discovered that developers continue using “bad” non-APIs in the new
versions of the third-party plug-ins. The subsequent empirical study of 467 plug-ins also
showed that plug-ins that use or extend at least one bad interface are comparatively
larger and also use more functionality from Eclipse than those that use or extend only
“good” APIs. We also found out that ETP-non-APIs use a diverse set of “bad” APIs.
This information provides Eclipse SDK developers with feedback on the current use of
APIs and non-APIs in ETPs as opposed to the expected use. Furthermore, it reveals
the characteristics of these ETPs that use the good interfaces and bad interfaces. The
information can be used as a starting point to answer questions like: why these situation
occur and how they can be mitigated in future good interface releases.

Furthermore, in a preliminary investigation, we also found that most ETPs use bad
interfaces directly without using wrappers. In Chapter 5 we report that bad interfaces are
the main cause of incompatibilities in new releases of the SDK framework. Moreover, in
Chapter 7 we discovered that the reason why developers us bad interfaces is because there
are no good interfaces with the necessary functionality. In this chapter, we have discovered
that on average not so many bad interfaces are being used and some bad interfaces are
being frequently used in the ETP’s source code. To reduce the amount of work in fixing
the incompatibilities of the EPTs in new SDK releases, ETP developers should avoid
using the bad interfaces directly but instead use wrappers. With the help of a wrapper,
fixing the incompatibilities caused by a changed bad interfaces that is frequently called in
the ETP’s source code will only be done in the wrapper.

We have also identified possible ways in which the study should be extended. First, one
can investigate possible reasons why developers depend on bad interfaces. This question
is considered in Chapter 7. In Section 4.4.2 we have already conjectured that absence
of the required functionality from the APIs might be a possible reason for developers
depend to choose for non-APIs. This conjecture is also investigated in Chapter 7. We
also compare the failure rate of ETPs that depend on APIs and those that depend on at
least one non-API when ported to new ECP releases (Chapter 5).



Chapter 5

Survival of ETPs

Today numerous software systems are being developed on top of frameworks. Eclipse SDK
is such a framework that has been in existence for over a decade. Like many other evolving
software systems, the Eclipse SDK has both stable and supported APIs (good interfaces)
and unstable, discouraged and unsupported non-APIs (bad interfaces). In this study, we
investigate the survival of Eclipse third party plug-ins (ETPs) based on whether they use
bad interfaces or not. We analyzed a total of 512 ETPs altogether having 1,873 versions.

A number of observations are drawn from the study: First, we discovered that, the
majority of ETPs do not produce new versions beyond the first year of release. Second,
as stated by Eclipse, we confirm that indeed APIs are stable over subsequent Eclipse
releases that do not involve API-breaking changes. We further confirm that non-APIs
are indeed unstable. This observation on the stability of the Eclipse interfaces is based
on how these interfaces affect compatibility of the ETPs in new Eclipse SDK releases.
ETPs that depend on only good interfaces almost never fail in the subsequent Eclipse
SDK releases and ETPs that use bad interfaces have a very high failure rate in new SDK
releases. Furthermore, we observed that, ETPs that depend more on old non-APIs and
less on newly introduced non-APIs, have a very high forward source compatibility success
rate. Third, we observed that the reason why the non-APIs are being eliminated from
the ETPs’ source code is, because (ETP developers believe) these non-APIs will cause
incompatibilities when a version of the ETP is ported to new SDK release. Finally, when
eliminating the use of problematic non-APIs in the ETPs source code, we have observed
that developers perform one of the following things: i) build their own API that has same
functionality as the non-API, ii) find similar functionality offered by an API in the SDK,
iii) completely eliminate the entities in the ETP source code that uses the functionality
from the non-API and iv) when a non-API matures into an API, developers replace the
functionality of the non-API with the new API.
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5.1 Introduction
Today, many software developers build systems on top of frameworks [103] (e.g., currently
Eclipse marketplace1 reports over 1.4 million of Eclipse solutions). This approach has many
advantages, such as reuse of the functionality provided [80] and increasing productivity [60].
However, these benefits are accompanied by co-evolutionary challenges that come along
with using frameworks [20]: as the framework evolves, it makes changes to its APIs and
these changes may cause the applications that use them to fail [33, 81,112]. Framework-
based applications are, therefore, subject to two dimensions of survival: 1) survival
related to releasing new versions of the application itself, and 2) survival related to
incompatibilities of the software system in new framework releases2.

In this work we focus on a popular framework, Eclipse, and study survival of Eclipse
third-party plug-ins (ETPs). As opposed to the previous work [16, 30, 31, 96, 100], we
investigate survival in terms incompatibilities of the ETPs in the new framework releases.
To measure source compatibility we count the number of Eclipse SDK releases an ETP
can successfully compile with.

Understanding the survival related to incompatibilities of the ETPs in new framework
releases is essential for the users of the ETPs and their maintainers. Users of the ETPs
need to understand whether the ETP is likely to operate when the Eclipse SDK is updated
to a new release, and whether the ETP will produce new versions. Maintainers of the
ETPs should be clearly aware of the impact of the changes in the SDK on their plug-in.
This understanding is complicated by the fact that while some SDK interfaces, APIs, are
stable and supported, other SDK interfaces, non-APIs, are subject to arbitrary change
or removal without notice [5, 37, 38]. ETP maintainers are strongly discouraged from
adopting any of the non-APIs [38], and indeed, it has been shown that many non-APIs
are among interfaces that are most likely to introduce a post-release failure [94]. However,
despite this, in Chapter 4 we have observed that the use of non-APIs is not uncommon:
44.2% of the ETPs on SourceForge have at least one version that depends on at least one
non-API [23]. Based on this observation, we formulate the following question that will be
addressed in this chapter.

RQ3: How does the compatibility of ETPs that depend solely on Eclipse APIs compare
with that of ETPs that depend on at least one Eclipse non-API in new Eclipse SDK
releases?

The remainder of the chapter is organized as follows: In Section 5.2 we introduce
Eclipse plug-ins and their interfaces and in Section 5.3 we explain the data collection
process. In Section 5.4 we discuss the version release rates of the ETPs. In Section 5.5 we
discuss the methodology we used to analyse the survival of the ETPs. In Section 5.6, we
discuss the quantitative analysis of the survival of the ETPs. In Section 5.7 we discuss
the qualitative analysis of the survival of ETPs. In Section 5.8, we discuss the threats
to validity. In Section 5.9, we discuss the related work. And finally, In Section 5.10 we
present the conclusions and future work.

1http://marketplace.eclipse.org
2Here and elsewhere our notion of survival is not related to a branch of statistics known as survival

analysis [42], applied to study of software [92,97]
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5.2 Eclipse Plug-in Architecture
Eclipse SDK is an extensible platform that provides a core of services for controlling a set
of tools working together to support programming tasks. Tool builders contribute to the
Eclipse platform by wrapping their tools in pluggable components, called Eclipse plug-ins,
which conform to the Eclipse plug-in contract. Plug-ins are bundles of code and/or data
that contribute functions to a software system. Functions can be contributed, e.g., in the
form of code libraries, platform extensions or documentation.

The plug-ins in the Eclipse framework can be categorized into three main groups:
Eclipse core plug-ins, Eclipse extension plug-ins, and Eclipse Third-party plug-ins.

• Eclipse core plug-ins (ECPs): These are plug-ins present in and shipped as part of
the Eclipse SDK. In this thesis, the ECPs and Eclipse SDK are interchangeable.
The ECPs provide core functionality upon which all plug-in extensions are built.
The ECPs also provide the runtime environment in which other plug-ins are loaded,
integrated, and executed. The fully qualified names of ECP packages starts with
org.eclipse. Examples of ECPs include Java development tools (JDT), Standard
Widget Toolkit (SWT) and Platform runtime and resource management (Core) [45].

• Eclipse extension plug-ins (EEPs): These are plug-ins built with the main goal of
extending the Eclipse SDK. Most EEPs are large, generic, applications frameworks
with tool plug-ins to build other specialized applications. Like the ECPs, fully
qualified names of EEP packages start with org.eclipse, but as opposed to
the ECPs, the EEPs are not shipped as part of the Eclipse SDK. Popular EEPs
include J2EE Standard Tools, Eclipse Modeling Framework and PHP Development
Tools [45].

• Eclipse Third-party plug-ins (ETPs): These are the remaining plug-ins. The size
of these plug-ins ranges from large application frameworks to small specialised
applications. Unlike ECPs and EEPs, the package names of ETPs do not have
a prefix org.eclipse. All the ETPs use at least some functionality provided
by ECPs but also may use functionality provided by EEPs. The ETPs are also
sometimes referred as Eclipse products/solutions and sometimes Eclipse extensions.

The Eclipse framework has two main types of interfaces, i.e., visible features that it
provides to ETPs that reuse its functionality: non-APIs and APIs [5, 37,38].

• Eclipse non-APIs (“bad”): The non-APIs, which we also term as bad interfaces,
are internal implementation artifacts that are found in a package with the substring
“internal” in a the fully qualified package name according to Eclipse naming conven-
tion [37]. The internal implementations include public Java classes or interfaces, or
a public or protected method, or field in such a class or interface. Users are strongly
discouraged from adopting any of the non-APIs since they may be unstable [38].
Eclipse clearly states that clients who think they must use these non-APIs do it at
their own risk as non-APIs are subject to arbitrary change or removal without notice.
Eclipse does not usually provide documentation and support to the non-APIs.

• Eclipse APIs (“good”): The APIs, which we also term as good interfaces, are
the public Java classes or interfaces that can be found in packages that do not
contain the segment “internal” in the fully qualified package name, or a public or
protected method, or field in such a class or interface. Eclipse states that, the APIs
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are considered to be stable and therefore can be used by any application developer
without any risk. Furthermore, Eclipse also provides documentation and support
for these APIs.

5.3 Data Set
How we collected the data that we use this chapter is explained in Chapter 3. In this
chapter, we only analyse the clean ETPs, i.e., the ETPs that remained after eliminating
noise (see Chapter 3). The ETPs were classified based on their dependency on the Eclipse
SDK (ECPs) interfaces. We define dependencies-on-ECPs as import statements from
ECPs starting with the prefix org.eclipse in the source code of an ETP. The ETPs
were classified based on evolution of their dependencies on “good” interfaces and “bad”
interfaces:

I ETPs with all versions dependent solely on APIs—good ETPs;

II ETPs with all versions depending on a non-API—bad ETPs;

III ETPs with earlier versions dependent solely on APIs and latter versions depending
on a non-API—good–bad ETPs;

IV ETPs with earlier versions dependent on a non-API and latter versions depending
solely on APIs—bad–good ETPs;

V ETPs oscillating between versions that depend solely on APIs and versions that
depend on a non-API—oscillating ETPs.

Results of the classification are shown in Table 5.1. The table is divided into four
groups: I (good)—Classification I ETPs (good ETPs), II (bad)—Classification II ETPs
(bad ETPs), III (bad–good)—Classification III ETPs (bad–good ETPs), IV (good–bad)—
Classification IV ETPs (good–bad ETPs), and V (oscillating)—Classification V ETPs
(oscillating ETPs).

For Classification I ETPs (good ETPs) in Table 5.1, the cell entry (2004,2004), typeset
in italics, contains a pair (33 68) indicating that there are a total of 33 ETPs that were
first released in the year 2004 on SourceForge altogether having a total of 68 versions.
The pair (4 11) in the cell (2004,2005) means that there were 4 ETPs of the 33 that
had new versions released in the year 2005 with a total of 11 versions in that year. We
observe that the trend on the evolution in the total number of ETPs is non-monotone,
for example, (2003,2007)=1, (2003,2008)=2, (2003,2009)=0. This indicates that, while
an ETP may have version(s) in a given year, it does not release any version(s) in the
subsequent year(s) and resumes releasing later.

5.4 Release of new ETP Versions (good ETPs vs bad
ETPs)

In this section we discuss the release rates of new versions of ETPs between the good and
bad ETPs. Since the number of ETPs and versions in Classification III—V are small, we
will analyse the qualitatively in Section 5.7.
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2003 2004 2005 2006 2007 2008 2009 2010
E V E V E V E V E V E V E V E V

I (good)

2003 35 62 10 20 3 4 1 1 1 4 2 2 0 0 0 0
2004 33 68 4 11 4 9 2 3 2 2 0 0 0 0
2005 41 66 10 21 4 5 3 4 1 1 1 1
2006 61 111 7 13 1 1 0 0 2 3
2007 37 83 12 22 4 6 6 12
2008 38 74 7 12 2 4
2009 25 30 3 4
2010 16 28
Total 35 62 43 88 48 81 76 142 51 108 58 105 37 49 30 52

E V E V E V E V E V E V E V E V

II (bad)

2003 33 91 18 45 11 19 8 13 6 8 2 4 1 2 1 1
2004 35 77 8 24 4 9 4 13 4 15 1 2 2 3
2005 29 60 10 26 9 31 7 15 7 19 5 20
2006 25 61 10 32 3 19 2 11 5 15
2007 16 31 2 3 1 2 0 0
2008 22 42 7 15 1 3
2009 11 11 3 7
2010 10 11
Total 33 91 53 122 48 103 47 109 45 115 40 98 30 62 27 60

E V E V E V E V E V E V E V E V

III (bad–good)

2003 8 31 5 12 5 6 3 3 2 2 1 1 0 0 0 0
2004 4 11 2 3 2 7 2 6 2 5 1 1 0 0
2005 3 28 2 12 1 4 1 1 0 0 0 0
2006 9 34 4 14 2 11 0 0 2 5
2007 3 11 3 8 2 4 0 0
2008 2 3 0 0 1 1
2009 3 16 1 1
2010 0 0
Total 8 31 9 23 10 37 16 56 12 37 11 29 6 21 4 7

E V E V E V E V E V E V E V E V

IV (good–bad)

2003 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
2004 3 5 3 10 2 4 0 0 0 0 0 0 1 5
2005 1 1 1 1 0 0 1 1 1 3 1 2
2006 1 2 1 3 0 0 0 0 1 1
2007 0 0 0 0 0 0 0 0
2008 0 0 0 0 0 0
2009 1 2 1 1
2010 0 0
Total 0 0 3 5 4 11 4 7 1 3 1 1 2 5 4 9

E V E V E V E V E V E V E V E V

V (oscillating)

2003 3 11 3 10 2 10 3 10 3 11 1 1 1 6 2 5
2004 2 1 2 6 2 5 1 3 2 2 1 3 1 1
2005 0 0 0 0 0 0 0 0 0 0 0 0
2006 2 15 2 8 1 3 1 2 1 4
2007 1 9 1 4 1 5 0 0
2008 0 0 0 0 0 0
2009 0 0 0 0
2010 0 0
Total 3 11 5 20 4 16 7 30 7 31 5 10 4 16 4 10

Table 5.1: For the given first release year y1 and an additional release year y the table
shows the number of ETPs (E) first released in y1 and also released in y, and the total
number of versions (V) for these ETPs. If y1 = y we show the number of all ETPs released
in this year and their versions.
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+0 +1 +2 +3 +4

2005
ETPs good ETPs 41 10 4 3 1

bad ETPs 29 10 9 7 7

Versions good ETPs 66 21 5 4 1
bad ETPs 60 26 31 15 19

2006
ETPs good ETPs 61 7 1 0 2

bad ETPs 25 10 3 2 5

Versions good ETPs 111 13 1 0 3
bad ETPs 61 32 19 11 15

Table 5.2: Number of good ETPs, bad ETPs and their versions per year after the initial
release for two release years 2005 and 2006.

We illustrate the release rate using an example of two ETP release years , i.e., 2005
and 2006. Table 5.2 presents an extract of the ETP and version release rates for two ETP
release years 2004 and 2005. The first row of the table indicates the number of years
after the initial release year of the ETPs. For example, +0 means the initial release year,
+1 means one year after the initial release. The entry 41 in the second row of the table
indicates that there were 41 good ETPs released for the first time in 2005. The entry 10
in the second row of the table indicates that 10 of the 41 good ETPs released in 2005 had
new versions in the year 2006.
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Figure 5.1: Percentage of ETPs that produced new versions (a) and percentage of new
versions produced (b).
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Figure 5.2: Percentage of ETPs that producing new versions (a) and percentage of new
versions produced (b).

Figures 5.1 and 5.2 show a plot of the percentage equivalent of ETP and version
release rates for the results in Table 5.2. The number of new versions is normalized with
respect to the initial release numbers.

We observe that the plots for both Figure 5.1 and for 5.2 exhibit a clear decreasing
trend. The decrease is sharpest from the initial release year to the subsequent year. This
indicates that a large number of ETPs are not maintained immediately after the first year
of their release. The observation supports the earlier findings [16,88] that SourceForge
projects have a low chance of evolving. Study of ETPs hosted at other repositories is
considered as a future work. Furthermore, in both Figure 5.1 and 5.2, we observe a
sharper decrease in the numbers of ETPs releasing new versions and versions of good
ETPs than in bad ETP. The rest of the years show a similar trend.

One possible reason for lower values in good ETPs may be that developers of good
ETPs are not forced to release new versions to keep up with changes in Eclipse SDK APIs.
As opposed to good ETPs, bad ETPs can be expected to fail more often when ported to
new releases of Eclipse SDK compared to good ETPs due to the use of unsupported and
unstable non-APIs. We therefore conjecture that good ETPs have a higher forward source
compatibility success rate when ported to newer releases of Eclipse SDK compared to bad
ETPs. We verify this conjecture in Section 5.5.

5.5 Source Compatibility Between the ETPs and Eclip-
se

In this section, we discuss the survival related to incompatibilities between the ETPs and
Eclipse SDK. To measure survival of an ETP developed on top of a given major Eclipse
SDK release we determine the number of subsequent major Eclipse SDK releases that the
ETP is compatible with (forward compatibility). Eclipse distinguishes between a number
of compatibility notions [37, 41]. API Binary Compatibility requires that pre-existing
binaries of the ETP link and run with new releases of the Eclipse SDK without recompiling.
API Source Compatibility requires that the source code of the ETP needs to be recompiled
to keep working with new releases of the Eclipse SDK but no changes have to be made in



66 Survival of ETPs

the sources.
Any given change in the component API on which a client depends, may break none

of the two compatibilities, one of the two compatibilities or both compatibilities. The
scenarios below exemplify the two compatibility notions:

1. Both Binary and Source compatible: Changing a method body in a way that
continues to behave the same.

2. Binary compatible and Source incompatible: Adding new method overloads. Since
overload resolution is determined at compile time, adding new methods will not
affect already-compiled binaries. If the client recompiles, it is possible that binaries
may bind to the new overloads.

3. Binary incompatible and Source compatible: In this case, clients just need to
recompile their sources to keep working. The compiler will respond to the change
in a corrective way. For example, consider removing a method overload. At a
binary level, the method the clients are bound to is removed and so things fail. But
if you recompile, the compiler may bind to another overload that is semantically
equivalent, and so things keep working without having to change any source.

4. Both Binary and Source incompatible: A breaking change. This requires clients to
update their sources and recompile. For example, removing a method.

We analyze source compatibility related to scenarios 1, 2 and 4 above. Scenario 3
is predominantly related to binary compatibility. Furthermore, the ETP may also be
subject to runtime incompatibilities [40, 112]. As the first empirical investigation on API
compatibility, in study we only focus on source compatibility of the ETPs. In a followup
study, one can build on our study and focus on binary and runtime compatibility.

In the analysis, we study both backward source compatibility and forward source
compatibility. Below we define the two source compatibilities.

• Backward source compatibility: This means that source files written to use a given
SDK release, will continue to compile and run against older SDK releases.

• Forward source compatibility: This means that source files written to use a given
SDK release, will continue to compile and run against newer SDK releases.

5.5.1 Dependency Structure of an ETP
ETPs commonly depend on multiple software components such as ECPs, EEPs, external
libraries and other ETPs (cf. Figure 5.3). We distinguish three types of dependencies
that an ETP may have. Compulsory direct dependency links an ETP to at least one ECP.
Recall that in Section 5.3 we have excluded from consideration ETPs that do not depend
on ECPs. Optional direct dependency is present if an ETP depends on an external library,
an EEP or even another ETP. Finally, we talk about an optional indirect dependency if an
ETP depends on an EEP or another ETP, and these components also depend on an API
from ECP. This API is said to be an indirect dependency of the ETP being studied. The
study of source compatibility of an ETP is challenging because of the complex structure
of the dependencies.
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Figure 5.3: Dependency Structure of an ETP

5.5.2 Source Compatibility Check
To study source compatibility, we need to compile ETPs with different releases of Eclipse
SDK. Initially, we were interested in comparing the success rate of good ETPs and
bad ETPs when compiled with new Eclipse SDK releases, i.e., Eclipse SDK releases
following the Eclipse SDK release on top of which the ETP has been built. This would
require determining on top of which Eclipse SDK release a given ETP has been built.
Unfortunately, less than 5% of the collected ETPs explicitly stated this information either
by mentioning it in the SourceForge description or by recording it in the meta-data section
of the manifest file of the ETP. The release year of the ETP can be used to determine
terminus ante quem3 of the Eclipse SDK release, but cannot be seen as the exact date.
Indeed, there may be a time gap between beginning of the development process phase
and choice of the SDK, and the end of the development process phase and publication of
the ETP at SourceForge. Moreover, we have observed that some programmers prefer to
develop plug-ins on top of earlier releases rather than on top of the most recent one, e.g.,
if those earlier releases are being perceived as being more stable.

Hence, we decided to check the source compatibility of the ETPs with all Eclipse
SDK major releases.

To check for source compatibility of a version of an ETP with a given ECP release, we
employ the methodology described in [18]. At compile time, we augment the build path for
compiling a dependent ETP with the jar files of all the components containing the APIs
used in the ETP’s source code. If the ETP has direct dependencies on other components
(i.e., EEP, an external library, or another ETP), the jar files of these components are
also included in the ETP’s build path. The information about the components required
by the ETP can be found in the ETP’s manifest file. However, information about the
appropriate versions of the components is usually missing.

A promising approach to automatic identification of the component versions is software
bertillionage [34]. To perform the identification bertillionage requires the jar used in
compiling the ETP and corpus of all versions of the jar. Unfortunately the ETPs we
collected were not bundled with the Eclipse SDK jar files used to compile the ETP,
rendering bertillionage inapplicable. Thus, version identification is essentially a manual

3(Lat.) the latest possible date of an event or an object.
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process.
Version identification would require a prohibitive effort if all versions of an ETP were

to be considered: indeed, each version of the ETP might require a completely different
set of versions of the components. Thus, we focus only on one version of the ETP in each
release year. Given the ETP p and a release year y, the manual version identification
process follows the steps presented in Fig. 5.4.

After initialization, we identify appropriate versions of the other components (Step 2).
If no such versions of the other components exist we consider the previous version of p,
and if there is none, we exclude p from consideration. Once the appropriate versions of the
other components have been identified, we check for source compatibility of the current
version of p with each of the Eclipse SDK releases (Step 4). We stress that when checking
the compatibility with another Eclipse SDK release, the versions of other components
are kept unchanged in the build path. The rationale for this decision is twofold: 1) we
are only interested in the relationship between ETP and ECP interfaces and 2) since
the identification of the errors is done manually, only errors related to incompatibilities
between the ETP under study and the ECP interfaces will appear in the Eclipse console.

We illustrate the version identification process with an example of an ETP, googlipse
0.5.4. In addition to the ECP dependencies, googlipse depends on two EEPs, J2EE
Standard Tools (JST) and Web Standard Tools (WST). Since googlipse 0.5.4 was released
in 2007, the versions of the jar files added to the build path of googlipse are Eclipse SDK
3.3, WST R-2.0 and JST R-2.0, all released in 2007. When the project is built, 29 errors
are reported in the Eclipse console. When we trace the errors in the source code of
googlipse, we find that the errors result from an unresolved class dependency from an ECP.
This indicates that googlipse 0.5.4 is incompatible with the Eclipse SDK 3.3. The jar files
from Eclipse SDK 3.3 are removed and replaced by the jar files of Eclipse SDK 3.2. The
SDK replacement removes all errors from the Eclipse console. The same procedure would
have been followed if any of EEP dependencies had caused errors. Hence, the compatible
versions of the jar files required by googlipse 0.5.4 are found in WST R-2.0 and JST R-2.0.
These versions of the jar files are used to determine source code compatibility of googlipse
0.5.4 with different SDK releases.

In addition to swapping the components an ETP depends on, we also had to select the
appropriate Java JDK that is compatible with the ETP. Since the ETPs’ development
dates back as far as the year 2003, the Java JDKs that were used on the different ETPs
range from 1.3 to 1.6.

We call an ETP source compatible with a given Eclipse SDK release if no compilation
errors are reported, and source incompatible if at least one error related to the compulsory
dependencies is reported.

5.6 Quantitative analysis: good ETPs and bad ETPs
In this section, we quantitatively analyse the compatibility of the good ETPs vs bad ETPs.

5.6.1 Results
Table 5.3 and Figure 5.5 present the results of the source compatibility experiments. The
numbers of good ETPs and bad ETPs considered in the experiments are those in the Total
rows in the groups of I (good) and II (bad) of Table 5.1. For example, consider the data
from Table 5.3 for good ETPs released in 2003. 32 good ETPs are source compatible (SC)
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Input: ETP p, release year y

1. Initialization:

(a) Select the latest version of p in a given release year y.
(b) For every other component add its latest version released in y to the build

path of p.
(c) Add the SDK released in y to the build path of p.

2. Compile the current version of p with respect to the current version of the SDK
(including current versions of the other components)

(a) If compilation was successful, go to Step 4;
(b) Identify the source of compilation errors:

i. Errors due to a direct dependency on an other component: replace
in the build path the versions of the components involved by the
preceding ones.

ii. Errors due to a direct dependency on the SDK: replace the SDK by
the one released in the preceding year.

iii. Go to Step 2.

3. If there is another version of p released in y,

(a) take the preceding version of p, go to Step 2.
(b) otherwise, exclude p from consideration.

4. For Eclipse SDK release r (1.0 to 3.7) repeat

(a) Compile p.
(b) If compilation was successful, report “success(p,r)”.
(c) Identify the source of compilation errors:

i. Direct dependency on the SDK: report “failure(p,r)”.
ii. Indirect dependency only:

A. and there is another version of p released in y, take the preceding
version of p, go to Step 2.

B. otherwise, exclude p from consideration.

Figure 5.4: Manual version identification: tracing errors to their source (Steps 2b and 4c)
is a manual process.
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SDK releases
SC SIC1.0 2.0 2.1 3.0 3.1 3.2 3.3 3.4 3.5 3.6 3.7

2001 2002 2003 2004 2005 2006 2007 2008 2009 2010 2011

E
T
P
-A

P
Is

re
-

le
as
ed

in

2003 4 19 31 27 27 27 27 27 27 27 27 32 3
2004 2 6 12 39 39 39 38 38 38 38 38 40 3
2005 0 1 2 34 41 41 41 41 41 41 41 41 7
2006 0 1 2 29 58 67 67 67 67 67 67 67 9
2007 0 0 1 13 22 41 46 46 46 46 46 47 4
2008 1 1 2 10 16 34 50 55 55 55 55 55 3
2009 0 0 0 3 5 12 30 34 35 35 35 35 2
2010 0 0 0 2 6 11 22 27 28 28 28 28 2

ba
d
ET

Ps
re
-

le
as
ed

in

2003 2 9 27 15 8 7 6 6 6 6 6 28 5
2004 1 4 10 43 28 21 21 20 19 19 19 44 9
2005 1 1 2 21 44 23 22 22 22 22 21 45 3
2006 0 0 1 7 27 40 25 21 19 18 18 43 4
2007 0 0 1 6 16 28 32 24 21 20 20 38 7
2008 0 0 0 1 7 19 27 33 30 30 28 36 4
2009 0 0 0 0 1 7 19 23 25 23 23 25 5
2010 0 0 0 1 5 7 10 18 21 19 19 23 1

Table 5.3: The number of good ETPs (above) and bad ETPs (below), source compatible
with the Eclipse SDK releases. The diagonal cells (shaded gray) show the number of
ETPs that are source compatible with the Eclipse SDK released in the same year as
the ETPs. The upper and lower triangles correspond to forward and backward source
compatibility, respectively.
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at least once with all the components they depend on, 4 of the 32 are source compatible
with Eclipse SDK 1.0, 19 of the 32 are source compatible with Eclipse SDK 2.0 and 31 of
32 are source compatible with Eclipse SDK 2.1.

For each ETP release year, the bars in Figure 5.5 corresponding to the Eclipse SDK
releases (shown in the legend of the graphs) show the percentage of source compatible
ETPs with respect to the total number of source compatible ETPs (column SC in Table
5.3). For the sake of illustration we choose two ETP release dates, 2004 and 2006; bar
charts corresponding to other release years have similar shapes.

Starting with the Eclipse SDK release corresponding to the release year of the ETPs
(starred bar), for each year, we notice that most good ETPs are forward source compatible
but not backward source compatible. In contrast, bad ETPs are neither forward source
compatible, nor backward source compatible with the Eclipse SDK.

5.6.2 Discussion: good ETPs and bad ETPs
In this section we discuss the results of source compatibility of the good ETPs and bad
ETPs.

5.6.2.1 Good ETPs

According to the Provisional API guidelines [5], ETPs that follow the guidelines are
not supposed to fail in the subsequent Eclipse SDK releases. In addition, the Version
Numbering Document [11], describing the guidelines of how to evolve Eclipse SDK versions
in the subsequent releases states that Eclipse SDK version numbers are composed of two
integers named major.minor: the major segment indicates breaking change in the API, the
minor segment indicates non-breaking change in the API (“externally visible” changes).
A breaking change violates both the ETP’s binary and source compatibility (cf. Section
5.5). For our study this means that good ETPs should not fail in the subsequent Eclipse
SDK releases that do not involve breaking changes. To check whether this guideline is
indeed being adhered to we take a closer look at Table 5.3.

By inspecting Table 5.3, we observe that four good ETPs released in 2003 failed
from Eclipse release-3.0 to release-3.7 (i.e., there were 31 source compatible ETPs in cell
(2003,21) and 27 source compatible ETPs in cell (2010,3.7)). This observation does not
contradict the guideline. Indeed, Eclipse SDK 2.1 was released in 2003, i.e., the ETPs
released in 2003 were based on an Eclipse SDK release not later than 2.1. According
to the version numbering, there were breaking changes between Eclipse SDK 2.1 and
Eclipse SDK 3.0. Hence following the guideline some good ETPs might have become
source incompatible, and this indeed happened for four good ETPs.

One ETP-API, OracleExplorer, released in 2004 failed from Eclipse SDK 3.3 throughout
to 3.7. From Eclipse SDK 3.2 to Eclipse SDK 3.3, the Eclipse version numbering does not
indicate breaking changes and, therefore, the failure of OracleExplorer indicates a guideline
violation. Since Eclipse SDK 3.3, org.eclipse.ui.part.MultiPageEditorPart, extended by one of
the OracleExplorer classes, contains a final method setActiveEditor(IEditorPart targetEditor).
This method has the same signature as setActiveEditor(IEditorPart editorPart), one of the
methods of OracleExplorer itself. Therefore a conflict is introduced as a final method
cannot be overridden.
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5.6.2.2 Bad ETPs

In Table 5.3, looking at the source compatibility success rate of the bad ETPs, we observe
that the forward source compatibility improves every year for ETPs released in 2007 to
2010. On further investigation of the possible cause of this phenomenon, we discovered
that the majority of non-APIs used by these ETPs were introduced in the early Eclipse
SDK releases. For example, we found out that the 19 ETPs classified in release year
2010 altogether used a total of 127 non-APIs of which 28% were introduced in Eclipse
SDK release-1.0, 30% in Eclipse SDK 2.0 and none of the newly introduced non-APIs
in Eclipse SDK 3.5 and 3.6 was used by any of the ETPs. This could mean that older
non-APIs are relatively stable, and this is why the ETPs that use them do not fail. This
conjecture has been formally studied in Chapter 6.

5.6.2.3 Good ETPs vs Bad ETPs

Comparing Figure 5.5-(a) and Figure 5.5-(b), it becomes apparent that good ETPs
have a very high source compatibility success rate compared to the bad ETPs. This
can be expected, since bad ETPs use unstable non-APIs and hence are more likely to
be affected by changes in Eclipse. For backward source compatibility we look at the
source compatibility success rates from the Eclipse SDK released in the same year as the
ETPs back to Eclipse SDK 1.0. We observe that for both good ETPs and bad ETPs,
the percentage of source compatible ETPs rapidly decreases. We also observe that the
decrease rate is much sharper for bad ETPs compared to good ETPs. For forward source
compatibility we look at the source compatibility success rates from the Eclipse SDK
released in the same year as the ETP up to the most recent Eclipse SDK release considered
(3.7). bad ETPs have a very high failure rate compared to good ETPs.

5.6.3 Quantifying the Survival of ETPs: good ETPs vs bad ETPs
While Section 5.6.2 informally discussed differences in the forward source compatibility
success rate between good ETPs and bad ETPs, in this section we augment the preceding
discussion with a formal statistical study. Recall that at the beginning of Section 5.5
we stated a general definition of survival of an ETP developed on top of a given major
Eclipse SDK release as the number of subsequent major Eclipse SDK releases that it can
successfully compile with (forward source compatibility).

Because we lack the information about the specific Eclipse SDK releases that were
used when developing the ETPs, in this section we redefine survival of an ETP. Since
the release year of the ETP can be used to determine terminus ante quem of the Eclipse
SDK release, we define survival of an ETP as the number of major Eclipse SDK releases
that the ETP can successfully compile with, starting with the Eclipse SDK release in the
year after the release of the ETP (i.e., the count of Eclipse SDK releases after the release
corresponding to the cell in the shaded diagonal in Table 5.3). Failure of an ETP is the
opposite of survival, i.e., the number of major Eclipse SDK releases that an ETP fails to
compile with, starting with the Eclipse SDK release in the year after the release of the
ETP. In the data-set all ETPs that were source compatible with one Eclipse SDK release
and failed in the next Eclipse SDK release also failed with all the Eclipse SDK releases
released later.

Table 5.4 is the contingency table of survivals and failures for good ETPs and bad
ETPs based on Table 5.3. Observe that although the number of ETPs that failed are not
shown in Table 5.3 it can easily be computed. For example, of the bad ETPs released in
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Compilation Response
Failure (1) Survival (2) Total

bad ETPs 672 678 1,350
49.8% 50.2% 100.0%

good ETPs 52 1,512 1,564
3.3% 96.7% 100.0%

Total 724 2,190 2,914
24.8% 75.2% 100.0%

Table 5.4: ETPs forward-source-compatibility contingency table based on the total
compilation responses

2003 in Table 5.3, a total of 28 ETPs were source compatible. With respect to Eclipse
SDK 3.0 we have a survival of 15 ETPs in cell (2003,3.0). The failure with respect to
Eclipse SDK 3.0 is of 13 ETPs (difference between the total, 28, and the survival, 15).

We compare the overall survival between good ETPs and bad ETPs. First, we test
the independency of whether an ETP is source compatible of it being a good ETP or a
bad ETP. Second, we test the impact of non-APIs in ETPs on the forward compatibility
success rate. All statistical calculations have been carried using popular statistical software
R [87].

Independence. We test the following hypotheses:

• Hi
0: The compatibility success rate is independent on whether an ETP is an good or

bad ETP;

• Hi
a: The compatibility success is dependent on whether an ETP is an good or bad

ETP.

For the independence test, the results of both the χ2 test and Fisher’s exact test lead
to the p-value < 2.2 × 10−16. Hence, we can guarantee statistical significance on any
reasonable threshold, confidently reject Hi

0 and claim that the compatibility success is
dependent on whether an ETP is a good or bad ETP.

Impact. Based on the Eclipse guideline [37] we expect good ETPs have higher forward
compatibility success rate:

• Hc
0 : good ETPs and bad ETPs represent two populations with equal median values

for forward compatibility success;

• Hc
a: good ETPs represents a population with higher forward compatibility success

median value than bad ETPs.

To test the hypotheses, we imposed an ordinal scale on compatibility failure (1) and
success (2) as suggested in [10], and performed the Wilcoxon test. The test statistic equals
1546104 and the p-value < 2.2 × 10−16. As above, we can guarantee statistical significance
on any reasonable threshold, confidently reject Hc

0 and claim that good ETPs have higher
forward compatibility success than bad ETPs.

5.7 Qualitative Analysis: Classification III—V ETPs
As opposed to the quantitative analysis of good ETPs and bad ETPs in Sections 5.6, to
analyze Classifications III-V ETPs we employ qualitative analysis since the ETPs in these
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classifications are too few, i.e., Classification II, 32 ETP, Classification IV, 6 ETPs, and
Classification V, 8 ETPs. During the analysis, we investigate possible causes why and
how ETPs move from one category to the other, i.e., between “good” and “bad”.

The following metrics will be used to analyze the ETPs in Section 5.7.1–5.7.3. We use
the metrics NOF and NFD to give us an indication of the ETP we are analyzing. The Date
metric to give us an indication of the possible SDK on top of which the version was built.
The functionality metrics NnP and Int to give us an indication of the functionality from
Eclipse used by a version of an ETP. The metric NnP is our main focus in the analysis.
Finally, the Compatibility metric help us to trace the non-APIs that are problematic in
new SDK releases.

• Ver: Version name of the ETP.

• Date: Date of release on SourceForge of a version of an ETP (represented the format
mm/yy). With respect to the release dates of the SDK, the metric will give us an
indication of the possible SDK on top of which the version was built.

• NnP: Number of unique non-APIs used by a given version of an ETP.

• NOF: Number of .java files in a given version of an ETP.

• NFD: Number of .java files in a given version of an ETP having dependencies on
non-APIs. Since we compile the ETPs, we deleted all the unused imports from the
source code.

• Int: The unique number of interfaces (good + bad) from Eclipse used by a given
version of an ETP.

• Compatibility: This indicates the source compatibility of a given version on an ETP
with the SDK releases (0–incompatibility and 1–compatibility).

5.7.1 Classification III—good–bad ETPs
In this section we qualitatively analyze the 32 ETPs in Classification III in Table 5.1.
Recall that for all the ETPs in this classification, earlier versions dependent solely on
APIs (good) and latter versions depending on a non-API (bad). We investigate possible
reasons why ETPs change from the “good” category to the “bad” category.

For each ETP, we extracted and analysed the metrics defined in Section 5.7. Table 5.5
and 5.6 present the metrics for two ETPs Parfumball and Eclipse Corba, respectively.
The remaining 30 ETPs show similar trends.

For the versions of the ETPs that depend on only APIs (good part), we observe similar
findings as those we observed for Classification I ETPs (good ETPs). For the versions
of ETPs that have a dependency on non-APIs (bad part), we observe similar findings as
those we observed in Classification II ETPs (bad ETPs).

For the good part, we observed that versions of ETPs that are compatible with a given
SDK release continue to be compatible with later releases of the SDK. For the bad part,
we observed that some of the versions of the ETPs are not source compatible in new SDK
releases and those that continue to be compatible we observe that they use old non-APIs.

The reason why ETPs move from good to bad could be related to the Lehmans’ law of
continuous growth [68]. The law states that the functional content of E-type systems must
be continually increased to maintain user satisfaction over their lifetime. We observe that
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Compatibility with SDKs
Ver Date Int NnP NOF NFD 3.0 3.1 3.2 3.3 3.4 3.5 3.6 3.7
0.0.1 11/04 52 0 51 0 1 0 0 0 0 0 0 0
0.0.2 11/04 53 0 68 0 1 0 0 0 0 0 0 0
0.0.3 11/04 59 0 71 0 1 1 1 1 1 1 1 1
0.0.4 06/05 70 1 108 1 1 1 0 0 0 0 0 0

Table 5.5: Parfumball. Compatibility with SDKs, 0–Compatible and 1–Incompatible.

Compatibility with SDKs
Ver Date Int NnP NOF NFD 3.0 3.1 3.2 3.3 3.4 3.5 3.6 3.7
0.2.0 07/04 79 0 446 0 1 1 1 1 1 1 1 1
0.3.0 02/05 83 0 462 0 1 1 1 1 1 1 1 1
0.3.1 04/05 91 0 483 0 1 1 1 1 1 1 1 1
0.3.2 05/05 92 0 448 0 0 1 1 1 1 1 1 1
0.4.0 05/06 104 0 454 0 0 0 1 1 1 1 1 1
0.4.1 05/06 104 0 454 0 0 0 1 1 1 1 1 1
0.5.5 02/07 133 1 613 1 0 0 1 1 1 1 1 1
0.5.6 07/07 144 1 619 2 0 0 0 1 1 1 1 1
0.6.0 01/08 147 1 554 1 0 0 0 1 1 1 1 1
0.6.1 02/08 147 1 608 1 0 0 0 1 1 1 1 1
0.7.0 09/08 164 1 648 1 0 0 0 1 1 1 1 1

Table 5.6: Eclipse Corba

as the ETPs evolve, in accordance to the law of continuous growth, there is an increasing
trend in the two metrics Int and NOF in Tables 5.5 and 5.6, respectively. Since the ETPs
consume more functionality from the SDKs as they evolve, we conjecture that some of
the functionality they require may be absent from the APIs of the SDK (this conjecture
is verified in Chapter 7).

5.7.2 Classification IV—bad–good ETPs
In this section, we analyze the six ETPs in Classification IV in Table 5.1. Recall that for
all the ETPs in this classification, earlier versions dependent on a non-API (bad) and
latter versions depending solely on APIs (good). In the analysis, we investigate possible
reasons why and how ETPs change from “bad” category to the “good” category. We
investigate why and how the non-APIs are eliminated from the source code of the ETP
and how the removed non-API affects the ETP before and after removal.

Tables 5.7–5.11 present the results of analysis for the ETPs in Classification IV (good
to bad)4. Since the ETPs are few and also have very few versions, the tables present
analysis for all the versions.

5.7.2.1 Strutsbox

Strutsbox is a visual Eclipse plugin toolkit for developing applications with Jakarta Struts
Framework. Strutsbox is eight years old having a total of eight versions with its latest

4One of the ETPs, ShellEd, had one unused non-API import in its early versions. This ETP now
belongs Classification II ETPs. Five of the remaining ETPs are analyzed below.
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Compatibility with SDKs
Ver Date Int NnP NOF NFD 3.0 3.1 3.2 3.3 3.4 3.5 3.6 3.7
1.0.1 07/04 200 4 220 4 1 0 0 0 0 0 0 0
1.0.2 01/05 205 4 224 4 1 0 0 0 0 0 0 0
1.0.3 05/05 207 4 279 4 1 1 0 0 0 0 0 0
1.0.4 06/05 207 3 290 3 1 1 0 0 0 0 0 0
1.1.0 08/05 192 3 252 3 1 1 0 0 0 0 0 0
1.1.1 10/05 156 2 247 2 1 1 0 0 0 0 0 0
2.0.0 01/06 146 0 235 0 0 1 1 1 1 1 1 1
2.0.1 02/06 147 0 242 0 0 1 1 1 1 1 1 1

Table 5.7: Strutsbox

version released in 2006.
Table 5.7 presents the analysis results of the ETP Strutsbox. In version 1.0.1 and 1.0.2

in column Ver, the class de.strutsbox.ui.editor.parts.MessageDialogWith-
Toggle calls a method org.eclipse.ui.internal.WorkbenchMessages.getS-
tring. From SDK 3.0 to SDK 3.1, the method org.eclipse.ui.internal.Workbe-
nchMessages.getString was removed from Eclipse. As can be observed from Ta-
ble 5.7, version 1.0.1 and 1.0.2 fail with SDK 3.1 onwards.

In version 1.0.3, the result of the method org.eclipse.ui.internal.Workbenc-
hMessages.getString was replaced by an empty string (""). The non-API org.ecl-
ipse.ui.internal.WorkbenchMessages was removed from version 1.0.3 and as
can be observed it is compatible with SDK 3.1.

In version 1.1.0, the class de.strutsbox.ui.editor.parts.StatusDialog
calls the method org.eclipse.ui.internal.MessageLine.setErrorStatus.
In version 1.1.1, the class de.strutsbox.ui.editor.parts.StatusDialog was
deleted from the plug-in. This is the reason the number of non-APIs reduces from 3 to 2.

In version 2.0.0, there was a major restructuring where the packages de.strutsbox.-
ui.editor, de.strutsbox.ui.wizards and de.strutsbox.visualizer.ui,
were merged in version 2.0.1 into one package de.strutsbox.ui. All the non-APIs
were eliminated in the plug-in during the restructuring. We can observe that the two
versions are compatible with the SDK releases from SDK 3.1.

5.7.2.2 Eclipse Coding Tools

Eclipse Coding Tools is an Eclipse plug-in that adds some small refactoring tools, aimed
at fixing logging code. The plug-in is eight years old, having 11 versions with the latest
version released in 2010.

In Table 5.8 column Ver, version 0.3.0 of the ETP accesses the value of the field
org.eclipse.jdt.internal.ui.text.IJavaPartitions.JAVAPARTITIONI-
NG. In SDK 3.1, the non-API org.eclipse.jdt.internal.ui.text.IJavaPar-
titions was removed from Eclipse. We can observe the decrease in the number of non-
APIs used by the ETP from 15 to 14. The removal of the non-API is one of the causes of
compatibility problems between version 0.3.0 of the ETP with SDK 3.1–3.7. Version 0.4.0
of the ETP replaced org.eclipse.jdt.internal.ui.text.IJavaPartitions-
.JAVA_PARTITIONING with “___java_partitioning”. “___java_partitioni-
ng” is the value that is assigned to the accessed field in version 0.3.0 of the ETP (i.e.,
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Compatibility with SDKs
Ver Date Int NnP NOF NFD 3.0 3.1 3.2 3.3 3.4 3.5 3.6 3.7
0.2.0 10/04 232 15 138 9 1 0 0 0 0 0 0 0
0.3.0 10/04 231 15 142 9 1 0 0 0 0 0 0 0
0.4.0 03/05 229 14 115 9 1 0 0 0 0 0 0 0
0.5.0 12/05 223 14 202 8 1 1 1 1 0 0 0 0
0.6.0 05/10 164 0 172 0 0 1 1 1 1 1 1 1
1.0.0 05/10 70 0 44 0 0 0 0 1 1 1 1 1
1.0.1 05/10 70 0 44 0 0 0 0 1 1 1 1 1
1.0.2 05/10 69 0 44 0 0 0 0 1 1 1 1 1
1.0.3 05/10 69 0 44 0 0 0 0 1 1 1 1 1

Table 5.8: Eclipse Coding Tools

copied from the non-API in SDK 3.0).
One of the non-APIs org.eclipse.jdt.internal.ui.dialogs.TypeSelect-

ionDialog that is used by the ETP was removed in SDK 3.1. In version 0.5.0, all the
source code parts that use the removed non-API are replaced by the services of another non-
API org.eclipse.jdt.internal.ui.dialogs.TypeSelectionDialog2. Ver-
sion 0.5.0 continued to be compatible with the successive SDK releases until SDK 3.4 be-
cause the method org.eclipse.jdt.internal.corext.util.JavaModelUtil-
.getFullyQualifiedName, called by version 0.5.0 of the ETP, was deleted.

In version 0.6.0 all the non-APIs disappeared from the ETP as a result of a major
restructuring where the package awilkins.eclipse.coding.templates including
its sub-packages were removed from the ETP. This package contained the classes that
used non-APIs from Eclipse. In version 1.0.0 there was another major restructuring where
the package awilkins.objectmodel was removed from the ETP, the reason we can
observe the decrease in the NOF. Version 1.0.0–1.0.3 use APIs that were introduced in
SDK 3.3 the reason they are not compatible with SDK 3.2 and below.

5.7.2.3 EuroMath2

EuroMath2 is an Eclipse plug-in that provides a platform for editors editing various
XML files with multiple namespaces and also able to manage editors with WYSIWYG
capability. The plug-in is eight year old having the a total of 7 versions. The latest
version was released in the year 2006.

As can be see in Table 5.9, the ETP had one dependency on a non-API from Eclipse
in versions 1.1.9 to 1.2.1. This non-API did not cause incompatibility with the different
SDKs. From version 1.3.0 onwards, the class with the non-API was deleted from the ETP.
The sharp drop of the NOF from version 1.3.3 to 1.4.0 is not interesting for this study
since these versions do not have dependency on non-APIs.

5.7.2.4 Emonic

Emonic (Eclipse-Mono-Integration) is a Eclipse-Plugin for C#. It provides color high-
lighting, outline, word-completion and build mechanism via Ant or Nant. The plug-in is
6 years old having a total of six versions. The latest version of the plug-in was released
2010.
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Compatibility with SDKs
Ver Date Int NnP NOF NFD 3.0 3.1 3.2 3.3 3.4 3.5 3.6 3.7
1.1.9 09/04 141 1 695 3 1 1 1 1 1 1 1 1
1.2.0 12/04 154 1 775 3 1 1 1 1 1 1 1 1
1.2.1 04/05 132 1 623 1 1 1 1 1 1 1 1 1
1.3.0 10/05 154 0 630 0 1 1 1 1 1 1 1 1
1.3.1 11/05 153 0 630 0 0 1 1 1 1 1 1 1
1.4.0a 08/06 150 0 349 0 0 0 1 1 1 1 1 1
1.4.0 09/06 156 0 344 0 0 0 1 1 1 1 1 1

Table 5.9: EuroMath2

Compatibility with SDKs
Ver Date Int NnP NOF NFD 3.0 3.1 3.2 3.3 3.4 3.5 3.6 3.7
0.1.0 01/06 177 4 56 3 1 1 1 0 0 0 0 0
0.1.1 08/06 163 2 54 2 1 1 1 0 0 0 0 0
0.1.2 03/07 183 4 64 4 1 1 1 0 0 0 0 0
0.1.3 10/07 188 2 66 1 1 1 1 1 1 1 1 1
0.3.0 10/07 315 0 128 0 0 0 1 1 1 1 1 1
0.4.0 01/10 414 0 325 0 0 0 1 1 1 1 1 1

Table 5.10: Emonic

From Table 5.10 column Ver, we can observe a decrease in the number of non-APIs from
version 0.1.0 to 0.1.1 and again an increase from version 0.1.1 to 0.1.2. In version 0.1.1 the
method org.emonic.base.editors.CSharpEditor.editorContextMenuAbo-
utToShow that calls the non-API method org.eclipse.ui.internal.ViewerAc-
tionBuilder.readViewerContributions in version 0.1.0 was deleted. The same
method with the same implementation was later reintroduced in version 0.1.2. The
package org.emonic.base.actions, in version 0.1.0 that calls the non-API method
org.eclipse.jdt.internal.ui.packageview.PackageExplorerPart.get-
TreeViewer was deleted in version 0.1.1. The same package was reintroduced in version
0.1.2.

From Table 5.10 column Ver, we can see a decrease on non-APIs from version 0.1.2 to
0.1.3. Version 0.1.2 calls the non-API constructor org.eclipse.ui.internal.dia-
logs.ViewSorter. The non-API org.eclipse.ui.internal.dialogs.ViewS-
orter was deleted in SDK 3.3. This caused version 0.1.2 to fail in SDK 3.3 as indicated in
Table 5.10. The failure was fixed in version 0.1.3 by getting rid of the services of the non-
API org.eclipse.ui.internal.dialogs.ViewSorter and building its own API
org.emonic.base.views.OutlineViewerSorter. In version 0.1.3, the ETP re-
placed the services of the non-API org.eclipse.jdt.internal.ui.packageview-
.PackageExplorerPart with the services of the API org.eclipse.jdt.ui.IP-
ackagesViewPart.

From version 0.1.3 to 0.3.0, two non-APIs are removed the ETP. Version 0.1.3 calls
two methods from the non-API org.eclipse.ui.internal.Workbench as a work-
around for Eclipse bug 75440 stated as a comment in the ETP’s source code. Bug 75440 was
reported on 10/2004 and fixed on 04/2005. In version 0.3.0, the ETP no longer uses the ser-
vices in the non-API org.eclipse.ui.internal.Workbench. Furthermore, version
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Compatibility with SDKs
Ver Date Int NnP NOF NFD 3.0 3.1 3.2 3.3 3.4 3.5 3.6 3.7
1.3.6 07/05 168 1 142 2 1 1 1 1 1 1 1 1
1.3.7 10/09 177 1 152 1 0 1 1 1 1 1 1 1
1.3.8 07/10 177 0 152 0 0 0 1 1 1 1 1 1

Table 5.11: Eclipse Metrics

0.1.3 uses the services of the non-API org.eclipse.ui.internal.ViewerAction-
Builder in the method org.emonic.base.editors.CSharpEditor.editorCon-
textMenuAboutToShow. The same method in version 0.3.0 uses the services from API
org.eclipse.jface.action.Separator but has different implementation.

5.7.2.5 Eclipse Metrics

Eclipse Metrics is an Eclipse plug-in that provides metrics calculation and a dependency
analyzer that detects cycles in package and type dependencies. The ETP has three
versions on SourceForge al released between 2008 and 2009.

In Table 5.11, the ETP was calling the non-API method org.eclipse.jdt-
.internal.core.Openable.getUnderlyingResource in the first two versions
and in the last version replaced the non-API method with the API method org.eclipse-
.jdt.core.IJavaElement.getUnderlyingResource.

5.7.2.6 Discussion

From the analysis in Section 5.7.2.1—5.7.2.5 we can learn a number of lessons. First,
when developers stop using the functionality of a given non-API, we have noticed three
things:

1. Developers build their own API that have same functionality as the non-API (copy
& paste). This occurred three times in the analysis presented. This way they avoid
using the unstable non-API between SDK releases. For example, in the Emonic
ETP the developers replaced functionality of the non-API that was problematic
in version 0.1.2 with their own build API in version 0.1.3. From an interview with
some ETP developers, re-implemented (copy & paste) code of the non-APIs can be
difficult to maintain. Furthermore, the developers told us that copied & pasted code
misses out from benefiting for improvements in the non-APIs in new SDK releases.

2. Developers find similar functionality offered by an API in the SDK. This occurred
two times in our analysis. For example, in the Eclipse metrics ETP, the developer
replaced the functionality of the non-API used in the version 1.3.6 and 1.3.7 with
functionality of an API in version 1.3.8.

3. Developers completely eliminate the entities in the ETP source code that uses
the functionality from the non-API. This occurred four times in our analysis. For
example, in the ETP EuroMath2 a class that used the non-API one version was
deleted in a new version.

Second, we have observed that the reason why the non-APIs are being eliminated
from the ETPs’ source code is, because (ETP developers believe) these non-APIs will
cause incompatibilities when a version of the ETP is ported to new SDK release.
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Compatibility with SDKs
Ver Date Int NnP NOF NFD 3.0 3.1 3.2 3.3 3.4 3.5 3.6 3.7
1.0.3 08/05 165 3 68 1 0 1 0 0 0 0 0 0
1.1.0 11/05 166 0 69 0 0 0 1 1 1 1 1 1
2.1.1 08/08 166 2 69 7 0 0 0 1 1 1 1 1
2.1.2 08/08 45 0 16 0 0 0 1 1 1 1 1 1
2.1.4 01/09 164 2 71 2 0 0 0 1 1 1 1 1

Table 5.12: ClearCase

5.7.3 Classification V—Oscillating ETPs
In this section we analyze the eight ETPs in Classification V in Table 5.1. Recall that
these are ETPs oscillating between versions that depend solely on APIs and versions that
depend on a non-API. Most of the ETPs in this classification have very many versions.
We investigate why the ETPs alternate between the good and bad categories and possible
caused of the alternation.

For ETP that alternate from bad–good–bad, we will investigate why they eliminate
non-APIs and then reintroduce them. For the ETPs that alternate from good–bad–good,
like in Section 5.7.2, we will investigate why they eliminate non-APIs.

Since the the ETPs in this Classification have many versions, the tables as well as
in the discussions in this section will present versions where we observe elimination and
introduction of non-APIs (reasons for introduction of non-APIs are similar to the ones
already mentions in Section 5.7.1–Classification III—good–bad ETPs). Tables 5.12–5.17
present the results of the analysis of six of the eight ETPs in Classification V (oscillating
ETPs). One of the ETPs did not have dependencies on Eclipse5 and in ETP Eclipse
ResourceBundle Editor we did not observe elimination of non-APIs.

5.7.3.1 ClearCase

ClearCase Eclipse plug-in allow Eclipse users to have access to ClearCase functionality in
the Eclipse workbench. The ETP has got 22 versions releases on SourceForge between
2003 and 2010 when we collected this data. Table 5.12 only shows versions where we
observed elimination of non-APIs. ClearCase belongs to the bad–good–bad category.

From Table 5.12 we observe the disappearance of the 3 non-APIs from version 1.0.3
to 1.1.0. We also observe that version 1.0.3 is compatible with only SDK 3.1 and version
1.1.0 is compatible with SDK 3.2–3.7. From source code inspection, we observed that in
SDK 3.1 a non-API package org.eclipse.core.internal.resources.mapping
was introduced. Version 1.0.3 started using three classes from this non-API package.
In SDK 3.2, the three classes used by version 1.0.3 were graduated to API package
org.eclipse.core.resources.mapping. Version 1.1.0 now uses these three classes
that graduated.

In version 2.1.2 the package net.sourceforge.eclipseccase.ui, that exists
in the rest of the versions, is missing. The developer did not commit it to the repository.
From version 2.1.4 to the latest version 2.2.6 the non-API reappeared since the package
net.sourceforge.eclipseccase.ui reappeared in the source code.

5The ETP gted had an unused non-API in one of the intermediate versions. This ETP should be
categorized as a good ETP
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Compatibility with SDKs
Ver Date Int NnP NOF NFD 3.0 3.1 3.2 3.3 3.4 3.5 3.6 3.7
1.2.0 10/03 57 2 12 1 0 0 0 0 0 0 0 0
1.2.1 12/03 55 0 12 0 1 1 1 1 1 1 1 1
3.2.0 02/06 66 2 30 1 0 1 1 1 1 1 1 1
3.2.1 02/06 65 0 57 0 0 1 1 1 1 1 1 1

Table 5.13: Eclipse Platform Extensions

5.7.3.2 Eclipse Platform Extensions

This is a set of Eclipse plug-ins that provide additional functionality to the Eclipse IDE.
The ETP has got 18 versions released on SourceForge between 2003 to 2010. Table 5.13
versions where we observed elimination of non-APIs. The ETP belongs to the bad–good–
bad category.

From Table 5.13 we can observe a drop in the number of non-APIs from version 1.2.0 to
1.2.1. Version 1.2.0 uses the non-APIs org.eclipse.ui.internal.IPreferenceC-
onstants and org.eclipse.ui.internal.WorkbenchPlugin. These non-APIs
cause the version to fail in SDK 3.0-3.7 as can be observed from Table 5.13. In version
1.2.1 the non-APIs were eliminated and replaced by two APIs. The implementation of
the entities that uses the new APIs in version 1.2.1 is different from the implementation
of the same entities that uses the non-APIs in version 1.2.0.

The next three versions from 1.2.0 did not have dependencies on non-APIs. In
version 3.2.0, two new non-APIs, org.eclipse.ui.internal.HeapStatus and
org.eclipse.ui.internal.util.PrefUtil were introduced in the source code.
From version 3.2.1 to the latest version 3.6.1, the code that uses the two non-APIs was
dropped from the source code and the non-APIs were deleted.

5.7.3.3 Eclipse ResourceBundle Editor

This is an Eclipse plug-in for editing Java resource bundles. The ETP lists 26 versions, i.e.,
six version, 0.5.0 to 0.6.0 supported in SDK 2.x (comment on ETPs’ SourceForge page)
and 20 versions, 0.1.0 to 0.7.7, supported in SDK 3.x (comment on ETPs’ SourceForge
page). The versions were released between 2004 to 2007.

Indeed we have confirmed from compiling the six versions supported in 2.x that they
are only compatible with SDK 2.0 and 2.1. Version 0.6.0 of the six versions has got a
dependency on a non-API.

We have also confirmed that the next 20 versions supported in 3.x are compatible
with SDK 3.0 to 3.7 and not with earlier SDKs. 11 of the 20 versions, i.e., 0.1.0 to 0.5.4,
do not have a dependency on a non-API. Version 0.6.0 has a dependency on a non-API
and the next eight versions, i.e., 0.7.0 to 0.7.7 have dependencies on tow non-APIs.

We have discovered that the six versions supported in SDK 2.x have the same version
names and release dates as six of the version supported in SDK 3.x. From our observation,
since the first version of the ETP was released in December 2004 and SDK 3.0 was
released in June 2004, the ETP was initially designed for SDK 3.x. Later the developers
downgraded the six versions, 0.5.0 to 0.6.0, to work with SDK 2.x. This is the reason the
ETP is categorised as oscillating. This means that the ETP belongs to the good–bad–good
category.
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Compatibility with SDKs
Ver Date Int NnP NOF NFD 3.0 3.1 3.2 3.3 3.4 3.5 3.6 3.7
1.1.0 10/04 24 1 10 1 1 1 0 0 0 0 0 0
1.1.1 11/05 23 0 10 0 1 1 1 1 1 1 1 1
1.1.2 11/05 28 2 10 2 1 1 1 1 0 0 0 0
1.2.2 09/06 28 2 4 1 0 1 1 1 0 0 0 0
1.3.0 05/08 21 0 3 0 0 0 0 1 1 1 1 1

Table 5.14: JUnitRunner

5.7.3.4 JUnitRunner

This is an Eclipse plug-in that allows the user run/debug Junit test method using context
popup menu. The ETP has got nine versions released between 2004 to 2009. We analyze
only the versions where we have observed disappearance of non-APIs. The ETP belongs
to the bad–good–bad category.

In Table 5.14, we can observe the drop in the number of non-APIs from version 1.1.0 to
1.1.1. Version 1.1.0 calls the non-API method org.eclipse.jdt.internal.launc-
hing.JavaLaunchConfigurationUtils.getMainType. In SDK 3.2 the non-API
org.eclipse.jdt.internal.launching.JavaLaunchConfigurationUtils
disappeared. This can be observed in Table 5.14 that version 1.1.0 fails from SDK
3.2–3.7. In version 1.1.1, a call to the non-API method was changed to a call to an API
method org.eclipse.jdt.core.ICompilationUnit.getJavaProject. As can
be observed, version 1.1.1 is compatible with all the SDK releases. The next four ver-
sions from 1.1.2 to 1.2.2 have a dependency on two non-APIs, org.eclipse.jdt.int-
ernal.junit.launcher.JUnitBaseLaunchConfiguration and org.eclipse-
.jdt.internal.junit.launcher.JUnitLaunchConfiguration. The ETP ac-
cesses two fields org.eclipse.jdt.internal.junit.launcher.JUnitBaseLau-
nchConfiguration.TESTNAME_ATTR and org.eclipse.jdt.internal.juni-
t.launcher.JUnitLaunchConfiguration.ID_JUNIT_APPLICATION from the t-
wo non-APIs. The two non-APIs used the the ETP were deleted in SDK 3.4. This is the
cause of the incompatibilities from SDK 3.4 to 3.7. In version 1.3.0, the methods where
the two non-API fields are accessed were deleted from the source code. We can see that
version 1.3.0 is compatible with SDK 3.3 to 3.7.

5.7.3.5 Eclipse Verilog editor

This is an Eclipse plug-in that provides Verilog (IEEE-1364) and VHDL language specific
code viewer, contents outline, code assist, etc. The ETP has got 22 versions released on
SourceForge in 2004 to 2010. The ETP belongs to the good–bad–good category.

No version has a dependency on non-APIs except two intermediate versions 0.5.1
and 0.5.2. As can be observed from Table 5.15, there is one non-API in version 0.5.2
and this non-API disappears in version 0.6.0. Version 0.5.2 calls the non-API method
org.eclipse.ui.internal.ide.actions.BuildUtilities.saveEditors. I-
n version 0.6.0 the call to the non-API method was replaced to a call a private method
checkAndSaveEditors that was newly introduced in version 0.6.0.



84 Survival of ETPs

Compatibility with SDKs
Ver Date Int NnP NOF NFD 3.0 3.1 3.2 3.3 3.4 3.5 3.6 3.7
0.5.2 06/07 191 1 74 1 0 1 1 1 1 1 1 1
0.6.0 09/07 227 0 295 0 0 0 0 1 1 1 1 1

Table 5.15: Eclipse Verilog editor

Compatibility with SDKs
Ver Date Int NnP NOF NFD 3.0 3.1 3.2 3.3 3.4 3.5 3.6 3.7
0.3.0 01/06 69 1 22 1 0 1 1 1 1 1 1 1
0.3.1 01/06 65 0 22 0 0 1 1 1 1 1 1 1
1.2.0 12/08 216 15 97 2 0 0 0 0 1 1 0 0

Table 5.16: MoreUnit

5.7.3.6 MoreUnit

MoreUnit is an Eclipse plugin that assists developers in writing more unit tests. MoreUnit
ETP has released 21 version on SourceFoge from 2006 to 2010. Table 5.16 only lists versions
where we observed elimination of non-APIs. The ETP belongs to the bad–good–bad
category.

From Table 5.16 column Ver, the first version, 0.2.0 had no dependency on non-APIs.
Version 0.3.0 used one non-API org.eclipse.jdt.internal.core.JavaElement.
However, the non-API used in version 0.3.0 did not cause incompatibilities as can be
observed in Table 5.16. The code that used the non-API in version 0.3.0 was commented
out in version 0.3.1 and the non-API removed from the source code. The next 10 versions
0.3.1–1.1.4 did not use any non-API and the last versions, 1.2.0–2.2.0 used 15 and more
non-APIs. In version 1.2.0 we can observe increased functionality used from Eclipse from
the number of total interfaces in column Int. Like in Section 5.7.1, the possible reason
for the use of non-APIs from version 1.2.0 to 2.2.0 could be that the functionality the
developer requires is absent from the good part of Eclipse.

5.7.3.7 PovClipse

PovClipse is an Eclipse editor plugin for Povray (Persistence of Vision Raytracer) scene
and include files. The ETP has got 14 versions released on SourceForge from 2006 to
2007. Table 5.17 only lists version of where we observed elimination of non-APIs. The
ETP belongs to the good–bad–good category.

The first version (absent from the table) did not use any non-APIs. The next four ver-
sions, 0.4.0–0.6.0 used two non-APIs, org.eclipse.ui.internal.WorkbenchPlug-
in and org.eclipse.ui.internal.about.AboutBundleData. The eight most

Compatibility with SDKs
Ver Date Int NnP NOF NFD 3.0 3.1 3.2 3.3 3.4 3.5 3.6 3.7
0.6.0 11/06 222 2 325 1 0 1 1 1 1 1 1 1
0.6.1 12/06 249 0 341 0 0 1 1 1 1 1 1 1

Table 5.17: PovClipse
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recent versions from 0.6.1–1.1.0 did not have a dependency on a non-API. The func-
tionality of the non-APIs in version 0.4.0–0.6.0 was replaced by functionality of APIs
org.eclipse.update.configuration.IConfiguredSite, org.eclipse.up-
date.configuration.IInstallConfiguration and org.eclipse.update.-
configuration.ILocalSite with a different implementation of these functionalities.

5.7.3.8 Discussion

From the analysis in Sections 5.7.3.1 to 5.7.3.7, we observe a number things: First
we have observed similar findings to those reported in Section 5.7.2.6 for the ETP
in Classification IV (bad–good ETPs). Second, we have observed that some non-
APIs (classes and interfaces) do graduate to APIs in a new SDK release, i.e., they
are removed from the package with substring internal in the fully qualified pack-
age name to one without the substring internal. For example we discovered this
while analyzing the ETP Clearcase in Section 5.7.3.1, three non-APIs in the package
org.eclipse.core.internal.resources.mapping graduated to package org.-
eclipse.core.resources.mapping. When this scenario happens, developers just
delete the substring internal from the fully qualified class or interface name and the
code work.

From the above analysis, the reasons for alternation of ETPs between categories of
good and bad are as follows: For ETPs that alternate from good–bad–good, it is because
the developers eliminate the problematic non-APIs from the source code. For ETPs
that alternate from bad-good-bad, developers eliminate problematic non-APIs from the
source code and later they introduce new non-APIs possibly because the functionality
they require can only be found in those non-APIs.

5.8 Threats to Validity
As any other empirical study, our analysis may have been affected by validity threats.
We categorize the possible threats into construct, internal and external validity.

Construct validity seeks agreement between a theoretical concept and a specific
measuring device or procedure. In our analysis, construct validity may be threatened by
operationalizing the construct “survival” into our measurement instruments, i.e., release
counts and compilation errors. We opt for an “external” operationalization of survival,
as it is perceived by the users of the plug-in as opposed to “internal” operationalization
of survival as perceived by the plug-in developers (e.g. the level of activity in code
development or mailing lists [88]). Internal operationalizations focus on the process
leading to (non-)survival of a plug-in, while external operationalizations focus on the
result, i.e., (non-)survival itself. Furthermore, construct validity may be threatened by
the grouping of the ETPs into good ETPs and bad ETPs. During the grouping, we relied
on the Eclipse naming convention [38] rather than the API guidelines [37]. Noise in our
study might have been introduced if software systems deviate from the convention but
stick to the guideline. When checking for source compatibility we have considered only
one version of an ETP per year and as such our notion of compatibility success might
have been too restrictive. Furthermore, for the decrease in the release of new versions
of ETPs, it is possible that developers migrated to repositories that have become more
popular, e.g., github.

Internal validity is related to validity of the conclusion within the experimental context
of the ETP collection considered above. We have paid special attention to the appropriate
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use of statistical machinery, e.g. in Section 5.6.3. The ETP survival results could be
influenced by confounding factors that we did not take of. For example, the domain of
the ETPs could influence the compatibility of the ETPs in new SDK releases.

External validity is the validity of generalizations based on this study. Our results may
not be generalizable beyond the specific collection of ETPs since we only considered ETPs
from SourceForge, and, therefore, necessarily only open-source ETPs. To ensure that
our results can be generalized one has to replicate the study above with respect to ETPs
from other open-source repositories as well as commercial ETPs. Going beyond Eclipse
we realize that the same study needs to be carried out on a different plug-in framework.

5.9 Related Work
This work presented in this chapter complements our in Chapters 2 and 4. In Chapter 2,
we investigated the constrained evolution of 21 carefully selected ETPs on Lehman’s
software evolution laws. Specifically, we investigated the evolution of ETPs with respect to
the Eclipse SDK interfaces they use. During the study in Chapter 2, we did not distinguish
the ETPs from the good ETPs and the bad ETPs. In Chapter 4, we investigated the
Eclipse API usage by 512 ETPs, and proposed the distinction between good ETPs and
bad ETPs. The current study is one of the follow-up studies proposed in Chapter 4 where
survival of the good ETPs and the bad ETPs in terms of the source compatibility of these
ETPs in the forthcoming SDK releases..

Besides our own related work, the current study is related to two categories of existing
studies: release of new versions of applications and effect of API changes on survivability
of framework-based applications.

5.9.1 Release of new versions of applications
Rainer and Gale [88] studied Sourceforge.net and concluded that the majority of the
projects hosted there should be considered as failures, which, according to them, is the
absence of activity in code development, mailing lists and bug reporting. Weiss [108]
defined success of a project in correlation with its popularity on the web. English and
Schweik [95] classifies project into success categories according to the number of its releases
and the time between these releases. Majority of projects hosted at SourceForge have been
observed to be abandoned or in an early stage [95,108]. As opposed to [88,95,108], we
studied projects from a specific domain, Eclipse plug-ins. Similarly to [95,108] we observe
that majority of projects get abandoned on the early stages and refine this observation by
relating abandonment to presence or absence of non-APIs.

In [16] authors examined large repositories of open source projects: Sourceforge.net,
KDE, GNOME, Rubyforge and Savannah. They have observed that repositories like
SourceForge, Savannah and Rubyforge with more “relaxed” preconditions in hosting a
project, contain projects with low activity. The authors showed that when a project
enters a more “controlled” repository, like the KDE or GNOME, it has better chances
to become successful, with success defined as growth in size and attention gained from
developers.
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5.9.2 Effect of API changes on survivability of framework-based
applications

Dig and Johnson [40] state that to better understand the requirements for API migration
tools of evolving frameworks, one needs to understand API changes. To that end, the
authors studied API changes in new versions of one proprietary and three open-source
frameworks and one library. In all the studied systems, the authors discovered that over
80% of the API-breaking changes are structural, behavior-preserving transformations
(refactorings). The implications of the authors’ findings confirm that refactoring plays an
important role in the evolution of components. Migration tools should focus on support to
integrate into applications those refactorings performed in the framework. In comparison
to our study, we investigate the impact of API changes in the framework on applications
that depend on them.

Other studies related to our work are based on tool support that guides application
developers in adapting to API changes in the evolving framework. Nguyen et al. [81]
present a tool, LIBSYNC, that guides developers in adapting API usage code by learning
complex API usage adaptation patterns from other clients that already migrated to
a new library version as well as from the API usages within the library’s test code.
The tool can identify changes to API declarations by comparing two library versions,
can extract associated API usage skeletons before and after library migration, and can
compare the extracted API usage skeletons to recover API usage adaptation patterns.
Dagenais and Robillard [33] present a tool, SemDiff, that suggests adaptations to client
programs by analyzing how a framework adapts to its own changes. Using a case study
of Eclipse JDT framework and three client programs, SemDiff recommends relevant
adaptive changes and detects non-trivial changes. Wu et al. [112] present AURA that
combines call dependency and text similarity analyzes to identify change rules for one-
replaced-by-many and many-replaced-by-one methods in a framework. Unlike this line of
research, we currently investigate the effects of API changes on survival of framework-
based applications. Developing a tool based on the current findings is considered as future
work.

5.10 Conclusion and Future Work
In this study, we investigated notion of survival of Eclipse third-party plug-ins (ETPs)
related to source compatibility of the plug-ins with Eclipse SDK releases. Understanding
this notion of survival is essential both for the users of the ETPs and for their maintainers,
it is complicated by the fact that while some SDK interfaces, APIs, are stable and
supported, other SDK interfaces, non-APIs, are unsupported and are subject to arbitrary
change or removal without notice. Therefore, we compared the trend followed by ETPs
that depend on only stable and supported Eclipse APIs (good ETPs) and that followed by
ETPs that depend on at least one of the unstable, discouraged and unsupported Eclipse
non-APIs (bad ETPs). In the study, we made the following observations:

1. The majority of ETPs on SourceForge do not produce new versions beyond the first
year of release. We also observed that the rate at which new versions are released
for bad ETPs is higher than that of good ETPs.

2. When looking at source compatibility of the ETPs, we observed good ETPs almost
never fail in the subsequent Eclipse SDK releases unless these releases involve
API-breaking changes.
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3. We observed that recently released bad ETPs depend more on old non-APIs and
less on newly introduced non-APIs. These bad ETPs have a very high forward
source compatibility success rate.

4. We observed that good ETPs have a relatively strong tendency to be forward source
compatible compared to bad ETPs.

5. As stated by Eclipse, we confirm that APIs are stable over subsequent Eclipse releases
that do not involve API-breaking changes. We further confirm that non-APIs are
indeed unstable.

6. We also observed that the reason why the non-APIs are being eliminated from the
ETPs’ source code is, because (ETP developers believe) these non-APIs will cause
incompatibilities when a version of the ETP is ported to new SDK release.

7. When eliminating the use of problematic non-APIs in the ETPs source code, we
have observed that developers perform one of the following things: i) build their
own API that has same functionality as the non-API, ii) find similar functionality
offered by an API in the SDK, iii) completely eliminate the entities in the ETP
source code that uses the functionality from the non-API and iv) when a non-API
matures into an API, developers replace the functionality of the non-API with the
new API.

There are several implications of our findings. First, this information provides Eclipse
SDK developers with feedback on the current use of APIs and non-APIs in ETPs as
opposed to the expected use. The feedback can be used for planning improved services
in new releases of SDKs. Second, developers should avoid using the unstable non-APIs
as much as possible since they are the major cause of incompatibilities in new SDK
releases. Third, developers who must use bad interfaces should use the old ones since we
observed that they are more stable. Fourth, ETP developers should avoid re-implemented
(copy & paste) code of the non-APIs since it can be difficult to maintain misses and the
(copy & paste) code misses out from benefiting from improvements in the non-APIs in
new releases of the SDK. Finally, in Chapter 4 we discovered that a large number of
developers use non-APIs and in this chapter, we observed that non-APIs influence survival
of ETPs. Hence, it is equally important for the framework developers to document both
the non-API changes and the API changes.

The results presented so far are interesting and have given us a number of directions
for the follow-up work: First, we plan to carry out a survey so as to get first hand
information from ETP developers on the factors that impact survival of the ETPs. This
survey was carried out and the results are addressed in Chapter 7. Second, one can build
a refactoring tool that will aid developers who use non-APIs. One might further refine
our distinction between APIs and non-APIs based on usage of specific ECP interfaces. To
express the degree of dependence of an ETP on an interface one can apply econometric
inequality indices [99,106] or the Squale model [78]. Finally, one can replicate our work
using ETPs from other repositories such as github.



Chapter 6

Compatibility Prediction of ETPs in New Eclipse
Releases

Incompatibility between applications developed on top of frameworks with new versions of
the frameworks can be a big nightmare to both developers and users of the applications.
Understanding the factors that cause incompatibilities is a step to solving them. One
way of solving the incompatibilities is to analyze and identify parts of the reusable code
of the framework that are prone to change. In this study we carried out an empirical
investigation on 11 Eclipse SDK releases (1.0 to 3.7) and 288 Eclipse third-party plug-ins
(ETPs) with two main goals: First, to determine the relationship between the age of
Eclipse non-APIs (internal implementations) used by an ETP and the compatibility of the
ETP. We found that third-party plug-in that use only old non-APIs have a high chance of
compatibility success in new SDK releases compared to those that use at least one newly
introduced non-API. Second, our goal was to build and test a predictive model for the
compatibility of an ETP, supported in a given SDK release in a newer SDK release. Our
findings produced 23 statistically significant prediction models having high values of the
strength of the relationship between the predictors and the prediction (logistic regression
R2 of up to 0.810). In addition, the results from model testing indicate high values of up
to 100% of precision and recall and up to 98% of accuracy of the predictions. Finally,
despite the fact that SDK releases with API breaking changes, i.e., 1.0, 2.0 and 3.0, are
only concerned with APIs, our findings reveal that non-APIs introduced in these releases
have a significant impact on the compatibility of the ETPs that use them.

6.1 Introduction
Applications developed on top of frameworks are becoming increasingly popular these
days and users of these applications are constantly on the rise [103] (e.g., currently Eclipse
marketplace1 reports over 1,300 Eclipse solutions developed and there are over 1,600,000
installations of these solutions installed directly from Eclipse). Frameworks are constantly

1http://marketplace.eclipse.org
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evolving to improve on the quality of the functionality they provide to their clients. The
applications that want to benefit from the better quality provided by the new release of
the framework are subject to compatibility problems [33, 112]. Understanding the factors
that cause incompatibilities is a step to solving them. One direction is to identify parts of
the reusable code of the framework used by the applications that are prone to change [39].

Eclipse non-APIs are subject to arbitrary change without notice [5, 37]. Eclipse
developers discourage the use of these non-APIs and further state that developers can
use them at their own risk. However, despite being discouraged, in Chapter 4 we have
observed that the use of non-APIs is not uncommon: 44.2% of the Eclipse third-party
plug-ins (ETPs) on SourceForge have at least one version that depends on at least one
non-API. Moreover, in Chapter 5 we found that the use of non-APIs heavily affects the
compatibility of the ETPs with new Eclipse SDK releases.

In this study, by means of source code analysis, we investigate two main goals: 1)
the relationship between the age of non-APIs (i.e., the Eclipse SDK release in which the
non-API was introduced) used by an ETP and the compatibility of the ETP in new SDK
releases. The findings of this investigation are useful to framework-based application
developer to estimate the maturity of the non-APIs he/she is using based how they
have affected other developers. 2) to build a predictive model for the compatibility
of an ETP supported in a given SDK release in a new SDK release. The predictive
model can be used by Eclipse-based application developers to assess the chances of their
applications’ compatibility in a newer SDK release as they prepare for migration towards
these releases. Furthermore, it can be used by users of Eclipse-based applications before
they update the SDK release where their application is installed to a newer SDK release.
The predictions will help the users to predict the compatibility of their applications in the
a new release from where they intend to get new updates that will in turn help them avoid
incompatibility problems. To perform the investigation, we extracted metrics related to
age of the non-APIs used by the ETPs from the source code of 11 major SDK releases (1.0
to 3.7) and the number of non-APIs used by each ETP from the source code of the 288
ETPs. Furthermore, we also test the source of the ETPs to identify their compatibility
in new SDK releases.

The remainder of the chapter is organized as follows: In Section 6.2 we introduce the
Eclipse SDK and its applications. In Section 6.3 we discuss how we collected the data that
we use. In Section 6.4 we discuss compatibility of the ETPs. In Section 6.5 we discuss
the relationship between age of non-APIs used by the ETPs and their compatibility. In
Section 6.6 present model building and validation. In Section 6.7 we discuss threats to
validity. Section 6.8 we discuss related work. Finally in Section 6.9 we discuss conclusions
and future work.

6.2 Eclipse Plug-in Architecture
Eclipse SDK is an extensible platform that provides a core of services for controlling a set
of tools working together to support programming tasks. Tool builders contribute to the
Eclipse platform by wrapping their tools in pluggable components, called Eclipse plug-ins,
which conform to the Eclipse’s plug-in contract. Plug-ins are bundles of code and/or data
that contribute functions to a software system. Functions can be contributed, e.g., in the
form of code libraries, platform extensions or documentation.

The plug-ins in the Eclipse framework can be categorized three main groups: Eclipse
core plug-ins, Eclipse extension plug-ins, and Eclipse Third-party plug-ins.
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• Eclipse core plug-ins (ECPs): These are plug-ins present in and shipped as part of
the Eclipse SDK. In this thesis, the ECPs and Eclipse SDK are interchangeable.
The ECPs provide core functionality upon which all plug-in extensions are built.
The ECPs also provide the runtime environment in which other plug-ins are loaded,
integrated, and executed. The fully qualified names of ECP packages starts with
org.eclipse. Examples of ECPs include Java development tools (JDT), Standard
Widget Toolkit (SWT) and Platform runtime and resource management (Core) [45].

• Eclipse extension plug-ins (EEPs): These are plug-ins built with the main goal of
extending the Eclipse SDK. Most EEPs are large, generic, applications frameworks
with tool plug-ins to build other specialized applications. Like the ECPs, fully
qualified names of EEP packages start with org.eclipse, but as opposed to
the ECPs, the EEPs are not shipped as part of the Eclipse SDK. Popular EEPs
include J2EE Standard Tools, Eclipse Modeling Framework and PHP Development
Tools [45].

• Eclipse Third-party plug-ins (ETPs): These are the remaining plug-ins. The size
of these plug-ins ranges from large application frameworks to small specialised
applications. Unlike ECPs and EEPs, the package names of ETPs do not have
a prefix org.eclipse. All the ETPs use at least some functionality provided
by ECPs but also may use functionality provided by EEPs. The ETPs are also
sometimes referred as Eclipse products/solutions and sometimes Eclipse extensions.

The Eclipse has two main types of interfaces, i.e., visible features that can be reused,
it provides to ETPs that reuse its functionality: non-APIs and APIs [5, 37,38].

• Eclipse non-APIs (“bad”): The non-APIs, which we also term as bad interfaces,
are internal implementation artifacts that are found in a package with the substring
“internal” in a the fully qualified package name according to Eclipse naming conven-
tion [37]. The internal implementations include public Java classes or interfaces, or
a public or protected method, or field in such a class or interface. Users are strongly
discouraged from adopting any of the non-APIs since they may be unstable [38].
Eclipse clearly states that clients who think they must use these non-APIs do it at
their own risk as non-APIs are subject to arbitrary change or removal without notice.
Eclipse does not usually provide documentation and support to the non-APIs.

• Eclipse APIs (“good”): The APIs, which we also term as good interfaces, are
the public Java classes or interfaces that can be found in packages that do not
contain the segment “internal” in the fully qualified package name, or a public or
protected method, or field in such a class or interface. Eclipse states that, the APIs
are considered to be stable and therefore can be used by any application developer
without any risk. Furthermore, Eclipse also provides documentation and support
for these APIs.

In this chapter, we are interested in analyzing the non-APIs (classes and interfaces)
used by the ETPs.

6.3 Data Set
This study complements our previous studies in Chapter 4 and 5. In Chapter 3, we give
a detailed description of how the we conducted data collection from one of the popular
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open source repositories (SourceForge) and also present how we cleaned the data. In
Chapter 4 we presented how we grouped the ETPs into five of the following classifications
based on the usage of non-APIs:

I ETPs with all versions dependent solely on APIs—good ETPs;

II ETPs with all versions depending on a non-API—bad ETPs;

III ETPs with earlier versions dependent solely on APIs and latter versions depending
on a non-API—good–bad ETPs;

IV ETPs with earlier versions dependent on a non-API and latter versions depending
solely on APIs—bad–good ETPs;

V ETPs oscillating between versions that depend solely on APIs and versions that
depend on a non-API—oscillating ETPs.

6.4 Compatibility of the ETPs
This investigation is a follow-up of the study we presented in Chapter 5. In Chapter 5,
we defined an ETPs’ compatibility using the definition of API source compatibility, i.e.,
API source compatibility requires that the source code of the ETP needs to be recompiled
to keep working with new releases of the SDK but no changes have to be made in the
sources. Similarily to [26], in the current study API binary compatibility and API runtime
compatibility are considered in our future work.

In Chapter 5, we determined the API source compatibility of each version of the ETP
with the different SDK releases (1.0 to 3.7). The API source compatibility of a version
on an ETP and a given SDK release was determined by compiling the ETP with the
SDK release. The jar files of the SDK release we want to test for source compatibility
with the version of the ETP are included in the BUILDPATH of the version of the ETP.
The version of the ETP is compatible with the SDK release in the BUILDPATH if zero
compile time errors are observed in the Eclipse console. To determine compatibility of
the same version of the ETP with another SDK release, we swapped the jar files in the
BUILDPATH of the version of the ETP of the former SDK release with the latter.

In Chapter 5 we found that versions of ETPs that depend on only APIs (ETP-APIs)
were always compatible in later SDK releases that do not involve API breaking changes [11]
and most of the versions of the ETPs that depend on at least one non-API (ETP-non-
APIs) were incompatible. For this reason, in the current study we decided to further our
investigation only on compatibility of ETP-non-APIs in new SDK releases.

In Chapter 5, we presented both forward and backward source compatibility. Only
the results from forward source compatibility are interesting for the current study. The
results in Chapter 5 revealed that the majority of the ETPs having the same release year
as a given SDK release, were source compatible with that SDK release. In the current
study, we have chosen the SDK releases, having the majority of compatible ETPs, to be
the baselines of the ETPs’ forward source compatibility. A few of the ETPs that were
incompatible with the SDK release in the same release year were found to be compatible
with the SDK released in the previous year or a year before the previous. In the study in
this chapter, these ETPs were categorized in the latest SDK release they compile with as
their baseline for forward source compatibility.
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Compatibility of ETPs in new Eclipse SDK releases
# ETPs 3.0 3.1 3.2 3.3 3.4 3.5 3.6 3.7

2.1 29 S 18 9 8 8 8 8 8 8
F 11 20 21 21 21 21 21 21

3.0 48 S 28 22 22 21 20 19 19
F 20 26 26 27 28 29 29

3.1 34 S 15 14 14 14 14 14
F 19 20 20 20 20 20

3.2 40 S 24 19 17 16 16
F 16 21 23 24 24

3.3 38 S 25 22 21 20
F 13 16 17 18

3.4 36 S 31 30 28
F 5 6 8

3.5 33 S 24 23
F 9 10

3.6 30 S 28
F 2

Table 6.1: Compatibility of the ETPs developed on top of a given Eclipse release in new
Eclipse release(s). F–Compatibility failure and S–Compatibility success.
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Figure 6.1: Next Eclipse release (diagonal Table 6.1): Compatibility trends for ETPs
developed on top of the SDK releases (x-axis) with the next SDK release
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Figure 6.2: Last Eclipse release (colum 3.7 Table 6.1): Compatibility trends for ETPs
developed on top of the SDK releases (x-axis) with the most recent SDK release–3.7

Table 6.1 shows the results of the compatibility experiments for the current study. The
first column indicates the forward compatibility SDK release baselines. The ETPs in the
column # ETPs are all source compatible with the SDK releases in first column. Column
3.0-3.7 show the number of ETPs that successfully compile (S) and fail to compile (F)
with the corresponding SDK releases.

Figures 6.1 and 6.2 show the results of compatibility failure and success trends of
the ETP supported in the different SDK releases (2.1-3.6) with the next SDK release
and the most recent SDK release, respectively. The plots are normalized results of
corresponding entries in Table 6.1 (F and S are a percentage of the number on compatible
ETPs–column # ETPs). We can observe that for both figures there is a general increase
in the compatibility success of the ETPs. In Chapter 5, we informally observed that the
increase in compatibility success can be attributed to newly released ETPs using “old”
non-APIs. In the next section, we will present a quantitative analysis supporting this
observation.

6.5 Age of non-APIs vs Compatibility
In this section, we investigate the relationship between the age of the non-APIs used
by an ETP and the compatibility of the ETP in a new SDK release. We analyze the
compatibility of the ETP by looking at the ETPs’ compatibility success or failure in the
new SDK release. For age of the non-APIs used by the ETP, we search the SDK release
in which the non-API was introduced along the evolution of the SDK.
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# non-APIs from Eclipse SDK Releases
Compatibility # ETPs Aggregation 1.0 2.0 2.1 3.0 3.1 3.2 3.3 3.4 3.5
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3.2

Success 16
Median 2 0 0 0 0 0
Mean 2.2 0.0 0.1 0.3 0.1 0
Max 8 3 1 2 1 0
Min 1 0 0 0 0 0

Failure 24
Median 2.5 1 0 2 0 0
Mean 5.8 4.5 0.5 2.3 1.4 0.5
Max 32 20 2 8 11 4
Min 0 0 0 0 0 0

3.5

Success 23
Median 1 0 0 0 0 0 0 0 0
Mean 2 2.3 0.1 1.5 0.9 0.1 0.1 0.1 0
Max 10 15 1 8 6 1 2 2 0
Min 0 0 0 0 0 0 0 0 0

Failure 10
Median 1.5 0 0 0 0 0 0 0 0
Mean 2.3 1.8 0.3 0.9 0.5 0.3 0.3 0.1 0
Max 16 17 4 12 17 6 5 3 0
Min 0 0 0 0 0 0 0 0 0

Table 6.2: The descriptive statistics of non-APIs in ETPs supported in Eclipse SDK 3.2
and 3.5. The groups (Failure and Success) are with respect to compatibility of the ETPs
with Eclipse 3.7.

6.5.1 Hypotheses
We formulate the hypothesis based on the informal observations in Chapter 5 where the
use of old non-APIs was found to be more stable.

• H10: The age of a non-API used in an ETP supported in a given SDK release, has
no impact on the compatibility of the ETP with new SDK releases.

• H1a: The older a non-API used in an ETP supported in a given SDK release is, the
less likely it will cause compatibility problems of the ETP with new SDK releases.

6.5.2 Fact Extraction
We carried out the following steps in extracting the facts used in our analysis using a
number of scripts:

1. We extracted public non-APIs (classes and interfaces) from each of the SDK releases
(1.0 to 3.6) using the Abstract Syntax Tree (AST) of Eclipse JDT.

2. For the non-APIs in each of the collections (1.0 to 3.6), we made new collections
which had only non-APIs newly introduced in each of the SDK releases.

3. For each of the ETPs supported in the different SDK releases, we extracted non-APIs
used by the ETP.

4. For each non-API in the non-API collection of each ETP, we searched where in the
non-API collections of the SDK (step 2 above) is it located.

Table 6.2 shows the distribution of the descriptive statistics of the non-APIs in the
ETPs supported in two SDK releases, 3.2 and 3.5. The rest of the descriptive statistics
can be found in Appendix C. By definition, an ETP supported in a given SDK release r
can only have non-APIs introduced between SDK 1.0 and r, inclusive.
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ETPs Supported in Eclipse 3.2 

 

Figure 6.3: ETPs supported in SDK 3.2. x-axis, 1=3.2, 2=3.1, etc.: Histograms showing
the source compatibility trends of ETPs supported in SDK 3.2

 

Figure 6.4: ETPs supported in SDK 3.3. x-axis, 1=3.3, 2=3.2, etc.: Histograms showing
the source compatibility trends of ETPs supported in SDK 3.3
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non-API age ranking
3.2(1) 3.1(2) 3.0(3) 2.1(4) 2.0(5) 1.0(6)

Failure 6 4 4 1 1 0
Success 2 5 4 1 2 10

Table 6.3: Contingency table for overall age rank of the non-APIs of the ETPs supported
in SDK 3.2 with respect to the compatibility with SDK 3.3.

6.5.3 Data Transformation
To perform the formal statistical analysis of the relationship between the age of the
non-APIs used in an ETP and the compatibility of the ETP, we chose to use the ordinal
scale to enable us to perform measure of association [10]. We transformed the data into
a contingency table that is required for an ordinal measure of association between the
variables. Three steps were performed to construct the contingency table. First, we
ranked the age of the non-APIs used by the ETP supported in a given SDK release. The
age of the non-APIs used by an ETP was ranked in the following way: age rank 1–if
the non-API was introduced in the SDK release where the ETP is supported, age rank
2–if the non-API was introduced in the SDK release preceding the SDK release where
the ETP is supported, etc. Second, the overall age of the non-APIs used by the ETP is
determined by the youngest used non-API, i.e., overall age in ranking of an ETP is age
rank 2 if the smallest rank in the non-APIs used by the ETP is age rank 2 (i.e., the ETP
does not use non-APIs introduced in the SDK release on which the ETP is supported).
The rationale behind the overall age ranking of the non-APIs used by the ETP is based
on the stated hypothesis, i.e., the youngest used non-API has the greatest impact on the
compatibility of the ETP since it is considered the most unstable. Finally, for each of the
new SDK releases the results are grouped according to the compatibility success/failure
with respect to the different new SDK releases.

6.5.4 Results
Table 6.3 shows an example of one of the contingency tables of the distribution of the ages
of the non-APIs in the ETPs supported in SDK 3.2 with respect to the compatibility with
SDK 3.3. The the cells indicate the number of ETPs that succeeded or failed to compile
with SDK 3.3 depending on the latest/youngest introduced non-APIs the ETPs use. For
example 6 in the cell (Failure, 3.2(1)) indicates that each of the 6 ETPs that failed with
SDK 3.3 contained at least one non-API introduced in SDK 3.2 as the youngest non-API.
Similarly, 4 in cell (Failure, 3.1(2)) indicates that each of the 4 ETPs that failed with
SDK 3.3 contained at least one non-API introduced in SDK 3.1 as the youngest non-API.

Figures 6.3 and 6.4 show the plots of the contingency tables of the ages of the non-APIs
for the ETPs supported in SDK 3.2 and 3.3, respectively, with respect to the compatibility
with newer SDK releases. The rest of the plots of the other ETPs can be found in
Appendix C. For example, the sub-plot–block 3.3 of the left plot in Figure 6.3 represents
Table 6.3.

Table 6.4 presents the results of Kendall’s Tau-c rank correlation coefficients for
the contingency tables of the age of the non-APIs used by the ETPs developed on
top of a given SDK release versus the compatibility over new SDK releases. All the
correlation coefficients have p-values lower than the threshold of 0.05 except for one with
the p-value=0.198 (in bold).
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New SDK releases
3.0 3.1 3.2 3.3 3.4 3.5 3.6 3.7

2.1 .247 .433 .371 .371 .371 .371 .371 .371
3.0 .389 .293 .293 .345 .398 .450 .450
3.1 .547 .647 .647 .647 .647 .647
3.2 .538 .683 .800 .725 .725
3.3 .476 .665 .693 .759
3.4 .269 .376 .336
3.5 .544 .602

Table 6.4: Kendall’s Tau-c correlation coefficients for the contingency tables of the age of
the non-APIs used by the ETPs versus the compatibility over new SDK releases.

 

Figure 6.5: ETPs supported in SDK 2.1. x-axis, 1=2.1, 2=2.0, etc.: Histograms showing
the source compatibility trends of ETPs supported in SDK 2.1
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6.5.5 Discussion
Figures 6.3 and 6.4 show the plots of the results of age versus compatibility of the
non-APIs used by the ETPs. From the histograms in Figures 6.3 and 6.4 we can observe
that the plots of the ETPs supported in SDK 3.2 and 3.3 that failed in new SDK releases
(upper plots), are positively skewed. This indicates that the majority of the ETPs that
failed in the new releases use at least one young non-API and very few of the ETPs that
fail in new releases use only old non-APIs. The lower plots of Figures 6.3 and 6.4 are
negatively skewed indicating that majority of the ETPs that successfully compiled with
new SDK releases mostly use very old non-APIs and very few that succeed use a “young”
non-API. The rest of the plots in Appendix C show similar trends. The histogram for
ETPs supported in SDK 2.1 (Figure 6.5) shows a different shape from the rest of the
plots. The reason for this behavior is that the non-APIs used by the ETP are all relatively
“young”. The ETPs supported in SDK 3.6 (Appendix C) have the highest compatibility
success rate in the new SDK 3.7. For the ETPs that successfully compiled with SDK 3.7,
none of them had non-APIs newly introduced in SDK 3.6 and 3.5.

The Kendall’s coefficient of correlation in Table 6.4 are the results of a formal statistical
analysis of the age versus compatibility of the non-APIs used by the ETPs. It should be
noted that, unlike the gamma rank correlation which ignores all pairs of variables that
involve ties, high values of Kendall’s Tau-c rank correlation (0.9 or higher) are very rare
unless there is a more or less perfect separation in the groups being compared [82]. The
perfect separation in our situation occurs if the ETPs that succeed depend only on old
non-APIs and the ETPs that fail depend on at least one young non-API.

The values of Kendall’s Tau-c are all greater than zero and are all significant at a
threshold 0.05, except one. This implies that there is an evidence of the tendency of ETPs
that use only old non-APIs to be compatible in new SDK releases (positive relationship
of age vs compatibility).

From the results on the correlation, we can also observe that the strength of the
relationship of age vs compatibility between the ETPs supported in SDK 3.1, 3.2, 3.3
and 3.5 and the corresponding new SDK releases is relatively high. The strength of
the relationship between ETPs supported in SDK 2.1 and 3.0 is relatively low since all
non-APIs were relatively young at that time. The strength of the relationship for the ETPs
supported inSDK 3.4 is relatively low due to presence of many outliers. Furthermore, the
variation in the values of the correlation from high to low indicates introduction of outliers
in the compatibility of ETPs from one new SDK release to the next (e.g., in row 3.2 from
.800 to .725). We discuss the outliers in Section 6.6. The results of ETPs supported
in SDK 3.6 are not included since they exhibit over-fitting as a result of imbalance in
the number of cases in the groups (i.e., only 2–failure and 28–success). Moreover, the
results also indicate that some non-APIs that were introduced in early SDK releases
continue to be used in later SDK releases without causing incompatibility problems. This
could possibly mean that these non-APIs have reached maturity but they have not been
graduated into APIs. From the results presented, we reject H10 and accept H1a that “a
newly introduced non-APIs used by an ETP is likely to cause incompatibilities of the
ETP with new SDK releases”.

Based on the findings of age of non-APIs vs Compatibility, we formulate the following
question that we would like to address in the next section.

RQ4: Can prediction model based on the usage of the Eclipse interfaces in the ETPs
help in predicting compatibility of an ETP in a new Eclipse SDK release?
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6.6 Compatibility predictions
In this section we will build and validate prediction models for estimating the compatibility
of an ETP, supported in a given SDK release, in new SDK releases. To perform a
compatibility prediction of an ETP in an SDK release two SDK releases are required: the
SDK release in which the ETP is supported and the SDK release for which the prediction
is required. Furthermore, the prediction models require the number of non-APIs used by
an ETP (taking into account the age of the non-APIs). In Chapter 5 we observed that
the ETPs that used only APIs did not have compatibility issues in new releases that do
not involve API breaking changes (i.e., in the SDK version numbering, the SDK releases
that do not have a major segment of the release number changed, e.g., 2.0 to 2.1 or 3.0
to 3.7). Therefore, an ETP that only uses APIs will automatically be predicted by our
models to be compatible in any new SDK release.

To build and validate the models, we need a data-set for training the models and a
separate data-set for testing the built models. We separated the data for training and
testing in the following way: for training, for each models corresponding to the ETPs
supported in a given SDK release, we use the data cases for the number of the ETPs in
the column # ETPs in Table 6.1. For testing, we reuse cases of ETPs supported in earlier
SDK releases that still compile with later releases. A detailed explanation data-sets used
for training and testing the models is presented in Section 6.6.2.1 and Section 6.6.5.1,
respectively.

6.6.1 Hypotheses
In this section we state the hypotheses that will assess how good the predictors are.We
will first formally explain the variables that we are going to use in the Hypotheses.

Given a bad ETP, ei, supported in a given Eclipse SDK, En, then it may use bad
interfaces introduced in Eclipse SDKs E1 to En , where n ≥ 1 (i.e., E1 is SDK 1.0, E2 is
SDK 2.0 etc.). The SDKs in which the bad interfaces were introduced indicate how old
these bad interfaces used by the ETP, ei, are. The goal is to build prediction models to
predict compatibility of ei in newer SDKs, i.e., En+1, En+1 and so on.

• H2ei,En,(En+1,En+2,...)
0 : For a given ETP, ei supported in a given Eclipse SDK, En,

based on the the number and age of the bad interfaces ei uses, it is not possible
build good predictors to predict compatibility of ei in newer SDK releases, En+1,
En+2 and so on.

• H2ei,En,(En+1,En+2,...
a : For a given ETP, ei supported in a given Eclipse SDK, En,

with respect to the number and age of the bad interfaces ei uses, it is possible to
build good predictors to predict compatibility of ei in newer SDK releases, i.e.,
En+1, En+2 and so on.

The theory on the alternative hypothesis H2ei,En,(En+1,En+2,...
a is based on the the

results of Section 6.5. In this section we discovered new bad interfaces have less impact
of the compatibility compared to old bad interfaces.

6.6.2 Model training
In this section we will discuss how the trained the models that were built.
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3.5 3.6 3.7
β Sig β Sig β Sig

3.4

1.0 -0.462 .064 -0.235 .106 -0.119 .336
2.0 -0.840 .708 -0.109 .459 -0.086 .490
2.1 -1.240 .382 0.137 .886 0.343 .649
3.0 -0.788 .065 -0.575 .035 -0.603 .008
3.1 0.903 .225 0.126 .729 -0.131 .717
3.2 – – -0.009 .983 0.115 .782
3.3 – – – – – –
3.4 – – – – – –

const 6.770 .023 4.091 .001 2.480 .000

Table 6.5: Prediction variables for ETPs supported in Eclipse 3.4 in new Eclipse releases.
Variable 3.2, 3.3 and 3.4 was were omitted in the corresponding models since they had
very high standard error (indicates multi-collinearity between the predictors). Multi-
collinearity is the undesirable situation where the correlations among the independent
variables are strong. Multi-collinearity is undesirable because it introduces overfitting
in the predicted model. For instance, the model may fit the data well, even though
none of the independent variables has a statistically significant impact on explaining the
dependent variable.

6.6.2.1 Methodology

The multivariate logistic regression model (based on equation 6.1 and 6.2) below was used
to train the models. The data used to train some of the prediction models is presented in
the descriptive statistics in Table 6.2, i.e., the prediction models of the compatibility of
the ETPs with the last SDK release (3.7). For a given the ETPs supported in a given SDK
release, the predictor variables are number and ages of the non-APIs and the predicted
variable is the compatibility (failure or success). For example, using the sample of the
data we used in Table 6.2, in building the model to predict compatibility of the ETPs
supported in SDK 3.2 with SDK 3.7 (upper part of the table), the predictor variables
are the non-APIs used by the ETP introduced in the SDK releases 1.0, 2.0,...,3.2 and
the predicted variable compatibility which is a binary, i.e., 0 for failure and 1 for success.
The logistic function used in building the prediction models is 6.1 [82]:

P (Comp) = 1
1 + e−Z (6.1)

where Z is the linear combination of predictor variables and P (Comp)–is the probability
of compatibility.

Z = β0 + β1X1 + βpXp + ... + βpXp (6.2)

where Xs are the predictor variables and p is the number of predictor variables.
To perform the analysis, we used the software IBM SPSS Statistics 19. We used the

backward-stepwise elimination method (Backward: LR) to build the models. Backward-
stepwise elimination starts with all the variables in the model, then at each step, variables
are evaluated for entry and removal. For all the models, the stepwise probability or
p-value for entry and removal of the variables of 0.05 and 0.1, respectively, was used.
Forward-stepwise selection was also tried and the results were more or less the same as
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3.6 3.7
β Sig β Sig

3.5

1.0 -0.139 .393 -0.927 .067
2.0 -0.141 .243 -0.528 .077
2.1 -2.042 .068 0.422 .904
3.0 -0.050 .930 0.867 .147
3.1 0.056 .883 -0.564 .373
3.2 -3.018 .028 -3.583 .088
3.3 1.274 .370 1.701 .554
3.4 -0.973 .316 -1.309 .381
3.5 – – – –

const 3.293 .005 6.025 .020

Table 6.6: Prediction variables for ETPs supported in Eclipse 3.5 in new Eclipse releases.
None of the non-APIs present in the ETPs was introduced in Eclipse 3.5. This variable
was omitted in training the models.

Predicted
New SDK releases
3.5 3.6 3.7

Observed S F S F S F

3.4 S 30 1 29 1 26 2
F 2 3 3 3 5 3

3.5 S 24 0 23 0
F 4 5 1 9

Table 6.7: Classification results form model training. S–Compatibility, F–Incompatibility

3.5 3.6 3.7
A P R A P R A P R

3.4 92 97 94 89 97 91 81 93 84
3.5 88 100 86 97 100 96

Table 6.8: Error analysis for model training. A–Accuracy, P–Precision and R–Recall
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the backward-stepwise elimination method and the Enter method a little bit worse. Using
equation (6.1) in the models, the predicted value (observed prediction), are in the range
of 0 to 1. For all the models, we applied a threshold of 0.5 on the predicted value, i.e.,
the model considers an ETP to be incompatible if the predicted value is less than 0.5,
and compatible, otherwise.

6.6.2.2 Results

Table 6.5 and 6.6 present the results of the linear combinations (equation 6.2) of the
predictor variables for the ETPs supported in SDK 3.4 and 3.5 with respect to the ETPs’
compatibility in the corresponding newer SDK releases. The rest of the models can be
found in Appendix C. After the stepwise elimination analysis, the predictor variables in
bold remained in the model, i.e., these variables have significant impact on the outcome of
the prediction. The variables not in bold are not considered to have a significant impact
on the outcome of the prediction. Table 6.9 presents the results of Nagelkerke R2 for
all the corresponding models. Nagelkerke R2 indicates the strength of the relationship
between the predictors and the prediction in the model.

For example, in Table 6.6, the variables 2.1, 3.2 and const remained in the model as
the most significant predictors on the outcome of the prediction in from SDK 3.5 to 3.6.
Therefore, prediction model of ETPs supported in SDK 3.5 for their compatibility in
SDK 3.6 is shown in Equation 6.3 below. To make a prediction for an ETP supported
in SDK 3.5 for its compatibility in SDK 3.6 one should substitute only the number of
non-APIs used by the ETP introduced in SDK 2.1 and 3.2. The corresponding value of
Nagelkerke R2 = 0.691, indicating strength of the relationship between the predictors and
the prediction in the model from SDK 3.5 to 3.6 is shown in cell (3.5, 3.6) in Table 6.9.
Table 6.5 shows the corresponding results of prediction for ETP supported in SDK 3.4 in
newer SDK releases.

P (Comp) = 1
1 + e−3.293+2.042∗SDK2.1+3.018∗SDK3.2

(6.3)

Model to predict compatibility of ETPs supported in SDK 3.5 in the new SDK 3.6.

The classification and error analysis training for the models we trained for the ETPs
supported in SDK 3.4 and 3.5 are presented in Table 6.7 and Table 6.8, respectively.
The rest of results for the classification and error analysis for all the models we trained
can be found in Appendix C. Table 6.7 shows the number of correctly and incorrectly
classified cases. For example, the main cell (3.4,3.5) shows the prediction results for
the model between SDK 3.4 and 3.5. The sub-cell (S,S)=30 indicates the number of
correctly predicted compatible ETPs, sub-cell (S,F)=1 indicates the number of incorrectly
predicted compatible ETPs, sub-cell (F,S)=2 indicated the number of incorrectly predicted
incompatible ETPs and sub-cell (F,F)=3 indicated the number of correctly predicted
incompatible ETPs.

Table 6.8 shows the results of the computation of accuracy, precision and recall [13]
corresponding to the results presented in Table 6.7. Accuracy measures the percentage of
all decisions that were correct decisions, i.e., computed from the numbers in Table 6.7,
i.e., ((S,S) + (F,F))/((S,S)+(S,F)+(F,F)+(F,S)). Precision measures the percentage of
the assigned categories that were correct, i.e., (S,S)/((S,S)+(S,F)). Recall measures the
percentage of the correct categories that were assigned, i.e., (S,S)/((S,S)+(F,S)).
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3.0 3.1 3.2 3.3 3.4 3.5 3.6 3.7
2.1 .462 .471 .386 .386 .386 .386 .386 .386
3.0 .362 .356 .356 .377 .456 .477 .477
3.1 .449 .810 .810 .810 .810 .810
3.2 .517 .582 .571 .512 .512
3.3 .545 .657 .629 .769
3.4 .703 .503 .383
3.5 .691 .803

Table 6.9: Nagelkerke R2 values showing the strength of the relationship between the
predictors and the prediction for all the models that we generated. The numbers in bold
indicate high values of R2.

6.6.2.3 Discussion

In this section we will discuss the results of model training. A number of observations
that can be drawn from the results. First, we observe high values of the strength of
the relationship between the predictors and the prediction in the model indicated by
values of Nagelkerke, R2 in Table 6.9. As stated in [82], the values of R2 for the logistic
regression model are typically much smaller than what is usually observed in R2 for
linear regression model. In a related study by English et al. [43], the authors obtained
an R2=0.371 and they state that logistic regression of R2 > 0.3 is considered good and
therefore they consider their model to be a good predictor. Zhou and Leung in [116] found
a value of R2=0.382 and 0.409 in the two models they presented. Gyimothy et al. [50]
found an even much lower value of R2=0.175 and also state that their model can make
useful predictions. In comparison to the related work, we observe very high values of
R2. Like Gyimothy et al. [50] and English et al. [43], we also used the univariate logistic
regression but it performed worse than the multivariate regression. From Table 6.9 we
observe that the R2 values of ETPs supported in SDK 2.1 and 3.0 are relatively low
compared to those in later SDKs. The reason is that the non-APIs used in 2.1 and 3.0
are relatively “young” compared to the non-APIs used in ETPs in later SDK releases.

For testing goodness of fit in our models, we also looked at the Hosmer-Lemeshow
statistic. All the Hosmer-Lemeshow statistics for our models were not significant at a
threshold of 0.05, in fact, they were always higher than 0.25. The desired outcome of
non-significance indicates that the model prediction does not significantly differ from the
observed. We also cross-checked the correlation between the predictor variables. A few of
the variables were highly correlated that caused over fitting in the models, these variables
without values in Tables 6.5 and 6.6. These variables also had a very high standard error
(greater than 2.5) when included in the over fitted model. We excluded these variables in
the models as can be seen in the models we presented in Section 6.6.2.2.

6.6.3 Model outliers
Like many empirical studies, our data was subject to outliers. In all the models, the
average number of outliers ranges between zero and two. The highest number of outliers
of four was observed in only one of the models relating SDK 3.2 and 3.3. We observed
three types of outliers: 1) ETPs that depend only on very old non-APIs and failed to
compile in new releases. The outliers of ETPs with very old non-APIs are of two types:
those that graduate from non-API to APIs and those that change their interface and
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Predictor Variables
1.0 2.0 2.1 3.0 3.1 3.2 3.3 3.4 3.5

Significant 25 24 2 20 3 4 0 0 0
Total 35 35 35 27 20 14 9 5 2
Percentage 71 69 6 74 15 29 0 0 0

Table 6.10: The frequency of the predictor variables in the models. Significant–number of
times a predictor variable was considered significant, Total–number of times a predictor
was used to build the model.

still stay non-APIs. Failure caused by only graduation of non-API was found in only one
of the ETPs we analyzed. This indicates that graduation of non-APIs is very limited.
Preliminary investigation on the graduation of non-APIs to APIs during the evolution of
SDK showed similar results. In a follow-up one can investigate graduation on non-APIs
in the evolution of Eclipse. 2) ETPs that had dependency on newly introduced non-APIs
but still compiled with new SDK releases. One possible reason for this scenario could
be that the non-API is actually old but was just renamed or moved. Our methodology
identifies renamed and moved classes as newly introduced.

6.6.4 Predictor frequency
In this section we present and discuss the most frequently selected significant predictors
in the built models.

Table 6.10 presents the a summary results of frequency of the most significant predictors
selected. Detailed results can be seen in Appendix C. With the exception of predictor 3.5,
all other predictors have non-APIs (cf. Appendix C). We observe that the most frequent
significant predictors are 1.0, 2.0 and 3.0. SDK releases 1.0, 2.0, and 3.0 are releases
considered to have API breaking changes [11]. Despite the fact that the API breaking
changes have got nothing to do with non-APIs, our study reveals that non-APIs from
SDK releases 1.0, 2.0 and 3.0 have a significant impact on the compatibility of the ETPs.

6.6.5 Model validation
In this section we test the models we built in Section 6.6.2.2. Below we describe the
methodology we used to collect the data for testing the models.

6.6.5.1 Methodology

For a given model under test, we collected cases of data that was used to build models
for ETPs supported in earlier SDK releases. For example, testing the models between
ETPs supported in SDK 3.1 with new SDK releases, we use cases of ETPs supported
in SDK 3.0 and SDK 2.1 that compiled with SDK 3.1. The rationale is that if an ETP
compiles with respect to an SDK release, then it is supported in that SDK release. Since
we also know the compatibility results of these ETPs with newer SDK releases after 3.1,
we consider these compatibility results as the expected results.

For computing the observed results, the collected cases are substituted into the model
between SDK 3.1 and the SDK we are trying to predict (equation 6.1). Since the cases
imported from ETPs developed for earlier SDKs have no entries (non-APIs) in later
releases, we put zeros in those missing entries. For example, the cases imported from



106 Compatibility Prediction of ETPs in New Eclipse Releases

Predicted
New SDK releases
3.5 3.6 3.7

Observed S F S F S F
3.4 S 82 0 79 0 79 0

F 5 0 6 2 6 2
3.5 S 102 6 96 9

F 4 0 4 3

Table 6.11: Classification results form model testing. S–Compatibility, F–Incompatibility.

3.5 3.6 3.7
A P R A P R A P R

3.4 94 100 94 93 100 93 93 100 93
3.5 91 94 96 88 91 96

Table 6.12: Error analysis for model testing. A–Accuracy, P–Precision, R–Recall.

SDK 3.0 to 3.1 have no non-APIs introduced in SDK 3.1 as the ETPs existed earlier than
SDK 3.1. We put zeros in the entry 3.1 which also implies that each of the non-APIs in
the imported cases will be one year older in SDK 3.1 compared to SDK 3.0.

6.6.5.2 Results

Table 6.11 and 6.12 present a sample of classification results and error analysis, respectively,
from model validation for the ETPs supported in SDK 3.4 and 3.5. The explanation of
the entries is similar to that of Table 6.7 and 6.8 from the results of model training. The
rest of the results can be found in Appendix C.

6.6.5.3 Model Discussion

Like in model training, the results of model testing reveal high values of accuracy,
precision and recall. Furthermore, out of curiosity, we validated the models by including
all predictors, ignoring the respective significance of the predictors. We observed that
there is no big difference when all the predictor variables are included in the model. The
results from model testing for the comparison when only significant predictors and when
all the predictors are included in the models are shown in Appendix C.

From the classification results in Table 6.11 (and the rest in Appendix C), we can
observe that we have very few data cases in the incompatibility group compared to those
in the compatibility group. This is due to the fact that most of the ETPs that compiled
with the next SDK release after the SDK in which the ETPs are supported also compiled
with the rest of the new SDK releases until SDK 3.7. Furthermore, we also observe that
the percentage of incorrectly predicted incompatible ETPs is high in some cases. This is
due to the fact that some of these incompatible ETPs were observed as outliers during
the model training phase.
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6.6.6 Overall discussion
We have trained 35 compatibility predictive models and tested 27 of the 35 prediction
models. Eight of the 35 models related to ETPs supported in SDK 2.1 could not be
tested since we did not have data to test them. Recall that in Section 6.6.5.1 we stated
that the data for testing a given SDK model was gotten from data for ETPs supported in
earlier SDKs. This is the reason we do not have data to test ETPs supported in SDK 2.1.

From the discussion of the results of model training and testing in Section 6.6.2
and 6.6.5, respectively, we can reject H20 and accept H2a that “for a given ETP
supported in a given SDK release, based on the number and age of bad interfaces the
ETP uses, it is possible to build good predictors to predict compatibility of the ETP in
newer SDK releases”.

We observe that our results generate a different model for most of the predictions.
There are two main reasons related to the observed phenomenon: First, models generated
across ETPs supported in the different SDKs with respect to new SDK releases, apparently,
they are all from different domains, i.e., the non-APIs they depend on have different
maturity levels. Non-APIs introduced in a given SDK release represent different ages or
stability/maturity levels in the different categories of ETPs. An non-API introduced in
SDK 1.0 represents different stability/maturity levels when used in an ETP supported in
SDK 2.1 compared to SDK 3.5. By SDK 3.5 the non-API undergone numerous evolutions.
Second, models generated by ETPs supported in a given SDK release (ETPs in the same
domain) with respect new SDK releases are also different. The reason to this difference
is that the new SDK releases represent different systems. The non-APIs used by the
ETPs provide different functionality during evolution of Eclipse. This can be seen by the
increase in the number of incompatibilities with every new release. For situations where
the all the non-APIs used by the ETPs did not change between releases, we observe that
we have the same models, e.g., from SDK 3.6 to 3.7 in for ETPs supported in SDK 3.2
(Appendix C).

6.7 Threats to Validity
As any other empirical study, our findings may subject to validity threats. We categorize
the possible threats into construct, internal and external validity.

Construct validity focuses on how accurately the metrics utilized measure the phe-
nomena of interest. The methodology used to measure the age of the non-APIs used
by the ETPs, is subject to construct validity. Because we wanted to use a quick way of
determining the age of non-APIs, the applied methodology considers renamed or moved
non-APIs as newly introduced in the SDK releases. In a follow-up study we want to use
code cloning to determine the moved and renamed non-APIs [35].

Internal validity is related to validity of the conclusion within the experimental context
of the ETP collection considered above. We have paid special attention to the appropriate
use of statistical machinery in all the results we have presented.

External validity is the validity of generalizations based on this study. Much as we
only consider Open Source ETPs from SourceForge, we could say that our results are
generalizable to all the Eclipse solutions since we do not measure ETP specific artifacts.
The artifacts we measure are based on the framework. However, our results may not be
generalizable beyond the Eclipse-based solutions. Going beyond Eclipse we realize that
the same study needs to be carried out on a different plug-in framework.
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6.8 Related Work
This work complements our previous work in Chapters 2–5. In Chapters 2 we investigated
the constrained evolution of 21 carefully selected ETPs on Lehman’s software evolution
laws. Specifically, we investigated the evolution of ETPs’ dependencies on Eclipse
interfaces in the new releases of the ETPs. In Chapter 4 we investigated the Eclipse
interface usage by 512 ETPs, and proposed the distinction between good ETPs and bad
ETPs. In Chapter 5, we investigated the survival of ETPs in SDK releases based on
whether they use or do not use bad interfaces from Eclipse SDK. The study in this chapter
is one of the follow-up studies proposed in Chapter 5.

Class change proneness: Several studies have applied metrics related to internal factors
that impact change proneness in a software system. Di Penta et al. in [39] and [17]
investigated the relationship between design pattern roles and class change proneness.
Penta et al. in [39] carried out a finer-grain level of design pattern roles. This study
reports some classes playing certain design pattern roles (e.g., Adapter, Receiver and
Command) are more change prone compared to the classes that do not play these roles.
Romano and Pinzger in [90] investigate the relationship between Chidamber and Kemerer
metrics [51] and change proneness. The authors report that cohesion exhibits the strongest
correlation with the number of code changes. In comparison to our study, we investigate
the impact age of non-APIs (which is an external factor), used by the ETPs on change
proneness of the non-APIs.

Predictive models: A number of studies have reported predictive models. Most of these
models are based on predicting defects in a software system. Mende and Koshke in [74]
presented two strategies, probabilistic classifier and regression algorithms, to incorporate
the treatment of effort into defect prediction models. A number of studies have built
defect prediction models based on C&K metrics for example [43, 50, 116]. In comparison
to our study, we report compatibility prediction models of framework-based applications
in new versions of the framework.

6.9 Conclusions and Future Work
In this paper we analyzed source code to investigated two main goals: 1) the relationship
between the age of bad interfaces used by an ETP and the compatibility of the ETP in
new Eclipse SDK releases. 2) to build and validate a compatibility predictive model for
an Eclipse third-party plug-in (ETP), supported in a given SDK release, in a new SDK
release. For first goal, we have observed that newly introduced non-APIs used by an
ETP are likely to cause incompatibilities of the ETP with new SDK releases. For the
second goal, we have trained 35 compatibility predictive models and tested 27 of the 35
predictive models. Eight of the 35 predictive models related to ETPs supported in SDK
2.1 could not be tested since we did not have data to test them. We have shown that
the built models can generate good predictions with high accuracy, precision and recall.
Furthermore, despite the fact that SDK releases with API breaking changes, i.e., 1.0, 2.0
and 3.0, are only concerned with APIs, our findings reveal that non-APIs introduced in
these releases have a significant impact on the compatibility of the ETPs that use them
in new SDK releases.

The investigation of the stability of the bad interfaces is based on an external artifact,
i.e., the impact the bad interfaces has on software that use it. In a follow-up study we plan
to carry out an investigation by measuring the internal artifacts of the bad interface, e.g.,
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relationship age of the bad interface and changes on the signature of the bad interface.
In testing the models, based on the methodology we used to collect testing samples,

we had very few cases of ETPs that were incompatible. In some models, the percentage
of the incorrectly predicted ETPs was high for the few incompatible cases considered.
In a follow-up study one can collect more samples to test the models. One can also
investigate the possibility of combining predictors to make better predictions (e.g., using a
non-linear combination of predictor variables). The models presented can be used to make
interpolation compatibility predictions, i.e., predictions can only be made SDK releases
that were used to train the models. In a follow-up study one can build extrapolation
prediction models, i.e., making predictions on an SDK we have not used in building the
model. Finally, one can come up a domain specific tool based on the models that can be
used to make predictions with the help of a tool like RASCAL [58].





Chapter 7

Analyzing the Eclipse API Usage: Putting the
Developer in the Loop

Eclipse guidelines distinguish between two types of interfaces provided to third-party
developers, i.e., APIs and non-APIs. APIs are stable and supported, while non-APIs
are unstable, unsupported and discouraged as they are subject to arbitrary change or
removal without notice. In our previous work, we found that despite the discouragement
of Eclipse, the use of non-APIs in Eclipse third-party plug-ins (ETPs) is not uncommon.
Furthermore, we found that these non-APIs are the main cause of ETP incompatibilities
in forthcoming releases of the Eclipse.

In the current work we conducted a survey aiming at understanding why do the ETP
developers use non-APIs. We have observed that developers with a level of education of up
to master degree have a tendency not to read product manuals/guidelines. Furthermore,
while for less experienced developers instability of the non-APIs overshadows their benefits,
more experienced developers prefer to enjoy the benefits of non-APIs despite the instability
problem. Finally, we have observed that there are no significant differences between Open
Source and commercial Eclipse products in terms of awareness of Eclipse guidelines and
interfaces, Eclipse product size and updating of Eclipse product in the new SDK releases.

7.1 Introduction
Software engineering researchers constantly carry out studies with the aim of obtain
“convincing evidence” that may improve software projects. Oram and Wilson [84] state
that despite the decades of software engineering research, so far they has seen relatively
few examples of convincing evidence that have actually led to changes in how people run
software projects. Oram and Wilson conjecture that the possible reason for relatively
few examples of convincing evidence could be a result of a context problem: researchers
have been generating evidence about different topics than the ones the developers care
about. To understand the actual developers’ needs Oram and Wilson [84] recommend the
researchers to include the developer in the loop.
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Typical examples of excluding a developer from the loop are in our previous studies
related to Eclipse interfaces usage in Chapters 4–5 also reported in [24, 26]. In the
mentioned previous studies we had limitations in answering certain questions. Eclipse
distinguishes between two types of interfaces: API that are stable, supported and non-
APIs that are unstable, unsupported and discouraged as they are subject to arbitrary
removal without notice. In Chapter 4, we discovered that 44% of Eclipse third-party
plug-ins (ETPs) on SourceForge use non-APIs. We also discovered that the ETPs that
depend on at least one non-API are larger than those that depend only on APIs [24].
Furthermore, we also discovered that the Eclipse non-APIs cause ETPs to fail when
ported to new releases of Eclipse SDK [26]. However, we could not answer why the ETPs
that depend on at least one non-API are larger than those that depend only on APIs
and why the developers use problematic non-APIs. Furthermore, in our related studies in
Chapters 2–6 generalisation of our results to closed-source software was considered as a
threat to external validity as our investigation was based on only open-source software
products.

Therefore, we decided to include the developer in the loop by carrying out a survey
on Eclipse interface usage by Eclipse product developers.

The chapter is organized as follows. In Section 7.2 we discuss the study definitions,
design, and planning. Results are presented and discussed in Section 7.3. Section 7.4
discusses the threats of the study. Section 7.5 discusses related work and Section 7.6
concludes the chapter.

7.2 Study Definition, Design, and Planning
The survey was conducted during the summer of 2012. The main aim of the survey
was to achieve an accurate picture of the state-of-the-practice of Eclipse interface usage
by Eclipse product developers. The goals of the survey are twofold. First, we aim at
identifying whether application developers are aware of the differences between APIs and
non-APIs and related guidelines. Second, we aim at understanding the differences in
characteristics of software applications that use APIs and non-APIs.

7.2.1 Research questions
Given the above goals, the survey answers three main research questions below. First,
the research questions are based on the following categories encapsulating the different
factors that may affect the development and maintenance of Eclipse products (the factors
are outlined in Section 7.2.2): 1) Education and experience, 2) General Eclipse product
development, 3)Eclipse interfaces and their guidelines, 4) use of non-APIs, and 3) testing
of Eclipse product.

RQ1 What is the relationship between factors in the identified categories and how can
we explain the observed relationship?

RQ2 What are the differences in characteristics between Eclipse products that use and
do not use non-APIs in terms of the factors in the identified categories?

RQ3 What are the differences in characteristics between closed-source and open-source
Eclipse products in terms of the factors in the identified categories?
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7.2.2 Survey terms and entities of interest
In this section we define the entities of interest that form the basis for design of the survey
questionnaire. First, we define the terms used in the survey:

• Eclipse SDK : This is an extensible platform that provides a core of services for
controlling a set of tools working together to support programming tasks. The SDK
provides generic interfaces that can be used to build specialized applications.

• Eclipse non-APIs: In addition to Java access levels, Eclipse has another level
called internal implementations. According to Eclipse naming convention [37], the
non-APIs are artifacts found in a package with the segment internal in a fully
qualified package name. These artifacts may include public Java classes, interfaces,
public or protected methods, or fields in such a class or interface.

• Eclipse APIs: As opposed to non-APIs, APIs are found in packages that do not
contain the segment internal.

• Eclipse provisional API guidelines: This is a document provided by Eclipse describ-
ing the different interfaces it provides and the evolution of these interfaces from
initial embryonic forms to real battle-hardened APIs with guarantees of long term
support. The document defines public interfaces that can be used, i.e., APIs and
those that should not be used or used at a risk (non-APIs). The document also sets
out rules for committers on how to indicate APIs that are still under development
and subject to change. The guidelines are also useful for API clients who want to
know about the state of a given Eclipse interface they are using [5].

• Eclipse product: This is a software system that reuses the functionality provided by
Eclipse SDK. The Eclipse product is sometimes referred to as Eclipse solution and
sometimes Eclipse third-party plug-in.

We identified five groups to help us investigate the previously formulated the research
questions:

• Education and experience: The aim of this category of questions was to establish the
experience and education levels of the respondents. In particular, we were interested
in collecting information on years of education and years of experience as a software
developer, Java developer and Eclipse product developer.

• General Eclipse product development: The aim of this category of questions was to
identify the characteristics of the Eclipse product developers and the human aspects
influencing maintenance of the Eclipse product. In particular, we were interested
in collecting data about reasons why developers develop their Eclipse products,
development team size, weekly hours dedicated for maintenance and development,
importance of updating, number of versions (NOV) released, and number of files
(NOF) of the latest version of product.

• Eclipse interfaces and their guidelines: The aim of this category of questions was to
discover if developers are aware of the existence of the Eclipse provisional guidelines
and accessibility levels of the interfaces that Eclipse provides. In particular, we
wanted to collect data about developers awareness of the “Eclipse Provisional API
Guidelines” and if they are aware of the two types of interfaces, APIs and non-APIs.
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• Use of non-APIs: The aim of the questions in this category was to identify why
developers use or do not use non-APIs, avoid using non-APIs and if they deliberately
or not avoid using non-APIs.

• Testing of Eclipse product: The aim of this category of questions was to identify if
developers test their versions with new Eclipse SDK releases/milestones/betas.

7.2.3 Questionnaire design
The questionnaire contains both open-ended and multiple-choice questions. The questions
in the survey are organised according to the identified categories in Section 7.2.2. The
survey was designed using limesurvey,1 an open-source web-based survey application.
Tables 7.1 and 7.8 present the multiple-choice and open-ended questions, respectively.

7.2.4 Survey execution
In order to increase acceptability of the survey by respondents, as well as avoid ambiguous
and biased questions in the survey, the survey was reviewed internally and externally.
The internal review was done by ten colleagues at the university. For the external review,
about three months before the survey was deployed, we invited Eclipse product developers
to review the survey. Three developers accepted our invitation and gave us remarks,
which we incorporated in the survey.

The survey was announced on Eclipse Twitter account and news page by Wayne
Beaton, the director of open-source projects, Eclipse foundation. The data was collected
between 15 June and 31 July 2012.

7.3 Results
In this section, we will first present the information about the non-respondents, then
present the descriptive statistics and finally discuss the results of the analysis corresponding
to the research questions. We shared the survey data of our study for replication or
further analyses [1].

7.3.1 Non-respondent analysis
First, we conducted a data reduction step where incomplete and invalid responses were
excluded from the analysis. The survey attracted 114 respondents who started to fill in the
questionnaire. All the 114 respondents filled the first section—Education and experience,
of the survey. Only 40 of the 114 continued and filled the second section—General Eclipse
product development. 36 of the 40 who filled the second section continued to fill the
third section–Eclipse interfaces and guidelines. 31 of the 36 who filled the third section
continued to fill the fourth and fifth sections—Use of non-APIs and Testing of the Eclipse
product, respectively. Only one respondent of the 31 filled in meaningless answers, leaving
30 answers amenable for further analysis.

One possible reason why there was a heavy drop of respondents from 114 to 40 was
that in the General Eclipse product development section we asked the respondents to name
the plug-in they developed. It is possible that the respondents that dropped out did not
develop plug-ins or were reluctant about disclosing the information about their plugins.

1http://www.limesurvey.org

http://www.limesurvey.org


7.3. Results 115

Va
r
#

V
ar
ia
bl
e

Sc
al
e
D
es
cr
ip
ti
on

E
du

ca
ti
on

an
d
E
xp

er
ie
nc
e
of

R
es
po

nd
en
ts

i
ed

uc
a

1–
6

H
ow

m
an

y
ye
ar
s
of

ed
uc
at
io
n
af
te
r
se
co
nd

ar
y
sc
ho

ol
gr
ad

ua
tio

n
do

yo
u
ha

ve
?

ii
ex
ps
d

1–
6

H
ow

m
an

y
ye
ar
s
of

ex
pe

rie
nc
e
as

a
so
ftw

ar
e
de

ve
lo
pe

r
do

yo
u
ha

ve
?

iii
ex
pj
d

1–
6

H
ow

m
an

y
ye
ar
s
of

ex
pe

rie
nc
e
as

a
Ja
va

de
ve
lo
pe

r
do

yo
u
ha

ve
?

iv
ex
pe

d
1–
6

H
ow

m
an

y
ye
ar
s
of

ex
pe

rie
nc
e
as

an
E
cl
ip
se

pr
od

uc
t/
so
lu
tio

n
de

ve
lo
pe

r
do

yo
u
ha

ve
?

G
en

er
al

E
cl
ip
se

P
ro
du

ct
D
ev
el
op

m
en
t

v
w
hy

de
v

N
/A

W
hy

di
d
yo
u
de

ve
lo
p
yo
ur

E
cl
ip
se

pr
od

uc
t?

vi
lic
nc

N
/A

W
ha

t
is

th
e
lic
en

ce
ty
pe

of
yo

ur
E
cl
ip
se

pr
od

uc
t?

vi
i

st
or
e

N
/A

If
op

ti
on

in
(v
i)

w
as

op
en

-s
ou

rc
e.

W
he

re
di
d
yo

u
pu

bl
is
h
th
e
so
ur
ce

co
de

of
yo

ur
E
cl
ip
se

pr
od

uc
t?

vi
ii

ts
iz
e

1–
5

W
ha

t
is

th
e
av
er
ag
e
si
ze

of
yo

ur
E
cl
ip
se

pr
od

uc
t
de

ve
lo
pm

en
t
te
am

?
ix

up
im

p
1–
3

H
ow

im
po

rt
an

t
is

it
to

up
da

te
yo

ur
E
cl
ip
se

pr
od

uc
t
in

re
la
ti
on

to
ne

w
ve
rs
io
ns

of
E
cl
ip
se

SD
K

A
P
Is
?

x
N
O
V

1–
7

H
ow

m
an

y
ne

w
ve
rs
io
ns

of
E
cl
ip
se

pr
od

uc
t
ha

ve
yo

u
re
le
as
ed

si
nc
e
th
e
in
iti
al

re
le
as
e?

xi
N
O
F

1–
4

W
ha

t
is

th
e
siz

e
(e
st
im

at
e)

of
th
e
la
te
st

ve
rs
io
n
of

yo
ur

E
cl
ip
se

pr
od

uc
t
in

te
rm

s
of

nu
m
be

r
of

fil
es
?

xi
i

w
ho

ur
s

1–
5

H
ow

m
an

y
ho

ur
s/
w
ee
k
do

yo
u
de

di
ca
te

up
da

tin
g
yo
ur

E
cl
ip
se

pr
od

uc
t
in

re
la
tio

n
to

E
cl
ip
se

SD
K

A
P
I
us
ag
e?

A
w
ar
en

es
s
of

E
cl
ip
se

In
te
rf
ac
es

an
d
th
ei
r
G
ui
de

lin
es

xi
ii

aw
A
P
g

1–
2

A
re

yo
u
aw

ar
e
of

th
e
“E

cl
ip
se

P
ro
vi
si
on

al
A
P
I
G
ui
de

lin
es
”?

xi
v

flA
P
g

1–
4

D
o
yo
u
fo
llo

w
“E

cl
ip
se

Pr
ov
isi
on

al
A
PI

G
ui
de
lin

es
”
w
he

n
de

ve
lo
pi
ng

yo
ur

Ec
lip

se
pr
od

uc
t(
s)
?

xv
aw

A
nN

A
1–
2

A
re

yo
u
aw

ar
e
th
at

E
cl
ip
se

pr
ov

id
es

tw
o
ty
pe

s
of

in
te
rf
ac
es

(A
P
Is

an
d
no

n-
A
P
Is
)?

U
se

of
no

n-
A
P
Is

xv
i

us
en

N
A

N
/A

D
o
yo
u
us
e
no

n-
A
P
Is
?

xv
ii

av
us
N
A

N
/A

If
an

sw
er

w
as

“N
O
”
in

(x
vi
).

D
o
yo

u
de

lib
er
at
el
y
av
oi
d
us
in
g
E
cl
ip
se

no
n-
A
P
Is
?

xv
iii

de
us
N
P

N
/A

If
an

sw
er

w
as

“Y
E
S”

in
(x
vi
).

D
o
yo

u
de

lib
er
at
el
y
us
e
th
e
no

n-
A
P
Is
?

T
es
ti
ng

of
E
cl
ip
se

P
ro
du

ct
xi
x

1s
tS
D
K

N
/A

O
n
w
hi
ch

E
cl
ip
se

SD
K

re
le
as
e
di
d
yo
u
de

ve
lo
p
th
e
fir
st

ve
rs
io
n
of

yo
ur

E
cl
ip
se

pr
od

uc
t?

xx
te
st
P

N
/A

H
av
e
yo

u
te
st
ed

yo
ur

E
cl
ip
se

pr
od

uc
t
on

ne
w
er

ec
lip

se
SD

K
re
le
as
es
,b

et
as

or
m
ile

st
on

es
?

xx
i

fr
eT

st
N
/A

If
an

sw
er

w
as

“Y
E
S,

th
e
on

ne
xt

re
le
as
e
an

d/
or

on
a
re
le
as
e
af
te
r
th
e
ne

xt
or

la
te
r.

A
re

yo
u

fr
eq
ue

nt
ly

te
st
in
g
yo
u
E
cl
ip
se

pr
od

uc
t
on

ne
w

SD
K

re
le
as
es
?

Ta
bl
e
7.
1:

Va
ria

bl
e
de

sc
rip

tio
n
an

d
co
rr
es
po

nd
in
g
qu

es
tio

ns
.
Sc

al
e—

O
rd
in
al

sc
al
e



116 Analyzing the Eclipse API Usage: Putting the Developer in the Loop

Years educa (i) expsd (ii) expjd (iii) exped (iv)
fre % fre % fre % fre %

<2 1 3.3 0 0.0 0 0.0 1 3.3
≥2 & <4 0 0.0 2 6.7 3 10.0 7 23.3
≥4 & <6 16 53.3 1 3.3 2 6.7 8 26.7
≥6 & <8 6 20.0 2 6.7 7 23.3 7 23.3
≥7 & <10 2 6.7 5 16.7 4 13.3 6 20.0
≥10 5 16.7 20 66.7 14 46.7 1 3.3
Total 30 100 30 100 30 100 30 100

Table 7.2: Years of education and experience of the respondents. fre–Frequency and
%–Percentage. The number in brackets after every variable name corresponds to the
variable number in Table 7.1.

The other reason why respondents dropped out in Eclipse interfaces and guidelines section
onwards is because the survey was comprehensive and the respondents got less interested.

7.3.2 Descriptive Statistics
In this section we present the descriptive statistics for the variables corresponding to
multiple choice questions. Table 7.1 presents the questions and the respective variable
names. Due to question branching, some questions were not filled by all the 30 respondents.
In the descriptive statistics, we shall explicitly state the number of respondents that
answered the question only when the number is less than 30.

7.3.2.1 Education and Experience of Respondents

Table 7.2 shows the frequency and percentage distributions of the four variables that
belong to this category, i.e., educa, expsd, expjd, and exped.

7.3.2.2 General Eclipse Product Development

The following list presents the frequency and percentage distributions of the cases of
the variables in this category. The item number corresponds to the variable number in
Table 7.1.

v. Why did you develop your Eclipse product?: 13 (43.3%) of the 30 were employed
on full-time job, 4 (13.3%) were employed as a part-time job, 6 (20.0%) developed
plug-ins as a hobby, 2 (6.7%) developed the plug-in as part of an educational use,
and 5 (16.7%) were in the other category.

vi. What is the licence type of your Eclipse product?: 16 (53.3%) of the 30 selected
open-source and 14 (46.9%) selected closed-source.

vii. If option in (vi) was open-source. Where did you publish the source code of your
Eclipse product?: 16 respondents answered this question, where 6 (37.5%) of the
16 had SourceForge as their repository, 2 (12.5%) had GoogleCode, 2 (12.5%) had
GitHub, 4 (25.0%) had eclipse.org and 2 (12.5%) were in the other category.
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viii. What is the average size of your Eclipse product development team?: 11 (30.8%)
of the 30 developed the Eclipse product solely, 11 (36.7%) had a team of 2 to 4
persons, 2 (6.7%) had a team of 5 to 7 persons, 3 (10.0%) had a team of 8 to 10
persons and 3 (10.0%) had a team of more than 10 persons.

ix. How important is it to update your Eclipse product in relation to new versions of
Eclipse SDK APIs?: 6 (20.0%) of the 30 updating their Eclipse product in relation
to Eclipse SDK APIs was not important, 12 (40.0%) updating was moderately
important and 12 (41.0%) updating was very important.

x. How many new versions of Eclipse product have you released since the initial release?:
1 (3.3%) of the 30 had not released a version of the Eclipse product since the initial
release, 11 (36.7%) had released 2 to 5 versions, 7 (23.3%) had released 6 to 10
versions, 5 (16.7%) had released 11 to 15 versions, 1 (3.3%) had released 16 to 20
versions, 0 (0.0%) had released 21 to 25 versions and 5 (16.7%) had released more
than 25 versions.

xi. What is the size (estimate) of the latest version of your Eclipse product in terms of
number of files (NOF)?: 7 (23.3%) of the 30 had less 100 files for the latest version
of the Eclipse product, 10 (33.3%) had 101–500 files, 2 (6.7%) had 501–1000 files
and 11 (36.7%) had more than 1000 files.

xii. How many hours/week do you dedicate updating your Eclipse product in relation to
Eclipse SDK API usage?: all the thirty respondents chose the option of less than
10 hours.

7.3.2.3 Awareness of Eclipse Interfaces and their Guidelines

The following list presents the frequency and percentage distribution of the cases of the
variables that belong this category.

xiii. Are you aware of the “Eclipse Provisional API Guidelines”?: 15 of the respondents
chose the option they are this is the first time I have heard of them of the Eclipse
provisional API guidelines and the remaining 15 the option I am already aware.

xiv. Do you follow “Eclipse Provisional API Guidelines” when developing your Eclipse
product(s)?: 14 (46.7%) of the 30 responded that they do not know, because they do
not know the guidelines, 3 (10.0%) responded that they never follow the guidelines,
12 (40.0%) responded that they sometimes follow the guidelines and 1 (3.3%)
responded that they always follow the guidelines.

xv. Are you aware that Eclipse provides two types of interfaces (APIs and non-APIs)?:
3 (10.0%) of the 30 responded that the survey just informed them that Eclipse
provides two types of interfaces, APIs and non-APIs while 27 (90%) responded that
they were already aware of the Eclipse APIs and the non-APIs.

7.3.2.4 Use of non-APIs

The following list presents the frequency and percentage distributions of the cases in the
variables that belong to this category

xvi. Do you use non-APIs?: 21 (70%) of the 30 responded that they use non-APIs while
the remaining 9 (30%) responded that they do not use non-APIs.
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Frequency (Percentage)
Resp nxtRL rlANA nwMV nwBV NO
Selected 20(66.7%) 8(26.7%) 12(40%) 8 (26.7%) 5(16.7%)
Not selected 10(33.3%) 22(73.3%) 18(60%) 22(73.3%) 25(83.3%)
Total 30 30 30 30 30

Table 7.3: Distribution and percentage of the responses on variable testP.

xvii. If answer was “NO” in (xvi). Do you deliberately avoid using Eclipse non-APIs?: 9
respondents answered this question, where 8 (88.9%) of the 9 responded that they
deliberately avoid using non-APIs and 1 (11.1%) responded that he/she does not
deliberately avoid using non-APIs.

xviii. If answer was “YES” in (xvi). Do you deliberately use the non-APIs?: 21 respon-
dents answered this question, where 18 (85.7%) of the 21 responded that they
deliberately use non-APIs and the remaining 3 (14.3%) do not deliberately use
non-APIs.

7.3.2.5 Testing of Eclipse Product

The following list presents the frequency and percentage distributions of the cases in the
variables that belong to this category.

xix. On which Eclipse SDK release did you develop the first version of your Eclipse
product?: 1 (3.3%) of the 30 developed the first Eclipse product on SDK 1.0, 4
(13.3%) on SDK 2.0, 1 (6.5%) on SDK 2.1, 7 (23.3%) on SDK 3.0, 2 (6.7%) on SDK
3.1, 4 (13.3%) on SDK 3.2, 2 (6.7%) on SDK 3.3, 3 (10%) on SDK 3.4, 3 (10%) on
SDK 3.5, and 1 (3.3%), each, on SDKs 3.6, 3.7, and 4.0m4.

xx. Have you tested your Eclipse product on newer Eclipse SDK releases, betas or
milestones?: had multiple choice options where one was allowed to select all that
applied. We have subdivided the variable into five sub-variables according to the
choices. The sub-variables are nxrRL for option Yes, on the next new release, rlANA
for option Yes, on a release after the next or later, nwMV for the option Yes, on a
new milestone release, nwBV for the option Yes, on a new beta version, and NO for
the option NO. Table 7.3 show the distribution and percentage of the sub-variables.

xxi. If answer was “YES, the on next release and/or on a release after the next or
later. Are you frequently testing you Eclipse product on new SDK releases?: 23
respondents answered this question, where 12 (52.2%) of the 23 responded that
YES they frequently test their Eclipse product on new SDK releases and 11 (47.8%)
responded NO.

7.3.3 Quantitative Analysis of the Variables
In this section we present the quantitative analysis of the survey. First, we present the
observed correlation between the answers of the pairs of questions whose answers can be
expresses on an ordinal scale. From Table 7.1, only 12 of the 21 questions have answers
that can be expressed on a ordinal scale. Variable names in Table 7.1 represent the
questions.
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Table 7.4 presents a matrix of observed correlation coefficients and their significance.
Variables whours and and awAnNA are not included in Table 7.4 since they do not
correlate with any of the variables. Correlations that are significant at 95% confidence
interval are bold-faced.

7.3.3.1 RQ1—Relationship between identified factors

For this research question, we discuss only significant correlations between pairs of
variables related to use-of-Eclipse-interfaces. From Table 7.4, we observe the significant
correlations between the following pairs of variables:

• educa vs awAPg (.39*): We observe a moderate positive relationship between
education and awareness of the existence of the Eclipse provisional API guidelines.
This implies that the more educated a developer is, the more likely he/she will
try to find guidelines/manuals. However, when we look at the results of years of
education in Table 7.2, we observe 29 of the 30 have 4 and more years after secondary
school. If we relate the years to level of education, then, ≥4 & <6, is equivalent
to masters degree. The results of years of education therefore reveal that 96.7%
of the respondents have a high level of education. The results of the relationship
are surprising as they reveal that developers with higher level of eduction (beyond
masters degree) are the ones who take time to find and read the manuals/guidelines.
Why we find it surprising is because the majority of the respondents have attained
a high level of education to realize the benefits of reading guidelines. Therefore, we
would not expect a significant difference between the respondents in the different
levels of education in knowing the existence of the guidelines.

• educa vs exped (.32*): We observe a moderate positive relationship between educa-
tion and experience as an Eclipse product developer. This shows that developers
with many years of experience tend to be more educated. However, we were not
able to find a plausible explanation of the observation.

• exped vs upimp (.40**):We observe a strong positive relationship between experience
as an Eclipse product developer and importance of updating the Eclipse products
with new releases of the Eclipse SDK APIs. This implies that experienced Eclipse
product developers tend to value updating their products with new SDKs.

• exped vs NOF (.38*): We observe a moderate positive relationship between experi-
enced product developers and NOF. This shows that experienced developers are
involved in developing large Eclipse products.

• exped vs awAPg (.37*): we observe a moderate positive relationship between
experience of Eclipse product developers with awareness of the “Eclipse provisional
API guidelines”. This implies that less experience product developers are not aware
of the guidelines.

• tsize vs NOF (.62**): We observe a strong positive relationship between size of
the development team and NOF. This shows that larger development teams are
involved in large projects.

• upimp vs NOV (.37*): We observe a moderate positive relationship between impor-
tance of updating and NOV. This implies that developers who value the importance
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of updating their Eclipse products with new SDK interfaces, have released many
versions of their products.

• NOV vs NOF (.46**):We observe a strong positive relationship between NOV and
NOF. This shows that products with many versions have a tendency to have more
files in later releases of the product.

• awAPg vs flAPg (.88***): We observe a very strong positive relationship between
the awareness of the existence of the Eclipse provisional guidelines and following the
guidelines. This shows that developers who are of the guidelines have a tendency
follow them.

From the discussion above in the relationship between the pairs of variables, we make
two main observations: First, we observe that experience of an Eclipse product developer
correlates with 7 out of 10 variables as can be seen in Table 7.4. This implies that the
experience of the Eclipse developer plays an important role in development/maintenance
of the Eclipse products. One very important pair of correlation is exped vs awAPg (.37*).
Second, in Section 7.3.2 we reported that 50% of the respondents were not aware of the
Eclipse API provisional guidelines. We now observe that level of education correlates
strongly with awareness of the guidelines. Companies/organizations involved in developing
Eclipse product and in general software development, should encourage developers to
read product manuals/guidelines.

7.3.3.2 Exploratory Factor Analysis

For research questions RQ2 and RQ3, we employ exploratory factor analysis [82] to help
us analyze the differences between the two groups of respondents in each of the research
questions, respectively. Each of the research questions can be analyzed on the 10 variables
whose answers are represented on a ordinal scale. Exploratory factor analysis helps in
grouping the large number of variables into a small number of independent factors, i.e.,
groups of variables that are correlated with each other, on which each of the two identified
group for research questions RQ2 and RQ3, respectively, can be compared. Exploratory
factor analysis is a statistical method for investigating common but unobserved sources
of influence (factors) in a collection of variables [32].

To perform factor analysis, we used software IBM SPSS Statistics 20. Principal
component analysis (PCA) was used to extract the factors from the correlation matrix [82].
Equation 7.1 represents the relationship between the extracted factors and a given variable,
where, var is a variable, β1,...,βN are the coefficients, also called factor loadings, for
factor1,...,factorN, and Uvar is the error. In addition, we used Varimax rotation method
to provide us with a simple structure of the data. In a simple structure, each factor has
large loadings in absolute value for only one of the variables.

After extracting the factors, to determine the number of factors to retain, we used the
eigenvalue-greater-than-one criterion [82]. Eigenvalues explain the variance of the factors.
We retained three factors that had eigenvalues greater than 1. The final percentage of
variance explained by the 3 factors retained is 71%.

var = β1(factor1) + ... + βN(factorN) +Uvar (7.1)

Table 7.5 presents the communalities of nine of the variables (reasons for excluding
variable upimp (ix) will be explained later). Communality of a variable is the proportion
of variance explained by the common factors [82]. Communality ranges from 0 to 1, with
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Variable Initial Extraction
educa (i) 1.000 .426
expsd (ii) 1.000 .746
expjd (iii) 1.000 .825
exped (iv) 1.000 .775
tsize (viii) 1.000 .563
NOV (x) 1.000 .374
NOF (xi) 1.000 .874
awAPg (xiii) 1.000 .919
flAPg (xiv) 1.000 .836

Table 7.5: Communalities using the principle component analysis extraction method

Factor
Variable 1 2 3
expjd (iii) .904 .063 .054
expsd (ii) .855 .118 -.028
exped (iv) .807 .265 .233
awAPg (xiii) .070 .950 .110
flAPg (xiv) .103 .889 .188
educa (i) .328 .552 -.128
NOF (xi) .170 -.033 .919
tsize (viii) .072 -.044 .746
NOV (x) -.049 .158 .589

Table 7.6: Rotated factor matrix showing factor loadings on the variables. Extraction
method–PCA, Rotation method–Varimax with Kaiser normalization.

0 indicating that the common factors do not explain any of the variance, and 1 indicating
that all the variance is explained by the common factors. Communalities of .80 or higher
are considered high [107] but uncommon with real data. More common magnitudes are
low to moderate communalities of .40 to .70 [29]. Table 7.6 presents the rotated matrix
between the factors and the variables after the factors have been sorted by the absolute
values of loading.

As opposed to our small sample size of 30 subjects, the rule-of-thumb requires at
least 100 subjects to perform factor analysis. Costello and Osborne [29] report that a
large percentage of researchers report factor analysis using relatively small samples and
that strict rules of sample size of exploratory factor analysis have disappeared. “The
stronger the data, the smaller the sample can be for an accurate analysis. Stronger data
in factor analysis means uniformly high communalities without cross loading (variables
having high loadings in more than one factor), plus several variables loading strongly on
each factor” [29]. Tabachnick and Fidell [101] report that .32 as a good rule-of-thumb
for minimum loading of a variable. The authors further report that, researchers need to
decide whether to drop the variable with low loading. In our analysis, the communality
of the variable upimp (ix) was .269, the reason we decided to exclude it. Tabachnick and
Fidell [101] further report that a cross loading variable is a variable that loads at .32 or
higher on two or more factors. The researcher need to decide whether a cross loading
variable should be dropped from the analysis.
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From Table 7.5, we can observe that the variable communalities are all above .32 and
four of the communalities are high (ones in bold). Furthermore, from Table 7.6 we can
observe that only eduac (i) variable has cross loading on both Factor 1 and Factor 2.
The rest of the variables have uniformly high factor loadings on one factor and very low
loadings on the remaining two factors. We decided not to drop the cross loaded variable
eduac (i) in our analysis since we have few number of variables. From the observations,
we can say that our data is relatively strong and therefore our small sample size of 30
subjects does not affect the accuracy of the results.

Looking at the factor loadings of the variables in Table 7.6, we can observe that factor
1 has high loadings (shaded in gray) on variables expjd (iii), expsd (ii), exped (iv) and
educa (i), factor 2 has high loadings on variables awAPg (xiii), flAPg (xiv), and educa
(i), and factor 3 has high loadings on latvn (xi), tsize (viii), and verep (x). Interpreting
the factors based on the natural selection of variable loadings we could say that the
conceptual meaning of factor 1 is related to education and experience, factor 2 is related
the education and API guideline awareness, and factor 3 is related to size of the plug-in.

With the small number of factors that explain the collection of variables, we can
now compare the two groups of respondents that use or do not use non-APIs. Recall
in Section 7.3.2 we stated that 9 of the 30 respondents do not use non-APIs and the
remaining 21 use non-APIs.

During factor extraction, we saved factor scores for each of the subjects using the
regression method [82]. We use the factor scores in analysing research questions RQ2
and RQ3. To test for normality, we used one-sample Kolmogorov-Smirnov test at 95%
confidence interval. We grouped the factor scores independently according the groups
identified in RQ2, i.e. those that do not use non-APIs and those that use non-APIs (six
normality tests, corresponding to two groups and three factors). Similarly, the factor
scores are grouped independently according to the two groups identified in RQ3, i.e., those
developing open-source and closed-source products (six normality tests, corresponding to
open-source vs. closed-source products and three factors). Since the p values associated
with the 12 tests were all above 0.32, we could not reject the normality hypotheses.

7.3.3.3 RQ2—Differences between Eclipse products that use and do not use
non-APIs

We will start by stating the hypotheses for this research question:

• H0: Developers who use non-APIs and those who do not use non-APIs have the
same average values on each of the identified factors.

• Ha: There is a difference on the average values of the identified factors between the
developers that use and do not use non-APIs.

Since we could not reject the normality hypotheses, we use the traditional t-test
and the traditional 95% confidence level to investigate H0. The test reveals significant
difference between developers who use and do not use non-APIs on factors Education and
experience and Size of the plug-in (p-values equal 0.003 and 0.026, respectively). However,
developers who use and do not use non-APIs have no significant difference when it comes
to education and API guideline awareness factor (p-value 0.702). Therefore, we reject the
H0 for Education and experience and Size of the plug-in and accept Ha, however, we do
not have enough evidence to accept Ha for education and API guideline awareness.



124 Analyzing the Eclipse API Usage: Putting the Developer in the Loop

Correlation (Significance)
educa expsd expjd exped NOF NOV tsize
-.0(.78) .71(01) .66(.02) .77(00) .68(00) .19(.48) .47(.08)

Table 7.7: gamma correlation coefficients between the variables and the two groups of
respondents that use and do not use non-APIs.

Furthermore, to identify how different the two groups are, we used the gamma measure
of association [10] to quantify the relationship between the variables in the significant
factors and the two groups. Since the gamma measure of association can only be applied
to test the relationship between two variables on an ordinal scale, we impose an ordinal
scale, as suggested in [10], on the two of respondents, i.e., those who do not use non-APIs
(1) and those who use non-APIs (2).

The results in Table 7.7 reveal that compared to developers who do not use non-APIs,
the developers who use non-APIs have more years of experience as software developers,
Java developers and Eclipse developers, the latest versions of their Eclipse products have
more files and their Eclipse development team is bigger.

In our previous studies in Chapters 4–5, we found that Eclipse products depending
on at least one non-API are larger in terms of NOF and also have more versions (higher
NOV) compared to Eclipse products that depend only on API. The current study confirms
the previous findings on NOF but we do not have sufficient evidence for the differences
on NOV for the two groups of Eclipse products. The possible reason for the findings on
NOV is that, NOV is dependant on the Eclipse SDK on which the initial version of the
product was developed. Recall that in Section 7.3.2 we reported that the first versions of
the 30 Eclipse products were developed on 12 Eclipse SDK releases, where SDK 3.0 had
the highest number of 7 products. The distribution of the 30 Eclipse products on the 12
SDK reduces the number of data points to statistically test NOV for the two groups of
software systems.

The findings of research question RQ2 now reveals an answer for previously unanswered
question in Chapter 4: “why ETPs that depend on at least one non-API are larger than
those that depend on only APIs?”. The reasons for the difference in size between the
two groups of ETPs are related to two main human factors: 1) developers of the ETPs
that use at least one non-API are more experienced as software/Java/Eclipse products
developers, and 2) the Eclipse development team sizes are larger.

7.3.3.4 RQ3—Differences between open-source and closed-source Eclipse
products

We first state hypotheses for this research question:

• H0: Developers of open-source and closed-source Eclipse products have the same
average values on each of the identified factors.

• Ha: There is a difference on the average values of the identified factors between the
developers of open-source and closed-source Eclipse products.

Since we could not reject the normality tests on the factor scores of open-source
and closed-source, we use the t-tests to perform the hypothesis testing. By performing
three t-tests we have observed that at 95% confidence interval, there is no significant
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# Question
ix(a) Please give reasons for your choice of importance of updating your Eclipse product
xiv(a) If answer in (xiv) was “Sometimes” or “Never” follow guidelines. Why don’t you

always follow the guidelines?
xvii(a) If answer was “NO” in (xvi) and answer was “YES” in (xvii). Please give an explanation

of why you deliberately avoid the use of Eclipse non-APIs.
xviii(a) If answer was “YES” in (xvi) and answer was “YES” in (xviii). Please give an

explanation of why you deliberately use Eclipse non-APIs.
xxi(a) If answer was not “NO” in (xx). Please name some of the challenges you have faced

in testing your product with newer Eclipse SDK releases.

Table 7.8: Open-ended questions. Follow-up questions in Table 7.1 for the corresponding
question numbers without the lower-case letters in brackets.

difference between developers of open-source and closed-source Eclipse products (p-values
always exceeded 0.1). We therefore accept the H0 that developers of open-source and
closed-source Eclipse products have the same mean values on each of the identified factors.

The findings of research question RQ3 clear our doubts on the generalizability of the
results of our previous studies in Chapters 2–6, that there is no significant difference
between open-source and closed-source Eclipse products in terms of the factors we have
considered.

7.3.4 Qualitative Analysis
To complement the quantitative analysis presented so far, we sought the opinions of the
developers by asking the open-ended questions. Table 7.8 contains the questions that
we asked in the survey. We analyze the answers questions qualitatively. Due to space
limitations, we only discuss the common responses. The rest of the answers in the survey
can be found in Appendix D.

7.3.4.1 Reasons for the developers choice of importance (question ix(a) in
Table 7.8)

The answers were given according to the respondents’ chosen option on how they value the
importance of updating their Eclipse products, i.e., not important, moderately important
or very important. Recall that in research question RQ1 (Section 7.3.3), we discussed the
relationship between experience of Eclipse developers and importance of updating, i.e.,
expev vs upimp (0.4**). This means that the respondents whose answers correspond to
very important, are more likely to be experienced Eclipse product developers.

After examining the common answers grouped according to the respondents value
importance of updating their product with new versions of Eclipse SDK, we observed
that the reasons are based on the following:

• For those who chose the option not important and moderately important, the reasons
are related to: 1) use of basic APIs that do not change very often, 2) product finished
and no longer maintained, 3) taking care of product functionality first before they
can update with Eclipse, and 4) new versions of the product have to keep working
with older versions as well.

• For those who chose the option very important, the reasons are related to: 1) users
of the product require compatibility with the latest release of the SDK, 2) getting
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new features, 3) benefiting from simplified, improved functionality and performance
enhancement of the evolved interfaces, 4) keeping up with the Eclipse release train
to survive in time.

7.3.4.2 Reasons why developer do not always follow the guidelines -
(question xiv(a) in Table 7.8)

The answers were given according to the respondents chosen option on whether they
follow Eclipse API provisional guidelines, i.e., never follow or sometimes follow.

After examining the common answers grouped according to whether respondents
never or sometimes follow the guidelines, we observed that the reasons were based on the
following:

• For those who chose the option never follow, the reason is that they know that
they are using unstable interfaces, but they are willing to update the code in new
releases of the SDK.

• For those who chose the option sometimes follow, the reasons are related to, 1)
sometimes they require functionality from non-APIs when they cannot find the
functionality in the APIs, and 2) they use some useful non-APIs and try to get
Eclipse org make them public.

7.3.4.3 Reasons why developers deliberately avoid the use of non-APIs -
(question xvii(a) in Table 7.8)

The respondents that answered the question the gave reasons for deliberately avoiding
the non-APIs that were related to, knowing/assuming that the non-APIs are unstable.

Recall that during the discussion of research question RQ2 we found that most of
the respondents of this question are less experienced Eclipse product developers and
their products are small in terms of NOF. It is possible, for these developers, that the
benefits of using non-APIs are overshadowed by the instability of the non-APIs or the
the developers do not require extensive functionality yet since their software products are
still relatively small.

7.3.4.4 Reasons why developers deliberately use non-APIs -
(question xviii(a) in Table 7.8)

The common answers to the question are as follows: 1) There is no API with necessary
functionality whereas, re-implementation (copy & paste) of the functionality provided by
the non-API would be more difficult to maintain. Re-implemented code misses out on
improved quality of the non-API in the new releases of Eclipse. 2) Avoiding reinventing
the wheel and avoiding possible pollution of my code (copying in Eclipse public licence
(EPL) code, vs linking, can be very problematic). Old non-APIs are unlikely to disappear.
3) We use the non-APIs so as to expose them.

Recall that in the discussion of research question RQ2 we found that most of the
respondents of this question are more experienced Eclipse product developers and their
products are larger in terms NOF. This could possibly mean that with experience one
gets to uncover the benefits of using the non-APIs that can be more important than their
instability.
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7.3.4.5 Challenges faced by developers in testing their products with newer
Eclipse SDK releases
(question xxi(a) in Table 7.8)

The challenges that developers face in testing their products in new SDK releases are
related to: 1) drastic changes in Eclipse leading to the need to learn a large set of APIs
to make the product function properly again (especially e4 APIs are a prime example), 2)
a full regression testing required, and 3) manual testing of the product.

7.4 Threats
In this section, we discuss validity and reliability threats that may have affected our study.

7.4.1 Threats to Validity
As any other survey investigation, our findings may be subject to validity threats. We
categorize the possible threats into construct, internal, and external validity.

Construct validity threats in our study mainly concern how the measurements were
performed in the study. In particular, how questions were asked, the way they could be
answered (e.g. open vs. closed questions), the scales used to codify the answers. As we
discussed in Section 7.2, as well as our experience in our previous empirical research about
Eclipse API usage, we took time to design the questionnaire. Recall that in Section 7.2,
the questionnaire was reviewed internally and externally to avoid ambiguous and biased
questions. The way the survey was executed poses a threat of respondent selection bias.
Since survey was deployed on the Eclipse twitter account, the survey could have missed
out Eclipse product developers that do not follow the Eclipse twitter account and those
who are not on twitter at all. Construct validity of our findings can also be threaten if a
respondent filled in the questionnaire more than once. We tried to minimize this threat
during the design of the questionnaire by asking a compulsory question of the name the
Eclipse product the respondents are involved in developing. All the 30 respondents were
all developed different plug-ins. Since we promised anonymity of the respondents, the
plug-in names and contact addresses in the survey data we shared [1] were excluded.

Internal validity threats of our study concern confounding factors that may affect the
outcomes of the results and difficult to control. Confounding factors like human memory,
knowledge, motivation, personality and the fact that people want to be seen in a good
light are possible threats to internal validity with questionnaires [89,102]. It is impossible
to know whether the respondents answer truthfully, or whether other effects like pressure
of the projects they are working on affect their response. To limit these threats, we tried
to motivate the respondents by explaining the importance of the survey where we also
promised to reveal the results of the survey including the data we collected. Furthermore,
to minimize this threat, we employed both quantitative and qualitative methods and in
some cases we employed both methods at the same time.

External validity threats concerns the extent to which our findings can be generalized.
Our findings on Eclipse API usage may be threatened by external validity since they
are based on only 30 respondents. However, we tried to minimize this threat by the
providing a comprehensive questionnaire comprising five sections of different questions.
Furthermore, the threat is minimized by the different groups of respondents, for example
open-source and closed-source developers, developers who use and do not use non-APIs.
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7.4.2 Threats to Reliability
This section discusses the most relevant threats to reliability using the internal consistency
reliability [71]. Internal consistency reliability applies not to one item but a group of
items that are thought to measure different aspects of the same concept. Litwin [71]
interprets a correlation coefficient greater than 0.7 to be strong between pairs of the
groups of items. In our scenario, internal consistency reliability can be observed between
variables that measure experience of the developer, i.e., expsd, expjd, and exped, where we
have correlation of around 0.7 between pairs of the variables. Another pair of variables
measuring the different aspects of the same concepts are awAPg and flAPg which measure
awareness and following of the Eclipse guideline. Between the pair we have a correlation
of 0.88. The high values or correlation reveal how the reliability threat is minimized.

7.5 Related Work
In the previous sections, we implicitly discussed how the current work relates to our
previous work Chapters 2–6. In general, our previous work is based on empirical analysis
of the co-evolution of the Eclipse SDK framework and its third-party plug-ins (ETPs).
During the evolution of the framework, we studied how the changes in the Eclipse
interfaces used by the ETPs, affect compatibility of the ETPs in forthcoming framework
releases. We only used open-source ETPs in the study and the analysis was based on
the source code. The current study, based on analysis of the survey, complements our
previous studies by including closed-source ETPs and taking into account human aspects.

Besides our own work, the current study is related to the study of Oram and Wilson [84],
where the authors analysed the difference between open-source products and Commercial
products. The authors examined code quality metrics that were collected from four
large industrial-scale operating systems: FreeBSD, Linux, OpenSolaris, and the Windows
Research Kernel. No significant across-the-board code quality differences were found
between these four systems. Similarly to this work, we also did not find significant
differences between open-source and closed-source ETPs.

7.6 Conclusions
This chapter reports on a survey, where 30 Eclipse product developers took part. The
aim of the survey was to achieve a clear picture on the state-of-the-practice of the Eclipse
interface usage by Eclipse product developers. The lessons learned from the findings of
the survey can be used to improve the development and maintenance of Eclipse products.

The results from the analysis reveal a number of findings: First, we observed that the
Eclipse product developers’ experience plays a very important role in the development
and maintenance of the Eclipse products. Experienced Eclipse product developers are
more aware of the benefits of updating their Eclipse products with new releases of Eclipse,
for example they are aware that evolved Eclipse interfaces are simplified, they have
improved functionality and have performance enhancement. Second, we observed that
developers with a level of education of up to master degree have a tendency of not reading
product manuals/guidelines. Third, we observed that compared to Eclipse products that
do not use non-APIs, Eclipse products that use non-APIs are bigger and have larger
Eclipse development teams. Furthermore, the developers are more experienced as software
developers, as Java developers and as Eclipse product developers. The reasons for using
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the non-APIs are that while there could be a possibility that instability of the non-APIs
overshadows the benefits that the non-APIs offers to less experienced developers, the
experienced developers have uncovered benefits of using non-APIs that are more important
than the of instability of the non-APIs. For example, when there is no API with the
functionality they require, one alternative is to write their own API from scratch. The
other simplest alternative is to re-implement (copy & paste) the code of the non-API.
The experienced Eclipse product developers state that re-implemented code is difficult
to maintain and also misses out on the improvements of the non-APIs in new versions
of Eclipse. Moreover, they are aware that if the non-API has been there for years, it is
unlikely to disappear. The developers observation of the stability of the old non-APIs
coincides with our finding in [25] that old non-APIs relatively more stable than newly
introduced non-APIs. Finally, we have observed that there are no significant differences
between open-source and closed-source Eclipse products in terms of awareness of Eclipse
guidelines and interfaces, Eclipse product size and updating of Eclipse product in the
new SDK releases.

The survey analysis was based on only 30 Eclipse-based application developers that
took part. In a follow-up study, one can collect more subjects and investigate some of the
aspects that we did not investigate extensively. For example, one may consider challenges
faced by application developers in testing their software systems in new SDK releases.





Chapter 8

Conclusions

In this thesis, we have conducted a series of empirical analyzes to investigate the co-
evolution of the Eclipse framework and its third-party plug-ins. This chapter summarizes
the contributions of this thesis and provides directions for further research.

8.1 Contributions
Today, when constructing software systems, many developers build their systems on top
of frameworks. The Eclipse SDK framework is a popular and widely adopted framework
that has been evolving for over a decade. The Eclipse SDK framework has both stable and
supported APIs (good interfaces) and unstable, discouraged and unsupported non-APIs
(bad interfaces). However, despite being discouraged by Eclipse, from our study we found
out that the usage of bad interfaces when developing plug-ins is not uncommon. In
this thesis, by means of a series of empirical studies, we quantify/qualify the challenges
faced by Eclipse third-party plug-in developers when using the interfaces provided by the
Eclipse SDK framework. Furthermore, we propose solutions to the identified challenges,
such as changes in development strategy to both interface providers and interface users.

We approached the investigation in this thesis by posing a number of research questions.
The main research question covered in this thesis is formulated as follows:

RQ: What are the challenges faced by framework-based application developers in co-
evolving their application to the framework they reuse?

This research question is divided into five more specific research questions, and each
of these questions is addressed in one of the chapters of this thesis.

8.1.1 Evolution of ETPs
The first of these specific questions concerns the evolution of the framework-based appli-
cations with respect to the known general evolution of E-Type systems [14,65,113] and is
formulated as follows.
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RQ1: How does the evolution of ETPs with respect to the interfaces they use from the
framework compare to the known general evolution of E-Type systems?

We addressed RQ1 in Chapter 2. Lehman’s laws of software evolution [65] were
employed to study the evolution of E-Type systems. We investigated whether the
constrained evolution of the Eclipse third-party plug-ins (ETPs) conforms to the laws,
i.e., we studied the evolution of the ETPs based on the interfaces they reuse from the
Eclipse SDK framework.

We investigated the empirical evidence of 7 of the 8 Lehmans’ evolution laws. Our
findings confirm the laws of continuing change, increasing complexity, self regulation, and
continuing growth when metrics related to dependencies between the plug-ins and the
Eclipse architecture are considered. We could not validate the conservation of familiarity
and conservation of organizational stability law, and the results for the declining quality
law were inconclusive. We could not comment on the law of feedback system since we
did not have the data to measure the law. Our overall observation is that the trends
observed for constrained evolution are similar to those presented by earlier researches on
the general evolution of software systems [14,65,113].

8.1.2 Eclipse API usage: the Good and the bad
During the analysis of RQ1, we did not distinguish between the good interfaces and the
bad interfaces. Next, we were interested in investigating the extent of ETPs dependency
on the two types of Eclipse interfaces. We therefore formulated the second research
question given below.

RQ2: To what extent do ETPs depend on the two types of interfaces the Eclipse SDK
framework provides?

Research question RQ2 was addressed in Chapter 4. To answer this question, we
conducted an empirical investigation based on a total of 512 Eclipse third-party plug-ins,
altogether having a total of 1,873 versions. We discovered that 44% of the 512 analyzed
ETPs depends on bad interfaces and that developers continue to use bad interfaces in the
new versions of their plug-ins. The empirical study also shows that plug-ins that use or
extend at least one bad interfaces are larger and use more functionality from Eclipse than
those that only use good interfaces. Furthermore, the findings show that the ETPs use a
diverse set of bad interfaces.

8.1.3 Survival of ETPs
The findings of RQ2 raised further questions that we decided to investigate. We wanted
to get additional insights on how the ETPs are affected while using the interfaces as the
Eclipse SDK framework evolves. For this reason, the following research question was
formulated.

RQ3: How does the compatibility of ETPs that depend solely on good interfaces compare
to that of ETPs that depend on at least one bad interface in new Eclipse SDK
releases?

Research question RQ3 is addressed in Chapter 5. In answering this question, we
reused the data that was also used for RQ2. We investigated the survival of the ETPs in
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the different Eclipse SDK releases. We defined survival of a version of an ETP compatible
with a given SDK release as the number of new SDK releases it can successfully compile
with. We made the following observations:

1. We discovered that the majority of ETPs do not produce new versions beyond the
first year of release.

2. As stated by Eclipse, we confirm that indeed APIs are stable over subsequent
Eclipse releases that do not involve API-breaking changes. We further confirm
that non-APIs are indeed unstable. The observation on the stability of the Eclipse
interfaces is based on the impact of the compatibility of the ETPs that use these
interfaces in new Eclipse SDK releases. ETPs that only depend on good interfaces
almost never fail in the subsequent Eclipse SDK releases and ETPs that use bad
interfaces have a very high failure rate in new SDK releases. Furthermore, we
observed that, ETPs that depend more on old bad interfaces and less on newly
introduced bad interfaces, have a very high forward source compatibility success
rate.

3. We observed that the reason why the non-APIs are being eliminated from the
ETPs’ source code is, because (ETP developers believe) these non-APIs will cause
incompatibilities when a version of the ETP is ported to a new SDK release.

4. When eliminating the use of problematic non-APIs in the ETPs source code, we have
observed that developers perform one of the following things: i) build their own API
that has the same functionality as the bad interfaces, ii) find similar functionality
offered by good interfaces in the SDK, iii) completely eliminate the entities in the
ETP source code that uses the functionality from the bad interfaces and iv) when a
non-API matures into good interfaces, developers replace the functionality of the
bad interfaces with the new good interfaces.

There are several implications to the findings of RQ3. First, this information provides
Eclipse SDK developers with feedback on the current use of APIs and bad interfaces in
ETPs as opposed to the expected use. The feedback can be used for planning improved
services in new releases of SDKs. Second, developers should avoid the unstable bad
interfaces as much as possible since they are the major cause of incompatibilities in
new SDK releases. Third, developers who have to use bad interfaces should use those
introduced in earlier releases of Eclipse since we observed that they are more stable.
Fourth, ETP developers should avoid re-implemented (copy & paste) code of the bad
interfaces since it can be difficult to maintain and the (copy & paste) code does not
benefit from improvements in the bad interfaces in new releases of the SDK. Finally, in
addressing RQ2 we discovered that a large number of developers use bad interfaces and in
addressing RQ3, we observed that bad interfaces influence the survival of ETPs. Hence,
it is equally important for the framework developers to document the changes in both
the bad interfaces and good interfaces.

8.1.4 Compatibility prediction of ETPs in new SDKs
The findings of RQ3 have revealed compatibility problems that both the ETP users and
developers face when using these ETPs in forthcoming SDK releases. We wanted to
continue our study by proposing a solution to this problem. For this reason, we formulated
our next research question.



134 Conclusions

RQ4: Can a prediction model based on the usage of the Eclipse interfaces in the ETPs
help in predicting the compatibility of an ETP in a new Eclipse SDK release?

Research question RQ4 was addressed in Chapter 6. While investigating RQ3, we
observed that good interfaces do not cause compatibility problems in forthcoming SDK
releases that do not involve API breaking changes. We also observed that bad interfaces
are prone to change in forthcoming SDK releases. Therefore, in analysing RQ4 we only
focused on bad interface. We carried out an empirical investigation on 11 Eclipse SDK
releases (1.0 to 3.7) and 288 ETPs.

The study was based on two main goals. First, to determine the relationship between
the age of bad interface used by an ETP and the compatibility of the ETP. We found
that ETP that use only old bad interfaces have a high chance of compatibility success in
new SDK releases compared to those that use at least one newly introduced bad interface.
Second, our goal was to build and test a predictive model for the compatibility of an ETP,
supported in a given SDK release in a newer SDK release. Our findings produced 35
statistically significant prediction models. The results from model testing indicate high
values of up to 100% of precision and recall and up to 98% of accuracy of the predictions.
Finally, despite the fact that SDK releases with API breaking changes, i.e., 1.0, 2.0 and
3.0, have got nothing to do with bad interfaces, our findings reveal that bad interfaces
introduced in these releases have a significant impact on the compatibility of the ETPs
that use them.

8.1.5 Eclipse interface usage by the developers of ETPs
The findings from the Eclipse interface usage in research question RQ1—RQ4 were all
based on the source code analysis. These findings left us with some unanswered questions
for example, why developers use and continue to use bad interfaces?, Are our findings
generalizable to closed source products? We therefore introduced a different view point
in investigating the Eclipse interface usage in research question RQ5, i.e., based on
state-of-practice of Eclipse interface usage by the developers. We discuss the findings of
RQ1—RQ4 are discussed in comparison to the findings of RQ5.

RQ5: What is the state-of-practice of Eclipse interface usage by the developers of ETPs?

Research question RQ5 was addressed in Chapter 7. In addressing RQ5, we conducted
a survey on Eclipse interface usage where 30 Eclipse product developers took part. The
results from the analysis reveal a number of findings:

1. We observed that the Eclipse product developers’ experience plays an important role
in the development and maintenance of the Eclipse products. Experienced Eclipse
product developers are more aware of the benefits of updating their Eclipse products
with new releases of Eclipse. For example they are aware that evolved Eclipse
interfaces are simplified, and they have improved functionality and performance
enhancement.

2. We also observed that developers with a level of education of up to master degree
have a tendency of not reading product manuals/guidelines.

3. We observed that compared to Eclipse products that do not use bad interfaces,
Eclipse products that use bad interfaces are bigger and have larger Eclipse de-
velopment teams. Furthermore, the developers are more experienced as software
developers, as Java developers, and as Eclipse product developers.
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4. We also observed that the reasons for using the bad interfaces are that while
there could be a possibility that instability of the bad interfaces overshadows the
benefits that the bad interfaces offer to less experienced developers, the experienced
developers have uncovered benefits of using bad interfaces that are more important
than the of instability of the bad interfaces. For example, when there is no good
interface with the functionality they require, one alternative is to write their own
API from scratch. The other simplest alternative is to re-implement (copy and paste)
the code of the bad interfaces. The experienced Eclipse product developers state
that this re-implemented code is difficult to maintain and also misses improvements
of the bad interfaces in new versions of Eclipse. Moreover, they are aware that if the
bad interface has been there for years, it is unlikely to disappear. The developers
observation of the stability of the old bad interfaces coincides with our finding in
research question RQ4 that old bad interfaces are relatively more stable than newly
introduced bad interfaces.

5. Finally, we have observed that there are no significant differences between open-
source and commercial Eclipse products in terms of awareness of Eclipse guidelines
and interfaces, Eclipse product size and updating of Eclipse products in the new
SDK releases.

In the thesis, we carried out empirical studies on the evolution of the Eclipse framework
ecosystem. The methodology used to carry out the empirical studies is based on the
guidelines proposed by Kitchenham et al. [57]. In the studies, we have used a scientific
method, i.e., a body of techniques for investigating a phenomena [15]. Complexity of the
phenomenon we have studied required application of such methods as regression analysis,
exploratory factor analysis, Student’s t-test, Mann-Whitney U test, and logistic regression.
As part of future work (see Section 8.2) we propose designing a standard methodology
for carrying out empirical studies on evolution of software ecosystems. The methodology
should build on and extend the methodology used in this thesis.

8.2 Future Work
In this thesis we have addressed the challenges faced by framework-based application
developers in evolving their applications. There are a number of ways in which the
research presented in this thesis can be extended:

1. The investigation of the stability of the bad interfaces (addressed in Chapters 5 and 6)
is based on an external artifact, i.e., the impact the bad interfaces have on software
systems that use them. In a follow-up study one can carry out an investigation by
measuring the internal artifacts of the bad interface, e.g., relationship between age
of the bad interfaces and changes in the signature of the bad interface.

2. In testing the models, based on the methodology we used to collect testing samples,
we had very few cases of ETPs that were incompatible. In some models, the
percentage of the incorrectly predicted ETPs was high for the few incompatible
cases considered. In a follow-up study one can collect more samples to test the
models. One can also investigate the possibility of combining predictors to make
better predictions (e.g., using a non-linear combination of predictor variables).
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3. Our studies in Chapters 5 and 6 were based on source compatibility. In a follow-up
study, one can extend our work by considering binary compatibility and runtime
compatibility.

4. The models presented in Chapter 6 can be used to make interpolation compatibility
predictions, i.e., predictions can only be made on SDK releases that were used
to train the models. In a follow-up study one can build extrapolation prediction
models, i.e., making predictions on an SDK that was not used in building the model.

5. A tool based on the prediction models can be built, which can be used by framework-
based application developers or users. Users can use the tool to predict compatibility
of the application they are using in case they want to get updates of a newer SDK
release. Developers can use the tool to give them pointers in their source code where
very unstable interfaces are used.

6. In Chapter 7 the survey analysis was based on only 30 Eclipse-based application
developers that took part. In a follow-up study, one can collect more subjects and
investigate some of the aspects that we did not investigate extensively. For example,
one can/should consider challenges faced by application developers in testing their
software systems in new SDK releases.

7. As stated in Chapter 1, the Eclipse framework is a large and complex software
system used by thousands of application developers. The current Eclipse framework
release, Eclipse Juno, has got 72 project teams by 445 open source committers on
55 million lines of code, and the participation of 40+ Eclipse member companies [7].
The framework promises benefits such as reduced costs, higher quality, and rapid
application development. However, the framework is not free of costs. Before the
framework can be exploited, application developers have to spend time reading,
locating, and comprehending code so as to use the functionality the framework
provides. In the survey we conducted (survey data can be found1), we found out
that most developers find the functionality from Eclipse they are interested in,
manually (25 of the 30 manually locate the functionality and 5 of the 30 use a
semi-automated tool). To this end, one can develop a plug-in that can be integrated
in the Eclipse IDE to aid developers in finding the functionality they are interested
in.

8. In Chapter 7 we reported that developers use bad interfaces because there are no
good interfaces with the necessary functionality they require. Since the Eclipse
framework is a large complex open-source software system with a large number of
committers, it is possible that good interfaces located in a different subproject could
be offering similar functionality as the bad interfaces. To this end, one can carry
out an investigation to find out good interfaces that have similar functionality as
the bad interfaces and recommend them to developers. The problem of identifying
good interfaces having similar functionality as the bad interfaces is related to type
4 clone detection [72].

9. Our work can further be replicated on other framework ecosystems to compare
the findings with our findings in this thesis. To study another software framework
ecosystem, one would first understand the naming convention of the interface during
the evolution of these frameworks. For example, in NetBeans [104] the naming

1http://www.win.tue.nl/∼jbusinge/CSMR13/index.html
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convention of the interfaces include: friend that is used for features accessible to
specific components in the framework, devel (under development) is a name for a
contract that is expected to become a stable API, stable interfaces are those that
have received a final state and the maintainers are ready to support it forever and
never change them incompatibly, and official are stable ones and also packaged
into one of NetBeans official namespaces.

10. Finally, one can/should consider designing a standard methodology for carrying out
empirical studies on evolution of software ecosystems by building on and extending
the methodology used in this thesis.

To summarize, the research conducted in this thesis aims at quantifying/qualifying the
challenges faced by software developers building systems on top of application frameworks,
in general, and specifically, Eclipse. We have observed that the use of bad Eclipse interfaces,
i.e., unstable, discouraged and unsupported interfaces, results in incompatibilities of
the systems built on top of Eclipse and the new releases of Eclipse. Despite major
maintainability risks inherent to the use of bad interfaces, developers prefer to use them
due to uniqueness of the functionality provided by these interfaces. Furthermore, we have
observed that older bad interfaces are less likely to introduce incompatibilities. We have
developed a statistical model predicting the likelihood of a system to remain compatible
with a new release of Eclipse. Using this model both the system developers and the
system users can decide whether to upgrade Eclipse to a new release. Finally, we have
proposed a number of directions in which our work could/should be extended.
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Appendix A

Evolution of ETPs

This Appendix presents the additional plots for Chapter 2 on the “chap:Evolution-of-
ETPs”

A.1 Self Regulation
Extra graphs for the continuous growth law in Section 2.4.3 of Chapter 2
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A.2 Continuing Growth
Extra graphs for the continuous growth law in Section 2.4.6 of Chapter 2
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Appendix B

Interface Usage

This Appendix presents figures accompanying the Chapter 4 on the “Eclipse API Usage:
The Good and The Bad”



 

Figure 1: Histograms showing the distributions of the number of ECP Interfaces
(“good” + “bad”) depended on by ETPs. The y-axis histogram shows the count
of ETPs falling in a given range of ECP-Interface-count (x-axis). The the y-axis
is a logarithmic scale of base 2. Data-set I
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Figure 2: Histograms showing the distributions of the number of ECP Interfaces
(“good” + “bad”) depended on by ETPs. The y-axis histogram shows the count
of ETPs falling in a given range of ECP-Interface-count (x-axis). The the y-axis
is a logarithmic scale of base 2. Data-set I
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Figure 3: Histograms showing the distributions of the number of ECP Interfaces
(“good” + “bad”) depended on by ETPs. The y-axis histogram shows the count
of ETPs falling in a given range of ECP-Interface-count (x-axis). The the y-axis
is a logarithmic scale of base 2. Data-set II
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Figure 4: Histograms showing the distributions of the number of ECP Interfaces
(“good” + “bad”) depended on by ETPs. The y-axis histogram shows the count
of ETPs falling in a given range of ECP-Interface-count (x-axis). The the y-axis
is a logarithmic scale of base 2. Data-set I
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Figure 5: Histograms showing the distributions of the number of ECP Interfaces
(“good” + “bad”) depended on by ETPs. The y-axis histogram shows the count
of ETPs falling in a given range of ECP-Interface-count (x-axis). The the y-axis
is a logarithmic scale of base 2. Data-set II
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Figure 6: Histograms showing the distributions of the number of ECP Interfaces
(“good” + “bad”) depended on by ETPs. The y-axis histogram shows the count
of ETPs falling in a given range of ECP-Interface-count (x-axis). The the y-axis
is a logarithmic scale of base 2. Data-set I
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Figure 7: Histograms showing the distributions of the number of ECP Interfaces
(“good” + “bad”) depended on by ETPs. The y-axis histogram shows the count
of ETPs falling in a given range of ECP-Interface-count (x-axis). The the y-axis
is a logarithmic scale of base 2. Data-set II

7



 

Figure 8: Box plots showing the distributions of the number of ECP Interfaces
(“good” + “bad”) depended on by ETPs. Each data point in a box-plot is an
ETP and the height of the data point is the count of ECP Interfaces used by
the ETP. The the y-axis is a logarithmic scale of base 5. Data-set I
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Figure 9: Box plots showing the distributions of the number of ECP Interfaces
(“good” + “bad”) depended on by ETPs. Each data point in a box-plot is an
ETP and the height of the data point is the count of ECP Interfaces used by
the ETP. The the y-axis is a logarithmic scale of base 5. Data-set I
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Figure 10: Box plots showing the distributions of the number of ECP Interfaces
(“good” + “bad”) depended on by ETPs. Each data point in a box-plot is an
ETP and the height of the data point is the count of ECP Interfaces used by
the ETP. The the y-axis is a logarithmic scale of base 5. Data-set II
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Figure 11: Box plots showing the distributions of the number of ECP Interfaces
(“good” + “bad”) depended on by ETPs. Each data point in a box-plot is an
ETP and the height of the data point is the count of ECP Interfaces used by
the ETP. The the y-axis is a logarithmic scale of base 5. Data-set I
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Figure 12: Box plots showing the distributions of the number of ECP Interfaces
(“good” + “bad”) depended on by ETPs. Each data point in a box-plot is an
ETP and the height of the data point is the count of ECP Interfaces used by
the ETP. The the y-axis is a logarithmic scale of base 5. Data-set II
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Figure 13: Box plots showing the distributions of the number of ECP Interfaces
(“good” + “bad”) depended on by ETPs. Each data point in a box-plot is an
ETP and the height of the data point is the count of ECP Interfaces used by
the ETP. The the y-axis is a logarithmic scale of base 5. Data-set I
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Figure 14: Box plots showing the distributions of the number of ECP Interfaces
(“good” + “bad”) depended on by ETPs. Each data point in a box-plot is an
ETP and the height of the data point is the count of ECP Interfaces used by
the ETP. The the y-axis is a logarithmic scale of base 5. Data-set II
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non-API # ETPs

org.eclipse.jdt.internal.ui.JavaPlugin 28

org.eclipse.jdt.internal.core.JavaProject 15

org.eclipse.ui.internal.ide.IDEWorkbenchPlugin 14

org.eclipse.jdt.internal.corext.util.JavaModelUtil 12

org.eclipse.jdt.internal.ui.JavaPluginImages 11

org.eclipse.jdt.internal.ui.javaeditor.CompilationUnitEditor 9

org.eclipse.jdt.internal.core.PackageFragment 9

org.eclipse.jdt.internal.ui.wizards.TypedElementSelectionValidator 8

org.eclipse.core.internal.resources.Workspace 8

org.eclipse.jdt.internal.ui.util.ExceptionHandler 8

org.eclipse.jdt.internal.core.SourceType 8

org.eclipse.jdt.internal.ui.wizards.TypedViewerFilter 7

org.eclipse.core.internal.resources.File 7

org.eclipse.jdt.internal.ui.wizards.NewWizardMessages 7

org.eclipse.jdt.internal.ui.packageview.PackageExplorerPart 7

org.eclipse.ui.internal.ide.IDEWorkbenchMessages 7

org.eclipse.jdt.internal.core.JavaModelManager 6

org.eclipse.jdt.internal.ui.javaeditor.JavaEditor 6

org.eclipse.core.internal.resources.Project 6

org.eclipse.debug.internal.ui.DebugUIPlugin 6

org.eclipse.jdt.internal.ui.wizards.dialogfields.DialogField 6

org.eclipse.jdt.internal.ui.wizards.dialogfields.IDialogFieldListener 6

org.eclipse.jdt.internal.ui.wizards.dialogfields.IStringButtonAdapter 6

org.eclipse.jdt.internal.ui.javaeditor.EditorUtility 6

org.eclipse.core.internal.resources.ResourceException 6

org.eclipse.team.internal.ccvs.core.CVSProviderPlugin 5

org.eclipse.team.internal.ccvs.core.resources.CVSWorkspaceRoot 5

org.eclipse.team.internal.ccvs.core.CVSException 5

org.eclipse.jdt.internal.corext.codemanipulation.StubUtility 5

org.eclipse.jdt.internal.ui.IJavaHelpContextIds 5

org.eclipse.jdt.internal.core.CompilationUnit 5

org.eclipse.ui.internal.util.BundleUtility 5

org.eclipse.jdt.internal.ui.javaeditor.IClassFileEditorInput 5

org.eclipse.jdt.internal.ui.wizards.NewElementWizard 5

org.eclipse.ui.internal.dialogs.DialogUtil 4

org.eclipse.jdt.internal.ui.text.AbstractJavaScanner 4

org.eclipse.team.internal.ccvs.core.ICVSRemoteResource 4

org.eclipse.jdt.internal.corext.dom.ASTNodeFactory 4

org.eclipse.jdt.internal.corext.dom.GenericVisitor 4

org.eclipse.jdt.internal.corext.refactoring.Checks 4

org.eclipse.jdt.internal.corext.refactoring.util.TextChangeManager 4

org.eclipse.jdt.internal.ui.actions.SelectionConverter 4

org.eclipse.jdt.internal.ui.actions.WorkbenchRunnableAdapter 4

org.eclipse.jdt.internal.corext.util.SuperTypeHierarchyCache 4

org.eclipse.jdt.internal.ui.wizards.dialogfields.LayoutUtil 4

org.eclipse.jdt.internal.debug.ui.JDIDebugUIPlugin 4

org.eclipse.jdt.internal.ui.util.SWTUtil 4

org.eclipse.jdt.internal.ui.dialogs.StatusUtil 4

Commonly used non-APIs by ETP-non-APIs



org.eclipse.jdt.internal.corext.dom.Selection 4

org.eclipse.jdt.internal.corext.util.Messages 4

org.eclipse.jdt.internal.ui.dialogs.StatusInfo 4

org.eclipse.jdt.internal.core.JarPackageFragmentRoot 4

org.eclipse.jdt.internal.core.JavaElement 4

org.eclipse.ui.internal.registry.PerspectiveDescriptor 4

org.eclipse.jdt.internal.formatter.DefaultCodeFormatter 4

org.eclipse.core.internal.runtime.InternalPlatform 4

org.eclipse.ui.internal.progress.ProgressMonitorJobsDialog 4

org.eclipse.ui.internal.ide.IIDEHelpContextIds 4

org.eclipse.ui.internal.wizards.datatransfer.DataTransferMessages 4

org.eclipse.team.internal.ccvs.core.ILogEntry 3

org.eclipse.jdt.internal.corext.refactoring.util.RefactoringFileBuffers 3

org.eclipse.jdt.internal.corext.refactoring.code.flow.FlowContext 3

org.eclipse.jdt.internal.ui.util.StringMatcher 3

org.eclipse.jdt.internal.ui.jarpackager.JarPackagerMessages 3

org.eclipse.jdt.internal.ui.viewsupport.ImageDescriptorRegistry 3

org.eclipse.team.internal.ccvs.core.ICVSResource 3

org.eclipse.team.internal.ccvs.ui.actions.CVSAction 3

org.eclipse.jdt.internal.ui.javaeditor.JavaSourceViewer 3

org.eclipse.jdt.internal.ui.text.JavaWhitespaceDetector 3

org.eclipse.jdt.internal.ui.text.JavaWordDetector 3

org.eclipse.ui.internal.editors.text.EditorsPlugin 3

org.eclipse.ui.internal.ide.dialogs.ResourceTreeAndListGroup 3

org.eclipse.jdt.internal.compiler.env.IBinaryType 3

org.eclipse.jdt.internal.compiler.impl.CompilerOptions 3

org.eclipse.core.internal.runtime.FindSupport 3

org.eclipse.ui.internal.views.navigator.ResourceNavigatorMessages 3

org.eclipse.swt.internal.win32.OS 3

org.eclipse.core.internal.resources.Resource 3

org.eclipse.team.internal.ccvs.core.CVSTeamProvider 3

org.eclipse.jdt.internal.corext.codemanipulation.GetterSetterUtil 3

org.eclipse.jdt.internal.ui.dialogs.PackageSelectionDialog 3

org.eclipse.jdt.internal.corext.dom.NodeFinder 3

org.eclipse.jdt.internal.corext.refactoring.rename.JavaRenameProcessor 3

org.eclipse.jdt.internal.corext.refactoring.rename.MethodChecks 3

org.eclipse.jdt.internal.corext.util.JdtFlags 3

org.eclipse.jdt.internal.ui.text.java.JavaCompletionProposal 3

org.eclipse.jdt.internal.ui.wizards.IStatusChangeListener 3

org.eclipse.jdt.internal.ui.dialogs.OptionalMessageDialog 3

org.eclipse.jdt.internal.ui.util.CoreUtility 3

org.eclipse.jdt.internal.ui.wizards.dialogfields.SelectionButtonDialogField 3

org.eclipse.jdt.internal.ui.wizards.dialogfields.StringButtonDialogField 3

org.eclipse.jdt.internal.ui.refactoring.RefactoringMessages 3

org.eclipse.jdt.internal.ui.refactoring.actions.RefactoringStarter 3

org.eclipse.jdt.internal.corext.dom.ASTNodes 3

org.eclipse.jdt.internal.corext.dom.Bindings 3

org.eclipse.jdt.internal.corext.dom.SelectionAnalyzer 3

org.eclipse.jdt.internal.corext.refactoring.RefactoringCoreMessages 3

org.eclipse.jdt.internal.corext.refactoring.base.JavaStatusContext 3



org.eclipse.jdt.internal.ui.viewsupport.JavaElementImageProvider 3

org.eclipse.jdt.internal.ui.wizards.dialogfields.IListAdapter 3

org.eclipse.jdt.internal.ui.wizards.dialogfields.ListDialogField 3

org.eclipse.jdt.internal.corext.dom.TokenScanner 3

org.eclipse.jdt.internal.corext.template.java.CodeTemplateContext 3

org.eclipse.jdt.internal.corext.template.java.CodeTemplateContextType 3

org.eclipse.jdt.internal.corext.util.CodeFormatterUtil 3

org.eclipse.jdt.internal.corext.util.Strings 3

org.eclipse.jdt.internal.ui.dialogs.FilteredTypesSelectionDialog 3

org.eclipse.jdt.internal.ui.search.JavaSearchScopeFactory 3

org.eclipse.jface.internal.text.html.BrowserInformationControl 3

org.eclipse.jface.internal.text.html.HTMLPrinter 3

org.eclipse.help.internal.browser.BrowserManager 3

org.eclipse.ui.internal.dialogs.WorkbenchWizardElement 3

org.eclipse.jdt.internal.launching.LaunchingPlugin 3

org.eclipse.ui.internal.ide.DialogUtil 3

org.eclipse.search.internal.ui.SearchMessages 3

org.eclipse.search.internal.ui.SearchPlugin 3

org.eclipse.search.internal.ui.SearchPluginImages 3

org.eclipse.core.internal.resources.WorkspaceRoot 3

org.eclipse.ui.internal.texteditor.TextEditorPlugin 3

org.eclipse.jdt.internal.ui.javaeditor.JarEntryEditorInput 3

org.eclipse.pde.internal.core.PDECore 3

org.eclipse.ui.internal.ide.dialogs.IDEResourceInfoUtils 3

org.eclipse.pde.internal.core.ifeature.IFeatureModel 3

org.eclipse.jdt.internal.corext.dom.ModifierRewrite 2

org.eclipse.jdt.internal.ui.SharedImages 2

org.eclipse.ui.internal.dialogs.WorkbenchPreferenceDialog 2

org.eclipse.jdt.internal.core.builder.JavaBuilder 2

org.eclipse.jdt.internal.ui.viewsupport.AppearanceAwareLabelProvider 2

org.eclipse.jdt.internal.ui.viewsupport.ImageImageDescriptor 2

org.eclipse.team.internal.ccvs.core.CVSTag 2

org.eclipse.team.internal.ccvs.core.ICVSFile 2

org.eclipse.team.internal.ccvs.core.ICVSRemoteFile 2

org.eclipse.team.internal.ccvs.ui.IHelpContextIds 2

org.eclipse.team.internal.ui.Utils 2

org.eclipse.team.internal.ui.actions.TeamAction 2

org.eclipse.team.internal.ui.synchronize.SyncInfoModelElement 2

org.eclipse.jdt.internal.ui.preferences.OverlayPreferenceStore 2

org.eclipse.jdt.internal.ui.text.java.JavaAutoIndentStrategy 2

org.eclipse.jdt.internal.ui.text.java.JavaCodeScanner 2

org.eclipse.jdt.internal.ui.text.java.JavaCompletionProcessor 2

org.eclipse.jdt.internal.ui.text.java.JavaDoubleClickSelector 2

org.eclipse.jdt.internal.ui.text.javadoc.JavaDocAutoIndentStrategy 2

org.eclipse.jdt.internal.ui.text.javadoc.JavaDocCompletionProcessor 2

org.eclipse.team.internal.ui.TeamUIPlugin 2

org.eclipse.jdt.internal.corext.refactoring.changes.CopyResourceChange 2

org.eclipse.jdt.internal.corext.refactoring.reorg.INewNameQuery 2

org.eclipse.jdt.internal.ui.viewsupport.StorageLabelProvider 2

org.eclipse.jdt.internal.ui.wizards.dialogfields.StringButtonStatusDialogField 2



org.eclipse.team.internal.ccvs.core.ICVSFolder 2

org.eclipse.team.internal.ccvs.core.util.Util 2

org.eclipse.jdt.internal.ui.packageview.ClassPathContainer 2

org.eclipse.jdt.internal.compiler.ClassFile 2

org.eclipse.jdt.internal.compiler.DefaultErrorHandlingPolicies 2

org.eclipse.jdt.internal.compiler.IErrorHandlingPolicy 2

org.eclipse.jdt.internal.compiler.IProblemFactory 2

org.eclipse.jdt.internal.compiler.ast.CompilationUnitDeclaration 2

org.eclipse.jdt.internal.compiler.env.ICompilationUnit 2

org.eclipse.jdt.internal.compiler.env.INameEnvironment 2

org.eclipse.jdt.internal.compiler.lookup.ClassScope 2





Appendix C

Compatibility Prediction

This Appendix presents tables and figures accompanying the Chapter 6 on the “Compati-
bility Prediction of Eclipse Plug-ins Over New Eclipse Releases”



non-APIs from Eclipse Releases
Compatibility # ETPs Aggregation 1.0 2.0 2.1 3.0 3.1 3.2 3.3 3.4 3.5 3.6

E
T

Ps
Su

pp
or

te
d

in
E

cl
ip

se
R
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ea

se
s

2.1

Failure 21
Median 2 1 0
Mean 3.7 2.9 0.1
Max 14 20 1
Min 0 0 0
Sum 77 60 3

Success 8
Median 1 0 0
Mean 2 0 0
Max 3 2 0
Min 1 0 0
Sum 12 2 0

3.0

Failure 29
Median 2 2 0 1
Mean 3.9 4.6 1.1 2
Max 24 24 11 17
Min 0 0 0 0
Sum 113 134 31 58

Success 19
Median 2 0 0 0
Mean 1.8 0.8 0.2 0.1
Max 5 6 2 1
Min 0 0 0 0
Sum 34 16 4 2

3.1

Failure 20
Median 4 3 0 2 0
Mean 4 5 1 3 1
Max 12 20 2 7 7
Min 0 0 0 0 0
Sum 75 93 13 50 12

Success 14
Median 1.5 0 0 0 0
Mean 1.6 0.4 0.1 0.5 0
Max 4 3 1 4 0
Min 0 0 0 0 0
Sum 23 5 1 7 0

3.2

Failure 24
Median 2.5 1 0 2 0 0
Mean 5.8 4.5 0.5 2.3 1.4 0.5
Max 32 20 2 8 11 4
Min 0 0 0 0 0 0
Sum 139 107 13 55 34 11

Success 16
Median 2 0 0 0 0 0
Mean 2.2 0.0 0.1 0.3 0.1 0
Max 8 3 1 2 1 0
Min 1 0 0 0 0 0
Sum 35 10 2 4 2 0

3.3

Failure 18
Median 5 2 0 3 1.5 0 0
Mean 5.2 3.4 0.6 6.2 3.8 1.4 1.4
Max 12 12 3 45 20 10 14
Min 0 0 0 0 0 0 0
Sum 93 62 11 111 68 26 26

Success 20
Median 2 0 0 0 0 0 0
Mean 2.9 0.6 0.2 0.3 0.2 0.1 0
Max 9 3 1 2 1 2 0
Min 0 0 0 0 0 0 0
Sum 58 12 4 5 3 2 0

3.4

Failure 8
Median 6 6.5 0 3.5 2 1 0 0
Mean 5.6 5.5 0.5 3.9 1.6 0.8 0 0.4
Max 12 10 2 8 4 2 0 2
Min 0 0 0 0 0 0 0
Sum 45 44 4 31 13 6 0 3

Success 28
Median 1.5 0 0 0 0 0 0 0
Mean 2.3 1.8 0.3 0.9 0.5 0.3 0.3 0.1
Max 13 15 2 5 7 6 5 2
Min 0 0 0 0 0 0 0 0
Sum 65 50 8 24 14 8 9 4

3.5

Failure 10
Median 1.5 0 0 0 0 0 0 0 0
Mean 2.3 1.8 0.3 0.9 0.5 0.3 0.3 0.1 0
Max 16 17 4 12 17 6 5 3 0
Min 0 0 0 0 0 0 0 0 0
Sum 65 50 8 24 14 8 9 4 0

Success 23
Median 1 0 0 0 0 0 0 0 0
Mean 2 2.3 0.1 1.5 0.9 0.1 0.1 0.1 0
Max 10 15 1 8 6 1 2 2 0
Min 0 0 0 0 0 0 0 0 0
Sum 45 53 3 34 20 3 2 2 0

3.6

Failure 2
Median 17 3 2 7 9 2 0 4 1 0
Mean 17 3 2 7 9 2 0 4 1 0
Max 20 5 4 13 17 3 0 7 1 0
Min 14 1 0 1 1 1 0 0 0 0
Sum 34 6 4 14 18 4 0 8 2 0

Success 28
Median 1 1 0 0 0 0 0 0 0 0
Mean 2 3 1 1 1 1 0 0 0 0
Max 10 19 2 12 10 6 5 2 0 0
Min 0 0 0 0 0 0 0 0 0 0
Sum 64 77 14 38 27 16 6 4 0 0

Table I: The descriptive statistics of non-APIs in ETPs supported in the different Eclipse releases.
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ETP Supported in Eclipse SDK 3.5 
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SDK support New SDKs 1.0 2.0 2.1 3.0 3.1 3.2 3.3 3.4 3.5

3.0 1 1 0

3.1 1 1 0

3.2 1 1 0

3.3 1 1 0

3.4 1 1 0

3.5 1 1 0

3.6 1 1 0

3.7 1 1 0

3.1 1 1 0 0

3.2 1 1 0 0

3.3 1 1 0 0

3.4 0 1 0 1

3.5 0 1 0 1

3.6 0 1 0 1

3.7 0 1 0 1

3.2 0 1 0 0 0

3.3 1 1 0 1 0

3.4 1 1 0 1 0

3.5 1 1 0 1 0

3.6 1 1 0 1 0

3.7 1 1 0 1 0

3.3 1 1 0 0 1 1

3.4 1 0 1 0 0 1

3.5 0 0 0 1 0 0

3.6 0 0 0 1 0 0

3.7 1 0 0 1 0 0

3.4 1 0 0 1 0 0 0

3.5 1 0 0 1 1 0 0

3.6 1 0 0 1 1 0 0

3.7 0 1 0 1 0 0 0

3.5 1 0 0 1 0 0 0 0

3.6 1 0 0 1 0 0 0 0

3.7 0 0 0 1 0 0 0 0

3.6 0 0 1 0 0 1 0 0 0

3.7 1 1 0 1 0 1 0 0 0

Selected significant 25 24 2 20 3 4 0 0 0

Total selected 35 35 35 27 20 14 9 5 2

Percentage 71,4 68,6 5,7 74,1 15,0 28,6 0,0 0,0 0,0

Each SDK support has got a model in the new SDKs

1 = predictor variable significant in the model

0 = predictor variable insignificant in the model

Percentage = Selected Significant/Total Selected %

3.5

Predictor variables

2.1

3.0

3.1

3.2

3.3

3.4

Figure 1: The frequency of the predictor variables in the models. Significant–number of times a predictor variable was
considered significant,
Total–number of times a predictor was used to build the model.



3.0 3.1 3.2-3.7
β Sig β Sig β Sig

2.1

1.0 -0.318 .089 -0.747 .122 -0.592 .160
2.0 -0.388 .101 -1.133 .175 -0.886 .227
2.1 – – – – – –

const 2.301 .008 1.472 .149 0.899 .327

Table II: Prediction variables for ETPs supported in Eclipse 2.1 in in new Eclipse releases

3.1 3.2-3.3 3.4 3.5 3.6-3.7
β Sig β Sig β Sig β Sig β Sig

3.0

1.0 -0.342 .021 -0.257 .086 -0.183 .252 -0.124 .459 -0.275 .062
2.0 -0.248 .033 -0.399 .021 -0.420 .028 -0.431 .028 -0.430 .032
2.1 0.098 .798 0.388 .353 0.282 .529 0.068 .891 .350 .487
3.0 -0.028 .926 -0.302 .362 -0.702 .071 -1.315 .033 -1.669 .031

const 1.924 .002 1.270 .025 0.944 .044 1.057 .032 1.008 .042

Table III: Prediction variables for ETPs supported in Eclipse 3.0 in in new Eclipse releases

3.2 3.3-3.7
β Sig β Sig

3.1

1.0 -0.320 .211 -1.178 .027
2.0 -0.786 .017 -1.262 .015
2.1 -1.418 .198 -1.018 .387
3.0 -0.220 .532 -1.102 .065
3.1 0.383 .677 – –

const 0.972 .071 5.409 .010

Table IV: Prediction variables for ETPs supported in Eclipse 3.1 in in new Eclipse releases

3.3 3.4 3.5 3.6-3.7
β Sig β Sig β Sig β Sig

3.2

1.0 -0.366 .025 -0.324 .033 -0.184 .351 -0.130 .473
2.0 -0.368 .106 -0.021 .836 -0.107 .649 -0.092 .651
2.1 -1.169 .222 -2.588 .012 -1.280 .223 -1.075 .292
3.0 0.755 .149 0.111 .810 -2.025 .002 -1.804 .004
3.1 1.503 .050 0.318 .394 0.128 .892 0.034 .970
3.2 -2.550 .038 -2.944 .027 – – – –

const 2.201 .004 2.234 .004 1.349 .018 1.047 .048

Table V: Prediction variables for ETPs supported in Eclipse 3.2 in in new Eclipse releases

3.4 3.5 3.6 3.7
β Sig β Sig β Sig β Sig

3.3

1.0 -0.397 .009 -0.302 .073 -0.252 .128 -0.237 .183
2.0 -0.005 .995 -0.023 .978 0.039 .878 -0.905 .039
2.1 -0.669 .527 -0.344 .778 -0.131 .920 1.024 .505
3.0 -0.457 .034 -0.681 .038 -0.884 .027 -1.522 .029
3.1 0.265 .371 -0.666 .109 -0.617 .155 -0.397 .489
3.2 -0.145 .746 0.091 .867 0.431 .464 0.499 .633
3.3 -1.729 .344 – – – – – –

const 3.267 .001 3.241 .003 3.008 .003 3.033 .002

Table VI: Prediction variables for ETPs supported in Eclipse 3.3 in in new Eclipse releases. Variable 3.3 was omitted in
3.5-3.7 since it had very high S.E (indicates multi-collinearity between the predictors)



3.5 3.6 3.7
β Sig β Sig β Sig

3.4

1.0 -0.462 .064 -0.235 .106 -0.119 .336
2.0 -0.840 .708 -0.109 .459 -0.086 .490
2.1 -1.240 .382 0.137 .886 0.343 .649
3.0 -0.788 .065 -0.575 .035 -0.603 .008
3.1 0.903 .225 0.126 .729 -0.131 .717
3.2 – – -0.009 .983 0.115 .782
3.3 – – – – – –
3.4 – – – – – –

const 6.770 .023 4.091 .001 2.480 .000

Table VII: Prediction variables for ETPs supported in Eclipse 3.4 in in new Eclipse releases. Variable 3.3 was omitted in
3.5-3.7 since it had very high S.E (indicates multi-collinearity between the predictors)

3.6 3.7
β Sig β Sig

3.5

1.0 -0.139 .393 -0.927 .067
2.0 -0.141 .243 -0.528 .077
2.1 -2.042 .068 0.422 .904
3.0 -0.050 .930 0.867 .147
3.1 0.056 .883 -0.564 .373
3.2 -3.018 .028 -3.583 .088
3.3 1.274 .370 1.701 .554
3.4 -0.973 .316 -1.309 .381
3.5 – – – –

const 3.293 .005 6.025 .020

Table VIII: Prediction variables for ETPs supported in Eclipse 3.5 in in new Eclipse releases. None of the non-APIs present
in the ETPs was introduced in Eclipse 3.5

New SDK releases
3.0 3.1 3.2 3.3 3.4 3.5 3.6 3.7

S F S F S F S F S F S F S F S F

2.1 S 16 2 6 3 5 3 5 3 5 3 5 3 5 3 5 3
F 4 7 1 19 2 19 2 19 2 19 2 19 2 19 2 19

3.0 S 24 4 16 6 16 6 17 4 16 4 16 3 16 3
F 7 13 10 16 10 16 7 20 7 21 7 22 7 22

3.1 S 12 3 12 2 12 2 12 2 12 2 12 2
F 6 13 1 19 1 19 1 19 1 19 1 19

3.2 S 22 2 15 4 14 3 13 3 13 3
F 5 11 3 18 3 20 4 20 4 20

3.3 S 22 3 20 2 20 1 18 2
F 6 7 3 13 3 14 3 15

3.4 S 30 1 29 1 26 2
F 2 3 3 3 5 3

3.5 S 24 0 23 0
F 4 5 1 9

Table IX: Classification results for model training. S–Compatibility, F–Incompatibility

3.0 3.1 3.3 3.3 3.4 3.5 3.6 3.7
A P R A P R A P R A P R A P R A P R A P R A P R

2.1 79 89 80 86 67 86 83 63 71 83 63 71 83 63 71 83 63 71 83 63 71 83 63 71
3.0 77 86 77 67 73 62 67 73 62 77 81 71 77 80 70 79 84 70 79 84 70
3.1 74 80 67 91 86 92 91 86 92 91 86 92 91 86 92 91 86 92
3.2 83 92 81 83 79 83 85 82 82 83 81 76 83 81 76
3.3 76 88 79 87 95 87 89 95 87 87 90 86
3.4 92 97 94 89 97 91 81 93 84
3.5 88 100 86 97 100 96

Table X: Error analysis for model training. A–Accuracy, P–Precision and R–Recall



New SDK releases
3.1 3.2 3.3 3.4 3.5 3.6 3.7

S F S F S F S F S F S F S F

3.0
OSP S 9 0 7 1 7 1 8 0 8 0 8 0 8 0

F 6 3 6 4 6 4 8 2 8 2 8 2 8 2

AP S 9 0 8 0 8 0 8 0 8 0 8 0 8 0
F 6 3 5 5 5 5 5 5 7 3 5 5 5 5

3.1
OSP S 17 13 22 8 22 8 22 8 22 8 22 8

F 4 3 5 2 5 2 5 2 5 2 5 2

AP S 8 22 22 8 22 8 22 8 22 8 22 8
F 3 4 5 2 5 2 5 2 5 2 5 2

3.2
OSP S 41 3 37 6 35 7 35 6 35 6

F 0 1 0 2 0 3 0 4 0 4

AP S 41 3 38 5 31 11 31 10 31 10
F 0 1 0 2 0 3 0 4 0 4

3.3
OSP S 61 1 59 0 56 1 53 4

F 3 3 5 4 6 5 5 6

AP S 61 1 59 0 56 1 53 4
F 3 3 4 5 6 5 2 9

3.4
OSP S 82 0 79 0 79 0

F 5 0 6 2 6 2

AP S 81 1 79 0 79 0
F 3 2 6 2 4 4

3.5
OSP S 102 6 96 9

F 4 0 4 3

AP S 97 11 96 9
F 3 1 3 4

Table XI: Classification results for model testing. S–Compatibility, F–Incompatibility, OSP–Only significant predictors, AP–
all predictors ignoring the significance.

3.1 3.2 3.3 3.4 3.5 3.6 3.7
A P R A P R A P R A P R A P R A P R A P R

3.0 OSP 67 100 60 61 88 54 61 88 54 56 100 50 56 100 50 56 100 50 56 100 50
AP 67 100 60 72 100 62 72 100 62 72 100 62 61 100 53 72 100 62 72 100 62

3.1 OSP 54 57 81 65 73 82 65 73 82 65 73 82 65 73 82 65 73 82
AP 32 27 73 73 82 65 73 82 65 73 82 65 73 82 65 73 82 65

3.2 OSP 93 93 100 87 86 100 84 83 100 87 86 100 87 86 100
AP 91 93 98 89 88 100 76 74 100 76 76 100 76 76 100

3.3 OSP 94 98 95 93 100 92 90 98 90 87 93 91
AP 94 98 95 94 100 94 90 98 90 91 93 96

3.4 OSP 94 100 94 93 100 93 93 100 93
AP 95 98 96 93 100 93 95 100 95

3.5 OSP 91 94 96 88 91 96
AP 88 90 97 89 91 97

Table XII: Error analysis for model testing. A–Accuracy, P–Precision and R–Recall, OSP–Only significant predictors, AP–all
predictors ignoring the significance.



Appendix D

Developer Survey

This Appendix presents survey questionnaire accompanying the Chapter 7 on the “Ana-
lyzing the Eclipse API Usage: Putting the Developer in the Loop”
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Eclipse API Usage Survey

Dear Eclipse product/solution developer,

 

We are carrying out research about Eclipse API usage in Eclipse products/solutions as part of a PhD
research. The aim of the research is to understand the evolution of third-party plug-ins in relation to Eclipse
API usage. Your input is requested to guide us in validating our research hypotheses .

We intend to come up with a scientific publication to be submitted to an international
conference/workshop/journal after analysis of the results. In addition, a summary of anonymized results
together with the raw data will be published on the internet as soon as the study is finished.  

The survey takes a maximum of 15 minutes to complete.

There are 34 questions in this survey

Experience of Respondent

1 [1]How many years of education after secondary school graduation do you have? *

Please choose only one of the following:

 < 2 years

 >= 2 AND < 4 years

 >= 4 years AND < 6 years

 >= 6 years AND < 8 years

 >= 8 years AND < 10 years

 >= 10 years
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2 [2]How many years of experience as a software developer do you have? *

Please choose only one of the following:

 < 2 years

 >= 2 years AND < 4 years

 >= 4 Years AND < 6 years

 >= 6 years AND < 8 years

 >= 8 years AND < 10 years

 >= 10 years

3 [3]How many years of experience as a Java developer do you have? *

Please choose only one of the following:

 < 2 years

 >= 2 AND < 4 years

 >= 4 years AND < 6 years

 >= 6 years AND < 8 years

 >= 8 years AND < 10 years

 >= 10 years

4 [4]How many years of experience as an Eclipse product/solution developer do you have?
*

Please choose only one of the following:

 < 2 years

 >= 2 years AND < 4 years

 >= 4 years AND < 6 years

 >= 6 years AND < 8 years

 >= 8 years AND < 10 years

 >= 10 years
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Eclipse product development

5 [5]What is the name of  the Eclipse product you developed? If you
developed more than one Eclipse product, choose the one where you have
been most involved with respect to releasing new versions. The next questions
will be referring to this choice of the product. *

Please write your answer here:

 

6 [6]Why did you develop your Eclipse product? *

Please choose only one of the following:

 It is a full-time paid job

 It is a part-time paid job

 Developing plug-ins is a hobby

 It is of an educational course

 Other  

7 [7]What is the licence type of your Eclipse product? *

Please choose only one of the following:

 Open Source

 Commercial
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8 [8]Where did you publish the source code of your Eclipse product? *

Only answer this question if the following conditions are met:

° Answer was 'Open Source' at question '7 [7]' (What is the licence type of your Eclipse product?)

Please choose only one of the following:

 SourceForge

 Google Code

 GitHub

 Other  

9 [9]

What is the average size of your Eclipse product development team?

*

Please choose only one of the following:

 1 person

 2 to 4 persons

 5 to 7 persons

 8 to 10 persons

 more than 10 persons

10 [10]How important is it to update your Eclipse product in relation to new versions of

Eclipse SDK APIs? *

Please choose only one of the following:

 Very important

 Moderately important

 Not important
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11 [11]Please give reasons for your choice of importance of updating your Eclipse product
*

Please write your answer here:

 

12 [12]How many new  versions of your Eclipse product have you released since the initial

release? *

Please choose only one of the following:

 None

 1 to 4

 5 to 10

 11 to 15

 15 to 20

 20 to 25

 More than 25

13 [13]What is the size (estimate) of the latest version of your Eclipse product in terms of

number of files? *

Please choose only one of the following:

 less than 100 files

 101 - 500 files

 501 - 1000 files

 more than 1000 files
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14 [14]On average, how many hours a week do you dedicate updating your Eclipse product

in relation to Eclipse SDK API usage? *

Please choose only one of the following:

 < 10 hours

 >= 10 hours AND < 20 hours

 >= 20 hours AND < 30 hours

 >= 30 hours AND < 40 hours

 >= 40 hours

 Other  
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Eclipse Interfaces

15 [15]Are you aware of the "Eclipse Provisional API Guidelines"? *

Please choose only one of the following:

 This is the first time I have heard of them

 I am aware of them

16 [16]Do you follow "Eclipse Provisional API Guidelines" when developing your Eclipse

product(s)? *

Please choose only one of the following:

 Always

 Sometimes

 Never

 I don't know, because I don't know the guidelines.

17 [17]Why don't you always follow the guidelines? *

Only answer this question if the following conditions are met:

° Answer was 'Sometimes ' or 'Never ' at question '16 [16]' (Do you follow "Eclipse Provisional API Guidelines"

when developing your Eclipse product(s)?)

Please write your answer here:
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18 [18]Are you aware that Eclipse provides two types of interfaces: stable and supported

(APIs) and unstable and unsupporterd interfaces (non-APIs)?

Note: non-APIs are classes and interfaces containing the sub-string internal in the package

name e.g., org.eclipse.foo.internal.*  *

Please choose only one of the following:

 I was already aware

 You have just informed me
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Eclipse non-API Usage 1

19 [19]What challenges do you normally face to develop and update yourproducts while

using Eclipse Interfaces? *

Please write your answer here:
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Eclipse non-API usage 2

20 [20] How do you find the functionality you are interested in from the Eclipse Interfaces?
*

Please choose only one of the following:

 Using a fully-automated tool

 Using a semi-automated tool

 Manually

 Other  

21 [21]What is the name of the tool you use? 
*

Only answer this question if the following conditions are met:

° Answer was NOT 'Manually' at question '20 [20]' ( How do you find the functionality you are interested in from the

Eclipse Interfaces?)

Please write your answer here:
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22 [22] What are the challenges you face in finding the functionality you require from

Eclipse Interfaces? *

Please write your answer here:
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Eclipse non-API usage 3

23 [23]Do you use Eclipse internal implementation (non-APIs)?  *

Please choose only one of the following:

 YES

 NO

24 [24]Do you deliberately avoid using Eclipse non-APIs? 

*

Only answer this question if the following conditions are met:

° Answer was 'NO' at question '23 [23]' (Do you use Eclipse internal implementation (non-APIs)? )

Please choose only one of the following:

 YES

 NO

25 [25]Please give an explanation of why you deliberately avoid the use of Eclipse non-
APIs. *

Only answer this question if the following conditions are met:

° Answer was 'NO' at question '23 [23]' (Do you use Eclipse internal implementation (non-APIs)? ) and Answer

was 'YES' at question '24 [24]' (Do you deliberately avoid using Eclipse non-APIs?  )

Please write your answer here:
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26 [26]Do you deliberately use the non-APIs?  *

Only answer this question if the following conditions are met:

° Answer was 'YES' at question '23 [23]' (Do you use Eclipse internal implementation (non-APIs)? )

Please choose only one of the following:

 YES

 NO

27 [27]

Please give an explanation of why you deliberately use Eclipse non-APIs.

*

Only answer this question if the following conditions are met:

° Answer was 'YES' at question '23 [23]' (Do you use Eclipse internal implementation (non-APIs)? ) and Answer

was 'YES' at question '26 [26]' (Do you deliberately use the non-APIs? )

Please write your answer here:

 

28 [28]Please give us an explanation of why you use Eclipse non-APIs.

Only answer this question if the following conditions are met:
° Answer was 'YES' at question '23 [23]' (Do you use Eclipse internal implementation (non-APIs)? ) and Answer

was 'NO' at question '26 [26]' (Do you deliberately use the non-APIs? )

Please write your answer here:
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Testing Eclipse product

29 [29] On which Eclipse SDK release did you develop the first version of your Eclipse

product? *

Please choose only one of the following:

 1.0

 2.0

 2.1

 3.0

 3.1

 3.2

 3.3

 3.4

 3.5

 3.6

 3.7

 Not certain

30 [30] Please give us possible reasons why you are not certain about the SDK
on which you developed your Eclipse product. *

Only answer this question if the following conditions are met:

° Answer was 'Not certain' at question '29 [29]' ( On which Eclipse SDK release did you develop the first version of

your Eclipse product?)

Please write your answer here:
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31 [31]Have you tested your Eclipse product on newer Eclipse SDK releases, betas or

milestones? *

Please choose all that apply:

 Yes, on the next new release

 Yes, on a release after the next or later

 Yes, on a new milestone version

 Yes, on a new beta version

 No

32 [32]Are you always/frequently testing  your Eclipse product on new Eclipse SDK

releases? *

Only answer this question if the following conditions are met:
° Answer was 'Yes, on a release after the next or later' or 'Yes, on the next new release' at question '31 [31]' (Have

you tested your Eclipse product on newer Eclipse SDK releases, betas or milestones?)

Please choose only one of the following:

 Yes

 No

33 [33]Please give us some of the challenges you have faced in testing your product with

newer Eclipse SDK releases *

Only answer this question if the following conditions are met:

° Answer was NOT 'No' at question '31 [31]' (Have you tested your Eclipse product on newer Eclipse SDK
releases, betas or milestones?)

Please write your answer here:
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Contact Details

34 [33] If you wish to know the results of the study and to be contacted for follow-up,

please leave your e-mail or postal address below.

Please write your answer here:

 





Summary

Co-evolution of the Eclipse Framework and its
Third-party Plug-ins

Developing an application faster without compromising its quality and that is easily
maintainable and extensible is a dream for every software developer or a company involved
in software development. Application frameworks are software systems developed with
the main goal of helping software developers reduce development costs, achieve higher
quality, and faster software development.

Although application frameworks promise a lot of benefits, these frameworks are not
free of costs. Frameworks constantly evolve to improve their quality and to extend the
functionality they provide to developers. However, as the framework evolves, it may
change its interfaces causing the applications that depend on the changed interfaces to
break when ported to the new release of the framework. The application developers need
to decide whether they prefer to enjoy the benefits of a new framework release at a risk
of being forced to resolve the problems introduced by the interface changes. This thesis
quantifies/qualifies the challenges faced by application developers and propose solutions
to the identified challenges during the evolution of an application framework ecosystem.

We consider the Eclipse application framework as our case study. The choice of the
Eclipse application framework was because it is widely adopted and has been evolving for
over a decade. The framework is an open-source and extensible platform that provides
core services for controlling a set of tools working together to support programming tasks.
Tool builders contribute to the Eclipse platform by wrapping their tools in pluggable
components (update sites for the plug-ins into the framework), called Eclipse plug-ins.
The plug-ins reuse and extend the functionality provided by the framework. The majority
of the Eclipse plug-ins are Eclipse third-party plug-ins (ETPs) in varing sizes and domains.

To quantify/qualify the challenges faced by the ETP developers, we carried out a
series of empirical studies on the co-evolution of the Eclipse framework and its third-party
plug-ins (ETPs). The research was carried out incrementally as follows:

First, we carried out a exploratory study on the evolution of ETPs. In this study we
wanted know how the evolution of ETPs compare to the known evolution of software
systems in general. The comparison was based on the Lehman laws of software evolution.
Our findings confirm the laws of continuing change, increasing complexity, self regulation,
and continuing growth when metrics related to dependencies between the plug-ins and the
Eclipse architecture are considered. We could not validate the conservation of familiarity
and conservation of organizational stability law, and the results for the declining quality
law were inconclusive. We did not consider the law of feedback system. Our overall
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observation is that the trends observed for constrained evolution of ETPs are similar to
those presented by earlier research on the general evolution of software systems.

Second, like many other evolving software systems, the Eclipse platform has both
stable and supported interfaces (APIs or good interfaces) and unstable, discouraged and
unsupported interfaces (non-APIs or bad interfaces). However, despite being discouraged
by Eclipse, in our experience, the usage of bad interfaces is relatively common in practice.
For this reason, we wanted to investigate: 1) to what extent ETPs depend on bad
interfaces, 2) whether developers continue to use bad interfaces, and 3), whether there
are differences between the ETPs that use non-APIs and those that do not. Furthermore,
we also investigated the commonly used bad interfaces. To perform these investigations,
we conducted empirical studies based on 512 ETPs, altogether having 1,873 versions.
We discovered that 44% of the 512 analyzed ETPs depends on bad interfaces and that
developers continue to use bad interfaces. The empirical study also shows that plug-ins
that use or extend at least one bad interface are larger and use more functionality from
Eclipse than those that only use good interfaces. Furthermore, the findings show that the
ETPs use a diverse set of bad interfaces.

Third, the findings about the two groups of ETPs that use the good and bad interfaces
above, raised further questions. We wanted to get more insights in how the two groups of
ETPs are affected during the evolution of Eclipse. We decided to investigate how the
compatibility of ETPs that depend solely on good interfaces compares to that of ETPs
that depend on at least one bad interface in new Eclipse SDK releases. We observed that:
ETPs that depend solely on good interfaces have a very high source compatibility success
rate compared to those that depend on at least one bad interface. However, we have also
observed that recently released plug-ins that depend on bad interfaces also have a very
high forward source compatibility success rate. This high source compatibility success
rate is due to the dependency structure of these plug-ins: recently released plug-ins that
depend on bad interfaces predominantly depend on old Eclipse bad interfaces rather than
on newly introduced ones. Furthermore, we observed that the bad interfaces are being
eliminated from the ETPs’ source code because they cause, or ETP developers believe
them to cause, incompatibilities when a version of the ETP is ported to new SDK release.

Fourth, we wanted to understand the factors that cause incompatibilities as a step to
solving these incompatibilities. We carried out an empirical investigation on 11 Eclipse
SDK releases (1.0 to 3.7) and 288 ETPs with two main goals: First, to determine
the relationship between the age of Eclipse bad interfaces used by an ETP and the
compatibility of the ETP. We found that third-party plug-in that only use old non-APIs
have a high chance of compatibility success in new SDK releases compared to those that
use at least one newly introduced non-API. Second, our goal was to build and test a
predictive model for the compatibility of an ETP, supported in a given SDK release in a
newer SDK release. Our findings produced 35 statistically significant prediction models
having high values of the strength of the relationship between the predictors and the
prediction (logistic regression R2 of up to 0.810). Finally, the results from model testing
indicate high values of up to 100% of precision and recall and up to 98% of accuracy of
the predictions.

Finally, we wanted to understand the state-of-practice of Eclipse interface usage by
the developers of ETPs. We conducted a survey on Eclipse interface usage in which 30
Eclipse product developers took part. The results from the analysis reveal a number of
findings: 1) We observed that the experience of an ETP developer plays a major role
in the development and maintenance of the ETPs. We have observed that developers
with a level of education of up to master degree have a tendency not to read product
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manuals/guidelines. 2) While for less experienced developers instability of the bad
interfaces overshadows their benefits, more experienced developers prefer to enjoy the
benefits of non-APIs despite the instability problem. Finally, we have observed that there
are no significant differences between Open Source and commercial Eclipse products in
terms of awareness of Eclipse guidelines and interfaces, Eclipse product size and the
updating of Eclipse products in the new SDK releases.

To summarize, the research conducted in this thesis aims at quantifying/qualifying the
challenges faced by software developers building systems on top of application frameworks,
in general, and specifically, Eclipse. We have observed that the use of bad Eclipse interfaces,
i.e., unstable, discouraged and unsupported interfaces, results in incompatibilities of
the systems built on top of Eclipse and the new releases of Eclipse. Despite major
maintainability risks inherent to the use of bad interfaces, developers prefer to use them
due to uniqueness of the functionality provided by these interfaces. Furthermore, we have
observed that older bad interfaces are less likely to introduce incompatibilities. We have
developed a statistical model predicting the likelihood of a system to remain compatible
with a new release of Eclipse. Using this model both the system developers and the
system users can decide whether to upgrade Eclipse to a new release.
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