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Chapter 1

Introduction
1.1.

Background

The concept of hierarchical production planning acknowledges that decisions concerning the primary process of a firm are taken at various levels in the organization.
Decision support models are ideally structured accordingly. The challenge of coupling
the decision support models at different levels is the topic of this thesis. In particular,
we study the coordination of the goods flow in the network and its coupling with the
shop floor.
In the so called Eindhoven planning framework (EPF) originally developed by
Bertrand et al. (1990), the primary process is separated into production units (PUs).
The PU transforms input items into output items and consumes capacity of nonstorable resources in the process. It may be a single machine, a production line or an
entire production facility. It may also be a distribution step such as the transportation
of goods from a factory to a warehouse.
A PU is preceded by a controlled stock point where materials required to produce
items are carried in inventory. A PU is succeeded by a stock point for each item that
is produced. Large firms may have many PUs. Together with the stock points, the
PUs constitute the supply network of the firm.
Through company-wide enterprise information systems, firms nowadays have realtime access to detailed and accurate information about the state of the supply network
(i.e. inventory levels and work-in-progress, forecasted demand, etc.). This allows for
central coordination of the goods flows in the supply network which is the task of the
supply chain operations planning (SCOP) function.
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According to de Kok and Fransoo (2003), the objective of SCOP is to ”coordinate
the release of materials and resources in the supply network under consideration such
that customer service constraints are met at minimal costs”. The SCOP function
exercises top-down control over the goods flows through the release of orders to the
PUs. Orders can be released if both the materials required in production are available
in the upstream stock points and sufficient resource capacity can be allocated to
produce the orders.
Part of the SCOP model is a description of the way that resource capacity is consumed
in the PUs. This description is formalized in the anticipation model. The anticipation
model captures important aspects of the PU behavior in response to the order release
decision. In its simplest form, the anticipation model stipulates a single capacity
quantity per period and the amount of this quantity that is used up in producing a
unit of an item. Such a description may be valid, even if the PU represented consists
of multiple resources or if the resources are human operators leading to variable
processing times.
The choice of an anticipation model is a part of the design of the hierarchical planning
model. The choice is based on considerations such as which aspects of the PU are
deemed important, which type of information is available, and what formulations
lead to a tractable SCOP problem. For example, a deterministic representation is
sometimes chosen such that the capabilities of the PU can be easily captured in a
linear or mixed integer linear programming model. Note however, that one can only
speak of optimality of a solution with respect to the model formulation itself. Far
more relevant is the performance of the decision model in the hierarchical production
planning system.
Our interest in this thesis is primarily in the design of the SCOP function in its
hierarchical context. We aim to contribute to the development of the hierarchical
planning concept and in particular, to the design of the anticipation model for SCOP.
We study the performance and parametrization of existing anticipation models and
we extend the literature with new designs.

1.2.

Motivation

1.2.1

Academic relevance

Zijm (2000) argues that a HPP system should take into account the fact that
there are many uncertainties at all levels of hierarchical planning. He argues
that uncertainty may be treated either by modeling it explicitly, or by developing
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algorithms based on deterministic models that are robust in an uncertain environment.
Whereas models that take into account uncertainty exist both in the area of
capacity focused production planning and in the area of fixed lead time inventory
management, a complete algorithmic framework that considers capacities and
materials simultaneously, is still lacking. In this thesis we aim to fill in part of this
gap.
The academic background for this thesis lies in two works that are the basis of what
we have called the Eindhoven planning framework (EPF). The structure and elements
of this framework are described in Bertrand et al. (1990). Two important levels in
this framework are the Goods Flow Control (GFC) level and the PU Control (PUC)
level. The focus of the work of Bertrand et al. is on the conceptual description of the
framework and the detailed description of PUC mechanisms.
The GFC level is described in detail in de Kok and Fransoo (2003). De Kok and
Fransoo recognize that it is not possible to deal with the capacity allocation problem
and the material allocation problem in separate decision functions. The term Supply
Chain Operations Planning (SCOP) is coined to stress that the control of the supply
network is through the coordination of operations that consume both materials and
resource capacity. Two fundamental concepts that are added to the EPF in this work
are planned lead times and anticipation.
The planned lead time is the time between the release of an order to the PU and the
time that the goods are planned to be available in the downstream stock point. The
planned lead time concept is an essential element in the design of real life hierarchical
planning systems. On the one hand, the planned lead time provides the degree of
freedom to the PUC that facilitates the existence of a separate SCOP level and PUC
level. On the other hand, the planned lead time restricts this freedom of the PUC (i.e.
orders must be completed before the due date which is determined by the planned
lead time) such that coordination of the goods flows is possible at the SCOP level. In
Chapter 2 we discuss the role of the planned lead time in more detail.
Anticipation is an important concept in the framework for hierarchical decision
making of Schneeweiss (2003). The anticipation model is the representation at the
top level of the base level reaction to an intended instruction. Schneeweiss observes
that, in general, the anticipated base model differs from the actual base model. The
concept of anticipation is an important contribution to the EPF as it distinguishes the
framework from other frameworks where hierarchical production planning is treated
as a mathematical decomposition procedure. The EPF is first and foremost an
organizational framework derived from the real decision problem.
In this thesis we contribute to the EPF by developing the concept of anticipation
for SCOP. We study existing anticipation models and show how they impact the
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performance of the hierarchical planning system. We design new anticipation models
and compare these with the existing ones. Whereas existing anticipation models are
predominantly focussed on predicting the output of the PU in a single planning period,
these new anticipation models aim to answer the question whether the workload in
the PU can be cleared within a predefined planned lead time. This focus on the
planned lead time allows us to decide on capacity and material allocation jointly
without having to restrict the decision space of the PU unnecessarily.
Arguably the most important example of an anticipation model for rolling-schedule
based planning is the so-called clearing function (cf. Karmarkar, 1989; Selçuk, 2007;
Asmundsson et al., 2009; Missbauer and Uzsoy, 2011). The clearing function tries to
capture the intricate relation between lead times and workload. Selçuk (2007) shows
how the clearing function can be applied as an anticipation model for SCOP with
explicitly planned lead times. He addresses the problem of selecting and updating
the planned lead time. This thesis builds on and extends the work of Selçuk. In
particular, we generalize the models of Selçuk to the setting where a PU contains
multiple resources and can produce multiple items.

1.2.2

Practical relevance

Enterprise Resource Planning (ERP) systems are large integrated transaction management systems that support different activities of firms such as finance, customer
relations, production, and sales. Although most ERP packages offer classical
Materials Requirements Planning, traditionally these packages do not incorporate
planning functionality in the sense that integrated and optimal or even feasible plans
are generated (cf. Fleischmann and Meyr, 2003). The term ”Advanced Planning
Systems” (APS) has emerged as a reference to decision support systems that
supplement ERP systems with planning and scheduling functionality that is based
on operations research methods and models. A framework and descriptions of typical
APS software can be found in Fleischmann and Meyr (2003); Meyr et al. (2005).
Examples of the type of algorithms found in APS are described in Günther and Meyr
(2009).
Although it has been recognized by various authors that decision support systems
should aim at good, robust plans in a dynamic and uncertain environment rather
than plans that are optimal in an stylistic environment with detailed and exact
information, and perfectly predictable demand and production (cf. Buxey, 1989; Zijm,
2000), the development of APS has been mainly in the latter category. The cause for
this one-sided development presumably lies in the difficulty of solving to optimality
stochastic models that are generic enough to capture all important aspects of real-life
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problems, and in the predilection of scholars for rigorous mathematical analysis and
corresponding optimal solutions. However, using a stylistic model without considering
the impact of uncertainties that are inherent to planning real-life operations leads to
unrealistic plans and inefficient use of slacks (excess capacity, excess stock) in the
supply network. Furthermore, as noted by Stadtler (2005), in the rolling schedule
context, unrealistic plans lead to frequent updating of the schedules, and consequently
nervousness of the master planning.
The deficiency in today’s APS is the absence of a conscientious anticipation. Although
the APS are hierarchically structured, these hierarchies are mathematical rather than
organizational in nature. Consequently, the relation between higher and lower levels
is treated purely as an aggregation-disaggregation problem. Some of the issues that
are the result of this perspective are delineated in a case study by Zoryk-Schalla et al.
(2004). In particular these include the frequent tweaking of parameters and variables
at different levels by planners to redefine optimality and obtain a plan that is good
enough and intuitively robust.
In this thesis we contribute to the further development of APS’s by studying and
developing models for anticipation at the SCOP level. We explicitly take into account
that the SCOP level representation of the PU is different from the actual PU. The
resultant uncertainty in the planned behavior of the PU is accommodated for which
leads to plans that are more robust using smaller slack levels (excess inventory, excess
capacity).

1.3.

Research questions

Many models for SCOP found in the literature incorporate a deterministic representation of capacity. In these models, the output of a resource in a period is limited by the
capacity parameter. In this literature, these models are hardly ever considered outside
their deterministic context. Consequently, the issue of selecting an appropriate value
for the capacity is not addressed. Another consequence of the deterministic point of
view is the lack of support found in this literature for the planned lead time concept.
Lead time is considered to be a function of the order release decision and the finite
capacity or a property of the physical system.
Models with deterministic capacity constraints and planned lead times are extensively
discussed in Spitter (2005). The planned lead time together with the periodic capacity
determines the maximum amount of work that is allowed in the PU. Spitter proposes
and compares different formulations of these constraints and studies the factors that
determine the optimal choice of the planned lead time in the setting with deterministic
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capacity.
The deterministic capacity anticipation model is a valuable abstraction of the real PU
dynamics as it allows for a richer modeling of influencing factors and interactions than
stochastic models do. Nonetheless, however detailed the model is, the deterministic
representation is an abstraction of the actual dynamics. The inherent stochastic
nature of production should be considered when setting capacity parameters and
planned lead times as they affect the performance of the hierarchical planning system.
Our first research question, which is addressed in Chapter 3, is therefore
Research question 1. How do workload constraints and planned lead times affect
the performance of the hierarchical planning system taking into account that the
anticipated production process is subject to uncertainties?
The classical model of a manufacturing system that is subject to uncertainties is
the queueing model. Under restrictive assumptions, the analysis of the behavior of
the queueing model is computationally tractable and its performance under different
parameter settings can be determined. For more general settings, heuristic methods
are proposed in the literature that relax or ignore some of these assumptions. An
important example is the clearing function. Most clearing functions are based on the
aggregate queueing model. If appropriately parameterized, these clearing functions
have been shown to yield better planning performance than other approaches.
Whereas this suggests that the clearing function has the right shape (an observation
that is confirmed by empirical studies), it has not been studied in which cases the
aggregate queueing model is an appropriate representation of the PU for SCOP. Such a
study may provide useful insights for the further development of the clearing function
concept. Our second research question, which is addressed in Chapter 4, is therefore
Research question 2. Is the aggregate queueing model an appropriate representation
of the PU for SCOP?
The clearing function relates the expected output of a PU to the workload. Selçuk
(2007) has shown how the clearing function can be applied as an anticipation model
for SCOP if the PU produces a single item. Asmundsson et al. (2009) discuss the
challenges that one faces if the clearing function is applied to the multi-item setting
and proposes a multi-item approach where the order of processing policy is assumed
to be known. This approach is not in line with the concept of planned lead times
where the PU is free to schedule its operations within the planned lead time. Our
third research question concerns the extension of the dynamic control of workload
provided by the clearing function to a multi-item setting while taking into account
the planned lead time concept. It is addressed in Chapter 5.
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Research question 3. How can workload be controlled dynamically in a multi-item
PU such that planned lead times are reliable?
So far we have considered settings where one resource is dominant (i.e. is the
bottleneck) in the flow of goods through the PU. This is also the setting for the
clearing function in Selçuk (2007). As the selection of PUs is part of the design of the
hierarchical planning system, one can argue that PUs should be selected in a manner
such that no PU contains multiple bottleneck machines. However, the designation
of a PU to each bottleneck resource may not be efficient as it implies that at most
one operation can take place on a product per planning period. The fourth research
question concerns a generalization of the third research question to the setting where
a PU has multiple bottleneck resources.
Research question 4. How can workload be controlled dynamically in a PU with
multiple (possibly shifting) bottleneck resources?

1.4.

Methodology

This research is in the realm of axiomatic quantitative models (cf. Bertrand and Fransoo,
2002). The departing point for this thesis is a set of conceptual models that
are related in a hierarchical production planning framework. We focus on the
SCOP and PU models and are interested in the interdependency between the
two models. The conceptual models are similar to those commonly found in
the inventory management literature (Silver et al., 1998) and production planning
literature (Hopp and Spearman, 2001).
We consider a SCOP model that is formulated as a linear program (Dantzig, 1963,
LP, cf.). LP problems are solved using the solver IBM CPLEX which is commercially
available and free for usage under an academic license. A key trait of the SCOP
model formulations that we consider is that they make use of planned lead times (cf.
de Kok and Fransoo, 2003; Spitter, 2005)).
For the analysis of the EPF in Chapters 3 and 4, we make use of the theory of
stochastic processes (cf. Harrison, 1986; Ross, 1996) and queueing and queueing
network models (cf. Kleinrock, 1975; Altiok, 1997; Chen and Yao, 2001). This theory
is also used in Chapters 5 and 6 to develop heuristic methods for generating constraints
for the LP formulation of the SCOP model.
The laboratory for our studies is a discrete event simulation model that is setup
along the lines of Law (2007). The simulation model is programmed in the Microsoft
C-Sharp programming language. We chose to build the simulation model in a
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programming language rather than existing simulation packages for speed, precision of
the simulation logic, the ability to include algorithms, the flexibility of data collection,
and versatility of the interface with other tools such as Microsoft Access and CPLEX.
We make extensive use of common random numbers in the comparison of different
algorithms.
A difficulty that one faces when comparing algorithms for SCOP is the fact that the
performance of an algorithm is measured by the customer service level on the one
hand, and the costs of holding inventory on the other hand. One algorithm may
yield a higher service level than others but may lead to higher inventory costs as
well. A technique that proves to be very useful in the comparison of algorithms is the
Safety Stock Adjustment Procedure (SSAP, cf. Kohler-Gudum and de Kok, 2002).
The SSAP is used to fix the service level of an algorithm at a pre-specified value by
installing an appropriate amount of safety stock. The safety stock is counted in the
inventory and consequently the algorithms can be compared on a single performance
measure (the cost of carrying inventory).
The SSAP basically shifts the entire net inventory sample path of a simulation run
up (or down) by simultaneously changing the initial net inventory and safety (target)
stock of items that face external demand. As the algorithm ”aims” for the target stock
and the initial deviation from the target stock remains unchanged, the SSAP leads
to precisely the same decisions in a simulation run if the exact same random number
stream is used (this property is called translation invariance). A histogram of the net
stock realizations is generated in the first simulation run. It is then determined by
which quantity the net inventory sample path must be lifted in order to get the target
service level. With the adjusted initial inventory and safety-stock, the decisions from
the initial simulation run are repeated to obtain the total inventory costs.
The SSAP does not lead to a cost-optimal plan as safety-stocks are determined for
end-items only. To date, there is no solution to the (near) optimal placement of
safety-stocks in general capacitated supply networks. However, previous research
by Whybark and Yang (1996) suggests that for most cost structures, the optimal
placement of safety stocks keeps the bulk of the safety stock at the customer enditems. Furthermore, it is not likely that one algorithm has a special advantage from
the SSAP so a fair comparison of the results is possible.

1.5.

Thesis outline

This thesis contains seven chapters. Following this introductory chapter where we
formulated the research questions, the hierarchical planning framework is discussed
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in Chapter 2, the research questions are addressed in Chapters 3 to 6, and Chapter 7
summarizes the conclusions.
In Section 2.1 we describe the elements of the supply network and its controls. We
briefly discuss the EPF, and its similarities to and differences with other hierarchical
production planning frameworks. This thesis contributes to this framework by
studying and extending the concept of anticipation. We discuss the anticipation
concept using the work of Schneeweiss (2003) and explain that anticipation for SCOP
generally falls in the class of implicit anticipation. We discuss how the implicit nature
of the anticipation model implies that there is unexplained variation of the model
variables.
In Section 2.2 we give a formal description of the PU and discuss the queueing network
representation and the fluid representation. We furthermore discuss existing workload
based order release mechanisms. One of these is the clearing function which we
consider to be the state-of-the-art in anticipation models for SCOP. In Section 2.3
we discuss the linear programming formulation of the SCOP model. A key trait of
the SCOP model formulation for this thesis is the use of planned lead times. We also
discuss the rolling schedule context in which the SCOP model is applied.
The anticipation model is the part of the SCOP model that captures the processing
capabilities of the PUs in the supply network. In the majority of the SCOP models
proposed in the literature the anticipation model is a deterministic representation.
In the rolling schedule setting, the workload is the PU is restricted by a parameter
that stipulates the maximum throughput of the PU over the planned lead time. In
Chapter 3 we analyze the performance of such a deterministic representation in the
stochastic context of SCOP. The choice of the workload constraint is non-trivial and
should be chosen in conjunction with the planned lead time. Chapter 3 addresses
research question 1.
The job shop is the most general representation of a PU. The classical representation
of a job shop is the aggregate queueing network (AQN). In Chapter 4, we investigate
when the AQN is an appropriate basis for an anticipation model. We study how well
the AQN approximates the throughput and workload dynamics in the PU and show
that there is a bias in the AQN approximation that depends on the heterogeneity and
balancedness of the processing times, the relative utilization rates of workstations
in the PU, and the dispatching policy. Clearing functions can be seen as dynamic
variants of the parametric-decomposition approximations of the AQN. In principle
they suffer the same bias as the AQN but appropriate fitting leads to an adjustment
of the shape-parameter that corrects for this bias.
In Chapter 5 we propose an anticipation model where stochastic consumption of
resource capacity is modeled over the planned lead time. We call this approach
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lead time anticipation (LTA). LTA has several advantages over approaches where
consumption of resource capacity is considered per period. In Chapter 3 it is already
shown that a better trade-off between the reliability of the planned availability of
goods and the efficiency with which resources are deployed is achieved with longer
planned lead times. Furthermore, LTA circumvents detailed stipulation of item
specific production quantities per period. It is explained in Section 2.3.3 why such a
detailed stipulation is problematic.
The aim of LTA is to obtain a lead time and material feasible schedule of order releases
that satisfies all requirements timely. Such a schedule may not always be possible.
For those cases where lead time feasibility is not possible, we compare two strategies
in Chapter 5. In the conservative strategy, lead time feasibility is enforced at the cost
of delayed release and planned availability of goods. In the optimistic strategy, lead
time feasibility is allowed to be violated if a higher workload level in the PU is needed
to maximize the expected output.
The LTA method proposed in Chapter 5 considers a PU consisting of a single
bottleneck resource. In Chapter 6, we propose an LTA method for a PU with
multiple workstations. To develop the LTA method for complex PUs, we make use
of the analysis presented in Chapter 4. The method of application of this analysis is
similar to the LTA method for simple PUs proposed in Chapter 5. First we solve an
uncapacitated SCOP problem to obtain an initial schedule of planned order releases.
We locally (per individual PU) evaluate the lead time feasibility of the schedule
and generate additional workload constraints for SCOP problem. With the added
constraints, the SCOP problem is reoptimized. The constraints are added for PUs
in a sequential manner such that changes in dependent requirements are taken into
account.

Chapter 2

Hierarchical production
planning
This chapter sets the stage for the remainder of this thesis. We describe
the Eindhoven planning framework and discuss important concepts in this
framework such as the PU, anticipation, rolling schedules, and planned
lead times. We propose a classification of uncertainty in hierarchical
production planning that is useful to understand that deterministic
planning models are applied in a context that is inherently stochastic.
We introduce the formal description of the PU and discuss common
mathematical representations. We also introduce the generic SCOP model
and deterministic formulations with exogenous and endogenous lead times.

2.1.

Introduction

Supply Chain Planning concerns a large collection of decisions taken over time that
coordinate the primary process of a firm (or multiple firms). These decisions are taken
at various organizational levels, with various levels of detail, concerning activities
over different time intervals and with different magnitudes of (financial) implications.
A classical ordering of these decisions was proposed by Anthony (1965). Anthony
distinguishes three levels of decision making: strategic planning, tactical planning
(management control), and operational control.
At the strategic level, organizational goals are established and decisions are taken
about the long term development of resources needed to achieve these goals. The
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decisions at this level are aimed to guarantee the continuity of the firm and have large
financial implications. Decisions include for example the placement and construction
of production facilities and warehouses, and the acquisition and disposal of production
equipment.
At the tactical level, it is decided how facilities and equipment are utilized to achieve
the organizational goals. This is the level where the Sales and Operations Planning
(cf. Olhager et al., 2001) of the firm takes place and decisions are often directly related
to the budget. Capacity levels, workforce, and aggregate production quantities for
families are decided on at this level. Tactical decisions also include targets for stock
levels and workloads, priorities, and lead times. If change-over of machine setups is
expensive or requires considerable time, also lot-sizes are determined at this level.
At the operational level, decision making is effective on shorter time intervals and
detailed information is available on the current and future state of the supply network
and future demand. At this level, detailed plans are made and executed to meet the
targets set by, and with the resources made available by the tactical planning level.
Decisions include the release of production orders to PUs, and the commence of
activities carried out in the PUs to produce these orders to plan.
In this thesis we are concerned with the operational control of the supply network.
A graphical representation of the supply network is shown in Figure 2.1. The
supply network consists of production units that are separated by stock points. The
production unit is a generic concept introduced by Bertrand et al. (1990) and is
defined as:
Definition 2.1. A production unit (PU) is defined by a class of controlled items
with for each controlled item a sequence of operations with corresponding material
and resource requirements.
A PU may be a single machine, a production line or an entire production facility.
It may also be a distribution step such as the transportation from a factory to a
warehouse. In this case, the transformation is defined by a geographical change rather
than a physical change of an item.
Associated to each controlled item (item for short) is a stock point where units of
this item are kept in inventory until they are used in subsequent production steps
or to fill customer demands. The PU carries out all transformation activities needed
to transform input items into output items. Input items are consumed from their
stock points the moment that a production order is released to a PU. This does not
necessarily mean that they are immediately withdrawn from stock but at least, the
items are allocated to the production order and cannot be used for production of
other orders. An important characteristic of a PU is that there are no controlled

2.1 Introduction

13

PU
PU
PU

PU

COPD
stock point

workstation

job queue

Figure 2.1 The supply network

stock points within it. Clearly, there may be materials waiting to be consumed in
operations but each unit of these materials is allocated to a specific production order.
From the EPF perspective, all inventory within the PU is thus allocated inventory
whereas all inventory in the (controlled) stock point is unallocated inventory (see also
Enns, 2001).
The concern of the PU is the deployment of available non-storable resources (resources
for short) such as machines and work force to execute the operations needed for the
transformation of items. The sequence of operations required to produce an item is
defined by the routing of the item. Associated to each step in that routing is a job class
and each order waiting for the respective operation to be completed is called a job
in that job class. An job may pass through several job classes before it is completed.
Our use of the terms job and job class follow the definition of Chen and Yao (2001).
In other literature the use of the terminology may be different.
The PU control (PUC) is self-contained with respect to the decision when to start
an operation for an order and which resources to allocate. The primary objective of
the PU is to complete an order before its due date. This objective together with the
availability of capacity of the resources determines the degree of freedom for decision
making in the PU.
Using the PU concept we define the supply network as follows
Definition 2.2. The supply network is a set of PUs separated by controlled stock
points, which add value to the goods flow and to which production orders are released
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by a central coordination authority.
We note that this definition of the supply network is specific to this thesis. A
more general definition of the supply chain includes non-centrally coordinated supply
networks such as pure pull systems.
The physical structure of the goods flow (i.e. input-output relations of items between
PUs) is defined by the bill-of materials (BOM). The BOM specifies the number and
type of each item consumed in the production of a unit of another item.
The PU receives production orders from a control level that is hierarchically positioned
directly above the PUC level. This level is called the supply chain operations planning
(SCOP) level. An order consists of an item, a quantity to be produced, and a due
date. According to de Kok and Fransoo (2003) it is the responsibility of the SCOP
level to
”coordinate the release of materials and resources in the supply network
under consideration such that customer service constraints are met at
minimal costs.”
There is a central control of order releases in the supply network. Put differently, the
boundaries of the supply network that is the object of our studies are given by those
PUs that receive their orders from a single central coordination authority called the
SCOP function. PUs in the network need not necessarily be part of a single firm
but we assume that agreements are made with subcontractors that are similar to
those made with company-owned PUs. The final stages of the supply network may
operate on a make-to-order (MTO) basis. These stages are excluded from the scope
of the supply network under consideration in this thesis. All last stages in scope
are thus followed by stock points that constitute the customer-order-decoupling-point
(CODP). The items in these stock points are referred to as CODP items.
It is the task of the SCOP function to balance the supply and demand in the
supply network. Specifically, it is the objective of the SCOP to satisfy demand for
CODP items timely while making efficient use of inventories and other resources
in the network. In the SCOP model, marginal costs are attached to the variables
corresponding to planned inventories and resource usage. There exists a substantial
body of literature on estimating these costs (see for example Kaplan (1983, 1988);
Johnson and Kaplan (1987)) . Service level targets are typically off-shelf availability
of CODP-items (see Chapter 7 of Silver et al., 1998).
We refer to the planning framework that we have described above as the Eindhoven
planning framework (EPF) that is extensively described by Bertrand et al. (1990) and
extended by de Kok and Fransoo (2003). The framework is graphically represented in
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Figure 2.2 Eindhoven framework of hierarchical production planning

Figure 2.2. The aggregate production planning level specifies the production volume
for the critical capacities in the PUs. Within these aggregate constraints, the SCOP
level plans the order releases at item level. Input to the SCOP level are furthermore
the actual inventory levels in the stock points and work-in-progress (WIP) levels in
the PUs, and a detailed forecast of future CODP item demand. The SCOP function
and PUC function are furthermore influenced by parameter settings that specify costs,
service targets, safety stocks, etc.
A parameter that is specifically of interest in this thesis is the planned lead time.
The planned lead time is essential to the coordination of goods flows in the supply
network.
Definition 2.3. The planned lead time of an item is the time between the release of
an order and the planned availability of the goods in the item’s stock point.
The planned lead time is input both to the SCOP level and to the PU level. It is
exogenous to the SCOP problem and should not be confused with the flow time of an
order. For the PU, the planned lead time determines the due date of orders released
to it. Note also, that the planned lead time is the time until the planned availability
of the order and not necessarily its planned downstream usage.
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Two elements of the SCOP function are displayed separately in Figure 2.2. The
goods flow model stipulates how materials are consumed and produced over time
in the supply network given the planned lead times and the BOM. The abilities and
limitations of the PU are captured in the anticipated PU model (anticipation model for
short). From the perspective of SCOP, the PU is a black box transformation of input
materials into output materials. The anticipated PU model is a representation of the
finite capacity that is used for production and is necessary for the planned production
to be reliable (i.e. to ensure that goods are available as planned with high probability).
The anticipation model is the object of study for this thesis. Anticipation is an
important concept in the work of Schneeweiss (2003), whose application to the EFP
we discuss below.

2.1.1

Schneeweiss’ hierarchical decision making

The hierarchical structuring of decision making introduces the challenge of coupling
decision making functions at different levels. A formal framework for the coupling of
decision making functions at different hierarchical levels is proposed by Schneeweiss
(2003). Decision hierarchies are described in terms of a top level and a base level
whose decision making functions are coupled through several recurring stages of
interdependence. The first stage of interdependence is anticipation. In this stage,
a decision is sought at the top level that has the intended outcome at the base level.
The decision is thus based on some model of the base level. Schneeweiss describes
anticipation as the bottom-up influence of the base level on the top level. The next
stage is called instruction and refers to the communication of the top level decision
to the base level. This stage is the top-down influence of the top level on the base
level. The last stage is ex-ante feedback. In this stage, information is collected about
the state of the PUs and stock points in the supply network which is used to update
the SCOP model.
We note that the ex-ante feedback is not explicitly considered to be a stage of
interdependence by Schneeweiss. We consider it nonetheless as it is important for the
principle of rolling schedules. Under rolling schedule-based planning, a production
plan is developed for multiple periods into the future. Future periods are taken
into account to foresee and respond to dependent requirements and future capacity
shortages. Only the planned order releases for the first period are instructed to the PU
such that decisions for later periods can take into account the ex-ante feedback at the
end of these periods. The rolling schedule thus creates options for future production
but is by no means fixed.
In Figure 2.3 we show the conceptual framework of Schneeweiss in the rolling schedule-
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based operational planning context. The PUC function is the base level and the SCOP
function is the top level. The PUC level ,FB , is a function that returns the starts of
operations taking into account the PUC objective, ΠB , and the PUC action space,
AB . The PUC objective is referred to by Schneeweiss as the soft constraints. These
are partially private and partially bottom-up. The private part may for example be to
minimize the amount of overtime used or to limit the number of setups on machines.
The bottom-up objective is to complete orders no later than their due date. The
action space is determined by the hard constraints. These constraints are derived
from the physical properties of the manufacturing system and cannot be violated.
Similar to the PU, the SCOP level has its own objective, ΠT , and action space,
AT . The SCOP objectives include meeting the service targets and minimizing the
inventories in the supply network. The action space is restricted by the availability of
materials. In addition, the SCOP level has a representation of the PUC level ,FT B .
This representation is called the anticipation model as it predicts the PU actions (and
outcomes), AF (t), at time t conditional on a preliminary instruction IN (t). The final
instruction (order releases) IN ∗ (t) is modified to take into account the anticipated
outcomes (availability of the completed order in the downstream stock point).
We assume that there is no possibility to negotiate instructions from the PU. This
restriction is only a modeling point of view. In practice such negotiations may take
place but we assume that these negotiations are ad-hoc and in the realm of human
interventions.

IN*(t)

PU control

implementation

effectuation lead time

FTB(ΠTB,ATB|ITB(t))

FB(ΠB,AB|IB(t’))

AF(t)

anticipation model
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Figure 2.3 Schneeweiss’ decision hierarchy
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Interesting entities in the framework in Figure 2.3 are IT (t), IT B (t), and IB (t′ ). These
entities represent the relevant information that is available at the times of decision
making t and t′ . For example, IT (t) includes demand forecasts and inventory levels,
and IB (t′ ) includes machine and workforce availability, setup states, and WIP levels.
The estimate of IB (t′ ) at the SCOP level that is input to the anticipation function
is denoted by IT B (t). In general, IB (t′ ) and IT B (t) are not the same. Firstly, the
information at the SCOP level is typically less detailed than the information at the
PUC level. Secondly, decisions in the PUC typically are made at a later time than the
decisions at the SCOP level (i.e. t′ > t). The mismatch between IT B (t) and IB (t′ ) is
called information asymmetry. Information asymmetry is a form of uncertainty that
is experienced at the SCOP level.
Schneeweiss distinguishes four types of anticipation.
• In explicit exact anticipation, there is no difference between the PU decision
function and the anticipation model. Information asymmetry may still exist due
to the fact that decisions are taken at different points in time, but in principle
the top level has access to precisely the same information as the base-level.
• In explicit approximate anticipation, all aspects of the base level decision
function are represented in the anticipation function but some aspects are
approximated. As an example, Schneeweiss mentions the replacement of
a characterization of the entire distribution of a random variable by its
expectation.
• In implicit anticipation, it is attempted to capture the ”behavior” of the PU
that is relevant to the SCOP level in a model that is different from the PU
decision function.
• In non-reactive anticipation, the anticipation function is effectively absent. The
behavior of the PU is captured in generic characteristics only that do not depend
on the order release decisions.
Roughly speaking, explicit anticipation refers to those instances where FT B = FB
and exact anticipation refers to instances where IT B = IB . Non-reactive anticipation
models are typically found in the inventory management literature where it is assumed
that an order has an exogenous lead time that is independent of the state of the PU
and the size of the order. A similar non-reactive anticipation model is found in
Materials Requirements Planning (MRP).
Explicit anticipation is not common in rolling schedule-based planning. The reason
for this is that PU decisions are mostly taken online and for individual jobs whereas
the planning decisions are taken at release epochs only and have a lot focus. Events in

20

Chapter 2. Hierarchical production planning

continuous time are not explicitly modeled in rolling schedule planning as individual
jobs are not modeled. In most production scheduling literature, the dynamics in the
PU are modeled in terms of input and output processes that are homogenous within
the planning period. An exception is the work of Dauzère-Pérès and Lasserre (2002)
who propose a hierarchical structure with an anticipation function that mimics the
scheduling procedure at the PU level. The SCOP problem is solved by iterating
between a lot sizing (planning) module and a scheduling module.
Another example of explicit anticipation functions are iterative simulation and optimization approaches (see for example Hung and Leachman, 1996; Byrne and Bakir,
1999; Kim and Kim, 2001; Byrne and Hossain, 2005). If the base level follows a
fixed set of rules that are precisely mapped onto the simulation model, then the
simulation model can be thought of as an explicit anticipation model. Apart from
the question to what extent it is possible and practical to develop and maintain
such a simulation model, convergence of such iterative approaches is not guaranteed.
Although some favorable simulation results with respect to convergence have been
found by Irdem et al. (2010)), this convergence is not consistent in the sense that the
deviations between planned values and simulated values becomes smaller with each
iteration.
With a few exceptions, anticipation functions for SCOP are thus implicit. Particularly,
an abstraction is made from the events occurring in continuous time. Besides, the
PUC function is typically not modeled explicitly. Resources are sometimes represented
collectively by a single aggregate resource or are omitted altogether if they are of little
influence to the dynamics in the PU. Abstractions of this sort are made for several
reasons. Firstly, computational tractability of the SCOP model is a concern. Secondly,
detailed stipulation of the PU decision making function would take away the decision
authority from the PU which is in conflict with the principles of hierarchical planning.
Besides, information asymmetry makes the detailed information upon which detailed
decisions are based uncertain. Consequently, the explicit anticipation model need not
necessarily be more accurate than the implicit anticipation model. Whereas explicit
exact anticipation implies that it is possible to formulate a monolithic model, implicit
anticipation implies the existence of multiple decision levels and therefore hierarchical
production planning.

2.1.2

Hierarchical decision making and uncertainty

Hopp and Spearman (2001) notice that there are two types of variation in production
systems: controllable variation and random variation. Controllable variation is the
direct consequence of decisions whereas random variation is beyond our control. In
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the setting of HPP, this definition is ambiguous. Indeed, the monolithic perspective
on production planning entails there is a single decision function and our refers to the
firm as a collective. The difference between ”controllable” and ”random” is defined
by whether or not the firm can influence it or not. The variation concept of Hopp &
Spearman is applicable to a single decision function. On the other hand, in the setting
of HPP there are multiple decision functions and the question which is controllable
variation and which is random variation depends on the level in the hierarchy. More
specifically, it depends on the model used at a specific level. The distinction between
controllable variation and random variation is thus partly a matter of the design of
the HPP system.
Some events cannot be controlled directly at a specific level but can still be influenced
or at least anticipated. It is therefore instructive to talk about explained variation and
unexplained variation with regard to a specific model. Variation that is explained by
a model is the part of the dynamics in the production system that is predicted by the
model given the recorded state of the system and higher level inputs (e.g. aggregate
plans, parameters, and forecasts). Variation that is not explained is the part of the
dynamics that cannot be known (a priori) or that is simply not modeled. Note that
the unexplained variation may still be controlled at a lower hierarchical level. Note
furthermore that, even though the information is available, not all information is
necessarily utilized in a model whereby the part of the variation that is explained
may be smaller than the part of the variation that in principle can be explained.
An example are time phased planning and scheduling models where, although it is
possible to determine the occurrence of individual events, only the aggregate number
of events is accounted for in the model.
Unexplained variation is often referred to as uncertainty. We distinguish three
types of unexplained variation in HPP: environmental uncertainty, information
asymmetry, and artefactual uncertainty. Environmental uncertainty is the difference
between reality and the part of reality that can be captured in a model. In most
manufacturing and distribution systems literature where uncertainty plays a role, it
is considered to be an environmental phenomenon. On the one hand there is the
area of inventory management (see for example Silver et al. (1998); Zipkin (2000))
where the supply network faces stochastic periodic demand and the challenge is to
minimize stock levels subject to customer service level constraints. On the other hand
there is the area of production planning (particularly of job-shops, see for example
Buzacott and Shanthikumar (1993); Altiok (1997)) where the production system faces
order arrivals with stochastic times between them, where processing times are random,
and where the challenge is to balance load with capacity such that the variability of
throughput times is controlled.
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Types of environmental uncertainty that are commonly considered in manufacturing
systems are:
• processing and setup time uncertainty
• capacity uncertainty
• machine break-downs
• yield uncertainty
Processing time uncertainty is perhaps the most studied type of uncertainty,
particularly in the context of queueing models (cf. Kleinrock, 1975; Tijms and Wiley,
2003) and queueing network models (cf. Jackson, 1957; Baskett et al., 1975; Whitt,
1983; Bitran and Tirupati, 1988)). Capacity uncertainty is studied in the context
of inventory management in Ciarallo et al. (1994) and yield in Henig and Gerchak
(1990). A review on models considering machine outages is Li et al. (2009).
Uncertainty also has an important secondary effect. PUs typically have multiple
resources that carry out operations for an order. Delay of one operation affects the
start of the other operation and in this way uncertainty propagates through the PU.
Hopp and Spearman refer to this propagation of uncertainty as flow variability. It
is well known from the theory on queueing models that flow variability increases the
waiting time of jobs before resources.
Another source of unexplained variation that is inherent to HPP is information
asymmetry. Information asymmetry refers to the fact that the information status
at the time of decision making differs for the various hierarchical levels. In Figure 2.3,
the information asymmetry is the difference between IT B (t) and IB (t′ ). Information
asymmetry has two causes. Firstly, the lower level typically has more detailed
information than the higher level (i.e. IT B (t) 6= IB (t)). The operator who is
responsible for starting an operation on a machine sees more than the master planner
does when releasing orders to the PU. Secondly, the decision at the lower level is
taken at a later time (i.e. t′ > t) and therefore, the decision maker at the lower level
can take into account recent events that the higher level decision maker cannot. As
a result, the actions at the lower level deviate from the anticipated actions even if
the lower level is explicitly modeled. Such actions may concern for example setups,
dispatching and sequencing, and batch sizes.
Whereas environmental uncertainty and information asymmetry are types of unexplained variation that are perhaps unintended or uncontrollable, there is also a part
of the unexplained variation that is artefactual. Where information asymmetry refers
the part of the information that is available, artefactual uncertainty refers to which
part of the information is used and in which way. Artefactual uncertainty is the part
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of the variation that is left unexplained through the choice of design of the model.
This is particularly true for the anticipation function. In Figure 2.3, artefactual
uncertainty is the difference between FT B and FB . For reasons previously mentioned,
the anticipation model is usually an implicit representation of the PU. Many details
are ignored in the model to make the SCOP model tractable. One example is the
time phased nature of rolling schedule planning. Details about the individual events
in a period are discarded and instead, only the count of certain event (e.g. arrivals,
departures) are tracked. As a result of ”leaving out the details”, the anticipated
dynamics in the PU differ from the actual dynamics even if there is no environmental
uncertainty or information asymmetry. Consider the following simple example. Every
three days, a customer places an order with a company that operates a planning with
time buckets of a week (no weekends). Demand for this customer is modeled as the
quantity ordered per time bucket. That is, the demand for this customer is 2.33 on
average with a standard deviation of 0.47. This standard deviation is a measure of
the unexplained variation of demand for this customer which is entirely artefactual
for the time between two orders is precisely known. Another example of artefactual
unexplained variation is the aggregation of item or job types. Due to the aggregation,
type specific information such as processing time or routings is lost.
It is often not possible or practical to isolate various types of uncertainty and
characterize the related variables separately. Oftentimes, the available (historic)
information does not identify the precise source of variations and even if it does,
the number of observations for each specific type of variation may be too small to
characterize them reliably. Also from a modeling perspective it is preferable to limit
the different types of variation in order to keep it simple and tractable. Indeed, it is
argued by Hopp and Spearman (2001) that it is often not relevant to know the type
of uncertainty in production processes. One is typically interested in the effect of the
uncertainty on the flow in the PU. It does not matter whether a delay in an operation
is caused by unavailability of an operator or a machine breakdown.
An important concept in the description of the flows of materials in the PU is
the effective processing time (EPT). The EPT is the processing time seen by an
outside observer and incorporates all unexplained variation including constructional
unexplained variation such as setups or aggregation of job types. It is defined as
the time between two subsequent departures at a workstation minus any idling of
the workstation that may have occurred in between those two departures. EPT’s
are explicitly defined in Hopp and Spearman (2001) but arguably they are implicitly
used in all manufacturing literature. For an extensive discussion of the EPT and
applications, see Lefeber and Armbruster (2011).
To conclude this section, we note that it is quite common in models of manufacturing
systems to assume that the world is deterministic. Hopp and Spearman (2001) note
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that the probabilistic interpretation of such a model is that it describes the first order
effects. The variables in these models are the means or expected values of the actual
random variables involved. The deterministic representation is a means to reduce the
complexity of the system to allow for optimization. Deterministic models can usually
be formulated as linear programs which can be solved efficiently for realistically sized
problems.
Although optimization of the first order effects of decisions in a planning problem
is often sufficient, there is an important drawback of the deterministic view in that
it ignores the impact that second order effects on a resource have on the first order
effects at other resources. These relationships are typically non-linear and result
in stochastic programming models that are notoriously difficult to solve. Although
there have been considerable advances in the theory on stochastic programming
(cf. Birge and Louveaux, 1997) and nowadays software packages are available (e.g.
Kall and Mayer, 1996), the instances that can be solved are still not of the scale
found in real life manufacturing settings.
Even though we have to rely on LP (deterministic) model formulations to solve
complex planning problems, it is important to evaluate the performance of such
models and tune their parameters taking into account the stochastic setting in which
they are deployed. The previously mentioned stochastic programming models can
be used to this end (see for example Dempster et al. (1981)). In Chapter 3 we
propose an evaluation using a queueing model and demonstrate the importance of
considering the inherently stochastic context of production planning when designing
and parameterizing the LP model.

2.1.3

Relation to other HPP frameworks

Hierarchical production planning (HPP) has various advantages over integrated or
monolithic production planning. First and foremost it is in line with the prevalent
industrial practice to place decisions authority at the lowest or most decentralized part
of the organization that is competent. A principle from control theory states that the
authority and responsibility to make decisions should be matched with the authority
to control (cf. de Kok and Fransoo, 2003). Besides, detailed decisions made at lower
organizational levels typically take effect over shorter periods of time requiring shorter
planning horizons. Secondly, including all details in a single model leads to a largescale formulation that becomes computationally too expensive to solve. Frequent
updating of the details exacerbates this problem. Thirdly, central collection of the
data that is input to such a model is a considerable effort that leads to delays and
high costs.
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There are various frameworks described in the literature, of which the most important
are the MIT framework of hierarchical production planning (cf. Hax and Meal, 1973;
Bitran et al., 1981, 1982; Hax and Candea, 1984; Bitran and Tirupati, 1993) and the
MRP II framework (cf. Vollmann et al., 1984). Similar frameworks are for example
proposed in Miller (2002); Silver et al. (1998); Hopp and Spearman (2001).
The MIT framework focusses on the aggregation and disaggregation of decisions as a
means of complexity reduction in a way that is largely analogous to decomposition
techniques found in mathematical programming (see Shapiro, 1979, 1993). There are
three levels of aggregation in the MIT framework: items are aggregated into families
and families into types. Items of the same type are similar in terms of processing
times and costs. Products belonging to the same family furthermore share the same
setups on machines such that change-overs are required only when a product from
another family needs to be produced. Finally, items may differ in characteristics such
as color, packaging, and size.
Various papers treat the aggregation and disaggregation of plans (see for example
Axsater, 1981; Axsäter, 1986; Rogers et al., 1991). The main concern is to obtain
plans at various levels that are consistent (do the quantities match) and feasible
(does the detailed availability of materials and resources permit a disaggregation of
the plan) (cf. Gelders and van Wassenhove, 1982)). Note that these considerations
are relevant only if there is no information asymmetry.
Although the MIT framework allows for management interaction at each hierarchical
level, the objective of the hierarchical decomposition it to create a computationally
tractable problem. Hierarchical levels are not clearly defined in terms of responsibilities and organizational scope. Decisions at various level are taken at the same moment
in time and there is no difference in the type of information available at various levels
(i.e. there is no information asymmetry).
Another important HPP framework is Materials Resource Planning (MRP II) which
is widely used in practice. It owes its popularity to the American Production
and Inventory Control Society (APICS) who embraced MRP II as the solution
to the planning of supply chain operations. Whereas the MIT framework starts
from a capacity planning problem, the core of the MRP II framework is materials
coordination. The MRP II framework has three hierarchical levels: long-range
planning, intermediate-range planning and short-term planning.
The long-range planning level is an aggregate level where capacity availability is
matched with the planned production volumes. This is the level where the Sales &
Operations Planning (S&OP) (cf. Olhager et al., 2001) takes place. Families of items
are planned at this level that have similar demand and production requirements. The
input to the S&OP process is a long term aggregate forecast of demand. The planning
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periods are long (e.g. a month).
At the intermediate-range level, the family planning is disaggregated into requirements
for individual CODP items using a detailed short-term forecast. Planning periods
at this level are shorter than at the long-range planning level (e.g. a week). The
result of the disaggregation step is the Master Production Schedule (MPS) which
is subsequently translated into planned releases of orders through the Materials
Requirements Planning algorithm. Checks for capacity and materials availability
can take place at this level. However, these checks only create warnings (exceptions)
that need to be addressed by the human planner. They are not actually taken into
account in the planning algorithm.
The short-term level is concerned with the coordination of the load of the resources.
The primary decision taken at this level is the moment of dispatching of a job.
Dispatching decisions are taken online. That is, they are triggered by events (e.g.
the completion of processing a job) and not taken at fixed points in time. They
are furthermore based on relatively simple rules (e.g. operation due date, shortest
processing time, workload rules etc.).
In the MRP II framework, the allocation of material shortages is the responsibility of
the short-term order release function. Such an allocation is clearly a myopic decision
as the dispatching of jobs does not change the MRP schedule. Consequently, materials
are allocated to jobs that are dispatched first rather than to jobs that have the highest
priority.
In summary, the major differences of the EPF with the MIT framework and the
MRP II framework are the PU concept that introduces locality in decision making
(the PU needs only to consider the deployment of its own resources and not material
availability) and the concept of anticipation which allows separated decision making
functions.

2.2.

Models of the production unit

The PU is an important concept in complex supply networks. A fundamental reason
why the production process needs to be separated into PUs lies in granularity of
decision making. Because order release decisions are made periodically at the SCOP
level and input materials need to be available in the upstream stock point before the
order release decision, there is a limit to the amount of detail that can be modeled.
The earliest time at which controlled items produced in one PU are planned to be
available as input material to the next PU, is one period after their release. Therefore,
if a controlled item is defined for each operation (i.e. each operation constitutes a
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PU), then operations have a minimum lead time of a single period. Many production
processes consist of a large number of operations. Defining a controlled item for
each operation would then lead to unacceptably long cumulative lead times. One
solution is to reduce the length of the planning period and by doing so, increase the
granularity of the goods flow model. However, the number of variables and thus the
complexity of the problem increases proportionally. Instead, the EPF approach is to
group operations in PUs. Due to the coordination of goods flows between PUs at the
SCOP level, the PU is guaranteed to receive only production orders for which material
is available. No allocation of intermediate items takes place between operations as
each unit of intermediate materials is allocated to a production order. It is the concern
of the PU to sequence operations and balance the load on capacity resources such that
the production orders are completed within the planned lead time.
From the perspective of SCOP, the PU is a black box that transforms input-items
into output-items over time. Its function is graphically represented in Figure 2.4.
The horizontal difference between the cumulative input and the cumulative output is
called the flow time (sometimes also referred to as the cycle time). The flow time is
the time between the release of an order and the availability of the associated output
items in the downstream stock point. We use the term flow time and not lead time
to avoid confusion with the term planned lead time which is the horizontal difference
between the cumulative input and planned cumulative output. This is the time that
is allowed for the production of an item in the PU.

cumulative input (R)
cumulative output (X)
planned cumulative
ˆ
output (X)
load cleared in
planned lead time

flow time (F)
workload (W)

planned lead time (τ)

Figure 2.4 Black box representation of the PU

It is essential to the proper functioning of SCOP that the flow time does not exceed
the planned lead time. Delayed availability renders the schedule of planned order
releases for downstream PUs infeasible or leads to customer order backlog. We say
that a schedule of planned order releases is lead time feasible if, at any time, the
flow time of the order that is last to be completed among the current orders, does
not exceed the planned lead time. The flow time of this order is equal to the sum
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of processing times of its operations plus the cumulative time that the order spends
waiting until resource capacity comes available.
The PU may consist of multiple resources. If furthermore routings are job type specific
then we call such a PU a job shop. The job shop is the most generic type of PU. Other
types of PUs such as the single resource PU and the flow shop can be considered special
cases of the job shop. The job-shop has been studied extensively in the literature as
the classic example of a queueing network. We develop an anticipation model for a
PU of the job shop type in Chapter 6.

2.2.1

Descriptive models of the PU

In this section we give a formal description of the conceptual model of the PU that
we consider in this thesis. That is, we describe the insides of the black box. This
general description serves as a basis for the analysis and development of anticipation
models in the rest of this thesis. The input to the model are the SCOP order release
decisions and the output that is of interest is the curve in Figure 2.4. We also discuss
the relation to the open queueing network model and the fluid model.
A formal description of the PU
The PU is a network of workstations that can execute various operations. Each order
released to the PU becomes a job that undergoes a predefined sequence of operations
on the workstations in order to be produced. This sequence of operations is called
the routing of the order. Each operation is uniquely assigned to a routing and occurs
only once on that routing. The class of a job is defined by the next operation for a job
that needs to be completed. A job may thus change job classes several times before
it is produced. An operation is always executed on the same workstation so there is
a unique workstation associated with each job class.
The PU has the following properties:
1. Each workstation consists of a single server with job class dependent, possibly
stochastic processing times
2. Routings of jobs are deterministic and item-dependent
3. There are no transit times between workstations
4. Workstations operate in a work conserving manner and processing is not
preempted
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The set of workstations in the PU is denoted by M and workstations are indexed by
m = 1, 2, . . . , |M| . The set of job classes is denoted K and job classes are indexed by
k = 1, 2, . . . , |K| . The workstation where the operation for class k jobs is carried out
is denoted by ̺(k) and the set of job classes processed on a workstation is denoted by
Km = {k ∈ K : ̺(k) = m}. We also define the constituency matrix K with elements
Kmk = 1 if ̺(k) = m and Kmk = 0 otherwise.
We assume that each item has a fixed transfer lotsize and that the size of each job
equals this transfer lotsize. (Note that multiple orders per period may be released for
an item.) Job routings are specified in the matrix P with Pk′ k = 1 if a job in class
k ′ enters class k upon completion of its operation and Pk′ k = 0 otherwise. The set
of routings (items produced) in the PU is I and we index the routings according to
the corresponding item (i.e. i = 1, 2, . . . , |I|). A routing is formally defined by the
sequence of jobs classes (k1 , k2 , . . . , kn ) such that Pkj ,kj+1 = 1, j = 1, . . . , n − 1 and
∀k : Pk,k1 = 0, Pkn ,k = 0. We define H to be the matrix with elements Hki = 1 if k
is the first class on the routing of i and zero otherwise.
The dynamics in the shop are described by the following variables
Ri,t
Lk (t)
Ak (t)
Xk (t)

Quantity (number of orders) released on routing i at the start of
period t
Queue-length for job class k at time t, including the one in service
Cumulative number of arrivals of jobs of class k at the workstation
up to time t
Cumulative number of departures of jobs of class k from the
workstation up to time t

The (column-)vector with elements Ri,t , i = 1 . . . |I| is denoted Rt , and L(t), A(t),
and X(t) are defined similarly for k = 1, . . . , |K|. Ak (t) includes the jobs already in
queue at time zero such that the number of jobs queueing or in service at time t is
L(t) = A(t) − X(t).

(2.1)

Without loss of generality, we assume that time is scaled such that each planning
period is of unit length. The cumulative arrivals to the workstations are given by
A(t) =

⌊t⌋
X

H Rs + P′ X(t),

(2.2)

s=0

where ⌊t⌋ denotes the largest integer smaller or equal to t.
Remark (A note about notation). Throughout this thesis we indicate a point in
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time on the continuous time axes in parenthesis. If the variable is associated with
an increasing process (e.g. cumulative arrivals), then we refer to the cumulative
process unless otherwise stated. If we use two time indices in parenthesis, then the
accumulation runs over the time interval in between. For example, Xk (t) = Xk (0, t)
denotes cumulative departures in the time interval [0, t). If the variable is associated
with a state (or a process that is not monotone), then we refer to the value of the
process at that time. For example, Lk (t) is the WIP at time t. A point in time on a
discrete time scale is denoted by a subscript. We will often use the continuous time
analogy to clarify the order of events in a period. In general we assume that continuous
time is scaled such that intervals are of unit length. For example, Xk,t = Xk (t, t+1) is
the cumulative departures in period t, and Rt are the order releases at time t. Finally,
we use the notation .̂ to denote the planned value for the corresponding variable. For
example R̂t denotes planned order releases at the start of period t.
Let vk,n , n = 1, 2, . . . be the time needed to process the nth job in class k that starts
service after time zero, let vk,0 be the remaining processing time for the job in class
P
k that is already in service at time zero, and let Vk (n) = ns=0 vk,n . Furthermore,
let Sk (t) be the amount of processing time received by jobs in class k up to time t.
Assuming that no multiple jobs within a class receive partial service at a workstation,
the output is given by
Xk (t) = sup{n : Vk (n) ≤ Sk (t)}

(2.3)

The processing time received by a job in service at time t that is partially processed
is denoted by νk (t) :
νk (t) = Sk (t) − Vk (Xk (t))
(2.4)
Without loss of generality, we assume throughout this thesis that there is unit amount
of available processing time in a period. The following constraint then represents the
capabilities of the workstation.
X dSk (t)
≤ 1.
dt

(2.5)

k∈Km

The difference between the amount of service received by jobs and the available time
for processing at workstation m is called the idle time which is denoted by Ym (t) :
X
Sk (t)
(2.6)
Ym (t) = t −
k∈Km

A quantity that plays an important role in this thesis is the workload. The direct
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workload for a job class k is denoted by Wk (t) and is formally defined as
Wk (t) = Vk (Ak (t)) − Vk (Xk (t))

(2.7)

We also define the total workload T Wk for a job class k as the amount of work that
remains to be done for orders that are released to the PU but not yet fully processed
in job class k. First we define the visiting rate matrix Φ as follows:
Φ

=
=

2

I + PT + PT + . . .
−1
I − PT

(2.8)

where I denotes the identity matrix. Element Φk,k′ is the number of times that a
job in class k ′ passes through class k before leaving the PU. Let Φk be the k th row
vector in Φ, then the total workload in class k is then defined as
T Wk (t) = Vk (Φk A(t)) − Vk (Xk (t))

(2.9)

The aggregate direct workload at workstation m is defined by
X
Wk (t)
Zm (t) =

(2.10)

k∈Km

and tot aggregate total workload by
T Zm (t) =

X

T Wk (t)

(2.11)

k∈Km

The system of equations is subject to a number of constraints. These include the
nondecreasing property of the cumulative processes
dAk (t)/dt ≥ 0,

dXk (t)/dt ≥ 0,

dSk (t)/dt ≥ 0,

dYk (t)/dt ≥ 0

and the non-negativity of the queues
Lk (t) ≥ 0,

Wk (t) ≥ 0

We furthermore assume that a workstation processes one job class at a time. That
is, there is no partial processing which can be formally expressed as
νk (t)νk′ (t) = 0,

for all k 6= k ′

Finally we assume that workstations are operated in a work conserving manner. That
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is, a workstation will only idle if there is nothing to do. This assumption is formally
expressed as
Zm (t)dYm (t) = 0
We have not defined the sequence in which jobs are processed at the workstations.
Sequencing jobs in the PU is a task of the PU control function and we assume that
the sequence in which jobs are processed is not known a priori at the SCOP level.
Many different methods are described in the literature to execute the sequencing task.
These methods are either dispatching policies or detailed job scheduling algorithms.
Dispatching policies are simple rules that prescribe which job should be selected
next from the available jobs at a workstation. Dispatching policies typically aim
to minimize the lateness of orders. For an overview of dispatching policies see
Baker (1984); Ragatz and Mabert (1984); Cheng and Gupta (1989). Scheduling is
concerned with the determination of the start times and sequence of operations for
a specific set of orders. The typical criterium in scheduling problems is to minimize
the makespan (time to latest completion) of the set of orders. For an overview, see
Lawler et al. (1993).

The queueing network
A classical representation of the job shop is the queueing network model. In
the queueing model, orders arrive in unit size and according to a continuous
stationary process. The time between two (external) order arrivals for the same
item is assumed to be independently and identically distributed(i.i.d.). Also the
processing times of jobs in the same class are assumed to be i.i.d. Characteristics
such as average queue lengths and flow times of the queueing network in steady
state have been studied extensively in the literature. Classical references include
Jackson (1957); Baskett et al. (1975); Kelly (1975) for open queueing networks, and
Gordon and Newell (1967) for closed queueing networks. A textbook on queueing
networks is for example Chen and Yao (2001).
This section is about the open queueing network. Closed queueing networks can be
used to analyze job shops where the number and mix of jobs in the shop is more or less
constant over time (reviews are for example Koenigsberg (1982); Buzacott and Yao
(1986)). In this thesis however, we are interested to know what the behavior of a PU
is when the number and mix of jobs change over time (i.e. input is a rolling schedule
of order releases). For this reason we do not consider closed queueing networks here.
We note‘however that open queueing networks in steady state with restricted capacity
can be analyzed approximately as a closed queueing network (see Dallery, 1990). Such
approximations are not within the scope of this thesis.
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It is helpful to define a number of steady state characteristics (assuming that such a
steady state exists). The long run average arrival rate λk and processing time µ−1
k
are (assuming that the limits exist)
λk = lim

t→∞

E [Ak (t)]
,
t

µ−1
k = lim

n→∞

Vk (n)
n

and the long run squared coefficient of variation of the interarrival times c2a and the
processing times c2v are defined by
N
1 X 2
ak,n − 1,
N →∞ N
n=1

N
X
1 2
vk,n − 1
N →∞
N
n=1

c2a,k = λ2k lim

c2v,k = µ2k lim

where
ak,n = inf{t : Ak (t) > n + 1} − inf{t : Ak (t) > n}
is the time between the nth and n + 1th arrival of a job in class k. The utilization
rate ρm of a workstation is
X λk
ρm =
µk
k∈Km

Under strict assumptions, the characteristics of the queueing network in steady state
can be derived exactly. In particular, service times need to be exponential and
identical for all job classes (for FCFS regimes) and external arrivals must follow a
Poisson process. An approach to approximate more general networks are parametricdecomposition methods. In parametric-decomposition methods, the workstations in
the queueing network are analyzed in isolation and expected flow times of jobs are
given by the sum of the sojourn times at the individual workstations. The pioneering
work in this area is the Queueing Network Analyser (QNA, cf. Whitt, 1983).
Decomposition approaches result in a system of three sets of equations. The
first set describes the aggregation of arrival processes to the workstations. This
step approximates the rate and coefficient of variation of a single aggregate job
class arriving to a workstation. The second set of equations describes the flow
through the workstations. This results in an approximate characterization of the
departure process of the aggregate job class by the total rate and the coefficient
of variation of the interdeparture times. The last set of equations describes the
disaggregation of the aggregate output process into output processes for the individual
job classes. Improvements over the original QNA equations have been proposed for the
disaggregation step in Bitran and Tirupati (1988); Suri et al. (1993); Whitt (1994).
The system of equations is solved to get a characterization of the arrival process and
processing times of the aggregate job class at each workstation. Each workstation is
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subsequently analyzed as a GI/GI/1 queue in isolation which provides mean queuelengths and sojourn times for the workstations.
Fluid models
Another representation of the job shop is the fluid model or bath-tub/funnel model
(Wiendahl, 1995; Kingsman, 2000). The fluid model abstracts from the discrete nature
of arrival and departure events at the workstations. The dynamics in the PU are
expressed in terms of continuous input and output rates for workstations. Individual
jobs are not distinguished and there are no starts or ends of processing times. (The
workstation is processing ”fluid” from a ”buffer” at a specific rate.) The essential
simplification made in the fluid model is in equation (2.3) which is replaced by
Xk (t) = µk Sk (t)

(2.12)

where µk is the (constant) rate with which jobs in class k are processed. That
is, cumulative output for a class is instantaneously increased with processing time
received by the jobs in that class and processing times are equal for all jobs in that
class.
Since individual jobs are not distinguished in the fluid model, there is no job in
service. Instead, at some time t the workstation is spending a fraction sk (t) of its
outflow capacity on jobs in class k. The time dependent vector s(t) represents the
dispatching policy in the PU. If the outflow rate for a workstation is less than the
inflow rate, fluid accumulates in a buffer in front of the workstation. The outflow rate
for class k at time t is µk sk (t). The inflow of class k ′ due to processing class k fluid
th
diagonal
is Pkk′ µk sk (t). Let M be the |K| × |K| diagonal matrix with µ−1
k as its k
element. The inflow-outflow matrix Ξ is defined as

Ξ = I − PT M−1

The element Ξk′ k should be interpreted as the rate at which the buffer of class k ′
fluid is depleted by processing class k fluid. This quantity may be negative in which
case the buffer of class k ′ fluid is growing. Since there are no individual jobs in the
fluid model, a workstation may ”serve” multiple queues simultaneously. The ”buffer
content” is given by
L(t) = L(0) +

⌊t⌋
X
s=0

H R(s) −

Z

t

Ξ s(s)ds

(2.13)

s=0

The total fraction of its outflow capacity that is used cannot exceed unity and sk (t)
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may not be negative. Together with the non-negativity constraint for the queue-length
we get
Ks(t) ≤ e,
(2.14)
L(t), s(t) ≥ 0,

(2.15)

where e denotes the unit column vector. Let τ denote the planned lead time. The
total amount of fluid that must be cleared by a workstation within the planned lead
time is M Φ L(t). That is:
Z

t

t+τ

s(s)ds ≥ M Φ L(t)

(2.16)

In the discrete time version of the fluid model, the fraction s(t) = s⌊t⌋ is constant
during a period and the equations become
Model 2.1 (Fluid model)

Lt+1 = L0 +

t
X
s=0

(HRs+1 − Ξ ss ) ,

Kst ≤ 1,
t+τ
−1
X
ss ≥ M Φ Lt ,

(2.17)
(2.18)
(2.19)

s=t

Lt , st ≥ 0, t = 0, 1, . . .

(2.20)

The fluid model representation of a discrete parts production system is justified if the
total processing time of an order is small relative to the length of the planning period.
In that case, the time that a workstation spends on processing an individual job is
small. If batching of jobs occurs at a workstation or if jobs consist of large lots then
the discrete nature of the flow becomes more important and the fluid model may be
less appropriate. We compare the fluid model with the queueing network model in
Chapter 4.
A well known example of a fluid representation of a manufacturing system is the
General Framework proposed by Hackman and Leachman (1986). A central concept
in the framework of Hackman and Leachman is the dynamic production function that
maps a vector of instantaneous inputs to instantaneous outputs of some type. Inputs
may be both materials and capacity of resources (applied non-storable services). The
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rate at which inputs are consumed and outputs are produced is determined by the
activity intensity.
Hackman and Leachman notice that the assumption that processes occur instantaneously is unrealistic. As a resolution to this problem, they propose to include time
lags in the model. Time lags either specify the time between the withdrawal from
stock of materials and their actual application, or they specify the time between
the activity and the corresponding output. These time lags are fixed delays and
only affect the relation between outflow and inflow of subsequent workstation for an
individual job class. They do not capture congestion effects that occur in job shops.
The time between the input of work at the first workstation and the corresponding
output at the last workstation is independent of the amount of work in the PU.
Consequently, the flow time of an order depends only on the bottleneck workstation
(i.e. the workstation whose capacity is fully utilized) in the routing of the order.
In later work (Hackman, 2008), it is attempted to accommodate queueing effects
by letting the time lags depend on the buffer lengths. Binary variables are used to
designate specific time lags to ranges of buffer lengths.
Hackman and Leachman propose discrete time approximations for their model.
In discrete time approximations, the rates in the fluid model are assumed to be
homogenous within a period. The discrete time approximation can be solved for
example by the simplex algorithm. Under certain conditions, similar techniques can
be used to solve the continuous time version of the fluid model (cf. Weiss, 2008). In
particular, these conditions imply that rates at different time points cannot be related
in a constraint. The time lag model of Hackman and Leachman does not satisfy this
condition.
As noted by Zijm and Buitenhek (1996), if releases to the PU are made periodically,
the first workstation on a routing often faces a high workload at the start of a
period and a low workload at the end of a period whereas the last workstation of
a routing faces the heavy load near the end of the period. This phenomenon is not
well represented by the fluid model as load to all workstations is smoothed out over
the period.

2.2 Models of the production unit

2.2.2

37

Order release models for the PU

Central in the management of flow times is the control of workload in the PU.
The importance of workload on the performance of the PU is recognized by many
authors. Zäpfel and Missbauer (1993a) note that the workload in the PU affects the
performance in four different ways:
• higher levels of workload imply longer waiting times in the queues and
consequently longer flow times;
• higher levels of workload reduce the probability that a workstation idles and
therefore increases the utilization of machines;
• higher levels of workload lead to a greater impact of priority rules;
• higher levels of workload increase the number of options for scheduling decisions
in the PU and may lead to more efficient (sequence dependent) setups.
Input-output control (cf. Wight, 1970; Karni, 1981; Kingsman, 2000) is an order release
mechanism that addresses the problem of the fixed lead time assumption in MRP
systems. Not only the production levels in a period, but also the workload levels
in a period are constrained in the problem formulation. The result is a schedule of
planned production levels that is less variable over time than the schedule where the
workload is not constrained.
The input-output model is a discrete time fluid model of the PU similar to the one
described in Section 2.2.1. It describes the changes in the workload in the PU due to
the release and processing of orders. The central question is whether the workload
can be cleared within a prescribed manufacturing lead time. If the workload cannot
be cleared within the predefined manufacturing lead time, then either capacity needs
to be increased, the manufacturing lead time needs to be extended or new orders must
be rejected.
In the past three to four decades, it has been recognized that the order release
function has a large impact on the flow times and that differences between the
performance of dispatching policies are smaller if order releases are controlled (see
Ragatz and Mabert, 1984). The order release function directly controls the workload
and through it the flow time in the PU. If this control is utilized to keep the workload
at a constant level or within certain limits, then the flow times are controlled as well.
This is the central idea behind the workload control (WLC) concept.
WLC (cf. Land and Gaalman, 1996; Philipoom and Fry, 1992; Bergamaschi et al.,
1997; Kingsman, 2000; Melnyk and Ragatz, 1989) is an area of research that aims to
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reduce the average and variability of flow times by restricting the workload levels in
the shop. Common to all WLC methods is a pre-shop pool to which external orders
initially arrive. Two types of decisions are subsequently taken. The first decision
concerns the moment at which work is released into the shop. An order is a candidate
for release if it does not increase the workload beyond a certain threshold. The second
decision concerns the selection of the candidate order to be released. Typical rules for
selecting candidates are for example FCFS or minimum slack. A recent and extensive
review of the WLC literature is provided by Thürer et al. (2011).
WLC has been criticized for merely placing the problem of variable flow times outside
the shop (cf. Kanet, 1988). The flow time in the shop can be controlled but the
time that an order spends in the pre-shop pool is not. In fact, Kanet shows that
in a simple setting the average and variability of the total flow time (including the
time in the pre-shop pool) deteriorates due to WLC. A similar finding was made
by Bertrand and van Ooijen (1996) who studied an MRP controlled manufacturing
system where orders can be released ahead of their planned release date based
on a WLC rule. They concluded that immediate release lead to shorter flow
times than workload constrained releases. They also show that WLC rules may
help to differentiate the flow if items have different criticalities. In another paper
(Bertrand and van Ooijen, 2002) by the same authors it is shown that WLC may be
beneficial if labor productivity depends on the workload. The thesis of Land (2004)
describes a case where a WLC system results in shorter average flow times than a
system where jobs are released to the shop immediately and processed on a FCFS
basis. Under other dispatching policies, immediate release results in shorter average
flow times.
There is no conclusive agreement on the benefit of WLC to date. However, from a
control perspective there is certainly an advantage to having orders in the pre-shop
pool in that their order of release can be based on the most current information.
This advantage is particularly important if the shop is considered in the context of
a supply network where the release orders to one PU is coordinated with releases to
other PUs.
In Bergamaschi et al. (1997) it is proposed that, when embedded in a hierarchical
production planning system, the WLC mechanism is a separate level between the
SCOP function and the PU control. It is suggested that the orders arriving from the
SCOP level need not be treated differently than external order arrivals. Although
this construction makes sense if the anticipation model of the SCOP function is
non-reactive (as in MRP), it limits the ability of the SCOP function to coordinate
resource allocation if an anticipation model is present. As the scope for a shop-based
order release function is limited to the shop, no trade-off can be made in the release
decision that takes into account the state of the supply network and the forecasted
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requirements.
Zäpfel and Missbauer (1993b) make the important observation that classical WLC
concepts cannot properly deal with changes in the actual requirements for a PU. They
observe that there are two parameters common to all classical WLC concepts: the
time limit and the load limit. The time limit determines for which part of the planning
horizon orders can be released and the load limit determines when these orders are
released. In other words, an order is released if it falls within the time limit and
the additional load of the order does not increase the workload above its limit. The
problem with the classical WLC concept is its inability to deal with underloaded and
overloaded periods. In a period where the requirements are less than the production
capacity (temporary underloading), the WLC mechanism may lead to releases that
are earlier than necessary (i.e. the workload limit is not restrictive so all orders within
the time limit are released). In a future period where the requirements exceed the
production capacity, the WLC mechanism may fail to recognize that load should be
shifted to earlier periods where there is excess production capacity (i.e. orders are
only considered for release when their required dates lie within the time limit.
The decision on which candidate orders to release to the PU is ideally placed at the
SCOP level because the best release depends not only on the state of the PU but
on the state of the entire network (including demand forecast). Only at the level of
SCOP, it is possible to take into account the common supply network objective, and
to align the order releases with order releases to other PUs and with planned future
requirements. This type of information is not available at the PU level. Furthermore,
once the order is released to the PU it is often difficult to change it. In the rolling
schedule context of SCOP planned order releases may be changed each period based
on updated information. Once the order enters a separate pre-shop pool, it is no
longer subject to SCOP revisions of the planning. Finally, for the coordination of
goods flows, it is important that the planned lead time is reliable. WLC is concerned
with the shop flow times once orders are released. The time in the pre-shop pool is
not controlled.
Missbauer (2009) argues that also the decision on the workload thresholds should be
made at the SCOP level. The workload thresholds that determine which orders are
candidate for release, depend on the aggregate material flow through the PU. Since
the aggregate material flow changes over time, also the workload thresholds may need
to change over time. In fact, we add to this that the mix of items in the workload
is important as well. As routings are often job class specific, the machines that are
bottlenecks may change due to a change of mix. This implies that workload control
should take place at a level where individual job classes are distinguished at least at
the level of job routings.
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Because the workload is closely linked to the flow times and flow times are the major
component of planned lead times, it is argued by some authors that the planned lead
times should depend on the workload and therefore on the order release decision.
Various methods and procedures have been proposed to determine order releases and
planned lead times jointly. These methods have been applied mainly for single stage
production-inventory systems where material coordination plays no role. The main
concern in these models is to control the load at individual workstations in the PU
jointly with the implicit lead time of orders released to it. The implicit planned lead
time is the fraction of total workload over the output rate.
There are various difficulties with planned lead times that are dynamically set. Firstly,
updating lead times continuously, based on the load in the system, may give rise to
the so-called ”lead time syndrome” (cf. Selçuk, 2008). Small changes in the workload
results in an increase of the lead time. This increase in turn leads to additional order
releases (more requirements in the future need to be covered) which increases the
workload in the PU even more. Kanet (1986) argues that the lead time syndrome is
not real in MRP controlled manufacturing environments as the management is aware
that the surge in workload due to a lead time adjustment is temporary. However, this
type of awareness is absent in planning algorithms. There is also an organizational
problem with variable planned lead times. Variable planned lead times are more
difficult to deal with for the PUC function. It is difficult to construct standard
sequences, there may be order cross-overs (i.e. two orders for the same item of which
one is released at a later time but has an earlier PU due date), and there is the
additional administrative burden of keeping track of individual due dates. Finally,
other parameters of the HPP framework that are fixed at the SCOP level (e.g. safety
stocks) may depend on a fixed planned lead time.

Clearing functions
The classical input-output model tracks the development of the workload at workstations over time and ensures that workload can be cleared within the planned lead
time. Input-output control models however, do not take into account the effect of
flow variability. By keeping workload levels in the PU within certain predefined
limits, WLC results in less variable (and more predictable) flow times. WLC does
not capture the dynamic relation between workload and flow times. Because it does
not consider time-phased requirements and order release decisions, the classical WLC
concept is not capable of anticipating future capacity shortages by means of preproduction. The clearing function model is a rolling schedule-based order release
model that can be seen as a combination of the input-output model and WLC.
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Karmarkar (1989) formulates a function that expresses the long run output rate for a
queue in steady state as a function of the WIP and applies this function to describe
how workload at a workstation is cleared over time. This clearing function is a
univariate, continuous, positive, and increasing function on the positive real line.
Moreover, it is concave and has a limit which is called the nominal capacity. The
shape of the clearing function is confirmed both by empirical research (Wiendahl,
1995) and by analysis of stochastic models of the workstation or PU (e.g. Selçuk, 2007;
Asmundsson et al., 2009). In this thesis we focus on clearing functions that are derived
from stochastic models of a workcenter or PU. Clearing functions with similar shape
but with arbitrary formulations (i.e. not based on a microscopic model of a workcenter
or PU) have been proposed for example in Agnew (1976); Nyhuis and Wiendahl
(2008). Other clearing functions have been proposed as a model of batching, see
for example Karmarkar (1987); Hwang and Uzsoy (2005).

output

input-output model

nominal capacity

clearing function

workload

Figure 2.5 The clearing function

The concave, saturating relation between workload and throughput that is displayed
in Figure 2.5 also emerges from a closed loop queueing network (CQN) representation
of a manufacturing system (see Chapter 10 of Hopp and Spearman, 2001). As the
number of jobs in a CQN is constant, this representation is quite natural for studying
WLC regimes and its variants. CQNs can be analyzed in steady state to derive
expected throughput rates (and flow times) for different workload levels which, if plot
in a graph, show a relation as in Figure 2.5. However, the CQN is used to represent
systems with a constant number of jobs and constant throughput rates. As such, even
though the relation between workload and throughput has a similar shape, the CQN
is based on assumptions (e.g. stationary demand) that are essentially different from
the assumptions underlying the concept of rolling schedules.
Clearing functions have received renewed attention in the last 10 years (cf. Missbauer,
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2002; Hwang and Uzsoy, 2005; Asmundsson et al., 2006, 2009) as a means to take into
account congestion effects in the aggregate production planning. Figure 2.5 shows
the shape of the ”saturating” clearing function. The ideal line is a special case and
represents the classical input-output model. The area between the saturating clearing
function and the ideal line has an interesting (long run) interpretation. The nominal
capacity line shows the long run output of the workstation given ample work (i.e.
it represents the output of the workstation if it is continuously busy). The vertical
difference between the ideal line and the nominal line is the fraction of capacity
that is not used due to the absence of work (i.e. the idle time). In the saturating
clearing function, there is an additional amount of capacity that is unused due to
flow variability. Flow variability refers to variations in the arrivals at and departures
from the workstations. Due to these variations, the workstation may be temporarily
starved for work even though the average rate of arrivals is greater than the average
rate of departures in a period. The difference between the saturating clearing function
and the ideal line thus represents the idle time that is caused by these small intervals
where the server is waiting for the next job to arrive. Clearly, the expected amount of
idle time is reduced with an increase of the workload. The horizontal difference can
then be interpreted as the safety buffer to protect the workstation against unplanned
idle time.
We can see that the idle time caused by flow variability is particularly large around
the point where the workload equals the nominal capacity. We call this workload
the critical workload (see also Agnew (1976)). Both for small workloads and for high
workloads, the deterministic input-output model provides a good estimate. However,
many firms choose to operate at least some of their workstations at a high utilization
level which implies that the long run average workload is close to the critical workload.
The clearing function shows what is well known in the workload control literature: a
certain minimum amount of workload is needed to achieve the desired output.
There is an analogy between the discrete-time job shop model with clearing functions
and the parametric-decomposition approaches mentioned in Section 2.2.1. Each
clearing function describes the aggregate flow through a workstation in isolation.
Through a system of linear equations, the first moments of the flows through
the workstations are balanced. The balance equations are formulated on a perperiod basis such that the transient dynamics of the flows in the network can be
approximated.
In the general setting where workstations process multiple job classes, the aggregate
flow estimated by the clearing function needs to be disaggregated into flows for
different job classes. As the workload is typically higher than the expected aggregate
output in a period that is predicted by the clearing function, disaggregation implies
specifying precisely which part (of jobs in multiple classes) is cleared. Such a
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disaggregation scheme is proposed by Asmundsson et al. (2009). The drawbacks of
such a detailed specification of the period output are discussed in Section 2.3.3.
In Chapter 4 of this thesis, the aggregate queueing network and the clearing function
are discussed in detail. In Appendix A we review the derivation of the clearing
function and demonstrate how it is applied in a rolling schedule-based production
planning problem formulation. We also discuss the application in an LP formulation
of the production planning problem and related clearing function approaches.

2.3.

Supply Chain Operations Planning

Recall that the objective of SCOP is to (cf. de Kok and Fransoo, 2003)
coordinate the release of materials and resources in the supply network
under consideration such that customer service constraints are met at
minimal cost.
”Materials and resources” are allocated to a production order once it is released to
the PU. The most important costs in the supply network are the costs of production
activities (e.g. labor and depreciation of equipment), the costs for procuring materials
and services, and the costs for holding inventory. In this thesis we only consider the
costs of holding inventory. We assume that the costs of production activities are
determined by higher level decisions and cannot be influenced at the SCOP level
(and are therefore sunk costs). We assume furthermore that the costs of materials
and services do not change on the timescale of SCOP (and that discounting has a
negligible impact).
We distinguish two main classes of inventory. The finished goods inventory (FGI) is
the inventory in the stock points. These are ”finished” in the sense that they satisfy
the physical specifications of the item and are available in the stock point for sales
or release to downstream production. Work-in-process (WIP) is all inventory in the
PU, whether in the form of input materials, semi-finished goods, or finished goods
waiting to be transferred or in transit to the stock point. Since all input materials
and semi-finished goods are allocated to an item, we count only the items in the WIP.
The objective of SCOP is furthermore to meet the service level targets. Service
level targets are exogenous to the planning problem and are typically dictated by
the market that the firm serves. These targets are stable over long periods of time.
Three common measures of service are the non-stockout probability, the fill rate, and
the modified fill rate (see Silver et al., 1998; van Houtum and Zijm, 2000). The nonstockout probability is also referred to as the α performance criterion and it is the
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probability that the net inventory of CODP items is positive between two subsequent
replenishment opportunities. The fill-rate is referred to as the β performance criterion
and is the fraction of demand that sees a non-negative net inventory level. Finally,
the modified fill rate, referred to as the γ performance criterion, is one minus the
ratio of average backorders before replenishment and average demand between two
replenishment.
It is often convenient to express the service level in monetary terms such that a tradeoff can be made with the costs that are incurred to obtain the service level. Under
certain general conditions, a SCOP model with a non-stockout constraint has the
same optimum as a model with unit backorder costs per period. These conditions
are given in Kohler-Gudum and de Kok (2002) and imply that the sample path of
net inventory is translation-invariant. Consider Problem 2.2 and Problem 2.3 below
where R is the set of feasible release decisions, h is the unit inventory holding cost,
α is the non-stockout probability level given the order release decision, α∗ is the
target non-stockout level, and b is the unit backorder cost. If in addition to the
previously mentioned conditions, the cost function is linear in the net inventory and
continuously differentiable in the decision variables, then Problem 2.2 and Problem
2.3 are equivalent in terms of decision if the non-stockout probability, denoted in here
by ψ, the unit inventory holding cost h and the unit backorder cost b satisfy the
following newsvendor equation (cf. van Houtum and Zijm, 2000):

ψ=

b
b+h

(2.21)

Problem 2.2
min

R∈R

S.T.

 
hE I +

(2.22)

α(R) ≥ ψ

(2.23)

 
 
hE I + + bE I −

(2.24)

Problem 2.3
min

R∈R
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Note that both the actual costs and the actual service level are a function of the SCOP
concept (i.e. the decision making model) and its parameters. The SCOP concept itself
need not necessarily explicitly model the service level or costs. In de Kok and Fransoo
(2003), Problem 2.2 is formulated more general as follows:

min

Π̄ (P)

s.t.

α (P) ≥ ψ

where P is the SCOP concept including its parametrization, Π̄ is the long run average
cost given P is in place, α is the service level under this SCOP concept, and ψ is the
target service level.
SCOP concepts may roughly be classified into those that are rule-based and those that
are rolling schedule-based (a similar distinction is made by Missbauer (2006) between
rule-based and optimization-based order release mechanisms). These two classes of
SCOP concepts differ in the type of information about the future that is used. In rulebased SCOP concepts only non time-specific characteristics of the primitive processes
(e.g. demand, capacity) are known. The primitive processes are either stationary
or can be transformed into stationary processes. Decisions are typically based on
simple rules in which state variables are compared with threshold values. Typically,
thresholds are defined for inventory levels that, once crossed, trigger the release of
an order whose quantity may also depend on the state of the system. Almost all of
the literature in this area is aimed at proving the optimality of so called base-stock
policies. Good overviews of rule-based inventory models are Swaminathan and Tayur
(2003); van Houtum (2006).
In rolling schedule-based SCOP concepts, it is assumed that time specific knowledge
about the primitive processes is available for a number of periods into the future.
Decisions in these models are typically based on a mathematical programming
formulation where each variable is bound to a specific period. Because variables
are period dependent it is possible to identify periods where production capacity is
insufficient to all demand and these temporary capacity shortages can be anticipated
by build-ahead production (see Section 15.5.2 of Hopp and Spearman, 2001). In fact,
it is argued by Wijngaard (2004) that anticipation is possible only if one has some
time-phased foreknowledge of demand (and capacity).
Because anticipation is the theme of this thesis and is particularly interesting if there
is time-phased information about capacity and demand, we focus on rolling schedulebased SCOP models. Rolling schedule based SCOP concepts also are arguably
predominant in today’s APSs. Furthermore, the rolling schedule based concepts
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integrate well with Sales & Operations Planning processes in which firms coordinate
future sales and capacity at the aggregate level which are typically planned to change
over time as well. Finally, rolling schedule concepts are adapted to dynamic market
environments where demand may be cyclical and various products are in different
phases of their product life cycle.

2.3.1

The generic SCOP model

In rolling schedule-based SCOP functions it is assumed that there is time-dependent
information over a finite amount of time in the future. The interval over which this
information is available is called the planning horizon. In rolling schedules, time is
partitioned into planning periods. The system is observed, and decisions are taken
only at the start of each planning period. We will call such an instance a planning
epoch.
Figure 2.6 shows the rolling schedule concept. At each planning epoch, first
information about the state of the PUs and stock points is collected together with the
sales forecast (1). Based on this information, a schedule of planned order releases for
each period in the horizon is generated (2). Only the decisions for the first period in
this schedule are implemented by releasing those orders to the PU (3). No interaction
takes place between the SCOP level and the PU level in the subsequent planning
period (at least conceptually) in which the operations are carried out (4). At the
next planning epoch, the system is observed again, a new sales forecast is received,
and a new schedule is generated.
Although the schedule gives an order release decision for each period in the planning
horizon, only the decisions for the first period are instructed to the PU. Order release
decisions for the next planning epoch are based on the actual state of the supply
network at that time, and updated forecast of external demands. Order releases for
future periods are nonetheless planned in order to avoid myopic decision making.
Future planned imbalances in supply and demand can affect the decision for the
current period.
We now introduce the generic SCOP model for this thesis. Without loss of generality,
a planning period is of unit length and the planning horizon is denoted by T . The
current time is denoted by t0 . The set of SCOP controlled items s is I and items are
indexed by i = 1, . . . , |I| . The set of PUs is E and PUs are indexed by e = 1, . . . , |E|
. Each item i is produced in a single PU only. The planned lead time for PU e is τe .
Let Î(t; t0 ) be the vector of planned net inventories at time t0 + t such that Iˆi (t; t0 )
is the net inventory of item i . Let E be the matrix specifying the bill-of-materials
such that Eij is the quantity of item i consumed by producing one unit of item j. Let
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Figure 2.6 Rolling-schedules concept

R̂(t; t0 ) be the vector of planned order releases such that R̂i (t; t0 ) is the quantity of
item i planned to be released at time t0 + t. Let D̂(t, t + 1; t0 ) be demand forecast
vector such that D̂i (t, t + 1; t0 ) is the forecasted external demand for item i in period
[t0 + t, t0 + t + 1). Finally, L(t0 ) denotes the vector of current WIP levels in the
PUs and I(t0 ) denotes the vector of current net inventory levels in the stock points.
Finally, the set of all lead time feasible order release decisions is denoted by A. The
notation used in this section is summarized in Table 2.1.
The generic SCOP model is then formulated as follows
Problem 2.4
min
S.T.



Π Î(1; t0 ), Î(2; t0 ), . . . , Î(T ; t0 )

Î(t + 1; t0 ) = Î(t; t0 ) + R̂(et − ~τ ; t0 )
−

−E R̂(t; t0 ) − D̂(t, t + 1; t0 ),
Î−
t

Î (t + 1; t0 ) −
≤ D̂(t, t + 1; t0 ),


R̂(0; t0 ), . . . , R̂(T − 1, t0 ) ∈ A,
t = 0, 1, . . . , T − 1

(2.25)

(2.26)
(2.27)
(2.28)
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Table 2.1 List of notation for the SCOP model

Π
I
E
τi
T
Eij
R̂i (t; t0 )
D̂i (t, t + 1; t0 )
Iˆi (t; t0 )
L̂i (t; t0 )
A

Cost function for the SCOP problem
Set of controlled items
Set of PUs
Planned lead time of item i
Planning horizon
Quantity of item i consumed when producing a unit of item
j
Planned order release quantity for item i at time t0 + t
Forecasted exogenous demand for item i in the interval
[t0 + t, t0 + t + 1]
Planned net inventory for item i at time t0 + t
Planned WIP for item i at time t0 + t
The set of lead time feasible order release schedules

The objective (2.25) of Problem 2.4 is to minimize the cost function Π of the planned
inventory levels at the end of each period. The dynamics of the goods flows in the
supply network are specified by the inventory balance equation (2.26). This equation
stipulates that the inventory level is increased by order releases that were made
one planned lead time earlier, and reduced by endogenous requirements R̂(t; t0 ) and
exogenous requirements (external demand) D̂(t, t+1; t0 ). We have used a vector in the
argument of R(et−~τ ; t0 ) which should be interpreted as having elements Ri (t−τi ; t0 ).
Note that the planned inventory at time t is measured before the planned receipt of
orders due at time t.
Constraint (2.27) is the backorder constraint and is essential to the SCOP concept.
It stipulates that backordering is allowed for external demand only. It implies that
no order for an item can be released unless the material required to produce it is
available in the upstream stock point. In the absence of this constraint, Problem 2.4
would not constitute a complete planning concept. Indeed, if an order for an item
were to be released for which insufficient materials are available, then inevitably a
human planner would have to intervene. Algorithms that lack this constraint can
still be valuable, a fact that is witnessed by the popularity of materials requirements
planning (MRP, cf. Orlicky, 1975). MRP is a version of Problem 2.4 that is stripped
of equations (2.27) - (2.28). The modeling of these human interventions is beyond the
scope of this thesis. One could argue that, in order to formulate a complete SCOP
model (one that does not generate decisions that are a priori infeasible) it suffices to
include constraint (2.27) for t = 0 only.
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The abstract constraint (2.28) is the anticipation model. It implicitly encompasses
all equations that are related to the finiteness of capacity in the PUs. It restricts
the schedules of planned order releases to lead time feasible order releases. The fluid
model in Section 2.2.1 is one possible implementation of this constraint.
As a consequence of state updating in rolling schedule planning, future planned order
releases are random variables. Whereas the SCOP model is based on the assumption
that the release decisions are implemented as planned, actual future releases may
deviate. The question that arises is whether the uncertainty of future releases should
be accounted for in the SCOP model or if the SCOP model should be based on the
assumption that order release decisions are implemented as planned. However, the
planned decisions the at SCOP level correspond to actual order releases to the PU
and not to expected demands faced by the PU. That is, from the perspective of
the SCOP function the order releases are not uncertain. On the other hand, if one
is evaluating the performance of the SCOP concept including its parameters, then
clearly the order releases are random variables as the planned release decisions may
be revised with each successive SCOP cycle (see Figure 2.6). In Chapter 3 we conduct
such a performance evaluation of a SCOP concept and show parameters such as lead
time and workload limit influence the planning performance. In Appendix 2.A we
discuss the effect of forecast updates on the rolling schedule.
In the SCOP formulations used in this thesis we assume without loss of generality
that t0 = 0. We define Ît = Î(t; 0), R̂t = R̂(t; 0), D̂t = D̂(t, t + 1; 0), and so on.

2.3.2

Safety stocks

Inventory in stock points allows for the decoupling of supply and consumption of
goods in the supply network over time. A temporary surplus of consumption over
supply is possible by a reduction of the physical stock which is replenished by a surplus
supply at another time. The dynamics in the stock levels are planned by the SCOP
model for as far as production items and demand for CODP items coincide with the
planned production and demand. In this case, the supply surplus typically precedes
the consumption surplus and the corresponding inventory is sometimes called buildahead inventory (cf. Hopp and Spearman, 2001). Unplanned deviations of production
and demand are accommodated for by carrying an amount of stock in excess of the
build-ahead inventory. These safety stocks are an important control on the CODP
item service levels.
Definition 2.4. Safety stock is the part inventory that is kept to fill customer
demand or requirements that is in excess of the expected or planned demand, or
to accommodate for unplanned delays in the supply of goods to the stock point.
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Safety stocks are sometimes contrasted with safety lead times in the literature. Safety
lead time is generally defined as the time in the planned lead time that is in excess
of the expected flow time. The literature that is available on the topic suggests that
safety times should be used to deal with the uncertainty in the flow times whereas
safety stock should be used to cover for the uncertainty in the requirements (cf.
Whybark and Williams, 1976; Buzacott and Shanthikumar, 1994; Molinder, 1997).
Note that the effect of both measures is the increase of average stock levels.
The placement of inventory in a supply network has been researched extensively.
Well known textbooks are Silver et al. (1998) and Zipkin (2000). In particular, this
literature shows the optimality of base stock policies under stationary stochastic
demand and deterministic lead times. A good overview of this literature is provided
by van Houtum (2006).
When capacity is finite, analysis of the optimal order policies is more difficult. For
a single stage and deterministic capacity, the optimal stock targets are derived in
Federgrün and Zipkin (1986a,b); Tayur (1993). The setting where capacity is random
is treated by Ciarallo et al. (1994). Optimal solutions for generic capacitated supply
networks are not available to date. Furthermore, the effect of the rolling schedule
context in which safety stocks are used is not clear (cf. van Houtum, 2006).
In this thesis we allow safety stocks for the CODP items only. Whereas this approach
is by no means guaranteed to give optimal results, it has a number of benefits.
First of all, there is no optimal solution to the problem of placing safety stocks
in a supply network and we avoid having to select a heuristic method and its
corresponding assumptions. Secondly, existing literature on the topic suggests that,
under service-level constraints, the safety stocks should be positioned close to the
CODP (see Whybark and Yang, 1996; de Kok and Fransoo, 2003). Most importantly,
the restriction of safety stocks to CODP items allows for a comparison of planning
concepts (see Section 1.4).
The appropriate safety stock levels are obtained by means of the Safety Stock
Adjustment Procedure (SSAP, see Kohler-Gudum and de Kok, 2002). The SSAP is a
method to set safety stocks in simulation experiments such that a predefined servicelevel is met. The SSAP takes a sample path of order release decisions and ”lifts”
it by increasing the initial stock level. The basic assumption is that the decisions
of the planning concept are affected by changes in the safety stock only through a
one-time correction of the inventory. If the starting position of the sample path is
changed together with the safety stock, then this initial correction is not necessary
and the decisions remain the same. Because the decisions of the SCOP function are
not affected by the safety stocks, they are not explicitly modeled as part of the SCOP
model. We refer to Kohler-Gudum and de Kok (2002) for an extensive discussion of
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this approach.

2.3.3

Planned lead times

The inventory balance constraint (2.26) is the core equation of the SCOP model. It
describes the goods flow dynamics over time. An essential parameter in this equation
is the planned lead time τ . Recall that the planned lead time is the time between a
release of an order and the time that the completed order is planned to be available
in the downstream stock point. We distinguish the planned lead time from the flow
time of an order which is the time between the release of an order and the actual
completion. Whereas the first is a parameter of the SCOP model, the second is
the result of physical limitation of the resources in the PU and a function of the
order release decisions. Flow time is also referred to as cycle time in the literature
(Hopp and Spearman, 2001).
It is sometimes argued that planned lead time need not be modeled explicitly as they
are endogenous to the planning problem. This argument is typically made in the
context of deterministic capacity constraints. Let us consider the difference between
the SCOP model formulation with explicit planned lead times and the formulation
with implicit planned lead times.
The formulation with explicit planned lead times was introduced in Section 2.3.1. We
reiterate the formulation where we omit the index for current time. We replace the
abstract constraint (2.28) by the discrete time fluid model from Section 2.2.1. We
consider here the case where each PU consists of a single resource such that H is the
identity matrix. Let I be the set of items, let L̂t be vector of the planned WIP for
items i ∈ I at time t after releases, and let X̂t be the vector of planned PU output
quantities for items i ∈ I in period t. Note that because each PU consists of a single
resource we can set index e equal to index m and index i equal to index k. In the
fluid model we furthermore substitute M X̂t for st . The formulation becomes:
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Problem 2.5
min
S.T.



Π Î1 , Î2 , . . . , ÎT , L̂1 , L̂2 , . . . , L̂T
Ît+1 − Ît = R̂et−τ − E R̂t − D̂t ,

(2.30)

Î−
t+1

(2.31)

L̂t+1 = L̂t + R̂t+1 − X̂t ,

(2.32)

L̂t ≤

(2.33)

−

Î−
t

≤ D̂t ,

t+τ
−1
X

X̂s ,

(2.29)

s=t

K M X̂t ≤ 1,

(2.34)

R̂t ≥ 0, X̂t ≥ 0, L̂t ≥ 0, t = 0, 1, . . . , T − 1

Note that Equation (2.32) is a reformulation of Equation (2.17) and keeps track of the
WIP at the start of a period after order releases. Note furthermore that due to the
non-negativity constraints, production in a period cannot exceed the available WIP.
The planned lead time constraint (2.33) states that WIP in the system at time t must
be produced within the planned lead time. Constraint (2.34) limits the production in
a period to the available capacity.
In a SCOP model with implicit planned lead times, the planned output in a period
is part of the inventory balance constraint. The formulation of this problem is as
follows:
Problem 2.6
min
S.T.



Π Î1 , Î2 , . . . , ÎT , L̂1 , L̂2 , . . . , L̂T
Ît+1 − Ît = X̂t−1 − E R̂t − D̂t ,

(2.36)

Î−
t+1

(2.37)

L̂t+1 = L̂t + R̂t+1 − X̂t ,

(2.38)

−

Î−
t

≤ D̂t ,

K M X̂t ≤ 1,

(2.35)

(2.39)

R̂t ≥ 0, X̂t ≥ 0, L̂t ≥ 0, t = 0, 1, . . . , T − 1

Problem 2.6 differs from Problem 2.5 in two ways. Firstly, there is no planned
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lead time parameter τ in the inventory balance equation (2.36) and the increase
of inventory depends on the production vector X̂ rather than the order releases.
Secondly, the WIP in the PU is not constrained.
We can make a number of observations about Problem 2.6. Recall that the PU may
produce multiple items and let Ie be the set of items produced by PU e. Assuming
that it is the same for all items produced in a PU, the implicit planned lead time for
orders released at time t is given by
X
µi−1 (Li,t + Ri,t )
i∈Ie

However, there is no guarantee that an item that is released will ever be produced.
Consider for example the situation where an order is released for an item that has
very rare demand. Suppose that this order was released because demand for this
item was forecasted, but in the next period when the rolling schedule is updated, the
forecasted demand for this item is adjusted to zero (for example because a customer
order was canceled). Suppose now that the cost of carrying WIP is smaller than the
cost of carrying FGI. In that case, the optimal solution of Problem 2.6 is to never
produce this order and it will remain in the WIP indefinitely.
Notice that, if the implicit lead time is longer than one period, there is a degree of
freedom as to which items are assumed to be produced first in the SCOP model. Due
to the fact that the production vector X̂ is in the inventory balance equation, the
sequence in which orders are produced is relevant to the coordination of the goods
flows. Assumed production in one period may be required in downstream stages in
the next period.
There are two possible interpretations to the production vector X̂. The first
interpretation is that it is a prescription of the production in the PU and the second
interpretation is that it is a description of the production in the PU. In Selçuk (2007)
these two are referred to as tight coupling and loose coupling respectively.
If the SCOP level is tightly coupled to the PU control level, then the production
vector X̂t is a prescription to the PU control level of what to produce when. In the
deterministic setting with tight coupling, there is little use to releasing more orders
than those that need to be produced in the first period in the horizon. Positive values
of L̂t are typically associated with costs whereas they do not serve any purpose. The
optimal solution has L̂t = R̂t and it is immediately seen that R̂t = X̂t . In other
words, Problem 2.6 is a special case of Problem 2.5 with τi = 1 for all i.
If the SCOP level is loosely coupled to the PU control level, then the PU is free to
select from the set of released orders, the orders to produce first. In that case, the
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production vector X̂ is a rather optimistic description of the actual production. That
is, it is assumed that the PU control chooses the sequence that is most favorable to
the SCOP objective. As X̂ is not a prescription and the PU objective typically differs
from the SCOP objective, it is likely that this assumption is violated which implies
that the production plan for future periods is infeasible.
We conclude that loose coupling of the SCOP level and the PU control level is not
preferable for Problem 2.6 and tight coupling leads to a formulation of Problem 2.6
that is a special case of Problem 2.5. For τ > 1, Selçuk (2007) studies the effect of
tight and loose coupling in Problem 2.5. Notice that loose coupling for Problem 2.5
does not lead to infeasible production plans as the availability depends on releases
and planned lead times only. Selçuk shows by means of discrete event simulation that
loose coupling results in a lower percentage of tardy orders than tight coupling does.
An important aspect of the experiments of Selçuk is the fact that a PU control function
is explicitly modeled and this PU control function differs from the anticipation
model. Under loose coupling the PU control function has a larger degree of freedom
to schedule jobs than under tight coupling. The PU control function takes into
account more detailed, up-to-date information. Its ability to make effective use of
this information depends on the planned lead time.
Graves (1986) provides another perspective on the role of planned lead times. It
is shown how planned lead times smoothen the production requirements in the PU.
Central to this work is the following description of production:
Xt = αLt ,

(2.40)

where the smoothing parameter 0 < α ≤ 1 is the reciprocal of the prescribed lead
time. Equation (2.40) is a control rule that stipulates the amount of production that
is required in period t. Whereas the long run average production level is constant,
the variability of the output requirements over time increases with α. Let the long
run average period requirements be λ and let the variance of the period requirements
be σ 2 , then the long run production requirements X in a period satisfy
E [X] = λ,

(2.41)
2

Var [X] =

σ
2 α−1 − 1

(2.42)

The insight from Graves (1986) in the relation between lead time and production
requirements is very important because the variability of the production requirements
must be dealt with either by installing excess production capacity or by holding FGI
to set off the fluctuations.
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The trade-off between planned lead times and safety stocks is studied by Spitter et al.
(2005). Spitter conducts simulation experiments of the SCOP function assuming a
deterministic production capacity and stochastic demand. It is concluded that, even
in the setting with deterministic production capacity, the optimal planned lead time
may be more than one period if the cost of carrying WIP are higher than the cost of
carrying FGI. The optimal planned lead time is longer for higher utilization rate and
higher coefficient of variation of demand.

2.3.4

Lot sizing

An important decision in supply chain planning is the lot-size decision. Particularly
if resources have setup times, lot-sizes have a major impact on flow times, work-inprogress levels. This relation is for example discussed in Karmarkar (1987). The
hierarchical level at which the lot-sizing decision is taken depends on the specific
setting industry. If the setup times are small relative to the length of a planning
period, then the lot size decision may be taken at the PU level whereas if setups
require a large part of the available capacity, lower bounds on the lot sizes may be set
at the tactical level. Although lot sizes may have a considerable effect on congestion
phenomena on the shop floor, we do not consider these effects separately in this thesis.
We assume that the unit being planned has a predetermined size and that any setups
are an indistinguishable part of the processing time. We refer to Hwang and Uzsoy
(2005) for an example how the effect of the lot size decision on the throughput of
a workstation can be incorporated into the formulation of a production planning
problem.

2.A.

Rolling schedules

In this appendix we illustrate how the order release decision in a rolling schedulebased planning, is affected by demand uncertainty. We show that if restrictions due
to material and resource availability are ignored, the difference between the planned
order releases in period t and the actual order releases is determined solely by the
variance of the difference between realized and planned demand (the forecast error)
in period t − 1.
It is convenient to formulate Problem 2.4 in terms of echelon inventory. The variable
Iˆie (t + s; t) denotes the echelon inventory position of item i at time t + s as forecasted
at time t. Similarly, the variables R̂i (t + s; t) and D̂ie (t + s; t) denote the releases and
echelon demand for item i at time t + s as forecasted at time t. The planned echelon
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inventory is defined in the following way
Iˆie (t; t0 ) = Iˆi (t; t0 ) +

X

Eij Iˆje (t; t0 ) +

t−1
X

R̂i (s; t0 ),

t = 0, 1, . . .

(2.43)

s=t−τi

j

That is, the echelon inventory is the net inventory of an item and its occurrences
as part of downstream item assemblies, plus any outstanding orders for the item.
Echelon demand is defined as
X
(2.44)
Eij D̂je (t, t + 1; t0 ), t = 0, 1, . . .
D̂ie (t, t + 1; t0 ) = D̂i (t, t + 1; t0 ) +
j

Equations (2.26) can be written in terms of echelon inventory as follows:
Iˆie (t + 1; t0 ) − Ii (t) = Ri (t) − D̂ie (t, t + 1; t0 ),

for t = t0

(2.45)

Iˆie (t + 1; t0 ) = Iˆie (t; t0 ) + R̂i (t; t0 ) − D̂ie (t, t + 1; t0 ),

for t > t0

(2.46)

The equivalence of equation (2.27) is

− min





0, Iˆie (t + 1; t0 ) −

X
j

Eij Iˆje (t + 1; t0 ) −

t
X

s=t−τi +1



R̂i (s; t0 )


≤ Iie− (t0 ) +

t
X

D̂iE (s; t0 ) (2.47)

s=t0

Equation (2.28) is not changed and the objective function remains the same but with
Iˆi (t) replaced by
Iˆie (t; t0 ) −

X
j

Eij Iˆje (t; t0 ) −

t−1
X

R̂i (s; t0 )

s=t−τi

We now study the error in the planned order releases. Let us assume that the forecast
of exogenous requirements does not change. That is
D̂iE (t; t − s) = D̂iE (t; t),

for s = 1, 2, . . . 0

Then we can define the forecast error as
∆(t) = DiE (t) − D̂iE (t; t)

(2.48)
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and we can combine equations (2.45) and (2.46) to get
Iˆie (t + s; t) = Iie (t) + Ri (t) −

t+s−1
X

D̂ie (r; t) +

r=t

t+s−1
X

R̂i (r; t)

(2.49)

r=t+1

Using equation (2.48) and furthermore that
Iie (t + u) = Iie (t) −

t+u−1
X

Die (r) +

r=t

t+u−1
X

Ri (r; t)

(2.50)

r=t

we can write
Iˆie (t + s; t) − Iˆie (t + s; t + s − 1) =
=

t+s−2
X h
r=t

t+s−2
X

i
i t+s−1
X h
R̂i (r; t) − Ri (r)
Die (r) − D̂ie (r; t) +

∆i (r) +

r=t

r=t+1

t+s−1
X h

r=t+1

i
R̂i (r; t) − Ri (r)

(2.51)

The variables Iˆie (t + s; t) and Iˆie (t + s; t + s − 1) are related in an intricate way. Their
difference can be both positive and negative depending on their relative deviation
from the target inventory. However, if we assume there are no restrictions in terms of
material availability and capacity (i.e. we ignore equations (2.47) and (2.28)), then
both are equal to the target echelon inventory and the difference between planned
releases and actual releases is given by
t+s−1
X h

r=t+1

t+s−2
i
X
R̂i (r; t) − Ri (r) = −
∆i (r)

(2.52)

r=t

or
R̂i (t + s; t) − Ri (t + s) = −∆i (t + s − 1)

(2.53)

2
The result in equation (2.53) is well known from inventory theory. Let σD
be the
vector of forecast error variance for the exogenous demand. Assuming that equation
2
2
(2.53) holds and that E [∆i (t)] = 0 and Var [∆i ] = σD,i
for i ∈ U E , the vector σR
contains the variances of release deviations and is given by
2
~σR

=

2
(I + E + E 2 + . . . )~σD

=

2
(I − E)−1~σD

(2.54)

Chapter 3

Workload constraints in
deterministic SCOP models

Linear and mixed integer linear programming (LP) models for SCOP
incorporate a deterministic model. Although these deterministic models
are the current-state-of-art in solving real-life SCOP problems, it should
be recognized that the HPP setting in which they are applied is inherently
stochastic. This fact should be kept in mind, both when making modeling
choices and when setting the parameters of the model. In this chapter we
study the effect of a workload constraint on the efficiency of resource usage
and the reliability of the production planning in a stochastic environment
represented by a queueing model. In particular, we consider the benefit
of modeling capacity over a planned lead time of multiple periods. The
main novelty of the queueing model is the fact that the throughput in the
period is restricted by the maximum amount of jobs that is allowed in
the PU. We show that there may not be an acceptable trade-off between
efficiency and reliability if planned lead times are not explicitly modeled
in the production planning model. The impact of production uncertainty
on the design and parametrization of the LP model is demonstrated by
numerical examples.
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Introduction

Many LP models for production planning can be found in the literature (e.g.
Baker, 1993; Thomas and McClain, 1993; Drexl and Kimms, 1997; Stadtler, 2003;
Spitter et al., 2005; Tempelmeier, 2006; Pochet and Wolsey, 2006). These models
deal with the coordination of goods flows and the allocation of resource capacity
in an integrated fashion. In order for them to remain computationally tractable,
the dynamics of the manufacturing system are generally modeled as being entirely
deterministic. In particular this implies that the planned throughput of a resource
never exceeds the capacity of the resource. In reality though, throughput can be both
higher and lower than the capacity. This fact is largely ignored in the literature on
LP models for production planning and consequently the choice of the capacity (or
the production rate) parameter is left unaddressed (cf. Aytug et al., 2005).
It is intuitive that a poor choice of the capacity parameter or workload constraint leads
to poor planning performance. However, the optimal choice is not straight forward if
the various sorts of uncertainty discussed in Section 2.1.2 are considered. We show in
this chapter that there is a trade-off between the reliability of a production plan and
the efficiency of resource usage. We say that a production plan is reliable if it can be
realized without tardiness or corrective (planning) actions. We say that a resource is
used efficiently if its full production potential is used. That is, the resource is used
efficiently if it idles only when there is no work to do (e.g. because there is more
capacity available than customer demand).
We also show the importance of considering capacity over more than one period in
LP models in order to get a good trade-off between reliability and efficiency. Planned
lead times arise naturally as a modeling tool if capacity is considered over multiple
planning periods. Planned lead times are absent in many LP models proposed
in the literature. It is argued that the lead time is a function of workload and
capacity and need not be explicitly modeled (i.e. lead time is endogenous). In some
literature, a minimum planned lead time in included in the planning model that is
not related to the capacity (for example Billington et al., 1983). In other literature
(e.g. Missbauer, 2002; Pahl et al., 2007; Asmundsson et al., 2009), order releases are
decoupled from the expected production quantities resulting in implicit planned lead
times. Difficulties with this type of modeling are discussed in Section 2.3.3. Explicit
planned lead times are for example found in de Kok and Fransoo (2003); Spitter et al.
(2004); Spitter (2005).
It is already shown in Chapter 5 of Selçuk (2007) that a higher throughput can be
achieved on a resource (i.e. a resource can be used more efficiently) if a longer planned
lead time is selected. In this chapter we explore this effect further by explicitly relating
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the workload constraint and the planned lead time to the build-ahead inventory and
the reliability of the production plan.

3.2.

The model of the manufacturing system

In this chapter we analyze a single stage manufacturing system in which orders are
released by a rolling schedule based SCOP function. In this section, we first we discuss
the formulation of the SCOP problem (i.e. the order release control function) and
then we describe the queueing model that we use to analyze the manufacturing system
(including its control function). The manufacturing system has a single PU with a
single resource. The PU is succeeded by a stock point.
The SCOP function is based on the problem formulation with planned lead times
(Problem 2.5) in Section 2.3.3. The objective of the planning problem is to minimize
the cost for inventory shortfall and surplus. The current period is denoted by t0
and planning periods are indexed by t = t0 , t0 + 1, . . . , t0 + T − 1 where T is the
planning horizon (past periods are indexed t = t0 − 1, t0 − 2, . . . ). For convenience,
we reformulate the problem here.
Table 3.1 List of notation

τ
Rt
It+
It−
Dt
Lt
Xt
Ĉ τ
h
b

Planned lead time for production orders
Quantity for the production order released at time t
Surplus finished goods inventory at the end of period t − 1, just
before receipt of Rt−τ
Finished goods inventory shortfall at the end of period t − 1
Demand in period t
Work-in-progress in the PU, after release of the production order
at time t
production quantity in period t
Planned (cumulative) capacity (quantity that can be processed)
over the lead time
Cost per unit surplus per period in the finished goods inventory
Cost per unit shortfall per period in the finished goods inventory

The variable used are listed in Table 3.1. We use the notation ˆ to denote planned
values. For example, R̂t is the planned order release quantity at the start of period t.
We furthermore define It = It+ − It− , and It+ and Lt− to be the inventory just after
receipt of Rt−τ and the WIP just before order releases at time t respectively. Finally,
we assume that there is a constant forecast of demand D̂. The SCOP problem is then
formulated as Problem 3.1.
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Problem 3.1
min

t0 +T
X−τ

+
−
hIˆt+τ
+ bIˆt+τ

(3.1)

t=t0 +1

S.T.

Iˆt+1 + D̂ = Iˆt + R̂t−τ ,

(3.2)

L̂t0 = Lt0 − + R̂t0 ,

(3.3)

L̂t+1 = L̂t − X̂t + R̂t+1 ,

(3.4)

τ

(3.5)

τ

(3.6)

L̂t ≤ Ĉ ,

X̂t ≤ Ĉ /τ,
Iˆ0 = It0 + , R̂t ≥ 0, L̂t ≥ 0, X̂t ≥ 0,

t = t0 , t0 + 1, . . . , t0 + T − 1,

R̂t = Rt , for all t ≤ t0

The objective is to minimize the deviation of the finished goods inventory (FGI) from
its target. Equation (3.2) describes the dynamics of the FGI and equations (3.3) and
(3.4) describe the dynamics of the work-in-progress (WIP) in the PU where L0− is
the initial WIP before order releases at time t = 0. Equation (3.5) is the workload
constraint that ensures that production orders are completed within the planned lead
time. Finally, equation (3.6) limits the planned production in a period. Note that
constraints (3.5) and (3.6) are formulated in terms of quantities but are not different
from constraints (2.33) and (2.34) in Problem 2.5.
Note that the inventory balance equation (3.2) depends only on order releases and
not on the planned production quantities. This is an essential trait of the planned
lead time concept. The model of capacity consumption (equations (3.3) to (3.6)) is
coupled to the FGI only through the planned lead time.
Note furthermore that in case τ = 1, equations (3.3) to (3.6) in Problem 3.1 reduce
to the single constraint
R̂t ≤ Ĉ 1

(3.7)

which corresponds to a planning model formulation with endogenous lead times (see
also Section 2.3.3).
The main decision variable of Problem 3.1 is the release quantity Rt0 for the current
period t0 . These decisions are applied in a rolling schedule setting. If there are no
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capacity restrictions, the unconstrained order release decision, Rtu0 , that minimizes
the objective function is
!
tX
0 −1
u
u
(3.8)
Rt0 = (τ + 1)D̂ − It0 +
Rs
s=t0 −τ

The first term on the right hand side of equation (3.8) is the forecasted demand over
the planned lead time plus the subsequent period and the second term is the amount
that becomes available before Rtu0 becomes available. Substituting equation (3.8)
in the inventory balance equation (3.2) and summing over t = t0 , . . . , t0 + τ yields
Iˆt0 +τ +1 = 0. Suppose now that there exists a time t < t0 where
It +

t−1
X
t−τ

Rsu = (τ + 1)D̂ − Dt−1

then equation (3.8) reduces to
Rtu0 = Dt0 −1

(3.9)

which follows from the previous equation and noting that Rtu = Dt−1 and the recursion
It+1 +

t
X

Rsu

=

t−τ +1

=

u
It + Rt−τ
− Dt +

It +

t−1
X
t−τ

=

t
X

Rsu

t−τ +1

Rsu + Rtu − Dt

(τ + 1)D̂ − Dt

Due to constraint (3.5) it may not always be possible to implement the decisions
{Rtu }t≥0 . Define Rt> to be the amount that is in excess of constraint (3.5) :
h
i+
>
Rt> = Rt−1
+ Rtu − (Ĉ τ − Lt− )

(3.10)

That is, Rt> is equal to the quantity that could not be released in the preceding period
plus the unconstrained release quantity for the period minus the quantity that can be
released at time t. Because both planned capacity and planned demand are constant
(assuming that Ĉ τ /τ ≤ D̂), all releases are just in time and there is no build-ahead
inventory. Rt> can therefore by attributed entirely to the deviations of actual demand
−
from the forecasted demand and results in a planned backlog Iˆt+τ
at the end of the
planned lead time.
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Using the definition of Rt> , the constrained order release decision in Problem 3.1
becomes
Rt

=
=

>
Rt−1
+ Rtu − Rt>

>
Rt−1
+ Dt−1 − Rt>

(3.11)

Define Jt = Rt> + Lt to be the total amount of work at time t that waits to be
processed. Jt is described by the recursion
Jt = Rt> + Lt

= Rt> + Lt−1 − Xt−1 + Rt

>
= Lt−1 − Xt−1 + Rt−1
+ Dt−1

= Jt−1 − Xt−1 + Dt−1

(3.12)

Note that equation (3.10) can be reformulated as
Rt>

=
=
=

and
Lt

h
i+
>
Rt−1
+ Dt−1 − (Ĉ τ − Lt− )
h
i+
Jt−1 + Dt−1 − Ĉ τ − Xt−1
i+
h
Jt − Ĉ τ
= Jt − Rt> = min{Jt , Ĉ τ }

(3.13)

(3.14)

We assume that the resource within the PU operates in a work-conserving manner.
We define Xn,t to be the throughput of the PU in period t given that the WIP
is n at the start of the period. We denote the maximum throughput in period t
by X∞,t and assume that {X∞,t }t∈N is a sequence of independent and identically
distributed random variables with mean µ (not necessarily equalling Ĉ τ /τ ). The
actual throughput in the PU is given by
Xt = XLt ,t = min{Lt , X∞,t }

(3.15)

Figure 3.1 shows the queueing model for Problem 3.1 applied in the rolling
schedule setting. We use this queueing model representation to analyze the long
run performance of the controlled manufacturing system. Realized demand Dt is
represented by jobs arriving to an admission queue. We assume that {Dt }t∈N is
a sequence of independent and identically distributed random variables with mean
λ = D̂. Jobs in the admission queue are released to the PU at the start of each
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Figure 3.1 Model of the manufacturing system

period. We refer to these starts as the release epochs. At any time, at most N = Ĉ τ
jobs are allowed in the PU. Jobs that cannot be admitted into the PU at a release
epoch due to the workload constraint N wait in the admission queue until the next
release epoch. These excess jobs at the start of period t are denoted Rt> . The
maximum throughput of the server X∞,t is a random variable and only those jobs
that are inside the PU at the start of a period can be processed (see equation (3.15)).
At the end of a period, jobs in the PU that have not been processed remain there in
order to be processed in the next period. The number of jobs that can be admitted
into the PU is thus reduced by the number of unprocessed jobs remaining in the PU.
Our interest is to study the efficiency of resource usage and the reliability of the
production plan. We consider two measures for the efficiency of resource usage. The
first measure is the maximum utilization level under which the manufacturing system
is stable. The second measure is the expected length of the admission queue E [R> ].
The reliability of the production plan ϕ is measured as the probability that a released
order is not tardy.
We now describe the queueing model in mathematical terms. The total number
of jobs in the manufacturing system, the number waiting in the admission queue,
and the number residing in the PU are denoted by Jt , Rt> , and Lt respectively.
The manufacturing system is observed at the release epochs that are indexed by
t = 0, 1, . . . . The variables Rt> and Lt denote the state just after admissions at epoch
t and are related to the total number of jobs in the manufacturing system as described
in equations (3.13) and (3.14) which we restate here:
Lt = min{Jt , N }
+
Rt> = Jt − N

(3.16)
(3.17)

We denote the number of arrivals in a period t by Dt and the long run expected
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number of arrivals per period by λ. The throughput of the in period t provided that
there is ample WIP is denoted by X∞,t . We assume that X∞,t , t ∈ N are i.i.d.
random variables. The long run expected number of jobs that can be processed in the
PU per period provided there is ample WIP is µ = limt→∞ E [X∞,t ]. We furthermore
define Xn,t = min{X∞,t , n} to be the throughput in period t conditioned on a WIP
level n at the start of the period. In other words, the throughput in period t is XLt ,t .
The dynamics of the system are described by equations (3.12) and (3.15) which are
restated as:
Jt+1 = Jt − XLt ,t + Dt ,
(3.18)
We denote by J, XL , D, L, and R> the random variables that have the stationary
distribution of Jt , XJt ,t , Dt , Jt , and Rt> respectively. Furthermore, we use the
additional notation ρ = λ/µ, (x)+ = max{0, x}, (x)− = max{0, −x}, and |x| =
(x)+ + (x)− .
The remainder of this chapter is organized as follows. First we briefly discuss some
of the literature on queueing models that are related to ours. We then present a
stability condition for the system. Next we describe the Markov chain for equation
(3.18), derive the probability generating function (PGF) for the state distribution at
the release epochs and the tardiness probability distribution. Finally we present some
numerical examples that demonstrate the impact of uncertainty and the parameters
if Problem 3.1 on the performance measures.

3.3.

Literature

This section discusses some literature on queueing models that are related to the
queueing model described in the previous section. A particular trait of our problem is
that, under rolling schedule based SCOP, orders are released at fixed points in time.
In other order release methods such as WLC, releases typically can occur at arbitrary
points in (continuous) time (see for example Kanet, 1988). For a discussion of various
order release mechanisms, we refer to Chapter 2 of this thesis.
A model that is closely related to ours is the bulk service queue. In the bulk service
queue, jobs enter into service in batches of a maximum size. There typically is a fixed
time to service completion after which all jobs in service depart together and a new
batch can enter service. A seminal paper in the area of bulk service queues is Bailey
(1954). Other important references include Neuts (1967); Chaudry and Templeton
(1983). van Leeuwaarden (2005) presents an extensive treatment of the discrete bulk
service queue that is described by the Lindley equation Lt+1 = (Lt − N )+ + Dt . Our
model can be seen to correspond to a bulk service queue where the service time is
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equal to a planning period and the maximum batch size corresponds to the workload
constraint. The main difference in our model is the fact that only part of the batch
may be processed and that the jobs in the batch that are not processed, enter the
queue again.
One particular trait of our model is that the server may be idle even though there are
jobs lining up in the queue, waiting to be processed. This leads to a loss of processing
potential and possibly instability of the system. This trait is shared with fixedcycle traffic light (FCTL) queues (see Darroch, 1964; McNeil, 1968; van Leeuwaarden,
2006). However, in the FCTL queue, the loss of processing potential is due to the
fact that there are several queues that get allocated a fixed amount of service time
that is independent of the queue length whereas in our model, processing potential is
lost due to the fact that a finite number of jobs are selected from the queue that are
eligible to receive service in a period.
The analysis in this chapter is very similar to that found in the previously mentioned
literature. The key step is the characterization of the number of jobs at the end of
a service time or a cycle. To this end, a probability generating function (PGF) is
formulated that includes N unknowns where N is the maximum number of jobs that
can pass the traffic lights in a green light period. Solving for these unknowns involves
complex root-finding for the denominator of the PGF.
A paper that requires separate mentioning is that of Wang (1996). Wang analyzes
a queue where jobs can enter service only at fixed time intervals. There are m
identical exponential servers and jobs arrive according to a Poisson process. Using
techniques similar to Bailey (1954), Wang characterizes the steady state queue-length
distribution by a PGF. Wang obtains closed-form expressions for the cases m = 1 and
m = ∞.

3.4.

Stability condition

The manufacturing system in Figure 3.1 is stable if the number of jobs in the admission
queue does not grow to infinity in the long run. In most queueing models, the stability
condition simply is the requirement that the long run number of arrivals does not
exceed the long run service rate. This condition does not depend on the control
policy for the queue. Stability is achieved by the fact that the server is working
continuously if there are many jobs in the queue. In the system of our study this is
not the case. Due to the periodicity of order releases and the workload constraint,
the server may idle even though there are many jobs in the admission queue. (Note
that this event occurs if X∞,t > C τ and Jt > C τ .) This phenomenon reduces the
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effective capacity of the system and therefore the stability condition changes. Recall
that the utilization rate of the server is defined as ρ = λ/µ = E [D] / E [X∞ ]. The
stability condition of our system is given in the following proposition.
Proposition 3.1. A necessary and sufficient condition for stability of the system is
ρ < ρmax , where
E[(X∞ − N )+ ]
≤1
(3.19)
ρmax = 1 −
E [X∞ ]
where the latter inequality is strict if N < µ.
The term E [(X∞ − N )+ ] is the expected surplus of X∞ over N . Calculation of this
term is straight forward and can be found in 3.C.
Proof. The stability condition for the system is E [D] < E [XN ] or
ρ < ρmax =

E [XN ]
E [X∞ ]

The numerator is this fraction can be rewritten as


E [XN ] = E [min{X∞ , N }] = E [X∞ ] − E (X∞ − N )+

and by Jensen’s inequality we have



E (X∞ − N )+ ≥ (E [X∞ ] − N )+ ≥ 0

which shows that ρmax ≤ 1 and ρmax < 1 for µ > N .

It may seem to be an obvious choice to set τ = 1 and Ĉ τ = E [X∞ ] in Problem 3.1.
In this case, the formula for maximum utilization simplifies as follows.
Corollary 3.2. The maximum utilization rate for a resource with a workload limit
N = µ is
MAD[X∞ ]
ρmax = 1 −
2µ
where MAD stands for the Mean Absolute Deviation. (The MAD of a random variable
X is defined as E [|X − E [X] |].)
Proof. The proof follows from Proposition 3.1 and
2(X∞ − N )+ = (X∞ − N ) + (X∞ − N )− + (X∞ − N )+ = (X∞ − N ) + |X∞ − N |,
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such that
ρmax = 1 −

µ − N + E [|X∞ − N |]
E[(X∞ − N )+ ]
=1−
µ
2µ

The MAD is a measure of variability that is often used by practitioners. Figure 3.2
shows the maximum utilization rate for Poisson distributed X∞ with mean µ = 5,
µ = 10, and µ = 20. The workload constraint is plotted on the horizontal axes as a
multiple of µ and the maximum utilization level for that constraint is plotted on the
vertical axes. The figure shows that the maximum utilization is reduced substantially
for N = µ.
max. util.
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Figure 3.2 Maximum utilization level

It is well known that the queue-length (build-ahead inventory) explodes as the
utilization rate reaches its maximum. In the next section we discuss how the queuelength for our model can be calculated if the utilization rate is less than its maximum
(ρ < ρmax ).

3.5.

The stationary distributions

3.5.1

A discrete time Markov chain representation

We consider the model in Figure 3.1 at the release epochs. Since Dt are independent,
and XLt ,t depends only on the state of the system at the tth release epoch, the process
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{Jt }t∈N forms a discrete time Markov chain (DTMC) with transition matrix


where









P =  βN −1,0

 α0


0


0

..
.
βij =
αj =

β01
β11
β21
..
.

β02
β12
β22
..
.

β03
β13
β23
..
.

···
···
···
..
.

βN −1,1
α1
α0
0
..
.

βN −1,2
α2
α1
α0
..
.

βN −1,3
α3
α2
α1
..
.

···
···
···
···
..
.

β00
β10
β20
..
.

P {D − Xi = j − i} ,

P {D − XN = j − N } ,











,








for all 0 ≤ i < N, j ≥ 0

for all j ≥ 0

(3.20)

(3.21)
(3.22)

The elements of the matrix P can be calculated as follows:
( Pj
k=0 P {D = k} P {Xi = i − j + k} , if 0 ≤ j < i
βij =
Pi
k=0 P {D = j − i + k} P {Xi = k} , if j ≥ i
and

αj =

( Pj

k=0

PN

k=0

P(D = k)P(XN = N − j + k)

if 0 ≤ j < N

P(D = j − N + k)P(XN = k)

if j ≥ N

If the stability condition is satisfied, the DTMC is ergodic. We define the stationary
probabilities pi = limt→∞ P {Jt = i}. We characterize the stationary distribution of
the DTMC by its PGF. First consider the PGF’s for the arrival and service processes:

GD (z) =

∞
  X
P {D = k} z k
E zD =

(3.23)

k=0

GXi (z) =

i
 X

P {Xi = k} z k
E z Xi =

(3.24)

k=0

=

i−1
X

k=0

P {X∞ = k} z k + P {X∞ ≥ i} z i

(3.25)
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Proposition 3.3. The PGF GJ (z) = E z J for the limiting distribution of the
DTMC is:

P −1
N +i
GD (z) N
GXi (z −1 ) − GXN (z −1 )
i=0 pi z
(3.26)
GJ (z) =
z N − z N GD (z)GXN (z −1 )
Proof. From (3.18) we have:
GJ (z) =
=



E z J+D−Xmin{J,N }
N
−1
X

pi z i GD (z)GXi (z −1 ) +

i=0

=

N
−1
X
i=0

∞
X

pi z i GD (z)GXN (z −1 )

i=N


pi z i GD (z) GXi (z −1 ) − GXN (z −1 ) + GJ (z)GD (z)GXN (z −1 )

which reduces to equation (3.26).

The numerator of GJ has N unknowns that can be found by considering the roots
z1 , z2 , . . . of the denominator within the unit circle in the complex plane. It can
be shown using Rouché’s theorem that there are exactly N − 1 such roots (see
Adan et al., 2006) and these roots can routinely be found using computer packages
such as Wolfram Mathematica and MATLAB. Since the PGF is finite inside the unit
circle, the numerator must be zero for these roots. Substituting the roots in the
numerator and adding the normalization equation GJ (1) = 1 gives a system of N
linear equations in N unknowns. The following normalization equation is obtained
by applying l’Hôpital’s rule:
N
−1
X
i=0



pi E [XN ] − E [Xi ] = E [XN ] − E [D]

(3.27)

Note that equation (3.27) is precisely the equation that balances inflow and outflow:
E [D] =

N
−1
X

pi E [Xi ] + P {J ≥ N } E [XN ]

i=0

The system of equations that needs solving becomes:
N

T

Z X − z x̄



p=



0
E [XN ] − E [D]



,

(3.28)
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where

zN

x̄



z1N
z2N
..
.




= 

 N
 zN −1
0

x̄1
 x̄

2

.

..
= 

 x̄N −1
x̄N













, Z

=









z1N −1
z2N −1
..
.
N −1
zN
−1
1












, X =

x1
 x

2

..

.


 xN −1
x̄N

z1N −2
z2N −2
..
.
N −2
zN
−1
2
x2
x3
..
.
x̄N
0


1
1 

.. 

. ,

. . . zN −1 1 
... N − 1 N

. . . xN −1 x̄N
...
x̄N
0 

..
.. 

.
. ,

...
0
0 
...
0
0
...
...

z1
z2
..
.

with xi = P {X∞ = i}, and x̄i = P {X∞ ≥ i}. Equation (3.28) is obtained from the
numerator of (3.26) as follows. First we divide the numerator by −GD (z) and rewrite
the result as
N
−1
X
i=0

=

N
−1
X
i=0

=

N
−1
X
i=0

=

N
−1
X
i=0


pi z N +i GXN (z −1 ) − GXi (z −1 )


N
−1
X

z N +i 







N
−1
X
j=i

j=0

xj z −j −

i−1
X
j=0

xj z −j + x̄N z −N − x̄i z −i  pi


xj z N +i−j + x̄N z i − x̄i z N  pi

NX
−i−1
j=1





xj+i z N −j + x̄N z i − x̄i+1 z N  pi

Substituting z = z1 , z2 , . . . , zN −1 and equating to zero yields the first N − 1
rows in (3.28). The last row is simply equation (3.27). With the solution p =
(p0 , p1 , . . . , pN −1 )T , the PGF GJ (z) is fully defined. For more information on finding
the unknowns in PGF’s, see for example chapter 2 of van Leeuwaarden (2005).
In 3.B we give equations that can be used to obtain the entire probability distribution
and expressions for the first two moments of J, R> , and L. In our numerical analysis,
we noticed that for large N and ρ, the proposed procedure may lead to a system of
equations that is almost singular. In 3.A we also describe an alternative, numerically
stable method for obtaining the stationary distribution of J by analyzing an embedded
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Markov Chain.

3.5.2

Reliability of the production plan

In this section, we characterize the probability that a job is tardy (i.e. exceeds its
planned lead time). Let Q be the number of jobs that an arbitrary job entering the
∗τ
PU finds in front of him and define qi = P {Q = i}. Furthermore let X∞
be the τ -fold
convolution of X∞ . The probability that an arbitrary job is tardy is
1−ϕ

∗τ
= P {X∞
≤ Q}

=

N
−1
X
i=0

∗τ
qi P {X∞
≤ i}

(3.29)

Proposition 3.4. The probabilities q0 , . . . , qN −1 are given by
qi =

1
(P (L− ≤ i) − P (L ≤ i)).
λ

(3.30)

Proof. Recall that Lt− is the number of jobs in the PU just before a release epoch
and let L− be the random variable that its stationary distribution. Recall that qi
is the probability that an entering job finds i jobs in front of him. In other words,
qi is the long-run fraction of jobs that find on the moment of release i jobs in front
of them. Such a job will be released at the start of a planning period if and only if
Lt− ≤ i and Lt > i. Hence, the long run expected number of such jobs released at
the start of a planning period is 1 · (P (Lt− ≤ i, Lt > i) = P (L− ≤ i) − P (L ≤ i). We
get for the long-run fraction (cf. Lemma 2.2.1. in Borst, 1996):
qi =

P (L− ≤ i) − P (L ≤ i)
E(L) − E(L− )

The result follows noticing that the expected number of jobs released per period is
E(L) − E(L− ) = λ.

3.6.

Numerical examples

In this section we present numerical results for some examples of arrival and service
distributions. These examples illustrate the importance of considering the uncertainty
in capacity when selecting the workload constraint and planned lead time in Problem
3.1. We study the maximum utilization under which the manufacturing system is both
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stable and robust. The stability is determined by Proposition 3.1 and the reliability
ϕ is determined by equation (3.29).
Discrete distributions for D and X∞ were selected based on the mean and squared
coefficient of variation c2 using the fitting procedure proposed in Adan et al. (1995).
Candidate distributions are a mixture of two binomial distributions, the Poisson
distribution, a mixture of two negative binomial distributions, and a mixture of two
geometric distributions. We select µ = 20 in all of the examples of this section
except for the last example where we show that ϕ is insensitive to, and E [R> ] is
approximately proportional to the mean of the distribution provided that c2 is the
same. D has mean λ = ρ µ and the same squared coefficient of variation as X∞ . For
the squared coefficient of variation, we consider the values c2 = 0.05 and c2 = 0.2
which leads to selecting a Poisson distribution and a mixture of negative binomial
distributions for X∞ respectively. In order to avoid problems with numerical precision
in the calculations, distributions are truncated at a cumulative mass of 1 − 10−5 and
subsequently normalized.
The probability that a job is tardy (exceeds its planned lead time) is non-decreasing in
the utilization rate, so the maximum utilization rate for a given tardiness probability
can be obtained efficiently by standard root finding methods. In each point ρ where
the tardiness is evaluated, the arrival distribution is selected from the parameters
λ = ρ µ and c2 , and subsequently the tardiness probability is calculated using the
equations presented in the previous section.
Figure 3.3 shows the maximum utilization rate for different values of N which is given
by
∗τ
> Q|ρ} ≥ ϕ}
max {ρ : P {X∞
ρ<ρmax

The figure on the left side shows the maximum utilization for c2 = 0.05 and the
figure on the right side shows the maximum utilization for c2 = 0.2. For small N ,
the maximum utilization rate is restricted by the stability condition (dashed line),
and for large N the maximum utilization rate is restricted by the maximum tardiness
probability of 1 − ϕ ≤ 0.05. The latter probability depends on the chosen planned
lead time τ .
The highest utilization rate that can be achieved for the setting where c2 = 0.05 and
τ = 1, is ρ = 0.8336 when N = 18. For larger τ , the maximum utilization rate is
larger than ρ = 0.99 provided that 27 ≤ N ≤ 36. For the setting where c2 = 0.2
and τ = 1, the maximum utilization rate is ρ = 0.5590 when N = 12, for τ = 2 the
maximum utilization rate is ρ = 0.9430 when N = 28, and for τ = 3 the maximum
utilization rate is greater than ρ = 0.99 when 39 ≤ N ≤ 45.
Figure 3.4 shows E [R> ] for different values of N and ρ. The dotted lines show the
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minimum N for which ρ < ρmax . E [R> ] becomes large if the N is at or close to this
minimum value. The increase of E [R> ] with smaller N is larger for c2 = 0.2.
E@X¥ D=20, c2 =0.05, Φ=0.95
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Figure 3.4 Excess release quantity (E R> )

For small ρ and for small c2 , a short planned lead time is appropriate. If the PU is
operated at a high ρ, the value of Ĉ τ = N in Problem 3.1 should not be set too small
as this leads to a sharp increase of E [R> ]. On the other hand, to avoid tardy orders N
should not be set too high either. To remedy this contradiction, the planned lead time
can be increased. Not only does this allow for higher values of N and correspondingly
smaller values of E [R> ], it also reduces the sensitivity to perturbations of ρ as a
value of N can be chosen that is not in the proximity of the minimum N where
E [R> ] becomes large.
We note that increasing the planned lead time also implies an increase of the average
WIP in the PU. Assuming that the chosen reliability ϕ is high, the WIP is (by Little’s
law) approximately equal to λτ which includes those jobs that are completed before
their due date. Clearly, a reduction in E [R> ] caused by an increase of τ must be
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traded-off against the increased WIP.
The computational procedures proposed in this chapter are fast enough to compute
for example the maximum utilization for a given tardiness probability within less
than a second. Nonetheless, N determines the number of roots to be found for the
denominator of (3.26) and the number of equations in (3.28). We would like to get
some insight in the sensitivity of the numerical results to a scaling of the variables N ,
µ, and λ. In Figures 3.5 and 3.6 below, values of E [R> ] /m and ϕ are set out against
ρ for distributions with mean mµ, m = 1, 2, 4, 8, N = µ, and squared coefficient of
variation c2 = 0.1. It is clear that the differences are small and we conjecture that
they can be attributed to the differences in ρmax for the distributions. This results
suggests that for a given coefficient of variation, the tardiness probability is insensitive
to µ and E [R> ] is proportional to µ if N and λ are scaled accordingly implying that
a good estimate may be obtained for systems with a larger N by evaluating a system
′
with smaller N ′ and µ′ = NN µ.
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Figure 3.5 Value of E R> /m for µ = 5 m and N = µ where m = 1, 2, 4, 8
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Figure 3.6 Value of ϕ for µ = 5 m and N = µ where m = 1, 2, 4, 8, c2 = 0.1, τ = 1
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Summary and conclusions

LP models for production planning found in today’s Advanced Planning Systems
typically treat production capacity as a simple deterministic upper bound on the
period throughput. Following the principles of rolling schedule planning, the amount
of work that is released to the PU is limited by the choice of the capacity parameter.
An obvious choice of the capacity parameter seems to be the average production
rate but this may lead to tardiness of orders if the actual throughput of the PU is
stochastic. On the other hand, restricting the workload in the PU leads to a queue
of orders whose release is delayed.
Restricting the workload in the PU in rolling schedule based SCOP can lead to
instability of the manufacturing system even if the utilization rate is less than 1. This
observation is important as it shows that stochasticity in the manufacturing system
that is inherent to hierarchical planning systems, cannot be remedied only by installing
safety stocks. We give a simple relation between the maximum utilization rate of a
manufacturing system and the variability of the maximum throughput. For the special
case where the workload is restricted by the expected maximum throughput, we see
that the MAD measure of variation naturally arises in this relation.
In this chapter, we have drawn the analogy between a manufacturing system that is
controlled by a rolling schedule based SCOP function and a queueing model. This
analogy highlights the effect of the delay in the feedback loop between the SCOP
level and the PU level that is due to the discrete time nature of rolling schedule based
planning. That is, the state of the PU is observed and orders are released only at the
planning period boundaries which may cause a delay in the response to unplanned
idleness of resources during the planning period.
The queueing model of the manufacturing system was analyzed to obtain expressions
for the long term number of orders that is delayed for release and the probability that
a production order exceeds its planned lead time. Numerical results demonstrate the
effect of a stochastic maximum throughput on the trade-off between delayed releases
and reliability of the production plan. For higher utilization rates or more variable
throughput, it is necessary to use a planned lead time that is more than one planning
period in order to avoid tardiness of orders. The advantage of deploying explicit
planned lead times can be assessed by considering the stochastic nature of production
planning. The selection of the workload constraint should be made in conjunction
with the selection of the planned lead time and is non-trivial.
The main objective of this Chapter is to demonstrate the importance of taking into
account the uncertainty that is inherent to hierarchical planning when designing and
parameterizing the SCOP model. The manufacturing system that was studied was
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kept simple to facilitate exact analysis of the corresponding queueing model. For
simple PUs the results of this chapter may be used to determine workload constraints
and planned lead times. Further research is needed to determine these parameters
for more complex PUs with multiple resources and multiple items.

3.A.

An embedded Markov chain approach for obtaining the unknowns of GJ

The transition matrix for the DTMC of J may be reduced to a finite Markov chain
by embedding on the states 0, . . . , N − 1. That is, the Markov Chain is only observed
at the times t where Jt < N . There are two types of transitions in the embedded
Markov Chain. Firstly, there are the direct transitions between states 0, . . . , N − 1.
Secondly, there are the indirect transitions via states outside the embedded Markov
chain. For these indirect transitions, we need to know the return probabilities. The
return probability is the probability of a state in the embedded Markov chain to be
the next one visited, starting from some state in the embedded Markov chain and
given that at least one state outside the embedded Markov chain is visited first. The
return probabilities are determined as follows.
Suppose the DTMC is in state n + m, where n ≥ N, m ≥ 0. We define the return
(k)
probability bm,i , i > 0, k ≥ 0 to be the probability that the first transition to some
state smaller or equal to n will be to the state n − i and will take at most k jumps.
These probabilities can be calculated recursively:
bm,i

(0)

=

0

(k)

=

αN −(m+i) +

bm,i

∞
X

(k−1)

αN +(j−m) bj,i

,

k>0

j=0

Note that a jump to the right in k steps is of maximum size N such that we can
restrict the above summation and obtain:
(k−1)N −i
(k)
bm,i

= αN −(m+i) +

X

(k−1)

αN +(j−m) bj,i

,

k>0

(3.31)

j=0

This sequence is increasing and bounded so the limit exists. We denote this limit by
bm,i :
bm,i = lim bkm,i
(3.32)
k→∞

3.B Details of the stationary probability distributions
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We now define the Markov Chain embedded on {0, 1, . . . , N −1} with transition matrix
Q = (qij ),
∞
X
qij = βij +
βi,N +m bm,N −i , , 0 ≤ i, j < N
(3.33)
m=0

Let p̃ be the solution of the embedded Markov Chain (i.e. p̃ Q = p̃). Then we use
(3.27) for normalization to find the original probabilities pi , i = 0, . . . , N − 1:
pi =
where
c=

PN −1
i=0

1
p̃i ,
c

(3.34)



p̃i E [XN ] − E [Xi ]

E [XN ] − E [D]

To obtain the numerical results presented in this chapter, the infinite sums in
equations (3.31)-(3.33) need to be truncated. We use the following stopping criterion
for the iteration in equation (3.33). For a given i, let β̂i = max{j : βi,j > ǫ}, where ǫ
is small. The summation in equation (3.33) is truncated at m = β̂i − N and the limit
in equation (3.32) is approximated by bk̂m,i where
k̂ = inf{k :

(k)

(k−1)

max {bi,m − bi,m } < ǫ}.

m≤βˆi −N

3.B.

Details of the stationary probability distributions

3.B.1

The probability masses for states i ≥ N

The probability masses of the stationary distribution of J for the states i ≥ N can
be found through the following balance equation for state i:
pi =

i−1
N
−1

X
X
1 
βj,i−N pj ,
pi−N −
αi−j pj −
α0
j=0

0 < n < N,

(3.35)

j=N

The balance equation in (3.35) involves subtractions which may lead to numerical
instabilities (i.e. with negative probabilities). Alternatively we may obtain the
probabilities by extending the embedded Markov Chain to include higher states.
Given the return probabilities bm,1 we can calculate the stationary probability
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pi for i = N, N + 1, . . . by considering the Markov Chain embedded on states
{0, 1, . . . , i}, i ≥ N . The balance equation for state i becomes:
pi =

(1 − αN −

1
P∞

k=0

×
αN +k+1 bk,1 )
∞
−1


h NX
X
βj,i+k+1 bk,1
pj βji +
j=0

+

k=0

i−1
X

j=N

∞
i

X
(3.36)
αN +(i−j)+k+1 bk,1
pj αN +(i−j) +
k=0

Note that this balance equation needs no further normalization since p0 , p1 , . . . , pN −1
are already properly normalized.

3.B.2

Moments of the distribution of the number of jobs

The moments of the distribution of the number of jobs in the system can be found by
standard differentiation of the PGF in (3.26) and taking the limit z → 1. Applying
L’Hôpital’s rule, the first two moments become:
E [J] =

 
E J2 =

∆1 (Θ2 − Θ1 ) − Θ1 (∆2 − ∆1 )
2∆21

1 h
3 (∆2 − ∆1 ) (Θ1 (∆2 − ∆1 ) − ∆1 (Θ2 − Θ1 ))
6∆31

+ 2∆1 (∆1 (Θ3 − 3Θ2 − 3Θ1 ) − Θ1 (∆3 − 3∆2 + 3∆1 ))

where
∆k
Θk

(3.37)

i

(3.38)



= N k − E (N + D − XN )k
=

N
−1
X
i=0





E (N + (i + D − Xi ))k − E (i + (N + D − Xn ))k

Although these equations look somewhat ugly, they are straightforward to calculate
once the probabilities p0 , . . . , pN −1 are known. The moments of the distribution of the
number of jobs waiting to be admitted (R> ) and the number of jobs in the production
unit (L) are directly found through their relation to the total number of jobs:
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E [L] =

X

i<N

 
E L2 =

 
E R> =

i
h
2
=
E R>

3.C.

X

i<N

X

i>N

X

i>N

pi i + N (1 −

X

pi )

(3.39)

i<N

pi i2 + N 2 (1 −

X

pi )

(3.40)

i<N

(i − N ) pi = E [J] − E [L]

(3.41)

 
 
(i − N )2 pi = E J 2 − E L2 − 2N (E [J] − E [L])

(3.42)

Evaluation of the expected surplus of a discrete random variable

Let X be a discrete random variable with mean X̄, and let f (x) = P {X = x}, F (x) =
P {X ≤ X}, F̄ (x) = 1−F (x) be its probability mass function, cumulative distribution
function, and complement distribution function respectively. The expected surplus of
X is



E (X − N )+ =
=

∞
X

(x − N )f (x)

x=N +1
∞
X

x=N +1

=

xf (x) − N F̄ (N )

N F̄ (N ) +

∞
X

x=N

=

∞
X

F̄ (x) − N F̄ (N )

F̄ (x)

(3.43)

x=N

where the third equality uses
∞
X

x=k

xf (x) = (k − 1)F̄ (k − 1) +

∞
X

x=k−1

F̄ (x)
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Equation (3.43) can be applied to calculate ρmax :
ρmax

E [(X∞ − N )+ ]
E [X∞ ]
P∞
F̄ (x)
= 1 − x=N
E [X∞ ]
PN −1
X̄ − N + x=0 F (x)
= 1−
E [X∞ ]
PN −1
N − x=0 F (x)
=
E [X∞ ]
= 1−

with F the distribution function of X∞ .

(3.44)

Chapter 4

Aggregate anticipation
models for SCOP
The anticipation model is an implicit representation of capacity in the PU.
Many details of the execution of production activities are omitted in this
representation. Consequently, the planned behavior of the manufacturing
system (outputs, lead times) is different from the actual behavior. In
Chapter 3, we studied a SCOP model that represented the PU by a black
box with a fixed capacity. This representation does not take into account
congestion effects that are caused by the uncertainty that is inherent
to hierarchical planning. Arguably the most common representation of
a PU that takes into account uncertainty, is the representation by a
network of queues in steady state. This representation can be used as
a basis for normative anticipation models. The clearing function has
been reported to influence planning performance in a favorable way. The
clearing function is traditionally based on a queueing model in steady
state. The clearing function is an anticipation model that can easily be
integrated in an LP formulation of the SCOP problem as is shown by
various authors. However, the SCOP context implies that individual items
are distinguished and that anticipated output quantities are based on a
specific schedule of planned order releases per item. Not only does the
SCOP context mean that the initial state of the queue is relevant, the
fact that the number of jobs in a certain class is finite causes a type of
dependency between processing times of successive jobs that affects the
queues behavior and is not yet described in the literature. In this chapter,

84

Chapter 4. Aggregate anticipation models for SCOP
we fill in this gap and show that the queueing model leads to biased
estimates of the time needed to clear the workload for the PU. We also
show that this bias is effectively corrected if the parameter of the clearing
function is fitted to cumulative input and output for a workstation.

4.1.

Introduction

It is the task of the SCOP function to time the release of production orders in
the network of PUs such that customer demand is timely satisfied. An important
assumption in the coordination of the goods flows in the supply network is that
orders which are released to the PU are available in the downstream stock-point no
later than a planned lead time after their release. The planned lead time can only
be met by the PU if certain conditions are met. The so called anticipation function
specifies these conditions.
From the perspective of SCOP, the PU is a black box transformation of input materials
into output materials over time. As discussed in Section 2.1.1, the anticipation
function is an implicit representation of the finite capacity in the PU. The actual
output of the PU is uncertain. Several causes for this uncertainty were discussed in
Section 2.1.2. In this chapter, we focus on the artefactual uncertainty: uncertainty
that is the result of deliberately omitting certain details of the PU behavior.
A well known abstraction of a manufacturing system is the open queueing network
model. (We recall that we do not consider closed queueing networks in this thesis
because our interest is in the transient analysis of systems in which the workload
changes over time.) In the queueing network model, individual jobs are distinguished
but only aggregate characteristics of the occurrence of arrival and departure events
are accounted for. The dynamics in the PU are described in terms of times between
arrival and departure events. Information about the precise number and timing of
events is lost. Rather it is assumed that the times between events (e.g. between
subsequent job arrivals or between the start and end of processing) are independent
random variables with identical distributions.
Queueing networks for which exact analysis is possible are subject to very restrictive
assumptions (cf. Baskett et al., 1975). Approximations for more general open
queueing networks can roughly be classified into decomposition approximations and
diffusion approximations. In decomposition approximations, characteristics of inputs
and outputs of G/G/c queues that are analyzed individually, are related to each
other by a set balance equations. Although multiple job classes can be distinguished
in these decomposition approximations, processing times at each queue in the network
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are assumed to have identical distributions. This aggregate processing time is also
referred to as the effective processing time (cf. chapter 8 of Hopp and Spearman,
2001). For a review of decomposition approaches, see Bitran and Dasu (1992).
In diffusion approximations, the cumulative arrivals from and departures to queues
are approximated by continuous stochastic processes, specifically Brownian motions.
The workload process (typically expressed as the amount of processing time for jobs
waiting and the remaining processing time for the job in service) at the queues is a
Brownian motion that is ”reflected” whenever it reaches 0. Diffusion approximations
are described for example in Harrison and Nguyen (1993); Chen et al. (2002). In these
diffusion approximations, job classes can have different processing time distributions.
Like decomposition approximations, diffusion approximations are applied to analyze
a queueing network is steady state. However, for a single dimensional regulated
Brownian motion also the transient probability distribution function is known in
closed form. In this chapter, we use this transient distribution function to analyze
the effect of the aggregate processing time. In Chapter 6 we propose an anticipation
model based on this transient distribution function.
Queueing network models are typically used for performance evaluation of production
systems under a specific control. As noted by Suri et al. (1993), these models are
not developed to be part of the control themselves for they are descriptive models
rather than normative models. Nonetheless, attempts have been made to incorporate
such queueing models in control functions. For example, Zijm and Buitenhek (1996)
propose an iterative procedure where given planned release dates, a queueing model
is applied to find expected lead times. Hung and Hou (2001) propose an iterative LP
approach where flow times are estimated from a steady state queueing model.
In a sense, clearing function models can be thought of as decomposition approximations. Each clearing function describes the relation between input and output
(through workload) for a single workstation and expected inputs and outputs of
workstations are related by linear balance equations. The clearing function is
traditionally based on the M/G/1 or G/G/1 queueing model. With that, the
implicit assumption underlying this clearing function is that processing times have
identical distributions. Moreover, it is assumed that successive processing times are
independent. This independency assumption is quite common in the literature on
control of manufacturing systems. In Tempelmeier (2003) it is stated as follows:

If a number of flexible automatic machines or robots assigned to a station
are able to process a mixture of product variants in any sequence, then
-from the point of view of an external observer- the processing times of
the variants can be considered as random.
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However, the independency assumption is violated when the clearing function is
applied as an anticipation model for SCOP. Indeed, because the number of jobs in
a class is finite, if the order in which jobs arrive is completely random then the
probability of an arriving job being in class is smaller if the preceding job arrival was
in the same class and is larger if the preceding job arrival was in another class.
In this chapter we analyze the effect of the dependency of processing times that occurs
under SCOP controlled order releases. We analyze this effect for a PU that consists
of two single server workstations in series. A formal description of this model is given
in Section 4.2. Using diffusion approximations, in Section 4.4 we analyze the effect of
dependencies between successive interarrival and processing times on the estimated
future workload and compare this to the model where all processing times are assumed
to have identical and independent distributions. This analysis shows that predictions
about the expected future workload may be biased in the aggregate queueing model.
By means of discrete event simulation we validate these findings in Section 4.5 and
study whether this bias occurs similarly in clearing function models.

4.2.

Model of the production unit

To study the effect of dependencies between interarrival times and processing times
under SCOP controlled releases, we consider a PU consisting of two single server
workstations in series. Orders released to the PU translate into jobs that arrive
in random order and are processed on both workstations in the same sequence.
Processing times are the workstations are deterministic but differ per workstation
and per job class.
Note that this tandem queueing model is the simplest model that exhibits dependencies between processing times. An order release decision leads to simultaneous arrivals
to the first workstation and the aggregate workload process (amount of time needed
to complete processing of all jobs waiting and in service) is therefore trivial. However,
due to the random order of processing at the first workstation and the differences in
processing times, the aggregate workload process at the second workstation is not
trivial.

Tandem queueing model
The formal description of the tandem queueing model for this section is based on the
description of the PU given in Section 2.2.1. However, for ease of notation, in this
Chapter we shall assume that jobs do not change classes when passing from the first
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workstation to the second workstation. This assumption convenient for the tandem
queueing model and allows us to omit the routing matrix P from our formulations.
Furthermore, because we consider a single PU only, we treat items and job classes
the same (i.e. the item index i is equal to the job class index k).
The set of workstations is denoted by M = {1, 2} and are indexed by m. All jobs
pass through workstation 1 and workstation 2 subsequently. The set of job classes is
denoted by K and are indexed by k = 1, 2, . . . , |K|. The following notation is used to
describe the flow in the PU.
T
Rk,t
Lm,k (t)
Xm,k (t)
µ−1
m,k
vm,n
Q
Zm,n

The planning horizon,
Order release quantity for job class k at the start of period t,
Queue-length at workstation m for job class k at time t, including
the one in service,
Cumulative departures from workstation m of jobs of class k up to
time t,
Deterministic processing time for jobs of class k at workstation m,
Processing time for the nth job processed at workstation m,
Waiting time for the nth job arriving to workstation m

The flow of jobs in the PU is described by
L2,k (t) =

X1,k (t) − X2,k (t),

∀k,

⌊t⌋

L1,k (t) =

X
s=0

Xm,k (t) =

Rk (s) − X1,k (t),

⌊µm,k Sm,k (t)⌋ ,

(4.1)

∀k,
∀m, k

(4.2)
(4.3)

where ⌊t⌋ denotes the largest integer smaller or equal to t.
The workload in the PU is then defined by
W1,k (t)

=

µ−1
1,k

⌊t⌋
X
s=0

W2,k (t)
Zm (t)

Rk (s) − S1,k (t),

= µ−1
2,k X1,k (t) − S2,k (t),
X
=
Wm,k (t),
∀m

∀k
∀k

(4.4)
(4.5)
(4.6)

k∈K

and the idle time is defined by:
Ym (t) = t −

X

k∈K

Sm,k (t),

∀m

(4.7)
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Finally, the partial processing time received by a job class is denoted by νm,k :
νm,k (t) = Sm,k (t) mod µ−1
m,k ,

∀m, k

(4.8)

The dynamics of the flow in the workstation are defined by the schedule of order
releases {Rk,t , k ∈ K, t = 0, . . . , T − 1} and Sm,k (t). Whereas S1,k (t) behaves in a
trivial way, S2,k (t) depends on the order of processing of jobs at the first workstation.
The following constraints are satisfied. The capabilities of a workstation are given by:
X dSm,k (t)
≤ 1,
dt

m = 1, 2

(4.9)

k∈K

The workstation processes at most one job class at a time:
∀m, k 6= k ′ ,

νm,k (t)νm,k′ (t) = 0,

(4.10)

and workstations are operated in a work conserving manner (i.e. they only idle when
there is nothing to do):
∀m

Zm (t)dYm (t) = 0,

(4.11)

Finally, the following non-negativity constraints for the cumulative processes are
satisfied:
dXm,k (t)
≥ 0,
dt

dSm,k (t)
≥ 0,
dt

dYm (t)
≥ 0,
dt

∀m, k

and the non-negativity of the WIP and workload
Lk (t) ≥ 0,

Wk (t) ≥ 0, ∀k

When after completion of a job there are multiple jobs queueing to be processed at
a workstation, the selection of the next job depends on the dispatching policy. We
consider three policies: random dispatching (the next job is selected randomly among
the queueing jobs), first-come first-serve (FCFS) dispatching (the job is selected that
has spent the longest time in the queue), and batched-FCFS. In the latter policy, jobs
are processed in a FCFS manner but jobs in the last-served class have priority.
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The aggregate queueing network model
We define the aggregate queueing network model (AQN) analogous to the tandem
queueing model in the previous section with one difference. Whereas in previous
section we distinguished various job classes, in the AQN model, there is only one job
class per workstation. The processing times vm,n in the AQN are assumed to be i.i.d.
for m = 1, 2. The distribution of these processing times is obtained in the following
way.
First the arrival rate λk per job class is determined by the schedule of order releases
as follows:
λk =

T −1
1 X
Rk (s)
T s=0

(4.12)

The probability density function for the processing times is then given by
n
o
λ
P k
P vm,n = µ−1
m,k =

k′ ∈K

λk′

,

(4.13)

and the mean effective processing time µ̂−1 for workstation m is given by:
µ̂−1
m = E [v̂m ]

4.3.

(4.14)

The clearing function

The clearing function, denoted by ̥ , specifies the relation between the expected
workload and the expected output rate in a planning period. Through linear balance
equations, the input rates and output rates for different workstations are related in
a clearing function model. Second moments (of the input and output processes) are
accommodated by a parameter that is fixed over the planning horizon. The clearing
function is traditionally based on the M/G/1 or G/G/1 queueing model in steady
state. This implies the following implicit assumptions:

1. The planning period is long enough for the workstation to approximately reach
a steady state;
2. Interarrival times and processing times are approximately independent and
identically distributed.
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The clearing function is applied to each planning period allowing the expected steady
state workload and expected steady state departure rate to vary from period to period.
That is, although the dynamics of the system change from period to period, it is
assumed that the steady state behavior of a queueing system is an appropriate proxy
for the dynamics within a period. The coefficient of variation of the arrival and
departure processes are taken into account through a parameter that is constant over
the planning periods.
Various clearing functions proposed in the literature differ in their estimation of the
steady state workload in a period. In this chapter we consider the clearing function of
Missbauer (2002) that we refer to as MCF. Missbauer proposes to use the workload
at the end of a period as the estimate of the steady state workload. The clearing
function is expressed as a function of the total workload, T W which is defined as the
sum of the workload at the start of the planning period plus the workload for the
arrivals during the period. The clearing function proposed by Missbauer is defined
by (for the derivation see Section A.1):
̥MCF (T W ) =


p
1
1 + c + T W − (1 + c + T W )2 − 4(T W )
2

(4.15)

The parameter c in the clearing function in (4.15) determines the shape of the clearing
function and, by definition, depends on the coefficient of variation of the interarrival
times csa and the squared coefficient of variation of the processing times c2v at the
workstation. Based on the approximation of Kingman (1961) for the G/G/1 queue,
the parameter is given by (see Section A.1):
c=

c2a + c2v
2

(4.16)

However, it is typically proposed in the literature that select c is selected by fitting the
clearing function to historic period workload and output data. We refer to Section
A.2 for a discussion. In Section 4.5 we compare the constant that is fitted to the
”theoretical” constant defined by equation (4.16).
The clearing function specifies a relation between the aggregate steady state workload
and the aggregate steady state departure rate but is applied in a discrete time fluid
model such as described in Section 2.2.1. Individual job classes are distinguished
in this fluid model which calls for a disaggregation of the aggregate output rate of
the workstation. Following Asmundsson et al. (2009) (see also A) we assume that an
amount of time is allocated to processing jobs of class k that equals its proportion
zk,t in the workload at the workstation in period t. For workstation 1 of the tandem
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model described in Section 4.2 we have
zk,t = P

µ−1
1,k (L1,k (t) + Rk,t )
k′ ∈K

µ−1
1,k′ (L1,k′ (t) + Rk′ ,t )

,

t = 0, 1, . . . , T − 1

(4.17)

and the output rates at workstation 1 satisfy
µ−1
1,k X1,k (t, t

+ 1) =

zk,t ̥MCF
m

X

k′ ∈K

m

−1
µ1,k
′ (L1,k′ (t)

!

+ Rk′ ,t )

(4.18)

Note that the equations above imply that in the clearing function model X1,k can be
fractional. A similar disaggregation can be applied to workstation 2 as well. As we
are interested to know the aggregate expected future workload, there is no necessity
for disaggregation at this workstation.

4.4.

Bias of the aggregate queueing network model

The assumption of independence of successive interarrival and processing times
in the AQN is typically violated in a PU with deterministic class dependent
routings and processing times. This fact is often not recognized in the literature
on queueing networks (e.g. Whitt, 1983). Interdependencies are also ignored by
Bitran and Tirupati (1988) who study queueing networks with class dependent
deterministic routings where dependencies between interarrival times and processing
times are inherent. Particularly if arrivals originate from a single preceding
workstation in a busy period, then the processing times and interarrival times of jobs
on a workstation have a joint distribution with nonzero covariance. Conolly (1968)
analyzes a single queue with Poisson arrivals where the processing time is a fixed
fraction of the interarrival time and shows that the waiting times are much smaller
than the corresponding M/M/1 queue without dependence predicts. A setting with
two workstations in series facing Poisson order arrivals where the processing time for
a class is the same on both workstations is analyzed by Boxma (1979). Numerical
results show that in moderate to heavy traffic regimes, the waiting times at the second
queue are much smaller than the waiting time at the first queue (which is the regular
M/G/1 queue). These results suggest that in production lines where long processing
times at one workstation imply long processing times at a subsequent workstation, the
aggregate queueing network overestimates the workload at downstream workstations.
Fendick et al. (1989) analyze a single workstation setting facing a batch Poisson
arrival process. There are multiple job classes and classes have different processing
time characteristics. The system studied by Fendick et al. exhibits three types
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of interdependency: between consecutive interarrival times, between consecutive
processing times, and between the interarrival time of a job and its processing time.
Although queueing systems with various sorts of interdependencies between interarrival times and processing times have been analyzed, most of this literature is based
on a single server queueing system processing a single job class, where covariances
within and between arrival and service processes are assumed to be constant over
time. In this section we analyze these covariances in the presence of SCOP controlled
order releases. The PU consists of a tandem queue that processes multiple job classes
as defined in Section 4.2. In particular, we show that in this setting covariances are
not constant over time. We demonstrate that these dependencies that can only be
observed when distinguishing individual job classes and explain why the AQN model
may lead to structurally biased estimates of the workload in the PU.
In this section we consider only the order release decision for the first planning period.
Furthermore, we assume that there is no work in the PU at the start of this period.
Our interest is to obtain the time that is needed to process the order releases. At
time t = 0 orders released to the PU arrive as jobs to the first workstation in random
order. No jobs arrive after time t = 0 and there are no jobs in the system before
time t = 0. (Alternatively, we assume that orders released after time 0 have a lower
priority such that they do not influence the time needed to clear the workload present
at time t = 0.)
In total Rk jobs of class k are released (we omit the time index for Rk in the rest of
this section). Let n = 1, 2, . . . , N count the number of departures at workstation 1
where
X
N=
Rk
k∈K

The quantity of jobs in class k that has already been processed at the nth departure
on workstation 1 is denoted by Xk,n = X1,k (tn ) with tn being the time of departure
of the nth job at workstation 1. All jobs completed at the first station immediately
proceed to the queue of workstation 2. It can be shown (see Appendix 4.A.1) that the
mean and variance of the cumulative output of workstation 1 at the nth departure is
E [Xk,n ] =

qk n,

(4.19)

2

Cov [Xk,n , Xk′ ,n ] =

N
p(1 − p) qk (δk′ k − qk′ ),
N −1

where
p=

n
,
N

qk =

Rk
N

(4.20)
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and δk′ k = 1 if k ′ = k and 0 otherwise. Note that the covariance is negative for all
1 < n < N, k ′ 6= k .
Let am,n and vm,n be the interarrival time and processing time for the nth job
arriving at workstation m. Note that although processing times are deterministic,
the interarrival time and processing time of the nth arriving job depend on its type
and hence are stochastic. Let

vm,n−1 − am,n , if n > 1,
um,n =
0,
if n = 1
Q
The waiting time Z2,n
of the nth job arriving at workstation 2 is given by the Lindley
recursion
Q
Z2,n

=
=

Q
max{0, Z2,n−1
+ v2,n−1 − a2,n }

max{0, u2,n , u2,n + u2,n−1 , . . . , u2,n + · · · + u2,1 }

(4.21)

We define the cumulative difference (between interarrival times and processing times)
process {Um,n , n = 1, 2, . . . } by
Um,n =

n
X

um,s

(4.22)

s=1

such that
Q
Z2,n

=
=

max {U2,n − U2,s }

1≤s≤n

U2,n − min {U2,s }
1≤s≤n

(4.23)

The first term in on the right hand side of equation 4.23 is the difference between the
time of arrival of the nth job to workstation 2 and the cumulative processing time at
workstation 2 that arrived before this job. The second time is the cumulative time
that workstation 2 was idle up till the arrival of the nth job.
We define ∆(k) to be the difference between the processing time at the first
workstation and the processing time at the second workstation:
−1
∆(k) = µ2,k
− µ−1
1,k
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Let ιn be the class of the nth job arriving to workstation 2. We have
U2,n

=
=
=

n
X

s=1
n
X

s=1
n
X
s=1

=

X
k

(v2,s−1 − a2,s )
(v2,s−1 − v1,s )
∆(ιs ) + v2,0 − v2,n
Xk,n ∆(k) − v2,n

(4.24)

Note that the term v2,n is bounded by the largest processing time at workstation 2
such that for large enough n we have approximately
X
U2,n ≈
Xk,n ∆(k)
(4.25)
k

(4.26)

We define
θ

=

X

qk ∆(k),

(4.27)

qk ∆(k)2 − θ2 ,

(4.28)

k∈K

ς2

=

X

k∈K
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such that the mean and variance of U2,n are
E [U2,n ] =
=

E

n

"

K
X

#

Xk,n ∆(k)

k=1

K
X

qk ∆(k)

k=1

=
Var [U2,n ] =
=

=

nθ

Var

"

(4.29)
K
X

#

Xk,n ∆(k)

k=1

K X
K
X
N2
p(1 − p)
qk′ (δk′ k − qk )∆(k ′ )∆(k)
N −1
′
k =1 k=1

!2 
K
K
2
X
X
N
p(1 − p) 
qk ∆(k)2 −
pk ∆(k) 
N −1
k=1

k=1

2

=

N
p(1 − p)ς 2
N −1

(4.30)

where δk′ k = 1 if k ′ = k and zero otherwise.
In the AQN, there is only one job class per workstation and the interarrival times
and processing times are assumed to be independent and identically distributed. Let
Ũ2,n be defined as in equation (4.22) but this time with u2,n , n = 1, 2, . . . i.i.d. The
mean and variance of Ũ2,n are then given by
i
h
−1
= n(µ̄−1
E Ũ2,n
2 − µ̄1 ) = nθ
i
h
= n(σ12 + σ22 )
Var Ũ2,n

where
µ̄−1
1 = E [v1,1 ] =

P

−1
k∈K qk µ1,k ,

µ̄−1
2 = E [v2,1 ] =

(4.31)
(4.32)

P

−1
k∈K qk µ2,k ,


 P

 P
−2
−2
−1 2
2
− µ̄−2
= k∈K qk µ2,k
σ12 = E (v1,1 − µ̄−1
= k∈K qk µ−2
2
1 )
1,k − µ̄1 , σ2 = E (v2,1 − µ̄2 )

The waiting time of the nth job to arrive at workstation 2 in the AQN is
Q
Z̃2,n

=

Ũ2,n − min {Ũ2,s }
1≤s≤n

(4.33)

Compare (4.31)-(4.32) with (4.29)-(4.30). Whereas the means of both processes are
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the same, the variances differ in two ways. Firstly, the variance of Ũ2,n increases
linearly with n whereas the variance of U2,n is determined by the factor n(1−n/N ) ≤ n
which increases concavely up to time N/2 after which it decreases concavely. Secondly,
Ũ2,n depends on the variance of individual observations of the interarrival times and
processing times whereas U2,n depends on the difference of the processing time on the
first workstation and the processing time on the second workstation. Using definitions
(4.28) and (4.4), ς 2 can be expressed as
!
X
−1 −1
−1 −1
2
2
2
ς = (σ1 + σ2 ) − 2
(4.34)
qk µ1,k µ2,k − µ̄1 µ̄2
k∈K

That is, if there is a positive correlation between the processing time of a job on
the first workstation and the processing time of a job on the second workstation
(i.e. a balanced line), then the second term on the right hand side is positive and
the term ς 2 in equation (4.30) is smaller than the variance of Ũ2,n and if there is a
negative correlation (i.e. unbalanced line) then it is larger. The difference disappears
if processing times at one workstation are all equal.
It is well known that for large enough n, the process {Ũ2,n , n = 1, 2, . . . } can
Q
be approximated by a Brownian motion and the waiting time process {Z̃2,n
,n =
1, 2, . . . } can be approximated by a regulated Brownian motion (the so-called diffusion
approximation, see Harrison and Nguyen (1993)). By Donsker’s (functional central
limit) theorem, this approximation is exact as n goes to infinity. The approximation
clearly does apply to {U2,n , n = 1, 2, . . . }. Indeed, whereas the variance of U2,n
is initially increasing, it is zero for n = N . However, if the Brownian motion is
conditioned on reaching U2,N at time N , then its mean and variance are equal to the
mean and variance of U2,n at all times n. Such a conditioned Brownian motion is
called a Brownian bridge. Without providing a formal limit theorem for U2,n , we shall
use the Brownian motion and Brownian bridge approximations to study the difference
Q
Q
.
and Z2,N
between Z̃2,N
We define
Bp

≈

B̃p

≈

√

N −1
U2,pN
ςN
1
p
Ũ2,pN
N (σ12 + σ22 )

(4.35)
(4.36)
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where Bp is a Brownian bridge with unit variance, conditioned on
B1

=
=

√
N −1
U2,N
ςN
θ√
N −1
ς

(4.37)

and B̃p is a Brownian motion with drift
√
θ
N
B̃1 = p 2
2
σ1 + σ2

In Appendix 4.A.2 we derive the following expected values:
r




1 2
π 
B1
Φ B1 − 2(B1 )+
= (B1 )+ + exp
E B1 − min Bp
0≤p≤1
2
2


  

 
 
1
1
= B̃1 Φ B̃1 + φ B̃1 +
E B̃1 − min B̃p
Φ B̃1 −
0≤p≤1
2
B̃1

(4.38)
(4.39)

where the latter has the limit
 r

2
lim E B̃1 − min B̃p =
0≤p≤1
π
B̃1 →0

(4.40)

Combining (4.23) and (4.35) with (4.38), and (4.33) and (4.36) with (4.39) we get:


h
i
ςN
Q
E Z2,N
≈ √
(4.41)
E B1 − min Bp ,
0≤p≤1
N −1


q
h
i
Q
(4.42)
N (σ12 + σ22 )E B̃1 − min B̃p
E Z̃2,N
≈
0≤p≤1

In Figure 4.1 we plotqthe difference between the functions in (4.38) and (4.39). The

2
π
largest difference is
π 1 − 4 . This occurs at B1 = 0 which corresponds to the
setting where the loads on subsequent workstations are perfectly balanced.
To illustrate the combined effect of the correlation between processing times on the
first and the second workstation, and the balance in the total workload, we consider
a setting where there are 4 job classes with each 10 jobs, i.e. Rk = 10, k = 1, . . . , 4
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Figure 4.1 E B̃1 − min0≤p≤1 B̃p − E [B1 − min0≤p≤1 Bp ]

and N = 40. The service times at

0.5
1 
0.75
−1

µ1 =
N  1.25
1.5

the first and second workstation are



1 − 0.5c


ρ 
 1 − 0.25c 
,
µ−1
2 =


1 + 0.25c 
N
1 + 0.5c

The case where c = 1 corresponds to a situation where processing times for a class on
are identical on both workstations (we call this the balanced processing times case)
and the case where c = −1 corresponds to a situation where processing times on
subsequent workstations are unbalanced. When c = 0, all processing times on the
second workstation are identical such that the covariance term in (4.34) disappears.
The covariance is given by
!
X
−1 −1
−1 −1
Cov [v1,n , v2,n ] = 2
(4.43)
qk µ1,k µ2,k − µ̄1 µ̄2
k∈K

= 2ρ

X

k∈K



−1
qk µ−1
1,k µ1,k − 1 c

(4.44)

The parameter ρ specifies the fraction of the total workload on the second workstation
2 relative to the total workload on workstation 1 that is caused by the order releases.
Figure 4.2 shows the bias in the expected workload that is predicted by the analysis
in this section, for various values of ρ. The bias is defined to be the difference
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between the expected workload in the AQN model and the expected workload in the
conceptual model of this chapter, for the downstream workstation at the time of the
last departure on the upstream workstation. The covariance between the upstream
and downstream processing times, as defined in (4.43), is set out on the horizontal
axes. It can be observed that the bias is largest for cases where the total workload
on both workstations is the same (i.e. ρ = 1). We see that the bias may become
negative (i.e. the aggregate queueing network underestimates the waiting time) if
the covariance between the processing times is negative (i.e. unbalanced processing
times).

~ ] -E [ W ]
E[ W

ρ=1

ρ = 0.9/ρ = 1.1

ρ = 0.8/ρ = 1.2

cov(v1,n,v2,n)

Figure 4.2 Bias of AQN model as a function of Cov [v1,n , v2,n ] and ρ

Consider now the setting where orders are processed in a batch-wise fashion. Batchsizes are not predetermined but depend solely on the availability of jobs in the same
class as the one previously processed. That is, when selecting the next job to be
processed, a workstation gives priority to jobs from the same class as the job previously
processed. If no such jobs are present in the queue, the job that arrived first is selected.
This policy implies that the workstation processes all jobs from a class consecutively.
In effect, this means that jobs from class k are processed as a single large job with
a processing time of Rk . Note that in the diffusion approximation there is no delay
due to waiting for completion of processing so the large job has no effect on the time
of the first arrival.
The batched processing case can be modeled by setting
B

µ−1 k,m = Rk µ−1
k,m ,

LB
k =1

(4.45)

In a model where discrete jobs are distinguished, the above way of modeling batched

100

Chapter 4. Aggregate anticipation models for SCOP

processing is not correct as it creates a single large job per class which lead to long
interarrival times at the downstream workstation. In the diffusion models used here
however, there is no distinction of discrete jobs. Instead, what is modeled are the
changes in the arrival and departure rates of the workstation. Reducing L while
simultaneously increasing µ−1 thus merely implies that the frequency of change in
the rates is reduced. Note that the scaling in (4.45) does not apply to the AQN
model as there is only a single job class per workstation. Consequently, there can be
no batched processing in the AQN model.

~ ] -E [ W ]
E[ W

ρ=1

ρ = 0.8/ρ = 1.2
cov(v1,n,v2,n)

Figure 4.3 Bias of AQN model with batched processing

Figure 4.3 shows the effect of batched processing on the bias in the AQN model. The
covariance between the processing time of a job on the upstream and downstream
workstation is set out on the horizontal axes. The bias is set out on the vertical axes
and is defined as the difference in the expected workload on the second workstation
after the last departure on the first workstation, predicted by the AQN model and the
Brownian bridge representation of the conceptual model. The solid lines represent
the bias for the FCFS processing policy and the dashed lines represent the bias for
the batched processing policy (i.e. with the scaling in 4.45 applied). For positively
correlated processing times, the difference between the bias for the FCFS processing
policy and the batched processing policy is small. For processing times that are
negatively correlated, the bias of the AQN model deteriorates considerably under the
batched processing policy.
The result is this section suggests that the AQN model may be an appropriate
representation of the conceptual model if there is a clear bottleneck workstation (i.e.
ρ 6= 1), if the processing times are not positively correlated, and if there is no batched
processing of jobs. In the next section we validate these points and study how the
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clearing function is affected by means of discrete event simulation.

4.5.

Simulation

In the previous section we analyzed by means of a fluid approximation how the
expected time needed to process orders released at time t = 0 to an empty PU is
biased in the AQN model. In this section we verify these results (which were based
on an approximation) for the rolling schedule context of SCOP where order releases
occur at the start of each period. We also study whether the clearing function, which
is based on the same assumptions as the AQN, shows a similar bias. We use discrete
event simulation to study these questions.
In addition to the MCF model that is based on the assumption that the workstation
is approximately in steady state within a planning period, we include the short-term
clearing function (SCF) model of Selçuk (2007) in our experiments. This clearing
function is based on assumptions that are very different and is therefore an interesting
benchmark for this study. In particular, the SCF model assumes that the total
expected workload (T Z) is present at the start of the planning period. The SCF
clearing function is defined as
̥SCF (T Z) = E [min {T Z, C}] ,

(4.46)

where C is a Gamma random variable with unit mean and squared coefficient c. The
coefficient c is determined by fitting the SCF in the same way as the MCF. For a
discussion and explicit expression, see Section A.3 in Appendix A.
Four different approximations are evaluated in the simulation study. The AQN, MCF,
and SCF models were already discussed in this chapter. In addition, we also compare
an approximation by the fluid model that was described in Section 2.2.1. Whereas
for the Fluid, MCF and SCF models there a workload estimate per planning period
can be calculated, the AQN model is evaluated by means of simulation over the same
horizon and using the same number of replications as used to evaluate the simulated
conceptual model of the PU (i.e. the tandem queueing model in Section 4.2). Likewise,
the AQN workload estimate in each period is the average of the workload realizations
in each period. Note that we consider
Simulation experiments are conducted for large set Σ of different scenarios. A specific
scenario is denoted by ς and is defined by the characteristics of the job shop such
as processing times, utilization rates, and the schedule of planned order releases.
Furthermore, each scenario has a schedule with the quantity that is released to
workstation 0 at the start of each period. The generation of these scenarios is
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described in Appendix 4.B. We only list the factors that are varied here. There
are three different dispatching rules used for selecting jobs from the queue at each
workstation: first-come first-served (FCFS), batched FCFS (priority is given to jobs of
the class that was previously processed), and random order. High and low utilization
rates are considered for each workstation, the number of job classes is varied, and
the average number of job arrivals per period is varied. Furthermore, the effect
of differences in processing times among job classes is varied and the balancedness
of processing times in upstream and downstream workstations is varied. In the
unbalanced cases, job classes that have a relatively short processing time on the
first workstation, have a relatively long processing time on the second workstation
and vice versa.
A schedule of order releases is randomly generated for each scenario. The first 52
periods in each schedule are used for fitting purposes and are referred to as the fitting
phase. The next 26 periods are used to evaluate the model performance and are
referred to as the evaluation phase (E). Two factors influence the schedule generation.
The first factor is the variance of the period order release quantities. The second factor
is the correlation of order release quantities for different job classes.
A full-factorial design is deployed for the simulation parameters and for each
factor combination, 10 scenarios (with different schedules of order releases) are
generated. There are 768 scenarios in total and each scenario is replicated 10 times
to accommodate for randomness in the dispatching of jobs from queues. A simulation
run for a specific scenario is conducted for each model using separate random number
streams for each workstation. Common random number streams are used for different
anticipation models.
The performance of each model (Fluid, AQN, MCF, SCF) is evaluated by means of
pairwise comparisons of the variables of interest. In the analysis of the simulation
results we focus on workstation 2. Note that the workload process of workstation
1 is trivial due to the fact that all arrivals occur at the beginning of a period and
the processing times are deterministic. We consider 2 performance measures for the
accuracy of an anticipation model. The first performance measure is the accuracy
of the model which is measured as the mean absolute deviation (MADW) of the
anticipated workload from the workload observed in the conceptual model. The
second performance measure is the bias in the anticipated workload measured as
the mean deviation (MDW) of the anticipated workload from the actual workload.
Let ςn denote the nth replication of scenario ς, then the aggregate workload at
workstation 2 at the end of period t in replication n of scenario ς is
X
W2,k (t + 1, ςn ),
Z2 (t + 1, ςn ) =
k∈K1
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and the average aggregate workload is
Z̄2 (t + 1, ςn ) =

10
1 X
Z2 (t + 1, ςn )
10 n=1

Let furthermore Ẑ2P (t + 1, ς) denote the aggregate workload estimated by an
approximation P, then the accuracy (MADW) of anticipation model is measured
as
P
|Z̄2 (t, ς) − Ẑ2P (t, ς)|
P
MADW (t) = ς∈Σ
(4.47)
|Σ|
The results are averaged over the periods:
MADWP (E) =

1 X
MADWP (t),
|E|

(4.48)

t∈E

The bias (MDW) is measured as
MDWP (t) =

P

ς∈Σ

and
MDWP (E) =

Z̄2 (t, ς) − Ẑ2P (t, ς)
|Σ|

1 X
MDWP (t)
|E|

(4.49)

(4.50)

t∈E

4.5.1

Simulation results

Table 4.1 shows the accuracy (MADW) of the different models observed in the
simulation experiments. The values in the italic lines are the average observed actual
workloads in the categories which are displayed as a reference point for the MADW
values.
It is apparent that the fluid model performs slightly better than the AQN model and
that the fitted clearing functions are more accurate than the fluid model. Due to
the fact that the fluid model gives a lower bound on the workload, the bias of the
fluid model is much larger than the bias of the other model. There seems to be no
large difference between the setting where jobs are processed FCFS and the setting
where jobs are processed in random order. The setting where jobs are processed in a
batch-wise fashion is more difficult to anticipate but the relative differences in MADW
between the models are similar.
The clustering of jobs of a specific type under the Batched policies has a negative effect
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Table 4.1 Simulation results: accuracy (MADW)

Z̄2 (avg., simul.)
Fluid
AQN
MCF
SCF

FCFS

Random

Batched

0.1461
0.0618
0.0778
0.0434
0.0418

0.1477
0.0613
0.0744
0.0433
0.0414

0.1693
0.0915
0.0945
0.0690
0.0676

All differences in MADW in a column are significant at α = 0.01 except the
difference in MADW between the fluid model and the AQN model which is
significant only at α = 0.05.

on the accuracy of the anticipation models. In Section 4.4 we discussed the fact that
the variance of the cumulative difference U2,t between the interarrival times and the
processing times determines the waiting time. In the unbalanced case, the clustering of
jobs from the same class leads to consecutive periods where U2,t decreased followed by
consecutive periods where U2,t is increased. Such a situation leads to larger (variance
of the) extremes than the situation where increments and decrements of U2,t alternate
randomly. In the setting where the processing times are perfectly balanced, increments
(or decrements) all have the same sign (i.e. the process U2,t is strictly increasing
or strictly decreasing) and clustering has no influence on the waiting time. This
hypothesis is confirmed by the simulation results in Table 4.2. Differences between
dispatching policies among the balanced scenarios are small whereas differences for
the Batched policy are large for the unbalanced cases. We also see that the signs of
the biases of the AQN model are the same for the FCFS and Batched policies (the
workload is underestimated), but that the effect is amplified for the Batched policy.
Table 4.2 shows the bias of the anticipation models. Negative values indicate an
underestimation of the workload and positive values indicate an overestimation. As
we had expected from the analysis in Section 4.4, the sign of the MDW for the AQN
is negative for the unbalanced cases and positive for the balanced cases. Interestingly,
whereas in the FCFS and Random policies, the bias of the AQN model is particularly
large for the balanced processing time scenarios, there is hardly any bias for the
clearing function models. The fitting procedure is apparently effective in correcting for
the covariance in the processing times. The clearing function models have a somewhat
larger bias in the unbalanced scenarios where the workload is underestimated. The
relatively good fit for the balanced scenarios may be explained by the fact that the
function U2,n is monotonous in this case and behaves more like a fluid model which
is a special case of (4.15). Note also that the AQN overestimates the workload for
the balanced scenarios whereas the fluid model underestimates the workload. The
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Table 4.2 Bias (MDW) for balanced and unbalanced processing times and total load
FCFS
ρ0 = ρ1 ρ0 6= ρ1

Random
ρ0 = ρ1 ρ0 6= ρ1

Batched
ρ0 = ρ1 ρ0 6= ρ1

Balanced
Z̄2 (avg., simul.)
Fluid
AQN
MCF
SCF

0.0512
-0.0512
0.0708
0.0065
0.0036

0.1775
-0.0429
0.0121
0.0021
-0.0032

0.0508
-0.0508
0.0657
0.0048
0.0022

0.1891
-0.0429
0.0166
0.0040
-0.0020

0.0516
-0.0516
0.0679
0.0068
0.0036

0.1648
-0.0416
0.0184
0.0028
-0.0027

Unbalanced
Z̄2 (avg., simul.)
Fluid
AQN
MCF
SCF

0.1466
-0.0803
-0.0294
-0.0166
-0.0217

0.2090
-0.0616
-0.0167
-0.0111
-0.0196

0.1442
-0.0790
-0.0251
-0.0151
-0.0199

0.2069
-0.0601
-0.0074
-0.0105
-0.0178

0.2138
-0.1474
-0.0943
-0.0623
-0.0679

0.2471
-0.1051
-0.0539
-0.0402
-0.0486

clearing function can interpolate between the two models by varying the parameter
c as the fluid model is the special case where c = 0. Recall that the parameter c is
fitted to observed input-output data so if the model behaves like a fluid model then
this is well represented.
From the analysis in Section 4.4, we expect to find a smaller bias if there is a clear
bottleneck workstation (i.e. ρ0 6= ρ1 ). This expectation is confirmed by the simulation
results in 4.2. The effect can also be observed for the clearing function models.
Contrary to our initial expectations, the clearing functions are less biased than the
AQN model is. To find an explanation it is instructive to consider the fitted coefficient
c of the MCF model. We expect that the fitting procedure leads to a correction for
the bias in the AQN model. Note that the output predicted by the clearing function
decreases with an increase of c. In other words, higher workload levels are predicted
by the clearing function for higher values of c and vice versa. For those scenarios
where there the AQN model has a positive bias (overestimation of the workload), we
expect that the parameter c is adjusted downward. For those scenarios where the
AQN model has a negative bias, we expect an upward adjustment.
Tables 4.3 and 4.4 show the average of the fitted coefficients of variation for the
MCF model. The first table reports results for those scenarios where there are
large differences between the processing times for different job classes (heterogenous
processing times) and the second table reports results for scenarios where these
differences are small (homogenous processing times). Results are furthermore
displayed separately for balanced and unbalanced processing times on workstation

106

Chapter 4. Aggregate anticipation models for SCOP

0 and 1, for equal and unequal utilization rates on workstation 0 and 1, and for a
small and large number of jobs.
The theoretical values indicated in the table are based on the distribution of the
processing times at workstation 0 and 1. The value is determined according to
equation (4.16) where the squared coefficient of variation of interarrival times (c2a )
is set equal to the squared coefficient of the processing times at workstation 0. Due
to the periodic order releases, each busy cycle on workstation 0 is followed by an idle
time that is long relative to the regular interarrival times. During these intervals the
arrival process to workstation 1 is temporarily halted. The coefficient c2a is calculated
over the periods where the arrival process to workstation 1 is not halted.
For the heterogeneous processing times, all fitted coefficients of variation are smaller
than the theoretical value. We do not observe the expected upward adjustment of the
coefficient. The explanation needs to be sought in the fact that there is not nearly
a steady state in the period. Even at workloads that exceed the period throughput
capacity only moderately, the workstation is mostly busy the entire period implying
utilization rates close to 1. In the steady state queueing model, such utilization rates
correspond to very high expected workloads unless c is small. In other words, if the
clearing function is fitted to data from periods where the workstation is often busy the
entire period, then c must be small in order to avoid large differences in the observed
and predicted workload. For the homogeneous processing times, the theoretical value
of c is already small.
Aside from the fact that the fitted clearing function parameter is everywhere
lower than its theoretically value for the heterogeneous processing times scenarios,
comparing results for balanced and unbalanced scenarios, and for equal and unequal
utilization rates, indicates that the fitted parameter of the MCF model is indeed
corrected for the covariance of the processing times. Whereas the processing time
realizations for individual operations at workstation 0 and 1 are the same for the
balanced and unbalanced cases, we see smaller fitted values of c for the balanced
scenarios than for the unbalanced scenarios (correction for the positive bias of the
AQN model in the balanced scenarios). We see that this effect is more pronounced if
the utilization rates of the upstream and downstream workstation are the same, and
under the Batched processing policy.
In Appendix 4.C.1 we include additional statistics on the simulation results. These
include the effect sizes for all factors. Furthermore, we include results about two
alternative job shop topologies: a convergent topology and a divergent topology.
Simulation results for these topologies are similar to the serial case.
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Table 4.3 Squared coefficient of variation of the MCF model: heterogeneous processing
times

Dispatching
No. job classes

FCFS
Small
Large

Random
Small
Large

Batched
Small
Large

Theoretical SCV
Balanced
Unequal util. rate
Equal util. rate
Unbalanced
Unequal util. rate
Equal util. rate

0.3719

0.2529

0.3719

0.2529

0.3719

0.2529

0.1210
0.0501

0.1072
0.0471

0.1218
0.0505

0.1078
0.0478

0.1106
0.0499

0.1042
0.0483

0.1663
0.1382

0.1348
0.1056

0.1663
0.1326

0.1355
0.1073

0.3913
0.3464

0.1839
0.1504

Table 4.4 Squared coefficient of variation of the MCF model: homogeneous processing
times

Dispatching
No. job classes

FCFS
Small
Large

Random
Small
Large

Batched
Small
Large

Theoretical SCV
Balanced
Unequal util. rate
Equal util. rate
Unbalanced
Unequal util. rate
Equal util. rate

0.0617

0.0420

0.0617

0.0420

0.0617

0.0420

0.0882
0.0298

0.0765
0.0269

0.0910
0.0284

0.0755
0.0272

0.0867
0.0285

0.0771
0.0275

0.0802
0.0560

0.0703
0.0461

0.0812
0.0566

0.0713
0.0480

0.1072
0.0996

0.0746
0.0584
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Conclusions

In anticipation models for SCOP that account for uncertainty, information about
individual job classes is generally discarded leading to the AQN model. The
traditional clearing function model can be seen as a decomposition approximation
of the AQN model. The clearing function has been criticized for its steady state
assumption but the application of the AQN model itself for SCOP has not been
scrutinized in the literature. In this chapter we show that in a multi-item setting, the
AQN representation can lead to biased estimates of the workload. The bias depends
on three factors:
• The covariance between upstream and downstream processing times for jobs
determines the sign and magnitude of the bias.
• The effect is amplified if the utilization rates of the upstream and downstream
workstations are equal.
• The effect is amplified if jobs are processed in a batch-wise fashion (i.e. priority
is given to jobs belonging to the class of the job that is previously processed).
The AQN model shows a positive bias even if the processing times at one workstation
are all equal (implying zero covariance between the processing times).
The traditional clearing function is based on an M/G/1 or G/G/1 queueing model
in steady state and therefore the same assumption of i.i.d. processing times as in the
AQN model is implicitly made. It is therefore not surprising to see that the accuracy
of the clearing function model is affected in the same way as the accuracy of the AQN
model is affected. To a certain extend, the procedure through which the clearing
function parameter is fitted to observed cumulative input and output data leads to a
squared coefficient of variation that is corrected for the bias in the AQN model. These
corrections can also be recognized when considering the fitted parameter values of the
clearing function. The clearing function is particularly accurate if the processing times
on subsequent workstations are balanced which may be explained by the fact that in
this case, the function U2,n resembles closely the fluid model which is a special case
of (4.15) where c → 0.
The short-term SCF model is included in the simulation study as a benchmark model
even though it is originally intended to be applied for a single workstation PU. The
simulation results show that the SCF model is consistently more accurate than the
MCF model but also shows a bias that is consistently higher than the MCF. This result
indicates that an improvement of the one-parameter clearing function is possible.
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The results in this chapter provide important leads for the further development of
anticipation models for SCOP. We show that it is important to acknowledge the
impact of correlation between the cumulative arrival processes at the workstations,
particularly if there are large differences between processing times for different job
classes, if the utilization rates of workstations are equal, and if jobs are served in
a batch-wise fashion. In order to capture these effects, the cumulative difference
between the interarrival time and the processing time of jobs must be accounted for
and job classes must be distinguished.
In Chapter 6 of this thesis, the diffusion approximation used for the analysis in Section
4.4 is be used to develop an anticipation model. One benefit of this approach is that
initial workload and arriving work in a period can be treated separately. We have
seen in this Chapter that it is important to consider cumulative arrival and departure
processes. Brownian approximations of queueing networks such as those proposed
by Chen and Yao (2001) are expressed in terms of cumulative arrival and departure
processes and are therefore promising.
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4.A.

Derivations for the tandem queueing model

4.A.1

Properties of the departure count distribution

In this Appendix we derive the joint distribution of the departure count at the first
workstation of the tandem queueing model in Section 4.4.
Consider a set of N jobs in 2 different classes. There are R1 jobs in the first class and
there are R2 jobs in the second class such that N = R1 + R2 . One by one, jobs are
randomly selected to be processed. After n jobs have been processed from the set of
jobs, we are interested to know the joint distribution of the number of jobs in each
class that are processed.
Define f to be the probability distribution of the hypergeometric distribution. That
is,


f (x; N, R, n) =

n
x



N −n
R−x


N
R



(4.51)

Let X1,n , X2,n be number of jobs that are processed in class 0 and 1 respectively at
the time of the nth job departure. The number of jobs X1,n has a hypergeometric
distribution:



n
N −n
x1
R1 − x1
P {X1,n = x1 } =


N
R1
= f (x1 ; N, R, n)

(4.52)

The conditional probability of x1 jobs of class 0 processed at the nth departure given
x2 jobs of class 1 have been processed at the nth departure, where there are total of
R1 and R2 jobs of class 0 and 1 respectively is

P {X1,n = x1 |X2,n = x2 } =
=



n − x2
x1



N − n − R2 + x2
R1 − x1


N − R2
R1

f (x1 ; N − R2 , R1 , n − x2 )



(4.53)

4.A Derivations for the tandem queueing model

111

The expectation of X1,n with R1 jobs in total is given by

E [X1,n ] =

R1
X

x



n
x



x=0

=

N −n
R1 − x


N
R1



(N −n)!
n!
(x−1)!(n−x)! (R1 −x)!(N −n−R1 +x)!
N!
R1 !(N −R1 )!

Now make the following substitutions: x′ = x − 1, n′ = n − 1, R1′ = R1 − 1, and
N ′ = N − 1, then we have
E [X1,n ] =

(N ′ −n′ )!
n n′ !
x′ !(n′ −x′ )! (R′1 −x′ )!(N ′ −n′ −R′1 +x′ )!
N N ′!
R1 R′1 !(N ′ −R′1 )!
x=0
R1
X

R′1

=

n X
N/R1 ′



n′
x′

x =0
′

=
=

N ′ − n′
R1′ − x′
 ′ 
N
R1′





R1
n X
f (x′ ; N − 1, R1 − 1, n − 1)
N/R1 ′
x =0
n
N/R1

(4.54)

The second moment is derived in a similar way:
 2 
E X1,n

=

R1
X

x2 f (x; N, R1 , n)

x=0

=

R1
X

[x + x(x − 1)] f (x; N, R1 , n)

x=0

=
=
=



′

R1
X



n R1 
1+
(x − 1) f (x′ ; N − 1, R1 − 1, n − 1)
N
x=0


n R1
(n − 1)(R1 − 1)
1+
N
N −1


(n − 1)(R1 − 1)
n R1
1+
N
N −1

(4.55)
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so that the variance is
(N − n)n R1 (N − R1 )
N2
(N − 1)

Var [X1,n ] =

(4.56)

The expectation of the product X1,n X2,n is
E [X1,n X2,n ] =

R1
X

x2 f (x2 ; N, R1 , n)

x2 =0

x1 =0

′

=

R1
X

x1 f (x1 ; N − R1 , R1 , n − x2 )

R1
X
n R1
f (x′2 ; N − 1, R1 − 1, n − 1) ×
N
′

x2 =0
′

R1
X
(n − x2 )R1
f (x′1 ; N − R2 − 1, R1 − 1, n − x2 − 1)
N
−
R
2
′

x1 =0
′

=

R2
X
(n − x2 )R1
n R2
f (x′2 ; N − 1, R2 − 1, n − 1)
N
N − R2
′

x2 =0

′

=

=
=

R2
X
n R2 R1
f (x′2 ; N − 1, R2 − 1, n − 1)(n − x′2 − 1)
N N − R2 ′
x2 =0


R′2
X
n R2 R1 
x′2 f (x′2 ; N − 1, R2 − 1, n − 1)
(n − 1) −
N N − R2
x′2 =0


(R2 − 1)
n R2 R1
(4.57)
(n − 1) 1 −
N N − R2
N −1

so that the covariance becomes
Cov [X1,n , X2,n ] =
=

E [X1,n X2,n ] − E [X1,n ] E [X2,n ]
(N − n)n R1 R2
−
N2
N −1

Let qk := RNk be the fraction of work for type k, and let p :=
be written as
Cov [Xk,n , Xk′ ,n ] =

n
N.

(4.58)

The covariance can

N2
p(1 − p) qk (δk′ k − qk′ )
N −1

(4.59)

We conclude this section by noting that the results presented here apply equally to
settings where the number of job classes is greater than 2. This can be seen by noting
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that equations (4.52) and (4.53) apply for any number of classes greater than one
from which the generality follows.

4.A.2

Properties of the supremum distribution of Brownian
processes

For the derivations in this Appendix, it is convenient to note that for a Brownian
motion {B̃t , t ≥ 0} (see Chapter 1 of Harrison, 1986), we have
d

B̃t − min {B̃p } = max {B̃p }
0≤p≤t

(4.60)

0≤p≤t

It is easy to see that this result also holds for a Brownian motion that is conditioned
on Bt . In this appendix, we consider the supremum distribution which is readily
described in the literature. The results are used in the form of the left hand side of
equation (4.60) in Section 4.4.
From Beghin and Orsingher (1999) we have
P



max Bp ≥ b

0≤p≤1

From this we derive


=
E max Bp
0≤p≤1

=

∞



=



exp {−2b(b − B1 )} ,
1,

if b > B1 ,
otherwise

(4.61)


max Bp ≥ b
0≤p≤1
b=0
Z ∞
(B1 )+ +
exp {−2b(b − B1 )} db

Z

P



b=(B1 )+

=
=
which has the limit

∞

(





)

2
1 b − B1 /2
1
2
exp −
(B1 ) +
+ exp{B1 } db
2
1/2
2
b=(B1 )+
r



π
1 2
(4.62)
1 − Φ 2(B1 )+ − B1
(B1 )+ + exp
B1
2
2
+

Z

lim E max Bp

B1 →0

0≤p≤1

1
=
2

r

π
2

(4.63)

For a Brownian motion B̃ with drift B̃1 and unit variance, the supremum distribution
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is (cf. Harrison, 1986)






P max B̃p > b = Φ −b + B̃1 + e2B̃1 b Φ −b − B̃1
0≤p≤1

The following expectation is found by straight-forward integration by parts


 
 
i
1 h  
E max B̃p = B̃1 Φ B̃1 + φ B̃1 +
2Φ B̃1 − 1
0≤p≤1
2B̃1

(4.64)

(4.65)

which has the limit




lim E max B̃p =

B̃1 →0

4.B.

0≤p≤1

r

2
π

(4.66)

The experimental test bed

The simulation model is defined as in Section 4.2 but uses the notation from Section
Pm
2.2.1. Let Km = n=1 |Kn | and define Km = 0 for m < 1. Then the set of job classes
processed at workstation m is
Km = {Km−1 + 1, . . . , Km }
The routings are as follows. For the serial case
Pk′ k =



1, if k = k ′ + K0 ,
0, otherwise,

for the convergent case

Pk′ k


′
′
 1, if k = K0 + 2k , k ≤ K0
′
=
1, if k = 2k − K0 − K1 + 1, k ′ > K1

0, otherwise,

and for the divergent case

Pk′ k


′
′
′
 1, if k = K0 + (k + 1)/2, k ≤ K0 , k mod 2 = 1
′
′
′
=
1, if k = K1 + k /2, k ≤ K0 , k mod 2 = 0

0, otherwise.

Each simulation experiment is run over 78 planning periods. The first 52 periods in
the run are used for fitting the parameters of the anticipation model. The next 26
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periods are used for evaluating the accuracy of the anticipation models. We refer to
the first 52 periods as the fitting phase and to the next 26 periods as the evaluation
phase. Before the start of the evaluation phase, the system is initialized to a predefined
state. That is, inventory and workload levels are set quantities defined by the scenario
and the any jobs that are being processed are discarded. The re-initialization before
the evaluation phase allows us to average the observed workload over the replications.
The fitting phase periods are numbered TF = {0, 1, . . . , 51} and the evaluation phase
periods are numbered TE = {52, 53, . . . , 77}.

4.B.1

Scenario generation

In this section, we discuss how we generate Σ, the set of scenarios for our simulation
experiments. The characteristics of the job shop are specified by a number of
parameters. In addition to these job shop characteristics, a schedule of order releases
and a initialization state is specified for each scenario. A specific property for a
scenario is referred to in brackets. For example ς(D) refers to the type of dispatching.
First we discuss the parameters that determine the job shop characteristics.

Parameters
Dispatching The order of processing is determined by the dispatching policy at two
points. Firstly, at the time of release, jobs enter the queue of the first workstation on
their routing in random order. Secondly, the next job that is selected for processing
is selected in order of arrival (ς(D) = F), in random order (ς(D) = R), or in order of
arrival with priority given to the job type that was last processed (ς(D) = B).

Number of job classes The number of job classes (ς(K) = |K2 |) determines the
variety of processing times that a workstation sees. We fix the number of job classes
for workstation 1 and determine the number of job classes for other workstations
based upon the topology (recall that we have deterministic routings and each job
class has at most one predecessor job class and at most one successor job class). In
the serial case, |K1 | = |K2 |, in the convergent case |K1 | = |K2 |/2, and in the divergent
case, |K1 | = 2|K2 |.
The number of job classes determines the number of points in the support of
the processing time distribution for the aggregate job class. We expect that the
approximation becomes less accurate as the number of these points increases.
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Job density Job density refers to the average number of jobs released per period
to an upstream workstation. The job density ς(λ) = λ is given as the average number
of jobs arriving at workstation 1 per period. Since routings are deterministic, arrival
rates for all job classes are the same:
λk =

λ
,
|K2 |

for all k ∈ K

The vector of external arrival rates is given by
α
~ = (I − P T )~λ
The job density determines the number of events that occur in a single period. As
the number of events per period increases, the discrete nature of flows plays a less
important role and the production system behaves more like a fluid model. In that
case, we expect that the fluid will be more accurate.
One hypothesis is that more events per period will move the manufacturing system
closer to the steady state. Furthermore, cumulative processes have smaller variances
so deterministic approximations are expected to be more accurate as the job density
increases.

Utilization rate The utilization rate is denoted by ς(ρm ) = ρm and is specified for
workstations m ∈ {1, 2}. (The utilization rate of workstation 3 is not relevant for the
behavior of workstation 2.) Using the vector notation, ρ
~ is defined as
ρ
~ = C M~λ
The utilization rate has an effect both on the time that it takes until the system
reaches steady state, and on the scale of the queueing effects. In light traffic, queues
do not play an important role whereas in heavy traffic, the workstations never idle.
Both situations are well represented by the fluid. It is therefore expected that the
other anticipation models have an added value particularly in critical load situations
(i.e. ρ close to but not exceeding unity).

Heterogeneity The heterogeneity refers to the range of the processing times for
job classes processed at a workstation. The heterogeneity determines the difference
between the workload (which is expressed in hours of work) and the WIP (which is
expressed in the number of jobs). The higher the heterogeneity is, the larger the
variance in the workload for the same WIP is.
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The heterogeneity of processing times is controlled by the parameter ς(β) = β. The
processing time for job class k is given by


(β − 1)(k − Km−1 + 1)
+
1
, k ∈ Km ,
(4.67)
µ−1
=
c
m
k
|Km | − 1
where β ≥ 1 and the normalization constant cm is given by
cm = 2ρm

|K1 |
−1
(|Km |(1 + β))
λ

The value of β relates the smallest processing time to the largest processing time in
the following way:
−1
µ−1
Km −1 = βµKm−1
Balancedness of the processing times Workstations are unbalanced (ς(B) =
N) if a type that requires a long processing time on one workstation, requires a
short processing time on a subsequent workstation and vice versa. Otherwise, the
workstations are balanced (ς(B) = Y).In such a situation workstation may have to
wait for completion of the other resource.
In the experiments with unbalanced workstations, processing times at the downstream
workstation are assigned to types in an order that is the reverse of that at the upstream
workstation. That is, the processing times at the downstream workstations in the
unbalanced case are given by


(β − 1)(Km − k)
−1
+ 1 , k ∈ Km ,
(4.68)
µk = c m
|Km | − 1
Schedule of order releases
We now describe how the order release schedules for the simulation experiments are
generated. These schedules are actually the output of solving an SCOP problem for
the supply network where the PU is a part of. As we do not model the supply network
or the SCOP problem in this chapter (we only model the anticipation part), we mimic
the generation of the schedule of order releases.
General supply networks typically contain many assembly steps. If an upstream
PU supplies multiple items to an assembly stage in the downstream supply network,
the requirements are positively correlated. If the final demand is independent, the
correlation is deterministic because it is driven by a fixed BOM.
The schedule of order releases is generated from a |I|-dimensional random demand
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vector D(t). The elements Di (t) are independently Gamma distributed with mean
2
2
µ−1
D and variance σD . (The variance is specified in the scenario as ς(σ ).) The
correlation is generated through the matrix Ψ that pre-multiplies D(t) to get the
following basic release schedule:
R(t) = HT diag [~
α] HΨD(t)

Correlation

(4.69)

The |I| × |I|-dimensional matrix Ψ has elements ψi,j satisfying
Ψi,j =



ψa , if i = j
ψb , if i 6= j

The uncorrelated case (ς(C) = N) is specified as
(ψa , ψb ) = (1, 0)
and the correlated case (ς(C) = Y) is specified as
ψa2

=

ψb2

=

√ 2
√
2 + 2(|I| − 1) 1 + n
2|I|2
p
2 + |I| − 2 1 + |I|
2|I|2
|I| −

(4.70)
(4.71)

It is readily verified that the uncorrelated case has
2
Var [Ri ] = α2h(i) σD
,

Cov [Ri , Rj ] = 0

(4.72)
(4.73)

and the correlated case has
Var [Ri ] =
Cov [Ri , Rj ] =

2
,,
α2h(i) σD
1
2
αh(i) αh(j) σD
2

(4.74)
(4.75)

In order to have E [Ri ] = αh(i) we set
µ−1
D

=

(

1,
1
ψa +(|I|−1)ψb ,

uncorrelated case,
correlated case

(4.76)
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Scenarios
We use the following parameter values for generating the scenarios:
code description

values

T
D

topology
dispatching

K
λ
ρ1
ρ2
β
B
2
σD
C

number of job classes |K1 |
job density
utilization rate workstation 1
utilization rate workstation 2
heterogeneity
balanced workstations
variance of demand
correlated demand

serial (S), convergent (C), divergent (D)
FCFS (F), random order (R),
batched-FCFS (B)
4 (L),16 (H)
5 (L), 20 (H)
0.7 (L), 0.9 (H)
0.7 (L), 0.9 (H)
2 (L), 10 (H)
yes (Y), no (N)
0.05 (L),1 (H)
no (N), yes (Y)

In total there are 6144 factor combinations per topology.

4.C.

Additional simulation results

In this Appendix we provide more detailed results for the simulation experiments. In
Section 4.C.1 the effect sizes for each of the factors considered (see Appendix 4.B)
are given. We also report the simulation results for the convergent and divergent
topology. These results are additional to the results for the serial topology in Section
4.5.

4.C.1

Effect sizes for the tandem queueing model

Tables 4.5 and 4.6 show the effect sizes for the MADW and MDW for the serial system.
We see that a high utilization rate of the downstream workstation, heterogenous
processing times, and variable order releases lead to a deterioration of the accuracy
(MADW) of the AQN model whereas a larger number of jobs and a larger number
of job classes increases the accuracy. The effects on the clearing function accuracy
are similar. The effect of the utilization rate is due to the fact that the workload
is measured at the end of the period. At lower utilization rates, the workload at
the downstream workstation is often cleared before the end of the period both in
the actual system as well as in the AQN model. If there is little variability in the
processing times (small β) then also the workload process shows little variability both
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in the actual system as well as in the AQN model and the accuracy improves. The
number of job classes has an effect that is analogous to the effect of β. If the variability
in the releases is large, then the mix in the workload changes (i.e. the distribution of
the processing time observations changes) from period to period. This information is
discarded by the aggregate job class representation causing the accuracy of the AQN
to degrade. The positive effect of the job density λ on the accuracy of the AQN may
be explained by the reduced impact of the discrete nature of the flow through the PU.
Table 4.5 MADW effect sizes
ρ1 = H

β = H

σ2 = H

λ =H

K = H

B= B

ρ1 = H

C= N

ρ1 = H *
ρ2 = H

Fluid
FCFS
Random
Batched

0.0341
0.0349
0.0404

0.0353
0.0340
0.0703

0.0149
0.0127
0.0475

-0.0729
-0.0743
-0.0663

-0.0094
-0.0074
-0.0531

-0.0282
-0.0274
-0.0879

0.0109
0.0121
0.0189

-0.0053
-0.0076
-0.0216

0.0248
0.0247
0.0494

AQN
FCFS
Random
Batched

0.0798
0.0805
0.0700

0.0728
0.0638
0.0958

0.0578
0.0521
0.0784

-0.0540
-0.0482
-0.0460

-0.0403
-0.0387
-0.0627

-0.0176
-0.0149
-0.0542

n/s
n/s
n/s

n/s
n/s
-0.0175

n/s
n/s
0.0337

MCF
FCFS
Random
Batched

0.0184
0.0201
0.0235

0.0273
0.0266
0.0571

0.0138
0.0131
0.0481

-0.0459
-0.0477
-0.0411

-0.0085
-0.0070
-0.0467

-0.0239
-0.0242
-0.0746

0.0094
0.0104
0.0168

-0.0052
-0.0067
-0.0199

0.0104
0.0092
0.0271

SCF
FCFS
Random
Batched

0.0222
0.0237
0.0282

0.0272
0.0264
0.0577

0.0142
0.0130
0.0490

-0.0442
-0.0454
-0.0397

-0.0084
-0.0066
-0.0474

-0.0254
-0.0254
-0.0769

0.0102
0.0115
0.0177

-0.0045
-0.0061
-0.0194

0.0058
0.0041
0.0218

Table 4.6 MDW effect sizes
B = B

ρ1 = H *
ρ2 = H

λ = H

σ2 = H

β = H

ρ2 = H

ρ1 = H

K = H

C = N

Fluid
FCFS
Random
Batched

0.0239
0.0227
0.0797

-0.0270
-0.0269
-0.0522

0.0703
0.0719
0.0636

-0.0112
-0.0085
-0.0393

-0.0328
-0.0313
-0.0656

-0.0289
-0.0289
-0.0311

-0.0115
-0.0127
-0.0204

0.0084
0.0062
0.0487

0.0038
0.0055
0.0185

AQN
FCFS
Random
Batched

0.0645
0.0574
0.1172

0.0459
0.0315
n/s

-0.0364
-0.0387
-0.0411

-0.0331
-0.0267
-0.0550

0.0128
0.0252
-0.0215

n/s
n/s
n/s

n/s
n/s
n/s

n/s
n/s
0.0379

n/s
n/s
n/s

MCF
FCFS
Random
Batched

0.0182
0.0172
0.0561

n/s
n/s
-0.0181

0.0029
0.0048
n/s

-0.0026
n/s
-0.0292

-0.0110
-0.0112
-0.0331

-0.0055
-0.0034
n/s

-0.0075
-0.0064
-0.0153

0.0026
n/s
0.0319

n/s
n/s
0.0104

SCF
FCFS
Random
Batched

0.0208
0.0190
0.0587

n/s
n/s
n/s

0.0069
0.0084
0.0087

-0.0079
-0.0058
-0.0353

-0.0129
-0.0125
-0.0361

-0.0137
-0.0113
-0.0117

-0.0072
-0.0059
-0.0143

0.0038
n/s
0.0333

n/s
n/s
0.0123

4.C.2

Simulation results for different topologies

In the convergent topology, there are two upstream workstations (m = 0, 2) and
one downstream workstation (m = 1). Jobs pass subsequently through one of
the upstream workstations and the downstream workstation. The accuracy of the
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anticipation models averaged over all scenarios is given in Table 4.7 and the bias is
given in Table 4.8. The tables may be compared with Tables 4.1 and 4.2.
Table 4.7 Simulation results for the convergent topology: accuracy (MADW)

Z̄2 (avg., simul.)
Fluid
AQN
MCF
SCF

FCFS

Random

Batched

0.1535
0.0834
0.0801
0.0587
0.0570

0.1528
0.0833
0.0731
0.0587
0.0568

0.1911
0.1288
0.1167
0.1016
0.1003

All differences in MADW in a column are significant at α = 0.01.
Table 4.8 Simulation results for the convergent topology: bias (MDW)
FCFS
ρ1 = ρ2 ρ1 6= ρ2

Random
ρ1 = ρ2 ρ1 6= ρ2

Batched
ρ1 = ρ2 ρ1 6= ρ2

Balanced
Z̄2 (avg., simul.)
Fluid
AQN
MCF
SCF

0.0834
-0.0781
0.0412
-0.0017
-0.0048

0.1632
-0.0684
0.0164
0.0027
-0.0034

0.0823
-0.0777
0.0394
-0.0014
-0.0048

0.1841
-0.0688
0.0127
0.0018
-0.0043

0.0901
-0.0856
0.0332
-0.0026
-0.0056

0.1826
-0.0659
0.0190
0.0052
-0.0014

Unbalanced
Z̄2 (avg., simul.)
Fluid
AQN
MCF
SCF

0.1479
-0.0923
-0.0245
-0.0208
-0.0261

0.2196
-0.0766
-0.0197
-0.0163
-0.0244

0.1476
-0.0940
-0.0252
-0.0221
-0.0259

0.1973
-0.0750
-0.0116
-0.0145
-0.0222

0.2281
-0.1721
-0.1011
-0.0774
-0.0816

0.2636
-0.1365
-0.0734
-0.0626
-0.0718

In the divergent topology, there is one upstream workstations (m = 0) and two
downstream workstation (m = 1, 2). Jobs pass subsequently through the upstream
workstations and one of the downstream workstation. The downstream workstation
that is determined by the job class. Accuracy (MADW) and bias (MDW) for the
anticipation models is given in Tables 4.9 and 4.10.
One remarkable difference from the serial and convergent topologies is found in Table
4.10 for the Batched policy in the Balanced scenarios. For the serial and convergent
topologies we find that the AQN model overestimates the workload. In the divergent
topology, the workload is underestimated. This observation is explained by Figure
4.3 considering the fact that there is no perfect correlation between interarrival times
and processing times (i.e. smaller covariance) in the divergent topology as some jobs
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are routed to another downstream workstation which extends the interarrival time
for workstation 1.
Table 4.9 Simulation results for the divergent topology: accuracy (MADW)

Z̄2 (avg., simul.)
Fluid
AQN
MCF
SCF

FCFS

Random

Batched

0.1972
0.0754
0.1416
0.0559
0.0550

0.1932
0.0770
0.1342
0.0573
0.0562

0.2619
0.1403
0.1649
0.1057
0.1054

All differences in MADW in a column are significant at α = 0.01.
Table 4.10 Simulation results for the divergent topology: bias (MDW)
FCFS
ρ1 = ρ2 ρ1 6= ρ2

Random
ρ1 = ρ2 ρ1 6= ρ2

Batched
ρ1 = ρ2 ρ1 6= ρ2

Balanced
Z̄2 (avg., simul.)
Fluid
AQN
MCF
SCF

0.1746
-0.0765
0.0055
-0.0105
-0.0177

0.1875
-0.0576
0.0259
-0.0089
-0.0159

0.1586
-0.0767
0.0197
-0.0112
-0.0169

0.2032
-0.0580
0.0269
-0.0090
-0.0169

0.2307
-0.1449
-0.0502
-0.0479
-0.0544

0.2747
-0.1075
-0.0414
-0.0345
-0.0436

Unbalanced
Z̄2 (avg., simul.)
Fluid
AQN
MCF
SCF

0.1827
-0.0842
-0.0053
-0.0184
-0.0254

0.2438
-0.0659
-0.0068
-0.0131
-0.0208

0.1895
-0.0876
-0.0074
-0.0181
-0.0249

0.2216
-0.0646
-0.0013
-0.0133
-0.0204

0.2623
-0.1614
-0.0837
-0.0560
-0.0641

0.2799
-0.1225
-0.0589
-0.0392
-0.0494

Chapter 5

Anticipation for a single
workstation PU

Linear programming (LP) models for Supply Chain Operations Planning
are widely used in Advanced Planning Systems. The solution to the LP
model is a schedule of planned order releases to the various production
units (PU) in the supply network. There is a non-linear relationship
between the work-in-process in the PU and the lead time that is difficult
to capture in the LP model formulation. We propose a two step lead time
anticipation (LTA) procedure where the LP model is first solved without
taking into account capacity restrictions and is subsequently updated with
aggregate order release targets. The order release targets are generated
by a local smoothing algorithm that accounts for the evolution of the
stochastic workload in the PU. A solution that is both feasible with
respect to the planned lead time and meets the material requirements
may not exist. In this situation there are two possible strategies for
releasing orders. In the conservative strategy, the planned order releases
are adjusted downward such that the planned lead time can be respected.
In the optimistic strategy, the lead time constraint is allowed to be violated
if the surplus releases lead to an increase of the expected output. We
compare the two strategies by means of discrete even simulation.
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Introduction

LP model formulations for SCOP are not well capable of capturing the nonlinear relationships between workload and lead time. In this chapter we present a
method that augments generic LP models for SCOP with the ability to account for
uncertainties in the production and demand processes. We do so by separating the
coordination of the goods flow from the loading decisions for the PU. This separation
is facilitated through the planned lead time concept.
The anticipation model is the representation of the finite capacity in the PU in the
SCOP model. As discussed in Section 2.1.1, the anticipation model is necessarily
an abstraction of the actual dynamics in the PU for three reasons. Firstly, the PU
has a degree of freedom to optimize its own objectives, independently of the SCOP
function. Secondly, not all events that take place in the PU are known a priori or
can be captured in mathematical formulations. Finally, a detailed description of the
dynamics is often not computationally tractable.
The purpose of an anticipation model is to ensure that schedules of order releases
are generated by the SCOP function is lead time feasible. In section 2.2 we defined
lead time feasibility to be the event that all orders released to the PU are produced
within the planned lead time. Throughout this thesis, we assume that orders that are
released in an earlier period get priority over orders that are released in a later period
in the PU. Consequently, the flow time of an order is affected only by orders released
at the same time or before. This assumption is justified by the consideration that a
PU will typically attempt to meet the due dates of orders and will thus indeed give
priority to orders with an earlier due date if necessary. With this assumption, lead
time feasibility can equivalently be defined as the event that the workload in the PU
can be cleared within the planned lead time at all times.
In this chapter we consider a PU that is represented by a single server workstation
with stochastic processing times. Stochastic processing times occur naturally where
people are involved or where environmental influences play a role. As discussed in
Section 2.1.2, stochasticity is also the consequence of the hierarchical structure of
decision making. Many decisions at the PU level cannot be controlled or predicted at
the SCOP level. We note that uncertainty may take many different forms which are
not always directly reflected in the individual processing times. This is for example
the case for unplanned machine downtime. However, stochastic processing times can
act as a proxy for various forms of uncertainty. The substitution of various forms
of uncertainty into stochastic processing times is also referred to as the principle of
effective processing times (cf. Hopp and Spearman, 2001).
It is well known that stochasticity in processing times affects the congestion in the PU.
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An anticipation model that fails to take into account the effect of stochasticity on the
congestion in the PU, is likely to underestimate the lead time of a production order.
An important class of anticipation functions that explicitly account for congestion
effects caused by stochastic processing times is the class of clearing functions. Clearing
functions relate the output of a PU to the workload in a period. The clearing
function has a concave shape that depends on the variance of the processing times
and approaches the nominal capacity asymptotically as the workload increases. The
clearing function is a very powerful tool since it can be approximated by linear
constraints that are directly inserted in LP formulations of the SCOP model.
If processing times are stochastic, then also lead time feasibility is a random event.
In this context of stochastic lead times, we therefore define lead time reliability as
the probability that the workload in the PU after order releases can be cleared within
the planned lead time. In Chapter 2 we showed that there is a trade-off between the
efficiency resource usage and the lead time reliability. Efficiency was defined in terms
of the expected maximum output from a PU under a certain workload constraint in
relation to the capacity of the resource in the PU. Clearing functions give a relation
between the expected workload and the expected output and in that way capture the
efficiency dimension of the trade-off. They do not capture the lead time reliability
dimension. Lead time reliability however, is clearly important for the goods flow
coordination aspect of the SCOP function.
The clearing function furthermore is focussed on a single period. Lead time feasibility
however, is defined as the event that the workload can be cleared within the planned
lead time. The single period focus does not recognize that a more favorable tradeoff between lead time reliability and efficiency exists for longer planned lead times
(see Chapter 2. That is, the amount of workload that can be cleared with a
predefined probability increases superlinearly with an increase of the planned lead
time. Furthermore, as discussed in Section 2.3.3, the single period focus necessitates
a disaggregation of the output in a period which implies an unrealistic assumption on
the order in which jobs are processed in the PU.
Finally, the clearing function specifies the relation between aggregate expected
workload and aggregate expected output. Its shape depends on the coefficient of
variation of the processing times of the aggregation of all orders. In a multi-item
SCOP setting however, the mix of products and with that the coefficient of variation
may change over time. Furthermore, the workload that is carried over from the
previous period typically has a different coefficient of variation than the part of the
workload that is due to new order releases. This observation is also made by Missbauer
(2011). Therefore, ideally the shape of the clearing function also changes over time.
However, in the literature the parameter that determines the shape of the clearing
function is typically assumed to be fixed over the planning horizon.
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In this chapter, we contribute to the literature on clearing functions and anticipation
models in general by proposing a lead time anticipation approach that addresses the
issues discussed in the preceding paragraphs:
1. We propose an alternative anticipation model that predicts whether the
workload can be cleared within the planned lead time with a predefined
probability;
2. This anticipation model focuses on throughput during the lead time rather than
in a single period, thereby taking into account the favorable effect of a planned
lead time longer than one period;
3. We propose a solution procedure in which not only expectation but also variance
of the workload is tracked over the planning horizon.
The proposed anticipation approach leads to a smoothing of the schedule of planned
order releases by releasing orders that would otherwise lead to lead time infeasibility
at an earlier time. Besides smoothing the schedule of planned order releases, the
anticipation approach also facilitates the detection of capacity infeasibility that occurs
when, over a number of periods starting from the current period, cumulative expected
requirements exceed cumulative expected capacity. In a setting where processing
times are uncertain, the optimal response by the SCOP function to a capacity
infeasibility is not trivial. A higher workload results in a higher expected output
and therefore faster recovery to a state without backlog. At the same time, a higher
workload increases the probability of tardy orders in the PU which in turn lead to
higher safety stock requirements. This leads us to formulate the fourth contribution
of this chapter:
4. We compare two strategies for dealing with a capacity infeasible schedule of
order releases. In the conservative schedule, reliability of the lead time is
preferred over higher output. In the optimistic schedule we prefer the higher
expected output.
The remainder of this chapter is organized as follows. In Section 5.2 we describe the
SCOP and PU model in detail and discuss the most important assumptions. In the
same section we also discuss the role of planned lead times as a hierarchical decoupling
mechanism. In Section 5.3 we first give an overview of the solution approach that
we propose and then discuss the details. In the same section, we also compare
the conservative and optimistic strategies for dealing with capacity infeasibility. In
Section 5.4 we verify by means of a discrete event simulation experiments whether our
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approach meets the objective to reduce the total inventory needed to meet customer
service levels. Finally, we summarize the conclusions and discuss topics for further
research in Section 5.5.

5.2.

The SCOP and PU models

In this section we describe the SCOP and PU models for this chapter and the main
assumptions that we make. We introduce the notation and formulate the SCOP and
PU model in mathematical terms. We present a standard multi-item multi-resource
SCOP model formulation with a deterministic anticipation model. It is the topic of
this chapter to replace this deterministic anticipation model by one that accounts for
stochasticity in the PUs.
We make the following assumptions about the supply network:
1. Multi-item PU A PU can process multiple items and each item can be processed
in a single PU only.
2. Feedforward networks The supply network is a feedforward network. That is,
any two PUs can be ordered such that, on all routings through the supply
network that pass through both PUs, one PU is always visited before the other.
3. Planned Lead Times We assume that there is a single planned lead time per PU.
The planned lead time is an input parameter to both the SCOP level and the
PU control functions and we assume that the PU will give preemptive priority
to goods that are released at an earlier date if this is necessary to meet the
planned lead time. We note here that our approach can be extended to item
dependent planned lead times.
4. Make-to-stock We assume products are produced to stock. However, the
methods presented in this chapter can easily be extended to the control of
supply chains whose final stages operate on a make-to-order basis.
5. Relevant costs In this chapter we consider the costs of holding inventory. We
distinguish between costs for holding work-in-progress (WIP) and costs for
holding items in finished goods inventory (FGI). We assume that the WIP and
FGI costs for items are proportional with a common ratio f wh .
6. Predefined transport batch-sizes We do not consider lot sizing decisions in this
chapter. We assume that the unit of measurement for release, production,
and demand quantities is a transport batch. The processing time for a
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unit of production is the effective processing time as defined in chapter 8 of
Hopp and Spearman (2001).

7. Demand process There is a stochastic dynamic demand for CODP items and
there exists an unbiased forecast of demand.
8. Non-stockout service level The planning system adheres to a non-stockout
service level constraint, denoted by ψ, also referred to as the P1 service level
Silver et al. (1998). Safety stocks of CODP items ensure that the service level
is satisfied.

5.2.1

The SCOP model

The SCOP model for this chapter is based on Problem 2.5 from Section 2.3.3.
This SCOP problem is reformulated as Problem 5.1. The notation in this model
is reiterated in Table 5.1. For this chapter, we additionally define the following
subsets of the set of items in the supply network. The set of all items produced
in PU e is denoted by Ie . ID = {i ∈ I : Eij = 0∀j} is the set of CODP items and
IS(i) = {j ∈ I : Eij > 0} is the set of successors of planning item i. Finally, net
+
−
+
−
inventory is separated in a positive part Ii,t
= (Ii,t ) and a negative part Ii,t
= (Ii,t ) .
We distinguish the following relevant costs in this chapter. We define hi to be the
unit holding cost for FGI of item i, bi to be the unit backordering cost for item i
and wi to be the unit WIP cost for item i. We assume that these costs are equally
proportional for all items. These proportions are denoted by f wh and f bh and are
defined as follows:
f wh = hi /wi ,

f bh = hi /bi

(5.1)

Based on the equivalence of the optimal order quantity problem with backordering
costs and one with a non-stock out probability constraint, ψ, for a single item, single
resource model (see equation (2.21) in Section 2.3, we set
f bh =

ψ
1−ψ

(5.2)

We will use boldfaced variants of variables and parameters to denote the corresponding
−
vectors and matrices. For example, I−
t is the column vector with elements Ii,t , i =
th
th
1, 2, . . . and E is the matrix with element Eij in the i row and j column.

5.2 The SCOP and PU models

129

Table 5.1 List of notation for the SCOP model

T
E
I
Ie
ID
IS (i)
Eij
τe
Di,t (D̂i,t )
+ ˆ+
Ii,t
(Ii,t )
− ˆ−
Ii,t
(Ii,t )

Ri,t (R̂i,t )
hi
wi
bi
K
µ−1
i
M
Li,t (L̂i,t )
Li,0−
Xi,t (X̂i,t )
ψ

Planning horizon
Set of all PUs
Set of all items
Set of all items produced on PU e
Set of all planning CODP items
Set of all successors of planning item i
Number of items of type i consumed when producing one
item of type j
Planned lead time for PU e
Demand (forecasted) for item i in period t
Positive part of net stock (planned) of item i at the start of
period t
Negative part of net stock (planned) of item i at the start
of period t
Release quantity (planned) of item i at the start of period t
FGI holding cost per period for item i
WIP cost per period for item i
Backordering penalty cost per period for items i
Item constituency matrix, Kei = 1 if item i is produced by
PU e and 0 otherwise
Expected processing time for a unit of item i
Diagonal processing time matrix with elements Mii = µ−1
i
Work-in-progress (planned) of item i at the start of period
t, just after order releases at time t
Work-in-progress of item i just before order releases at time
t=0
Quantity (planned) produced of item i in period t
Non-stockout probability
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Problem 5.1
min

T
−1
X

T −
hT I+
t + b It

(5.3)

t=0

S.T.

Ît+1 − Ît = R̂et−τ − E R̂t − D̂t ,
Î−
t+1

−

Î−
t

≤ D̂t ,

L̂t+1 = L̂t + R̂t+1 − X̂t ,

L̂0 = L0− + R̂0
t+τ
−1
X
L̂t ≤
X̂s ,

(5.4)
(5.5)
(5.6)

(5.7)

s=t

K M X̂t ≤ 1,

(5.8)

R̂t ≥ 0, X̂t ≥ 0, L̂t ≥ 0, t = 0, 1, . . . , T − 1,
R̂t = Rt , for t ≤ 0,

L̂0 = L0− + R̂0

The decision variable for the planning algorithm is the planned order release quantity
for an item i in period t = 0, Ri,0 = R̂i,0 . Due to the rolling schedule, for t > 0,
planned order releases may differ from the actual releases. We denote the difference
by
ǫi,t = Ri,t − R̂i,t

5.2.2

The conceptual model of the PU

Note that Problem 5.1 describes the SCOP control model for the supply network. The
description of the black box PU in this model is different from the assumed conceptual
model where processing times are stochastic. Although a PU typically encompasses
multiple resources, we assume in this chapter that there is a single bottleneck resource
per PU that determines the speed of production and that this resource can be involved
in one activity (i.e. processing one job) at a time only. We assume furthermore that
all other activities are never critical. That is, we assume that the planned lead time is
set such that all other activities can always take place within the planned lead time.
The planned lead time provides flexibility to the PU and we assume that the PU
uses this flexibility to optimize its own objectives. We therefore assume that the PU
delivers items to the downstream stock point no earlier than a planned lead time
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after their release. We also assume that the PU gives priority to orders released at an
earlier time if necessary to meet the planned lead time. That is, assuming that the PU
operates a FCFS policy, if ze,t,n is the workload (including its own processing time)
observed by a job for an order that is released to PU e at time t, that is nth to arrive
at the workstation, then the time fe,t,n that this job is shipped to the downstream
stock point is
fe,t,n = min{t + τe , t + ⌈ze,t,n ⌉}
Table 5.2 Overview of notation
2
σv,i

Ze,t (Ẑe,t )
Ze,0− (Ẑe,0− )
Be,t (B̂e,t )
Se,t
Vi (n)

Variance of the processing time for a unit of item i
Aggregate workload (expected) in PU e at the start of period
t, expressed in amount of processing time
Current aggregate workload (expected) just before releases
at time t = 0
Aggregate released work (expected) to PU e at the start of
period t, expressed in amount of processing time
Actual production time in period t
Random variable denoting the n-fold convolution of
processing times of item i

The conceptual PU model for chapter is a version of the generic model discussed in
Section 2.2.1. Table 5.2 summarizes the notation. The load that is released to PU e
at the start of period t is denoted by Be,t and is defined as follows:
Be,t

=

X

Vi (Ri,t )

(5.9)

k∈Ie

Assuming that the unit processing times for item i are independent and identically
2
distributed with mean µ−1
and variance σv,i
, the mean and variance of Be,t are given
i
by
X
µi−1 Ri,t ,
(5.10)
E [Be,t ] =
k∈Ie

Var [Be,t ] =

X

σi2 Ri,t

(5.11)

k∈Ie

Let Ze,0− be the workload in PU e at time t = 0, before order releases. Then the
workload in PU e at the start of period t = 0 after releases is
Ze,0 = Ze,0− + Be,0

(5.12)
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Without loss of generality we assume in this chapter that there is a unit available
production time in a period such that the actual production time for PU e in period
t, denoted by Se,t , becomes:
Se,t = min{Ze,t , 1}

(5.13)

The workload at the start of each period, after order releases is then determined by
the following Lindley equation:
Ze,t+1

= Ze,t − Se,t + Be,t+1
+

= (Ze,t − 1) + Be,t+1

(5.14)

Equation 5.14 is the basis for the lead time anticipation model that we propose in the
next section.

5.3.

Lead Time Anticipation

In this section, we develop an anticipation model that accounts for the stochastic
processing times in the PU. The objective is to replace the deterministic (fluid model)
representation of the PU expressed in constraints (5.6)-(5.8) by one that takes into
account these stochastic processing times. We refer to this model as the Lead Time
Anticipation (LTA) model. The LTA formulations are nonlinear so that they cannot
be inserted in the LP formulation of the SCOP model directly. Instead, we present
a procedure that iterates between a local smoothing algorithm and optimization of
the master SCOP problem. Each iteration starts with a schedule of planned order
releases for the entire supply network. For a subset of PUs, the order release schedule
is then evaluated for lead time feasibility locally (i.e. for each PU separately). If
necessary, local adjustments are made to the schedule (smoothing of the schedule of
planned order releases). Next, the locally adjusted schedules are translated to order
release targets for the master SCOP problem which is subsequently reoptimized. The
iteration continues for another subset of PUs until each PU has been visited once.
The procedure is illustrated in figure 5.1.

PU level

SCOP
level

+

-

Ii , Ii

Ri

Ii

one planning period

Execute Production

Ii ,

+

^
D
i
Solve Master SCOP Problem w/o Rel. Cst.

Figure 5.1 The Lead Time Anticipation procedure
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The LTA needs to be a stepwise approach to take into account changes in dependent
requirements caused by smoothing the schedules of order releases for downstream
PUs. This stepwise approach is possible due to the feedforward property of the
supply network. In the LTA procedure PUs are visited in increasing order of their PU
low-level-code (LLC). The PU LLC is the maximum of the LLC’s of items produced
in the PU:
LLC = max{νi }
(5.15)
i∈Ie

where νi is defined as:
νi =



0,
if IS (i) = ∅
1 + maxj∈IS (i) {νj }, otherwise

(5.16)

The LTA procedure is then executed as follows (see Figure 5.1). Initially, the master
SCOP problem does not contain any smoothing targets and consists of equations
(5.3)-(5.5)only. That is, order releases are planned against infinite capacity. This LP
problem is solved to obtain an initial schedule of planned order releases. Next, the
smoothing algorithm is applied to produce aggregate release schedules for PUs with
external demand only (i.e. PUs with LLC=0). These aggregate release schedules are
used to generate the first set of release targets for the master SCOP problem which
is subsequently reoptimized to obtain a new schedule of planned order releases for
the entire supply network. Next, the smoothing algorithm is applied for those PUs
that only have dependent demand from the PUs with LLC=0 (and possibly some
external demand as well). The LTA procedure continues in this manner until all PUs
have been visited once and a complete set of aggregate release targets is generated
and the master SCOP problem is optimized for the supply network. The procedure
is executed again each period in a rolling schedule based fashion.
This remainder of this section is organized as follows. First we formulate the
anticipation model mathematically. Then we describe the local smoothing algorithm.
Next we discuss in which order PUs are visited and how the locally smoothed schedules
are translated into additional constraints in the master SCOP model. Finally, we
discuss two strategies for dealing with the situation where no lead time feasible plan
is possible.

5.3.1

Anticipation Model

The SCOP function controls the flow of goods in the supply chain network through the
release of production orders to the PUs. The planned lead time specifies the amount
of time that is allowed to the PU to process orders. The PU may only be expected to

5.3 Lead Time Anticipation

135

observe these planned lead times if the cumulative processing time required to finish
these orders does not exceed the planned lead time. For the deterministic anticipation
model, this requirement is formalized by constraints (5.6)-(5.8). If processing times
are stochastic, constraint (5.8) may overestimate the output rate because it fails to
account for the increased congestion in the PU that is caused by stochastic processing
times.
We now formulate the stochastic equivalent of equations (5.6)-(5.8). The dynamics
of the workload process are described by equation 5.14. This equation states that
the workload at the start of a period is equal to any residual workload from the
previous period (i.e. the surplus of that period’s workload over the capacity available),
increased with the newly released workload at the start of the period.
Our interest is to obtain a schedule of planned order releases that is lead time feasible.
Recall that a schedule of planned order releases is lead time feasible if for all t =
0, 1, . . . , T − 1, the cumulative processing time required to finish all the work in the
PU at time t is less than the planned lead time. That is,
Ze,t ≤ τe
However, a constraint on the workload in this form would not be very meaningful
since we do not know the realization of Ze,t a priori. Alternatively, we may specify
that the expected workload must satisfy the lead time constraint. That is
E [Ze,t ] ≤ τe ,

for alle ∈ E, 0 ≤ t < T

(5.17)

However, this approach is not very robust since there is a considerable probability
that Ze,t will exceed its expected value. We therefore formulate the constraint as
follows:
P {Ze,t ≤ τe } ≥ ϕ,
for alle ∈ E, 0 ≤ t < T
(5.18)
We have thus introduced a new parameter ϕ to the SCOP model that specifies the
desired lead time reliability of the production plan. The higher its value, the smaller
the probability that production orders will be tardy in a period. The flip-side of the
coin is that the higher reliability comes at the cost of a more restrictive workload
constraint which limits the expected output rate. Tardiness and expected output
have opposite effects on the total inventory level. This influence is studied in the
simulation experiments which are described in Section 5.4.
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Local Smoothing Algorithm

With constraints (5.6) to (5.8) replaced by their stochastic counterparts (5.14) and
(5.18), the SCOP problem becomes a multi-stage stochastic programming model
with chance constraints. At the current state-of-the-art, such a SCOP problem is
mathematically intractable for realistically sized instances. Therefore we present a
heuristic procedure for solving the SCOP problem. In this procedure we evaluate a
stochastic model of a single PU that leads to order release targets that are added to
the LP formulation of the SCOP model. In this section we first discuss the analysis
of the stochastic model defined by equation (5.14) and then present an algorithm for
smoothing the aggregate schedule of planned order releases for a single PU.

Analyzing the workload process in equation (5.14)
Equation (5.14) describes the workload process in terms of random variables. Exact
evaluation of the mean and variance of the workload in each period is not possible in
general. We deploy the moment-iteration method (cf. de Kok, 1989) to approximate
the mean and variance of the (planned) workload at the start of each period. The
moment-iteration method is based on the assumption that the workload released in
a period is independent of the residual workload from the previous period such that
variances may simply be added. The moment-iteration algorithm is as follows:
Moment-iteration algorithm
1. Start with E [Ze,0 ] := E [Ze,0− ] + E [Be,0 ] and Var [Ze,0 ] := Var [Ze,0− ] +
Var [Be,0 ], t := 0
2. Fit a Gamma distribution to the mean and variance of Ze,t
3. Calculate E [Ze,t+1 ] := E [(Ze,t − 1)+ ] + E [Be,t+1 ] and Var [Ze,t+1 ]
Var [(Ze,t − 1)+ ] + Var [Be,t+1 ]

:=

4. If t < T − 1 set t := t + 1 and goto 2, else stop.
The mean and variance of Ze,0− are given by
E [Ze,0− ] =

X

Li,0− µi−1 ,

(5.19)

Li,0− σi2 ,

(5.20)

i∈Ie

Var [Ze,0− ] =

X

i∈Ie
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and the mean and variance of Be,t are given by
E [Be,0 ]

=

X

Ri,0 µ−1
i ,

(5.21)

i∈Ie

E [Be,t ]

=

X

(R̂i,t + E [ǫi,t ]) µi−1 ,

t = 1, 2, . . . , T − 1,

i∈Ie

Var [Be,0 ]

=

X

2
Ri,0 σv,i
,

(5.22)
(5.23)

i∈Ie

Var [Be,t ]

=

X

i∈Ie


R̂i,t σi2 + µi−2 Var [ǫi,t ] ,

t = 1, 2, . . . , T − 1

(5.24)

Due to the intricate way that it is influenced by deviations of the actual state from
the planned state, ǫi,t is not easily characterized precisely. We imagine that it is
measured directly in practice but here we propose the following approximation:
X
2
Ĕij
Var [Dj (t − 1)] ,
(5.25)
E [ǫi,t ] = 0,
Var [ǫi,t ] = Var [Di,t−1 ] +
j

P
2
2
2
Ĕnj
. That is, the planned order releases are unbiased and the
where Ĕij
= n∈I Ein
deviation is equal to the echelon demand forecast error of the previous period. This
approximation is motivated by the idea that deviations of the state in periods before
time t − 1 are accounted for in the release decisions in periods before time t.
Finally, the mean and variance of the residual workload are calculated from the
Gamma distribution fitted in step 2. Let α and θ be the parameters of the fitted
Gamma distribution such that E [Ze,t ] = α θ and Var [Ze,t ] = α θ2 . Then, letting Ḡα,θ
be the complementary distribution function, we have


E (Zt − 1)+ =


Var (Zt − 1)+ =

α θ Ḡα+1,θ (1) − Ḡα,θ (1),

(5.26)

2

(α + 1) α θ Ḡα+2,θ (1) − 2α θ Ḡα+1,θ (1)
2

+Ḡα,θ (1) − E (Zt − 1)+

(5.27)

The derivation of these formulas can be found in Appendix 5.A.

Smoothing Procedure
If a schedule of planned order releases is not lead time feasible (i.e. constraint 5.18 is
violated), then planned order releases in the period where the infeasibility occurs need
to be reduced and the surplus must be covered by order releases in another period.
Since backordering costs are assumed to be (much) higher than inventory holding
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costs, it is clear that the period to which planned order releases are rescheduled,
must precede the period where they were originally planned. Preferably, they are
rescheduled to an adjacent period such that the amount of time that the items
need to be kept in stock upon finishing is minimized. The rescheduling of planned
order releases is not trivial since the additional planned order releases not only affect
the workload in the period to which they are rescheduled, but potentially also the
workload in subsequent periods.
In this subsection we discuss a heuristic procedure for smoothing a schedule of planned
order releases in order to make it lead time feasible. In the smoothing procedure
we focus on the aggregate workload dynamics in the PU. We do not specify which
items need to be rescheduled at this point. In order to take into account material
availability and the cost structure of various items, detailed rescheduling is done in
the reoptimization of the SCOP problem that follows the local smoothing procedure.
In order to formally define rescheduling, the following assumption is key to this
subsection. We assume that if a proportion of the aggregate workload planned to
be released in a period is rescheduled to an earlier period, then both the Coefficient
of Dispersion (CD) for the workload that is being rescheduled and the CD of the
workload that remains scheduled in the original period, equal the coefficient of
dispersion of the workload in the original schedule. That is, if Be,t = B̃e,t + B̆e,t ,
where B̃e,t and B̆e,t are the workloads remaining and being rescheduled respectively,
then
i
h
i
h
Var
B̆
Var
B̃
e,t
e,t
Var [Be,t ]
i =
i
h
h
=
E [Be,t ]
E B̃e,t
E B̆e,t
The choice for assuming that the CD is constant rather than the coefficient of
variation (CV), is motivated by the observation that, if all processing times are i.i.d.,
rescheduling one job from period t to period t − 1 will not change the CD of the
workload (convolution of i.i.d. processing times) for either period but will change the
CV.

The CD assumption allows us to describe rescheduling of aggregate workload in
mathematical terms. We say that a proportion p, 0 ≤ p ≤ 1 of Be,t is rescheduled to
period t − 1 if this results in the adjusted aggregate released workloads B̃e (t − 1), B̃e,t
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satisfying
h
i
E B̃e (t − 1)
i
h
E B̃e,t
h
i
Var B̃e (t − 1)
i
h
Var B̃e,t

=

E [Be (t − 1)] + p E [Be,t ] ,

(5.28)

=

(1 − p) E [Be,t ] ,

(5.29)

=

Var [Be (t − 1)] + p Var [Be,t ] ,

(5.30)

=

(1 − p) Var [Be,t ]

(5.31)

The following two observations are key to the local smoothing algorithm that we
discuss next.



1. (Monotonicity) The function τ ϕ Ze,t = min l : P {Ze,t ≤ l} ≥ ϕ is nonincreasing in the rescheduling proportion p.
Proof. Consider realizations of Ze (t − 1) and Be,t and select two scalars p̃, p̆
such that 0 ≤ p̃ ≤ p̆ ≤ 1. Then Z̆e,t , Z̃e,t are given by Z̆e,t = max{Ze (t − 1) +
p̆ Be,t −1, 0}+(1− p̆) Be,t , and Z̃e,t = max{Ze (t−1)+ p̃ Be,t −1, 0}+(1− p̃) Be,t .
The proof follows directly from the fact that Z̆e,t ≤ Z̃e,t :
Z̆e,t − Z̃e,t

= max{Z
e (t − 1) + p̆ Be,t − 1, 0} + (1 − p̆)Be,t


− max{Ze (t − 1) + p̃ Be,t − 1, 0} + (1 − p̃)Be,t

= max{Ze (t − 1) + p̆ Be,t − 1 − p̆ Be,t , −p̆ Be,t }
− max{Ze (t − 1) + p̃ Be,t − 1 − p̃ Be,t , −p̃ Be,t }
= max{Ze (t − 1) − 1, −p̆ Be,t } − max{Ze (t − 1) − 1, −p̃ Be,t }
Since −p̆ Be,t ≤ −p̃ Be,t , we have
max{Ze (t − 1) − 1, −p̆ Be,t } ≤ max{Ze (t − 1) − 1, −p̃ Be,t }
and therefore Z̆e,t − Z̃e,t ≤ 0 ≡ Z̆e,t ≤ Z̃e,t .
2. (Bounded Residual Work) Residual workload increases if we reschedule a
proportion of work from period t to period t − 1. However, the increase of the
+
is bounded above because, by constraint
residual workload Z̃e (t − 1) − 1

(5.18), Z̃e (t − 1) is bounded. Suppose that initially τ ϕ Ze (t − 1) < τ , Z̃e (t −
+
1)−1 will first increase with p up to the point where constraint (5.18) is tight.
After that point, work from period t − 1 will be rescheduled to earlier periods
+
such that constraint (5.18) remains satisfied with equality, and Z̃e (t − 1) − 1
approximately remains unchanged with a further increase of p. (There may be
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Figure 5.2 Workload smoothing heuristic

a change of mix due to rescheduling resulting in minor variations in the mean
and variance of the workload.)
For clarity of the formulation of the local smoothing algorithm it is helpful to use the
following vector notation
Z(t) =



E [Ze,t ]
Var [Ze,t ]



,

B(t) =



E [Be,t ]
Var [Be,t ]



,

Z(0−) =



E [Ze,0− ]
Var [Ze,0− ]



,

where we have dropped the index e since for the local smoothing algorithm, we
consider a PU in isolation. We also introduce the functions

h
+ i 
E Ze,t − 1

h
Υ Z(t) = 
+ i 
Var Ze,t − 1
and




τ ϕ Z(t) = min l : P ΓZ(t) ≤ l ≥ ϕ

where ΓZ(t) is a Gamma random variable with expectation and variance specified
by Z(t). The latter function gives the minimum lead time within which a workload
specified by Z(t) can still be processed. Note that the CD assumption allows us to
describe a rescheduling action simply in terms of scalar multiplications, additions,
and subtractions. That is, rescheduling a proportion p of period t to period t − 1
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yields the adjusted aggregate release amounts
B̃(t − 1) = B(t − 1) + pB(t),

B̃(t) = (1 − p)B(t).

Figure 5.2 explains the main idea behind the smoothing algorithm. The rescheduling
proportion p is set out on the horizontal axis. The three curves represent the residual

workload Υ Z̃(t − 1) , the workload released at the start of the period B̃(t), and their

sum which gives the total workload at the start of the period Z̃(t) = Υ Z̃(t−1) + B̃(t).

We have plotted only the expectation dimension. Note that the curve for Υ Z̃(t − 1)
is not linear in region I since the function Υ is not linear in p. The graph for the
variance is similar to the graph for the expectation.
The residual workload is the amount of work that is not completed at the end of period
t − 1 and is carried over to period t. As the amount of workload that is rescheduled
from period t to period t − 1 increases, the residual workload initially also increases.
Due to the Bounded Residual Work property, there is a point p1 where the residual
work no longer increases with a further increase of p. Since the amount of workload
released does decrease with a further increase of p, we observe a steeper decrease of
the total workload after point p1 .
Starting at the end of the planning horizon and working backward through the
aggregate release schedule, the smoothing algorithm every time satisfies constraint
(5.18). If the constraint is satisfied for period t it continues with the period t − 1.
Otherwise p is increased for that period until constraint (5.18) is satisfied. The search
for the optimal p∗ for a period t is conducted in two steps. First a search direction
is determined depending on whether p∗ lies in region I or in region II of the graph.
Next a line simple search is used to find the p and corresponding Z̃(t), B̃(t) such that

τ ϕ Z̃(t) = τ . (In our implementation of the algorithm Brent’s method is used.) The
pseudo-code for the local smoothing algorithm is as follows:
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Local Smoothing Algorithm
1. Initialize with B̃(t) := B(t), for t=0,1,. . . ,T-1
2. Set Z̃(0) := Z(0) = Z(0−) + B(0) and for each period t = 1, 2, . . . , T − 1 calculate
Z̃(t) := Z(t) = Υ(Z(t − 1)) + B(t)
3. Set t := T − 1

4. If τ ϕ Z̃(t) ≤ τ then goto step 9

5. If τ ϕ Z̃(t − 1) n> τ then
o

p̄ := max p : τ ϕ (1 + p) · Z̃(t − 1) < τ, −1 ≤ p < 0 ,
and Z̄(t − 1) := (1 + p̄) · Z̃(t − 1)

else

o
n

p̄ := min p : τ ϕ Z̃(t − 1) + p · B(t) ≥ τ, 0 ≤ p ≤ 1 ,

and Z̄(t − 1) := Z̃(t − 1) + p̄ · B(t)

6. Set p1 := max{0, p̄}, z1 := Υ(Z̄(t − 1)) + (1 − p1 )B(t).
7. If τ ϕ (z1 ) ≤ τ then
n
 h
i

o
p∗ := min p : 0 ≤ p ≤ p1 , τ ϕ Υ Z̃(t − 1) + p B(t) + (1 − p)B(t) ≤ τ
else
p∗ := min {p : p1 < p ≤ 1, τ ϕ (Υ [z̄(t − 1)] + (1 − p)B(t)) ≤ τ }
8. Set B̃(t − 1) := B̃(t − 1) + p∗ · B̃(t), Z̃(t − 1) := nZ̃(t − 1) + p∗ · B̃(t), and B̃(t) :=
(1 − p∗ ) · B̃(t)
9. If t > 1 then t := t − 1, goto 4 else goto 10
o
n

10. Set p̄ := min p ≥ 0 : τ ϕ (1 − p) · B̃0 ≤ τ , B̃(−1) := p̄ · B̃(0), B̃(0) := (1 − p̄) · B̃(0)
11. Stop.


The algorithm initializes in steps 1 and 2 where Z(t) and Υ Z(t) for t = 0, 1, . . . , T −1
are calculated for the original aggregate workload schedule. Starting with the last
period in the horizon, it is verified whether the total workload can be cleared within
the lead time in step 4. If the workload cannot be cleared within the planned lead
time τ , then the point p1 that separates region I and region II is determined in step
5 and 6. There are two possible scenarios. If the workload in the preceding period
Z̃(t − 1) already exceeds τ then p1 = 0. In that case, the helper variable p̄ is the
fraction of Z̃(t − 1) that can be cleared within the planned lead time and Z̄(t − 1)
is corresponding workload. If the workload in the preceding period can be cleared in
less than the planned lead time, then p1 > 0 is the maximum fraction of B̃(t) that can
be added to Z̃(t − 1) without violating the lead time constraint and the corresponding
workload is Z̄(t − 1).
In step 7 of the algorithm, it is tested whether the point p∗ lies in region I or II

5.3 Lead Time Anticipation

143

by considering whether the total workload Z1 at point p1 can still be cleared in the

planned lead time. If p∗ lies in region I (i.e. τ ϕ Z1 < τ ), then the residual workload
depends on the p as specified in the first part of step 7. Otherwise, due to the Bounded

Residual Work property, the residual work is Υ Z̄(t − 1) independent of the exact
rescheduling proportion (part 2 of step 7). In step 8, adjusted variables are updated
based on the rescheduling proportion. The iteration then continues with the preceding
period until all periods have been visited. A special case is period t = 0 where there
is no preceding period. The overflow workload is defined as the amount which the
workload in period t = 0 must be reduced in order for the schedule to be lead time
feasible. This amount is determined in step 10 and is stored in the variable B̃(−1).
The result of the smoothing algorithm is an aggregate release schedule that satisfies
the lead time feasibility constraint (5.18) for PU e in all periods. A lead time feasible
schedule may not be possible at all time in which case there is an overflow amount of
workload which is given by B̃(−1). In Section 5.3.3 we will discuss two strategies for
dealing with the overflow workload.

5.3.3

Updating the Master SCOP problem

The local smoothing algorithm produces aggregate release schedules for individual
PUs that are lead time feasible. In the previous section, we have omitted the index
e for the vectors B̃(t) because there a local smoothing procedure is discussed for a
single PU. Here we introduce it again so the smoothed aggregate release schedule for

PU e is given by the sequence B̃e,0 , . . . , B̃e (T − 1) . The expectation part of the
adjusted aggregate release amounts B̃e,t is added as a target to the master SCOP
problem. These targets affect the timing of order releases and therefore also the
timing of dependent requirements and availability of materials at other PUs. Since
the smoothing works in one direction only (i.e. aggregate release amounts may be
rescheduled to earlier periods but never to later periods), only the effect of the targets
on the upstream PUs needs to be taken into account. Note that earlier availability
of materials will not result in earlier production in downstream PUs since this would
merely imply a repositioning of ”smoothing inventory” to downstream stock points
where the holding costs are higher.
We now formulate the aggregate release targets for the master SCOP problem.
The aggregate release targets are formulated in a way such that the following two
requirements are met:
• The local smoothing algorithm does not take into account the availability of
materials and other resources in the supply network. For this reason, it may
not be possible during reoptimization of the master SCOP problem to obtain
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a schedule of planned order releases that conforms to aggregate release targets.
Rather than formulating hard constraints, violation of the targets is penalized
to prevent the master SCOP problem from becoming infeasible.

• The aggregate release target is met by rescheduling the original planned order
releases. The targets may not be obtained by planning order releases for items
or quantities that are not required.

Let B̂e,t be the expected aggregate release amount corresponding to the initial
schedule of planned order releases, calculated via equations (5.21) and (5.22), and let
Ẑe,0− be the initial expected workload calculated via equation (5.19). Furthermore, let

B̃e,t = B̃e,t 1 be the expected workload in the adjusted aggregate release schedule
produced by the local smoothing algorithm and let R̃i,t denote the adjusted order
release quantity.
Figure 5.3 shows an example of an initial aggregate release schedule (solid line) and an
adjusted aggregate release schedule (dotted line). We denote the (vertical) difference
between the two lines for period t by δe,t = B̃e,t − B̂e,t and the cumulative difference by
Pt
∆e,t = s=0 δe,t . In the light gray area adjusted releases exceed the original releases
(δe,t > 0) and in the dark gray area the original releases exceed the adjusted releases
(δe,t < 0). After the dark gray area, the two schedules coincide again (∆e,t = 0).
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Figure 5.3 Residual and target workload

The following constraints are added to the master SCOP problem after each local
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smoothing step:
t
X
s=0



µ−1
R̃i (s) − R̂i (s) + µi−1 Oi,t
i

=

Qi,t ∆e,t ,

(5.32)

Qi,t

=

1

(5.33)

X

i∈Ie

These constraints are formulated such that the adjusted release decisions follow
the aggregate release schedule as closely as possible. Qi,t is the allocation of the
cumulative difference in Figure 5.3 to individual products. That is, we do not make
this allocation a priori but leave it as a decision variable for the goods flow model.
There are a number of useful properties to the above formulation of the constraints:
P
P
• There is a time u where ∆e (u) = 0. At this point, us=0 R̃i (s) ≤ us=0 R̂i (s).
That is, cumulative releases in the adjusted plan cannot exceed the cumulative
releases in the original plan. So there can be no decision to release orders for
items that are not required according to the original plan.
• Oi,t ≥ 0 is an auxiliary variable that relaxes constraint (5.32). This variable
prevents the goods flow model from becoming infeasible if materials required in
production cannot be made available earlier, whereby forward rescheduling of
release quantities becomes impossible. We penalize the use of this slack variable
PT −1 P P
by adding to the objective the term t=0
e
i∈Ie bi Oi,t . The choice of the
penalty variable bi is somewhat arbitrary. It should be set (much) larger than
the holding cost.
Remark 5.1 (A note on the prioritization of order releases). A useful by-product of
the LTA procedure is a prioritization of order releases. The initial schedule of planned
order releases contains the latest production starts that, given the planned lead time,
meet the requirements. Planned order releases that are rescheduled to earlier periods
as a consequence of the aggregate release targets, wait in the downstream stock point
for their requirement upon completion. Compared to the order releases that were
initially planned in these periods, the rescheduled order releases thus have a lower
p
priority. The PU should therefore give priority to the order releases R̃i,t
defined
recursively by:
) t−1
( t
t
X p
X
X
p
R̃i (s),
R̃i (s) −
R̂i (s),
R̃i,t = min
s=0

s=0

s=0

for all i ∈ I, t = 0, 1, . . . , T − 1

(5.34)

That is, for some period t ≥ 0 the cumulative planned order releases in the initial
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schedule up to period t have priority and need to be completed first. Any additional
rescheduled releases are not immediately required after their planned lead time and
have a lower priority.

Overloading
The existence of overflow workload (i.e. B̃e (−1) > 0) indicates that no planned lead
time feasible workload schedule can be obtained by rescheduling releases to earlier
periods only. Here we discuss two strategies for dealing with a positive overload. In
the conservative strategy, we discard the overflow workload such that the resultant
schedule of planned order releases is lead time feasible. This strategy implies that
the total order release quantity in the final schedule may be less than in the initial
schedule. Through the inventory balance equations in the master SCOP problem,
these changes propagate to the supply of the CODP items. That is, the resultant
schedule is lead time feasible but plans for higher backorders of CODP items. These
(temporary) deficits in supply over demand must be covered by the safety stocks for
CODP items.
In the overloading strategy we temporarily allow lead time constraint (5.18) to be
violated and maintain workload levels in the PU that cannot reliably be cleared within
the planned lead time. Hence the term ”overloading”. From the literature on clearing
functions we learn that a higher workload results in a higher expected output rate,
and thus a faster reduction of any backorders. On the other hand, overloading leads
to tardiness of production orders. Not only does tardiness result in delayed supply of
CODP items, it may also introduce planning inefficiencies. Particularly in assembly
networks, tardiness may lead to remnant stocks of other materials in downstream
stages1 . Tardiness may also lead to an unplanned shift of capacity consumption to
later periods in downstream stages, leading to lost capacity in the periods where the
consumption was originally planned.
We compare the conservative strategy to the overloading strategy in our simulation
experiments (see Section 5.4.5). The conservative option appears to restrict the
release of orders too much. The overloading strategy gives better results in almost
all experiments. In the remainder of this section we discuss the overloading option in
more detail.
In busy situations, the overflow B̃e (−1) may be high. In these situations, it makes
no sense to overload the PU directly with a large amount of work. Such a strategy
would lead to large and costly workload levels without significant reduction of the
1 Remnant stocks are stocks of other materials required in the downstream assembly step that
wait for completion of the tardy order (cf. de Kok, 2003).
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backlog. We can obtain an upper bound L∗ (t) on the cost-optimal workload in a PU
that faces a backorder situation in the following way. Consider a single item setting
where the number of backorders is large. That is I − (t) > 0 for all L(t).

L∗ (t)



= arg min w L(t) + b E I − (t)|L(t), I − (t) > 0
h
i
= arg min w L(t) + b E (I(t − 1) − D(t − 1) + X(t))− |L(t), I − (t) > 0
= arg min b E [D(t − 1) − I(t − 1)] + w L(t) − b E [X(t)|L(t)]

(5.35)

The first term on the right hand side of equation (5.35) does not depend on L(t)
and can be omitted. Using furthermore the proportionality between WIP and FGI
holding costs, and backordering costs, and defining
f wb =

f wh
w
= bh
b
f

we have
L∗ (t) =

arg min f wb L(t) − E [X(t)|L(t)] ,

(5.36)

L∗ (t) is an upper bound on the economical amount of WIP in the PU. Beyond this
quantity, the marginal cost of holding WIP exceeds the marginal expected reduction
of backordering costs. In our multi-item setting the cost trade-off is less obvious since
the WIP may be composed of different item types. As an approximation we propose
to substitute workload for WIP and replace output by the amount of workload that is
cleared in the planned lead time. The workload is expressed as the sum of the workload
in the lead time feasible plan Z̃e,0 and a proportion p of the overflow B̃e (−1). The
optimal overloading proportion p∗0 is then given by
i
h
ii
h
h
p∗0 = arg min fe E Z̃e,0 + p ∗ B̃e (−1) − E min{τe , Z̃e,0 + p ∗ B̃e (−1)} , (5.37)
0≤p≤1

The operator ∗ in equation (5.37) should be read as ”proportion of”. If B is a
random variable with a distribution whose parameters are determined by its mean
and variance, then p ∗ B is similarly distributed but now with mean and variance
given by
E [p ∗ B] = pE [B]

Var [p ∗ B] = pVar [B]

(5.38)
(5.39)

For example, let B be Erlang-4 with mean equal to 4 and variance equal to 4, then
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1/2 ∗ B is Erlang-2 distributed with mean equal to 2 and variance equal to 2.
Since the minimum function in the second term is concave, this cost function is
convex. Let the total workload for a period be Ze,t ∼ Gamma(α, θ) and let Ḡα,θ
be the complementary Gamma distribution function. The second term of the cost
function (5.37) is:
h
i
(5.40)
E min{Z̃e,0 + p ∗ B̃e (−1), τe } = α θ Gα+1,θ (τe ) + τe Ḡα,θ (τe )
where

α

=

θ

=

i
h
 h
i2
E Z̃e,0 + p E B̃e (−1)
i
h
h
i,
Var Z̃e,0 + p Var B̃e (−1)
i
h
h
i
Var Z̃e,0 + p Var B̃e (−1)
i
h
h
i
E Z̃e,0 + p E B̃e (−1)

For the derivation of this equation, see Appendix 5.A.

The optimal p∗0 for period 0 is found though a convex optimization routine. If p∗0 is
less than 1, then the optimal overloading fraction to period 1, p∗1 , is found in the same
way and a part of the overflow workload p∗1 (1 − p∗0 )B̃e (−1) is scheduled in period 1
etc.

5.4.

Comparing Anticipation Models

In this section we compare production planning algorithms with different anticipation
functions using discrete event computer simulation. The performance of an anticipation
model is read from its ability to reduce the inventory holding costs subject to meeting
the service level constraint. Safety stocks of CODP items are determined by the SSAP
that is described in Section 5.4.2 (see also Section 1.4). Consequently, the service level
for each anticipation model is the same different anticipation models require different
safety stocks. Clearly, safety stock alone is not the appropriate performance measure.
One can think of anticipation functions that meet the service constraint without any
safety stock being installed (for example one that always plans order releases well
ahead of the planned requirement). Such an anticipation model necessarily builds in
other forms of slack that may cancel out or exceed the savings in safety stocks. A good
anticipation model meets the service level constraint with a minimum investment in
total inventory which besides safety stocks includes WIP, finished goods inventory,
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and all intermediate stocks. The question that we aim to answer via our simulation
experiments is:
Which are the differences among the planning algorithms studied, in the
total holding cost of inventory required in the supply network to satisfy
the non-stockout probability and how do these differences depend on the
characteristics of the supply network.
The planning algorithms that we compare are listed in Table 5.3. The UNC algorithm
corresponds most closely to the MRP logic, with the exception that backordering of
components is not allowed. We have argued before that this restriction is necessary
in order to obtain a complete planning algorithm. The CAP (capacitated) algorithm
is the original model as formulated in de Kok and Fransoo (2003) and the CLF
algorithm is the planning algorithm with a clearing function anticipation model
as described in Section 5.4.1. Finally, two LTA algorithms with conservative and
overloading strategies are compared.
The question remains how to set the safety stocks in combination with each
anticipation model such that they meet the non-stockout probability service level.
We presume that in practice safety stocks are set using rules of thumb or using more
sophisticated planning tools, and are subsequently fine-tuned by human planners on
the basis of actual service level measurements. Clearly such a procedure cannot be
replicated in the experimental setting of this chapter. Instead, we deploy a very useful
procedure for setting safety stocks in discrete event simulations. This procedure is the
Safety Stock Adjustment Procedure which we discuss in Section 5.4.2. First however,
we discuss the clearing function model that we use for comparison in Section 5.4.1.
In Section 5.4.3 we explain the experimental setup for our comparison study and in
Section 5.4.5 discuss the results.

5.4.1

The clearing function model

The clearing function that we use in this comparison is proposed is the short-term
clearing function of Selçuk (2007) that is discussed in Section A.3 of Appendix A. As
proposed by Selçuk, the clearing function is approximated by the following piece-wise
linear function:

if Ẑe,t ≤ ze,ε
 Ẑe,t ,
 

(5.41)
f Ẑe,t =
αe + βe Ẑe,t , if ze,ε ≤ Ẑe,t ≤ ze,1 ,

 1,
if Ẑe,t ≥ ze,1
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Table 5.3 Anticipation models

Abbreviation

Description

UNC

The uncapacitated SCOP model given by the objective (5.3)
and constraints (5.4) and (5.5) (i.e. no anticipation other than
a fixed planned lead time).
The SCOP model with deterministic capacity given by the
objective (5.3) and constraints (5.4) to (5.8).
The SCOP model with clearing functions given by the
objective (5.3), constraints (5.4) and (5.5), and the constraints
(5.43) to (5.44) defined in Section 5.4.1.
The lead time anticipation procedure with overloading as
described in Section 5.3.1.
The lead time anticipation procedure without overloading
(conservative strategy) as described in Section 5.3.1.

CAP
CLF

LTA-OL
LTA-CS

where


1 − ze,ε 
αe = ze,ε 1 −
,
ze,1 − ze,ε

βe =

1 − ze,ε
ze,1 − ze,ε

The parameter ε is described by Selçuk as ”a service level measure for the clearing
of the available WIP in the production
unit”. The opoint ze,ε is set in corresponding
n

to this parameter such that P Ze,t ≥ 1|Ẑe,t = ze,ε = 1 − ε. Similar to Selçuk we
conduct oursimulation
experiments for ε = 0.05 and ε = 0.2. The point ze,1 is set

such that f ze,1 ≈ 1.

We approximate Ze,t by a Gamma distribution with parameters αe and θe . The
clearing function takes as its argument the expected workload. The Gamma
distribution is furthermore determined by its CD which corresponds to the parameter
θe . We set θe to be the long run weighted average of the CD of the individual
processing times:
X
1
σi2
θe = P
λi −1
,
(5.42)
µi
j∈Ie λj i∈I
e

where λi is the long run average order release quantity for item i.

We use the disaggregation scheme proposed by Asmundsson et al. (2009) to disaggregate the output of the clearing function in a period. For a description of this method
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see Section A.4 of Appendix A.


−1
,
µ−1
X̂
≤
α
s
+
β
µ
L̂
+
R̂
i,t
e
i,t
e
i,t
i,t
i
i

for all t, k, i ∈ Ie ,

µ−1
for all t, i,
i X̂i,t ≤ si,t ,
X
si,t = 1,
for all t, k

(5.43)
(5.44)
(5.45)

i∈Ie

Constraints (5.43) – (5.45) replace constraint (5.8) and together with constraints (5.6)
and (5.7) form the clearing function anticipation model.

5.4.2

The Safety Stock Adjustment Procedure

The Safety Stock Adjustment Procedure (SSAP, cf. Kohler-Gudum and de Kok,
2002) is a method for setting safety stocks in simulation experiments. The procedure
finds the amount of safety stock required to meet a certain service level. The SSAP
allows therefore for comparison of planning concepts that keep inventory at different
places in the supply network.
The main conceptual idea behind the SSAP is the relative invariance of order release
decisions to the safety stock level. If a simulation experiment is replicated with
exactly the same parameter setting and random number streams but with the initial
stock level and safety stock level for an item changed with the same amount, then
the planning algorithm will yield precisely the order release decisions of the first
experiment.
The Safety Stock Adjustment Procedure used in this chapter is an adaptation of that
described in Kohler-Gudum and de Kok (2002). In the original paper, the service
level measure was the fill-rate whereas in this chapter we have chosen the non-stockout
probability as the service level measure.
The SSAP proceeds as follows. Each simulation experiment is run twice. In the first
run, a record is maintained of the lowest net stock level for each CODP item in each
period. The first run thus provides an empirical distribution of the lowest net stock
level. This distribution is shifted by changing the safety stock such that the desired
non-stockout probability is obtained. The second run is initiated with initial stock
level adjusted by the same amount as the safety stock levels. Then, all decisions from
the first run are replayed. The second run is used to obtain the statistics that are of
interest.
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Test bed

The test bed for our simulation experiments has a W-shaped topology (see Figure
5.4). The W-shape is the simplest generic topology (i.e. combining divergent and
convergent goods flows for all downstream stages). The lower echelon contains two
stages (e = 1, 2) and the upper echelon contains three stages. One upstream stage
(e = 4) supplies a set I4 of common components to both downstream stages whereas
the other two (e = 3, 5) supply sets I3 and I5 of specific components to a single
downstream stage only. The behavior of the individual stages in the supply chain is
simulated as described in Section 5.2.2.

3

4

5

U3

1

U1

2

U2

U4

U5

Figure 5.4 W-shape supply network

Even for the simple supply chain topology in Figure 5.4, the number of parameters is
large. These parameters include the length of the planning horizon, service level,
planned lead times, utilization levels, demand and processing time distributions,
forecast accuracy, seasonality characteristics, and costs structure. Furthermore, there
are parameters specific to the planning model such as the level ϕ for the LTA
approach and the level ε for the clearing function approach. Rather than investigating
each possible combination of parameter settings, we randomly select settings from
realistic ranges for each experiment. Most parameter settings are drawn from uniform
distributions. We shall now discuss parameters of the supply network in detail.

BOM The bill-of-materials is generated in the following way. First the number of
CODP items, nee , for PUs e = 1, 2 and the number of common parts, nc, for PU
S
e = 4 are drawn. For each CODP item i ∈ I1 I2 , a number of specific part types,
nsi , is drawn. Let ISi denote the set of specific items for CODP item i. We then
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specify the BOM as follows:
S

 1, for all j ∈ I1 S I2 , i ∈ ISj
Eij =
1, for all j ∈ I1 I2 , i ∈ I3

0, otherwise
Planned Lead Time For most experiments we set τe = 2. However, the planned
lead time is an important parameter to the SCOP function. As was discussed in
Section 2.3.3, it acts as a smoothing mechanism in itself. It is therefore expected that
a long planned lead time mitigates the effect of anticipation functions. On the other
hand, a short planned lead time may be very restrictive with respect to the workload
that is allowed in the PU which may lead to a reduced output. To study these effects,
we conduct a series of experiments with a shorter and a longer planned lead time.

Costs The FGI holding cost of items in the upstream stock points is set to one. In
each subsequent stage 50% is added to the holding costs. Half of the cost is added in
the WIP and the other half is added once the items proceed to the FGI (i.e. f wh = 65 ).
That is
S S
hi = 1,
i ∈ I1 I2 I3 ,
S
P
hj = 1.5 i∈I Eij hi , j ∈ I1 I2 ,
wi = 65 hi ,
i∈I
Capacity The utilization rate of resources is likely to have an influence on the
benefit of production smoothing. Clearly, if there is never a shortage of capacity then
there is no requirement to smooth the schedule of order releases at all. On the other
hand, a high utilization rate may require a constant high level of workload in the
PU in order to have sufficient output. A smoothing approach where the workload is
restricted may have less favorable results in these situations. In our experiments we
study both cases, high and low utilization, separately.

Processing Times Mean processing
per item, µ−1
then drawn from
i , are
h times √
√ i

ρe
a continuous uniform distribution on |Ie | 0.5 3 , |Iρee | 1.5 3 . Subsequently, the
P
A service time
processing times are normalized such that
i∈Ie λi /µi = ρe .
distribution (Ψi ) is randomly selected for each item among the exponential (E1),
the Erlang-2 (E2), and the Erlang-4 (E4) distribution (corresponding respectively in
squared coefficients of variation 1, 21 , 14 ).
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Demand and forecast Demand is seasonal with a cycle that is the same for all
items and has a length that equals the planning horizon. The expected demand for
item i ∈ Ie , k = 1, 2 in simulation period t (not the period in the planning horizon)
is:

t 
2π
(5.46)
D̂i,t = λi 1 + seas sin
T

where seas defines the amount of seasonality in the demand. The expected demand
also is the forecast for the period. We sample the actual demand Di,t from a Gamma
distribution with expectation D̂i,t and a variance of 0.25 λ2i . The actual demand is
rounded to the nearest integer but the integrality difference is added to the next period
demand such that the long-term expected demand is consistent with the forecasted
demand.

5.4.4

Simulation environment

The simulation experiments are conducted along the lines of Law (2007) and are
implemented in the C# programming language. Since we make pairwise comparisons
of planning algorithms, we choose to randomly generate a number of experiments
rather than to run a number of replications for a single experiment. An experiment
has a warm-up time of 500 periods and additionally a run time of 2000 periods during
which statistics are collected. An experiment is repeated for each planning algorithm
with common pseudo random number (PRN) streams. A PRN stream is generated
for each simulation module (stage in the network) and each period.
The LP problems are solved using the Barrier search implementation of ILOG CPLEX
11.0. Release quantities are translated into a job for each unit. These jobs are
then released to the PU in random order. For the LTA approach we do utilize the
prioritization discussed in Section 5.3.3: high priority jobs are released before regular
jobs.

5.4.5

Experiments and discussion

The base parameter set for our experiments is specified in Table 5.4. An experiment
is repeated 10 times, once for each planning algorithm and there are 40 experimental
settings in the first set so there are 400 runs in the first set. The results for these
experiments for τe = 2 are listed in Table 5.6. The number in square brackets behind
the algorithm name is the setting for the algorithm specific parameter (ε for CLF and
ϕ for LTA). The statistic reported on is the relative difference in total cost between
the SCOP approaches listed in Table 5.3. We set the total cost of CAP to 100. For
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Table 5.4 Parameter settings for experiment set 1

Parameter

Description

Range

T
ϕ
τe
|I1 |, |I2 |
|I4 |, |I3 |,|I5 |

Planning horizon
Non-stockout probability
Planned lead time
Number of CODP items for stages 1 and 2
Number of common items (e = 4) and
number of specific items (e = 3, 5) per for
a stage
Utilization rate for stage e
Distribution of processing time for item i
Average demand rate for item i
Variance of demand and requirements
variance estimate
Seasonality factor

20
0.98
2 periods
1 to 5
1 or 2

ρe
Ψi
λi , i ∈ ID
Var [ǫi,t ]
seas
SCOP
algorithms:
Number
of
experiments:

0.75 to 0.85
{E1, E2, E4}
1 to 5
0.25 λ2i
0.4 to 0.8

UNC, CAP, CLF (ε = 0.05, 0.2), LTA-OL (ϕ = 0.7, 0.8, 0.9),
LTA-CS (ϕ = 0.7, 0.8, 0.9)
40

Table 5.5 Parameter settings for experiment set 2-6
Parameter

Set 2
Short τe

Set 3
Long τe

Set 4*
High Util.

Set 5
Low Util.

Set 6
No Dem. Unc.

ρe
Var [ǫi,t ]
Planned lead time:
all others as in set 1

as in set 1
as in set 1
1 periods

as in set 1
as in set 1
3 periods

0.85
as in set 1
2 periods

0.75
as in set 1

as in set 1
0

SCOP algorithms:

UNC, CAP, CLF (ε = 0.05, 0.2), LTA-OL (ϕ = 0.7, 0.8, 0.9),
LTA-CS (ϕ = 0.7, 0.8, 0.9)
20 per set

Number of experiments:

* Warm-up of 1000 periods and a run length of 4000 periods for this set
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example, let T Cnalg denote the total cost for an algorithm in the nth experiment, then
the average total cost reported for LTA-OL[0.9] is
Average total cost LTA-OL[0.9] =

40
LT A−OL[0.9]
1 X T Cn
× 100
40 n=1
T CnCAP

Table 5.6 Simulation results for set 1
Algorithm

WIP

FGI

CAP
UNC
CLF[0.05]
CLF[0.2]
LTA-OL[0.7]
LTA-OL[0.8]
LTA-OL[0.9]
LTA-CS[0.7]
LTA-CS[0.8]
LTA-CS[0.9]

42.51
46.64
42.33
39.27
43.10
43.17
43.01
42.26
42.03
41.76

57.49
61.56
93.69
59.16
54.89
52.89
53.13
60.44
67.26
106.16

Average

Lowest

Highest

Best
Cases

Sfty as
% of Total

Fill Rate
w/o Sfty

100.00
108.20
136.02
98.43
98.00
96.06
96.14
102.70
109.29
147.91

100.00
87.27
96.54
82.54
79.70
77.61
72.03
93.53
94.13
94.11

100.00
121.99
1138.14
361.08
103.94
101.36
109.70
166.49
370.28
765.87

0%
0%
0%
3%
8%
33%
43%
5%
10%
0%

48.54%
30.84%
50.40%
51.22%
59.73%
64.35%
70.29%
56.06%
58.47%
56.04%

48.54%
30.84%
50.40%
51.22%
59.73%
64.35%
70.29%
56.06%
58.47%
56.04%

The first three columns show the average cost of WIP, finished goods inventory (of
i ∈ Ie , k = 1, 2), and the average total cost for the experiments. The columns
”Lowest” and ”Highest” refer to the lowest and highest total cost observed in all
experiments. The column ”Best Cases” shows the percentage of experiments where
the algorithm had the best performance. The last columns gives the percentage of
the costs that are caused by the safety stock. We note here that this percentage
may be more than 100% if the planning algorithm fails to meet the target stock level
often and for prolonged periods. In such cases the safety stock required to meet the
required service level may be (much) higher than the average physical inventory and
may even exceed the average total inventory if other inventories are relatively small.
Both tardiness of orders and uncertainty in the demand is accommodated for by the
installment of safety stocks. Safety stock levels are determined through the SSAP
such that the non-stockout probability is fixed at 98%. In the last column of Table
5.6 it is shown which percentage of the customer orders would be satisfied in absence
of the safety stock. This percentage expresses the fraction of times that the net stock
level in the downstream stock points is no less than the safety stock directly after
satisfying a customer order.
The first remarkable observation is that the CLF is not robust. We see that the
maximum relative cost for CLF[0.2] is 3.6 times the cost for CAP. For CLF[0.05] the
results are even worse. A closer look at the results from the experiments reveals the
reason for this poor performance. We see that in some experiments, the CLF leads to
very high safety stocks. These safety stocks are put in place by the SSAP to ensure
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that the service level is met. In these cases, the supply is structurally lower than
the demand. This is caused by the restriction that the CLF in combination with
a planned lead time puts on the workload in the PU: workload is restricted by the
amount that, according to the clearing function prediction, can be processed within
the planned lead time. In turn, the restriction of the workload limits the maximum
throughput rate.
We also see the negative effects of the limitation of the workload in the LTA-CS
algorithms. Recall that the conservative strategy may limit the total workload in the
PU in order to obtain a lead time feasible plan. As the required reliability level ϕ
increases for the LTA-CS algorithms, the workload is restricted more and the negative
effect on the output becomes sincere.
Interestingly, the effect of the reliability level has an opposite effect for the LTAOL algorithm with an overloading strategy. The best performance is achieved at
levels ϕ = 0.8 or ϕ = 0.9. Among these two settings, ϕ = 0.8 scores best in terms of
consistency (its highest and lowest cost are closer). The optimistic LTA-OL algorithm
performs better than the conservative LTA-CS algorithm. From this we can deduct
that, at least in the simple supply chain topology, it makes sense to smoothen the
planned order releases through limitation of the workload in future periods but that
the actual order releases in the first period should not be restricted in order to avoid
idleness.
Overall, the LTA-OL algorithms clearly dominates the other algorithms in terms of
average total cost. Although they maintain a higher level of WIP in the PU, these
costs are outweighed by the reduction of the safety stock levels. The clearing function
with ε = 0.2 performs better than CAP in many cases and CAP performs better than
UNC. These experiments indicate that smoothing can reduce the total cost of holding
inventory and that taking into account stochasticity may improve the algorithm.
In a number of additional experiments, we study the performance of the planning
algorithms for a short planned lead time (set 2) and a long planned lead time (set
3). The results for these experiments are shown in Table 5.7. For the settings with
Le = 1 we see that the performance of all planning algorithms that do not limit the
workload (UNC, LTA-OL) in the PU is better than the performance of those that
do (CAP, CLF, LTA-CS). The maximum workload that can be processed in a single
period according to the anticipation functions, is too small to yield a sufficiently high
throughput rate. The high safety stocks are put in place to cover the structural deficit
in supply of the algorithms where the workload is limited. For the experiments with
τe = 3 we see little difference between the algorithms although the CLF[0.2] algorithm
seems to perform slightly better than the other algorithms. The small differences
in costs between the algorithms can be explained from the smoothing effect of the
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Table 5.7 Simulation results for set 2-3
Set 2: short planned lead times
Algorithm

WIP

FGI

Average

Lowest

Highest

Best
Cases

Sfty as
% of Total

Fill Rate
w/o Sfty

CAP
UNC
CLF[0.05]
CLF[0.2]
LTA-OL[0.7]
LTA-OL[0.8]
LTA-OL[0.9]
LTA-CS[0.7]
LTA-CS[0.8]
LTA-CS[0.9]

16.96
24.62
13.91
20.24
17.10
17.63
18.58
15.98
14.96
13.25

83.04
50.11
1445.45
754.23
47.22
44.45
55.06
338.17
850.23
1870.49

100.00
74.73
1459.36
774.47
64.32
62.08
73.63
354.14
865.20
1883.74

100.00
11.70
480.53
110.52
16.06
13.14
12.55
105.44
181.24
353.80

100.00
114.83
2746.97
2470.68
95.51
97.78
122.60
696.04
4115.50
6485.89

0%
3%
0%
0%
43%
50%
5%
0%
0%
0%

145.89%
90.07%
253.57%
228.58%
65.13%
37.01%
24.83%
232.92%
251.17%
254.95%

36.89%
14.32%
28.02%
33.41%
64.72%
76.35%
80.89%
37.13%
31.54%
25.85%

Algorithm

WIP

FGI

Average

Lowest

Highest

Best
Cases

Sfty as
% of Total

Fill Rate
w/o Sfty

CAP
UNC
CLF[0.05]
CLF[0.2]
LTA-OL[0.7]
LTA-OL[0.8]
LTA-OL[0.9]
LTA-CS[0.7]
LTA-CS[0.8]
LTA-CS[0.9]

53.89
55.12
53.89
51.58
54.31
54.40
54.13
53.79
53.65
53.50

46.11
49.56
46.16
44.23
46.92
46.53
46.45
48.26
48.66
55.83

100.00
104.68
100.05
95.80
101.24
100.93
100.57
102.05
102.30
109.33

100.00
100.46
97.29
80.90
92.20
91.62
90.65
97.45
97.47
97.96

100.00
127.27
107.16
101.83
105.04
105.08
104.32
106.77
111.90
299.96

35%
0%
23%
13%
3%
5%
13%
5%
5%
0%

49.59%
53.01%
49.37%
49.52%
46.21%
43.98%
40.47%
48.23%
46.90%
49.24%

51.34%
39.46%
52.14%
51.85%
56.35%
59.89%
64.96%
55.16%
57.73%
59.75%

Set 3: long planned lead times
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planned lead time and the pooling of variability in the processing times at higher
workloads.
Two sets of simulation experiments (sets 4 and 5) are conducted to study the effect of
utilization. The parameters for these experiments are shown in Table 5.5. These
experiments confirm our hypothesis that the benefit of production smoothing is
smaller at lower utilization rates. At higher utilization rates, we observe again that
those algorithms that restrict the workload require higher safety stocks that lead to
higher overall costs.
Finally we conduct a set of experiments where we study the effect of processing
time uncertainty in isolation (set 6). In these experiments there is no demand
uncertainty. The benefit of the planning algorithms becomes more pronounced in
these experiments. Safety stock is still required but is as small as 16.63% of the total
costs for LTA-OL with ϕ = 0.9.
To summarize, we see that an optimistic strategy where overloading is allowed gives
better cost performance than a conservative strategy that attempts to maintain
lead time feasibility at all times. We furthermore see that algorithms that do not
restrict the workload (UNC, LTA-OL) perform best at short planned lead times, and
algorithms that do restrict the workload perform better at longer planned lead times.
However, at long planned lead times, pooling reduces the variance of supply and
requirements and reduce the need to account for the stochastics. As a result, we see
smaller differences in the total costs. Overall, the LTA-OL algorithm consistently
outperforms the other algorithms. Only in those cases where the planned lead time is
long we find that it is sometimes outperformed by the CAP algorithm. Good results
are particularly observed for short planned lead times and high utilization levels.

5.5.

Conclusions

The LTA method is a novel approach for modeling the capacity of a PU that is
subject to processing uncertainties for SCOP. The LTA model tracks not only the
mean but also the variance of the workload over time and allows us to specify the
desired lead time reliability for the schedule of planned order releases. Furthermore,
the LTA model considers the available production capacity over the planned lead
time rather than in a single period, thereby recognizing that there is a more favorable
trade-off between efficiency and lead time reliability under higher planned lead times.
Furthermore, the multi-period focus overcomes the difficulty with assumptions on the
order of processing of jobs required for disaggregation of single period output. The
LTA method also accounts for changes in the variance of the workload over time
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Table 5.8 Simulation results for set 4-6
Set 4: high utilization (85 %)
Algorithm

WIP

FGI

Average

Lowest

Highest

Best
Cases

Sfty as
% of Total

Fill Rate
w/o Sfty

CAP
UNC
CLF[0.05]
CLF[0.2]
LTA-OL[0.7]
LTA-OL[0.8]
LTA-OL[0.9]
LTA-CS[0.7]
LTA-CS[0.8]
LTA-CS[0.9]

41.21
46.97
41.10
37.36
41.89
41.99
41.93
40.95
40.71
40.35

58.79
63.25
81.44
53.09
56.15
54.25
54.26
66.08
85.99
228.73

100.00
110.22
122.54
90.45
98.04
96.24
96.19
107.03
126.70
269.08

100.00
103.92
91.59
78.96
90.17
89.97
90.35
95.60
96.03
96.15

100.00
116.89
543.46
107.82
102.59
100.18
102.62
204.48
281.90
1005.82

0%
0%
5%
0%
5%
45%
40%
0%
0%
5%

65.04%
70.02%
70.07%
62.95%
52.95%
48.55%
43.15%
64.46%
75.62%
109.97%

49.01%
27.39%
51.66%
52.47%
59.55%
63.66%
68.66%
57.28%
57.19%
54.30%

Algorithm

WIP

FGI

Average

Lowest

Highest

Best
Cases

Sfty as
% of Total

Fill Rate
w/o Sfty

CAP
UNC
CLF[0.05]
CLF[0.2]
LTA-OL[0.7]
LTA-OL[0.8]
LTA-OL[0.9]
LTA-CS[0.7]
LTA-CS[0.8]
LTA-CS[0.9]

46.54
48.53
46.53
43.86
47.04
47.05
46.71
46.35
46.19
46.07

53.46
57.64
53.71
50.46
53.11
51.78
51.34
54.09
53.49
54.66

100.00
106.17
100.24
94.32
100.15
98.83
98.05
100.44
99.68
100.73

100.00
101.21
97.81
88.83
97.83
96.52
95.61
97.32
97.45
96.63

100.00
113.11
102.69
98.98
103.02
100.81
100.00
102.15
102.40
107.95

0%
0%
0%
0%
5%
25%
65%
0%
5%
0%

58.05%
62.23%
57.80%
57.74%
53.13%
50.28%
46.48%
54.95%
52.80%
50.74%

52.05%
36.34%
53.22%
53.19%
58.88%
62.57%
66.93%
58.19%
61.26%
63.79%

Algorithm

WIP

FGI

Average

Lowest

Highest

Best
Cases

Sfty as
% of Total

Fill Rate
w/o Sfty

CAP
UNC
CLF[0.05]
CLF[0.2]
LTA-OL[0.7]
LTA-OL[0.8]
LTA-OL[0.9]
LTA-CS[0.7]
LTA-CS[0.8]
LTA-CS[0.9]

62.88
66.71
62.80
55.38
63.42
63.34
62.84
62.61
62.36
62.08

37.12
47.00
35.19
30.66
34.53
30.74
26.22
34.56
33.36
85.24

100.00
113.71
97.99
86.04
97.95
94.08
89.07
97.16
95.72
147.32

100.00
103.68
94.26
74.88
94.44
89.34
84.71
92.09
90.74
86.02

100.00
130.58
101.46
93.22
102.89
103.64
95.05
109.52
125.26
748.91

0%
0%
0%
0%
0%
0%
75%
0%
0%
25%

41.07%
51.83%
37.32%
37.14%
30.04%
24.60%
16.63%
31.46%
30.71%
48.71%

73.35%
32.06%
77.70%
77.44%
83.03%
86.91%
91.18%
81.35%
81.80%
82.57%

Set 5: low utilization (75 %)

Set 6: perfect demand forecast
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due to the mix of items and residual workloads from preceding periods. Finally,
we compare a conservative strategy where the workload is always restricted to an
optimistic strategy that allows for temporary overloading if a higher throughput rate
is required. In the simulation experiments, the latter strategy proves to be superior
in terms of total costs.
The LTA algorithm allows for a investment in inventories that is consistently lower
than the investment required for other algorithms under the same service level
constraint. The simulation experiments show that the relative cost savings for the
LTA algorithm may further be increased if the right planned lead time and value of
ϕ are selected. These choices are a topic for further research.
In our simulation experiments we observe that those algorithms that restrict the
workload in the PU and do not allow for overloading, perform poorly, particularly
if the planned lead time is short. This also explains the mediocre results for the
performance of the clearing function algorithm in some cases. Better performance
may possibly be achieved for these algorithms if an overloading option is included. In
the presence of the goods flow model, such and extension is not straight forward.
An extension of the work in this chapter is to create a more realistic model of
the PU. We have represented the PU by its bottleneck resource alone. This
simple representation allowed us to use the moment-iteration method to describe the
development of the workload over the planning horizon. However, PUs typically have
multiple resources that may influence the lead time. It is a challenge to formulate a
more comprehensive anticipation model of the PU and find an algorithm that allows
it to be optimized in an integral fashion together with the goods flow model.
Another extension of the work presented in this chapter is to consider dynamic,
workload dependent planned lead times. The effect of any production smoothing
approach with fixed planned lead times, is that goods are produced ahead of their
requirements. In this chapter, we assumed that this additional slack time exists at the
SCOP level only and not at the PU level. If it were possible to set deviating planned
lead times for some jobs individually (e.g. through a pre-release of jobs), then it is
possible to transfer this slack time to the PU allowing for higher workload levels in
the PU.
Finally we mention that it is an important and interesting topic for further research to
study the use of safety stock for intermediate items. In this research, the Safety Stock
Adjustment Procedure allowed us to compare costs for different planning algorithms.
This procedure places safety stocks only at the final stages of the supply chain.
Methods for the placement of safety stocks in general supply chain networks depend to
a large extent on reliable constant flow times (see van Houtum, 2006). It may well be
that the methods presented in this chapter facilitate the application of these methods
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in situations where flow times are random variables that depend on workload.

5.A.

Identities for the Gamma Distribution

Let X be a random variable following a Gamma distributed with parameters α and
θ such that
E [X] =

α θ,

(5.47)

Var [X] =

2

(5.48)

αθ

The probability density function of X is
θ−1 e−x/θ xθ
gα,θ (x) =
Γ(α)

α−1

,

(5.49)

the cumulative distribution function is
Gα,θ (y) =

y

Z

x=0

θ−1 e−x/θ xθ
Γ(α)

α−1

dx

(5.50)

and the complementary distribution function is
Ḡα,θ (y) = 1 − Gα,θ (y)
The first partial moment of the Gamma distribution is
Z ∞


+
=
(x − λ)gα,θ (x)dx
E (X − λ)

(5.51)

x=λ

=

Z

∞

x=λ

=

Z

∞

x
θ

e

=

θ

Γ(α)

x=λ

=

θ−1 e−x/θ xθ
Γ(α)

−x/θ x α−1

(x − λ)

∞

α−1

dx

dx − λ Ḡα,θ (λ)

x α

θ−1 e−x/θ θ
dx − λ Ḡα,θ (λ)
Γ(α + 1)
x=λ
α θ Ḡα+1,θ (λ) − λ Ḡα,θ (λ),
αθ

Z

(5.52)
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and the second partial moment is
Z ∞
h
 i
+ 2
(x − λ)2 gα,θ (x)dx
=
E (X − λ)
x=λ

=

=
=

α−1
x2 θ−1 e−x/θ xθ
dx
Γ(α)
x=λ
α−1
Z ∞
x θ−1 e−x/θ xθ
dx + λ2 Ḡα,θ (λ)
−2λ
Γ(α)
x=λ
Z ∞ −1 −x/θ x α+1
θ e
2
θ
(α + 1) α θ
dx − 2λ α θ Ḡα+1,θ (λ) + λ2 Ḡα,θ (λ)
Γ(α + 2)
x=λ

Z

∞

(α + 1) α θ2 Ḡα+2,θ (λ) − 2λ α θ Ḡα+1,θ (λ) + λ2 Ḡα,θ (λ),

(5.53)

These identities are applied to obtain equations (5.26) and (5.27). They can also be
applied to obtain equation (5.40) noticing that
E [min{X, λ}] =
=
=

E [min{0, −(X − λ)} + X]


E [X] − E (X − λ)+
α θ Gα+1,θ − λ Ḡα,θ (λ)

(5.54)

Chapter 6

Anticipation for a multiple
workstation PU
In this chapter we propose an anticipation model for a PU consisting of
multiple workstations. The anticipation model is based on the representation of the workload process at each workstation by a regulated Brownian
motion (RBM). This representation facilitates the characterization of the
output over a short period of time, taking into account both the initial
state of a workstation and the load that arrives to this workstation during
the period. Two types of constraints are derived from this model and
added to the SCOP model. The first constraint sets the planned output
in a period equal to the expected output. The second constraint limits
the planned workload to the workload that can be cleared within the
planned lead time. The anticipation model is incorporated in the LP
formulation of the SCOP problem by means of an outer-linearization
procedure. The proposed approach is compared to the fluid model and the
clearing function model. A simulation experiment shows that the RBM
model leads to a reduction of costs over the fluid model and the clearing
function model if demand is sufficiently predictable over the horizon.

6.1.

Introduction

In this chapter we develop an anticipation model for a PU with multiple workstations.
In the previous chapter, it was assumed that the PU could be represented by a single
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workstation. We have argued that such a representation is justified if there is a single
bottleneck resource in the PU. However, there may be situations where a PU contains
multiple workstations that alternately are the bottleneck workstation depending on
the mix of the jobs in the PU. In these settings, an inappropriate representation
of PU by a single resource implies that foreseeable dynamics are translated into
randomness. A conservative workload limit is then required to ensure a reliable
production plan which can reduce the maximum utilization of the PU capacity (see
Chapter 3). Furthermore, the single resource representation cannot identify situations
where the workload cannot be increased for one item but can be increased for another
item without violating the planned lead time.
We note here that it is possible to redefine the scope of the PUs in the supply network
such that each PU contains a single bottleneck workstation. However, this approach
has an important drawback. In the representation of the goods flows between PUs
in the supply network, all subsequent events are separated by at least one planning
period. For example, the planned release of an order for item i at time t may lead to
a planned increase of the finished goods inventory (FGI) in the stock point for that
item at time t + 1. If units of item i are required to produce item j, then the order
for item j can be planned for release no earlier than at time t + 1 and is planned to
be completed no earlier than at time t + 2. That is, the separation of events over
planning periods facilitates the formulation of a tractable SCOP problem but imposes
a minimum cumulative planned lead time on the production of a CODP item. The
problem can be alleviated by increasing the number and reducing the length of the
planning periods, but this leads to an increase in the number of variables in the LP
formulation of the SCOP problem.
In this chapter, we propose an anticipation model for a PU with multiple workstations.
The anticipation model defines the set of lead time feasible order release decisions
for the PU. An order release decision is lead time feasible if, with sufficiently high
probability, none of the flow times of the orders exceeds the planned lead time τ .
Alternatively, lead time feasibility is the event that, at any time, the workload in the
PU does not exceed the amount that is planned to be processed in the subsequent
τ periods. There are two steps in evaluating whether the workload can be processed
within the planned lead time. Firstly, the workload at the start of each planning
period needs to be determined. This involves making an estimate of the amount of
workload that is carried over from the previous period. Secondly, the probability that
the workload exceeds the processing capabilities of the PU within the planned lead
time needs to be determined.
An optimistic description of the processing capabilities of the PU is the fluid model
that was introduced in Section 2.2.1 of Chapter 2. The fluid model is optimistic in
the sense that it overestimates the output of the PU by ignoring processing delays
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and congestion phenomena in the PU (see Chapter 4). In this chapter, we consider
refinements of the fluid model that lead to a better description of the processing
capabilities of the PU and consequently lower inventory costs. One such a refinement
is the clearing function.
The clearing function (see Section 4.3 of Chapter 4 and Appendix A) describes the
relation between the aggregate workload and the aggregate output at a workstation.
Most clearing functions proposed in the literature are motivated by formulas for the
expected queue-length in a queueing system in steady state (e.g Karmarkar, 1989;
Missbauer, 2002; Asmundsson et al., 2009). A particular consequence of this approach
is the fact that the effect of the initial state (i.e. workload at the start of the
planning period) is not represented (cf. Missbauer, 2011). Furthermore, the shape
of the clearing function depends on the aggregate characteristics of the input-output
process at a workstation given a stationary mix of jobs in different classes (cf. Chapter
4). Finally, the clearing function predicts the output of a workstation in a period but
does not constrain the workload to ensure a lead time feasible plan (cf. Chapter 5).
We propose an anticipation model that is based on a representation of the workload
process at a workstation by a regulated Brownian motion (RBM). The RBM is
a common approximation of the workload process for some multi-class queueing
networks (see for example Williams, 1998; Chen and Yao, 2001) and can be regarded
as the stochastic analogue of the fluid model. The RBM approximation allows for
an approximate characterization of the distribution of the workload for a workstation
at an arbitrary time taking into account both the initial workload and the arrivals
during the period. The RBM approximation allows us to estimate the workload at
the start of each planning period as well as the probability that this workload exceeds
the planned lead time.
The planned mix of jobs at and arriving to the workstations in the PU is typically
different in each period. The anticipation model that we propose approximates the
workload process in a period based on the planned mix of jobs in that period. This
mix of jobs is important for two reasons. Firstly, the mix of jobs in the PU determines
the relative utilization rates of the workstations and therefore the difference in arrival
rates and departure rates at the workstations. Secondly, the variance of the input
and output processes depends on the mix of jobs at or arriving to the workstation.
Therefore, if the mix changes, then also the expectation and variance of the workload
process changes.
The chapter is organized as follows. First, we discuss the SCOP model and the
fluid model representation of the PU that serves as the point of departure for the
anticipation models. In Section 6.2 we discuss the clearing function that replaces
the output constraint in the fluid model. We propose a linear approximation of
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the clearing function that is created iteratively by a process that we call ”outerlinearization” which is described in Section 6.2. In Section 6.3 we discuss the RBM
anticipation model. This model makes two modifications to the fluid model. The
first modification replaces the constraint on the output and the second modification
replaces the constraint on the workload in the fluid model. Similar to the clearing
function, we propose a linear approximation that is generated iteratively and
circumscribes the feasible region. In Section 6.4, the result of a simulation experiment
is presented demonstrating how the detailed RBM anticipation model can lead to a
decrease of inventory costs. We conclude the chapter with a short discussion.

6.1.1

The generic SCOP model

The basic SCOP model for this chapter is introduced in Section 2.3.3. This SCOP
model is reformulated as Problem 6.1. The notation that is used is listed in Table
6.1.

Table 6.1 List of notation for SCOP model

I
E
T
τe
+
Iˆi,t
−
Iˆi,t

R̂i,t
D̂i,t
E
τe
hi
bi
Ae

Set of items
Set of PUs
Planning horizon
Planned lead time for PU e
Planned surplus of net inventory over safety stock at the end of
period t − 1
Planned deficit of net inventory over safety stock at the end of period
t−1
Planned order release quantity for item i at the start of period t
Forecast of exogenous demand for item i realized at the end of period
t
Bills-of-materials
Planned lead time for PU e
Marginal inventory holding cost for item i
Marginal backordering cost for item i
Set of lead time feasible order release decisions
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Problem 6.1
min

T X
X

+
−
hi Ii,t
+ bi Ii,t

(6.1)

t=1 i∈I

S.T.

Ît+1 = Ît + R̂t−~τ − E R̂t − D̂t ,
Î−
t+1

−

I−
t

R ∈ Ae ,

≤ Dt ,

(6.2)
(6.3)
(6.4)

t = 0, 1, . . . , T − 1, e ∈ E

The objective in (6.1) is to minimize the deviations between the net inventory and
the safety stock at the end of the period. Equation (6.2) and constraint (6.3) are
the inventory balance equation and backordering constraint respectively (see Section
2.3.1). The set Ae in constraint (6.4) is the set of all order release decisions R =
(R0 , R1 , . . . , RT −1 ) that are lead time feasible for PU e. Clearly, the order release
decision needs to be lead time feasible in order for the inventory balance constraint
(6.2) to be a correct description of the goods flows in the supply network.

6.1.2

The model of the PU

The conceptual model of the PU for this chapter is formally described in Section 2.2.1
of Chapter 2. There is no material coordination within the PU as an order can only
be released if all materials are available and can be allocated to the order. We assume
that the PU has the following generic properties:
1. Each workstation consists of a single server with job class dependent, stochastic
processing times;
2. An order for an item undergoes a predefined sequence of operations on
workstations, and each operation is carried out by a unique workstation. That
is, routings are deterministic and item dependent;
3. There is no parallel processing or splitting of orders so there is a single job
associated to each order at any time;
4. Workstations process jobs according to an earliest due date rule for the order.
That is, jobs for orders with the earliest due date get priority. Among the jobs
for orders with the same due date, the job to be processed next is selected
randomly;
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5. Workstations operate in a work conserving manner, service is not preempted,
and transit times between workstations are negligible.
Our concern is to characterize the input and output in a period for each of the
workstations in the PU given the order releases at the start of each planning period.
These are specified in the anticipation model. In the anticipation models that we
consider, input and output processes are assumed to be homogeneous (possibly
stochastic) within a planning period but the characteristics may change from period
to period as a result of the order release decisions. One such a representation is the
discrete time fluid model (Model 2.1) which was introduced in Section 2.2.1.
We reformulate Model 2.1 here, this time treating inputs and outputs to workstation
separately. The list of notation used is summarized in Table 6.2.

Model 6.2 (Fluid model)
L̂0 = L0− + HR̂t ,

(6.5)

L̂t+1 = L̂t + Ât − X̂t + HR̂t+1 ,

(6.6)

T

Ât = P X̂t ,
t+τ
−1
X
s=t

X̂t ≥ ΦL̂t ,

KMX̂t ≤ e,

(6.7)
(6.8)
(6.9)

L̂t ≥ 0, Ât ≥ 0, X̂t ≥ 0, t = 0, 1, . . . , T − 1,
where we define X̂t = 0 for t ≥ T .

Equation (6.5) gives the WIP after order releases at the start of the first period and
the WIP balance equation (6.6) gives the expected WIP at the start of future periods.
The WIP is reduced by the planned number of departures in a period and increased by
the planned number of arrivals from other workstations plus arrivals of jobs generated
by planned order releases. Equations (6.7) express the relation between arrivals and
departures within the PU.
Constraint (6.8) is the workload constraint. The right hand specifies the total WIP,
which is defined to be the number of jobs in a job class that need to be processed
in order to clear the current WIP from the PU. This WIP includes the jobs already
queueing at the workstation for the job class and the jobs in transit to that workstation
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Table 6.2 List of notation for the PU model

Lk,t (L̂k,t )
Lk,0−
Xk,t (X̂k,t )
Ak,t (Âk,t )
H
P
Φ
K
µ−1
k
2
σv,k
M
Zm (t)
Ym (t)
Vk (n)
Um (t)
2
σu,m
2
σz,m
̺(k)
Nk

qk
T Zm
T Wk
T AZm
ϕ

WIP (planned) for jobs in class k at the start of period t, after
order releases at time t
WIP for jobs in class k at time t = 0, before order releases at
time t = 0
Number of departures (planned) of jobs in class k from their
workstation in period t
Number of arrivals (planned) of jobs in class k in period t, caused
by departures at other workstations
Routing head matrix; Hi,k = 1 if orders released for item i arrive
at the first workstation on their routing in job class k
Routing matrix; Pk′ k = 1 if jobs in class k ′ become class k jobs
upon processing and 0 otherwise
Visit matrix (see equation 2.8); Φk,k′ is the number of times that
a job in class k ′ passes through class k before leaving the PU
Constituency matrix; Kmk = 1 if jobs in class k are processed at
workstation m and zero otherwise
Mean processing time for jobs in class k
Variance of processing times for jobs in class k
Processing time matrix; diagonal matrix with µ−1
in the k th
k
diagonal element
Aggregate workload for jobs queueing or in service at workstation
m
Cumulative idling time up to time t at workstation m
Random variable denoting the n-fold convolution of processing
times for class k jobs
Difference process: difference between available processing time
and offered load up to time t
Variance of Um (1)
Variance of Zm (0)
Workstation processing jobs in class k
Total number of departures from the workstation ̺(k) by jobs in
the PU at time t = 0
Fraction of all departures in class k from workstation ̺(k) by jobs
in the PU at time t = 0
Total aggregate workload for workstation m at time t = 0
Total workload for class k jobs at time t = 0
Total aggregate workload minus direct aggregate workload for
workstation m at time t = 0
Lead time reliability
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that will arrive in that job class. The constraint stipulates that the planned output
quantities over the planned lead time should be at least equal to the total WIP. As
there are no delays in the fluid model and priority is given to those jobs that have the
earliest due date, this constraint is sufficient to ensure that the planned lead times
are adhered to (within the fluid model representation).
Constraint (6.9) limits the output to the available capacity at a workstation where we
assume (without loss of generality) that there is 1 unit of processing time available
per period on each workstation.
Note that the fluid model predicts that all arrivals are processed within the period as
long as the total workload plus input does not exceed the capacity. This representation
ignores the idling that may occur at workstations due to waiting for jobs to arrive.
Unless all work has been processed at a workstation and the total workload is zero,
idling of the workstation implies a loss of production capacity. Even if the processing
times are constant, the fluid model overestimates the output of a workstation and
underestimates the workload at the start of future periods. In this chapter we propose
refinements of equations (6.9) based on a more complex model of the PU that allows
for stochastic variations in the input-output relation of workstations.

6.2.

The clearing function

Due to the fact that it ignores variability of the flow of jobs in de PU, the fluid model
overestimates the throughput (see Chapter 4). The clearing function is a refinement
of the fluid model that captures congestion effects caused by flow variability in the
PU. In particular, the clearing function refines the constraint (6.9) on the output
by making it dependent on the workload at the workstation. We consider here the
clearing function of Missbauer (2002) (see Appendix A of this thesis) which we denote
by ̥MCF :
̥MCF (Z) =


p
1
1 + c + Z − (1 + c + Z)2 − 4Z ,
2

(6.10)

for some constant parameter c ≥ 0.

The set of feasible order release decisions Ae satisfies the following clearing function
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constraint
X

k∈Km



Ẑm,t ,
µk−1 X̂k,t ≤ ̥MCF
m

Ẑm,t =

X

k∈Km



,
µ−1
L̂
+
Â
k,t
k,t
k

(6.11)
(6.12)

for all 0 ≤ t < T, m ∈ M

The clearing function is an increasing concave function. In the literature (cf.
Missbauer, 2002; Selçuk, 2007; Asmundsson et al., 2009) it is proposed that the
clearing function is approximated by N + 1 linear segments. That is,
̥MCF (Z) ≈ min {αn + βn Z}
0≤n≤N

(6.13)

where α0 = 0 < α1 < · · · < αN = 1, β0 = 1 > β1 > · · · > βN = 0.
In Selçuk (2007) it is proposed that the coefficients in (6.13) (i.e. αn , βn ) are
calculated by evaluating the clearing function at points z0 = 0 < z1 < z2 < · · · < zN
such that
βn =

̥MCF (zn ) − ̥MCF (zn−1 )
,
zn − zn−1

αn = ̥MCF (zn ) − βn zn

We refer to such an approximation as an inner-linearization of the clearing function
because the minimum of the linear segments of the approximation is everywhere
smaller or equal to ̥MCF in the positive orthant. That is,
̥MCF (Z) ≥ min {αn + βn Z},
0≤n≤N

for all Z ≥ 0

There is little guidance in the literature on how to select the number and location
of the zn , n = 1, 2, . . . , N − 1. (The point zN is typically selected to be the smallest
value where ̥(zN ) ≈ 1.) It is shown in Chapter 5 of Selçuk (2007) that the choice of
zn impacts the performance of the SCOP function.
We propose that the clearing function is approximated by an outer-linearization. The
outer-linearization procedure is similar to the procedure proposed by Caramanis and Anli
(1999). The outer-linearization is everywhere larger or equal to ̥MCF in the positive
orthant. That is,
̥MCF (Z) ≤ min {αn + βn Z},
0≤n≤N

for all Z ≥ 0

The advantage of the outer-linearization over the inner-linearization is that it can
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non-feasible areas
included in
outer-linearization

E[X ]

inner-linearization
outer-linearization

z1

z2

Figure 6.1 Inner- and outer-linearization of the clearing function

be constructed iteratively. In this iterative approach, the SCOP problem is solved
repeatedly, each time adding feasibility cuts to the constraint set where they are
required. The outer-linearization can be constructed iteratively because segments
that are added to the approximation reduce the set of non-feasible solutions (nonfeasible with respect to the clearing function constraint in equation (6.11)), but do
not cut-off part of the feasible. (In comparison, every additional segment for innerlinearization increases the part of the feasible space.) See also Figure 6.1.
The linear approximation is created in five steps:

Model 6.3 (Outer-linearization procedure)

1. Solve Problem 6.1 using the fluid model constraints (6.5)-(6.9). We denote the
variables of this solution by the superscript 0 (e.g. the expected output is X̂0t ).
Set n = 0.
2. For each workstation m, determine the violations of constraint (6.11) in each
period,


X
n
n
MCF
(6.14)
Ẑm,t
µ−1
∆t =
k X̂k,t − ̥m
k∈Km

n
3. Let ∆∗ be the largest of the violations per period and let Ẑm
be the
∗
corresponding aggregate workload in that period. If ∆ < ǫ then stop.
Otherwise,
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4. add the following feasibility constraint:
X
µ−1
≤ αn + βn Ẑm,t ,
k X̂k,t
k∈Km

for all 0 ≤ t < T, m ∈ M

(6.15)

with
βm,n

=

αm,n

=

n
d̥MCF
(Ẑm
)
m
dZ
n
n
̥MCF
(Ẑm
) − βm,n Ẑm
m

5. Solve Problem 6.1, set n:=n+1, denote the new solution by the superscript n,
and go to step 2.

The feasibility constraint is thus added in the place where the violation of constraint
(6.11) is largest. By adding only one feasibility constraint per iteration, we avoid
adding redundant constraints for different periods that are almost identical.
Because the outer-linearization is everywhere larger or equal to the clearing function,
no feasible solutions are excluded. The feasibility constraints are maintained in the
formulation of the SCOP model in subsequent planning cycles until the parameters
of the SCOP model change (e.g. processing times, planned lead times). Because
the linear approximation remains intact and is not recreated each planning cycle, the
number of iterations needed to solve the SCOP problem typically becomes smaller
with each subsequent planning cycle.
We note that the idea of using an outer-linearization to approximate a convex
constraints is not new. An outer-linearization of the clearing function is for example
proposed in Asmundsson et al. (2009) and a general outer-linearization procedure is
proposed by Caramanis and Anli (1999). The method for setting the parameters αm,n
and βm,n is however new.
The outer-linearization of the single variable clearing function ̥MCF can conveniently
be combined with the aggregation-disaggregation scheme of Asmundsson et al. (2009)
(see Appendix A) to formulate the following (partial) anticipation model that replaces
constraints (6.9) in the fluid model.
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Model 6.4 (Clearing function model)


−1
µ−1
X̂
≤
α
ẑ
+
β
µ
L̂
+
Â
k,t
m,n k,t
m,n k
k,t
k,t ,
k
X
ẑk,t = 1,

∀k ∈ Km

(6.16)
(6.17)

k∈Km

m = 0, 1, . . . , M − 1, t = 0, 1, . . . T − 1

6.3.

The RBM anticipation model

In Chapter 4, we suggested to approximate the workload process at a workstation by
an RBM. We demonstrated how this representation can be used to estimate the idle
time incurred at a workstation within a period. Let Yt be the vector with elements
Ym,t representing the idle time incurred at workstation m in period t. The output
constraint (6.9) in the fluid model can be refined in the following way:
KMX̂t ≤ e − E [Yt ]

(6.18)

That is, the anticipated output depends on the time that the workstation is busy
processing jobs.
Constraint (6.18) limits the planned output of a workstation in a period to the
expected output and as such determines the anticipated changes in the workload
from one period to the next. The other criterion that needs to be satisfied in order
for the release decisions to be lead time feasible, is that the total workload in the PU
can be cleared within the planned lead time at all workstations. In the fluid model,
this criterion is represented by constraint (6.8) which, besides deterministic processing
times, assumes that the workstation never idles until the workload is cleared. This
workload constraint is refined to accommodate for the flow variability in the PU.
We express the workload constraint in terms of the direct workload for a workstation
at the time that all the relevant work has arrived. We assume that workstations give
priority to orders that are released at an earlier time so work released after time t is
not relevant for the evaluation of the workload constraint at time t. The aggregate
workload at a workstation m at time t is denoted by Zm (t). Let t∗m be the time at
which all load that is present in the PU at time t (in the form of jobs at or routing to
workstation m), has arrived to workstation m. That is, no jobs for orders released at
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or before time t will arrive to workstation m after time t∗m . Then order releases are
lead time feasible with probability greater than ϕ iff
P {Zm (t∗m ) ≤ t + τe − t∗m } ≥ ϕ,

for all 0 ≤ t < T, m ∈ M

(6.19)

That is, at time t∗m all relevant work has arrived to workstation m. The amount of
time available to process the workload at that point in time is equal to the planned
lead time minus the time that elapsed until time t∗m . We note that Zm (t∗m ) in equation
(6.19) excludes work released after time t. For lead time feasibility it is necessary and
sufficient to require that the direct workload at time t∗m does not exceed the available
remaining time within the planned lead time.
In the remainder of this section, we concentrate on the orders released at time t = 0,
(i.e. at the start of the first period in the horizon) and ignore any workload caused
by orders released at a later time. Calculations for future periods are similar. We
furthermore concentrate on a single PU and will omit the index e for the PU (e.g.
when we write τ we refer to τe for the selected PU). Finally, recall that t in the
subscript of a variable is used to refer to the period starting at t (period t for short)
and that t in brackets refers to the point in (continuous) time.
Central to the estimation of idle time on a workstation m is the process Um (t) which is
the difference between the cumulative input and cumulative output for the workstation
up to time t. Without loss of generality, we assume that the amount of time available
in a planning period is one. The difference process is then defined as
U(t) = KV (A(t)) − et,

(6.20)

where Ak (t) counts the arrivals of jobs in class k up to time t, and Vk (n) is the
convolution of n processing times of jobs in class k.
The idle time Ym (t) is then given as (see Chapter 4):
Ym (t) =



min {Zm (0) + Um (s)}

0≤s≤t

+

,

(6.21)

In this section, we approximate Um by a Brownian motion. First we propose an
approximation for the variance. Next, we propose approximations for constraints
(6.18) and (6.19). Finally, we describe how the SCOP problem formulation is updated
with these results.
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The variance of Um

2
The variance σu,m
of Um (t) depends on the variance of the cumulative number of
arrivals at time t and the variance of the processing times. Let the processing time
2
of a job in class k be distributed as ṽk with mean µk−1 and variance σv,k
. Using the
law of total covariance and conditioning on the cumulative arrival count, we have


k (t)
X AX
Var [Um (t)] = Var 
ṽk,j 
k

=

X

j=1

2
E [Ak (t)]
σv,k

k

+

XX
k

µk−1 µk−1
′ Cov [Ak (t), Ak′ (t)]

k′

(6.22)

In order to approximate Um (t) by a Brownian motion, we need that its variance
is proportional to t. If the covariance in the arrivals is relatively small, we have
approximately
X

2
Var [Um (t)] =
σv,k
E [Ak (t)] + µk−2 Var [Ak (t)]
k

Assuming that the arrivals follow independent renewal processes, the variance of the
cumulative arrivals can be approximated by (cf. Whitt, 1982):
Var [Ak (t)] ≈ c2a,k E [Ak (t)]

(6.23)

where c2a,k is the squared coefficient of variation of the time between two arrivals of
jobs in class k. Let c2v,k be the squared coefficient of variation of the processing times,
then the variance of Um (t) can be approximated by
X

(6.24)
Var [Um (t)] =
c2v,k + c2a,k µk−2 E [Ak (t)]
k∈Km

That is, if the arrival processes are approximately stationary and independent renewal
processes then the assumption that the variance of Um is increasing linearly with t is
appropriate.
In Chapter 4 we argued that the covariance between cumulative arrivals is typically
non-negligible and that ignoring this covariance leads to a biased estimate of the
workload. For the purpose of tractability, in this chapter we prefer to use the simple
linear structure of equation (6.24). However, we can use the results from Chapter 4
to get a better estimate of the coefficient on the right hand side.
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In Chapter 4, we derived the following expression for the covariance of the arrival
counts for different job classes in a 2-stage serial queueing system with deterministic
processing times:
Cov [Ak′ (t), Ak (t)]

N2
p(t) (1 − p(t)) qk (δk′ k − qk′ ),
N −1
for all k, k ′ ∈ Km

=

(6.25)

where N is the total number of times that any job currently in the PU, will depart
P
from workstation m before leaving the PU. Furthermore, p(t) = k∈Km Ak (t)/N is
the proportion of these jobs that have arrived up to time t, and qk is the proportion
of class k jobs among those jobs.
Clearly, the fraction of arrivals p(t) is a random variable. Using again the law of total
covariance and conditioning on the fraction of arrivals p(t), we get
Cov [Ak′ (t), Ak (t)]

N2
qk (δk′ k − qk′ )E [p(t) (1 − p(t))]
N −1
+qk qk′ Var [N p(t)] , for all k, k ′ ∈ Km

=

(6.26)

In this chapter, we approximate the variance of Um with one that is increasing linearly
in t. Therefore we replace the term
P
P


Ak (t)
k Ak (t)
1− k
(6.27)
N
N
in (6.26) by
c

2

P

k

Ak (t)
N

(6.28)

for some constant c2 . We would like to select the constant c2 such that the bias of
the workload estimation is small. A good candidate for c2 is provided in Chapter 4
where it is shown that in the special case where the drift of Um is zero, the workload
estimates using (6.27) and (6.28) coincide if
c2

=

π
4

(6.29)

Assuming that the cumulative aggregate arrival process may be approximated by a
renewal process, we approximate the variance of the aggregate arrival count by (cf.
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Whitt, 1982)
Var

"

X

#

Ak (t) = c̄2a,m E

k∈Km

"

X

#

Ak (t) ,

k∈Km

(6.30)

where c̄2a,m is the squared coefficient of the interarrival times for the aggregate job
class at workstation m.
Finally, we assume that the number of jobs is large enough such that
N
≈1
N −1
and substituting (6.26) – (6.30) into equation (6.22) we get
"
#
X
2
Var [Um (t)] ≈ ςm E
Ak (t)

(6.31)

k∈Km

with
2
ςm
=

X

k∈Km

6.3.2

2
qk σv,k
+

X

−1
µ−1
k µk ′

k,k′ ∈Km

π
4

qk (δk′ k − qk′ ) + qk qk′ c̄2a,m



The output constraint

Using the expression for the variance of Um in equation (6.31) we approximate the
process Zm (0) + Um (t) by a regulated Brownian motion to obtain an expression for
the expected idle time in a period. It is convenient to define the idle time function
Υ. For a Brownian motion B(t)t≥0 with drift θ and unit variance we define

o
n
Υ(z, θ) = E max (z + B(s))−
0≤s≤1

(6.32)

The expected idle time on a workstation in a period is expressed in terms of this idle
time function by normalization of the process Um . We define the offered load in the
first period by
X
µ−1
(6.33)
ρm =
k E [Ak (1)] ,
k∈Km

such that
E [Um (1)] = ρm − 1

(6.34)
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2
Furthermore denote σu,m
= Var [Um (1)]. We normalize the variance of the process
Um by setting
Zm (0) + Um (p t)
√
B(p) =
σu,m t

such that B has drift
θ = E [B(1)] =

(ρm − 1)t
√
σu,m t

The expected idle time in a period is approximated using the idle time function:

o
n
−
E [Ym (1)] = E max (Zm (0) + Um (s))
0≤s≤1


Zm (0) (ρm − 1)
(6.35)
,
≈ σu,m Υ
σu,m
σu,m
See Appendix 6.A for the derivation of the idle time function Υ.
If Zm (0) is stochastic and independent of Um (s), then the expression for the expected
idle time is generalized to


Z
z (ρm − 1)
σu,m Υ
E [Ym (1)] =
d P {Zm (0) ≤ z}
(6.36)
,
σu,m
σu,m
Ω
where Ω is the support of the distribution of Zm . The above integral can be evaluated
numerically. There is a closed form expression for (6.36) if Zm is normally distributed.

Conjecture 6.1. Consider a Brownian motion {B(t)}t≥0 with unit variance and
drift θ where B(0) is normally distributed with variance σ 2 and mean B̂(0). Consider
furthermore the Brownian process B̃(t)t≥−σ2 with drift θ that starts at time t = −σ 2
in the point
B̃(−σ 2 ) = B̂(0) − θ σ 2
The supremum of the process B̃(s), −σ 2 ≤ s ≤ t has the same distribution as the
supremum of B(s), 0 ≤ s ≤ t.

As a direct consequence of Conjecture 6.1, the expected idle time in equation (6.36)
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is equal to
E [Ym (1)]



= E
=

min

2
−σz,m
≤s≤1

!+ 
2
Ẑm (0) − (ρm − 1) σz,m
+ Um (s) 

q
2
2
σz,m
+ σu,m
×


q
2
σz,m
2
2
σ
+
σ
(ρ
−
1)
(ρ
−
1)
Ẑ
(0)
−
m
2
m
m
z,m
u,m 
σu,m

q
Υ
,
 (6.37)
2
σ
2
2
u,m
σz,m + σu,m

One drawback of the assumption that the initial workload has a normal distribution,
is that the support of the normal distribution is not restricted to be positive. If the
variance of Zm (0) is large compared to its mean, then also the probability that Zm (0)
is negative becomes non-negligible. Particularly if the drift is positive, this may lead
to a situation where the Brownian motion attains its minimum value at time t = 0
that is less than zero. We assume that in realistic settings, this situation does not
occur and that the probability that Zm (0) takes negative values is indeed negligible.
For the special case where there is a positive direct workload at the start of the
period and the input during the period is zero or deterministic (for example those
workstations that only receive jobs in the form of order releases), the planned output
is determined as the expectation of the minimum of the capacity of the workstation
and the workload. For normally distributed Zm (0) we have
E [Ym (1)]

= (1 − ρm ) − E [min{1 − ρm , Zm (0)}]
!


1 − ρm − Ẑm (0)
=
1 − ρm − Ẑm (0) Φ
σz,m
!
1 − ρm − Ẑm (0)
−σz,m φ
σz,m

(6.38)

See Appendix 6.B of this chapter for the derivation of (6.38).
Equations (6.37) and (6.38) are applied to each period in the planning horizon.
Replacing Ak (1) by Ak,t , the offered load for period t is given by equation (6.33).
The mean and variance of the initial workload are given by
X
Ẑm,t =
µ−1
(6.39)
k L̂k,t ,
k∈M

2
σz,m,t

=

X

k∈M

2
σv,k
L̂k,t

(6.40)
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2
Finally, the variance of the process Um in period t, denoted by σu,m,t
, is calculated
using equation (6.31). Let N̂k,t be the total number of jobs in the PU at the start of
period t that arrive to workstation ̺(k) after the start of period t. N̂k,t is calculated
as an element of the vector N̂t in the equation

N̂t

ΦPT L̂t ,

=

(6.41)

The fractions qk in equation (6.31) are then replaced in period t by
q̂k,t = P

N̂k,t
k∈Km

(6.42)

N̂k,t

and the variance of Um in period t becomes
2
σu,m,t

=

ςm,t

X

Âk,t

(6.43)

k∈Km

The expected idle time in period t is calculated using the planned total WIP L̂t at
the start of a period and the offered load per workstation ρ
~t in that period. Using
equation (6.37) or equation (6.38), we define the vector of expected aggregate outputs
in the RBM model by

ρ, L]
~, L ; µ
~ −1 , ~σv2 , c̄2a = e − E [Y(1)|~
̥RBM ρ

(6.44)

and the output constraint for the detailed RBM anticipation model becomes (omitting
the parameters)


KMX̂t ≤ ̥RBM ρ
~, L̂t ,
for all 0 ≤ t < T
(6.45)

6.3.3

The workload constraint

The set of lead time feasible order release decisions satisfies constraint (6.19) which
states that the direct workload at time t∗m , caused by jobs in the PU at time t = 0,
cannot exceed the residual time till the end of the planned lead time. The time t∗m is
the earliest time when all work has arrived.
We approximate t∗m by t̂m which is obtained as follows. Let T Wk and T Zm be the
total expected workload for jobs in class k and the total expected aggregate workload
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at workstation m, respectively given by
TW
TZ

= MΦL(0),

(6.46)

= K TW

(6.47)

Let uk be the amount of processing time spent by workstation ̺(k) on jobs in class
k. We assume that this amount is proportional to the fraction of the total workload
that is caused by jobs in class k. That is, uk is given by
(
T Wk
T Z̺(k) , if T Wk > 0,
(6.48)
uk =
0,
otherwise
Equation (6.48) is a rough approximation of the real processing time. We do not
know the actual order in which jobs are processed, but more importantly, we ignore
that a workstation may idle occasionally because it is deprived of work. Nonetheless,
defining u allows us to estimate the offered load (input) on subsequent workstations
as follows:
ρ
~ = KMPT M−1 u

(6.49)

Let T AZm be the total expected aggregate input (i.e. total workload minus direct
workload) to workstation m given by
TAZ = KMΦPT L(0),

(6.50)

then the time till all work is expected to have arrived at workstation m is
t̂m =

T AZm
ρm

(6.51)

Setting t∗m ≈ t̂m we have
Zm (t∗m ) ≈ Zm (0) + Um (t̂m ) + Ym (t̂m )

(6.52)

with Ym (t) defined as in equation (6.21). We then apply the RBM approximation
and conjecture 6.1. To accommodate for stochastic initial workload, the time interval
is extended to
!
2
σz,m
,
(6.53)
t̃m = t̂m 1 + 2
σu,m
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and the corresponding initial (deterministic) state of the RBM becomes
Z̃m (0)

= Ẑm (0) −

2
σz,m
(T AZm − t̂m )
2
σu,m

(6.54)

The modified RBM is denoted by Z̃m and the workload at time t∗m is approximately
equal to

and we have



Zm (t∗m ) ≈ Z̃m (t̃m ) = Z̃m (0) + Um t̃m + Ym t̃m

(6.55)

o
n

P {Zm (t∗m ) ≤ τ − t∗m } ≈ P Z̃m t̃m ≤ τ − t̂m

(6.56)

The drift of Z̃m is given by the difference between the arriving load and the elapsed
time till the end of the interval during which jobs arrive to the workstation:
!
2

σz,m
T AZm − t̂m
(6.57)
θm = 1 + 2
σu,m
Using equation (6.43), the variance of Um (t̂m ) is given by the matrix equation


~σu2 = Γ E KA(t̂) = Γ KΦPT L(0),

such that the variance at the end of the interval becomes
!
2




σz,m
2
2
Var Um (t̃m ) = 1 + 2
Var Um (t̂m ) = σz,m
+ σu,m
σu,m

(6.58)

(6.59)

The cumulative distribution function of Z̃m (t̃m ) is given by (cf. Harrison, 1986)
!
o
n

τ − t̂m − Z̃m (0) − θm
p
= Φ
P Z̃m t̃m ≤ τ − t̂m
σz2 + σu2
!
2
−τ + t̂m − Z̃m (0) − θm
2θm (τ −t̂m )/(σz2 +σu
)
p
−e
Φ
σz2 + σu2

(6.60)

Let ΨRBM denote the anticipated lead time reliability. Using that
Z̃m (0) + θm = T Zm − t̂m
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we define for a given initial WIP vector L(0) = L the function


"
#

2 T AZm − t̂m τ − t̂m
τ
−
T
Z
m
RBM
 − exp
×
Ψ
(L) = Φ  q
2
σu,m
2
2
σz,m
+ σu,m


2
t̂
−
τ
−
T
Z
m
m
Φ q
(6.61)
2
2
σz,m
+ σu,m
and the workload constraint for the RBM anticipation model becomes
 
for all 0 ≤ t < T
ΨRBM L̂t ≤ ϕ,

6.3.4

(6.62)

Linearization and integration in the SCOP model

Equation (6.44) is added to the SCOP problem using the outer-linearization procedure
that was described in Section 6.2, replacing ̥MCF by ̥RBM (including their respective
arguments). In step 4, the following constraint is added to the SCOP model
formulation:


KMX̂t ≤ ̥RBM ρ
~n , L̂n


ρt − ρ
~n ]
~n , L̂n [~
+∇ρ ̥RBM ρ
i
h

~n , L̂n L̂t − L̂n ,
+∇L ̥RBM ρ
for all 0 ≤ t < T

(6.63)

where ∇L means the gradient of ̥RBM with respect to the elements of L̂n and ∇ρ
means the gradient of ̥RBM with respect to the elements of ρ
~n .
A similar outer-linearization procedure is applied to add constraint (6.62) to the
SCOP model formulation. In step 2, the violation in period t is calculated as
 
∆t = ϕ − ΨRBM L̂t
(6.64)
and the constraint added in step 4 is
i
 h
 
ΨRBM L̂n + ∇ΨRBM L̂n L̂t − L̂nt ≤ ϕ,

for all 0 ≤ t < T

(6.65)

Only if the functions ̥RBM and ΨRBM are concave, the linear approximation
constructed in the outer-linearization procedure is guaranteed to be everywhere larger
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or equal to these functions and no feasible solutions are excluded. In fact, the functions
̥RBM and ΨRBM are probably not guaranteed concave as equation (6.31) is not
concave in Lk . This may lead to a situation where a linear segment is added that
cuts-off part of the feasible set of order release decisions. However, such a cut-off is
necessary because the LP model requires a convex description of the feasible set. We
suppose that the cut-off regions, if they exist, are small.

6.4.

Simulation experiment

We compare the performance of the RBM anticipation model to the MCF clearing
function by means of discrete event Monte Carlo simulation of a supply network.
The supply network under consideration is shown in Figure 6.2. It consists of 4 PUs
producing 3 CODP items. PUs (e = 1, 3, 4) have infinite capacity and a fixed lead
time of τ1 = τ3 = τ4 = 2 periods. PU 2 consists of two single server workstations, M1
and M2, with finite capacity. The planned lead time for PU 2 is τ2 = 2 periods. PU
2 produces 3 items, i = 4, 5, 6, that each require an operation at workstation M1 and
subsequently on workstation M2. PU 4 is an assembly stage where a unit of item 4,5,
or 6 is combined with a unit of item 7.
An anticipation model is only defined for PU 2. The other PUs in the supply network
are represented by a fixed lead time and are included to represent the need for goods
flow coordination. Before an order can be released to PU 2, materials required in
production of the item must be available in stock point S1. Before an order can be
released to PU 4 to produce the CODP item, besides the materials produced in PU
2, also sufficient units of item 7 need to be available in S3. Item 7 is five times more
expensive in terms of holding costs than items 4,5 and 6. In the assembly stage,
typically more than 2 items are assembled. Item 7 is a proxy for ”all other items”.
Item 7 has a lead time that equals the combined lead times of PU 1 and PU 2.

PU1

1

3

5

1

2

3

S1

M1

6

4

2
M2

7

S3

6

5

4

S2

Figure 6.2 The supply network
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6

5

4
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Demand for CODP items is realized at the end of each planning period. We compare
two demand scenarios in our simulation experiment. In both scenarios, the average
demand is for 10 units per period per item and a forecast of the demand is available
over the planning horizon that consists of 40 periods (first period is period 0). In
the first scenario, demand is perfectly predictable (i.e. the forecast is identical to
the actual demand). The demand in this scenario follows a repeating pattern that is
specified in Table 6.3.
Table 6.3 Pattern for predictable demand scenario

Periods
4, 24
9,29
14,34
15-19, 35-39
all other periods

Item 8

Item 9

Item 10

38
8
8
10
8

8
38
8
10
8

8
8
38
10
8

In the second scenario, demand is unpredictable. There is a constant forecast of 10
units per item per period. Demand for each item is independently sampled from a
Gamma distribution with mean 10 and variance 10.
If demand cannot be satisfied from stock in either scenario, it is backordered and is
satisfied as soon as possible. The target service level is a non-stockout probability
of 0.95 at the end of a planning period just before replenishment from the PU. The
Safety Stock Adjustment procedure (SSAP, cf. Kohler-Gudum and de Kok, 2002) is
applied to the experiments to ensure that this service level is precisely met.
Because the SSAP guarantees identical service levels, we can compare the performance
of the SCOP algorithms based on the costs of holding inventory (WIP + FWIP +
FGI). Because there is a fixed lead time for all PUs other than PU 2, costs of carrying
WIP are only included for PU 2 network. Inventory holding costs are measured at
the end of a planning period, just after realization of demand for that period and just
before goods are shipped from the PU to the stock point.
The cost structure of the BOM is given in Table 6.4. Note that item 7 is five times
more expensive than the items 4,5 and 6. The backordering costs for items 8,9 and
10 are based on equation (2.21) in Chapter 2 and the non-stockout probability target
α = 0.95. The backordering costs are only used as parameter of the SCOP model and
do not count as relevant costs for the performance of an algorithm. The backordering
costs ensure that the SCOP problem solution aims at net stock levels that are no less
than the target (safety) stock levels.
PU 2 sequences jobs on workstations according to an earliest due date rule. Jobs with
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Table 6.4 Cost structure for supply network

Item

WIP

FGI

Backorder

1,2,3
4,5,6
7
8,9,10

0.8
1.3
6.5
10

1
1.5
7.5
15
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the smallest time remaining to their due date, get priority. Among the jobs with the
highest priority, the next job to be processed on a workstation is randomly selected.
The mean processing times for the simulation experiment are selected such that the
long run utilization level of the workstations is 0.85. Processing times are sampled
independently from a Gamma distribution with a squared coefficient of variation of
c2v = 0.5. The mean processing times for job classes processed on workstation M1 are
−1
−1
µ−1
1 = 0.0142, µ3 = 0.0283 and µ5 = 0.0425. On workstation M2, the same mean
processing times assigned in opposite order (i.e. µ2−1 = 0.0425, µ−1
= 0.0283, and
4
µ−1
=
0.0142)
such
that
the
location
of
the
bottleneck
in
the
PU
depends
on the mix
6
of jobs.
The simulation model is programmed in Microsoft C-Sharp using IBM ILOG CPLEX
12.3 to solve the LP problems. A run consists of a warm-up phase of 200 periods
and an evaluation phase of 2000 periods during which statistics are collected. The
simulation experiment is replicated 40 times, each time using different random number
streams. Separate random number streams are generated for demand of each CODP
item, and for the processing times of each job class. The same random number streams
are used for different algorithms within a replication.
Three anticipation models are compared in the simulation experiments: the fluid
model (FLUID) that is discussed in Section 6.1.2, the clearing function model (MCF)
that is discussed in Section 6.2, and the RBM model (RBM) that is discussed
in Section 6.3. The MCF model and the RBM model depend on a number of
parameters whose values are listed in Table 6.5. These parameters are obtained
from the characteristics of the processing times in PU 2 that are discussed above.
The coefficient of variation for the aggregate job class at workstation m is denoted by
c̄2v,m and is calculated as
c̄2v,m

=

P

k∈Km

qk (c2v,k + 1)µ−2
k
µ̄−2
m

−1

(6.66)
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with
µ̄−1
m =

X

qk µ−1
k

kinKm

and qk = 1/3 being the long run fraction of jobs in class k arriving to workstation
̺(k). The squared coefficient of the interarrival times for the aggregate job class at
workstation 3 is measured in an interval when the supplying workstation is busy. For
the serial topology of our simulation model, this implies that c̄2a,3 = c̄2v,2 .
Table 6.5 Parameters for the SCOP algorithms

Workstation
M1
M2

c2a

c2v

c (MCF)

0.18148

0.18148
0.18148

0.00544
0.01089

As discussed in Section A.2 of Appendix A, the parameter of the MCF clearing
function may also be fitted to observed input and output for workstations. This
fitting procedure can similarly be applied to fit the coefficient of variation of the
interarrival times c̄2a,3 in equation (6.31) for the RBM model. To fit these parameters,
input-output data for workstations 2 and 3 is collected over 400 periods after which
c (MCF) and c̄2a,3 (RBM) are set such that the squared difference between observed
and predicted output is minimized. The procedure is reapplied after each subsequent
400 periods. Any feasibility cuts added to the LP formulation of the SCOP model
are removed when a new value of the parameter is selected.
Tables 6.6 and 6.7 summarize the results for the simulation experiments. Average
costs are shown for each of the anticipation models. Besides the results for the
anticipation models where the parameter is set a priori to the values in Table 6.5, also
the results for the anticipation models where the parameter is fitted are displayed.
The first row in the table shows the total relevant costs (T.R.C.). The next rows show
normalized costs (T.R.C. FLUID model = 100) such that results can be compared for
Tables 6.6 and 6.7. The costs represented by safety stocks are reported in the third
row. Note that for the scenario with unpredictable demand, these costs are higher
than the total relevant costs. Due to frequent late supplies to stock point S4, the
safety stock which is targeted is often not reached resulting in average stock levels
that are much lower than the safety stock level. Rows 4 to 7 show the inventory
holding costs in stock points S1 to S4 respectively. Costs represented by work-inprogress (WIP) and finished work-in-progress (FWIP) for PU2 are displayed in rows
8 and 9. In row 10, the percentage of orders for PU2 that is tardy is reported. Finally,
in rows 11 and 12, the mean absolute deviation (MAD) and mean deviation (MD) of
the predicted output of workstation M2 are reported. The MAD is a measure of the
accuracy of the anticipation model whereas the MD is a measure of the bias of the
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Table 6.6 Simulation results: predictable demand

FLUID
T.R.C.
T.R.C. (norm)
Safety stock cost
FGI S1
FGI S2
FGI S3
FGI S4
WIP PU2
FWIP PU2
Tardy PU2
MAD M2
MD M2

233.33
100.00
67.98
0.03
0.06
2.05
64.08
8.50
25.28
2.12%
0.0713
0.0289

MCF
a priori
fitted
191.38
82.02
49.02
0.14
0.31
1.07
46.89
7.69
25.93
1.13%
0.0810
−0.0350

230.97f
98.99
66.86
0.09
0.14
1.87
63.14
8.40
25.35
1.96%
0.0735
−0.0076

RBM
a priori
fitted
172.38
73.88
40.82
0.21
1.43
0.06
38.74
5.33
28.10
0.06%
0.0770
−0.0248

145.88
62.52
28.93
0.13
1.06
0.10
27.79
5.64
27.80
0.11%
0.0721
−0.0064

T.R.C significance less than p=0.05: f is not significantly different from FLUID
(p = 0.368)

Table 6.7 Simulation results: unpredictable demand

FLUID
T.R.C.
T.R.C. (norm)
Safety stock cost
FGI S1
FGI S2
FGI S3
FGI S4
WIP PU2
FWIP PU2
Tardy PU2
MAD M2
MD M2

833.56
100.00
102.12
0.64
0.67
3.41
85.92
1.02
8.35
0.16%
0.0694
0.0416

MCF
a priori
fitted

RBM
a priori
fitted

831.88f
99.80
101.94
0.64
0.67
3.39
85.74
1.01
8.36
0.11%
0.0793
−0.0381

848.82
101.83
104.55
0.63
0.68
3.32
87.84
0.96
8.40
0.01%
0.0770
−0.0308

831.70m
99.78
101.90
0.64
0.67
3.40
85.70
1.01
8.35
0.14%
0.0704
−0.0088

843.30
101.17
103.65
0.64
0.67
3.34
87.15
0.98
8.38
0.02%
0.0696
−0.0078

T.R.C significance less than p=0.05: f is not significantly different from FLUID
(p = 0.151); m is not significantly different from non-fitted MCF (p = 0.818)
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anticipation model (see also Chapter 4).
The simulation results show that the more accurate anticipation model (lowest MAD)
does not necessarily lead to the lower total relevant costs in the supply network.
This observation is particularly obvious when comparing the a priori parameterized
MCF model to the fitted MCF model in Table 6.6. The MAD of the latter is about
10% smaller than the MAD of the former but the latter has about 20% higher total
relevant costs. The explanation must be sought in the asymmetry of costs in the
supply network and the absence of safety stocks at the intermediate stages. Whereas
an early order in PU2 leads to a unit of stock in S2, a tardy order in PU4 leads to a
potential backorder for a CODP item which must be compensated by holding a safety
stock in stock point S4. Not only is the cost of a unit of stock in stock point S4 10
times more expensive than a unit of stock in stock point S2, whereas the early order
is likely to be consumed in the next period, safety stocks are each time replenished
and as such lead to a permanent increase of the average inventory level. The a priori
parameterized MCF model shows a large bias towards underestimating the output
of workstation M2. That is, it provides a conservative estimate of the output. As a
result, orders are released early on average to PU2 under the a priori parameterized
MCF model which reduces the need for safety stocks.
In terms of accuracy (MAD), the differences between anticipation models are small.
The differences in cost performance in the predictable demand scenario must therefore
be explained by the differences in the bias (MD) and the workload constraints. The
best performing model is the RBM model that is fitted to observed input and output
data. This model has a much smaller bias in the output prediction than the RBM
model that is parameterized a priori. The MCF model whose parameters are fitted
also has a small bias but this does not lead to a better cost performance. The low
cost for the fitted RBM model is due to the small percentage of tardy orders which
suggests that the workload constraint of the RBM model plays an important role in
the cost performance. The effect of the workload constraint is also seen in the lower
average WIP for the RBM model.
In the predictable demand scenario, the RBM model leads to a smaller FGI of item
7. The FGI of item 7 is mainly a remnant stock. That is, units of item 7 wait in the
stock point if the supply of matching units of item 4, 5 or 6 is delayed. The RBM
model results in a better adherence to plan of PU2 such that these remnant stocks
can be reduced. The FGI of item 7 in the unpredictable demand scenario corresponds
to the stock in S2 (which can be seen through dividing by the cost per unit) and is
the result of a demand realization that is smaller than the planned demand.
Options for anticipation of future requirements in the unpredictable demand scenario
are very limited and it is therefore not surprising to see that the differences in costs
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are small. The RBM model suffers mildly from the stricter workload constraint. The
limitation of the workload reduces the mean output of the PU (see also Chapter 3)
whereby the time to recover from backlog is prolonged and safety stocks need to be
higher to meet the service level target. Whereas the cost differences are minor, the
percentage of tardy orders is much smaller under the RBM model than under the
other models.

6.5.

Discussion

In this chapter we propose an anticipation model for a PU with multiple workstations
that is based on the representation of the workload process at the workstations by
a regulated Brownian motion. The RBM model provides a transient (approximate)
description of the stochastic workload process and allows to take into account the
initial workload and the arriving load separately. It allows for a specification of the
expected output of a workstation in a period as well as a specification of the probability
that the workload can be cleared within the planned lead time. We demonstrate
how these specifications can be integrated into the SCOP model using an outerlinearization procedure.
Two important prerequisites for the RBM model to have added value over the much
simpler fluid model, are that demand over the planning horizon is predictable and
fluctuating, and that the goods flow within the PU subject to uncertainties. Under
these circumstances, inventories may be reduced substantially. If demand is not
predictable or close to level over the planning horizon, then the RBM anticipation
model may even lead to a slight increase of the inventories compared to the much
simpler fluid model.
Under both predictable demand and unpredictable demand, the RBM model leads
to a decrease of the percent of tardy orders and thus a more reliable planned lead
time. Even if the amount of inventory is not reduced, reliable planned lead times have
many benefits. Reliable planned lead times are needed to make available-to-promise
calculations and to determine confirmation due dates. Moreover, reliable planned
lead times are important for a priori calculation of tactical planning parameters such
as safety stocks.
In the setting of our simulation model the percentage of tardy orders in PU2 is small.
Furthermore, the number of stages supplying the assembly stage is small so also the
impact of tardy orders is limited. We suppose that if the PU and the supply network
become more complex, both the percentage of tardy orders and the impact increase.
Cost savings under RBM model may be higher in this case.

6.A Derivation of the idle time function
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This chapter is explorative. A proof of concept is provided by the simulation
experiment where we show that the proposed approach can lead to substantial cost
reductions. The simulation results suggest that these cost reductions are to a large
extent due to the selection of the right workload constraint. The accuracy of the
output prediction for workstation in the RBM model is not improved over the fluid
model. One important area of improvement is the calculation of the variance of the
difference process Um . In particular, the effect of different mix of jobs in the PU on
this variance is an important topic for further research. Another area where further
study is required is the processing policy uk and the calculation of the time t∗ during
which jobs arrive to the workstation. Alternative dispatching policies may require
different calculations.
Finally, the benefit of a detailed RBM model with a period and job mix dependent
variance may be compared with an aggregate RBM model. Oftentimes, aggregate
planned volumes can be predicted reliably but the specific mix of jobs is highly
uncertain. Under such circumstances, an aggregate RBM anticipation model seems
appropriate.

6.A.

Derivation of the idle time function

Let B(t) be a Brownian motion with unit variance and drift θ starting in the origin.
We define the function
"
− #
Υ (z, θ) = E
min {z + B(s)}
(6.67)
0≤s≤1

Υ (z, θ) may be interpreted as the total amount of reflection or idle time for a B.M.
with a barrier at zero.
The supremum distribution of a Brownian motion is given by Harrison (1986):


P max B(s) > b = Φ (−b + θ) + e2θ b Φ (−b − θ)
(6.68)
0≤s≤1
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The function Υ (z, θ) can be written as
"
Υ (z, θ) = E

∞

− #
z − max −B(s)
0≤s≤1



(b − z) dP max −B(s) > b
0≤s≤t
b=z

Z ∞ 
=
P max −B(s) > b db

=

Z

0≤s≤1

b=z

where in the last step we used
Z

∞

b dF (b)

b=z

−

=

Z

∞

b dF̄ (b)

b=z

−bF̄ (b)

=
=

z F̄ (z) +

∞
b=z

Z

+

∞

Z

∞

F̄ (b) db

b=z

F̄ (b) db

b=z

with F the distribution function of max0≤s≤t −B(s) and F̄ = 1 − F .
Substituting (6.68) in (6.69) gives
Z

Υ (z, θ) =

∞

b=z

Φ (−b − θ) + e−2θ b Φ (−b + θ) db

We have
Z

z

=

∞

Φ (−θ − b) db

(θ + b)Φ (−θ − b) − φ (−θ − b)|∞
b=z

= φ (θ + z) − (θ + z)Φ (−θ − z)

(6.69)
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and
Z

∞

e−2bθ Φ (−b + θ) db

z

=
=
=
where we used

∞

1
− Φ (−b + θ) de−2bθ
2θ
z


Z ∞
1
∞
−2bθ
−2bθ
e
Φ (−b + θ) b=z +
e
φ (−b + θ) db
−
2θ
z

1 
−
Φ (−z − θ) − e−2θ z Φ (−z + θ)
2θ

Z

∞

Z

e−2bθ φ (−b + θ) db
z
Z ∞
2
1
1
e−2bθ− 2 (b−θ) db
= √
2π z
Z ∞
2
1
1
e− 2 (b+θ) db
= √
2π
Z ∞ z
=
φ (b + θ) db
z

= Φ (−z − θ)

This yields the following expression for the function Υ:
Υ (z, θ) =

6.B.

e−2θ z
Φ (θ − z) + φ (θ + z)
2θ 

1
− θ+z+
Φ (−θ − z)
2θ

(6.70)

Expectation of min{Z, 1 − ρ}

In this Appendix we give and expression for the expectation of the minimum of a
normally distributed random variable Z with mean Ẑ and variance σz2 , and a scalar
1 − ρ. Let F be the cumulative distribution function of the normal distribution with
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mean Ẑ and variance σz2 . Using that
E [min{1 − ρ, Z}] = (1 − ρ) −

Z

1−ρ

F (z)dz
"

1 − ρ − Ẑ
σz
−σz φ

Φ(z)dz = zΦ(z) + φ(z) we have

−∞

= (1 − ρ) − σz
= ẐΦ

R

1 − ρ − Ẑ
σz
!

!

Φ
"

1 − ρ − Ẑ
σz

+ (1 − ρ) 1 − Φ

1 − ρ − Ẑ
σz

!

!

+φ

1 − ρ − Ẑ
σz

1 − ρ − Ẑ
σz

!#

!#
(6.71)

Chapter 7

Conclusions and further
research
The complex problem of coordinating production activities in supply networks is
typically approached in a hierarchical fashion. The hierarchical production planning
(HPP) concept implies that several planning levels solve the coordination problem
in a fashion where lower levels solve smaller subproblems with a higher degree of
detail within the bounds set by the higher level. Both in practice and in the scientific
community, the problem at each level is frequently addressed in isolation. This is
particularly true for deterministic, rolling schedule-based SCOP models that are
solved using linear and mixed integer programming. Characteristic to most of the
literature on these models is the way in which capacity is treated as a physical constant
that needs no further elucidation. In reality, capacity refers to the combined capability
of a number of resources facing a specific set of tasks. Although it is inherent to
the hierarchical approach that the SCOP model uses an abstract representation of
capacity, we show in this thesis why it is important that the SCOP model is considered
in its hierarchical context and how this can be done. Chapters 2 and 3 address the
”why” part of the question whereas chapters 4 to 6 address the ”how” part.
Arguably the most interesting and challenging aspect of HPP is the coupling of
different planning levels. Various studies (e.g. Bertrand et al. (1990); Schneeweiss
(2003); de Kok and Fransoo (2003)) have led to conceptual frameworks in which
coupling mechanisms and their terminology are described and discussed. Building
on these frameworks we study and develop the mechanism that couples the SCOP
level and the PU level. Central to this coupling mechanism is the planned lead time.
At the level of SCOP, the planned lead time is a prerequisite for the coordination of

200

Chapter 7. Conclusions and further research

goods flows in the supply network. At the level of the PU, the planned lead time
provides the necessary degree of freedom to make effective use of resources. It is
essential to the proper functioning of the coupling mechanism that the planned lead
time is reliable. On the one hand, this means that the actions of the PU must be
targeted at meeting the planned lead time for orders released to it. On the other
hand, the instructions to the PU must be attainable within the technical limitations
of the resources in the PU.
We restrict ourselves in this thesis to SCOP models that are based on the concept of
rolling schedules. The rolling schedule is a common planning practice to deal with
uncertainty in supply and demand. This concept is widely used in Advanced Planning
Systems (cf. Stadtler, 2005). Rolling schedule-based SCOP models facilitate a proactive response to foreseeable PU capacity shortages by creating build-ahead stocks.
Essential to this ability is the anticipation model which is the abstract representation
of the capabilities of the PU. The anticipation model ensures that a schedule of
planned order releases is lead time feasible by restricting the workload in the PU.
The main challenge for this thesis is to determine the right workload levels for the
PU’s over time. Workload levels should be high enough to ensure sufficient output
to satisfy demand in time, and they should be low enough to ensure reliable planned
lead times.
A consequence of the abstraction of the precise internal structure and decision function
of the PU, is uncertainty in the flow times of orders. An important modeling choice
made in this thesis, is that instructions further in the future cannot influence the
outcome of earlier order releases. Consequently, from the perspective of SCOP, the
flow times of orders are fully determined by the workload in the system directly
after the order release instruction. For this reason, the anticipation models that we
proposed are based on a stochastic model of workload process in the PU. The relation
between (the restriction of) the workload and the planned lead time is extensively
studied by Selçuk (2007). Selçuk demonstrates that instructions should be aimed at
workload levels in the PU that do not exceed the amount that can be cleared within
the planned lead time. The workload process is described by a clearing function that is
based on a stochastic model of a single workstation PU. An important difference of this
clearing function to other clearing functions (e.g. Missbauer, 2002; Asmundsson et al.,
2009), is that it considers the transient characteristics of the stochastic workload
process which are relevant within the planning period.
Central to the anticipation models that we propose is a description of the workload
process in the PU by Lindley-type equations. Similar to Selçuk, we do not consider
(stationary) workload processes ad infinitum but rather at short intervals where the
initial state of the system is relevant. Compared to the models of Selçuk, we extend the
scope of the anticipation model to multi-item, multi-resource settings. Furthermore,
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we take into account the variance of the workload (and not only the expected value).
As a result, our formulations depend on a parameter that specifies the desired lead
time reliability for the production plan.
The lead time reliability parameter is an important addition to the existing literature.
The desired reliability level of the plan generated by the SCOP function may differ
for specific settings but is conceivably higher than the reliability that is provided
by a constraint on the expected value of the workload. A high lead time reliability
is required because the validity of the goods flow model depends on these planned
lead times. Moreover, the lead time reliability parameter has an important practical
interpretation. A plan that is 95% reliable in the model, may often be 100% reliable
in practice. This is the consequence of a broad set of actions for solving problems
that is available in reality but are impossible to capture in a model. However, if the
planned lead time reliability is too low, then the instructions of the SCOP function
will be perceived in the PU as being unrealistic resulting in a loss of confidence in the
plan. In this respect, the reliability parameter is a managerial lever that is used to
control the level of flexibility required from the PU. Empirical research is required to
determine appropriate settings for this parameter.
In the remainder of this chapter we summarize the most important findings per
chapter and revisit the research questions. We conclude with a number of directions
for further research.

7.1.

Results

7.1.1

The role of workload constraints in SCOP models

In Chapter 3, we studied the relation between workload and planned lead times in
models for SCOP. In this chapter we demonstrated the importance of the hierarchical
context of SCOP both for the choice of planned lead time and the workload constraint.
The research question that we set out to answer is:
(Research question 1) ”How do workload constraints and planned lead times affect
the performance of the hierarchical planning system taking into account that the
anticipated production process is subject to uncertainties?”
Many rolling schedule-based SCOP models encountered in the literature do not incorporate planned lead times. From a purely deterministic point of view these models
may be justified but once considered in their HPP context, such a representation leads
to inefficient use of resources or unreliable lead times. A better trade-off between
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reliability and efficiency is achieved if planned lead times greater than one period are
incorporated in the inventory balance constraint. The optimal workload constraint
depends on the planned lead time chosen.
The restriction of workload in a PU has two effects. On the one hand it leads to
reliable planned lead times and on the other hand it reduces the expected throughput
in the PU. In rolling schedule-based planning models, the latter effect leads to
increased build-ahead stocks, which start to grow rapidly as the resource utilization
rate reaches a workload dependent maximum. The expression for the maximum
utilization rate nicely illustrates the problem with the deterministic view on SCOP. In
the deterministic view, the workload is restricted to the amount that can be produced
in a period. A common interpretation of this deterministic capacity constant is that
it refers to the expected throughput in the PU given ample work. We show that in
that case, the maximum utilization rate is given by
ρmax = 1 −

MAD [X∞ ]
,
2E [X∞ ]

(7.1)

where X∞ is the (stochastic) resource capacity in a period.
The formula for the maximum utilization rate of a PU unveils the efficiency loss
caused by the workload constraint. The workload constraint, however, is unavoidable
if the planned lead time is to be reliable. In SCOP models without planned lead
times, the trade-off between lead time reliability and build-ahead inventory can lead
to an impasse where the only way out is to increase production capacity and accept a
lower efficiency of resource usage. A more favorable trade-off can also be achieved by
increasing the planned lead time. We provided analytical and numerical methods to
calculate the probability of tardiness and the expected build-ahead inventory levels
for a combination of planned lead time and workload limit. We demonstrated by
numerical examples that if the processing times are relatively small compared to the
length of a planning period, an increase of the planned lead time to two periods is
often sufficient to be able to combine a high utilization rate of a resource with a
reliable planned lead time. If the uncertainty of the production volume in a period
increases, then longer planned lead times may be required.

7.1.2

Anticipation and the bias of the aggregate queueing
model

The queueing network is arguably the most common stochastic model of a PU found
in the literature. Theory available on queueing models (including queueing network
models), allows us to analyze the stochastics in a PU and derive various statistics
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about workloads and flow times. Not surprisingly therefore, many clearing functions
are derived from this analysis. There are two important limitations of this theory.
Firstly, the theory allows us to analyze long-run behavior of a stationary system
only and secondly, no distinction can be made between processing times of different
types of jobs at a server. Unfortunately, these limitations do not quite fit SCOP
reality. For SCOP, we are interested in flow times for a diverse and specific set of
orders. In Chapter 4 of this thesis we investigated, despite of its limitations, to what
extent theory on queueing models can be used to formulate an anticipation model.
In particular we studied the implications of combining different job classes into one
single aggregate job class per workstation, a practice that is in line with the effective
processing time concept. The research question for Chapter 4 is:
(Research question 2) ”Is the classical queueing network an appropriate representation of the PU for SCOP?”
We showed how the aggregate queueing model leads to biased predictions about the
workload and throughput in the PU. This bias is caused by the assumption that
subsequent interarrival and processing times are independent, which is violated under
SCOP controlled releases. It is an important insight from Chapter 4, that the variance
of the cumulative load arriving to a workstation over time follows a parabolic curve
rather than the linear curve that is typical for stationary models with independent
interarrival and processing times. Comparing a representation of the workload process
by a regulated Brownian bridge to a representation by a regulated Brownian motion,
we studied the consequences and identified three factors that influence the sign and
magnitude of the bias:
• Balancedness of processing times. Workload at a workstation is overestimated
(and throughput is underestimated) in the aggregate queueing network if a job
has the same processing times on subsequent workstations. If the processing
times are relatively opposite on subsequent workstations (i.e. high - low or low
- high), then the aggregate queueing network underestimates the workload.
• Relative utilization rates. The bias in the estimate by the aggregate queueing
model is largest when subsequent workstations are utilized equally heavy (i.e.
if no clear bottleneck workstation can be distinguished). If one of the two
workstations is much more heavily utilized than the other, then the bias
disappears.
• Batching. Clustered processing of jobs in the same class at a workstation
amplifies the bias in the estimate.
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These insights are very relevant for the research into clearing functions (and
anticipation models for SCOP in general) as these are traditionally based on the
stationary analysis of the aggregate queueing model. We showed in Chapter 4 that
the clearing function is indeed affected by the aggregate queueing model bias, but
that this bias is effectively corrected if the clearing function is fitted to cumulative
input and output data. This corrected fit feels somewhat unsatisfactory as it seems
that one is manipulating the wrong function into the right shape. Furthermore, if
the parameter of the clearing function cannot be calculated from the coefficients of
variation of the interarrival times and the processing times, then it is not possible to
determine a good value a priori. The ability to use an a priori parametrization is for
example useful when analyzing scenarios for structural changes to the supply network
(e.g. changes in resources) or new supply chain designs.
For the above mentioned reasons, it was our aim to develop anticipation models
that are not based on the analysis of the stationary queueing model but rather
on the Lindley-type of equation that describes the stochastic workload process at
a workstation:
Zn+1 = max{0, Zn + Un }

(7.2)

where Zn is the workload after the nth arrival event and Un is the difference between
the cumulative load arriving and the time that has passed between the two arrival
events. Two anticipation models were developed based on this equation. In Chapter
5, we considered a PU that consists of a single workstation to which orders arrive only
at the period boundaries. In Chapter 6, we considered a PU that consists of multiple
workstations to which work arrives throughout the planning period.

7.1.3

In search of the right workload

In Chapter 5 we proposed a lead time anticipation model for SCOP where the PU
is represented by a single workstation. By means of this anticipation model, the
workload in the PU is controlled such that it can be cleared within the planned lead
time. The research question that we addressed in this chapter is:
(Research question 3) ”How can workload be controlled in a multi-item PU such
that planned lead times are reliable?”
The workload process in the PU is described by the Lindley equation in (7.2). A
moment-iteration procedure is used to evaluate this recursive equation end estimate
the mean and variance of the workload at the boundaries of the planning period.
These estimates are used in a local smoothing procedure that results in a schedule of
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planned future workloads that is lead time feasible. The schedule is used to set order
release targets in the SCOP model.
In contrast to the clearing function, which aims to describe the throughput in a single
period, our lead time anticipation models aims to describe the time that is needed
to clear the workload from the PU. Owing to this lead time focus of the anticipation
model, it is not necessary to specify which items in the workload are processed first.
This is an important advantage over the clearing function as the detailed prescription
of periodic throughput is in contradiction with the planned lead time concept where
the PU is free to determine the order of processing as long as the due dates are
met. Furthermore, the lead time anticipation model aims at a level of lead time
reliability that is typically much higher than the reliability that is achieved when the
planned throughput is equated with the expected throughput (cf. Section 7.1.1). As
we have argued in the beginning of this conclusions chapter, the ability to control the
lead time reliability is very relevant in practice. Finally, the lead time anticipation
model distinguishes between workload that is carried over from the preceding period
and workload that is released at the start of the period. The ability to differentiate
between initial load and arriving load is essential to the proper consideration of the
short term effect of SCOP instructions.
The anticipation model that was proposed is primarily oriented towards lead time
reliability. This orientation towards lead time reliability and thus towards a restriction
of the workload in the PU can be at the cost of reduced throughput. Under
a conservative lead time oriented planning strategy, this may imply a schedule
(generated by the SCOP function) in which the planned order releases for the first
periods in the horizon do not meet the requirements.
We compared the conservative strategy to an optimistic strategy where the lead time
reliability constraint is relaxed for the first periods in the horizon (for as long as
the cumulative available capacity is less than the cumulative available demands)
in favor of increased (expected) throughput. Simulation results showed that the
optimistic strategy leads to better overall planning performance suggesting that lead
time feasibility should not be enforced at the cost of reduced output. It is also
very interesting to consider this insight in the context of classical workload control
theory. The classical WLC theory proposes release rules that are internally focussed
in the sense that the release decision depends only on the workloads inside the PU.
The favorable results for the optimistic strategy in Chapter 5 suggest that workload
control rules should not only depend on the workloads inside the PU, but also on
present and future requirements.
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Workload constraints for complex production units

The anticipation model proposed in Chapter 5 is based on the assumption that orders
for multiple PUs are released to a single workstation at fixed, equidistant points in
time. This assumption is appropriate if there is a clear bottleneck workstation and
other resources do not have a large effect on the flow of jobs in the PU. If the influence
of other resources is significant or if there are multiple potential bottleneck resources,
then the single workstation representation of the PU may lead to a high degree of
unexplained deviations from the planned throughput for the PU. This high level of
uncertainty may necessitate an unacceptably long planned lead time to achieve the
desired lead time reliability. In such a situation a more detailed model of the PU
is justified. In Chapter 6 we proposed an anticipation model that is based on a
representation of the PU with multiple workstations. The research question that we
addressed in Chapter 6 was:
(Research question 4) ”How can workload be controlled in a PU with multiple
(possibly shifting) bottleneck resources?”
Whereas in Chapter 5, all jobs arriving at the workstation are the direct consequence
of order releases and are therefor arriving only at the period boundaries, in Chapter
6, jobs may also originate from other workstations in the PU. This implies that
jobs may arrive to the workstations throughout the planning period. The momentiteration method from Chapter 5 cannot not be applied in the same way in Chapter
6 because the number and times of arrivals between successive order release epochs
are random. Instead, we approximated the Lindley equation in equation (7.2) by
a regulated Brownian motion. This representation has advantages over expected
throughput oriented approaches that are similar to those of the anticipation model
of Chapter 5. The approximation by a regulated Brownian motion allowed us to
distinguish the initial workload from the workload that arrives during the period.
Because the Brownian motion is defined by 2 moments we were furthermore able
to formulate workload constraints depending on a predefined lead time reliability
parameter. Like in Chapter 5, these constraints are based on the probability that the
workload can be cleared within the planned lead time.
By means of a simulation experiment we compared the proposed anticipation model
to a deterministic capacity model and a clearing function model and show that the
anticipation model results in a strongly reduced number of tardy orders and can lead
to a considerable reduction of inventory costs over the other two models if the demand
that is faced by the supply network is variable but predictable. Much of the positive
results in this case are attributed to the proper selection of the workload constraint. If
the demand is stationary and unpredictable then the anticipation model may actually
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lead to slightly higher levels of inventory than the other models due to the tighter
workload constraint, an observation that is in line with the findings of Chapter 5.

7.2.

Further research

In this section we provide a few directions for further research. Firstly, there is the
parametrization of the SCOP function. The parameters that are most relevant for
this thesis are the planned lead time, the lead time reliability parameter, and the
safety stock targets. Secondly, there are few important open questions surrounding
the coupling mechanism itself.

7.2.1

Parametrization

What planned lead time setting leads to the lowest overall inventory costs?
Graves (1986) shows that long planned lead times are an effective means to deal
with uncertainty in production. We demonstrated in Chapter 3 how the inclusion
of workload constraints in the SCOP model allows for shorter planed lead times but
comes at the cost of reduced expected throughput levels due to less efficient use of the
resources in the PU. The numerical results suggest that in many situations, a planned
lead time of two planning periods leads to a good trade-off between the probability
that an order is tardy and the efficiency of resource utilization, and we have used this
setting in the simulation experiments of Chapters 5 and 6. We have also seen in these
chapters that the workload constraint, if enforced, may lead to reduced throughput
levels leading to large build-ahead inventories or even customer order backlog. Higher
safety stocks are sometimes required to compensate for this backlog. It is important
that the trade-off between planned lead times and these stocks is investigated in the
context of a complex supply chain and that procedures are developed for selecting the
planned lead time. Particularly interesting is also the question whether more reliable
planned lead times lead to a reduction of remnant stocks in the supply network due
to improved coordination.
How can heuristic methods for setting safety stocks that are based on
constant lead times be applied in conjunction with the anticipation models
developed in this thesis?
In light of the anticipation models developed in this thesis, safety stocks are themselves
also an important topic further research. Good heuristics for setting safety stocks in
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general supply networks are available in the literature but these heuristics depend
heavily on constant, workload independent lead times. The anticipation models
proposed in this thesis result in reliable (constant) planned lead times which may
facilitate application of these heuristics to a wide range of practical finite capacity
supply networks. We could say that the anticipation model deals with predictable part
of demand and safety stocks deal with unpredictable part of demand. An important
challenge here is the incorporation of the build-ahead stocks that are the result of
anticipation which may reduce the need for the safety stocks.

Should the workload constraint apply differently to early and later periods
in the planning horizon? If yes, how?
We expect that typically a high lead time reliability level is chosen for the PU’s in the
supply network to ensure a feasible production plan. A recurring observation in this
thesis however is, that the tight workload constraint corresponding to this high lead
time reliability may reduce the efficiency of resource usage in the PU. In Chapter 5, we
propose a ”fix” that relaxes the workload constraints for the first periods if a higher
output is necessary to reduce the backlog. This fix leads to a drastic improvement
of the planning algorithm. In hindsight, this result is not surprising because the
advantage of being able to anticipate for tight capacity by building ahead inventory
does not apply to the first periods within the horizon. This consideration raises the
fundamental question when (i.e. in which future periods) the workload in the PU
should be constrained. We note here that the supply networks that we considered in
this thesis are relatively simple. In more complex supply networks, a reliable planning
may be preferable to improve the coordination in convergent stages.

7.2.2

Detail of the anticipation function

What level of detail of the anticipation model leads to the highest level of
explained variation?
From the perspective of SCOP, the PU is essentially a black box that transforms
input materials into output materials with a certain delay. The black box is a single
entity whose capacity is implicitly described by the anticipation model. Under certain
circumstances the single entity representation leads to a large degree of unexplained
variation in this capacity. In Chapter 6 we argue therefore that it can make sense
to break-down the black box and describe its components in more detail. We argue
that this is particularly true if there are multiple resources that may be bottleneck
dependent on the mix of items that need to be produced. In Chapter 6 we propose
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an anticipation model that can represent an arbitrary number of such resources. An
important topic for further research concerns the level of detail for the anticipation
model. A higher level of detail may explain more of the behavior of the PU but on the
other hand, it also requires more precise information that may not be very reliable.
In particular the squared coefficients of variation of interarrival times and processing
times may be difficult to estimate precisely.
At what level of detail of the anticipation model can its parameters be
estimated efficiently (by few observations over short periods of time) and
reliably?
Another important topic for further research concerns the way that these parameters
are estimated. In Chapters 4 and 6 we see that fitting these parameters to observed
input and output for the black box PU leads to a better description then when
these parameters are measured directly. However, often limited or no information
is available. The lower the level of detail, the higher the level of aggregation of
information is and the smaller the impact of changes within the PU is.
How should lot sizes be accounted for in the anticipation models proposed
in this thesis?
Finally we note that in this thesis we considered a general type of uncertainty that
is attributed to individual jobs processed at the workstations. Many more types of
variation can conceivably be explained/considered by the anticipation model. In
particular this applies to lot sizes. The clearing function originally proposed by
Karmarkar (1987) for example, and also the clearing function of Hwang and Uzsoy
(2005), are implicit models of a lot sizing decision function. Lot sizing is an important
means for the PU to use its resources efficiently and is indeed a major source of flow
variation. Further research can be directed towards accounting for lot sizes in the
anticipation models developed in this thesis.

Appendices

Appendix A

Clearing functions and their
application
In this appendix we review the derivation and application of the clearing function
(see also Section 2.2.2). First we review the derivation of the clearing function from
the Pollaczek-Khinchine formula. Next, we discuss how the parameter that governs
the shape of the clearing function can be fitted to aggregate input-output data of a
workstation. In section A.2 we review the short-term clearing function proposed by
Selçuk (2007) as an alternative for the queueing model based clearing functions. In
Section A.4, we discuss the integration of the clearing function in an LP formulation
of the SCOP model. We also discuss in this section, how the clearing function can
be applied in a multi-item setting using the aggregation-disaggregation scheme of
Asmundsson et al. (2009). Finally, we review the transient clearing function proposed
by Missbauer (2009) and the relation of the stationary backlog carry-over approach
of Stolletz (2008a) to the clearing function in Section A.5.

A.1.

Derivation

The derivation of the clearing function proposed by Karmarkar (1987, 1989) and used
by Missbauer (2002) is based on the Pollaczek-Khinchine formula for the mean waiting
time Z̄ Q in a M/G/1 queueing model:
Z̄ Q =

1 + c2v
ρ
,
µ̄(1 − ρ) 2

(A-1)
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where


Z̄ Q = lim E Z Q (t)
t→∞

is the long-run expected waiting time in the queue for a job arriving at the workstation,
ρ = λ/µ̄ (with λ the long-run arrival rate) is the utilization rate of the workstation,
and c2v is the squared coefficients of variation of the processing times. Substituting
c=

1 + c2v
2µ̄

and expressing ρ in terms of Z̄ Q in (A-1) gives
ρ=

Z̄ Q
Z̄ Q + c

(A-2)

A similar expression is obtained by Asmundsson et al. (2009), using the approximation of Kingman (1961) for the expected steady state waiting time in a G/G/1 queue.
The Kingmann approximation is
Z̄ Q =

c2a + c2v
ρ
,
µ̄(1 − ρ)
2

(A-3)

where c2a is the squared coefficient of variation of the interarrival times. In this case
the constant c can be set to
c=

c2a + c2v
2µ̄

(A-4)

to obtain expression A-2.
The clearing function is based on the assumption that the long-run expected queue
length and utilization rate are appropriate proxies for the short term dynamics at the
workstation. For a queuing model in steady state, the expected (aggregate) output
(expressed in amount of processing time) is given by
µ̄−1 lim X(t, t + 1) = µ̄−1 X̄ = ρ
t→∞

(A-5)

Based on this assumption, Missbauer (2002) applies (A-2) to estimate the output
of a workstation in a single planning period by the workload at that workstation in
the same planning period. Whereas Karmarkar proposes to substitute the sum of
planned initial workload plus the planned load arriving during the period for Z̄ Q in
equation (A-2), Missbauer argues that the workload at the end of the period is a
better estimate of the steady state workload. Let Ât and X̂t be the planned arrivals
and departures in period t, and let Ẑt be the planned workload at the start of period
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t. Then, Missbauer proposes to substitute the following for Z̄ Q in equation (A-2):
Z̄tQ ≈ Ẑt + µ̄−1 (Ât − X̂t )
After substitution we get


q
1
−1
−1
2
−1
−1
1 + c + Ẑt + µ̄ Ât − (1 + c + Ẑt + µ̄ Ât ) − 4(Ẑt + µ̄ Ât ) (A-6)
µ̄ X̂t =
2
In this thesis, we refer to the clearing function above as the Missbauer clearing function
(MCF). The MCF has a particular advantage over the clearing function of Karmarkar
in (A-2) that the expected output never exceeds the expected input to a workstation1.
Clearly, a clearing function is only conceptually correct if it does not predict an output
that exceeds the expected input to a workstation. Another nice property of the MCF
is that it includes the deterministic (fluid) case when c is set to zero.

A.2.

Selection of the parameter

The clearing function has a single parameter c that governs its shape. The parameter
depends on the variance of squared coefficients of variation of the interarrival times,
c2a , and processing times, c2v . These can be measured in a simulation experiment or
perhaps even in practice by recording the realizations of the interarrival times and
the processing times for each workstation.
The parameter can also be estimated indirectly by observing the long run WIP L̄ and
utilization rate at the workstation. Applying Little to (A-1) and adding the long run
average number of jobs in being processed gives
L̄ =

ρ2
c µ̄ + ρ
1−ρ

(A-7)

which can alternatively be written as
c=

(1 − ρ)(L̄ − ρ)
µ̄ρ2

(A-8)

In this case, assuming that the input volumes and mix do not change, the clearing
function provides the correct utilization rate in the long run. The application of the
clearing function to periods can be seen as an interpolation of the result.
1 Note that for c < 1, equation (A-2) crosses the line ρ = Z̄ Q in 1 − c implying that ρ > Z̄ Q for
0 < Z̄ Q < (1 − c). For c > 0, equation (A-6) crosses the line ρ = Ẑt + µ̄−1 X̂t only in zero (and never
crosses ρ = 1) implying that ρ < Ẑt + µ̄−1 X̂t
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In the literature on clearing functions that are based on equation A-1, it is assumed
that the steady state relation between expected output and expected workload also
applies to the short term behavior but that its parameter needs to accommodate for
the fact that the system is not in steady state. The fitting procedure that is proposed
is a least squares estimate for c based on periodic input and output data. Let T be

the horizon over which data is collected and let ̥ Z̄t ; c denote the clearing function,
then the fitted parameter c∗ satisfies
∗

c = arg min
c

A.3.

T
X
t=0

"



̥ Z̄t ; c −

X

µk−1 Xk,t

k∈K

#2

(A-9)

A short term clearing function

Similar to the MCF model, the clearing function of Selçuk (2007) (SCF) has a concave
saturating shape and considers the aggregate flow through a workstation. However,
it is based on a representation of a workstation as a stochastic upper bound on the
throughput that is independent of the input. Like the MCF clearing function the
SCF does not differentiate between work initially present at the start of the period,
and work arriving during the period. (SCF assumes all work is present at the start
of the period whereas MCF assumes that arrivals are such that there is no change in
in the expected workload throughout the period.)
In the setting of the original work on the SCF, the PU consists of a single workstation
and all arrivals occur in the form of order releases at the start of the period. In
this setting the throughput is equal to the minimum of the deterministic total load
and the stochastic throughput capacity. In the job shop setting, work may arrive to
a workstation during the period due to departures at preceding workstations. The
SCF may be applied in the job shop setting nonetheless by assuming that there is a
stochastic production capacity for a workstation that does not depend on the arrival
rate. The production capacity is expressed in terms of available nominal production
time. That is, if Xt∞ is the random number of jobs that can be processed in period
t and the expected processing time of a job is µ−1 , then the production capacity is
µ−1 Xt∞ . Let Ct denote the stochastic capacity, then the SCF is given by

oi
h
n
µ−1 X̂t = E min Ẑt , Ct

(A-10)

An appropriate distribution for Ct must have nonnegative support and it should be
possible to fit the coefficient of variation as described in the previous section. The
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class of Gamma distributions with unit mean and coefficient of variation c yields





oi
h
n
1
1+c
, c + Ẑt 1 − G Ẑt ; , c ,
(A-11)
E min Ẑt , Ct = G Ẑt ;
c
c
where G(x; α, β) is the cumulative density function of the Gamma distribution.
The SCF grows faster to the nominal maximum throughput than the clearing function
that is based on the steady state queueing model and is therefore called a short term
clearing function. Selçuk shows that in the single resource PU setting described
above, the short term clearing function leads to a better planning performance than
the queueing model based clearing function.

A.4.

Application of the clearing function in the
SCOP model

The strength of the clearing function is that it can be applied in a linear programming
formulation of the (aggregate) production planning problem. The clearing function
is concave which allows for an inner-linearization in an arbitrary number of –say N –
segments. These segments form constraints on the period output.

where



Z,





 α1 + β1 Z,
..
̥(Z) ≈
.




αN −1 + βN −1 Z,


 1,
αn = ̥(zn ) − βn zn ,

, β0 = 1,

(A-12)

if zN −2 ≤ Z < zN −1 ,
if Z ≥ zN −1

and βn =

It is furthermore convenient to define
α0 = 0,

if Z < z0 ,
if z0 ≤ Z < z1 ,

̥(zn ) − ̥(zn−1 )
zn − zn−1

αN = 1,

βN = 0

such that
̥ (Z) ≈ min {αn + βn Z}
0≤n≤N

(A-13)

Little guidance is found in the literature on how to select the points z0 , . . . , zN −1 . For
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a discussion on the selection of these points where N = 2 we refer to Selçuk (2007).
A generalization of this linearization approach to multi-variable clearing functions is
proposed by Caramanis and Anli (1999). Caramanis uses a Benders’ decomposition
approach to generate supporting hyperplanes for the planning problem in an iterative
fashion.
The clearing function gives an estimate for the aggregate output given the aggregate
input. In the multi-item setting of our conceptual model, workstations are related
to another through inputs and outputs of individual job classes. The application
of the clearing function thus requires an aggregation-disaggregation scheme for each
T
workstation. Such a scheme is proposed in Asmundsson et al. (2009). Let Ẑk,t
be the
(expected) workload of jobs in class k in period t defined as
T
Ẑk,t
= Ẑk,t + µk−1 Âk,t

The aggregation-disaggregation scheme proposed by Asmundsson et al. is
!
X
−1
T
µk X̂k,t = sk,t ̥
Ẑk′ ,t

(A-14)

k′ ∈K

where sk,t is the fraction of the workload at workstation ̺(k) that is due to class k
jobs. That is
sk,t = P

T
Ẑk,t
T
k′ ∈K Ẑk′ ,t

(A-15)

Asmundsson et al. argue about the aggregation-disaggregation scheme in the previous
paragraph, that it implies that the lead times for all job classes are the same. We
note that it is more correct to state that the scheme implies that the workload of
different job classes is cleared in the same amount time. That is, the expected time
of departure of the last job in the WIP is the same for all job classes. If the arrival
times for jobs in different classes is not the same, then neither is their lead time.
In order to apply the disaggregation scheme in a LP formulation of the production
planning problem, Asmundsson et al. propose to replace the aggregate workload in
(A-14) by the linear interpolation of the workload for a single job class. That is
X

k′ ∈K

ẐkT′ ,t ≈

T
Ẑk,t
sk,t

(A-16)

Recall the Fluid Model from Section 2.2.1 where we substitute uk,t = µ−1 X̂k,t :
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Model A.1 (Fluid model)

L̂k,t + Âk,t

=

Âk,t

=

L̂k,t+1 + X̂k,t ,
X
Pk′ k X̂k′ ,t + Rk,t ,

(A-17)
(A-18)

k′ ∈K

µ−1
k X̂k,t
t+τ
−1
X

X̂k,t

s=t

≤
≥

1,

X

Φk′ k L̂k′ ,t ,

(A-19)
(A-20)

k′ ∈Km

L̂k,t ≥ 0, Âk,t ≥ 0, X̂k,t ≥ 0,

t = 0, . . . , T − 1

Substituting the interpolation in (A-16) and applying the linearization in (A-12) to
the fluid model above, gives the following clearing function model of the job shop
Model A.2 (Clearing function model (Assmundsson et al.))

L̂k,t + Âk,t

=

Âk,t

=

L̂k,t+1 + X̂k,t ,
X
Pk′ k X̂k′ ,t + Rk,t ,

(A-21)
(A-22)

k′ ∈K

µ−1
k X̂k,t
X
sk,t

≤

αn sk,t + βn µ−1
k (L̂k,t + Âk,t ),

(A-23)

=

1,

(A-24)

X̂k,t

≥

k∈Km
t+τ
−1
X
s=t

X

Φk′ k L̂k′ ,t ,

(A-25)

k′ ∈Km

L̂k,t ≥ 0, Âk,t ≥ 0, X̂k,t ≥ 0, sk,t ≥ 0
n = 1, . . . , N, t = 0, . . . , T − 1

Equation (A-21) is the WIP balance constraint. Equation (A-22) gives the arrivals
of a specific job class given the departures from other workstations (Xk ) and the
order releases (Rk ) to the shop. Equations (A-23) are the linearization of the clearing
function and equation (A-24) stipulates that the sum of workload fractions sums up
to unity. Finally, (A-25) requires that the workload can be cleared within the planned
lead time.
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Although the formulation of the clearing function model above leads to a disaggregation of the aggregate output estimated by the clearing function, we note that this
output is not restricted to be proportional to the workload as in equations (A-14)
and (A-15). In other words, the clearing function model does not have a unique
solution for a given order release decision R. This point is illustrated by the following
numerical example.
Consider a workstation that processes two job classes ({1, 2}) with identical average
−1
processing times (µ−1
1 = µ2 = 0.1). The clearing function in (A-6) is applied with
c = µ̄−1 = 0.1. At the start of an arbitrary period t, the WIP in both job classes is
L̂1 (t) = 4 and L̂2 (t) = 8 and there are no arrivals in the period Â1 (t) = Â2 (t) = 0.
Table A.1 shows some possible allocations and the corresponding predicted output for
each class. The first row is the setting that corresponds to equation (A-15). The two
rows following represent cases where class 1 gets a higher and a lower allocation s1
respectively. Each of these rows represents a feasible solution to the clearing function
model. The results suggest that the highest aggregate output may be achieved when
sk is set according to equation (A-15) but it is beyond the scope of this appendix
to verify analytically if this is a generic property of the Asmundsson aggregationdisaggregation scheme for convex clearing functions.
Table A.1 Illustration aggregation-disaggregation scheme

s1,t

s2,t

L̂1,t
s1,t

L̂2,t
s2,t

0.33
0.5
0.2

0.66
0.5
0.8

12
8
20

12
16
10

X̂1,t = s1,t ̥
2.67
3.15
1.83



L̂1,t
s1,t



X̂2,t = s2,t ̥
5.33
4.39
5.84



L̂2,t
s2,t



The aggregation-disaggregation scheme of Asmundsson et al. thus leaves a degree of
freedom when incorporated into the SCOP model. It remains to be verified in the
literature whether the scheme leads to improved planning performance over the model
where the aggregate output is constrained. That is, equation (A-23) and (A-24) are
replaced by
X
X
µ−1
≤ αn + βn
µ−1
(A-26)
k X̂k,t
k (L̂k,t + Âk,t )
k∈Km

k∈Km

Asmundsson et al. note about this formulation that it may lead to a situation where
the output of one job class exceeds the workload for the job class. In the presence of
the WIP balance equation (A-21) and the nonnegativity constraint L̂k,t ≥ 0 such a
solution is not feasible.
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The clearing function discussed in Section A.1 is based on the analysis of a M/G/1 or
G/G/1 queue in steady state, but is applied to describe the transient behavior of the
PU. It is implicitly or explicitly assumed that planning periods are long enough for
this approximation to be correct. There is a fundamental problem with the steady
state assumption behind the clearing function in that the clearing function is based on
a stationary model whereas it is used to describe workload dynamics. The problem
may be illustrated by the following paradox. Suppose we would like to know the
expected amount of time that is needed to process L jobs with an average processing
time µ−1 . Assuming independence of the processing times, the expected amount
of time needed equals µ−1 L. Now consider the clearing function queueing model
perspective that says that the expected time to clear the workload equals the waiting
time for an imaginary job in the queue, which is denoted Z. From Little’s law, we
have L = λZ = λµ−1 L = ρL, implying that ρ = 1. From queueing theory however,
we know that ρ = 1 corresponds with a queue of infinite length. Clearly such a
reasoning is inconsistent but it shows the mix-up of transient dynamics and steady
state averages. In the previous example, L is an observation of the workload at a
specific time from which one cannot deduct the utilization rate. The utilization rate
can only be deducted from averages of processes over a (long) time. Periods need to
be long enough such that these average are no longer affected by the initial state.
A consequence of the steady state assumption is that the initial state has no influence.
Clearing functions such as the MCF in (A-6) implicitly assume that the WIP has a
distribution that is homogenous over the interval. In reality, it matters which part
of the total load is initially present at the start of the period, and which part arrives
during the period. The WIP decreases over the period if the initial WIP is high in
comparison to the arrivals during the period and vice versa. The effect on the shape
of the clearing function of the proportion of the total load that is initially present is
studied by Missbauer (2008).
Few attempts have been made in the literature to describe the time dependent
characteristics of a queueing (network) model with dynamic input. In Missbauer
(2009) a transient clearing function is described and suggestions are made how this
clearing function could be applied in a rolling schedule-based aggregate production
planning problem. The Stationary Backlog Carry-over approach of Stolletz (2008a)
is an approximation of the time-dependent characteristics of the M(t)/M(t)/1 queue
which leads to formulations that are similar to the clearing function.
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The transient clearing model proposed by Missbauer

Few methods for the transient analysis of queueing systems are available in the
literature. Early work in this area establishes that the rate of convergence to the
stationary queue-length distribution is exponential for large enough t. By means of
discrete even simulation Odoni and Roth (1983) give an expression for the relaxation
time η for various single server queueing models beginning at rest (i.e. L(0) = 0) in
the following equation
E [L(t)]
≈ 1 − exp{−t/η}
E [L(∞)]

(A-27)

Similarly, in Stahlman and Cochran (1998), the model in (A-27) is used to solve a
dynamic capacity planning problem. Discrete even simulation is used to find the
relaxation time parameter η.
In a series of papers, Abate and Whitt (1987a,b,c, 1988, 1994) give analytical
approximations for the transient moments of the queue-length in the M/M/1 and
M/G/1 systems, and for the regulated Brownian motion which may serve as a twomoment approximation of many stochastic processes that are bounded from below.
The approximations are linear combinations of exponentials of the form (A-27).
In Missbauer (2009) it is demonstrated how the model of Stahlman and Cochran
can be integrated in a general production planning model formulation. Missbauer
proposes the following set of equations:
L̂t+1
L̂t+1

= L̂t + Â
t −
h µ,

if Ât i≥ µ, 
= L̂t + E L(∞)|λ = Ât − L̂t (1 − exp[−1/η]),

(A-28)

if Ât < 1

i
h
where E L(∞)|λ = Ât is understood to be the steady state queue-length of the

M/G/1 queue. The parameter η determines the time till the steady state is achieved
and depends on the utilization rate. Using the Pollaczek-Khinchine formula for the
steady state expected queue-length:
E [L(∞)] =

with
c2 =

ρ2 2
c + ρ,
1−ρ
1 + c2v
2

A.5 The transient clearing function

221

and substituting
ρ = Ât µ−1 ,
the clearing model in equation (A-28) can be written as the following transient clearing
function:
X̂t

= L̂t + Ât − L̂t+1 =
(
1,
if µ−1 Ât ≥ 1,



2
(A-29)
=
Â
Ât − µ(µ−tÂ ) c2 + µ−1 Ât − L̂t 1 − e−1/η , otherwise
t

From equation A-29 it is apparent why η should depend on the utilization rate
(µ−1 Ât ). As the utilization rate increases, the steady state queue length starts
growing exponentially fast. This must be compensated by an increasing time till
this steady state is achieved. It is an unsolved question which expression for η is
appropriate for equation (A-28). By appropriate, we mean that the clearing function
is monotonous and concave in L̂t and Ât , that it goes through the origin, and that it
saturates at µ. Although approximations exist, these do not lead to clearing functions
with these properties. For example, the following approximation for η is proposed in
Odoni and Roth (1983):
c2
(A-30)
η≈
√ .
1.4 µ (1 − ρ)2
Similar approximations are proposed in Abate and Whitt (1988, 1994) where ρ
appears in the exponent of e in the same way. Figure A.1 is an example of this
transient clearing function where we can immediately see that it does not have the
desired property of being an increasing concave function. Further research is needed
in this area.

A.5.2

The stationary backlog carry-over approach of Stolletz

A different approach to the transient analysis of queueing systems is to divide time
into small micro-periods and determine the queue-length characteristics for each
micro-period by analyzing a queueing system in steady state whose parameters are
chosen to reflect the transient state. The long run queue-length is then approximated
by an appropriately weighted average of the micro-period performances. Such
approaches are taken in Green and Kolesar (1991); Whitt (1991); Green and Kolesar
(2001); Stolletz (2008a,b); Stolletz and Lagerhausen (2010). They are essentially the
equivalent of a clearing function applied on a microscopic time-scale.
The stationary backlog carry-over (SBC) method of Stolletz consists of two steps. In
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Lt =7; Μ=0.1; c=1
Xt
10

8

6

4

2

At
2

4

6

8

10

Figure A.1 Illustration of the transient clearing function

the first step, an artificial arrival rate is determined that consists of the period arrival
rate plus a backlog quantity that is carried-over from the previous period. The number
of jobs that is not processed in the period is subtracted from this quantity to get a
modified arrival rate. In the second step, the queue length is approximated by a
steady state queueing model with the modified arrival rate. The first step in the SBC
method can be seen as a clearing function applied on a microscopic timescale. The
model that is deployed in the SBC method for this clearing function is an G/G/1/1
loss model.
It is suggested in Stolletz and Lagerhausen (2010) that each micro-period has a length
equal to the average processing time. Let us therefore scale time such that µ = 1. We
number the micro-periods by n = 1, 2, 3, . . . . That is, period n is the time interval
[n, n + 1]. The arrival rate in micro-period n is ρn . The modified utilization rate ρ̄n
in micro-period n is calculated as
ρ̄n = λ̄n − ln

(A-31)

where λ̄n is the artificial load in micro-period n and ln is the expected number of jobs
backlogged and carried over to the next micro-period. The modified load and backlog
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are calculated recursively through
λ̄n

=

ρn + ln−1 ,

for n = 1, 2, . . .

ρ̄n

=

ln

=

λ̄n (1 − P {job backlogged}) ,

l0

=

λ̄n P {job backlogged} ,

(A-32)
for n = 1, 2, . . .

for n = 1, 2, . . .

L(0)

(A-33)
(A-34)
(A-35)

It is proposed in Stolletz and Lagerhausen (2010) to use the M/G/1/1 loss system to
estimate the probability of a job not being served in a period:
P {job backlogged} =

λ̄n
1 + λ̄n

(A-36)

Substituting in equations (A-31)-(A-36) for ρ̄n and ln gives
ρ̄n

=

ln

=

λ̄n
1 + λ̄n
λ̄2n
1 + λ̄n

(A-37)
(A-38)

The queue-length in a micro-period is then approximated by the steady state
approximation for the G/G/1 queue:
E [Ln ] =
=
=

ρ̄2n
c + ρ̄n
1 − ρ̄n
λ̄2n 2
c + ρ̄n
1 + λn
ln c2 + ρ̄n

(A-39)
(A-40)
(A-41)

Consider now the output in a period:
xn

=

ln

=

ρn + ln−1
= ρ̄n
1 + ρn + ln−1
(ρn + ln−1 )xn = ln−1 + ρn − xn
ρn + ln−1 − ln =

(A-42)
(A-43)

Interestingly, the SBC method yields the clearing function in (A-2) applied on a
microscopic time-scale where c2 = 1!
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Summary
Anticipation in Supply Chain Operations Planning
Complex production and distribution networks are governed by implicit or explicit
hierarchical decision making processes. This thesis contributes to the understanding
of such hierarchical decision making processes. Our starting point is the Eindhoven
Framework for Production and Inventory Control. This generic hierarchical framework distinguishes between goods flow control and production unit control. We
incorporate the concept of anticipation into this hierarchical framework. This implies
that at the goods flow control level, the behavior of the production unit under the
specific production unit control mechanism is taken into account. Based on explicit
quantitative models for material and resource coordination at the goods flow control
level, and for production scheduling at production unit level, we study the behavior
of general production and distribution networks. Quintessential to our approach
is that the quantitative models used for controlling at the goods flow control level
are abstractions of the actual interactions between production units with respect to
ordering and delivering materials, and the actual behavior of the resources within
the production units. This mimics modeling and control of real-life processes and is
fundamentally different from approaches that assume that the models are reality itself.
Specifically, the abstraction introduces uncertainty in the output of the production
unit over time.
Our research methodology is a combination of formal (mathematical) modeling and
analysis, and discrete event simulation. The model at the goods flow control level is a
mathematical programming model supplemented with heuristics that account for the
non-linear relationship between input and output in the production unit. Statistical
analysis is applied to the simulation results to compare different anticipation concepts.
Here we exploit the Safety Stock Adjustment Procedure which allows us to compare
control concepts that yield identical service levels on the basis of costs associated with
work-in-progress and inventory alone. We compare newly developed models to those
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developed by other researchers.
The central trade-off in this thesis is the trade-off between effective use of resources
and lead time reliability. A (bottleneck) resource in a production unit is used
effectively when it is actively processing items that need to be produced. In this
thesis, effectiveness translates to avoiding idle time on the resource due to waiting for
the work to arrive or to be released. Such idle times can be avoided by ensuring a
high enough workload in the production unit. Workload on the other hand, is directly
related to the flow times of production orders in the production unit. Because proper
goods flow coordination is dependent on reliable planned lead times, the workload in
the production unit must be kept within bounds. In other words, workload must be
high enough to meet the required output level but may not be so high that it can
no longer be cleared from the production unit within the planned lead time at the
corresponding level of output.
Most rolling schedule based planning models proposed in the literature and in
today’s Advanced Planning Systems are based on a deterministic model of production
capacity. These models can be formulated as linear programs which can efficiently be
solved using commercial software packages for realistically sized problem instances.
However, the importance of the trade-off between effective resource use and lead
time reliability is overlooked if the planning model is not considered outside the
deterministic setting of the model itself. In Chapter 2 we use a queueing model
to analyze the trade-off in the simplest possible periodic release planning model for a
single production unit with a single resource. We show how the maximum utilization
level is affected by the workload constraint, how tight workload constraints lead to
idling of resources and backlogs, and how tardiness of orders increases with less tight
workload constraints unless a planned lead time is explicitly taken into account. The
results demonstrate that it is often necessary to have an planned lead time of more
than one planning period in order to combine a high resource utilization with reliable
planned lead times. The models that we propose in Chapters 5 and 6 distinguish
themselves from existing ones in this respect. They allow for explicitly planned lead
times of multiple planning periods and corresponding higher workloads with high
levels of lead time reliability.
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The notion that the expected output of a resource increases with higher workloads
is well known. For rolling schedule planning models, the relation between workload
and output is made explicit by the clearing function. The clearing function is an
anticipation model that particularly captures the effectiveness dimension of the tradeoff discussed in the previous two paragraphs. This thesis treats several important
aspects, particularly of the lead time dimension, that are not very well covered by the
clearing function. These aspects are:
1. the effect of the aggregation in measuring the workload and output of resources,
2. the reliability of the planned lead time and
3. the transient nature of the relation between workload and output in the
production unit.
In Chapter 4 we demonstrate that treating different types of arrivals to a workstation
as a single aggregate job class leads to a biased estimate of the throughput of a
workstation. Our analysis shows that under most circumstances, the aggregate
queueing model overestimates the workload at a workstation but if there is a
strong negative correlation between interarrival times and processing times, then the
queueing model underestimates the workload. Even if there is no correlation between
interarrival times and processing times, the aggregate queueing model overestimates
the workload (although the sign and magnitude of the bias is firstly determined by
this correlation). The bias in the estimated throughput for the aggregate queueing
model is relevant for the application of the clearing function that is derived from
this model. If parameterized based on the squared coefficients of variation of the
interarrival times and processing times, the clearing function is similarly biased as the
aggregate queueing model. However, if the clearing function is fitted to (simulated)
cumulative input and cumulative output in a planning period then the correlation
between interarrival times and processing times is effectively taken into account and
the bias is reduced to almost zero. To take into account correlations, we argue that an
anticipation model is best based on the cumulative difference between the interarrival
time and the processing time. Such a process can be approximated by a regulated
Brownian motion which is used to explain the bias in the aggregate queueing model.
In Chapter 6, an anticipation model is proposed based on this approach.
In Chapter 5 we propose a lead time anticipation procedure that takes into account all
three aspects previously mentioned. The production unit is represented by a single
workstation whose period-to-period development of the workload is described by a
Lindley-type of equation. This equation is analyzed by means of a moment-iteration
method based on which we develop a local workload smoothing procedure that leads
to a lead time feasible schedule of aggregate releases. Lead time feasibility here refers

242

Summary

to a predefined probability that the workload is cleared within the planned lead time.
Based on this schedule, the LP formulation of the SCOP problem is updated. We also
compare a conservative strategy to an optimistic strategy for dealing with situations
where a lead time feasible schedule that satisfies all requirements is not possible.
The conservative strategy prefers lead time feasibility whereas the optimistic strategy
prefers effective use of resources. Simulation experiments show that the optimistic
strategy is preferable with respect to overall planning performance.
In Chapter 6 we develop a lead time anticipation procedure for a production unit
with multiple workstations. Whereas in the single workstation setting of Chapter 5,
arrivals occur at the boundaries of planning periods only, in the setting with multiple
workstations, arrivals can occur at any time. The regulated Brownian motion (RBM)
model from Chapter 4 is used to analyze the transient workload processes at the
workstations. From this analysis two sets of linear constraints are added to the linear
programming formulation of the SCOP problem. The first set approximates the
expected period-to-period development of the workload. The second set approximates
the lead time feasibility constraint.
When designing a hierarchical planning system it is essential to take into account
the uncertainty that is inherent to hierarchical decision making. Failing to do so
may lead to ineffective use of production resources and unreliable planning. This
fact should be taken into account even if the SCOP problem is formulated as a linear
programming problem to be computationally tractable. Using Schneeweiss’ concept of
anticipation, in this thesis we study and develop models for Supply Chain Operations
Planning where this uncertainty is taken into account. With this we extend and make
explicit the anticipation model in the Eindhoven Planning Framework. We propose
anticipation models and ways to integrate them with linear programming formulations
of the Supply Chain Operations Planning problem. The insights and models proposed
in this thesis contribute to further development of hierarchically integrated Advanced
Planning Systems.
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