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CHAPTER! 

INTRODUCTION 

In this thesis we consider the scheduling of job shop systems, we propose a new type of 
scheduling system, and apply it to the Vertex system. 

A job shop system is a classification of a discrete production system in which various 
machines manufacture various discrete products and the manufacturing of a single prod
uct may require several successive process steps, each on another machine. Typical for a 
job shop system is that not every manufactured product requires the same process steps 
on the same machines in the same order. 

The production process of a single product is generally referred to as a job and a sin
gle process step required is referred to.as an operation. 

Because the capacity of each machine in the job shop system is restricted, i.e., a ma

chine can perform at most one operation at a time, and for each job at most one operation 
can be performed at a time, the operations required to complete all jobs have conflicting 
interests and scheduling decisions are needed to determine which operation will be per
formed on what time and on what machine. 

Because the set of operations changes during the progress of the production process, one 
of the tasks of the production control process is to make scheduling decisions when nec
essary. This task is usually performed by the production scheduling process. Another 
subprocess of the production process is usually the production planning process, that de
termines which jobs have to be performed and for each job which operations are re
quired. This information is input for the scheduling process. 

The production scheduling process is an important control process because it is able to 
influence the (logistical) performance of the production process. Unfortunately, especial
ly in a job shop system, production scheduling is not straightforward; at each decision 
moment a choice has to be made from several alternatives, and it usually is impossible to 
determine the exact consequences of each alternative. 

We distinguish between two types of production scheduling processes. A reactive pro
cess determines a scheduling decision at the moment it is needed. A predictive process 
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determines many (future) scheduling decisions at a time and stores them in a (produc

tion) plan. When a decision is needed, it is executed according to that plan. 
Historically, the production scheduling process is performed by a human. A scheduler 

is a well-known example of a human predictive process. He uses a planning board to vi
sualize and store his scheduling decisions and to analyze their consequences. A dispat
cher is an example of a human reactive process. When a machine has completed one .of 
its operations, a dispatcher usually determines which operation, located in the waiting 
queue before that machine, is performed next based on some priority (dispatching) rule. 
An example of such a rule is the shortest processing time (SPT) rule. 

Nowadays, many automated production scheduling processes, both reactive and pre
dictive, can be found as well. 

All types of production scheduling processes can be improved. Job shop scheduling the
ory tries to do so by studying the scheduling in job shop systems. It deals with models 
and algorithms. Because the diversity among job shop systems is large, the theory focus
es on a representative model, the job shop scheduling problem (JSSP). This problem is 
static and deterministic. The set of available machines, the set of jobs, and the set of re
quired operations are assumed to be known and unchangeable. An algorithm is applied to 
find a good schedule (production plan) given the data of a single problem instance. 

One of the J110St successful algorithms for the JSSP is the taboo search algorithm, 
which belongs to the group of local search algorithms. A local search algorithm tries to 
improve a given solution by iteratively changing small parts of the solution. 

In practice, the job shop system has a dynamic and stochastic behavior. New jobs will ar
rive, processing times will be subject to stochastic fluctuations, and machines may break 

down at unforeseen moments. Most automated predictive production scheduling process
es (i.e., scheduling systems), however, apply the static and deterministic JSSP to model 
the situation occurring in the system and algorithms for the JSSP to determine production 
plans. 

Due to the unforeseen and unplanned events that will occur in the future, the produc
tion plans will be disrupted and will eventually become invalid. Therefore, most schedul

ing systems construct a new production plan every now and then. The newly constructed 
plan is then valid for some time. We say that these systems apply a rescheduling action. 

The scheduler, on the other hand, usually revises the current production plan when a 
disruptive event has occurred. He delays, inserts, deletes, and exchanges operations 
whenever necessary. We say that he applies a schedule revision action. 

Hence, the scheduling systems and the scheduler apply different actions when the pro
duction plan has been disrupted. Both actions have their pros and cons. 

In this thesis, we propose a new type of scheduling system, the event driven job shop 
scheduling system. This system is ab~e to perform both the rescheduling and the schedule 
revision action. Which action it actually performs may among other things depend on the 

2 



Introduction 

type and impact of the disruptive event occurred. 

We will further apply this system to the Vertex system. This is a job shop like produc
tion system, which, however, differs from the general job shop system at some crucial 
points. 

OUTLINE OF THE THEsiS 
This thesis consists of eight chapters. In Chapter 2, we describe the job shop (production) 
systems and their control. In Chapter 3 we present the current status of the job shop 
scheduling theory. The static and deterministic job shop scheduling problem is the main 
subject of this chapter. In Chapter 4 we discuss (dynamic and stochaStic) job shop sched
uling practice and the various forms of the scheduling process. 

In Chapter 5 we describe the event driven job shop scheduling (EDJSS) system and 
propose its use as job shop production scheduling process. In one of the last sections of 
this chapter, we present the results of some simulation experiments that have been per
formed to verify the performance of this system compared to that of some other system. 

In Chapter 6 we present the Vertex system. That system is used to verify the perfor
mance of the proposed EDJSS system when applied to a more complex production sys
tem. The Vertex system differs from the general job shop system at some crucial points. 
The Vertex scheduling problem (VSP) is described and the feasibility of the schedules 
for VSP instances is discussed in detail. In one of the last sections of this chapter, we pre
sent some algorithms that are capable of constructing and improving VSP schedules. 

In Chapter 7 we describe the application of the EDJSS system to schedule the opera
tions of the Vertex system. Some of the parts of the EDJSS system have to be reimple
mented. The implemented EDJSS system has been tested by means of simulation. The 
results of the simulation experiments are also discussed in this chapter. 

Finally, in Chapter 8 we review this thesis and give some suggestions for further re
search. 

3 



CHAPTER2 

JOB SHOP SYSTEMS AND THEIR CONTROL 

The term job shop system is used as a classification in the field of discrete production 
systems. In a discrete production system, machines produce discrete products. In a job 
shop system, manufacturing a single product may require several successive process 
steps on various machines. Typical for a job shop system is that the production process 
has no fixed route, i.e., not every manufactured product undergoes the same process steps 
in the same order on the same machines. 

Various products, each following its own route through the machines of the shop, may 
be processed simultaneously. Hence, from a control viewpoint, the material flow in a job 
shop may be nontransparent and complex. 

In this thesis, we will focus on job shop systems that have the following characteristics: 
on each product, at most one process step can be performed at a time; 

• for each product, a fixed sequence of process steps is prescribed; 
each process step requires processing during an uninterrupted time period on a given 

machine; 
each machine can perform at most one process step at a time. 

2.1 PRODUCTION PLANNING, SCHEDULING AND OTHER PROCESSES 

As mentioned above, the production control of a job shop system can be complex. A de
composition of the control tasks among various control levels may result in less complex 
subprocesses. 

One often distinguishes between two control tasks: production planning and produc
tion scheduling. These tasks are performed by the production planning process and the 
production scheduling process, respectively. 

The production planning process determines what products will be produced and in 
what amounts, what production steps will be necessary to produce them, what machines 
will be made available to perform these steps, and when the products will be released for 
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production. The planning process results in the formulation of jobs, where a job is the 

specification of the manufacturing of some product. Each job specifies a release date, at 

which the production may be started, a set of operations, where an operation is the speci

fication of the performance of some production step by some machine on some material, 

and a set of precedence relations between the operations, specifying the fixed sequence in 

which the operations have to be performed. 

The production scheduling process determines for each operation of each job when 

and by which machine it will be processed. This process results in the formulation of ma
chine allocations and start times. 

Besides the production planning and scheduling processes, other control processes can be 

distinguished, such as the shop control process and the machine control process. The 

shop control process transforms the job information, machine allocations, and start times 

into processing commands for the individual machine control processes. A machine con

trol process interprets these processing commands and controls the actions of a machine 

such that the desired process step is successfully performed. 

Besides the various production control processes various production monitoring pro
cesses can usually be distinguished, such as the machine monitoring process, the shop 
monitoring process, and the production monitoring process. These monitoring processes 

monitor the progress of the production processes and supply information for the deci
sions of the various control processes. 

Each of the control processes can be implemented in a manual or automated fashion. In 

the latter case, the process is performed by an automated control system. Hence, the pro

duction control process can be implemented completely manually, some tasks can be 

automated, or the complete process can be automated. The same holds for the production 

monitoring process. 

In this thesis, we will focus on the production scheduling process of job shop systems. 

2.2 THE JOB SHOP PRODUCTION SCHEDULING PROCESS 

The job shop production scheduling process receives jobs from the production planning 

process. It is the task of the scheduling process to determine for each operation when it 
will be performed and on what machine, i.e. to determine the machine allocations and 

start times of all operations. While making decisions, the scheduling process has to take 

some constraints into account. An important constraint stipulates that the machines in the 
shop have a limited capacity or, to be more precise, a machine can perform at most one 

operation at a time. Since the processing of an operation takes a certain uninterrupted pe

riod of time, which is called the processing time, this constraint may create a competition 

among operations that want to be performed by the same machine on the same moment. 

Furthermore, the scheduling process has to take the prescribed operation sequence of 
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the jobs into account, has to reckon with the constraint that from each job at most one of 
its operations can be performed at a time, and it has also to observe the moment the mo
ment at which the jobs are released for production. 

Because of these constraints, advanced scheduling decisions are necessary to deter
mine feasible machine allocations and start times, subject to the conflicting constraints. 

Another reason to make the scheduling decisions consciously is that they can strongly in
fluence the logistical performance, or shortly performance, of the production process. 
Although this might hold for other systems too, especially in the job shop system, where 
on the short term the supply of machine capacity is often not in balance with the varying 
demand for capacity, a good production scheduling process may be a matter of major 
concern. 

The common objective of a production scheduling process can then be described as: 'find 
machine allocations and start times that are feasible, i.e. respect the conflicting con
straints, and that lead to a good performance of the production process'. 

To make that objective concrete, the performance is usually measured in some quan
tifiable feature of the production process, which is called a performance measure. 
Examples of performance measures are the product flow time, i.e., the time the product 
spends in the production process, and the product throughput, i.e., the amount of prod
ucts that leave the process per hour. 

At the same time, one should remember that for a production process it is important to 
achieve a consistently good performance over the foreseeable future as jobs continuously 
finish processing and leave the shop and new jobs arrive. Usually, one is not interested in 
good values for the performance measure within a fixed horizon but in good mean values 
over a rolling horizon. 

A conclusion from the above is that production scheduling is necessary to ensure feasi
bility and useful to improve the system's performance. Unfortunately, production sched
uling is also difficult. The scheduling process has to make many decisions, and for each 
decision a choice may have to be made from various alternatives. Moreover, strong de
pendencies may exists between the choice on one moment and the alternatives at another 
moment. Therefore, it usually is impossible to weigh the consequences of all alternatives 
and thus to determine the alternative that leads to the best performance on the long term. 

Often the choice for a good alternative is even harder because the determination of the 
consequences of the alternatives is based on a predicted behavior of the production pro
cess, which actually may work out different in practice. In other words, the job shop sys
tem has a dynamic and stochastic character. For example, it is not exactly known before

hand when a new job arrives at the scheduling process, which job arrives next, when it 
will be released for production, how long the performance of an operation will take, if 
and when a machine will break down, and how long the repair will take. 

7 
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2.3 PRACTICE: THE SCHEDULER AND THE DISPATCHER 

In practice, production scheduling in a job shop system is still often performed manually 
by a scheduler or a dispatcher. 

A scheduler visualizes and analyzes possible alternatives with the aid of a planning 
board, and thus constructs a plan for the production in the nearby future. Based on his ex
perience, the scheduler predicts the behavior of the production process, such as the pro
cessing times. He uses this predicted behavior to determine his choices, which he stores 
in the production plan. According to that plan, the future production is activated. 

During production, however, unexpected events may occur. These events, which have 
not been accounted for in the production plan, may restrict the feasibility or quality of the 
plan. For example, a machine breakdown can cause the performance of an operation to 
take longer than predicted, or the arrival of a new job may imply that new operations 
have to be inserted into the plan. 

When an event occurs, the scheduler will usually decide to adjust the production plan, 
but sometimes he will construct a new production plan that will replace the current plan. 
If new jobs arrive in groups at the beginning of a new period, as production planning 
processes often do, then the scheduler may decide to construct a completely new plan at 
such an arrival time; inbetween two of those arrival times, the scheduler will adjust the 
plan when necessary unless a major event disturbs the plan such that it is preferable to 
construct a new one. 

A dispatcher, in contrast to a scheduler, determines his choices only when they are need
ed and in the order they are needed. That is, at the moment a machine completes an oper
ation, the dispatcher determines which operation will be started next on this machine and 
decides whether the next operation of the same job will be started next on some appro
priate machine. The advantage of this dispatching strategy over the scheduling strategy is 
that up-to-date information is available to base the choices on. 

The dispatching task can be performed for each machine separately, e.g. by the opera
tor of the machine, or for a group of machines, e.g. by a centralized dispatcher. In the lat
ter case, choices can be based on a weighing of the predicted consequences of the alter
natives, comparable to the analysis of the scheduler. In the former case, a lack of infor
mation on the status of the other machines usually prohibits such analysis. 

In both cases it is important that the decision making does not take too much time, 
since this may lead to machines running idle unnecessarily and undesirably: decision 
making is subject to time pressure. Therefore, choices are often based on some priority 
(dispatching) rule. Such a rule determines a priority for each available operation on the 
basis of some characteristics of the operation and the status of the production process. 
The operation with the highest priority will be performed next. An example of a priority 
rule is the SEPT rule, which gives the highest priority to the operation with the shortest 
expected processing time. A good priority rule is easy, can be applied quickly, and leads 
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to a good decision. 
Moreover, a centralized dispatcher has- in contrast to a local dispatcher- the opportu

nity to decide that a machine should run idle even if there is an operation that can be star
ted immediately on this machine. This is usually done when in the nearby future another 
operation will become available for this machine and there is a reason to wait for that op
eration. In some situations, such idle time improves the system's performance. A local 
dispatcher, however, chooses an operation from the queue of available operations for his 
machine, because he generally has no information about operations arriving in the queue 
in the nearby future. 

2.4 WHERE WE ARE AND WHERE WE WANT TO BE 

Although the scheduler and dispatcher usually perform their tasks properly, it is good to 
strive for improvements. These improvements might be found in applying computers to 
support the scheduler or dispatcher. Examples are a database system that stores and sup
plies information about the production process, jobs, and operations, a real time monitor
ing system that monitors the progress of the production processes and supplies informa
tion on the progress, interactive planning boards, and a decision support system that can 
construct and evaluate various alternative production plans quickly or that even can pro
pose improvements for a given plan. Ultimately, a computer can be applied to build an 
automated production scheduling system that makes decisions and where the human be
ing is no more than a supervisor. 

The constantly increasing power of computers makes their application in the world of 
production scheduling more and more interesting. At the same time computer power is 
no panacea since the tasks of the scheduler and dispatcher are complex and cannot be 
performed simply by a computer in a brute force way. Therefore, research is performed 
in the area of production scheduling. That research will be the subject of the next chapter. 

9 



CHAPTER3 

JoB SHOP SCHEDULING THEORY 

In order to gain an understanding of the scheduling process and to support the scheduler 
or dispatcher more effectively, production scheduling has been researched extensively. 
This research has resulted in the theory ofsequencing and scheduling. This theory consi
ders mathematical models and possible solution methods. For an extensive introduction 
into scheduling theory, we refer to Conway, Maxwell and Miller [1967], Baker [1974], 
Coffman [1976], French [1982], and Pinedo [1995]. 

In the scheduling literature, most attention has been given to deterministic machine 
scheduling problems. An excellent survey of the research of these problems has been 
given by Lawler, Lenstra, Rinnooy Kan and Shmoys [1993 ]. 

Job shop scheduling theory is a part of scheduling theory and has the objective to inves
tigate production scheduling in job shop systems. Job shop scheduling theory mainly fo
cuses on the job shop scheduling problem, which is a representative for many situations 
that may occur in a job shop system. It is a deterministic machine scheduling problem. 

3.1 THE JOB SHOP SCHEDULING PROBLEM 

The job shop scheduling problem (JSSP) can informally be described as follows. "Given 
are a set of machines and a set of jobs. Each job consists of a number of operations that 
have to be performed in a prescribed sequence. Each operation requires processing dur
ing an uninterrupted time period of a given length on a given machine. Each machine is 
available to process operations from time zero onwards (the availability constraints). A 
schedule is an assignment of a start time to each operation. A schedule is feasible if each 
machine performs at most one operation at a time (the machine capacity constraints) and 
if the processing sequence of each job is respected (the precedence relations). The pur
pose is to find a feasible schedule of minimum length, that is, a schedule for which the 
last operation is completed as soon as possible." 

11 
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Formally, the JSSP can be formulated as follows. Given are a set :M of machines, a set J 
of jobs, and a set 0 of operations. For every operation v e 0 there is a unique machine 

M(v) e :M on which it requires processing during an uninterrupted period of length 

p{v) e IN (i.e., the processing time) and there is a unique job J(v) e J such that v e J(v). 

On 0 a binary relation .91 is defined, which represents the precedence relations between 

the operations: if ( v, w) e .91, then J(v) = J(w) and v has to be performed before w. A is 

such that all operations v e 0 with the same value J(v) are totally ordered, representing 

the processing sequence of that job. 
A schedule is a function S : 0-+ IN u { 0} that for each operation v e 0 defines a start 

time S( v). A schedule is feasible if 

V've 0: S(v);;:: 0, 

'it v, wE 0, (v, w) E A: S(v) + p(v) :5': S(w), 

'it v, we 0, v=# w, M(v) M(w): S(v) + p(v) :5': S(w) v S(w) + p(w) :5': S(v). 

Given a schedule S, the completion time C( v) of an operation v is 

C(v) = S(v) + p(v). 

The length Crnax of a schedule S is 

Crnax = max C( v) 
veO 

The objective is to find a feasible schedule of minimum length Crnax· 

{3.la) 

(3.lb) 

(3.1c) 

(3.2) 

(3.3) 

Note that (3.1a) represents the availability constraints, (3.lb) represents the precedence 

relations, and (3.lc) represents the machine capacity constraints. 

3.1.1 CLASSIFICATION 

The JSSP can be classified as a non-preemptive static and deterministic machine sched

uling problem. 

The JSSP is a machine scheduling problem because it is assumed that the machines 

are the only resources with a constrained capacity, which can process at most one job at 

the same moment, and that each job can be processed by at most one machine at the 

same moment. A problem where one machine can process several jobs at the same mo

ment, or where one job can be processed by several machines at the same moment, is 

classified as a (resource-constrained) project scheduling problem. For more information 
on the literature about these problems see the survey by Lawler, Lenstra, Rinnooy Kan 

and Shmoys [1993 ]. 

The JSSP is a static scheduling problem because it is assumed that the sets of ma

chines, jobs, and operations will not change over time. A problem where new jobs may 
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arrive over time, jobs or operations can be cancelled, or machines can become (tempora
rily) unavailable, are classified as a dynamic scheduling problem. We will return to these 
problems further on in this chapter. 

Furthermore, the JSSP is a deterministic scheduling problem because it is assumed 
that all problem information is exactly known and unchangeable. In practice, this as
sumption is often unjustified. The duration of an operation can, for instance, be subject to 
stochastic fluctuations and a machine may break down on an unexpected moment. A 
problem that takes such events into account is classified as a stochastic scheduling prob

lem. Further on in this chapter, we will return to these stochastic job shop scheduling 
problems. 

Finally, the JSSP is a non-preemptive scheduling problem because it is assumed that 
the performance of an operation should be completed without interruption. A problem 
where it is allowed that the performance of an operation is interrupted and resumed or 
repeated at another time or on another machine, is classified as a preemptive scheduling 
problem. Generally, preemption makes a problem easier. For more information on these 
problems see for instance Coffman [1976] and Lawler, Lenstra, Rinnooy Kan and 

Shmoys [1993]. 

3.1.2 AN INSTANCE 

The JSSP is, in a formal sense, the class of all of its instances. An instance of the JSSP is 
a specification of the parameter values. Those values prescribe which machines are avail
able, which jobs have to be performed, which operations are required, which precedence 
relation exist among the operations, and how long the performance of the operations will 

take. 
JSSPI is an example of a JSSP instance. The set !M = (mJ, m2, m3) of machines of 

JSSPl has three elements and the set J = (h ,j2,j3) of jobs has also three elements. Job jl 

=(OJ, 02, 03), job h:;:;: (04, os. 06). and job h = (07, og, 09) each contain three operations 
that have to be performed in the prescribed order. Thus, the set 0 of process operations 

has nine elements. Each operation will be performed by one of the three machines. Table 
3.1 states the required machine M(v) and processing time p(v) of each operation v E 0. 

An optimal schedule for JSSPI is given in Table 3.2. We call this schedule JSSP1-Sl. 

Table 3.1 Data of instance JSSPl 

v M(v) p(v) v M(v) p(v) v M(v) p(v) 

Ot mt 2 04 m3 7 07 ffi2 4 

02 ffi2 8 os m2 3 Og m1 7 

03 m3 4 06 ml 3 09 m3 3 
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v 

0 

4 

14 

Table 3.2 JSSPl-S 1 : an optimal schedule for JSSPI 

v 

0 

12 

15 

v 

0 

4 

11 

A schedule can be visualized by a Gantt chart [Gantt, 1919]. In such a chart, the ma
chines are depicted on the vertical axis, and the time on the horizontal axis. For each ma
chine, the operations that it performs are depicted by a bar on the time axis. Usually, col
ors are used to distinguish between operations of different jobs. The Gantt chart in Figure 
3.1 visualizes schedule JSSPl-Sl. 

mt 
t;;;~~=========:;;;;;;;;;;;;;;;;;;;;;; 

0 2 4 6 10 12 14 16 18 20 llme -

Figure 3.1 A Gantt chart depicting JSSPl-S 1 

3.1.3 QUALITY MEASURES 

Given a schedule S, various characteristic values of S can be determined, which are 
called the quality measures. These measures can be used to represent the absolute quality 
of the schedule, or to compare the quality of different schedules. 

Before we can discuss such quality measures, we need some definitions and notation. 
For every job, we define the completion time and the waiting time. The completion time 

C{J) is the moment job j is completed and thus is equal to the completion time C( v) of the 
last operation, say v, of job j. The waiting time W(j) is the total time that job j has to wait 
for one of its operations to be performed: W(j) = C(])- P(J), where P(j) is the work con

tent of job j, i.e., the total duration of all of its operations. 
If for each job j a due date d(j) is given, i.e., the time we wish job j to be completed, 

then the lateness and tardiness of a job can be defined. The lateness L(J) is the time job j 
is completed early or late in relation to its due date: L(j) = C(J) - d(j). The tardiness T{j) 

is the time job j is completed late in relation to its due date: TIJ) = max { L(j), 0}; if a job 
is late, it is also called tardy. 

For every machine, we will define the workload, idle time and utilization. The work 

load P(m) is the total duration of all operations machine m has to perform. For the JSSP, 
the workload is independent of the schedule, since the machine allocations are prede
termined. The idle time l(m) is the time machine m is idle, i.e., does not perform an op
eration: l(m) = Cmax P(m). The utilization U(m) is the fraction of time machine m is 
busy: U(m) = P(m) I Cmax· 
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A variant of the JSSP is the problem where for each job j a release date r(J) (r(j) ~ 0) is 

given. The job release date constraint then applies; no operation of any job can be per
formed before the job's release date. Then, for each job j, the flow time F(j) is defined as 
F(j) = C(j)- r(j). For a JSSP instance where the release date of each job is zero ( r(j) = 0), 
the flow times equal the completion times. 

Now, quality measures can be based on the values for one or several individual jobs or 
machines, but also on the minimum, maximum, or mean of these values. Furthermore, if 
a weight is given for each job or machine, weighted values can be used. 

We wil1 distinguish between quality measures related to the jobs and to the machines. 
Some important job related quality measures are the maximum and mean completion 
time and flow time, denoted by Cmax. C, F max. and , respectively. Note that the maxi
mum completion time equals the schedule length; it is also called the makespan. Other 
job related quality measures are the maximum and mean lateness and tardiness, denoted 
by Lmax. T max• and f, respectively, the number of tardy jobs, denoted by nr, and the 
mean weighted tardiness, denoted by T w: 

f w = L w(j) T(J). 
jeJ 

The maximum and mean idle time and utilisation, denoted by lmax. T, Umin• and fJ, 
respectively, are examples of machine related quality measures. 

There exists a special group of quality measures, the regular quality measures. A quality 
measure is regular if its value is a non-decreasing function of each of the completion 
times of the jobs, i.e., if the value does not decrease when one of the job completion 

times increases. Thus, C, Cmax. F, F max.[, Lmax. f, T max• nr, and their weighted 
versions are all regular quality measures. For regular quality measures special properties 
apply, which we will discuss further on. 

For more information about these and other quality measures, see for instance Baker 
[1974] and French [1982], who call these measures performance measures. We call them 
quality measures to distinguish them from the performance measures, as mentioned in 
Chapter 2. In this thesis, a quality measure is used to express the quality of a schedule, 
and thus to express the expected performance of the production system over a restricted 
period during which a given set of jobs is processed. A performance measure is used to 
express the actual performance of the production process over a longer period, during 
which jobs leave the system and new jobs arrive. 

3.1.4 OPTIMALITY CRITERION 

The quality measures can be used to define the optimality criterion, which states the ob
jective of a given problem instance. 

For all instances of the JSSP, the objective is to find a feasible schedule of minimum 
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length ( Cmax). The JSSP can thus be classified as a single-criterion scheduling problem. 

Two optimality criteria are equivalent if each schedule that is optimal according to one 
criterion is also optimal according to the other criterion, and vice versa. Thus, C, F, and 
L are all equivalent. 

In the job shop scheduling literature, the Cmax criterion has received most attention. In 
the following we will present some concepts deveioped for the JSSP. However, these 
concepts can often also be applied for problems with a different optimality criterion. One 
such concept is the disjunctive graph. 

3.1.5 THE DISJUNCTIVE GRAPH 

The disjunctive graph (j = (0, .5l, 'E) [Roy and Sussmann, 1964] can be used to represent 
a JSSP instance. The vertices in 0 represent the operations. The set .5l contains a 
(directed) arc for every two consecutive operations that belong to the same job. Such an 
arc is denoted by (v, w) and v ~ w. These arcs represent the prescribed precedence 
relations between the operations of the same job; if (v, w) E .5l, then J(v) = J(w) and v has 
to be performed before w. The set 'E contains an (undirected) edge for every two opera
tions that require the same machine. Such an edge is denoted by { v, w}. These edges rep
resent the machine capacity constraints; if { v, w} E '£, then the executions of v and ware 

not allowed to overlap: v has to precede w, or vice versa. 
For each 'E' !:: 'E, an orientation on '£' is a function Q : 'E' -+ 0 x 0 such that 

Q({ v, w}) e {(v, w), (w, v)} for each { v, w} e '£'.A partial orientation is an orientation 

on 'E' c 'E, and a complete orientation is one on 'E. An orientation thus prescribes a set 

of directed edges. A directed edge Q({v, w}) = (v, w), which is also denoted by·v-+ w, 
prescribes that v has to precede w. An orientation Q on 'E' is feasible if the directed 

graph ( 0, .5l u Q('E')) is acyclic. 

A feasible complete orientation represents for each machine its machine sequence, 

i.e., the sequence in which it performs its operations. Table 3.3 shows the machine se
quences which are represented by schedule JSSPl-S l. 

Table 3.3 The machine sequences of JSSPl-Sl 

machine machine 

m, (o,,og,o6) 

m2 (07, 02, os) 

m3 (04, 09, 03) 
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There exists a unique relation between each feasible schedule S and a feasible complete 
orientation, which is denoted by !ls. This relation is however not reversible; one feasible 
complete orientation Q represents an infinite number of feasible schedules. Among these, 
there exists one special schedule, the left-justified schedule. A schedule Sis left-justified 
if no operation can be started earlier without changing the machine sequence of any ma

chine. 
For such a schedule the relation is reversible: there is a unique relation between each 

feasible complete orientation Q and a feasible left-justified schedule, denoted by Sn. This 
schedule represents the infinitely large group of feasible schedules that can be con

structed from n. 
From a feasible complete orientation Q, it is straightforward to construct the associ

ated feasible left-justified schedule: for all v E 0, the start time Sn(v) is equal to the 
length of a longest path in the directed graph (0, .91. u Q('E')) up to v. The length of the 

schedule Sn is equal to the length of a longest path in the directed graph. Such a longest 
path is also called a critical path of the schedule. 

For more information about graph theory, we refer to one of the many books on this 
subject, such as Wilson [1990]. 

A disjunctive graph can be visualized by means of circles that represent the vertices, ar
rows that represent the arcs, and lines that represent the (undirected) edges. The directed 
graph can also be visualized like this. The directed edges are then also represented by ar

rows. 
Figure 3.2 shows the disjunctive graph that is associated with instance JSSPI. Figure 

3.3 shows the directed graph that is associated with schedule JSSPl-Sl. Note that this di
rected graph has two longest paths, (07, os, 09, 03) and (07, 02, 05, 06), with a length of 18. 

Figure 3.2 The disjunctive graph for JSSP1 
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Figure 3.3 The directed graph for JSSPl-Sl 

NOTIONS 

Before we will discuss algorithms for solving JSSP instances, some useful notions will 
be introduced. 

Given is a disjunctive graph (j =(0, ~.'£).If (v, w) e ~.then vis the immediate job 

predecessor of w, denoted by ijp(w), and w is the immediate job successor of v, denoted 
by ijs( v ). If operation v has no immediate job predecessor or successor, this is denoted by 
ijp(v) = 0 and ijs(v) = 0, respectively. Furthermore, the set of all job predecessors of vis 
denoted by JP(v), and the set of all job successors of v by JS(v). 

SupposeS is a feasible schedule and Os is its corresponding feasible complete orien
tation. If v ~ w, then v is a machine predecessor of w and w is a machine successor of v 
in the orientation Os. Moreover, if v ~wand %1 x e 0: v ~xI\ X~ w, then vis the im-

mediate machine predecessor of w in the orientation ns. denoted by impg(w), and w is 
the immediate machine successor of v in the orientation ns, denoted by imsg(v). If an 
operation v has no immediate machine predecessor or successor, this is denoted by 
impg(v) = 0 and imso.(v} = 0, respectively. Furthermore, the set of all machine predeces

sors of v in the orientation n is denoted by MPo.(v), and the set of all machine successors 

of v in the orientation n is denoted by MSo.(v). 

In addition, JMPo.(v) denotes the set of all predecessors of v inn, and JMSo.(v) de
notes the set of all successors of v in n. 

Finally, if v, we 0 1\ S(v) + p(v) = S(w), then v and ware said to be adjacent in the 

scheduleS. 

Note that each operation v can have at most one immediate job predecessor, one imme
diate job successor, one immediate machine predecessor, and one immediate machine 
successor. 
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3.1.6 PROBLEM REDUCTION 

The JSSP is an optimization problem; the objective is to find an optimal element from the 
set of feasible solutions, i.e., the solution space. For each JSSP instance, this space con
tains an infinite number of elements, among which one of more optimal elements reside. 
The search for such an optimal element can be easier when the set of solutions that can 
be visited by the search method is smaller. 

The former idea is used quite generally. In case of the JSSP, the problem is often re
duced by restricting the solution space to the set of left-justified schedules, which has a 
finite size. The problem than is to find an optimal left-justified schedule. 

In terms of the disjunctive graph, the problem can then be reformulated as that of 
finding a feasible complete orientation with a minimum length of a longest path in the 
corresponding directed graph. When such an orientation is found, the unique optimal 
left-justified schedule can be easily constructed from it. The JSSP is thus reduced to a 
sequencing problem. 

A further reduction of the problem can be obtained by restricting the solution space to the 
set of active schedules. A schedule S is called active if no operation can be started earlier 
without delaying the start of another operation. 

Each active schedule is by definition also left-justified. However, not each left-justi
fied schedule is also active. The set of active schedules, therefore, contains no more ele
ments than the set of left-justified schedules. Thus, it sounds reasonable to use this fur
ther problem reduction. Given a feasible complete orientation Q, it is not immediately 
clear, however, whether the corresponding left-justified schedule Sn is active; that de
pends on the processing times. Hence, this reduction is used less often. 

There exists another possible problem reduction, namely to restrict the solution space to 
the set of non-delay schedules. A schedule S is called non-delay if no machine is idle 
while there is an operation available for it. That set contains no more elements than the 
set of active schedules, and it may contain fewer elements. 

In case of a regular optimality criterion, it can be proved that the set of active sched
ules, and thus also the set of left-justified schedules, contains an optimal element. A 
drawback of the set of non-delay schedules is that this no longer holds, i.e., it is not guar-. 
an teed that it contains an optimal element. 

Therefore, this reduction is only interesting when we are satisfied with finding a good 
solution. 

3.1.7 COMPLEXITY 

For some scheduling problems, algorithms are known that are capable of finding an op
timal schedule for an instance of thousand jobs, while for other problems, the best known 
algorithms have difficulties finding such solution for an instance of ten jobs. The latter 
problem is said to be more complex than the former. 
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Complexity theory studies the complexity of problems and takes an important position 
in scheduling theory. According to the complexity theory, the JSSP is an NP-hard prob
lem. For an NP-hard problem, in the worst case, one has to enumerate the solution space 

completely in order to obtain a guarantee that the best solution found is optimal. 
Since the number of active schedules for a JSSP instance grows exponentially with the 

size of the instance, the time needed to enumerate the solution space completely also 
grows exponentially with that size. Therefore, for a. large JSSP instance, it may be im
possible to find an optimal solution in reasonable time. 

Thus, there is no algorithm known that is able to solve each JSSP instance in reason
able time. Furthermore, the complexity theory states that it is very unlikely that such an 
algorithm will ever be found. 

For more information on the complexity of the JSSP and other scheduling problems, 
we refer to Garey and Johnson [1979] and Lawler, Lenstra, Rinnooy Kan and Shmoys 
[1993 ]. 

3.2 ALGORITHMS 

Today, many different scheduling algorithms are known. We will make two different 
categorizations. 

First, we will distinguish between optimization algorithms and approximation algo

rithms. An optimization algorithm is an algorithm that, for a given problem instance, 
definitely finds an optimal solution, if one exists. An approximation algorithm finds a 

solution, if one exists; the solution found may be optimal, but that is not guaranteed. 
Second, we will distinguish between constructive, enumerative, and iterative algo

rithms. A constructive algorithm is an algorithm that applies a simple set of rules which 
exactly determine how, i.e., with what steps and subsolutions, an appropriate solution is 

created in polynomial time. An enumerative algorithm applies an enumeration scheme 
that prescribes how all solutions can be generated explicitly or implicitly. The algorithm 
then starts generating these solutions in its search for an appropriate solution. For an NP
hard problem, we know that, in the worst case, an enumerative algorithm requires expo
nential time. Finally, an iterative algorithm searches for an appropriate solution by re

peatedly altering a given solution. Such an algorithm may also require exponential time. 
In following sections we will discuss various algorithms applicable to the JSSP. 

3.2.1 OPTIMIZATION ALGORITHMS 

Unfortunately, for the JSSP, no constructive optimization algorithm is known, i.e., there 
is no such algorithm known that is capable of finding an optimal solution for each in
stance of the JSSP in reasonable time, and probably such an algorithm will never be 
found. Only enumerative optimization algorithms exist for the JSSP. 
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An often used enumeration scheme for generating all active schedules for a JSSP in
stance is the scheme developed by Giffler and Thompson [1960]. This scheme generates 
all active schedules by constructing them from front to back. At each stage a machine on 
which the earliest possible completion time of any unscheduled operation is achieved is 
determined. All unscheduled operations that can start earlier than that time on that ma
chine are selected in turn, i.e., the operation is scheduled and the construction is contin
ued. This way, each active schedule is generated exactly once. 

French [1982] describes a similar scheme for generating all non-delay schedules. 
However, since that set does not definitely contain an optimal solution, this scheme can
not be applied in an enumerative optimization algorithm. 

In the Giffler and Thompson scheme, a single operation is selected at each stage, 
which often means that several edges of the disjunctive graph have to be directed. Recent 
enumeration schemes select one of more edges at each stage. earlier and Pinson [1989; 
1990] and Applegate and Cook [1991] use schemes where at each stage a single edge is 
directed in either of two ways. Brucker, Jurisch and Sievers [1994] select several edges at 
each stage. 

These enumeration schemes can be visualized by a branching tree. In this tree, each 
node represents a partial orientation (and a stage in the scheme). From such a node, for 
each possible selection at that stage, a branch leads to a new node. Each final node repre
sents a complete orientation. 

With these enumeration schemes, various enumerative optimization algorithms can be 
constructed. The simplest algorithms generate all schedules explicitly and pick an opti
mal one from it. However, as mentioned before, generating all schedules is impractical. 
Therefore, most often elimination procedures are applied to eliminate parts of the branch
ing tree, e.g. because it is clear that those parts will not lead to an improvement of the 
best solution found so far. This is called implicit enumeration. 

The most often applied types of implicit enumerative optimization algorithms are the 
branch and bound algorithms. These algorithms use a lower bound and an upper bound 
in their elimination procedure: a lower bound of a given node is an underestimate of the 
quality of the best complete solution that can be constructed from this partial solution, an 
upper bound usually is the quality of the best solution found so far. When the lower 
bound of a given node is not smaller than the current upper bound, that node need not be 
explored further and can be eliminated. 

Currently, there exist many different branch and bound algorithms. They differ in the 
applied enumeration scheme, the elimination rules, and the branching strategy. For more 
information about the literature on branch and bound algorithms we refer to Vaessens, 
Aarts and Lenstra [1996]. 

The efficiency of branch and bound algorithms strongly depends on the methods for de
termining lower and upper bounds. Research has made it possible that today 15 x 15 in
stances of the JSSP (instances with 15 machines and 15 jobs, where each job has to be 
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performed on each machine once) can be solved, while in 1985 it was still impossible to 
solve the celebrated 10 x 10 instance of Fisher and Thompson [1963]. 

However, the search for better lower bounds for the JSSP has not yet led to a bound 
that makes it possible to eliminate sufficiently large parts of the branching tree. There
fore, branch and bound algorithms can only be applied successfully to relatively small 
JSSP instances. 

3.2.2 APPROXIMATION ALGORITHMS 

For larger JSSP instances, among which most practical problems, only approximation al
gorithms can be applied successfully. Such an algorithm is able to find a more or less 
good, or even optimal, schedule within reasonable time. With these algorithms, there of
ten exists a relation between the computing time one is willing to spend and the quality 
of the solution obtained. 

Currently, many different approximation algorithms for the JSSP exist. Among them are 
constructive, enumerative, and iterative algorithms. 

Examples of enumerative approximation algorithms are an explicit enumeration algo
rithm that applies the enumeration scheme for non-delay schedules and a branch and 
bound algorithm that applies a stronger elimination procedure, i.e., that eliminates parts 
of the branching tree for which it is not clear that no improving solution exists. Such al
gorithms are rarely applied because they still require too much computing time for large 
problem instances. Other examples are the algorithms which model the JSSP as a con
straint satisfaction problem and try to find a feasible schedule. Hence, the quality mea
sure is a function of the feasibility. Especially in situations where the conflicting con
straints make it difficult to find a feasible schedule, and where other characteristic values 
of the schedule are of less importance, these algorithms can be useful. For more informa
tion see Nuijten [1994 ]. 

Constructive approximation algorithms usually require less time than enumerative ap
proximation algorithms; the priority dispatching, random sampling, and probabilistic 
dispatching algorithms are some examples. An example of an iterative approximation al
gorithm is a local search algorithm. 

In this thesis, we will further discuss priority dispatching algorithms and some local 
search algorithms. For the random sampling and probabilistic dispatching algorithm, we 
refer to Baker [1974] and French [1982]. 

PRIORITY DISPATCHING 

A basic constructive approximation algorithm is based on the Giffler and Thompson 
enumeration scheme for generating all active schedules or on the French scheme for gen
erating all non-delay schedules. Such an algorithm selects a single operation at each stage 
of the scheme and continues the generation only for that operation. This way, the 

branching tree is no more than a single path, i.e., from each node a single branch leaves, 
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and a single feasible schedule is constructed. 

Since the order in which the decisions concerning a given machine are taken is the 
same as the order in which they will be executed in the shop, these algorithms belong to 
the class of dispatching procedures [Baker, 1974 ]. 

A priority dispatching algorithm is a constructive approximation algorithm. At each 
stage of the applied scheme, it selects an operation according to some priority rule, like 
the in Chapter 2 mentioned SEPT rule. Such an algorithm is traditionally used very often 
for finding a schedule for a larger JSSP instance, especially when a schedule needs to be 
found quickly. 

Many different priority rules exist. Conway, Maxwell and Miller [1976], Day and 
Hottenstein [1970], Panwalker and lskander [1977], and Haupt [1989] published large 
lists of rules and evaluated their performance empirically. A conclusion from these eval
uations is that there is no priority rule known that outperforms the other rules on each 
JSSP instance, and that it is difficult to predict which rule is best for a given instance. 

A further conclusion from these evaluations is that the best results were obtained 
when the solution space was restricted to the set of non-delay schedules, although that set 
is not guaranteed to contain an optimal solution. 

LOCAL SEARCH 

An important group of iterative approximation algorithms is formed by the local search 
algorithms. We will first discuss general problem solving by local search and then job 
shop scheduling by local search. 

PROBLEM SOLVING BY LOCAL SEARCH 

A local search algorithm starts from a given initial solution, and then iteratively gener
ates new solutions, each of which is obtained by modifying some parts of the previous 

solution. This way, a sequence of solutions is obtained. A neighborhood function speci
fies which modifications or moves are allowed. This function implicitly assigns to each 
solution a set of neighboring solutions or neighbors that can be reached from this solu
tion. A search strategy specifies for each iteration which neighbor is selected from the 
neighborhood of the current solution as the next solution in the sequence. Usually the 
search strategy is based on a cost function, which determines or predicts the quality of 
the neighbors, and the strategy prefers solutions of good quality over solutions of lower 
quality. In this way many solutions are obtained and the best of these often have a rela
tively good quality. 

For a formal description, we need some notions. First, we define the set :T as the set of 
all feasible solutions. Two functions will be defined on :f. The cost function is a function 
c : :T -t IR, which usually is related to the function that needs to be optimized. The 
neighborhood function is a function 91[: :T -t 21', which defines a neighborhood 
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IJt{jj) ~ :F for each solution f e :F. Each solution in IJ{Jj) is called a neighbor of f. 
Roughly speaking, an execution of a local search algorithm defines a walk in :F such that 
each visited solution is a neighbor of the previous solution. 

A solution/ E :Fis called a local minimum with respect to the neighborhood function 
!?{and the cost function c if c(j):::; c(g) for all g E IJt{jj). Furthermore, to distinguish be

tween local minima and optimal solutions, we call the latter ones global minima. 

The basic algorithm, iterative improvement, starts from a given initial feasible solution 
and searches its neighborhood for a solution of better quality. If such a solution is found, 
it is selected as the start solution for the next iteration; otherwise, a local minimum is 
obtained and the execution halts. 

The quality of the local minimum obtained depends a.o. on the initial solution, the 
cost function, the neighborhood function, and the search strategy. 

For iterative improvement, various search strategies can be applied, e.g., select the 
first neighbor of better quality (jirst improvement), select the element of best quality from 
the neighborhood (best improvement), or select the element of best quality from a subset 
of the neighborhood. 

Three important aspects of local search algorithms are: (1) effectivity, i.e., how good are 
the obtained local minima and how do they relate to a global minimum?; (2) dependency, 

i.e., how does the quality of the obtained solution depend on the quality of the initial so
lution?; and (3) efficiency, i.e., how fast can a local minimum be found? 

A disadvantage of the iterative improvement algorithm is that the search process halts 
as soon as a local minimum is found. Consequently, the quality of the obtained solution 
is often not very good and strongly depends on the initial solution. Therefore, different 
variants of the basic algorithm have been proposed. The most important variants are 
threshold algorithms, taboo search algorithms, variable-depth search algorithms, and ge
netic algorithms. They mainly vary in the way they try to escape from local minima. 
Genetic algorithms differ more fundamentally. 

Threshold algorithms select the first neighbor for which the quality difference between 
the current solution and that neighbor is below a certain threshold value. Three kinds of 
threshold algorithms are distinguished: iterative improvement, threshold accepting, and 
simulated annealing. 

For iterative improvement the threshold value is zero, and only real improving neigh
bors are selected. For threshold accepting [Dueck and Scheuer, 1990] the threshold val
ues are non-negative and they range from large to zero during the execution of the. algo
rithm. For simulated annealing [Kirkpatrick, Gelatt and Vecchi, 1983; Cerny, 1985] the 
threshold values are positive and stochastic. The probability that a certain neighbor is 
selected becomes smaller as the quality is worse and also during the execution of the al
gorithm. The simulated annealing algorithm guarantees, under certain conditions, that an 
optimal solution will be found [van Laarhoven, Aarts and Lenstra, 1992]; this, however, 
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is of no real practical use. 
Note that, for threshold accepting and simulated annealing algorithms, the last se

lected solution is not definitely the best solution visited. It is therefore necessary to re
member the best solution found so far. 

Taboo search algorithms escape from a local minimum by selecting the best neighbor 
even if its quality is worse than the quality of the current solution. This, however, enables 
the algorithm to cycle, i.e., to visit the same sequence of solutions over and over again, 
which prevents the algorithm to find more improvements. Cycling is prevented by the 
introduction of a list of solutions that have previously been visited and are therefore 
taboo. This list is called the taboo list. Now, when the algorithm is not allowed to select 
an element which is taboo, it is forced to look for other elements than those selected be

fore. 
The taboo list usually has a limited length, to restrict the required memory. That is, 

when a new element is added and the list has reached its maximum length, the oldest el
ement is deleted. Note that then the algorithm is still able to make cycles longer than the 
taboo list length. 

The elements of the taboo list are often implicitly defined in terms of forbidden moves 
from the current solution to a neighbor. This, however, enables that unvisited elements 
may still be taboo. An aspiration criterion may then be used to overrule the taboo status 
of a neighbor. 

Finally, because a taboo search algorithm may not halt at a local minimum, it is neces
sary to define a stop criterion. Moreover, similar to the threshold algorithms, it is neces
sary to remember the best solution found so far. 

For details on taboo search see Glover [1989; 1990], and Glover, Taillard and De 

Werra [1993]. 

Variable-depth search algorithms differ from the former local search algorithms in that 
they apply subruns in which they create a finite sequence of (improving and non-improv
ing) neighbors. During a subrun, cycling is possible. Cycling can be prevented by intro
ducing some sort of taboo list. A subrun is terminated when some stop criterion is met. 
Usually the element of smallest cost is selected from the generated sequence of neighbors 
and becomes the start solution for the next iteration. 

Genetic algorithms [Holland, 1975] imitate the evolution of species and use the 'survival 
of the fittest' theory. A difference with the other variants is that a genetic algorithm ap
plies a hyper-neighborhood function, which creates in each iteration not a single but a 
complete population of (hyper-)neighbors. Traditionally, selection, recombination, and 
mutation play an important role in the hyper-neighborhood function. Usually the selec
tion strategy is such that solutions of better quality have more chance to be represented in 
the next population. 

More information on genetic algorithms can be found in Goldberg [1989). 
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For more information on local search in general see for instance Papadimitriou and 
Steiglitz [1982], Yannakakis [1990], and Aarts and Lenstra [1996]. For the complexity of 
local search see Johnson, Papadimitriou and Yannakakis [1988] and Yannakakis [1996]. 
Vaessens, Aarts and Lenstra [1992] present a local search template in which they fit all 
proposed types of local search algorithms. 

JOB SHOP SCHEDULING BY LOCAL SEARCH 

In job shop scheduling theory, local search has recently received a lot of attention. This 
resulted in many different implementations of local search algorithms for the JSSP. 

Aarts, Van Laarhoven, Lenstra and Ulder [1994], for example, apply iterative im
provement, threshold accepting, simulated annealing, and genetic algorithms on the 
JSSP. Simulated annealing has also been applied by Van Laarhoven, Aarts and Lenstra 
[1992] and by Matsuo, Suh and Sullivan [1988]. Taillard [1994], Barnes and Chambers 
[1995], Dell' Amico and Trubian [1993], and Nowicki and Smutnicki [1993] all apply 
some kind of taboo search to the JSSP. Balas and Vazacopoulos [1994] apply a variant of 
variable-depth search. Nakano and Yamada [1991], Yamada and Nakano [1992], Davis 
[1985], Falkenauer and Bouffouix [1991], Della Croce, Tadei and Volta [1995], and 
Dorndorf and Pesch [1995] apply a genetic algorithm. Moreover, Adams, Balas and 
Zawack [1988], Applegate and Cook [1991], Balas and Vazacopoulos [1994], and Balas, 
Lenstra and Vazacopoulos [1995] apply some shifting bottleneck algorithm. These algo
rithms have not been discussed in this thesis; for more information please refer to the 
aforementioned papers. 

Baker [1974] en French [1982] briefly treat scheduling by local search; they call them 
neighborhood search techniques. More details are given by Anderson, Glass and Potts 
[1996]. 

A local search algorithm consists of the following main ingredients: a solution represen
tation, a cost function, a neighborhood function, and a search strategy. 

Most implementations of local search for the JSSP reduce the problem to a sequencing 
problem; they represent a solution as an orientation of the edges of the disjunctive graph. 
Consequently, only left-justified schedules are represented. Sometimes other representa
tions are used, especially in the context of genetic algorithms. 

The cost function usually is closely related, if not equivalent, to the optimality crite
rion of the problem instance. 

An often used neighborhood function is based on the interchange of two adjacent op
erations that require the same machine and are located on a longest path in the corre
sponding directed graph. In that graph, such an exchange corresponds to the redirection 
of exactly one (directed) edge. Thus, this neighborhood function, which we will call N1, 
is not defined on the schedule S itself but on the corresponding orientation ils. If ils is 
changed into another feasible orientation Q', Srr is the corresponding neighbor of S. 

The neighborhood function N1 has some interesting properties: (1) given a feasible 
orientation, the redirection of an edge on a longest path in the corresponding directed 
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graph results again in a feasible orientation [Balas, 1969]; (2) if redirecting a non-critical 
edge (i.e., an edge which is not located on a longest path) of a feasible orientation Q re
sults in a feasible orientation Q', then Sn· cannot be better than Sn [Matsuo, Sub and Sul
livan, 1988]; and (3) it is connected, i.e., from each initial feasible orientation it is possi
ble to construct a finite sequence of moves leading to an optimal orientation [VanLaar
hoven, Aarts and Lenstra, 1992]. 

Van Laarhoven, Aarts and Lenstra [1992] use this neighborhood function N l· Matsuo, 
Sub and Sullivan [1988] and Nowicki and Smutnicki [1993] use neighborhood functions 
that lead to smaller neighborhoods; these functions discard some moves of N1 because 
they cannot improve the solution. Others, such as Dell' Amico and Trubian [1993], pro
pose neighborhood functions that may reverse more than one edge. For an overview of 
neighborhood functions for the JSSP, we refer to Vaessens, Aarts and Lenstra [1996] and 
Vaessens [1995]. Please note that these neighborhood functions are created for a JSSP 
problem with the makespan optimality criterion. For JSSP problems with another 
optimality criterion, other neighborhood functions may have to be developed. Not much 
work has be done on this so far. 

For the JSSP, many different search strategies have been applied, some of which have 
been listed in the beginning of this section. Some of these search strategies are similar to 
the basic algorithms described in the previous section, others are more sophisticated, e.g. 
taboo search in combination with backtracking. We will not go into details on the applied 
strategies; see Vaessens, Aarts and Lenstra [1996] or the original papers. 

Additional ingredients of local search algorithms are, for instance, the stop criterion, the 
representation of the taboo list elements, and the aspiration criterion. Stop criteria are 
often based on: (a) the closeness of the local minimum obtained to (a lower bound on) 
the optimal solution; (b) the number of moves made since the start; (c) the number of 
moves without an improvement over the best solution found so far; or (d) the time that 
has passed. 

The taboo list usually stores inverted moves: if some neighbor of the current solution, 
obtained by applying move m, is selected, then the inverted move m', which would lead 
back from that neighbor to the current solution, is declared taboo. Since this representa
tion may declare unvisited solutions taboo, an aspiration criterion is often used to over
rule the taboo status of promising neighbors; usually this status is overruled when the 
improvement exceeds a given threshold value. 

For the application of a given local search algorithm to a given problem instance, param
eters have to be set and an initial solution has to be provided. Among those parameters 
may be the threshold values for threshold algorithms, the length of the taboo list and the 
aspiration criterion for taboo search algorithms, and the parameters of the stop criterion. 

As initial solution every feasible orientation can be provided. In practice, however, 
when time is of concern, it may be interesting to provide a fairly good initial feasible ori
entation. 
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For readers unfamiliar with local search Appendix A, which shows an example of the 
application of local search to a JSSP instance, might be helpful. 

The performance of local search algorithms depends on many aspects and parameter set
tings, and can be measured in terms of quality and speed. Unfortunately, very few guide
lines are known regarding the choice of a specific algorithm and the setting of the param
eters; most often, experimental evaluation will be necessary. 

Vaessens, Aarts and Lenstra [1996] (and Vaessens [1995]) presents an excellent 
overview of the published performance of many JSSP algorithms, especially on 13 well
known benchmark JSSP instances that have been posed by Fisher and Thompson [1963] 
and Lawrence [1984]. 

The most important conclusion of Vaessens, Aarts and Lenstra is that, in general, the 
best results on JSSP instances are obtained by taboo search and variable-depth search. 
The variant of variable-depth search as proposed by Balas and Vazacopoulos [1994] out
performs the other algorithms in terms of solution quality. The algorithm of Nowicki and 
Smutnicki [1993 ], which combines taboo search with backtracking, is a close second and 
needs much less computation time. Other good alternatives are the taboo search algo
rithm of Dell' Amico and Trubian [1993], a recent shifting bottleneck algorithm of Balas 
and Vazacopoulos [1994] (not discussed in this thesis), and a simulated annealing algo
rithm of Aarts, Van Laarhoven, Lenstra and Older [1994]; the latter algorithm can yield 
very good solutions, but is only interesting if time is of no concern. Genetic algorithms 
and other variants of the shifting bottleneck algorithm are currently not competitive. 

Another important conclusion of Vaessens, Aarts and Lenstra is that the flexibility of 
local search and its results on the JSSP provide a promising basis for the application of 
local search to more general scheduling problems. 

3.3 RELATED PROBLEMS 

As mentioned, the JSSP is a non-preemptive static and deterministic machine scheduling 
problem and is a representative of a large class of scheduling problems. We already 
mentioned dynamic and stochastic scheduling problems, (resource-constrained) project 
scheduling problem, and non-preemptive scheduling problem. In Section 3.1.1, we gave 
references for more information on the latter two types of problems. 

The definition of the JSSP involves many assumptions. We already mentioned some 
explicit assumptions. Besides these there are also many implicit assumptions, such as: 
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By changing one or more of the (explicit or implicit) constraints, many different related 
scheduling problems can be formulated. Two important related problems are dynamic 
scheduling problems and stochastic scheduling problems. 

Recall that a scheduling problem is dynamic when the set of jobs, operations, and ma

chines that make up the problem may change over time. Models that are applied to dy
namic schedul.ing problems account for the dynamic system behavior. 

Recall further that a scheduling problem is stochastic when for instance the set of jobs, 
opemtions, and machines or the processing times are subject to stochastic fluctuations. 
Stochastic models account for the stochastic aspects of system behavior. Characteristic 
for these models is that they consider one or more stochastic variables with a given dis
tribution, whose realization is not known when the scheduling decisions are made. An 
example of a stochastic scheduling model is one that assumes the processing time to have 
an exponential distribution. 

The research on dynamic and stochastic models has two approaches, the analytical 
approach and the simulation approach. The analytical approach considers the system as a 
network of waiting queues and tries to derive the steady-state situation. This approach is 
very complex for larger job shop systems and, therefore, is mainly of theoretical impor
tance. In the simulation approach, the relevant aspects of the system are simulated on a 
computer. One of these aspects is the production scheduling process. Various scheduling 
strategies can then be compared by means of simulation experiments. Most published 
simulation studies implement a (priority) dispatching procedure as production scheduling 
process. The objectives of these studies is to support the decision for a good priority rule. 

For more information and references on stochastic scheduling, we refer to Conway, 
Maxwell and Miller [1976], and Lawler, Lenstra, Rinnooy Kan and Shmoys [1993]. 
More information on dynamic (and stochastic) scheduling can also be found in these ref
erences, in Pinedo [1995], and in Day and Hottenstein [1970], Eilon [1979], Graves 
[1981 ], Blackstone, Phillips and Hogg [1982], Vollmann, Berry and Whybark [1988], 
and Ramasesh [ 1990]. 

Another related problem is a generalization of the JSSP, in which an operation may be 
performed by several machines simultaneously, in which there may be several sets of 
machines for an operation, each capable of processing the operation, and in which an ar
bitrary precedence relation may be defined on the set of operations. For more information 
on this problem, we refer to Vaessens [1995] and Wennink [1995]. 

Finally, the JSSP can also be generalized by allowing that the performance of a single 
operation may require multiple resources. For information on the resulting scheduling 
problem, we refer to the thesis of Meester [ 1996]. 
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JOB SHOP SCHEDULING PRACTICE 

Scheduling theory has provided a good contribution to the improvement of the produc
tion scheduling process. A better understanding of the background of the scheduler's and 
dispatcher's tasks has been obtained. In addition, by modeling and designing algorithms, 
the theory has contributed to the application of computers in the production scheduling 
process. 

In spite of this, there is a discrepancy between theory and practice. Theory focuses on 
the static and deterministic JSSP, while the job shop system has a dynamic and stochastic 
character. Moreover, the objective of a JSSP instance is to find a good or even optimal 
schedule for the production of a given set of jobs. In contrast, the objective of the 
scheduling process is to achieve a consistently good performance over the foreseeable 

future as jobs continuously finish processing and leave the shop and as new jobs arrive. 
Therefore, next to research on better mathematical models and solution techniques, ef

fort should be directed towards the successful application of these models and techniques 
in the practice of production scheduling. 

4.1 THE DISPATCHING AND PLANNING APPROACHES 

Roughly speaking, there exist two approaches to the production scheduling process: the 
dispatching approach and the planning approach. 

When the dispatching approach is used, the process is arranged such that the 
scheduling decisions concerning a given machine are made in the same order as they will 

be executed. In practice this means that these decisions need not be made ahead in time 
but can be made at the moment they are needed, i.e., when an operation is finished or 
when a new job arrives. On such a moment, the machine can be left idle or some opera
tion can be started. The most important advantage of the dispatching approach towards 
the scheduling process is that the decisions can be made based on up-to-date information 
about the status of the production process. Furthermore, such a scheduling process is 
easy to implement and perform. 
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The planning approach is characterized by a scheduling process that makes the 
scheduling decisions in advance and stores them in a plan describing how production will 
proceed during the nearby future. In this approach, the decisions concerning a given ma
chine need not be made in the same order as they will be executed but can be made in 
any desired order. Since the construction of a production plan requires the prediction of 
the consequences of the planned actions, the process uses a model of the system's behav
ior. Based on that model, it is possible to determine future system states, alternatives, 
consequences, and finally decisions. The most important advantage of this approach is 
that the production plans can be optimized globally and that, before the plan has to be 
executed, time is available to do so. Better plans might lead to an improved performance 
of the production process. Another advantage of this approach is that production plans 
state when the performance of a given operation is planned to be started and completed; 
this can be valuable information for other elements of the production system, such as 
suppliers and customers. 

In this thesis, we will use the term reactive process for a production scheduling process 
based on the dispatching approach, and the term predictive process for a production 
scheduling process based on the planning approach. 

Both processes will now be discussed in more detail. We will see that several forms of 
each type of process are possible. 

4.2 THE REACTIVE PROCESS 

4.2.1 FORMS 

The reactive production scheduling process comes in two extreme forms, the human 
form and the automated form. Furthermore, both forms have a local and centralized sub
form, i.e., the scheduling decisions can be made by one centralized process or by several 
local processes. The operator, who makes the decisions for his machine, is an example of 
a local human form of the reactive scheduling process. The dispatcher, who makes the 
decisions for all machines in the shop, is an example of a centralized form. The auto
mated equivalents are the machine dispatching system and the shop dispatching system, 
respectively. 

human 

computer 

Table 4.1 Forms of the reactive production scheduling process 

local centralized 

operator dispatcher 

machine dispatching system shop dispatching system 

Surely. many hybrid forms are possible, both between human and automated and be
tween local and centralized forms. An often found hybrid form is that of a dispatcher as
sisted by a shop dispatching system. 
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4.2.2 DECISION TECHNIQUES 

A reactive process may decide to leave a machine idle or to start the performance of 

some operation. 

Various techniques can be used to make these scheduling decisions. It is possible to 

analyze the complete consequences of each alternative and thus to determine an optimal 
production plan for the production of the known jobs, of which only the first decision is 

executed. However, the construction of a production plan may take a lot of time, during 
which the machine in question is waiting for a decision and runs idle. Because idle time 

may lead to a worse performance of the production process, it is useful to apply a tech
nique that requires less time to reach a decision. Therefore, most reactive production 

scheduling processes make the decisions on the basis of some priority (dispatching) rule. 
Such a rule determines a priority for each performable operation based on some charac

teristics of the operation and the status of the production process. 

4.2.3 PROCEDURE 

A reactive production scheduling process makes decisions at the moment an operation is 
finished or a new job arrives. On such a decision moment, the process determines for 

each available machine the set of operations that can be performed by that machine. 

Depending on the strategic decision whether unnecessary machine idle time is allowed, 
this set contains besides available operations, i.e., operations whose job predecessor is 
completed and thus can be started immediately, also operations that will be available in 

the near future. If that set is empty, the machine is kept idle; otherwise, a priority rule is 

applied to give each operation of the set a priority. Subsequently, the operation with the 
highest priority is selected and, if possible, started immediately. If that operation cannot 

be started immediately, the machine is kept idle, and the operation will have to be rese
lected and started at a future decision moment. 

The process can be modelled by the priority-dispatching algorithm, as discussed in 

Chapter 3. The strategic decision whether unnecessary machine idle time is allowed can 
be compared to the choice to restrict the search space to the set of non-delay, active, or 
left-justified schedules. 

4.2.4 PRIORITY RULES 

A good priority rule can be applied fast and easily and, if applied, leads to a consistently 

good performance of the production process. Unfortunately, the application of a priority 
rule often leads to local optimization, i.e., the scheduling decision made seems to be the 
best on the short term but does not lead to the best performance in the long run. 
Furthermore, the success of a given priority rule may strongly depend on the specific sit
uation in which it is applied. 
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The choice of an appropriate priority rule for a given job shop production process is 
generally determined prior to the actual production, based on theory, experience, or 
(simulation) experiments. 

Baker [ 1974] distinguishes between local, global, static, and dynamic priority rules. A 
rule is local if it bases the priority of an operation on features of the jobs in the waiting 
queue before the given machine only; it is global if features of other jobs and machines 
may be used. Moreover, a rule is static if the relative priorities of the operations do not 
change over time, and dynamic otherwise. 

Generally, a global rule requires more communication than a local rule, and a dynamic 
rule requires more calculation than a static rule. A global rule cannot be applied in a local 
form of a reactive production scheduling process. 

The advantage of a static rule is that the priorities of the operations need to be recalcu
lated only if new jobs arrive. Therefore, a static rule is often applied in a hybrid lo
cal/centralized form; at the moment new jobs arrive, the centralized process determines 
the priority for all operations and sends these so-called priority lists or dispatching lists 

to the local subprocesses, which base their scheduling decisions on these lists. 

As mentioned before, scheduling theory studies the performance of priority rules in dy
namic and stochastic job shop systems. These studies are analytical as well as empirical. 
From a practical perspective, the latter is found to be the most useful approach. 

From the simulation experiments, the conclusion can be drawn that today there is still 
no priority rule that outperforms the other rules in all types of job shop situations and that 
it is difficult to predict which rule outperforms the others in a given situation. 
Consequently, it remains necessary to determine the most appropriate rule for each given 
situation, and it may even be necessary to reconsider the choice regularly. Another con
clusion from the experiments is that most often the best consistent performance is 
achieved when unnecessary machine idle time is not allowed. 

4.2.5 COMPARISON OF FORMS 

When we compare the local and centralized forms of the reactive production scheduling 
process, it becomes clear that the above prohibits the application of global priority rules 
and the allowance of unnecessary machine idle time. Both limitations may be a disadvan
tage, but not necessarily so. We observed that the best consistent performance is often 
achieved when unnecessary machine idle time is not allowed, and that global rules do not 
generally outperform local rules. 

The biggest advantage of a local form is that less communication is needed and, thus, 
a decision can be executed earlier. However, communication is less of a concern in case 
of an automated centralized form. The shop dispatching system, therefore, is often pre
ferred to the machine dispatching system. 
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A comparison between the human and automated forms should highlight the difference 
in availability, i.e., a human is not always available due to, for instance, shifts, pauses, or 
illness. Moreover, operational costs will be disadvantageous for the human, although this 
argument holds more for the dispatcher than for the operator, who needs to be available 

anyway. A further disadvantage of the human form is that communications and response 

speed are slow: 
That a human has insight and intuition and is biased probably has both advantages and 

disadvantages; he may deviate from the determined priorities and thus make better deci
sions, but he may also overlook alternatives or exclude alternatives without justification. 

An advantage of a shop dispatching system is that it offers new possibilities for per
formance improvements, such as the on-line comparison of several complex dynamic 
priority rules and the application of other decision techniques. 

Concluding, we can say that the best form strongly depends on the specific situation and 
will usually be a hybrid form that combines aspects from all forms discussed. 

4.3 THE PREDICTIVE SCHEDULING PROCESS 

4.3.1 FORMS 

As in the case of the reactive process, a human and automated form of the predictive pro
cess can be distinguished. In contrast to the reactive process, however, only a centralized 
form is appropriate since the construction of production plans demands an overview of 
the production process. The scheduler is an example of a (centralized) human form and 
the (shop) scheduling system is its automated equivalent. 

Table 4.2 Fonns of the predictive production scheduling process 

human 

computer 

local 

scheduler 

scheduling system 

Of course, also for the predictive process, many hybrid forms are possible; often, the 
tasks of a scheduler are supported by a computer. This support can vary from a simple 
decision support system controlled by the scheduler to a complex decision system where 
the scheduler is only the supervisor: 

4.3.2 DECISION MODELS 

To construct the production plans, a model of the system's behavior is applied. Based on 
that model, the behavior of the system and thus the consequences of an action, the future 
system status, and possible alternative decisions can be predicted. 
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The scheduler applies a model based on his experience and intuition. Such a model 
usually is very complex and cannot be formalized; often, the scheduler himself is not 
able to explain why he has made a certain decision. 

To develop a scheduling system, however, a formal model is necessary. In scheduling 
theory, as described in Chapter 3, various models are studied. These models are static or 
dynamic, and deterministic or stochastic. A dynamic and stochastic model may be able to 
model the dynamic and stochastic character of a job shop system best. Generally, how
ever, it seems most practical to construct production plans based on a static and deter
ministic model. 

4.3.3 PRODUCTION PLAN CONSTRUCTION 

Before a production plan can be constructed, the scheduler as well as the scheduling 
system has to collect information on the available machines and on the jobs that have to 
be performed. Furthermore, assumptions have to be made concerning the values of all 
stochastic parameters, such as the expected processing time of all required operations. 
Subsequently, a plan can be constructed for the performance of these operations. 

The scheduler applies his experience model to construct the production plan, and ap
plies a planning board to visualize his decisions. He compares various alternatives, 
weighs their advantages and disadvantages, and finally selects a certain production plan. 

A scheduling system, on the other hand, usually applies a static and deterministic 
model, such as the JSSP. After all information has been collected, a JSSP instance is 
formulated, representing the current system status. Next, an algorithm is applied to con
struct a production plan. As described in Chapter 3, many algorithms can be applied for 
this task, including optimization algorithms and approximation algorithms. From a prac
tical perspective, however, JSSP instances have such a size and complexity that only ap
proximation algorithms are suitable. 

4.3.4 UNEXPECTED EVENTS AND DISRUPTIONS 

A disadvantage of the construction of a production plan that describes how production 
should proceed in the future is that it can never be executed completely as planned. 
During the execution, events will occur that were not taken into account when the plan 
was constructed. The execution of the production plan is disrupted and cannot be contin
ued. 

These disruptions occur because the job shop system has a dynamic and stochastic 
character. Therefore, it cannot be predicted exactly which events will occur in the future, 
when they will occur, and how long they will continue. And, since these events cannot be 
predicted exactly, they usually are not taken into account when the production plan is 
constructed. 

Examples of unexpected events are the arrival of a new job, a delay in the perfor
mance of some operation, and a machine breakdown. They disrupt the execution of the 
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production plan, make it invalid, and necessitate corrective actions before production can 

be continued. 

Please note the difference between an infeasible and an invalid production plan. The 
above indicates that the plan does not represent feasible start times for the formulated 
problem instance, and the latter indicates that the formulated problem instance does not 

represent the current status of the production process anymore. 

4.3.5 PREVENTING DISRUPTIONS 

Thus, in a job shop system, a production plan has a limited validity. The validity of a 
production plan can be extended by preventing disruptions. 

Some of the disruptions are caused by the production planning process, which changes 

the specifications of the jobs to perform. Examples are the arrival of a new job, the 
change in the machine allocation of some operation, and the cancellation of a job. 

Another part of the disruptions has its cause in the production process itself. A ma

chine breakdown is an example. 

CONTROLLED JOB RELEASE 

The number of disruptions caused by the release of new jobs can be reduced by a con
trolled job release, e.g., every first day of the week. At such a job release moment, all 

new jobs are released for production together. In this way, not only the production is dis
turbed less often, but also the moment of the next disruption is controlled and thus 
known in advance. Note that we assume here that the job arrival time, i.e., the time that 

the jobs arrive at the scheduling process, and the release date, i.e., the time the production 
of the jobs may be started, is the same; this need not be the case. 

IMPROVE PREDICTABILITY AND RELIABILITY 

The occurrence of other sorts of disruptions can be prevented by improving the pre

dictability and reliability of the production process. For instance, a better estimate of the 
processing times can be made when the processes are more closely controlled, and the 

number of machine breakdowns can be reduced by periodic maintenance. Furthermore, 
good procedures can prevent that an operation cannot be performed due to a lack of ma
terials or tools. 

Though, despite an effort, it cannot be prevented that disruptions will occur and will 

make the production plan invalid. 

4.3.6 RESCHEDULING AND SCHEDULE REVISION 

When a production plan has become invalid, two distinct actions can be taken, both re
sulting in a new valid plan. We will call these actions rescheduling and schedule revi

sion. 
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RESCHEDULING 

When the rescheduling action is performed, the current (invalid) production plan and all 
decisions stored in it are rejected, all necessary information is recollected, and a com
pletely new production plan is constructed, which will replace the current plan. 

In a scheduling system this is done by formulating a job shop rescheduling problem 
(JSRSP) instance. This problem differs from the JSSP in that it allows job release dates, 
operation release dates, and machine release dates. This is necessary to model, for in
stance, situations is which a machine is busy performing an operation or is busy being 
repaired. During the remainder of the processing or repair time, the machine is not avail
able. Furthermore, it is possible that an operation cannot be performed before some point 
in time, e.g., due to a lack of materials or tools. By modeling these situations by the ap
propriate release dates, the constructed plan is valid. Fortunately, it is possible to adapt 
the JSSP algorithms as described in Chapter 3 to be applicable to the JSRSP. 

A scheduler has generally no difficulties handling such situations either. 

SCHEDULE REVISION 

When the schedule revision action is performed, the current production plan is not re
jected but revised such that it becomes valid again. Usually, when this action is per
formed, it is the intention to change the current plan as little as possible. 

Various revision actions can be performed. Which one is best performed depends on 
the consequences of the disruption in question. Based on their consequences, two types 
of disruptions can be distinguished, which we will call the sequence disruption and the 
time disruption. Both types of disruptions make the production plan invalid. More 
specifically, the sequence disruption makes the underlying set of machine sequences in
valid, and the time disruption only makes the start times, derived from those machine se
quences, invalid. Examples of the sequence disruption are the job arrival and job cancel

lation. In the former case, the set of machine sequences is no longer complete because 
the operations of the newly arrived jobs are not part of them. In the latter case, the ma
chine sequences prescribe the performance of operations which do not have to be per
formed. An example of a time disruption is the machine breakdown. When such an event 
occurs, the operation-in-process is delayed, but the production can still be proceeded in 
the prescribed sequence although the prescribed start times may not be valid anymore. 

After a time disruption, the revision of the production plan can be quite easy. The ex
pected processing time of the influenced operations is adjusted, and new start times are 
derived for the succeeding operations. This start time revision leads to a valid production 
plan. 

After a sequence disruption, revision is less easy. Operations may have to be inserted 
into or deleted from the plan. When a job specification change occurs, it may even be 
necessary to delete one or several operations from the sequence of one machine and in
sert them into the sequence of another machine. 
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In all cases, however, the operations can be inserted or deleted one after the other. 
Hence, a scheduling system should be able to perform the delete operation action and the 
insert operation action. The former is easy since no decisions have to be made. The lat
ter, on the other hand, is more complex; an operation can usually be inserted at various 
places in the machine sequences of the current production plan and thus a decision is 
necessary. Furthermore, the decision may strongly influence the quality of the production 
plan and may even lead to an infeasible production plan. 

However, a scheduling system is able to solve the job shop schedule revision problem 

(JSSRP). For all necessary actions, algorithms are known. Start time revision algorithms 
determine new start times based on the given machine sequences and the processing 
times. Some of these algorithms even recalculate only the changed start times, given the 
current production plan and the disruption. Delete operation algorithms and insert opera
tion algorithms are also available. Wennink and Vaessens [1995] and Wennink [1995], 
for instance, present an optimal re-insertion algorithm. 

By applying all these algorithms in the correct order, a scheduling system is able to 
revise an invalid production plan. However, the job shop schedule revision problem is 
not straightforward. 

The scheduler is an expert on the job shop schedule revision problem. He delays opera
tions, shifts them in time, deletes operations, and inserts others until a new valid produc
tion plan results. He uses his experience and intuition to guide his revision actions, and a 

planning board to visualize them. 

4.3.7 SCHEDULE REVISION AND REOPTIMIZATION 

When the necessary schedule revision actions have been performed, a valid production 
plan results. The quality of that plan, however, can have been decreased by these actions. 
Therefore, it may be profitable to see whether some additional revision actions can im
prove the quality, i.e., to reoptimize the valid and feasible production plan. 

For example, when an operation has been completed early (i.e., before the planned 
completion time) and its machine successor according to the plan cannot be started early 
because that job is still being processed on another machine, then the machine in ques
tion will run idle. In that case, it may be profitable to select another operation to be per
formed next on that machine, i.e., to change the planned machine sequence of that ma
chine. We will call such an action a machine sequence revision. 

Another example is when a machine breakdown has occurred. Then the start time re
vision actions have delayed the start time of the machine successor. If, however, the ma
chine successor can also be performed by some other machine, which is currently run
ning idle, then it may be profitable to start that operation on the idle machine immedi
ately. We will call such action a machine allocation revision. 
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The scheduler is able to perform these revision actions. When a disruption has occurred, 
he revises the plan such that it is valid again, and then he will see whether he can im
prove the quality of the plan by changing the machine sequences or by re-allocating an 
operation. Again he uses his experience and intuition to see where the possible improve
ments are and how they can be exploited. 

A scheduling system is also able to perform these actions. Technically it is possible to 
implement algorithms for the machine sequence and machine allocation revision actions. 
Again, it is not always straightforward to determine where the possible improvements are 
and how they can be exploited. The number of possible alternative revisions is such large 
that it is makes no sense to try them all. Fortunately, research has been conducted on this 
matter. In Chapter 5, we will discuss a possible approach of reoptimization in a schedul
ing system. 

4.3.8 THE SCHEDULER 

We now return to the scheduler. As mentioned before, when a production plan has be
come invalid, a scheduler can perform either a rescheduling action or a schedule revision 
action, both resulting in a new· valid plan. When he reschedules, the planning board is 
wiped out and he starts constructing a plan from scratch; when he revises the plan, he 
first makes the plan valid and then tries to reoptimize it. 

Which of those two actions a scheduler performs depends on the type of disruption 
and the expected effects on the current production plan. And he will always weigh how 
profitable his actions will be and what effort they require. 

Generally, however, a scheduler will prefer the schedule revision action and he will 
probably only perform rescheduling when a major disruption has occurred. Such disrup
tion may for instance be the arrival of a group of new jobs at the start of the week or the 
unavailability of a machine over a long period. When such a major disruption has oc
curred, it may be best to reschedule because otherwise many revision actions would be 
needed; rescheduling may be faster and lead to a better quality of the production plan. 

For a more detailed description of the procedure of a scheduler, we have to distinguish 
between two types of schedulers, viz. the full-time scheduler and the part-time scheduler. 

The full-time scheduler is continuously available during production hours and keeps 
track of the progress of the production process. He is informed of all occurring events, 
and he acts according to them. When an event occurs, he determines whether it disrupts 
the production plan, and if so he takes care that a valid plan is constructed. Next, he de
termines which machines need to be instructed and sends them a processing command 
for the performance of some operation. 

However, such a full-time scheduler is found in a job shop system very rarely, proba
bly because the possible performance improvement does not compensate for the effort 
required. The part-time scheduler can be found more often. 
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A part-time scheduler is not always available throughout the production hours. 
Consequently, he is not immediately informed of all occurring events. An example of a 
part-time scheduler is someone who is active every morning, collect all events form the 
day before, determines the disruptions, ensures there is a valid plan for the coming day, 
and, finally, releases this plan for production. The operator of a machine then uses this 
plan as a dispatching list; whenever his machine has completed an operation or a new 
operation arrives in the waiting queue, he derives from the production plan whether he 
has to start a new operation and which one. This way, these operators also absorb part of 
the (time) disruptions that occur during the day. Furthermore, also when sequence dis
ruptions occur, the operator is supposed to handle them. Only if an operator is not able to 
handle one of the disruptions, the scheduler is called in. In such a scheduling processes 
the number of major disruptions is usually reduced by a controlled job release. 

A difference between the part-time scheduler and full-time scheduler is that the latter has 
to operate during execution of the production plan, while the former usually operates 
prior to the actual production. Therefore, the speed of action plays a more important role 
for the full-time scheduler. Moreover, during the time a corrective action is performed, a 
new disruption may occur, with all its consequences. 

4.3.9 THE SCHEDULING SYSTEM 

We can also distinguish between two types of scheduling systems, viz. the full-time 
scheduling system and the part-time scheduling system. 

The part-time scheduling system is the simplest and most often found. At the moment 
such system is triggered by an event, it formulates a JSRSP or JSSRP instance for the 
present system state, solves that problem, and releases the resulting plan for production. 
This plan is then used as dispatching list by the operators. 

A difference with the part-time scheduler is that the. basic part-time scheduling sys
tem, usually, only performs the rescheduling action and never the schedule revision ac
tion. The reason for this is that, through research, good algorithms are known to find a 
schedule for a JSSRP instance, and less attention has been given to develop good algo
rithms for schedule revision and reoptimization. Consequently, it is easier to construct a 
good quality production plan from scratch then to revise and reoptimize the invalid plan. 

The full-time scheduling system is usually found in completely automated production 
processes. There, it is informed about the occurring events by an on-line production 
monitoring system, and it acts according to these events. If necessary, it sends a process
ing command to perform an operation to one of the machine control systems. 

A basic full-time scheduling system generally also lacks the algorithms to revise and 

reoptimize an invalid production plan; when an event disrupts the present plan, they de
termine whether a simple revision-action (e.g., a start time revision) is sufficient; if not, a 
rescheduling action is performed. 
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Note further that for scheduling systems, the speed of action also plays a more important 
role for the full-time variant than for the part-time variant. 

4.3.10 CHARACTERISTICS OF SCHEDULING SYSTEMS 

Before we will present possible improvements to the basic scheduling system, we. will 
discuss some characteristics of such systems. 

The scheduling horizon is the period for which a production plan prescribes future ac
tions. Thus, the scheduling horizon depends on the amount of work that is planned. The 
moment at which a rescheduling action is performed is called the rescheduling moment, 
and the time between two such moments is called the rescheduling period. In some 
scheduling systems, the rescheduling period has no fixed length. In such systems, the 
rescheduling frequency is more appropriate. This frequency indicates how many times a 
rescheduling action is performed in a certain period. Finally, the ratio between the 
rescheduling period and the scheduling horizon is called the rescheduling ratio. 

In many scheduling systems, the rescheduling period and thus the rescheduling ratio are 
controlled by a controlled job release. The rescheduling ratio is sometimes equal to one, 
e.g., when every Monday morning the jobs are released for a complete week, and for the 
production of these jobs a production plan is constructed; at the end of the week, the pro
duction plan is then completely executed (assuming everything worked out as planned). 

In other systems the rescheduling ratio is smaller than one, i.e., the rescheduling pe
riod is smaller than the scheduling horizon. An example is a system where every morning 
new jobs are released. A production plan is then constructed for these jobs and for the 
jobs released in the days before that have not yet been completed. At the end of the day, 
the production plan is only partly executed, but next morning new jobs are released 
again. Such a scheduling system has a rolling horizon. Figure 4.1 illustrates this concept. 

When a scheduling system with a rolling horizon is applied, it is important that the same 
operations are not placed at the end of the plan over and over again because then these 
operations will never be performed. This can be prevented by using due dates and dead
lines. Moreover, one should take into account that an increase of the rescheduling ratio 
makes the system more nervous since decisions previously made are reconsidered over 
and over. Nervousness is a performance measure for a production scheduling process and 
predictability for the production process. Both measures cannot be determined based on a 
single production plan, but should be based on a longer period in which various plans are 
constructed and (partly) executed. 
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4.3.11 IMPROVING SCHEDULING SYSTEMS 

The performance of a scheduling system among others depends on the predictability and 
reliability of the production process, but also on the effort performed by the system. This 
performance can be improved upon in various ways. We will discuss four of them. 

First of all, the performance can be improved by constructing better production plans. 
This can be achieved by more effort and by better algorithms. The idea is that better 
plans lead to an improved performance of the scheduling process. That is not obvious, 
though. Even if every constructed plan is optimal, it does not definitely lead to an opti
mal performance; unexpected events may disrupt the execution such that, afterwards, 
another plan would have been better. Therefore, this way to improve the performance is 
not always best, and does not deserve our sole attention. Moreover, the necessary effort 
strongly increases with the desired quality of the plan, and thus the response speed 
strongly decreases. 

A second way to improve the performance of a scheduling system is to allow more work 
to be scheduled at a time, i.e., to increase the work in process. Because of this, the 
scheduling horizon and the machine utilization are increased. 

Simultaneously, this may lead to an increased mean flow time of the jobs, which may 
be undesired. Moreover, the construction of a production plan requires more effort as the 
amount of work that has to be scheduled increases, and thus the response speed de
creases. Another disadvantage is that the scheduling system may become more nervous. 

Third, the performance can be improved by increasing the rescheduling frequency, so by 
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constructing a new production plan more often. Because a production plan can be revised 
several times between two rescheduling moments, a deteriorated plan may result. This 
deterioration can be less serious when the rescheduling frequency is higher. 
Consequently, the production process is assumed to perform better. 

This frequency can be increased by releasing new jobs more often, or by rescheduling 
on other than release moments. The rescheduling period can have a fixed length, but may 
also depend on the circumstances. A simple strategy is to determine the consequences of 
a disruption and to reschedule whenever the cumulative effects exceed a certain thresh
old. Another strategy is to reschedule whenever the quality of the current plan has be
come too bad. 

Of course, the required effort increases with the rescheduling frequency and, when the 
scheduling horizon is kept constant, the system becomes more nervous. 

Finally, a fourth way is to revise and reoptimize the production plans. As described 
above, the human scheduler will often revise the plan and next reoptimize it. Most 
scheduling systems, however, will reschedule more often. 

By implementing the algorithms to revise and reoptimize into the scheduling system, 
we create the possibility to use them. When they are used, the deterioration of the pro
duction plan between two rescheduling moments can be decreased, and it can be ex
pected that the scheduling system performs better. Moreover, because the rescheduling 
period can be extended, the system becomes less nervous; reoptimization improves the 
production plan but reconsiders fewer sequencing decisions than rescheduling does. 

A further advantage is that reoptimization requires less effort than rescheduling, and 
the response speed can thus be increased. 

4.3.12 RESEARCH 

Many ways to improve the performance of scheduling systems are currently investigated. 
Scheduling theory focuses on improving the (re)scheduling algorithms; the objective is to 
find better production plans faster. 

Wiendahl [1995] describes research on the influence of the work in process on the 
performance, and he proposes a load-oriented job release strategy. 

Less research has been done on algorithms for and the influence of schedule revision and 
reoptimization. Still, such research could be worth the effort and an attempt in that direc
tion is done in this thesis. 

4.3.13 COMPARISON OF FORMS 

When we compare the scheduler and the scheduling system, again the arguments of 
availability, higher operational costs, slow communication, and slow response speed 
should be mentioned as arguments that work out badly for the human scheduler. 
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The scheduler has still important advantages. For instance, he is an expert in schedule 
revision, and he can easily take rare events into account. Furthermore, he is able to take 
various intuitively weighted quantitative and qualitative performance measures into ac
count. Most of these features can be implemented into a scheduling system only with 
great difficulty. 

An advantage of a scheduling system is that it generally is able to construct better 
production plans because a computer is able to search quickly through alternative plans 
and to apply complicated algorithms faster and more accurately. A scheduling system, on 
the other hand, may also be more nervous than the scheduler and may have a slower re
sponse speed. 

4.4 COMPARISON BETWEEN THE REACTIVE AND PREDICTIVE PROCESSES 

In the first paragraphs of this chapter, we already mentioned some of the (dis)advantages 
of the reactive process and the predictive process. 

The reactive process is easy to implement and to perform, especially when it applies a 
priority rule. A disadvantage is that is may be hard to find a priority rule that leads to a 
consistently good performance. 

The predictive process has the ability to perform very well, by optimizing the produc
tion plans globally. Furthermore, advantages of the predictive process are that it is able to 
make the scheduling decisions in every desired order and that the production plans make 
the production output predictable. However, when we try to improve the performance of 
the predictive process by increasing the rescheduling ratio, then the predictability de
creases and the required effort increases. 

Finally, a (centralized) predictive process requires much more communication than a 
(local) reactive process, and also much more implementation effort. 

Note that it is quite difficult to draw a clear line between a reactive process and a predic
tive process. A reactive process may construct a production plan, which is used as dis
patching lists by. the operators. On the other hand, a predictive process may reschedules 
after each event. The former process could also be classified as a predictive process and 
the latter as a reactive one. 

4.5 APPLICATION AREAS 

Every production scheduling process has its advantages and disadvantages. Thus, they 
also have their specific application areas: 

A reactive process will generally be applied when the scheduling process has only a 
minor influence on the performance of the production process, when the behavior of the 
production process is badly predictable, and when the production process requires a 
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quick response. 
A predictive process will be preferred when large performance improvements can be 

gained, when the behavior can be predicted well, and when it is difficult to find a feasible 
production plan, e.g., because of additional constraints. 

Automated scheduling processes will be applied for instance when the behavior of the 
production process can be formalized easily, when additional constraints make the 
scheduling problem complex, when a high response speed is required, and when the cir
cumstances are unpleasant for humans. 

Human scheduling processes are preferred when automation is very difficult or does 
not pay. 

The number of applications of each kind of process varies much. Currently, the operators 
implement a local reactive process in most production systems and only few implemen
tations of a full-time scheduling system can be found. At the same time, the number of 
computer application to assist a human process increases fast; quite often production 
plans are constructed or revised interactively, or priorities are determined interactively. 

It can be expected that the number of implementations of a full-time production 
scheduling system will increase. More and more, production processes are fully auto
mated and the demands on the performance of these systems are high. Because of this 
and because of the increasing computer power and the new developments in scheduling 
models and techniques, the application area of a full-time scheduling system will expand 
in the near future. 

4.6 CONCLUSIONS 

In this chapter, we discussed various forms of production scheduling processes. An im
portant conclusion is that it may be worthwhile to apply the schedule revision and reop
timization actions in a scheduling system, besides the usually applied rescheduling ac
tion. In the next chapter we will propose a scheduling system based on that idea. 
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CHAPTERS 

AN EVENT DRIVEN JoB SHOP SCHEDULING 
SYSTEM 

In Chapter 3 we discussed job shop scheduling theory and observed that the theory fo
cuses on algorithms that solve the static and deterministic JSSP. In the previous chapter, 
we saw that the job shop rescheduling problem (JSRSP) is similar to the JSSP and that 
algorithms for the JSSP can be adapted to solve the JSRSP. Thus, these algorithms can 
be applied to perform the rescheduling action in a scheduling system. 

Recall that one of the possibilities to improve the performance of a scheduling system 
is to improve the rescheduling algorithms. The development of better JSSP algorithms is 
therefore worthwhile. 

In the previous chapter, we also observed that it might be interesting to investigate the 
application of schedule revision and reoptimization in a scheduling system. It is expected 
that such a scheduling system can perform better than one without these algorithms. 
Furthermore, we observed that not much research has been done on schedule revision 

and reoptimization algorithms. 

Recent research, described in Chapter 3, proves that local search algorithms can be suc
cessful on the JSSP: they are able to find good solutions for many varying JSSP in
stances. At this moment, taboo search algorithms and variable-depth search algorithms 
are even among the best JSSP approximation algorithms. Their application to reschedul
ing in a scheduling system is therefore very promising. 

Recall that a local search algorithm starts from an initial solution and then iteratively 
generates new solutions, each of which is obtained by modifying some parts of the previ
ous solution. When we observe this procedure of a local search algorithm, it strikes that 
this is similar to the behavior of a scheduler who reoptimizes a schedule. Clearly, when 
we supply a valid production plan as initial solution, it is possible to use a local search 
algorithm as reoptimization algorithm in a scheduling system. 

As mentioned before, a scheduler is an expert in reoptimization because he is able to 
see what the possible improvements are. A local search algorithm applies a neighborhood 
function to focus on possible improvements. Hence, a good neighborhood function may 
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not only make it possible but also interesting to use a local search algorithm as reopti
mization algorithm. 

An additional advantage of a local search algorithm is that the search process can be 
terminated at any time: there always is a best solution found. Because of this property, it 
is possible to weigh the desired quality of the production plan against the required run
time; the speed of reaction can thus be controlled. Furthermore, it possible to terminate a 
rescheduling or reoptimization action when desired,. e.g., because a new disruption of the 
production plan has occurred. 

A further conclusion from Chapter 4 is that it is possible to revise each type of disruption 
of the production plan; algorithms to revise start times, to delete and to insert operations 
are known, and it is possible to design an algorithm that applies these basic algorithms 
such that the plan becomes valid again. Research has been performed on good and opti
mal insertion algorithms, but a simple strategy, e.g., insert operations one after the other 
at the end of the plan, is sufficient to assure validity. 

A consequence of the above is that it is possible to design a scheduling system that 
reschedules, revises schedules and reoptimizes whenever necessary or preferred. Such a 
system is proposed in this chapter. 

We expect that this system will be applicable and successful (i.e., leads to a good per
formance) in many job shop systems. 

5.1 THE SYSTEM 

The Event Driven Job Shop Scheduling (EDJSS) system is a full-time job shop schedul
ing system that differs from most existing scheduling systems in that it performs sched
ule revision and reoptimization actions in addition to the more generally applied 
rescheduling action. Furthermore, it distinguishes itself because its actions are driven by 
the events occurring in the production system; based on the disruptions that result from 
these events, it determines which actions are appropriate and which effort is suitable. 

Next, we will discuss this system in more detail. 

5.1.1 THE CONTROL PROCESS 

The EDJSS system is designed to be applied in a production control process where the 
tasks are decomposed among various control levels. The EDJSS system performs the 
production scheduling task: it determines for each operation of each job at what time and 
by which machine it will be processed. Moreover, the EDJSS system performs the tasks 
of the shop control system: it transforms the information of the production plan into pro
cessing commands and, thus, initiates the performance of the operations. 

Besides the EDJSS system, we assume that the production control process contains a 
production planning process and for each machine a machine control process. The pro-
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duction planning process, which we will also call the PP process, informs the EDJSS 
system about the jobs that need to be performed; a machine control process, which we 

will also call an MC process, is responsible for the successful performance of the opera
tions, it monitors the progress of the operations and informs the EDJSS system about the 
progress. 

A schematic picture of the production control process is shown in Figure 5.1. 

machine 

machine 
control process 

Figure 5.1 The production control process 

5.1.2 THE ASSUMPTIONS 

The basic design of the EDJSS system is based on many assumptions on the behavior of 

its environment. The most important assumptions are listed below. 
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• Job arrivals 

The EDJSS system may receive a job arrival message from the PP process. A job ar
rival message instructs the system to perform one or more jobs, and specifies: 

• for each job the release date (i.e., the time a job is released for production); note 
that the job release date need not be equal to the job arrival time; 

• for each job the required operations and the processing order; 

• for each operation of each job the required·machine; hence, the machine alloca
tions are fixed and the EDJSS system does not need to make any machine allo
cation decisions; 

• for each operation of each job an estimate of the processing time. 

The job arrival process is dynamic and stochastic; the EDJSS system does not know 
beforehand when it will receive a job arrival message, which jobs will arrive, nor does 
it know the distribution of the time between arrivals. 

• Job cancellations 
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The EDJSS system may receive a job cancellation message from the PP process. A 
job cancellation message specifies which jobs are cancelled and instructs the system to 
take care that no further operations of those jobs will be performed and, in case cur
rently an operation of such a job is being performed, it has to take care that that oper
ation is terminated. 

The job cancellation process is dynamic and stochastic; the EDJSS system does not 
know beforehand when it will receive a job cancellation message, which jobs will be 
cancelled, nor does it know the distribution of the time between cancellations. 

production planning process 

job arrival& 
job cancelltition.miisages 

·. 

event driven job shop scheduling system 

: .. "' .. 

Figure 5.2 Relations with the production planning process 
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• Machines; capacity and availability 
The machines are the only resources with a restricted capacity (i.e., they can perform 
at most one operation at a time). All other resources that might be necessary for pro
duction have an unrestricted capacity. Moreover, the machines and all other required 
resources are continuously available from time zero onwards (i.e., twenty four hours a 
day, seven days a week). 

• Operations,· no preemption 
An operation must be performed until completion. It is not allowed to interrupt the 
performance of an operation to restart it at another moment or on another machine; 
i.e., preemption is not allowed. An operation may only be interrupted when the job is 

cancelled. 

• Operations,· processing time 
The processing times, required for the performance of the operations, are stochastic; 
the EDJSS system does not know beforehand how long the performance of an opera
tion will take, nor does it know the distribution of the processing time. The only useful 
information it has is an estimate of the processing time. It is, however, known that the 
processing time is independent of the processing order. 

• Processing commands 
The EDJSS system initiates the start of an operation by sending a processing com
mand to the MC process concerned. That process is expected to be able to receive a 
processing command any time the machine is idle. 

• Cancellation commands 
Whenever necessary, the EDJSS system instructs the cancelation of a currently per
formed operation by sending a cancellation command to the MC process concerned. 
That process is expected to be able to receive a cancellation command any time the 
machine is processing. When the MC process does receive a cancellation command, it 
will instruct the machine to terminate the currently performed operation, after which 
the machine is idle. The EDJSS system will not receive a feedback on a cancellation 
command. 

• Operation failures and repairs 
At the moment a machine is idle and the MC process receives a processing command, 
it will first check whether the operation can actually be performed. If not, e.g., be
cause of a lack of material or tools, the operation is said to fail and it cannot be per
formed before it has been repaired (the cause. of the failure has been removed). 

An operation repair is performed by an unspecified resource that has an unre
stricted capacity. Hence, the repair can be started immediately after the diagnosis and 
the EDJSS system does not have to schedule the activities on that resource. The MC 
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process will initiate the operation repair. 
When the MC process has diagnosed an operation failure, it immediately sends an 

operation failure message to the EDJSS system; this message specifies an estimate of 
the required repair time. 

The operation failures and operation repair times are dynamic and stochastic; the 
EDJSS system does not know beforehand if an operation will fail and how long an 
operation repair will take, nor does it know the propbability of a failure and the distri ~ 
bution of the repair time. The only useful information it has is an estimate of the repair 
time. 

After sending the operation failure message and initiating the operation repair, the 
MC process will reject the processing command; the machine is still idle, and the MC 
process will be able to receive a new processing command. 

The MC process will, however, keep monitoring the progress of the operation re
pair. When the repair is completed, the MC process will send an operation repair 
completion message to the EDJSS system, which specifies the earliness of the com
pletion compared to the last estimate. Moreover, when the estimated repair time ex
pires and the repair is not yet completed, the MC process will send an operation re
pair delay message to the EDJSS system, which specifies a new estimate of the repair 
time. Note that it is possible that several of these messages are necessary before the 
repair is completed. 

• Operation progress 
When .an MC process has received a processing command and no operation failure has 
occurred, the MC process will inform the EDJSS system that the operation is started 
by sending it an operation start message; this message specifies a new estimate of the 
required processing time (recall that the first estimate is supplied by the PP process). 

The MC process will next initiate the actions of the machine and monitor the 
progress of the operation. When the operation is completed, the MC process will send 
an operation completion message to the EDJSS system, which specifies the earliness 
of the completion compared to the last estimate. Moreover, when the estimated pro
cessing time expires and the operation is not yet completed, the MC process will send 
an operation delay message to the EDJSS system, which specifies a new estimate of 
the processing time. Note that it is possible that several of these messages are neces
sary before the operation is completed. 

When the operation is completed, the machine becomes idle and the MC process 
will be ready to receive a new processing command. 

• Machine breakdowns and repairs 
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During the performance of an operation the machine can break down, which may have 
several causes. A machine breakdown is diagnosed by the MC process. Due to a ma
chine breakdown, the currently performed operation is interrupted and the machine 
will not be able to proceed the operation before it has been repaired. 
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Similar to the operation repair, a machine repair is performed by an unspecified re
source that has an unrestricted capacity, the repair can be started immediately after the 
diagnosis, the EDJSS system does not have to schedule the activities on that resource, 
and the MC process will initiate the machine repair. 

When the MC process has diagnosed a machine breakdown, it immediately sends a 
machine br~akdown message to the EDJSS system; this message specifies an estimate 
of the required repair time. 

The machine breakdowns and machine repair times are dynamic and stochastic; the 
EDJSS system does not know beforehand when a machine will break down and how 
long a machine repair will take, nor does it know the distributions of the time between 
breakdowns and repair time. The only useful information it has is an estimate of the 
repair time. 

After sending the machine breakdown message and initiating the machine repair, 
the MC process will keep monitoring the progress of the machine repair. When there
pair is completed, the MC process will send a machine repair completion message to 
the EDJSS system, which specifies the earliness of the completion compared to the 
last estimate. Moreover, when the estimated repair time expires and the repair is not 
yet completed, the MC process will send a machine repair delay message to the 
EDJSS system, which specifies a new estimate of the repair time. Note that it is pos
sible that several of these messages are necessary before the repair is completed. 

When the machine repair is completed, the current operation is resumed. 

Note that all messages sent by an MC process to the EDJSS system, e.g., a machine re
pair completion message or an operation delay message, also specify the current time, 
and the machine and operation concerned. 

Figure 5.3 Relations with the machine control processes 
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• Performance criterion 
The performance criterion, used to measure the performance of the production pro
cess, is assumed to be a regular criterion. That enables the use of a regular quality 
measure as optimality criterion for the creation of production plans and, consequently, 
the search for good production plans can be restricted to the set of left-justified plans. 

For the execution of these production plans, this means that an operation can be 
performed as soon as the jobs release date has expired, all job and machine predeces
sors have been completed, and eventually the operation repair has been completed; 
when this is the case, there is no need to delay the performance further. 

Note, however, that this is only possible when the time required to transport the 
materials between the machines is negligible and the material buffers always have 
sufficient capacity. 

5.1.3 TASKS 

The various parts of the production control process clearly have their own tasks and re
sponsibilities. 

The production planning process has to decide when which jobs are sent to the EDJSS 
system and when they are released for production. Moreover, it has to decide when 
which jobs are cancelled. Another important task of this process is to supply good esti
mates of the processing times. The performance of the EDJSS system and hence that of 
the production process strongly depends on good estimates. 

The machine control process has to control the actions of the machine and to monitor 
the progress of operations, operation repairs, and machine repairs (sometimes even sev
eral at a time). It further has to send messages to inform the EDJSS system of events oc
curring in the process. An important and difficult task of this process is to supply good 
estimates of the processing and repair times. 

The EDJSS system, finally, receives jobs and messages from the production planning 
process and the machine control processes, and eventually it has to sent processing and 
cancellation commands to the machine control processes. Its most important task, how
ever, is the scheduling of the operations. 

In this thesis, we will not discuss the production planning process, the machine control 
processes, and the machines in more detail. We assume that they perform their tasks con
scientiously and they supply the EDJSS system with good (not necessarily exact) esti
mates of the processing and repair times. 

The EDJSS system will be discussed in more detail in the next sections. 
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5.1.4 THE STATIC AND DETERMINISTIC MODEL 

As can be observed from the former section, events occur of which the EDJSS system 

does not know beforehand when they happen, and for some events, if they happen, it 

does not know beforehand what the effects will be. Furthermore, the EDJSS system does 

not know the distributions of the time between events and the time required to handle the 

events. The only information it has are estimates of the processing, operation repair, and 

machine repair times. 

Due this uncertainty and the lack of information, it is difficult to construct production 

pians that take the dynamic and stochastic behavior into account. Therefore, the EDJSS 

system will construct production plans based on the static and deterministic job shop 

rescheduling problem (JSRSP). That model assumes all data to be known and unchange

able. With that model, the EDJSS system is able to construct a plan that incorporates all 

operations and repairs that are currently being performed and all operations that need to 

be performed in the future. It, however, constructs that plan based on the assumption that 

all supplied estimates are exact (and thus all data is known). 

The EDJSS system will not take any future events into account. Therefore, the pro

duction plan has a limited validity; when a new event occurs, it becomes invalid. The 

EDJSS system reacts to the occurrence of an event by constructing a new valid plan or 

revising the old invalid plan. Its mode of operation is discussed in the next section. 

5.1.5 THE PROCEDURE 

The procedure of the EDJSS system is cyclic and involves the following three steps: 

Wait 
• Wait for the receipt of a message from the PP process or one of the MC processes. 

Schedule 
• Determine the effects of the message received on the current production plan, i.e., 

the disruptions of that plan. 

• Determine the actions necessary to handle these disruptions and to assure that a 
good and valid production plan becomes available. 

• Perform the necessary actions. 

Dispatch 
• Determine which cancellation commands are necessary. 

Determine, based on the production plan, which processing commands are neces

sary. 

• Send the necessary processing commands and cancellation commands to the MC 

process concerned. 
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The EDJSS system always maintains a valid production plan. This plan describes when 

which operation has to be performed and where. When the plan is disrupted by a message 
received, this disruption is handled such that the plan becomes valid again. Based on that 
plan, the system determines which processing commands are necessary, i.e., which oper

ations have to be started. 

Initially, the production plan does not contain any operations since the system has no 
jobs to perform. In the first cycle of the procedure, therefore, only a job arrival message 
is expected. The required operations of the arrived jobs will then be scheduled and the 
start times will be stored in the production plan. Next, eventually one or more processing 
commands will be sent to the MC processes concerned. In the course of the process, var
ious messages may be received by the EDJSS system; these messages will be handled 
one by one. 

Next, we will discuss the three steps in more detail. 

THE WAIT STEP 

During the wait step, the EDJSS system waits for the receipt of a message. As long as no 
message is received, production proceeds as planned. When currently one or more oper
ations or repairs are being performed, they are not yet completed nor has the estimated 
processing or repair time expired. The current production plan, therefore, is still valid and 
does not have to be changed. Moreover, no processing or cancellation commands have to 
be sent; the latter is only necessary when a job cancellation message is received and, due 
to the assumption of left-justified schedules, the above is only necessary when either an 
operation completion or operation repair completion is received or when the production 
plan has been changed, which only will happen when some message is received. 

THE SCHEDULE STEP 

At the moment the EDJSS system receives a message, it enters the schedule step. In this 
step, it first determines the effects of the message on the current production plan. Almost 
every message causes a disruption of the production plan. Recall from Chapter 4 that 
events may cause two types of disruptions: sequence disruptions and time disruptions. 
An operation delay message, for instance, causes a time disruption, while a job arrival 
message causes a sequence disruption. 

Based on the message received and the disruptions of the plan they caused, the system 
next determines which actions have to be performed to handle these disruptions. Again 
recall from Chapter 4 that two types of actions are possible: rescheduling actions and 
schedule revision actions. The EDJSS system is able to perform both types of actions. 
Moreover, it is able to perform a reoptimization action to improve a valid plan. 

Often, however, the same disruption can be handled both by a rescheduling action and 
by a schedule revision action. Moreover, both actions can be followed by a reoptimiza
tion action or not, and all three actions can, in turn, be performed by applying various al
gorithms and parameters. The rescheduling action, for instance, can be performed by a 
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priority dispatching algorithm with various priority rules; a reoptimization action can be 
performed by a local search algorithm with various neighborhood functions and stop cri
teria. 

Hence, the EDJSS system has numerous ways to handle the same disturbance and 
each way has its pros and cons. What way is best applied in what situation depends on 
numerous factors, among which the kind and size of the disruption, the current system 
state, and the history of the system. For example, when a single job arrives, it may be 
best to revise and reoptimize the plan. When, however, the plan has been revised already 
several times or if the job causes a major increase of the workload, it may be best to 
reschedule. 

The EDJSS system, therefore, determines for each disruption separately which actions 
io perform and how to perform them. This weighing of pros and cons of each possible 
way is done in the action selection step that is part of the schedule step. The decisions 
made in this step are of major importance to the performance of the production process. 
Sometimes they are even more important than the actual scheduling decisions. The action 
selection step results in an action plan that describes which actions wi11 be performed 
subsequently and how they are performed. 

The EDJSS system, finally, performs these actions according to the plan. This should 

result in a good and valid production plan. 

THE DISPATCH STEP 

When the schedule step has been completed successfully, the EDJSS system will enter 
the last step of the cycle, i.e., the dispatch step. For this step, it is necessary that a valid 
plan is available. Only based on a valid production plan it is possible to determine which 
processing commands have to be sent. For each operation that can be started immedi
ately, a processing command has to be sent to the MC process concerned. Moreover, in 
this step, eventually cancellation commands have to be sent. 

When the EDJSS system has completed this step, it has completed one procedure cy
cle and will re-enter the wait step. 

5.1.6 CHARACTERISTICS 

From the preceding section, we conclude that the EDJSS system has no fixed reschedul
ing period; the next moment of rescheduling depends on the moment and type of mes
sages received from the PP and MC processes. These messages, in tum, depend on the 
events that occur in the production process; that is why this system is called the event 
driven job shop scheduling system. 

The actual behavior and characteristics of the EDJSS system thus depend on the events 
occurring. Part of these events are invoked by the PP process and are results of planning 
decisions. Thus, the PP process is able to control the behavior and characteristics of the 
EDJSS system. For example, whether the EDJSS system has a rolling horizon or not may 
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depend on the moment the PP process sends job arrival messages. 
The actual behavior and characteristics of the EDJSS system, however, also depend on 

the implementation of the system. It is possible to implement a system with a high or a 
low rescheduling frequency. 

Two characteristics that are specially connected to the cyclic procedure of the EDJSS 
system are the message frequency and the handling time. The message frequency is the 
amount of messages that the system receives per period of time, which among others de
pends on the reliability and predictability of the production process and the behavior of 
the PP process. 

The handling time is the time that the system needs to handle a message received, i.e., 

to complete the schedule and dispatch step. Note that, usually, the time required for the 
schedule step is much longer than that required for the dispatch step. 

The handling time is an important characteristic since the EDJSS system handles the 
messages one after the other. Hence, any messages received while the system is handling 
another message, will have to be stored until they can be handled. Consequently, when 
the message frequency is too high compared to the handling time, a problem may arise. 
We will return to this problem further on. 

The most important characteristic of the EDJSS system is its performance. It may be 
clear that the performance also strongly depends on the specific situation, the events oc
curring, and the implementation. We expect, however, that it is possible to implement the 
system for each specific situation such that its performance is good. 

5.1.7 THEPARTS 

Within the basic EDJSS system we can distinguish the following parts: 
• the EDJSS system algorithm, 

• the schedule algorithm, 

• the action selection algorithm, 
• the rescheduling algorithm, 

• the schedule revision algorithm, 

• the reoptimization algorithm, 

• the dispatch algorithm, and 
• the database and basic algorithms. 

Figure 5.4 shows a schematic picture of the EDJSS system. 

This basic EDJSS system has been implemented in the object oriented programming lan
guage SMALLTALK-80 [Goldberg and Robson, 1989]. We will next discusss some of 
these parts in more detail and we will present the implementation choices. The EDJSS 
system algorithm implements the EDJSS procedure cycle as discussed in Section 5.1.5, 
and the schedule algorithm implements the schedule step, in which it applies the action 
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reoptimization 
algorithm 

Figure 5.4 Parts of the EDJSS system 

selection algorithm and the three scheduling algorithms to perfol'Il1 the various actions. 
These two algorithms will not be discussed in more detail. 

THE DATABASE AND BASIC ALGORITIIMS 

The database is needed to store the information on the machines, jobs, operations, times, 
messages, and production plans. This includesboth information necessary for future de
cisions, and information from the past, which may be useful as reference for the PP and 
MC processes when they determine estimates of the processing and repair times. 

We will not discuss the requirements for the database nor the various forms it can 
have. For the first implementation we have chosen an object oriented database. 

To change the information stored in the database, some basic algorithms are supplied, 
which simplify the design of the other algorithms. Among them are, for instance, algo
rithms to add machine, job, or message records to the database, or to change those 
records. Moreover, algorithms to calculate longest paths, to sequence operations, and to 
determine dispatchable operations belong to this group. 

Another important basic algorithm determines the earliest possible start time and 
completion time for an operation, given the machine sequences. Note that the start time 
depends on the current time, on the earliest possible or realized completion time of its job 
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and machine predecessors, and on the (estimated) completion time of the last operation 
repair that may have been necessary; the earliest possible completion time of an opera
tion depends on its earliest possible (or realized) start time, on its estimated processing 
time, and on the (estimated) completion time of the last machine repair that may have 
been necessary during the performance of the operation. 

THE RESCHEDULING ALGORITHM 

The EDJSS system requires at least one rescheduling algorithm to be able to perform the 
rescheduling action. A rescheduling action involves two phases: the formulation phase 
and the solution phase. In the formulation phase, the effects of the message received on 
the data of the rescheduling problem are determined and stored in the database. 
Furthermore, the decisions of the previous production plan are removed and a job shop 
rescheduling problem is formulated. In the solution phase, a solution is determined for 
this problem. The newly determined scheduling decisions are stored in the new valid 
production plan. 

The requirements for a rescheduling algorithm include that it has to be able to con
struct a valid production plan for each possible JSRSP instance, that it does not require 
too much time to do so, and that the constructed plan is of good quality. 

Many algorithms, including optimization and approximation algorithms, may meet 
these requirements more or less. For the first implementation, we have chosen to apply a 
priority dispatching algorithm because it is able to construct a production plan in a fairly 
fast and simple way. The procedure of a priority dispatching algorithm has been dis
cussed in Chapter 3. Recall from that discussion that the application of this algorithm re
quires a priority rule. The best rule strongly depends on the specific situation in which 
the rescheduling action will be performed. Therefore, experimental research is re_quired 
for each specific implementation, and the action selection algorithm may select different 
priority rules in different situations. 

Note that it is also possible to apply a local search algorithm as rescheduling algo

rithm. That would, however, be superfluous since we will apply a local search algorithm 
to perform the reoptimization action, which can be performed after the rescheduling ac
tion. 

THE SCHEDULE REVISION ALGORITHM 

A schedule revision algorithm is required to be able to revise a production plan that has 
become invalid due to the disruptions caused by a message. Again, a formulation phase 
and a solution phase can be distinguished. In the former phase, the algorithm determines 
the effects of the message received on the data of the production plan (i.e., the disrup
tions) and formulates a job shop schedule revision problem. In the solution phase, the al
gorithm determines which actions are required to revise the plan such that it becomes 
valid again, and next performs these actions. 

Recall from Chapter 4 that three revision actions will be necessary to be able to revise 
each disruption. When a time disruption has occurred, the start time revision action has 
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to adapt the planned completion time of the operation concerned and the planned start 
and completion times of all succeeding operations; the machine sequences stay un
changed. When, on the other hand, a sequence disruption has occurred, these. machine 
sequences do have to be changed; operations have to be added to or removed from it. As 
mentioned before, the delete operation action is more straightforward than the insert op
eration action, since for the latter scheduling decisions are needed that influence the 
quality of the production plan. 

Similar to the rescheduling algorithm, the requirements for a schedule revision algo

rithm include that it has to be able to construct a valid production plan for each possible 
JSRSP instance, that it does not require too much time to do so, and that the resulting 
plan is of a good quality. 

Note that a valid plan results when the insert operation action inserts the operations 
one after the other at the end of the machine sequences. For reasons of quality this may 
however not be good enough. 

Still, for the first implementation we have chosen to apply this simple insertion strat
egy. Thus, all three revision actions can be performed by fairly simple procedures. They 
add and delete records from the database and recalculate start times. 

The procedure of the schedule revision algorithm then becomes as follows. 
First, determine all required start time revision actions and perform them in any 
sequence. 

• Next, determine all operations that have to be deleted, and delete them. The se
quence should be such that the operations of a job are deleted from last to first; 
jobs may be deleted in any sequence. Of course, for each deleted operation, the 
planned start and completion times of the succeeding operations have to be re
calculated. 
Finally, determine all operations that have to be inserted, and insert them. The 

sequence should be such that the operations of a job are inserted from first to 
last at the end of the machine sequences of the required machines; jobs may be 
inserted in any sequence. Again, for each inserted operation, the planned start 
and completion times of that operation and its successors have to be recalcu
lated. 

The execution of this schedule revision algorithm requires no parameter setting, and is 
simple and fast compared to the execution of the rescheduling and reoptimization algo
rithms. Note that better plans may result when the insert operation action is sophisticated. 
See, for instance, Wennink and Vaessens [1995] and Wennink [1995] for an optimal re
insertion algorithm. 

THE REOPTIMIZA TION ALGORITHM 

As mentioned in Chapter 4, it may be good to reoptimize a production plan after it has 
been constructed or revised. Therefore, the EDJSS system requires a reoptimization algo
rithm that starts with the current (new or revised) production plan and tries to improve it. 
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The requirements for a reoptimization algorithm include that it has to be able to im
prove any non-optimal valid production plan and that it does not require too much time 
to do so. Furthermore, it is preferred that the execution of the algorithm can be inter
rupted. That allows the weighing of the required time, the desired quality improvement, 
and the amount of changes to the original plan. The latter is important for the nervous
ness of the scheduling process and the predictability of the production process. 

Generally, reoptimization is performed by an iterative algorithm, such as a local 
search algorithm. These algorithms allow the weighing of time, quality, and nervousness. 
The procedure of a local search algorithm has been discussed in Chapter 3. Note that cur
rently the best neighborhood functions are based on the exchange of two or more adja
cent operations on a longest path in the directed graph. Other functions allow the deletion 

and re-insertion of operations anywhere in the machine sequences. 
For the first implementation, we have chosen to apply a taboo search algorithm as re

optimization algorithm. That algorithm has the desired functionality and has proved to be 
among the best approximation algorithms for the JSSP. Recall from the discussion of the 
taboo search algorithm in Chapter 3 that the application of this algorithm requires a the 
setting of various parameters, e.g., a neighborhood function, a cost function, a stop crite
rion, the type of elements on the taboo list, the length of the taboo list, and an aspiration 
criterion. Unfortunately there is no good theory on the best setting of these parameters; 
they may a.o. depend on the applied performance and quality criterion, the size of the 
problem instances, the kind of jobs that have to be performed, and the specific situation 
in which the reoptimization action will be performed. Therefore, experimental research is 
required for each specific implementation, and the action selection action may select dif
ferent parameter settings in different situations. 

THE ACTION SELECTION ALGORITHM 

The action selection algorithm is probably the most important algorithm of the EDJSS 
system. This algorithm determines when which scheduling actions will be performed and 
stores them, together with the applied algorithms and parameters settings, in an action 
plan. The action selection algorithm has to make decisions since each disruption may be 
handled in various ways with various algorithms and various parameter settings, and all 
these possibilities have their pros and cons. Unfortunately there are no objective criteria 
on which the action selection algorithm can base its decisions; the effect of each possi
bility can only be estimated. Notwithstanding that, the algorithm has to decide. 

The requirements for an action selection algorithm include that it has to be able to 
apply the scheduling actions such that the production system performs well. Moreover, 
since the time required to come to a decision may influence the performance badly, that 
time should be minimal. 

An implementation of the action selection algorithm can have many forms. Since it 
may require an expert to determine the best decisions, a knowledge based expert system 
might be a good implementation. A decision tree, on the other hand, is a much simpler 
implementation. The difference is that in an expert system the knowledge and the ability 
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of reasoning are separate parts, while in a decision tree they are mixed. A complex rea
soning process, as action selection might be, can thus be implemented best in the form of 

an expert system. When the reasoning process is fairly simple, a decision tree may be 
preferable. 

For the first implementation, we have chosen to implement the action selection algo

rithm as a decision tree that bases the selection of the actions on a number of simple cri
teria. The reason for this choice is that as yet there is no expertise on the best action se
lection strategies, and without expertise there is no use in applying an expert system. 

The criteria that the implemented decision tree may apply are the type of message re
ceived, the kind and size of the disruption, the quality of the production plan, the mes
sage frequency, the mean handling time, and history. A basic implementation works for 
instance as follows: 

• when a 'small' time disruption has occurred, 
• if it does not effect an operation on a critical path, and the message fre

quency is high, then only revise the plan. 
if it does effect an operation on a critical path, or the message frequency 
is low, then revise and reoptimize the plan. 

when a 'average' time disruption or a 'small' sequence disruption has occurred, 
then revise and reoptimize the plan. 

• in other cases, reschedule and reoptimize the plan. 
The algorithm further has to set the parameter for the algorithms applied. E.g., it is 

possible to weigh the required time against the quality improvement by selecting a good 
stop criterion for the taboo search algorithm. And it is possible to weigh the nervousness 
of the system against the quality improvement by selecting a good neighborhood func
tion for the taboo search algorithm. 

Note finally that it is possible to adapt the EDJSS system such that a scheduling action 

is interrupted when a new (important) message is received. It then is possible to reopti
mize as long as no messages are received. Furthermore, it is then possible to solve the 
problem when (temporarily) the message frequency is high compared to the handling 
time. 

THE DISPATCH ALGORITHM 

Whether the production plan has been changed in the schedule step or not, a valid pro
duction plan will be available when the dispatch step is entered. In this step, the EDJSS 
system applies a dispatch algorithm to determine which processing commands to send to 
the MC process concerned and to actually send these commands. 

A processing command for some operation can be sent as soon as the job release date 
has expired, all job and machine predecessors have been completed, and eventually the 
operation repair has been completed. Since we assume the performance criterion to be 
regular, there is no need to delay the start of the operation any further. Note that, because 
the job release date and the completion time of the predecessors and operation repairs are 
used in the calculations of the start time of the operation, that should be as soon as the 
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start time is reached. 

A problem that may arise is that more than one operation can be started at the same 
moment. Of course it is possible to start them all at the same moment. The start of each 
operation, however, will definitely result in the receipt of either an operation start mes
sage or an operation failure message, and such a message might disrupt the plan. The 
handling of that disruption may result in a changed machine sequence and in an im
proved production plan. Hence, the strategy of the dispatching algorithm on this point 
may influence the performance of the production process. Generally, however, is will be 
best to send all processing commands at once since when they are send one at a time, the 
handling of each message takes some time during which the other operations would have 
to wait before they can be started. 

Note that the best dispatch strategy also depends on the probability of disrupting mes
sages and the handling time. In our first implementation, we have chosen to send all pro
cessing commands at once before the first feedback message is handled. 

5.2 FIRST EXPERIMENTS 

The first implementation of the EDJSS system, as described in the previous sections, has 
been applied for the first time in experiments performed during a master's research by 
Fey [1994]. 

In that research, the EDJSS system has been applied to a fairly simple job shop system 
with four machines, which has to perform a limited number of job types. The production 
planning system did send a job arrival message to the EDJSS system at unexpected mo
ments, specifying one job whose type was drawn from a set of twelve different types, 
which was released immediately. For each job, the required operations, processing order, 
and machines, an estimate of the processing times, a due date (which states when the job 
has to be completed), and a priority (which states the relative importance of the job) were 
specified. 

The circumstances under which the EDJSS system had to operate were a little easier than 
has previously been described. The PP process was not allowed to cancel jobs, the MC 
processes were assumed to specify the same estimate of the processing time in an opera
tion start message as the PP process did in its job arrival message, and were assumed to 

specify exact estimates of the processing times in an operation delay message and of the 
repair times in operation failure and machine breakdown messages. Due to the latter as
sumption, the EDJSS system received at most one operation delay message after each 
operation start message and received no operation and machine repair delay messages. 

Moreover, the implemented action selection algorithm was fairly simple. After each 
job arrival message the EDJSS system rescheduled and reoptimized the production plan. 
When another message was received it revised and reoptimized the plan, unless the ef
fects of the message exceeded a certain threshold, in which case the rescheduling and 
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optimization actions were applied. The action selection algorithm did not need to choose 
algorithms for these actions or to set parameters; these were predetermined. Each 
rescheduling action was performed with the same priority dispatching algorithm and the 
same priority rule, and each reoptimization action was performed with the same taboo 
search algorithm and the same parameter settings (e.g., neighborhood function and stop 
criterion). 

In the research of Fey, two criteria were used to measure the performance of the produc
tion process, i.e., the mean weighted tardiness and the 95% fraction. The latter value in
dicates the bounds which contain the weighted tardiness of 95% of the jobs. The former 
criterion was also used as optimization criterion for the reoptimization algorithms. The 
priority rule used for the rescheduling algorithm was the earliest weighted due date rule. 

Fey constructed a simulation model of the relevant aspects of the job shop system in the 
discrete event simulation language PROCESS TALK. That model was implemented on a 
computer in the simulation tool PROCESS TOOL [Wortmann, 1991 ], which, in turn, was 
implemented in the object oriented programming language SMALLTALK-80 [Goldberg 
and Robson, 1989]. 

In the implementation of the simulation model, the dynamic and stochastic behavior 
of the PP and MC processes was realized by sampling from predefined distributions for 
the stochastic variables of the model (such as the processing times, the propability of an 
operation failure, and the machine repair time). 

One of the elements of the simulation model was the production scheduling process. Fey 
experimented with two different production processes, i.e., the EDJSS system and a shop 
dispatching system. The latter constructs non-delay production plans with a priority dis
patching algorithm and the earliest weighted due date priority rule (the same rule as was 
used in the EDJSS system). 

Both scheduling processes were used in two sets of simulation experiments, i.e., one 
set with a so called reliable job shop system and one with a so called unreliable job shop 
system; these systems differed in the distributions of the time between machine break
downs (the reliable system has a larger mean time between machine breakdowns than the 
unreliable system). 

Moreover, experiments with the EDJSS system were performed with three different 
neighborhood functions, which were all based on the exchange of two adjacent opera
tions on a longest path to the job with the largest weighted tardiness. From these ex peri
ments, it can be concluded that one neighborhood function performed better than the 
other two on both performance criteria. Moreover, it became clear that the neighborhood 
function had a major influence on the performance of the production process. 
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With the simulation experiments, two hypotheses were investigated. The first hypothesis 
was: 'there is, in the steady state of a simulation run, under equal circumstances, no dif

ference in the performance of the production system between the experiments with the 
EDJSS system and with the shop dispatching system'. The second hypothesis was: 'there 

is, in the steady state of a simulation run, under equal circumstances, no difference in the 
performance of the production system between experiments with the EDJSS system in the 

reliable and unreliable job shop system'. 

From the results of the experiments, it can be concluded that the EDJSS system with the 
best neighborhood function clearly performed better than the shop dispatching system; 

for the unreliable system, the EDJSS system performed 24.2% better on the mean 
weighted tardiness and 19% better on the 95% fraction; for the reliable system, the dif
ference was even 30.1% and 22.7%, respectively. 

A further conclusion was that the first hypothesis probably can be rejected; both for 
the unreliable as for the reliable system, it can be rejected with 95% certainty based on 
the mean weighted tardiness and with 94% certainty based on the 95% fraction. 

Based on the results of these experiments, it further seems that the EDJSS system per
forms better in the reliable job shop system than in the unreliable system; this can be ex
pected from a predictive scheduling process based on a static and deterministic schedul
ing modeL Unfortunately, however, the second hypothesis can not be rejected based on 
the performed experiments; the difference was not significant. Probably more simulation 
experiments would have proved that the second hypothesis can have been rejected. 

From analysis of the scheduling actions it can be concluded that these actions per
formed well; the analysis of a single simulation run showed that the taboo search algo
rithm improved the production plan with a mean of 24% on the mean weighted tardiness 
when the action was performed after a rescheduling action and with a mean of 13% when 
it was performed after a schedule revision action. 

The most important conclusion from this research, however, is that the simulation exper
iments showed that the EDJSS system with the best neighborhood function outperforms 
the shop dispatching system. Furthermore, this research showed that the EDJSS system 
functions well. This conclusion is promising for future implementations of the EDJSS 
system. 

Note finally that in this research it was assumed that the time required to perform the 
·scheduling actions was negligible, i.e., during execution of the algorithm the simulated 
time did not proceed. In practice, however, that certainly is not the case and, therefore, 
the shop dispatching system may be preferable for production processes with a high mes
sage frequency. 

For more information on this research and on the experiments, we refer to Fey [1994 ]. 
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5.3 DISCUSSION 

The basic EDJSS system presented in the previous sections is only a proposal. Clearly, 
the design is based on numerous assumptions, each of which may be unjustified for a 
specific job shop system. We expect, however, that the EDJSS system can be adapted to 
various situations in which other assumptions apply. 

The application area of the EDJSS system is probably restricted to areas in which the 
machine control processes are automated and in which sufficiently good estimates can be 
supplied for the processing and repair times. 

Future research may be necessary on the possibilities of an EDJSS like system. 
Moreover, it will be necessary to study the (desired) behavior of the action selection al
gorithm in more detail. Finally, it will be necessary to study the possibilities of the inter
action with humans; it is often preferable to interactively determine scheduling decisions. 

5.4 CONCLUSIONS 

We started this chapter with the observation that most scheduling systems focus on 
rescheduling, while human schedulers mostly apply schedule revision and reoptimiza
tion; in other words, a scheduling system often construct new plans while a scheduler 
often revises the old plan. 

In Chapter 4, we saw that both approaches have their pros and cons and that it never
theless can be profitable to be able to perform both actions in a scheduling system. Such 
a scheduling system has been proposed in this chapter. 

The Event Driven Job Shop Scheduling system assumes that the environment, i.e., the 
production planning process and the machine control processes, informs it on the oc
curred events by sending messages that specify good estimates of the processing and re
pair times. The system will then construct production plans based on a static and deter
ministic model and on the estimated times. To counteract unplanned events that occur, it 
will determine the disruptions they cause and will either construct a new production plan 
or revise the old one. Eventually, it will also reoptimize the new or revised plan. 

In the next chapter, we will present the Vertex system, which is a job shop like pro
duction system, but it differs from the general job shop on some relevant points. It will 
therefore be necessary to redesign the algorithms for rescheduling, schedule revision, and 
reoptimization. In Chapter 7, we will discuss experiments in which the EDJSS system 
was applied to schedule the operations of the Vertex system. 
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THE VERTEX SYSTEM: A CASE 

The Vertex system is a mock-up of a system called the Advance-600/1 and is used to 
study the logistical behavior of that system. In this thesis, the Vertex will be used to vali
date the behavior and performance of the Event Driven Job Shop Scheduling system pro
posed in Chapter 5. Next, we will first describe the Advance-600/1 and subsequently we 
will tum to the Vertex system. 

6.1 THE ADV ANCE-600/1 

The Advance- 60011, or just Advance, is a cluster system that is used during the produc
tion of integrated circuits. To understand the ideas behind this system and its logistics, a 
short introduction into integrated circuits and their production will be convenient. 

6.1.1 INTEGRATED CIRCUITS 

An integrated circuit (IC) is an electronic component, which in its normal appearance is 
often called a chip. Integrated circuits are applied in many electronic devices, and they 
are often essential for the functioning of the device. 

A large diversity of integrated circuits is produced nowadays, some in large and other 
in small quantities. Memory IC's, for instance, are produced in large quantities and are 
applied in every computer. 

The production of integrated circuits can roughly be divided into the following phases: 
• a cylindrical bar of pure silicon is sawed into thin plates, called a wafer; 
• the wafer is processed and several integrated circuits are created on the wafer; 
• the wafer is sawed into pieces, each containing one integrated circuit; 
• such a piece is, with some contact pins and a body, transformed into a chip. 

The second, and most important, phase is called the wafer processing phase. 
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6.1.2 WAFER PROCESSING 

In the wafer processing phase, hundreds of process steps are performed to create several 
integrated circuits on a single wafer. These process steps can be divided into seven cate
gories: (1) a lithographical process places a photo-sensitive lacquer layer on the surface 
of the wafer, exposes this lacquer layer to light through a template, and removes parts of 
the lacquer layer in a photographic process; (2) an etch process removes the unprotected 
parts of the surface layer of the wafer; (3) a diffusion process places a new layer on the 
surface of the wafer by heating it in a furnace and exposing it to a gas; (4) an implant 
process implants ions into the surface of a wafer by shooting ions at it; (5) a metalizing 
process places a new metal layer on the surface of the wafer by depositing metal; (6) a 
cleaning process cleans or removes a surface layer; and (7) an inspection process in
spects the quality of the wafer after it has been processed. 

Integrated circuits can be created on a wafer by repeatedly applying such processes. 
For details on wafer processing technology see for instance Sze [1983 ]. 

6.1.3 WAFER PROCESSING FACILITIES 

In all production phases, machines are applied to perform the necessary process steps. An 
integrated circuit production facility, therefore, contains many different machines. The 
machines applied during the wafer processing phase are usually grouped in a separate 
wafer processing (sub)facility. 

Wafer processing facilities can roughly be divided into two categories: the flow shop 
and the job shop facility. The flow shop facility contains a separate machine for each 
process step, such that the flow of the batches of wafers along the machines is easy to 
understand and to control. This facility is most often used to produce a small range of 
IC's in large quantities. The job shop facility contains machines that are able to perform 
several process steps. The flow of batches through such a facility is usually more difficult 
to understand and control, because a single batch may have to be processed by the same 
machine several times. Furthermore, the machines often need to be set up in order to be 
able to perform a specific process step. This facility is most often used to produce a large 
range ofiC's in small quantities. 

Since most wafer processing machines are very expensive and IC's have to be pro
duced in a large diversity, most wafer processing facilities have a job shop character and 
a functional layout, i.e., machines with similar abilities are grouped together. The batches 
of wafers are transported between these groups and temporarily stored when no machine 
is available to perform the next process step. Because the transport intensity in such a fa
cility is relatively low due to long processing times and multiple material routes, gener
ally operators transport the batches of wafers between the (groups of) machines. 

During the wafer processing phase, dust and oxidation contaminate the wafer and have a 
negative effect on the quality of the integrated circuits. Too much contamination makes 
an integrated circuit useless and thus decreases the yield of a wafer, i.e., the percentage of 
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correctly functioning IC's. To improve the mean yield, the atmosphere inside a wafer 
processing facility is closely controlled, such that it contains very little dust particles and 
a constant low humidity. Hence, such a facility is called a cleanroom. 

The need for more complex IC's and lower production costs urges the integrated cir
cuit production companies to further improve the production circumstances and reduce 
the expensive cleanroom space. This is a reason for the design of the Advance. 

6.1.4 THEADVANCE 

The Advance is a cluster machine that is designed and produced by ASM (Bilthoven, 
The Netherlands) for use in wafer processing facilities. 

The system is a cluster of up to six wafer processing machines and a transport system, 
which transports the wafers in a closed room with a controlled atmosphere. The idea be
hind the Advance is that it is able to automatically perform several successive process 
steps in the production of integrated circuits. Because the transport system causes less 
contamination than an operator, and the atmosphere inside the relatively small transport 
room can be controlled better than inside the large cleanroom, the production circum
stances are improved. Furthermore, because the atmosphere around the system does not 
influence the quality of the wafers, it can be placed outside the cleanroom in the so called 
greyroom, reducing cleanroom space. The Advance, therefore, is able to achieve a larger 
mean yield and produce more complex IC's against lower costs. 

Figure 6.1 shows a schematic picture of an Advance. The basic system contains a trans
port system in the centre of a six-sided room, around which up to six wafer processing 
machines (called modules) can be placed. Gate valves separate the modules from the 
transport room, and allow the transport to take place in a vacuum or an inert gas. The 
transport system is of a frog-leg type of robot that is able to transport one wafer at a time 
in a flat plane. Since the modules can process several wafers at a time, each module con
tains a wafer store compartment, in which an elevator is used to position the wafers one 
by one on the transport plane. The processing takes place in the adjoining wafer process
ing compartment. 

The user of an Advance can configure the system with up to six modules. At least one of 
these modules should be an in- and output module that enables the exchange of batches 
of wafers between the system and its environment. The other modules are usually pro
cessing modules, such as etchers, cleaners, and depositors. 
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The functioning of the Advance can be best described by the flow of a single batch of 

wafers through the system. This flow starts when the operator places the batch of wafers 
(in a cassette) in the input module. The module is then closed and the atmospheric con
ditions in this (source) module are equalized with those in the transport room. When the 
destination module is ready for it, its atmospheric conditions are also prepared for trans
port. At the moment the transport system is available and the source and destination 
module are ready for it, transport can start. The elevator of the source module positions 
the first wafer on the transport plane, while the elevator of the destination module posi
tions an empty slot on that plane; the gate-valves of both modules are opened, the trans
port system turns to the source module, extends, picks the wafer, retracts, turns to the 

. destination module, extends, places the wafer in the empty slot, and retracts; then this 
cycle is repeated to transport the next wafer. When all wafers have been transported, the 
gate-valves are closed. The transport system is then ready to transport another batch, the 
source module is ready to receive a new batch, and the destination module is ready for 
processing; the atmospheric conditions are controlled and, when the setup is completed, 
processing can be started. At the completion of processing, the wafers are transported to 
another module for their next processing step. When all processing steps of a batch have 
been completed, the wafers are finally transported to the output module, from where the 
operator can pick the batch of processed wafers. 

Since the processing times are long compared to the transport times, the modules of an 
Advance are often processing simultaneously. Several modules may each be processing a 
batch of wafers while the transport· system is transferring wafers from one to another 
module. Of course, a module cannot be processing and sending or receiving wafers, i.e., 
be loaded or unloaded, at the same moment. 

6.1.5 DEADLOCK SITUATIONS 

Generally, when a machine completes the processing of some material, the material is 
stored in a buffer, new material is retrieved from the buffer, and the machine starts pro

cessing that material. 
An important decision in the design of the Advance was to omit any material buffer 

places; buffering the wafers between two processing steps would increase waiting times 
and thus increase contamination. Therefore, when a module of the Advance completes 
the processing of a batch of wafers, the wafers remain on the module until they are un
loaded by the transport system, which cannot happen until the transport system is avail
able and the loaded module is empty. 

Because, moreover, the transport system can transport no more than one wafer at a 
time, the Advance can reach a so called deadlock situation. In such a deadlock situation 
one or more modules, called the deadlock modules, and the transport system are waiting 
for each other forever. 
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We can distinguish between two types of deadlock situations: 
• in a physical deadlock situation, two or more modules are waiting to be unloaded 

but the transport system cannot unload any of these modules since their wafers 
have to be transported (one at a time) to one of the other deadlock modules. 

• in a sequenced deadlock situation, one or more modules are waiting to be unloaded 
for the same reason as above, or because their wafers have to be transported to a 
module on which, according to the specified machine sequences, the processing of 
that batch should be preceded by the processing of a batch which before it can be 
processed on that module has to be processed on one of the deadlock modules. 

In both deadlock situations there is no legal next step, and consequently these situations 
are undesired and should be avoided. The physical and sequenced deadlock situations 
differ at one point; when a sequenced deadlock situation actually occurs, it can be es
caped from by changing the specified machine sequences, which is no possibility when a 

physical deadlock situation occurs. 

One way to avoid physical deadlock situations is to operate the Advance as a flow shop, 
i.e., the material is allowed to flow only in one route through the modules. When, fur
thermore, the jobs are processed by each machine in the same order, sequenced deadlock 
situations are avoided too. Such a solution may be preferable in many occasions but the 
amount, diversity, and production technology of the integrated circuits that have to be 
produced may compel the system to be operated as a job shop, i.e., the material is al
lowed to flow in various routes through the modules. 

For such a job shop operated Advance, deadlock situations can only be avoided by 
carefully scheduling the process and transport operations of the system. 

A careful and good scheduling system is also desirable because an hour of production 
time on this equipment is very expensive and the processing and setup times on some 
modules of an Advance may be relatively long (e.g., 15 resp. 2 hours). A good schedul
ing system might be able to save many hours of production time and consequently a iot 
of money. Moreover, a good scheduling system may simultaneously reduce the flow 
times, which implies less contamination and thus less loss of expensive integrated cir

cuits. 

This thesis discusses the design of a scheduling system that avoids deadlock situations 
and reaches a good performance. However, when material buffer places had not been 
omitted, the modules would have been more independent, the control problem easier, and 
probably even the system's performance better. 

6.1.6 THE VERTEX PROJECT 

In 1988, ASM and the section Systems Engineering of the Eindhoven University of 
Technology started a project, which they called the 'Vertex project'. The objective of this 
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project was to study the logistical control of the Advance, and to design a logistical con
trol process. 

The first result of this project was the construction of a mock-up of the Advance, 
called the Vertex system. In 1989, when the project ended, a logistical control process 
had been developed which was able to control the Vertex system and thus to demonstrate 
the logistical behavior of the Advance. This control process contained a scheduling pro
cess that scheduled and dispatched the operations. This scheduling process was based on 
a straightforward predictive process; it did not react to disturbances other than the arrival 
of new jobs. For the creation of schedules the scheduling process used a priority dis
patching algorithm that was embedded in a backtracking scheme to avoid deadlock situa
tions. For more information on that scheduling process we refer to Vaes [1989] and 
Rooda and Vaes [1992]. 

In this thesis, the Vertex system will be used as a case; the EDJSS system proposed in 
Chapter 5 will be adapted for and applied to the Vertex system. The objective is twofold: 
design a better performing scheduling system for the Vertex system, and test the behav
ior, performance, and adaptability of the EDJSS system. 
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6.2 THE VERTEX SYSTEM 

The Vertex system is used to study the logistical behavior of the Advance. It contains a 

transport system and six 25-wafer elevators in an open and uncontrolled atmosphere (see 
Figure 6.2). These elements are sufficient to demonstrate the most important logistic as
pects of the Advance. The system lacks the transport room, gate valves, wafer store com
partments, and wafer processing compartments. When the production of (dummy) wafers 
on this system is demonstrated, the processing by the modules is simulated on a com
puter. 

ASSUMPTIONS 

Besides the physical object, the Vertex system also represents a set of assumptions con
cerning the behavior and configuration of the Advance and its control process. In this 
thesis, these assumptions are more important than the physical Vertex system. 

First, the Vertex system includes a transport system, an operator, and some modules, 
among which at least one is an input module and one is an output module. These ele
ments are assumed to be constantly available and are used to process batches of wafers, 
where each batch may require processing on several modules. 

Each module is constrained: it can process at most one batch at the same moment. 
This is the machine capacity constraint. Furthermore, each batch can be processed by at 
most one module at the same moment, the processing of a batch, once started, should be 
proceeded until completion, and a batch is processed by a module as a whole, i.e., all 
wafers of a batch are processed simultaneously. 

Consequently, it is not allowed that a batch is split into sub-batches or that different 
batches are merged. Note that these assumptions are legal only if the batch size does not 
exceed the minimum module capacity, i.e., the amount of wafers a module can process at 

a time. 
These assumptions enable us to schedule each process step, i.e., the processing of a 

batch on a machine, as a distinct operation, which we will call a process operation and 
which may not be preempted. Furthermore, they enable us to schedule each batch as a 
single job, containing several operations. 

Concerning the jobs, we assume that they may have non-zero release dates. When such a 
job arrives at the scheduling process, it may not be processed immediately. So, the job 
release date constraint, i.e., no operation of any job may be performed before the jobs re
lease date, holds. 

Concerning the route a batch follows through the modules of the system, we assume that 
the first module in sequence is an input module, the last module is an output module, and 
that no other restrictions apply. 

Thus, the Vertex system has a job shop character; batches that flow through the sys
tem through different material routes, can be produced simultaneously. 
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We further assume that for each process operation, there is only one module available 
that is able to perform it. Consequently, there is no allocation flexibility, and no alloca
tion problem has to be solved by the scheduling process. We further assume that two 
successive processing steps of a batch do not require the same module. 

A batch that has been processed on some module and thereafter needs processing on 
some other module, has to be transported in between during an uninterrupted period of 

time by the transport system. This transport cannot be started before the first processing 
has been completed, and the latter processing cannot be started before transport has been 
completed. We call these the transport precedence relations. 

In contrast to the general job shop system, transport is not negligible because the 
transport system can transport at most one batch at the same moment (i.e., the transport 

capacity constraint) and transport times are non-negligible. Consequently, transport 
times cannot be included in the processing times. 

Transport will be scheduled as a distinct operation, which we will call a transport op
eration. The performance of such an operation implies that the batch is unloaded from 
one module, called the unloaded module, transferred, and loaded onto another module, 
called the loaded module. 

We already mentioned that the transport system transports the wafers one by one. 
Now, we assume that once it transports one wafer of a batch, it next has to transport all 
other wafers of that batch before it is allowed to transport any wafer from another batch; 
the transport of a complete batch will be scheduled as a single transport operation that 
may not be preempted. 

Two other differences between the Vertex system and the general job shop system is that 
the physical restrictions of the Vertex system prescribe that, during the transport of a 
batch, not only the transport system but also the loaded module and the unloaded module 
are required, and that the Vertex system lacks any material buffer places. 

A consequence of the former is that a module can either be processing a batch, be 
loaded, or be unloaded, but never more than one at the same moment. We will call this 
the process-transport capacity constraint. Note that, due to this constraint, the schedul
ing problem is in fact no longer a machine scheduling problem since a transport opera
tion requires three machines and thus a job can be processed by more than one machine 
at the same moment. 

A further consequence is that a module is occupied from the moment the transport 
system starts loading a batch onto it, while it is processing that batch, until the moment 
the transport system completes unloading that batch from it, and is empty from the latter 
until the former moment. Furthermore, the transport system cannot start transporting a 
batch when the destination module is not empty. 

Thus, when some batch has to be processed on some module before some other batch, 
then that batch should be unloaded from that module before the other batch can be loaded 
onto or processed .on it. We will call this the physical precedence constraint. When this 
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constraint is not respected, the system will reach a deadlock situation. 
The physical precedence constraint can be reformulated when we introduce the TPT

block as a set containing a transport operation that loads a batch onto some module, the 
consecutive process operation that processes the batch on that module, and the consecu
tive transport operation that unloads the batch from that module. Thus, all operations of a 
TPT-block require the same module; therefore, the TPT-block is said to require that 
module. Moreover, two TPT-blocks of different jobs are said to be concurrent when they 
require (processing on) the same module. 

The physical precedence constraint then becomes: 'if any operation of a TPT-block is 
started, then all operations of that block have to be performed until completion before 
any operation of a concurrent TPT-block can be started (on the required module)', or in 
other words 'a TPT-block may not be preempted by an operation of a concurrent TPT
block'. A deadlock situation is thus characterized by some TPT-block that is preempted 
by at least one operation of a concurrent block. 

Please note that, since a transport operation simultaneously unloads one module and 
loads another, two consecutive TPT-blocks of a job overlap, and a job can be seen as a 
sequence of overlapping TPT-blocks. Note further that the first and last TPT-block of a 
job contain only two operations. 

Concerning the modules we assume that a module has to be set up (i.e., prepared) by the 
operator to be able to perform a processing step on a batch, and we assume that the oper
ator can set up an infinite number of modules at any moment, i.e., it has an infinite ca
pacity. 

The latter assumption is made because it is believed to be insensible to delay the pro
duction on the Advance due to a lack of setup capacity. Such a delay is generally so ex
pensive that it is cheaper to supply more operators. Furthermore, that assumption seri
ously simplifies the scheduling problem. 

The time required to set up a module, which we call the setup time, may be sequence
dependent; that is, it may depend on the sequence in which the operations are performed 
on the concerned module. Such a setup cannot be started before the preceding process 
operation has been completed, and the subsequent process operation cannot be started be
fore the necessary setup has been completed. We call these the setup precedence rela

tions. 
Furthermore, we assume that the setup of a module is separable; that is, the material 

of the batch need not be available on the module before the operator can set it up. If the 
setup had been non-separable, i.e., the material had to be available, the setup times could 
have been included in the processing times of the subsequent process operation. Now, the 
setup times cannot be included in the processing times and a setup will be scheduled as a 
distinct operation, called a setup operation, although there is no setup capacity constraint 
that creates a competition among these setup operations. 

Because the setup of a module is separable, a transport operation that loads or unloads 
some module and a setup operation that prepares that module can- but need not- be per-
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formed simultaneously. This is obvious since the transport and setup operations are per
formed by different resources and in different compartments of the module; they do not 
affect each other. 

Concerning a single process step we assume that the transport operation that loads some 
batch onto some module, the setup operation that prepares that module for the processing 
of that batch, and the subsequent process operation th~t actually processes that batch on 
that module, form an entity that may not be preempted, i.e., once one of these operations 
has been started, each operation has to be performed until completion before any other 
operation may be performed on that module. 

Note that we already assumed that the process operations and the transport operations 
may not be preempted. Thus, we now assume that the setup operation may not be pre
empted and that such an entity may not be preempted after the transport operation or the 
setup operation have been completed. Dropping this assumption could improve the sys
tems performance because it may be profitable in some occasions to delay the imminent 
process operation and advance another process operation. However, such a preemption 
would necessitate additional actions before another transport or setup operation can be 
performed; e.g., a batch has to be transported back to its source module or a (partly com
pleted) setup operation has to be undone. In this thesis, we choose to restrict the flexibil
ity of the system at this point. 

Finally, the objective of the scheduling process is to achieve a consistent good perfor
mance, measured in terms of the mean relative flow time F rei, which should be minimal. 
The mean relative flow time is the mean over all jobs ofthe relative flow time Frel (j) of a 
job j E J, which is 

BJl 
Fre!(]) P(j)' 

i.e., the flow time divided by the work content. 

(6.1) 

As can be observed from Tables 6.1a and b, the mean relative flow time is more dis
tinguishing than the mean flow time when there is a large diversity among the work 
contents of the jobs, which often is the case in the Vertex situation. 
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Table 6.1 Comparison of the mean flow time and mean relative flow time 

(a) j P(j) F(j) FreJ(J) 

j) 8 16 2 

18 18 

mean 13 17 1.5 

(b) j) 8 8 I 

18 26 1.5 

mean 13 17 1.25 

6.3 THE VERTEX SCHEDULING PROBLEM 

Because we want to apply the Event Driven Job Shop Scheduling system to the Vertex 
system, we need to model the static and deterministic Vertex scheduling problem (VSP). 

From the previous section, it can be observed that that problem differs from the job 
shop scheduling problem (JSSP). The next section introduces an instance of the VSP. 
This instance is useful to get an understanding of how VSP instances look like, and is 
convenient in subsequent sections, in which we will model the VSP in terms of the dis
junctive graph and discuss how feasible schedules are obtained for instances of the VSP. 

6.3.1 AN INSTANCE 

The set M = (mJ, m2 , m3, m4, ms, m1) of machines of the VSP instance which we will 
call VSPl contains five modules and the transport system (m1). The set J = (h, jz) of jobs 
has two elements. Job j1 =(OJ, 02. 03) and job jz = (04, os, 06) both contain three process 
operations that have to be performed in the prescribed order, and have a release date of 0 
and 1 respectively. Thus, the set Op of process operations has six elements. Each process 
operation will be performed by one of the five modules; Table 6.2 states the required ma
chine M(v) and processing time p(v) of each process operation v e Op. 

Table 6.2 Data of instance VSP1 

v M(v) p(v) v M(v) p(v) 

OJ ml 4 04 ffi4 2 

Oz mz 6 os mz 5 

2 6 
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Between each two consecutive process operations of the same job, the job has to be 
transported. So, the set 0 1 of transport operations has four elements. Such a transport op
eration will be denoted by Ov-w. where vis the preceding and w the succeeding process 
operation. All transport operations will be performed by the transport system mt and have 
a processing time of 1. 

The set Os of setup operations has six elements, one for each process operation. The 

setup operation that prepares a machine to perform process operation v is denoted by Osv· · 
All setup operations will be performed by the operator m8 , who is no element of :Mbe

cause it has an unconstrained capacity. The processing time of all setup operations is zero 
except for those on machine mz; when o 2 precedes os on that machine then the process
ing time of Osz. p(o8z, •, oz) = 0 and the processing time of o8s, p(o8 :;, Oz, os) = 4; and 
when os precedes oz then p(o8s. •, os) = 0 and p(o8z, os, 02) = 3. Furthermore, the pro
cessing time of o s3• p( o s3• •, 03) = 7, independent of the sequence. 

Clearly, in this example, m 1 and m4 are input modules, and m3 and ms are both output 
modules. 

6.3.2 THE DISJUNCTIVE GRAPH 

Similar to the JSSP, the VSP can be modeled by means of a disjunctive graph. The dis
junctive graph of Figure 6.3 represents the variousaspects of VSPl. 

4 6 2 

~0 
I 

2 5 6 

Figure 6.3 The disjunctive graph representing VSPl 

First of all, in this graph, we can identify two jobs, each containing three process opera
tions and two transport operations. Each process operation is represented by a P-vertex 
and visualized by a circle, whereas each transport operation is represented by a T-vertex 
and visualized by a square. The weights of these vertices equal their processing times. 
Note that the labels of the transport operations have been omitted in the graph of Figure 
6.3 since they are clear from the context. 

The precedence relations and transport precedence relations are represented by the 
arcs between the operations of the same job. The machine capacity constraint is repre
sented by the PP-edges between the process operations that require the same machine, 
and the transport capacity constraint is represented by the IT-edges between the transport 
operations, which by definition require the same machine. Both types of edges express 
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the same idea: two operations have to be perfonned by the same machine, which can per
fonn no more than one operation at a time, so one operation should precede the other or 
vice versa. Note that certain arcs and edges between operations of the same job, which 
are redundant in the sense that they are implied by other arcs of the job, have been omit

ted, such as { Ot -2• 02-3}. 

Thus far, the model is similar to the original disjunctive graph representation. The model
ing of the next aspects of VSPI are an extension of that representation. 

First, the process-transport capacity constraint is represented by the PT-edges between 
a process operation and a transport operation that require the same module. This con
straint is a special kind of capacity constraint since it states that two operations may not 
be perfonned at the same moment, although they are not performed by the same ma
chine. This constraint can, however, also be modeled by an edge that states that one op
eration should precede the other, or vice versa. Note that, to distinguish a PT-edge from 
the other types of edges, it is visualized by a dotted line. Furthennore, PT-edges between 
two operations of the same job are redundant and have been omitted. 

Second, the release date constraint is represented by the weighted arcs between the 
dummy vertex s and the operations. The weight of such an arc represents the release date; 
since the weight of s -7 03 is l, 03 cannot be started before a time of 1 has passed after 
the completion of s, which is 0 since the weight of sis 0. Note that the arcs between s 
and all but the first operations of each job have been omitted since they are implied by 
other arcs. 

Third, the setup times are represented by the weights on the PP-edges. In fact, an 
undirected PP-edge has two weights, since the setup times may be sequence-dependent. 
When such an edge is directed, the associated weight becomes the actual weight of the 
edge; in example VSPl, if 02 -7os then the weight of the edge becomes 3 and if os -7 02 

it becomes 4. Such weighted directed edge (e.g., os -7 D2) states that one operation (i.e., 
D2) cannot be started before a time equal to that weight (i.e., 4) has passed after the other 
operation (i.e., os) has been completed. Note that the setup times are assumed to satisfy 
the triangle inequality: p( v -7 w) + p( w -7 x) '2:. p( v -7 x), where p( v -7 w) denotes the 
weight of the directed edge v -7 w. This assumption is quite obvious when we translate 
the inequality into the practice of setups. 

Three aspects of a VSP instance have not yet been mentioned: the setup operations, the 
setup precedence relations, and the physical precedence constraint. 

Since the setup operations are separable and the operator has an unconstrained capac
ity, the setup operations and setup precedence relations need not be modeled explicitly; 
they, however, are modeled implicitly in this graph by their setup times. Given a feasible 
orientation and under certain conditions which will be explained further on, the start 
times of the setup operations can easily be derived from the start times of the preceding 
process operations. 

Note that the processing time of the setup operation that prepares a module for its first 
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process operation cannot be modeled as a weighted PP-edge. These times can, however, 
be modeled by adjusting the weight of the arc from dummy vertex s to such operation. 
The weight of such an arc then becomes the maximum of the job's release date and the 
setup time. This may cause such an arc to be no longer redundant. In the case of VSPI, 
the processing time of o8 3, p(o53, •, 03) = 7. The arc between sand 03 then has a weight of 
7. Since the sum of weights of the job predecessors of 03 is larger than 7, however, this 
arc is redundant and it is omitted in the graph. 

The physical precedence constraint is also not modeled explicitly in the disjunctive 
graph. We will discuss the influence of this constraint on the feasibility of a solution in 
Section 6.3.3. 

SUMMARY 
A VSP instance has now been modeled in terms of the disjunctive graph. To distinguish 
it from the disjunctive graph of Chapter 3, the resulting graph will be called the disjunc

tive TPT-graph. 
Summarizing, the set of weighted vertices Orpt of the disjunctive TPT-graph (jrp1 = 

(Orpt. .9l.rpt. 'Erp1) contains the process and transport operations and the dummy vertex s: 
Orpt Op u Or u { s}. The set .91.tpt contains unweighted arcs representing the (transport) 

precedence relations and weighted arcs representing the job release date constraints (and 
if necessary the setup times). The set 'Etpt contains three types of edges: 'Erp1 = 'Epp u 'Ett 

u 'Epr. i.e., the set 'Epp contains PP-edges re~resenting the machine capacity constraints, 

the set 'Ett contains IT-edges representing the transport capacity constraints, and the set 
'Epr contains PT-edges representing the process-transport capacity constraints. The PP

edges have, when they are directed, a weight equal to the setup time and this weight may 
depend on the direction of the edge; all other edges have no weight. The setup opera
tions, setup precedence relations, and physical precedence constraints are not represented 

explicitly. 
Note that in this summary the set Otpt is said to contain weighted vertices and opera

tions, which may be confusing. The notions of vertices and operations are, however, so 
closely related that they have been and will be mixed. 

Note further that there exists an edge between operations v and w if the intersection of 
their sets of required machines is not empty: M*(v) n M*(w) :;e 0, where the set of re-

quired machines is 

1 
{M(x)} if x E Op 

M*(x)= 
{ M(ijp(x)), M(x), M(ijs(x))} if x E Or. 

(6.2) 

Similar to the JSSP, for VSP instances there is a unique relation between a feasible com
plete orientation Q and a left-justified feasible schedule, denoted by So. Furthermore, 
when the optimality criterion is regular, it can be proved that the set of left-justified 
schedules contains an optimal element. 
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Thus, assuming a regular optimality criterion, the Vertex Scheduling Problem can be 
reformulated to that offinding a feasible complete orientation that corresponds to an op

timal left-justified schedule; this formulation is similar to that for the JSSP. To find such 
an orientation, we need to direct the (undirected) edges of the graph, and thus to deter
mine for each machine a sequence in which it performs its operations. 

When we have a feasible complete orientation Q for some VSP instance, we are able 
to determine the associated left-justified schedule Sn. For all v e Op u 0 1, i.e., the pro-

cess and transport operations, the start time Sn(v) is equal to the length of a longest path 
in the directed graph (0tpr..9l.tpt u Q{'Etp1)) up to v. Furthermore, for all v e 0 3 , i.e., the 

setup operations, the start time Sn(v) is equal to the completion time of the immediate 
machine predecessor in that orientation: Sn(v) = C(impn(v)). 

We will discuss feasibility in detail in the next section. 

Finally, as aforementioned, some of the arcs and edges of the disjunctive graph are re
dundant in the sense that they are implied by other arcs. Hence, we can reduce the graph 
by deleting all implied arcs and edges. Similarly, when some edges of the graph have 
been directed, other (direczted or undirected) edges may have beeome redundant. Note 
that the calculation of the start times can also be performed based on a reduced graph 
since deleting redundant arcs and edges does not influence the start times. 

6.3.3 FEAsmiLITY 

Recall that, for the JSSP, a complete orientation n is feasible if and only if the directed 
graph (0,;:1 u Q(~) is acyclic. Since the notions of the orientation. and the directed 
graph are so closely related, we will say that a complete orientation is acyclic if the as
sociated directed graph is acyclic. 

For the VSP, if a complete orientation n is acyclic, it represents for each machine its 
machine sequence and it respects the precedence relations, machine capacity constraints, 
transport precedence relations, transport capacity constraints, process-transport capacity 
constraints, and setup precedence relations. Furthermore, it is possible to determine the 

associated left-justified schedule Sn. 
Hence, the only constraint that can still be violated even if the complete orientation is 

acyclic, is the physical precedence constraint. We will illustrate this by some examples. 

The orientation represented in Figure 6.4 is a feasible complete orientation for VSPI, and 
. the schedule depicted in the Gantt chart of Figure 6.5 is the associated feasible left-justi
fied schedule; the orientation and schedule will be called VSPI-01 and VSPl-Sl, re
spectively. Clearly, VSPI-01 is feasible since it is acyclic and the physical precedence 
constraint is not violated, i.e., it can easily be observed from the Gantt chart that there is 
no TPT-block that is preempted by an operation of a concurrent TPT-block (on there
quired module). 
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4 6 

~0 
I 

Figure 6.4 The directed graph representing feasible complete orientation VSPl-0 1 

0 2 4 6 8 10 12 14 16 18 20 22 lime ..:.._ 

Figure 6.5 A Gantt chart depicting feasible left-justified schedule VSPl-S 1 

Note that the Gantt chart representation, as presented in Chapter 3, has been adjusted. A 
transport operation is now not only depicted on the time axis of transport system mr, but 
also on the time axis of the loaded and unloaded module, to indicate that these machines 
are also required during transport. Furthermore, a setup operation is notdepicted on the 
time axis of operator ms. who performs it, but on the time axis of the machine that is set 
up. This becau.se the operator can perform several setup operations at the same moment. 

As can be observed from Figure 6.5, a setup operation can be performed on a machine 
at the same moment that the machine is loaded or unloaded. Therefore, a setup operation 
is depicted by a crossed-marked bar on the upper half of the time axis, while the transport 
operation is depicted on the lower half of the time axis. 

Now, the directed graph shown in Figure 6.6 represents another complete orientation for 
· VSPl. We will call this orientation VSPl-02, and the corresponding left-justified sched
ule, whose Gantt chart is shown in Figure 6.7, is called VSPl-S2. 

This orientation is also acyclic. It is, however, infeasible since the TPT-block of pro
cess operation os on machine mz is preempted. That is, on machine mz, job j 1 is loaded, 
processed, and unloaded after job j 2 is loaded and before job jz is processed and un
loaded. Consequently, when Schedule VSP1-S2 is executed, a deadlock situation will 
emerge after operations OJ, o4, and 04-5 have been completed. In that situation, m 1 and m2 
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are the deadlock modules; module m1 is occupied by j J, which is waiting to be trans
ported to m2; and module m2 is occupied by h. which is waiting to be processed by m 1. 

Figure 6.6 A directed graph representing orientation VSPl-02 

ml 

~ 

mJ 

m4 

ms 

mt 
0 2 4 6 8 10 12 14 16 18 20 22 time -

Figure 6.7 A Gantt chart depicting VSPI-82 

Recall from Section 6.1.5 that there are two types of deadlock situations: the sequenced 

deadlock situation and the physical deadlock situation. In orientation #VSP102, it con

cerns a sequenced deadlock situation; it can be escaped from by changing the machine 

sequences; i.e., interchanging the order of 02 and os on machine m2. 
An example of a physical deadlock situation is shown in Figures 6.8 and 6.9. The di

rected graph in Figure 6.8 represents a complete orientation for some VSP instance. The 

Gantt chart in Figure 6.8 shows the associated left-justified schedule. Again it is possible 
to observe from the Gantt chart that the TPT-block of process operation OJ on machine 

m2 is preempted. When this schedule is executed, a deadlock situation will emerge after 
operations OJ and 03 have been completed; m1 and m2 are the deadlock modules. Job j 1 
occupies module m1 and wants to be transported to m2, which is impossible since m2 is 

occupied by h· Job h. in turn, wants to be transported to m~o which is impossible since 
m1 is occupied by j 1 . From this physical deadlock situation no proper escape is possible, 

no matter how the remaining operations are sequenced. 
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s 

5 

Figure 6.8 A directed graph representing an infeasible complete orientation 

2 4 6 8 10 12 14 16 18 20 22 time -

Figure 6.9 A Gantt chart depicting an infeasible schedule 

FEASmLE COMPLETE ORIENTATIONS 

As mentioned before, we are able to identify a deadlock situation in a Gantt chart as a 
preempted 1PT-block. In the directed graph, a preempted TPT-block (and thus a dead
lock situation) is characterized by a so called deadlock construct, i.e., a set of edges { v, 
ijp(w)}, { v, w} E 'Etpt which are directed such that ijp(w) ~ v" v ~ w. A deadlock con
struct is depicted in Figure 6.10, where the vertices are visualized as dots since they may 
represent a processing operation as well as a transport operation. 

v 

Ll 
~jp(w) w 

Figure 6.10 A deadlock construct indicating infeasibility 

By definition, there exists a 1PT-block to which both ijp(w) and w belong. Furthermore, 
a set of edges { v, ijp(w)}, { v, w} E 'Etpt only exists when v belongs to a 1PT~block that 
is concurrent with the block of ijp(w) and w. Consequently, ijp(w) ~ v" v 4 w states 
that v has to be performed after ijp( w) and before w, i.e., the 1PT-block of .ijp( w) and w is 
preempted by v. 

Note that in the directed graph of Figure 6.4, we can identify no such deadlock con
struct; in Figure 6.6, we can identify a deadlock construct between the edges { oz, o4.s} 
and { o2, os}; and in Figure 6.8, we can identify a deadlock construct between the edges 

{OI-2· OJ} and { OI-2· 03-4} and between the edges { Ot-2. 03-4} and { 0!-2· 04 }. 
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Now, we can formulate the following theorem. 

Theorem 6.1 (Feasible complete orientations) 
Consider a disjunctive TPT-graph Ytpt = (Otpt• Jitrpt> 'Erpr) and a complete orientation n 
on 'Erpt· Then n is feasible if and only if the directed graph ( Orpt• .9trp1 u Q('Erpr )) con
tains no cycle (i.e., is acyclic) and no deadlock construct. 

Proof. From the preceding discussion, we can derive that a complete orientation is feasi
ble if and only if the directed graph is acyclic and the physical precedence constrain is 
not violated. We further reformulated the latter condition to 'no TPT-block is preempted 
by an operation of a concurrent TPT-block'. Moreover, a preempted TPT-block is char
acterized by a deadlock construct. So, if the directed graph contains no cycle and no 
deadlock construct, the orientation is feasible; and when it does contain a cycle or a 
deadlock construct, it is infeasible. o 

Now we are able to identify whether some complete orientation is feasible or not. This 
result can be used when we want to find a feasible complete orientation in a trial and er
ror process. When we, however, want to create a feasible complete orientation, we need 
to know when a partial orientation is (in)feasible and becomes infeasible. Next, we will 
see that that is not as simple as for complete orientations. 

FEASmLE AND EXTENDABLE PARTIAL ORIENTATIONS 

We can define the feasibility of a partial orientation in two ways. Either we define a par
tial orientation to be feasible if and only if the directed graph contains no cycle or dead
lock construct, similar to the complete orientation. Or we define it to be feasible if and 
only if some feasible complete orientation can be constructed from it by directing there
maining undirected edges. 

In the remainder of this thesis, we will use the following definitions. Note that they 
hold for partial orientations and for complete orientations. 

Definition 6.2 (Feasible orientations) 
Consider a disjunctive graph Ytpt = ( Otph Jitrpr. 'Erpr) and an orientation n on'£'~ 'Etpt· 

Then n is feasible if and only if the directed graph (Orpr. .9lrpr u Q('£)) contains no cycle 
and no deadlock construct. 

For the fol1owing definition, we need the notion of a feasible complete extension. A fea
sible complete extension of some orientation n is a feasible complete orientation that can 
be obtained from n by directing the remaining undirected edges. 

Definition 6.3 (Extendable orientations) 
Consider a disjunctive graph Ytpt = ( Otpt• .9ttpt• 'Erpt) and an orientation non'£'~ 'Etpt· 
Then n is extendable if and only if some feasible complete extension exists. 
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The following example will illustrate that there is a difference between these two defini
tions, i.e., it is possible that a feasible partial orientation is not extendable. 

Figure 6.11 An inextendable feasible partial orientation 

Figure 6.11 shows a directed graph representing a partial orientation for VSP1. In this 
orientation, called VSP1-03, two edges have been directed and they have the same di
rection as in VSP1-Q2. Clearly, orientation VSPI-03 is feasible since it contains no cy
cles or deadlock constructs. It is, however, inextendable since, among others, edge { o 1-2· 

os} cannot be given a feasible direction and thus no feasible complete orientation can be 
constructed from it. If we would direct that edge like 01-2 ~ os a deadlock construct re
sults, and if we would direct it like o 5 ~ Ot-2 a cycle results. 

Clearly, an infeasible partial orientation is also inextendable and an extendable orienta
tion is also feasible. The former example, however, illustrates that a feasible orientation 
is not always extendable and an inextendable orientation is not always infeasible. 

LINKED EDGES, LINK -CONNECfED EDGES, AND LINK CLUSTERS 

In order to gain more insight into extend ability, we introduce the notions of linked edges, 
link-connected edges, and link clusters. 

In a disjunctive TPT-graph C}tpr (Otpr. .9l.tpt• 'Etpr). any set of edges {v, ijp(w)}, 
{v, w} e 'Etpt is said to be linked. Linked edges can be visualised as in Figure 6.12. Fig

ure 6.13 shows the linked edges in the TPT-graph of VSPl. 

v 

LI 
ijp(w) w 

Figure 6.12 Linked edges 
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Figure 6.13 Linked edges in the disjunctive TPT-graph ofVSPl 

Note that when two edges { v, w}, { v, ijp(w)} are linked, exactly two jobs are concerned, 

i.e., J(v) and J(w). Therefore, two linked edges have an opposite direction if one edge is 
directed from J( v) to J( w) and the other edge is directed from J( w) to J( v ). 

We say that two linked edges { v, w}, { v, ijp(w)} e 'Erpt have an opposite direction 

when either ijp(w) --7 v 1\ V--7 w or W--7 v 1\ V--7 ijp(w). Figures 6.14a and b show these 
two constructs; the construct of 6.14a, i.e., ijp(w) --7 v 1\ v --7 w, is a deadlock construct; 
and the construct of 6.14b, i.e., w --7 v 1\ v--? ijp(w), is a cycle. Hence, an orientation that 
contains two linked edges with an opposite direction is infeasible. 

v v 

.d L! 
!ip(w) w (a) ijp(w) w (b) 

v v 

.d L! 
ijp(w) w (c) ijp(w) w (d) 

Figure 6.14 Four constructs of linked edges; (a) & (b) infeasible and (c) & (d) feasible 

A consequence of the above is that, when two edges are linked and one of them is given 
a direction, it is obvious which direction the other has to be given such that no cycle or 
deadlock construct is created. The two possible feasible constructs of linked edges are 
shown in Figures 6.14c and 6.14d. 

With the definition of linked edges, we are able to introduce the notion of link-connected 
edges. 

In a disjunctive 1FT-graph (jrp1 = (Otpt• .9/.1pt• 'Erp1), two edges { v, w}, {x, y} e 'Erpt 

are said to be link-connected when a sequence of edges starting at { v, w} and ending at 
{ x, y} can be constructed in which each edge is linked to its successor in the sequence. 
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Note that, by this definition, two linked edges are also link-connected. Figure 6.15 
shows two examples of link-connected edges; in Figure 6.15a, {ijp(w), v}, { v, w }, and 
{ijs(w), v} are all link-connected to each other; in Figure 6.15b, {ijp(w), v}, {v, w}, and 
{ w, ijs( v)}) are all link-connected to each other. 

v 

.Lb.. 
ijp(w) w ijs(w) (a) (b) 

Figure 6.15 Two examples of link-connected edges 

Similar to linked edges, when two edges are link-connected and one of them is given a 
direction, it is obvious which direction the other has to be given such that no cycle or 
deadlock construct is created. Moreover, when two edges are link-connected, exactly two 
jobs are concerned. 

Furthermore, we are able to introduce the notion of link clusters. 
In a disjunctive 1PT-graph Ytpt = (0tp1 • .9ttpt. 'Etp1), a link cluster is a maximal subset 

of edges that are link-connected to each other. Hence, 'Etpt can be divided into one or 

more link clusters, each edge belongs to exactly one link cluster, and an edge of one link 
cluster is not link-connected to an edge of another link cluster. We will denote the link 
cluster of some edge { v, w} by lc/({ v, w}). 

Thus, a link cluster may contain one or more edges. Note that a link cluster containing 
exactly one edge contains a IT-edge since each PP-edge and each PT-edge is linked to at 
least one other edge (assuming that each job has at least two operations). 

Just as for linked edges and link-connected edges, each link cluster contains edges 
between only two jobs and, when one edge of a link cluster is given a direction, it is ob
vious which direction all other edges of that cluster have to be given. Hence, we can say 
that a link cluster can have only two directions; if we say that a link cluster is given a di
rection, we mean that all edges of that link cluster are directed accordingly. 

From Figure 6.13, we can observe that the disjunctive 1PT-graph of VSPl contains 
only one link cluster. Consequently, there are only two feasible complete orientations for 
this instance. 

OBVIOUS DIRECfiON EDGES AND DEADLOCK CYCLES 

The following definition of an obvious direction edge is essential in the remainder of this 

section. 
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Definition 6.4 (Obvious direction edge and v-degree) 
Consider a disjunctive graph {}tpt = ( Otpt• Yltpt• 'Etp1) and an orientation Q on 'E:!:;;; 'Etpt· 
An edge { v, w} e 'Etp1 is said to be an obvious direction edge (or simply OD edge) from 
v to w in the orientation Q, denoted by v ...,.._ w, if at least one of the following relations 
holds. 

• There exists a path from v to w in the directed 
graph ( Otpr. Yltpt u Q('E)), 

in which case the edge is said to have a degree of 1, 

denoted by deg(v* w) =I. 

• {v, w}, {ijp(v), w} e 'Etpt Aijp(v)...,....w, 

in which case deg(v* w) = deg(ijp(v) ...,.._ w) + 1. 

• {v, w}, {v, ijs(w)} e 'Etpt A v...,.._ijs(w), 

in which case deg(v...,....w) = deg(v...,....ijs(w)) + 1. 

• 3x e Otp1 : v *X A X* w, 

in which case deg(v...,....w) = deg(v...,....x) + deg(x *W). 

(6.3a) 

(6.3b) 

(6.3c) 

(6.3d) 

Note that for a single edge various of the former four relations may hold. Hence, an ob
vious direction edge may have various degrees. We will, however, say that the degree of 
an obvious direction edge is the minimum of all degrees it may have, and thus is 
uniquely determined. 

Figure 6.16 shows some examples of obvious direction edges. In all three graphs of 
this figure, v...,.._ w is an OD edge. As can be observed, we will visualize an OD edge by 
an arrowhead in the middle of the line (or arrow). In Figure 6.16a, ijp(v)+-w is an OD 
edge of degree 1 since there is a path from ijp(v) tow ((6.3a)), and V* w is an OD edge 
of degree 2 according to (6.3b). Similarly, in Figure 6.16b, deg(v ...,.._ ijs(w)) = I ((6.3a)) 
and deg(v...,....w) = 2 according to (6.3c). In Figure 6.16c, deg(v...,....x) = 1 ((6.3a)), 
deg(x ...,.._ w) = l (( 6.3a)), and deg( v ...,.._ w) = 2 according to (6.3d). 

w ijs(w) (b) w (c) 
~~(a) 

v 

~X 
Figure 6.16 Examples of obvious direction edges 

The name 'obvious direction edge' will become clear in the following theorem. 
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Theorem 6.5 (Obvious direction edges and obvious directions) 

Consider a disjunctive graph Ytpt = ( Otpt• .9ltpt• 'Etpt) and an orientation non'£'!:: 'Etpt· 

For each OD edge v...;.... w E 'Etpt, the only direction that edge can have in any feasible 
complete extension of a is v ~ w. 

Proof. Recall that in a feasible complete orientation all edges are directed and it may 
contain no cycle or deadlock construct. Hence, for an OD edge v...;.... w of degree 1 (i.e., 
there is a path from v to w (6.3a)), it is obvious that the only direction that edge can have 
in any feasible complete orientation is v ~ w, since w -7 v creates a cycle. 

Next, suppose that this theorem is true for all OD edges of degree~ k. Then an OD ed
ge of degree k+l can be created in three ways: according to (6.3b), (6.3c), and (6.3d). In 
all three cases we will show that the direction has to be v ~ w since w ~ v would either 
create a cycle or a deadlock construct. 

In case of (6.3b), w ~ v would create a deadlock construct with ijp(v) ~ w, which has 
to have that direction since deg(ijp(v)..;.-w) ~ k; see Figure 6.17a. In case of(6.3b), 
w ~ v would create a deadlock construct with v ~ ijs( w), which has to have that direction 
since deg(v..;.-ijs(w)) ~ k; see Figure 6.17b. Finally, in case of (6.3c), w ~ v would create 
a cycle with v ~ x (deg(V?>-x) ~k) andx ~ w (deg(x..;.-w) ~ k); see Figure 6.17c. Note 
that deg(v ..;.-x) ~ k and deg(x.,.._ w) ~ k since deg( v.,.._x) + deg(x...;.... w) ~ k+l. 

We thus have proved that for an OD edge V?>-W E 'Etpt• for which deg(v ..,.._ w) ~ k+l, 
the only direction that edge can have in any feasible complete extension of n is v ~ w 

when this holds for an OD edge of degree ~ k. Since we already proved that it holds for 
an OD edge of degree 1, it also holds for degree 2, for degree 3, etcetera. o 

(a) w ~;s(w) (b) w (c) 

Figure 6.17 Obvious direction edges and obvious directions 

For an illustration of Theorem 6.5, recall Figure 6.16. In Figure 6.16a, the obvious direc
tion for ijp(v).,.._ w is ijp(v) ~ w because w ~ ijp(v) would complete a cycle, and there

fore the obvious direction for v.,.._ w is v ~ w because w -7 v would complete a deadlock 
construct. Similarly, in Figure 6.16b, the obvious direction for v.,.._ijs(w) is v ~ ijs(w) 
and for v..,.... w is v ~ w. In Figure 6.16c, the obvious direction for v.,.._ x is v ~ x because 
w ~ ijp(v) would complete a cycle, and the obvious direction for v.,.._ w is v -7 w because 
w ~ v would complete a cycle. 
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A consequence of Theorem 6.5 is that a partial orientation in which an OD edge v +- w 
has an opposite direction, i.e., w--+ v, is inextendable since that edge can no longer be 
given its obvious direction v--+ w. 

We will make a distinction between a directed OD edge that has its obvious direction, 
an oppositely directed OD edge that has the opposite direction, and an undirected OD ed
ge that has no direction. 

The notion of OD edges is essential in the following definition of the deadlock cycle. 

Definition 6.6 (Deadlock cycle) 
Consider a disjunctive graph Ytpt = ( Otpt> .9ttpt> 'Erpt) and an orientation n on 'E'!: 'Etpt· 

A deadlock cycle in the directed graph (Otpt,.9ttpt u !l('E')) is a path Pv = (v~o l/2 •••• , Vj) 

for which: 

';;/ ke [1 ... J], /e [2 ... j-1], k:;t= l: Vk:;t= VI, 

(6.4a) 

(6.4b) 

and each node of the path relates to the previous node in one of the following ways: 

Vj ~ Vj+J, 

Vj+-Vi+l· 

(6.4c) 

(6.4d) 

Before we will present an example of a deadlock cycle, we can say the following about 
this definition. 

• (6.4a) states that the path has to be closed. 
• (6.4b) states that each node in the graph should be different, except for the first 

node (v 1) and the last node ( v,;). 
• There is a unique relation between a path Pv = (vJ> v2, ... , Vj) of vertices and the 

path Pr = (r1, J'2, ... , Yj-1) of relations where r; is the relation between v; and Vi+ I; 

moreover, that unique relation is reversible. 
• In a path, usually, two types of relations are allowed, i.e., r; is either an arc ((6.4c)) 

or a directed edge (v; --+vi+ t). In the definition of the deadlock cycle we do not 
explicitly allow a directed edge relation. According to (6.4d), however, we do al
low an OD edge (v;+- Vi+ 1). Note that the directed edge is thus implicitly allowed 
since it is also an OD edge. 

• The simplest deadlock cycle is one with two different nodes. Such a deadlock cycle 
occurs when the directed graph contains an oppositely directed OD edge v +- w; the 
deadlock cycle is then (v, w, v). 

Figure 6.18 shows an example of a deadlock cycle: Pv = (OJ, OJ-4, 04, Ot-2• OJ) and P, = 
(o 3 ~ 03-4, 03-4 ~ 04, 04 +- Ot-2· Ot-2 +- 03). The deadlock cycle is visualized by arrow
heads in the middle of an arrow. In this example, the OD edge relation 04 +-Ot-2 is al

lowed since {ol-2· 04}, {02, 04} e 'Erpt and there is a path from 04 to 02 ((6.4a)); similar 
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justifications can be found for o 1-2 ~ 03. 

Figure 6.18 An example of a deadlock cycle 

Note that, in fact, ( o 1-2• 03-4, 01-2) and ( 02, 04, 02) are also deadlock cycles in this exam
ple. Hence, there can be several deadlock cycles in a single graph. 

Figure 6.19 shows another example of a deadlock cycle: ( ol-2· 03-4· 05 -6· 01-2). Here, 
01-2~03-4 is allowed since {o3-4· 01-2} E 'Etpt and 03-4~01-2 (i.e., 03 ~01-2 and 
03-4 ~03). Again, similar justifications can be found for 03-4 ~o5-6 and for 05-6 ~ ol-2· 

Note that this is the first time a deadlock situation between more than two machines is 
used as an example in this thesis. 

s 

Figure 6.19 Another example of a deadlock cycle 

It is important to know that a cycle is a special case of a deadlock cycle, i.e., it contains 
no undirected OD edges. Moreover, in an orientation that contains a deadlock construct 
(recall ijp(w) ~ v A v ~ w), two deadlock cycles can be found ((v, w, v) and (v, ijp(w), 

v)). Hence, when an orientation contains no deadlock cycle, it also contains no cycles and 
no deadlock constructs and thus the orientation is feasible. If an orientation does contain 
a deadlock cycle, it need not be infeasible but it definitely is inextendable, as is stated in 
the next corollary. 

Corollary 6.7 (Deadlock cycles and inextendability) 

Consider a disjunctive graph {jtpt = ( Otpr. .91.tpt• 'Erpr) and an orientation Q on'£'!:;;;; 'Etpt· 
If the directed graph ( Otpr. .91.tpt u Q('£')) contains a deadlock cycle, then Q is inextend

able. 
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Proof Note that each deadlock cycle at least contains one OD edge since a path with 
only arcs cannot be closed. If one of the OD edges in a deadlock cycle is oppositely di
rected, then the orientation is inextendable since that edge can no longer be given its ob
vious direction. Moreover, when we start giving each undirected OD edge in the dead
lock cycle its obvious direction, either a cycle results or an oppositely directed edge is 
created. Hence, also in this situation, no feasible complete orientation can be constructed 
from Q and thus Q is inextendable. o 

We can illustrate the above by showing how a deadlock cycle results in an infeasible ori
entation when we give each of its undirected OD edge its obvious direction. Figure 6.20 
shows two examples. In Figure 6.20a, the deadlock cycle results in a cycle and thus the 
extended orientation is infeasible; hence, the original orientation is inextendable. In Fig
ure 6.20a, the deadlock cycle results in an oppositely directed edge (and a deadlock con
struct), and the same conclusion can be drawn. 

---4 
ijp(v) v ~js(v) results in ijp(v) v >J (a) 

i;~ 
' ..... · w (b) 

~~ 
results in 

Figure 6.20 Directing the undirected OD edges of a deadlock cycle 

Note, however, that when an orientation is inextendable, it might not be clear which 
undirected edge cannot be given a feasible direction. That may depend on which direc
tion the other undirected edges will be given. For example, in Figure 6.18, each undi
rected edge can be selected next and can then be given a feasible direction. When pro
ceeding, however, finally an edge will remain that cannot be given a feasible direction. 

CONSTRUCTING FEASmLE COMPLETE ORIENTATIONS 

We are now at a point where we know how an infeasible and an inextendable orientation 
look like. Next, we will work towards a method that avoids inextendable (partial} orien
tations and thus constructs a feasible complete orientation. 
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PROPAGATED EDGES, ORIENTATIONS, AND EXTENSIONS 

We will first introduce the useful notions of propagated edges, propagated orientations, 
and propagated extensions. 

Definition 6.8 (Propagated edges) 

Consider a disjunctive TPT-graph (jrp1 = (Orpt• .9ltpt• 'Erpt) and an orientation non 
'E' ~ 'Etpt· A directed edge v ~ w is said to be propagated if 

"\/ x E JMPn(v) U { v}, y E {w} U JMSn(w), {x, y} E 'Etpt: x-+ y, (6.5a) 

V { v, ijp(w)} E 'Erpt: v ~ ijp(w), (6.5b) 

and 

V { ijs(v), w} E 'Erpt: ijs(v) ~ w. (6.5c) 

In other words, an edge is propagated if transitivity holds for it (6.5a), and all edges that 
are linked with it have the same (i.e. not opposite) direction ((6.5b) and (6.5c)). 

Note that there may exist many edges that have to be directed according to (6.5a), but 
that there exists at most one edge that has to be directed according to (6.5b) and at most 
one edge that has to be directed according to ( 6.5c). 

To illustrate the notion of the propagated edge, again, a figure may be convenient. Figure 
6.21 shows a partial orientation for VSPl. In this graph, the directed edge o2 ~ os is 
propagated, since 02 and all predecessors of 02 precede os and all successors of 05, satis
fying (6.5a). Furthermore, 02 precedes the predecessor of os, satisfying (6.5b), and the 
successor of 02 precedes os, satisfying (6.5c). 

Note that in this graph, besides o2 ~ os, o 1.2 ~ os-6 is also propagated, while the other 
directed edges are not. 

Figure 6.21 A propagated edge in the disjunctive TPT-graph ofVSPI 

A consequence of the fact that some edge is propagated is that it is impossible to select 
an undirected edge of the orientation and direct it such that it either creates a cycle of 
which the propagated edge is an element or creates a deadlock construct with the propa
gated edge. 
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With the definition of the propagated edge, we can define a propagated orientation as an 
orientation in which all directed edges are propagated (thus, the example of Figure 6.21 
is not a propagated orientation), and we can define a propagated extension of some ori
entation n as the orientation that results when all directed edges of n are made propa
gated, i.e. the edges that are linked to a directed edge and the edges that could create a 
cycle with a d~rected edge are directed such that no cycle and deadlock construct are 
created. Note that not for all partial orientations a propagated extension exists. 

Note further that we, at this point, will assume that in a propagated orientation also 
each edge { v, w} between two operations of the same job is directed such that no cycle is 
created. 

Now, we can say the following about a propagated orientation. 

Corollary 6.9 (Propagated orientations and undirected OD edges) 

Consider a disjunctive graph Ytpt = ( Otpt• .9f.tpt• 'Etpr) and a propagated orientation non 
'E' s:; 'Etpt· Then there cannot be an OD edge v +- w e 'Etpz that is still undirected (i.e., 
{ v, w} li!! 'E'). 

Proof. First, suppose that deg(v+- w) = l. Then there is a path from v tow according to 
(6.3a). Either that path is a path of only arcs, in which case we assumed that v+- w is di
rected in a propagated orientation, or that path contains at least one directed edge. In that 
case, v +- w cannot be undirected since otherwise all directed edges in the path from v to 
ware not propagated according to (6.5a). Hence, OD edges of degree 1 cannot be undi
rected in a propagated orientation. 

Next, suppose all OD edges of degree S k are directed. Then an OD edge of degree 
k+1 can be created in three ways: according to (6.3b), (6.3c), and (6.3d). In all three cas
es we will show that v +- w cannot be undirected since then there would be a directed OD 
edge of degreeS k that is not propagated and, consequently, the orientation is not propa
gated. 

In case of (6.3b), V+- w cannot be undirected since otherwise ijp(v)-+ w, which is di
rected because it is an OD edge of degree k, is not propagated according to (6.5c). In case 
of (6.3b), v+- w cannot be undirected since otherwise v-+ ijs(w), which is directed be
cause it is an OD edge of degree k, is not propagated according to (6.5b). Finally, in case 
of ( 6.3c), V+- w cannot be undirected since otherwise both v-+ x and x-+ w , which are 
both directed because they are an OD edge of degreeS k, are not propagated according to 
(6.5a). 

We thus have proved that when all OD edges of degreeS k are directed, all OD edges 
of degree k+ 1 cannot be undirected in a propagated orientation. Since we already proved 
that an OD edge of degree 1 cannot be undirected, it also holds for degree 2, for degree 3, 
etcetera. 0 

We can say more about propagated orientations. 
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Corollary 6.10 (Propagated orientations, deadlock cycles, and feasibility) 

Consider a disjunctive graph (jrp1 = ( Orpc. Ylrpr. 'Etpt) and a propagated orientation Q on 

'E' ~ 'Etpt· Then the directed graph (Orpr.Yltpt u Q('E')) cannot contain a deadlock cy
cle' and thus n is feasible. 

Proof A propagated orientation can contain no deadlock cycle with one or more undi
rected OD edges since, according to Corollary 6.9, a propagated orientation contains no 
undirected OD edges. A propagated orientation can also contain no deadlock cycle with 
one or more oppositely directed OD edge since each of these edges is not propagated. 
Moreover, a propagated orientation can contain no deadlock cycle without undirected or 
oppositely directed OD edges since the deadlock cycle is then nothing more than a 'regu
lar' cycle, and each edge in a regular cycle (not that there is at least one) violates (6.5a); 

hence, the orientation cannot be propagated. 
Finally, since a propagated orientation cannot contain a deadlock cycle, it can also 

contain no cycle or deadlock construct because they are deadlock cycles. Consequently, a 
propagated orientation is feasible. o 

PROPAGATION 

Avoiding inextendable partial orientations by searching for deadlock cycles in the di
rected graph is a time-consuming task. Fortunately, it is possible to construct a feasible 
complete orientation without searching for deadlock cycles, as we will see next. 

Theorem 6.11 (Propagation) 

Consider a disjunctive TPT-graph {jtpt = (Otpt• .91.tpr. 'Erp1) and a propagated partial ori
entation non 'E' c 'Etpt· When an arbitrary undirected edge { v, w} E 'Etpt \ 'E' is given 
an arbitrary direction (i.e., v ~ w or w ~ v ), then the resulting orientation is feasible and 

can be made propagated. 

Proof First, suppose we have a propagated orientation Q and we could direct some undi
rected edge, say v ~ w, such that a deadlock cycle (v, w, ....... , v) is created. Then, how
ever, there need to be a path of arcs and OD edges from w to v. That cannot be a path of 
only arcs since we assumed that than the edge { v, w} is directed from w to v. So that path 
has to contain at least one OD edge. According to Corollary 6.9, each edge of that path is 
directed since there are no undirected OD edges in a propagated orientation. So there 
need to be a 'regular' path from w to v with at least one directed edge. If the orientation is 
propagated, however, then due to that path, the edge {v, w} would already have been di
rected from w to v. Hence, it is impossible to create a deadlock cycle (v, ·w, ....... , v) in a 

propagated orientation by directing any v ~ w. 

We further have to prove that the resulting orientation can be made propagated. We 
will do that by showing that propagation cannot create a deadlock cycle for the first time. 
Consequently, since the orientation resulting after the arbitrary direction of the arbitrary 
edge contained no deadlock cycle, propagation will create none and the resulting orien-
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tation contains none. 

According to Definition 6.8 there are three reasons why propagation requires the di
rection of an edge v ~ w, namely {1, (6.5a)) w ~ v would create a cycle since a path from 
v to w exists, (II, (6.5b)) w ~ v would create a deadlock construct since v ~ ijs(w) exists, 
and (III, (6.5c)) w ~ v would create a deadlock construct since ijp(v) ~ w exists. These 
three cases are depicted in Figure 6.22a, d, and g, respectively. Note that in all three cas
es v..,._ w is an OD edge. 

Now suppose that v ~ w creates a deadlock cycle (v, w, ....... , v). That can only happen 
when there exists a path of arcs and OD edges from w to v. Since, however, v ..,.._ w is an 
OD edge (in all three cases), there already was a deadlock cycle before we directed 
v ~ w. By way of illustration, the three situations in which v ~ w creates a deadlock cy
cle are depicted in Figure 6.22b, e, and h, respectively, and the situations before v ~ w 

was directed are depicted in Figure 6.22c,f, and i, respectively. 
Consequently, we never create a deadlock cycle for the first time. Since, thus, none of 

the propagation steps creates a deadlock cycle, we can proceed propagating up to the 
point where each directed edge is propagated and the orientation thus is propagated 

~~ 0 

v v v 

'J D ~ 
w (a) w (b) w (c) 
v v v 

L u & 
w ijs(w) (d) w 

(e) 
w ijs(w) 

(fJ 
ijp(v) v v ijp(v) v 

~ D ~ 
w (g) 

w 
(h) 

w (l) 

Figure 6.22 Various situations during propagation 

Now, an important question can be answered: 'does there exist a feasible complete orien
tation for any given VSP instance, and bow can such an orientation be constructed?' The 
answer to this question is given in the following theorem. 
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Theorem 6.12 (Constructing feasible complete orientations for arbitrary instances) 
For every arbitrary VSP instance, a feasible complete orientation can be obtained by se
lecting one arbitrary edge at a time, giving it an arbitrary direction and subsequently 
making the orientation propagated. 

Proof Initially, the orientation of an arbitrary VSP instance does not contain directed 
edges. Such an empty orientation is thus propagated. From this initial orientation, we can 
select an arbitrary edge and make the resulting orientation propagated (Theorem 6.ll). 
When that is done, we are back at the point of departure, where we have a propagated 
orientation and can select an arbitrary edge and make the resulting orientation propa
gated. When we proceed like this until there is no more edge that has to be directed, a 
feasible complete orientation has been constructed. o 

That there exists a feasible complete orientation for each VSP instance can also be illus
trated by the following. When the Vertex is treated like a single shop, i.e., one job is pro
cessed until completion before the next job is processed, then no deadlock can occur. So 
an orientation that prescribes such a processing order is an example of a feasible com
plete orientation. 

Moreover, it can be concluded that for each VSP instance at least n! different feasible 
complete orientations exist, where n is the number of jobs. 

Note that a conclusion from Theorem 6.12 is that, not only from an empty initial orienta
tion but from every propagated initial orientation we can construct a feasible complete 
orientation in this way. Consequently, a propagated orientation is extendable and a par
tial orientation is extendable if and only if its propagated extension exists. 

Finally, a consequence of propagation is that the number of independent scheduling de
cisions, necessary to construct a feasible orientation, has been reduced since the direction 
of a single edge determines the direction of the complete link cluster of that edge. Hence, 
a complete orientation is characterized by the direction of the link clusters only! 

6.3.4 QUALITY 

So far, we have not mentioned the difference in the optimality criterion between the JSSP 
and the VSP. In Section 6.2, we assumed that the performance of the Vertex production 

· process is measured in terms of minimal mean relative flow time. That criterion need not 
necessarily be used as optimality criterion of the VSP, but we will do so. Thus, the objec
tive of the VSP is to find a feasible schedule with a minimal mean relative flow time 

F rei· 

Since this optimality criterion is regular, the set of left-justified schedules is guaran
teed to contain an optimal schedule. This enables us to restrict the search space to that set 
of schedules. 
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Recall that the quality of a schedule for a JSSP instance could be observed directly from 

the Gantt chart since the makespan is equal to the completion time of the last completed 

operation. This is not possible for the schedule of a VSP instance. The quality of a 

schedule for a VSP instance can be determined by some simple calculations. Such calcu

lations determine that Schedule VSPl-Sl has a mean relative flow time of o/3. This indi

cates that, on tl,le average, each job spends a third of its work contents waiting to be pro

cessed. 

6.4 ALGORITHMS 

In Chapter 3, we discussed algorithms for the JSSP. Recall from that chapter that we dis

tinguish between optimization and approximation algorithms and between constructive, 

enumerative, and iterative algorithms. In this section, we will discuss algorithms for the 

VSP and distinguish between the same types of algorithms. 

First, however, we will present an algorithm that is based on the ideas of previous 

section. This algorithm, shown in Figure 6.23, can be applied when we want to direct 

some edge { v, w} from v to w and make the resulting orientation propagated. It is a re

cursive algorithm since it calls upon itself up to the point where each edge that has been 
directed is also propagated. Note that v- w denotes that { v, w} E 'Etpt is still undirected. 

As we will see, this algorithm is useful in designing. optimization algorithms as well as 

approximation algorithms. 

procedure DIRECT EDGE ( l}tpt, 0, v E Otpr. w E Otpt) 

begin 

'direct the edge' 

Q({ v, w}) := (v, w); 

'prevent qcles' 

for each xE JMPo.(v) u { v} do 

foreaehye {w} uJMSn(w)do 

if X- y then 0 :=DIRECT EDGE ( l}tpt> Q, X, y); 

'prevent deadlock constructs' 

if v- ijp( w) then 0 :=DIRECT EDGE ( l}tpt• 0, v, ijp( w)); 

if ijs(v) wthen 0 :=DIRECT EDGE ({jtpt• Q, ijs(v), w); 

end (0). 

Figure 6.23 A propagation algorithm 
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6.4.1 OPTIMIZATION ALGORITHMS 

Similar to the JSSP, it is likely that there exists no constructive optimization algorithm 
that will solve each VSP instance within polynomial time; for the VSP, an enumerative 
optimization algorithm will probably be the only practical possibility. To design such an 
algorithm, we need an enumeration scheme that enumerates all feasible orientations (i.e., 
left-justified schedules) for a given VSP instance. 

The most obvious enumeration scheme for the VSP is a scheme that ensures to create 
only feasible orientations by applying the propagation approach, i.e., it proceeds from 
one propagated (partial) orientation to another propagated (partial) orientation in the next 
stage of the scheme. At each stage, we have a propagated orientation which is extend
able. In Theorem 6.12, it has been proved that some feasible complete orientation can be 
obtained from a propagated orientation by selecting one edge at a time, direct that edge 
and make the resulting orientation propagated. When the generation is based on this idea, 
it can proceed up to the point where the orientation is complete. 

Such a scheme is shown in Figure 6.24. This scheme, which is called ENUMERATE_!, 

allows for the selection of a single edge at each stage. The construction is then continued 
for the two possible directions that that edge can be given. Note, however, that this 
scheme actually, at each stage, selects a single element from the set of undirected link 
clusters and directs some edge of the selected cluster. That is sufficient since propagation 
of the direction of that edge will (at least) direct all other edges in the cluster. It, how
ever, is wise to select link clusters instead of edges since, at each stage, the number of 
undirected link clusters is definitely not larger and usually smaller than the number of 
undirected edges and still all feasible complete orientations are enumerated; so, the size 
of the branching tree is usually smaller when we select link clusters. 

In this scheme, the procedure ALL UNDIRECTED LINK CLUSTERS constructs the set of all 
undirected link clusters in the disjunctive graph. Since the links between edges are static, 
this set can be constructed in a pre-processing phase. The procedure UNDIRECTED LINK 

CLUSTERS constructs a subset of a set of link clusters, containing only those clusters that 
are still undirected. Due to propagation of the direction of a single link cluster, many link 
clusters may have been directed. 

A difference between ENUMERATE_! and the Giffler and Thompson scheme, as men
tioned in Chapter 3, is that, at each stage of the scheme, the former directs a single edge, 
while the latter selects a single operation and directs all undirected edges concerning that 
operation. 

Furthermore, ENUMERATE_! allows, at each stage, the selection of an element of the 
complete set of undirected link clusters and thus allows to construct the schedule in any 
desired order. That is unlike the Giffler and Thompson scheme, which constructs the 
schedules from front to back in such a way that no cycles are created; i.e., it allows, at 
each stage, only the selection of an element of the set of sequenceable operations, where 
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procedure ENUMERATE_} ( (jrptt Q, lcls,Jeos) 

begin 

'if no undirected link clusters remain, a feasible complete orientation has been found' 

if leis = {} then feos := feos u { n}; 

'proceed the generation for each undirected link cluster' 

for each lei e leis do 

begin 

'give some edge of the link cluster one possible direction and propagate' 

for some {v, w} E lei doQ' :=DIRECTEDGE({jrpr. Q, v, w); 

'collect the undirected link clusters' 

leis' := UNDIRECTED LINK CLUSTERS (leis); 

'proceed to the next stage' 

feos := feos U ENUMERATE_} ( {j1p1, Q', leis' ,feos); 

'do the same for the other direction' 

for some { v, w} e lei doQ' :=DIRECT EDGE ({jtpt• Q, w, v); 

leis' := UNDIRECTED UNK CLUSTERS (leis); 

fcos := fcos U ENUMERATE_} ( (j1p1, Q', lcls',jcos); 

end; 

end (/cos). 

initial parameter settings 

0 := { } ; 'the initial orientation' 

leis :=ALL UNDIRECTED LINK CLUSTERS ( {jrpr); 

fcos := { } . 'the set (Jj feasible complete orientations' 

Figure 6.24 An enumeration scheme for the VSP 

an operation is sequenceable if all of its job predecessors have been sequenced before. 

It is possible to design an enumeration scheme based on the propagation approach and 
similar to the Giffler and Thompson scheme, i.e., a scheme that selects an element from 
the set of sequenceable operations. Due to propagation in the previous stages, however, 
edges between two yet unsequenced operations may have been directed. Hence, for the 
VSP, an operation is sequenceable if not only all of its job predecessors but also all of its 
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machine predecessors have been sequenced before. 

After this alteration, however, selecting a sequenceable operation at each stage can 
still lead to difficulties, as can be seen in the directed graph of Figure 6.25. (Note that the 
IT- and PT-edges of this graph are invisible to keep the figure illustrative.) The repre

sented partial orientation results when first 01 and next 09 are selected, all concerning 
edges are directed, and the orientation is made propagated; this results in the direction of 

ow---+ 07 and many IT- and PT-edges. 

s 

Figure 6.25 An example of selecting operations 

That OJO---+ 07 results from propagation can be observed from the subgraph depicted in 
Figure 6.26. First, o 1 ---+ 06 has been directed. Propagation of that resulted among others 

in the direction of 01-2---+ 02-3· Next, o9 ---+ 02 has been directed and propagation directed 

09-10---+ Ot-2· among others. Then, however, since 06-7---+ 09-10 would create a cycle, 
09-10---+ 06-7 must be directed. That in turn leads to the direction of ow---+ 07. 

Figure 6.26 The justification of 010---+ 07 

When we want to select os next, we need to direct all undirected edges concerning o 5, 

i.e., os---+ 03 and os---+ OJ!· Suppose we first direct os---+ Oth then propagation directs 
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(c) 

Figure 6.27 Various stages in the propagation of os ~ o11 

02 ~ 012 since OJ ~ 06 was a1ready directed; see Figure 6.27a. This newly directed edge, 
in turn, leads to OJ~ ou; see Figure 6.27b. Furthermore, due to OJ ~ ou and the former
ly directed ow -t o,, 04 ~ 06 needs to be directed to avoid infeasibility; see Figure 6.27c. 
Finally, propagation of 04 ~ 05 directs OJ~ os; see Figure 6.27d. Hence, propagating 
os ~ OJJ leads to the direction of 03 ~ os. Now, a similar thing happens when we first 
direct os ~ 03; propagation leads to the direction of 011 ~ os. Consequently, os ~OJ and 
o5 ~ o11 are conflicting and operation o5 is - at this stage of the scheme - not selectable 
(i.e., it becomes selectable after either 03 oro 11 has been selected). 

The above example illustrates that not all sequenceable operations are a1so selectable. It, 
however, is still possible to design an enumeration scheme similar to the Giftler and 
Thompson scheme. Figure 6.28 shows such a scheme, which is called ENUMERATE_2. 
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procedure ENUMERATE_2 ( {jtpt. Q, unseq,fcos) 

begin 

• construct the set of sequenceable operations' 

seqa := { v e unseq I ijp(v) E unseq A tl we unseq : Q({ v, w}) = (w, v) }; 

'if no sequence able operation remains, a feasible complete orientation has been found' 

if seqa = {} thenfcos := fcos v { Q}; 

'proceed the generation for each sequence able operation that .... ' 

for each v e seqa do 

begin 

if IS SELECTABLE ( {jtpr. Q, v) then 

begin 

'direct all undirected edges concerning v and pmpagate' 

rl:=Q; 

' ..... is selectable' 

for each we Otpt do if v-w then Q' :=DIRECT EDGE ( Ytpt• Q', v, w); 

'remove v from the set ofunsequenced operations' 

unseq := unseq \ { v}; 

'proceed to the next stage' 

fcos :=fcos v ENUMERATE_2 ( Ytpt> Q', unseq,fcos); 

end; 

end; 

end (fcos). 

initial parameter settings 

Q:= {}; 

unseq := Otpt; 

fcos := {}. 

'the initial orientation' 

'the set of unsequenced operations' 

'the set (if feasible complete orientations' 

Figure 6.28 Another enumeration scheme for the VSP 

Typical about this scheme is the IS SELECTABLE procedure. That procedure tests whether 
a sequenceable operation is selectable by simulating its selection (i.e., by trying to direct 
all undirected edges from hat operation); see Figure 6.29. The necessity of that procedure 
makes that ENUMERATE_2 is less elegant and is expected to be more time-consuming 
than ENUMERA TE_l. 
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procedure IS SELECTABLE ( {jtpt> a, v E Otpr) 

·begin 

a :=a; 

'collect all (unsequenced) operations with which v has an undirected edge' 

succs := {}; 

for each w e Otpt do if v- w then succs := succs v { w}; 

'try to direct the edge from v tow; if that is impossible, v is not selectable' 

for each w e succs do 

begin 

if w-+ v then STOP (FALSE); 

ifv-w then a':= DIRECT EDGE.( {jtpt> a', v, w); 

end; 

end (1RUE). 

Figure 6.29 The IS SELECTABLE procedure 

To verify the correctness of the ENUMERATE_2 algorithm, we need to answer the ques
tion whether it is possible that, at any stage, the set of sequenceable operations is not 
empty but contains only elements that are not selectable. The answer to that question is 
no, since at the start of each stage we have a propagated (partial) orientation, which is ex
tendable. Hence, a feasible complete orientation can be constructed from this orientation 
and, consequently, there must be an operation that can be selected next. Moreover, at 
each stage, each selectable operation can be selected next, and for each of them we can 
proceed the generation such that a feasible complete orientation is constructed. 

When in this scheme a transport operation is selected, propagation of the directed edges 
results in the direction of all edges concerning the consecutive process operation. 
Consequently, that process operation has to be sequenced next on the required module. 
Due to this, it is possible to improve the ENUMERATE_2 scheme by selecting so called 
TP-blocks instead of operations. A TP-block contains a process operation and the imme
diate job predecessor (i.e., the loading transport operation), if existing. When some TP
block is selected, the scheme has to direct all edges concerning the operations of that 
block. An advantage of selecting TP-blocks instead of operations is that the branching 
tree is smaller, while still all feasible complete orientations are generated. 

The desired behavior can be obtained by initializing the scheme with the parameter 
setting unseq :== Op instead of unseq := Orp1 and changing the algorithm slightly. We will 

call the resulting scheme the IMPROVED ENUMERA TE_2 scheme. The changes to the 
original scheme can be observed from a constructive approximation algorithm that will 
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be presented further on. 

Note further that ENUMERATE_2 differs from the Giffler and Thompson scheme be
cause it generates not only active schedules but all left-justified schedules. 

Enumeration schemes that do not apply propagation need to follow another approach to 
ensure that only feasible orientations are found. Such an approach is to test the orienta
tions on feasibility (i.e., on cycles and deadlock constructs) only or on feasibility and ex
tendability (i.e., on deadlock cycles). We will call this the evaluate feasibility and evalu
ate extent/ability approach, respectively. A disadvantage of the latter approach is that 
testing on the existence of deadlock cycles is very time-consuming. Testing on cycles 
and deadlock constructs is less time-consuming. A disadvantage of the evaluate feasibili
ty approach, however, is that dead ends (i.e., branches that do not lead to a feasible com
plete orientation) of the branching tree are searched and, since the orientation may have 
been inextendable many stages before it is infeasible, large parts of the branching tree 
could have been eliminated. 

The propagation approach creates no such dead ends and the branching tree is usually 
smaller than that created by the evaluate feasibility approach and created faster than that 
created by the evaluate extendability approach. For a problem like the VSP, for which the 
branching tree grows exponentially with the size of the instance, the fact that no dead 
ends are created and thus no evaluation is needed makes that the propagation approach 
vastly preferable. 

An advantage of the evaluation approaches, on the other hand, is that it enables these
lection of operations, which may feel more natural. That does, however, not compensate 
for the time lost searching dead ends or testing for deadlock cycles. 

Note further that for both the ENUMERATE_} scheme and the ENUMERATE_2 scheme, 
an advantageous property of the Giffler and Thompson scheme, namely that· it generates 
every feasible (active) schedule exactly once, is lost. With the evaluation approaches, it is 
possible to design a scheme for which that property still holds. We expect, however, that 
such a scheme is still more time-consuming than ENUMERATE_!. 

Summarizing, it is possible to design various enumeration schemes, and a scheme that 
applies propagation and selects a single edge at each stage seems preferable. 

With an enumeration scheme, it is possible to design a branch and bound algorithm or 
another (implicit) enumerative algorithm, although it might be difficult to develop good 
lower bounds. In this thesis, we will not do so since we are looking for an algorithm that 
can be applied successfully as a rescheduling algorithm in the event driven job shop 
scheduling system for the Vertex system. Since the time available for performing the 
rescheduling action is restricted, we are more interested in an approximation algorithm. 
Fortunately, some of the ideas used in these enumeration schemes are also useful in the 
design of approximation algorithms. 
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6.4.2 APPROXIMATION ALGORITHMS 

Approximation algorithms can be divided into constructive, enumerative, and iterative 

algorithms. For the event driven job shop scheduling system, we need at least a con

structive algorithm to construct new production plans and a local search algorithm to im
prove a new or revised production plan. We will first discuss constructive algorithms and 

then local search algorithms. 

CONSTRUCTIVE APPROXIMATION ALGORITHMS 

We will design two types of constructive approximation algorithms, i.e., a (priority) dis

patching algorithm and a direct selecting algorithm. 

(PRIORITY) DISPATCHING 

Figure 6.30 shows a dispatching algorithm that is based on the IMPROVED ENUMERA

TE_2 scheme; it, however, does not explore the generation for every selectable process 

operation but only for one. This algorithm is said to be a dispatching algorithm because it 
selects the operations in the same order as they are executed. The CHOOSE OPERATION 

procedure used in this algorithm selects an operation from the set of selectable process 
operations. The algorithm becomes a priority dispatching algorithm when this selection 
is based on a priority rule. All priority rules applicable to the JSSP are also applicable to 

the VSP, such as the shortest expected processing time (SEPT) rule. 

Concerning this algorithm, please note the following. 

• It selects only process operations instead of all operations; so, it virtually select TP
blocks. For the VSP it is preferable to select TP-blocks instead of operations since 

then the number of scheduling decisions is definitely not greater and usually smaller. 
Moreover, in case of the Vertex system, it is easier to discriminate between the pro
cess operations than between the transport operations; the process operations differ 

more in required machine and processing time than the transport operations. 
• It is sufficient to direct the edges concerning ijp(v) (a transport operation!), if that ex

ists, since propagation of the direction of these edges results in the direction of all 

edges concerning v (a process operation). Note that the reverse relation does not hold. 
• It creates a left-justified schedule. It is, however, possible to force the algorithm to 

create an active or non-delay schedule by restricting the set of sequenceable opera
tions from which the CHOOSE OPERATION procedure makes its choice. 

The difference between the (priority) dispatching algorithm for the VSP and that for the 
JSSP, as mentioned in Chapter 3, is that the former applies propagation and has to test 
whether an operation is selectable since, as we saw, for the VSP not each sequenceable 
operation is also selectable. Note that, if we would apply the latter on the VSP, cycles 
would be avoided but deadlock constructs could occur. 
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procedure DISPATCHING ( qtpt• n, unseq) 

begin 

'construct the set of sequenceab/e process operations' 

seqa := { v e unseq I ijp2(v) E unseq A tl we unseq : Q({ v, w}) (w, v) }; 

'if no sequenceable operation remains, a feasible complete orientation has been found' 

if seqa = {} then STOP (Q); 

'proceed the generation for one sequence able process operation that .... ' 

repeat 
v := CHOOSE OPERATION ( seqa ); 

seqa := seqa \ { v }; 

until IS SELECTABLE ( qtpt• Q, v); ' ..... is selectable' 

'direct all undirected edges concerning ijp(v) or, if that does not exist, v and propagate' 

if ijp(v) :;t: 0 then x := ijp(v) else x := v; 

for each we Otpt do if v-w then Q :=DIRECT EDGE ( qtpt• Q,x, w); 

'remove v from the set ofunsequenced process operations' 

unseq := unseq \ { v}; 

'proceed to the next stage' 

DISPATCHING ( qtpt• Q, unseq); 

end (Q). 

initial parameter settings 

Q:={}; 

unseq := 

'the initial orientation' 

'the set of unsequenced process operations' 

Figure 6.30 A dispatching algorithm for the VSP 
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DIRECf SELECfiNG 

Figure 6.31 shows a direct selecting algorithm that is based on the ENUMERATE_l 

scheme; it, however, does not explore the generation for every undirected link cluster but 
only for one of them. Note that this is no dispatching algorithm, since the necessary 
scheduling decisions .can be made in any desired order. It may, however, be used as a 
dispatching algorithm since it is allowed to select the link clusters in such an order that 
the operations are sequenced in the same order as they are executed. 

procedure DIRECT SELECTING ( {jtpr. Q, lcls) 

begin 

'if no undirected link clusters remains, a feasible complete orientation has been found' 

if lcls = { } then STOP (a); 

'proceed the generation for one undirected link cluster and one direction' 

lcl := CHOOSE LINK CLUSTER (leis); 

'give some edge of that link cluster a direction and propagate'· 

for some edge E lei do 

begin 

dir := CHOOSE DIRECTION (edge); 

a:= DIRECT EDGE ( {jtpt• a, HEAD (dir), TAIL (dir)); 

end; 

'collect the undirected link clusters' 

leis := UNDIRECTED LINK CLUSTERS (leis); 

'proceed to the next stage' 

DIRECT SELECTING ( {jtpr. Q, leis); 

end (a). 

initial parameter settings 

a:={}; 

'e.g., {OJ, os }' 

'e.g., o1 ~os' 

'the initial orientation • 

leis := ALL UNDIRECTED LINK CLUSTERS ( {jtpt ). 
----------~~-------------------------

Figure 6.31 A direct selecting algorithm for the VSP 

In this DIRECT SELECTING algorithm, two procedures are used, i.e., the CHOOSE LINK 

CLUSTER procedure and the CHOOSE DIRECTION procedure. Again, a priority rule can be 
used to discriminate between the alternatives. Clearly, the quality of this rule influences 
the quality of the constructed schedule. 
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An example of a priority rule is one that first selects the undirected edge { v, w} for 
which the maximum earliest possible start time, say S(w), minus the minimum earliest 
possible completion time, then C(v), is the largest, and directs that such that from v tow. 
Note that for each (partial) orientation it is possible to calculate an earliest possible start 
time for each operation. This idea can even be extended when for each job a due date has 
been specified. Then, for each operation, a time window can be calculated between the 
earliest possible start time and the latest possible completion time. Priority rules can then 
be designed based on the difference between the time windows. For more information on 
these techniques see for instance Erschler, Roubellat and Vernhes [1976]. Allen [19831 
Bensana, Bel and Dubois [1988 ], Nuijten [1994], and Brucker, Jurisch and Kramer 
[1994]. 

Concerning the CHOOSE LINK CLUSTER procedure, it is expected to be preferable to 
decide upon the direction of the largest link clusters first since the more edges a link 
cluster contains, the more impact its direction has on the orientation. Directing a link 
cluster with exactly one edge (recall that that obviously is a IT-edge) has the smallest 
impact; it can only create a cycle and not a deadlock construct! 

Summarizing, we presented two types of constructive approximation algorithms. Many 
more can be designed, e.g., algorithms which do not apply propagation (such as evalua
tion algorithms). These, however, are expected to be more time-consuming; an evalua
tion algorithm that test on cycles and deadlocks may even not reach a feasible complete 
orientation, so such an algorithm needs to be embedded in a backtracking scheme to 
backtrack from a dead end. Recall that a similar strategy has been used in the formerly 
developed scheduling process for the Vertex system, described in Vaes [1989] and 
Rooda and Vaes [1992]. 

The DISPATCHING algorithm is expected to be more time-consuming than the DIRECT 

SELECTING algorithm because of the IS SELECTABLE test necessary in the former algo
rithm. The DISPATCHING algorithm, however, may be preferable because it is more natu
ral. Moreover, a priority rule might be able to give selectable operations the highest pri
ority, which reduces the disadvantage. 

LOCAL SEARCH ALGORITHMS 

In order to apply a local search algorithm, we have to choose a solution representation, a 
cost function, a neighborhood function, and a search strategy. An appropriate solution 
representation for the VSP is, similar to the JSSP, the disjunctive graph. As cost function, 
we will use the same function as the optimality criterion, i.e., the mean relative flow 
time. Next, we will discuss an appropriate neighborhood function and search strategy. 

NEIGHBORHOOD FUNCTION 

Recall from Chapter 3 that the basic neighborhood function for the JSSP (which we 
called N1) is based on the interchange of two adjacent operations that require the same 
machine and are located on a longest path in the corresponding directed graph; in the di-
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rected graph, such an exchange corresponds to the reversal of the direction (also called 

redirection and denoted by v H w) of exactly one directed edge. 
Furthermore, recall that, for the JSSP, the neighborhood function N1 has some inter

esting properties: (1) N1 creates only feasible neighbors, (2) N1 is efficient (moves not in 

Nt cannot create an improved neighbor), and (3) N1 is connected (from each initial feasi
ble orientation it is possible to construct a finite sequence of moves leading to an optimal 

orientation). 
Note thatN1 is designed for makespan problems; It may, however, also be successful 

on problems with another optimality crite_rion, like the VSP with the mean weighted flow 
time criterion. Nevertheless, the neighborhood function we propose for the VSP is based 

on the redirection of an edge located on one of the longest paths from s to the last opera
tion of each job, instead of only the last completed job(s). This extension is made be
cause, due to the mean weighted flow time criterion, there are moves which are not in N1 

and which yet may create an improved neighbor. Figure 6.32 shows an example of this; 

the represented schedule is optimal with respect to the makespan criterion and the N1 
neighborhood of this schedule is empty because the (only) longest path in the directed 

graph (i.e., (s, 03, 04)) contains no edge; the longest path from s to thelast operation of 

job h (i.e., operation 02 and path (s, 03,03-4, OJ-2• 02)), however, contains one IT-edge 
and redirecting that edge improves the mean weighted flow time from 1.5 to 1. 

m, 
~--~--~--~--~--~--
0 2 4 6 8 10 12 14 16 18 20 22 time -

Figure 6.32 An optimal schedule for the makespan criterion · 

If we apply N1 (or the extended N,) to the VSP, however, property (l) is lost, i.e., it does 
not create only feasible neighbors. Some neighbors are infeasible since, due to the setup 

times, a longest path may contain an edge between two operations that are not adjacent 
(i.e., v, we 0 A S(v) + p(v) = S(w)). An example ofthis can be found in the Gantt chart 

of Figure 6.5, which represents schedule VSPI-Sl for VSPI constructed from orientation 

VSPl-01; 02 and os are not adjacent but the edge between them is located on a longest 
path in the directed graph. The orientation that results after redirecting that edge is shown 
in Figure 6.33. It is easy to identify several cycles and deadlock constructs in this figure. 
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Figure 6.33 An infeasible complete orientation for VSPI 

Moreover, even if all setup times are zero, most neighbors are infeasible since the redi
rected edge is most often linked to other directed edges and thus cycles and deadlock 
constructs are created. For example, when the setup times of VSPl are all set equal to 
zero, the only edge on a longest path in the directed graph of orientation VSPI-Ql is 
02-3 4 04-5; if we redirect that edge, resulting in the orientation as shown in Figure 6.34, 

. two deadlock constructs are created. Note that no cycle can be created since the two op
erations concerned are adjacent. 

Figure 6.34 Another infeasible complete orientation for VSPl 

We have to handle these infeasible neighbors because we want to find good feasible 
schedules. Generally, several strategies can be applied, e.g., 

(1) remove an infeasible neighbor from the neighborhood, 
(2) penalize an infeasible neighbor by increasing its costs, 
(3) use a neighborhood function that creates only feasible neighbors, and 
(4) replace an infeasible neighbor by one or more feasible neighbors derived from 

the infeasible one. 
For the VSP, the first strategy is not appropriate since usually most neighbors are in

feasible and the neighborhood of many orientations will be very small or even empty. 
Consequently, it may be very difficult or even impossible to reach an optimal orientation 
from a given initial orientation. 

The second strategy allows the local search algorithm to select an infeasible neighbor 
as start of the next iteration, but the cost penalty makes it unattractive to do. The idea 
behind this strategy is that it should be possible to create a feasible solution from an in
feasible one through future moves. A disadvantage of this strategy is that it may be very 
difficult to design a good distinctive penalty function and that, for the VSP, many moves 
might be necessary to return to a feasible solution (so this happens only occasionally). 

The third strategy is preferable, but not applied in this thesis since it is very difficult to 
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design a good neighborhood function that only creates feasible neighbors. 
Therefore, the fourth strategy will be used in this thesis. 

We observed that the redirection of an edge often creates infeasible neighbors. In fact, 
that happens always when a redirected edge is linked to some other edge. Therefore, 
when we want to redirect some edge (say v ~ w), we will always redirect all edges in the 
link cluster of that edge (i.e., lcl(v ~ w)). Note that if we do so in the example of Figure 
6.33, a feasible complete orientation results and the same holds for Figure 6.34 . 

. When we redirect complete link clusters, we can never create a deadlock construct. 
We can, however, still create one or more cycles in the orientation. Figure 6.35 shows an 

orientation that results from another orientation after lcl(o3 ~ os) has been redirected; 
this orientation contains four cycles. 

s 

Figure 6.35 An infeasible neighbor leading to one feasible neighbor 

In order to create a feasible orientation from a cyclic orientation, we need to remove the 
cycles. A cycle can be removed from an orientation by redirecting one of its edges. Thus, 
each cycle can be removed in as many ways as there are edges in it. Of course, if a cycle 
is created by the redirection of some edge, it is no option to remove that cycle by redi
recting that edge again, since we would return to the previous situation. 

Now, when the redirection of some link cluster creates one or more cycles, each of 
which can be removed in one or more ways, then there are several ways to remove all 
these cycles. The example of Figure 6.35 contains four cycles, each of which can be re
moved in only one way since each cycle contains only two edges. When we collect the 
edges that have to be redirected, we can observe that there are duplicates; redirection of 
04.5 ~OJ removes two cycles and redirection of 04-5 ~ Ot-2 also. Moreover, when were
call that we redirect the complete link cluster of some edge, we can observe that these 
two edges belong to the same link cluster. Hence, redirecting of lcl(o4-5 ~ Ot) removes 
all four cycles. Note that when we actually perform this redirection, a feasible complete 
orientation results. 

Figure 6.36 shows another example, in which redirection of lcl(Ot ~ 06) has created a 
single cycle (between the transport operations). This cycle can be removed in two ways, 
i.e., by redirecting lcl(oz ~ 03) or lcl(os ~ 04). We can enumerate these alternatives and 
thus create two different feasible orientations. 
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s 

Figure 6.36 An infeasible neighbor leading to two different feasible neighbors 

Another, more complex, example is shown in Figure 6.37. (Note that the PT-edges of 
this graph are shaded to keep the figure illustrative.) This example has five link clusters, 

lcl({ 04, Ot }), /cl({o4, 06 }), /cl({o6, 01 }), /cl({o3, os }), and /cl({06-7· Oz.J}), which we will 
refer to with the numbers shown in the figure. 

In this example, the redirection of cluster 4 has created various cycles. After a reduc
tion, in which a cycle is not accounted for when there is another cycle that can be re
moved by redirecting exactly the same link clusters, three 'cycles' remain; one between 
clusters 4 & 1, one between 4, 2 & 3, and one between 4, 2 & 5. Hence, there are 1 x 2 x 
2 = 4 ways to remove these cycles. 

s 

Figure 6.37 An infeasible neighbor 

So, when we enumerate all alternatives, four branches are added to the branching tree, 
i.e., redirect clusters 1 & 2 (& 2), clusters 1, 3 & 2, clusters 1, 3 & 5, and clusters 1, 2 & 

5. The first three branches immediately lead to a feasible complete orientation. As can be 
verified, the resulting three orientations are all different. The fourth branch, however, 
does not immediately lead to a feasible orientation, i.e., it leads to the infeasible orienta

tion shown in Figure 6.38. Clearly, the redirection of cluster 5 has created a cycle with 
cluster 3. From here on, we may branch one level deeper, where this cycle is removed by 
redirecting cluster 3. That branch leads to a new (fourth) feasible complete orientation. 
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s 

Figure 6.38 The result when link clusters 1, 2 & 5 have been redirected 

Hence, when some link clusters are redirected to remove some cycle(s), new cycles may 
be created. These new cycles can, in tum, be removed in various ways. It, however, is no 
option to remove these cycles by redirecting one of the link clusters redirected before. 
Therefore, eventually, a situation may occur in which a cycle can be removed only by 
redirecting clusters that already have been redirected; consequently, that cycle cannot be 
removed and that branch will not lead to a feasible orientation. 

Still, it is not hard to image that this strategy to create feasible orientations from a 
cyclic one may lead to an explosion of cycles that have to be removed in order to finally 
create one or more orientations that originate from the first infeasible one. There are sev
eral ways to control the size of the branching tree, e.g., do not try every combination of 
link clusters to remove multiple cycles, proceed only when all cycles can be removed by 
redirecting a single link cluster, or allow only to go a number of levels deep. 

These examples have shown that it may be possible to create one or more feasible orien
tations from a cyclic orientation. Hence, it is possible to replace an infeasible orientation 
in the neighborhood by one or more feasible orientations. The algorithm shown in Figure 
6.39 represents a neighborhood function based on this idea; we will call this function 

NVSPJ. 
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procedure NVSP1 ( Yrpr. 0); 

begin 

nbs:= { }; 

'for each last operation of each job .... ' 

for each v e Orpt : ijs(v) = 0 do 

'for each longest path from s to v .... ' 

for each P e FIND LONGEST PATHS ( Ytpt• Q, s, v) do 

'for each edge on that longest path .... ' 

for each edge e FIND EDGES ( (j rpt. P) do 

'collect all feasible orientations that can be generated from the neighbor created by redi

recting the edge' 

nbs :=nbs u GENERATE FEASIBLES ( (jrp1• Q, { lcl(edge)}, {lcl(edge) }); 

end (nbs); 

Figure 6.39 Neighborhood function NVSP1 

The behavior of the FIND LONGEST PATHS and FIND EDGES procedures is obvious and we 
will not discuss them in detail. The GENERATE FEASIBLES procedure is presented in 
Figure 6.40. 

Concerning this procedure, please note the following. 
• It is possible that, from a single cyclic orientation, two or more identical feasible ori

entations may be created in different ways. It is obvious that, in an implementation, 
these duplicates will be removed from the multisets fcos and nbs (the latter in the al
gorithm of Figure 6.39). 

• It is sufficient to search for cycles containing one of the redirected edges, as the algo
rithm does (the FIND CYCLES procedure). It, however, is not necessary to search for 
cycles starting at each redirected edge; if v-? w and v-? ijp(w) are redirected and 
there is a cycle containing v-? w then there definitely is also a cycle containing 
v-? ijp(w), Hence, the algorithm can be improved on this point. 

• The REDUCE procedure applies a reduction on the collections of link clusters that can 
be redirected to remove the cycles. In this reduction, for each set of identical collec
tions of link clusters, all collections but one are deleted. 

• The GENERATE ALTERNATIVES procedure generates all possible combinations of the 
link clusters that can be redirected to remove the cycles. 

• This procedure creates a branching tree. If new cycles are created, it branches for each 
possible way to remove the created cycles. Branching is stopped when either no more 
cycles are created, i.e., a feasible complete orientation is found, or there is a cycle that 
cannot be removed since it can only be removed by redirecting edges that already 
have been redirected. 

120 



The Verlex System: A Case 

procedure GENERATE FEASIBLES ( Ytpt• n, leis' rdlcls); 

begin 

'redirect each edge of each link cluster that must be redirected' 

for each lei e leis do 
for each {v, w} e lei do 

ifv-+ w then Q(( v, w}) := (w, v) else Q({ v, w}) := (v, w); 

'collect all created cycles' 

cycles := {}; 

for each lel e leis do 

for each ( v, w) e lel do 

cycles :=cycles u FIND CYCLES ( Ytpt• n. (v, w)); 

'if there are no cycles created, a feasible orientation has been found' 

if cycles = { } then STOP ( { Q }); 

'collect the collections of link clusters that can remove the created cycles' 

coli := { }; 

for each P e cycles do 
begin 

edges :=FIND EDGES ( Ytpt• P); 

clusters:= { a e edges I lel(a) }; 

clusters := clusters \ rdlcls; 

'e.g., {oz-3 --+04-5· 04.5 ~01-2 )' 

'e.g., clusters4 & 1' 

'remove the previously redirected clusters' 

colt := coll u {clusters}; 'e.g., {{I), { 2 & 3), {2 & 5})' 

end; 

'remove duplicates' 

coil := REDUCE (colt); 'e.g., still {{I), ( 2 & 3), {2 & 5] )' 

'if there is a cycle that cannot be removed, no feasible complete orientation can be created' 

if{} e coli then STOP({}); 

'for each possible combination of clusters of coil .... ' 

fcos := { }; 

alternatives := GENERATE ALTERNATIVES (coli); 

'e.g., ({I & 2}, {I & 3 & 2),' 

'{I &3 & 5), {I &2 &5))' 

for each alt e alternatives do 
fcos :=fcos u GENERATEFEASIBLES ( Ytpt> n, alt, rdlels u alt); 

end (fcos). 

Figure 6.40 An algorithm to create feasible neighbors 
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• The size of the branching tree is limited, since at each stage at least one link cluster is 
redirected, each link cluster may at most be redirected once, and the number of link 
clusters is limited. 

• When the neighborhood is too large, i.e., when too many feasible orientations are 
created from a single cyclic orientation, it can be reduced by enumerating not all pos
sible combinations of link clusters that can be redirected to remove the cycles. 

SEARCH STRATEGY 

Now that we have a neighborhood function for the VSP, we will present a local search 
algorithm for that problem. In this thesis, we choose to design a taboo search algorithm 
because that algorithm performs very well on the JSSP. It is, however, also possible to 
design other local search algorithms that use the same neighborhood function. 

The proposed taboo search algorithm is shown in Figure 6.41. 

We can say the following about this algorithm. 
• It may be called with any feasible complete orientation as initial solution. Due to the 

NVSP 1 neighborhood function, each neighbor at each iteration is feasible too. 
• It selects the best neighbor (BEST ELEMENT) that is either not taboo or satisfies the as

piration criterion. When no such neighbor is found, a random neighbor is selected. 
• A neighbor is taboo if the moves from which it resulted are element of the taboo list; 

if a neighbor is selected, the inverted moves, which would result in the predecessor in 
the sequence of selected neighbors, are stored in the taboo list. The simplest strategy 
is to store the redirection of link cluster of the edge on the longest path that resulted in 
the first (most often infeasible) neighbor. It, however, is also possible to store all redi
rected link clusters, either as a whole or separately. The chosen strategy can be im
plemented in the MOVES procedure. 

• The taboo list has a maximum size of maxsize. That parameter has to be set before the 
algorithm may be called. There is no theory on the best value for this parameter; it can 
best be set in a trial and error process. The maximum size of the taboo list may also be 
dynamic, i.e., dependent on the search process; some authors report good results with 
that strategy (e.g., see Dell' Amico and Trubian [1993 ]). 

• Because the taboo list stores moves instead of complete orientations, it is possible that 
a good solution, which has not been visited before, is still taboo. Therefore, the algo
rithm tests whether a 'taboo' neighbor satisfies the aspiration criterion. Note that the 
algorithm applies a simple aspiration criterion, which can be replaced by another cri
terion. 

• Since the last solution found is not automatically the best, the algorithm remembers 

the neighbor when it is the best solution found. 
• It stops iterating when either the neighborhood is empty or the SATISFIES STOP CRITE

RIA procedure returns TRUE. That procedure may base its decision on any piece of 
information. A basic procedure stops the run when a maximum number of iterations 
have been performed. 
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procedure TABOO SEARCH ( {jtptt !ltnit); 

begin 

n := !ltnit; nbest := ninit; taboolist := { }; iter := 0; n := 0; 

repeat 

nbs := NVSP1 ( {jtpt. Q); 

nbsize := I nbs I; iter := iter+ I; n := n + nbsize; 

if nbsize > 0 then 

begin 

'remember a random neighbor' 

r := RANDOM ELEMENT (nbs); 

repeat 

'the (next) best neighbor .... ' 

Q' :=BESTELEMENT(nbs); nbs :=nbs\ {x*}; 

if MOVES {Q, .Q ') IE taboo list 'whose moves are not taboo • 

then ok := TRUE 

else ok :=COSTS (Q') :s; COSTS (.Q); 'or which satisfies the aspiration crit.' 

until ok v I nbs I = 0; 

'if all neighbors are taboo, then select a random neighbor, else select the best neighbor' 

if ok then n := n' else .Q := r; 

'determine the inverted moves, declare them taboo-and recalculate the taboo list' 

m' := MOVES (.Q', .Q); 

taboo list := { m'} u taboo list; 

taboolist :== HEAD ( taboolist, maxsize ); 

'remember the best orientation found so far' 

if COSTS (Q ') :s; COSTS (!lbest) then !lbi!St := Q'; 

end; 

until nbsize = 0 v SATISFIES STOP CRITERIA (.Q, !lbest• iter, n); 

end (!lbesr); 

Figure 6.41 A basic taboo search algorithm 

• Since the neighborhood of a non-optimal solution may be empty, it might be wise to 
embed the basic algorithm in a backtracking scheme. The algorithm then backtracks to 
a former stage, selects another neighbor at that stage, and proceeds iterating from 
there. 
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6.5 CONCLUSIONS 

In this chapter, we presented a case, the Vertex system, and studied the static and deter
ministic Vertex scheduling problem (VSP). We have modeled that problem in terms of 
the disjunctive graph, similar to the JSSP. 

The VSP differs on several points from the JSSP. Most of these differences could be 
incorporated into the disjunctive graph model. Special attention, however, had to be paid 
to one of the differences with the JSSP, i.e., the physical precedence constraint. That 
constraint makes that it is not straightforward to create a feasible schedule. 

We studied the feasibility of partial and complete orientations and showed that it is 
possible to create a feasible complete orientation by applying some form of propagation. 
In the last section, we presented various algorithms to enumerate, create, and improve 
feasible left-justified schedules. Among them were two constructive approximation al
gorithms that create a feasible schedule and a taboo search algorithm that tries to improve 
an initial schedule. 

In the next chapter, we will use the Vertex system as a case to study the behavior of the 
EDJSS system, which has been presented in Chapter 5. We will use the ideas and algo
rithms of this chapter in the creation and tuning of an EDJSS system for the Vertex sys
tem. 
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THE VERTEX SCHEDULING PROCESS 

In the previous chapter, we discussed the Vertex system. We stated the assumptions on 
the behavior of the system and its environment and the goals of the scheduling process 
that has to schedule the operations of the Vertex system. We further analyzed the feasi
bility of the schedules and designed two enumeration schemes and three approximation 
algorithms: a (priority) dispatching algorithm, a direct selection algorithm, and a local 
search algorithm. These algorithms can be applied to perform the rescheduling and reop
timization actions in the EDJSS system, which has been introduced in Chapter 5. The 
application of that scheduling system to the Vertex system will be discussed in this 
chapter. 

We will first discuss the production control process of the Vertex system (Section 
7.1). One of the elements of that process is the production scheduling process, whose 
implementation may benefit from the theory developed in the previous chapter. This the
ory is revisited in Section 7.2. Section 7.3 deals with the implementation of the event 
driven Vertex scheduling (EDVS) system. In Section 7.4, we will discuss some experi
mental research, performed by means of simulation, to verify the behavior and perfor
mance of the EDVS system in this specific environment. The results of the simulation 
experiments will be presented in Section 7.5. 

7.1 THE PRODUCTION CONTROL PROCESS 

The production control process for the Vertex system includes a production planning 
process, a production scheduling process, and eight machine control processes: one for 
the transport system, one for the operator, and one for each module ofthe Vertex system. 
That is similar to the assumptions of the EDJSS system (recall Section 5. I .2). The differ
ences between these assumptions and those that we will apply for the Vertex system are 
the following. 
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• The production planning process cancels no jobs. If it would, additional transport op
erations and output operations (i.e., a process operation that is performed by an output 
module and that removes the batch of wafers from the Vertex system) would be nee" 
essary to remove the wafers from the Vertex system. This assumption seems justified 
in the situation of the Vertex system. 

• The MC process that controls the actions of the operator is able to receive various 
(machine setup) processing commands at a time since the operator has an unrestricted 
capacity for performing machine setup operations. 

• The Vertex system differs from the job shop system because it has to perform three 
kinds of operations, i.e., the transport operations, the process operations, and the 
(separable and sequence-dependent) machine setup operations. The production 
scheduling process, therefore, has to schedule these three kinds of operations (note 
that the setup operations are scheduled implicitly), has to send three kinds of process
ing commands, and will receive messages about the progress of all three kinds of op

erations. 

• We assume that operation failures will only occur on input modules. Furthermore, in 
the experiments discussed further on, we will assume that the estimates of processing 
times of setup operations and transport operations are exact, and the newly estimated 
processing time that is supplied by an operation delay message is also exact. Hence, 
each operation start message is followed by at most one operation delay message. 
These assumptions, however, are not expected to be crucial for the successful applica
tion of the EDJSS system. 

7.2 THE VSP REVISITED 

It may be clear that the implementation of the EDVS system, which will be proposed as 
production scheduling process for the Vertex system in the next section, benefits ·from 
the theory on the static and deterministic VSP, as has been developed in the previous 
chapter. The algorithms that have been designed to construct and improve the schedules 
for VSP instances can be used as rescheduling algorithm and reoptimization algorithm, 
respectively. 

At this point, however, we want to discuss two issues concerning the production 
scheduling process and the VSP theory. Both issues have to do with left-justified sched
ules. 

DELAYING THE DIRECTION OF SOME TT·EDGES 

The first issue is that we will (temporarily) assume the transport system to have a unre
stricted capacity, i.e., the production scheduling process will construct and improve pro
duction plans it which not all IT -edges of the disjunctive VSP graph are directed. 

126 



The Vertex Scheduling Process 

This behavior can be obtained by adapting the priority dispatching algorithm such that 
it only selects processing operations (and directs only its PP-edges) and by adapting the 

direct selection algorithm such that it only selects PP-edges. The result is that both algo
rithms will direct all PP-edges and, due to propagation, all PT-edges and most (but 
sometimes not all) IT-edges. 

The reason for this assumption can be explained with the help of Figure 7.1, which 
represents a paitial orientation for some VSP instance. 

4 6 4 

6 3 

Figure 7.1 A partial orientation for some VSP instance 

This orientation has been constructed by directing, in this order, OJ~ 04 and 03 ~ o6; the 
directed PT- and IT-edges were a consequence of propagation of these directed PP
edges. The IT-edge between transport operations Oz-3 and 04-5 has not been directed. 
When we analyze this situation, we can conclude that such an undirected IT-edge can 
only belong to a link cluster with one element. We can prove that in a (propagated) par
tial orientation, obtained by directing all PP-edges, no deadlock construct can be created 
by directing the remaining undirected IT-edges. It may, however, still be possible to cre
ate a cycle. (Note that in the example of Figure 7.1 no cycle can be created, which is ob
vious since it has been proved that, given a propagated partial orientation, we can direct 
an arbitrary edge in an arbitrary direction without creating an infeasible orientation.) 
Hence, it is possible to delay the direction of the remaining undirected IT-edges, and 
start executing the schedule from front to back, until the moment a choice has to be made 
concerning these edge(s). Such a procedure would not create a cycle. 

The advantage of this strategy can be illustrated by Figure 7.2, which shows the Gantt 
chart of one of the two feasible complete extensions of the orientation of Figure 7 .1. Note 
that this left-justified schedule results when the undirected TT-edge is directed like oz-3 
~ 04-5· Now it can be verified that the other left-justified schedule that results from 04-5 
~ oz-3 is also feasible and has exactly the same mean relative flow time of 1'Yt6. So, there 
is no reason why one of the two possible left-justified schedules should be preferred. 
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m3 
r---------------------~ 

m4 
r-----------------------~~~--~~~L_ ____________ ___ 

0 2 4 6 10 12 14 16 18 20 22 time-

·Figure 7.2 The left-justified schedule associated with one of the two feasible complete 

extensions of the partial orientation of Figure 7 .I 

When this sc:hedule is executed, however,' 02 and 04 will probably not be completed ex
actly at the same moment, due to the stochastic behavior of the Vertex system. Therefore, 
it may be wise to wait with the scheduling decision on the direction of edge { 02-3• 04.5} 
until one of the two process operations is completed first; the succeeding transport opera
tion is then started immediately. 

The production plan constructed by this strategy is based on an incomplete orienta
tion. Hence, the left-justified start times that can be calculated from this orientation rep
resent no feasible production plan (in the example, S( Oz-3) = S(o2.3)); it violates the 
transport capacity constraint. Nevertheless, it is possible to determine the quality of this 

schedule. 
This strategy of delaying some of the scheduling decisions is especially advantageous 

for the Vertex system because the processing times of the transport operations are much 
shorter than those of the processing operations. That allows for the temporal assumption 
of unrestricted capacity for the transport system. In systems where this property is not 
found, it may be difficult to construct and improve the (partial) schedules. 

EARLY AND LATE INPUT, TRANSPORT, AND SETUP STRATEGIES 

Another important issue is the following. In the theory of Chapter 5, we always con
structed the left-justified schedule for a given feasible complete orientation. From the 
same orientation, however,many other schedules can be constructed, among which often 
are schedules that have the same quality as the left-justified schedule. 

· For instance, when we compare the left-justified schedule depicted in Figure 7.3 and 
the (not left-justified) schedule depicted in Figure 7.4 (which are constructed from the 
same feasible complete orientation), it can be observed that they have the same mean 
relative flow time of 37th. 
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0 2 4 6 8 10 12 14 16 18 20 22 lime -

Figure 7.3 A left-justified schedule (early load, early transport, and early setup) 

2 4 6 8 10 12 14 16 18 20 22 time -

Figure 7.4 A quasi left-justified schedule with late load, late transport, and late setup 

The first schedule is said to be constructed with an early input, early transport, and early 
setup strategy, while the second schedule is said to be constructed with a late input, late 
transport, and late setup strategy. 

We will first discuss the transport strategies. Given a feasible scheduleS and the associ
ated complete orientation n. a feasible start time for transport operation v can be chosen 

within the range: 

C(impn(v)) + p(impn(v) ~ v) S S(v) S S(imsn(v))- p(v ~ imsn(v))- p(v}, (7.1) 

without delaying the succeeding operations. 
Hence, an early(= left-justified) transport strategy is: S(v) = C(impo(v)) + p(impn(v), 

and a late transport strategy is: S(v) = S(imsn(v))- p(v ~ imsn(v))- p(v). 

An advantage of the late transport strategy is that the production scheduling process has 
some more time to determine the best machine sequences on the transport system; 
Furthermore, during that time it may receive a message from the PP process or one of the 
MC processes that makes it preferable to perform another transport operation first. 
Especially for the Vertex system, where the performance of the system strongly depends 
on the machine sequence of the transport system because that also determines part of the 
machine sequences on some of the modules, the late strategy may be favorable. 

A disadvantage of the late transport strategy is that if the performance of the transport 
operation takes longer than expected, the succeeding operations are delayed and that may 
not have happened when the early transport strategy had been applied. Therefore, apply
ing an intermediate input strategy (i.e., choose the start time somewhere in the middle of 

the time interval) might be best 
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A discussion similar to the above one about the transport strategy can be held for the in
put and setup strategies. For the input strategy, we should emphasize that the perfor
mance of the Vertex system depends even more on the machine sequence of the input 
module than on that of the transport system. That is because when an input operation has 
been started, the batch of wafers inserted into the Vertex system has to be performed 
until completion and only a maximum of six batches can be performed simultaneously on 
the Vertex system. Hence, the input strategy is very important. 

Finally, note that determination of late start times for input, transport, or setup operations 
can be performed after a production plan has been constructed or improved (i.e., in a 
post-processing phase). 

7.3 THE EVENT DRIVEN VERTEX SCHEDULING SYSTEM 

Various forms of production scheduling processes may be applied as part of the produc
tion control process of the Vertex system. Among these forms are reactive and predictive 
processes, and human or automated processes. Note that it is possible to design a reactive 

automated scheduling process based on the theory developed in Chapter 5. 
In this thesis, we will propose the application of the event driven job shop scheduling 

system. Some parts of the basic EDJSS system, as have been described in Chapter 5, 
should however be adapted to the specific requirements of the Vertex system. 

The parts we distinguished in the basic EDJSS system were: 
• the EDJSS system algorithm, 
• the schedule algorithm, 
• the action selection algorithm, 
• the rescheduling algorithm, 
• the schedule revision algorithm, 
• the reoptimization algorithm, 
• the dispatch algorithm, and 
• the database and basic algorithms. 
We will next discuss more details and implementation choices of some parts of the 

EDJSS system that has been implemented for the Vertex system in the object oriented 
programming language SMALLTALK-80 [Goldberg and Robson, 1989]. The EDJSS sys
tem algorithm and schedule algorithm will not be discussed in more detail since they are 
not changed; see Chapter 5. 

From now on, we will call this implementation of the EDJSS system for the Vertex 
system the Event Driven Vertex Scheduling (EDVS) system. 

THE DATABASE AND BASIC ALGORITHMS 

The database and basic algorithms of the EDVS system are similar to those of the basic 
EDJSS system. Special attention, however, had to be paid to some of the basic algo-
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rithms, e.g., those which calculate the earliest possible start time and completion time for 
an operation, given the machine sequences. These algorithms have to account for the se
quence-dependent setup times because the setup operations are not explicitly represented 
in the disjunctive TPT-graph model. Moreover, additional basic algorithms have been 
implemented to post-process the production plans, i.e., calculate new start times based on 
for instance a late input strategy. 

TH)i: RESCHEDULING ALGORITHM 

In our implementation of the EDVS system, we have chosen to apply a priority dispatch
ing algorithm as rescheduling algorithm. That algorithm has the desired requirements; it 
is able to construct a valid and good production plan (if a good priority rule is used}. 

Moreover, it is possible to adapt the priority dispatching algorithm to the rescheduling 
problem. For the formulation of that problem, it is necessary to direct and propagate the 
edges between each operation that is being performed and each not yet performed opera
tion. Hence, a propagated orientation results, from which it is possible to construct a 
valid plan by selecting one selectable operation at a time and direct and propagate all its 
edges one after the other. 

Finally, it is also possible to adapt the algorithm such that it directs only PP-edges 
(and thus delays some of the TI-edge decisions). 

In the previous chapter we mentioned that a direct selection algorithm is expected to be 
less time-consuming than a priority dispatching algorithm. Notwithstanding that, we 
have chosen for the latter because it is more naturaL Another reason is that, in Section 
7 .4, we will compare the behavior of the EDVS system with that of a shop dispatching 
algorithm, which acts similarly to a (priority) dispatching algorithm. Of course, it is also 
possible to choose a direct selection algorithm as rescheduling algorithm. Further re
search could be performed on this subject. 

In the experiments that have been performed and that will be discussed in Section 7 .4, we 
have applied the EPST priority rule, i.e., select first that operation with the earliest possi
ble start time. If there are several operations with the same EPST priority, we selected the 
operation of the job with the lowest job index (the order in which they arrive at the 

scheduling process). So, with this rule the priority dispatching algorithm constructs a 
non-delay schedule. 

THE SCHEDULE REVISION ALGO~ 

We will be short about the schedule revision algorithms for the EDVS system. It is not 
difficult to adapt these to work as required; i.e., among others such that they direct only 
PP-edges (and thus delay some of the TI-edge decisions). For the EDVS system, a basic 
strategy for inserting operations (add them one after the other at the end of the machine 
sequences) ensures to create a feasible orientation. Better insertion algorithms require 
further research. 
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THE REOPTIMIZATION ALGORITHM 

Similar to the implementation of the EDJSS system, we have chosen to apply a taboo 
search algorithm for rescheduling in the EDYS system. The good results on the JSSP has 
been the basis of this choice. 

The taboo search algorithm, as has been described in Section 6.4.2, had to be adapted 
on two points. First, it will direct only PP-edges (and thus delays some of the IT-edge 
decisions). Second, it will not try to redirect edges th~t concern an operation that is being 
performed since, obviously, it cannot change the machine sequence concerning those op
erations. 

Some of the parameters that need to be set before the taboo search algorithm can be 
executed have been fixed. We have chosen to use NVSP1 as the neighborhood function, to 
use the mean relative flow time as the cost function, to store the initial moves proposed 
by the neighborhood function (a single edge that may have resulted in an infeasible ori
entation) on the taboo list, to use a taboo list of (fixed) size seven, and to use the standard 
aspiration criterion (i.e., the solution found improves the best solution found so far). Stop 
criteria are set by the action selection algorithm. 

THE ACTION SELECTION ALGORITHM 

The action selection algorithm implemented in the EDYS system has the form of a deci
sion tree, and thus is fairly simple. It is able to apply three strategies: 

(I) it reschedules with the priority dispatching algorithm and the EPST rule and sub
sequently reoptimizes with the taboo search algorithm and the stop criterion 
'stop when 200 neighbors have been generated', 

(II) it revises the production plan with the schedule revision algorithm, or 
(Ill) it revises the production plan with the schedule revision algorithm and subse

quently reoptimizes with the taboo search algorithm and the stop criterion 'stop 
when 200 neighbors have been generated and when 10 non-improving neighbors 
have subsequently been selected'. 

The criteria for the selection of a strategy applied are the following. 
• When a job arrival message has been received, strategy I will be applied. 
• When an operation failure message has been received and the expected repair time 

exceeds threshold T 1 (20 minutes), strategy I will be applied, or when it does not 
exceed T I• strategy III will be applied. 

• When an operation delay message, an operation completion message, or a machine 
breakdown message has been received, it is checked whether the operation whose 
performance is disrupted is located on some of the longest paths from s to a last 
operation of a job; if that is not true or if the newly expected processing time, the 
earliness, or the expected machine repair time does not exceed threshold T 2 (5 
minutes), then strategy II will be applied; otherwise, if the (expected) time does not 

exceed threshold Tt (20 minutes), strategy III will be applied and if it does exceed 
that threshold, strategy I will be applied. 
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• When any other message has been received (e.g., a setup or transport completion 

message), then because of the assumptions we have made (exactly estimated 

times), that message cannot disturb the production plan. Hence, no schedule strat

egy has to be applied. 

.. 
Clearly, many other action selection algorithms can be designed. In further research in 

may be good to study action selection algorithms that for instance involve the quality of 

the current production plan, history, or other aspects in their reasoning. Moreover, it may 

be good to study action selection algorithms that reoptimize, i.e., keep searching for im

provements) until some new message is received. 

THE DISPATCH ALGORITHM 

The dispatching algorithm that has been implemented in the EDJSS system needs to be 

adapted on three points to be applicable in the EDVS system. 

First, when the schedule step has been completed, a feasible production plan is avail

able. This plan will first be post-processed, i.e., new start times will be calculated which 

respect the early nate strategies applied. 

Second, because of the former adaptation, not all dispatching moments (moments 

when some processing command has to be sent in order to start the performance of an 

operation) are equal to a moment a message is received, as was true for the job shop sys

tem. Hence, the dispatching algorithm has to determine the next dispatching moment 

based on the production plan and has to assure that at the next dispatching moment, the 

required processing commands will be sent to the MC process concerned. 

Third, the dispatching algorithm has to resolve the transport capacity conflicts caused 

by the delayed direction of some IT-edges. It thus has to decide on the direction of the 

undirected edges. The algorithm implemented will simply direct these edges such that the 

first transport operation that can be applied will be applied. 

7.4 THE SIMULATION MODEL 

A simulation model has been constructed in the discrete event simulation language 

PROCESST ALK. That model represents the relevant aspects of the Vertex system and the 

production control process. The simulation model has been implemented on a computer 

in the simulation tool PROCESSTOOL [Wortmann, 1991], which in turn was implemented 

in the object oriented programming language SMALLTALK-80 [Goldberg and Robson, 

1989]. 

In the implementation of the simulation model, the dynamic and stochastic behavior 

of the machine, the PP process, and the MC processes was realized by sampling from 

predefined distributions for the stochastic variables of the model (such as the processing 

times, the probability of an operation failure, the inter-arrival time, and the machine re

pairtime). 
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An assumption has been made about the production planning process: it has no special 
job release strategy, i.e., at the moment it becomes aware that some job has to be per
formed (e.g., because a customer orders some product), it will immediately send a job 
arrival message to the scheduling process and will also immediately release that job for 
production (i.e., the arrival time is equal to the job release date). Note, however, that this 
behavior of the PP process is not required for the successful application of the EDJSS 
system. 

7.5 ExPERIMENTS 

As mentioned before, we have implemented all algorithms of the EDVS system in the 
object oriented programming language SMALLTALK-80 [Goldberg and Robson, 1989]. 
Unfortunately, the experiments that will be discussed in this section are performed with a 
earlier implementation of these algorithms. 

The rescheduling algorithm applied is based on another propagation approach. It 
propagates a directed edge by searching for a special kind of cycles that include the di
rected edge and that include exactly one undirected edge; for each such cycle found, it di
rects and propagates the undirected edge such that the cycle is not closed. This propaga
tion approach is expected to be more time-consuming than that discussed in Chapter 6, 
which does not have to search for special cycles but simply directs the linked edges and 
ensures that transitivity holds. 

Moreover, the reoptimization algorithm applied uses a neighborhood function that is 
expected to be smaller than NVSP 1 and the creation of the neighborhoods is expected to 
be more time-consuming because it also searches for a special kind of cycle. 

After we performed our experiments, we extended the theory and developed the algo
rithms that have been discussed in Chapter 6. Because, moreover, the theory developed is 
more important than these experiments, and these experiments are based on many as
sumptions and parameter settings (for which no sensitivity analysis has been performed), 
we will not discuss the experiments in much detail. However, they are still illustrative for 
the performance of the EDVS system. 

We have performed many simulation experiments, much more than will be discussed in 
this thesis. Some of them have been performed to determine good parameter settings; 

. from these experiments it could be concluded that it is difficult to find good settings for 
some parameters. There are also parameters that have been set without any theory or ex
perimental analysis. Because the performance of the EDVS system strongly depends on 
these parameters settings, the settings applied should be reconsidered in further research. 

In the last group of simulation experiments, we have experimented with two different 
production scheduling processes, the EDVS system (with a late input, late transport, and 
early setup strategy) and the DS system. The (automated) shop dispatching (DS) system 
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is a reactive process (note that the EDVS is a predictive process) that acts similarly to a 

priority dispatching algorithm: at the moment a decision is needed, it applies a priority 
rule to distinguish between the operations that can be performed next. Note that for the 
implementation of the SD system, we also have to apply algorithms that do not create 
deadlock situations. Based on the design of the priority dispatching algorithm (as has 
been described in Chapter 6) this implementation, however, was rather easy. For the ex
periments, we have chosen to use the same priority rule for the SD system as is used for 
the rescheduling algorithm in the EDVS system. 

It is expected that the EDVS system performs better than the DS system. To verify 
that, we wanted to performed experiments. To be able to perform these experiments we, 
however, first had to choose a realistic configuration for the Vertex system, realistic jobs 
it will have to perform, realistic distributions for the stochastic variables, etcetera. The 
choices we have made for these parameters have been based on the production process of 

the SRAM chip. We have chosen a configuration containing an input module, an output 
module, a stepper, an etcher, a depositor, and a diffusor. The Vertex system was applied 
as a closed system, i.e., a fixed number of (eight) job types have to be performed. On av

erage, each job involves about seven process operations. In this thesis, we will not dis
cuss further details about these jobs, operations, etcetera. 

Because the simulation model has many stochastic variables it takes long runs to be 
able to compare the two scheduling processes. Therefore, we have made the simulation 
model deterministic, i.e., instantiations of all stochastic variables are no longer drawn 
from a distribution but from a script that has been created using these distributions. So, 
that script states which type of job will arrive when, which operations it requires, whether 
the input operation of some job will fail or not, how long any operation repair time will 
take, how long the estimated processing time will be, how long the actual processing 
time will be, etcetera. With such a script it is possible to perform two simulation runs, 
one for each scheduling process, with exactly the same dynamic and stochastic behavior. 

Another technique that has been applied to compare the processes honestly is the in
troduction of four consecutive groups of jobs arriving. Initially, n1 'initial' jobs will ar
rive all together at time zero; this group represents the common workload level. All sub
sequent jobs will arrive one after the other, distributed over time (the next arrival time is 
drawn from the inter-arrival time distribution). After the n1 'initial' jobs, n2 'start' jobs, 
n3 'measure' jobs, and finally n4 'final' jobs will arrive one after the other. The perfor
mance of the Vertex system will be determined only on the 'measure' jobs. It is believed 

that these jobs are produced during a representative period of production. 

ANALYSIS OF A SINGLE SIMULATION RUN 

Figures 7.5, 7.6, and 7.7, illustrate some aspects of a representative simulation run. The 
first figure shows how the number of jobs arrived and completed varies in time. Here, we 
can see the initial, start, measure, and final jobs. Here, I 0 initial jobs, 4 start jobs, I 00 
measure jobs, and 20 final jobs have been used. Note that the simulation run can be ter
minated when the last measure job has left the system. 
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Figure 7.5 The number of jobs arrived/completed vs. time 

Note that the simulation run visualized in Figure 7.5 simulates the production during 
about 58 days. It takes that long to produce the about 115 jobs, since the mean work con
tent of the jobs is about 13 hours. 

In Figure 7.6, we can observe that the inter-arrival time of this simulation run is too low 
to assure a minimal workload level. This behavior is, however, not unrealistic. Moreover, 
since both scheduling processes will receive arrival messages for the same jobs at the 
same moment, it still is possible to compare the performance of the two processes based 
on such simulation runs. 

simulated time (hrs) 

Figure 7.6 The work in process (workload) vs. time 
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Figure 7. 7 shows the variation of the optimality criterion (mean relative flow time) of the 
production plan in time. Each time a new plan has been constructed, a plan has been re
vised, and a plan has been reoptimized, the quality is determined and plotted in this 
graph. Note that this figure need to be extracted from a simulation run with the EDVS 
system since the SD system constructs no production plans. 

When we compare Figures 7.6 and 7.7, it becomes clear that the mean relative flow 
time strongly depends on the work in process, which is not surprising. 
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Figure 7.7 The relative flow time of the subsequent production plans vs. time 

The performance of the scheduling processes has been determined based on the perfor
mance measure, which is also the mean relative flow time. For this, the mean relative 
flow time of the jobs that have been completed and leave the system is determined. The 
variation of the mean relative flow time over time is depicted in Figure 7 .8, both for the 
EDVS system and for the SD system. The figure further illustrates the difference in the 
performance between the EDVS system and the SD system in similar simulation runs 
(based on the same script). 

From Figure 7.8, we can observe that in the visualized simulation run, the final mean 
relative flow time is about 3 (for the EDVS system). This indicates that, on the average, 
each job spends 3 times its work contents waiting to be processed. That is quite long, but 
not unrealistic in the Vertex system, since the jobs often have to wait to ensure that no 
deadlock situations will occur. 
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Figure 7.8 Comparative peiformance of the EDVS and SD systems in a single run 

COMPARATIVE EXPERIMENTS 

We have performed four groups of experiments (A to D). Each group contains six exper
iments, except for group B that contains only five (one experiment has been lost). Each 
experiment represents the same script and involves two simulation runs, one with each 
scheduling process. All experiments involve 100 measure jobs, and the performance of 
the scheduling processes is compared on the mean relative flow time of these 100 jobs. 

The scripts of all experiments in group A and B have been generated with the same 
distribution for the inter-arrival time. This also holds for the experiments in group C and 
D. For these two groups, however, the mean inter-arrival time is somewhat longer than 
that of groups A and B. 

The scripts of all experiments in group A and C have the same number of initial jobs 
(10); for group Band D this is 12. The difference thus is that the latter two groups of ex
periments start with a higher initial workload. Hence, there might be more possibilities 
for the EDVS system to improve the performance. 

With the experiments performed, we have tried to verify the following hypothesis: 'there 
is, under equal circumstances, no difference in the peiformance (measured in terms of 
the mean relative flow time) of the production system between the experiments with the · 

EDVS system and with the SD system (IJ.EDVS = flso)'. 

The results of the 23 experiments (46 simulation runs) are presented in (left part of) 
Table 7.1. We may compare the experiments within each group, but not within different 
groups because the input parameters are different. 

Table 7.1 also represents the Student's T-test results. From these test results, we can con
clude that in all four groups of experiments the hypothesis can be rejected with at least 

138 



The Vertex Scheduling Process 

Table 7.1 Results of the experiments 

Frel Fret 

DS EDVS DS-EDVS Students T -test 

AI 4.58 3.79 0.79 mean 1.66 

A2 5.71 3.30 2.41 standard deviation 1.10 

A3 7.35 4.94 2.41 degrees of freedom 5 

A4 4.41 3.37 1.04 t value 3.70 

A5 8.54 5.51 3.03 PQ.t1 =f.l2) one-tail O.Ql% 

A6 3.25 2.97 0.28 t crit. one-tail 2.02 

Bl 6.47 4.50 1.97 mean 2.17 

B2 8.20 5.26 2.94 standard deviation 0.73 

B3 9.63 7.28 2.35 degrees of freedom 4 

B4 4.84 3.82 1.02 t value 6.62 

B5 9.63 7.05 2.58 P(IJ.I =f.l2) one-tail 0.00% 

t crit. one-tail (5%) 2.13 

Cl 4.09 2.81 1.28 mean 0.75 

C2 2.31 1.84 0.47 standard deviation 0.89 

C3 2.53 2.74 -0.21 degrees of freedom 5 

C4 3.45 2.88 0.57 t value 2.07 

C5 5.77 3.51 2.26 P(IJ.I =f.lz) one-tail 0.05% 

C6 2.84 2.70 0.14 t crit. one-tail 2.02 

D1 5.25 4.20 1.05 mean 1.22 

D2 2.48 1.91 0.57 standard deviation 0.52 

D3 4.47 3.55 0.92 degrees of freedom 5 

D4 4.87 2.97 1.90 t value 5.76 

D5 7.16 5.38 1.78 P(IJ.I =f.l2) one-tail 0.00% 

D6 3.94 2.86 1.08 t crit. one-tail 2.02 

95% certainty. Hence, it is quite certain that the EDVS system performs better. This re-

sult is not surprising because we already knew that it is difficult to design a good priority 

rule for a dispatching procedure for the Vertex because the machine sequence of the in-

put module also determines part of the machine sequences on some of the other modules. 

Further conclusions from the experiments are that the EDVS system performs signifi-

cantly better than the SD system, not only in a statistical but also in a practical sense: the 

EDVS system performs about 34.3 % better than the SD system in these experiments. 

Moreover, it can be concluded that the relative performance is best for the experiments 
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with the highest initial workload and the shortest inter-arrival time. Hence, the EDVS 
system seems to perform best when it has to schedule more work. 

For more information on the statistics used in these experiments see for instance Chat
field [1983 ]. For more information on statistics and simulation, we refer to the excellent 
book of Kleijnen and Van Groenendaal [1994 ]. 

7.6 CONCLUSIONS 

The main conclusion of this chapter is that the simulation experiments indicate that the 
EVDS system performs correctly, well, and- under the given circumstances- significant
ly better than the SD system. Because the experiments have been applied with algorithms 
which can be expected to be more time-consuming than the algorithms discussed in 
Chapter 6, it is expected that a new implementation (with the improved algorithms) per
forms as least as well. 

Note that we have said nothing about the computing times of the scheduling process
es. Obviously, the EDVS system requires much more computing time than the SD sys
tem. Computation times, however, are less relevant for the Vertex system (than for many 
other job shop systems) since the mean processing time of the processing operations is 
relatively long and the benefit of a better quality production plan can be high (because 
the production costs are very high in the wafer processing industry). 

Note further that the results obtained with the experiments may strongly depend on the 
parameter settings, and no sensitivity analysis has been performed. Therefore, we have to 
proceed with caution when generalizing the conclusions. 
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DISCUSSION AND FURTHER RESEARCH 

In this thesis, we have discussed job shop scheduling issues. In Chapter 2 we have de
fined what a job shop (production) system is in our opinion. The job shop scheduling 
process is one of the production control processes that is often distinguished. That pro
cess has to determine when which operation will be performed on what machine. 

Because job shop scheduling is not easy, it has been investigated extensively. In 
Chapter 3 we have discussed the major subjects of job shop scheduling theory. An 
important subject of this theory is the job shop scheduling problem (JSSP), which is a 
representative of problems that often occur in job shop scheduling processes. Solving an 
instance of the JSSP means that a schedule has to be found that prescribes when which 
operation has to be performed where. Moreover, that schedule has to be optimal with 
respect to some optimality criterion. In Chapter 3 we also discussed the disjunctive graph 
representation and the algorithms that are currently being used to model and solve JSSP 
instances. Since the JSSP is known to be an NP-hard problem, which practically means 
that no efficient algorithm exists that is able to solve each JSSP instance to optimality, 
larger JSSP instances are usually solved with an approximation algorithm. The objective 
is then no longer to find an optimal schedule but to find a good schedule. 

The JSSP is classified as a static and deterministic machine scheduling problem. The 
JSSP is a static problem since it assumes that the set of data (containing jobs, operations, 
machines, processing times) does change over time, and it is deterministic since it as
sumes that all jobs, operations, machines, processing times, and further requirements are 
known in advance and unchangeable. 

The job shop scheduling process, on the other hand, experiences the dynamic and 
stochastic behavior of its environment. Suddenly, new jobs may arrive, or a machine may 
break down. Moreover, the time required to process an operation usually is not exactly 
the same as has been expected. Chapter 4 deals with the practice of job shop scheduling, 
in which a job shop scheduling process has to be available to make the scheduling deci

sions. 
We have mentioned that the job shop scheduling process often has the form of a hu

man, either as dispatcher or scheduler. A dispatcher is a human form of a reactive 
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scheduling process. That is a process that determines the scheduling decision only when 
it is needed. A scheduler is a human form of a predictive scheduling process. That is a 
process that predicts the future behavior of the job shop system and constructs a produc
tion plan, in which it states when which operation will be performed where. Usually, the 
JSSP is applied as model for the construction of production plans. A plan is constructed 
assuming that the environment is static and deterministic, which is not the case. Hence, 
when such a production plan is executed and the operations are being performed, unex
pected events may happen. These events have not been accounted for when the produc
tion plan was constructed. Some of these events, however, make the production plan in
valid, and other events decrease the quality of the plan. 

When a production plan is no longer valid or its quality is bad, the scheduler revises 
and reoptimizes the plan by changing some of its aspects. Most automated predictive 
scheduling processes, on the other hand, reject the old plan and create a new one. Sched
uling algorithms, able to construct such a plan easily and fast, are constantly being im
proved. 

One group of algorithms which perform very well on various instances of the JSSP is 
the group of local search algorithms~ These algorithms start from an initial solution and 
improve it by iteratively applying small changes to the solution. We have observed such 
a procedure is similar to the behavior of the scheduler when he reoptimizes a production 
plan. 

Up to Chapter 4, we have given our own view on the status of the theory and described 
the subjects essential in this area of scheduling. From Chapter 5 on, we have discussed 
new ideas and theory. 

In Chapter 5 we have used the idea that local search algorithms can optimize any initial 
production plan. We have proposed an automated predictive scheduling process, which 
we have called the event driven job shop scheduling (EDJSS) system. Like other schedul
ing systems, this system is able to construct a production plan based on the static and 
deterministic JSSP. Unlike most other scheduling systems, however, this system is able 
to revise and reoptimize a production plan when it is disrupted by an unexpected event. 
This behavior is similar to that of a scheduler. 

Hence, the EDJSS is able either to reschedule (i.e., construct a completely new pro
duction plan) or to revise the old (and invalid) plan. Both actions result in a valid pro
duction plan. Moreover, the EDJSS system is able to (re)optimize that valid plan, which 
may be good when the quality of the production plan is low, either due to a disruptive 
event or because a new plan of bad quality has been constructed. 

The EDJSS system will reason about the unexpected events occurred and the disrup
tions caused by these events; based on that reasoning, it will determine the best strategy 
to handle the event. 

Although the EDJSS system is actually nothing more than an idea or an architecture 
that has to be implemented for each specific scheduling situation, we have described a 
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basic EDJSS system. Moreover, we have described an implementation of this system to 
schedule the operations of a fairly simple and small job shop system. Simulation experi
ments showed that the implementation of the system was able to perform very well, and 
better than a shop dispatching system, which is a reactive scheduling process. 

Chapter 6 deals with the Vertex system, which is a model of a cluster machine applied in 
the production· of integrated circuits. The Vertex system is a job shop like system. It, 

however, differs from the job shop on some essential points. The most important differ
ence is that it is possible that the system enters a deadlock situation from which there is 
no way out. These deadlock situations can occur because the system lacks any material 
buffers and has a transport system that is able to perform at most one transport operation 
at a time. Because of these deadlock situations, it is not straightforward to construct a 
feasible (read deadlock free) production plan for this system. 

We have explicitly stated the assumptions we made about the Vertex system, and we 
have modeled the static and deterministic Vertex scheduling problem (VSP) by means of 
a disjunctive graph (similar to the JSSP). In this chapter, we have further introduced 
many new notions and developed a theory that deals with the feasibility of the VSP. We 
have pr.oved that the deadlock situations are sufficiently characterized by either a cycle or 
a so called deadlock construct. That, however, does not solve the problem of constructing 
feasible schedules for a VSP instance. Therefore, we have defined how we can identify 
an infeasible partial schedule and we have presented a procedure that is very simple and 
that is guaranteed to construct a feasible schedule from scratch. That procedure is based 
on propagation of the decisions that are made on the direction of the edges in the dis
junctive graph. When this propagation procedure is applied, it is easy to construct one or 
all feasible schedules for a given instance. In the last sections of Chapter 6 we have de
scribed some algorithms based on these ideas. Among them are a constructive appro xi" 
mation algorithm and a local search algorithm (including a neighborhood function that is 
necessary to apply that algorithm). 

Based on this new theory on and algorithms for the Vertex system, we were able to im
plement an EDJSS system to schedule its operations. This implementation has been de
scribed in Chapter 7. The basic EDJSS system (as proposed in Chapter 5), however, had 
to be adapted on various points. We therefore called this implementation the event driven 
Vertex scheduling (EDVS) system. 

We also discussed the differences between the theory about the VSP and the desired 
functionality of the scheduling process. We discussed the implementation choices of the 
algorithms that will perform the rescheduling, schedule revision, and reoptimization ac
tions in the EDVS system. 

With the implementation we applied various simulation experiments. In these ex peri
ments we compared the behavior of the EDVS system with that of a shop dispatching 
(SD) system. Unfortunately, the experiments have been performed with rescheduling and 
reoptimization algorithms that do not incorporate all of the new theory. Therefore. the 
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implementation is expected to be more time-consuming than necessary. 
The experiments, however, are still illustrative for the performance of the EDVS sys

tem. The most important conclusion from these simulation experiments is that the EDVS 
system performs significantly better than the SD system, both statistically and practically 
(about 34%). Generalization of this conclusion must be made with caution since the ex
periments are based on a large number of assumptions and parameters. It, however, 
seems to be justified to state that the EDVS system performs quite well and an improved 
implementation might even perform better. 

A conclusion from the two implementations of the EDJSS system described in this thesis 
is that the performance of this system is promising; it seems to perform well in various 
job shop like situations. A requirement for the successful application is that the produc
tion planning process and the machine control processes supply good estimates of the 
various stochastic variables, such as the processing times and the machine repair times; 
these estimates, however, need not be exact 

Further research will have to show whether the EDJSS system is as promising as the ex
periments suggest. Further research will also be necessary to improve the implementation 
of the EDVS system. Other neighborhood functions may have to be designed, and the 
action selection algorithm (that reasons about the strategy to handle an unexpected event) 
may benefit from more experiments. Perhaps it may once be possible to implement a 
knowledge based action selection algorithm; however, the knowledge on the best strate
gies still lacks. Better priority rules for the Vertex system, the application of a direct se
lecting algorithm as rescheduling algorithm, and the relation between the performance of 
the EDVS system and the release strategy of the production planning system are all sub
jects that can be investigated further. 

Furthermore, the idea of propagation to avoid deadlock situations is good and may be 
useful in other scheduling situations too. 
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APPENDIX A 

NOTATION 

THE JOB SHOPS CHEDULING PROBLEM 

M the set of machines 

J the set of jobs 
0 the set of operations 
J( v) the job to which operation v belongs 
M(v) the machine that is required by operation v 
p( v) the processing time of operation v 

QUALITY MEASURES 

j somejob 

m some machine 
v some operation 

S( v) the start time of operation v according to schedule S 

C( v) the completion time of operation v: C( v) = S( v) + p( v) 

C(j) the completion time of job j 
W(J) the waiting time of job j 
P(j) the work content of job j 
d(J) the due date of job j 

L(j) the lateness of job j: l..(j) = C(j)- d(J) 

T(j) the tardiness of job j: T(j) = max { L(j), 0} 
r(j) the release date of job j 
F(j) the flow time of job j: F(j) = C{j) r(j) 

FreiV) the relative flow time of a job j: FreiV) = F(j) I P(J). 

P( m) the workload of machine m 

J(m) the idle time of machine m: l(m) Cmax- P(m) 

U(m) the utilization of machine m: U(m) = P(m) I Cmax 
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Cmax the maximum completion time of a schedule over all jobs, also called the 
makespan 

C the mean completion time of a schedule over all jobs 
Fmax the maximum flow time of a schedule over all jobs 
F the mean flow time of a schedule over all jobs 

Lmax the maximum lateness of a schedule over all jobs 
L the mean lateness of a schedule over all jobs 

T max the maximum tardiness of a schedule over all jobs 
f the mean tardiness of a schedule over all jobs 
nT the number of tardy jobs of a schedule 

f w the weighted mean tardiness of a schedule over all jobs 
F rei the mean relative flow time of a schedule over all jobs 

I max the maximum idle time of a schedule over all machines 
T the mean idle time of a schedule over all machines 
Umin the minimum utilization of a schedule over all machines 
[J the mean utilization of a schedule over all machines 

THE DISJUNCTIVE AND DIREC1ED GRAPH 

(j a disjunctive graph: (j = (0, Yl., 'E) 

Yl. the set of arcs in a disjunctive graph 
'E the set of edges in a disjunctive graph 
Q a (partial or complete) orientation 
(v, w) 

{v, w} 

V-II!> W 

v~w 

v-w 
(v, w, ... , z) 

(v, w, ... , v) 

ns 
Sn 

an arc between operations v and w 
an edge between operations v and w 
a shortcut for the arc (v, w) 

a shortcut for the directed edge (v, w): Q({ v, w}) = (v, w) 

a shortcut for the undirected edge { v, w} 
a path along operations v, w, etc. up to z 
a cycle along operations v, w, etc. up to v 
the orientation that can be derived from feasible schedule S 
the left-justified schedule that can be constructed from orientation Q given 
the processing times (and release dates) 

PREDECESSORS AND SUCCESSORS 

ijp(v) the immediate job predecessor of operation v 

ijs( v) the immediate job successor of operation v 

JP(v) the set of all job predecessors of operation v 

JS( v) the set of all job successors of operation v 
impn(v) the immediate machine predecessor of operation v in Q 

imsn(v) the immediate machine successor of operation v in Q 

MPn(v) the set of all machine predecessors of operation v in Q 
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MSn(v) 
JMPn(v) 

JMSn(v) 

the set of all machine successors of operation v in Q 
the set of all predecessors of operation v in Q 

the set of all successors of operation v in Q 

LOCAL SEARCH 
!f the set of feasible solutions 
c a cost function 
91[ a neighborhood function 
f a feasible solution 
'J{Jf) the neighborhood of a feasible solution f 
N1 a specific neighborhood function 

A SPECIFIC INSTANCE 
JSSPI a specific JSSP instance 
m1 a machine in a specific problem instance 
j1 a job in a specific problem instance 
OJ an operation in a specific problem instance 

1lffi VERTEX SCHEDULING PROBLEM 
Op the set of process operations 
O, the set of transport operations 
Os the set of setup operations 
ms the operator, who performs the setup operations 
m, the transport system, which performs the transport operations 
Osv the setup operation that sets M(v) up for processing v 

Ov-w the transport operation that transport J(v) from M(v) to M(w) 

M*( v) the set of machines required by operation v 

THE DISJUNCTIVE AND DIRECTED TPT-GRAPH 

Ytpt a disjunctive TPT-graph: Ytpt = (Otpt• .9l.tpt• 'Etpt) 
Otpt the set of operations: Oept = Op u 0 1 u { s} 
.9l.epc the set of arcs 
'Etpt the set of edges: 'Etpt = 'Epp u 'Ett u 'Epr 
s a dummy vertex 
p( v ~ w) the weight of the arc v ~ w 

p( v ~ w) the weight of the edge v ~ w 
lei({ v, w}) the link cluster to which edge { v, w} belongs 
v +- w a shortcut for the obvious direction edge { v, w} 

deg( v -r w) the degree of the obvious direction edge v -r w 

Notation 
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MA TIIEMA TICAL NOTATION 

'd universal quantifier (for all ... holds ... ) 
3 existential quantifier (there exists a ... such that ... ) 

tl non-exi$tential quantifier (there exists no ... such that ... ) 

....... p 
pvq 
pAq 
p=>q 
p¢::!~q 

0 

ae B. 

aE B 

AuB 
AnB 
AcB 
A!::B 
A\B 
{xl P.x} 

negation 
disjunction 
conjunction 

implication 

equivalent 

an empty set 

a is an element of B 
a is no element of B 
the union of A and B 
the intersection of A and B 

A is a subset of B 
A is a subset of or equal to B 
the set of elements of A which are not in B 
the set of elements that satisfy condition P 

Cartesian product: X x X = { (x, y) 1. x e X A y e Y } 

relation R over set X: R !:: X x X 
R is reflexive if ('d x : x E X: (x, x) e R). 
R is symmetric if ('d x, y: (x, y) e R: (y, x) e R). 
R is antisymmetric if('d x,y: (x,y) E R A(y,x) e R: x= y). 
R is transitive if ('d x, y, z : (x, y) ERA (y, z) E R: (x, z) E R). 

R is equivalent if it is reflexive, symmetric, and transitive. 
R is a partial order if it is reflexive, antisymmetric, and transitive. 
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AN EXAMPLE OF JOB SHOP SCHEDULING BY 
LOCAL SEARCH 

Suppose we want to find a good solution for the JSSP instance JSSPI, introduced in 
Section 3.1.2. This is a makespan problem, so we can use the disjunctive graph problem 
representation, and the neighborhood function N1 as described in Chapter 3. 

Now suppose that the schedule of Figure B.l is the initial schedule, obtained by some 
constructive approximation algorithm. We will call this schedule B. I. It clearly is not a 
very good schedule, since the makespan is 34 and we already saw in Figure 3.1 that an 
optimal schedule has a makespan of 18. 

Figure B.l The initial schedule 

Let us now see how the iterative improvement algorithm with a best improvement search 
strategy behaves on this problem instance. 

The longest path in the directed graph that corresponds to Schedule B.l is (04, os, 02, 

cry, og, o9); this path is visualized by bold lines along the operations in the Gantt chart of 
Figure B.l. According to the definition of neighborhood function N1 the neighborhood of 
Schedule B. I contains two elements; the first element is constructed from Schedule B. I 
by a move that redirects the edge between os and 02, denoted by os +-* o2 ; the second el
ement is constructed by the oz +-* 07 move. 

If we use the best improvement strategy, Schedule B.2 (i.e. the schedule shown in 
Figure 8.2) is selected as the start solution for the next iteration. To obtain this schedule, 
we made the os H 0z move. This move resulted in a schedule with a makespan of 27. 
This is a major improvement, but the schedule is not yet optimal. Hence, more improve
ments are possible, so we proceed. 
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The new critical path is {OJ, 02, os, 07, og, 09), and the 02 H os and os H 07 moves are 
possible. Unfortunately, both moves lead to an increase of the makespan. That clearly 
holds for the 02 H os move since we would return to Schedule B.t with a makespan of 
34. The other move leads to a makespan of 30, which is no ·improvement either. At this 
point, the iterative improvement algorithm will terminate because Schedule B.2 is a local 
minimum. 

28 time __.... 

Figure B.2/teration 1: an improved schedule, a local minimum 

We know from Chapter 3 that this local minimum is not a global minimum. Therefore, 
we will see what happens if we would use another local search algorithm, one that is able 
to escape from local minima by allowing worse solutions to be selected. 

Suppose we use a basic taboo search algorithm, which applies a best neighbor search 
strategy. When that algorithm is started with initial Schedule B.l, it would also first se
lect the improving neighbor B.2. After selection, the taboo list, which was initially 
empty, is recalculated; in the first iteration, the inverted move {i.e. 02 H os) is placed on 
the taboo list. 

Where the iterative improvement algorithm terminated at Schedule B.2, the taboo 
search algorithm proceeds by selecting Schedule B.3 because it is the best neighbor that 
is not taboo (note that the other neighbor, obtained by 02 H os, is taboo). Schedule B.3 is 
obtained by the os H 07 move, and thus the taboo list becomes { o2 H os, 07 H os }. 

0 10 12 14 16 18 20 22 24 26 28 ·orne -

Figure B.3 Iteration 2: a worse schedule is selected 

The critical path of Schedule B.3 is (oi, o2, 07, os. 06, og, 09) and the 02 H OJ, 07 H os, 
and 06 H os moves lead to three neighbors. Clearly, the neighbor obtained by the 
07 H os move is taboo (and would only bring us back to Schedule B.2) and the other two 
neighbors are not taboo. The 02 H 07 move would improve the makespan (28), but this is 
still worse than the neighbor obtained by the o6 H os move, which has a makespan of 24 
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(see Figure B.4). The taboo search algorithm thus proceeds by selecting Schedule B.4. 

0 JO 12 14 16 18 20 22 24 26 28 ume --+ 

Figure B.41teration 3: a new, improved schedule is found 

From Schedule B.4, the algorithm proceeds and finds two more improvements, see 
Schedule B.5, which is obtained by the 02 H 07 move, and B.6, obtained by the 03 H 09 

move. 

20 22 24 26 28 Ume --+ 

Figure B.S Iteration 4: again an improved schedule is found 

Figure B.6 Iteration 5: a global minimum is found 

Schedule B.6 has two critical paths, i.e. (o7, os, 09, 03) and (67, 02, 05, 06), and three 
neighbors that are all taboo and non-improving; the algorithm terminates at this point. 
Fortunately, the final schedule is a global minimum; we actually found the schedule of 
Figure 3.1. 
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SUMMARY 

In this thesis, we propose a new type of scheduling system, the event driven job shop 

scheduling (EDJSS) system; we present new theory on the prevention of the deadlock 
situations that can occur in the Vertex system and new algorithms based on that theory; 
and we describe the application of the EDJSS system to schedule the operations of the 
Vertex system. 

A job shop production system is a discrete production system in which various machines 
manufacture various discrete products and .the manufacturing of a single product may re
quire several successive process steps (or operations), each on another machine. 

The production control of a job shop system is often complicated. One of the tasks 
that has to be performed is the scheduling of the operations; the production scheduling 
process determines which operation will be performed on what time and what machine. 
A good scheduling process is not only necessary to ensure that none of the constraints is 
violated, but is also desirable because it is able to influence the logistical performance of 
the production system. 

We can distinguish between two types of production scheduling processes: the reac
tive process and the predictive process. A reactive process makes the scheduling deci
sions not before they are needed, while a predictive process determines all scheduling 
decisions for the nearby future and stores them in a production plan (or schedule). 
Moreover, we can distinguish between two forms of production scheduling processes: 
the human form and the automated form. 

The scheduler is an example of a human predictive process. He applies a planning 
board to visualize and analyze the possible alternatives, and thus constructs a production 
plan that describes how the operations will be performed in the nearby future. 

Job shop scheduling theory investigates the scheduling of operations in job shop systems. 
This theory mainly focuses on the job shop scheduling problem (JSSP), which is a repre
sentative for many situations that may occur in a job shop system. The JSSP assumes the 
sets of jobs, machines, and operations and all other problem data to be known and un
changeable. 

Part of this theory are among others the disjunctive graph, which is often used model 
to represent an instance of the JSSP, and the local search algorithms. A local search al
gorithm searches for a solution of good quality by iteratively generating new solutions, 
each of which is obtained by modifying some parts of the previous solution. The group 
of local search algorithms include some of the best approximation algorithms for the 
JSSP known today. 
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Summary 

Most predictive scheduling processes construct their production plans based on the JSSP 

model. In practice, however, the sets of jobs, machines, and operations and the other 
problem data are not completely known and may change over time. The production plans 
constructed, therefore, have a limited validity; when some unforeseen event occurs, it 
may become invalid or the quality of the plan may decrease. 

When such an unforeseen event occurs, the scheduler revises the plan such that it be
comes valid again, and eventually he will try to improve it by changing some parts of the 
plan. Most automated predictive scheduling processes, on the other hand, will reject the 
old plan and construct a new valid plan. 

In this thesis, we propose the event driven job shop scheduling (EDJSS) system. This 
automated predictive scheduling process is able to construct a new production plan, but 
is also able to revise an invalid plan and reoptimize a plan. The latter action is possible 
by means of a local search algorithm. Moreover, the EDJSS system is able to reason 
about the action to perform in a specific situation; this reasoning is, among others, based 
on the type of event occurred and the disruptions that that event caused on the plan. 

In the second part of this thesis, we apply this EDJSS system to schedule the operations 
of the Vertex system, a cluster machine applied in the manufacturing of integrated cir
cuits. The Vertex system is a job shop like system that, however, differs from a job shop 
system on some essential points. The main difference is that the Vertex system can reach 
a so called deadlock situation, from which there is no way out. Scheduling can prevent 
the system from reaching such a situation. 

We present new theory on the prevention of these deadlock situations. In this theory, 
we model the Vertex scheduling problem (VSP) by means of a disjunctive graph and we 
prove that the deadlock situations are sufficiently characterized by either a cycle or a so 
called deadlock construct. By introducing, among others, the notions of linked edges, 
obvious direction edges, deadlock cycles, and propagated orientations, we are able to de
sign a procedure for the construction of deadlock-free production plans. That procedure 
is based on propagation of the decisions that are made on the direction of the edges in the 
disjunctive graph. 

Based on this theory, we present algorithms for the construction of deadlock-free pro
duction plans, and a local search algorithm for improving such plans. 

Finally, we merge the ideas of the event driven job shop scheduling system and the new 
theory and algorithms for the Vertex system into the event driven Vertex scheduling 
(EDVS) system. That system schedules the operations of the Vertex system. We further 
discuss some simulation experiments with that system. The results from these experi
ments show that the EDVS system performs significantly better than some automated re
active production scheduling process, both statistically and practically. 
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ERRATUM 
Gelieve onderstaande tekst te lezen ter vervanging van de samenvatting op pag. 163-164. 

SAMENV ATTING 

In dit proefschrift stellen we een nieuw type schedulingsysteem voor, dat we bet Event 
Driven Job Shop Scheduling (EDJSS)-systeem noemen. Verder presenteren we nieuwe 
theorie, die beschrijft hoe deadlock-situaties - zoals die zich kunnen voordoen in bet 
Vertex-systeem- kunnen worden voorkomen. Ook presenteren we nieuwe algoritmen die 
zijn gebaseerd op deze theorie. Tenslotte beschrijven we de toepassing van bet EDJSS
systeem voor bet zogenaamde schedulen van de bewerkingen van bet Vertex-systeem. 

Een job shop produktiesysteem is een discreet produktiesysteem waarin verschillende 
machines verschillende produkten voortbrengen. V oor de voortbrenging van een produkt 
kunnen verschillende bewerkingen, ieder op een andere machine, nodig zijn. 

De produktiebesturing van een job shop systeem is vaak gecompliceerd. Ben van de 
produktiebesturingstaken is bet schedulen van de bewerkingen; dat wil zeggen dat voor 
iedere bewerking moet worden bepaalt op welke moment en op welke machine hij zal 
worden uitgevoerd. Deze besturingstaak wordt uitgevoerd door bet produktiescheduling
proces. Een goed produktieschedulingproces is niet aileen noodzakelijk om schending van 
de randvoorwaarden te voorkomen, maar is ook gewenst omdat bet de logistieke prestatie 
van het produktiesysteem kan belnvloeden. 

We kunnen twee typen produktieschedulingprocessen onderscheiden: het reactieve pro
ces en het voorspellende proces. Een reactief proces neemt de schedulingbeslissingen pas 
op bet moment dat ze nodig zijn, terwijl een voorspellend proces aile beslissingen voor de 
nabije toekomst in een keer neemt en ze opslaat in een produktieplan ( ook wei schedule 
genoemd). Bovendien kunnen we een menselijke en een geautomatiseerde uitvoerings
vorm van een produktieschedulingproces onderscheiden. 

Een voorbeeld van een menselijke uitvoeringsvorm van het voorspellende scheduling
proces is de scheduler. Hij gebruikt een planningsbord om de mogelijke altematieven te 
visualiseren en analyseren, en stelt zo een produktieplan op dat beschrijft hoe de produktie 
in de nabije toekomst zal verlopen. 

De job shop schedulingtheorie onderzoekt het schedulen van bewerkingen in een job shop 
systeem. Deze theorie houdt zich voomamelijk bezig met bet welbekende Job Shop 
Scheduling Problem (JSSP), een vertegenwoordiger van vele job shop situaties. Het JSSP 
veronderstelt dat de verzamelingen van opdrachten, machines, en bewerkingen, en aile 
andere probleemdata bekend en onveranderlijk zijn. 

Onderdeel van deze theorie zijn ondermeer de disjunctieve graaf en de lokale zoek
algoritmen. De disjunctieve graaf wordt vaak gebruikt om een instantie van bet JSSP te 
representeren. Een lokaal zoekalgoritme zoekt naar een goede oplossing door alsmaar 
nieuwe oplossingen te genereren, waarbij iedere nieuwe oplossing wordt verkregen door 
ldeine wijzigingen aan te brengen in de vorige oplossing. De groep van lokale zoekalgo
ritmen bevat momenteel enkele van de beste benaderingsalgoritmen voor bet JSSP. 
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Samenvatting 

De meeste voorspellende schedulingprocessen baseren hun produktieplannen op het JSSP
model. In de prak:tijk zullen de verzamelingen van opdrachten, machines en bewerkingen, 
en de andere probleemdata echter niet volledig bekend en onveranderlijk zijn. Zo kunnen 
bijvoorbeeld machines uitvallen en bewerkingstijden uitlopen. De produktieplannen heb
ben daarom een beperkte geldigbeid; zodra er een onvoorziene gebeurtenis optreedt wordt 
het produktieplan ongeldig of vermindert de kwaliteit er van. 

Als zo'n onvoorziene gebeurtenis optreedt besluit de scheduler meestal om het plan te 
reviseren. Eventueel zal hij ook trachten bet plan te verbeteren door er enkele wijzigingen 
in aan te brengen. De meeste geautomatiseerde voorspellende schedulingprocessen zullen 
in zo' n geval echter bet oude plan verwerpen en een nieuw plan opstellen. 

In dit proefschrift stellen we het Event Driven Job Shop Scheduling (EDJSS)-systeem 
voor. Dit geautomatiseerde voorspellende schedulingproces kan zowel een nieuw produk
tieplan opstellen als het oude plan reviseren en optimaliseren. Die laatste actie is mogelijk 
door het inzetten van een lokaal zoekalgoritme. Bovendien is het EDJSS-systeem in staat 
om, in een gegeven situatie, te bepalen welke actie het meest geschikt lijkt om te worden 
toegepast Het systeem kan zich hierbij ondermeer baseren op bet type gebeurtenis dat is 
opgetreden en op de verstoringen die deze gebeurtenis heeft op bet huidige produktieplan. 

In het tweede deel van dit proefschrift passen we het EDJSS-systeem toe voor bet schedu
Ien van de bewerkingen van bet Vertex-systeem; een cluster-machine die wordt toegepast 
in de produktie van ge'integreerde schakelingen. Het Vertex-systeem is een job shop-achtig 
systeem dat echter op een aantal essentiele punten verschilt van een job shop systeem. Het 
grootste verschil is dat het Vertex-systeem in een zogenaamde deadlock-situatie terecht 
kan komen, waarin verschillende machines op elkaar staan te wachten, en van waaruit 
geen ontsnapping mogelijk is. Het schedulingproces kan voorkomen dat bet systeem in 
zo'n situatie terecht komt. 

Wij presenteren nieuwe theorie die beschrijft hoe dergelijke deadlock-situaties kunnen 
worden voorkomen door middel van scheduling. In deze theorie modelleren we het Vertex 
Scheduling Problem (VSP) met behulp van een disjunctieve graaf en bewijzen we dat een 
deadlock-situatie voldoende is gekarakteriseerd met behulp van een cycle of een deadlock 
construct. Door ondermeer de begrippen linked edges, obvious direction edge, deadlock 
cycle en propagated orientation te introduceren zijn we in staat een procedure te ontwer
pen voor bet opstellen van deadlock-vrije produktieplannen. Deze procedure is gebaseerd 
op bet propageren van beslissingen; beslissingen die worden genomen betreffende de rich
ling die een kant in de disjunctieve graaf krijgt. 

Verder presenteren we algoritrnen voor bet opstellen van deadlock-vrije produktieplan
nen en een lokaal zoekalgoritme voor bet verbeteren van dergelijke plannen. 

Tenslotte voegen we de ideeen van bet EDJSS-systeem en de nieuwe theorie en algoritmen 
voor bet Vertex-systeem samen in bet Event Driven Vertex Scheduling (EDVS)-systeem. 
We bespreken enkele simulatieexperimenten met dat systeem. De resultaten van deze 
experimenten tonen aan dat bet EDVS-systeem significant beter presteert dan een bepaald 
geautomatiseerd reactief scbedulingproces, zowel vanuit statistisch als vanuit praktisch 
oogpunt. 
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I. Lokale zoekalgoritrnen verdienen meer toepassing in de industrie. 

Dit proefschrift. 

2. Bedrijven die gebruik maken van een reactief schedulingproces zouden de 
invoering van een predictief schedulingsysteem moeten overwegen. 

Dit proefschrift. 

3. Het is verstandig om deadlock-situaties bij cluster-machines op een andere 
wijze te voorkomen dan door scheduling. 

Dit proefschrift. 

4. Het gebruik van een Reason Maintenance System bij het opstellen, reviseren 

en (her)optimaliseren van produktieplannen kan leiden tot betere prestaties 
van het produktieproces. 

REINFRANK, M. (1986), Reason maintenance systems, lnformatik Fachberichte 162, 

1-26. 

5. Het feit dat uit een Assumption-based Truth Maintenance System (ATMS) 
geen 'justifications' mogen worden verwijderd maakt dit systeem 

ongeschikt voor toepassing in processen die voortdurend redeneren over 

tijdgerelateerde as pecten, zoals sommige schedulingprocessen. 

DEKLEER, J. (1986), An assumption-based truth maintenance system, Artificial 

lme/ligence 28, 127-162. 



6. De programmeertaa! Sma!ltalk-80 is consequenter georienteerd op objecten 

dan C++. 

GOLDBERG, A. & ROBSON. D. (1989). Smalltalk-80: The Language. Addison-Wesley 

Publishing Company, Reading. 

STROUSTRUP, B. (1994), The C++ Programming Language, Second edition, Addison

Wesley Publishing Company, Reading. 

7. Er is een ana!ogie tussen lokale zoekalgoritmen en de drie-vaste-punten 

regel bij het rotsklimmen. 

HARDER, G. (1978), Bergsport: van bergwandelen tot rotsklimmen, Elmar, Rijswijk. 

8. De arbeid die tijdens een promotieonderzoek wordt gestoken in het 

bewerken van een groentetuin heeft een bespoedigende werking op de 

totstandkoming van het proefschrift. 

9. Binnen een decennium zal de Nederlander bereid zijn om per maand 

evenveel te betalen voor het uitwisselen van informatie, middels televisie, 

telefoon, telefax, internet en dergelijke, als voor het gebruik van een auto. 

I 0. Spreekwoorden en gezegden zijn een onmisbaar bestanddeel van het 

menselijk kennissysteem. 

II. De reisgidsenreeks Travel Survival Kit van Lonely Planet Publications 

vormt zelf de grootste bedreiging voor zijn eigen overleven. 

Joep Vaes Eindhoven, 4 juni 1996 


