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Chapter 1

Introduction
Maps play an important role in our society. We use maps to find our way from
one place to another, or to locate points of interest, like hotels, restaurants, and
tourist attractions. But maps not only help us navigate through our environment.
They are effective tools for communicating various types of information and help
people to make decisions in, for example, spatial planning and politics. Weather
reports use maps to communicate the distribution of temperatures (or weather
conditions) in a country. Traffic reports use maps to indicate where current traffic
jams are, so that one can avoid them. Governments and government agencies use
maps to plot socioeconomic data, and these maps are then used to make decisions.
Maps are also featured regularly in newspapers, for example to communicate the
results of big events like the Olympic Games, or the results of a national election.
A map consists of a collection of features. Common features, like cities, mountains, rivers, lakes, roads, and houses, are part of the physical environment. However, not all features need to be physical: they can also describe things like population, income, crime rate, and migration. These features belong to the cultural
environment. Formally, we can define a map as a graphic representation of the
environment, which includes both the physical and cultural environment. The
features of a map are represented by carefully chosen symbols. For example, rivers
and roads can be represented by curves, and cities can be represented by points.
For features that belong to the cultural environment, we can use shading or scaled
symbols. For example, if we want to show the population densities of different
states of the US, we can color each state with a color that depends on the population density of that state (see Figure 1.3). The goal of a map is to describe the
spatial relations or spatial distribution of the features it represents. The map in
Figure 1.3 shows that the population is more dense in the Northeast of the US.
It is hard to define what a good or well-designed map is. Designing a map is
mostly a creative process. As stated above, the goal of a map is to effectively communicate the spatial relations or spatial distribution of the data. The needs of map
users play an important role in the design of a map. A map should include only
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information that is potentially meaningful. Furthermore, a map must represent
the data accurately, and should be easy to use, clear, legible, and attractive. The
last point suggests that map aesthetics also play an important role. Indeed, maps
with crude colors and ill-chosen symbols can represent information as accurately
as a beautiful map, but may not prove as useful to the user. This makes the design
of high-quality maps a challenging task.
Traditionally, maps were created by hand, by people that are skilled in the
craft of mapmaking, or cartography. In the last few decades, computers started to
play an important role in the construction of maps. Cartographers nowadays use
software that aids in the construction of maps. Recent technological advances and
the changing needs of map users demand an even bigger role for computers in the
construction of maps. These technological advances, like improvements in sensor
technology, bring an increasing amount of data, which people wish to explore and
analyze as quickly as possible. This requires maps to be created on-demand, a
need that cannot be satisfied manually by cartographers. Hence we need methods
for the automated construction of maps.
The automated construction of high-quality maps poses many interesting algorithmic problems. In this thesis we study some of these algorithmic problems,
and we present efficient algorithms to create different types of maps. Before we
describe the algorithmic problems that underlie the automated construction of
maps, we place our work in context.

1.1

Automated cartography

Cartography is the study and practice of making maps [41]. This generally includes data collection, design and construction of maps, and the analysis of maps.
Cartographers aim to make maps that model reality in ways that communicate the
spatial information as effectively as possible. As mentioned above, technological
advances and the changing needs of map users require the automated construction
of maps.
The goal of automated cartography is to automate all tasks that are traditionally performed manually by a cartographer. It involves the design of automated
methods for the visualization of geographic data. Automated cartography is often
considered to be part of geographic information systems [73], or GIS in short. The
acronym GIS also often refers to geographic information science, the scientific field
underlying the development and use of geographic information systems. To avoid
confusion, we use the acronym only for geographic information systems.

1.1.1

Geographic information systems

A GIS is a system that acquires, stores, manipulates, analyzes, and visualizes all
types of geographic data. It has many uses in areas like natural resource management, public health, demographic studies, logistics, and many more. Geographic
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Data
Acquisition

Data
Storage

Data
Analysis

Presentation

Figure 1.1 The GIS-related process consisting of four stages.

information science can be seen as the merging of cartography, remote sensing,
statistical analysis, and database technology. The primary focus of geographic
information science is the analysis of spatial data and their associated attributes.
This includes exploration and analysis of graphic displays of spatial data, which
requires the automated construction of maps.
A GIS supports a process consisting of several stages as illustrated in Figure 1.1.
The first stage consists of data acquisition, data input, and data processing. This
data can be obtained in various ways, including map digitizing and the use of
sensor technologies.
The second stage consists of the storage of data, including data correction and
representation. The data is often stored in several layers in a spatial database.
These layers can be combined during the analysis and presentation stages. The
data can be stored in a vector data model or a raster data model. The vector data
model is most relevant to this thesis. It is based on points, lines, and polygons.
Points can represent cities, lines can represent roads, and polygons can represent
countries. In addition, we can store attributes for each feature of the map (or
layer). For example, the data may consist of polygons representing countries, and
for each country (polygon) we store its population, average income, etc.
The third stage consists of data analysis. This involves querying the appropriate
data relevant for a given task. The analysis can be automated, for example, to
make measurements or to perform statistical analysis. In many cases however, the
analysis involves people, as humans are very good at perceiving spatial patterns
and relations. The relevant data is visualized as a map and the user tries to extract
meaningful patterns in an interactive setting.
The final stage consists of the presentation of the data, often done in the form
of a map. The map is visualized in a way that emphasizes the patterns discovered
in the previous stage. This map must be constructed carefully, so that it clearly
communicates its message. Most GIS tools are insufficient to construct maps that
optimally present the data, and hence people often use a more versatile graphics
package for the final cartographic enhancements.

1.1.2

Visualization vs. communication

To understand the role of automated cartography in a GIS, we need to consider
two aspects of cartography: cartographic visualization and cartographic communication. Cartographic visualization, or geovisualization [122], involves the creation
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of maps for data-exploration (often interactive), to find spatial patterns in the data.
This relates to the data analysis stage described above. On the other hand, maps
created for cartographic communication are intended to communicate a certain
message to the general public, and the data is visualized in a way that supports
this message. For example, if a journalist uses a map as part of a news article, then
the map should support the story of the article. This means that the map should
be designed in a way that emphasizes the message conveyed by the news article.
Cartographic communication relates to the presentation stage described above.
Cartographic visualization is related to and overlaps with both scientific visualization (which focuses on spatially embedded data) and information visualization [137] (which focuses on abstract data). In this thesis we focus on cartographic
visualization; we create maps that visualize spatial data as clearly as possible, but
in a way that is independent of the message. However, our methods can also be
used to assist the construction of maps designed for cartographic communication.

1.1.3

Thematic maps

We can distinguish two types of maps: general-reference maps and thematic maps.
General-reference maps display objects from the geographical environment. Topographic maps are clear examples of general-reference maps. These maps often
contain features like mountains, rivers, lakes, roads, houses, etc. A thematic map
is used to visualize the spatial pattern of data related to a particular theme or
attribute. Possible attributes include population density, family income, and import/export. The automated construction of thematic maps offers many algorithmic challenges and is the focus of this thesis.
A thematic map generally consists of two parts: a base map and a thematic
overlay (see Figure 1.2). The base map acts as a spatial frame of reference for
the data that is visualized on the thematic layer. The thematic layer contains a
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Figure 1.2 A thematic map (right) consists of a base map (left) and a

thematic overlay (middle). This map shows the GDP drop in
2009 as percentage change on 2008.
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Figure 1.3 A choropleth map showing population per square mile by US

state in 2011.

simple and clear visualization of the data, using a particular type of symbolism
that depends on the type of thematic map.
Thematic maps can be subdivided into two groups [41]: qualitative and quantitative thematic maps. Qualitative thematic maps show only the spatial distribution,
relation, or location of a given attribute. Quantitative thematic maps, on the other
hand, show the spatial aspects of numerical data related to a given attribute. For
example, a thematic map that shows the locations where traffic accidents have
occurred is a qualitative thematic maps. If, instead, we show the number of traffic
accidents per province of the Netherlands, then this is a quantitative thematic map.
There are many different types of thematic maps, each one with its own advantages and disadvantages. In the following we give a summary of the types of
thematic maps that are relevant to the contents of this thesis.
Choropleth maps. Choropleth maps are probably the most commonly used type
of quantitative thematic map. The regions of the map are shaded or patterned according to their data values (see Figure 1.3). Choropleth maps are a very intuitive
mapping technique, the association between regions and data values is immediate.
However, choropleth maps are ill-suited to visualize absolute values: users tend to
mentally integrate over the region areas and will interpret all data as densities.
Furthermore, large regions tend to be overemphasized. Choropleth maps generally
should be used only for regions of near-uniform size and shape and for data that
is uniformly distributed within each region.
Proportional symbol maps. Proportional symbol maps or graduated symbol
maps place scaled symbols or diagrams directly on the base map, often on the
centroid of the regions (see Figure 1.2). The symbol, most commonly a disk or
a square, is scaled such that its area corresponds to the data value of the region.
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Alternatively, diagrams (like pie charts) can be used instead of symbols to show
additional data. Since symbols tend to have simple shapes, their areas can be
estimated comparatively easily. However, overlapping symbols or large symbols
associated with small regions can make it difficult to determine which region a
symbol is associated with and to accurately judge its size.
Cartograms. Cartograms or value-by-area maps scale the regions of the base
map such that the area of each region represents its data value. Note that cartograms are a rather special type of thematic map: the thematic layer and base
map are merged into one, as the data is represented by deforming the base map.
Cartograms are quite popular, because they immediately grab the attention of
the reader.
There are several different types of cartograms. The standard type—the contiguous area cartogram—has deformed regions so that the desired sizes can be
obtained and the adjacencies kept. Keeping the adjacencies helps in recognizing
the different regions. Two properties are important for the readability of a cartogram: (i) how easy is it to recognize a region (by shape or relative position),
and (ii) how easy is it to estimate the area of a region. Thus, contiguous area
cartograms perform best if the data values are somewhat related to the area of the
input regions, for otherwise the cartogram might be severely deformed, making
regions unrecognizable. Since each region must be shown, it is difficult to incorporate missing data or use thresholding to concentrate on a meaningful subset.
Furthermore, it can be quite hard to compare sizes of regions in a contiguous
cartogram, since regions often have different shapes.
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Circular cartograms, introduced by Dorling [43], alleviate this latter problem by
representing each region with a circle which is scaled such that its area corresponds
to the data value. The circles are placed without overlap and in such a way
that region adjacencies and relative positions are maintained as well as possible.
Unfortunately, the strong restrictions on circular cartograms can make it very hard
or even impossible to properly maintain adjacencies and relative positions.
Rectangular cartograms, introduced by Raisz [112], represent each region by a
rectangle (see Figure 1.4). Rectangles and circles both have the advantage that
the sizes (area) of the regions can be estimated comparatively well. However,
the rectangular shape is not very recognizable and it imposes limitations on the
possible layout, making it difficult to maintain region adjacencies.
Schematic maps. Schematic maps are a well-known cartographic tool; they
visualize a set of nodes and edges (for example, highway or metro networks) in
simplified form to communicate connectivity information as effectively as possible
(see Figure 1.5). Edges of a schematic map are often drawn using few orientations
(like horizontal, vertical, and sometimes diagonal) and with as few links as possible.
Many schematic maps deviate substantially from the underlying geography since
edges and vertices of the original network are moved in the simplification process.
Metro maps are a good example of this. In a metro map the exact geographical
positions of stations are abandoned, but the relative positions between stations
are mostly kept. This allows the network to be simpler than would be possible
otherwise. However, this can be a problem if we want to use a schematic map, say
a schematic road network, as a thematic layer. In that case the cities connected

Figure 1.5 A metro map of the London Underground produced by the

method in [108].
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by the road network must keep their correct geographical positions, for otherwise
the base map cannot act as a proper reference for the thematic map. The road
network itself, on the other hand, can be simplified, as it is generally not part of
the base map.
In this thesis we consider schematic maps that are used as a thematic layer.
Note that this type of thematic map is qualitative, showing only how locations
(cities) connect by roads. If we draw the network with thick edges to depict traffic
flow, then the map becomes a quantitative thematic map.
Flow maps. Flow maps are thematic maps that visualize the movement of objects, such as people or goods, between geographic regions. So called distributive
flow maps are quantitative thematic maps that depict, for example, the amount
of wine exported by France or the magnitude of migration between countries (see
Figure 1.6). One or more sources are connected to several targets by curves whose
thickness corresponds to the amount of flow between a source and a target.
A (distributive) flow map typically consists of one or more flow trees which are
drawn atop the base map. A flow tree is a single-source flow, that is, it connects
a single source (the root) to several targets (the leaves). The widths of the flow
lines of a flow tree are scaled proportionally (linearly) to the values they represent.
When a flow line (trunk) separates into several smaller lines (branches) the width
of the branches should add up to the width of the trunk [41]. Flow trees sometimes
follow the actual routes of the movement they depict. When this is not possible
or not desirable they still give an overall impression of the distribution pattern.
The first flow map was created by Henry Drury Harness in 1837. Shortly af-

Figure 1.6 A flow map showing top 50 whisky exports from Scotland in

2009 by volume.
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ter, Charles Joseph Minard began to create flow maps depicting mostly economic
topics. His sophisticated designs were instrumental in popularizing flow maps.

1.2

Algorithms for thematic maps

The goal of cartographic visualization is to visualize data in a way that optimally
enables a user to extract meaningful spatial patterns from the data. We aim to
present the map as clearly as possible, that is, we aim to design algorithms to
construct optimal cartographic visualizations. Through mathematical modeling
we can often formulate the construction of optimal cartographic visualizations as
(mathematical) optimization problems.

1.2.1

Optimization problems

To create optimal cartographic visualizations, we need to define what optimal
means. The exact definition of optimal usually differs for different types of thematic maps. Our general approach consists of the following steps. First we use
principles from cartography and visualization to determine quality criteria for a
particular type of map. Next, we use mathematical modeling to identify the underlying optimization problem. Finally, we apply algorithmic methods to solve
this optimization problem.
We give an example to illustrate our approach. Consider the automated construction of proportional symbol maps, as described by Cabello et al. [31]. Here
the positions and sizes of the symbols are part of the input, so at first glance there
does not seem to be any optimization problem to solve. However, the order in
which the symbols are drawn has a large impact on the readability of the map (see
Figure 1.7). For proportional symbol maps it is important that the sizes of the
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symbols can be judged accurately. Cartographic studies [67] show that there is a
strong correlation between the amount of overlap of symbols and the error that
occurs when judging their respective sizes. We can relate the amount of overlap
of symbols to the length of the visible boundary of the symbols. This leads to
the following optimization problem: in which order should we draw the symbols
such that the visible boundary of the symbols is maximized? We can consider
several variants of the optimization problem, like maximizing the total length of
visible boundaries, or maximizing the minimum fraction of a symbol’s boundary
that is visible. Then we can apply algorithmic methods to analyze these optimization problems, and to develop efficient algorithms that compute high-quality
visualizations of proportional symbol maps (see [31] for more details).

1.2.2

Related work

The optimization problems that underlie the construction of thematic maps are different for each type of thematic map. However, they do have one thing in common.
As mentioned above, the input usually consists of points, lines, and polygons. Also
the symbols used for the thematic layer are often geometric. Hence we can make
use of techniques from computational geometry to solve and analyze the resulting
optimization problems. Computational geometry [12] is the subfield of theoretical
computer science that designs efficient data structures and algorithms for problems best stated in geometric form. Computational geometry is essential in geographic information science [87], including automated cartography. A significant
amount of work in the computational geometry community related to geographic
information science is focused on label placement [2, 10, 54, 66, 90] and on generalization [3, 13, 20, 26, 55, 68], but there is also some work that is directly related
to the construction of thematic maps. For example, there are quite some results
on schematic maps [29, 30, 40, 65], and specifically metro maps [77, 99, 108, 139].
Furthermore, there are some papers on rectangular cartograms [28, 89, 123], and
also on rectilinear cartograms [5, 14, 15, 79] (in a rectilinear cartogram the regions
are represented by rectilinear polygons: simple polygons consisting of only horizontal and vertical line segments). Finally, as already mentioned above, there is
also some work on proportional symbol maps [31]. In this thesis we aim to extend
this body of work.
There is a significant body of work on the construction of thematic maps that
does not stem from the computational geometry community. We discuss the related work that is important for each topic in this thesis in the relevant chapters.

1.2.3

FPT and approximation algorithms

Many optimization problems underlying the automated construction of thematic
maps are NP-hard (see [61]). This means that it is unlikely that efficient exact algorithms (i.e., algorithms that run in polynomial time) exist for these optimization
problems. We use fixed-parameter tractable algorithms (see [107]) and approxima-
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tion algorithms (see [134]) to establish a theoretical basis for efficient heuristics
that are both practically relevant and have provable guarantees.
A fixed-parameter tractable (FPT) algorithm with parameter k is, roughly
speaking, an algorithm that runs in polynomial time given a constant bound
on k. This means that the running time of the algorithm is super-polynomial
only with respect to the parameter k. More precisely, an FPT algorithm runs
in O(f (k)nO(1) ) time, where n is the size of the input, and f is a function depending only on k. Although the parameter k can be linear (or worse) in the
input size, there can be many cases for which k is very small, depending on the
application. This makes the algorithm practical for many different inputs. We use
fixed-parameter tractable algorithms in Chapters 3 and 4.
An approximation algorithm with approximation factor ρ (also called
ρ-approximation algorithm) computes an approximate solution to an optimization problem. Consider a minimization problem with cost function F , and let
A(x) be the solution computed by the approximation algorithm for an instance x.
Let OP T (x) be the optimal solution of the minimization problem for the same
instance x. Then an approximation algorithm with approximation factor ρ is
guaranteed to compute a solution such that F (A(x)) ≤ ρF (OP T (x)) for every
instance x. Approximations can often be computed much faster than optimal
solutions, and hence approximation algorithms can be very useful for NP-hard
optimization problems. For example, approximation algorithms are used extensively to solve label placement problems [2, 10, 54, 66, 90]. We use approximation
algorithms in Chapters 2 and 5.

1.3

Contributions of this thesis

In this thesis we present efficient algorithms for the automated construction of
various types of thematic maps, including schematic maps, rectangular cartograms,
and flow maps. We also introduce a new type of thematic map, called necklace
map, and provide efficient algorithms for the automated construction of highquality necklace maps.
Schematic road networks. In Chapter 2 we
study the problem of constructing schematic
road networks with thick roads. The input consists of a set of non-crossing polygonal paths in
an environment with polygonal obstacles. Recall that a good schematic map is drawn using few orientations (like horizontal, vertical,
and diagonal) and with as few line segments as
possible. Hence the goal is to compute interiordisjoint thick paths using only a given set of orientations and with as few line segments (in total) as possible. This problem is NP-hard. We
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introduce a special type of paths—smooth paths—and present a 2-approximation
algorithm that runs in O(n3 log κ + kin log n + kout ) time, where n is the number
of paths plus the number of obstacle vertices, kin and kout are the total complexities of the input and output paths, and κ is the number of orientations. The
algorithm also computes an O(κ)-approximation for general paths using κ orientations. In particular we give a 2-approximation algorithm for rectilinear paths.
Our algorithm not only approximates the minimum number of links, but also
simultaneously minimizes the total length of the paths.
This chapter is based on joint work with Bettina Speckmann which appeared
in the 9th Latin American Theoretical Informatics Symposium [124] and on work
that appeared in the 28th European Workshop on Computational Geometry [135].
Rectangular cartograms. In Chapter 3
we study the construction of rectangular cartograms from a theoretical point of view. A
rectangular layout is a partition of a rectangle into a finite set of interior-disjoint rectangles. These layouts are used as rectangular cartograms, but also as floorplans in building architecture and VLSI design, and as graph drawings. As with cartograms, areas are often associated with the rectangles of a rectangular
layout and it is desirable for one rectangular
layout to be able to represent several area assignments. A layout is area-universal if any
assignment of areas to rectangles can be realized by a combinatorially equivalent
rectangular layout. For example, in the rectangular layout above, any area assignment to the rectangles can be realized by a layout with the same adjacencies
among rectangles. We identify a simple necessary and sufficient condition for a
rectangular layout to be area-universal: a rectangular layout is area-universal if
and only if it is one-sided. We also investigate similar questions for perimeter
assignments. Finally, we present a fixed-parameter tractable algorithm for finding
one-sided rectangular layouts.
This chapter is partly based on joint work with David Eppstein, Elena Mumford,
and Bettina Speckmann which appeared in the SIAM Journal on Computing [53].
An earlier version of this work also appeared in the 25th ACM Symposium on
Computational Geometry [52].
Necklace maps. In Chapter 4 we introduce a new type of thematic map for visualizing quantitative data associated with regions. As mentioned above, there are
several well-established thematic map types for this kind of data, namely choropleth maps, cartograms, and proportional symbol maps. However, all these maps
suffer from limitations, especially if large data values are associated with small
regions. To overcome these limitations, we propose a novel type of quantitative
thematic map, the necklace map. In a necklace map, the regions of the underly-
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ing two-dimensional map are projected onto intervals on a one-dimensional curve
(the necklace) that surrounds the map regions. Symbols are scaled such that their
area corresponds to the data of their region and placed without overlap inside the
corresponding interval on the necklace.
We address the algorithmic question how
to maximize symbol sizes. We consider two
BE
NL
UK
LU
variants: Fixed-Order, where an order for
IE
the symbols on the necklace is given, and
DE
Any-Order where any symbol order is possible. The Fixed-Order problem can be
CZ
FR
solved in O(n log n) time. We show that
AT
the Any-Order problem is NP-hard for certain types of intervals and give an exact
CH
algorithm for the decision version. This alPT
IT
gorithm is fixed-parameter tractable in the
thickness K of the input. Our algorithm
ES
runs in O(n log n+n2 K4K ) time which can
be improved to O(n log n+nK2K ) time using a heuristic.
This chapter is partly based on joint work with Bettina Speckmann which appeared in IEEE Transactions on Visualization and Computer Graphics [125].
Flow maps. In Chapters 5 and 6 we consider the automated construction of highquality flow maps. Flow maps reduce visual clutter by bundling lines smoothly
and avoiding self-intersections. In Chapter 5 we study the underlying theoretical problem that arises from the automated construction of flow maps. To capture the properties of optimal flow maps,
our angle-restricted Steiner arborescences,
or flux trees, connect several targets to a
source with a tree of minimal length whose
arcs obey a certain restriction on the angle
they form with the source.
We study the properties of optimal flux
trees and show that they are planar and
consist of logarithmic spirals and straight
lines. We show that computing optimal flux trees is NP-hard. Hence we consider a
variant of flux trees which uses only logarithmic spirals. Spiral trees approximate
flux trees within a factor depending on the angle restriction. Computing optimal
spiral trees remains NP-hard, but we present an efficient 2-approximation, which
can be extended to avoid “positive monotone” obstacles.
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In Chapter 6 we extend the approach of Chapter 5 to compute flow maps of
practical relevance. Starting with a spiral tree, we minimize a carefully constructed
cost function, resulting in high-quality flow maps.
Chapter 5 is based on joint work with Kevin Buchin and Bettina Speckmann
which appeared in the 22nd International Symposium on Algorithms and Computation [27]. Chapter 6 is also based on joint work with Kevin Buchin and Bettina
Speckmann which appeared in IEEE Transactions on Visualization and Computer
Graphics [136].

Chapter 2

Homotopic C-oriented
Routing with Few Links
and Thick Edges
2.1

Introduction

Schematic maps visualize a set of nodes and edges (for example, highway or metro
networks) in simplified form to communicate connectivity information as effectively as possible. Sometimes we want to use a schematized network as a thematic
layer, for example, when creating a thematic map depicting traffic flow on highways. Then the base map imposes additional restrictions on the network. In
this scenario the schematized network has to be drawn with thick edges, using
few orientations and links, while critical features (cities, lakes, etc.) of the base
map are not obscured and retain their correct topological position with respect
to the network. There has been little algorithmic work on network schematization under geometric embedding restrictions; in this chapter we address one of the
fundamental underlying problems for the first time.
Our input consists of np non-crossing polygonal paths and a set of polygonal
obstacles with a total of nv vertices. We are also given a set C of orientations (e.g.
horizontal, vertical, and diagonal). A path or obstacle is C-oriented if every line
segment, or link, is parallel to some orientation c ∈ C. Our goal is to compute noncrossing C-oriented thick paths that are homotopic to the input paths using as few
links as possible. Two paths π1 and π2 with the same endpoints are homotopic
if π1 can be “continuously deformed” into π2 without passing over any of the
obstacles (see Section 2.2 for a formal definition). The obstacles model the critical
map features and the input paths correspond to the actual geographic location
of the network paths (highways) we want to schematize. We assume that the
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Figure 2.1 The C-oriented routing problem, input and output.

obstacles are convex and C-oriented. Note that the endpoints of the paths—the
cities connected by the highways—necessarily also constitute obstacles. We refer
to this problem as the C-oriented routing problem (see Figure 2.1).
Related Work. The C-oriented routing problem can be seen as a variation on
the thick non-crossing paths problem studied by Mitchell and Polishchuk [101].
They find shortest non-crossing thick paths in a polygonal domain, that is, the
endpoints of the paths lie on the boundary of a simple polygon. We consider
general input paths, albeit with fixed homotopy classes, and study minimum-link
C-oriented instead of shortest paths. There are several papers [16, 48] that find
shortest paths homotopic to a given collection of input paths. However, while a
set of shortest paths homotopic to a set of non-crossing input paths is necessarily
non-crossing, the same does not hold for minimum-link paths. Hence the problem
of finding non-crossing minimum-link paths differs substantially from the problem
of finding shortest paths. Our problem is also related to drawing graphs with fat
edges [45] and to wire routing in VLSI design [34, 60, 92, 97], although none of
these papers strives to minimize the number of links.
Many variants of the C-oriented routing problem, even without obstacles and
with thin paths, are proven NP-hard by Bastert and Fekete [9] if the homotopy
classes of the paths are not specified. Yang et al. [142] find a pair of non-crossing
minimum-link rectilinear paths inside a rectilinear polygon in linear time. Their
result does not generalize to more than two paths. Cabello et al. [30] schematize
a given network using 2 or 3 links per path, if that is possible. Nöllenburg and
Wolff [108] use a method based on mixed-integer programming to generate metro
maps using one link per path. These methods do not incorporate obstacles and
are restricted to a small constant number of links per path. Our problem allows an
arbitrary number of paths with an arbitrary number of links per path. Neyer [106]
and Merrick and Gudmundsson [99] give algorithms for simplifying paths with
fixed orientations. The simplified path can deviate at most a distance  from a
given input path. Both methods consider only one path at a time and cannot
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give guarantees for multiple paths. Gupta and Wenger [70] do allow many paths
with many links and present an approximation algorithm (with a factor ≥ 120)
for finding non-crossing minimum-link paths inside a simple polygon; here all
endpoints lie on the boundary of the polygon. The endpoints of our paths can lie
anywhere in the plane and our paths are restricted to be C-oriented.
Results and Organization. The C-oriented routing problem is NP-hard, even
when restricted to thin rectilinear paths (see Section 2.3). We introduce a special
type of C-oriented paths, called smooth paths. Smooth paths are a natural generalization of rectilinear paths that retain several important properties of rectilinear
paths. For the problem that asks for smooth paths—the smooth routing problem—
we present a 2-approximation algorithm which runs in O(n3 log κ+kin log n+kout )
time, where n = np + nv , kin and kout are the total complexities of the input and
output paths, and κ = |C| ≥ 2. For the general C-oriented routing problem, this
algorithm computes an O(κ)-approximation. As a lower bound for the minimum
number of links any solution must have, we use the total number of links of smallest paths (paths that are both shortest and minimum-link) that are homotopic to
the input paths. For smooth paths, we show that smallest paths always exist. Our
algorithm not only approximates the minimum number of links, but also minimizes
the total length of the paths.
Our approximation algorithm consists of two steps. First, we compute smallest
paths that are homotopic to the input paths. Second, we untangle the smallest
paths, that is, we add and move links to remove all crossings. To untangle the
smallest paths, we show that it is sufficient to be able to untangle a certain type
of rectilinear staircase chains. For these staircase chains we use a surprisingly
simple incremental construction. Intuitively, any incremental approach to this
problem should be doomed due to a cascading number of links, but we show how
to move already inserted paths without increasing the number of links or creating
crossings to make room for each new path. We first explain our algorithm for
thin paths (paths with zero thickness) in Section 2.4, before extending it to thick
paths in Section 2.5. We compute smallest (smooth) paths using variants of the
algorithms described in [45, 48]. Our main contribution is the algorithm that
untangles these smallest paths while keeping the number of links low. Background
material and supporting lemmas concerning homotopy and C-oriented paths are
given in Section 2.2.
We also study a related problem that occurs as a subproblem of our approach.
Given a set of C-oriented paths (possibly with crossings) with a total of L links,
how many links are necessary to untangle the paths, that is, how many links
must a set of non-crossing C-oriented paths have that are homotopic to the input
paths? For smooth paths, 2L links are always enough and this bound is tight. For
C-oriented paths we show that O(Lκ) links are always enough and Ω(L log κ) links
can be necessary. The upper bounds follow from our approximation algorithm.
We prove the lower bounds in Section 2.6.

18

Chapter 2 Homotopic C-oriented Routing with Few Links and Thick Edges

2.2

Preliminaries

Homotopy. Our input consists of np non-crossing polygonal paths (note that
non-crossing paths can overlap) and a set of polygonal obstacles with a total of nv
vertices. The endpoints of the paths together with the obstacles form a closed set
B of obstacles. No path can contain an element of B, except its own endpoints.
Two paths π1 , π2 with the same endpoints are homotopic (denoted by π1 ∼h π2 )
with respect to B if there exists a continuous function Γ : [0, 1] × [0, 1] → R2 with
the following properties:
1. Γ(0, t) = π1 (t) and Γ(1, t) = π2 (t) for all 0 ≤ t ≤ 1.
2. Γ(s, 0) = π1 (0) = π2 (0) and Γ(s, 1) = π1 (1) = π2 (1) for all 0 ≤ s ≤ 1.
3. Γ(s, t) ∈
/ B for all 0 ≤ s ≤ 1 and 0 < t < 1.
Since the homotopic relation is an equivalence relation, we can speak of the equivalence class of a path, its homotopy class. Note that this homotopic relation is
defined only for paths that are disjoint from all obstacles. We call these paths legal
paths. It is however convenient to also allow paths that touch the boundary of an
obstacle. To that end we extend every homotopy class to its closure (homotopy
classes in the current definition are open). We assume that all input paths are
legal such that all homotopy classes are well defined.
A homotopy class H is said to be non-crossing if there is a path π ∈ H which
is non-crossing. Similarly, two homotopy classes H1 and H2 are called pairwise
non-crossing if there are two paths π1 ∈ H1 and π2 ∈ H2 such that π1 and π2 are
pairwise non-crossing.
Observation 1 Let H1 and H2 be two non-crossing homotopy classes that are
pairwise non-crossing. Then the Euclidean shortest paths of these homotopy classes
σ1 ∈ H1 and σ2 ∈ H2 are non-crossing.
A collection of n non-crossing homotopy classes is non-crossing if there is a path
in each homotopy class such that these paths are non-crossing. Observation 1
implies that a collection of n non-crossing homotopy classes is non-crossing if
the homotopy classes are pairwise non-crossing. Since the input paths are noncrossing, the homotopy classes of our input paths are always non-crossing. From
this point on, when we consider a collection of paths, we implicitly assume that
the homotopy classes are non-crossing.
Monotone paths. A path is x-monotone if every vertical line crosses it only
once.
Lemma 1 Given a collection of non-crossing x-monotone paths and a collection
of obstacles, the homotopy classes of all paths can be characterized by a total order
≺ on the paths and the obstacles.
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Figure 2.2 Left: order on paths and obstacles. Right: intersection re-

gions.

Proof. By Observation 1, the Euclidean shortest paths with the same homotopy
classes are non-crossing. Consider the aboveness relation for these paths and the
obstacles. This relation is clearly defined between two paths/obstacles as long as
they share an x-coordinate (see Figure 2.2 left). Because the paths are x-monotone
and non-crossing, this relation defines a partial order, which can be extended to a
total order ≺. For x-monotone paths the homotopy class dictates only on which
side (above or below) a path passes an obstacle or endpoint. This information is
now completely given by the total order ≺.

The order described above is equivalent to the aboveness order defined in [32].
If πi and πj are x-monotone paths and πi ≺ πj , then an intersection region
of πi and πj is a region enclosed by πi and πj at x-coordinates where the paths
are out of order, i.e. where πj is below πi . Note that πi and πj must be in the
correct order at their endpoints, which implies that intersection regions are well
defined. Intersection regions are x-monotone polygons; two paths can have more
than one intersection region (see Figure 2.2 right). We define intersection regions
to be open, such that the paths πi and πj are not part of the intersection region.
The following observation follows directly from Lemma 1.
Observation 2 Intersection regions do not contain obstacles.
C-oriented paths. We represent a C-oriented path by a sequence of links
h`1 , . . . , `k i that are connected together at bends. We assume that C is given
as a set of vectors {c1 , . . . , cκ } ordered clockwise, where c1 points in the positive
y-direction and the other vectors lie in the right half-plane. We define c(`) as the
orientation of a link `. So a path π is C-oriented if and only if c(`) ∈ C for every
` ∈ π.
We define a C-oriented path to be smooth if at every bend we do not “skip
an orientation”. To define this formally, we split up every orientation into two
directions to obtain a set C~ = {~c1 , . . . , ~c2κ }, with ~ci = ci and ~ci+κ = −ci for
1 ≤ i ≤ κ. If we direct a C-oriented path from one endpoint to the other, every
~ We can distinguish two types
link ` of a C-oriented path has a direction ~c(`) ∈ C.
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of bends: clockwise (CW) bends make a right turn, and counterclockwise (CCW)
bends make a left turn. A bend between two links `i and `i+1 is smooth if ~c(`i )
and ~c(`i+1 ) are adjacent directions. A smooth C-oriented path, or smooth path
in short, has only smooth bends. Note that we do not give lower bounds on the
length of a link; for every C-oriented path π, there is a geometrically equivalent
smooth path π 0 , but π 0 can have more links than π.
Three consecutive links form a CW (CCW) U-turn if both bends between the
links are CW (CCW). A CW (CCW) U-turn is tight if an obstacle is touching the
right (left) side of the middle link. We assume that this obstacle is unique. The
overlapping part between the middle link and the obstacle is called the support of
a U-turn (see Figure 2.3). The subpaths of a smooth path between the supports of
two consecutive U-turns are called staircase chains. Because the path is smooth,
staircase chains can use only two (adjacent) directions. Two staircase chains have
the same type if they use the same pair of orientations. We need an exception for
rectilinear paths: staircase chains that go right and down (or left and up) do not
have the same type as staircase chains that go right and up (or left and down).
Finally, a shortcut is defined by two points p and q on a smooth path π, not on the
same link, with the following properties: (i) the orientation of pq is in C, and (ii)
the region enclosed by pq and the part of π between p and q, the shortcut region,
does not contain an obstacle. We assume that pq does not cross π, for otherwise
we can split pq up into multiple shortcuts. Note that p en q can have the same
position if π crosses itself. We can apply a shortcut to π, which means that we
replace the subpath between p and q by pq. It is easy to see that the resulting
path is shorter, C-oriented, and homotopic to π.
We need the following result from [32], which we restate using our notation.
Lemma 2 ([32], Lemma 6) Let π1 and π2 be homotopic paths without vertical
shortcuts, then the x-monotone chains of π1 and π2 have the same endpoints.
Lemma 3 A path π is shortest w.r.t. its homotopy if and only if π has no shortcuts. All shortest paths π 0 ∼h π have only tight U-turns and the same sequence of
supports.
shortcut region

p

q
shortcut

Figure 2.3 Supports and shortcuts.
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Proof. If π has a shortcut, then we can apply this shortcut to make the path
shorter. Now assume π has no shortcuts. Then all U-turns of π must be tight, for
otherwise there must be a valid shortcut. The supports of π completely determine
the length of π. Consider another path π 0 (π ∼h π 0 ) with no shortcuts. We need
to show that π 0 has the same supports as π. Consider the support of a U-turn
of π for which the middle link has orientation c1 (vertical). By Lemma 2, the
x-monotone chains of π and π 0 must have the same endpoints, so π 0 must also
have this support. By rotating the plane, we can use the same argument for any
orientation ci ∈ C. Thus, π and π 0 must have the same sequence of supports.
Consequently, π (and π 0 ) must be shortest.

It is well known that rectilinear paths allow smallest paths, paths that minimize
both the length and the number of links simultaneously. The same property holds
for smooth paths.
Lemma 4 For every path π, there is a smooth path π 0 ∼h π that minimizes both
the length and the number of links for all smooth paths homotopic to π.
Proof. Let π 0 be the path constructed as follows. We start with a minimumlink smooth path homotopic to π. Then we keep applying shortcuts to this path
until it has no more shortcuts. By Lemma 3, π 0 must be shortest. We need to
show that applying a shortcut does not increase the number of links. Consider a
shortcut between p and q. The path π 0 cannot cross itself between p and q, because
otherwise we could apply a shortcut at the crossing. Because the path is smooth,
the number of links of π 0 between the two crossing links (including these links)
must be more than κ. After the shortcut we use at most κ links at the crossing,
which contradicts the assumption that π 0 is minimum-link. Let p and q be on links
`i and `j (i < j), respectively. Assume without loss of generality that there are at
least as many CW bends as CCW bends between `i and `j . Because π 0 can cross
neither itself nor pq (due to the definition of a shortcut) between p and q, pq must
lie to the right of `i (see Figure 2.3). Because the path is smooth, all directions
clockwise from ~c(`i ) to ~c(`j ) must be used. After applying the shortcut, we use
each of these directions exactly once. Hence the number of links cannot increase.
−
In the special case that q (or p) is an endpoint of π 0 , we can replace ~c(`j ) by →
pq
and the same argument works.

Smallest paths are not unique and it is NP-hard to decide if there exist non-crossing
smallest paths (see Section 2.3). Still, smallest paths are a good starting point for
our algorithm.
Thick paths. We assume that
T we are given a required thickness ∆i for each thick
path. For ∆ > 0 let S∆ = c∈C s∆ (c), where s∆ (c) is the strip consisting of all
points at distance at most ∆ from the line with orientation c ∈ C passing through
the origin (see Figure 2.4 left). A thick path is defined as the Minkowski sum of
a spine πi and S∆i : (πi )∆i = πi ⊕ S∆i . For convenience we also refer to a thick
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s∆ (c1 )

π20

π30

S∆
π10

Figure 2.4 Left: the shape S∆ . Right: path π30 is not feasible.

path by πi instead of (πi )∆i . Using S∆ , we can also define a C-oriented metric.
The C-oriented distance between two points p and q (kp − qkC ) is defined as the
smallest ∆ such that q ∈ p ⊕ S∆ . Note that two thick paths (πi )∆i and (πj )∆j
are interior disjoint if, for any two points on the spines p ∈ πi and q ∈ πj , the
C-oriented distance kp − qkC is at least ∆i + ∆j .
When working with thick paths, fixing one path might make it impossible for
another path to be routed (see Figure 2.4 right). We say that a path πi0 ∼h πi is
feasible if there exist paths πj0 ∼h πj for 1 ≤ j ≤ np and i 6= j such that all thick
paths are interior disjoint. In a valid solution of the smooth routing problem (and
the C-oriented routing problem) every path is feasible. Hence, for thick paths, we
use smallest feasible paths as a starting point for our algorithm.

2.3

NP-hardness

In this section we show that both the C-oriented routing problem and the smooth
routing problem are NP-hard. We first prove the result for rectilinear paths with
zero thickness, the rectilinear routing problem. Afterwards we extend the result to
general C-oriented paths. In fact, we prove something slightly stronger: it is NPcomplete to decide if there exist non-crossing smallest paths of the given homotopy
classes. This directly implies that the rectilinear routing problem is NP-hard.
Reduction. We prove NP-hardness by reducing from planar-3SAT [95]. A 3SAT
instance with variables X = {x1 , . . . , xn } and clauses Q = {q1 , . . . , qm } is planar if
the graph G = (X ∪ Q, E1 ∪ E2 ) is planar, where E1 = {(xi , qj )|xi ∈ qj or xi ∈ qj }
and E2 = {(xi , xi+1 )|1 ≤ i < n} ∪ {(xn , x1 )}. The planar-3SAT problem is to
decide if a planar 3SAT instance is satisfiable.
We use several gadgets to represent the planar graph of a planar-3SAT instance.
Consider the construction in Figure 2.5(a). There are exactly two ways to draw
this path with 3 links (which is smallest), shown by the solid path (representing

23

2.3 NP-hardness

true

true

false

false

(a)

(b)

true

(c)

false

(d)

Figure 2.5 Connection and variable gadgets.

the value true) and the dashed path (representing false). The two obstacles in the
construction simply enforce the path to go through the point in the middle of the
obstacles. We draw this as a circle in the remaining figures (see Figure 2.5(b)).
This construction is used as a connection gadget. For a variable gadget we connect
multiple connection gadgets together like is shown in Figure 2.5(c). Note that a
variable gadget is also represented by a single path, and there are again exactly two
ways (true and false) to make the path smallest. The variable gadget is longer
to allow the variable to occur in multiple clauses. We can connect connection
gadgets to a variable gadget (see Figure 2.5(d)). Note that if we choose the path
representing true for the variable gadget, then the connection gadgets also have
to use the path representing true (and the same for false). It is easy to see that
the true and false paths for a single gadget are homotopic, as required.
For a clause gadget, we also use a single path. Consider the construction in
Figure 2.6(a) with special obstacles ω1 , ω2 , and ω3 . With all obstacles present,
we need at least 8 links. If one of these obstacles is removed, then we need only
6 links (see Figure 2.6(b)-(d)). We also need 6 links if all of these obstacles are
removed. The idea is that an obstacle is present only if the respective literal is
false. Hence we create the “obstacles” using connection gadgets (see Figure 2.6(b)(d)). A connection gadget forms the corresponding obstacle only with either the
true or the false path and not with the other. We construct the clause gadget such
that a connection gadget can influence the clause gadget only by representing one
of the obstacles. Note that in this construction all the possible paths for a clause
gadget are homotopic, as required.
ω1
ω2
ω3
(a)

(b)

Figure 2.6 Clause gadget.

(c)

(d)
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Lemma 5 The rectilinear routing problem is NP-hard.
Proof. Given a planar-3SAT instance, we represent the variables and clauses by
paths as described above. We place all the variable gadgets in a diagonal strip
from the left top corner to the right bottom corner. We then use the connection
gadgets to connect the variable gadgets to clause gadgets, following the planar
graph of the planar-3SAT instance (see Figure 2.7). If a positive literal xi occurs
in a clause qj , then we use the false path of a connection gadget to represent
one of the obstacles ωk in the clause gadget of qj . For a negative literal xi , we
use the true path to represent one of the obstacles. If the planar-3SAT instance
is satisfiable, then we can use the satisfying assignment to choose non-crossing
smallest paths for the variable and connection gadgets. Because every clause has
a true literal, not all obstacles are present for every clause gadget and hence we can
also find non-crossing smallest paths for the clause gadgets. If the planar-3SAT
instance is not satisfiable, then for every variable assignment, and hence for every
non-crossing collection of paths for the variable and connection gadgets, there is
at least one clause gadget for which all obstacles are present. As described above,
there is no smallest path for that clause gadget that does not cross any of the
connection gadgets. So the constructed instance has non-crossing smallest paths
if and only if the planar-3SAT instance is satisfiable. Finally, it is easy to see that
we can compute the reduction in polynomial time.

C-oriented routing problem. To extend the above result to C-oriented paths,
we first assume that cκ ∈ C points in the positive x-direction (so no vector of C lies
in the bottom-right quadrant). Then the connection gadget (see Figure 2.5(a))
still requires 3 links. Although there are more than 2 different paths with 3 links
for this gadget, the link that passes in between the obstacles is either horizontal
or vertical. This determines the value (true or false) of this path. The same
is true for the variable gadget: the first and last link of the path can have a
different orientation, but the remaining links must be either horizontal or vertical,
determining the value of the path. If we consider the combination of a variable
q1

x1 ∨ x3 ∨ x4

x1

x2

x3

x1 ∨ x2 ∨ x4

q2

x1

x1 ∨ x2 ∨ x3
x4

q3

x2
x3
x4

Figure 2.7 Reduction from planar-3SAT. Circles represent connection

gadgets.
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gadget and connection gadgets (see Figure 2.5(d)), then the variable gadget and
the connection gadgets must have the same value. In other words, choosing a
different orientation for the first or last link of a path does not help in avoiding
a crossing. Finally, we still need 8 links for the clause gadget (see Figure 2.6) if
all obstacles are present, even if we use different orientations for the connection
gadgets representing the obstacles, as this can make the obstacles only bigger.
Hence, if C has the properties mentioned above, the C-oriented routing problem is
also NP-hard.
For a general set C we use the following approach. Consider a shearing transformation τ that aligns cκ with the x-axis. The transformed set of orientations
C 0 has the property mentioned above, and hence the C 0 -oriented routing problem
is NP-hard. For any instance I of the C 0 -oriented routing problem used in the
reduction, we can apply τ −1 to this instance. Because this is an affine transformation, straight lines (links) and crossings are preserved by the transformation (see
Figure 2.10). Thus, any set of non-crossing smallest C-oriented paths for τ −1 (I)
corresponds, by the transformation, to a set of non-crossing smallest C 0 -oriented
paths for I.
Theorem 1 Both the C-oriented and smooth routing problem are NP-hard for
any C.

2.4

Thin paths

In this section we present a 2-approximation algorithm for the smooth routing
problem. For the C-oriented routing problem this algorithm computes an O(κ)approximation. To illustrate our techniques we first present a solution for thin
paths (paths with thickness zero). The algorithm consists of two steps: (i) computing smallest paths that are homotopic to the input paths, and (ii) untangling
smallest paths in such a way that the output paths have no more than twice the
number of links of the input paths. The preprocessing Step (i) relies mostly on
previous work. For Step (ii) we first observe that we can reduce the problem to a
single type of staircase chain. In Section 2.4.2 we show how to untangle a set of
staircase chains.

2.4.1

Computing smallest paths

We first compute lowest and highest paths. A staircase chain ρ between a point p
and a point q is lowest (highest) if ρ is the lower (upper) envelope of all staircase
chains homotopic to ρ. A smooth path π is lowest (highest) if it is shortest and all
its staircase chains are lowest (highest). Note that lowest and highest paths are
well-defined and unique.
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ρ
q

p

ρL
π0

Figure 2.8 Left: applying shortcuts simultaneously. Right: making stair-

case chains lowest.

Lemma 6 Lowest (Highest) paths are non-crossing.
Proof. First we replace the input paths by homotopic non-crossing smooth paths.
Then, to make all paths shortest, we apply shortcuts to the paths until no shortcuts
are left. Consider a shortcut between p and q on a path π. This shortcut can
introduce crossings only with a path π 0 that crosses pq. Because π and π 0 do not
cross, and the shortcut region is free of obstacles, π 0 must cross pq at least twice.
These crossings form one or more shortcuts for π 0 (see Figure 2.8 left). By applying
these shortcuts simultaneously, the paths remain non-crossing. Next we replace
all staircase chains ρ by lowest staircase chains ρL . As before, this can introduce
crossings only if a path π 0 crosses ρL and then it has to cross ρL at least twice
(the region between ρ and ρL must also be free of obstacles). If we let π 0 follow ρL
between two crossings, then the paths remain non-crossing (see Figure 2.8 right).
We make π 0 only lower, so once a staircase chain is lowest, it will remain lowest.
Also, a staircase chain between two points is always shortest, so the paths will
remain shortest as well.

To compute lowest and highest paths we use the algorithm of [48]. Their algorithm
first finds the endpoints of x-monotone chains of Euclidean shortest paths. By
Lemma 2, the endpoints of x-monotone chains of shortest smooth paths are the
same: they are exactly at the supports of tight U-turns for which the middle link
has orientation c1 . They bundle x-monotone chains that are homotopic, and show
that there are at most O(n) bundles. Next we compute lowest and highest paths for
each x-monotone chain (bundle). For this we use the algorithm by Hershberger and
Snoeyink [72]. Although their algorithm computes only shortest C-oriented paths,
this algorithm can easily be extended to compute lowest and highest paths1 . By
Lemma 3, lowest and highest paths must have the same sequence of supports. To
obtain smallest paths, we compute minimum-link staircase chains between every
two consecutive supports, which must be bounded by the lowest and highest paths
(see Figure 2.9 left). Note that a lowest (or highest) x-monotone chain consists of
at most O(n) links. If we insist that these paths are smooth, then an x-monotone
chain can have Ω(κn) links, but only O(n) links have non-zero length. Hence we
1 Hershberger and Snoeyink also give an algorithm to directly compute smallest paths, but we
need the lowest and highest paths for the algorithm for thick paths.
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ρ0
πL

πH

~ci1

ρ
~cj1

~cj2
~ci2

Figure 2.9 Left: the smallest path must be bounded by the lowest (πL )

and highest (πH ) path. Right: only staircases of the same
type cross.

can compute all smallest paths in O(n2 log κ+kin log n) time. The above algorithm
gives us O(n) bundles of smallest x-monotone chains. Thus, for the rest of our
algorithm, we can assume that our input consists of n x-monotone paths. We
direct the paths from left to right.
Lemma 7 Given a set of shortest (smooth) paths, crossings can occur only between staircase chains of the same type.
Proof. Assume that two staircase chains ρ and ρ0 cross. We first show that ρ and
ρ0 must cross at least twice. Assume that ρ ≺ ρ0 in the aboveness order defined by
Lemma 1. Let ρL ∼h ρ (ρ0L ∼h ρ0 ) and ρH ∼h ρ (ρ0H ∼h ρ0 ) be the corresponding
lowest and highest staircase chains of ρ (ρ0 ), respectively. By Lemma 6, ρL does
not cross ρ0L and ρH does not cross ρ0H . Because the endpoints of ρ are also the
endpoints of ρL and ρH , the endpoints of ρ cannot lie above ρ0L or ρ0 . Similarly,
the endpoints of ρ0 cannot lie below ρ. So ρ0 cannot cross ρL (otherwise ρL and ρ0L
would also cross), and both endpoints of ρ0 must be outside of the region enclosed
by ρ and ρL . Thus, ρ and ρ0 must cross an even number of times.
Let the links of ρ and ρ0 involved in the first crossing have directions ~ci1 and
~cj1 , respectively. Assume without loss of generality that i1 < j1 . Similarly define
i2 and j2 for the second crossing, for which j2 < i2 (see Figure 2.9 right). Because
ρ and ρ0 can use only two adjacent directions, we get that |i2 − i1 | ≤ 1 and
|j2 − j1 | ≤ 1. But then i1 = j2 and i2 = j1 .

To untangle the smallest paths computed above, we can now use the following
approach. Consider a single type of staircase chains, ignoring all staircase chains
with different types. Untangle these staircase chains and repeat this procedure
for every other type of staircase chains. If the paths remain shortest during the
untangling, then, by Lemma 7, all crossings will be removed. Consider a type of
staircase chains defined by orientations ci and ci+1 . Like in Section 2.3, we can
rotate the plane and apply a shearing transformation such that ci points in the
positive x-direction and ci+1 points in the negative y-direction (see Figure 2.10).
In the next section we describe an algorithm to untangle a set of (rectilinear)
staircase chains of this type, such that we use no more than twice the number
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Figure 2.10 Shearing transformation to rectilinear staircase chains.

of links of the input paths, and the staircase chains remain shortest (we do not
introduce U-turns).

2.4.2

Untangling staircase chains

In this section we assume that the input paths are smallest rectilinear staircase
chains πi (1 ≤ i ≤ n) that go right and down (or left and up), and that these
paths are already ordered from left to right, or equivalently, from bottom to top.
Furthermore, we assume that the paths are canonical, that is, every horizontal
link is pushed down as much as possible and every vertical link is pushed right as
much as possible. The algorithm in the previous section can easily be adapted to
compute canonical smallest paths. Note that there can be two different smallest
paths with the given requirements: one starting with a horizontal link and one
starting with a vertical link. If both are possible, we refer to the latter as the
canonical path.
Lemma 8 The intersection regions of canonical paths are rectangular.
Proof. Assume two paths πi and πj (i < j) have an intersection region that is not
rectangular. Then there must be two consecutive links (horizontal and vertical)
which are completely contained in the boundary of the intersection region (see
Figure 2.11 left). By Observation 2, intersection regions do not contain obstacles,

πi

π1

πj

`

π2

reroute box

Figure 2.11 Left: link ` can be pushed down. Right: untangling two paths.
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so either the horizontal link is not pushed down as much as possible (if the links
belong to πi ) or the vertical link is not pushed right as much as possible (if the
links belong to πj ).

We untangle the paths incrementally, adding paths in order from left to right.
The first two paths π1 and π2 can have only rectangular intersection regions, by
Lemma 8. We can add two links to π2 (for each intersection region) to remove
the crossings. Unfortunately this might make intersection regions with πk (k > 2)
non-rectangular such that rerouting requires more links. To avoid these cascading
effects we keep track of where paths are rerouted using reroute boxes. A reroute
box of a path represents (locally) the difference between the original path and the
rerouted path (see Figure 2.11 right). Reroute boxes are rectangular and contain
no obstacles. We maintain three invariants after adding path πk (rerouted paths
are denoted by πi0 ):
Invariant 1 The paths π10 . . . πk0 are non-crossing.
Invariant 2 The paths π1 . . . πk have at most one reroute box per CCW bend.
Invariant 3 All paths πi0 pass a CW bend of a path πj (i < j) on the left side.
All invariants hold initially. Note that, by Lemma 8, Invariant 3 also holds for the
unchanged paths πi , for otherwise there is a non-rectangular intersection region.
Path πk+1 is added one L-segment L (a vertical link followed by a horizontal
link) at a time. L can cross multiple other paths. The original paths πi have only
rectangular intersection regions with L. L is unchanged and we have added only
reroute boxes to form π10 . . . πk0 , hence there are only a few shapes possible for the
intersection regions with L (see Figure 2.12): one, two, or three CW bends.
Now assume that L is crossed by the paths πa0 . . . πb0 in this order. By Invariant 1
the paths πa0 . . . πb0 are non-crossing, and by Invariant 3 both endpoints of L are to
the right of all paths πa0 . . . πb0 . We want to make the intersection region of L with
πb0 rectangular such that we can add a reroute box to L to remove all crossings. We
do this incrementally for all intersection regions, starting with πa0 and ending with
πb0 . Assume the intersection region Ri of L and πi0 ∈ [πa0 . . . πb0 ] is rectangular. To
0
make the intersection region Ri+1 rectangular, we move the links of πi+1
through
Ri+1 (intersection regions are free of obstacles), but not through Ri (this would
0
introduce crossings with πi0 ). By Invariant 1 πi+1
does not cross Ri initially. As
mentioned above, we have the following three cases:
πi0

L

Figure 2.12 The possible shapes of intersection regions. Dashed lines de-

note reroute boxes.

30

Chapter 2 Homotopic C-oriented Routing with Few Links and Thick Edges

0
πi+1

L
Ri

Ri

Ri

(b)

(a)

Ri

(c)

Ri
(e)

(d)

Figure 2.13 Handling all different cases.

One CW bend: Ri+1 is already rectangular, so we leave it unchanged (see Figure 2.13(a)).
0
Two CW bends: We either move the first vertical link of πi+1
to the left (onto
L) or the last horizontal link down (see Figure 2.13(b)-(c)). Because Ri is
rectangular, we can always perform one of the two moves without crossing
Ri .

Three CW bends: Either Ri is in the middle corner and we move the first
0
vertical link of πi+1
to the left and the last horizontal link down (see Figure 2.13(d)), or Ri is not in the middle corner, in which case we can simplify
the middle corner and handle this as a case with two CW bends (see Figure 2.13(e)).
Initially we use R0 = ∅ for πa0 . Finally we obtain a rectangular intersection region
Rb between πb0 and L. We add Rb as a reroute box to L to remove all crossings
between L and the paths π10 . . . πk0 . An example is shown in Figure 2.14.
It is easy to verify that the invariants are maintained by this algorithm. One
key observation is that we move links only within intersection regions and only
left or down. Hence moving links of a path πi0 (a) does not change the homotopy
class of πi0 , (b) does not change the cases (Figure 2.12), and (c) does not introduce
crossings with a path πj0 (j > i). So Invariant 1 is maintained by construction. Also
Invariant 2 is clearly maintained, as we add only one reroute box per L-segment.
Finally, Invariant 3 can be violated only when adding a reroute box. But a reroute
box of πk+1 cannot contain a CW bend of πj (j > k + 1), because by construction
this bend must then also be to the left of πb0 , which violates Invariant 3.
L

L

L

L

L

Figure 2.14 Making intersection regions rectangular and rerouting L.
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The resulting paths are non-crossing and homotopic to the input paths. We add
only two links per reroute box and there is at most one reroute box per CCW bend.
A staircase chain with L links has at most L/2 CCW bends, so the algorithm at
most doubles the number of links. Also, we do not introduce U-turns, so the paths
remain shortest.

2.4.3

Untangling smallest paths

As mentioned in Section 2.4.1, we can untangle the smallest paths by untangling
the different types of staircase chains separately. However, this does not always
lead to a 2-approximation (the middle links of U-turns occur in two staircase
chains) and it is not very efficient. Instead, we apply the algorithm of Section 2.4.2
to complete x-monotone chains, incrementally adding x-monotone chains from
bottom to top. For each x-monotone chain, we can again handle one L-segment at
a time, where an L-segment consists of two links connected by a CCW bend. The
algorithm of Section 2.4.2 easily extends to this setting, and we do not need to
apply the transformation to rectilinear staircase chains. This way, the untangling
algorithm adds two links per CCW bend. If we instead add the paths from top
to bottom, then the algorithm adds two links per CW bend. Adding the paths in
the order that adds the fewest links ensures a 2-approximation.
Theorem 2 We can compute a 2-approximation for the smooth routing problem
with thin paths in O(n2 (n + log κ) + kin log n + kout ) time, which is also a (2κ − 2)approximation for the C-oriented routing problem.
Proof. The approximation factor for the smooth routing problem follows from
the discussion above. We can add an L-segment in O(n) time and hence we can
add a chain with O(n) links in O(n2 ) time (we can find the crossings by sweeping
over the paths πi0 ). As there are only O(n) x-monotone chains, we can untangle
the smallest paths in O(n3 ) time. Finally we can unbundle the paths in O(kout )
time, resulting in the stated running time. For the C-oriented routing problem,
consider a minimum-link C-oriented path π with L links. We can make π smooth
by adding at most κ−2 links per bend, so a minimum-link smooth path homotopic
to π has at most (κ − 1)L links. This implies the approximation factor for the
C-oriented routing problem.


2.5

Thick paths

We now extend the algorithm of the previous section to thick paths. For thin paths,
non-crossing homotopy classes imply that a solution exists. This is not the case
for thick paths. If there is an input path for which there is no homotopic feasible
path (see Section 2.2), then there is no valid solution for that problem instance
and our algorithm will detect this fact. Otherwise a solution always exists and our
algorithm will find it.
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The algorithm for the smooth routing problem for thick paths also consists of
two steps. First we compute (canonical) smallest feasible paths that are homotopic
to the input paths. Then we untangle the paths such that they are interior disjoint,
while making sure that the number of links is no more than doubled.

2.5.1

Smallest feasible paths

In this section we describe how to compute smallest feasible paths. As for thin
paths, we first compute lowest and highest feasible paths, that is the lowest and
highest paths among all feasible paths homotopic to π. Any smallest feasible path
must by definition lie between the lowest and highest feasible paths, and every
path in between the lowest and highest feasible paths is also feasible. We first
describe how to compute the lowest and highest feasible paths.
To compute the lowest (and highest) feasible paths, we use the approach by
Duncan et al. [45]. The authors present an algorithm—which we refer to as
Grow—that given a collection of non-crossing input paths computes a collection
of thick disjoint paths that are homotopic to the input paths. Grow maximizes
the thickness of the paths. It grows the thick paths starting from the thin Euclidean shortest paths while keeping them disjoint and shortest. So in fact Grow
computes Euclidean shortest feasible paths.
We briefly describe the approach of [45]. As in [45] we refer to the endpoints
of the paths as terminals. The authors differentiate between two different parts
of thick paths: elbows and straights. An elbow is a part of the annulus around a
terminal. A straight connects two elbows and is simply a straight segment. Grow
distinguishes three types of events: split events, merge events, and one stop event.
A split event occurs when an elbow hits a straight. In that case an elbow is inserted
in the middle of the straight. A merge event occurs when an elbow is straightened,
in which case the two neighboring straights are merged. Finally, a stop event
occurs when two elbows hit, in which case the growing process must be stopped,
because the maximum thickness has been reached. To make the algorithm more
efficient the authors bundle elbows and straights into elbow bundles and straight
bundles. The data structure consisting of these bundles is initialized using the
thin Euclidean shortest paths and then updated at the events points. Grow runs
in O(n3 + kin + kout ) time (assuming the input paths are Euclidean shortest).
We adapt Grow in the following way. We similarly define elbows using a
certain type of annulus, the C-oriented annulus. The C-oriented annulus around
a terminal t between radii r1 and r2 (r1 ≤ r2 ) is the set of points p such that
r1 ≤ kp − tkC ≤ r2 (see Figure 2.15(d)). We say that a path π is tight at a terminal
t if no feasible path homotopic to π can be closer (in the C-oriented metric) to
t. Consider an x-monotone chain of a lowest feasible path π directed from left to
right. This path can be tight at a terminal in two different ways: at a CW bend
(see Figure 2.15(a)), or at a CCW U-turn (see Figure 2.15(b)). We can also get
combinations thereof (see Figure 2.15(c)). We define an elbow using two radii r1
and r2 and two angles θ1 and θ2 , such that r1 and r2 define the C-oriented annulus
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elbow

elbow
(b)

(a)

r2

θ1

r1

(c)

θ2

(d)

Figure 2.15 Lowest paths can be tight in two different ways (a)-(b), or

combinations thereof (c). An elbow segment is defined by two
radii and two angles (d).

and the angles define the part thereof. We use only angles that correspond to
the vertices of S∆ (see Figure 2.15(d)). This means that we also allow θ1 = θ2 .
The straights are defined simply as being the connections between two elbows.
Note that the straights are uniquely defined, but they are actually not straight.
Instead, if we assume they are directed from left to right, they consist of two links
with adjacent directions connected by a CCW bend (see Figure 2.15(a)-(d)) and
we refer to them as connectors from now on. Before we can show how to adapt
Grow to compute lowest feasible paths, we need to re-prove the following key
property.
Lemma 9 Two connectors can never hit during the growing process and if two
elbows hit, the growing process must be terminated.
Proof. We first prove that two connectors cannot hit (see Figure 2.16(a)-(b)).
There are only two ways in which two connectors can hit: (i) one connector moves
over an endpoint of the other connector, or (ii) one connector moves over the CCW
bend of the other connector. The endpoints of connectors are elbows, so in case
(i) the connector also hits an elbow. If we ensure that the hits between elbows
and connectors are handled first, then this will split up one of the connectors and

r0
t
t0

(a)

(b)

r
(c)

Figure 2.16 Connectors cannot hit (a)-(b), two elbows hitting causes ter-

mination (c).
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the two connectors will never hit. In case (ii), the orientation of the link crossing
the CCW bend of the other connector must have an orientation that is between
the orientations of the links adjacent to the CCW bend, for otherwise one of the
connectors hits an elbow neighboring the other connector at the same time. But
the orientations of the two links of a connector are adjacent, so this is not possible.
Thus, two connectors cannot hit.
Now assume that two elbows hit. Let the corresponding terminals of the elbows
be t and t0 and let the outer radii of the segments be r and r0 . The total thickness of
paths that can go between t and t0 is bounded by the C-oriented distance between
t and t0 . Because the elbow segments are tight at t and t0 , the total thickness
that needs to go between t and t0 is r + r0 . Because the two elbows hit, we get
that kt − t0 kC = r + r0 (see Figure 2.16(c)). So the paths are at their maximum
thickness while keeping the thick paths disjoint and the growing process must be
terminated.

We are now ready to describe the growing process. There are again three different
types of events: split events, merge events, and a stop event. The stop event occurs
when two elbows hit, which is correct according to Lemma 9. We also add a stop
event if the required thickness is reached. A split event occurs when an elbow
hits a connector (see Figure 2.17(a)). The handling of split events is visually quite
different from its counterpart in Grow, but the mechanism is essentially the same,
since we simply split up the connector by inserting an elbow in the middle. Merge
events basically do the opposite, but they do not occur when θ1 = θ2 like in Grow
(because we allow θ1 = θ2 ), but they occur when a connector becomes degenerate
(without a CCW bend, see Figure 2.17(b)). Our adaptation differs in one more
aspect from the original Grow: we also need to handle C-oriented obstacles. We
can do this by using the corner points of the obstacles as terminals (the homotopy
classes would ensure that no path crosses an obstacle), but, since the obstacles are
convex, we can also use the obstacles directly as terminals. The C-oriented annulus
around an obstacle is then defined using the C-oriented distance to the obstacle,
instead of the terminal. This does not create any further complications.
With these changes, it is straightforward to adapt Grow to compute lowest
feasible paths. We compute the thin lowest paths as described in Section 2.4.1

(a)
Figure 2.17 A split event (a) and a merge event (b).

(b)
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to initialize the growing process. Then we grow the paths handling all split,
merge and stop events. Grow keeps the paths Euclidean shortest, our adaptation
keeps the paths C-oriented, shortest and lowest. We can also use the bundling of
elbows and connectors to make the algorithm more efficient. Proving that this
algorithm is correct is now very similar to the proof in [45] and we defer the
details. Note however that we need O(log κ) time to compute an event using
the C-oriented metric, instead of O(1) time using the Euclidean metric. Without
unbundling the paths, the growing process runs in O(n3 log κ) time after computing
the thin lowest paths and initializing the growing process in O(n2 log κ + kin log n)
time.
To compute the smallest feasible paths, we first extract the x-monotone chains of
the lowest feasible paths such that homotopic x-monotone chains remain bundled.
To find these x-monotone bundles, we first pick an elbow bundle representing a
U-turn with orientation c1 (vertical). We then trace through the data structure
maintaining the maximum bundle until we find another elbow bundle representing
a U-turn with orientation c1 . At that point we have found a bundle of homotopic
x-monotone chains and we trace back tagging all elbows and connectors in this
bundle. We continue this process until all elbows and connectors are tagged and
hence all x-monotone chains are found. Again, there can be at most O(n) xmonotone bundles. To find a single x-monotone bundle, we need to trace through
at most O(n) elbow bundles. At every bundle we spend at most O(n) time to
find the next elbow bundle and to maintain the maximum bundle. If we include
the links of elbows, then an x-monotone chain can have Ω(κn) links, but for the
subsequent steps of our algorithm we need only the O(n) links of the connectors.
We compute the links of elbows only in the final step of our algorithm. So we
can find the x-monotone bundles in O(n3 ) time. We can do the same for highest
feasible paths.
Now it is easy to compute the smallest feasible paths using the same approach
as for thin paths. For thick paths it is however not clear if we can do this for an
entire bundle of x-monotone chains at the same time.
Lemma 10 Let B = {c1 , c2 , . . . , ck } be a bundle containing homotopic staircase
chains and let Π = {c∗1 , c∗2 , . . . , c∗k } be a minimum-link path for the entire bundle.
Then the separate chains c∗i are minimum-link.
L
H H
H
L
Proof. Let BL = {cL
1 , c2 , . . . , ck } and BH = {c1 , c2 , . . . , ck } be the lowest and
highest feasible paths for B, respectively. Π must lie between the lower part of
BL and the upper part of BH (see Figure 2.18). Hence BL and BH define an xmonotone polygon to which Π is restricted. By moving the edges of this polygon
inwards, we can transform the problem of finding a minimum-link thick path Π to
the problem of finding a minimum-link thin path. If we do the same for a single
chain ci , it is easy to see that this polygon has the same shape, although it can be
at a different position. It directly follows that a minimum-link path for the entire
bundle contains minimum-link paths for all the individual chains.
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BH

BL

Π

Figure 2.18 A smallest bundle.

By Lemma 10 we can compute smallest feasible paths for entire bundles concurrently. As a result we get a bundled representation (bundled x-monotone chains)
of the smallest feasible paths. Concluding, a bundled representation of smallest
feasible paths can be computed in O(n3 log κ + kin log n) time.
To untangle the smallest feasible paths, we again split up the problem for different types of staircase chains. For that we first need to prove the thick path
analogue of Lemma 7. The arguments needed to prove this result are the same as
for Lemma 7, so we do not repeat the proof.
Lemma 11 Given a set of shortest (smooth) feasible paths, only staircase chains
of the same type can overlap.

2.5.2

Untangling thick staircase chains

As in Section 2.4.2 we assume that our input paths are smallest rectilinear staircase
chains πi (1 ≤ i ≤ n) that go right and down (or left and up), and that these
paths are already ordered from left to right, or equivalently, from bottom to top.
Furthermore, we assume that the paths are feasible and canonical. We describe
the algorithm for the spines of the thick paths. The thick paths are interior disjoint
if their spines are sufficiently separated. A similar approach as for thin paths is
possible; we focus on the necessary changes.
To keep the paths feasible we use fences. A fence γi (j) of a path πi with respect
to another path πj is a path representing the closest position at which πj can be
with respect to πi (see Figure 2.19(a)). A fence ignores all obstacles. The fence
γi (j) defines the region where πj is feasible, if we fix πi and ignore the obstacles. So
a fence γi (j) is a shifted version of πi , where the distance depends on the thickness
of the paths between πi and πj , which can differ along πi . We do not compute
fences explicitly, but only the parts we need.
Lemma 12 If R is an intersection region between γi (j) and πj , then any routing
of πj inside R is homotopic to πj and feasible.
Proof. To prove that any routing is homotopic, we prove that R does not contain
any obstacles. We consider two parts of R: the intersection region of πi and πj
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πi

πi

πi
γi (j)

(a)

πj

ω γi (j)
R πj

(b)

`2
R
ij `1 γi (j)
`02
πj
Rji `01
γj (i)

(c)

Figure 2.19 An example of a fence γi (j) (a), the dotted paths lie between

πi and πj . Forbidden regions are free of obstacles (b) and
rectangular (c).

and the remaining part (see Figure 2.19(b)). The first part does not necessarily
exist. If it exists, then by Observation 2, it is free of obstacles. Now consider
the remaining part and assume there is an obstacle ω in it. Both πi and πj must
be routed on the same side of ω. But γi (j) shows that πi forces πj to be on the
other side of ω (because ω lies inside R). That implies that πi is not feasible.
Contradiction.
Because πi is feasible, following γi (j) is also feasible for πj by definition of γi (j).
As πj itself is also feasible, every routing of πj inside R must be as well, because
R does not contain any obstacles.

An intersection region of a fence γi (j) and a path πj is also called a forbidden
region. Note that a forbidden region Rij between γi (j) and πj has exactly the
same shape as the forbidden region Rji between γj (i) and πi , because both fences
depend on the thickness of the paths in between πi and πj .
Lemma 13 If πi and πj are canonical smallest paths, then any forbidden region
between γi (j) and πj is rectangular.
Proof. Without loss of generality we have i < j. Define Rij and Rji as above
(see Figure 2.19(c)). Assume that Rij is not rectangular. Then there must be a
horizontal link `1 and a vertical link `2 that are completely part of the boundary
of Rij . If `1 and `2 are part of πj , then, by Lemma 12, `2 is not pushed to
the right as much as possible. If `1 and `2 are part of γi (j), then there are also
corresponding links `01 and `02 which are part of πi that are completely part of the
boundary of Rji . Again, by Lemma 12, `01 is not pushed down as much as possible.
Contradiction.

We can now extend the untangling algorithm for thin paths to thick paths. The
rerouted paths are again denoted by πi0 . We maintain three invariants:
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Invariant 1 The paths π10 . . . πk0 are interior disjoint.
Invariant 2 The paths π1 . . . πk have at most one reroute box per CCW bend.
Invariant 3 All paths πi0 pass a CW bend of a fence γj (i) (i < j) on the left side.
We change the paths in only two ways: we move links of paths π10 . . . πk0 (only left
and down) and we add reroute boxes to the current path (and hence add links).
We add paths one L-segment L at a time, always turning the forbidden regions
involving L into a rectangle. Then we add a reroute box to L to make the paths
interior disjoint. The challenge here is to efficiently turn the forbidden regions
into rectangles. For this we first need to compute a certain subset of the fences
for L. Recall the situation for thin paths. To create a rectangular intersection
region between L and a previously inserted path πi0 , we moved segments of πi0 to
coincide with L. Now we move these segments to coincide with the fence γL (i).
In the following we describe our approach to compute the relevant fences.
When inserting path πk+1 we go through the paths πi0 (1 ≤ i ≤ k) from right
to left and accumulate their thickness in ∆ to compute the fences γL (i). Recall
that a fence γL (i) is a shifted version of L where the distance depends on the total
thickness ∆ of the paths between L and πi0 . Hence we can compute the fences by
maintaining ∆ going from right to left and for every path we encounter, add its
thickness to ∆. But although all paths πj0 (i < j ≤ k) are between L and πi0 , a
path πj0 might not have an influence on L or its fences (see Figure 2.20(b)). In
those cases, the thickness of πj0 should not be added to ∆. To determine whether
the thickness ∆j of a path πj0 should be added to ∆, we use the following simple
rule: if the forbidden region of γL (j) with πj0 does not exist, then ∆j is not added
to ∆, otherwise it is.
Lemma 14 The above rule correctly computes the forbidden regions with L.
Proof. First assume the forbidden region of γL (j) with πj0 does not exist. If πj0
does not influence L or its fences, then the rule is correct (see Figure 2.20(b)).

πi0

πj0

πi0 πj0

L

(a)

γL (j)
γL (i)

L

πi0 πj0

L

γL (j) = γL (i)
(b)

(c)

γL (j)
γL (i)

Figure 2.20 Computing fences for L. If a forbidden region exists for πj0 ,

∆j is added to ∆ (a), otherwise it is not (b). If the forbidden
region for πj0 does not exist, the forbidden region for πi0 will
also not exist (c).
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Otherwise, because all paths πi0 (1 ≤ i ≤ j) are interior disjoint (Invariant 1), the
forbidden regions for all πi0 do not exist either (even if we added ∆j to ∆) and
hence the rule is correct in this case as well (see Figure 2.20(c)). If the forbidden
region with πj0 does exist (see Figure 2.20(a)), then we should be able to add ∆j
to ∆. Recall that a fence γL (i) (i < j) defines the region where πi0 is feasible, if
we fix L and ignore the obstacles. Now assume we fix L, then πj0 must follow the
CCW bend of γL (j). Consider a line between the CCW bend of L and the CCW
bend of a fence γL (i) (i < j). For the fence to be correct, it should include all
paths crossed by this line, like πj0 . Hence it is correct to add ∆j to ∆.

After the fences and forbidden regions have been computed, we work from left to
right, considering only the paths πa0 . . . πb0 for which a forbidden region exists. The
different possible forbidden regions are handled as is described in Section 2.4.2.
The cases for the forbidden regions are exactly the same as those shown in Figure 2.12 (the cases follow from Invariant 2 and 3). Finally we reroute L along the
fence γb (L) which can trivially be computed. In fact this is essentially the same
as adding a reroute box (see Figure 2.21).
Lemma 15 The resulting paths are interior disjoint and homotopic to the input
paths.
Proof. We first show that the algorithm maintains the invariants. Invariant 2
is trivially maintained. Invariant 3 can be violated only when we add a reroute
box. For a path πj (k + 1 < j ≤ n), a CW bend of its fence γj (k + 1) can be in
a reroute box of πk+1 only if the corresponding CW bend of γj (b) is to the left
of πb0 , which cannot be the case due to Invariant 3. Invariant 1 can be violated
only when moving the links to make the forbidden regions rectangular. As for thin
paths, there is always a way to make the intersection region rectangular without
crossing the previous intersection region Ri . For thick paths, Ri is extended to
account for the thickness, but this does not make a difference. Also, by definition
of the fences, moving a link to coincide with its fence does not cause an overlap
between thick paths. This means that the resulting paths are interior disjoint. By
Lemma 12, the resulting paths are also homotopic to the input paths, because we
move links only through forbidden regions and the reroute boxes are also forbidden
regions.


L

reroute box
πb0

Figure 2.21 Growing a rectangle for thick paths.

γb (L)

L0
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As for thin paths we can extend the untangling algorithm to untangle complete
x-monotone chains. Afterwards we can easily extract the resulting paths from the
bundles.
Theorem 3 We can compute a 2-approximation for the smooth routing problem
with thick paths in O(n3 log κ + kin log n + kout ) time, which is also a (2κ − 2)approximation for the C-oriented routing problem. Our algorithm also minimizes
the lengths of the paths.
Proof. The correctness of the algorithm follows from Lemma 15. The approximation ratios of the algorithm can be argued exactly as for thin paths. The
smallest feasible paths can be found in O(n3 log κ + kin log n) time. The smallest feasible paths are given as O(n) x-monotone bundles with at most O(n) links
each. Untangling thick paths is just as fast asymptotically as untangling thin
paths, hence it takes O(n3 ) time. Finally, we need to unbundle the paths and
reconnect chains, which takes O(kout ) time. Hence the total running time is
O(n3 log κ + kin log n + kout ). Finally note that untangling the paths does not
change the lengths of the paths, hence the total length of the paths is minimized.


2.6

The untangling problem

In this section we study the following problem, which occurs as a subproblem of
our approach: Given a set of paths (possibly with crossings, but with non-crossing
homotopy classes) with a total of L links, how many links are necessary to untangle the paths, that is, how many links must a set of non-crossing paths have
that are homotopic to the input paths? We consider two variants of this problem:
the smooth untangling problem for smooth paths, and the C-oriented untangling
problem for general C-oriented paths. We restrict ourselves to thin paths. The algorithm in Section 2.4 proves upper bounds, namely 2L for the smooth untangling
problem and O(Lκ) for the C-oriented untangling problem. Below we give lower
bounds.
Smooth untangling problem. We show that the upper bound 2L is tight for the
smooth untangling problem. We prove this result only for rectilinear paths, but,
using the shearing transformation illustrated in Figure 2.10, this result extends to
general smooth paths.
Consider the configuration with n paths in Figure 2.22. Every path has 3 links.
To remove the crossings between a pair of paths, we need to add at least two
links. As every path crosses every other path, we need to add links to at least
n − 1 paths. Hence we need at least 5n − 2 links to make the configuration in
Figure 2.22 non-crossing.
Theorem 4 There exists a set of rectilinear paths with a total of L links, such
that (2 − )L links are necessary to untangle the paths, for any  > 0.
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π1 π2 π3

πn

Figure 2.22 We need 5n − 2 links to make the paths non-crossing.

Proof. We need at least 5n − 2 links to untangle the configuration in Figure 2.22.
We can combine k of these configurations by placing them below each other and
matching up the endpoints (Figure 2.23). The total number of links of this construction is L = (2k + 1)n. We again need to add two links to at least n − 1
paths for each part of the construction to make it non-crossing, so we need at least
1
)L links in total. For any  > 0, we can choose n
(4k + 1)n − 2k > (2 − n1 − 2k+1
and k large enough such that there are (2 − )L links.


π1 π2 π3

πn

connect k boxes

Figure 2.23 Lower bound construction for the smooth untangling problem.

42

Chapter 2 Homotopic C-oriented Routing with Few Links and Thick Edges

C-oriented untangling problem. For general C-oriented paths, we cannot give
a tight bound. We give a lower bound that is based on a construction from [70].
Theorem 5 There is a set of orientations C and a set of C-oriented paths with a
total of L links such that we need Ω(L log κ) links to untangle the paths.
Proof. Consider the quadrilateral enclosed by two paths shown in Figure 2.24
(left). We can replace this quadrilateral by two crossing quadrilaterals as shown
in the figure. We repeat this operation recursively for each quadrilateral. After
k rounds, there are 2k quadrilaterals formed by 2k+1 paths with 2 links each.
To be able to untangle these paths, each quadrilateral that occurred during the
construction must be free of obstacles. The rest of the plane can be filled with
obstacles, so we assume that this is the case. As is shown in [70], we need at least
Ω(k2k ) links to untangle the paths. Let C be the set of all orientations formed by
the 2k+2 links. Then this construction consists of κ links and requires Ω(κ log κ)
links to untangle the paths. By copying this construction bL/κc times, we obtain
the claimed bound, for L large enough.

The above construction requires a specific set C to work. Usually, the set C is
uniform, that is, the angle between two adjacent orientations is constant. To
prove that the lower bound also holds for a uniform C, we need to take a closer
look at the construction in [70]. The problem considered in this paper is restricted
by a simple polygon, so the authors actually construct a simple polygon with n
vertices that can contain Θ(n) of the paths shown in Figure 2.24, such that we
need Ω(n log n) links to untangle the paths. This polygon has non-zero angles,
and the slopes of the edges of the polygon are integer and lie between −S and S,
where S = O(n3 ). If we can show that, for any two adjacent edges of the polygon,
there is an orientation c ∈ C that lies in between the orientations of the two edges,
then we can draw the paths in the construction as C-oriented paths.
First we scale the x-coordinates of the polygon such that the slopes of all edges
are between −1 and 1, and two slopes differ by at least Ω(1/n3 ). There are
κ/2 orientations of C that also have a slope between −1 and 1. Although the
angles between two adjacent orientations is constant, the difference in slope is
not. The difference in slope between an orientation with angle α and its adjacent
orientation with angle α + π/κ is tan(α + π/κ) − tan(α). The maximum of this

Figure 2.24 Lower bound construction for the C-oriented untangling prob-

lem.
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function for −π/4 ≤ α ≤ π/4 is obtained at α = π/4, and it can easily be shown
that tan(π/4 + π/κ) − tan(π/4) = O(1/κ). If κ ≥ dn3 for a certain constant d,
then we can draw the paths in the construction as C-oriented paths. Thus, for
a uniform C, there is a set of Ω(κ1/3 ) C-oriented paths with two links each, such
that we need Ω(κ1/3 log κ) links to untangle the paths. We can again obtain the
bound by copying this construction.
Theorem 6 For any uniform set of orientations C, there is a set of C-oriented
paths with a total of L links such that we need Ω(L log κ) links to untangle the
paths.
We are unable to obtain this bound for a general set of orientations C. We leave
this as an open problem.

2.7

Conclusions and open problems

We introduced a new type of C-oriented paths, called smooth paths, and presented
a 2-approximation algorithm for the smooth routing problem with thick paths.
This algorithm is also an O(κ)-approximation algorithm for the C-oriented routing
problem. Although we use smooth paths only as a tool for our algorithm, smooth
paths might actually be better candidates for our application. Unlike smooth
paths, general C-oriented paths can have sharp bends which are hard to follow. So
perhaps, for schematic maps, smooth paths are the better choice. We also studied
the untangling problem and gave a tight bound for the smooth untangling problem
and upper and lower bounds for the C-oriented untangling problem. Finding a tight
bound for the C-oriented untangling problem is an interesting open problem.
We study these problems to construct schematic maps with geometric embedding restrictions. In this context it would be interesting to study a variant of the
routing problem where the input paths can have crossings (road intersections) or
junctions, such that the locations of these crossings or junctions are not fixed.
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Chapter 3

Area-Universal
Rectangular Layouts
3.1

Introduction

Raisz [112] introduced rectangular cartograms in 1934 as a way of visualizing spatial information, such as population or economic strength, of geographic regions.
Rectangular cartograms represent regions by rectangles; the positioning and adjacencies of these rectangles are chosen to suggest their geographic locations to
the viewer, while their areas are chosen to represent the numeric values being
communicated by the cartogram. The stylization inherent in replacing the complicated shapes of geographic regions by rectangles is a feature of such diagrams:
as Raisz writes, “simple distortion of the map would be misleading,” because it is
important to emphasize that a cartogram is not a map.
Often more than one quantity should be displayed as a cartogram for the same
set of geographic regions. The first three figures Raisz shows, for instance, are
cartograms of land area, population, and wealth within the United States. To make
the visual comparison of multiple related cartograms easier, it is desirable that
the arrangement of rectangles be combinatorially equivalent in each cartogram,
although the relative sizes of the rectangles will differ. This naturally raises the
question: when is this possible?
Mathematically, a rectangular cartogram is a rectangular layout: a partition
of a rectangle into finitely many interior-disjoint rectangles. We call a layout L
area-universal if, no matter what areas we require each of its regions to have,
some combinatorially equivalent layout L0 has regions with the specified areas.
For instance, the four-region rectangular layout shown in Figure 3.1 with three
different area assignments is area-universal: any four numbers can be used as the
areas of the rectangles in a combinatorially equivalent layout.
Area-universal rectangular layouts are useful not only for side-by-side display
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Figure 3.1 An area-universal layout.

of cartograms with different data on the same regions, but also for dynamically
morphing from one cartogram into another. Additionally, in other applications
of rectangular layouts it may be advantageous to choose a layout first and then
later assign varying areas while keeping the combinatorial type of the layout fixed.
For instance, in circuit layout applications of rectangular layouts [143], each component of a circuit may have differing implementations with differing tradeoffs
between area, energy use, and speed. In building design it is desirable to be able
to determine the areas of different rooms according to their function [46]. And, in
treemap visualizations, alternative area-universal layouts may be of use in controlling rectangle aspect ratios [24]. Thus, it is of interest to identify the properties
that make a rectangular layout area-universal, and to find area-universal layouts
when they exist.

3.1.1

Results

We identify a simple necessary and sufficient condition for a rectangular layout
to be area-universal: it is area-universal if and only if it is one-sided. One-sided
layouts are characterized via their maximal line segments. A line segment of a
layout L is formed by a sequence of consecutive inner edges of L. A segment of
L that is not contained in any other segment is maximal. In a one-sided layout
every maximal line segment s must be the side of at least one rectangle R; any
vertices interior to s are T-junctions that all have the same orientation away from
R (Figure 3.2). Given an area-universal layout L and an assignment of areas for
its regions, we describe a numerical algorithm that finds a combinatorially equivalent layout L0 whose regions have a close approximation to the specified areas.

s

Figure 3.2 The left layout is one-sided, but the right one is not: the

maximal segment s is not the side of any rectangle.

3.2 Preliminaries
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Figure 3.3 A graph that is not the dual of an area-universal layout: the

rectangle dual to the bottom center vertex may not be arbitrarily large [115].

These results can be found in Section 3.4. In Section 3.5 we investigate perimeter
cartograms in which the perimeter of each rectangle is specified rather than its
area. Any rectangular layout can have at most one combinatorially equivalent
layout for a given perimeter assignment; it is possible in polynomial time to find
this equivalent layout, if it exists.
The rectangles of a rectangular cartogram should have the same adjacencies as
the regions of the underlying map. Hence, the dual graph of the cartogram (a
graph with one node per region, with two nodes adjacent if their regions share
a boundary segment) should be the same as the dual graph of the map. The
dual of a rectangular layout is called a proper graph. Not every proper graph has
an area-universal rectangular dual; Rinsma [115] described an outerplanar proper
graph G and an assignment of weights to its vertices such that no rectangular dual
of G has these weights as its regions’ areas (Figure 3.3). Thus, it is of interest to
determine which proper graphs have an area-universal rectangular dual. In Section 3.6 we describe algorithms that, given a proper graph G, find an area-universal
rectangular dual of G if it exists. These algorithms are not fully polynomial, but
are fixed-parameter tractable for a parameter related to the number of separating
four-cycles in G.
Motivated by architectural plans, where only a subset of the room adjacencies
might be specified, Rinsma [116] considered the following related problem: given
a tree T does there exist a rectangular layout L such that T is a spanning tree of
the dual graph of L? She showed that such a layout always exists, but the layouts
constructed by her algorithm are not necessarily area-universal. In Section 3.7 we
modify her construction to yield area-universal layouts, proving that for every tree
T there is an area-universal layout L such that T is a spanning tree of the dual
graph of L.

3.2

Preliminaries

As stated above, a rectangular layout (or sometimes simply layout) is a partition
of a rectangle into a finite set of interior-disjoint rectangles. We assume that no
four regions meet in a single point, as it is true (with a notable exception in the
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t

r

l

b
Figure 3.4 A proper graph G, an extended graph E(G), and a rectangular

dual L of E(G).

American Southwest) for most geographic partitions of interest. We denote the
dual graph of a layout L by G(L); G(L) has a vertex for every rectangle in the
layout, and an edge for every pair of rectangles that abut each other along a
shared line segment. A layout L such that G = G(L) is called a rectangular dual
of graph G. G(L) is a plane triangulated graph and is unique for any layout L.
Not every plane triangulated graph has a rectangular dual, and if it does, then the
rectangular dual is not necessarily unique.
Independently, Kozminski and Kinnen [86] and Ungar [132] proved that a plane
triangulated graph G has a rectangular dual if and only if we can augment G
with four external vertices in such a way that the extended graph E(G) has the
following two properties: (i) every interior face is a triangle and the exterior face
is a quadrangle; (ii) E(G) has no separating triangles—a separating triangle is a
separating cycle (a simple cycle that has vertices both inside and outside) of length
three. If a plane triangulated graph G allows such an augmentation, then we say
that G is a proper graph. From an extended graph E(G) of a proper graph G we
can construct a rectangular dual for G in linear time [81] (Figure 3.4).
An extended graph E(G) determines uniquely the vertices of its proper subgraph
G: they are the vertices that do not belong to the unique quadrilateral face of E(G).
However, for a given proper graph there might be several possible extended graphs
and hence several possible corner assignments. In many cases we assume that a
corner assignment, and hence an extended graph, has already been fixed, but if
this is not the case then it is possible to test all corner assignments in polynomial
time, as there can be only polynomially many of them.
A rectangular layout L naturally induces a labeling of its extended dual graph
E(G). If two rectangles of L share a vertical segment, we color the corresponding
edge in E(G) blue (solid) and direct it from left to right. Correspondingly, if two
rectangles of L share a horizontal segment, we color the corresponding edge in
E(G) red (dashed) and direct it from bottom to top (Figure 3.5).
This labeling has the following properties: (i) around each inner vertex in clockwise order we have four non-empty contiguous sets of incoming blue edges, outgoing red edges, outgoing blue edges, and incoming red edges; (ii) the left exterior
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Figure 3.5 A rectangular layout and the regular edge labeling of its ex-

tended dual.

vertex has only blue outgoing edges, the top exterior vertex has only red incoming
edges, the right exterior vertex has only blue incoming edges, and the bottom
exterior vertex has only red outgoing edges.
Such a labeling is called a regular edge labeling. It was introduced by Kant and
He [81] who showed that every regular edge labeling of an extended graph E(G)
uniquely defines an equivalence class of rectangular duals of a proper graph G.
Given any extended graph E(G), a regular edge labeling for E(G) can be found
in linear time and the rectangular dual defined by it can also be constructed in
linear time [81]. Regular edge labelings have also been studied by Fusy [58, 59],
who refers to them as transversal structures. Regular edge labelings are closely
related to several other edge coloring structures on planar graphs that can be used
to describe straight line embeddings and orthogonal polyhedra [50, 51].
Two layouts L and L0 are equivalent, denoted by L ∼ L0 , if they induce the same
regular edge labeling of the same dual graph. We say that a rectangular layout L
with n rectangles R1 , ..., Rn realizes a weight function w : R1 , ..., Rn → R, w(i) > 0
as a rectangular cartogram if there exists a layout L0 ∼ L such that for any
1 ≤ i ≤ n the area of rectangle Ri equals w(Ri ). Correspondingly, we say that a
layout L realizes w as a perimeter cartogram if there exists a layout L0 ∼ L such
that the perimeter of each rectangle of L0 equals the prescribed weight. A layout L
is area-universal (perimeter-universal ) if it realizes every possible weight function
as a rectangular cartogram (perimeter cartogram).
It will be convenient to define a weaker equivalence relation on layouts than
equivalence, which we call order-equivalence. For a layout L, define a partial order
on the vertical maximal segments, in which s1 ≤ s2 if there exists an x-monotone
curve that has its left endpoint on s1 , its right endpoint on s2 , and that does not
cross any horizontal maximal segments. This partial order can be defined by a
directed acyclic multigraph that has a vertex per maximal segment and an edge
from the segment on the left boundary of each rectangle to the segment on the
right boundary of the same rectangle; this graph is an st-planar graph, a planar
DAG in which the unique source and the unique sink are both on the outer face.
The dual of this st-planar graph defines in a symmetric way a partial order on the
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Figure 3.6 Two inequivalent but order-equivalent rectangular layouts.

horizontal maximal segments. We say that L and L0 are order-equivalent if their
rectangles and maximal segments correspond one-for-one in a way that preserves
these partial orders (Figure 3.6).
Lemma 16 A rectangular layout with n rectangular regions has n − 1 maximal
(inner) segments.
Proof. A rectangular layout can be seen as a plane graph GL with vertices located
at the corners of the rectangles and edges formed by parts of the sides of the
rectangles. Each maximal segment starts and ends with a vertex of such a graph.
Each degree-three vertex is an end point of exactly one maximal segment. Thus
the number of maximal segments is half of the number of the vertices of degree 3
in GL . The number of degree-3 vertices is (4n − 4)/2 (four corners per rectangle,
each degree-3 vertex corresponds to a pair of corners, and the four outer corners
of the layout are the only ones that do not contribute to degree-3 vertices), hence
the number of maximal segments in L is n − 1.


3.3

There can be only one

We first show that for any combination of layout and weight function there can be
at most one rectangular cartogram, up to affine transformations. This result is also
contained in [138]. We also show that there is at most one perimeter cartogram
with a fixed bounding box. More generally, if two geometrically different but orderequivalent layouts share the same bounding box, there is a rectangle in one of the
layouts that is larger in both of its dimensions than the corresponding rectangle
in the other layout. The proof involves a graph-theoretic argument in an auxiliary
graph constructed from the two layouts.
Thus, let L and L0 be two geometrically different order-equivalent layouts with
the same bounding box. The push graph H of L and L0 is a directed graph that
has a vertex for each rectangle in L and an edge from vertex Ri to vertex Rj if the
rectangles Ri and Rj are adjacent and the maximal segment in L that separates
Ri from Rj is shifted in L0 towards Rj and away from Ri (Figure 3.7) .
Lemma 17 The push graph for L and L0 contains a node with no incoming or
no outgoing edges.
Proof. Assume for contradiction that the push graph H has no source or sink.
Then H must contain a cycle. Let C be a simple cycle in H that encloses as few
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Figure 3.7 A push graph. The layout L is shown; the relative position of

the maximal segments in the equivalent layout L0 is indicated
by the arrows attached to the maximal segments.

vertices as possible, and assume without loss of generality that C is oriented clockwise. By construction, C cannot contain a rightward edge immediately followed
by a leftward edge or an upward edge immediately followed by an downward edge.
Hence it must contain a rightward edge e that is followed by a downward edge.
We distinguish three cases depending on the relative positions of the bottom sides
of the two rectangles L and R that are connected by e (Figure 3.8):
(a) If the bottom edge of L lies below the bottom edge of R, then H must contain
an edge e0 that connects L to the rectangle below R. This edge e0 shortcuts
C, contradicting the minimality of C.
(b) If the bottom edges of L and R are aligned along a maximal segment, then
H must contain an edge e0 that points downward from L. By following a
directed chain of edges starting with e0 we either reach a repeated vertex
within this chain of edges, or a vertex that belongs to C. In either case we
have found a cycle that encloses fewer vertices than C, contradicting the
minimality of C.
(c) If the bottom edge of L lies above the bottom edge of R, then H must
contain an edge e0 that connects the rectangle below L to R. As in case (b)
by following a chain of edges backwards starting from e0 we can find a cycle
that encloses fewer vertices than C, contradicting the minimality of C.


L
(a)

R

e

L

e
(b)

Figure 3.8 Cases for Lemma 17.

e

R
L

e

e
(c)

e

R
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Figure 3.9 Two equivalent layouts in which corresponding rectangles

have the same perimeter.

The following result was known already [138], and also follows immediately from
Lemma 17.
Lemma 18 ([138], Theorem 3) For any layout L and weight function w, at
most one order-equivalent layout L0 (up to affine transformations) realizes w as a
rectangular cartogram.
Proof. Let L and L0 be order-equivalent with the same area, but geometrically
different; scale L0 horizontally and vertically so they have the same bounding box.
By Lemma 17, one of the layouts contains a rectangle R that is strictly larger than
the corresponding rectangle of the other. Thus, R cannot have the same area in
both layouts and only one of the layouts can realize w.

For perimeter, such strong uniqueness does not hold: there are equivalent layouts
that are not affine transformations of each other in which the perimeters of corresponding rectangles are equal (Figure 3.9). However, if we fix the outer bounding
box of the layout, the same proof method works:
Theorem 7 For any layout L and any weight function w there is at most one
layout L0 that is order-equivalent to L with the same bounding box and that realizes
w as a perimeter cartogram.
More generally the same result holds for any type of cartogram in which rectangle
sizes are measured by any strictly monotonic function of the height and width of
the rectangles.

3.4

Area-universality and one-sidedness

As the next lemma states, all layouts are area-universal in a weak sense involving
order-equivalence in place of equivalence. One possible proof uses Lemma 18 to
invert the map from vectors of positions of segments in a layout to vectors of
rectangle areas, along a line segment from the area vector of L to the desired area
vector. However, we omit the proof, as the result was already known [138].
Lemma 19 ([138], Theorem 3) For any layout L and weight function w, there
exists a layout L0 that has a square outer rectangle, is order-equivalent to L, and
realizes w as a rectangular cartogram.
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One may find L0 by hill-climbing to reduce the Euclidean distance between the
current weight function and the desired weight function. No layout L can be
locally but not globally optimal, because within any neighborhood of L the inverse
image of the line segment connecting its weight vector to the desired weight vector
contains layouts that are closer to w. Alternatively, one can find L0 by a numerical
procedure that follows this inverse image by inverting the Jacobean matrix of w
at each step. We do not know whether it is always possible to find L0 exactly
by an efficient combinatorial algorithm (as may easily be done for the subclass
of sliceable layouts), or whether the general solution involves roots of high-degree
polynomials that can be found only numerically.
Theorem 8 The following three properties of a layout L are equivalent:
1. L is area-universal.
2. Every layout that is order-equivalent to L is equivalent to L.
3. L is one-sided.
Proof. We show that property 2 implies property 1, that the negation of property
2 implies the negation of property 1, that property 3 implies property 2, and that
the negation of property 3 implies the negation of property 2.
2 ⇒ 1: Let L be a layout satisfying the property that every layout that is orderequivalent to L is equivalent to L, and let w be an arbitrary weight function; we
must show that L realizes w as a rectangular cartogram. By Lemma 19, there
exists a layout L0 that is order-equivalent to L and realizes w; by the assumption,
L0 is equivalent to L, as desired.
(¬2) ⇒ (¬1): Suppose there exists a layout L0 that is order-equivalent but
inequivalent to L. By scaling horizontally and vertically, we may assume that L
and L0 have the same bounding box. Let w be the weight function given by the
areas of the rectangles in L0 . By Lemma 18, L0 is the only layout that is orderequivalent to L and realizes w as a rectangular cartogram; therefore, there can
be no layout that is equivalent to L and realizes w as a rectangular cartogram,
showing that L is not area-universal.
3 ⇒ 2: Let L be a one-sided layout, and L0 be order-equivalent to L. Then L0
must be one-sided, because the property of each maximal segment being a side of
a rectangle is preserved under order-equivalence. For every pair of adjacent rectangles R1 and R2 in L or in L0 , R1 and R2 are adjacent with a given orientation
if and only if they are on opposite sides of a common maximal segment with the
given orientation, and this property of being on opposite sides of a common maximal segment is also preserved by order-equivalence, so order-equivalence preserves
the adjacencies of rectangles in L and L0 .
(¬3) ⇒ (¬2): If L is not one-sided, let s be a maximal segment of L that has
more than one rectangle on both sides of s; without loss of generality assume that
s is horizontal. We may form an order-equivalent but inequivalent layout L0 by
moving the vertical maximal segments that abut the top side of s rightwards and
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the vertical maximal segments that abut the bottom side of s leftwards until the
order of their endpoints changes, as in Figure 3.6.


3.5

Finding perimeter cartograms

Although our proof of uniqueness for rectangular cartograms generalizes to perimeter, our proof that any layout and weight function have a realization as an orderequivalent cartogram does not generalize: there exist one-sided layouts and weight
functions that cannot be realized as a perimeter cartogram (Figure 3.10).
Nevertheless, one can test in polynomial time whether a solution exists for any
layout and weight function. The technique involves describing the constraints on
the perimeters of rectangles as linear equalities that reduce the dimension of the
space of layouts to at most two, and forming a low-dimensional linear program
from inequality constraints expressing the equivalence to L of the other layouts
within this low-dimensional space.
Theorem 9 For any layout L and any weight function w we can find a layout L0
that is equivalent to L and that realizes w as a perimeter cartogram, if one exists.
Proof. We can specify a layout by supplying one coordinate per maximal segment;
together with the length and height of the bounding box this gives us a set of n + 1
real values to be determined in a way consistent with the given weight function and
layout. Each value of the weight function determines an equality constraint among
these variables, stating that a certain linear combination of differences of segment
positions equals the given perimeter. The constraints that the resulting layout be
equivalent to L may be translated into linear inequality constraints, stating that
the segment on the left side of each rectangle must have a smaller coordinate value
than the segment on the right, the segment on the bottom side of each rectangle
must have a smaller coordinate value than the segment on the top, and that the
three-way junctions appearing along any maximal segment of the layout appear
in the correct order.
The equality constraints determine a linear subspace S of Rn+1 which we may
find by Gaussian elimination. If there exists a layout L0 realizing w, then, by
Theorem 7, S contains only a single point with the same bounding box height and

2

2

5
2

2

Figure 3.10 The outer rectangles each contribute at most one unit of

shared boundary to the perimeter of the central rectangle,
which is too large to be realized.
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width as L0 , and hence has dimension at most two; conversely, if the dimension of
this linear subspace is greater than two we may immediately infer from Theorem 7
that no solution exists.
If the dimension of the subspace is at most two, on the other hand, we may
translate all the inequality constraints in Rn+1 into linear inequality constraints
in this two-dimensional subspace, and solve the resulting two-dimensional linear
program in linear time using standard algorithms (e.g. see [98]).

The same algorithm can be used to find an order-equivalent layout rather than
an equivalent layout, by restricting the inequality constraints to the subset that
determine order-equivalence.

3.6

Finding one-sided layouts

Recall that every proper triangulated plane graph has a rectangular dual, but not
necessarily a one-sided rectangular dual. Since one-sided duals are area-universal,
it is of interest to find a one-sided dual for a proper graph if one exists. Our overall
approach is, first, to partition the graph on its separating four-cycles; second, to
represent the family of all layouts for a proper graph as a distributive lattice,
following Fusy [58, 59]; third, to represent elements of the distributive lattice
as partitions of a partial order according to Birkhoff’s theorem [18]; fourth, to
characterize the ordered partitions that correspond to one-sided layouts; and fifth,
to search in the partial order for partitions of this type. Our algorithms are not
fully polynomial, but they are polynomial whenever the number of separating fourcycles in the given proper graph is bounded by a fixed constant, or more generally
when such a bound can be given separately within each of the pieces found in the
partition we find in the first stage of our algorithms.

3.6.1

Eliminating separating four-cycles

Recall that a separating four-cycle in a plane graph G is a cycle of four vertices that
has other vertices both inside and outside it. We say that a separating four-cycle
is nontrivial if the number of vertices inside it is greater than one. Although a
plane graph may have a quadratic number of separating four-cycles (for instance
this is true for the complete bipartite graph K2,n−2 ) it is possible to represent all
separating four-cycles in linear space by finding all maximal complete bipartite
subgraphs K2,i of G: a separating four-cycle is exactly a four-cycle in one of
these graphs that is not a face of G. Such a representation may be found in linear
time [49]. In an extended graph E(G), we allow the external vertices to be included
as part of its separating four-cycles.
If G is a proper graph with a corner assignment E(G), and C is a nontrivial
separating four-cycle in E(G) we may form two minors of G, the separation components of G with respect to C (see Figure 3.11). The inner separation component
GC is the subgraph induced by the vertices interior to the cycle, and its extended
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Figure 3.11 An extended graph with a nontrivial separating four-cycle

(left), its outer separation component (center), and its inner
separation component (right).

graph E(GC ) is the subgraph induced by the vertices on or interior to the cycle,
interpreting the vertices of C as a corner assignment for its interior vertices. The
outer separation component E(G) \ GC is formed by replacing the interior of C by
a single vertex. We define a minimal separation component of G to be a minor of G
formed by repeatedly splitting larger graphs into separation components until no
nontrivial separating four-cycles remain. A partition of E(G) into minimal separation components may be found in linear time by applying the algorithm for finding
all maximal complete bipartite subgraphs K2,i as described above, and then for
each such subgraph separating the exterior of the K2,i subgraph from each of the
subgraphs within one of the inner faces of the K2,i subgraph.
Lemma 20 An extended graph E(G) is dual to a one-sided layout if and only if
both its inner and outer separation components are dual to one-sided layouts.
Proof. In any layout dual to E(G), the region enclosed by the four rectangles of
the separating cycle C must be a four-sided polygon, that is, a rectangle. If we
modify a one-sided layout of E(G) by replacing the contents of this rectangle by
a single rectangular area, or by removing the exterior of this rectangle, we obtain
one-sided layouts of E(G) \ GC and E(GC ) respectively.
Conversely, suppose we have one-sided layouts of both E(G) \ GC and E(GC ).
We may transform the layout of the inner separation component E(GC ) so that
its bounding box matches the rectangle in the center of C in the layout for the
outer separation component E(G) \ GC , and combine these two layouts to obtain
a layout of E(G). The adjacencies between rectangles and maximal segments of
the combined layout are unchanged except for the segments bounding the central
rectangle. By the one-sidedness of the layout for the outer separation component,
each such segment forms a side of one of the rectangles dual to the vertices of C
(the inner rectangle on the other side of the segment has sides that are subsets
of the sides of the rectangles dual to C), and this property remains true in the
combined layout, which is therefore one-sided.
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Corollary 1 An extended graph E(G) is dual to a one-sided layout if and only if
all of its minimal separation components are dual to one-sided layouts.
Thus, if we seek to determine whether an extended graph E(G) is dual to a onesided layout, we may assume without loss of generality that E(G) has no nontrivial
separating four-cycles. The same idea of cutting the input on separating four-cycles
has been previously applied to the problem of finding sliceable duals for a given
proper graph [38, 104].

3.6.2

The lattice of regular edge labelings

Fusy [58, 59] (see also [128]) defines a family of moves by which one regular edge
labeling can be changed to another. Let C be a four-cycle in E(G) in which the
colors alternate between red and blue around the cycle. Then a move consists of
reversing the colors of the edges within C; when such a move is made, there can be
only one way of setting the orientations of the recolored edges. In a graph with no
nontrivial separating four-cycles, each move changes the edge labeling either of a
single edge (as shown in Figure 3.12) or of all four edges surrounding a degree-four
vertex. At each of the two or five vertices adjacent to the recolored edges, one
of the boundaries between incoming red edges, incoming blue edges, outgoing red
edges, and outgoing blue edges shifts by one position in the cyclic ordering of edges
around the vertex. These shifts are the same direction for each affected vertex,
and can also be interpreted as twisting the boundary between two rectangles in
the dual layout by 90 degrees in the opposite direction. Consider the graph with
one vertex per regular edge labeling of E(G) and with an edge between every two
labelings connected by one of these moves; direct each edge of this graph from
the labeling in which the boundaries are more clockwise to the labeling in which
the boundaries are more counterclockwise. Then this graph of labelings is acyclic
and defines a partial ordering on the family of all regular edge labelings of E(G).
Figure 3.13 shows an example, in which the edges in the graph of labelings are
directed from the lower labelings to the higher ones.

Figure 3.12 A move formed by recoloring the interior of an alternatingly-

colored four-cycle in a regular edge labeling, and its effect on
the dual rectangular layout. In the case shown, the cycle is
not separating: it contains a single edge of G, but no vertices.
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Figure 3.13 The family of rectangular layouts dual to a given extended

graph E(G), the corresponding regular edge labelings, and
the corresponding partial order partitions. Two layouts are
shown connected to each other by an edge if they differ by
reversing the color within a single alternatingly-colored fourcycle; these moves are labeled by the identity of the edge or
vertex contained by the four-cycle.

Moreover, as Fusy shows, the partial order defined in this way is a distributive
lattice. A lattice is a partially ordered set in which each pair of elements (a, b) has
a unique smallest upper bound (such an element is called the join of a and b and is
denoted a∨b) and a unique largest lower bound (such an element is called the meet
of a and b and is denoted a ∧ b). A distributive lattice is a lattice in which the join
and the meet operations are distributive over each other: a∨(b∧c) = (a∨b)∧(a∨c)
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and a ∧ (b ∨ c) = (a ∧ b) ∨ (a ∧ c). An element b of a lattice is said to cover an
element a if a < b and b are immediate neighbors in the lattice, that is, a < b and
there exists no element c such that a < c < b. In the distributive lattice defined in
this way from the regular edge labelings of E(G), the covering pairs are exactly the
pairs of labelings connected by Fusy’s moves. The minimal element of the lattice
may be found from any lattice element by repeatedly performing clockwise moves
until no more such moves are possible, and the maximal element may similarly be
found by repeatedly performing counterclockwise moves. We say that a sequence
of moves of the latter type, in which each move is counterclockwise, is monotone.
Birkhoff’s representation theorem [18] states that the elements of any finite
distributive lattice may be represented by sets, in such a way that the join and
meet operations may be represented by unions and intersections of sets. More
precisely, let P be the partial order induced by the subset of the lattice consisting
of elements that have exactly one predecessor in the covering relation. Then we
may represent any lattice element x by a partition of the partial order into two
sets (L(x), U (x)) where L(x) consists of the members y of P with y ≤ x and
U (x) consists of the remaining members of P . Clearly, L(x) is downward-closed
(if y ≤ z in P and z ∈ L(x), then y ∈ L(x)) and conversely U (x) is upwardclosed. If x and y are two members of the distributive lattice, then x ≤ y if
and only if L(x) ⊂ L(y) if and only if U (x) ⊃ U (y), x ∧ y is represented by the
partition (L(x) ∩ L(y), U (x) ∪ U (y)), and x ∨ y is represented by the partition
(L(x) ∪ L(y), U (x) ∩ U (y)). The lattice itself can be reconstructed as the set of
all partitions of P into downward- and upward-closed subsets (L, U ): each such
partition corresponds in this way to a lattice element x.

3.6.3

The partial order of flippable items

We have seen that the layouts of an extended graph E(G) may be described as
partitions of a partial order P into downward-closed and upward-closed subsets;
P is the order induced from the distributive lattice of layouts by the subset of
layouts that have exactly one downward neighbor. Our goal in this section is to
describe a partial order equivalent to P in a more concrete way, with elements
that are not whole layouts themselves but rather that correspond to individual
features of rectangular layouts and their dual graphs, in a way that helps us relate
the distributive lattice operations more closely to their effect on a layout. Our
more concrete partial order, and the partitions of it into subsets L(L) and U (L)
that correspond to each rectangular layout L, are depicted alongside the layouts
in Figure 3.13.
Define a flippable item in the extended graph E(G) to be either a degree-four
vertex v or an edge e that is not adjacent to a degree-four vertex, with the additional property that there exists some regular edge labeling of E(G) in which the
four-cycle surrounding v or e is alternately colored and oriented. Thus, a flippable
item is the edge that changes color, or the endpoint of a set of four edges that
change color, in some move of E(G). If x is a flippable item, and L is a rectangu-
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lar layout represented by an element of the distributive lattice of labelings, define
fx (L) as the number of moves involving x on any monotone sequence of moves
from the minimal lattice element to L.
The numbers fx (L) are in fact equivalent to the potentials defined by Felsner [56]. This equivalence can be shown using the theory developed by both
Fusy [59] and Felsner [56]. The following lemma can also be found in [56] for
potentials, but, for the sake of clarity, we include a proof using our notation.
Lemma 21 The number fx (L) is well defined and independent of the monotone
path chosen to reach L from the minimal element.
Proof. By Birkhoff’s theorem, the length of any two upward paths between two
elements of a distributive lattice is equal (it is equal to the size of the difference of
the downward-closed subsets of the partial order representing those elements). By
results of Birkhoff and Kiss [19], any three elements a, b, c of a distributive lattice
have a unique median m(a, b, c) = (a ∨ b) ∧ (a ∨ c) ∧ (b ∨ c) = (a ∧ b) ∨ (a ∧ c) ∨ (b ∧ c)
belonging to shortest paths between any two of the three items (Figure 3.14 right).
We prove by induction the following strengthening of the lemma: let L ≤ L0 be
two layouts. Then for any item x, and any two monotone paths from L to L0 ,
x is flipped the same number of times on both paths. Note that the number of
times x is flipped, modulo four, must be the same on both paths, as the color and
orientation of x may be determined from the number of flips modulo four.
As base cases for the strengthening, if the distance from L to L0 is one, there
can only be one monotone path, and if the distance is two, each path can flip x
only once while the number of flips of x on both paths must be the same mod
4, so x must be flipped equally often. To finish the induction, suppose that we
have two monotone paths π1 from L to L1 and π2 from L to L2 , such that we
can perform one more upward flip F1 from L1 to L0 and a flip F2 from L2 to L0 .
We must show that the number of flips of x on the two paths π1 F1 and π2 F2 are

L1

F1
F3

π1

L

m
π3

F2
F4

L2
π2

a
b
m(a, b, c)
c

L
Figure 3.14 Left: Notation for the proof of Lemma 21. Right: The me-

dian.
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equal. Let m = m(L, L1 , L2 ). Then there must exist a path π3 from L to m, and
flips F3 and F4 from m to L1 and L2 respectively, such that π3 F3 and π3 F4 are
monotone paths from L to L1 and L2 respectively. By induction the number of
flips of x on π1 equals the number of flips of x on π3 F3 , and the number of flips
of x on π2 equals the number of flips of x on π3 F4 . Thus, the numbers of flips of
x on L1 and L2 can only differ by one, and the numbers of flips of x on π1 F1 and
π2 F2 can only differ by two. But again, these numbers of flips must be equal mod
4, so the result holds.

Lemma 22 The number fx (L) is O(n), where n is the number of rectangles in
the layout.
Proof. Define a flipping graph where the nodes are the degree-four vertices and
non-degree-four edges of G and where two nodes are connected if they belong to
the same triangle of G. In any monotone sequence of moves, whenever a move
on x increases fx (L), then x cannot be flipped again until all its neighbors in the
flipping graph have been flipped. Therefore, if x and y are adjacent in the flipping
graph, fx (L) and fy (L) are always within one of each other. But because the
outer edges (or outer degree-four vertices) of the layout can never change color
or orientation, the flippable items adjoining them can have fx at most equal to
one. Therefore, the maximum value of fx (L) for any x is at most the length of the
shortest path in the flipping graph to one of the boundary nodes, and is O(n). 
Let L̂ denote the maximal element in the distributive lattice of labelings. We
define a partial order P (G) that has as its elements the pairs (x, i), where x is a
flippable element and i is an integer satisfying 0 ≤ i < fx (L̂). Thus, if element x
has k different states in different layouts, it participates in k − 1 pairs of P ; the
pairs correspond not to states but to transitions between states. In this partial
order P (G), we define (x, i) ≤ (y, j) when for all layouts L with fx (L) ≤ i, it holds
that fy (L) ≤ j; that is, it is not possible to move fy from j to j +1 prior to moving
fx from i to i + 1. We may represent a layout L by the partition of P (G) into two
subsets L(L) and U (L), where (x, i) ∈ L(L) when i < fx (L) and (x, i) ∈ U (L)
otherwise.
Lemma 23 We can construct P (G) in polynomial time.
Proof. We may compute fx (L̂) for each x, determining the set of elements in
P (G), by repeatedly performing downward moves in the lattice of layouts until we
reach the minimal layout, repeatedly performing upward moves from there until
we reach the maximal layout, and counting the number of times a move involves
each element x. The partial order of the pairs (x, i) may be determined from
the neighboring objects of x in E(G): we may make an upward move involving
pair (x, i) in layout L if there is no pair (x, i0 ) in U (L) with i0 < i and when the
regular edge labeling corresponding to L has the boundaries between incoming
red edges, incoming blue edges, outgoing red edges, and outgoing blue edges in a
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position that would allow such a move at each of the vertices affected by a move
at x. Each condition that one of these boundaries be in an appropriate position
can be characterized by a pair (x0 , i0 ) that must be moved prior to (x, i) in any
monotone sequence of moves starting from the minimal layout, where x and x0 are
two features of E(G) that belong to the same triangle. The minimal pair (x, i)
in U (L) can be characterized by a constraint that (x, i0 ) < (x, i) in the partial
order for each i0 < i. Thus, by such local considerations, we may find O(n2 ) order
relations between pairs in P (G) that include all covering relations in P (G). These
order relations define a directed acyclic graph from which the partial order P (G)
itself may be recovered as the transitive closure.

In Figure 3.13, each layout is placed next to the corresponding partition of P (G)
into two subsets L(L) and U (L). Among the eight layouts in the figure, five of
them have exactly one downward neighbor, and these five induce a partial order
that is isomorphic to P (G). This isomorphism is no coincidence:
Lemma 24 P (G) is order-isomorphic to the partial order P defined in Birkhoff ’s
representation theorem, and the representation of a layout as a partition of this
partial order is the same as the representation in Birkhoff ’s representation theorem.
Proof. We correspond elements of P (G) one-for-one with elements of P : each
element of P is a layout L with only one downward move, to a layout L0 . If this
move is on item x, then we associate L with the pair (x, i) where i = fx (L) − 1 =
fx (L0 ). This pair (x, i) is the single member of the singleton set L(L) ∩ U (L0 ).
Conversely, if (x, i) is any pair in P (G), we may associate with (x, i) a layout L
that has only one downward move, as follows: starting from L̂, repeatedly perform
downward moves that do not reduce fx (L) to i or below, until no more such moves
exist; let L be the resulting layout. Each move between two layouts changes
both the Birkhoff representation (L, U ) and the representation (L(L), U (L)) in
corresponding ways. Thus, the two representations are the same. Since P (G) and
P have a one-to-one correspondence between elements that causes the distributive
lattices of their partitions into downward and upward components to have the same
elements and the same covering relation, they must be order-isomorphic.

Thus, we may search through the space of all possible layouts for a given extended
graph by instead searching through partitions of P (G) into a downward-closed
and an upward-closed subset; the possible layouts correspond one-for-one with
partitions of this type. The layout represented by a given partition (L, U ) may be
found by starting from the bottommost layout in the partial order, and repeatedly
performing upward moves that do not increase fx (L) (where x is the flippable item
involved in the move) to a value i such that (x, i − 1) ∈ U , until no more such
moves are possible. In the following sections we will simply denote P (G) by P to
simplify notation.
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Order-theoretic characterization of one-sidedness

We say that a flippable item x is free in a layout L if there is a move on x available
in L, and fixed otherwise. Let F (L) denote the set of free flippable items for L. The
following characterization of this set follows immediately from our representation
of the distributive lattice of layouts in terms of the partial order P .
Lemma 25 F (L) consists of the items x such that some pair (x, i) is a minimal
element of U (L) or a maximal element of L(L).
We may then characterize the one-sided layouts in terms of F (L):
Lemma 26 Let layout L be dual to an extended graph E(G). Then L is one-sided
if and only if F (L) contains no edges of G.
Proof. If L is not one-sided, let s be a maximal segment of L with multiple
rectangles on both of its sides. Then some edge e of the layout from which s
is formed must have as one of its endpoints a T-junction formed by the corners
of two rectangles on one side of s, and must have on the other endpoint a Tjunction formed by the corners of two rectangles on the other side of s, as shown
in Figure 3.12. These four rectangles form an alternatingly-colored cycle in the
regular edge labeling dual to L, containing a single edge dual to e; thus, one may
perform a move on this cycle that recolors e, as shown in the figure, and e ∈ F (L).
Conversely, if an edge e belongs to F (L), the layout edge dual to e must be part
of a segment that (because of the alternating coloring of the regular edge labeling
cycle surrounding e) can be extended in both directions to a maximal segment of
L that is not one-sided. Thus, in this case, L is itself not one-sided.

Hence, the problem of finding a one-sided layout for E(G) becomes equivalent to
one of searching for a partition (L(L), U (L)) of the partial order P in which the
free items consist only of degree-four vertices.
As special cases, it follows from Lemma 26 that for an extended graph with
no flippable degree-four vertex, a one-sided layout exists iff there is exactly one
possible layout, for only in that case can F (L) be empty. Thus, we may find
such a layout by constructing any layout and testing if it is one-sided. In an
extended graph with a single flippable degree-four vertex, a one-sided layout must
be either the minimal or the maximal element of the distributive lattice of layouts,
for only those two elements can correspond to partitions (L, U ) in which L has
no maximal elements or U has no minimal elements. Thus, in this case, we need
merely construct both layouts and test them for one-sidedness.
Lemma 27 Let E(G) be 4-connected. Then E(G) has more than one regular edge
labeling.
Proof. Consider a regular edge labeling of E(G). Let C be a cycle of G that is
smallest, where the size of a cycle is the number of vertices on or inside C, with the
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property that it consists of four non-empty chains: a directed chain of red edges,
followed by a directed chain of blue edges, followed by another directed chain of
red edges and another directed chain of blue edges. Note that each pair of chains
with the same color must necessarily have opposite orientations. Since E(G) is
4-connected, C must exist, because the outer edges of G have this property. We
claim that each chain of C consists of at most one edge. This would imply that
this regular edge labeling has a move and the stated result follows. Assume that C
contains a chain with more than one edge. Assume without loss of generality that
this chain consists of red edges. Choose an internal vertex of this chain and follow
a directed sequence π of blue edges (either consistently following the direction of
the edges or the opposite direction) from this vertex going into C until it hits a
vertex on C again. The endpoints of π cannot be on the same chain, for then
the order of the different types of edges around one of these vertices would be
incorrect. One of the two cycles formed by C and π has the property described
above and is smaller than C, contradicting the fact that C is smallest.

Corollary 2 Let E(G) be 5-connected. Then every rectangular dual of E(G) is
not area-universal.

3.6.5

Searching for extreme sets

We have seen in the previous section that one-sided layouts correspond to partitions (L, U ) in which the maximal elements of L and the minimal elements of
U correspond to degree-four vertices of G. Each vertex v of G can only take one
of these roles: it can be a maximal element of L or a minimal element of U , but
not both, because only one move on v is possible in any layout. Thus, if G has
k degree-four vertices, then either the maximal elements of L or the minimal elements of U consist of at most k/2 members of P . This motivates the following
algorithm for finding one-sided layouts dual to a given graph G:
For each possible extended graph E(G) of the given graph G, and each minimal
component G 0 of the extended graph, test whether G 0 has a one-sided layout. If
every minimal component has a one-sided layout, form a layout for E(G) by gluing
these component layouts together. If some minimal component does not have a
one-sided layout, then neither does E(G). To test whether G 0 has a one-sided
layout, let k be the number of degree-four vertices in G 0 , and loop through all sets
S consisting of at most k/2 members of P (G 0 ), such that each member of S is a
pair (x, i) where x is a degree-four vertex of G and all such degree-four vertices are
distinct. For each set S of this type, form a partition (L1 , U1 ) in which L1 consists
of all elements in the partial order that are less than or equal to an element in
S; if U1 has no minimal elements corresponding to single edges of G then return
the one-sided layout corresponding to (L1 , U1 ). Otherwise, form another partition
(L2 , U2 ) in which U2 consists of all elements in the partial order that are greater
than or equal to an element in S. If L2 has no maximal elements corresponding to
single edges of G, return the one-sided layout corresponding to this partition. If
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neither partition formed in this way from each of the sets S gives rise to a one-sided
layout, then G 0 has no one-sided layout.
Theorem 10 Let K be the maximum number of flippable degree-four vertices in
any minimal separation component of G. Then the algorithm described above finds
a one-sided layout dual to G, if one exists, in time O(nK/2+O(1) ).
Proof. The correctness of the algorithm follows from the sequence of lemmas
above. The choice of the extended graph E(G) multiplies the number of steps of
the algorithm by a factor of O(n4 ). Within each minimal component G 0 we loop
through O(nK/2 ) sets S; there are O(2k ) ways to choose a set of at most k/2
distinct degree-four vertices, and there are O(nk/2 ) ways to choose numbers for
each degree-four vertex (note that we hide a constant in the base). For each set
we perform a polynomial amount of work. Thus, the total time is as stated.


3.6.6

Fixed-parameter tractability

Although conceptually straightforward, the algorithm of Theorem 10 is unsatisfactory from the point of view of fixed parameter tractability [107]: not just the
constant factor in the O-notation, but also the exponent of n, grows with the
parameter K. We address this shortcoming by describing an alternative fixedparameter-tractable algorithm for the same problem.
In a layout L of an extended graph E(G) with no nontrivial separating fourcycles, define an ordered pair (v, w) of degree-four vertices to be a stretched pair
if there is no sequence of upward moves from L that moves v without moving
w and no sequence of downward moves from L that moves w without moving

w

v

w

v

Figure 3.15 Two layouts with a stretched pair (v, w). From both layouts

there is no sequence of upward moves that moves v without
moving w and no sequence of downward moves that moves w
without moving v.
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v (see Figure 3.15). That is, if all relevant pairs belong to the partial order P ,
(v, fv (L)) > (w, fw (L)) and (v, fv (L)−1) > (w, fw (L)−1). We introduce a special
symbol ∅, and we also define (v, ∅) to be a stretched pair if v is in its maximal state
(fv (L) = fv (L̂)) and we define (∅, w) to be a stretched pair if w is in its minimal
state (fw (L) = 0). Thus, the stretched pairs form a directed graph on the vertex
set V consisting of the degree-four vertices together with the special symbol ∅. We
say that a stretched pair (v, w) fixes an edge e if (v, fv (L) − 1) ≥ (e, fe (L) − 1) (or
v = ∅ and fe (L) = 0) and (w, fw (L)) ≤ (e, fe (L)) (or w = ∅ and fe (L) = fe (L̂)).
Lemma 28 If an edge e is fixed by a stretched pair, e cannot belong to F (L).
Proof. Let the stretched pair be (v, w). Because (v, fv (L)−1) ≥ (e, fe (L)−1) (or
v = ∅ and fe (L) = 0), (e, fe (L) − 1) is not a maximal element of L(L). Similarly,
(e, fe (L)) is not a minimal element of U (L), because (w, fw (L)) ≤ (e, fe (L)) (or
w = ∅ and fe (L) = fe (L̂)). Therefore, e is fixed in L.

Lemma 29 Upward moves on flippable items that are part of the same triangle
of G have a strict cyclical order.
Proof. First assume that the triangle consists of three edges e1 , e2 , and e3 not
incident to degree-four vertices. In every valid regular edge labeling, a triangle (i)
cannot be mono-colored and (ii) the two edges with the same color must both be
oriented towards or from the shared vertex. Let e1 and e2 have the same color
in a layout L. Any move on e3 would violate property (i). Furthermore, it is
easy to verify that we cannot do an upward move on both e1 and e2 (if this is
allowed by the surrounding edges). Assume that we can do an upward move on
e1 resulting in L0 . In L0 we cannot do a move on e2 . Another upward move on e1
can only be performed after performing upward moves on all surrounding edges,
including e2 and e3 . Hence we can only do an upward move on e3 . Continuing
this argumentation, the sequence of upward moves on e1 , e2 and e3 from L must
be e1 , e3 , e2 , e1 , . . .. Hence the upward moves on e1 , e2 and e3 must follow a strict
cyclical order. If a triangle contains a degree-four vertex, only two flippable items
v and e are part of this triangle. Using similar argumentation as above, upward
moves on v and e have to alternate and hence these moves also must follow a strict
cyclical order.

Lemma 30 Let (y, j) cover (x, i) in the partial order P . Then x and y belong to
the same triangle of G.
Proof. If (y, j) covers (x, i), there must exist a monotone sequence of moves, starting from the minimal element of the distributive lattice of regular edge labelings,
such that the penultimate move of the sequence changes fx (L) from i to i + 1 and
the final move of the sequence changes fy (L) from j to j + 1. But if x and y did
not belong to the same triangle of G, then the four-edge cycle surrounding y would
not have its colors or orientation changed by the move on x, and the final move on
y could have been performed one step earlier, contradicting the assumption that
(y, j) covers (x, i) in the partial order.
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Lemma 31 Suppose (x, i), (x, i + 1), (y, j) and (y, j + 1) all belong to P . Then
(x, i) ≤ (y, j) if and only if (x, i + 1) ≤ (y, j + 1).
Proof. By Lemma 30 it suffices to prove that, if (y, j) covers (x, i) then (y, j +1) ≥
(x, i + 1). For, if we can prove this, then the opposite implication, that if (y, j +
1) covers (x, i + 1) then (y, j) ≥ (x, i) will follow by clockwise-counterclockwise
symmetry. And, if (y, j) ≥ (x, i) but (x, i) and (y, j) do not form a covering pair,
then we can find a chain of covering pairs connecting them in the partial order,
and this result will prove that there exists a corresponding chain of order-related
pairs four steps higher, proving that (y, j + 1) ≥ (x, i + 1). By Lemma 29 and
30, upward moves on x and y alternate if (y, j) covers (x, i). It easily follows that
(x, i) ≤ (y, j) iff (x, i + 1) ≤ (y, j + 1).

Lemma 32 Layout L is one-sided if and only if every flippable edge e is fixed by
some stretched pair.
Proof. If e is in its minimal state in L, let v = ∅; otherwise, (e, fe (L) − 1) belongs
to L(L) and there is a maximal element (v, fv (L)−1) of L(L) above it in the partial
order. If e is in its maximal state in L, let w = ∅; otherwise, (e, fe (L)) belongs to
U (L) and there is a minimal element (w, fw (L)) of U (L) below it in the partial
order. We claim that (v, w) is a stretched pair. For, if all relevant pairs exist
in P , then P contains a chain of inequality (v, fv (L)) ≥ (e, fe (L)) ≥ (w, fw (L))
where the first inequality arises by Lemma 31 and the second comes from the
construction of w. Using Lemma 31, we also get (v, fv (L) − 1) ≥ (w, fw (L) − 1),
so (v, w) must be stretched in L.

Lemma 33 If an edge e is fixed by a stretched pair (v, w) in layout L, then e is
fixed in any layout for which (v, w) are stretched.
Proof. Assume that (v, w) are stretched in L0 , so that (v, fv (L0 )) ≥ (w, fw (L0 )).
This means that fv (L0 ) − fv (L) = fw (L0 ) − fw (L), because if fv (L0 ) − fv (L) <
fw (L0 ) − fw (L), then, by Lemma 31, (v, fv (L) − 1) ≥ (w, fw (L)), which implies
that L does not exist. Also, because of Lemma 31 and (v, fv (L)) ≥ (w, fw (L)), it
must hold that fv (L0 ) − fv (L) ≤ fw (L0 ) − fw (L). Now let k = fv (L0 ) − fv (L) =
fw (L0 ) − fw (L). Because e is fixed in L, we get that (e, fe (L) − 1) ≤ (v, fv (L) − 1)
and (w, fw (L)) ≤ (e, fe (L)). By Lemma 31 we also get that (e, fe (L) + k − 1) ≤
(v, fv (L0 ) − 1) and (w, fw (L0 )) ≤ (e, fe (L) + k). This implies that k = fe (L0 ) −
fe (L), from which the lemma follows.

Lemma 34 Let H consist of a set of pairs (v, w) that should be stretched. Then
in polynomial time we may determine whether there exists a layout L of E(G) in
which all pairs in H are stretched.
Proof. We perform a sequence of upwards moves, starting from the minimal layout, until either a layout satisfying the requirements of H is found or we reach the
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maximal layout L̂. At each step, if the current layout L does not already meet the
requirements, it must contain a pair (v, w) that should be stretched but aren’t.
If v = ∅, we terminate the search, as no sequence of upward moves can make w
minimal if it isn’t already. Otherwise, we find a pair (x, fx (L)) that is minimal in
U (L) and below the pair (v, fv (L)) (possibly v = x), and move upwards on x. Such
a move must eventually be made to reach any layout that meets the requirements
of L and is above L in the distributive lattice, so each move preserves the set of
valid solutions and a solution will eventually be found if one exists.

Theorem 11 Let K be the maximum number of degree-four vertices in any minimal separation component of E(G), as before. Then it is possible to find a one-sided
2
layout for E(G), if one exists, in time 2O(K ) nO(1) .
Proof. As above, we test each minimal separation component separately. Within
each minimal separation component, we try all possible choices of the information
H, consisting of a set of stretched pairs. For each value of H, we determine whether
2
the stretched pairs in H fix all of the edges in E(G). There are 2O(K ) choices,
and each can be tested in polynomial time by Lemma 34.

2

It may be possible to improve the 2O(K ) term in this time bound to 2O(K log K) , by
using the embedding structure of E(G) to restrict the graph of stretched pairs to
be a planar graph, but we have not worked out the details of such an improvement.

3.7

Layouts with given dual spanning trees

Rinsma [116] considered the question of finding a cartogram for a given weight
vector, such that the dual graph G has a given tree T as its spanning tree. She
showed that, by a simple layout process in which the root of T is placed at the
bottom of a layout and recursively constructed layouts for its children are placed
above it, such a cartogram can always be found. However, her layouts are not,
in general, area-universal. For instance, in the layout shown in the center of
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Figure 3.16 A dual spanning tree T , Rinsma’s non-area-universal layout,

and our area-universal layout for T .
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Figure 3.16, produced by her algorithm, the line segment with rectangles D and
F to its left and with rectangles G and H to the right is not one-sided, showing
that the tree in this example leads to a non-area-universal layout according to her
algorithm.
However, a simple modification of Rinsma’s layout process can be used to generate area-universal layouts that have the given tree as a spanning tree of the dual.
The method produces layouts in which the root of a tree either covers the entire
bottom edge of the layout or the entire left edge of the layout. For a given tree,
to find a layout with the root at the bottom, use the same algorithm recursively
to generate layouts for each subtree rooted at a child of the root with the child
at the left, and place these subtree layouts in left-to-right order above the bottom
root rectangle. Symmetrically, to find a layout with the root on the left, use the
same algorithm recursively to generate layouts for each subtree rooted at a child
with the child on the bottom, and place these subtree layouts in bottom-to-top
order to the right of the root rectangle. Thus, for a given tree, the layouts with the
root at the bottom and with the root at the left are mirror images of each other,
as reflected across a line with slope one. The area-universal layout resulting from
this algorithm for the same example tree is shown on the right of Figure 3.16.
Theorem 12 For any tree T the algorithm described above finds an area-universal
layout, having T as a spanning tree of the dual, in time linear in the size of T .
Proof. At each level of the recursion, each child is placed adjacently to the root
of its subtree, so T is a spanning tree of the dual, and the algorithm clearly runs in
linear time. Each maximal segment of the layout, other than the outer boundaries
of the root rectangle, either separates the root of a subtree from its children or one
child subtree from the next child subtree. If the segment separates the root of a
subtree from its children, it forms a side of the root rectangle, and if it separates
one child subtree from the next, it forms a side of the root of the second subtree.
Thus, each maximal segment is the side of a rectangle and hence the layout is
one-sided. The result follows by Theorem 8.


3.8

Conclusions and open problems

We presented a simple necessary and sufficient condition for a rectangular layout
to be area-universal. We also described how to find a layout that is equivalent or
order-equivalent to a given layout and that realizes a given weight function as a
cartogram. For a given graph G, we presented an algorithm to find a one-sided
and hence area-universal layout dual to G. Unlike much past work on rectangular
layouts, we did not restrict our attention to sliceable layouts, dual graphs without
separating four-cycles, or other such special cases.
There remain several questions for further investigation. An important problem
in the generation of rectangular layouts with special properties, that has resisted
our lattice-theoretic approach, is the generation of sliceable layouts. If we are
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given a graph G, can we determine whether it is the graph of a sliceable layout
in polynomial time? Also, even though we have an algorithm for finding areauniversal rectangular cartograms, it is not fully polynomial, and it would be of
interest to find faster algorithms or determine if it is NP-complete to test whether
an area-universal cartogram exists for a given dual graph. Finally, if an areauniversal cartogram does not exist, but we are given an area assignment or a range
of area assignments, can we efficiently find a layout realizing this assignment or
assignments? Past work on related problems suggests that such problems might
be difficult [17].
Moving beyond layouts, there are several other important combinatorial constructions that may be represented using finite distributive lattices, notably the
set of matchings and the set of spanning trees of a planar graph, and certain sets
of orientations of arbitrary graphs [110]. It would be of interest to investigate
whether other algorithms that have been developed in the more general context
of distributive finite lattices [111] might fruitfully be applied to lattices of rectangular layouts. Recently, the same framework of reducing to a partial order has
successfully been used to construct adjacency-preserving spatial treemaps [25].

Chapter 4

Necklace Maps
4.1

Introduction

Statistical data associated with collections of geographic regions (like countries,
states, or provinces) is nowadays globally available in large amounts and hence
automated methods to visually display this kind of data are in high demand.
Typical data sets are population, income, or production of various goods. As described in Chapter 1, there are several well-established thematic map types for
quantitative data on the ratio-scale associated with regions, specifically, choropleth maps, cartograms, and proportional symbol maps. However, all these maps
suffer from limitations. Choropleth maps tend to overemphasize large regions and
can generally only be used for data that is uniformly distributed within each region. Cartograms deform the underlying regions according to the data, which can
make the map virtually unrecognizable if the data value differs greatly from the
original area of a region or if data is not available at all for a particular region.
Finally, proportional symbol maps can appear very cluttered with many overlapping symbols if large data values are associated with small regions. In such cases,
the underlying map is hardly visible, making it difficult to associate symbols with
the correct regions.
In this chapter we propose a novel type of quantitative thematic map, called
necklace map, which overcomes the limitations described above. Necklace maps
combine elements of proportional symbol maps and boundary labeling. The underlying two-dimensional map is projected onto a one-dimensional curve (the necklace) that surrounds the map regions. The projection maps each region of the
input map to a contiguous interval on the necklace in such a way, that the interval
captures the global location of the region with respect to the necklace. Just as
with proportional symbol maps, a symbol (most commonly a disk or a square)
is scaled such that its area corresponds to the data for a particular region. The
symbol is then placed inside the corresponding interval on the necklace. We show
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how to optimize the symbol sizes such that all symbols are as large as possible and
can be placed without overlap inside their intervals.
Necklace maps appear clear and uncluttered and allow for comparatively large
symbol sizes. They visualize data sets well which are not proportional to region
sizes and which do not contain data for all regions of the input map. The linear
ordering of the symbols along the necklace facilitates an easy comparison of symbol
sizes. Necklace maps also allow for a simple integration of flows between symbols
and are suitable to display multi-variate data. Finally, one map can contain several
nested or disjoint necklaces to visualize clustered data. The advantages of necklace
maps come at a price: the association between a symbol and its region is weaker
than with other types of maps. Interactivity can help to strengthen this association
if necessary.
We present an automated approach to generate necklace maps. Given the order
of n symbols along a necklace, we can optimize the symbols sizes in O(n log n)
time. Without a given order, optimizing the symbol sizes is an NP-hard problem
for which we implemented an exact algorithm that is fixed-parameter tractable in
the thickness of the region intervals on the necklace. That is, our algorithm scales
to an arbitrary number of symbols per necklace, as long as no point of the necklace
is covered by more than 15 region intervals. In practice this means that a map of
the U.S. states can be computed in a few seconds, and a world map is feasible if
continents are assigned different necklaces. There are several optimization choices
for the final placement of the symbols which can be controlled interactively by the
user. We showcase the results of experiments with various data sets and maps
using one or more nested or disjoint necklaces.
The remainder of this chapter is organized as follows. Section 4.2 discusses related work and visually compares necklace maps to proportional symbol maps and
cartograms. Section 4.3 formally defines necklace maps and their quality criteria. Section 4.4 presents our algorithms to compute necklace maps with a single
necklace. Section 4.5 discusses various extensions: necklace maps with multiple
necklaces, either nested or disjoint, integration of flows between symbols or between necklaces, and options for the display of multi-variate data. In Section 4.6
we give some technical details about our implementation and we experimentally
evaluate some measurable properties of our algorithm.

4.2

Related work

Choropleth maps are probably the most commonly used type of quantitative
thematic map. Recall that regions of the map are shaded or patterned according
to their data values. Despite being a very intuitive mapping technique, choropleth
maps are ill-suited to visualize absolute values: users tend to mentally integrate
over the region areas and will interpret all data as densities. Furthermore, large
regions tend to be overemphasized. Choropleth maps generally should be used
only for regions of near-uniform size and shape and for data that is uniformly
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Figure 4.1 Internet users in Africa in 2002 per thousand inhabitants.

Top: a world cartogram, Africa is magnified. c Copyright
2006 SASI Group (University of Sheffield) and Mark Newman
(University of Michigan). Bottom: a necklace map, displaying
only regions with a value of at least ten.

distributed within each region. See the books by Dent [41] and Slocum et al. [122]
for a detailed discussion of these issues.
Cartograms scale the regions of the input map such that the area of each region
represents its data value. Recall that there are several different types of cartograms. Contiguous area cartograms have deformed regions so that the desired
sizes can be obtained and the adjacencies kept. Various algorithms have been
proposed to create this kind of cartogram [44, 47, 64, 82, 85, 129]. Contiguous
area cartograms perform best if the data values are somewhat related to the area
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of the input regions. Since each region must be shown, it is difficult to incorporate
missing data or use thresholding to concentrate on a meaningful subset. If the
data values are significantly smaller or larger than the original region sizes, then
the map might become virtually unrecognizable. See, for example, Figure 4.1,
which shows Internet users in Africa. The cartogram (which shows this data for
the whole world) makes it very clear that there are few internet users in Africa,
however, the (thresholded) necklace map lets us see where the few users actually
are. (Note the comparatively small country Gambia which has a significant number of internet users.) Also, it is generally hard to judge the size of regions in
contiguous area cartograms.
Circular cartograms [43] represent each region with a circle which is scaled such
that its area corresponds to the data value. The circles are placed without overlap
and in such a way that region adjacencies and relative positions are maintained
as well as possible. Such a placement is often achieved via iterative methods and
the results are not always satisfactory. Symbols might be moved far from their
initial position and in arbitrary directions, making it difficult to find the symbol
of a particular region. See, for example, Figure 4.27 bottom, which shows the
Olympic medal count. The circle of Italy lies above Switzerland and France is in
the south-east of the Netherlands.
Rectangular cartograms [112] represent each region by a rectangle. Rectangles
and circles both have the advantage that the sizes (area) of the regions can be
estimated comparatively well. However, the rectangular shape is not very recognizable and it imposes limitations on the possible layout, making it difficult to
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Figure 4.2 GDP drop in 2009 as percentage change on 2008. Left: a
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are placed on region centroids.
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maintain region adjacencies. There are several algorithms to construct rectangular cartograms [28, 89, 123]. Other related approaches which loosen the adjacency
requirements but keep some spatial proximity of the rectangles are rectangular
map approximations [71] and spatial treemaps [140].
Proportional symbol maps place scaled symbols or diagrams directly on the
input map, often on the centroid of the regions. The symbol, most commonly
a disk or a square, is scaled such that its area corresponds to the data value
of the region. Algorithms for symbol maps and diagram placement are given
in [31, 88]. Since symbols tend to have simple shapes, their areas can be estimated
comparatively easily. However, overlapping symbols or large symbols associated
with small regions can make it difficult to determine which region a symbol is
associated with and to accurately judge its size. See, for example, Figure 4.2,
which shows the GDP drop in parts of Western Europe. Symbol sizes for both the
necklace and the symbol map are equal, but it is significantly harder to compare
symbols sizes accurately with the symbol map. In an interactive setting, morphing
from one map to the other might give the user both clarity and increased spatial
association.
Boundary labeling is frequently used in medical and technical drawings. Comparatively large labels are placed around an axis-parallel rectangle that contains
the points or areas to be labeled. Each label is connected to its site with a polygonal line, a leader, and no two leaders intersect. Labels tend to have the same
(fixed) height and the main algorithmic problem is to find the optimal order of
labels around the rectangle. This question was first studied by Bekos et al. [11].
Necklace maps contain some elements of boundary labeling, insofar, that the symbols are placed close to the boundary of the input map. However, symbol sizes are
neither equal, nor fixed, and geographic constraints for symbol placements have to
be obeyed. Furthermore, necklace maps do not need leaders, since the association
between region and symbol is created via spatial proximity and color coding.

4.3

Necklace maps

A necklace map is a thematic map and as such consists of two components: an
underlying geographic map and the thematic overlay. Necklace maps are intended
to display quantitative data on the ratio-scale associated with regions. (Data on
the ratio scale has a meaningful zero [122].) The thematic overlay consists of
symbols which are associated with the regions of the input map. Just as with
symbol maps each symbol—most commonly a disk or a square, although other
shapes are possible—is scaled such that its area corresponds to the data value
associated with its region. The symbols are then placed without overlap on one
or more necklaces: curves that enclose the regions of the input map. A good
necklace map preserves as much of the spatial relation between a symbol and its
region as possible. Each (two-dimensional) region of the input map is projected to
a contiguous (one-dimensional) interval on a necklace in such a way that the global
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location of the region with respect to the necklace is preserved (see Figure 4.3 left).
Symbols are restricted to lie with their centers within their interval on the necklace.
See Figure 4.3 right: the center of the necklace lies in France and the symbols are
encountered in approximately the same order and direction as their regions lie
with respect to the necklace center.
The shape of the necklaces is an important factor in the visual appearance of
a necklace map. Circles and ellipses are highly symmetric geometric shapes that
detract little attention from the symbol sizes. They leave the interior of the map
largely unoccupied and hence the geographic information of the base map visible.
Furthermore, such necklace shapes allow for an easy integration with choropleth
maps or flows. However, it can also be desirable to use necklace shapes that
are similar to the global shape of the input regions (see, for example, Figure 4.1
bottom) or which are not closed. In principle any star-shaped open or closed curve
can be used as a necklace, however, our implementation is restricted to cubic Bsplines. A curve is star-shaped if there exists at least one point that can see the
complete curve—this point, the center of the necklace which necessarily lies in the
interior in case of a closed curve, is needed to define the projection from the input
regions onto the necklace.
A necklace map communicates its message via the sizes of its symbols—both
their actual size and the ratio between sizes. A significant body of work (theoretical
as well as user studies) discusses which sizing communicates the difference between
quantities most effectively, see the books by Dent [41] and Slocum et al. [122]
for details. Three basic types of scaling are the following: mathematical scaling
sizes the areas of the symbols in direct relation to the data, perceptual scaling
enlarges larger symbols beyond their mathematically correct size to compensate
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Figure 4.3 Left: region intervals on a necklace. Right: energy consump-
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for humans’ inability to judge the relative sizes of area symbols accurately, and
range grading subdivides the data into classes. All necklace maps in this chapter
use mathematical scaling.
Quality criteria. The quality of a necklace map is determined by several factors.
We assume that the necklace is given and fixed. Recall that the center of each
symbol is restricted to lie inside its interval on the necklace.
• Good symbol positions—the intervals on the necklace capture the spatial
relation of regions and necklace well.
• Maximal symbol size.
• Disjoint symbols.
• Suitable order of symbols along necklace—symbols which are neighbors on
the necklaces correspond to neighboring regions.
There is a clear trade-off between the first two quality criteria: large intervals enable large symbol sizes in exchange for inferior symbol positions. In one extreme,
each interval is the whole necklace, so symbol placement is arbitrary and symbol
size can easily be maximized. However, most spatial associations between symbols
and areas will be lost. In the other extreme each symbol location on the necklace
is specified as close as possible to its region. Symbols will usually remain quite
small as a result. Note that we do not consider occlusion of the base map by
symbols as a quality criterium. We assume that the choice of the necklace avoids
this problem, even though this is not the case for all our maps. In Section 4.6
we compare the amount of occlusion of the base map of necklace maps with proportional symbol maps. In the following we present an algorithm that computes
high-quality necklace maps. We give several approaches to map the regions to
their necklace intervals and we show how to maximize symbol sizes while keeping
all symbols disjoint.

4.4

Computing necklace maps

Here we describe how to compute a necklace map with a single necklace. The
extension to several necklaces is described in Section 4.5.
Definitions and notation. Before we can describe our algorithm we first need
to introduce some definitions and notation. Our input consists of a set of polygons P = {P1 , . . . , Pn } representing the geographic regions and a positive weight
function W : P → R representing the data set. To simplify notation we define
wi = W(Pi ). In the case of multi-polygon regions, such as the US or Indonesia, we
either choose one representative polygon (contiguous US) or use the convex
Pn hull of
all polygons. We assume that the data values are normalized, that is, i=1 wi = 1.
We are also given the necklace: a star-shaped curve C with center v = (x, y). For
ease of explanation we assume the symbols Si to be circles, our algorithm extends
to other symbol shapes in a straightforward manner. We represent the location
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of the center of a circle Si by an angle αi relative to the center v of the necklace C. The global scaling factor for all symbols is denoted by ρ. Since we use
√
mathematical scaling, the radius of each symbol Si in the final map is ρ wi .
For every polygon Pi we compute a single contiguous interval Ii = [ai , bi ] on the
necklace with one of the methods described in the next subsection. The feasible
interval Ii represents all acceptable angles to place Si , counter-clockwise from ai
to bi . We now say that a placement consisting of αi (1 ≤ i ≤ n) and ρ is feasible
if the following holds: (i) all Si are disjoint, and (ii) αi ∈ Ii for all 1 ≤ i ≤ n. Our
goal is hence to find a feasible placement that maximizes ρ. Given such a feasible
placement we use a variety of approaches to improve the location of each symbol
while keeping ρ fixed. Our algorithm can be summarized as follows:
Algorithm
1. compute
2. optimize
3. optimize

4.4.1

NecklaceMaps(P, W, C)
feasible intervals (see Section 4.4.1)
symbol sizes (see Section 4.4.2–4.4.5)
symbol placements (see Section 4.4.6)

Computing feasible intervals

Depending on the type of input data and the input map different projections
from regions onto necklace intervals can be suitable. Below we describe three
approaches, which have been implemented in our system and lead to very good
results with various data sets and maps. Motivated by our application, we assume
that |I| < π for all intervals I.
Centroid Intervals. Consider the ray from the center v = (x, y) of the necklace
C through the centroid (xi , yi ) of a polygon Pi . The intersection between this ray
and the necklace C at angle βi can be considered a logical choice to place Si . The
feasible interval Ii is then defined as a constant-sized interval of size c around βi

Figure 4.4 Left: centroid intervals. Right: wedge intervals.
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(see Figure 4.4 left). The value c can be a constant or depend on the number of
regions n. Hence, using this method, the feasible intervals are computed as follows:
c
c
Ii = (βi − , βi + ), where βi = atan2(yi − y, xi − x)
2
2

(4.1)

Note that with this method the length of all intervals is the same. However it is
reasonable to assume that for larger regions, a larger interval is acceptable. If that
is the case, then one should use one of the other two types of intervals.
Wedge Intervals. To strengthen the relation between the symbols and the regions, we can define the feasible intervals Ii to have a clear geometric meaning. We
say that an angle α is acceptable for Si if the ray from the center of C at angle α
passes through Pi . Then Ii is the smallest interval containing all acceptable angles
for Si . In other words, Ii represents the smallest wedge of C containing Pi (see
Figure 4.4 right). Note that with this definition all angles are acceptable for the
symbol Sj belonging to the polygon Pj that contains the center of C. Since this is
generally undesirable, we use the centroid interval for this particular symbol Sj .
With this method the relation between symbols and regions is relatively clear.
However, wedge intervals do not take the data values into account. Wedge intervals
of small regions are small, which can lead to sub-optimal maps if large data values
are assigned to small regions. Hence we consider also density-dependent intervals.
Density-dependent Intervals. We can adapt the intervals depending on the
data set. Consider an interval of angles I. If an interval Ii is completely contained
in I (Ii ⊆ I), then Si must be placed in the interval I. We define the density of I
as follows:
1 X √
wi
(4.2)
δ(I) =
|I|
i|Ii ⊆I

Figure 4.5 Density-dependent intervals.
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Figure 4.6 Necklace map using centroid (left), wedge (middle), and den-

sity dependent (right) intervals.

We enforce an upper bound on the maximum density maxI δ(I) ≤ c, where c
is a parameter that can be set by the user. For this, we change the sizes of
the intervals iteratively. Whenever we find an interval I for which δ(I) > c, we
enlarge the intervals contained in I until δ(I) ≤ c (see Figure 4.5). We continue
this process until maxI δ(I) ≤ c. Note that the complete process requires us
to check only O(n2 ) intervals. Of course, enlarging the intervals weakens the
spatial relation between regions and symbols. The parameter c in fact controls
the trade-off between symbol sizes and symbol positions. We can further improve
this procedure by considering the fact that the outer two symbols placed in I are
not completely contained in I. In fact half of these symbols can lie outside of I
and should be excluded when computing δ(I). The effect of the different types of
intervals is depicted in Figure 4.6.

4.4.2

Optimizing symbol sizes

After computing the intervals, we can proceed with finding a feasible solution that
maximizes ρ. Because all symbols have to be placed on C, this is essentially a
1-dimensional problem. However, we do need to know which part of C is covered
√
by a symbol Si with radius ρ wi . In case C is a circle with radius R, we compute
the following.
√
ρ wi
0
)
(4.3)
wi = asin(
R
√
It is easy to verify that a symbol with radius ρ wi exactly covers a wedge of angle
2wi0 of C, if C is a circle (see Figure 4.7 left). We call wi0 the covering radius of Si .
If C is not a circle, computing the covering radius is somewhat more involved. If C
is a circle, then the part of C that is covered by Si is independent of the position
of Si . This is no longer the case if C is an ellipse or a cubic B-spline.
For a given position and size of a symbol Si , we determine the part of the
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γ1
wi

γ
γ2

Figure 4.7 Covering radius. Left: on circle. Right: on spline.

necklace covered by Si , or the covering radius wi0 , as follows. Let Si be at an angle
γ from the center of the necklace. We trace from the center of Si along the necklace
in both directions. Let γ1 and γ2 be the angles where the necklace leaves Si . Then
the part of the necklace covered by Si extends from γ1 to γ2 . Since we cannot
compute γ1 and γ2 exactly, we step through the necklace to approximate them. We
can then define the covering radius at angle γ as wi0 (γ) = max(γ2 −γ, γ −γ1 ). Note
that, using this definition, the wedge from γ1 to γ2 does not necessarily contain
the symbol (see Figure 4.7 right). Since Si can be placed anywhere in its interval
Ii , we use the largest covering radius for all possible placements of Si . Thus, the
covering radius of a symbol Si is defined as follows.
wi0 = max wi0 (γ)
γ∈Ii

(4.4)

Also in this case we step through a number of values of γ to approximate wi0 .
Although this always over-estimates the part of the necklace covered by a symbol,
this error is limited as long as the necklace is fairly close to a circle. Alternatively,
instead of using the precomputed wi0 , we can compute the (exact) covering radius
wi0 (γ) when needed for an angle γ during the subsequent stages of our algorithm.
This will give better results, but it makes our algorithm much more complicated
and results in only a slight improvement. Hence we do not consider such an
improvement.
With the covering radii, we can describe our problem as the following 1-dimensional problem. Find angles αi (1 ≤ i ≤ n) such that:
• αi ∈ Ii or ai ≤ αi ≤ bi for 1 ≤ i ≤ n
• The intervals [αi − wi0 , αi + wi0 ] are disjoint.
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We consider two variants of this problem:
Fixed-Order: We are given a fixed order in which the symbols must be placed
on the necklace (for example determined by the centers of the intervals).
Any-Order: We can place the symbols in any order as long as the placement is
feasible.
In the following sections we give several algorithms to optimize the symbol sizes.
Here we make the simplifying assumption that for each symbol Si we are given
a radius ri such that, for a given ρ, the covering radius is simply wi0 = ρri . All
algorithms extend to the “real” covering radius at small additional cost.
In Section 4.4.3 we give an O(n log n) time algorithm to solve the Fixed-Order
problem. The Any-Order problem can be cast as a scheduling problem. In Section 4.4.4 we first review related work, before proving that the Any-Order problem
is NP-hard for wedge intervals. The status of Any-Order for centroid intervals is
open. However, our algorithm for the Fixed-Order problem, when used with the
order induced by the region centroids, results in a factor 12 -approximation for the
Any-Order problem and centroid intervals. In Section 4.4.5 we present an exact
algorithm to solve the decision version of the Any-Order problem for a given ρ.
This algorithm is fixed-parameter tractable in the thickness K of the input, that
is, the maximal number of intervals any point on the necklace is contained in.
Our algorithm runs in O(n log n + n2 K4K ) time. For geographic maps K rarely
exceeds 10, making thickness a quite natural parameter choice. We also present
a heuristic variant which runs in O(n log n + nK2K ) time. This heuristic found a
feasible solution (if one existed) in all our experiments.

4.4.3

Fixed-Order

In this section we are given a fixed order in which to place the symbols on the
necklace. We assume that the symbols are numbered in this particular order, with
an arbitrary symbol as S1 . We first consider the problem on a line. Consider a
subset of symbols from Si to Sj . The centers of all symbols Sk (i ≤ k ≤ j) must
be placed between ai and bj (see Figure 4.8). Note that half of Si and half of
Pj
Sj can be outside of [ai , bj ]. Let rij = k=i rk , then the scale factor for these
b −ai
symbols can be at most ρij = 2rijj−ri −r
. Let ρ∗ = mini,j|i<j ρij , then, based on
j
∗
the arguments above, ρ is an upper bound for the optimal scale factor. In fact,
it is the optimal solution.
Lemma 35 The optimal scale factor for the Fixed-Order problem on a line is ρ∗ .
Proof. Consider an optimal placement with scale factor ρ and move all symbols
as far to the left as possible. There must be one symbol Sj that is placed on
the rightmost position of its interval, namely bj . If this is not the case, ρ is
not optimal, since we can slightly grow the symbols such that they stay in their
intervals. Choose the largest i < j such that Si is placed on the leftmost position
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Figure 4.8 All centers of symbols S2 . . . S6 must lie between a2 and b6 .

of its interval, namely ai . If there is no empty space in the interval [ai , bj ], then
ρ = ρij ≥ ρ∗ and hence ρ∗ = ρ, since ρ∗ is an upper bound for the optimal scale
factor. Otherwise there is some empty space between a symbol Sk and Sk+1 . But
then, since all symbols are moved to the left as far as possible, Sk+1 must be placed
on ak . This contradicts the choice of Si .

We compute ρ∗ using the following divide and conquer algorithm. We first split the
problem into two subproblems of roughly half the size, and recursively compute
the optimal scale factor ρ1 for the symbols S1 , . . . , Sk and ρ2 for the symbols
Sk+1 , . . . , Sn , where k = bn/2c. Note that ρ1 is the minimum of all ρij with
i < j ≤ k and ρ2 is the minimum of all ρij with k < i < j. For the conquer
step, we need to compute the minimum of all ρij with i ≤ k < j. Let ρ be this
minimum, then the optimal scale factor is given by ρ∗ = min(ρ1 , ρ2 , ρ).
For a particular ρij with i ≤ k < j we can consider two different parts: the
i
symbols Si to Sk , and the symbols Sk+1 to Sj . We define a set L of lines `i : 2rx−a
ik −ri
b −x

j
for i ≤ k, and a set R of lines `j : 2r(k+1)j
−rj for j > k. The x-coordinates
represent the location of the right side of symbol Sk and the y-coordinates represent
scale factors (see Figure 4.9). The y-coordinate of the intersection between a
line y = (x − a)/b and a line y = (c − x)/d is given by y = (c − a)/(b + d).
Hence the y-coordinate of the intersection between `i ∈ L and `j ∈ R is given by
bj −ai
= ρij . Thus, we can compute ρ by computing the lowest
y = 2rik −ri +2r
(k+1)j −rj

Ik

ai

Ik+1

Ii
Si

Sk

`i

bj
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ρij
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x

x

Figure 4.9 Computing scale factors with line intersections. For illustra-

tion purposes, rl = 1 for all l in the case above.
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intersection between a line in L and a line in R.
To compute the lowest intersection, we consider the dual problem. Let the dual
of a point p = (px , py ) be the line p∗ : px x − py , and let the dual of a line ` : ax + b
be the point `∗ = (a, −b). In the dual plane, the intersection between lines `i ∈ L
and `j ∈ R corresponds to a line p∗ that passes through the points `∗i and `∗j .
The y-coordinate of this intersection is equal to minus the y-coordinate of the
intersection between p∗ and the y-axis. So the problem in the dual plane is to find
the highest intersection between the y-axis and a line through `∗i and `∗j for `i ∈ L
and `j ∈ R. Note that the x-coordinates of `∗ are positive for ` ∈ L and negative
for ` ∈ R. Now consider the upper hull of the points `∗ for ` ∈ L ∪ R. The unique
line segment `> of the upper hull that crosses the y-axis must have the highest
intersection with the y-axis (no points can be above `> ) and the endpoints of `>
correspond to a line `i ∈ L and a line `j ∈ R. Finally note that the dual points
`∗ for ` ∈ L ∪ R are already sorted on x-coordinates, so the upper hull can be
computed in O(n) time. Thus, ρ can be computed in O(n) time.
Lemma 36 We can compute the optimal scale factor ρ∗ for the Fixed-Order problem on a line in O(n log n) time.
Next we consider the Fixed-Order problem on a circle. Unfortunately, a circular
order does not give as much information as a linear order on a line. Consider a set
of intervals restricted to one half of the circle, such that In ⊆ In−1 ⊆ . . . ⊆ I1 . For
the corresponding problem on the line, the order must be S1 , . . . , Sn . However,
on the circle, the order (when considering this half of the circle) could also be
S2 , . . . , Sn , S1 (there are n possible orders). Therefore we make the following
simplifying assumptions: (i) the order of the ai is the same as the given fixed
order, and (ii) a placement is valid if αj ∈ [ai , αi ] implies that ai ∈ Ij , for all
1 ≤ i, j ≤ n. The second assumption enforces the expected order S1 , . . . , Sn for
the example above.
With the above assumptions we can transform an instance IC of the Fixed-Order
problem on a circle to an instance IL of the Fixed-Order problem on a line. We
simply start at a1 and ignore all intervals Ij that contain a1 . Then we move twice in
counterclockwise direction around the circle and add intervals when we encounter
them. We now get 2n symbols, where ri+n = ri and [ai+n , bi+n ] = [ai +2π, bi +2π]
for 1 ≤ i ≤ n.
Lemma 37 Every valid placement for IC corresponds to a valid placement for IL .
Proof. Consider a valid placement for IC with angles αi for 1 ≤ i ≤ n and scale
factor ρ. This directly implies a placement for IL with the same scale factor ρ and
αi+n = αi + 2π for 1 ≤ i ≤ n. This placement is valid if αi ≤ αi+1 for 1 ≤ i < 2n.
Assume that αi+1 < αi for some i. This means that ai+1 ∈ Ii , but also, since the
placement for IC is valid, that ai ∈ Ii+1 . As |Ii | < π and |Ii+1 | < π, this is not
possible.

Let ρ∗ be the optimal scale factor for IL . For IC we get one more upper bound,
namely if the entire circle is filled with symbols: ρC = π/r1n .
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Lemma 38 The optimal scale factor for IC is the minimum of ρ∗ and ρC .
Proof. Consider an optimal placement for IC with scale factor ρ. By Lemma 37
this corresponds to a valid placement for IL , hence ρ ≤ ρ∗ . We need to show that
ρ ≥ min(ρ∗ , ρC ). To that end we show that any valid placement for IL with scale
factor ρ ≤ ρC corresponds to a valid placement for IC . Move all symbols as far
left as possible and let Si be the last symbol that is placed on ai . If i > n, then
Si−n must also be placed on ai−n , by construction of IL . Then the placement
of the symbols Si−n to Si−1 corresponds in a straightforward manner to a valid
placement on IC . If i ≤ n, then Si+n is not placed on ai+n and there is no empty
space between ai and ai+n . But then ρ > π/ri(i+n−1) = π/r1n = ρC .

Theorem 13 Given the above assumptions, the Fixed-Order problem on a circle
can be solved in O(n log n) time.
Proof. By Lemma 38 the optimal scale factor is the minimum of ρ∗ and ρC , and by
Lemma 36 we can compute this minimum in O(n log n) time. All that remains is to
find a feasible placement given the optimal scale factor ρ. There must be a feasible
placement such that some symbol, say Si , is placed on ai . If we know i, then we
can place Si on ai and then, in counter-clockwise order, place every next symbol as
far clockwise as possible. This must result in a feasible placement. To determine
i, we simply start by placing S1 on a1 . Then, all symbols S1 , . . . , Si−1 must be
placed further clockwise (or at the same angle) than in the feasible placement with
Si on ai , and hence we can place Si on ai . Thus, after going through the circle
twice, we must have found a feasible placement, which takes O(n) time.


4.4.4

Any-Order: NP-hardness and approximation

As mentioned before, the Any-Order problem can be cast as a scheduling problem.
We hence first review related work, before arguing that Any-Order is NP-hard for
wedge intervals. Furthermore, we show that our algorithm for the Fixed-Order
problem, when used with the order induced by the region centroids, results in a
factor 21 -approximation for the Any-Order problem and centroid intervals.
Scheduling
The Any-Order problem can be modeled as a scheduling problem as follows. Every
symbol Si corresponds to a task τi , the necklace corresponds to a single processor.
The size of each symbol is modeled by the computation time ci of task τi , while
the intervals are represented by a release time ri and a deadline di for τi . That is,
task τi cannot run before ri and must be finished before di (Figure 4.10). Tasks
might be interrupted (preemptive scheduling) but since symbols have to be placed
contiguously we have to insist on non-preemptive scheduling. Finally, since we
place symbols on a circle and not on a line we must consider periodic scheduling.
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τi

ri

di

ci

Figure 4.10 A task scheduling instance.

Not unexpectedly this scheduling problem is NP-hard [61, 93] in its full generality. Efficient algorithms do exist for special cases with restrictions on the release
times and deadlines [83, 102], restrictions on the computation times [63], or restrictions on the tasks themselves [80]. Furthermore, there do exist heuristics [39]
and exact branch-and-bound algorithms [7] that solve this problem. Our exact
algorithm (see Section 4.4.5) is significantly simpler than the branch-and-bound
approach and has the advantage of a provable running time. More recent results in
the area of non-preemptive scheduling are focused more on multiprocessors [8, 42]
and real-time systems [94] and hence are no longer related to our problem.
Any-Order with wedge intervals is NP-hard
Given the fact that the scheduling problem described above is NP-hard and that
wedge intervals allow us to create all possible intervals, it is not surprising that
the Any-Order problem with wedge intervals is NP-hard as well. Assume we are
given a task scheduling instance with tasks τi and ri , di , and ci as described above.
We can now compute intervals for our problem as Ii = [ri + ci /2, di − ci /2] (we
can assume that ci ≤ di − ri , otherwise the instance is clearly not feasible). The
I1

I2
I3

P1

P2

P3

P4

Figure 4.11 Reduction from scheduling.

I4
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covering radius of a symbol Si is then ci /2. Now we need to compute polygons
P1 . . . Pn that generate the intervals I1 . . . In as wedge intervals. For that we scale
the set of intervals to the first quadrant of C and use the construction depicted in
Figure 4.11.
Corollary 3 The Any-Order problem with wedge intervals is NP-hard.
We should note one subtlety of this construction. We cannot generally compute
the exact coordinates of the vertices of the polygons in polynomial time such that
we get the required intervals exactly. However, as we can assume the values ri , di ,
and ci to be integers, the intervals (and also the covering radii) do not need to be
exact. Hence, using appropriate rounding, we can still claim that the Any-Order
problem with wedge intervals is NP-hard.
Any-Order with centroid intervals
The Any-Order problem with wedge intervals is NP-hard, but the status of the
same problem with centroid intervals is open. Intuitively, one could assume that
in an optimal solution all symbols should be ordered by the angles of the corresponding region centroids. However, this is not generally the case (Fig. 4.12). We
show below, though, that our algorithm for the Fixed-Order problem, when used
with the order induced by the region centroids, results in a factor 21 -approximation
for the Any-Order problem and centroid intervals. Note that this case is not the
same as in [83], because only the center of a symbol must be in its interval.
First consider the problem on a line instead of on a circle. Let the symbols Si
be ordered as induced by the region centroids. Consider a subset of symbols from
Si to Sj . For both the Fixed-Order and the Any-Order problem, the centers of
all symbols Sk (i ≤ k ≤ j) must be placed between ai and bj , since Ik ⊆ [ai , bj ].
Recall that, for the Fixed-Order problem, half of Si and half of Sj can be outside
b −a
of the interval [ai , bj ]. Let sij = 2rij −ri −rj , then ρij = jsij i . For the Any-Order
problem, these outer symbols could be any two symbols Sk and Sl (i ≤ k < l ≤ j).
b −a
Let s0ij = 2rij −rk −rl , where k and l are chosen to minimize s0ij , and let ρ0ij = js0 i .
Note that ρ0ij is an upper bound for the Any-Order problem.

ij

Theorem 14 The Fixed-Order algorithm, used with the order induced by the region centroids, computes a 1/2-approximation of the Any-Order problem with centroid intervals. The factor 1/2 is tight.
Proof. Consider an instance IC of the Any-Order problem on the circle and run
the Fixed-Order algorithm on IC (note that the order of the ai is the same as the
order induced by the region centroids). If the resulting scale factor is ρC , then
this is clearly the optimal solution. Otherwise, by Lemma 38, the resulting scale
factor is ρ∗ : the optimal scale factor for IL (with fixed order). Every solution of
the Any-Order problem for IC corresponds to a solution for IL , so it is sufficient
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I1 = I 2 = I 3 = I 4
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1
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Figure 4.12 A tight example for the approximation algorithm.

to consider IL . Note that, for any choice of k and l, s0ij ≥ rij ≥ sij /2. Let ρopt be
the optimal scale factor for IL with any order.
ρopt ≤ min

i,j|i<j

bj − ai
bj − ai
= 2ρ∗ ,
≤ 2 min
0
sij
sij
i,j|i<j

∗

and hence ρ ≥ ρopt /2. To show the tightness of this factor, consider 4 symbols
with the same intervals Ii = [0, 1] and with r1 = r4 = 0 and r2 = r3 = 1. Then
ρ∗ = 1/4 (Figure 4.12 top), whereas ρopt = 1/2 (Figure 4.12 bottom).


4.4.5

Any-Order: Exact algorithm

In this section we describe an exact algorithm for the decision version of the AnyOrder problem for arbitrary intervals. That is, our algorithm decides for a given
ρ if there is a feasible placement for this ρ. We can use this decision algorithm
in a binary search for the optimal ρ (which stops when a required precision is
obtained). The decision algorithm is fixed-parameter tractable in the thickness K
of the input, that is, the maximal number of intervals any point on the necklace
is contained in. For wedge intervals, the thickness K is simply the maximum
number of polygons that can be crossed by a ray originating from the center v of
the necklace C. For geographic maps K rarely exceeds 10, making thickness indeed
a quite natural parameter. This parameter has been used before in the context
of scheduling problems, where it is defined as the width of a partially ordered
set [33, 126]. The global approach in [33] can be adapted to solve our problem
in O(nK K 2 ) time, but we present a more efficient algorithm for our specific case.
The algorithm in [126] cannot be used to solve our problem.
In the remainder of this section we first explain how to solve the Any-Order
problem on a line, and then extend our algorithm to also work on a circle.
Any-Order on a line
Our algorithm starts by partitioning the intervals Ii and their corresponding symbols Si into K layers Lj (1 ≤ j ≤ K), such that each layer contains intervals
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K=3

Figure 4.13 Partition into K = 3 layers.

that are mutually disjoint (see Figure 4.13). A simple algorithm that does this in
O(n log n + nK) time is described in [84], pp. 122–125. Note that this problem is
closely related to the problem of coloring interval graphs. As interval graphs are
perfect graphs, we need exactly K layers.
Dynamic programming. After we have partitioned the intervals into K layers,
we can use dynamic programming to decide if a feasible solution exists. First we
divide the space up into slices dj , by slicing along all endpoints ai and bi of all
intervals Ii . Note that every slice dj is of the form [ai1 , ai2 ], [bi1 , bi2 ], [ai1 , bi2 ], or
[bi1 , ai2 ]. There are exactly 2n − 1 slices (plus 2 unbounded slices). Within a slice
the set of intervals does not change. Furthermore, this set contains at most K
intervals which are all from different layers.
Now assume we are given a feasible solution. We take a subset S of the symbols
from the leftmost symbol up to some symbol Sr . Let the center of Sr , say xr , be
in the slice dj . It is easy to see that for every interval Ii that is interior disjoint
from dj , the symbol Si must be in S if Ii is to the left of dj and Si cannot be in
S if Ii is to the right of dj (Figure 4.14 left). For all intervals Ii with dj ⊆ Ii ,
we cannot say anything, but there are at most K of those. That means that all
possible subsets S can be represented by a slice dj and a bitstring B with Bk = 1
if the interval from layer Lk is in S and Bk = 0 otherwise. We write this set as
S(j, B). Note that dj might not contain an interval from layer Lk , in which case
Bk must be zero. A simple computation now shows that there are at most O(n2K )
of these subsets S.

I1
S1

I2
I3
S3

S2

dj
I5
S4

I4
S5

I6
I7
S6

I1
S7

S1

I2
I3
S3

dj
I5

I4

I6
I7

S2

Figure 4.14 Left: All subsets S ending in dj contain S1 , S3 and not S6 , S7 .

Right: S(j, h0, 0, 0i) = S(j − 1, h1, 0, 0i) = {S1 , S2 , S3 }.
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We now perform dynamic programming on these subsets S(j, B). We define
F(j, B) as the rightmost point of the leftmost solution for the subset S(j, B) (the
right side of the rightmost symbol must be to the left as far as possible). If a
feasible solution is not possible for a subset S(j, B), then F(j, B) = ∞. We go
through every slice from left to right and then, for every slice, we go through all
(valid) bitstrings B of size K, ordered on the number of ones in B.
For the first value, F(1, h0, . . . , 0i) = −∞. Another special case is the first
value of every slice, namely F(j, h0, . . . , 0i) (j > 1). In that case, there must
be a bitstring B ∗ such that S(j, h0, . . . , 0i) = S(j − 1, B ∗ ). There are two cases
(Figure 4.14 right). If dj is of the form [ai1 , ai2 ] or [ai1 , bi2 ], then Bk∗ = 0 for
all k. Otherwise, dj is of the form [bi1 , bi2 ] or [bi1 , ai2 ]. We then need to make
sure that S(j − 1, B ∗ ) contains symbol Si1 . To achieve that, set Bk∗ = 0 for
all k except for when k is the layer of Ii1 . This way we can simply say that
F(j, h0, . . . , 0i) = F(j − 1, B ∗ ).
For the general case, i.e. for F(j, B), we first try the same approach as for
the first value of every slice. That is, we try to find a B ∗ such that S(j, B) =
S(j − 1, B ∗ ). The only case for which B ∗ does not exist, is if dj is of the form
[ai1 , ai2 ] or [ai1 , bi2 ], and Bk = 1, where k is the layer of Ii1 . That is because a
subset for slice dj−1 cannot contain symbol Si1 , because its interval Ii1 is to the
right of dj−1 . In this case, we make the following observation. The center of the
rightmost symbol of any placement of S(j, B) must be in dj or after it. That
means that the last symbol must belong to one of the at most K intervals of dj .
Also, if the interval of this last symbol is in layer k, then Bk = 1. Now we try
the following for each value of k for which Bk = 1. Let Si be the corresponding
symbol on layer k. We set Bk to zero, call the result B ∗ , and try to place Si after
F(j, B ∗ ). We let F(j, B) be the rightmost point of the leftmost solution of the at
most K options (Figure 4.15). If, for none of the options, we can place Si in Ii ,
then F(j, B) = ∞.
If the final value F(2n, h0, . . . , 0i) < ∞, then a feasible solution exists. It is easy
to extend the algorithm to output such a feasible solution.
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Figure 4.15 Computing F(j, h1, 1, 0i). There are two options, but only

one works.
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Lemma 39 The above algorithm correctly decides the existence of a feasible solution in O(n log n + nK2K ) time.
Proof. If our algorithm finds a feasible solution, then clearly a feasible solution
exists, because our algorithm makes sure all symbols are placed in their intervals
and all symbols are disjoint. We show by induction that, if F(j, B) = ∞, no
feasible solution exists for subset S(j, B). The only interesting case is when we have
to make a choice. As described above, we consider all possible subsets excluding
the last symbol. If F(j, B ∗ ) = ∞, then no feasible solution for S(j, B ∗ ) exists
by induction. Otherwise, the leftmost solution of S(j, B ∗ ) is such that the center
of the last symbol Si must be placed after Ii . Because F(j, B ∗ ) is given by the
leftmost solution, every placement of subset S(j, B ∗ ) will cause the center of Si
to be outside of its interval. Because we try all options and all options fail, there
is no feasible solution for subset S(j, B). The correctness of our algorithm now
follows by induction.
The partitioning and slicing takes O(n log n + nK) time and there are O(n2K )
entries in the dynamic programming table that take O(K) time per entry to compute.

Including partial orders. Our dynamic programming algorithm allows for a
partial order to be imposed on the symbols. Say we require Si1 to be the left of
Si2 . Clearly, a subset S that contains Si2 but not Si1 is not allowed. First assume
that Ii2 has a part to the left of Ii1 ∩ Ii2 . Let dj be a slice that is contained in this
part and let Lk be the layer of Ii2 . If Bk = 1 then S(j, B) contains Si2 but not
Si1 , so this option cannot be possible. To achieve this, we initially set all values
F(j, B) = ∞ for which Bk = 1. Now let dj be a slice that is contained in Ii1 ∩ Ii2
and let Lk1 be the layer of Ii1 and Lk2 be the layer of Ii2 . Whenever Bk1 = 0 and
Bk2 = 1, S(j, B) contains Si2 but not Si1 , so this again cannot be possible. As
before, we initially set all values F(j, B) = ∞ for which Bk1 = 0 and Bk2 = 1.
So the only feasible solutions we obtain cannot contain a subset that contains Si2
but not Si1 and hence the solution obeys the partial order.
To set all relevant values F(j, B) to ∞ efficiently, we first add each pair (i1 , i2 )
to all slices for which the pair is relevant. We first compute, for each interval
Ii , which slices it covers. This can be computed in O(n log n) time. Then we
can add all pairs to the relevant slices in O(n + |O| + m) time, where |O| is the
number of pairs in the partial order and m is the total number of pairs added to
all slices. Note that m = O(nK 2 ), as every slice contains at most K intervals.
For every slice, we can construct a lookup table in O(K 2 ) time that stores which
combinations in the bitstring B are valid. Then we can go through all possible
bitstrings recursively (one bit at a time) and, for every bit, check if there is a
conflict with any of the preceding bits in O(K) time. For all bitstrings B we set
F(j, B) = ∞ if a conflict was detected. This takes O(K2K ) per slice, which results
in a total running time of O(|O| + n log n + nK2K ).
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Any-Order on a circle
Extending the above algorithm to work on a circle is not trivial. The first problem
arises when we want to partition a set of circular intervals into layers. In some
cases we might need more layers than the thickness K (Figure 4.16). Furthermore,
finding the minimal number of layers for circular intervals is actually NP-hard [62].
`−1
There is, however, a simple greedy algorithm that uses no more than `−2
K layers,
where ` is the size of the smallest subset of circular intervals that spans the entire
circle [133]. In general the number of layers found by the greedy algorithm is
between K and 2K − 1 [131].

Figure 4.16 Circular intervals.

Fortunately we do not have to use either of these approaches. Below we describe
two options that transform the Any-Order problem on a circle to the same problem
on a line. The first is an exact algorithm whose running time is unfortunately much
slower than the original algorithm on the line. The second is a heuristic variation
on the same approach which is significantly faster. This heuristic found a feasible
solution (if one existed) in all our experiments.
Exact algorithm. The basic idea is to cut the circle in one point, transform
it into a line, and use the dynamic programming algorithm to find a solution if
one exists. We then need to check if the whole solution fits on the circle (check
rightmost symbol with leftmost symbol). However, we cannot just cut anywhere.
The dynamic programming algorithm pushes all symbols to the left as far as
possible, which is optimal on a line, but meaningless on a circle. Hence we must

ai

ai

Figure 4.17 The circle is cut at ai . We pick one part of the interval cut

by the dashed line.
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Figure 4.18 The heuristic variant (with c = 2).

cut the circle at the center of a symbol in a feasible solution. Consider a feasible
solution and move all symbols in clockwise direction along the circle until the
solution is no longer feasible. At this point, the center of one of the symbols Si
must be placed on ai . We do not know which symbol will have this property, so we
have to try all of them. Now assume that we cut the circle at ai and place Si on ai
(Figure 4.17). Every interval Ij that contains ai is cut into two pieces. To run the
dynamic programming algorithm, we need to choose which of these two pieces is
used per interval Ij . At most K of such intervals exist, so we have at most O(2K )
choices per cut. Note that, after a cut and a choice is made, we can partition the
intervals into at most K layers as shown earlier in Section 4.4.5 (and we only need
to sort the intervals once). Thus, the total running time is O(n log n + n2 K4K ).
Heuristic variant. A faster approach than the one described above is the following. We simply start at a1 and ignore all intervals Ij that contain a1 . Then
we move c times in counterclockwise direction around the circle and add intervals
when we encounter them. Hence we are creating a problem instance on a line
with c copies of each of the original intervals (and symbols). Then we compute a
feasible solution (if one exists) for this problem instance using the dynamic programming algorithm. If no feasible solution exists for this constructed instance,
then no feasible solution exists on the circle. Otherwise, we still need to find a
feasible solution for the circle. We slide a window of size 2π over the solution
of the constructed instance. If we find a window that contains all symbols, then
this is a feasible solution for the circle (Figure 4.18). This last step runs in O(cn)
time. The total running time is O(n log n + cnK2K ). In practice we find that a
small value like c = 5 is more than sufficient to always find a feasible solution if
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Figure 4.19 The heuristic variant does not find a feasible solution for c = 2.
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one exists. Unfortunately we cannot guarantee that this heuristic always finds a
feasible solution if it exists (for a given ρ), a counterexample for c = 2 is depicted
in Figure 4.19.

4.4.6

Optimizing symbol placements

With the algorithms described in Section 4.4.2, we get a feasible solution where
the symbols are as large as possible. But, due to the way the algorithm works,
the positions of the symbols are not optimal, even if we fix ρ. That is because the
algorithm tends to place the symbols on the outer ends of their intervals, while it
would be better to place the symbols in the middle of their intervals. It is also
visually more appealing if the symbols are not packed together, but instead have
some space between them. To remedy this problem, we use a post-optimization
step to push the symbols to a better position. To not completely undo the work
done by the placement algorithm, we do not change the sizes of the symbols and
make only slight changes to the order of the symbols.
To push the symbols to a better position, we use a force-based method. Assuming that the order of the symbols is fixed, a symbol Si at angle αi has two
neighboring symbols Si−1 and Si+1 . Let the distance between Si−1 and Si be di
and the distance between Si and Si+1 be di+1 . Here we mean the distance between
0
the symbols in the 1-dimensional space, so di = αi − zi0 − (αi−1 + zi−1
). Let the
middle of the interval Ii be mi . Then we can define the following two forces acting
on symbol Si .
1
1
)
(4.5)
Frep (i) = fr ( −
di
di+1
Fmid (i) = fm (mi − αi )

(4.6)

The constants fr and fm can be tuned to get a trade-off between pushing a symbol
to the middle of its interval, and pushing the symbols away from each other. We
can define the total force as F (i) = Frep (i) + Fmid (i). The goal is to get F (i) = 0
for all i. We use a very basic approach to achieve this. We go several times through
all symbols, and for each symbol Si we assume that Si−1 and Si+1 are fixed. Then
we solve the equation F (i) = 0. This is now a cubic polynomial in αi , so it can
easily be solved. This approach can be related to the Gauss-Seidel method to solve
a linear system of equations. The algorithm quickly computes a good solution.
As mentioned above, we do allow slight changes to the order of the symbols.
For every two neighboring symbols, we check if the two symbols can be swapped
such that the result is still a feasible solution. We swap two symbols in such a way
that Frep (i) remains the same for all i. If the total force Fmid (i − 1) + Fmid (i) is
smaller after the swap, then we swap the two symbols, otherwise we do not.
Using the force-based approach, the positions of the symbols can be optimized
for a fixed ρ. However, since ρ is maximized, symbols could have little room to
improve their position. To allow for a better trade-off between symbol size and
symbol position, we allow the user to set a buffer for every symbol. This buffer
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Figure 4.20 Top left: Optimized symbol sizes with centroid intervals. Top

right: Optimized symbol sizes with wedge intervals. Bottom
left: Symbols with buffers pushed towards middle. Bottom
right: Symbols with buffers pushed away from each other.

is included when computing the optimal symbol size, so that afterwards every
symbol has some empty space around it, corresponding to the buffer size. This
space can be used to improve the positions of the symbols during this step of the
algorithm. In Figure 4.20 we show various results of our algorithm. In the top two
figures we optimized only the symbol sizes without using the force-based approach,
using centroid intervals (top left) and wedge intervals (top right). The bottom two
figures show the resulting necklace maps after adding a buffer and pushing symbols
towards the middle of their intervals (bottom left) or pushing symbols away from
each other (bottom right). All four necklace maps are computed using the AnyOrder variant. In fact, all necklace maps in this chapter are computed with this
variant.
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4.5

Extensions

In this section we discuss several extensions of our necklace map algorithm. In
particular, we show how to handle multiple necklaces, either nested or disjoint, and
how to add flows to a necklace map. Furthermore, we briefly mention some options
for symbol shapes, for the display of multi-variate data, and for interactivity.

4.5.1

Multiple necklaces

There are several reasons why it might not be sufficient to use only one necklace.
First of all, we might want to display so many symbols, that one necklace would
appear crowded and would force symbol sizes to be too small for effective communication. To that end we consider the symbol coverage ratio: the part of the
map covered by symbols. On a good necklace map the symbols should cover a
reasonable part of the complete map. Assume that we want to place n symbols on
a circular necklace with radius 1. Further assume that all symbols have the same
size. Optimally, every symbol covers a wedge of the necklace with angle 2π/n.
Using Equation 4.3, the radius of every symbol is r = sin(π/n). Since the area
of the complete map is (2 + 2r)2 , the symbol coverage ratio λn for n symbols is
described by:
p
nπ sin2 (π/n)
λn =
= O( 1/n)
(4.7)
(2 + 2 sin(π/n))2
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Figure 4.21 Estimated number of illegal immigrants in 2000 in thousands,

displaying only regions with a value of at least 0.5.
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The symbol coverage ratio sinks below 30% if n ≥ 20. Our experiments show that
up to ≈ 20 symbols per necklace indeed allows for good symbol placement and
sizing.
To display larger data sets the regions should be distributed over multiple necklaces. For example, consider a world map as the one in Figure 4.23. It seems
natural to use at least one necklace per continent. Another example is shown in
Figure 4.21 where the US states are distributed onto a northeast, midwest, south,
and west necklace (according to the US census bureau regional division).
A second reason to use multiple necklaces are clustered data sets as the one
depicted in Figure 4.22. Here regions are clustered by the point in time in which
the corresponding countries joined the EU. Since the EU grew “from the inside
out” it seems natural to use nested necklaces for each cluster. Below we discuss in
some detail how to create necklace maps with multiple disjoint or nested necklaces.
Disjoint necklaces. If we have k necklaces, the algorithm computes k optimal
scaling values ρ1 , . . . , ρk . To maintain the relative sizes, we have to choose ρ =
mini ρi . Our algorithm ensures that symbols of the same necklace do not overlap,
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Figure 4.22 Gender pay gap in 2007 as percentage of average gross hourly

earnings of male paid employees. The inner necklace contains
the first 6 EU countries, the outer necklace the additional 9
that joined by 1995.
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Figure 4.23 FIFA World Cup 2010.
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however, additional care must be taken to avoid overlap of symbols from different
necklaces. A straightforward approach to remove such overlap is to perform a
binary search on the maximum scaling factor ρ such that all symbols are disjoint.
To still be able to produce necklace maps with sufficiently large symbol sizes,
we have to ensure that necklaces are not too close together. Furthermore, when
optimizing the symbol placements, we can let overlapping symbols exert forces
on each other. Hence, when performing the binary search for the optimal ρ, we
jointly optimize the placements for all symbols in every step of the search.
Nested necklaces. If a necklace map has several necklaces then usually the user
specifies the distribution of regions onto necklaces. However, there might be no
obvious way to distribute the regions, but nevertheless, their number forces the
use of several necklaces. In this case we propose the following simple approach to
distribute regions onto nested necklaces. Intuitively, the innermost regions should
be assigned to the innermost necklace and the assignment should grow outwards
from that. We sort the regions based on increasing distance of their centroids from
the center of the necklace and then greedily fill the necklaces from this list, taking
into account the relative size of the symbols and the lengths of the necklaces.
For best results the ratio between total symbol size and necklace length should
be about equal for all necklaces. After this initial assignment we can consider a
round of local swaps between necklaces, to facilitate larger symbol sizes and remove
overlaps. As a final step we remove remaining overlaps by the same procedure as
outlined above.
Note that grouping regions onto necklaces simply with the goal to maximize
symbol sizes is somewhat dangerous. A necklace implies relationships between its
regions. Hence one needs to be careful to not inadvertently associate regions that
are not meant to form a group.

4.5.2

Flows

Necklace maps leave the interior of the map largely unoccupied. This allows us
to visualize flows between regions as flows between symbols (see Figure 4.24). As
it is common in flow maps, we represent each flow by an arrow whose thickness
corresponds to the amount of flow. In the following we describe how to attach
multiple flows to one symbol and how to route flows in the interior of a necklace.
Consider a symbol Si and the flows that need to be attached to Si . The order of
the symbols around the necklace induces an order for the flows. Note that symbol
Si can have both an incoming and an outgoing flow connecting to a symbol Sj ,
in this case the flows can be ordered arbitrarily. To attach the flows to Si we use
only a part of the boundary of Si that is facing the center of the necklace. Using
one fifth of the boundary works well in practice. To fit the flows onto this part
of the boundary, we need to scale (the thickness of) the flows while maintaining
their relative size. We do not allow incoming flows to overlap on the boundary of
a symbol, but we do allow outgoing flows to do so. This does not only allow for
thicker flows, but also gives a nice visual effect that is common in flow maps. Since
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Figure 4.24 Population of and relocation between the provinces of the

Netherlands in 2005.

we know the order of the flows, it is straightforward to compute the placement of
the flows and the maximal scale factor ρi for the flows attached to a symbol Si .
The global scale factor for all flows is then ρa = mini ρi .
We describe a simple approach that gives good and natural looking results for
convex necklaces and interior flows. Assume we need to draw a flow between
symbol Si at position p~i and symbol Sj at position p~j , and that the flows are
attached to the symbols at the positions q~i and q~j . Let r1 be the ray originating
from p~i and passing through q~i and let r2 be the ray originating from p~j and
passing through q~j . Now there are two possibilities: r1 and r2 do or do not cross.
If r1 and r2 cross, say in ~x, then we draw the flow as a quadratic Bezier curve with
control points q~i , ~x and q~j . If r1 and r2 do not cross (or cross at a small angle),
then let d = k~
qi − q~j k/4. Then the first control point x~1 is the point on r1 at a
distance d from q~i . The second control point x~2 is the point on r2 at a distance d
from q~j . In this case, the flow is drawn as a cubic Bezier curve with control points
q~i , x~1 , x~2 and q~j . If we desire to leave the interior of the map unoccupied, we can
use external flows. However, for nice looking flows that do not cross the necklace
we need higher order Bezier curves. We can also add flows between necklaces, for
example, to visualize trade between continents.

4.5.3

Symbol shapes, multivariate data, and interactivity

In principle any shape can be used for the symbols of a necklace map. However,
symmetric symbols generally lead to better maps, since it is easier to estimate and
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Figure 4.25 Energy imports as percentage of energy consumption in 2007.

Figure 4.26 Number of inhabitants moving to another province.

The
color of each “pizza slice” indicates the destination, the “pizza
crust” the origin.
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Figure 4.27 Countries

by total medals from the Vancouver 2010
Winter Olympics.
Countries shaded gray or indicated
by a gray dot did participate but did not win any
medals.
Above: a necklace map using several nested
necklaces as well as individual symbols, countries are
grouped by geographic location. Below: a screen shot
from the geo view setting of the official olympic webpage
http://www.vancouver2010.com/olympic-medals/
geo-view/. The circle below Germany and above Switzerland
depicts Italy.
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compare sizes in this case (see Figure 4.25 for an example using “ingots”). If the
space that a symbol covers on the necklace is not invariant under rotation, then
our algorithm does not necessarily produce symbols of maximum size.
Necklace maps can easily be augmented to display multivariate data. For example, consider a map that shows the work force per region divided into agricultural,
governmental, and industry. In this case we can use a pie chart or histogram as
symbol—a common mapping technique for human and economic geographic data.
Such pie charts or histograms usually have the same size per region and need to
be placed without overlap, which makes necklace maps a particularly attractive
choice (see Figure 4.26). Furthermore, in a necklace map the geographic information of the base map tends to remain clearly visible. Hence we can use hatching
to mark the regions according to a second variable or use dot mapping for density
information.
As mentioned before, the advantage of necklace maps come at a price: the
association of a symbol with its region is weaker than with other types of maps.
However, in an interactive setting there are simple approaches that can strengthen
this association. Symbols and their regions can be highlighted whenever one or
the other is chosen by the user. Furthermore, one could consider to continuously
morph between a necklace map and a proportional symbol map for the same data
set with the same symbol sizing. Since necklaces are star-shaped it is easy to
compute a morph that maintains the mental map of the user.

4.6

Application and experiments

We created a proof-of-concept implementation of the majority of our algorithms in
Java. Our program supports all types of intervals, computes the optimal symbol
sizes using the dynamic programming algorithm, and uses the force-based approach
to optimize the symbol placements. It also implements the extensions described
in Section 4.5. All figures in this chapter were created by our program. Using our
implementation we performed several experiments to evaluate the performance of
our algorithms and to compare necklace maps to proportional symbol maps.
Proportional symbol maps can appear very cluttered, with many overlapping
symbols that cover the underlying map, making it difficult to associate symbols
with the correct regions. To judge this notion objectively, we performed experiments that measured the length of region boundaries covered. We measured this
both for necklace maps (computed with centroid intervals) and for proportional
symbol maps with symbols of the same size. We also considered the amount of
overlap among symbols of the proportional symbol maps: the overlap ratio. The
overlap ratio is defined as the visible area (area of the union) of all symbols divided by the total area of all the symbols. Since the symbols on necklace maps are
moved towards the outside of the map, the final map often has a larger area than
a symbol map showing the same symbols. Hence we also measured the relative
map area of necklace maps when compared with the area of proportional symbol
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Figure 4.28 Internet users in East Asia & Pacific.

maps. Finally, we computed the number of regions for which at least 75% of the
boundary is covered by symbols. Such regions will likely be hard to recognize.
We tested with two maps, East Asia & Pacific (Figure 4.28) and Western Europe (Figure 4.2), and several data sets for each map. The results are shown in
Table 4.1.

East Asia
& Pacific

Western
Europe

n
14
16
10
15
10
12
13
13
13
13

Covered
NM (%)
15.9
14.5
16.1
13.0
23.3
16.5
17.1
17.5
17.6
20.3

Covered
PSM (%)
37.9
43.2
33.3
29.3
45.0
37.4
50.3
49.0
47.1
56.5

Overlap
ratio
0.86
0.86
0.80
0.87
0.77
0.86
0.86
0.85
0.87
0.86

Relative
area
1.09
1.10
1.09
1.09
1.22
1.08
1.30
1.31
1.26
1.40

≥ 75%
NM
0
0
0
0
2
0
0
0
0
0

≥ 75%
PSM
6
10
5
4
7
5
7
6
5
8

Table 4.1 Comparing necklace maps (NM) and proportional symbol

maps (PSM).

Not surprisingly, the amount of region boundaries covered by proportional symbol
maps is much larger than for necklace maps. The overlap ratios of proportional
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symbol maps are generally not high, with only about 15% of the symbols covered.
The increase in map area for necklace maps is comparatively small for the East
Asia & Pacific map, thanks to the open necklace. But also for the “classic” Western
Europe map the increase is still around 30%, which could be considered a small
price to pay for the added readability of the map. There is a large difference
between necklace maps and symbol maps if we consider the number of regions for
which at least 75% of the border is covered by symbols. For necklace maps this
number is nearly always zero, while for proportional symbol maps it is quite large
compared to the number of symbols.
All necklace maps for the data sets in Table 4.1 and for all figures in this chapter
were computed in a few milliseconds. To be able to actually measure performance,
we created a somewhat artificial data set, namely a world map with only one
necklace. As we have mentioned before, such data sets are unsuitable visually and
should in fact always use several necklaces.
We used three different data sets and used density dependent intervals to obtain
three different values for the thickness K for each data set. The experiments were
performed on a Pentium D 3 GHz processor (dual-core) with 1 GB of RAM. We
computed the necklace maps using the heuristic variant described in Section 4.4.5
(with c = 5). We also measured the time required for computing the intervals and
optimizing the symbol placements. The results are shown in Table 4.2, all running
times are in seconds.
Optimizing the symbol size is by far the slowest step. The results follow the
asymptotic bounds given in Section 4.4.5 well. This is problematic only for large
K and all maps we have encountered in practice have K ≤ 10.

Data set 1
Data set 2
Data set 3

n
60
60
60
63
63
63
100
100
100

K
7
8
9
11
12
13
12
13
14

Computing
intervals
0.003
0.004
0.004
0.004
0.004
0.005
0.006
0.007
0.008

Optimizing
symbol size
0.247
0.513
0.977
2.553
6.252
12.931
9.548
20.356
35.382

Postprocessing
0.006
0.006
0.006
0.008
0.008
0.008
0.012
0.012
0.012

Total
0.255
0.523
0.987
2.565
6.265
12.944
9.566
20.375
35.402

Table 4.2 Performance of our implementation.

Data sources. Our data stems from various sources: the European Commission Eurostat Program (ec.europa.eu/ eurostat), Worldmapper (www.worldmapper.org), the Swiss Federal Office of Energy (www.bfe.admin.ch), and Statis-
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tics Netherlands (www.cbs.nl). We use the ISO 3166-1 alpha-2 and alpha-3 twoand three-letter country codes to label our maps.

4.7

Conclusions and open problems

The major advantage of necklace maps is their clear and uncluttered appearance.
The linear ordering of the symbols along the necklaces makes it easy to estimate
and compare symbol sizes correctly. Necklace maps visualize data sets well which
are not proportional to region sizes and which do not contain data for all regions
of the input map.
Our algorithm computes necklace maps of high quality: the relative spatial
position of symbols and regions captures the spatial relation between regions and
necklaces well and enables users to quickly associate a symbol with the correct
region. Our symbols are disjoint and appear along the necklaces in an order which
mirrors the neighbor relations of their regions. Furthermore, our optimization
approach yields necklace maps whose symbols are as large as possible given the
input. However, we did not consider the amount of occlusion of the base map
by the symbols. In some cases it is better to move a symbol to reveal more of
a region’s boundary. Such an improvement cannot easily be combined with our
algorithms. It would be interesting to design new efficient algorithms that can
take the amount of occlusion of the base map into account.
There is a clear trade-off between symbols sizes and the spatial relation of symbols and regions which is also influenced by the number and distribution of symbols
per necklace. Generally speaking it is better to use several necklaces instead of
just one necklace. We are mapping two-dimensional data onto a one-dimensional
domain. Intuitively, several necklaces increase the chances that a symbol can be
placed close to its region and scaled to an appropriate size. In the extreme, many
necklaces will bring us back to symbol maps. However, necklace maps with few
necklaces still preserve their structured appearance while allowing for good symbol
placement and sizing.
Clearly the shape and the exact location of the necklaces is very important for
a good necklace map. Currently we create our necklaces by hand and add them
to the input map. We would like to be able to automatically generate suitable
necklaces for given input maps and data sets, however, this seems to be a quite
challenging algorithmic problem on its own. Finally, it would be interesting to
explore animated necklace maps for time-varying data.

Chapter 5

Angle-Restricted
Steiner Arborescences
for Flow Map Layout
5.1

Introduction

Flow maps visualize the movement of objects between places [41, 122]. One or
more sources are connected to several targets by arcs whose thickness corresponds
to the amount of flow between a source and a target. Good flow maps share some
common properties. They reduce visual clutter by merging (bundling) lines as
smoothly and frequently as possible. Furthermore, they strive to avoid crossings
between lines. Flow trees, that is, single-source flows, are drawn entirely without
crossings. Flow maps that depict trade often route edges along actual shipping
routes. In addition, flow maps try to avoid covering important map features with
flows to aid recognizability. Most flow maps are still drawn by hand and none
of the existing algorithms (that use edge bundling), can guarantee to produce
crossing-free flows.
We introduce a new variant of geometric minimal Steiner arborescences, which
captures the essential structure of flow trees and serves as a “skeleton” upon which
to build high-quality flow trees. Our input consists of a point r, the root (source),
and n points t1 , . . . , tn , the terminals (targets). Visually appealing flow trees
merge quickly (when seen from the leaves), but smoothly. A geometric minimal
Steiner arborescence on our input would result in the shortest possible tree, which
naturally merges quickly. A Steiner arborescence for a given root and a set of
terminals is a rooted directed Steiner tree, which contains all terminals and where
all edges are directed away from the root. Without additional restrictions on the
edge directions (as in the rectilinear case or in the variant proposed in this chapter),
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Figure 5.1 The angle restriction.

a geometric Steiner arborescence is simply a geometric Steiner tree with directed
edges. However, Steiner arborescences have angles of 2π/3 at every internal node
and hence are quite far removed from the smooth appearance of hand-drawn flow
maps. Our goal is hence to connect the terminals to the root with a Steiner tree of
minimal length whose arcs obey a certain restriction on the angle they form with
the root.
Specifically, we use a restricting angle α < π/2 to control the direction of the
arcs of a Steiner arborescence T . Consider a point p on an arc e from a terminal
to the root (see Figure 5.1). Let γ be the angle between the vector from p to the
root r and the tangent vector of e at p. We require that γ ≤ α for all points p on
T . We refer to a Steiner arborescence that obeys this angle restriction as anglerestricted Steiner arborescence, or simply flux tree. Here and in the remainder of
this chapter it is convenient to direct flux trees from the terminals to the root.
Also, to simplify descriptions, we often identify the nodes of a flux tree T with
their locations in the plane.
In the context of flow maps it is important that flux trees can avoid obstacles,
which model important features of the underlying geographic map. Furthermore,
it is undesirable that terminals become internal nodes of a flux tree. We can ensure
that our trees never pass directly through terminals by placing a small triangular
obstacle just behind each terminal (as seen from the root). Hence our input also
includes a set of m obstacles B1 , . . . , Bm . We denote the total complexity (number
of vertices) of all obstacles by M . In the presence of obstacles our goal is to find
the shortest flux tree T that is planar and avoids the obstacles.
The edges of flux trees are by definition “thin”, but their topology and general
structure are very suitable for flow trees. In Chapter 6 we describe an algorithm
that thickens and smoothes a given flux tree while avoiding obstacles. Examples
of the maps computed with our algorithm, and a detailed discussion of our maps
can also be found in Chapter 6.
Related work. There is a multitude of related work on both the practical and
the theoretical side of our problem. In this chapter we restrict ourselves to the
related work on the theoretical side of our problem, that is, the angle-restricted
Steiner arborescences. In Chapter 6 we also discuss more practical related work
on the automated construction of flow maps.

5.1 Introduction
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There are many variations on the classic Steiner tree problem which employ
metrics that are related to their specific target applications. Of particular relevance
to us is the rectilinear Steiner arborescence (RSA) problem, which is defined as
follows. We are given a root (usually at the origin) and a set of terminals t1 , . . . , tn
in the northeast quadrant of the plane. The goal is to find the shortest rooted
rectilinear tree T with all edges directed away from the root, such that T contains
all points t1 , . . . , tn . For any edge of T from p = (xp , yp ) to q = (xq , yq ) it
must hold that xp ≤ xq and yp ≤ yq . If we drop the condition of rectilinearity
then we arrive at the Euclidean Steiner arborescence (ESA) problem. In both
cases it is NP-hard [120, 121] to compute a tree of minimum length. Rao et
al. [114] give a simple 2-approximation algorithm for minimum rectilinear Steiner
arborescences. Córdova and Lee [35] describe an efficient heuristic which works for
terminals located anywhere in the plane. Ramnath [113] presents a more involved
2-approximation that can also deal with rectangular obstacles. Finally, Lu and
Ruan [96] developed a PTAS for minimum rectilinear Steiner arborescences, which
is, however, more of theoretical than of practical interest.
Conceptually related are gradient-constrained minimum networks which are
studied by Brazil et al. [22, 23] motivated by the design of underground mines.
Gradient-constrained minimum networks are minimum Steiner trees in threedimensional space, in which the (absolute) gradients of all edges are no more than
an upper bound m (so that heavy mining trucks can still drive up the ramps modeled by the Steiner tree). Krozel et al. [91] study algorithms for turn-constrained
routing with thick edges in the context of air traffic control. Their paths need to
avoid obstacles (bad weather systems) and arrive at a single target (the airport).
The union of consecutive paths bears some similarity with flow maps, although it
is not necessarily crossing-free or a tree.
Results and organization. In Section 5.2 we derive properties of optimal (minimum length) flux trees. In particular, we show that they are planar and that the
arcs of optimal flux trees consist of (segments of) logarithmic spirals and straight
lines. Flux trees have the shallow-light property [6], that is, we can bound the
length of an optimal flux tree in comparison with a minimum spanning tree on
the same set of terminals and we can give an upper bound on the length of a path
between any point in a flux tree and the root. Flux trees also naturally induce
a clustering on the terminals and smoothly bundle lines. Unfortunately we can
show that it is NP-hard (Section 5.4.1) to compute optimal flux trees. Hence, in
Section 5.3 we introduce a variant of flux trees, so called spiral trees. The arcs
of spiral trees consist only of logarithmic spiral segments. We prove that spiral
trees approximate flux trees within a factor depending on the restricting angle α.
Our experiments show that α = π/6 is a reasonable restricting angle, in this case
the approximation factor is sec(α) ≈ 1.15. In Section 5.4.1 we show that computing optimal spiral trees remains NP-hard. For a special case, we give an exact
algorithm in Section 5.4.2 that runs in O(n3 ) time. In Section 5.4.3 we develop
a 2-approximation algorithm for spiral trees that works in general and runs in
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O(n log n) time. Finally, in Section 5.5 we extend our approximation algorithm
(without deteriorating the approximation factor) to include “positive monotone”
obstacles. This algorithm also works for general obstacles, but then the algorithm
does not give a constant factor approximation. On the way, we develop a new
2-approximation algorithm for rectilinear Steiner arborescences in the presence of
positive monotone obstacles. Both algorithms run in O((n + M ) log(n + M )) time,
where M is the total complexity of all obstacles.

5.2

Optimal flux trees

Recall that our input consists of a root r, terminals t1 , . . . , tn , and a restricting
angle α < π/2. Without loss of generality we assume that the root lies at the
origin. Recall further that an optimal flux tree is a geometric Steiner arborescence,
whose arcs are directed from the terminals to the root and that satisfies the angle
restriction. We show that the arcs of an optimal flux tree consist of line segments
and parts of logarithmic spirals (Property 1), that any node except for the root has
at most two incoming arcs (Property 2), and that an optimal flux tree is planar
(Property 3). Finally, flux trees (and also spiral trees) have the shallow-light
property (Property 4).
Spiral regions. For a point p in the plane, we consider the region Rp of all points
that are reachable from p with an angle-restricted path, that is, with a path that
satisfies the angle restriction. Clearly, the root r is always in Rp . The boundaries
of Rp consist of curves that follow one of the two directions that form exactly an
angle α with the direction towards the root. Curves with this property are known
as logarithmic spirals (see Figure 5.2). Logarithmic spirals are self-similar; scaling
a logarithmic spiral results in another logarithmic spiral. Logarithmic spirals are
also self-approaching as defined by Aichholzer et al. [4], who give upper bounds on
the lengths of (generalized) self-approaching curves. As all spirals we consider are
logarithmic, we simply refer to them as spirals. For α < π/2 there are two spirals
through a point. The right spiral Sp+ is given by the following parametric equation
in polar coordinates, where p = (R, φ): R(t) = Re−t and φ(t) = φ + tan(α)t. The
parametric equation of the left spiral Sp− is the same with α replaced by −α. Note
that a right spiral Sp+ can never cross another right spiral Sq+ (the same holds for
Sp+

Sp+
r

p

r

Rp

p

Sp−
Figure 5.2 Left: A (logarithmic) spiral. Right: A spiral region.
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Figure 5.3 An optimal flux tree (α = π/6).

left spirals). The spirals Sp+ and Sp− cross infinitely often. The reachable region
Rp is bounded by the parts of Sp+ and Sp− with 0 ≤ t ≤ π cot(α). We therefore
call Rp the spiral region of p. It follows directly from the definition that for all
q ∈ Rp we have that Rq ⊆ Rp .
Lemma 40 The shortest angle-restricted path between a point p and a point q ∈
Rp consists of a straight segment followed by a spiral segment. Either segment can
have length zero.
Proof. Consider the spirals Sq+ and Sq− through q, specifically the parts with
t ≤ 0 (see Figure 5.4 left). Any point on the opposite side of the spirals as p is
unable to reach q. Thus any shortest path from p to q cannot cross either of these
spirals. If we see these spirals as obstacles and ignore the angle restriction for now,
the shortest path π is simply a straight segment followed by a spiral segment. Now
consider any point u on π. Because Sq+ and Su+ cannot cross (same for Sq− and
Su− ), we get that q ∈ Ru . Therefore π also satisfies the angle restriction.

Property 1 An optimal flux tree consists of straight segments and spiral segments.
Proof. Consider an optimal flux tree T . Now replace all edges between two nodes
by the shortest angle-restricted path between the two points. This can only shorten

` p

q
Sq+

Sq−

eL

p
Figure 5.4 Left: Lemma 40. Right: Property 2.

e
q

eR
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T . By Lemma 40, the resulting flux tree consists of only straight segments and
spiral segments.

Property 2 Every node in an optimal flux tree T , other than the root r, has at
most two incoming edges.
Proof. Assume T contains a node at p with at least three incoming edges. Pick
one of the incoming edges e that is not leftmost or rightmost and let q be the
other endpoint of e. Let eL and eR be the leftmost and rightmost incoming edges
of p (see Figure 5.4 right). Now consider the straight line ` from q to the root r.
Assume without loss of generality that ` passes p on the left side (the right side is
symmetric with eR ) or ` goes through p. We claim that we can locally improve the
length of T by moving the endpoint at p of e along eL . The angle between e and
eL at p is at most α. Because α < π/2 and because locally moving the endpoint
of e along eL will not make the spiral segment of e longer, this will shorten the
tree T . Also, locally moving the endpoint of e along eL cannot suddenly violate
the angle restriction (assuming that α > 0). Contradiction.

Property 3 Every optimal flux tree is planar.
Proof. Assume two edges e1 (from p1 to q1 ) and e2 (from p2 to q2 ) cross. Let
u be the crossing between e1 and e2 . Now simply remove the part of e1 from u
to q1 . There is still a connection from p1 to r via q2 , so the resulting tree is still
a proper flux tree. Also, removing a segment cannot violate the angle restriction
and makes the tree shorter. Contradiction.

The last property requires a more involved proof. We postpone the proof of this
property until Section 5.3.1. Let dT (p) be the distance between p and r in a flux
tree T and let d(p) be the Euclidean distance between p and r.
Property 4 The length of an optimal flux tree T is at most
O((sec(α) + csc(α)) log n) times the length of the minimum spanning tree on the
same set of terminals. Also, for every point p ∈ T , dT (p) ≤ sec(α)d(p).

5.3

Spiral trees

In this section we introduce spiral trees and prove that they approximate flow
trees. The arcs of a spiral tree consist only of spiral segments of a given α (see
Figure 5.5). In other words, an optimal spiral tree is the shortest flow tree that
uses only spiral segments. Spiral trees satisfy the angle restriction by definition.
Any particular arc of a spiral tree can consist of arbitrarily many spiral segments.
That is, any arc of the spiral tree can switch between following its right spiral and
following its left spiral an arbitrary number of times. The length of a spiral segment
can easily be expressed in polar coordinates. Let p = (R1 , φ1 ) and q = (R2 , φ2 ) be
two points on a spiral, then the distance D(p, q) between p and q on the spiral is
D(p, q) = sec(α)|R1 − R2 | .

(5.1)
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Figure 5.5 Spiral tree with spiral regions.

Consider the shortest spiral path—using only spiral segments—between a point p
and a point q reachable from p. The reachable region for p is still its spiral
region Rp , so necessarily q ∈ Rp . The length of a shortest spiral path is given by
Equation 5.1. The shortest spiral path is not unique, in particular, any sequence
of spiral segments from p to q is shortest, as long as we move towards the root.
Theorem 15 The optimal spiral tree T 0 is a sec(α)-approximation of the optimal
flux tree T .
Proof. Let CR be a circle of radius R Rwith the root r as center. A lower bound
∞
for the length of T is given by L(T ) ≥ 0 |T ∩ CR |dR, where |T ∩ CR | counts the
number of intersections between theR tree T and the circle CR . Using Equation 5.1,
∞
the length of T 0 is L(T 0 ) = sec(α) 0 |T 0 ∩ CR |dR. Now consider the spiral tree
00
T with the same nodes as T , but where all arcs between the nodes are replaced
by a sequence of spiral segments (see Figure 5.6). For a given circle CR , this
operation does not change the number of intersections of the tree with CR , i.e.
|T ∩ CR | = |T 00 ∩ CR |. So we get the following:
0

00

L(T ) ≤ L(T ) = sec(α)

∞

Z
0

00

|T ∩ CR |dR = sec(α)

Z
0

∞

|T ∩ CR |dR ≤ sec(α)L(T )

T 00

T
CR

Figure 5.6 T and T 00 .

CR
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Next to the fact that optimal spiral trees are a good approximation of optimal
flux trees, they also maintain important properties of optimal flux trees, namely
Properties 2 and 3.
Lemma 41 An optimal spiral tree is planar and every node, other than the root,
has at most two incoming edges. The root has exactly one incoming edge.
Proof. First of all, only two spirals go through a single point: the left and the
right spiral. So every node other than the root r has at most two incoming arcs,
otherwise there is a repeated spiral segment which can be removed. Furthermore,
the same arguments as in the proof of Property 3 yield that also the optimal spiral
tree is planar.

When we approximate an optimal flux tree by a spiral tree, we can further reduce
the length of the tree by replacing every arc by the shortest angle-restricted path
between its endpoints. This operation does not improve the approximation factor,
but it improves the tree visually.

5.3.1

Shallow-light property

In the following we prove the shallow-light property for optimal spiral trees. That
is, we bound the length of an optimal spiral tree in comparison with a minimum
spanning tree on the same set of terminals and we give an upper bound on the
length of a path between any point in a spiral tree and the root. Since for flux trees
the length of such paths and the total length are not larger, we can conclude that
optimal flux trees also have the shallow-light property (Property 4). The second
part of the property (shallowness) is easy to see. The path of a node to the root
in any spiral tree is by Equation 5.1 bounded by sec(α) times the distance of the
node to the root.
We now show that the length of an optimal spiral tree approximates the length
of a minimum spanning tree by a factor of O((sec(α) + csc(α)) log n). We build
a spiral tree in the following way. First we find a short cycle through the points.
We then take a matching based on this cycle and pairwise join points by spiral
segments. This results in dn/2e components. On these we again find a matching
and pairwise join them and so on. We need to ensure that the set of spiral segments
used in the construction is compatible with a spiral tree.
Throughout this section we will assume that the root of the tree is placed at the
origin. We call a sequence of spiral segments between two points inward going if the
distance from the segments to the origin have no local maximum except possibly
at the two points. In particular, if a point is in the spiral region of another, a path
of decreasing distance to the root from the outer point to the inner one would be
inward going. Any pair of points can be joined by an inward going sequence of
two spiral segments. Inward going sequences are compatible with spiral trees if
we use the point with smallest distance to the root as a Steiner node in the spiral
tree. We refer to these Steiner nodes as join nodes.
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We need to bound the length of such a sequence. For this we first bound the
length of a spiral segment. Let p, p0 be two points on a spiral segment with polar
coordinates p = (R, φ) and p0 = (R0 , φ0 ). Equation 5.1 gives us a bound in terms of
R, R0 . To bound the length in terms of R, φ, φ0 , let us assume R0 ≤ R. The other
case is analogous. We consider the parametric equations of the spiral through p
and p0 with (R(0), φ(0)) = (R, φ). For p0 we obtain the equations R0 = Re−t and
φ0 = φ + tan(α)t (or φ0 = φ − tan(α)t depending on whether the points lie on a
0
left or right spiral). Solving for R0 yields R0 = Re−(|φ −φ|)/ tan(α) . Inserting this
into Equation 5.1 gives
0

D(p, p0 ) = sec(α)R(1 − e−(|φ −φ|)/ tan(α) ) .

(5.2)

Equation 5.2 has several consequences. Given two points p, q that do not lie in
the spiral regions of each other. Assume we have two sequences of spiral segments,
each connecting p and q such that no ray through the origin intersects a sequence
twice. Also assume that, parameterized by the angle φ to the origin, one sequence
has a smaller or equal distance to the origin for all φ. Then sweeping over the
angle and summing up the contributions of Equation 5.2 gives that the sequence
closer to the origin has a smaller (or equal) total arc length. Thus, the shortest
connection between p and q is obtained by simply joining p and q by an inward
going sequence of two spiral segments.
Another consequence of Equation 5.2 is the following. Again p = (R, φ), q =
(R0 , φ0 ) are two points that do not lie in the spiral regions of each other. Further
assume R, φ, φ0 are given, but for R0 we know only R0 ≤ R. Then the arc length of
the inward going sequence of two spiral segments joining p and q (using the angle
range between φ and φ0 ) is maximized for R = R0 . This follows from the same
argument as above, i.e., the resulting sequence of spiral segments dominates all
others in terms of distance to the origin.
So far we have not linked the arc length of the spiral segments between two
points with the Euclidean distance between the points. We do this by the following
lemma.
Lemma 42 Two points in the plane at distance D can be connected by an inward
going path of logarithmic spirals of angle α such that the summed length of the
spiral segments is bounded by 3D max(sec(α), csc(α)). The path uses at most two
spiral segments.
Proof. Let p1 , p2 be two points of distance D with polar coordinates p1 = (R1 , φ1 )
and p2 = (R2 , φ2 ). Without loss of generality we assume that R1 ≤ R2 , φ1 ≤ φ2
and φ2 − φ1 ≤ π. We first handle the case that p1 lies in the spiral region of p2 . In
this case we can connect the points by an inward going path from p2 to p1 using
two spiral segments. By Equation 5.1 the length of this path is sec(α)(R2 − R1 ) ≤
sec(α)D, which proves the claim for this case.
Next we handle the case that p1 does not lie in the spiral region of p2 . In this
case we join the points using the right spiral through p1 and the left spiral through
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p2 . Let p = (R, φ) be the point where the two points first join. The summed length
of the spiral segments is L = sec(α)(R1 + R2 − 2R), which we need to bound in
terms of D.
We distinguish two cases. First assume the points have a distance of at most
3D/2 to the root. We obtain the connection between the points by simply connecting both to the root. Then L ≤ sec(α)(R1 + R2 ) ≤ 2 sec(α)3D/2 = 3D sec(α).
Next assume R2 > 3D/2. From the discussion of Equation 5.2 above we know that
L is maximized for R1 = R2 . In this case we have φ = (φ2 + φ1 )/2 and therefore
φ2 −φ1

φ2 −φ1

L = sec(α)(2R2 − 2R2 e− 2 tan(α) ) = sec(α)2R2 (1 − e− 2 tan(α) )
φ2 − φ1
≤ sec(α)2R2
= csc(α)R2 (φ2 − φ1 ).
2 tan(α)
It remains to bound R2 (φ2 − φ1 ) in terms of the Euclidean distance D of the two
points. Observe that for given p2 (with R2 > 3D/2) and D the angle φ2 − φ1 is
maximized if the line through the origin and p1 is tangent to the circle of radius
D around p2 . Thus φ2 − φ1 is maximized if the angle formed by p2 , p1 and the
origin is π/2. In this case φ2 − φ1 = arcsin(D/R2 ). Thus, in general
!
 
D
D
D
φ2 − φ1 ≤ arcsin
= arctan p 2
≤p 2
.
2
R2
R2 − D
R2 − D 2
p
p
D2 ≥ R2 1 − 4/9. Plugging this into the
Since R2 > 3D/2, we have R22 −p
above bound gives φ2 − φ1 ≤ D/(R2 5/9). Now inserting this into the bound on
L gives
p
L ≤ csc(α)D/ 5/9 < 3 csc(α)D.
Combining the cases results in the claimed bound.



Theorem 16 The length of the optimal spiral tree of a set of points is bounded by
3dlog2 ne max(sec(α), csc(α)) times the length of the minimum spanning tree of the
set of points with the origin included.
Proof. In the following we construct a spiral tree for which this bound holds. Let
L be the length of the minimum spanning tree on the points including the origin.
Let κ = 3 max(sec(α), csc(α)). Let C1 be a cycle through the points of length
at most 2L (e.g., obtained by ordering the points based on a depth first search
in the minimum spanning tree). We replace each edge of C1 by an inward going
sequence of at most two spiral segments. This results in a cycle C10 of sequences of
spiral segments of length at most 2κL. By taking either every even or every odd
sequence we join pairs (possibly leaving the root unmatched) of nodes by spiral
segments of total length at most κL. We repeat the construction on the join nodes
(and possibly an unmatched point)) using the cycle C2 induced by the order given
by C10 . Again we form a cycle of spiral segments through the vertices of C2 . If we
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parameterize corresponding sequences in the cycles C10 and C20 by the angle φ from
the origin, the sequences in cycle C20 are closer to the origin than the corresponding
sequences in C10 for all angles. Thus as consequence of Equation 5.2 the length
of C20 is bounded by the length of C10 and therefore by 2κL. As in the previous
step we can join pairs of join nodes using spiral segments of total length at most
κL. Next we construct C30 from C20 in the same way and iterate the construction.
After at most dlog2 ne iterations all nodes have been joined. The total length is
then dlog2 neκL as claimed.


5.3.2

Relation with rectilinear Steiner arborescences.

Both rectilinear Steiner arborescences and spiral trees contain directed paths, from
the root to the terminals or vice versa. Every edge of a rectilinear Steiner arborescence is restricted to point right or up, which is similar to the angle restriction of
flux and spiral trees. In fact, there exists a transformation from rectilinear Steiner
arborescences into spiral trees. Consider the following transformation from the
coordinates (x, y) of a rectilinear Steiner arborescence to the polar coordinates
(R, φ) of a spiral tree.
R =ex+y

(5.3)

φ =(y − x) tan(α)
Assume we keep one of the coordinates x or y fixed. Using the spiral equation
from Section 5.2 we see that the result is a spiral. More specifically, keeping x
fixed results in left spirals and keeping y fixed results in right spirals. So that
means that the above transformation transforms horizontal and vertical lines into
right and left spirals, respectively (see Figure 5.7). The transformation maps the
root of the rectilinear Steiner arborescence to (1, 0). Thus, to get a valid spiral
tree, we still need to connect (1, 0) to r.
Lemma 43 The transformation in Equation 5.3 transforms a rectilinear Steiner
arborescence into a spiral tree.

Figure 5.7 A rectilinear Steiner arborescence transformed to a spiral tree.
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Unfortunately, the transformation has several shortcomings. First of all, the transformation is not a bijection, it is a surjection. That means we can invert the
transformation, but only if we restrict the domain in the rectilinear space. But
most importantly, the metric does not carry over the transformation. That means
that it is not necessarily true that the minimum rectilinear Steiner arborescence
transforms to the optimal spiral tree. Thus the relation between the concepts cannot be used directly and algorithms developed for rectilinear Steiner arborescences
cannot directly be modified to compute spiral trees. However, the same basic ideas
can often be used in both settings.

5.4

Computing spiral trees

In this section we describe algorithms to compute (approximations of) optimal
spiral trees. First we show that it is NP-hard to compute optimal flux or spiral
trees. Then we give an exact algorithm for computing optimal spiral trees in the
special case that all spiral regions are empty, i.e. ti ∈
/ Rtj for all i 6= j. Finally we
give an approximation algorithm for computing optimal spiral trees in the general
case.

5.4.1

Computing optimal flux and spiral trees is NP-hard

For the hardness proofs we will choose α = π/4. The reduction is from the
rectilinear Steiner arborescence (RSA) problem [121] for spiral trees, and from
the Euclidean Steiner arborescence (ESA) problem [120] for flux trees. Shi and
Su [121] proved by a reduction from planar 3SAT that the decision versions of the
RSA problem and the ESA problem are NP-hard. Their reduction uses points on
an O(m × m) grid, where m bounds the size of the 3SAT instance. We can assume
the grid to be an integer grid. Now if there is a satisfying assignment, the optimal
RSA and ESA have an integer length K, while if there is no such assignment the
optimal RSA and ESA have length at least K + 1.
We can therefore state the problems for which they proved NP-hardness and
from which we will reduce as follows.
Instance: A set of integer points P = {p1 , . . . , pN } in the first quadrant of the
plane with coordinates bounded by O(N 2 ); a positive integer K.
Question (RSA): Is there a RSA of total length K or less? Otherwise the
shortest RSA has length at least K + 1.
Question (ESA): Is there a ESA of total length K or less? Otherwise the
shortest RSA has length at least K + 1.
The basic idea is sketched in Figure 5.8 left. Assume we are given an instance
of the Euclidean Steiner arborescence problem with polynomially bounded coordinates. We translate the set of terminals by a large polynomial factor along the
diagonal with slope 1 and place a new root at the origin. If the bound on the
coordinates is small (the square in Figure 5.8 left) relative to the factor of the
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(0, 0)
η1

β
γ

β0

γ0
η10
Figure 5.8 Left: The basic idea of the reduction. Right: Transforming a

Steiner arborescence.

translation, then the angle formed by the line through any of the translated points
and the origin with the x-axis is “more or less π/4”. A π/4-restricted flux tree thus
behaves within this square “more or less” like an Euclidean Steiner arborescence.
For spiral trees we use the same setup but show that the distances on the spiral
tree approximate the L1 -norm. However, quantifying “more or less” precisely is
technically rather involved and will be done in this section.
To draw the connection from Steiner arborescences to flux and spiral trees we
generalize the concept of RSAs and ESAs. For flux and spiral trees the angle α is
bounded relative to the root while for RSAs and ESAs the angle that an edge can
make with the x-axis is bounded (or with any given line through the origin). For
ESAs the angle of an edge is in [0, π/2], while for RSAs the angle is in {0, π/2}. We
call a Steiner arborescence with angles in [β, π/2 − β] a (≥ β)-Steiner arborescence
((≥ β)-SA) and a Steiner arborescence with angles in {β, π/2 − β} a β-Steiner
arborescence (β-SA). We do not restrict β to be positive but to −π/4 < β < π/4.
In the following Steiner arborescences are typically not rooted at the origin.
Now let −π/4 < β < β 0 < π/4. Every (≥ β 0 )-SA is a (≥ β)-SA but the converse
does not hold. However, we can transform a (≥ β)-SA to (≥ β 0 )-SA of similar
length. Our transformation first transforms the whole tree and then connects the
original points to their images under the first transformation. The transformation
actually changes the location of the root. For the reduction we give this is not a
problem because in the reduction we will have an additional root to which both
the root of the original tree and the root of the transformed tree need to connect.
Let η1 = (− cos β, − sin β) and η2 = (− sin β, − cos β). Let p1 , . . . , pn be points
with pi = ui η1 + vi η2 , (ui , vi ) ∈ [0, B]2 , where B may depend on n. Let T be a
(≥ β)-SA on p1 , . . . , pn with root Bη1 + Bη2 . Let λ = cos(β + β 0 )/ cos(2β 0 ) and
η10 = λ(− cos β 0 , − sin β 0 ) and η20 = λ(− sin β 0 , − cos β 0 ). We transform T by the
following transformation τ : R2 → R2 : Any point p = uη1 + vη2 is mapped to q =
uη10 + vη20 . We obtain a Steiner arborescence T 0 on p1 , . . . , pn with root Bη10 + Bη20
by connecting pi to τ (pi ) by a line segment. Let λ0 = sin(β 0 − β)/ cos(β + β 0 ).
Lemma 44 T 0 is a (≥ β 0 )-SA and |T 0 | ≤ λ|T | + 2λ0 Bn.
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Proof. If we ignore the connections between the pi s and τ (pi )s the resulting
transformed tree by construction fulfils the angle restriction and its length is
λ|T |. We therefore need to show only that the connections fulfil the angle restriction and that the length of any connection is bounded by λ0 . We have
pi − τ (pi ) = ui (η1 − η10 ) + vi (η2 − η20 ). It therefore suffices to prove that η1 − η10
and η2 − η20 fulfil the angle restriction. Since η2 − η20 is η1 − η10 mirrored at the
diagonal with slope 1, it actually suffices to consider η1 − η10 .
Consider the triangle formed by the origin, η1 and η10 (see Figure 5.8 right). We
have |η1 | = 1 and |η10 | = λ. By the law of sines λ = sin γ/ sin γ 0 . This equation
holds for γ = π/2+β +β 0 , since then γ 0 = π −(β 0 −β)−γ = π/2−2β 0 and therefore
sin γ/ sin γ 0 = sin(π/2 + β + β 0 )/ sin(π/2 − 2β 0 ) = cos(β + β 0 )/ cos(2β 0 ) = λ. On
the other hand with γ = π/2 + β + β 0 we have η10 is indeed reachable from η1
in a (≥ β 0 )-SA. The length of the connection is here the length of the third side
of the triangle, which is sin(β 0 − β)/ sin γ = λ0 . More generally the length of a
connection is bounded by 2B, that is B for each coordinate. Since we have n such
connections the bound of the lemma holds.

In Lemma 44 we have two summands, one depending on |T | and one on n. Since
the terminals lie on an integer grid and since every terminal has to connect to the
tree, the length of the tree is at least of order n.
Observation 3 If the terminals of a Steiner arborescence T have integer coordinates then n ≤ 2|T |.
Theorem 17 It is NP-hard to compute the optimal flux tree of a point set.
Proof. Given an ESA instance with root (0, 0) and with the coordinates x and
y of any point (x, y) on the tree bounded by cn2 , we translate every terminal by
2nk (1, 1) for a constant integer k > 2 specified later. We include the translated
root in the point set but not as root. Instead we take (0, 0) again as root The
shortest ESA is simply the originally shortest translated with one additional edge
from (2nk , 2nk ) to (0, 0). Now, consider a point (c0 nk + x, c0 nk + y) with c0 ≥ 1
and 0 ≤ x, y ≤ cn2 . The angle of a line through this point and the origin with the
diagonal of slope 1 is bounded by βmax = cn2 /nk = c/nk−2 . Now, restricted to
such points every (≥ βmax )-SA is a flux tree with α = π/4, and every such flux tree
a (≥ −βmax )-SA. Also, every (≥ βmax )-SA is a Euclidean Steiner arborescence,
and every Euclidean Steiner arborescence a (≥ −βmax )-SA. Thus, if we show that
(≥ βmax )-SAs approximate (≥ −βmax )-SAs well, this directly implies that flux
trees approximate Euclidean Steiner arborescences well. More specifically, if we
want to show that the length of the shortest flux tree approximates the shortest
Euclidean Steiner arborescence up to a precision of 1 (so that we can make the
distinction between K and K + 1) then it is sufficient to prove that a (≥ βmax )-SA
T 0 can approximate a (≥ −βmax )-SA T up to this precision.
By Lemma 44 and Observation 3 we get |T 0 | ≤ λ|T |+2λ0 cn2 n ≤ |T |(λ+4cλ0 n2 ).
Now, λ = 1/ cos(2βmax ) < 1/(1 − c/nk−2 ) and λ0 = sin(2βmax ) < 2βmax = c/nk−2 .
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Thus,
λ + 4cλ0 n2 < 1/(1 − c/nk−2 ) + 8c2 /nk−4 = 1 + o(1/n4 )
for k > 8. Since |T | = O(n4 ), this allows us to approximate the length up a
o(1)-term. Note that we still need to connect the root of |T | and the root of |T 0 |
to (0, 0). The length of this connection is slightly different because the roots of
the trees are different, but the difference is negligible compared to the difference
of |T 0 | and |T |.

It remains to prove NP-hardness for spiral trees.
Theorem 18 It is NP-hard to compute the optimal spiral tree of a point set.
Proof. We use the same construction as above for spiral trees but we start with
a rectilinear Steiner tree instance instead of a Euclidean Steiner tree instance. To
adapt the reduction it suffices to show that within the relevant part of the tree, that
is the part in [2nk , 2nk + cn2 ], the length of a spiral segment between two points p,
q is up to a small error the same as c00 kp−qk1 for a suitable
constant factor c00 . The
√
length of the spiral is D(p, q) = sec(π/4)||p| − |q|| = 2||p| − |q||. Assume xq ≤ xp
and yq ≤ yp . Let q 0 = (xp , yq ). We have ||p| − |q|| = (|p| − |q 0 |) + (|q 0 | − |q|). The
difference |p| − |q 0 | measures how much the distance to the origin decreases while
moving from p to q 0 . Let y0 = yp − yq be the length of the line segment between
p and q 0 and let σ : [0, y0 ] → R2 be this line segment parameterized uniformly.
For a point u let γ(u) be the angle formed
R y by the line through the origin and
u with the x-axis. We have |p| − |q 0 | = 0 0 cos γ(σ(u))du. Now π/4 − βmax ≤
√
√
γ(σ(u)) ≤ π/4 + βmax√and therefore 1/ 2 − βmax ≤ cos γ(σ(u)) ≤ 1/ 2 + βmax .
Thus ||p|√− |q 0 | − y0 / 2| ≤ c/nk−2 . By the same argument we have that ||q 0 | −
|q| − x0 / 2| ≤ c/nk−2 , where x0 = xp − xq . Therefore,
√
|D(p, q) − kp − qk1 | = | 2((|p| − |q 0 |) + (|q 0 | − |q|)) − kp − qk1 |
√
√
√
≤ | 2(x0 / 2 + y0 / 2 + 2c/nk−2 ) − kp − qk1 |
√
= 2 2c/nk−2 .
Since the length of the RSA instance is in O(n4 ), the difference between measuring the length of a spiral segment versus taking the L1 -distance of endpoints
of segments is in o(1) for k > 4. Thus, computing the optimal spiral tree is
NP-hard.

To prove NP-hardness it was sufficient to consider one value of α, namely α = π/4.
Nonetheless, it is an interesting question whether these results also hold for a given
smaller α. We believe that the NP-hardness proof in [121] can be adapted to βSAs and (≥ β)-SAs for 0 < β ≤ π/4. With this we could also generalize our result
to smaller α.
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5.4.2

Optimal spiral trees with empty spiral regions

Assume we are given an input instance such that ti ∈
/ Rtj for all i 6= j. We give
an exact polynomial time algorithm that computes optimal spiral trees for input
instances with this property.
Before we discuss the algorithm, we first give a structural result on optimal
spiral trees for these special instances. Assume all terminals are ordered radially
(on angle) in counterclockwise direction around r and are numbered as such. This
means that the first terminal t1 is arbitrary and the remaining terminals t2 , . . . , tn
follow this order. First note that, for these instances, every terminal is a leaf in
any spiral tree. That is because no terminal can be reached by another terminal,
so no terminal can have incoming edges. More important is the following result.
Lemma 45 If the spiral regions of all terminals are empty, then the leaf order of
any planar spiral tree follows the radial order of the terminals.
Proof. Assume this is not case, so that the leaf order skips leafs ti , . . . , tj , or in
other words jumps from ti−1 to tj+1 . Pick any terminal tk with i ≤ k ≤ j. Let π
be the path in the spiral tree from ti−1 to tj+1 . Because the leaf order jumps from
ti−1 to tj+1 , no leaf is connected to the outside (as seen from r) of π. However,
because tk ∈
/ Rti−1 , tk ∈
/ Rtj+1 and ti−1 , tj+1 ∈
/ Rtk , the path π cuts through Rtk
separating tk from r. So the only way for tk to be connected to r is to cross π.
Contradiction.

Corollary 4 If the spiral regions of all terminals are empty, then the leaf order
of the optimal spiral tree follows the radial order of the terminals.
Using the above lemma we can use a simple dynamic programming algorithm
to compute the optimal spiral tree. We simply solve all subproblems that ask
for the optimal spiral subtree for a sequence of terminals ti , . . . , tj . We require
that this subtree is contained in the unbounded wedge wij from the radial line
through ti to the radial line through tj (see Figure 5.9 left). Define pij as the
tj

tj

wij

pij

ti

pij

tk

pik
ti

Figure 5.9 Left: The wedge wij for terminals ti , . . . , tj . Right: pij is the

optimal join point.
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intersection of St+i and St−j (pii = ti ). As every internal node has exactly two
incoming edges (Lemma 41), we split the subtree into two subtrees at every internal
node. To compute the optimal spiral tree for a sequence of terminals ti , . . . , tj , we
simply compute the optimal way to split the subtree into two subtrees by trying
all possibilities. We then connect both subtrees to pij . Note that, by Lemma 45,
we need to check only j − i ways to split this subtree. If F (i, j) is the length of
the optimal spiral subtree for the terminals ti , . . . , tj (contained in wij ), then we
can perform dynamic programming using the following recursive relation.
(

0,
if i = j,
mink (F (i, k) + F (k + 1, j) + D(pik , pij ) + D(p(k+1)j , pij )), otherwise.
(5.4)
Note that we allow j < i, because we have a cyclical order. However, the value
of k in the above equation must be between i and j in the cyclical order. The
distance function D is defined as in Equation 5.1.
F (i, j) =

Lemma 46 The function F (i, j) describes the length of the optimal spiral subtree
for the terminals ti , . . . , tj contained in wij .
Proof. We prove the lemma by induction. If i = j, then F (i, j) = 0 is clearly
correct. If i 6= j, then, by Lemma 45, we compute the minimum of all possible
splits for the corresponding subtree. Let this split be between tk and tk+1 . By
induction, F (i, k) and F (k + 1, j) describe the lengths of the optimal subtrees.
We need to show that pij is the optimal point to join the subtrees. For the sake
of contradiction, assume the optimal join point is p0ij . This point must be in the
intersection of Rti , Rtj and wij (see Figure 5.9 right). This means that p0ij ∈ Rpij .
We can replace the edges pik → p0ij and p(k+1)j → p0ij by the edges pik → pij ,
p(k+1)j → pij , and pij → p0ij . Since p0ij must be closer to r than pij , it follows
from the definition of D in Equation 5.1 that this operation shortens the tree.
Contradiction.

The length of the optimal spiral tree is not necessarily given by F (1, n), but it
can also be any of the lengths F (i, i − 1) for 2 ≤ i ≤ n, so we need to compute
the minimum of all these values. Note that there must be at least one wedge
wi(i−1) that contains the entire optimal spiral tree, so this will give the length of
the optimal spiral tree. Using additional information we can also compute the
optimal spiral tree itself in this way. From the definition of F (i, j), it is clear that
the algorithm runs in O(n3 ) time.
Theorem 19 Given a set of terminals t1 , . . . , tn such that ti ∈
/ Rtj for all i 6= j,
we can compute the optimal spiral tree on these terminals in O(n3 ) time.
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5.4.3

Approximation algorithm

As shown in Section 5.4.1, computing the optimal spiral tree is NP-hard in general.
In this section we describe a simple algorithm that computes a 2-approximation of
the optimal spiral tree. Note that, using Theorem 15, this algorithm also directly
computes a (2 sec(α))-approximation of the optimal flux tree.
For rectilinear Steiner arborescences, Rao et al. [114] describe a simple
2-approximation algorithm. The transformation mentioned in Section 5.3.2 does
not preserve length, so we cannot use this algorithm for spiral trees. However,
below we show how to use the same global approach—sweep over the terminals
from the outside in—to compute a 2-approximation for optimal spiral trees in
O(n log n) time.
The basic idea is to iteratively join two nodes, possibly using a Steiner node,
until all terminals are connected in a single tree T , the greedy spiral tree. Initially,
T is a forest. We say that a node (or terminal) is active if it does not have a
parent in T . In every step, we join the two active nodes for which the join point
is farthest from r. The join point puv of two nodes u and v is the farthest point p
from r such that p ∈ Ru ∩ Rv . This point is unique if u, v and r are not collinear.
Lemma 47 The greedy spiral tree is planar.
Proof. Assume there is a crossing in the greedy spiral tree between two spiral
segments, one between u1 and its parent v1 , and another between u2 and its
parent v2 (see Figure 5.10 left). Note that the intersection must be farther from
r than both v1 and v2 . But that means that the intersection must have been
encountered as a join point before either v1 or v2 was found, so this intersection
should be a node in the greedy spiral tree. Contradiction.

The algorithm sweeps a circle C, centered at r, inwards over all terminals. All active
nodes that lie outside of C form the wavefront W (the black nodes in Figure 5.10
right). W is implemented as a balanced binary search tree, where nodes are sorted

v2

u1

v1

u2

C

Figure 5.10 Left: The greedy spiral tree is planar.

Right: The wavefront W at a given point during the sweep.
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according to the radial order around r. We join two active nodes u and v as soon as
C passes over puv . For any two nodes u, v ∈ W it holds that u ∈
/ Rv . By Lemma 47
the greedy spiral tree is planar, so we can apply Lemma 45 to the nodes in W.
Hence, when C passes over puv and both nodes u and v are still active, then u and
v must be neighbors in W. We process the following events.
Terminal. When C reaches a terminal t, we add t to W. We need to check
whether there exists a neighbor v of t in W such that t ∈ Rv . If such a node
v exists, then we remove v from W and connect v to t. Finally we compute
new join point events for t and its neighbors in W.
Join point. When C reaches a join point puv (and u and v are still active), we
connect u and v to puv . Next, we remove u and v from W and we add puv
to W as a Steiner node. Finally we compute new join point events for puv
and its neighbors in W.
We store the events in a priority queue Q, ordered by decreasing distance to r.
Initially Q contains all terminal events. Every join point event adds a node to T
and every node generates at most two join point events, so the total number of
events is O(n). We can handle a single event in O(log n) time, so the total running
time is O(n log n). Next we prove that the greedy spiral tree is an approximation
of the optimal spiral tree.
Lemma 48 Let C be any circle centered at r and let T and T 0 be the optimal
spiral tree and the greedy spiral tree, respectively. Then |C ∩ T 0 | ≤ 2|C ∩ T | holds
where |C ∩ T 0 | is the number of intersection points between C and T 0 .
Proof. It is easy to see that |C ∩ T 0 | = |W| when the sweeping circle is C. Let
the nodes of W be u1 , . . . , uk , in radial order. Any node ui is either a terminal or
it is the intersection of two spirals originating from two terminals, which we call
R
uL
i and ui (see Figure 5.11 left). We can assume the latter is always the case,
R
as we can set uL
i = ui = ui if ui is a terminal. Next, let the intersections of T
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i

ui+1
uL
i+1

uR
i+1

R
L R
Figure 5.11 Left: Nodes ui ∈ W, terminals uL
i , ui and intervals Ii , Ii .
L
Right: IiR ⊂ Ii+1
.
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with C be v1 , . . . , vh , in the same radial order as u1 , . . . , uk . As T has the same
R
terminals as T 0 , every terminal uL
i and ui must be able to reach a point vj . Let
R
R
L
Ii and Ii be the reachable parts (intervals) of C for uL
i and ui , respectively (that
R
L
). Since any two neighboring nodes ui and ui+1
is Ii = C ∩ RuLi and Ii = C ∩ RuR
i
R
have not been joined by the greedy algorithm, we know that IiL ∩ Ii+1
= ∅. Now
consider the collection Sj of intervals that contain vj . We always treat IiL and IiR
as different intervals, even if they coincide. The union of all Sj has cardinality 2k.
R
L
, etc.), as
, Ii+1
If |Sj | ≥ 5, then its intervals cannot be consecutive (i.e. IiL , IiR , Ii+1
L
R
this would mean it contains both Ii and Ii+1 for some i. So say the intervals of
L
Sj are not consecutive and Sj contains IiL and Ii+1
, but not IiR (other cases are
0
R
L
similar). T is planar, so this is possible only if Ii ⊂ Ii+1
(see Figure 5.11 right).
R
L
L
But then Ii and Ii+1 are both in a collection Sj 0 and we can remove Ii+1
from
Sj , while keeping the union of all collections the same. We repeat this process to
construct reduced collections Ŝj such that the union of all collections remains the
same and all intervals in a collection Ŝj are consecutive. As a result, |Ŝj | ≤ 4, and
hence 4h ≥ 2k or k ≤ 2h.

Theorem 20 The greedy spiral tree is a 2-approximation of the optimal spiral tree
and can be computed in O(n log n) time.
Proof. The time bound
R ∞ is already mentioned above. For the approximation, recall
that L(T ) = sec(α) 0 |T ∩ CR |dR, where T is any spiral tree and CR is the circle
of radius R centered at r. Using Lemma 48, we can directly conclude that the
greedy spiral tree is a 2-approximation of the optimal spiral tree.

The approximation factor is most likely not tight. Experiments for rectilinear
Steiner arborescences show that the greedy algorithm often computes near-optimal
arborescences [35].

5.5

Approximating spiral trees in the presence of
obstacles

In this section we extend the approximation algorithm of Section 5.4.3 to include obstacles. Given the similarities between spiral trees and rectilinear Steiner
arborescences described in Section 5.3.2, it makes sense to consider existing algorithms for rectilinear Steiner arborescences in the presence of obstacles. Unfortunately, the only known algorithm is only partially correct. We will discuss this
in more detail in the next section. Then we give a new algorithm for computing
rectilinear Steiner arborescences in the presence of obstacles. For a certain type of
obstacles, this algorithm also computes a 2-approximation of the optimal rectilinear Steiner arborescence, although this does not hold for general obstacles. Finally
we extend this algorithm to compute spiral trees in the presence of obstacles, again
computing a 2-approximation for a certain type of obstacles.

5.5 Approximating spiral trees in the presence of obstacles

5.5.1
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Ramnath’s algorithm

Ramnath [113] gives a 2-approximation algorithm for rectilinear Steiner arborescences with rectangular obstacles. He claims that the result extends to arbitrary
rectilinear obstacles. But this is not the case. Consider the configuration of points
and obstacles as shown in Figure 5.12. The obstacles are L-shaped with the longer
(vertical) side of the L being much longer than the shorter (horizontal) one. Between each consecutive pair of obstacles there is a terminal. Ramnath’s algorithm
sweeps a line of slope −1 starting at the root. During the sweep the arborescence
is constructed greedily maintaining a minimal set of points (called cover points)
on the sweep line such that all remaining points can still be connected. Thus,
in the beginning the algorithm has to decide whether to grow the arborescence
to the right or upwards. From these two options the algorithm picks an arbitrary one, in particular it might grow to the right. But then the arborescence will
connect to each terminal by a connection corresponding to the longer side of the
L-shape. By making the L-shape sufficiently long, the approximation factor for
this configuration can be made worse than any constant, in particular two.

Figure 5.12 Case with rectilinear obstacles for which Ramnath’s algorithm

fails. The algorithm does not compute a 2-approximation.

Ramnath’s paper also lacks the details to establish the claimed running time
for rectangular obstacles. In particular the subdivision of a critical region (that
is, a region that can be exclusively reached by one of the cover points) seems to
assume that there is no obstacle strictly inside the critical region. However this
case might occur and it does not seem straightforward to extend the algorithm
to handle this case. Furthermore, the algorithm needs to compute the point at
which the critical regions of neighboring cover points meet. This point is found by
tracing paths from both cover points. The cost of this tracing step does not seem
to be handled in the analysis and it is not clear how to account for it.

5.5.2

Rectilinear Steiner arborescences

We are now given a root r at the origin, terminals t1 , . . . , tn in the upper-right
quadrant, and also m polygonal obstacles B1 , . . . , Bm with total complexity M .
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We place a bounding square around all terminals and the root and consider the
“free space” between the obstacles as a polygonal domain P with m holes and
M +4 vertices. We describe a greedy algorithm that computes a rectilinear Steiner
arborescence T , the greedy arborescence, inside P . Our algorithm returns only
a topological representation of T . This can easily be extended to the explicit
arborescence, which, however, can have arbitrarily high complexity.
As before we incrementally join nodes until we have a complete arborescence.
This time we sweep a diagonal line L over P towards r and maintain a wavefront
W with all active nodes that L has passed. If L reaches a join point puv of nodes
u, v ∈ W, we connect u and v to puv and add the new Steiner node to W. Our
greedy arborescence is restricted to grow inside the polygonal domain P . If a point
p ∈ P cannot reach r with a monotone path in P , then p is not a suitable join
point. To simplify matters we compute a new polygonal domain P 0 from P , such
that for every p ∈ P 0 , there is a monotone path from p to r in P . For now we
simply assume that we are given P 0 and that it has O(M ) vertices.
To compute join points we keep track of the reachable region of every node
u ∈ W, that is, we keep track of the part of L that can be reached from u via a
monotone path in P 0 . As soon as two nodes u, v ∈ W can reach the same point p
on L, then p is the join point puv and we can connect u and v to puv . To compute
the path between u and v and puv , we need some additional information. Here
our definitions follow Mitchell [100]. Given two points p, q ∈ P 0 (with xq ≤ xp and
yq ≤ yp ), let R(p, q) be the rectangle with p and q as corners. We say that q is
immediately accessible from p if p and q are in the same connected component of
R(p, q) ∩ P 0 and this connected component does not contain any other vertices or
nodes (see Figure 5.13 left). The parent of a point p ∈ P 0 is the rightmost vertex
or node from which p is immediately accessible. The topological representation of
the greedy arborescence stores only the parent information.
The status of the sweep line L consists of three types of intervals: (i) free
intervals: points that cannot be reached by any node in W, (ii) obstacle intervals:
points not in P 0 , and (iii) reachable intervals: points reachable by a node in W.
The latter type of interval is tagged with the unique node in W that can reach
this interval. We split the reachable intervals such that every interval has a unique
parent. The intervals are stored by their endpoints in a balanced binary search
tree. Initially, the status of L consists of one obstacle interval. We distinguish
three types of events, which are processed in order using a priority queue.
Terminal event. When we encounter a terminal ti , there are two cases. Either
the terminal is in a free interval or in a reachable interval tagged by a node u.
In the latter case, we connect u to ti (using the parent information) and replace
u by ti in W. Also, we replace all intervals tagged with u by free intervals and
merge them where possible. In both cases, we start a new interval for ti . For the
endpoints of this interval, we trace the intersections between L and the horizontal
and vertical line through ti . Note that we also split an interval, so we add three
intervals in total and remove one. For every new interval (or merged interval), we
add vanishing events to the event queue.
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R(p, q)

p

L

L

L

L

q

Figure 5.13 Left: q is immediately accessible from p. Right: Several cases

of vertex events. Free interval are white, reachable intervals
are light gray, and obstacle intervals are dark gray.

Vertex event. When we encounter a vertex v, then v can be in any type of
interval (see Figure 5.13 right). If v is in a free interval, then we add an obstacle
interval, where the endpoints of the interval trace the edges of P 0 connected to v.
If v is in an obstacle interval, then we add a free interval, where the endpoints of
the interval trace the edges of P 0 connected to v. Otherwise, v is in a reachable
interval or at the endpoint between a reachable interval and an obstacle interval.
In the first case, we need to insert an obstacle interval at v, as described above. In
both cases we need to set the parent of v and insert a new reachable interval for v
(with the correct tag). Also, we need to follow the edge or edges of P 0 connected to
v. This can create free intervals. If one of the endpoints of the reachable interval
of v directly moves out of P 0 , we do not need to add this endpoint, but we can use
the endpoint of the obstacle interval instead. Note that we add only a constant
number of intervals. For new intervals, we add vanishing events to the event queue.
Vanishing Interval. If an interval I vanishes, then there are different cases
depending on the types of the neighboring intervals I1 and I2 . Note that I vanishes
at a point p where two endpoints meet. If I1 and I2 are reachable intervals with
different tags u1 and u2 , then p is the join point for u1 and u2 . We join u1 and
u2 at p, as described in the terminal event. Otherwise, we need to remove one of
the two endpoints. An endpoint of an interval always follows an edge of P 0 or a
vertical or horizontal line through a node in W or a vertex of P 0 . If I1 and I2 are
obstacle intervals or free intervals, then we can just remove both endpoints of I. If
I1 and I2 are reachable intervals with the same tag, then we keep the endpoint that
follows a horizontal line (this follows the definition of a parent given above). If I1
and I2 are of different types, then we keep the endpoint of the obstacle interval if
one is present and otherwise we keep the endpoint of the reachable interval. Again,
we add vanishing event points to the event queue for every interval for which an
endpoint has changed.
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The algorithm terminates when L reaches r, at which point we have one node
left in W. Using the parent information in the status, we connect the final node
with r.
We did not describe yet how to compute P 0 from P . This can actually be
computed using the same sweep line algorithm, except that we now sweep in the
opposite direction, tracing the “reachable region” of r. The points that border a
reachable interval and either a free or obstacle interval trace out P 0 .
Lemma 49 The greedy arborescence can be computed in O((n + M ) log(n + M ))
time.
Proof. First we give a bound for the number of events. Clearly, the number of
terminal and vertex events are bounded by O(n + M ). This also means that the
total number of intervals is bounded by O(n + M ), as we add a constant number
of intervals at only these events. At every vanishing interval event we remove an
interval, so the total number of events is O(n + M ). Also note that every event
can generate only a constant number of events. From this it directly follows that
P 0 has complexity O(M ) as assumed, since we add vertices to P 0 only at events.
It is easy to see that all events can be executed in O(log(n + M )) time, except
when we need to change all intervals tagged by a certain node u to free intervals.
We can do this in O(nu ) time (by simple bookkeeping), where nu is the number
of intervals tagged by u. An interval can only once be changed to a free interval.
Merging two neighboring free intervals removes one interval, so we can charge
these operations to the total number of intervals. Furthermore, the topological
representation of the greedy arborescence contains only the relevant vertices and
nodes to compute the paths between nodes. Every vertex or node can occur only
once in this representation. So the algorithm runs in O((n + M ) log(n + M ))
time.

If P has only positive monotone holes, then the greedy arborescence is a 2approximation of the optimal rectilinear Steiner arborescence. A hole is positive
monotone if its boundary contains two points p and q such that both paths on the
boundary from p to q are monotone in both the x-direction and the y-direction.
In the next section we prove this result for spiral trees. The same arguments can
directly be applied to prove the same result for rectilinear Steiner arborescences.
Theorem 21 The greedy arborescence can be computed in O((n + M ) log(n + M ))
time. If P has only positive monotone holes, then the greedy arborescence is a 2approximation of the optimal rectilinear Steiner arborescence.

5.5.3

Spiral trees

We now describe how to adapt our algorithm to spiral trees; we concentrate mainly
on the necessary changes. We again compute only a topological representation of
the output and refer to the spiral tree which we compute as the greedy spiral
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tree. The sweep line is replaced by a sweeping circle C. A simple balanced binary
search tree is still sufficient to store the intervals, using special cases to deal with
the circular topology.
We need to replace horizontal and vertical lines by right and left spirals. For a
given node or vertex u, the endpoints of its interval on C follow the intersections
of Su+ and Su− with C. Given two points p and q (q ∈ Rp ), let SR(p, q) be the
spiral rectangle between p and q. The spiral rectangle between p and q is bounded
by the two paths (these are unique) consisting of exactly two spiral segments
connecting p to q (this is exactly a rectangle transformed by the transformation in
Section 5.3.2). The point q is immediately accessible from p if p and q are in the
same connected component of SR(p, q) ∩ P 0 and this connected component does
not contain any other vertices or nodes (see Figure 5.14 left).
There is one subtlety. If the left or right spiral of a vertex v directly moves out
of P , we can ignore it, as in Section 5.5.2. However, at the exact moment that
this is no longer the case, we do need to trace this spiral. For rectilinear Steiner
arborescences, this can happen only at vertices. For spiral trees, this can also
happen at at most two spiral points in the middle of an edge e. A point p on e is
a spiral point if the angle between the line from p to r and the line through e is
exactly α (see Figure 5.14 right). We hence subdivide every edge of P at the spiral
points. In addition we also subdivide e at the closest point to r on e to ensure
that every edge of P has a single intersection with C. This does not increase the
asymptotic complexity of P .
After these minor changes, the algorithm proceeds in exactly the same way as
for rectilinear Steiner arborescences, and all events can be handled as described in
Section 5.5.2.
Neither the algorithm presented in Section 5.5.2 nor its adaptation to spiral
trees gives a constant factor approximation. But, if we restrict the types of obstacles, they give 2-approximations. For rectilinear Steiner arborescences we have
to use positive monotone obstacles, for spiral trees spiral monotone obstacles. An

SR(p, q)

p

e

q

Figure 5.14 Left: A spiral rectangle; q is immediately accessible from p.

Right: Spiral points.
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obstacle is spiral monotone if its boundary contains two points p and q such that
both paths on the boundary from p to q are angle-restricted.
Lemma 50 Let P be a polygonal domain with spiral monotone holes. Then all
points on a circle C reachable from a node u lie inside a single circular interval
Iu ⊆ C with the property that every point in Iu ∩ P is reachable from u.
Proof. Consider a point p ∈ Iu ∩ P . Let π1 and π2 be the paths from u to the
endpoints of Iu . Repeat the following until we hit either π1 or π2 . Move along the
left spiral through p going outwards (from r). When we hit a hole, simply follow
the outline of the hole until we can follow the left spiral again. Because P has
only spiral monotone holes, we eventually reach either π1 or π2 . Hence p must be
reachable from u.

Theorem 22 The greedy spiral tree can be computed in O((n + M ) log(n + M ))
time. If P has only spiral monotone holes, then the greedy spiral tree is a 2approximation of the optimal spiral tree.
Proof. Correctness and running time follow from Lemma 49 and the discussion
in Section 5.5.3. Assume that P has only spiral monotone holes and let T and
T 0 be the optimal and greedy spiral tree, respectively. By Lemma 50 we can
represent the part of a circle C that is reachable by a terminal t as a single interval
It . We can now follow the proof of Lemma 48 with these intervals to show that
|C ∩ T 0 | ≤ 2|C ∩ T |. This directly implies that, if P has only spiral monotone holes,
the greedy spiral tree is a 2-approximation.


5.6

Conclusions and open problems

In this chapter we set the basis for a new algorithm to compute flow maps. We
introduced a new variant of geometric minimal Steiner arborescences, flux trees,
which captures the essential structure of flow trees. We use spiral trees to compute a (2 sec(α))-approximation for optimal flux trees in O(n log n) time. This
algorithm can be extended to include polygonal obstacles, but the approximation
factor is maintained only if all obstacles are spiral monotone. Nonetheless, the
spiral trees resulting from our algorithm are of high quality in practice, even if
the obstacles are not spiral monotone. In the next chapter we use spiral trees to
compute high quality flow maps.
From a theoretical point of view, one interesting open problem remains: is
there a constant factor approximation algorithm that computes spiral trees in the
presence of obstacles that are not spiral monotone?

Chapter 6

Flow Map Layout
via Spiral Trees
6.1

Introduction

The spiral trees of Chapter 5 form a good basis for the automated construction of
flow maps, or more specifically, flow trees. However, simply thickening the edges of
a spiral tree will not result in a high-quality flow tree. The thickening can introduce
overlaps with important map features, and these map features should be avoided
smoothly. In this chapter we present an automated approach for constructing highquality flow trees from spiral trees. We demonstrate our approach with extensive
experiments.
Quality criteria. As described in Chapter 5, good flow maps reduce visual clutter
by bundling lines as smoothly and frequently as possible. They also strive to avoid
crossings between lines. Specifically, every flow tree is plane, that is, crossing free.
A good flow tree avoids its own nodes, that is, all branches have a minimum length
so that their widths can be interpreted. In addition, the main branches of a flow
tree grow as straight and smooth as possible, to make it easy to follow them. When
a flow map consists of several flow trees then the crossings between different trees
should be minimized [41]. Thin branches should be drawn atop thick ones while
avoiding a “weaving” effect. Furthermore, flow maps often try to avoid covering
important map features with flow trees to aid recognizability.
Flow maps that depict trade often route edges along actual shipping routes.
In that case a moderate distortion of the underlying geography is admissible. In
contrast, flow maps that depict abstract data or data which is not linked to specific
routes, such as migration or internet traffic, do not distort the geography of the
underlying map [122].
Results and organization. We present an automated approach to generate
high-quality flow maps. Specifically, we describe an algorithm that bundles edges
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and produces crossing free flow trees that have a natural and smooth appearance.
The flow trees generated by our algorithm are able to avoid their own nodes, as
well as user specified obstacles. We do not distort the underlying geographic base
map, since such a distortion may be confusing [122]. Our algorithm can merge
internal nodes that are too close and so create vertices of degree higher than three.
This alleviates clutter in congested areas. Our flow trees use a unique topology on
a given set of input points and therefore lend themselves to animations of changing
data sets over time.
Our method uses the flux trees or spiral trees (which approximate flux trees)
introduced in Chapter 5. Due to the angle restriction, spiral trees do not only
induce a natural clustering on the leaves but also smoothly bundle lines. We
describe an algorithm that thickens and smoothes a given spiral tree while avoiding
obstacles. Our algorithm minimizes a set of cost functions that capture the quality
criteria for flow trees.
The remainder of this chapter is organized as follows. Section 6.2 discusses
related work and visually compares our flow maps to those produced by other automated methods. Section 6.3 presents our algorithm to compute flow trees. Since
our flow trees are based on spiral trees and hence use logarithmic spirals for their
edges, we define a novel type of spline, the spiral spline, to draw them effectively.
Spiral splines are in essence cubic Hermite splines where we use logarithmic spirals
to compute the tangents. Section 6.4 shows and discusses results of our algorithm,
also in comparison with previous work. Section 6.5 discusses various extensions to
our automatic method: flow maps that support user specified clusters on the leaves
of the tree, flow maps that contain more than one flow tree, and flow maps that
route edges via waypoints or along shipping routes. Section 6.6 gives some technical details about our implementation. In Section 6.7 we close with a discussion
of our work.

6.2

Related work

Since their introduction in the mid-1800s, flow maps have been a widely used type
of thematic map [117]. Textbooks on thematic cartography provide design rules
for flow maps [41, 122]. The first known systems for the automated creation of
flow maps were developed in the 1980s [1, 57, 130]. These systems do not merge
flow lines and hence the resulting maps suffer from visual clutter (see Figure 6.1
top-left). In 2005 Phan et al. [109] presented an algorithm, based on hierarchical
clustering of the leaves, which creates single-source flow maps with bundled edges
(see Figure 6.1 top-right). This algorithm uses an iterative ad-hoc method to
route edges and hence is often unable to avoid crossings. A second effect of this
method is that flows are often routed along counterintuitive routes. The quality of
the maps can be improved by moving the leaves, which, however, is considered to
be confusing for users according to cartography textbooks [122]. In contrast our
method merges flow lines and avoids unnecessary crossings (see Figure 6.1 bottom).

6.2 Related work
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Figure 6.1 Maps illustrating migration from California 1995–2000. Top:

flow maps, Tobler [1, 130] (arrows of varying width), and
Phan et al. [109] (edge-bundeling with crossings). Middle:
subgraphs of the bundled complete migration graph, Cui et
al. [37] and Holten and van Wijk [76]. Bottom: our output.

Flow maps are effective if the number of origin-destination pairs is linear in
the number of origins and destinations. This is the scenario on which we focus in this chapter. If flows between all origins and all destinations need to be
shown then the number of origin-destination pairs is quadratic. There are some
recent papers that therefore explore alternative ways to visualize flows, by using
multi-view displays [69], animations over time [21], or mapping techniques close
to treemaps [141]. By interpreting origins and destinations as nodes and flows as
(weighted) edges, techniques from graph and network visualization can be used to
visualize flows. Cox et al. [36] and Munzner et al. [105] use 3D maps to visualize
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network structure. Their methods, however, do not use edge-bundling. In contrast, Holten [74], Cui et al. [37], and Holten and van Wijk [76] present methods to
visually bundle edges in complete and dense graphs. Subgraphs of their bundled
representations can be interpreted as flow maps (see Figure 6.1 middle). These
subgraphs, however, are not necessarily crossing-free, or even trees, and do not
merge as quickly and smoothly as hand-drawn flow maps.
Duncan et al. [45] describe a model for drawing with fat edges. In principle we
could use their method to thicken spiral trees, but the resulting flow trees are not
smooth, do not obey angle restrictions, and do not emphasize the main branches of
the tree. Finally, Krozel et al. [91] study algorithms for turn-constrained routing
with thick edges in the context of air traffic control. Their paths need to avoid
obstacles (bad weather systems) and arrive at a single target (the airport). The
union of consecutive paths bears some similarity with flow maps, although it is
not necessarily crossing-free or a tree.

6.3

Computing flow trees

In this section we describe our algorithm to compute a single flow tree T . Our
input is a point r, the root of T , and n points l1 , . . . , ln , the leaves of T . For every
leaf li we are also given a weight ti which denotes the amount of flow from the
root to leaf li . The weight ti determines the thickness of the flow tree at leaf li .
We assume that these weights have already been scaled appropriately, using linear
scaling as advocated by cartographers [41]. To simplify the discussion we further
assume that the root r is located at the origin.
A good flow tree is crossing-free and merges edges smoothly and frequently; it
avoids flows through its leaves; its main branches grow as straight and smooth as
possible. There is a tradeoff between the smoothness and frequency of merges, but
spiral trees allow these properties to be balanced through the choice of restricting
angle. We therefore first use our approximation algorithm of Chapter 5 to compute
a spiral tree S on the root and the leaves. To avoid flows through its leaves, we
cover the leaves by placing small obstacles behind every leaf (as seen from r).
The resulting spiral tree S is crossing-free and avoids its leaves. However, it is by
definition thin and does not have a smooth appearance when avoiding leaves or
obstacles. Below we describe how to thicken and smooth S to create the flow tree
T (see Figure 6.2). During this process we preserve the topology of S, that is, T
has the same leaf order and internal structure as S and passes obstacles on the
same side. After thickening S we smooth and generally improve the resulting tree
T by minimizing the weighted sum F (T ) of a carefully chosen set of cost functions
that smooth the tree (FS (T )) and straighten main branches (Fstr (T )), while still
avoiding obstacles and leaves (Fobs (T )) and approximately maintaining the angles
(FAR (T ) and FB (T )). Our algorithm can be summarized as follows:

6.3 Computing flow trees
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Figure 6.2 Starting with a thin spiral tree (left), we thicken and further

subdivide the edges (middle), and finally minimize the cost
function (right, drawn without internal nodes). The trees
consist of a root node (square), leaf nodes (red), join nodes
(white), and subdivision nodes (black).

(P = points, W = weights)
Algorithm FlowTree(P, W, α)
1. S ← ComputeSpiralTree(P, α) (see Chapter 5)
2. T ← Subdivide and thicken S using W
3. Minimize F (T ) (see Section 6.3.2 and 6.3.3)
The remainder of this section is structured as follows. In Section 6.3.1 we explain
the structure of our trees and discuss the different types of nodes. In Section 6.3.2
we describe our cost functions and in Section 6.3.3 we explain how to minimize
the resulting global cost function. Finally, in Section 6.3.4 we discuss the spiral
splines which we use to draw the finalized tree.

6.3.1

Tree structure

Spiral trees and flow trees are both directed trees, with the root as the source.
As mentioned above, it is convenient for our computations to conceptually direct
these trees from the leaves towards the root. When drawing the final flow trees
we of course reverse the direction again. Each node of our trees (except for the
root) has exactly one outgoing edge to its parent. Similarly, all nodes which are
not leaves have incoming edges from their children. Our trees have four different
types of nodes (see also Figure 6.2):
root node: the root, the only node without parent.
leaf node: the leaves, the only nodes without children.
join node: nodes where edges merge. All join nodes have one parent and at least
two children.
subdivision node: nodes that subdivide edges, used to avoid obstacles. These
nodes have one parent and one child.
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Figure 6.3 Left: children connecting directly to join node. Right: using

dummy nodes (black nodes).

The thick flow tree T generally needs more subdivision nodes to avoid obstacles
than its thin counterpart S. Hence, before minimizing our cost functions, we
further subdivide T until the length of every edge is below a specified threshold
(see Section 6.3.3 for details). Because the edges of T are thick, the children of a
join node ν should not connect directly with ν, but with special dummy nodes at
a slightly offset positions (see the black nodes in Figure 6.3 right). We compute
these dummy nodes for every child of a join node. They act as the true endpoints
of the edges between a join node and its children.
The edges of spiral trees, and hence also of flow trees, consist of (segments of) βspirals. For −π/2 < β < π/2 the β-spiral through a point p can be described by the
following parametric equation in polar coordinates, where p = (R, φ): R(t) = Re−t
and φ(t) = φ + tan(β)t. We call β the angle of (a segment of) a β-spiral. Note
that a spiral tree with restricting angle α consists only of segments of α-spirals
and (−α)-spirals. In the flow tree, an edge e = (p, q) between a node p and its
parent q is the β-spiral segment between p and q, such that the absolute value of β
is minimal. This uniquely defines e. Note that all β-spirals have the same origin.

6.3.2

Cost functions

In this section we describe a set of cost functions, which we believe capture the
properties of high-quality flow trees. These cost functions are defined on the nodes
and edges of the flow tree T . We combine the separate functions to one global
cost function F (T ), which we optimize by moving the join and subdivision nodes.
The positions of the root and the leaves have to remain fixed.
Obstacle cost. We distinguish two types of obstacles: polygon obstacles and leaf
nodes. We use polygon obstacles to model important map features that need to
be avoided by the flow tree. We include leaf nodes as obstacles to ensure that the
flow tree avoids these nodes and hence all branches are visible. The thin spiral
tree S avoids all obstacles. The obstacle cost ensures that also the thick flow tree
T does not overlap with the obstacles. It is also often aesthetically more pleasing
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Figure 6.4 Optimizing subdivision nodes. Buffers are dashed.

if the thick edges are clearly separated from the obstacles. Therefore we add a
buffer around every obstacle (see Figure 6.4). The choice of a proper buffer size B
strongly depends on the map. Although we can easily compute a reasonable value
for B, this value can be changed interactively.
We now describe the obstacle cost for a single node p. Consider any obstacle
Ω and let q be the point on the obstacle closest to p. For leaf nodes, q is simply
the position of the leaf. Let D be the distance between p and q. Further, let t
be half the thickness of the flow map at p. If Ω is a leaf node, t also includes the
thickness (weight) of this leaf. The obstacle cost for the node p and the obstacle
Ω is as follows:
 t B
D B
( 2 − t), if D < t;
 BD ( 2 + t) + Bt
D−t 2
Fobs (p, Ω) =
(1 − B ) ,
if t ≤ D ≤ t + B;

0,
otherwise.
The obstacle Ω and the flow tree at p overlap when D < t. When there is no
overlap, but p still falls within the buffer of Ω, the cost simply increases quadratically as D decreases. When D = t, the cost equals one. When D < t, the cost
increases asymptotically to infinity as D approaches zero. This ensures that the
flow tree does not “jump” over obstacles and hence maintains the same topology
as the spiral tree S. The formula for D < t ensures that Fobs is C 1 -continuous.
There is one special case: let Ω be a leaf node and consider the chain of subdivision nodes until the first encountered join node (see Figure 6.4). We define the
obstacle cost for these subdivision nodes with respect to Ω to be zero. The join
node is handled as usual.
The obstacle cost for the tree T is simply the sum of the costs for all combinations
of subdivision and join nodes of T and obstacles.
Smoothing cost. The main purpose of the subdivision nodes is to make the flow
tree appear smooth. Hence we define a smoothing cost for subdivision nodes. Let
p be a subdivision node and let β1 and β2 be the angles of the edges incident on
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β1 = α
2α

β2 = −α

Figure 6.5 Left: optimal join node. Right: straightening join nodes.

p. Then the smoothing cost for p is defined as:
FS = (β1 − β2 )2
Note that if FS = 0 for a certain subdivision node, both incident edges follow the
same spiral, which gives a smooth appearance. The smoothing cost for the tree T
is again simply the sum of all smoothing costs of all subdivision nodes of T .
Angle restriction cost. For the appearance of the flow tree it is important
that the angle restriction, established by the spiral tree S, is maintained at least
approximately at join nodes. To that end, we define an angle restriction cost for
join nodes. Let p be a join node, and let β1 and β2 (β1 > β2 ) be the angles of the
edges to the children of p. Then the angle restriction cost is defined as:
FAR = log(sec β1 ) + log(sec β2 )
The choice of the function sec(β) is directly related to the properties of spiral trees
(see Chapter 5). Since the function sec(β) grows very rapidly, we use the logarithm
to be able to combine it more easily with the other cost functions. Nonetheless, the
cost grows to infinity as the angles approach π/2. This ensures that the distance
to the root monotonically decreases along the edges of a flow tree.
Balancing cost. The angle restriction cost does not involve the specific angle α
that is used to compute the spiral tree. We would like the cost of a flow tree to
be minimal when β1 = α and β2 = −α (see Figure 6.5 left). Therefore we add the
following balancing cost:
FB = 2 tan2 (α) log(csc((β1 − β2 )/2))
One can prove that, with this definition, the minimal cost is obtained by the tree
in Figure 6.5 left.
Straightening cost. The angle restriction and balancing costs cover only the
edges from a join node to its children. We need a separate cost for the edge from
a join node to its parent. Let β be the angle of this edge. A reasonable value for
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β would appear to be (β1 + β2 )/2. However, if a thick edge merges with a thin
edge, then it is visually more pleasing if β equals the angle of the thick edge (see
Figure 6.5 right). This allows us to easily follow the main branches of the flow
tree. Let β ∗ be the optimal angle for β, then the straightening cost is:
Fstr = (β − β ∗ )2
We need to determine a good value for β ∗ . We describe this computation for an
arbitrary number of children. Let β1 , . . . , βn be the angles of the edges to the
children and let t1 , . . . , tn be the corresponding thicknesses with t∗ as maximum.
We say that an edge is relevant if ti ≥ ct∗ . (We use c = 0.5 for our maps.) The
optimal angle β ∗ is:
X
X
ti βi )/(
ti )
β∗ = (
i|ti ≥ct∗

i|ti ≥ct∗

Global cost function. The global cost function is now simply a linear combination of the different costs defined above:
F (T )

=

cobs Fobs (T ) + cS FS (T ) + cAR (FAR (T ) + FB (T ))
+cstr Fstr (T )

The constants are all positive and can be tuned to achieve a suitable tradeoff
between the different costs. Specifically, we use cobs = 2.0, cS = cstr = 0.4,
and cAR = 0.077. In principle, these parameters could also be set differently
for different parts of the tree, thus allowing a user to optimize the tree locally.
However, local parameters would be difficult to integrate into an intuitive user
interface.

6.3.3

Minimizing the global cost function

Our goal is now to smoothen and straighten the thick flow tree T by minimizing
the global cost function F (T ). The value of F (T ) is completely determined by the
positions of the nodes of T . Since the root and the leaves of T have to remain
fixed, we minimize F (T ) by moving the subdivision and the join nodes. For the
subdivision nodes we fix the distance to the root, that is, subdivision nodes can
only rotate around the root. Join nodes are allowed to move freely.
To minimize the global cost function, we use the method of steepest descent.
Let Ti be the tree after i iterations (with T0 = T ). Consecutive iterations are
computed as follows:
Ti+1 = Ti − ε∇F (Ti )
We ensure that F (Ti+1 ) < F (Ti ) and choose ε adaptively. We do need to guarantee
that the topology of Ti+1 is the same as that of T (i). For every edge e of T and
every point p, either a leaf node or an obstacle vertex, we need to ensure that e
stays on the same side of p. Using a binary search, we can compute the value of
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Figure 6.6 Flow map illustrating migration from Texas 1995–2000 after

computing the spiral tree (top left), subdividing and thickening the edges (top right), and finally minimizing the cost
function (bottom).

ε for which e crosses p. Let the minimum of all these values be ε∗ : the smallest
step size that results in a different topology. We bound ε by ε∗ /2.
The method of steepest descent computes a local minimum, which is sufficient
in our case. Since we fix the topology of the flow tree, we expect every local
minimum to be of good quality. This is confirmed by our experiments. The
method of steepest descent has certain well-known drawbacks, such as zigzagging
and slow convergence. In the future we will extend our implementation to use the
non-linear conjugate gradient method, which should alleviate some of these issues.
Subdividing and merging. As mentioned in Section 6.3.1, before minimizing
F (T ) we add subdivision nodes to T until the length of every edge is below a
specified threshold. However, T might not need the same number of subdivision
nodes everywhere. So initially we use a fairly sparse subdivision, but we allow
adaptive subdivision during optimization. We often need additional subdivision
nodes around obstacles. If a point on an edge e of T moves too close to an obstacle,
we subdivide e. Subdividing an edge can increase the cost of the resulting tree.
However, we also ensure that not too many nodes are added to T , by subdividing
an edge only if its length is above a certain threshold. In this way we ensure that
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Figure 6.7 Merging join nodes. Detail of Figure 6.1 bottom.

the optimization still converges.
Next to adding nodes, it is also possible that two nodes merge. A node merges
with its parent as soon as the length of the corresponding edge falls below a certain
threshold. Two subdivision nodes never merge, as they have a fixed distance to
the root. A join node can merge with a subdivision node, in essence removing the
subdivision node. It is also possible that two join nodes merge (see Figure 6.7),
the resulting join node has more than two children. It is straightforward to extend the cost functions to join nodes with an arbitrary number of children. The
straightening cost is already defined for an arbitrary number of children and for
the angle restriction cost and the balancing cost we simply use the two outermost
children.

6.3.4

Drawing flow maps

Here we explain how to draw the optimized flow tree. We depict the root node
by a square of size proportional to the total flow. The leaf nodes are indicated by
proportional or graduated circles whose size is proportional to the value of the line
ending there. These circles are not essential to our maps and can for instance be
replaced by (classed) symbols of different shapes. We do not label our nodes, but
use boundary information instead, since cartographers consider this to be more
useful for interpreting pattern information [122].
To draw the edges, we introduce a novel type of spline, the spiral spline. Recall
that the edges are segments of β-spirals. We could use Catmull-Rom splines, but
we prefer a method that more accurately draws β-spirals. Spiral splines are in
essence cubic Hermite splines. Hermite splines require a tangent at every point.
The tangents of points on a spiral should match the tangents of the spiral. Hence,
we use logarithmic spirals to compute these tangents for our spiral splines. Consider a subdivision node p and let β1 and β2 be the angles of the edges incident on
p. The direction of the tangent vector at p is simply the tangent of the β-spiral at
p, where β = (β1 + β2 )/2. The length of the tangent vector is kp2 k − kp1 k, where
p2 is the child of p and p1 is the parent of p. For a target or join node p, the angle
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β is simply the angle of the edge from p to its parent. Using the spiral splines, the
resulting trees appear very smooth.

6.4

Experimental evaluation

In this section we discuss the results of our algorithm, also in comparison with
previous work. We first demonstrate our algorithm by an example and evaluate the

Figure 6.8 Various results of our algorithm. We use α = 15◦ (top), α =

25◦ (middle), and α = 35◦ (bottom). The figures on the left
use standard parameters. For the figures on the right, we
increased buffer size B by a factor of 1.5 (top), set cS = 0
(middle), and set cstr = 0 (bottom).
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influence of the various parameters. All of the results in this section were obtained
automatically using our algorithm from Section 6.3 without user interaction. Only
the drop shadows were manually added in a post-processing step. In Section 6.5 we
show further results with additional user-specified input. In Figure 6.6 we give an
overview of our algorithm using, as an example, migration from Texas. The spiral
tree has a nice structure but is not smooth at internal nodes. Thickening shows
another issue, namely that main branches deviate around the leaf nodes. Both
issues are resolved in the final flow tree, while keeping the structure of the spiral
tree. In Figure 6.8 we show results of our algorithm using different parameters.
From top to bottom we varied our most important parameter, the restricting angle
α. We use α = 15◦ (top), α = 25◦ (middle), and α = 35◦ (bottom). Lower values
for α result in “straighter” flow trees, but can also cause some weaving. Higher
values for α often result in a better tree structure, but these flow trees require
sharper turns. The figures on the left use, besides α, our standard parameters.
In the figures on the right we show the effects of some of the parameters. In the
top figure we increased the buffer size B by a factor of 1.5. This makes the nodes
better visible, but does require longer detours. In the middle figure we set cS = 0.
Although the flow tree is still drawn smoothly due to the splines, it does not appear
smooth anymore. In the bottom figure we set cstr = 0. We think the straightening
results in a visually more pleasing flow tree. The remaining parameters cobs and
cAR must be larger than zero for the algorithm to work properly but otherwise
their values seem to have little influence on the result.
The weights of the leaves also influence the layout of the flow map. The following

Figure 6.9 Migration from Norway in 1996–2000 (left) and 2009 (right).
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Figure 6.10 Two flow maps illustrating migration from Colorado 1995–

2000. Phan et al. [109] (left), and the output of our algorithm
(right).

two maps in Figure 6.9 show the same data set, namely migration from Norway,
at two different points in time. Both maps are based on the same spiral tree, that
is, they have the same tree topology. This makes it easy to compare the flows.
Differences between the maps cannot only be detected by comparing the widths
of flow lines, but are also emphasized by the straightening of main branches. This
for instance emphasizes the large flow to Poland in 2009.
Next, we visually compare our results to those of Phan et al. [109]. In Figure 6.10
the map by Phan et al. contains many crossings, the grouping of nodes is somewhat
unnatural, and the edges are often routed in a counter-intuitive manner (see also
the maps in Figure 6.1, Figure 6.11, and Figure 6.12). Consider for example North
Dakota, which is not grouped with South Dakota but instead crosses the branch
to South Dakota. Another example is North Carolina, which is reached with a
branch that grows from the south via Florida and below Texas. In contrast, our
map is crossing-free, smoothly bundles lines, and the main branches of the tree are
easy to follow. Our algorithm automatically creates nodes of higher degree which
helps to de-clutter the busy East coast.

6.5

Extensions

We next present various extensions to our automatic method, in particular, userspecified clusters, routing around obstacles, the overlay of flow trees, and waypoints. While in Figure 6.10 the naturally looking clustering is simply induced by
the spiral tree, we can also accommodate user-specified clusters.
Figure 6.11 and Figure 6.12 show CO2 emissions. Figure 6.11 was produced by
Moran and his co-workers [103, 119] using the algorithm by Phan et al. The original
data is not available anymore, so our corresponding map in Figure 6.12 is based
on Moran’s most recent data.1 In Figure 6.11 the many crossings in Europe are
1 D.

D. Moran, personal communication, 2011.
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Figure 6.11 Total ecological footprint of imports to the UK [119] created

using the algorithm by Phan et al. [109].

very noticeable. The cluttering in that map is to some extent due to a large flow
from Asia that was routed through Europe. This can be avoided by appropriate
clustering. In Figure 6.12 we clustered the leaves according to the United Nations
geoscheme. This scheme clusters by region (continent). To emphasize the two
largest individual flows (US and China) we clustered these on subregion level, i.e.,
as Northern America and Eastern Asia. In Europe we used subregions as clusters,
but placed Ireland, Iceland, Spain, and Portugal outside of the clusters to allow
other flows to pass. In comparison it is noticeable that the map in Figure 6.11
shows nearly no variation in the width of the flow lines, although the data indicates
huge flows from the US. This might be an artifact of logarithmic scaling or the
upper bounds on flow width imposed by Phan et al. In contrast, our algorithm is
able to accommodate linearly scaled flows, even for such a large map where values
differ substantially. Zooming in on Europe it is apparent that our maps work well
on different scales. The merging of flows in general bears the risk of implying a
clustering that might not have a meaning as such. User-specified clusters have the
significant advantage of introducing meaningful merges.
Note that Figure 6.11 does not route along shipping routes and does not try
to avoid crossing landmasses. Our algorithm is able to do so, as illustrated in
Figure 6.13 and Figure 6.16. The map in Figure 6.13 (top) is computed without avoiding landmasses, in Figure 6.13 (bottom) we added (parts of) the island
boundaries as obstacles to the input. Both figures show clearly that the major
part of exports from Sulsel is directed towards Sumatra and Java. However, the
flows in the top map cover nearly the complete eastern coastline of Sumatra and
cross various smaller islands, whereas the lower map gently curves through the
Strait of Malacca and around the islands. The difference between the two maps
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Figure 6.12 Flow of embodied CO2 to the United Kingdom. Embodied CO2 refers to the entire amount
of CO2 emitted for the production and transportation of goods to consumers. The map
shows the CO2 flows into the United Kingdom from each of its trading partners. CO2
emissions from transportation are shown as originating from the country that provides the
transportation fuel. The embodied CO2 flows in this map have been calculated using the
Eora MRIO Model being built at the University of Sydney.
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Figure 6.13 Exports from the province Sulsel on Sulawesi to all other

provinces of Indonesia in 1990. Without avoiding landmasses
(top) and avoiding landmasses (bottom).

is somewhat subtle, since both were created with the same algorithm, but the
avoidance of landmasses increases the legibility of the map.
Flow maps can also contain more than one flow tree. In Figure 6.14 we again
compare our map against a map produced by Phan et al. Their paper uses data
from the U.S. census bureau, which would imply that this map depicts the top
10 states that migrate to California and New York 1995–2000. Unfortunately,
the states that they show, do not correspond to this data. Our map shows the
correct data set. Both maps were created by overlaying two single source flow
trees. Our current system does not support the simultaneous creation of more
than one flow tree, but we simulated the process by adding parts of the first
tree (green) as obstacles to the input of the second (blue). The result is already
satisfactory, however, a branching point of the blue tree coincides with a branch
of the green tree. The green tree, being the first to be computed, did not know
about this branching point and hence could not avoid it. How to integrate the
creation of several flow trees is a challenging open question. Another issue is that
our flow maps do not indicate the direction of the flow. Additional experiments
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Figure 6.14 Two flow maps illustrating the top 10 states that migrate to

California and New York 1995–2000. Phan et al. [109] (top),
and the output of our algorithm (bottom).

with symbolism, for example, arrows at leaves or along major flow lines, or using
squares for destinations and circles for origins, might lead to an effective method
to indicate flow direction (see [75] for an evaluation of several methods to indicate
direction in node-link graphs).
The data set depicted in Figure 6.14 is particularly challenging and somewhat
atypical for flow maps that contain several flow trees. The main axis California–
New York is contained in both trees and bound to conflict. In Figure 6.15 we show
the overlay of two flow trees for a more typical data set, namely migration from
Norway and from Latvia. Here we used the same approach, namely using parts of
the red tree as obstacle for the blue tree, to much greater success. The map clearly
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Figure 6.15 Migration from Norway and Latvia in 2009.

shows the importance of neighboring countries for migration, but also highlights
the UK as a popular destination. One issue remains though. To be able to use
parts of the first flow tree as obstacles for the second flow tree, we manually moved
the leaf locations for regions that occur in both flow trees (France, Germany, UK,
Sweden). This can be confusing, especially if the two locations are separated by a
flow line.
Our final map in Figure 6.16 shows the top 50 countries to which Scotland
exported whisky in 2009. Much of the whiskey exported in 2009 from Scotland was
transported by deep-sea container ships, much of the whiskey exported to Europe
(with France as main importer) was transported across the Channel at Dover. We
therefore route flows in this map along shipping routes, by using landmasses as
obstacles. Shipping routes typically use shortest paths, which integrates well with
the optimization criteria for our flow trees. However, shipping routes might need
to deviate in direction substantially from the direct connection between a source
and a destination, for example, if they have to pass through an important passage.
In these situations we cannot directly enforce the angle restriction for all nodes.
We handle this issue by introducing waypoints: intermediate destinations, which
themselves serve as the root of a subsidiary flow tree (waypoints are indicated as
squares in Figure 6.16). For shipping routes we have a canonical set of potential
waypoints corresponding to strategic maritime passages [118]. For the map in
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Figure 6.16 Top 50 whisky exports from Scotland in 2009 by volume.
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Figure 6.16 we used four waypoints corresponding to the Panama Canal, the Strait
of Malacca, the Strait of Bab el-Mandab and Gibraltar. The aggregation effect of
the flow map shows the size of the Latin American and the Caribbean market, a
fact that would have been difficult to deduce from the raw data. Furthermore, it
emphasizes the importance of the Suez Canal for European trade. Note that the
waypoints are shown only to illustrate the composition of the tree and would not
be part of the final map. Flow maps by design bear the risk of misinterpretation.
This risk is particularly high when flows approximately follow trade routes. We
have no exact data for the trade routes but even with this data a flow tree would
deviate from it. Our map, for instance, is not meant to indicate that whisky to
Italy is transported via Germany.

6.6

Implementation

We created a proof-of-concept implementation of our flow map algorithm in Java.
Our program can compute a spiral tree from a given point set, also including
obstacles. Next to that, our program contains features that allow interactive
editing of spiral trees. We have also implemented the cost function minimization,
as described in Section 6.3. Finally, our program supports export of flow trees in
vector format. Our current implementation does not support multiple flow trees or
waypoints (see Section 6.4). Such flow maps were created by manually overlaying
single flow trees created by the program. Figures in this chapter with single flow
trees were fully automatically created using our program, except for some minor
editing (drop shadows, clipping, etc.). Our program computes an optimal flow
tree for most maps in less than a minute on a system with a Pentium D 3 GHz
processor (dual-core) and 1 GB of RAM. World maps require a couple of minutes.
Data sources. Our data stems from various sources which we summarize in
the following: Tobler [1], Moran (personal communication), Stelder [127], the
Indonesian central planning bureau BAPPENAS (www.regroningen.nl/irios_
tables.shtml), Statistics Norway (www.ssb.no), Central Statistical Bureau of
Latvia (www.csb.gov.lv), and the Scotch Whisky Association in Edinburgh, statistical report 2009 (www.scotch-whisky.org.uk). All URLs were accessed on
2011-04-19.

6.7

Conclusions and open problems

In this chapter we introduced an algorithm that produces flow trees of high visual
quality. Our flow trees are based on spiral trees, a novel type of Steiner tree.
As a consequence, our flow trees are crossing-free, merge smoothly, and naturally
cluster. The main branches of our flow trees grow as straight and smooth as
possible, for an overall organic impression that makes it easy to interpret the maps.
Furthermore, our trees allow for high-degree internal nodes, can avoid obstacles
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as well as their own leaves, and do not need to distort the base map.
An interesting and challenging direction for future work is the integrated creation of several flow trees while minimizing crossings between branches of different
trees. In those cases where crossings are unavoidable, we prefer crossings among
lesser branches of the trees.

Chapter 7

Conclusions and
Future Research Directions
In this thesis we presented automated methods for the construction of various
types of thematic maps. We also implemented several of our algorithms, and
evaluated the maps constructed using our algorithms.
In Chapter 2 we considered the automated construction of schematic road
networks with thick edges, to be used as a thematic layer of a thematic map.
The underlying optimization problem is NP-hard. We introduced a new type
of C-oriented paths, called smooth paths, and presented a polynomial time 2approximation algorithm for smooth paths, which is an O(κ)-approximation algorithm for general C-oriented paths using κ orientations. Although we used smooth
paths mainly as a tool for our algorithm, we now believe that smooth paths might
actually be better candidates for the construction of schematic road networks.
Smooth paths, unlike general C-oriented paths, do not allow sharp bends, which
are hard to follow.
In our version of the problem, roads in the road network cannot cross. It would
be interesting to study the variant where the road network can contain intersections
and junctions, such that the locations of the intersections/junctions are not fixed.
In Chapter 3 we studied the construction of rectangular cartograms from a theoretical point of view. A rectangular cartogram can be seen as a rectangular layout,
a partition of a rectangle into interior-disjoint rectangles, such that the areas of
the rectangles correspond to the data. To make the comparison of multiple related cartograms easier, it is desirable that the cartograms use similar rectangular
layouts. However, not every rectangular layout can represent every data set as
a rectangular cartogram, that is, not every rectangular layout is area-universal.
We showed that a rectangular layout is area-universal if and only if it is onesided. We also presented a fixed-parameter tractable algorithm to find one-sided
rectangular layouts.
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As we were unable to show that this problem is NP-hard, it would be of interest
to find faster (polynomial time) algorithms to find one-sided rectangular layouts,
or to establish that this problem is NP-hard. Furthermore, if an area-universal
cartogram does not exist, but we are given an area assignment or range of area assignments, can we efficiently find a layout realizing this assignment or assignments?
And can we do so with an efficient combinatorial algorithm, or does the solution
involve roots of high-degree polynomials that can be found only numerically?
In Chapter 4 we proposed a novel type of quantitative thematic map, called
necklace map, which overcomes certain limitations of other thematic map types,
like choropleth maps, cartograms, and proportional symbol maps. Necklace maps
appear clear and uncluttered, and the linear order of the symbols along the necklace allows for easy comparison of symbols sizes. We presented algorithms for the
construction of high-quality necklace maps, which optimize the symbol sizes given
certain restrictions on the positions of the symbols. Given the order of the symbols along the necklace, we presented an efficient algorithm that runs in O(n log n)
time. Without a symbol order, the problem is NP-hard, and we presented a fixedparameter tractable algorithm. There is a clear trade-off between symbols sizes
and the spatial relation of symbols and regions, which also depends on the number
of symbols per necklace. Therefore multiple necklaces are sometimes desirable, and
the shape and location of these necklaces are important for the quality of the map.
We created the necklaces by hand, but it would be interesting to study automated methods for generating suitable necklaces. One possibility is to use a
smoothed version of the convex hull of the involved regions as a necklace. However, we need to ensure that necklaces do not interfere (or overlap) with each other.
This can be avoided by distorting the base map, but too much distortion can be
confusing. It is a challenging problem to generate suitable necklaces allowing a
limited amount of distortion of the base map.
In Chapter 5 and Chapter 6 we considered the automated construction of highquality flow maps. In Chapter 5 we studied the underlying theoretical problem. We
introduced a new variant of geometric minimal Steiner arborescences, called anglerestricted Steiner arborescence or flux tree, and analyzed its properties. We showed
that it is NP-hard to compute optimal flux trees. We also introduced spiral trees,
which approximate flux trees, and we gave an efficient 2-approximation algorithm
to compute spiral trees, which can be extended to avoid certain types of obstacles.
In Chapter 6 we used spiral trees as a basis to construct high-quality flow maps.
We presented an approach that thickens and smoothes a spiral tree, and optimizes
a carefully chosen cost function, resulting in flow maps of high quality.
We restricted ourselves to flow trees, or single-source flows. It would be interesting to consider the integrated creation of several flow trees while minimizing
crossings between branches of different trees. Furthermore, if the flow lines of a
flow map follow shipping routes, it would be interesting to find methods that can
automatically distort the base map where necessary.
The maps constructed using our methods are mostly static. Although some
of our maps (like the flow maps) can be animated to some degree, they have
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not been designed with that in mind. This is a limitation; improvements in sensor technology bring an increasing amount of data that also carries a temporal
component—how the data changes over time. This is known as time-varying data
or dynamic data. Furthermore, the increasing capabilities of multimedia devices
allow the use of dynamic maps—maps that use animation and/or allow interaction
for data exploration. The methods we have developed in this thesis are not sufficient to construct dynamic maps. To preserve the mental map of a map reader,
dynamic maps must be stable, that is, small changes to the data should result
in small changes in the map. Our current methods cannot give these guarantees.
An interesting direction for future research is hence to develop algorithms for the
automated construction of (thematic) maps that also guarantee stability.
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[35] J. Córdova and Y. Lee. A heuristic algorithm for the rectilinear Steiner
arborescence problem. Technical report, Engineering Optimization, 1994.
[36] K.C. Cox, S.G. Eick, and T. He. 3D geographic network displays. Sigmod
Record, 25(4):50–54, 1996.
[37] W. Cui, H. Zhou, H. Qu, P. Wong, and X. Li. Geometry-based edge clustering for graph visualization IEEE Transactions on Visualization and Computer Graphics, 14(6):1277–1284, 2008.

162

References

[38] P. Dasgupta and S. Sur-Kolay. Slicible rectangular graphs and their optimal
floorplans. ACM Transactions on Design Automation of Electronic Systems,
6(4):447–470, 2001.
[39] S. Dauzère-Pérès. Minimizing late jobs in the general one machine scheduling
problem. European Journal of Operational Research, 81:134–142, 1995.
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Summary
Algorithms for Cartographic Visualization
Maps are effective tools for communicating information to the general public and
help people to make decisions in, for example, navigation, spatial planning and
politics. The mapmaker chooses the details to put on a map and the symbols
to represent them. Not all details need to be geographic: thematic maps, which
depict a single theme or attribute, such as population, income, crime rate, or migration, can very effectively communicate the spatial distribution of the visualized
attribute. The vast amount of data currently available makes it infeasible to design all maps manually, and calls for automated cartography. In this thesis we
presented efficient algorithms for the automated construction of various types of
thematic maps.
In Chapter 2 we studied the problem of drawing schematic maps. Schematic
maps are a well-known cartographic tool; they visualize a set of nodes and edges
(for example, highway or metro networks) in simplified form to communicate connectivity information as effectively as possible. Many schematic maps deviate
substantially from the underlying geography since edges and vertices of the original network are moved in the simplification process. This can be a problem if
we want to integrate the schematized network with a geographic map. In this
scenario the schematized network has to be drawn with few orientations and links,
while critical features (cities, lakes, etc.) of the base map are not obscured and
retain their correct topological position with respect to the network. We developed an efficient algorithm to compute a collection of non-crossing paths with
fixed orientations using as few links as possible. This algorithm approximates the
optimal solution to within a factor that depends only on the number of allowed
orientations. We can also draw the roads with different thicknesses, allowing us
to visualize additional data related to the roads such as traffic volume.
In Chapter 3 we studied methods to visualize quantitative data related to geographic regions. We first considered rectangular cartograms. Rectangular cartograms represent regions by rectangles; the positioning and adjacencies of these
rectangles are chosen to suggest their geographic locations to the viewer, while
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their areas are chosen to represent the numeric values being communicated by the
cartogram. One drawback of rectangular cartograms is that not every rectangular
layout can be used to visualize all possible area assignments. Rectangular layouts
that do have this property are called area-universal. We show that area-universal
layouts are always one-sided, and we present algorithms to find one-sided layouts
given a set of adjacencies.
Rectangular cartograms often provide a nice visualization of quantitative data,
but cartograms deform the underlying regions according to the data, which can
make the map virtually unrecognizable if the data value differs greatly from the
original area of a region or if data is not available at all for a particular region.
A more direct method to visualize the data is to place circular symbols on the
corresponding region, where the areas of the symbols correspond to the data.
However, these maps, so-called symbol maps, can appear very cluttered with many
overlapping symbols if large data values are associated with small regions. In
Chapter 4 we proposed a novel type of quantitative thematic map, called necklace
map, which overcomes these limitations. Instead of placing the symbols directly
on a region, we place the symbols on a closed curve, the necklace, which surrounds
the map. The location of a symbol on the necklace should be chosen in such a way
that the relation between symbol and region is as clear as possible. Necklace maps
appear clear and uncluttered and allow for comparatively large symbol sizes. We
developed algorithms to compute necklace maps and demonstrated our method
with experiments using various data sets and maps.
In Chapter 5 and 6 we studied the automated creation of flow maps. Flow maps
are thematic maps that visualize the movement of objects, such as people or goods,
between geographic regions. One or more sources are connected to several targets
by lines whose thickness corresponds to the amount of flow between a source
and a target. Good flow maps reduce visual clutter by merging (bundling) lines
smoothly and by avoiding self-intersections. We developed a new algorithm for
drawing flow trees, flow maps with a single source. Unlike existing methods, our
method merges lines smoothly and avoids self-intersections. Our method is based
on spiral trees, a new type of Steiner trees that we introduced. Spiral trees have an
angle restriction which makes them appear smooth and hence suitable for drawing
flow maps. We study the properties of spiral trees and give an approximation
algorithm to compute them. We also show how to compute flow trees from spiral
trees and we demonstrate our approach with extensive experiments.
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