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1
Introduction

1.1 Motivation

Aging of the population is a known development of concern. In the Netherlands for
example, the ratio between the working potential and the inhabitants aged above 65
years was four to one in 2012. In 2040, this ratio is expected to be dropped to two to
one. In addition, the percentage of people aged above 80 within the group of people aged
at least 65 is expected to increase from approximately 25 to 40%. Main reasons are the
population growth in the period 1945-1970 and the increasing life expectancy (van Duin
and Garssen (2010)). Similar shifts of the age distribution towards older age groups are
observed in nearly all other countries within the European Union (Robustillo et al. (2013))
and in, e.g., the United States of America (Vincent and Velkof (2010)), Canada, Japan
and Australia (Anderson and Hussey (2000). One of the expected consequences of the
aging of the population is a severe shortage of nursing and home care staff.

One way to anticipate on the expected shortage in care personnel is by developing
technological solutions that assist the future home care and nursing staff. If the tech-
nological assistance reduces the workload per care taker in a socially acceptable way, an
increased number of elderly can be taken care of with the same number of care givers.
In factories, industrial robots have proven to be able to perform repetitive tasks in struc-
tured and predictable environments with a high accuracy, at high speeds and 24 hours a
day, as shown in Figure 1.1. Pre-programmed robots have replaced human workers with
great success; the number of industrial robots sold increased to almost 160.000 in 2012
whereas the worldwide number of operational industrial robots was estimated to be at
least 1.23 million (Nerseth (2013)). At the same time, autonomous robots are starting
to perform useful tasks in less structured and less predictable environments, e.g., within
robot competitions such as RoboCup @Home (van der Zant and Wisspeintner (2007))
and research laboratories as shown in Figure 1.2.

As the boundaries in research on autonomous robots are being pushed, it becomes
more and more relevant to see if robots can play a role in preventing the expected short-
age in home care and nursing staff and in enabling independent living for elderly as long as

1
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(a)

(b)

Figure 1.1: Vehicle welding at the General Motors Lansing Delta Township Assembly plant
in Michigan (picture by Bill Pugliano/Getty Images) in (a) and automobile part painting
by the FANUC P-50iA paint robot (picture by RoboGuru/Wikimedia Commons) in (b).
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(a)

(b)

Figure 1.2: PR2 robot folding a towel at UC Berkeley (picture reproduced from Maitin-
Shepard et al. (2010)) in (a) and AMIGO picking up a 7 Up can during the RoboCup
@Home finals 2013 (picture by Bart van Overbeeke/Bart van Overbeeke Fotografie) in
(b).
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possible and desirable. Fully replacing human workers by autonomous robots is an unde-
sirable solution which is technologically infeasible at present. However, using autonomous
robots to assist both the elderly and the care givers could potentially be a successful ap-
proach in the coming decades. Robots could be used to distribute meals, clean houses,
deliver objects or make contact with family or care givers in case of an emergency. This
does however introduce many technological requirements such as robust speech recogni-
tion, safe and autonomous robot navigation, advanced object manipulation and reliable
and robust object recognition.

One of the core requirements underlying many of the possible tasks which a domestic
service robot could perform is the availability of a description of the environment in terms
of its objects. Most tasks involve one or more objects and humans describe their needs in
terms of objects and their affordances, e.g., ‘get me a cup of coffee’, ‘clean up the table’,
‘bring me the red book’ or ‘call my daughter’. An environmental description containing
positions and properties of humans and objects will be referred to as world model. This
thesis is devoted to developing algorithms that enable autonomous robots to create and
maintain world models.

1.2 Background

This section will introduce a part of the terminology that is used throughout this thesis and
at the same time explains some of the factors that complicate the world modeling process
for autonomous robots in domestic environments. In this work an object description
is referred to as semantic whenever it is meaningful to both humans and robots, e.g.,
‘object12’ is not considered to be a semantic object description since it is meaningless to
humans, the description ‘red book’ is considered to be semantic if the robot has a notion
of the concepts red and book. Literature on philosophy and linguistics, such as Collins
and Loftus (1975) or the work of Wittgenstein, provides much more elaborate notions of
semantics involving, e.g., how meaning is constructed or understood using the relations
to other parts of the sentence or language. Because of the limited cognitive capabilities of
autonomous robots, the rather limited definition given above will be adopted throughout
this thesis. Class labels are semantic descriptions of an object’s category, e.g., book, table,
chair or human. An object property is any conspicuous characteristic of the object and
the most common object properties used throughout this work are an object’s size, color,
shape or class label.

Autonomous robots build and maintain their world models using information collected
by their onboard sensors. The most popular sensors are color and depth cameras and laser
range finders. Each of these sensors typically provides new measurement data at an update
rate in the order of tens of Hertz. The images and distance measurements provided by
these sensors are fed to perceptual routines that transform the raw sensor data to the
object properties and positions which are used to create the world model. Figure 1.3
shows typical sensor data together with the output generated by two example perceptual
routines. Figure 1.3(a) shows an overlay of the raw sensor data (grey dots) obtained
from a depth camera and eight objects (colored points) detected on top of a table using
a standard object detection algorithm. Figure 1.3(b) shows raw laser range data (black
dots) together with estimated human positions (red crosses) using a human detection
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algorithm which considers the shape of groups of consecutive laser points measured at
torso height. Throughout this thesis, the properties and positions that are estimated by
the perceptual routines are used as input for the algorithm which is used to construct a
semantic object centered world model. One of the complicating factors while constructing
a world model using such data is the limited accuracy and reliability of the perceptual
routines. The cyan points on the left part of Figure 1.3(a) represent a partial object and
the most left detection in Figure 1.3(b) represents a chair rather than a person. The
world model must deal with these incorrect detections. In addition, the world modeling
process is complicated by the measurement noise in the sensor data which leads to noisy
position estimates, as can be observed in Figure 1.3. Furthermore, the world model must
be maintained over time whereas its input is only valid at a single point in time.

1.3 Problem statement and structure of the thesis

The main problem investigated in this thesis can be formulated as follows:

Problem statement. Design a world modeling strategy that enables an autonomous
robot to create and maintain a semantic object centered model of the world based on
measurements provided by the robot’s perceptual routines.

The application which is used to guide the research presented in this thesis is the
care scenario which was described in Section 1.1. For that reason, this thesis exclusively
considers indoor environments.

1.4 Related work and contributions

This section will explain some of the challenges encountered while constructing and main-
taining a world model for an autonomous robot. It in addition explains the state of the
art in related literature. While doing so, the contributions of this thesis are explained.

1.4.1 Data association and target tracking literature

Apart from the uncertainty associated with the data provided by the perceptual routines
and used for constructing a world model, there are other issues complicating the process
of creating and maintaining a world model. The domestic indoor environments in which
robots are expected to operate involve dynamics: humans and objects change position
and properties may change, e.g., a green banana turns yellow, a cup of coffee is drunk.
Furthermore, the time in between two consecutive observations of the same object can be
in the order of milliseconds, but can as well be in the order of minutes or hours. In order
to maintain a world model over time, methodologies developed in the tracking literature
will be adopted.

Traditional works on target tracking focus on estimating the position and possibly the
velocity and acceleration of a moving target (object). In order to do so, filtering techniques
are used which usually execute a recursive predictor-corrector cycle: first predict the
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(a)

(b)

Figure 1.3: Typical input and output data delivered to and provided by perceptual rou-
tines. The world model uses the output of the perceptual routines as input. A point cloud
obtained from the Microsoft Kinect with the detected objects (colored points) in (a) and
laser range data obtained from a laser range finder positioned at torso height together
with the estimated human positions (red crosses) in (b).
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location of the object using a motion model, then update the prediction by incorporating
knowledge obtained via measurements which are related to the object’s position. One of
the pioneering works on this topic is written more than half a century ago and introduces
what is later named the Kalman filter (KF), after its inventor Rudolph Kalman (Kalman
(1960)). Other widely applied filters are the unscented KF (UKF) introduced in Julier
and Uhlmann (1997) and the particle filter (PF) introduced in Gordon et al. (1993). The
majority of the filters applied for object tracking these days is based on either the KF,
the UKF or the PF.

Tracking filters are successfully applied to many of the problems investigated in the
field of robotics, e.g., people tracking (Schultz et al. (2003); De Laet et al. (2011); Lu-
ber et al. (2010); Pellegrini et al. (2009)), robot localization (Thrun (2002); Fox (2003);
Tipaldi et al. (2013)), robot soccer (Elfring et al. (2011); Silva et al. (2011)) and simul-
taneous localization and mapping (Ekvall et al. (2007); Thrun et al. (2005); Milford and
Wyeth (2010); Konolige and Bowman (2009)). A prerequisite for using any of the avail-
able tracking techniques on an autonomous robot is a way to handle the data association
problem. Solving the data association problem boils down to determining which mea-
surement must be used to update which of the object tracking filters in the world model.
Advanced data association algorithms also consider the possibility that a measurement
originates from an object which is not yet part of the world model or is the result of an
error in the available perceptual routines, e.g., Cox and Hingorani (1996); Schultz et al.
(2003). A complicating factor while solving the data association problem is the presence
of multiple real world objects which have the exact same appearance to a robot, e.g., the
humans detected using the algorithm depicted in Figure 1.3(b) or various identical cups
on one table. Errors made during the data association phase lead to incorrect tracking
filter updates and, as a result, poor position estimates.

In tracking literature, an object is typically represented by a position vector. This
position vector is often concatenated with velocity and an acceleration components which
are useful during the prediction step. Semantic object descriptions as required by the
problem statement in Section 1.3 are left out. Main reason for leaving out the object’s
semantics is the low diversity in object classes. In fact, in most tracking applications all
objects are of the same class, e.g., planes or humans, and the relevant characteristics of
this class are not made explicit. Even though some of the works mentioned above assign a
class label to the objects being tracked, e.g., peer player, opponent or ball in case of robot
soccer (Elfring et al. (2011); Silva et al. (2011)), the meaning of these class labels is not
made explicit but hidden in the application. None of these works formulates a framework
for adding semantics in a generic way.

1.4.2 Literature on semantic object representations

Another group of works focuses on representing the semantic aspects of the world. Instead
of representing objects only by a position vector, object properties which have a meaning
to humans are added. This is enabled by adopting a mapping from the sensor data
collected by robots to object properties that make sense to humans, e.g., a mapping from
an RGB color range to the color red or a geometric description of a set of points in a point
cloud to the shape sphere. Such object properties that make sense to humans will be
referred to as symbols and will be denoted with the plain text font. Contrary to the works
explained in Section 1.4.1, this group of works traditionally focuses mostly on modeling
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the semantics of the topology of the environment, e.g., the locations of rooms, walls and
doors, rather than on the positions of moving objects, e.g., Pronobis and Jensfelt (2012);
Mozos et al. (2007); Zender et al. (2008); Nüchter and Hertzberg (2008). There do exist
works that are object centered, for example the works of Tenorth et al. (2010); Pangercic
et al. (2012); Rusu et al. (2009). However, these works exclude data association and
tracking algorithms which are considered crucial in domestic indoor environments for the
reasons explained in Section 1.4.1.

In the context of semantic object centered world modeling for autonomous robots,
the most relevant part of the work focusing on representing the semantic aspects of the
world is the work on anchoring. Anchoring is the process of ‘creating and maintaining the
correspondence between symbols and sensor data’ and research on this topic is initialized
about one decade ago in the pioneering paper of Coradeschi and Saffiotti (2003). More
recent works include the works of Chella et al. (2004); Loutfi et al. (2008); Daoutis et al.
(2012); LeBlanc (2010). Even though some of these works include a form of object position
tracking, none of these works explicitly includes advanced probabilistic data association
and tracking as offered by the literature on target tracking and as required in environ-
ments where multiple objects of the same class appear, e.g., humans walking through a
hallway or multiple cups on a table. As a first contribution, Chapter 2 of this thesis intro-
duces a probabilistic multiple hypothesis anchoring (PMHA) strategy which incorporates
state of the art techniques from the fields of data association and target tracking into a
probabilistic anchoring approach which ensures semantic object descriptions. Adopting
tracking techniques for the purpose of semantic world modeling for autonomous robots
in domestic environments does however impose some issues: the part of the environment
which is covered by the available sensors is usually much lower than in tracking appli-
cations, the requirements which are put on the motion models are different and the fact
that an autonomous robot performs relative measurements implies the need of a nontrivial
conversion of the uncertain measurement data. Each of these issues will be addressed in
one of the coming sections.

1.4.3 Limited observation regions

An autonomous robot assisting in a domestic indoor environment is expected to operate
in an area which is much larger than the observation region of its sensors, e.g., a floor
in a hospital or an apartment with multiple rooms. In addition, the diversity of objects
complicates recognizing most of the objects from distances larger than a few meters. As
a result, many of the objects in a robot’s world model will be outside the robot’s field of
view. A world model created by a robot using the PMHA approach that is introduced in
Chapter 2, like any tracking filter, needs measurements in order to keep the world state
estimate up-to-date. Contrary to the more traditional tracking applications where the full
environment can be observed, such as Schultz et al. (2003); Luber et al. (2010); De Laet
et al. (2011), the limited observation region enforces the robot to explicitly make decisions
on when and where to look for which objects. In robotics literature, the problem of steering
a robot and its sensors with the purpose of maintaining a semantic object centered world
model of a dynamically changing environment is not researched as a problem on its own.
However, works on active perception investigate the problem of steering a robot’s sensor
based on one specific task, e.g., localization (Davison and Murray (2002)), autonomous
driving (Unterholzner et al. (2012)), exploration and mapping (Stachniss (2006)) or con-
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tinuous area sweeping (Ahmadi and Stone (2006)). Even though these works are tailored
for a specific task, they do provide methodologies which allow for selecting one of the
infinitely many possible robot moves based on the expected reduction in uncertainty in
the position estimate of an object in the world model after performing the move. As a
second contribution, Chapter 3 of this thesis will introduce a strategy which can be used
to maintain a world model. Both the expected reduction in the uncertainty associated
with the world model after moving towards one of the objects within the world model and
the task a robot has to perform are taken into account while making an informed decision
on where to move to.

1.4.4 Long-term motion models

Most tracking applications adopt basic physics-based motion models, e.g., by assuming a
constant velocity or a constant acceleration in between two consecutive measurements. In
the tracking applications described in Section 1.4.1 the robot is able to observe a large part
of the environment. As a result, the measurements arrive at tens of Hertz and occlusions
and missed detections rarely last longer than a few seconds. For this reason, such basic
physics-based models are reasonable approximations for the object movements.

Robots do have to consider humans moving through the environment in which tasks
have to be performed. On the one hand to avoid collisions, on the other hand to minimize
the hinder humans experience from a robot performing its tasks. The future movements
of humans are dependent on, among others, the presence of other objects and humans and
the human’s intended goal position. Parameterizing predefined models is very complex due
to these dependencies and motion models assuming a constant velocity or acceleration are
usually not sufficient for predictions associated with time scales in the order of seconds
or longer. Another challenge related to semantic world modeling and imposed by the
environment autonomous robots are expected to operate in is the need for more advanced
motion models within the tracking filters. Rather than only an object’s position and
velocity, the presence of other objects and the intentions of the people within the same
environment affect the future movements. Roughly two approaches can be identified in
the literature. The first group of works exploits typical human motion patterns or goal
positions given an environment by summarizing a large number of trajectories, e.g., using
hidden Markov models (HMMs) (Bennewitz et al. (2005)), growing HMMs (GHMMs)
(Vasquez et al. (2009)), clustered trajectories (Chen et al. (2011)) or user defined lists
(Foka and Trahanias (2010)). A second group of works models interactions among humans
and objects in the environment and predicts paths by converting these interactions to a
human, time and location dependent acceleration vector, e.g., using social forces models as
in Helbing et al. (2000, 2002); Luber et al. (2010), energy potentials as in Pellegrini et al.
(2009, 2011), energy functions as in Yamaguchi et al. (2011) or stream field based models
as in Tseng and Tang (2010). In general the first group of works is limited to predicting
paths on a discrete grid only and fails to handle momentary interactions between humans,
whereas the second group of works lacks the ability to exploit prior data and therefore relies
on overly simplistic estimates for a person’s desired goal position. A third contribution of
this thesis is a strategy which aims at combining the best of both worlds. In Chapter 4,
intended positions are estimated using a GHMM which can be refined online and based on
observations. Then the estimated intended position of a person is fed to a motion model
which compensates for momentary interactions by modeling virtual repelling forces from
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obstacles and other humans.

It is not realistic to assume that a world model will always contain accurate position
estimates of all objects an autonomous robot might need for its tasks: motion models cur-
rently available are approximations which are not sufficiently accurate for all objects in all
possible scenarios and new objects might enter the robot’s environment. For that reason,
exploiting model based tracking techniques only is considered insufficient for autonomous
robots that will have to interact with objects in human populated environments. Active
object search strategies aim at finding an object in the shortest possible time, typically
by incorporating common sense knowledge, for example ‘tables are near chairs’ or ‘night
stands are near beds’, see the works by Kunze et al. (2012); Kochenderfer and Gupta
(2003); Viswanathan et al. (2011); Hanheide et al. (2011); Joho et al. (2011); Kollar and
Roy (2009). Compared to these works, combining multiple of these learnt relations, e.g.,
books are often found on night stands, night stands are typically near beds, hence a bed
is a reasonable location to move to when looking for a book, will increase the probability
of finding an object even further. As a fourth contribution, Chapter 5 of this thesis will
introduce a strategy which exploits the robot’s experience and human generated common
sense knowledge freely available on the world wide web to actively search for an object
using a chain of intermediate objects. Chapter 5 in addition investigates the effect of
learning object relations with a robot which has different perceptual capabilities then the
perceptual capabilities of the robot used for the object search.

1.4.5 Relative measurements

As indicated before, an autonomous robot builds its world model based on relative mea-
surements performed by onboard sensors. All of the tracking techniques mentioned in
Section 1.4.1 and exploited throughout this thesis quantify uncertainties by means of prob-
ability density functions. Any application which involves sharing a world model among
robots, fusing information from different sensors or using motion models associated with
a coordinate system which differs from the coordinate system in which measurements are
performed, requires transforming the measurement uncertainty quantified with respect
to a sensor’s frame of reference to another frame of reference. Usually Gaussian dis-
tributions are used for quantifying measured uncertainties, as in De Laet et al. (2011);
Luber et al. (2010); Joubert et al. (2013) but also in this thesis. However, uncertain
nonlinear transformations can turn Gaussian distributions into non-Gaussian distribu-
tions. This problem was acknowledged in tracking literature, e.g., Lerro and Bar-Shalom
(1993); Longbin et al. (1998); Duan et al. (2004); Bordonaro et al. (2012), however, their
solutions, like many of the solutions adopted in robotic applications, e.g., Smith et al.
(1990); Blanco (2013); Julier and Uhlmann (1997), assume Gaussian distributions to be
reasonable approximations after the transformation. This assumption is by no means guar-
anteed to be reasonable for autonomous robots performing distant measurements, e.g.,
detecting humans using laser range finders. Sample-based approximations as adopted by
Gordon et al. (1993); Arulampalam et al. (2002b); Fox (2003) offer a way to represent non-
Gaussian probability distributions at the expense of increased computational and memory
costs and worse scalability properties. Autonomous robots sharing the environment with
humans will encounter many objects with many different degrees of uncertainty. A com-
putationally tractable and efficient solution must exploit computationally cheap solutions
if possible and computationally more involved solutions if needed for transforming the
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Chapter Main contribution

1 Introduction to the problem studied in this thesis, a de-
scription of related work and a summary of the contri-
butions

2 Development and validation of a probabilistic multiple
hypothesis anchoring approach

3 Design and analysis of a world model maintenance strat-
egy

4 Development of a human motion prediction framework
which exploits prior knowledge and incorporates the
physical and social constraints of an environment

5 The introduction of an active object search strategy
which uses chains of intermediate to accelerate the ob-
ject search

6 A thorough analysis of the potential problem caused by
transforming Gaussian data through uncertain nonlinear
transformations and suggestions on how to handle this
problem

7 Overall conclusions of the research in this thesis and
detailed recommendations for future research directions

Table 1.1: Structure and key contributions of the thesis.

uncertainties. As a fifth contribution, Chapter 6 of this thesis will present an analysis of
this problem. It adopts the outcomes of the analysis to propose a computationally cheap
criterion which can be used as an indicator for the impact of the uncertain nonlinear trans-
formation on the shape of the probability distribution representing the measurement data.
Based on the value of this indicator, computationally cheap solutions adopting Gaussian
distributions can be selected if Gaussian distributions are reasonable approximations and
computationally more involved strategies can be selected if the transformation leads to
non-Gaussian probability distributions.

1.5 Structure of the thesis

This thesis contains different chapters each with their own contributions. The chapters
all deal with related problems, however, each of the chapters can be read without reading
the prior chapters. Table 1.1 summarizes the key contributions per chapter.

• Chapter 2 introduces a strategy which will be referred to as probabilistic multiple
hypothesis anchoring (PMHA). The PMHA method combines an advanced multi-
ple hypothesis-based probabilistic data association algorithm with multiple model
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tracking such that different motion models can be integrated. The anchors used to
represent objects in anchoring literature are modified such that the combined data
association and multiple model tracking approach can be incorporated. The result-
ing PMHA strategy is used for creating a semantic object centered world model
and both the strengths and weaknesses of the approach are studied during a set of
experiments.
• Chapter 3 introduces a strategy which can be used to maintain a world model and

which is complementary to the PMHA algorithm. The maintenance strategy dic-
tates when to look where with the purpose of keeping the amount of uncertainty
associated with the world model estimate limited. The strategy considers the ex-
pected reduction in world model uncertainty after moving towards a specific object,
the task a robot must perform and the cost of moving towards an object. The
strategy leads to a world model associated a lower amount of uncertainty while the
robot has to drive less. It is validated during a set of simulations and experiments
each illustrating a different aspect of the strategy.
• Chapter 4 presents a way to predict human motions. A framework which allows

for recursively learning typical goal positions of humans given an environment is
adopted and improved. Then, the learnt model is exploited within a prediction
model which models the estimated intended position of a human by an attracting
force and the other objects and humans by repulsive forces. The sum of these forces
is transformed to a time dependent acceleration vector which is used to predict the
human’s path. A large set of real life trajectories is used to analyze the performance
of the proposed human motion prediction framework compared to a state of the
art human motion prediction method which does not exploit prior knowledge about
typical goal positions.
• Autonomous robots inevitably have to deal with objects or humans which are not yet

part of the world model. Chapter 5 proposes an active object search strategy which
aims at steering a robot towards a desired target object in the shortest possible
time. The strategy is based on the typical co-occurrence of objects. Chains of
intermediate target objects are used to increase the probability of finding the target
object, e.g., when looking for a book, move to the bed since beds are often near night
stands and night stands are often near books. The chapter in addition investigates
the consequences of learning the object co-occurrence models with a different robot
then the robot used for the search during an extensive series of simulations.
• Gaussian probability distributions are often used for representing measurement un-

certainties. Many robot tasks involve converting this uncertainty to a different frame
or coordinate system using an uncertain and nonlinear conversion. This conversion
may turn the Gaussian distribution into a non-Gaussian distribution. Chapter 6
proposes a criterion which determines whether or not the transformation causes
Gaussian probability density functions to appear non-Gaussian. Based on the cri-
terion, Gaussian distributions can be converted using computationally expensive
strategies if and only the converted distribution is non-Gaussian and using compu-
tationally more attractive and scalable methods otherwise.

The thesis ends with Chapter 7, which summarizes the conclusions and presents possible
directions for future research.



2
Semantic World Modeling Using
Probabilistic Multiple Hypothesis

Anchoring1

2.1 Introduction

Domestic robots are typically confronted with a complex, dynamically changing and un-
structured environment. In such environments, robots must be able to perform a wide
variety of tasks, e.g., safe navigation, object manipulation, human robot interaction, in-
cluding many different objects. An important prerequisite for successfully accomplishing
these tasks is the availability of an accurate description of the part of the environment
that is relevant for completing the task. In this work, such an environmental description
will be referred to as world model and this work focusses on creating one. With the avail-
ability of a world model, a task reasoner can exploit the world description during task
planning or execution.

A world model usually contains 3D-positions of uniquely labeled objects (Hager and
Wegbreit (2011)). In dynamic scenarios, dynamic object properties such as velocities
are included as well, see, e.g., Argall et al. (2009); Silva et al. (2011), but depending
on the task and the objects that are involved, any object attribute can be added, e.g.,
color, shape, size. The robot perceives the world using a perceptual system possibly
containing multiple sensors such as cameras and laser scanners. The perceptual system
generates measurements, i.e., time-stamped features, that can be anything from colored
blobs in a camera image (Elfring et al. (2011)) to object shapes (De Laet (2010)). These
measurements will be the input for the algorithm that constructs the world model. Four
requirements for a world modeling algorithm are formulated:

1. Appropriate anchoring: The world model must contain semantically rich objects

1This chapter has been published as an article in Robotics and Autonomous Systems: Elfring et al.
(2013c)

13
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such that a robot can understand human’s instructions. Therefore, the world mod-
eling algorithm has to link measured attributes to semantically rich objects in the
world model. Creating and maintaining this link between instances of grounded ob-
ject classes and measurements is called anchoring (Coradeschi and Saffiotti (2003)).

2. Proper data association: Updating the object attributes based on measurements
is a non-trivial task due to the uncertainties a robot is confronted with. Sensors are
prone to measurement noise and object detection algorithms inevitably miss objects,
i.e., false negatives, or generate false detections, i.e., false positives. Associating
measurements with the corresponding object in the world model that generated the
measurement can be difficult if visually identical objects appear close to each other,
i.e., if the robot faces ambiguities. Data association algorithms are developed to
deal with the association problem in a probabilistic manner explicitly taking into
account the uncertainty (Bar-Shalom and Fortmann (1988)).

3. Model-based object tracking: Objects in domestic environments change position
regularly, e.g., humans or small household items. Despite these movements, we
would like to be able to keep track of the object identities. Various types of models
are available to predict the object movements. A physics-based model might describe
human movements with a constant velocity motion model, whereas a more common
sense based model might describe the location of a person as ’at home in the evening
and at work during the day’. Exploiting various kinds of prior knowledge represented
by various types of models, allows more effective object tracking.

4. Real-time execution: We would like the robot to perform its task in real-time
which limits the maximum allowed computation time. The limited computational
resources a robot has limit the allowable computational complexity of the world
modeling algorithm.

2.2 Related Work

This section discusses literature related to the problem that was introduced in Section
2.1.

2.2.1 Anchoring

In the field of artificial intelligence, the first ”systematic study of anchoring as a problem
per se” was presented in Coradeschi and Saffiotti (2000) and refined in Coradeschi and
Saffiotti (2003); Chella et al. (2004); Loutfi et al. (2005); Daoutis et al. (2012). Next to
meeting Requirements 1 and 4, these anchoring strategies all allow for the incorporation
of tracking (Requirement 3). However, although the anchoring problem cannot be solved
without data association as formulated in Requirement 2, data association is not explicitly
dealt with and hence the approach is not able to deal with ambiguous situations.

As a possible solution, Broxvall et al. (2005) extended the work of Coradeschi and
Saffiotti (2003) by adding a strategy that collects additional sensory information with the
aim of resolving the ambiguous situation, e.g., let the robot drive around the object and
detect visual differences that were invisible from the robot’s original position. However,
this solution is considered to be incomplete, since this often is impossible or undesirable.
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An extension of Coradeschi and Saffiotti (2003) focusing on cooperative anchoring in
multi-robot systems is the work of LeBlanc (2010). Their approach can be used for single
robots as well and data association is included. However, their nearest neighbor data
association does not meet Requirement 2 in a satisfactory way as will become apparent
in the next section.

An alternative anchoring approach is introduced in Blodow et al. (2010). The approach
in Blodow et al. (2010), in addition to Requirement 1, also meets Requirement 2, since
the use of a Markov logic network enables probabilistic data association. However, object
tracking as defined in Requirement 3 is excluded in this work which complicates dynamic
scenarios. In addition, the approach is computationally complex already with a very
limited number of objects, hence Requirement 4 will not be met in realistic scenarios
containing many objects.

One more alternative is introduced by Baum et al. (2010). Even though the term
anchoring is not used, their system can be interpreted as an anchoring algorithm. The
main advantage of this method over Coradeschi and Saffiotti (2003); Loutfi et al. (2005);
Broxvall et al. (2005); Blodow et al. (2010) is the incorporation of a Bayesian framework
and the usage of a data association algorithm. However, their data association algorithm
is rather simple and, therefore, unable to deal with ambiguous situations (Requirement 2).

Based on the existing literature mentioned in this section, it can be concluded that
in the context of our requirements, a proper data association algorithm is missing in the
current anchoring algorithms. Proper data association means considering all plausible
alternatives if a robot faces ambiguous situations. Incorporating an advanced probabilistic
data association algorithm, that does not make silent decisions but instead postpones the
final decision until the ambiguity is resolved, into an anchoring strategy is one of the main
contributions of this work. For that reason we continue with a section describing data
association literature that can be combined with the current anchoring approaches.

2.2.2 Data association

In literature, data association (Requirement 2) and model-based object tracking (Require-
ment 3) are usually combined. The combined problem is called multiple target tracking
(MTT) and this section reviews the most relevant strategies in the context of this work,
whereas De Laet (2010) gives a more complete overview.

The goal of the Probability Hypothesis Density (PHD) Filter presented in Mahler
(2003) is to find a MTT strategy statistically analogous to the linear Kalman filter (KF)
in single-target tracking. Due to the required assumption on the lack of ordering, target
identities cannot be recorded (De Laet (2010)) and, therefore, the PHD filter is not suitable
for meeting Requirement 1.

A popular alternative to the PHD filter is the Multiple Hypothesis Tracker (MHT),
originally developed in Reid (1979). The key idea underlying the MHT is that all possible
explanations from measurements to objects in the world model are considered in parallel.
Each explanation is represented by a hypothesis, hence each hypothesis describes a pos-
sible state of the world. Each hypothesis gets a probability of being correct and based on
this probability, the robot decides what the world looks like. One important advantage of
the MHT is that maintaining multiple hypotheses allows correcting previous conclusions
based on new evidence, i.e., new measurements. The MHT is both exponential in time
and memory such that in practice only a limited number of hypotheses can be main-
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tained. Therefore, unlikely hypotheses are pruned and as a result the correct solution is
not guaranteed to be part of the remaining set of hypotheses.

Two noticeable alternatives to the MHT are the Global Nearest Neighbor (GNN)
approach described in Li and Bar-Shalom (1996) and the Joint Probabilistic Data Asso-
ciation Filter (JPDAF) explained in Bar-Shalom and Fortmann (1988). If, at each time
step, the most likely hypothesis in the MHT is believed to represent the current state of
the world and all but the most probable hypothesis are pruned at each time step, the
MHT and the GNN approach give identical results, whereas the JPDAF results can be
obtained from an MHT by representing the world by a probabilistically weighted average
of a subset of hypotheses and again prune all other hypotheses. Both the GNN and the
JPDAF need extensions such as the ones presented in Schultz et al. (2003) in order to
allow for tracking a varying and unknown number of targets, whereas the MHT deals with
this in a very natural way.

The GNN approach, the JPDAF and the MHT all meet Requirements 2, 3 and 4,
however the MHT is preferred here since (i) contrary to the GNN approach and the
JPDAF, decisions in ambiguous situations are postponed until new evidence resolves the
uncertainty, making it the ”preferred method for solving the data association problem”
(Blackman (2004)) and (ii) it has been applied successfully in highly dynamic environ-
ments as shown in (Elfring et al. (2011)).

As mentioned before, data association algorithms (Requirement 2) usually incorporate
model-based object tracking (Requirement 3). The way this model-based object tracking
is performed is independent of the way the data association is performed. One particu-
larly interesting way of model-based object tracking is covered by Multiple model (MM)
methods explained in Li and Jilkov (2005), i.e., tracking using multiple motion models in
parallel. Even though MM literature focuses on physics-based motion models, we do not
see conceptual problems in adding any kind of prior knowledge that can be represented by
a mathematical model, e.g., ”John arrives at work around 8 am” can conceptually equally
well be included in the model set as ”humans approximately move according to a constant
velocity motion model”.

In typical tracking applications like Chenouard et al. (2009); Coraluppi and Carthel
(2004) the MHT has proven to be successful and combining it with MM methods is
straightforward (Blackman (2004)). However, typical tracking applications exclude the
anchoring problem. We think that anchoring is crucial in world modeling for domestic
robotics and therefore this work will incorporate an MHT in an anchoring strategy such
that the world model contains semantically rich objects.

2.3 Contributions

We believe that a successful world modeling algorithm must fulfill the Requirements 1–4.
For that reason we incorporate the data association of the MHT and MM tracking into an
anchoring algorithm. On the one hand the MHT solves data association in a probabilistic
manner (Requirement 2). It (i) uses a probabilistic framework that explicitly deals with
uncertainties and (ii) facilitates correcting previous conclusions based on new evidence by
maintaining multiple world state hypotheses. On the other hand the anchoring algorithm
ensures a semantically rich world model (Requirement 1) and the MM object tracking



Chapter 2 | 17

allows exploiting various kinds of prior knowledge during the model-based object tracking
(Requirement 3). As a result, a Probabilistic Multiple Hypothesis Anchoring (PMHA)
algorithm is proposed. The contributions of this paper are:

• An anchoring algorithm is extended with MHT resulting in a probabilistic anchor-
ing approach with explicit data association and semantically rich objects (Require-
ments 1 and 2).
• The definition of objects in the world model is extended compared to existing an-

choring algorithms allowing the incorporation of generalized MM object tracking
with various types of models (Requirement 3).
• Experimental validation of the presented framework in various challenging scenarios

(Requirement 4).

The remainder of this paper is organized as follows. In Section 2.4, we explain how
the anchoring using multiple tracking models is performed in this paper. Then in Section
2.5 we combine anchoring with multiple hypothesis tracking resulting in a probabilistic
multiple hypothesis anchoring algorithm. Section 2.6 presents experimental results and
we end with a conclusion and an outlook to future work in Section 2.7.

2.4 Anchoring

This section explains the anchoring framework as used in the PMHA algorithm. Because
of the intuitive presentation in Chella et al. (2004), our explanation of the anchoring
framework in Section 2.4.1 is based on their framework using conceptual spaces. Sec-
tion 2.4.2 explains the modifications we have made to the existing framework in order
to allow multiple object tracking models. Figure 2.1 gives a schematic overview of the
complete algorithm and will be explained step-by-step in the following sections.

2.4.1 Anchoring framework

We start by defining the symbol system represented by the symbol block on the left
in Figure 2.1. First of all, the symbol system contains a set of individual symbols I =
{ι1, ι2, . . .}. Individual symbols represent instances, i.e., physical objects in the real world.
In addition, the symbol system contains a set of predicate symbols P . Predicate symbols
will be used to assign properties to individual objects, e.g., the individual symbol ι1 = cup–
12 might associate with the predicate symbol set {cup, small, blue}.

In Chella et al. (2004), a conceptual space is a metric space, where the dimensions
are represented by measurable object attributes, e.g., HSV color, size, position. In this
work, their conceptual space is referred to as predicate attribute space, since this better
suits our terminology. Inside the rectangle on the bottom of Figure 2.1 a two dimensional
predicate attribute space with dimensions size and hue is visualized.

Predicate grounding relations g map predicate symbols to regions in the predicate at-
tribute space, i.e., they map predicate symbols to measurable attribute values. Predicate
grounding relations are defined to be time-invariant and shown in the bottom part of
Figure 2.1.

The time-invariant perceptual system is represented by the perception block on the
right in Figure 2.1. At each point in time, a set of object attributes is measured, e.g., a



18 | 2.4 Anchoring

k

k − 1

k − 2

Hypothesis Θk
h:[

αk
1
αk

4

]
, p

(
Θk

h | Zk
)

Anchor αk
1 = ( , , )

with p1:

with p2:

zk
1 , . . . ,z

k
nk

meas

size = 25
hue = 12

attributes

cup-12individual
symbols

predicate
symbols {small,blue}

g(small) g(blue)

Size

Hue

Predicate attribute space

Figure 2.1: Schematic overview of the algorithm. At the top the hypothesis tree, the
pdfs generated by the behavior models are represented by the red curves, the predicate
attribute space represents predicate grounding relations that link attribute values and
predicate symbols.
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position and a color. At the discrete time step k, the set of nkmeas measurements that is

generated by the perceptual system is represented by Z(k) = {zi(k)}n
k
meas
i=1 . The total set

of measurements up to time k is represented by Zk = {Z(j)}kj=1. Each measurement can
be represented by a point in the predicate attribute space, see Figure 2.1. For reasons of
compactness the time step k will be written as a superscript.

In this work, we assume that the perceptual system contains routines that measure
attribute values of objects with some uncertainty measure, e.g., position with a covariance
matrix or a probability mass function (pmf) over different colors (Assumption I). As
a result, the point in the predicate attribute space representing a measurement extends
to a region, represented by the blue circle in Figure 2.1. Furthermore, each separate
measurement zi(k) in the set Z(k) is assumed to originate from at most one object
(Assumption II).

In the remainder of this paper, p(x) denotes a probability distribution over a random
variable x and p(X) denotes the same distribution evaluated at the particular value x = X.

2.4.2 Anchors

Real world objects are implemented by anchors, shown in the middle of Figure 2.1. An-
chors are maintained over time, however, their attributes will be updated based on new
sensory information. Our anchors can be interpreted as a probabilistic version of the
anchors in Coradeschi and Saffiotti (2000) including multiple model object trackers de-
scribing the object’s attributes:

αa =
(
ι, zki ,Mk

a

)
, (2.1)

where ι is an individual symbol, zki a measurement performed at time step k that will be
linked to this symbol, i = 1, . . . , nmeas is the measurement index and a = 1 . . . , nobj,h is
the anchor index. M contains the behavior models of the anchor:

Mk
i =


p(Mk

a,1) : Mk
a,1

...
...

p(Mk
a,nmod,a

) : Mk
a,nmod,a

.

(2.2)

Ma,m is a behavior model, nmod,a the number of behavior models in anchor αa, m the
behavior model index and p(Ma,m) the pmf over the behavior models evaluated at Ma,m.
The number of models nmod,a is assumed to be independent of k (Assumption III).

Within each behavior model Mk
a,m, a pdf γka,m represents the attribute estimate ac-

cording to the corresponding behavior model. In case of a linear KF, γka,m is the Gaussian
distribution estimating the attribute of anchor αa at time k. Mk

a,m is the complete KF in-
cluding, e.g., the motion model. The final attribute estimate, referred to as the signature
Γka, is implemented as a convex sum:

Γka =

nmod,a∑
m=1

p(Mk
a,m)γka,m, (2.3)

of the estimates of all behavior models inMk
a. In Figure 2.1, the two red curves represent

pdfs γka,1 and γka,2 estimating some attribute and p1 and p2 represent the relative weights
of the corresponding behavior models p(Mk

a,1) and p(Mk
a,2). Section 2.6.1 shows how all

relevant variables, relations and modules were selected during one of our experiments.



20 | 2.5 Probabilistic Multiple Hypothesis Anchoring

2.5 Probabilistic Multiple Hypothesis Anchoring

In Section 2.4 we have explained how anchors are implemented. This section incorporates
a data association algorithm thereby completing our probabilistic multiple hypothesis
anchoring (PMHA) algorithm. The data association algorithm decides which anchors in
the world model have to be updated using which measurements, i.e., data association
allows correctly updating the anchor’s attributes.

2.5.1 Generating multiple hypotheses

In the PMHA algorithm, we include multiple hypothesis tracking-based data association.
The main idea underlying the MHT is that each measurement can:

1. Represent an object not present in the world model.
2. Originate from a previously observed (existing) object.
3. Be a false detection (clutter).

Each possible set of associations from the nkmeas measurements received at time k to anchors
and/or clutter is represented by its own set of assignments χk.

A hypothesis contains a list of anchors describing one possible state of the world
and is denoted by Θk

h, where h = 1, . . . , nhyp is the hypothesis index. The parent of a
hypothesis Θk

h is denoted Θk−1
pa(h), hence the set of assignments χk maps {Θk−1

pa(h), Z(k)}
to {Θk

h}. By considering all possible associations, each parent node expands to multiple
children each time new measurements arrive. This way a hypothesis tree is formed, which
is schematically visualized in the upper part of Figure 2.1.

2.5.2 Propagating, initiating and updating anchors

Each time a new measurement arrives all attributes of all anchors are propagated using
the behavior models in M, e.g., a KF propagation step. Furthermore, the probabilities
p(Mk

a,m) are propagated using transition probabilities among the different models in M
as used in MM estimators (Li and Jilkov (2005)). To get a better understanding of the
probabilities p(Mk

a,m) after propagation, two examples are briefly discussed:

1. If a robot observes a mug standing on the dining table a typical behavior model in
the model set used throughout this work represents the mug position by a constant
velocity KF initialized with a zero velocity. In addition, a common sense based
second behavior model is a uniform distribution over the table, since mugs are
typically moved every now and then. During propagation p(Mk

a,1) decreases whereas
p(Mk

a,2) increases.
2. For predicting people movements, e.g., predicting if John will be at work or at home,

more advanced human mobility models are needed. Spatial and temporal based next
place prediction as described in Sadilek and Krumm (2012); Chon et al. (2012) can
be included in the model setM. However, incorporating such next place prediction
is left for future work.

After the propagation step, the measurements can be associated with anchors or with
clutter. In case of associating a measurement with a new object, a new anchor is initialized
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with a signature according to the measured attribute values. The behavior model set M
is object specific and loaded from a knowledge base. A default model set containing a
constant velocity KF and a uniform distribution is used if an object is not represented in
the knowledge base.

In case of associating a measurement with an existing anchor, the attributes are up-
dated, e.g., a KF update step. The probability p(Ma,m) belonging to the model that is
updated is set to one, the other probabilities are set to zero. During the propagation step,
the behavior model probabilities belonging to the updated models will decrease whereas
the other probabilities will typically increase.

In case of associating a measurement with clutter, no anchor attribute updates have
to be performed.

2.5.3 Managing the tree growth

If all possible associations between anchors in the world model and measurements are
considered, the size of the tree grows rapidly due to the combinatorial explosion. This
section explains two strategies that are implemented to limit the tree growth.

Just like the predicate symbols and the measurements shown in Figure 2.1, each pdf Γka
representing the attribute estimate of an anchor can be mapped to a region in the predicate
attribute space in which the predicted attribute value falls with a certain probability. The
likelihood of the measurement given the prediction is calculated and only if this likelihood
is above some user defined threshold, the association between anchor and measurement
is valid. If the anchor does not yet contain an estimate of the measured attribute, the
association is always considered valid.

To avoid a brute force implementation that enumerates all legal associations, we have,
like in Cox and Hingorani (1996), implemented a strategy that generates the nhyp most
probable hypotheses only. This is an approximation since there is no guarantee that
the actual solution is included in the set of nhyp-best hypotheses. To further reduce the
computational and storage overheads, we use track trees as in Cox and Hingorani (1996).
In the track trees all anchors are stored and the hypotheses contain pointers to the leafs
of the track tree rather than the actual anchors.

Both these strategies imply that some of the hypotheses are not expanded. This is
visually represented by the red crosses in Figure 2.1.

2.5.4 Probabilities of hypotheses

The probabilities of the hypotheses being correct is calculated using Bayes’ law:

p
(
Θk
h | Zk

)
=
p
(
Z(k) | Θk

h, Z
k−1) p(χkh | Θk−1

pa(h), Z
k−1
)
p
(

Θk−1
pa(h) | Zk−1

)
p (Z(k) | Zk−1)

, (2.4)

where p
(
Θk
h | Zk

)
is the posterior probability of the hypothesis with index h given all mea-

surements up to time step k, p
(
Z(k) | Θk

h, Z
k−1) is the likelihood, i.e., the probability of

the measurements performed at time step k given the hypothesis, p
(
χkh | Θk−1

pa(h), Z
k−1
)

is

the prior probability of the association set χkh given the corresponding parent hypothesis
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and all measurements up to time step k − 1 and p
(

Θk−1
pa(h) | Zk−1

)
is the posterior prob-

ability of the parent hypothesis. Finally, p
(
Z(k) | Zk−1) is the normalization term. The

following sections zoom in on the calculation of the likelihood and the prior.

Likelihood

Under the assumption of independent measurements (Assumption IV), the likelihood
factorizes to:

p
(
Z(k) | Θk

h, Z
k−1) =

nmeas∏
i=1

p
(
zki | αkh,ai , Z

k−1) , (2.5)

where ai denotes the index of the anchor to which the measurement zki is associated in
hypothesis Θk

h.

In case of associating a measurement with a new object or with clutter, we assume the
probability on the right hand side of (2.5) to be uniformly distributed over the observation
region with volume Υ (Assumption V), i.e., the probability of false detections and new
objects is independent of the position of the measurement in Υ, and hence:

p
(
zki | αkh,ai , Z

k−1) = Υ−n
k
N,h−n

k
F,h , (2.6)

where nkN,h and nkF,h are the number of new respectively false measurements according
to the corresponding hypothesis. Assumption V is commonly made in data association
literature (Cox and Hingorani (1996)) and can be relaxed if preferred.

In case of associating the measurement with an existing anchor, the probability on
the right hand side of (2.5) can be calculated using Γkai , since the signature summarizes
all measurements associated with the anchor and the probability of observing zki only
depends on the attributes of the anchor:

p
(
zki | αkh,ai , Z

k−1) = p
(
zki | Γka

)
=

nmod,a∏
m=1

p(Mk
h,ai,m

)p(zki | γkh,ai,m), (2.7)

where the first term on the right hand side represents the probability of behavior model
Mk

h,ai,m
being correct and the second term represents the probability that the object

underlying the anchor generates the measurement zki under the assumption that model
Mk

h,ai,m
indeed correctly describes the anchor’s attribute values. Again, nmod,a is the

number of behavior models in M.

We have selected the probability p(zki | γkh,ai,m) to be dependent on the mismatch
between the predicted and the measured attribute value. Evaluating this probability
analytically is feasible for a restricted set of pdfs only, e.g., Gaussian pdfs, and for that
reason, we use pdfs from this class in the model set M.
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Prior

The probability of the association set χk given a parent hypothesis Θk−1
pa(h) is, inspired by

Cox and Hingorani (1996):

p
(
χk | Θk−1

pa(h), Z
k−1
)

=
nkN,h!n

k
F,h!

nkmeas!
pN(nkN,h)pF (nkF,h)·

nobj,h∏
a=1

(
p(Dk

h,a)
)δa (

1− p(Dk
h,a)
)1−δa

, (2.8)

where pN(nkN,h) and pF (nkF,h) are the prior pmfs of the number of new objects and the num-

ber of false detections and p(Dk
h,a) is the probability of detecting anchor αa in hypothesis

Θk
h. The indicator value is defined as:

δa =

{
1 if anchor αa in Θk−1

pa(h) is detected at time k

0 otherwise.
(2.9)

Each anchor has a probability p(V k
h,a) representing the probability of the object cur-

rently being visible. Under the assumption that objects that are not visible will not be
detected (Assumption VI), p(Dk

h,a) can be written:

p(Dk
h,a) = p

(
Dk
h,a | V k

h,a

)
p(V k

h,a) + p
(
Dk
h,a | ¬V k

h,a

)︸ ︷︷ ︸
=0, Assumption VI

p(¬V k
h,a) (2.10)

= p
(
Dk
h,a | V k

h,a

) nmod,a∑
m=1

p(V k
h,a |Mk

h,a,m)p(Mk
h,a,m), (2.11)

where p
(
Dk
h,a | V k

h,a

)
is the probability of detecting an object given that it is visible and

can be determined based on the reliability of the perceptual routines. The pmf p(Mk
h,a,m)

is as introduced before and p(V k
h,a | Mk

h,a,m) is the probability of the object being visible

given that model Mk
h,a,m describes the correct object attribute values.

2.5.5 Generating output

The only step left is providing the robot with the a final decision based on all possible
world states in the tree. In this work we select the world state described by the most
probable hypothesis.

2.6 Experiments

This section describes the experiments that were performed. The experiments in Sec-
tion 2.6.1 focus on the anchoring part of our framework. Section 2.6.1 includes a detailed
overview of all the components in Figure 2.1 and shows when the PMHA algorithms fails
due to the assumptions made. In Section 2.6.2, a robot is confronted with an ambiguous
scenario in a typical household setting scenario. The focus is on the multiple hypothesis
aspect of the PMHA algorithm. Section 2.6.3 presents an experiment in a highly dynamic
environment and, therefore, focuses on data association and some of the probabilistic
features of the proposed approach.



24 | 2.6 Experiments

2.6.1 Dynamic objects on a table

The experiment presented in this section focuses on the anchoring aspect of the PMHA
algorithm and has various purposes. It shows:

• Detailed examples of all components and models related to the PMHA algorithm
• How the proposed approach fails if some of the assumptions are not met
• How the semantically rich objects reduce the number of valid associations between

measurements and world model objects

Implementation example

In this experiment, a table is observed. Five different objects appear, all shown in Fig-
ure 2.2. The predicate symbol set associated with each of these objects is shown in
Table 2.1. Even though the two tea boxes shown in Figure 2.2(a) and 2.2(b) are different
in size, they are associated with the same set of predicate symbols. As a result, their
appearance in the world model is identical. The same holds for the red objects shown in
Figure 2.2(d) and 2.2(e). The symbols system used in this experiment is inspired by the
latest version of the original anchoring framework introduced in Daoutis et al. (2012).

(a) (b) (c) (d) (e)

Figure 2.2: Objects used during the first experiment.

Predicate symbol Color Size Shape

Fig. 2.2(a) green medium rectangle

Fig. 2.2(b) green medium rectangle

Fig. 2.2(c) green small square

Fig. 2.2(d) red small square

Fig. 2.2(e) red small square

Table 2.1: Predicate symbols associated with the objects shown in Figure 2.2.

The predicate grounding relations are shown in Table 2.2. In this table, size is the
length of the diagonal of the detected 2D blob in meters and ratio is the height of the
blob divided by its width.

During this experiment, the perceptual system only contains a 2D blob detector that
determines the color, size and shape of the blobs according to the predicate grounding
relations. Depth information is used to estimate a 3D position and to determine the
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green hue ∈ [15, 65], sat ∈ [0, 255], val ∈ [0, 255]
red hue ∈ [165, 179], sat ∈ [128, 223], val ∈ [80, 159]

small size < 0.15 m
medium 0.15 ≤ size ≤ 0.25 m
large size > 0.25 m

rectangle |ratio− 1| ≥ 0.4
square |ratio− 1| < 0.4

Table 2.2: Predicate grounding relations during the first experiment.

length of the diagonal. An example measurement could look like this:

size = small (p = 0.8)

shape = rectangle (p = 0.8)

color = red (p = 0.8)

position = (1.02, 0.23, 0.87) (Σ = diag(0.0008, 0.0008, 0.0008)).

For now, the probabilities of the measurements are fixed to 0.8 and the position covariance
matrix Σ is as shown in this example. The probability of a measurement being clutter is set
to 0.01. The probability of a new object is varied but always lower than the probability of
clutter. In our experiments, these settings result in associating measurements with objects
only if the set of discrete attribute values are identical. New objects appear only after
multiple observations since the hypothesis associating a single measurement originating
from a new object with clutter instead is preferred. This proved reasonable during all of
the presented experiments. The models are defined in a separate knowledge base, which
makes them easy to adapt. Learning the various probabilities from data or deriving the
position covariance based on sensor characteristics could lead to better choices, however,
this is left for future work.

The behavior model set M in this experiment contains two models for all objects. A
constant velocity KF initialized with a zero velocity at the location of the first measure-
ment associated with the object and a uniform distribution over the table area. During
propagation, the position uncertainty increases rapidly due to expected random object
displacements. An occlusion of about five seconds is sufficient to switch to the uniform
distribution and as a result, measurements anywhere on the table cause a valid association
with any object on the table with the same predicate symbol set. The predicate symbol
set associated with an object is modeled to be time invariant in this experiment.

Results and the effect of key assumptions

In the first part of the experiment, three objects are present. One of the objects is moved
around. Figure 2.3 shows the three objects with typical detections generated by the blob
detector and the camera input with world model overlay. In the world model overlay, the
shape, size, color, position and unique ID are displayed. All objects have a unique set of
attribute values which simplifies data association in this part of the experiment.

In the second part of the experiment, the full scene is occluded for about four seconds.
During the occlusion, object positions are propagated using the model setM. As a result,
the probability p(Mk

a,1) of the first behavior model decreases and the probability of the
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(a) (b)

Figure 2.3: Typical world model input generated by the blob detector in (a) and a camera
image with an estimated world state overlay in (b).

uniform distribution M(Mk
a,2) increases. This is a design decision that models that the

objects can be moved to any location on the table.

Figure 2.4(a) shows the world model immediately after the occlusion. From this figure,
it can be observed that the red squared tea box present in Figure 2.3(b) is removed during
the occlusions and the red cup is added. Figure 2.4(b) shows that the perceptual systems
generates false negatives regularly. In Figure 2.4(c), the conclusion of the world model is
shown. Both the red cup and the red tea box are associated with the same set of predicate
symbols. As a result, associating measurements originating from the cup with the world
model object that represented the red tea box is valid. The measurements of the red cup
are incorrectly associated with the object with ID 2. The main conclusion drawn from
this association error is that summarizing attributes into a set of discrete values might
cause information loss and, thereby, complicates data association.

(a) (b)

(c)

Figure 2.4: The world state and detections immediately after an occlusion.



Chapter 2 | 27

In the last part of this experiment, the object shown in Figure 2.2(b) is added to
the scene as shown in Figure 2.5(a). This does not cause any problems in the world
model. Then, this new object is moved towards the other rectangular green tea box. As a
result, the 2D blob detector switches between the output shown in Figure 2.5(b) where the
detections are correct and Figure 2.5(c), where one measurement of a large green rectangle
is measured instead. The large green rectangle does not associate with the green medium
sized rectangles in the world model and as a result, the world model adds a large green
rectangle as shown in Figure 2.5(d). The reason of this failure is Assumption II, i.e., a
measurement is assumed to originate from at most one object. The possibility of two
objects generating one measurement together is not considered.

The independence of measurements assumed in Assumption IV makes the probability
of an object being present increase rapidly after receiving a number of false positives with
the same attribute values. As a result, the hypothesis describing these measurements as
being clutter gets a low probability compared to the hypothesis shown in Figure 2.5(d).
Dropping Assumption II is possible, however, this implies a higher number of possible
explanations per measurement set. Therefore, it adds computational complexity and
requires additional models modeling this effect.

(a) (b)

(c) (d)

Figure 2.5: The world state and detections after adding an object.

2.6.2 Ambiguities with cups

Robots in domestic environments will inevitably be confronted with ambiguous scenarios.
By maintaining multiple hypotheses and calculating probabilities for each of them, the
PMHA algorithm can deal with those scenarios. The purpose of this experiment is to
show:

• The benefit of maintaining multiple hypotheses
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• The flexibility offered by the probabilistic framework and the corresponding proba-
bilistic models
• The advantages of an anchoring framework over a framework without anchoring

Scenario and object recognition

In this experiment the robot will face a table that contains three objects, a tea can, a
tea box and a cup, see Figure 2.6(a). Each of these three objects is present in the world
model right from the start of the experiment. Then the full scene will be occluded, see
Figure 2.6(b). After a while, the occlusion becomes partial, see Figure 2.6(c). During this
partial occlusion one cup is observed, however, not at the location of the cup observed
prior to the full occlusion. This ambiguous scenario will be resolved after the full scene
is observable again, but it is up to the world modeling algorithm to make an association
decision already during the partial occlusion.

(a) (b) (c)

Figure 2.6: Illustrative frames of the experiment showing the original scene in (a), the full
occlusion in (c) and the partial occlusion in (c).

During this experiment, the measured attributes are position and a class label, either
cup, tea–can or tea–box. As new measurements arrive, the probability of the anchor’s
attribute value being tea–can increases as new tea–can measurements arrive around the
predicted location. As a result, measurements with different labels will not be associated
with the anchor with class label attribute tea–can anymore, as explained in Section 2.5.3.
The same holds for the other objects. The predicate grounding relations relevant for this
experiment link viewpoint feature histograms (VFHs) describing the 3D shape of a cluster
of points in a point cloud to the class labels cup, tea–can and tea–box. See Rusu et al.
(2010) for more details about VFHs.

Results

We have performed the experiment described above twice. In the first experiment, we
have set the probabilistic models such that we have a high probability of new cups en-
tering the scene and we track the position attribute of the anchors using a KF with a
constant position motion model. As a result, the most probable hypothesis will be the
one explaining the cup during the partial occlusion as being a new cup. Once the com-
plete scene is observed again, this appears to be right, as can be seen in Figure 2.7, where
the point cloud observed by the robot is shown together with text labels indicating the
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(a) (b) (c)

Figure 2.7: Output of the PMHA algorithm with a relatively high probability of new cups
entering the scene.

anchor’s class label in the world model and unique IDs that allow distinguishing various
instances of the same class.

In the second trial, we have kept everything the same except for two things. We have
(i) lowered the probability of new cups entering the scene and (ii) added a second model
to the behavior model set M. This second model represents an increasing probability
of cups being moved to elsewhere on the table over time. Changing the class dependent
model set and probabilities can be done in a separate configuration file.

Figure 2.8 shows the results with these adapted probabilistic models. During the
partial occlusion shown in Figure 2.8(b), the most probable hypothesis is the one that
assumes that the cup was moved during the full occlusion. The hypothesis representing
the output that was given during the previous experiment is still present, however, because
of the probabilistic models we have selected, that hypothesis has a lower probability. After
the occlusion being resolved it becomes apparent that the original cup was not moved but
a new cup was added during the occlusion. The most probable hypothesis changes hence
the PMHA algorithm corrects its previous conclusion based on new evidence as shown
in Figure 2.8(c). During the partial occlusion it is impossible to know which of the two
alternatives represents the true solution. Besides the advantage of maintaining multiple
hypotheses, this experiment also demonstrates the ability of incorporating various kinds
of prior knowledge in the probabilistic object tracking models.

(a) (b) (c)

Figure 2.8: Output of the PMHA algorithm with a relatively high probability of new cups
entering the scene.

2.6.3 Ant tracking

The Georgia Institute of Technology College of Computing recorded sixteen videos of ants
in the process of nest migration. ”The artificial nest located in the field of view consists of
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a cavity constructed out balsa wood and a top covering pane of glass. Ants may enter the
nest in the entrance at the top of the image, but they may also walk on the glass covering
of the cavity. As a result, there are two planes in which the ants may move: the top
glass and the floor of the nest cavity” (Khan et al. (2006)). The videos with a resolution
of 720 × 480 can be downloaded from www.kinetrack.org. and contain over 1800 frames
including many full and partial occlusions.

The purpose of this set of experiments is to show:

• That the PMHA algorithm performs very well in a dynamic scenario including
many ambiguities anchoring algorithms without probabilistic data association can
impossibly solve
• That our algorithm is real-time executable in scenarios with many objects and at

high update rates
• To show how the probabilistic framework provides the user with probabilistic infor-

mation regarding the world state

Ant detection and object behavior models

In this experiment we associate the individual symbols in the anchors in the world model
with the predicate symbol brown. The predicate grounding relation for the predicate
symbol brown defines the color in the YUV color space by Y ∈ [39, 101], U ∈ [116, 125],
and V ∈ [128, 136] as suggested in the work by Khan et al. (2006).

The perception module detects brown blobs in the downscaled image, again as sug-
gested in the work by Khan et al. (2006), and the positions of these blobs. The ant
location is assumed to be the center point of the smallest possible rectangular bounding
box enclosing the blob. Figure 2.9 shows two frames from video 1. The red lines represent
the bounding boxes around the blobs that were detected, the red crosses represent the
positions of the blobs. Figure 2.9(a) shows that our basic detection algorithm generates
inaccurate position estimates in the presence of occlusions. The effect of such detections
on the world model is shown in Figure 2.9(b), where it can be seen that the light blue
cross is a little bit off due to the inaccurate approximation of the position. Better results
can be obtained by adding predicate symbols like shape or size, however, that would
no longer allow a fair comparison with other works using the same data set: Khan et al.
(2006); De Laet (2010).

The behavior models set includes a linear KF with a constant velocity motion model
only.

Results

The PMHA algorithm was successful in twelve out of the sixteen videos. The data associa-
tion failed for videos 3, 8, 12 and 14, ,i.e., ants identities got mixed, which is understand-
able given the fact that the constant velocity motion models were very poor estimates
for the actual ant movements in these videos. In two out of the twelve successes, the
hypothesis tree corrected previous conclusions based on new evidence. The performance
is comparable to state of the art MTT algorithms such as, Khan et al. (2006); De Laet
(2010), that also failed in four out of the sixteen videos. However, they excluded the
anchoring part that we think is inevitable in a domestic robotics setting. A more detailed
comparison of the results is shown in Table 2.3, copied from De Laet (2010) and extended

http://www.kinetrack.org
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(a) (b)

Figure 2.9: Illustrative frame of video 1 with the detected blobs. The red lines indicate the
rectangular bounding boxes around the blobs, the crosses the ant position approximated
by the blob centers. An occlusion in (a) results in an inaccurate position estimate. The
effect of these detections on the world model generated by the PMHA algorithm is shown
in (b).

with both the results from Khan et al. (2006) and our results. Anchoring algorithms
without probabilistic data association will fail in dynamic scenarios including ambiguities
as presented in this section. Anchoring with GNN data association will perform worse.
The average computation time the PMHA algorithm needed per image was 29 ms on a
HP EliteBook 8530w with Intel 2.8 GHz duo core for a non-optimized implementation,
which allows real-time execution.

Figure 2.10 shows an example of the estimated ant trajectories for videos 1 and 6.
All measurement to ant associations are correct. Complicating factors in these particular
videos are an occlusion causing 13 subsequent missed detections of the same ant in video 1
and various occlusions among various ants in video 6. The somewhat wobbly trajectories
are the result of the inaccurate position estimation during occlusions, as visualized in
Figure 2.9(a).

Each hypothesis has a probability and each hypothesis represents a possible world state
with a certain number of ants in the observation region. We have calculated the expected
value of the number of ants based on all hypotheses in the tree and their probabilities.
For videos 1 and 6, the expected value for the number of ants according to the hypothesis
tree is plotted over time in Figure 2.11. The red dots indicate the number of detections at
each of the frames. Even though occlusions and the poor detection algorithm cause many
false negatives, the PMHA algorithms is able to correctly estimate the varying number of
ants over time. This mainly is the result of the behavior models used for target tracking.
The behavior model setM only includes low level motion models for tracking the position
attribute in this example, however, an extension with other kinds of behavior models and
different attributes is straightforward, as shown in the previous experiments.
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Figure 2.10: Estimated trajectories of the ants in video 1 in Figure (a) and video 6 in
Figure (b).

2.7 Conclusions and Future Work

In this work, an approach called probabilistic multiple hypothesis anchoring (PMHA) is
introduced and used for world modeling in a robotics setting. PMHA incorporates the
strengths of probabilistic data association and multiple model tracking into an anchoring
algorithm, resulting in a probabilistic anchoring approach. The approach on the one
hand allows semantically rich objects with many different attributes and on the other
hands allows correcting previous data association decisions based on new evidence which
is particularly useful in ambiguous situations. The traditional multiple model target
tracking was generalized such that various types of prior knowledge can be incorporated
and the real-time applicability was demonstrated during a series of experiments.

The first experiment gives a detailed description of the various components and models
in the proposed PMHA framework. It in addition demonstrated how semantically rich
object descriptions are exploited while solving the data association problem and the most
important assumptions affect the performance. The second set of experiments showed
the (i) ability to correct previous data association decisions based on new evidence, (ii)
advantages of tracking multiple attributes as it is done in anchoring algorithms and (iii)
the effect of incorporating prior knowledge by means of multiple behavior models for
object attribute tracking. We think the combination of these features is very important
since robots will be confronted with ambiguous situations regularly. The third set of
experiments showed the ability to perform correct association with a varying number of
visually identical objects, non-linear trajectories, missed detections and full occlusions
which is nearly impossible with anchoring algorithms that do not include probabilistic
data association. The probabilistic information available in the hypothesis tree was used
to show both the most probable state of the world and the expected number of ants in
the scene.

Future work will be to further investigate the probabilistic models that are used. A
valuable extension would be to autonomously learn these possibly temporal or spatial
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Figure 2.11: Expected value of the number of ants according to the PMHA algorithm
(black line) and the number of detections (red dots) for video 1 in (a) and video 6 in (b).

dependent models from data, e.g., starting from Sadilek and Krumm (2012); Chon et al.
(2012). Combining the PMHA algorithm with a reasoning module paves the way for
a probabilistic reasoning module that reasons about various states of the world. The
data present in our PMHA algorithm allows answering queries regarding the world state
in a probabilistic manner, e.g., ”Where is John?” can be answered with ”at the office
(p = 0.68)”.
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3
Semi Task-dependent and Uncertainty

Driven World Model Maintenance1

3.1 Introduction

As domestic robots are moving into human-populated environments, they are confronted
with unstructured and dynamically changing environments. In order to fulfill typical
household tasks, such as fetching objects or human-robot interaction, an accurate de-
scription of the environment is indispensable. In this work, we will refer to such an
environmental description as world model. A world model must (i) contain object poses
and (ii) deal with the data association problem, i.e., associate measurements with false
detections, newly appeared objects or existing objects in the world model. Ideally, the
world model should in addition be able to (iii) predict object positions beyond the last
associated measurement and (iv) filter out sensor noise and localization inaccuracies. The
world model used throughout this work can be interpreted as a semantic map that tracks
object positions and attributes over time. The world model contains information about
poses of semantically labeled objects and is complementary to lower level (occupancy)
maps used for localization and navigation. For more subtle human-robot interaction or
to allow for improved data association, it is beneficial if the world model includes or links
to information about other object attributes as well, e.g., size, color, or shape.

In human-populated environments, object positions and attributes may change over
time. Therefore, it is important to maintain a world model once it is available, i.e., to
keep it up to date. Keeping a world model up to date involves monitoring the environment
for new objects and updating the object positions currently present in the world model
whenever this is needed. This paper focuses on the latter of these subtasks. This subtask
is complicated by the limited observation region and computational resources a robot has;
verifying all object attributes all the time often is impossible or infeasible. The main goal
of this work is to develop a strategy that can be used to maintain a world model in an

1This chapter is conditionally accepted for publication as an article in Autonomous Robots: Elfring
et al. (2014b)
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Figure 3.1: Photograph of AMIGO grabbing an object during the RoboCup @Home final
2013. Photograph by Bart van Overbeeke (Bart van Overbeeke Fotografie)

efficient way. If needed, the strategy should pro-actively steer the robot while respecting
motion constraints implied by other tasks the robot has to perform. Most robots are multi-
sensor systems in which each sensor has its own characteristics. The strategy should be
aware of the strengths of the various sensors and exploit this knowledge during world
model maintenance. Finally, the strategy should enable using simple perception routines
by exploiting prior knowledge about where to expect which object.

3.2 Related Work

Various fields of research investigate similar problems. This section attempts to present
findings of the most relevant ones.

In the field of persistent simultaneous localization and mapping (SLAM) the aim
is to allow an autonomous robot to simultaneously localize, map and navigate despite
(visual) changes in the real world (Milford and Wyeth, 2010). RatSLAM (Milford and
Wyeth, 2010) uses an ‘experience map’ and adds experiences if the robot visits new
locations or if previously observed places have a new visual appearance. In Churchill
and Newman (2012) the map is extended if localization in a previously visited area fails
given previous experiences, e.g., due to a different visual appearance caused by changing
weather conditions, and Konolige and Bowman (2009) use similar ideas to create lifelong
visual maps which are maintained online at a frame rate of 30 Hz. Because of their focus
on maps used for localization and navigation instead of semantic object maps Milford
and Wyeth (2010); Churchill and Newman (2012); Konolige and Bowman (2009), and
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the references therein, are considered to be complementary to the proposed approach
rather than being alternatives. In Ekvall et al. (2007), knowledge about object poses is
incorporated in a SLAM approach, however, due to the computational complexity only
ten objects are tracked. This is considered insufficient for real world environments.

In Pangercic et al. (2012) a first generation semantic object maps (SOMs) is extended.
The so-called SOM+ map builds upon earlier work (Rusu et al., 2009; Tenorth et al., 2010)
and stores information about the pose, appearance and category of objects. However, the
SOM+ map directly stores the object poses estimated by perceptual routines. No filtering
of, e.g., measurement noise or localization inaccuracies, is performed, data association is
excluded and objects are assumed to not change position after being detected. This set of
assumptions eliminates the need for a world model maintenance strategy but is considered
to be too restrictive in most real world environments. In Mason and Marthi (2012), a world
model containing object positions is stored in a database and used for change detection.
Contrary to ours, their focus is not on active coordination of world model maintenance.
Instead, a robot follows a given set of way points and looks for objects all the time. The
main application of Mason et al. (2012) is detecting object disappearance. It presents
an unsupervised system which can be used for object disappearance detection and does
not focus on finding a world model verification strategy that actively steers the robot and
determines when to update which object position.

In active perception literature, the focus of attention of a sensor is steered actively. The
work of Unterholzner et al. (2012) introduces active perception in an autonomous driving
setting. A utility function combines object importance with the expected reduction of the
uncertainty of a world state estimate after detecting an object. By maximizing the utility,
the sensor orientation is determined. The work of Davison and Murray (2002) presents
the first example of a system applying active vision to SLAM. The mutual, relative un-
certainty between features and robot is used to determine which one of the currently
visible features should be measured to end up with the best use of the available resources.
References Whaite and Ferrie (1997); Stachniss (2006); Sommerlade and Reid (2008) use
similar ideas with the purpose of active (scene) exploration. Continuous area sweeping
literature like Ahmadi and Stone (2005, 2006) aims at finding strategies for repeated tasks
such as ‘keep the building clean’, whereas the security sweeping task investigated in Kalra
et al. (2004) requires a robot to sweep some area as quickly as possible ‘while preventing
adversaries from remaining in the area undetected at the end of the sweep’. Both contin-
uous area sweeping and security sweeping require a robot to autonomously decide where
to go next. Typical solutions to sweeping problems, like Kalra et al. (2004); Ahmadi and
Stone (2005), calculate robot trajectories by minimizing a cost function using expected
(location dependent) rewards.

Rather than calculating if an update is needed for a specific object, both the sweeping
and active perception works determine which robot move is best by minimizing some cost
function. A second difference is that this work demonstrates how the multi-sensor nature
of a robot can be exploited, whereas the aforementioned works on active perception and
sweeping skip the problem of selecting the most appropriate sensor. Finally, we propose
a strategy that is task-dependent whereas these works focus on one specific task.

In the work of Xu et al. (2010) an autonomous city explorer robot is made autonomous
by enabling vision-guided motion. Their aim is steering a robot and its focus of attention
based on both bottom-up, e.g., information that stands out clearly in the sensor data,
and top-down, e.g., prior context knowledge, attention selection mechanisms. A typical
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task investigated in the work of Xu et al. (2010) is finding and approaching road signs. A
similar combined bottom-up/top-down approach can be found in other work on attention
selection literature such as Rasolzadeh et al. (2007); Xu et al. (2009). The survey of
Frintrop et al. (2010) provides an extensive overview of visual attention systems. Our aim
differs from the attention selection literature in that we focus on steering an autonomous
robot with the purpose of maintaining a world model, rather than based on the current
sensor data and what appears ‘interesting’ within this data.

Typical tracking approaches perform well in (highly) dynamical environments, such
as robot soccer (Elfring et al., 2011) or people tracking (Schultz et al., 2003). However,
in those works all objects are updated whenever possible. An approach that works fine
if the field of view covers the majority of the environment and the number of objects is
limited but may lead to many superfluous updates or becomes impossible in domestic
scenes with many objects where most objects behave less unpredictable but the field of
view only covers a small fraction of the full scene. The first ideas underlying the proposed
approach were introduced in Elfring et al. (2012). Contrary to this work, the approach in
Elfring et al. (2012) did not incorporate the information gain and possible action costs.
Furthermore the criterion for updating an object had to be specified in advance for each
possible object and was independent of the task.

3.3 Contributions

The aim of this work is to present an approach that coordinates the maintenance of a world
model. Although Section 3.2 presented many works dealing with related problems, to the
best of our knowledge, none of these works investigates world model maintenance as a
problem on its own. Our main contribution is an uncertainty-driven coordination strategy
that determines when to update which object. Part of this strategy is a mechanism that
extends a purely uncertainty-driven strategy such that it becomes task-dependent. We
will refer to the combined strategy as semi-task-dependent for reasons explained later.
A large number of simulations is performed to quantify the performance gain relative
to a benchmark strategy. In addition, the simulations are used to illustrate the effect
of the parameters used to configure the proposed strategy. Finally, we demonstrate the
improved performance resulting from the semi-task-dependent strategy during a set of
experiments on different set-ups including an environment with a fast and unpredictable
moving cat and the AMIGO robot solving the RoboCup @Home clean up challenge. The
set of experiments in addition shows how the proposed strategy considers all available
sensors and their relevant characteristics.

The remainder of this paper is organized as follows. Section 3.4 explains the world
modeling algorithm and the world state representation used throughout this work. Sec-
tion 3.5 introduces the proposed strategy and Section 3.6 introduces the module executing
the verification tasks generated by this strategy. Sections 3.7 and 3.8 present the result
of series of simulations and experiments that were performed. Finally, Section 3.9 sum-
marizes the most important conclusions and contains an outlook to possible directions for
future work.
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3.4 World Modeling Algorithm

In order to be able to maintain a world model, an algorithm creating and maintaining
a world model is required. In this work the probabilistic multiple hypothesis anchoring
algorithm introduced in Elfring et al. (2013c) and implemented by the WIRE2 stack in
ROS is used. Measurements from sensors are associated with objects in the world model
using a multiple hypothesis-based data association approach and object instances are
linked to grounded symbols using anchoring. Object positions and attributes are tracked
using the Bayesian predict–update cycle. The uncertainty in the world state estimate
increases during propagation and decreases after measurement updates. A more detailed
explanation can be found in Elfring et al. (2013c).

The resulting world modelW contains objects with estimated positions and attributes.
Each world model object is associated with a unique identifier (ID) and each position or
object property is represented probabilistically e.g., a Gaussian distribution representing
the position in some reference frame or a probability mass function over possible colors.
If a robot’s world model maintenance strategy dictates the verification of some object
attribute, data association between the verification measurement and the world model
objects is greatly simplified: the verification measurement for example represents the
refined position of cup-5 rather than the position of some random object which was
‘accidently’ observed. As explained in Section 3.3, the goal of this work is to come up
with some strategy that only performs measurements of object instances present in the
world model whenever this is considered to be useful. The world model is represented by
the WIRE block in the schematic overview given in Figure 3.2.

3.5 Uncertainty Driven World Model Verification

This section explains how the uncertainty in the estimated world state W will be trans-
formed into a verification task V given the set of available sensors S. First, the general
concept of entropy in information theory is briefly explained in Section 3.5.1. Then Sec-
tions 3.5.2 and 3.5.3 introduce the core of the proposed strategy. Finally, Section 3.5.4
explains how the proposed strategy is made semi-task-dependent. All this is done in the
coordination module block in Figure 3.2.

3.5.1 Entropy

In the context of information theory, the entropy is a measure of the uncertainty in a
random variable. In this work, the world state W is estimated by a density function
and the goal is to control the uncertainty in the estimated world state. For a probability
density p(x) over a number of continuous random variables collected in a vector x, the
differential entropy H [x] can be calculated using (Bishop, 2006):

H [x] = −
∫
p(x) ln p(x)dx. (3.1)

2http://wiki.ros.org/wire
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By taking the log instead of the ln, the entropy unit can be changed from nats to bits.
The densities p(x) in the world state estimate are not limited to be of any type,

however, in the remainder of this section we use Gaussian distributions as a running
example, since we believe these are the most popular densities for object state estimation
in robotics. For reasons of completeness, we do however also give an entropy estimate
for particle filters, since these have proven to be useful for estimating more complex
probability distributions.

Consider a multivariate Gaussian distribution with n-dimensional random variable x:

N (x | µ,Σ) =
1

(2π)n/2 |Σ|1/2
· exp

(
−1

2
(x− µ)T Σ−1 (x− µ)

)
(3.2)

where µ is the n-dimensional mean vector and Σ is the n × n covariance matrix. The
entropy for (3.2) can be calculated using (Bishop, 2006):

Hg [x] =
n

2
+
n

2
ln (2π) +

1

2
ln |Σ| . (3.3)

For a particle filter with N particles each characterized by a pair (qik, w
i
k), where k is

the discrete time step, qi is the particle state vector, w the associated normalized weight
and i = 1, . . . , N , the particle index, the entropy of the posterior density p(qk | Zk) in
bits can estimated by (Boers et al., 2010):

Hpf [p(qk | Zk)] ≈ log

(
N∑
i=1

p(zk | qik)wik−1

)
−

N∑
i=1

log

(
p(zk | qik)

N∑
j=1

p(qik | q
j
k−1)w

j
k−1

)
wik, (3.4)

where Zk = {z0, . . . ,zk} is the set of measurement vectors up to time step k.

3.5.2 Information gain

After updating an object in the world model, the uncertainty reduces and, therefore, the
entropy drops. We have defined the information gain for object o, after updating it with
a measurement z of the object state xo using sensor s:

IG(o, s,xo, z) = H [p(o)]−H [p(o | s,xo, z)] . (3.5)

The first term on the right hand side is the entropy before updating, whereas the sec-
ond term represents the same entropy after an update with sensor s. The explicit time
dependence is left out for ease of notation.

Updating an object’s attribute only makes sense if the information gain is ‘sufficiently’
high, i.e., if the information gain is above some threshold. This threshold directly affects
the robot’s behavior. If it is set very high, minimal effort is put into updating object
attributes at the cost of an increased overall world model uncertainty. A very low thresh-
old, on the other hand, leads to many potentially superfluous updates but a lower overall
uncertainty. Here, a threshold IG thr is set manually. Future work includes making IG thr
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both task and object dependent. The effect of IG thr will be thoroughly investigated in
Section 3.7.1.

One problem with the information gain as defined in (3.5) is that it can only be cal-
culated after updating an object, whereas it is needed to determine if an update is useful.
To overcome this problem we propose a forward simulation which allows for calculating
an expected information gain ˆIG ; objects can be updated with a fake measurement ẑ at
the location currently estimated.

ˆIG(o, s,xo, ẑ) = H [p(o)]−H [p(o | s,xo, ẑ)] . (3.6)

A forward simulation is considered to be representative since at this point we are in-
terested in the change in the state uncertainty rather than the exact value of the state. In
this work measurements are represented by Gaussian distributions, hence the fake mea-
surement ẑ used to update object o has a mean corresponding to the estimated object
state xo. The covariance matrix Σo associated with the measurement equals the covari-
ance of the last measurement used to update object o if only a single sensor can be used
for performing measurements. In a multi-sensor setting, each sensor has its own char-
acteristics hence each sensor has its own measurement covariance matrix for each of the
objects.

Performing ‘fake’ updates might seem quite an effort at first glance. If all objects are
within the field of view of the robot, fake updates save computation time with respect to
real measurements. Typically only a subset of the world model objects is visible hence
the decision to update one object automatically excludes another object. In this case fake
updates are inevitable for calculating the information gains which allow for a thought-out
decision. A real update usually requires a real measurement, which besides an object
detection often requires a navigation task. Therefore, real measurements would typically
take orders of magnitude longer than the milliseconds needed for the proposed strategy.

Action as(o), represents the action ‘update object o using sensor s’. The forward
simulation allows for calculating the expected information gain ˆIG [as(o)] associated with
an action as(o). This is done by first determining the required path to the associated
object and then discretizing the path in a finite number of way points based on the
expected velocity and the discrete time step. At each time step a propagation is done
and the possible updates are performed. This way, the expected execution time and
the related number of predict-update cycles is considered during the calculation of the
expected information gain ˆIG [as(o)] for an action as(o). If and only if this expected
information gain is above the threshold IG thr, the corresponding action will be added to
the set A:

A ← A∪ {as(o)}. (3.7)

3.5.3 Expected utility

Section 3.5.2 explained how potential verification actions are omitted based on the ex-
pected information gain. This section explains how a single action is selected from the
remaining set of actions A associated with a sufficient information gain.

The action cost for updating object o with sensor s is defined as follows:

C [as(o)] =
do,s
Cscale

, (3.8)
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where Cscale is a constant scaling factor and do,s is a distance term. In this work do,s
equals the distance-to-be-traveled and Cscale is the length of the room the robot is in. An
alternative choice could be:

Cscale = max
o∈W,s∈S

do,s.

At this point, we decided to not define an action cost for the actual measurement of an
object, i.e., the cost of detecting an object is considered to be equally expensive for each
of the objects and each of the sensors. Whether or not this assumption is reasonable
depends on the perception modules and sensors available for performing object detec-
tions. The assumption should be relaxed if actions of varying complexity are considered,
e.g., weighting an object or opening a box to determine whether or not it is empty is
typically more expensive than a colored blob detection, or if the available sensors operate
at different time scales, e.g., a camera which runs at 30 Hz versus a tilting laser range
finder which needs 1 s to make a full scan. Actions associated with a varying cost can be
dealt with by introducing an additive ‘cost-of-the-measurement’ term in (3.8). A natural
measure affecting the magnitude of this term would be the time interval associated with
the measurement.

An expected utility for action as(o) is defined as being:

Û [as(o)] = −ωC [as(o)] +
ˆIG [as(o)]

IGnorm

, (3.9)

where ω is a weight that can be used to tune the relative importance of the action cost
and the expected information gain and IGnorm is a normalizing term. The weight ω can
be set based on the desired behavior. An extensive analysis of the effect of ω on the
resulting robot behavior is presented in Section 3.7.2.

Finally, the optimal action with respect to the expected utility is selected:

a∗ = argmax
as(o)∈A

Û [as(o)] . (3.10)

Note that dependent on the settings A can be empty and at most has the size of the prod-
uct of the number of objects and sensors. The optimal action is added to the verification
set V :

V ← V ∪ {a∗}, (3.11)

hence at this point |V| ≤ 1.
A few remarks can be made with respect to the optimality criterion (3.10). First of

all, the information gain is a relative quantity that does not consider the current entropy.
Equal information gains are considered equally valuable independent of the underlying
entropies. One reason for this decision is that the measurement accuracy typically differs
per object and sensor hence there is no guarantee that the entropies of different objects
can be brought down to the same level. A second observation is that the strategy might
favor actions involving many objects with a small information gain over updating a single
object with a large information gain, since the overall uncertainty is minimized rather
than the worst case uncertainty. If single objects are involved in tasks their uncertainty
reduction will be enforced by the task-dependent component explained later. Section 3.7
will provide an in-depth analysis of the consequences of the proposed strategy on both
the overall and the worst case object entropy.
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So far, it was tacitly assumed that the world model maintenance strategy was allowed
to actuate the full robot. However, it depends on, e.g., the robot’s task or sensor config-
uration if this assumption holds. If other components require actuating the robot, e.g.,
to check the availability of the path while driving, the set of objects considered must be
limited to the objects within the robot’s field of view. As a result, the length of the path
do,s in (3.8) equals zero and the expected utility only contains one term. In such cases the
proposed strategy remains unchanged, however, the number of possible actions reduces.
Only the subset of actions respecting the robot motion constraints implied by other mod-
ules will have to be considered. This does not limit the freedom of other components to
set verification triggers as explained in the next section.

3.5.4 Semi-task-dependent verification strategy

The strategy as proposed in Section 3.5.3 is based on the world model uncertainty only.
Ideally, this strategy depends on the task at hand too. If a robot has to pick up a mug from
a table, the allowed position uncertainty of the mug is much smaller than when passing
this table during a navigation task. However, reasoning about which objects are and
which objects are not relevant during a task is a very complex problem which depends on,
e.g., the task specification, the success of subtasks and the dynamics of the environment,
and falls outside the scope of this work.

In order to not keep this relevant problem unexplored the coordination module that
calculates the expected utilities and decides when to update which object attributes using
which sensor also accepts verification triggers collected in the set T . If a reasoning engine
or some module executing a plan considers it relevant to update an object attribute, the
module can send a trigger to the coordinator and the coordinator will enforce an update,
independent of the information gain. This way the robot is guaranteed to have the most
accurate estimate possible at that specific time given its context.

By triggering this update mechanism before executing predefined primitive actions, a
semi-task-dependent behavior can be obtained. In the experiments presented later, the
task ‘pick up object X’ adds the action ‘verify the position of object X’ to T . This way,
object X will be updated if (i) the expected utility of object X enforces an update, or (ii)
the object must be picked up. With this mechanism, a navigation task along a table with
a mug on top of it and a pick-up task of that same mug may lead to different verification
strategies. The idea is that a limited number of action/verification trigger pairs can
cover the majority of the task-dependent updates required for typical tasks under the
assumption of normal operation. Table 3.1 summarizes some of the pairs implemented in
this work. Before the coordination module sends out a verification task, T is merged into
the set generated by the uncertainty driven component of the strategy:

V ← V ∪ T (3.12)

Verification triggers are prioritized over the verification task which is based on the
expected utility. If a robot sends out multiple verification tasks, they are executed chrono-
logically in the order of arrival. Currently, no merging of verification tasks is performed.
If both the uncertainty-driven component and the task-dependent component dictate the
refinement of the position of some object Y, its position will be verified twice.
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Action Verification trigger

Grab object X Refine position object X
Navigate to location A -
Navigate to object Y Refine position object Y
Release object Z -

Table 3.1: Overview of action/verification trigger pairs on primitive robot actions.

<object_class name="kiwi">

<size x="0.5" y="0.6" z="0.6"/>

<color_channel channel="RGB" />

<color_range ch1_min="0" ch1_max="255"

ch2_min="0" ch2_max="255"

ch3_min="0" ch3_max="10" />

</object_class>

Figure 3.3: Code snippet showing how the appearance model used during the first exper-
iment is defined.

3.6 Verification Module

Once the world model maintenance strategy introduced in the previous section generated a
verification task V , the task must be executed. This section briefly explains the verification
module used throughout this work. The verification module is independent of the proposed
world model verification strategy and can be replaced based on, e.g., sensor configuration
or available data and perceptual routines.

Throughout this work, a verification task V sent from the coordination module to
the verification module only contains the 3D region of interest (ROI) based on the 95%
confidence interval of the predicted 3D position, a unique identifier and a semantic label.
In case object attributes like color or size are tracked by the world model, the coordination
module can in addition add these to the verification task.

In case insufficient object appearance information is provided by the coordination
module, this information is loaded from a knowledge base. Figure 3.3, shows a part of
the knowledge used throughout this work. It describes the appearance of a cat named
Kiwi. Since the current implementation contains 3D positions instead of 6D poses, the
size is large in all three directions. Together with the 3D ROI provided by the coordi-
nation module, the size of the object determines which part of the sensor data has to be
considered. Within this sensor data, the actual verification can be performed.

Once the position is verified, it is fed to the world model together with the unique ID
contained in the verification task. The ID simplifies the data association within the world
model. Two special cases might appear.

1. If the object is occluded, no verification can be done, hence no information is sent
to the world model.

2. If the object cannot be found at the expected location, the object is considered to
be lost. The object position will be represented by a uniform distribution over the
environment. Contrary to an irreversible removal of the object from the world model,
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this allows for re-associating the object once it is re-observed later. Incorporating
more advanced models such as ‘the object is somewhere outside the current ROI’ is
outside the scope of this work.

3.7 Simulations

This section presents simulation results. The purpose of the set of simulations is twofold.
It quantifies the relative performance compared to a benchmark strategy and it shows the
effect of the parameters on the robot behavior. Simulations were chosen for this purpose
since they allow for a large number of trials under the exact same conditions and therefore
enable both a fair comparison and a statistical analysis. The effect of the information gain
threshold IG thr is investigated in Section 3.7.1 and the effect of the relative weight ω is
analyzed in Section 3.7.2. Then Section 3.7.3 discusses the impact of unexpected object
movements unreliable perception.

3.7.1 Effect of the information gain threshold

The benchmark strategy lets a perfectly localized robot with one sensor follow a predefined
path along all objects. All objects within the field of view are updated and the sensor,
inspired by a Kinect (Khoshelham and Elberink (2012)), is able to detect objects within
a range of [0.4, 2.0] m. Obstacle avoidance is omitted and as a result the robot always
drives in a straight line from its current position to the target position.

All simulations were performed 250 times and the simulated time per simulation was
16 minutes and 40 seconds. One square room with a length of 10 m contained ten objects
that were randomly spread. The objects did not move and measurements were filtered
using a Kalman filter. The motion model uncertainty represented by the covariance matrix
of the Gaussian process noise equals σP I, where σP is randomly sampled from the interval
[0.0, 0.01] and I is an identity matrix of appropriate size. The scalar σP is made object
dependent to represent the fact that the dynamics of different objects in a room are known
with different levels of confidence. The measurement noise was represented by a Gaussian
distribution with covariance matrix σMI. Again I is an identity matrix and σM was fixed
at an arbitrary value of 0.01, i.e., during the simulations all object positions are assumed
to be detected with the same accuracy. A brief parameter study showed that different
values for σP and σM led to results similar to the ones presented in this section. The object
state was equal to the object position, the relative weight ω = 0.75 and IGnorm = 5 nat
was used as a normalizing constant during all simulations in this section.

During each simulation and at each time step, the entropy in nat for the probability
distribution representing an object state estimate was calculated. The maximum entropy
was calculated using:

Hmax = max
oi∈W

H[oi]. (3.13)

Figure 3.4(a) shows the results together with the 95% confidence intervals for both the
proposed and the benchmark strategy and for a range of different values for the threshold
on the information gain ˆIG [as(o)]. A few conclusions can be drawn.

Compared to the benchmark strategy, the worst case object entropy is lower when
following the proposed strategy over the full range of values set for IG thr. This is the result
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Figure 3.4: Maximum and total entropy of the estimated world model and the distance
D driven during the simulation as a function of IG thr.
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of selecting the action that maximizes the information gain. The larger the uncertainty,
the larger the entropy and the larger the expected information gain, hence updating
uncertain objects is preferred if the action costs are similar. For larger values of IG thr,
the worst case object entropy increases, since larger uncertainties are required in order to
let the estimated information gain fall above the threshold IG thr. For low values of IG thr,
i.e., IG thr < 4 nat, A equals the set of all possible actions and Hmax will not be affected
by further lowering IG thr.

The second variable that was investigated is the sum of the entropies of all probability
densities representing object positions, which is a measure for the total uncertainty in the
world state estimate:

Hsum =

|W|∑
i=1

H[oi]. (3.14)

Figure 3.4(b) shows the results together with the 95% confidence intervals.
The curve associated with the proposed strategy shows a linear increase for a IG thr >

6 nat, since a higher threshold inevitably leads to fewer object updates and hence an
increased overall uncertainty. In this set of simulations, lowering the value below 4 nat, like
in Figure 3.4(a), did not have a significant effect on the overall uncertainty; objects were
updated at all the time steps already. A second observation is that the proposed strategy
keeps the overall uncertainty below the overall uncertainty obtained by the benchmark
strategy for values up till IG thr = 10 nat.

The distance D driven by the robot during the full simulation is plotted in Fig-
ure 3.4(c). For low values of IG thr, the distance is more or less constant; like with
the benchmark strategy updates are performed all the time. However, for a thresh-
old IG thr > 5 nat, the distance driven by the robot drops rapidly. For a threshold of
IG thr = 9 nat, the distance is about half of the distance driven when executing the
benchmark strategy, for a threshold around IG thr = 16 nat, the distance is almost a
factor ten lower. Figures 3.5(a) and 3.5(b) show the paths driven by the robot for one of
the simulations over a time window of 100 s for both the proposed and the benchmark
strategy. For an information gain threshold of IG thr = 15 nat, the robot is mostly idle
since the information gains are below the threshold most of the time. For IG thr = 5 nat,
the robot moves much more. The benchmark strategy lets the robot follow a fixed path
over and over again. However, Figure 3.4 already indicated that the benchmark route is
not as thought-out as the path enforced by the proposed strategy for a low threshold.

In summary, it can be concluded that the proposed approach is able to keep the worst
case object entropy significantly lower than the benchmark strategy for reasonable values
of the threshold on the information gain IG thr. At the same time, the overall uncertainty
is lower if IG thr is selected with care. These results are achieved with a robot that drives
less, i.e., by cleverly selecting actions both the worst case and the overall uncertainty are
significantly lowered while the required effort reduces too.

3.7.2 Effect of the relative weight

The same analysis is performed for the relative weight ω. The expected information gain
threshold was set to IG thr = 8 nat, ω was varied between 0.05 and 2.0 and all other
settings were as in Section 3.7.1. Figure 3.6 shows the results of the analysis.

If the relative weight ω increases, the action costs gain importance. As a result,



Chapter 3 | 49

0 2 4 6 8 10
0

1

2

3

4

5

6

7

8

9

10

 

 

Robot path IG thr = 5 nat

Robot path IG thr = 15 nat

Object locations

(a)

0 2 4 6 8 10
0

1

2

3

4

5

6

7

8

9

10

 

 

Robot path
Object locations

(b)

0 2 4 6 8 10
0

1

2

3

4

5

6

7

8

9

10

 

 

Robot path ω = 0.5
Robot path ω = 1.5
Object locations

(c)

Figure 3.5: Example trajectories driven by the robot as a result of both the benchmark
strategy and the proposed strategy for different settings.
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Figure 3.6: Maximum and total entropy of the estimated world model and the distance
D driven during the simulation as a function of the relative weight.
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updating nearby objects is preferred over a higher information gain at faraway objects.
Therefore, the total distance driven by the robot reduces with increasing ω, as shown in
Figure 3.6(c). Over the full range of values to which ω was set, the distance driven is
significantly less than with the benchmark strategy. Increasing ω leads to an increase in
both the total and the worst case world model object entropies as shown in Figures 3.6(a)
and 3.6(b). Again, the proposed strategy outperforms the benchmark strategy. The worst
case entropy is lower for all values to which ω was set, whereas the total uncertainty is
lower for ω < 1.7. The path driven by the robot for different values of ω is shown in
Figure 3.5(c). This figure confirms an increased path length for lower values of ω. Paths
obtained with low ω values are similar to paths obtained by setting a low IG thr, as shown
in Figures 3.5(a) and 3.5(c).

To be able to further interpret the differences, two bar charts are given for one repre-
sentative simulation during which ω = 1. Figure 3.7(a) shows the number of times each
of the ten objects is updated during the simulation, whereas Figure 3.7(b) shows how
many times each of the objects was approached, i.e., the number of times each action is
selected.

For the benchmark strategy, Figure 3.7(b) is uniform over all actions, whereas the
proposed strategy shows a more complex distribution in which some actions are never
selected. This can be explained by the fact that the associated objects are sufficiently
updated during other actions, e.g., because they are close to other objects or can be
updated on the way to another object, as can be concluded from Figure 3.7(a). Another
thing that can be observed in these bar charts is that the benchmark strategy performs 263
actions versus 104 when using the proposed strategy, and does more updates, 973 versus
515. These differences demonstrate the improved efficiency resulting from the proposed
strategy with respect to the benchmark strategy; with a lower number of actions, a lower
number of updates and while driving less, a lower level of uncertainty is achieved. In
the real world, this means that using the proposed strategy, a robot is able to make an
informed decision about when to update which object.

3.7.3 Impact of unpredicted object movements and unreliable
perception

It is important to notice that the results presented in this section are simulation results. In
the real world, unexpected object movements and failure of perceptual routines or sensors
may lead to false negatives (not detecting an object which is present), false positives
(detecting an object which is not present) or object loss in the world model.

A first consequence of object loss will be sub-optimality since the expected utilities
Û [as(o)] in (3.10) do not match the actual utilities. The proposed strategy requires a posi-
tion estimate whereas the position of a lost object is represented by a uniform distribution
over the environment, as explained in Section 3.6. As a second consequence, lost objects
are not considered by the maintenance strategy and will never be approached, unless
they are accidently re-observed. Active object search strategies like the ones described in
Joho et al. (2011); Elfring et al. (2013a) can increase the probability of re-detecting objects
which are lost as a result of unexpected movements. However, active object search is time-
consuming and the success of the search cannot be guaranteed. Whether or not active
object search is desirable therefore depends on the task at hand. Investigating strategies
which combine active object search and world model maintenance in a task-dependent
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Figure 3.7: Number of times each object gets updated in (a) and number of times each
action is selected in (b) during a simulation with ω = 1.
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manner is left for future work.

A single false negative could have a large impact on the system’s performance, e.g.,
the object might unfairly be considered lost. During the experiments, from which the
results are presented later, each verification task is associated with a certain time interval
which depends on the time needed by the perception module used for the re-detection and
is typically smaller than a second. Instead of re-detecting the object in a single camera
image, point cloud or laser scan a series of images, point clouds or scans is considered. As
a result, the effect of temporary false negatives is limited. If false negatives are persistent
over the time interval of the verification task, e.g., due to the failure of a sensor or software
crashes, the object will unfairly be considered lost. As stated before, lost objects will
cause optimal actions to be sub-optimal in retrospective and in the light of (3.9). Adding
mechanisms that let the robot observe an object from different viewpoints could lead to
an increased robustness against persisting false negatives. However, false negatives did
never appear problematic during the experiments and for that reason such mechanisms
are not further investigated in this work.

The number of false positives generated by perceptual routines used for verification
tasks is reduced by exploiting prior knowledge available through the world model. ‘Refine
the position of the green cup with a given geometry and which should appear in a known
ROI within the data from sensor X’ is easier than ‘see if there is some object somewhere
within the sensor data’. If despite the prior knowledge a false positive is generated, the
world model will incorrectly update the object position. As a result, the world model
will be overly confident about incorrect information. This a direct consequence of the
probabilistic models used in the world model. These models consider a false positive
which matches both the expected object’s appearance and position unlikely compared to
a true positive and therefore prefer an object update over the hypothesis of a false positive
object detection. The impact of a single false negative is small compared to the impact
of a single false positive. For that reason, the perception modules used are tuned to be
somewhat conservative, i.e., in case of doubt an object detection will not be published to
the world model. As a result the perception modules used for verification tasks did not
generate any false positive during all of our experiments.

3.8 Experiments

3.8.1 Single sensor experiment

The goal of the first real world experiment is to investigate the update rate resulting from
the proposed strategy in a highly dynamical scene. In the experiment, one Kinect is used
to keep the position of a cat accurate despite its highly unpredictable and fast movements.
Various short videos were recorded all leading to similar results. The results presented
here are obtained on a movie in which the cat runs back and forward and includes a jump.
Figure 3.8 shows two representative screenshots. The Kinect has a frame rate of 30 Hz,
hence updates can be performed at most at this frequency. The cat is tracked using a
Kalman filter with a constant velocity motion model and zero-mean Gaussian process
noise with a constant and diagonal covariance matrix. Since the expected position of the
cat is known, re-detecting the cat boils down to finding a black blob with a specific size
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(a) (b)

Figure 3.8: Running cat in (a) and jumping cat in (b), the green crosses represent the
position estimates generated by the verification module, the black rectangle represents
the 3D ROI based on the 95 % confidence interval of the predicted position projected on
the 2D image.

0 1 2 3 4 5

Kiwi

Time [s]

Figure 3.9: Bar chart showing when the position of the cat named Kiwi was verified.

in a 3D region of interest based on the 95% confidence interval of the predicted position,
see Figure 3.3. The detection takes less than 1 ms on average and Figure 3.8 shows two
typical detections together with the 2D projection of the 3D ROI on the camera image.

The main result of this experiment is shown in Figure 3.9. This figure shows when
the position of the cat is updated. As shown in this figure, the update rate is time
dependent and varies between approximately 10 and 15 Hz. The reason for this time-
dependent update rate lies in the non-constant measurement variance and the resulting
time dependent expected information gain. This can be explained by the resolution of
the depth information, which drops with the distance hence the measurement variance on
the position changes when the cat moves.

Figure 3.10 shows the entropy associated with the cat’s position estimate during a
part of the experiment. During periods without measurement updates the uncertainty
associated with the position estimate increases. As a result, the expected information
gain resulting from a position update increases over time and every third frame, this
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Figure 3.10: Entropy during part of the cat tracking experiment.

expected information gain is sufficient to enforce a measurement update. The position
uncertainty, and therefore the world model entropy, decreases after the updates. Over
the time interval of this figure, measurements are getting more and more accurate. More
accurate measurements contain more information and as a result the entropy after an
update decreases over this time interval.

This experiment shows how the proposed strategy combines (i) the current uncertainty
resulting from the unpredictable nature of the object movements with (ii) the measure-
ment uncertainty of the specific sensor and then comes to a conclusion about whether or
not an update is useful.

3.8.2 Experiments using AMIGO

The goal of this experiment is to show the task-dependent component of the proposed
strategy on the AMIGO robot. A photograph showing AMIGO during the final of
RoboCup 2013 in Eindhoven, at which team Tech United ended up third, was already
shown in Figure 3.1. The results presented here are obtained during a ‘rehearsal’ two
weeks before the actual tournament.

During the RoboCup @Home clean-up challenge, the robot is asked to clean up a
room. After being told which room, AMIGO drives towards the room and looks for
objects at some predefined locations, e.g., on tables, cabinets, shelves. AMIGO stops
at each of the predefined locations and switches on his object recognition module, see
Figure 3.12. Objects are recognized using a custom implementation of the Linemod
algorithm (Hinterstoisser et al., 2011). This algorithm combines color information with 2D
and 3D gradients to recognize the class of an object. An overview of the different stages
of the experiment is given in Table 3.2. The numbers in the first column refer to locations
indicated in the 2D occupancy map used for navigation and shown in Figure 3.11.

First, AMIGO enters the room (first location in Figure 3.11) and gets the command
to clean up a room, in this case the bed room. It drives to the cabinet (location 2)
and switches on object recognition, see Figure 3.12(a). A coke can and a tea pack are
observed and added to the world model. According to the task description, coke cans
must be disposed into trash bins, hence AMIGO plans to pick up the coke can. In
order to do so, AMIGO repositions itself with respect to the coke can and a verification
trigger is enforced by the mechanism explained in Section 3.5.4. This verification task
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Figure 3.11: Occupancy map used for localization with the various relevant locations.

(a) (b)

Figure 3.12: Photographs taken during the experiment. AMIGO looking for objects.

asks to ‘refine the position of the coke can that will be picked up’ and is needed since
the available position estimate is insufficiently accurate for a successful grab action from
AMIGO’s current location. The new position estimate is fed to the world model and
the updated object position is used by AMIGO to grab the object, see Figure 3.13(a).
After grabbing, AMIGO disposes the coke can into the trash bin (location 3). The task
description does not mention a desired location for the tea pack hence AMIGO ignores
the tea pack and moves towards the next predefined location (location 4) as can be seen
in Figure 3.12(b).

At this location, AMIGO again switches on his perception module and recognizes a
coke can. The coke can must be picked up hence AMIGO prepares a grab action and
sends a verification trigger. After refining the position of the coke can, it is picked up
and thrown into the trash bin (location 3). Now, the cleaning of the room is finished and
AMIGO drives back towards its initial position (location 1).

AMIGO has two different sensors that can be used to solve a verification task. It
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(a)

(b) (c)

Figure 3.13: Photograph taken during the experiment in (a). The part depicted shows
the grab action based on the verified object position. Part of the laser data used to verify
the position is shown in (b). In red the data that falls within the region of interest. Data
within a typical ROI using the Kinect for verification is shown in (c).

can either use the laser scanner mounted at his torso or its Kinect. In case the torso
laser is used, first, the spindle height is adjusted such that the object gets within the
field of view of the laser. Then with the region of interest provided by the coordination
module a clustering algorithm suffices to determine an accurate position estimate. The
laser data used for the verification measurement is shown in Figure 3.13(b). The laser
data within the ROI is colored red. Apart from the laser scanner AMIGO can also decide
to use the Kinect. In this case, the object is segmented by filtering out the horizontal
plane supporting the object and clustering the points that remain within the ROI. Typical
point cloud data within the ROI is shown in Figure 3.13(c).

The option using the torso laser generates a more accurate position estimate due to
the low measurement noise of the laser scanner with respect to the Kinect. As a result,
it leads to a higher information gain. For that reason, the laser scanner is used for re-
detecting the coke at location 2. During this experiment, the action costs were equal, since
both sensors did not require a navigation task. One could influence the preference for the
sensor used by associating different action costs with the different sensors as explained in
Section 3.5.3. If the object that needs to be picked up stands at a height of approximately
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0.7 m or less, the object is below the minimum height of the torso laser, as shown in
Figure 3.12(b). In this case only the Kinect is available for verifying the object position.
For that reason, the Kinect is used for the verification task at location 4.

During this experiment, the objects are known to only move as a result of robot actions.
For that reason the uncertainty associated with the object’s motion model is very low and
the expected information gain is never sufficient for enforcing an object update.

3.9 Conclusions and Future Work

For successful operation in complex and dynamically changing environments robots need
an up-to-date environmental description. Updating all object positions all the time is
both infeasible and impossible. This work investigated how such descriptions can be
maintained in an efficient manner. A semi-task-dependent and uncertainty-driven strategy
that determines when to update which object using which sensor was presented.

Adopting this strategy that combines the expected information gain with the action
cost led to both a reduction in the worst case object position uncertainty and the average
object position uncertainty while driving less during an extended analysis involving many
long lasting simulations. Real world experiments with a cat moving fast and unpredictable
showed how the strategy enforces updates whenever this is useful. The proposed strategy
leads to a non-constant update rate based on, e.g., the measurement accuracy and the
motion model uncertainty. Furthermore, experiments with the AMIGO robot showed how
the task-dependent component increases the performance during the RoboCup @Home
clean up challenge.

Future work could be to further investigate the task-dependent component of the
strategy, e.g., by incorporating state of the art reasoning techniques for triggering updates
based on the task and context. In addition, such reasoning strategies can be used to
dynamically set the threshold on the information gain. Furthermore, optimal values for
the various parameters could be learned from data.

Finally, the relevance of a system like the one proposed increases with the size of the
environment and the number of objects present. Collecting and sharing data in much
larger environments than the ones considered throughout this work, e.g., a complete
floor, could drive interest in the topic of this work. Providing benchmark data on such
environments is nontrivial: the strategy steers the robot, the robot’s path affects its
sensor data and the sensor data influences the strategy. Finding ways to set a benchmark
nevertheless is considered to be a very interesting direction for future work.
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4
Learning Intentions for Improved

Human Motion Prediction1

4.1 Introduction

As service robots are expected to perform tasks in human populated environments, notion
of how people move is gaining importance. Occlusions by other humans or objects and
movements outside the robot’s field of view cause intervals without detections for time
scales up to minutes. During such ‘blind’ periods, a robot must rely on human motion
models. In addition, minimizing the hinder for humans during, e.g., navigation or delivery
tasks is only possible if robots have information about how people move in the nearby
future. Parameterizing pre-defined models is difficult due to the dependency on the en-
vironment and the person’s intentions and a simple motion model assuming a constant
velocity or acceleration is typically not valid over longer periods of time.

To overcome these problems, part of the relevant literature assumes that people, or
moving objects in general, tend to follow a limited set of motion patterns given an envi-
ronment, e.g., Bennewitz et al. (2005); Vasquez et al. (2009). These patterns are assumed
to exist among a limited set of positions, e.g., doors, tables, chairs. By learning these
patterns, motions can be predicted during periods without detections. Another solution
models the interactions between objects and their environment based on the concept of
social forces, see for example Luber et al. (2010). By estimating attracting and repul-
sive forces to and from target locations and obstacles, predictions respecting the physical
constraints of the environment can be made.

The questions investigated in this work are: (i) how can typical motion patterns be
learned and exploited for human motion prediction, and (ii), how can the knowledge about
the possibly dynamic environment a robot is operating in be exploited during human
motion prediction? Based on these questions, four requirements are formulated.

1This chapter has been published as an article in Robotics and Autonomous Systems: Elfring et al.
(2014a). A preliminary version was published as an article in the proceedings of the 2013 International
Conference on Advanced Robotics: Elfring et al. (2013b)
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Reference R1 R2 R3 R4

Bennewitz et al. (2005)
√

× ×
√

Vasquez et al. (2009)
√

×
√ √

Luber et al. (2010) ×
√

×
√

O’Callaghan et al. (2011) × � ×
√

Chung and Huang (2009)
√

× ×
√

Tseng and Tang (2010) ×
√

×
√

Yamaguchi et al. (2011)
√ √

× ×
Rohrmüller et al. (2008) ×

√
×

√

Kanda et al. (2009)
√

× ×
√

Foka and Trahanias (2010)
√ √

× ×
Kitani et al. (2012)

√
× ×

√

Chen et al. (2011)
√

× ×
√

Pellegrini et al. (2011, 2009) ×
√

×
√

Chung and Huang (2010) ×
√

×
√

Luber et al. (2012) ×
√

×
√

Ziebart et al. (2009)
√

× � �
Required

√ √ √ √

Table 4.1: Summary of the requirements satisfied by related work. Requirements are
either fulfilled (

√
), not fulfilled (×) or not applicable (�).

R1) Goal prediction must exploit the experience summarized by a collection of obser-
vation sequences. Simple linear extrapolation is not sufficient for predictions over
time intervals in the order of seconds.

R2) The number of possible destinations in a given environment usually is limited, e.g.,
dinner table, office A, desk B, however, the world in between these destinations
should not be discretized since infinitely many trajectories are possible dependent
on the presence of, e.g., dynamic obstacles or doors that are open or closed.

R3) The probability of a person moving towards a specific target location can vary over
time. For this reason it must be possible to update a human motion model given
new observation sequences.

R4) Updating some human motion model as required in the third requirement must
happen autonomously, i.e., without human intervention of any form.

4.2 Related Work

Various authors define a finite number of discrete states and estimate a path, using ob-
served trajectories, by a state sequence. In Bennewitz et al. (2005) motion patterns are
represented by hidden Markov models (HMMs) learned from data clustered using ex-
pectation maximization. Although being a good starting point, the discretization of the
paths in a finite number of states and the disability to update the model online conflict
with requirements R2 and R3. In Vasquez et al. (2009) growing HMMs (GHMMs) are
learned. Contrary to Bennewitz et al. (2005), both the HMM structure and parameters
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Figure 4.1: Simplified visualization of the approach. A person’s trajectory can be pre-
dicted by incorporating an intended position (colored ellipses) estimated using a hidden
Markov model (blue ellipses and arrows) into a motion model based on the concept of
social forces (large colored arrows).

can be learned online. However, predicting human motions on a discretized world grid
contradicts the continuous world requirement R2, as shown in Table 4.1. In Kanda et al.
(2009) the goal is to let a robot actively approach humans in a shopping mall based on
their intention. Human motion primitives such as walking or running are used to predict
the human behavior, e.g., stopping at a shop. In Chen et al. (2011) trajectories are clus-
tered and summarized by a mean and a left and right boundary. Based on the match
between a sequence of observations and each cluster, a credibility level is calculated which
is used during prediction. Both works fulfill the requirement of estimating a person’s
goal, however, during short deviations from the learned trajectories, e.g., because of a
person crossing the intended path, the correspondence between the learned and observed
trajectory drops and the accuracy of the prediction deteriorates. In addition, the models
are not updated online, hence both of the aforementioned methods fail to fulfill the con-
tinuous world requirement R2 and lack the ability to update models online as formulated
in requirement R3. In Foka and Trahanias (2010), linear extrapolation is used for the goal
prediction. Potential goals are given by a user and the mismatch between predicted head-
ing direction and goal location is translated into a probability. The prediction method
using linear extrapolation is considered overly simplistic and both the need for human
input and the disability of online updating the model contradict our requirements, as
shown in Table 4.1. The work of Kitani et al. (2012) researches activity forecasting which
contains ‘destination forecasting’ as a subproblem. Their approach combines semantic
scene understanding with ideas from the optimal control theory. Main drawbacks are the
discretized world and the focus on the static part of the environment only.

A second group of work uses the concept of so-called social forces. A person is attracted
by its goal, whereas it is repelled by other objects. This adds robustness and enables
estimating trajectories in a continuous domain. Important work on this topic is performed
by Helbing in, e.g., Helbing et al. (2000, 2002). In Pellegrini et al. (2009, 2011) the forces
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are based on energy potentials, in Luber et al. (2010) these forces are based on existing
models for crowd simulation (Helbing et al. (2000, 2002)). In either of the cases, a constant
velocity motion model is used to incorporate the interactions into the motion model of an
object by introducing an acceleration term. The authors in Luber et al. (2010) estimate a
person’s goal based on constant velocity extrapolation and show that the model leads to
improved tracking performance and up to two times less data association errors. The work
of Pellegrini et al. (2011) does not deal with intention estimation since defining either the
left or the right hand edge of a camera image suffices in their experiments, so both works
do not meet the goal prediction requirement R1. Online updating the human motion
model is not dealt with in both Luber et al. (2010) and Pellegrini et al. (2011). The work
of Tseng and Tang (2010) is based on similar ideas, however, stream field based human
motion models are used. The forces are calculated at a grid map for efficiency purposes
and the persons’ goal is estimated using a constant acceleration motion model. This goal
estimation is considered too simplistic and online updating is impossible. In Yamaguchi
et al. (2011) an energy function incorporating social effects is used for prediction. The
intended position of a person is estimated using a support vector machine trained off-
line using past trajectories and possible destinations given by a human user, hence both
requirements R3 and R4 are violated. The work of Chung and Huang (2010) uses a cost
function incorporating various social factors. Prediction is performed using a grid map
in which transition probabilities are learned from the data. The grid map contradicts
the continuous world requirement R1 and the transition probabilities are not learned
online. Finally, Luber et al. (2012) learn a set of dynamic motion prototypes from data.
Estimating a human’s intended position is excluded since the focus is on estimating a
person’s path in the presence of another person given the starting and end positions of
the path.

Interesting work in which prediction is a means for improved robot path planning is
O’Callaghan et al. (2011); Rohrmüller et al. (2008); Ziebart et al. (2009). The authors
in Rohrmüller et al. (2008) use Markov chains for pre-computing transition probabilities
in a grid. The probabilities are used to predict people movements, however, the intended
goal is not estimated. In O’Callaghan et al. (2011) a navigational map is learned for each
possible location. During an offline learning phase a deviation function describing how
humans deviate from the map is learned. The main application is planning paths to given
locations hence the intention estimation problem is not dealt with in O’Callaghan et al.
(2011). In Ziebart et al. (2009) goal-directed trajectories are estimated using a strategy
the authors refer to as maximum entropy inverse optimal control. Strongest feature of
this approach in the context of our requirements is the robustness against changes in the
environment, main drawbacks are the discretization of the environment into a fixed grid
and the lack of modeling the interactions between humans.

None of the related works fulfill all of our requirements. In the next section the new
contribution of this paper will be presented.

4.3 Contributions

The research presented in this paper uses the concept of social forces, as in Luber et al.
(2010) as a starting point. This way, there is no need for predicting human trajectories on
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a discretization of the world. Contrary to the number of paths towards a goal, the number
of possible goals given an environment is considered to be limited. For that reason, we
tailored the advanced goal estimation method presented in Vasquez et al. (2009) and
incorporated it in the human motion models used by Luber et al. (2010), which is our
main contribution. With this human motion prediction framework, many experiments
using a large existing data set have been performed during which both the strengths and
weaknesses of the proposed algorithm are analyzed.

The proposed approach is schematically represented in Figure 4.1 and contains two
steps. First, motion patterns are learned for the purpose of human goal estimation.
Section 4.4 explains how this is done and how the work in Vasquez et al. (2009) was
modified and applied. Then in step two, the learned patterns are combined with the
social forces based approach. Section 4.5 explains how this combination is merged into a
framework that can be used for human motion prediction. After that, Section 4.6 presents
the experimental results and in Section 4.7 conclusions are drawn.

4.4 Learning of Statistical Motion Patterns

The first step of the proposed algorithm is estimating a person’s goal using a growing
hidden Markov model (GHMM). Section 4.4.1 explains how the world is discretized for
the purpose of goal estimation. Sections 4.4.2 and 4.4.3 transform this discretized world
into a GHMM. Section 4.4.4 explains how the parameters of the GHMM are updated
and Section 4.4.5 explains how the intended position of a person is estimated using the
GHMM.

4.4.1 Updating the topological map

This section explains how a set of observed person trajectories is summarized by a topo-
logical map. This is a data reduction step that is considered reasonable since the map,
and later the GHMM, will be used to estimate the person’s goal and not the path towards
this goal.

A topological map contains nodes connected by undirected edges. Each node repre-
sents a region in the environment and the edges represent the connectivity among nodes,
i.e., a node represents a Voronoi region, an edge a Delaunay edge. In Vasquez et al.
(2009) the Instantaneous Topological Map (ITM) algorithm proposed in Jockusch and
Ritter (1999) is used. Here a modified version is used instead. The algorithm has linear
time and memory complexity with respect to the number of nodes in the map.

An observation of a person’s position obtained at time k is denoted by the vector Ok,
an observation sequence up to time k is denoted by the set O1:k = {O1, . . . ,Ok}. Each
observation sequence is assumed to originate from one person, hence data association is
excluded from this work. For each observation in the sequence O1:k, the topological map
is updated in four steps. Figure 4.2 visualizes the various steps.

1. For the current observation represented by the cross in Figure 4.2(a), find the nodes
n and s with the smallest and second smallest Euclidean distance to this observation.
The dashed lines indicate the associated Voronoi region for each node, the black solid
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Figure 4.2: Four steps of the modified instantaneous topological mapping algorithm.

lines the edges between the nodes. If nodes n and s are not connected, a link is
added (red line).

2. Check for each neighbor m of n if node s lies in the Thales sphere2 through n and
m. If yes, as is the case in Figure 4.2(b), remove the edge connecting nodes n and
m. If not, as is the case in Figure 4.2(c), keep all edges. After removing an edge to
node m, remove node m if it has no neighbors left.

3. If, as in Figure 4.2(d), an observation lies both outside the (dashed) Thales sphere
through nodes n and s and outside a (dotted) sphere with radius emax around node
n, a new node is created at the location of the measurement. If, as is the case in
Figure 4.2(e), nodes n and s are closer than 0.5 ·emax (dash-dotted sphere) Jockusch
and Ritter (1999) removes node s, however, here nodes n and s are merged (red
node).

4. If no new node is created in one of the previous steps, associate observation Ok

with node n. In this work, the Np,max most recent observations are stored per
node. In Jockusch and Ritter (1999); Vasquez et al. (2009) this step is absent
hence no measurements are stored. However, the associated observations can be
used to estimate the observation probabilities needed in the GHMM later. The
updated node position equals the average of all associated points. In the example
in Figure 4.2(f), the observations associated with the nodes are represented by the
crosses, the dashed lines again indicate the Voronoi regions associated with each
topological map node and the solid lines represent the edges.

The first two steps are according to the original work by Jockusch and Ritter (1999),
the third and fourth step are modified respectively added since this allows for an improved
calculation of the observation probabilities later. The only parameters that have to be
set in this algorithm are the radius emax, that can be interpreted as the resolution of the

2The Thales sphere through two points A and B is the circle with diameter AB through both points
A and B.
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map, and Np,max, which is the size of the sliding window, a measure of the time horizon
that is taken into account during the calculations explained in Section 4.4.2.

4.4.2 Formulation of the GHMM

In the context of estimating a person’s motion, person trajectories can be modeled by state
sequences in which each discrete state represents a region in the real world. A hidden
Markov model (HMM) can be used to model and predict a person’s trajectory by a state
evolving stochastically at discrete time steps k. An important property of HMMs is that
they summarize the continuous state space representing all possible states, in this work
the set of all possible locations, by a finite number of discrete states. The number of states
therefore depends on the number of locations covered by the different trajectories, rather
than the number of persons. The main assumption underlying HMMs is the Markov
property: the complete history of the state at time k is adequately summarized by the
state at the previous time step k − 1 only.

An HMM can be interpreted as being a graph containing nodes connected by directed
edges. Each node represents one of the discrete states mentioned before, whereas the edges
represent the possible transitions between these states. The existence of edges between
nodes indicates that it is possible to move from one state to another within one time step.
In HMMs the states itself are hidden, i.e., they cannot be observed directly. Instead, an
observation related to this state is perceived.

In this work, the state at time k is denoted by the vector Sk. Each state is associated
with a state prior which represents the probability of a trajectory starting in this state.
Furthermore, a state is associated with an observation probability. For a state i, denoted
by Sik, the observation probability function determines the probability of observing a
measurement Ok under the assumption of being in state i. The edges in an HMM are
represented by transition probabilities representing the probability of evolving from one
state to another in one time step.

A growing HMM (GHMM) is an HMM with a varying number of states connected by
a varying number of directed edges. The number of states after processing κ observation
sequences is Ns,κ and the full GHMM is parameterized by:

λ = {πκ, Aκ, bκ}, (4.1)

in which πκ is the set of Ns,κ prior probabilities for the Ns,κ states and Aκ is the set
of transition probabilities among the states. The transition probability from state i at
time k − 1 to the state j at time step k is denoted as p(Sjk | S

i
k−1) = ai,j. Finally, bκ

parameterizes the observation probabilities p(Ok | Sik), where i = 1, . . . , Ns,κ.
In this work, all observation probabilities will be represented by Gaussian distributions,

hence p(Ok | Sik) = N i(Ok; µ
i
κ,Σ

i
κ) and therefore, bκ = {µ1

κ, . . . ,µ
Ns,κ
κ ,Σ1

κ, . . . ,Σ
Ns,κ
κ }.

Each mean µiκ of a Gaussian distribution is associated with a node center in the topological
map and equals the corresponding node position. The covariance matrix Σi

κ of the i’th
Gaussian distribution is set equal to the covariance of the set of associated points up to
some constant scaling factor. Whenever possible, the subscript κ is dropped for the sake
of notational simplicity.

As explained in Section 4.4.1, each node center in the topological map is associated
with a unique location. The GHMM has a state vector Sk = [x x′]T , in which x is
the position vector of the state and x′ is the vector representing the associated intended
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Figure 4.3: Topological maps generated using the same simulated data for people ap-
proaching a T-junction. In order for a fixed covariance to be a reasonable estimate of the
associated points, as in (a), a high topological map resolution is required. In (b), it is
shown how an improved covariance estimate allows for a lower resolution of the topologi-
cal maps. In this example, the map resolution is emax = 0.09 m in (a) and emax = 0.25 m
in (b).

position. Both the current and intended positions are equal to the position of one of the
topological map nodes. By combining the current position with the intended position in
the GHMM state, different GHMM states can be associated with the same node in the
topological map, i.e., persons at the same location are associated with different states if
their intended locations differ. Mathematically, the effect of adding the intended posi-
tion to the GHMM state is the appearance of distinctive manifolds in the GHMM. Each
manifold is associated with one unique intended position and describes how a person is
expected to move towards this intended position. Since the observation probabilities are
estimated using the topological map, states associated with the same topological map
node have identical observation probabilities p(Ok | Sik).

The advantage of storing the set of associated points in the topological mapping al-
gorithm explained in Section 4.4.1 is shown in Figure 4.3, where simulated the data of a
T-junction is shown. The blue crosses represent observations, the green crosses the nodes
in the topological map and the black dashed lines the edges in this map. In the original
work Vasquez et al. (2009), all covariance matrices in bκ, represented by the red ellipses,
were constant and set beforehand. This assumption will, in general, only be valid if the
topological map has a fine resolution, i.e., if emax is low and, therefore, the number of
nodes in the map is high as is the case in Figure 4.3(a). Furthermore it requires tuning a
reasonable covariance. With the node specific covariance matrix estimate the resolution
can be decreased, as shown in Figure 4.3(b). This lowers the computational complexity
and does not deteriorate the performance, since the GHMM is used for estimating the
intended position, rather than the path towards this position.

4.4.3 Updating the structure of the GHMM

After updating the topological map with an observation sequence, the structure of the
GHMM is updated accordingly. Each new node in the topological map leads to a new
state at the position of the node and with the intended position equal to the last position
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in the observed sequence. Both the new transition probabilities ai,j originating from new
edges and the self-transition probability ai,i of new states are initialized with a pre-defined
value a0. The prior probability of being in a new state is set to a pre-defined value π0.
If edges are removed from the topological map, the corresponding transition probabilities
in the GHMM are set to zero: ai,j = 0. If nodes in the topological map are merged or
removed, the corresponding states in the GHMM are removed as well. After updating a
node in the topological map, both the corresponding means and covariance matrices in bκ
are updated accordingly.

4.4.4 Updating the parameters of the GHMM

The GHMM parameters are updated using a modified version of the Baum-Welch method
Rabiner (1989). The Baum-Welch method locally maximizes the probability p(O1:Tκ | λ)
of an observed trajectory O1:Tκ given the model in an iterative manner. Tκ is defined as
the length of the κ’th observation sequence O1:Tκ = {O1, . . . ,OTκ}. Since the observation
probabilities are updated in the previous step already, only the transition probabilities
and state priors have to be updated. For a more detailed explanation of the process of
updating the parameters the reader is referred to Rabiner (1989); Vasquez et al. (2009).

A forward variable can be defined as Rabiner (1989):

αk(i) = p(O1,O2, . . . ,Ot,S
i
k | λ), (4.2)

which is the probability of observing the trajectory O1:Tκ up to time k and being in state
i at time k given the GHMM. The forward variable is solved for inductively using the
standard algorithm explained in Rabiner (1989). Similarly, a backward variable is defined
Rabiner (1989):

βk(i) = p(Ok+1,Ok+2, . . . ,OTκ | Sik, λ), (4.3)

which is the probability of observing the partial trajectory, Ok+1:Tκ , given the GHMM
model and the state being i at time k. Solving for βk(i) can be done using the standard
algorithm explained in Rabiner (1989).

By combining the probabilities represented by the forward and backward variables,
the probability of being in state i at time k and in state j at time k + 1, ξk(i, j), can be
calculated Rabiner (1989):

ξk(i, j) =
αk(i)ai,jp(Ok+1 | Sjk+1)βk+1(j)

p(O1:Tκ | λ)
, (4.4)

which combines the forward and backward variables with the probability of going from
state i to state j and the probability of the observation at k+1 if the state at k+1 indeed
is j. The denominator acts as a normalization term. The probability of being in state i
at time k given both the complete trajectory that was observed and the GHMM can now
be calculated using (4.4):

p(Sik | O1:Tκ , λ) =
Ns∑
j=1

ξk(i, j). (4.5)

With these definitions, the GHMM parameters can be updated in four steps:
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1. normalize the state priors πi and the transition probabilities ai,j since they are not
guaranteed to sum up to one after adding and removing edges and states to and
from the GHMM;

2. compute the forward variables αk(i), the backward variables βk(i) and the observa-
tion probability p(O1:Tκ | λ), which equal the sum of all forward variables at time
Tκ, using the standard algorithms in Rabiner (1989);

3. re-estimate the state priors by the expected number of times of being in state Si as
dictated by the Baum-Welch method:

π̂i ←
α1(i)β1(i)

p(O1:Tκ | λ)
. (4.6)

Tests have shown that using the Baum-Welch method leads to too much bias towards
recent observations, therefore the update is done as proposed in Vasquez et al.
(2009), by a weighted average:

πi ←
(κ− 1)πi + π̂i

κ
(4.7)

4. zero transition probabilities will never become non-zero due to parameter updates.
Therefore, only non-zero transition probabilities are re-estimated by the expected
number of transitions from state Si to Sj divided by the expected number of tran-
sitions from state Si:

âi,j ←
∑Tκ

k=2 ξk(i, j)∑Tκ
k=2 p(Sk = i | O1:Tκ , λ)

(4.8)

and, again, to avoid too much bias (Vasquez et al. (2009)):

ai,j ←
(κ− 1)ai,j + âi,j

κ
(4.9)

Since learning the GHMM parameters requires the full state to be available, an aug-
mented observation sequence:

Ō1:Tκ =

{[
O1

OTκ

]
,

[
O2

OTκ

]
, . . . ,

[
OTκ

OTκ

]}
(4.10)

serves as input for learning the GHMM. For efficiency reasons, all observation probabilities
are pre-calculated each time a new observation sequence arrives. This avoids unnecessary
calculation of the same observation likelihood multiple times during the re-estimation
of the parameters. The implementation uses the C++ linear algebra library Armadillo
described in Sanderson (2010).

4.4.5 Estimating the intended position

Once all the GHMM parameters are available, Bayes’ rule is used to update the belief
state, i.e., the probabilities of being in any of the states given the observations up to time
k:

p(Sk | O1:k) =
1

Z
p(Ok | Sk)

∑
Sk−1

p(Sk | Sk−1)p(Sk−1 | O1:k−1), (4.11)
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where p(Sk−1 | O1:k−1) is the prior, i.e., the state estimate at the previous time step or the
state prior for the first observation O1, Z is a normalizing constant and the observation
probability the Gaussian distribution introduced in Section 4.4.2. With this belief state,
calculating the probability of an intended position x′ = ` is done using:

p(x′k = ` | O1:k) =
∑
Sk

p(x′k = ` | Sk)p(Sk | O1:k), (4.12)

where the probability p(x′k = ` | Sk) equals one for any state Sk = [∗ `]T that contains
` as intended position and zero otherwise and p(Sk | O1:k) is calculated using (4.11).

Only one intended position is used for the human motion prediction since a person will
move towards one location at a time. The most probable intended position, which might
change over time, is selected for this purpose. The strategy can therefore be interpreted
as a multiple model tracking filter (Li and Jilkov (2005)) in which exactly one model is
considered at each time step. The single model which is considered may change over time
depending on the probability mass function over possible intended positions as defined by
(4.12). The way the most probable intended position is used during the prediction will
be explained in Section 4.5.

4.5 Prediction

The GHMM can be used to predict human trajectories, however, these trajectories can
only be represented by discrete state sequences generated by the GHMM. These states
represent discrete regions and therefore, only non-smooth trajectories can be predicted.
In addition, the GHMM only implicitly models interactions with the environment via
the recursive refinement of the model and, therefore, is not able to adequately model
short, temporarily interactions, e.g., with dynamic objects. In order to overcome these
drawbacks, the intended position estimate provided by the GHMM is combined with a
motion model incorporating the concept of social forces. The motion model explained in
this section is based on the model used in Luber et al. (2010) and introduced in Helbing
et al. (2000, 2002), where it was used to model pedestrian crowds. The motion model is
part of a Kalman filter that will be used to do the final predictions and updates.

Let the state vector of a Kalman filter at time k be the concatenation of a person’s
estimated position and velocity vectors yk and vk: xk = [yk vk]

T . The Kalman filter
has a motion model:

xk =

[
yk−1 + vk−1∆k + 0.5a∆k2

vk−1 + a∆t

]
. (4.13)

where the acceleration vector a, not to be confused with a scalar transition probability
ai,j used before, is related to a force using Newton’s second law:

Mρa = Fρ + ζρ. (4.14)

Mρ is the mass of a person ρ, Fρ is the sum of the social forces influencing this person and
ζρ is a noise term representing individual fluctuations not modeled by the deterministic
part of the model. The time index is left out to keep the notation less cluttered. The
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social force Fρ equals the sum of three terms and will be calculated using the discrete
GHMM state Sk as explained later in this section:

Fρ = Fpers
ρ + Fsoc

ρ + Fphys
ρ . (4.15)

The first term Fpers
ρ models the human’s intention, i.e., the desire of a person to adapt

his current velocity to his desired speed and direction within a certain relaxation time:

Fpers
ρ = Mρ

v̂ρêρ − vρ
τρ

, (4.16)

where the relaxation time τρ is the time interval needed to go from the current velocity
vρ to the intended velocity v̂ρ and the intended direction êρ, which direction will be
determined using the estimated intended position provided by the GHMM using (4.12).
Throughout this work, both the relaxation time and the desired velocity are assumed to
be constant and identical for all persons. Future work could be to use better estimates,
e.g., the person’s average velocity during some time interval. The force Fpers

ρ sums a
driving term and a friction term Helbing et al. (2002).

The social interaction forces represent the repulsive effect of other objects or persons.
It, therefore, is a summation over all instances in the world model W , with the exception
of the person with index ρ that is currently considered:

Fsoc
ρ =

∑
w∈W\{ρ}

qwexp

(
rρ,w − dρ,w

fw

)
nρ,w. (4.17)

In (4.17) qw specifies the magnitude of the social interaction force, fw specifies the range
of this force, dρ,w is the Euclidean distance between the centers of person ρ and the other
world model object or person w, and rρ,w is the sum of the radii of w and person ρ. Finally
nρ,w is the normalized vector pointing from w to person ρ. The social interaction force
corresponds to the model in Luber et al. (2010) with the strength of the anisotropic factor
set to one.

The last term in (4.15) represents hard physical constraints of the environment. Again
it is a summation over all world model instances with the exception of person ρ, the person
that is considered:

Fphys
ρ =

∑
w∈W\{ρ}

cwg(rρ,w − dρ,w)nρ,w, (4.18)

where cw represents the magnitude of the exerted force and the function g(υ) = υ if υ > 0
and 0 otherwise. More details on the origin of the model can be found in Helbing et al.
(2002) and the references therein.

4.6 Experiments

This section presents the results of an extensive set of experiments. A total number of
785 human trajectories are predicted and fed to the GHMM in the various sections. The
number of persons in the field of view varied roughly between zero and ten. First, the
parameters and some calculation time characteristics are presented in Section 4.6.1, then
Sections 4.6.2–4.6.5 present the prediction results.
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Parameter Value Unit Description

a0 0.1 − Initial (self-)transition probability
πo 0.1 − Initial prior probability
qw 25 N Magnitude social force
fw 50 pixels Range social force
rρ 15 pixels Radius person
v̂ 40 pixels/s Intended velocity person
τ 4 s Relaxation time
cw 2.5 N Magnitude physical force
Np,max 100 points Maximum number of points per node
emax 30 pixels Resolution of the topological map

Table 4.2: Parameters used during experiments.

4.6.1 Algorithmic characteristics

In all of our experiments, the settings summarized in Table 4.2 are used. Experiments
are carried out using a HP EliteBook 8530w with Intel 2.8 GHz duo core processor and
the average time needed for a belief state update using (4.11) and (4.12) is below 0.5 ms.
The total time needed for updating both the GHMM and the topological map is analyzed
later. The belief state calculation times enable using the algorithm in an online setting
where measurements might arrive at tens of Hertz.

The series of experiments is based on the data set introduced in Majecka (2009). It
consists of a large set of trajectories of humans walking through the Informatics Forum at
the University of Edinburgh. The data were recorded with a camera fixed approximately
23 m above the ground. The main entry/exit points are at the bottom left (front door), top
left (cafe), top center (stairs), top right (elevator and night exit) and bottom right (labs).
The data used here were recorded on September 10 and July 30. First, ten randomly
selected trajectories were used for learning a GHMM, then 775 different trajectories were
used for validation and recursive refinement of the model in the various sections below.
The complete set of trajectories used is shown in Figure 4.4. The topological map after
learning all 785 trajectories is shown in Figure 4.5.

4.6.2 Analysis of the GHMM

First, the model size of the intention estimation part is analyzed. Figure 4.6 shows how
the number of nodes in the topological map increases with the number of trajectories
learnt. It in addition shows the number of states and edges in the GHMM. After learning
approximately 500 trajectories, the numbers are more or less converged. The number of
states increases faster than the number of topological map nodes since different states
might be associated with the same node, e.g., movements from A to B and from B to A
might share the set of associated topological map nodes but appear on different manifolds
and result in different states. In the same figure, the time needed to update the GHMM
is indicated by the blue solid line. This time includes updating both the topological map
and the GHMM structure and parameters. As expected, the computation time increases
with the model size. The time is always below 4 ms and most of the time below 3 ms,
which allows for the online updating of the model even on a rather simple laptop.
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Figure 4.4: The full set of 785 trajectories used during the various analyses.

Figure 4.5: Topological map, learned from the set of 785 trajectories, projected on the
camera image.
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Figure 4.6: Number of nodes in the topological map and number of states and edges in the
GHMM as a function of the number of trajectories learnt together with the time needed
to update the GHMM structure and parameters with one measurement.

Figure 4.7 shows three of the manifolds present in the GHMM. Each of the figures
show the discrete GHMM states associated with one intended position. The green cir-
cle represents the person’s intended position, the red circles represent the states on the
manifold. To keep the visualization uncluttered, both the self-transition and the directed
transition probabilities from and to states are left out of the visualization. Instead, the
black lines show the connectivity among the GHMM states. This figure shows the differ-
ence in complexity of the models on different manifolds. The learning data set contained
many different trajectories towards the front door hence the associated manifold contains
many states, as shown in Figure 4.7(a). Figure 4.7(b) shows the states on the simplest
manifold representing persons entering and leaving the scene near the front door. Finally,
Figure 4.7(c) shows a typical model resulting from a set of trajectories showing limited
variability.

4.6.3 Failure rate

We have used both the motion model proposed in this work and the model as proposed
by Luber et al. (2010) to estimate the exit point of a person after observing 20% of the
trajectory and repeated the analysis with 40% of the trajectory. An intended exit point
estimation was classified as being correct if the real exit point differed at most 29 pixels.
Changing this value will affect the absolute failure rate, whereas the relative performance
of one method compared to the other is, more or less, invariant to this number. This part
of the analysis is based on 285 trajectories recorded at September 10 with on average 1.49
persons within the field of view. The analysis focuses on the change in performance after
learning a larger number of trajectories. The main results of the comparison are shown
in Figure 4.8, which shows the ratio of correct predictions as a function of the number of
trajectories learnt.

Initially, after learning about ten trajectories, the performance in all cases is similar
with the exception of the prediction using the benchmark strategy and 20% of the tra-
jectory. After learning more than 40 trajectories, the proposed method outperforms the
benchmark strategy with a factor three to five times if 40% of the trajectory is used and
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(a) (b)

(c)

Figure 4.7: Different manifolds of the GHMM. Each figure shows a manifold associated
with a different intended position. The black lines show the connectivity within the
GHMM, the green circle the intended position and the red circles the other states on the
manifold. Directed edges representing the (self-)transitions within the model are left out
to keep the visualization readable.
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Figure 4.8: Ratio of correctly predicted intended positions using both the proposed
method and the benchmark strategy after observing 20% or 40% of the trajectory.

six to seven in case 20% is used. Using 40% instead of 20% improves the absolute success
rate for the proposed method with approximately 10%, whereas it doubles the success
rate for the benchmark strategy.

Two conclusions can be drawn from this first analysis. First of all, the proposed
method using the estimated intended position provided by the GHMM clearly outperforms
the benchmark strategy for the set of 285 person trajectories used during this analysis.
Second, the accuracy of the prediction increases after refining the GHMM using more
trajectories, something that is enabled by the low computational costs of updating the
model. The fact that the average success rate every now and then shows a mild decrease
despite an increasing number of trajectories being used for learning is caused by new
motion patterns which are observed for the first time. This effect will be addressed in
more detail in the next section.

The second part of this analysis is based on the data recorded on a different day: July
30. This different day was selected since (i) the number of persons walking within the
field of view is typically larger and (ii) it is considered useful to analyze the performance
for the data recorded on different days. The paths of 500 different humans are predicted
and the average number of people within the field of view on this day was 4.0. This time
the fraction of the full path used to predict the remainder of the path is varied from 5%
to 85%. The results for both the proposed and the benchmark strategy are shown in
Figure 4.9.

Figure 4.8 showed how the number of correctly estimated intended positions increases
as the number of trajectories learnt increases. Figure 4.9 shows how the accuracy increases
as a larger fraction of the complete trajectory is used in the query. This is in line with the
intuition: the closer a person is to its intended position, the easier this intended position
can be predicted. After observing only 5% of the full path, the proposed method is correct
in 56% of the 500 paths tested for. As the fraction of the path which is observed increases
this percentage increases to almost 90%. The benchmark strategy initially leads to a 5%
success rate, which is more than a factor 11 lower than the proposed strategy. As more
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Figure 4.9: Ratio of correctly predicted intended positions using both the proposed
method and the benchmark strategy after observing the given fraction of the full path for
predicting the remainder of the path.

measurements arrive, this rate increases to approximately 77%. The proposed strategy
leads to an absolute increase in success rate which is between 12% and 62% for the 500
trajectories used during this part of the analysis.

4.6.4 Predicted path consistency for single persons

This section zooms in on some of the 785 predicted paths that led to the results presented
in Section 4.6.3. Rather than giving a complete overview, representative scenarios are
selected. Figure 4.10 shows four single person scenarios in more detail. Single person
scenarios are selected at this stage since this allows for comparing the proposed strategy
with a benchmark strategy while keeping the figures readable.

The red crosses represent the incomplete observation sequence of a single person. The
green solid line shows the predicted path using the proposed strategy, whereas the yellow
dashed line shows the predicted path using the benchmark strategy as used in, e.g., Luber
et al. (2010). The red star represents the real exit point, the dotted cyan line the real
path (ground truth) and the magenta squares show the probabilities of the most probable
intended positions as estimated by the GHMM together with the associated probabilities.
The total number of possible intended positions can be as high as the number of nodes
in the topological map shown in Figure 4.5. Using only the GHMM for predicting the
full path would lead to non-smooth paths on the discrete topological map grid shown in
Figure 4.5. Such paths are considered unrealistic and, therefore, are not included in the
performance evaluation.

In order for a robot to be able to correctly anticipate on a person’s path two things
are important: (i) the predicted path must lead to the correct exit point and (ii) the
path towards this exit point must be consistent over time, i.e., it should not change
unrealistically each time a new measurement arrives. We start with analyzing the first
of these points by further investigating some of the successes and failures that led to the
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results in Figures 4.8 and 4.9. After that, the second of these points is analyzed.
Figures 4.10(a) and 4.10(b) shows typical scenarios in which the linear extrapolation

fails, whereas the GHMM is able to correctly estimate the intended position. The social
forces motion model transforms the discrete intended position estimate into a smooth path
that takes obstacles such as the stairs in Figure 4.10(a) or other persons (if present) into
account. The mismatch between the real path and the predicted path towards the right
location in Figure 4.10(b) is mainly caused by the parameters in the social forces model;
not much effort was put into finding optimal parameters. Future work could include
learning the parameters from the data.

The prediction shown in Figure 4.10(c) is correct using both the proposed method and
the method proposed in Luber et al. (2010). Figure 4.10(d) shows a typical scenario in
which both the proposed and the benchmark method fail. The requested trajectory from
the lower right to the light gray tiles on the upper left corner is not included in the set
of learnt trajectories by the time this prediction is performed. As a result, the GHMM
provides an incorrect estimation of the intended position with a high probability. Although
a high probability for an incorrect intended position clearly is not desired, it is inevitable
in the case of learning from data that is incomplete. The bright side of using GHMMs
is that the recursive refinement of the model is facilitated, hence after observing the full
trajectory, the observation sequence can be added to the model thereby improving the
accuracy of future predictions. Section 4.6.3 already showed that the benchmark strategy
leads to a relatively large number of failures compared to the proposed strategy.

The second part of the analysis in this section investigates the consistency of predicted
paths over time. Figure 4.11 shows the predicted path for trajectory 201 after receiving
four, five, six and fourteen measurements of the same path. Initially, the GHMM has three
candidate intended positions that all have similar probabilities. The proposed prediction
method favors the wrong one and as a result, the estimated path is incorrect. After
receiving one more measurement, the belief state of the GHMM is updated, as shown in
Figure 4.11(b), and as a result the most probable intended position matches the actual
intention of the person. After six measurements, the ambiguity is largely resolved and
again the predicted path leads to the correct goal. From then on, the path stays more
or less the same, as can be seen in Figure 4.11(d). In the same sequence of figures, the
dashed yellow lines show the predicted path using the benchmark strategy. The collection
of predicted paths shows a much larger variation. If a robot, e.g., during a navigation
task, wants to make sure humans do not have to deviate from their path it is forced to
replan its own path each time the predicted path changes hence these variations are highly
undesirable.

4.6.5 Multiple person scenarios

This section presents representative results for multiple person scenarios. In order to
keep the figures readable, the benchmark strategy is left out of this part of the analysis.
Figures 4.12 and 4.13 show some typical examples showing a subset of the 785 predicted
trajectories. Each color represents a person, the crosses represent measurements, the
stars the ground truth, the solid lines predicted paths and the numbers the probabilities
associated with the most probable estimation of the intended state.

Initially, there is one person in the field of view, as shown in Figure 4.12(a). The
estimated intended position is correct and the path is rather straight forward. A few time
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Figure 4.10: Predictions for four different observation sequences (204, 219, 236 and 273).
Solid green line is with intended position estimation, whereas the dashed yellow line
shows the linear extrapolation as in, e.g., Luber et al. (2010). Red crosses represent
measurements, the red star the ground truth and the magenta squares the most prob-
able estimated intended positions provided by the GHMM together with the associated
probabilities. Cyan represent the ground truth
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Figure 4.11: Prediction for trajectory 201. Initially the intended position estimate is
uncertain and the prediction is incorrect. As more measurements arrive, the intended
position estimate gains trust and the path is predicted correctly and without much oscil-
lations.
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Figure 4.12: Predictions in multiple persons scenarios. Each color represents a different
person. The crosses represent measurements, the solid lines predicted paths, the numbers
the probabilities associated with the estimated intended state and the stars the actual
intended positions (ground truth).
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Figure 4.13: Predictions in multiple persons scenarios. Each color represents a different
person. The crosses represent measurements, the solid lines predicted paths, the numbers
the probabilities associated with the estimated intended state and the stars the actual
intended positions (ground truth).
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steps later, three other persons have entered the field of view, as shown in Figure 4.12(b).
By this time, the first person (blue line) is getting closer to its intended position. The red
line represents the predicted path of the second person. Again the intended position is
correct and the path is rather straight forward. The third (green line) and fourth (cyan
line) person entered short after each other and as a result, repelling forces are taken into
account during the prediction. The distance of these persons to the second person (red
line) is sufficient to prevent significant interaction forces. Figure 4.12(c) shows the scene
a little later. Now the intended positions are all known with a high probability and the
paths are similar to the ones predicted before. Again, persons three and four keep some
distance before converging to the same intended position. In Figure 4.13(a) various things
can be noticed. First of all, the second person (red line) left the scene. Besides this, a fifth
(magenta line) and sixth (black line) person have entered. The predicted paths of these
persons almost overlap, however, the associated times are different. If these times would
have differed less, the social forces would have enforced a larger spatial difference. The
third and fourth persons are still on their way while keeping some relative distance and
measurements of the first person keep appearing very close to its estimated goal position.
Only moments later, Figure 4.13(b) shows how the first person left the scene, leaving
persons three, four, five and six behind. The probability of the estimated goal position for
person six (black line) increased from 0.54 to 0.71 and the predicted path first moves away
from the path of person five (magenta) and then goes in a straight line to the expected goal
position. This sequence of figures shows how the proposed strategy works in a scenario
with many humans sharing the same environment. It in addition shows the role of the
estimated and intended velocities. These velocities determine when a person arrives where
and this directly affects the social interaction forces with other persons. Throughout this
work, the intended velocity is assumed constant for all persons. Based on the analyses
performed throughout this work, this assumption appears reasonable, however, it will not
be necessarily true in general. Better estimates could be used instead, as mentioned in
Section 4.5.

Figure 4.13(c) shows a last typical scenario with five different persons. The person
associated with the red line moves around the stairs towards its intended position. The
green, cyan and black lines represent persons moving towards the same position but
arriving at different times. Finally the magenta line represents a person moving to the
upper right corner while keeping some distance from the other persons.

These multiple person scenarios only show a few of the 785 predicted paths, however,
together with the scenarios presented earlier these are considered to be representative of
the full set.

4.7 Conclusions

This work has shown how a two-step approach can be used for human motion prediction.
By learning a growing hidden Markov model (GHMM) from data, the intended position
of a person can be estimated from a discrete number of possible goals in a known envi-
ronment. The algorithm used for learning the GHMM is tailored for the goal estimation
and only requires a few milliseconds per observation. In order to be able to do predic-
tions without requiring a discretization of the world and while taken temporary object
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interactions into account, the GHMM is combined with a motion model that is based
on the concept of social forces. Compared to the standard social forces motion model
with linear extrapolation, the prediction accuracy increased significantly as was shown
while predicting the paths of 785 humans. In addition, the oscillations that appear in
the predicted paths using the benchmark strategy are drastically reduced when using the
proposed strategy.

Future work will focus on incorporating semantics into the prediction framework.
Rather than defining intended positions as coordinates in Cartesian space, intended posi-
tions can be defined relative to objects, e.g., person X is moving towards the table. This
will allow for re-using the learnt motion patterns in environments that differ from the
learnt scene. Furthermore it increases robustness to movements of the objects associated
with the goal positions. In addition, the possibility to learn the parameters needed in the
social forces based motion model from the data used to train the GHMM can be inves-
tigated and the proposed motion models can be incorporated in a robot path planning
module. For the integration in a robot navigation module, Kruse et al. (2013) seems a
useful starting point. Finally, relaxing the assumption of a person independent constant
intended velocity could further improve the accuracy of the predictions.
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5
Active Object Search Exploiting

Probabilistic Object–Object Relations1

5.1 Introduction

Domestic robots are expected to operate in human populated environments. In order to
successfully complete tasks, e.g., delivering objects or safe navigation, accurate descrip-
tions of such environments are required. However, due to the limited sensing range of
robots and the fact that many of the objects involved get moved regularly, a complete
description will never be available.

In this work the focus will be on active object search. More specifically, a robot will
be given a task such as ‘Find the book “Little Red Riding Hood”’. The robot then needs a
strategy to find this object. A very naive approach would be to start an exhaustive search
for the book through all the rooms. Even though the robot might very well succeed, this
approach is not desired since many human users will have lost their patience long before
the robot finishes its task. Two different situations can be distinguished. Firstly, the
position of the target object can be known in advance. The search task then simplifies to
a navigation task. Secondly, in the more challenging and realistic scenario, the location
of the target object is not known in advance. In this second case humans have a high
success rate and the search is efficient. Most probably this is due to the fact that humans
use experience, e.g., books are often seen on a table or in the book case. In the work
of Wixson and Ballard (1994) it was shown both empirically and mathematically that
exploiting indirect object relations increases performance. Representing human experience
in a robot understandable way and exploiting it during search are some of the the main
challenges in active object search.

If it comes to acquiring the common sense (or background) knowledge two possibili-
ties are (i) learning or (ii) pre-programming it. The latter seems time consuming and will
inevitably be incomplete. The first one however seems non-trivial since this knowledge

1This chapter has been published within the proceedings of the RoboCup 2013 symposium and received
the best paper award (for its application contribution): Elfring et al. (2013a)
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is typically encoded in a human rather than robot understandable format. A popular
alternative is to combine both. Various works (Kunze et al. (2012); Pronobis and Jensfelt
(2012)) use human generated ontologies containing common sense knowledge, e.g., ‘coke is
a drink’ or ‘a fridge is able to cool products’. In addition, this knowledge is combined with
human generated knowledge available on the web. Among the popular alternatives are
LabelMe (Russell et al. (2008)), the Open Mind Common Sense (OMICS) (Kochenderfer
and Gupta (2003)) project and Flickr.com. In Viswanathan et al. (2011) LabelMe is used
to get typical object-room relations, e.g., ‘kitchens typically contain a sink’ or ‘offices typ-
ically contain a bookshelf’. Afterwards, these statements are translated into probabilities.
An approach leading to similar knowledge but using OMICS instead is presented in the
work of Kunze et al. (2012) whereas the work of Kollar and Roy (2009) uses Flickr for
this purpose. Once this knowledge is represented by probabilistic models, the next step
is exploiting it.

Already in the seventies, indirect object search was proposed as a way to limit the
search space of the robot. In Garvey (1976), the idea is to use an intermediate object
that is easier to observe, e.g., because it is larger, to find a target object. In case of the
book, the robot could for example first try to find the, much larger, bookcase. This idea
is the foundation of the strategy proposed in this work.

In Kunze et al. (2012), a decision-theoretic approach is presented for searching an
object in large-scale indoor environments. Besides common sense knowledge, possibly
complemented by robot observations, the robot also has a floor plan of the building
available. Each room in the floor plan gets a probability of containing the target object
based on the common sense knowledge. Both this probability and a utility function that
incorporates the distance from the robot to the room are used to select the search location.
An approach like this seems inevitable in large-scale environments, however, inside the
rooms the robot still needs to perform an exhaustive search. Rather than selecting the
most probable room, this work focuses on the search inside the most probable room.

In Hanheide et al. (2011), a floor plan is not assumed to be available. After entering a
room, it is classified autonomously and after classification a probability of containing the
target object is calculated. Floor plans seldom change and for that reason the availability
of a floor plan is considered reasonable. For that reason, this work aims at extending
Kunze et al. (2012) rather than Hanheide et al. (2011).

In the works Viswanathan et al. (2010, 2011) the focus is on place classification.
Object-room relations are used for place classification using object detections. Similar
knowledge is required and for that reason their approach for summarizing knowledge
from LabelMe in probabilistic models is considered relevant in the context of this work.
However, the problem investigated in this work is different and, for that reason, requires
a different approach.

In Aydemir et al. (2011) the focus is on organizing an efficient search given information
about spatial relations between objects in an environment, e.g., ‘the book is on the table
in room 1’. A decision theoretic strategy selection method is adopted for finding the object
using the relations. The need of the spatial relations is considered to be too restrictive in
the context of this work.

The application in Joho and Burgard (2010); Joho et al. (2011) is finding target objects
in a supermarket. Object-object attribute relations are used, rather than object-room
relations, e.g., ‘an avocado will probably be located somewhere where other fruit can
be found’ or ‘pizza can be found in a freezer’. A maximum entropy model steers the
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robot through the supermarket using these relations. The focus in this work is on the
co-occurrence of objects rather than object-object attribute relations, since these are
considered more useful in home or office like environments where objects are, contrary to
supermarkets, not necessarily grouped by type.

Finally, Kollar and Roy (2009) solves a similar problem with a different starting point,
i.e., a map containing objects is available. Based on a floor plan and the object locations,
the best path is planned to a target object not included in the map based on the likelihoods
of finding the object at each location in the map. This work differs from Kollar and
Roy (2009) by using a chain of intermediate objects and not assuming prior knowledge
regarding object locations.

In order to find an object in large-scale indoor environments object-room relations
are crucial for an efficient search. For that reason, this work builds upon the approach
presented in Kunze et al. (2012). However, Kunze et al. (2012) does not solve the problem
of finding an object inside rooms. Indirect search using a single intermediate object is
applied frequently but this work shows that it is even better to use a chain of intermediate
objects, e.g., books often lie at a nightstand, nightstands in turn are placed next to beds.
Our first contribution is a strategy that allows using a chain of intermediate objects
for active object search. A second contribution is a sensitivity analysis with respect
to perception capability related parameters, e.g., better camera or perception modules.
Finally, we have performed an experiment to demonstrate the approach on a real robot.

The remainder of this paper is organized as follows. Section 5.2 explains how the
object relations are learned and exploited during search. Section 5.3 explains the active
object search strategy and Section 5.4 presents the findings obtained during an extensive
performance analysis and comparison in simulation. Section 5.5 presents experimental
results and Section 5.6 summarizes the conclusions and provides an outlook to future
work.

5.2 Probabilistic Object Relations

5.2.1 Learning object relations

We are interested in two types of object relations. First of all, object-room relations and
secondly, object-object relations. For the object-room relations we adopt the approach
of Kunze et al. (2012). In Kunze et al. (2012), human generated facts about typical
combinations of rooms and objects stored in the OMICS database are matched to well-
defined ontological concepts. Then the conditional probability of some object given a
room is calculated by counting database entries and applying Lidstone’s law with a λ of
0.5, according to Jeffrey-Perk’s law, to compensate for unseen combinations.

To model object-object relations, the approach proposed in this work is to define the
condition probabilities according to Lidstone’s law (Kunze et al. (2012); Kollar and Roy
(2009)):

p (oi | oj) =
N (oi, oj) + λ

N (oj) + λnobj

, (5.1)

where both oi and oj are objects, N (oj) is the number of times object oj is observed,
N (oi, oj) is the number of times objects oi and oj are observed in the same camera
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frame and nobj is the number of objects. The dimensionless parameter λ can be used for
smoothing. Furthermore, fading can be added to limit the sample size to grow unbounded
(Jensen and Nielsen (2007)), which is relevant in case of, e.g., time-dependence. By
counting the number of times objects are observed, visibility of objects is explicitly taken
into account. Objects that are easily recognized get more relations and will for that reason
be used as intermediate object more often.

In this work, more than 50.000 labeled images provided by LabelMe (Russell et al.
(2008)) are used to calculate the probabilities in (5.1). A robot can refine these general
relations by updating the probabilities based on observed instances in its own environment
and using (5.1). This way the general set of object–object relations changes according to
the specifics of the robot’s environment.

5.2.2 Exploiting object relations

In order to exploit the conditional probabilities defined in (5.1) for active object search,
they must be reversed. The probability of finding the target object oT if a set of objects
O is observed, is of interest, i.e., if the target object is observed, what is the probability
of observing the object currently in sight. Using Bayes’ law:

p (oj | oT ) =
p (oT | oj) p (oj)∑
j p (oT | oj) p (oj)

. (5.2)

O is a set containing all objects observed by the robot and the summation over j represents
the summation over all members of O.

For selecting the room to which to navigate, the decision-theoretic approach introduced
in Kunze et al. (2012) is adopted. For determining to which object to navigate inside that
room, an expected utility, inspired by Kunze et al. (2012); Joho and Burgard (2010), that
combines the probability of successfully finding the target object with the travel cost is
maximized:

o∗ = argmax
oi∈O

[p (oi | oT ) + ω · C (oi)] , (5.3)

where again oT is the object that has to be found, oi is an object in the set O, ω acts both
as a relative weight and a scaling term and the travel cost is defined as the reciprocal of
the arc tangent of the Euclidian distance dr,o from robot to object:

C (o) =
1

arctan (dr,o)
. (5.4)

The weighted sum in (5.3) balances between distance and probability and avoids oscillating
behavior. The expected utility for some object o is represented by Û (o) and given by the
expression between squared brackets in (5.3).

5.3 Active Object Search Strategy

Section 5.2.2 introduced (5.3) for calculating which object from the set of observed objects
O maximizes the expected utility. The next step is incorporating this in an active object
search strategy. The first step of this strategy is to determine the room in which the object
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is expected to be according to the approach of Kunze et al. (2012). As before, O is the
set containing the objects observed by the robot. F is the set containing objects marked
as dead end, initially F = ∅. G is the set containing the (intermediate) target object(s),
initially G = {oT}. If |G| > 1, all members are considered in (5.3). The proposed search
strategy is as follows:

1. O ← O\F , then determine o∗ using (5.3).
2a. If Û (o∗) ≥ threshold, start navigating towards object o∗. If during navigation new

objects appear, add them to O and go to step 1 to see if the navigation goal has to
be updated.

2b. If Û (o∗) < threshold, the observed objects have no sufficient relation with the
target object and an intermediate object needs to be added. The object os with
strongest relation to any of the objects in G according to Bayes’ law is added to G:
G ← G ∪ {os}. With G updated, go to step 1.

3a. If the robot reaches an intermediate object it is added to F since it did not lead to
the target object. Now go back to step 1 and try to find a route via another object.
If such route is not available, start a random search and update O if new objects
are found.

3b. If the robot during navigation finds the target object, the task is succeeded
4. If the search fails, try the next best room.

For an illustrative example consider Figure 5.1. Both p (oT | A) and p (oT | D) are
defined 0.45, p (oT | B) = 0.1 and p (oT | C) = 0. In Figure 5.1(a) the robot observes
objects A, B and C. The robot moves via B to A because of the travel cost in (5.3).
In Figure 5.1(b) object B is set as a dead end. After falsifying object A, the robot only
observes C, however, objects C and oT do not have a direct link. As a result, the most
probable neighbor of the target object, i.e., object D since A is a dead end already, is
added to the target set. This object has a relation with object C, hence the robot moves
towards C, see Figure 5.1(c). While doing so, object D gets observed and the robot starts
moving towards D. Before arriving at D, the target object is observed and the search
is succeeded. This example shows how a target object can be found using a chain of
intermediate objects.

5.4 Simulation Results

A large number of simulations is performed to (i) investigate the effect of the robot’s
sensors on the success of the search and (ii) compare the proposed strategy with a bench-
mark strategy. Simulations enable a high number of trials under the exact same condi-
tions, thereby allowing for a fair comparison. Section 5.4.1 explains how we have updated
the general relations using simulated data. After that, Section 5.4.2 briefly explains a
benchmark search strategy and Section 5.4.3 presents the simulation results.

5.4.1 Simulation set-up

For all simulations, the general relations from LabelMe are refined by adding a large
number of observations in different but similar simulated rooms. One simulated room,



92 | 5.4 Simulation Results

A

C

B

D oT

O = {A,B,C}
F = ∅
G = {oT }

(a)

A

C

B

D oT

O = {A,C}
F = {B}
G = {oT }

(b)

A

C

B

D oT

O = {C,D}
F = {B,A}
G = {oT , D}

(c)

A

C

B

D oT

O = {C,D, oT }
F = {B,A}
G = {oT , D}

(d)

Figure 5.1: Illustrative example of the search strategy. The robot is represented by the
blue dot, green objects are in sight, red objects are dead ends. The target object oT is
assumed to have a 0.45 change being either next to D or A. Via a chain of intermediate
objects, the target object is found

referred to as recipe room, was created. Based on a typical living room ten main objects
were placed inside this room, e.g., a dining table, two couches, etc. Furthermore twenty
smaller objects were defined with locations relative to one or more main objects, e.g.,
chairs stand next to the dining table, keys can be on any of four tables. All positions are
disturbed by Gaussian noise. The recipe room was used to create 30 random rooms in
which the object–object relations were learned. The simulated robot has a 360◦ viewing
angle and the target object was always present in the room. Table 5.1 shows some of the
typical condition probabilities of observing two objects in the same camera frame learned
from the recipe room. A typical path towards the keys resulting from the proposed
strategy is, e.g., from the dining table towards the three-seater via the chair, then from
three-seater to the coffee table on which the keys are found.

Coffee table Side table Two-seater

Book 0.20 0.33 0.11
Three-seater 0.23 0.11 0.12

Keys 0.21 0.31 0.09
Remote control 0.01 0.19 0.13

Table 5.1: Example probabilities learned from simulation.

For validation purposes, a second data set was obtained by redesigning the recipe
room, i.e., the dining table moved to the other side of the room and couches in a different
formation. As a result, the smaller objects changed position too.

In order to be able to analyze the effect of the robot’s sensors the view scale is var-
ied. The view scale VS , in Tsotsos and Shubina (2007) referred to as effective range of
detection, can be interpreted as the simulated resolution of the camera and is calculated
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as:

VS =
dmax

Savg

, (5.5)

where dmax is the maximum distance from which an object with average size Savg is
detectable. VS is assumed independent of the object class and will be varied during the
simulations. In Tsotsos and Shubina (2007) VS lies around 12, a Microsoft Kinect with
object recognition using SIFT feature points has VS around 5 for typical household items
on our robot.

5.4.2 Benchmark search strategy

For comparison a search strategy only exploiting direct neighbors was implemented, i.e.,
a strategy that does not allow for a chain of intermediate objects. The direct neighbors
in both strategies are the same. The strategy is as follows:

1. Check the probabilities of the objects neighboring the target object
2. Check the camera image for objects

3a. If none of the neighboring objects is in field of view, move to the center of the room
while looking for objects

3b. If at least one neighboring object is found, navigate towards the most probable
neighboring object

4a. If the robot during navigation finds the target object, the task is succeeded
4b. If the neighboring object is reached without observing the target, try another neigh-

boring object
4c. If no new neighboring objects are found, start a random search

5.4.3 Results

Both the benchmark strategy and the strategy introduced in this work are tested on
failure rate. The failure rate is the percentage of search tasks that would eventually end
up with a random object search. The camera VS during the learning of the relations was
arbitrarily set to 4. The effect of VS during learning will be investigated later. After
that, the robot was asked to find the remote control, which has various possible locations
as was already shown in Table 5.1. To investigate the effect of the VS the failure rate
was calculated for 27 different values of VS in 25 different rooms per VS . Each room
was entered from each corner for both methods, hence the results are an average of 5400
simulations. The results are shown in Figure 5.2.

This figure shows a failure rate that rapidly goes to zero for the proposed approach.
Only for very low values of VS , i.e., a very limited number of object detections due to the
very limited sensing range, the search failed. For more realistic values of VS the robot
was always able to find a chain of intermediate objects leading to the target object, which
means that the robot was performing a directed search. For the benchmark strategy only
exploiting direct relations the failure rate is much worse. This is due to the fact that direct
neighbors of the remote control, being the coffee table, side table, two-seater and tv, are
only observable in a relatively small portion of the room. The noisy line is caused by the
sensitivity to the configuration of the limited number of direct neighbors. As VS increases,
objects can be detected from larger distances and the failure rate drops. Increasing the
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Figure 5.2: Failure rate as a function of VS during the active object search.

number of 25 different rooms per configuration will lower the noise, increasing the room
size will enlarge the differences.

Figure 5.3 shows the path lengths for the same set of simulations ignoring those that
failed. For comparison, the path length using a very naive zigzag search strategy was
added.

For low values of VS the benchmark approach seems to outperform the others, how-
ever, this method fails most of the time. The trails that succeeded started from a corner
which appeared to be very close to the target object and as a result the average path
length during the successful trials is very low. In case of the numerous failures, a random
search has to be started and that will require many additional meters as can be seen
from the red line. Such random search is however not yet combined with the benchmark
strategy to allow for a fair comparison. The benchmark strategy does not incorporate
the distance from robot to an object and for that reason, it performs worse than the
naive zigzag strategy for very high values of VS . The proposed approach appears to be
insensitive for the performance of the camera and is likely to outperform the benchmark
approach over the full range of possible VS values. For very high values of VS , objects
can be seen from many places in the room and for that reason, the differences are getting
smaller.

To further investigate the effect of VS on the performance, the experiment above was
repeated with relations that were learned by a robot with V S = [5, 10, 15]. The object
search is again performed for 27 values of VS and starting from each corner of the room.
Again each setting was simulated 25 times hence the average results of 8100 simulations
are shown in Figure 5.4.

Two conclusions can be drawn from this figure. First of all the value of VS during
learning does not have an effect on the path length during the active object search. As
a result, it should be possible to share the relations among different robots with different
perceptual capabilities without negatively influencing the performance. Secondly, the total
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Figure 5.3: Path length as a function of VS during the active object search.
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Figure 5.4: Effect of VS during learning on the path length as a function of VS during
the active object search.
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path length decreases for VS above 9 or 10. Due to the different scale on the vertical
axis, this conclusion can hardly be made from Figure 5.3 that partly shows the same
information.

5.5 Experiment

In order to test the active search strategy on a real robot, our AMIGO robot was asked
to find a lamp. The relations used in this experiment are learned from the LabelMe data
set. Existing LabelMe tools (Russell et al. (2008)) are used to unify the annotations, e.g.,
nightstand and bedstand are synonyms. Relations are only considered if N (oi, oj) ≥ 5 to
avoid atypical object–object relations that might appear in the LabelMe database. The
experiment is carried out in an atypical lab environment and for that reason, the room
selection strategy is omitted in this experiment and the number of objects is somewhat
lower than in a real world environment.

All perception on the robot uses RGB-D data obtained via a Kinect. By detecting
horizontal planes at heights in a certain range, tables are detected. Objects are recognized
using color information and/or using both 2D and 3D templates (Hinterstoisser et al.
(2011)), anchoring, tracking and data association is performed using the work described
in Elfring et al. (2013c).

Figure 5.5 shows both a photograph of and a occupancy grid map of the lab. The
numbers in the list below refer to the positions in the lab indicated in Figure 5.5(a):

1. Inside the lab, AMIGO detects a table and the bed. The table has a direct relation
with the target object and for that reason, AMIGO navigates towards the table.
On top of the table, no lamp was observed. Bed has no relations with lamp and
for that reason, the most probable neighbors of lamp, being table and ceiling, are
added as intermediate object. A ceiling is not observed, whereas the bed is, hence
AMIGO navigates towards the bed.

2. While navigating towards the bed, the small table next to the bed is observed.
3. While navigating towards this table, the lamp is found on top of it.

5.6 Conclusion and Future Work

This work introduced an active object search strategy exploiting probabilistic object-
object relations learned based on their co-occurrence in camera images. The strategy is
particularly useful inside rooms and is combined with the strategy introduced in Kunze
et al. (2012), which calculates in which room to expect an object. The strategy is exten-
sively analyzed in a large number of simulations. Simulations showed (1) the advantage of
using a chain of intermediate objects over using direct neighbors only, (2) better percep-
tual capabilities lead to shorter paths during the search and (3) the perceptual capabilities
of a robot during the learning of the relations do not influence the performance during
the search. An experiment involving a real robot has shown the potential of the approach
in the real world.
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(a) Occupancy grid map of the lab in which the
search takes place.

(b) Photograph of the lab with AMIGO from the
entrance.

Figure 5.5: Lab environment in which the experiment is carried out.

Future work can be to further validate the performance on real robots. Furthermore,
the dependency of object–object relations on the room type should be investigated.
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6
Converting Gaussian Measurements in
the Presence Of Uncertain Nonlinear

Conversions

6.1 Introduction

Many robot tasks involve estimating a state representing the position of some object,
feature or the robot itself, e.g., object tracking, occupancy mapping, localization. State
estimation typically is performed using Bayesian filtering methods which adopt a recur-
sive predict-update cycle. First a prior estimate is propagated using a motion (process)
model, then the propagated state is updated using a measurement which is related to the
state. In order to properly process measurements during the update step, the uncertainty
in the measurements must be quantified. Popular filtering techniques, like Kalman fil-
ters Kalman (1960) or particle filters Gordon et al. (1993), therefore employ measurement
models that include a probability density function which models the measurement noise.
Autonomous robots perform relative measurements via onboard sensors. This work fo-
cusses on the transformation of uncertain measurements from one frame or coordinate
system to another. Before going into details, two of the main assumptions made through-
out this work are explained together with the application focused on throughout this
paper.

As a first assumption the autonomous robot is assumed to have localized while per-
forming the requested task. The localization assumption is considered reasonable for two
reasons. First of all, localization maps usually are available and localization algorithms
using such maps have proven to be robust against movements of small household items
or furniture, see for example the work of Thrun et al. (2001); Tipaldi et al. (2013). Sec-
ondly, simultaneous localization and mapping (SLAM) algorithms Thrun et al. (2005)
have proven to be effective in environments lacking a prerecorded localization map.

As a second assumption, the localized autonomous robot is assumed to perform a task
which requires a world estimate associated with Cartesian (rectangular) coordinates in a

99
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robot independent frame, i.e., any frame which is fixed with respect to the world over
the time interval of the task. In this work the fixed frame will be referred to as map
frame, however, this does not imply any restriction on the absolute location of this frame,
the number of such (local) frames or the possible presence of a hierarchy of these frames.
The assumption is compatible with spatial or semantic world representations such as the
ones introduced in Kuipers (2000); Zender et al. (2008); Pronobis and Jensfelt (2012) and
robot tasks usually are solved while adopting a similar assumption, e.g., semantic (Elfring
et al. (2013c)) or occupancy grid mapping (Wurm et al. (2010)), tracking (De Laet et al.
(2011)) or localization (Tipaldi et al. (2013)). This assumption is made since it allows for
performing later analyses under assumptions similar to the assumptions usually adopted.

The task which will be focused on in this paper is people tracking. However, the
problem investigated is relevant whenever measurements are fused in a frame or coordinate
system different from the frame in which measurements are performed, i.e., it is not
restricted to people tracking or other tasks satisfying our two main assumptions. In line
with the second assumption, tracking in this work will be performed using Cartesian
coordinates in the map frame. Cartesian coordinates allow for using simple and intuitive
motion models (Lerro and Bar-Shalom (1993)) and the map frame is preferred since
it, contrary to robot frames, does not move and can be shared among different robots
independent of the presence or absence of these robots.

Now that the application and main assumptions are explained, the problem can be
further clarified. Relative measurements performed using onboard sensors are usually as-
sociated with a probability density function which models the measurement uncertainty
in the sensor’s coordinate system. The estimated robot pose with respect to a localization
map is usually represented by another probability density function, e.g., a Gaussian dis-
tribution over possible robot poses. Merging measured and predicted data in a Bayesian
update step includes the transformation of the relative sensor data to the Cartesian coor-
dinates of the map frame in which the world state estimate is maintained. Therefore both
(i) the uncertainty of the estimated pose of the robot with respect to the map frame and
(ii) the uncertainty of the measurement with respect to the robot’s sensor frame and co-
ordinate system, have to be taken into account. Inaccurate conversion of the uncertainty
potentially leads to tracking filter divergence (Julier and Uhlmann (1997)), unnecessarily
large estimation errors or filter inconsistencies (Lerro and Bar-Shalom (1993); Bordonaro
et al. (2012)). Converting the measurements and the associated uncertainty to the Carte-
sian coordinates of the map frame is the core problem investigated in this paper.

Converting uncertainties is complicated by the fact that the uncertainty in the orien-
tation of a transformation, like most common coordinate transformations, is nonlinear.
This is illustrated in Figure 6.1. Figure 6.1 shows a robot (magenta diamond) measuring
the distance to some object using a 1D range measurement. For the sake of illustration,
the range is measured exact, i.e., no uncertainty, and the robot’s pose estimate is un-
certain and represented by independent Gaussian distributions in the horizontal, vertical
and heading direction. To represent the possible location of the object in the Cartesian
coordinates of the map frame, 500 samples are drawn from the Gaussian distribution
representing the robot pose with respect to the map frame and the measured position
is added. For a nearby object, the object position appears to mimic a Gaussian distri-
bution rather well (black stars), however, for a distance of two meters, this is no longer
true in this particular example (red circles). This example illustrates how uncertain non-
linear transformations might turn Gaussian probability distributions into non-Gaussian



Chapter 6 | 101

 

 

0.5 [m]
2.0 [m]

Figure 6.1: Effect of an uncertain robot pose on the estimated position of a measured
object in a map frame for different distances between robot and object.

probability distributions, particularly if the measured distance is large. Using a Gaussian
distribution for representing the uncertainty associated with the measurement in the map
frame would lead to unnecessary conservatism or overconfidence.

The analysis of the problem investigated throughout this work depends on, among
others, the sensors used to perceive the environment, the configuration of these sensors, the
environment, the units used for representing data and the algorithms used for localization
and object detection. An illustrative example is used to enable a thorough analysis of the
problem despite these dependencies. The impact of the decisions made while defining this
example on the analysis presented later will explicitly be addressed whenever useful.

Consider an autonomous robot which has a Gaussian distribution of possible robot
poses available. One way to obtain such distribution is by adopting the amcl package1

within the Robot Operating System (ROS) (Quigley et al. (2009)), which implements the
adaptive particle filter proposed in the work of Fox (2003). The localized robot has a
laser range finder (LRF) which is used for performing measurements. The LRF might or
might not be the sensor used for localization. In case the LRF is not the sensor used for
localization, the relative positions of the sensors are assumed to be calibrated such that
the relative transformation is known with negligible uncertainty.

Laser range finders are typically used to perform measurements at distances in the
order of meters whereas cameras are mostly used for object recognition at ranges up to
1 or 2 m. The main reason for selecting this set-up as a running example throughout
this paper is the expected correlation between the impact of the transformation on the
shape of the probability distribution and the distance between the robot and the object,
as suggested by Figure 6.1. Consequence of this running example is an analysis which is
focused on tasks which require transforming LRF data to a robot independent map frame,

1http://wiki.ros.org/amcl
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e.g., semantic or spatial mapping, people tracking, localization or any other task which
requires associating laser data with estimates represented with respect to the map frame.

The remainder of this work is organized as follows. Section 6.2 presents previous work
related to the problem that is investigated throughout this work. Then Section 6.3 sum-
marizes the contributions of this work. Section 6.4 introduces definitions used throughout
this work and Section 6.5 thoroughly analyzes the the problem and some studies of the
existing solutions. In Sections 6.6 and 6.7 a solution is proposed which is validated in Sec-
tion 6.8. The paper ends with conclusions and an outlook to future work in Section 6.9.

6.2 Related work

Uncertainty propagation is a general and well-studied problem that is encountered in
many different fields of research. A broad overview and comparative study can be found
in Lee and Chen (2009). The overview presented here is biased towards the more specific
problem of converting measurements associated with Gaussian measurement noise to the
Cartesian map coordinate system and updating a state estimator using this converted
measurement as explained in the introduction of this paper.

6.2.1 Gaussian posterior distributions

Many works in robotics encountering nonlinearities, e.g., in the form of coordinate trans-
formations or measurement and motion models, adopt functional expansion-based meth-
ods, most notably a first order Taylor expansion for linearizing the nonlinearities (Thrun
et al. (2005)). Linearizing transformations by means of the first order Taylor expansion is
an approximation suggested decades ago by, e.g., Smith et al. (1990), and more recently
recommended by Blanco (2013), who released related software as a ROS package2. Fur-
thermore, it is applied in the widely-used extended Kalman filter (EKF). Even though
many variants of the EKF exist, its success will always depend on the magnitude of the
neglected higher order terms. Various works have shown that the EKF estimate can be
wrong by an arbitrarily large amount, see for example the works of Daum (2005); Julier
and Uhlmann (1997); Gordon et al. (1993), for reasons that can be understood from
Figure 6.1.

A popular alternative approach adopted in tracking literature is using the unscented
Kalman filter (UKF) introduced in Julier et al. (2000). The unscented transformation
deterministically selects a set of sigma points to parameterize a probability distribution,
then applies the possibly nonlinear transformation to these sigma points and finally re-
estimates the parameters of the parameterized distribution using the transformed sigma
points. The UKF is shown to outperform the EKF in some applications, e.g., attitude
estimation as investigated in Crassidis and Markley (2003). The posterior of the UKF is,
like the prior distribution, estimated by a Gaussian distribution. Assuming a posterior
Gaussian distribution is not necessarily accurate for our application dependent on the
various conversions involved which is the main drawback of both EKFs and UKFs.

The illustrative example used throughout this work involves transforming measure-
ments associated with the polar coordinates of the laser range finder into the Cartesian

2http://wiki.ros.org/pose_cov_ops



Chapter 6 | 103

coordinates used for tracking in the map frame. In radar tracking applications a sim-
ilar problem was acknowledged in the 1990s since a radar performs detections in polar
or spherical coordinates, whereas tracking usually is performed in Cartesian coordinates.
First order Taylor expansion led to estimated means that suffer from unnecessary large
differences with respect to the true values and converted covariance matrices that are
inconsistent with the original covariance matrices as shown by the first work explicitly
addressing this issue: Lerro and Bar-Shalom (1993). Since then, various works have re-
fined this initial effort: Longbin et al. (1998); Duan et al. (2004); Bordonaro et al. (2012).
Each of these works first converts the Gaussian measurement to a converted Gaussian
measurement and then applies a standard KF. Like the EKF and the UKF, each of the
converted measurement filters therefore sticks to Gaussian distributions for representing
the posterior distribution which is why this set of algorithms is not considered a sufficient
solution to the problem dealt with in this work.

Some works on occupancy mapping explicitly deal with a similar problem. The work
of Joubert et al. (2013) presents a strategy which enables maintaining an occupancy grid
map for robots whose pose estimate is represented by a probability distribution of any
form. By sampling from this probability distribution over possible robot poses and adding
the measurement, the Gaussian measurement is effectively converted from a single Gaus-
sian distribution with respect to the robot frame to a set of Gaussian distributions in
the occupancy map frame. The probability of an occupancy grid map cell being occu-
pied is then calculated using each of the converted Gaussian distributions. The impact
of the required coordinate transformation is implicitly assumed negligible. The work
of O’Callaghan and Ramos (2012) introduces a Gaussian processes-based approach and
results in a continuous rather than a discrete occupancy map representation. The transfor-
mation of sensor data to the map frame is performed using the unscented transformation
as explained above. Both these works explicitly deal with localization uncertainties, how-
ever, the converted measurement uncertainties are represented by Gaussian distributions
independent of the required transformations.

6.2.2 Sampled-based posterior distributions

In robot localization algorithms, multi-modal and non-Gaussian probability density func-
tions appear on a regular basis, especially if no reasonable initial robot pose is available.
For that reason most algorithms rely on a Monte Carlo-based approach (Thrun et al.
(2001)), most notably the particle filter (PF) introduced in Gordon et al. (1993). Many
different PFs exist, however the underlying ideas are the same. A PF is a Bayesian filter
which represents a probability distribution by a set of discrete estimates, referred to as
particles. Given a sufficient number of particles, a PF’s tracking performance always out-
performs both the EKF and the UKF Simon (2010). Tracking using PFs was proven to be
successful in many different applications, e.g., Arulampalam et al. (2002a); Breitenstein
et al. (2009). However, PFs suffer from exponential scaling of the required computational
effort with the number of states. Many works aim at improving scalability properties of
the PF, however, no general solution is available: ‘well-designed PFs with good proposal
densities sometimes avoid the curse of dimensionality, but not otherwise’ as stated in the
work of Daum (2005). As a comparison, the KF’s computational complexity grows with
the cube of the dimension.

PFs do not offer ready-to-use solutions to the issues related to converting Gaussian
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measurements. However, if we are able to find a way to convert a measurement associated
with Gaussian measurement noise to a probability distribution in the map frame, a PF
facilitates the Bayesian update step and allows for representing the possibly non-Gaussian
posterior distribution.

Contrary to some of the works presented earlier in this section, an overwhelming ma-
jority of the work in the field of robotics does not explicitly address the issue of uncertainty
propagation, even when performing measurements over ‘larger’ distances. In the work of,
e.g., Luber et al. (2009); De Laet et al. (2011), the tracking models described suggest
the presence of a nonlinear coordinate transformation from the polar coordinates of the
laser range finder to the Cartesian coordinates in which human motion models are de-
fined, however, the issue is not addressed. In works involving moving robots or multiple
sensors, like Pangercic et al. (2012); Hu et al. (2010); Pronobis and Jensfelt (2012), un-
certain sensor information must be transformed, however, it is unclear how this issue is
tackled. It is expected that many of the robots using ROS adopt the tf package3 for
transforming data. This package maintains relationships between coordinate frames and
transforms poses from one frame to another. Tf does not take the associated uncertain-
ties into account. This may lead to poor position estimates, diverging filters, incorrect
data association or failure of the robot task. Within ROS, the uncertain tf4 package does
facilitate transforming Gaussian distributions while considering covariance matrices using
a sampled-based approach: sample from the original distribution and convert the set of
samples. It, therefore, can be used to transform the measurements associated with Gaus-
sian measurement noise to another frame. The computational costs of the transformation
using this sampled-based method are high compared to methods using linearized approxi-
mations and it is not clear in which cases sampled-based solutions must be preferred over
computationally simpler strategies and in which cases not.

6.2.3 Switching strategies

Based on the overview provided in Sections 6.2.1 and 6.2.2, the suggested solution is as
follows:

1. sample from the Gaussian distribution associated with an uncertain object position
measurement

2. convert the samples to the Cartesian coordinates of the map frame
3. use the converted samples to update the PF estimating the object’s position.

The number of particles that must be sampled from the measured distribution in step 1
scales exponentially with the number of dimensions. After the conversion, the measure-
ment samples do require a PF for incorporating the measurement in step 3. Section 6.2.2
already indicated the poor scalability properties of PFs compared to KFs. In terms of
computational costs, updating a PF with a set containing many transformed measurement
samples will be much more expensive and has poorer scaling properties than the more
common PF update using a single Gaussian distribution. This is due to the combinatorial
explosion of the number of possible associations between PF particles and transformed
measurement samples: instead of calculating the probability of a transformed Gaussian

3http://http://wiki.ros.org/tf
4http://http://wiki.ros.org/uncertain_tf
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measurement given each of the particles, samples have to be drawn from the multidimen-
sional Gaussian measurement, these samples have to be converted and the probability of
the full set of transformed samples has to be calculated given each of the particles.

Although this work focuses on people tracking, the number of objects or features being
tracked typically is much higher than the number of humans in the robot’s vicinity. In
fact, one could argue that any object or feature state being detected by a robot would
benefit from being filtered. A robot does not know which objects will be relevant for
future tasks and, therefore, the number of filters will increase to tens, hundreds or even
more in a realistic setting. These filters might estimate high dimensional object states,
e.g., 6D pose vectors concatenated with 6D velocities and accelerations. At the same time,
measurements performed by different sensors will arrive at tens of Hertz. It is not known
beforehand whether or not a conversion will cause a non-Gaussian probability distribu-
tion. The scalability properties of the suggested solutions will dramatically increase the
computational requirements if the suggested solution is used for all filters and all measure-
ments. As noticed in Daum (2005): ‘there is no law against more than one PC to solve
a filtering problem’, however, ‘this approach can become expensive, complex and bulky’.
Besides filtering a robot will have to run control loops at hundreds of Hertz or more,
perceive the environment through high dimensional data arriving at tens of Hertz, reason
about what to do next, plan paths for many degrees of freedom while avoiding collisions
and respecting constraints, interact with humans and much more. Even if computational
resources would eventually allow performing all these tasks in parallel for environments
with a limited number of objects, it is a waste of computational resources to each second
process many measurements with unnecessarily complex filters. This is particularly unsat-
isfactory since one would intuitively guess that most of the objects can be tracked using
the traditional methods explained in Section 6.2.1, which have much better scalability
properties and similar performance in many cases.

The primary goal of this work therefore is to find a measure which can be used to
quantify the impact of the transformation on the normality properties of the probability
distribution associated with the measurement. If we can find an easy-to-calculate measure,
the strategy suggested by the itemized list in the beginning of this section can be used
if and only if the strategies presented in Section 6.2.1 are insufficient. Two earlier works
targeted at finding an easy-to-calculate measure which quantifies the impact of a nonlinear
transformation for specific tracking problems as will be explained next.

In the work of Tian and Bar-Shalom (2009) the ratio of the condition numbers of the
covariance matrices obtained by a first order and a second order Taylor approximation of
a measurement is estimated without performing the actual expansions. If and only if this
condition number ratio is above some fixed threshold, the first order approximation is used
for updating a tracking filter. Otherwise, the second order approximation is used instead.
The application is tracking for very long range radars and the work is not applicable to the
problem investigated in this work since both the first and the second order approximations
assume Gaussian distributions after the conversion.

In the work of Lerro and Bar-Shalom (1993) the magnitude of the maximum bias
between the mean obtained by a classical linearization and the mean obtained using the
debiased converted measurement approach proposed in their work is calculated offline.
This maximum bias magnitude is divided by the minimum standard deviation of the
covariance matrix obtained via their debiased converted measurement approach. If and
only if the ratio, referred to as bias significance, is below some predefined threshold,
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classical linearization is considered to be an option for transforming the measurement and
updating the tracking filter. The measure is not directly applicable in the context of this
work since both strategies are based on KFs using Gaussian state estimates and the work
exclusively considers a single polar to Cartesian coordinate transformation.

6.3 Contributions

Any autonomous robot fusing uncertain measurements in a frame and/or coordinate sys-
tem which differs from the sensor’s frame and coordinate system has to convert probability
distributions. Ignoring the effect of transformations might lead to biased and inconsistent
filters and maps, degrades optimal filters to suboptimal filters and may eventually lead to
failure of the desired task. Always converting all measurements leads to unrealistic com-
putational demands and a waste of computational resources. This work therefore proposes
an easy-to-calculate measure which will be used to indicate whether or not a Gaussian
estimate is sufficient after transforming an uncertain measurement. This measure is pro-
posed based on a thorough series of analyses and the computational characteristics of a
tracking filter exploiting the measure will be compared to alternative solutions. The main
contributions of this work are as follows.

• A thorough analysis of the validity limits of various existing methods used for con-
verting Gaussian measurements.
• An easy-to-calculate measure which indicates whether or not Gaussian measure-

ments in the frame and coordinate system of a sensor can still be considered Gaus-
sian after an uncertain transformation to a map frame.
• An example tracking filter which exploits the easy-to-calculate measure to switch

between a continuous Gaussian and discrete particle representation.
• Simulations and experiments showing both the relevance and the computational

characteristics of the filter.

6.4 Definitions and dependencies

6.4.1 Definitions

A schematic overview of the robot used as a running example is given in Figure 6.2. In
this figure, (xr, yr) is the actual 2D robot position with respect to the map frame, θr is the
heading directing of the robot and (robj, θobj) represents the real object position in polar
coordinates with respect to the robot. The robot is assumed to move on a planar surface.

The robot’s pose is estimated by a Gaussian distribution:

N

 xmym
θm,r

 , [Σxy 02×1
01×2 σ2

θ,r

] , (6.1)

in which Σxy is the 2× 2 covariance matrix associated with the translational localization
estimate and σθ,r is the standard deviation of the angular robot position estimate. The
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Figure 6.2: Schematic overview of the definitions for the robot acting as a running exam-
ple. The black dot represents the robot location.

angular and translational uncertainties are assumed independent and therefore 0m×n rep-
resents an m× n zero matrix. This assumption is the result of the implementation of the
robot localization algorithm exploited later and can be relaxed if desired. The mean of
the Gaussian distribution will be represented by the vector zr, the covariance matrix by
Σr.

The measured object position is represented by the vector zobj =
[
rm θm,obj

]T
and

is assumed to be affected by zero-mean Gaussian process noise with a covariance matrix
Σm. The noise for the range and bearing measurements is assumed to be independent,
hence the measurement model is:

N
([

rm
θm,obj

]
,

[
σ2
r 0

0 σ2
θ,obj

])
, (6.2)

where rm and θm,obj represent the measured range and angle and σr and σθ,obj represent
the associated standard deviations.

The conventional conversion from polar coordinates to Cartesian coordinates is as
follows: [

x
y

]
=

[
r cos θ
r sin θ

]
. (6.3)

The position of the object in map frame can be calculated by multiplying (6.3) by the
appropriate rotation matrix, see the work of Spong et al. (2006), and then adding the
robot position: [

xr
yr

]
+

[
cos θr − sin θr
sin θr cos θr

] [
robj cos θobj
robj sin θobj

]
. (6.4)

Using trigonometric identities (6.4) can be rewritten:[
xr
yr

]
+

[
robj cos (θobj + θr)
robj sin (θobj + θr)

]
. (6.5)

In (6.5), the first term represents the robot location in the Cartesian coordinates of the
map frame whereas the second term converts the object position from polar coordinates
to Cartesian coordinates and compensates for the relative angle of the robot frame with
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respect to the map frame. The estimated state of the object in the map frame will be
represented by the state vector x, the converted measurement in the map frame by zc.

The robot’s heading direction is estimated by a Gaussian distribution and the mea-
sured angle of the object with respect to the robot is assumed to be affected by zero-mean
Gaussian measurement noise. The angular uncertainties can be aggregated by summing
both their means and variances. The result is a single Gaussian distribution representing
the total angular uncertainty:

N
(
θm,r + θm,obj, σ

2
θ,r + σ2

θ,obj

)
= N

(
θm, σ

2
θ

)
. (6.6)

The conventions, definitions and assumptions introduced throughout this section are in
line with assumptions in typical state estimation filters. Updating estimates with respect
the map frame using a measurement zobj requires considering all probability distribution
introduced in this section and transforming them appropriately. The resulting estimate is
not guaranteed to be adequately represented by a Gaussian distribution, as was indicated
in Figure 6.1.

6.4.2 Sensitivity analysis

Many variables and design decisions affect the analysis performed later. The variables
which are explicitly addressed are:

• the orientation of the robot with respect to the map frame
• the object pose
• the robot pose uncertainty
• the object measurement uncertainty

Each of these variables directly affects the shape of the probability distribution after
transforming the measurement. Various variables that might affect the analysis presented
later are not included for the reasons given below.

Location of the map frame

The absolute location of the map frame directly affects the robot’s position with respect to
this map frame. The orientation of the robot with respect to the map frame is taken into
account. The translational location is not considered since the translational location of the
map frame does not directly affect the analysis. One could argue that a faraway map frame
would typically lead to a larger uncertainty on the robot pose and, therefore, indirectly
affects the analysis. Most robots adopt occupancy or feature based maps for localization
and then the localization uncertainty is primarily affected by, e.g., the accuracy and
resolution of the occupancy or feature map, the correspondence between the map and the
real world and the uniqueness of the part of the map the robot is located at, which are
not necessarily dependent on the distance between robot and map frame. The varying
localization uncertainty is considered and therefore the location of the map frame is not
explicitly considered during the analysis presented later.

Units of the world model and localization

The units adopted for tracking and used to represent measurements directly affect the
analysis. If the world does not change but the units used for performing tracking do,
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the covariance matrices will change. As a result, the analysis performed later must be
updated, since the effects of changing units are not guaranteed to cancel out. Contrary
to the quantitative conclusions presented later, the qualitative results will be similar. All
calculations in this work use standard units, i.e., radians for angles and angular standard
deviations and meters for translational distances, ranges or the associated standard devia-
tions. The easiest way to circumvent this problem is by transforming all units to standard
units prior to tracking. Every now and then, angles will be represented in degrees only
for ease of interpretation.

Angular representation

In line with the unit-dependency of the analyses presented throughout this work is the
dependency on the representation of angles. This work adopts Euler angles for the orien-
tation of a robot which was assumed to move on a planar surface. More specifically, the
orientation of the robot or object is represented by the angle θ around the local z-axis
which is defined to be perpendicular to the ground plane. Switching to a quaternion
representation, Cayley-Klein parameters or any other rotational representation results in
a similar analysis. The only expected difference is the value of the switching threshold
presented later.

Algorithms used for localization and detection

The robot pose and object pose estimation algorithms have an indirect effect on the
analyses. Both algorithms affect the accuracy and uncertainty associated with an estimate.
The uncertainty associated with the robot and object pose estimates is explicitly taken into
account throughout this work. If an algorithm is less accurate and generates unnecessarily
large mismatches between the actual and the estimated object or robot positions the
tracking accuracy will decrease. This algorithm accuracy is not directly incorporated
during the analyses since this relation typically is not accessible for the robot and the
indirect effect is already incorporated.

6.5 Converted measurement analysis

This section investigates and compares the various existing analytical methods for con-
verting Gaussian distributed measurements from one frame to another. The goal of this
section is to move from intuitions, as shown in Figure 6.1, to a more formal analysis on
whether or not Gaussian distributions suffice for representing the converted measurement
or not. Therefore, first the consistency of the converted covariance matrix estimate is an-
alyzed for different degrees of uncertainty in the transformations involved in Section 6.5.1.
Then, Section 6.5.2 compares the entropies of the converted distribution and the original
distribution, i.e., it investigates to what extend the transformation affects the uncertainty
associated with the measurement. Finally, Section 6.5.3 checks whether or not the con-
verted data still passes an existing multivariate normality test. The belief underlying this
section is that the conversion on the one hand should be as simple as possible but on the
other hand should not affect the measurement or the associated uncertainty.
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6.5.1 Covariance matrix consistency

In Section 6.2 various strategies for converting uncertain measurements in polar coordi-
nates to Cartesian coordinates are mentioned. This section considers the most relevant
ones:

1. classical conversion using linearization as described in Lerro and Bar-Shalom (1993)
and applied in many popular existing filters

2. debiased consistent measurements (DCM) as described in Lerro and Bar-Shalom
(1993)

3. unbiased converted measurement (UCM) as described in Longbin et al. (1998)
4. modified UCM (MUCM) as described in Duan et al. (2004).

Once the Gaussian distribution (6.6) is converted to Cartesian coordinates using one
of these methods, combining the translational localization uncertainty and the converted
measurement uncertainty simplifies to summing two Gaussian distributions in axes aligned
Cartesian coordinate frames. As stated before, the goal is to investigate the validity limits
of these approaches for different scenarios.

The consistency of the measurement after the conversion is checked in a static setting
for a true object position of robj = 4 m and θobj = 45◦. The robot has a true position
(xr, yr) = (0, 0) which is assumed to be estimated exact and with zero uncertainty. The
standard deviation in the Gaussian range measurement noise is set to σr = 0.02 m and
the combined standard deviation σθ of the angular measurement and robot’s orientation
estimate will be varied since this variable directly affects the impact of the nonlinearities
in the conversion. The true robot orientation θr = 0◦.

The statistical consistency check used in Lerro and Bar-Shalom (1993) is adopted for
checking the consistency of the estimated covariance of the converted Gaussian distri-
bution. In Lerro and Bar-Shalom (1993) it is explained that the expected value of the
quadratic form of a zero mean random vector δ associated with a covariance matrix Pδδ
can be written as:

E
[
δTAδ

]
= tr

{
AE

[
δT δ
]}

= tr {APδδ} , (6.7)

which equals the vector’s dimension n if A = P−1δδ . The average normalized error squared
(ANES) can be calculated using a Monte Carlo simulation with N samples representing
N measurements. Samples are drawn from:

N
([
robj
θobj

]
,

[
σ2
r 0

0 σ2
θ

])
and the ANES is calculated using:

ψ =
1

N

N∑
i=1

δTz P
−1
zz δz, (6.8)

in which δz is the error between the converted measurement and the ground truth, Pzz
equals the estimated converted covariance matrix and N = 500. Details regarding the
calculation of the converted measurement and the converted covariance matrix are given in
the original works Lerro and Bar-Shalom (1993); Longbin et al. (1998); Duan et al. (2004).
For this particular example, an ANES of 2 indicates a consistent converted covariance
matrix. The results are given in Figure 6.3.
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Figure 6.3: Effect of the angular standard deviation σθ on the ANES evaluated at a
measured position robj = 4 m and θobj = 45◦. The robot is localized without uncertainty
at location (xr, yr, θr) = (0, 0, 0) and σr = 0.02 m.

Figure 6.3 indicates that the covariance estimate of the linearization is consistent up
to a standard deviation of about σθ = 2.5◦. The UCM and MUCM lead to consistent
covariances for the full range of standard deviations and the DCM shows a divergence
starting around σθ = 16◦.

Figure 6.4 shows the samples used for generating Figure 6.3 together with the es-
timated mean and covariance of the converted measurement for different values of the
standard deviation σθ and using the different methods. Initially, all methods lead to the
same converted measurement, as shown in Figure 6.4(a) and as already suggested by the
ANES shown in Figure 6.3. The differences among the four methods used for converting
measurements increase as the angular uncertainty increases. This holds for both the dif-
ferences in the mean values and the differences between the converted covariance matrices.
Furthermore, one can conclude that linearization leads to Gaussian distributions with the
lowest variability in the radial direction.

6.5.2 Kullback-Leibler distance

The entropy of a random variable is a measure of the associated uncertainty. The second
part of the analysis investigates the relative entropy, also known as the Kullback-Leibler
(KL) distance (Cover and Thomas (1991)). The KL-distance is a non-negative measure
of the difference between two probability distributions and is accepted as the standard
measure for this difference (Fox (2003)). A KL-distance of zero means a perfect match.
As stated before, the belief is that a conversion should have minimal impact on the
uncertainty associated with the measurement.

First, the Gaussian distribution obtained by converting the measurement is discretized
into 60 bins in each direction. The discretized Gaussian distribution is represented by pc.
Then 20.000 samples are randomly drawn from the measured distribution and transformed
using (6.3). The samples are summarized by a discrete distribution with 60 bins in each
direction, represented by ps. Finally, the discretized Gaussian distribution is compared
with the discretized ground truth by calculating the KL-distance KL(ps, pc) over all bins:
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Figure 6.4: Samples used to calculate the the ANES shown in Figure 6.3 together with the
converted measurements for σθ = 2◦ in (a), σθ = 5◦ in (b), σθ = 10◦ in (c) and σθ = 20◦

in (d).
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Figure 6.5: Effect of the angular standard deviation σθ on the KL-distance between the
sample ground truth and the discretized converted measurements. The measured position
is robj = 4 m and θobj = 45◦. The robot is localized without uncertainty at location
(xr, yr, θr) = (0, 0, 0) and σr = 0.02 m.

KL(ps, pc) =
∑

ps ln
ps

pc
. (6.9)

The error introduced by discretizing the distributions is accepted since the analysis in this
section focuses on the relative rather than the absolute KL-distances using the various
methods. The results are shown in Figure 6.5.

For an angular uncertainty σθ > 3◦, the KL-distance starts increasing. This increase in
KL-distance indicates a growing mismatch in the uncertainties associated with the original
and the converted probability distributions ps and pc. This obviously is highly undesirable,
i.e., the conversion of a measurement should not affect the uncertainty associated with
this measurement. The differences in KL-distances are in line with the observations from
Figure 6.4, which already suggested an increase in the relative uncertainty associated
with the converted Gaussian measurements for an increasing angular uncertainty. Out
of the four methods which are analyzed, linearization leads to the smallest KL-distance.
However, none of the methods is able to keep the KL-distance low for an increasing angular
uncertainty.

6.5.3 Normality of the converted distribution

Figures 6.4 and 6.5 raise the question whether or not the consistent converted measure-
ments can be considered representative for the measurements. Most of the time, the
covariances are consistent with the data when using the DCM, UCM or MUCM, how-
ever, the KL-distance increases with an increasing angular uncertainty and the data does
not appear Gaussian in Figures 6.4(b)-6.4(d). To analyze whether or not the samples
used to calculate the ANES mimic a Gaussian distribution the multivariate normality
test proposed by Mardia in Mardia (1974) is used. The ANES analysis is repeated 100
times and Figure 6.6 shows the fraction of the 100 tests in which the sample set passes
Mardia’s multivariate normality test with a significance level of α = 0.05 as a function of
the standard deviation σθ for the settings mentioned in Section 6.5.1.
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Figure 6.6: Effect of the angular standard deviation σθ on the fraction of the measurement
samples obtained during 100 tests passing Mardia’s multivariate normality test with a
significance of α = 0.05. The measured position is robj = 4 m and θobj = 45◦. The robot
is localized without uncertainty at location (xr, yr, θr) = (0, 0, 0) and σr = 0.02 m.

Figure 6.6 indicates that the samples drawn from the uncertain measurements with a
standard deviation of σθ > 2.5◦ fail the multivariate normality test for all 100 simulations
for this particular set of operating points. Even though the DCM, UCM and MUCM
generate consistent covariance matrices for the converted measurements, they are not
considered representative for the actual measurement, since the underlying data is no
longer Gaussian distributed in the Cartesian coordinates of the map frame.

6.6 Validity limits

This section is dedicated to finding a computationally cheap way to determine whether or
not the converted measurement is adequately represented by a Gaussian distribution. The
maximum allowable angular uncertainty depends on the robot position, the object position
and the associated uncertainties and therefore is not considered a useful candidate. Always
drawing a large number of samples, converting them and testing the normality leads to a
lot of overhead in the computational costs in many scenarios. First, Section 6.6.1 presents
some candidate measures that could indicate whether or not the converted measurement is
still Gaussian independent of the robot pose, object pose and the associated uncertainties.
Then, Section 6.6.2 picks the most suitable measure based on an extensive analysis in
simulation.

6.6.1 Candidate measures

Absolute bias

A first candidate indicator for deciding whether or not converted measurement data can
be represented by a Gaussian distribution is the absolute bias between the converted
measurement using linearization zclin and the UCM zcUCM :

babs = |zclin − zcUCM | . (6.10)
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Figure 6.7: Elliptical surface of constant probability density of a 2D Gaussian. The
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The bias babs is expected to be related to the magnitude of the higher order terms neglected
during the first order Taylor expansion of the linearization. The larger the magnitude of
the higher order terms, the larger the expected absolute bias. This expectation is based
on Figure 6.4.

Bias significance

A second candidate indicator is the bias significance β, inspired by Lerro and Bar-Shalom
(1993). The bias significance is the ratio of the absolute bias and the square root of the
minimum eigenvalue of the converted covariance matrix PUCM :

β =
babs√

λmin (PUCM)
. (6.11)

The square root of the smallest eigenvalue of a 2D Gaussian distribution can be inter-
preted as the minor axis of the elliptical surface of constant probability density (Bishop
(2006)), see Figure 6.7. Therefore, the bias significance β relates the absolute bias to
the magnitude of the variability in the direction in which the converted measurement has
minimal variability, hence the name bias significance.

Condition number ratio

The condition number is defined by the ratio of the minimum and the maximum eigenvalue
of a matrix. For Gaussian distributions, the condition number of a covariance matrix is
a measure for the ratio of the variability in the directions of the minor and major axes
of the elliptical surface of constant probability density, see Figure 6.7. Therefore, the
condition number depends on the shape of the underlying Gaussian distribution. The
third candidate indicator is the ratio of the condition numbers of PUCM and Plin and is
inspired by Tian and Bar-Shalom (2009):

K =
λmin (PUCM) /λmax (PUCM)

λmin (Plin) /λmax (Plin)
. (6.12)
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Figure 6.8: Box plots of the normalized values of the candidate measures at which the
underlying data appeared no longer Gaussian distributed for a large number of different
operating points.

The intuition is that a ‘large’ condition number ratio might be an indicator for a non-
Gaussian distribution after measurement conversion, since it indicates a large difference
between the two converted measurement covariance matrices.

6.6.2 Analysis of the candidate measures

The multivariate normality analysis performed in Section 6.5.3 was repeated at 810 dif-
ferent operating points spread over the full range of reasonable object positions and robot
and object uncertainties. At each of the operating points the angular standard devia-
tion σθ was varied between 0 and 15◦. Each operating point was simulated 100 times
and the number of measurements per operating point was 250, hence over 1.5 · 109 mea-
surements are simulated. The angular uncertainty at which the converted measurements
failed Mardia’s multivariate normality test in at least 25 of the 100 simulations was deter-
mined and the corresponding values for each of the three candidate measures presented
in Section 6.6.1 were calculated. The aim of this section is to determine which of the
corresponding values of the candidate measures shows the least variability to changes of
the operating point. In order to allow for a visual comparison, all critical values of the
candidate measures are normalized and the full set of values for each operating point
are summarized by the box plots shown in Figure 6.8 together with the box plot of the
normalized maximum allowed angular uncertainty. The larger the boxes in this plot, the
larger the variability in the normalized values of the corresponding candidate measure.

Figure 6.8 shows a large variability in the absolute bias babs. The absolute bias with
which the converted measurement appears no longer Gaussian is, like the allowed angular
uncertainty, highly dependent on the operating point. The bias significance β shows less
variability compared to the absolute bias, however the variability is still significant. The
ratio of condition numbers K shows the least sensitivity to the various operating points.
Based on this result, K will be used as the indicator variable which predicts whether or
not the converted data is adequately represented by a Gaussian distribution. The critical
value of K is set to:

Kcrit = 1.075, (6.13)
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which boils down to the condition numbers of PUCM being at least 7.5% larger than the
condition number of Plin. With this value, the maximum allowed angular uncertainty is
correctly predicted within 1◦ in 99.5% of all operating points tested and within 0.5◦ in
63.9% of all cases tested. As a comparison, setting a maximum allowed angular uncertainty
leads to a correct prediction within 1◦ in only 37% of all operating points. The outliers in
Figure 6.8 are marked by the red crosses. The critical measure (6.13) is too conservative for
each of these outliers, i.e., it incorrectly predicts a non-Gaussian converted measurement.
It is believed that when setting a threshold, it is better to be on the safe, conservative
side in case of sporadic outliers than the other way around.

Calculating the value K for a Gaussian measurement requires converting two covari-
ance matrices and calculating their eigenvalues. The computational costs of this calcu-
lation are low compared to drawing a large number of samples from the measurement,
converting them and testing their normality using Mardia’s multivariate normality test. A
detailed analysis of the computational costs of the various steps of the proposed approach
will be given in Section 6.8.

6.7 Switching converted measurement filter

This section explains a filter which explicitly deals with the impact of the various trans-
formations for our running example in case of a tracking task. However, the filter or the
underlying ideas can be used for many other robot tasks as explained in the introduction.
An algorithmic overview of the update step of the filter is given in Algorithm 1.

The main idea underlying the filter is to use Gaussian approximations whenever pos-
sible and sample based approximations whenever needed. As a result, the filter has two
distinctive modes: the converted measurement Kalman filter (KF) mode explained in,
e.g., Lerro and Bar-Shalom (1993) and the particle filter (PF) mode. Both modes adopt
the same motion models and the filter can never be in both modes at the same time. The
prediction step remains unchanged compared to a standard KF or PF. Based on (6.13)
and given a measurement, four cases can be distinguished.

1. In case K < Kcrit and the filter is in the KF mode, the KF is updated using the
standard methodologies.

2. In case K < Kcrit and the filter is in the PF mode, the PF is updated using the
standard methodologies.

3. In case K ≥ Kcrit and the filter is in the KF mode, the filter switches to PF mode
which results in the fourth case of this list.

4. In case K ≥ Kcrit and the filter is in the PF mode, samples are drawn from the
Gaussian measurement, these samples are converted and the PF is updated using
the converted measurement samples.

After a PF update step Mardia’s multivariate normality test can be performed. If
and only if the particles pass this test the PF is converted to a KF, which is cheaper in
terms of computational costs and has lower memory requirements. To avoid high frequent
switching between the two modes and because of the computational costs associated with
Mardia’s multivariate normality test, this test is performed at most at every kmardia’th
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Algorithm 1 Update switching converted measurement filter

Input: Measurement Z(k) = [N (zr,Σr) ,N (zm,Σm)]T

Output: Posterior state estimate p(x(k) | Z(k))
1:

2: // Calculate measure

3: Calculate K(k) using (6.12)
4:

5: if filter in KF mode then
6: if K(k) < Kcrit then
7: // Perform KF update

8: p (x(k) | Z(k))← updateKF (Z(k))
9:

10: else
11: // Draw samples from KF estimate

12: qpf (k) = ∅
13: for i = 1, . . . , Np do

14: qpfi (k) ∼ N (x(k),Σx(k))

15: qpf (k)← qpf (k) ∪
{

qpfi (k)
}

16: end for
17:

18: // Initialize PF using samples

19: initializePF
(
qpf (k)

)
20: setPFMode()
21: end if
22: end if
23:

24: // See next page
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25:

26: if filter in PF mode then
27: if K(k) < Kcrit then
28: // Perform standard PF update

29: p(x(k) | Z(k))← updatePF (Z(k))
30:

31: else
32: // Sample from Gaussian measurement

33: qm(k) = ∅
34: for i = 1, . . . , Ns do
35: qmi (k) ∼ N (zm(k),Σm(k))
36: convert qmi (k) using (6.3)
37: qm(k)← qm(k) ∪ {qmi (k)}
38: end for
39:

40: // Update PF using measurement samples

41: p(x(k) | Z(k)))← updatePF (qm(k))
42: end if
43:

44: // Perform Mardia test on particles

45: if k − klast ≥ kmardia & MardiaTest
(
qpf (k)

)
then

46: // Calculate particle mean and cov.

47: x(k)← sampleMean
(
qpf (k)

)
48: Σ(k)← sampleCovariance

(
x(k),qpf (k)

)
49: klast = k
50:

51: // Initialize KF

52: initializeKF (N (x(k),Σ(k)))
53: setKFMode()
54: end if
55: end if
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step. The KF is initialized with the mean and covariance matrix computed using the PF’s
particles.

Throughout this work, sampling from a Gaussian distribution will be done using in-
verse transform sampling as explained in, e.g., Rubinstein and Kroese (2011). For rea-
sons of completeness, Section 6.7.1 provides details for some of the functions used in
Algorithm 1.

6.7.1 Implementation details

This section elaborates on some of the functions used in Algorithm 1. The time index k
is dropped in the notation since this allows for a less cluttered notation and the function
implementing Mardia’s multivariate normality test is not discussed since it is a straight
forward implementation of the theory introduced in Mardia (1974).

Sample mean function

The sample mean of a set of particles is calculated by averaging over all particles. This
average does not have to consider particles weights since it is only calculated prior to a
measurement update (when all particles have identical weights):

q̄pf =
1

Np

Np∑
i=1

qpfi . (6.14)

Np is the number of particles in the PF.

Sample covariance function

The covariance matrix associated with a set of particles is calculated using the sample
mean (6.14):

Qpf (k) =
1

Np − 1

Np∑
i=1

(
qpfi − q̄pf

)
.
(
qpfi − q̄pf

)T
. (6.15)

Update particle filter function

The update particle filter function is overloaded. If the input is a Gaussian distribution,
the particle weights can be calculated using the Gaussian measurement noise using the
standard techniques. If a set of transformed measurement sampled is provided as an
input, calculating the weights of the PF particles is less trivial. Obviously, the weight of a
propagated particle must be related to the probability of the set of converted measurement
samples given this particle. Throughout this work, the weights for the PF particles are
calculated in four steps.

1. Sum the Euclidian distances di,j from PF particle i to each of the Ns converted
measurement samples j:

di,sum =
Ns∑
j=1

di,j, (6.16)

where i = 1, . . . , Np is the particle index.
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2. Find the minimum Euclidian distance:

dmin = min
i
di,sum. (6.17)

3. Set the model parameter α > 0. In this work α = 0.1.
4. Calculate the weight for each of the particles:

wi = expα(dmin−di,sum) . (6.18)

The coefficient of the exponent will always be non-positive, hence the weight will be
at most one. The parameter α determines the decay rate of the exponential.

Once the particle weights are calculated, the update can be finished by resampling Np

particles with replacement proportional to the particle weight.

6.8 Simulations and experiments

6.8.1 Uncertainty analysis of the AMIGO robot

The AMIGO robot, depicted in Figure 6.9, was used to see whether or not validity limits
are crossed during normal operation for a typical service robot. During this experiment,
AMIGO autonomously plans a path along five predefined way points. The route is pro-
jected on the 2D occupancy grid used for localization in Figure 6.10 and measured ap-
proximately 24 m. Localization is performed using the ROS amcl package and both the
estimated location and the associated uncertainty were logged throughout the experiment.
The robot was given an accurate initial pose and drove around prior to this experiment
such that the filters were converged and the global localization problem was reduced to a
tracking problem as explained in Fox (2003) and in line with our first assumption.

Figures 6.11(a) and 6.11(b) show the standard deviations σx,r, σy,r and σθ,r associ-
ated with the robot’s position estimate as a function of the time. The range r at which
measurements pass the validity limit (6.13) for σθ,obj = 1.0, 2.0, 3.0◦ and the localiza-
tion uncertainty as provided by the amcl package during this experiment is shown in
Figure 6.11(c).

The range at which converted measurements will no longer appear Gaussian was ex-
pected to be related to the localization uncertainty, which is confirmed by Figure 6.11.
Most of the time, the critical range is as low as 2.5 to 6 m, dependent on the angular
accuracy of the measurement. For measurements with an angular standard deviation of
σθ,obj ≥ 2◦, the range is below 10 m most of the time, hence the non-Gaussian converted
measurements can be expected on a regular basis during tasks involving measurements
over a somewhat longer range, e.g., people tracking.

6.8.2 Tracking simulations

A series of simulations is performed to thoroughly analyze the computational character-
istics of the various components of the filter described by Algorithm 1. The algorithm is
implemented in C++ using the Armadillo linear algebra library Sanderson (2010). All
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Figure 6.9: The robot AMIGO. Picture by Bart van Overbeeke (Bart van Overbeeke
Fotografie).

Start

Finish

Figure 6.10: Path driven by AMIGO through the test lab projected onto the 2D occupancy
grid map used for localization.
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Figure 6.11: Localization variances of AMIGO driving a path through the test lab in (a)
and (b). The range at which the validity limit (6.13) is passed for different values of σθ,obj
in (c).
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calculation times are determined on an HP EliteBook 8530w with Intel 2.8 GHz duo core
processor.

Three scenarios each with a person moving at different relative distances are investi-
gated. Measurements arrive at 40 Hz and the object state has four dimensions: a 2D
position and a 2D velocity and the person’s position is estimated by a point in space. The
z-position is not tracked since the LRF has a fixed height and as a result generates 2D
measurements only. Obviously, typical everyday scenarios will involve a higher number of
objects and possibly higher dimensional objects states. The simplifications are made since
this section focuses on analyzing the relative computational characteristics of a single fil-
ter. If state and measurements are of higher dimension the differences will blow up due
to the scalability properties, as explained in Section 6.2. The computational requirements
increase linearly with the number of filters under the assumption of independent object
states.

For each of the scenarios the 2D measurements are associated with Gaussian mea-
surement noise. The noise in the radial and angular directions is independent and the
associated covariance matrix is:

Σm =

[
0.022 0

0 (2/180 · π)2

]
. (6.19)

The estimated robot pose was represented by independent samples drawn each time step
from a zero mean Gaussian probability distribution with a covariance matrix:

Σr =

0.072 0.001 0
0.001 0.072 0

0 0 (2/180 · π)2

 . (6.20)

In each scenario the person was moving with a nearly constant velocity which was sampled
each time step from a Gaussian distribution:

N
([

0
1.0

]
,

[
0.022 0

0 0.022

])
. (6.21)

Scenario 1

In the first simulation a person starts at a relative position of (x, y) = (0.75,−1.5) with
respect to the robot. Every three seconds the y-velocity changes sign hence the person
repeatedly moves from the left to the right and back. The box plots associated with
the calculation times for the prediction and the update step of the filter are given in
Figure 6.12 and the most important characteristics are summarized in Table 6.1.

Due to the small relative distance between robot and the person being tracked the
filter is always in the KF mode. The simulated time was 100 s and the measurements
arrived at 40 Hz hence the number of predict-update cycles was 3999. Both the prediction
and the update steps are associated with calculation times in the order of microseconds.

Scenario 2

In the second simulation the person moves in a similar pattern however, this time the
relative starting position is (x, y) = (6,−1.5) and the velocity in y-direction changes
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Figure 6.12: Box plots visualizing the calculation times required for the KF prediction
and update steps.

# of KF update steps 3999 −
# of KF prediction steps 3999 −
Avg. KF update time 5.6 · 10−3 ms
Avg KF prediction time 4.2 · 10−3 ms
Avg time calculation K 5.9 · 10−3 ms

Table 6.1: Characteristics simulation one.
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Figure 6.13: Box plots visualizing the calculation times required for the PF prediction
and update steps.

# of PF update steps 3999 −
# of PF prediction steps 3999 −
Avg PF update time (conv. meas. samples) 1.26 ms
Avg PF prediction time 0.88 ms
Avg time calculation K 5.9 · 10−3 ms

Table 6.2: Characteristics simulation two.
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Figure 6.14: Filter mode and time required for switching during the third simulation.
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Figure 6.15: Calculation time characteristics for the KF and PF during the third simula-
tion.

every 6 s. The box plots visualizing the calculation times are shown in Figure 6.13.
Table 6.2 enumerates the most important numbers.

This time, the value K is always above its threshold (6.13) and as a result, samples
are drawn from the measurement and the converted samples are used to update the filter.
The filter is always in PF mode and the calculation times for both the update and the
prediction times are much higher than during the previous simulation, i.e., in the order
or milliseconds rather than microseconds.

Scenario 3

In the third simulation, the settings are as during the first simulation, however, now the
velocity in y-direction changes sign every 6 s. As a result, the distance between robot
and person can get much larger than during the first simulation. Figures 6.14-6.16 show
all relevant characteristics.

Figure 6.14(a) shows the filter mode over time. The filter switches various times,
based on Mardia’s test in the PF mode or (6.13) in the KF mode. The calculation
time associated with switching from one mode to another is below 1 ms as shown in
Figure 6.14(b). The update and prediction times associated with the KF mode are similar
to the calculation times presented earlier, as shown in Figure 6.15(a). In the PF mode, two
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Figure 6.16: The time needed for calculating the value of K in (a) and the calculation
time associated with Mardia’s multivariate normality test in (b).

different measurement update options can be distinguished. Either the filter is updated
using a converted Gaussian measurement (option 2 in Section 6.7) or the filter is updated
using converted samples drawn from the measurement (option 4 in Section 6.7). Which
of these options is selected depends on (6.13). Figure 6.15(b) shows that the first of
these options is much more efficient in terms of computational costs (a factor 4.5). An
alternative not including the criterion (6.13) would imply always using the least efficient of
the possible update steps whereas the computational costs associated with the calculation
of K are very low compared to the gain in computational costs, as shown in Figure 6.16(a).
Finally, Figure 6.16(b) shows the calculation time associated with performing Mardia’s
multivariate normality test. This test is only performed in the PF mode and at most once
every second. The test takes quite a long time compared to the other steps. However, the
potential gain in terms of computational costs after a conversion is considered to justify
this step. Future work will include finding more efficient ways of deciding whether or not
the mode can be switched from the PF mode to the KF mode. Table 6.3 summarizes
the numbers associated with this simulation. Apart from the calculation times, this table
gives the number of updates in each of the modes. The filter is updated using a converted
Gaussian measurement in PF mode approximately two-third of the time. The converted
samples drawn from the Gaussian measurement, the least efficient option, are required in
about one-fifth of the updates. The remaining updates are performed using the converted
Gaussian measurement in the KF mode.

Next, the computational time saved by applying the proposed filter compared to a
more naive filter that would always adopt a PF and convert the sampled measurement
is analyzed. Using Table 6.3 the total calculation time associated with the proposed
filter during this simulation can be calculated: the updates required 2396 ms including
switching, Mardia’s test, the calculation of K and the prediction steps required 3028 ms.
The alternative would require 5018 ms for measurement updates and 3465 ms for the
prediction steps, i.e., the calculation time is reduced by 36%. Obviously this simulation
is just one example. The reduction in computational costs is much larger in cases that
involve tracking nearby objects, e.g., in the scenario in simulation one more than 99%
is saved (62 ms versus 8483 ms). If the state dimension increases, the difference will
grow due to the scalability properties of the KF and the PF. The convert-samples-and-
update-the-PF option has the worst scalability properties of all options. In addition, the
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# KF update steps 507 −
# of KF prediction steps 507 −
# of PF update steps (Gauss. meas.) 2686 −
# of PF update steps (conv. meas. samples) 806 −
# of PF prediction steps 3402 −
Avg KF update time 5.8 · 10−3 ms
Avg PF update time (Gauss. meas.) 0.28 ms
Avg PF update time (conv. meas. samples) 1.25 ms
Avg KF prediction time 4.4 · 10−3 ms
Avg PF prediction time 0.87 ms
Avg time for KF2PF switch 0.93 ms
Avg time for PF2KF switch 0.16 ms
Avg time for Mardia test 6.76 ms
Avg time calculation K 5.9 · 10−3 ms

Table 6.3: Characteristics simulation three.

computational costs will increase linearly with the number of filters independent of the
filter used for tracking.

Only in scenarios in which the measurement must always be sampled before being con-
verted the overhead introduced by the proposed filter will cause the total computational
costs to increase. This is however considered to be rare: it will only occur while track-
ing a faraway object using inaccurate angular measurements, relatively accurate range
measurement and while the robot has a large angular pose uncertainty relative to its
translational position uncertainty. As explained in Section 6.2, ignoring the problem and
always tracking objects using the computationally attractive KF leads to diverging filters
in some of the scenarios, as was shown in previous works such as Lerro and Bar-Shalom
(1993); Gordon et al. (1993); Julier and Uhlmann (1997).

6.9 Conclusions and future work

This work analyzed the potential problem which occurs when transforming uncertain
measurements from one frame to another. More specifically, uncertain nonlinear trans-
formations may turn Gaussian probability functions into non-Gaussian probability func-
tions as was shown during the detailed analysis presented in this work. Computationally
cheap strategies can be used if the transformed data is Gaussian whereas computation-
ally more involved methods are required if the transformed data is non-Gaussian. The
detailed analysis involved covariance matrix consistency checking, KL-distance evaluation
and normality testing. A measure based on the ratio of condition numbers of transformed
covariance matrices appeared to be an adequate measure to predict whether or not the
transformed data can be represented by a Gaussian distribution. Real robot data has
shown the relevancy of this problem and a tracking filter based on the measure appears
to result in significant savings in terms of computational costs.

Future work will include extending the analyses to a more general set-up. Now only
robot localization uncertainty and measurement uncertainty for measurements performed
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using a laser range finder are considered. In addition, it is interesting to investigate
methodologies to test whether or not a PF’s state can be considered Gaussian, since
Mardia’s multivariate normality test appeared to be the computationally most expensive
part of the proposed filter.
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7
Conclusions and Future Work

7.1 Conclusions

This thesis was devoted to investigating and developing approaches that enable an au-
tonomous robot to recursively refine a semantic object centered model of the world based
on the measurements delivered by the robot’s perceptual routines. This section summa-
rizes the most important lessons learnt.

The first lesson learnt is that world modeling strategies require probabilistic ap-
proaches. If the uncertainty in modules feeding information to the world model is quan-
tified a Bayesian framework allows for combining these uncertainties. This increases the
accuracy of the world state estimate. Truncating probabilities in each of the modules may
deteriorate the world modeling performance by introducing the risk of overly confident
world state estimates. This lesson is incorporated in this thesis whenever possible: from
the data association in Chapter 2 to the intended position estimation of humans in Chap-
ter 4 and from the typical co-occurrence of objects in Chapter 5 to the transformation of
uncertain measurements in Chapter 6.

For associating measurements with objects in the world model exploiting probabilistic
approaches appeared to be an insufficient solution. Robots regularly face ambiguous sit-
uations in which different associations are reasonable given the association models used
by the robot. Therefore, multiple hypotheses are considered and each hypothesis is as-
sociated with a probability of being correct. Considering various possible explanations
and postponing irreversible data association decisions until more information is collected
improves the success rate of the data association by enabling the revision of previous
decisions. Adopting such data association techniques, developed for classical tracking
problems such as tracking a plane with a radar, did however leave some open issues.

Another important lesson learnt is related to the way objects are represented. Bayesian
filtering techniques are believed to be the way to go for object state estimation. Probabilis-
tic tracking techniques adopt probability distributions, typically over physical quantities
such as object positions and velocities, to represent objects. A set of properties that has
meaning to both robots and humans is required in addition since this simplifies interacting

131
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with a robot in a human-like way, e.g., ‘bring me the red book’ or ‘get me a cup of coffee’
instead of ‘bring me the object with position (1.2, 4.13, 0.87)’. Throughout this thesis,
semantics are associated with objects by adopting anchoring techniques. A mapping from
properties measured by the robot, such as an RGB color value of a pixel in a camera
image, to symbols that have meaning to humans, such as the color green, enabled adding
some degree of semantics to symbols. By combining such symbols with the estimated
probability distributions offered by the Bayesian framework, semantic object descriptions
are obtained. This on the one hand simplified data association, i.e., a red blob in a camera
image is most likely not generated by a green tea pack, and on the other hand made the
world model semantic.

Apart from creating a world model, maintaining it is equally important. Chapter 2
illustrated the dynamic nature of the world that must be modeled. For many objects,
observing the object once appeared insufficient for keeping its position estimate accurate
over time due to the limited accuracy of the associated prediction models in the Bayesian
filters. Therefore, robots must re-observe objects every now and then in order to be able
to the refine object positions and properties. This is complicated by the fact that only a
relatively small part of the robot’s environment falls within its field of view. In Chapter 3,
it is tried to raise attention for this problem. Chapter 3 has shown that a naive world
model maintenance strategy which steers the robot along a predefined path is far from
optimal. By making an informed decision on when to look for which objects more certain
world models are obtained while at the same time the required effort is lower, i.e., the
distance driven by the robot is shorter. Apart from the current world model uncertainty,
the expected information gain after moving towards any of the world model objects and
the task a robot performs play a role in formulating a world model maintenance strategy.
Measurements only make sense if they contain new information and the task dictates the
required object position accuracy, e.g., grabbing a mug requires a very precise position
estimate whereas driving around a table with a mug on top allows for a less accurate mug
position estimate.

The reliability of prediction models associated with the world model objects was shown
to play an important role in the world model maintenance strategies. In addition, Chap-
ter 2 showed the importance of these models during the data association process. If an
autonomous robot lacks the knowledge on how objects and humans move on different
time scales, its autonomous capabilities are limited and the applicability in scenarios as
explained in the introduction of this thesis will be severely limited. An important lesson
learnt is the importance of proper prediction models. Without accurate prediction models
autonomous robots acting in domestic environments will only obtain a limited efficiency
and need to spend a lot of time on looking for objects. Accurate prediction is only possible
if common sense knowledge and experience on how people and objects move in typical
scenarios is exploited.

As a first step towards more reliable prediction models, Chapter 4 has shown that
a two-step approach enables more accurate human motion prediction over time scales
associated with seconds rather than milliseconds. First a finite set of typical intended
positions of humans given an environment are learnt and recursively refined based on
historical data. Then a forward simulation was used to predict a path towards the expected
intended position of a human while respecting both the physical and social constraints
implied by other objects and humans. The model outperforms the more conventional
methods not exploiting the historical data for a real world data set which consists out of
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hundreds of human trajectories.

Besides the aforementioned conclusions, the thesis led to two conclusions tailored to
specific subproblems related to semantic world modeling.

Chapter 5 has shown that an object search strategy based on the typical co-occurrence
of objects in the robot’s sensor data can increase the probability of successfully finding an
object which is not part of the semantic world model. An even larger increase in success
rate is realized by using chains of intermediate objects. More specifically, instead of only
exploiting relations between direct neighbors, e.g., look for a fork near a plate since they
are often observed together, multiple intermediate objects are used if needed, e.g., look
for a book near a bed since books are often on top of night stands and night stands are
often near beds.

Gaussian distributions representing measurements obtained via a robot’s onboard sen-
sors can turn into non-Gaussian distributions if they are transformed via uncertain non-
linear transformations. Chapter 6 has advocated that processing uncertain measurement
data often involves transforming the measurement data using an uncertain nonlinear trans-
formation. Previous works have shown that inaccurate transformations potentially lead
to tracking filter divergence or unnecessarily large estimation errors dependent on the
impact of the nonlinearities. Always assuming non-Gaussian distributions after a con-
version enforces always using computationally expensive techniques with poor scalability
properties. Many objects will have to be tracked and most of the time Gaussian ap-
proximations suffice. Always using the computationally expensive methods therefore is
a waste of computational resources and puts unnecessary low limits to the number of
tracking filters. An easy-to-calculate measure introduced in Chapter 6 was shown to be
a useful and computationally cheap indicator for the impact of the transformations for
a localized robot performing measurements using a laser range finder. A tracking filter
exploiting this measure was proposed. By adopting computationally cheap and scalable
measurement update techniques if possible, e.g., linearization-based methods, and compu-
tationally more involved techniques if and only if the simpler alternatives are insufficient,
i.e., discrete sample-based techniques, both the computational and the scalability proper-
ties are significantly improved compared to naive strategies always assuming non-Gaussian
distributions after the convesion.

7.2 Future work

Apart from the specific recommendations for future work given in the chapters of this
thesis, various topics spanning multiple chapters deserve being studied in future research.
Each of these recommendations is believed to be a prerequisite for enabling robots doing
things that matter in our everyday environments on a truly autonomous way.

This work advocated the extension of object representations within a world model
from state vectors containing object positions with symbols that have meaning to both
robots and humans. The next obvious step is to extend the work presented in Chapter 2
with volumetric object data. Most robots use geometrical 3D representations for planning
paths for the robotic platform as a whole or for the arms used for manipulating objects.
An important drawback of such representations is the absence of semantics: the space
is either occupied or not. Maintenance and usage of these geometric occupancy maps,
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often referred to as localization, navigation or collision maps, is complicated by the lack of
semantics: if a robot observes a person moving away, it does not know which part of the
occupied space belongs to the human and can be turned into free space unless the person
is completely within the observation region of the robot’s sensors. The dependencies in the
occupancy maps induced by objects spanning a certain volume are usually not modeled.
On the other hand, the semantic world model as developed within this thesis would greatly
benefit from having volumetric data available: knowing and exploiting the full geometry
of an object facilitates data association and can eliminate physically impossible world
model hypotheses containing, e.g., intersecting or floating objects. Also, the incorpora-
tion of volumetric object data simplifies incorporating negative evidence into the world
model, i.e., not observing objects which must be visible should affect the estimated world
state. A starting point for such a combined approach could be by linking the semantic
object descriptions used throughout this work to popular occupancy representations used
for navigation and collision checking, e.g., Wurm et al. (2010); O’Callaghan and Ramos
(2012); Saarinen et al. (2013). Such merging effort would unify the various independent
maps present in most robotic systems these days: localization maps, navigation maps,
collision maps, semantic maps, topological maps, etc. As a first step, one could associate
world model objects with a known geometry with an individual occupancy representa-
tion which is then extracted from the full occupancy representation. The occupied space
associated with a world model object is then updated as being a single undeformable
object: the full object is moved according to the world model’s estimate instead of only
the part that is observed. The full occupancy map is the union of the various smaller
object occupancy representations. The large diversity in objects and their appearance in
domestic environments complicates both object recognition and detection. As a result
only a subset of the real world objects will be recognized and the world model will not
be able to fully explain all occupied regions. The combined approach should therefore
allow for representing occupied space with unknown semantics at all time. A preliminary
attempt in this direction can be found in the work by Wurm et al. (2011).

The estimated world model’s accuracy is highly dependent on the accuracy of the
prediction models adopted for propagating object states. Especially the motion models
used for predicting object positions deserve attention. Inaccurate models lead to objects
getting lost, object identities getting mixed and therefore a reduced overall performance.
It would be very useful to generalize the techniques presented in Chapter 4 such that they
are applicable to a broader class of objects and in a way that the resulting models are less
environment specific. A promising starting point would be combining experience repre-
sented by previous observations with the common sense knowledge available in knowledge
bases, e.g., the knowledge exploited in Chapter 5. This will however require dealing with
nontrivial issues. For example, the relevant semantics of an intended position of a person
are often unclear: is a person moving towards the desk, the chair standing next to it, the
mug on top of the desk or the person sitting on the chair? In addition, it is hard to de-
termine all dependencies: does the intended position of a person or object depend on one
object or a specific combination of objects and to what degree is this dependent on, e.g.,
the type of room the objects are in or the time of the day? It is expected that learning
more generic models will require a large quantity of semantically annotated data. Col-
lecting such data is a significant effort on its own. However, if such data is collected and
used to formulate prediction models which can be used for different objects in different
environments, these models will be of use while tackling most of the problems investigated
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in this thesis: motion prediction, data association, tracking, world model maintenance,
object search.

Finally it would be very useful to see more results with a strong emphasis on inte-
grated systems and real life experiments. Experimenting with integrated systems outside
lab environments will expose many relevant problems and challenges and requires truly
robust solutions. An overwhelming majority of the work in the field of semantic world
modeling, and robotics in general, focuses on a specific subproblem. One could argue that
this thesis is not any better in that respect. Solving isolated subproblems leads to quicker
results and, at a first glance, avoids a lot of overhead. Postponing integration however
leads to finding many locally optimal solutions that are, most likely, insufficient or unfea-
sible when being combined, especially due to different and contradicting assumptions and
requirements. Integration is a significant effort which is underexposed in literature but
crucial for the successful introduction of autonomous robots in our everyday life. Open
source initiatives are an important step in the right direction since they stimulate reusing
existing components rather than having to reproduce them. Robot competitions are use-
ful since they require participants to deal with environments which they cannot modify
according to their own preferences and to deliver integrated systems.
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Series B, pages 115–128. 113, 120

Mason, J. and Marthi, B. (2012). An Object-Based Semantic World Model for Long-Term
Change Detection and Semantic Querying. In IEEE/RSJ International Conference on
Intelligent Robots and Systems. 37

Mason, J., Marthi, B., and Parr, R. (2012). Object Disappearance for Object Discovery.
In IEEE/RSJ International Conference on Intelligent Robots and Systems. 37



144 | References

Milford, M. and Wyeth, G. (2010). Persistent navigation and mapping using a biologically
inspired slam system. The International Journal of Robotics Research, 29(9):1131–1153.
7, 36

Mozos, O. M., Jensfelt, P., Zender, H., Kruijff, G.-J., and Burgard, W. (2007). From labels
to semantics: An integrated system for conceptual spatial representations of indoor
environments for mobile robots. In Proc. of the Workshop ”Semantic information in
robotics” at the IEEE International Conference on Robotics and Automation (ICRA’07),
Rome,Italy. 8

Nerseth, P. V., editor (2013). Executive Summary World Robotics 2013. International
Federation of Robotics. 1
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| Acronyms

DCM Debiased converted measurement
EKF Extended Kalman filter
GHMM Growing hidden Markov model
GNN Global nearest neighbor
HMM Hidden Markov model
ITM Instantaneous topological map
JPDAF Joint probabilistic data association filter
KF Kalman filter
LRF Laser range finder
MTT Multiple target tracking
MUCM Modified unbiased converted measurement
PMHA Probabilistic multiple hypothesis anchoring
UCM Unbiased converted measurement
UKF Unscented Kalman filter

| Calligraphic symbols

A Set of actions
F Set of objects marker as dead end during an object search
G Set of (intermediate) target objects during an object search
I Set of individual symbols
M Set of behavior models
O Set of objects
O Observation sequence containing measurements from a single person
P Set of predicate symbols
S Set of available sensors
T Verification trigger
V Verification task set
W Estimated world state

| Greek symbols
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α Anchor
Γ Signature that maps an object attribute to a value
γ Estimated probability density function according to some signature
ζ Noise vector
θ Relative angle of a robot or object with respect to some frame
Θ Hypothesis
ι Individual symbol
λ Smoothing parameter
Σ Covariance matrix
σ Standard deviation
τ Relaxation time
Υ Volume of the observation region
χ Association of a set of measurements with objects
ω Relative weight

| Roman symbols

as(o) Action: update object o using sensor s
ai,j Transition probability in a HMM or GHMM
a Acceleration vector
C Action cost
c Magnitude of a physical interaction force
D Boolean indicating whether or not an object is detected
d Distance
e Topological map resolution
ê Normalized intended direction vector
F Force vector
f Range of a social interaction force
g Predicate grounding relation
H Differential entropy
IG Information gain
ˆIG Expected information gain
K Ratio of the condition numbers of two matrices
M A single behavior model
Mρ Mass of a person ρ
nF Number of false detections
nhyp Number of hypotheses
nmeas Number of measurements
nmod Number of behavior models
nN Number of new objects
N (o) Number of times an object o is detected
nobj Number of objects
n Normalized vector
o Object
O Observed person position vector
pa(h) Parent of hypothesis h
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q Magnitude of a social interaction force
q State vector of a particle in a PF
r Measured range using a laser range finder
s Sensor
S GHMM state vector
Savg Average size
U Utility
Û Expected utility
v Velocity (scalar)
V Boolean indicating whether or not an object is visible
VS View scale
v Velocity vector
w Topological map node
x Estimated state vector
x Position vector associated with a GHMM state
x′ Intended position vector associated with a GHMM state
y Estimated position vector within a Kalman filter
Z Set of measurements
z Measurement (1D)
ẑ Simulated measurement vector
z Measurement vector

| Sub- and superscripts

a Track index
h Hypothesis index
i Measurement index
k Discrete time step
m Behavior model index
T Target object index
κ Observation sequence index
ρ Person index
r Robot index
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Abstract

Semantic World Modeling for Autonomous Robots

As a result of the aging population a shortage in home care and nursing staff is expected
in large parts of the western world. Fully replacing humans by autonomous robots is an
undesirable solution which, at present, is unfeasible. Using autonomous robots to assist
both the elderly and the care givers could potentially be a more successful approach.

An important prerequisite for realizing this solution is an autonomous robot that
is capable of performing household tasks in a truly autonomous manner. Completely
pre-programming all possible tasks and environments is impossible for the dynamically
changing environments a robotic assistant will operate in. An important prerequisite is
the robot’s ability to autonomously create and maintain a world description that con-
tains (dynamic) object properties and positions. This is referred to as world modeling
and is the main topic of this work. Typical input for a world modeling algorithm is ev-
idence generated by perceptual routines converting sensor data into detections of object
attributes and positions. The desired output is a set of semantically labeled objects, their
positions, velocities and other relevant attributes. This work tries to tackle some of the
core problems related to world modeling.

First, a probabilistic multiple hypothesis anchoring (PMHA) approach for creating and
maintaining links between evidence collected by perceptual routines and semantic labels,
is developed. Anchoring allows for converting abstract units, such as pixel color values
to more semantic symbols, such as red. Besides anchoring the PMHA approach deals
with the data association problem, thereby enabling tracking of positions and identities of
objects. The multiple hypotheses are shown to eliminate the need for irreversible decisions
in case of ambiguous scenes, whereas the probabilistic aspect allows for quantifying the
uncertainty in the robot’s belief of how the world could look like.

The performance of world modeling algorithm is heavily dependent on the accuracy
of models describing the possible movements of the objects involved. Humans are among
the most dynamic objects in domestic environments. An algorithm recursively learning
typical human goal positions from data given a scene is introduced. Given a human’s
intended position and an environment, repulsive and attractive forces to and from target
locations and obstacles are be defined. This concept of social forces together with the
learned goal positions is used to predict human trajectories.

Once a world model is available, it is important to maintain it. The part of the world
that is modeled typically is much larger than the observation region of the robot and object
positions may change over time. It is impossible, infeasible and undesirable to verify all
object positions all the time. A world model maintenance strategy which suggests when
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to update which object position based on (i) the expected information gain, (ii) the cost
of the update and (iii) the task at hand, is proposed.

For a world modeling algorithm maintained with respect to a robot independent frame,
transforming incoming information to this frame is required. An analysis of the impact of
this transformation on the shape of a Gaussian distribution associated with typical posi-
tion measurements is performed. An easy-to-calculate measure is proposed which predicts
the impact of the transformation. Using this measure, accuracy and computational costs
can be balanced while deciding for a way to transform the Gaussian distributions.

It is not realistic to assume that a world model will always contain the positions of all
objects a robot needs for its task. For that reason, an object search strategy is proposed.
Probabilistic relations describing typical object-object relations , e.g., ‘a fork is often found
near a plate’, are learned from various sources. With these learnt relations, the proposed
strategy adds a chain of intermediate target objects thereby increasing the probability of
a successful object search, e.g., a book can be found near a night stand and a night stand
near a bed, hence a bed is a reasonable place to move to when looking for a book.
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