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Chapter 1

Introduction

This thesis deals with the hybrid control of linear motion systems for the purpose
of improving closed-loop performance compared to the usage of linear control
solutions. In Section 1.1, the linear control of linear motion systems will be
discussed. In Section 1.2, the use of hybrid control for linear systems will be dis-
cussed along with the possible advantages that hybrid control can offer compared
to linear control. The objectives and contributions of this thesis are outlined in
Section 1.3. Subsequently, the outline of the thesis is given in Section 1.4, fol-
lowed by the embedding of this thesis into the STW project, of which this PhD
research was part in Section 1.5. This chapter forms a high-level introduction
to the thesis as a whole and is written in a concise fashion to highlight the mo-
tivation and contributions of the thesis. More detailed literature reviews on the
different subjects treated in the thesis can be found in the individual chapters.

1.1 Linear control of linear motion systems

Linear motion systems constitute an important class of motion systems. High-
tech industrial motion systems such as wafer scanners, pick-and-place machines,
electron microscopes, and printers are mechanically well designed such that these
systems can often very well be represented by linear system models, and, hence,
can be considered as linear motions systems.

In practice, the control of linear motion systems is still mostly performed us-
ing linear PID-type feedback controllers [12], [4]. The reasons for the popularity
of linear PID-type feedback controllers in industry stems from the fact that they
form a simple, though elegant, and effective solution to real-world control prob-
lems. Moreover, besides the obvious prerequisite for a controller to stabilize the
closed-loop system, these linear feedback controllers can be very effectively tuned
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for performance. Using insightful, graphical frequency-domain characteristics,
such as e.g. the sensitivity function and the complementary sensitivity function,
(stabilizing) performance-based controllers can be designed, using for example
loop-shaping techniques [37], [129] or H∞-based design techniques [125].

Although the use of linear PID-type feedback controllers is widespread in
industrial applications, inherent limitations and tradeoffs exist when using linear
control [122], [38]. As a first example of such a limitation/tradeoff, consider
the well-known waterbed-effect for linear control systems [122]: increasing the
bandwidth of a linear control design will improve the low-frequency tracking
and disturbance suppression properties, while, at the same time, the increase
in bandwidth will inevitably also deteriorate the sensitivity to high-frequency
disturbances and measurement noise. As a second example, consider the Bode
gain-phase relation [122], which establishes that, for a linear, stable, minimum
phase transfer function, the phase of the frequency response function is uniquely
determined by the magnitude of the frequency response and vice versa. This
shows that (closed-loop) gain and phase properties cannot be independently
designed, placing restrictions on the achievable linear loop-shaping designs. As
a last example, consider the use of integral action in a linear controller, which
is typically used to counteract the effect of constant disturbances acting on a
system. Although the integral action enables the achievement of zero closed-loop
steady-state error, it can also result in additional overshoot in the step-response
of the closed-loop system [4], [32].

Due to the ever-increasing performance demands on speed and positioning
accuracy of industrial motion systems, the tradeoffs encountered when using
linear control are becoming key performance-limiting factors. This thesis takes
the viewpoint that performance of the closed-loop system may potentially be
improved by considering a richer class of controllers; in this case, hybrid (or non-
linear) control strategies for linear motion systems. New hybrid control concepts
are proposed and tools for performance analysis and performance optimization
will be presented and applied to industrial applications. In this respect, two dif-
ferent viewpoints on performance are taken in this thesis, namely the viewpoint
of ‘steady-state’ performance1 and ‘transient’ performance, see Fig. 1.1.

Transient performance relates to performance measures such as overshoot,
settling time and rise time, and is often quantified in terms of the response to
step-inputs or step-disturbances acting on the system. Steady-state performance
relates to the steady-state response of the system due to external perturbations
acting on the system, after transient effects have vanished. In this respect, in
literature, the steady-state performance of a (linear or nonlinear) system subject
to external perturbations is often quantified in terms of L2-gain [142] or ISS-gain
properties [127], which provide an upper bound on a norm of the steady-state

1Note that in this thesis (as is common in nonlinear dynamics and control literature [83],
[113], [75]), ‘steady-state’ can refer to a constant equilibrium setting, but may also refer to
periodic attractors in the face of external disturbances.
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Fig. 1.1. Two different viewpoints on performance: steady-state (left)
and transient (right) performance.

response, given an upper bound on a norm of the input. In the linear context,
when a standard optimal control problem formulation for linear plants is con-
sidered such as in H∞-based techniques (targeting the worst-case L2 gain from
inputs to outputs), it is known that the optimal (controller design) solution for
a linear system is in fact a linear controller [84]. However, this result relies on
linearity and time-invariance of the plant, the disturbance characterization and
the performance specification. In many industrial (motion control) applications,
non-stationary disturbances are present and time-varying (and other than L2)
performance specifications are relevant. Therefore, the L2-gain of a system may
not be directly related to the performance specifications of the system under
study, which may be 1) related to particular steady-state response characteris-
tics in the presence of a particular (practically relevant) class of disturbances,
or 2) be related to transient performance criteria such as e.g. overshoot. There-
fore, although the benefit of an L2-gain (or H∞) framework to classify/analyse
performance is that it is valid for a generic class of (L2-)bounded disturbances,
this generality may not reflect the actual control goal, and it may result in
conservative performance estimates when considering particular classes of dis-
turbances [3].

Linear controllers are thus not always performance-optimal solutions for lin-
ear motion systems. Therefore, there is room for potential performance improve-
ments when using hybrid or nonlinear control strategies.

1.2 Hybrid control of linear motion systems

1.2.1 Hybrid control concepts

In the literature, several hybrid or nonlinear control concepts have been pro-
posed that can balance certain performance tradeoffs, encountered when using
linear control, in a more desirable manner. Considering linear motion systems
as plants, it might seem counterintuitive to introduce nonlinear effects into an
otherwise linear motion system, because usually, nonlinear effects such as e.g. ac-
tuator nonlinearities or friction, are considered to be performance-degrading and
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are preferably compensated for, see e.g. [116], [107], [83, Chapter 13]. However,
note that in case of hybrid control of linear motion systems, the only nonlinear-
ities that are present in the system, are the nonlinearities that we define/design
as control engineers, and, hence, are perfectly known. This allows to accurately
account for these nonlinearities in the analysis of the closed-loop system stability
and performance, and, by doing so, exploiting the additional design freedom of
hybrid controllers in order to potentially improve the performance.

An example of a hybrid control approach that can improve the transient
performance of a linear system is reset control. A reset controller is a (linear)
controller which resets its states, or subset of states, to zero (usually), when
specific conditions on the system states are satisfied. The most well-known
concept was introduced in the 1950s, and is called the Clegg integrator [28], which
resets the state of the integrator to zero when the tracking error crosses zero, in
order to limit the amount of overshoot in a step response. The concept of reset
control has been extended to more general reset elements, see [16], [106], [105],
[148], [115], [13], in which additional stability and performance analysis tools
have been presented compared to [28]. Other approaches modifying the integral
action in order to improve the transient performance are for example given in
[32], where switched integral controllers are used on a plant consisting of an
integrator and [92], where switched integral controllers with resets and saturation
are used on integrating plants, or sliding-mode type of integral controllers [59].

An early example of a hybrid controller aiming to circumvent the Bode gain-
phase relationship, inherent to linear control systems, is given in a 1960s pa-
per [36], where a split-path-nonlinear (SPAN) filter is proposed in order to
separate gain and phase information (by using nonlinear magnitude and sign
elements). The filter has received relatively little attention [1], [3], and even a
formal stability-analysis has been lacking.

Other examples of nonlinear control strategies aiming at performance im-
provement are gain-modulation approaches, which modulate (often PID-type)
controller gains based on suitable (state-dependent) conditions, in order to im-
prove the steady-state or transient performance of the system [9,26,56,61,94,130,
141,149]. By selectively applying or modulating controller gains for varying dis-
turbance situations, or varying performance objectives, improved performance
can be achieved otherwise not achievable by a linear controller.

Although the above examples and strategies for hybrid control all show the
potential of hybrid control to improve performance in particular situations, prac-
tical tools for the performance-based tuning and design of the hybrid controllers
are generally lacking. In many cases, this is due to the fact that the problem
of verifying stability of a nonlinear closed-loop system can already be a major
challenge in itself. Additionally, the quantification and analysis of performance
for nonlinear systems is far from trivial, opposed to linear controllers, where
frequency-domain characteristics such as e.g. the sensitivity and complementary
sensitivity functions can be used to effectively analyze performance and to design
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performance-based (and stabilizing) controllers. The lack of systematic, easy-
to-use tools for the synthesis of performance-based hybrid controllers hampers
the acceptance of such controllers in industrial applications.

An exception is found in the use of variable-gain controllers, which are suc-
cessfully applied in e.g. high-end industrial wafer scanner machines [56], [53], [57],
vibration isolation platforms [55], and optical storage drives [141], [52], [54], in or-
der to improve the performance of the underlying linear motion systems. In these
applications, variable-gain controllers are used to balance the typical steady-state
performance tradeoff between low-frequency tracking performance and sensitiv-
ity to high-frequency disturbances in a more desirable manner. Namely, for large
servo errors, typically stemming from low-frequency references and disturbances,
additional control gain is applied in order to suppress these low-frequency con-
tributions in the servo-error signal, while for small levels of the servo-error,
typically stemming from high-frequency disturbances and measurement noise,
no additional gain is applied in order to keep the amplification of these high-
frequency contributions to the servo-error to a minimum. The successful accep-
tance of these variable-gain controllers in industry, hinges on the fact that these
type of controllers are intuitive to use and easy to understand for motion control
engineers: the add-on nonlinear controller relates in a clear way to the under-
lying linear controllers, stability can be checked using graphical (measured) fre-
quency response function data, and well-known performance-based loop-shaping
arguments can still be used to design the linear part of the variable-gain con-
troller. The performance-optimal design of the nonlinear part of the controller
is, however, less trivial and less studied, but crucial for the performance of the
closed-loop system.

1.2.2 Performance optimization of hybrid controllers

The different hybrid control concepts introduced in Section 1.2.1, and novel,
to be introduced hybrid control concepts, open up opportunities for improving
performance compared to linear controllers. However, tuning of the hybrid con-
trollers is often done in a heuristic fashion and performance-optimal tuning is
far from trivial. Moreover, performance is often related to generic bounds on
L2-gain or ISS-gain for a whole class of inputs. Instead of using such general
performance indicators, in this thesis, we analyze performance in terms of the ac-
tual (steady-state or transient) response associated with particular disturbance
situations (or a set of disturbance situations). This allows to accurately quan-
tify performance reflecting the real objective of the underlying industrial control
problem. Additionally, such a performance quantification opens up opportuni-
ties for automated performance-optimal tuning.

Different methods for the performance-optimization in the context of tun-
ing hybrid controllers can be considered. In this thesis, we will build upon
two gradient-based techniques: an iterative approach and a so-called extremum-
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seeking approach.
The iterative approach uses a simulation or experiment for a particular (prac-

tically relevant) disturbance situation in order to quantify the performance based
on (simulated or measured) closed-loop tracking errors. Using gradient informa-
tion of the performance measure with respect to the hybrid control parameters, a
new, updated set of hybrid control parameters is determined that yield improved
performance. Such an approach has been used in the context of variable-gain
control, where some attempts have been to make the design of the nonlinear
part of the controller less heuristic, and more systematic [53], [59].

In a similar fashion, extremum-seeking control, which continuously adapts
system parameters instead of iteratively, is a natural candidate for optimizing
steady-state performance [7], [90], [132], [104]. Extremum-seeking control is an
adaptive control approach tailored to optimize a certain performance measure
in terms of the steady-state output in real-time, by automated adaptation of
the system parameters. The method has been applied successfully in many
engineering fields such as thermoacoustics [98], nuclear fusion [25] and power
maximization [99], [42], and is applicable to general nonlinear systems, such as
linear motion systems controlled by hybrid or nonlinear control strategies.

1.3 Objectives and contributions

The concise literature review in Section 1.2 suggests that the use of hybrid
controllers opens opportunities for improving performance compared to the use
of linear controllers. However, tools for the performance analysis, performance-
based design, and performance-optimal tuning of hybrid controllers are generally
lacking. In this thesis, we therefore develop novel hybrid control strategies to-
gether with tools for the performance-optimal design and tuning of these hybrid
controllers. Moreover, the developed control strategies should be applicable to
high-tech industrial motion systems in order to show the practical potential of
the approaches in terms of improving closed-loop transient or steady-state per-
formance. Summarizing, the general objective of this thesis can be stated as
follows.

Develop tools for the performance analysis, performance-based design, and
performance-optimal tuning of novel hybrid controllers for linear motion sys-
tems, aiming to improve closed-loop transient or steady-state performance, ap-
plicable to industrial high-tech motion systems.

The applicability to industrial practice, included in the objective, relates to
both the fact that the controllers should be easy to implement and easy to under-
stand for control engineers. The conceptual gap between the control strategies
developed in this thesis and the well-accepted and widely used linear control
strategies in the high-tech motion industry should not be too big, in order to
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expedite the acceptance of these controllers. The use of ‘add-on’ hybrid control
parts, to otherwise linear controllers, can help in this respect, since in such case
the link with the underlying linear controllers is still evident, and, moreover, an
‘add-on’ part is relatively easy to implement into existing control architectures.
Lastly, the stability conditions for the nonlinear control strategies are typically
more involved than the graphical, Nyquist stability criterion applicable to linear
systems. Therefore, we aim at providing stability conditions which are easy to
check in practice, and, which are preferably based on graphical conditions in-
volving measurement data instead of detailed, parameterized plant models.

The contributions of this thesis are outlined in Section 1.3.1. As discussed
in Section 1.1, both the viewpoint of ‘steady-state’ performance and ‘transient’
performance is taken in this thesis. The specific contributions of the individual
chapters on using hybrid control for linear motion systems focussing on these
different performance aspects are discussed in Sections 1.3.2 and 1.3.3, respec-
tively.

1.3.1 Contributions of the thesis

The main contributions of this thesis can be summarized in terms of contri-
butions on novel hybrid controller designs, on the development of performance
analysis tools, on the development of performance optimization tools, and on
the validation of these results on industrial benchmark systems:

• Novel hybrid controller designs: several novel hybrid controller designs are
proposed in this thesis. More specifically, in the first part of the thesis,
the focus is mainly on variable-gain controllers (VGC), which offer the
opportunity to balance the tradeoff between low-frequency tracking and
high-frequency noise sensitivity in a more desirable manner. The concept
of variable-gain control, which has already proven its merit in industry, is
generalized towards piecewise affine variable-gain control design in Chapter
3 of the thesis. A prototype software toolbox based on a Graphical User
Interface is developed in Chapter 4 in order to facilitate the easy design
of such piecewise affine variable-gain controllers. In the second part of the
thesis, two novel hybrid control strategies are presented: the variable-gain
integral control (VGIC) strategy and the split-path nonlinear integrator
(SPANI). Both strategies focus on improving the transient performance in
terms of reducing overshoot, while still ensuring zero steady-state error in
the presence of constant disturbances;

• Performance analysis: considering particular (though practically relevant)
disturbance situations allows to employ performance measures based on
actual (steady-state) response, rather than on bounds on the response.
Since such a performance measure corresponds to the real practical objec-
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tive of the industrial control problem this is the approach taken in this
thesis. In Chapter 2, a computationally efficient model-based algorithm is
presented which can be used to efficiently compute steady-state responses
of convergent Lur’e type systems (such as variable-gain controlled linear
motion systems) excited by periodic inputs. This approach allows to effi-
ciently analyse performance in a model-based fashion. Chapters 3, 5 and
7 are more tailored towards a data-based implementation of performance-
optimization techniques, and consider performance analysis based on mea-
sured closed-loop tracking errors;

• Performance optimization: three different gradient-based performance op-
timization approaches are presented in this thesis for the performance-
optimal tuning of hybrid controllers for linear motion systems. Firstly, in
Chapter 2, an efficient and accurate model-based optimization approach
is presented for convergent Lur’e type systems. This method is incorpo-
rated in the prototype toolbox presented in Chapter 4, which facilitates
the performance-optimal tuning of piecewise affine VGC. Secondly, an it-
erative, data-based method is presented in Chapters 3 and 7, which can
be used to tune the nonlinear part of the piecewise affine VGC and the
VGIC, respectively. Thirdly, extremum-seeking control, which is a con-
tinuous, data-based method for steady-state performance optimization, is
considered in this thesis. In Chapter 5, an experimental validation of a re-
cently introduced extremum-seeking method for periodic steady-states is
presented and in Chapter 6 a novel dither-free extremum-seeking control
strategy is presented;

• Validation on industrial benchmark systems: different industrial bench-
mark systems are considered in this thesis in order to validate the effec-
tiveness of different hybrid control and performance optimization concepts.
In Chapter 2, a model-based study of performance-optimal VGC tuning
is carried out on a model of the scanning process of a wafer-stage of an
industrial wafer scanner. In Chapter 3, experimental results are presented
on a wafer-stage scanning process for the performance-optimal tuning of
a piecewise affine VGC. In Chapter 5, an extremum-seeking approach for
periodic steady-states has been used in experiments on a magnetically lev-
itated motion stage, in order to optimize variable-gain controllers in an
online fashion. Chapter 6 presents experimental results of a new dither-
free extremum-seeking approach on a 4th-order motion system. The VGIC
approach and the performance-optimal tuning introduced in Chapter 7,
are validated in experiments on a wafer-stage performing a chuck-swap
procedure in an industrial wafer scanner. Lastly, the SPANI controller
introduced in Chapter 8 has been applied to a positioning operation in a
model of a pick-and-place machine.
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A more detailed discussion of the above contributions in the individual chapters
of this thesis is given in Sections 1.3.2 and 1.3.3, discussing the contributions on
‘steady-state’ performance and ‘transient’ performance, respectively.

1.3.2 Specific contributions on ‘steady-state’ performance
optimization

In the first part of this thesis (Chapters 2-6), the focus is on ‘steady-state’ per-
formance of motion systems, which relates to the sensitivity of the controlled
system to external perturbations, when transient effects have vanished. In a lin-
ear control setting, the steady-state performance is, by the grace of linearity and
the superposition principle, perfectly captured by classical (easy to compute)
frequency-domain characteristics such as e.g. the sensitivity and complementary
sensitivity function. However, for non-linear, or hybrid control systems, such
frequency response functions are not defined, and, additionally, the superposi-
tion principle does not hold. Moreover, the steady-state response of a general
nonlinear system to a periodic input is in general even non-unique, and may
depend on initial conditions. For these reasons, steady-state performance anal-
ysis of nonlinear systems is a challenging task, and majority of the works on
nonlinear control focuses on stability rather than performance.

In Chapter 2, a model-based approach is proposed toward the steady-state
performance optimization for nonlinear control systems of Lur’e type [111]. Sys-
tems of Lur’e type form an important subclass of the class of nonlinear systems
and consist of a linear (dynamic) part in feedback with a (static output) nonlin-
earity. We care to stress that linear motion systems in feedback with so-called
variable-gain control strategies [56], [52] can for example be described by a Lur’e
type system model. Under suitable, graphical conditions, that are easy to check
using measured frequency-domain data, a Lur’e type system falls into the cat-
egory of convergent systems. A convergent system exhibits a uniquely defined,
bounded, globally asymptotically stable steady-state solution (under bounded
inputs), which allows to uniquely assess performance in terms of a given steady-
state performance measure [113]. Under the same conditions, a computation-
ally efficient numerical algorithm is presented in Chapter 2, that can be used
to compute 1) the steady-state solutions of such nonlinear, convergent Lur’e
type system (subject to periodic external disturbances), and 2) gradients of the
steady-state solutions with respect to control parameters. This allows to quan-
tify very efficiently the steady-state performance of the Lur’e type system, and,
due to the availability of the gradients, to iteratively optimize the steady-state
performance in a model-based fashion (with e.g. the controller parameters as
optimization design variables). The effectiveness of the approach is illustrated
by application to a model of a variable-gain controlled short-stroke wafer stage
of a wafer scanner.

In Chapter 3, the focus is on a broader class of piecewise affine variable-
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gain controllers. The piecewise affine structure of the nonlinear part of the
controller offers a high level of versatility. The results in this chapter extend
the results for a priori chosen, fixed type of (variable-gain) nonlinearities, such
as the dead-zone type [56], [141], see also Chapter 2, or saturation type [58], to
more generic piecewise affine variable-gain nonlinearities. This tailors the shape
of the variable-gain element to the particular disturbance situation at hand.
To support automatic shaping of the piecewise affine variable-gain element, we
propose an extension to the model-based optimization procedure in Chapter 2,
and introduce in this chapter a data-based machine-in-the-loop procedure for the
performance optimal tuning of the nonlinear part of the controller, and compare
the results to those obtained through a model-based approach. The optimization
approach uses measured closed-loop error signals and frequency response data
of the plant to compute the performance and necessary gradients using one
experiment. The data-based, performance-optimal piecewise affine variable-gain
control strategy is experimentally applied to a wafer stage of an industrial wafer
scanner, in order to improve the tradeoff between low-frequency tracking and
sensitivity to high-frequency disturbances during a scanning process.

Chapter 4 presents a Matlab-based prototype software toolbox, in the form of
a Graphical User Interface (GUI), for model-based piecewise affine variable-gain
controller design. Herein, the versatility of the piecewise affine shape in Chapter
3 is combined with a computationally efficient numerical algorithm for comput-
ing steady-state solutions (and gradients) described in Chapter 2. The toolbox
is designed such that the underlying linear components of the variable-gain con-
troller can easily be designed using (graphical, frequency-domain) loop-shaping
arguments. The graphical stability conditions for nonlinear Lur’e type systems
are incorporated in the toolbox, which further supports the user-friendly design
of stabilizing variable-gain controllers. The closed-loop system model can be sub-
jected to periodic external disturbances, whose effect on the closed-loop error
is computed and displayed instantaneously, using the computationally efficient
algorithm from Chapter 2. An additional interface for designing the (piecewise
affine) nonlinearity of the variable-gain controller is developed which allows the
user to interactively change the shape of the nonlinearity. This makes the tun-
ing of the nonlinear controller design particularly user-friendly. By defining a
performance measure (depending on the tracking error), a performance-optimal
variable-gain nonlinearity can be synthesized using again the results from Chap-
ters 2 and 3. Summarizing, the toolbox described in this chapter makes the
results of Chapters 2 and 3 available to control engineers, therewith aiming at a
wider dissemination of these results.

Besides iterative, data-based or model-based performance optimization of
hybrid controller parameters, such as considered in Chapters 3 and 2, respec-
tively, methods exist that continuously adapt system parameters in order to opti-
mize a steady-state performance map in real-time. These methods are generally
known as extremum seeking methods [7], [90], [132], [104] [48], [40], [101]. These
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methods are especially valuable in cases where no accurate model of the system
and/or disturbances is available (note that the approach in Chapter 2 is fully
model-based, and the method in Chapter 3 still uses frequency-response data
of the plant in order to compute gradient information). Classical extremum-
seeking methods work by continuously perturbing a system parameter with a
dither signal, while at the same time measuring the performance and thereby
extracting gradient information on the steady-state performance map of the sys-
tem. Using this gradient information, the system parameter is steered towards
its performance-optimal value. Extremum-seeking methods can be applied to a
large class of nonlinear systems. However, most extremum-seeking works con-
sider nonlinear systems in an equilibrium setting, i.e. for constant steady-state
outputs, while in tracking motion control applications steady-state responses
are typically periodic in nature. Recently, the results of perturbation-based
extremum-seeking have been extended to nonlinear systems exhibiting periodic
steady-state solutions [48]. In Chapter 5, we present the first experimental val-
idation of such novel extremum-seeking approach for nonlinear systems with
periodic steady-states. The experimental results are obtained for a magnetically
levitated motion stage, controlled by a variable-gain controller, whose parame-
ters are optimally tuned using the extremum-seeking controller.

Classical perturbation-based extremum-seeking methods use external per-
turbation signals, called dither signals (see e.g. Chapter 5), which are used to
extract the necessary gradient information of the performance map, in order
to steer system parameters towards the performance-optimal setting. Many
successful applications of extremum-seeking control can be found in literature
ranging from thermoacoustics [98] to nuclear fusion [25] and power maximiza-
tion [99], [42] (and many more can be found in the survey paper [131]), which
shows the broad potential and applicability of the approach. However, the con-
vergence of the extremum-seeking scheme towards the performance-optimal pa-
rameters is in general slow. This is partly due the fact that the external dither
signal applied should vary slowly enough in order for the system to stay close
to the ‘steady-state’ operating conditions. Additionally, the external dither sig-
nal hampers the exact convergence towards the performance-optimal parameter
setting. In Chapter 6, we therefore introduce a new type of extremum-seeking
controller, being a dither-free approach that uses local, online, least-squares
fits in order to obtain the gradient estimates of the performance map. The
avoidance of dither can potentially result in faster convergence and, in addition,
results in exact convergence towards the performance optimal setting. In this
respect, also dither-reduction extremum-seeking schemes could be employed to
achieve asymptotic convergence [98], [128], but at the expense of introducing one
additional (slow) time-scale in the algorithm. Additionally, the novel extremum-
seeking approach exhibits only two extremum-seeking parameters that need to
be tuned, and the fitting-process can be visualized graphically, which makes the
method intuitive and easy to apply. The results are validated by application to
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an experimental 4th-order motion system.

1.3.3 Specific contributions on ‘transient’ performance op-
timization

In the second part of this thesis (Chapters 7-8), the focus is on improving the
‘transient’ performance of motion systems, which relates to performance spec-
ifications such as overshoot and settling time. Typically, industrial controllers
(e.g. PID-type controllers) incorporate integral action in the control loop in or-
der to remove the effect of constant disturbances acting on the system. However,
the inclusion of integral action may result in a degraded transient performance
in terms of increased overshoot. In the second part of the thesis, two different
hybrid control strategies are proposed, which can improve transient performance
by decreasing overshoot while still including integral action to avoid steady-state
errors.

In Chapter 7, we introduce a variable-gain integral controller (VGIC), which
is a variant of the variable-gain controllers considered in the first part of this
thesis. The VGIC modulates the amount of integral action depending on the
magnitude of the tracking-error. Using a saturation characteristic in the VGIC,
for large errors, the amount of integral action is limited in order to bound the
amount of buildup of integrator buffer, which, in turn, may cause excessive over-
shoot, while for small errors, normal integral action is used. Sufficient, graphical
stability conditions are derived in this chapter, which can be checked using mea-
sured frequency response data of the system. These conditions guarantee global
asymptotic stability of the equilibrium point of the closed-loop system under
constant disturbances. Subsequently, a performance measure is defined which
takes into account both the amount of overshoot and the removal of steady-state
errors. Combining this VGIC design with the type of optimization strategy as
presented in Chapter 3, allows for the performance-optimal tuning of the VGIC.
In order to show the effectiveness of the proposed VGIC approach, experimental
results are presented for the performance-optimal tuning of a VGIC applied to
the wafer-swap procedure in an industrial wafer scanner.

Chapter 8 revisits an ‘old’ hybrid control concept using a so-called split-
path nonlinear filter (SPAN filter), which incorporates non-smooth, nonlinear
elements such as the absolute value function and the sign function in an otherwise
linear control loop. This filter was first introduced by Foster and coworkers in
1966 [36], and aimed to circumvent the classical Bode gain-phase relationship in
linear controllers. The goal in [36] has been to design a filter which could add
phase (such as a lead filter) but without the negative effect of increased high-
frequency gain, which is inevitable in linear filters due to the Bode gain-phase
relationship. In Chapter 8, we pursue a different goal, and focus again on the
tradeoff induced by including integral action in the loop (as also addressed in
Chapter 7). We introduce a novel variant of the SPAN filter which we denote as
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the split-path nonlinear integrator (the SPANI), and aim to reduce the amount
of overshoot in a transient response (by appropriately modulating magnitude
and sign information of the integral action in the hybrid controller), while still
allowing to remove the effect of constant disturbances acting on the system.
We show that the SPANI configuration, in closed loop with a linear plant, can
be written in a hybrid switched dynamical system framework, which allows for
a formal stability analysis of the closed-loop system in terms of linear matrix
inequalities (LMIs). The effectiveness of the SPANI is investigated through
a model-based study of positioning operations in an industrial pick-and-place
machine.

1.4 Outline of this thesis

This thesis consists of two parts, Part I consists of Chapters 2-6 and part II
consists of Chapters 7-8. All chapters, except for Chapter 4, are based entirely
on research papers, and are therefore self contained. Therefore, each of these
chapters can be read independently. The reading of Chapter 4 requires some
prerequisites from Chapters 2 and 3.

Part I: Steady-state performance improvements

Chapter 2 presents results on the model-based steady-state performance
optimization of nonlinear control systems of Lur’e type, for which a computa-
tionally efficient algorithm will be presented that supports for both model-based
performance analysis and performance optimization. The results are applied to
a model-based study of the scanning process of an industrial wafer stage.

In Chapter 3, a data-based approach for performance optimization is pre-
sented, which is tailored for the optimization of piecewise affine variable-gain
control structures. The effectiveness of the approach is illustrated by experi-
ments on an industrial wafer scanner.

The efficient computational algorithm from Chapter 2 and the piecewise
affine variable-gain control structure of Chapter 3 are utilized in Chapter 4,
where we present a prototype software toolbox for variable-gain control design.

Chapters 5 and 6 both focus on extremum-seeking control as a method for
steady-state performance optimization. Chapter 5 presents experimental re-
sults of an extremum-seeking approach for periodic steady-states, applied to a
variable-gain controlled magnetically levitated motion stage.

Chapter 6 presents a novel dither-free extremum-seeking approach, which
uses online, local least-squares fits for obtaining gradient estimates in order to
optimize steady-state performance.
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Part II: Transient performance improvements

Chapters 7 and 8 both focus on transient performance improvement in terms
of overshoot.

Chapter 7 presents a variable-gain integral control strategy, which modu-
lates the amount of integral action in order to improve the transient performance.
Experimental results are presented on a wafer-swap procedure of an industrial
wafer scanner in order to show the effectiveness of the approach.

In Chapter 8, we revisit the concept of a split-path nonlinear filter. We in-
troduce a novel variant, the split-path nonlinear integrator, which appropriately
modulates the magnitude and sign information of the integral part of the con-
troller in order to improve the transient performance. Model-based results are
presented for a case-study of positioning operations in a pick-and-place machine.

Conclusions and recommendations for future work are presented in Chapter
9. Finally, some proofs and technical results are presented in Appendix A.

Contributions by the author. The contributions of the thesis are princi-
pally the results of the author’s own work, in collaboration with the respective
coauthors of the papers on which the chapters are based. Chapters 2 and 8 are
the result of close collaboration between the author and Alexey Pavlov, and Bas
van Loon, respectively, and the contributions are believed to be shared equally
between the collaborators.

1.5 Embedding of the thesis in the STW project

The research presented in this thesis has been performed within the HyPerMo-
tion project: Hybrid Control for Performance Improvements of Linear Motion
Systems. This project is financially supported by the Dutch technology founda-
tion STW under project number 10953.

The objective of this project is to provide new perspectives on the high-
performance control of linear motion systems by exploiting hybrid controllers.
To enable such a new perspective, a second objective of the project is to de-
velop performance analysis and performance-based synthesis techniques for hy-
brid controllers for linear systems. A third objective of the STW project is the
application of the hybrid control strategies in industrial practice. Clearly, the re-
sults in this thesis fall within the scope of this project since different novel hybrid
control strategies are proposed for the high-performance control of linear motion
systems. Moreover, performance analysis and tuning techniques for the hybrid
controllers are presented throughout the thesis. The results are illustrated by
different model-based and experimental applications of the hybrid controllers in
collaboration with the industrial partners of the project.
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Chapter 2

Steady-state performance
optimization for nonlinear control

systems of Lur’e type

Abstract – In this chapter, we develop a methodology for the steady-state performance

optimization, in terms of the sensitivity to disturbances, for Lur’e type nonlinear control

systems. For linear systems, steady-state performance is well defined and related to frequency-

domain characteristics. The definition and analysis of steady-state performance of nonlinear

systems is, however, far from trivial. For a practically relevant class of nonlinear systems and

disturbances, this chapter provides a computationally efficient method for the computation

of the steady-state responses and, therewith, for the efficient performance assessment of the

nonlinear system. Based on these analysis tools, a strategy for performance optimization is

proposed, which can be employed for the optimized tuning of system and controller parameters.

The results are illustrated by application to a variable-gain controlled short-stroke wafer stage

of a wafer scanner.

2.1 Introduction

Steady-state performance of a control system relates to the sensitivity of its
steady-state response to perturbations. For linear systems, powerful tools for
performance evaluation exist, which are well-known among control engineers
and have been crucial to the success of linear control in industrial practice. Lin-
ear control systems’ performance is usually assessed by investigating frequency-
domain characteristics, such as the sensitivity, process sensitivity, and comple-
mentary sensitivity functions. The power of these frequency-domain techniques

This chapter is based on [111].
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hinges on the fact that the steady-state response is unique, and it can be eas-
ily computed in the frequency domain from the input and the corresponding
frequency response functions. The latter fully characterize the mapping from
the input to the steady-state output due to the superposition principle. How-
ever, for nonlinear systems such a frequency response function is not defined,
and, moreover, the superposition principle does not hold. As a consequence,
steady-state performance analysis for nonlinear control systems is a challenging
task and the majority of the works on nonlinear control focus on stability rather
than performance.

Still, there are several tools available to evaluate the steady-state performance
of nonlinear systems in the face of disturbances. For example it can be assessed
through an L2-gain between input and output [142] or ISS-gain between input
and state [127] for the whole class of (bounded in the corresponding norm) in-
puts. These approaches provide an upper bound on the norm of the steady-state
response given an upper bound on the norm of the input. The benefit of such
an approach is that it is valid for a generic class of bounded disturbances. On
the other hand, this generality results in conservative estimates when consid-
ering particular classes of disturbances. Moreover, such a bound tends to be
rather conservative because estimated L2- and ISS-gains for nonlinear systems
are generally conservative.

Quite often we do have more knowledge about the disturbances than a mere
bound on their magnitude. For example, in many practically relevant cases,
disturbances can be modeled as being periodic. This is the case, for example,
if perturbations are induced by a mass-unbalance in rotor dynamics systems
[65], due to narrow-band filtering of resonances in the system dynamics in e.g.
mechanical systems, or due to periodicity of reference trajectories to be tracked.
In addition to periodicity, from the physical properties of the system we may
even know the shape of disturbances possibly parameterized in some way. In this
case the estimates on the steady-state responses obtained through the L2-gain
or ISS-gain approach, which do not take into account this information, will be
too conservative.

To overcome this problem and evaluate the steady-state performance in a
more accurate way, an alternative approach is proposed in this chapter. It is
based on numerical computation of the steady-state solutions as opposed to
estimating their quantitative characteristics as in the previously mentioned ap-
proaches. For example, performance of a controlled robot doing a finite number
of repetitive tasks can be evaluated by computing its steady-state solutions for
the corresponding periodic reference trajectories. In addition to this, with an
efficient algorithm for numerical computation of the steady-state solution’s sen-
sitivity with respect to control system parameters, we can employ a gradient-like
method to optimize system performance. Of course, the efficiency and practical
feasibility of such an approach is based on the efficiency of the underlying nu-
merical algorithms. Moreover, since such optimization problems will generally
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not be convex, gradient-based optimization approaches will typically converge
to local optima. Performing multiple optimization runs from different starting
points can increase the chance of finding a global optimum, further highlighting
the need for an efficient numerical algorithm.

Even though this approach may sound straightforward, it is far from trivial
to make it feasible from both theoretical and computational points of view, since
we are dealing with nonlinear systems. To cope with this problem, we limit our
analysis to the case of periodic excitations (disturbances or reference signals)
and to the practically relevant class of Lur’e nonlinear control systems. As it has
been mentioned above, the choice of periodic disturbances is practically relevant
for a number of applications. Modeling disturbances as being periodic may
usually involve some form of approximation. However, it is well worth adopting
such an approximation if more accurate characterizations of the steady-state
response can be obtained, when compared to employing an L2-gain or ISS-gain
approach. The choice of Lur’e systems is explained by simple and easily verifiable
conditions under which such a system exhibits a unique periodic steady-state
response to a periodic excitation [113, 146]. It is exactly this property that
will allow us to uniquely characterize steady-state performance. For nonlinear
systems that are not necessarily of Lur’e type, some conditions for the existence
of the unique periodic steady-state response to a periodic excitation can be
found, for example, in [5, 29, 118]. For general nonlinear systems, in contrast,
the steady-state response to periodic disturbances may not be well-defined: it
may be non-unique (i.e. dependent on the initial conditions) and/or not periodic.
Examples of Lur’e type systems include variable-gain controlled motion systems
[39,56,57,77,141,149], and mechanical systems with local nonlinearities such as
friction or one-sided supports [18].

In general, periodic steady-state responses of a nonlinear system can be com-
puted using several methods. Well-known methods for calculation of periodic
solutions include, for example, period solvers [10,110] (e.g. the shooting method
and finite difference method), or routines using simple forward integration in
time. However, these methods are in general computationally rather expensive.
A computationally less expensive method is to use describing function meth-
ods [83], but the disadvantage of these methods is that only a single-harmonic
approximation of the response is obtained. In another approach, which is espe-
cially applicable to Lur’e systems, the periodic solution is computed iteratively
through finding the response of the linear part of the system in the frequency
domain, and computing the response of the nonlinearity in the time domain, see,
e.g. [24, 120, 136]. This method is very efficient especially in combination with
Fast Fourier Transforms, which are used for transitions between the time- and
frequency domains.

In contrast to the results in the literature mentioned above, in this chap-
ter we, firstly, prove that under the same conditions that guarantee a unique
periodic steady-state response of a Lur’e system to a periodic excitation, this it-
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erative method will converge towards the unique steady-state solution from any
initial guess for the steady-state solution. Secondly, we provide estimates on the
accuracy of the algorithm if higher harmonics are truncated in each algorithm
step. Both of these contributions are essential for practical application of the
algorithm. Thirdly, we prove that the sensitivity of the steady-state response
with respect to control system parameters is a unique periodic steady-state so-
lution of another Lur’e system satisfying the same conditions as the original
system. Thus it can be computed using the same iterative mixed time-frequency
domain algorithm. Efficient computation of both the steady-state solution and
its sensitivity with respect to control parameters opens the possibility for a
gradient-based strategy for the steady-state performance optimization.

The developed optimization method allows us to solve the challenging prob-
lem of performance-based tuning of a variable-gain controller for the linear mo-
tion stage of a wafer scanner [56, 57]. Linear motion systems, of which such
a motion stage is an example, are nowadays still often controlled by linear
proportional-integral-differential (PID) controllers. However, it is well known
that linear controllers suffer from inherent performance limitations such as the
waterbed-effect [38, 122]: an inherent trade-off between low-frequency tracking
and sensitivity to high-frequency disturbances and measurement noise. To over-
come such linear performance limitations, nonlinear PID control, also called
variable-gain control, has been employed [39, 56, 57, 77, 141, 149]. In these ref-
erences, it has been shown that variable-gain control can outperform linear
control strategies. However, the performance-based tuning of the variable-gain
controllers is far from trivial and typically done in an heuristic fashion. The
last contribution of this chapter is therefore the performance-based tuning of
variable-gain controllers for a motion stage of an industrial wafer scanner. This
method is based on the developed performance optimization method.

As can be seen, in this chapter we pursue a model-based approach to per-
formance optimization. Alternatively, also data-based approaches, such as e.g.
extremum seeking [90, 132], could be employed. The benefit of extremum seek-
ing based approaches is that no accurate system and disturbance models need
to be available. We note that in the scope of the application domain considered
in this chapter, i.e. control of high-precision motion stages in wafer scanners,
accurate model information is typically available, which motivates the pursuit
of a model-based approach. Moreover, a model-based approach is beneficial,
firstly, in a system design-phase where no machine is available yet, secondly, in
situations where performing many experiments becomes prohibitive and, thirdly,
when performing parameter studies of the closed-loop system.

The chapter is organized as follows. In Section 2.2, we will introduce the class
of convergent Lur’e systems, and propose a method for steady-state performance
analysis and optimization for such systems. Section 2.3 will present an efficient
iterative numerical procedure for the computation of the steady-state responses
and sensitivity of these steady-state responses to control system parameters.



2.1 Introduction 21

The theory will be applied in Section 2.4 to a variable-gain controlled motion
stage of a wafer scanner, to show the effectiveness of the proposed performance
optimization strategy. Conclusions are presented in Section 2.5.

2.1.1 Notation and mathematical preliminaries

Throughout this chapter, the following notation will be used. By Z we de-
note the set of integer numbers. By L2(T ) we denote the space of piecewise-
continuous real-valued T -periodic scalar functions y(t) satisfying ∥y∥L2 < +∞,

where ∥y∥2L2
:= 1

T

∫ T

0
|y(t)|2dt. By l2 we denote the space of complex-valued

sequences W = {W [m]}m∈Z satisfying ∥W∥l2 < +∞, where ∥W∥2l2 =
∑

m∈Z
|W [m]|2. Both L2(T ) and l2 are Banach spaces.

The sequence of Fourier coefficients of y ∈ L2(T ) is denoted by Y . The
elements of this sequence are given by

Y [m] =
1

T

T∫
0

y(t)e−imωtdt, m ∈ Z, (2.1)

where ω := 2π/T . The inverse Fourier transform is given by

y(t) =
∑
m∈Z

Y [m]eimωt. (2.2)

For any y ∈ L2(T ) and its Fourier coefficients Y , Parseval’s equality holds:

∥y∥L2 = ∥Y ∥l2 . (2.3)

For a linear single-input-single-output system

ẋ = Ax+Bu (2.4)

y = Cx,

excited by a T -periodic input u(t), u ∈ L2(T ), if the matrix A is Hurwitz,
there exists a unique globally exponentially stable T -periodic steady-state so-
lution x̄u(t) with the corresponding steady-state output ȳu(t) (ȳu ∈ L2(T )).
Hence, system (2.4) defines a linear operator Gyu : L2(T ) → L2(T ) according
to Gyuu(t) = ȳu(t). In the frequency domain, we define the linear operator

Ĝyu : l2 → l2 that maps the Fourier coefficients U of the function u(t) to the

Fourier coefficients ȲU of the function ȳu(t), i.e. ĜyuU := ȲU . It is known that(
ĜyuU

)
[m] = Gyu(imω)U [m], m ∈ Z, (2.5)

where Gyu(s) := C(sI − A)−1B, s ∈ C, is the transfer function of system (2.4)
from input u to output y. Due to (2.5) it is straightforward to verify that

∥ĜyuU∥l2 ≤ sup
m∈Z

|Gyu(imω)|∥U∥l2 (2.6)
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and, by the Parseval’s equality (2.3), we also conclude that

∥Gyuu∥L2 ≤ sup
m∈Z

|Gyu(imω)|∥u∥L2 . (2.7)

2.2 Performance analysis and optimization

2.2.1 Convergent Lur’e systems

Let us consider Lur’e systems of the form

ẋ = Ax+Bu+Bww(t) (2.8)

y = Cx+Dww(t) (2.9)

u = −φ(y, w(t), θ) (2.10)

e = Cex+Dew(t), (2.11)

where x ∈ Rn is the state, y ∈ R is the output, w(t) ∈ Rm is a piecewise-
continuous input, and e ∈ R is a performance output. We assume that the
nonlinearity φ : R × Rm × Θ → R is memoryless and may depend on nθ pa-
rameters collected in the vector θ = [θ1, ..., θnθ

]T ∈ Θ ⊂ Rnθ . We also assume
that φ(0, w, θ) = 0 ∀w ∈ Rm and θ ∈ Θ. For simplicity, we only consider the
case in which the parameters θ appear in the nonlinearity φ and none of the sys-
tem matrices. An extension to the situation where this is the case is relatively
straightforward. The functions

Gyu(s) = C(sI −A)−1B (2.12)

Gyw(s) = C(sI −A)−1Bw +Dw (2.13)

Geu(s) = Ce(sI −A)−1B (2.14)

Gew(s) = Ce(sI −A)−1Bw +De, (2.15)

are transfer functions from inputs u and w to outputs y and e. In this chapter, we
consider the case of periodic disturbances w(t). The following theorem provides
conditions under which system (2.8)-(2.11) excited by a periodic input has a
uniquely defined steady-state solution.

Theorem 2.1. [146] Consider system (2.8)-(2.11). Suppose

A1 The matrix A is Hurwitz;

A2 There exists a K > 0 such that the nonlinearity φ(y, w, θ) satisfies

|φ(y2, w, θ)− φ(y1, w, θ)| ≤ K |y2 − y1| , (2.16)

for all y1, y2, w ∈ Rm, θ ∈ Θ;



2.2 Performance analysis and optimization 23

A3 The transfer function Gyu(s) given by (2.12) satisfies

sup
ω∈R

|Gyu(iω)| =: γyu <
1

K
. (2.17)

Then for any θ ∈ Θ and any T -periodic piecewise continuous input w(t), system
(2.8)-(2.11) has a unique T -periodic solution x̄w(t, θ), which is globally exponen-
tially stable.

We will call x̄w(t, θ) the steady-state solution. Systems with a uniquely de-
fined bounded globally asymptotically stable solution (for arbitrary bounded
inputs w(t)) are called convergent [29, 113]. It can be shown that systems sat-
isfying the conditions of Theorem 2.1 are also incrementally stable [5] and con-
tracting [95], [35]. See [117] for a detailed comparison between convergence and
incremental stability. However, we will not need either of the above stability
properties for the analysis in the chapter; we will use only technical conditions
A1 -A3.

2.2.2 Steady-state performance analysis

Once the steady-state solution is uniquely defined, we can define a performance
objective to quantify the steady-state performance of the system for a particular
T -periodic input w(t) and particular parameter θ. For example, it can be defined
as

J(θ) =
1

T

∫ T

0

ēw(t, θ)
2dt, (2.18)

where ēw(t, θ) is the value of the performance output corresponding to the
steady-state solution. If we are interested in quantifying simultaneously the
steady-state performance corresponding to several disturbances, w1(t), w2(t), ...,
wN (t), with periods T1, ..., TN , we can choose a functional depending on all the
corresponding steady-state performance outputs. For example, it can be defined
as

J(θ) =

N∑
k=1

1

Tk

∫ Tk

0

ēwk
(t, θ)2dt. (2.19)

The choice of the performance objective strongly depends on needs of the par-
ticular application.

This or any other steady-state performance objective can be evaluated by
computing the corresponding steady-state solutions. A numerical algorithm pre-
sented in Section 2.3 allows one to do it in a computationally very efficient way.
This gives us a non-conservative method to evaluate the steady-state perfor-
mance for convergent Lur’e systems. Moreover, it is a key enabler for perfor-
mance optimization, as described in the next subsection.
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2.2.3 Steady-state performance optimization

System (2.8)-(2.11) may represent a closed-loop nonlinear control system with
θ being a vector of controller parameters. Ultimately we aim to optimize the
steady-state performance of this system by tuning θ ∈ Θ. With the efficient
numerical method for evaluation of steady-state performance, as presented later
in Section 2.3, this can be done by computing the value of the performance
objective J(θ) for a sufficiently dense grid of parameters θ inside the set Θ and
then choosing an optimal θ. This approach, however, becomes computationally
prohibitive if the set Θ is large or multidimensional. Also it becomes prohibitive
if the performance objective depends on multiple steady-state solutions (as in
(2.19)), which have to be computed for each value of θ.

To cope with this problem, we propose to use gradient-like optimization
algorithms, which provide a direction for decrease of J(θ) based on the gradient
of ∂J/∂θ(θ). This approach requires the computation of the gradient of J(θ).
For the performance objective as in (2.18), the gradient equals

∂J

∂θ
(θ) =

2

T

∫ T

0

ēw(t, θ)
∂ēw
∂θ

(t, θ)dt, (2.20)

under the condition that ēw(t, θ) is C1 with respect to θ. Here, we see that to
compute the gradient of J(θ) we need to know both ēw(t, θ) and ∂ēw/∂θ(t, θ).
The following theorem provides, firstly, conditions under which x̄w(t, θ) (and
therefore ēw(t, θ)) is C1 with respect to θ, and, secondly, gives us an equation
for the computation of ∂ēw/∂θ(t, θ).

Theorem 2.2. Under the conditions of Theorem 2.1, if the nonlinearity φ(y, w, θ)
is C1 for all y ∈ R, w ∈ Rm and θ in the interior of Θ, then the steady-state
solution x̄w(t, θ) is C

1 in θ. The corresponding partial derivatives ∂x̄w/∂θi(t, θ)
and ∂ēw/∂θi(t, θ) are, respectively, the unique T -periodic solution Ψ̄(t) and the
corresponding periodic output µ̄(t) of the system

Ψ̇ = AΨ+BU +BWi(t) (2.21)

λ = CΨ (2.22)

U = −∂φ

∂y
(ȳ(t, θ), w(t), θ)λ (2.23)

µ = CeΨ, (2.24)

where Wi(t) = −∂φ/∂θi(ȳw(t, θ), w(t), θ).

Proof. The proof can be found in Appendix A.1.

One may be tempted to recognize in Theorem 2.2 a classical result on the
sensitivity of solutions of differential equations with respect to its parameters,
see e.g. [83]. However, such classical sensitivity result deals with the sensitivity
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of a solution corresponding to a particular initial condition with respect to pa-
rameters. Note that Theorem 2.2 is a result on the sensitivity of the steady-state
solution x̄(t, θ) and that if the parameter θ changes, then x̄(t, θ) changes typically
also at the initial time t = 0. Hence, the statement and proof of this theorem is
essentially different from the classical sensitivity result and, consequently, needs
an explicit statement and proof.

As follows from the proof of Theorem 2.2, system (2.21)-(2.24) with the
T -periodic input (Wi(t), ȳ(t, θ), w(t)) has the same form as system (2.8)-(2.11)
and satisfies the same conditions of Theorem 2.1. Thus, after computing ȳw(t, θ)
from system (2.8)-(2.11), we will know the input to the sensitivity system (2.21)-
(2.24), and, using the same numerical method as for system (2.8)-(2.11), we
will be able to compute the periodic steady-state solution ∂x̄w/∂θi(t, θ) of the
sensitivity system and the corresponding output ∂ēw/∂θi(t, θ).

Having computed ēw(t, θ) and ∂ēw/∂θ(t, θ), we can compute J(θ) (e.g. from
(2.18) or (2.19)) and its Jacobian ∂J/∂θ(θ). With this, we can apply some
gradient-based optimization method (such as steepest-descent or Quasi-Newton
methods) to find an optimum of J over the set Θ.

2.3 Computation of periodic responses

One way of computing a steady-state solution of system (2.8)-(2.11) (or (2.21)-
(2.24)), if the system is convergent, is simply to simulate it for an arbitrary
initial condition for sufficiently long time. Since the convergence property im-
plies that the steady-state solution is globally exponentially stable, the simulated
solution will eventually converge to the steady-state solution with any desired
accuracy. Still, this method is computationally expensive and alternative meth-
ods are needed to make the computation efficient, especially in the context of
optimization. Such a method is presented in this section. A preliminary version
of the results in Section 2.3.1 have been presented in [112]. To simplify notations,
we will denote the steady-state solutions and the corresponding outputs by x̄(t),
ȳ(t) and ē(t), omitting their dependency on w(t) and θ, which are considered
fixed.

2.3.1 Iterative computation of periodic responses with con-
vergence and accuracy guarantees

Under conditions A1-A3 of Theorem 2.1, system (2.8)-(2.11) possesses a unique
steady-state solution. In this section, we present a numerical method for com-
puting this steady-state solution for systems of the form (2.8)-(2.11) satisfying
conditions A1-A3.

The idea for the numerical method comes from the Banach fixed point theo-
rem [83,89]. As follows from the system equations (2.8)-(2.11), the steady-state
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output ȳ(t) is a solution of the following equation

ȳ = Gyu ◦ F ȳ + Gyww, (2.25)

where Gyu and Gyw are the operators mapping L2(T ) → L2(T ) as defined in
Section 2.1.1, and F : L2(T ) → L2(T ) is the operator defined by Fy(t) :=
−φ(y(t), w(t), θ). We will show that the operator Gyu ◦ F is a contraction map-
ping. Thus, as follows from the Banach fixed point theorem, ȳ – being the
solution of (2.25) – can be found as the limit of the iterative process

yk+1 = Gyu ◦ Fyk + Gyww (2.26)

with yk, yk+1 ∈ L2(T ), and for an arbitrary initial value y0 ∈ L2(T ). This
iterative process forms the core of the numerical method.

Let us show that Gyu ◦ F is a contraction mapping. Since Gyu is a linear
operator, Gyuu1 − Gyuu2 = Gyu(u1 − u2). Applying (2.7) and (2.17) to the last
equality, we conclude that

∥Gyuu1 − Gyuu2∥L2
≤ γyu∥u1 − u2∥L2

, (2.27)

for any u1, u2 ∈ L2(T ). Consider the nonlinear operator F . Due to condition
A2 of Theorem 2.1, this operator satisfies

∥Fy1 −Fy2∥L2 ≤ K∥y1 − y2∥L2 . (2.28)

From (2.27) and (2.28), we conclude that

∥Gyu ◦ Fy1 − Gyu ◦ Fy2∥L2 ≤ γyu∥Fy1 −Fy2∥L2

≤ γyuK∥y1 − y2∥L2 .
(2.29)

Finally, condition A3 in Theorem 2.1 implies γyuK < 1, which, together with
(2.29), yields that Gyu ◦ F is a contraction mapping.

To implement the iterative process (2.26), we decompose it into the following
equivalent one:

uk+1 = Fyk (2.30)

yk+1 = Gyuuk+1 + Gyww. (2.31)

Computationally it is cheaper to implement this algorithm in frequency domain
by representing the T -periodic functions uk(t), yk(t) and w(t) by their respective
Fourier coefficients Uk, Yk and W , and substituting the operators Gyu, Gyw and

F by their frequency-domain counterparts Ĝyu, Ĝyw and F̂ , respectively. Then
the algorithm (2.30), (2.31) takes the form

Uk+1 = F̂Yk (2.32)

Yk+1 = ĜyuUk+1 + ĜywW. (2.33)
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Using inequalities (2.27), (2.28) and (2.29) and taking into account Parseval’s
equality (2.3), one can show that the operator Ĝyu ◦ F̂ is a contraction on l2
and by the Banach fixed point theorem, the iterative process (2.32), (2.33) will
exponentially converge to the unique solution Ȳ of the equation

Ȳ = Ĝyu ◦ F̂ Ȳ + ĜywW. (2.34)

As a final step, we can calculate the steady-state performance output Ē as

Ē = Ĝeu ◦ F̂ Ȳ + ĜewW. (2.35)

The main advantage of such a frequency-domain implementation is the fact
that the computation in (2.31), which is the most computationally demanding
in the time-domain implementation, is now replaced by the computationally
cheap step (2.33). Indeed, in (2.33) only the product of the Fourier coefficients
U (W ) and the frequency response function Gyu (Gyw) need to be calculated,
see (2.5). However, frequency-domain implementation of the nonlinear operator
F̂ becomes prohibitive. For a general nonlinearity φ(y, w(t), θ), it is impossible
to find an analytic expression for the implementation of F̂ . Therefore, it is
suggested to firstly transform the Fourier coefficients Yk to the periodic function
yk(t) in the time domain using the inverse Fourier transform, compute uk+1(t) =
−φ(yk(t), w(t), θ) in the time domain, and then apply the Fourier transform to
transform uk+1(t) into Uk+1. Since the calculations are carried out iteratively
in the time- and frequency domain we will refer to this algorithm as the Mixed-
Time-Frequency (MTF) algorithm. Numerical implementation of this algorithm
can be done very efficiently using Fast Fourier Transform algorithms [20].

Practical implementation of the MTF algorithm will require truncations of
Uk+1 and W : due to the nonlinear operator F̂ , the number of nonzero entries in
Uk+1 will, in general, be infinite. Moreover, the spectrumW of the periodic input
w(t) can have an infinite number of nonzero entries. So, we need to truncate Uk+1

and W at each step. Another argument for truncation stems from using Fast
Fourier Transforms. In practice, applying a Fast Fourier Transform operation,
will always imply a truncation of Uk+1. Thus the MTF algorithm becomes

Uk+1 = (F̂Yk)N (2.36)

Yk+1 = ĜyuUk+1 + Ĝyw(W )N , (2.37)

where (·)N denotes a truncation operation:

(U)N [m] =

{
U [m], for |m| ≤ N
0, for |m| > N,

(2.38)

and N > 0 is a truncation parameter. In general, introduction of truncation in
such an iterative algorithm can cause large errors in the limit solution and even
prevent the convergence of the algorithm. However, in the next theorem we prove
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that, in fact, under the conditions of Theorem 2.1, the iterative sequence (2.36),
(2.37) will converge for any value of the truncation parameter N . Moreover, we
obtain an estimate on the accuracy of the algorithm with truncation.

Theorem 2.3. Under the conditions of Theorem 2.1, for any N > 0 there is
a unique limit Ȳ N for the sequence Yk, k = 1, 2, . . ., resulting from the iterative
process with truncation (2.36), (2.37). Moreover,

∥Ȳ − Ȳ N∥l2 ≤
{
sup|m|>N |Gyu(imω)|γyw

K∥W∥l2

1−γyuK

+ γyw∥(W )resN ∥l2
}

1
1−γyuK

, (2.39)

where γyw := supm∈Z |Gyw(imω)| and (W )resN := W − (W )N .

Proof. Notice that, as follows from (2.5), for any U ∈ l2 it holds that Ĝyu(U)N =

(Ĝyu)NU , where (Ĝyu)N : l2 → l2 is a linear operator defined as

(Ĝyu)NU [m] =

{
Gyu(imω)U [m], for |m| ≤ N
0, for |m| > N.

(2.40)

Hence, instead of (2.36), (2.37) one can consider the equivalent iterative process

Uk+1 = F̂Yk (2.41)

Yk+1 = (Ĝyu)NUk+1 + Ĝyw(W )N , (2.42)

which is of a similar form as (2.32), (2.33). So, in order to prove its convergence
we only need to show that (Ĝyu)N ◦ F̂ is a contraction mapping from l2 to l2.

It is straightforward to verify that

∥(Ĝyu)NU∥l2 ≤ sup
|m|≤N

|Gyu(imω)|∥U∥l2 . (2.43)

Taking into account (2.17), we obtain ∥(Ĝyu)NU∥l2 ≤ γyu∥U∥l2 . From this fact

and from the linearity of (Ĝyu)N we conclude that for any U1, U2 ∈ l2 it holds
that

∥(Ĝyu)NU1 − (Ĝyu)NU2∥l2 ≤ γyu∥U1 − U2∥l2 . (2.44)

Using Parseval’s equality (2.3) and (2.28) we conclude that

∥F̂Y1 − F̂Y2∥l2 ≤ K∥Y1 − Y2∥l2 , (2.45)

for any Y1, Y2 ∈ l2. In the same way as in (2.29), inequalities (2.44) and (2.45)
imply

∥(Ĝyu)N ◦ F̂Y1 − (Ĝyu)N ◦ F̂Y2∥l2 ≤ γyuK∥Y1 − Y2∥l2 . (2.46)
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Since γyuK < 1 (see condition A3 in Theorem 2.1), the operator (Ĝyu)N ◦ F̂ is a
contraction. By the Banach fixed point theorem, there exists a unique Ȳ N ∈ l2
satisfying

Ȳ N = (Ĝyu)N ◦ F̂ Ȳ N + Ĝyw(W )N , (2.47)

and this solution Ȳ N can be found as a limit of the iterative sequence (2.41),
(2.42) or, equivalently, of the sequence (2.36), (2.37).

It remains to show that the error bound in (2.39) holds. From (2.34) and
(2.47), we conclude that

∥Ȳ − Ȳ N∥l2 = ∥Ĝyu ◦ F̂ Ȳ + ĜywW

−((Ĝyu)N ◦ F̂ Ȳ N + Ĝyw(W )N )∥l2
≤ ∥(Ĝyu)N ◦ F̂ Ȳ − (Ĝyu)N ◦ F̂ Ȳ N∥l2

+∥(Ĝyu)
res
N ◦ F̂ Ȳ ∥l2 + ∥ĜywW

res
N ∥l2 , (2.48)

where (Ĝyu)
res
N := Ĝyu − (Ĝyu)N and (W )resN = W − (W )N . Taking into account

(2.46), we obtain

∥Ȳ − Ȳ N∥l2 ≤ γyuK∥Ȳ − Ȳ N∥l2 + ∥(Ĝyu)
res
N ◦ F̂ Ȳ ∥l2

+∥Ĝyw(W )resN ∥l2 . (2.49)

Since γyuK < 1, it follows that

∥Ȳ − Ȳ N∥l2 ≤ 1

1− γyuK

(
∥(Ĝyu)

res
N ◦ F̂ Ȳ ∥l2

+ ∥Ĝyw(W )resN ∥l2
)
. (2.50)

Notice that (Ĝyu)
res
N is defined as

(Ĝyu)
res
N U [m] =

{
0, for |m| ≤ N
Gyu(imω)U [m], for |m| > N.

(2.51)

Hence it can be easily verified that

∥(Ĝyu)
res
N U∥l2 ≤ sup

|m|>N

|Gyu(imω)|∥U∥l2 . (2.52)

Since F̂ is Lipschitz with the Lipschitz constant K and F̂0 = 0 (this follows
from the condition that φ(0, w, θ) = 0 ∀θ ∈ Θ, w ∈ Rm, see Section 2.2.1), we
obtain

∥F̂ Ȳ ∥l2 ≤ K∥Ȳ ∥l2 . (2.53)

Next, let us determine a bound on ∥Ȳ ∥l2 . Due to Parseval’s equality ∥Ȳ ∥l2 =
∥ȳ∥L2

, so we can estimate ∥ȳ∥L2
instead. Since ȳ satisfies (2.25), using the

triangular inequality, it holds that

∥ȳ∥L2 ≤ ∥Gyu ◦ F ȳ∥L2 + ∥Gyww∥L2 . (2.54)
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Applying inequality (2.29) for y1 = ȳ and y2 = 0 and expressing ∥ȳ∥L2 , from
(2.54) we obtain

∥ȳ∥L2 ≤ 1

1− γyuK
∥Gyww∥L2 . (2.55)

Finally, application of inequality (2.7) gives

∥ȳ∥L2
≤ 1

1− γyuK
γyw∥w∥L2

. (2.56)

Uniting (2.50), (2.52), (2.53), and (2.56) with the Parseval’s equality (2.3) we
obtain (2.39). �

Remark 2.1. Using the Parseval’s equality (2.3), in the time domain the accuracy
estimate (2.39) takes the form

∥ȳ − ȳN∥L2 ≤

{
sup

|m|>N

|Gyu(imω)|γyw
K∥w∥L2

1− γyuK
+ γyw∥w − wN∥L2

}
1

1− γyuK
.

(2.57)
▹

Note that the algorithm converges for any initial guess for the steady-state
output solution and hence no a priori knowledge is needed on the steady-state so-
lution. Moreover, note that the algorithm can be made as accurate as we desire.
From (2.57) we see that for a given input function w(t) and a given tolerance
ε > 0 one can always choose the truncation parameter N such that ∥ȳ− ȳN∥L2

≤
ε. Namely, the transfer function Gyu(s) is strictly proper (see (2.8)-(2.9)) such
that one can always choose N sufficiently large to reduce sup|m|>N |Gyu(imω)|
to a desired level. Moreover, we can arbitrarily closely approximate a periodic
signal w ∈ L2(T ) by again choosing N sufficiently large, such that ∥w − wN∥L2

is sufficiently small (this follows from the Riesz-Fischer theorem, see for exam-
ple [15]).

For a certain choice of N , at each step we only need to store complex-valued
2N+1-dimensional vectors (for frequencies ranging from−Nω, up toNω). More-
over, if the transfer function Gyu(s) has good filtering properties and the spec-
trum W of w(t) has good roll-off for high frequencies, the number N characteriz-
ing the dimension of these vectors can be chosen rather small without significant
deterioration of the algorithm accuracy. This is definitely a benefit for numerical
implementation of this algorithm since a smaller N implies a smaller number of
operations at each iteration of the algorithm, which makes the algorithm faster.

2.3.2 Numerical implementation of the MTF algorithm

For a numerical implementation of the algorithm (2.36), (2.37), we assume that
the truncation parameter N is chosen in accordance with (2.39) to guarantee
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a desired accuracy of the algorithm. We choose a number M = 2b for some
positive integer b and satisfying M ≥ 2N , which we will use in the direct and
inverse Fast Fourier Transform. In addition to this we will introduce a parameter
ϵreltol > 0 for stopping the iterative process (2.36), (2.37) if, for example,

ϵY :=
∥Yk − Yk−1∥l2

∥Yk−1∥l2
< ϵreltol. (2.58)

The iterative computation of the periodic response can be summarized by the
following algorithmic steps, see Fig. 2.1:

1. Set iteration index k = 0, ϵY > ϵreltol;

2. Compute the Fourier coefficients (W )N [m] of w(t) using the Fast Fourier
Transform (FFT);

3. Choose any initial guess Y0[m] for the first N Fourier coefficients of ȳ(t).

4. Set Y ext
0 [m] = Y0[m] for |m| ≤ N and Y ext

0 [m] = 0 for N < |m| ≤ M/2;

5. Compute the time signal y0(t) corresponding to Y ext
0 [m] using the Inverse

Fast Fourier Transform (IFFT);

6. while ϵY > ϵreltol,

(a) Evaluate the nonlinearity in the time domain:

uk+1(t) = −φ(yk(t), w(t), θ); (2.59)

(b) Compute the Fourier coefficients Uext
k+1[m] of uk+1(t) using the Fast

Fourier Transform (FFT);

(c) Set Uk+1[m] = Uext
k+1 for |m| ≤ N ;

(d) Evaluate the linear dynamics in the frequency domain:

Yk+1[m] = Gyu(imω)Uk+1[m] +Gyw(imω)W [m], (2.60)

for |m| ≤ N ;

(e) Set Y ext
k+1[m] = Yk+1[m] for |m| ≤ N and Y ext

k+1[m] = 0 for N < |m| ≤
M/2;

(f) Compute the time signal yk+1(t) corresponding to Y ext
k+1[m] using the

Inverse Fast Fourier Transform (IFFT);

(g) Check termination criterion, for example (2.58). If satisfied, termi-
nate algorithm, otherwise go back so step 6.(a);

(h) set k = k + 1.
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Yk+1[m] = Gyu(imω)Uk+1[m]
U [m]

Y [m]
W [m]

u = −ϕ(y, w(t), θ)

Nonlinearity

Linear Dynamics

FFT IFFT

y(t)

u(t)

Frequency domain

Time domain

+Gyw(imω)W [m]

w(t)

Fig. 2.1. Mixed-Time-Frequency algorithm to compute the steady-state
solutions.

7. Calculate the steady-state performance output

Ē = Geu(imω)Uk[m] +Gew(imω)W [m]. (2.61)

Note that the computation of the steady-state performance output Ē only
has to be carried out once at the end, after convergence of the algorithm.

We approximate the direct and inverse Fourier transforms for continuous
signals by discrete Fourier transform for sampled signals. The inaccuracy intro-
duced by this approximation is not accounted for in the analysis in this section,
but it can be reduced by increasing the parameter M .

The direct and inverse discrete Fourier transforms can be computed very
efficiently using Fast Fourier Transform (FFT) algorithms (in which the compu-
tational time scales with the amount of FFT-points N used in the algorithm),
while (2.60) requires only a relatively small number of summations and multi-
plications. This makes the algorithm very efficient from a computational point
of view as we will illustrate in a realistic engineering application in the next
section.

2.4 Variable-gain control of wafer stages

In this section, we will use the theory presented in the previous sections to op-
timize the performance of a variable-gain controller for a benchmark system,
namely the motion control of the z-direction of a short-stroke wafer stage of a
wafer scanner, see Fig. 2.2, which is disturbed by force disturbances. Wafer
scanners are used to produce integrated circuits (IC’s). Light, emitted by a
laser, falls on a reticle, which contains an image. This image is projected onto
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light / beam

wafer stagez

reticle stage

lens

Fig. 2.2. The z-direction of the wafer stage will be controlled by a
variable-gain controller.

a wafer by passing through a lens. Due to this illumination, in combination
with a photo-resist, a chemical reaction takes place which results in an image
on the wafer, the IC’s. This process requires positioning of the wafer stage in
three degrees of freedom (x, y and z) with nm-accuracy. High-bandwidth lin-
ear controllers are used to achieve this. Due to the waterbed-effect [38, 122],
low-frequency performance improvement (i.e. a higher bandwidth) goes hand in
hand with high-frequency performance deterioration. Variable-gain control can
be used to balance this trade-off in a more desirable manner [56, 57]. However,
it is a challenging problem to tune the variable-gain controller parameters to op-
timize performance. In this section, we will apply the model-based performance
optimization to tune the variable-gain controller parameters in order to optimize
the closed-loop performance. Exploiting the particular knowledge we have on
the disturbances, we compute the steady-state solutions and their sensitivities in
a numerically efficient way, using the algorithm developed in Section 2.3. Sub-
sequent application of a gradient-based Quasi-Newton optimization algorithm
lead us to an optimal choice of the controller parameters.

2.4.1 Variable-gain control of linear motion systems

Consider Fig. 2.3 which shows a closed-loop variable-gain control structure with
plant P (s), nominal linear controller C(s), force disturbance w, filter F (s), and
variable-gain element φ∗(y). The performance output is the positioning error
e, which is also the signal y = e that is used in the nonlinearity φ∗(y). The
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ϕ∗(·) F (s)

C(s) P (s)
−

w

y = e

−u∗

Variable gain control part

Fig. 2.3. Closed loop variable-gain control scheme.

−δ

δ

α

y

ϕ(y)
ϕ∗(y)

α/2

Fig. 2.4. Nonlinearity φ∗(y) discriminating between small errors and
large errors and the transformed nonlinearity φ(y).

nonlinearity φ∗(y) is based on a smooth variant of a dead-zone characteristic:

φ∗(y) = αy − δα tanh (y/δ) , (2.62)

where α is the additional gain and δ is the dead-zone length (θ = [α, δ]T ). Note
that the nonlinearity satisfies 0 ≤ ∂φ/∂y ≤ α ∀y ∈ R, see Fig. 2.4. The par-
ticular choice for the variable-gain element φ∗(y) is key to our control design.
For motion systems, errors induced by low-frequency disturbances are generally
larger in amplitude than those induced by high-frequency disturbances. There-
fore, if the error signal exceeds some pre-defined dead-zone level δ, an additional
controller gain α is induced, yielding superior low-frequency disturbance sup-
pression. If, however, the error signal does not exceed δ, only small additional
gain is induced to avoid deterioration of the sensitivity to high-frequency dis-
turbances. Parameters α and δ are the parameters that have to be tuned for
performance.

Due to the choice of the variable-gain controller structure, see Fig. 2.3, the
closed-loop system inherently falls into the class of Lur’e type systems, described
by (2.8)-(2.11), where y = e ∈ R is the error (and performance output), w(t) is a
bounded scalar piecewise-continuous force disturbance, and the nonlinearity φ∗

satisfying 0 ≤ ∂φ∗/∂y ≤ α is given by (2.62), see Fig. 2.4. Equivalently, we can
loop-transform (see [83]) the dynamics such that the transformed nonlinearity
φ = φ∗−αy/2 satisfies the symmetrical bound |∂φ/∂y| ≤ α/2, see Fig. 2.4. The
transfer functions Gyu(s) = C(sI − A)−1B between u = −φ(y, θ) and output
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y, and the transfer Gyw(s) = C(sI −A)−1Bw between force disturbance w and
output y are given in terms of the plant P (s), controller C(s), and filter F (s) by
Gyw(s) = −P (s)/(1 + P (s)C(s)(1 + α

2F (s))) and Gyu(s) = −C(s)F (s)Gyw(s),
respectively. Because the performance output y = e, it holds that Geu = Gyu

and Gew = Gyw. Note that we can perform a similar loop-transformation for the
sensitivity system (2.21)-(2.24). The transfer functions GλiUi(s) = GµiUi(s) =
GλiWi(s) = GµiWi(s) = Gyu(s).

A typical performance objective J for a motion system is the minimization
of the squared steady-state error in a certain important time window [ts, te]:

J(ē(·, θ)) = 1

te − ts

te∫
ts

ē(t, θ)2dt, (2.63)

where ts and te are the starting time and ending time of the time interval,
respectively. If (2.63) is used, the gradients ∂J/∂θi are given by

∂J

∂θi
=

2

te − ts

te∫
ts

ē(t, θ)
∂ē

∂θi
dt. (2.64)

2.4.2 Model specification and disturbance modeling of the
wafer stage

The plant dynamics is modeled by the transfer function

P (s) =
m1s

2 + bs+ k

s2(m1m2s2 + b(m1 +m2)s+ k(m1 +m2))
, (2.65)

s ∈ C, where the following numerical values are used for the plant model [56]:
m1 = 5 kg, m2 = 17.5 kg, k = 7.5 · 107 N/m, b = 90 Ns/m. The nominal
low-gain (α = 0) controller C(s) = CPID(s)Clp(s)Cn(s) consists of a PID con-
troller CPID(s), a second-order low-pass filter Clp(s) and a notch filter Cn(s) to
suppress the plant resonance. The filters are given by: CPID(s) = (kp(s

2+(ωi+
ωd)s+ωiωd))/(ωds), where kp = 6.9 ·106 N/m is a loop gain, ωd = 3.8 ·102 rad/s
is the cutoff frequency of the differential action, and ωi = 3.14 · 102 rad/s is the
cutoff frequency of the integral action; Clp(s) = ω2

lp/(s
2+2βlpωlps+ω2

lp), where

ωlp = 3.04 · 103 rad/s is the cutoff frequency of the low-pass filter, βlp = 0.08 is
the dimensionless damping coefficient; Cn(s) = (ωp/ωz)

2(s2+2βzωzs+ω2
z)/(s

2+
2βpωps + ω2

p), where ωp = 5.03 · 103 rad/s is the frequency of the poles of the
notch with damping βp = 0.88, and ωz = 4.39 · 103 rad/s is the frequency of the
zeros of the notch with damping βz = 2.7 · 10−3. The loop-shaping filter F (s) is
given by F (s) = (ωp,F /ωz,F )

2(s2+2βz,Fωz,F s+ω2
z,F )/(s

2+2βp,Fωp,F s+ω2
p,F ),

with ωp,F = ωz,F = 2000 rad/s, βp,F = 4.8, and βz,F = 0.6. Note that these
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filters, together with a certain value for α, define the transfer functions Gyu and
Gyw. We aim to optimize the design of the additional gain α and dead-zone
length δ of the variable-gain controller element φ(y), see Fig. 2.4, in the next
section.

The z-direction of the wafer stage should be kept in focus, therefore we need
to track a zero-reference signal. Force-disturbances w(t) are a dominant source
of disturbances for the z-direction of the wafer stage. These force disturbances
can be considered to have two main contributions uFFz(t) and up(t), such that

w(t) = uFFz(t) + up(t), (2.66)

where uFFz(t) is a mainly low-frequency contribution (below the bandwidth),
and up(t) is a high-frequency contribution (above the bandwidth).

Low-frequency force disturbance uFFz. Because the wafer stage is undergoing
large accelerations in the horizontal x- and y-direction (around 28.5 m/s2), the
feed-forward forces acting in the horizontal plane to realize such set-points affect
on the z-direction due to unavoidable mechanical cross-talk. Based on a 3rd-
order polynomial reference signal xd(t) in the x-direction, the force-disturbance
uFFz in the z-direction is modeled in the following way: the reference trajectory
xd is filtered by a feed-forward filter FFx(s) which transforms the position xd

to a feed-forward force uFFx in the x-direction, and a static cross-talk factor γct
is used (γct = 4.5 · 10−2, based on experimental data) to link the feed-forward
force uFFx in x-direction to the force disturbance uFFz in z-direction. The
filter FFx(s) is given as a 2nd-order high-pass filter FFx(s) = (ω2

hps
2)/(s2 +

2βhpωhps+ω2
hp), where ωhp = 400π rad/s, and βhp = 0.5. All IC’s contained on

a wafer are illuminated in the same way, over a scanning length L with scanning
velocity V . This leads to periodic motion profiles that need to be carried out
by the wafer stage in the horizontal plane. The T -periodic 3rd-order reference
signal xd(t) is parameterized corresponding to values for maximum jerk and
acceleration used in practice: jmax = 3000 m/s3, and amax = 28.35 m/s2. The
set-point xd(t), see Fig. 2.5, is fully determined by the following two variables:

• V , the scanning velocity during the constant velocity part t3 ≤ t ≤ t4;

• L, the scanning length during the scanning part.

Typical ranges for these parameters are V ∈ [0.3, 0.6] m/s and L ∈ [20 ·10−3, 40 ·
10−3] m. The scanning takes place during the constant velocity part t3 ≤ t ≤ t4,
but not this entire time interval is used for scanning. A certain time Twin

is used to open the entire ‘diaphragm’ for exposure of the wafer (Twin/2 at
the beginning and Twin/2 at the end of constant velocity part), and a certain
settling time Tset is allowed for the wafer stage to settle after the acceleration
phase. The rest of the time Tscan is used for scanning; therefore, the time span
t4 − t3 = Twin + Tset + Tscan (see Fig. 2.5), where Tscan = L/V depends on the
scanning length L and scanning velocity V , Tset = 2 · 10−3 s, and the time Twin



2.4 Variable-gain control of wafer stages 37

needed to open the ‘diaphragm’ depends on the scanning velocity V , namely
Twin = ∆Lwin/V , where ∆Lwin = 5.5 · 10−3 m, in agreement with machine
parameters used in practice. Note that the scanning is repeated such that the
force disturbance uFFz is periodic with period time T , and this time T depends
on the chosen scanning length L and scanning velocity V .

High-frequency force disturbance up. The sources of the high-frequency noise-
disturbance are amplifier noise, and possibly other high-frequency disturbances
such as e.g. perturbations stemming from the immersion process taking place on
the wafer stage. In the immersion process, water is used to avoid the transition
from lens to air which otherwise disturbs the illumination process. Continuously,
water and air is supplied and removed, which causes the force-disturbances.
Although a possibly noisy perturbation signal stemming from either of the above
sources is in general not periodic, we can very well approximate it as being
periodic with period time T of uFFz. Note that this assumption can be justified if
the noisy disturbances are of a significantly higher frequency than the frequency
1/T of the signal uFFz(t). This is indeed the case in practice and more numerical
specifics will be given later. Moreover, it is well worth adopting such a modeling
of the high-frequency noise because it allows for an explicit quantification of the
steady-state performance. We model the high-frequency noise as a sum of Np

sinusoidal signals of constant amplitude Ap, frequencies ωp,j and random phase
angles ϕp,j such that

up =

Np∑
j=1

Ap sin(ωp,jt+ ϕp,j), (2.67)

where Np = 50, and Ap = 0.12 N, based on experiments, and the phase ϕp,j ∈
[0, 2π] is chosen randomly. Note that different values for ϕp,j lead to different
realizations of the high-frequency noise up. The Np frequencies in the signal are
chosen as multiples of 1/T (≈ 10 Hz) such that the total force disturbance w(t)
is a periodic signal with period time T . We define a vector of evenly distributed
frequencies ω̃p,j in the range 2π[200, 400] rad/s, based on experiments, with

corresponding period times T̃j = 2π/ω̃p,j . Subsequently, the noise frequencies

ωp,j are chosen as ωp,j = floor(T/T̃j)/T , where the operation floor(T/T̃j) is

defined as the largest integer smaller or equal to T/T̃j . This assures that the
frequencies 1/(2πωp,j) are multiples of the frequency 1/T of uFFz. Note that for
increasing ω̃p,j , the relative mismatch (ωp,j − ω̃p,j)/ω̃p,j becomes smaller, which
motivates our choice for modeling the high-frequency noise as being periodic on
the long time scale of the set-point.
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Fig. 2.5. Weighting interval for the performance objective Jtot.

2.4.3 Performance optimization of the variable-gain con-
trolled wafer stage

We aim to tune the dead-zone length δ and additional gain α of the variable-
gain controller (so θ = [α, δ]T ) in order to optimize the performance (related
to the error e = y, the performance output) for a whole range of disturbance
situations, corresponding to different scanning lengths L, scanning velocities V ,
and high frequency noise realizations up. We do this because we aim at optimized
performance for a wafer scanner that has to manufacture a wide range of different
wafers corresponding to a wide range of set-points. Therefore, we want to use our
efficient Mixed-Time-Frequency algorithm, discussed in Section 2.3, to compute
the steady-state error signals ē and steady-state sensitivities ∂ē/∂α and ∂ē/∂δ.
The following performance objective is used

Jtot = c

nL∑
jL=1

nV∑
jV =1

np∑
jp=1

J(ē(t, α, δ, LjL , VjV , up,jp)), (2.68)

with c = 1/nLnV np. Here, we use the squared steady-state error performance
objective J defined in (2.63), nL = 10 is the number of scanning lengths con-
sidered, evenly distributed such that LjL ∈ [20 · 10−3, 40 · 10−3] m, nV = 10
is the number of scanning velocities considered, evenly distributed such that
VjV ∈ [0.3, 0.6] m/s, and np = 20 is the number of realizations of up consid-
ered, leading to different realizations of the phase ϕp,j of the high-frequency
disturbance up, see (2.67) (the random numbers are chosen from a uniform dis-
tribution). The time interval ts ≤ t ≤ te in (2.63) is indicated in Fig. 2.5, and
is located around the time instance where scanning starts, and hence represents
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a key performance window in practice [56].

Note that we consider a finite set of disturbances for which we evaluate the
performance. This set is representative for the range of tasks that are performed
by the wafer scanner, allowing us to draw conclusions, in a practical sense, about
the systems’ performance.

We choose to optimize the variable-gain controller in the range α ∈ [α, α] =
[0, 3], and δ ∈ [δ, δ] = [1 · 10−10, 1 · 10−4], which defines Θ. For these values, the
conditions of Theorems 2.1 and 2.2 are all satisfied: we can verify that matrix
A (or equivalently, the transfer function Gyu(s)) is Hurwitz ∀θ ∈ Θ, such that
condition A1 of Theorem 2.1 is satisfied. The nonlinearity φ(y, α, δ) satisfies
|∂φ/∂y| ≤ α/2, see Fig. 2.4. Moreover, φ(0, α, δ) = 0 ∀α, δ, such that condition
A2 of Theorem 2.1 holds. Condition A3 is satisfied for all α ∈ [0, 3] (K = α/2 in
(2.17)) as can be concluded from the limiting case α = 3 shown in Fig. 2.6 (note
that this figure shows the reason why the loop-shaping filter F (s) is included).
Because φ(y, α, δ) is C1 in the parameters, the conditions in Theorem 2.2 are
satisfied. Thus, all conditions of Theorems 2.1 and 2.2 are satisfied such that the
original system (2.8)-(2.11) and the sensitivity system (2.21)-(2.24) both exhibit
unique bounded globally exponentially stable T -periodic steady-state solutions.
Now ē and ∂ē/∂θ can be efficiently computed using the Mixed-Time-Frequency
(MTF) algorithm presented in Section 2.3 (recall that the algorithm always
converges to the unique steady-state solution for any initial guess).

The MTF algorithm has been implemented in Matlab [137] and we use the
following parameter values for our calculations: the number of points used to
describe the response equals M = 2N = 213 = 8192, the tolerance criterium
(2.58) is used with ϵreltol = 1 ·10−8, which together guarantee sufficient accuracy
of the calculated responses. Furthermore, the model, controllers, nonlinearity,
and disturbances as discussed in Section 2.4.2 are used. The steady-state error
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signals ē (defining the performance objective Jtot in (2.68)) and steady-state
sensitivities ∂ē/∂α and ∂ē/∂δ (defining ∂Jtot/∂α and ∂Jtot/∂δ) are supplied to
a gradient-based Quasi-Newton optimization algorithm to minimize the perfor-
mance objective Jtot given by (2.68). The Quasi-Newton optimization routine is
a second-order optimization routine which uses subsequent gradient information
to build up curvature information on the Hessian using a BFGS update [109].
As an initial guess we choose α = 0.4, and δ = 5 · 10−8 m. The optimization
converged in 15 iterations to the optimal variable-gain controller with α = 3.000,
δ = 2.405 · 10−8 m, and Jtot = 4.857 · 10−16 m2, see Fig. 2.7. In this figure, for
validation, the iteration history of the 2nd-order optimization is plotted together
with the performance objective Jtot for a grid of values of α and δ. For α = 0, we
see a straight line of the performance objective Jtot; the setting (α, δ) = (0, δ),
for arbitrary δ, corresponds to the low-gain control setting, because no addi-
tional gain is applied. Finally, for δ > 1 · 10−6 the objective function J hardly
changes anymore. This is due to the fact that in such a case the complete error
stays within the dead-zone length δ. Therefore, hardly any additional gain is
applied, such that for large δ the response will equal the response of a low-gain
controller setting. The optimal variable-gain controller outperforms its linear
control limits (i.e. low-gain (δ = 0) and high-gain (δ > 1 · 10−6, α = 3) con-
troller) by approximately 25% in terms of the performance objective Jtot, which
is a very significant performance increase for this type of application in which
nm-accuracy is required.

To emphasize the computational efficiency of the algorithm, note that if for-
ward integration is used to compute a single steady-state response with similar
accuracy, this takes approximately 20 seconds (on an Intel Core 2 Duo, 3 GHz
processor). Opposed to a computational time of 0.1 s for a single steady-state
response using the Mixed-Time-Frequency algorithm, this is a factor 200 differ-
ence in computational time. Note that each combination of α and δ requires
the calculation of nLnV np = 10 · 10 · 20 = 2, 000 steady-state solutions. The
calculation of a single point out of 900 points in Fig. 2.7 therefore roughly takes
2, 000 · 0.1 s ≈ 3.3 minutes using our novel approach, while it would, hence, take
3.3 min · 200 ≈ 11 hours using forward integration. Computing Jtot for all 900
points and then choosing optimal α and δ would take more than a year of com-
putation time using forward integration. The same (brute force) optimization
method, but based on the MTF algorithm for computing steady-state solutions
reduces this time to approximately 3.3 min · 900 ≈ 50 hours. Furthermore, if
instead we apply the developed gradient-based algorithm, it takes only 2 hours
of computational time to arrive at the optimal δ and α. This comparison clearly
demonstrates the benefits of the developed method.
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Fig. 2.7. Quasi-Newton optimization of the performance objective Jtot
with the optimization surface for validation.

2.5 Conclusions

In this chapter, we have developed a method for the steady-state performance
optimization for nonlinear control systems of Lur’e type. Accurate and efficient
calculation of steady-state responses of periodically excited Lur’e systems using
the Mixed-Time-Frequency algorithm has led to an efficient and non-conservative
performance assessment of the nonlinear control system. Moreover, a gradient-
based optimization strategy has been presented which can be used to tune sys-
tem parameters of the nonlinear system to optimize the closed-loop performance.
Remarkably, the same Mixed-Time-Frequency algorithm can be used for calcu-
lating the necessary gradients, by which an accurate and efficient performance
optimization strategy is obtained. The results are applied to a variable-gain
controlled motion stage of a wafer scanner.





Chapter 3

Performance optimization of
piecewise affine variable-gain
controllers for linear motion

systems

Abstract – To circumvent performance-limiting trade-offs encountered in the control of

linear motion systems, we introduce a method for designing performance-optimal piecewise

affine variable-gain feedback controllers. Variable-gain controllers are known to improve upon

the performance trade-off between low-frequency tracking on the one hand and sensitivity to

high-frequency disturbances on the other hand. However, the performance-based tuning of such

variable-gain controllers is far from trivial. In this chapter, we consider a class of variable-

gain controllers comprising a loop-shaped linear controller and a generic add-on piecewise

affine variable-gain element. This structure warrants both an intuitive design procedure of the

linear part of the control design and a high level of versatility in the design of the nonlinear

control part. The add-on piecewise affine control structure introduced in this chapter allows

for synthesizing the shape of the variable-gain controller by means of either a full model-based

optimization approach of a certain L2 performance indicator or by extending this approach

with data-based elements. As a result, the controller design can be tuned for the disturbance

situation at hand while optimizing performance. To illustrate the effectiveness of the approach,

the proposed performance-based controller synthesis strategy is demonstrated on an industrial

wafer scanner.

This chapter is based on [71]
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3.1 Introduction

The control of industrial motion systems is mostly done using linear controllers
of the proportional-integral-derivative (PID) type [4], [12]. However, it is well-
known that many linear control loops suffer from certain inherent performance
trade-offs such as the waterbed effect [122], [38]: an increase of low-frequency
(below the bandwidth) disturbance suppression automatically yields an increase
of noise amplification at high frequencies (above the bandwidth). Given this
conflicting trade-off, linear motion controllers are designed (often by frequency-
domain loop shaping [129]) to balance between low-frequency tracking and sen-
sitivity to high-frequency disturbances, resulting in a sub-optimal controller de-
sign.

To balance this trade-off in a more desirable manner, it has been shown that
variable-gain control (also called N-PID control) can be effective [9,56,61,94,130,
141,149]. In these references, it has been shown that the variable-gain controllers
have the capability of outperforming linear controllers. This might seem contra-
dictory to the well-known result that for a linear plant, in an H∞-framework,
see [84], a linear controller is optimal and cannot be outperformed by nonlinear
or time-varying controllers. However, this result relies on linearity and time-
invariance of the plant, the disturbance characterization and the performance
specification. In many industrial (motion control) applications, non-stationary
disturbances are present and time-varying (and other than L2) performance spec-
ifications are relevant. In these situations, nonlinear or time-varying controllers
may yield superior performance over linear controllers.

In [56], [141], the underlying linear controller part of a variable-gain con-
troller can be designed based on well-known performance-based loop-shaping
arguments, and stability of the nonlinear closed-loop system can be guaranteed
by frequency-domain evaluation through the circle criterion [56], [147]. Perfor-
mance of the closed-loop system, however, very much depends on the design of
the add-on variable-gain control part, which, in turn, is far from trivial. Typi-
cally, the design of this variable-gain control part is based on heuristic rules and
depends on the specific application and (often unknown) disturbances at hand.
Moreover, the type of nonlinearity is typically chosen a priori, e.g. a dead-zone
characteristic [56], [141] or a saturation characteristic.

This chapter explicitly deals with the performance-based design of the variable-
gain nonlinearity. This problem has, to a certain extent, also been addressed
in [53], where a more constructive tuning method has been used to tune the
parameters of an a priori fixed dead-zone characteristic. However, an a priori
selection of a fixed nonlinear structure, e.g. based on a dead-zone characteristic,
is not likely to induce the best time-domain performance in general as an ideal
structure largely relates to the disturbance situation at hand.

In this chapter, we develop a synthesis approach for a more general class
of piecewise affine variable-gain controllers, as opposed to the tuning procedure
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for a particular variable-gain controller in [53]. This means that the controller
design and tuning tailors the shape of the variable-gain element to the particular
disturbance situation at hand. By increasing the number of segments of the
piecewise affine structure, arbitrarily shaped characteristics can be constructed,
thereby ensuring a high level of versatility of the performance-based nonlinear
control design.

Using an L2 performance criterion related to the tracking error, an itera-
tive gradient-based quasi-Newton optimization scheme [109] is used for optimal
performance-based controller synthesis. Two different approaches are presented
in the synthesis of the piecewise affine variable-gain controllers: 1) a purely
model-based approach, and 2) a data-based approach, both of which will be
studied and compared in this chapter. First, we present a computationally effi-
cient model-based approach to synthesize the controllers, which is beneficial in
a design-phase where no machine hardware is available yet, in situations where
performing many experiments on a machine becomes prohibitive, or when per-
forming (large-scale) parameter studies of the closed-loop system. Second, a
data-based approach will be presented, which is especially suitable for situations
where machine measurements are available and when accurate modeling of the
disturbances acting on the system is challenging if not impossible. This chapter
extends the preliminary results in [70] and [51] by 1) comparing the model-
based optimization approach and the data-based approach and applying both to
an experimental motion control system and 2) applying the data-based piecewise
affine variable-gain controller synthesis approach to an industrial wafer scanner.

The efficiency of the proposed model-based optimization approach stems from
the computationally efficient Mixed-Time-Frequency algorithm [111], see Chap-
ter 2, which can be used to compute the steady-state response of the closed-loop
system with a piecewise affine variable-gain controller. Typically, the computa-
tion of this steady-state response can be performed orders of magnitude faster
than with regular forward integration of the closed-loop model. This makes the
model-based method especially suitable for large-scale parameter studies, which
generally require extensive simulations, or in a design-phase where no machine
hardware is available yet.

The data-based method will adopt the iterative approach from [53], where
measured closed-loop error-signals are used in combination with model knowl-
edge in order to compute the gradients of the closed-loop error signals with
respect to the variable-gain controller parameters, using a single experiment.
The model knowledge, employed in this approach, consists of a controller model
(which is exactly known) and a plant model of the system. A plant model
is obtained by frequency response measurements. The effects of (unknown)
machine-specific disturbances and perturbations are accounted for by the mea-
sured closed-loop error signals.

This chapter has two main contributions. Firstly, two piecewise affine variable-
gain controller synthesis methods are applied to and compared on an experimen-
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tal motion system: an efficient model-based approach and a data-based machine-
in-the-loop approach, which both allow for performance-optimal tuning of the
nonlinear controller. This is achieved without making an a priori heuristic choice
for the type of nonlinearity, allowing for the synthesis of controllers tailored to
the disturbance situation at hand. Additionally, the data-based approach is used
to synthesize a performance-optimal piecewise affine variable-gain controller on
an industrial wafer scanner.

The remainder of the chapter is organized as follows. In Section 3.2, we in-
troduce the piecewise affine variable-gain control strategy and present conditions
for guaranteed closed loop stability. These stability conditions will be used as
constraints in the subsequent performance optimization. The model-based and
data-based controller synthesis approach, will be presented in Section 3.3. The
effectiveness of the two controller approaches will be assessed on an experimen-
tal motion control setup in Section 3.4. In Section 3.5, the data-based approach
will be applied to one of the motion systems of an industrial wafer scanner.
Conclusions are presented in Section 3.6.

3.2 Piecewise affine variable-gain control struc-
ture

Consider the variable-gain control structure depicted in Fig. 3.1. The nomi-
nal (linear) closed loop consists of the linear plant with transfer function P(s),
s ∈ C, and linear feedback controller with transfer function C(s). The add-on
variable-gain part of the controller consists of a linear shaping-filter F(s) and a
nonlinearity φ(e), which is a continuous piecewise affine function on the tracking
error e in the time domain.

Usually, the form of the nonlinearity φ is chosen heuristically based on a cer-
tain specific disturbance situation. For example, in the wafer scanning example
considered in [56], a typical dead-zone characteristic is chosen for the nonlin-
earity φ(e). As such, high-frequency small-amplitude disturbances during scan-
ning are not amplified since they stay within the dead-zone length. Contrarily,
low-frequency large-amplitude disturbances prior to scanning are additionally
suppressed by the extra gain of the dead-zone nonlinearity for large errors.

ϕ(·) F(s)

C(s) P(s)
−

e

−u

Variable gain control part

r

d

Σ Σ Σ

Fig. 3.1. Closed-loop variable-gain control scheme.



3.2 Piecewise affine variable-gain control structure 47

It is known that other disturbance situations may require other shapes for
the nonlinearity φ. To overcome this problem, we present an approach that
avoids making such a heuristic a priori choice for the shape of the nonlinearity
φ and enables to synthesize a nonlinearity that is tailor-made for the particular
disturbance situation at hand. To facilitate such a general controller synthesis
approach, we do not a priori specify a particular type of nonlinearity φ, but
construct it on the basis of piecewise affine segments as depicted in Fig. 3.2.
The odd continuous nonlinearity φ(e) with switching lengths δi consists of N
segments with slopes αi, which are defined as

αi =
∂φ

∂e
∀δi−1 < |e| < δi, (3.1)

with i ∈ {1, 2, . . . , N}, δ0 = 0 and δN = ∞. The nonlinearity may be parame-
terized as follows:

φ(e) =

αN (e+ δN−1)− α1δ1 − . . .− αN−1(δN−1 − δN−2)
...
α2(e+ δ1)− α1δ1
α1e
α2(e− δ1) + α1δ1
...
αN (e− δN−1) + α1δ1 + . . .+ αN−1(δN−1 − δN−2)

if e ≤ −δN−1

if − δ2 ≤ e ≤ −δ1
if − δ1 ≤ e ≤ δ1
if δ1 ≤ e ≤ δ2

if e ≥ δN−1.

(3.2)

In this chapter, for notational convenience, we write φ(e) and omit the explicit
dependency of φ(e) on the δi’s and αi’s. The maximum slope αmax is defined as

αmax := max
i∈{1,2,...,N}

αi. (3.3)

Note that with this type of piecewise affine construction of the variable-gain
element, by choosing N large enough, it is possible to generate (approximately)

e

ϕ(e)

α1

α2

αN

δ1δ2 δN−1

Fig. 3.2. Piecewise affine variable-gain element φ(e).
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ϕ(·)

w
e

−

u
ẋ = Ax+Bu+Bww
e = Cx+Dww

Fig. 3.3. Lur’e-type description of piecewise affine variable-gain control
system.

arbitrary continuous nonlinearities. Of course, part of the structure of the nonlin-
earity is still fixed by choosing the nonlinearity point-symmetric, an assumption
that can easily be relaxed at the expense of having to tune additional param-
eters. Moreover, also other basis function parameterizations could be used to
further generalize the parametrization of the nonlinearity φ(e).

Let us now present conditions for the stability of the closed-loop system as
in Fig. 3.1 with piecewise affine variable-gain elements as in (3.2) (see also Fig.
3.2). These stability conditions will ultimately be employed as constraints in the
performance optimization strategies in Section 3.3. Input-to-state stability [127]
of the closed-loop system, with respect to time-varying inputs r and d, see Fig.
3.1, can be assessed through circle-criterion arguments [147]. Hereto, the closed-
loop dynamics in Fig. 3.1 can be written as a Lur’e-type system, see Fig. 3.3,
of the following state-space form:

ẋ = Ax+Bu+Bww (3.4a)

e = Cx+Dww (3.4b)

u = −φ(e) (3.4c)

with state x ∈ Rnx and external inputs w(t) ∈ Rnw , which typically consist
of w(t) = [r(t), d(t)]T , with reference input r(t) ∈ R and force disturbance
d(t) ∈ R, see Fig. 3.1. The linear dynamics from input u ∈ R to output e ∈ R
is characterized by the transfer function Geu(s), which can be expressed as

Geu(s) = C(sI −A)−1B =
P(s)C(s)F(s)

1 + P(s)C(s)
. (3.5)

For a linear system, stability, which can be assessed through the Nyquist
criterion, guarantees a bounded state-response under bounded inputs acting on
the system. For a nonlinear system, this property of a bounded state-response
under bounded inputs, is not trivial, and is captured in the notion of input-to-
state stability. The following theorem provides sufficient conditions under which



3.2 Piecewise affine variable-gain control structure 49

system (3.4) is input-to-state stable (ISS) with respect to the disturbance input
w.

Theorem 3.1. Consider system (3.4). Suppose

A1 The matrix A is Hurwitz;

A2 The continuous nonlinearity φ(e) satisfies the sector condition:

0 ≤ φ(e)

e
≤ αmax, (3.6)

for all e ∈ R, e ̸= 0;

A3 The transfer function Geu(s) given by (3.5) satisfies

Re (Geu(jω)) > − 1

αmax
∀ω ∈ R. (3.7)

Then system (3.4) is ISS with respect to input w.

The proof follows from circle-criterion-type arguments [147], [83], [53].

Remark 3.1. Under a slightly stronger condition on the nonlinearity φ(e), namely:

A2∗ The nonlinearity φ(e) satisfies the incremental sector condition:

0 ≤ φ(e2)− φ(e1)

e2 − e1
≤ αmax, (3.8)

for all errors e1, e2 ∈ R, e1 ̸= e2

system (3.4) excited by a bounded piecewise continuous disturbance input w, will
have a unique steady-state solution x̄ which is globally exponentially stable, and
bounded for all t ∈ R [141], [146]. Systems with such a uniquely defined globally
exponentially stable steady-state solution (for arbitrary bounded inputs w) are
called exponentially convergent1, see e.g. [29,113]. Moreover, if the disturbance
input w is T -periodic, the unique steady-state solution x̄ will be T -periodic as
well. ▹
Remark 3.2. Considering the conditions in Theorem 3.1, the following remarks
are in place:

• By design of a stabilizing feedback controller C(s) and stable shaping-filter
F(s), which may be designed using loop-shaping arguments, the system
matrix A in (3.4) will be Hurwitz, or equivalently the transfer function
Geu(s) in (3.5) will have all poles in the open left-half complex plane;

1hence, note that exponential convergence of systems of the form (3.4) implies input-to-state
stability (ISS) of the closed loop system
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• Note that the odd, continuous, piecewise affine nonlinearities φ that we
consider in this chapter, see Fig. 3.2 and (3.2), obey the sector condition
(3.3) in A2 and also the (more strict) incremental sector condition (3.8) in
A2∗;

• The frequency-domain circle-criterion condition (3.7) can be verified graph-
ically using (e.g. measured) frequency response data. The shaping-filter
F(s) can be used to shape Geu(s) (see (3.5)) in order to satisfy this condi-
tion, which will be illustrated by examples in Sections 3.4 and 3.5.

▹

Note that the stability result in Theorem 3.1 does not depend on the switch-
ing lengths δi of the nonlinearity φ. Moreover, if the conditions of Theorem
3.1 are satisfied, the gains αi, i ∈ {1, . . . , N}, can also be chosen freely in the
range [0, αmax]. Note, however, that these parameters are in fact very impor-
tant for the performance of the closed-loop system. The freedom in the choice
of the switching lengths δi and additional gains αi will be used to design the
performance-optimal piecewise affine variable-gain controller for the disturbance
situation at hand. For this purpose, we propose an iterative L2-based optimiza-
tion approach in Section 3.3.

3.3 Controller synthesis for performance opti-
mization

Typically, in motion control systems, the performance of the system relates to
the tracking error e, see Fig. 3.1. Therefore, we propose the following type of
tracking error based L2 performance indicator:

J =

∫ T

0

e2(t)dt, (3.9)

where the interval [0, T ] is an application-specific performance window. The
goal of the controller synthesis method is to find, possibly in an iterative way,
the optimal parameters of the piecewise affine characteristic φ(e), see Fig. 3.2,
in order to minimize the performance indicator J in (3.9). To this end, we
constructively shape the nonlinearity φ(e) for the particular disturbances w at
hand. Recall that the linear feedback controller C(s) and shaping-filter F(s)
may be designed using loop-shaping arguments.

Let the to-be-optimized switching lengths δi and gains αi of the nonlinearity
φ at an iteration κ be collected in a vector θκ ∈ R2N−1 as

θκ = [α1, . . . , αN , δ1, . . . , δN−1]
T
, (3.10)
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w(t)
compute / measure

Evaluate J(θκ+1)

e(θκ+1)

J(θκ+1) < J(θκ)
∧ θκ+1 acceptable

do line search

θκ+1

accept θκ+1

κ = κ+ 1

κ = 1

Compute
∂J
∂θ
(θκ), Hκ

θκ

θκ+1 = θκ−

H−1
κ

(

∂J
∂θ
(θκ)

)

θκ+1
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Update:
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e(θκ+1)
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2
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6

7

1 2 3loop

Fig. 3.4. Schematic of the gradient-based Quasi-Newton optimization
algorithm.

for which we search the performance optimal values

θopt = argmin
θκ

J. (3.11)

The optimization method we consider in this chapter is a second-order gradient-
based Quasi-Newton algorithm, see Fig. 3.4, which is used to minimize the
performance indicator J in (3.9). Depending on whether we employ the model-
based or data-based approach, which will be discussed in Sections 3.3.1 and 3.3.2
respectively, we will either:

• compute the error e(t) using the model (3.4) of the system and distur-
bance w(t), with the advantage that this can be done in a computationally
efficient manner,

• perform an experiment to measure the error signal e(t), with the advantage
that both the effect of model uncertainty and disturbance w(t) is directly
incorporated in the measurements,

see step 1 in Fig. 3.4. With the obtained error signal e(t), the performance
indicator J can be computed in step 2, see Fig. 3.4.

Only if J(θκ+1) is smaller than J(θκ) and θκ+1 lies within a region satisfying
the constraints (e.g. induced by the stability conditions in Section 3.2), see step
3 in Fig. 3.4, the point θκ+1 is accepted as the new point, the iteration index
κ is incrementally increased by 1, and we proceed to step 5. Otherwise, we
proceed to step 4 and perform a line search (looping through steps 1-2-3) until
the new point does satisfy these conditions. More detailed information on the
constraints on θκ (i.e. on the αi’s and the δi’s) will be given in Section 3.3.3.

If a successful iteration is performed, the iteration index κ is raised by 1
and the new point θκ+1 is accepted, see step 5 in Fig. 3.4 (note that not each
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simulation/experiment in step 1 raises the iteration index, but only successful
iterations raise the iteration index κ by 1). In step 6, The gradients ∂J

∂θ (θκ) are
either:

• approximated using finite-difference approximations in the model-based
approach,

• computed using a model of the plant and controller and the measured
tracking error data in the data-based approach. Details will be given in
Section 3.3.2.

The Hessian estimate Hκ is obtained by using subsequent gradient information
in a Broyden–Fletcher–Goldfarb–Shanno (BFGS) update:

Hκ+1 = Hκ +
qT q

qT p
− HT

κ p
T pHκ

pTHκp
, (3.12)

where q = ∂J/∂θ(θκ+1) − ∂J/∂θ(θκ), p = θκ+1 − θκ, and the initial Hessian
estimate H0 is the identity matrix, see [109] for more details.

The following update is used in step 7 in the Quasi-Newton algorithm [109]
to update the parameters θκ of the piecewise affine nonlinearity:

θκ+1 = θκ −H−1
κ

(
∂J

∂θ
(θκ)

)T

, (3.13)

where θ0 is the initial parameter setting. Using the new parameters θκ+1 we
return to step 1.

3.3.1 Model-based controller synthesis

A model-based approach towards piecewise affine variable-gain controller syn-
thesis can be valuable in a design-phase of a motion system, if no machine is yet
available. Moreover, if (large-scale) parameter studies are to be conducted, an
experimental approach can be prohibitive on an industrial machine, and, hence,
a model-based approach in such a case is more suitable.

When using a model-based approach, a model of the plant P(s) and the
external disturbances w(t) (e.g. a reference r(t) and/or a force disturbance d(t))
is needed, see Fig. 3.1. Typically, a sufficiently accurate (non-parametric) plant
model can be obtained for motion systems using frequency response function
measurements. The feedback controller C(s) and shaping filter F(s) are designed
by the control engineer such that these are exactly known.

If we focus on T -periodic disturbances w(t) for the model-based approach,
it is known that for a convergent system (3.4), see Remark 3.1, the steady-state
output e(t) will also be T -periodic.
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Remark 3.3. In practice, T -periodic inputs will often occur due to the period-
icity of the set-points r(t), while external disturbances such as d(t) are often
of a much higher frequency than the set-point such that these can be modeled
(approximated) as being periodic. ▹

Given a T -periodic disturbance, and if conditions A1, A3 in Theorem 3.1 and
condition A2∗ in Remark 3.1 hold, the computationally efficient Mixed-Time-
Frequency (MTF) algorithm [111] can be used to compute the T -periodic steady-
state error e(θκ) at iteration κ, see step 1 in Fig. 3.4, and the corresponding
performance J(θκ) in (3.9), see step 2 in Fig. 3.4. The main steps of the MTF
algorithm can be summarized as follows (more details can be found in [111], or
Chapter 2):

1. Set MTF iteration index l = 0, set ϵE > ϵreltol, with ϵreltol a termination
parameter;

2. Compute the Fourier coefficients W of w using the Fast Fourier Transform
(FFT);

3. Choose an arbitrary initial guess for the Fourier coefficients E0 of the
steady-state solution e0(t) (e.g. all zeroes);

4. Compute the time-domain signal e0(t) from E0 using the Inverse Fast
Fourier Transform (IFFT);

5. While ϵE > ϵreltol

(a) Evaluate the nonlinearity ul+1(t) = −φ(el(t)) as in (3.4c) in time-
domain;

(b) Compute the Fourier coefficients Ul+1 of ul+1(t) using the FFT;

(c) Evaluate the linear dynamics (3.4a)-(3.4b) in frequency domain: El+1 =
GewW + GeuUl+1;

(d) Compute el+1(t) from El+1 using the IFFT;

(e) Check convergence of MTF algorithm, if

ϵE =
||El+1 − El||

||El||
> ϵreltol, (3.14)

then continue, otherwise terminate the while loop and go to step 6

(f) Raise MTF iteration index: l = l + 1, and go back to step 5a;

6. set e(θκ) = el+1,

where Gew = C(sI−A)−1Bw+Dw and Geu in (3.5) are the transfer functions from
w to e and u to e, respectively, and ϵreltol a parameter to determine sufficient
convergence of the algorithm (e.g. ϵreltol = 1e − 8). The efficiency of the MTF
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algorithm hinges on the fact that the linear dynamics, see step (5c) and the
upper part in Fig. 3.3, can be evaluated very efficiently in frequency domain,
and the nonlinearity can be computed very efficiently in time-domain, see step
(5a) and the bottom part in Fig. 3.3, hence the name Mixed-Time-Frequency
algorithm. The algorithm converges to the unique steady-state solution for any
initial guess and can be made as accurate as desired by increasing the number
of Fourier coefficients considered.

In the model-based approach the gradients ∂J/∂θ, see step 6 in Fig. 3.4, can
be efficiently and accurately obtained by finite-difference approximations. For
example, the gradient of J with respect to parameter δ1 can be approximated
by

∂J

∂δ1
≈ J(δ1 +∆)− J(δ1)

∆
, (3.15)

for some finite difference ∆, which in a model-based approach can be chosen
small in order to obtain an accurate gradient estimate.

3.3.2 Data-based controller synthesis

In case machine measurements are available, the data-based machine-in-the-loop
method discussed in this section can prove useful. This method in particular
avoids the need to model disturbances w(t) acting on the system, which otherwise
may be a challenging task in practice on an industrial machine, as for example
on the industrial wafer scanner which will be considered in Section 3.5.

In order to arrive at a model formulation tailored for a data-based machine-
in-the-loop method, consider the following discrete-time representation of system
(3.4) (with inputs w(t) consisting of a reference input r(t) and a force disturbance
d(t), see Fig. 3.1):

x(j + 1) = Âx(j) + B̂u(j) + B̂rr(j) + B̂dd(j) (3.16a)

e(j) = Ĉx(j) + D̂rr(j) + D̂dd(j) (3.16b)

u(j) = −φ(e(j)), (3.16c)

where j ∈ {1, . . . , k} denotes the discrete time-counter, i.e. e(j = 1) = e(t = 0)
and e(j = k) = e(t = T ) denotes the relation between the sampled-data signal
and continuous-time signal. Note that the system matrices in (3.16) depend on
the discretization scheme and sampling rate ts = T/(k − 1) used. The linear
part of (3.16) can be put in lifted form, see [51]:

eκ = Geuuκ +Gerr +Gedd (3.17a)

uκ = −φ(eκ), (3.17b)

where Geu, Ger, Ged ∈ Rk×k are Toeplitz matrices containing the impulse
responses of the relevant transfer functions between u, r, d and error e respec-
tively, see (3.5) for transfer function Geu(s), and where r = [r(1), . . . , r(k)]T
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and d = [d(1), . . . , d(k)]T . At each iteration κ the sampled-data error signals
are given by eκ ∈ Rk, which can be measured on the machine with the cur-
rent parameter setting θκ and can straightforwardly be used to compute the
sampled-data equivalent to the L2 performance measure (3.9):

J = eTκeκ. (3.18)

We will use (3.17) in the determination of the gradients ∂J/∂θ(θκ). Par-
ticularly, we will determine the gradients using a combined model/data based
approach using, on the one hand, a model of the motion system P(s) (which is
the same model as which is used in the model-based approach of Section 3.3.1),
C(s), F(s) and, on the other hand, the measured error signals eκ, which account
for the (unknown) external disturbances acting on the system. Note that non-
parametric plant models of sufficient accuracy are often available from model
fitting on measured FRF data, and that the measured error signals eκ are part
of the iterative procedure, such that essentially no additional experiments are
required for gradient estimation.

Note that the gradient of an L2 performance measure as in (3.18) is given by

∂J

∂θ
= 2eTκ

∂eκ
∂θ

, (3.19)

from which it follows that we need the gradients of the error signal eκ with
respect to the parameters θ:

∂eκ
∂θ

=

[
∂eκ
∂α1

, . . . ,
∂eκ
∂αN

,
∂eκ
∂δ1

, . . . ,
∂eκ

∂δN−1

]
. (3.20)

Using (3.17), we can write the gradients with respect to the switching lengths
δi and αi as (see [51])

∂eκ
∂δi

= −
(
I +Geu

∂φ

∂eκ
(eκ)

)−1

Geu
∂φ

∂δi
(eκ) (3.21a)

∂eκ
∂αi

= −
(
I +Geu

∂φ

∂eκ
(eκ)

)−1

Geu
∂φ

∂αi
(eκ), (3.21b)

where ∂φ/∂δi(eκ) = [∂φ/∂δi(e(1)), . . . , ∂φ/∂δi(e(k))]
T ∈ Rk and the diagonal

matrix ∂φ/∂eκ(eκ) ∈ Rk×k with diagonal entries [∂φ/∂e(e(1)), . . . , ∂φ/∂e(e(k))],
and where the gradients ∂φ/∂e, ∂φ/∂δi ∀i ∈ {1, . . . , N − 1} and ∂φ/∂αi ∀i ∈
{1, . . . , N} are depicted in Fig. 3.5. The gradients as in Fig. 3.5 can easily be
derived by considering the explicit formulas for the line segments of the piece-
wise affine function in (3.2). Note that, as mentioned in Section 3.2, we defined
δ0 = 0 and δN = ∞, i.e. the gradient ∂φ/∂α1 will have a pure saturation shape
and the gradient ∂φ/∂αN will have a pure dead-zone shape. Note that strictly
speaking the gradients ∂φ/∂e and ∂φ/∂δi are not well-defined at the switching



56 Chapter 3. Performance optimiz. of piecewise affine variable-gain controllers

e

ϕ(e)

αi−1

αi

αN

δi−1 δi

e

∂ϕ

∂αi

1

δi−1 δi

e

∂ϕ

∂δi

δi−1 δi

αi − αi+1

δi − δi−1

e

∂ϕ

∂e

δi−1 δi

αi

αN

αi−1

Fig. 3.5. Piecewise affine nonlinearity and the gradients ∂φ
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points e = δi, although in the limit it can be shown that these gradients at the
switching points approach the intermediate values [53], see Fig. 3.5. However, in
practice this is inconsequential since |e| = δi only occurs incidentally, such that it
does not matter which values we use in (3.21) for ∂φ

∂e (δi),
∂φ
∂δi

(δi) etc. Moreover,
in an experimental sampled-data setting |e| = δi will practically never occur.

The expressions for the gradients ∂eκ/∂δi and ∂eκ/∂αi in (3.21) are clearly
both model and data based. The model-part comes from the Toeplitz matrix
Geu, based on the sampled-data model (3.16), which is obtained through a model
of the plant P(s) and the exactly known controller C(s) and shaping filter F(s).
The data-part comes from the measured error signals eκ which are obtained from
the experiments and accounts for the unknown external disturbances acting on
the system.

With the estimated gradient ∂eκ/∂θ, the gradient ∂J/∂θ in (3.19) can be
computed, which can be used in the Quasi-Newton optimization scheme, see
step 6 in Fig. 3.4. As such, a machine-in-the-loop optimization approach is
developed that optimizes for the best performance in terms of (3.18).
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Remark 3.4. Of course, also other optimization methods can be used to find
the optimal parameters minimizing the performance indicator J . In particular,
any gradient-based optimization routine, such as e.g. Gauss-Newton [53], can
directly be employed in combination with the estimated gradients in (3.19). ▹
Remark 3.5. Note that no rigorous results are posed on (local) convexity of
the optimization problem. In [111], 2 parameters of a fixed dead-zone struc-
ture are being optimized, which can be visualized, and where it is clear that
the optimization problem considered there is locally convex. In this chapter, 3
parameters are being optimized, which does not allow for the visualization of the
objective function as a function of these parameters. However, it follows from
the simulations and experimental results in this chapter that the gradient-based
optimization approaches still work well. ▹

3.3.3 Optimization constraints

The parameter vector θκ of the piecewise affine variable-gain controller that will
be optimized contains the switching lengths δi and the gains αi. The frequency-
domain condition A3 in Theorem 3.1 gives an upper-bound for the maximum
gain αmax that can be used such that input-to-state stability of the closed-loop
system can be guaranteed. Hence, the parameters αi should be constrained to

0 ≤ αi ≤ αmax ∀i ∈ {1, . . . , N}. (3.22)

Also for the δi parameters, we formulate certain constraints (although not
needed from a stability point of view). In order to explain the rationale be-
hind these constraints, consider the case that we have N = 2 segments, see
Fig. 3.2, such that we have only one switching length, namely δ1, and two
gains α1 and α2. If δ1 = 0, the gain α1 is completely irrelevant, and hence,
the gradient ∂J/∂α1 = 0. As a consequence, α1 will not be altered, most likely
preventing the optimization from finding the optimal piecewise affine variable-
gain controller. Similarly, if the measured error signal does not exceed δ1, i.e.
δ1 ≥ maxj∈{1,...,k} |e(j)|, the gain α2 will be completely irrelevant, again pre-
venting α2 from being adapted. To circumvent these difficulties, the following
constraints are formulated for the optimization:

δ1 ≥ ϵ1 (3.23a)

δ1 ≤ ϵ2 max
j∈{1,...,k}

|e(j)|, (3.23b)

for some parameters ϵ1 > 0 and 0 ≤ ϵ2 ≤ 1, e.g. ϵ2 = 0.9. Under these con-
straints, α1 and α2 will always influence the response, which will increase the
possibility of finding the optimal variable-gain controller parameters. An ex-
plicit illustration of the positive effect of including these constraints can be found
in [70].
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In the general case of N − 1 different δi parameters, the constraints can be
formulated as

δi − δi−1 ≥ ϵ1 ∀i ∈ {1, . . . , N − 1} (3.24a)

δN−1 ≤ ϵ2 max
j∈{1,...,k}

|e(j)|. (3.24b)

Remark 3.6. Since the performance optimization approach is a gradient-based
one, and the optimization problem is in general not convex, there will of course
be no straightforward guarantees that a global optimum of the performance map
will be found, as with any gradient-based optimization scheme. Starting the op-
timization for different initial parameter sets, as we will do in Sections 3.4 and
3.5, can increase the likelihood of finding the global optimum. Additionally,
as mentioned in this subsection, the constraints (3.24) further support finding
the global optimum by avoiding trivial parameter combinations of zero gradient,
see also [70]. Furthermore, if the problem exhibits an increasingly large num-
ber of local optima, it can be worthwhile to investigate optimization strategies
which are specifically tailored towards finding global optima, such as for example
simulated annealing or ideas from the artificial intelligence community such as
particle swarm optimization. ▹

3.4 Comparative analysis for a motor-load mo-
tion system

In this section, we apply and compare both the model-based and the data-
based piecewise affine variable-gain controller synthesis approach to a 4th-order
motion (motor-load) system consisting of two rotating inertias interconnected
by a flexible shaft, see Fig. 3.6. We consider non-collocated actuation, i.e. the
case in which the measurement by the encoder (at the left side) will be separated
from the actuation by the motor (at the right side).

3.4.1 Modeling and controller design of the motor-load
system

Consider the measured frequency response function of the plant P(jω) in Fig.
3.7, from actuator input [V] to encoder position of the load mass [rad] (see Fig.
3.6), obtained by closed-measurements with a sample frequency of 4 kHz. From
this frequency response data, a 4th-order plant model P(s) is estimated:

P(s) =
5.173e8

s4 + 5.484s3 + 1361e5s2
. (3.25)

This plant model is used in the simulations of the model-based approach, see
Section 3.3.1, and is used in the determination of the gradients in the data-based
approach, see Section 3.3.2.
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Fig. 3.6. Experimental motor-load setup consisting of two interconnected
rotating inertias.
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Fig. 3.7. Measured frequency response function and 4th-order model fit.

A nominal linear low-gain controller C(s) (corresponding to φ(e) = 0, see
Fig. 3.1) has been designed, using loop-shaping arguments [129], consisting of a
lead-filter, notch-filter, integrator, and a 2nd-order low-pass filter:

C(s) =
1.216e− 7s4 + 3.942e− 6s3

8.510e− 15s6 + 2.727e− 11s5
· · ·

· · · +1.674s2 + 0.4551s+ 2.199

+4.045e− 8s4 + 2.951e− 5s3 + 9.602e− 3s2 + s
. (3.26)

Stability of the linear system can easily be checked by verifying the Nyquist
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Fig. 3.8. Circle criterion condition Re (Geu(jω)) > −1/αmax ∀ω ∈ R
with αmax = 3.

criterion. (Input-to-state) stability of the nonlinear system, however, needs to
be assessed through the conditions of Theorem 3.1. Condition A3 of Theorem
3.1 is important for the design of the shaping filter F(s), see Fig. 3.1. Tuning of
F(s) aims at adding a significant amount of allowable additional gain αmax while
satisfying the circle-criterion condition (3.7). Consider Fig. 3.8, where Geu(jω),
see (3.5), is plotted for the case without shaping filter F(s) (i.e. F(s) = 1). If
no shaping filter F(s) is used, the maximum additional gain that can be put
on the system is αmax = −1/ − 0.75 = 1.3. By using a notch filter F(s) =
(ωp/ωz)

2(s2 +2βzωzs+ω2
z)/(s

2 +2βpωps+ω2
p), where ωp = ωz = 17 · 2π rad/s,

βp = 2, and βz = 0.4, a higher additional gain αmax = 3 is allowed as indicated
by the dashed vertical line in the circle criterion plot of Fig. 3.8. Considering
piecewise affine nonlinearities as in Fig. 3.2 with αi ≤ αmax ∀i ∈ {1, . . . , N}, see
also Remark 3.2, guarantees that condition A2 (and also A2∗, see Remark 3.1)
is satisfied. Lastly, since C(s) has been designed to be a stabilizing controller,
and F(s) is a stable filter, condition A1 of Theorem 3.1 is satisfied, see also
Remark 3.2. As a result, conditions A1-A3 are satisfied, which guarantees the
closed-loop system with piecewise affine variable-gain controller is input-to-state
stable.

Remark 3.7. A possible extension to the piecewise affine variable-gain controller
synthesis could be to optimize the parameters of the filter F(s) for performance
as well. However, through the circle-criterion condition (3.7) this would also
directly influence stability conditions. Whereas now, stability guarantees and
performance optimization are separated, such an extension would destroy such
separation and render the optimization problem more complex (even more so
since more parameters would have to be optimized for). ▹

The nominal linear low-gain controller, see Fig. 3.1 with φ(e) = 0, is given
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for the low-gain and high-gain controller setting, respectively. The dashed
vertical lines indicate the two frequencies used in the reference signal r(t)
in Fig. 3.10.

by C(s). The linear high-gain controller, see Fig. 3.1 with φ(e) = αmaxe, is given
by C(s)(1 + αmaxF(s)). The high-gain controller induces better low-frequency
tracking properties, but due to the waterbed effect, this also induces a (high)
frequency region in which the tracking properties degrade. This waterbed effect
is clearly visible in the sensitivity characteristics of the closed-loop system,

S(jω) =
1

1 + P(jω)C(jω)
(3.27)

S(jω) =
1

1 + P(jω)C(jω)(1 + αmaxF(jω))
, (3.28)

for the low-gain and high-gain setting, respectively, see Fig. 3.9.

3.4.2 Disturbance specification

In this section, we will specify two illustrative disturbance situations. We will
consider these particular disturbance situations in order to clearly illustrate that
the optimal piecewise affine nonlinearity φ depends on the disturbance situation
at hand, and that this optimal φ can be designed using the model-based and
data-based optimization approaches. We consider two T -periodic reference sig-
nals r(t), with T = 2, that should be tracked (and set d(t) = 0 here, see Fig.
3.1), both of which are shown in Fig. 3.10. Both non-stationary disturbances
have low-frequency (below the bandwidth) contents of 5 Hz at the start, and
high-frequency (above the bandwidth) contents of 15 Hz at the end, see Figs.
3.9 and 3.10. In Section 3.5, an industrial wafer scanner will be considered in
which the disturbances acting on the system are unknown (and typically more
complex).
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motor-load system.

3.4.3 Performance measure

The performance measure we use to quantify the performance of the nonlin-
ear controllers is of the integral squared error type (3.9). However, in order
to quantify the effect of low-frequency (i.e. below the bandwidth) performance
improvement and high-frequency (i.e. above the bandwidth) performance degra-
dation when increasing the controller gain, we propose to use the following L2

steady-state performance indicator:

J = clfJlf + chfJhf , (3.29)

where

Jlf =

∫ T

0

e2lf (t)dt, Jhf =

∫ T

0

e2hf (t)dt, (3.30)

where T = 2 s is the period of the reference r(t) in Fig. 3.10, and e(t) = elf (t)+
ehf (t). The low-frequency part of the steady-state error elf (t) is obtained by
low-pass filtering2 the error signal e(t) with a 2nd-order low-pass filter Clp(s) =
ω2
lp/(s

2 + 2βlpωlps + ω2
lp), where ωlp = 10 · 2π rad/s (around the bandwidth),

and βlp = 0.7. The high-frequency part is given by ehf (t) = e(t) − elf (t). The
coefficients clf ≥ 0 and chf ≥ 0 in (3.29) allow to balance the importance of
both the low-frequency and high-frequency part of the error. In this section, the
nominal linear low-gain controller is normalized to yield J = 1. This is achieved
by selecting clf and chf in such a way that clfJlf = chfJhf = 0.5, i.e. the
low-frequency and high-frequency part of the error signal are considered equally
important.

2Since we do this off-line in-between simulations/experiments, the filtering can be applied
in both forward and recursive direction, to avoid phase distortion [138].
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Remark 3.8. Note that since the low-pass filtering operation is linear, the gradi-
ents ∂elf/∂θ can simply be obtained by computing the low-pass filtered version
of ∂e/∂θ in (3.20). The high-frequency part simply follows from ∂ehf/∂θ =
∂e/∂θ − ∂elf/∂θ. ▹

The piecewise affine nonlinearity φ(e) we will consider in the following sub-
sections consists of N = 2 segments, see Fig. 3.2. In general, it is recommended
to start with a small value of N in order to keep the computational burden of the
optimization problem low. Especially in situations where two distinct controllers
can be preferred at different times, it is expected that a piecewise affine variable-
gain controller with N = 2 can already yield improved performance. For more
complex disturbance situations, nonlinearities with N > 2 can possibly yield
improved performance, but at the expense of computational complexity of the
optimization problem.

The constraint in (3.22) is used for the gains α1 and α2 and the constraints
(3.23) are used for the parameter δ1 in both the model-based and data-based
approach. We use ϵ2 = 0.8 to prevent δ1 from exceeding the maximum absolute
error and ϵ1 = 0.05 rad for disturbance situation 1, and ϵ1 = 0.02 for disturbance
situation 2, to prevent δ1 from becoming zero, see Section 3.3.3. First we will
discuss the experimental results with the data-based approach in Section 3.4.4
after which we will compare the result with the model-based approach in Section
3.4.5.

3.4.4 Data-based results

The results of the tuning of the piecewise affine variable-gain controllers, using
data-based optimization, see Section 3.3.2, are shown in Fig. 3.11. The optimiza-
tions are done for 5 different sets of initial parameters θ0 = [α1,0, α2,0, δ1,0]

T
.

The upper-plots show the error-response for the linear low-gain controller (C(s),
φ(e) = 0), the linear high-gain controller (C(s)(1 + αF(s)), φ(e) = αmaxe), and
the optimal piecewise affine variable-gain controller synthesized for the distur-
bance situation at hand. The other plots show the iteration history as a function
of the iteration index κ and the optimal nonlinearity φ(e) found for the distur-
bance situation at hand. A fixed number of 25 experiments was used in the
optimizations (note that only successful iterations, see Fig. 3.4, lead to a raise
by 1 of the iteration index κ).

For disturbance situation 1, see the left part in Fig. 3.11, the optimal piece-
wise affine variable-gain controller synthesized (for all different starting points) is
a dead-zone variable-gain controller with α1 = 0, α2 = 3 and δ1 = 0.19 rad with
corresponding performance indicator J = 0.72. The variable-gain controller out-
performs the linear low-gain controller with J = 1 and high-gain controller with
J = 2.42. The reason for the fact that the dead-zone for φ is now optimal is as
follows. When comparing to the low- and high-gain controller in Fig. 3.11, the
variable-gain controller does not induce any additional gain if a high-frequency
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small-amplitude disturbance is present, thereby performing equally well as the
low-gain controller. However, when only a low-frequency large-amplitude distur-
bance is present, additional gain is induced such that the low-frequency distur-
bance suppression is improved compared to the case of low-gain linear control.

Remark 3.9. For the considered disturbance situations, an increase to N = 3
segments, see Fig. 3.2, still yields for optimal nonlinearities a dead-zone char-
acteristic and a saturation characteristic. This confirms that for the illustrative
disturbance situations considered, N = 2 is sufficient in order to improve the
performance of the system. More complex disturbance situations however may
benefit from nonlinearities with N > 2. ▹

The optimal piecewise affine variable-gain controller for disturbance situation
2, see the right part in Fig. 3.11, consists of a saturation nonlinearity with α1 =
3, α2 = 0 and δ1 = 0.028 rad with corresponding performance indicator J =
0.756. The variable-gain controller outperforms the linear low-gain controller
with J = 1 and high-gain controller with J = 1.55. The additional gain within
the saturation band achieves equal low-frequency disturbance suppression to the
high-gain controller. However, by limiting the amount of additional gain for
|e| > δ1, the high-frequency disturbance amplification is kept to a minimum,
being almost equal to that of the low-gain controller.

Note that, depending on the disturbance situation that is present for the
experimental setup, the data-based controller synthesis method automatically
finds the best suitable piecewise affine characteristics. Moreover, the shapes of
the nonlinearities φ(e) being optimized (dead-zone and saturation) correspond
well to our intuition, considering the two different disturbance situations. This
makes the data based method a valuable tool for automated tuning of the piece-
wise affine variable-gain controller. In Section 3.4.5, we compare the results to
the model-based approach from Section 3.3.1.

3.4.5 Model-based vs. data-based

In order to compare the data-based results to the model-based optimization
approach from Section 3.3.1 (without repeating iteration history plots as in Fig.
3.11), consider the comparison in Fig. 3.12 for disturbance situation 1. Here,
we plot the iteration history of both optimization approaches (with experiments
for the data-based method, and simulations using the MTF algorithm for the
model-based method) for the same initial parameter set θ0 used to initialize
both optimizations (for the model-based method, a stopping criteria related to
the norm of the difference between two subsequent evaluations of J has been
used). In the lower-plots the optimization history is shown as a function of
the iterations κ. Clearly, both methods converge to the same type of optimal
variable-gain controller, namely a dead-zone characteristic for φ, with α1 = 0,
α2 = 3 and δ1 ≈ 0.2 rad. The time-domain response is shown in the upper-plot
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Fig. 3.11. Experimental data-based results of the iteration history of
piecewise affine variable-gain controller synthesis for N = 2 segments and
five different initial parameter sets. Results for disturbance situation 1
(left) leading to an optimal dead-zone characteristic and results for distur-
bance situation 2 (right) leading to an optimal saturation characteristic.
The measured error signals are used to compute the performance J .

of Fig. 3.12, from which it can be concluded that the match between simulation
and experiment is fairly good.

To further compare the model-based approach with the data-based approach,
consider the results in Table 3.1, which show the parameters of the optimal
variable-gain controllers found and the related optimal performance indicators
for both performance situations. Clearly, the model-based approach gives sim-
ilar results for the optimal variable-gain controller parameters and associated
optimal performance indicator J , which is also visualized in Fig. 3.12. Of
course this match between experiments and simulations hinges on the fact that
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Fig. 3.12. Comparison of the data-based optimization approach (mea-
sured error signals) and model-based optimization approach (simulated
error signals) for disturbance situation 1.

Table 3.1. Comparison of optimal piecewise affine variable-gain con-
trollers synthesized using model-based approach (using simulations) and
data-based approach (using experiments).

disturbance 1 disturbance 2
model-based data-based model-based data-based

α1 0 0 3 3
α2 3 3 0 0
δ1 0.179 rad 0.19 rad 0.025 rad 0.028 rad
J 0.698 0.720 0.729 0.756

the references r(t) that are supplied to the system are well-known in the sit-
uation considered in this section. Nevertheless, the model-based optimizations
are computationally very efficient with the MTF algorithm (matter of seconds,
vs. several minutes for the experiments) which makes it a good method for
(large-scale) parameter studies or situations where no machine is available yet.

In this section, the model-based and data-based controller synthesis method
have been applied to a motor-load motion system in order to synthesize perfor-
mance-optimal piecewise affine variable-gain controllers tuned for illustrative
disturbance situations. Both methods have been successfully applied, in order
to automatically shape the nonlinearity φ depending on the disturbance situation
at hand.
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A prerequisite for using the model-based method is that a reasonable model
of the disturbances acting on the system is available, since these are crucial for
the model-based performance evaluation of the closed-loop system. If such a
model of the disturbances is not readily available, but a machine is available for
measurements, one can still utilize the data-based machine-in-the-loop method,
see Section 3.3.2. This will be the case in the next section where we will consider
an industrial wafer scanner as being representative for a class of nowadays nano-
positioning motion systems.

3.5 Application to an industrial wafer scanner

The piecewise affine variable-gain control strategy and data-based performance
optimization strategy will be applied in this section to a high-precision wafer
scanner [23]. A wafer scanner is a system used to produce integrated circuits
(IC’s), see Fig. 3.13. Light, emitted from a laser, falls on a reticle (mounted
on a reticle stage), which contains an image of the chip to be processed. The
light is projected onto a wafer (mounted on a wafer stage) by passing through a
lens system. The effect of this illumination, in combination with a photo-resist
process results in the desired IC pattern being produced. The reticle-stage and
wafer-stage both perform high-speed scanning motions in order to efficiently
process the wafers.

The smallest features that can be manufactured on IC’s nowadays are in the
order of 10 nanometers [23]. The positioning of the wafer scanner needs to be
accurate enough in order to produce such small features; therefore, the allowable
tracking error during exposure of the wafer is only a few nanometers. In this
section, we will focus on the wafer stage, see Fig. 3.13, in particular on the
y-direction of the wafer stage. Typically, for a wafer stage application, as stated
in [23], “the lithographic tools design needs to be robust, avoiding elaborate
manual adjustments on a machine-to-machine basis”. Therefore, to facilitate
an automated performance-based tuning of the piecewise affine variable-gain
controller, we will use the data-based optimization in this section.

3.5.1 Stability conditions

Stability of the nonlinear variable-gain controlled wafer scanner can be guar-
anteed by applying Theorem 3.1. A stabilizing nominal linear low-gain con-
troller C(s) for the y-direction is present (by default) on the machine, see Fig.
3.14 for the resulting (measured) low-gain open-loop frequency response function
P(jω)C(jω) and high-gain open-loop frequency response function P(jω)C(jω)(1+
αmaxF(jω)). The feedback controller C(s), together with the design of a stable
shaping filter F(s), guarantees that condition A1 of Theorem 3.1 is satisfied.

The shaping filter F(s) is again designed using the graphical frequency-
domain circle-criterion condition (3.7) as shown in Fig. 3.15 (based on exper-
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Fig. 3.13. Schematic representation of the scanning process in a wafer
scanner with the reticle stage (top) containing the pattern and wafer stage
(bottom) with wafer containing the IC’s.

imental data), in order to obtain a significant amount of allowable additional
gain αmax. The current design of F(s) uses a notch filter and a low-pass filter,
allowing a maximum gain of αmax = 4 to be used in the variable-gain controller,
see Fig. 3.15. As a consequence, conditions A2 and A3 of Theorem 3.1 are also
satisfied, hence, the closed-loop system is guaranteed to be input-to-state stable.
Note that by restricting αmax to even smaller values, robustness can be added
to the nonlinear control design.

3.5.2 Performance specification

The illumination process on the wafer scanner takes place during the constant
velocity part of the wafer stage setpoint during the time-interval t ∈ [0.01, 0.04]
s. An acceleration part precedes this constant velocity part of the setpoint
during the time-interval t ∈ [0, 0.01] s. The aim of the piecewise affine variable-
gain controller is to obtain smaller errors prior to scanning (during acceleration)
without deteriorating the performance during scanning, since this allows for
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Fig. 3.14. Open-loop characteristic P(jω)C(jω) of the wafer scanner for
the low-gain controller and high-gain controller.
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Fig. 3.15. Circle criterion condition Re (Geu(jω)) > −1/αmax ∀ω ∈ R
with αmax = 4 for the wafer scanner.

an improvement in the speed of the scanning process, which, in turn, yields
more throughput (i.e. higher machine-productivity). Therefore, we will use the
following specific non-stationary performance indicator for the wafer scanner
application:

J = γ

(
c1

∫ 0.01

0

e(t)2dt+ c2

∫ 0.04

0.01

e(t)2dt

)
, (3.31)
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and use c1 = 1 and c2 = 4 to emphasize the importance of the error during the
scanning process. Since the measured error signals are of nm order of magnitude,
we use γ = 1e19 to scale J up to values with unitary order of magnitude. For
optimizing the variable-gain element with N = 2 segments, we use constraints
(3.22) with αmax = 4 and constraints (3.23) with ϵ1 = 1 nm and ϵ2 = 0.8. We
choose N = 2, in order to limit the computational burden of the optimization
problem, and investigate whether this provides enough freedom in the design of
the nonlinearity to improve performance. From practical experience with the
control of wafer stages it is known that two distinctive non-stationary distur-
bance effects are visible in closed-loop error measurements, as we will see in the
following section, which further motivates our choice for N = 2 segments.

3.5.3 Data-based optimization results

The y-direction of the wafer stage is only a small part of the complete machine
in which many different movements and sources of disturbances can be present
that, due to cross-talk for example, disturb the y-direction. Therefore, we will
rely in this section on the data-based optimization approach in order to optimize
the piecewise affine variable-gain controller. This machine-in-the loop approach
will incorporate the effects of the disturbances acting on the system through the
measured tracking-error responses, see Section 3.3.2, that will serve as input for
deriving the gradients, see (3.21).

Three optimizations of the piecewise affine function φ have been carried
out using the data-based approach for three different initial parameter sets
θ0 = [α1,0, α2,0, δ1,0]

T . The measured time-domain tracking-error responses of
the low-gain, high-gain and the optimal piecewise affine variable-gain controller
synthesized (from measurement set 3) are shown in Fig. 3.16. We care to stress
here that a well-tuned feed-forward has been designed for the system, resulting
in the nm-scale tracking errors as depicted in the figure. However, the feed-
forward design is not perfect; here, the remaining performance improvement is
achieved by means of (nonlinear) feedback. In this scope, we also note that the
tracking errors shown in Fig. 3.16 show limited recurrence (since this part is al-
ready compensated for by the feed-forward controller), but feature the following
similar characteristics from experiment to experiment: during the acceleration
phase from t ∈ [0, 0.01] s, a low-frequency contribution in the error is present
which can be well suppressed by additional gain of the controller. In the scan-
ning phase, however, from t ∈ [0.01, 0.04] s, the error signal is mostly dominated
by high-frequency contents, which is amplified under additional controller gain.
This is clearly visible from the measured linear low-gain and high-gain controller
responses. The optimal piecewise affine variable-gain controller induces some ad-
ditional gain (α1 = 1.2) for small errors |e| ≤ δ1 = 3.3 nm and large additional
gain α2 = 3.9 for errors exceeding δ1, see Fig. 3.18 (for measurement set 3).

The optimization history obtained is shown in Fig. 3.17. The optimizations
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Fig. 3.16. Measured time-domain error response of low-gain controller,
high-gain controller and optimal piecewise affine variable-gain controller
(from measurement set 3 in Fig. 3.17).

were terminated manually, in case improvement in the performance J was no
longer observed (with 9, 11 and 12 experiments respectively for set 1, 2 and 3).
The fact that only 3 successful iterations were needed for set 1, is due to the fact
that the optimization parameters (apparently) have starting values close to the
optimal values. Note once more that the amount of successful iterations κ (re-
sulting in a lower J), see Fig. 3.4, can be lower than the amount of experiments
performed. All three optimizations converged to the same qualitative shape of
the nonlinearity, see Fig. 3.18, where small additional gain is used for small
errors, but large additional gain is used for large errors exceeding δ1. The quan-
titative discrepancy between the three optimal nonlinearities may be caused by
the fact that real measurements on an industrial machine are performed, where
the disturbances acting on the system differ slightly from trial to trial, as was
the case for example with the experiments in Section 3.4. However, the three
controllers obtained for the three different series of optimizations do yield very
similar performance in terms of the performance indicator J , namely J = 2.93,
J = 3 and J = 2.92, for measurement sets 1, 2, and 3, respectively (the opti-
mal response in set 3 is shown in Fig. 3.16). The nonlinear controllers clearly
outperform the linear controller limits for the low-gain controller with J = 5.04
and high-gain controller with J = 10.23. From a robustness point of view, it
is beneficial that the three quantitatively different piecewise affine variable-gain
controllers give similar performance, since this indicates that the performance
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is not highly sensitive to the optimization parameters near the optimum (albeit
for a slightly different disturbance situation).

Although the disturbance situation changes from experiment to experiment
for the wafer stage application, the error-response has similar (non-repetitive)
characteristics for every experiment (a low-frequency contribution during the ac-
celeration phase of the reference, and a high-frequency contribution afterwards).
If the disturbance situation changes significantly over time, then employing a
single variable-gain controller setting will likely be sub-optimal. In such a case,
a re-tuning of the parameters, or an optimization strategy that stays opera-
tional during the operation of the machine, can be two viable options to achieve
increased performance.

Remark 3.10. In case stochastic components are present in the measured error
profiles, as in the wafer stage application for example, a possible extension to
the presented deterministic optimization approach can be to apply optimization
methods that take into account such stochasticity. In general, this will require
additional measurements that can be used to filter out the stochastic compo-
nents, to give unbiased estimates of the performance measure and gradients.
Iterative feedback tuning concepts, see e.g. [62], [63], [74], [41], can possibly be
used in this context, although it should be investigated whether these concepts
apply to the nonlinear piecewise affine variable-gain control feedback configura-
tion as considered in this chapter. ▹

In this section, the data-based approach has been applied successfully to
the performance-based tuning of a piecewise affine variable-gain controller for a
wafer stage of an industrial wafer scanner. The disturbance modeling in such
a nano-positioning industrial machine can be very challenging. The data-based
method therefore uses measured error-signals each iteration in order to account
for the disturbances acting on the system. By the use of readily available mod-
els of the plant and (exactly known) controller, no additional experiments are
needed to determine the gradients needed in the optimization, keeping the num-
ber of experiments needed for the optimization small. The results show that
an automated performance-based synthesis of the piecewise-affine structure of
the variable-gain is possible, and adapts to the disturbance situation at hand.
This is crucial for performance-based machine-specific tuning of the industrial
machines in the field.

3.6 Conclusions

In this chapter, we have proposed a generic piecewise affine nonlinearity in a
variable-gain motion control context with the aim to improve the performance
compared to linear motion controllers. By not fixing the shape of the nonlin-
earity a priori, we developed a strategy to synthesize a variable-gain controller
that optimizes the performance for the particular disturbance situation at hand.



3.6 Conclusions 73

1 2 3 4 5 6

4

6

8

10

p
er
fo
rm

a
n
ce

J

 

 

1 2 3 4 5 6
0

2

4

α
1

1 2 3 4 5 6
0

2

4

α
2

1 2 3 4 5 6
1

2

3

4
x 10

−9

δ
1

iteration κ

set 1
set 2
set 3

Fig. 3.17. Experimental results of iteration history for three different ini-
tial parameter sets (measurement set 1, 2, 3) as a function of the iterations
κ.

We proposed a computationally efficient model-based approach and a data-based
machine-in-the loop approach, giving a machine-dedicated calibration procedure.
We have illustrated the controller synthesis approach on an experimental setup,
where a good match between the model-based and the data-based method was
obtained. The data-based method was also applied to an industrial wafer scan-
ner, where improved scanning stage performance is demonstrated using piecewise
affine variable-gain control, compared to the linear controllers. Two piecewise
affine segments appeared to be sufficient to improve the performance in the
considered applications. The piecewise affine description of the variable-gain
element allows for a generic class of nonlinearities to be synthesized, paving the
way to general performance-based nonlinear controller design. In this respect, we
consider an extension in the line of general linear-parameter-varying controllers
for linear motion systems an interesting research topic for future work.
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Chapter 4

A software toolbox for
variable-gain control design

Abstract – In this chapter, we will present a software toolbox (Matlab-based [137]) for

variable-gain control design1. This prototype toolbox will facilitate the model-based design,

tuning and performance optimization of variable-gain controllers for linear (motion) systems.

4.1 Introduction

In this chapter, we present a prototype of a Matlab-based software toolbox,
including a Graphical User Interface (GUI), which facilitates model-based design,
tuning and performance optimization of variable-gain controllers (VGC), see
Fig. 3.1 to recall the VGC scheme. We will combine some of the results of
Chapters 2 and 3, which presented efficient computational tools for performance
analysis, performance optimization tools, and stability- and performance-driven
design concepts for variable-gain controllers. The main goal of the variable-gain
control toolbox is to facilitate an easy-to-use, user-friendly environment for the
design, tuning and optimization of variable-gain controllers, thereby aiming the
further dissemination of the results towards the community of industrial control
engineers. In order to meet this goal, the following sub-goals were set for the
design of the toolbox:

1. functionality supporting the (loop-shaping) design of linear controllers C(s)
and linear loop-shaping filters F(s) (used in the scope of VGC) in the
frequency domain;

1which can be downloaded here: http://www.dct.tue.nl/New/Hunnekens/toolboxVGC.zip
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2. frequency-domain comparison between low-gain and high-gain controller
designs, and thereby clearly visualizing the existing tradeoff between low-
frequency tracking performance and high-frequency noise sensitivity;

3. easy-to-use graphical circle-criterion conditions to verify stability (and con-
vergence) properties of the nonlinear closed-loop system;

4. the ability to incorporate general piecewise-affine nonlinearities φ(e) in the
variable-gain controller design;

5. the ability to specify (user-defined) external periodic disturbances acting
on the system;

6. the efficient computation of steady-state (error) responses;

7. the ability for performance analysis based on these computed steady-state
responses;

8. automated optimization of steady-state performance by tuning of the VGC
parameters.

The remainder of this chapter is organized as follows. The functionality of
the toolbox will be outlined in Section 4.2, where the different main features of
the toolbox will be highlighted. Conclusions are presented in Section 4.3.

4.2 Functionality of the toolbox

The toolbox for variable-gain control design has been developed in Matlab [137],
and its GUI is depicted in Fig. 4.1. The main features of the toolbox will be
discussed in this section. Part of the GUI layout has been inspired by a loop-
shaping tool ‘Shapeit’ [22], [21], which is a tool for the loop-shaping of linear
feedback controllers in a linear setting.

4.2.1 Plant definition P(s)

The first step in the model-based variable-gain control design is to define the
linear plant P(s), s ∈ C, see Fig. 3.1 to recall the variable-gain control scheme.
In the upper-left corner of the GUI, see Fig. 4.1, the user can load a transfer-
function of the plant into the toolbox. We note that in principle, measured
frequency-response data of a plant can be used to design a VGC, see Chapter
3; however, measured frequency response data cannot simply be used to com-
pute accurate steady-state solutions to general periodic inputs. By selecting the
‘Plant P(s)’ transfer function in the upper-middle part of the GUI, the Bode-plot
of the plant can be depicted in the lower-right corner of the GUI, see Fig. 4.1.
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Fig. 4.1. Graphical User Interface for variable-gain control design tool-
box.
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4.2.2 Design of the linear controller C(s)
Based on the plant P(s), a linear (e.g. low-gain) controller C(s) can be designed,
for example using loop-shaping arguments. A series of typical linear filters can
be used as building blocks to design the controller in the left-middle part of
the GUI (a linear gain, lead/lag filter, integrator filter, notch-filter, 1st-order
low-pass filter and a 2nd-order low-pass filter). The filter elements can easily be
manipulated by setting the parameters of these filters and observing the changes
in the relevant frequency response functions which are shown in the lower-right
part of the GUI (such as the open-loop frequency response function, the sensitiv-
ity transfer function, etc.). The bandwidth and stability margins for the linear
controllers are computed and depicted in the lower-left corner of the GUI.

4.2.3 Design of the linear loop-shaping filter F(s)

The loop-shaping filter F(s) can be designed using the same linear filter building
blocks as employed for the design of the controller C(s). Together with the setting
for the maximum value αmax (which can be set in the ‘MTF parameters’ on the
left side of the GUI) of the slope of the nonlinearity φ(e), see (3.3), the filter F(s)
determines the high-gain linear controller C(s)(1 + αmaxF(s)). The high-gain
frequency response functions are also shown in the lower-right part of the GUI,
which makes the comparison and tradeoff between the low-gain and high-gain
design transparant, see Fig. 4.1.

Since the design of the loop-shaping filter F(s) is mainly driven by the circle-
criterion condition (considering nonlinearities in the [0, αmax] (incremental) sec-
tor)

Re (Geu(jω)) = Re

(
P(jω)C(jω)F(jω)

1 + P(jω)C(jω)

)
> − 1

αmax
∀ω ∈ R, (4.1)

see also (3.7), this condition is depicted graphically in the middle-lower part of
the GUI. Based on the minimum real part of Geu, the maximum allowable α is
computed that will still guarantee satisfaction of the circle-criterion condition
(4.1), which is depicted in the lower-left part of the GUI.

4.2.4 Periodic disturbance specification

Using the button ‘Periodic disturbance’ on the left side of the GUI, the window
in Fig. 4.2 opens, which allows to specify periodic disturbances acting on the
system. The external ‘disturbance’ can be a reference signal r, a force distur-
bance d, or measurement noise, or a combination of these. There are four options
for specifying this disturbance:
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• a zero-disturbance, to simply disable all external disturbances acting on
the system;

• a sinusoidal disturbance, where the frequency and amplitude of the distur-
bances can be set;

• multi-sine disturbances, which also allows to specify multiple subsequent
(windowed) sinusoidal disturbance components, see Fig. 4.2;

• a user-defined disturbance to be loaded from an m-file, which is the most
versatile option, since it allows to program any external periodic distur-
bance.

Fig. 4.2. Functionality for disturbance specification in GUI.

The specified disturbances acting on the system are used to compute the
steady-state errors of the low-gain, high-gain and variable-gain controller, de-
picted in the upper-right part of the main GUI, see Fig. 4.1. The steady-state
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errors are computed using the computationally efficient Mixed-Time-Frequency
(MTF) algorithm, see Chapter 2. Since the computation of a steady-state solu-
tion takes only a few milliseconds (opposed to computational times in the order
of seconds when using regular forward integration with comparable accuracy),
the MTF algorithm is very suitable for usage in the toolbox. Note that any
change in the controller or disturbance specification will affect the steady-state
error, which can ‘virtually instantly’ be updated due to the computational effi-
ciency of the MTF algorithm.

4.2.5 Performance measure specification

Using the button ‘Performance measure’ on the left side of the GUI, the window
in Fig. 4.3 opens, which allows to specify a performance measure J based on
the steady-state tracking error. There are three options for quantifying the
performance J of the system:

• the integral squared error performance measure J =
∫ T

0
e2dt, see e.g. (3.9),

with T the period of the periodic disturbance (and of the steady-state
solution due to the convergence property, see Remark 3.1);

• a weighted filtered squared error performance measure J = clf
∫ T

0
e2lfdt+

chf
∫ T

0
e2hfdt, see e.g. (3.29), (3.30), and Fig. 4.3;

• a user-defined performance measure, defined in an m-file, which is the
most versatile option, since it allows to program any arbitrary performance
measure depending on the computed steady-state error.

The performance J is computed for the linear low-gain and high-gain con-
trollers, and for the variable-gain controller, and is depicted in the upper-right
part of the GUI, see Fig. 4.1. This functionality supports the comparison of the
different controllers in terms of the performance J and relates the performance
measure to the time-domain steady-states error profiles, which are also displayed
in the upper-right corner.

4.2.6 Nonlinearity design

Using the button ‘Nonlinearity design’ on the left side of the GUI, the window in
Fig. 4.4 opens, which allows to design a nonlinearity φ(e) for the variable-gain
control system. The following three options are available for the shape of the
nonlinearity:

• a dead-zone nonlinearity;
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Fig. 4.3. Functionality for performance specification in the GUI.

• a saturation nonlinearity;

• a piecewise affine nonlinearity, consisting of 2 or 3 segments, see e.g. Fig.
3.2. This amount of segments is available in the GUI in order to keep
the implementation simple, and, moreover, this amount of segments is
sufficient in many practical situations, see Chapter 3.

The shape of the nonlinearity (and the linear low-gain (φ(e) = 0) and high-
gain (φ(e) = αmaxe) limit) is shown in the center part of the GUI, see Fig.
4.1. Sliders are implemented in the interface in Fig. 4.4 that can be used to
interactively change the switching lengths δi and slopes αi, i = 1, ..., N of the
nonlinearity, with N ∈ [2, 3] the number of segments of the nonlinearity. When
operating the sliders, or manually entering new values, the center-plot of the
GUI, displaying the nonlinearity, is updated. Moreover, the steady-state error
of the updated variable-gain control setting is immediately calculated (which
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Fig. 4.4. Functionality for nonlinearity design and tuning in the GUI.

again can be done in milliseconds by the grace of the computational efficiency
of the MTF-algorithm). The latter functionality is meant to provide a tool for
manual controller tuning, which is enabled by the ‘on-demand’ visualization of
the effects of variable-gain controller parameters on the steady-state tracking
performance. The switching lengths δi are also shown in the steady-state error
plots, using dotted horizontal black lines, see Fig. 4.1. Lastly, the performance
J of the variable-gain controller is also recomputed. Next to such manual tuning
using the interface in Fig. 4.4 (which, in the author’s opinion, can really help in
gaining insight and getting acquainted with variable-gain control), the perfor-
mance quantification in terms of J also allows for automated optimization-based
controller tuning, which will be discussed next.

4.2.7 Nonlinearity optimization

Using the button ‘Optimize nonlinearity’ on the right side of the interface in
Fig. 4.4, the window in Fig. 4.5 opens, which allows to optimize the shape of
the nonlinearity by minimizing the performance measure J , in the spirit of the
results in Chapters 2 and 3. For the pre-defined performance measures (the ‘in-
tegral squared error’ and ‘weighted filtered squared error’ type, see Fig. 4.3) the
necessary gradients for the gradient-based optimization can be computed using
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the strategy outlined in Chapter 22. For a user-defined performance-measure
(specified using an m-file), this is in general not possible since the relation be-
tween J and the error e is not known a priori (such that an expression for the
gradient as e.g. in (2.20) cannot be pre-programmed). Therefore, in such a case,
the necessary gradients are computed using finite-difference approximations.

Fig. 4.5. Functionality for nonlinearity optimization in the GUI.

The optimization is carried out using the fmincon.m algorithm in Matlab
(which is a gradient-based algorithm for constrained minimization). The GUI
provides the possibility to use multiple initial conditions for the parameters (us-
ing a gridding of the parameter space) to increase the chance of finding the global
optimum of the optimization problem, see Fig. 4.5. Moreover, constraints on
the parameters δi are by default used, which increase the chance of finding the
optimal variable-gain controller, see Section 3.3.3 for details. The optimization
history in terms of the performance J is plotted in the right part of the interface,

2Although formally the computation of gradients is only proven to work for nonlinearities
φ(e) that are C1 in e, see Chapter 2, in simulations it is observed that the method also works
for nonlinearities which are C0, such as the piecewise affine characteristics. Alternatively, it
would be possible to define a sufficiently smooth variant of φ(e) which can arbitrarily closely
approximate the piecewise affine nonlinearities, but this is not pursued in the toolbox, for the
ease of implementation.
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see Fig. 4.5.

4.2.8 Computation of ‘Nonlinear Bode plots’

As a last functionality of the toolbox, although not considered in detail in this
thesis, we would like to discuss the computation of ‘Nonlinear Bode plot’ equiv-
alents. Using the button ‘Compute nonlinear Bode plots’ on the right side of
the GUI, see Fig. 4.1, the window in Fig. 4.6 opens, which allows to compute
for example a nonlinear equivalent of the sensitivity function for the nonlinear
variable-gain controlled system.

Fig. 4.6. Functionality for computing ‘nonlinear Bode plots’.

We recall that the variable-gain control systems considered here are conver-
gent when these comply with the circle-criterion conditions, as explicated in
Chapter 2. A convergent system has a unique, T -periodic, steady-state solution
in the presence of T -periodic inputs. Considering T -periodic harmonic inputs
(as for linear Bode plots), a nonlinear convergent system will in general have
a non-harmonic, but still T -periodic steady-state response, see Fig. 4.7 for an
example involving a dead-zone VGC setting. Defining, for example, the ratio of
the L∞-norm of the output of the convergent systems to the amplitude of the
harmonic input, a nonlinear equivalent of a Bode-plot for convergent systems
can be defined [114], [112], [113]. Due to the nonlinear nature of the closed-loop
dynamics, this Bode plot will not only depend on the frequency of the excita-
tion, but also on the amplitude of the excitation (which can be set in the GUI
displayed in Fig. 4.6). However, due to the convergent nature of the system,
this ‘nonlinear Bode-plot’ will be unique, by the grace of the uniqueness of the
underlying periodic asymptotically stable steady-state responses.
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Fig. 4.7. Example of a non-harmonic, T -periodic steady-state er-
ror (in a dead-zone VGC setting) due to a harmonic reference input
r(t) = A sin(2πT t), with A = 0.4 and T = 0.2 seconds.

An example of a ‘nonlinear Bode Sensitivity plot’ is shown in Fig. 4.8, which
is computed for a variable-gain control system with a dead-zone nonlinearity.
Without analyzing the shape of the nonlinear Bode plot here, we note that we
clearly see (opposed to linear systems) that the sensitivity characteristic depends
on the amplitude A of the input r = Asin(2πft). Moreover, since 10 different
amplitudes A and 500 frequency points were used to generate these Bode plots in
Fig. 4.8, 5000 nonlinear steady-state solutions have been computed for Fig. 4.8.
Using the MTF-algorithm this only takes approximately 10 seconds, opposed to
approximately one hour if forward integration would be used to compute all the
steady-state solutions with comparable accuracy.

4.3 Conclusions

In this chapter, we introduced a prototype of a variable-gain controller software
toolbox for linear (motion) control systems. The subgoals defined in Section
4.1 have all been incorporated in the design of the toolbox. The toolbox is
designed to help the user (control engineer) to intuitively and efficiently design
the different elements of the variable-gain controller. The effect of the different
controller elements on the closed-loop tracking error are efficiently computed
using the MTF-algorithm, which makes it possible to use the toolbox for the
design and optimization of the variable-gain controllers.

The toolbox presented in this chapter incorporates results of Chapter 2 and
3. In fact, for all the experimental results in Chapter 3 (and also for the de-
sign of the nominal variable-gain controller in Chapter 5), the toolbox has been
used to efficiently design the nominal variable-gain controllers. Moreover, the
GUI has been used in several student-projects and has been used for DEMO-
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Fig. 4.8. Example of a computed ‘nonlinear Bode Sensitivity plot’, which
is a function of frequency f = 1/T and amplitude A of the input r =
A sin(2πft).

lectures during the MSc course ‘Performance of Nonlinear Control Systems’ given
at the Eindhoven University of Technology, which has helped students to gain
insight and get acquainted with variable-gain control. As a next step, hope-
fully, toolboxes such as presented in this chapter can expedite the acceptance of
variable-gain controllers in industrial applications.



Chapter 5

Extremum-seeking control for the
adaptive design of variable-gain

controllers

Abstract – In this chapter, we experimentally demonstrate an extremum-seeking control

strategy for nonlinear systems with periodic steady-state outputs, for the adaptive design of

variable-gain controllers. Variable-gain control can balance the tradeoff between low-frequency

disturbance suppression and sensitivity to high-frequency noise in a more desirable manner

than linear controllers can. However, the optimal performance-based tuning of the variable-

gain controller parameters is far from trivial, and depends on the unknown disturbances act-

ing on the system. The extremum-seeking controller only utilizes output measurements of

the plant, and can therefore be used to optimally design the parameters of the variable-gain

controller, without using direct information on the disturbances acting on the system. Exper-

imental results are presented for the performance-optimal tuning of a variable-gain controller

applied to a magnetically levitated industrial motion control setup performing tracking mo-

tions. The influence of the different parameter choices on the performance of the extremum-

seeking controller is illustrated through experiments.

5.1 Introduction

Extremum-seeking control is an adaptive control approach that optimizes a cer-
tain performance measure in terms of the steady-state output of a system in
real-time, by automated and continuous adaptation of the system parameters.
In general, extremum-seeking control is typically used to optimize system perfor-
mance in terms of constant steady-state outputs [7], [90], [132], [131]. Recently,

This chapter is based on [66]
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an extremum-seeking control method has been proposed for steady-state perfor-
mance optimization of general nonlinear plants with arbitrary periodic steady-
state outputs of the plant [48]. Other works on the extremum-seeking control
for systems with periodic steady-state outputs can be found in [47], [64], [86].
We also note that besides the adaptive extremum-seeking approach we consider
in this chapter, which continuously adapts system parameters, also extremum-
seeking methods exist which iteratively update the system parameters in a
periodic sampled-data fashion, in combination with a numerical optimization
scheme, see e.g. [135], [86].

The application of extremum-seeking control for periodic steady-state out-
puts is generically relevant in the scope of periodic tracking problems and is
particularly relevant in the context of motion control applications, such as for
example industrial robotics, wafer scanners, and pick-and-place machines. In the
latter application areas, periodic reference trajectories are often tracked in order
to perform specific motion tasks. In this context, extremum-seeking control, in
which neither a plant model nor disturbance models are required, is especially
suitable for adaptive tuning controller parameters in order to obtain an opti-
mal time-varying steady-state response, tuned for the (unknown) disturbances
at hand.

In this chapter, we will experimentally demonstrate the extremum-seeking
control approach for periodic steady-states introduced in [48]. In particular, we
will use the approach for the performance-optimal design of variable-gain con-
trollers and will address an industrial motion control application. In industry,
linear motion systems are still often controlled by linear controllers, mostly of
the proportional-integral-differential (PID) type [4]. However, it is well known
that linear controllers suffer from inherent performance limitations such as the
waterbed effect [38]. This waterbed effect describes the well-known tradeoff be-
tween, on the one hand, low-frequency tracking and, on the other hand, sensitiv-
ity to high-frequency disturbances and measurement noise. If only low-frequency
disturbances are present, a high-gain controller is preferred in order to obtain
good low-frequency tracking properties. Contrarily, if only high-frequency dis-
turbances and noise are present, a low-gain controller is preferred as not to am-
plify the effect of the high-frequency disturbances. Typically, a linear controller
needs to balance between these two conflicting objectives with the waterbed
effect as a constraint due to the Bode sensitivity integral.

To overcome such a performance limitation to a certain extent, a nonlinear
variable-gain control strategy has been employed in [56], [52], [149], [141], [9],
[139]. In these references, it has been shown that variable-gain controllers have
the capability of outperforming linear controllers in the scope of the tradeoff
mentioned above, especially in the scope of non-stationary or nonlinear distur-
bance and/or performance specifications. Although these controller designs are
intuitive in nature, an optimal performance-based tuning of such variable-gain
controllers is far from trivial, especially as it depends on the particular distur-
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bance situation at hand. As a consequence, sub-optimal tuning is typically done
in a heuristic fashion.

In this chapter, we therefore propose to employ extremum-seeking to op-
timally tune the variable-gain controller parameters, without using knowledge
on the disturbances acting on the system. The benefits of the adaptive tuning
of variable-gain controller parameters have been shown in an iterative feedback
tuning context in [49], [51]. Here, we will not employ such an iterative approach,
but we will use an alternative, adaptive approach based on the extremum-seeking
technique for periodic steady-states, which does not use any plant model, unlike
the approach in [49], [51], and does not use explicit knowledge on the distur-
bances, as in e.g. [111].

The main contributions of this chapter can be summarized as follows:

• Firstly, we present the experimental validation of the extremum-seeking
strategy for periodic steady-states presented in [48] in the context of opti-
mizing variable-gain controllers for repetitive motion tasks;

• Secondly, we show that the tracking performance of industrial motion con-
trol systems can be significantly improved (compared to linear controllers)
using variable-gain controllers optimally tuned by extremum-seeking.

This chapter extends the preliminary results in [69], in particular by experimen-
tally validating the extremum-seeking approach for periodic steady-states, by
application to an industrial motion control setup, and by giving more specific
tuning guidelines for the extremum-seeking controller.

The remainder of the chapter is organized as follows. In Section 5.2, we
discuss the problem formulation considered in this chapter. In Section 5.3, we
discuss the extremum-seeking control strategy for systems with periodic steady-
states in the scope of the adaptive optimization of variable-gain controllers. The
industrial motion control setup and nominal variable-gain controller design for
this system will be discussed in Section 5.4. In Section 5.5, the experimental
results of the extremum-seeking control strategy for the performance-optimal
tuning of the variable-gain controller will be presented. Conclusions will be
presented in Section 5.6.

5.2 Problem formulation

Consider the closed-loop variable-gain control scheme depicted in Fig. 5.1, with
the underlying linear control structure consisting of the linear plant dynamics
and the nominal linear controller with transfer functions P(s) and C(s), s ∈ C,
respectively, reference signal r, force disturbance d, and tracking error signal
e. To enhance the performance of the closed-loop system with respect to that
achievable by the linear controller C(s), we introduce a nonlinear element φ(e, δ)
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Fig. 5.1. Closed-loop variable-gain control scheme.

−δ

δ

α
e

ϕ(e, δ)

Fig. 5.2. Nonlinearity φ(e, δ) discriminating between small errors and
large errors.

and shaping filter F(s). The design of F(s) will relate to shaping the positive-
real properties of the closed-loop system, as we will illustrate in Section 5.5. The
choice of the shape of the nonlinearity φ(e, δ) is given by a dead-zone character-
istic

φ(e, δ) =

 α(e+ δ)
0
α(e− δ)

if e < −δ,
if |e| ≤ δ,
if e > δ,

(5.1)

with dead-zone length δ ≥ 0 and additional gain α ≥ 0, see Fig. 5.2. The
particular tuning of the nonlinearity φ is key to optimizing performance, as
we will show later. Let us now explicate the rationale behind the choice for
the dead-zone characteristic. Typically, in motion systems, errors induced by
low-frequency disturbances are larger in amplitude than those induced by high-
frequency disturbances [141]. Therefore, if the error signal e(t) exceeds the
dead-zone level δ, an additional controller gain α is induced, yielding superior
low-frequency tracking and disturbance suppression properties. If, however, the
error signal does not exceed the dead-zone length δ, no additional gain is induced
as to avoid the deterioration of the sensitivity to high-frequency disturbances.

Remark 5.1. Besides the particular dead-zone characteristic in (5.1), also other
choices for the shape of the nonlinearity φ(e, δ) are possible, and can as well
give performance benefits, see Chapter 3. However, for the sake of clarity of
presentation of the variable-gain control strategy, and because we will use the
dead-zone nonlinearity for the experimental setup in Section 5.5, we will limit
the analysis here to the specific dead-zone characteristic in (5.1). ▹
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Due to the choice of the variable-gain control structure in Fig. 5.1, the
closed-loop dynamics can be modeled as a Lur’e-type system [83] of the form

ẋ = Ax+Bu+Bww(t) (5.2a)

e = Cx+Dww(t) (5.2b)

u = −φ(e, δ), (5.2c)

with state x ∈ Rn, where w(t) ∈ Rm contains all external inputs, such as the
reference r(t) and force disturbance d(t). The transfer function Geu(s) denotes
the transfer from input u ∈ R to output e ∈ R, see Fig. 5.1, and can be expressed
as

Geu(s) = C(sI −A)−1B =
P(s)C(s)F(s)

1 + P(s)C(s)
. (5.3)

In motion control applications, performance relates to the size of the tracking
error e. A key performance parameter in the variable-gain control scheme in
Fig. 5.1 is the dead-zone length δ, which discriminates between small and large
errors, see Fig. 5.2. The optimal value for δ that minimizes tracking errors,
depends strongly on the external disturbances acting on the system. Because
accurate disturbance models are difficult to obtain, and because the disturbances
signature may change over time, a (fixed) heuristic choice of the dead-zone length
δ as in [52], [56], will likely be sub-optimal. This makes the search for the
performance-optimal δ a challenging task. The problem we consider in this
chapter is therefore the online and adaptive performance-optimal tuning of the
dead-zone length δ, without using knowledge on the disturbance situation at hand.

We will approach this problem using the extremum-seeking control strat-
egy for nonlinear systems with periodic steady-state outputs. This extremum-
seeking strategy will be discussed in Section 5.3. Subsequently, the approach will
be applied to a variable-gain controlled experimental motion stage in Sections
5.4 and 5.5.

5.3 Extremum-seeking for periodic steady-states

Extremum-seeking control is commonly used to optimize the performance of
plants with constant steady-state outputs (i.e. in an equilibrium setting) [7], [90],
[132], [131]. Compared to this extremum-seeking work for constant steady-states,
extremum-seeking control for plants with time-varying outputs has received rela-
tively little attention [48], [47], [64]. We will employ an extremum-seeking scheme
for the performance optimization of nonlinear plants with periodic steady-state
outputs, which is particularly relevant in the scope of tracking and disturbance
rejection problems for motion systems, as we will show in Section 5.5.

Consider the extremum-seeking scheme shown in Fig. 5.3, which, in the
spirit of [104], consists of a stabilized plant (5.2), a performance output which
is the tracking error y = e, a performance measure J which depends on the



92 Chapter 5. Extremum-seeking control for periodic steady-states

performance output y = e (for example, typically of the integral squared error
form J =

∫
y2 =

∫
e2), a gradient estimator and an optimizer. Additionally,

the stabilized plant in the extremum-seeking scheme in Fig. 5.3 is subject to a
bounded Tw-periodic input w(t), which will give rise to time-varying outputs y
of the stabilized plant.

Let us elaborate on the different elements in this extremum-seeking scheme
in the scope of the variable-gain motion control setting specified in the previous
section; for more details we refer to [48]:

Stabilized plant: The stabilized plant can be a nonlinear system, which in
this chapter is the closed-loop variable-gain control system (5.2), i.e.

f(x, δ, w) = Ax−Bφ(e, δ) +Bww, (5.4)

in Fig. 5.3. Note that the extremum-seeking controller only uses output mea-
surements of the stabilized plant, which can therefore be unknown. In the motion
control context, the important performance output variable y is the tracking er-
ror, i.e. y = e;

Performance Measure: We aim to find the value of the dead-zone length
δ that optimizes a performance measure J that depends on the Tw-periodic

1

steady-state performance output ȳw(t, δ) of the stabilized plant (5.2) (where
we write ȳw in order to emphasize that we consider the steady-state output
which depends on the external Tw-periodic input w(t)). In order to do so, the
performance of the variable-gain controller is characterized by the performance
measure

J(t, δ) =

∫ t

t−Tw

h(s(τ), y(τ, δ))dτ. (5.5)

Herein, h is a performance-related function to be chosen by the user and the
Tw-periodic function s(t) is a selection function allowing to weigh the error only
in an important performance window (see Section 5.4 for more details). Note
that the output of the performance measure J as in (5.5) is constant if y(t, δ) is
Tw-periodic in t, for fixed δ.

As an example of a typical performance measure for a motion control appli-
cation, consider the integral squared error performance measure

J(t, δ) =

∫ t

t−Tw

e2(τ, δ)dτ, (5.6)

which relates to the tracking error e (see Fig. 5.1) during the last Tw seconds;

1Later we will show under which conditions the steady-state output to Tw-periodic distur-
bances w(t) is indeed Tw-periodic.
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Fig. 5.3. Extremum-seeking scheme for the optimal tuning of the dead-
zone length δ.

Gradient estimator: The gradient estimator uses dither, see Fig. 5.3 and

Fig. 5.4, to obtain an estimate ∂̃J/∂δ of the true gradient ∂Jsta/∂δ of the
unknown static performance map

Jsta(δ) =

∫ Tw

0

h(s(τ), ȳw(τ, δ))dτ, (5.7)

i.e., the performance map (5.5) for fixed δ and steady-state error ȳw(t, δ) =
ēw(t, δ), see Fig. 5.4. The moving average filter in the gradient estimator, see
Fig. 5.3, is beneficial to filter out the oscillations with dither frequency ω in the

performance J , thereby resulting in an improved gradient estimate ∂̃J/∂δ, see
Remark 7 in [48]. Note that the moving average filter serves a similar purpose
as the low-pass and/or high-pass filters as applied in e.g. [132].

Optimizer: The extremum-seeking controller aims to find the minimum
of the unknown steady-state performance map Jsta(δ), which we assume to be

attained at δ∗, see Fig. 5.4. The estimated gradient ∂̃J/∂δ is used by the
optimizer

˙̂
δ = −c

∂̃J

∂δ
, (5.8)

in order to steer the nominal value δ̂ of the dead-zone length δ towards the
performance optimizing value δ∗, with adaptation gain c, where

δ = δ̂ + a sin(ωt), (5.9)

with a the dither amplitude, and ω = 2π/T the dither frequency (with dither
period T ).
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Fig. 5.4. Schematic representation of extremum-seeking procedure: the
essential time-scales are also indicated.

5.3.1 Time scale separation

As in all classical extremum-seeking approaches [90], [132], [131], the principle
of time-scale separation is essential to the successful operation of the extremum-
seeking loop, see Fig. 5.4. If the dither amplitude a, the dither frequency ω and
the adaptation gain c are chosen small enough to enable time-scale separation of
the plant, gradient estimator and optimizer, the performance J(δ) will remain
close to the steady-state performance map Jsta(δ), see Fig. 5.4. In that case,
the dither signal sin(ω(t)) will be in-phase (out-phase) with the measured per-
formance J(t, δ) in case δ lies to the right (to the left) of the optimum θ∗, see

Fig. 5.4. This forms the basis for the gradient estimate ∂̃J
∂δ , since the product

of sin(ωt) and J(t, δ), see Fig. 5.4, will be proportional to the true gradient

∂Jsta/∂δ. Hence, for sufficiently small c, a, and ω, it holds that ∂̃J
∂δ will be a

good estimate of the true gradient ∂Jsta

∂δ , see e.g. [131, Section 3.3] or [48, Remark
7] for the mathematical details.

The fact that we are optimizing performance in terms of Tw-periodic outputs
(rather than equilibrium points) introduces an additional time scale. This time
scale relates to the period-time Tw of the periodic disturbances w(t) and, al-
though present in [48], this time scale was not explicitly discussed in that work.
In the absence of such external inputs, i.e. in the extremum-seeking setting for
constant steady-state outputs (the equilibrium setting) [7], [90], [132], [131], it
is important that the dither frequency ω is chosen sufficiently low (T sufficiently
high) compared to the time-scale of the plant dynamics. This guarantees that
the plant operates close to its steady-state behavior, and hence, the performance
J is close to its steady-state performance Jsta(δ) (see Fig. 5.4), see e.g. [132].
In the extremum-seeking setting for periodic steady-states as considered here,
the performance J(t, δ) in (5.5) relates to the output response over the last Tw

seconds. Additional to the requirement in the equilibrium case, it is therefore
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important that the dither period T is chosen sufficiently high compared to the
period Tw of the inputs. This guarantees that δ is ‘perceived as constant’ over
one period Tw, such that the performance J(t, δ) is close to the steady-state per-
formance Jsta(δ). Summarizing, the following essential time-scales are present in
the extremum-seeking approach for periodic steady-states, from fastest to slow-
est: 1) plant-dynamics, 2) period Tw of external disturbance, 3) dither period
T , 4) time scale of the optimizer related to the adaptation gain c.

Remark 5.2. Note that the inclusion of the selection function s(t) in the defini-
tion of the performance measure (5.5) was not included in [48]. However, since
the selection function s(t) is also periodic with period time Tw, the function
h(s(t), y(t, δ)) in (5.5) is also periodic with period time Tw and is, moreover,
bounded for bounded x and w(t). Therefore, the output of the performance
measure J(t, δ) will still be constant if the steady-state output ȳw(t) = ēw(t) is
Tw-periodic, such that the results in [48] can be employed. ▹

5.3.2 Stability conditions

The following essential assumptions are made in [48, Theorem 8] to guarantee
the stability of the extremum-seeking scheme presented above:

A1 The external inputs w(t) are generated by an exo-system ẇ = g(w), which
generates uniformly bounded, Tw-periodic disturbances with a known con-
stant period Tw;

A2 For all fixed parameters δ ∈ R, the nonlinear system (5.2) exhibits a unique
globally asymptotically stable steady-state solution x̄w(t, δ), with the same
period time Tw;

A3 The sufficiently smooth steady-state performance map Jsta(δ) has a unique
global minimum at δ∗;

A4 The vector field f(x, δ, w) of the stabilized plant in (5.4) is twice continu-
ously differentiable in x and δ, and continuously in w(t).

Under these assumptions, the stability result in [48] guarantees that the
closed-loop system is semi-globally practically asymptotically stable (SGPAS)
in the following sense. For any ρx,i, νx,i ∈ R > 0, i ∈ {1, . . . , n}, ρδ, νδ ∈ R > 0
and initial conditions satisfying maxs∈[−Tw,0] |x̃i(s)| ≤ ρx,i ∀i ∈ {1, . . . , n},
maxs∈[−Tw,0] |δ̃(s)| ≤ ρδ, there exist sufficiently small values for the dither am-
plitude a, dither frequency ω(a), and adaptation gain c(a, ω), such that the
solutions x(t), δ(t) of the closed-loop extremum-seeking scheme are well defined
for all t ≥ 0 and satisfy the following properties:

1. uniform boundedness: supt≥0 |x̃i(t)| ≤ Cx,i ∀i ∈ {1, . . . , n} and

supt≥0 |δ̃(t)| ≤ Cδ;
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2. ultimate boundedness: lim supt→∞ |x̃i(t)| ≤ νx,i ∀i ∈ {1, . . . , n} and

lim supt→∞ |δ̃(t)| ≤ νδ,

for some constants Cx,i(ρx,i, ρδ, a, c, ω), Cδ(ρx,i, ρδ, a, c, ω) ∈ R > 0,

i ∈ {1, . . . , n}, and where x̃(t) := x(t) − x̄w(t, δ) and δ̃(t) = δ̂(t) − δ∗. Note
that the above co-dependence of the parameters a, ω and c, indicate an order of
tuning for the extremum-seeking parameters.

Remark 5.3. Under the assumptions stated above, [48, Theorem 8] guarantees
that the extremum-seeking scheme is SGPAS according to [48, Definition 1],
which differs slightly from definitions of SGPAS in e.g. [132], which also considers
the decay rate of the solutions. ▹

5.4 Experimental setup and nominal controller
design

In this section, we will discuss the experimental setup that we will use to illus-
trate the practical feasibility of the control strategy proposed in the previous
section. The magnetically levitated industrial motion platform itself will be
discussed in Section 5.4.1. The nominal variable-gain controller design will be
discussed in Section 5.4.2, after which we will discuss the set-point and dis-
turbance characterization in Section 5.4.3, and the performance specification in
Section 5.4.4.

5.4.1 Magnetically levitated motion platform

The plant P(s) is represented by the experimental setup in Fig. 5.5. The motion
platform involves a magnetically levitated and magnetically actuated inertia,
which can be controlled in all of its six degrees of freedom. Such a motion
platform is suitable for application in for example pick-and-place machines or
wafer scanners. The permanent magnets are attached to the fixed world, and
the coils are attached to the actuated inertia. The main degree of freedom, the
one that has the longest possible stroke (80 mm), is the x-direction (see Fig.
5.5), which is also the direction that we will focus on. The remaining degrees of
freedom are stabilized; this enables to position the actuated inertia accurately in
all six degrees of freedom (which would not be possible using a fixed guide rail
for example). All six degrees of freedom can be measured with an interferometer
system which has a resolution of 0.625 nm. The whole setup, including the
measurement system, is placed on a vibration isolation table.

5.4.2 Nominal variable-gain controller design

From frequency response measurements at different x-positions it is observed
that the plant can very well be considered linear. A stabilizing nominal (low-
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x

Fig. 5.5. The experimental setup: a magnetically levitated industrial
motion platform with 6 degrees-of-freedom.

gain) linear controller C(s), see Fig. 5.1, has been designed using loop-shaping
arguments [129], based on these frequency response measurements. It is stressed
once more, that the frequency response data of the plant P(iω) is only used to
design this stabilizing controller C(s) and to verify the conditions of Theorem
5.1, and that no model of the plant is used explicitly by the extremum-seeking
controller. The nominal linear controller consists of a lead-filter, notch-filter,
integral action and a 2nd-order low-pass filter. The resulting measured open-
loop frequency response function P(iω)C(iω) is shown in Fig. 5.6. The open-loop
bandwidth of the system is 52 Hz for the low-gain controller.

A linear controller with a higher loop-gain, and hence a higher bandwidth
(of 86 Hz), has also been designed in order to achieve a higher level of low-
frequency disturbance suppression. However, due to the waterbed effect [122],
this low-frequency (below the bandwidth) performance improvement will lead to
a deterioration of high-frequency (above the bandwidth) disturbance sensitivity.
In order to balance this tradeoff in a more desirable manner, we therefore design
a variable-gain controller, see Section 5.2.

The following theorem provides sufficient conditions under which system
(5.2), excited by a Tw-periodic input w(t), has a uniquely defined Tw-periodic
globally exponentially stable steady-state solution.

Theorem 5.1. [146], [141] Consider system (5.2). Suppose
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Fig. 5.6. Measured open-loop frequency response function P(iω)C(iω)
for the linear low-gain controller C(s) (δ = ∞) and linear high-gain con-
troller C(s)(1 + αF(s)) (δ = 0).

B1 The matrix A is Hurwitz;

B2 The continuous nonlinearity φ(e, δ) satisfies:

0 ≤ φ(e2, δ)− φ(e1, δ)

e2 − e1
≤ α, (5.10)

for all e1, e2 ∈ R, e1 ̸= e2 and all δ ≥ 0;

B3 The transfer function Geu(s) given by (5.3) satisfies

Re (Geu(iω)) > − 1

α
∀ω ∈ R. (5.11)

Then for any bounded Tw-periodic piecewise continuous input w(t), system (5.2)
has a unique Tw-periodic solution x̄w(t), which is globally exponentially stable
and bounded for all t ∈ R.

Systems with such a uniquely defined globally exponentially stable steady-
state solution (for arbitrary bounded inputs w(t)) are called exponentially con-
vergent, see e.g. [29, 113]. Note that the satisfaction of the conditions of The-
orem 5.1 implies that Assumption A2 is satisfied. Indeed, the stabilized plant
will then have a unique, Tw-periodic, globally exponentially stable steady-state
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solution x̄w(t, δ) for fixed δ and Tw-periodic inputs w(t). Note that this property
guarantees the existence and uniqueness of the steady-state performance map
Jsta(δ), see [114], which relates to Assumption A3. Of course, the existence of
a unique global minimum δ∗ depends on the specific problem (and performance
specifications) considered.

Tuning of the shaping filter F(s), see Fig. 1, aims at adding a significant
amount of allowable additional gain α, while satisfying the frequency-domain
circle-criterion stability condition (5.11). Consider Fig. 5.7, where Geu(iω), see
(5.3), is shown for the case without shaping filter F(s) (i.e. F(s) = 1). If no
shaping filter F(s) is used, the maximum additional gain is α = −1/−0.63 = 1.6,
see Fig. 5.7. By using a notch filter and low-pass filter we constitute the shaping
filter as follows:

F(s) =
ω2
p

ω2
z

s2 + 2βzωzs+ ω2
z

s2 + 2βpωps+ ω2
p

ω2
lp

s2 + 2βlpωlps+ ω2
lp

, (5.12)

where ωp = 40 · 2π rad/s, ωz = 60 · 2π rad/s, βp = 1, and βz = 0.5, ωlp = 2π300,
βlp = 0.7, a higher additional gain α = −1/− 0.26 = 3.8 is allowed. We choose
α = 3 in order to have some guaranteed robustness, as indicated by the dashed
vertical line in the circle criterion plot in Fig. 5.7. The loop-gain P(s)C(s)
is depicted for the linear controller limits of the variable-gain controllers, i.e.
the linear low-gain (δ = ∞) controller C(s) and high-gain (δ = 0) controller
C(s)(1 + αF(s)), are depicted (by means of the open-loop frequency response
functions) in Fig. 5.6.

By design of the stabilizing controller C(s), condition B1 of Theorem 5.1
is satisfied. Because we consider nonlinearities of the dead-zone type (5.1),
condition B2 of Theorem 5.1 is also satisfied. Moreover, from Fig. 5.7 we
conclude that condition B3 of Theorem 5.1 is also satisfied. Hence, system
(5.2) has a unique, bounded, Tw-periodic, globally exponentially stable steady-
state solution x̄w(t) for Tw-periodic inputs. From this fact, we conclude that
Assumption A2 needed for the extremum-seeking strategy is also satisfied.

Note that from Theorem 5.1 it follows that the dead-zone length δ of the
nonlinearity, is completely stability-invariant. This freedom is used in Section
5.5 to tune δ in a performance-optimal way using the extremum-seeking strategy
from Section 5.3.

5.4.3 Input specification

In order to represent a realistic industrial application, the experimental setup
considered will be tested in a tracking experiment where typical high-frequency
disturbances are present. The reference r(t) to be tracked by the magneti-
cally levitated inertia (in the x-direction, see Fig. 5.5), consists of a third-order
motion profile, see Fig. 5.8. As a possible application, we consider a typical
pick-and-place operation. Namely, on the reference the inertia is moved from
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Fig. 5.7. Frequency-domain condition (5.11) illustrating that
Re(G(iω)) > −1/α ∀ω ∈ R, on the basis of measured frequency response
data.

a zero-position to a 1 cm position, see Fig. 5.8. Here, a component could be
placed for example, after which the movement is made back to the zero-position,
resulting in a Tw = 2 second trajectory. In a typical industrial motion set-
ting, also high-frequency (above the bandwidth) force-disturbances will also be
present (such as e.g. acoustic disturbances, or cross-talk from other parts of the
machine, measurement noise, etc.). To emulate such disturbances, we inject a
high-frequency (colored, above the bandwidth) force disturbance to d(t), see Fig.
5.8. Since the colored disturbance d(t) has its main frequency content above 100
Hz (above the bandwidth), this is well separated from the frequency of 0.5 Hz
of the reference signal r(t), such that d(t) can easily be approximated as being
periodic with period time Tw = 2 s, see Fig. 5.8. Additionally, the configuration
of the magnets and coils in the setup give rise to position-dependent cogging
disturbances, which can also be considered to be approximately periodic due to
the periodic motion profile (and small tracking errors, such that y ≈ r). The
Tw-periodic reference r(t) and force disturbance d(t), with resulting (bounded)
Tw-periodic external input w(t) = [r(t), d(t)]T , could in principle be generated
by an exo-system as stated in Assumption A1. From this, we conclude that
Assumption A1 needed for the extremum-seeking strategy is satisfied.

5.4.4 Performance specification

The inputs r and d as considered in Fig. 5.8 result in a measured closed-loop
error response as depicted in the lower-plot in Fig. 5.8, for the nominal low-
gain controller C(s). The performance objective relates to the important time
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Fig. 5.8. Illustration of the Tw-periodic reference input r(t), force-
disturbance d(t) and mask function s(t) in (5.14).

at which the set-point reaches the constant position phase (as an example, in
a pick and place operation high accuracy is needed here to place a component
on a printed circuit board), see Fig. 5.8. Our goal will be to improve the
low-frequency response (due to the acceleration phases, with unavoidable non-
perfect feed-forward compensation) while not deteriorating the high-frequency
error response during the constant position part, see Fig. 5.8. To quantify both
these effects in one performance measure, we define, in accordance with (5.5),

J(t, δ) =

∫ t

t−Tw

s(τ)e2(τ, δ)dτ, (5.13)

with the ‘mask-function’

s(t) =


1 if t ∈ [0.38, 0.6] + kTw

4 if t ∈ [0.6, 1.5] + kTw

0 otherwise,

(5.14)

with k ∈ {0, 1, ...}, and Tw = 2 s, see Fig. 5.8. A weight of s(t) = 4 is
used during t ∈ [0.6, 1.5] s in order to make the effect of the high-frequency
amplification in the performance measure of comparable magnitude as the low-
frequency effect (due to the acceleration part) during t ∈ [0.38, 0.6] s. This
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way, both effects will be reflected in the performance measure in (5.13). Of
course, depending on the application at hand, other performance measures may
be defined, resulting in a different quantification of performance. As we will see
in Section 5.5, the performance measure in (5.13), (5.14) will indeed capture the
tradeoff between low-frequency disturbance suppression and sensitivity to high-
frequency disturbances. The extremum-seeking approach from Section 5.3 will
be used in order to optimally balance this tradeoff in a more desirable manner
by adaptively tuning a variable-gain controller.

5.5 Experimental extremum-seeking results

In this section, the extremum-seeking control approach, see Fig. 5.3, is used to
optimally design the dead-zone length δ of the variable-gain controller, see Fig.
5.1. Assumptions A1 and A2 from Section 5.3.2 have been satisfied in Sections
5.4.2 and 5.4.3 respectively. Moreover, as we will see from the experimental
results in this section, condition A3 is also satisfied for the range of values δ that
we are interested in. Regarding condition A4, the following remark is in place.

Remark 5.4. As stated in Assumption A4, in [48] it is actually assumed that the
dynamics f(x, δ, w) in (5.4), see Fig. 5.3, is twice continuously differentiable with
respect to δ. However, the use of the dead-zone nonlinearity φ(e, δ) as shown in
Fig. 5.2 violates this smoothness assumption. Alternatively, it would be possible
to define a sufficiently smooth variant of φ(e, δ) which can arbitrarily closely
approximate the dead-zone nonlinearity. However, for reasons related to the ease
of implementation of a non-smooth piecewise linear dead-zone characteristic,
we prefer the usage of the dead-zone nonlinearity as shown in Fig. 5.2. In
practice, the violation of Assumption A4 was not found to negatively impact
the convergence of the scheme, which will be illustrated by the experimental
results in this section, thereby indicating that a relaxation of this requirement
may be possible. ▹

The set of extremum-seeking parameters as in Table 5.1 is used, unless stated
otherwise. To give a motivation for the selected parameters, and to give some
guidelines for selecting parameters in other applications, consider the following
essential aspects:

• The dither amplitude a directly relates to the size of the set to which
the extremum-seeking controller will converge, see Fig. 5.9 and 5.10. In
the variable-gain control application considered, the dead-zone length δ is
known to be positive in order to make sense, see Fig. 5.2. Moreover, based
on the default linear low-gain and high-gain controller response (as we will
see later in Fig. 5.11), we know that the maximum error max(|e|) ≤ 1.75
µm, such that for δ ≥ 1.75 µm, the linear low-gain controller will be
effective. The interesting range for δ is thus given by 0 ≤ δ ≤ 1.75 µm. A
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Table 5.1. Default extremum-seeking parameter set.

Parameter c [1/s] a [µm] ω = 2π/T [rad/s]
Value 0.3 0.05 2π/10

dither amplitude of 0.05 µm (≈ 3 % of the interested range of 1.75 µm) is
therefore selected as an initial choice for the dither amplitude a.

• The dither frequency ω should be selected sufficiently low in order to guar-
antee that the performance J(t, δ) is close to the steady-state performance
map Jsta(δ), see Fig. 5.4. Note that in order to guarantee this time-scale
separation, first of all, the ‘stabilized plant’ ẋ = f(x, δ, w(t)), see Fig. 5.3,
should be sufficiently fast compared to the dither signal, which is stan-
dard in the extremum-seeking literature. Second of all, we should choose
T sufficiently larger than Tw, such that δ is ‘perceived as constant’ over
one period Tw, see the discussion on time-scale separation in Section 5.3.1.
Therefore, we choose T = 2π/ω = 10 s, a factor 5 larger than the period
Tw = 2 s of the input w(t).

• The adaptation gain c should be chosen small enough, again in order to
guarantee the time-scale separation, see Fig. 5.4. Over one period of the
dither T , the nominal value for δ̂, see Fig. 5.3, should not change too much
compared to the dither in order to obtain an accurate gradient estimate.

Since
˙̂
δ = −c ∂̃J∂δ , the choice for c relates to the gradient of the performance

map, which is in general unknown. For an initial experiment, it is therefore
sensible to start with a very small c (such that the δ̂ changes very slowly)
and increase it gradually in order to achieve a desirable convergence rate,
which resulted in c = 0.3 s−1, for the settings of a and ω in Table 5.1.

Consider the experimental extremum-seeking results in Fig. 5.9. In order
to validate the results of the extremum-seeking controller, the steady-state per-
formance curve Jsta(δ), which is in general unknown, has been experimentally
identified. The static performance curve Jsta was obtained by measuring the
steady-state response for 100 linearly distributed δ’s in the range [0, 2.5] µm.
Since there is some variation between subsequent experiments, due to slightly
changing operating conditions, the curve has been measured 10 different times,
such that we are able to plot the averaged curve and the 3σ confidence interval
in Fig. 5.9. Note that this (slow) variation in performance can be perfectly com-
pensated for by the extremum-seeking controller (if it is on a slower time-scale
than the adaptation mechanism of the extremum seeker, which is the case here),
since it will continuously adapt in order to find the minimum of the performance
curve.
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Fig. 5.9. Extremum-seeking result showing convergence to the dead-
zone length δ∗, verified by the measured steady-state performance curve
Jsta(δ) with 3σ confidence interval.

In Fig. 5.10, the performance J and dead-zone length δ are shown in time.
As an initial dead-zone length we chose δ = 1.4 µm. Initially, we set c = 0
and wait ∼ 30 s (3 dither periods of T = 10 s) before enabling the adaptation,
see Fig. 5.10. This guarantees that the plant has enough time to converge
to its steady-state values and moreover, due to the moving average filter with
T = 2π/ω = 2 seconds of history and the performance measure J(t, δ) with
Tw = 10 seconds of history, it takes at least T + Tw = 12 seconds to build
up information on the steady-state performance. Clearly, Figs. 5.9 and 5.10
show that the extremum-seeking controller converges to a region around the
performance-optimal dead-zone length of δ∗ ≈ 0.25 µm, with corresponding
optimal performance Jsta(δ) = 0.038 µm2 (where δ∗ and Jsta(δ

∗) corresponds
to the minimum of the measured steady-state performance curve in Fig. 5.9;
the same optimal values are plotted in Fig. 5.10). It takes approximately 200
seconds for the extremum-seeking controller to converge to this optimum. The
oscillations in the performance measure J(t, δ) relate to the period T = 10 s of
the dither signal. Note that the period of the external inputs Tw = 2 seconds is
visible from the zoom-plot in the upper plot in Fig. 5.10. The constant parts in
the zoom-plot are a result of the 0-segments in the selection function s(t) in Fig.
5.8. After the 0-segments, new relevant error-data is used in the performance
measure (5.5), resulting in the change of the performance J(t, δ).
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In terms of the performance measure J(t, δ), the optimized variable-gain
controller outperforms the linear low-gain (δ ≥ 1.75 µm) and high-gain (δ = 0)
controllers by 55 % and 70 % respectively, as we can conclude from Fig. 5.9.
However, the true performance improvement should of course also be reflected
in the measured tracking error e(t), which is shown in Fig. 5.11. The goal of the
variable-gain controller was to improve the low-frequency response (due to the
acceleration phases with non-perfect feed-forward compensation) while not de-
teriorating the high-frequency error response during the constant position part
of the set-point r(t), see Fig. 5.8. Indeed, the variable-gain controller achieves
this goal as can be concluded from Fig. 5.11: the noise response of the optimal
variable-gain controller during t ∈ [0.6, 1.5] s is similar to the low-gain controller,
because the error e(t) stays within the optimized dead-zone length δ∗. Addition-
ally, it improves the low-frequency error response during the acceleration part
for t ∈ [0.38, 0.6] s because additional gain is applied for the large low-frequency
errors outside the dead-zone band. Note that the performance measure as de-
fined in (5.13),(5.14) was therefore a good performance measure that captures
the tradeoff between low-frequency disturbance suppression and sensitivity to
high-frequency disturbances.
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Remark 5.5. The experimental implementation of the extremum-seeking loop,
see Fig. 5.3, is performed on a digital computational platform. In the experi-
ments conducted here, the variable-gain control loop was implemented at a sam-
pling frequency of 5 kHz, and the extremum-seeking controller and computation
of the performance J(t, δ) was implemented at a reduced sampling frequency of
50 Hz. We have chosen for such a dual-rate implementation for two reasons.
Firstly, due to limited computational recourses or limited memory, it may in
practice be impossible to carry out all the extremum-seeking computations at
the same sampling rate as the variable-gain control loop. Secondly, due to the
time-scale separation between the motion control dynamics and the extremum-
seeking loop (including the computation of the performance measure), it is both
reasonable and justified to run the latter at a much lower sampling rate than
the motion controller. ▹

5.5.1 Supporting experiments

The default parameter selection as in Table 5.1 will be changed here in order to
investigate the effect of the tuning of the parameters of the extremum seeking
controller on the performance of the extremum-seeking loop for periodic steady-
states. In particular, we investigate the role of the time-scale separation between
the input period Tw and the dither period T , which is specific for the extremum-
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Fig. 5.12. Influence of dither amplitude a and adaptation gain c on
extremum-seeking experiments.

seeking in terms of periodic steady-states. Based on these experimental results,
we will formulate some tuning guidelines for the selection of the dither period
T .

The choice of dither amplitude a and adaptation gain c. Increasing the adap-
tation gain c will speed up the convergence of the extremum-seeking controller,
see Fig. 5.12. Of course, it cannot be chosen too large because then the time-
scale separation brakes down, i.e. the performance J(t, δ) will not remain close
to the steady-state performance map Jsta(δ), see Fig. 5.4. Increasing the dither
amplitude a allows the adaptation gain c to be chosen larger, but this also results
in a larger neighborhood around the optimum δ∗ to which the extremum-seeking
controller converges, see Fig. 5.12. This tradeoff between speed of adaptation
and neighborhood of convergence is well-known, also in the extremum-seeking
setting for equilibria, see e.g. [100], [132], [133].

The choice of dither frequency ω = 2π/T . The dither frequency ω = 2π/T
should be chosen sufficiently small, compared to the time-scale of the plant and
the external Tw-periodic inputs, see the discussion on time-scales in Section
5.3.1. In the variable-gain control application, the period Tw of the input is
typically larger than the time-scale of the plant, since the references that are
to be tracked have frequency content that lies well below the bandwidth of the
system. Hence, the dither period T should be chosen sufficiently larger than
the period Tw of the external reference. The results in Fig. 5.13 show the
influence of the choice of dither period T for a fixed value of Tw = 2 seconds.
The dither periods T ∈ {2Tw, 3Tw, 4Tw, 5Tw} are used in Fig. 5.13. Clearly,
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if T is chosen too small, the extremum-seeking controller does not converge
anymore to the performance optimal δ∗. For the choice T = 3Tw, the extremum-
seeking controller still converges, see Fig. 5.13, but the gradient ∂Jsta/∂δ is
underestimated, resulting in a slightly slower convergence than for T = 4Tw

and T = 5Tw. Note that if T is chosen sufficiently larger than Tw, each Tw

seconds the δ is perceived as ‘constant’ such that J(t, δ) is close to the steady-
state performance, hence, giving an accurate estimate of the gradient of the
steady-state performance map J(δ). We therefore recommend to choose at least
T ≥ 4Tw. A too large value for the dither period T (or, equivalently, too
small value for the dither frequency ω) should however be avoided, since this
may require a smaller value for the optimizer gain c, which slows down the
convergence rate.

5.6 Conclusions

In this chapter, we have experimentally demonstrated an extremum-seeking
control strategy for time-varying periodic steady-states for the adaptive design
of variable-gain controllers. A performance-relevant parameter, the dead-zone
length of a nonlinear variable-gain controller, has been tuned successfully us-
ing the extremum-seeking control strategy, without using explicit knowledge on
the disturbances acting on the system. The optimized variable-gain controller



5.6 Conclusions 109

outperforms the linear motion controllers by balancing the tradeoff between low-
frequency disturbance rejection and sensitivity to high-frequency disturbances in
a more desirable manner. This chapter evidences the importance and practical
applicability of the extremum-seeking control scheme for nonlinear systems with
time-varying periodic steady-state outputs.





Chapter 6

Dither-free extremum-seeking
control with local fit-based

gradient estimation

Abstract – In this chapter, we present a novel type of extremum-seeking controller, which

continuously uses past data of the performance map to locally estimate its gradient. The

gradient estimates are obtained by means of a least squares fits, thereby avoiding the need

of dither perturbations in the extremum-seeking loop. The avoidance of dither allows for an

asymptotic stability result (as opposed to practical stability in dither-based schemes) and,

hence, for the exact convergence of the extremum-seeking parameter to the performance op-

timal value. Additionally, the absence of dither eliminates one of the time-scales of classical

extremum-seeking schemes, which allows for potentially faster convergence. A stability proof

is presented for the extremum seeking of static maps using 1st-order least-squares fits for gra-

dient estimation. Simulations and experiments on a 4th-order motion system illustrate the

effectiveness of the approach when applied in the scope of dynamic plants. Finally, an exten-

sions using 2nd-order least-squares fits is presented that can improve the performance of the

extremum-seeking scheme further.

6.1 Introduction

Extremum-seeking control is an adaptive control approach that optimizes a cer-
tain performance measure in terms of the steady-state output of a system in real-
time, by automated adaptation of the system parameters [7], [132], [131], [90].
The relation between the tunable system parameter (e.g. a controller parame-
ter) and the steady-state performance of the system is indicated by the perfor-

This chapter is based on [68]
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mance map. Different classes of extremum-seeking approaches exist in the litera-
ture: classical adaptive approaches which continuously adapt the system param-
eters in order to estimate the low-order derivatives (often only the gradient) of
the performance map [132], [131], [90], [104], and numerical optimization-based
(sampled-data) methods [102], [135], [85], [86] which iteratively update the sys-
tem parameters. In this chapter, we will focus on an adaptive extremum-seeking
approach.

Commonly, in such adaptive extremum-seeking approaches, an external dither-
signal is injected into the extremum-seeking loop to enable the estimation of the
derivatives of the performance map for the purpose of gradient-based optimiza-
tion. Classical schemes use modulation of the dither signal and the measured
performance signal in order to obtain an estimate of the derivatives [132], [131],
[90], [104]. Although such an approach for estimating the derivatives works well
under suitable conditions, and has been applied successfully in many practical
applications [98], [25], [99], [42], there are also some drawbacks. Firstly, the us-
age of the dither perturbations generally obstructs the true convergence to the
performance-optimal setting. As a consequence, such approaches only exhibit
practical stability properties (see e.g. [90], [132]) in contrast to more desired
asymptotic stability properties. Secondly, the dither signal constitutes one of
the important time-scales in the extremum-seeking scheme. The optimizer dy-
namics is typically chosen slower than the time-scale of the dither, which, in
turn, is typically chosen slower than the time-scale of the plant-dynamics. This
time-scale separation may limit the convergence speed of the extremum-seeking
algorithm.

In this chapter, we propose a novel type of extremum-seeking controller,
which continuously uses local least-squares fits of the performance map to es-
timate its gradient. The proposed method uses no dither perturbations, but
utilizes a (small) time window of history data of the performance map to esti-
mate its gradient. The method is intuitive by nature, since the least-squares fit
directly estimates the gradient (and/or higher-order derivatives), which can be
visualized graphically. The approach induces asymptotic stability properties, i.e.
asymptotic convergence to the performance-optimal parameter setting. More-
over, since the time-scale of the dither is absent, a potentially faster convergence
speed of the algorithm can be obtained. Note that certain extremum-seeking
schemes, that reduce the dither amplitude over time, may also yield asymptotic
results as in e.g. [99], but at the expense of one more additional time-scale. The
proposed extremum-seeking scheme utilizes only two tuning parameters (as op-
posed to three or more in classical extremum-seeking schemes), which makes the
scheme more intuitive and easier to tune. We note that a discrete-time sliding
mode gradient-estimator was developed in [40] that uses the current and latest
sample to update the gradient estimate in a dither-free setting. An extremum-
seeking approach without dither, but utilizing disturbances that affect the sys-
tem as probing signals, was presented in [25]. Both [40] and [25] present practical
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stability results, whereas in the current chapter we obtain asymptotic conver-
gence of the parameter to its performance-optimal value. We also note that
other adaptive extremum-seeking approaches have recently been suggested in
literature which utilize observer-based schemes to estimate gradient (and Hes-
sian) properties of the performance map, see e.g. [119], [46], [97]; in contrast, the
approach proposed here is based on local least-squares fits of the performance
map using history data. Another observer-based approach has been presented
in [96], where high-frequency dither signals are utilized in order to speed up the
extremum-seeking for Wiener-Hammerstein plants.

The main contributions of this chapter can be summarized as follows. Firstly,
we propose a novel, dither-free, two-parameter extremum-seeking scheme. Sec-
ondly, we present an asymptotic stability proof for the 1st-order extremum-
seeking scheme for the optimization of static maps. Thirdly, simulation and
experimental results on a 4th-order motion system illustrate the effectiveness
of the proposed extremum-seeking scheme, also for the dynamic setting (i.e. in
the presence of dynamic plants). Lastly, we present extensions of the approach
using 2nd-order least squares fits, which can further improve the performance
of the extremum-seeking scheme. This chapter extends the preliminary results
in [67], in particular by 1) presenting the stability proof for the optimization of
static maps using gradient estimation based on 1st-order least-squares fits of the
performance map, by 2) presenting experimental results, and by 3) extending
the approach for 2nd-order least-squares fits of the performance map.

The remainder of this chapter is organized as follows. In Section 6.2, we
present the extremum-seeking approach, Sections 6.3 proceeds with an asymp-
totic stability proof for the optimization of static maps using 1st-order fits for
gradient estimation. Simulation and experimental results of the 1st-order least-
squares approach are presented in Section 6.4, also for the dynamic setting.
We present an extension using 2nd-order least-squares fits in Section 6.5, where
we compare the performance of the resulting extremum-seeking scheme to the
case using 1st-order fits and investigate the use of a Newton-based optimization
scheme explicitly using the higher-order gradient information. Conclusions are
presented in Section 6.6.

6.2 Extremum-seeking control approach using
least-squares fits

Consider the extremum-seeking control scheme depicted in Fig. 6.1. The scheme
consists of a stabilized plant, a performance function, a gradient estimator and
an optimizer which adapts the parameter θ ∈ R. Additionally, two data-buffers
are employed containing T seconds of history data of the parameter θt ∈ C and
T seconds of history of the performance function Jt ∈ C, where C = C([−T, 0],R)
is the Banach space of continuous functions mapping the interval [−T, 0] into R.
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Fig. 6.1. Dither-free extremum-seeking scheme with least-squares fit of
last T seconds of the performance map to estimate its gradient.

Moreover, θt ∈ C is defined as θt(s) := θ(t+s), for −T ≤ s ≤ 0, yt ∈ C is defined
analogously, and Jt is defined as Jt(s) := J(y(t+ s)), for −T ≤ s ≤ 0.

The stabilized (possibly nonlinear) plant can be described by the following
differential equation and output function:

ẋ = f(x, θ) (6.1a)

y = h(x), (6.1b)

with state x ∈ Rn, performance output y ∈ R, and θ the performance parameter
to be tuned using the extremum-seeking scheme. For each fixed parameter θ,
the plant is assumed to have a unique, globally asymptotically stable equilibrium
point x∗(θ), with corresponding steady-state output y∗(θ) = h(x∗(θ)).

The performance of the stabilized plant is characterized by the performance
function J(y) : R → R, see Fig. 6.1. The goal of the extremum-seeking controller
is to minimize the steady-state performance map

Jsta(θ) := J(y∗(θ)) = J(h(x∗(θ))), (6.2)

which we assume to possess a unique minimum at θ∗, see Fig. 6.2. Hence, the
performance is said to be optimal for θ = θ∗.

The gradient estimator, see Figs. 6.1 and 6.2, continuously computes an esti-

mate ∂̃J
∂θ (θt, Jt) : C×C → R of the true gradient ∂Jsta

∂θ (θ(t)), using a least-squares
fit of the last T seconds of data on the performance J and the parameter θ. The
length T of the history interval used in the fit can be chosen by the designer.
Details about the gradient estimation procedure are given in Section 6.2.1. The

estimated gradient ∂̃J
∂θ (θt, Jt) is used by the gradient-descent optimizer

θ̇ = −c
∂̃J

∂θ
(θt, Jt), (6.3)

in order to steer the parameter θ to its performance optimizing value θ∗, with
adaptation gain c > 0, which can be chosen by the designer. Note that the
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closed-loop dynamics (with J = J(y)) is described by a functional differential

equation due to the fact that the estimated gradient ∂̃J
∂θ (θt, Jt) depends on the

last T seconds of history data, see Section 6.2.1 for details. Furthermore, the
adaptation gain c and T are the only two parameters to be chosen by the designer
of the extremum-seeking scheme, which simplifies the tuning of this extremum-
seeking scheme compared to classical extremum-seeking schemes, where typically
more parameters should be chosen by the designer (such as low/high-pass filter
parameters, and the dither frequency and amplitude).

6.2.1 1st-order least-squares gradient estimate

In contrast to classical extremum-seeking schemes, the gradient estimate in Fig.
6.1 is obtained without the use of an external dither signal applied to the pa-
rameter θ. In the extremum-seeking scheme proposed here, the last T seconds of
data is used in order to continuously estimate the gradient using a least-squares
fit. In this section, we will present the approach using 1st-order least-squares
fits, see Fig. 6.2; the extension using 2nd-order fits will be presented in Section
6.5. The 1st-order least-squares fit, of the form aθθ + bθ, at time t follows from
the following convex minimization problem:

min
aθ,bθ

∫ 0

−T

(J(y(t+ τ))− (aθθ(t+ τ) + bθ))
2dτ. (6.4)

Note that the explicit solution for the estimated gradient aθ can be computed
in closed-form (see e.g. (A.14) in Appendix A.3. Equivalently, in a digital im-
plementation, aθ can also efficiently be computed by solving a set of normal
equations [88, Section 4.6]).

As long as the adaptation gain c is chosen small enough to guarantee that
the time-scale of the optimizer in (6.3) is separated from (is slower than) the
time-scale of the plant-dynamics, the state x will stay close to the steady-state
x∗(θ). This implies that the performance J(y) will be close to the steady-state



116 Chapter 6. Extremum-seeking control using least-squares fits

performance Jsta(θ) = J(y∗(θ)), i.e. the red line is close to the black line in
Fig. 6.2, allowing for an accurate estimate aθ of the true gradient ∂Jsta

∂θ (θ(t))
of the steady-state performance map. This corresponds to a classical time-scale
separation reasoning, well-known in existing extremum-seeking literature, see
e.g. [131]. Note that due to the absence of an external dither signal, there is,
however, no need for time-scale separation between, on the one hand, the time-
scale of the dither and, on the other hand, the optimizer and plant dynamics.
This eliminates one of the time-scales present in classical dither-based extremum-
seeking schemes, resulting in potentially faster convergence of the extremum-
seeking controller.

The estimated gradient ∂̃J
∂θ (θt, Jt) used in the extremum-seeking loop is now

given by:

∂̃J

∂θ
(θt, Jt) =

{
aθ if ∆θ(t) > 0

0 if ∆θ(t) = 0,
(6.5)

with ∆θ(t), see Fig. 6.2, defined as

∆θ(t) := max
τ∈[−T,0]

θ(t+ τ)︸ ︷︷ ︸
θmax(t)

− min
τ∈[−T,0]

θ(t+ τ)︸ ︷︷ ︸
θmin(t)

. (6.6)

Note that if ∆θ(t) = 0, θ resides in a single point in the time interval [t− T, t],

which cannot be used to make a 1st-order fit, therefore we use ∂̃J
∂θ (θt, Jt) = 0 in

(6.5) if ∆θ(t) = 0. For this reason, the extremum-seeking scheme needs to be
initiated by a non-constant initial condition θ0 ∈ C. This will be formalized in
Section 6.3, where we present a stability proof for the static-map setting with
1st-order fits.

6.3 Stability analysis for the optimization of
static maps using 1st-order fits

In this section, we will present the stability proof for the extremum-seeking
scheme, in the static-map setting with 1st-order fits for gradient estimation, see
Fig. 6.3. Note that in such a static-map setting there is no plant dynamics, such
that in essence we are minimizing a static map Jsta(θ).

The resulting closed-loop dynamics of the extremum-seeking scheme for this
setting is now governed by the following functional differential equation:

θ̇(t) = −c
∂̃J

∂θ
(θt, Jsta,t), (6.7)

where Jsta,t ∈ C is defined as Jsta,t(s) := Jsta(θ(t + s)) for −T ≤ s ≤ 0, and
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˜∂J

∂θ

θt

Jsta,tOptimizer

Performance function

T s buffer

Gradient estimator

Jsta(θ)

Fig. 6.3. Extremum-seeking scheme for static-map setting.

where ∂̃J
∂θ (θt, Jsta,t) : C × C → R is now defined as

∂̃J

∂θ
(θt, Jsta,t) =

{
aθ if ∆θ(t) > 0,

0 if ∆θ(t) = 0,
(6.8)

with aθ given by the following 1st-order “least-squares fit”:

min
aθ,bθ

∫ 0

−T

(Jsta(θ(t+ τ))− (aθθ(t+ τ) + bθ))
2dτ. (6.9)

and ∆θ defined in (6.6). The following assumptions are made on the static
performance map Jsta(θ).

Assumption 6.1. The performance map Jsta and its first two derivatives with
respect to θ are continuous and bounded on compact sets in θ. The map Jsta(θ)
attains a unique minimum at θ = θ∗ ∈ R, and the following holds:

• ∂Jsta

∂θ (θ∗) = 0;

• ∂2Jsta

∂θ2 (θ∗) > 0;

• ∂Jsta

∂θ (θ)(θ − θ∗) > 0 for all θ ∈ R\θ∗.
The three assumptions in Assumption 6.1 imply that, on compact sets θ ∈ Θ,

Θ := {θ ∈ R| |θ − θ∗| ≤ ρθ}, (6.10)

with ρθ > 0, we can upper-bound the Hessian ∂2Jsta

∂θ2 by

H := max
s∈Θ

∣∣∣∣∂2Jsta
∂θ2

(s)

∣∣∣∣ , (6.11)

and can lower- and upper-bound the gradient ∂Jsta

∂θ by

α1θ̃
2 ≤ ∂Jsta

∂θ
(θ)θ̃ ≤ α2θ̃

2 (6.12a)

α1

∣∣∣θ̃∣∣∣ ≤ ∣∣∣∣∂Jsta∂θ
(θ)

∣∣∣∣ ≤ α2

∣∣∣θ̃∣∣∣ , (6.12b)
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Fig. 6.4. Illustration of bounds (6.12).

for some α2 ≥ α1 > 0, which is illustrated in Fig. 6.4. The bounds in (6.11)-
(6.12) will be used in the proof of Theorem 6.2. Note that H, α1, and α2 depend
in general on ρθ, i.e. on the size of the set Θ.

The following lemma provides a bound on the error of the gradient estimate,
which is used later in the stability proof of Theorem 6.2.

Lemma 6.1. Consider the extremum-seeking scheme for static maps as in (6.6)-
(6.9), the assumptions on the static map Jsta(θ) as in Assumption 6.1, and initial
conditions θ0 ∈ Θ0 ⊂ C, where

Θ0 = {θ0 ∈ C| max
τ∈[−T,0]

|θ(τ)− θ∗| ≤ ρθ,∆θ(0) > 0}, (6.13)

with ρθ > 0. Then, the error in the gradient estimate

ϵ(θt) :=
∂̃J

∂θ
(θt, Jsta,t)−

∂Jsta
∂θ

(θ(t)) (6.14)

can be upper-bounded as follows:

|ϵ(θt)| ≤ cT max
τ∈[−T,0]

∣∣∣∣∂2Jsta
∂θ2

(θ(t+ τ))

∣∣∣∣ max
τ∈[−2T,0]

∣∣∣∣∂Jsta∂θ
(θ(t+ τ))

∣∣∣∣ . (6.15)

Proof. The detailed proof can be found in Appendix A.2.

Note that in (6.14), ϵ in fact also depends on Jsta,t, but since Jsta,t can be
expressed as a function of θt, we employ the notation as in (6.14). Intuitively,
the rationale behind Lemma 6.1 can be understood as follows. Consider the
situation sketched in Fig. 6.5. The true gradient at time t is given by ∂Jsta

∂θ (θ(t)).

The 1st-order least-squares fit results in an estimate ∂̃J
∂θ (θt, Jsta,t) as shown for

example in Fig. 6.5. By the mean-value theorem it can be proven, and intuitively

understood, that the estimated gradient ∂̃J
∂θ (θt, Jsta,t) is in fact equal to the true

gradient ∂Jsta

∂θ (θ′) for some θ′ ∈ [θmin(t), θmax(t)], with θmin(t) and θmax(t) as
defined in (6.6). In other words, the estimated gradient at time t is equal to the
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Jsta

˜∂J

∂θ
(θt, Jsta,t)

∆θ(t)

∂Jsta
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Fig. 6.5. Illustration of fit in static-map setting.

true gradient at a time-instance during the last T seconds. Using this fact, see
Fig. 6.5, it can be shown that the error |ϵ(θt)| in the gradient estimate, can be
upper-bounded by

|ϵ(θt)| ≤ max
τ∈[−T,0]

∣∣∣∣∂2Jsta
∂θ2

(θ(t+ τ))

∣∣∣∣∆θ(t). (6.16)

Since θ(t) satisfies the dynamics in (6.7) and since the estimated gradient is
equal to the true gradient at some point in the past time interval [t − T, t], it
can be shown for ∆θ(t) that (see Appendix A.3 for the details)

∆θ(t) ≤ cT max
τ∈[−2T,0]

∣∣∣∣∂Jsta∂θ
(θ(t+ τ))

∣∣∣∣ , (6.17)

such that, combined with (6.16), a bound on ϵ(θt) as in (6.15) results.
The following theorem presents the main stability result of this chapter.

Theorem 6.2. Consider the extremum-seeking scheme for static maps as in
(6.6)-(6.9), with the assumptions on the static map Jsta(θ) as in Assumption
6.1. Then, for any initial condition θ0 ∈ Θ0 ⊂ C with Θ0 as in (6.13), and any
ρθ > 0, there exists a product cT of the adaptation gain c and fit history time
lapse T small enough such that

lim
t→∞

θ(t) = θ∗ and sup
t≥0

|θ(t)− θ∗| ≤ ρθ. (6.18)

Proof. First, decompose the estimated gradient in the following way:

∂̃J

∂θ
(θt, Jsta,t) =

∂Jsta
∂θ

(θ(t)) + ϵ(θt) (6.19)

with ∂Jsta

∂θ (θ(t)) the true gradient at θ(t) and ϵ(θt) the error term denoting the
deviation between the true gradient and its estimate, see (6.14). Using this
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decomposition, the optimizer dynamics (6.7) can be written in the following
way:

θ̇(t) = −c

(
∂Jsta
∂θ

(θ(t)) + ϵ(θt)

)
. (6.20)

Note that θ = θ∗, for which we want to study stability, is an equilibrium point
of (6.6)-(6.9), since for constant θ = θ∗, ∆θ = 0. Hence, by (6.8), the estimated

gradient ∂̃J
∂θ (θt, Jsta,t) = 0, and, by (6.7), θ̇ = 0. To investigate the stability of

the optimal θ = θ∗, we consider the following candidate Lyapunov-Razumikhin
function:

V (θ(t)) =
1

2
(θ(t)− θ∗)2 =:

1

2
θ̃2(t), (6.21)

with θ̃ := θ − θ∗, such that we can write the time derivative V̇ along solutions
of the system (6.20) as

V̇ = −cθ̃(t)

(
∂Jsta
∂θ

(θ(t)) + ϵ(θt)

)
. (6.22)

From Lemma 6.1, it follows that we can bound the error in the gradient
estimate ϵ(θt) as

|ϵ(θt)| ≤ cT max
τ∈[−T,0]

∣∣∣∣∂2Jsta
∂θ2

(θ(t+ τ))

∣∣∣∣
× max

τ∈[−2T,0]

∣∣∣∣∂Jsta∂θ
(θ(t+ τ))

∣∣∣∣
≤ cTH max

τ∈[−2T,0]

∣∣∣∣∂Jsta∂θ
(θ(t+ τ))

∣∣∣∣ , (6.23)

where we used the upper-bound H for the Hessian, on compact sets θ ∈ Θ,
see (6.11). Later, we will conclude that for sufficiently small cT , Θ (which is a
sub-level set of V (θ) in (6.21)) is a positively invariant set.

Substituting the bound (6.23) in (6.22), we obtain

V̇ ≤ −cθ̃(t)
∂Jsta

∂θ
(θ(t)) + c2TH|θ̃(t)| max

τ∈[−2T,0]

∣∣∣∣∂Jsta

∂θ
(θ(t+ τ))

∣∣∣∣ . (6.24)

Using the bounds in (6.12) in the expression for V̇ in (6.24), we obtain:

V̇ ≤ −cα1θ̃
2(t) + c2TH|θ̃(t)| max

τ∈[−2T,0]

∣∣∣∣∂Jsta

∂θ
(θ(t+ τ))

∣∣∣∣
≤ −cα1

∣∣∣θ̃(t)∣∣∣2 + c2THα2

∣∣∣θ̃(t)∣∣∣ max
τ∈[−2T,0]

∣∣∣θ̃(t+ τ)
∣∣∣ . (6.25)

From the Lyapunov-Razumikhin theorem [45], a sufficient condition for stability
is the existence of a continuous nondecreasing function p(s) > s for s > 0 such
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that the following holds: V̇ (t) < 0 if the current value p(V (θ(t))) is larger than
or equal to the one occurring in the last 2T seconds maxτ∈[−2T,0] V (θ(t + τ)).

Let p(s) = d2s, with d > 1, then we require that V̇ (t) < 0 if p(V (θ(t))) ≥
maxτ∈[−2T,0] V (θ(t+ τ)). Hence, we require that V̇ (t) < 0 if

1

2
d2θ̃2(t) ≥ 1

2
max

τ∈[−2T,0]

(
θ̃2(t+ τ)

)
, (6.26)

or, equivalently, if

max
τ∈[−2T,0]

(
α2

∣∣∣θ̃(t+ τ)
∣∣∣) ≤ dα2

∣∣∣θ̃(t)∣∣∣ . (6.27)

Using this in (6.25) gives:

V̇ ≤ −cα1

∣∣∣θ̃(t)∣∣∣2 + c2THdα2

∣∣∣θ̃(t)∣∣∣2 (6.28)

= −cα1

∣∣∣θ̃(t)∣∣∣2 (1− cTHd
α2

α1

)
. (6.29)

Note that V̇ < 0 for all θ̃ ∈ Θ\θ∗ if 1− cTHdα2

α1
> 0, or, equivalently, if

cT <
α1

Hdα2
, (6.30)

such that limt→∞ θ(t) = θ∗ for all θ0 ∈ Θ0. Note that the set Θ, see (6.10)
(which is a sub-level set of V ) is a positively invariant set, hence the bound in
(6.23) is valid, and hence supt≥0 |θ(t)− θ∗| ≤ ρθ. Choosing an ‘initial condition’
θ0 ∈ Θ0 as specified in (6.13), the Lyapunov-Razumikhin theorem guarantees
that the Lyapunov function V can never become larger than the maximum V
that occurred in the past. Note that we can always choose cT small enough in
order to achieve the condition in (6.30). Moreover, note that for any arbitrarily
large (though fixed) ρθ, and d > 1 the bounded values for α1, α2 and H are
fixed and we can choose the adaptation gain c and fit time T small enough in
order to ensure that (6.30) is satisfied and hence limt→∞ θ(t) = θ∗.

The result in Theorem 6.2 is a type of asymptotic stability result, for initial
conditions θ0 ∈ Θ0 that are non-constant (such that an initial fit can be made).
In (6.18), the ‘lim’-part relates to the attractive part of the asymptotic stability
result and the ‘sup’-part relates to the stability part of the asymptotic stability
result.

Note that it follows from Theorem 6.2 that only the product cT is important,
which should be chosen small enough. Intuitively, a small product of c and
T guarantees that a small neighborhood of θ(t) is used to obtain an accurate
gradient estimate. In the static case, T can be chosen very small, allowing c to be



122 Chapter 6. Extremum-seeking control using least-squares fits

chosen very large (since only product cT should be small), resulting in arbitrarily
fast convergence. In the general case of a dynamical plant (opposed to a static
map), as presented in Section 6.2, we conjecture that, in addition, the adaptation
gain c should be chosen small enough to guarantee that the performance J(y)
remains close to the steady-state performance Jsta(θ), see Fig. 6.2.

Remark 6.1. The condition on the initial condition θ0 ∈ Θ0 can easily be enforced
by choosing a P ̸= 0, and enforcing θ̇ = P for t0 ≤ t ≤ 0, with t0 ≤ −T , such
that at t = 0, ∆θ(0) > 0, and enough data is available at t = 0 in order to make
a least-squares fit. Note that P can typically be chosen small, since we only need
to ensure that ∆θ(0) = PT > 0. Finally, note that the size of the initial set Θ0,
related to ρθ in (6.13), influences the bounds on the Hessian H and the linear
bounds α1 and α2 on the gradient of the map Jsta(θ). Therefore, a choice for
CT satisfying (6.30) depends on the shape of the map Jsta(θ) and the chosen
initial set Θ0. ▹
Remark 6.2. The assumption on the Hessian ∂2Jsta

∂θ2 (θ∗) > 0 can be removed by
using more general class-K type bounds on the gradient. However, Assumption
6.1 allows us to use linear bounds for the gradient ∂Jsta

∂θ which makes the proof
of Theorem 6.2 more transparant. ▹
Remark 6.3. In the extremum-seeking setting with dynamic plants, see Figs. 6.1
and 6.2, there will be an additional error term in the gradient estimate, due to
the fact that the x-dynamics is not exactly in steady-state (i.e. J(y) ̸= Jsta(θ)).
Therefore, it is no longer necessarily true that the estimated gradient is equal to
the true gradient for some time instance during the last T seconds. However, we
conjecture that for sufficiently small adaptation gain c (such that J(y) ≈ Jsta(θ))
and well-chosen fit-time T , an asymptotic stability result as in Theorem 6.2 may
be feasible if the plant is stable; this claim is substantiated by the simulation
results in Section 6.4. This open issue is subject of future research. ▹
Remark 6.4. In [104], [103], [101], unifying frameworks are proposed for extremum-
seeking schemes, which allow to combine ‘plants’, ‘optimizers’ and ‘estima-
tors’ with suitable properties in order to form a stable closed-loop extremum-
seeking scheme. It would be very interesting to investigate whether the proposed
extremum-seeking scheme with local least-squares fits using history data (which
could be classified as a ‘black-box’ approach, see e.g. [103]), would fit within
these frameworks. This may, in turn, help to construct a stability proof of the
dynamical setting and for other types of fits (such as the 2nd-order fits as consid-
ered in Section 6.5). Initial steps towards such a stability proof in the dynamical
case could involve the following aspects:

• the use of the fixed-history length window of T seconds used in this chapter
results in a set of delay-differential equations describing the closed-loop
dynamics. Instead, it is possible to use a recursive least-squares estimator
which uses an exponentially weighted decaying window for the gradient
estimate, without affecting the interpretation of the least-squares estimator
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too much. This would result in a set of differential equations describing the
closed-loop dynamics, which may alleviate the complexity of the analysis
of the closed-loop stability properties as considered in this chapter;

• by formulating suitable conditions for the estimator, e.g. some kind of
persistence of excitation condition (allowing the use of no dither), and some
guarantee on the accuracy of the gradient estimate, the results of [101] can
possibly be used draw conclusions about the stability of the extremum-
seeking scheme;

• if the fixed window as proposed in this chapter is kept in place, an adapta-
tion of the results in [101], with a modification to allow for the time-delay,
may potentially be useful in developing closed-loop stability results as well.

▹

6.4 Simulation and experimental results using
1st-order least-squares fits

In this section, we will present simulation and experimental results1 of the ex-
tremum seeking strategy using 1st-order fit-based gradient estimation, in order
to illustrate the effectiveness of the approach proposed in Sections 6.2 and 6.3.
In Section 6.4.1, we will present simulation results for the static-map setting
(illustrating the theoretical results presented in Section 6.3). In Sections 6.4.2
and 6.4.3, simulation and experimental results of the dynamic setting (see Sec-
tion 6.2) will be presented respectively. Herewith, we aim to show applicability
of the proposed approach in such dynamic setting and to illustrate the benefits
compared to a dither-based extremum-seeking approach.

Consider the following first-order dynamical plant of the form (6.1):

ẋ = −cxx+m(θ) (6.31a)

y = cxx, (6.31b)

with m(θ) defined as m(θ) := 3− 1√
1+(θ−2)2

. The parameter cx determines the

time-scale of the x-dynamics. Let the performance function be given by J = y,
from which it follows that the steady-state performance map is given by:

Jsta(θ) = J(y∗(θ)) = y∗(θ) = cxx
∗(θ) = m(θ), (6.32)

where we used that x∗(θ) = m(θ)/cx (satisfying ẋ = 0). The map Jsta = m(θ)
has a unique minimum at θ∗ = 2, see Fig. 6.6. Combined with the extremum-
seeking scheme discussed in Section 6.2, this describes the closed-loop dynamics

1Note that in an implementation of the proposed extremum-seeking scheme in a digital
environment, as with any digital implementation of continuous-time controllers, emulation of
the continuous-time scheme is used.
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Table 6.1. Extremum-seeking parameters used.

Static setting Dynamic setting
c 2 5
T 1 0.5
P -0.01 -0.01
t0 -1 -3

θ(t0) 5 + Pt0 5 + Pt0
x(t0) - 0.6
cx - 5

in the dynamic plant setting. The static-map setting simplifies to the scheme
discussed in Section 6.3, with Jsta(θ) as defined in (6.32).

6.4.1 Simulation results for the static-map setting

Since the least-squares gradient estimate requires T seconds of data before a fit
can be made, we prescribe the evolution of θ for t < 0 for at least T seconds.
Therefore, we use a prescribed θ̇ = P and do not use the adaptation in (6.7) for
t0 ≤ t ≤ 0, with t0 ≤ −T . Note that this guarantees that the initial condition
θ0 satisfies θ0 ∈ Θ0 with Θ0 as in (6.13). By choosing t0 ≤ −T , enough data
is available at t = 0 to estimate the gradient, and we switch on the adaptation
according to (6.7) at t = 0. The used parameter values are shown in Table
6.1. Note that θ(t0) is chosen such that θ(0) = 5 at the time the adaptation is
switched on.

The simulation result is shown in Fig. 6.6 in dashed red. The static per-
formance map Jsta satisfies Assumption 6.1. Therefore, from Theorem 6.2 it
follows that there exist parameters c and T , with cT small enough such that
the extremum-seeking controller converges asymptotically to the performance-
optimal value θ∗ = 2. This is illustrated in Fig. 6.6. There is some overshoot
at θ∗ = 2, which can be reduced by choosing the adaptation gain c smaller, or
by choosing the fit-time T smaller. Note that choosing c smaller slows down the
convergence, and that choosing T smaller results in a more accurate gradient
estimate, since a ‘more local’ fit is made to estimate the gradient.

The estimated gradient ∂̃J
∂θ (θt, Jsta,t) and true gradient ∂Jsta

∂θ (θ(t)) are shown
in Fig. 6.7. From this figure, it is indeed apparent, as shown in the proof of
Lemma 6.1, that the estimated gradient at time t is equal to the true gradient
at some point in time during the last T seconds. Making the fit time T smaller
will result in a better estimate of the gradient.

Remark 6.5. In case the steady-state performance map slowly changes over time,
and therewith the optimal θ∗, it is possible to re-initialize the extremum-seeking
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scheme in order to converge to the new optimal settings, similar to Remark 21
in [85]. By again prescribing an ‘initial condition’ θ0 ∈ Θ0 with Θ0 as in (6.13),
the new (possibly different) minimizer θ∗ can be found. ▹
Remark 6.6. Related to the choice of the set of initial conditions Θ0 in (6.13),
also at the end of the simulation it is important that enough data is available
to make a 1st-order fit (i.e. ∆θ > 0). Although theoretically, the conditions in
Theorem 6.2 guarantee that ∆θ > 0 for all t ≥ 0 (see Appendix A.2 for the
details), ∆θ does become small when θ is converging towards θ∗. Therefore, it
is recommended to only leave the adaptation on (as θ converges closer to its
performance optimal value) if the numerical conditioning of the least-squares fit
is sufficiently good. ▹
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6.4.2 Simulation results for the dynamic setting

The results for the dynamic setting with gradient estimation based on 1st-order
fits, see Fig. 6.1, for plant dynamics (6.31), are shown in Fig. 6.8. The parameter
values used can be found in Table 6.1. Although no formal stability proof for
this dynamic setting is presented in this chapter, we conclude from Fig. 6.8
that the adaptation gain c and fit time T can indeed be chosen in such a way
that θ converges asymptotically to the performance-optimal value θ∗. We also
note that although the example shown here considers scalar x-dynamics, also
plant-dynamics with x ∈ Rn can be considered, with n ≥ 2.

Note that since the x-dynamics is not in steady-state, the performance J(y(t)) ̸=
Jsta(θ(t)). For t ≤ 0, the adaptation according to (6.3) is not yet active (since
we prescribe θ̇ = P for t ≤ 0), and the x-dynamics converges closely to its
steady-state value x∗(θ) ≈ 2.7, see Fig. 6.8. Since c is chosen small enough,
the performance J(y) stays closely to the steady-state performance Jsta(θ) for
t > 0, see Fig. 6.8.

For the sake of comparison, a simulation result of a (well-tuned) classical
dither-based extremum-seeking scheme (see e.g. [90]), is also shown in Fig. 6.8
(further increasing the adaptation gain c will in this case destroy the time-scale
separation between the optimizer and the dither, leading to unstable behavior).
This figure shows that θ converges to a neighborhood of θ∗, whereas the ap-
proach with fits, as presented in this chapter, ensures asymptotic convergence
of θ to the performance optimal value θ∗. Since there is no dither signal in the
approach proposed here, the performance does not oscillate around the steady-
state performance, see Fig. 6.8. The absence of the time-scale of the dither,
allows for a faster adaptation towards the optimum θ∗. Note that the neighbor-
hood to which the dither-based approach converges can be made smaller, but
at the expense of a slower convergence rate, which is a well-known tradeoff in
extremum-seeking control, see e.g. [131].

The estimated gradient ∂̃J
∂θ (θt, Jt) and true gradient ∂Jsta

∂θ (θ(t)) are shown in
Fig. 6.9. Note that, opposed to the static setting, it is no longer necessarily true
that the estimated gradient at time t is equal to the true gradient at some point
in time during the last T seconds. For this reason, the authors believe that a
(partially) different type of proof as the one presented for Theorem 6.2 should
be considered in the dynamic case, see also Remarks 6.3 and 6.4.

6.4.3 Experimental results for the dynamic setting

In this section, we will experimentally demonstrate the effectiveness of the
extremum-seeking approach using 1st-order least-squares fits. Consider the
schematic representation of the experimental closed-loop system in Fig. 6.10.
The stabilized plant consists of a 4th-order motion (motor-load) system consist-
ing of two rotating inertias interconnected by a flexible shaft, which is stabilized
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using a loop-shaped linear controller with transfer function C(s), s ∈ C. In or-
der to illustrate the potential of the proposed extremum-seeking approach with
least-squares fits in practice, we aim to regulate the output y of the system,
being the angle of rotation of the load mass, to a reference r = 5 rad, using the
extremum-seeking controller. In order to achieve this, we define the performance
J(y) as

J(y) = (r − y)2. (6.33)

The parameter θ is in this case a control input to the plant, see Fig. 6.10.

Remark 6.7. Of course, in order to regulate the output of the system to r = 5
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Fig. 6.10. Schematic representation of experimental setup for testing
the extremum-seeking control strategy with 1st-order least-squares fits.

rad, it would be more straightforward to simply set a reference input of 5 rad to
the closed-loop motion system, but we use the configuration sketched in Fig. 6.10
in order to experimentally show the potential of the extremum-seeking approach.
▹

For validation purposes, the steady-state performance map can be measured
for different values of θ, however, for this experimental setup the steady-state
performance map can relatively easy be estimated using a (already available)
model of the system. The estimated steady-state performance map is shown by
the solid black line in Fig. 6.11. The experimental results in Fig. 6.11 show the
successful convergence for two parameter settings for the approach with least-
squares fits and for one parameter setting for the classical dither-based approach.
The dither-based implementation successfully converges to a region around the
optimal θ∗, and regulates y to a region around the performance optimal y∗ = 5.
The dither-based approach is well-tuned, and cannot be made much faster, since
further increasing the adaptation gain yields unstable experimental behavior.
The fit-based approaches (using c = 0.07 and c = 0.2, and both using T = 0.5
s) allow in this case for a faster convergence towards the performance-optimal
value, and do not oscillate around their performance optimal value. The fact
that the output y does not exactly converge to y = 5 rad for the fit-based
approaches, is due to the fact that there is a small amount of dry friction in the
experimental setup. Moreover, the measured performance J shown in Fig. 6.11,
shows that the fit-based approaches both converge faster and more accurately
towards the optimal performance value of J = 0.

Remark 6.8. From the simulation and experimental results it follows that both
the dither-based approach as the fit-based approach successfully converge to-
wards (a region) of the performance optimal settings. In the fit-based approach,
the dither signal and accompanying time-scale of the dither are absent. In the
simulations and experiments considered, we have shown that the fit-based ap-
proach, as a consequence, allows for a faster convergence towards the optimum
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Fig. 6.11. Experimental results of the extremum-seeking approach with
1st-order least-squares fits (T = 0.5, and c = 0.07 (red dashed) and c = 0.2
(green dash-dot)) and a dither-based implementation for comparison.

(although a completely fair comparison is difficult, because the region of con-
vergence in the dither-based approach is related to the achievable convergence
speed). It should be noted, however, that a formal stability proof providing
guarantees on the convergence speeds supporting such simulation/experimental
evidence is currently not provided, and left for future research. ▹

Furthermore, we conclude from Fig. 6.11 that the increase of the adaptation
gain c in the fit-based approach yields more overshoot in the response of θ. In
fact, for c = 0.07, θ monotonically converges towards its optimal value, without
any overshoot. A more detailed parameter-study of the fit-based approach will
be carried out in Section 6.5, where the approach using 1st-order least-squares
fits will be compared to an approach using 2nd-order fits.

Remark 6.9. Related to Remark 6.6, we note that in the experiments, the nu-
merical conditioning of the least-squares fits was not a problem. In fact, because
there is always some noise in the measurements, the parameter θ does not be-
come exactly constant (as happens in an ideal simulation environment), but will
always have some small variation. Therefore, the least-square estimates were
always well conditioned in the experiments, and there was no need to stop the
adaptation as suggested in Remark 6.6. ▹
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6.5 Extremum-seeking using 2nd-order least-
squares fits for gradient estimation

In this section, we will consider an extremum-seeking controller using local 2nd-
order least squares fits. In Section 6.5.1, we will compare the performance of
the extremum-seeking schemes (in a dynamic setting) using 1st- and 2nd-order
fits in the gradient-descent adaptation scheme in (6.3). In Section 6.5.2, we
will explicitly use the Hessian estimate of the 2nd-order fit in a Newton-based
adaptation scheme.

6.5.1 Comparison of 1st- and 2nd-order least-squares fits

In the previous sections, we considered the use of a 1st-order least-squares fit to
estimate the gradient ∂Jsta

∂θ (θ(t)). Generalizing this concept, it is also possible
to base the gradient estimate on higher-order fits, for example a 2nd-order least-
squares fit, which may result in more accurate gradient estimation. Hence,
instead of using least-squares criterion (6.4), we use

min
aθ,bθ,cθ

∫ 0

−T

(J(y(t+ τ))− (aθθ
2(t+ τ) + bθ(t+ τ) + cθ))

2dτ. (6.34)

Analogous to (6.5), the estimated gradient is now defined as

∂̃J

∂θ
(θt, Jt) =

{
2aθθ(t) + bθ if ∆θ(t) > 0

0 if ∆θ(t) = 0,
(6.35)

with ∆θ(t) as defined in (6.6). The gradient estimate ∂̃J
∂θ (θt, Jt) in (6.35) is

subsequently used in the gradient-descent adaptation law in (6.3). The full
closed-loop extremum-seeking scheme is now described by (6.1), (6.3), (6.6),
(6.34), (6.35).

In order to study the effect of using a higher-order fit to estimate the gradient,
consider the simulation result in Fig. 6.12 for the dynamical plant described in
Section 6.4. Both the 1st- and 2nd-order approach use the same settings for the
adaptation gain c = 3 and fit history time lapse T = 1. From the figure, it is
clear that the 2nd-order fit approach can yield a more accurate estimate of the
true gradient. As a consequence, the 2nd-order approach has less overshoot than
the 1st-order approach, which can be seen clearly in the zoom-plot in Fig. 6.12,
and converges faster towards the optimum (similar conclusions can be drawn for
a static-map setting).

In order to quantitatively compare the transient performance of the 1st-
and 2nd-order scheme, let us define the amount of overshoot and the settle
time as in Fig. 6.13. Hence, given a fixed θ0 > θ∗, we define the overshoot
os = θ∗ −min(θ(t)), and the settle time ts as the time for which |θ(t)− θ∗| ≤ ∆
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Fig. 6.13. Illustration of the definition of the settle-time ts and overshoot
os.

∀t > ts. For all simulations in this section we choose ∆ = 0.001 and choose θ(t0)
such that θ(0) = 5.

The results of the parameter-study are shown in Figs. 6.14 and 6.15, for
the 1st- and 2nd-order approach, respectively. The settle time ts and overshoot
os are shown for different combinations of the adaptation gain c and history-
time lapse T . From Fig. 6.14 we conclude that, as expected, for small c, the
convergence towards the optimum θ∗ is very slow, though, without overshoot.
Increasing the adaptation gain c speeds up the adaptation (and results in more
overshoot), but at some point, depending on T , the settle time starts to increase
again. Choosing c too large in the 1st-order setting (the points to the right
of the vertical asymptotes) will no longer yield successful convergence towards
the optimum. Clearly, the smaller T is chosen, the more accurate the estimated
gradient will be (since a more local fit is being made). As a result, the adaptation
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Fig. 6.14. Settle time ts and overshoot os for the extremum-seeking
controller using 1st-order fits.

gain c can be chosen higher for a smaller T , and the amount of overshoot is lower
for a smaller T .

The results using 2nd-order fits for gradient estimation is shown in Fig. 6.15.
The 2nd-order approach allows for higher adaptation gains c compared to the
1st-order fits, and does not show unstable combinations of c and T . Moreover,
for large values of the chosen history time lapse T , the 2nd-order fit still provides
an accurate gradient estimate. As a result, the response in terms of the settle-
time is very robust for the chosen history time lapse T , opposed to the situation
with 1st-order fits. In this respect, the 2nd-order approach is much more robust
for the chosen extremum-seeking parameter settings. The overshoot is smaller
when compared to 1st-order fits, and lowering T reduces the amount of overshoot
in the response.

Remark 6.10. From the simulations using 1st- and 2nd-order fits, it is apparent
that a small history time lapse T yields the best results in terms of settle-time and
amount of overshoot, since a small T yields a more local estimate of the gradient.
In a practical situation, however, we believe that there is a lower-bound for the
chosen time lapse T since there will be a certain amount of measurement-noise
in the performance variable. A large enough T will smoothen the effect of the
measurement noise on the gradient estimate in this case. ▹
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6.5.2 Using 2nd-order fits in a Newton-based update
scheme

In Section 6.5.1, we utilized 2nd-order fits in order to obtain a more accurate
estimate of the gradient ∂Jsta

∂θ (θ(t)), while still using a gradient-descent adapta-
tion scheme for θ as defined in (6.3). However, since from the 2nd-order fits also
curvature information can be made available, we can also formulate a Newton-
based adaptation scheme, which explicitly uses the estimated Hessian in the
adaptation law for the parameter θ. Such a scheme can make the tuning of the
extremum-seeker less sensitive for maps with different types of Hessian, since
it compensates for this. Here, we adopt the Newton-based adaptation scheme
from [98]:

θ̇ =


−

∂̃J
∂θ (θt,Jt)

∂̃2J
∂θ2

(θt,Jt)
if
∣∣∣ ∂̃J∂θ (θt, Jt)∣∣∣ < θ̇max

∂̃2J
∂θ2 (θt, Jt)

θ̇maxsgn
(

∂̃J
∂θ (θt, Jt)

)
otherwise,

(6.36)
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Fig. 6.16. Different steady-state performance maps Jsta(θ) for compar-
ing gradient-descent and Newton-based extremum-seeking scheme.

with θ̇max > 0 a user-chosen maximum adaptation rate, with ∂̃J
∂θ (θt, Jt) as de-

fined in (6.35), and with the estimated Hessian ∂̃2J
∂θ2 (θt, Jt) defined as:

∂̃2J

∂θ2
(θt, Jt) =

{
2aθ if ∆θ(t) > 0

1 if ∆θ(t) = 0.
(6.37)

Note that if ∆θ(t) = 0, we reside in a single point, and we set ∂̃2J
∂θ2 (θt, Jt) = 1 > 0,

such that it follows from (6.35), (6.36), that θ̇ = 0, equivalent to the gradient-
descent schemes introduced in the previous sections.

Note that the implementation in (6.36), (6.37) guarantees that the adaptation
is always in the opposite direction of the estimated gradient (even if the estimated
Hessian 2aθ is negative), and that it saturates the maximum rate of adaptation
to θ̇ = θmax (which is important for the case that the estimated gradient 2aθ is
small), see [98] for details and a graphical illustration.

In order to investigate the performance of the Newton-based extremum-
seeking scheme for different types of steady-state performance maps, we study
again dynamical plant (6.31), but with cx = 20 and m(θ) now parameterized by
a parameter α:

m(θ) = 3− 1√
1 + α(θ − 2)2

. (6.38)

The parameter α changes the shape of the steady-state performance map, and
therefore its gradient and curvature information, see Fig. 6.16.

A gradient-descent adaptation scheme as in (6.3) does not explicitly account
for curvature information in the adaptation, opposed to the Newton-based adap-
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tation scheme in (6.36). Simulation results of the gradient-descent scheme (us-
ing 2nd-order fits as presented in Section 6.5.1) and the Newton-based scheme
are shown in Fig. 6.17. Both the 2nd-order gradient-descent scheme and the
Newton-based scheme use fixed values for their extremum-seeking parameters.
Clearly, the settle-time of the gradient-descent scheme depends to a large ex-
tent on the map that is being optimized (parameterized by α, see Fig. 6.16).
Actually, different adaptation gains c would be preferred for different shapes
of the map. On the contrary, the Newton-based scheme compensates for the
different curvatures of the map, see (6.36), and is therefore robust for different
shapes of the steady-state performance map. This robustness property of the
Newton-based scheme may be beneficial in case the shape of the performance
map depends on certain operating conditions, in which a fixed choice of param-
eters in a gradient-descent scheme does not give desirable results.

Remark 6.11. Extremum-seeking for systems with periodic steady-state solu-
tions are considered in [48]. Although not shown in this chapter, we would like
to note that the extremum-seeking approach with least-squares fits can also be
successfully applied to systems with such periodic steady-states. ▹
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Remark 6.12. Note that the extremum-seeking approach with least-squares fits
in this chapter considers scalar performance maps J(θ), i.e. θ ∈ R. In a gen-
eralization of the approach where J(θ) is a multi-parameter map, i.e. θ ∈ Rnθ ,
with nθ ≥ 2, it might be difficult to obtain accurate gradient-estimations using
the least-squares fits (surface fits instead of the line fits in the current chap-
ter), if not all parameter directions are sufficiently excited during the fit history
time lapse T . If this is the case, dither signals could be added to the param-
eters in order to guarantee the persistence of excitation, which allows to make
well-conditioned fits. As in classical dither-based extremum-seeking approaches,
these dither signals need to have well-separated frequencies in order to guarantee
the persistence of excitation conditions [43]. ▹

6.6 Conclusions

In this chapter, we have proposed a new type of dither-free extremum-seeking
controller. This extremum-seeking strategy uses local least-squares fits, based
on history data of the performance map, to estimate the gradient of this perfor-
mance map. The absence of dither allows for exact convergence of the performance-
parameter to the optimum value. Moreover, the absence of dither eliminates one
of the time-scales present in classical extremum-seeking schemes, allowing for a
possibly faster convergence of the extremum-seeking algorithm. The extremum-
seeking approach only involves two extremum-seeking parameters and hence
exhibits reduced tuning complexity compared to dither-based schemes. For the
adaptive optimization of the static maps using gradient estimation based on
1st-order fits, a stability proof has been presented which relies on a Lyapunov-
Razumikhin type of proof for time-delay systems. The applicability of the pre-
sented method is also illustrated in case of dynamic plants and the effective-
ness of the approach is illustrated on an experimental motion control setup.
A formal stability proof of this dynamic setting is subject to future research.
Extensions using 2nd-order least-squares fits for gradient estimation have been
presented and simulations show that improved performance and robustness of
the extremum-seeking scheme can be obtained using such 2nd-order fits.
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Chapter 7

Synthesis of variable-gain integral
controllers for linear motion

systems

Abstract – In this chapter, we introduce a design framework for variable-gain integral con-

trollers with the aim to improve transient performance of linear motion systems. In particular,

we focus on the well-known tradeoff introduced by integral action, which removes steady-state

errors caused by constant external disturbances, but may deteriorate transient performance in

terms of increased overshoot. We propose a class of variable-gain integral controllers (VGIC),

which limits the amount of integral action if the error exceeds a certain threshold, in order to

balance this tradeoff in a more desirable manner. The resulting nonlinear controller consists of

a loop-shaped linear controller with a variable-gain element. The utilization of linear controllers

as a basis for the control design appeals to the intuition of motion control engineers therewith

enhancing the applicability. For the add-on part of the nonlinear variable-gain part of the

controller, we propose an optimization strategy, which enables performance-optimal tuning of

the variable gain based on measurement data. The effectiveness of VGIC is demonstrated in

practice on a high-precision industrial scanning motion system.

7.1 Introduction

Transient performance of a motion control system is often quantified in terms
of rise time, overshoot and settling times in the presence of stepwise setpoint
changes and stepwise input disturbances. In general, a controller design will
aim to obtain a fast response with small overshoot, while achieving zero steady-
state error, which to a large extent can be achieved by designing a controller

This chapter is based on [72]
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with proper robustness margins. It is well known that constant external dis-
turbances can be rejected by including integral action in the control design.
However, it is also well known that integral action may increase the amount of
overshoot in a transient response [4], [28], [32], [92]. To balance the tradeoff
between steady-state position accuracy in the presence of constant disturbances
and transient performance in terms of overshoot in a more desirable manner,
nonlinear variable-gain integral control is proposed in this chapter.

It is well known that linear controllers are subject to inherent fundamental
performance limitations [38], [122], such as e.g. the waterbed effect. The idea
of variable-gain control (also called nonlinear PID (NPID) control) for linear
motion systems as a means to enhance the performance of the linear system
has been used in [9], [8], [149], [145], [52]- [56], [141], [91], [94], [27]. These
works all modulate the proportional and/or derivative gains in a smart way in
order to improve the performance. Also in the context of the control of robotic
manipulators, NPID approaches have been used to improve performance [80],
[82]. In contrast, the current work will focus on linear motion systems and on
modifying the integral action in order to improve the performance. Furthermore,
[52], [56], [141] exploit variable-gain control for linear motion systems with the
aim to balance the tradeoff between high-frequency noise sensitivity and low-
frequency disturbance suppression in a more desirable manner, and hence focus
on the steady-state performance of the system in the presence of time-varying
perturbations. In this chapter, we focus on enhancing transient performance by
variable-gain integral control.

We propose to limit the integral action if the error exceeds a threshold,
thereby limiting the amount of overshoot. Herewith, we introduce the con-
cept of variable-gain integral control (VGIC), see also [73]. Several concepts
for improving the transient performance of a control system by modifying the
integral action have been proposed in literature. One particular concept of in-
terest is reset control, of which the so-called Clegg integrator introduced in [28]
in 1958 is an early example. The Clegg integrator resets the state of the in-
tegrator to zero upon zero error crossing. Generalizations include first-order
reset elements (FORE), which reset the controller states, if certain conditions
are satisfied [16], [106], [105], [148], [115]. This reset has the capability of im-
proving the transient response of the system, as illustrated in examples given
in the references. Note, however, that the reset controller drastically changes
the dynamics of the closed-loop system by resetting instantaneously some of
the controller states to zero. Such state resets may excite high-frequency reso-
nances typically present in motion systems leading to undesired high-frequency
transients. The VGIC proposed in this chapter avoids such state resets and
the potential problems it associates with. Other approaches modifying the inte-
gral action in order to improve the transient performance are for example given
in [32], where switched integral controllers were used on a plant consisting of an
integrator and [92], where switched integral controllers with resets and satura-
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tion were used on integrating plants. In [121], gain-modulated PID-controllers
are used to improve performance of robotic applications represented by 2nd-
order transfer functions. In [123], [124], the concept of conditional integrators
has been introduced in a sliding mode control framework and a more general
feedback control framework, which uses Lyapunov redesign and saturated high-
gain feedback, to obtain regulation of nonlinear systems without chattering be-
havior. In [81], a continuous sliding mode controller with nonlinear gains has
been introduced for nonlinear systems with relative degree one or two, in or-
der to improve the transient performance. The VGIC approach that we present
in this chapter, focuses on linear plants of arbitrary (finite) order, opposed to
the works in [123], [124], [81] which consider nonlinear plants, and opposed to
the works in [32], [92], [121] which consider linear plants of specific structure.
Moreover, we do not consider state-resets in the VGIC approach, opposed to
reset controllers [16], [106], [105], [148], [115]. The approach taken in the cur-
rent chapter allows for the formulation of easy-to-use graphical conditions to
assess global asymptotic stability of the nonlinear closed-loop system, on the
basis of measured frequency response data. The latter feature greatly enhances
its practical applicability. Moreover, because the VGIC is an add-on part to
linear (performance-based) loop-shaped controllers, the nonlinear VGIC relates
in a clear way to the underlying linear controller designs, further enhancing the
practical applicability.

Several benefits of the VGIC concept in terms of practical applicability and
stability analysis have been highlighted above. Nevertheless, the main focus of
this chapter is on achieving improved closed-loop performance, in which per-
formance will be directly related to the transient time-domain error responses.
This performance measure can subsequently be used in machine-in-the-loop op-
timization strategies, see [14], [31], to optimize the performance by parametric
tuning of the VGIC. In this chapter, we consider a gradient-based quasi-Newton
algorithm [109] in order to find the VGIC controller parameters that optimize
the performance. In this approach, the gradients are obtained using a com-
bined model/data-based method, where measured error signals are combined
with model-data to obtain the performance measure and its gradients with re-
spect to the controller parameters, using a single experiment. This approach
for the determination of the gradients differs from perturbation-based methods
using finite-difference methods to estimate gradients, which generally require (at
least) two experiments.

The main contributions of this chapter can be summarized as follows. Firstly,
we introduce the concept of a VGIC motion controller that guarantees robust-
ness against constant disturbances by employing integral control and (at the
same time) significantly improves transient performance in terms of overshoot
compared to linear motion controllers. Secondly, a method for VGIC synthesis is
proposed in order to facilitate performance-optimal self-tuning of the controller.
Thirdly, the proposed VGIC and its performance-optimal tunings are assessed
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using experiments on a high-precision industrial scanning motion system. This
chapter extends the preliminary results in [73], in particular by proposing a strat-
egy for the performance-optimal tunings of the variable-gain integral controllers
and by applying the proposed strategy to an industrial motion system.

The remainder of the chapter is organized as follows. In Section 7.2, the
variable-gain integral control strategy will be introduced. Moreover, stability
properties induced by the proposed control scheme will be studied. The method
for VGIC tuning for performance optimization will be discussed in Section 7.3.
The effectiveness of VGIC and its performance-optimal tuning are demonstrated
with experimental results obtained from an industrial scanning motion system
in Section 7.4, which will be followed by a discussion in Section 7.5. Conclusions
will be presented in Section 7.6.

7.2 Variable-gain integral control design

In this section, we will introduce the variable-gain integral control strategy.
We start with a description of the motion control system and, subsequently,
elaborate on the design philosophy behind the variable-gain integral controller
(VGIC). An illustrative example will be given in Section 7.2.2 to illustrate the
main idea of the nonlinear controller design. Stability analysis of the closed-loop
dynamics will be considered in Section 7.2.3.

7.2.1 Structure of the VGIC control system

Consider the single-input-single-output (SISO) closed-loop variable-gain control
scheme in Fig. 7.1, with plant P, nominal linear controller Cnom, which does
not include integral action, constant reference r, constant input disturbance d,
and measured output y. Additionally, the variable-gain part of the controller
consists of the variable-gain element φ(·) (u = −φ(e)), depending on the error
e, and integral action described by the transfer function

CI(s) =
s+ ωi

s
, (7.1)

s ∈ C, with ωi > 0 the zero of the integral action. First, consider the situation
in which φ(e) is a linear element and study the following two limits:

1. If φ(e) = 0, we have a linear control scheme with linear controller C :=
Cnom;

2. If φ(e) = e, we also have a linear control scheme, but with linear controller
C := CnomCI .

In the first case with C = Cnom, steady-state errors due to constant disturbances
cannot be removed, but the amount of overshoot in a transient response will
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Fig. 7.1. Schematic representation of a variable-gain integral control
scheme.

be limited in absence of integrator buffer buildup. In the second case with
C = CnomCI , zero steady-state error can be achieved, but the amount of overshoot
in a transient response may increase due to said buffer buildup (note, in this
respect, that also the nominal controller design is important, since this also
influences the response of the system, see e.g. [87]). By properly designing the
variable-gain element φ(e), we can combine the best of both worlds and obtain
both an improved transient response (small overshoot) and zero steady-state
error. Consider hereto the following design for the function φ(e):

φ(e) =

−δ
e
δ

if e < −δ
if |e| ≤ δ
if e > δ,

(7.2)

which is graphically depicted in Fig. 7.2. The controller is essentially based on a
saturation nonlinearity, and limits the integral action when the error |e| exceeds
the saturation length δ. Thereby, it limits the integrator buffer increase, hence
the overshoot, while inducing full integral control when the error satisfies |e| ≤ δ,
and at the same time removes steady-state errors. Because the amount of integral
action depends through a variable gain φ(e) on the error signal e, see Fig. 7.2,
we call this controller a variable-gain integral controller (VGIC). Note that if
|e| ≫ δ (i.e. δ is very small compared to the error e), the overall controller ‘tends
to’ the linear controller Cnom(s). If |e| ≤ δ the linear controller Cnom(s)CI(s)
is active. Moreover, note that the nonlinearity φ(e) depends explicitly on the
saturation length δ, see Fig. 7.2, which is the key performance parameter that
will be tuned for performance in this chapter.

Remark 7.1. In this chapter, the control action is adapted based on the magni-
tude of the error e, see Fig. 7.2. Other nonlinear control approaches exist which
also use information on the time-derivative of the error ė, which are denoted as
phase-based approaches, see e.g. [9], [8]. ▹

7.2.2 Example

To illustrate the effectiveness and main idea behind the proposed control strat-
egy, consider an elementary motion system depicted in Fig. 7.3, with m = 0.01
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Fig. 7.2. Variable-gain element φ(e) for the VGIC, with saturation length
δ.

m
F

y

b

k
y = 0 r = 1

Fig. 7.3. Schematic representation of an elementary dynamical system.

kg, b = 0.03 Ns/m, k = 1 N/m, and control input F . A nominal controller
Cnom without integrator and a controller CnomCI with integrator have been
designed using loop-shaping techniques to control the system to the reference
r = 1; note that the input disturbance d = 0 in this case, see Fig. 7.1.
Cnom(s) = kp(s + ωz)/(s + ωp) is a lead-filter with zero ωz = 10 rad/s, pole
ωp = 100 rad/s, kp = 100, and the integrator as given by (7.1), with ωi = 6
rad/s. Simulations of the step response are depicted in Fig. 7.4. As can be
concluded from the figure, the controller without integrator (thus only based
on Cnom(s)) has the least amount of overshoot (no integrator buffer), but is
not capable of achieving zero steady-state error. The controller with integra-
tor (Cnom(s)CI(s)) is capable of removing the steady-state error, but exhibits
the negative effect of increased overshoot (integrator buffer reached 0.074 when
crossing y = 1). Clearly, the variable-gain controller (with δ = 0.1) combines
the small overshoot characteristics (integrator buffer reached 0.023 when crossing
y = 1) with a zero steady-state error response.

Remark 7.2. In the example, a stepwise setpoint change is used to clearly illus-
trate the main idea behind the proposed control strategy. Note that in motion
control applications in general, smooth reference signals r are used in combina-
tion with feed-forward control in order to improve the tracking performance of
the system. A mismatch in feed-forward can then be interpreted as an input
disturbance d, see Fig. 7.1. ▹



7.2 Variable-gain integral control design 145

0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
0

0.2

0.4

0.6

0.8

1

1.2

1.4

time [s]

p
o
si
ti
o
n

y
[m

]

 

 

CnomCI , VGIC
r + δ

r − δ

r = 1

0.03 0.04 0.05

1.2

1.25

1.3

 

 

No integrator: Cnom

With integrator: CnomCI

VGIC

Fig. 7.4. Example of the controlled elementary dynamical system in Fig.
7.3, with δ = 0.1.

7.2.3 Stability analysis

In order to perform a stability analysis of the closed-loop dynamics induced by
the VGIC scheme in Section 7.2.1, we firstly observe from Fig. 7.1 that the
system belongs to the class of Lur’e-type systems. These systems consist of a
linear dynamical part

Geu(s) =
ωi

s

P(s)Cnom(s)

1 + P(s)Cnom(s)
, (7.3)

denoting the transfer function between input u and output e, with a nonlinearity
φ(e) in the feedback loop, see [83, Chapter 7]. Note that Geu(s) has a simple pole
at s = 0. A minimal realization of the closed-loop dynamics can be described in
state-space form as follows:

ẋ = Ax+Bu+Brr +Bdd (7.4a)

e = Cx+Drr +Ddd (7.4b)

u = −φ(e), (7.4c)

with state x and Geu(s) in (7.3) satisfying Geu(s) := C(sI − A)−1B. Let us
adopt the following two assumptions, which are both natural in a motion control
setting.
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Assumption 7.1. The complementary sensitivity, given by transfer function

T (s) =
P(s)Cnom(s)

1 + P(s)Cnom(s)
, (7.5)

has all poles in the open left-half plane (LHP).

Assumption 7.2. The complementary sensitivity T (s) in (7.5) satisfies T (0) ≥
0.

Remark 7.3. Note that Assumptions 7.1 and 7.2 are very mild assumptions.
The poles of T (s) will lie in the open LHP through design of an asymptotically
stabilizing linear controller Cnom(s). The condition that T (0) ≥ 0 is usually
satisfied because the complementary sensitivity generally equals one for ω = 0
by design. ▹

Let x∗ be defined as the equilibrium point of system (7.4) satisfying e =
0. Note that x∗ is the only equilibrium point satisfying e = 0, due to the
fact that the minimal state-space realization (7.4) implies observability, i.e. the
observability matrix has full rank such that the equations e = 0, de

dt = 0, ...,
dn−1e
dtn−1 = 0, exhibit a unique solution x∗, for e = 0.

The following theorem poses sufficient conditions under which global asymp-
totic stability of the equilibrium x∗ can be guaranteed for the VGIC systems;
and hence, under these conditions also the exact tracking of the reference r is
guaranteed. Note that other approaches (using e.g. linear matrix inequalities)
can also be used to assess stability of x∗, see for example [134]. Here, we propose
the condition put forward in Theorem 7.1 since this condition (7.6) can easily be
checked graphically based on measured plant dynamics, which, in turn, enhances
the (industrial) applicability of this approach.

Theorem 7.1. Consider system (7.4) with constant reference r and constant
disturbance d. If Assumptions 7.1 and 7.2 hold, and transfer function Geu(s) in
(7.3) satisfies

Re(Geu(jω)) ≥ −1 ∀ω ∈ R, (7.6)

then the VGIC renders the equilibrium point x∗ globally asymptotically stable
(GAS).

Proof. The proof will consist of the following main steps:

• Step 1: employ a coordinate transformation to shift the equilibrium point
to the origin;

• Step 2: employ a loop-transformation such that the transformed nonlin-
earity belongs to the [0,∞] sector;

• Step 3: employ the positive-real (PR) lemma in order to show stability of
the origin;
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• Step 4: employ a LaSalle-argument in order to show global asymptotic
stability (GAS) of the origin.

Note that the essential difference with a standard circle-criterion proof lies in
the fact that we cannot employ the strictly positive real (SPR) lemma due to
the simple pole at s = 0 of Geu(s) in (7.3). Following similar lines as the proof
of the circle criterion in [83, Section 7.1], and the proof in [6, Theorem 3], the
use of the PR lemma in combination with a LaSalle argument will still allow us
to conclude GAS of the equilibrium point x∗.

Step 1
Note that integrator (7.1) has dynamics that can be described by

ẋI = φ(e) (7.7)

yI = ωixI + φ(e), (7.8)

with state xI , input φ(e), and output yI . As a result, we conclude that an equi-
librium point x∗ of the closed-loop system (satisfying ẋI = φ(e) = 0) implies
e = 0, since φ(e) = 0 only for e = 0. Because we consider constant (step) refer-
ences in r and constant disturbances d in order to assess transient performance,
we can employ a coordinate transformation z = x− x∗ to study stability of the
equilibrium x∗ of the closed-loop system (7.4). The transformed dynamics can
be written as

ż = Az +Bu (7.9a)

e = Cz (7.9b)

u = −φ(e), (7.9c)

where we used the fact that e = 0 for x = x∗. The transfer function between
input u and output e for (7.9) is again given by Geu(s) = C(sI − A)−1B. Note
that the nonlinearity φ(e), see Fig. 7.2, lies in the sector φ(e) ∈ [0, 1] (i.e.
0 ≤ φ(e)/e ≤ 1, ∀e ̸= 0).

Step 2
Let us loop-transform system (7.9) such that the transformed nonlinearity be-
longs to the [0,∞] sector [83], which is schematically illustrated in Fig. 7.5. The
transfer function G̃eu(s) from ẽ to u, after loop transformation, is given by

G̃eu(s) = Geu(s) + 1 = C(sI −A)−1B + 1, (7.10)

which can be represented in state-space form, see (7.9), by the minimal state-
space realization

ż = Az +Bu (7.11a)

ẽ = Cz + u (7.11b)

u = −φ̃(ẽ). (7.11c)
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Step 3
Note that

1. The poles of G̃eu(s) are equal to the poles of Geu(s). Due to Assumption
7.1, the poles of Geu(s) = ωiT (s)/s (and therefore also the poles of G̃eu(s)),
see (7.3) and (7.5), lie in the open LHP, except for the simple pole at s = 0;

2. Due to Assumption 7.2, by combining (7.3), (7.5) and (7.10) we see that
the residue of the simple pole res(G̃eu(s)) = lims→0 sG̃eu(s) = ωiT (0) ≥ 0;

3. Due to the condition in the theorem, Re(Geu(jω)) ≥ −1 ∀ω ∈ R.

Consequently, the transfer function G̃eu(s) is positive real [83] (not strictly pos-
itive real, due to the simple pole at s = 0). From the Positive Real Lemma 6.2
in [83] it then follows that there exist matrices P = PT > 0, L and W such that

PA+ATP = −LTL (7.12)

PB = CT − LT
√
2 (7.13)

WTW = 2. (7.14)

Using the Lyapunov function candidate V = 1
2z

TPz, it then follows that along

solutions of (7.11) the time-derivative V̇ satisfies

V̇ =
1

2
zT (PA+ATP )z + zTPBu (7.15)

= −1

2
zTLTLz + zTCTu− zTLT

√
2u, (7.16)

where we used the Positive Real Lemma. Now let us add and subtract the term
u2, such that

V̇ = −1

2
zTLTLz + (Cz + u)Tu− u2 − zTLT

√
2u

= −1

2

(
Lz +

√
2u

)T (
Lz +

√
2u

)
+ ẽTu (7.17)

≤ ẽTu, (7.18)

where it has been used that ẽ = Cz + u, see (7.11b). Using the fact that the
nonlinearity φ̃(ẽ) ∈ [0,∞], see Fig. 7.5, we have

V̇ ≤ ẽTu = −ẽφ̃(ẽ) ≤ 0. (7.19)

The inequality (7.19) implies already stability of z = 0, however, not yet asymp-
totic stability.

Step 4
To establish GAS of z = 0, we use a LaSalle-type of argument; Note that V̇ can
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Fig. 7.5. Schematic representation of a Lur’e-type system with φ ∈ [0, 1]
(left) and a loop-transformed system with φ̃ ∈ [0,∞] (right).

only be zero if ẽ = 0, because φ̃(ẽ) has only one unique zero at ẽ = 0, see Fig.
7.5. Hence, due to observability of the minimal state-space realization in (7.11),
it then follows that z = 0 (i.e. x = x∗, with e = 0) is GAS.

Remark 7.4. The global asymptotic stability of x∗ can intuitively be understood
as follows: the saturation nonlinearity used in the VGIC always (i.e., also outside
the band [−δ, δ]) applies a certain amount of integrating action (see Fig. 7.2),
such that the error is always forced to zero. An alternative design of φ(e) could
be obtained by setting φ(e) = 0 for all |e| > δ, such that the integral action
would be completely switched off for errors exceeding δ. Although this may
improve the transient response in terms of overshoot, a stability analysis shows
that this would only yield local asymptotic stability results, see [73] for further
details. Because this is undesirable non-robust behavior in practice, we focus on
the use of the VGIC with the saturation nonlinearity as in Fig. 7.2. ▹
Remark 7.5. Note that in case that the saturation function in Fig. 7.1 would
be placed behind the integrator, the output of the integrator would be limited
to a certain value, ū for example (as sometimes used in anti-windup schemes to
avoid integrator windup due to actuator saturation). This would not allow for
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a global asymptotic stability result as in Theorem 7.1, since in that case only
disturbances smaller in amplitude than ū can be compensated. ▹
Remark 7.6. Note that the integral action induced can be increased (decreased)
by increasing (decreasing) the frequency of the zero ωi of the integral action
(7.1). ▹

Using Theorem 7.1, stability can easily be assessed by checking condition
(7.6), which can be done graphically using (e.g. measured) frequency response
data. Note that stability does not depend on the saturation length δ of the
VGIC, since the nonlinearity lies in the same sector [0, 1] for any δ. This makes
δ a purely performance-based variable. Although the qualitative behavior of
the VGIC relates to the underlying linear controllers, a dedicated performance-
based tuning of the saturation length δ of the VGIC is far from trivial. To
facilitate such a performance-based tuning, an optimization-based method will
be discussed in Section 7.3.

7.3 VGIC tuning for performance optimization

To facilitate an automated performance-based tuning procedure for the VGIC,
we first have to quantify what we mean with performance in this context. Such
performance quantification will be addressed in Section 7.3.1. A gradient-based
performance-optimization strategy will be discussed in Section 7.3.2.

7.3.1 Performance quantification

The goal of the VGIC, see Section 7.2.2, is to balance the tradeoff between
the extra amount of overshoot by including an integrator in the control design
with the time needed for the removal of steady-state errors. The following cost
function reflects our performance objective:

J(δ) = c1e(t
∗(δ), δ) + c2

∫ t2

t1

e2(t, δ)dt, (7.20)

where t∗(δ) = argmaxt∈[t1,t2] e(t, δ) is the time of maximal overshoot (note that
if the sign of the overshoot is unknown in the application, t∗ can alternatively be
defined as t∗ := argmax[t1,t2] e

2(t, δ)), and t1 and t2 are the start- and end-time
for weighting the Integral of Squared Error (ISE), i.e. the second term in (7.20),
see Fig. 7.6. The user-defined weighting factors c1 and c2 can be used to balance
the importance of overshoot and ISE, and will depend on the specific situation
and application at hand. These heuristic factors should be chosen in such a way
that a desirable time-domain performance is obtained, which will be illustrated
for an industrial application in Section 7.4.

The performance J(δ) in (7.20), and therewith the optimal δ that minimizes
(7.20), depends on the particular signature of the external disturbances r and
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e(t∗(δ), δ)e

t

Fig. 7.6. Illustration of the performance measure J(δ) in (7.20). Note
that the shaded area is related to the ISE in (7.20).

d acting on the system (and on the initial conditions of the system). In many
practical situations, such as repetitive tasks in industrial motion systems, the
disturbances will be similar from experiment to experiment, which motivates
the use of a single δ for subsequent experiments. The latter statement is further
substantiated by the results in an industrial application in Section 7.4.A. If the
disturbance situation does change significantly during operation, a continuous
adaptation of δ will be needed.

7.3.2 Gradient-based optimization

For the tuning of the VGIC saturation length δ, the optimization strategy con-
sidered here is a gradient-based strategy. Naturally, knowledge on the gradients
∂J/∂δ is needed when employing such a strategy. Finite-difference approxima-
tions could be used for the approximation of the gradients. However, such an
approach comes with the difficulty of choosing a suitable parametric spacing for
the finite difference approximation: the spacing should be small enough in or-
der to guarantee an accurate approximation of the gradients, but large enough
to ensure that the (at least two) experiments employed in the finite difference
approximation show significant differences not dominated by noise. Moreover, a
finite-difference experiment implies doing multiple experiments in each iteration
of the optimization algorithm for obtaining gradient information. To circumvent
these difficulties, we will determine the gradients using a mixed model/data-
based approach using, on the one hand, a model of the motion system P(s) and,
on the other hand, measured error signals, see also [53]. Note that it is rea-
sonable to assume that accurate plant models for high-tech motion systems are
readily available, and that the measured error signals are part of the iterative
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procedure, such that no additional experiments are required.

Computing ∂J/∂δ. To obtain the gradient ∂J/∂δ, we differentiate (7.20)
with respect to δ:

∂J

∂δ
= c1

∂e

∂δ
(t∗) + c1

∂e

∂t
(t∗)︸ ︷︷ ︸
0

∂t∗

∂δ
+ 2c2

∫ t2

t1

e(t, δ)
∂e

∂δ
dt. (7.21)

The second term in (7.21) contains a term ∂t∗

∂δ containing the effect that the
time of maximal overshoot t∗ depends on the saturation length δ. Although this
term is in general unknown, it is multiplied with the term ∂e

∂t (t
∗), which is zero

as a result of the definition of maximal overshoot. Hence, the gradient ∂J/∂δ
can be written as

∂J

∂δ
= c1

∂e

∂δ
(t∗) + 2c2

∫ t2

t1

e(t, δ)
∂e

∂δ
dt. (7.22)

In (7.22), the error signal e(t, δ) follows from an experiment and contains the
effect of all the (unknown) disturbances acting on the system. The gradient
∂e/∂δ is determined as follows.

Computing ∂e/∂δ. In order to compute ∂e/∂δ, we first differentiate the
state equations in (7.4) with respect to δ. These are known as the sensitivity
equations, see Section 3.3. in [83]:

d

dt

(
∂x

∂δ

)
= A

∂x

∂δ
−B

∂φ

∂e
(e)

∂e

∂δ
−B

∂φ

∂δ
(e)

=

(
A−BC

∂φ

∂e
(e)

)
∂x

∂δ
−B

∂φ

∂δ
(e) (7.23a)

∂e

∂δ
= C

∂x

∂δ
, (7.23b)

with the state ∂x
∂δ and e = e(t, δ) an input following (for example) from measure-

ments. Here we used the fact that the external inputs d and r in (7.4) do not
depend on δ. Note that the controllers C and CI are known exactly, so that if a
plant model P is available, the matrices A, B, C can be readily computed. The
two terms ∂φ

∂e (e) and
∂φ
∂δ (e) can be derived from the saturation function in (7.2)

and are depicted in Fig. 7.7 (note that the derivatives at |e| = δ do not exist,
but in practice this does not matter since |e| = δ only occurs incidentally, such
that it does not matter which value we use in (7.23). Moreover, experimentally,
|e| = δ will practically never occur). Numerically, simulation by straightforward
forward integration of system (7.23) with state ∂x/∂δ, with the error signal
e(t, δ) coming from measured data (hence the name ‘mixed model/data-based
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Fig. 7.7. Derivatives ∂φ/∂δ and ∂φ/∂e of the saturation function φ(e)
in (7.2).

approach’), provides us information on ∂e/∂δ, which is required to calculate the
gradient of the performance map ∂J/∂δ in (7.22).

The gradient-based optimization strategy. The optimization method we con-
sider in this chapter is a second-order gradient-based Quasi-Newton algorithm,
see Fig. 7.8, which is used to minimize the cost-function J in (7.20). Each
iteration k, an experiment is performed to measure the error signal e(δk+1), see
step 1 in Fig. 7.8. With the obtained error signal e(δk+1) the performance J in
(7.20) can be computed in step 2. If J(δk+1) is smaller than J(δk), and δk+1 lies
within a predefined region [δmin, δmax], see step 3 in Fig. 7.8, the point δk+1 is
accepted as the new point. Otherwise, a line-search is performed in the direction

H−1
k

(
∂J
∂δ (δk)

)T
until the new point satisfies the above conditions, see step 4.

If a successful iteration is performed, the iteration index k is incrementally
increased in step 5 and we proceed to step 6. The gradient ∂J

∂δ (δk) is determined
in step 6 using (7.22), and the Hessian estimate Hk is obtained using gradient
information from a Broyden–Fletcher–Goldfarb–Shanno (BFGS) update:

Hk = Hk−1 +
qT q

qT v
−

HT
k−1v

T vHk−1

vTHk−1v
, (7.24)

where q = ∂J
∂δ (δk) −

∂J
∂δ (δk−1), v = δk − δk−1, and the initial Hessian estimate

H0 is an identity matrix (here H0 = 1, because we optimize a scalar variable
δ), see [109] for more details. The following update is used in step 7 in the
quasi-Newton algorithm [109] to update the parameter δ:

δk+1 = δk −H−1
k

(
∂J

∂δ
(δk)

)T

, (7.25)

where δ0 is the initial saturation length δ of the VGIC.

The algorithm terminates if ||δk+1 − δk|| ≤ ϵ, with ϵ > 0 a pre-specified tol-
erance, or, if desired, if a fixed maximum number of iterations (experiments) N ,
with N > 0, has been performed.
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Fig. 7.8. Schematic of the gradient-based Quasi-Newton optimization
algorithm.

Remark 7.7. Of course, also other optimization methods can be used to find
the optimal parameters minimizing the performance indicator J in (7.20). In
particular, any gradient-based optimization routine, such as e.g. Gauss-Newton
[53], can directly be employed in combination with the estimated gradients in
(7.22). Moreover, in the scalar optimization setting we consider here, line-search
strategies can also be used in order to find the optimal δ. In fact, a golden
sectioning and quadratic interpolation line-search approach (see [109]), although
not discussed in this chapter, has successfully been used in the experimental
wafer-stage application that will be discussed in the next section. ▹

In the next section, the VGIC strategy introduced in Section 7.2 will be
applied to a high-precision industrial motion stage of a wafer scanner. The
controller synthesis method discussed in this section will be used to tune a
performance-optimal VGIC.

7.4 Industrial application: wafer stage

The VGIC strategy and tuning procedure will be applied in this section to a
high-precision industrial motion stage of a wafer scanner [23]. A wafer scan-
ner is a system used to produce integrated circuits (IC’s), see Fig. 7.9. Light,
emitted from a laser, falls on a reticle (mounted on a reticle stage), which con-
tains an image of the chip to be processed. The light is projected onto a wafer
(mounted on a wafer stage) by passing through a lens system. The effect of
this illumination, in combination with a photo-resist process results in the de-
sired IC pattern being produced. The reticle-stage and wafer-stage both perform
high-speed scanning motions in order to efficiently process the wafers.

At the same time at which the wafer is being exposed on the expose-side
of the machine, the wafer profile of another wafer is being measured at the
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Fig. 7.9. Schematic representation of exposure-side of a wafer scanner.

measurement-side of the machine. This preparatory measurement involves for
example height-map measurements (levelling) of the wafer. From the height-map
measurements set-point profiles are derived for the vertical directions which will
be used at the exposure-side. The transition of the wafer from measurement-side
to exposure-side is called the chuck-swap, see Fig. 7.10, which will be the part
of the process that we will focus on in this section. During the chuck-swap, no
wafers are being illuminated and, hence, no actual machine throughput is being
generated. Therefore, it is important to perform this operation as time-efficient
as possible.

Before discussing the experimental results in Sections 7.4.2 and 7.4.3, we will
verify the stability conditions, as posed in Theorem 7.1, in Section 7.4.1.

7.4.1 Stability conditions

During the chuck-swap, we will focus on motion in y-direction for which an
experimentally identified 33rd-order plant-model P is available. This model will
be used for the simulation of system (7.23) to determine ∂e/∂δ. The plant will be
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Fig. 7.10. Schematic representation of the chuck-swap between
measurement-side and exposure-side.
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Fig. 7.11. Open-loop transfer functions with and without integrator.

controlled by a nominal linear controller Cnom (without integral action), see Fig.
7.1, consisting of a proportional-derivative (PD) controller, a 2nd-order low-pass
filter, and three notches to cope with resonances due to structural flexibilities.
This results in the open-loop frequency response function P(jω)Cnom(jω) as
shown in Fig. 7.11. The linear controller with integral action is given by CnomCI ,
where the zero of the integrator in (7.1) is set to ωi = 5 · 2π rad/s, see also Fig.
7.11. Note that the same integral part CI is used in the VGIC.

Because a stabilizing tracking controller Cnom has been designed, see Fig.
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Fig. 7.12. Nyquist plot of Geu showing Re(Geu(jω)) ≥ −1 ∀ω ∈ R.

7.11, it is easily verified that Assumptions 7.1 and 7.2 are satisfied, see also
Remark 7.3. The frequency-domain condition Re(Geu(jω)) ≥ −1, ∀ω ∈ R,
in (7.6) is also satisfied, as can be concluded from the Nyquist plot of Geu in
Fig. 7.12. Therefore, all conditions of Theorem 7.1 are satisfied, such that the
equilibrium point x∗ (for which e = 0) of the VGIC system (7.4) is GAS; hence,
the steady-state error will converge to zero.

Note once more that the global asymptotic stability property does not depend
on the saturation length δ. This implies that δ is a purely performance-based
variable, and is fully stability-invariant under the condition posed in Theorem
7.1. We will exploit this fact in the subsequent sections where we can tune δ for
improved servo performance.

7.4.2 VGIC experiments

From experimental data it is known that during the chuck-swap, see Fig. 7.10,
a movement in the x-direction disturbs the stage module in the y-direction (due
to cross-talk) around t = 2.35 s, see Fig. 7.13. This can be interpreted as
a step-wise input disturbance d, see Fig. 7.1. Due to the error build-up, see
Fig. 7.13, the buffer of the integrator of the controller CnomCI in y-direction
also builds up, resulting in overshoot at t = 2.4 s (see the red line in Fig. 7.13
regarding the response of the linear controller with integral action). However,
note that the integrator induces removal of the steady-state error at the end of
the time-interval. If only the nominal linear controller Cnom without integral
action is used, the overshoot decreases, but the steady-state error is no longer
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Fig. 7.13. Measured y-error signals for 26 different saturation lengths δ
varying between [0, 200] µm. .

removed, as depicted by the blue line in Fig. 7.13.
In an attempt to shift the tradeoff between overshoot and the removal of

steady-state error in a more desirable direction, we apply the VGIC strategy
introduced in Section 7.2. The fact that the chuck-swap movement is similar
each time it is carried out, allows for the tuning of a single δ that performs well
in subsequent chuck-swaps. To study the influence of the saturation length δ,
and to verify the controller tuning results of Section 7.3, we perform experiments
for 26 different settings for δ in the range [0, 200] µm. Note that, see Fig. 7.2,
for δ = 0, the error response will be induced by the linear controller Cnom, where
for δ > max(|e|) this response will be induced by the linear controller CnomCI .
For increasing δ, the amount of overshoot increases, but the steady-state error
is removed faster. In Section 7.4.3, we will tune a performance-optimal VGIC
using the optimization strategy discussed in Section 7.3.

7.4.3 VGIC tuning

In order to apply the gradient-based optimization strategy of Section 7.3 to tune
the performance optimal VGIC, we use the performance measure J(δ) in (7.20).
The interval [t1, t2] = [2.35, 2.65] s is used for computing the ISE part in (7.20).
Using c1 = 104 and c2 = 109 as weighting factors for the chuck-swap application
strikes a balance between the amount of overshoot and removal of steady-state
error in a desirable way. This will be illustrated by means of experimental
time-domain error signals later on. Once these weighting factors have been
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selected, these can be used to automatically tune performance optimal controllers
on other wafer scanners to facilitate dedicated machine-dependent performance
optimization.

The performance J as a function of the saturation length δ has been evaluated
on the basis of 26 different experiments that have been performed on the wafer
scanner, see Fig. 7.13. The resulting performance curve is shown in Fig. 7.14
by the solid line. Note that in general such a performance curve is not a priori
available in practice. We use it for validating the optimization strategy. A
performance optimal controller can be found for δ = 22 µm. Note that for
δ = 0, a linear controller Cnom without integral action is used, and that for
δ > max(|150|) µm all errors stay within the saturation band, such that a linear
controller CnomCI with integral action is used.

Gradient-based optimization. For the gradient-based optimization approach,
see Section 7.3.2, we choose an initial saturation length of δ0 = 100 µm. In
general, without knowledge of the performance curve J(δ), a good choice is
to choose the initial point δ0 < max(|e|), because for any δ > max(|e|) the
controllers are effectively the same and therefore the gradient ∂J/∂δ ≈ 0.

A fixed number of 15 iterations (15 experiments) has been performed, al-
though after roughly 10 iterations the optimization has converged. The iteration
history in Fig. 7.15 shows the performance J and the saturation length δ as a
function of the number of iterations. Note that the iterations where J increases
are followed by a line search, see Section 7.3.2, in order to find a lower function
value. Clearly, the optimization converges to the performance-optimal VGIC
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with δ = 22 µm, which is better shown in Fig. 7.14. In terms of J , the optimal
VGIC outperforms the linear controllers with integral action (δ > 150 µm) and
without integral action (δ = 0) by 59% and 67%, respectively.

To compare the optimal VGIC to the linear controller limits with and without
integral action, consider the corresponding measured error responses in Fig. 7.16.
Because the build-up of integral action is limited outside |e| > δ, see Fig. 7.16,
the VGIC has a similar amount of overshoot as the controller without integral
action Cnom, but removes the steady-state error in a similar way as the controller
with integral action CnomCI . This illustrates that the balance between overshoot
and steady-state error can be shaped in a more desirable manner using the VGIC,
improving the chuck-swap manoeuvre. Moreover, the choice for the weighting
factors c1 and c2 has been such that we indeed obtain the desired balance between
overshoot and steady-state error, considering the time-domain evaluation of the
optimal VGIC in Fig. 7.16.

7.5 Discussion

With a gradient-based optimization strategy the optimal variable-gain integral
controller is found with an accuracy in the optimal saturation length δ in the
order of ≈ 1 µm. Note that if the same optimal controller with the same accuracy
was to be found using brute-force experiments in the range [0, 200] µm, this
would require approximately 200 experiments. This shows the effectiveness of
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the proposed optimization strategy. Approximately 10 experiments were needed
to converge to the optimal controller.

The fact that only 10 experiments were needed to find the minimum of J , but
also the gradients ∂J/∂δ, hinges on the fact that we use the mixed model/data-
based approach to determine the gradients. If finite-difference approximations
would have been used to determine the gradients, 10 additional experiments
would have been required. Moreover, finite-difference approximations suffer from
the difficulty in selecting suitable step sizes for the approximations. If these step
sizes are too small, the difference between two experiments is dominated by
noise, making the gradient approximation of no value. On the other hand, if
the steps are too large, the estimated gradient will be inaccurate. The mixed
model/data based approach does not suffer from these difficulties.

As the name indicates, the mixed model/data-based optimization approach
requires models of the motion system under study, see Section 7.3.2. Next to
the controller model C(s), which is exactly known, note that in the current high-
precision motion application, accurate plant models P(s) can be obtained. If,
however, a plant model is not easily assessable, one can choose to estimate the
gradients using finite-difference approximations, at the expense of performing
additional experiments. Another option, for optimization of a scalar parameter,
would be to use a gradient-free method, for example a sectioning procedure as
in [19]. A third option could be to consider iterative feedback tuning [62], a
data-based closed-loop parameter-value optimization, which does not use finite-
difference approximations, but does require additional experiments.
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In the current setting, only optimization of a single parameter (the satura-
tion length δ) has been considered. As an extension to the scalar optimization
problem considered here, we can consider multi-parameter optimization prob-
lems. As an example of a situation where we might want to optimize multiple
variables, one can think of optimizing the slope of the saturation function as
well. The slope directly affects the amount of integral gain applied. Although
the slope of the nonlinearity is not a pure performance-based variable (it is not
stability invariant), the graphical frequency domain circle-criterion condition in
(7.6) readily gives a bound for this slope that still guarantees stability. In such
a two-parameter constrained optimization, the gradient-based approach from
Section 7.3.2 can directly be applied. Note that in case more parameters are op-
timized, a brute-force experimental evaluation of the parameter space becomes
cumbersome, and the relative computational and experimental efficiency of an
iterative scheme becomes even more apparent.

As a last note, it is worthwhile to stress the intuitive design of the proposed
nonlinear VGIC controller. The two linear controller limits, with and without
integral controller, see Fig. 7.11, can be designed using well-known frequency-
domain loop-shaping arguments, and form the basis for the nonlinear controller
designs. Note that there are no restrictions to the order of the linear plant
or nominal controller considered and that only output measurements are used.
Moreover, global asymptotic stability of the equilibrium point can be guaran-
teed by checking easy-to-use graphical conditions using solely frequency-response
data. These graphical conditions directly provide insight in the robustness of
stability to uncertainties in the plant dynamics. The performance-based tun-
ing of the saturation length δ can be automated using the method discussed in
Section 7.3.

7.6 Conclusions

In this chapter, a nonlinear variable-gain integral control strategy for transient
performance improvement of linear motion systems has been proposed. In par-
ticular, we focused on the tradeoff between overshoot and steady-state errors
due to constant disturbances, and proposed a variable-gain integral controller
(VGIC) to balance this tradeoff in a more desirable manner. By limiting the
amount of integral control action if the error is large, and only using full integral
action if the error is small, the VGIC combines the desired effect of reduced
overshoot with the rejection of constant disturbances. Sufficient conditions for
the global asymptotic stability of the setpoint of the resulting closed-loop system
have been formulated in terms of easy-to-check graphical conditions suited for
measured frequency response data of the plant.

A gradient-based quasi-Newton optimization method has been employed for
the automated machine-in-the-loop tunings of the VGIC. The proposed VGIC
strategy and its automated performance optimization have been implemented
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on a wafer scanner in order to improve the so-called chuck-swap manoeuvre.
Significant improvements of the transient response have been obtained experi-
mentally in this industrial case-study, compared to the linear controllers either
with and without integrator.





Chapter 8

Transient performance
improvement of linear systems

using a split-path nonlinear
integrator

Abstract – In this chapter, we introduce the split-path nonlinear integrator (SPANI) as a

novel nonlinear filter designed to improve the transient performance of linear systems in terms

of overshoot, while preserving good rise-time and settling behavior. In particular, this nonlinear

controller targets the well-known trade-off induced by integral action, which removes steady-

state errors due to constant external disturbances, but deteriorates transient performance in

terms of increased overshoot. The rationale behind the proposed SPANI filter is to ensure

that the integral action has, at all times, the same sign as the closed-loop error signal, which,

as we will show, enables a reduction in overshoot thereby leading to an overall improved

transient performance. We will model the resulting closed-loop dynamics by a continuous-

time switched dynamical system, and provide sufficient Lyapunov-based conditions for its

stability. Furthermore, we illustrate the effectiveness, the design and the tuning of the proposed

controller in simulation examples. In particular, we present a benchmark study of an industrial

pick-and-place machine.

8.1 Introduction

In classical linear control theory, it is well-known that Bode’s gain-phase rela-
tionship causes a hard limitation on achievable performance trade-offs in linear
time-invariant (LTI) feedback control systems, see e.g., [38], [122]. The related

This chapter is based on [144] and will also appear in the thesis of Bas van Loon
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interdependence between gain and phase is often in conflict with the desired
performance specification set by the control engineer. For example, it is impos-
sible to add integral action into a feedback control system, typically included to
achieve zero steady-state errors, without introducing the negative effect of phase
lag. It was this fundamental gain-phase relationship for LTI systems that moti-
vated W. C. Foster and co-workers in 1966 to develop the split-path nonlinear
(SPAN) filter, in which they intended to design the gain and phase character-
istics separately [36]. Another fundamental limitation is given by the fact that
for a stable closed-loop system, the error step response necessarily overshoots if
the open-loop transfer function of the linear plant with LTI controller contains
a double integrator, see e.g., [122, Theorem 1.3.2], which applies to the major-
ity of motion systems (of which the industrial benchmark in this chapter is an
example).

In [36], [151], [34], [1], the SPAN filter was designed as a phase lead filter that
does not cause magnitude amplification. It was shown that a controller with such
a nonlinear SPAN filter can outperform its linear counterpart with respect to
overshoot to a step response. In this chapter, we also aim to achieve the same
objective, namely, enhancing transient performance of linear (motion) systems
in terms of overshoot, but we will propose a variant/extension to the SPAN fil-
ter, which we will call the split-path nonlinear integrator (SPANI). In contrast
to the SPAN filter as in [36], [151], [34], [1], the SPANI is a nonlinear integrator
that enforces the integral action to take the same sign as the closed-loop error
signal, thereby limiting the amount of overshoot and, as a result, improving the
transient performance while still guaranteeing a zero steady-state error in the
presence of a constant reference and disturbance signal. We will furthermore
demonstrate that the proposed (output feedback) controller structure supports
the design of all the linear components of the nonlinear controller configuration
using well-known (frequency-domain) loop-shaping techniques. Consequently,
the specifically chosen control structure enhances the applicability to industrial
control problems since it allows the control engineer to loop-shape the (linear
part of the) controller such that it has favorable disturbance attenuation prop-
erties, while the SPANI serves as a hybrid add-on element that increases the
transient performance.

Several other hybrid/nonlinear control strategies for improving the transient
performance for linear systems have been proposed in the literature. For in-
stance in [32], it has been shown that a switched integral controller can improve
the transient performance of LTI plant consisting of an integrator. However,
in contrast to [32], our proposed SPANI filter can be applied to any linear
plant. Another hybrid/nonlinear control strategy is reset control, which was
first introduced in 1958 [28]. In a reset controller, the controller resets (a sub-
set of) its state(s) if certain conditions are satisfied. Especially in the last two
decades, it has regained attention in both theoretically oriented research, see
e.g., [16], [2], [105], [115], [13], as well as in applications [13], [150], [108]. The
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analogy between reset control and a control configuration with SPANI is inter-
esting as both have the common feature of using a switching surface to trigger a
change in control signal, which lead to the injection of discontinuous control sig-
nals into an otherwise LTI feedback system. Distinctively, reset control employs
the same (linear) control law on both sides of the switching surface and a state
reset takes place on the switching surface, whereas we will show that due to the
construction of the SPANI filter, the dynamics changes after a switch and no
state reset takes place. Another important difference is that a reset controller
is not capable of achieving a zero-steady state error in the presence of constant
reference and disturbance signals, see, e.g., [13], while we can give such guaran-
tees. An alternative nonlinear control strategy that avoids discontinuous control
signals is variable-gain integral control (VGIC) [72], see Chapter 7, which limits
the integral action if the error exceeds a certain threshold, thereby limiting, in
turn, the amount of overshoot. A common feature of the SPANI and VGIC
is their accessible design, as the individual linear controller components can be
designed using classical loop-shaping techniques. However, we will show that
the control configuration with SPANI has equal rise time compared to the linear
case, something that cannot be guaranteed by VGIC. In [50], a sliding mode con-
troller with a saturated integrator is studied, which essentially switches between
proportional-derivative (PD) control and proportional-integral-derivative (PID)
control in order to limit the overshoot while still achieving a zero steady-state
error. In a similar context, the concept of composite nonlinear feedback [94]
combines two linear control laws with a nonlinear tuning function to improve
the transient response of second-order LTI systems. Different from [50], [94], we
apply a single feedback controller and show that the total control configuration
with add-on SPANI can be modeled as a switched dynamical system.

All mentioned nonlinear control strategies have in common that closed-loop
stability cannot be verified anymore using ‘linear’ tools such as the Nyquist
stability theorem. Hence, the importance of the development of other testable
stability conditions is evident. Despite this fact, none of the works that consid-
ered SPAN filters, e.g., [36], [1], provided such results thus far. In this chapter,
we propose, therefore, the first testable Lyapunov-based stability conditions for
a feedback control system including the newly proposed SPANI controller.

Summarizing, the main contributions of this chapter are as follows. Firstly,
the novel nonlinear SPANI filter is proposed that has the ability to improve the
transient performance of linear systems in terms of overshoot, while preserving
good rise-time and settling behavior and guaranteeing zero steady-state error
in the presence of constant references and disturbances. Secondly, we will show
that the feedback control configuration with add-on SPANI controller can be
modeled as a continuous-time switched dynamical system. Thirdly, sufficient
Lyapunov-based stability conditions are provided that can be verified using nu-
merically efficient tools. Moreover, the potential of the SPANI filter to improve
upon transient behavior as well as its intuitive design will be highlighted through-
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out the chapter by means of simulation case studies. This chapter extends the
preliminary results discussed in [143], in particular by presenting the full stabil-
ity proof and by considering a model-based benchmark study on an industrial
pick-and-place machine.

The remainder of the chapter is organized as follows. In Section 8.2, we
introduce and motivate the proposed SPANI filter. Subsequently, in Section 8.3,
we introduce a switched systems model of the resulting closed-loop system, and
in Section 8.4, we provide stability conditions for this system in terms of linear
matrix inequalities (LMIs). In Section 8.5, we illustrate the potential of the
proposed nonlinear control strategy using a model-based benchmark example
of an industrial pick-and-place machine. Finally, we end with conclusions in
Section 8.6.

8.1.1 Nomenclature

The following notational conventions will be used. Let R denote the set of
real numbers and Rn denote the n-fold Cartesian product R × . . . × R with
standard Euclidean norm denoted by ∥ · ∥. For a matrix S ∈ Rn×m, we denote
by imS := {Sv | v ∈ Rm} the image of S, and by kerS := {x ∈ Rm |Sx = 0} its
kernel. For two subspaces V, W of Rn, we use V +W = {v+w | v ∈ V, w ∈ W}
to denote the direct sum, and write V ⊕ W = Rn when V + W = Rn and
V ∩ W = {0}. We call a matrix P ∈ Rn×n positive definite and write P ≻ 0,
if P is symmetric (i.e., P = PT ) and xTPx > 0 for all x ̸= 0. Similarly, we
call P ≺ 0 negative definite when −P is positive definite. For brevity, we write

symmetric matrices of the form
[

A B

BT C

]
as

[
A B
⋆ C

]
. The distance of a vector

x ∈ Rn to a set A ⊂ Rn is defined by ∥x∥A := infy∈A ∥x− y∥.

8.2 Split-path nonlinear integrator

In Section 8.2.1, we will briefly revisit the original SPAN filter, and, based on
these historical developments, propose a new variation/extension to this filter:
The SPANI filter. Additionally, in Section 8.2.2, a description of the complete
feedback control system will be given. Finally, we end this section with an illus-
trative example in order to demonstrate the effectiveness of the newly proposed
controller configuration.

8.2.1 Introduction and motivation of the SPANI filter

Originally, the key motivation behind the development of the SPAN filter was to
obtain a filter in which the gain and phase could be designed independently [36].
To achieve such favorable properties, the input signal of the filter, being the
closed-loop error e, is divided into two separate branches of which the outputs
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H1(s)

us

SPAN

e

H2(s)

Fig. 8.1. Schematic representation of the SPAN filter.

are multiplied in order to form the control signal us, as schematically depicted in
Fig. 8.1. The lower branch contains a sign element, which destroys all magnitude
information as its output is either ±1, thereby retaining all phase information.
The opposite holds for the upper branch as it contains an absolute value element
thereby removing all sign information and retaining only the magnitude infor-
mation. Moreover, both branches contain a linear filter Hi(s), i ∈ {1, 2}, s ∈ C.
In [36], [151], [34], [1], the authors use filters of the form H1(s) = 1/(s + τ1)
(low-pass filter) and H2(s) = (s+ τ2)/(s+ τ3) (lead filter), with the aim to add
phase lead without magnitude amplification.

In this chapter, we use the concept of the SPAN filter to obtain a new non-
linear controller with the goal to improve the transient performance of linear
motion systems, which is quantified in terms of overshoot to step responses of
the closed-loop system, while still guaranteeing a zero steady-state error in the
presence of a constant reference and disturbance signal. For that purpose, we
select a linear integrator for H1(s), i.e., H1(s) = ωi/s, and take H2(s) = 1.
We call this nonlinear filter the split-path nonlinear integrator (SPANI), which
is schematically represented in the dashed (blue) rectangle in Fig. 8.2. The
rationale behind the design of this SPANI filter can be best understood by con-
sidering a step response (or the response to a step disturbance) on a system
containing integral control. In order to achieve a zero steady-state error, the
integrator integrates the error e over time resulting in build-up of the integral
buffer. As soon as the error e becomes zero, i.e., e = 0, the integrator still has
the integrated error stored in its state. Due to the phase lag introduced by the
integrator, it takes some time to empty this buffer, causing the error to over-
shoot. In contrast to a linear integrator, the SPANI enforces the integral action
to take the same sign as the error signal, due to the presence of the absolute
value and the sign element, see Fig. 8.2. This results in non-smooth behavior
at the time instant when e = 0, i.e., an instantaneous switch of the sign of the
integral action takes place, thereby inducing a reduction in overshoot.
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P(s)Cnom(s)

ωi
s

e u

us

uc

d

ypr

SPANI

−

xI

Fig. 8.2. Feedback loop with plant P(s), linear controller Cnom(s) and
the SPANI controller.

8.2.2 Description of the control system

The overall feedback configuration used in this chapter is shown in Fig. 8.2.
In this figure, e := r − yp is the tracking error between the reference signal r
and the output yp of the plant P(s), s ∈ C, d denotes an unknown, bounded
input disturbance and u := uc+us the total control input, which consists of the
control input uc produced by the linear controller Cnom(s) and the control input
us of the SPANI. The linear part of the closed-loop system consists of a single-
input-single-output (SISO) LTI plant P(s), s ∈ C, and a SISO LTI nominal
controller Cnom(s), s ∈ C, which can be obtained using loop-shaping techniques.
The nonlinear part, being the SPANI filter, is placed in parallel to Cnom(s) in
order to obtain maximum effect of discontinuities in the SPANI output us, i.e.,
the signal us is not fed through the nominal controller Cnom(s). The state (and
output) of the integrator CI(s) = ωi/s, with gain ωi ∈ R>0, is defined by xI ∈ R.
The sign-function in the lower branch of the SPANI, see Fig. 8.2, is formally
defined as

sign(e, xI) =


1 if e > 0,

1 if e = 0 and xI ≥ 0,

− 1 if e = 0 and xI < 0,

− 1 if e < 0.

(8.1)

In essence, (8.1) reflects a normal sign-function, except at e = 0, where we use
±1 depending on the sign of xI , such that us = +xI for e = 0 (the dependence
of the sign-function on xI is denoted by the dashed arrow in Fig. 8.2).

Remark 8.1. Foster and co-workers did not present any modeling results in [36].
Perhaps, as a consequence, no formal definition of the sign-function, see Fig.
8.1, was provided in [36]. One of the contributions of this chapter is, however, to
present a complete modeling framework of the closed-loop control system with
SPANI filter amendable for stability analysis, including a formal definition of
the sign-function, see (8.1). ▹
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Using the formal definition of the sign-function as in (8.1), we can model the
SPANI controller as a switched system with dynamics

SPANI :


ẋI = ωie

us =

{
+xI if exI ≥ 0

−xI if exI < 0,

(8.2)

where xI ∈ R denotes the state of the integrator in the SPANI controller. For
this SPANI controller, the situation where the ‘default’ integrator is active (us =
+xI) corresponds to exI ≥ 0 and the situation where the integrator has negative
sign (us = −xI) corresponds to exI < 0, see Fig. 8.3(a) for a representation in
the (e, xI)-plane. In the remainder of this chapter we, however, consider a more
general class of SPANI controllers, encompassing (8.2) as a special case. This
more general class is obtained by slightly modifying the switching rule of the
SPANI, which is given by

SPANI :


ẋI = ωie

us =

{
+xI if xI(ϵxI + e) ≥ 0

−xI if xI(ϵxI + e) < 0,

(8.3)

for some (typically small) ϵ ≥ 0 associated with tilting of one of the switching
boundaries, see Fig. 8.3(b) for a representation in the (e, xI)-plane and Fig.
8.4 for a schematic representation in a block diagram. Note that for ϵ = 0, we
obtain the SPANI as in (8.2).

The switching rule as in (8.3) (with ϵ > 0) is introduced to create a more
robust SPANI controller. This can be intuitively explained as follows. Consider
Fig. 8.3 and focus first on the SPANI with ϵ = 0, i.e., Fig. 8.3(a). Note
that the desired equilibrium point, with xI having the the equilibrium value x∗

I

and e having the equilibrium value e∗ = 0, i.e., (e, xI) = (e∗, x∗
I), is located

as represented in the figure, i.e., exactly on the switching plane. Note in this
respect that since e∗ = 0 is enforced by the integral action and typically, e.g., if
constant disturbances are present, it takes integral action to achieve such zero
steady-state error (x∗

I ̸= 0)). Given the fact that the desired equilibrium is on a
switching boundary, small perturbations around this equilibrium may cause the
dynamics to switch, resulting in an instantaneous change of sign of us. We will
demonstrate in Section 8.2.3 that this may result in a large number of successive
switches, which is of course highly undesired in any application. By introducing
the tilting parameter ϵ, we ensure that the equilibrium is located strictly inside
the set where xI(ϵxI + e) ≥ 0, see Fig. 8.3(b). As a consequence we ensure
that, locally around the equilibrium, no switching occurs. To show the benefits
of the generalized form of the SPANI controller, allowing ϵ > 0, we consider a
numerical example next.
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xI

e

exI < 0

exI < 0

exI ≥ 0

exI ≥ 0

(e∗, x∗

I)

(a) SPANI with ϵ = 0

xI

e

xI(εxI + e) < 0

xI(εxI + e) < 0 xI(εxI + e) ≥ 0

xI(εxI + e) ≥ 0

−

1

ε

(e∗, x∗

I)

(b) SPANI with ϵ > 0

Fig. 8.3. Schematic representation of the (e, xI)-plane. Note that the
switching boundaries belong to the blue areas in both cases.

ωi
s

use ε

xI

Fig. 8.4. Schematic representation of the SPANI filter with modified
switching condition, see (8.3).

8.2.3 Illustrative example

Consider a basic example to illustrate the potential of the control configuration
in Fig. 8.2 (though with SPANI as in Figure 8.4), concerning a mass-spring-
damper system, with plant P(s) = 1/(ms2+bs+k), mass m = 0.01 kg, damping
coefficient b = 0.03 Ns/m and spring constant k = 1 N/m, being controlled by an
input force F and the output yp corresponding to the position of the mass. Two
types of controllers are designed, a linear one, and a nonlinear one exploiting the
SPANI filter. Both these controllers will be designed to regulate the system to
the desired reference given by r(t) = 1, t ∈ R≥0. The linear controller, designed
using classical loop-shaping techniques, consists of a stabilizing linear controller
C(s) = Cnom(s) + CI(s), with Cnom(s) = 22.4( 1

35s + 1)/( 1
100s + 1) being the

nominal controller without integral action, and a linear integrator CI(s) = ωi/s,
with gain ωi = 12. In the nonlinear controller configuration with SPANI, we
use the same nominal controller Cnom(s) and replace the linear integrator CI(s)
by the SPANI as in (8.3), using the same gain ωi = 12, to arrive at a feedback
control configuration as shown in Fig. 8.2.
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Fig. 8.5. Transient unit step response simulations of the controlled mo-
tion system with and without SPANI controller.

The unit step response simulations are depicted in Fig. 8.5, in which the
upper figure shows the response yp to a step input and the bottom figure the
amount of integral action us. We consider three controller cases, namely, a
fully linear controller (dash-dotted blue), and two controllers in which the linear
integrator is replaced by a SPANI, one with ϵ = 0 (dashed red) and one with
ϵ = 0.04 (solid black). Let us first focus on the transient response in terms of
overshoot, in which we want to emphasize that up to the crossing yp = 1, i.e., the
time instant at which the error e changes sign for the first time, the responses
for all three controllers are identical, and, hence, have equal rise-time. As can
be concluded from the upper figure, the response of the control configuration
with SPANI filter in which ϵ = 0 clearly has the smallest amount of overshoot,
thereby illustrating the potential of the proposed configuration. The reduction
in overshoot is achieved by the instantaneous change of sign of the control input
us of the SPANI as soon as the error e crosses zero (i.e., yp crosses 1), as depicted
in the bottom figure of Fig. 8.5.

Let us now focus on the steady-state behavior in Fig. 8.5. This reveals
that, contrary to the linear control configuration, the system with SPANI shows
undesirable steady-state oscillations caused by successive switches of the SPANI.
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In fact, this is exactly the undesired behavior that we mentioned in Section
8.2.2 which motivates to select ϵ > 0. Clearly, the response of the controller
with SPANI and ϵ = 0.04 does not show such undesirable oscillations and does
asymptotically converge to its desired value. However, such favorable steady-
state behavior is achieved at the expense of an (only slight) increase in overshoot,
as is shown on the ‘zoom’ part of the transient response in the upper plot of
Fig. 8.5. This (slight) increase in overshoot is caused by the fact that the sign-
swap in integral action occurs (slightly) later in time for the SPANI filter with
ϵ = 0.04, as can be seen in the ‘zoom’ part of the bottom plot of Fig. 8.5 (see
also Fig. 8.3). Next to realizing a zero steady-state error, another benefit of the
SPANI controller with ϵ = 0.04 is the fact that the large steady-state oscillations
in control action us for the SPANI filter with ϵ = 0, see again the bottom figure
of Fig. 8.5, are avoided (see Section 8.2.2).

This example demonstrates that selecting ϵ > 0 is necessary in order to avoid
stead-state oscillations. However, from an overshoot-reduction point of view, a
small ϵ is favorable. In this respect, we will present stability conditions that can
help in making this choice for ϵ in Section 8.4.

8.3 Switched system modeling

In order to obtain a complete state-space model of the closed-loop system dis-
cussed in Section 8.2.2, see Fig. 8.2, the SISO LTI plant P(s) is given by

P :

{
ẋp = Apxp +Bpu+Bpd

yp = Cpxp,
(8.4)

where xp ∈ Rnp denotes the state of the plant, d ∈ R denotes an unknown
but bounded disturbance and u ∈ R the control input. The nominal SISO LTI
controller is now described by

Cnom :

{
ẋc = Acxc +Bce

uc = Ccxc +Dce,
(8.5)

in which xc ∈ Rnc denotes the state of the nominal part of the controller and
e ∈ R the closed-loop tracking error, with reference r ∈ R.

To obtain a complete closed-loop model of the feedback configuration in
Fig. 8.2 (though with SPANI as in Figure 8.4), we use the interconnections
e = r − yp and u = uc + us, combine (8.4), (8.5) and (8.3), and define the
augmented state-vector x := [xT

p xT
c xT

I ]
T ∈ Rn, where n = np + nc + 1, to

arrive at a continuous-time switched closed-loop dynamical model given by

ẋ=

{
Ā1x+ B̄rr + B̄dd if xI(ϵxI + (r − C̄x)) ≥ 0 (8.6a)

Ā2x+ B̄rr + B̄dd if xI(ϵxI + (r − C̄x)) < 0, (8.6b)
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with output yp = C̄x, and thus e = r − C̄x, where

Ā1 :=

[
Ap − BpDcCp BpCc +Bp

−BcCp Ac 0
−ωiCp 0 0

]
, (8.7a)

Ā2 :=

[
Ap − BpDcCp BpCc −Bp

−BcCp Ac 0
−ωiCp 0 0

]
, (8.7b)

B̄r :=

[
BpDc

Bc

ωi

]
, B̄d :=

[
Bp

0
0

]
, C̄ :=

[
CT

p

0
0

]T
. (8.7c)

Observe that the switched dynamical system (8.6), (8.7) has a lot of structure,
i.e., the closed-loop system matrices Ā1 and Ā2 are almost identical, except for
the minus sign in the upper right element in Ā2. By proper design, the linear
controller Cnom(s)+CI(s), see Fig. 8.2, is stabilizing, and as a result, the matrix
Ā1 is always Hurwitz. Due to the sign change in its upper right element, this
generally does not hold for the matrix Ā2. In fact, due to the wrong sign of
the integral action, Ā2 will in general not be Hurwitz. When observing the
(e, xI)-plane in Fig. 8.3(b), the set where the stable dynamics (8.6a) are active
corresponds with the blue areas and the set where the unstable dynamics (8.6b)
are active corresponds to the white areas.

8.4 Stability analysis

In this section, LMI-based conditions are presented to ensure the stability of the
closed-loop dynamics in (8.6), (8.7).

8.4.1 Stability conditions

In this section, we consider constant (step) references r(t) = rc, t ∈ R≥0, and
constant disturbances d(t) = dc, t ∈ R≥0, and present sufficient conditions to
verify global exponential stability (GES) of the (unique) equilibrium point x∗ of
(8.6), (8.7) that satisfies

Ā1x
∗ + B̄rrc + B̄ddc = 0. (8.8)

Note that, from (8.3) it follows that (due to the integral action) e∗ = 0 in the
equilibrium x∗, such that the equilibrium indeed conforms to the Ā1-dynamics,
and therefore satisfies (8.8). Note furthermore that since the system matrix Ā1

is Hurwitz, and thus invertible, (8.8) has one unique solution x∗.
The following theorem poses sufficient conditions under which GES of the

equilibrium x∗ can be guaranteed for the switched dynamical system (8.6), (8.7).
Consequently, under these conditions the exact tracking of the constant refer-
ence rc, and disturbance rejection of the constant disturbance dc, is guaranteed.
Hereto, let us introduce some definitions and notational conventions.
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Definition 8.1. For a fixed disturbance dc ∈ R and a fixed reference rc ∈ R, the
equilibrium x∗ of the system (8.6), (8.7) is said to be GES if there exist a ρ ∈ R>0

and c ∈ R>0 such that ∥x(t) − x∗∥ ≤ ce−ρt∥x(0) − x∗∥, for all trajectories1 of
(8.6), (8.7).

The matrix Q ∈ R(n+2)×(n+2) is defined by

Q :=

[
ĀT

2 P + PĀ2 PĀdĀ
−1
1 B̄r PĀdĀ

−1
1 B̄d

⋆ 0 0
⋆ ⋆ 0

]
(8.9)

with Ād := Ā1 − Ā2 and a free matrix parameter P ∈ Rn×n. Furthermore, the
matrix R̄ ∈ R(n+2)×(n+2) is defined by

R̄ :=


0 0 − 1

2C
T
p − 1

2γrC
T
p − 1

2γdC
T
p

⋆ 0 0 0 0
⋆ ⋆ ϵ ϵγr ϵγd

⋆ ⋆ ⋆ ϵγ2
r ϵγrγd

⋆ ⋆ ⋆ ⋆ ϵγ2
d

 , (8.10)

for scalars

γr = −
[
O1×np O1×nc 1

]
Ā−1

1 B̄r (8.11)

γd = −
[
O1×np O1×nc 1

]
Ā−1

1 B̄d, (8.12)

related to the integral state in equilibrium

x∗
I = γrrc + γddc. (8.13)

Finally, let the matrix M ∈ R(n+2)×(n+1) be given by

M :=

[
In×n On×1

O2×n

[
γr

γd

]]
. (8.14)

Theorem 8.1. Consider the switched system (8.6), (8.7) for a fixed ϵ > 0, in
which we assume that Ā1 is a Hurwitz matrix. If there exist a positive definite
matrix P ∈ Rn×n and a constant α ∈ R≥0 satisfying

ĀT
1 P + PĀ1 ≺ 0 (8.15)

MT
(
Q− αR̄

)
M ≺ 0, (8.16)

then the corresponding equilibrium point x∗ = [x∗
p
T x∗

c
T x∗

I
T ]T of system (8.6),

(8.7) satisfying e∗ = rc − Cpx
∗
p = 0, is globally exponentially stable, for any

constant reference rc and any constant disturbance dc, even in the presence of
sliding modes.

1For the generality of the analysis, we consider solutions of the discontinuous system (8.6),
(8.7) in the sense of Filippov [33], [93].
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Proof. The proof will consist of the following two steps:

• Step 1 : Employ a coordinate transformation to shift the equilibrium point
x∗ to the origin;

• Step 2 : Employ a Lyapunov-based stability analysis.

Step 1 :
We employ the following coordinate transformation x̃ := [x̃T

p x̃T
c x̃T

I ]
T = x−x∗,

such that the transformed dynamics can be rewritten as

˙̃x =


f+(x̃) := Ā1x̃ if ϕ(x̃, x∗) > 0 (8.17a)

λf+(x̃) + (1− λ)f−(x̃, x
∗) if ϕ(x̃, x∗) = 0 (8.17b)

f−(x̃, x
∗) := Ā2x̃− Ādx

∗ if ϕ(x̃, x∗) < 0, (8.17c)

in which (8.17b) is included to allow a convex combination (i.e., λ ∈ [0, 1])
of the vector fields f+(x̃) and f−(x̃, x

∗) to be active on the switching plane
corresponding to the definition of Filippov solutions [33]. Note that in (8.17) we
used Ād := Ā1− Ā2, and (8.8). Furthermore, in (8.17) we use that the switching
function xI(ϵxI + e) in (8.6) can be written in the transformed coordinates as
follows

ϕ(x̃, x∗) := (x̃I + x∗
I)(ϵx̃I + ϵx∗

I − Cpx̃p), (8.18)

as e = rc − Cpxp = rc − Cp(x̃p + x∗
p) = −Cpx̃p, since rc − Cpx

∗
p = e∗ = 0. Let

us introduce the augmented vector x̃a := [x̃T rc dc]
T , and use (8.11), (8.12) to

express x∗
I in terms of rc and dc, which leads to (8.13). This allows us to write

the switching function ϕ(x̃, x∗) in (8.18) in a quadratic form ϕ(x̃a) = x̃T
a R̄x̃a

(with some slight abuse of notation), where R̄ is as defined in (8.10).

Step 2 :
We will prove that V (x̃) = x̃TPx̃, with P = PT ≻ 0, satisfying (8.15)-(8.16), is
a Lyapunov function for the transformed (perturbation) dynamics in (8.17). To
do so, first observe that

c∥x̃∥2 ≤ V (x̃) ≤ c∥x̃∥2, (8.19)

for some c ≥ c > 0, since P = PT ≻ 0. Second, we are going to show that

V̇ ≤ −c∥x̃∥2, (8.20)

for some c > 0, along the solutions of (8.17). Considering the case where ϕ(x̃a) >
0, we obtain that along solutions of (8.17a), the time-derivative V̇ satisfies

V̇ = x̃T
(
ĀT

1 P + PĀ1

)
x̃ ≤ −c+∥x̃∥2, (8.21)
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for some c+ > 0, due to (8.15). For the case ϕ(x̃a) < 0, i.e., x̃T
a R̄x̃a < 0, we

obtain

V̇ = x̃T
(
ĀT

2 P + PĀ2

)
x̃− x∗T ĀT

d Px̃− x̃TPĀdx
∗,

= x̃T
aQx̃a, (8.22)

for Q as defined in (8.9). Hence, we need to show that there exists a c− > 0
such that

x̃T
aQx̃a ≤ −c−∥x̃∥2, when x̃T

a R̄x̃a < 0. (8.23)

To support such argument, observe that, forM defined in (8.14) and imG ⊆ kerQ
with G defined as

G :=
[
O1×n −γd γr

]T
, (8.24)

in which γd ̸= 0 and γr ̸= 0, it holds that imM ⊕ imG = Rn. Hence, we can
write x̃a = Mm̃+ g for some m̃ ∈ R(n+1)×1 and g ∈ imG. These facts lead to

x̃T
aQx̃a = (Mm̃+ g)TQ(Mm̃+ g)

= m̃TMTQMm̃ (8.25)

in which we used imG ⊆ kerQ (and thus Qg = 0). In addition, note that,
x̃T
a R̄x̃a < 0 implies that m̃TMT R̄Mm̃ < 0, because imG ⊆ kerR̄ (and thus

R̄g = 0). Hence, for the case where x̃T
a R̄x̃a < 0 we obtain

m̃TMTQMm̃ ≤ m̃TMT (Q− αR̄)Mm̃

(8.16)

≤ −c3∥m̃∥2, (8.26)

for some c3 > 0, α ≥ 0, in which we exploited the fact that (8.23) only has to
hold in its active region. Using now that ∥m̃∥ ≥ c4∥Mm̃∥ for some c4 > 0, due
to M having full column rank, and ∥Mm̃∥ ≥ ∥x̃∥, in view of the form of M , we
obtain (8.23) for c− = c3c4 > 0, as desired. To complete the proof by including
sliding mode behavior, let us consider the case ϕ(x̃a) = 0 in (8.17). If sliding
motion occurs, we follow the dynamics according to the convex combination
given in (8.17b) for some λ ∈ [0, 1]. Hence, the derivative of V along (8.17b) is
given by

V̇ = λx̃T
(
ĀT

1 P + PĀ1

)
x̃+ (1− λ)x̃T

aQx̃a, (8.27)

for λ ∈ [0, 1] when x̃T
a R̄x̃a = 0. Hence, we need to show that there exists a

cλ > 0 such that (8.27) satisfies

V̇ ≤ −cλ∥x̃∥2, when x̃T
a R̄x̃a = 0. (8.28)
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Let us prove this in two steps by combining the inequalities obtained for the
two cases above, for which it has to be shown they apply for the case where
x̃T
a R̄x̃a = 0 as well. Firstly, observe that

λx̃T
(
ĀT

1 P + PĀ1

)
x̃ ≤ −λc+∥x̃∥2, (8.29)

due to (8.15) and λ ∈ [0, 1] (see also (8.21)). Secondly, applying the same
rationale as outlined above, and the fact that x̃T

a R̄x̃a = 0 implies m̃TMT R̄Mm̃ =
0, we can show that due to (8.16) it holds that

(1− λ)x̃T
aQx̃a ≤ −(1− λ)c−∥x̃∥2, (8.30)

when x̃T
a R̄x̃a = 0, for c− > 0 and λ ∈ [0, 1]. Hence, during sliding modes (if

they occur) we obtain (8.28) with cλ = λc+ + (1 − λ)c− ≥ min{c−, c+} for
λ ∈ [0, 1]. This establishes (8.20) with c = min{c−, c+}, and together with
(8.19), this proves global exponential stability (GES) of the equilibrium point
x̃ = 0 of (8.17). As a consequence, this proves that x = x∗ is a GES equilibrium
point of (8.6), (8.7), which completes the proof.

Remark 8.2. By increasing ϵ, the stable Ā1 dynamics is active in a larger region
of the state-space, see Fig. 8.3. In fact, for ϵ = ∞, the linear, and stabilizing,
controller Cnom(s) + CI(s) is active in the entire state-space. This fact gives rise
to the intuition that stability of the closed-loop system can be guaranteed by
choosing ϵ large enough. From an overshoot-reduction point of view, however, a
small ϵ is favorable. Hence, a trade-off between stability and performance arises
and Theorem 8.1 is instrumental in making this trade-off. ▹
Remark 8.3. In discontinuous dynamical systems, such as (8.6), (8.7), sliding
modes can occur when the vector fields on both sides of the switching surface
point towards each other, see, e.g., [33], [93]. In such a case, infinitely fast
chattering between both dynamics occurs resulting in a sliding motion along
the switching surface, which is undesired as it causes excessive equipment wear
and a problem in the digital implementation of such a controller. Although
the presented stability conditions in Theorem 8.1 fully cover the case in which
sliding modes do occur, we project that they will typically not exist in the
control configuration studied in this chapter when considering motion systems.
In fact, under the assumption that we only consider linear plants of the form
(8.4) with relative degree rd > 1, for which it holds that CpBp = 0, one can show,
using the reasoning outlined in [93, Chapter 3], that first-order sliding modes
cannot occur. However, the existence of higher-order sliding modes, although
unlikely to happen for the type of systems we consider in this chapter, see,
e.g., [30], [78], [79], can not be excluded. ▹

8.4.2 Motivating example revisited

From the example in Section 8.2.3 we may conclude that taking the parameter
ϵ larger than zero is necessary from a stability point of view, although it also
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limits the potential transient performance profits. It is therefore up to the user
to balance this trade-off in the most optimal sense, in which the conditions of
Theorem 8.1 may serve as a guideline (see also Section 8.5 and Remark 8.2). In
fact, ϵ = 0.04, as used in Section 8.2.3, is the lower bound on ϵ for which the
conditions of Theorem 8.1 yield feasible results2.

8.5 Case study on a pick-and-place machine

In this section, we consider a simulation study based on an industrial pick-
and-place machine. Such pick-and-place machines are used to place electrical
components, such as resistors, capacitors, integrated circuits etc., with a high
speed and high precision on a printed circuit board (PCB). These PCBs are, in
turn, used in a large variety of applications, such as, high-end consumer elec-
tronics, computers, medical equipment etc., see e.g., [11]. The working principle
of a pick-and-place machine is as follows: the first step is to place the PCB
within the working area of the placement head, in the second step, the place-
ment head picks up an electrical component using for instance a vacuum pipette,
in the third step the placement head is navigated to a pre-described position on
the PCB where it should place the component. Finally, in the fourth step, the
component is placed on the PCB as soon as all positioning tolerances are met.

In this case study, we focus particulary on the third step with the goal to
enable the fourth step to start as soon as possible. Namely, the placement of
the electrical component on the PCB in the fourth step can only be finalized
when the closed-loop error e, related to step three, has converged within a pre-
described error bound. Therefore, our objective is to study if we can increase the
machine throughput by achieving a faster convergence of the closed-loop error
to its specified error bound by replacing the linear integrator of the controller
by a SPANI of the form (8.3) (with the same integrator gain ωI).

8.5.1 Plant model, controller design and disturbance iden-
tification

The measured (and scaled3) frequency response function (FRF) from input u
[N] to placement head position yp [mm], as depicted in Fig. 8.6 with the solid
blue line, shows a mass-line characteristic for low frequencies. Around a (scaled)
frequency of 1, an antiresonance/resonance pair is visible that accounts for the
frame resonance of the motion stage. A linear model is estimated that includes

2From simulations it follows that any ϵ > 0 yields an asymptotically stable response. This
discrepancy between the simulations and the LMI-based stability conditions of Theorem 8.1
might be relaxed (in terms of conservatism) by considering, e.g., piecewise quadratic Lyapunov
functions instead.

3To protect the interests of the manufacturer, all figures in this section have either been
scaled or use blank axes in terms of units.
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Fig. 8.6. Scaled Bode diagram of the measured frequency response func-
tion (solid blue) and estimated 4th-order model (dashed-red) of the plant
P.

this frame resonance, resulting in a 4th-order model depicted in (dashed red)
in Fig. 8.6. The plant will be controlled by a proportional-integral-derivative
(PID)-type controller in which the linear integrator CI is designed in parallel to
the nominal part Cnom, which consists of a PD-controller and a 2nd-order low-
pass filter. This results in the open-loop frequency response function Ol(jω) =
P(jω) (Cnom(jω) + CI(jω)), ω ∈ R, as shown in Fig. 8.7. Additionally, as in
many industrial motion controllers, acceleration feedforward is used, with gain
m that represents the estimated plant mass, to compensate for the low-frequency
rigid-body plant dynamics.

Cogging forces, which are position-dependent force disturbances caused by
the magnetic interaction between the permanent magnets and the motor coils,
are known to be the main source of disturbance in this particular application.
The position-dependent cogging force is identified by measuring the controller
force at a low constant reference velocity, such that the applied control force
is approximately equal to the cogging force. Based on such identification ex-
periments, we modeled this cogging disturbance force as a sinusoidal position-
dependent force given by

Fc(yp) = AFc sin
(

δp
2πyp + ϕFc

)
, (8.31)

in which AFc denotes the maximum cogging force, δp the pitch between the
magnets and ϕFc a phase shift tuned on the basis of measurement data. This
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Fig. 8.7. Scaled Bode diagram of the open-loop transfer function.

position-dependent disturbance force is incorporated in a simulation model as
schematically depicted in Fig. 8.8.

Note that, although there exist feedforward techniques that can compensate
for such (repetitive) cogging force disturbances, for instance using iterative learn-
ing control, see e.g., [140], [76], or look-up tables, these disturbances vary from
machine to machine and often manufacturers do not have the resources to imple-
ment such techniques on each machine separately. In fact, in many companies
it is common practice to develop one robust controller for entire machine parks
such that the controllers do not have to be tuned for each individual machine.
We aim to show that by replacing the linear integrator CI by a SPANI with
the same integrator gain ωI , which in itself requires only a minor modification,
the transient performance with respect to overshoot can be improved. In fact,
in Section 8.2.3, we already demonstrated the potential of the SPANI filter to
improve the transient performance of linear systems by reducing the overshoot.
In this application example, however, we aim to exploit this advantage in order
to achieve a secondary objective, i.e., faster convergence of the closed-loop error
e to a pre-described error bound by replacing the linear integrator by a SPANI.

8.5.2 Transient performance comparison

In this section, we study the response for two 4th-order reference trajectories
corresponding to two different positions on the PCB where the electrical compo-
nent should be placed, i.e., the first reference trajectory has an end position of
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Fig. 8.8. Schematic representation of the simulation model under study.

200 mm and the second 105 mm. Note that due to the position-dependent cog-
ging forces, this results in two different disturbance situations that the SPANI
controller will have to cope with.

Let us first consider the reference with an end position of 200 mm. Fig.
8.9 shows the error profiles using; a linear controller (dash-dotted blue), and in
solid black the error profile obtained if we replace the linear integrator CI by a
SPANI of the form (8.3) (with the same gain ωI) and ϵ = 0.0115. This value
for ϵ is motivated by the conditions of Theorem 8.1. In fact, by verifying these
conditions we can guarantee that the equilibrium x∗ of (8.6) is GES for all ϵ ≥
0.0115. As indicated in Fig. 8.9, compared to the linear case, an improved, and
asymptotically stable, response can be obtained using a SPANI with ϵ = 0.0115.
Note that with ‘improved’, we mean both a reduction in overshoot and a faster
convergence to the error bound (in correspondence with the two performance
objectives previously defined in Section 8.5.1). Firstly, we observe a significant
overshoot reduction of ∼ 20% almost immediately after the pick-and-place robot
reaches its end-position (∼ 0.443 s in Fig. 8.9), while an even more significant
overshoot reduction is achieved in the response around t = 0.3 s, see Figure
8.9. Secondly, almost immediately after the pick-and-place robot reaches its
end-position (∼ 0.443 s in Fig. 8.9) the error signal of the system with SPANI
has converged within the error bound, thereby again outperforming the linear
controller. These performance improvements are achieved by the non-smooth
control action induced by the SPANI filter, see Fig. 8.10 in which the total
control signal u = uc + us is depicted. In particular, only two switches (in the
region of interest) occur that result in the spike in the control signal in Fig.
8.10. Hence, this emphasizes that the discontinuous nature of the output of
the SPANI, which in itself drastically changes the dynamics of the otherwise
linear controller, allows us to achieve a higher performance compared to linear
controllers.

Remark 8.4. It is known that discontinuous control signals can excite high-
frequency resonances typically present in motion systems and may result in
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Fig. 8.9. Error profile for the region of interest using a 4th-order reference
trajectory with an end position of 200 mm. For the sake of clarity, a
scaled acceleration profile is shown in green and a smaller figure is added
showing the entire time span in which the region of interest is indicated by
the dashed rectangle. The error profile using a linear controller is depicted
in dash-dotted blue, and the error profile using a SPANI with ϵ = 0.0115
in solid black.

actuator wear. One can therefore decide to ‘smoothen’ such signals by, for
instance, using low-pass filters. This, however, will also inevitably lead to a
decrease in potential performance benefits and, again a careful trade-off has to
be made depending on the specifications at hand. ▹

Let us now consider the reference profile with an end position of 105 mm. The
error profiles of the linear controller and the nominal controller with SPANI and
ϵ = 0.0115 are depicted in Fig. 8.11(a), which again indicates that the SPANI
controller outperforms the linear controller with respect to overshoot (by ∼ 43%
in this case) and convergence within the error bound. However, it also reveals
the following undesired behavior:

• for t ∈ [0.43, 0.48]: The error shows fast oscillatory behavior, resulting
from a large number of switches;

• for t ∈ [0.48, 0.52]: An unexpected ‘peak’ in the error signal occurs while
we expect to converge smoothly towards e = 0.

Both these phenomena are undesired and can be explained by considering Fig.
8.11(b-c), in which we consider the (e, xI)-plot Fig. 8.11(b), and the integral



8.5 Case study on a pick-and-place machine 185

0.44 0.46 0.48 0.5 0.52 0.54 0.56 0.58 0.6
−3

−2

−1

0

1

2

3

4

time [s]

to
ta
l
co

n
tr
o
l
si
g
n
a
l
[N

]

 

 

Cnom(s) + CI(s)
Cnom(s) + SPANI (ε = 0.0115)

Fig. 8.10. Total control signal for the linear controller Cnom + CI (dash-
dotted blue), and for Cnom + SPANI with ϵ = 0.0115 in solid black.

action xI and the output us of the SPANI versus time in Fig. 8.11(c). In these
figures, the equilibrium point is depicted by point C, which, for this particular
disturbance situation, requires positive integral action (∼ xI = 0.286) to com-
pensate for the cogging disturbance force at the setpoint. However, as indicated
in Fig. 8.11(b-c), the integral action xI has the wrong sign (up till point B).
Still, up to point A in Fig. 8.11(b-c), the SPANI output us delivers, by means
of many switches in the control signal us, on average enough integral action to
approximately compensate for the cogging disturbance. However, after point A
in the figure, |xI | is too small such that the SPANI cannot compensate for the
cogging disturbance anymore. This results in a build-up of error, causing the
peak in the error signal as depicted in Fig. 8.11(a) and Fig. 8.11(b-c). Even-
tually, after point B in Fig. 8.11, the integral state xI becomes positive and
converges to the equilibrium in point C.

8.5.3 Combining state and time-based switching in the
SPANI

In this section, we will demonstrate that the undesired behavior discussed in
Section 8.5.2, i.e., a large number of switches in the control signal and a sudden
peak in the error signal, can be alleviated by proposing a modification to the
switching rule of the SPANI filter. In particular, we augment the state-dependent
switching rule in the SPANI controller, as introduced in Section 8.3, with a
minimal dwell-time regularization, see e.g., [126], [60], that imposes limitations
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xI .

on how long the switched system will be in a particular mode. To be precise,
we only include this time restriction in the first mode in which the stable Ā1-
dynamics is active. In particular, whenever our switched system is in the first
mode, we enforce it to stay in this mode for at least τD ∈ R>0 time units before
it is allowed to switch to the second mode following the unstable Ā2-dynamics,
for which no time restrictions are imposed.

To model the inclusion of this dwell-time regularization in the switching
function, we will introduce the auxiliary values τ ∈ R≥0 and ℓ ∈ {0, 1}. The
variable τ is a timer state to keep track of how much time we stay in each mode,
which is reset to zero after each mode switch. The Boolean ℓ keeps track of
whether we are in mode 1 following the stable Ā1-dynamics (when ℓ = 0), or in
mode 2 following the unstable Ā2-dynamics (when ℓ = 1), and changes during
each switch.

Due to the hybrid nature of these two auxiliary values, we propose to describe
the switched system (8.6), (8.7), augmented with this dwell-time logic, into a
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hybrid system formalism as used in [44], and given, in general, by

χ̇ = F (χ), if χ ∈ C, (8.32a)

χ+ = J(χ), if χ ∈ D, (8.32b)

where C and D are subsets of Rnχ , F : C → Rnχ and J : D → Rnχ are the flow
and jump map, respectively, and χ+ denotes the value of the state directly after
the reset, see [44] for more details on this hybrid modeling framework and the
formal interpretations of solutions to (8.32).

The new state vector of our hybrid system is chosen as χ := [xT τ ℓ]T ∈
Rnχ × {0, 1}, with nχ = n+ 1 and the flow map F in (8.32a) given by

F (χ) =

Ā1x+ B̄rr + B̄dd
1
0

 , when ℓ = 0, (8.33a)

and by

F (χ) =

Ā2x+ B̄rr + B̄dd
1
0

 , when ℓ = 1, (8.33b)

and all the matrices as given in (8.7). Moreover, in (8.33a) and (8.33b) τ̇ = 1,
since τ is a timer variable and ℓ̇ = 0 since ℓ is Boolean. Flow, according to
χ̇ = F (χ), occurs when the state χ lies in the flow set

C := {χ ∈ Rnχ | (ℓ = 0 ∧ (xI(ϵxI + e) ≥ 0 ∨ 0 ≤ τ ≤ τD))

∨ (ℓ = 1 ∧ xI(ϵxI + e) ≤ 0)}, (8.33c)

where τD ∈ R≥0 denotes the minimal dwell-time, ∧ the logical ‘and’ operator
and ∨ the logical ‘or’ operator. The jump map J in (8.32b) is given by

J(χ) :=

 x
0

1− ℓ

 , (8.33d)

which is allowed to reset the system when the state is in the jump set

D := {χ ∈ Rnχ | (ℓ = 0 ∧ (xI(ϵxI + e) ≤ 0 ∧ τ ≥ τD))

∨ (ℓ = 1 ∧ xI(ϵxI + e) ≥ 0)}. (8.33e)

Remark 8.5. Note that selecting τD > 0 excludes the possibility of sliding modes.
▹
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Finally, let us define the equilibrium set of the hybrid system (8.32), (8.33),
for which we would like to prove stability, as follows

A := {χ ∈ C ∪ D |x = x∗}, (8.34)

in which x∗ denotes the (unique) equilibrium point satisfying (8.8). Let us first
define GES of the set A. Next, sufficient conditions for GES of the set A are
provided.

Definition 8.2. The set A is GES if there exist an α ∈ R>0 and µ ∈ R>0, such
that for all χ(0) ∈ C ∪D, it holds that the corresponding solutions χ(t) to (8.32),
(8.33) satisfy ∥χ(t)∥A ≤ αe−µt∥χ(0)∥A for all t ∈ R≥0.

Theorem 8.2. Consider the hybrid system given by (8.32), (8.33) and the set
A given by (8.34). If the conditions of Theorem 8.1 are satisfied, then the set A
for the hybrid system (8.32), (8.33) is GES for any τD > 0.

Proof. The proof follows in essence the same lines of reasoning as the proof of
Theorem 8.1 using again the coordinate transformation x̃ := x− x∗. Note that,
as a result ∥χ∥A = ∥x̃∥. Next, using a Lyapunov-based stability analysis, we
have, under the hypothesis of Theorem 8.1, that the Lyapunov function W given
by W (χ) = V (x̃) for all χ ∈ C ∪ D and V (x̃) as in (8.19), satisfies

c1∥x̃∥2 ≤ W (χ) ≤ c2∥x̃∥2, (8.35)

for some c2 ≥ c1 > 0. Note that, since the dwell-time restriction (with τD > 0)
is only active when we follow the Ā1-dynamics (see (8.33c)), feasibility of (8.15)
guarantees a strict decrease of V (x̃) in terms of x̃ for all x̃ ∈ Rn when we follow
the Ā1-dynamics (cf. (8.20)). Hence, during flow, we have

⟨∇W (χ), F (χ)⟩ ≤ −c∥x̃∥2

(8.35)

≤ −c̃W (χ) for all χ ∈ C, (8.36)

with c̃ = c
c2

for all τD > 0. During jumps, we have

W (J(χ))−W (χ) = 0 for all χ ∈ D, (8.37)

due to (8.33d). Using standard arguments, combined with the fact that τD > 0
implies that there is at least a certain amount of flow in between jumps, GES

of the set A of the hybrid system (8.32), (8.33) is obtained with α =
√

c2
c1

and

µ = 1
2 c̃ as in Definition 8.2.

Remark 8.6. Note that by Theorems 8.1 and 8.2, we have that for all τD ≥ 0
solutions of the closed-loop system converge exponentially to the set on which
e = 0. ▹
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Fig. 8.12. (a) Error profile for the region of interest using a 4th-order
reference trajectory with an end position of 105 mm. In dash-dotted
blue: The simulated error profile using a linear controller and in solid
black: The error profile using a SPANI with ϵ = 0.0115 and dwell-time
parameter τD = 0.0063 s. (b) Error e versus integral action xI . (c) Time
history of the output us of the SPANI and integral action xI .

Remark 8.7. By increasing the dwell-time parameter τD, the stable Ā1-dynamics
is active for a longer time. In fact, for τD = ∞, the linear, and stabilizing,
controller Cnom(s) + CI(s) is active for all times t ∈ R≥0. Hence, the undesired
behavior as discussed in this section, see Fig. 8.11, can be prevented by selecting
the dwell-time parameter τD sufficiently large. From an overshoot-reduction
point of view, however, a small τD is favorable, leading to a design trade-off as
before. ▹

Including this dwell-time logic in the switching condition of the SPANI filter
requires the tuning of the new parameter τD, which according to Theorem 8.2
cannot cause instability of the set A. Simulation results for such a SPANI
filter with dwell-time restriction are depicted in Fig. 8.12 using τD = 0.0063
s. The working principle of the new switching rule can be explained best by
considering Fig. 8.12(b), in which the (e, xI)-plane is shown. In point D, we
reach the switching plane and switch from mode 1 (red) to mode 2 (green)
following the Ā2-dynamics. We stay in this mode until we reach the switching
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plane again at point E, where we switch back to mode 1. Apparently, the
vector field of the Ā1-dynamics directs towards the switching plane but at the
moment of crossing (point F) the dwell-time condition τ ≥ τD is not yet satisfied.
Hence, no switch takes place and it takes until point G at which the dwell-time
condition is satisfied. At that moment in time, we do not satisfy the condition
xI(ϵxI + e) ≥ 0, resulting in a switch to mode 2.

Let us now compare this result to the previous situation, i.e., as depicted in
Fig. 8.11. Concentrating first on Figs. 8.11(b) and 8.12(b), we observe that up
to point F the error profiles are identical4. As a result, the first peak in the error
profiles (around ∼ 0.42 s) of Figs. 8.11(a) and 8.12(a) is identical. However, for
sufficiently large τD, this does not apply to the second peak (around ∼ 0.43 s)
in the error profile. This can be explained by considering point F; for the case
τD = 0 a switch to mode 2 takes place at point F causing an immediate change
in the vector field. However, for the case with τD = 0.0063, no switch takes
place up till point G, thereby causing the system to reside longer in mode 1,
which, in turn, causes the error to overshoot more in this particular situation.
Therefore, including such dwell-time logic into the switching condition might
result in a (slight) decrease of potential transient performance benefits, see also
Remark 8.7. Nevertheless, it is clear from Fig. 8.12 that the dwell-time condition
prevents the undesirably large number of switches in the control signal occurring
in Fig. 8.11(c). Not only the number of switches has decreased, see Fig. 8.12(c),
the error profile also now gradually converges to e = 0 without the occurrence
of a sudden peak (compare Figs. 8.11(a) and 8.12(a)).

Remark 8.8. The main motivation for, and the rationale behind the design of,
the SPANI is to increase the transient performance of linear systems by re-
ducing overshoot, which is successfully demonstrated on both an (academic)
mass-spring-damper example as well as on a benchmark study of an industrial
pick-and-place machine. It is important to note that, in general, it is hard to
give any guarantees on the settling behavior. In the benchmark study presented
in this section, we satisfied both our objectives, i.e., reducing overshoot and a
faster convergence to an error bound. The secondary objective can not always
be guaranteed and it depends on the tuning of the dwell-time parameter τD and
the disturbance situation at hand. However, the primary objective of reducing
overshoot is satisfied in all (considered) cases. ▹

8.6 Conclusions

In this chapter, we proposed the split-path nonlinear integrator (SPANI) as a
novel variation/extension to a nonlinear filter, that was originally introduced
in the late 1960s. The SPANI is especially designed for transient performance

4This applies in general for sufficiently small τD such that at point D in Fig. 8.12(b), we
satisfy the dwell-time condition τ ≥ τD.
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improvement of linear systems. In particular, we focussed on the transient per-
formance improvement in terms of overshoot to step responses, while being able
to achieve zero steady-state errors in the presence of constant disturbances. By
means of simulations it was demonstrated that, in particular situations, the
SPANI controller can indeed outperform its linear counterpart. Moreover, a for-
mal stability analysis was presented for this novel feedback control configuration
with SPANI starting by showing that it can be modeled as a continuous-time
switched dynamical system. Based on this hybrid modeling formalism, suffi-
cient Lyapunov-based stability conditions have been provided in terms of linear
matrix inequalities. These conditions proved to be useful in the design of the
SPANI, which on itself, appeared to be easy accessible for control engineers as
all the individual components of the proposed nonlinear controller can be syn-
thesized using classical loop-shaping techniques. By presenting a fundamental
modeling framework based on hybrid models and corresponding stability analy-
sis tools, and also showing both the advantages and disadvantages of the SPANI
controller, a complete design framework for SPANI controllers has been laid
down. As such, we hope that this chapter inspires others to consider SPANI
controllers for their specific control problems, and if needed, develop their own
variations. This is particularly important as the design of nonlinear/hybrid con-
trollers outperforming linear controllers remains to be a challenging problem of
high industrial relevance.





Chapter 9

Conclusions and
recommendations

9.1 Conclusions

In this thesis, hybrid control for linear motion systems has been considered. Hy-
brid controllers can improve the performance of linear motion systems, however,
tools for the performance analysis, performance-based design, and performance-
optimal tuning of hybrid controllers are generally lacking. In this thesis, we
therefore developed novel hybrid control strategies together with tools for the
performance-optimal design and tuning of these hybrid controllers. Moreover,
the developed control strategies have been applied to high-tech industrial motion
systems in order to show the practical potential of the approaches in terms of
closed-loop transient or steady-state performance.

In the Introduction of this thesis in Section 1.3, the general objective of this
thesis was stated as follows.

Develop tools for the performance analysis, performance-based design, and
performance-optimal tuning of novel hybrid controllers for linear motion sys-
tems, aiming to improve closed-loop transient or steady-state performance, ap-
plicable to industrial high-tech motion systems.

The main contributions of this thesis addressing this objective can be sum-
marized in terms of contributions on novel hybrid controller designs, on the
development of performance analysis tools, on the development of performance
optimization tools, and on the validation of the results on industrial benchmark
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systems:

• Novel hybrid controller designs: Several novel hybrid controller designs
have been presented in this thesis. In the first part of the thesis (which
focuses on ‘steady-state’ performance), the concept of piecewise affine
variable-gain control was introduced, in Chapter 3, which allows for a high
level of versatility of the nonlinear controller design. In order to facilitate
the easy design of these controllers, a Matlab-based prototype software
toolbox was developed in Chapter 4, based on a Graphical User Inter-
face (GUI). In the second part of the thesis, which focuses on ‘transient’
performance, two novel hybrid control strategies have been presented:
variable-gain integral control (VGIC) and the split-path nonlinear inte-
grator (SPANI). Both strategies focus on improving transient performance
in terms of decreasing the amount of overshoot, while still guarnateeing
zero-steady-state error in the presence of constant disturbances.

• Performance analysis: In this thesis, the performance of the hybrid con-
trol strategies is quantified by considering particular (though practically
relevant) disturbance situations, which allows to quantify a performance
measure which reflects the real practical objective of the industrial control
problem. A computationally efficient model-based algorithm, the Mixed-
Time-Frequency (MTF) algorithm, was presented in Chapter 2, which can
be used for the accurate computation of steady-state response of conver-
gent Lur’e type systems (such as variable-gain controlled linear motion
systems) excited by periodic inputs. The MTF algorithm allows to effi-
ciently analyse performance, depending on these steady-state responses,
in a model-based fashion. Chapters 3, 5 and 7 are tailored towards a
data-based implementation of performance-optimization techniques, and
consider performance measures based on measured closed-loop tracking
errors in order to quantify and analyse performance.

• Performance optimization: Three different approaches for gradient-based
performance optimization have been considered in this thesis. Firstly, in
Chapter 2, we showed that the computationally efficient MTF-algorithm
(next to the computation of steady-solutions) can also be used for the
accurate computation of the gradients of steady-state solutions with re-
spect to (control) parameters. This results in a computationally efficient
model-based approach for performance-optimization of convergent Lur’e
type systems. The approach has been incorporated into the prototype
software toolbox in Chapter 4, which facilitates the performance-optimal
tuning of piecewise affine VGC. Secondly, an iterative, data-based method
has been presented in Chapters 3 and 7, which can be used to tune the
nonlinear part of the piecewise affine VGC and the VGIC, respectively.
These methods incorporate measured tracking errors to quantify perfor-
mance, and use these measured tracking errors combined with model-data
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of the plant in order to compute the necessary gradients to be employed
in the optimization. Thirdly, extremum-seeking control, which is a contin-
uous, data-based method for steady-state performance optimization, has
been considered in this thesis. In contrast to the first two optimization
approaches, the extremum-seeking controller does not use any model-data
of the plant or disturbances. In Chapter 5, an experimental validation of
a recently introduced extremum-seeking method for periodic steady-states
has been presented. In Chapter 6, a novel dither-free extremum-seeking
control strategy has been presented, which allows for asymptotic conver-
gence towards the performance-optimal setting and allows for a possibly
faster convergence compared to classical dither-based extremum-seeking
schemes.

• Validation on industrial benchmark systems: Several industrial benchmark
systems have been considered in this thesis in order to validate the effec-
tiveness of different hybrid control and performance optimization concepts.
In Chapter 2, a model-based study of performance-optimal VGC has been
considered on a model of a scanning process of a wafer stage of an indus-
trial wafer scanner. In Chapter 3, experimental results have been presented
of the performance-optimal tuning of a piecewise affine VGC applied to
the scanning process in an industrial wafer stage. The extremum-seeking
approach for periodic steady-states has been applied in Chapter 5 on a
variable-gain controlled magnetically levitated motion stage, in order to
optimize variable-gain controllers in an online fashion. For the initial VGC
designs in Chapters 3 and 5, the prototype toolbox presented in Chapter 4
has been used. In Chapter 6, the dither-free extremum-seeking approach
with least-squares fits has been applied to an experimental 4th-order mo-
tion system. The VGIC control strategy and the performance-optimization
of the VGIC presented in Chapter 7, have been applied experimentally on
an industrial wafer stage performing a chuck-swap procedure. Lastly, the
SPANI controller introduced in Chapter 8 has been applied to a positioning
operation in a model of a pick-and-place machine.

The application of the hybrid control strategies to the different industrial ap-
plications mentioned above has led to many interesting insights. First, also other
objectives than reducing tracking errors are of importance for industrial partners,
for example, the ease of implementation and the complexity of the hybrid con-
trol strategy, which both impact the industrial adoption of the proposed control
strategies. Complex hybrid control strategies will be more difficult to implement
in software, are generally more difficult to analyse and design for stability and
performance, and will require more advanced training of control engineers. Sec-
ond, from the different industrial applications considered throughout this thesis,
it has become clear that the quantification of performance really depends on
the specific application at hand. Consider for example a wafer scanner, where
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tracking performance is mostly important while exposing the wafer during con-
stant velocity set-points. In an electron microscope, the standstill performance
is most important, since high resolution images are captured during standstill.
In a pick-and-place machine, the tracking error is most important at the end of
a set-point movement, at which the component is being placed. The different
performance objectives, and the different disturbance situations for these differ-
ent applications, have led to different variants of hybrid control strategies being
applied in the various applications. In this respect, a nice quote is presented by
Foster, with which he closes his 1966 paper on the SPAN filter: “Finally, the
SPAN filter is not offered as the panacea to open the door to utopia, but as
another useful ‘trick’ for the designers ‘bag of tricks’”. Similarly, in our case, it
really depends on the specific industrial application whether hybrid control can
help, and which hybrid control strategy can be beneficial (‘we do not offer the
panacea to open the door to utopia’). However, in many situations, as shown
throughout this thesis, hybrid control strategies can offer significant advantages,
and it can be beneficial for the control engineer to have different hybrid control
strategies to his disposal (‘in his bag of tricks’). In this thesis, we have proposed
several of such hybrid control strategies (such as piecewise affine variable-gain
controllers, variable-gain integral controllers and SPANI controllers). Despite
the fact that each industrial control problem needs individual consideration,
these proposed control strategies target rather general performance tradeoffs
apparent in many motion control applications (such as 1) the tradeoff between
low-frequency tracking performance and high-frequency noise sensitivity and 2)
the tradeoff between overshoot and steady-state accuracy). Moreover, we have
provided systematic tools for the performance analysis, performance-based de-
sign and performance optimization of such controllers, thereby improving their
(industrial) applicability.

Summarizing, the contributions of this thesis lay a foundation for the perfor-
mance-based analysis, design and tuning for certain classes of hybrid controllers
for linear motion systems. By applying the proposed control strategies to a
range of industrial motion control applications, we have shown the merit of these
strategies compared to linear controllers. Hopefully, this thesis can expedite the
acceptance of such controllers in industrial applications.

9.2 Recommendations

In this final section, recommendations for future research directions are given.
First, two general recommendations for future research directions are presented:

• In this thesis, the focus has been on the use of hybrid control for performance-
improvements of linear motion systems. However, also in the scope of
nonlinear systems, potential performance improvements can possibly be
achieved by considering hybrid or nonlinear controllers. Dynamical plant
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models for example, may depend on the actual position of the plant, or
nonlinear effects such as friction can be dominantly present in an industrial
motion system. In case of setpoint regulation with effects of dry friction
included, the application of a variable-gain integral control (VGIC) strat-
egy, a split-path nonlinear integrator (SPANI), or a reset controller, can
possibly offer potential performance improvements: in case integral buffer
buildup is needed in order to overcome the static friction acting on a mass
that is sticking, the buffer-buildup may degrade the transient performance
after the mass starts moving. The hybrid control strategies can potentially
improve the transient response in this respect;

• As a second general recommendation, in this thesis the focus has been on
motion systems. It could be investigated if hybrid control strategies can
possibly offer advantages in other fields than motion control, such as e.g.
process control, robotics, or automotive applications.

The variable-gain integral control (VGIC) concept, as introduced in Chapter
7, leads to the following suggestions for future research directions:

• In order to further improve the transient performance of the VGIC strategy,
it can be interesting to combine this strategy with a reset control strategy.
In the VGIC, the rate of integrator buffer growth is limited, which limits
the amount of overshoot in a step response. However, an additional reset
of the integrator state when the error becomes zero (such as in e.g. a Clegg
integrator) can potentially further decrease the amount of overshoot, and
may potentially improve the settling behavior. The inclusion of the reset
will be easy to realize from a practical point of view. However, the formal
stability analysis will most probably be more involved, since the combined
effect of the nonlinearity and the reset have to be taken into account. A
graphical frequency-domain stability check as for the VGIC will likely not
be possible anymore, although the graphical hβ-condition in [17] might
open up some interesting research directions in this respect;

• Typically, only one integrator is used in linear PID-type feedback con-
trollers. However, in terms of low-frequency disturbance rejection prop-
erties, the inclusion of multiple integrators is beneficial, and by suitable
(loop-shaping) design, will result in a stable closed-loop system. The rea-
son for not including more integrators in the loop can be the additional
degradation of the transient performance. In steady-state, the beneficial
disturbance rejection properties are evident (the additional integrators
lower the sensitivity transfer function for low frequencies), however, the
transient response degrades due to all the integral buffer buildup in the
integrator states. A combination of multiple integrators with the VGIC
strategy (or the VGIC and resets as suggested in the first recommendation)
might balance this tradeoff in a more desirable manner.
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The variable-gain control (VGC) concept, as considered in Chapters 2-5,
leads to the following suggestions for future research directions:

• The VGC strategies considered in this thesis are all based on magnitude
information of the tracking error. Also using information on the phase of
the tracking error (whether the error is moving towards zero, or away from
zero), as used in some control strategies, such as those in [9], can potentially
improve the performance even further. It could be investigated if using
this phase-information can yield even further performance-improvements
compared to using solely magnitude information. In this respect, a GUI
as designed in Chapter 4 would be very beneficial, in order to gain insight
in useful designs for such phase-based configurations;

• Next to using information on the tracking error, it could be interesting to
use reference-information in a VGC design. If it is known a priori that
certain references require different controllers than others, it is possible to
include this information in a reference-dependent VGC. As an example,
this strategy is currently being investigated in an electron microscope ap-
plication, where different controllers are needed during standstill (if the
operator of the microscope is not using the joystick, a sample is being
studied which requires a low-gain controller in order to filter off all noise
contributions and obtain a high-resolution image) and during movement
(if the operator moves the joystick, resolution is not so important, and a
fast response is needed, hence a high-gain controller).

The extremum-seeking control concept, as considered in Chapters 5-6, leads
to the following suggestions for future research directions:

• The results in Chapter 6 illustrate that the extremum-seeking approach
with least-squares fits works for dynamical plants, but only a formal sta-
bility proof is provided for the setting with static maps. A formal stability
proof for the dynamic setting is therefore recommended to be pursued in
future research. Additionally, simulations have shown, although not in-
cluded in this thesis, that the approach with least-squares fits also works
in case of dynamical plants with periodic steady-state outputs. Therefore,
this can also be a possible direction for future research. As a last extension
in this research area, the use of extremum-seeking with least-squares fits
for multi-parameter maps should be investigated. One of the challenges in
this respect, in case of a dither-free approach, is the numerical conditioning
of the multi-parameter (i.e. surface) fits.

The split-path nonlinear integrator concept, as introduced in Chapter 8, leads
to the following suggestion for future research directions:

• In Chapter 8, the SPANI configuration has been presented as a novel vari-
ant of the SPAN filter. Possibly, other filter structures in a SPAN configu-
ration can result in other interesting hybrid control strategies. The results
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outlined in Chapter 8, give a solid modeling framework, which can also be
used to analyze other configurations than the SPANI. One possible mod-
ification could include the use of a lead-filter in the phase-branch of the
SPANI filter; such a modification would allow to switch the integral action
prior to the error becoming zero, possibly further reducing the amount of
overshoot.
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A.1 Proof of Theorem 2.2

In this proof, we will use the following additional property of Lur’e systems
(2.8)-(2.11) satisfying the conditions of Theorem 2.2.

Property 1. Under the conditions of Theorem 2.1, if θ1(h) converges to θ2, as
h → 0, and T -periodic w1(t, h) converges to T -periodic w2(t) uniformly in t ∈
[0, T ], then the corresponding steady-state solution x̄w1(h)(t, θ1(h)) converges to
x̄w2(t, θ2) uniformly in t ∈ [0, T ] as h → 0.

This property follows from the fact that under the conditions of Theorem 2.1,
system (2.8)-(2.11) is input-to-state convergent [113], which implies a continuous
dependence of the steady-state solutions on the inputs in the uniform metric.

Now we will prove the theorem for the case of scalar θ. If θ is vector-valued,
the proof can be repeated for each scalar component. In the proof we assume
that w(t) is fixed. For this reason we will denote the steady-state solution as
x̄(t, θ), without subscript w.

Consider θ in the interior of Θ and all sufficiently small h such that θ + h
lies in Θ. Let us show that for z(t, h) := 1

h (x̄(t, θ + h)− x̄(t, θ)) there exists the
limit limh→0 z(t, h), i.e. that x̄(t, θ) is C

1 in θ.

As follows from the definition of the steady-state solution and from system
equations (2.8)-(2.11), for h ̸= 0, z(t, h) is a T -periodic function satisfying

dz(t, h)

dt
= Az(t, h) +B∆hφ (A.1)

where ∆hφ := − 1
h (φ(ȳ(t, θ + h), w(t), θ + h) − φ(ȳ(t, θ), w(t), θ)). Notice that

∆hφ can be rewritten as

∆hφ =

− 1

h
(φ(ȳ(t, θ + h), w(t), θ + h)− φ(ȳ(t, θ), w(t), θ + h))

− 1

h
(φ(ȳ(t, θ), w(t), θ + h)− φ(ȳ(t, θ), w(t), θ)).

(A.2)

Applying the mean value theorem to (A.2) and using the fact that

1

h
(ȳ(t, θ + h)− ȳ(t, θ)) = Cz(t, h),

we obtain

∆hφ =− ∂φ

∂y
(ζ(t, h), w(t), θ + h) · Cz(t, h)

− ∂φ

∂θ
(ȳ(t, θ), w(t), ξ(t, h)),
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for some ζ(t, h) ∈ (ȳ(t, θ), ȳ(t, θ + h)) and ξ(t, h) ∈ (θ, θ + h), both of which
can be chosen T -periodic. Combining this with (A.1), we conclude that for all
sufficiently small h ̸= 0, z(t, h) is a T -periodic solution of the system

Ψ̇ =AΨ+BU +BW̃

λ =CΨ,

U =− ∂φ

∂y
(ζ(t, h), w(t), θ + h)λ,

W̃ =W̃ (t, h) := −∂φ

∂θ
(ȳ(t, θ), w(t), ξ(t, h)).

(A.3)

For fixed θ, we will consider ζ(t, h), h and W̃ (t, h) as inputs to system (A.3).
Let us show that system (A.3) satisfies the conditions of Theorem 2.1. Ma-

trices A, B and C of the linear part of the system are the same as for system
(2.8)-(2.11). Thus condition A1 is satisfied. Condition A2 with the same K as
in (2.16) holds since |∂φ/∂y(y, w, θ)| ≤ K for all y, w and θ ∈ Θ. The latter
inequality directly follows from (2.16) and the condition that φ(y, w, θ) is C1 in
y. Condition A3 holds automatically. Applying Theorem 2.1 to system (A.3),
we conclude that for the T -periodic input [ζ(t, h), h, W̃ (t, h)], system (A.3) has
a unique T -periodic solution Ψ̄(t, h). Since z(t, h) is a T -periodic solution of the
same system, we conclude that Ψ̄(t, h) ≡ z(t, h) for all small h ̸= 0.

As follows from Property 1, ȳ(t, θ+ h) converges to ȳ(t, θ) uniformly in t, as
h → 0. By the definition of ζ(t, h) and ξ(t, h), this implies that, as h → 0, ζ(t, h)
converges to ȳ(t, θ) and ξ(t, h) converges to θ uniformly in t. Thus, all the inputs
of system (A.3)—ζ(t, h), h and W̃ (t, h)—converge, respectively, to ȳ(t, θ), 0 and
W (t, θ) = −∂φ

∂θ (ȳ(t, θ), w(t), θ) uniformly in t. Applying Property 1 to system
(A.3), we conclude that Ψ̄(t, h) converges to Ψ̄(t, 0), uniformly in t. Hence,
limh→0 z(t, h) = limh→0 Ψ̄(t, h) = Ψ̄(t, 0). This proves that x̄(t, θ) is C1 in
θ. Moreover, ∂x̄/∂θ(t, θ) = Ψ̄(t, 0), which is the unique T -periodic solution of
system (2.21)-(2.24). From this it is straightforward to show that ∂ē/∂θ(t, θ) is
the corresponding T -periodic output µ̄(t) of that system. �.
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A.2 Proof of Lemma 6.1

Lemma 6.1 establishes a bound as in (6.15) on the error in the gradient estimate
ϵ(θt). In order to arrive at the error bound in (6.15), we aim to link the error
ϵ(θt) on the gradient estimate to the length T of the history interval used in the
fit, to the adaptation gain c, and to the properties of the map Jsta(θ).

The proof of this lemma consists of the following main steps:

• Step 1: show that ∆θ(t) := θmax(t)− θmin(t) > 0 for all t ≥ 0;

• Step 2: use Lemma A.1 in Appendix A.3 to compute a bound on ϵ(θt)
expressed in terms of ∆θ(t);

• Step 3: use Lemma A.1 in order to link ∆θ(t) to the gradient ∂Jsta/∂θ of
the performance map, such that we have a bound for ϵ(θt) in terms of the
properties of the steady-state performance map Jsta(θ).

Step 1: ∆θ(t) > 0 for all t ≥ 0.
In Lemma A.1 it is proven that if θmax(t) > θmin(t), then the estimated gradient
at time t is equal to the true gradient ∂Jsta

∂θ (θ′) for some θ′ ∈ [θmin(t), θmax(t)].
We defined ∆θ(t) := θmax(t) − θmin(t), see (6.6). Hence, due to the constraint
on the initial condition θ0 ∈ Θ0, with Θ0 as in (6.13), we enforce that ∆θ(0) >
0. Consequently, a fit can be made on the basis of (6.9) at t = 0 (and at
all subsequent times t for which it holds that the estimated gradient was not
identically 0 for the entire interval [t−T, t]). Note in this respect that, given the
dynamics of the optimizer in (6.7), ∆θ(t) can only become zero if the estimated

gradient ∂̃J
∂θ (θσ, Jsta,σ) = 0 for all σ ∈ [t − T, t]. However, the latter can never

happen, as we will prove by contradiction below.

Suppose that for the first time after t = 0, ∂̃J
∂θ (θt1 , Jsta,t1) = 0 for some

t1 > 0, see for example Fig. A.1. Note that θmin(t1) < θmax(t1), because
∂̃J
∂θ (θσ, Jsta,σ) was not identically zero for all σ ∈ [t1 − T, t1). Now, by Lemma

A.1, the estimated gradient at time t1 can only be equal to zero if ∂Jsta

∂θ (θ′) = 0,
for some θ′ = θ∗ ∈ [θmin(t1), θmax(t1)]. From Assumption 6.1 it follows that this
θ′ indeed equals θ∗, since this is the only point where ∂Jsta

∂θ = 0. Consequently,
θ∗ ∈ [θmin(t1), θmax(t1)], see again Fig. A.1. Let us now consider the scenario
in which it holds that

∂̃J

∂θ
(θt, Jsta,t) = 0 for all t ∈ [t1, t1 + T ]. (A.4)

We will prove by contradiction that (A.4) can not hold true. From the dynamics
in (6.7), (A.4) implies that θ(t) = θ(t1) for all t ∈ [t1, t1 + T ]. Using the facts
that
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Fig. A.1. Illustration of the fact that ∂̃J
∂θ (θt, Jsta,t) = 0 cannot hold true

for T seconds.

• θ(t) is of bounded variation (since θ̇ is bounded on compact sets in θt, which

is true, because θ̇ = −c ∂̃J∂θ (θt) =
∂Jsta

∂θ (θ′) for some θ′ ∈ [θmin(t), θmax(t)],

(by Lemma A.1), and ∂Jsta

∂θ (θ) is bounded on compact sets in θ);

• ∆θ(t1) > 0, see Fig. A.1;

• θ(t) = θ(t1) for all t ∈ [t1, t1 + T ], see Fig. A.1,

we have that, as time progresses, there exists a time t∗ ∈ [t1 − T, t1) (see the
graphical illustration on the right of Fig. A.1 for an example of a choice for t∗)
for which

1. θ(τ) ≤ θ∗ for all τ ∈ [t∗, t∗ + T ] (i.e. θt∗+T (s) will lie to the left of the
optimum θ∗) for all s ∈ [−T, 0] or θ(τ) ≥ θ∗ for all τ ∈ [t∗, t∗ + T ] (i.e.
θt∗+T (s) will lie to the right of the optimum θ∗ for all s ∈ [−T, 0])

2. ∆θ(t∗+T ) > 0 (since ∆θ(t1) > 0 was true at t1 and t∗ < t1), see the right
plots in Fig. A.1.

Using these two observations, from Lemma A.2 it follows that at time t∗ + T ,
∂̃J
∂θ (θt∗+T , Jsta,t∗+T ) ̸= 0. Therefore, ∂̃J

∂θ (θt, Jsta,t) can not be identically 0 for
all t ∈ [t1, t1 + T ], which contradicts our assumption in (A.4).

The same arguments as above can be repeated for all times t > t1, where the

estimated gradient ∂̃J
∂θ (θt) = 0, to guarantee that ∆θ(t) > 0 for all t ≥ 0.

Remark A.1. The fact that ∆θ(t) > 0 ∀t ≥ 0, is a type of persistence of excitation
condition on the parameter θ, which in dither-based schemes is ensured by the
dither signal itself, see e.g. condition 2 in [103]. ▹

Step 2: relate ϵ(θt) to ∆θ(t).
Since ∆θ(t) > 0 for all t ≥ 0, we know now by Lemma A.1 that for all t ≥ 0
there will be a point θ′ ∈ [θmin(t), θmax(t)] for which the gradient ∂Jsta

∂θ (θ′) is

equal to the estimated gradient ∂̃J
∂θ (θt, Jsta,t), see also Fig. 6.5.
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Now note that we can upper-bound the variation of the gradient over an
interval ∆θ(t) by using the second-order derivative of Jsta in that interval:

maxτ∈[−T,0]

∣∣∣∂2Jsta

∂θ2 (θ(t+ τ))
∣∣∣.

Since the estimated gradient is equal to the gradient somewhere in the in-
terval ∆θ(t), see Lemma A.1, and the gradient can vary a maximum amount

maxτ∈[−T,0]

∣∣∣∂2Jsta

∂θ2 (θ(t+ τ))
∣∣∣∆θ(t), the error ϵ(θt) in estimating the gradient,

see (6.14), can be upper-bounded by

|ϵ(θt)| ≤ max
τ∈[−T,0]

∣∣∣∣∂2Jsta
∂θ2

(θ(t+ τ))

∣∣∣∣∆θ(t). (A.5)

In the following step, we derive an upper-bound for ∆θ(t) to further explicate
the bound in (A.5).

Step 3: relate ∆θ(t) to the gradient ∂Jsta/∂θ of the map.
Using the dynamics in (6.7) it follows that

|θ̇(t)| ≤ c

∣∣∣∣∣ ∂̃J∂θ (θt, Jsta,t)
∣∣∣∣∣ , (A.6)

such that the following upper bound for ∆θ(t) holds:

∆θ(t) ≤ cT max
t̂∈[t−T,t]

∣∣∣∣∣ ∂̃J∂θ (θt̂, Jsta,t̂)
∣∣∣∣∣ . (A.7)

Note that maxt̂∈[t−T,t]

∣∣∣ ∂̃J∂θ (θt̂, Jsta,t̂)∣∣∣ denotes the maximum estimated absolute

gradient that was determined during the last T seconds.

We now aim to relate the bound maxt̂∈[t−T,t]

∣∣∣ ∂̃J∂θ (θt̂, Jsta,t̂)∣∣∣ to the true gra-

dient ∂Jsta/∂θ of the map. Note that for a 1st-order fit ∂̃J
∂θ (θt, Jsta,t) at time t,

using the previous T seconds of data, the absolute value of the gradient estimate
is always smaller than or equal to the maximum absolute gradient during the
time span [t− T, t], see Lemma A.1, i.e.∣∣∣∣∣ ∂̃J∂θ (θt, Jsta,t)

∣∣∣∣∣ ≤ max
τ∈[−T,0]

∣∣∣∣∂Jsta∂θ
(θ(t+ τ))

∣∣∣∣ . (A.8)

Hence, we can also derive the following bound for the maximum estimated gra-

dient occurring during the time-span [t− T, t], maxt̂∈[t−T,t]

∣∣∣ ∂̃J∂θ (θt̂, Jsta,t̂)∣∣∣:
max

t̂∈[t−T,t]

∣∣∣∣∣ ∂̃J∂θ (θt̂, Jsta,t̂)
∣∣∣∣∣ ≤ max

τ∈[−2T,0]

∣∣∣∣∂Jsta∂θ
(θ(t+ τ))

∣∣∣∣ . (A.9)
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Therefore, we can write the maximum deviation ∆θ(t), see (A.7), as follows:

∆θ(t) ≤ cT max
τ∈[−2T,0]

∣∣∣∣∂Jsta∂θ
(θ(t+ τ))

∣∣∣∣ , (A.10)

such that the bound on ϵ(θt) in (A.5) can be written as in (6.15), which completes
the proof. Note that although ϵ(θt) in essence only depends on the previous T
seconds of history (see (6.19) and (6.9)), the reasoning above used for obtaining
the bounds leads to a bound on ϵ(θt) depending on 2T seconds of history.

A.3 Proof of Lemma A.1

The following lemma proves that in the static-map setting, the estimated gra-
dient aθ of a 1st-order fit aθθ + bθ of the performance function Jsta is equal to
true gradient at some point in the fit interval [θmin(t), θmax(t)].

Lemma A.1. Consider the least-squares criterion

min
aθ,bθ

∫ 0

−T

(Jsta(θ(t+ τ))− (aθθ(t+ τ) + bθ))
2dτ. (6.9)

Using the least-squares criterion (6.9), the estimated gradient aθ of a linear fit
aθθ + bθ of the continuously differentiable map Jsta(θ) on the interval [θmin(t),
θmax(t)], with θmax(t) > θmin(t), is equal to the true gradient ∂Jsta/∂θ(θ

′) for
some θ′ ∈ [θmin(t), θmax(t)], where θmin(t) and θmax(t) are defined in (6.6).

Proof. Consider the situation sketched in Fig. 6.5, where we aim to fit a linear
curve aθθ+bθ in the interval [θmin(t), θmax(t)] to the map Jsta(θ) using the least-
squares criterion in (6.9). At some point θ′ ∈ [θmin(t), θmax(t)], the estimated
gradient aθ is equal to the true gradient ∂Jsta

∂θ (θ′), which we will prove here.
At the optimal aθ and bθ (with optimality according to (6.9)), it holds that

the partial derivatives of the criterion in (6.9) with respect to aθ and bθ should
vanish, from which it follows that:

−2

∫ 0

−T

(Jsta(θ(t+ τ))− (aθθ(t+ τ) + bθ)) θ(t+ τ)dτ=0

−2

∫ 0

−T

(Jsta(θ(t+ τ))− (aθθ(t+ τ) + bθ)) dτ=0,

respectively. Solving for the slope aθ of the fit, it follows

aθ =
aθ,num

1
T

∫ 0

−T
θ2(t+ τ)dτ −

(
1
T

∫ 0

−T
θ(t+ τ)dτ

)2 . (A.11)

with aθ,num := 1
T

∫ 0

−T
θ(t+τ)Jsta(θ(t+τ))dτ− 1

T

∫ 0

−T
θ(t+τ)dτ 1

T

∫ 0

−T
Jsta(θ(t+

τ))dτ . Now let us define the (moving) time-average value of θ in the time-interval
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t∗

θ

θ̂(t∗, τ)

T

θav(t
∗)

t∗ − T

0−T τ

t

∆θ(t∗)

0
∆θ(t∗)

Fig. A.2. Illustration of definition of θ̂(t, τ).

[t− T, t] as

θav(t) :=
1

T

∫ 0

−T

θ(t+ τ)dτ (A.12)

and the deviation function segment θ̂(t, τ):

θ̂(t, τ) := θ(t+ τ)− θav(t) = θ(t+ τ)− 1

T

∫ 0

−T

θ(t+ s)ds, (A.13)

τ ∈ [−T, 0], which is simply the zero-mean function segment corresponding to
the function segment θt(τ) = θ(t + τ), τ ∈ [−T, 0] that we are using for the
least-squares fit, see an illustration in Fig. A.2.

Using the two definitions in (A.12) and (A.13), and using the fact that∫ 0

−T
θ̂(t, τ)dτ = 0, we can write aθ in (A.11) as

aθ =

∫ 0

−T
θ̂(t, τ)Jsta(θ(t+ τ))dτ∫ 0

−T
θ̂2(t, τ)dτ

. (A.14)

Note that aθ depends on time t. In order to make a step towards a mean-value
argument, we include a ‘difference-term’ in (A.14). Hereto, we can add or sub-

tract the term
∫ 0

−T
θ̂(t, τ)Jsta(θav(t))dτ since this term is zero. In this respect,

we note that θav(t) in the integral is constant for fixed time t, and thus indepen-
dent of τ and therefore Jsta(θav(t)) is constant for fixed time t, and independent

of τ , such that
∫ 0

−T
θ̂(t, τ)Jsta(θav(t))dτ = Jsta(θav(t))

∫ 0

−T
θ̂(t, τ)dτ = 0. Sub-

tracting this term from the numerator of the expression for aθ in (A.14), and
substituting (A.13), it follows:

aθ=

∫ 0

−T
(θ(t+ τ)− θav(t)) (Jsta(θ(t+ τ))− Jsta(θav(t))) dτ∫ 0

−T
(θ(t+ τ)− θav(t))

2 dτ
.
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Now pre-multiplying the integrand of the numerator by θ(t+τ)−θav(t)
θ(t+τ)−θav(t)

(note that

θ is not constant over the interval [t− T, t], since θmax(t) > θmin(t)), we obtain

aθ =

∫ 0

−T
(θ(t+ τ)− θav(t))

2
(

Jsta(θ(t+τ))−Jsta(θav(t))
θ(t+τ)−θav(t)

)
dτ∫ 0

−T
(θ(t+ τ)− θav(t))

2
dτ

, (A.15)

in which we recognize a term Jsta(θ(t+τ))−Jsta(θav(t))
θ(t+τ)−θav(t)

. By the mean-value theo-

rem, since Jsta(θ) is continuously differentiable, we have that

aθ =

∫ 0

−T
(θ(t+ τ)− θav(t))

2 ∂Jsta

∂θ

∣∣
γ(τ)

dτ∫ 0

−T
(θ(t+ τ)− θav(t))

2
dτ

, (A.16)

for some γ(τ) ∈ [θmin(t), θmax(t)] for every τ ∈ [−T, 0]. Now, let the minimum
gradient DJmin and the maximum gradient DJmax in the interval [θmin(t),
θmax(t)] be defined as follows:

DJmin(t) := min
τ∈[−T,0]

∂Jsta
∂θ

(θ(t+ τ)), (A.17)

DJmax(t) := max
τ∈[−T,0]

∂Jsta
∂θ

(θ(t+ τ)). (A.18)

Note that DJmin(t) can also be written as
∫ 0
−T

(θ(t+τ)−θav(t))
2DJmin(t)dτ∫ 0

−T
(θ(t+τ)−θav(t))

2dτ
(since

DJmin(t) is constant over τ , the integral terms cancel) and similarly forDJmax(t).
Therefore,

DJmin(t) =

∫ 0

−T
(θ(t+ τ)− θav(t))

2 DJmin(t)dτ∫ 0

−T
(θ(t+ τ)− θav(t))

2 dτ
≤ aθ (A.19)

≤
∫ 0

−T
(θ(t+ τ)− θav(t))

2 DJmax(t)dτ∫ 0

−T
(θ(t+ τ)− θav(t))

2 dτ
= DJmax(t). (A.20)

In other words, the estimated gradient aθ is larger than or equal to the minimum
gradient in the interval and smaller than or equal to the maximum gradient in
the interval. Since ∂Jsta/∂θ is continuous, the estimated gradient aθ is equal to
the true gradient ∂Jsta/∂θ(θ

′) for some θ′ ∈ [θmin(t), θmax(t)].

A.4 Proof of Lemma A.2

The following lemma proves that the estimated gradient aθ of a 1st-order fit is
nonzero if ∆θ(t) > 0 and θ(τ) ≤ θ∗ for all τ ∈ [t − T, t] or θ(τ) ≥ θ∗, for all
τ ∈ [t− T, t]. This result is used in the proof of Lemma 6.1 in Appendix A.2.
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Lemma A.2. Given Assumption 6.1 on the static map, and given the least-
squares gradient estimate in (6.9), if ∆θ(t) > 0 and either θ(τ) ≤ θ∗ for all
τ ∈ [t− T, t] or θ(τ) ≥ θ∗, for all τ ∈ [t− T, t], then the estimated gradient

∂̃J

∂θ
(θt, Jsta,t) = aθ ̸= 0. (A.21)

Proof. If ∆θ(t) > 0, the estimated gradient ∂̃J
∂θ (θt, Jsta,t), see (A.14), can be

written as follows:

∂̃J

∂θ
(θt, Jsta,t) =

∫ 0

−T
θ̂(t, τ)Jsta(θ(t+ τ))dτ∫ 0

−T
θ̂2(t, τ)dτ

=

∫ 0

−T
θ̂(t, τ)(Ĵ(t, τ) + Jsta(θav(t)))dτ∫ 0

−T
θ̂2(t, τ)dτ

=

∫ 0

−T
θ̂(t, τ)Ĵ(t, τ)dτ∫ 0

−T
θ̂2(t, τ)dτ

, (A.22)

where we defined

Ĵ(t, τ) := Jsta(θ(t+ τ))− Jsta(θav(t)) (A.23)

with θav(t) as defined in (A.12), and we used that∫ 0

−T

θ̂(t, τ)Jsta(θav(t))dτ = Jsta(θav(t))

∫ 0

−T

θ̂(t, τ)dτ = 0, (A.24)

due to the definition of θ̂(t, τ) in (A.13).

Note that θ̂(t, τ) is not identically zero for all τ ∈ [−T, 0], because ∆θ(t) > 0,
hence, the denominator in (A.22) is non-zero. Therefore, it suffices to show
that the numerator in (A.22) is non-zero. Note that under Assumption 6.1 on
the static map, Jsta(θ) is a monotonically decreasing function for θ ≤ θ∗ and a
monotonically increasing function for θ ≥ θ∗. Therefore,

(Jsta(θ2)− Jsta(θ1))(θ2 − θ1) ≥ 0, if θ1, θ2 ≥ θ∗,

(Jsta(θ2)− Jsta(θ1))(θ2 − θ1) ≤ 0, if θ1, θ2 ≤ θ∗.

For θ2 = θ(t+ τ) and θ1 = θav(t) it thus follows:

Ĵ(t, τ)θ̂(t, τ) ≥ 0, if θ(t+ τ) ≥ θ∗ ∀τ ∈ [t− T, t] (A.25a)

Ĵ(t, τ)θ̂(t, τ) ≤ 0, if θ(t+ τ) ≤ θ∗ ∀τ ∈ [t− T, t] (A.25b)

using the definitions for Ĵ(t, τ) in (A.23) and θ̂(t, τ) in (A.13), and using the
fact that if θ(t, τ) ≥ θ∗ for all τ ∈ [−T, 0] and ∆θ(t) > 0, we have θav(t) > θ∗

(and similarly for θ(t, τ) ≤ θ∗). Furthermore, note that
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1. Ĵ(t, τ) = 0 only if θ̂(t, τ) = 0 (due to the definition of Ĵ(t, τ) and θ̂(t, τ));

2. since ∆θ(t) > 0, there exists a finite time-interval for which θ̂(t, τ) ̸= 0.

Hence, due to the above two observations, there exists a finite time-interval for
which Ĵ(t, τ)θ̂(t, τ) ̸= 0. Combining this fact with (A.25), it follows that the

numerator term in (A.22) is non-zero. Therefore, we conclude ∂̃J
∂θ (θt, Jsta,t) ̸= 0

under the conditions of the lemma.





Bibliography

[1] W. H. T. M. Aangenent, M. J. G. van de Molengraft, and M. Steinbuch. Nonlinear
control of a linear motion system. In IFAC world congress, volume 16 (1), 2005.

[2] W. H. T. M. Aangenent, G. Witvoet, W. P. M. H. Heemels, M. J. G. Van
De Molengraft, and M. Steinbuch. Performance analysis of reset control systems.
International Journal of Robust and Nonlinear Control, 20(11):1213–1233, 2010.

[3] W.H.T.M. Aangenent. Nonlinear Control for Linear Motion Systems. PhD thesis,
TUe Eindhoven, 2008.

[4] K.H. Ang, G. Chong, and Y. Li. PID control system analysis, design, and tech-
nology. IEEE Trans Control Syst Technol, 13(4):559–576, 2005.

[5] D. Angeli. A Lyapunov approach to incremental stability. IEEE Transactions
on Automatic Control, 47 (3):410–421, 2002.

[6] M. Arcak, M. Larsen, and P. Kokotovic. Circle and Popov criteria as tools for
nonlinear feedback design. Automatica, 39(4):643–650, 2003.
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Birkhäuser, 2002.

[46] M. Guay, S. Dhaliwal, and D. Dochain. A time-varying extremum-seeking control
approach. In Proceedings of the American Control Conference, pages 2643–2648,
Washington DC, USA, 2013.



216 Bibliography

[47] M. Guay, D. Dochain, M. Perrier, and N. Hudon. Flatness-based extremum-
seeking control over periodic orbits. IEEE Transactions on Automatic Control,
52(10):2005–2012, 2007.

[48] M.A.M. Haring, N. van de Wouw, and D. Nešić. Extremum-seeking control for
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[106] D. Nešić, L. Zaccarian, and A.R. Teel. Stability properties of reset systems.
Automatica, 44:2019–2026, 2008.

[107] H. Olsson, K.J. Aström, C. Canudas de Wit, M. Gäfvert, and P. Lischinsky. Fric-
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Summary

The thesis considers the design and tuning of hybrid and nonlinear controllers
with the goal to improve the performance of linear motion systems. The vast
majority of the controllers implemented in industry still relies on classical linear
control theory. However, it is well-known that linear controllers suffer from inher-
ent performance limitations such as for example that induced by the waterbed-
effect. In this thesis, we show that, using hybrid and nonlinear controllers,
we can improve motion performance compared to that achievable by linear con-
trollers. In this context, both the viewpoint of ‘steady-state performance’, which
is discussed in the first part of the thesis, and ‘transient performance’, which is
discussed in the second part of the thesis, are considered.

Steady-state performance
In the context of motion control, steady-state performance mainly relates to
the sensitivity of the controlled system to perturbations such as external distur-
bances and measurement noise. Firstly, we present a computationally efficient
method for the model-based performance analysis (computation of steady-state
solutions) and performance optimization (optimizing steady-state solutions) of
nonlinear control systems of Lur’e-type. Lur’e-type systems can represent lin-
ear (motion) systems controlled by variable-gain controllers, which have proven
their merit in improving performance compared to linear controllers. The com-
putationally efficient performance analysis method developed can be used to
support the performance-optimal synthesis of the nonlinear part of the variable-
gain controller - for the particular disturbance situation at hand. Because the
accurate computation of the steady-state solutions (of the nonlinear systems)
can be done in the order of milliseconds, we developed a practical graphical user
interface that can help the control engineer in the design and optimization of
the nonlinear variable-gain controller. Secondly, next to this model-based ap-
proach, a data-based approach for performance optimization is developed. The
presented approach is generic in the sense that it allows for the design and
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performance-optimal tuning of a general class of piecewise affine variable-gain
controllers. The effectiveness of both the model-based and data-based approach
is illustrated by application to the control of a wafer motion stage of a wafer
scanner. Thirdly, we study the use of extremum-seeking controllers as a means
to optimize the steady-state performance of control systems. Extremum-seeking
control is specifically tailored towards the optimization of steady-state perfor-
mance of a nonlinear control system by online tuning certain system parameters.
We have successfully optimized the tracking performance of a variable-gain con-
troller through experiments on a magnetically levitated motion setup, using a
dither-based extremum-seeking scheme for periodic steady-states. The dither-
based implementation has the disadvantage, on the one hand, that it in general
results in a slow optimization, and, on the other hand, that asymptotic con-
vergence to the performance-optimal setting in general cannot be guaranteed.
Therefore, we developed a new dither-free type of extremum-seeking controller,
which allows for faster and asymptotic convergence towards the performance
optimal controller setting. Key in this extremum-seeking scheme is the fact that
gradient estimates of the performance map are based on an online least-squares-
fitting approach.

Transient performance
Transient performance of (motion) control systems relates to performance spec-
ifications such as e.g. overshoot and settling time. Typically, industrial con-
trollers incorporate integral action in the loop in order to remove the effect
of constant disturbances acting on the system. However, the inclusion of in-
tegral action may result in a degraded transient performance in terms of in-
creased overshoot. In the second part of the thesis, two different nonlinear
controllers are proposed, which improve transient performance by decreasing
overshoot. A variable-gain integral controller is presented, which modifies the
amount of integral action depending on the magnitude of the error. Further-
more, an optimization-based synthesis approach is presented which allows to
tune the parameters of the variable-gain integral controller in an experimental
setting, which has been successfully applied to a wafer stage of a wafer scanner.
Secondly, a split-path nonlinear integrator has been developed, which improves
the transient performance by appropriate modulation of the magnitude and sign
information of the integral part of the controller. We present a hybrid modeling
and analysis framework for this controller (in closed loop with linear (motion)
plants), which allows for a formal stability analysis. The effectiveness of this
control strategy is demonstrated using a simulation example of an industrial
pick-and-place machine.

The contributions of this thesis lay a foundation for the performance-based
design and tuning of hybrid and nonlinear controllers for linear motion systems.
With a suitable design, the rich class of nonlinear controllers can yield perfor-
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mance improvements compared to linear controllers. Hopefully, this thesis can
expedite the acceptance of such controllers in industrial applications.





Samenvatting

Dit proefschrift beschouwt het ontwerp van hybride en niet-lineaire regelaars
met het doel om de prestatie van lineaire positionerings-systemen te verbeteren.
De meeste industriële regelaars zijn nog altijd gebaseerd op klassieke lineaire re-
geltechniek. Echter, het is welbekend dat lineaire regelaars onderhevig zijn aan
inherente prestatie beperkingen zoals bijvoorbeeld het waterbed effect. In dit
proefschrift laten we zien dat de prestatie van positionerings-systemen kan wor-
den verbeterd door het gebruik van hybride en niet-lineaire regelaars, vergeleken
met de prestatie die behaald kan worden met lineaire regelaars. In deze context,
wordt zowel het standpunt van ‘steady-state’ prestatie, welke wordt behandeld
in de eerste helft van het proefschrift, alsmede het standpunt van transiënte pres-
tatie, welke wordt behandeld in de tweede helft van het proefschrift, besproken.

‘Steady-state’ prestatie
‘Steady-state’ prestatie is in de context van regeltechniek voor positionerings-
systemen met name gerelateerd aan de gevoeligheid van het regelsysteem voor
perturbaties zoals externe verstoringen en meetruis. Ten eerste presenteren
we een numeriek efficiënte methode voor model-gebaseerde prestatie-analyse
(berekening van ‘steady-state’ oplossingen) en prestatie-optimalisatie (optima-
liseren van ‘steady-state’ oplossingen) van niet-lineaire regelsystemen van het
Lur’e-type. Lur’e-type systemen kunnen lineaire (positionerings-)systemen re-
presenteren die geregeld worden door variabele-versterking regelaars, welke hun
waarde al hebben bewezen in het verbeteren van prestatie vergeleken met li-
neaire regelaars. De ontwikkelde numeriek efficiënte methode kan worden ge-
bruikt voor het prestatie-optimaal synthetiseren van het niet-lineaire deel van
de variabele-versterking regelaar - voor de betreffende verstoringen werkend op
het systeem. Omdat de nauwkeurige berekening van de ‘steady-state’ oplos-
singen (van het niet-lineaire systeem) kan worden uitgevoerd in de orde van
milli-seconden, hebben we een praktische grafische gebruikers-interface ontwik-
keld die regeltechnici kan helpen bij het ontwerpen en optimaliseren van niet-
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lineaire variabele-versterking regelaars. Ten tweede, naast de zojuist bespro-
ken model-gebaseerde aanpak, is er een data-gebaseerde aanpak voor prestatie-
optimalisatie ontwikkeld. De gepresenteerde aanpak is generiek omdat deze het
ontwerp en prestatie-optimaal ‘tunen’ van een generieke klasse van stuksgewijs
affine variabele-versterking regelaars faciliteert. De effectiviteit van zowel de
model-gebaseerde als de data-gebaseerde aanpak wordt gëıllustreerd door toe-
passing op het regelsysteem van een wafer scanner. Ten derde, bestuderen we
‘extremum-seeking’ regelaars als een mogelijkheid voor het optimaliseren van
‘steady-state’ prestatie van regelsystemen. Extremum-seeking wordt specifiek
toegepast voor het optimaliseren van ‘steady-state’ prestatie van niet-lineaire
regelsystemen, door middel van het adaptief ‘online’ aanpassen van bepaalde
systeem parameters. We hebben succesvol de prestatie geoptimaliseerd van een
variable-versterking regelaar toegepast op een experimentele setup bestaande
uit een magnetisch leviterende setup, door gebruik te maken van een dither-
gebaseerde ‘extremum-seeking’ aanpak voor periodieke ‘steady-state’ oplossin-
gen. De dither-gebaseerde aanpak heeft het nadeel dat, enerzijds, de convergen-
tiesnelheid van de adaptatie laag is, en, anderzijds, asymptotische convergentie
naar het prestatie-optimale ontwerp in het algemeen niet kan worden gegaran-
deerd. Om deze redenen hebben we een nieuwe dither-vrije ‘extremum-seeking’
regelaar ontwikkeld, welke een snellere en bovendien asymptotische convergentie
naar het prestatie-optimale ontwerp toestaat. Cruciaal in dit ‘extremum-seeking’
schema is het feit dat de gradiëntschattingen van de prestatie functie worden ge-
baseerd op ‘online’ kleinste-kwadraten fits.

Transiënte prestatie
Transiënte prestatie van (motion) regelsystemen is gerelateerd aan specifica-
ties zoals doorschot en ‘settling’ tijd. Industriële regelaars bevatten typisch
integraalactie om het effect van constante verstoringen op het systeem teniet
te doen. Echter, het toepassen van integraalactie kan ook leiden tot een ver-
slechtering van de transiënte prestatie in termen van toegenomen doorschot.
In het tweede deel van het proefschrift worden twee verschillende typen niet-
lineaire regelaars gëıntroduceerd, welke transiënte prestatie kunnen verbeteren
door de doorschot te verminderen. Een variabele-versterking integrerende rege-
laar wordt gepresenteerd, welke de hoeveelheid integraalactie aanpast gebaseerd
op de magnitude van de volgfout. Verder wordt er een optimalisatie-gebaseerde
methode gepresenteerd voor het geautomatiseerd ‘tunen’ van de parameters van
de variabele-versterking integrerende regelaar in een experimentele omgeving.
De resultaten zijn succesvol toegepast op een wafer scanner. Ten tweede, is een
‘split-path’ niet-lineaire integrator ontwikkeld, welke de transiënte prestatie kan
verbeteren door passende modulatie van de magnitude- en teken-informatie van
het integrerende deel van de regelaar. We presenteren een hybride modelleer- en
analyse-raamwerk voor deze regelaar (in gesloten lus met lineaire (positionerings-
)systemen), hetgeen een formele stabiliteitsanalyse faciliteert. De effectiviteit
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van deze regelstrategie wordt gedemonstreerd op een simulatievoorbeeld van een
industriële ‘pick-and-place’ machine.

De contributies van dit proefschrift leggen een basis voor het ontwikkelen
en ‘tunen’ van hybride en niet-lineaire regelaars voor lineaire positionerings-
systemen. Met een passend ontwerp kan de rijke klasse van niet-lineaire rege-
laars de prestatie verbeteren in vergelijking met lineaire regelaars. Hopelijk kan
dit proefschrift de acceptatie van dergelijke regelaars in industriële applicaties
bespoedigen.
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