A case of industrial vs. open-source OCL: not so different after all
Mengerink, J.G.M.; Noten, J.F.H.; Schiffelers, R.R.H.; van den Brand, M.G.J.; Serebrenik, A.

Published: 01/01/2017

Please check the document version of this publication:

• A submitted manuscript is the author's version of the article upon submission and before peer-review. There can be important differences between the submitted version and the official published version of record. People interested in the research are advised to contact the author for the final version of the publication, or visit the DOI to the publisher's website.
• The final author version and the galley proof are versions of the publication after peer review.
• The final published version features the final layout of the paper including the volume, issue and page numbers.

Link to publication

Citation for published version (APA):

General rights
Copyright and moral rights for the publications made accessible in the public portal are retained by the authors and/or other copyright owners and it is a condition of accessing publications that users recognise and abide by the legal requirements associated with these rights.

• Users may download and print one copy of any publication from the public portal for the purpose of private study or research.
• You may not further distribute the material or use it for any profit-making activity or commercial gain
• You may freely distribute the URL identifying the publication in the public portal

Take down policy
If you believe that this document breaches copyright please contact us providing details, and we will remove access to the work immediately and investigate your claim.

Download date: 18. Dec. 2018
Abstract. When studying model-driven engineering (MDE) in industry, generalization of studies is often hard, as most artifacts are proprietary and confidential in nature. A possible solution would be to study open-source artifacts. However, open-source artifacts are not necessarily representative for those found in the industry. As the first step towards investigating the viability of open-source MDE artifacts as an alternative to less accessible industrial ones, we use a large open-source dataset and several industrial metamodels to show that the complexity of OCL expressions in open-source and industry is similar.

1 Motivation and goals

Model-Driven Engineering (MDE) is being used in Industry to assist engineers in specifying systems [1, 2]. By using MDE to create domain-specific languages (DSLs), engineers can specify these systems in terms relative to their domain, rather than encoding them into general-purpose languages. However, the metamodels that underpin these DSLs are often highly complex, and at some point their expressive power is not sufficient to accurately model the domain. For instance, type systems require extra expressive power [3].

To mitigate this deficiency in metamodels, more complex mechanisms such as the Object Constraint Language (OCL) [4] have been proposed. OCL allows DSL engineers to write down complex constraints on valid models, such that the domain can be modeled more accurately. OCL has been subject to many studies in a variety of contexts such as usage [5–7], verification [8, 9], and maintenance [10]. Several of these studies have already concluded that lack of data might threaten generalizability of their conclusions [5, 10]. In particular, this lack of data holds for studies on industrial data, as most industrial applications of MDE (and thus OCL) are proprietary (and thus confidential) in nature.

We envision that open-source can be used as means to demonstrate and evaluate practical limitations of techniques proposed to analyze [11, 12] and visualize OCL [13]. For open-source it is easier to create large and publicly available datasets [5, 7] to ensure generalization and replication of results.
In order to be able to evaluate techniques on open-source artifacts and derive conclusions valid for the industry, there should be sufficient evidence that open-source artifacts can be seen as representative of industrial practice. While similar observations have been made for non-MDE software [14], it is not a priori clear that this also the case for OCL. Hence, a plethora of measurements should be performed to test for differences between the open-source MDE artifacts and their industrial counterparts. As a first step, in this work, we test whether complexity of open-source OCL expressions differs from complexity of the industrial ones. We have chosen to start with complexity, as it encompasses various aspects of artifacts. As such, it should serve as a good indication of similarity, or difference between open-source and industry.

In our previous work [7] we have constructed a publicly available dataset of over 9000 OCL expressions. We compare this dataset with the data obtained from the industry, and ask the following research question:

| Do the complexities of open-source and industrial OCL code differ? |

2 Data Description and Analysis

We analyze a dataset of OCL expressions previously mined from open source GitHub projects [7], and a dataset of OCL expressions from industrial projects by ALTRAN. The GitHub dataset includes .ocl and .ecore files (.ecore files are included as they may have embedded OCL expressions). It contains over 9000 OCL expressions obtained from those files, i.e., more than ten times more than datasets used in previous studies [5] and includes the dataset of Cabot.

The ALTRAN dataset is derived from seven metamodels obtained from ALTRAN, a large company offering third-party MDE services. Using EMMA, our EMF (Meta)Model Analysis tool [15], we extracted 73 OCL expressions.

To compare the datasets we focus on complexity. Complexity is one of the most studied aspects of software quality both in MDE- and traditional software [16–18]. For OCL expressions complexity has been operationalized as “the number of distinct properties” used by an expression [5]. For instance the expression “context Person inv: self.age >= 0” has a complexity of one, as it only references the age property of Person. On the other hand, the expression “context Auto inv: self.registration >= self.constructionYear” has a complexity of two as it references both the registration, and constructionYear.

In order to determine whether the complexities of open-source and industrial OCL code differ, we apply a Mann-Whitney-Wilcoxon test [19]. We opt for this test since it is non-parametric [20], i.e., does not make assumptions about the shape of the underlying distributions, and is robust in presence of populations of unequal sizes [19]. Moreover, it is commonly used in software engineering research.

---

1 https://github.com/tue-mdse/ocl-dataset
2 https://github.com/jcabot/ocl-repository
[21]. As null-hypothesis \((H_0)\) we take therefore: “The distributions of complexity of the samples of industrial and open-source OCL expressions represent two populations with the same median values”, leaving the alternative hypothesis \((H_a)\) to be: “The distributions of complexity of the samples of industrial and open-source OCL expressions represent two populations with different median values”. To reject the null hypothesis we use the traditional threshold of 0.05.

3 Results and Discussion

We start by inspecting Figure 1. It shows a violin plot [22] of the computed complexities. The median, Q3, and maximum complexity of open-source OCL expressions from GitHub are higher (2, 3, 36, respectively) than those of the industrial expressions from the ALTRAN dataset (1, 2, 5, respectively).

Statistical comparison of the distributions, however, results in the p-value of the Mann-Whitney-Wilcoxon test being 0.05591, which slightly exceeds the traditional threshold of 0.05. Hence, as far as expression complexity is concerned, the differences observed above are not enough to claim that the complexity distributions are statistically different. There is no reason to assume that the industrial OCL expressions differ from open-source OCL expressions.

We can conclude, thus, that future results obtained for the open-source OCL expressions are likely to be valid for industrial OCL expressions as well.
Validity of the previous conclusion might have been threatened by the limited size of the ALTRAN dataset that may not be representative of industrial practice in general. Due to the proprietary nature of industrial models, there is little we can do about this. However, as the open-source dataset is publicly available, we encourage the reader to replicate our study on their proprietary datasets.

A concern often raised with data mined from GitHub is that some data may merely be examples rather than “real” artifacts (cf. [23]). We inherit this threat from the previous work of Noten et al. [7]. Of the 16502 Ecore files in this dataset, 3280 contained the word “example” in their path; for OCL files, 150 of 890. Circa 20% of the dataset files are, hence, examples.

4 Conclusions

In this work we suggest applying MDE techniques to (widely available) open-source data, rather than (scarce) industrial data. In particular, we have focused on the Object Constraint Language (OCL).

As a first step to verifying whether open-source data can be used as a proxy for industrial data, we have compared the distributions of complexity among OCL expressions. We have found that complexity of OCL expressions does not differ between our industrial and open-source datasets.

Complexity is only the first step in evaluating techniques on open-source data. Thus, as future work, we envision performing similar studies for a large variety of properties. For instance, distribution of used constructs and multiplicities, or their evolution. Additionally, we encourage the reader to perform new experiments on the dataset of Noten et al. [7].

References


3 https://github.com/tue-mdse/ocl-dataset