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Summary
Computer-aided detection of early Barrett’s cancer

Barrett’s Esophagus (BE) is a condition in which the body replaces the normal
lining of the esophagus with an acid-resistant cell type to prevent tissue damage
caused by gastric reflux. This increasingly prevalent ailment is correlated with
an unhealthy lifestyle and it is a known precursor of esophageal cancer, yielding
an over 30-fold increased chance of developing this deadly disease. At an early
stage, cancer in BE can still be endoscopically treated, while at a later stage, drastic
surgery and radiochemotherapy are the available treatment options, leading to
a prognosis that is severely worse. To detect the disease early, current medical
protocol dictates that a series of biopsies must be captured after thorough visual
inspection of BE. However, studies have shown that the current biopsy protocol
yields poor detection rates due to sampling error, very difficult visual recognition
of early cancerous lesions and a steep learning curve.
In order to aid the physician in detecting this type of cancer at an early, curable
stage, this thesis investigates a system for the computer-aided detection of these
cancerous lesions during endoscopic surveillance. This investigation involves
four distinct fields. First, the visual properties of the developing cancerous lesions are examined and captured with quantitative image features, which form
the basis for a system for an automated analysis system of white-light endoscopic
images. Furthermore, the challenges for designing such a system operating in an
in-body environment are systematically categorized and addressed by specific
pre-processing algorithms. Second, the performance of the developed CAD system is evaluated by comparing it to the assessment of four international experts on
Barrett’s cancer and also to the scores of alternative automated methods for Barrett’s cancer detection. Third, the first steps towards endoscopic video processing
are elaborated, which include a specific pre-processing algorithm for selecting the
video frames which are suitable for analysis. Additionally, a confidence measure
is integrated in the system to optimally exploit both the spatial and temporal consistency of correct detections. Fourth, the potential of a novel imaging modality
for Barrett’s surveillance is investigated. This modality, called Volumetric Laser
Endomicroscopy (VLE) enables the analysis the subsurface tissue layers, possibly
leading to an improved early detection of Barrett’s cancer.
The first part of this thesis, covered in Chapters 3 and 4, presents the systematic development of an algorithm for the analysis of white-light high-definition
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endoscopy. Since early esophageal cancer is associated with subtle color and texture patterns of the tissue, several image features and color models are investigated to enable classification between cancerous and non-cancerous tissue in the
endoscopic image signal. Our experiments show that Gabor-based features in
combination with local color statistics lead to the best discrimination between
the two classes. These features are then employed in the development of a CAD
system for endoscopic image analysis. With 2D Fourier analysis, we identify a key
region in the frequency domain, in which cancerous tissue exhibits a persistent,
elevated response. Next, distinctive features are obtained by calibrating the Gabor
filters to exploit this frequency region, followed by computing local statistics of
the filtering result, such as the mean and the variance of the signal amplitude.
To prevent numerous false detections, a specific pre-processing stage for endoscopic image analysis is proposed, which automatically segments the Region Of
Interest (ROI). In this way, unsuitable and distracting image regions showing e.g.
specular reflections, intestinal juices or the lumen are excluded from further analysis. Within the ROI, the computed features are classified using a trained Support
Vector Machine (SVM), after which a post-processing stage removes small false
detections.
In Chapter 5, the developed CAD algorithm is tested against four experts on
Barrett’s cancer to clinically validate the detection and delineation accuracy of the
system. On 100 endoscopic images of 44 patients, the system achieved near-expert
detection performance, with a patient-based sensitivity and specificity of 0.86 and
0.87, respectively, compared to a sensitivity and specificity ranging from 0.81-0.92
and 0.65–0.91, respectively, for the experts. Although this result is very promising,
the annotations produced by the system are significantly different from the expert
annotations. While typically the center of the lesion is included in the algorithm
delineation, the predicted boundaries of the dysplastic tissue are considerably
different than indicated by the experts, whose annotations resemble the gold
standard in most cases. Next, the developed system is compared to alternative
approaches for Barrett’s cancer detection. To enable comparison of the results of
different methods, a comparative validation framework for Barrett’s cancer detection is proposed in Chapter 6, which includes a publicly available dataset for
evaluation. Furthermore, we demonstrate the necessity of multi-expert evaluation
and propose two novel metrics addressing the inter-observer variability. Moreover, it is illustrated that including the knowledge of different experts in training
a CAD system leads to elevated classification scores and an increased robustness.
To yield an initial benchmark on the published dataset, the author has organized
a challenge at the Medical Image Computing and Computer-Assisted Interventions (MICCAI) international conference. The challenge resulted in a number of
interesting algorithms for Barrett’s cancer detection, where a multi-scale approach
even slightly surpassed our proposed baseline system in accurate cancer detection
and delineation.
The third part of this thesis, described in Chapter 7, investigates the opportunities of endoscopic video rather than single images, while dealing with the
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issues that arise in this case. In the experiments of the first two parts, all images
were of high perceptual quality, whereas the image quality of endoscopic video
fluctuates considerably over time. This makes a significant portion of the video
frames unsuitable for proper analysis. For this reason, an algorithm is proposed
to automatically select the video frames with a high perceptual image quality,
based on the quantization of aspects such as blur, contrast and color. In addition, a
methods is conceptualized for reducing false detections, which exploits the spatial
and temporal inconsistency of such detections. To this end, a crucial confidence
score is introduced for the algorithmic predictions using a Random Forest (RF)
classifier, demonstrating a considerable similarity to the joint level-map of five
Barrett’s cancer experts.
In Chapter 8, the fourth and last part of this thesis investigates the potential of
CAD for a novel endoscopic imaging modality, called Volumetric Laser Endomicroscopy (VLE). VLE captures a full circumferential scan of the entire BE segment,
up to 3 mm inside the tissue. The amount of data and the subtle, complex and
noisy data patterns hinder the feasibility of VLE analysis by human observers.
Therefore, new specific algorithms are investigated for computer-aided analysis of
such scans by exploiting the hidden patterns in the data combined with monitoring the depth of tissue that is analyzed. It is shown that relatively simple methods
(e.g. histogram-based methods, intensity statistics) can outperform trained VLE
experts in predicting the presence of cancer, based on pathologically validated
VLE images. Clinical validation shows an Area Under the Curve (AUC) of 0.81
for two trained VLE experts versus an AUC in the range of 0.90–0.95 for several of
the developed algorithms. In an additional experiment, the analysis is extended
beyond 2D images by including multiple adjacent VLE frames. This leads to a
considerable increase in detection rates of over 17% on the average, for a wide
range of machine learning methods and features.
The work of this thesis demonstrates that computer-aided methods can facilitate the experts in establishing a reliable and constant quality in the detection of
early cancer in Barrett’s esophagus. The research has revealed that techniques for
the development of such a system are available and feasible for clinical application. The performance evaluation metrics for such a system have been elaborated
and extended to guarantee an objective comparison and performance tuning.
With respect to promising emerging sensing technologies beyond the visual light
spectrum, it has been shown that computer-aided analysis is capable of identifying patterns even in noisy, complex signals eluding the human visual system,
which make them even more attractive to assist the medical expert in analysis
and decision making. The promising results obtained for visual endoscopy and
novel acquisition methods and experiments have established the firm opinion
that automated detection systems offer a valuable extension to the tool set of the
endoscopist and related disease experts for many years to come. Recent developments in the field of computer vision, like deep learning, will even further fuel
the possibilities and acceptance of such techniques in the medical domain.
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Samenvatting
Automatische detectie van vroege kanker in Barrett slokdarm

Bij een Barrett Slokdarm (BS) vervangt het lichaam het normale weefsel van de
slokdarm door cellen die beter bestand zijn tegen oprispend maagzuur om weefselschade te voorkomen bij voortdurende refluxklachten. Deze toenemend voorkomende kwaal is gerelateerd aan een ongezonde levensstijl en is een voorbode
van slokdarmkanker. BS vergroot de kans op het ontwikkelen van deze dodelijke
ziekte met meer dan 30 keer. Wanneer slokdarmkanker in een vroeg stadium
wordt gedetecteerd kan het nog endoscopisch worden behandeld. In een later
stadium is de standaard behandeling een ingrijpende operatie gevolgd door radiochemotherapie met een drastisch slechtere prognose dan de endoscopische
behandeling. Voor een vroege detectie van de ziekte schrijft het huidige medisch
protocol voor dat er een reeks biopten wordt genomen na grondige visuele inspectie van het slokdarmweefsel in BS. Dit protocol leidt echter tot een lage detectiescore door de bemonsteringsfout en de moeilijke visuele herkenning van vroege
Barrett kanker, waarvoor veel oefening nodig is.
De focus van dit proefschrift is het ontwerpen van een detectie systeem voor
automatische detectie van vroege Barrett kanker tijdens de endoscopische controle. In dit onderzoek zijn vier delen te onderscheiden. Ten eerste worden de
visuele eigenschappen van vroege Barrett kanker onderzocht en kwantitatief beschreven door middel van zogenaamde features. Deze eigenschappen vormen de
basis voor het automatische beeldanalysesysteem voor endoscopie met wit licht.
Ten tweede worden de prestaties van het ontwikkelde detectiesysteem op twee
manieren bekeken: door de automatische voorspellingen te vergelijken met de
beoordelingen van vier internationale experts en daarnaast met de automatische
voorspellingen van alternatieve methoden om vroege Barrett kanker op te sporen. Ten derde worden de eerste bewerkingsstappen voor automatische analyse
van endoscopische video besproken, waarbij er gebruik wordt gemaakt van een
specifiek algoritme om de videobeelden te vinden die geschikt zijn voor verdere
analyse. Als vierde wordt de potentie van een nieuwe beeldvormende techniek
voor de controle op Barrett onderzocht. Deze techniek wordt Volumetrische Laser
Endomicroscopie (VLE) genoemd en maakt het mogelijk om de onderliggende
weefsellagen visueel te analyseren, hetgeen potentieel tot een betere detectie van
vroege Barrett kanker kan leiden.
Het eerste deel van dit proefschrift (Hoofdstukken 3 en 4) behandelt de systematische ontwikkeling van een algoritme voor de analyse van hoge-resolutie env

doscopie voor wit licht. Omdat vroege slokdarmkanker in verband wordt gebracht
met subtiele kleur- en textuurpatronen in het weefsel, worden er verschillende
features en kleursystemen onderzocht om Barrett weefsel te kunnen onderscheiden
op basis van endoscopische beelden. Uit de experimenten blijkt dat Gaborgebaseerde features tot de beste classificatie leiden en het onderscheidend vermogen
verder wordt verhoogd wanneer ze gecombineerd worden met de lokale statistiek
van kleurwaarden. Deze Gabor- en kleur-features worden vervolgens gebruikt
bij de ontwikkeling van een automatisch detectiesysteem voor endoscopische
beeldanalyse. Met behulp van tweedimensionale Fourieranalyse identificeren
we een gebied in het frequentiedomein, waar kankerweefsel consequent een verhoogde signaalwaarde heeft. Vervolgens worden de gebruikte Gaborfilters gekalibreerd om deze spectrale regio te gebruiken voor het detecteren van vroege
kanker en worden bijbehorende features verkregen met de lokale statistiek van
het filterresultaat, zoals het gemiddelde en de variantie van de signaalamplitude.
Door het gebruik van een speciale voorbewerkingsstap die automatisch de interessante regio’s in het endoscopische beeld vindt, wordt het aantal foute detecties
geminimaliseerd. Op deze manier worden ongeschikte delen van het videobeeld
uitgesloten van verdere analyse, zoals bijv. spiegelende reflecties, speeksel of het
lumen. In een interessante regio van het beeld worden de uitgerekende features
geclassificeerd door een getrainde Support Vector Machine (SVM), gevolgd door
een specifieke nabewerking waarin kleine foute detecties worden verwijderd.
Om de nauwkeurigheid van het ontwikkelde beeldanalysesysteem klinisch te
valideren, wordt het in Hoofdstuk 5 vergeleken met vier internationale experts
op het gebied van Barrett kanker. Op een set van 100 endoscopische beelden van
44 patiënten haalt het systeem een detectienauwkeurigheid die bijna gelijkwaardig
is aan die van de experts, met een patiëntgebaseerde sensitiviteit en specificiteit
van respectievelijk 0.86 en 0.87, tegen een sensitiviteit en specificiteit variërend
van 0.81–0.92 en 0.65–0.91 voor de experts. Dit detectieresultaat is zeer veelbelovend, maar de systeemannotaties verschillen significant van de aftekeningen van
de experts. Alhoewel het midden van de laesie vaak door het algoritme wordt
gevonden, zijn de randen van de geannoteerde regio aanzienlijk verschillend van
de contourtekeningen van de experts, die in de meeste gevallen overeenkomen
met de gouden standaard. Het systeem is daarnaast vergeleken met alternatieve
methoden voor de detectie van Barrett kanker. Voor een eerlijke vergelijking van
de resultaten wordt er in Hoofdstuk 6 een raamwerk voor gelijkwaardige validatie opgezet, waarvoor een publiek toegankelijke dataset is samengesteld voor
de evaluatie. Verder blijkt het noodzakelijk om verscheidene experts bij deze
evaluatie te betrekken en worden twee nieuwe metrieken geı̈ntroduceerd om
de variabiliteit tussen experts te verdisconteren. Bovendien tonen de resultaten
dat het integreren van de kennis van meerdere experts ook voor het trainen van
een beeldanalysesysteem leidt tot een betere detectienauwkeurigheid en een verhoogde robustheid. Om een eerste resultaat op de dataset te verkrijgen, heeft de
auteur een wedstrijd georganiseerd tijdens de internationale MICCAI-conferentie.
Deze wedstrijd resulteerde in een aantal interessante algoritmen voor de detectie
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van vroege slokdarmkanker in BS, waar een meerschalige methode ons basisalgoritme zelfs iets verbeterde in zowel de detectie als de afbakening van de kanker.
Het derde deel van het proefschift in Hoofdstuk 7 onderzoekt de voordelen
en de bijkomende uitdagingen van endoscopische videoanalyse ten opzichte van
individuele beeldanalyse. In de eerste twee delen van dit proefschift waren alle
gebruikte beelden van een hoge perceptuele kwaliteit. De kwaliteit van endoscopische video is echter verre van constant en kan aanzienlijk fluctueren. Hierdoor
is een significant deel van de videobeelden niet bruikbaar voor verdere analyse.
Daarom is er een algoritme ontwikkeld om automatisch de videobeelden van
hoge kwaliteit te selecteren met gebruik van scherpte, contrast en kleur. Daarnaast
wordt er een methode geconceptualiseerd om het aantal foutpositieven te reduceren op basis van de inconsistenties van zulke detecties in zowel het spatiële als
het tijdsdomein. Hiervoor is een cruciale betrouwbaarheidsscore geı̈ntroduceerd
voor de voorspellingen van het algoritme, waarbij een Random Forest classificatiemethode wordt gebruikt, die sterk overeenkomt met de samengestelde voorspellingen van de vijf Barrett kankerexperts.
Hoofstuk 8 omvat het vierde en laatste deel van dit proefschift, waarin de
potentie van beeldanalyse voor een nieuwe endoscopische beeldvormende techniek wordt onderzocht, genaamd Volumetrische Endoscopische Endomicroscopie (VLE). Met VLE wordt een volledig cirkelvormige scan gemaakt van het gehele
Barrett segment tot op 3 millimeter weefseldiepte. De hoeveelheid data die VLE
genereert in combinatie met de complexe en ruisvormige beeldpatronen compliceren de analyse voor medici. Daarom worden er specifieke algoritmen ontworpen
voor de automatische beeldanalyse van deze scans, teneinde verborgen patronen in de beelden te vinden mede als functie van de optimale weefseldiepte. Dit
onderzoek, waarbij pathologisch gevalideerde VLE beelden zijn toegepast, toont
aan dat relatief simpele methoden (zoals histogrammethoden en statistiek van de
signaalintensiteit) een betere voorspelling kunnen geven over de aanwezigheid
van kanker dan getrainde VLE experts. Klinische validatie laat een Area Under
the Curve (AUC) van 0.81 zien voor twee getrainde VLE experts tegen een AUC
variërend van 0.90–0.95 voor een aantal van de ontwikkelde algoritmen. In een
vervolgexperiment is de tweedimensionale analyse uitgebreid naar het analyseren
van verscheidene naburige VLE beelden. Deze uitbreiding leidt tot een aanzienlijke verbetering van de detectienauwkeurigheid van ruim 17% voor een breed
scala van machine learning methoden en beeld features.
Het werk beschreven in dit proefschift toont aan dat methoden voor automatische analyse de medische experts kan helpen om vroege kanker in BS te detecteren
met een betrouwbare en constante kwaliteit. Het onderzoek heeft laten zien dat
technieken die nodig zijn voor het ontwerpen van een automatisch detectiesysteem beschikbaar en uitvoerbaar zijn voor klinische toepassing. Verder zijn er
metrieken uitgewerkt en uitgebreid voor een dergelijk systeem om een objectieve
vergelijking te garanderen onder verschillende instellingen. Voor opkomende
nieuwe beeldvormende technieken buiten het visuele spectrum is aangetoond dat
automatische analyse in staat is om visueel nauwelijks waarneembare patronen
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te herkennen in complexe en ruisvormige data. Deze eigenschap maakt automatische beeldanalyse zeer aantrekkelijk om medische experts te assisteren bij de
analyse en besluitvorming. De veelbelovende resultaten die voor visuele endoscopie en de nieuwe VLE beeldvorming zijn behaald ondersteunen de stelling
dat systemen voor automatische analyse een waardevolle uitbreiding zijn voor
de endoscopist en gerelateerde medische deskundigen. Recente ontwikkelingen
in beeldanalyse, zoals deep learning, zullen de mogelijkheden en acceptatie van
dergelijke technieken in het medische domein nog verder uitbreiden.
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1
1.1

Introduction

Background

Cancer, the disease of our age. Roughly 2 out of 3 people are affected by cancer
either directly or through a family member and an estimated 39.6% of the population will develop cancer at some point in their life [1]. Worldwide, 14 million
new cancer cases were reported in 2012 and for 2030, this figure is projected at
21 million, which amounts to an increase of 50%. Cancer mortality is expected to
experience an even more staggering growth of 60% over the same time span, rising
from 8 million to 13 million cancer deaths worldwide, yearly. To put these figures
in another perspective: in 2008, approximately 169.3 million years of healthy life
were lost due to cancer. Despite the risen interest, up to this day for many there
is no cure. Life expectancy can be increased and the disease may even go into
complete remission after therapy, however, a majority of cancer types shows a considerable recurrence rate. Any improvements in prognosis are further obscured by
the morbidity during and after treatment and the associated psychological effects.
A study showed that 60% of the 1-year cancer survivors indicated moderate to
severe concerns about disease recurrence [2]. Currently, the best cure for cancer is
early detection.
For esophageal cancer, this timely detection is especially instrumental in the
survival chances of patients, illustrated by the five-year survival rate of the disease: 5% for late detection and 43% for early detection (see Figure 1.1). Moreover,
10%

20%

Localized (20%)
Confined to
primary site

50.0%

Regional (31%)
Spread to regional
lymph nodes

31%

30.0%

23.4%

20.0%
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metastasized

39%

42.9%

40.0%

12.4%
10.0%
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Unstaged

4.6%

0.0%

Figure 1.1 — Esophageal cancer. Left: Percentage of cases per stage when diagnosed. Right:
five-year survival rate per stage. Courtesy National Cancer Institute (https://www.cancer.gov).
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“It’s far more important to know what person the disease has than what disease the person has.”
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for very early detection of esophageal cancer, the neoplastic tissue can be endoscopically removed, leading to a five-year survival rate of nearly 100% and 93%
of the patients in complete remission 10 years after diagnosis [3]. However, this
very early detection requires endoscopic surveillance and histopathological examination of biopsies, which is neither feasible nor effective for the full population.
However, for a specific patient group prone to developing a particular subtype of
esophageal cancer, such early surveillance is useful and effective.
Two major histological types are distinguished for esophageal cancer: Squamous Cell Carcinoma (SCC) and Esophageal Adenocarcinoma (EAC). Although
SCC accounts for most cases worldwide, EAC is responsible for the majority of
esophageal cancers in the Western countries. During the past years, numerous
reports have been made on the rapid increase of EAC in the developed countries
over the past decades [3]–[7], whereas a decline of SCC in the Western world is
observed over the same time span. Due to risk factors such as overweight and
genetic predisposition, a particularly strong increase in incidence of EAC has been
observed in prosperous countries with a predominantly Caucasian population [8],
showing a strong evidence that this trend will continue [9]. Furthermore, this type
of esophageal cancer develops in a select patient group, which is under regular
surveillance after diagnosis of a medical condition known as Barrett’s Esophagus.

1.2

Barrett’s esophagus

Patients suffering from gastric reflux over an extended period of time are prone
to developing Barrett’s Esophagus (BE). This is a condition in which the normal
lining of the esophageal wall upwards from the gastroesophageal junction has
been replaced by an acid-resistant cell type, which is similar to that of the small
intestine [10] (See Figure 1.2). It has been estimated that 5.6% of the adult population of the US suffers from a BE [11] and with obesity and smoking as risk
factors for its development [12][13], a strong increase in its incidence has been
observed in recent years [14]. Although the replaced lining of the esophageal wall
in BE may offer protection against gastric acid, it also leads to an over thirty-fold
increased chance of developing Esophageal Adenocarcinoma (EAC) [15]. The
malignant progression of EAC is depicted in Figure 1.3, where Barrett’s tissue
progressively develops Low- and High-Grade Dysplasia (LGD/HGD) and finally
EAC. As discussed above, upon early detection, this type of cancer can be removed
endoscopically, leading to an excellent prognosis [16]. For this reason, patients
suffering from BE undergo regular endoscopic surveillance, to examine the BE
segment and obtain random biopsies for detecting the development of cancer [17].
This procedure aims to maximize the chance of early detection. However, this
surveillance protocol is not optimal, since early cancer is often missed, due to its
subtle appearance upon visual inspection and the biopsy sampling error [18][19].
Hence, a considerable amount of early cancerous lesions remain unnoticed, so
that the cancer is detected at a later stage for which the prognosis is substantially
worse. Recent developments in the field of medical imaging may offer a solution
to this problem.
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Figure 1.2 — Development of a Barrett’s Esophagus (BE). A: In the normal situation, the diaphragm separates the esophagus from the stomach, preventing gastric acid to enter the esophagus.
B: If the diaphragm widens, the stomach moves up and gastric acid can enter the esophagus. C: As
a defense mechanism, the body starts replacing the esophageal-type cells by small bowel-type cells
that are acid resistant, hereby creating a BE.

Figure 1.3 — Stages of EAC. F.l.t.r.: Barrett’s epithelium, Low-Grade Dysplasia (LGD), HighGrade Dysplasia (HGD), early Esophageal Adenocarcinoma (EAC).

1.3

Advances in medical imaging

Systems for medical imaging have experienced a strong development over the
last couple of decades and their capabilities have grown at a rapid pace. Where
Wilhelm Röntgen captured the first radiograph just prior to the twentieth century,
at the end of those 100 years, Computed Tomography (CT) has enabled imaging of
the interior of the body with very high precision and is available in every modern
hospital. After the discovery of spin echo in the 1950s, Magnetic Resonance Imaging (MRI) has developed equal capabilities, without the need for using harmful
ionizing radiation. In a similar time span, ultrasound imaging (US) has established itself as yet another non-invasive imaging technology, which has become
an integral part of modern-day healthcare due to its much lower cost of operation
and harmless nature. On top of those innovations, functional imaging methods
have given physicians the ability to study live body activity and discover patterns
in the body’s internal behaviour. Moreover, the current-day potential to study
the body at a cellular level and the increasing availability of genetic information
enables the investigation of the human body at the smallest scales.
This impressive development has been facilitated to a considerable extent by
digital signal processing techniques, improving the intrinsic signal quality to en3
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able visual analysis. At the early phases of their development, the above-described
modalities produced very coarse and noisy signals, leading to a limited clinical
applicability. Signal processing methods such as de-noising, contrast enhancement and sharpening significantly increased the clinical value of these modalities.
In addition, post-processing methods like region-of-interest detection and coloring allowed for easier human interpretation of the resulting imagery. Although
the image acquisition devices are currently much more advanced, the physical
parameters defining and improving the acquisition signal quality typically lead
to undesirable side-effects, such as harmful radiation or a high latency. For this
reason, in clinical practice, a lower raw-signal quality is preferred, which is subsequently elevated with advanced signal processing techniques.
The amount of medical data has been – and still is – growing at a incredibly
fast pace and the data is becoming increasingly complex for human observers
to process and interpret. Therefore, with the emerging computational power of
digital processing systems and computers in the early 1980s, researchers started
to investigate this potential for assisting medical doctors with the analysis of medical imagery [20]. This opened up the field of Computer-Aided Diagnosis (CAD)1 ,
with the purpose to facilitate doctors with clinical decision making. Since then,
CAD has found widespread application in a range of medical imaging modalities, such as mammography [21]–[23], radiology [24], [25], ophthalmology [26],
ultrasound [22], [27], [28], MRI [29]–[31] and digital pathology [32]–[34]. Also for
endoscopy, a variety of application domains have been explored [35]. However,
none of the proposed methods for endoscopic image analysis have been clinically
implemented and until the recent introduction of High Resolution Endoscopy
(HRE), the lack of sufficient image quality inhibited visual recognition of early
Barrett’s cancer. This explains why CAD systems have not been proposed for this
purpose up till now.
In this thesis, the importance of the above-described revolutions in medical
imaging will become evident: (1) the improvement in acquisition methods, (2) the
signal processing techniques and (3) the methods for automated image analysis.

1.4

The potential of CAD for Barrett’s cancer detection

Endoscopic imaging tools have considerably improved over the last two decades
and a wide range of technological additions have been developed to aid the endoscopist with the interpretation of the imagery. These novelties primarily aimed
at improving the visual image to enable better analysis for human observers. For
example, Narrow-Band Imaging (NBI) exploits the relation between the wavelength and the depth-of-penetration of light into the tissue in combination with
1 Sometimes the abbreviation CADx is employed for computer-aided diagnosis to emphasize the
difference with computer-aided detection, which is then referred to as CADe. In this thesis, we do not
make a distinction between the two, and CAD is employed to refer to all methods that aim to help
physicians with the clinical interpretation of medical data. Note that the abbreviation CAD originates
from Computer-Aided Design, which was used for development of systems and electronics, but this
is completely different from its meaning in this thesis.
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optical filters, to enhance its contrast without the use of dyes. An alternative
method, called Computed Virtual Chromoendoscopy (CVC), employs a specific
post-processing filter to simulate a comparable effect. In contrast, another approach exploits the principle of autofluorescence to better visualize dysplastic
lesions using Autofluorescence Imaging (AFI). While some initial studies showed
the potential of these novel imaging modes for the detection of dysplastic tissue
in BE [36]–[39], white-light HD endoscopy remains the primary modality for the
detection of early Barrett’s cancer [40], [41]. Image enhancement techniques such
as AFI and NBI might help with targeted lesion detection or precise delineation
of the lesions, but none of these modalities significantly improve the sensitivity above HD endoscopy [42]. For this reason, it is argued that after the rise of
these advanced image enhancement techniques, assisting technologies for the objective automated analysis of endoscopic imagery is the next evolutionary step in
endoscopy [43].
As discussed in Section 1.2, early cancerous lesions in BE exhibit a very subtle
appearance and are not easily recognized by the general endoscopist. A CAD
system can offer an appealing solution here to aid the endoscopist in the detection. This would provide a number of advantages. First, unlike the human visual
system, a CAD algorithm is not biased towards certain structures, which are typically encountered in the outside world (e.g. edges and colors). Hence, such an
algorithm can distinguish patterns that appear undiscernible to a human observer.
Second, a CAD system can analyze all pixels of every individual video frame,
i.e. its attention is not focused on a single spot for any given moment, so that no
image region goes unnoticed. Furthermore, multiple scales can be simultaneously
involved in the analysis, exploiting both the fine local patterns and the larger
global structure of the image content. Third, a CAD system does not experience
fatigue, hence its attention never declines. This feature also enables it to process
data 24 hours a day, either to learn from annotated examples, or to scan through
databases for quality control. Finally, the continuing exponential increase in computational power enables CAD algorithms to execute very fast. In combination
with the growing availability of massive data storage, this elevates the number of
training samples for CAD to another order of magnitude, far exceeding human capabilities, e.g. from thousands to millions, where the latter figure is likely to even
further increase, given the current pace of developments in computing systems.
The above motivation in combination with the periodic surveillance interval of
BE patients renders the application of a CAD system for Barrett’s cancer detection
rather attractive. However, the development of such a system is not straightforward and should be based on convincing scientific results. While aiming at a
clinical application, this investigation should constitute a joint effort by both medical experts and engineers. Furthermore, a number of considerable challenges
should be overcome prior to application in clinical practice.
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Since no study has yet reported an investigation on the automatic detection of
early Barrett’s cancer in endoscopic imagery, the feasibility of a system has not
yet been evaluated. While medical experts are able distinguish early cancerous
tissue patterns in BE, it is not evident that the image quality is sufficient for a CAD
system to also detect these patterns with sufficient robustness and reproducibility.
In line with many other aspects discussed in this thesis, it becomes apparent that
the development of such a system is far from trivial, because CAD algorithms are
multifaceted, addressing specific problems in subsequent stages, while various
types of technical and clinical demands should be satisfied [44]. Therefore, careful
design of a CAD system is a crucial factor for a reliable detection performance [45].
For Barrett’s cancer detection, the nature of endoscopic image acquisition and the
in-body imaging environment offer specific challenges which need to be addressed
by such a system. For example, it is not clear wether the complete endoscopic
signal is suitable for automated analysis. Adequate pre-processing methods may
be necessary to facilitate the detection task. Furthermore, while aiming for clinical
application, constraints with respect to robustness and real-time performance have
to be incorporated.
Clinical studies describe abnormal tissue patterns, by means of color, shape or
texture, as discriminative indicators for early neoplasms [40][46]. Although these
observations definitely offer clues for a CAD system, they are all expressed in a
qualitative fashion. Prior to incorporating this clinical knowledge in an algorithm,
those statements must be converted to a quantitative formulation. While for many
problems in computer vision, engineers are able to recognize the objects-of-interest
themselves, for medical applications this is generally not the case. For Barrett’s
cancer, only experts can recognize the tissue areas of interest and provide hints
regarding a quantitative definition. Hence, a joint approach of both medical experts and engineers is essential for the development and acceptance of the desired
CAD system.
Such a collaborative effort is also indispensable for the evaluation of candidate
algorithms, since the ground truth is not easily defined and may be subject to a
considerable inter-observer variability. Furthermore, as a basis for specific design
choices regarding the system architecture, robust performance metrics need to be
established, which reflect the desired behaviour of the system. While for similar
problems these metrics may exist, for Barrett’s cancer the optimal metrics remain
to be investigated.
Another challenge arises from the continuous development in image acquisition modalities. The previous section discussed a number of novel techniques
for endoscopic imaging, leading to improved signal quality, and more imaging
modes will likely follow in the future. This has a number of implications for the
development of a CAD system. First, the necessary clinical approach requires
considerable time to implement, due to e.g. the inclusion of sufficient patients and
the acquisition of a high-quality gold standard. Furthermore, after a feasibility
investigation, a prospective clinical study should be carried out, which can easily
6

consume a year, as a systematic database of clinical reference materials needs to
be constructed. Hence, during this time, novel imaging devices may emerge that
offer useful information for the analysis and it would be beneficial to anticipate
such expected developments in the architecture of the CAD system. For example,
by employing re-usable building blocks and a generic validation framework, a
faster adaptation to a new imaging technique can be made. These previous two
aspects play an important role in this thesis. Furthermore, the signals produced by
such novel imaging modes are typically large and complex for human observers
to interpret. This makes the CAD development prone to all forms of bias, which
are not easily recognized. Hence, these systems must be carefully and thoroughly
evaluated.

1.6

Problem statement and research questions

This section defines a problem statement based on the observations from the
previous sections and formulates specific research questions following from this
problem definition.
Problem statement
It is our objective to investigate the suitability of CAD for the detection and annotation of early Barrett’s cancer, while taking into account important factors for
clinical implementation, such as a high detection performance and a sufficiently
fast execution. This investigation is not limited to a single modality and it should
be robust against the modality-specific variations that are encountered during
image acquisition and the changes in appearance between patients. For this purpose, a thorough clinical validation is required, producing a reliable estimate of
the future system performance by addressing all factors leading to a significant
variability in its outcome.
Research questions
From the above problem statement, a number of specific research questions can
be derived, which are formulated below.
RQ1: Features for Barrett’s cancer detection
The identification of Barrett’s cancer by visual inspection of endoscopic imagery
has become possible due to fairly recent developments in endoscopic imaging
equipment, where most general gastroenterologists do not recognize the visual
signs indicating the presence of early Barrett’s cancer. Hence, the most suitable
image features for the quantification of these tissue patterns have not been established and are far from obvious. This leads to the following research questions.
• RQ1a: Which quantitative features can best capture the deviating color and texture
patterns associated with early cancerous lesions in Barrett’s esophagus?
• RQ1b: What color system offers the best basis for computation of the image features?
7
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• RQ1c: How can the image features be matched to the cancerous tissue patterns?
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RQ2: White-light endoscopic image analysis
Endoscopic imagery exhibits a number of specific characteristics that may impede
the detection of early cancer. The in-body imaging environment offers additional
challenges that further hinder the recognition of cancerous lesions, such as the
peristaltic motion of the esophagus and the presence of intestinal juices. Hence,
not all frames of an endoscopic video are informative for the analysis. These
observations lead to the following research questions.
• RQ2a: RQ2a: How can the challenges of the in-body imaging environment be
addressed, to enable an optimal detection performance?
• RQ2b: Can a CAD system accurately detect and annotate early cancerous lesions
in white-light endoscopic imagery?
• RQ2c: Can we measure the suitability of an endoscopic video frame for automated
analysis?
RQ3: Validation of CAD systems for cancer detection in BE
The majority of studies in the field of endoscopic image analysis employ singleexpert validation. It is not clear whether this approach leads to the most reliable
performance estimate of a CAD system for Barrett’s cancer detection. Furthermore, a considerable heterogeneity exists among the experimental setups that are
employed in these studies for evaluation of the proposed methods. This leads to
the following set of research questions.
• RQ3a: In what way can we obtain a reliable performance estimate of a CAD system
for Barrett’s cancer detection?
• RQ3b: Does including the knowledge of multiple experts lead to an improved system
performance?
• RQ3c: How can we ensure comparability and reproducibility of the results of different approaches for the automated detection of Barrett’s cancer?
RQ4: Automated analysis of VLE scans
Volumetric Laser Endomicroscopy (VLE) is a novel imaging method, capturing
a 3D scan of the esophageal wall in micrometer resolution. Although VLE offers
the benefit of inspecting the tissue in depth, for the detection of early neoplastic
lesions in BE, it yields an enormous amount of data and the signal is hard for
human observers to interpret. This leads to the research questions formulated
below.
• RQ4a: Is a CAD system able to differentiate between cancerous and non-cancerous
tissue, based on the corresponding VLE frames?
• RQ4b: What features are most suitable for the automated analysis of a VLE scan?
8

• RQ4c: Does the axial dimension of a VLE scan offer additional information regarding the presence of cancerous tissue?

1.7

Contributions

This section provides an overview of the scientific contributions presented in this
thesis. These contributions can be linked to four categories, which are elaborated
below.
Contributions to feature evaluation for cancer detection
With the first large-scale evaluation of image features, we investigate the discriminative properties to distinguish between endoscopic imagery of cancerous and
non-cancerous Barrett’s tissue. The conducted experiments showed that multiscale, oriented Gabor-based features lead to the best result for capturing the texture
of the cancerous lesions.
Additional experiments demonstrated that extending the texture features with
the color histogram yields a considerable increase in classification performance
in terms of both accuracy and robustness. These experiments also showed that
the inclusion of additional features can lead to a slightly elevated classification
performance, at the cost of a significant increase in complexity.
Repeating the above experiments for different color systems demonstrated a
minor effect on the classification performance for various color systems. However,
with a separate channel for the grayscale image and another channel for capturing
the brightness, HSI has been shown to be the most appealing color system for our
purpose.
To match the Gabor features to the cancerous texture patterns, we have proposed a spectral analysis of the endoscopic image signal, to identify frequency
bands exhibiting an abnormal response for cancerous tissue, uncovering an omnidirectional band around a frequency of f = 0.05 cycles per pixel.
Contributions to endoscopic image analysis
Exploiting the optimal Gabor features and the HSI color system, we present the
first CAD framework for Barrett’s cancer detection. Our work proposes a specific
pre-processing algorithm that detects the Region Of Interest (ROI) and excludes
the other image regions from further analysis. This enables better training of the
system and results in a lower number of false detections.
During evaluation of the CAD system, annotations of cancerous lesions are produced which are similar to the delineations of a medical expert on early Barrett’s
cancer. To further validate the system, we have invited four additional leading
experts on Barrett’s cancer to annotate a set of endoscopic images and have compared the resulting annotations to the system output. This experiment shows that
while the detection performance of the system is close to expert-level, the produced annotations are significantly smaller, while preserving the feasibility of the
found detections.
9
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Finally, to address some of the additional challenges of endoscopic video processing, we propose a novel algorithm for measuring the informativeness of endoscopic video frames, which exploits color, blur and texture information and
outperforms alternative approaches for this purpose.
In addition we show that a Random Forest can be employed for generating
a confidence indication for the detection result. We present a novel framework
that would lead to a better system performance when this confidence measure
is included, while it also offers potential benefits for Barrett’s cancer detection in
endoscopic video.
Contributions to validation of CAD systems
We demonstrate the need for multi-expert evaluation and show the benefits of
including multiple observers in the training procedure. Our research proposes
two novel metrics, the Jaccard Index for Gold Standard annotations (JIGS) and
the Sweet-Spot Coverage (SSC), to measure the similarity between a system annotation and multiple expert annotations simultaneously, in order to address the
considerable inter-observer variability. Our experiments show that the JIGS and
SSC metrics exhibit a higher robustness than commonly employed metrics such
as the Dice coefficient and the standard Jaccard Index.
Furthermore, we propose the multi-expert Sweet-Spot Training (SST) method,
leading to a considerable increase in detection performance of approximately ten
percent points in AUC. This large gain comes with a small decrease in annotation
performance.
To enable the comparability and reproducibility of the results of CAD systems
for Barrett’s cancer detection, we propose a novel framework for comparative
validation and we have made our dataset publicly available for evaluation of alternative approaches. The proposed framework is based on an existing validation
approach, but contains several important specific extensions for Barrett’s cancer
detection.
To establish a first benchmark on this set, we have organized an international
challenge at one of the most highly regarded conferences on medical image analysis (MICCAI), where all participants used the same experimental setup, leading
to the first large-scale evaluation of CAD algorithms for Barrett’s cancer detection.
In this evaluation, our method achieved the second best performance, while the
winning method exploited individual processing of five different scales leading a
slightly higher performance at the cost of a considerably increased complexity.
Contributions to Volumetric Lased Endomicroscopy (VLE)
This work is the first in its kind, because the signal modality VLE is completely
novel. The signal that is captured by this modality is rather noisy and contains
subtle hidden structures that cannot be easily discerned anymore by the human
visual system.
We propose three new features to specifically capture the different VLE signals
of cancerous and non-cancerous tissue: the Layer Histogram (LH), the Bin-Median
10

of Pixel Averages (BMPA) and the Large-Scale GLCM (LS-GLCM). These features
are inspired by a clinical prediction model and thorough discussions with medical
experts.
In a large-scale evaluation of different features and machine learning methods,
we show that these clinically-inspired features are most attractive for early cancer
detection in VLE scans, demonstrating an even higher classification score than
two VLE experts.
In addition, we identify an optimal VLE scanning depth of approximately
0.5–1.0 mm for which the majority of the evaluated methods achieve the best
classification performance.
Furthermore, we show the first results on multi-frame VLE analysis by aggregating the individual predictions for multiple adjacent VLE frames into voting
schemes. Our experiments demonstrate that even with relatively simple voting
schemes, this approach can already yield a considerable increase in classification
performance of up to an average increase of 17% in AUC scores.

1.8

Thesis outline and scientific background

This section presents an outline of the chapters in this thesis and briefly discusses
the contributions of each chapter, including the underlying scientific publications
for each chapter. Figure 1.4 shows a schematic layout of this thesis. Chapter 2
forms the technical basis and state-of-the-art overview, introducing three key elements for endoscopic image analysis: (1) the analysis for white-light endoscopy,
(2) validation of CAD systems for endoscopy and (3) the emergence of novel endoscopic imaging modalities. Chapter 3 and 4 investigate the development of a CAD
system for white-light endoscopic images, which is extended toward endoscopic
video in Chapter 7. The algorithm for image analysis is then clinically validated
against four leading experts on Barrett’s cancer in Chapter 5 and compared to
alternative approaches in a thorough comparative validation in Chapter 6. The
employed features and validation methods offer useful ingredients to investigate
the potential of automated Barrett’s cancer detection, using a promising novel
endoscopic modality in Chapter 8. The remainder of this section summarizes the
individual chapters, including a reference to the corresponding publications.
Chapter 2 introduces Computer-Aided Diagnosis / Detection (CAD) and it
provides an overview of the state-of-the-art CAD algorithms for endoscopic image
analysis. This chapter starts with an introduction of the typical CAD architecture
and the techniques that are employed in each system stage. Next, a review of the
proposed CAD algorithms for endoscopic image analysis follows, including algorithms for various types of endoscopic imagery and for a wide range of clinical
applications. This chapter is concluded with a discussion on the recent developments in the field of CAD and its consequences for endoscopic image analysis.
11
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Figure 1.4 — Schematic layout of this thesis.

Chapter 3 investigates image features for Barrett’s cancer detection in whitelight endoscopic images and the most suitable color system for feature extraction.
First, a number of color systems and a wide range of candidate image features
are introduced, capturing the color, texture and shape of the image content. The
endoscopic imaging environment exhibits a number of specific conditions, rendering the selection of the best techniques far from straightforward. Hence, this
chapter continues with a large-scale evaluation of the presented features and color
systems, resulting in optimal choices for Barrett’s cancer detection.
The contributions of this chapter were published at the United European Gastroenterology Week (UEGW) in 2012 [47], the Int. Conf. on Computer Vision Theory and Applications (VISAPP) in 2013 [48], SPIE Medical Imaging in 2013 [49]
and at the Digestive Disease Week (DDW) in 2013 [50].
Chapter 4 presents and validates a CAD architecture for early Barrett’s cancer
detection. This chapter first proposes pre-processing methods to identify the image
regions that are unsuited or irrelevant for Barrett’s cancer detection, due to e.g.
the presence of intestinal juices or insufficient brightness. Then, a spectral analysis
follows, investigating the optimal frequency range for detecting the deviating
texture patterns associated with early Barrett’s cancer. Next, the optimal features
from the previous chapter are calibrated to capture this spectral range and are used
for classification of local image regions, leading to an annotation of the suspected
lesion. Finally, the CAD system is evaluated using the annotations of an expert on
Barrett’s cancer, and optimal parameter configurations are identified.
12

Contributions in this chapter have been published at the Digestive Disease
Week (DDW) in 2014 [51], the Netherlands Conf. on Computer Vision (NCCV) in
2014 [52], while the complete CAD system is presented in journal publication in
Neurocomputing (2014) [53].
Chapter 5 investigates how the CAD system of the previous chapter compares
to clinical experts in the detection and annotation of early Barrett’s cancer. For
this evaluation, five leading international experts on Barrett’s cancer have annotated the same set of endoscopic images, while four of them were blinded for the
corresponding histopathology and the other expert provided the gold standard
annotations. In this comparison, three aspects are measured: (1) the annotation
similarity, (2) the image-based detection performance and (3) the patient-based
detection performance.
The contributions of this chapter have been published in a journal article in
Endoscopy (2016) [54].
Chapter 6 addresses the heterogeneity in validation procedures employed to
evaluate endoscopic image analysis algorithms. For this purpose, this chapter
starts with motivating the necessity of multi-expert evaluation of CAD systems
for Barrett’s cancer detection and subsequently proposes two novel metrics and a
training method addressing this issue. Next, exploiting this multi-expert setup, a
comparative validation framework is proposed, in order to enable comparability
and reproducibility of the results. Finally, this framework is employed in a public
challenge, organized at the annual MICCAI conference, to establish a benchmark
for Barrett’s cancer detection algorithms.
The multi-expert evaluation metrics and training procedure have been published at SPIE Medical Imaging in 2016 [55] and a journal publication reporting
on the results for the MICCAI challenge is under review for final submission [56].
Chapter 7 identifies the most important challenges of endoscopic video analysis and proposes a number of adaptations to the CAD system of Chapter 4 to
prepare it for video processing. First, a specific pre-processing stage is proposed
that measures the informativeness of an endoscopic video frame, for the purpose
of cancer detection, such that non-informative frames can be discarded prior to
analysis. Second, an alternative classification method is proposed to generate a
confidence measure for each classified image patch. Third, a novel annotation
stage is investigated for converting the local confidence-based predictions into
image annotations.
The algorithm for informative frame classification is published at the IEEE
Int. Symp. on Biomedical Imaging (ISBI) in 2016 [57] and the confidence-based
annotation algorithm is published at SPIE Medical Imaging in 2016 [58].
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Chapter 8 considers a novel imaging method called Volumetric Laser Endomicroscopy (VLE) for the detection of early Barrett’s cancer. Because the VLE signal
is complex for human observers to visually analyze, this chapter investigates the
potential of a CAD algorithm for its interpretation. First, this novel image acquisition technique is introduced and related studies with the purpose of automated
VLE signal interpretation are reviewed. Then, exploiting clinical knowledge, three
novel features are proposed for the characterization of Barrett’s cancer in single
VLE frames. Next, these clinically-inspired features are evaluated and compared
to a wide range of commonly employed features, while using different machine
learning approaches. After this large-scale evaluation, the optimal signal depth
for the detection of cancerous lesions is discussed, followed by comparison to two
VLE experts. This chapter then continues with an investigation into multi-frame
analysis for increasing the robustness and elevating the detection performance
by exploiting 3D information. Finally, the chapter concludes with a discussion on
the promise of VLE for Barrett’s cancer detection and the challenges for future
research.
The work regarding the clinically-inspired features presented in this chapter is
published at the Netherlands Conf. on Computer Vision (NCCV) in 2016 [59], the
Digestive Disease Week (DDW) in 2016 [60], the United European Gastroenterology Week (UEGW) in 2016 [61] and SPIE Medical Imaging in 2017 [62] and the
comparison the clinical experts is published in a journal article in Gastrointestinal
Endoscopy (2017) [63]. The comprehensive evaluation of features and optimal
scanning depth for VLE is submitted to a journal [64] and the multi-frame experiment is published at the IEEE Int. Conf. on Computer-Based Medical Systems
(CBMS) in 2017 [65].
Chapter 9 summarizes the most important results of this thesis and addresses
the research questions formulated in Section 1.6. Finally, concluding this thesis, a
brief outlook is provided regarding CAD algorithms for applications in endoscopy.
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“Prediction is very difficult, especially if it’s about the future.”

2
2.1

Introduction to CAD and
its application in endoscopy

Introduction

The previous chapter outlined the scope of this thesis by introducing the clinical setting and it emphasized the need for supportive systems in endoscopy for
identifying gastroesophageal diseases at an early, treatable stage. The chapter addressed the potential of image analysis algorithms for improving the prognosis
for patients diagnosed with Barrett’s cancer, by helping the gastroenterologist
detect subtle tissue patterns associated with early cancer. In this chapter, a brief
background is provided in the area of Computer-Aided Detection and ComputerAided Diagnosis (both abbreviated as CAD) and its application for endoscopic
image analysis.
Most CAD systems share a very similar architecture, where a number of predefined stages are subsequently applied. Each stage of this architecture has a
specific function: preparing the data, extracting information, interpretation of the
information and combining the system’s interpretation into a prediction. Typically, some of these stages are specifically designed for their application, where
for some other stages a wide range of technologies exist that can be readily applied to a variety of applications. For example, in a large proportion of image
analysis problems, color and texture yield important discriminative information.
Therefore, numerous, generally applicable methods have been proposed for the
quantification of such image features.
Although an algorithm for Barrett’s cancer detection has not yet been proposed, a variety of endoscopic application domains have been explored [35], such
as tumor, polyp and bleeding detection, tissue classification and the diagnosis of
celiac disease, which are extensively reviewed later in this chapter. Up to now,
all studies investigating CAD for endoscopic applications employed imagery of
insufficient quality to visually recognize the subtle patterns associated with early
Barrett’s cancer. This emphasizes the importance of the intrinsic image quality
as the enabling factor for Barrett’s cancer detection. The potential to recognize
this form of esophageal cancer based on visual inspection of the tissue has been
completely enabled by High Definition (HD) endoscopy, which was introduced
approximately a decade ago. The increased resolution and considerably higher
image quality allowed experts on Barrett’s cancer to visually identify the subtle
color and texture patterns that indicate early-stage cancer. Although most of the
15
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Figure 2.1 — State-of-the-art CAD architecture.

algorithms proposed for endoscopic image analysis did not yet exploit HD endoscopy, these methods demonstrate very promising results for their purpose,
and the employed methodologies may offer useful hints for the development of a
Barrett’s cancer detection system. Therefore, this chapter first introduces the basic
building blocks of a typical CAD system and subsequently describes the proposed
approaches for endoscopic image analysis, thereby identifying the employed techniques for each stage of the algorithm.
The remainder of this chapter is structured as follows. Section 2.2 first introduces the conventional CAD architecture and continues with explaining the subsequent steps in the architecture in Sections 2.3 through 2.5. Section 2.6 discusses
methods for evaluating the performance of algorithms for automated analysis
and Section 2.7 presents an overview of existing CAD systems for endoscopy,
where we distinguish various application domains, such as endoscopic video,
Wireless Capsule Endoscopy (WCE) and Confocal Laser Endomicroscopy (CLE).
Section 2.8 then proceeds with an overview of commonly employed techniques for
endoscopic image analysis, where we characterize the most promising approaches
in a systematic fashion. The chapter concludes with a short discussion on recent
developments in the field of CAD in Section 2.9, while Section 2.10 presents a brief
summary and our conclusions.

2.2

Conventional CAD architecture

Although a wide variety of different CAD algorithms have been proposed, a
generic architecture can be identified. For most CAD systems, four distinct steps
can be identified: (1) pre-processing, (2) feature extraction, (3) machine learning
and prediction and (4) post-processing. Figure 2.1 shows a schematic diagram of
these steps, where the bottom branch involves learning a model based on training
data, in order to make predictions for new data in the top branch of the diagram.
We will discuss each step in detail in the following subsections. It should be noted
that for a considerable amount of the more recent studies on CAD involving the
use of Convolutional Neural Networks (CNNs), the traditional architecture does
not hold, so that it should be modified. We will discuss this modification in more
detail in Section 2.9.
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2.2.1 Pre-processing
The input of a CAD system generally comprises signals that have been acquired
with a commercially available medical imaging device. The representations of
such signals has been typically optimized for interpretation by human observers,
while this is most likely not optimal for machine interpretation. Moreover, these
representations are usually chosen for a wide range of applications, whereas specific CAD systems might require only a subset of the signal and additional information only obscures the relevant patterns in the data. Therefore, it can be
beneficial to apply pre-processing to the medical input data, for transforming it
to another representation that is better suited for further analysis by a CAD algorithm. Furthermore, elementary operations, e.g. contrast normalization or the
exclusion of saturated signal parts, can be applied in this pre-processing step,
thereby facilitating the learning stage of the algorithm.
2.2.2 Feature extraction
Medical signals often exist in some high-dimensional space S : RdS , rendering it
hard to distinguish relatively small distinct patterns in the data due to the large
dimensionality of the data points extracted from that space (also known as the
curse of dimensionality). A large part of the signal space might be either redundant or irrelevant for identifying a certain disease. Therefore, useful descriptive
information, called features, are extracted from the pre-processed medical signal,
for mapping the data to a subspace F : RdF , with a considerably lower dimensionality dF  dS , in which the patterns in the data are better discerned. Typical
features for imagery are based on texture, color or edge information and can be
efficiently computed using e.g. filtering operations, intensity histograms or the
signal gradient. After the feature extraction step of a CAD algorithm, each data
point d ∈ S has a corresponding feature vector v ∈ F, where subspace F is referred
to as feature space. Chapter 3 provides a detailed overview of image features that
are typically used in CAD and we will particularly evaluate their applicability for
endoscopic image analysis.
2.2.3 Machine learning and prediction
For CAD, the goal is to predict the presence of a certain disease or the severity of a
medical condition. In most cases, a representative set of medical data is available
for which the medical diagnosis is known. This set is referred to as the ground
truth and it enables finding the relation between some input signal d and a known
target t, representing the medical diagnosis. Because this relation is often complex
and hard for human observers to identify, supervised machine learning is applied
to approximate/model that relation. If the set of targets is discrete and finite
(t ∈ t1 , t2 , ..., tN ), e.g. different tissue types, the machine learning problem is
referred to as a classification problem. In contrast, if the targets are part of some
continuous space (t ∈ RM ), e.g. the blood values for certain proteins, it is referred
to as a regression problem. Finding a model that captures the relation between
the input data and its corresponding targets is also known as training and the
17
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employed data are referenced to as training data. This process is depicted in the
lower branch of Figure 2.1. Once a model is trained, it can be used to predict the
targets of unseen input data, which is shown in the upper branch of Figure 2.1.
In order to estimate the performance of the CAD algorithm, part of the groundtruth data is not used for training. This left-out part is referred to as test data and
it is used to generate predictions for unseen data points. These predicted targets t̂
can be compared with the ground-truth targets t, in order to approximate the
performance of the CAD algorithm. A more detailed discourse on performance
evaluation follows in Section 2.6 and a comprehensive discussion on robust validation can be found in Chapter 6.
2.2.4 Post-processing
In some CAD algorithms, a post-processing step is applied after the classification
stage, in order to produce a final prediction. For example, when several parts of a
signal are classified independently, the individual predictions can be combined
in a post-processing step to come to a final detection or diagnosis. This algorithm
stage is important to improve robustness and communicate the system result with
the end users. This processing can have a considerable effect on the performance
of the system, which will become clear in Chapter 4.
2.2.5 Techniques for specific CAD stages
For each of the stages described above, a wide range of techniques exists, each with
specific advantages and drawbacks. These methods may offer a good basis for
a CAD system for Barrett’s cancer detection. Therefore, Sections 2.3 through 2.5
review the most commonly applied methods, by providing a brief theoretical
background and discussing the benefits and limitations of each method.

2.3

Feature extraction methods

The large diversity of proposed feature extraction methods can be coarsely categorized according to the type of image information they quantify. Three information
types exploited by these features, can be identified.
• Color: Spatial set of pixels sharing approximately the same color amplitudes,
defining an image region.
• Texture: Repetitive signal patterns of local pixel amplitudes, which can be
measured at several levels of periodicity.
• Edges: Abrupt change in intensity levels that is considerable higher than the
local intensity variation.
Figure 2.2 demonstrates these aspects by showing a number of image patches for
which these properties are variable, taking different values. Feature extraction
methods generally focus on capturing one of these aspects, but also features have
18
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Figure 2.2 — Three aspects showing different types of information: left: color; middle: texture;
right: edges.

been proposed for simultaneously capturing multiple information types. Moreover, the three aspects of image information identified above are not orthogonal,
and it is hardly possible to capture information of one aspect without including
at least some information of the others. However, the majority of features have a
clear focus on either one of these aspects.
The first methods that were proposed for capturing image content in a more
compact representation mainly focused on texture. For this purpose, Haralick et al.
introduced the Gray-Level Co-occurrence Matrices (GLCMs) [66], which quantitatively describe the local intensity relations between pixels. Employing various
statistical measures derived from these matrices, the authors successfully applied
these GLCMs for image classification. A later approach to texture quantification
was proposed by Wang et al. [67], in which small units of texture are defined and
their occurrence histogram is used as a feature vector. This approach was further
investigated by Ojala et al., leading to Local Binary Patterns (LBP) [68], which has
been widely applied for a broad range of applications since their introduction in
1996 [69]. These features have been improved by proposing a rotation-invariant
version in a later publication [70]. Rotational invariance is a very attractive property for most texture-classification problems, since the specific orientation of the
object of interest within the image commonly varies. Rotation-invariant features
enable the machine learning algorithm to model just the object, rather than all its
rotated versions.
In addition to texture, edges can also provide useful information regarding
the image content. Edges within an image are commonly computed using the
Canny edge detector [71], but as a computationally cheaper alternative, the image
gradient is also often applied. In an attempt to capture shape as a distinctive
feature, Dalal and Triggs exploited local gradient information when they proposed
Histogram of Oriented Gradients [72]. This method combines the orientation
histograms of local image edges into a feature vector, since shape can be captured
as a set of connected edges. Alternative approaches to model shape exploit specific
filters, such as Gabor wavelet, to extract directional edge information at different
scales and orientations [73].
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Figure 2.3 — Classification results for KNN. Left: a dataset with four classes and the resulting
decision space from the KNN classifier for K=1, 3 and 25, displayed from left to right, respectively.

With the emergence of digital color image processing, color features have also
become an indispensable tool for the compact description of image content. A
fairly straightforward color feature which is broadly applied is a histogram of the
color values. This feature is constructed by combining the N -bin histograms of the
individual color channels into a single vector. Aiming to describe the spatial relations between colors, color correlograms have been proposed [74] by Huang et al.
Besides the introduction of specific color features, color has also been integrated
in texture and edge features. Three examples of such combinations are (1) combining wavelet features with color information into the Color Wavelet Covariance
feature [75], (2) integration of color into Gabor features [76] and (3) the derivation
of GLCM features that specifically capture color variations [77].
This section has only briefly discussed image features for capturing aspects
color, texture and edge information, while Chapter 3 further elaborates on different
features and their theoretical basis, advantages and limitations.

2.4

Classification methods

Sections 2.4.1 through 2.4.3 introduce three popular classification methods which
are commonly employed for CAD systems and which are used extensively in this
thesis, followed by a brief discussion on alternative techniques in Section 2.4.4.
2.4.1 K Nearest Neighbors (KNN)
A very basic method to model the training data is to just store all observed samples.
Then, the class of a new sample can be determined by comparing it to all the stored
samples and assigning it to the class of the most similar data sample. This method
is known as K Nearest Neighbor (KNN) classification and it includes the K closest
data samples to a new data point for assigning a class label.
KNN is a non-parametric approach in which the data is not explicitly modeled.
This leads to a trivial training process, which amounts to just storing the training
samples, without the need to estimate model parameters. The downside of this
very fast training process is that KNN is relatively slow during test time, when
a new sample has to be compared to all training samples. Furthermore, the lack
of an underlying parametric model leads to a high memory demand, since all the
training points have to be stored.
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2.4.2 Support Vector Machine (SVM)
SVM is a classification method proposed by Cortes and Vapnik [78] that is based
on empirical risk minimization. Given labeled training data
n
oN
∗
Dtr = (xi , yi ) |xi ∈ RD , yi ∈ {−1, 1}

i=1

∗

where yi denotes a class label of D -dimensional data point xi , SVM finds the
hyperplane wT x + b = 0 that divides the data points with label yi = −1 from the
data points with label yi = 1 with maximum margin. If the distribution of classes
∗
in the data is clearly non-linear, a mapping φ : RD → H can be used to map
∗
the data to another space H with a higher dimensionality than RD , in which the
classes are generally better separable, prior to constructing the hyperplane. SVM
finds this hyperplane by solving an optimization problem, specified by
N

X
1 T
w w+C
ξi ,
w,b,ξ
2
i=1

subject to yi wT φ (xi ) + b ≥ 1 − ξi ,
min

(2.1)
(2.2)

where ξi are slack variables introduced for data that is not linearly separable and C
is an error penalty chosen by the user. Using the resulting hyperplane to separate
∗
the data, a binary classifier is obtained with decision function f : RD → {−1, 1}.
It should be noted that it is possible to write w as a linear combination of φ (xj ), so
that a so-called kernel function K (xi , xj ) = φ (xi ) · φ (xj ) can be defined without
∗
explicitly specifying the mapping φ : RD → H. This realization allows for very
exotic high-dimensional spaces H, without the need for actually computing the
new positions of features F .
When the optimal SVM hyperplane is established,
 a new data point xn can be
efficiently classified using ŷ n = sign wT φ (xi ) + b , which determines at which
side of the hyperplane the new point is located. For linear SVM this amounts to a
vector multiplication, while for non-linear SVM this yields a vector multiplication
for each support vector, leading to a very fast test-time performance. Another
advantage is that only hyperplane w + b = 0 needs to be stored for linear classification. For non-linear classification, this is appended with the support vectors.
Since the number of support vectors is typically far smaller than the total number
of samples, this yields low demands on memory for using the SVM classification
method. As a visual example, Figure 2.4 shows the SVM solution for a 2D example
of two classes for a linear and a non-linear approach.
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Only two important parameters have to be chosen for employing KNN classification: (1) the number of neighbors K and (2) the distance metric M (dp , dq )
used for determining the set of closest neighbors, where dp , dq represent two data
points. The settings for these parameters can substantially affect the results, however, this effect generally decreases for an increasing value of K, see Figure 2.3.
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Figure 2.4 — Classification results for SVM. Left: the optimal hyperplane for a 2D dataset, where
the margins are indicated with a dashed line, the support vectors are emphasized with black circles
and the points penalize the optimization criterion of Eqn. (2.1) when crossing the margin. Middle:
the resulting decision space and right: an example of the decision space for non-linear SVM.

2.4.3 Random Forest
Random Forest (RF) is a general machine learning method that employs an ensemble of decision trees, where each tree is trained with a randomly selected subset
of the data and each split in the tree is optimized using a random subset of the
possible parameter values. The idea to apply randomness to an ensemble of decision trees was first proposed by Ho [79] in an attempt to achieve robustness
against overfitting, by implementing the stochastic modeling approach proposed
by Kleinberg [80]. Breiman combined these ideas with his earlier work on Classification and Regression Trees (CART) [81] and Bagging [82], describing a method for
constructing an ensemble of uncorrelated decision trees, which he called Random
Forest.
A decision tree is an Directed Acyclic Graph (DAG), where each node represents a logical test (Figure 2.5a). The predicted class of a new sample is determined
by applying the test of the root node to the sample and subsequently moving
through the tree according to the results of the logical tests it encounters, ending
in a final node, which yields a prediction. Typically this prediction is a probability
distribution over the possible classes. In RF, a sample is given to all trees in the
forest and the resulting probability distributions are aggregated to come to a forest
prediction.
When training an RF, each tree receives a random subset of the training data,
this procedure is called Bagging. Bagging improves the stability of the classier
and helps to avoid overfitting. Then, for each tree, the training process starts at
the root node, where the received subset is divided by optimizing a pre-defined
split criterion over a number of randomly selected candidate split options. This
process is called Randomized Node Optimization (RNO), which further enhances
the robustness of the classifier and its resilience to overfitting. Then, the data at
the root node is divided over the two child nodes. For such nodes, this process is
repeated until either a maximum amount of nodes or a pre-defined tree depth is
reached. The tree depth is defined as the maximum amount of nodes that can be
encountered between the root and a final node of the tree. Each node contains a
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Figure 2.5 — Left: a classification tree, right: an example of a labeled data set ad the decision
space of a trained RF classifier. Note that the colors in this plot are mixed according to the class
probabilities, yielding soft decision boundaries (compare to hard boundaries of KNN in Figure 2.3).

so-called weak learner to obtain the logical test of that node. The idea behind these
weak learners is that a large number of simple classifiers can deal with complex
classification tasks when their results are combined. In the training procedure of
RF, a number of parameters are of particular importance, summarized below.
• Geometrical primitive of the split function: Weak learner type used to split the
data in the node of a tree, commonly realized as: (1) axis-aligned hyperplane,
(2) oblique hyperplane and (3) a conic section.
• Split criterion: Function to determine the quality of a split, based on the
labeled samples in a node. The typical split criterion is either information
gain or Gini’s diversity index.
• Randomness parameter ρ: Parameter controlling the amount of randomness
used for training the trees1 , also affecting the inter-tree correlation.
• Tree depth: Depth of a decision tree, expressed as the maximum number of
nodes that is encountered, measured from the root to any leaf of the tree.
• In-bag fraction: Fraction of the total training set that is used to train a tree.
• Forest size: Number of trees in the ensemble.
As listed above, RF involves a considerable amount of hyperparameters that
need to be initialized, which can lead to data leakage when the values are determined empirically. However, RF also features a number of appealing properties for
classification. First, due to the randomness that is infused in the training method,
RF exhibits a very robust prediction performance and is less prone to overfitting. Second, the trees can run in parallel, yielding a very fast classification time.
Third, in contrast to SVM, RF is inherently multi-class and produces a probabilistic
output, without the need for additional post-processing steps (see Figure 2.5b).
1 This is achieved by defining the number of candidate splits each node receives to determine the
optimal division.
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2.4.4 Alternative classification techniques
Similar to RF, Boosting is also a general machine learning method that exploits
an ensemble of weak learners to construct strong learning [83]. Many variants
of Boosting have been proposed, but the one proposed by Schapire and Freund,
called AdaBoost [84], is by far the most popular version. AdaBoost automatically
selects the most discriminative features and in contrast to many other classification
methods, only two parameters need to be manually selected: (1) the number of
boosting rounds and (2) the type of weak classifier that is employed. Furthermore,
this form of boosting adapts to the obtained training error, enabling it to further
reduce the final training error.
Inspired by biological neural networks in the brains, (artificial) Neural Network
(NN) is a machine learning method that employs a number of hidden layers between input and output, which comprise artificial neurons. These neurons contain
non-linear activation functions that can fire, based on a linear combination of the
outputs of the previous layer. NN can be efficiently trained using backpropagation,
which iteratively sends the prediction error back through the network. This adjusts the weights of the connections between the neurons and subsequently yields
a new prediction. This process is repeated until a certain convergence criterion
is met. The procedure is equivalent to using gradient descent to minimize the
prediction error with respect to the network weights. After limited success in the
1980s, this NN has led to considerable breakthroughs when sufficient data and
computational recourses became available in the last decade. Especially when
a relatively large number of layers is employed, NN can deal with considerable
complexity, leading to deep learning, which is discussed in Section 2.9.
Based on Bayes theorem, the Naive Bayes (NB) classification method is a relatively simple, probabilistic approach to machine learning, (naively) assuming
independence between the feature dimensions. Although in practice this assumption is hardly ever met, NB has led to good classification results for a wide range
of problems. However, NB is clearly outperformed by more complex classification
methods such as SVM and RF [85], but it requires considerably less training data
to yield a model of the data, which can be efficiently estimated using a closed form
expression.
Another relatively straightforward classification method is Linear Regression
(LinReg), which finds a linear relation between real input variables and output
variables, typically by minimizing the least squares error. However, for classification a linear relation between features and class labels is meaningless. Hence, for
classification an alternative version is devised, called Logistic Regression (LogReg),
for which the output variable is categorical. To achieve this, LogReg estimates an
optimal fit with the logistic function rather than with a linear one. Both regression
methods (LinReg and LogReg) are relatively simple machine learning methods,
but despite their simplicity, they are applied for a broad range of applications and
generally yield very satisfactory results.
One last form of machine learning which is employed in this thesis is very
similar to logistic regression. Discriminant Analysis is a technique that can be
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used for classification, assuming different Gaussian sources for the observed data.
Although this technique is easy to use and can be efficiently applied, it assumes
several strong requirements about the data, which are commonly not satisfied.
However, when the assumptions are met, it generally yields better results than
logistic regression and it can be trained using smaller datasets.
For a detailed description of the above classification methods, we refer to
Bishop [86] and Prince [87].

2.5

Pre- and post-processing methods

The employed techniques for pre- and post-processing are generally tailored to
the specific constraints of CAD problems. These often include the type of modality
that is used, the desired output and the specific challenges of a certain imaging
domain. However, some techniques are often encountered in the pre- and postprocessing stages of CAD algorithms, which will be discussed below.
For segmentation problems, each pixel in an image should receive a prediction
label. For example, when segmenting the organs in a CT scan, some pixels may
be assigned to the lungs, while others are assigned to the liver. Since a single pixel
does not typically yield sufficient information for such a task, a pre-processing
method is applied to obtain larger, more informative regions for classification. One
approach is to divide the image into square patches and classify those. However,
in this case the natural boundaries between the classes are lost. For dividing
an image into more natural regions that follow the edges present in the image,
superpixel segmentation can be employed [88], [89]. Then, the resulting superpixel
regions can be used for feature computation and subsequent classification. In this
fashion a natural segmentation is obtained, without the need for post-processing
in order to achieve this result.
Another commonly encountered form of pre-processing is signal enhancement,
during which noise and other unwanted or irrelevant aspects are removed from
the signal. Sometimes this can be simply achieved using a band-pass filter, e.g.
to remove periodic noise or correct an illumination gradient, but in other cases
this requires considerably more effort. An example of the latter case is Region-OfInterest (ROI), in order to find the useful part of the signal, such that signal regions
that might impede further analysis are automatically detected and discarded.
When the classification stage of the CAD algorithm produces a coarse estimate
of the desired result, post-processing methods can be employed to bridge this
gap. When a considerable number of small, false detections are produced, binary
morphological filtering can be employed to polish the detection result, where the
opening operation is typically used to remove small false detections and the closing
filter is mostly employed for correcting falsely omitted detections amid a region
of correct detections. The natural edges discussed above can also be acquired with
a post-processing stage. For this, a Region Growing algorithm can be applied. For
example, when the classification stage determines the location in the image with
the highest probability of containing a pathology, a region growing algorithm
25
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Figure 2.6 — Examples of pre-processing steps. Left: Superpixel segmentation for villi to detect
mucosal alterations using CLE images (courtesy Boschetta et al. [90]). Right: Illumination correction and contrast enhancement for pit pattern classification in magnified chromoendoscopy images
(courtesy Häfner et al. [91])

can use that location as a seed value and automatically grow until the natural
boundaries are reached.
It has become clear that there is large variation in the pre- and post-processing
methods that are employed in CAD systems. Figure 2.6 illustrates some of the
methods discussed above.

2.6

Validation of CAD systems

Sections 2.2 through 2.5 have discussed the general architecture of a CAD system
and elaborated on the involved stages. This section concentrates on objectively
measuring the performance of CAD systems.
2.6.1 Validation methods
Performance evaluation is a crucial and often underestimated step in the design
of CAD systems. Furthermore, since the data is typically scarce as it involves
privacy-sensitive patient data, the evaluation requires much more attention than
for other fields of image analysis, for which the large sample size ensures a reliable
performance indication. Moreover, since CAD systems involve medical decision
making, it is very important to provide a reliable, representative indication of their
clinical performance.
To validate any prediction system, a metric is required to yield a quantitative reflection of the performance. Generally, a number of different metrics are employed
to measure different system qualities. These metrics can be computed using a
number of representative examples of typical system inputs. For classification
problems, these examples are accompanied by a class label, indicating the desired
output for that example. Then, metrics can be employed to measure how well
the CAD system is able to generate the correct output. The following two subsections will discuss a number of commonly employed metrics, while this subsection
continues with different methods for yielding the required system outputs.
For any algorithm that is calibrated on existing data, different datasets should
be employed for calibrating the system and for evaluating its performance. In
machine learning, the dataset used to calibrate the model is called the training
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Figure 2.7 — Overfitting and generalization. Left: labeled training data. Middle: the learned
model does not generalize well, leading to overfitting. Right: good generalization.

set and the dataset used for evaluation of the system is called the test set. This
separation enables the algorithm to generalize the information contained in the
training set for predicting the class labels of unseen data. When the procedure is
not followed, the calibration phase may capture random statistical errors rather
than the underlying relationships in the data, a process known as overfitting (see
Figure 2.7). While using separate training and test sets, different methods can be
employed to validate the system output, which are discussed below.
Holdout: The most straightforward validation approach is called holdout, where
part of the data is left-out when training the model, which can then be used to
evaluate the performance. One limitation of the holdout method is that the exact split into a training and a test set affects the outcome of the experiment. For
large data sets this effect is negligible, but for smaller datasets the split can have a
considerable effect on the measured performance, since the subsets for training
and testing may not offer a good representation of the complete set, leading to bias.
Monte-Carlo cross-validation: To address the possible bias for small datasets,
in Monte-Carlo Cross-Validation (MCCV) the holdout validation procedure is
repeated for a pre-defined number of times and statistical measures are computed
from the resulting metrics. A disadvantage of MCCV is that some samples might
be tested more than others and for a low number of holdout repetitions, some
samples may not even be tested at all. However, for a sufficient amount of repetitions, the effect diminishes considerably.
K-fold cross-validation: Another form of validation that employs a number of
experiments to yield a performance indication is K-fold Cross-Validation (K-fold
CV). However, a notable difference with MCCV is that in K-fold CV, each sample
is tested only once. This is achieved by first splitting the dataset in K equal parts,
and iteratively using one part for testing and all other parts for training. As with
MCCV, statistical measures are computed based on the metrics resulting from
each experiment or fold.
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True class
Positive

Negative

Positive

True Positive (TP)

False Positive (FP)

Negative

False Negative (FN)

True Negative (TN)

Predicted class

Chapter 2

Table 2.1 — Four categories of a system prediction with binary classification.

Leave-one-out cross-validation: For very small datasets, training with any subset of the data may impede the performance of the system, since there are not
sufficient samples to achieve generalization. In such a case, K-fold CV can be employed where K equals the number of samples, leading to Leave-One-Out CrossValidation (LOOCV). This validation method employs the maximum amount of
samples for training, which still allows performance evaluation on unseen data.
However, this method is relatively slow, because a new model has to be trained
for each data sample.
In medical image analysis, multiple samples can originate from the same patient, leading to bias if those samples appear in both the training and the test set.
Especially when LOOCV is used, this effect is guaranteed to occur for each patient
for which multiple samples are available. To address this bias, samples of the
same patient are grouped in the validation procedure, such that samples of the
same patient can never appear in both the training and the test set. This version
of LOOCV is called Leave-One-Patient-Out Cross-Validation (LOPOCV).

2.6.2 Measuring detection performance
For measuring the performance of a binary classification system, different metrics
are available. Most of these metrics are based on four categories of possible detections, which are summarized in Table 2.1. Using these prediction categories, the
following metrics can be computed:
Accuracy (Ac) =
Sensitivity (Se) =
Specificity (Sp) =

#T P + #T N
,
#T P + #F P + #T N + #F N
#T P
,
#T P + #F N
#T N
,
#F P + #T N

(2.3)
(2.4)
(2.5)

where the symbol # represents the number of times a certain category (i.e. TP, TN,
FP or FN) is encountered. While the accuracy is only suited for balanced class
distributions, the sensitivity and the specificity are also suitable to measure the
performance of skewed class distributions. The latter two metrics are also known
as the True Positive Rate (TPR) and the True Negative Rate (TNR), respectively,
and they are commonly employed for measuring CAD performance.
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Precision (Pr) =
Recall (Re) =

#T P
,
#T P + #F P
#T P
#T P + #F N

(2.6)
=

Sensitivity.

(2.7)

The precision yields information on how many of the positive predictions are
actually positive and is also known as the Positive Predictive Value (PPV). The
recall is equivalent to the sensitivity, capturing the fraction of positive cases that are
detected. While using a typical pair of two metrics for measuring the performance,
it may be hard to compare systems yielding different scores. To enable a direct
comparison between those systems, the F1 -score can be employed to combine
either the precision and the recall or the sensitivity and the specificity as follows,
F1 -score = 2

Se · Sp
,
Se + Sp

or alternatively, F1 -score = 2

Pr · Re
.
Pr + Re

(2.8)

For the majority of classification methods, a final threshold determines the
trade-off between the sensitivity and the specificity (or precision and recall). By
varying the value of this threshold, also known as the cut-off value, different
operating points can be achieved for the considered system. To summarize the
performance of a binary classification system over all achievable operation points,
the Receiver Operating Characteristic (ROC) curve can be derived. This curve is
constructed by increasing the threshold value in small steps from a value lower
than the lowest prediction score to a value higher than the highest prediction score
of the system, and subsequently computing the sensitivity and specificity for each
candidate cut-off value (see Figure 2.8). The ROC curve provides a visual representation of the classification performance of a binary classifier, and by plotting these
curves for different systems, a comparison is possible. For numerically comparing
two systems based on the ROC curve, the Area Under the Curve (AUC) can be
computed, which summarizes all achievable operating points of a system in one
number.
Up to this point, the described metrics all involve binary classification. Since
this thesis concerns the discrimination between cancerous and non-cancerous
tissue, these metrics are most suitable for our purpose. However, a considerable number of classification tasks in clinical practice involve multiple classes.
While the above metrics can be employed in this case using a one-vs-all fashion,
also methods exist to specifically investigate the performance of such systems. A
commonly employed method is to construct a Confusion Matrix (CM), which is
displayed in Tabe 2.2.
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In many computer vision problems, the TN category is not well defined and
in many cases irrelevant. Therefore, in this field, two other metrics are usually
encountered that do not include the number of TNs. These metrics are known as
the precision and the recall and are defined by
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Figure 2.8 — Construction of the Receiver Operating Characteristic (ROC) curve. Left: the
sensitivity and specificity can be computed for different cut-off values. Right: The obtained scores are
plotted, yielding the ROC curve. The Area Under the Curve (AUC) summarizes the performance
over all achievable operating points.

Predicted

True class

class

A

B

C

A

# {p = A, λ = A}

# {p = A, λ = B}

# {p = A, λ = C}

B

# {p = B, λ = A}

# {p = B, λ = B}

# {p = B, λ = C}

C

# {p = C, λ = A}

# {p = C, λ = B}

# {p = C, λ = C}

Table 2.2 — Confusion matrix of a three-class classification problem. In this table, function
# {ξ1 , ξ2 } counts the number of times that conditions ξ1 and ξ2 are both satisfied, involving
a prediction p and a (true) class label λ. Furthermore, green cells represent correct predictions,
whereas red cells amount to incorrect classifications.

2.6.3 Measuring segmentation quality
For a large number of clinical applications, the proposed CAD systems produce a
segmentation of a signal. For example, the abnormal cells can be annotated in a
digital pathology scan, or the organs may be segmented in a CT scan. To measure
the quality of these types of system outcomes, other metrics have been devised.
However, it is also possible to employ the metrics described in the preceding subsection. As this thesis deals with two-dimensional signals, we focus on measuring
segmentations in 2D.
When the metrics for binary classification from the previous subsection are
employed, they are often computed on pixel basis. Hence, the true class of each
pixel is derived from an expert annotation and compared to the pixel predictions
of a CAD system. Although this is a straightforward method to yield a global
quality indication of a segmentation result, splitting the pixels in two disjoint
classes is not always applicable to clinical practice, as will become clear later in
this thesis.
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Jaccard Index =
or the
Dice coefficient =

|X ∩ Y |
,
|X ∪ Y |
2 |X ∩ Y |
,
|X| + |Y |

(2.9)

(2.10)

where |X| represents the cardinality of set X. Note that both metrics focus on the
positive class and do not take into account the true negatives, rendering them sizeindependent. Regarding this independency, they are very similar to the precision
and recall metrics and their combination in the F1 -score.

2.7

CAD for endoscopic image analysis

For endoscopic image analysis, the applicability of CAD methods has been widely
investigated [35]. Within the field of endoscopic image analysis, several application domains can be identified. In this section, we will briefly review these
domains and discuss the methods that are typically employed. This disquisition
is summarized in Tables 2.3 through 2.7, providing a comprehensive, up-to-date
overview of published endoscopic image analysis methods, similar to the one
presented by Liedlgruber et al. in 2011 [35].

2.7.1 Polyp detection in colonoscopy
Some of the earliest studies investigated CAD systems for analog endoscopic
video [75], [92]–[95], in which analog video frames are acquired using a frame
grabber, prior to analysis. These methods focused mostly on the detection of
polyps, tumors and lesions, which could be identified by structural information,
while some have been extended to also detect gastric polyps [96]. Although most
of these studies employed white-light endoscopic video, also algorithms have
been proposed for polyp detection using CT virtual colonoscopy [97], reporting
a similar per-patient sensitivity as optical colonoscopy for adenomas, which are
smaller than 8 mm. Factors such as a better imaging quality, more processing
power and larger datasets, have led to a considerable improvement in the success
of automated polyp detection for both white-light colonoscopy [98]–[105], and for
CT colonography [106], for which a multi-center prospective trial demonstrated
a significant benefit in the detection performance when using CAD. In addition,
Bernal et al. showed the significant improvement that is obtained by an adequate
pre-processing stage [107] for the detection rate of colorectal polyps. The left three
images of Figure 2.9 show colonoscopy frames employed for polyp detection.
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An alternative way to measure the quality of segmentation results is to employ
metrics capturing the similarity between sets. Two commonly employed metrics
that exploit this aspect are listed below. For two binary segmentation masks X
and Y , the similarity can be computed using either the
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Figure 2.9 — Left: three images acquired during colonoscopy, used for polyp detection (courtesy
Maroulis et al. [92], Silva et al. [102] and Tajbakhsh et al. [104], respectively. Right: two zoomchromoendoscopy images displaying a distinct Kudo pit pattern (Courtesy Häfner et al. [111]).

2.7.2 Colorectal polyp classification
Once a polyp is detected, it is beneficial to know if it is benign or potentially
malignant. Therefore, also for the classification of colonic polyps, a wide variety of
CAD systems have been proposed. These systems typically exploit the pit patterns
identified by Kudo et al. [108], in order to develop discriminative features for the
analysis of images acquired during magnifying endoscopy. While the majority of
studies employ white-light endoscopic imagery after the tissue is sprayed with a
contrast enhancing dye (i.e. chromoendoscopy) [91], [109]–[116], also algorithms
for the NBI or iScan imaging modes have been proposed [117]–[123]. One recent
method proposed by Mesejo et al. even omitted zoom, by using the regular WL
and NBI colonoscopy frames [124]. Although two of these studies reported a
diagnostic concordance between the CAD system and the experts exceeding 97%,
a study from 2010 showed that human observers still demonstrate a superior
performance [119]. The right two images of Figure 2.9 display pictures acquired
with zoom-chromoendoscopy employed for colorectal polyp classification.
2.7.3 Quality analysis in colonoscopy
Another application domain which has been investigated for colonoscopy is the
quantitative analysis for estimating the quality of the performed investigation.
To this end, Oh et al. have proposed an algorithm for measuring the objective
quality of colonoscopies [125] using quantitative analysis of aspects, such as the
number of high-quality frames during withdrawal time and the movement of
the endoscope. An alternative approach by Liu et al. [126] used the orientation
of the endoscope to estimate the amount of mucosa that was captured by the
camera as an estimate for the quality of the investigation. Similar algorithms can be
developed for other endoscopic procedures, measuring image quality indicators
such as contrast, illumination and sharpness, while also analyzing the image
content for absence of intestinal juices and the total area of the inspected tissue.
First attempts have shown to automatically distinguish between informative and
non-informative colonoscopy frames with very high accuracy [127]–[129], and
also the detection of abnormalities at the frame level [130].
2.7.4 Classification of Wireless Capsule Endoscopy images
Another subfield of endoscopic image analysis which received a lot of attention
over the last decade, is the automated interpretation of imagery acquired during
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Figure 2.10 — WCE frames showing (f.l.t.r.) a polyp, bleeding, ulcer, intestinal juices and normal
tissue. Courtesy of Li et al. [153], Giritharan et al. [132], Karargyris et al. [152], Vilariño et al. [190]
and Barbosa et al. [160], respectively.

Wireless Capsule Endoscopy (WCE). In WCE, a small camera pill is used to image
the complete gastrointestinal tract. This pill is swallowed by the patient and it
captures approximately 60,000 images per investigation. To reduce the workload
for the physicians analyzing the data acquired by WCE, methods have been investigated to automatically select the interesting WCE images. A considerable
body of work exists on the automated analysis of WCE frames. Algorithms are
proposed for the detection of e.g. blood or bleeding [131]–[146], polyps [147]–[157],
small bowel tumors [158]–[165], ulcers [166]–[174], lesions [175]–[178] celiac disease [179] and general abnormal patterns [180]–[189]. Additionally, pre-processing
methods have been investigated to (1) automatically detect the presence of intestinal juices [190] and (2) algorithms for video summarization for reading time
reduction [191]–[193]. Figure 2.10 depicts a number of WCE frames showing the
classes that are detected by the proposed methods. Although the quality of WCE
frames is insufficient for identifying early Barrett’s cancer, the methods to extract
color, texture and shape information may also lead to a good characterization of
the tissue types in BE.
After roughly a decade of research, near perfect scores are reported for the classification of WCE frames. However, these studies rarely elaborate on the details
of the employed validation approach, e.g. how the gold standard was established,
or whether the test and training set included frames from the same patient. This
notable limitation is also observed by Koulaouzidis et al. [194] in an extensive
review on the current status and future expectations of WCE.
2.7.5 Automated Confocal Laser Endomicroscopy (CLE) interpretation
Since Kiesslich et al. showed that Confocal Laser Endomicroscopy (CLE) could be
employed to differentiate between different histologies in vivo, a number of studies have proposed algorithms for the automatic interpretation of these CLE scans.
In a study from 2013, Veronese et al. proposed an algorithm for tissue classification
in BE based on the CLE signal, demonstrating an overall accuracy of 96% for distinguishing between three different tissue types, including neoplasia. This score is
even further elevated by Ghatwary et al., in a recent publication [195]. Although
this result is remarkable, the study did not report the cancer staging of the neoplastic tissue and, furthermore, due to the narrow field-of-view of VLE, its applicability
to early Barrett’s cancer detection is limited. Prior to such a virtual biopsy, the
33

Chapter 2

2.7. CAD for endoscopic image analysis

2 . I N T R O T O C A D A N D I T S A P P L I C AT I O N I N E N D O S C O P Y

Chapter 2

Figure 2.11 — Left: two images acquired using a magnified duodenoscopy, where the left image
displays the normal mucosal state and the right image shows an indication of celiac disease (courtesy
Vecsei et al. [199]). Right: three images captured using CLE, each showing a different tissue type
(courtesy Veronese et al. [202]).

suspicious tissue region should still be visually detected using white-light endoscopy. However, for this reason, the algorithm proposed by Veronese et al. may
very well be employed as a second step behind the Barrett’s cancer detection
system proposed in this thesis. Most other studies investigating CAD systems
for CLE signal interpretation focused on the diagnosis of Celiac Disease (CD) by
automated analysis of the recorded CLE signal [90], [196]–[198], thereby removing
the need for a biopsy.
For the computer-aided detection of CD, also algorithms have been proposed
for the automated analysis of magnified duodenoscope2 imagery. Vécsei et al.
have proposed an algorithm for this purpose, employing a special type of Fourier
features to characterize the texture of the tissue [199]. Alternatively, others investigated factors that affect the performance of CAD for CD [200], concluding that the
employed pre-processing method for ROI selection and the used imaging device
plays an important role. Furthermore, algorithms for correcting the geometric
distortion produced by the endoscope lens cannot compensate for the effect of a
poorly chosen imaging device [201].
To illustrate the signals employed in the above studies, Figure 2.11 shows two
images acquired using a duodenoscope and three images captured with CLE of
different tissue types.
2.7.6 Esophageal and gastric tissue classification
In a recent study, Quang et al. [203] developed an algorithm for the automated
interpretation of High-Resolution Microendoscopy (HRME) images, aiming to
detect Squamous Cell Carcinoma (SCC). While the algorithm demonstrated a sensitivity and specificity of 95% and 91%, respectively, the authors also implemented
their approach on a tablet, on which it could execute in real-time. This latter aspect
is very appealing for clinical practice. Moreover, since SCC primarily affects developing countries, a low-cost solution is key to its clinical applicability. Furthermore,
next to providing objective feedback to the endoscopist, the system can also reduce the learning curve for interpretation of HRME images. Also for the detection
2 A duenoscope is a type of endoscope for imaging the duodenum, the upper part of the small
intestine.
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of Esophageal Adenocarcinoma (EAC), a system for automated interpretation of
HRME imagery has been proposed [204]. Although limited by the slow execution
time and the small field-of-view of the HRME system, the algorithm identified
neoplastic lesions in Barrett’s Esophagus (BE) with a sensitivity of 88% and a
specificity of 85%. As is concluded for the above CLE-based tissue-classification
algorithm of Veronese et al., such a system can be very appealing as a succeeding
stage to a CAD detection algorithm for confirming the histology of suspicious
tissue sites.
While one of the earliest studies on endoscopic image analysis focused on gastric ulcers [205], the stomach is the least investigated organ, as far as the development of CAD systems is concerned. For tissue analysis in the stomach, Huang et al.
have proposed an algorithm to detect the Helicobacter Pylori histology [206],
which is a pathogen inducing several gastroduodenal diseases. By exploiting
color and texture features and a feature selection algorithm, a relatively high classification accuracy of over 90% is achieved. In order to identify gastric cancer,
Sousa et al. [207] have proposed a method exploiting an adaptation of the color
histogram in combination with LBP, to analyze chromoendoscopy images. In a
very similar approach, Zhang et al. [208] aim to identify abnormal regions in the
stomach. However, in this study, normal white-light endoscopic images are employed, which strongly resemble endoscopic images of BE and only lack sufficient
resolution to detect pre-cancerous Barrett’s lesions. An improved version of this
algorithm to detect gastric abnormalities was proposed by Yao et al. [209], who
optimized the patch-based method of the previous approach.
Summary of the presented overview: The methods described in this section
for various endoscopic image analysis tasks, share a number of elements which
may also be interesting for the analysis of high-resolution endoscopic images.
Although the signals either lack the quality for Barrett’s cancer detection, or are
very different in nature, some of the employed techniques can also be useful for
our purpose. The following Section 2.8 explores this in more detail by analyzing
the employed feature extraction and classification methods, which are displayed in
Tables 2.3–2.7, while Table 2.8 presents an overview of the employed abbreviations.
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Ref.

Modal.

Pathology

Features

Classifier

Validation

Metrics

[75]
[93]
[94]
[95]
[98]

SWLE
SWLE
SWLE
SDWE
SWLE

Polyps (d)
Tumors
Polyps (d)
Polyps (d)
Polyps (d)

CWC
GLCM
CWC
CWC LBP DWT*
CT

DA
NN
SVM
SVM
SVM

Holdout
Holdout
Holdout
Holdout
Holdout

[99]

SWLE

Polyps (d)

S

-

Same set

[100]
[101]
[130]
[102]
[103]
[104]
[105]
[109]
[110]
[111]
[112]
[113]
[117]
[114]
[115]
[116]
[119]
[91]
[120]
[121]

SWLE
SWLE
SWLE
WCE
SWLE
SWLE
SWLE
mCE
mCE
mCE
M-CE
mCE
NBI
mCE
mCE
M-CE
mNBI
mCE
mNBI
mNBI
mCE
mNBI
pCLE
pCLE
pCLE

Polyps (d)
Polyps (d)
Abnorm.
Polyps (d)
Polyps (d)
Polyps (d)
Polyps (d)
Polyps (c)
Polyps (c)
Polyps (c)
Polyps (c)
Polyps (c)
Polyps (c)
Polyps (c)
Polyps (c)
Polyps (c)
Polyps (c)
Polyps (c)
Polyps (c)
Polyps (c)

ST
Canny Haar
LBP*
GLCM
ST
CST
Canny DCT
CH GLCM
DWT
DWT GLCM*
DWT Gabor
LBP*
S
S
FT
LBP*
S
LBP*
BoW
BoW

CRF
RF
SVM
Boosting
SVM/GLM
Ens. CNN
RF
KNN
KNN
KNN
KNN
KNN
KNN
KNN
NB DA SVM
KNN
SVM
KNN
SVM
SVM

LOPOCV
K-fold CV
MCCV
Holdout
K-fold CV
Holdout
Holdout
LOOCV
LOOCV
LOOCV
LOOCV
LOOCV
LOOCV
LOOCV
LOOCV
LOOCV
LOOCV
LOPOCV
Holdout
LOOCV

Se Sp
Ac
Ac Se Sp
AUC Ac
Se FPR
Ac Se Sp
Pr F2 AUC
Se Sp AUC
Re Pr TPR FPR
Ac
Se Sp FPR
TPR FPPF
Se FPPF
Se FPPF ET
Ac
Ac
Ac
Ac
Ac
Ac
Ac
Ac
Ac
Ac Se Sp
Ac Se Sp
Ac Sp Se
Ac Pr Re F1

Polyps (c)

ST

KNN

LOPOCV

Ac

Polyps (c)
Polyps (c)
Polyps (c)

BoW*
GLCM BoW*
BoW*

KNN
KNN
KNN

LOPOCV
K-fold CV
LOPOCV

Ac Se Sp
Ac Se Sp
Ac Se Sp

[122]
[210]
[211]
[212]

Table 2.3 — Overview of proposed methods for endoscopic image analysis in the colon. Methods
that are modified from their original implementation are indicated by an asterisk.

STOMACH
Ref.

Modal.

Pathology

Features

[96]

SDWE

Polyps

[95]
[205]
[209]
[206]

SDWE
LDWE
SDWE
SWLE

Polyps (d)
Ulcers
Abnorm.
H. Pylori

TSH LBP
CH* CWC
CWC LBP DWT*
S
CH* LBP
CT

[207]

mCE

Cancer

LBP+CH*

[208]
[209]

SWLE
SWLE

Abnorm.
Abnorm.

LBP+CH
LBP+CH

Classifier

Validation

Metrics

SVM

K-fold CV

Se Sp AUC

SVM
Boosting
SVM
KNN RF
SVM NB
Boosting
Boosting

Holdout
K-fold CV
Holdout

AUC Ac
TPR TNR
Ac Se Sp

K-fold CV

Ac CM

Holdout
Holdout

AUC Se Sp
TPR TNR Error

Table 2.4 — Overview of proposed methods for endoscopic image analysis in the stomach. Methods
that are modified from their original implementation are indicated by an asterisk.
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Ref.

Modal.

Pathology

Features

Classifier

Validation

Metrics

[158]
[159]
[160]
[161]
[149]
[150]
[152]
[150]
[162]

WCE
WCE
WCE
WCE
WCE
WCE
WCE
WCE
WCE

Tumor
Tumor
Tumor
Tumor
Polyps
Polyps
Polyps
Polyps
Tumor

DWT GLCM
DWT LBP
DWT* GLCM
DWT*
Gabor*
BoW
Gabor*
Bow
DWT* LBP

NN
SVM
NN
GMM NN
T
SVM
SVM
SVM
SVM

Holdout
K-fold CV
Holdout
Holdout
Same set
Holdout
Same set*
Holdout
K-fold CV

[164]

WCE

Tumor

DWT*

NN

K-fold CV

Se Sp
Ac Se Sp
Se Sp
Se Sp
Se Sp
Se Sp
Se Sp
Se Sp
Ac Se Sp
Ac Se SP
CKC AUC

[165]

WCE

Tumor

[172]
[179]
[199]
[175]
[213]

WCE
WCE
SWLE
WCE
WCE

[214]
[196]
[197]
[198]
[90]

SVM

K-fold CV

Ac Se Sp

Ulcers
Celiac dis.
Celiac dis.
Crohn
Crohn

TSH LBP CWC
DWT*
LBP+SIFT/BoW
CT
FT*
CT
CT

SVM
T
SVM KNN NB
SVM
SVM

Holdout
Same set
LOOCV
K-fold CV
Holdout

WCE

Abnorm.

DWT* GLCM*

DA

LOOCV

CLE
CLE
CLE
CLE

Celiac dis.
Celiac dis.
Celiac dis.
Celiac dis.

C LBP
S
S
CH* GLCM LBP

RF NB
T
RF

LOOCV
LOOCV
Holdout
Holdout

Ac Se Sp
Se Sp
Ac Sp Se
Ac Se
Ac Se Sp
Ac Se Sp
CM AUC
Ac Se Sp AUC
FPR TNR
Ac Dice
Ac Se Sp Dice

Table 2.5 — Overview of proposed methods for endoscopic image analysis in the small bowel.
Methods that are modified from their original implementation are indicated by an asterisk.

ESOPHAGUS
Ref.

Modal.

Pathology

Features

Classifier

Validation

Metrics

[203]
[204]

HRME
HRME

SSC
EAC

S
CS

DA
DA

Holdout
Holdout

[215]

EOCT

EAC

T

PCA T

LOOCV

Se Sp AUC
Se Sp
Ac Se Sp AUC
PPV NPV DiagAc
Ac Se Sp AUC
PPV NPV
Ac Se Sp

[216]

EOCT

EAC

T

[217]

VLE

Esoph. Wall

C

DA KNN NN
LVQ CTree
T

LOOCV
Holdout

Table 2.6 — Overview of proposed methods for endoscopic image analysis in the esophagus.
Methods that are modified from their original implementation are indicated by an asterisk.
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Ref.

Modal.

Pathology

Features

Classifier

Validation

[131]

WCE

Bleeding

C

T

Same set

[132]
[133]
[134]

WCE
WCE
WCE

Bleeding
Bleeding
Bleeding

DC GLCM
SCT
C

Ens. SVM
T
T

Holdout
Same set

[135]

WCE

Bleeding

CM LBP

NN

Holdout

[136]

WCE

Bleeding

C

-

Same set

[137]
[138]
[139]
[140]
[141]
[142]
[143]
[144]
[145]
[146]
[147]
[148]
[151]
[153]
[154]
[155]
[156]
[157]
[166]
[167]

WCE
WCE
WCE
WCE
WCE
WCE
WCE
WCE
WCE
WCE
WCE
WCE
WCE
WCE
WCE
WCE
WCE
WCE
WCE
WCE

Bleeding
Bleeding
Bleeding
Bleeding
Bleeding
Bleeding
Bleeding
Bleeding
Bleeding
Bleeding
Polyps
Polyps
Polyps
Polyps
Polyps
Polyps
Polyps
Polyps
Ulcers
Ulcers

C
CH*
C
PA
C
CH*
C
C
CH*
C
Gabor* S
CS
LBP*
DWT LBP
BoW
Gabor LBP*
LBP HOG BoW
DWT* LBP
DWT* LBP

Same set
Holdout
Holdout
Holdout
Holdout
Houldout
Houldout
MCCV
Holdout
K-fold CV
Same set
K-fold CV
K-fold CV
K-fold CV
MCCV
MCCV
MCCV
N/A
Holdout
K-fold CV

[168]

WCE

Ulcers

CH

N/A

Ac Se Sp

[169]
[170]
[171]
[173]

WCE
WCE
WCE
WCE

Ulcers
Ulcers
Ulcers
Ulcers

Gabor*
T
LBP
DWT* Gabor*

T
NN
SVM
NN
SVM
NN
SVM
SVM
SVM
SVM KNN
T
SVM NN
SVM
SVM
SVM
DA SVM
DA SVM
Deep learning
NN
SVM NN
Ensemble NN
KNN SVM
SVM*
DA
SVM
SVM

Ac Se
TPR FNR
Se Spe
Se Sp
Ac Se Sp
AUC FPPF
MDR FAR
Sp Se
Ac
Ac Se Sp
Ac
Se Sp
Ac Se Sp
Ac
Ac Se Sp ET
Ac Se Sp
Ac Se Sp
Pr TNR FPR
Se Sp
Ac Se Sp
Ac AUC
Ac
Ac Se Sp
Ac Se Sp
Ac Se Sp
Ac CM ORA
Ac Se Sp
Ac Se SP

Holdout
K-fold CV
Houldout
K-fold CV

[174]

WCE

Ulcers

CT

SVM

MCCV

[180]
[181]
[182]
[184]

WCE
WCE
WCE
WCE

Abnorm.
Abnorm.
Abnorm.
Abnorm.

CT
TSH
CT
C LBP

N/A
Holdout
K-fold CV
Same set

[185]

WCE

Abnorm.

CT

[186]

WCE

Abnorm.

CT

[187]
[188]
[189]

WCE
WCE
WCE

Abnorm.
Abnorm.
Abnorm.

[177]

WCE

Lesions

C DWT* LBP*
C DWT* LBP*
BoW CH* Gabor
CWC DWT
GLCM

NN
AFLS
DA SVM
T
VSCH SVM
RBFN
VSCH SVM
NN RBFN
POE
T
T
SVM

Se Sp
Ac Se Sp
Ac Se Sp
Ac Se Sp
Ac Se Sp
Pr Re
Se SP Pr
Ac Se Sp
Se Sp
FPR FNR

SVM

Holdout

Same set

Metrics

Holdout

Se Sp

Holdout
Holdout
Holdout

Se Sp
Se Sp
Ac Se Sp
Ac Se
Sp CM

Table 2.7 — Overview of proposed methods for endoscopic image analysis in the complete gastrointestinal tract. Methods that are modified from their original implementation are indicated by
an asterisk.
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MODALITIES
CLE
EOCT
HRME
LDWE
mCE
mNBI
pCLE
SDWE
VLE
WCE

Confocal Lased Endomicroscopy
Endosc. Optical Coherence Tomography
High Resolution Magnifying Endoscopy
Low Definition White-light Endoscopy
magnifying ChromoEndoscopy
magnifying Narrow Band Imaging
probe-based CLE
Standard Def. White-light Endoscopy
Volumetric Laser Endomicroscopy
Wireless Capsule Endoscopy

FT
DWT
GLCM
LBP

Fourier Transform
Discrete Wavelet Transform
Gray-Level Co-occurrence Matrix
Local Binary Patterns

HOG

Histogram of Oriented Gradients

TSH
BoW
CH
DC
CWC
SIFT

Texture Spectrum Histogram
Bag of visual Words
Color Histogram
Dominant Color
Color Wavelet Covariance
Scale-Invariant Feature Transform

F E AT U R E S

EAC
SSC
(c)
(d)
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CLASSIFIERS
SVM
RF
NN
DA
NB
KNN
T
AFLS
RBFN
GMM

Support Vector Machine
Random Forest
Neural Network
Discriminant Anlysis
Naive Bayes
K-Nearest Neighbors
Thresholding
Adaptive Fuzzy Logic Sys.
Radial Basis Function Net
Gaussian Mixture Model

PCA

Principal Component Anal.

LVQ
Ctree
VSCH
CRF

Leaning Vector Quantization
Classification Tree
Vector Supp. Convex Hull
Conditional Random Fields
METRICS

Ac
Se
Sp
Pr
Re
TNR

Accuracy
Sensitivity
Specificity
Precision
Recall
True Negative Rate

P AT H O L O G I E S

FPR

False Positive Rate

Esophageal Adenocarcinoma
Squamous Cell Carcinoma
Classification
Detection

FPPF
CM
ORA
CKC

False Positives Per Frame
Confusion Matrix
Overall Recognition Ac.
Cohen’s Kappa Coefficient

V A L I D AT I O N

FPR

False Positive Rate

CV
LOO
LOPO
MC

Cross-Validation
Leave-One-Out
Leave-One-Patient-Out
Mote-Carlo

FAR
MDR
NPV
PPV

False Alarm Rate
Missed Detection Rate
Negative Predictive Value
Positive Predictive Value

DiagAc

Diagnostic Accuracy

AUC

Area Under the Curve

Table 2.8 — Employed abbreviations in Tables 2.3–2.7.
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CH
11%

GLCM
10%

TSH
3%

SVM
36%

NB
3%
Boosting
3%
KNN
14%

BoW
10%
CWC
6%

LBP
26%

NN
12%

Validation method
Same set
11%
LOPOCV
5%

RF
4%

Metrics

CM; 4
FPPF; 4
AUC; 14

DA
8%

Other; 16
Accuracy;
66

FPR; 6
Holdout
41%

Precision;
15

LOOCV
17%

Specificity;
72
k-fold CV
20%

MCCV
6%

Sensitivity;
77

Figure 2.12 — Pie charts of the employed methods for endoscopic image analysis. Note that the
pie chart for Metrics (bottom right) displays absolute numbers, while the others show percentages.

2.8

Techniques for endoscopic image analysis

In this section we briefly reflect on the purpose of the literature study and the
overview of state-of-the-art techniques. A primary objective of this study was the
listing and categorization of promising techniques for endoscopic image analysis.
The conclusions of this analysis motivate the algorithm choices of the experiments
described in the following chapters. With respect to the design of a CAD system,
we have to choose the most suitable visual features of cancerous tissue, after which
the tissue should be classified. Both stages operate with a higher quality when
well-chosen algorithms are adopted. The CAD system should then be validated
by medical experts with accepted evaluation methods. Finally, the performance
of the system should be objectively evaluated, so that appropriate metrics for performance measurements should be chosen. Therefore, the conclusions following
from the literature analysis will specifically concentrate on these four areas.
The results of the literature study are presented by the overview in Tables 2.3–
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2.7. Since a considerable amount of studies modify or combine existing techniques
for their purpose, these tables are not fully conclusive with respect to the complete
algorithms, as proposed in the papers. Rather, they show the employed methods
forming typical building blocks of CAD systems. Furthermore, none of the studies
in Tables 2.3–2.7 have investigated Barrett’s cancer detection in HD endoscopic
image analysis, although they offer useful clues for the development of such a
system. Moreover, a considerable fraction of the included studies devised novel
feature extraction methods. In these cases, the tables display the aspect that the
proposed features aim to capture: Color (C), Texture (T) or Shape (S). Table 2.8
presents an overview of the employed abbreviations in Tables 2.3–2.7. Figure 2.12
shows four pie charts, displaying the distribution of employed methods for (1) feature extraction, (2) classification, (3) validation and (4) performance evaluation
(metrics).
Features: Regarding the three types of features discussed in Section 2.3, most of
the employed features for endoscopic image analysis can be categorized as texture
features. The DWT, GLCM and LBP are used as a basis for capturing texture
in 55% of the studies. Furthermore, CWC (6%) and BoW (10%) are also based
on the previous three methods, yielding an even larger share for those texture
features. With respect to color, the CH is clearly the most popular method (11%),
followed by the CWC (6%), which simultaneously capture texture information,
but the latter also involves considerably more computational complexity. Hence,
the DWT, GLCM, LBP and CH form the primary basis for feature selection and
exploration.
Classification: Employed in over one-third of the investigated studies, SVM (36%)
is evidently the most popular classification technique. This choice is often motivated by its conceptual clarity, robustness for multiple problems and its fast
execution time. When the focus of a study is on the comparison of different
features, KNN (14%) is generally employed, because of its low complexity and
easy interpretation. Alternatively, for the same reason, NB (3%) of DA (8%) are
sometimes used for classification. Relatively complex, multi-staged features are
typically followed by a thresholding operation (10%). Another notable observation is that the use of NN (12%) is regularly rejected due to its black-box nature.
However, given the recent success that deep learning has demonstrated, we expect
that the superior performance will partially outweigh this disadvantage for future
studies. Based on the above observations, SVM is a natural candidate for further
CAD system development.
Validation methods and metrics: For evaluating the performance of the proposed
CAD systems, typically a holdout validation approach (41%) is employed and the
accuracy (66), sensitivity (77) and specificity (72) are recorded in the 108 investigated studies. The AUC offers a clear summarization of all achievable operating
points, however, this metric is reported in only 14 of the 108 investigated studies.
Although this metric does not apply to all studies, it can be computed for all studies reporting their sensitivity and specificity. The pie-charts in Figure 2.12 and the
underlying Tables 2.3–2.7 show that the performance evaluation of CAD systems
41

Chapter 2

2.8. Techniques for endoscopic image analysis

2 . I N T R O T O C A D A N D I T S A P P L I C AT I O N I N E N D O S C O P Y
Traditional CAD approach
Data

Pre-processing

Classification

Prediction /
diagnosis

Classification by deep neural network

Prediction /
diagnosis

Feature
extraction
Deep learining CAD approach

Chapter 2

Data

Pre-processing

Figure 2.13 — Traditional CAD architecture (top) versus the deep learning approach (bottom).

for endoscopic image analysis is very heterogeneous, inhibiting comparability
and reproducibility of the results. This lack of comparability will be thoroughly
addressed later in this thesis.

2.9

Recent developments in CAD

Fueled by the exponential increase in computational power and the vastly increasing amount of data, during the development of this thesis, deep learning has
emerged as a powerful, alternative approach to the traditional machine learning
methods. For this reason, it is briefly addressed here. This technique employs an
artificial neural network of multiple layers, in order to simultaneously learn the
most discriminative features and the optimal classifier. This integrated approach
blurs the distinction between these two stages (see bottom diagram of Figure 2.13).
After limited success in the 1980s, the research in this field reinvigorated after providing an optimal solution for first speech recognition in 2010 [218], [219] and
image classification in 2012 [220]. Due to the enormous amount of data that is
typically required to train these deep neural networks - millions of examples its application for CAD was initially constrained. However, recent developments
have shown that the knowledge contained in these networks can be transferred
between different application domains (referred to as Transfer Learning), demonstrating very promising results for a number of clinical applications [221], [222].
A Convolutional Neural Network (CNN) is a deep learning approach for
image analysis, which has demonstrated enormous success over the last years.
The layers in this network consist of filtering operations, for which the kernel
elements correspond to the weights in a standard NN. Hence, these kernels are
automatically learned during the training of such networks. The (pre-processed)
image serves as input of the first layer and the network automatically learns the
most discriminative features, based on the provided training set. This leads to
a hierarchical feature representation, in which the first layer typically comprises
low-level features such as edge detectors, while the layers deeper in the learning
network amount to high-level features, which activate when a certain structure
appears (see Figure 2.14). After each filtering operation, the pixels of the filtered
image serve as input for the non-linear activation functions in the network nodes.
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Figure 2.14 — CNN features (courtesy Zeiler and Fergus [224]).
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Figure 2.15 — CNN architecture of AlexNet [220].

Subsequently, a pooling operation is generally applied, to summarize the local
responses3 . The outputs of this pooling layer serve as inputs for the next filtering
layer, which typically comprises a larger set of filters with a smaller kernel size.
This structure, filtering – activation function – pooling, is repeated for a number
of layers, after which a traditional, shallow, Neural Network structure is applied
of a few layers. These layers do not have a spatial dependency on the previous
layers: all outputs of the previous layers are connected to all nodes in the next
layer. For this reason, these layers are referred to as Fully Connected (FC) layers.
Finally, after the last FC layer, a Softmax function is employed to generate class
probabilities. Figure 2.15 shows an example of a popular CNN architecture.
3 Although the pooling layers were an essential element of the networks when they achieved the
first successes, networks without pooling layers have also been proposed [223]. Moreover, Generative
Adversarial Networks (GANs) are one of the most successful forms of CNNs up to date, which do not
employ pooling operations.
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One major limitation of CNNs is that they require millions of labeled training
examples, which are generally not available and this particularly holds for medical
imagery. Although a dataset can be augmented by applying transformations to
the training samples to generate new data points, a process known as data augmentation, tens of thousands of images are still needed to train a CNN. As a solution to
this problem, Oquab et al. found that the node responses of a pre-trained network
have very good discriminative properties for imagery of other domains [225]. For
example a CNN can be trained on a large set of images showing animals, and the
learned hierarchical feature representation can then be exploited for the classification of vehicles. This procedure is known as Transfer learning, for which there are
basically two approaches: (1) fine-tuning of the weights of a pre-trained network,
or (2) using a pre-trained CNN as a feature extractor. In the first option, typically
the first number of layers are fixed, to reduce the number of parameters that need
to be estimated. Furthermore, the first layers generally comprise generic low-level
features such as edges and color gradients. In the second approach, the outputs
of one of the FC layers are used as a feature representation, which is then subsequently employed to train a conventional classifier (see Section 2.4). Recently, two
independent studies by Shin et al. [221] and Tajbakhsh et al. [222] expanded the
idea of transfer learning, by transferring the knowledge learned from real-world
objects to the medical domain, and successfully applying it to CAD. These studies
showed that CNNs can be successfully applied to various application domains
and with different network architectures. This approach will be further explored
in Chapter 8.

2.10

Summary and conclusions

This chapter has introduced Computer-Aided Diagnosis/Detection (CAD) and
elaborated the basic stages that typically employed for a CAD system. The generic
primary stages are summarized as follows, after which we provide the typical
choices for endoscopic image analysis.
In the (1) Pre-processing, the raw signal quality is enhanced and optimized
for further processing. (2) Feature extraction involves extracting discriminative
information for the detection task from the pre-processed signal. (3) Classification consists of modeling and predicting the structures in the data. This stage
comprises two steps, i.e. model training based on labeled examples and next,
model usage for new data, predicting its class based on the extracted features. (4)
Post-processing is used for polishing the classifier output or preparing it for human interpretation. This involves e.g. removing small, low-confidence predictions.
These generic CAD stages are now detailed with respect to the forthcoming
promising techniques for Barrett’s cancer detection.
(A) Techniques for pre-processing: The pre-processing methodologies are typically
quite problem-specific. However, typical methods for pre-processing involve
44
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(B) Techniques for feature extraction: The majority of algorithms extract texture
and color information of the signal, which is in some cases extended with
features capturing shape. For this purpose, the Discrete Wavelet Transform (DWT), Gray-Level Co-occurrence Matrices (GLCM) and Local Binary
Patterns (LBP) are often employed. These texture features are generally
enriched with color information, captured by the relatively simple Color
Histogram (CH). Occasionally, the computationally more complex Color
Wavelet Covariance (CWC) is employed to jointly describe color and texture.
(C) Techniques for classification: Most endoscopic CAD systems employ a Support Vector Machine (SVM) classifier, motivated by its fast execution time,
conceptual clarity and good, robust results for comparable classification
tasks. For the comparison of the discriminative properties of different features, relatively simple classification techniques are used, such as K-Nearest
Neighbors (KNN), Discriminant Analysis (DA) and thresholding.
(D) Techniques for post-processing: The post-processing techniques vary considerably among studies, depending on the application and the methods employed in the preceding stages and required output. However, this stage is
often incorporated to remove small false detections by means of e.g. binary
morphological filtering.
With respect to performance evaluation methods, also a large variation exists. Although ROC analysis and the resulting Area Under the Curve (AUC) is a
well-established method to evaluate the performance of a binary classifier, it is
employed in only a small amount of studies. Furthermore, the holdout validation
approach is by far the most popular method for measuring the performance of an
endoscopic CAD system, although the sample size is typically small and holdout
is prone to bias. Another form of bias that is observed in the majority of studies,
is that data from the same patient can appear in both the test and the training set.
Moreover, a large heterogeneity in validation approaches is observed within these
studies, leading to limited comparability and reproducibility of the results.
The last part of this chapter has introduced a novel approach to CAD based
on recent developments in the field of machine learning and computer vision,
called Deep Learning with Convolutional Neural Networks (CNNs) for image
analysis. Although CNNs yield spectacular improvements for object detection
and recognition, it typically requires enormous amounts of data, rendering it less
feasible for the medical domain. However, recent studies have shown that learned
45
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detection of poorly illuminated areas such as the lumen and overexposed
image regions due to specular reflections. Furthermore, some methods employ a superpixel approach to find natural-contour image regions, which
are subsequently used for analysis.
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models can be applied to medical image analysis with transfer learning. This
approach is investigated in Chapter 8 for the analysis of VLE imagery.
The next two chapters consider the candidate techniques from this chapter in
the systematic development of a CAD system for early cancer detection in BE.
First, Chapter 3 investigates the optimal features for this application, after which
Chapter 4 implements these features in a complete CAD system for Barrett’s
cancer detection in HD white-light endoscopy.
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“One man’s noise is another man’s signal.”

3
3.1

Feature selection for early
cancer detection

Introduction

The previous chapter has introduced Computer-Aided Detection and Diagnosis
(jointly referred to as CAD) and its applications for endoscopic image analysis.
The different components of a typical CAD system were discussed and a wide
variety of techniques that are employed within a range of application domains
in endoscopy, have been evaluated. This chapter concentrates on the first two
stages in the traditional CAD pipeline, namely pre-processing and feature extraction
(see Figure 2.1), and the suitability of techniques for Barrett’s cancer detection is
investigated. The proper design of these two initial steps is crucial to the overall
performance of the CAD system, since they provide the numerical basis on which
a classification model is constructed. Such a model requires distinguishable classes
in feature space and it is therefore essential that the discriminative information
between the classes is captured, while noise and redundancy are discarded. The
appropriate choice of features is paramount for meeting these requirements on
discriminative properties and suppression of noise [175], [226]–[228]. Furthermore, while aiming at real-time execution, factors such as feature complexity and
computation time introduce additional constraints into the system design process. While in numerous studies on endoscopic image analysis, texture and shape
features often yield good results [92], [96], [114], [147], [165], [166], [229]–[232], it
has been demonstrated that the inclusion of color features can also greatly enhance the results [75], [112], [158], [184], [214], [233]–[236]. In addition, using the
appropriate color system to extract those features can significantly affect the final
system performance [155], [231], [237]–[239].
As presented in Section 2.8, relevant features for endoscopic image analysis
have been investigated for a wide range of applications. However, none of these
studies focus on Barrett’s cancer detection in HD endoscopic images. Moreover,
because the visual appearance of early Barrett’s cancer is considerably different
from e.g. colonic polyps, ulcers or gastric tumors, it is not clear whether the conclusions of these studies will also hold for Barrett’s cancer detection. Furthermore,
the intrinsic image quality of HD endoscopic images clearly differs from the endoscopic imagery that has been investigated earlier. For the above reasons, it is
essential to establish the best features and underlying color system for Barrett’s
cancer detection in HD endoscopic imagery. In this chapter, we evaluate the per47
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formance of several color system transformations and feature extraction methods
for Barrett’s cancer detection and based on these experiments, we propose optimal
candidates, given the clinical setting and technical requirements.
The above reasoning is still at a general level, but the nature of endoscopic
inspection within a human body implies specific aspect that are typically not considered in general image analysis. As a refinement of the above general problem
statement, we therefore list the following aspects.

Chapter 3

• Endoscopic equipment delivers circular-shaped images, where typically the
approximate center of the image cannot be used for analysis, because it
contains no useful visual information.
• The quality within each image is strongly non-uniform, due to e.g. lens
distortion and variable illumination of the tissue. This leads to blurring at
the outside boundaries of the image, perspective distortion and deformation
and intensity variation.
• It is evident that within a human body, the color of tissue and blood and
other intestinal fluids are essential and provide dominant colors. Therefore,
the choice of the color system should be optimized to expand detection
capabilities.
• The difference between cancerous and non-dysplastic tissue is very subtle
and requires the identification of robust and descriptive features capturing those subtle patterns deviating from non-cancerous tissue. Any preprocessing resulting from the above-mentioned aspects, should not influence
of the performance of the chosen features.
This chapter is outlined as follows. First, Section 3.2 elaborates on a number
of commonly employed color-space transformations and Section 3.3 introduces
a broad range of features for capturing the shape, texture and color of the image
content. Next, the employed experimental setup is described for finding the most
suitable candidates for Barrett’s cancer detection in Section 3.4. The experimental
results are presented in Section 3.5, after which Section 3.6 concludes this chapter.

3.2

Color systems

Colors in images can be represented in various ways. A method that numerically
defines colors is called a color system (also called color model or color space). A color
system generally defines a set of axes along which certain properties of color are
quantitatively expressed. In the space spanned by these axes, a color is represented
by a single point. Due to the nature of the human visual system, a single color
is often characterized by a 3 × 1 vector, but in some cases it is beneficial to use a
larger vector, for example, when taking into account hardware constraints. In this
thesis we refer to elements of this vector as the color components or color channels.
Since the advent of digital image processing, several color systems have been
proposed, each with specific advantages: e.g. the RGB color system, aligning with
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Figure 3.1 — Left: the RGB color cube and right: a geometrical arrangement of RGB color system.

the color channels of most electronic sensors and displays, the CKMY color model
that allows for efficient printing, or the HSI color model offering an intuitive
way for humans to describe color. In the following sub-sections, three commonly
employed color systems that are potentially suitable for endoscopic image analysis
are discussed.
3.2.1 RGB
In the RGB color system, colors are defined by the intensities of their spectral
components around wavelengths of red, green and blue light. In this thesis we
normalize each of the three intensities to a range of [0, 1] for convenience. Hence,
a color is represented by CRGB = [R, G, B] with 0 ≤ R, G, B ≤ 1, yielding a linear
subspace which has the form of a cube (see Figure 3.1). In this color cube, the points
[1, 0, 0], [0, 1, 0] and [0, 0, 1] define the pure form of the colors red, green and blue,
respectively. Black and white are represented by [0, 0, 0] and [1, 1, 1], respectively,
and the line between these two points contains all grayscale values within the
cube, i.e. all points with equal color components (CRGB = [R, G, B] : R = G = B).
Most hardware for capturing and displaying images employs separate red,
green and blue components. For this reason, RGB is an attractive color system to
work with, as the input signal requires no additional transformations. Therefore,
in our experiments, we evaluate the potential of RGB color system as basis for
feature extraction.
3.2.2 Hue Saturation Intensity (HSI)
Aiming to describe colors in a way that is more intuitive to humans, the HSI
color system defines a distinct channel for the hue of a color. This is a parameter
that quantizes the subjective color, e.g. violet, blue, cyan, green, yellow, orange,
red, etc.. In addition, the saturation channel describes the “purity” of a color and
the intensity channel captures the brightness. This offers a color representation
that is closer to the subjective description of colors, in which the color-carrying
component is separated from the perceived intensity of a color. For example, a
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Figure 3.2 — Left: visualization of the HSI color cylinder and right: a geometrical arrangement of
HSI color system.

human observer typically describes the color of a tomato as being dark red, which
yields an indication for the numerical values of the hue (red) and saturation (dark)
components (together also referred to as the chromaticity). The chromaticity of
the tomato will not change if the intensity of the lighting is increased, because
this aspect is captured by the intensity channel. This strict separation of color
and brightness offers another attractive property: the combined hue and saturation components, offer a color representation that is robust to varying lighting
conditions, rendering it an appealing color system for endoscopic image processing. In addition, the grayscale-transformed image is contained in the intensity
channel, which yields additional benefits from a image processing point-of-view.
For example, multiple medical imaging systems, like X-ray, Ulstrasound and the
VLE system that will be discussed in Chapter 8, are intrinsically intensity-based
without color. The grayscale channel of HSI offers then a natural interface to such
systems. In endoscopic image analysis this can also lead to specific advantages, as
will become clear in Chapter 4.
Since endoscopic imagery is typically captured in RGB color system, a conversion is required for mapping an image to HSI color system. The conversion from
RGB to HSI is given [240] by
(
θ
B ≤ G,
H=
(3.1)
◦
360 − θ B > G,
3
S =1−
min (R, G, B) ,
(3.2)
R+G+B
1
I = (R + G + B) ,
(3.3)
3
with
θ = arccos



q
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3.2.3 YCbCr color system
Due to a skewed distribution of rods and cones in the retina, the human visual
system is more sensitive and precise to grayscale information than to variations in
color. This fact is exploited by the YCbCr color system, which stores the grayscale
information in a separate component Y , called the luminance component, while
the color information is contained in a blue-difference component Cb and a reddifference component Cr. The separation into a intensity-related signal component and color-difference components is particularly useful in coding and compression, where a larger proportion of the available bandwidth is spent on the
luminance component in order to obtain a higher perceptive image quality. For endoscopic image analysis, this color system offers two attractive properties. First, a
grayscale-converted version is contained in the luminance channel, which enables
straightforward texture analysis, and second, due to the color of intestinal tissue,
most of the energy of a signal captured during endoscopy will be in the red part
of the spectrum. Hence, decoupling the red-difference in a separate component
removes the bias in the signal and enables direct analysis of this component for
semantic purposes.
Geometrically, the conversion from RGB to YCbCr is an affine transformation
that rotates, scales and applies an offset to the original RGB cube of Figure 3.1.
This transformation is defined by
Y = KRY R + KGY G + KBY B,

(3.5)

CB = KCB (B − Y ),

(3.6)

CR = KCR (R − Y ),

(3.7)

where, KRY , KGY and KBY are constants that are used for gamma correction
of the luminance component and KCB and KCR normalize the color-difference
channels. In this thesis, we adopt the standard of the International Telecommunication Union (ITU) [241], which defines KRY = 0.299, KGY = 0.587, KBY = 0.114,
KCB = 1.402 and KCR = 1.772.
3.2.4 Summary on color systems
The different color systems discussed above can lead to variations in the final
detection performance of a CAD system. The employed color model defines the
basis for feature extraction and further processing. While RGB offers a straightforward representation from a hardware perspective, HSI defines a model that is
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where R, G and B represent the values of the red, green and blue channels in the
RGB color system, respectively. While the RGB color system can be mapped on
the so-called color cube, HSI can be geometrically represented by a cylinder (see
Figure 3.2). Each point within this cylinder represents a color and is defined along
three axes. The intensity component defines the position along the axial direction,
the saturation component represents the position along the radial dimension and
the hue component corresponds to the position along the tangential axis.
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Category

Feature

Property

Texture

Gray-Level Concurrence Matrix (GLCM)

Homogeneity
Contrast
Energy
Entropy
Dissimilarity
Correlation
histogram of TUs
histogram of LBP
average filter output
std. deviation of filter output
response of subband range
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Texture Spectrum Histogram (TSH)
Local Binary Patterns (LBP)
Gabor filters
Discrete Cosine Transform (DCT)
Shape

Histogram of Oriented Gradients (HOG)
Gabor filters

concatenated histograms
average filter output
std. deviation of filter output

Color

Color Histogram (CH)
Local Color Statistics (LCS)

histogram of color channels
average intensity
std. deviation of intensities

Table 3.1 — Overview of attractive features for Barrett’s cancer detection.

more intuitive for human interpretation, featuring additional appealing properties
such as a distinct component to indicate the hue of a color and a separate brightness channel. Especially the latter property can be useful in endoscopic imaging,
where large variations in illumination are often encountered. While the YCbCr
color system lacks a specific brightness channel, it exhibits alternative benefits,
such as a gamma-corrected grayscale channel and a red-difference channel, which
might provide an appropriate basis for in-vivo imaging, given the general colors
of the in-body environment. The choice of an appropriate color system for our
endoscopic image analysis system will be included in the experiments for selecting suitable features for Barrett’s cancer detection. This has the benefit that each
color system can be evaluated in conjunction with specific features to optimize
the overall detection performance. Hence, this topic will be addressed later in this
chapter.

3.3

Features for Barrett’s cancer detection

As medical literature describes deviating color, texture and shape as major indicators for the presence of early Barrett’s cancer, we have selected a set of features
that capture these aspects. Table 3.1 presents an overview of this set and displays
the primary aspect that is quantified by these features. Section 3.4 will present an
experimental setup for finding the best candidates for the classification of cancerous tissue in BE. This subsection provides a brief introduction to each of these
features and motivates why they are attractive for endoscopic image analysis, and
in particular, Barrett’s cancer detection.
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3.3.1 Gray-level co-occurrence matrix features
A Gray-Level Co-occurrence Matrix (GLCM) captures local pixel differences and
the statistical properties of this matrix yield a good descriptor of local texture
contents. The use of co-occurrences of pixel intensities for texture analysis was
first proposed in 1973 by Haralick et al. [66] and since then it has been widely used
for pattern analysis. The algorithm captures statistics of an image without the
complete loss of spatial information, thereby making it a very useful descriptor of
texture. As early Barrett’s cancer can be partially discerned by different texture of
the tissue, we investigate the potential of Haralick’s co-occurrence based features
for our cancer detection algorithm.
A Gray-Level Co-occurrence Matrix (GLCM) is defined as
Pd
Ic (i, j)

=

M X
N
X

(
1

m=1 n=1

0

Ic (m, n) = i

and Ic (m + d1 , n + d2 ) = j,

otherwise,

(3.8)

where parameter d = (d1 , d2 ) denotes a two-dimensional displacement and Ic is
a grayscale image of size M × N pixels. Equation (3.8) describes that for a specified displacement, the amount of instances of a value pair (i, j) is counted in the
image Ic . This grayscale image can also represent a color channel of a color image.
Therefore, we use subscript c in image Ic for referring to the co-occurrence matrix
of different color channels. Every matrix Pd
Ic contains the pixel-intensity relations
for displacement d in color channel Ic . Typically, Pd
Ic is computed for several
displacements d, corresponding to different distances and in various directions.
This results in displacement vector Dθ , which contains the displacements in a
certain direction θ. For every displacement, we obtain a co-occurrence matrix Pd
Ic .
From the resulting co-occurrence matrices, statistical features are extracted. Haralick et al. [66] defined a set of features, of which we have selected the following list:

Homogeneity:

XX
i

Contrast:

j

XX
i

Energy:

XX
XX
−

2

(3.10)

P (i, j) ,

2

(3.11)

P (i, j) |i − j|,

(3.12)

j

XX
i

Correlation:

(i − j) P (i, j),

j

i

Entropy:

P (i, j) log (P (i, j) + ),

(3.13)

j

X X (i − µx ) (j − µy ) P (i, j)
i

(3.9)

j

i

Dissimilarity:

P(i, j)
,
1 + |i − j|

j

σx σy

.

(3.14)
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In the above list, P denotes the normalized co-occurrence matrix, where the
super- and subscripts are omitted for simplicity, with P(i, j) referring to individual
matrix elements and  represents a small number to ensure a non-zero argument
for the logarithm. Parameters µx , µy and σx , σy denote the statistical mean and
standard deviation in the directions of i and j, respectively. The choice of the
above six features is motivated by the visual features of the image signal: flatness
(Homogeneity), contrast, signal variation (Energy), signal activity (Entropy), signal
statistics (Correlation) and averaged local signal difference (Dissimilarity).
Because of the huge amount of possible intensity relations for an 8-bit grayscale
image, the image is generally quantized in B bins prior to computing the cooccurrence matrices, where B  256. We will evaluate B = 8, 16 and 32 bins,
using displacement vectors Dθ (n) = 2n for n = 0, 1, . . . , blog2 (min (m, n))c and
employ values θ = 0o , 45o , 90o , 135o for the direction of the displacement. By
using exponential sampling, both close and distant pixel relations are taken into
account, while remaining a compact representation.
3.3.2 Texture Spectrum Histogram
The Texture Spectrum Histogram (TSH) proposed by Wang et al. [67], offers information on the distribution of texture in an image, which is based on small units
of texture, called Texture Units (TUs). A TU is represented by 8 elements, which
are the direct neighbors of pixel (m, n) and its intensity gc in a 3 × 3 pixel window.
The values gp of the direct neighboring pixels are mapped onto one parameter Bp ,
taking one of three possible values (0, 1, 2) by the following function


0
Bp = 1


2

gp < gc ,
gp = gc ,

for

p = 1, 2, . . . 8,

(3.15)

gp > gc ,

where p = 1, 2, . . . 8 relate to the eight surrounding pixel positions. The texture
unit TU has a code value that is computed by
CT U (m, n) =

8
X

Bp × 3p−1 ,

(3.16)

p=1

where m and n define the pixel coordinates of the window center. This ternary
code is computed for all pixel positions in an image and the occurrence histogram
of all codes CT U yields the corresponding feature vector.
3.3.3 Local Binary Patterns
Building on the work of Wang et al., Local Binary Patterns (LBP) were proposed
as a two-level alternative of the TSH feature by Ojala et al. [68]. Over the last two
decades, this feature has proven to be a very useful descriptor of texture for a
variety of image analysis applications [69]. We include LBP in our experiments
because of the promising results, which have been reported in similar studies on
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𝑔𝑔3
𝑔𝑔𝑐𝑐

𝑔𝑔1

𝑔𝑔12

Figure 3.3 — Circularly symmetric neighbor sets around center pixel gc for a different number of
neighbors N and radii R. Left: N = 8, R = 1, middle: N = 12, R = 2 and right: N = 8, R = 3.

endoscopic image analysis (see Section 2.8). Just as TSH, LBP describes the spatial
relations of pixel intensities in a local neighborhood, but LBP employs a different
method for selecting this neighbourhood. Whereas TSH defines a fixed 3 × 3
pixel window, LBP employs a circular structure around the center pixel, with an
adjustable radius and number of samples (see Figure 3.3). Using the pixel values
gp along this circular structure, a binary pattern b is generated by comparing
each of these values with the intensity of the center pixel gc . We have used vector
notation for b to address its individual elements b(i). For each pixel in the circular
structure, a binary “0” is assigned to b when the center pixel value exceeds that
of a circular neighbor, i.e. when gc ≤ gp , and a binary “1” is assigned otherwise.
The histogram of these binary patterns yields the LBP feature vector.
LBPs can be efficiently computed by assigning a code value CLBP to the binary
pattern b for each pixel position (m, n) using
CLBP (m, n) =

N
X

s (gn − gc ) 2n−1 ,

(3.17)

n=1

where N denotes the number of neighbors and the unit step function s (x) given
by
(
1 x ≥ 0,
s (x) =
(3.18)
0 x < 0,
captures the binary values of b.
In order to make the operator invariant against grayscale bias and rotation,
LBP has been extended by only taking into account the spatial transitions (bitwise 0/1 changes) in the circular neighborhood and then using a bitwise shift
for maximizing the amount of most significant bits that are equal to zero [70].
While experimenting with these extended LBPs, Ojala et al. have discovered that
some patterns occur much more often than others, which they define as uniform.
These uniform patterns have only a few spatial transitions within their circular
structure. Therefore, a uniformity measure U is introduced which corresponds to
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this number of spatial transitions of b. Patterns are called uniform if they contain
at most 2 spatial transitions, i.e. U ≤ 2. These adaptations lead to Rotation Invariant Uniform Local Binary Patterns (RIULBPs), for which code values are derived
using
(P
N
U (LBPN,R ) ≤ 2,
riu2
n=1 s(gn − gc )
CLBP
(m, n) =
(3.19)
N +1
otherwise.
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Here, U (·) yields a uniformity measure that corresponds to the number of bitwise
0/1 changes in the binary pattern. For example, binary patterns 00000000 and
11111111 both have zero uniformity and patterns 01100110 and 11101001
have a uniformity of U = 4. This uniformity can be expressed mathematically by
U (b) =|s(gN − gc ) − s(g1 − gc )|
+

N
X

|s(gp−1 − gc ) − s(gp − gc )|,

(3.20)

n=2

where b represents the corresponding binary pattern. Also for RIULBP, the occurriu2
rence histogram of the code values CLBP
(m, n) for all pixel positions in an image
defines the LBP feature vector.

3.3.4 Histogram of Oriented Gradients
In an attempt to improve existing edge-based shape descriptors, Dalal et al. [72]
proposed to use histograms of gradient magnitudes in different directions for
capturing edge information, while preserving the large-scale structure information by using a grid-based approach. They called this feature Histogram of Oriented Gradients (HOG), which is a modification of the Scale-Invariant Feature
Transform (SIFT) descriptors proposed by Lowe et al. [242]. HOG is based on
evaluating the normalized local histogram of image gradient orientations and it
is implemented by dividing the image into small spatial regions, called cells. For
each cell, the image gradient is computed and the magnitude-weighted gradient
orientations are employed to construct the histogram. Subsequently, somewhat
larger spatial regions, called blocks, are used to contrast-normalize all cells within
one block.
In this thesis, we compute the 9-bin histograms using square cells of 10 ×
10 pixels with an overlap of 5 pixels in both directions. When we use small cells,
the captured gradients correspond to coarse texture patterns from tumorous tissue.
An input image is convolved with first-order difference masks Mx = [1, 0, −1]
and My = [1, 0, −1]T to produce the horizontal and vertical gradients Gx and Gy ,
respectively. Next, the gradient magnitude is computed using
G=
56

q
G2x + G2y ,

(3.21)
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and the gradient orientation is derived with
 G 
y
,
Gx + 

(3.22)

where  is a small positive number to ensure a non-zero denominator. Because our
experiments involve small image patches rather than full images, there is no need
for the use of normalizing blocks, since the local contrast is relatively uniform
within a single patch. However, the contrast between different image patches may
vary due to different lighting conditions. Therefore, the gradient strengths are
locally normalized, to achieve a higher robustness to variations in illumination
and contrast changes between different image patches.
3.3.5 Gabor features
Since first proposed in 1946, Gabor filters have become a popular tool for yielding
a signal representation in both time and frequency domain, featuring the property
that their simultaneous resolution in both domains is maximal [73]. Daugman
found that, if extended to the 2D (spatial) domain, Gabor filters are similar to the
2D receptive-field profiles of simple cells in the mammalian visual cortex [243].
Inspired by this work, Manjunath and Ma have shown that these 2D Gabor filters
can be applied successfully to texture analysis [244], while they have also been
used in many generic image processing applications [245].
The 2D Gabor function g(x, y) is specified by:
g(x, y) =



n 1  x2
o
1 
y2 
exp −
+
+
j2πf
x
,
c
2πσx σy
2 σx2
σy2

(3.23)

where fc is the center frequency of the filter and σx and σy are the effective bandwidths of the filter in horizontal and vertical direction, respectively. The 2D Gabor
function can be used to generate a complete non-orthogonal basis for 2D signals
of P scales and Q orientations with generating function:
gpq (x, y) = a−p g(x0 , y 0 ),

(3.24)

where scaling factor a > 1, scale- and orientation index p, q ∈ Z and the rotated
coordinate system:
x0 = a−p (x cos θ + y sin θ),
(3.25)
y 0 = a−p (−x sin θ + y cos θ),

(3.26)

where θ = qπ/Q and Q is a pre-determined number of orientations for each scale.
For computing the Gabor features, each color channel of an input image is
filtered using a set of Gabor filters of P scales and Q orientations, which are
2
generated using Equation (3.24). Next, the mean µp,q and variance σp,q
of the
filtered color channels are computed for each scale p = 1, 2, .., P and orientation
q = 1, 2, ..., Q, yielding a feature vector of length 6P Q. In order to make the
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feature vectors rotation invariant, we employ two approaches: the DFT approach
proposed by Lahajnar et al. [246] and the circular-shift approach proposed by
Ng et al. [247]. In the DFT approach, the magnitude of the Fourier transform of
2
both the µp,q and the σp,q
are computed for fixed p and combined to form a feature
vector. In the circular-shift approach, the feature vector is re-oriented based on the
dominant orientation d, which is defined by
d = max
q

P
X

(3.27)

µp,q .

p=1
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For achieving rotational invariance, the dominant orientation d is determined on
Eqn. (3.27) after which the elements of µp,q are shifted such that the dominant
value is at the first entry of the feature vector. Finally, the corresponding elements
σp,q are shifted accordingly.
3.3.6 DCT-based features
The Discrete Cosine Transform (DCT) decomposes an image in a weighted sum of
cosines with different frequencies. The coefficients of the resulting weighted sum
define the transformed signal. Furthermore, in contrast to the Discrete Fourier
Transform (DFT), the DCT is an entirely real operation and it does not resort to
the complex domain. Hence, the DCT offers a fast and efficient method to acquire
an approximation of the spectrum of a signal. Because texture can be adequately
characterized by frequency, we adopt the DCT as an additional texture feature.
The N -point 2D DCT is defined by
N
−1 N
−1
X
X
4
(2i + 1)uπ
y (u, v) = 2 C(u)C(v)
Ip (m, n) cos
N
2N
m=0 n=0

!

!
(2j + 1)vπ
cos
,
2N
(3.28)

where Ip represents an image
patch of N × N pixels and C(·) is a normalization
√
factor that is equal to 1/ 2 if its argument is zero and is equal to unity otherwise.
For computing the DCT-based features, we apply an N -point DCT transform to
each color channel, where we select N equal to one fifth of the width of the image
patches wpatch to extract both spatial and spectral information. This yields M =
2
(wpatch /5) coefficients per color plane for each image patch. An initial analysis of
the signal shows that the relevant spectral information is typically located in the
coefficient positions for which u, v ≤ N/2 and u, v 6= 0. Consequently, we select
the corresponding coefficients for further processing. This involves computing
2
the mean µu,v and variance σu,v
of these coefficients, which are used as a feature
vector.
3.3.7 Color histogram and color statistics
From Chapter 1 it is clear that color plays an important role in the identification of
early Barrett’s cancer. Due to its broad success in various applications and its low
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Nature
texture
texture
texture
texture/shape
texture
shape
color
color

Dimensionality
10 ∼ 100 ‡
6, 561
10 ∼ 100
10 ∼ 500
10 ∼ 500
100 ∼ 10.000 ‡
12 − 768
6

Complexity
high
moderate
moderate
moderate
moderate
moderate
low
very low

Table 3.2 — Overview of evaluated features and their properties. (‡ Dependent on patch size.)

complexity, we employ the Color Histogram (CH) as a key feature for explicitly
quantifying color information. The CH captures the distribution of pixel intensities
for each color component. Let Mic be the number of pixels with intensity i in color
component c, then the normalized CH is defined as
CH c (k) =

1 X c
Mi ,
Nc
c

k = 1, 2, .., K,

(3.29)

i∈Bk

where Bk denotes the k th bin, K is the number of bins per color component and
Nc stands for the number of pixels in color component c.
As a more compact and computation-efficient alternative, we also evaluate
a feature that employs only the mean and variance in each color channel as a
representation of the color content. We will refer to this feature as Local Color
Statistics (LCS).
3.3.8 Summary on texture, shape and color features
The image features presented in this section characterize different aspects that
can help in finding early Barrett’s cancer. Table 3.2 summarizes the important
properties of each feature, including their primary nature (i.e. texture, shape or
color), their approximate dimensionality and the estimated complexity. While
GLCM-based features yield a powerful, compact representation of texture, the
computational complexity for constructing the co-occurrence matrices is relatively
high. The LBP and TSH features offer an alternative approach to quantifying
texture at a slightly lower complexity. However, the dimensionality of TSH is by
definition considerably higher than for most other texture features, rendering it
a less attractive feature. The DCT and Gabor-based features exploit frequency
information to capture texture patterns, resulting in relatively compact signal
representations which are extracted with moderate computational complexity,
compared to the other evaluated features. To some extent, the Gabor-based features also capture shape, which can be an interesting aspect for detecting Barrett’s
cancer, especially for larger patch sizes. HOG features completely focus on extracting shape information, but their dimensionality grows exponentially with
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Feature
GLCM-based
TSH
LBP
Gabor-based
DCT-based
HOG
CH
LCS
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Generate labeled
data sets of
image patches

Compute
features &
normalize

Dimensionality
reduction using
PCA

Train and
evaluate SVM
classifier

(Sec. 3.4.1)

(Sec. 3.4.2)

(Sec. 3.4.3)

(Sec. 3.4.4)

Figure 3.4 — Schematic diagram of the pre-determined experimental setup.
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the patch size. Hence, they can be less efficiently computed at the scale for which
adopting a shape descriptor becomes gradually attractive. In contrast, both color
features are computed very efficiently and their dimensionality does not depend
on the patch size. However, using color as the only descriptor will certainly yield
a too simplistic representation for enabling a robust discrimination between early
cancer and non-dysplastic tissue. The evaluation of the discussed features will be
elaborated in the following section on experiments.

3.4

Experimental setup

In order to find the best features for early Barrett’s cancer detection, a number of
experiments is conducted, according to a pre-determined recipe, which is schematically depicted in Figure 3.4. First, expert annotations are collected and used to
generate labeled data sets of small image patches of different sizes as ground truth,
which is described in Section 3.4.1. Subsequently, a number of transformations
is applied to the feature vectors for normalization and dimensionality reduction,
which will be discussed in Sections 3.4.2 and 3.4.3, respectively. Finally, the performance of each considered feature is measured by training an SVM and evaluating
the classification accuracy, which is discussed in more detail in Section 3.4.4.
3.4.1 Data set for evaluation
For clinical evaluation of the selected features, a dataset is constructed and a
gold standard is established, which has been carried out in the following fashion.
First, all available endoscopic images have been collected of 68 patients who were
treated for Barrett’s esophagus in a tertiary referral center for BE. From these
patients, biopsies were taken, according to the Seattle protocol prior to administering Radiofrequency Ablation (RFA) treatment. In addition, targeted biopsies were
extracted after thorough visual inspection of the mucosa. Based on histopathological data, the quality of the white-light images and the visibility of the lesion,
the medical specialist who treated these patients, selected 50 images of 11 patients
for our experiments and delineated the dysplastic tissue in these images. The
combination of these annotations and the histopathological data defines the gold
standard.
Since we aim to find features that can localize cancer in an endoscopic image,
our experiments concentrate on local analysis of the tissue. This allows for splitting
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patches of cancerous tissue
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patches of non-dysplastic tissue

Figure 3.5 — Endoscopic image of a cancerous lesion annotated by a medical expert (left) and
extracted image patches of various sizes (right).

Figure 3.6 — Enlarged image patches of 50 × 50 pixels for both classes in the generated data set:
cancerous tissue (left) and non-dysplastic tissue (right).

the images in small square, non-overlapping patches of N × N pixels, in order to
generate sufficient data points for training and testing. In this fashion, several data
sets DN of small image patches are generated for different patch sizes N = 25, 50
and 75 (see Figure 3.5). We have considered larger and smaller values as well, but
they appeared to be impractical or not successful. Image patches that are neither
completely inside nor completely outside the expert delineation, are discarded,
as no unambiguous ground-truth label is available for these patches. For all other
patches, a class label is available, i.e. dysplastic or non-dysplastic, based on the
employed gold standard. Prior to the experiments, both classes are balanced by
randomly sampling from the largest class, such that the number of samples is
equal for both classes. Figure 3.6 portrays a few examples of image patches of
both classes with a size of 50 × 50 pixels.
3.4.2 Feature computation and normalization
All features presented in Table 3.1 are computed for all image patches of the different data sets DN . Since the output range of the various feature methods is
not always in the same order of magnitude, we choose to normalize each feature
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individually by scaling to a unity interval, based on the feature values of the training set. Normalization is an important operation for enabling a fair comparison
between the different features, as the machine learning methods that are typically
employed, are often not invariant to affine transformations in which scaling is a
standard operation.
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3.4.3 Dimensionality reduction
To concentrate on the most discriminative dimensions and to reduce the dimensionality of the feature space F, Principal Component Analysis (PCA) is employed.
This technique rotates the data such that the first dimension has the highest variance and the last dimension has the lowest variance. Then only the first D∗ dimensions of the rotated space Frot are used for the data with reduced dimensions.
Hence, PCA maps a D-dimensional feature space F to a D∗ -dimensional feature
∗
space Frot
, discarding as little information as possible, where PCA assumes the
ideal case that none of the (intra-dimensional) variance is caused by noise. This
mapping is achieved by first computing a Singular Value Decomposition (SVD),
where the matrix F is decomposed into a selection of its Eigenvectors, so that
F = UΣVT ,

(3.30)

where F denotes an M × N matrix containing m feature vectors in n rows, U
is an M × M matrix containing the Eigenvectors of FFT , V is an N × N matrix
containing the Eigenvectors of FT F and Σ denotes an N × M diagonal matrix
containing the singular values of F. After computing the SVD, F is rotated using
Frot = FV, leading to a diagonal covariance matrix
FTrot Frot = VT VΣT UT UΣVT V = ΣT Σ = Σ2 .

(3.31)

Since by definition σ1 = Σ (1, 1) is the largest value and σD = Σ (D, D) is the
smallest value, the first dimension of Frot corresponds to the dimension containing
the highest variance and the last dimension of Frot corresponds to the lowest
variance. By only selecting the first D∗ dimensions of Frot for constructing F∗rot ,
only a small amount discriminative information is discarded.
In our experiments, we determine D∗ by taking the first K dimensions for
PK
which the sum k=1 σk is at least a fraction p < 1 of the total sum of the singular
PK
PD
values, i.e. D∗ is the smallest K for which k=1 σk ≥ p· l=1 σl holds. By applying
this dimensionality reduction step, where we have defined p = 0.95, feature
vectors are obtained having a lower amount of dimensions and are yet comparable
in discriminative power.
3.4.4 Classification
Due to good results in similar studies (see Section 2.8), a soft-margin Support
Vector Machine (SVM) is employed for the classification of the feature vectors. As
described in more detail in Section 2.4.2, an SVM classifier employs two important
hyperparameters, namely: the cost parameter C and the kernel function K (xi , xj ).
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In order to find the optimal C and K (xi , xj ), we employ a grid search and 10-fold
cross-validation to estimate the performance for a given set of parameters. We
evaluate two commonly used kernel functions:
• Linear:
K (xi , xj ) = xTi · xj ,

(3.32)



2
K (xi , xj ) = exp −γ kxi − xj k for γ > 0,

(3.33)

where we define search ranges C = 2i for i = 0, . . . , 10 and γ = −5, −4, . . . , +5.
The linear kernel function is basic and it leads to fast classification, but it only
allows linear decision boundaries. In this fashion, it counters overfitting of the
data, but it can also be too rigid for more complex class distributions. For this
reason, we have included the RBF kernel function in our experiments, allowing
for some flexibility in the separation boundaries using parameter γ.

3.5

Experimental results

Using the experimental setup described in Section 3.4, four distinct experiments
are conducted to investigate the potential of the selected features for the classification of early Barrett’s cancer. A schematic overview of the outline of this section
is displayed in Figure 3.7. In this section, the results of these experiments are
presented, which involve evaluating the performance of:
(I) individual texture/shape features (Section 3.5.1);
(II) individual color features (Section 3.5.2);
(III) texture/shape features combined with a color feature (Section 3.5.3);
(IV) texture/shape and color feature combinations (Section 3.5.4).
Next, it is demonstrated that certain combinations of features for capturing distinct
image aspects, lead to an improved performance. This effect is further demonstrated by an ROC analysis in Section 3.5.5 and Sections 3.5.6 and 3.5.7 evaluate
the ramifications of employing different color systems and different patch sizes,
respectively. Section 3.5.8 concludes this section with an analysis regarding the
computation time.
3.5.1 Texture and shape features
Table 3.3 shows the classification results for all evaluated texture and shape features for different patch sizes in RGB, HSI and YCbCr color systems. For all three
different patch sizes, the Gabor-based features show the best classification accuracy, with a maximum accuracy of 94.4%, 95.9% and 95.5% for a patch size of
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• Radial Basis Function (RBF):

(Sec. 3.5.2)

Experiment III:
Texture/shape
features combined
with a color feature
(Sec. 3.5.3)

Experiment IV:
Texture/shape and
color feature
combinations
(Sec. 3.5.4)

RGB

All patch sizes

All patch sizes

All patch sizes

50 × 50 pixels

HSI

All patch sizes

All patch sizes

All patch sizes

Not evaluated

YCbCr
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Color system (Sec. 3.5.6)
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All patch sizes

All patch sizes

All patch sizes

Not evaluated

Experiment II:
Individual color
features

Experiment I:
Individial
texture/shape
features
(Sec. 3.5.1)

Figure 3.7 — Schematic overview of the experiments discussed in Section 3.5. In addition to
the experiments listed in the diagram, the results of Experiments I–IV are compared using ROC
analysis in Section 3.5.5, color-system discrimination is made in Section 3.5.6, while the patch size is
investigated in Section 3.5.7 and the computation time for each feature is discussed in Section 3.5.8.
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Patch size =
25 × 25 pix.
RGB
HSI
YCbCr

Homogeneity
Contrast
Energy
Entropy
Dissimilarity
Correlation
HOG
TSH
RIULBP

92.2
92.2
91.7
92.7
92.5
89.9
88.3
80.6
84.3

Gabor (DFT)
Gabor (CS)
DCT-features
Average

Classification accuracy (%)
Patch size =
Patch size =
50 × 50 pix.
75 × 75 pix.
RGB
HSI
YCbCr
RGB
HSI
YCbCr

94.1
90.0
94.0
92.9
90.6
87.5
87.5
80.3
82.9

91.8
91.5
90.6
91.4
90.6
86.7
90.3
73.3
77.5

92.5
92.9
91.5
91.5
93.0
91.1
87.8
82.2
87.3

94.7
88.0
92.2
93.2
94.4
91.6
86.9
84.3
87.6

90.8
92.3
88.1
92.3
91.6
88.7
90.1
79.2
83.4

91.4
93.3
90.7
92.4
92.3
90.7
84.5
85.9
85.9

93.5
87.1
90.4
93.6
93.5
88.6
88.1
80.2
82.8

90.4
91.2
85.4
92.1
92.1
87.6
89.3
80.1
82.1

94.4

93.3

93.8

95.9

94.8

94.1

93.5

94.0

95.5

94.1
90.5
90.3

93.0
89.4
89.6

93.8
89.3
88.4

94.6
94.1
91.2

94.7
91.3
91.1

94.7
92.7
89.8

94.9
93.1
90.7

93.5
90.4
89.6

95.5
93.8
89.6

Table 3.3 — Classification performance (%) of texture and shape features in RGB, HSI and YCbCr
color systems. Small square frames indicate the best result for each patch size.
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25 × 25, 50 × 50 and 75 × 75 pixels, respectively. In addition, the Gabor-based
features exhibit a very stable classification performance over the different color
systems and patch sizes, with an average classification accuracy of 94.3%(±0.8)
and for which consistently, a high accuracy of ≥ 93% is observed.
Haralick’s GLCM-based features (first six rows of Table 3.3) show a slightly
inferior and less stable classification performance, with an overall average accuracy of 91.3%(±2.1). However, with the majority of results ≥ 90%, these features
still seem to capture the texture patterns that are associated with early Barrett’s
cancer reasonably well. A comparable performance is obtained by using the DCTbased features, with an average accuracy of 91.6%(±1.9). While capturing shape
rather than texture patterns, HOG also demonstrates a reasonable classification
performance, with an average accuracy of 88.1%(±1.8). In contrast, TSH and RIULBP display a somewhat lower classification performance, showing an average
accuracy of 80.7%(±3.5) and 83.8%(±3.1), respectively. It is quite plausible that
the local texture captured by these features is not sufficient for characterizing the
discriminative patterns, whereas all other features have a higher discriminative
power by taking into account several scales.
3.5.2 Color features
When only using color descriptors as features, the obtained classification results
are shown in Table 3.4. In this table, the classification accuracy is presented for the
Local Color Statistics (LCS) and the Color Histogram (CH) features, while using
several color systems and patch sizes. In addition, various bin sizes are evaluated
for the CH feature, ranging from 4 to 256.
An interesting observation from Table 3.4 is that surprisingly high accuracies
are demonstrated by relatively simple color features. This reinforces earlier medical findings that color is a very important discriminator between neoplastic and
non-dysplastic tissue. However, the performance of the most promising texture
features is not achieved. Another interesting observation from Table 3.4 is that in
most cases, the relatively simple LCS feature yields a similar performance as the
more complex, and computationally more demanding CH. This renders LCS a
very attractive feature for a CAD system that should operate in real-time.
3.5.3 Texture/shape plus color
Combining the evaluated texture features with the LCS color feature leads to the
results presented in Table 3.5. Comparing these results to the results obtained with
only texture (displayed in Table 3.3), a considerable overall increase in classification performance can be observed. For convenience, the bottom row of Table 3.5
shows the absolute difference in average classification accuracy w.r.t. Table 3.3. In
only eight cases, a minor decrease can be observed, ranging from −0.1 to −1.5,
while for the large majority a considerable increase is demonstrated, with an
overall average of +3.8.
From Table 3.5, it is clear that also in combination with a color feature, the
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Local Color Stats
4-bin Color Hist.
8-bin Color Hist.
16-bin Color Hist.
32-bin Color Hist.
64-bin Color Hist.
128-bin Color Hist.
256-bin Color Hist.

Patch size =
25 × 25 pixels
RGB
HSI
YCbCr
92.6
78.9
89.6
92.8
93.6
93.9
93.8
93.7

86.8
78.8
88.0
92.3
92.6
93.0
92.2
90.2

93.3
73.5
82.6
91.7
93.0
90.8
87.5
86.0

Classification accuracy (%)
Patch size =
Patch size =
50 × 50 pixels
75 × 75 pixels
RGB
HSI
YCbCr
RGB
HSI
YCbCr
92.3
79.0
89.0
89.8
91.6
90.2
89.8
91.7

90.1
77.6
83.1
89.5
90.1
89.7
89.1
85.6

91.6
63.6
76.9
86.3
87.1
82.8
84.5
85.3

90.4
77.8
86.7
89.7
89.5
89.3
89.2
88.5

89.7
76.4
85.7
89.8
89.5
89.2
86.9
88.0

90.4
68.5
79.7
84.7
89.5
83.8
87.6
87.1

Table 3.4 — Classification performance (%) of tumorous tissue by employing only color features.

Gabor-based features demonstrate the best and most stable classification performance, with an average overall accuracy of 94.6%(±0.7) and the best obtained
result for two out of three patch sizes. However, the difference in performance
with the other shape/texture features is less pronounced than in Table 3.3. In
combination with the LCS color feature, the average classification accuracy for the
other features (computed from Table 3.5) are: 93.4%(±1.4) for the GLCM-based
features, 92.1%(±1.8) for HOG, 92.2%(±1.6) for TSH, 92.9%(±1.4) for RIULBP
and 93.7%(±2.0) for the DCT-based feature. Although the average classification
of all texture/shape features converges when color information is included, a
considerable variation in stability over different color systems and patch sizes can
still be observed for the evaluated features.
3.5.4 Feature combinations
In addition to evaluating all the individual features and pairs of texture and color
features, combinations of more than two features are also investigated. The results
of this experiment show that the combinations with the best performance are
always obtained with the same specific features. First, we have found that when
considering the 10% best performing combinations, the Gabor-based features are
used in over 80% of the cases. Second, we have noticed that some poor-performing
individual features, are still included in a considerable fraction of the best performing feature combinations. For example, TSH and LBP are both used in over
60% of the combinations, while both yield a poor performance as a single feature
(see Section 3.5.1). Hence, these features quantify information with discriminating
power for the employed dataset, which is not captured by other features. Third, interestingly, the opposite effect has also been observed. For example, the mean and
variance of the DCT coefficients are only included in under 10% of the best performing combinations, while they show a relatively good classification accuracy
as a single feature. This leads to the hypothesis that the discriminative information
provided by this feature is almost entirely contained in (a combination of) other
features.
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Patch size =
25 × 25 pixels
RGB
HSI
YCbCr

Homogeneity
Contrast
Energy
Entropy
Dissimilarity
Correlation
HOG
TSH
RIULBP

93.8
93.3
94.1
94.1
94.1
92.8
93.1
93.6
92.8

94.4
91.8
94.2
93.6
93.4
92.9
90.2
92.6
92.6

Gabor (DFT)

94.5

Gabor (CS)

94.1

DCT-features
Average
∆ w.r.t. Tab. 3.3

93.6
93.7
+3.4

Classification accuracy (%)
Patch size =
Patch size =
50 × 50 pixels
75 × 75 pixels
RGB
HSI
YCbCr
RGB
HSI
YCbCr

93.5
93.2
93.6
93.4
94.3
90.1
93.7
94.0
92.2

95.5
94.0
93.6
95.0
93.7
92.6
92.3
92.7
94.3

94.5
90.8
91.7
93.6
94.0
93.0
89.8
89.9
91.7

94.8
94.4
91.6
93.1
95.1
89.5
91.5
91.6
90.8

94.0
94.7
92.8
94.3
94.3
92.4
93.5
94.0
94.1

94.3
89.8
93.5
96.2
94.5
93.8
90.2
89.8
95.2

93.3
94.1
91.9
94.0
95.0
89.7
94.8
91.6
92.3

93.4

94.1

95.8

94.0

94.8

94.8

94.0

94.7

94.1

93.8

95.5

94.7

96.2

95.4

94.5

94.0

92.4
93.0
+3.3

93.4
93.3
+4.9

95.2
94.2
+3.0

90.6
92.4
+1.2

95.4
93.2
+3.4

94.7
94.1
+3.4

91.2
93.1
+3.4

96.7
93.5
+3.9
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Table 3.5 — Classification performance (%) of texture/shape features enriched with the LCS color
feature in RGB, HSI and YCbCr color systems. Small square frames indicate the best performance
for each patch size and the average difference w.r.t. Table 3.3 is included in the bottom row.

3.5.5 ROC analysis
In the previous subsections, classification accuracy has been employed as the main
figure of merit for detection performance. In order to further investigate the system
performance, in this subsection, the Receiver Operating Characteristic (ROC) is
employed to explore the balance between the True Positive Rate (TPR) and the
False Positive Rate (FPR), while the Area Under the Curve (AUC) is used as a
reflection of the ROC-based performance. A detailed description of these metrics
is provided in Section 2.6.2.
Figure 3.8 shows the ROC curve for several exemplar texture/shape features
in the RGB color system. From this plot, the relatively poor performance exhibited
by TSH, HOG and RIULBP can be clearly observed, which is also reflected in
the corresponding AUC of 0.901, 0.938 and 0.943, respectively. The other three
features in Figure 3.8 show a considerably better performance, where the Gaborbased feature obtains the highest AUC of 0.990. A slightly lower AUC is observed
for the DCT-based feature and GLCM-based Dissimilarity, demonstrating an AUC
of 0.983 and 0.976, respectively. Furthermore, the ROC curves of these features
show an approximately symmetrical response with respect to the False Positive
Rate (FPR) and False Negative Rate (FNR), indicating that these features find both
classes with a similar detection rate. This property is less apparent in the ROC
curves of RIULBP, TSH and HOG, where especially the latter displays a slightly
skewed behaviour, favoring the TPR.
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True Positive Rate

0.8

0.6
Dissimilarity
HOG
RIULBP
TSH
Gabor CS
& of DCT subbands

0.4

0.2

0
0

0.2

0.4
0.6
False Positive Rate

0.8

1

Figure 3.8 — ROC curves for some of the investigated texture features: GLCM-based Dissimilarity, Histogram of Oriented Gradients (HOG), Rotation Invariant Uniform Local Binary Patterns
(RIULBP), Texture Spectrum Histogram (TSH), Gabor-based features with Circular Shift (CS) applied and the mean and variance of selected Discrete Cosine Transform (DCT) coefficients, displaying
an Area Under the Curve (AUC) of 0.976, 0.938, 0.943, 0.901, 0.990 and 0.983, respectively.
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Figure 3.9 — ROC curves for some of the same texture features as in Figure 3.8, in combination
with the Color Statistics feature as described in Section 3.3.7. Including this color features leads to a
considerable increase in AUC, raising to 0.988 for Dissimilarity, 0.958 for HOG, 0.989 for RIULBP,
0.982 for TSH, 0.992 for Gabor CS and 0.990 for the DCT-based feature.
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Figure 3.10 — Left: ROC curve of Gabor CS versus the ROC curves for some of the best performing feature combinations. Right: a zoomed version of the top-left corner of the ROC plot. Gabor CS
displays an AUC of 0.992, whereas the combinations LBP/Gabor CS, Homogeneity/Correlation/TSH/Gabor CS and LBP/TSH/Gabor CS show an AUC of 0.993, 0.992 and 0.995, respectively. In all
experiments LCS are included as color feature.

Figure 3.9 shows the ROC curves for the same texture features as in Figure 3.8,
when extended with the LCS color feature. As was also observed in Section 3.5.3,
the plot clearly illustrates that enriching shape/texture features with color information considerably enhances the classification performance. Even though the
Gabor-based feature yields the highest AUC of 0.992, the differences with some
of the other features are clearly smaller than in Figure 3.8 and for most features
the curves are hardly discernable in Figure 3.9. Advancing this analysis by inspecting the ROC behaviour of some of the best feature combinations, leads to the
plot displayed in Figure 3.10, where a scaled-up crop is included in order to make
the minor differences visible. The combination that achieves the highest accuracy (96.50%) is LCS/LBP/TSH/Gabor, which reaches an AUC of 0.995 versus
an AUC of 0.993 and 0.992 for the combinations LCS/LBP/Gabor and LCS/Homogeneity/Correlation/TSH/Gabor, respectively. However, these differences are
not statistically significant1 and the performance for the feature combinations
displayed in Figure 3.10 can be regarded as equally good.
3.5.6 Color system
For comparing the three color systems that are evaluated, i.e. RGB, HSI and YCbCr
(see Section 3.2), the average classification accuracy is computed over all features
for the three experiments presented in Sections 3.5.1–3.5.3. The resulting average
classification scores (± std. dev.) for the different color systems are displayed in
Table 3.6. In general, the evaluated color systems lead to a very similar performance for all experiments. Moreover, when measuring the statistical differences
between the outcomes using paired t-tests, two-third of all pairs do not show a
1 Classification results are compared using a paired t-test on the decision values, resulting in
p-values of p > 0.45 for all pairs of systems.
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Experiment

Patch size

Classification accuracy (%)

(pixels)

RGB

HSI

YCbCr

Texture/shape only

25 × 25

90.3 (±4.1)

89.6 (±4.4)

88.4 (±6.4)

(derived from Table 3.3)

50 × 50

91.2 (±3.8)

91.1 (±3.6)

89.8 (±4.5)

75 × 75

90.7 (±3.4)

89.6 (±4.5)

89.6 (±5.0)

Color only

25 × 25

91.4 (±4.9)

89.5 (±4.6)

88.0 (±6.6)

(derived from Table 3.4)

50 × 50

89.7 (±4.3)

87.3 (±4.4)

83.6 (±9.0)

Chapter 3

75 × 75

88.4 (±4.5)

87.2 (±4.3)

85.0 (±7.5)

Texture/shape and color

25 × 25

93.7 (±0.6)

93.0 (±1.2)

93.3 (±1.1)

(derived from Table 3.5)

50 × 50

94.2 (±1.2)

92.4 (±1.8)

93.2 (±2.2)

75 × 75

94.1 (±0.8)

93.1 (±2.2)

93.5 (±1.9)

Table 3.6 — Average classification performance (± std. dev.) over all evaluated features for
different color systems. Numbers are based on the experiments presented in Sections 3.5.1–3.5.3.

statistically significant difference (i.e. all observable differences are explained by
random variation), for a significance level of p < 0.05. Especially for the experiments that involve texture, the classification performance is largely invariant to
the employed color system. This observation can be partly explained by the way
texture features describe image content, i.e. capturing changes in color rather than
the color itself. Another potential explanation comes from the application of PCA,
which also aims at removing redundancy between different dimensions.
While aiming for the best classification performance, the color system employed in a CAD system for Barrett’s cancer detection should provide a solid
basis for both color and texture/shape analysis. Therefore, the third experiment
(bottom three rows of Table 3.6) is decisive for the selection of a proper color system for such a CAD algorithm. Particularly in this experiment, the difference in
performance between the different color systems was minor, but stable at a high
scoring level. Therefore, secondary properties, such as additional computation
time or the content of particular color components, can be considered for selecting
the optimal color system for our application. Such aspects are found in Chapter 4,
where the analysis of full endoscopic images will be discussed. Such images often
contain reflections of the light source and areas that are poorly illuminated. Then,
the appearance of color can be instrumental for finding the tissue areas for analysis. Returning to the secondary properties, RGB is an attractive candidate, as it
requires no additional transformation, whereas HSI and YCbCr both exhibit the
appealing property of containing a grayscale-converted image in a single channel. In addition, HSI decouples color information from the brightness, enabling
straightforward detection of poorly illuminated and/or overexposed areas in an
image.
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3.5.7 Patch size
Considering the results in Tables 3.3–3.6 for the different patch sizes, no clear
optimal size can be observed with respect to classification accuracy. Especially
when both color and texture are employed, the differences are minor (see lowest
three rows of Table 3.6) and for this case, there is no statistical significant difference
between the three evaluated patch sizes (p > 0.07 for all comparisons). Hence,
the selection of an appropriate patch size can be based on a trade-off between
computation time and spatial resolution of the detections. A further discussion
regarding this choice follows in Chapter 4, where the development of the complete
CAD system for the analysis of full endoscopic images is presented.
3.5.8 Computation time
In a real-time CAD system, the execution time of a feature is an important property.
To measure this aspect for the evaluated features, each feature is computed 1,000
times on a random set of 50×50 pixel image patches and statistics are derived from
the individual computation times. The results of this experiment are displayed
in Figure 3.11, where the median computation times for each feature are plotted.
In this bar graph, the interquartile ranges and the maxima and minima are also
plotted as an indicator for stability. From the plot, it is clear that Haralick’s GLCMbased texture features compute considerably slower than the other evaluated
features, showing median execution times in the range of 30–50 ms. However,
note that a large proportion of this time is spent on computing the co-occurrence
matrices P , while the statistical features defined by Equations 3.9–3.14 are derived
rather quickly. This means that these features can be more efficiently computed
when combined, as they are derived from the same set of co-occurrence matrices.
In contrast to GLCM-based features, HOG, TSH, RIULBP and the DCT-based
features show relatively fast computation times in the range of 1–3 ms per 50 × 50
image patch, while the Gabor-based features are computed in just under 10 ms.
Considering both classification performance and computation time, three features appear to be the most attractive for early Barrett’s cancer detection: both
Gabor-based features and the DCT-based feature. While the latter computes much
faster, the Gabor-based features exhibit a much more stable behavior over different
patch sizes and color systems. Furthermore, the execution time of the Gabor-based
features can be drastically reduced when the filtering operation is applied prior
to dividing the image into patches.

3.6

Summary and conclusions

This chapter has primarily focused on extracting discriminative information to
fuel a classification stage for the purpose of building a CAD system for early
Barrett’s cancer detection. More specifically, several methods are evaluated that
capture local image information in compact representations, called features. Since
color is an important aspect in identification of lesions in BE, several color systems
have been investigated that may offer a better basis for computation of the image
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Figure 3.11 — Median computation time of the investigated texture/shape features over 1,000
iterations. The interquartile ranges are indicated by the red lines and the minimum and maximum
computation times are indicated by red up- and down-pointing triangles.

features. Based on the results of these experiments, we have selected candidate
methods for these initial CAD stages that lead to an optimal performance with
respect to design criteria such as robustness, accuracy and complexity. These
methods will be employed in the CAD system for early Barrett’s cancer detection,
which will be further developed and evaluated in the following chapters.
The most important findings of this chapter are as follows. As early cancerous
lesions in BE are characterized by deviations in color, shape and texture, we have
selected a set of features that capture these aspects and have demonstrated promising results in similar studies. In order to evaluate the potential of these features to
capture these deviating patterns, we have constructed a set of small image patches,
based on a collection of endoscopic images with known histopathology and delineations of the lesions by a medical expert. For evaluating the performance of the
selected image features, a Support Vector Machine (SVM) classifier is trained with
40% of the dataset, after which the remaining 60% is used for evaluating the final
classification performance. Four distinct experiments are conducted regarding the
image features, discussed shortly below.
(I) Single texture/shape features: The experiments with single texture/shape
features indicate that the Gabor-based features lead to a very good and stable classification performance over different patch sizes and color systems.
Furthermore, with a very stable computation time of 10 ms per image patch
of 50 × 50 pixels, the Gabor-based features are close to real-time performance. Also Haralick’s GLCM texture features and the DCT coefficients
demonstrated a good classification performance, with a slightly lower accuracy and decreased robustness. However, regarding execution time, the
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(II) Single color features: Addressing the potential of color features, the Color
Histogram (CH) feature is employed for several parameter settings, where
we propose a much more compact and computation efficient version. This
modification is based on only the mean and the variance of the color components. The experiments show that using only color features lead to an almost equally high classification accuracy as when using only texture, where
generally, the performance of the CH feature converges for approximately
16–32 bins. Interestingly, the proposed Local Color Statistics (LCS) feature
shows a comparable performance, while computing considerably faster,
rendering it a very interesting candidate for a real-time CAD system.
(III) Texture/shape and color combined: The combination of texture/shape and
color demonstrates that combining both texture/shape and color features
leads to a significant increase in classification performance. This is expressed
in both an elevated accuracy and an increased robustness. Although the
performance variation for all texture features is reduced substantially, the
Gabor-based features still exhibit the best overall performance when enriched with a color feature.
(IV) Combinations of all features: The results of experimenting with three or
more features show that (1) a large overlap exists in the type of information that is captured by the evaluated features, and (2) sometimes features
capture information complementary to one or more other features. In this regard, the Gabor-based features are consistently chosen when considering the
10% best performing feature combinations. Furthermore, this experiment
demonstrates that for the considered set of features, going beyond the combination of the joint texture/shape and color feature with more dimensions,
only at best marginally improves the performance, while adding much more
complexity. We have explicitly avoided scores here, because when the discussed features are applied in a complete system, the detection of patterns
becomes more meaningful, as it is closer to the clinical application and the
detection system is more realistic.
With respect to classification accuracies in the above experiments, all three
color systems show a very similar performance, especially when at least one texture or shape feature is employed. Therefore, the most suitable color system for our
envisioned CAD system can best be selected on the basis of specific color-system
properties, rather than classification accuracy. Having a separate channel for the
grayscale image available for further analysis, which also captures the brightness,
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GLCM-based features compute over three times slower. The DCT-based feature computes considerably faster than the Gabor features on a patch basis.
However, the Gabor features can be computed more efficiently by applying
the filters prior to dividing the endoscopic image into patches, leading to a
clearly reduced computation time.
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the HSI color system offers the most appealing qualities for an endoscopic CAD
system.
For localizing cancer, the trade-off between the classification accuracy, computation time and the spatial resolution of image patches, should be considered. In
our experiments, no clear difference is observed between the results of different
patch sizes. Furthermore, when color and texture features are combined, there
is no statistically significant difference between the best obtained results. This
allows us to select the optimal patch size for the full CAD system based on only
computation time and the spatial resolution of detections, where patches of 50×50
pixels seems an adequate choice.
In this chapter, extraction methods for descriptive local image information
called features, enabling the classification between cancerous and non-dysplastic
Barrett’s tissue, have been investigated. In the following chapter, this work is
extended by implementing the identified transformations and features in a complete CAD system for the analysis of full endoscopic images. Furthermore, the
spectral characteristics of early cancerous tissue in endoscopic images is explored
for further optimization of the Gabor features. In addition, pre-processing methods required for full endoscopic image processing are explored and included, to
support robust and stable detection under all circumstances.
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“All disease starts in the gut.”

4
4.1

White-light endoscopic
image analysis

Introduction

The previous chapter has discussed quantitative methods to capture qualitative image properties, such as color shape and texture, and it has presented an
overview of the applicability of such methods for early Barrett’s cancer detection in endoscopic images, based on experiments with small image patches. This
chapter presents the design and evaluation of a CAD system for the detection
and annotation of early neoplastic lesions in full endoscopic images. As is clear
from Chapter 2, it is essential to design such a system with respect to the clinical
context and the associated specific challenges of the clinical imaging environment.
For Barrett’s cancer detection using white-light endoscopy, these challenges and
requirements are as follows.
• The system should be robust against common elements in the esophagus
that also exhibit other color and texture patterns than regular Barrett’s tissue,
like intestinal juices and specular reflections. With the use of generic features,
these distracting elements will complicate the classification task. Hence, a
region of interest must be specified in order to avoid spurious detections.
• Not all parts of the image are suitable for the detection of early Barrett’s
cancer. For example, the lumen, which is typically centrally located in the
image, is often too poorly illuminated for proper analysis, while other parts
of the image that are close to the light source are overexposed. Lacking
the necessary image quality for cancer detection in BE, regions should be
omitted in the cancer detection stage.
• Early identification of cancerous lesions is of critical importance for the
survival chances of the patient. Therefore, it is crucial that the employed
features specifically capture early cancerous tissue patterns, while being
robust against inter-patient variability. Hence, the identified features from
Chapter 3 should be tailored to the problem at hand.
To address the issues above, a number of processing steps become indispensable. First, only the useful parts of the images can be used for the required color
and texture analysis, hence a pre-processing stage should automatically select the
75

Chapter 4

Chapter

Hippocrates

4 . W H I T E - L I G H T E N D O S C O P I C I M A G E A N A LY S I S

Figure 4.1 — Block diagram of the proposed algorithm.
Chapter 4

image parts that are suitable for further analysis. These useful image parts are
referred to as the Region Of Interest (ROI). Second, in the ROI, the texture and
feature analysis should be conducted so that the cancerous tissue can be distinguished from the non-dysplastic tissue. This requires robust usage of the initially
selected features from the previous chapter. Third, this chapter aims at finding an
informative representation that defines whether tissue develops into cancer or not.
Fourth and based on this representation, local image parts should be classified
and lead to an indication about the presence of cancerous tissue and the location
in the image. Taking the above requirements into account, we have developed the
algorithm shown in Figure 4.1 for the supportive automatic annotation of early
cancerous tissue in endoscopic images. The input of our algorithm consists of
(1) training frames with corresponding ground-truth annotations provided by a
medical expert, for training the system, and (2) test frames for evaluating the performance. For this evaluation and comparison, automatically annotated images
obtained at the output of the system are employed and compared with the expert
annotations.
All blocks in Figure 4.1 are systematically described in the upcoming sections.
The stage that detects the Region Of Interest (ROI) is discussed in Section 4.2, while
Sections 4.3 and 4.4 motivate the design choices regarding the employed features.
The stages regarding the classification of these features and the annotation in the
image are described in Section 4.5, while Section 4.6 motivates the selection of the
employed hyperparameter values in the pre-processing stage. Next, the presented
CAD system is evaluated in Section 4.7, where also the intermediate results of the
algorithm stages are addressed. Finally, an additional discussion on the system
performance is provided by Section 4.8, after which this chapter is concluded with
Section 4.9.

4.2

Automated segmentation of the region of interest

Endoscopic images generally contain elements which are not suited or irrelevant
for further analysis. For example, specular reflections and intestinal juices cover
the surface tissue with color and texture patterns, rendering these image parts
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Figure 4.2 — Regions in endoscopic images which are not suitable for analysis: intestinal juices
(blue elipses), specular reflections (yellow arrows) and the lumen (green rectangles).

not suitable for cancer detection based on color and texture analysis. The black
image border and the lumen do not show any tissue, which makes them irrelevant
for the envisioned detection system. Figure 4.2 depicts several visual examples.
The purpose of this section is thus to segment the useful image parts that can be
employed for further analysis.
4.2.1 Extraction of the image borders
Since the esophageal tissue is predominantly pink, endoscopic images generally
contain a high red color component in the RGB color system. To illustrate this,
Figure 4.3a shows the average amplitude histograms of the red, green and blue
color components of 200 endoscopic images. The histograms clearly show that the
Red color component is generally concentrated at the upper half of the amplitude
range. Secondly, the statistics for the Red component can significantly differ from
image to image and show a considerable variation. In contrast, the Blue and Green
component exhibit a more stable behaviour which is concentrated at the lower
half of the amplitude range. For this reason, we exploit the Red component for
the extraction of the dark image regions that are not of interest, as this channel
contains little information at the corresponding amplitude levels. With this choice,
we ensure that little information is lost for the further analysis of the tissue.
The automated extraction of the image borders is specified as follows. The
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Figure 4.3 — (a) Average amplitude histograms of the R, G and B components of 200 endoscopic
images and, as an example, (b) the amplitude histograms of the endoscopic image shown at the
bottom-left position of Figure 4.2, in which a clear barrier can be observed for just below a red
amplitude value of 50. Two more additional examples are given in (c) and (d), where the histograms
are given at the bottom-right and top-right image of Figure 4.2, respectively.

black borders of endoscopic images are always within a close distance from the
edge of the image. Hence, we look for border pixels near the edges of the image. We
label a pixel as a border pixel if its red amplitude is below a threshold Tr,border and
its position is within 10% of the image height near a horizontal edge and/or 20% of
the image width near a vertical edge. To the resulting binary mask, morphological
opening is applied with a small disk-shaped structuring element, with a radius
of r = 5 samples, to remove small-sized false positives of 1 or 2 pixels close to
the borders. Endoscopic images usually contain text inside the borders, showing
e.g. the date on which a particular image was captured. Since the text is brighter
than the border, the pixel values of the red component belonging to the text often
surpass Tr,border . Therefore, after applying the threshold, the binary mask that
indicates the image border will contain some gaps on the places where the original
image displays text. In order to remove these gaps, the morphological closing
operation is applied with a disk-like structuring element. For this structuring
element, we have found that a radius of r = 20 samples is sufficient for removing
all text.
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4.2.2 Adaptive lumen detection
At the lumen, the pixel values of the red component are usually slightly higher
than those of the border. Furthermore, the brightness in the lumen varies over
different images due to different lighting conditions. Therefore, we have developed an algorithm that finds the lumen using region growing with an adaptive
threshold. The pixels of the lumen can be observed in the amplitude histograms
of all three components as a small barrier. Unfortunately, the position and the
width of this barrier varies over the images. Consequently, due to the averaging,
no significant barrier is observed in the averaged histograms shown in Figure 4.3a.
For a single endoscopic image, this barrier is clearly observed in the amplitude
histogram, as shown in Figure 4.3b, where a clear barrier is observed at low amplitudes of the red component. For endoscopic images that exhibit a smaller lumen,
this barrier is significantly less visible, as shown in Figures 4.3c and 4.3d. In these
two examples, the lumen is a lot smaller, hence the barrier is less visible in the
full-scale histogram. Nevertheless, the lumen of these images are also detected by
the adaptive lumen-detection algorithm described in this subsection.
Algorithm for lumen detection: The proposed lumen-detection algorithm
starts (see Figure 4.4) by computing the histogram of the red component of the
endoscopic image, excluding the borders found by the border detection step described in the previous subsection. Next, the algorithm filters the histogram with
a 5-point averaging mask, to remove noisy signal peaks. Since the occurrence
of a lumen in the image is not a-priori known, the presence of a small barrier
at the low-intensity range of the histogram is employed as an indicator for a lumen in the image. Hence, the lumen-detection algorithm first tries to identify this
barrier, starting at zero amplitude, i.e. the left-most point in Figure 4.3b. At the
maximum amplitude level for which a barrier is expected, a threshold Ibarrier,max
is set. Local maxima are detected by determining the zero-crossings of the first
derivative. If the first maximum that is encountered by the algorithm is at a higher
amplitude level than Ibarrier,max , it is concluded that the image does not contain
a lumen. When a barrier is localized, it should represent a statistically significant
probability density in the histogram before it can be safely associated with the
presence of a lumen. Therefore, the peak of the encountered barrier should be at
considerable distance from other maxima. For this purpose, we employ the Peak
Dominance metric [248], which is defined as the distance to the closest maximum
of at least the same level. A local maximum is considered to represent the lumen
if it has a dominance larger than a threshold P Dmin . Summarizing, the algorithm
determines that an image contains a lumen if the amplitude corresponding to the
first maximum in the histogram If irstM ax < Ibarrier,max and its peak dominance
P Df irstM ax > P Dmin .
Once it is established that a lumen occurs in the image, a region growing
algorithm is employed to find all red samples that belong to the lumen. For initialization of this stage, a seed value S and a local threshold Tlocal are required. For
this, the lowest (darkest) value of the red component that is not part of the border
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Figure 4.4 — Block diagram of the proposed lumen-detection algorithm.
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is selected as a seed value for the region growing algorithm. To avoid ending up
in a local minimum, possibly caused by noise, an averaging filter with a circular
filter mask of radius 5 is applied to the image, prior to finding the minimum. After
obtaining seed value S, a suitable threshold Tlocal is determined in the filtered
amplitude histogram of the red component. The threshold is set at the minimum
between the first two dominant maxima, hence Tlocal = arg mini∈D Hf ilt (i), where
D = [If irstM ax , IsecondM ax ] is the domain between the first two dominant maxima
in the filtered amplitude histogram Hf ilt . As an example, for the histogram in Figure 4.3b, we obtain Tlocal = 60. After applying the region growing algorithm, we
subsequently apply morphological closing and opening to the resulting binary signal after the threshold, to remove small gaps and smoothen the edges. Figure 4.4
schematically depicts the involved steps in the lumen-detection algorithm.
4.2.3 Intestinal juices and specular reflections
For endoscopic images, the relevant information in the blue component is generally contained in relatively low amplitudes, which is reflected in the amplitude
histograms shown in Figure 4.3. For this reason, we select this component to extract intestinal juices and specular refections. Because these image elements have
relatively high amplitudes in all color components, we have found that using
the blue channel yields the highest amplitude difference. Hence, an amplitude
threshold TIJ&SR is applied to the blue component of the image for separating
the image regions with Specular Reflections (SR) or Intestinal Juices (IJ) from the
image regions showing relevant tissue for our analysis. All pixels that have a
higher blue amplitude than TIJ&SR are considered to be part of SR or IJ. Finally,
a binary mask is used to indicate the positions of these pixels, to which a binary
morphological closing operation is applied for removing small, near-pixel-sized
detections.
Note that lesions contaminated by SR or IJ cannot be fully detected, since the
contaminated part will be outside the ROI of our system. If only a small part of the
lesion is contaminated, the system will compensate for this in the post-processing
step, which is described in Section 4.7.6. If a lesion is fully covered by SR or IJ, it
will be missed by the proposed CAD system, but it is likely that physicians will
also miss the lesion in this case. In clinical practice, endoscopists use water to
wash away IJ that impede their vision of the surface tissue. Therefore, intestinal
juices are not expected to pose a considerable obstacle to the CAD system.
This concludes the part of the algorithm that is responsible for the ROI detec80
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tion. To give the reader an idea about the results obtained at intermediate stages of
the ROI detection, Figure 4.5 shows an endoscopic image and the result after each
of the three discussed sub-systems for pre-processing, i.e. the border extraction,
lumen detection and identification of intestinal juices and specular reflections. In
this example, the dark regions are not used used tissue analysis and automatically
omitted.

4.3

Spectral analysis of early Barrett’s cancer

As discussed in Chapter 2, medical literature describes deviating texture patterns
as an indication for early adenocarcinoma in Barrett’s esophagus. In general, relatively rough texture is associated with early cancerous tissue. As an example, Figure 4.6 shows image regions containing early cancerous tissue and image regions
containing non-cancerous tissue. These examples show typical differences in color
variations and texture roughness between early cancerous tissue and the tissue in
BE without signs of early cancer, i.e. Non-Dysplastic Barrett’s Tissue (NDBT). To
quantify this difference, a range of different image features have been investigated
in Chapter 3, that exploit the color and texture patterns of the visible tissue. Experiments showed that Gabor-based features offer an attractive method for texture
characterization, leading to the best and most stable classification performance of
all evaluated texture features. In these experiments, commonly employed parameters were used with default settings for all features. The Gabor-based features
include hyperparameters for setting the number of scales and orientations of the
filter bank and the part of the spectrum that it covers. It is not clear whether the
default settings are optimal for capturing the patterns involved in Barrett’s cancer
detection. In order to yield an indication of the optimal spectral range for application of the Gabor filters, this section investigates the spectral characteristics of
neoplastic and non-dysplastic tissue in endoscopic imagery.
At this point, it is important to motivate the choice for spectral analysis. Transformations that map signals to alternative representations have proven to be a
powerful method in many fields of advanced signal processing. While a specific problem can be very difficult to solve in one domain, the solution can be
straightforward when a different domain is employed. In this way, the Wavelet
transform offers an alternative signal representation that allows for efficient video
compression, while the Fourier transform facilitates straightforward filter design
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Figure 4.5 — Endoscopic image (left image), where the intermediate results are incrementally
included: after the border extraction (middle left), after the lumen detection (middle right) and after
specular reflection and intestinal juices detection (right image).

4 . W H I T E - L I G H T E N D O S C O P I C I M A G E A N A LY S I S

(a)

(b)

(c)

(d)

Figure 4.6 — Image regions of 250 × 250 pixels with (a,b) and without early cancer (c,d).
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by transforming a signal to the frequency domain. The Fourier transform decomposes a signal into a set of periodic signals with different frequencies, which also
offers an adequate method for characterizing texture in images. While the texture deviations that are associated with early cancerous tissue in BE might not be
clearly visible in the spatial domain, these abberations might be better identified
in the frequency domain. For example, the sharp edges in images (a) and (b) of
Figure 4.6 can be clearly recognized as repetitive patterns in the frequency spectrum. For this reason, we employ Fourier analysis to investigate the difference
between images of cancerous and non-dysplastic tissue, so that we can calibrate
the Gabor-filters to best capture the variation between these two classes.
For this purpose, the local frequency spectrum of 32 endoscopic images is
analyzed. For each image, the local image spectra are computed using a window
of 50 × 50 pixels and the resulting spectra are averaged per class, using the gold
standard presented in Section 3.4.1. Only windows of which at least 95% of the
pixels belong to either class are included in this analysis, yielding 3,813 windows
for EAC and 11,557 windows for NDBT.
Since the computed average spectra for the red, green and blue color channels
are nearly identical, we limit the discussion to the grayscale case, where only
the luminance component is employed for computing the Fourier spectrum, as
this is known to be the visually most informative component. In the averaged
2D spectra, a clear difference between the two classes is observed around the
frequency f = 0.05 cycles per pixel in all directions, where cancerous tissue exhibits an elevated response. The omnidirectional nature of this observation allows
simplify the analysis for visualization purposes by averaging the spectra over the
direction angle θ. To illustrate the result of this approach, Figure 4.7 shows the
average omnidirectional frequency response around f = 0.05 cycles per pixel.
To compute this spectrum, the straightforward computation of the spectrum in
the x, y directions involves a conversion into a polar-coordinate system using a
directional angle θ. To simplify this transformation, F (f, θ) is approximated by
taking spectral lines of the 2D spectrum F (fx , fy ) with equidistant polar angles
θi = nπ/Nθ , for n = 1, 2, .., Nθ , where bilinear interpolation is used to obtain an approximated spectrum F̂ (f, θi ) for non-integer values of fx and fy . Next, these lines
are averaged over
polar angle θ to approximate the direction-independent specR
trum F (f ) = F (f, θ)dθ for each window. Finally, these direction-independent
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Figure 4.7 — Comparison of the spectra of image regions that exhibit either early cancer or no
cancer, where the spectra Fn (f, θ) are first averaged over θ and subsequently over all windows
(images) with the same class. A difference between the averaged spectra is observed around the
frequency f = 0.05 cycles per pixel.

spectra F̂ (θ) are averaged over all windows (images) per class, i.e. cancer and no
cancer.
The graph in Figure 4.7 shows an interesting and promising result. Unfortunately, this observation cannot be directly used for tissue classification. This is
because the graphs exhibit a relatively high standard deviation with considerable
overlap. Nevertheless, this behaviour appears in a stable form and forms therefore
an important clue for a more accurate discrimination between the two classes of
interest. These relatively low frequencies are responsible for coarse texture, hence
our observation corresponds to the medical literature mentioned earlier. Based on
this spectral analysis, we conclude that the deviating texture patterns associated
with EAC are represented by a small omnidirectional frequency band around
f = 0.05. We include this analysis conclusion within the Gabor filter design in the
following section.

4.4

Features for early cancer

Since early cancerous tissue exhibits deviating color and texture patterns, we
employ color and texture features for our analysis. The analysis presented in
Chapter 3 showed that Gabor features in combination with a relatively simple
color feature are especially suited for the characterization of early cancerous tissue
in BE. While the color feature does not involve the selection of hyperparameters,
the Gabor-based features can be tailored to specific problems by optimizing the
frequency range of the passband(s) and the number of scales and orientations that
are included in the filter bank. This section discusses the appropriate initialization
of these parameters, based on the results presented in the previous section.
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4.4.1 Gabor features
The analysis provided in Section 4.3 has exposed a spectral region for which
cancerous tissue shows a clearly higher magnitude than the non-dysplastic tissue. Aiming to exploit this spectral difference, we define the Gabor filters in the
frequency domain, such that they explicitly cover this spectral area. This can be
efficiently achieved, since Gabor filters are defined in the frequency domain as
Gaussians around a central frequency. While Eqn. (3.23) defines 2D Gabor filters in the spatial domain, the following definition leads to the corresponding
representation in the frequency domain:
n 1  (u − f )2
v 2 o
c
G(u, v) = exp −
+
,
2
σu2
σv2

(4.1)
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where σu = 1/(2πσx ) and σv = 1/(2πσy ). In this equation, fc is the center frequency of the filter and σu and σv are the bandwidths of the filter in horizontal
en vertical direction, respectively. As discussed in Section 3.3.5, a non-orthogonal
basis can be created by employing Eqns. (3.23)–(3.26). This involves setting the
bandwidths σu , σv and a scaling parameter a. Aiming to achieve an approximately
uniform spectral coverage in a specified frequency band, Manjunath and Ma [244]
have proposed to initialize these parameters such that the half-peak isolines in
the frequency-domain filter responses touch each other. This restriction leads to
the following parameter initializations 1 :
1

(4.2)

a = (fh /fl ) P −1 ,
σu =

σv = q

fh −

(a − 1)fh
√
,
(a + 1) 2 ln 2
2
σu
fh 2 ln 2

2 ln 2 −

2
(2 ln 2)2 σu
fh2

tan

(4.3)
 π 
,
2Q

(4.4)

where P stands for the number of employed scales and fh denotes the highestand fl the lowest central frequency. As an example, Figure 4.8 shows the half-peak
isolines of a Gabor filter bank that is designed with these equations for P = 2,
Q = 8, fl = 0.05, fh = 0.1 and Figure 4.9 shows the real parts of the corresponding
filter kernels. Given the spectral range that is observed in Section 4.3, we aim at
capturing a small frequency range around f = 0.05. This can be achieved using
different filter-bank architectures, with respect to the number of orientations and
scales. Therefore, we evaluate the results of our algorithm for a different number
of scales and orientations to find the optimal parameter settings. Since Eqns. (4.2)

1 Since the original publication contained a small typographical error, we have adopted the correct
definitions from a later publication by the same author [249].
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Figure 4.8 — Half magnitude isolines of a Gabor filter bank with 2 scales and 8 orientations,
designed according to Equations (4.2)–(4.4), where fl = 0.05 and fh = 0.10. In this plot, the first
scale (small ellipsoids) is indicated in red and the second scale (large ellipsoids) in green.

Figure 4.9 — Real parts of the Gabor filter masks for 2 scales and 8 orientations, corresponding to
the spectrum shown in Figure 4.8. The bottom row contains the first scale (plotted red in Fig. 4.8)
and the top row contains the second scale (plotted green in Fig. 4.8).

and (4.3) only hold for P > 1. For the special case that P = 1, we define â = 1,
σ̂ u = σu (a)|a=2 and fh = fc .
For extraction of the Gabor-based features, the full endoscopic image is filtered
with the Gabor filter bank, using the luminance component from the Y CB CR color
system (see Section 3.2.3). This results in P ·Q filtered images, where the local mean
and variance are computed of the absolute filter output, using a non-overlapping
square window of 50 × 50 pixels. Next, the Gabor features are constructed as
described in Section 3.3.5 and the vectors are normalized to zero mean and unity
standard deviation based on the training data.
4.4.2 Color features
In order to exploit the discriminative information captured by color information,
we employ the local sample mean and variance of each color component. For this,
in the RGB image, the same square 50 × 50 pixel window is used, which is also
employed for computing the Gabor features. The previous chapter demonstrated
that for small square image patches of EAC and NDBT, the color system has only a
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Figure 4.10 — Block diagram of the subsequent steps that are applied to the local image features
for generating an image annotation.

minor influence on the classification result. Hence, we use the statistics of the three
RGB color components, resulting in six additional numbers for the final feature
vector, which are also normalized to enforce a zero mean and a unity standard
deviation.

4.5

Classification & Annotation
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After computation of the local image features, the next stage of the CAD system
uses these features to generate local predictions of the tissue class and subsequently converts these predictions into an image annotation. Figure 4.10 shows a
schematic diagram of these steps, which are discussed briefly below.
Classification of image windows: First, a soft-margin Support Vector Machine
(SVM) [78] is employed for classification of the feature vectors. After training
the SVM using the features from all training images, the SVM is employed for
classification of all image windows inside the ROI of an unseen endoscopic image.
Windows for which less than 95% of the pixels2 in that window belong to either
class are considered to be ambiguous, and are therefore excluded from the training
data. Since the best results obtained in the previous chapter have been achieved
using the Radial Basis Function (RBF) kernel for the SVM classifier, this kernel is
also adopted for the proposed CAD system. While investigating the employed
RBF parameters in the experiments of the previous chapter, it is observed that the
most stable and accurate results are obtained for C ≈ 2 and γ ≈ 8. For this reason,
we employ these fixed parameters for all experiments described in this section.
See Chapter 2.4.2 for a detailed description on soft-margin, non-linear SVM using
an RBF kernel function and the involved hyperparameter C and γ.
Removal of small detections: After all image windows inside the ROI are
classified, small positive detections are removed, assuming that these isolated
detections are presumably corresponding to false positives. The removal of these
small positive predictions is achieved as follows. First, a binary matrix Mp is created, indicating the predicted class for each window, where EAC is represented by
ones and NDBT with zeros. Each element in this matrix corresponds to a window
in the original image. Subsequently, morphological opening and closing is applied
to this image. The size of the binary morphological filter mask is determined by
the minimum number of windows that is needed for a detected lesion. The lesions
2 This percentage was empirically determined at the beginning of research. For larger windows,
this value offer a good trade-off between the measure of ambiguity and the number of windows that
can be used for training.
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Figure 4.11 — Left: an endoscopic image taken in retrograde view, where the endoscope is visible
in the image, indicated by the yellow arrow. Right: the automatically detected borders with dotted
lines plotted on top that have a distance of 20% from the vertical- and 10% from the horizontal
image edges, indicating the region where the algorithm looks for border pixels.

of interest have a diameter ranging from 5 to 40 mm. This range yields a minimum of about 9 windows for the smallest lesion. Hence, a structuring element
of approximately this size is required for the morphological filter operation. Section 4.7.6 discusses several choices and the consequences for the final annotation
quality.
Computation of the prediction density & the application of a threshold: For
converting the resulting window-based predictions to an annotated image, the
binary matrix Mp is scaled to match the size of the original endoscopic image.
Next, the relative amount of positively predicted pixels is computed in a circular
neighborhood with a radius of 75 pixels. For the remainder of this thesis, we refer
to this quantity as the positive prediction density. Finally, all pixels exceeding a
positive prediction density of 0.5 are included in the final segmentation mask of
the cancerous region. The edges of this mask are used as an annotation in the
original endoscopic image.

4.6

Pre-processing parameters

In the pre-processing methods described in Section 4.2, several thresholds and
parameters are defined for finding the region of interest:
• Tr,border for finding the pixels that are part of an image border;
• P Dmin and Ibarrier,max for finding the lumen;
• TIJ&SR for detecting reflections and intestinal juices.
The detection of the ROI is an essential step in the proposed algorithm, hence
the values for the used thresholds can be of significant influence on the final
cancer detection results. Therefore, we have performed a series of experiments to
find optimal, robust values for the above thresholds and parameters, which are
discussed below.
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Figure 4.12 — Performance of the border detection step on 350 images of three different categories.
An optimum of t ≈ 20 is clearly observed, which is chosen as Tr,border .

4.6.1 Threshold Tr,border for border detection
For detecting the dark image border, pixels close to the edge of the image that
have a red amplitude value below a threshold Tr,border , are classified as border
pixels. The optimal value for this threshold is determined by an experiment on
a total of 350 HD endoscopic images, for which the the borders are manually
annotated. These annotations are employed as ground truth for evaluation of
the performance of the border detection step and the F1 score is derived as a
performance indicator. Figure 4.12 shows the results of this experiment, where
three categories are evaluated: (1) borders without text, (2) borders with text and
(3) endoscopic images that show a retrograde view, which means that part of the
black endoscope is visible in the image. This last case is especially interesting,
since it is inevitable that the endoscope emerges from one of the image borders,
while it disappears from the view in the lumen (see Figure 4.11). From the plots
in Figure 4.12, two important observations can be made.
(1) For borders with textual information, the border detection algorithm yields
suboptimal results for Tr,border < 20.
(2) For images showing a retrograde view, the border detection will deteriorate
rapidly for Tr,border > 20.
Therefore, in the remainder of this chapter, a threshold Tr,border = 20 is used in all
described experiments.
4.6.2 Parameters P Dmin and Ibarrier,max for lumen detection
In the lumen detection step, a threshold is adaptively set, by finding the minimum
between two peaks in the image histogram. One of these peaks is caused by a
small barrier in the lower intensity range of the histogram for which the lumen
is responsible. In order to find the significant peaks – and rule out small noise
spikes – the peak dominance is used. Next, a peak is considered to be significant
if the peak dominance exceeds a pre-defined threshold P Dmin . If this threshold
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is set too low, there is a risk that a spike in the histogram of an image that does
not show a lumen, will be falsely identified as the top of a barrier that indicates a
lumen. On the other hand, if this value is too high, the peak of the lumen-barrier
might not be sufficiently dominant, and the lumen is missed entirely.
To determine the optimal peak dominance threshold, the lumen detection
step is evaluated on 50 endoscopic images, for different initializations of P Dmin ,
ranging from 10–100. The resulting segmentations are compared with manual
annotations of the lumens by computing the generally known metrics accuracy,
specificity, sensitivity (=recall) and the precision. In addition, the F1 score is derived for determining the best trade-off between recall and precision. Figure 4.13
shows the results of this experiment. The plot clearly shows that the F1 score
reaches convergence at P Dmin ≈ 40. The recall and the precision are of similar
magnitude here, whereas they start to diverge for P Dmin > 40, where the recall
continues to increase and the precision gradually degrades. This indicates that the
estimated lumen is on the average slightly larger than the real lumen, which has
the effect that the falsely-classified tissue (as lumen) will not be analyzed by the
cancer detection step later in the algorithm. For this reason, we prefer a minimum
peak dominance threshold of P Dmin = 40 for the remainder of this chapter.
In addition to P Dmin , another threshold, Ibarrier,max , is set that indicates the
maximum intensity value where the lumen barrier is expected in the histogram
(see the Gaussian shape at the left in Figure 4.3b). For finding a suitable value of
this threshold, the class probabilities of pixels in the manually annotated lumen
images are analyzed, of which a plot is shown in Figure 4.14. Since the lumen
usually represents a small part of the image, the class probability for being a lumen
pixel is significantly lower than for being a non-lumen pixel. The probabilities
are equal for a red amplitude value of about 64. However, the lumen probability
does not start to decline until a value of about 70, at which both probabilities are
still approximately equal. For this reason, a robust value for this threshold is best
chosen as slightly above this value, at a red amplitude value of about 75, such that
a relatively bright lumen is also detected.

4.6.3 Optimizing TIJ&SR for intestinal juices and specular reflections
For discarding intestinal juices and specular reflections, a threshold TSR&IJ is set
on the blue component of an endoscopic image. In Section 4.2, a rough estimate
of 200 for this threshold is obtained by investigating the intensity histograms of
a large set of endoscopic images (depicted in Figure 4.3a). To further investigate
an optimal value for TSR&IJ , this analysis is extended on a dedicated set of small
square 50 × 50-pixel image windows showing either specular reflections, intestinal
juices or clean tissue. Since these elements occur too spuriously within images
and too frequently during acquisition periods, manual annotation is not appropriate. Examples of these classes are presented in Figure 4.15. For determining
an optimal threshold value, the averaged amplitude histograms of these classes
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Figure 4.13 — Lumen detection performance as a function of the minimum required peak dominance value for a peak considered as significant. An optimum is observed at P Dmin ≈ 40.
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Figure 4.14 — Probability density function of a pixel being either part of the lumen or not, given
an amplitude value of the red component of the pixel.

Figure 4.15 — Examples of image regions contaminated by reflections (left), juices (middle) or are
not contaminated (right).

are investigated, which are depicted in Figure 4.16. The plot clearly shows that
regions contaminated with juices or reflections have significantly more pixels with
a high blue component value. Since the proposed algorithm skips regions that
are marked as either containing juices or reflections, the threshold should be sufficiently high. Taking this consideration into account, the setting TSR&IJ ≈ 220 is
chosen as a balanced trade-off.
90

4.7. Experimental Results
0.015

Relative occurance

Juices
Reflections
0.01

Clean tissue

0.005

0
50

100

150

200

250

Figure 4.16 — Average relative occurrence histogram of the blue amplitude values of small image
regions that are either clean or contaminated by intestinal juices or specular reflections.

4.7

Experimental Results

For the clinical validation of the proposed algorithm, an expert gastroenterologist annotated 32 HD (1,600×1,200 pixels) endoscopic images3 of 7 patients with
histologically proven EAC. Another 32 images that show no signs of EAC are
included in this set as negative controls. These images have been captured in BE
of 15 patients. With this data, the following two system properties are measured:
(1) Detection performance: how many of the cancers are detected, regardless the
shape of the delineation;
(2) Annotation performance: how well do the annotations made by the algorithm
match those of the expert physician.
Performance measurements are conducted using leave-one-out cross-validation
on a patient basis (see Section 2.6.1). In this section, the results of the experiments
are systematically evaluated in the following fashion. Section 4.7.1 discusses the
detection results of the system for various settings of important system parameters. In Section 4.7.2, the robustness of the algorithm is investigated by training
the system with the images of all the patients with EAC, and evaluating it on the
32 images that show no signs of EAC. Next, the annotation quality is measured by
using different performance metrics in Section 4.7.3 and the influence of the employed parameters is discussed in Sections 4.7.4 – 4.7.6. This section is concluded
with a time and complexity analysis in Section 4.7.7.
4.7.1 Early cancer detection results
The first three rows of Table 4.1 show a selection of detection results of our algorithm on the 32 endoscopic images that contain EAC. For comparison, we have
3 The endoscopic images in this study have been captured in three identical procedure rooms,
equipped with Fujinon (Fujifilm) EG-590 endoscopes and Fujinon VP-4450 HD processors.
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also added the best detection results of the system using only the Gabor-based
texture features or only the color features over the same parameter range. In these
experiments, we counted all detections that show overlap with a lesion as one
correct detection. All other detections are marked as false positive, regardless their
size. The size of the false detections and the amount of overlap with a true lesion
are reflected in the annotation metrics, which we discuss in Section 4.7.3.
For various parameter settings, typically 34 of 38 lesions are detected, which
yields a recall rate of about 90%. However, this is accompanied by a high number of
false positives, resulting in a precision of about 75% only, i.e. one of four detections
is not a lesion. Changing algorithm parameters can shift this balance between
precision and recall, which is illustrated in the precision-recall plot shown in
Figure 4.17. Clearly, the morphological filter that is used in the annotation step
(explained in the Section 4.5) has a strong influence on the precision-recall balance.
For determining the best detection result based on both recall and precision, we
use the F1 score. The isolines of the F1 score are also plotted in Figure 4.17 to
enable straightforward comparison of the points in this plot. Based on the F1
score, the best performing system detects 36 of 38 lesions with 12 false positives.
This system achieves F1 = 0.84 with parameter settings P = 1 scale, Q = 8
orientations and the center frequency fc = 0.05 with a disk-shaped structuring
element with radius r = 1.

4.7.2 Robustness
To investigate the robustness of the proposed algorithm, it is also evaluated on
a set of endoscopic images of non-dysplastic Barrett’s tissue. In particular, this
set includes images that contain possible causes of false positives, like specular
reflections, juices and gastric folds. Prior to this evaluation, the system is trained
with all 32 ground-truth images that do contain EAC using the optimal parameters.
The results of this experiment are shown in Table 4.2, where the rows show the
ground-truth class and the columns show the classification made by the system.
For generating the results in this table, an image is labeled as EAC if the system
annotates a region of that image and an image is labeled NDBT if the system does
not detect EAC in that image. For completeness, we include the detection results
from the previous subsection on the first row, where all 32 images containing EAC
where labeled correctly. In 28 of the 32 images that only contain NDBT, the system
correctly decides to omit annotations, while in 4 images, it (falsely) annotates an
image region. To indicate the cause of these false detections, the bottom four rows
of Table 4.2 specify the results for different image types, which contain elements
that can lead to false positives (from now on referred to as distractors). Note that
the number of these images does not sum to 32, because one image can contain
several distractors. In fact, most images of this set contain multiple regions that
exhibit intestinal juices, specular reflections, gastric folds and/or other deviating
color and texture patterns.
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Table 4.1 — Detection and annotation performance of the proposed detection system. Each column shows the results of the algorithm for a
certain set of parameters. Column label GP |Q Ww SEY represents the following parameters: the number of Gabor filter scales and orientations
P and Q, the central frequency fc and structuring element Y for postprocessing, which can either be a disk with radius 1 (D1) or 2 (D2) or a
square with a width of 2 (S2) or 3 (S3). When Wa|b is used, it represents parameters UL = a and UH = b from Equations (4.2)-(4.4).

Detection
# Found lesions
# Missed lesions
# False positives
Annotation
Accuracy (%)
standard dev.
Sensitivity (%)
standard dev.
Specificity (%)
standard dev.
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Class

Disctractor

# images

EAC
NDBT
NDBT
NDBT
NDBT
NDBT

all
juices
reflections
gastric folds
other

32
32
16
20
19
32

System prediction
EAC
NDBT
32
4
2
0
0
2

0
28
14
20
19
30

Accuracy
100 %
88 %
88 %
100 %
100 %
94 %

Table 4.2 — Detection accuracy for different types of distractors.
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Figure 4.17 — Precision-recall plot of the detection results. Label GP |Q Ww SEY represents the
following parameters: the number of Gabor filter scales and orientations P and Q, the central
frequency fc and structuring element Y for postprocessing, which can either be a disk with radius 1
(D1) or 2 (D2), or a square with a width of 2 (S2) or 3 (S3). In this label, the parameter indicated
with an asterisk (∗) is varied, while the other parameters are kept constant.

From Table 4.2, we conclude that intestinal juices and deviating color and
texture patterns referred to as other are the leading cause of false positives in
images of non-dysplastic Barrett’s tissue. Of the four distractors shown in the
table, these two distractors are the least constant in appearance over different
endoscopic images. From the two false positives listed under other in the table,
one is clearly caused by a slightly more red area in the image and for the other
one, no direct cause is observed.
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4.7.3 Annotation quality
In order to measure the annotation quality of our detection system, we compute
the pixel-based accuracy, sensitivity and specificity of the automatically annotated
images. Since annotations usually vary among specialists, these metrics are not
perfectly suited to our problem. In our opinion, detecting the center of the lesion
is of more importance than finding its exact boundaries. Therefore, it is desirable
to have the annotations of more specialists, so that these metrics can be weighted
per pixel, according to the number of specialists that included the pixel in the
annotated region. These considerations will be discussed in more detail in Chapter 8. Although the employed metrics are not ideal, they do quantify the similarity
between the annotations made by the system and the corresponding ones made
by the expert gastroenterologist.
The bottom six rows of Table 4.1 show the average performance metrics for
a number of parameter settings. Because the annotation performance varies per
image, we also include the standard deviation σ of the computed metrics in this
table. Furthermore, Figures 4.18 and 4.19 show a number of ground-truth images
with the corresponding annotations made by the algorithm for different parameter
settings. The results in Table 4.1 indicate that the pixel-based metrics are very similar over different parameter settings. The next two subsections further elaborate
on this observation. The relatively low sensitivity indicates that, on the average,
slightly over half the lesion is annotated. However, given the high standard deviation of the sensitivity, the part of the lesions that is correctly annotated varies
significantly over different images. This is also observed in the examples shown
in Figures 4.18 and 4.19, where some lesions are missed completely, and others
are annotated quite accurately. The non-cancerous tissue, however, is correctly
classified in most cases, resulting in a high specificity.
4.7.4 Gabor parameters
The proposed algorithm includes three parameters concerning the Gabor filters,
which directly affect the annotation performance: (1) the central frequency fc of
Gabor filters, (2) the number of orientations Q and (3) the number of scales P of the
Gabor filter bank. This subsection elaborates on the influence of these parameters.
Central frequency: The frequency range that is covered by the Gabor filters is
determined by central frequency fc for filter banks with only one scale and by fl
and fh for filter banks with multiple scales. Columns 7, 3, 8 and 9 of Table 4.1 show
the results for an increasing fc and the corresponding performance of the system.
Although the annotation metrics do not show a significant optimum, the detection
metrics show an optimal fc of 0.05 cycles per pixel. This corresponds with the
observation made in Section 4.3 and it is also clearly illustrated in Figure 4.20a,
where the detection metrics are plotted for an increasing fc . When increasing the
central frequency, an optimum is reached at fc = 0.05, after which the performance
drops and stabilizes at approximately fc = 0.15. This result can be explained by
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Figure 4.18 — Ground-truth annotations (first row) compared to automatic annotations made by
the algorithm (second to fourth row), using different parameters: G1|8 W0.05 SES2 , G1|8 W0.025 SED1
and G1|8 W0.05 SED2 respectively, in the same notation as used in Table 4.1.
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Figure 4.19 — Ground-truth annotations (first row) compared to automatic annotations made by
the algorithm (second to fourth row), using different parameters: G1|8 W0.05 SES2 , G1|8 W0.025 SED1
and G1|8 W0.05 SED2 respectively, in the same notation as used in Table 4.1.
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the following two key aspects.
(1) The frequency range of a Gabor filter widens as its central frequency increases and the filter does not have a zero DC component. Hence, after
filtering with Gabor filters having a high fc , the image will still contain
frequencies around fc = 0.05.
(2) When the textural part of the feature vector does not yield discriminative
information, the SVM distinguishes and classifies mostly based on color
information. This effect is also observed in the resulting annotations, where
typically deviating color is detected, whereas deviating texture is missed for
high frequency fc .
Chapter 4

Furthermore, from Figure 4.7 it is clear that the standard deviations of both classes
exhibit similar overlap over the entire test range, i.e. fc = 0.025, ..., 0.250. This
may explain why the detection performance shown in Figure 4.20a is also similar
for all tested frequencies.
Number of orientations: Considering the number of orientations of the Gabor
filter bank, Table 4.1 portrays a slight growth in performance for an increasing
number of orientations. Over the first three columns of Table 4.1, an increase
is observed in the number of detected lesions and a decrease in the number of
missed lesions and false positives. A plot of the detection metrics in the range of
an increasing number of orientations in Figure 4.20b shows that the detection performance slightly drops for Q > 8 orientations. This can be explained as follows.
We expect that for approximately Q = 8, all the useful directional information
is captured by the feature vector and adding more directional information only
results in a more complex SVM optimization problem, yielding a slightly worse
detection performance. Although the detection performance varies over the number of orientations, the scores measuring the quality of the annotations remain
approximately the same. After inspection of the automatically annotated images,
we conclude that the algorithms that use Q ≈ 8 orientations find more lesions,
but these algorithms also delineate the lesions more tightly. These effects cancel
out in the performance metrics, resulting in a similar average annotation score
as the algorithms using a different number of orientations. Since we consider the
detection more important than the exact annotation, we conclude that Q = 8 is an
optimal number of orientations for our detection system.
Number of scales: Table 4.1 shows no significant increase in the number of
found lesions for an increasing number of scales (columns 2, 10, 11). However,
a slight decrease in the number of false positives is observed. Furthermore, the
standard deviations of the performance metrics slightly degrade, indicating a
more stable annotation quality. Considering an even higher number of scales, this
trend continues, which is shown in Figure 4.20c, where the performance metrics
are plotted for an increasing number of scales. This graph also shows a slight
increment in the number of false positives and a slight decrease in the number of
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Figure 4.20 — Detection results for (a) varying central frequency, (b) number of orientations and
(c) number of scales.

missed lesions, stabilizing for P > 5. Hence, adding more scales is beneficial up to
a certain point, after which all relevant textural information is extracted. However,
the benefit of more scales in the same spectral area is only minor and it does not
outweigh the additional computational load. Therefore, we conclude that using
one scale, thus P = 1, is optimal in the proposed system.
The observations described in this subsection are also reflected in the precisionrecall plot portrayed by Figure 4.17 and the F1 score of Section 4.7.1, where the
algorithm with parameter set G1|8 W0.05 SED1 achieved the best score.
4.7.5 Texture vs. color feature
To validate one of the main conclusions of Chapter 3 – that using both color and
texture features leads to optimal results – on full endoscopic images, the experiments described in the previous sections are repeated when only the color feature
is employed and again when only the Gabor-based texture feature is employed.
The best results of both experiments are included in the rightmost columns of
Table 4.1. When using only the Gabor-based texture feature, the sensitivity of the
system drops significantly and a considerable amount of additional false positives
are encountered. The best overall detection performance that we have obtained
during these experiments is a detection rate of 36 out of 38 lesions with 22 false
positives for Gabor parameters P = 2, Q = 4, Ul = 0.025 and Uh = 0.075. The
highest sensitivity is 0.468 with a detection rate of 37 out of 38 and 46 false positives for Gabor parameters P = 2, Q = 8, Ul = 0.5 and Uh = 0.15. On the other
hand, when only the color feature is used for classification, a higher number of
false positives is observed, while the other performance metrics do not degrade.
The best performance, when varying the mask for filtering false positives, is a
detection rate of 34 out of 38 with 29 false positives. The above results support the
conclusion that combining color and texture features generally leads to a higher
detection performance.
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Figure 4.21 — Four structuring elements used in the experiments, from left to right: D1: disk
with radius 1, D2: disk with radius 2, S2: square with edge length 2, S3: square with edge length 3.
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4.7.6 Post-processing
In the presented experiments, several structuring elements are evaluated for the
binary morphological filter that is used to discard false positives. In Table 4.1,
from Columns 3, 4, 5 and 6, the effect of changing this structuring element can
be observed. These columns present the results for two disk-shaped structuring
elements of radius r = 1 and r = 2 and two square structuring elements with
edge length l = 2 and l = 3 (see Figure 4.21). In Table 4.1, these parameter choices
are represented by affix D1 and D2 for the disks, and S2 and S3 for the squares,
respectively. From the table, it is clear that when a larger structuring element is
deployed, less false positives are detected. However, this also reduces the number
of lesions that are correctly found. The effect is also clearly illustrated by the
precision-recall plot shown in Figure 4.17. From these results, it can be concluded
that employing structuring element D1 yields the best results. In particular, this
structuring element leads to a significant number of correctly detected lesions with
a relatively small number of false positives. The superiority of D1 is also reflected
in the F1 score from Section 4.7.1, where typically a higher score is achieved if
D1 is used. Furthermore, if we visually inspect the annotations provided by our
algorithm for a qualitative evaluation, this structuring element also produces the
most desirable results.
4.7.7 Time and complexity analysis
All experiments described in this section have been carried out on a standard
workstation desktop computer with a 3.3-GHz hexacore processor and 16-GB
RAM using a 64-bit operating system. Software package Matlab has been used
for all the experiments and hardware acceleration is not exploited to process the
images. On this PC, the algorithm annotated an image in approximately 2 seconds
when using one scale and eight orientations around central frequency fc = 0.05
for the Gabor features. The Gabor filters are responsible for an average of 1.5 of
these 2 seconds. Hence, for higher values of fc , the computation time reduces
approximately quadratically, since the filtering mask size decreases quadratically
with fc . The ROI detection takes about 0.4 seconds and is obviously independent
of fc . When using multiple scales, the computation times of the independent scales
stack linearly. Note that although Figure 4.1 depicts a parallel configuration of
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the ROI detection and the filtering step, in our Matlab experiments these steps
are executed in series, for ease of implementation. However, parallel execution of
these steps is possible, since they are independent in the proposed algorithm. This
independence is emphasized by the parallel configuration shown in 4.1.
In essence, the algorithm comprises (1) filtering operations, (2) computing
means and variances and (3) thresholding operations. Most of the filtering can
be performed in parallel, since the input image is filtered for all scales and orientations independently. This parallelization amounts to a speed-up of P × Q for
the filtering process. Since overlap is not employed, the 50 × 50-pixel windows
can also be filtered in parallel, which theoretically leads to a speed-up equal to
the amount of windows, i.e. 768 for images with 1, 600 × 1, 200 pixels. In practice,
this number is significantly lower if only the windows inside the ROI are filtered.
However, this yields the additional constraint that the ROI detection must be
executed prior to the filtering step, thereby exchanging the number of filtering operations against parallel execution. The ROI detection currently imposes a lower
bound of approximately 400 ms per image on the computation time, of which on
the average, 300 ms are used for morphological filtering operations and 70 ms
for region growing of the lumen. The above measurements confirm the execution
feasibility of the algorithm and indicate that real-time operation can be achieved
in the upcoming years.

4.8

Discussion

Given the results presented in the previous section, a number of issues deserve
some additional considerations, such as the potential causes of false classifications, the relatively low annotation scores and possible improvements that can be
investigated in future studies.
For further research, it is important to intestate the cause of false negatives of
the system. Using the optimal system discussed in Section 4.7, only two lesions
are not detected. Close inspection of these missed lesions, which are shown in
the third row of Figure 4.18, provides a possible explanation: a large part of both
these lesions is hardly distinguishable – by visual inspection – from non-cancerous
tissue in other images. Only a small fraction of the surface tissue of these lesions
exhibits a pattern that is associated with early cancer. This triggers a specialist
physician to inspect the neighboring tissue for suspicious patterns. In this case,
the relative color difference in the image is the key parameter for detection, e.g.
the tissue is slightly more red than other tissue in the same image. The proposed
algorithm can only detect those regions that exhibit a color and/or texture pattern
over the complete set of images.
Compared to the number of false positives found in images that contain EAC,
presented in Table 4.1, the number of false positives in images of NDBT, shown
in Table 4.2, is remarkably low. From the latter table, we conclude that the same
algorithm makes 12 false detections when analyzing 32 images that show early
cancer. Hence, images showing lesions yield considerably more false detections
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than images showing only non-dysplastic tissue. Two plausible explanations can
be given for this observation. First, the tissue surrounding early cancerous lesions
may exhibit similar deviating color and texture patterns, since this tissue can
also be slightly dysplastic. Second, the annotations of lesions in BE are prone
to a considerable inter-observer variability, which is demonstrated in the next
chapter. This variation renders the ground-truth labels of certain image areas
ambiguous. As a consequence, the evaluation of system detections in these areas
is inconclusive when multiple experts are involved.
Considering the annotation performance presented in Table 4.1, the scores
seem rather low. However, in general, most annotations made by the system show
a considerable similarity to the annotations made by the specialist. As mentioned,
a multi-expert, weighted performance metric is expected to better reflect the quality of the annotations. Currently, the shape of the annotation contour is affected
by the size of the structuring element that is applied for filtering false positives. If
a reduced number of false positives is achieved, this would enable the usage of a
smaller post-processing filter, leading to annotations with a higher score.
Currently, the morphological filtering operations impose a heavy computational load on the complete algorithm. However, when the algorithm is adapted to
process endoscopic video, it is possible to take into account temporal information
and predict the ROI in a new frame from the ROI detected in the previous frame.
This would diminish the need for the morphological filtering operations, which
are relatively expensive in terms of computation time. In conclusion, the above
analysis indicates that if the algorithm would be mapped to C/C++ and some of
the proposed processing alternatives are employed, the execution time per image
would be well below 1 second per image and is likely to execute in the millisecond
domain.

4.9

Summary and conclusions

The problem statement of this chapter is to design a CAD system for the detection of Barrett’s cancer in full endoscopic images of high-definition resolution.
Such a system is subject to specific important constraints, including: (1) high detection performance suitable for automated usage on longer term, (2) invariance
to changing visual appearance of the lesions between patients and robustness
against distracting elements such as intestinal juices and specular reflections and
(3) a stable detection performance and a fast execution time.
The methods and key techniques on which the detection system is based are as
follows. First, the Region Of Interest (ROI) is automatically detected for exclusion
of image regions that are not suitable for further analysis. Next, features are computed that capture specific texture and color information of the surface tissue. The
feature analysis involves spectral analysis for Gabor filter design with directional
sensitivity and scalability. Finally, these features are used for classification of local image windows and an annotation is drawn in the endoscopic image based
on these local predictions. The findings of these stages are briefly addressed below.
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ROI detection: The region of interest of an endoscopic image is automatically
detected by discarding image regions that show one of the following elements
inhibiting the detection: (1) the lumen, (2) intestinal juices, (3) specular reflections
and (4) the black image borders. The proposed ROI detection algorithm exploits
the color distribution that is typically encountered for in-vivo imaging. The color
imbalance is explicitly utilized by applying a lower threshold to the red channel
for removing the dark areas (e.g. borders and lumen), while imposing an upper
bound on the blue component for exclusion of the overexposed image segments
(e.g. intestinal juices and specular reflections). In this fashion, the border detection
step achieves an F1-score of over 0.99. Since the size and intensity of the lumen
show a huge variability over different endoscopic images, an adaptive scheme is
proposed to segment this image region, resulting in an F1-score exceeding 0.80.
Further quantitative evaluation is difficult due to the lack of ground-truth annotations, while qualitative validation revealed a good performance for the medical
experts involved in the study of the whole system.
Feature extraction: The employed features are optimized for capturing the difference between cancerous tissue and non-dysplastic tissue by spectral analysis of
small image patches. This aims at finding the optimal frequency range for the employed Gabor filters for partitioning the patches into two classes. This analysis has
discovered that a narrow, omnidirectional band around a frequency of f = 0.05
cycles per pixel exhibits the largest difference between the two classes. Further
experiments have shown that employing Gabor filters matching this frequency
range, lead to an optimal detection performance. The experiments in this chapter
also support earlier findings, indicating the complementary nature of color and
texture features, demonstrating improved detection results when a combination
of these features is employed (see Table 4.1).
Classification and image annotation: To satisfy the constraints on fast and stable
results, a trained SVM has been adopted for classification of local image windows.
Next, a post-processing step is applied to these window-based classifications for
the removal of likely false positives and finally, an annotation is produced by computing positive prediction density of the resulting local predictions. Experiments
with different post-processing methods reveal that morphological opening and
closing to window-based prediction matrix Mp provide the best image annotations. To this end, we have used a disk-like structuring element with a radius of
1 pixel. In video, the temporal domain can be exploited for obtaining a higher
consistency in detection.
Performance evaluation with cancerous images: When the system was evaluated
on 32 images showing early cancerous lesions, typically 32–36 of 38 visible lesions
were detected by the CAD system. However, on the average, the system also
produced 13–17 false detections in these images. This amounts to a recall and pre103
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cision ranging from 0.84–0.95 and 0.68–0.75, respectively. Employing the F1-score
to establish the best trade-off between recall and precision and favoring a high
sensitivity for equal scores, the system configuration from the above paragraphs,
shows the best result, yielding an F1-score of 0.84.
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Evaluation of robustness with non-cancerous images: To evaluate the robustness of
the CAD system, it has also been evaluated on 32 images without signs of EAC. In
this additional experiment, 28 images were correctly omitted for annotation by the
system, while in 4 images an image area was incorrectly delineated. Because the
employed system for this experiment correctly detects all 32 images that do show
EAC, an image-based sensitivity and specificity of, respectively, 1.00 and 0.88 are
achieved. Further investigation of the falsely labeled images shows that intestinal
juices and miscellaneous, unclassified deviating color and texture patterns are the
leading cause for these false detections.
In this chapter, a CAD system for Barrett’s cancer detection in still endoscopic
images is presented and evaluated. The system performance is evaluated using
a set of reference ground truth annotations, provided by an expert who resected
the tissue specimens and was aware of the histopathological outcome. The next
chapter investigates how the proposed CAD system compares to clinical experts
who are blinded for the pathology.

104

“There are no facts, only interpretations.”

5
5.1

Clinical validation

Introduction

The previous two chapters have discussed the systematic design of a CAD system
for the detection and segmentation of early Barrett’s cancer in endoscopic images.
The system has been evaluated using a set of endoscopic images, annotated by an
expert on Barrett’s cancer and the experiments showed a detection performance
reaching an F1-score of 0.84 and an annotation accuracy of approximately 85%.
Although these numbers provide a promising indication of the systems performance, it is unclear how good it performs with respect to medical experts who
are given the same task. This question is of high relevance, because it yields an
estimation for the added value for the clinical practice. Therefore, this chapter
concentrates on how the system compares to medical experts in detecting and
delineating early cancer in BE.
When comparing the CAD system to the performance of medical experts, a
number of important issues should be properly addressed.
• Gold standard: The gold standard1 should be considered carefully, since its
precise definition has large implications for the results. For example, the
inter-observer variability for the annotation of early lesions in BE is unknown.
• Operational setting: Based on the initialization of the CAD system, different
operating points can be achieved. However, the best setting for operation
should be largely guided by clinical experts and they should make the medical trade-off between high detection score versus the amount of false positives. Since many parameters affect the operational outcome of the system,
it is highly attractive that the range of possible system settings is feasible
and the CAD algorithm should facilitate the trade-off between achievable
operating points.
1 In the medical community it is customary to define the gold standard as the reference method
to test an approach for prediction and diagnosis of diseases. This is further elaborated for the specific
work described in this thesis and worked out in the next chapter.
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• Annotation guidelines: There is a risk that bias is introduced by suboptimal
choices in the experimental setup. For example, the procedure that is employed for the acquisition of expert annotations has a significant impact on
the resulting reference data. In addition, the methods employed for measuring the performance determine the outcome of the final comparison.
Therefore, the experimental setup should be carefully designed, baring in
mind these aspects.
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Taking into account the above requirements, this chapter develops a multi-faceted
comparison of the CAD system from the previous chapter with four medical
experts on early Barrett’s cancer.
This chapter is setup as follows. First, the patient population and data acquisition are discussed in Section 5.2, after which Section 5.3 describes the employed
methods for obtaining the annotations of the medical experts. Next, Section 5.4 outlines the employed method for generating system annotations, while Section 5.5
elaborates how the system performance is measured and how it is compared to the
expert performance. Subsequently, the results of the experiments are presented in
Section 5.6 and discussed in Section 5.7, where also several notable limitations are
addressed. Finally, the chapter is concluded with a short summary of the obtained
results in Section 5.8.

5.2

Patients and data acquisition

Patient selection: All patients included in this study have been referred for endoscopic treatment of early BE neoplasia or underwent standard BE surveillance
at the Catharina Hospital, Eindhoven, the Netherlands, between September 2010
and June 2013. The use of anonymized endoscopic images is waived by the Institutional Review Board of the Catharina Hospital according to Dutch law.
Endoscopic procedure: The endoscopic procedures are performed by one single
endoscopist (ES) with extensive experience in detection and treatment of early
BE neoplasia. During these procedures, high-definition images were obtained
using a high-definition endoscope2 and stored as JPEG files with a resolution of
1, 600×1, 200 pixels. In case of the presence of an early neoplastic lesion amendable
for endoscopic resection, high-quality images of the lesions are obtained and
endoscopic resection is performed according to standard clinical practice using
the MBM-technique or EMR-cap technique [250]. In patients undergoing standard
surveillance and the absence of visible lesions, images of normal appearing BE are
obtained followed by standard random biopsies in 4 quadrants every 2 cm. All
endoscopic resection specimens and biopsies have been routinely processed and
underwent histological evaluation according to the Vienna Classification [251]. In
case of the presence of dysplasia or early neoplasia, histopathology is reviewed
by a GI-pathologist with expertise in Barrett’s neoplasia.
2 Endoscope
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5.3. Expert annotations
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Image selection: All images in this study are selected based on the following
criteria. (a) The pictures should have a high perceptual image quality. (b) When a
lesion is present in the image, it should be clearly visible and histological results
should prove the presence of High-Grade Dysplasia (HGD) or Early Adenocarcinoma (EAC) in the endoscopic resection specimen (also see Section 1.2). (c) In case
of a non-dysplastic BE, there should be a clear absence of visible abnormalities and
absence of any dysplasia or carcinoma in the random biopsies obtained during
the imaging procedure.

5.3

Expert annotations

Definition of the gold standard: To generate a gold standard, all neoplastic lesions in
the selected images are delineated by an expert endoscopist with extensive experience in the detection and treatment of early BE neoplasia. During this process, this
expert was unblinded for endoscopic findings and pathology and a drawing tool
was employed for making the annotations. The resulting annotations are applied
as gold standard for the development of the automated detection algorithm and
subsequently used as gold standard for testing the algorithm for detection and
delineation of early neoplastic lesions.
Expert reference generation: Four international renown experts in detection and
treatment of early BE neoplasia reviewed all images blinded for endoscopic findings and pathology. All reviewers were provided with a set of slides containing all
images, where each slide contained one endoscopic image. Each patient received
a unique number which is displayed next to the image. In case the reviewers detected an early neoplastic lesion, they were asked to “delineate the dysplastic area in
the image”, using a drawing tool3 , where each expert was assigned a different color.
The annotated endoscopic images are compared according to the study design
depicted in Figure 5.1.
3 The

drawing tool in PowerPoint (Microsoft Inc.)
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Figure 5.1 — Schematic depiction of the study design.
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Repeated for all patients:

Annotated
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Train annotation
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but 𝑛𝑛

Test images
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annotation system

System
annotations
for patient 𝑛𝑛

Figure 5.2 — Overview of the validation procedure that was employed in this study, where the
system was trained using the images of all but one patient, and evaluated on the images of the patient
who was discarded from the training data.

5.4

System annotations
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The automated image recognition system is employed for annotating the images
by delineating each area in an evaluated image that is considered suspicious
for early neoplasia according to the developed algorithm. Figure 5.2 shows a
schematic overview of the procedure that is employed for generating the system annotations. The computer algorithm is evaluated using leave-one-out crossvalidation on a per patient basis. Prior to feeding the images to the annotation
algorithm, they are randomized and all additional patient information is removed
from the image data.
The system performance depends on the initialization of a number of hyperparameters, of which the effect is discussed in Section 4.7. Changing the values of
these parameters leads to a different trade-off between the sensitivity and specificity of the system. In order to enable a straightforward comparison with the
medical experts, the values for all internal system parameters are fixed and only at
the input of the system, the distribution of positive and negative training samples
(image blocks) is varied. Subsequently, the system performance is evaluated for
different positive / negative distributions, ranging from 20% / 80% to 50% / 50%,
respectively. Since both percentages always sum to 100%, we will refer only to the
fraction of positive training samples, for which we define the Positive Training
Fraction (PTF) as a percentage ranging between 0–100%. A motivation for choosing this parameter is that it represents an intuitive balance: given more examples
of a certain class makes it easier to recognize that class, while less examples of the
other class renders it harder to identify samples belonging to that class.

5.5

Outcome measurements

To measure the system performance, we are interested in two aspects: (1) how well
is the system able to detect a lesion and (2) how similar is the delineation of the
system to that of the expert? We call this detection performance and the delineation
similarity, respectively. These two aspects are now discussed in Sections 5.5.1
and 5.5.2, after which Section 5.5.3 elaborates on the comparison between the
system and the experts.
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5.5. Outcome measurements
5.5.1 Detection performance
While measuring the detection performance, two distinct types are investigated:
(1) the per-image analysis: how many images are correctly classified and (2) the
per-patient analysis: how many patients are assigned to the correct class? The
performance in each of these two categories is measured as follows.

• Per patient analysis: To measure the per-patient detection performance, an
additional rule is required to assign a label to each patient: (P1 ) this patient
shows signs of early cancer, or (P0 ) this patient does not show signs of early
cancer. Since we place a large emphasis on finding all lesions, a rather strict
decision rule is defined, where a patient receives label (P1 ) if at least one of
the images belonging to that patient is labeled with image label I1 . Otherwise, the patient is assigned label P 0. Then, the sensitivity and specificity
are computed using the predicted patient labels and the gold standard.
In addition, it is investigated whether there is a difference in detection performance between patients with HGD and patients with EAC and compare these
individual detection rates of the system with those of the experts.
5.5.2 Delineation similarity
To measure the similarity between the system annotations and gold-standard
annotations, the F-score is employed, which is defined as the harmonic mean
between the pixel-based sensitivity and specificity. For this, all pixels annotated in
the gold standard are regarded as positives and all pixels that are not annotated
as negatives. The F-score is computed for each correctly annotated image and the
average is derived as a final score. The same procedure for the F-score is employed
for the expert annotations. Figure 5.3 shows an illustrative example, where the
F-score is computed for different configurations of two circles. This example is
analogous to comparing expert and system annotations, where the white area is
common in the annotations of both the expert and the system, while the gray area
is annotated by either the system or the expert while the black area is annotated
by neither of the two.
5.5.3 Comparison of the system with the experts
Given the small size of the dataset, a higher score for the employed metrics does
not guarantee a better or worse performance, since these differences could be
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• Per-image analysis: To measure the per-image detection performance, each
image should receive one of two class labels: (I1 ) this image contains a lesion,
or (I0 ) this image does not contain a lesion. As a decision rule, images that
are annotated by the system are assigned the first label, while images that are
omitted for annotation receive the second label. Sensitivity is defined as the
number of correctly annotated images divided by the total number of images
that show a lesion. Next, the sensitivity and specificity (see Section 2.6.2) are
computed using the predicted image labels and the gold standard.
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Figure 5.3 — Examples of the F-score for two annotations. From left to right: F = 0.52, F = 0.77,
F = 1.00, F = 0.62, F = 0.20.

caused by random variation. For this reason, an additional test is performed
to measure the if the disparity between two sets of predictions (either from an
expert or from the system) is statistically significant. For comparing the system
detections with the detections of the four experts, McNemar tests are employed,
while the difference between the annotations of the system and the annotations of
the experts is measured with paired t-tests4 . The difference between the system
and the experts is considered statistically significant for p < 0.05 for both tests.

5.6

Results
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This section starts with discussing the included patients and the resulting set of
images in Section 5.6.1. Next, Section 5.6.2 presents the detection performance
of the system and the medical experts, after which Section 5.6.3 concludes this
section with a comparison of the obtained annotations.
5.6.1 Patients and images
In total, 100 white-light endoscopic images from 44 BE patients (30 males, mean
age 63 yrs.) are selected. Of these patients, 21 showed a histologically proven early
neoplastic lesion (13 EAC, 8 HGD) and 60 images of these lesions are selected
for evaluation, while 23 non-dysplastic patients are included of which in total
40 images from these patients were selected for evaluation.
5.6.2 Detection performance
The per-image detection performance of the system shows a sensitivity in a range
of 0.20–0.95 and a corresponding specificity within 1.00–0.40, where a trade-off
can be made by adjusting the distribution between positive and negative samples
in the training data. To illustrate this trade-off, Figure 5.4 shows an ROC plot
of the system performance, where the distribution of training samples ranged
between 20% positive / 80% negative (PTF = 20%) to 50% positive / 50% negative
(PTF = 50%). For comparison, Table 5.1 highlights five illustrative cases of the
system detection performance for different training sample distributions and the
detection performance of the experts who annotated the same set of images. The
scores achieved by the experts show a sensitivity and specificity ranging between
0.95–1.00 and 0.88–0.73, respectively, and they are included in the ROC plot of
Figure 5.4. Using McNemar tests, a statistically significant difference was observed
4 Software
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package Matlab 2015a (Mathworks, Inc.) is used to perform the statistical tests.

5.6. Results
Positive Training Fraction (PTF)

Sensitivity

Specificity

30%
31%
32%
34%
36%
-

0.62
0.77
0.83
0.85
0.90
0.98
0.95
1.00
0.97

0.90
0.85
0.83
0.75
0.65
0.88
0.88
0.73
0.93

System

Expert 1
Expert 2
Expert 3
Expert 4

Table 5.1 — Per-image detection performance of the system for different fraction of positive
training examples and the expert scores (bottom four rows).
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1.00

Sensitivity

0.80

0.60

0.40
experts

0.20

system
0.00
0.00

0.20

0.40

0.60

0.80

1.00

Specificity

Figure 5.4 — ROC plot of the system for varying parameter settings (green dots) and the expert
scores (red diamonds).

between the system and Experts 1 and 3 in all experiments. However, for the
experiments with a fraction of positive training samples ranging between 31%–
36%, no statistically significant difference was observed between the system and
Expert 2 (p = 0.087, p = 0.210, p = 0.078, p = 0.052 for a PTF of 31%, 32%, 34%
and 36%, respectively). In addition, the system trained with a PTF of 32% also did
not show a statistically significant difference with Expert 4 (p = 0.076).
Considering the number of correctly classified patients, rather than images,
Table 5.2 shows the per-patient detection performance of the system for five interesting cases, where a differentiation between the two pathologies is included. The
system achieves a per-patient sensitivity and specificity ranging between 0.52–1.00
111

5 . C L I N I C A L VA L I D A T I O N

System

Expert 1
Expert 2
Expert 3
Expert 4

PTF

Sensitivity

Specificity

EAC

HGD

#False Pos.

28%
29%
30%
31%
32%
-

0.52
0.71
0.86
1.00
1.00
0.95
0.90
1.00
0.90

0.96
0.91
0.87
0.78
0.74
0.83
0.83
0.65
0.91

8 / 13
10 / 13
11 / 13
13 / 13
13 / 13
13 / 13
13 / 13
13 / 13
13 / 13

3/8
5/8
7/8
8/8
8/8
7/8
6/8
8/8
6/8

1
2
3
5
6
4
4
8
2

Table 5.2 — Per-patient detection performance including a distinction between the number of
detected early carcinomas and high-grade dysplastic lesions. An additional column (right), shows
the number of false detections, i.e. the number of patients incorrectly receiving label P1 (see Sec. 5.5).

Chapter 5

and 0.96–0.78, respectively, where again a trade-off could be made by varying the
percentage of positive training samples. Table 5.2 includes the range in which the
system performed optimally on a per-patient level. When trained with 28% positive training samples, the system shows the least false positives and detects 8 out
of 13 patients with an adenocarcinoma and 3 out of 8 patients with high-grade
dysplasia. Training the system with 31% positive training samples yields the most
false positives, but also leads to the correct detection of all 13 patients with an
adenocarcinoma and all 8 patients with high-grade dysplasia. All experts correctly
detected the 13 patients with an adenocarcinoma and the detected patients with
high-grade dysplasia ranged from 6 to 8 out of 8, with a corresponding increase
in false detections from 2 to 8. At the patient level, the only statistically significant difference was observed between the system trained with a PTF of 28% and
Expert 1 (p = 0.0215). All other comparisons between the system and the experts
did not show a statistically significant difference (minimum p = 0.092).
5.6.3 Annotation performance
Although the system demonstrates a detection performance that is very close
to the expert level, the observed annotation performance shows a considerable
difference between the system and the medical experts. The annotations of the
experts are much closer to the gold-standard annotations than the system annotations. Table 5.3 shows the F-scores of the experts and the system for the same
distribution of positive and negative training samples as in Table 5.1. In addition,
the best system annotation performance was included, which was achieved for a
PTF of 50%. To demonstrate the large variation in annotation performance, Figure 5.5 visualizes a box plot of the F-scores over all the images corresponding
to the results shown in Table 5.3. From this box plot it is clear that the annotations achieve a higher score when more positive samples are used for system
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System

Expert 1
Expert 2
Expert 3
Expert 4

PTF

Average F-score

Standard deviation

30%
31%
32%
34%
36%
50%
-

0.21
0.30
0.35
0.40
0.42
0.62
0.85
0.92
0.87
0.81

0.16
0.20
0.22
0.24
0.24
0.19
0.15
0.09
0.13
0.18

training. Paired t-tests show a statistically significant difference between the annotation scores of the system and the scores of all experts (p  0.001). Figure 5.6
depicts four interesting examples of annotated images, where the top row shows
the system annotations, the second row provides the expert ground truth and
the bottom four rows portray the annotations of the four additional experts. The
system annotations in Figure 5.6 were generated using the system when trained
with 31% positive training samples and they have an F-score of 0.53, 0.49, 0.69 and
0.34, respectively. This particular percentage of 31% positive training samples was
chosen for presentation, since the system achieves the most balanced per-image
detection performance for this PTF value.

5.7

Discussion and limitations

This chapter has presented a comparison between the proposed CAD system for
early Barrett’s cancer detection and four medical experts. The employed system
(developed in Chapters 3 and 4) is trained using a set of gold-standard annotations
of a total of 100 HD endoscopic images. These images were annotated also by the
involved experts, while blinded for pathology. Given the results of this comparative validation, presented in the previous section, several important observations
and limitations are addressed.
While the ROC curve in Figure 5.4 demonstrates that the experts score considerably higher than the annotation system on a per-image analysis, the performance
of the automated recognition system is very promising for a per-patient analysis.
From Table 5.2, it is observed that the system performance at the patient level is
very close to the performance of the experts. Moreover, the Preservation and Incorporation of Valuable Endoscopic Innovations (PIVI) thresholds suggested by the
guidelines as developed by the American Society for Gastrointestinal Endoscopy,
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Table 5.3 — Annotation performance of the system for different fractions of positive training
examples and the expert scores (bottom four rows).
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Figure 5.5 — Box plot of the annotation scores, where the F-scores of the five systems from
Table 5.1 are incorporated. To indicate the maximum annotation performance in our experiments, an
additional result is included, which is obtained by a system trained with an equal amount of positive
and negative training windows (i.e. PTF = 50%).

are a per-patient sensitivity of 90% or higher and a NPV of 98% or higher. Given
the results of the presented feasibility study, the automated recognition system
has the potential to satisfy the PIVI-standards.
Another question that is raised by the ROC plot, is where non-experts would
score; our expectation is that the system will outperform most of the non-experts.
However, this is subject of subsequent research. Furthermore, the performance
gap will be narrowed by improvement of the detection, fueled by more clinical
training data.
From the results presented in Section 5.6.3, it is clear that the delineations of the
algorithm do not match the gold-standard annotations as well as the annotations
of the experts do. Table 5.3 shows that the experts score significantly better and
by a relatively large margin. When more positive training samples are used, the
system annotation score approaches that of the experts (see Figure 5.5), although
the difference is still notable. Furthermore, increasing the fraction of positive
training samples also leads to a reduction in specificity. This effect can be explained
by the observation that when the PTF is increased, the tendency of the system
to classify an image block as neoplasia increases as well. This results in less
conservative annotations and, in turn, to more false positives. This behavior is not
desirable when keeping a future clinical application in mind and a high detection
performance should be preferred over a high delineation similarity. This means
that once a lesion is detected by the system, the endoscopist can further inspect
the tissue and determine its boundaries.
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Figure 5.6 — System annotations (top row, green) vs. gold-standard annotations (second row,
cyan) and the expert annotations (bottom four rows, blue, yellow, purple and dark green, respectively).
The system annotations were generated using 31% positive windows for training (i.e. PTF = 31%).
The F-scores of the system are 0.53, 0.49, 0.69 and 0.34, respectively.
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Although the initial results are promising, it is important to mention that the
experiments in this chapter also include a few notable limitations, of which several
issues need to be solved prior to system implementation in clinical practice.
• Selection bias: The study presented in this chapter is susceptible to selection bias towards best-quality images, including images with clearly visible
lesions while they are in a good window of view. This form of bias is acceptable at the early stages of algorithm design, where mainly feasibility is
investigated. However, for further algorithm evaluation, this bias should be
properly addressed, since a considerable fraction of the frames encountered
in endoscopic video have a significantly lower image quality.
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• Learning effect: In the presented experiments, the number of images is not
constant for each patient, hence it is possible that a learning effect occurs
when the expert annotates several images from the same patient. This improves the consistency of the expert in the temporal direction, whereas the
annotation system did not exploit this capability. Also note that the experts
in this study may have scored better if a video would be provided for each
patient, such that a better sense of depth and height of the mucosa would
be attained.
• Gold standard: As the gold standard, we have adopted the annotations of a
single endoscopist who resected the lesions, in combination with the histological outcome of the biopsies. Although pathologic results showed the
presence of HGD or EAC, the current gold standard cannot guarantee that
the annotated delineation depicts the exact boundaries of the lesion. Hence
a consensus-type gold standard is desirable, where multiple experts are involved, since it enables a better evaluation of the actual annotation accuracy.
• Image acquisition: In the presented experiments, all endoscopic images are
acquired with the same type of endoscope. A dataset acquired by different
types of endoscopes, would better reflect the variation in images that is expected in clinical practice. The system should be accurate for all white-light
endoscopy systems, which would validate the robustness of the annotation
system. Such a study is currently under preparation.

5.8

Summary and conclusions

The primary focus of this chapter is on the performance of the CAD system with
respect to medical experts. While addressing this topic, three important issues had
to be considered. First, the gold standard must be carefully constructed, since this
provides the ground truth for both the system and the medical experts. Second,
the parameter space of the CAD system should be as small as possible in order to
enable a proper comparison. Third, a careful validation involving statistical relevance tests for multiple experts, is required to enable the fair comparison between
the system and the experts.
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• Per-image detection performance: Although the system shows promising classification results at the image level, the medical experts show a considerably
better performance. While the system sensitivity and specificity ranges from
0.77–0.85 and from 0.85–0.75, respectively, the experts demonstrate a sensitivity and specificity of 0.95–1.00 and 0.93–0.73, respectively5 . Considering
the fraction of positive samples in the training set, optimal system performance is observed for a PTF ranging from approximately 30%–36%.
• Per-patient detection performance: At a patient level, the classification performance of the algorithm is comparable to the performance of the medical
experts. For the system, an optimal patient-based sensitivity and specificity
ranging from 0.72–1.00 and 0.91–0.78, respectively, are recorded. For the
experts, a similar range of 0.90–1.00 sensitivity and 0.91–0.65 specificity is
observed, where no statistically significant difference can be identified with
the predictions of the optimal system.
• Annotation similarity: The annotations produced by the experts show much
more resemblance to the gold standard than the annotations generated by
the system. While the experts show a median F1-score ranging from 0.92–
0.95, the system demonstrates a maximum median F1-score of 0.67. Moreover, using a PTF value that leads to an optimal detection performance, a
median F1-score of only 0.38 is observed.
In conclusion, while the annotations of the system show significantly less similarity to the gold standard than those produced by the experts, the detection results
of the CAD system are very promising, especially at a patient level, for which an
expert level is nearly achieved.

5 Note that the ranges for these metrics are displayed in opposite direction, to emphasize that when
either one of these metrics increases, the other one decreases.
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To involve multiple-expert comparisons the adopted method was as follows.
A data set of 100 endoscopic images was carefully constructed of both cancerous and non-dysplastic tissue, for which the risk of bias was minimized. Using
these images and the histopathological outcome of the resected tissue samples,
the endoscopist that performed the endoscopic procedures annotated all images
showing neoplastic lesions. Then, four experts on Barrett’s cancer annotated the
same set of images, while blinded for the pathology. Next, also the CAD system
was evaluated on the dataset using leave-one-patient-out cross-validation. In this
experiment all intrinsic system parameters were fixed, while the evaluation was
repeated for different distributions of positive and negative samples in the training
set, to measure the system performance at different operating points. Finally, three
performance indicators are employed: (1) the per-image detection performance,
(2) the per-patient detection performance and (3) the annotation similarity. Based
on the experiments, several meaningful conclusions are presented below.

5 . C L I N I C A L VA L I D A T I O N
In this chapter, the CAD system from the previous chapter has been evaluated
and compared to four international experts on Barrett’s cancer. While promising results are observed, also some additional questions are raised. First, can
annotation similarity be increased while maintaining the detection scores. Second, is one expert sufficient for measuring the annotation similarity. Third, are
there alternative approaches showing a similar performance. These questions
will be addressed in the following chapter, in which novel metrics are proposed
for comparing annotations and a comparative validation model is introduced to
standardize the evaluation of different approaches. Furthermore, the next chapter
also discusses the results of a challenge that we organized during the MICCAI6
conference in 2015, for the detection of early Barrett’s cancer in white-light HD
endoscopic images.

Chapter 5
6 Annual conference organized by the Medical Image Computing and Computer Assisted Intervention (MICCAI) Society.
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“All models are wrong but some are useful.”

6
6.1

A reference standard for
Barrett cancer detection

Introduction

The previous chapters have systematically introduced and evaluated a CAD system for the detection of early Barrett’s cancer. Although the system demonstrated
a near-expert level in detecting the presence of neoplasia in endoscopic images,
the annotation scores were considerably lower. Inspection of the annotated images showed that if the system was optimized for detection, rather conservative
delineations were generated. This observation leads to the question whether this
is an undesirable result: bearing the medical application in mind, does it suffice
to only detect a certain part of the lesion? Furthermore, the previous chapter also
indicates that there is a considerable inter-observer variation in the set of expert
annotations. Hence, another interesting question surfaces: what should be used as
a reference to measure the annotation performance of a CAD system for Barrett’s
cancer detection? When the conventional approach is employed, the use of annotations provided by another expert would lead to modified scores. This difference
in scores is not caused by a superior or inferior performance of the system, but
yet may result in a different conclusion regarding which system is optimal for the
clinical application. These observations and questions lead to several important
issues, which will be addressed in this chapter. Two key issues are identified here.
(1) Inter-expert variability: Currently, the large majority of studies on endoscopic
image analysis use a single expert for generating reference data (see Chapter 2). However, given the inter-observer variability of the previous chapter,
this experimental setup inhibits proper algorithm evaluation, since changing the medical expert can lead to rather different results. While for some
segmentation tasks this poses less of a problem, for Barrett’s cancer detection this effect is severe and it should be carefully addressed to enable a
comparison between different algorithms.
(2) Standardized evaluation: In addition to the lack of a proper evaluation procedure for segmentation algorithms in endoscopy, no framework exists for
comparative validation. Currently, the proposed CAD systems for endoscopic image analysis are evaluated on separate sets of data, using a custom
experimental setup and, often, a different set of metrics for measuring the
quality of the algorithm. This practice further inhibits the comparison of
different approaches for Barrett’s cancer detection.
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In this chapter, these two issues are addressed in the following fashion. The
first two sections focus on Issue (1), where Section 6.2 investigates the added value
of a multi-expert ground truth for both evaluation and training purposes and proposes two novel metrics and a novel training method. Next, the proposed methods
are supported by experimental results in Section 6.3. Then, Section 6.4 addresses
Issue (2), by proposing a framework for comparative validation of CAD algorithms for Barrett’s cancer detection. This framework is employed in Section 6.5
to compare different CAD systems by means of a public challenge at the MICCAI
conference and the results of this challenge are presented in Section 6.6. Finally,
Section 6.7 addresses the most important points for future work and Section 6.8
concludes this chapter.

6.2

Multi-expert ground truth

This section investigates the potential benefits of employing multiple readers for
generating reference annotations. First, Section 6.2.1 discusses the employed set
of ground-truth annotations, which are acquired from multiple experts. Next,
Section 6.2.2 proposes a novel method for algorithm training, based on multiple
ground-truth annotations for each image. Section 6.2.3 then introduces two novel
metrics that better capture the quality of segmentation results which include the
obtained multi-expert ground truth.
Chapter 6

6.2.1 Expert annotations
In the field of computer vision, the objects of interest can often be clearly outlined, while exhibiting a very small inter-observer variability. For segmentation
of medical imagery, however, ground-truth annotations are not always straightforward, especially when they include different tissue types of pathology-related
interest. As mentioned in the previous section, the boundaries of the annotated
area can vary significantly per specialist. In the medical community, typically a
gold standard is established, often involving multiple specialists. In this section, we
argue that a similar approach is required for the segmentation of early cancerous
lesions in BE. To further illustrate this, Figure 6.1 shows five annotations of the
same lesion, drawn by the involved experts from the previous chapter (see Section 5.3). From this figure, it is clear that the boundary and shape of the lesion are
not straightforward, even to specialists.
To investigate the potential of including multiple experts in the generating
of ground-truth data, we employ all annotations from the previous chapter for
which a consensus is observed. Although four of the five readers were blinded for
histopathology of the tissue, this method is allowed under the assumption that if
an expert correctly recognizes a lesion, he is able to annotate it accordingly1 . This
leads to a set of 50 endoscopic images of neoplastic lesions, where for each image,
five reference annotations are available.
1 We consider this assumption to be fair, especially given the required effort to acquire a new set of
annotations, but we explicitly point out this assumption here for completeness.
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6.2.2 Sweet-spot training
Given the variation in expert annotations observed in Chapter 5 and displayed in
Figure 6.1, it is evident that a binary ground-truth mask is not available, which is
typically used for (block-based) segmentation algorithms. Some of the annotated
regions are ambiguous and we propose that those regions are excluded from the
training data, since the corresponding samples can be categorized in both classes,
i.e. cancerous and non-cancerous tissue. Inspired by the medical experts involved
in the experiments of the previous chapter, we propose to only use the intersection
of all annotations as positive training samples and the complement of the union
of all annotations as negative training samples. We refer to these regions as the
positive and negative sweet spot, respectively. This allows to exclude all ambiguous
training samples. Figure 6.2 shows the positive sweet spot for the lesion depicted
in Figure 6.1. We will refer to this method as Sweet-Spot Training (SST).
6.2.3 Multiple-expert evaluation with novel metrics
An additional problem that arises, is that no straightforward performance evaluation is possible, due to the lack of a binary ground-truth mask. Studies in which
only one expert is involved, measure the annotation performance of the algorithm
by employing typical metrics for binary classification, i.e. pixel-based accuracy,
sensitivity and specificity [53], [144], [152] or precision and recall [252][174]. These
metrics do not provide an accurate measure for the annotation quality for two
reasons. First, as is clear from Figure 6.1, a binary ground-truth annotation does
not exists. Second, the metrics are highly correlated with the size of the lesion. A
measure that better reflects the similarity between two annotations is the Jaccard
Index, which is defined as the intersection over the union of two shapes, but this
metric also requires two binary masks. A similar, commonly-used metric is the
Dice coefficient, which is defined as two times the cardinality of the intersection
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Figure 6.1 — Annotations of the same early cancerous lesion by five international medical experts.
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Figure 6.2 — Left: image showing a lesion, in which the sweet spot is indicated with a green
dashed line and the union of all annotations with a solid blue line. Right: contour plot, indicating the
number of specialists that included the region, where dark blue represents zero experts and yellow
indicates that all experts included the region in their delineation.
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of two shapes divided by the sum of the cardinalities of the individual shapes.
These metrics are typically employed to compare the performance of different
tissue segmentation algorithms, e.g. polyp detection [99], mucosal regions [253]
or pathologies in general [254] (see Section 2.6.2 for a detailed overview). Often,
the superiority of a method is demonstrated by minor increments of these performance metrics. The question arises if the same method would lead to the best
results, when another medical expert provides the ground-truth annotations. In
order to enable more stable performance evaluation that allows for a multi-expert
ground truth, we propose to use two novel metrics for measuring the annotation
quality: (1) the Sweet-Spot Coverage (SSC) and (2) the Jaccard Index for Gold
Standard ground truth (JIGS), which we will define in the following sections.
Sweet-Spot Coverage (SSC): We define the SSC as the fraction of the positive
sweet spot that is detected. Since this region is the intersection of all annotations,
SSC = 1 for all expert annotations. The SSC captures how well the annotation
algorithm is able to find the region for which there is consensus among all experts.
This is regarded as the most important area by the involved experts, since it is
the perfect spot for taking a biopsy. The above definition leads to the following
equation:
T
T
|( ∀i Mi ) A|
T
SSC(A, M) =
,
(6.1)
| ∀i Mi )|
where A is a binary mask containing a shape and M represents a set of N binary
masks, where each individual mask Mi contains a specific shape and has index
i = 1, 2, ..., N .
Jaccard Index for Gold Standard ground truth (JIGS): The Jaccard index is a widely
used metric for the similarity between two shapes. It can be employed when
measuring the similarity between the annotation of a CAD system and the corresponding ground-truth annotation. However, in the case of comparing a system
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annotation with multiple ground-truth annotations, this metric cannot be readily
applied. Therefore, we modify the Jaccard index into a generalized version to
measure the similarity of a shape to a set of shapes. We define the JIGS metric as
S
T
|(
Mi ) A|
S ,
JIGS(A, M) = T∀i
(6.2)
|( ∀i Mi ) A|
where A is a binary mask containing a shape and M represents a set of N binary
masks, where each mask Mi contains a shape and index i = 1, 2, ..., N . Using
this metric, annotations of a CAD system can be compared to the set of expert
annotations, where A denotes the system annotation and M is the set of expert
annotations. By definition, 0 ≤ JIGS ≤ 1, where JIGS = 0 when the system annotation shows no overlap with any of the expert annotations and JIGS = 1 when
the system annotation completely covers the intersection of all expert delineations
and is overlapped completely by the union of all expert delineations. In other
words, JIGS = 1 when the system annotation is drawn between the intersection
and the union of all ground-truth annotations.

Evaluation of the novel metrics and training method

6.3.1 Validation aspects
For evaluation of the proposed Sweet-Spot Training (SST) method, a set of 100 endoscopic images (resolution of 1, 200 × 1, 600 pixels) is employed of 39 patients.
In this set, 50 images of 17 patients show an early cancerous lesion, whereas the
other 50 images of 22 patients contain no visible abnormality. Pathological data of
all patients confirm the presence or absence of neoplastic tissue. In the endoscopic
images of early cancers, the lesions are annotated by five international medical
experts. The complete set of 100 endoscopic images – both cancerous and noncancerous – is used for validation of the proposed training method, for which the
annotation algorithm developed in Chapter 4 is adopted.
To validate the robustness of the system performance while using the SST
training method, two crucial algorithm parameters are varied: (1) window size
W = wx × wy and (2) the central Gabor filter frequency fc . The performance is
evaluated for the following parameter settings.
• Window sizes: W = {50 × 50, 60 × 60, 70 × 70} pixels.
• Central Gabor frequencies: fc = {21, 24, 27, 31} · 10−3 cycles/pixel2 .
Optimal classifier parameters are selected using a grid search, where a 10-fold
cross-validation on the training data is employed for each grid point. Next, a
2 This unit can be converted to SI units through division by the pixel width (in meters), where
square pixels are assumed. This unit refers to spatial frequency, as opposed to the commonly applied
frequency, which is expressed in variations over time, i.e. per second or Hertz (Hz).
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leave-one-patient-out cross-validation is performed, after which we evaluate the
results based on two key validation properties:
(1) the number of correctly labeled images;
(2) the quality of the shape produced by the CAD system.
These validation properties have also been used in Chapter 5 and they are
referred to as the detection performance and annotation similarity, respectively. Section 6.3.2 presents the results of these experiments and Section 6.3.3 evaluates the
applicability and robustness of the proposed metrics.
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6.3.2 Measuring the performance of SST
A. Detection performance
Figure 6.3 shows an ROC plot of the detection rates of the system with SST (orange
triangles) and without SST (blue squares). From this plot, it is clear that employing
SST significantly improves the detection performance of the system. Although
the overall performance is increased by employing SST, the sensitivity is slightly
decreased. This can be explained by the exclusion of the ambiguous region at
the boundary of the physical lesions. When these samples are included (no SST),
the trained system is more likely to annotate parts of the image that only exhibit
modest texture and/or color deviations (which typically arise in the ambiguous
region). This results in a slightly higher sensitivity when compared to a system
trained with SST. However, this increase comes at the cost of a considerable drop
in specificity. When the two metrics are taken into account simultaneously, the
system trained with SST shows an average F1-score that is 0.10 higher compared
to the system trained without SST.
B. Annotation similarity
Figure 6.4 shows a box plot of the annotation performance (rather than the detection score), where the JIGS and the SSC metrics are included. However, this plot
indicates that SST does not improve the annotation performance. The minor decrement can be explained by the fact that SST, although increasing overall detection
performance, slightly decreases the sensitivity, as can be observed from Figure 6.3.
Visual evaluation of the results reveals that this effect is accompanied by smaller
annotation shapes, often only the center of the Sweet Spot, resulting in slightly
degraded annotation scores. Figure 6.5 provides two illustrative examples, where
the annotations of the system when SST is applied (left) are compared with annotations that are generated without SST (middle). In addition, the expert delineations
are shown at the right of Figure 6.5. In these examples, a clear difference is observed between annotations generated with and without SST, where higher scores
are obtained for the latter case. The example in this figure illustrates that SST leads
to slightly more conservative delineations, hence a lower annotation score. In
turn, this effect also leads to less false positives and a higher detection score. The
improvement in detection performance observed in Figure 6.3 clearly outweighs
this small decrease in annotation performance displayed in Figure 6.4.
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Figure 6.3 — ROC of the system with and without SST.

Figure 6.4 — Boxplot of the annotation metrics.

6.3.3 Evaluation of the proposed metrics
In order to evaluate the robustness of the proposed metrics (given by Eqns. (6.1)
and (6.2)), the annotation performance of the CAD system is recorded for different
sets of ground-truth delineations. Next, the scores of the proposed metrics are
compared with the scores given by two alternative metrics for measuring shape
similarity: the Dice coefficient and the Jaccard index. Since these alternative metrics can only measure the similarity between two shapes, e.g. a system annotation
and an expert ground-truth delineation, the delineations of one expert are employed as ground truth for this experiment, and the procedure is repeated for
all five involved medical experts. The two metrics proposed in Section 6.2.3 are
designed to measure the similarity of one shape to a set of shapes, e.g. a system
annotation with the delineations of several experts for the same image. Therefore, to test their robustness against inter-observer variability, the delineations of
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Figure 6.5 — Annotations of the system for two examples with SST (left), without SST (middle)
and the gold standard expert annotations. The annotation scores of the system with SST are JIGS =
0.52 and JIGS = 0.67, while the scores for the system that is trained without SST are JIGS =
0.84 and JIGS = 0.91 for the top and bottom example, respectively. Evidently, SST yields more
conservative delineations, leading to a lower annotation and a higher detection score.
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one expert are subsequently removed from the set of ground-truth annotations
and the JIGS and SSC are computed for each image. Table 6.1 shows the results
of this experiment, where the scores are averaged over all the images. Based on
these results, the newly proposed metrics show a slight increase in robustness
with respect to the Dice coefficient and the Jaccard index, i.e. there is slightly less
variation in the scores for these metrics. The Root Mean Square Deviation (RMSD)
is employed to quantify these variations. The RMSD for image In is given by:
RMSDn =

sX

(mIk − mk (In ))2 /K,

(6.3)

k

where mk (In ) is the output of metric m for image In when expert k is used as
ground truth, mIk is the average outcome for image In over all K experts. As a
final performance measure, the arithmetic mean of RMSDn is computed over all
N images. Considering the RMSD for the evaluated metrics, the two proposed
metrics show a lower deviation and thus a more stable outcome. This observation
is confirmed when the distribution of scores is investigated for the involved metrics.
Figure 6.6 shows a box plot of this distribution for each metric, where each plot
depicts the scores for each expert separately (Ex1–Ex5). From these plots it is clear
that also the distribution of the output of the metric is more stable for the proposed
JIGS and SSC metrics (Fig. 6.6c and 6.6d).
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Figure 6.6 — Box plots of the annotation performance for five different sets of ground-truth
delineations. The scores are plotted for two commonly used metrics ((a) and (b)) and the proposed
metrics ((c) and (d)). For (a) and (b), each box represents the performance when one of the experts is
regarded as ground truth (Ex1–Ex5). For (c) and (d), each box is computed by excluding one expert
from the set of ground-truth annotations.

6.3.4 Summary: multi-expert training and performance evaluation
The design and validation of a CAD system cannot be based on the opinion of
only one medical expert. For this reason multiple experts should be involved in
both the development and the validation of such a system. This implies that a
compromise is required on the accuracy of annotation and the definition of the
desired delineation. In this vision, the discussion on trading-off detection and
annotation performance could be expected. The proposed methods in this section
like SST support the discussion above and have enabled a way of working with
multiple experts.
Based on the results of this section, a number of conclusions can be drawn.
First, by excluding the ambiguous regions in the image, applying the SST training
method yields a better detection performance than when only one expert is used.
Second, SST does not lead to a better annotation performance, and even a minor
decrement can be observed. Observation of the visual results shows that SST leads
to slightly more conservative annotations concentrating on the central part of the
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Table 6.1 — Four different metrics to measure the annotation performance for five cases. In each
case a different ground truth has been employed, where for the top two rows the delineations of
each expert is used as ground truth separately. For the two bottom rows, in each case one expert
is excluded from the complete set of ground-truth delineations. The most right column shows the
average Root Mean Square Deviation (RMSDavg ) of the metrics over all images.

6 . R E F . S TA N D A R D F O R B A R R E T T C A N C E R D E T E C T I O N

lesion, for which there is expert consensus. Third, the proposed SSC and JIGS
metrics yield a better indication of the annotation performance that is more robust
against the inter-observer variability than alternative metrics such as the Jaccard
Index and the DICE coefficient.

6.4

Comparative validation of CAD for Barrett’s cancer

To facilitate the comparison of different methods for Barrett’s cancer detection, this
section introduces a framework for comparative validation in Section 6.4.1 and
subsequently describes each of the involved steps in the following subsections.
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6.4.1 Framework for comparative validation
In contrast with the generic field of computer vision, where databases are often large and publicly available, algorithms for healthcare purposes are typically
evaluated on a distinct, relatively small dataset. Furthermore, there is hardly consistency in the applied metrics or experimental setup for comparison. This inhibits
the reproducibility and direct comparison of scientific results reported by different authors. First, as the datasets are small, the difference in performance can be
attributed to random variation and, second, different validation procedures can
also cause variation in the resulting performance scores. Consequently, comparing
different CAD algorithms depends on the interpretation of the reader and cannot
be done in an objective way. This problem has been identified by the community
over a decade ago [255] and to address these issues, Jannin et al. [256] have proposed a standardized framework for comparative validation. However, Section 2.8
demonstrated that still, hardly any uniformity exists in the way CAD systems for
endoscopy are evaluated.
As discussed in Section 6.4.2, for the evaluation of CAD algorithms, it is important to establish a gold standard, which reflects the desired output of the algorithm.
Studies should report transparently and completely about the reference method
that is used for generating the gold standard (e.g. medical experts), to clarify the
conditions under which the performance was obtained. The validation framework
proposed by Jannin et al. offers a tool for this purpose, addressing the most important steps of comparative validation, as displayed in Figure 6.7. Employing this
tool, we define a specific framework for comparative validation of CAD algorithms
for early Barrett’s cancer detection, to enable the comparison of different methods
and to ensure reproducibility of the results. While Figure 6.7 provides the basis
for our framework, we have extended it to include hyperparameter optimization
and the multi-expert reference required for Barrett’s cancer. Furthermore, we have
defined all the stages in the validation framework specifically for the evaluation
of CAD systems for Barrett’s cancer detection. The novel proposed framework is
schematically depicted in Figure 6.8 and the following sections provide a detailed
description of each block shown in the diagram.
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Validation data sets 𝐷𝐼

Parameters 𝑃𝐼

Computation of
the method 𝐹𝑀

Computation of
the reference 𝐹𝑅𝑅𝑅

Comparison
function 𝐹𝐶

Hypothesis 𝐻

Clinical
context 𝐶

Hypothesis
verification

Validation
result

6.4.2 Validation dataset DIM
During endoscopic surveillance of BE, a gastroenterologist inspects the surface
tissue using white-light endoscopy. The endoscopic camera typically captures
25-30 frames per second, which are displayed as a live video feed on a screen
in the procedure room. The environment in the esophagus is far from static and
factors such as poor lighting conditions, specular reflections and intestinal juices
render the detection of subtle patterns associated with early Barrett’s cancer, a
very challenging task. In the video feed, early lesions may only be clearly visible
for a short time, i.e. a few frames. Hence, these lesions might be overlooked if the
endoscopist focuses his attention on a different position on the screen. However,
an automated detection algorithm is able to analyze all pixels of every frame. It
is safe to assume that during proper endoscopic surveillance ample video frames
are available with good perceptual image quality and relatively straightforward
pre-processing methods exist for omitting frames with poor perceptual image
quality [57], [257], [258]. Therefore, we focus on endoscopic video frames of sufficient quality to allow for the detection of early cancerous lesions. Nevertheless,
these good-quality frames can show other elements that might impede detection,
such as specular reflections or intestinal juices. For this reason, it is important to
include such frames in validation set DIM , as they are commonly encountered
during endoscopic surveillance.
Taking the above considerations into account, a set is constructed of 100 HD
white-light endoscopic images with high perceptual image quality, which is split
into 50 examples of early cancerous lesions and 50 examples of non-cancerous
tissue, including pathology data. The set contains images of 39 patients (17 cancer, 22 no cancer) with sufficient variation in age (23–92) and gender (12 female,
27 male – incidence in men is significantly higher). All images have a resolution of
1, 600 × 1, 200 pixels and are stored as PNG files with lossless compression. This
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Figure 6.7 — Principal steps of reference-based validation procedures for medical image processing
according to Jannin et al. [256]. Copyright (c) 2010 IEEE
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Figure 6.8 — Model of reference-based validation applied in this work and adapted from Jannin et al. [256]. Different state-of-the-art Barrett’s cancer
detection methods FM are applied to a common set of validation objects, which comprises endoscopic video images DM . For evaluation, the dataset is split by
I
i
k
function H such that the images of any patient k is in a separate set DIn . Next, each method FMi produces the output R̂M
for each patient k independently,
i
where the hyperparameters PIki must be estimated on the data of all other patients using function GMn . This process is repeated for all patients resulting in
output R̂Mi for method FMi . Reference method Fref directly operates on data DIn , as cross-validation is not possible for human observers. The output R̂Mi
of each automated method is compared to the output R̂ref of the reference method using function FC . This yields a quality measure ODi for each method
FMi , which is further processed via function FQI to provide a final quality index OQI for comparison across techniques.
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6.4. Comparative validation of CAD for Barrett’s cancer

6.4.3 Barrett’s cancer detection methods FMi
To enable a straightforward comparison between the results of competing methods, it is important to clearly address a number of important aspects of each
evaluated detection method FMi . First, all involved parameters PIn should be
briefly discussed, since hyperparameters can have a large influence on the final
system performance. Therefore, it is also important that the scientists/developers
who propose new algorithms clearly describe the method GMn , which is used
to find the optimal settings of these hyperparameters. The diagram in Figure 6.8
clearly omits a direct path from test image DIk and the hyperparameter values
PIk that are employed for generating the output for the image. Hence, the parameter values should be determined on the training set, by means of e.g. a grid
search and cross-validation. While a separate hyperparameter optimization stage
is preferred, also, parameter values can be chosen based on domain knowledge or
results from previous experiments on different data. However, it is important that
these choices are specifically addressed and motivated, when describing GMn .
The next section discusses a challenge on Barrett’s cancer detection, in which
multiple teams have participated. Hence, the explicit definition of FMi , PIn and
GMn are provided in that section, for each individual method.
6.4.4 Reference method Fref and associated error Ê ref
Because the exact pixel-level position of the malignant tissue in an endoscopic
image is unknown and infeasible to establish, we employ reference method Fref
to yield an approximation R̂ref of the exact area of the lesion R. The estimate
produced by reference method Fref is generally expected to be more accurate
than the estimates R̂M provided by methods FM . In this study, we have used the
histological assessment by a pathologist and expert annotations as our reference
method Fref , where a medical expert on Barrett’s cancer was asked to “delineate
the dysplastic area in the endoscopic image”, resulting in output R̂ref .
It is important to consider that the output of reference method Fref yields
only an estimate of the desired output R, hence R̂ref 6= R and the existence
of an associated error Ê ref should be appreciated. However, in this case, Ê refj
is unknown and very hard to estimate. To take this error into account in our
validation, the annotations of five leading European experts on Barrett’s cancer
are included, resulting in a set of annotations R̂refj for Expert j. We define the
output of all five experts as the set R̂ref = {R̂refj : j = 1, 2, ..., 5} and exploit the
inter-observer variability in this set to compensate for the associated error of each
expert Ê refj , using comparison function FC . We refer also to Section 6.2.1 for the
construction of the gold standard.
3 The

dataset can be downloaded from https://grand-challenge.org/site/EndoVisSub-Barrett/.
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dataset has been made publicly available3 , such that the proposed framework can
be used for the validation of alternative approaches for automated Barrett’s cancer
detection in the future.
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An annotation tool4 has been applied for annotation of the lesions, where
each expert used a different color to delineate the lesion. Next, the annotated images have been individually stored as (lossless) PNG-files, after which five binary
masks – one for each expert – are automatically generated for each image. For
the generation of the binary masks, a Matlab script is employed that converts the
annotations into image regions. In these masks that represent the annotated image
regions, pixels with a logical true value represent positions that are included in
the annotation, i.e. pixels that show part of the lesion, while pixels with a logical
false value represent positions that are not included in the lesion. Hence, for
each image, reference model Fref yields five outputs, contained in R̂ref .
6.4.5

Validation criteria VC and comparison function FC

The information I extracted from R̂Mi and R̂Ref has been processed to determine
three aspects of methods FMI , namely the:
(1) per-patient detection performance;
(2) per-image detection performance;
(3) annotation performance.
Chapter 6

For the first two aspects, the outputs of the evaluated methods FM are compared
with the known histology of the patients/images, whereas the third aspect is measured by comparing the output R̂M of the methods FM to the annotations of all
experts, which are generated using reference method Fref . These three aspects
and their corresponding validation criteria VC are determined as follows.
Patient-based detection performance: For each of the 100 endoscopic images, a
patient number is known. Methods FMI produce a prediction for each of the
39 patients based on the available images for that patient. Next, the patient-based
sensitivity (SEN ) and specificity (SP E) are determined using equations
SENpat =

#T Ppat
,
#T Ppat + #F Npat

(6.4)

SP Epat =

#T Npat
.
#F Ppat + #T Npat

(6.5)

Here, #T Ppat and #T Npat denote the number of patients that were correctly classified as positive (having cancer) or negative (not having cancer), respectively, and
#F Ppat and #F Npat denote the number of patients that were falsely classified as
positive or negative, respectively.

4 MS
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Powerpoint (Microsoft Inc.).

6.4. Comparative validation of CAD for Barrett’s cancer
Image-based detection performance: To measure how well the methods FMI are
able to classify single endoscopic images, we have computed the following validation criteria to determine the image-based detection performance by
SENimg =

#T Pimg
,
#T Pimg + #F Nimg

(6.6)

SP Eimg =

#F Pimg
.
#F Pimg + #T Nimg

(6.7)

Annotation performance: For measuring the quality of the annotations produced
by methods FMI we have compared the resulting annotations to the five expert
delineations. For this purpose, we have employed the two metrics proposed in
Section 6.2.3, given by Eqns. (6.1) and (6.2), to measure the similarity between a
system annotation and multiple expert annotations. In these equations, a set M of
binary masks Mi and a single binary mask A should be defined. The annotation
performance can be computed by defining Mi := R̂refi (the multi-expert reference)
and A := R̂M (the output of method FM ). Next, the JIGS and the SSC are computed
for each image that is annotated by both method FM and the reference Fref . Hence,
these metrics are only computed for images that are correctly classified by FM to
prevent bias, since the detection performance is already captured in the other two
validation criteria.
6.4.6 Quality index OQI
The validation criteria presented in Section 6.4.5 are evaluated separately for each
method FM . For the detection quality of a method FMn , the F1-score is computed
as the harmonic mean of the sensitivity and specificity, both at the patient level
and at the image level. Using Eqns. (6.4)–(6.7), these scores are defined by:
SENpat × SP Epat
,
SENpat + SP Epat

(6.8)

SENimg × SP Eimg
.
SENimg + SP Eimg

(6.9)

F 1pat = 2

F 1img = 2

We have chosen the sensitivity, specificity and the F1-score for measuring the detection quality, since these metrics are also recognized by the medical community.
This choice facilitates one-to-one comparison with future medical studies, e.g.
providing the same dataset for annotation to endoscopists who are not BE experts.
The quality of a method FMn is determined by computing the means µJIGS ,
µSSC and the standard deviations σJIGS , σSSC of the JIGS and SSC metrics over
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Here, #T Pimg and #T Nimg denote the number of images that were correctly classified as positive (showing cancer) or negative (not showing cancer), respectively,
and #F Pimg and #F Nimg denote the number of images that were falsely classified as positive or negative, respectively.
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annotations R̂iMn for all images indexed by i that were correctly classified. The
annotation score AS of method FMn is defined by
ASMn = (µJIGS + µSSC ) − (σJIGS + σSSC ),

(6.10)

since both a high similarity to experts and inclusion of the sweet spot are considered of equal importance. A high standard deviation is undesirable for both
metrics, as it deteriorates the robustness of the method. Therefore, the annotation
quality is penalized with increasing standard deviations σJIGS and σSSC .

6.5

MICCAI Endoscopic vision challenge

For establishing a first benchmark for Barrett’s cancer detection algorithms, we
have organized a sub-challenge of the Endoscopic Vision Challenge, which was
held during the MICCAI conference in Munich, Germany, 2015. For this challenge,
the validation framework of the previous section has been employed. This section
introduces the challenge, the participating teams and the proposed algorithms,
while the next section discusses the results of the challenge.
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6.5.1 Challenge description
The objective of the challenge was to design an algorithm that detects and annotates early neoplastic lesions in BE. A website was constructed [259] with all
necessary information, and upon registration, participants could download the
data. In order to reduce the risk of data leakage and overfitting, prior to releasing the full set described in Section 6.4.2, a smaller set was released for initial
experiments and algorithm design. Motivated by the small amount of data and
the mandatory use of cross-validation, a representative subset (50 images of 19
patients, 8 cancer / 11 no cancer) of the complete dataset was released for this
purpose, rather than a completely separate set. Then, approximately one month
before the final submission date, the full set was released for algorithm evaluation and fine-tuning. Each participant was allowed to vary important system
parameters, to show the range of possible operating points of their method. However, these parameter choices should then be reported according to a predefined
submission format. Finally, the results were compared using the three validation
criteria defined by Section 6.4.5.

6.5.2 Participating teams
Out of a total of 17 registered participants, 4 teams submitted their results. A
number of teams omitted submission due to disappointing performance, while
for other participants the reason was unclear. Table 6.2 lists all registered teams
and indicates which teams submitted final results.
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Team
Chinese Academy of Sciences - Shenyang Institute of Automation (SIA)
Eastern Washington University - Computer Science
Eindhoven University of Technology - Electrical Engineering SPS-VCA
FUJIFILM Corporation - Imaging Technology Center
German Cancer Research Center (DKFZ) - Medical and Biological Informatics
Indian Institute Of Technology - Electronics Egineering
Indian Institute of Technology Delhi - Mathematics
Isfahan University - Electrical Engineering
OTH Regensburg - Regensburg Medical Image Computing (ReMIC)
Seoul National University - Dept. of Biomedical Engineering
Simon Bolivar University - Computer Engineering and Information Technology
Solapur University - Computer Science
Technological Educational Institute of Central Greece - Computer Engineering
The Chinese University of Hong Kong - Electronic Engineering
University of Dundee - Computer Vision and Image Processing (CVIP)
University of Heidelberg - HCI, IWR
University of Salzburg - Computer Science

6.5.3 Proposed methods for cancer detection
This section briefly describes and motivates the proposed algorithms by the four
teams that submitted results. For a detailed description of the evaluated CAD
systems, we refer to Appendix B. In addition, Table 6.3 summarizes the techniques
that each team employed in their CAD system.
Integrative Co-Occurrence Matrices: Aiming to capture color and texture in a
single feature, and motivated by promising results on similar data, Palm et al. [77],
from OTH Regensburg, proposed the use of Integrative Co-occurrence matrices.
In addition, this team defined a distinct class for ambiguously labeled image
regions, i.e. regions for which there is no expert consensus. Then, a multi-class
SVM was employed to determine the class of new samples, where image regions
that are classified as ambiguous were re-assigned to either the cancerous or the
non-cancerous class, based on the local fraction of positive predictions.
Ensemble SVM + Sparse Coding and Zoom-out Features: Manivannan et al., from
the University of Dundee, exploited multi-resolution Local Patterns (mLP) (see [260])
for creating a dictionary by means of Locality-constrained Linear Coding (LLC).
Then, the recently proposed Zoom-out features [261] were employed for generating a description of the contextual information. Finally, an ensemble of SVM
classifiers generated a score, based on the fraction of the individual classifiers
that produced a positive score. This resulted in a probability map for each image,
which was post-processed to obtain an image annotation.
Weak Convolutional Learning: Because the generation of sufficient reference
annotations is laborious and costly [262], Iakovidis et al., from the University of
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Table 6.2 — Overview of the teams that registered for the challenge in alphabetical order, where
teams that submitted their final results are printed in boldface.
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Team

Training

Features

Classifier

Palm et al.
Iakovidis et al.
Manivannan et al.
v.d. Sommen et al.

Annotations
Image labels
Annotations
Annotations

Integrative GLCM
SVM
Conv. Neural Netw. (CNN)
Zoom-out + Feat. Enc. Ensemble SVM
Log-Gabor features
SVM

Table 6.3 — Overview of the main techniques employed by each participating team. The CNN
approach in the second row has a joint feature and classifier stage.
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Thessaly, explored a weakly supervised approach, where the ground-truth labels
were only revealed to the algorithm at the image level. Iakovidis et al. enabled
this image-level training method by employing Weak Convolutional Learning
(WCL) [263], which does not require pixel-precise reference data for training. This
property is especially attractive when considering endoscopic video, for which
the acquisition of ground-truth annotations will become gradually less feasible for
the growing amount of data. After detection of an abnormal frame, a superpixel
segmentation approach was employed for generating an annotation.
Log-Gabor wavelets and color statistics: To generate a baseline performance, we
participated in the challenge with the system proposed in Chapter 4, where instead
of the standard Gabor filters, Log-Gabor filters [264] were employed. In contrast to
standard Gabor filters, Log-Gabor filters exhibit a zero-DC component, rendering
them more attractive for extracting purely textural information.

6.6

Challenge results

Table 6.4 shows the obtained scores, which are subsequently discussed in Sections 6.6.1 through 6.6.3. Then, Section 6.6.4 provides an interpretation of the
results and an overall comparison of the different CAD systems.
6.6.1 Image-based detection
The middle three columns from Table 6.4 show the image-based detection scores
for the participating teams. The system proposed by Manivannan et al. demonstrates the best performance, achieving an F1-score of 0.85, while our baseline
method performs slightly worse with a maximal F1-score of 0.83. The algorithms
proposed by Palm et al. and Iakovidis et al. exhibit a lower performance, reaching
F1-scores of 0.74 and 0.67, respectively. This difference is further illustrated by
the ROC plot displayed in Figure 6.9b, which also clearly visualizes the possible
operating points of the different CAD systems. While none of the systems allows
operating points featuring either unity sensitivity or unity specificity, the algorithms proposed by Palm et al. and the provided baseline demonstrate the largest
range of possible operating points.
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Table 6.4 — Results of the challenge discussed in Section 6.5, showing the sensitivity (SEN ),
specificity (SP E) and F1-score for both the patient-based and image-based detection performance,
while the rightmost two columns display the average annotation scores (± std. dev.).
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Figure 6.9 — ROC plots of the proposed methods over different parameter initializations.
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6.6.2 Patient-based detection
The detection performance at a patient level is displayed in the first three columns
of Table 6.4. The highest F1-score is achieved by the system proposed by Manivannan et al., demonstrating a value of 0.88. The baseline method and the system
of Palm et al. yield slightly lower numbers, reaching F1-scores of 0.83 and 0.82,
respectively, while the algorithm of Iakovidis et al. obtains a patient-based F1-score
of only 0.66. Figure 6.9a visualizes the corresponding ROC plot, where a wide
range of possible well-performing operating points are observed. Furthermore,
three out of four algorithms achieve a maximal sensitivity of 1.00 for some operating points. A unity specificity, however, is not observed in Figure 6.9a, where the
highest specificity is achieved by our baseline algorithm, reaching a value of 0.95
(@ 0.71 specificity).
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6.6.3 Annotation similarity
The rightmost three columns of Table 6.4 display the annotation performance
for three of the four proposed systems. The detection algorithm of Palm et al.
operates at an image level and does not produce annotations. The algorithm
proposed by Manivannan et al. clearly demonstrates the best annotation scores,
reaching an average JIGS of 0.63 (±0.21) and an impressive SSC of 0.86 (± 0.22).
The other teams demonstrate a considerably lower annotation score, with an
average JIGS and SSC of 0.43 (±0.26) and 0.58 (±0.29), respectively, for the team
of Iakovidis et al. and 0.51 (±0.26) and 0.59 (±0.29), respectively, for our baseline
method. This superior performance of the method proposed by Manivannan et al.
is further emphasized by the box plots shown in Figure 6.10, displaying the JIGS
and the SSC scores for the three competing methods.
6.6.4 Overall comparison
Based on the quality criteria defined in Section 6.4.6, the algorithm of Manivannan et al. provides the best performance in all three categories (i.e. image-based
detection, patient-based detection and annotation similarity). Although the ROC
plots of Figure 6.3 portray only a minor difference with the baseline regarding the
detection scores, the boxplots in Figure 6.10 show a considerable gap in annotation performance, between the method proposed by Manivannan et al. and the
competing algorithms. This superior performance may be explained by an explicit
algorithm stage in which the context is modelled. While our baseline method also
captures the information at two distinct scales, the zoom-out features employed
by Manivannan et al. not only capture information at different scales, but also use
scale-specific encoding. This offers a plausible explanation for the performance
improvement, since especially the annotation scores are considerably higher and
multi-scale contextual information is particularly useful for determining such
boundaries. However, further experiments should confirm this hypothesis.
Although the performance of the approach of Manivannan et al. showed the
best overall scores, only a narrow range of operating points is achievable by this
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(a) — JIGS scores.

(b) — SSC scores.

algorithm. Upon inquiry, the authors replied that no significant parameters in
their algorithm could be varied, in order to expand the range of possible operating points. The question whether a similar approach as employed in Chapter 5
would allow the system to change the sensitivity-specificity balance, remains
unanswered. In contrast, the algorithm of Palm et al. and our baseline method
yield a large range of possible operating points, which is definitely a benefit for
future clinical implementation.
While comparing the performance numbers discussed in this section, it should
be emphasized that the algorithm proposed by Iakovidis et al. did not employ the
pixel-precise annotations for training. In that light, the annotation scores generated
by this algorithm are quite remarkable. Furthermore, weakly supervised learning
offers a significant advantage for increasing volumes of data, since it removes
the need for pixel-precise annotations. Hence, a weakly supervised CAD system
is able to learn from much larger datasets, because frame-based labeling is far
less laborious than the pixel-precise annotation of the lesions. Moreover, it is
known in advance that multiple experts are required for reference generation, as
is demonstrated by this chapter. For this reason, one should not reject or omit the
method proposed by Iakovidis et al., although its challenge results do not seem
promising at first glance. The true potential of this approach may be revealed for
larger sets of (weakly labeled) endoscopic images.
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Figure 6.10 — Boxplots of the annotation scores.

6 . R E F . S TA N D A R D F O R B A R R E T T C A N C E R D E T E C T I O N

6.7

Discussion & limitations

This section addresses the most important points for extra considerations not yet
discussed and the open challenges.
6.7.1 Data acquisition
Although great care has been exercised in the construction of the dataset (see
Sections 6.2.1 and 6.4.2), the retrospectively gathered dataset of the challenge is
prone to selection bias. For example, endoscopists may focus on capturing highquality images of lesions. Employing prospectively gathered data acquired with
a standardized acquisition protocol will result in a more unbiased set of images.
However, it can easily take a year or more to gather such a set that includes sufficient patients. Furthermore, the current state-of-the-art methods do not yet meet
the criteria for Preservation and Incorporation of Valuable endoscopic Innovations
(PIVI), suggested in the guidelines of the American Society for Gastrointestinal
Endoscopy [265]. Therefore, retrospectively acquired data offers an acceptable option for improving current methods and for showing the feasibility of meeting the
PIVI criteria. Currently, a study is in preparation in which endoscopic videos are
prospectively captured in three medical centers, using a pre-defined acquisition
protocol.
Chapter 6

6.7.2 Reference method
A major problem of reference generation for tissue segmentation is that in almost
all cases, the exact tissue-type boundaries are unknown or even not existing. This
is especially the case for developing cancer in BE, where the distinction between
the lesion and the surrounding tissue is very subtle. When experts delineate
cancerous tissue, they reach consensus over the central part of the lesion, but the
boundaries are obviously ambiguous (see Figure 6.11). Hence, an issue that arises
when using the multi-expert reference, is that it is likely that five other experts
would have produced a slightly different set of reference annotations. Despite the
expected difference in annotations, the employed metrics proposed in Section 6.3.3
show considerable robustness to such variations. Therefore, this variability is not
expected to significantly affect the results presented in this chapter.
6.7.3 Validation criteria
Detection performance: An important issue that must be mentioned is that in clinical practice a strong asymmetry between the classes is present. Barrett’s cancer
will only be present in a fraction of the patients that are subject to endoscopic
surveillance and on top of this, only a fraction of the generated video frames will
actually show the malignant lesion. Therefore, the balance between positives and
negatives is highly skewed in clinical practice, and a different optimal balance
between sensitivity and specificity may be preferred. Hence, when preparing the
presented- or future methods for endoscopic video, a weighted F-score can be
more useful.
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Annotation performance: The quality of the system annotations was measured
using two novel metrics, proposed in Section 6.2.3. The exact area of the malignant
lesion in the image is inherently unknown, therefore we regard all expert annotations equally valid and all experts should acquire a maximal score using the metric
of choice. This explains why we have omitted the STAPLE algorithm [266] for
comparing the output of the detection methods to the output of our reference, as
this would violate this equality. In contrast, for both the JIGS and the SSC metrics
used in this chapter, all experts achieve the maximal score of unity.
6.7.4 Comparison function and quality index
In order to compare the annotation quality of a method FM , we have employed
the mean and standard deviation of the JIGS and SSC metrics over all correctly
annotated images. The quality index OQI given by Eqn. (6.10) provides a tool
for combining the statistics on these metrics and comparing the annotation quality of different methods FM . It promotes the desired qualities, i.e. a high mean
value for both the JIGS as the SSC, while penalizing the undesired annotation
properties, i.e. a high standard deviation for both metrics. Although it enables
direct comparison of the methods, Eqn. (6.10) offers a rather naive combination
of the annotation-quality statistics. One could imagine that by adding weights
to the different statistics, a better representation of the desired properties is obtained. However, the values for such weights are far from obvious and subject to
preference of the end-users. Future studies should investigate the use of a more
sophisticated quality index OQI that is based on clinical preference.

6.8

Summary and conclusions

This chapter has extended the validation from a single expert to multiple experts.
This extension considerably improves the value of evaluation outcomes, since it
enables comparability and reproducibility of the results. This improvement implies that the nuanced opinions of the experts which are inevitably different in
details, are taken into account. To limit the effect of the inter-observer variability,
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Figure 6.11 — Five varying annotations of the same lesion by different medical experts, where
each expert is represented by a different color.
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two novel metrics are proposed to measure the quality of system annotations. In
addition, aiming to also improve the robustness of CAD algorithms against this
variability, an alternative training method is investigated, which excludes image
areas without expert consensus from training. Next, a novel validation framework
is proposed for standardization of algorithm evaluation. This framework specifically addresses the comparability of different methods by explicitly defining all
steps and actors in the validation process and offering a publicly available dataset
for evaluation. Finally, an international challenge has been organized to establish
a first benchmark for the detection of Barrett’s cancer in white-light endoscopic
imagery.
Based on experiments with the proposed metrics and training method and the
results of the challenge, important observations are made below.
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• Multi-expert gold standard: To address the inter-observer variability, evaluation of algorithms for early cancer detection in BE should involve multiple
experts for ground-truth generation. Due to the absence of metrics for such
an approach, two novel metrics are proposed, the Jaccard Index for Gold
Standard ground-truth annotations (JIGS) and the Sweet-Spot Coverage
(SSC), which both include multiple sets of ground-truth delineations. The
first metric measures whether a system annotation is discernable form the
set of expert annotations and the second reflects the detected fraction of the
sweet spot. Experiments show that these metrics yield a better estimate of
the system performance and that they are more robust against inter-observer
variability than commonly employed metrics such as the Dice coefficient
and the standard Jaccard index.
• Multi-expert training: When different expert annotations for the same lesion
are simultaneously valid, ambiguity regarding the ground-truth label arises
for the image regions for which there is no expert consensus. For this reason,
we propose to employ a new training method, called Sweet Spot Training
(SST), which completely excludes these ambiguous image regions. Although
this training method produces slightly more conservative annotations, it also
leads to a more robust performance and higher detection scores, yielding a
notable average increase in the F1-score of over 10%.
• Comparative validation: The inter-observer variability in annotations of early
Barrett’s cancer inhibits the comparability and reproducibility of the results
acquired by single-expert studies. This aspect adds to the lack of common
datasets and a missing standardized evaluation protocol, which significantly
hampers progress and common agreement between technical experts. For
this reason, we propose a framework for comparative validation of CAD systems for early cancer detection in BE. The proposed framework is based on
a carefully selected dataset, which is made publicly available by the author,
and it includes a standardized experimental setup to ensure comparability
of the results.
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• Endoscopic vision challenge: Based on the results of a public challenge, in
which the comparative validation framework was employed by all participants, an algorithm proposed by Manivannan et al. demonstrated a slightly
higher detection performance than our baseline method. However, this
method also produced considerably higher annotation scores than the competing algorithms. This improvement may be explained by the use of contextual information, which was exploited to a lower extent by the methods from
competing teams in the challenge. Although a weakly supervised approach
by Iakovidis et al. showed a lower performance, this approach does not require pixel-precise ground-truth annotations, which is highly attractive for
future endoscopic video analysis.
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This chapter has proposed a multi-expert framework for comparative validation of Barrett’s cancer detection in endoscopic images. This enables the investigation of promising algorithms and exploration of the design space. However, in
a final clinical application, these algorithms should operate on endoscopic video
and not individual images. The following chapter investigates additional challenges and opportunities that arise with endoscopic video processing. The use of
video also offers potential benefits, such as exploiting temporal consistency as an
additional source for improvement.

143

Chapter 6

“There’s nothing permanent except change”

7
7.1

Towards endoscopic
video analysis

Introduction

The previous three chapters have focused on the development and evaluation of a
CAD system for the analysis of individual endoscopic images to find and delineate
early Barrett’s cancer. While this investigation has provided important clues with
respect to the feasibility of such a system and the most promising techniques for
this purpose, the final clinical application involves the processing of endoscopic
video. This chapter addresses some of the important issues that arise when the
presented system is used for video analysis, i.e. a sequence of time-sequential
images that is also exploited with respect to their time dependence.
Adapting an image-analysis algorithm to process video is not straightforward.
When capturing images of a suspected lesion, the endoscopist typically ensures
a high subjective quality (i.e. high contrast, clean tissue, an unfolded esophageal
wall, etc.). Most video frames captured during endoscopic surveillance do generally not have this high quality. This leads to a number of relevant issues:
• Chapter 4 (Table 4.2) has revealed that although most frames showing nondysplastic tissue are classified correctly, intestinal juices and related aspects
still lead to a number of false detections. While this occurred in only 12.5% of
the negative images, the number of negative frames is considerably higher
than the number of frames actually showing a lesion. This will inevitably
lead to a high number of false positives for a typical endoscopic video.
• Due to the peristaltic movement of the esophagus, a significant proportion
of the video frames does not have sufficient quality to enable visual analysis.
Hence, lesions cannot be detected during numerous episodes in the video
and computational expenses of the algorithm are wasted when straightforward processing is applied.
• For endoscopic video, typically a frame rate of 25 frames per second (fps) is
employed. This imposes strict demands on the execution time of the CAD
system, while aiming for real-time analysis: each frame has to be processed
within 40 ms1 . Given the current computation time of approximately 2 seconds per image, a considerable speed-up is required.
1 The

increased flexibility of computer-based video systems has also enabled a frame rate of 30 fps.
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While these challenges should be properly addressed, endoscopic video also
offers a number of opportunities. With an interval of just 40 ms between successive
frames, elements within each frame are likely to have a spatial proximity to their
positions in the previous frame. For example, in a new video frame, the lumen will
be at approximately the same position as it was detected in the preceding frame.
Hence, this temporal consistency can be exploited in a similar fashion as in video
coding, where so-called Block Matching involves finding the best correlating block
in a local search area to predict the position of small image blocks in the next video
frame. For our purpose, a similar approach can yield a reduction in the average
required computation time per video frame. An additional opportunity that arises
from this phenomenon, is filtering false detections. From visual observation of
the system annotations, we know that false detections are often isolated in both
the temporal and the spatial domain. While Section 4.5 introduced a method to
exclude spatially secluded false detections, the temporal filtering of false positives
is still unexplored.
For video, the intrinsic signal quality can change over time. This is especially
the case for endoscopic video, in which blur, poor illumination and overexposure
are ubiquitous. By exploiting the temporal domain, the frames with the best intrinsic image quality in a local time window can be identified. These frames are
of specific interest, since they enable a more reliable CAD prediction. In addition,
by measuring the time in an endoscopic video for which a high image quality is
achieved, an objective score can be computed to reflect the quality of investigation
and the likelihood that a lesion is not observed due to insufficient image quality.
This chapter is disclosing several ideas and practical concepts for dealing
with the challenges of endoscopic video, while exploring the yet unharnessed
opportunities it offers. Although a methodological layout is provided to put these
concepts into practice, not all ideas could be experimentally evaluated due to other
research paths that opened up and required priority. However, several elements,
such as informative frame detection and a prediction confidence score, have been
thoroughly investigated and the obtained experimental results demonstrate their
potential benefits for endoscopic video analysis.
The remainder of this chapter is outlined as follows. First, Section 7.2 proposes
a method for the automatic detection of informative frames in endoscopic video,
after which Sections 7.3 and 7.4 present the experimental setup and the results,
respectively. Next, Section 7.5 investigates the use of a prediction confidence score,
while Sections 7.6 and 7.7 presents an experimental evaluation of the proposed
approach. Finally, Section 7.8 concludes this chapter with a short summary of the
findings.

7.2

Detection of informative frames

In this section, we investigate a method for classifying endoscopic video frames
into two categories: (1) frames with sufficient quality for the detection of early
Barrett’s cancer, which are referred to as informative, (2) frames lacking the nec146
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7.2.1 Related work
Several studies have been conducted for informative frame classification in endoscopic videos. In a relatively early study, Oh et al. [127] explored two alternative
methods, one based on the presence of edges and another that exploits texture
information using the DFT. In this work, the authors conclude that the DFT-based
approach achieves slightly better results, showing a sensitivity and specificity
of approximately 0.97 and 0.98, respectively, after the specular reflections had
been removed. Tajbakhsh et al. have improved the classification performance
using a novel method based on the 2D DCT transform [128]. In both of these
studies, only out-of-focus frames are classified as non-informative. These frames
represent a subset of all non-informative endoscopic video frames, which is specifically related to blur. The presence of blur in an image is a quality-degrading
phenomenon affecting almost all types of imagery, which has resulted in a wide
range of proposed methods that automatically detect blur. Four interesting methods for blur detection are described by Yang et al. [267], Minhas et al. [268], Subbarao et al. [269] and Krotkov [270]. These methods typically exploit the reduced
energy of high-frequency image content in blurred frames. Quantitative information on the amount of blur can certainly be exploited for distinguishing informative from non-informative frames. However, we aim at detecting a broader range
of non-informative frames, also considering several other disturbing aspects, such
as intestinal juices and specular reflections. These aspects are manifested in the upper part of the frequency spectrum, hence they cannot be identified by blur-based
methods. To detect these image aspects, a number of additional elements can be of
interest: color of the image content, presence of specular reflections, camera focus
and a time-varying signal quality score. This explains why blur is not sufficient
for the detection of informative frames.
Another aspect related to the informativeness of an image is related to image
quality. Several algorithms have been developed for objectively assessing image
quality and its informative level. These approaches provide a quality score to an
image without any reference image [257], [258]. The CurveletQA method [257]
delivers promising results for informative frame classification, because it highly
correlates with the human subjective impression of image quality and it has a
relatively low computational complexity. However, these studies are not focused
on specific degradations of endoscopic images, such as intestinal juices and reflections.
7.2.2 Proposed approach
To deal with the specific aspects that affect the informativeness of endoscopic imagery, we propose a novel approach, which is schematically depicted in Figure 7.1.
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essary quality for the detection of Early Barrett’s cancer. This category can even
lead to false detections due to the low quality and these frames are referred to
as uninformative. This classification serves as a pre-processing step for the CAD
system discussed in Chapter 4, to ensure robustness and enhance the detection.
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Figure 7.1 — Block diagram of the proposed algorithm for the detection of informative frames.

First, the image is converted into the HSV color system because this color system
has a good perceptual uniformity (also see Section3.2). Then, local features are
computed to capture the color content, the spectral energy and the amount of blur
in a video frame. These three aspects are captured with the Color Histogram (CH),
DCT-based features and the blur detection algorithms above, respectively. A regression tree is subsequently applied to generate a score for the informativeness of
a video frame, after which a threshold is applied to distinguish between informative an non-informative frames. The latter category is discarded, while the former
serves as an input for the Region Of Interest (ROI) detection algorithm discussed
in Section 4.2. The employed features for the detection of informative frames are
now motivated and further elaborated.
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(1) DCT-based features: DCT-based features exploit the observation of Tajbakhsh
et al. [128] that many non-informative images contain only low-frequency
components, while the energy of informative images is more uniformly distributed over the DCT coefficients. Therefore, the number of DCT coefficients
that is required to capture most of the image energy is a suitable feature for
measuring informativeness. In our analysis, only the saturation and value
channels are employed, since hue lacks clear structural information for typical endoscopic imagery.
(2) Color features: Color features can also provide useful information for the classification. Some frames, like the right image in Figure 7.2, are of low quality
because they are highly contaminated with intestinal juices. These frames
can be easily recognized, because the colors in the image are less saturated
than the colors in non-contaminated images. Other non-informative frames
contain large overexposed areas. Those frames can be found by the high
amount of pixels with a large value in the V component of HSV. The concatenation of the HSV intensity histograms is used as a color feature vector. The
choice for using histograms is motivated by the successful application for
similar problems and the promising histogram applications from Chapter 3.
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Figure 7.2 — Examples of non-informative frames due to contamination with intestinal juices
(left) and a large amount of blur (right).

(3) Blur-based features: Many of the non-informative images contain regions with
a large amount of blur, such as the left image in Figure 7.2. Four methods for
blur detection were already indicated in the previous subsection. All these
methods provide a score based on the level of blur in the image. We propose
to exploit these scores as additional features for the classification.

Experimental setup for informative frame detection

7.3.1 Dataset
For the experimental evaluation of the informative image selection, frames were
collected from 6 endoscopic videos, captured during screening of 5 different patients. These frames have been manually classified resulting in a data set of 2,172
endoscopic video frames, for which a detailed overview is presented in Table 7.1.
The HD frame resolution is 1,920×1,080 pixels and the frame rate is 25 fps.
Using the dataset presented in Table 7.1, a two-stage evaluation is employed.
First, the data from Patients A–D are merged to obtain a dataset with 1,198 informative frames and 836 non-informative frames. This set is used for initial
exploration of different approaches and for deriving suitable parameter settings.
For this evaluation stage, a 10-fold cross-validation test is performed, while systematically increasing the threshold value for rating an image as informative (as
a fraction between zero and unity in 1,000 steps). The sensitivity and specificity
are measured for each value of the investigated thresholds and the Area Under
the Curve (AUC) is computed as an overall performance metric. In the second
evaluation stage, the proposed method is trained on the videos from Patients A–D
and it is tested on the video acquired from Patient E, so that neither frames of the
same video, nor frames from the same patient, appear in both the test and training
set.
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Video

Patient

# Informative
frames

# Non-informative
frames

1
2
3
4
5
6

A
B
C
D
D
E

546
214
224
67
147
68
1266

Total

Total

% Informative

418
177
70
80
91
70

964
391
294
147
238
138

57%
55%
76%
46%
62%
49%

906

2172

58%

Table 7.1 — Video frames used for experiments.

7.3.2 Employed parameters & blur features
For the proposed algorithm, four important parameters have to be estimated.
• Image scale: The performance of the algorithm is investigated for different
image scales. The required filters have a time complexity of O(n2 ), hence
a smaller image size is beneficial for the speed of the algorithm. Therefore
input images are re-sized prior to processing, while a number of re-scale
1
.
factors are evaluated, ranging from 41 to 32
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• Block size: The employed block size for computation of the features also
affects the execution time of the algorithm. Larger blocks lead to a faster
computation, but also yield a simpler image description, thereby possibly
degrading the classification performance. For this reason, three different
block sizes are investigated: 4×4, 8×8 and 16×16 pixels.
• # Color bins: A similar observation holds for the number of color bins employed for computing the color histogram: more bins lead to slower execution times, but a richer description of image content. However, when
increasing the number of bins, after a certain value the classification performance saturates. Initial experiments have revealed that this happens at
approximately 10 bins per color channel, so that this value is adopted for
computation of the color histogram.
• # DCT coefficients: For the number of DCT coefficients that is required to
describe the image content, three thresholds are experimentally determined.
The amount of energy in DCT coefficients necessary for basic image reconstruction is at least 99%, while for a high-quality reconstruction, 99.9% of the
energy is required. Consequently, the number of DCT coefficients required
for capturing 99%, 99.5% and 99.9% of the image energy are used as features.
Finally, the blur features included in the analysis are experimentally determined,
by investigating the performance of the image classification for all combinations of
blur features described in Section 7.2.1. The best classification results are obtained
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by combining all referenced blur features [267]–[270]. The final feature vector
consists of 40 elements: 6 elements capturing the number of required DCT coefficients, 30 elements describing the color information and 4 elements quantifying
the amount of blur.
7.3.3 Classification of informativeness
To generate a score for each frame, the individual features are computed for local
image patches and combined in a single feature vector for each image patch. Then,
a regression tree is trained to assign a score between 0 and 1 to each patch. The
final score of a frame is calculated as the average score of all image patches. In
the training set, all image patches are labeled with scalar values, where the zero
value is applied for patches from non-informative images, while a unity value is
employed for patches from informative images. Finally, a threshold is applied to
the resulting score for classifying the images, where changing the threshold level
leads to a trade-off between the amount of false positives and the false negatives.

7.4

Results of informative frame detection

Parameter values: The left plot in Figure 7.3 shows the results of the crossvalidation test for different scaling factors. It can be observed that the scaling
1
factor can be lowered to 16
, without any substantial degradation of the performance. From the plot it is readily clear that further downsizing of the image with
1
a scaling factor of 32
, reduces the performance significantly. Therefore, the opti1
mal scaling factor is determined at a value of 16
. The cross-validation results for
multiple block sizes are shown in the right plot of Figure 7.3. The performances
for 8 × 8 pixel blocks and 4 × 4 pixel blocks are approximately equal. A small
number of large blocks can be more efficiently processed than a large number of
smaller blocks. Therefore, 8 × 8 pixel blocks are preferred for operational speed.
Competing methods: Figure 7.4 shows the image classification results with the
optimal settings for the block size and the scaling factor, resulting from the above
experiments. The graph also includes the classification results from the method
proposed by Tajbakhsh et al. [128], which exploits the dominant DCT coefficients,
and the CurveletQA method of Liu et al. [257] for blind objective image quality assessment. Tajbakhsh’s method achieves an AUC of 0.81 and it yields good results
for identifying non-informative images that exhibit only low-frequency content,
which requires relatively few DCT coefficients. However, non-informative images in which the energy is more uniformly distributed will not be recognized
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This section presents the results of the experiments from the previous section in
the following order. First, the effect of the parameter values is evaluated, then
the proposed method is compared to competing methods. Next, the algorithm is
validated on a completely different set of video frames and finally, the execution
time is discussed.
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Figure 7.3 — ROC curve of the cross-validation classification performance for different parameter
settings. Left: scaling factor α and right: the block size used for analysis.
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Figure 7.4 — ROC curves of the image classification cross-validation test for the proposed method
and other state-of-the-art algorithms: the CurveletQA method of Liu et al. [257] and the Dominant
DCT method by Tajbakhsh et al. [128].

as non-informative images by this algorithm. CurveletQA reaches an AUC of
0.89, but investigation of the detection results shows that images containing intestinal juices or reflections are not identified as non-informative images by this
method. The best classification performance is observed when using the proposed
features from Section 7.2.2, resulting in a specificity and sensitivity of both 0.94.
Considering the complete range of possible sensitivity-specificity operating points
leads to an AUC of 0.97, which clearly outperforms the alternative approaches of
Tajbakhsh et al. and Liu et al.
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Figure 7.5 — Scores for the informative frames (labeled as 1 on the vertical axis) and noninformative frames (labeled as 0 on the vertical axis) of Video 6 (see Table 7.1).

Execution time: The algorithm operates at a frame rate of 8 fps in Matlab,
using a laptop computer with a quad-core processor running at 2 GHz, 4 GB of
RAM (1,333 MHz DDR3) and a 2-GB GPU. We expect that the algorithm can be
executed in real time (25 fps) using an efficient C++ implementation, because the
current implementation has not yet been optimized for a fast computation time.
Furthermore, the required speed-up factor of approximately 3 times is generally
easily achieved by exploiting the parallel processing power offered by a GPU.

7.5

Proposed approach for prediction confidence

While the previous three sections discussed the classification of informative frames,
the following three sections investigate the use of a prediction confidence score.
This section proposes two modifications to the CAD system of Chapter 4, enabling
the system to generate a confidence value for each detection, after which the next
two sections discuss an experimental setup to evaluate the approach and the final
results.
7.5.1 Prediction confidence for temporal consistency
As discussed in Section 7.1, exploiting the temporal domain for endoscopic image
analysis yields two main advantages. First, the position of commonly encountered
elements, such as the lumen, can be predicted based on the preceding frames. A
second advantage arises from the difference in temporal consistency between true
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Independent dataset: When the algorithm is trained with the videos of Patients A–
D and evaluated on the video of Patient E, the scores displayed in Figure 7.5 are
obtained. This boxplot shows that the generated scores for the different classes
are representing two completely disjoint sets. Hence, for the frames of this video,
a perfect score can be achieved, with an AUC of 1.00. This extremely high classification performance may be explained by the difficulty level of Video 6. However,
random variation offers a more likely explanation, given the previously observed
AUC of 0.97 for the cross-validation test.
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and false detections, where the latter category typically occurs for short intervals.
This observation can be exploited by a temporal filter for inhibiting detections
that occur for a short period of time. However, such an implementation would
lead to a delay for true detections, which could hamper the detection of lesions
that are only visible in a small number of subsequent video frames.
A possible solution for this delay is to include a prediction confidence measure with each in-frame detection and applying an integration operation to this
measure over time, leading to the Detection Belief (DB), where the system indicates
a suspected area only after a certain DB level is satisfied. When the in-frame confidence of the system is correlated with the correctness of its prediction, such an
approach requires short detection times for true positives, while false positives
will likely not meet the threshold in the given time window. Summarizing, we
distinguish
• true detections: high temporal consistency plus high confidence lead to fast
increase of the detection belief, hence the threshold is satisfied quickly;
• false detections: low temporal consistency plus low confidence lead to slow
increase of the detection belief, hence the threshold can only be surpassed if
the false detection occurs for a long time interval.
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Furthermore, this confidence information can be also very useful to physicians.
A recent study by Jorritsma et al. demonstrates that when radiologists are aided
by a CAD system without such a confidence indication, they perform worse than
the CAD or the radiologists both in isolation [271]. For this reason, including a
confidence rating for its predictions has been identified by the authors as one
of the most important improvements to CAD, for helping physicians to better
incorporate the system outcome in their final diagnosis. This further motivates
our approach to include a prediction confidence score in the CAD system for early
Barrett’s cancer detection. To integrate this, two adaptations need to be incorporated into the CAD system of Chapter 4 (see Figure 4.1): the classification method
and the annotation stage. These modifications are discussed in the following
subsections.
7.5.2 Confidence-generating classification
Although the non-linear SVM employed in the CAD system of Chapter 4 is known
to produce good results for a wide variety of classification problems, it does not
yield a straightforward confidence measure for its predictions. While for linear
SVMs the distance to the decision boundary offers a coarse indication of certainty, for non-linear SVMs these distances are close to meaningless, since the
decision boundary is drawn in a non-Euclidean space and the output space can
be highly fragmented. Post-processing methods like isotonic regression and Platt
scaling [272] can be applied to calibrate the classifier output, however, these procedures require additional data and computational capacity. For this reason, we
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7.5.3 Confidence-based annotation
In the current implementation of the CAD system, the annotation stage is not
optimized to exploit the benefit of a prediction confidence. Therefore, an alternative approach is investigated for annotation of the endoscopic images, based on
the classifier output. This novel annotation stage first creates a multi-level signal
map using confidence output for each local image patch. Because the RF classifier
only generates a confidence measure for each image patch within the Region Of
Interest (ROI), an adaptive median filter is subsequently applied to generate the
confidence values for regions that are not inside the ROI. An additional advantage
of this filter is that it removes the effect of outliers and spurious detections, e.g.
resulting from reflections or intestinal juices. Then, the confidence values assigned
per image patch are filtered using a disk filter, leading to a spatial diffusion of the
confidence information. Finally, to convert the heat map representing the local
confidence into an image annotation, a threshold is applied and morphological
opening is employed for removing false positives. The resulting image contains
a contour, delineating the region that is expected to show early cancerous tissue.
An illustration of our approach is shown in Figure 7.6.

7.6

Experimental setup for prediction confidence

To evaluate the proposed adaptations to the system architecture of Chapter 4
the dataset of the MICCAI endoscopic vision challenge is employed, described
in Section 6.4.2. For convenience, this dataset is briefly discussed below, after
which the employed validation method, the used metrics and the involved system
parameters are elaborated.

2 This

frequentist approach is an alternative to a Bayesian estimate.
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prefer to explore an alternative classification method, which yields a probability
estimate for its predictions in a more natural fashion.
A general machine learning method that generates such a natural confidence
measure is Random Forest (RF) [273]. RF produces this score by aggregating the
class probability distributions generated by an ensemble of decision trees. Each
tree generates a frequentist estimate2 of the class probability after a number of
binary tests are performed in the nodes of the tree. Then, the outcome of each test
determines what test is performed next, until a final node is reached. The class
distribution of the training samples in that node represents the probability density
function over the classes. An additional advantage of RF is that the decision trees
can execute in parallel, thereby greatly reducing the required computation time
for classification. Moreover, efficient implementations are freely available for this
purpose [274]. For these reasons, we evaluate the application of RF in the proposed
CAD system for Barrett’s cancer detection. Section 2.4.3 presents a more detailed
description of Random Forests.
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(a)

(b)

(c)

(d)

(e)

Figure 7.6 — Individual steps of the annotation system. From left to right: (a) raw classifier
output, (b) adaptive median-filtered mask, (c) disk-filtered mask, (d) thresholded mask and (e) the
final mask after morphological opening.
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Data: The employed dataset consists of 100 HD endoscopic images of 39 patients (17 cancer, 22 no cancer). Of these 100 images, 50 images show a cancerous lesion, while the other 50 images display non-dysplastic Barrett’s tissue. All
images showing cancer are individually annotated by five leading experts on
Barrett’s cancer, resulting in five ground-truth annotations per image.
Validation: For validation of the system, leave-one-patient-out cross-validation
is employed, where the system is trained using the sweet-spot training method
proposed in Section 6.2.2. Hence, during training time, only image regions are
used for which there is a consensus among the involved experts.
Metrics: For evaluation of the system, two performance aspects are of interest,
namely the cancer detection performance and annotation performance. The detection performance is derived from the predicted image labels, where an image
is labeled as cancerous if the system decides to annotate a region in that image.
Then, using these labels, the recall and precision of the system predictions are
computed. The annotation performance is evaluated with regard to the expert
annotations, using a modified version of the Jaccard index, called JIGS, such that
it is able to include multi-expert annotations (see Section 6.2.3).
Parameters: The RF classification method contains a number of parameters for
which values have to be chosen by the user (see Section 2.4.3). Initial experiments
have shown that a forest of 300 trees is sufficiently large to model the two classes
in feature space, while using 7 randomly sampled feature elements per tree offers
sufficient information. For our data, increasing these values does not yield an
improved detection performance. Therefore, we fix the forest size to 300 trees and
the number of features per tree to 7, while for three other important parameters
different options are evaluated. For the geometric primitive of the split function,
either an orthogonal hyperplane (O) or a oblique hyperplane (H) is employed.
The tree depth ranges from 5–11, while the randomness control parameter ρ is
evaluated for the values 5, 10 and 40.

7.7

Results for prediction confidence

This section presents the results of the experiment described above. First the performance of RF is compared to that of SVM in Section 7.7.1, then the proposed
novel annotation method is discussed in Section 7.7.2, leading to an overall evaluation of the proposed modifications to the CAD system in Section 7.7.3.
156

7.7. Results for prediction confidence
Classifier

Precision

Recall

Specificity

F1-score

JIGS

AUC

SVM

0.64

0.84

0.52

0.72

0.48

0.8043

RFO D8 ρ5
RFO D8 ρ10
RFO D8 ρ40
RFO D11 ρ5
RFO D11 ρ10
RFO D11 ρ40

0.64
0.65
0.63
0.65
0.64
0.64

0.86
0.86
0.82
0.86
0.86
0.82

0.52
0.54
0.52
0.54
0.52
0.54

0.74
0.74
0.71
0.74
0.74
0.72

0.46
0.45
0.46
0.47
0.47
0.47

0.8095
0.8108
0.8073
0.8067
0.8048
0.8074

RFH D5 ρ5
RFH D5 ρ10
RFH D5 ρ40
RFH D8 ρ5
RFH D8 ρ10
RFH D8 ρ40

0.68
0.71
0.69
0.69
0.68
0.66

0.82
0.82
0.82
0.88
0.88
0.82

0.62
0.66
0.64
0.60
0.58
0.58

0.75
0.76
0.75
0.77
0.77
0.73

0.47
0.48
0.48
0.47
0.47
0.49

0.8102
0.8134
0.8105
0.8114
0.8106
0.8090

7.7.1 Random forest vs. SVM
While comparing the two classification methods (i.e. RF and SVM), all other parameters of the CAD system of Chapter 4 are fixed. Hence, in this experiment, the
baseline method from Section 4.5 is employed for generating image annotations
from the classified image patches. For implementation of the RF classifier, the
Sherwood library [274] is employed in combination with Matlab.
Table 7.2 shows the resulting detection and annotation performance for both
classifiers, where a number of different parameter configurations are included
for the RF classifier. The top row of Table 7.2 shows results obtained with the
baseline system of Chapter 4, in which a non-linear SVM is employed. When these
results are compared to the results obtained with an RF classifier, it is clear that
RF leads to an improved classification performance for almost all of the evaluated
parameter configurations.
While considering these hyperparameters, Table 7.2 shows that using a oblique
hyperplane as a geometric primitive for the split function (indicated by RFH
in the table) generally leads to a better performance than when an orthogonal
hyperplane is used (indicated with RFO ). A likely explanation for this difference
is the increased complexity that an oblique hyperplane offers compared to an
orthogonal hyperplane that is aligned with one of the feature-space dimensions.
Another interesting observation from Table 7.2 is the importance of randomness.
By choosing a low value for randomness control parameter ρ, the training process
is more random. This leads to less correlated trees and a better performance of the
ensemble, although the individual trees may perform worse.
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Table 7.2 — Comparison of RF classifiers to SVM using various values for the tree depth D and
the random splitting criterion per node ρ. For all RF, the amount of trees N = 300 and feature
dimensions per tree n = 7. Subscripts O and H indicate the application of an orthogonal split or
an oblique hyperplane, respectively.
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Classifier

Annotation

Precision

Recall

Specificity

F1

JIGS

RFO D11 ρ5

baseline
proposed

0.65
0.65

0.86
0.88

0.54
0.52

0.74
0.75

0.47
0.37

RFH D5 ρ10

baseline
proposed

0.71
0.74

0.82
0.74

0.66
0.74

0.76
0.74

0.48
0.38

RFH D8 ρ5

baseline
proposed

0.69
0.75

0.88
0.90

0.60
0.70

0.77
0.82

0.47
0.35

Table 7.3 — Comparison of the annotation stage from Chapter 4 with our proposed confidencebased annotation stage. For all RF, the number of trees N = 300 and n = 7 randomly sampled
feature elements are used per tree.
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7.7.2 Confidence-based vs. baseline annotation
The modified annotation stage, described in Section 7.5.3, is evaluated using the
three optimal RF configurations of the previous experiment for both annotation
methods. While the proposed annotation method yields confidence scores, the
baseline system produces only a binary map. Therefore, a direct comparison between the two annotation methods is not possible. To facilitate this comparison,
an empirically determined threshold of 60% is applied to the confidence map
generated by the proposed annotation method, in order to obtain a binary output.
In this way, both annotation methods produce a binary map, indicating the image area suspected for cancer. Table 7.3 displays the results from this experiment.
From this table, it can be observed that the confidence-based annotation system
improves the detection performance considerably, at the expense of a slight decrease in annotation performance. This effect can be explained by the improved
detection performance. If some lesions are detected partially compared to not
being detected at all, the average annotation quality may degrade although the
detection performance is higher.
With this confidence-based annotation approach, it is also possible to model
the multi-expert knowledge. As an example, Figure 7.7 shows some multi-expert
annotations, the resulting multi-expert level map and the automatic system annotations. These images demonstrate a similarity between the confidence of the
algorithm and the expert level map: the early cancer area delineated by all experts
matches with the area of the highest confidence level of the system. This property can be very appealing for finding the sweet spot, as discussed in Section 6.2.2,
which offers the best location for taking a biopsy.
7.7.3 Summary: proposed method vs. baseline
The results presented in this section illustrate that the two modifications to the
CAD system of Chapter 4 enable a local prediction confidence that shows similarity to a multi-expert level map. Furthermore, these alterations even lead to
a higher classification performance of the CAD system. First, by replacing the
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Figure 7.7 — Demonstration of multi-expert knowledge. Left: annotations of a cancerous
esophageal region by five experts (each color = 1 expert), showing a significant variation of annotations outside the joint region. Middle: a level map of the expert annotations. The region marked
in red is recognized by all five experts as cancerous, the orange by four, the yellow by three, the aqua
by two and the blue by only one expert. Right: Output of our system, where different regions denote
the confidence levels of the CAD system.
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non-linear SVM classifier with a Random Forest classifier, the F1-score of the system can be improved from 0.72 to 0.77. Next, a further improvement in detection
performance, to an F1-score of 0.82, can be achieved by the proposed annotation
method, which exploits the confidence values produced by the RF classifier.

7.8

Summary and conclusions

Chapter 7

This chapter has addressed a number of issues that arise when applying the CAD
system of Chapter 4 to endoscopic video. First, the heterogeneous quality of the
video frames and their suitability for early cancer detection is addressed by a
new concept to find informative frames. This concept is validated for various
settings and compared to state-of-the-art alternatives. The second contribution of
this chapter is a new approach for prediction confidence based on the application
of RF classification, preceded by a conceptual discussion on the exploitation of
temporal consistency.
With respect to the detection of informative frames, a pre-processing algorithm
is proposed for detecting low-quality frames, so that they can be discarded prior to
analysis. This prevents numerous unnecessary false detections due to poor image
quality and saves computational resources. The algorithm employs intrinsic image
quality indicators, such as sharpness and contrast, but also quantifies specific
image content such as specular reflections and intestinal juices. A further reduction
in the amount of false detections can be achieved by exploiting their limited
temporal consistency in combination with an confidence value for each detection.
For this, two modifications are proposed to the CAD system of Chapter 4, which
concern the classification and the annotation stage.
Experiments on informative frame selection and confidence measure for the
classification lead to a number of important findings, which are summarized
below.
• The sole use of intrinsic image quality is not sufficient to capture the informativeness of an endoscopic video frame. The best performance is achieved
when multiple features are combined, each addressing a different quality
attribute. The proposed algorithm exploits texture, color and blur-based
information to generate a score for the informativeness of an endoscopic
video frame. This leads to an AUC of 0.97 on a set of 2,034 frames from
5 different videos of 4 patients. Alternative approaches that only exploited a
single quality attribute reached a maximal AUC of 0.89 on the same dataset.
• While earlier studies have indicated that a confidence level accompanying
CAD predictions is very useful, it can also be very appealing for time-domain
processing. Random Forest offers such a confidence level in a natural fashion
and experiments show that it also increases the detection performance of
the CAD system presented in Chapter 4, which then elevates the F1-score
from 0.72 to 0.77.
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The two modifications to the CAD system of Chapter 4 show promising results
for making the transition to endoscopic video processing. However, a number
of interesting aspects remain open for future research. First, the Detection Belief
proposed in Section 7.5.1 should be implemented using both the frame informativeness score from Section 7.2 and the prediction confidence discussed in
Section 7.5. Then, the system should be optimized for real-time performance,
such that it can process live endoscopic video. Since the execution times of the
CAD system and the proposed modified stages of this chapter are close to the
millisecond domain, a dedicated GPU implementation of the system is expected
to execute in real time. An additional interesting experiment involves the use of
Transfer Learning (see Section 2.9) to distinguish the informative frames from the
non-informative endoscopic video frames. Because such an experiment neither requires expert annotations nor a clearly imaged pathology, an abundance of frames
is available for this purpose, rendering the application of Convolutional Neural
Networks (CCNs) feasible.
This chapter has discussed some of the aspect that arise for video analysis
based on white-light endoscopy. Currently, white-light endoscopic surveillance
followed by histopathological assessment of biopsy specimens is the clinical standard for Barrett’s cancer detection. However, novel imaging modalities with appealing properties are emerging, which could prove very useful for the detection.
One such a novel imaging method is Volumetric Laser Endomicroscopy (VLE),
offering a sub-surface imaging mode that potentially enables better detection of
early lesions. The following chapter investigates the potential of CAD for the
interpretation of such VLE scans.
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• By applying a confidence-based annotation stage, the proposed CAD system produces confidence maps that show similarity to the level map of the
combined expert annotations. In this way, multi-expert knowledge can be
captured by the annotation system, which is a very interesting property to
determine the best location for taking a biopsy. In addition, experimental
results show that the application of the proposed confidence-based annotation algorithm leads to a further improvement of detection performance,
raising the F1-score to a value of 0.82.
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“Since we cannot change reality, let us change the eyes which see reality.”

8
8.1

Volumetric Laser
Endomicroscopy

Introduction

Up to this point, we have discussed the analysis of visual images and videos acquired using white-light HD endoscopy. This chapter concentrates on the potential
of a novel imaging method called Volumetric Laser Endomicroscopy (VLE), which
offers an additional tool for detecting early cancerous lesions in BE [275]. VLE is a
balloon-based imaging method that exploits second-generation Optical Coherence
Tomography (OCT) [276] to capture a full circumferential scan of the esophageal
wall over a segment of 6 cm and up to a depth of 3 mm (see Figure 8.1). This
unique capability allows the physician to analyze the underlying tissue layers,
theoretically enabling potentially earlier and better detection of cancer. However,
due to the large volume and subtle nature of the grayscale cross-sectional data, the
interpretation of the VLE images remains a challenging task for gastroenterologists. Although a recent clinical prediction model has shown reasonable detection
accuracy [277], the identification of early cancer on VLE images using current
criteria remains very complex [278][279]. Hence, an automated system for the
analysis of VLE scans is highly desirable for supporting the physician.
While investigating the applicability of computer-aided methods for the interpretation of VLE data, several important factors should be taken into account:

Figure 8.1 — VLE scanning process: a balloon is inflated in BE and 1,200 adjacent circumferential
images are captured over a segment of 6 cm. Picture courtesy of NinePoint Medical.
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• Medical experts cannot recognize dysplastic tissue in VLE scans with high
accuracy. Therefore, it is not possible to obtain ground-truth data by asking
human observers to annotate the areas of interest.
• VLE can be employed to flag optimal locations for biopsy by placing laser
markings, with the purpose to relocate those positions using white-light
endoscopy. Ideally, the biopsies are acquired in the same endoscopic procedure, hence, the CAD system should be sufficiently fast to facilitate this
within the same procedure.
• Related work is very sparse and the applied methods are often evaluated on
data with a considerably lower quality than VLE scans. Therefore, a benchmark should be established, in order to offer context for the classification
results of a CAD system for VLE data.
• Availability of VLE data from neoplastic lesions is limited. Hence, algorithms
for automated analysis should be carefully evaluated to avoid overfitting or
data leakage.

Chapter 8

Incorporating the above issues, this chapter explores the feasibility of automated analysis of VLE scans in the following fashion. First, a benchmark is established, employing a considerable set of widely-used image features and classification methods on a histopathologically validated dataset of ex-vivo VLE images. In
addition, the potential of relatively simple and computation-efficient features are
investigated. These features are inspired on a recently proposed clinical prediction model from literature. Next, the axial dimension of VLE scans is exploited to
further improve the classification performance by applying multi-frame analysis
and simple and fastly executing voting schemes. Finally, to validate and compare
the performance of the evaluated methods, a thorough validation procedure is
employed and the results are compared to the classification performance of two
VLE experts on the same set of VLE images.
This chapter starts with an overview of related work in Section 8.2 and continues with a brief description of the employed histopathologically validated dataset
in Section 8.3. Subsequently, specific features for Barrett’s cancer detection in
VLE images are proposed in Section 8.4, which are inspired by a recent clinical
prediction model. Next, two cases are investigated:
(1) single-frame analysis in Sections 8.5 and 8.6;
(2) extended multi-frame approach in Sections 8.7 and 8.8.
Finally, this chapter is concluded with a summary and a comprehensive overview
of our findings in Section 8.10.

8.2

Related work

Earlier work of Qi et al. has shown promising results on the detection of dysplasia
using Endoscopic OCT (EOCT), which achieves a detection accuracy of 84% and
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maximal Area Under the Curve (AUC) of 0.84 [216]. In contrast to VLE, EOCT is
a probe-based system with a relatively small scanning surface [280][281]. Qi et al.
used the working channel of the endoscope for the EOCT probe and a suction cap
for taking a biopsy, ensuring a correlation between the scan and the histopathology
of the tissue. This means only a small portion of the BE can be imaged at a time,
whereas with VLE the complete circumferential and longitudinal Barrett segment
is captured in a single scan. Hence, with EOCT it is infeasible to scan the complete
BE and it is very hard to ensure that malignant lesions are detected. Furthermore,
the EOCT system in the work of Qi et al. employs a first-generation OCT imaging
device, resulting in a considerably reduced image quality compared to the VLE
system used in our study. However, the 18 features that have been developed by
Qi et al. to distinguish between non-dysplastic tissue, low-grade dysplasia and
high-grade dysplasia could be applicable to the VLE images employed in this
study. Hence, these features are included in the experiments presented in this
chapter for further evaluation.
Recently, Rodriguez-Diaz et al. have presented an algorithm for computerassisted image interpretation of VLE images that employs statistics on the GrayLevel Co-occurrence Matrices (GLCM) of the first wavelet components of the
image, followed by a naive Bayes classifier [282]. In their abstract, four tissue
classes were separated and a set of 60 VLE images was employed for validation. A sensitivity and specificity of 0.86 and 0.93, respectively, were reported
for computer-aided classification between dysplastic and non-dysplastic Barrett’s
tissue. Although the results of this study are promising, it accommodates a major
drawback: the VLE images were not one-to-one correlated with histology, which
is the gold standard for diagnosis. Therefore, the reliability of the ground truth
used in this study is limited.
In an attempt to autonomously segment and characterize the esophageal wall,
Ughi et al. have proposed an algorithm for the analysis of Tethered Capsule OCT
Endomicroscopy (TCE) [217]. TCE provides real-time three-dimensional imaging
of the esophageal wall, after a capsule is swallowed by the patient and is slowly
pulled back [283]. In the study of Ughi et al., two tissue classes are characterized,
namely Barrett’s and normal squamous tissue. The algorithm first creates an enface map for finding the contact between the surface tissue and the capsule. Next,
the presence of a clearly layered structure in the signal is used as an indicator
for normal squamous tissue, whereas this clear layering is typically lacking for
Barrett’s tissue. On 50 manually annotated OCT images, the system demonstrated
a sensitivity and specificity of 94% and 93%, respectively. For Barrett’s tissue,
the clearly layered structure that occurs in normal squamous tissue is lacking.
Although the proposed tissue classification algorithm of Ughi et al. is not suitable
for early cancer detection, it could be applied as a pre-processing step for the
analysis of complete VLE scans, in order to separate the Barrett’s from the normal
squamous tissue of the esophageal wall. Summarizing, the features of Qi et al. and
the algorithm of Rodriguez-Diaz et al. are incorporated in our investigation, while
the algorithm proposed by Ughi et al. is considered for future research.
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Figure 8.2 — (a) In-vivo placement of reference Electrocoagulation Markers (ECMs). (b) Ex-vivo
specimen pinned in in-vivo orientation on gridded cork with squares of 5 by 5 mm. (c) In-vivo
ECMs (1-5) accentuated with ink, dashed circles indicate ink markers placed with a 25-gauge needle.
(d) Custom-designed tubular-shaped fixture for VLE scanning of endoscopic resection specimen.
(Pictures courtesy John Wiley and Sons.)

8.3

VLE dataset with histopathological validation

One of the major challenges in developing a CAD system for VLE data is the lack
of a reliable ground truth. In a recent study, Swager et al. [284] have constructed
a set of ex-vivo VLE images which have been carefully matched with the corresponding histology slides. Currently, this is the best available ground truth that
exists for VLE scans and, therefore, this set is employed for the experiments in
this chapter. This section provides a short overview of the construction of this
VLE-histology database, which includes VLE scans of both non-dysplastic tissue
and early cancerous tissue. We explicitly address the creation of this database,
since it involves non-visual light (another signal modality) and the novel nature
of this type of data, which is largely unknown, even to medical experts.
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8.3.1 Endoscopic procedure and resection specimens
The employed endoscopic procedure for acquisition of tissue specimens is as
follows. First, during high-definition endoscopy, the esophagus is examined according to the standard guidelines with white-light imaging and narrow-band
imaging. Next, standard measurements are recorded for describing the Barrett’s
segment and the neoplastic lesion (if present). In case of a lesion, it is delineated using electrocoagulation marks and additional electrocoagulation marks are placed
within the delineated area. Subsequently, endoscopic resection is performed and
the endoscopic resection specimens are pinned on cork with a 5-mm squared grid
(see Figure 8.2 (b,c)). Both in-vivo placed marks (electrocoagulation) and ex-vivo
placed marks (pins and ink by needle) are used as objective position markers.
Finally, the specimens are scanned with the VLE balloon using a custom-designed
fixture (see Figure 8.2 (d)).
8.3.2 Histology-VLE correlation
To match the histopathology slides with VLE scans, the electrocoagulation, inkand pin marks are identified in both modalities. The marks as input to obtain oneto-one correlation between the VLE images of the ex-vivo endoscopic resection
specimens and the corresponding digitized histopathology slides. During this
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Figure 8.3 — Left: histology-VLE match containing 2 pin marks. These are visible on histology
(bottom panel) as pin holes (black arrows) and create well demarcable structures on VLE with
low backscattering (top panel). Area 1: squamous epithelium, characterized on VLE by layering
(upper white arrow indicates transition of epithelium to lamina propria and lower white arrow to
muscularis mucosa). Area 2 and 3 are non-dysplastic Barrett’s mucosa, which is visible by loss of
layering and dilated Barrett’s glands (arrowheads). The bold white arrow indicates the edge of the
VLE balloon. Right: histology-VLE match with 1 pin marker (Arrow 1) and 1 electrocoagulation
marker (Arrow 2), containing gastric mucosa. The individual arrow heads indicate a dilated gastric
gland. Pictures courtesy John Wiley and Sons.

8.3.3 VLE image dataset & normalization
Selection of data:A total of 29 patients have been included for the construction of
the dataset resulting in 52 tissue specimens. From these specimens, 86 histology
matches have been identified, resulting in a total of 200 matched VLE frames.
Next, 125 frames have been excluded, due a histopathological diagnosis other
than NDBE or HGD/EAC, or due to insufficient image quality. From the remaining set, 10 frames (5 NDBE; 5 HGD/EAC) have been used for a clinical orientation
phase and 60 frames (30 NDBE; 30 HGD/EAC) are included in the VLE image
dataset.
Normalization: For each matched VLE frame, a region of interest has been manually extracted, which is defined horizontally by the marker positions and vertically
by the balloon edge (top) and the cork (bottom). To standardize the images, the
number of horizontal lines is restricted to 400 pixels, corresponding to a tissue
depth of approximately 2 mm. The amount of vertical scanlines is restricted by
the markers that indicate the histology correlation. Hence, the resolution of the
regions of interest is W × 400 pixels, where W defines the width of the region of
interest. Figure 8.4 shows an example of two normalized VLE images, which also
indicate the difficulty of classification by visual inspection.
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process, the location of the histological transection plane was known, since the
tissue sectioning was performed alongside the markers. The corresponding VLE
plane is determined in the VLE scan, derived from the distance according to the
gridlines (Figure 8.2 (b,c)) and the markers. If at least two markers are visible on
both modalities, it is considered a VLE-histology match (see Figure 8.3).

8. VOLUMETRIC LASER ENDOMICROSCOPY

Figure 8.4 — Normalized VLE images of non-dysplastic (left) and neoplastic tissue (right), which
are cropped versions of the originals, showing only the region of interest. The horizontal and vertical
regions of interest are defined by the markers and the distance between the balloon and the cork,
respectively.

8.4

Clinically-inspired features for VLE analysis

Based on a recently published clinical prediction model for the interpretation of
VLE image data [277], we have derived three image features for quantification
of discriminative information, which are subsequently introduced in this section.
First, the prediction model is briefly discussed in Section 8.4.1, after which Sections 8.4.2 through 8.4.4 elaborate on the design of these features.
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8.4.1 Clinical prediction model as inspiration for features
The clinical prediction model of Swager et al. [277] identifies three key aspects for
scoring a VLE image: (1) lack of layering, (2) surface signal and (3) irregular glands.
The first aspect captures the abnormal growth of early lesions, which disturbs the
somewhat layered structure of Barrett’s epithelium. The second aspect describes
the lack of surface maturation due to the presence of dysplasia [285], which results
in a higher VLE surface signal, relative to the sub-surface signal. The last aspect
regards the presence of irregularly shaped dysplastic glands, but as this aspect
was only sparsely present in the data, we have focused on the first two clinical
aspects for the derived image features.
To investigate whether incorporating this clinical knowledge in the feature
design leads to an improved performance, we have derived three features specifically based on this clinical prediction model: (1) Layer histogram, (2) Large-scale
gray-level co-occurrence matrix features and (3) Bin median of pixel averages. For
the remainder of this chapter, these features are referred to as clinally-inspired
features.

8.4.2 Layer histogram
In order to capture the (lack of) layering present in the VLE image, we propose
a simple image feature that computes the N -bin histograms of the first M layers
of d pixels, starting from the top of the image. This results in a feature vector of
dimensionality N · M for each image. The motivation for this method is threefold:
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Figure 8.5 — Computation of the Layer Histogram (LH) feature. First, the M top layers of
d pixels each are extracted from the VLE image. Next, for each layer an N -bin intensity histogram
is computed. Finally, the resulting histograms are concatenated to obtain a feature vector.

8.4.3 Large-scale GLCM
Since the clinical prediction model has a large emphasis on vertical structure,
we have adapted the default Gray-Level Co-occurrence Matrix (GLCM) texture
features [66], such that they capture the large-scale vertical tissue structures, like
layering and surface maturation. In contrast to using a series of offsets capturing
the close neighborhood of a pixel, we only use a single, relatively large offset in
the vertical direction. Next, the properties contrast, correlation, energy and homogeneity are computed, based on the obtained co-occurrence matrix. To distinguish
this feature from the traditional GLCM, in the remainder of the chapter it will be
referred to as Large-Scale GLCM (LS-GLCM).

8.4.4 Bin-median of pixel averages
As a less demanding, computation-efficient alternative, we have developed a
very simple feature, which also incorporates the key properties of the clinical
prediction model. In order to capture the vertical signal gradient, we first compute
the average signal intensity for each horizontal line of pixels and split them into
N equally-sized bins. Next, to capture the tissue layering, the median values of
these bins are computed. This results in an N -dimensional feature vector for each
image. This feature is referred to as the Bin-Median of Pixel Averages (BMPA) in
the remainder of the chapter.
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(1) the lack of layering is an indicator for dysplasia, (2) the top layers are described
as the most informative for tissue classification [277], and (3) the signal-to-noise
ratio decreases with a growing scanning depth. Figure 8.5 depicts the procedure
for the computation of this feature.
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8.5

Experimental setup for single-frame analysis

To investigate to feasibility of the automated analysis of VLE scans, first, the classification of individual VLE frames is discussed. The reason to start single-frame
analysis is twofold: first, the assumption that each frame can be processed independently allows for the least complex approach and second, the employed
gold standard has the best histopathological match at the location of certain single
frames. For this investigation on single-frame analysis, a basic CAD pipeline is
employed, as discussed in Section 2.2. First, informative features are computed
from the normalized VLE frame, which are elaborated in Section 8.5.1. Next, a
trained classifier predicts the class of the presented VLE frame, based on the computed features. In Section 8.5.2 a broad set of classification methods is presented,
which are evaluated for this experiment and Sections 8.5.3 through 8.5.5 discuss
how these classifiers are trained and evaluated. Multi-frame analysis is discussed
later in this chapter.

Chapter 8

8.5.1 Benchmark features
As VLE is a relatively new technology, no extensive evaluation of image features
for tissue classification is readily available. In order to obtain a context for our
results and to provide a benchmark for future studies on VLE tissue classification, we evaluate a broad set of commonly-used features for Computer-Aided
Diagnosis / Detection (CAD / CADe). This set encompasses: Local Binary Patterns (LBP) [68], statistics on the GLCM [66], Histogram of Oriented Gradients
(HOG) [72] and Gabor features [286] (see Section 3.3 for a detailed description of
these features). In addition, we have included the features of Rodriguez-Diaz and
Singh [282] and Qi et al. [216]. Finally, we have included image features learned
by deep neural networks from large datasets. This form of transfer learning has
become quite popular in the field of medical image analysis and has been applied successfully to several CAD and CADe problems [221]. Features from the
Fully Connected (FC) layers of the Convolutional Neural Network (CNN) are
employed, since they contain a high-level hierarchical representation of the input
data. In particular, features from the 6th and 7th layers, known as FC6 and FC7,
respectively, of the widely used AlexNet are extracted, which was pre-trained on
the ImageNet data set [287]. Prior to feeding the images to the CNN, a normalization step ensures that the AlexNet input size of 227×227×3 pixels is guaranteed,
by cropping a square in the horizontal middle and the vertical top of the image.
8.5.2 Image classification
For classification of the images, the following methods are evaluated, while using
the features described in the previous subsection as input: Support Vector Machine (SVM) [78], Random Forests (RF) [273], Adaptive Boosting (AdaBoost) [83],
Neural Networks (NN), k-Nearest-Neighbors (kNN), Discriminant Analysis (DA)
and Logistic Regression (LogReg) (also see Section 2.4). In addition, we have evaluated Convolutional Neural Networks (CNNs) by retraining only the last couple
of layers of a pre-trained network [220], which is a form of Transfer Learning
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(TL) [221][225], as discussed in Section 2.9. Evidently, for the latter experiment we
are restricted to the features that are learned from the data on which the original
network was trained. Hence, we cannot use this form of classification (based on
transfer learning) for the features presented in Sections 8.4 and 8.5.1.

8.5.4 Performance Analysis
To analyze the classification performance of the different features and machine
learning methods, Leave-One-Out Cross-Validation (LOOCV) is used, where a
score is generated for each image independently. Next, performance metrics are
computed based on the predictions for all images. It should be noted that in
this fashion, each image is classified by a slightly different model, as the training
data is different for each test image. This yields the best available proxy for the
generalization power of a certain algorithm, since any random choice of training
and test data may lead to either too optimistic or too pessimistic results. From the
individual prediction scores, we compute the Receiver Operating Characteristic
(ROC) curve and the Area Under the Curve (AUC) and we use the latter as our
main figure of merit. In addition, we compute the Sensitivity and the Specificity,
which reflect the performance in the default point of operation.
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8.5.3 Hyperparameter optimization
Both the majority of the evaluated features and the classification methods include
hyperparameters affecting the performance. In order to enable a fair comparison
of the presented methods, prior to training the algorithm, the optimal values for
these hyperparameters are estimated on the training set. For this, 100 trials are
employed, using randomly sampled values from a pre-defined search range. In
each trial, the estimated performance for those parameter values is computed using a five-fold cross-validation. In these experiments, random search is preferred
over the commonly employed grid search, because recent work has shown that
randomly chosen trials are more efficient for hyperparameter optimization [288].
Additionally, considering the amount of involved parameters in our evaluation, a
grid-search of sufficient density would dramatically limit the feasibility of the experiments due to time- and computational constraints. Tables 8.1 and 8.2 provide
an overview of the evaluated features and classification methods, respectively,
including the involved hyperparameters for each of the methods and the employed search range for the random trials. These ranges have been chosen, based
on commonly encountered settings in literature and the type and dimensions of
the input data. This typically results in a range around the default settings, from
which values are uniformly sampled for each trial. In Tables 8.1 and 8.2, parameter
ranges are indicated with the symbols [·] for real values and with {·} for integer
values and non-numeric settings.
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Feature

Hyperparameters
# levels

{4, 5, . . . , 12}

Graylevel Co-occurrence

distance di

Matrix (GLCM)

offsets

di ∈ {1, 2, . . . , 10}
" d 0 #

radius
Local Binary Patterns (LBP)

Histogram of Oriented

Output of the
FC6-layer of AlexNet (FC6)
Output of the
FC7-layer of AlexNet (FC7)

Qi et al. [216]
(Qi-PC5, Qi-F18)

i

di −di
0 −di
−di −di

{1, 2, . . . , 8}

# neighbors

{4, 5, . . . , 12}

rotational invariance

{true, f alse}

# horizontal levels

{8, 9, . . . , 20}

# vertical cells

{8, 9, . . . , 20}

block size

[bh , bv ]; bh , bv ∈ {1, 2, 3}

Gradients (HOG)

Gabor-based features

Parameter selection

lower wavelength

λlow ∈ {8, 9, . . . , 30}

higher wavelength

λhigh = λlow · 21−P

# scales

P ∈ {1, 2, 3, 4}

# orientations

{2, 3, 4, 5, 6}

-

-

-

IM: Filt. size, win. size

27 pixels, 9 pixels

SD: block size,

5 pixels,

struct. element, threshold

disk (r = 1), 4

CSAC: # bins

32 bins

TFCN: delta, offsets

3, GLCM offsets (di = 1)

GLCM: # levels, offsets

3, GLCM offsets (di = 3)
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Rodriguez-Diaz & Singh [282]

# levels

8

(RD)

offsets

GLCM offsets (di = 1)

Layer Histogram (LH)

Large Scale GLCM
(LS-GLCM)

# layers

{2, 3, . . . , 8}

layer size

{30, 31, . . . , 50}

offsets

{4, 5, . . . , 12}

# levels

{4, 5, . . . , 12}

distance di

di ∈ {50, 51, . . . , 70}

offset vector

[D, 0]

Bin Median of Pixel

# bins

{8, 9, . . . , 16}

Averages (BMPA)

bin size

{15, 16, . . . , 25}

Table 8.1 — Employed features, hyperparameters and search ranges for optimization. The parameter values for the methods of Qi et al. and Rodriguez-Diaz and Singh are adopted from the original
publications.
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Classifier
Support Vector Machine (SVM)

Random Forest (RF)

Hyperparameters

Parameter selection

regularization constant
kernel
kernel scale
forest size
max. splits per tree
randomness control

2p , p ∈ [−5, 5]
{linear, RBF }
2p , p ∈ [−5, 5]
{50, 51, . . . , 150}
√
#dimensions
r · #samples
r ∈ [0.2, 0.3]
{2, 3, . . . , 8}
Binary Split
{1, 2, . . . , 15}



AdaBoost

# learning cycles
weak learner type

k Nearest Neighbors (kNN)

# neighbors
distance metric

Neural Network (NN)

# hidden layers

Chebychev,
Euclidean,
Hamming

{5, 6, . . . , 15}
(

diagLinear,
diagQuadratic,
pseudoLinear,
pseudoQuadratic

Discriminant Analysis (DA)

discriminant type

Naive Bayes (NB)
Logistic Regression (LogReg)
Transfer Learning using a
Convolutional Neural Network
(TL-CNN)

-

-

-

-

)

8.5.5 Framework for comparative validation
In order to enable reproducibility and comparability of results presented in this
study, the validation model of Jannin et al. [256] is employed (also see Chapter 6
for a detailed description). We have slightly modified their framework, such that
it applies to the methods used in this study and it presents a clear overview of the
validation procedure (as presented in Sections 8.5.3 and 8.5.4). Figure 8.6 shows
the modified framework, in which DT R represents the training data after leaving
sample d(n) out of the full dataset D, GM is a function that generates parameter
(n)
values p for method M , and RM is the resulting prediction score for image d(n)
using method M . Reference method Fref represents the acquisition protocol as
described in Section 8.3 and Rref is the resulting ground truth. Finally, FC denotes
a comparison function that compares the predictions scores R̂M of method M
with ground truth Rref resulting in quality index QM , for which we use the AUC.
In this study, J = 100 random trials is used in combination with five-fold crossvalidation (k = 5) for hyperparameter optimization. As the training set is relatively
small, the loss function can only be estimated coarsely in the parameter space.
Therefore, using a very high number of trials will not lead to a better estimation of
the optimal hyperparameter values, because this leads to oversampling the coarse
approximation of the loss function.
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Table 8.2 — Employed classification methods, hyperparameters and search ranges for optimization.
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Data set 𝐷𝐷
LOOCV split 𝑛𝑛

𝑑𝑑 (𝑛𝑛)

𝐷𝐷𝑇𝑇𝑇𝑇

(1)

𝐷𝐷𝑇𝑇𝑇𝑇

(𝑗𝑗)

𝐺𝐺𝑀𝑀

𝑝𝑝(𝑗𝑗)

(𝑘𝑘)
(2)
𝐷𝐷𝑇𝑇𝑇𝑇 … 𝐷𝐷𝑇𝑇𝑇𝑇

Repeat for
𝑚𝑚 = 1,2, … , 𝑘𝑘
and average
(𝑚𝑚,𝑗𝑗)
𝑄𝑄𝑀𝑀 over 𝑚𝑚
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(𝑛𝑛)
𝑅𝑅�𝑀𝑀

𝐷𝐷

𝑝𝑝𝑛𝑛∗

Train 𝐹𝐹𝑀𝑀

Validation data set

𝐷𝐷𝑇𝑇𝑇𝑇 Training set

𝐹𝐹𝑀𝑀

(𝑚𝑚,𝑗𝑗)

𝑄𝑄𝑀𝑀

𝑅𝑅�𝑀𝑀

𝐺𝐺𝑀𝑀

(𝑚𝑚,𝑗𝑗)
𝑅𝑅�𝑀𝑀

𝐹𝐹𝑟𝑟𝑟𝑟𝑟𝑟 Reference method

𝑅𝑅�𝑀𝑀

Function of method 𝑀𝑀

𝑄𝑄𝑀𝑀

Quality index of method 𝑀𝑀

(𝑚𝑚,𝑗𝑗)
𝑅𝑅�𝑀𝑀

𝐹𝐹𝐶𝐶

𝑅𝑅𝑟𝑟𝑟𝑟𝑟𝑟

(𝑗𝑗)

𝑄𝑄𝑀𝑀

Repeat for 𝑛𝑛 = 1,2, … , 𝑁𝑁 generating a
(𝑛𝑛)
prediction 𝑅𝑅�𝑀𝑀 for each image 𝑑𝑑(𝑛𝑛)

𝑑𝑑 (𝑛𝑛) Data sample 𝑛𝑛
𝐹𝐹𝑀𝑀

(𝑚𝑚)

𝐷𝐷𝑇𝑇𝑇𝑇

(𝑚𝑚,𝑗𝑗)

Train 𝐹𝐹𝑀𝑀

Repeat for 𝑗𝑗 = 1,2, … , 𝐽𝐽 and forward
(𝑗𝑗)
𝑝𝑝(𝑗𝑗) that maximizes 𝑄𝑄𝑀𝑀 over 𝑗𝑗.

𝐹𝐹𝑀𝑀

𝐹𝐹𝑟𝑟𝑟𝑟𝑟𝑟

k-fold split

(𝑛𝑛)
𝑅𝑅�𝑀𝑀

𝐹𝐹𝐶𝐶

𝐹𝐹𝐶𝐶

Function to generate parameters 𝑝𝑝 for
𝑄𝑄𝑀𝑀
method 𝑀𝑀
(𝑚𝑚)
Prediction scores for subset 𝐷𝐷𝑇𝑇𝑇𝑇 using parameters
(𝑗𝑗)
𝑝𝑝 generated by method 𝑀𝑀
Prediction score of method 𝑀𝑀 for sample 𝑑𝑑 (𝑛𝑛)

Set of all prediction scores genereted by method 𝑀𝑀

Function for comparing 𝑅𝑅�𝑀𝑀 with 𝑅𝑅𝑟𝑟𝑟𝑟𝑟𝑟 and generating
a quality index 𝑄𝑄𝑀𝑀 for method 𝑀𝑀

Figure 8.6 — Framework for comparative validation, based on a validation model proposed by [256]
and the procedures described in Sections 8.5.3 and 8.5.4. A prediction score is obtained for each
image independently using Leave-One-Out Cross-Validation (LOOCV), where all hyperparameters
are optimized over the training set.
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8.5.6 Clinical validation
For clinical validation of the algorithm, the results of the automated tissue classification are compared to the performance of two VLE experts, obtained in an earlier
study on the same set of images [277]. The involved experts were blinded for
the corresponding histopathology and scored 20 images in a learning phase and
40 images in a validation phase, while they were allowed to assess the 20 adjacent
VLE frames (10 proximal/10 distal) of the matched frame. During the learning
phase, the experts classified the images, using VLE features that are potentially
predictive for Barrett’s neoplasia. After the learning phase, the histopathology of
the 20 images was revealed during a consensus meeting. Usage of the results of
the learning phase enabled the development of a VLE prediction model. Given
this prediction model, the two experts scored the remaining 40 images. The combined results of both experts on this evaluation are used for comparison with the
performance of the CAD system.

8.6

Results of single-frame analysis

8.6.1 Image features
Table 8.3 presents the classification performance for all combinations of features
and classification methods, where results with an AUC of 0.80 or higher are
printed in boldface. From this table, it can be observed that the proposed clinicallyinspired features show a superior performance to state-of-the-art alternatives for
all classification methods, except for Neural Networks. The maximum AUC for
the clinically-inspired features is 0.90, which is achieved by LH features in combination with a linear SVM, while the maximum performance for the state-of-the-art
features is 0.82 for FC6 and for FC7 features in combination with a neural network
and a linear SVM classifier, respectively.
When using the features presented in related work, a relatively poor performance is obtained. The features proposed by Rodriguez-Diaz et al. [282] for
VLE data show a maximum AUC of 0.73. Although the features proposed by Qi
et al. [216] show a slightly better overall performance, they also indicate a limited
maximal AUC of only 0.73. This observation can be explained by the fact that
these features have been developed for EOCT, which has a far smaller scanning
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This section discusses the results of the experiments presented in Section 8.5 and
it is outlined as follows. First, the classification performances of individual image
features are compared in Section 8.6.1, based on the main comparison experiment.
In a second experiment, Section 8.6.2 addresses an analysis regarding the number
of employed scanlines. Further exploring this parameter, Section 8.6.3 investigates
the optimal number of scanlines for the classification of early cancer in VLE images,
while Section 8.6.4 provides an analysis of the optimal feature parameters for the
best performing features. Next, Section 8.6.5 discusses the computation times for
the investigated features, after which this section is concluded with a comparison
of some of the best results to the classification performance of two medical experts.
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SVM linear
SVM RBF
DA
AdaBoost
RF
kNN
NN
NB
LogReg
Average
TL-Retrain FC7
TL-Retrain FC6+7

GLCM
0.65
0.56
0.63
0.64
0.59
0.56
0.58
0.60
0.62
0.60

LBP
0.66
0.76
0.49
0.51
0.64
0.55
0.58
0.59
0.48
0.58

HOG
0.71
0.65
0.57
0.60
0.66
0.59
0.65
0.65
0.65
0.63

Gabor
0.80
0.78
0.68
0.70
0.77
0.82*
0.73
0.74
0.54
0.73

FC6
0.82
0.78
0.77
0.72
0.76
0.78
0.72
0.76
0.64
0.75

FC7
0.68
0.61
0.73
0.59
0.62
0.59
0.58
0.65
0.67
0.62

RD
0.63
0.61
0.69
0.66
0.68
0.61
0.72
0.73
0.67
0.66

Qi-F18

0.53
0.45
0.48
0.36
0.54
0.22
0.50
0.48
0.61
0.47

Qi-PC5

0.90*
0.87*
0.84
0.88*
0.86*
0.77
0.76
0.83
0.83
0.84*

LH

0.68
0.86
0.86*
0.81
0.81
0.76
0.84*
0.84*
0.67
0.79

BMPA

0.75
0.79
0.85
0.86
0.84
0.73
0.83
0.77
0.84*
0.81

LS-GLCM

0.71
0.69
0.70
0.68
0.71
0.64
0.68
0.69
0.66

Average

Convolutional Neural Network (CNN) Transfer Learning

0.70
0.72
0.61
0.70
0.73
0.69
0.73
0.62
0.66
0.68
0.84
0.81

0.87
0.71
0.76
0.60
0.64
0.78
0.75
0.65
0.64
0.71

GLCMH
0.80
0.89*
0.71
0.85
0.83
0.83*
0.75
0.80
0.76
0.80

LBPH

0.68
0.75
0.49
0.56
0.67
0.53
0.68
0.69
0.69
0.64

HOGH

0.75
0.74
0.83
0.81
0.82
0.64
0.84*
0.77
0.76
0.77

GaborH

0.80
0.74
0.82
0.74
0.74
0.83*
0.74
0.74
0.54
0.74

FC6H

0.76
0.77
0.73
0.69
0.73
0.72
0.67
0.76
0.51
0.71

FC7H

0.72
0.59
0.64
0.63
0.57
0.53
0.58
0.61
0.51
0.60

RDH

0.79
0.70
0.69
0.53
0.68
0.78
0.68
0.75
0.75
0.72

Qi-F18H

0.79
0.70
0.77
0.65
0.68
0.77
0.68
0.75
0.75
0.73

Qi-PC5H

0.90*
0.87
0.84
0.88*
0.86
0.77
0.76
0.83
0.83
0.84*

LH‡

0.68
0.86
0.86*
0.81
0.81
0.76
0.84*
0.84*
0.67
0.79

BMPA‡

0.86
0.83
0.83
0.78
0.88*
0.67
0.81
0.75
0.90*
0.81

LS-GLCMH

0.78
0.76
0.74
0.70
0.75
0.73
0.72
0.74
0.68

Avg.

Table 8.3 — Features and machine learning methods for Barrett’s cancer detection (see Tables 8.1 and 8.2 for acronym definitions). *Highest
result for each machine learning method indicated with an asterisk.

SVM linear
SVM RBF
DA
AdaBoost
RF
kNN
NN
NB
LogReg
Avg.

Table 8.4 — Detection results after applying automated rows-of-interest selection (modified features indicated with a H symbol). *Highest
result for each machine learning method indicated with an asterisk. Results with ‡ are copied from Table 8.3 for comparison.
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surface and also a lower signal-to-noise ratio. For our experiments, the full-feature
combination shows a slightly better performance than using the first five principal
components only, which was proposed in the original publication.
Traditional texture features, such as HOG, GLCM, LBP and Gabor-based features show a relatively poor performance in Table 8.3. As VLE images exhibit
no consistent edges, the poor classification performance when using HOG is expected. With an average AUC of 0.58 over all evaluated classification methods,
HOG achieves the worst performance. When using LBP, only a slightly better
average classification of 0.60 is observed with a maximal AUC of 0.65 when using
a Linear SVM classifier. From the set of traditional texture features, GLCM shows
the best performance with an average AUC of 0.68 and a maximal AUC of 0.73 for
classification methods kNN and Random Forests. Summarizing, the performance
of the traditional texture features is slightly disappointing, for which a possible
explanation will be discussed in Section 8.6.2.
In contrast, the results obtained using transfer learning are relatively good.
The lower two rows of Table 8.3 present the AUC that is achieved when the last
layer(s) of AlexNet are re-trained using the VLE images. When re-training only
the last or the last two layers, an impressive AUC of 0.81 and 0.84, respectively, is
obtained. Using the AlexNet neuron responses of the mid-level image representations as features, i.e. the output of Fully Connected (FC) layers, a maximal AUC
of 0.82 is achieved for both the FC6 and FC7 features. Interestingly, both forms
of transfer learning achieve relatively good results, even though the used CNN
was trained on ImageNet, which contains images of a completely different nature.
This observation is in line with earlier findings on transfer learning applied to
medical data [221].
Our relatively simple clinically-inspired features showed the highest classification performance, with a maximal AUC of 0.90, 0.86 and 0.86, for LH, BMPA
and LS-GLCM, respectively. This demonstrates that for some problems, relatively
simple solutions can lead to an optimal overall performance, which has also been
observed for similar problems [289]. For all classification methods except neural
networks, the highest AUC (indicated with an asterisk in Table 8.3) was achieved
using one of the clinically-inspired features. With an average AUC of 0.81, 0.79
and 0.81, these features also show a robust and good detection performance for
different classification methods.
8.6.2 Scanlines of interest
Earlier clinical studies hypothesized that the top layers of the tissue contain the
most discriminative information regarding the presence of dysplasia [277]. This
hypothesis is further strengthened by the results presented in Table 8.3, which
clearly indicate that the features focusing on the upper part of the image, i.e.
LH and BMPA, generally achieve a superior performance. These two features
both include parameters directly affecting the number of scanlines employed for
analysis (from the top downwards). Using the distribution over these parameters
resulting from hyperparameter optimization, the number of effective scanlines can
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Figure 8.7 — Histograms of the effective number of scanlines (from the top downwards) used
by the LH feature (top) and the BMPA feature (bottom) for the four best performing classification
methods. For each cross-validation fold, the optimal values are determined for the number of layers
and the number of scanlines per layer. The histograms are computed using the product of these two
parameters for each of the 60 validation iterations.
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be computed. Figure 8.7 shows the distribution over the number of scanlines used
for computing the LH and BMPA features for the four best performing machine
learning methods. Clearly, the selected values for the optimal hyperparameters
result in an effective number of scanlines that is considerably lower than the full
400-pixel image height. More specifically, the optimal number of scanlines ranges
from 50 to 250 pixels in 84% and 90% of the experiments for LH and BMPA,
respectively. With a lateral resolution of 4.7 µm, this translates to approximately
0.2–1.2 mm of the tissue starting at the top.
The observation that the two best performing features focus on the upper
tissue layers, fuels the expectation that other feature methods can also achieve a
higher performance when using only the upper part of the VLE image for analysis.
Experiment II: In an additional experiment, we have included the number of
scanlines as a free parameter for all other evaluated features. This means that
during hyperparameter optimization, each feature has the option to use a limited
number of effective scanlines. For each trial, the number of scanlines is randomly
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sampled, using a uniform distribution ranging from 50 to 250 pixels. Table 8.4
shows the result of this experiment, including the results for LH and BMPA from
Table 8.3, which have been added for ease of comparison. This table clearly demonstrates that the performance of certain features can be considerably improved by
adding the effective number of scanlines for analysis as a free parameter. More
specifically, allowing the methods to limit the analysis to the upper 0.2–1.2 mm
of the tissue boosts the average performance for all evaluated traditional texture
features and the ones proposed by Qi et al. [216].
Considering the features proposed for similar applications, the features of
Rodriguez-Diaz et al. show a comparable performance. However, the features of
Qi et al. exhibit a relatively strong increase. This performance improvement can
be explained by the fact that these features have been originally developed for
EOCT, a modality that yields a considerably worse signal-to-noise ratio for lower
tissue layers than VLE. Hence, these features have been specifically designed for
a range of only 1.0–1.5 mm below the surface tissue and it is not surprising that
they achieve a higher performance when the analysis is limited to the top part of
the VLE images.
Interestingly, the fully connected features show a slight decrease in performance in Table 8.4. This drop can be explained by the fact that the images are
cropped to a height of 227 pixels in the original experiment, while in the second
experiment the images are re-scaled after cropping to the randomly sampled number of scanlines. Firstly, in the latter case, the morphological tissue structures are
deformed by re-scaling the images only in the vertical direction and secondly, it is
likely that the original AlexNet input size of 227 scanlines is already in the optimal range of effective scanlines. Hence, the FC6 and FC7 features already enjoyed
the advantage of limiting the analysis to the top layers in the first experiment
(Table 8.3).
Summarizing, the clinically-inspired features still show a superior performance
to all state-of-the-art alternatives, except for LBP. However, the performance gap
has been narrowed considerably. Hence, this second experiment further supports
the hypothesis that for the classification of early Barrett’s cancer in VLE imagery,
the top tissue layers contain the most discriminative information.
8.6.3 Optimal number of scanlines
To further investigate the optimal range of tissue depth, we have computed the
classification performance of the most promising feature methods (AUC > 0.8)
from Table 8.4 for an increasing Depth Of Interest (DOI). Since it is not feasible
to carry out this experiment while using hyperparameter optimization, we have
fixed the involved hyperparameters to the optimal values as obtained in the previous experiment (Experiment II in Sec. 8.6.2). Figure 8.8 shows the AUC for an
increasing DOI for various features and classification methods, where classification methods that did not surpass an AUC of 0.8 were omitted. From these
plots, it is clear that each feature generally has an optimal DOI value, for which
most classification methods achieve the highest classification performance. Typi179
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cally, this optimal DOI is well within the earlier determined range of 0.2–1.2 mm,
as observed in Section 8.6.1, except for the FC6 features, which achieve optimal
performance for a slightly higher DOI of approximately 1.3 mm.
Although the optimal value for the DOI is pretty stable over the different
classification methods for each individual feature, it considerably varies over the
different feature extraction methods. While the FC6 features show an optimum
AUC for a DOI of roughly 1.3 mm, the clinically-inspired features generally yield
an optimal performance for a DOI ranging from 0.5–1.0 mm. For LS-GLCM, a
second optimum DOI can be observed around 1.2–1.3 mm for two classification
methods, coinciding with the optimal DOI for the FC6 features. The presence of
these two distinct optima could indicate the presence of anatomical structures at
these depths containing discriminative information about the histopathology.
At a depth of approximately 0.3–0.6 mm, the transitions between the epithelium, lamina propria and the muscularis mucosa occur. The degraded visibility
of these layer transitions in the VLE image can be indicative for the presence of
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cancer [277]. This leads to the hypothesis that the first optimum in Figure 8.8 is
related to the transitions or boundaries between these tissue layers. For the second
optimum in Figure 8.8, we could not assign any clearly underlying anatomical
structures. Signals at this depth could potentially originate from the submucosal
layer and submucosal structures, such as blood vessels. However, further research
is necessary to investigate this possible relationship.

Layer Histogram: For the LH feature (Figure 8.9, plots in the top-left box), a
clear preference for a low number of layers is observed, where 3 or 4 layers were
selected in 47% and 31% of the cases. Regarding the layer size and the number of
intensity bins, an approximately uniform distribution1 over the range of possible
values is shown. Hence, the number of layers has a considerably larger effect on
the resulting performance of this experiment than the other two parameters. This
effect can be explained because the number of layers is directly related to the number of scanlines used for analysis. This observation is in line with Sections 8.6.3
and 8.6.2, from which it became clear that a lower number of scanlines generally
leads to a better performance.
Bin-Median of Pixel Averages: For BMPA (Figure 8.9, plots in top-right box), a
clear preference for the bin size is shown, while the distribution over the number
of bins is relatively uniform. A likely explanation is that for this feature, it is important that certain anatomical structures coincide with the positions of the bins.
For example, it may be attractive that the tissue boundaries coincide with the bin
boundaries. One could argue that the same effect can be achieved using twice the
1 Note that a uniform distribution over the optimal parameter values can indicate two underlying
aspects: (1) changing the parameter does not affect the result, or (2) the evaluated parameter range is
too small to observe a clear optimum. The latter option is the most likely explanation in this case, as a
range of sensible options was pre-defined.
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8.6.4 Feature parameters
To gain insight in the optimal choices for the involved hyperparameters of the
selected features, we investigate the distributions over the parameter values that
have been selected in the hyperparameter optimization process of Experiment II
(Section 8.6.2). Since the optimal values are estimated for each image independently, we can derive the distribution from the 60 obtained parameter values. This
analysis focuses on the best performing features from Table 8.4, in particular: LH,
BMPA, LS-GLCM and LBP. The FC6 feature is excluded, as a pre-trained AlexNet
is used to extract this feature, which has no hyperparameters in its architecture.
Figure 8.9 shows the distributions over the hyperparameters for the most promising features. These histograms display the distribution over the hyperparameter
values selected during hyperparameter optimization, where only classification
methods are included that demonstrated an AUC of 0.8 or higher (see Table 8.4).
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Figure 8.9 — Distribution over the optimal parameter values for the best performing features:
Layer Histogram (top left), BMPA (top right), LBP (bottom left) and LS-GLCM (bottom right).
Each histogram is computed using the optimal values chosen during hyperparameter optimization
for the classifiers achieving an AUC of 0.8 or higher (see Table 8.4).

bin size with half the number of bins, but in combination with a general positive
bias towards a small DOI, a clear preference for relatively small bins is expected.
Furthermore, smaller bins offer a higher depth resolution and are therefore more
robust to the exact position of the depth interval at which these anatomical structures appear.
Chapter 8

Local Binary Patterns: The parameters for LBP (Figure 8.9, plots in bottom-left
box) are particularly interesting, since this feature shows an exceptional growth
in performance after the DOI is included as a free parameter. During hyperparameter optimization, in 95% of the cases rotational invariance is employed. This
is an unexpected result, as all images are normalized with regard to orientation.
Hence, it is possible that LBP captures a discriminative aspect that is present in
the images, however, under varying orientations. An obvious candidate would
be irregular glands, of which the presence has been identified as indicator for the
occurrence of cancer, but this property is only sparsely available in the data. An
explanation for this apparent mismatch is that there are more irregular glands
present in the data than we can identify as human observers. Another explanation
for the preference of rotation-invariant LBP is the increased robustness that it
offers. From Figure 8.9 it can also be observed that there is a mild preference for
approximately 6-8 neighbors and a strong preference for a large radius, where a
radius of 6-8 pixels was selected in 91% of the optimization cycles. This radius
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size corresponds to approximately 30–40 µm, which would be a good feature scale
to characterize these glands, having typically a diameter of 100 to 200 µm [290].
Large-Scale GLCM: From the distributions over the hyperparameters of LSGLCM (Figure 8.9, plots in bottom-right box), we find that for this feature, generally, the best classification performance is achieved using a low number of intensity
levels. Namely, in 45% of the cases a value of 4 was selected, while in the other
cases one of the other possible values was selected relatively uniformly. No clear
preference for the vertical offset can be observed within the selected range. We
hypothesize that for this feature, it is sufficient to have a large enough offset to
allow characterization of the different tissue layers, while being robust against
the variations in the exact depth at which the layer boundaries occur. This is a
property that is not present in the original GLCM implementation used for the
evaluation in this work.

8.6.5 Feature computation time
In order to obtain an indication of the computation time for each of the evaluated
features, we compute the features for the complete data set 1,000 times and derive
statistics on the resulting execution times. As hyperparameters can have a large
influence on the execution time, we sample these values from their optimal distributions (acquired during hyperparameter optimization for generating Table 8.4)
in order to obtain representative numbers. Note that the number of scanlines used
for analysis is a free parameter in this experiment, which considerably reduces
the computation time for especially the state-of-the-art features with respect to
the default implementations. The execution time experiments have been carried
out using the software package Matlab 2016a on a desktop PC (hexa-core CPU
@3.3 GHz, RAM of 16 GB, GPU with 2 GB ).
The bar graph shown in Figure 8.10 displays the resulting median computation
time for each of the features, including the Interquartile Range (IQR) (red bars) and
the maximum and minimum computation time for each feature (red triangles).
Red asterisks are used for maxima that are outside the range of the plot, which
are 1.93 and 3.84 seconds for GLCM and Gabor, respectively. The features from Qi
et al. are excluded in Figure 8.10, since the computation time for these features is
several orders of magnitude larger, i.e. approximately 6 minutes on average for
the full set.
From the plot, it is clear that the clinically-inspired features generally execute
considerably faster than the state-of-the-art alternatives. The proposed BMPA fea183
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The distributions over the selected scanlines of interest show a very similar
characteristic as the plots depicted in Figure 8.7 and therefore, we have chosen to
omit them in Figure 8.9. However, it is important that these two figures show a
similar response, while obtained from a different experiment, in order to further
strengthen the conclusions from Section 8.6.3.
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Figure 8.10 — Median computation time for the full set of 60 VLE images for the investigated
features, where the proposed features are represented in green and the state-of-the-art alternatives
are depicted in blue. The interquartile ranges are indicated by the red lines and the minimum and
maximum computation times are indicated by red up- and down-pointing triangles.

Chapter 8

ture shows a median computation time of 24 ms (IQR 22–25), which is remarkably
stable over different settings with a minimum and maximum computation time
of 20 and 91 ms, respectively. The LH feature exhibits similar properties, with
a median computation time of 78 ms (IRQ: 70–88, min-max: 42–149). The third
clinically-inspired feature, namely the LS-GLCM, shows a slightly less stable performance when the min-max range of 187 to 475 ms is considered. This effect
can be explained by the varying number of gray levels used for computing the
GLCMs. However, with a median computation time of 260 ms (IQR: 242–280), it
still computes relatively fast and yields a stable range.
The features extracted from the fully connected layers of AlexNet show a
considerably longer execution time of 1,111 and 1,191 ms for FC6 and FC7, respectively. As the input images are normalized prior to feeding them to the CNN, a
highly stable performance is expected for these features. The Gabor-based features
show the least stable performance, which is explained by the varying optimal values for the number and size of the filters that were selected during hyperparameter
optimization. The evaluated traditional texture features show a reasonable and
relatively stable performance in execution time: 913 ms (IQR 844–1,012) for GLCM,
533 ms (IQR 474–588) for LBP and 211 ms (IQR 191–224) for HOG.
8.6.6 CAD system vs. clinical experts
For clinical validation, we compare our results to the classification performance
of two VLE experts on the same set of images. For a comparison of both the
sensitivity and specificity, Figure 8.11 shows the ROC curves of three of the most
promising methods from Table 8.4 versus the ROC curve for the combined result
of the experts. Note that the systems used for this plot originate from our second
experiment (see Sec. 8.6.3), in which the number of scanlines used for analysis is
included as a free parameter. In addition, we have also included the features in
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this plot from Qi et al. [216] and the ones proposed by Rodriguez-Diaz et al. [282].
From Figure 8.11 it is clear that the proposed LH and LS-GLCM achieve a superior performance to the experts over the complete range of sensitivity/specificity
operating points. This is also reflected in the aggregated performance over this
range with an AUC of 0.81 for the experts versus an AUC of 0.90 for both proposed
features, respectively. With an AUC of 0.89, the edited LBP shows a comparable
classification performance, however, a specificity of 1.0 cannot be achieved using
this feature in combination with an SVM and an RBF kernel function. Other classification methods, such as Random Forest or AdaBoost, do achieve maximum
specificity for LBP, but these methods show a lower overall AUC (see Table 8.4).
With a maximum AUC of 0.79 and 0.72, the state-of-the-art features for EOCT
of Qi et al. and for VLE of Rodriguez-Diaz et al., respectively, both demonstrate
an inferior classification performance compared to that of the experts. While this
lower performance is mainly expressed in reduced AUC scores, it is also reflected
in the ROC curves in Figure 8.11 of these methods, which are below that of the
experts over almost the complete range.

8.7

Experimental setup for multi-frame analysis

Sections 8.5 and 8.6 have discussed the analysis of individual VLE frames. However, single frames only contain 2D information, whereas tissue structures are
stretched out in a 3D environment. Hence, by single-frame analysis, not all the
available information is exploited for the tissue classification. This motivates the
following two sections, which investigate the potential of multi-frame VLE anal185
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Figure 8.11 — Receiver Operating Characteristic (ROC) curves for some of the most promising
combinations (i.e. LBP + non-linear SVM, LSGLCM + log. regression and LH + linear SVM), the
best results for state-of-the-art features (i.e. QiPC5 + linear SVM and RD + linear SVM) versus
two medical experts.
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frame for generating a prediction, while the multi-frame approach also takes into account frames
adjacent to the matched frame.

ysis. Here, multi-frame means that the scanning process is repeated at a fixed
periodic interval, leading to multiple images of adjacent tissue slices. In this mode,
the system effectively resembles a moving video camera with fixed frame rate.
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Figure 8.12 visualizes the fundamental difference between single- and multiframe analysis: in single-frame analysis the prediction is based solely on the
matched VLE frame, while the multi-frame approach also takes into account
the adjacent frames. The hypothesis is that multi-frame analysis increases the
robustness (reliability) and the performance level of the detection. This section
elaborates on the employed experimental setup for multi-frame analysis and Section 8.8 presents the corresponding classification results. The experimental setup
for single-frame analysis (as discussed in Section 8.5) requires a number of modifications to facilitate a multi-frame approach and enable comparison of the results.
These adaptations are subsequently described in this section as follows. First,
Section 8.7.1 defines Regions Of Interest (ROIs) in the full VLE scans, around the
frames for which a histopathological match is established (see Section 8.3.2). Next,
the evaluated features and classification techniques are presented in Section 8.7.2,
while Section 8.7.3 proposes a number of voting methods that combine multiple,
single-frame predictions into one multi-frame prediction for each ROI. Finally,
Section 8.7.4 discusses suitable performance metrics for the experiments and elaborates on how a proper comparison between the results of single- and multi-frame
analysis can be established.
8.7.1 Multi-frame pre-processing
The data-acquisition procedure discussed in Section 8.3 yields only one matched
frame per tissue specimen. To obtain more frames for each specimen, we re-locate
the histopathological matches in the original VLE scans and define a Region Of
Interest (ROI) from which we extract the frames for multi-frame analysis. Within
a VLE frame, this ROI is confined horizontally by the employed markers (see
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Figure 8.13 — Left: Selection of the ROI before and middle: after applying optimal image rotation.
After rotation, the shadow of a marker can enter the ROI (middle). Right: These shadows are excluded
by manual adjustment of the horizontal limits of the ROI.

is employed to horizontally align the balloon surface with the ROI. The pixel
values are computed using nearest-neighbor interpolation. In Eqn. (8.1), parameter
θ defines the angle between the line segment connecting the two points on the
interface and the horizontal axis. After rotation, the lower vertical boundary of the
ROI is chosen such that all visible cork is excluded. Due to the rotation operation,
it sometimes occurs that the VLE shadow of a tissue marker becomes visible in the
ROI (see middle image of Figure 8.13). Therefore, all ROIs are inspected to prevent
this issue by manually placing the horizontal limits such that these shadows are
excluded. The right image of Figure 8.13 shows the extracted ROI after applying
rotation and manually redefining the horizontal limits.
8.7.2 Multi-frame features & classifiers
For the multi-frame experiment, only the most promising features for single-frame
analysis are included, i.e. Layer Histogram, LS-GLCM and LBP. In addition, the
features proposed by Rodriguez-Diaz and Singh [282] are also evaluated. Furthermore, in a final experiment, all features are combined by concatenation of the
vectors and employed as a combined feature, which we will refer to as AllFeat.
Next, to find the most discriminative subspace (of the feature space) for the classi187
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Sec. 8.3.2) and vertically by the cork (typically situated at the bottom) and the
balloon (located at the top). Then, the histopathological correlation is assumed to
apply over 20 adjacent frames (1 mm) in both axial directions.
One of the challenges with selecting the ROI is that the orientation of the
boundary between tissue and air varies considerably. Figure 8.13 portrays an
example, where the left image shows an ROI selection including a segment of air,
which impairs the classification algorithm and can lead to bias. To resolve this
issue, two points are manually selected on the air-tissue boundary and the affine
rotation matrix


cos θ
− sin θ
R=
,
(8.1)
sin θ
cos θ
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fication task, the application of PCA is also investigated (see Section 3.4.3). Finally,
for classification of the feature vectors, the same set of classifiers is evaluated as for
the single-frame analysis (see Section 8.5.2). However, in the multi-frame experiments, only the decision values of the single-frame classifications are employed
as weighted predictions, rather than the label itself. In this experiment, all hyperparameters are set to the optimal values that are obtained from the single-frame
experiment, which are derived in Section 8.6.4.
8.7.3 Multi-frame voting methods
As a first approach to multi-frame VLE analysis, the application of frame-based
voting methods are applied to predict the class of an ROI: early cancer or nondysplastic. All the frames within an ROI are classified independently, and the
corresponding decision values for all the frames are employed to explore five
different voting schemes, listed below.
• Max voting: The prediction with the highest decision value is employed as
the prediction for the ROI. This method exploits the observation that the
decision value of a prediction is often correlated with the quality of that
prediction.
• Mean voting: The decision values of all individual frame-based predictions
are averaged, yielding a decision value for the ROI. Next, this value is employed to generate a final class prediction for the ROI, based on the output
range of the used classification method.
• Median voting: Similar to mean voting, but instead of the mean value, the
median value of the frame-based decision values is used for generating a
prediction for the ROI.
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• RemMean voting: To diminish the effect of overconfident predictions, first,
outliers are removed by discarding the two highest and two lowest prediction values. Next, mean voting is applied using the remaining prediction
values.
• HalfMean voting: For multi-frame analysis, we have assumed a histology correlation for 20 frames in both axial directions next to the matched histopathologically-matched frame. However, for frames closer to the matched frame
this assumption is probably more likely to hold. Therefore, this voting
method only employs the 10 frames that are closest to the matched frame
(±10 frames or ±0.5 mm).
8.7.4 Multi-frame performance metrics & validation
For evaluation of the multi-frame approach, a total of 35 ROIs are employed2 . For
each ROI, 41 VLE frames are available: 1 matched frame plus 20 adjacent frames at
2 Due to logistical difficulties, the complete set of 60 tissue areas, as discussed in Section 8.3, could
not be employed in this experiment.
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both sides along the axial dimension. Because the frames within the same ROI are
highly correlated, great care must be exercised during the validation procedure to
avoid bias. For this reason, an ROI-based cross-validation scheme is employed for
the evaluation of both multi-frame and single-frame analysis.
For validation of the multi-frame analysis, each ROI is treated as a separate
data point in a Leave-One-Out Cross-Validation (LOOCV) approach. This process
is visualized in Figure 8.14. In this validation scheme, all frames from the ROIs,
except the ROI for testing, are used for training a model. Next, the features that are
computed for the test ROI, are individually classified. This process is repeated for
all ROIs, where each time a different ROI is chosen for testing. This yields 41 predictions for each ROI, which are subsequently combined into a single prediction
by application of the voting methods described in Section 8.7.3.
While an ROI-based performance evaluation follows rather naturally for multiframe analysis, for single-frame analysis it is less straightforward. For comparison with the multi-frame approach, a single score should be produced based on
41 predictions for the same frame. Moreover, experiments have shown that these
predictions can vary considerably for different frames from the same ROI. For
these reasons, a special validation method is employed for computing the baseline
prediction performance, which is depicted in Figure 8.15. In this scheme, each
offset with respect to the matched frame is regarded as an individual experiment,
resulting in an AUC score based on LOOCV. In this way, VLE frames from the
same ROI can never appear in both the training and the test set of a particular
experiment. Next, the AUC scores for all offsets (-20 to +20) are averaged, resulting
in the Average AUC (AAUC) score. The AAUC score is employed to reflect the
performance of the baseline method for a set choice of features and classification
method. Figure 8.16 shows an example of the AUC for all individual offsets and
the resulting AAUC score, where a high variability is observed over the individual
offsets.
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Figure 8.14 — Adapted classification process, which utilizes a voting scheme for increasing
classification performance.

8. VOLUMETRIC LASER ENDOMICROSCOPY
ROI 35

+2

LOOCV

+1

LOOCV

0

LOOCV

-1

LOOCV

-2

LOOCV

Average

ROI 2

ROI 1

AAUC
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8.8

Results of multi-frame analysis
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This section discusses the results that are obtained with the experiments described
in the previous section. First, Section 8.8.1 discusses the baseline results, when no
voting is applied, after which Section 8.8.2 presents the improved results when
the proposed voting schemes are employed.
8.8.1 Performance without voting
Table 8.5 shows the baseline classification results for different feature/classifier
combinations (without voting). The best performance is achieved by the LBP feature, especially when PCA is used. The maximum performance of LBP is even
higher than that of the AllFeat feature, with an AAUC of 0.90 vs. 0.85, respectively. Given the small training set used to train the algorithm, overfitting offers the most likely explanation for this performance difference. Regarding the
clinically-inspired features, LayerHist exhibits the best performance, with a maximum AAUC of 0.83. The performances of the Diaz and the LS-GLCM features are
poor, with a maximum AAUC of 0.70 and 0.73, respectively.
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8.8. Results of multi-frame analysis
Classifier

LBP
Full PCA

Diaz
Full PCA

LayerHist
Full PCA

LS-GLCM
Full PCA

AllFeat
Full PCA

SVM
DA
AdaBoost
RF
KNN
NB
LinReg
LogReg

0.85
0.77
0.72
0.79
0.82
0.69
0.72
0.69

0.66
0.64
0.60
0.68
0.70
0.52
0.66
0.59

0.73
0.61
0.74
0.80
0.75
x
0.64
0.63

0.73
0.60
0.68
0.72
0.70
0.65
0.61
0.60

0.85
0.85
0.75
0.83
0.84
x
0.67
0.65

0.90
0.87
0.82
0.87
0.86
0.86
0.89
0.79

0.57
0.64
0.59
0.63
0.63
0.51
0.65
0.65

0.80
0.81
0.76
0.83
0.77
0.76
0.83
0.76

0.59
0.48
0.61
0.64
0.62
0.60
0.48
0.48

0.83
0.83
0.75
0.81
0.78
0.83
0.84
0.76

Table 8.5 — Average AUC (AAUC) table for different feature-classifier combinations using the
full feature vector (AllFeat) and PCA. Values larger than or equal to expert performance (AUC=0.81)
are presented in bold.
LS-GLCM

PCA

Full

PCA

Full

PCA

Full

PCA

Full

PCA

Table 8.5

SVM

0.90

0.98

0.79

0.65

0.88

0.87

0.78

0.70

0.95

0.88

+12.5%

DA

0.97

0.97

0.68

0.65

0.89

0.90

0.54

0.48

0.91

0.90

+11.2%

AdaBoost

0.75

0.89

0.76

0.63

0.72

0.81

0.87

0.79

0.83

0.89

+13.5%

RF

0.85

0.96

0.79

0.78

0.85

0.93

0.92

0.74

0.91

0.89

+13.8%

KNN

0.86

0.97

0.77

0.74

0.86

0.87

0.84

0.68

0.91

0.83

+11.5%

NB

0.60

0.94

0.50

0.50

x

0.83

0.68

0.63

x

0.91

+ 2.1%

LinReg

0.97

0.97

0.70

0.65

0.88

0.90

0.52

0.49

0.92

0.91

+13.3%

LogReg

0.93

0.94

0.65

0.65

0.91

0.94

0.57

0.48

0.91

0.94

+19.6%

∆ w.r.t.
Table 8.5

LBP

+12.0%

Diaz

+9.7%

+17.5%

+8.9%

AllFeat

∆ w.r.t.

LayerHist

Full

+14.6%

+12.5%

Table 8.6 — AUC table for mean-voting method for different feature-classifier combinations using
the full feature vector (AllFeat) and PCA. AUC values larger than or equal to expert performance
(AUC=0.81) are presented in bold.

Comparing these results to Tables 8.3 and 8.4, the clinically-inspired features
exhibit a slightly disappointing performance. This effect can be explained by
several factors. First, in this experiment, the hyperparameters have not been automatically optimized based on the training set, possibly leading to sub-optimal
choices. Second, as mentioned before, the training set is considerably smaller than
the data set used for Tables 8.3 and 8.4, which inhibits classifier training. Third,
the number of scanlines for analysis is not automatically selected and the image
height has not been normalized to a fixed number of pixels. As Sections 8.6.2
and 8.6.3 have illustrated, this parameter plays an important role in the success
rate of the CAD system.
8.8.2 Performance with voting
Table 8.6 shows the classification performances when Mean-voting is applied.
Comparing these results with Table 8.5, it can be concluded that by using this
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Voting Scheme
Mean
Max
Median
RemMean
HalfMean

AUC Increase
Overall AUC > 0.81
+12.5%
+16.5%
+ 3.9%
+10.1%
+10.6%
+16.0%
+12.2%
+16.8%
+12.7%
+16.9%

Table 8.7 — Average increase of classification performance for each voting scheme.

Chapter 8

voting scheme, the classification performance is increased for the vast majority
of feature/classifier combinations. Additionally, it is also insightful to explore
which features and classifiers benefit most from voting schemes. To this extent,
Table 8.6 also includes the average increase in classification performance per
classifier (rightmost column), per feature (bottom row) and the average overall increase (bottom-right cell). For this voting method, the classifiers with the
largest performance increase are Logistic Regression (+19.6%), Random Forest
(+13.8%), AdaBoost (+13.5%) and Linear Regression (+13.3%), while the feature
with the largest average performance increase is Layer Histogram (+17.5%). Finally, there are many AUC values that surpass the 0.81 score of the clinical prediction model [277], indicating the effectiveness of machine learning techniques
in VLE imaging. An additional observation that can be deduced from Tables 8.5
and 8.6 is that feature/classifier combinations that perform poorly without voting,
are less likely to experience a considerable performance boost due to the use of
voting. Hence, if a certain CAD system can hardly distinguish the two classes
using single frames, the multi-frame approach will presumably not significantly
increase the performance of that system.
Considering all of the five evaluated voting methods, Table 8.7 shows the overall increase that is obtained by the use of voting. This table contains an additional
column showing the increase when only combinations are included that exceed
an AUC of 0.81, either before or after voting is applied, to remove the bias that
is introduced by poorly performing feature-classifier combinations (as described
above). This choice is motivated by the aspiration to increase the performance of
the most promising candidates, rather than making poorly performing featureclassifier combinations marginally better. Table 8.7 clearly shows that for the most
promising algorithms (i.e. the feature-classifier combinations achieving at least expert performance), an even larger performance boost is obtained. In this table, the
mean-based voting schemes demonstrate the largest overall increase, showing an
average increase of over 12% and an increase of over 16% for the most promising
methods. A slightly lower improvement is obtained by the use of Median voting,
giving an increase of 10.6% and 16.0% for all methods and exclusively the most
promising methods, respectively. Max voting exhibits a considerably lower boost
in classification performance with an overall increase of +3.9% and an increase of
10.1% for all combinations scoring an AUC over 0.81.
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8.9. Discussion and limitations
The superior performance of the mean-based voting methods is confirmed
when we investigate the absolute increase in AUC scores with respect to the
AAUC obtained without voting. Figure 8.17 shows the median increase in AUC
scores when voting is applied for each feature over all evaluated classification
methods. To distinguish between promising feature-classifier combinations and
poorly performing combinations, the top sub-figure in Figure 8.17 shows the overall performance difference after voting is applied, while the bottom plot provides
the results for combinations exceeding an AUC of 0.70, either prior to or after
voting. Note that a lower AUC threshold is employed here for the promising candidates, in order to include the features from Rodriguez-Diaz et al. in the graph.
In the top figure, the Mean, RemMean and HalfMean voting schemes show a
consistent increase in classification performance over all features. The Max voting
scheme demonstrates the lowest performance increase, even showing a degradation in performance for the LS-GLCM feature and a very unstable and minor
increase for the LayerHist feature. In contrast. the bottom graph, depicting the
promising combinations, portrays a considerable increase in classification performance for all evaluated features. However, also in this plot, the max-voting scheme
exhibits the lowest and least stable classification score. The fact that this method
disregards the statistics of the predictions, while deriving a final prediction based
on just one decision value, offers a possible explanation for this observation.

Discussion and limitations

The conducted experiments in this chapter also have some important limitations,
which are discussed below.
Limited data set: Since this is the first work in which pathologically validated
VLE scans are used, only a limited number of images were available for evaluation
of the investigated methods. Using a carefully developed framework for validation and hyperparameter optimization, we have tried to address this limitation.
While empirically determined hyperparameter values will most likely yield better
results, usage of the employed validation framework will almost certainly lead to
results that are more robust over different sets of data.
Incompleteness: A second limitation is that the presented overview can never
be exhaustive. Inevitably, there will be adaptations of the evaluated classification
methods, leading to slightly higher scores. Furthermore, given the current momentum of the field of deep learning, alternatives to AlexNet as a basis for transfer
learning are rapidly emerging. However, we hope that the overview provided in
this chapter will invoke complementary studies on cancer detection in VLE scans.
Ex-vivo data: An additional limitation arises from the use of ex-vivo data, in
which some structures may exhibit a different appearance than when scanned
in-vivo. These differences can arise from e.g. different mechanical properties of
the resected tissue vs. the intact organ, or a different interaction between the tissue
and the balloon in the employed fixture versus inside the esophagus. Further
research is required to confirm the presented results on in-vivo VLE.
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AUC increase

+0.20
+0.10
0
-0.10
Mean

Max

Median

RemMean

HalfMean

-0.20
Rodriguez-Diaz

LS-GLCM

LBP

LayerHist

AllFeat

(a) — Overall performance increase obtained by applying multi-frame voting.

AUC increase

+0.20
+0.10
0
-0.10
Mean

Max

Median

RemMean

HalfMean

-0.20
Rodriguez-Diaz

LS-GLCM

LBP

LayerHist

AllFeat

(b) — Performance increase for methods that scored AU C > 0.7 without voting.

Figure 8.17 — Absolute median performance increase in AUC by applying voting. Interquartile
ranges are indicated by red vertical lines.

8.10

Summary and conclusions

Chapter 8

The main research question of this chapter is whether automated image analysis
can help in the interpretation of VLE imagery. More specifically, whether such
algorithms are able to find early Barrett’s cancer based on VLE scans. To answer
these questions, several important issues should be properly addressed. (1) The
algorithm should be sufficiently fast to process a full VLE scan – of typically
1200 × 2048 × 4098 voxels – within a few minutes; (2) related work is only sparsely
availability and only for dissimilar data; (3) annotations cannot be obtained based
on visual inspection of the imagery, and (4) the evaluation of CAD algorithms is
prone to overfitting and data leakage, due to the limited availability of training
data.
The aforementioned issues are addressed in the following way. First, based on
a recently proposed clinical prediction model and inspired by discussions with the
involved medical experts, three fast-computing features are derived. To address
the limited availability of competing methods, a benchmark set of features and
classification techniques is constructed, which are also evaluated and compared
with the proposed, clinically-inspired features. Next, a set of 60 histopathologically
validated VLE frames are used for evaluating the classification performance of
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the proposed features and the state-of-the-art alternatives. For this evaluation,
an extensive framework for comparative validation is employed to ensure an
unbiased evaluation and to enable straightforward interpretation of future results
on classification of VLE frames. Finally, the potential of a multi-frame approach
is investigated by including the adjacent frames in the analysis (within a range
of 1 mm) and exploiting various forms of weighted voting for generating a final
prediction.
Based on the experiments described above, the following important conclusions can be drawn.

• Automated Depth-Of-Interest (DOI) selection: Investigation of the automatically chosen hyperparameters of the clinically-inspired features revealed
that a clear preference exists for characterization of the upper part of the
image. This observation leads to the hypothesis that this part of the VLE
image is most informative for the evaluated classification methods. An additional experiment, in which the effective number of scanlines for analysis
is included as a free parameter, confirmed this hypothesis by showing an
enhanced performance for almost all features. An especially strong increase
is observed for LBP, rising from an AUC of 0.60 to 0.80, after the proposed
adaptation is applied.
• Optimal DOI: Further investigation of the optimal DOI for the best performing features showed that most classification methods achieve the best result
at a depth of approximately 0.5–1.0 mm, for which AUCs in the range of
0.90–0.93 are observed. For the FC features derived from AlexNet, the optimum occurred at a slightly larger DOI of approximately 1.3 mm, which may
be explained by the hierarchical nature of these features, better enabling the
exploitation of multi-scale structures.
• Computation speed: The proposed clinically-inspired features compute considerably faster than the state-of-the art alternatives. With a median computation time of 24 ms and 78 ms (full dataset), respectively, the proposed
BMPA and LH features demonstrated an over six-fold speed-up compared
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• Overall classification performance: The clinically-inspired features exhibit a
considerably better classification performance than the evaluated state-ofthe-art alternatives, for all tested classification methods. From these features,
the Layer Histogram demonstrated the highest and most stable detection
results, reaching an average AUC of 0.84 over all classification methods and
a maximal AUC of 0.90. Although FC features derived from AlexNet did not
match the performance of the clinically-inspired features, they performed
surprisingly well for some classification methods, showing AUCs up to 0.82.
The superior performance of the clinically-inspired features is explained by
the underlying anatomical structures of the tissue, which is exploited in the
design of the features.

8. VOLUMETRIC LASER ENDOMICROSCOPY
to most state-of-the-art alternatives. Although LBP, FC6 features and Gaborbased features exhibit a comparable classification performance for some
classifiers, with median computation times of 533 ms, 853 ms and 1,114 ms,
respectively, these features are considerably less attractive.
• Comparison to VLE experts: When compared to two VLE experts, the proposed features demonstrate a considerably better classification performance
over the complete range of possible operating points, with a maximal AUC
of 0.90 for the computer-aided methods versus an AUC of 0.81 for the clinical experts. In contrast, the two evaluated methods proposed in earlier
work, yield an AUC of 0.72–0.79 in this comparison, exhibiting a clearly
lower performance than both the experts and the methods proposed in this
Chapter.
• Multi-frame analysis: The use of multiple adjacent frames for analysis and
subsequent application of weighted voting, leads to a considerable improvement in classification performance. Voting schemes for classification based
on the mean decision value, yield an particularly large average performance
increase of over 12% for all methods, and almost 17% for methods achieving
expert level.

Chapter 8

The obtained results demonstrate that computer-aided interpretation of VLE
scans is feasible and it can clearly outperform human experts in distinguishing
early cancerous tissue from non-dysplastic tissue based on ex-vivo VLE images.
In addition, it is shown that the use of clinical prediction models for the development of such methods can be of great benefit for both classification accuracy
and execution time. Furthermore, an optimal scanning depth of approximately
0.5–1.0 mm is identified for the classification of neoplasms, which can be linked
to the presence of anatomical structures like the transitions between tissue layers,
as well as a degrading SNR for a deeper scanning depth. Finally, an additional
experiment reveals that a multi-frame approach using weighted voting has the
potential to further elevate the performance significantly.
This chapter has presented an exploration of a new technology that is complementary to visual endoscopy. Besides aspects such the protocol and usage of
this technology in practice, the interesting feature of this technology is that for
the first time the tissue is explored in depth at micrometer-scale, instead of visual
inspection of the surface only. The signal type already shows that it is much more
difficult to analyze than a regular visual image for human observers. Hence, in
order to fully benefit from this new modality, a multi-disciplinary approach with
advanced computer and signal processing is indispensable. For our research, we
were intrigued by the possibility of early detection and it has been shown that the
upper layers are most informative for this purpose.
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9
9.1

Conclusions

Conclusions of the individual chapters

This thesis investigated the application of CAD for early Barrett’s cancer detection
and presented contributions to the quantitative characterization of early cancerous
Barrett’s tissue into features, automated endoscopic image analysis, the validation
of algorithms for this purpose and the automated interpretation of scans acquired
by a novel modality for imaging BE. This concluding chapter will first summarize
the most important findings of each chapter, after which it continues with addressing the posed research questions and a short outlook on automated analysis for
finding early cancer in BE.
Chapter 2 introduced CAD and summarized the four basic stages that a typical
CAD architecture involves: (1) pre-processing, (2) feature extraction, (3) prediction
and (4) post-processing. For each stage, commonly employed techniques have
been reviewed and methods for evaluating CAD system performance have been
discussed. The chapter continued with a review of state-of-the-art methods for endoscopic image analysis, where several application domains were identified, such
as the detection and classification of colorectal polyps, the automated histological
assessment of gastrointestinal tissue and the quantitative analysis of the quality
of investigation in colonoscopy. An investigation of the employed techniques in
these state-of-the-art systems reveals a number of popular approaches. Texture
and color are often used to describe the image content, in particular, the DWT,
LBP and GLCM are used to capture texture in over half of the investigated studies,
while color is often characterized using the Color Histogram. SVM is by far the
most popular classification method for endoscopic image analysis and the system
is commonly evaluated using holdout or some form of cross-validation. On the
other hand, for validation, a large heterogeneity exists in the applied protocol
and the employed set of metrics for measuring the performance. This chapter
concluded with a short review on recent developments in CAD, involving CNNs
and transfer learning.
Chapter 3 presented a large-scale evaluation of suitable image features for
the characterization of the color and texture patterns associated with early Barrett’s cancer. Furthermore, this evaluation is repeated for three widely applied
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color systems: RGB, HSI and YCbCr. The results of these experiments showed
that the multi-scale, oriented Gabor-based texture features achieve the highest
classification performance in distinguishing small image patches of cancerous and
non-cancerous Barrett’s tissue. Further experiments demonstrated that appending
texture features with color information by means of the color histogram, lead to
a considerably better classification performance, in terms of both accuracy and
robustness. The three investigated color systems yielded similar results when the
optimal features were employed. Based on a separate grayscale and brightness
channel, HSI is the most adequate color system for the full CAD system.
Chapter 4 presented the development and evaluation of a CAD system for
early Barrett’s cancer detection. First a specific pre-processing stage is discussed,
automatically detecting and discarding image content that is not suitable for further analysis. To minimize the probability that informative image content is discarded, the lumen is detected using an adaptive threshold on the red component
of the RGB image, while the intestinal juices and specular reflections are removed
by analyzing the blue component. Next, a spectral analysis of imagery displaying early cancerous tissue showed an optimal omnidirectional frequency band
around 0.05 cycles per pixel for the employed Gabor filters. Exploiting this optimal range in combination with simple color features in the proposed CAD system
yields a recall and precision ranging from 0.84–0.95 and 0.68–0.75, respectively.
Further investigating the robustness of the system by including images without
signs of EAC showed that an image-based specificity of 0.88 can be achieved at
an image-based sensitivity of 1.00, where intestinal juices and uncategorized deviating texture patterns were the only cause for false alarms.
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Chapter 5 investigated how well the proposed CAD system compares to clinical experts in the detection and annotation of early Barrett’s cancer. For this
purpose, four leading international experts on Barrett’s cancer annotated a set
of 100 endoscopic images, while blinded for the pathology. When independently
comparing their results and the results of the system to the gold standard, three
observations were made. With a sensitivity and specificity of 0.95–1.00 and 0.93–
0.73, respectively, the experts showed a considerably better per-image detection
performance than the system, which yielded a per-image sensitivity and specificity ranging from 0.77–0.85 and from 0.85–0.75. However, at the patient level,
the system demonstrated a similar performance to that of the experts. This is
illustrated by a patient-based sensitivity and specificity ranging from 0.72–1.00
and 0.91–0.78 for the system, versus a range of 0.90–1.00 sensitivity and 0.91–0.65
specificity for the experts. However, the annotations produced by the experts show
much more resemblance to the gold standard than the annotations generated by
the system. While the experts show a median F1-score ranging from 0.92–0.95, the
system demonstrates a maximum median F1-score of 0.67.
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Chapter 6 extended the generally employed single-expert validation to a multiexpert validation method. Addressing the issues that arise for this approach,
two novel metrics, called JIGS and SSC, were proposed that compensated for
the inter-observer variability and demonstrated a more stable outcome than the
widely adopted Dice coefficient and the Jaccard index. In addition, a novel training method, referred to as SST, was proposed, excluding ambiguous regions from
the training process, and resulted into a considerably higher detection score of
ten percent points, at the cost of a minor drop in annotation performance. Exploiting these novel multi-expert methods, a new framework for the comparative
validation of CAD systems for Barrett’s cancer detection was proposed, enabling
the desired comparability and reproducibility of results. Finally, the proposed
framework was employed in a public international challenge, organized at the
annual MICCAI conference, to establish a benchmark for Barrett’s cancer detection
algorithms. Our proposed method achieved the second place in this challenge,
showing a slightly lower detection performance, but achieved with a much lower
complexity than the winner.

Chapter 8 involved a feasibility study for the automated analysis of data acquired with VLE, which is a novel modality for imaging BE that captures a 3D
scan of the esophageal wall in micrometer resolution. Since the VLE signal is
hard for human observers to interpret, specific quantitative image features were
developed to facilitate automated interpretation of VLE data. These features are
based on a clinical prediction model and these clinically-inspired features outperformed state-of-the-art alternatives, for wide range of machine learning methods.
Furthermore, an optimal scanning depth of 0.5–1.0 mm was identified, which
yields optimal classification results, showing AUCs up to 0.90, whereas clinical
VLE experts achieve an AUC of 0.81. Furthermore, with an execution time in the
millisecond domain, the clinically-inspired features compute considerably faster
than state-of-the-art alternatives such as LBP, GLCM or features obtained from
CNNs by means of transfer learning. The fast execution times of the clinicallyinspired features allow to process a full VLE scan of 1,200 frames with a size of
4,096×2,048 pixels within a minute. Additional experiments using multiple VLE
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Chapter 7 investigated the challenges and opportunities of endoscopic analysis
for video signals. For this purpose, an algorithm was proposed for the automatic
quality assessment of endoscopic video frames, and their informativeness for further analysis. By exploiting the blur, color and spectral content of an endoscopic
video frame, the proposed algorithm clearly outperformed alternative approaches,
showing an AUC of 0.97 on a set of 2,034 frames from 5 different videos of 4 patients, versus an AUC ranging from 0.80–0.89 for the competing methods. This
chapter also investigated the applicability of a prediction confidence score for
better exploitation of the temporal consistency offered by video. This score was
implemented with a Random Forest classifier and a modified annotation stage,
elevating the F1-score from 0.72 to a value of 0.82.

9. CONCLUSIONS
frames showed that aggregating the predictions for adjacent frames using a voting
scheme, resulted into a considerable increase in detection performance, up to an
average increase of 17% in AUC scores.

9.2

Discussion on the research questions

We will now evaluate the proposed methods and solutions with respect to the
research questions formulated in Section 1.6.
RQ1: Features for Barrett’s cancer detection
RQ1a: Which quantitative features can best capture the deviating color and texture patterns associated with early cancerous lesions in Barrett’s esophagus?
The results of Chapter 3 showed that most evaluated texture features, such as
GLCM, LBP and DCT subbands, lead to a relatively good discrimination between
both classes, demonstrating AUCs around 0.95, while Gabor-based features of
2 scales and 8 orientations exhibited the best classification performance with an
AUC of 0.99. Further experiments demonstrated that including a color feature
leads to a considerable boost in classification performance for all evaluated texture
features, elevating the AUC of the aforementioned features to nearly 0.99, while
the Gabor-based features still showed the highest score and most stable performance for different patch sizes and color systems (a patch size of 50 × 50 pixels
proved to be a good compromise). When only color features were employed, a
32-bin Color Histogram provided the best trade-off between performance and
complexity, however, when combining a color and a texture feature, the mean
and variance of each color component yielded sufficient information on the color
content. When multiple features are combined, the Gabor-based features in combination with the Color Histogram consistently appear in the best-performing
feature combinations.
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RQ1b: What color system offers the best basis for computation of the image features?
The experiments described above were repeated for three widely applied color
systems: RGB, HSI and YCbCr. The results of these experiments, also presented
in Chapter 3, showed a very similar performance for the three evaluated color
systems, in the case that both texture and color features were employed. Hence,
the optimal color system for extraction of the image features can be determined
based on secondary properties. In this regard, RGB is attractive because it does
not require an additional transformation. However, HSI is considered to offer the
best basis for computation of the image features, as it accommodates a separate
grayscale channel for computation of texture features and the hue channel offers
a useful tool for the in-body imaging environment.
RQ1c: How can the image features be matched to the cancerous tissue patterns?
The optimal Gabor-based features employ filters that can be elegantly defined
in the frequency domain. Therefore, Chapter 4 presented a spectral analysis to
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RQ2: White-light endoscopic image analysis
RQ2a: How can the challenges of the in-body imaging environment be addressed, to enable
an optimal detection performance?
Chapter 4 introduces a specific algorithm for detecting the Region-Of-Interest
(ROI), prior to computation of the identified optimal features for cancer detection. This pre-processing stage automatically detects the image regions that inhibit proper tissue analysis due to specular reflections of the light source, or the
presence of intestinal juices covering the tissue. These unwanted elements are
detected using the blue component of the RGB image. The proposed histogram
analysis showed that most information in this component is contained in the
low-amplitude part of the spectrum, facilitating the highest contrast between the
high amplitudes of the reflections and intestinal juices. Furthermore, this ROI
detection algorithm also automatically finds the area in the endoscopic image that
represents the lumen. Since this area is typically too dark for the identification
of early Barrett’s cancer, the red component is employed for finding the lumen,
since for this RGB component most information is contained at the upper part of
the amplitude spectrum. Because the brightness of the lumen varies considerably
over different endoscopic images, a novel, adaptive approach is followed, which
automatically finds an optimal amplitude threshold, after which a region growing
algorithm is initialized at the darkest part of the lumen.
Using the above ROI detection step addresses the challenges of the in-body
imaging environment in individual images. For video, the temporal domain can
be exploited as an additional tool, which is discussed in Chapter 7. First, due to
the peristaltic motion of the esophagus, some frames are not informative for tissue
analysis, which is further elaborated in our answer to research question RQ2c.
Furthermore, by accompanying each prediction with a measure of confidence,
small spurious detections, which are isolated in both the spatial and the temporal
domain, can efficiently be identified. However, a thorough evaluation of this additional tool is open for future research.
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investigate if the Gabor-filter functions can be matched to the frequency response
of the deviating texture patterns associated with early Barrett’s cancer. For this
purpose, the 2D spectrum of over 15,000 small image patches, displaying either
cancerous or non-cancerous tissue, were computed and averaged for each class
independently. Since these patterns can appear under any angle in the endoscopic
image, their spatial orientation is irrelevant for our analysis. Therefore, the average response over all orientations was computed from the spectra, leading to a
1D, rotation-independent frequency spectrum for both classes. When the resulting
spectra were compared, a clear spectral band was observed around 0.05 cycles per
pixel, for which the cancerous tissue consistently exhibited an elevated response.
When consequently matching the Gabor filters to this spectral region, the best
classification performance was observed.

9. CONCLUSIONS
RQ2b: Can a CAD system accurately detect and annotate early cancerous lesions in
white-light endoscopic imagery?
Chapter 4 discussed the development and performance evaluation of a CAD
system for early Barrett’s cancer detection. When processing 32 endoscopic images
which show an early cancerous lesion, the system achieved a recall and precision
ranging from 0.84–0.95 and 0.68–0.75, respectively. Furthermore, while investigating the robustness of the proposed CAD system by including 32 frames of
non-dysplastic Barrett’s tissue, an image-based specificity of 0.88 was achieved
for an image-based sensitivity of 1.00. Furthermore, Chapter 5 showed that at the
image level, the proposed system demonstrated a detection performance close to
that of four leading medical experts, while at patient level there was no statistical
significant difference between the system and the expert predictions. However,
regarding the annotation of the cancerous lesions, a clear difference was observed.
Although the algorithm generally found the center area of the lesion, the expert
annotations exhibited a much larger similarity to the gold standard delineations,
showing average F-scores ranging from 0.81–0.92 versus a maximal value of 0.62
for the system. In conclusion, the above figures illustrate that the system is certainly good enough to further proceed with a video implementation, which automatically will lead to further evaluation and validation. Although the observed
annotation scores of the system are considerably lower than those of the experts,
the center part is nearly always detected and this is regarded as a crucial property
for clinical practice.
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RQ2c: Can we measure the suitability of an endoscopic video frame for automated analysis?
In endoscopic video, a considerable proportion of the frames is not suitable
for our analysis due to insufficient image quality. The first part of Chapter 7 investigated the automated detection of endoscopic video frames that are sufficiently
informative for our analysis. This investigation showed that capturing blur with
state-of-the-art blur-detection algorithms in combination with information on the
color and spectral image content by means of the HSV color histogram and the
energy of specific DCT components, enables a very good classification between
informative and non-informative video frames. Using these features to train a
regression tree for generating a score for the informativeness of an endoscopic
video frame, leads to impressive classification results. The proposed approach
demonstrated an AUC of 0.97 on a set of 2,034 frames from 5 different videos of
4 patients, while alternative methods that only exploit a single quality attribute
reached a maximal AUC of 0.89 on the same data set.
RQ3: Validation of CAD systems for cancer detection in BE
RQ3a: In what way can we obtain a reliable performance estimate of a CAD system for
Barrett’s cancer detection?
The annotation of early Barrett’s cancer by several medical experts exhibits a
large inter-observer variability, as is shown in Chapter 6. Because the estimated
performance based on single-exert annotations will lead to different results when
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another expert is employed, it is essential to include the annotations of multiple
experts in the gold standard. However, there are no metrics for comparing a system detection with multiple, equally valid ground-truth annotations. To facilitate
this comparison, two novel metrics are proposed in Chapter 6, namely the Jaccard
Index for Gold Standard annotations (JIGS) and the Sweet-Spot Coverage (SSC).
These metrics include a multi-expert gold standard, while featuring a considerably
increased robustness to inter-observer variability than alternative single-reference
metrics such as the Dice coefficient and the Jaccard Index.

RQ3c: How can we ensure comparability and reproducibility of the results of different
approaches for the automated detection of Barrett’s cancer?
While Chapter 2 demonstrated the large heterogeneity in validation methods
for evaluating the performance of CAD systems for endoscopic image analysis,
Chapter 6 proposed a framework for comparative validation of Barrett’s cancer
detection algorithms. By clearly addressing all the employed steps and involved
actors in the validation process, comparability and reproducibility of the results
is facilitated. To this end, we proposed a novel validation framework, based on a
generic approach from Jannin et al. [256]. We have adopted this framework to enable proper evaluation of Barrett’s cancer detection by including new aspects such
as a multi-expert reference and a definition of the hyperparameter optimization
protocol to limit the effect of data leakage and overfitting. This framework can
be re-used for similar segmentation problems that involve a high inter-observer
variability in tissue annotations.
RQ4: Automated analysis of VLE scans
RQ4a: Is a CAD system able to differentiate between cancerous and non-cancerous tissue,
based on the corresponding VLE frames?
In Chapter 8 we proposed three novel features to quantify the anatomical indicators for Barrett’s cancer, which were identified in a clinical study. These features
focus on the upper region in the VLE image, which is closest to the surface tissue.
While evaluating these clinically-inspired features for distinguishing between
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RQ3b: Does including the knowledge of multiple experts lead to an improved system
performance?
The observed inter-observability in the annotations of early Barrett’s cancer
leads to image areas for which there is no expert consensus. Since these ambiguous regions may hinder the training of a classification algorithm, we propose a
novel training method in Chapter 6, called Sweet-Spot Training (SST), which only
includes the image areas for which all experts indicated the same class label. Experiments show that employing this method for training the proposed Barrett’s
cancer detection system yields a considerably higher detection performance, elevating the F1-score by approximately ten percent points. However, this increased
detection performance also leads to a small decline in annotation performance,
which is explained by the more conservative delineations of the system.

9. CONCLUSIONS
VLE images of early cancer and VLE images of non-dysplastic tissue, a strong
performance was observed for a range of classification methods, showing AUCs
up to 0.90. Furthermore, while evaluating state-of-the-art features as alternatives,
it was found that when an optimal depth of interest is chosen, some of these features also yield high classification scores, e.g. LBP achieving an AUC of 0.89 in
combination with SVM. For two medical experts which classified the same set of
images using a clinical prediction model, an AUC of 0.81 was observed. Given this
context, methods for automated analysis demonstrate relatively good scores for
differentiating between VLE frames showing either cancerous or non-cancerous
tissue.
RQ4b: What features are most suitable for the automated analysis of a VLE scan?
In Chapter 8 three clinically-inspired features were proposed: (1) the BinMedian of Pixel Averages (BMPA), (2) the Layer Histogram (LH) and (3) the
Large-Scale GLCM (LS-GLCM), which capture anatomical clues identified by
medical experts. These features were included in a comparative validation experiment, where also several common state-of-the-art features were evaluated.
Experiments on 60 histopathologically-matched VLE frames demonstrated that
the clinically-inspired features achieved the highest and most stable classification
scores for a variety of machine learning methods. An inspection of the automatically selected hyperparameters of the clinically-inspired features revealed that
values were typically selected that enable a detailed description of the top tissue
layers. Triggered by this observation, we extended the state-of-the-art features,
allowing an automatic selection of the vertical region of interest. This experiment
showed a considerable boost for almost all evaluated features, when especially
the top 0.5-1.0 mm of the tissue was quantitatively captured. Although some
state-of-the-art features achieved similar detection scores as the clinically-inspired
features when this extension was incorporated, they execute considerably slower,
rendering the proposed clinically-inspired features more suitable for a clinical
application.
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RQ4c: Does the axial dimension of a VLE scan offer additional information regarding the
presence of cancerous tissue?
In a final experiment in Chapter 8, we investigated the potential benefit of
including multiple VLE frames into our analysis, which are aligned along the
axial dimension of the VLE scan. As a first approach, simple voting methods were
applied to the outcomes of the individual frame classifications. This experiment
showed that by taking into account 10–20 adjacent frames at both sides of the
input frame (corresponding to an axial range of 1–2 mm), a very strong increase in
performance can be achieved, leading to an average increase in AUC scores exceeding 12% over all methods. Moreover, for the methods that already reached expert
level (i.e. an AUC of 0.81) while using individual VLE frames, an even higher
average increase of almost 17% was observed. This forms convincing evidence for
exploiting the axial dimension of a VLE scan.
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Outlook on CAD for endoscopic image analysis

Increasingly, the growing abundance and complexity of medical data exceeds the
human capability for analysis and the digital era for analysis has only just begun.
In some cases it is the sheer volume of the data that renders it infeasible for manual
processing, such as we observed for capsule endoscopy, while in other cases the
data can be too complex, such that patterns that indicate the disease elude the
human eye. For the analysis of VLE scans, both arguments are applicable and on
top of this, the signal is also noisy. The successful application of automated analysis
for this novel modality, as discussed in this thesis, opens up an interesting branch
of medical image analysis, for which the patterns in the data are too complex to
discern for the human visual system.
The continuous development in sensor technology will only increase the need
for assistive technologies to process the amount of generated patient data. For
example, the trend towards multi-spectral imaging leads to capturing over 1,000
different wavelengths for a single pixel. Instead of reducing this signal to three
color channels to visualize the signal for human interpretation, while thereby
discarding an enormous amount of potentially relevant information, automated
analysis may be employed to first analyze the raw, complex signal, prior to rendering a visualization for the clinician. However, the development of such sensors
is currently still guided by human interpretation of the resulting image signal. For
this reason, we have seen several novel endoscopic imaging modes fail to prove
their additional value for detecting disease.
In the case of early Barrett’s cancer detection, two key reasons for this arrested development can be identified. First, most general gastroenterologists are
currently not able to detect early neoplasms with regular white-light endoscopy.
Without a white-light baseline on detection scores and scientific results to support
it, the step to novel modalities remains cosmetic and will only yield yet another
representation of indicative disease patterns that most doctors cannot recognize.
Second, with the rapidly growing capabilities of imaging sensors, the optimal
wavelengths for disease detection are to be investigated and human observers
are employed to uncover them. However, the complex signal acquired by novel
sensing methods cannot be readily interpreted by the human visual system and
CAD algorithms are required to fully exploit all information contained in the
resulting signals.
In addition to sensor development, also novel machine learning methodologies
are rapidly emerging. The advent of deep learning using CNNs has completely reshaped the field of automated image analysis. Due to the increasing computation
power of GPUs and the very large storage capacity of current-day hard disks,
this approach is expected to become gradually more feasible and powerful. For
Barrett’s cancer detection, the large annotated datasets required for training a
CNN from scratch will probably not be available during the coming decades,
limited by the number of new cases per year and the required cost and effort
for manual labeling by medical experts. However, recent studies have already
demonstrated the potential of transfer learning, omitting these limitations. In the
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following years, this approach is expected to become a competitive alternative to
the conventional CAD approaches presented in this thesis.
Although deep learning has led to superior results for many image analysis
problems, for medical image analysis, conventional approaches will remain relevant. Especially in the medical domain, the intuitive motivation and underlying
physical phenomena for a certain prediction (e.g. diagnosis) are highly desired.
The current black-box nature of CNNs fail to offer such underlying reasons and
until a better theoretical framework for CNNs is available, this remains a major
limitation of the technique. For this reason, it is our opinion that clinically-inspired
methods, such as those described in this thesis, will continue to offer powerful
tools for CAD.
The continuing development of CAD systems for aiding the physician will
eventually lead to an increasing number of patients, since more disease will be
detected. However, the condition of the group of patients will be less severe, since
they can be treated at an earlier stage of the disease. Low-cost monitoring solutions
need to be investigated to manage the growing number of patients and reduce the
burden on medical centers. In a similar fashion, straightforward methods should
be developed for massive screening programs, such as e.g. the Dutch population
screening for colorectal cancer that is currently ongoing. CAD algorithms offer an
attractive solution for selecting the adequate subset of the population based on
an initial test. Such technologies should not require medical experts, rather, they
should be executed by e.g. nursing staff. In this way, the a medical expert would
only see patients that are classified as positive after this initial test, or patients
where automated detection or cases are considered complicated or doubtful. It is
essential that CAD systems for this purpose demonstrate a very high sensitivity,
so that all patients with disease are detected.
One last promising application area for image analysis in endoscopy that we
anticipate is the automated quality estimation of an endoscopic investigation. For
example the amount of tissue that has been viewed during surveillance can be
indicative for the probability that a malignant lesion is identified. The objective
assessment of such parameters can increase the number of early detections, while
providing real-time feedback to the endoscopist.
Summarizing, while this thesis has demonstrated the first promising results
for computer-aided Barrett’s cancer detection for different modalities, the role of
CAD in endoscopy has only just started. The detection of gastrointestinal disease
will gradually become more effective and efficient, by exploiting the optimal combination of clinical domain knowledge and the increasing technical capabilities.
Like the techniques for first acquisition methodologies and the gradual integration
and optimization advances of noise reduction and image enhancement, CAD will
become an indispensable tool and steadily improving assistant for clinicians to
image the human body and find disease patterns.
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This appendix presents a study in which an oriented Gabor filter is used to extract
a biopsy needle in two CT images, captured under a slightly different angle. The
Gabor-based detection algorithm enables the use of multiple-view geometry to
accurately estimate the 3D position of the needle.

A.1

Introduction

For many image-guided biopsy procedures, a needle is employed for extracting a
tissue sample. Since the physician cannot see the needle directly, X-ray imaging
can be used to visualize the position of the needle. Typically, the C-arm is placed
in a fixed position for this procedure, yielding a two-dimensional projection of
the volume. This makes real-time 3D alignment of the biopsy needle and a target
nodule impossible. An alternative approach is to record a full scan when the
needle is close and employ tomosynthesis to reconstruct the volume. However,
this process is quite cumbersome, since medical staff has to move away from
the rotating C-arm and the position information of the needle loses its accuracy
as soon as the physicians continue the biopsy procedure. Therefore, methods
for obtaining depth information of a surgical needle without interrupting the
intervention are highly attractive, thereby motivating the further elaboration in
this study.
Recently, compressed-sensing algorithms have enabled volume reconstruction
from projection images acquired over a relatively small angle (θ < 20◦ ) [291]–
[293]. This is a very appealing property for procedures in which it is desirable that
physicians remain in close proximity to the patient during the imaging process.
However, these methods are also computationally expensive and time consuming, rendering them unattractive for Image-Guided Interventions (IGI). The FDK
algorithm [294] for volume reconstruction is fast and efficient, but the restricted
C-arm movement results in severe streak artifacts, heavily corrupting the depth
information of the needle. As an alternative, Papalazarou [295] proposed to apply
depth estimation algorithms for multi-camera systems on projection data from
C-arm X-ray systems. Inspired by this work, we propose a novel approach for
depth estimation of biopsy needles, in which we split the problem in two parts
– needle depth estimation and volume reconstruction – and solve them independently. This approach is possible when the two solutions are placed in the same
geometrical framework.
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Biopsy-needle depth estimation
in limited-angle tomography
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Figure A.1 — Schematic diagram of the proposed system, where limited-angle depth estimation is
enabled by splitting the problem in two parts: (1) Filtered backprojection and (2) Depth estimation.
This division is possible by introducing a preceding step that detects the needle in the two projection
images.

A.2

Methods

To facilitate the proposed division of the problem into two parts, the needle needs
to be extracted from the images. Figure A.1 shows a diagram of this process,
where the needle position is detected in all projection images as a first step. In
this step, we detect the needle in the projection images using a Hough transform
and oriented Gabor filters. Next, aiming to prevent hard streak artifacts in the reconstructed volume, the needle is removed from the projection images by natural
neighbour interpolation. Using the detected 2D needle positions in the projection images, the 3D position of the biopsy needle is computed in the volume by
simple triangulation. In parallel to the depth estimation, we use the interpolated
projection images for a volume reconstruction of the local anatomical structures,
after which we indicate the position of the needle in this volume by combining
the results of the two parallel steps. In this sequel, the key steps of the diagram
are further elaborated.
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A.2.1 Needle extraction
Figure A.2 shows a diagram of the algorithm that is employed to detect the biopsy
needle and remove it from the projection image. Since the needle is a relatively
dense object, thresholding can be applied to obtain an initial estimate of its position. However, due to anatomical structures, the needle is not the only dark region
in the projection images. In order to accurately detect the needle location in a projection image, we employ a Hough transform to find the orientation of the needle
and use an oriented Gabor filter to remove objects with a different orientation.
Next, we threshold the filtered image using an empirically determined value of
T = 0.4, where the filter output is a fractional accurate value ranging from 0 to
1. The segmented needle is obtained by taking the part of the image that passes
threshold T and using a connected components function to select the largest region
from the thresholding result. On the remainder of the image, natural neighbour
interpolation is applied to fill the resulting gap after the segmented needle is
removed. This yields two outputs, as depicted in Figure A.1, where the segmentation result is used to estimate the 3D position of the needle and the interpolated
projection image is employed for local volume reconstruction. Figure A.3 shows
examples of the intermediate results of the processing chain.
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Figure A.2 — Schematic diagram of the needle extraction.

Figure A.3 — Intermediate results of the needle extraction step on a melon phantom: a projection
image (left), Hough-transform based orientation detection (middle left), the detected needle (middle
right) and the projection image after the needle region is interpolated (right).

A. Computation of the epipolar lines
For constructing the epipolar lines, we use the known geometry of the calibrated
X-ray system [295]. Given this geometric framework, is possible to compute, for
each view, the projection matrix P, which describes the relation between a point
in 3D space p = [x, y, z]T and the pixel location in the projection image q = [u, v]T .
In order to simplify this relation, we adopt projective geometry instead of the
(standard) Euclidean geometry. In projective geometry we can write the relation
between a point in 3D space and the corresponding pixel index in a projection
image by λq 0 =Pp0 , where P is the projection matrix, q 0 = [u, v, 1]T and p0 =
[x, y, z, 1]T are the pixel indices and the world coordinates of a point in 3D space
in projective geometry, respectively, and λ is a scaling factor. For convenience,
in the remainder of this appendix, we assume all parameters to be specified in
projective coordinates, hence we omit the accents for the projective coordinates.
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A.2.2 Depth estimation
Based on the detected needle positions in two projection images I1 , I2 , taken under
a different angle θ (Figure A.4b), and the known geometry of the C-arm system
(Figure A.4a), it is possible to find its 3D location using triangulation. In order
to triangulate the 3D position of a point, it needs to be visible in both projection
images and the corresponding 2D location in both images must be known. We
find these correspondences by selecting equally-spaced control points along the
central axis of the needle in the first projection image I1 . Next, we search for
matching points along the corresponding epipolar lines in the second projection
image I2 , see Figure A.5. These matching points are automatically selected by
extracting the part of the epipolar lines that intersects with the detected needle in
both images and finding the maximum correlation between these two line parts
for each matching pair. This yields a set of point-to-point correspondences, which
are employed for triangulation.
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Note that the pixel indices (u, v) can always be retrieved by dividing q by λ, where
these indices are defined as the number of pixels in the right and downward
direction, respectively, as is customary in image processing. The projection matrix
can be computed using


R C
P = (K|O3 )
,
(A.1)
OT3 1
where K describes the translation of the image plane (detector), R describes the
rotation of the C-arm, C contains the translation of the camera center (focal spot)
and O3 is a 3 × 1 zero vector. For a more detailed description, we refer to the work
of Papalazarou [295]. From the two projection matrices the fundamental matrix F
can be computed, which describes the relation between the pixel indices of a 3D
world point in both images by q1 F q2 = 0, where (q1 , q2 ) is a pair of corresponding
points in the two images. For computing the fundamental matrix F , we employ
the Matlab function vgg F from P.m 1 .
Given two images I1 and I2 and fundamental matrix F , we can compute the
epipolar line in I2 that corresponds to a point in I1 , or vice versa. This line is
the intersection between two planes, namely: the plane defined by the two focal
spots and a point in I1 and the image plane of I2 , see Figure A.4a. We expect the
point in I1 along its epipolar line in I2 . Hence, given a point on the needle in
a projection image (Figure A.5, left) we can use the fundamental matrix to find
a line in another projection image (Figure A.5, right), along which we expect to
find the point corresponding to the same 3D world point. Once we find such
a pair, we can triangulate the world coordinate of this point. We compute an
epipolar line using l2 = F q1 , which can be rewritten to a linear equation using
l2 (3)
v = − ll22 (1)
(2) u − l2 (2) to get the pixel indices of this line, where l2 is the epipolar
line in image I2 corresponding to a point q1 in image I1 . For a more detailed
description on epipolar geometry we refer the reader to the comprehensive work
of Hartley and Zisserman on multiple view geometry [296].
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A.2.3 Filtered back-projection
We modify the widely used FBP algorithm [294] such that we can reuse the projection matrix as defined in Section A.2.2.A. Consequently, the geometrical framework for both the depth estimation and the volume reconstruction step is identical.
This allows alignment of the acquired output for needle depth estimation and the
volume reconstruction. Algorithm 1 shows the employed back-projection algorithm, in which additional comments are added for the key modifications on
lines 4, 8 and 9, where we switch to projective coordinates on Line 4, project the
voxels onto the filtered projection image on Line 8 – in projective space – and
switch back to Cartesian coordinates on Line 9.
1 Freely
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available at http://www.robots.ox.ac.uk/∼vgg/hzbook/code/
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Figure A.5 — Two projection images captured under a slightly different angle, where the left
image shows equally-spaced interest points along the detected needle and the right image depicts the
automatically identified corresponding points on the epipolar lines.
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Figure A.4 — Epipolar geometry of the X-ray system (a) and the definition of the employed
parameters in the C-arm set-up (b), where θn is defined as the angle between the real-world Z-axis
and the shortest path between the source and the detector, δθ defines the angular distance between
two C-arm positions and Dn and Sn denote the nth detector and source position, respectively.
Fig. A.4a at the courtesy of C. Papalazarou [295].
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Algorithm 1 Geometric filtered back projection
1: procedure B A C K P R O J E C T (P rojectionImages)
2:
V olume ← zeros(volumeSize)
3:
qc ← generateGrid(volumeSize, nx , ny , nz )
4:
q ← [qc , ones(numV oxels, 1)]
. Switch to projective coordinates
5:
while projImi ∈ P rojectionImages do
6:
P ← makeProjectionMatrix(projImi )
7:
projImF ilti ← filter(projImi )
8:
p←P ·q
. Project the coordinates on the detector plane
9:
pc ← p(:, 1 : 2)/p(:, 3)
. Switch back to Cartesian coordinates
10:
voxelV alues ← interpolate(projImF ilti , pc ) . Interpolate the projected voxels
11:
V olume ← V olume + reshape(voxelV alues, qc )
12:
end while
13:
return V olume
14: end procedure

A.3

Results of the proposed system

For validation of the algorithm, a full scan (180◦ + fan angle) of a phantom with an
inserted biopsy needle is recorded, using a C-arm X-ray system2 . This procedure
is executed for two different insertion angles of the biopsy needle φ, which we
define as the angle between the needle and the object table. This yielded two sets
of each 617 projection images with 16-bit amplitudes and a resolution of 1024×792
pixels. Using these sets of projection images, we carry out two experiments that
are described in further detail in Sections A.3.2 and A.3.3. In these experiments,
we define the difference between the capture angles θn for two images as the
angular difference δθ, see Figure A.4b. First, we define the performance evaluation
and error analysis of the algorithm in Section A.3.1.
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A.3.1 Error analysis & performance evaluation
In both experiments, the needle position is estimated, based on two projection
images that are captured under a different angle θ, after which the estimation
error is computed. We determine the error by automatically selecting N control
points along the needle axis for which the positions are estimated by the algorithm.
Next, for each control point, we compute the smallest Euclidean distance between
the projected position of each control point and the set of ground-truth needle
voxels, which we define as the position error. The ground truth is established by
performing a volume reconstruction with the full sinogram using the modified
FBP algorithm described in Section A.2.3, where voxel positions of the needle are
obtained by a supervised segmentation algorithm. We employ the median of the
aforementioned position errors and compute the interquartile distances in order
to evaluate the general performance of the algorithm, as both measures are robust
to outliers. This robustness is a useful property, as false control-point matchings
can cause severe errors, especially for small angular distances between the em2 Commercially available as the PHILIPS Allura Xper FD20 using the Xper CT Cerebral High Dose
procedure.
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ployed projection images. In order to accommodate for such possible large errors
in the evaluation, we perform an additional analysis, in which we classify the
control-point errors based on their magnitude and we investigate their resulting
distribution. For this analysis, we define the absolute position error ξ = D(p̂c , P),
where p̂c represents the estimated 3D position of control point c, P the set of
ground truth needle voxels and operator D(·, ·) defines the smallest Euclidean
distance between a point and a set of points. Next, we distinguish five error types,
for which the magnitude increases exponentially:
• Type 0 (0 ) if ξ ≤ ν;
• Type n (n ) if 2n−1 · ν ≤ |ξ| < 2n · ν for n = 1, 2, 3;
• Type ∞ (∞ ) if |ξ| > 8ν;

A.3.2 Experiment 1: effect of the angular distance δθ
In order to find the relation between angular distance δθ and the system performance, we estimate the needle position for all subsets of two images with angular
difference δθ of the full sinogram. For this experiment we use N = 10 control
points, which are automatically selected along the needle axis in one of the two
images. We repeat this procedure for an angular distance ranging from δθ = 1◦ to
δθ = 20◦ . Figures A.6a and A.6b show the resulting median error for an increasing
angular distance δθ for two different insertion angles of the needle, where also the
interquartile range is indicated. From the graphs it is clear that the error converges
rapidly to a value lower than the size of the voxel vertices and for a relatively
small angular difference of δθ ≈ 7◦ . Consequently, increasing the angle beyond
δθ ≈ 7◦ does not improve the performance.
Considering the two different insertion angles, i.e. φ ≈ 0◦ and φ ≈ 45◦ , the
system error converges slightly faster for the second case. This observation can be
explained by the relation between the angular distance between two projection
images δθ and the spatial resolution in the Z-direction for a given pixel spacing
of the detector. Lowering δθ results in a larger spatial depth distance δz that
corresponds to a disparity of one pixel, hence it decreases the resolution on this
axis. In the case of a low insertion angle φ, a high resolution in the Z direction is
required to accurately estimate the position of the needle along this axis. When
δθ is small, the low depth resolution inhibits the algorithm to follow the needle
smoothly and, instead, the slight changes in depth are estimated by rather large
steps, resulting in larger errors. Please note that we use all combinations of two
projection images with a given angular difference in this experiment, hence the
needle inserted at an angle of φ ≈ 0◦ appears very similar in all projection images
and the previously described effect occurs in all sets of two images that are used
for this experiment.
When we analyze the magnitude of the errors, as described in Section A.3.1, we
observe that the error magnitude of the control points rapidly lowers as angular
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where ν represents the vertex size of a voxel.
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(a) — Exp.1, insertion angle φ ≈ 0◦ .

(b) — Exp.1, insertion angle φ ≈ 45◦ .
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(c) — Exp.2, insertion angle φ ≈ 0◦ .
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(d) — Exp.2, insertion angle φ ≈ 45◦ .

Figure A.6 — Median position estimation error at two insertion angles of the biopsy needle (i.e.
φ ≈ 0◦ and φ ≈ 45◦ ) for Experiments 1 and 2. Experiment 1 (Figs. a, b): Running the algorithm on
all pairs of projection images with a given angular distance δθ. Experiment 2 (Figs. c, d): using only
projection images at θtop ± 12 δθ, while repeating the experiment for a varying number of control
points and θtop represents the angle for which the detector is at the top position, parallel to the
patient table.
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difference δθ is increased. The numerical results of this experiment are shown in
the left half of Table A.1 and the relative occurrence of each error type is plotted
in Figures A.7a and A.7b for φ ≈ 0◦ and φ ≈ 45◦ , respectively. For both needle
insertion angles, the fraction of 0 errors grows fast when the angular difference
is increased from δθ = 1◦ to δθ ≈ 10◦ . In the same range, all other error types
show a steep decline, some after an initial increase, due to a cascaded shift from
large-magnitude error classes to small-magnitude ones. This indicates that for a
relatively small angular distance δθ = 10◦ , the vast majority of the position errors
are smaller than the voxel size: 92% and 82% for φ ≈ 0◦ and φ ≈ 45◦ , respectively.
For δθ > 10◦ , the relative distribution of errors slowly stabilizes, even converging
to a situation where almost all errors are of class 0 for φ ≈ 0◦ .
216

Appendix A

δθ
1◦
2◦
3◦
4◦
5◦
6◦
7◦
8◦
9◦
10◦

1
8
12
16
16
16
17
12
12
9
7

2
12
18
22
20
15
9
5
3
2
1

3
18
24
18
8
3
1
0
0
0
0

∞
44
14
1
0
0
0
0
0
0
0

0
26
43
56
66
72
76
79
80
82
82

1
8
11
12
12
10
10
9
9
7
8

2
12
15
14
11
10
7
7
7
7
7

3
18
17
11
7
6
6
4
4
4
3

∞
36
14
7
4
2
1
1
0
0
0

0
38
35
51
54
63
74
86
90
92
97

1
14
17
11
17
14
21
12
9
7
3

2
22
8
18
23
22
5
2
1
1
0

3
12
30
19
6
1
0
0
0
0
0

∞
14
10
1
0
0
0
0
0
0
0

0
33
59
64
82
90
94
98
99
98
98

1
12
16
19
12
7
5
1
1
1
1

2
20
15
14
5
1
1
1
0
1
1

3
23
8
2
0
1
0
0
0
0
0

Experiment 2
0 insertion
45◦ insertion
◦

Table A.1 — Average position error  for angle differences δθ and the ercentage of errors smaller than the voxel size.
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(a) — Experiment 1, needle insertion at φ ≈ 0◦ .(b) — Experiment 1, needle insertion at φ ≈ 45◦ .
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(c) — Experiment 2, needle insertion at φ ≈ 0◦ .(d) — Experiment 2, needle insertion at φ ≈ 45◦ .

Figure A.7 — Relative occurrence of error types at two insertion angles of the biopsy needle (i.e.
φ ≈ 0◦ and φ ≈ 45◦ ) for Experiments 1 and 2. Experiment 1 (Figs. a, b): Running the algorithm on
all pairs of projection images with a given angular distance δθ. Experiment 2 (Figs. c, d): using only
projection images at θtop ± 12 δθ, while repeating the experiment for a varying number of control
points and θtop represents the angle for which the detector is at the top position, parallel to the
patient table.
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A.3.3 Experiment 2: effect of needle insertion angle φ
In order to investigate the effect of needle insertion angle φ with respect to the
coordinate frame of the C-arm, we define a fixed angle θ = θ∗ and compute the
system performance using only the two projection images at θ∗ ± 12 δθ. For this
experiment we employ θ∗ = 0◦ , since the C-arm is placed in vertical position for
this θ, which is most practical for a clinical application of the algorithm, allowing
physicians to stay close to the patient during an intervention. In order to gather
sufficient data for collecting proper statistics, this experiment is repeated for a
varying number of control points, i.e. for N = 75 up to N = 125. Figures A.6c
and A.6d show the results of this experiment for φ ≈ 0◦ and φ ≈ 45◦ , respectively.
These curves show that for low δθ, the system performs slightly better for φ ≈ 45◦ ,
which is again explained by the almost horizontal orientation of the needle and
the low resolution in the Z-direction, as described in Experiment 1.
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Figure A.8 — Alignment of the needle with the grid of achievable positions in the z-direction of
the detector coordinate frame, where the control points (blue open circles) are plotted on top of the
ground-truth position of the needle (green line). (a) Good alignment is observed for θ∗ = 0◦ , while
(b) a poor alignment is shown for θ∗ = 90◦ . Note that the z-direction of the detector coordinate
frame approximately aligns with the X-axis and the Z-axis in world coordinates for (a) and (b),
respectively.

A.3.4 Visual results
Figure A.9a shows a needle detection example for θ = θ∗ and angular distance
δθ = 7◦ , in which the needle is plotted, including the positions of the detector and the X-ray source. The corresponding top and side views are depicted
in Figures A.6c and A.9b, respectively, where the control points are plotted on
top of the ground-truth needle position. Combining this result with the volume219
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Comparing Figures A.6a and A.6b to Figures A.6c and A.6d, it appears that the
results obtained in Experiment 2 are considerably better, however, these results
need to be interpreted with care. For the insertion angle of φ ≈ 0◦ , this improved
performance is unexpected, since the needle looks approximately the same under
all angles θ, as it is inserted close to the axis of rotation of the C-arm. Upon
inspection of the acquired 3D position of the control points, it appears that the
needle is simply better aligned with the grid of possible 3D positions for θ = θ∗ , i.e.
it is closer to N × ∆z for some integer N , where ∆z defines the depth resolution
(also see Section A.3.2). This effect is clearly visible in Figure A.8, where the
control points are plotted on the ground truth for θ∗ = 0◦ and θ∗ = 90◦ for
angular difference δθ = 1◦ . For higher δθ the density of this grid increases, hence
the effect vanishes. The distribution of error magnitudes for φ ≈ 0◦ , as shown
in Table A.1 and Figure A.6c, confirms this explanation, since only for small δθ a
small improvement is observed. Alternatively, for an insertion angle of φ ≈ 45◦ ,
a genuine improvement of performance occurs. While Figure A.6d also shows a
minor decrease in the median position error for small δθ, Figure A.7d shows a
major improvement regarding the distribution of error magnitudes for larger δθ,
when compared to the results from Experiment 1 (Figure A.7b). For φ ≈ 45◦ and
θ∗ = 0◦ , the relative occurrence of error type 0 converges rapidly to a value very
close to 1. When the C-arm is placed in the position where θ = 0◦ , the complete
path of the needle is captured in the Z-direction of the detector. This allows for (1)
sufficient grid points to model the needle and (2) the highest pixel disparity for
matched pairs of points. Hence for θ∗ = 0◦ , an insertion angle of φ ≈ 45◦ enables
better position estimation of the needle than an angle of φ ≈ 0◦ .
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Figure A.9 — Visual results of the needle detection algorithm for θ = θ∗ and angular distance
δθ = 7◦ , where (a) shows the 3D configuration of the two source positions (indicated with a ‘+’),
the two detector positions (crossed squares) and the needle (blue line). Plots (b) and (c) show the top
and side view along the Y-axis, respectively, where the estimated control points (blue open circles)
are plotted on top of the ground-truth position of the needle (green line).

Figure A.10 — Reconstruction of a Z-slice over an angle of δθ ≈ 7◦ using standard FBP (left)
and the proposed approach (right). A color overlay is plotted on top of the proposed case to indicate
the depth of the control points, where the color tile displayed at the left upper corner represents the
depth of the current Z-slice.
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reconstruction algorithm as described in Section A.2.3, leads to the result shown
in Figure A.10, where a color overlay is used to indicate the depth of the biopsy
needle with respect to the top position of the X-ray detector. The included comparison between standard FBP and the proposed method shows that the streak
artifacts do not occur in the reconstructed volume computer with the proposed
reconstruction algorithm (Section A.2.3).
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FUNCTION

SUB-FUNCTION

Back project
Switch to projective space (line 4)
Project on detector plane (line 8)
Switch back to Cartesian space (line 9)
Interpolate voxel values - GPU (line 10)
of which writing to and reading from GPU
Reshape values to volume (line 11)
Other lines
Needle extraction
Read projection image
Hough transform
Gabor filter
Interpolate needle region
Morphological filtering
Other lines
Depth estimation
Compute epipolar line
Triangulate position
Other lines

TIME [MS]
164
26
25
34
32
25
11
36
453
60
18
102
147
59
67
67
53
3
11

FRACTION
16%
15%
21%
20%
7%
21%
13%
4%
23%
32%
13%
15%
79%
4%
17%

A.3.5 Execution time
To evaluate the execution time of the proposed approach, a Matlab implementation of the complete system is executed 100 times on a desktop PC (hexa-core
@ 3.3 GHz CPU, 16 GB of RAM, 2 GB GPU) using a profiler. Table A.2 shows
the resulting average execution times of the three major parts of the system, i.e.
the needle extraction from Section A.2.1, the depth estimation from Section A.2.2
and the back-projection algorithm from Section A.2.3 (also see Figure A.1). The
execution time of the back-projection algorithm is given per image, hence the
complete system executes in approximately 5.5 seconds for 30 projection images
and a 5123 voxel volume. In this case, the majority of the time is consumed by the
back-projection step, i.e. 5 seconds. Considering Table A.2, some obvious speed
improvements can be achieved, for example, reducing communication between
the GPU and the CPU. In the current implementation, the volume is constructed
slice-by-slice, hence, for each slice a grid is defined and converted to projective
coordinates. Following Algorithm 1, this operation theoretically needs to be executed only once, which will lead to a significant reduction in execution time.
Future studies should investigate if the interpolation of the needle extraction step
can be simplified and the minimum number of projection images required for
registration with a prior volume, may be determined.
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Table A.2 — Average execution time of the proposed approach, where the corresponding line
numbers of Algorithm 1 are indicated. Note that the back projection can be executed in parallel with
the depth-estimation stage.
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A.4

Summary and conclusions

In this study, we have presented a novel approach for estimating the position of a
biopsy needle, based on only two X-ray projection images, taken from a slightly
different angle. We have solved the processing problem in two independent parts:
depth estimation of the needle and volume reconstruction. We combine two methods from different fields, by (1) exploiting projective geometry for multi-camera
systems in order to acquire depth information based on two views and (2) adapting the widely used FDK algorithm for volume reconstruction, such that they
jointly operate in the same geometry. The combination of these methods from
different fields yields an attractive alternative to more complex, state-of-the-art
volume reconstruction algorithms for acquiring depth information during IGI.
We have evaluated this approach using a melon phantom and a clinical biopsy
needle, where two insertion angles have been explored, i.e. φ ≈ 0◦ and φ ≈ 45◦ .
Furthermore, we have investigated the influence of the angular distance δθ and its
relation to important system parameters, such as pixel spacing of the detector and
depth resolution ∆z. Using automatically selected control points along the needle
axis, validation of the proposed approach shows a median position error of 2–3
mm for an angle of 1◦ down to an error of 0.30 mm for δθ > 10◦ in all investigated
scenarios. An important observation from these experiments is that there is a
relation between δθ, ∆z and the pixel spacing of the detector, which imposes a
theoretical limit on the accuracy of the depth estimation when using multi-view
geometry. An additional observation is that for relatively small δθ ≈ 10◦ , the majority of the control points is estimated with a position error smaller than the voxel
size. This fuels our expectation that fitting a linear model through those points
will further improve the performance. Considering the volume reconstruction, we
conclude that filtered back-projection based on multiple-view geometry theory
offers an interesting alternative to existing methods. In addition, interpolation of
the needle region in the projection images, prior to volume reconstruction, prevents the occurrence of hard streak artifacts, thereby enabling registration with
earlier scans.
Future work should aim at further investigating the parameters involved when
using multiple-view geometry for X-ray systems, where an analytical expression
and a model for the relation between the above-mentioned parameters has priority, as it indicates system boundaries in performance. Additional studies should
involve the use of more challenging phantoms and different surgical tools. Furthermore, registration with a prior volume, that is recorded in advance of a needle
insertion, should be investigated. Based on the results of this initial phantom study,
we conclude that multi-view geometry offers an attractive, efficient alternative
to time-consuming iterative methods for the depth estimation of surgical tools
during C-arm-based IGI.
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Challenge algorithms

This Appendix briefly reviews the basic working principle of the different Barrett’s
cancer detection methods investigated in the MICCAI challenge discussed in
Chapter 6. The following subsections are provided by the participants of the
challenge and have been slightly modified to match the style of this thesis.

B.1

Integrative Co-Occurrence Matrices

Christian Hook1 , Martin Zobel2 and Christoph Palm3
Palm et.al., from OTH Regensburg, combine conventional grayscale texture
analysis with single- and multichannel color evaluation concepts, assuming stochastic independence of pixel color properties and intensity differences of adjacent
pixels [77]. In order to reduce mingling of healthy and cancerous regions, more
uniformly textured sub-images are generated by splitting each image equidistantly into 768 rectangular patches of size 100 × 100 with an overlap of 50 pixels
in the horizontal and vertical direction, respectively. In order to employ feature
based supervised learning and classification algorithms, one out of three diagnostic states (i.e. classes) is assigned to each sub-image of the training set. These are
computed from the delineations of dysplastic tissue areas, performed by the five
medical experts for each training image (”gold standard”). Class 0 corresponds to
sub-images with a pixel majority that are declared by each expert as non-cancerous
(diagnosed as non-dysplastic Barrett’s tissue). Class 1 is assigned to sub-images,
where the majority of the pixels are denoted by some (but not all) experts as cancerous (ambiguous or ”fuzzy” rating). Class 2 belongs to sub-images covering
areas diagnosed by all experts in unison as being pathological (cancerous).
In order to correlate statistical properties of the partial image with the assigned
tissue class (0,1,2), co-occurrence matrices (CMs) are calculated for each sub-image.
1 C. Hook is with the Faculty of Computer Sciences and Mathematics, Ostbayerische Technische
Hochschule Regensburg (OTH Regensburg), Technical University of Applied Sciences, Germany.
2 M. Zobel was with the Regensburg Medical Image Computing (ReMIC), OTH Regensburg,
Germany.
3 C. Palm is with the Regensburg Medical Image Computing (ReMIC), OTH Regensburg and with
the Regensburg Center of Biomedical Image Computing (RCBE), OTH Regensburg and Regensburg
University, Germany (see http://www.remic.de).
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B. CHALLENGE ALGORITHMS
In contrast to conventional CMs which correlate pixel pairs at positions p = (x, y)
and q = (x + ∆x, y + ∆y), polar coordinates are used here to associate pixels at
positions (r, θ) within a predefined range of radii r and circular sectors θ.In general,
the CM M of an image f is a matrix of size n×n where n is the number of different
gray-values in f . In each entry M (i, j) (i, j = 1, ..., n) the count of joint appearance
of two pixels (p, q) with f (p) = i and f (q) = j with a certain radius r and polar
angle θ is measured. Parameter r is varied in the range 1-25, while θ covers Θ = 8
and Θ = 16 discrete directions, respectively, equidistantly distributed between 0
and 2π. The discrete values of θ define the partition of a circle with radius r into
Θ segments, starting with the horizontal direction. Letting (q1 , . . . , qs , . . . , qS ) be
the sequence of pixels qs lying on the circle line of such a segment, S denotes the
number of pixels on the Hough circle within this segment. Then, the CM for larger
r result from the averaging of the joint appearances of all pixels (p, qs ). Note, that
the standard case of CM considering direct neighbors is included into the large scale
CMs as a special case with r = 1 and Θ = 4. Covering angular sectors in this
manner is particularly suitable for large scale textures, and improves the statistics
of texture valuation considerably. Moreover, since two CMs associated to opposite
segments (r, θ1 ) and (r, θ2 ), θ2 = θ1 + π, yields symmetric CMs, the number of
CMs, which have to be taken into account for classication purposes reduces to
Θ
2 , in our case 4 and 8, respectively. To combine color and texture information,
integrative CMs [77] are used, where for each pair of pixels (p, qs ) different color
channels of the Red-Green-Blue (RGB) color space are allowed. Therefore, beside
pure graycale CMs, combinations of R-G, R-B and B-G are taken into account.
Massive data compression is accomplished by computing 8 Haralick texture
features [66] (homogeneity, contrast, correlation, variance, inverse difference moment, entropy, correlation I, correlation II), so that the information content of each
split-image is finally mapped to a single 16 (32) dimensional feature vector. A conventional Support Vector Machine (SVM) is utilized for classification, operating
under the statistic programming language R. Training and testing is performed
on sub-image sets, generated from the initial 50 (100) endoscopic images, and
employing a leave-one-patient-out cross-validation procedure. Because patients
(similarly: their original endoscopic images) are classified either as non-cancerous
or diseased, there is a certain vagueness arising from the fact that three tissue
classes are assigned to the sub-images. This offers two options to map the frequency distribution of sub-image classes (predicted from the SVM classifier) to the
diagnosed state of a patient: partial images assigned state 1 can be redefined either
as non-cancerous or as cancerous, respectively. Generally, there are only relatively
few ”positive” split-images among the full decomposition set of an ACHD image.
Defining the ratio p
h :=
Appendix B

number of positive classified sub-images
total number of sub-images

(B.1)

therefore leads to fairly low h values, even for cancerous probands. An optimum
average threshold t(t = 0.022) is evaluated from the training set, such that as
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many as possible images with predicted h > t ratios are correctly assigned to
patients belonging to the cancerous group (adenocarcinoma).

B.2

Ensemble SVM Window Classiciation with Sparse Coding
and Zoom-out Features

Siyamalan Manivannan, Jianguo Zhang, Wenqi Li, Emanuele Trucco, Stephen J. McKenna4
Mannivan et al., from the University of Dundee, formulated dysplastic region
detection as window-based classification. This method is illustrated in Fig. B.1.
Firstly, images are re-scaled to half of their original sizes to reduce the computational cost. Overlapping windows of size Sw × Sw pixels with an overlap of
Ow pixels in the horizontal and vertical directions are then extracted from each
image. Within each window, local features called multi-resolution Local Patterns
(mLP) [260] are extracted from image patches of size Sp × Sp (Sp < Sw ) pixels.
Locality Constrained Linear Coding (LLC) [297] is employed to obtain dictionaryencoded patch features. The encoded patch features inside each window are
pooled to get a window-based representation. The recently proposed zoom-out
features [261] are used to capture rich contextual information for each window. The
window-based feature representations extracted from the training set are used to
train an ensemble of linear SVM classifiers. This ensemble is then used to classify
windows from test images as dysplastic or normal, resulting in a probability map
for each image. A post-processing step is then applied to the resultant probability
map to obtain the final binary classification. The following subsections explain
these steps in detail.

4 S. Manivannan, J. Zhang, W. Li, E. Trucco, S. J. McKenna, are with the Computer Vision and Image
Processing (CVIP) group, School of Science and Engineering, University of Dundee, United Kingdom.
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B.2.1 Patch-based feature extraction
We use mLP features to describe the texture properties of local image patches.
mLP is a non-binarized (real-valued) version of the popular Local Binary Pattern
descriptor (LBP) [68] that reportedly shows performance competitive with other
descriptors (e.g. SIFT, random projections) for various medical image classification
tasks (e.g. cell image classification [298], colonoscopy image classification [299]).
mLP has several advantages over LBP and its variants (e.g. LTP [300]). Since
mLP is a real-valued descriptor, the resultant feature representation keeps more
information. Unlike the traditional LBP which often operates on small image
neighbourhoods (e.g. 3 × 3, 5 × 5), mLP is designed to capture information from
larger local image neighbourhoods (e.g. 20 × 20).
There are two sampling methods generally used for feature extraction: (i)
dense sampling, where the feature extraction is based on a regular grid of points
placed over the images, and (ii) interest points, where special points in the images

B. CHALLENGE ALGORITHMS

Figure B.1 — An overview of the system for generating the window-based feature representation:
dictionary learning from training images (first row) and feature encoding to obtain the feature
representation for an example window Ri (second row).

are identified by a detector (e.g. Harris detector [301]) and feature descriptors
are computed around those points. Dense feature sampling often leads to better
performance compared to interest point detectors for image classification [302].
Therefore, in this work we adopt dense sampling. Image patches of size Sp × Sp
with an overlap of Op pixels in the horizontal and the vertical directions are
extracted. From each color channel (RGB) of a patch, mLP feature vectors of
dimension 72 are computed and concatenated to give a feature representation of
size 216 (= 3 × 72).
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B.2.2 Feature encoding
Feature encoding transforms the local image descriptors into a mid-level representation using a pre-trained dictionary. Sparse Coding (SC) has shown its effectiveness as a feature encoding method in various applications of medical image
analysis, for instance cell image classification [298], and colonoscopy image classification [299]. In SC each local image descriptor is reconstructed using a sparse
weighted combination of dictionary elements (words). Locality-constrained Linear Coding (LLC) [297] is an efficient variant of SC that enforces locality in order
to obtain sparsity. LLC utilizes the local linear property of manifolds to project
each descriptor onto its local coordinate system.
Let Xi ∈ Rd×Ni be a matrix in which each of the Ni columns is a d-dimensional
(in our case d = 216) local patch descriptor, xij extracted within a window Ri , i.e.
Xi = [xi1 , xi2 , . . . , xiNi ]. Given a dictionary with M entries, B = [b1 , b2 , . . . , bM ] ∈
Rd×M , LLC uses the following criterion to compute the codes (encoded features)
C = [ci1 , ci2 . . . ciNi ].
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argmin
C

XX
i

cij k

2

(B.2)

j

s.t. 1T cij = 1,
where

2

kxij − Bcij k + λkdij
∀ij

denotes the element-wise multiplication and,



φ(xij , B)
(B.3)
σ

T
where φ(xij , B) = kxij − b1 k22 , . . . , kxij − bM k22 and σ is a decay parameter. A
fast approximation to LLC is described by Wang et al. [297]. Specifically, instead of
solving problem B.2, the K (with K < d < M ) nearest neighbours of xij in B are
considered as the local bases B̄ ij and a much smaller system (Eq. B.4) is solved to
get the local linear codes.
dij = exp

argmin

X

C

j
T

2

kxij − B̄ ij cij k

s.t. 1 cij = 1,

(B.4)
∀ij

The window representation is then obtained by aggregating (pooling) the
sparse codes (cij ) associated with the local patch descriptors. We use averagepooling to aggregate the features from each window, and then apply the power and
L2 normalizations ifv to normalize each window-based pooled representation.

B.2.4 Window classification
Let zi be the feature representation of a window Ri , obtained as described in Section B.2.3. Following [298], we trained an ensemble of four linear SVM classifiers,
one trained on the original training set, and others trained on the images after
they are rotated through 90◦ , 180◦ , and 270◦ (i.e. the window-based representations extracted from the rotated images). As the numbers of training windows
from positive (dysplasia) and negative (normal) classes are unbalanced, we used
SVM classifiers with class balancing:
1
λ X
λ X
arg min kW k22 +
Li +
Li
2
N+ i:y =1
N− i:y =−1
W,b
i
i


where Li = max 0, 1 − yi (W T zi + b)

(B.5)
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B.2.3 Multi-scale pooling
We used zoom-out features to capture contextual information at different scales;
such an approach has shown state-of-the-art object segmentation performance (on
a non-medical dataset) [298]. In detail, to represent each window Ri of size 40 × 40,
the feature representations (Section B.2.2) of concentric windows of size 80 × 80,
160 × 160 and 200 × 200, as well as the feature representation of the entire image
are computed and concatenated with the feature representation of Ri (Fig. B.1).

B. CHALLENGE ALGORITHMS
λ is a regularization parameter, yi ∈ {−1, 1} is the label of each window, and
N+ and N− are the number of positive and negative windows in the training set
respectively. Let Ri denote a window of size Sw × Sw extracted from a particular
image I, and Lia is the corresponding window (Sw × Sw ) extracted from the
segmentation mask provided by the annotator a (∈ {1, 2, . . . , 5}) for that image. In
Lia , the regions with value 1 indicates the presence of dysplasia, and 0 indicates the
normal regions. Let Mi represent the segmentation mask obtained by applying
a majority voting over Lia , ∀a. The label yi of the window Ri is calculated as
follows,
yi =

(
1,

if per(Mi ) > 80

−1, otherwise

(B.6)

where function per(X) outputs the percentage of the elements in the binary
matrix X that are non-zero.
We used Platt scaling [272] to convert the SVM outputs into probability values.
At test time, a posterior probability for a pixel’s label is obtained by averaging the
probabilities output by those SVMs that classify windows containing that pixel.
The probability maps computed in this way from all the SVM classifiers in the
ensemble are then averaged to get the final probability map for a given test image.
The final binary map of a test image is then obtained by applying a threshold
t to the probability map. Any positive regions with area smaller than an area
threshold p are removed. These parameters would normally be computed by
cross-validation on the training set. However, this would increase the computational burden. Instead we computed these parameters directly from the probability
maps obtained from the training set, so that the average of the detection performance (average of patient-based detection performance, image-based detection
performance, and the segmentation scores) computed from the training set was
maximized.

B.3

Weak Convolutional Learning

Spiros V. Georgakopoulos, Dimitris K. Iakovidis, Vassilis P. Plagianakos, Dimitris Chatzis,
Panos Chrysanthopoulos5
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Automatic recognition of abnormalities in medical images is typically based
on supervised learning machines, trained on data derived from graphically annotated image regions. The annotation, performed by domain-experts, is usually
very time-consuming and costly [262]. If recognition aims to be applied on video
sequences, which is particularly useful in endoscopy [75], the required annotation
effort and costs can dramatically increase. Therefore, Iakovidis et al., from the
University of Thessaly, employ Weak Convolutional Learning (WCL) [263], which
5 S. Georgakopoulos, D. K. Iakovidis, V. P. Plagianakos, D. Chatzis, P. Chrysanthopoulos are with
the dept. of Computer Science and Biomedical Informatics, University of Thessaly, Greece.
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aims to alleviate this problem by eliminating the requirement for detailed graphic
image annotations in the training process. The only annotations required are binary labels indicating whether the images contain Barrett’s lesions (i.e., they are
abnormal) or not (i.e., they are normal). In that sense machine learning is blinded
of any detailed graphic annotation indicating the location of the lesions within
images.
The implementation of WCL is based on Convolutional Neural Networks
(CNNs) [303]. These multilayer architectures can be fed directly with images. Relevant features are automatically extracted from the input images according to an
embedded iterative adaptation process involving consecutive image convolution
and downscaling operations. Instead of following the conventional CNN training
approach, which is based on sub-images sampled from various locations within
images [104], [304], the WCL approach uses the whole endoscopic video frames
as input, labeled as normal or abnormal.
The CNN architecture considered consists of three pairs of convolutional and
max-pooling layers, followed by a fully interconnected Feedforward Neural Network (FNN) with three layers of neurons (Fig. B.2). The convolutional filters have
a size of 5 × 5 pixels, with a 1-pixel stride and 2 pixels padding. The pooling
filters have a size of 3 × 3 pixels, with a 1-pixel stride and no padding. Each of
the first two convolutional layers consists of 32 convolutional filters followed by
32 max-pooling filters, while the third pair of convolutional and pooling layer
consists of 64 convolutional and max-pooling filters, respectively. The first layer
of the FNN consists of 64 neurons, the second one of 20 neurons, and the output
layer of two neurons.
In the training phase a set of normal and abnormal images from various patients are used for WCL. Once the system is trained it can be used to categorize a
new patient’s image as normal or abnormal. Both training and testing images are
initially downscaled so as to maintain a sufficient level of detail, given a system’s
memory limitations. The training set is subsequently expanded by rotating the
original images by 90 and 180 degrees and by flipping both the original and the
rotated ones horizontally and vertically.
The implementation of the CNN was based on the Graphics Process Unit
(GPU) NVIDIA GeForce GTX 970 with 4GB GPU-RAM and the Convolutional
Architecture for Fast Feature Embedding (CAFFE) library [305]. For this configuration downscaling of the images to 320 × 320 pixels was found to be sufficient. In
order to train the CNN, 1000 iterations of the Stochastic Gradient Descent (SGD)
were performed with a learning rate of 0.001 and a momentum constant of 0.9.
Once the abnormal video frames are identified by WCL/CNN the annotation
of Barrett’s lesions within them is considered as a separate problem. The rationale
is that in practice, a clinician should know if an image contains a lesion and where
it is roughly located before annotating it in detail. Given a random point within a
lesion, the lesion can be automatically annotated by an unsupervised superpixel
segmentation and clustering algorithm [306].
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B.3. Weak Convolutional Learning

B. CHALLENGE ALGORITHMS

Figure B.2 — WCL/CNN block diagram. The convolutional and pooling layers of the CNN are
indicated as C and P blocks respectively. The 2-bit binary labels 01 and 10 represent the desired
values of the output CNN neurons, corresponding to normal and abnormal classes.

B.4

Log-Gabor wavelets and color statistics

Fons van der Sommen, Svitlana Zinger, Peter H.N. de With6 , Erik J. Schoon7 .
As a baseline methods, we participated in the challenge using the system
described in Chapter 4, with a minor modification to the employed Gabor features.
Instead of regular Gabor filters, Log-Gabor filters are employed to remove the DCcomponent from the filtering results, as this information is already contained in
the color features. Furthermore, as these filters exhibit an asymmetrical frequency
response biased towards high-frequency information, the center frequencies for
the filters are slightly reduces with respect to 4, yielding f1 = 0.02 and f2 = 0.04
for the two scales. The employed Log-Gabor filters are briefly introduced below.
In the Log-Gabor filter bank, each filter is defined in frequency domain by a
modified single-sided Gaussian:
G(f, θ) = exp

− log(f /f0 )

2 !

2 log(σf /f0 )

2

exp

θ − θ0
2σθ2

2 !
,

(B.7)

Appendix B

6 F. van der Sommen, S. Zinger, P.H.N. de With are with the Video Coding Architectures (VCA)
group, dept. Electrical Engineering, Eindhoven University of Technology, The Netherlands.
7 E.J. Schoon is with the dept. of Gastroenterology and Hepatology, the Catharina Hospital Eindhoven, the Netherlands.
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Figure B.3 — Half-magnitude iso-lines of the Gabor-filter responses in the frequency plane for
P = 2 scales and Q = 14 orientations, where the max-magnitude points are indicated with dots.

where f0 denotes the frequency for which the filter has maximum response, θ0
defines the orientation of the filter and σf and σθ determine the bandwidth in
radial and tangential direction, respectively. A filter bank Gp,q (f, θ) is constructed
of P scales and Q orientations by setting
f0 (p) = 2p−1 · fmin ,

(B.8)

θ0 (q) = (q − 1) · π/Q,

(B.9)

Appendix B

and choosing σf /f0 = 0.75 and σθ = 2.5 · π/Q to obtain a fairly even spectral
coverage. Figure B.3 shows the spectral coverage of the filter bank for P = 2
scales and Q = 14 orientations. For implementation of the filters, we have slightly
modified the open-source Matlab functions of Peter Kovesi [307].
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B. André, T. Vercauteren, A. M. Buchner, M. Krishna, N. Ayache, and M. B. Wallace. “Software for automated classification of probe-based confocal laser endomicroscopy videos of
colorectal polyps”. In: World Journal of Gastroenterology: WJG 18.39 (2012), p. 5560.

[211]
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“There are these two young fish swimming along, and they happen to meet an older fish
swimming the other way, who nods at them and says, ”Morning, boys, how’s the water?” And
the two young fish swim on for a bit, and then eventually one of them looks over at the other and
goes, ”What the hell is water?”.”
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