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Nomenclature

R the set of all real numbers
C the set of all complex numbers
<(x) the real part of the complex number x
=(x) the imaginary part of the complex number x
Rn the set of all real vectors of dimension n
Rn×m the set of all real matrices of dimension n×m
Cn the set of all complex vectors of dimension n
Cn×m the set of all complex matrices of dimension n×m
x′(t) the derivative of x(t) with respect to t
F set of differential-algebraic equations in implicit form
n dimension of the vector-solution
J Jacobian matrix of dimension n× n
h time-step length of a numerical integration method
t variable of time
nnz(A) number of non-zero elements of the matrix A
O(·) big O notation
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Acronyms

AC Alternating Current
BDF Backward Differentiation Formula
BE Backward Euler method
BJT Bipolar Junction Transistor
BVP Boundary Value Problem
DAE Differential-Algebraic Equation
DC Direct Current
DLL Delay-Locked Loop
FE Forward Euler method
HB Harmonic Balance
ISF Impulse Sensitivity Function
IVP Initial Value Problem
KCL Kirchhoff’s Current Law
KVL Kirchhoff’s Voltage Law
LS Least Square
LPTV Linear Periodically Time-Varying
MGS Modified Gram-Schmidt
MNA Modified Nodal Analysis
MOSFET Metal-Oxide-Semiconductor Field-Effect Transistor
MPE Minimal Polynomial Extrapolation
ODE Ordinary Differential Equation
PLL Phase-Locked Loop
PPV Perturbation-Projection Vector
PSD Power Spectral Density
PWL PieceWise Linear
RF Radio Frequency
RMS Root Mean Square
RRE Reduced Rank Extrapolation
SMPS Switching-Mode Power Supply
SN Shooting-Newton
SPICE Simulation Program with Integrated Circuit Emphasis
SST periodic Steady-STate solution
TR TRapezoidal rule
VCO Voltage-Controlled Oscillator
VCODIV VCO+DIVider macro-model
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Chapter 1

Introduction

1.1 Motivation
Circuit miniaturization (Moore’s law) and diversification (More than Moore) are very
common trends in the electronics world. These imply high-volume, power-efficiency
and functional-heterogeneity integrated circuit and System-on-Chip designs, all while
increasing performance (e.g., the extended battery life of portable devices, potentially
faster computations, patient monitoring through wearable medical devices). However,
these trends also result in an increased complexity of the design and verification pro-
cess for quality assessment of the circuits, before the manufacturing process. For
instance, miniaturization implies an increase of device parasitics, sensitivity to device
noise and device parameter variation, as well as, since millions of electronic com-
ponents can be integrated into the same chip, heat generation. On the other side,
diversification means that analog and digital blocks are both present and connected
inside the same circuit. In terms of design-for-manufacturing checks, engineers have
to then face problems under an analog mixed-signal viewpoint. A reliable, accurate
and fast design and verification phase, which addresses the challenges of miniaturiz-
ation and diversification, is the key factor for enabling new technologies in a short
Time-to-Market. To this aim, circuit simulators are the most important software
tools in the Electronic Design Automation industry, which enables trillions of dollars
of goods and services to be sold each year.

To properly take into account the abovementioned circuit’s complex effects and
heterogeneity, the verification process relies on SPICE simulations (SPICE stands for
Simulation Program with Integrated Circuit Emphasis), also known as transistor-level
simulations. A SPICE-like simulator is composed of a set of numerical methods to
perform such simulations on a mathematical model representing the circuit. There
is a desperate, constant request to increase the simulation speed and keeping a high
accuracy of the simulation in order to perform several tests, e.g., while changing
some model’s parameters. In recent years, the demand of the electronics industry
on advanced mathematical methods has witnessed a tremendous growth. However,
most current methods and the tools that support them are inadequate. This gave
rise to the ASIVA14 project (Analog SImulation and V ariability Analysis for 14nm
designs), with partners the Technical University of Eindhoven and the Mentor Graph-

5



Introduction

ics® (Grenoble), and funded by the European Marie Skłodowska-Curie Actions re-
search grant. In this project, three topics are treated: (i) Speeding up simulations of
a certain class of periodic circuits; (ii) Speeding up simulations of large-scale circuits;
(iii) Speeding up circuits’ reliability analyses.
In this dissertation, we deal with speeding up simulations of a certain class of periodic
circuits.

Circuits for which even fast-SPICE engines have very long simulation time are
Phase-Locked Loops (PLLs), Delay-Locked Loops (DLLs) and Switching-Mode Power
Supplies (SMPSs). These have different applications in the real world, such as tele-
communication, clock generation, power supply. However, they are similar in the
sense that they are characterized by having a strongly nonlinear behavior at start-
up, followed by a condition in which all the signals stabilize and tend to be peri-
odic, with an a priori known period of oscillation. These functionalities and a high
quality of the generated voltages and currents (needed to meet specifications) are
made possible by employing analog and digital blocks, with advanced electronic com-
ponent technologies. Besides, under a mathematical point of view, these circuits
are modeled by differential-algebraic equations (DAEs) [74] characterized by widely
spread time constants (stiff equations), nonlinear current-voltage characteristics (as
for, e.g., transistor models) and multi-rate nature especially for PLLs (slow- and fast-
varying dynamics). To assess the quality of these circuits, designers usually rely on
time-domain simulations as opposed to frequency-domain ones, because of computa-
tional time/memory complexity issues, and then post-process some of the generated
signals to extract factors of interest (e.g., phase noise for PLLs and DLLs). However,
because of these circuits’ common features, current time-domain numerical methods
are too time-consuming and sometimes not effective, thus the need for developing new
advanced numerical methods to speed up the simulations of PLLs, DLLs and SMPSs.

1.2 Objectives
In particular, in this dissertation we want to implement mathematically-sound meth-
odologies for:

i) Fast and accurate noise-free and device noise simulations of industrial integer-N
PLLs;

ii) Fast and reliable periodic steady-state solution computation of industrial DLLs
and SMPSs.

The first goal is driven by the need for performing fast and accurate verifications
of industrial integer-N PLLs, while extracting all the circuit’s factors of interest,
i.e., power consumption, locking time, phase noise and jitter. Time-domain simula-
tions of these circuits are inherently time-consuming. Mathematically speaking, this
is an initial value problem (IVP) of the DAEs with a known initial solution. The
components of the DAEs’ vector-solution are voltages and some currents, which are
periodic signals with known period T of oscillation at the steady-state region of the
PLL (when locked). Depending on the PLL’s technology, the T can be of the order of
ns or even smaller, with the consequence that numerical integration methods solving
the DAEs in time need to take very small time-step lengths to properly sample the
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fast-oscillating signals, and for a simulation time long enough so as to extract the
PLL’s factors of interest.
In the literature, many works were done to speed up PLL’s analyses at different
verification levels, where accuracy can be sacrificed in favor of a faster simulation
(system level), and where accuracy is more important and simulations are more time-
consuming (transistor level) (e.g., see [56, 86, 6, 106, 42, 108]). However, none of
those works addresses the simultaneous estimation of all the PLL’s factors of interest
which are equally important, while speeding up the simulations. In this dissertation,
we do transistor level simulations and we want to close this gap.

The second goal is motivated by the need for reliable and quick computation of
the periodic steady-state solution of DLLs and SMPSs, to then post-process some cir-
cuit’s signals to extract factors of interest (e.g., phase noise for DLLs and frequency
content of the output ripple and switching transients for SMPSs). Here, we try to
by-pass the slow circuit’s transient behavior as much as possible and use ad hoc meth-
ods employed to directly search for the periodic solution. Mathematically, this is a
two-point boundary value problem (BVP), which is recast as a nonlinear root-finding
problem [55].
In the literature, some periodic steady-state-based techniques are available (e.g., see
[12, 98, 55]), which directly search for the periodic solution (acceleration methods).
However, there is no reported experimental results from applying any of these meth-
ods on DLLs, while a comparison of some of these can be found in [32] for some
SMPSs but with no realistic simulation settings (e.g., fixed time-step length during
numerical integration). Thus, in this dissertation, we question the reliability and con-
vergence properties of some well-known time-domain acceleration methods, namely
the Shooting-Newton, the minimal polynomial and reduced rank extrapolation meth-
ods [2, 15, 33, 72], when applied to industrial DLLs and SMPSs. From our prelim-
inary experiments, it turns out that these techniques have convergence issues, which
make them not effective at all in some cases. Before developing advanced numerical
methods, we need to understand why/where the issues encountered come from, then
propose a remedy.

1.3 Approaches
To close these gaps in the literature and accomplish the two objectives listed in
Sec. 1.2, our contributions lie in:

i) Developing a new technique to quickly simulate industrial integer-N PLLs at
transistor level and in the time domain, for both noise-free and device noise ana-
lyses, while extracting all the PLL’s factors which circuit designers are interested
in. We are able to speed up the simulations of PLLs since we remove the circuit’s
fast-varying dynamics, thus allowing a relaxation of the time-step length during
integration. We do this by replacing some of the PLL’s modules (hence also
the equations modeling them) generating the fast-varying signals with a macro-
model containing a scalar, ordinary differential equation (ODE). The equation
describes the evolution of the phase of the signals. Besides, the macro-model is
enriched with an interpolation routine for the estimation of power consumptions
for noise-free simulation, and few additional equations when a device noise ana-
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lysis is performed. We present experimental results from applying the method
on two industrial integer-N PLLs. Some approximations are made in our tech-
nique, resulting in some loss of accuracy with respect to (w.r.t.) simulations
of the original PLL (as usual, there is a trade-off between speed and accuracy
of the simulation). However, later in this thesis, we propose some remedies to
increase the accuracy, an extension of our methodology to fractional-N∗ PLLs,
as well as some open problems that we recommend to address. Our technique is
flexible and non-invasive for commercial simulators equipped with well-known
methods in the circuit simulation field, thus it can be easily implemented with
little efforts, e.g., by using the well-known Verilog-A language for the creation
of the macro-model.

ii) Performing an error analysis on some existing techniques used to accelerate the
computation of the periodic steady-state solution, especially when applied to
complex circuits such as DLLs and SMPSs. We are motivated in doing this since
our preliminary experimental results on two industrial DLLs and an SMPS show
that the methods have numerical issues in some cases, despite their successful
application to a large class of circuits presented in the literature. We choose to
analyze the Shooting-Newton and two versions of extrapolation method, since
the former has a quadratic order of convergence under certain hypotheses (being
a Newton-type method), while the latter is easy to implement and has a super-
linear rate of convergence under certain hypotheses. For the error analysis, we
are inspired by the work of Sidi in [93] for extrapolation methods. Through
it, we provide useful insights and identify factors determining the methods’
numerical stability properties and tuning parameters which may help maximize
the methods’ performance. In this regard, we leave some problems open that
we believe are worth to be addressed.

1.4 Outline of the thesis
The remainder of this dissertation is organized as follows. In Chap. 2, we motivate the
need for performing transistor-level, time-domain simulations for the circuits under
analysis. In this chapter, the necessary mathematical background to address the IVP
and the BVP are reviewed, together with approaches and numerical methods used
in advanced circuit simulation. In Chap. 3, we describe the common characteristics
and the behavior of integer-N PLLs, DLLs and SMPSs, whose notions will be use-
ful for the following chapters. In Chap. 4, we present our methodology to speed up
time-domain noise-free and device noise simulations of integer-N PLLs and provide
experimental results on two industrial PLLs. Advantages, limitations, ideas for im-
provements, extensions and open problems are discussed at the end of this chapter.
In Chap. 5, we show experimental results from applying some periodic steady-state-
based techniques on two industrial DLLs and an SMPS. Then, we present our error
analysis to investigate the numerical issues encountered in the experiments and the
convergence properties of the methods used. A practical application of the error ana-
lysis on these circuits is also presented while identifying factors and parameters used
to maximize the computation of the periodic solution. At the end of this chapter we
discuss some open problems. Finally, in Chap. 6, we look back at what we have done
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to close the gaps in the literature that we address in this thesis, as well as we look
ahead at what could be done to improve the analyses carried out here.
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Chapter 2

Time-domain simulation

2.1 Introduction
In this chapter, we motivate the importance of transistor-level simulations in the
circuit design flow as discussed in Sec. 2.2, and the need for time-domain analyses
(as opposed to frequency-domain) for the circuits under investigation in Sec. 2.3. We
will also provide the mathematical background for these analyses, i.e., the equations
describing the circuit’s models and techniques used to solve the challenges we address
in this dissertation, namely, the so-called transient simulation (IVP) in Sec. 2.4 and
periodic steady-state simulation (BVP) in Sec. 2.5.

2.2 Why transistor-level simulation?
Nowadays, electronic devices are ubiquitous. Their functionality and the architecture
of their building blocks can be very complex. Many experienced designers from differ-
ent areas cooperate in the design and implementation phases of an integrated circuit.
Several steps are necessary to realize the circuit in silicon from its conceptual origin
[35]. For each step, software tools are provided to assess the quality of the circuit at
that design phase, to speed up the production process.

Each step is assigned with an abstraction level. Levels are structured in a top-down
fashion. From the highest to the lowest one, accuracy and speed of the simulations
vary. At the system level (top), circuit specifications are fixed and a model for the
behavior of the circuit is provided and used as a reference for the following steps.
Simulations are done with, e.g., Matlab. Here, accuracy requirements can be relaxed
in favor of faster simulations. The system level is then partitioned into, e.g., analog
and digital blocks (logic units, registers, filters, amplifiers, etc.). The description of the
circuit becomes more detailed. Simulations are performed through, e.g., VHDL-AMS
(hardware description language for analog-mixed signal analyses). Next, at transistor
level circuit simulators, such as SPICE, are used to analyze the detailed behavior of
the designed blocks. Only here complex, nonlinear effects describing the physics of
transistors and other components can be appreciated, as well as that characteristic of
the circuit as a whole. In general, at this level simulations are more time-consuming,
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and accuracy quality has to be high. Finally, at layout level (bottom) geometry and
manufacture specifications are introduced and simulated [35]. Fig. 2.1 shows such
steps and simulations supporting them.
In this dissertation, we do simulations at transistor level and our main objective is to
speed up time-consuming, transistor-level simulations of a particular class of circuits,
keeping high accuracy of the results.

Figure 2.1: Circuit design flow: In this dissertation we do analysis at the transistor level.
Here, simulations are more time-consuming since accurate, complex effects have to be ana-
lyzed.

2.3 Why time-domain simulation?
For the simulation process, the circuit is represented by a netlist, i.e., a designer’s
fabrication file with a list of electronic components and nodes these are connected to
(network). Once the netlist is parsed by a computer simulator, generally a set of index-
1, nonlinear DAEs is formed to model the circuit [102]. Several analyses can be done
through a SPICE-like simulator [74], depending on which circuit’s figures of merit
one is interested in. The numerical methods implementing them can be generally
classified in time- and frequency-domain techniques. Some mixed time/frequency-
domain methods are also available in the literature [55]. A concise list of analyses
usually performed by designers is the following:
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- Direct Current (DC) analysis [99]: Determines the steady-state operating point
of the circuit, solution of a nonlinear algebraic set of equations obtained by
discarding the differential part of the DAEs. It is performed to compute the
initial solution to, e.g., the transient or alternating current (AC) analysis. It
resembles the status of the circuit provided with the power supply sources and
constant-value input signal;

- Transient analysis [74]: Computes the voltages and currents, components of the
DAEs’ vector-solution, evolving in time as time-domain circuit’s response to
input(s), for a time interval defined by the user. Starting from a known solu-
tion (e.g., DC solution), the problem of computing the time-varying solutions
is treated as an IVP, where for each (discrete) time point the solution is com-
puted through suitable numerical methods for index-1, nonlinear DAEs (direct
discretization, numerical integration, Newton’s method, linear solver). This is a
mandatory, fundamental analysis for the quality assessment of the circuit, since
it shows the evolution of the voltages and currents for any time interval of the
simulation and circuit’s working condition of interest (start-up, steady state),
by taking into account complex, detailed effects of the circuit components;

- AC analysis [74]: Calculates the frequency response of the circuit, whose DAEs
are linearized around a biasing operating point (DC solution), to a small sinus-
oidal input signal, for different frequencies of oscillation. This is also done to
extract, e.g., circuit’s bandwidth, gain, etc.. This analysis does not take into
account the circuit’s transient behavior (at start-up), and consider effects as a
result of superposition of small signals on the biasing solution (linearization);

- Periodic steady-state analysis [55]: Useful for oscillatory circuits, either non-
autonomous or autonomous (i.e., with or without periodic input excitation(s),
respectively). Ad hoc methods are used to search for the periodic steady-state
solution (SST) which is the operating point at which some circuits work after the
transient behavior has died out (as those under investigation here). The periodic
steady-state problem is treated as a BVP. Once the SST is available, quality
factors such as harmonic distortion and intermodulation are of interest. Besides,
perturbation analyses of the SST are performed, especially for radio frequency
(RF) circuits, to compute the effects of device noise on some signals of interest.
Periodic steady-state-based methods are available in the literature, which aim
at directly computing the SST while by-passing the circuit’s transient behavior.
Techniques in time domain (e.g., Shooting-Newton method (SN) [2, 101]) and
frequency domain (e.g., Harmonic Balance (HB) [75, 54]) are available, as well
as others based on mixed time/frequency domain [55];

- Device noise analysis [9, 67, 97]: It is a transient simulation of the DAEs aug-
mented with stochastic, equivalent noise sources added in series/parallel to each
node/component of the electrical components generating noise. Needed when
noise sources cannot be simply considered as small signals superimposed on an
operating point, but affect voltages and currents in a nonlinear way (e.g., caus-
ing frequency modulation and distortions). Here, the same numerical methods
to attack the IVP for deterministic DAEs can be used, providing accurate mod-
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els to represent the noise and imposing a constraint on the time-step length of
the discretization;

- Variability analysis [103]: Finds an estimate of the probability of failure of the
circuit under variation of device model’s parameters. This is useful for variability
analysis, to compute, e.g., the circuit’s probability of failure due to components
ageing, temperature variation, manufacturing defects, etc.. Methods such as
Monte-Carlo (and its advanced variants) can be used in this regard, performed
on the parametric, nonlinear DAEs.

The circuits under analysis are PLLs, DLLs and SMPSs. In Chap. 3, we introduce
their common features, together with a description of their behavior which will be use-
ful for the following chapters. For now, we just mention that these are circuits with
strongly nonlinear basic components and blocks, generating voltages and currents
with square- and impulse-like shape thus with high-frequency content (think of Four-
ier theory to represent them, with a large number of harmonics needed in this case).
Besides, designers are interested in analyzing both the start-up phase (or transient
region) and periodic steady-state region of these circuits. Because of these charac-
teristics, time-domain techniques are usually preferred to frequency-domain ones. In
fact, in Chap. 4, we aim at computing also some PLL’s factors of interests which
can be extracted only by simulating the circuit’s transient region, so that periodic
steady-state-based methods cannot be employed. Instead, in Chap. 5, we address the
problem of reliably computing the SST for DLLs and SMPSs, without performing
the time-consuming simulation of their transient region. However, due to their strong
nonlinear nature, and hence the high-frequency content of the time-varying solutions,
we cannot use, e.g., HB since it is suitable for low to mildly nonlinear circuits [55, 87].
In fact, HB rises the problem of computational complexity when a high number of
harmonics is needed (matrices involved are dense and the problem is intractable for
large systems. We clarify this with Remark. 2.4.21). In conclusion, time-domain
transient and periodic steady-state simulations must be used for PLLs, DLLs and
SMPSs.

2.4 Transient analysis
For a transient simulation, in the first step the circuit simulator reads the netlist, i.e.,
it parses each declared node and identifies the electrical component(s) attached to that
node. In this dissertation, we analyze circuits with components represented by com-
pact (lumped) device models [39]. Each component can be treated as a black-box,
with a defined input-output behavior described in terms of the law(s)/equation(s)
linking voltages and currents. Usually, the law has some parameters that can be
tuned from the netlist. For instance, if the component is a resistor the Ohm’s law
relates the voltage nodes at its terminals and the current through the branch, where
the parameter is its resistance with a specific value assigned inside the netlist. More
complex components (e.g., transistors) can be assigned with many equations and
parameters, based on their complexity. While parsing the netlist, the simulator as-
sembles the equations of the circuit according to the modified nodal analysis (MNA)
form. This is done with the following steps. Firstly, the algebraic sum of the currents
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at each node (except the ground node) is imposed to be zero (Kirchhoff’s current
laws (KCLs), from the principle of conservation of electric charge [44]). Secondly,
each component’s branch voltage (voltage difference at its terminals) is associated to
the current through it, via the current-voltage function, also known as (a.k.a.) the
i− v characteristic (derived by field theoretical arguments from Maxwell’s equations
assuming stationary behavior [39]). Lastly, branch voltages appearing inside the i−v
characteristics are converted into node voltages (Kirchhoff’s voltage laws (KVLs)).

From the Kirchhoff’s laws and since the i− v characteristic has a different nature
among components (e.g., it involves a differentiation in time of the branch voltage
for a capacitor, while it is derivative-free for that of a resistor), the generated set of
equations are DAEs of dimension n. The dimension is usually very large for integrated
circuits. In this thesis, we assume that the generated DAEs are of index-1. Besides,
when the i − v characteristics are nonlinear (e.g., for transistors, diodes, nonlinear
capacitors, etc.), so are the DAEs. Once the equations are “assembled”, the transient
simulation is treated as an IVP of the DAEs. Numerical methods, e.g., linear multistep
methods suitable for stiff equations (as usually are DAEs in circuit simulation) are
used to compute the solution at each (discretized) time point, starting from a known
initial solution [73]. At a time point, direct discretization transforms the DAEs into
a set of nonlinear algebraic equations, according to the numerical integration scheme
employed. The Newton-Raphson method (that here we simply call Newton’s method)
is usually adopted to iteratively compute an approximate solution, i.e., the equations
are linearized around the solution at the current Newton’s iteration. This results
in a linear system of equations which is solved at each iteration by a linear solver.
This process is repeated for each discrete time point in the simulation time interval
of interest. Mechanisms to accept/reject a solution at a time point are also involved
and based on some criteria.

In the following sections, we provide the mathematical background to deepen the
abovementioned steps, namely:

- The i − v characteristic for some basic elements representing device models is
formulated, and the procedure to assemble the index-1, nonlinear DAEs in the
MNA form presented;

- The DAEs are discretized according to some numerical integration methods
suitable for solving stiff ODEs and commonly used in circuit simulation. These
transform the DAEs into a set of nonlinear algebraic equations at each time
point of the simulation time;

- The nonlinear algebraic equations are then linearized around approximate solu-
tions iteratively found by Newton’s method. This results in a linear system of
equations (by evaluating the device equations at the current solution);

- The linear system of equations is solved by an appropriate linear solver for the
vector-solution, at the current time point.

At the end of each section, the corresponding step is applied to an illustrative example
to elucidate it.
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2.4.1 Device equations
As previously mentioned, the circuit can be viewed as a graph or network. It con-
sists of nodes (vertices) and electrical devices (elements or edges connecting the
nodes). Devices have terminals, i.e., points of connection with other devices to form
the network. There can be two-terminal devices, e.g., resistor, capacitor, inductor,
voltage/current source and diode, and three-terminal devices, e.g., transistor, with
specific i − v characteristic. These are the basic elements from which more complex
circuits can be built.

The i− v characteristic is of the form

v(t) = f(i(t)) or i(t) = f(v(t)),

with a general linear or nonlinear function f : R → R, depending on the device’s
physics and simplifications. When f involves a differentiation of its argument w.r.t
time, then the element is said to be dynamic, otherwise it is resistive [74] or static.
Examples of circuit symbols for some linear and nonlinear element are shown in
Fig. 2.2.

Figure 2.2: Examples of (symbols of) devices: Resistor (top-left), capacitor (top-mid), in-
ductor (top-right), diode (bottom-left), MOSFET (bottom-mid) and independent voltage
source (bottom-right).

The i − v equation of a linear resistor is given by the well-known Ohm’s law
v(t) = Ri(t) [74], with R the resistance. By convention, the positive (reference)
direction for current is determined from the positive (reference) direction for voltage,
so that current flows in the device from the positive node to the negative one [74].
This is a rule applied when deriving the KCLs to form the DAEs with the MNA.
Instead, a linear capacitor is an element whose electric charge q(t) is a function of the
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applied voltage across it, i.e., q(t) = Cv(t), with C the capacitance. With the current
being equal to the rate of change of the charge, we have that i(t) = dq(t)

dt = C dv(t)
dt . For

a linear inductor the magnetic flux ϕ(t) is a function of the current applied through
it, i.e., ϕ(t) = Li(t), with L the inductance. The rate of change of the magnetic
flux induces a voltage across the inductor (Faraday’s law [74]), then we have that
v(t) = dϕ(t)

dt = Ldi(t)dt . Resistors, capacitors and inductors can also be nonlinear. In
that case, the corresponding i − v characteristic involves nonlinear functions R(v),
C(v) and L(i), respectively.

The diode in Fig. 2.2 (bottom-left) is a nonlinear element with (simplified) char-
acteristic given by

i(t) = Is(e
v(t)
ηVT − 1), (2.4.1)

with the saturation current Is ≈ 1 pA, the parameter η ≈ 1 and thermal voltage
VT ≈ 26mV at temperature T = 298K [74]. The i− v curve is an exponential one for
positive voltage value across it. Other equations can be added to the diode’s model
to characterize more complex and realistic devices. For the n-channel metal-oxide-
semiconductor field-effect transistor (MOSFET) shown in Fig. 2.2 (bottom-mid), the
current equations at the three terminals for a simple (level-1 MOSFET) DC model
are given by [74] (omitting the dependence on time):

id =


0, if vgs ≤ Vt (cut-off region),
β[(vgs − Vt)vds − 1

2v
2
ds](1 + λvds), if 0 ≤ vds ≤ vgs − Vt (linear region),

β
2 (vgs − Vt)2(1 + λvds), if 0 ≤ vgs − Vt ≤ vds (saturation region),

and
is = −id and ig = 0,

where id(t) is the drain (D) current which varies according to the variables vgs(t) and
vds(t) (voltage difference between gate (G) and source (S) and between drain and
source, respectively), is(t) is the source current and ig(t) the gate current, while β,
Vt and λ are parameters which depend on the device model. The i − v is specified
for each terminal of the MOSFET and depends on the operating region of the device.
For complex circuits, higher-level MOSFET models are usually used to represent the
complex, accurate (realistic) physical effects of the device.

Finally, the independent voltage source’s symbol of Fig. 2.2 (bottom-right) has a
model whose equation is not defined in terms of a current, but is an algebraic one of
the form v(t) = VS ∀t. One can also define time-varying, independent voltage source
of the form v(t) = VS sin(t).
The presented elements are not the only ones. For instance, current sources, voltage-
and current-controlled sources, bipolar-junction transistor can be used inside a circuit.

Once the elements are properly connected to form the circuit, the computer parses
the netlist and derives the DAEs according to the MNA formulation. The following
example of a circuit is illustrative of this process. In Fig. 2.3 (left) we present its
schematic. Although simple, it includes the necessary ingredients to form a set of
index-1, nonlinear DAEs. The circuit has two nodes (circled 1 and 2) and a reference
one (ground node). A time-varying, independent voltage source vS has the positive
terminal connected to node 1 and the negative to the ground node. The source is a
sinusoidal signal of the form vS(t) = sin(2πt). A diode is connected to the positive
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Figure 2.3: Schematic of a simple circuit (left) and corresponding netlist (right).

(1) and negative (2) node, whose current is described by the law (2.4.1). A parallel of
linear resistor-capacitor is connected to node 2 and to the ground node. The netlist
for this circuit is sketched in Fig. 2.3 (right), with comments in blue, diode’s model
definition in red (to set the value for some parameters), circuit’s definition in magenta
with elements (D, R, C, vS) connected to the specified nodes (1, 2 and ground node
0), and commands in black to choose the analysis of interest (in this case, the transient
simulation for t ∈ [0, 20]s and a plot of the voltage-solution at node 2). The DAEs are
then “assembled” by an element-by-element sequential parsing of the netlist. First,
the simulator “recognizes” there is a diode between nodes 1 and 2 (Fig. 2.3 (right), line
4), a resistor and a capacitor between node 2 and ground (line 5 and 6, respectively),
and an independent voltage source between node 1 and ground (line 7). There is a
total of two nodes (ground is not considered), which are components of the DAEs’
vector-solution. By assuming the convention that a current outgoing from a node has
positive sign, the KCLs at the nodes read as{

1 : iS(t) + id(t) = 0,
2 : −id(t) + iR(t) + iC(t) = 0,

(2.4.2)

where iS(t), id(t), iR(t) and iC(t) are the currents through the voltage source, diode,
resistor and capacitor, respectively. Note that the last three currents can be expressed
in terms of branch voltages via the corresponding i− v characteristic. However, iS(t)
can not. Indeed, by using the i−v equations we can rewrite (2.4.2) in terms of branch
voltages, as  1 : iS(t) + Is(e

vd(t)
ηVT − 1) = 0,

2 : −Is(e
vd(t)
ηVT − 1) + vR(t)

R + C dvC(t)
dt = 0.

(2.4.3)

with vd(t) and vC(t) the voltage across the diode and capacitor, respectively. By
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KVLs, we rewrite (2.4.3) in terms of node voltages, i.e., 1 : iS(t) + Is(e
(v1(t)−v2(t))

ηVT − 1) = 0,

2 : −Is(e
(v1(t)−v2(t))

ηVT − 1) + v2(t)
R + C dv2(t)

dt = 0,
(2.4.4)

where the ground node is at zero voltage value and appears in the i − v equation
for the resistor and capacitor. Thus, in (2.4.4) there are two equations and three
unknowns (v1(t), v2(t) and iS(t)). Through the MNA formulation, another equation
is appended to (2.4.4), namely, the algebraic constraint v1(t) = vS(t) since node 1 is
attached to the source. Finally, we have that

1 : iS(t) + Is(e
(v1(t)−v2(t))

ηVT − 1) = 0,

2 : −Is(e
(v1(t)−v2(t))

ηVT − 1) + v2(t)
R + C dv2(t)

dt = 0,

iS : v1(t)− vS(t) = 0.

(2.4.5)

We can rewrite (2.4.5) in matrix form, by separating the dynamic, resistive, nonlinear
and source terms, resulting in

D︷ ︸︸ ︷0 0 0
0 C 0
0 0 0


x′(t)︷ ︸︸ ︷v′1(t)
v′2(t)
i′S(t)

+

G︷ ︸︸ ︷0 0 1
0 1

R 0
1 0 0


x(t)︷ ︸︸ ︷v1(t)
v2(t)
iS(t)

+

l(x(t))︷ ︸︸ ︷ Is(e
(v1(t)−v2(t))

ηVT − 1)
−Is(e

(v1(t)−v2(t))
ηVT − 1)
0

+

bvS(t)︷ ︸︸ ︷ 0
0

−vS(t)

 =

0
0
0


or, more compactly as

F(x′(t), x(t), t) = Dx′(t) +Gx(t) + l(x(t)) + bvS(t) = 0, (2.4.6)

where F : Rn × Rn × R → Rn and x ∈ Rn is the vector-solution. x′ ∈ Rn is
the derivative of x w.r.t t, D ∈ Rn×n the matrix of the (linear) dynamic elements,
G ∈ Rn×n the matrix of the (linear) conductance elements, l : Rn → Rn is the vector-
valued function of the nonlinear elements, n = 3 is the dimension of the problem,
b = [0, 0,−1]T, with T the transpose operator, is the vector associating the source
vS ∈ R to the specific node, 0 is the zero vector of appropriate dimension and t ∈ R
is the time variable. One can note that the matrix D is singular: (2.4.6) represents a
system of index-1, nonlinear DAEs in implicit form.
Remark 2.4.1. Equation (2.4.6) is in the capacitor/inductor-based MNA form. An
alternative formulation is the charge/flux-based MNA form. This form is more com-
putationally robust when nonlinear capacitors (and/or inductors) are present, whose
response is strongly dependent on the capacitor charge (e.g., in DRAMs and switched
capacitor circuits [74]). Numerically, due to discretization errors, the issue is a charge
non-conservation problem. With charge/flux-based MNA form, the implicit, nonlin-
ear DAEs generally read as

F(x′(t), x(t), t) = dq(x(t))
dt

+ g(x(t)) + b(t) = 0, (2.4.7)
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where q, g : Rn → Rn are the continuous and differentiable vector-valued functions
of nonlinear charges/fluxes and currents, respectively, and b ∈ Rn the vector-valued
input function. We will consider (2.4.7) as the general formulation for the DAEs in
the following chapters.

In the next section, we describe the numerical methods used to perform transient
simulation of DAEs. This is treated as an IVP of the DAEs for t ∈ [t0, tend], with
consistent initial solution x(t0) = x0.

2.4.2 Solving index-1 DAEs
To understand which numerical methods can be applied to solve the IVP of index-
1 DAEs arising in circuit simulation, we need to introduce the analogy between a
singular perturbation problem of ODEs, containing a small parameter ε which makes
the set of ODEs a system of stiff equations, and index-1 DAEs. It turns out that
since a set of index-1 DAEs can be seen as the limit case for ε = 0 of the singular
perturbation problem of ODEs, suitable numerical methods to solve the IVP for
DAEs are those used for stiff ODEs (a.k.a. numerical integration methods) which are
required to be stiffly-stable [40]. Hence, in this section we briefly recall the concepts of
stiffness for ODEs and index of DAEs, the assumption that in our case we are facing
with index-1 DAEs [102] and the analogy between stiff ODEs and index-1 DAEs.
Next, we introduce some numerical methods (with properties) for ODEs which are
suitable for DAEs as well, namely, the Backward Differentiation Formulas (BDFs)
of order one and two and the trapezoidal rule (TR), which have been successfully
employed in circuit simulation since forty years [73].
We start with a statement describing the concept of stiffness for ODEs [57].

Stiffness is a phenomenon which can be qualitatively defined through a linear
stability analysis of the system of linear, constant-coefficient inhomogeneous equations

y′(t) = Ay(t) + ψ(t), (2.4.8)

where y, ψ : R → Rn and A is a constant n× n matrix with eigenvalues λi ∈ C, i =
1, 2, . . . , n (assumed distinct) and corresponding eigenvectors vi ∈ Cn (the eigenvalues
and eigenvectors of a square matrix A ∈ Rn×n satisfy the equation Avi = λivi, with
vi 6= 0, i = 1, 2, . . . , n [10]). The general solution of (2.4.8) takes the form

y(t) =
n∑
i=1

cie
λitvi + κ(t),

where the ci are arbitrary constants and κ(t) is a particular integral [57]. Now, suppose
that <(λi) < 0 for i = 1, 2, . . . , n, which implies that each of the terms eλitvi → 0 as
t→∞, so that the solution y(t) approaches κ(t) asymptotically as t→∞.
Remark 2.4.2. The term eλjtvj will decay monotonically if λj is real and negative
and sinusoidally if λj is complex with a negative real part.

When t is the time it is appropriate to call
∑n
i=1 cie

λitvi the transient solution
and κ(t) the steady-state solution to (2.4.8). Besides, if |<(λj)| is large then the cor-
responding term cje

λjtvj will decay quickly as t increases (fast transient); conversely,
if |<(λj)| is small the corresponding term will decay slowly (slow transient).
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Let λ, λ ∈ {λi, i = 1, 2, . . . , n} be such that |<(λ)| ≥ |<(λi)| ≥ |<(λ)|, i = 1, 2, . . . , n
(identifying the fastest and slowest mode, respectively). If we solve numerically an
IVP involving (2.4.8) with a numerical integration method and we want to reach the
steady-state region, then we must keep integrating until the slowest transient is neg-
ligible. Hence, the smaller the <(λ), the longer the integration. On the other side,
<(λ) determines the time-step length h of the integration method. If the stiffness
ratio

<(λ)
<(λ) (2.4.9)

is large we are forced to integrate for a very long time and with excessively small
time-step length h, where h must be such that hλi is inside the region of absolute
stability of the numerical method used [57] (we will introduce this concept later in
this section).
Finally, we can provide the following statement from Lambert [57]: A linear, constant-
coefficient system (2.4.8) is stiff if all of its eigenvalues have negative real part and
the stiffness ratio (2.4.9) is large.
The previous statement leads to a concrete definition of stiff equations by including
the concept of (region of) stability and accuracy of a numerical method used to solve
the IVP for ODEs. We will introduce these ingredients later in this section.

An important characteristic of a set of DAEs is its index. Various concepts of index
exist [3], about which we will not go into details in this dissertation. We mention that
the index of a system of DAEs is a measure of the difficulties arising in the theoretical
and numerical treatment of the given system, or, roughly speaking, it is a measure of
how much the DAEs deviates from ODEs [3]. Generally, numerical difficulties increase
with the index value [102]. In [102] the author provides a theorem which states
that if in the circuit there are neither voltage source-capacitor nor current source-
inductor loops, then the MNA formulation leads to an index-1 (this is usually the
case for properly designed circuits, but the index may increase to two when refining
the elements’ model or certain configurations of the network arise [39]). Besides,
the author provides with another theorem, which says that the indices of the DAEs
resulting from the capacitor/inductor-based and the charge/flux-based MNA forms
coincide when the index is smaller than or equal to two. Thus, in the following we
assume that we are facing with index-1 DAEs from either one or the other form.
Next, we discuss the analogy between a singular perturbation problem represented by
a set of stiff ODEs and the index-1 DAEs. This motivates the use of a certain kind
of numerical methods to solve the DAEs.

Let an arbitrary singular perturbation problem be given in the form{
y′ = f(y, z),
εz′ = g(y, z),

(2.4.10)

where y and z are vectors of some dimension. Suppose that f and g are sufficiently
often differentiable vector functions of the same dimension of y and z, respectively,
and 0 ≤ ε� 1. The system of ODEs (2.4.10) is called singular perturbation problem,
and since ε is small the corresponding differential equation is stiff [40].

In the limit case when ε = 0 then (2.4.10) becomes a set of semi-explicit DAEs,
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i.e., {
y′ = f(y, z),
0 = g(y, z),

(2.4.11)

whose initial values are consistent if 0 = g(y0, z0) [40].
Remark 2.4.3. In circuit simulation, an initial value solution of the DAEs at time
t0 is usually performed by the DC analysis. This is done by solving a nonlinear
algebraic problem through Newton’s method and some advanced techniques targeter
to circuit simulation (see also Sec. 2.4.3). Again, the assumption is made that neither
voltage source-capacitor nor current source-inductor loops are present in the circuit’s
configuration [39].
Also, a general assumption is that the Jacobian gz(y, z) is invertible in a neighbour-
hood of the solution of (2.4.11) [40]. Under this assumption (2.4.11) is said to be of
index-1. To solve the IVP involving (2.4.11), stiffly accurate methods are used [40].

A more general situation, where the DAEs’ algebraic part is not explicitly separ-
ated from the differential one, arises in circuit simulation with the DAEs being in the
implicit form

Mx′ = ψ(x), (2.4.12)
where M is a constant, singular matrix. In [40] it is shown that (2.4.12) can be
numerically treated as the semi-explicit one (2.4.11) even when M is singular. Hence,
methods for stiff ODEs can be used to solve the implicit form (2.4.12) as well.
Remark 2.4.4. The set of DAEs (2.4.12) can be rewritten as

F(x′(t), x(t), t) = Mx′(t)− ψ(x(t), t) = 0, (2.4.13)

where we explicitly indicate the dependency of x and ψ on t. Notice that (2.4.13) is
the general form of (2.4.6) corresponding to the illustrative example provided in the
previous section.

At this point, we can introduce the stiffly-stable numerical methods for ODEs
called BDFs of order one and two and TR, commonly used in circuit simulation,
together with their properties of convergence, stability and accuracy.

A set of n-dimensional, first-order ODEs provided with a known initial solution
x(t0) = x0 at t = t0 is called an IVP and formulated as{

x′(t) = f(x(t), t),
x(t0) = x0,

(2.4.14)

where t ∈ R is the time variable, x : R → Rn is the vector-solution and f : Rn×R →
Rn satisfies the Lipschitz condition in x. We are typically interested in the solution
for t ∈ [t0, tend]. Furthermore, assume that a unique solution exists and that the
IVP is well-posed [57, 74]. Starting from a given initial solution, numerical methods
solving the IVP discretize the continuous interval of time [t0, tend] resulting in the
sequence of discrete points {ti}, with t0 < t1 < . . . < tend where hi = ti − ti−1 > 0,
i = 1, 2, . . . is called the time-step length, and compute an approximate solution xi
to the exact one x(ti) at each ti in a step-by-step fashion, by progressively going
forward in time. We are thus interested in a sequence {xi} that approximates the
exact solution {x(ti)} at {ti} [74].
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Among others, two classes of methods to solve (2.4.14) described by stiff ODEs are
the implicit linear multistep and Runge-Kutta methods [74]. In this dissertation we
focus on the first class, especially BDF schemes of order one and two and TR. This is
mostly because multistep methods are more efficient than the implicit Runge-Kutta
methods in the sense of saving function evaluations as much as possible, which are
expensive in circuit simulation [39]. Next, we review their formulation.

Assume the time-step length h to be fixed. The general form representing a linear
multistep method for the IVP (2.4.14) is

k−1∑
j=−1

αjxm−j = h

k−1∑
j=−1

βjfm−j , (2.4.15)

where k ≥ 1 is the step-number (with k > 1 for the multiple-step case), α−1 = 1,
fj = f(xj , tj) and |αk−1| + |βk−1| 6= 0 [74]. When β−1 6= 0 the method is implicit.
It is linear since a linear combination of previous points and derivatives are used to
compute the current solution.

For instance, the implicit BDF of order one (a.k.a. Backward Euler discretiza-
tion (BE)) is formulated as follows. For simplicity, consider the solution x(t) to a
1-dimensional IVP. Taylor-expanding it around tm+1 (the current time point) and
second-order truncating results in

x(t) ≈ x(tm+1) + (t− tm+1)x′(tm+1) + (t− tm+1)2

2 x′′(ξ),

with x′′(t) the second-order derivative of x w.r.t. t, and for some t ≤ ξ ≤ tm+1. Then,
at t = tm = tm+1 − h we have

x(tm) ≈ x(tm+1)− hx′(tm+1) + h2

2 x
′′(ξ).

In the n-dimensional case, we have

x(tn) = x(tm+1)− hx′(tm+1) +O(h2), as h→ 0.

Here, we use the fact that if h ∈ R and g(h) is either a scalar or a vector-valued
function, and there is a constant k > 0 such that ‖g(h)‖ ≤ khp for sufficiently small
|h|, then we write g(h) = O(hp) as h → 0 [74]. By neglecting the high-order term
O(h2) as h→ 0, the BE reads as

xm+1 = xm + hfm+1. (2.4.16)

It is a one-step method (k = 1), with α−1 = 1, α0 = −1, β−1 = 1 and all other
coefficients in (2.4.15) equal zero. It is also implicit, since it requires the evaluation
of fm+1 = f(xm+1) at the current unknown xm+1.

The implicit BDF of order two (a.k.a. Gear’s method of order two) is instead a
two-step method (k = 2). In this case, we have

xm+1 = 4
3xm −

1
3xm−1 + 2

3hfm+1.

23



Time-domain simulation

Notice that it requires the knowledge of two past solutions, thus it cannot be used at
the start-up of the IVP (indeed, the BE is always used at t = t1).

Another method commonly used in circuit simulation is the TR. It is an implicit,
one-step method (k = 1). In the 1-dimensional case, by using a Taylor expansion at
tm we write

x(t) ≈ x(tm) + (t− tm)x′(tm) + (t− tm)2

2 x′′(tm) + (t− tm)3

6 x′′′(ξ), (2.4.17)

with x′′′(t) the third-order derivative of x w.r.t. t. If we differentiate (2.4.17) and
third-order trucate we get

x′(t) ≈ x′(tm) + (t− tm)x′′(tm) + (t− tm)2

2 x′′′(ξ). (2.4.18)

By writing both (2.4.17) and (2.4.18) at t = tm+1 = tm+h, after some manipulations
[74] we obtain

x(tm+1) ≈ x(tm) + h

2 [x′(tm+1) + x′(tm)]− h3

12x
′′′(ξ),

which in the n-dimensional case results in

x(tm+1) = x(tm) + h

2 [x′(tm+1) + x′(tm)] +O(h3), as h→ 0.

Thus, the TR reads as

xm+1 = xm + h

2 [fm+1 + fm]. (2.4.19)

It is an implicit method with α−1 = 1, α0 = −1, β−1 = β0 = 1/2 and all other
coefficients in (2.4.15) equal zero.

Apart from efficiency, we analyze the conditions that a “good” numerical method
to solve the IVP must possess. We start by considering the general form (2.4.15) of a
linear multistep method to solve the continuous-time IVP (2.4.14). In the limit case
of h→ 0, the discrete set of points {tm} approaches the continuous interval [t0, tend],
and it is required that the numerical solution {xm} approaches the exact one x(t).
Thus, we provide definitions and conditions under which the approximate solutions
computed with such a method converge to the exact ones. These definitions are
asymptotic notions, i.e., they describe what happens when h→ 0. This is a starting
point, since indeed we would not be interested in a method which, in the limit case,
does not compute solutions approaching the exact ones. Thus, we introduce the
concepts of convergence, consistency and zero-stability (as h→ 0) for linear multistep
methods, which are interwoven.
Successively, since practically the discretization involves an (small) h > 0 and because
we are dealing with stiff equations, we provide the notions of Absolute stability (or
A-stability) and stiff stability of a method to solve stiff ODEs and suitable for index-1
DAEs as well. Finally, we discuss about accuracy of the method in terms of behavior
of the error introduced by the discretization process of the differential equation.
We start with the notion of convergence.
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Definition 2.4.5 (Convergence of a numerical integration method [74]). A numerical
integration method is said to be convergent if, for all well-posed (stable) IVPs, we
have that

lim
h→0

( max
tm∈[t0,tend]

‖x(tm)− x(t)‖) = 0.

This is an asymptotic notion, i.e., it describes what happens as h→ 0.
In order to be convergent according to Def. 2.4.5, a method must be consistent

(with the differential system) and zero-stable (w.r.t. perturbations on the system).
According to Lambert [57], one would expect the discretized equation to be a suffi-
ciently accurate representation of the differential system. Under the assumption that
xm−k+1, . . . , xm are exact (i.e., they equal x(tm−k+1), . . . , x(tm), respectively) (2.4.15)
would yield an xm+1 = x(tm+1) if the discretized equation is an “infinitely accurate”
representation of the differential one. This motivates the study of the residual

Rm+1 =
k−1∑
j=−1

αjx(tm−j)− h
k−1∑
j=−1

βjf(x(tm−j), tm−j), (2.4.20)

as a measure of the accuracy of the method employed. Having a zero residual Rm+1 =
0 would mean that the method is exact under the assumption made, except for van-
ishing higher-order terms. In order for the method to be consistent, intuitively the
residual must approach zero as the time-step length approaches zero. However, this is
not enough, since if h→ 0 in (2.4.20) then we would have Rm+1 →

∑k−1
j=−1 αjx(tm−j),

resulting in a condition that would not put constraints on the right-hand side of
(2.4.15). This is equivalent to say that the method would not even know which dif-
ferential equation it is dealing with [57]. Thus, we have the following:

Definition 2.4.6 (Consistency of a numerical integration method [74]). A numerical
method is said to be consistent if, for all well-posed (stable) IVPs, we have that

lim
h→0

( max
tm∈[t0,tend]

‖ 1
h
Rm+1‖) = 0.

Again, consistency as defined in Def. 2.4.6 is an asymptotic property.
Consistency is not enough for a numerical method to be convergent. We need

the method to be stable as well. Any method applied to the IVP will produce errors
due to discretization and round-off, and these are equivalent to perturbations acting
on the IVP. Thus, we require the method to be insensitive enough to perturbations,
or, stated another way, stable w.r.t. the perturbations. Analogously to the notion
of well-posedness (hence stability) of the differential equation (2.4.14), we can define
the concept of stability for the discretized equation. In particular, we introduce the
definition of zero-stability of a numerical method in an asymptotic sense (as h→ 0).
We are interested in the discretized system and start-up scheme:

k−1∑
j=−1

αjxm−j = h

k−1∑
j=−1

βjf(xm−j , tm−j),

xi = ηi(h), i = 0, 1, . . . , k − 1,
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where the ηi(h) are the starting values. We now consider the effect of perturbations
of f(·) and the starting values ηi(h), and define the perturbed numerical method as
[74]

k−1∑
j=−1

αj x̂m−j = h

k−1∑
j=−1

βj [f(x̂m−j , tm−j) + δm+1],

x̂i = ηi(h) + δi, i = 0, 1, . . . , k − 1,

where {δm} is a perturbation of the system, with δi ∈ Rn ∀i and with the perturbed
solution {x̂m}. Then:

Definition 2.4.7 (Zero-stability of a numerical integration method [74]). Let {δm}
and {δ∗m} be any two perturbations of the discretized system, and let {x̂m} and {x̂∗m}
be the resulting perturbed solutions. If there exist positive constants S and h0 such
that, for all 0 < h ≤ h0, we have

‖x̂m − x̂∗m‖ ≤ Sε,∀m whenever ‖δm − δ∗m‖ ≤ ε,∀m,

then we say that the discretized system is zero-stable.

This is an asymptotic result too, but it is equivalent to say that the discretized sys-
tem is required to be insensitive to perturbations. If it is not, the solution is not
computable using finite precision computers [74].

Converge, consistency and zero-stability of a numerical integration method are
grouped together in the following:

Theorem 2.4.8 (Convergence of a numerical integration method [57]). The neces-
sary an sufficient conditions for a linear multistep method in the form (2.4.15) to be
convergent are that it is both consistent and zero-stable.

The proof of Thm.2.4.8 is provided in [19]. It can be check [74] that since BDF of
order one and two and TR are consistent and zero-stable, they are convergent too.

The previous definitions are asymptotic notions (when h → 0). Practically, h >
0 during computation and we now want to guarantee that errors (from the initial
solution, discretization, round-off) do not accumulate over time and stay bounded
and that the discretized system is not too sensitive w.r.t. these errors. This issue is
related to the method and not to the continuous-time model. To analyze it we use the
classical linear stability theory [57, 74], which gives rise to the definition of A-stability
for a linear multistep method and proceeds as follows.

Consider the general, inhomogeneous linear system of differential equations with
constant coefficients formulated in (2.4.8), representing the behavior of the IVP
(2.4.14) in some neighbourhood of the solution. Since stability essentially depends
only on A, we ignore ψ(t) and study the homogeneous equation

x′(t) = Ax(t), (2.4.21)

where we assume that the vector-solution x(t) is such that x(t)→ 0 as t→∞, for a
given initial condition x0 (“stable” system). This is called the test equation and is the
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system for which the current stability analysis of a numerical method is carried on
[74]. Stated another way, we ask whether the approximate solution computed by the
method behaves as the exact one, or, equivalently, whether the method is “stable”
when applied to a stable differential system. We want to find the conditions that the
method must possess to ensure limm→∞‖xm‖ = 0.

Because of the assumption of stability made on (2.4.21), we see at the beginning
of Sec. 2.4.2 that the solution of (2.4.21) asymptotically decays to zero if <(λi) < 0,
with λi ∈ C ∀i the eigenvalues of the system. If we apply a k-step linear multistep
method (2.4.15) to the test equation (2.4.21), the resulting discretized equation is

k−1∑
j=−1

(αjI − hβjA)xm−j = 0, (2.4.22)

where I is the n×n identity matrix. Because λi are assumed to be distinct, there exists
a nonsingular matrix Q such that Λ = Q−1AQ is a diagonal matrix whose elements
are λ1, λ2, . . . , λn. By defining ym = Q−1xm, we can clearly study limm→∞‖ym‖ = 0
and can rewrite (2.4.22) as

k−1∑
j=−1

(αjI − hβjΛ)ym−j = 0. (2.4.23)

Since both I and Λ are diagonal matrices, we can decouple (2.4.23) into n dis-
tinct equations, so that analyzing limm→∞‖xm‖ = 0 is equivalent to do so for
limm→∞ |ym,i| = 0, with ym = [ym,1, ym,2, . . . , ym,n]T. Thus, when applied to a
general, stable system (2.4.21) a linear multistep method leads to the equation

k−1∑
j=−1

(αj − βjhλi)xm−j,i = 0, (2.4.24)

whose solution {xm}, with general xm ∈ Cn, is required to satisfy limm→∞ |xm,i| = 0
∀i = 1, 2, . . . , n [74].
It can be shown [57] that the general solution to (2.4.24) is of the form

xm,i =
n∑
s=1

ci,sr
m
s , i = 1, 2, . . . , n,

where the ci,s are arbitrary complex constants and rs ∈ C, s = 1, 2, . . . , n, are the
(distinct) roots of the characteristic polynomial

k−1∑
j=−1

(αj − βjhλi)rk−j−1. (2.4.25)

Thus, for the general solution to (2.4.24) to die down to zero for m → ∞ we must
require that the roots of the characteristic polynomial (2.4.25) satisfy |ri| < 1 i =
1, 2, . . . , n.
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By rewriting the characteristic polynomial (2.4.25) as

π(r, ĥ) =
k−1∑
j=−1

(αj − βj ĥ)rk−j−1 = ρ(r)− ĥσ(r), with ĥ = hλ, (2.4.26)

where π(r, ĥ) is called the stability polynomial, and with

ρ(r) =
k−1∑
j=−1

αjr
k−j−1 = α−1r

k + α0r
k−1 + · · ·+ αk−2r + αk−1,

σ(r) =
k−1∑
j=−1

βjr
k−j−1 = β−1r

k + β0r
k−1 + · · ·+ βk−2r + βk−1,

(2.4.27)

the ρ(r) first and σ(r) second characteristic polynomial of the discretized equation,
respectively, one can study the stability of a linear multistep method. In particular,
|xm| → 0 if all the roots of π(r, ĥ) are strictly inside the unit circle in the ĥ complex
plane. Thus the following:

Definition 2.4.9 (A-stability of a linear multistep method [57]). The linear multistep
method (2.4.15) is said to be absolutely stable (or A-stable) for a given ĥ if, for that
ĥ, all the roots of the stability polynomial (2.4.26) are strictly inside the unit circle
in the complex plane. Otherwise, it is said to be absolutely unstable for that ĥ.

Besides,

Definition 2.4.10 (Region of A-stability of a linear multistep method [57]). The
linear multistep method is said to have region of A-stability RA, where RA is a
region in the ĥ complex plane, if it is absolutely stable for all ĥ ∈ RA.

Thus, for a given system (2.4.21) with known eigenvalues, we may be able to set
the time-step length h of the numerical method such that ĥ ∈ RA. But this means
that we may need to apply an h such that it results in ĥ ∈ RA, i.e., for stability
reason. This is not a good news. Instead, we would set h for accuracy reasons only
(more about this soon). To analyze A-stability of a linear multistep method one needs
to compute RA. This can be done through the boundary locus method [57, 74] which
links the root of the stability polynomial (2.4.26) to RA.
For instance, the discretized equation resulting from the (explicit) Forward Euler
method (FE) is

xm+1 − xm = hfm,

derived from (2.4.15) when setting k = 1, α−1 = 1, α0 = −1 and β0 = 1. Thus,
the corresponding first and second characteristic polynomial in (2.4.27) are ρ(z) =
z − 1 and σ(z) = 1, respectively. Consequently, the stability polynomial (2.4.26) is
π(r, ĥ) = ρ(r) − ĥσ(r) = r − ĥ − 1 with single root r1 = ĥ + 1. Using the boundary
locus method, we find the boundary of RA to be given by

ĥ = ρ(eiθ)
σ(eiθ) = eiθ − 1,
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with i =
√
−1, which traces the circle of radius 1 centered at −1 by sweeping θ from

0 to 2π, with RA inside this circle (from |r1| < 1 and ρ(1) = 0 for consistency) [74].
Since <(λ) < 0 by assumption (stable system) and for h > 0, then ĥ = hλ < 0 can
always be made such that it is inside the region of stability of the FE, by requiring h
to be small enough (indeed, this method is zero-stable, i.e., for h→ 0). However, RA
is quite limited: when one of the λ is large as for stiff systems (large stiffness ratio
(2.4.9)), h has to be very small to maintain stability and control error accumulation
when using the FE [74], even if in a certain interval of time a larger h may be taken,
yet maintaining a good level of accuracy. In fact, by using the FE on the test equation
x′ = λx, we have that xm+1 = xm(1 + hλ), where (1 + hλ) is the error amplification
factor at each iteration which must satisfy |1 + hλ| < 1 for stability. This makes the
FE not efficient for stiff equations (as are DAEs in circuit simulation), since h may
need to be unnecessarily small.
On the contrary, the BE reads as

xm+1 − xm = hfm+1,

with k = 1, α−1 = 1, α0 = −1 and β−1 = 1, so that ρ(z) = z − 1 and σ(z) = z and
stability polynomial π(r, ĥ) = ρ(r) − ĥσ(r) = r − ĥr − 1. The single root of π(r, ĥ)
is r1 = 1/(1 − ĥ). Through the boundary locus method, the ĥ = 1− e−iθ traces the
circle of radius 1 centered at 1, with RA outside this circle (from |r1| < 1 and ρ(1) = 0
for consistency) [74]. One can check that for the TR RA corresponds to the whole
negative half of the ĥ complex plane. Fig. 2.4 plots the region of A-stability RA for
the FE (top-left), BE (top-right) and TR (bottom) in blue, in the ĥ = hλ complex
plane. We can notice that the BE is A-stable for any value of h (we don’t need to
worry about stability, but control h for accuracy only). In fact, the error is amplified
by 1/(1 − hλ) at each step, and so the method is stable for any hλ < 0 (negative
half-plane). However, it is “too stable”: for problems that have slightly positive <(λi)
for a certain period of time and designed to operate with this property (e.g., electrical
oscillators), the numerical solution is damped too much that it may not resemble the
physical behavior of the system. A remedy for this is to use, e.g., the TR which is
also A-stable for any h (RA is the entire negative half-plane). On the other side, the
latter may suffer from ringing: when <(λ) is too large (fast transient) then slowly
damped (artificial) oscillations may appear in the computed solution [74]. When this
happens, BDF of order one or two is used at the time points of fast variations. In
circuit simulation, square- or impulse-like signals with fast transitions are generated
by, e.g., transistors. Assuming that TR is being used to compute the solutions, at the
time points where these transitions happen the simulator usually switches to BDF
schemes to damp the artificial oscillations in the solutions [39].
Hence, we have another definition of A-stability:

Definition 2.4.11 (A-stability of a linear multistep method [57]). A linear multistep
method is said to be A-stable if RA ⊇ {ĥ|<(ĥ) < 0}.

According to Def. 2.4.11 and Fig. 2.4, the BE and TR are A-stable. Beside, we have
the following:

Theorem 2.4.12 (The second Dahlquist barrier [20]).
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1. An explicit linear multistep method cannot be A-stable.

2. The order of an A-stable linear multistep method cannot exceed two.

3. The second-order A-stable linear multistep method with the smallest error con-
stant is TR.

The proof of Thm. 2.4.12 is provided in [20].
Lastly, in [37] an alternative to A-stability is proposed to deal with values of ĥ

too close to the imaginary axis (as for, e.g., oscillating systems). The concept of
A-stability is relaxed, and extended to linear multistep methods for which <(λi) does
not correspond to the entire negative half-plane. Thus the following:

Definition 2.4.13 (Stiff-stability of a linear multistep method [57]). A linear mul-
tistep method is said to be stiffly-stable if its region of absolute stabilityRA ⊇ R1∪R2,
where R1 = {ĥ|<(ĥ) < −a} and R2 = {ĥ| − a ≤ <(ĥ) < 0,−b ≤ =(ĥ) ≤ b}, with a
and b positive real numbers.

Figure 2.4: Region of Absolute Stability RA for the FE (top-left), BE (top-right) and TR
(bottom) in blue, in the ĥ = hλ complex plane.
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According to Def. 2.4.13, BDF of order between three and six are stiffly stable. Of
course, BE and TR are too.

To recap, we are justified in using stiffly-stable methods for stiff ODEs, such as
BDF of order one and two and the TR, to solve index-1 DAEs arising in circuit
simulation, which can be seen as a particular (limit) case of stiff ODEs. A stiffly-
stable method guarantees stability w.r.t. to unavoidable errors accumulating during
the computation. Thus, the time-step length h can be varied for accuracy purpose
and speed advantages, without worrying about stability.

To conclude this section we briefly comment on the accuracy of linear multistep
methods. Indeed, so far we have been using sometimes the word “order” for BDFs and
in Thm. 2.4.12. Next, we give its definition and associate it to the error resulting from
approximating the solution of the differential equation with a discretized equation,
i.e., the so-called local truncation error, which is a measure of the accuracy of the
method.

The residual (2.4.20), resulting by using a discretization scheme as a proxy of the
differential equation, can be obtained by Taylor-expanding the solution at a value of
t, and express it as a power series in h. The power of h in the first non-vanishing
term is then an indication of the accuracy of the method used (the higher the power,
the more accurate the method) [57]. For instance, for the BE and TR, it is

Rm+1 = x(tm+1)− x(tm)− hx′(tm+1) = −h
2

2 x
′′(tm) +O(h3), as h→ 0,

Rm+1 = x(tm+1)− x(tm)− h

2 [x′(tm+1) + x′(tm)] = −h
3

12x
′′′(tm) +O(h4), as h→ 0,

respectively, from which we can see that TR is more accurate that BE. In the general
case, (2.4.20) can be rewritten as

Rm+1 =
k−1∑
j=−1

αjx(tm−j)− h
k−1∑
j=−1

βjf(x(tm−j), tm−j)

=
k−1∑
j=−1

αjx(tm − jh)− h
k−1∑
j=−1

βjf(x(tm − jh), tm − jh) (2.4.28)

=
k−1∑
j=−1

αjx(tm − jh)− h
k−1∑
j=−1

βjx
′(tm − jh),

However, in the definition (2.4.28) of Rm+1 we would need to guarantee the exist-
ence of high-order derivatives of x, whereas we only assume that x is continuously
differentiable inside the time interval of interest. As a remedy to this, since we are
interested in the difference operation in (2.4.28) rather than the particular function
operated on, we can define a suitable, arbitrarily differentiable function s(t) and use
it instead of x(t) [57]. Thus, we provide the following:

Definition 2.4.14 (Linear difference operator [57]). The linear difference operator
associated with the linear multistep method (2.4.15) is defined by

D[s(t), h] =
k−1∑
j=−1

αjs(tm − jh)− h
k−1∑
j=−1

βjs
′(tm − jh), (2.4.29)
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where s(t) is an arbitrary, continuously differentiable function.

Notice that if D is applied to the true solution x and evaluated at tm, then Rm+1 =
D[x(t), h]t=tm .
When we choose s(·) to be differentiable as often as we need, by Taylor-expanding it
around t we have

s(τ) = s(t) +
∞∑
q=1

1
q!s

(q)(t)(τ − t)q,

where s(q)(t) is the qth derivative of s(·) evaluated at t. By taking the derivative of
s(τ) w.r.t. τ we get

s′(τ) =
∞∑
q=1

1
(q − 1)!s

(q)(t)(τ − t)q−1,

which, evaluated at τ = t− jh and plugged into D[s(t), h], results in

D[s(t), h] = C0s(t) + C1hs
(1)(t) + · · ·+ Cqh

qs(q)(t) + · · · . (2.4.30)

In (2.4.30) the Cq are constants defined as

C0 =
k−1∑
j=−1

αj ,

C1 = −
k−1∑
j=−1

jαj −
k−1∑
j=−1

βj ,

...

Cq = (−1)q

q!

k−1∑
j=−1

jqαj −
(−1)q−1

(q − 1)!

k−1∑
j=−1

jq−1βj .

(2.4.31)

Thus:

Definition 2.4.15 (Order of a linear multistep method [57]). The linear multistep
method (2.4.15) (and the associated linear difference operator D) is said to be of order
p if C0 = · · · = Cp = 0 and the error constant Cp+1 6= 0 in (2.4.30).

It can be shown [57] that the order of the method is independent of the point t around
which the Taylor expansion is taken. Thus, the order and error constant are intrinsic
properties of the linear multistep method used.

Typically, a higher-order method would result in better accuracy. However, ac-
cording to the first Dahlquist barrier, there is a bound on the maximum order that
one can achieve with a multistep method while satisfying zero-stability, where the
bound depends on the number of steps used [57]. Besides, if the true solution x(t) is
differentiable up to (p + 1)th order, then from Rm+1 = D[x(t), h]tm (applying D on
the true solution) and (2.4.30), the residual for a linear multistep method is given by

Rm+1 = Cp+1h
p+1x(p+1)(tm) +O(hp+2), as h→ 0. (2.4.32)
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Remark 2.4.16. In circuit simulation, the choice of an integration method usually in-
volves a tradeoff between accuracy and stability: the higher the accuracy by increasing
the order p, the poorer the stability properties. Indeed, the stability of linear mul-
tistep methods deteriorates as p increases. With Thm. 2.4.12 Dahlquist demonstrates
that the order of a method cannot exceed two if the method is to be stable for any
value of the time-step length (for stiff equations). In circuit simulation, BDF of order
one and two and TR are usually adopted, as a trade-off between accuracy, stability
and performance [73]. Besides, even if with a stiffly-stable method (see Def. 2.4.13)
one could go up to BDF of order six, lack of smoothness of the properties of transistor
model’s equations makes the usage of BDFs with order greater than three rare [39].

The residual (2.4.32) is indeed a measure of the accuracy of a linear multistep
method, where intuitively the smaller the h, the better the accuracy. To make this
concept more precise we provide the following:
Definition 2.4.17 (Local truncation error [57]). The local truncation error of the
method (2.4.15) is defined by

τm+1 = D[x(tm), h], (2.4.33)

where D[x(tm), h] is defined in (2.4.29) (evaluated at t = tm) and x(t) is the exact
solution of the IVP (2.4.14).
The factor τm+1 is the error incurred when stepping from tm to tm+1 with distance
h. We can further explore the local nature of τm+1 in (2.4.33). Under the localizing
assumption that xm−j = x(tm−j) for j = 0, 1, . . . , k − 1 (i.e., values of the past
solutions are exact), it follows that

x̂m+1 +
k−1∑
j=0

αjx(tm−j) = hβ−1f(x̂m+1, tm+1) + h

k−1∑
j=0

βjx
′(tm−j),

where x̂(tm+1) is the value returned by the method. Moreover, from the definition of
D[x(tm), h] in (2.4.29) and its relation with τm+1 (2.4.33), we get

x(tm+1) +
k−1∑
j=0

αjx(tm−j) = hβ−1f(x(tm+1), tm+1) + h

k−1∑
j=0

βjx
′(tm−j) +D[x(tm), h]

= hβ−1f(x(tm+1), tm+1) + h

k−1∑
j=0

βjx
′(tm−j) + τm+1.

By subtracting the first from the second equation we arrive at

x(tm+1)− x̂m+1 = hβ−1[f(x(tm+1), tm+1)− f(x̂m+1, tm+1)] + τm+1. (2.4.34)

By applying the mean value theorem on [f(x(tm+1), tm+1) − f(x̂m+1, tm+1)] we can
write

f(x(tm+1), tm+1)− f(x̂m+1, tm+1) = J [x(tm+1)− x̂m+1], (2.4.35)
where J is the Jacobian matrix of f w.r.t x, obtained by evaluating each of its row at
a different point along the line segment from x(tm+1) to x̂m+1 [57]. Plugging (2.4.35)
into (2.4.34) results in

(I − hβ−1J)[x(tm+1)− x̂m+1] = τm+1. (2.4.36)
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where I is the identity matrix of appropriate dimension. As a result, under the
localizing assumption, for an explicit method (β−1 = 0) the local truncation error is
equal to the difference between the exact x(tm+1) and numerical solution x̂m+1, while
for an implicit one the same is true to a first approximation (ignoring the O(h) term
in the left-hand side of (2.4.36), as h → 0). If we also assume that the solution is
differentiable up to (p+ 1)th order, then by (2.4.33) and (2.4.30) it follows that [57]

τm+1 = Cp+1h
p+1x(p+1)(tm) +O(hp+2). (2.4.37)

Notice that in this case τm+1 in (2.4.37) equals Rm+1 in (2.4.32).
For instance, for the BE with xm+1 = xm + hf(xm+1, tm+1), α−1 = 1, α0 = −1

and β−1 = 1, by using (2.4.31) we get C0 = C1 = 0 and C2 = −1/2. Thus, this
method has order one according to Def. 2.4.15, and its local truncation error is

τm+1 = −1
2h

2x′′(tm) +O(h3), as h→ 0.

For the TR, xn+1 = xm + (h/2)(fm+1 + fm), then α−1 = 1, α0 = −1, β−1 = 1/2 and
β0 = 1/2, so that C0 = C1 = C2 = 0 and C3 = −1/12. Hence, this method has order
two and with

τm+1 = − 1
12h

3x′′′(tm) +O(h4), as h→ 0.

However, the local truncation error in Def. 2.4.17 makes use of the localizing
assumption (past solutions are exact). Computationally this is not true, such that the
global truncation error is defined as the actual error (at t = tm) in the computation:

em+1 = x(tm+1)− xm+1,

where xm+1 takes into account accumulation of errors in the initial solution, from
discretization and round-off approximations. The accumulation process is complicated
if considering all kinds of errors, although general expressions to bound the local and
global truncation errors (and their relation) exist [57]. For some linear multistep
methods, when the local error τm+1 is bounded by chp+1, with c a constant, then the
global error em+1 is bounded by chp [57].

It is worth mentioning that the time-step length h generally varies during sim-
ulation for efficiency and accuracy reasons, as does the method (order) used. As a
measure of the accuracy of the current solution, circuit simulators may adopt the
strategy described in [74] according to which: (i) a step h is taken and xm+1 is com-
puted at tm+1 = tm + h; (ii) an estimation of the local truncation error is made and
compared to a threshold: (iii.i) if the value is too large then the time step is not
accepted, h is reduced and a solution is sought in correspondence of the new time
point tm+1 = tm+h; (iii.ii) otherwise, if the local error is small then the step and the
solution are accepted. Furthermore, if the error is sufficiently small then h is increased
for future steps. Thus, also the local truncation error drives the acceptance/rejection
of the solution at the current time point, as well as it is used as a predictor for the
next h.
To estimate the error, the first term in the right-hand side of (2.4.37) is evaluated,
i.e., Cp+1h

p+1x(p+1)(tm). For instance, the Milne’s estimate can be used by adopting
the strategy called predictor-corrector (we refer to [74] and [73] for several approaches
on the estimate and variable-h/variable-integration scheme).
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So far, we have discussed the numerical integration methods (and their properties)
for stiff ODEs. In circuit simulation, the approach used is to use direct discretization
of the differential terms of the DAEs. This is done in a way specific to the numerical
integration method used [74]. Indeed, the integration is carried out by starting at
t = t0 and going forward in time.
For instance, for the set of DAEs in the general, implicit form

F(x′(t), x(t), t) = 0, (2.4.38)

assuming the solution xm ≈ x(tm) at t = tm is given while xm+1 ≈ x(tm+1) at
t = tm+1 = tm + h has to be computed, by using BE (2.4.16) we have that

x′(tm+1) ≈ xm+1 − xm
h

. (2.4.39)

Plugging (2.4.39) into (2.4.38) and using the fact that xm+1 ≈ x(tm+1) at t = tm+1
results in

F(xm+1 − xm
h

, xm+1, tm+1) = 0, (2.4.40)

which is a set of implicit algebraic equations in the xm+1 unknown.This approach can
be extended to TR and the other BDFs [74], and is called direct discretization.
Remark 2.4.18. It is clear that to accurately compute the solutions at the time points
with a discretized equation, such that the computed solutions resemble those from
the differential equation, the time-step length h has to be reduced in correspondence
of high variations of a signal, e.g., when a square-like signal passes from “low” to
“high” (e.g., from 0 to 1 in the digital electronics world). Such signals are present in
the circuits under analysis, and when the period of these is very small (equivalently,
the frequency of oscillation is very high) many such variations result. Besides, since
the circuits under investigation are modeled by stiff equations, a huge number of time
points need to be retained during simulation which makes it time-consuming.

For the illustrative example given at the end of Sec. 2.4.1 (Fig. 2.3), by using the
BE on the DAEs (2.4.6) we get

F(xm+1 − xm
h

, xm+1, tm+1) = D

h
(xm+1 − xm) +Gxm+1 + l(xm+1) + bvS(tm+1) = 0.

(2.4.41)
In the next section, we address the problem of solving a set of nonlinear algebraic

equations, derived by discretizing the DAEs.

2.4.3 Solving nonlinear systems of equations
After discretization of the circuit’s DAEs (or when searching for the initial solution
of the IVP through a DC analysis), a system of nonlinear algebraic equations has to
be solved. Here, algebraic means derivative-free. The system is nonlinear since the
equations of the device models are so.

Here, we are concerned with solving a general f(x) = 0, with f : Rn → Rn, for
a solution x ∈ Rn. Practical approaches consist of iterative methods that generate
a sequence {xk}∞k=0 of candidate solutions [74], where k is the iteration index. The
iterative method starts from an initial guess x0 and (hopefully) converges when some

35



Time-domain simulation

convergence criteria are met. When this happens (under certain conditions) we say
that the method converges to the solution x∗, i.e., limk→∞ xki = x∗i for every index
i = 1, 2, . . . , n of the components of the vector-solution.

This also raises the question of how fast the sequence converges to the solution.
The order of convergence of a method is a measure of the speed at which the sequence
{xk}∞k=0 converges to the limit x∗. In particular, if there exist σ > 0 and α > 1 such
that

‖xk+1 − x∗‖ ≤ σ‖xk − x∗‖α,

for all k sufficiently large, then we say that the sequence converges super-linearly to
x∗ with order of convergence α [74]. Put differently, for a 1-dimensional problem if
the order of a method is quadratic, we say that at (k + 1)th iteration the number of
correct decimal digits of xk+1 are doubled w.r.t. those of xk at the previous iteration,
where the correct decimal digits are compared w.r.t. those of the true solution x∗.

The most widely used iterative technique is Newton’s method, whose hypotheses
for convergence and the basic formulation is described next. We have the following:

Theorem 2.4.19 (Newton’s method convergence [74]). Assuming the following three
sufficient conditions are met:

i) f(x) = 0 must have solution x∗, i.e., f(x∗) = 0. Besides, f must be continuously
differentiable w.r.t x in an open convex set D that contains a solution x∗, i.e.,
there exists a constant L > 0 such that ‖f(x)−f(y)‖ ≤ L‖x−y‖ for all x, y ∈ D,
and L is the Lipschitz constant;

ii) The Jacobian matrix f ′(x) = J(x), with J(x) : Rn → Rn×n and element
Jij(x) = ∂fi

∂xj
(x) at ith row and jth column, must be Lipschitz continuous in D.

For this to hold, we need to require that there exists an M > 0 such that ∀i, j, q
and ∀x ∈ D we have |∂2fq(x)/∂xi∂xj | ≤ M . This implies that ∀x, y ∈ D we
have that ‖J(x)− J(y)‖ ≤ γ‖x− y‖, for some γ > 0;

iii) The Jacobian J(x∗) evaluated at the true solution must be nonsingular.

Then, if x0 is sufficiently close to x∗ (in a norm sense), then J(xk) is nonsingular
(thus J(xk)−1 exists) ∀k and the method converges quadratically to x∗.

The proof of Thm. 2.4.19 in the 1-dimension case can be found in [50].
Next, we briefly describe the derivation of Newton’s iterative process in the 1-dimensional
case. The extension to the n-dimensional case is straightforward.

Let xk be the current candidate solution and xk be sufficiently close to x∗. In a
small neighborhood of xk that includes x∗ we can Taylor-expand f as:

f(x) = f(xk) + (x− xk)f ′(xk) + (x− xk)2

2 f ′′(ξ) + · · · ,

where f ′ and f ′′ are the first and second derivatives of f w.r.t. x, respectively, for
some ξ between x and xk. In a small neighborhood of xk we expect the quadratic term
(x − xk)2 to be small (in a norm sense), thus by dropping it we form the linearized
model [74]

Mk(x) = f(xk) + (x− xk)f ′(xk).
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By assuming that Mk(x) is a good approximation of f(x) in the neighborhood of the
solution, we solve Mk(x) = 0 instead of f(x) = 0. This leads to

x = xk − f(xk)
f ′(xk) ,

for f ′(xk) 6= 0. We hope that x is a better candidate solution to x∗ than the previous
one xk. This gives rise to the iterative process{

xk+1 = xk + ∆xk

∆xk = − f(xk)
f ′(xk) ,

(2.4.42)

which, repeatedly applied, (hopefully) converges to the true solution. Fig. 2.5 is a
graphical illustration of Newton’s method in 1-dimension, where Mk(x) is the line
tangent to f(x) at xk and the true solution x∗ is marked in red.

Figure 2.5: A graphical illustration of the Newton’s method in 1-dimension. Adapted figure
from [74]. Copyright © 2010 by John Wiley & Sons, Inc..

In the n-dimensional case, (2.4.42) becomes{
xk+1 = xk + ∆xk,
∆xk = −J(xk)−1f(xk),

(2.4.43)

where the Jacobina matrix J is composed by elements of the form Jij(xk) = ∂fi/∂xj
for the ith row and jth column. Thm. 2.4.19 extends to the n-dimensional case.

As a criterion for the convergence check, one could use a relative norm on the
residual, i.e.,

‖xk+1 − xk‖ ≤ εrel‖x0‖+ εabs,

such that the length (in a norm sense) of the Newton increment ∆xk = xk+1 − xk is
compared against a nominal value (in this case, that of the initial solution x0) and in
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a relative sense (εrel > 0). If ‖x0‖ is too small then the absolute tolerance εabs > 0
will avoid further, unnecessary iterations.
The check on the Newton increment may be not sufficient, or, even worse, it may
bring to falsely conclude that convergence has been reached. This may happen when,
e.g., J(xk) becomes nearly singular, such that the additional check on f (the KCLs)
is performed, i.e.,

‖f(xk)‖ ≤ εrel‖f(x0)‖+ εabs.

The choice for the type of norm involved in the conditions for convergence is also
relevant. One may choose, e.g., either an ∞-norm, 2-norm or even apply the relative
condition componentwise on the vectors.

However, as it is also stated in Thm. 2.4.19, Newton’s method works well if the
guess of the initial solution is “close enough” to the solution. Indeed, Newton’s method
has a small basin of attraction: it is a so-called local method. When “far away” from
the solution the method may over-shoot the solution or run into overflow problems.
This is due to having taken too large a Newton increment, resulting in an increase of
the norm of f w.r.t. the previous iteration [74]. Variants of Newton’s method exist
to enlarge the basin of attraction, which are called global strategies.
For instance, the Newton’s method with a damping factor is useful when the initial
guess turns out to be far from the solution (e.g., by monitoring the norm of the KCLs),
hence (2.4.43) is rewritten as

xk+1 = xk − γJ(xk)−1f(xk),

where 0 < γ ≤ 1 is a damping factor, in this case, the same for all the components
of the vector-solution. Starting from a small γ when too far from the solution, γ is
increased when approaching it (a.k.a. stepping strategy). Advanced techniques exist
and are tailored for circuit simulation, e.g., which uses a logarithmic damping scheme
for exponential pn-junction characteristic to minimize the probability to incur in over-
flow issues (for diodes, MOSFETs and bipolar junction transistors (BJTs)) [74].
Alternatively, one could adopt the so-called correction transformation technique (a
nonlinear variable transformation) to prevent divergence or slow convergence of New-
ton’s method, especially in the case of exponential characteristics modeling devices
inside the circuit. This method was applied to semiconductor device simulation [81].

Another global strategy is to use a so-called continuation method. In this case,
instead of solving f(x) = 0 one uses a homotopy function f̂ : Rn ×R → Rn defined
as

f̂(x, λ) = f̄(x)(1− λ) + λf(x),

where f̄(x) is an “easier-to-solve” version of f(x) and λ ∈ [0, 1] is the continuation
parameter. Here, the problem reduces to solving for f̂(x, λ) by stepping the parameter
λ from zero (in correspondence of which f̂(x, 0) = f̄(x)) to one (with f̂(x, 1) = f(x)).
Generally, these techniques are rarely used during the transient analysis when search-
ing for a solution at tm+1 = tm + h. This is because the initial candidate is the
available solution at tm and the time-step length h can always be reduced providing
a better initial guess, which is closer to the solution. Indeed, the time variable may
be thought of as a natural continuation parameter in a transient simulation.

The difficult problem of finding a suitable initial guess especially characterizes the
DC analysis, whose solution is used as the initial condition for the IVP. Strategies
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tailored to circuit simulation are available. For instance, the so-called source-stepping
strategy is used to help convergence of Newton’s method. Here, one expects that
when the circuit is “turned off”, i.e., with voltage and/or current source at the zero
value, then all voltages and currents in the circuit become zero. In this case, x0 = 0
is a solution of the nonlinear algebraic equations (the differential part is discarded in
the DC analysis). Subsequently, the value of the sources is iteratively ramped to the
expected value by means of small increments/steps, such that at the final iteration
the computed solution becomes the DC solution [74].
However, the source-stepping techniques may fail, e.g., in case of severe nonlinearities
characterizing digital circuits. In this case, the so-called Gmin-stepping strategy is
usually adopted, which provides that a very small resistance is attached in parallel
to each nonlinear devices. The solution is easy to compute because the nonlinear be-
havior of the devices is “swamped out” by the resistors. The value of these is slowly
increased iteratively. At the end of the iterations, the resistors are so large that they
no longer affect the circuit. After removing these, the DC solution is computed [53].
Lastly, if the Gmin technique does not converge either, the so-called pseudo-transient
method can be used. It is also a continuation method, where the continuation para-
meter is the time. A capacitor is placed in parallel to each nonlinear device. While
the time is swept from zero to infinity, the capacitor should cause the solution to be a
continuous, smooth function of the time, which at some point reaches the DC solution
[53].

To conclude, finding a suitable initial guess is an open issue for the periodic steady-
state problem addressed as well, where either HB, SN or other techniques are em-
ployed. We will treat this issue in Chap. 5.

For the illustrative example presented at the end of Sec. 2.4.1 (Fig. 2.3), after dis-
cretization of the DAEs according to the BE, the set of nonlinear algebraic equations
(2.4.41) are linearized around xm+1 by applying Newton’s method. The resulting
Jacobian of the implicit DAEs in (2.4.41) is of the form

JF (xkm+1) = D

h
+G+ Jl(xkm+1) =

 d(xkm+1) −d(xkm+1) 1
−d(xkm+1) C

h + 1
R + d(xkm+1) 0

1 0 0

 , (2.4.44)

where Jl(xkm+1) = ∂g(x)
∂x

∣∣∣
x=xkm+1

is the Jacobian matrix of the DAEs’ nonlinear

term evaluated at the solution of the current Newton’s iteration, and d(xkm+1) =
Is
ηVT

e
(vk1,m+1(t)−vk2,m+1)

ηVT the diode’s derivative. Then, the solution is sought through
(2.4.43), with ∆xk computed by solving a set of linear equations at each Newton’s
iteration, i.e.,

J(xkm+1)∆xk = −F(
xkm+1 − xm

h
, xkm+1, tm+1), (2.4.45)

with J(xkm+1) defined in (2.4.44) and F(x
k
m+1−xm

h , xkm+1, tm+1) in (2.4.41) and evalu-
ated at xkm+1.

Notice that in (2.4.44) the diode’s model equation (for the derivative) has to be
evaluated at the current solution for each Newton’s iteration and each time point
during simulation. When the number of nonlinear elements in a circuit is large, the
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time spent by the simulator to evaluate the corresponding equations (for the Jacobian
and KCLs) becomes expensive. The same happens when the circuit involves, e.g.,
high-level device model equations for MOSFETs, which are implemented in libraries
with thousands of line of code to accurately describe the physics of the components.
Alternatives to Newton’s method exist which aim at saving derivative evaluations.
For instance, the Newton-Chord method may be used, which sets J(xk) = J(x0)
∀k during a Newton’s cycle. This can be useful when a certain degree of linearity is
somehow detected in the behavior of the circuit. Besides, the Broyden’s method could
also be employed, based on the secant method and rank-one update [74]. However,
these techniques do not have a quadratic order of convergence. Besides, the cost of the
evaluations of the Jacobian’s elements and the need to re-factorizing the matrix at each
iteration are alleviated by the use of advanced strategy inside fast-SPICE simulators.
For instance, a multi-level Newton’s method is generally adopted for large circuits.
When the system of DAEs has a large dimension, the circuit is partitioned into sub-
blocks connected to each other in a hierarchical way. A multi-level Newton’s method
can be used, which benefits of coarse-grain parallelization due to the partitioning.
Here, each sub-block is solved in an inner Newton loop by a slave process on a separate
process unit, and the master process performs a final, outer iteration for getting the
solution of the whole circuit [39]. This is also accomplished by a parallel linear solver,
which we will briefly introduce in Sec. 2.4.4. For this reason and for its quadratic
order of convergence, Newton’s method is still the first choice in advanced circuit
simulators.
Remark 2.4.20. When reading the netlist the DAEs are not explicitly assembled.
When sequentially parsing the circuit’s elements, the simulator uses so-called “com-
panion models” for each of them, i.e., a discretized version of the i− v characteristic
for elements with a differential equation and a linearized version for those with nonlin-
ear equations, for the different operating region of the device. Thus, the structure of
the Jacobian matrix J(x) for Newton’s method is built by linking companion model’s
equations of the element connected to each parsed node, parametrized in the solution
x.

Thus, during the transient simulation the solution at the current time point is
sought via Newton’s method through (2.4.43), by solving at each Newton’s iteration
a linear system of equations with general form Ax = b for x. In particular, we have
that A = J(xk), b = −f(xk) and x = ∆xk. In the next section, we address the
problem of solving Ax = b.

2.4.4 Solving linear systems of equations
Here, we want to solve a set of linear equations in matrix form

Ax = b, (2.4.46)

for the solution x ∈ Rn, with nonsingular A ∈ Rn×n and b ∈ Rn, with a suitable linear
solver tailored to circuit simulation. One can imagine that, for complex systems with
a large number of elements, it may even be that n > 106 (e.g., for memory circuits or
when parasitic devices have to be added in the verification flow). If we had a system
of such dimension, the matrix A was dense (memory complexity of O(n2) as n→∞
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to store it) and we used, e.g., the LU decomposition, the time spent by the linear
solver would become intractable and result in O(n3) computational time complexity,
as n → ∞. Fortunately, in circuit simulation the matrices involved in the transient
analysis (D, G in (2.4.6) and the Jacobian in (2.4.45)) are sparse, typically having
no more than twenty non-zero entries in the ith row [74], depending on the number
of elements attached to that row. In this case, the memory complexity reduces to
nearly O(nnz(A)) to store the necessary matrices and vectors (in a sparse format),
with nnz(A) the number of non-zero entries in A. By using an appropriate linear
solver the time complexity becomes nearly O(nα) as n→∞, with 1.2 < α < 1.5 [74].
Thus, sparsity must be maintained during the computations.

Generally, methods to solve Ax = b can be divided into direct and indirect (or
iterative) ones. Direct methods include, e.g., LU and Cholesky decomposition (the
latter for Hermitian, positive-definite matrices). The class of iterative methods in-
cludes, e.g., Gauss-Seidel and Krylov-based methods (Conjugate Gradient, GMRES,
to name a few). The difference lies in that direct methods solve the system in a
fixed, pre-determined number of steps to compute the solution, while indirect ones
iteratively produce an approximation to the solution in an undetermined (hopefully
small) number of steps, where convergence to the solution is assessed by checking a
certain residual during computation. The choice of the method to solve the linear
system depends on the sparsity and structure of the matrix A (we refer to [68] for a
nice tree-like decision flow for linear solvers implemented in Matlab).

During transient simulation, the Jacobian matrix can be generally considered
sparse and unstructured (i.e., neither symmetric, nor triangular, nor diagonal). The
linear solver tailored to circuit simulation and used in most of the industries’ simulator
package is the KLU library [21] (customized by each industry and based on the LU
decomposition). It is a direct solver for sparse matrices. It decomposes the matrix A
into two matrices L and U , with L lower triangular and U upper triangular, such that
A = LU . Then, it computes the solution x = U−1L−1b by forward substitutions (by
solving Ly = b for y) and backward substitution (by solving Ux = y for x). During
computation of the L and U factors, strategies are used which aim at reducing the
number of fill-ins in both L and U , i.e., the entries in the matrices that become non-
zeros whereas before computation takes place were zeros, while preserving accuracy
and stability of the computation.

Indeed, as done for linear multistep methods in Sec. 2.4.4, an analysis of the
accuracy and stability can be done for linear solvers. The analysis describes the
bounds for the growth and accumulation of errors introduced in the computations,
due to finite precision arithmetic and rounding of the numbers. Thus, an algorithm (as
is a linear solver) is said to be numerically accurate and stable if it does not suffer from
very large growth in the round-off errors [74]. The stability and accuracy investigation
for linear solvers is briefly presented next, through the concepts of backward and
forward error analysis (for more details, we refer to [43]). These notions will be useful
when we perform an error analysis on some techniques to solve the BVP in Chap. 5.

Let f : R → R be a function and let us consider the errors involved in computing
y = f(x), with x ∈ R. Let ∆x be the round-off error in storing x̂ instead of x, such
that x̂ = x + ∆x. Let ŷ = f̂(x) be the computed solution where f̂ represents an
algorithm for computing f on a computer with round-off errors, due to storing x̂ and
due to finite precision arithmetic when performing operations on x̂. The question is
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what set of input data we have solved the problem and obtained ŷ, or, for which ∆x
we have gotten ŷ. Through the backward error analysis (on the algorithm f̂), we are
searching for a bound for |∆x| (or |∆x|/|x|): we establish that there exists an x̂ ∈ R
for which

| x̂− x
x
| ≤ ε and f(x̂) = f̂(x),

with ε > 0 sufficiently small. Thus, f(x̂) = f̂(x) = ŷ. In other words, the com-
puted solution ŷ is the exact solution of a perturbed (“nearby”) problem f(x̂), where
min |∆x| is called backward error. An algorithm f̂ to solve f is said to be backward
stable if, for any x, there is a small value of |∆x| (or |∆x|/|x|) for which it results
ŷ = f(x+∆x) [74]. In [43] round-off errors are interpreted as being equivalent to per-
turbations in the data, i.e., data with uncertainties coming from accumulated errors,
finite precision arithmetic, storage capacity, etc.. If the backward error is no larger
than these uncertainties, then the solution ŷ we get from f̂(x) can hardly be criticized,
since this is equivalent to exactly solving a problem with small perturbations in the
data, i.e., f(x̂). Finally, an algorithm is numerically stable if it is backward stable
[43].

Besides, the backward error is used when trying to give a bound for the error
|∆y| = |ŷ − y| (or |∆y|/|y|). Suppose the algorithm f̂ is backward stable and let
ŷ = f(x+∆x). Now, we want to know whether the difference between f(x+∆x) and
f(x) is small, for small |∆x|, i.e., whether small changes in the input data result in
small changes of the output data. This is the forward error analysis (on the problem
f). Assuming that f is twice continuously differentiable, then we have the truncated
Taylor series

ŷ − y = f(x+ ∆x)− f(x) = f ′(x)∆x+ f ′′(x+ θ∆x)
2! (∆x)2.

Dividing both sides of the equation by y results in

ŷ − y
y

= (xf
′(x)

f(x) )∆x
x

+O((∆x)2), as ∆x→ 0

where the quantity

κ(x) = |xf
′(x)

f(x) |,

is called (relative) condition number of the problem f . The condition number is the
sensitivity of the problem in a perturbation analysis setting: if a small perturbation
|∆x| leads to a small error |∆y| then the system is said to be well-conditioned, other-
wise it is ill-conditioned. The factor |∆y| is called the forward error. Thus, for small
|∆x|/|x| ≤ ε we have

|∆y
y
| ≤ κ(x)|∆x

x
|. (2.4.47)

If x, y are vectors and the f is a matrix-valued function, then the condition number
is defined in a similar way through norms [43].

From the previous stability analysis on linear solvers, it can be shown that [43]
by using so-called pivoting strategies in the LU factorization, then the LU algorithm
is numerically stable. It can also be shown that the GMRES is backward stable [29].
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For a sparse matrix, pivoting is also used for maintaining sparsity and keeping the
number of fill-ins small [74].

In modern fast-SPICE simulators, the graph representing the matrix A (i.e., the
Jacobian of the DAEs) is re-structured in a hierarchical way so as to exploit the
parallelism of the computation. In fact, the whole circuit is composed by sub-blocks
connected to each other to a certain degree. For each sub-block, internal nodes are
identified as well as ports connecting it to some other sub-blocks. Thus, the vector-
solution is also partitioned according to the hierarchy. In this case, a multi-level
Newton’s method can be used (that is introduced in Sec. 2.4.2). This is very advant-
ageous when many sub-blocks’ Jacobian matrix needs not be re-factorized during a
Newton cycle because the sub-block is composed of linear devices. When (linear) para-
sitic devices need to be simulated, the hierarchical approach drastically reduces the
simulation time of the circuit. Besides, even for sub-blocks with nonlinear devices the
corresponding Jacobian may not always need to be refactored. This happens when
part of the circuit is (i) spatially “latent”, i.e., a sub-block is not active/working,
and/or (ii) temporarily latent, i.e., the internal variables of a sub-block do not signi-
ficantly vary over time, which can be efficiently detected by probing the value of the
variables at the external ports of the sub-block [17].

For the illustrative example presented at the end of Sec. 2.4.1 (Fig. 2.3), at each
time point during the simulation the DAEs are discretized according to the BE,
linearized by applying Newton’s method and the linear system is solved as in (2.4.46).
The linear system results after evaluating (i) the diode’s derivative with the solution
at the kth Newton’s iteration (Jacobian matrix), and (ii) KCLs (vector b) with the
solution at the previous time point and at the kth Newton iteration, for the current
h.

We build our circuit simulator in Matlab environment and run a transient sim-
ulation of the circuit for t ∈ [0, 6]s. We use the BE and fixed h. Fig. 2.6 plots the
curves of the voltage at node 1 (input signal vS(t) = sin(10t) in blue) and at node 2
(in dashed-red).
Remark 2.4.21. At this point, we can provide some details clarifying the reason why we
prefer time-domain numerical methods to address the periodic steady-state problem
in Chap. 5, rather than frequency-domain ones, such as HB. The application of HB
is based on the assumption that the circuit is in its periodic steady-state region.
Thus, the solution to the DAEs (2.4.7) is the SST, i.e., all the signals are periodic and
oscillate with a specific period (see also Sec. 2.5). Mathematically, this means that the
SST is the solution that lies in a space spanned by trigonometric functions (or complex
exponentials) and that the SST can be expressed as a finite (weighted) summation of
these, i.e., through Fourier series with a specific number of harmonics. Consequently,
the DAEs are rewritten in terms of the complex exponentials, leading to a set of
nonlinear algebraic equations where the unknowns are the Fourier coefficients for each
harmonic and variable in the MNA form. For circuits with a high-harmonic content,
as those under investigation, the number of harmonics Nh is usually very large. Thus,
assuming a Newton-like method is used, the computational complexity involved to
solve the linear(ized) system is O(nNh) as n → ∞. Besides, the linear(ized) system
resulting from HB is generally denser than the time-domain counterpart. Even by
using an iterative solver to compute the SST (e.g., with the GMRES), solving such a
dense (per-block) linear system is very time-consuming.
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Figure 2.6: Evolution in time of the voltage at node 1 (input signal vS(t) = sin(10t) in blue)
and at node 2 (in dashed-red), for the illustrative example presented at the end of Sec. 2.4.1
(Fig. 2.3).

In the next section, we briefly introduce the concepts to perform a device noise
simulation. Some of the notions will be useful in Chap. 4, where we present experi-
ments on PLLs.

2.4.5 Device noise transient analysis
Every electronic device is affected by noise. Noise is an unwanted disturbance acting
on the nominal (noise-free) behavior of the circuit. Noise sources can be internal
or external to the circuit. Internally, noise is generated, e.g., by thermal agitation
of electrons inside a resistor in thermal equilibrium, independently of the voltage
applied at its terminal (a.k.a. thermal noise), by the (discrete-nature of the) charge
carriers when they need to overcome a potential barrier applied at the terminals
of a diode (a.k.a. shot noise), when the charge carriers are trapped and released
due to impurities of the conductive channel of MOSFET (it is believed this is one
of the cause for flicker noise [26], and characterizes diodes, BJTs and resistors as
well). All these effects happen in random fashion. External sources are instead due
to electromagnetic interferences between components and devices. It is fundamental
to understand (characterization) and prevent (optimization) the effects of noise on
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those signals since it affects the circuit’s performance. Engineering techniques exist
to minimizing the effects of external noise sources, as well as to optimize the design to
minimize the internal disturbances due to device noise, which depends on the physics
of the component. Analyses of noise effects are of great interest to understand the
performance limits of the system. These are done by means of circuit simulation,
before the manufacturing process.

In circuit simulation, noise can be seen as a random signal which perturbs the
nominal evolution of voltages and currents. Since noise is represented as a stochastic
process, voltages and currents become stochastic too, and so do the DAEs. For cer-
tain cases noise analyses can be done by superimposing the small noise signal on the
noise-free circuit’s behavior, such that the system is modeled as a linear time-invariant
one and frequency domain techniques can be used (e.g., AC noise analysis). However,
for other devices, such as mixers and oscillators, noise analyses need to be treated
differently due to the strong nonlinear behavior of the circuit, giving rise to complex
effects between noise and voltages/currents. For instance, noise techniques are avail-
able for mixers and oscillators which compute noise characteristics from linearizing the
circuit’s DAEs around a periodic solution, thus resulting in linear periodically time-
varying (LPTV) mathematical models. Instead, when noise cannot be considered as
a small signal or the circuit is too complex and nonlinear (e.g., for sigma-delta mod-
ulators and PLLs), time-domain, device noise transient simulations are required. In
this case, the deterministic DAEs (2.4.7) become a system of stochastic DAEs of the
form

dq(x(t))
dt

+ g(x(t)) + b(t) +B(x(t))ξ(t) = 0, (2.4.48)

where ξ : R → Rp is the vector-function of stochastic processes modeling noise
sources. Here, the B : Rn → Rn×p is a state-dependent matrix-function, where every
column of B corresponds to a noise source/component of ξ and every row corresponds
to either a node equation (KCL) or branch equation [26]. Besides, the B is state-
dependent to generally model the dependency of noise on the operating region of the
device generating the noise. Solving (2.4.48) for x(t) and t ∈ [t0, tend] is called device
noise transient simulation.
In this dissertation, we only give an overview of the important ingredients and main
approaches used to perform a device noise simulation, to provide some insights for
when we perform it in Chap. 4 for PLLs. Indeed, this is a hot topic, deserving a deep
treatment which is out of the scope of this work. When we use techniques for device
noise simulations in Chap. 4, we rely on established methods which have been used
and implemented in commercial circuit simulators for almost thirty years [8]. For the
interested reader, we also refer to [26, 67, 69, 97, 78, 49].

The key ingredients to run a device noise simulation are: (i) availability of accurate
mathematical models to properly represent and implement the noise sources ξ(t),
based on their physics; (ii) formulation of the equations to be solved and use of proper
algorithms for the simulation; (iii) use of post-processing procedures to analyze the
effects of noise on the signals of interest generated from the simulation, and to extract
noise characteristics. Next, we will briefly discuss the first two points.

The stochastic noise sources are represented by time-domain signal generators
which produce pseudo-random currents (voltages). During simulation, the sources
are placed in parallel (series) to the electrical components generating noise (through

45



Time-domain simulation

the B map in (2.4.48)). For instance, thermal noise generated by a resistor can be
modeled as a time-dependent, controlled current source ξIth(t) of the form [67]

ξIth(t) ≈
√

4kT
R

ξ,

for a single sideband spectrum, where k is the Boltzmann constant, T the temperature,
R the resistance and ξ is a (normalized) stochastic process that is approximated by a
time-domain signal with some required properties. This way, the ξITH (t) is mapped
in parallel to the corresponding ideal, noise-free resistor. Similarly, for the shot noise
we have

ξIsh(t) ≈
√
qid(t)ξ,

where q is the charge of the electron and id(t) the current through the diode’s junction.
Being a stochastic process, noise is described in terms of probabilistic and statist-

ical parameters. Examples are the probability distribution function, mean, variance,
autocorrelation function and power spectral density (PSD) [26]. For instance, thermal
noise can be modeled as a stochastic process with a Gaussian probability distribution
function, since it can be seen as the results of a summation of independent identically
distributed effects (Central Limit Theorem) [36]. Thermal noise is represented by a
signal taking on random values (within a certain range depending on the variance)
rapidly varying around zero during the time. It can be shown [36] that its autocorrel-
ation is a function of the time lag between signal’s samples, with a peak at zero time
lag which rapidly decreases towards zero as the lag increases. Consequently, its fre-
quency content, represented by the power spectral density (PSD) Sξ(f), is a constant
curve within a frequency range of interest, with a value depending on the modeled
noise sources. Autocorrelation and PSD are Fourier-pair transforms for wide-sense
stationary, stochastic processes (as are thermal and shot noise), which is the results
from the Wiener-Khinchin theorem [36].

In circuit simulation, the frequency content of the noise source is usually specified
for each device. The PSD curve, its power level and frequency band of interest are
given. These are parameters incorporated into the time-domain noise source model to
be simulated. E.g., for thermal (white) noise, an equivalent noise current source is ad-
ded in parallel to the noise-free resistor, with constant PSD given by Sξ(f) = 4kT/R
[A2/Hz] for a frequency range f ∈ [0, fmax]. By knowing Sξ(f) and fmax, one ob-
tains the variance σ2

ξ of the noise process through the Parseval’s theorem [36] and the
Wiener-Khinchin theorem. Then, the time-domain noise source can be formulated
with this information and by using proper functions (such as sum of sinc [67], rect
[69], sinusoids [8]). At each time point of the numerical integration, an uncorrelated,
(pseudo-)random number is generated with the specific standard deviation σξ, and its
frequency content is guaranteed to be within the desired bandwidth by constraining
the time-step length during simulation to h ≤ 1/(2fmax) [67].

For non-stationary stochastic processes, as flicker noise with PSD following a 1/f
law, approaches exist [97, 26] which model the noise source as a summation of Lorent-
zian functions in the frequency domain. The Lorentzian can be thought of as low-pass
filter-like transfer functions each of which having constant module Sξ,j(f) and specific
cut-off frequency fmax,j (in Bode diagram language [64]). In turn, each transfer func-
tion can be seen as being equivalent to the PSD of a (weighted) white noise source
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with standard deviation σξ,j .
Once noise models are available, the set of equations to simulate is of the form

(2.4.48). This is done by means of two main approaches. One involves direct discret-
ization and numerical integration methods for deterministic DAEs (as those presented
in Sec. 2.4.2). By running simulations in parallel (Monte Carlo methods) an ensemble
of paths for the solution x(t) is produced, and probabilistic characteristics can be
extracted with post-process routines on some signals of interest. Besides, under the
assumption that the signal is an ergodic process, then a single, long simulation of the
circuit suffices to extract some characteristics [26]. This is the method that is used in
some commercial simulators [71, 16].
Another approach is a non-Monte Carlo method which is able to directly compute
the first two moments of a non-stationary process. The DAEs (2.4.48) is formulated
as a system of mixed stochastic algebraic and Itô stochastic differential equation, and
the joint probability density of x(t) is calculated, from which the probabilistic char-
acteristics are extracted by using the expectation operator. From the Itô stochastic
differential equations, one could derive a system of partial differential equations, called
Fokker-Planck equation, the solution of which would give the joint probability density
function for the state x(t) of the nonlinear system [26]. However, this is impractical for
large-dimensional, nonlinear DAEs. Thus, differential equations for the time-varying
autocorrelation of x(t) are formulated and solved.

Nevertheless, one cannot retrieve noise estimates such as the PSD of the phase
noise from the output signal of a PLL, since that signal is not available anymore. Thus,
one needs to resort to numerical integration of the stochastic DAEs with generated
time-domain noise sources. This is the approach we adopt to produce experimental
results from device noise simulations on PLLs in Chap. 4.

After a device noise simulation is performed, post-processing procedures are used
on some of the circuit’s signals for analysis. E.g., in [69, 59] some procedures are
described to compute the jitter and PSD of the phase noise from the output signal of
the PLL, caused by device noise.

2.5 Periodic steady-state analysis
For the charge/flux-based MNA form (2.4.7) representing a non-autonomous circuit,
the periodic steady-state problem is formulated as the two-point BVP{

dq(x(t))
dt + g(x(t)) + b(t) = 0,

x(0)− x(T ) = 0,
(2.5.1)

where x(t) is a periodic solution with period T > 0 to be sought, i.e., it is the
solution to the DAEs and is such that x(t) = x(t+T ) ∀t ∈ R satisfying the boundary
condition in (2.5.1). Such a solution is called SST. According to this definition, also
the (stationary) DC solution (initial value of the IVP described in Sec. 2.4.2) satisfies
the periodic condition in (2.5.1) [39]. To better define the SST of interest, we need
to introduce the notions of limit cycles and stability for a limit cycle and an SST.

Given a closed trajectory x(t), i.e., a function with values in Rn that satisfies the
DAEs in (2.5.1) and is such that x(t + T ) = x(t) with T > 0 and ∀t ∈ R (it is not
constant but returns to its starting point), the limit cycle is a closed curve or orbit C
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(set of points) that is traced out by the closed trajectory.
In other words, the limit cycle of a periodic solution is the range of the closed tra-
jectory x(t) (i.e., the phase plane). It is important to study the stability of the limit
cycle, namely, how nearby trajectories to the limit cycle behave. Hence, we provide
the following:

Definition 2.5.1 (Convergence of a trajectory to a limit cycle [44]). A function
x : R → Rn is said to converge to a set S ⊆ Rn if and only if

lim
t→∞

d(x(t),S) = 0,

where d(x,S) denotes the distance between the point x and the set S, defined as

d(x,S) = inf
y∈S
‖x− y‖.

Finally:

Definition 2.5.2 (Stability of an SST [44]). A limit cycle C exhibits orbital stability
if there is a δ > 0 so that the following holds:

i) For every solution x to the DAEs in (2.5.1) with d(x(0),C) < δ, x converges to
C (i.e., C is an isolated, closed curve and nearby trajectories spiral in toward it);

ii) An SST is orbitally stable when its limit cycle is orbitally stable.

We assume the stability of the SST for the circuits under analysis. This happens
when the circuits are “well-designed” such that the solution to the DAEs, after the
transient behavior dies out, reaches a stable, periodic solution satisfying the boundary
condition in (2.5.1). Thus, from Def. 2.5.2 the DC solution is excluded since it is an
unstable solution [39].

The theory for the existence and uniqueness of solutions for a BVP is more com-
plicated than that for IVP. However, there is a remedy for this [55], that we are going
to explain next. First, we provide the following:

Definition 2.5.3 (State-transition function). The state-transition function φ : Rn×
R → R is the function that maps the state x0 at t = t0 into the solution to the DAEs
in (2.5.1), i.e.,

x(t) = φ(x0, t), (2.5.2)

and is such that if x(t1) = φ(x0, t1) and t1 = t0, then x(t1) = x(t0).

Practically, evaluating the state-transition function at x0 and t = t1 means doing an
integration of the DAEs starting from x0 for t ∈ [t0, t1]. By posing the IVP{

dq(x(t))
dt + g(x(t)) + b(t) = 0,

x(0) = x0,
(2.5.3)

then the solution to the BVP (2.5.1) is the solution to the IVP (2.5.3) where the x0
is chosen to satisfy the implicit nonlinear equation

x0 − φ(x0, T ) = 0, (2.5.4)
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where φ(x0, T ) is the state-transition function evaluated at x0 and t = T . In other
words, if x0 is a root of (2.5.4) then x(t) = φ(x0, t) solves the DAEs in (2.5.3). Thus,
the study of existence and uniqueness of solutions to the BVP (2.5.1) reduces to the
study of the roots of a system of nonlinear equations as in (2.5.4) [55]. References for
further theorems on the existence of solutions to BVPs can be found in [55].

Reducing the problem of solving the BVP to that of finding the roots of a system
of nonlinear algebraic equation is the idea behind shooting methods (start from a
guess x0, do a numerical integration for a period T of time (a “shooting”), check if
you have reached the target (x(T ) = x0), and if you have not then modify somehow
x0 and shoot again, until you succeed).
A naïve approach to compute the SST would be that of integrating the DAEs start-
ing from the DC until the solution converges to the SST. However, since the DAEs
modeling the circuits under analysis are very stiff, the numerical integration is time-
consuming. In practice, many periods T of integration are required before reaching
the SST. In Chap. 5, we present some periodic steady-state-based techniques meant to
accelerate the computation of the SST while by-passing the simulation of the circuit’s
transient region, and analyze their convergence properties.

2.6 Summary
In this chapter, we highlighted the need for performing circuit simulation at transistor
level for reliable design verification, where accurate analyses are fundamental before
the manufacturing process of the circuit. At this level, simulations are usually time-
consuming, depending on the properties of the circuit under analysis. In our case, we
need to resort to time-domain (transient) simulations, as explained in Sec. 2.3. Thus,
we presented numerical techniques to simulate a set of index-1, nonlinear DAEs. In
particular, we gave an overview of the integration methods commonly used in an
advanced circuit simulator and suitable for stiff equations, which generally models
the circuits [74]. Besides, we described advanced techniques tailored to the circuit
simulation (such as those to solve a nonlinear and linear system of equations), since
basic numerical methods are not sufficient, and modifications are needed in order
to guarantee fast and accurate simulations [39]. Numerical integration is the key
ingredient which will be used in both Chap. 4, where we develop a methodology to
speed up time-domain simulations of PLLs, and Chap. 5, where integration is used
inside special techniques meant to speed up the computation of the SST for DLLs
and SMPSs.
We also briefly discussed how to perform a device noise transient simulation of a
circuit, which will be useful in Chap. 4 for the device noise analysis of PLLs.

Lastly, we introduced the periodic steady-state problem, which can be recast in
finding the roots of a set of nonlinear algebraic equations [55]. We will deepen its
treatment in Chap. 5, where we analyze the convergence properties of some well-
known methods for speeding up the SST computation when applied to DLLs and
SMPSs.

In the next chapter, we provide behavioral aspects and common features of the
circuits under analysis, i.e., PLLs, DLLs and SMPSs, useful for the following chapters
and experiments.
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Chapter 3

Non-autonomous periodic
nonlinear circuits

3.1 Introduction
To understand the challenges in simulating integer-N PLLs, DLLs and SMPSs at
the transistor level, here we provide common features shared by these circuits, from
which it should be clear why their time-domain simulation is very time-consuming.
Besides, we shortly describe their behavior under an electrical/electronic engineering
viewpoint, needed to address the following chapters, especially for PLLs. Moreover,
we discuss some of the figures of merit of these circuits that a designer assesses after
the simulation.

Even if real-life applications of integer-N PLLs, DLLs and SMPSs are quite differ-
ent, common characteristics can be found among them. In particular, these circuits
are:

- Feedback systems, characterized by having a transient behavior when switched
on, followed by a periodic region in which the signals of the circuit are periodic;

- Non-autonomous, i.e., with time-dependent input and an a priori known period
of oscillation of the signals at the steady state;

- Characterized by circuit components with a nonlinear i− v characteristic, and
used to generate digital-like signals with sharp edges and high harmonic content;

- Modeled by stiff equations with very large stiffness ratio (2.4.9), and multi-rate
[6] (especially PLLs), i.e., slow- and fast-varying dynamics are generated by the
circuit’s modules.

At start-up, these circuits have a transient region, which is altered by the evolution
of the circuit’s signals themselves, in a chain of cause-and-effect (closed-loop feedback
systems). In this region, usually one (or more) dynamic(s) in a block acts as a signal
controlling some parameters of other dynamics generated by the following module
in the loop. Consequently, based on the variation of these parameters and their
comparison with other dynamics’ parameters, an error signal is generated which in
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turn determines the evolution of the controlling signal.
When the transient behavior dies out these circuits reach a periodic steady-state
region, in which all the signals are periodic with a known period.

In circuit simulation, two main classes of periodic circuits can be distinguished:
autonomous and non-autonomous (or forced). The first class is characterized by
having no forcing periodic input signal (constant supply voltages are still present),
and described by a system of DAEs of the form (2.4.7) with the time-dependent input
b(t) = 0 ∀t (voltage/current supplies are included in the function i(x(t)) in this case).
Instead, forced circuits, as those under analysis, have a periodic input.

An important common feature is that the whole circuit is composed of blocks with
different nature. The circuit is a mixed-signal system, with both digital and analog
modules. Digital blocks are characterized by having dynamics whose amplitude has
a steep (continuous) variation between two logic levels (symbolically, zero and one).
Roughly speaking, during simulation a digital signal’s amplitude takes the zero or
the one value for most of its time (except at the fast transitions between the two
levels). For instance, square- and impulse-like signals belong to this kind of dynamics.
This implies that numerical integration methods, employed to compute the solution,
need to drastically reduce the time-step length to properly sample the signal at the
steep transition and at the sharp edges. On the other side, analog blocks generate
signals whose amplitude value continuously varies within a given range of real numbers
(yet these blocks can generate square-like signals). Roughly speaking, any change of
value in the signal is meaningful. Because of this, the circuit’s analog part is very
susceptible to (internal and external) noise sources, so that its quality needs to be
carefully assessed by means of reliable device noise simulations, which impose a tighter
constraint on the time-step length w.r.t. noise-free simulations.

In order to implement these circuits’ functioning, different transistor technologies
(among which MOSFETs) are used to form the modules, together with other ele-
mentary components (e.g., resistors, capacitors, inductors, diodes, etc.). Besides, to
accurately reproduce the complex physical effects of transistors (e.g., second-order
effects [83]), advanced models are used by enriching them with equations and para-
meters that represent the components of the circuit to simulate at the transistor level.
The model is described by nonlinear equations with parameters, so as to reproduce
the i−v and q−v characteristics and, e.g., to perform device noise analysis. We refer
to [18] for a description of BSIM3v3 advanced MOSFET transistor models’ equa-
tions and their physical basis. For advanced PLLs, DLLs and SMPSs, more recent
technologies are also used. For instance, BSIM4 [109], PSP [62], UTSOI [84] and
BSIM-CMG (FinFET) [30] for MOSFET models.

Lastly, PLLs, DLLs and SMPSs are represented by stiff equations and, especially
PLLs, characterized by having slow- and fast-varying dynamics (multi-rate nature).
For instance, the control signal of PLLs and DLLs “builds up” slowly in the transient
region w.r.t. the circuit’s oscillating output signal, whose frequency can be in the rage
of GHz. Same behavior distinguishes the SMPSs. In one of the types of SMPS the
output slowly reaches its periodic steady-state region w.r.t. the fast switching activity.
Thus, widely separated time-scales occur in these circuits. Consequently, since many
periods of the fastest varying dynamics need to be simulated, the simulation time
becomes prohibitive.

In conclusion, the need for simulating transient and periodic steady-state regions,
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performing noise analyses and the digital, multi-rate nature of the generated signals
result in a very time-consuming numerical simulation of PLLs, DLLs, and SMPSs, to
assess their quality at the transistor level.

Next, we introduce the circuits under analysis and a description of their blocks
under an electrical/electronics engineering viewpoint, that will be useful for the fol-
lowing chapters. For each circuit, we will also define the factors which designers are
interested in when simulating them for quality assessment.

3.2 Phase-Locked Loop (PLL)
PLLs find application in areas such as telecommunication and computers. For in-
stance, when an information needs to be sent through a mobile phone, a channel
frequency is selected for communication. The information is then carried by a signal
generated by the PLL, whose frequency of oscillation is the selected one. In this case,
the PLL is used as a frequency synthesizer, i.e., based on a reference, low-frequency
oscillator it generates a periodic signal whose frequency is proportional to that of the
reference one by a multiplication factor. Instead, in computers with many digital logic
circuits such as microprocessors, the PLL is used as clock generator to synchronize the
operations performed on the data by the logic units (a clock is a periodic, square-like
signal).

The schematic of an integer-N PLL is shown in Fig. 3.1. Basically, the PLL is
composed of four main blocks: phase/frequency detector (PFD) and charge-pump

Figure 3.1: Schematic of an integer-N PLL. Here, we plot the trends of some signals to show
the multi-rate nature of the circuit. In particular, the reference (ref ), divider’s output signal
vdiv(t) and VCO’s control voltage vc(t) (slow-varying dynamics), and VCO’s output signal
vvco(t) (fast-varying dynamic). Adapted figure from [63]. Copyright © 2011 by IEEE.

(with the two symbolic switching current sources Ip in Fig. 3.1), loop filter (LF),
voltage-controlled oscillator (VCO) and divider with division ratio an integer number
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N . At the input of the PLL, a reference clock (ref) with a specific frequency fref is
present, which makes the circuit a non-autonomous one. Both as frequency synthes-
izer and clock generator, the PLL is meant to produce a periodic signal vvco(t) (at
the VCO’s output) whose frequency fvco is such that fvco = Nfref , and the phase
difference between the two phase/frequency detector’s inputs is constant. When this
condition is met the PLL is said to be locked or in its periodic steady-state region.

To meet the requirement, the phase/frequency detector (a strongly digital part
of the PLL) compares the frequency and phase between the PLL’s reference and
(feedback) signal vdiv(t) at the divider’s output pin. The comparison results in an
error that, through the charge-pump, is translated into positive and negative current
pulses injected into the loop filter. This block converts the (translated) error signal
into a voltage vc(t), which is applied at the input of the VCO (the core, analog
part of the PLL). The VCO is an oscillator, which produces an output signal whose
frequency is proportional to and controlled by the input voltage. The relation between
input voltage and output frequency is called VCO characteristic [83] and is usually
represented by a monotonic curve, i.e., if the control voltage increases (up to a certain
value) then the VCO’s frequency does too. The VCO’s output signal vvco(t) is then
fed to the divider, which produces a periodic output with a frequency equal to the
VCO’s frequency divided by N . This closes the loop.
At start-up, where fvco 6= Nfref , this chain of cause-and-effect characterizes the
nonlinear transient region of the PLL. For instance, for fvco � Nfref an error is
detected by the phase/frequency detector such that the VCO’s control voltage vc(t)
starts to build-up. As vc(t) increases, the frequency of the VCO’s output signal
approaches Nfref , until the periodic steady-state region is reached. The speed of
variation of vc(t) characterizes the response time of the circuit and depends on some
design specifications [82]. As can be seen from Fig. 3.1, the variation of the vc(t) is
much smaller than that of the output signal of the VCO.

Due to design specifications, vc(t) builds up slowly such that it would take many
periods of the VCO’s output signal to reach the locking condition. When the VCO’s
output frequency is of the order of GHz then the period corresponds to ns (inverse
of the frequency). In this case, the simulation time becomes prohibitive since many
time points during numerical integration need to be retained to properly compute the
DAEs’ fast-varying solutions, and due to the slow variation of the control voltage to
reach the locking condition. Fig. 3.2 shows the evolution during time of the period of
an industrial integer-N PLL’s output signal (green) and of the locking signal (blue):
by assuming that, say, a hundred time points are retained during each period of the
VCO’s clock, to simulate the PLL just for t ∈ [2.5, 5.0]µs in Fig. 3.2, it results that
for 6.25 ·105 time points the DAEs have been solved with the Newton’s method. This
is very expensive for large-dimensional and highly nonlinear PLLs.
Besides, when a device noise simulation is performed a larger number of points for
each period is required, due to constraints on the time-step length as mentioned in
Sec. 2.2, and for a longer simulation time, to extract important figures of merit, i.e.,
the PSD of the phase noise and the jitter [52].
In this regard, in Chap. 4, we propose a methodology to speed up time-domain (noise-
free and device noise) simulations of industrial integer-N PLLs.

Remark 3.2.1. The schematic presented in Fig. 3.1 refers to an integer-N PLL, i.e.,
with an integer division ratio N of the divider. Another type of PLL provides with
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Figure 3.2: Evolution during time of the period of an industrial integer-N PLL’s output
signal (top) and of the locking signal (bottom). The PLL is locked when the signal is high.

a non-integer N , in such a way as to produce a non-integer division ratio, called
fractional-N∗ PLL. In this work, we do not provide detailed differences between the
two types of PLL, since this is out of the scope of this thesis. We just mention that for
fractional-N∗ PLLs the division ratio is automatically swept between the two integers
N and N + 1 in the locking region, with N∗ ∈ [N,N + 1], and the average value of
the division ratio that results is the desired non-integer number N∗ [4]. This notion
will be useful when we will present an extension of our methodology to fractional-N∗
PLLs, described in Sec. 4.5.3.

After simulation, the designer assesses the quality of his/her PLL by looking at
some factors. The PLL’s factors of interest are locking time, power consumption,
phase noise and jitter.
Power consumption is important for portable devices, as well as it is related to the
life of the circuit’s components [87]. Locking time determines the instant in which
the PLL starts to work properly (the transient behavior dies out and an SST is ap-
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proached) and is a measure of how quickly the circuit responds to, e.g., a frequency
sweep of the reference signal (needed when the communication channel needs to be
switched).
Jitter and phase noise [52, 60] are two key-factors identifying the quality of the pro-
duced signal in the locked state, important to assess when the PLL is used to produce
a clock driving other blocks or to quantify inter-channel interferences for communica-
tion systems. In Chap. 4, we will see that when device noise sources perturb the PLL,
the perturbation will generate variations of the SST’s frequency w.r.t. its nominal
value. These variations are in the form of phase noise. For telecommunication, this
means that the (power of the) information will not be concentrated at the VCO’s fre-
quency (as expected when selecting the frequency channel), but will spread around it
in a skirt-like fashion. This effect can cause, e.g., inter-channel interferences and need
to be analyzed. In this case, the analysis is carried out in the frequency domain by
inspecting the power spectral density (PSD) of the generated phase noise around the
VCO’s frequency. Instead, when the PLL is used as clock generator to synchronize
digital units inside a computer, noise effects go under the name of jitter and analyzed
in the time domain. In this case, by assuming that the output signal repeats every
Tvco = 1/fvco periods and has DC value at zero, i.e., there is one zero-crossing of the
signal with either positive or negative slope every Tvco periods, the jitter will cause
uncertainties of the zero-crossing. This results in data synchronization errors.

In Chap. 4, we clearly define the PLL’s factors of interest and provide formulations
to extract them. Based on their estimations, we will compare the accuracy obtained
with our technique presented in Sec. 4.3 w.r.t. estimations extracted from the nominal,
brute-force transistor-level simulation, which is taken as the reference.

3.3 Delay-Locked Loop (DLL)
A DLL is similar to a PLL. The main differences lie in that in a DLL there is no
frequency divider and the VCO is replaced by a voltage-controlled delay line [83].
The delay line is composed of some circuit elements connected in cascade. At each
output of the cascade, a periodic signal is generated, which is a phase-shifted version
of the others and with the same frequency as that of the DLL’s reference. Thus, a
DLL does not perform frequency synthesis, rather it delays the phase at the delay
line’s outputs w.r.t the reference signal during transient region, to reach the locking
condition.

A DLL compares the phase of the output signal at the last cascade module with
that of the reference and generates an error signal. This signal is then integrated by
a filter and controls the phase-shift of all the delay elements (analogous to the PLL’s
VCO input, which controls the frequency). The locking condition is reached when
the last element of the delay line is phase-aligned with the reference signal.

DLLs are used for, e.g., high-speed communication among some circuit blocks
inside an integrated circuit. When high-speed serial data streams are sent without a
reference clock signal to synchronize acquisition of the data, a DLL can be used to
generate the clock which phase-aligns to the transitions in the data stream. A DLL
is generally preferred over a PLL when the phase noise of the reference signal is low.
However, it cannot be used as frequency synthesized. As for PLLs, the important
factors of interest when simulating DLLs are jitter and phase noise of the produced

56



Non-autonomous periodic nonlinear circuits

output(s). These measurements are extracted when the circuit is in its periodic
steady-state region.
In Chap. 5, we question the robustness of some existing methods meant to accelerate
the computation of the SST while by-passing the circuit’s transient region, by means
of an error analysis.

3.4 Switching-Mode Power Supply (SMPS)
Nowadays, a power supply is required by almost all circuits. SMPSs are present in
all computers supplying, e.g., memories and microprocessors. A power supply is an
electrical device that produces a specific level of power and supplies this to its load
(consuming power), by generating required voltage and current levels. For instance,
one of these circuits is used to convert an input voltage level to another one at the
output (step-down or buck converter), based on some specifications. Usually, common
requirements are high-efficiency in terms of power dissipation during the conversion
and accurate output regulation. The circuit must also protect the load in case of
a component failure [110]. Other SMPSs are the so-called boost converters (step-
up DC-to-DC power converter) and buck-boost converters, able to combine the two
modes of functioning.

Fig. 3.3 shows the block (top) and circuit (bottom) diagram of a type of SMPS,
i.e., the buck converter. The SMPS is a feedback system with two operating modes,
depending on whether the switching transistor is turned on or off. When on, the
switching node voltage and inductor current are being charged up. When off, the
voltage and current are discharged by the load. Based on a comparison of the output
signal w.r.t. a reference one, the controller generates a voltage level which biases
the switching transistor and determines the switching activity, i.e., the duty cycle of
the generated, periodic square-like signal. The duty cycle is the amount of time the
square signal is in the “high” state w.r.t. its period of oscillation. The switching
signal controls/regulates the levels of current generated through the inductor. This,
in turn, injects charges into a capacitor that holds the output voltage at a constant
level [31], meeting the specification on the required power at the load.

A time-domain simulation of an SMPS is expensive because the switching signal is
fast-varying, while, e.g., the time it takes for the output voltage to reach the periodic
steady-state after the start-up phase is generally long. The evolution of the output
voltage during the time of an industrial buck converter is shown in Fig. 3.4.

The factors of interest of an SMPS are the level of the ripple of the output signal
and effects on it derived by the switching activity. These are commonly extracted after
time-domain simulations and when the SMPS is in its periodic steady-state region.
In Chap. 5, we question about the robustness of some existing methods meant to
accelerate the computation of the SST while by-passing the transient region, by means
of an error analysis.

Another important figure of merit of these circuits is the settling time, i.e., the
time it takes for the SMPS to settle to its SST from the start-up. This measure
is estimated during the transient region, by performing a load or reference signal’s
frequency step.
In this dissertation, we do not concentrate on the transient region of the SMPS, but
on its steady-state region.
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Figure 3.3: An SMPS buck converter’s block (top) and circuit (bottom) diagram. Figure
from [31]. Copyright © 2004 by IEEE.

3.5 Summary
In this chapter, we described the common features of the circuits under analysis,
i.e., PLLs, DLLs and SMPSs, for which we want to speed up analyses in the time
domain. The simulations are time-consuming because these circuits are modeled by
stiff equations with widely separated time-scales, with a multi-rate nature and due to
the presence of strongly nonlinear characteristics of the models of the devices.

With the aim of speeding up time-domain analyses of PLLs, in Chap. 4, we present
a methodology which is suitable for both transient (noise-free) and device noise sim-
ulation. Instead, in Chap. 5, we address the problem of reliably computing the SST
of DLLs and SMPSs, by investigating the convergence properties of some existing
periodic steady-state-based methods.
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Figure 3.4: Evolution of the voltage signal at the output of an industrial SMPS (top), where
the circuit’s transient behavior can be clearly seen for t ≤ 50 µs. From a zoomed version of
the output signal (bottom), the periodic steady-state region can be appreciated as well.
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Chapter 4

Speeding up time-domain
simulations of integer-N PLLs

4.1 Introduction

PLLs find wide applications in areas such as RF communications, wireless systems
and digital circuits. It is fundamental to assess the quality of the product before
the manufacturing process. This is done with numerical analyses by means of a
circuit simulator. Even if they are generally medium-sized circuits (from 102 to 104

variables in the vector-solution) designers want to simulate them for a period of
physical time that is orders of magnitude higher than the characteristic time of the
circuit’s meaningful phenomena [107]. For instance, the period of the clock-like output
signal of a PLL can be 400 ps (as shown from the top picture of Fig. 3.2 from around
t = 3 µs) while the locked state could be in the range of t = 5 µs (from the bottom
picture of Fig. 3.2), thus thousands of periods of the output signal have to be simulated
to reach the desired condition. Consequently, during the simulation a huge number
of time points is retained in correspondence of which solutions are computed through
Newton’s method since the time-step length needs to be small enough to correctly
sample the fastest dynamics.
Besides, to assess the quality of the circuit in the presence of noise sources, the
simulation time has to be increased while the time-step length h has to be further
shortened (see Sec. 2.4.5 for the constraint on h). This is needed to extract modulation
effects and spectral purity from the output signal of the PLL. All this translates into
a slow transistor-level verification phase of the circuit design flow in Fig. 2.1.

When assessing the quality of PLLs designers are interested in power consumption,
locking time, phase noise and jitter estimations (with concepts introduced in Sec. 3.2).
In general, these measurements are extracted after time-domain, transistor-level simu-
lations which are currently the most reliable for this purpose. However, the literature
lacks a unifying technique able to speed up simulations of PLLs while extracting
all the abovementioned factors of interest (a representative list of methodologies is
provided in Sec. 4.2).

Our contribution is to propose a technique targeted to integer-N PLLs with high
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division ratio N , to estimate all the factors of interest of the PLL while accelerating
noise-free and device noise simulations. We do this by replacing some of the cir-
cuit’s blocks with a single macro-model. We create a behavioral, phase model for
the blocks of the voltage-controlled oscillator (VCO) and divider, which are integ-
rated and seen as a single oscillator (the terms behavioral and phase model will be
clarified and motivated in the next section). By replacing these oscillating system’s
DAEs with a single phase equation, not only we reduce the number of equations to
solve, but more importantly we remove the fastest varying dynamics characterizing
the VCO and some stages of the divider, allowing a relaxation of the time-step length
taken, thus reducing the simulation time. The creation of a phase macro-model for
the VCO plus divider can be done rigorously since the theoretical background for
this is well-established (nonlinear perturbation theory for oscillators [24]). Doing so
for the other blocks of the PLL might require simplifications of their mathematical
models, resulting in loss of accuracy w.r.t. transistor-level simulations (the reference).
We shall mention the recent work in [61] (2017), where the authors create an accurate
phase macro-model for the block of the phase-frequency detector and charge-pump.

In particular, our methodology is based on a parameter identification procedure
on the VCO and divider to build the macro-model, making use of and connected to
well-known techniques in the circuit simulation area, i.e., those used for the compu-
tation of the SST (HB [54] in frequency domain and SN [101] in time domain) and of
noise effects on the SST (the conversion matrix method [7, 77] in frequency domain
and the perturbation projection vector [24, 25] in both time and frequency domain).
This makes our method flexible and non-invasive for commercial circuit simulators
equipped with the techniques previously mentioned. Finally, the Verilog-A language
can be used for the creation of the phase model, enriching it with equations and para-
meters that we provide here. These are all advantages of our techniques. Of course,
there are also some limitations and open problems. For instance, approximations are
used in our technique when building the macro-model that results in some errors when
extracting some PLL’s factors of interest. As usual, there is a trade-off between sim-
ulation speed and accuracy. We will discuss this at the end of this chapter, together
with some ideas for future improvements and perspectives.

The remainder of this chapter is organized as follows. In Sec. 4.2, we present
previous works done to accelerate simulations of PLLs at different levels of the circuit
design flow. In Sec. 4.3.1 and Sec. 4.3.2, we describe our methodology for noise-
free (transient) and device noise simulations, respectively, based on perturbation and
periodic circuit analyses for oscillators, as well as in Sec. 4.3.3 we formally define the
factors of interest of the PLL and describe how to extract them from both transistor-
level and macro-model simulations. In Sec. 4.4, we show results from simulating two
industrial integer-N PLLs with division ratio N = 25 and N = 50, respectively. Fi-
nally, Sec. 4.5 is devoted to conclusions and some limitations, open problems and
future perspectives. In this regard, we propose an extension of our methodology to
fractional-N∗ PLLs to speed up their simulation time.

4.2 State of the art
In the literature, many works were done to speed up the analyses of PLLs, both at
the system level (where accuracy can be sacrificed in favor of a faster simulation) and
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at transistor level (where accuracy is more important). Some are based on behavioral
models (partial or full replacement of the blocks of the PLL by macro-models) while
others on the full transistor-level description of the circuit. However, none of them
addresses the simultaneous computation of all the factors of interest we mentioned
before. Hereafter, we list a few works.

In [56] the authors use phase macro-models for each block of the PLL. They
compute perturbation projection vectors [24] for different steady states of the VCO,
and interpolate the operating regions through a trajectory piecewise linear (PWL)
approach. By doing so, they are able to simulate the transient and steady-state
regions of the PLL while reporting a huge speedup factor (three orders of magnitude
w.r.t. time-domain, transistor-level simulation). However, they build a phase model
for the charge-pump with an ideal response. Phase models are robust for oscillators
[24], whereas for other blocks simplifications might generate over- or under-estimation
of noise effects. Besides, no power consumption nor jitter results are reported.
In [86] a method is presented and targeted to the analysis of PLL’s noise performance
w.r.t. variation of some parameters. Three different Fourier expansions are used for
the VCO, input signal and noise sources of the PLL, respectively. The authors report
phase noise quantities but neither clear speedup nor the other factors of interest.
Instead, [6] describes an algorithm for multi-rate circuit simulation based on spline
wavelets. They decouple fast and slow dynamics by means of an adaptive time-grid
selection and use different time-step lengths for slow and fast dynamics. However, they
do not deal with device noise analysis, which imposes even smaller time-step lengths
with a possible consequence of decreasing the benefit of the multi-rate approach.
Lastly, a work was recently presented in [61] to accurately compute the effects of
disturbances from each block of the PLL to the phase of the circuit. The circuit’s non-
ideal effects from the phase-frequency detector and charge-pump blocks (e.g., current
mismatches and leakage currents) are taken into account by means of employing
LPTV transfer functions, which describe the relation between non-ideal and device
noise effects to the phase of the PLL. This technique speeds up simulations of PLLs
since the original number of equations is greatly reduced. The method presented in
[61] is a follow-up work of our methodology presented in [27], towards accurate and
fast simulations of the transient and periodic steady-state regions of integer-N PLLs,
although they do not estimate power consumptions nor deal with minimization of
errors when building the models.

It is clear that an advanced numerical technique has to be implemented to quickly
simulate PLLs while extracting all the factors of interest. In this regard, our contri-
bution is the development of a single methodology to extract all the factors of interest
of the PLL while speeding up the simulations. Our technique can be used at the tran-
sistor level, where the accuracy of simulations to assess the quality of the circuit has
to be high. Our work is similar to those presented in [106, 42, 108]. However, in [106]
the steps to build the macro-model are not defined, whereas we propose a procedure
to automatically improve the accuracy of the model by minimizing a certain error. A
phase macro-model is built in [42] as well, but neither power consumption nor noise
estimates are extracted. Finally, in [108] assumptions are made on the type of blocks
for the phase-frequency detector and loop filter. Our technique is instead independent
of the types of blocks of the PLL under analysis.
Besides, to model the effect of noise sources to the output of our macro-model, we
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provide different formulas representing VCO’s phase noise shapes that we have iden-
tified, which makes our procedure a general one thus independent of the oscillator
technology.

4.3 Theoretical background
Here, we describe our technique to speed up noise-free (Sec. 4.3.1) and device noise
(Sec. 4.3.2) simulations, formulated as IVPs of the PLL’s DAEs in the form (2.4.7)
and (2.4.48), respectively. We also provide the extraction procedure of the factors of
interest when simulating the PLL with the macro-model (Sec. 4.3.3).

In the next section (noise-free simulation), we provide a bottom-up explanation of
the ingredients characterizing the macro-model, together with the necessary theoret-
ical background to motivate them. In particular:

- We start by replacing the transistor-level VCO with a phase model in Sec. 4.3.1.1.
Using a phase model for an autonomous, oscillating system is justified by the
established nonlinear perturbation analysis based on Floquet theory [34] for
DAEs [22];

- The introduction of the phase equation of the macro-model inside a circuit
simulator creates a gap between the phase-domain equation and the voltage-
and current-domain ones (MNA form). Thus, we propose a way to close this
gap in Sec. 4.3.1.2;

- In Sec. 4.3.1.3, we include the divider into the phase model;

- Finally, since the created macro-model is accurate around the PLL’s steady-
state region only, in Sec. 4.3.1.4 we describe a procedure to extend the accuracy
to the circuit’s transient region. We do this based on Assumption 4.3.3 made
on the behavioral evolution in time of the PLL. An automatic version of the
building process of the macro-model is presented in Sec. 4.3.1.5, which aims at
minimizing a certain error.

4.3.1 Noise-free simulation
To speed up simulations of PLLs we reduce the total number of time steps retained
during integration, by removing the unknowns (and equations) of the general-form
DAEs (2.4.7) corresponding to the circuit’s fast-varying dynamics (e.g., the vvco(t)
VCO’s output in Fig. 3.1), thus allowing a relaxation of the time-step length. The
fast-varying dynamics characterize the VCO and (part of) the divider. Practically,
we eliminate these blocks’ internal variables and keep their external unknowns/pins,
interfaces with the rest of the PLL which is still at the transistor level. In Fig. 4.1 we
highlight the incorporation of the VCO and divider in one single oscillating system.
We create a macro-model for it called VCODIV, which is characterized by having
(i) the original oscillating system’s interfaces with the rest of the PLL, i.e., the vc(t)
control voltage of the VCO (input of the macro-model), Vcc_osc VCO’s and Vcc_div
divider’s supply voltages and vdiv(t) output signal of the divider (output of the macro-
model), and (ii) a phase equation which couples all the interfaces. The macro-model
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Figure 4.1: Schematic of an integer-N PLL, with the VCO and divider incorporated in one
oscillating system. We replace this system with a macro-model called VCODIV.

is a behavioral one since it describes the evolution of the supply currents and output
voltage as a function of the input, through the phase equation. The phase equation
is derived from nonlinear perturbation analysis on autonomous, oscillating systems.
Besides, since circuit simulators usually solve voltage/current-domain equations, we
need to create a link between the phase equation and the MNA form.

To start, let us first motivate the use of a phase model for the (autonomous)
oscillating system and provide the description of its phase equation.

4.3.1.1 Replacing an autonomous oscillating system with a phase macro-
model

When an oscillating, autonomous system is perturbed by external (interferences) or
internal (device noise or deterministic) sources, disturbances affect the xsst(t) unper-
turbed SST of the oscillator by generating (most important) phase noise under the
form of time-shift deviations of the unperturbed solution, i.e., xsst(t+α(t)). In order
to quantify the phase noise, a scalar, nonlinear ODE to solve for α(t) is derived from
nonlinear perturbation analysis on autonomous systems, based on Floquet theory [34]
for DAEs [22].
Next, we briefly recall the important claims of this theory.

Imagine to unplug the (transistor-level) VCO from the PLL in Fig. 4.1 (for now, let
us not consider the divider), and set vc(t) = Vi ∀t to the constant value Vi ∈ R. The
VCO is then an autonomous oscillating system. An electrical, autonomous system is
generally described by a set of index-1 DAEs [22, 66] of the form

d

dt
q(x(t)) + g(x(t)) = 0, (4.3.1)

where x ∈ Rn is the vector-solution, q, g : Rn → Rn are the nonlinear functions
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for charges/fluxes and currents, respectively, and 0 is the zero vector of appropriate
dimension. Note that (4.3.1) does not contain any time-dependent sources (autonom-
ous system). We assume that an orbitally stable SST xsst(t) of (4.3.1) exists when
imposing the boundary value condition x(0)− x(T ) = 0, with (a particular value of)
the period T > 0 such that xsst(t) = xsst(t+T ) (see Def. 2.5.2 for orbital stability of
an SST).
When (small) perturbations act on the oscillator, another term is added to (4.3.1)
which results in

d

dt
q(x(t)) + g(x(t)) +B(x(t))ξ(t) = 0, (4.3.2)

where ξ ∈ Rp is the vector of perturbation sources and B : Rn → Rn×p a state-
dependent matrix-function. By linearizing (4.3.2) around the periodic solution, first-
order Taylor truncating q(·) and g(·) and zero-order Taylor truncating B(·) [34, 24],
we have an LPTV system (since the operating point is time-varying) of the form

d

dt
(C(t)y(t)) +G(t)y(t) +B(xsst(t))ξ(t) = 0, (4.3.3)

with C(t) = ∂q(x)/∂x
∣∣∣
x=xsst

and G(t) = ∂g(x)/∂x
∣∣∣
x=xsst

are the n × n, T -periodic
matrices of the dynamic and static elements, respectively, and C(t) has (time-invariant)
rank m ≤ n.
Now, consider the homogeneous part of (4.3.3) (with ξ(t) = 0 ∀t), i.e.,

d

dt
(C(t)y(t)) +G(t)y(t) = 0. (4.3.4)

When C(t) is rank deficient (as for DAEs), the solutions of (4.3.4) lie in an m-
dimensional subspace defined by [22]

S(t) = {z ∈ Rn : (G(t) + dC(t)
dt

)z ∈ Im(C(t))},

with Im(C(t)) the image of C(t). By defining N(t) = Ker(C(t)) as the null space of
C(t) with dimension k = n−m, for index-1 DAEs we have that [22]

S(t) ∩N(t) = ∅, S(t)⊕N(t) = Rn,

where ⊕ is the operator of direct sum of spaces. From the homogeneous, adjoint (or
dual) system of (4.3.4)

CT(t) d
dt
y(t)−GT(t)y(t) = 0, (4.3.5)

where we denote T as the transpose operator, we can similarly define the subspaces

ST(t) = {z ∈ Rn : GT(t)z ∈ Im(CT(t))}, NT(t) = Ker(CT(t)),

such that
ST(t) ∩NT(t) = ∅, S(t)T ⊕NT(t) = Rn.

It can be shown [58, 22] that the solution φ of (4.3.4), the homogeneous part of the
perturbed, autonomous system linearized around the periodic solution and satisfying
the initial condition x(0) ∈ S(0), is given by

φ(t, x0) = Φ(t, 0)x0. (4.3.6)
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In (4.3.6) the state-transition matrix Φ(t, s) is defined as

Φ(t, s) = U(t)D(t− s)V (s)C(s), (4.3.7)

where D(t−s) = diag(eµ1(t−s), . . . , eµm(t−s), 0, . . . , 0), the matrices U(t) and V (t) are
both n × n, T -periodic and nonsingular, and where the µi ∀i = 1, . . . , n appearing
inside the D matrix are the Floquet exponents of (4.3.4).

Let U(t) = [u1(t), . . . , um(t), um+1(t), . . . , un(t)] and V T(t) = [v1(t), . . . , vm(t),
vm+1, . . . , vn(t)]. Then {u1(t), . . . , um(t)} is a basis for S(t) and {v1(t), . . . , vm(t)} is a
basis for ST(t), while {um+1(t), . . . , un(t)} is a basis for N(t) and {vm+1(t), . . . , vn(t)}
is a basis for NT(t), such that the bi-orthogonality condition

V (t)C(t)U(t) =
[
Im 0
0 0k

]
, (4.3.8)

is satisfied, with Im the identity matrix and 0k the zero matrix of dimension m and k,
respectively [22]. Besides, there are n independent solutions to (4.3.4), i.e., u1e

µ1t, . . .,
ume

µmt, um+1, . . ., un; equivalently, there are n independent solutions to (4.3.5), i.e.,
v1e
−µ1t, . . ., vme−µmt, vm+1, . . ., vn. For 1 ≤ i ≤ m, x(t) = ui(t)eµit is a solution of

(4.3.4) with initial condition x(0) = ui(0) and similarly y(t) = vi(t)e−µit is a solution
of (4.3.5) with initial condition y(0) = vi(0).
The state-transition matrix Φ(t, s) in (4.3.7) can then be rewritten as

Φ(t, s) =
m∑
i=1

eµi(t−s)ui(t)vT
i (s)C(s). (4.3.9)

Besides, the solution φ of (4.3.3), the perturbed, autonomous system linearized
around the periodic solution, satisfying the initial condition x(0) ∈ S(0) (for ξ(0) = 0)
is given by

φ(t, x0) = Φ(t, 0)x0 +
∫ t

0
Ψ(t, s)b(s)ds+ Γ(t)b(t), (4.3.10)

where
Ψ(t, s) = U(t)D(t− s)V (s), (4.3.11)

and Γ(t) is an n×n, T -periodic matrix of rank k satisfying Γ(t)C(t)[u1(t), . . . , um(t)]
= 0 [22]. Thus, from (4.3.6) and (4.3.7) the solution of the homogeneous system
(4.3.4) is given by

xH(t) =
m∑
i=1

eµitui(t)vT
i (0)C(0)x(0).

From (4.3.10) and (4.3.11) the solution of the perturbed system (4.3.3) is given by

xIH(t) = xH(t) +
m∑
i=1

ui(t)
∫ t

0
eµi(t−s)vT

i (s)b(s)ds+ Γ(t)ξ(t).

Now, we can define the monodromy matrix Φ(T, 0) as the fundamental matrix
(i.e., matrix-valued function whose columns are linearly independent solutions) of
(4.3.4) obtained by evaluating (4.3.9) at s = 0 and t = T , with ui(0) eigenvectors and
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associated eµiT eigenvalues, for i = 1, 2, . . . ,m. This matrix naturally arises when
studying the stability of the limit cycle of the autonomous oscillator [66]. Similarly,
the eigenpairs of the matrix Ψ(T, 0) of the dual system are vi(0) and e−µiT . For a
stable, autonomous system described by index-1 DAEs we can assume that one ex-
ponent satisfies µ1 = 0 (related to the oscillatory eigenmode) and that the real part
of the remaining one is such that <(µi) < 0 for i = 2, . . . ,m, due to stability of the
oscillator [66]. It turns out that the periodic eigenvector v1(0) associated with µ1 will
play the fundamental role in the perturbation analysis of the oscillator. Note also
that dxsst(t)/dt = x′sst(t) is also a T -periodic solution of (4.3.4). Without loss of
generality, we can choose u1(t) = −x′sst(t) (u1 is the tangent to the orbit xsst(t)).
Before providing the final formulation describing how perturbations affect the oscil-
lator, we need the following:

Lemma 4.3.1 ([22]). If xsst(t) is a solution of (4.3.1) then

xsst(t+ α(t))

is a solution of
d

dt
q(x) + g(x) = −c1(t)C(t+ α(t))u1(t+ α(t)), (4.3.12)

where the scalars c1(t) and α(t) satisfy

d

dt
α(t) = c1(t),

c1(t) = 0 for t < 0,
α(0) = 0,

and u1(t) = −x′sst(t).

The proof of Lemma 4.3.1 follows from substitution of x(t) = xsst(t + α(t)) into
(4.3.12), from the fact that xsst(t) satisfies (4.3.1) and x′sst(t) = −u1(t) [22].
Lemma 4.3.1 says that the phase-shifted (or time-shifted) solution xsst(t+ α(t)) sat-
isfies a perturbed DAEs (4.3.12) with a particular right-hand side, that we are going
to define next.

Consider a small, state-dependent perturbation of the form B(x)ξ(t) to (4.3.1),
as in (4.3.2). Next, decompose B(x(t+α(t)))ξ(t) into its components using the basis
{C(t+α(t))u1(t+α(t)), . . . , C(t+α(t))um(t+α(t)), G(t+α(t))um+1(t+α(t)), . . . , G(t+
α(t))un(t+ α(t))}, such that

B(x(t+ α(t)))ξ(t) =
m∑
i=1

ci(x, α(t), t)C(t+ α(t))ui(t+ α(t))+

n∑
i=m+1

ci(x, α(t), t)G(t+ α(t))ui(t+ α(t)), (4.3.13)

where the coefficients ci(x, α(t), t), for 1 ≤ i ≤ m, are given by

ci(x, α(t), t) = ṽi(t+ α(t))ξ(t),
ṽi(t) = vT

i (t)B(x(t)),
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obtained from the bi-orthogonality condition (4.3.8). By distinguishing the compon-
ent in (4.3.13) along C(t + α(t))u1(t + α(t)) = −C(t + α(t))x′sst(t + α(t)) from the
rest, i.e.,

ξ1(x(t+ α(t)), t) = c1(x, α(t), t)C(t+ α(t))u1(t+ α(t)),

and defining

ξ̃(x(t+ α(t)), t) = B(x(t+ α(t)))ξ(t)− ξ1(x(t+ α(t)), t)

=
m∑
i=2

ci(x, α(t), t)C(t+ α(t))ui(t+ α(t))

+
n∑

i=m+1
ci(x, α(t), t)G(t+ α(t))ui(t+ α(t)).

we can notice that the perturbation term in the right-hand side of (4.3.12) is ob-
tained by projecting the original perturbation along the time-varying direction C(t+
α(t))u1(t+ α(t)). We finally provide the following result:

Theorem 4.3.2 ([22]).

(i) xsst(t+ α(t)) solves

d

dt
q(x(t)) + g(x(t)) + ξ1(x(t+ α(t)), t) =

d

dt
q(x(t)) + g(x(t)) + ṽ1(t+ α(t))ξ(t)C(t+ α(t))u1(t+ α(t)) = 0,

where
d

dt
α(t) = ṽ1(t+ α(t))ξ(t), α(0) = 0. (4.3.14)

(ii) xsst(t+ α(t)) + z(t) solves the perturbed DAE (4.3.2), where z(t) is the orbital
deviation which does not grow without bound, stays small (for small ξ(t)) and,
with ξ(t) = 0 for some t > tc and tc > 0, is such that z(t) → 0 as t → ∞ and
xsst(t+ α(tc)) solves (4.3.2) for t→∞ (orbital stability).

The proof of Theorem 4.3.2 is provided in [22].
Theorem 4.3.2 says that perturbations on oscillators generate time-varying phase de-
viation α(t) and orbital deviation z(t): α(t) will generally keep increasing with time
even if the perturbation ξ(t) is small (e.g., consider (4.3.14) with ξ(t) = ε � 1 and
ṽ1(t) = k = const. ∀t, then α(t) = kεt). If the perturbation is removed then α(t) will
settle to a constant value, with no mechanism to restore the perturbed solution to the
unperturbed one (this was the intuition in [41] as well, where the authors defined im-
pulse sensitivity functions (ISFs) as transfers from perturbation (input) to amplitude
and phase deviations (output) of a periodic solution); on the other hand, z(t) will
always remain small and decays to zero if the perturbation is removed. Furthermore,
in the nonlinear, scalar ODE (4.3.14) the T -periodic perturbation projection vector
(PPV) ṽ1(t) provides a transfer between perturbations acting on the oscillator and
the phase deviation (or time shift).
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Figure 4.2: The SST xsst(t) in the phase space for an autonomous system, with the phase
deviation α(t) and the orbital deviation z(t) due to perturbations. Adapted figure from [24].
Copyright © 2000 by IEEE.

Fig. 4.2 shows the xsst(t) unperturbed solution and the xsst(t+α(t))+z(t) perturbed
solution due to the phase deviation α(t) and the orbital deviation z(t).

The previous theoretical background provides the motivation for the usage of a
phase model for the VCO, biased at a specific value of the voltage control pin, i.e.,
vc(t) = Vi. Orbital deviations can be neglected since the VCO is orbitally stable
and due to amplitude-limiter circuitry mechanisms that are often employed. Besides,
(4.3.14) is the equation which relates perturbations to phase deviations (or time-shift
deviations) via the PPV transfer.

We still need to explain how we link the phase equation to the MNA form, what
we mean by “perturbation acting on the oscillating system” for noise-free analysis
and how we incorporate the divider into the macro-model.

4.3.1.2 Linking the phase-deviation equation of the macro-model to MNA
form

When we replace the VCO (and divider) in Fig. 4.1 with a phase macro-model, we
need to specify the contribution to the Kirchhoff’s laws of the model’s pins (in terms
of voltages and currents), interfaces with the rest of the PLL at the transistor level.
We use equivalent current/voltage sources at the pins, as depicted in Fig. 4.3. For
instance, i(t + α(t)) is the equivalent current representing that through the VCO’s
voltage supply Vcc_osc in Fig. 4.1, and v(t+α(t)) is the output voltage of the macro-
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Figure 4.3: Macro-model with equivalent voltage/current sources, to close the gap between
the phase- and current/voltage-domain equations.

model. In general, v(t + α(t)) (or i(t + α(t))) is the perturbed version of its SST
solution v(t) = v(t + Tvco) (or i(t) = i(t + Tvco)), with Tvco = 1/fvco the period at
SST.

Assume now that the SST of v(t) (and i(t)) is given under the form of Fourier
coefficients of amplitude Vk and phase θk, for k = 1, . . . , Nh and Nh the number of
harmonics, and that the oscillating frequency fvco at steady-state is known. Assume
also the value of α(t) at any time t is known. Then, the equivalent voltage source
v of the macro-model (equivalently for the current i) can be reconstructed through
inverse (truncated) Fourier series asv(t+ α(t)) =

∑Nh
k=−Nh Vk · e

√
−1kθtot(t)+θk ,

θtot(t) = 2πfvcot+ ∆θ(t).
(4.3.15)

where it can be shown [80] that a time-shift deviation α(t) in seconds translates into
a phase-shit deviation ∆θ(t) in radians via

[rad]︷ ︸︸ ︷
∆θ(t) = 2πfvco

[s]︷︸︸︷
α(t) . (4.3.16)

The effects of phase deviations on an unperturbed, periodic solution can be appreci-
ated in Fig. 4.4 and correspond to frequency-modulation effects (variation of the phase
implies variation of the frequency/period). The Fourier coefficients of the unperturbed
SST and fvco used in (4.3.15) can be computed, e.g., with HB or SN method.
By reconstructing through (4.3.15) the perturbed SST voltages and currents at the
interfaces of the macro-model, we close the gap between phase-domain equation of
the macro-model and MNA form, the latter being used for the other blocks of the
PLL.

Notice that due to (4.3.16) we have that

d

dt
∆θ(t) = 2πfvco

d

dt
α(t) = 2πfvcoṽ1(t+ α(t))ξ(t), ∆θ(0) = 0, (4.3.17)
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Figure 4.4: Graphical illustration of the effects of time shift α(t) in seconds (equivalently,
phase deviation ∆θ(t) in radians) on an unperturbed, periodic solution v(t) (solid blue).
Deviations are visible on the perturbed solution v(t+ α(t)) (dashed red) under the form of
frequency-modulation effects.

which is a scaled version of (4.3.14). Since ∆wvco(t) = d
dt∆θ(t), with ∆wvco(t) =

(w(t)−wvco) the angular frequency deviation around the value wvco = 2πfvco at the
steady-state, and since ∆wvco(t) = 2π∆fvco(t) with ∆fvco(t) = (f(t)− fvco), we can
rewrite the differential equation part of (4.3.17) as

∆fvco(t) = fvcoṽ1(t+ α(t))ξ(t). (4.3.18)

which represents a law for the variation of the oscillating frequency around the value
of fvco at the steady-state. For noise-free simulations and with the Fourier coefficients
and frequency extracted for the bias value Vi of the VCO, we assume that for noise-
free simulation ξ(t) accounts for a small, deterministic perturbation of the control
pin only around Vi, i.e., ξ(t) = ∆vc(t) = (vc(t) − Vi). Then, (4.3.18) describes the
evolution of frequency deviations w.r.t. (small) variations of the control voltage pin
for the VCO.
Thus, by defining ṽ1,vc(t) as the component of the PPV related to perturbations of
vc(t), and ∆θc(t) as phase deviations due to perturbations of vc(t) only, we have

d

dt
∆θc(t) = 2πfvcoṽ1,vc(t+ α(t))∆vc(t), ∆θc(0) = 0. (4.3.19)

72



Speeding up time-domain simulations of integer-N PLLs

At this point, the phase equation of the model of the VCO is formalized for noise-
free simulation. Next, we show how to incorporate the divider into the macro-model
to form the VCODIV.

4.3.1.3 Incorporating the divider into the phase macro-model of the VCO

What we need to reconstruct (through inverse Fourier series) is the perturbed version
of the voltage at the output of the divider. This is the output of the VCODIV macro-
model, connected to the phase-frequency detector (PFD) in Fig. 4.1. By simply
realizing that the divider attached to the VCO divides by N the frequency and the
phase (radians) of the output signal of the VCO, the incorporation of the effect of the
divider into (4.3.19) is straightforward and given by

d

dt
∆θc(t) = 2π

N
fvcoṽ1,vc(t+ α(t))∆vc(t), ∆θc(0) = 0. (4.3.20)

Finally, (4.3.20) provides with a relation between perturbations acting on the vc(t)
of the VCODIV (around Vi) and the output voltage vdiv(t) of the divider of Fig. 4.1.
The perturbed version v(t+α(t)) of the output of the divider is reconstructed through
inverse Fourier series as in (4.3.15) (in this case with θtot(t) = 2π

N fvcot+∆θc(t)), where
the phase deviation (in radians) evolves according to (4.3.20).

However, by assuming that Vi corresponds to the control voltage value of the VCO
when, e.g., the PLL is in its locked state, the phase equation (4.3.20) is valid only for
small perturbations of vc(t) around Vi, value at which we bias the VCO and divider,
extract the corresponding Fourier coefficients and oscillating frequency, and compute
the PPV. Stated another way, a macro-model built in such a way would produce
accurate phase deviations only for small perturbation of vc(t) around Vi.
Instead, during simulation and before reaching the locked state the PLL has a tran-
sient region in which both control voltage and frequency have (relatively) large vari-
ations. Thus, we need to build a macro-model which is accurate for the whole range
of variation of vc(t). We describe how we do this in the next section.

4.3.1.4 VCODIV macro-model for both the transient and steady-state
regions of the PLL

To build a macro-model which is accurate for both the transient and steady-state
regions of the PLL, we need to introduce the concept of the voltage-to-frequency
curve fvco vs vc of the VCO, a.k.a. the VCO characteristic, and its connection to the
component ṽ1,vc(t) of the PPV.

The VCO characteristic describes the variation of the frequency of the VCO’s
output w.r.t. variations of the control voltage. When the curve is linear it can be
expressed by

fvco(t) = f0 +Kvco∆vc(t), (4.3.21)

where Kvco = const. is the sensitivity (or gain) of the VCO, f0 ∈ R and ∆vc(t) =
(vc(t) − V0) with V0 ∈ R [82]. Back to the component ṽ1,vc(t) of the PPV and for
perturbation of the control voltage ξ(t) = ∆vc(t), under the “quasi-static” assumption
that during one period Tvco of a VCO’s dynamic the ∆vc(t) remains almost constant
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[63], then we can approximate (4.3.18) as

∆fvco(t) = fvcoṽ1,vc,DC∆vc(t), (4.3.22)

with
ṽ1,vc,DC = 1

Tvco

∫ Tvco

0
ṽ1,vc(τ)dτ,

the average value (in the time domain) or the Fourier DC value (in the frequency
domain) of the component of the PPV related to vc(t). Notice that ṽ1,vc,DC = const.,
so it does not depend on the time shift anymore. From (4.3.21) and (4.3.22) we can
write

Kvco,i = fvcoṽ1,vc,DC , (4.3.23)
i.e., under a quasi-static assumption, the (linear) sensitivity of the VCO can be ex-
pressed by the DC component ṽ1,vc,DC of the PPV.
Notice that Kvco,i in (4.3.23) is indexed by i since the sensitivity corresponds to the
control voltage value Vi (same dependency for the PPV and the oscillating frequency
fvco,i). The relation between Kvco,i and fvco,iṽ1,vc,DC is also investigated in [104].
From now on, we use the sensitivity Kvco,i instead of ṽ1,vc,DC , since to build our
macro-model we do a parameter identification of the (generally nonlinear) VCO char-
acteristic rather than using the PPV theory and numerical methods to compute it,
bearing in mind that the two factors have same meaning for small, deterministic per-
turbations acting on the control pin of the VCO. Stated another way, these correspond
to the same transfer between perturbation and phase deviation under a quasi-static
assumption. Thus, by using (4.3.23) we rewrite (4.3.20) as

d

dt
∆θc(t) = 2π

N
Kvco,i∆vc(t), ∆θc(0) = 0. (4.3.24)

The law (4.3.24) of the VCODIV is then a linear one, valid for vc(t) ∈ [Vi−ε, Vi+ε]
with ε > 0. This means that if we used the phase-deviation law (4.3.24) and the
equivalent sources reconstructed via (4.3.15), the accuracy of the simulation of the
PLL with the macro-model would theoretically be good only when vc(t) takes values
around Vi. This happens, e.g., when the PLL is in its steady-state region. However,
vc(t) has a larger variation during its transient region.

Next, we make the assumption from which we build an accurate macro-model for
simulating both the transient and steady-state regions of the PLL, i.e., for the whole
range of variation of the vc(t).

Assumption 4.3.3. The transient region of the PLL can be thought of as a set
of contiguous steady-state regions, indexed by i. During the time, the PLL itself
perturbs the ith steady-state solution by varying the control voltage and causing
phase (equivalently, frequency) deviations on its dynamics, until the locked state is
reached which corresponds to specific control voltage and frequency values.

Assumption 4.3.3 can be better understood by looking at a nonlinear VCO char-
acteristic plotted in Fig. 4.5. The depicted curve is a typical trend for the voltage-
to-frequency variation of the VCO. We indicate it with the function g̃ : R → R and
define it as

f = g̃(v).
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Figure 4.5: The nonlinear characteristic of a VCO, obtained by linear interpolation of results
extracted from simulating an industrial circuit.

The function g̃(·) is monotonic (if v increases then f does too). We assume that it is
differentiable at each point of its domain. Besides, it is nonlinear, it depends on the
technology of the VCO under analysis and neither a general nor technology-dependent
analytic formulation is available in the literature (to the best of the author’s know-
ledge). Practically, one can obtain the curve in Fig. 4.5 by interpolating frequency
points corresponding to different values of the control voltage of the VCO. The fre-
quency points can be extracted with both HB and SN. Thus, we can consider those
points to correspond to particular steady-state regions of the PLL, with specific Four-
ier coefficients of the corresponding SST.

During a time-domain simulation of the PLL at transistor level (transient and
steady-state regions) v and f vary according to the VCO characteristic, which we
want to accurately reproduce when simulating the PLL with our macro-model.
The idea is that by partitioning the bounded domain of v into p contiguous, non-
overlapping intervals, during simulation when the control voltage of the VCODIV
takes values inside the ith interval, for i = 1, 2, . . . , p, the macro-model uses the ith
set of parameters (Fourier coefficients, oscillating frequency and sensitivity of the
VCO) to compute the phase deviation and reconstruct the equivalent sources. When
the control voltage takes a value inside the next interval, the macro-model switches the
parameters accordingly. We need to ensure that the phase of the equivalent sources
varies continuously. We do this by approximating the originally nonlinear curve for
the frequency in Fig. 4.5 with a PWL one and by defining the slope at each point of
the domain of v.
A wide range of approaches can be used to approximate a nonlinear curve (for a list
of elementary, still educative ones we refer to [11]). Here, we use a PWL approach.

Assume that the domain of v is defined as V = {v|Vmin ≤ v ≤ Vmax}. Consider p
sub-domains (or intervals) Vi of V such that

⋃p
i=1
Vi = V and

⋂p
i=1
Vi = ∅. We want
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to build a PWL continuous curve ğ(v) as an approximation to g̃(v). Obviously, the
larger the p, the smaller the error ∆f = |g̃(v)−ğ(v)| of the approximation. We present
the automatic, minimization-error procedure to select the intervals in Sec. 4.3.1.5. For
now, we assume that p intervals are given.
Within the ith interval, by knowing Vi ∈ R, ai ∈ R and bi ∈ R the linear curve is
defined as

ği(v) = ai + bi(v − Vi), v ∈ [Vsw,i, Vsw,i+1). (4.3.25)

In (4.3.25) bi = ĝ(v)
∂v

∣∣∣
v=Vi

is the slope of the ith curve, and Vsw,j are the known
extreme points of the jth interval for j = 1, 2, . . . , p + 1, with Vsw,1 = Vmin and
Vsw,p+1 = Vmax. When i = p in (4.3.25) then v ∈ [Vsw,p, Vsw,p+1] (last interval is
closed).
In our case (compare (4.3.25) with (4.3.21)), we have that for the ith steady-state
region vc(t) = v. Then, ∆vc(t) = (vc(t) − Vi) is the variation of the control voltage
around Vi. Besides, fvco,i = ai is the frequency of the ith SST and Kvco,i = bi is
the sensitivity of the PWL approximation to the VCO characteristic, evaluated at
vc(t) = Vi. Fig. 4.6 depicts a PWL approximation of the nonlinear curve of Fig. 4.5.
It shows the nonlinear characteristic of the VCO (solid red) approximated by the

Figure 4.6: Approximating the nonlinear characteristic of a VCO (solid red) with a PWL
curve (black solid). The ith set of Fourier coefficients and frequency are extracted at Vi
(red diamond) through, e.g., HB and used during simulation when vc(t) varies within the
switching points [Vsw,i, Vsw,i+1) (blue circles).
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PWL curve (solid black), whose slope Kvco,i of the ith line is defined as

Kvco,i = ∂fvco(vc)
∂vc

∣∣∣
vc=Vi

, (4.3.26)

and corresponds to the VCO’s frequency (and phase) sensitivity w.r.t. perturbations
on the control pin. Inside the ith interval, the corresponding set of Fourier coefficients
and frequency extracted at Vi (red diamond) are used during simulation when vc(t)
varies within the switching points [Vsw,i, Vsw,i+1) (blue circles).

The final phase-deviation equation due to perturbation of the control voltage of
the VCODIV reads as

d

dt
∆θc(t) = 2πKpwl

N
∆vc(t), ∆θc(0) = 0, (4.3.27)

with {
Kpwl = Kvco,i,

∆vc(t) = vc(t)− Vi,
when vc(t) ∈ [Vsw,i, Vsw,i+1),∀i = 1, 2, . . . , p.

At each time point during simulation the phase deviation equation (4.3.27) is solved
for ∆θc(t) and used to reconstruct the equivalent sources asv(t+ α(t)) =

∑Nh
k=−Nh Vk,i · e

√
−1kθtot(t)+θk,i ,

θtot(t) =
∫ t

0
2πfvco(vc(τ))

N dτ + ∆θc(t),
(4.3.28)

with fvco(vc(t)) = fvco,i when vc(t) ∈ [Vsw,i, Vsw,i+1) ∀i = 1, 2, . . . , p.
Equations (4.3.27) and (4.3.28) are at the core of our macro-model. The noise-

free simulation with the macro-model is faster than that of the original transistor-level
PLL since the vc(t), vdiv(t) and ∆θc(t) of the VCODIV are slowly varying w.r.t. the
fast-varying signals of the VCO and part of the divider (quasi-static assumption),
allowing a relaxation of the time-step length during integration.

To estimate the variation of the time-averaged value of the supply currents for
power consumption, we need to reconstruct the time-averaged currents at the supply
pins of the VCODIV. We estimate average values during one period of the input of
the PLL, thus also average power consumption according to (4.3.37). Again, we use
the quasi-static assumption that during one period Tvco of the output of the VCO the
average value of the currents (or their Fourier DC coefficients) are almost constant.
Remark 4.3.4. Since we want to reconstruct the time-average value of the supply
currents, in the inverse Fourier series (4.3.28) we only use the Fourier DC coefficients
I0,i, thus phase deviations do not affect it.

Assume that at each retained steady-state point in the VCO characteristic the ith
Fourier DC coefficient I0,i is extracted, e.g., with HB. During a simulation of the PLL
with the macro-model, when vc(t) = Vi then the reconstructed current equals I0,i. To
approximate the average current when vc(t) 6= Vi we use a first-order interpolation of
the coefficients as i(t) = I0,i + spwl(vc(t)− Vi),

spwl = I0,i+1−I0,i
Vi+1−Vi ,

(4.3.29)
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for vc(t) ∈ [Vi, Vi+1) ∀i = 1, 2, . . . , p. Instead, for vc(t) ∈ [Vmin, V1) and vc(t) ∈
[Vp, Vmax] we use the coefficients corresponding to the first and last interval, respect-
ively.

However, the interpolation used in (4.3.29) produces an error in the approximation
of the current w.r.t. the value obtained from the PLL at the full transistor level. This
is due to using a linear interpolation approach as in (4.3.29). Besides, since the sup-
ply current varies depending on the steady-state region of the PLL, the error can also
be associated to the error made in approximating the nonlinear characteristic of the
VCO via the PWL curve with a finite number of sub-intervals. The error introduced
in the approximation of the curve is in the form of a frequency deviation. When a
nonlinear function g̃ is continuously differentiable then it can be shown ([11]) that the
error can be reduced by increasing the number of the intervals of the domain of vc.
Finally, also locking time of the PLL depends on the control voltage and some signals
from the block of the phase-frequency detector [82]. Thus, an accurate PWL curve
should determine the locking time estimates as well. We cannot emphasize this point
too strongly, due to lack of a rigorous mathematical error analysis and analytic for-
mulations directly relating the locking time to, e.g., the control voltage (to the best
of the author’s knowledge). However, we believe that if the evolutions of the control
voltage and frequency of the output signal of the VCODIV resemble those of the
transistor level, then we should have accurate values for both average supply currents
and locking time. This can be achieved by means of an accurate PWL curve, i.e., by
increasing the number of sub-intervals in the approximation of the original nonlinear
VCO characteristic.

In the following section, we shall provide an automatic procedure to minimize
the error made when approximating the transistor-level nonlinear VCO characteristic
with the PWL curve for the macro-model.

4.3.1.5 Minimizing errors in the approximation of the VCO characteristic

To build the macro-model an automated procedure needs to select the control voltage
values Vi for some i, and perform, e.g., HB at those points. Clearly, the method is not
unique (see [11] with emphasis on spline methods and [46] with a PWL approach for
convex functions), but has to minimize errors between the evolution of the frequency
from the transistor-level and macro-model simulation. This, in turn, should determine
the accuracy of locking time estimation and average power consumption during the
transient and steady-state regions of the PLL.
We propose a greedy algorithm to select the points Vi, that we present next.

The PWL approach produces a frequency error between any two consecutive
steady-state points, which are shown in Fig. 4.6 with red diamonds. To minimize
the error we proceed as following. Assume that two points Pi = (Vi, fvco,i) and
Pi+1 = (Vi+1, fvco,i+1) are available (red diamonds at the extremes of the blue line),
in correspondence of which the frequency error |∆f | = |fdata − fpwl| between the ori-
ginal and macro-model curve equals zero. Assume also we know Kvco,i. By looking
at Fig. 4.7, the point P = (v∗, fline) in the line connecting Pi to Pi+1 (solid blue)
can be identified, with fline = fvco,i+ fvco,i+1−fvco,i

Vi+1−Vi (v∗−Vi) and v∗ known (switching
point in circled blue). Then, at vc = v∗ we check whether the condition
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Figure 4.7: Reducing the error |∆f | = |fdata − fpwl| at vc = v∗ (blue circle) resulting from
approximating the nonlinear VCO characteristic (red) with a PWL curve (dashed black).
Since we have |∆fline| ≥ |∆f |, minimizing |∆fline| implies doing so for |∆f |.

|∆fline| = |fline − fpwl|

=
∣∣∣∣(fvco,i+1 − fvco,i

Vi+1 − Vi
−Kvco,i)(v∗ − Vi)

∣∣∣∣ ≤ tol∆f , (4.3.30)

is satisfied, with tol∆f ∈ [0, 1] a fixed tolerance. Notice that (4.3.30) is a condition
stricter than one which checks on |∆f | (bold solid black in Fig. 4.7), which is the error
between the frequencies of the transistor level and the macro-model that we want to
minimize at vc = v∗. In fact, since |∆fline| ≥ |∆f |, minimizing |∆fline| implies
doing so for |∆f |. However, computing ∆fline only requires knowledge of available
information (the points Pi, Pi+1 and the ith sensitivity of the VCO), whereas to
evaluate ∆f we would need to perform an additional HB simulation to extract fdata.
If (4.3.30) is satisfied then we expect the PWL to be accurate in the sub-interval
vc(t) ∈ [Vi, Vi+1); otherwise, an additional HB is performed on v∗ (becoming a steady-
state point, i.e., a red diamond in Fig. 4.6), and other two switching points (blue
circles) are created around it and checked with (4.3.30). The process is repeated until
(4.3.30) is met for all switching points.

Lastly, one could also impose an additional condition to (4.3.30) to aim at minim-
izing the error of the approximation for the supply currents. For instance, one could
require this error to be smaller than a fixed tol∆i when building the macro-model.
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This way, a higher number of sub-intervals/points in the fvco vs vc curve may be
retained, to improve current estimates.

4.3.2 Device noise simulation
For a device noise simulation at the transistor level, equivalent time-domain, current
(voltage) noise sources are connected in parallel (series) to some component (node)
of the circuit. Thus, the set of DAEs (2.4.7) is augmented with an additional term
representing those sources, and the equations become stochastic and represented by
(2.4.48). The same numerical discretization schemes can be used as for a noise-free
analysis, but the time-step length has to be reduced being inversely proportional to the
(specified) maximum frequency bandwidth of the equivalent noise sources representing
white noise (see Sec. 2.4.5).

Noise affects the behavior of circuits. It perturbs current and voltage signals
causing deviations of their parameters (e.g., amplitude, phase). For PLLs, special
attention is given to the effects of noise on the phase of the output signal of the VCO,
as explained in Sec. 4.3.1, from which jitter and phase noise are extracted when the
PLL is in the steady-state region. Thus, when building the macro-model we need to
account for phase deviations and in particular frequency-modulation effects due to
noise [51], because the VCODIV represents an autonomous system.

Next, we describe a novel method to incorporate noise effects into the output signal
of the VCODIV, which are under the form of two time-dependent phase deviations
∆θnoise,vco(t) and ∆θnoise,div(t), representing (white and flicker) noise generated from
the (transistor-level) VCO only and divider, respectively. Then, during a device noise
simulation of the PLL with the VCODIV, we add the phase deviations to θtot(t) in
(4.3.28) to reconstruct the perturbed output of the VCODIV. Thus, its phase is now
affected by deterministic variations of the control pin and stochastic noise sources,
i.e.,

θtot(t) =
∫ t

0

2πfvco(vc(τ))
N

dτ + ∆θc(t) + ∆θnoise,vco(t)
N

+ ∆θnoise,div(t). (4.3.31)

The ∆θnoise,vco(t) and ∆θnoise,div(t) can be obtained once the PSD of the phase noise
of the output signals of the VCO and divider are known [9]. The PSDs are extracted
when building the macro-model through steady-state noise analyses [7, 77].
Next, we describe the parameter identification procedure that we use to compute
∆θnoise,vco(t) and ∆θnoise,div(t) for each time point during simulation. Alternatively,
the PPV theory can be exploited, where ξ(t) in (4.3.17) accounts for noise sources
from the VCO and divider, as done, e.g., in [56], or ISF can be used, as done in [61].

A common oscillator’s phase noise shape is approximated by the power law

Sθ,vco(∆f) = 1
∆f2 ( cfl∆f + cwh) + cfloor, (4.3.32)

where ∆f = |f − fvco| is the frequency offset from the frequency fvco of the oscillating
signal at the VCO/PLL’s steady-state. The cfl is the noise power level related to the
flicker noise, cwh is the level of the white noise and cfloor is due to remaining noise floor
[52, 60]. Fig. 4.8 shows the PSD ([dB]) of the phase noise extracted from the output
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signal of the VCO of an industrial PLL, with visible flicker and white noise regions [52]
(one usually plots half of the skirt-like shape due to y-axis symmetry). By relating
the total PSD in Fig. 4.8 (dash-dotted orange) to (4.3.32), the (1/∆f2)(cfl/∆f) term
contributes with a slope of −30dB per decade (blue curve), the (1/∆f2)cwh term
with −20dB per decade (magenta curve) and cfloor = 0.

Figure 4.8: Evolution of the PSD Sphi of phase noise vs frequency f for the VCO of an
integer-N PLL. The total PSD (dash-dotted orange) is the result of the PSDs due to flicker
(blue) and white (magenta) noise sources. The zero frequency corresponds to the frequency
of the VCO (offset).

From a steady-state noise analysis on the transistor-level VCO, the method com-
putes Sθ,vco(∆f) for some ∆f in the frequency range of interest (spectrum); then, by
using the (4.3.32), the noise levels cfl, cwh and cfloor are extracted through parameter
identification. Finally, during a device noise simulation, the phase deviation due to
noise in the VCO is evaluated as

∆θnoise,vco(t) =2π
∫ t

0
[ξIfl(cfl, τ) + ξIwh(cwh, τ)]dτ

+ ξIwh(cfloor, t),

(4.3.33)

for each time point, where ξIfl(cfl, t), ξIwh(cwh, t) and ξIwh(cfloor, t) are functions
generating time-domain noise signals for the flicker, white and noise floor, respect-
ively, from the knowledge of the corresponding power content (cfl, cwh or cfloor) and
frequency range (see Sec. 2.4.5). These functions are available in Verilog-A as well.
Notice that (4.3.33) is an approximation to the time-domain formulation (4.3.32).
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Other phase noise shapes and related formulas can be identified, depending on the
technology of the circuit under analysis. E.g., in Fig. 4.9 one can note that the slope
of the region starting from approximately ∆f∗ = 80MHz is steeper than −20dB per
decade (characterizing white noise region, according to (4.3.32)). This effect can be
seen as an equivalent low-pass filtering of Sθ,vco(∆f) in (4.3.32) at its tail (right-most
part of the curve), i.e., a low-pass filter-like transfer function, with module at 0dB
for ∆f ≤ ∆f∗ and decreasing with a slope of −10dB for ∆f > ∆f∗ [64], which adds
to the slope of the white noise region. In this case, the phase noise shape in Fig. 4.9

Figure 4.9: An oscillator’s phase noise.

can be formulated (in power) as

Sθ,vco(∆f) = [ 1
∆f2 ( cfl∆f + cwh) + cfloor]

1
1 + ( ∆f

∆f∗ )2
, (4.3.34)

that in time domain is approximated by

1
2π∆f∗

d∆θnoise,vco(t)
dt

+ ∆θnoise,vco(t)−∆θ1(t) = 0. (4.3.35)

In this case, during the simulation of the PLL with the VCODIV, the additional
equation (4.3.35) is numerically solved for ∆θnoise,vco(t) at each time point, with
∆θnoise,vco(0) = 0 and ∆θ1(t) obtained from (4.3.33).

In conclusion, to compute ∆θnoise,vco(t) an inspection of the Sθ,vco(∆f) curve
can be done, the coefficients cfl, cwh, cfloor are extracted and used inside the func-
tions ξIfl(cfl, t), ξIwh(cwh, t) and ξIwh(cfloor, t). Same strategy is used to compute
∆θnoise,div(t) representing phase noise due to device noise from the divider. For the
divider, a PSD curve can be defined as Sθ,div(∆f) = cfl/∆f + cwh, with cfl and cwh
generally different from the those of the VCO. The identification procedure makes the
analysis independent of the oscillator’s technology.

Remark: A rule of thumb for a transistor-level, device noise analysis is to set
the maximum frequency fmax for the noise sources as 10 to 20 times the fvco, which
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translates into a tight constraint for the maximum allowed time-step length during
integration. Instead, with our methodology we account for high-frequency noise fold-
ing into the VCO spectrum [47] (i.e., noise that affect the VCO spectrum around its
frequency of oscillation) when computing Sθ,vco(∆f) through the steady-state noise
method. Thus, we can set fmax = fvco/2 and relax the time-step length, gaining in
simulation time w.r.t. the transistor-level simulations.

4.3.3 Estimation of PLL’s factors of interest
In this section, we provide formulations defining the factors of interest introduced in
Sec. 3.2, as well as we show how to extract these as post-processing routines after
simulating the PLL at transistor level and with the VCODIV.

Locking time: Assume we run a simulation on an integer-N PLL with reference
frequency fref1; then, when the transient behavior dies out and the PLL reaches
the steady-state, the frequency of oscillation of the signals inside the PLL is fvco =
Nfref1. At time t1 we sweep the reference frequency to fref2 and the PLL has another
transient period. At time t2 the PLL reaches again a locked state with fvco = Nfref2.
Locking time can be defined as

tlock = t2 − t1 [s]. (4.3.36)

The formulation (4.3.36) is used for both transistor-level and macro-model simula-
tions.

Another way to estimate locking time is by changing the division ratio N during
simulation and after the PLL has locked, as done in [28], where the authors take into
account the dynamical properties of the oscillator related to an abrupt change of N .
Instead, here we are limited to locking time estimation from a sweep of the reference
frequency of the PLL, but the dynamic information could be incorporated into our
macro-model by extracting some circuit’s parameters.

Average power consumption: In a PLL simulation the power consumption is usu-
ally estimated at the steady-state region of the PLL and for one period Tref of the
reference signal. Average power consumption can be computed as the summation of
the power consumed by each block of the circuit.
For instance, for the VCO the time-averaged power consumption is given by

Pavg,V CO = 1
Tref

∫ Tref

0
icc_osc(τ)Vcc_osc(τ)dτ [W], (4.3.37)

where icc_osc(t) is the current through the supply source and Vcc_osc(t) is the voltage
at the supply of the VCO.

When simulating the PLL with the macro-model, we can extract average power
consumption estimates according to (4.3.37) from both transient and steady-state
regions, since we reconstruct the supply current inside the macro-model with (4.3.29).

Phase noise: From the transistor-level simulation, the phase noise is not readily
available and must be extracted with post-processing techniques [59, 71]. Because
of this, the computation is not error-free and results may suffer from different tun-
ing parameters and error sources (e.g., length of the measured time interval of the
computed output signal of the VCO [1, 100, 79], discretization of the DAEs on which
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zero-crossing samples are extracted [14], number of samples for the fast-Fourier trans-
form [100, 79]).

When simulating the macro-model we can directly compute the equivalent time-
domain phase noise at the output of the VCO as

∆θPLLout(t) = N∆θc(t) + 2π(fvco,i − fvco)t+ ∆θnoise,vco(t). (4.3.38)

In (4.3.38) the term 2π(fvco,i−fvco)t removes the phase offset from N∆θc(t) due to a
(possible) difference between the actual steady-state frequency fvco,i, retained when
building the macro-model, and fvco = Nfref corresponding to the PLL in the locked
state. The reason for removing the phase offset is clarified next.

From simulating the PLL at transistor level we expect that at the steady-state,
characterized by fvco, the phase noise ∆θc,TL(t) at the output of the VCO due to
perturbations of the control pin is a signal slightly oscillating around vc(t) = Vsst.
We assume the oscillator has sensitivity Ksst in correspondence of Vsst. Instead, with
our macro-model ∆θc(t) is characterized by the general triplet (Vi,Kvco,i, fvco,i) at
steady-state, which corresponds to one of the interval of the PWL curve. By assuming
that Kvco,i ≈ Ksst it may be that Vi 6= Vsst and fvco,i 6= fout, such that ∆θc(t) is
oscillating around a ramp with slope proportional to (Vi − Vsst). Thus,

Kvco,i ≈ Ksst,
d∆θc,TL(t)

dt = 2π(f(t)− fvco) = Ksst(vc(t)− Vsst),
d∆θc(t)
dt = 2π(f(t)− fvco,i) = Ksst(vc(t)− Vi).

(4.3.39)

Since we want d∆θc(t)/dt = d∆θc,TL(t)/dt, from (4.3.39) we get

Vi = Vsst + 2π(fvco,i − fvco)
Ksst

. (4.3.40)

By plugging (4.3.40) into the equation of d∆θc(t)/dt in (4.3.39) we have that

d∆θc(t)
dt

= Ksst(vc(t)− Vsst)− 2π(fvco,i − fvco),

which approximates ∆θc,TL(t) ∀t in (4.3.39) by adding the term 2π(fvco,i − fvco) to
it, so that (4.3.38) holds. Finally, the PSD of (4.3.38) can be computed through the
Welch’s method [79].

It is worth mentioning that the extraction of the PSD of the phase noise from
the macro-model simulation is also sensitive to some of the error sources previously
mentioned, and related to the extraction of the phase noise from simulations of the
transistor-level PLL.
One drawback here is that since during simulation we use a larger time-step length
w.r.t. a simulation of the transistor-level PLL, we cannot see the tail of Sθ,PLL(∆f).
In fact, the maximum readable frequency is related to the minimum time-step length
[80]. However, we have a remedy for this problem and we present inside the definition
of period jitter.

Period jitter: As for phase noise measurements, the jitter is not directly available
from the simulations and must be extracted with post-processing procedures [69, 71].
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Period jitter is the variation T (ti) of the period of the output signal of the VCO which
deviates from the ideal, unperturbed Tvco at steady-state. A discrete-time evolution
of the period jitter is given by the sequence {j(ti) = T (ti)− Tvco}i [60], for some ti.
Thus, it is the uncertainty in the zero-crossing of the periodic signal. Since jitter is
a stochastic process, the period jitter is best expressed in terms of root mean square
(RMS) value (standard deviation) as

jper,RMS =

√√√√ 1
nc − 1

nc−1∑
i=1

j(ti)2 [s]. (4.3.41)

When simulating the PLL with the VCODIV we eliminate the output of the VCO
and compute solutions with a larger time-step length. Nevertheless, we can easily
reconstruct the output signal as a fast post-processing procedure and extract the
period jitter as in (4.3.41). In fact, when building the macro-model the steady-state
analysis allows to extracting the Fourier coefficients of the output signal of the VCO,
which can be reconstructed in the time domain with a finer time grid at the end of
a device noise analysis. By knowing the values of ∆θc(t) and ∆θnoise,vco(t) between
two time points retained during simulation and using linear interpolation to extract
the values at the points of the finer grid, we synthesize the output signal of the VCO
as

vvco(t) =
Nh∑

k=−Nh

Vk · e
√
−1k(2πfvcot+N∆θc(t)+∆θnoise,vco(t)), (4.3.42)

with fvco the frequency of the PLL at the steady-state. Equation (4.3.42) can be
quickly evaluated as a post-processing routine since it only requires interpolation of
the phase-deviation solutions in the new time grid and it is highly parallelizable.
Besides, from (4.3.42) one can compute the PSD of the phase noise at the VCO’s
output and obtain its tail.

Long-term jitter: It can be described as the variation in time of the cumulative
period of adjacent nc-cycle samples. In other words, it is the set of nc-period jitter
RMS values {jlt,RMS(k)}k expressed byjlt,RMS(k) =

√
1

nc−1
∑nc−1
i=1 jk(ti)2 [s],

jk(ti) = ti+k − ti − kTvco.
(4.3.43)

Notice that when k = 1 then jlt,RMS(1) = jper,RMS in (4.3.41). For the simulation of
the transistor-level PLL, the long-term jitter is extracted as a post-procedure. The
same can be done when simulating the PLL with the VCODIV, since the output
signal of the VCO can be reconstructed through (4.3.42).

4.4 Experiments
Prior to the simulations, an off-line phase is executed through Matlab to produce
the macro-model. Then, we run noise-free and device noise simulations with the
PLL with macro-model and PLL at full transistor-level with the Eldo® simulator
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(Mentor Graphics). Experimental results are obtained with an Intel® Xeon® CPU,
8 processors, 3GHz machine, on two industrial integer-N PLLs with division ratio
N = 25 and N = 50, respectively. For the time-domain simulation, the TR and
BDF of order one and two are used as the discretization schemes, with variable time-
step length/variable integration scheme strategy implemented in Eldo (mentioned in
Sec. 2.4.2).

The phases of building the macro-model and simulating the PLL with the VCODIV
consist in the following steps:

1. Assume that the VCO and divider are clearly identifiable from the netlist1.
Also, knowledge of the signals characterizing these two blocks is required to fix
the number of harmonics to extract the Fourier coefficients. This is a reasonable
assumption since the PLL is built in a modular way in the design and verific-
ation process, i.e., analysis of the individual blocks of the PLL is done before
simulating the whole feedback system;

2. Let vc(t) ∈ [Vmin, Vmax], with Vmin and Vmax known. From some experiments
performed to approximate the nonlinear VCO characteristic via the PWL curve,
a good heuristic to start with is extracting the Fourier coefficients, frequency
and sensitivity of the VCO at the control voltage values V1 = Vmin, V2 =
Vmin + 1/3(Vmax − Vmin), V3 = Vmin + 2/3(Vmax − Vmin) and V4 = Vmax. This
way, three switching points are initially created and condition (4.3.30) is checked
for each of these, for a tol∆f fixed a priori;

3. To compute the equivalent capacitance Ceq at the input pin of the VCODIV
(see Fig. 4.3), we run a DC and AC analysis on the unplugged, transistor-level
VCO at the control pin. The analyses are performed around the DC point of vc,
to approximate the impedance seen by the loop filter towards the VCO. The-
oretically, an equivalent impedance (resistance in parallel with a capacitance)
should be used. However, from our experiments, the equivalent resistance tends
to infinity (the current through it tends to zero), such that only the capacitance
results at the input pin. At this point, the macro-model’s parameters (Ceq,
Fourier coefficients, frequencies, sensitivities, steady-state and switching points
of the curve) are available for simulation;

4.1. For the noise-free simulation, we compute ∆θc(t) ∀t with (4.3.27), reconstruct
the output of the VCODIV through (4.3.28) and interpolate the supply currents
via (4.3.29);

4.2. For the device noise simulation, we need to obtain the PSDs of the phase noise at
the output of the VCO and divider, inspect their shapes (associated to, e.g., the
laws represented by (4.3.32) or (4.3.34)) and extract the noise power levels cfl,
cwh and cfloor. Finally, we compute the time-domain phase noise ∆θnoise,vco
via (4.3.33) or (4.3.35) for each time point. The same approach is used for
the ∆θnoise,div. Then, we form the total output phase of the VCODIV as in
(4.3.31), which is fed to the inverse Fourier formula (4.3.28);

1For DLLs and SMPSs this is much more involved; see also Sec. 4.5.2 and Remark 5.1.3.
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5. To compute the PSD of the phase noise at output of the PLL, we evaluate
∆θPLLout(t) ∀t with (4.3.38); to extract jitter measures, we reconstruct the post-
processed output signal of the VCO as in (4.3.42). Alternatively, since the time-
domain signal ∆θPLLout(t) is available, one can extract jitter measurements
by implementing conversion functions. These may be more accurate than the
functions used on the VCO’s output signal, since fewer post-procedures are
required in this case.

It is worth mentioning that the procedure to build the macro-model is done manually
here. However, the final target would be having a fully automated process. This could
be accomplished with some effort under a computer science viewpoint when parsing
the netlist, identifying the blocks of the VCO and divider.

To compare the accuracy of a factor of interest x between the transistor-level (TL,
reference) and the macro-model (M ) simulations, we define the relative error (%) as

err = |xTL − xM |
|xTL|

. (4.4.1)

For the estimates of the PSD of the phase noise, we use an absolute error metric, with
units of dB.

4.4.1 N = 25
The first PLL has a number of equations and active devices equal to n = 1271 and
1009, respectively. Among active devices, BSIM3v3 physics-based, deep-submicron
MOSFET models for digital and analog circuit designs [18] are employed for this
PLL, to take into account complex effects characterizing the transistor for improved
transient modeling. Square- and impulse-like signals characterize the PLL, especially
in the digital-like block of the phase-frequency detector.

To build the macro-model, for a fixed value of tol∆f in (4.3.30) the method de-
scribed in Sec. 4.3.1.5 retains six points to form the PWL curve, that we plot in
Fig. 4.10. Fig. 4.11 plots the fdiv vs vc curve after simulating the PLL at transistor
level (blue) and with the macro-model (magenta). The fdiv vs vc characteristic is a
scaled-by-25 version of the curve related to fvco. The approximation is quite accurate.
It appears that the characteristic is not continuous, but this is because it is obtained
from parametrizing the frequency curve (vs time) on the control voltage evolution
(vs time), where the frequency curve is extracted by interpolating detected zero-
crossing values of the output signal of the divider, thus containing approximations.
Fig. 4.12 depicts (some periods of) the output signal of the VCODIV, reconstructed
through inverse Fourier series (4.3.28). From the bottom picture one can notice the
Gibbs phenomenon [80] characterizing the reconstruction of a discontinuous signal
with continuous bases.

For noise-free analysis we set the simulation ending time to 20 µs. In Fig. 4.13
we show the evolutions of the control voltage (vc) from transistor level (TL) and
macro-model (M ) simulations. These are quite overlapped for some intervals (e.g.,
for vc(t) ∈ [50, 150]mV), and some shifts/discrepancies can be seen as well, due to
the PWL approximation. In Fig. 4.14 we show the evolutions of the locking signals,
which are almost indistinguishable. Here, the PLL reaches the first locking condition
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Figure 4.10: Integer-25 PLL: Approximating the original nonlinear fvco vs vc curve (red)
with a PWL one (black), according to the automatic procedure described in Sec. 4.3.1.5.

Table 4.1: Integer-25 PLL: Relative error estimates (4.4.1) for the supply currents of the
VCO and divider, evaluated at some vc(t) values after simulating the PLL at transistor level
and macro-model built with six points.

vc(t) [V] errV CO (%) errDIV (%)
0.3230 0.1 0.6
0.3931 1.7 5.6
0.2836 0.4 1.9
0.4284 2.1 3.6
0.4108 0.3 1.0
0.3783 3.0 8.0

at 5.2 µs; at around t1 = 6.7 µs we sweep the frequency of the PLL’s input signal to
fref2 = 115MHz; the PLL looses the lock and reaches another locked state at around
t2 = 8.6 µs. Locking time is extracted as in (4.3.36).

Fig. 4.15 shows the currents through the supply sources of the VCO (top) and
divider (bottom) from the transistor-level (blue) and macro-model (magenta) simu-
lations. For the macro-model, only the evolution of the average current is computed,
according to (4.3.29).

In Tab. 4.1 we show the relative error values errV CO and errDIV estimated with
(4.4.1), between the supply currents of the VCO and divider from the transistor-
level and macro-model simulations, respectively, estimated in correspondence of some
control voltage values. The power is extracted with (4.3.37) with constant Vcc_osc and
Vcc_div for VCO and divider, respectively. Tab. 4.1 is related to an experiment with six
points retained by the PWL approach. Tab. 4.2 reports a comparison of the average
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Figure 4.11: Integer-25 PLL: The fdiv vs vc curves obtained from noise-free simulations of
the PLL at full transistor level (TL, blue) and with the VCODIV (M, magenta). The fdiv
vs vc characteristic is a scaled-by-25 version of the curve related to fvco.

currents and error estimates for the vc values of Tab. 4.1 when eleven points are
retained to approximate the fvco vs vc curve. We can notice that, generally, increasing
the number of points in the curve implies a decrease of the error for the supply current,
especially for the errors with significant values. A higher-order interpolation method
for the supply currents may further improve the quality of the estimates. Fig. 4.16
and Fig. 4.17 show the evolutions of the supply currents of the VCO and divider from
the transistor level and macro-model, estimated for one period of the input signal of
the PLL, when vc(t) ≈ 0.3230V and vc(t) ≈ 0.3783V, respectively. These values of
vc correspond to the lowest and largest error value of Tab. 4.2, respectively.

For device noise analysis, we set the simulation ending time to 1ms. In Fig. 4.18
we show the PSDs of the phase noise at the output of the PLL, obtained by post-
processing the output of the VCO from the transistor-level simulation (green), and
by computing the PSD of (4.3.38) through Welch’s method from the macro-model
simulation (magenta). Simulation results match well from 200 kHz to 200MHz (with
a maximum absolute error of 9.5 dB2 in this band, as shown in Fig. 4.19). Because of
the chosen simulation time interval, to obtain accurate results for ∆f � 200 kHz one
has to increase that interval at the expense of a longer simulation. From Fig. 4.18 we
cannot see the tail of the Sθ,PLL(∆f) obtained from the macro-model, because we

2In [27], we mention an error peak of 4 dB. However, the value in the paper was affected by
inaccuracies due to manual calculations. Here, we use an Eldo built-in procedure to estimate the
error.
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Figure 4.12: Integer-25 PLL: VCODIV’s output signal (top figure, corresponding to
transistor-level divider’s output) reconstructed through truncated, inverse Fourier series dur-
ing simulation. Gibbs phenomenon is visible, characterizing a square-like signal (bottom).

compute solutions with a larger time-step length w.r.t. transistor-level simulation, as
explained in Sec. 4.3.3.
To have another reference for comparison, we also provide the phase noise from a
steady-state noise analysis [7, 77] on the PLL at transistor level (SSTN in Fig. 4.18).
This method is not sensitive to the error sources characterizing the post-processing
procedures mentioned in Sec. 4.3.3 for phase noise computation, thus providing a good
reference for comparison. Fig. 4.20 plots the PSDs of the phase noise from the steady-
state noise method (blue) and from the macro-model (magenta), where ∆θPLLout(t)
defined in (4.3.38) is interpolated with a finer grid, such that one can appreciate the
tail of the PSD. We can see that results match well up to 500MHz; instead, the tail of
the PSD obtained from the time-domain simulation of the PLL at full-transistor level
seems to be more accurate than that of the macro-model (with an absolute error of
22dB at the right-most point of the PSDl). This discrepancy can also be seen when
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Figure 4.13: Integer-25 PLL: Evolutions of the control voltage (vc) from the transistor-level
(TL, green) and macro-model (M, magenta) simulation.

comparing the PSDs from the macro-model and the steady-state noise method (see
Fig. 4.18 and Fig. 4.20). Besides, in Fig. 4.20 one can see from the SSTN curve the
contribution to the total phase noise from the block of the phase-frequency detector
and charge-pump at low frequency, and the “bump” in the PLL bandwidth due to
noise in the resistor of the loop filter. We did not simulate noise from the reference
signal of the PLL, but this can be easily done by the simulator for any noise analysis.
Overall, the total phase noise shape depends on the circuit technology under analysis
(e.g., see [70] with PSDs depending on some different configurations of the loop-filter).

However, it is hard to define which PSD curve can be taken as the reference.
Unfortunately, we don’t have measurements from the silicon, and a comparison and
error analysis of the effects of numerical errors on phase noise results between post-
processing techniques and steady-state noise-based methods lacks. Despite of the
small differences shown in Fig. 4.18 and Fig. 4.20, it’s worth noticing that all the
methods’ outcomes are very close to each other.

Fig. 4.21 depicts the evolution of the long-term jitter at the output of the PLL
(top figure), estimated according to (4.3.43) for both macro-mode (M, magenta) and
transistor-level (TL, green). For the estimation with the macro-model, the output
signal of the VCO is reconstructed through (4.3.42). Results are very accurate for
many adjacent periods indexed by k in (4.3.43). We get an error of 8.5% on the period
jitter (which equals 607 fs for the transistor level and 665 fs for the macro-model), an
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Figure 4.14: Integer-25 PLL: Locking signal (Lk) from the transistor-level (TL, solid
magenta) and macro-model (M, dash-dotted blue) simulation.

error peak of 11% at k = 2 (corresponding to 8 ns in the x-axis) and for k > 2 it stays
around 5%, as shown by the relative error plot in the bottom picture of Fig. 4.21.
Estimates corresponding to values of the x-axis > 400ns start to be “noisy” and
inaccurate (the same consideration was done for the PSD values related to small ∆f
frequency offset), depending on the simulation ending time.

Finally, in Tab. 4.3 we report results for locking time tlock [s], total power con-
sumption Ptot [W] of the PLL, PSD of the phase noise Sθ,PLL(∆f) [dB] with measures
taken for some ∆f , (RMS) period jitter and (RMS) long-term jitter for some cycles of
the VCO’s output, indexed by k, as well as error estimates. The total power consump-
tion is evaluated at the steady-state region of the PLL for Tref = 0.01 µs and is mainly
due to: the charge-pump (147.09 µW (TL) vs 147.05 µW (M)), the VCO (5.874mW
(TL) vs 5.946mW (M)) and the divider (2.349mW (TL) vs 2.415mW (M)). Tab. 4.4
shows the number of retained time points during simulation of the DAEs and compu-
tational times for noise-free and device noise simulations, with speedup factors (ratio
of simulation times of the transistor level and macro-model). The time spent to build
the macro-model (tbuild) is included in the speedup factor for noise-free analysis only
since it is a one-time cost in the transistor-level verification phase of the PLL. To
build the macro-model, the most time-consuming routines were performing HB on
the divider related to six control voltage values, where each simulation takes 17 s, and
the steady-state noise method on the divider to compute Sθ,div(∆f), taking 20 s.
The simulation time for device noise analysis on the PLL at transistor level is 338.0 h
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Figure 4.15: Integer-25 PLL: Currents through the supply source of the VCO (top) and
divider (bottom) from the transistor-level (TL, blue) and macro-model (M, magenta) sim-
ulations. For the macro-model, only the evolution of the average current is computed,
according to (4.3.29).

vs 20.6 h for the macro-model: we can say that the speedup tends to the division ratio
N of the PLL and is due to the reduction of number of retained time points in the
macro-model simulation w.r.t. those retained in the transistor-level simulation.

4.4.2 N = 50
This PLL has a number of equations and active devices equal to n = 3936 and 1599,
respectively. BSIM3v3 MOSFET models are also used to generate digital-like signals.
To build the macro-model, for a fixed value of tol∆f in (4.3.30) the method described
in Sec. 4.3.1.5 retains ten points to form the PWL curve, that we plot in Fig. 4.22.

For noise-free analysis, we set the simulation ending time to 170 µs. Fig. 4.23 and
Fig. 4.24 show the evolutions of the control voltage and lockgin signal, respectively,
from the transistor-level (TL) and macro-model (M) simulations. Both of these match
with a good accuracy. To estimate the locking time, the reference signal is originally
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Table 4.2: Integer-25 PLL: Comparison of VCO’s and divider’s average supply current values
from simulating the PLL at transistor level (TL), macro-model built with six points (M6)
and eleven points (M11), and corresponding relative error (4.4.1) estimated at some vc(t)
values. In general, the error decreases when the number of intervals/points of the PWL
curve increases.

VCO
vc(t) [V] TL (mA) M6 (mA) M11 (mA) errM6 (%) errM11 (%)
0.3230 −3.5435 −3.5457 −3.5453 0.1 0.1
0.3931 −3.7599 −3.8219 −3.7768 1.7 0.5
0.2836 −3.5538 −3.5405 −3.5285 0.4 0.7
0.4284 −3.8375 −3.9196 −3.9176 2.1 2.1
0.4108 −3.7729 −3.7857 −3.8068 0.3 0.9
0.3783 −3.5855 −3.6921 −3.5858 3.0 < 0.1

DIV
vc(t) [V] TL (mA) M6 (mA) M11 (mA) errM6 (%) errM11 (%)
0.3230 −1.2997 −1.3069 −1.2802 0.6 1.5
0.3931 −1.4336 −1.5134 −1.4616 5.6 2.0
0.2836 −1.2788 −1.3028 −1.2666 1.9 0.1
0.4284 −1.5242 −1.5797 −1.5645 3.6 2.6
0.4108 −1.4673 −1.4822 −1.4848 1.0 1.2
0.3783 −1.2898 −1.3935 −1.3120 8.0 1.7

Table 4.3: Integer-25 PLL: Accuracy of the factors of interest: tlock is the locking time, Ptot
is the total power consumption of the PLL at steady-state, Sθ,PLL is the PSD of the phase
noise (evaluated at some frequencies offset from fvco), jper is the period jitter and jlt(k)
is the long-term jitter (evaluated at some cycles of the VCO’s output, indexed by k). An
absolute error is used for Sθ,PLL, a relative error (4.4.1) for the other factors.

tlock [s] Ptot [W] Sθ,PLL [dB] jper [s] jlt(k) [s]
TL 1.9742µ 8.370m 1 607f 3

M 1.9743µ 8.508m 2 665f 4

err (%) 8 · 10−6 1.6 ≤ 9.5 9.5 < 11
1 [−89,−100.8,−114]dB at [5, 30, 90]MHz offset from fvco.
2 [−85,−100.7,−112]dB at [5, 30, 90]MHz offset from fvco.
3 [0.607, 2.50, 13.36]ps at VCO’s output cycle k = [1, 5, 50].
4 [0.665, 2.73, 13.06]ps at VCO’s output cycle k = [1, 5, 50].

at fref1 = 10MHz and swept to fref2 = 14MHz. In Tab. 4.5 we show the error
evaluated at some control voltage values.

For device noise analysis, we set the simulation ending time to 0.5ms. In Fig. 4.25
we plot the PSD of the phase noise obtained from the transistor-level (TL, green)
and macro-model (M, magenta) simulations. A maximum error of 7dB characterizes
the frequency range ∆f ∈ [2, 100]MHz, and a peak of 11.5dB at the right-most point
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Figure 4.16: Integer-25 PLL: Currents through the supply sources of the VCO (VCO) and
divider (DIV ) from the transistor-level (TL) and macro-model, built with six (M6 ) and
eleven (M11 ) points. Currents are estimated with (4.3.37) for one period of the input signal
of the PLL, for vc(t) ≈ 0.3230V in Tab. 4.1.

of the PSD. We also provide the PSD of the phase noise from the steady-state noise
method (SSTN in Fig. 4.25) performed on the transistor-level PLL: we can notice
that this curve lies in between those of the macro-model and that computed from the
post-procedure, thus reducing the discrepancy between the results obtained from the
time-domain simulations.

Lastly, Fig. 4.26 depicts the long-term jitter. The curves differ for some cycles of
the VCO’s output, indexed by k in (4.3.43). A maximum error of 30% for k < 50, and
an error of 35% at k = 50 (corresponding to 100ns in the x-axis). However, because
the considerations done for the plots of the PSDs and since the long-term jitter and
PSD of the phase noise are directly related [23], differences in jitter values should be
smaller as well, in case of error-free post-processing routines.

In Tab. 4.6 we report results on the accuracy of factors of interest. The total
power consumption is evaluated at the steady-state region for Tref = 0.1 µs and is
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Figure 4.17: Integer-25 PLL: Currents through the supply sources of the VCO (VCO) and
divider (DIV ) from the transistor-level (TL) and macro-model, built with six (M6 ) and
eleven (M11 ) points. Currents are estimated with (4.3.37) for one period of the input signal
of the PLL, for vc(t) = 0.3783V in Tab. 4.1.

mainly due to: the charge-pump (119.67 µW (TL) vs 101.77 µW (M)), the bias block
(10.35 µW (TL) vs 10.35 µW (M)), the VCO (2.997mW (TL) vs 2.996mW (M)) and
the divider (200.79 µW (TL) vs 209.75 µW (M)).

Tab. 4.7 shows simulation times and speedup factors. The time spent to build
the macro-model is approximatively equal to 32min, to run HB in correspondence of
ten points for the PWL approach. Compared to the previous experiments, a single
simulation of HB is more expensive due to a larger number of harmonics involved.
The steady-state noise method to extract the PSD at the output of the divider takes
8min. Also for this experiment, the speedup is remarkable.

The speedups we obtain with our macro-model are smaller than those appearing
in the literature. For instance, in [6] they obtain a speedup ≈ 300x for noise-free
analysis at the transistor level. In [63], the authors obtain the PSD of the phase noise
at the output of the PLL with an accurate macro-model and a speedup ≈ 600x. This
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Figure 4.18: Integer-25 PLL: PSDs of the phase noise at the output of the PLL, computed
by post-processing the output of the VCO from the transistor-level simulation (TL, green),
with the Welch’s method on the ∆θPLLout(t) from the macro-model (M, magenta) and the
steady-state noise method on transistor-level PLL (SSTN, blue).

Table 4.4: Integer-25 PLL: Simulation time results: tbuilt is the time spent to build the
macro-model and tsim is the simulation time. TRAN and NOISE refer to noise-free and
device noise simulation, respectively. The speedup factor (ratio of tsim of TL and M) takes
into account the tbuilt for noise-free simulation only, since building the macro-model is a
one-time cost.

TRAN # retained time points tbuild (min) tsim (min) speedup
TL 3.7 · 106 - 131 -
M 4.0 · 105 2 13 8.7x

NOISE # retained time points tbuild (min) tsim (h) speedup
TL 2.6 · 108 - 338.0 -
M 2.1 · 107 - 20.6 16.4x

is suitable when assuming the PLL is in its steady-state region. The same is done in
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Figure 4.19: Integer-25 PLL: Evolution of the absolute error (bottom) between the phase
noise’s PSD curves from the transistor level (top figure, TL, green) and macro-model (top
figure, M, magenta), for the frequency range ∆f ∈ [0.2, 200]MHz.

Table 4.5: Integer-50 PLL: Relative error estimates (4.4.1) for the supply currents of the
VCO and divider, evaluated at some vc(t) values after simulating the PLL at transistor level
and macro-model built with ten points.

vc(t) [V] errV CO (%) errDIV (%)
0.7210 3.0 4.0
0.5267 4.6 16.0
0.8611 2.7 10.0
0.7911 2.5 5.4
1.2230 1.3 4.2

[107], where a very good approximation of the PSD of the phase noise is extracted
from an approach using macro-models, resulting in a speedup proportional to the
division ratio. However, we stress the fact that with our approach we can estimate
metrics of a PLL from both its transient and steady-state regions.
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Figure 4.20: Integer-25 PLL: PSDs of the phase noise from steady-state noise method
on transistor-level PLL (SSTN, blue) and from the Welch’s method on the interpolated
∆θPLLout(t) from the macro-model (M, magenta).

Table 4.6: Integer-50 PLL: Accuracy of the factors of interest: tlock is the locking time, Ptot
is the total power consumption of the PLL at steady-state, Sθ,PLL is the PSD of the phase
noise (evaluated at some frequencies offset from fvco), jper is the period jitter and jlt(k)
is the long-term jitter (evaluated at some cycles of the VCO’s output, indexed by k). An
absolute error is used for Sθ,PLL, a relative error (4.4.1) for the other factors.

tlock [s] Ptot [W] Sθ,PLL [dB] jper [s] jlt(k) [s]
TL 25.06713µ 3.328m 1 1.29p 3

M 25.06690µ 3.318m 2 1.10p 4

err (%) 9 · 10−7 0.3 ≤ 7 15 < 30
1 [−97,−121,−130.3]dB at [2, 15, 50]MHz offset from fvco.
2 [−93,−116,−130.4]dB at [2, 15, 50]MHz offset from fvco.
3 [1.29, 4.20, 7.84]ps at VCO’s output cycle k = [1, 10, 25].
4 [1.10, 4.95, 9.77]ps at VCO’s output cycle k = [1, 10, 25].
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Figure 4.21: Integer-25 PLL: Evolutions of the long-term jitter at the output of the PLL
from transistor-level (top figure, TL, green) and macro-model (top figure, M, magenta), and
relative error (bottom).

Table 4.7: Integer-50 PLL: Simulation time results: tbuilt is the time spent to build the
macro-model and tsim is the simulation time. TRAN and NOISE refer to noise-free and
device noise simulation, respectively. The speedup factor (ratio of tsim of TL and M) takes
into account the tbuilt for noise-free simulation only, since building the macro-model is a
one-time cost.

TRAN # retained time points tbuild (min) tsim (min) speedup
TL 9.0 · 106 - 561 -
M 6.3 · 105 40 38 7.2x

NOISE # retained time points tbuild (min) tsim (h) speedup
TL 2.90 · 107 - 65.0 -
M 1.78 · 106 - 2.5 26x
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Figure 4.22: Integer-50 PLL: Approximating the original nonlinear fvco vs vc curve (red)
with a PWL one (black), according to the automatic procedure described in Sec. 4.3.1.5.

4.5 Summary
In this chapter, we presented a method to speed up time-domain, noise-free and device
noise simulations of industrial, integer-N PLLs. To this aim, many techniques are
available in the state of the art. Some of these are targeted to simulations at the
system level (where accuracy can be sacrificed in favor of faster simulations), others
at transistor level (where simulation accuracy is fundamental, and complex effects
need to be accounted for). However, none of the available techniques simultaneously
addresses the extraction of all the PLL’s factors that circuit designers are interested
in, i.e., locking time, average power consumptions, phase noise and jitter.

With our methodology, we are able to do that. We proposed a procedure to create
a macro-model for the VCO and divider, which is also based on a minimization error
procedure to increase the accuracy of the supply currents and potentially locking
time estimates. The use of the model removes the fast-varying dynamics of the
PLL, thus allowing a relaxation of the time-step length during simulation and gaining
in simulation time. The consequence is that fewer time points are retained w.r.t.
simulations of the PLL at the full transistor level. The speedup factors are remarkable
especially when the division ratio is high and for PLLs working at GHz frequencies.

4.5.1 Advantages
The methodology described in Sec. 4.3 is flexible, in the sense that it can make use
of both frequency- and time-domain, steady-state-based techniques, such as the well-
known HB and the conversion matrix approach or SN and the PPV in the circuit
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Figure 4.23: Integer-50 PLL: Evolutions of the control voltage (vc) from the transistor-level
(TL, green) and macro-model (M, magenta) simulations.

simulation area, thus non-invasive for commercial simulators. Alternatively, para-
meter identification procedures can be performed to create the macro-model, as those
presented in Sec. 4.3.1.5 (noise-free analysis) and Sec. 4.3.2 (device noise simulations).
The creation of a phase macro-model can also be easily done in Verilog-A, which is a
well-known modeling language in the circuit simulation community.

Besides, the macro-model could potentially be enriched with other information,
to make it more robust and accurate. For instance, one can identify the impulse
response of the oscillator’s frequency to a large change of the division ratio N , through
a parametric procedure as done in [28]. This makes possible to estimate locking by
sweeping N instead of the frequency of the PLL’s input. Moreover, when using the
PPV one can predict the impact of parameter variations of some VCO’s devices on the
PLL performance (e.g., the control transistor’s channel width/length), as presented in
[105], allowing faster Monte-Carlo simulation by means of employing a macro-model
for the oscillator.

4.5.2 Limitations, improvements and open problems
In the experiments of Sec. 4.4.2, we experienced some inaccuracies in the estimation
of the PSD of the phase noise and jitter obtained with our method. Overall, the PSD
levels extracted from the macro-model were relatively higher than those obtained
from the PLL at the full transistor level. This might be also due to the use of a
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Figure 4.24: Integer-50 PLL: Locking signal (Lk) from the transistor-level (TL, solid
magenta) and macro-model (M, dash-dotted blue) simulation.

manual, finite-difference approach to building the macro-model when extracting the
sensitivities Kvco,i of the VCO. These are involved in the computation of ∆θc(t)
in (4.3.38), thus determining the PSD. Also, in our case Kvco,i is a constant value,
according to the quasi-static assumption we make in Sec. 4.3.1.4.

Instead, the use of periodically time-varying functions, such as the PPV or ISF,
may increase the accuracy of the phase noise estimate. In this regard, a method is
proposed in [61], where accurate ISFs are extracted for each block of the PLL. They
do not address power consumption estimates, nor they propose strategies to minimize
errors resulting from macro-model approximations. Nevertheless, with their approach,
they obtain an overall absolute error of 2 dB between PSD estimates. Thus, we believe
that by using the PPV or ISF, together with the formulations that we provide here
to reconstruct the supply currents, VCO characteristic and the interpolated output
signal of the VCO provide with an accurate and fast transistor-level verification for
integer-N PLLs.

Another limitation of our technique is that it is applicable when VCO and divider
can be clearly identified from the netlist. This is not the case with a “flattened”
netlist. In this case, numerical methods working directly on the matrices and vectors
of the DAEs are needed. Indeed, in Chap. 5, we analyze an industrial DLL for which
the blocks of the circuit are not clearly identifiable.

Last but not least, a rigorous error analysis lacks, to relate the accuracy of the
reconstructed signals from the macro-model w.r.t. to requirements on error bounds
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Figure 4.25: Integer-50 PLL: PSDs of the phase noise at the output of the PLL, computed
by post-processing the output of the VCO from the transistor-level simulation (TL, green),
with the Welch’s method on the ∆θPLLout(t) from the macro-model (M, magenta) and the
steady-state noise method on transistor-level PLL (SSTN, blue).

for the factors of interest of the PLL. The analysis may help identify the important
variables and tuning parameters to build a robust macro-model while meeting the
specifications set by the designers.

4.5.3 Extension to fractional-N∗ PLLs
For fractional-N∗ PLLs some works were done in, e.g., [65, 5, 38]. As introduced in
Sec. 3.2, these circuits are characterized by dividing the frequency at the output of
the PLL by a fractional number N∗. Since a fractional value N∗ cannot be directly
implemented by a divider, the value of the ratio of the divider is (periodically and
dynamically) changed in the locking region between N and N + 1 by some circuitry
mechanism, with N∗ ∈ (N,N + 1). The resulting average variation is the desired
non-integer number [4].
The macro-model developed in Sec. 4.3 could be extended to work for fractional-N∗
PLLs, where the division ratio appears in (4.3.27) to compute ∆θc(t), in (4.3.28) and
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Figure 4.26: Integer-50 PLL: VCO output’s long-term jitter results from transistor-level (TL,
green) and macro-model (M, magenta).

(4.3.31) to evaluate θtot(t) for noise-free and device noise simulation, respectively, and
in (4.3.38) for computing the phase noise of the PLL’s output signal. To this aim, we
would have a time-varying division ration N(t) which would be an additional pin of
the macro-model and connected to the circuit which controls its variation.
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Chapter 5

On the robustness of
steady-state methods to
simulate DLLs and SMPSs

5.1 Introduction
An important class of high-performance, high-efficiency electronic products, largely
spread worldwide, is characterized by wireless and power supply circuits. These are
present, e.g., in mobile phones and computers. For instance, circuits such as DLLs
need to generate a clean timing clock, for acquisition of data streams in high-speed
communication between devices inside an integrated circuit. Here, the purity of the
generated clock has to be high, i.e., with low jitter. Instead, SMPSs are required
to convert DC levels or characteristics of voltages/currents between the input and
output of the circuit in an efficient way. For instance, when a specific level of DC
voltage has to be generated at the output of an SMPS, to supply other devices in
an integrated circuit, it is desired to have low output ripple (residual, periodic vari-
ation of the DC voltage). Besides, due to the circuit’s switching activity, fast and
short-duration electrical transients are present in the output signal, which affect the
performance of supplied devices. The assessment of jitter/phase noise (for DLLs) and
output ripple/switching transients (for SMPSs) is done by means of circuit simula-
tion at transistor level. As explained in Sec. 2.3, due to the high-frequency content of
the signals characterizing these circuits and their strong nonlinearities, time-domain
numerical techniques are preferred to frequency-domain methods.

The analysis of the factors of interest of the DLLs and SMPSs previously men-
tioned is done when the circuit is in its periodic steady-state region, thus a fast and
reliable computation of the SST is of great interest. The computation of the SST is a
periodic steady-state problem, which is recast as a root-finding problem (see Sec. 2.5).
A naïve approach to compute the SST would be that of running a long transient sim-
ulation from the DC solution until the steady-state region is approached, where all
signals are periodic with period T > 0. However, since the equations modeling these
circuits are very stiff, transient simulation is extremely time-consuming. Instead, peri-
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odic steady-state-based methods (from now on, simply called steady-state methods)
can be used to accelerate the convergence to the SST by directly searching for the
operating point, while by-passing the expensive simulation of the circuit’s transient
region (acceleration methods). The SST x∗ is the initial solution of the DAEs’ in-
tegration process for a period of time T , such that the solution computed at the last
time point of the integration “equals” x∗, according to (2.5.4). By starting from an
initial guess (approximation to the SST), a steady-state method iteratively refines it,
until convergence to x∗ is (hopefully) achieved.

In the literature several time-domain, steady-state methods are available (in Sec. 5.2
we list some of them). In this dissertation we analyze and use two well-known tech-
niques: the Shooting-Newton (SN) [2, 101] and polynomial vector extrapolation meth-
ods (from now on, we refer to these simply as extrapolation methods), in particular
the minimal polynomial extrapolation (MPE) [15, 94] and the reduced rank extra-
polation (RRE) [33, 72]. We choose SN since it reuses pieces of information available
from the numerical integration. Also, under some hypotheses SN is expected to have a
quadratic order of convergence, being a Newton-type method (see Thm. 2.4.19). Re-
garding extrapolation methods, these are easy to implement in commercial simulators
equipped with numerical integration schemes for DAEs, with a generally super-linear
convergence rate under certain hypotheses [93].

However, despite of their successful application to a large class of circuits, there
is no reported experimental result in the literature from applying any steady-state
methods to DLLs (to the best of the author’s knowledge). Instead, a performance
comparison between, among other techniques, SN and extrapolation can be found
in, e.g., [32] for some SMPSs, with fixed time-step length during simulation. Before
developing new techniques to accelerate the SST computation, here we ask: Do SN
and extrapolation methods work for industrial DLLs and SMPSs? Well, from our
preliminary experiments, the short answer is: Not always. It turns out that they have
convergence issues in some cases, as we will show in this chapter. We are motivated
in analyzing the convergence properties of the extrapolation methods and SN when
simulating the circuits under analysis, to understand where/why issues arise, and to
propose a remedy. Thus, in this work we would like to answer the following:

Question 5.1.1. What are the factors determining the convergence behavior of extra-
polation methods and SN?

To answer Question 5.1.1, our contribution is to perform an error analysis on the qual-
ity of the initial solution iteratively computed with either MPE or RRE. The study
is inspired by the work of Sidi in [93] to investigate the numerical stability of these
extrapolation methods. Through the analysis, we identify and quantify the important
parameters which determine the numerical stability of the extrapolation methods and
accuracy of the extrapolated solution. Besides, we formulate condition (5.7.8) which
can be used as a predictor of the quality of the extrapolated solution, before using it
as a new approximation to the SST. Our condition involves the identified parameters
and is a general one, in the sense that it can be used when the SST is sought with
other steady-state methods. In this regard, we provide a mathematical setting to
extend the error analysis to SN at the end of this chapter, for the identification of the
important parameters.
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Moreover, we say that a general method to compute the SST converges and stops
when (2.5.4) is satisfied in a norm sense. We choose a componentwise evaluation of
(2.5.4), and fix a priori relative and absolute tolerances for the convergence check.
Heuristics are generally used to assign values to those tolerances, which determine
the accuracy of the computed SST. However, as we also show in this chapter, the
accuracy may be underestimated with the consequence that the computed SST may
not be such a good approximation to the “true” SST. An accurate SST is necessary,
e.g., when simulating PLLs and DLLs, since it is related to the phase noise formulation
of the circuit [66]. Thus, we would like to answer a second question in this work:

Question 5.1.2. Can we maximize stability and accuracy of a method which computes
the SST?

By assuming that multiple steady-state methods can be simultaneously and cheaply
used to compute approximations to the SST, we propose to use the formulated con-
dition (5.7.8) to guide the selection of the “best” method/strategy during simulation,
in terms of numerical stability and accuracy of the computed approximation to the
SST. We relate the parameters identified through the error analysis to the tolerances
for the convergence check, to maximize the accuracy of the computed solution while
avoiding unnecessary, further calculations due to heuristics usually adopted in con-
vergence stopping criteria. Answering Question 5.1.2 requires the identification of the
parameters determining the stability and accuracy of steady-state methods. As said,
we propose to extend the error analysis to SN at the end of this chapter and to ad-
opt some strategies to enhance the convergence performance which can be adaptively
chosen based on our condition (5.7.8).
Remark 5.1.3. To speed up the computation of the SST for DLLs and SMPSs we
choose not to use the approach of the macro-model described in Chap. 4 for two
reasons: firstly, as pointed out in Sec. 4.5.2, building the macro-model requires the
identification of some circuit’s blocks in the netlist which cannot be done when the
circuit’s netlist is flattened. Here, we do not make any assumption on the netlist and
we work directly with the circuit’s DAEs and vector-solutions. Secondly, the macro-
model was meant to remove the (block-localized) fast-varying dynamics of the PLL
and was motivated by the multi-rate nature of the circuit. Instead, DLLs and SMPSs
are described by stiff equations with widely spread time constants rather than being
multi-rate.

The remainder of this chapter is organized as follows. In Sec. 5.2, we list some
steady-state techniques available in the literature. In Sec. 5.3, we provide the the-
oretical background of the naïve approach to integrate the DAEs until the periodic
steady-state region is reached, which is recast as a fixed-point iteration and gives the
foundation to address both SN and extrapolation methods. Sec. 5.4 is devoted to SN
while in Sec. 5.5 we describe MPE and RRE, whose notions will be useful for the er-
ror analysis. Sec. 5.6 reports preliminary results from simulating two industrial DLLs
and an SMPS, showing convergence issues to be analyzed. In Sec. 5.7, we present the
error analysis with experiments done on a DLL and SMPS, meant to answer Ques-
tion 5.1.1 for extrapolation methods. Finally, in Sec. 5.8, we draw some conclusions
and highlight challenges which we believe deserve to be addressed, with the purpose
of providing a satisfactory answer to Question 5.1.2, by extending the error analysis

109



On the robustness of steady-state methods to simulate DLLs and SMPSs

to SN and adopting some strategies to maximize the performance in computing the
SST.

5.2 State of the art
In the state of the art, some methodologies are available to address the important
periodic steady-state problem for circuit simulation. Here, we list some works based
on time-domain approaches.

To circumvent the problem of HB when computing the SST through the use of
trigonometric, smooth functions for circuits with square- or impulse-like signals, in
[12] the authors propose to replace the Fourier bases with either cubic or exponential
spline functions of a certain order, which is more suitable for signals with sharp edges.
However, a similar large dimensional system as that resulting from applying HB needs
to be solved (see Remark 2.4.21 about the issues with HB).
In [98] the authors deal with the presence of switching activity and parasitics in power
electronic devices. As a result of these, the circuit contains slow- and fast-changing
dynamics. Wavelet bases are used to compute the SST of an LPTV representation of
the circuit. However, obtaining such a representation for strongly nonlinear SMPSs
is not straightforward and it may not be automatized.
Another approach to solve the BVP is by using a finite-difference method [55], as
those adopted by integration schemes for solving IVPs. By discretizing the time grid
of an interval of time of length T into m points, this techniques attempts to find a
solution at every time point while imposing the boundary constraint at the first and
last point. The resulting discretized system is of dimension mn, where n is the di-
mension of the DAEs. Then, the system is solved using Newton’s method. However,
for large dimensional DAEs and when m is large (e.g., for circuits with square- and
impulse-like dynamics), the method may require a large amount of memory and the
problem becomes intractable.

In this chapter, the steady-state methods that we analyze and compare are: (i) the
(naïve) numerical integration from the DC solution until the SST is reached (we call
this method Stran, i.e., Steady-state transient), (ii) SN [101] and (iii) extrapolation
methods [94] (MPE and RRE).

Stran is a fixed-point iteration on the circuit’s DAEs and the SST is the fixed-
point solution to compute. A numerical integration of time-length T is iteratively
applied to the DAEs, by assigning the computed solution at the last time point to
the initial condition of a new, following integration. As previously said, this can be a
very long process for the circuits under analysis, as we will show in this chapter. The
application of Stran is expensive because the time to simulate the transient region of
the circuit may be so long to make this method inefficient. In fact, the rate of con-
vergence of Stran is linear at best. On the other side, Stran relies on the robustness
(stability and accuracy) of well-known numerical integration schemes for circuit sim-
ulation (discussed in Sec. 2.4.2). We provide the mathematical foundation of Stran
in Sec. 5.3.

To increase the speed of convergence, SN can be applied given a suitable initial
guess. Under certain hypotheses, this method has quadratic order of convergence
being a Newton-type method. With SN the simulation of the transient region of the
circuit is by-passed, and the SST is hopefully reached through an iterative proced-
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ure which corrects the initial solution until it becomes the SST. SN is described in
Sec. 5.4.

Another way to accelerate the convergence is by using an extrapolation method.
We choose MPE and RRE and present their mathematical backgrounds in Sec. 5.5.
Under certain hypotheses and for an initial guess sufficiently close to the SST (as for
SN), their order of convergence is generally super-linear. By collecting a certain num-
ber of vector-solutions during integration, a new initial (extrapolated) solution can be
expressed as a weighted, linear combination of those vectors, which is hopefully closer
to the SST than the solution that would be computed by employing the integration
only.

However, the literature lacks of counter-experiments from applying SN and ex-
trapolation methods on industrial, complex circuits such as DLLs and SMPSs with
more realistic simulation settings (e.g., variable time-step length), to study the evol-
ution of the convergence properties of these methods. Since numerical issues arise, as
we will show in this chapter, we need to deeply understand the factors determining
the issues. We do this by performing an error analysis on the extrapolation meth-
ods, but with the aim of generalizing it as much as possible to make it applicable to
other steady-state methods. The result is the development of an automatic procedure
that is meant to predict the convergence properties of steady-state methods during
simulation, based on mathematically-sound analyses. The prediction can be used to
maximize the stability, accuracy and efficiency of the SST computation. This is what
we address here for Stran, extrapolation methods and SN.

Next, we present the mathematical backgrounds of these methods.

5.3 Steady-state transient (Stran) method
5.3.1 Introduction
We want to obtain the SST of a class of periodic, non-autonomous nonlinear circuits
with an a priori known oscillation period T > 0 at the periodic steady-state region.
From Sec. 2.5, we see that this corresponds to solving a BVP of the form{

dq(x(t))
dt + g(x(t)) + b(t) = 0,

x(0)− x(T ) = 0.

The BVP can be recast as a root-finding problem, i.e., it is equivalent to solving the
nonlinear algebraic system

fsh(x(0), T ) = x(0)− φ(x(0), T ) = 0, (5.3.1)

for x(0) ∈ Rn, with φ(x(0), T ) the state-transition function (see Def. 2.5.3) evaluated
at t = T , and φ(x(0), T ) = x(T ).
When an x(0) satisfying (5.3.1) is obtained, we say the circuit is in periodic steady
state and the following condition has been met

|xj(0)− xj(T )| ≤ εrel max{|xj(0)|, |xj(T )|}+ εabs, ∀j = 1, 2, . . . , n, (5.3.2)

with εrel, εabs > 0 tolerances fixed prior to the simulation.
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The nonlinear algebraic problem (5.3.1) can be solved with the general iterative
procedure sketched in Alg. 1, which involves Stran, SN and extrapolation methods.
Given an initial guess x0 = x(t0) at t = t0, one computes x1 = x(t0 + T ) = φ(x0, T )
with a numerical integration of the DAEs for one period T , and then checks the
steady-state condition (5.3.2): if the SST x∗ has not been achieved yet, one can use
either Stran or SN or extrapolation (Extrap) to compute xk at the current iteration
(line 5), which will be the initial solution for the following numerical integration (line
6). Steps 5− 8 are repeated until convergence. If Stran is being performed, one sets
xk = zk simply in line 5 (using the solution at the last retained time point as the new
initial guess).

Algorithm 1 Steady-state iterative methods - General framework
Input: x0 = x(t0), T .
Output: x∗.
1: Compute x1 = φ(x0, T );
2: Set k = 1, zk = x1;
3: Evaluate (5.3.2);
4: while ((5.3.2) not satisfied) do
5: Compute xk = Stran/SN/Extrap(zk); // Use either one of them
6: Compute xk+1 = φ(xk, T );
7: Evaluate (5.3.2);
8: Do k + +, set zk = xk+1 (for SN, set zk = xk);
9: end while
10: x∗ = xk.

The simplest approach to compute the SST is to iteratively apply numerical in-
tegration of the DAEs until the periodic steady-state region is reached. At the kth
iteration we know xk, compute xk+1 by integration for one period T , form the shooting
error vector

uk = xk − xk+1, (5.3.3)

and check whether (5.3.2) is satisfied for each component of uk. This method is called
Stran.

Stran is thus a fixed-point iteration and generates a sequence of vectors {xk},
where the SST is the fixed point. For some circuits, it takes many periods before
reaching the SST so that the convergence rate of Stran is slow. The rate of convergence
depends on the eigenvalues of the operator of the linear generator of vector sequence
approximating the fixed-point iteration around the SST [94].

Next, we provide insights about the convergence properties of Stran.

5.3.2 Theoretical background
We assume that an SST x∗ exists for the circuits under analysis. We can see the SST
as the limit of the vector sequence {xk}, for k = 0, 1, . . . with x0 given, generated by
the fixed-point iteration

xk+1 = φ(xk, T ), (5.3.4)
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with φ(·, ·) the generally nonlinear state-transition function and k the index of in-
tegration of one period T . From now on we use the notation φ(xk) = φ(xk, T ). We
assume the solution converges to the SST, i.e., limk→∞ xk = x∗ and x∗ = φ(x∗) [92].
We also assume that φ(x) admits the following Taylor expansion around x∗:

xk+1 = φ(x∗) + Jφ(x∗)(xk − x∗) +O(‖xk − x∗‖2), as k →∞, (5.3.5)

with Jφ(x∗) = ∂φ(x)
∂x

∣∣∣
x=x∗

∈ Rn×n the Jacobian matrix of φ(x) evaluated at x = x∗.
By first-order truncating (5.3.5) we obtain

xk+1 ≈ φ(x∗) + Jφ(x∗)(xk − x∗), as k →∞, (5.3.6)

which approximates (5.3.4) when xk is sufficiently close to x∗ (as k → ∞). The
sequence converges if ρ(Jφ(x∗)) < 1, with ρ(A) the spectral radius of the square
matrix A. Thus, the fixed-point iteration converges to the limit x∗ if the λj ∈ C
eigenvalues of A satisfy |λj | < 1 ∀j = 1, 2, . . . , n. Besides, if some of the eigenvalues
are close to one (in modulus) then the convergence rate is slow and linear at best.
The eigenvalues close to one are said to be dominant [94].

We can reformulate (5.3.6) as the linear generator of vector sequence

xk+1 = Axk + b, (5.3.7)

with A = Jφ(x∗), b = (I − A)x∗ ∈ Rn and I ∈ Rn×n the identity matrix. By using
the definition of shooting error (5.3.3) and the generator of vector sequence (5.3.7),
we get

uk+1 = Auk = Aku0. (5.3.8)
Besides, by defining the true error as

ek = xk − x∗, (5.3.9)

we have that ek = Ake0 and uk = (A− I)ek [92].
Next, we relate the slope of the curve ‖uk‖∞ vs k in (5.3.8) with the most dominant
eigenvalue of A, i.e., λ1, to show that the close λ1 to one (in modulus), the slower the
convergence rate of Stran.

Suppose A is diagonalizable and define V = [v1, v2, . . . , vn] ∈ Cn×n and Λ =
diag{λ1, λ2, . . . , λn} ∈ Cn×n (diagonal matrix with elements λj on the diagonal). The
vj and λj are the eingenvectors and corresponding eigenvalues of A, respectively, with
1 > |λ1| ≥ |λ2| ≥ . . . ≥ |λn|. Then, (5.3.8) can be rewritten as

uk = Aku0 = (V ΛV −1)ku0 = V ΛkV −1u0. (5.3.10)

From (5.3.10) we have

‖uk‖∞=‖V ΛkV −1u0‖∞≤‖V ‖∞‖Λk‖∞‖V −1‖∞‖u0‖∞,

which after applying the logarithm to both sides results in

log10‖uk‖∞ ≤ log10(‖V ‖∞‖Λk‖∞‖V −1‖∞‖u0‖∞)
≤ log10‖Λ‖∞k + (log10‖V ‖∞+ log10‖V −1‖∞+ log10‖u0‖∞)
= log10‖Λ‖∞k + c∞

= log10 |λ1|k + c∞. (5.3.11)
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This means that for large k the evolution of log10‖uk‖∞ is upper-bounded by a line
whose slope equals log10 |λ1|. The slope is negative as expected, since we assumed
that the most dominant eigenvalue satisfies |λ1| < 1.
Next, we present an experiment on a linear RLC-series circuit resonator, showing the
evolution of log10‖uk‖∞ when changing the value of the resistance R, which in turn
implies variation of the eigenvalues of A. In fact, the value of R is related to the so-
called RLC’s quality(Q)-factor defined as Q = (1/R)

√
L/C, with L the inductance

and C the capacitance: for fixed L,C, when R increases Q decreases, so that the
convergence rate of the shooting error norm ‖uk‖∞ increases, with |λ1| getting far
from one.

The RLC circuit is depicted in Fig. 5.1. We attach an independent sinusoidal
voltage source at port-1. We fix the value for L and C and initially choose R = 1 W.
For some chosen values of εrel and εabs for the steady-state condition (5.3.2), Stran
converges after k = 393 iterations of numerical integration.

Figure 5.1: Schematic of a simple linear RLC-series circuit.

Successively, we use the obtained SST x∗ to evaluate the Jacobian matrix A =
Jφ(x∗) in (5.3.7). There are, e.g., two ways to compute Jφ(x∗): through a left-product
of matrices and by perturbation of the initial solution of the numerical integration.
These approaches will be presented in Sec. 5.4.2.1.
The computed eigenvalues of Jφ(x∗) are λ1,2 ≈ 0.968 ±

√
−1 · 0.002 and λ3,4,5 = 0

(the zero eigenvalue has geometric multiplicity equal to three). The reason for the
presence of a zero eigenvalue is because Jφ(·) is inherently singular for circuit’s DAEs
with independent sources. This will be explained in Sec. 5.4.2.1 too.

To relate the convergence rate of log10‖uk‖∞ to |λ1|, we present results from
simulating the circuit with three different values of the resistance, i.e., R = 1 W,
R = 10 W and R = 100 W. Fig. 5.2 plots the evolutions of log10‖uk‖∞ (left) and of
the non-zero eigenvalues of A (right): from the left picture, one can notice that, even
if ‖u0‖∞ are different between the experiments, as R increases so does the slope of
the shooting error norm evolution (faster convergence). This is because the dominant
eigenvalues get far from one (in modulus), as shown in the right picture. Tab. 5.1
reports the values of log10 |λ1| in (5.3.11) related to the three values of the resistance.
Finally, Fig. 5.3 shows the evolution of |λ1| for different values of R.

In conclusion, as can be noticed from Fig. 5.2 and Tab. 5.1 the smaller the R,
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Figure 5.2: Linear RLC-series: Evolution of log10‖uk‖∞ (left) and eigenvalues (right), for
different values of R.

Table 5.1: Linear RLC-series: Relation between the value of the resistance R (determining
the Q-factor of the circuit) and the dominant eigenvalue λ1 in (5.3.11).

R log10|λ1|
1 −0.0143
10 −0.1371
100 −1.3645

the closer the most dominant eigenvalue to one (in modulus), the less steep the curve
‖uk‖∞ vs k, the slower the rate of convergence of Stran.

From simulating the RLC circuit we see that the rate of convergence of Stran
depends on the largest eigenvalue (in modulus) of the A in (5.3.7), where A is the
operator of the linear generator of vector sequence approximating the fixed-point
iteration around the SST. This means that the convergence rate of Stran is slow
for systems with eigenvalues very close to one. This is generally true for DLLs and
SMPSs. Thus, we are motivated to use accelerating methods to compute the SST.

In the next section, we describe the SN method.

5.4 Shooting-Newton (SN) method

5.4.1 Introduction
To accelerate the convergence towards the SST, SN was developed in [2]. Being a
Newton-type method, under the hypotheses of Thm.2.4.19 (see also [2, 95]) among
which the need for starting the method with a solution sufficiently close to the SST
(in some norm sense), SN has a quadratic order of convergence, thus it is considered
as a convergence accelerator w.r.t. Stran.
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Figure 5.3: Linear RLC-series: Evolution of the absolute value of the most dominant eigen-
value |λ1| for different values of the resistance R.

In the next section, we introduce the theory of SN for circuit simulation [101]. We
also provide insights into the reason why the Jacobian matrix Jφ(·) is singular when
applied to circuit’s DAEs with independent sources.

5.4.2 Theoretical background
Recall the general formulation of implicit-form DAEs

dq(x(t))
dt

+ g(x(t)) + b(t) = 0, (5.4.1)

with x ∈ Rn the vector-solution, q, g : Rn → Rn the generally nonlinear charge/flux
and current functions, respectively, and b ∈ Rn the input/source. The SST x(0) is
the solution to (5.4.1) satisfying the nonlinear algebraic problem (5.3.1)

fsh(x(0), T ) = x(0)− φ(x(0), T ) = 0.

Newton’s method can be used to search for x(0). Assuming that an initial guess
x(0) = x0 is provided which is sufficiently close to the SST (in some norm sense).
By Taylor-expanding fsh around x0 and first-order truncating, the solution can be
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sought with the iterative procedure

xl+1
0 = xl0 − [I − Jφ(xl0)]−1[xl0 − φ(xl0)], (5.4.2)

where Jφ(xl0) = ∂φ(x)
∂x

∣∣∣
x=xl0

and I is the identity matrix of appropriate dimension.

The Jφ(xl0) is the matrix-valued sensitivity of the state-transition function evaluated
at t = T (final solution) w.r.t. to perturbations of the initial solution xl0, with l the
index of the SN iteration.
At each SN iteration one needs to solve the linear(ized) system of equations in matrix
form

Jfsh∆x0 = −fsh, (5.4.3)

for ∆x0 = xl+1
0 − xl0, with Jfsh = [I − Jφ(xl0)]. The pseudo-code of SN is sketched in

Alg. 2. After a numerical integration starting from xl0, the solution φ(xl0) is available
and the Jacobian matrix Jφ(xl0) can be evaluated. Then, a new initial solution xl+1

0
is computed with (5.4.2). Alg. 2 is the expansion of line 5 in Alg. 1 for SN (by
initially setting xl0 = zk and finally xk = x0 when SN converges). However, there are

Algorithm 2 SN
INPUT: xl0.
OUTPUT: x0.
1: while (Newton’s method not converged) do
2: Evaluate Jφ(xl0);
3: Solve Jfsh∆x0 = −fsh for ∆x0;
4: Compute xl+1

0 = xl0 + ∆x0;
5: Set xl0 = xl+1

0 ;
6: end while
7: x0 = xl0.

two computationally expensive routines: evaluating the generally dense n× n matrix
Jφ(xl0) and LU-factoring Jfsh = [I − Jφ(xl0)]. Next, we describe how to efficiently
perform a SN iteration while avoiding to explicitly form Jφ and LU-factoring Jfsh .

The matrix Jφ(x0) at the lth SN iteration (we drop the SN iteration index) can
be evaluated from the numerical integration of the DAEs over [t0, tM ], with tM =
t0 + T . Assuming that BE is used to discretize the DAEs as in (2.4.40), then (5.4.1)
is approximated by (neglecting discretization errors)

1
hm

[q(xm)− q(xm−1)] + g(xm) + bm = 0, (5.4.4)

where hm = tm− tm−1 is the mth time-step length (here, considered fixed just to ease
the formulation), xm = x(tm) and bm = b(tm), for m = 1, 2, . . . ,M . During the integ-
ration over one period, (5.4.4) is solved for xm with the Newton’s method at each time
point. In fact, starting from x0 one computes x1, then x2, and so on until xM . This
procedure corresponds to a numerical approximation of the state-transition function,
since xM is an implicitly-defined algebraic function of x0 [76]. Thus, computing the
state-transition function can be done by using the BE (or any other schemes, or a
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mix of them) one step at a time.
The same procedure is exploited to evaluate the sensitivity matrix Jφ(x0). By differ-
entiating (5.4.4) w.r.t. x0 we have

1
hm

d

dx0
[q(xm)− q(xm−1)] + d

dx0
g(xm) = 0.

By applying the chain rule

1
hm

[dq(xm)
dxm

dxm
dx0

− dq(xm−1)
dxm−1

dxm−1

dx0
] + dg(xm)

dxm

dxm
dx0

= 0,

and letting dq(x)/dx = C(x) and dg(x)/dx = G(x), we obtain

[C(xm)
hm

+G(xm)]dxm
dx0

= C(xm−1)
hm

dxm−1

dx0
.

Finally, by recursively applying the above procedure for each time point over one
period of integration, starting from x0 and with dx0/dx0 = I, we obtain the Jacobian
matrix Jφ(x0) = dxM/dx0 with

Jφ(x0) =
M∏
m=1

[C(xm)
hm

+G(xm)]−1C(xm−1)
hm

. (5.4.5)

The sparse matrices C(xm)/hm and G(xm) are already evaluated ∀m during the
integration of (5.4.4) over the period (at the points where the (inner) Newton’s method
converges) and can be reused to compute (5.4.5).

Regarding the time/memory complexity to compute ∆x0 in line 3 of Alg. 2, since
Jφ(x0) is generally a dense matrix, if one tried to store Jφ the cost would be O(n2)
as n→∞, while LU-factoring Jfsh = (I − Jφ) in (5.4.2) would result in a number of
operations which is O(n3) as n→∞. These are prohibitive when n is large. Instead,
the GMRES is used.

The GMRES [85] is a well-known Krylov-based iterative method to solve a linear
system of the form Ax = b for x, where A is generally unstructured. In our case,
A = [I − Jφ(xl0)], b = [φ(xl0) − xl0] and x = ∆x0 is the lth SN increment. Alg. 3
sketches the pseudo-code of the GMRES and replace lines 2 − 3 of Alg. 2. Here, we
assume that the (evaluated) Jacobians of dynamic and static part of the DAEs are
available from the integration, for each time point of the period. In line 7 of Alg. 3
the modified Gram-Schmidt (MGS) orthogonalization is used.

Besides, line 6 of Alg. 3 is replaced by the procedure in Alg. 4: instead of explicitly
forming the dense matrix A, with a number of evaluations which is O(n2) as n→∞,
one computes the next vector pk of the Krylov basis by using (5.4.5). This reduces the
cost of computing pk = Apk−1 to nearly M · nnz(A) operations (sparse matrix-vector
multiplications, forward and backward substitutions) [101], with M the number of
time points. Lastly, line 6 of Alg. 4 implements [I − Jφ(x0)]pk−1.

In the next section, we provide insights about the reason why Jφ(x0) is singular
when it represents the Jacobian of the state-transition function for circuit’s DAEs with
independent sources. This also appears from the experiments on the RLC resonator
at the end of Sec. 5.3.2.
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Algorithm 3 GMRES to avoid evaluation of Jφ(xl0) and to compute ∆x0 in Alg. 2
INPUT: b.
OUTPUT: ∆x0.
1: Set initial x0;
2: Initialize the search direction p0 = b−Ax0;
3: Set k = 0 and ‖rk‖2 = ‖pk‖2;
4: while (‖rk‖2 > tolgmres) do
5: Do k + +;
6: Compute pk = Apk−1;
7: Orthogonalize (MGS) pk = pk −

∑k−1
j=0 βk,jp

j ;
8: Compute xk = xk−1 + αkp

k to minimize ‖rk‖2 = ‖b−Axk‖2;
9: end while
10: ∆x0 = xk.

Algorithm 4 Cheaper computation of Apk−1 in Alg. 3
INPUT: pk−1 ((C(xm)

hm
+G(xm)) and C(xm−1)

hm
∀m available).

OUTPUT: pk.
1: Initialize q = pk−1;
2: for (m = 1 : M) do
3: Solve (C(xm)

hm
+G(xm))pk = C(xm−1)

hm
q for pk;

4: Set q = pk;
5: end for
6: pk = pk−1 − pk.
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5.4.2.1 On the Jacobian matrix Jφ

To compute the next initial solution SN makes use of Jφ(x0), that we rewrite as:

Jφ,LP =
M∏
m=1

[C(xm)
hm

+G(xm)]−1C(xm−1)
hm

.

We call this matrix Jφ,LP , resulting from a left-product of matrices.
Alternatively, by recalling the definition of Jφ, i.e., the sensitivity of the final state
x(T ) of a numerical integration w.r.t. perturbations ε = [ε1, ε2, . . . , εn] ∈ Rn of the
initial state x(0), we have that

Jφ,FD =


x
ε1
1 (T )−x1(T )

ε1
· · · xεn1 (T )−x1(T )

εn
...

. . .
...

x
ε1
n (T )−xn(T )

ε1
· · · xεnn (T )−xn(T )

εn

 ≈ ∂x(T )
∂x(0) . (5.4.6)

We call this matrix Jφ,FD, resulting from a finite-difference approach. The jth column
of Jφ,FD can be obtained by perturbing x(0) in the direction of its jth component
and integrating for one period, i.e.,

Jφ,FD,j = φ(x(0) + εjej)− φ(x(0))
εj

,

where ej = [0, . . . , 0, 1, 0, . . . , 0]T with the 1 in the jth position.
Finally, notice that [101]

Jφ,LP · p ≈ lim
ε̂→0

φ(x(0) + ε̂p)− φ(x(0))
ε̂

, (5.4.7)

with ε̂ ∈ R, i.e., both Jφ,LP and Jφ,FD are approximations of the matrix-valued
derivative of the state-transition operator w.r.t. perturbations of the initial solution.

Thus, for the RLC resonator presented at the end of Sec. 5.3.2 the matrix Jφ is
singular since one of its row is the zero vector. In particular, assuming the jth row of
Jφ corresponds to the component of the vector-solution attached to the independent
voltage source, any perturbation of xj at time t0 will not affect its value at time
t = t0 + T , i.e., xεij (T ) − xj(T ) = 0 ∀εi in (5.4.6). Thus, Jφ,FD has eigenvalue(s) at
zero. However, notice that SN makes use of Jfsh = [I − Jφ(xl0)] to compute ∆x0,
where Jfsh is assumed to be nonsingular.

SN has been successfully employed in circuit simulation to accelerate the SST com-
putation for a large class of circuits, such as amplifiers, narrow-band filters, mixers,
switched capacitor filters [55, 101].

In the next section, we present other acceleration techniques to compute the SST,
namely, vector extrapolation methods.

5.5 Vector extrapolation methods
5.5.1 Introduction
Given an initial solution xk, the fixed-point iteration (5.3.4) generates the sequence
xk+1, xk+2, . . . that converges to the SST x∗ for large k. To accelerate the convergence
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rate a number of vectors from the generated sequence can be fed into an extrapolation
method, which produces a new initial solution that is expected to be closer to x∗
than any previous vector of the sequence. If x∗ has not been reached yet, successive
integrations are then performed starting from the last extrapolated solution, a new
sequence of vectors is generated and the extrapolation routine is repeated until the
steady-state condition (5.3.2) is (hopefully) satisfied. Under certain hypotheses [95,
93], among which the need for starting the method with a solution sufficiently close to
the SST (as for SN), the extrapolation method converges super-linearly to the SST.

Extrapolation methods have been successfully used for applications in different
scientific fields, for both linear and nonlinear generators of vector sequence, including
circuit and semiconductor device simulations. Besides, one of the strengths of these
methods lies in the fact that they are easy to implement and non-invasive for simu-
lators provided with implementation of numerical integration schemes. In fact, these
methods re-use and work with the solutions x(tk) computed at some tk. For our ana-
lyses we choose MPE and RRE because they are reported to be the most successful
for linear and nonlinear generators of vector sequence [94, 96, 90, 88, 89, 45].

Next, we provide the theoretical background of MPE and RRE.

5.5.2 Theoretical background
By Taylor-expanding the φ(·) of the fixed-point iteration (5.3.4) around the fixed
point x∗ ∈ Cn (here, we use a general, complex vector) we obtain (5.3.7)

xk+1 = Axk + b,

with A = Jφ(x∗) and b = (I−A)x∗. This says that the fixed-point iteration “behaves”
linearly when xk is close to the solution x∗ (i.e., for large k), suggesting that vector
extrapolation methods can be derived from linear systems theory [92].

Let us briefly recall some assumptions made in Sec. 5.3.2. Assume that (I −A) is
non-singular (1 is not an eigenvalue of A). Thus, x = Ax + b has a unique solution.
Let us choose xk as the starting solution from which the sequence xk+1 = Axk + b is
generated. We will show that the solution x∗ can be expressed as a linear combination
of (at most n+ 1) vectors generated by starting from xk [93].
Let us also recall the definition of true error and shooting error as ek = xk − x∗

and uk = xk − xk+1, respectively. In addition, uk = (A − I)ek and Ak+iu0 = Aiuk
∀k, i = 0, 1, . . .. Besides, denote by P (λ) the characteristic, monic polynomial of
A (with leading coefficient equal to 1), i.e., P (λ) = det(λI − A). We provide the
following:

Definition 5.5.1 (Minimal polynomial [92]). Let y 6= 0 be a vector in Cn. The monic
polynomial P (λ) is said to be the minimal polynomial of A w.r.t. y if P (A)y = 0 and
P (λ) has smallest degree.

Theorem 3.2 in [92] states that the minimal polynomial of A w.r.t. y exists and is
unique. Let P (λ) =

∑mA
i=0 ciλ

i be the minimal polynomial of A w.r.t. the true error
ek, with cmA = 1, the ci are scalar coefficients and mA ≤ n is the degree of P . Thus,
P (A)e0 = 0 and

mA∑
i=0

ciA
i(xk − x∗) =

mA∑
i=0

ci(xk+i − x∗) = 0.
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By solving for x∗ we get

x∗ =
∑mA
i=0 cixk+i∑mA
i=0 ci

. (5.5.1)

Thus, x∗ can be expressed as a linear combination of previously computed solutions
xk+i generated by (5.3.7) and starting from xk. Note that the divisor in (5.5.1)
satisfies

∑mA
i=0 ci = P (1) 6= 0, since P (λ) divides the characteristic polynomial of A

and 1 is not an eigenvalue of A [91].
At this point, it may seem that to obtain the solution x∗ we need to know P (λ),

which is uniquely defined via P (A)ek = 0. Thus, we would need the knowledge of
ek = xk − x∗, i.e., of x∗ which is the unknown we want to find. Instead, the next
theorem (with proof in [92]) says that we can use the available uk to determine x∗.

Theorem 5.5.2 ([92]). P (λ), the minimal polynomial of A w.r.t. ek = xk − x∗, is
also the minimal polynomial of A w.r.t. uk = xk − xk+1.

Thm. 5.5.2 says that P (λ) satisfies P (A)uk = 0 and has smallest degree. Then,

0 = P (A)uk =
mA∑
i=0

ciA
iuk =

mA∑
i=0

ciuk+i.

Now, since P (λ) is monic we have that cmA = 1 and we can rewrite
∑mA
i=0 ciuk+i in

the form
mA−1∑
i=0

ciuk+i = −uk+mA , (5.5.2)

or, equivalently, in matrix form

UmA−1c̃ = −uk+mA , (5.5.3)

with Uj = [uk|uk+1| . . . |uk+j ] ∈ Cn×(j+1), the ui = xi−xi+1 and c̃ = [c0, c1, . . . , cmA−1]T.
The linear system (5.5.3) is overdetermined since mA ≤ n, but by Thm. 5.5.2 it is
consistent and has a unique solution for the cj [93].

Once the ci in (5.5.3) are obtained, the γi coefficients are computed as

γi = ci∑mA
j=0 cj

, i = 0, . . . ,mA, (5.5.4)

with
∑mA
i=0 γi = 1, so that, alternatively to (5.5.1), the solution can be expressed as

x∗ =
mA∑
i=0

γixk+i, (5.5.5)

where the γi coefficients satisfy

UmAγ = 0 subject to
mA∑
i=0

γi = 1,

with γ = [γ0, γ1, . . . , γmA ]T. This is again an overdetermined but consistent linear
system of equations.
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At this point, the degree of P (A) w.r.t. ek may by as large as n, making the
computation of x∗ expensive. Instead, we search for an approximation x∗m of the
fixed point by “replacing” the original polynomial with another one, whose degree m
is much smaller than n.
Next, we present how to efficiently compute the γi coefficients from MPE and RRE
[90], then provide the formulation for an efficient computation of x∗m.

5.5.2.1 Minimal polynomial extrapolation (MPE) method

Let us choose m to be a positive integer such that 0 < m � mA ≤ n. After
having collected (m + 1) vectors uk+i for i = 0, 1, . . . ,m, and by assuming that the
set {uk, uk+1, . . . , uk+i}, with i < m, is composed by linearly independent vectors,
whereas {uk, uk+1, . . . , uk+m} is not, being uk+m a linear combination of uk+i, 0 ≤
i ≤ m− 1, then Um−1c̃ = −uk+m can be solved for c̃ by treating it as a least square
(LS) problem, provided

∑m
i=0 ci 6= 0 [93]. This amounts to solving the minimization

problem
min
c̃
‖Um−1c̃ = −uk+m‖, (5.5.6)

The LS problem (5.5.6) can be solved by applying an incremental QR factorization
on the (tall rectangular) matrix Ui = [u0| . . . |ui], with iteratively increasing i.
To perform the QR factorization such that Ui = QiRi, the MGS can be used which
allows the iterative orthogonalization of a new available vector w.r.t. previously pro-
cessed ones.
From the normal equation

U∗m−1Um−1c̃ = −U∗m−1uk+m,

where U∗m−1 is the complex-conjugate of Um−1 (with Um−1 obtained by removing
the last column of Um), we set Um−1 = Qm−1Rm−1. Then, provided Q∗m−1Qm−1 =
Im−1 ∈ Cm×m (with Im−1 the identity matrix) and being

Rm−1 =


r0,0 r0,1 r0,2 . . . r0,m−1

r1,1 r1,2 . . . r1,m−1
r2,2 . . . r2,m−1

. . .
...

rm−1,m−1

 ,

non-singular (Um−1 has full rank), we obtain

Rm−1c̃ = −Q∗m−1uk+m.

Equivalently, we get
Rm−1c̃ = −[r0,m, . . . , rm−1,m]T. (5.5.7)

Equation (5.5.7) is a linear system of m equations in the m unknowns c0, . . . , cm−1,
the components of the vector c̃. Since Rm−1 is upper triangular then the c̃ is easily
computed by back substitutions. Once c̃ has been determined (and setting cm = 1),
one uses (5.5.4) to compute the γi coefficients.
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5.5.2.2 Reduced rank extrapolation (RRE) method

Let us choose m to be a positive integer such that 0 < m � mA ≤ n. For RRE we
have the following LS problem [92]:

min
γ
‖Umγ = 0‖ subject to

m∑
i=0

γi = 1. (5.5.8)

We solve (5.5.8) as
U∗mUmh = e,

or, equivalently,
R∗mRmh = e,

for h = [h0, . . . , hm]T, with e = [1, . . . , 1]T. Then, we compute the coefficients

γi = hi∑m
j=0 hj

, i = 0, 1, . . . ,m. (5.5.9)

Once the γi are obtained with either MPE or RRE, instead of extracting the solu-
tion x∗m as in (5.5.5) which requires to store the xi as well, a less memory-consuming
approach can be used [90]. One can compute ξ = [ξ0, . . . , ξm−1]T as

ξ0 = 1− γ0 and ξi = ξi−1 − γi, 1 ≤ i ≤ m− 1, (5.5.10)

and express the extrapolated solution as

x∗m = x0 +
m−1∑
i=0

ξiui = x0 + Um−1ξ.

This can be rewritten as
x∗m = x0 +Qm−1(Rm−1ξ). (5.5.11)

Line 5 of Alg. 1 is expanded by Alg. 5 when an extrapolation method is used.
In line 5 of Alg. 1 we keep setting xk = zk until an extrapolated solution can be
computed, in which case we set xk = x∗m. In Alg. 5 we suppose the extrapolation
cycle starts with x0 (to ease the notation), and that the vectors x0, x1, . . . , xk are
available from previous integrations. Besides, we use the Matlab notation to select
matrix components (i.e., A(i, j) selects the element in ith row and jth column, and
A(i : j, :) selects rows from ith to jth position). Inside an extrapolation iteration,
when a new vector xk+1 is available the method orthogonalizes uk = xk − xk+1
against all the previous vectors (lines 2− 8), while checking for rank-deficiency of R:
if rank-deficiency is detected we say that the degree of the (approximate) minimal
polynomial has been reached. Then, the γj coefficients are computed with either
MPE (lines 12 − 17) or RRE (lines 20 − 22), while the corresponding extrapolation
residual res is estimated in line 18 (MPE) or line 23 (RRE). The residual estimate
corresponds to a cheap evaluation of (5.5.6) for MPE or (5.5.8) for RRE. Finally,
when (i) res is smaller than a fixed threshold [90] and/or (ii) R is rank-deficient,
then x∗m is computed as in (5.5.11) (line 27) and the extrapolation cycle ends. The
extrapolated solution is used as the new initial solution for the following numerical
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Algorithm 5 Extrap
INPUT: xk+1 (x0, x1, . . . , xk available).
OUTPUT: x∗m.
1: Set c̃ = ∅, x∗m = xk+1, uk = xk − xk+1;
2: if (k > 0) then
3: for (i = 0 : k − 1) do
4: R(i, k) = QT (:, i)uk;
5: uk = uk −R(i, k)Q(:, i);
6: end for
7: end if
8: R(k, k) = ‖uk‖2;
9: if (R(k, k) > εrank) then
10: Q(:, k) = uk/R(k, k);
11: end if
12: if (MPE) then
13: if (k > 0) then
14: Solve R(0 : k − 1, 0 : k − 1)c̃ = −R(0 : k − 1, k) for c̃;
15: end if
16: Set c = [c̃T, 1]T;
17: Compute γi = ci/

∑k
j=0 cj ;

18: Compute res = R(k, k)|γk|;
19: end if
20: if (RRE) then
21: Solve R∗Rh = e for h;
22: Compute γi = hi/

∑k
j=0 hj ;

23: Compute res =
√

(
∑k
j=0 hj)−1;

24: end if
25: if (res < εextrap ∨ R(k, k) < εrank) ∧ k > 0 then
26: Set ξ0 = 1− γ0 and ξi = ξi−1 − γi ∀i = 1, . . . , k − 1;
27: x∗m = x0 +Q(:, 0 : k − 1)(R(0 : k − 1, 0 : k − 1)ξ);
28: end if
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integration (line 6 of Alg. 1), and the steady-state condition (5.3.2) is checked: if it
is satisfied then the simulation stops, otherwise a further extrapolation cycle will be
performed.
Remark 5.5.3. Notice that extrapolation algorithms do not make use of any Jacobian
matrix since they work directly with the vector solutions. This is the reason why they
are called matrix-free methods.

We conclude this section by providing the properties of convergence rate and
numerical stability for MPE and RRE, which can be found in Theorem 6.6 in [93].
The notion of stability for these extrapolation methods will be useful to address the
error analysis of Sec. 5.7.

Assume that some or all of the eigenvalues of A in (5.3.7) are such that 1 >
|λ1| ≥ |λ2| ≥ . . . ≥ |λp|, with p ≤ n and λi 6= 0 for i = 1, 2, . . . , p. By rewriting the
extrapolated solution x∗m in (5.5.11) as x∗k,m, where k is the number of iterations and
m is the degree of the minimal polynomial, then:

i) Acceleration of convergence: The error between the extrapolated solution and
the SST is x∗k,m− x∗ = O(λkm+1), whereas that between any solution generated
within the extrapolation cycle and the SST is xk − x∗ = O(λk1), as k → ∞.
Thus, the acceleration factor given by x∗k,m w.r.t. xk can be represented by
|λm+1/λ1|k. When |λm+1| is considerably smaller that |λ1| (i.e., when the
eigenvalues are clustered or sufficiently separated from each other), then the
convergence acceleration is satisfactory and super-linear;

ii) Stability: Γk,m =
∑m
i=0 |γ

(k,m)
i |, the quantity that measures the numerical sta-

bility of the extrapolated solutions (that we will deepen in Sec. 5.7), satisfies

lim
k→∞

Γk,m =
m∑
i=0
| lim
k→∞

γ
(k,m)
i | ≤

m∏
i=1

1 + |γi|
|1− γi|

, (5.5.12)

where the coefficients γi are the weights for the collected solutions to form the
extrapolated solution in (5.5.5). This means that when λi are too close to one
(in modulus), then Γk,m is large and the extrapolated solutions are likely to
become less reliable in floating-point arithmetic.

In the next section, we show experiments where we use Stran, SN and MPE on
two industrial DLLs and an SMPS. In some cases, SN and MPE have numerical issues
which make them not robust. We will then investigate the issues encountered through
an error analysis (involving RRE as well), which provides insights into the numerical
stability and accuracy of the methods.

5.6 Preliminary experiments
Here, we assess the convergence properties and reliability of Stran, SN and MPE
in obtaining the SST. We do this by looking at the evolution of (i) the (absolute
value) shooting error uk in (5.3.3) and (ii) the number of components of uk which
have not yet satisfied the steady-state condition (5.3.2), both w.r.t. the iterations k
of the integration. For SN or MPE the interesting indices of iteration are those in
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correspondence of which an SN or extrapolation cycle ends. We define the number of
components of uk which have not yet satisfied the steady-state condition at iteration
k as

n̄k = dim({j|j = 1, 2, . . . , n ∧ |xk,j − xk+1,j | > εrel max{|xk,j |, |xk+1,j |}+ εabs}).
(5.6.1)

Of course, convergence is achieved when n̄k = 0 and the method stops. Besides,
the analysis is carried out by starting SN and MPE with different initial guesses.
This is because we expect SN and extrapolation to converge quadratically and super-
linearly, respectively, when the initial guess is sufficiently close to the SST, such that
the fixed-point iteration behaves linearly in the sense of (5.3.6). In this case, SN or
MPE starts after a (positive integer) number k0 of pre-integration, which provides a
particular initial guess. The choice of k0 comes from an a posteriori, visual inspection
of the componentwise evolution of uk done after running Stran: when we see that the
evolution of the components of uk is smooth and linear for k = k̂, k̂ + 1, k̂ + 2, . . .,
then we say that for k ≥ k̂ the fixed-point iteration behaves linearly. An automated,
reliable strategy to detect k̂ is currently an open problem. Nevertheless, even when
starting from the linear region we show that the methods have convergence issues,
depending on some parameters that we identify through an analysis of the numerical
stability of the techniques under investigation.

We run simulations with the Eldo simulator (Mentor Graphics), on an Intel Xeon
CPU, 8 processors, 3GHz machine. Data such as evolution of uk in (5.3.3) and n̄k in
(5.6.1) are analyzed with Matlab.

5.6.1 Fixed, small time-step length
In the first experiment, we simulate an industrial DLL (we call it DLL1) with di-
mension n = 56 of the DAEs and period T = 1 µs at periodic steady state. Among
active devices, BSIM3v3 MOSFET models are used to generate digital-like signals.
Here, we fix a sufficiently small time-step length h = 0.1 ns during the simulation,
resulting in 104 retained time points within each period of integration. The value of
h was selected so as to have no rejection of points during integration (tolerances used
for Newton’s method and local truncation error satisfied at each time point). Here,
we use the BE for the integration. Tolerances for the steady-state condition (5.3.2)
are εrel = 10−6 for both voltage and current components of the vector-solution, and
εabs = 10−9 for voltages and εabs = 10−11 for currents.

Fig. 5.4 shows the evolution of the (absolute value) shooting error uk,j vs integra-
tion index k for the jth dynamic of the DLL1. Fig. 5.5 (left) plots a zoomed version
of Fig. 5.4 and the evolution of n̄k (right) for each iteration k. Fig. 5.6 provides a
comparison of the output signal of the DLL1 at the periodic steady state between
Stran, SN and MPE.

Some comments are in order:

i) Evolution of |uk,j | from Stran: In Fig. 5.4 the evolution of the (absolute value)
shooting error uk,j of the jth dynamic from Stran (blue) is characterized by
a strongly irregular region for k ∈ [0, 175], followed by a smoother one with
“bumps” until convergence, in correspondence of which the blue curve intersects
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Figure 5.4: DLL1 (fixed h): Evolution of the (absolute value) shooting error in (5.3.3)
vs integration index k for the jth dynamic from Stran (blue), SN and MPE starting at
k0 = 140 (green and magenta, respectively) and k0 = 190 (cyan and red, respectively), with
the tolerance tol = εrel max{|xk,j|, |xk+1,j|} + εabs for the SST (dashed black). Circles and
squares are in correspondence of k where an SN or MPE cycle ends, respectively.

the black dashed line at k = 334. Notice that the blue curve intersects the black
line several times for k < 150. It may seem that for this dynamic the SST was
reached with much fewer integrations than those required by the method to stop
(at k = 334). However, the intersections are due to the transient behavior of the
DLL, during which the signals’ period may have large excursions between two
consecutive cycles of integration during the simulation. For instance, |uk,j | =
|xk,j − xk+1,j | of a square-like dynamic may be large at k = k1 (with, e.g.,
xk1,j ≈ 0 and xk1+1,j ≈ 1) and small at k = k1 + 1 (with xk1+1,j ≈ 1 and
xk1+2,j ≈ 1), so that the error is larger than the right-hand side of (5.3.2)
at k = k1 and smaller at k = k1 + 1. Instead, when approaching the SST the
signals’ period slightly varies (around T ), such that the period of many dynamics
stabilizes, the evolution of the shooting error becomes smooth and the curve of
n̄k in (5.6.1) behaves accordingly (see right picture of Fig. 5.5). From Stran,
the shooting error of most of the dynamics has an evolution similar to the blue
curve depicted in Fig. 5.4. Finally, convergence is reached when all dynamics
satisfy (5.3.2);
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Figure 5.5: DLL1 (fixed h): Zoomed version of Fig. 5.4 (left) and evolution of n̄k in (5.6.1)
(right) from Stran (blue), SN and MPE starting at k0 = 140 (green and magenta, respect-
ively) and k0 = 190 (cyan and red, respectively). Circles and squares are in correspondence
of k where an SN or MPE cycle ends, respectively.

ii) Linear region of |uk,j | from Stran: As previously mentioned, our choices of k0
for the starting solution of SN and MPE come from a visual inspection of the
error curves from Stran. From Fig. 5.4 we say that the fixed-point iteration
is strongly nonlinear for k / 175 whereas it behaves linearly for k ' 175,
such that we could represent it by a linear generator of the vector sequence.
This motivates the choice of k0 = 140, 190 and the study of the convergence
properties of SN and MPE when (slightly) outside and inside the linear region,
respectively. Besides, the study of the convergence behavior of the shooting error
in the linear region, described by uk+1 = Auk in (5.3.8), is the analogous of the
time-domain stability analysis of the homogeneous part of (2.4.8), for which the
solution decays monotonically if the eigenvalues of A have negative real part,
and sinusoidally if they are complex (see Remark 2.4.2) with negative real part.
This could explain the bumps in Fig. 5.4 since we get complex eigenvalues of
A = Jφ(x∗) for the DLL1, as we will show later;

iii) Robustness of SN and MPE: When starting SN and MPE at k0 = 140 (non-
linear region) in the first SN and MPE cycles the |uk,j | does not decreases (see
left picture of Fig. 5.5), instead it oscillates between values of three orders of
magnitude of difference for SN (green curve, in correspondence of the circled
peaks) and increases for MPE as well (magenta curve, with a peak after the
square at k = 160). The same behavior can also be appreciated from the right
picture of Fig. 5.5 in terms of an increase of n̄k after an SN or MPE solution
is used for the following integration. Instead, when starting inside the linear
region (k0 = 190) both SN and MPE are effective: in Fig. 5.4 we can see that
|uk,j | suddenly drops after the second SN iteration (cyan curve) with more than
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Figure 5.6: DLL1 (fixed h): Output signal of the DLL1 at the periodic steady state (displayed
for two periods) from Stran (solid blue), SN (dashed-dotted magenta) and MPE (dotted
yellow) started at k0 = 190.

quadratic order of convergence, while MPE has a super-linear rate at the last
iteration (red curve). The effectiveness of the methods is confirmed by also
looking at the evolution of n̄k in the right plot of Fig. 5.5.

In conclusion, both methods accelerate the convergence rate to the SST w.r.t.
Stran from this experiment with sufficiently small, fixed h during integration.

5.6.2 Variable time-step length
In the next experiment on the DLL1 the integration is performed with variable h,
according to strategies implemented in the simulator. A variable h is a more realistic
approach in circuit simulation.

Fig. 5.7 shows results when h varies during integration: SN seems to preserve its
robustness when started at both k0 = 140, 190 (compare solid vs dashed blue and red
curves, respectively), whereas the effectiveness of MPE clearly decreases w.r.t. the
case with fixed, small h, as can be seen from the irregular evolution of n̄k in (5.6.1)
(compare solid vs dashed green and magenta curves). We provide more insights
about the causes for this effect in Sec. 5.7, through an error analysis on the numerical
stability of extrapolation methods.
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Figure 5.7: DLL1: Comparison of evolutions of n̄k in (5.6.1) between SN starting at k0 = 140
with fixed h (solid blue) vs variable h (dashed blue) and starting at k0 = 190 with fixed
h (solid red) vs variable h (dashed red), and MPE starting at k = 140 with fixed h (solid
green) vs variable h (dashed green) and starting at k0 = 190 with fixed h (solid magenta) vs
variable h (dashed magenta).

Next, we simulate an industrial SMPS with dimension n = 1471 of the DAEs and
period T = 1 µs at the periodic steady state. BSIM3v3 MOSFET and advanced mod-
els for diodes, nonlinear resistors and capacitors characterize this circuit. Tolerances
for the steady-state condition (5.3.2) are εrel = 5 · 10−3 for both voltage and current
components of the vector-solution, and εabs = 10−9 for voltages and εabs = 10−11 for
currents. Here, h varies.
In Fig. 5.8 we plot the evolution of n̄k in (5.6.1), where the right-most coordinate point
of each curve is the zero value (which cannot be displayed in a log-plot). For both
starting points, k0 = 20, 30 MPE converges with simple integration processes (while
collecting the vectors). However, after an MPE cycle ends (magenta and red squares)
n̄k increases, as does |uk,j | from a componentwise inspection of the dynamics. SN
is also not robust especially in the first iterations, as can be seen from the irregular
behavior of n̄k at around k = 30 (green and cyan curves), in correspondence of which
we get n̄k = 1 for the green curve and a sudden increase at the next iteration.

Lastly, we simulate a larger industrial DLL (we call it DLL2) with dimension
n = 10360 of the DAEs and period T = 2.5 ns at the periodic steady state. Toler-
ances for the steady-state condition (5.3.2) are εrel = 5 · 10−3 and εabs = 10−5 for
both voltage and current components of the vector-solution. Here, h varies.
In Fig. 5.9 we plot the evolution of n̄k for DLL2. After the extrapolated solution is
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Figure 5.8: SMPS (variable h): Evolution of n̄k in (5.6.1) from Stran (blue), SN and MPE
starting at k0 = 20 (green and magenta, respectively) and k0 = 30 (cyan and red, respect-
ively). Circles and squares are in correspondence of k where an SN or MPE cycle ends,
respectively.

computed (magenta square) many components of uk satisfy the steady-state condi-
tion and the simulation stops after some following integrations. Instead, the green
curve related to SN is more irregular. In this experiment, even after few numerical
integrations of Stran (k = 10) most of the dynamics are already at the steady state
according to (5.3.2). This can be seen from the value of the starting point of the blue
curve in Fig. 5.9 compared to the dimension of the circuit.

5.6.3 First conclusions from preliminary experiments

From the previous experiments, we see that SN and MPE have numerical issues for the
simulated DLLs and SMPS. In particular, in some cases, the number of components
of uk which do not satisfy the steady-state condition increases when applying SN or
MPE, w.r.t. the previous iteration. Equivalently, the absolute value of the shooting
error is not monotonically decreasing for some dynamics.

In the next sections, we shall analyze the factors determining the convergence
behavior of the extrapolation methods, and answer Question 5.1.1.
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Figure 5.9: DLL2 (variable h): Evolution of n̄k in (5.6.1) from Stran (blue), SN and MPE
starting at k0 = 10 (red and magenta, respectively). Circles and squares are in correspond-
ence of k where an SN or MPE cycle ends, respectively.

5.7 An error analysis
Here, we identify and quantify the factors which determine the stability of the extra-
polation methods and accuracy of the extrapolated solution. We do this by means
of an error analysis inspired by [93], which reveals practical insights about the nu-
merical stability of the extrapolation methods. The analysis also applies to Stran
straightforwardly and could be extended to other steady-stated methods, in order
to maximize the reliability and accuracy of the SST computation, thus providing an
answer to Question 5.1.2. Experiments are performed with Eldo to test the validity
of the analysis on the DLL1 and SMPS presented in Sec. 5.6. In the experiments, we
use Stran, MPE and RRE since the error analysis applies to each of them. Finally,
we suggest some strategies which may help maximize the reliability and accuracy of
the SST computation.

5.7.1 Amplification of garbage data
When the extrapolation method is effective, after each extrapolation process we would
expect |uk,j | (or n̄k) to decrease w.r.t. the value at the previous integration. Put
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differently, we would expect the distance between the extrapolated solution and the
SST to be smaller than that computed of the previous iteration. However, this is not
always the case (see Fig. 5.7 and Fig. 5.8).
The convergence properties of the extrapolation methods are related to the quality of
the extrapolated solution (5.5.5), that we rewrite as

x̄∗ =
m∑
i=0

γixi, (5.7.1)

by considering that we start from k = 0, thus dropping the index k in (5.5.5) such that
xk+i = xi. Hence, x̄∗ depends on the coefficients γi and solutions xi computed with
the integration process. Notice that (5.7.1) is valid for both MPE and RRE, where
the difference in the methods lies in the computation of the γi ((5.5.4) for MPE and
(5.5.9) for RRE). Now, we investigate the factors involved in the extrapolated solution
through the following error analysis.

The extrapolated solution x̄∗ in (5.7.1) is theoretically error-free, i.e., both xi
and γi are computed with exact precision. However, in practice, the xi are affected
by numerical errors (e.g., due to the discretization of the DAEs) and so are the γi
(computed from xi). Thus, by taking into account the errors we have that

x̂∗ =
m∑
i=0

γ̂ix̂i, (5.7.2)

where x̂i = xi + ηi and γ̂i = γi + δi, with ηi ∈ Rn and δi ∈ R. We assume that
x̂∗ is computed with the same number m of weighted solutions as for x̄∗ in (5.7.1)
and that the errors in the solutions and coefficients are (bounded) fractions of the
corresponding quantities, i.e.,

‖ηi‖ = εηi‖xi‖, |δi| = εδi |γi|, (5.7.3)

in some norm sense, for some εηi , εδi > 0 ∀i = 0, 1, . . . ,m.
The total error

x̂∗ − x∗ = (x̂∗ − x̄∗) + (x̄∗ − x∗),

is of interest, where x∗ is the SST. However, in the case of convergence (x̄∗ − x∗)
can be considered small (since limk→∞ x̄∗k = x∗) so that we only need to investigate
(x̂∗ − x̄∗). Thus, analyzing the effects of errors on the extrapolated solution reduces
to finding a relation between (x̂∗ − x̄∗) and errors in the solutions and extrapolation
coefficients, i.e.,

‖x̂∗ − x∗‖ ≈ ‖x̂∗ − x̄∗‖ ≤ ζ · cextr, (5.7.4)

where ζ > 0 takes into account errors in the solutions and extrapolation coefficients
and cextr > 0 is an error-free, amplification factor. Notice that when there are no
errors in xi (ζ = 0) we get ‖x̂∗ − x̄∗‖ = 0 from (5.7.4).

134



On the robustness of steady-state methods to simulate DLLs and SMPSs

We can write

‖x̂∗ − x̄∗‖ = ‖
m∑
i=0

γ̂ix̂i −
m∑
i=0

γixi‖

= ‖
m∑
i=0

(γi + δi)(xi + ηi)−
m∑
i=0

γixi‖

= ‖
m∑
i=0

(γiηi + δixi + δiηi)‖.

By setting
ε = max

i
{εηi , εδi}, with ε << 1, (5.7.5)

where εηi , εδi are defined in (5.7.3), we have that

‖x̂∗ − x̄∗‖ ≤ 2ε
m∑
i=0
|γi|‖xi‖+O(ε2)

/

ζ︷︸︸︷
2ε ·

cextr︷ ︸︸ ︷
m∑
i=0
|γi|‖xi‖, as ε→ 0. (5.7.6)

Again, if ε = 0 (no errors in xi) the extrapolated solutions are the same.
From (5.7.6) the propagation of solution errors ε is controlled to a large extent

by
∑m
i=0 |γi|, which is a measure of loss of significant digits in the extrapolated solu-

tion x̂∗. For instance, if ε ≈ 10−r with integer r > 0 (i.e., xi were computed with
approximately r correct, significant decimal digits) and

∑m
i=0 |γi| ≈ 10q with integer

q ≥ 0 and such that r > q, then the number of correct decimal digits that can be
achieved in x̂∗ is approximately (r− q). Thus, the smaller the q, the more stable the
extrapolation method and more accurate the x̂∗. This analysis can be found in [93].
Conversely, the higher the q, the higher the number of incorrect (“garbage”) decimal
digits in the solutions that are amplified and participate to the computation of the
extrapolated solution.
Remark 5.7.1. For a convergent series {xi}, consider that the vectors xi are bounded
and are of the order of x∗. Then, by dividing both sides of (5.7.6) by ‖x∗‖ and
comparing (5.7.6) (error analysis for extrapolation methods) with (2.4.47) (forward
error analysis for linear solvers), we can say that the resulting error amplification
factor

∑m
i=0 |γi| in (5.7.6) resembles the condition number κ(x) in (2.4.47). We will

deepen the discussion about the nature of the amplification factor later in this chapter.
Now, we apply the error analysis formulation (5.7.6) to justify the numerical issues

encountered in the preliminary experiments of Sec. 5.6. Through the analysis we
quantify and identify the nature of the factors characterizing the convergence behavior
of the extrapolation methods, thus providing an answer to Question 5.1.1 for the
extrapolation methods. The identification of these factors can be used to predict the
convergence stability of the method and accuracy of the extrapolated solution in an
on-line phase (during simulation). To do this, we formulate a new condition which is
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a general one, i.e., not limited to the extrapolation methods and can be extended to
other steady-state methods. This is our first contribution in this chapter.

When an extrapolated solution x̂∗k (with unavoidable numerical errors) is obtained
at iteration k, it is used in the next integration period as a starting solution for the
following integration, namely, by setting xk = x̂∗k in line 5 of Alg. 1. Then, xk+1 is
computed by integration and

uk,j = |xk,j − xk+1,j |,

is evaluated for the jth dynamic, ∀j = 1, 2, . . . , n. Thus, the errors propagating in the
extrapolation algorithm directly affect the shooting error uk = [uk,1, uk,2, . . . , uk,n]T.
It is on the uk that we check whether the steady-state condition is satisfied, i.e.,
whether the following holds:

|xk,j − xk+1,j | ≤ εrel|xk,j |+ εabs, ∀j = 1, 2, . . . , n (5.7.7)

with εrel = 10−p > 0 and εabs = 10−w > 0 a priori fixed, user-defined tolerances for
the SST, with integers p, w > 0. In the right-hand side of (5.7.7) we use |xk,j | to
simplify the analysis, whereas we practically employ max{|xk,j |, |xk+1,j |} in (5.3.2)
to check on the convergence status, by assuming here that xk,j and xk+1,j have same
order of magnitude 10−v for large k, with integer v > 0.

Now, the formulation (5.7.6) tells us about the approximate maximum number of
correct, significant decimal digits that can be reached for |x̂k,j − x∗j | (left-hand side
of (5.7.4)) and |xk,j − xk+1,j | (left-hand side of (5.7.7)) for the jth dynamic, when
the solutions xi are computed with approximately r = − log10(ε) correct decimal
digits and for an error amplification factor q = log10(

∑m
i=0 |γi|) extracted from the

extrapolation. By assuming that the order of magnitude of each dynamic xk,j is
the same as that of the corresponding SST value x∗j for large k , the right-hand
side of the steady-state condition (5.7.7) provides us with an approximate number of
correct, significant decimal digits that one requires/desires to reach, based on a priori
fixed εrel, εabs > 0. Of course, the requirement has to be reachable in order for the
extrapolation method to converge and stop. In formula this means that

reachable︷ ︸︸ ︷
(r − q) >

desired︷ ︸︸ ︷
min{(v + p), w}, with



r = − log10(ε),
q = log10(

∑m
i=0 |γi|),

v = −log10(|xk,j |),
p = −log10(εrel),
w = −log10(εabs),

∀j = 1, 2, . . . , n,

(5.7.8)
has to be satisfied, with r, q, v, p, w integers, r, p, w > 0, q ≥ 0 and assuming that
(r − q) > 0, and v ≥ 0 (magnitude of each component of the vector solution does
not exceed 10 [V] or [A]). Here, ε is defined in (5.7.5), γi in (5.5.4) (MPE) or (5.5.9)
(RRE), εrel, εabs in (5.7.7) and xk,j is the jth component of the vector-solution at kth
iteration.

To investigate the convergence properties of the extrapolation methods we run
new simulations and use (5.7.8) to analyze the quality of an extrapolated solution.
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In particular, for different simulation settings we extract r for each dynamic with
an a posteriori analysis: by inspecting the evolution of the |uk,j | (left-hand side of
(5.7.7)) we define 10−r as the error level below which the |uk,j | starts to be “noisy”,
i.e., r is an approximation to the maximum number of correct decimal digits that can
be obtained in uk,j (and xk,j) with the simulation settings adopted. The simulation
settings we use are: (i) a constraint on the time-step length h; (ii) tolerances to accept
a solution at each time point during integration. Then, we compute q at the end of
an extrapolation cycle (with the available γi), and for the required εrel, εabs we check
whether the desired accuracy of the jth dynamic is reachable, i.e., whether condition
(5.7.8) is satisfied (equivalently, whether 10−(r−q) < max{10−(v+p), 10−w}). If it is
not then we expect the extrapolation method to have convergence issues.
Remark 5.7.2. Condition (5.7.8) is applicable to Stran straightforwardly by setting
q = 0 (no extrapolation method used). We say that the level of reachable accuracy
and stability for an extrapolation method tends to that of Stran as q → 0 in (5.7.8).
Besides, same error analysis could be done on SN, with q depending on some other
factors. We expand this concept in Sec. 5.8.1.

In the following experiments, we test the validity of the condition (5.7.8) on the
DLL1 and the SMPS by running Stran, MPE and RRE.

5.7.2 Practical application of the error analysis
Here, we perform experiments for different simulation settings which determine the
values for r. In particular, firstly we use a tight constraint hmax on the time-step
length of the numerical integration. This setting produces similar (but not equal)
results to those obtained in the preliminary experiments of Sec. 5.6.1 when setting a
fixed, small h, in terms of accuracy of the computed solution (i.e., the value of r). In
further experiments, we tighten the tolerances for Newton’s method to accept/reject
a solution during integration. In this case, we let h vary, where its variation is de-
cided by internal mechanisms of the simulator. Because of the different simulation
setting w.r.t. the case with hmax, the accuracy of the solutions is likely to be different
(thus, the r is different too). This setting resembles the variable h in the preliminary
experiments in Sec. 5.6.2.
Also, we investigate the values of the error amplification factor q obtained by applying
MPE and RRE to the DLL1 and the SMPS.

The validity of the condition (5.7.8) is also assessed by starting MPE and RRE
with different initial solutions. By identifying the nonlinear and linear region of
the fixed-point iteration, we analyze the convergence properties of the extrapolation
methods with the different simulation settings.
The simulations run with Eldo and the analyses are done with Matlab.

5.7.2.1 Setting hmax (experiments on DLL1)

Firstly, we choose the constraint hmax = 10ps. This results in a number of time
points retained during each period of integration ≥ 105 (this setting resembles the
small, fixed h in the preliminary experiments of Sec. 5.6.1). The simulations are
performed with variable integration scheme (using BDF of order one and two and
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the TR). With this settings we expect the solution errors in (5.7.8) to be very small,
i.e., r is large. Notice that in the ideal case of no errors in the solutions, the |uk,j |
can potentially reach the machine precision ε ≈ 10−16 (r = 16). Instead, introducing
errors is unavoidable (e.g., due to the discretization process).
Fig. 5.10 (left) plots the evolution of |uk,j | in (5.3.3) and |ek,j | in (5.3.9) for two
dynamics of the DLL1, and the corresponding zoomed versions (right) in which we
mark with a black circle the level of error below which the solution starts to be noisy.
For the dynamics on top and bottom of Fig. 5.10 we have ε ≈ 10−10 (r = 10) and
ε ≈ 10−9 (r = 9), respectively. The curves are obtained by running a long transient
simulation for the purpose of extracting the values of r with an a posteriori inspection
of the curves.

Figure 5.10: DLL1 (hmax = 10ps): Evolutions of the |uk,j | = |xk,j − xk+1,j | (blue) and
|ek,j | = |xk,j − x∗j | (red) with the integration iterations k (left), and the corresponding
zoomed versions (right). For a certain order of magnitude of the |uk,j | (black circle) the
evolution starts to be noisy, meaning that the incorrect decimal digits will contribute to the
numerical computation of the SST for a specific required accuracy.
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Table 5.2: DLL1 (hmax = 10 ps): Values of r, v, p and w in (5.7.8) for the indices of dynamics
(dyn) showing the lowest r, extracted from Stran. The condition (5.7.8) is satisfied for these
(and all the other) dynamics, with q = 0 (no extrapolation method used).

dyn r min{(v + p), w}
8 10 min{(2 + 6), 9} = 8
11 11 min{(2 + 6), 9} = 8
19 9 min{(0 + 6), 9} = 6
20 10 min{(2 + 6), 9} = 8
21 10 min{(2 + 6), 9} = 8
49 10 min{(1 + 6), 9} = 7
50 9 min{(0 + 6), 9} = 6
51 10 min{(1 + 6), 9} = 7
52 9 min{(0 + 6), 9} = 6
53 14 min{(5 + 6), 11} = 11

At this point, we can check whether the condition (5.7.8) holds for Stran (with q =
0, i.e., no extrapolation method employed). We run Stran by settings the tolerances
for the steady-state condition to εrel = 10−6, and εabs = 10−9 for voltages and εabs =
10−11 for currents. In Tab. 5.2 we report the value of r, v, p and w in (5.7.8)
(q = 0) for the dynamics showing the lowest r: we can see that (5.7.8) is satisfied
for each of them (the required accuracy is reachable). Indeed, Stran converges after
k = 274 iterations with the chosen steady-state tolerances. Notice that the number
of integrations needed to converge with hmax = 10ps and variable integration scheme
is k = 274, whereas in the preliminary experiment with fixed h = 0.1ns and by using
the BE we achieve convergence at k = 334, with the same εrel, εabs. This is because
of the different simulation settings used. Indeed, these determine the accuracy of the
solutions and the simulation performance, as we will clarify later.

Then, we analyze the numerical stability of MPE and RRE by starting the methods
at different indices k0 of the integration process, both inside the linear and nonlinear
region of the fixed-point iteration, i.e., for k0 ' 175 and k0 / 175, respectively.
For the assessment of the convergence properties of the methods we look at the
estimates of the |ek,j | and |uk,j | for each extrapolation cycle and for the indices
k = [ke − 1, ke, ke + 1], where ke is the index in correspondence of which an extrapol-
ated solution is used as the new initial guess for the integration, whereas ke−1, ke+1
correspond to simple numerical integrations. By doing that we test whether (r − q),
the left-hand side of the condition (5.7.8), is a reliable estimator to predict the effect-
iveness of the extrapolation: if it is a good predictor then we expect the trend of the
10−(r−q) curve to follow the evolutions of |uk,j | (and |ek,j |), where the 10−(r−q) curve
changes with the iterations according to the estimated q, while r is fixed and depends
on the accuracy settings of the simulation.

We run MPE and RRE by feeding them with the initial solution at k0 = 250
(linear region of the fixed-point iteration). After the first extrapolation cycle we
obtain q = log10(

∑m
i=0 |γi|) ≈ 3 for both MPE and RRE, and we evaluate (5.7.8) for

each dynamic. Tab. 5.3 reports the data for the some of the dynamics of the DLL1
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Table 5.3: DLL1 (hmax = 10 ps): Values of r, q, v, p and w in (5.7.8) of the first extrapolation
cycle for the indices of dynamics (dyn) which do not satisfy (5.7.8). Here, the starting solution
of the extrapolation methods is at k0 = 250 (linear region of fixed-point iteration).

dyn (r − q) min{(v + p), w}
8 (10− 3) = 7 min{(2 + 6), 9} = 8
11 (11− 3) = 8 min{(2 + 6), 9} = 8
19 (9− 3) = 6 min{(0 + 6), 9} = 6
20 (10− 3) = 7 min{(2 + 6), 9} = 8
21 (10− 3) = 7 min{(2 + 6), 9} = 8
49 (10− 3) = 7 min{(1 + 6), 9} = 7
50 (9− 3) = 6 min{(0 + 6), 9} = 6
51 (10− 3) = 7 min{(1 + 6), 9} = 7
52 (9− 3) = 6 min{(0 + 6), 9} = 6
53 (14− 3) = 11 min{(5 + 6), 11} = 11

which do not satisfy it, the same presented in Tab. 5.2.
Fig. 5.11 shows the evolution of the true error |ek,j | and shooting error |uk,j | of

two dynamics for MPE (red and blue, respectively) and RRE (magenta and cyan,
respectively), together with the reachable accuracy (green) and desired accuracy
(black). For each extrapolation cycle we highlight the values of the curves estim-
ated at k ∈ [ke − 1, ke, ke + 1], where ke is the integration index in correspondence
of which the extrapolated solution is used, with a star for ke − 1, ke + 1 and circled
star for ke. For the plotted dynamics it is predicted that the extrapolation will have
convergence issues: the desired accuracy level is either below or equal to the reachable
accuracy. The green curves show peaks in correspondence of the kth iteration where
an extrapolation cycle ends (reachable accuracy equals (r− q)), whereas they are flat
during normal integration (reachable accuracy equals r). Fig. 5.12 and Fig. 5.13 show
the evolution of the curves for the starting solutions of the extrapolation methods at
k0 = 200 and k0 = 175 (linear region of fixed-point iteration), respectively, for the
same dynamics used in Fig. 5.11. Overall, the trend of the reachable accuracy follow
both the curves |ek,j | and |uk,j | for many iterations.

From Fig. 5.11, Fig. 5.12 and Fig. 5.13 we can notice that:

(i) The trend of the reachable accuracy approximately follows the evolutions of
both the curves |uk,j | and |ek,j | for many (especially the first) iterations in the
experiments performed, meaning that the (r− q) can be used as a predictor for
the number of correct decimal digits that an extrapolated solution can achieve;

(ii) Generally, it results |uk,j | < |ek,j |. In fact, for a linear generator of vector
sequence xk+1 = Axk+b and assuming A is a diagonal matrix, with ρ(A) < 1 its
spectral radius, we have that uk = (A−I)ek. Then, ‖uk‖∞ ≤ ‖(A−I)‖∞‖ek‖∞
and ‖uk‖∞ < ‖ek‖∞ due to the spectral radius of A. This means that when the
algorithm stops according to the steady-state condition (5.3.2), the value of the
true error |ek,j | may be larger than that reported by the |uk,j |, i.e., the distance
between the computed SST and the true one may be larger than what is shown
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Figure 5.11: DLL1 (hmax = 10ps): Evolutions of the |ek,j | = |xk,j − x∗j | (red for MPE,
magenta for RRE) and |uk,j | = |xk,j − xk+1,j | (blue for MPE, cyan for RRE), with the
desired accuracy max{10−(v+p), 10−w} (black) and the reachable accuracy 10−(r−q) (green)
for two dynamics (top and bottom). When an extrapolated solution is used the error estimate
appears with a circled star. Both the dynamics do not satisfy (5.7.8) when an extrapolation
method is employed. Here, the starting solution of the extrapolation methods is at k0 = 250
(linear region of fixed-point iteration).

from an analysis withouth knowing the true SST x∗ (i.e., when using the |uk,j |
only). For instance, if the algorithm converges and stops when requiring an
accuracy of, say, 1% for the |uk,j | it does not imply that the |ek,j | will have
such an accuracy. What is important is the true error ek,j . Unfortunately, an
estimation of the ek,j is not available since we do not have an a priori knowledge
of the x∗. In practice, we rely on the uk,j . However, minimizing the |uk,j | as
much as possible translates in doing so for the |ek,j | as well, since the evolutions
of two errors generally agree. This is a valid point: if we know r and q, when an
extrapolation cycle ends we would be able to estimate the maximum reachable
accuracy (r− q), and adaptively tune the tolerances εrel, εabs in the steady-state
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Figure 5.12: DLL1 (hmax = 10ps): Evolutions of the |ek,j | = |xk,j − x∗j | (red for MPE,
magenta for RRE) and |uk,j | = |xk,j − xk+1,j | (blue for MPE, cyan for RRE), with the
desired accuracy max{10−(v+p), 10−w} (black) and the reachable accuracy 10−(r−q) (green)
for two dynamics (top and bottom). When an extrapolated solution is used the error estimate
appears with a circled star. Both the dynamics do not satisfy (5.7.8) in correspondence of
most of the extrapolations. Here, the starting solution of the extrapolation methods is at
k0 = 200 (linear region of fixed-point iteration). The trend of the reachable accuracy follows
both the curves |ek,j | and |uk,j | for many iterations.

condition (5.3.2) to minimize both the |uk,j | and |ek,j | as much as possible;

(iii) The (r − q) curve is an approximate upper-bound for the number of incorrect
decimal digits participating in the computations, where r is extracted manually
and q accounts for the worst case of incorrect, decimal digits participating to
the computations. Thus, it may be that the convergence can still be reached by
those dynamics for which the difference between the trends of the desired and
reachable accuracy is small (e.g., a difference of one order of magnitude). This
mostly happens in the last extrapolation cycles from our simulations.
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Figure 5.13: DLL1 (hmax = 10ps): Evolutions of the |ek,j | = |xk,j − x∗j | (red for MPE,
magenta for RRE) and |uk,j | = |xk,j − xk+1,j | (blue for MPE, cyan for RRE), with the
desired accuracy max{10−(v+p), 10−w} (black) and the reachable accuracy 10−(r−q) (green)
for two dynamics (top and bottom). When an extrapolated solution is used the error estimate
appears with a circled star. Both the dynamics do not satisfy (5.7.8) in correspondence of
most of the extrapolations. Here, the starting solution of the extrapolation methods is at
k0 = 175 (linear region of fixed-point iteration). The trend of the reachable accuracy follows
both the curves |ek,j | and |uk,j | for many iterations.

For the next experiments, we start the extrapolation methods at a k0 inside the
nonlinear region of the fixed-point iteration.
Fig. 5.14 and Fig. 5.15 plot results for k0 = 150 and k0 = 75, respectively. From these
figures we can notice that for a starting solution of the extrapolation method “far”
enough from the SST (in a norm sense) the hypotheses for convergence may not be
met, such that the performance of the extrapolation method is unpredictable and the
condition (5.7.8) may not be reliable.
In Fig. 5.14 (k0 = 150) the (r− q) trend still approximates both the curves |ek,j | and
|uk,j |. Instead, in Fig. 5.15 the quality of the extrapolations in the first iterations
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Figure 5.14: DLL1 (hmax = 10ps): Evolutions of the |ek,j | = |xk,j − x∗j | (red for MPE,
magenta for RRE) and |uk,j | = |xk,j − xk+1,j | (blue for MPE, cyan for RRE), with the
desired accuracy max{10−(v+p), 10−w} (black) and the reachable accuracy 10−(r−q) (green)
for two dynamics (top and bottom). When an extrapolated solution is used the error estimate
appears with a circled star. Both the dynamics do not satisfy (5.7.8) in correspondence of
most of the extrapolations. Here, the starting solution of the extrapolation methods is at
k0 = 150. Even if the extrapolation’s starting solution is far from the SST, the trend of the
reachable accuracy still follows both the curves |ek,j | and |uk,j | for many iterations.

is strongly dependent on the irregular, nonlinear behavior of uk (characterizing the
DLL much before the SST is approached. See evolution of the |uk,j | in Fig. 5.10 for
k < 175): in Fig. 5.15 we plot the evolutions of the errors for MPE, where in the
bottom figures we can see the |ek,j | curve diverging and stagnating to values > 102,
meaning that the extrapolation is not effective at all.

Lastly, for comparison we report in Tab. 5.4 some data of interest: k0 is the index
of the starting solution of the extrapolation methods, meth is the method used (M
for MPE, R for RRE), conv is the convergence status of the method at the end of the
simulation, int is the number of integrations needed to converge (including k0 pre-
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Figure 5.15: DLL1 (hmax = 10 ps): Evolutions of the |ek,j | = |xk,j − x∗j | (red) and |uk,j | =
|xk,j − xk+1,j|| (blue) for MPE, with the desired accuracy max{10−(v+p), 10−w} (black) and
the reachable accuracy 10−(r−q) (green) for four different dynamics. When an extrapolated
solution is used the error estimate appears with a circled star. Here, the starting solution
of the extrapolation method is at k0 = 75. When starting the extrapolation “too far” from
the SST both the curves |ek,j | and |uk,j | become irregular (solutions may reach non-physical
values) and the (r − q) may not be reliable.

integrations to start the method), cyc is the number of extrapolation cycles performed
during simulation, maxj{|xlast,j−x∗j |/|x∗j |} (%) is the maximum relative error among
all the dynamics of the DLL1, between the last computed initial solution xlast in the
simulation and the “true” SST, taken from Stran with hmax = 10 ps (reference). We
can notice that generally the closer the starting solution to the SST, the smaller the
number of integrations and extrapolation cycles needed to converge, as expected.
The robustness of the extrapolation methods can also be related to the amplification
factor q extracted during simulation. In Tab. 5.5 we report the vectors with the values
of q for each extrapolation cycle (vector’s elements) and index of the starting solution
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Table 5.4: DLL1 (hmax = 10 ps): Performance comparison between MPE and RRE: k0
is the index of the starting solution of the extrapolation methods, meth is the method
used (M for MPE, R for RRE), conv is the convergence status when the simulation stops,
int is the number of integrations needed to converge, cyc is the number of extrapolation
cycles performed during simulation, emax = maxj{|xlast,j − x∗j |/|x∗j |} (%) is the maximum
relative error among all the dynamics between the last computed initial solution xlast in the
simulation and the “true” SST, taken from Stran with hmax = 10 ps (reference), and that
can be related to the corresponding |x∗j |. For comparison, Stran converges after k = 274
iterations and the linear/nonlinear region of the |uk| can be seen in Fig. 5.10.

k0 meth conv int cyc emax (%) |x∗j |

75 M no - - 3 · 104 100

R yes 398 30 6 · 10−5 10−2

150 M yes 258 12 1 · 10−2 10−11

R yes 284 14 6 · 10−5 10−2

175 M yes 208 4 4 · 10−5 10−2

R yes 209 4 3 · 10−5 10−11

200 M yes 246 6 8 · 10−5 10−11

R yes 236 4 1 · 10−3 10−2

250 M yes 274 3 2 · 10−5 10−6

R yes 274 3 2 · 10−5 10−2

nonlinear uk


linear uk

of the extrapolation methods: if we compare the values of q between MPE and RRE
with the number of integrations needed to converge in Tab. 5.4, we can notice that
the lower the q, the more efficient the extrapolation method, especially by considering
the last extrapolation cycles.

In [93], it is said that if one of the two methods performs well than the other
will likely do too. Here, we cannot emphasize too much this point, and practical
differences in performance between MPE and RRE could be further investigated.

5.7.2.2 Tightening the Newton’s tolerances (experiments on DLL1)

In the next experiment we do not impose any constraint on the time-step length,
instead, we tighten Newton’s tolerances to accept a solution at each time point during
integration. Results from this experiments resemble those of Sec. 5.6.2 for the DLL1
when letting h vary.
First, we extract the values of r from a long transient simulation. Fig. 5.16 clearly
shows the noisy behavior of the signals. The dynamics in the picture correspond to
those presented in Fig. 5.10 for hmax = 10−11. By comparing the two pictures we can
see that the level of the error in the solutions significantly increases (r decreases) as
if the choice of a small time-step length was dominant in determining the accuracy of
the solutions. In this experiments an average of 103 points per integration period are
retained, against 105 from the experiments with hmax.

For some dynamics we report in Tab. 5.6 the parameter values of (5.7.8) from the
first extrapolation. The values of r in Tab. 5.6 can be compared with those in Tab. 5.2
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Table 5.5: DLL1 (hmax = 10ps): Comparison of performance between MPE and RRE: k0
is the index of the starting solution of the extrapolation methods, meth is the method used
(M for MPE, R for RRE) and the vector of q with elements corresponding to the q factor
extracted when an extrapolation cycle ends.

k0 meth vector of q

150 M [4, 6, 5, 3, 4, 2, 3, 3, 2, 2, 3, 2]
R [4, 5, 5, 5, 3, 2, 3, 3, 3, 4, 4, 3, 2, 3]

175 M [4, 3, 2, 3]
R [3, 3, 2, 3]

200 M [4, 3, 2, 4, 3, 3]
R [4, 3, 2, 3]

250 M [3, 3, 3]
R [3, 3, 3]

obtained with hmax = 10−11. One can notice that by constraining h to be sufficiently
small (such as hmax = 10−11), the level of error in the solutions is much smaller than
that obtained when tightening the tolerances to accept solutions during integration.

Fig. 5.17 shows the evolution of the curves |uk,j |, |ek,j |, desired and reachable
accuracy for some dynamics. We can notice that the trend of the (r−q) curve follows
the evolutions of the |uk,j | for many iterations, meaning that the (r − q) curve of
reachable accuracy can be used as a predictor for the number of correct, decimal
digits in obtaining the SST with MPE or RRE. Besides, the numbers of integrations
needed to converge and extrapolation cycles are greater than those obtained with
hmax = 10−11 for both MPE and RRE: in these experiments MPE and RRE converge
after k = 272 and k = 278 integrations, respectively, whereas with hmax = 10−11

they do after k = 208 and k = 209, respectively. This is because the accuracy of the
extrapolated solutions will be more affected by incorrect digits when r decreases, for
similar values for the q factor and same tolerances for the steady-state condition.

5.7.2.3 Setting hmax (experiments on SMPS)

We perform the same error analysis on the SMPS simulated in Sec. 5.6.2. Here, we
choose hmax = 5ps, εrel = 5·10−3 and εabs = 10−7 for both voltages and currents. The
starting solution of the extrapolation methods is at k0 = 30. Fig. 5.18 (top) shows
the evolution of two dynamics from Stran. For these and many other dynamics the
linear region of the fixed-point iteration is for k ' 30. By running a long transient
simulation and from a visual inspection we extract an error level of 10−11 for the
dynamics of Fig. 5.18 (top), thus r = 11. In Tab. 5.7 we report the vector with values
of q. In Fig. 5.18 (bottom) one can notice that the (r−q) curve has high peaks due to
large values of q. Also in this experiment the trend of the reachable accuracy follows
the evolution of both the curves |ek,j | and |uk,j |, meaning that the (r−q) can be used
to predict stability of the extrapolation methods and accuracy of the extrapolated
solution.
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Table 5.6: DLL1 (no hmax): Values of r, q, v, p and w in (5.7.8) for the indices of some
dynamics (dyn) which do not satisfy (5.7.8). Here, the starting solution of the extrapolation
methods is at k0 = 175.

dyn (r − q) min{(v + p), w}
8 (5− 2) = 3 min{(2 + 6), 9} = 8
11 (6− 2) = 4 min{(2 + 6), 9} = 8
19 (5− 2) = 3 min{(0 + 6), 9} = 6
20 (6− 2) = 4 min{(2 + 6), 9} = 8
21 (5− 2) = 3 min{(2 + 6), 9} = 8
49 (5− 2) = 3 min{(1 + 6), 9} = 7
50 (5− 2) = 3 min{(0 + 6), 9} = 6
51 (5− 2) = 3 min{(1 + 6), 9} = 7
52 (5− 2) = 3 min{(0 + 6), 9} = 6
53 (9− 2) = 7 min{(5 + 6), 11} = 11

Table 5.7: SMPS (hmax = 5ps): Comparison of performance between MPE and RRE: k0
is the index of the starting solution of the extrapolation methods, meth is the method used
(M for MPE, R for RRE) and the vector of q with elements corresponding to the q factor
extracted when an extrapolation cycle ends.

k0 meth vector of q

30 M [6, 7, 6, 7, 7, 7, 7]
R [4, 7, 6, 6, 7, 6]
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Figure 5.16: DLL1 (no hmax): Evolutions of the |uk,j | = |xk,j − xk+1,j | (blue) and |ek,j | =
|xk,j − x∗j | (red) with the integration iterations k (left), and the corresponding zoomed
versions (right). For a certain order of magnitude of the |uk,j | the evolution starts to be
noisy (black circle), meaning that the incorrect decimal digits will contribute to the numerical
computations for a certain required accuracy. To compute the |ek,j | the SST x∗ obtained
from Stran with hmax = 10−11 is used (reference).

5.7.2.4 Results from the error analysis

At this point, we are able to provide the reason for the numerical issues encountered
in the preliminary experiments of Sec. 5.6 and answer Question 5.1.1 for extrapolation
methods:

What are the factors determining the convergence behavior of extrapola-
tion methods and SN?: For extrapolation methods, by assuming the initial solution
to be sufficiently close to the SST, the level of error in the solutions computed during
integration and the error amplification factor determine the stability of the method
and accuracy of the extrapolated solution.
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Figure 5.17: DLL1 (no hmax): Evolutions |ek,j | = |xk,j − x∗j | (red for MPE, magenta for
RRE) and |uk,j | = |xk,j − xk+1,j | (blue for MPE, cyan for RRE), with the desired accuracy
max{10−(v+p), 10−w} (black) and the reachable accuracy 10−(r−q) (green) for two dynamics
(top and bottom). When an extrapolated solution is used the error estimate appears with a
circled star. Here, the starting solution of the extrapolation methods is at k0 = 175.

By applying the error analysis (5.7.6) to our experiments, we identify (i) the factor
q responsible for the numerical stability of extrapolation methods and related to the
eigenvalues of the linear operator A = Jφ(x∗) in (5.3.7) through (5.5.12), and (ii) the
parameter r which is related to the error in the solutions computed during integration
and varying with the simulation settings (e.g., time-step length and tolerances to
accept solutions at each time point of the integration).
That the errors in the solutions, due to discretization of the differential equations
and mostly determined by the time-step length, affect the convergence properties
of the extrapolation method is also mentioned in the analysis of Skelboe in [94].
However, Skelboe uses a general norm for bounding the error in the extrapolated
solution in a qualitative way. A quantitative analysis in terms of number of correct,
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Figure 5.18: SMPS (hmax = 5 ps): (top) Evolutions of the |uk,j | = |xk,j − xk+1,j | (blue) and
|ek,j | = |xk,j − x∗j | (red) with the integration iterations k for two dynamics (left and right).
(bottom) Evolutions of the |ek,j | = |xk,j −x∗j | (red for MPE, magenta for RRE) and |uk,j | =
|xk,j−xk+1,j | (blue for MPE, cyan for RRE), with the desired accuracy max{10−(v+p), 10−w}
(black) and the reachable accuracy 10−(r−q) (green) for a dynamic. When an extrapolated
solution is used the error estimate appears with a circled star. Here, the starting solution of
the extrapolation methods is at k0 = 30. The trend of the reachable accuracy follows both
the curves |ek,j | and |uk,j | for many iterations.

decimal digits participating in the computations is briefly introduced by Sidi in [93].
However, here we practically applied the error analysis and showed that the trend
of the reachable accuracy 10−(r−q) can be (i) used as a predictor for the numerical
stability of extrapolation methods and accuracy of the computed solution, and (ii)
related to the required accuracy for the SST. The result is the formulation of a new
condition (5.7.8), which is a general one and could be extended to other steady-state
methods to predict their convergence properties. These findings will be useful to
address Question 5.1.2 to maximize the performance of the SST computation. This
is the second contribution of this work that we partially address here and could be
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Figure 5.19: Eigenvalues of the operator A = Jφ(x∗) of the linear generator of vector sequence
(5.3.7) for the DLL1 (top, zoomed version on top-right) and SMPS (bottom, zoomed version
on bottom-right). The closer the eigenvalues to one (in modulus), the larger the value of
the q factor in (5.7.8), the lower the numerical stability of the extrapolation method and
accuracy of the extrapolated solution.

further deepened. Next, we discuss it.
Notice that the values of q in Tab. 5.7 for the SMPS are generally larger than

those for the DLL1 in Tab. 5.5, thus potentially resulting in a greater loss of stability
of the methods. This is because the eigenvalues of the SMPS are much closer to one
(in modulus) than those characterizing the DLL1, as can be seen from Fig. 5.19. The
amplification factor q is problem-dependent and we could say that the error analysis
we perform here resembles a forward error analysis (see Sec. 2.4.4). However, the
estimated value of q generally varies as does the performance of the extrapolation
method. This can be checked from the experiments on the DLL1 between MPE and
RRE, by comparing the right-most values of q inside the vectors in Tab. 5.5 with the
values of int in Tab. 5.4 at the corresponding k0. From Tab. 5.5 and Tab. 5.4 we can
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notice that the lower the q in the last iterations, the less the number of integrations
needed to converge. A further investigation could be done to understand the reason
why q varies.
Thus, to maximize the performance in computing the SST we identify two directions:
(i) by assuming that multiple steady-state methods are available, the approximation
to the SST obtained from the method with the lowest q could be adaptively selec-
ted during simulation, resulting in better performance; (ii) when a large value of q
is detected, a strategy to decrease it could be adopted (this approach can also be
integrated into the first one). Next, we deepen these two directions for extrapolation
methods. In Sec. 5.8.1, we do the same for SN.

From the experiments on the DLL1 and SMPS, we realize that the (r − q) curve
(left-hand side of (5.7.8)) is a good predictor for the reliability of the steady-state
method and accuracy of the next approximation to the SST. Now, assume that new
approximations could be simultaneously and cheaply computed by multiple steady-
state techniques and a q factor can be estimated for each of them. Then, the predictor
can be used during simulation to guide the selection of the method characterized by
the smallest q for enhancing stability and accuracy. This scenario can be better
understood by referring to the general framework for SST computation sketched in
Alg. 1, where in line 5 all the available methods compute xk with a certain degree
of parallelism. Maximizing the stability and accuracy of the generalized method is
accomplished by estimating the value of (r − q) (an upper-bound for the number of
correct decimal digits that can be reached), where q, v, p, w in (5.7.8) are available
during the simulation. Since q is assumed to be known, the estimation of (r − q)
implies the prediction of r only.
To this aim, assume the error in the solutions to be mostly caused by the discret-
ization process of the DAEs. Then, as an approximation to r one could use the
local truncation error estimate computed during integration. From our experiments
on the DLL1 and SMPS an estimation of the discretization error τLTE (first term
of the right-hand side of (2.4.37)) is computed by the simulator (in a norm sense).
From the experiment on the DLL1 with hmax = 10 ps we get τLTE ≈ 10−8 during
most of the simulation time. Thus, rLTE ≈ − log10(τLTE) = 8. If we also take the
minimum value of r among the indices of the dynamics reported in Tab. 5.2 (least
accurate solutions) we have rmin = minj{r} = 9, for j = 1, 2, . . . , n. Finally, we get
that rLTE ≈ rmin. This means that the estimated truncation error is representative
of the (worst-case) level of error in the solutions. From the experiment on the DLL1
with no hmax (tightening tolerances for the Newton’s method) it results rmin = 5 (see
Tab. 5.6), while from the simulations we estimate rLTE ≈ 4. From the experiments
on the SMPS with hmax = 5 ps we get rmin = 11 and rLTE ≈ 11. Thus, the local
truncation error gives an approximation to r, hence the (rLTE − q) curve can be used
as a predictor of the numerical stability and accuracy for the steady-state methods in
an on-line phase.

Finally, one could be tempted to choose loose tolerances εrel, εabs so that the
steady-state condition (5.3.2) is easily satisfied. However, the SST computed could
be far from the true solution since generally ‖ek‖ ≥ ‖uk‖. Instead, to maximize the
accuracy of the computed SST while avoiding heuristic stopping criteria, we could
tune εrel, εabs such that (5.7.8) is satisfied according to the available r and (smallest)
q.
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Thus, to maximize the performance of a general steady-state method which em-
ploys in parallel different techniques to compute the best approximation to the SST,
one could use our condition (5.7.8) to adaptively choose the method which is more
robust (lowest q) for the problem under analysis.
Besides, for the extrapolation methods, a strategy to decrease q would be that of
increasing the interval of the period in which the solutions feeding the algorithm are
sampled [93]. In fact, instead of feeding the algorithm with the sequence x0, x1, x2, . . .
one could use y0, y1, y2, . . ., where yi = xip for some integer p > 0. With this strategy,
the most dominant eigenvalues λp1 gets farther from one, at the expense of a larger
number of integrations performed.

At this point, we provide an answer to Question 5.1.2:

Can we maximize stability and accuracy of a method which computes the
SST?: By using the local truncation error to approximate to the level of error in
the solutions and by estimating the amplification factor q for each available method,
a general method could adaptively select the next initial solution obtained from the
method with the smallest q so as to maximize the method’s robustness and reachable
accuracy for the SST. Besides, the tolerances for the steady-state condition could be
tuned according to the reachable accuracy to avoid further, unnecessary calculations.
Finally, strategies can be adopted to decrease q when its value is large.

To involve other steady-state techniques in parallel with the extrapolation meth-
ods, an error analysis needs to be performed on each of those. This serves to identify
the factors determining the numerical stability of the methods. In Sec. 5.8.1, we
provide a first mathematical setting for an error analysis on SN and a possible strategy
to decrease the q factor.

5.8 Summary
In this chapter, we addressed the problem of computing the SST for industrially
relevant state of the art circuits, such as DLLs and SMPSs, for the first time in
the literature regarding DLLs (to the best of the author’s knowledge) and SMPSs
with realistic simulation settings (e.g., variable time-step length). The original BVP
is recast as a root-finding problem [55]. Since numerical integration from the DC
solution to the periodic steady-state region is usually time-consuming for the circuits
under analysis, two well-known acceleration methods, namely, SN and extrapolation
methods were employed and preliminary experimental results provided.

Despite their successful application to a large class of circuits, it turns out that SN
and extrapolation methods are not always effective for DLLs and SMPSs. Thus, we
needed to investigate the factors determining the numerical issues encountered before
proposing a remedy. We performed an error analysis on MPE and RRE to identify
those issues. We realized that the level of error in the solutions is amplified by a factor
and affects the quality of the extrapolated solution, which in some cases becomes
inaccurate since the stability of the method decreases. To predict the stability of the
method used and the accuracy of the next initial solution we formulate the condition
(5.7.8).
The left-hand side of the condition (5.7.8) quantifies the error in the solutions and
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the error amplification factor, as well as it is a general one: it is applicable to Stran
straightforwardly and could be applied to other steady-state methods such as SN.
Besides, the left-hand side of the condition (5.7.8) is a good predictor of the quality
of the extrapolated solution, as we assessed from a posteriori analyses.

To maximize the performance in the computation of the SST we propose direc-
tions/strategies on how to use the condition (5.7.8) in an on-line phase. To this aim,
first of all, we need to have an estimate of the error in the solution and the amplifica-
tion factor during simulation. The level of the error depends on the simulation settings
and can be approximated by the local truncation error estimate. The amplification
factor is readily available for the extrapolation methods and is problem-dependent.
However, from our experiments, this estimated factor numerically varies among MPE
and RRE and determines the convergence performance of the steady-state methods.
Thus, by assuming that multiple steady-state techniques can be used in parallel to
cheaply compute new approximations to the SST, an adaptive selection of the method
showing the smallest amplification factor could be done, while accordingly tuning the
tolerances for the steady-state condition to maximize the accuracy of the SST and
avoid further, unnecessary calculations.

To this aim, an error analysis of SN could be performed to investigate its numer-
ical stability and factors determining its convergence properties.
In the next section, we shall propose how to extend the error analysis done for ex-
trapolation methods to SN. Besides, we identify a strategy to decrease the error
amplification factor for SN, under certain hypotheses. To conclude the chapter, we
propose to address some open problems in Sec. 5.8.2, which we believe are important
to make the computation of the SST effective.

5.8.1 Perspectives
In this section, we provide a mathematical setting for the error analysis of SN to
identify the amplification factor q. For the error analysis, we are inspired by [2]. We
try to relate the error between the true SST x∗ and the computed solution x̌∗ with
SN. Thus, we search for a relation of the type

‖x̌∗ − x∗‖ ≤ ζ · csn, (5.8.1)

where ζ is the error in the solutions and csn is the amplification factor. Next, we
consider just one iteration of an SN cycle.

Recall that to compute the next initial solution SN makes use of the sensitivity
of the state at time t0 + T w.r.t. perturbations of the state at time t0, i.e., the
Jacobian matrix Jφ(x0) which is computed as in (5.4.5) when the BE is used. We
the define εm+1 = x∗m+1− x̌∗m+1 as the error between the true periodic solution x∗m+1
and the computed solution x̌∗m+1 at the (m+ 1)st time point within one period T of
integration. Thus, we can write

εm+1 = x∗m+1 − x̌∗m+1 = ([C(xm+1)
hm+1

+G(xm+1)]−1C(xm)
hm+1

)(εm + τm).

The total error εm+1 computed at time tm+1 in one step along the current trajectory
is due to (i) the propagated error εm from the previous time point and (ii) the local
truncation error τm due to the discretization of the DAEs. Here, we assume that εm
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and τm dominate round-off errors. Thus, from an initial error ε0 between the true
SST and the initial guess at time t0 we can derive the error at time tM after one
period T as

εM = x∗M − x̌∗M = Jφ,MJφ,M−1 · · · Jφ,1ε0 + Jφ,MJφ,M−1 · · · Jφ,1τ0
+ Jφ,MJφ,M−1 · · · Jφ,2τ1 + . . .+ Jφ,MτM−1,

(5.8.2)

with
Jφ,m = [C(xm)

hm
+G(xm)]−1C(xm−1)

hm
, ∀m = 1, 2, . . .M.

Since Jφ(x0) = Jφ,MJφ,M−1 · · · Jφ,1 and by letting x̌∗M = x̌∗0 +δ, we can rewrite (5.8.2)
as

x∗M − x̌∗0 − δ = Jφ(x0)ε0 + Jφ,MJφ,M−1 · · · Jφ,1τ0
+ Jφ,MJφ,M−1 · · · Jφ,2τ1 + . . .+ Jφ,MτM−1.

(5.8.3)

By noticing that x∗M = x∗0 = x∗ and calling ε0 = x∗0 − x̌∗0 = x∗ − x̌∗ with x̌∗ = x̌∗0, we
rewrite (5.8.3) as

x∗ − x̌∗ = [I − Jφ(x0)]−1(δ + Jφ,MJφ,M−1 · · · Jφ,1τ0
+ Jφ,MJφ,M−1 · · · Jφ,2τ1 + . . .+ Jφ,MτM−1),

(5.8.4)

with I the identity matrix of appropriate dimension. If we apply a norm on both
sides of (5.8.4) after some calculations we finally get

‖x∗ − x̌∗‖ ≤ ‖[I − Jφ(x0)]−1‖(‖δ‖+ ‖Jφ,MJφ,M−1 · · · Jφ,1‖‖τ0‖
+ ‖Jφ,MJφ,M−1 · · · Jφ,2‖‖τ1‖+ . . .+ ‖Jφ,M‖‖τM−1‖).

(5.8.5)

In case of convergence we can assume ‖δ‖ in (5.8.5) to be small [2]. Besides, by
defining ζ = maxm{‖τm‖} then (5.8.5) becomes

‖x∗ − x̌∗‖ ≤ ζ · ‖[I − Jφ(x0)]−1‖(‖Jφ,MJφ,M−1 · · · Jφ,1‖
+ ‖Jφ,MJφ,M−1 · · · Jφ,2‖+ . . .+ ‖Jφ,M‖).

With the further assumption ([2]) that Jφ,m ≈ I ∀m = 1, 2, . . . ,M , the error
‖x∗− x̌∗‖ of interest is determined by the amplification factor ‖[I−Jφ(x0)]−1‖ acting
on the error ζ due to discretization of the DAEs, to a large extent. In this case we
could set csn = ‖[I − Jφ(x0)]−1‖ in (5.8.1) and q = log10(csn) for (5.7.8).
If Jφ(x0) is a diagonal matrix then the amplification factor will be large if one or more
of its eigenvalues are very close to one (in modulus). It is thus important to keep the
local truncation error small. This is the same outcome from the analysis done on the
extrapolation methods. However, the value of q may be numerically different for SN.

Besides, a strategy to decrease q for SN would be that of using a damping factor
α [48]. In fact, for α ∈ [0, 1] then (5.4.2) becomes

xl+1
0 = xl0 − [I − αJφ(xl0)]−1[xl0 − φ(xl0)]. (5.8.6)

For instance, by assuming that Jφ(xl0) is a diagonal matrix and for an α < 1 mul-
tiplying Jφ(xl0), the eigenvalues λj of Jφ(xl0) will get far from one (in modulus). If
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q depends on ‖[I − αJφ(xl0)]−1‖ then it decreases with the damping factor. Notice
that when α = 0 then (5.8.6) becomes Stran (q = 0 in (5.7.8)). This is aligned with
Remark 5.7.2.
However, further investigations are needed to find a more suitable expression for q
since the assumption that Jφ,m ≈ I ∀m = 1, 2, . . . ,M made in [2] is not usually valid.

It is worth mentioning that another interesting approach is the work in [13], which
is based on the SN formulation (thus exploiting quadratic order of convergence) while
avoiding the matrix product computation (5.4.5). In that work two simulations are
performed in parallel, one by starting from an initial solution and the other from a
perturbed version of it (by using the approximation in (5.4.7)) for a number of times
such that all the eigenvectors corresponding to the dominant eigenvalues of Jφ are
excited. One expects this number to be much smaller than the dimension of the DAEs
[13]. This technique may run in parallel with the other steady-state methods thus
providing another approximation to the SST.

5.8.2 Open problems
An important open problem is that of finding a suitable initial guess x0 to start
the extrapolation methods and SN. In fact, their theoretical background is based
on the assumption that x0 is sufficiently close to the SST. If this is not the case
the effectiveness may be compromised and divergence may occur. We experienced
divergence when starting too far from the SST with both extrapolation methods (see
Tab. 5.4 for MPE starting at k0 = 75) and SN. Usually, when SN and extrapolation
are used to find the SST a heuristic number of pre-integrations are performed, after
which convergence is hopefully achieved.
The problem may be formulated as that of searching for the linear region of the fixed-
point iteration. In [55] it is mentioned that for many circuits the linear region is
approached after few numerical integrations of the nonlinear DAEs. However, this
is not always the case for, e.g., DLLs (see Fig.5.4 where an irregular behavior of uk
is detected for k / 175). We believe that to detect this region it may not suffice
to check whether the Jacobian matrix Jφ(xk) remains “constant” for k ≥ k̂ for some
consecutive k̂. This may happen even when the circuit approaches the periodic steady
state very slowly. Further investigations should address this problem to provide a good
initial guess for the steady-state methods.

Also, since techniques or post-processing procedure are usually employed to com-
pute, e.g., the phase noise from the output signal of a DLL after the computation of
the SST, we think that an error analysis relating the accuracy of the computed SST
to that of the phase noise should be addressed. This may help find tuning accuracy
parameters for the simulations to give reliable intervals of confidence to designers
about their measurements.
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Chapter 6

Conclusions and
Recommendations

6.1 Conclusions

In this dissertation, we addressed the problem of time-consuming simulations for ac-
curate verification of a class of industrial circuits widely used in electronic devices,
i.e., integer-N PLLs, DLLs and SMPSs.
Firstly, we stressed the need for performing circuit simulation at the transistor level,
where accurate analyses are mandatory before the circuits’ manufacturing process,
and in the time domain, due to the strong nonlinearities and high-frequency content
of the signals generated inside these circuits. In this regard, we presented the math-
ematical background and steps commonly adopted by an advanced circuit simulator
to perform a transient simulation (IVP), as well as we briefly discussed how to per-
form a device noise analysis and provided the setting for the periodic steady-state
problem (BVP).
Thus, we described the common features of PLLs, DLLs and SMPSs, together with
their behavior at a moderate, high level of abstraction.

In Chap. 4, we presented a new methodology to remarkably and very effectively
speed up transistor-level, time-domain noise-free and device noise simulations of in-
dustrial integer-N PLLs. Here, the innovation lies in providing a unifying technique
able to extract all the PLL’s factors of interest, i.e., average power consumption,
locking time, phase noise and jitter, while accelerating the simulation time, whereas
previous existing methods were able to extract some of the factors, separately. The
speedup tends to the PLL’s division ratio and is made possible by removing the fast-
varying dynamics generated inside the VCO and part of the divider. We replace the
VCO’s and divider’s blocks/equations with a phase macro-model, enriching it with a
piecewise linear equation for the phase deviation in the absence of device noise. The
phase-deviation equation comes from a parameter identification done on the VCO,
to reconstruct its nonlinear characteristic with a piecewise linear approach during
simulation. To be able to estimate power consumption, we reconstruct the currents
at the original VCO’s and divider’s supply pins with linear interpolation. An error
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minimization procedure was also proposed, to increase the accuracy of some factors
of interest. Both the phase deviation and average supply currents are slowly-varying
w.r.t. the original fast-varying dynamics, thus allowing a relaxation of the time-step
length during numerical integration.
Furthermore, when noise sources are included in the simulation, we do a parameter
identification of the VCO’s and divider’s phase noise PSD curves and incorporate
the information inside the macro-model. The parameter identification is not targeted
to any specific oscillator technology, as we showed when providing some different
formulations for the phase noise curves that we identified in our experiments. Our
methodology is flexible and non-invasive for commercial circuit simulators since it
makes use of well-known, existing techniques based either in the time or frequency
domain. The creation of a macro-model is a powerful tool since the module can poten-
tially be enriched with any kind of information to make it more robust and accurate
(e.g., the sensitivity of the phase w.r.t. variation of the division ratio or parameters
of the VCO’s and divider’s components).

In Chap. 5, we addressed the problem of reliably computing the SST for industrial
DLLs and SMPSs through acceleration methods since simple integration from the DC
solution to the periodic steady-state region is very expensive. Those methods directly
search for the periodic solution by-passing the time-consuming computation of the
circuit’s transient region. This is made possible by recasting the original BVP as a
root-finding problem. Despite the successful application of several periodic steady-
state-based methods to a large class of circuits presented in the literature, we applied
SN, MPE and RRE to the complex, industrial circuits under analysis, and showed
that they do not always work as anticipated. In some cases, they are not effective at
all.
We then performed an error analysis for the extrapolation methods and practically
applied it to our circuits, to investigate the factors causing the numerical issues en-
countered. It turns out that the level of error in the solutions (depending on simulation
settings and estimated by the local truncation error) is amplified by a factor, which
can be estimated during the extrapolation process and affects the quality of the extra-
polated solution. This, in turn, becomes inaccurate in some cases, since the method’s
stability decreases. Through the error analysis we developed the condition (5.7.8) to
assess the stability of the extrapolation methods and accuracy of the extrapolated
solution. The formulated condition (5.7.8) is a general one and could be extended
to other steady-state methods. Moreover, by relating the numerical stability of the
method to the accuracy with which one desires to compute the SST, we propose a
way to maximize the effectiveness and efficiency of the SST computation: by assum-
ing that multiple steady-state techniques can be used in parallel to cheaply compute
new approximations to the SST, and by estimating the amplification factor during
simulation for each technique, an adaptive selection of the method showing the smal-
lest error amplification could be done through (5.7.8), while accordingly tuning the
tolerances for the steady-state condition to avoid further, unnecessary calculations.
Besides, we recall some strategies to decrease the amplification factor, for both the
extrapolation methods and SN. All this is meant to increase the reliability of the SST
computation, achieve a good accuracy of the SST and reduce the simulation time.
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6.2 Recommendations
To conclude this work, here we recap some open problems that we think deserve to
be addressed.

For accelerating time-domain simulations of integer-N PLLs, we believe that an
error analysis could be of interest, which relates the accuracy in building the macro-
model to the accuracy of the extracted factors of interests. This makes designers
confident about their measurements after the simulations.

It would also be interesting to apply the macro-model developed here to fractional-
N∗ PLLs, which are largely used nowadays.

For speeding up the SST computation for DLLs and SMPSs, further investigations
are needed since there are open problems which are relevant for both research and
industry. The problem of accelerating the computation of the SST for these complex,
industrial circuits must be addressed in a mathematically-sound way through error
analyses, to guarantee the reliability of a method, either an old or a new one. We
provided a mathematical setting to extend to SN the detailed error analysis we did
here for the extrapolation methods. However, further investigations are needed to
properly and efficiently estimate the error amplification factor.

Another very interesting open problems is that of providing a suitable initial guess
for a steady-state method. Detecting the linear region of the fixed-point iteration
through checks on the Jacobian matrix Jφ(xk) may help identify a good initial solu-
tion, but may not be sufficient.

Lastly, an error analysis relating the accuracy of the figures of merit to extract
w.r.t. the computed SST is of interest. Again, this would give a designer the confid-
ence about the level of accuracy of his/her measurements, for a rigorous and robust
assessment of the quality of the circuit.
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Summary

Advanced numerical methods for simulating non-
autonomous periodic strongly nonlinear circuits

Circuit miniaturization (Moore’s law) and diversification (More than Moore) are com-
mon trends in the electronic world, implying high-volume, functional heterogeneity
and increased performance in integrated circuit designs. However, these trends also
increase the complexity of the verification process, which relies on accurate and fast
transistor-level simulations before the circuit manufacturing step, to provide new
technologies in a timely way. Verification is the fundamental process of checking
that there is no unexpected functional behavior of the simulated circuit, which is
described at transistor level to take into account nonlinear, complex effects. In this
scenario, there is a class of circuits for which even commercial fast-SPICE (Simulation
Program with Integrated Circuit Emphasis) simulators have a very long simulation
time (weeks or even months) when current time-domain numerical methods are adop-
ted. The class of circuits analyzed in this dissertation are industrial, non-autonomous
periodic strongly nonlinear circuits, such as phase-locked loops (PLLs), delay-locked
loops (DLLs) and switching-mode power supplies (SMPSs), and the main goal is to
speed up their time-domain simulations considerably while retaining the accuracy of
existing, slower methods.

A SPICE-like simulator is a tool with a set of analyses that can be run on the
circuit, to test the behavior of the node voltages’ and currents’ evolution. The cir-
cuit is usually described by a (large) set of nonlinear differential-algebraic equations
(DAEs), and the analyses are done by means of numerical methods applied to the
DAEs. Generally, these are time domain- and frequency domain-based techniques.
However, when the DAEs are strongly nonlinear (think of transistors with an expo-
nential voltage-current relation) the former is preferred to the latter, which are more
time/memory consuming. The most common and reliable time-domain analysis is the
numerical integration of the DAEs, also known as transient simulation. This is very
time-consuming when the circuits have a multi-rate nature as for PLLs (with fast-
varying, square-like signals, with an oscillating period of the order of nanoseconds,
and slow-varying dynamics, while the simulation ending time must be long enough
to extract some factors of interest, needed to assess the quality of the circuit’s be-
havior), and are modeled by stiff equations with widely spread time constants as for
DLLs and SMPSs (for which the periodic steady-state region is slowly approached
in the simulation, compared to some fast oscillating signals). Besides, these circuits
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are characterized by a transient period followed by a time instant from which the
dynamics are in the so-called periodic steady-state. Designers are interested not only
in the evolution of voltages and currents, but they also need to extract factors like
power consumption and locking time during transient period (for PLLs), and noise es-
timates in steady state (phase noise, jitter in PLLs and DLLs, effects of output ripple
and switching transients in SMPSs). Thus, in this dissertation, the main topic is the
investigation of fast and reliable numerical techniques for time-domain simulations of
industrial PLLs, DLLs and SMPSs, and two main contributions are provided:

i) A unifying, fast and accurate methodology to simulate integer-N PLLs at tran-
sistor level, to extract the factors of interest from both the transient and steady-
state periods;

ii) A comparison of robustness of two popular iterative techniques to accelerate the
computation of the periodic steady-state solution, namely the Shooting-Newton
and polynomial (vector) extrapolation methods, in a scenario with realistic sim-
ulation settings and when applied to industrial DLLs and SMPSs, followed by an
error analysis on the numerical stability of extrapolation methods, identifying
factors and tuning parameters which could improve the convergence robustness
of steady-state methods.

We develop a novel methodology for integer-N PLLs for noise-free and device
noise analyses, speeding up the simulations with respect to brute-force numerical
integration, while accurately extracting all the factors that designers are interested
in. The technique relies on the construction of a phase macro-model for the PLL’s
voltage-controlled oscillator, with the inclusion of the frequency divider to eliminate
the PLL’s fast-varying dynamics and allow the time-step length of the integration to
be released, thus gaining in simulation time. The method is non-invasive for sim-
ulators equipped with common techniques, such as numerical integration schemes,
Harmonic Balance or Shooting-Newton methods, and steady-state-based noise ana-
lyses, such that it could be implemented in available commercial simulators with little
efforts. Experimental results on two industrial PLLs are also presented, together with
conclusions, advantages, limitations and perspectives to overcome these.

We also address the problem of accelerating the computation of the periodic
steady-state solution for DLLs and SMPSs. Two popular time-domain techniques
are analyzed, namely Shooting-Newton and extrapolation methods, and questions re-
garding their numerical stability to compute the periodic steady-state solutions are
formulated. Preliminary experiments show that the two techniques have numerical
issues when applied to the circuits under analysis, which make them ineffective and
unreliable in some cases. We then perform an error analysis, originally developed for
extrapolation methods, to motivate the issues encountered and to propose a remedy.
To this aim, we provide some practical insights and identify useful tuning parameters
that could be used during simulation to predict the methods’ stability and accuracy
of the iteratively computed, approximate steady-state solution. In this regard, we
leave some problems open and propose challenges that we think deserve to be ad-
dressed, to make the computation of the steady-state solution reliable and efficient
when simulating industrial DLLs and SMPSs.
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